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Abstract
Does oil and gas production cause the outbreak of civil violence? And if so, under what
conditions is oil and gas extraction particularly risky? Existing research suggests that
petroleum-producing states are more likely to witness the outbreak of intrastate conflict
than other countries. However, it is unclear whether this relationship represents a causal
effect or reflects the fact that the location and intensity of petroleum production is endogenous to political violence. Moreover, current research is unable to identify those areas where
petroleum production is most likely to trigger civil conflict. This thesis addresses these gaps
in an integrated fashion. The issue of endogeneity is tackled by relying on an instrumental
variable design that employs data on the geological determinants of petroleum deposits to
predict the occurrence of petroleum production. Further, a collection of newly available
spatially disaggregated data is employed to identify the local demographic and political
conditions under which the conflict-inducing effect of petroleum production is greatest.
The empirical analyses yield strong evidence for a local, causal effect of petroleum production on violent separatist conflict. Moreover, the results show that petroleum production
is most likely to trigger separatist violence if it takes place in the settlement areas of local ethnic communities that lack representation in the central government and are weakly
penetrated by state institutions.
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Zusammenfassung
Verursacht die Förderung fossiler Brennstoffe den Ausbruch von Bürgerkriegen? Und
falls ja, unter welchen Umständen ist die Förderung von Rohöl und Erdgas besonders
riskant? Die bestehende Literatur zeigt, dass Öl und Gas produzierende Staaten häufiger
von Bürkgerkriegen betroffen sind als andere Länder. Es ist jedoch unklar, ob dieser
Zusammenhang einem kausalen Effekt zuzuordnen ist, oder ob er die Tatsache reflektiert,
dass die räumliche Verteilung und Intensität der weltweiten Erdöl und -gas Förderung
durch das Vorkommen politischer Gewalt beeinflusst wird. Des Weiteren ist die bestehende Literatur nicht in der Lage, diejenigen Gebiete zu identifizieren, in welchen das
Extrahieren von Öl- und Gasreserven am ehesten zum Ausbruch von Konflikten führt.
Die vorliegende Dissertation versucht diese Forschungslücken zu schliessen. Das Problem
der Endogenität wird anhand der Methode der Instrumentvariablen gelöst. Zu diesem
Zweck werden geologische Daten verwendet, die es erlauben, den Standord von Öl- und
Gasförderungsanlangen vorherzusagen. Des Weiteren wird eine Reihe neu verfügbarer,
räumlich disaggregierter Variablen verwendet, um die demografischen und politischen Bedingungen zu identifizieren, welche die Öl- und Gasförderung zum Sicherheitsrisiko machen.
Die empirischen Untersuchungen liefern klare Evidenz für einen lokalen, kausalen Zusammenhang zwischen der Förderung von fosslien Brennstoffen und dem Ausbruch separatistischer Bürkerkriege. Ferner zeigen die empirischen Resultate, dass die Förderung von
Rohöl und Erdgas am ehesten zu separatistischer Gewalt führt, falls sie im Siedlungsraum
lokaler ethnischer Gruppen stattfindet, die keinen Zugang zur staatlichen Exekutive haben,
und kaum durch staatliche Institutionen regiert werden.
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CHAPTER

1
Introduction

Today’s economies are powered by petroleum.1 Hydrocarbon fuels are ubiquitous in everyday life, powering motorized transport, heating homes, generating electricity, and providing
the source compounds for most plastics. Accordingly, in the last 100 years, crude oil and
natural gas have become the most important international trade commodities in existence
(Le Billon, 2013, p. 59). Moreover, contrary to popular belief, for the foreseeable future,
petroleum is here to stay. Despite recurring predictions of an imminent “peak oil” scenario
since the 1970s,2 oil production in 2013 was at a record high (Xu and Bell, 2013), and
current predictions place the “peak oil” date between 2020 and 2035 (Engelhardt, 2014).
A further striking quality of petroleum as a commodity, apart from its enormous economic
value, is its divergent patterns of production and consumption. Whereas petroleum consumption is a highly dispersed activity with billions of individuals using hydrocarbon-based
energy on a daily basis, its production is extremely concentrated, both spatially and in
terms of the actors involved in its extraction. Indeed, the uneven distribution of oil and gas
reserves has momentous consequences for oil- and gas-producing countries and communities. In public discourse, petroleum abundance is generally associated with unprecedented
levels of wealth for its producers, as embodied by the eccentric displays of affluence found
in places like Dubai, Baku, and Brunei. In sharp contrast, the academic discourse on the
effects of petroleum production on its host communities and nations gives a much less
favorable verdict. In the last 20 years, an entire strand of literature has emerged that
1

For lack of a succinct alternative, I will use the term “petroleum” to refer to liquid and gaseous
hydrocarbon fuels, i.e., oil and natural gas, throughout this thesis. However, note that the geological
literature generally reserves the term petroleum for liquid hydrocarbons.
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“Peak oil” refers to the point in time when global oil production reaches its all-time high, i.e., the
tipping point of global oil production rates.
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links petroleum production with an array of undesirable social outcomes, ranging from
economic stagnation to autocratic rule to political violence. Indeed, Ross (2012) goes as
far as diagnosing an “oil curse” that affects petroleum-producing regions.
This thesis addresses the arguably most destructive effect that has been ascribed to
petroleum production, namely that it increases the risk of civil conflict in its host countries
and communities. More precisely, the primary goal of this thesis is to answer two closely
interrelated questions: Does petroleum production increase the likelihood of civil conflict
in those regions where it is extracted? And if so, under what conditions is petroleum
production particularly risky?
Addressing these questions is of considerable interest for multiple reasons. Civil conflict
– that is, organized violence between a non-state actor and state forces – has been the most
deadly form of violence in the post-WWII period, causing enormous human suffering and
economic damage alike (Lacina and Gleditsch, 2005). Unfortunately, civil conflict is a
relatively common occurrence in petroleum-producing areas. Since 1990, we have observed
violent intrastate conflict in petroleum-producing regions across the globe, including the
prominent examples of the Nigerian Niger Delta, South Sudan, Angola’s Cabinda exclave,
Iraq’s Kurdistan province, and India’s Assam state. Naturally, the mere existence of
petroleum production and conflict in these cases does not mean there is an underlying
causal effect. However, the fact that organized violence in petroleum-producing areas is a
significant issue, elucidating the need to investigate whether extraction has contributed to
the outbreak of conflict in these cases, or may do so in the future elsewhere.
Given its destructive nature, it is clear that any determinant of civil conflict deserves
extensive investigation. However, the potential link between petroleum production and
civil conflict merits particular attention because it establishes an immediate connection
between the behavior of a global network of stakeholders, ranging from consumers to oil
companies and their regulators, to the security and livelihood of those communities situated
near petroleum production sites. Consequently, investigating the potential petroleumconflict link creates opportunities to limit the potentially detrimental effect of oil and gas
production in affected communities via appropriate regulatory policies.
This is not the first systematic study of the relationship between petroleum production
and conflict. Indeed, this thesis builds on a growing strand of conflict research that analyzes the interplay between natural resource abundance and political violence. The general
consensus in this literature is that oil- and gas-producing countries are indeed more likely
to experience civil conflict than other countries. Moreover, most scholars assert that this
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association represents a causal effect (see Ross 2012, ch. 5 and Le Billon 2013, ch. 3 for
particularly recent and prominent examples). Despite this seemingly unequivocal assertion, I contend that the questions raised above deserve to be reevaluated. This thesis’
contribution to the literature is twofold.
First, unlike most of the existing literature, I focus extensively on the question of
whether the apparent association between petroleum production and conflict is truly of
a causal nature. In particular, I explicitly discuss and account for the possibility that
petroleum production is endogenous to conflict, and pursue an empirical strategy that evaluates the allegedly causal link between petroleum and conflict despite this complication.
The issue of endogeneity emerges because the spatio-temporal distribution of petroleum
production sites across the globe does not behave as if petroleum were a randomly assigned
treatment in an experimental setting. While the very existence of potentially recoverable
hydrocarbon reserves may indeed be characterized as “random blessings,” this is certainly
not the case for productive extraction sites. Whether petroleum production is initiated in
a given location is not dictated by geology, but involves various long-term economic and
political considerations by both the potential extractor and the government responsible for
regulating local extraction operations. As a consequence, establishing whether petroleum
production truly causes conflict becomes significantly more challenging. This is due to the
fact that the occurrence of petroleum production may be affected by similar factors that
also make the outbreak of conflict more likely, or that the anticipation of future conflict
directly deters investments in extractive infrastructure. If these sources of endogeneity are
at play, standard comparative regression results, such as those provided by much of the
extant literature, do not imply causality. In this thesis, I attempt to overcome these endogeneity issues by employing a new, geographically disaggregated instrument for analyzing
petroleum production . Specifically, I propose testing the petroleum-conflict link using
the location and size of sedimentary basins a key predictor of the location of recoverable
petroleum reserves as an instrumental variable.
The second main contribution of this thesis is the theoretical and empirical identification of those contextual factors that moderate petroleum production-related conflict. The
existing literature offers relatively little guidance with regard to the circumstances that
make petroleum production particularly risky with regard to violent conflict. I attempt
to fill this gap by proposing a theoretical framework for the petroleum-conflict link that
focuses on the interplay between petroleum production and pre-existing societal and political conditions in the host communities. Most of the existing literature attempts to explain

3

the petroleum-conflict link by focusing on how the immediate consequences of petroleum
production may prompt local host communities to instigate rebellion against the state. In
particular, it is often argued that the material value of exerting political control over local
oil and gas production sites creates incentives for locals to pursue secession and gain exclusive control over local petroleum reserves. Moreover, the massive negative environmental
and social externalities that often accompany petroleum production may lead locals to
take up arms because they experience grievances against the state, the latter being ultimately responsible for regulating the extractive industry (see Ross 2004 for a more detailed
discussion of these and other mechanisms).
In this thesis, I contend that these mechanisms are indeed crucial components for understanding the petroleum-conflict link. However, these explanations tell only half of the
story. I argue that the material value and negative externalities of petroleum production
sites may lead to conflicts of interest between the local host community and the central
government, but that these only escalate into organized violence under specific conditions.
In particular, petroleum-producing communities will only pursue their interests on the
battlefield if they have little influence over government decision-making via institutional
(i.e., peaceful) means, if they are able and willing to mobilize the resources required for
collective action against the government, and if the government has insufficient direct
control over the local population to undermine insurgent mobilization preventively. I expect these conditions to be met in cases where petroleum production takes place in the
settlement area of territorially concentrated ethnic groups that lack representation in government and whose homeland is weakly penetrated by state governance institutions. This
constellation is particularly risky because the lack of political representation undermines
an institutional resolution of the conflicts of interest generated by petroleum production;
the common ethnic affiliation of locals facilitates mobilization; and the absence of direct
governance institutions prevents the government from effectively enforcing its monopoly of
power.
Beyond this theoretical discussion, a key contribution of this thesis is that I employ an
array of recently published and newly compiled data sources to test these conditional hypotheses in a geographically disaggregated manner. To evaluate the role of ethnic identities
and ethnic groups’ access to government power in moderating the petroleum-conflict link, I
rely on the EPR-ETH data collection,3 which allows the mapping of petroleum production
sites onto ethnic groups by providing geocoded data on ethnic groups’ settlement areas.
3
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Moreover, in order to assess the role of local state capacity as a conditioning factor in the
petroleum-conflict link, I introduce a novel geographically disaggregated proxy for the pervasiveness of instruments of direct governance. Specifically, I propose the use of geocoded
road network data to approximate the degree to which governments are able to exert direct
control over their populace in a given area. The reasoning underlying this approach is that
the projection of government power requires physical accessibility. As such, regions that
lack access to roads are unlikely to have effective governance institutions that allow the
government to exert control over its citizens. Hence, I expect that the conflict-inducing
effect of petroleum production is particularly prevalent in poorly accessible regions where
governments lack the necessary degree of control over the local population to prevent insurgent mobilization. In order to obtain consistent, historical information on the location
of roads, I rely on a novel road network data set that has been digitized in collaboration
with the Institute for Transport Planning and Systems at ETH Zurich. We have digitized
road network information for roughly 46 post-colonial countries derived from physical map
sheets created by the US Army Map Service (AMS) between approximately 1940 and 1960.
In combination, these various geographically disaggregated data sources allow me to test
the proposed conditional effects on the sub-national level, and thus yield novel insights
into the local conditions that make petroleum production particularly risky.
The epistemological approach pursued in this thesis relies heavily on comparative, quantitative inference. This means that empirical tests are performed by attempting to identify
average causal effects using appropriate statistical procedures on data sets encompassing as
many cases as possible. This approach has two main advantages. First, empirical testing
on the basis of large data sets encompassing all available cases maximizes external validity.
Optimally, this leads to generalizable inference about the relationship between petroleum
and conflict that extends to future cases, and is thus able to guide future decision-making.
Second, the quantitative approach facilitates causal identification. Counterfactual causality, as pursued in this thesis, can only be established by case comparisons, and quantification enables us to employ formalized, statistical causal identification strategies that are
internally consistent, well known, and well tried (such as the instrumental variable strategy
pursued in this thesis). However, it is worth mentioning that this focus on breadth comes
at the cost of substantive depth. While much of the theoretical reasoning in this thesis
is inspired by case studies, the subsequent analyses provide relatively little case-specific
information. Accordingly, many of the theoretical arguments in this thesis are stylized,
and in the empirical models, various factors that are crucial for explaining the outbreak
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of conflict on a case-by-case basis are simply delegated to the error term. However, this
absence of qualitative evidence should not be interpreted as a statement on the merit of either methodological approach, but merely reflects the author’s (self-perceived) comparative
advantage in the division of labor between quantitative and qualitative political science.
The remainder of this thesis is structured as follows. In the next chapter, I review
the existing literature on the petroleum-conflict link and further elaborate on this thesis’
contributions to the currently available body of research. In chapter 3, I introduce the
theoretical framework guiding the remainder of the thesis. Specifically, I introduce a simple game-theoretic representation of the bargaining process between petroleum-producing
communities and central governments that allows us to derive the conditions under which
petroleum production may contribute to the emergence of violent intrastate conflict. Chapter 4 discusses the issue of endogeneity in the analysis of the petroleum-conflict link. I show
both theoretically and empirically that many of the previously reported findings with regard
to the petroleum-conflict link likely suffer from endogeneity bias. Moreover, I introduce a
possible solution to the problem: I propose using the location and extent of sedimentary
basins as a geographically-disaggregated instrument for petroleum production. Chapter 5
performs a first test of the theoretical framework. Employing the instrumental variable
strategy motivated in the previous section, I test whether there is evidence of a causal
effect of petroleum production on conflict. Furthermore, I assess whether ethnicity and
ethnic groups’ access to state power exert the hypothesized moderating effect on the relationship between petroleum production and conflict. In chapter 6, I introduce the data
necessary to test the remaining contextual hypothesis, namely that the conflict-inducing
effect of petroleum is conditional on a government’s ability to govern petroleum-producing
communities directly. I use geocoded road network data to approximate local levels of
state capacity, and introduce the newly digitized historical road network data set based
on the AMS map material. Finally, the chapter presents a first set of analyses that test
the hypothesized relationship between local state capacity and separatist conflict. Chapter 7 performs a final, combined evaluation of the proposed theoretical framework. I test
whether petroleum production is truly most likely to trigger the onset of intrastate conflict
in the settlement areas of territorially concentrated ethnic groups that lack representation
in the government, and that are weakly penetrated by state instruments of direct control.
Finally, chapter 8 concludes the thesis and discusses the results’ implications both for the
academic study of conflict as well as for potential improvements in the current regulation
of the oil and gas markets.
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CHAPTER

2
Literature Review

2.1

The Resource Curse

The relationship between petroleum extraction and conflict has been discussed extensively
in the literature, particularly the various dimensions of the “resource curse.” The resource
curse argument essentially states that contrary to common perception, the extraction of
high-value resources is associated with a number of socially undesirable outcomes.
The first aspect of the resource curse claim is that countries abundant in high-value natural resources tend to be ruled autocratically. This argument was originally proposed in the
context of Middle Eastern area studies, where scholars have attributed the striking absence
of democratic institutions on the Arabian peninsula and in Northern Africa to the “rentier
effect” (see, e.g., Beblawi and Luciani 1987, Chaudhry 1997, and Karl 1997). Because
governments of oil-rich states have access to significant non-tax resources, they can minimize demands for democratic rule by forgoing individual taxation (and hence limiting the
state’s impact on individuals’ livelihoods) and paying off potential dissidents via extensive
patronage networks (Beblawi and Luciani 1987, Entelis 1997). Soon after, various scholars
started to generalize the claim that high-value resources hinder democratization, and argued that it extends beyond the Middle Eastern setting. In particular, Ross (2001) argues
that petroleum production impedes democratization not only through the above-noted rentier effect, but also because it allows autocratic governments to spend money on repressive
means, and because it inhibits the type of social change that makes citizens more likely to
demand democratic reform (e.g., education and professional specialization). Testing these
claims, Ross (2001) finds that oil production is indeed associated with more autocratic
regimes across the globe. Since Ross’ seminal contribution, the petroleum-democracy link

7

has spurred various publications, most confirming the initial result, including Jensen and
Wantchekon (2004), Smith (2004), Aslaksen (2010), Aslaksen (2010), Ross (2012), and
Andersen and Ross (2013). However, not all scholars agree that the association between
petroleum and democracy is universal, or even causal. In particular, Luong and Weinthal
(2010) claim that the link between oil production and authoritarianism is not valid in the
Soviet successor states. Furthermore, Haber and Menaldo (2011) question the reported
relationship between oil production and democracy on a more fundamental level, arguing
that the result merely reflects a failure to account for potential endogeneity problems. This
aspect is discussed in more detail below.
Another problematic outcome that is often ascribed to high-value resource production
is weak economic growth. Specifically, Sachs and Warner (2001) have repeatedly argued
and shown that economies that are reliant on the production of high-value natural resources typically feature lower growth rates than other countries.1 These results have been
confirmed more recently by Collier and Goderis (2008), who show that economies’ reliance
on resource production inhibits long-term growth. Sachs and Warner (2001) attribute this
phenomenon to a crowding out effect, often referred to as the “Dutch Disease”: As the
lucrative resource sector locks in capital, raises price levels, and appreciates the value of
the domestic currency, it makes the manufacturing sector internationally less competitive,
thus impeding growth through industrialization. Others provide more state-centric explanations of the lack of growth in resource-rich countries. In particular, Auty (2000) claims
that massive resource rents lead to widespread corruption and predatory state institutions that undermine private sector growth. Similarly, Dunning (2008) argues that oil-rich
states fail to diversify because their governments fear political competition from private
entrepreneurs in the future, in particular during periods of falling oil prices and reduced
state revenue.
Finally, there is a growing body of literature which argues that high-value natural resources, and petroleum in particular, are associated with the outbreak of violent intrastate
conflict. The claim that natural resource production causes civil conflict in a systematic manner was first made by Collier and Hoeffler (1998), who show that countries with
high levels of primary commodity exports are more likely to see the outbreak of civil war.
Collier and Hoeffler (1998) argue that high-value resources cause conflict by creating financial incentives and opportunities for prospective rebels. Specifically, they contend that
high-value resources set incentives to challenge the government in order to gain access to
1

See also Sachs and Warner (1995).
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resource rents and facilitate rebel mobilization by providing the necessary funds to acquire arms and recruit fighters. Criticizing Collier and Hoeffler’s (1998) interpretation of
the resource-conflict link, Fearon and Laitin (2003) and Fearon (2005) reevaluate the data
and conclude that the effect ascribed by Collier and Hoeffler to primary commodity exports is really limited to petroleum exports. They also offer an alternative explanation
for their finding: Inspired by the Middle Eastern “rentier state” literature, Fearon and
Laitin propose that petroleum production causes conflict via flawed government policies.
In particular, they argue that governments with access to considerable oil rents fail to
build strong state institutions for the purpose of taxing theircitizens, as they can rely on
resource windfalls to finance their operations. In the absence of a pervasive administrative
bureaucracy responsible for taxing their citizens, oil-rich governments have little control
over their peripheries, thus providing local dissidents the opportunity to mobilize against
the government without much resistance by state forces. Following Fearon and Laitin’s
seminal contribution, a number of scholars have addressed and reevaluated the apparent relationship between country-level petroleum production and the occurrence of civil conflict,
including Humphreys (2005), Ross (2006), de Soysa and Neumayer (2007), Lujala (2010),
and Ross (2012). In general, they have found the statistical association between petroleum
and conflict to be surprisingly robust across a variety of different operationalizations of
petroleum production and conflict.

2.2

Explanations for the Petroleum-Conflict Link

With the growth of the petroleum-conflict literature, there has also been an expansion in
the number of mechanisms proposed for explaining this relationship.2 In the following,
I will point out possible weaknesses in the proposed theories and offer suggestions for
improvement.
Specifically, I propose a division of the existing candidate explanations for the petroleumconflict link into four categories (for similar typologies, see Ross 2004, Humphreys 2005,
and Le Billon 2013): First, as mentioned in the previous section, Collier and Hoeffler (1998)
propose a looting mechanism for explaining the relationship between high-value resources
and intrastate violence. According to this argument, valuable and easily marketable resources like diamonds or gemstones promote the outbreak of conflict because they are easily
appropriable by (prospective) rebel organizations. This makes the emergence of rebel or2

Indeed, Humphreys (2005, p. 510) describes it as an “embarrassment of mechanisms.”
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ganizations and the outbreak of conflict more likely for two reasons: First, the prospect
of obtaining access to resource rents incentivizes the formation of rebel groups with the
primary purpose of capturing resource-rich territory purely for personal gain. Second, the
availability of a relatively secure revenue stream allowing the purchase of arms and equipment even for emerging rebel organizations creates opportunities for rebellion where there
would otherwise be none (see also Collier, Hoeffler, and Rohner 2009). One might reason
that this argument is not particularly suitable for explaining the effect of petroleum on
conflict, because unlike diamonds, oil and gas are relatively difficult for emerging rebel
organizations to capture and sell. However, as Lujala (2010, p. 26) points out, in these
cases, prospective rebels might be able to benefit from oil and gas production not through
outright theft, but by extorting private oil and gas producers.
Next, the secessionist-lottery mechanism follows a very similar logic, moving the payoffbased argument to the level of entire groups of individuals. Most prominently presented
by Ross (2012, p. 147) for the case of oil, this mechanism holds that individuals living in
petroleum-rich areas face incentives to support secessionist movements in expectation of
more exclusive access to the rents generated by nearby extraction sites (see also Collier and
Hoeffler 2006). Since per-capita payoffs increase with fewer beneficiaries, it is assumed that
residents of particularly resource-rich areas will willingly sponsor secessionist organizations,
thus facilitating costly conflict with the goal of forming a new sovereign state. Ross (2012,
p. 149) likens this process to a lottery, arguing that individuals might support separatist
rebels “much as people buy lottery tickets, in hopes that a small bet against the odds will
someday pay off.”
In contrast, the grievance mechanisms holds that communities near resource extraction sites take up arms because they develop grievances against the government (see Ross
2004, Humphreys 2005). First, local residents may feel neglected by the state if they are
negatively affected by the extraction process, particularly through environmental degradation or massive immigration. Second, communities hosting petroleum extraction sites
may feel deprived of their fair share of the accruing rents if the government redistributes
a substantial portion of oil and gas royalties to other parts of the country. Østby, Nordas,
and Rød (2009) explicitly make the connection between these petroleum-induced grievance
arguments and Gurr’s (1970) relative deprivation theory. According to this interpretation
of the petroleum-conflict link, the key issue with petroleum production is that it puts locals
in a worse position relative to their compatriots, since locals carry the burden of extraction,
while receiving only part of its benefits. Gurr (1970) argues that these comparisons with
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members of the same society who do substantially better inspire radical violent action.
Finally, the rentier state argument is based on the assumption that resource extraction
does not affect the occurrence of rebellion directly, but keeps the state from preventing the
rise of violent challengers in its periphery. Initially proposed by Fearon and Laitin (2003),
and further elaborated by Fearon (2005), this mechanism holds that the conflict-inducing
effect of resource extraction derives entirely from its impact on government revenue. Inspired by the Middle Eastern focused rentier state literature mentioned above, Fearon and
Laitin (2003) argue that access to resource windfalls fundamentally changes the way the
state interacts with its population. Freed from the need to generate tax-based revenue,
resource-endowed states abstain from creating the type of intrusive institutions that are
necessary to monitor and enforce the routine extraction of taxes from its citizens. The
absence of a low-level administrative apparatus also prohibits the state from effectively
policing its population, thus facilitating the organization of violent resistance against the
state.
This wealth of potential mechanisms naturally begs the question of which ones actually
contribute to explaining the petroleum-conflict link. One important finding in this regard is
presented by Lujala (2010), who shows that the statistical association between petroleum
production and conflict appears to be restricted to onshore production, as opposed to
offshore production. This result is intriguing because it indicates that the location of
petroleum production matters with regard to its effect on conflict. If the petroleumconflict link was based exclusively on government revenue, as suggested by the rentier
state mechanism, this would not be the case. Hence, Lujala’s finding suggests that the
conflict-inducing effect of petroleum operates through its impact on local host communities.
This result is further corroborated by recent studies by Østby, Nordas, and Rød (2009) and
Basedau and Pierskalla (2014), who find an association between the location of petroleum
production and conflict on the sub-national level for African countries.
Another important source of information for evaluating the validity of the above-named
mechanisms are comparative case studies. Ross (2004) conducts extensive comparative case
studies on 13 conflicts in resource-rich areas. While he finds no evidence of Collier and
Hoeffler’s (1998) looting mechanism, he claims that the separatist-lottery mechanism has
played out in a number of cases, in particular in Indonesia’s Aceh province and South
Sudan. In these cases, insurgent leaders relied extensively on promises of future wealth in
order to mobilize support for their cause. Further, Ross’ results regarding the grievance
argument are somewhat ambiguous. While he claims to find no evidence for a grievance
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mechanism, other authors emphasize the importance of grievances in precisely those cases
where Ross argues in favor of the secessionist-lottery argument. For instance, Aspinall
(2007) and Kell (2010) both argue that grievances over rent distribution and environmental
externalities were key drivers underlying the Acehnese rebellion. Furthermore, Ylönen
(2005) and Patey (2007) claim that grievances over economic deprivation and political
marginalization were the primary drivers of the conflict in South Sudan.
In an effort similar to Ross (2004), Basedau, Mähler, and Shabafrouz (2014) conducted
a comparative case study of four conflicts in petroleum-rich countries. They, too, found
evidence in favor of the secessionist-lottery and grievance arguments in Nigeria and Iran.
Likewise, for the case of Nigeria, they report evidence in favor of the looting argument.
Indeed, several rebel organizations in the Niger Delta have been able to finance their operations by blackmailing oil companies and selling stolen (“bunkered”) oil on the domestic
and international market (see also Giroux 2010). It should be noted, however, that it
is unclear whether these activities actually contributed to the emergence of violence, or
whether they simply allow pre-existing organizations to survive longer.

2.3

Contextual Factors

In summary, the literature reviewed so far suggests that the petroleum-conflict link is
most likely explained by a direct effect of petroleum extraction on local host communities.
Moreover, the qualitative evidence suggests that the looting mechanism is not particularly relevant, with the possible exception of the somewhat unusual situation in the Niger
Delta. However, there is little conclusive evidence with regard to either of the remaining
mechanisms. I argue that this lack of unambiguous evidence is at least partially due to
the fact that the separation of explanations along Collier and Hoeffler’s (1998) “greed or
grievance” taxonomy is neither empirically accurate nor conceptually useful. As elaborated
in more detail in chapter 3 of this thesis, I contend that the separatist-lottery argument
is accurate insofar as petroleum production indeed creates incentives for the affected host
communities to pursue more autonomy. However, there is no reason to believe that this is
caused exclusively by the material prospects of gaining independence, or that grievances
and material incentives are mutually exclusive explanations for the resource-conflict link.
Rather, the case study literature strongly suggests that the prospect of gaining exclusive
access to petroleum rents, widespread discontent over the allocation of resource rents, and
grievances over the negative externalities of local petroleum production are often coexistent
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drivers of conflict. In effect, these mechanisms merely represent different sides of the same
coin, in that their primary role in the emergence of violent conflict is creating conflicts of
interest between petroleum-producing communities and the central government. The key
challenge for explaining the resource-conflict link, then, is identifying the circumstances
under which this conflict of interest escalates into violence. In other words, under which
conditions will locals be able and willing to pursue autonomy by violent means, and the
government be reluctant to give in to their demands?
Some scholars have recently begun to investigate these contextual factors. Østby, Nordas, and Rød (2009), for instance, argue that grievances over resource extraction is greatest
where locals are relatively poor. Indeed, in a spatially disaggregated study of African civil
wars between 1986 and 2004, they found that resource production is particularly risky
where locals have comparatively low incomes. Sorens (2011) investigated the importance
of ethnic identities and tested whether mineral resources are associated with ethnic conflict
if they are extracted in the settlement areas of ethnic minorities. However, while he found
an association between mineral resource rents and ethno-separatist conflict in general, he
did not find an effect for petroleum specifically. In a similar vein, Basedau and Pierskalla
(2014) performed a spatially-disaggregated analysis of conflict events in Africa and tested
whether areas inhabited by politically marginalized ethnic groups are more likely to see
conflict as a reaction to petroleum extraction. They, too, found a positive relationship
between petroleum and conflict on the sub-national level, but obtained only very limited evidence for the claim that ethnic groups’ political status affects whether petroleum
production is associated with conflict.
While these analyses provide valuable insights into the conditions under which petroleum
production may be particularly risky, they are too limited in scope to provide a conclusive
answer. In particular, the data used in Østby, Nordas, and Rød (2009) and Basedau and
Pierskalla (2014) only cover the African continent in the recent past, and do not distinguish between different types of conflict. Moreover, whereas Sorens (2011) employs a global
sample, his analysis is restricted to ethnic minority groups and yields little information on
the conditions under which petroleum (in contrast to other natural resource rents) causes
conflict. Hence, there is still relatively little systematic evidence that would allow us to
identify the conditions under which petroleum extraction is particularly risky.
The first main goal of this thesis is to address this gap by providing an in-depth analysis
of the local political context under which petroleum extraction is associated with violent
intrastate conflict. For this, I propose a new theoretical framework that focuses explicitly
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on identifying the factors under which petroleum production is likely to trigger conflict.
Additionally, I employ a variety of newly available geographically disaggregated data to
perform comprehensive empirical analyses of the political and demographic conditions that
make oil and gas production a potentially risky undertaking.

2.4

The Quest for Causality

Though the question of which mechanisms (and contextual factors) best explain the petroleumconflict link is far from settled, the literature reviewed so far largely agrees regarding the
causal effect of oil and gas production on the outbreak of civil conflict. However, the supposedly robust association between petroleum production and civil conflict has recently been
questioned by authors who believe that it is the result of inadequate causal identification
strategies. In particular, Cotet and Tsui (2013) argue that analyses of the petroleumconflict link suffer from endogeneity bias. Similarly, Haber and Menaldo (2011) make the
analogous claim for the relationship between oil production and autocratic regimes.
These authors point out that previous analyses of the relationship between petroleum
production and political outcomes, such as conflict and democratization, have operated
almost exclusively under the (often implicit) assumption that petroleum production is
exogenous to political processes. In effect, this exogeneity assumption implies that the
spatio-temporal distribution of petroleum production sites across the globe behaves as if it
were a random treatment, assigned completely independently of the determinants of conflict or regime type. However, as Haber and Menaldo (2011) and Cotet and Tsui (2013)
point out, there are multiple plausible mechanisms that could violate this assumption.
First, regions and countries that are particularly likely to see conflict may be less likely to
produce petroleum. For instance, countries with poorly functioning political institutions
may be unable to attract sufficient investments to make local petroleum reserves productive, and simultaneously be more likely to see the outbreak of organized violence. In this
case, without adequate measurements of institutional quality, standard panel methods underestimate the true effect of petroleum production on conflict due to omitted variable
bias. A similar logic may take effect due to reverse causality. That is, the very anticipation
of future conflict could deter potential petroleum producers, which would also bias the
estimated effect of petroleum on conflict towards zero.
Second, omitted variable problems may also cause researchers to overestimate the extent
of the oil-conflict link. For instance, governments of countries that lack property rights may
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be inclined to extract petroleum at very fast rates for their own benefit (Cotet and Tsui,
2013, p. 52). These predatory governments may also be more likely to face violent conflict
for reasons other than petroleum extraction. Alternatively, particularly myopic political
leaders may be inclined to press for the rapid depletion of resource stocks to compensate
for their uncertain hold on power, while simultaneously pursuing policies that increase the
likelihood of violent resistance (Robinson, Torvik, and Verdier, 2006).
In order to avoid these types of endogeneity problems, Cotet and Tsui (2013) employ
two different causal identification strategies. First, they re-estimate the effect of petroleum
reserves and production on conflict onset with conventional country-year panel data, but
introduce fixed effects in order to control for unobserved time-invariant heterogeneity between countries. Second, they use new data to identify episodes during which industrial
oil and gas exploration was performed in a given country. Conditioning on this new subset, they then estimate the effect of exploration successes, which are assumed to occur at
random given ongoing exploration, on the likelihood of conflict onset. Employing these
approaches, Cotet and Tsui fail to find the previously robust positive relationship between
petroleum and conflict, thus concluding that the petroleum-conflict link is simply a result
of inadequate causal identification strategies.
Although Cotet and Tsui make a major contribution to the literature by highlighting the endogeneity problems associated with standard petroleum-on-conflict regressions,
I argue that their conclusion is premature. In particular, the non-result they obtain after employing their endogeneity-adjusted research design may be caused by a number of
reasons. First and foremost, Cotet and Tsui may be analyzing the wrong type of conflict
on the wrong level of analysis. As argued in the previous section, much of the case study
literature, as well as the results obtained by Sorens (2011), suggest that petroleum production is associated primarily with territorial conflict. Cotet and Tsui may be unable to
detect this relationship because they only employ a pooled conflict variable. Moreover, as
discussed previously, there is mounting evidence that the petroleum-conflict link operates
at the sub-national level, with conflict being more likely in those places where petroleum
is extracted. Cotet and Tsui rely exclusively on country-level aggregates for their analysis,
which may confound possible causal effects operating on the sub-national level. Second, it
is questionable whether Cotet and Tsui’s research design is truly appropriate for addressing the potential endogeneity issue. While fixed-effects panels may be able to eliminate
time-invariant unobservable confounders, they do not address the issue of reverse causality.
Hence, it is still possible that Cotet and Tsui’s panel results underestimate the effect of
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petroleum on conflict because anticipated violence deters investments. Furthermore, their
identification strategy based on successful oil and gas exploration missions is crucially dependent on exploration success being random, given the observation that exploration takes
place. I would argue that this is highly unlikely, since the intensity and scope of petroleum
exploration within a country likely varies in accordance with local political and economic
conditions, which makes exploration success potentially dependent on the likelihood of
conflict onset.3
The second key goal of this thesis is to address the endogeneity issue associated with
the petroleum-conflict link in a more appropriate and exhaustive manner. In this vein, I
propose an instrumental variable strategy with a new, geographically disaggregated instrument that allows us to address the endogeneity problem with sub-national data.

3

These issues are discussed in detail in chapter 4.
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CHAPTER

3
Theoretical Framework

3.1

Introduction

In the present chapter, I derive a theoretical framework to describe the relationship between petroleum production and separatist conflict. In accordance with the discussion of
the previous chapter, the goal is to develop a framework that is not only useful for understanding why petroleum causes conflict, but also under which circumstances this effect is
particularly likely. For this purpose, I proceed in two stages.
In a first step, I present an argument that links petroleum production to separatist
conflict via a simple bargaining model. Specifically, I argue that petroleum production
creates competing interests between the government and individuals living in the proximity of petroleum production sites. As a consequence, locals will exhibit strong incentives
to demand the right to regulate and tax petroleum production in their home region autonomously. If the government lacks institutional incentives to act on these demands,
locals may decide to support the establishment of a separatist movement. Fearing a growing threat to one of its key revenue sources, the government may feel pressured to react to
these mobilization efforts with force, leading to the outbreak of separatist conflict.
In a second step, I theorize about the circumstances under which this escalation from
a conflict of interest to armed violence is particularly likely. For this, I identify three
conditioning factors: Petroleum production is especially dangerous in regions that lack
political representation at the center , where locals share a common ethnic background,
and where state institutions are largely absent.
The remainder of this chapter is structured as follows. In the next section, I argue
that the most important consequence of petroleum production with regard to organized
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violence is that it creates strong incentives for locals to pursue autonomy. In section 3.3,
I argue that governments will often have incentives to refuse these demands. I contend
that locals’ representation in government is a key determinant of whether they are able
to pursue their interests within the political framework provided by the state. Section
3.4 extends this argument to a model of violent separatism. Here I argue that separatist
conflict in petroleum-producing areas is the result of a bargaining failure, and I outline
the key factors contributing to this result. Finally, in section 3.5, I elaborate on the conditions that contribute to the conflict-inducing effect of petroleum in detail and formulate
explicit empirical expectations about the regions where petroleum production constitutes
a significant security risk.

3.2

Preferences for Autonomy

In this section, I discuss the impact of petroleum production on the preferences for regional
autonomy in extractive areas. Specifically, I argue that petroleum production creates a
significant conflict of interest between the local population and the central government
over the degree of autonomy the latter should grant the former.
In the following discussion, I use the term “autonomy” to refer to a situation where
the residents of a given contiguous area within a state have the ability to decide on and
enforce policies applicable to their home territory, independently of the central government.
Further, I assume that autonomy in a given region is defined on a continuous spectrum.
That is, autonomy is not present or absent, but denotes the degree to which locals and the
central government split the decision-making power in a given area. Finally, I contend that
the degree of autonomy a certain region enjoys can differ between policy issues. Hence, a
region may be able to decide on and implement educational policy autonomously, but have
no say over fiscal matters.
In order to understand the circumstances under which autonomy becomes contested, it
is necessary to make some basic assumptions about local residents’ and the government’s
preferences. One option is to assume that the decision-making power over any policy issue
is intrinsically valuable to both these types of actors. In other words, both the state and
locals are power maximizers. However, this is not a particularly expedient assumption, as
it implies a constant conflict of interest between the government and locals, and provides
little theoretical leverage to identify the conditions under which autonomy is especially
contested. Instead, I propose a slightly more refined set of assumptions about the political

18

goals of the central government and (potentially autonomous) local communities.
First, I expect that the central government is concerned primarily with staying in
office. It attempts to do so by providing and redistributing public and private goods to its
constituents, whose support is necessary for it to stay in power.1 This assumption implies
that the government only cares about its decision-making power in a certain region of a
country if withholding autonomy from locals affects its ability to serve its core supporters,
and thereby remain in office. Whether or not this is the case, of course, is in part dependent
on whether the community in question is itself fully or partially a part of the government’s
constituency. This aspect will be addressed in more detail below; for the time being,
however, I assume that the local population and the government’s constituency are separate
groups.
Second, I make the (trivial) assumption that locals are interested primarily in their
own welfare. Clearly, this is not a very precise statement, but it implies that locals view
autonomy as a potentially useful strategy to improve their livelihoods, rather than a goal
in and of itself.
Given these assumptions, I argue that whether decision-making power over a given
political issue is contested between locals and the government is conditional on two factors.
First, locals must face incentive to demand autonomous rule. This may be the case for
two reasons: For one thing, locals may have common policy preferences that are not
shared by the rest of the country’s population. In this case, the ability to decide on
these issues autonomously will lead to policy outcomes that correspond more closely to
locals’ preferences than a national solution. For another thing, locals may prefer autonomy
because local decision-making is more efficient. In this case, locals do not have particular
policy preferences, but autonomous rule leads to more efficient governance because policy
can be tailored to local circumstances. For policy issues where neither of these conditions
are met, there is little incentive for locals to demand autonomy. For instance, interests
over labor policy generally follow a vertical, class-based cleavage structure (Lipset and
Rokkan, 1967), and thus provide little incentive for any given region to demand autonomous
decision-making power over issues like working hours or the right to unionize. Similarly, for
some policy issues, geographically fragmented decision-making and enforcement is simply
inefficient, and hence citizens everywhere will generally prefer a national solution. This
1

Note, however, that this assumption does not automatically imply democratic rule; following Bueno de
Mesquita et al. (2005), I argue that the distinction between democratic and autocratic rule emerges
primarily from the size of a government’s constituency, not the fact that the government relies on some
constituency’s support to stay in power.
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is the case for true public goods (i.e., goods that are non-excludable and non-rivalrous
in consumption), like external defense, where pooling resources is often the only paretooptimal solution.
Second, even with regard to policy issues where locals have incentives to demand autonomy, autonomous rule will only be contested if the government has incentives to maintain
decision-making power over the issue. Often, this will not be the case. In fact, there are
many policy issues where both locals and the government prefer local decision-making and
enforcement. These are issues where locals prefer autonomy because autonomous decisionmaking ensures locally-informed solutions that serve local interests, while the government
does not care about autonomy because ceding control has no effect on its ability to remain in office. One class of policy issues where this setup applies is the provision of local
public goods with few economies of scale, such as communal services (e.g., public housing
projects, waste disposal) or the administration of civil law. While locals have straightforward reasons to govern these issues autonomously , there is usually little to gain for the
government by assuming responsibility for these affairs.
Indeed, depending on the local context, this argument may even extend to fiscal autonomy. Locals will generally prefer to retain the right to levy taxes, since doing so gives
them more control over state expenditure, and ensures that local revenue is spent in accordance with local interests. For the same reason, we would generally assume that the
government has incentives to retain authority over fiscal matters, since the ability to levy
taxes and allocate state revenue to its constituency is of key importance for its ability to
remain in office. However, this may not be the case in regions where there is little taxable economic activity and government infrastructure is underdeveloped. In these cases, it
may very well be the case that the central government voluntarily cedes fiscal autonomy
to local authorities. This is especially likely in rural areas of developing countries where
subsistence agriculture dominates the economy; in these regions, investing in a functional
administration capable of collecting revenue may simply not be worthwhile. In fact, ?
finds ample evidence for this type of effect in rural Africa. She reports that remote regions
that are not part of governments’ core (ethnic) constituencies are generally taxed substantially less by the central government than regions close to its center. Instead, in these
regions, governments tend to govern via locally autonomous intermediaries who finance
their own administrations. Hence, depending on the local context, there are a wide range
of issues where autonomy is uncontested simply because the government is not particularly
interested in local governance.
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In some instances, however, there will be policy issues where locals have a vested interest
in securing autonomous decision-making power, whereas the government prefers centralization. Given the above assumptions, this setup emerges if autonomy over some issue
immediately contributes to locals’ welfare, while impairing the central government’s ability to service its constituency. One of the key arguments of this chapter is that petroleum
production creates exactly this constellation. More specifically, I argue that petroleum
production creates two issue dimensions where autonomy is heavily contested.
First, petroleum production creates strong incentives for locals to demand fiscal autonomy, and equally strong incentives for the government to refuse these demands. As pointed
out by many scholars in the resource curse literature, one aspect that makes petroleum
production particularly important to politics is that it constitutes a massive source of potential state revenue. Hence, locals will experience strong incentives to demand autonomy
over the taxation of extractive operations – that is, access to royalty payments, in order to
redistribute these rents among themselves. That petroleum production creates demands
for autonomy via financial incentives is, of course, not an entirely new proposition, but
has been argued previously by Collier and Hoeffler (2006), Ross (2006), and Ross (2012,
ch. 5).2 However, petroleum production also creates incentives for the government to deny
productive regions fiscal autonomy, and instead directly appropriate oil and gas rents in order to secure support from its core constituency. Moreover, this is the case even in regions
where the government would otherwise waive direct taxation because it is too costly. Unlike
agricultural activities, petroleum production is exceedingly simple to tax, even without an
effective administrative apparatus. This is due to the fact that petroleum is what Le Billon (2013, p. 29) calls a “point resource”: It is geographically concentrated, requires large
up-front capital investments, and features significant economies of scale. Consequently, in
most cases, there will only be a single operator to tax, whose activities are easily controlled
and monitored by the state. It follows that the “ownership” of petroleum rents will almost
certainly cause a massive conflict of interest between locals and the government, regardless
of the latter’s local administrative capabilities.
A second conflict of interest between locals and the government caused by petroleum
production is the regulation of extractive operations. In particular, petroleum production
is often accompanied by significant negative externalities for local residents. Petroleum
production frequently causes significant environmental damage with devastating effects on
local agriculture and public health. Probably the most prominent case of petroleum pro2

In the literature review, I referred to this effect as the “secessionist-lottery” mechanism.
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duction worsening local livelihoods due to environmental degradation is Nigeria’s Niger
Delta. The Niger Delta is Nigeria’s predominant petroleum producer, a densely populated
region at the outfall of the Niger river that is covered mostly by environmentally fragile
mangrove forests (Eweje, 2007, p. 34). The region has suffered immensely from environmental degradation due to oil extraction; among the most devastating events are oil spills,
of which the region has seen several hundred each year since at least the 1960s (Human
Rights Watch, 1999, p. 54). Oil spills have severe and long-term consequences for the local
economy and on residents’ health due to the pollution of drinking water and damage to
agriculture and fishing (Human Rights Watch, 1999, p. 60).
Further examples of petroleum production causing negative externalities for local communities include Indonesia’s Aceh province, where pollution from natural gas refinement
has critically decimated fish stocks (Kell, 2010, p. 37); Angola’s Cabinda enclave, where
offshore oil spills have depleted fish stocks and endangered public health (Ramos, 2012,
p. 29); and Burma’s Rakhine state, where chemical pollution from natural gas production
sites is depleting marine life (Shwe Gas Movement, 2013, p. 5).
In addition to environmental degradation, petroleum production is often accompanied
by rapid social change that is associated with deteriorating living conditions for locals. In
particular, petroleum production often entails a large-scale immigration of skilled workers
into rural communities, which may lead to economic distress for locals by causing inflation
(Kell, 2010, p. 36) or attracting illicit economic activities and crime (Human Rights Watch,
1999, p. 62).
Depending on their severity, locals will have incentives to mitigate these externalities via
appropriate regulation, even if doing so inevitably decreases state revenue by limiting the
scope of extractive operations and reducing extractors’ profit margins. The government,
on the other hand, will often have little incentive to adopt and enforce proper regulation.
Since these externalities are spatially confined, the majority (or even entirety) of the government’s constituents will not benefit from stricter regulation. Rather, any measures that
limit the amount of royalties accruing to the state will impede the government’s ability to
distribute goods to its constituency. Consequently, local residents and the government will
frequently have conflicting interests over who should decide over and enforce regulation of
the petroleum sector. As discussed in the literature review, the argument that the externalities of petroleum production are a burden on local populations has of course been made
previously (see, e.g., Ross 2004, Humphreys 2005, Le Billon 2013, p. 17). What has been
overlooked so far, however, is that there are good reasons to assume that in many cases
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the absence of stricter regulation is not caused exclusively by incompetence or ignorance,
but is at least partially the result of a conscious decision by the central government. Governments interested in their political survival have incentives to service their constituency,
and doing so may involve revenue maximization at the expense of the welfare of a minority.

3.3

Institutional Bargaining over Autonomy

So far, I have developed two main arguments. First, for many policy issues, autonomous
rule need not be conflictual. Rather, there are a wide array of issues where locals and the
central government prefer local decision-making and enforcement, especially if centralization has no effect on the government’s ability to serve its constituency. Second, petroleum
production leads to policy issues where autonomous rule is contested; locals have strong
incentives to demand fiscal and regulatory autonomy over extractive operations, while the
government has equally strong incentives to insist on centralized decision-making.
In this section, I theorize how autonomy is determined by institutional means (that is,
within the political institutions provided by the state), and how the allocation of decisionmaking power differs depending on the type of policy issue at hand. Specifically, I argue
that it is useful to illustrate the allocation of decision-making power between the central
government and locals with a simple bargaining model. The goal of this exercise is to
identify the conditions under which locals face incentives to abandon institutionalized
politics and exert pressure on the government via extra-institutional means.
The bargaining model I choose to illustrate this dynamic is a two-stage sequential
game, as depicted in figure 3.1. In the first step, the government (G) offers locals (L) some
degree of autonomy, x, over some policy issue. x is a continuous variable ranging from
zero to unity, whereas a value of zero represents no autonomous decision-making power,
and a value of one represents complete autonomy over all local affairs. In a second step,
locals can either accept the offer or challenge the government. If they accept, both the
government and locals receive a payoff that is determined by the degree of autonomy agreed
upon, and the value of the issue at hand. The “challenge” option implies that within the
limits of the state’s political institutions, locals can force the government to grant them
a certain degree of autonomy over a given issue, independent of the government’s initial
offer. Thus, I assume that locals can force the government to respect their preference for
autonomy over a given issue by withdrawing support and replacing the current government
with one that is more responsive to their needs. However, whether this is possible naturally
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depends on the degree to which locals are part of the original government’s constituency.
If government power rests entirely on the support of individuals living outside the region in
question, locals will not be able to lock in any autonomy by threatening to withdraw their
support. Conversely, if the local community is a key part of the government’s constituency,
threats to replace the government will be very credible, and locals will be able to lock in
substantial decision-making power by challenging the government.
G

offer x
L
accept

challenge

UG (a)
UL (a)

UG (c)
UL (c)

Figure 3.1: An institutional autonomy game.
In a first step, I analyze this simple model’s implications with regard to the allocation
of autonomy for the case where the issue at hand is non-conflictual. That is, I assume
that both the government and locals prefer local decision-making and enforcement. In this
case, the government’s and locals’ payoffs, UG and UL , can be parameterized as follows:
UG (a) = xπ,

UG (c) = qπ − k

UL (a) = xπ,

UL (c) = qπ.

If they accept the government’s offer, the locals’ payoffs equal xπ, whereas π denotes the
value of the issue at hand. Hence, locals benefit from increasing autonomy. Similarly, if we
assume that the government also prefers that locals govern the issue at hand autonomously,
its payoff when locals accept its offer is defined analogously.3 Locals’ payoff if they challenge
the government is comprised of the share of autonomy they can lock in by institutional
means, q, multiplied by the value of the issue at hand, π. The government’s payoff in a
3

I assume that the value the government attributes to the issue at hand is equal to the value locals
associate with autonomy, namely π. However, abandoning this assumption and instead distinguishing
between πG and πL would not affect the game’s solution.
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case where it is challenged by locals is comprised of a term that increases in the share
of autonomy locals can lock in, qπ, minus the costs associated with being challenged and
potentially replaced, k.
In this setting, the game’s solution is trivial. Following the logic of backward induction, I start with the locals’ decision to accept or challenge. Locals will only accept the
government’s offer if
UL (a) ≥ UL (c)
xπ ≥ qπ
x ≥ q.

(3.1)

Assuming locals accept, the government will attempt to maximize its respective payoff,
which is the case at x∗ = 1, with the government’s payoff equaling UG (a) = π. Since
condition (3.1) is always met if x∗ = 1, the strategy profile [x∗ = 1, accept] constitutes
a subgame perfect Nash equilibrium (SPNE). Hence, the government will give locals full
autonomy regardless of both actors’ “challenge” payoffs. The key insight here is that for
issues where the government has no vested interest in assuming direct control, locals will
enjoy full autonomy regardless of their ability to influence government decision-making.
Naturally, this changes drastically once we analyze the same game for a policy issue
where the government and locals have conflicting interests with respect to autonomy. In
this case, we can write payoffs as follows:
UG (a) = (1 − x)π,
UL (a) = xπ,

UG (c) = (1 − q)π − k
UL (c) = qπ.

Now the degree of autonomy offered by the government, x, affects the government’s and
locals’ payoffs in opposite ways. Locals’ payoffs if they accept the offer strictly increase in
the amount of autonomy offered, whereas the government’s payoffs if locals accept strictly
decreases in x. Analogously, locals’ “challenge” payoff strictly increases in the degree of
autonomy they can lock in, whereas the government’s “challenge” payoff deceases in q.
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Given these payoffs, locals will again accept if
UL (a) ≥ UL (c)
xπ ≥ qπ
x ≥ q.

(3.2)

The government, however, will now have incentives to minimize x. Condition (3.2) implies
that the lowest offer the government can make with locals still accepting is x = q. With
this offer, the government receives a payoff of UG (a) = (1 − q)π. If the government offers
anything less than x = q, it will be challenged and receive UG (c) = (1 − q)π − k. Hence,
as long as being challenged is associated with positive costs, the government’s optimal
choice is to offer x∗ = q, in which case locals will accept and receive UL (a) = qπ. It
follows that the strategy profile [x∗ = q, accept] constitutes the game’s only subgame
perfect Nash equilibrium (SPNE). Intuitively, this implies that the government will offer
as little autonomy as possible without being challenged by locals – which amounts exactly
to the degree of autonomy locals can lock in by institutional means. Note that this result is
different from the one obtained for a non-contested issue in one important aspect. Here, the
degree of autonomy the government yields to locals is immediately dependent on the locals’
ability to challenge the government. Hence, if locals are not represented in the government
– that is, if they are not part of the government’s constituency and the government is not
dependent on their support – they will receive very little decision-making power over issues
where the government has a vested interest in centralization.
In conclusion, this section has shown that whether a given region is able to govern its
affairs autonomously depends on two factors: the type of policy issues locals want autonomy over and their representation in the central government. In regions where there are
few policy issues where the government has an interest in assuming authority, locals may
enjoy almost total autonomy over the issues they care about even if they have little or no
institutional leverage over the central government. However, once petroleum production
is involved, this type of equilibrium is no longer possible. Petroleum production creates
issues that entail massive conflicts of interest between local residents and the central government. As a consequence, locals’ ability to gain autonomy over these issues become
entirely dependent on whether they can successfully challenge the central government by
institutional means. Hence, in regions that enjoy autonomy primarily because there are
few policy issues the government is interested in, the initiation of petroleum production
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may cause a massive decrease in locals’ ability to govern their own affairs because it uncovers the heretofore largely inconsequential fact that locals are not represented in the central
government.

3.4

A Model of Violent Separatism

In the previous section, I established that in the presence of petroleum production, locals have strong incentives to pursue autonomy. If, however, they are not adequately
represented in the central government, they will not be able to pressure the government
into granting them meaningful decision-making power over the regulation and taxation of
extractive operations.
The goal of this section is to theorize about the conditions under which this constellation
may contribute to the outbreak of violent conflict. In particular, I consider the possibility
that locals seek extra-institutional means to achieve autonomy if they cannot pursue their
interests within the institutional framework provided by the state. More precisely, I assume
that locals have the option of establishing and supporting separatist organizations that are
capable of enforcing local independence from the government, possibly by violent means.
To model this setup, I expand the simple bargaining model of the previous section in
several ways, leading to the sequential game pictured in figure 3.2.4 First and foremost, I
add an initial decision-node for locals where they can decide to support the establishment
of a separatist organization before bargaining over autonomy takes place. This step implies
that a significant fraction of the local population allocates costly resources (primarily cash
and labor) to the establishment and maintenance of an organized separatist group capable
of coercing local government forces. This mobilization step does not yet imply the outbreak
of conflict, but establishes locals’ capability of inflicting costs onto the government by armed
force.
If locals choose not to mobilize and remain in the realm of intra-institutional politics,
they face the same bargaining model as the one introduced in the previous section, pictured
on the left-hand side of the decision tree in figure 3.2. If, on the other hand, they choose
to support separatist mobilization, corresponding to the right-hand side of the decision
tree, the government can react in two ways: First, it may accept mobilization and again
attempt to bargain over autonomy with locals. In this case, we face a similar bargaining
4

Note, however, that in this section I limit the analysis to the case where locals and the government
have conflicting interest over autonomy (possibly as a result of petroleum production), as the case with
consensual interests has trivial implications.
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L

¬ mobilize

mobilize

G

G
repress

offer x

(1 − p1 )π − c
p1 π − c

L
accept

challenge

(1 − x)π
xπ

offer y

(1 − q)π − k
qπ

L
accept

fight

(1 − y)π
yπ

(1 − p2 )π − c
p2 π − c

Figure 3.2: A sequential model of violent separatism.
situation as above: The government makes some offer over autonomy, ranging between
full autonomy (y = 1) and complete centralization (y = 0), and locals can either accept or
decline. If locals accept the government’s offer, the game ends in a peaceful bargaining deal.
Locals and the government simply receive the agreed-upon share, resulting in payoffs yπ
and (1 − y)π. If they refuse the government’s offer, locals now have the option of pursuing
autonomy by force. In this case, separatist conflict between locals and the government
breaks out. In terms of payoffs, I model conflict as a costly lottery: With probability p2 ,
locals succeed in forcing the government out of their homeland and obtain full control over
the issue at stake, which has value π. However, conflict is associated with significant costs,
captured by the c term. Hence, the expected payoff from fighting for locals is p2 π − c. The
government, in turn, will succeed over local separatists with probability 1 − p2 . Hence,
assuming that the value of the issue at stake and the costs of conflict are similar for locals
and the government,5 the government’s payoff is (1 − p2 )π − c.
Moving one step back in the game, instead of making locals an autonomy offer, the
government also has the option of attempting to suppress locals’ mobilization efforts by
force. In this case, organized separatists will fight back, again leading to the outbreak of
violent separatist conflict. Conflict is again modeled as a costly lottery: Locals will prevail
over the government with probability p1 , thus yielding an expected payoff for locals of
5

As in the previous section, this assumption has no substantial impact on the game’s solution, but is
made merely for convenience.
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p1 π −c.6 The government, in turn, will be able to successfully stifle separatist organizations
with probability (1 − p1 ), and thus has an expected payoff of (1 − p1 )π − c.
A key assumption of this chapter is that p1 < p2 . Intuitively, this implies that the government has better chances of prevailing over separatists in conflict if it intervenes early,
rather than first attempting to engage in a peaceful bargaining process. I argue that this
is a reasonable assumption because governments usually have a first-mover advantage in
terms of their capacity to apply force. While the establishment of an effective separatist organization capable of inflicting damage on the government requires time, most governments
maintain a standing army that can project force immediately. Hence, the earlier the government decides to stifle separatist mobilization, the greater its relative power advantage
will be. Given this assumption, I redefine p1 and p2 as follows:
p1 = p
p2 = p + ∆,
whereas ∆ > 0. Hence, p represents the “baseline” probability of separatists prevailing
over the government in conflict, whereas ∆ represents the additional advantage separatists
gain if the government does not intervene early.
With the game structure and payoffs in place, we can move to solving for the game’s
equilibria. In a first step, consider the left-hand side of the game tree in figure 3.2, where
locals have decided to remain in the realm of institutionalized politics. This subgame is
equivalent to the one discussed in the previous section. Consequently, we know that in this
subgame, the only optimal strategy profile is given by [x∗ = q, accept].
Next, consider the right-hand game of the game tree, in particular the locals’ decision to
accept the government’s autonomy offer in the case where they have supported mobilization
and the government has chosen to pursue a peaceful bargaining strategy. In this case, locals
will accept the government’s offer y if
yπ ≥ (p + ∆)π − c
c
y ≥p+∆− .
π
6

(3.3)

I assume that the costs associated with conflict if the government represses mobilization is equal to
the costs experienced if conflict breaks out after the government makes an offer on autonomy, but locals
reject. Once again, I make this assumption for the sake of notational convenience, and it has no substantial
impact on the game’s solution.
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Moving one step up, assuming condition (3.3) is met, the government will attempt to
maximize its payoff by minimizing y. Clearly, the lowest level of y the government can
offer with locals still accepting is y = p + ∆ − πc . This yields a payoff of
UG = (1 − y)π
c
))π
π
= (1 − p − ∆)π + c,
= (1 − (p + ∆ −

which is clearly superior to the payoff the government would receive if locals’ refused its
offer and instead fought for autonomy,
(1 − p − ∆)π + c > (1 − p − ∆)π − c
c > 0,
as long as conflict is costly. Hence, the Nash equilibrium in this sub-game is the strategy
profile [y ∗ = p + ∆ − πc , accept]. This is an interesting result, since it implies that if the
government chooses the option of engaging in a bargaining process over autonomy with
mobilized locals, we will never see costly conflict. This result reflects a more general finding
by Fearon (1995), who employs a similar setup to show that under complete information,
a dividable bargaining issue, and static probabilities of either side prevailing in conflict,
rational actors will never choose costly conflict over a mutually beneficial bargaining solution. In the present context, the government will always be able to offer a degree of
autonomy to locals that is preferable to conflict for both parties.
However, this result is no guarantee for perpetual peace; unfortunately, conflict may
still erupt if the government feels it has a first-mover advantage over local separatists.
Specifically, consider the government’s decision on whether it should take the bargaining
route and make locals an autonomy offer, or whether it should repress local separatist
mobilization efforts by force. The government will choose to repress separatists if
(1 − p)π − c > (1 − p − ∆)π + c
2c
∆> ,
π

(3.4)

whereas the right-hand entity in the first line corresponds to the government’s payoff in a
case where it decides to make an offer to locals.
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In a final step, we need to evaluate in which cases locals will decide to support separatist
mobilization. For this purpose, let us first assume that condition (3.4) is met – that is, if
locals mobilize, the government will react with repression. In this case, locals will mobilize
if
pπ − c > qπ
c
p−q > .
π

(3.5)

In the case where (3.4) is not met – that is, where mobilization leads to a peaceful bargaining outcome – locals will mobilize if
(p + ∆)π − c > qπ
c
p−q+∆> .
π

(3.6)

It follows that the game has three subgame perfect Nash equilibria (SPNEs):
i If condition (3.4) is true and condition (3.5) is true, locals will mobilize and the
government will intervene and repress mobilization, thus resulting in violent conflict.
This corresponds to the strategy profile [mobilize, repress].
ii If condition (3.4) is false and condition (3.6) is true, locals will mobilize and the
government will pursue a bargaining strategy, resulting in a peaceful allocation of
local decision-making power between the government and locals. This corresponds
to the strategy profile [mobilize, y ∗ = p + ∆ − πc , accept].
iii If neither set of conditions specified in (i) or (ii) apply, locals will not mobilize, resulting in a peaceful allocation of local decision-making power between the government
and locals. This corresponds to the strategy profile [¬mobilize, x∗ = q, accept].
With this solution in place, we can investigate which factors contribute to the outbreak
of conflict. To recapitulate, conflict will only occur if the following two conditions are met
2c
,
π
c
p − q > .,
π
∆>

(3.7)
(3.8)

in which case locals mobilize and the government reacts with repression. First, it is interesting to note that as long as it is costly, conflict will only ever erupt if ∆ is positive –
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that is, if the government enjoys an advantage on the battlefield by repressing separatists
preemptively. Otherwise, the left-hand side of (3.7) will always be smaller than the righthand side, and hence condition (3.7) will never be met. This corresponds closely to the
logic outlined by Fearon (1995), Powell (2004), and Powell (2006), who argue that one of
the reasons why rational actors will engage in costly warfare is shifts in relative power. In
the present case, this shift in power occurs if peaceful bargaining reduces the government’s
chances of prevailing in conflict, and hence if ∆ > 0. In this case, the government will face
incentives to repress local separatist aspirations early on, and thus initiate costly conflict.
If, on the other hand, there is no reason to anticipate changes in the separatists’ fighting
capabilities over time, there is always room for a mutually beneficial bargaining solution.
More generally, conditions (3.7) and (3.8) imply that conflict becomes increasingly likely
in π, ∆, and p, and decreasingly likely in c and q. Substantively, this implies that conflict
becomes more likely the higher the value of autonomy for the two parties (π), the greater
the government’s first-mover advantage from early repression (∆), and the more successful
separatists can expect to be in conflict (p). Conflict becomes less likely, on the other hand,
if it is increasingly costly (c) and if locals have sufficient control over the government via
institutional means (q).
These comparative statics help to illustrate why petroleum extraction may contribute
to the outbreak of separatist conflict. First, as argued above, due to its rent-generating
character and its massive impact on the livelihood of local communities, petroleum production causes extraordinarily strong preferences for autonomy among the local population.
Simultaneously, petroleum extraction causes similarly strong incentives for the government
to centralize control over extractive operations in order to redistribute state revenue towards its constituency. Hence, in terms of the game, petroleum production generates issues
where the respective actors have very strong preferences for autonomy or centralization,
thus representing a situation with very high π. If both actors assign very high value to the
“prize” at stake, they will be more willing to endure the costs of conflict for the prospect
of gaining exclusive control over petroleum production. Hence, as implied by both conditions derived above, conflict will become strictly more likely with the onset of petroleum
production.
Second, I argue that petroleum production will make the conflict equilibrium more
likely by increasing ∆. Specifically, the presence of petroleum production sites in the contested area enables emerging local separatists to inflict substantial costs on the government
relatively quickly. Oil and gas infrastructure, especially pipelines, represents an easy target
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for armed separatists, and one where a single attack can cause significant damage to the
government by disrupting one of its primary sources of revenue. Indeed, violent attacks
against pipelines is a very common occurrence in petroleum-rich regions with separatist
conflict, and has been reported in Nigeria’s Niger Delta, Indonesia’s Aceh province, Pakistan’s Balochistan province, India’s Assam state, Angola’s Cabinda region, and Burma’s
Karen state.7 For this reason, the government will be hesitant to engage in a lengthy bargaining process, since locals’ capacity to inflict serious costs on the government will grow
relatively quickly if key government infrastructure is located in their homeland. Instead,
the government will face incentives to fight separatists as early as possible before they are
organized to a degree that allows them to disrupt local oil and gas production operations
at will.
The mechanism linking petroleum production with separatist conflict proposed in this
section receives considerable support from the case study literature. Across a number
of conflicts, we see the recurring pattern of petroleum production being associated with
massive negative externalities for local residents, the emergence of separatist groups that
make explicit calls for greater autonomy, and an escalation of conflict once the government
steps in and attempts to stifle separatist mobilization. One particularly illustrative example
is the Indonesian province of Aceh, where large-scale gas production was initiated in the
early 1970s and led to significant environmental and societal issues affecting the local
population (Kell, 2010, p. 35). Shortly after the onset of gas production, GAM (the
“Free Aceh Movement”) emerged, a clandestine political organization with the explicit
goal of gaining greater autonomy, and ultimately independence for the region of Aceh
(Kell, 2010, p. 97). Importantly, the organization explicitly called for fiscal autonomy
for the region and demanded that Aceh’s resources be distributed exclusively among the
province’s population (Kell, 2010, p. 102). The Indonesian government, then under the
leadership of a military dictatorship, reacted quickly and suppressed GAM’s mobilization
efforts almost immediately (ibid). However, due to the government’s limited reach into the
Acehnese hinterlands, the movement was able to survive and expand considerably during
the 1980s. This was again met by heavy-handed repression by government forces, which
escalated into a violent separatist insurgency that lasted until 2005 (ibid).
A very similar pattern of events occurred in Nigeria’s oil-rich Niger Delta in the 1990s.
There, the “Movement for the Survival of the Ogoni People” emerged as a separatist
movement in 1990, demanding an end to the extreme levels of environmental degradation
7

Detailed event-level information on these attacks is available in the EIAD data set by the Center for
Security Studies (CSS) (2014).
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experienced by the local Ogoni community (a local ethnic group) and exclusive control
over local oil production sites, both in terms of regulation and taxation (Osaghae, 1995,
p. 326). However, after the organization staged a number of protests and tried to coerce
local oil producers into extortion payments, the Nigerian government reacted with heavyhanded repression and all but eliminated the organization by 1993. Notably, a similar
pattern of events has also been reported in various other petroleum-producing areas that
have experienced conflict, such as Pakistani Balochistan (Bansal, 2008), Angola’s Cabinda
exclave (Human Rights Watch, 2004), Indonesia’s West Papua province (Trajano, 2010),
and India’s Assam state (Baruah, 1999, p. 150).

3.5

Sleeping Dogs: Where Petroleum Production is Dangerous

Apart from illustrating why petroleum production may lead to the outbreak of violent conflict, the model introduced above may also be used to analyze the conditions under which
this effect is particularly likely. In this section, I discuss these moderating factors in more
detail. In particular, I focus on two variables in the model: the degree of autonomy locals
can lock in by intra-institutional means, q, and the chances of local separatists prevailing
over the government in conflict, p. The “conflict conditions” derived above imply that in
regions where q is particularly low and p is particularly high, conflict will break out at lower
values of π. Analogously, this implies that any given increase in the value of autonomy, π,
for instance as a result of petroleum extraction, is more likely to be associated with the
outbreak of conflict where q is low and p is high. In the following three subsections, I relate
these abstract quantities to measurable, real-world phenomena. Specifically, I argue that
ethnic communities that are weakly penetrated by state institutions and lack representation in the central government are particularly likely to react to petroleum production with
violent separatism.
3.5.1

Political Representation

One key condition for conflict to break out, according to the model, is that the degree
of autonomy locals can lock in by institutional means, q, must be sufficiently small. In
fact, locals will never mobilize if the degree of autonomy locals can lock in via peaceful
bargaining with the government exceeds their baseline probability of winning over the
government in conflict. More precisely, as long as conflict is costly (c > 0) and autonomy
is valuable (π > 0), condition (3.8) will never be true if q ≥ p. As argued in section 3.3,
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locals will be able to lock in more autonomy by institutional means if they are part of
the government’s core constituency. In this case, locals are represented in government,
which implies that at least some government members’ position in power is dependent on
the continued support of locals. Consequently, locals have the option of replacing their
representative if they are not satisfied with the government’s autonomy offer, which gives
them substantial leverage. In contrast, locals will have little or no bargaining leverage visà-vis the government if they lack representation. In this case, the extra-institutional route
of generating bargaining leverage via mobilization becomes significantly more appealing.
Hence, whether locals are represented in government is a key moderator that determines
whether petroleum production causes separatist mobilization.
3.5.2

Ethnic Groups

A second key condition for conflict to break out, according to the model, is that separatists’
chances of prevailing over the government in conflict, p, must be sufficiently high. If locals
anticipate that fighting the government is pointless, no amount of petroleum extraction
will convince them to take up arms. In fact, p enters condition (3.8) in the exact opposite
manner of q: As long as conflict is costly, locals will never take up arms if q ≥ p.
In practical terms, two factors determine p. First, locals’ chances of prevailing over
the government are a function of the degree to which they are able to mobilize – that is,
the degree to which individuals are willing to commit tangible resources to the common
cause of fighting the government. As I will discuss in more detail below, the mere fact that
independence is desirable does not yet imply that individuals will be willing to contribute
to separatist conflict. Second, locals’ chances of gaining independence on the battlefield will
be critically affected by the government’s ability to conduct a successful counterinsurgency
campaign. In the next subsection, I argue that the government’s ability to undercut locals’
mobilization efforts and defeat separatist insurgents is determined primarily by the presence
of pervasive state institutions in the affected region.
In this subsection, however, I focus on locals’ ability to mobilize. In particular, I argue
that mobilization is substantially easier if the local population affected by petroleum production comprises a distinct ethnic community – that is, if locals share a common ethnic
background and consider themselves ethnically distinct from the remainder of the country’s population. I propose two arguments for why a common ethnic affiliation facilitates
mobilization: First, ethnic groups often feature dense social networks and group-internal
governing institutions that can be used to overcome collective action problems. Second,
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ethnic affiliation can be employed as an easily observable and enforceable membership criterion to distribute the spoils of successful conflict and thus increases the value of separatist
action for group members.
Let me first focus on the collective action assertion. The claim here is that ethnic
communities often provide territorially concentrated social networks and group-internal
governance systems. These pre-existing institutions help solve the collective action problem associated with successful mobilization and thus facilitate the establishment of more
successful separatist organizations. To expand on this argument, I follow Tilly in defining
mobilization as the “process by which a group goes from being a passive collection of individuals to an active participant in public life” (Tilly, 1978, p. 69). Mobilization entails
that individuals with a common interest commit resources (time and material assets) to an
organization for the purpose of achieving a common goal (ibid). Applied to the case of separatist mobilization, this implies that locals must be willing to contribute material assets
(shelter, food, financial contributions) and labor (active membership, or secondary organizational support) to a separatist organization dedicated to gaining political independence
from the state.
As argued by many theorists of organized rebellion (Tullock 1971, Tilly 1978, ch. 3,
Lichbach 1994a), mobilization is associated with a collective action problem: Individual
participation is costly, but contributes little to the probability that the outcome will be
achieved. If the outcome is achieved, it is non-excludable, and hence all locals benefit
regardless of their contribution to the cause. Hence, mobilization creates a free rider
problem, whereby individual potential participants have a strong incentives to let others
carry the burden of contributing to the cause, making the public good (independence from
the state) more difficult to obtain.
However, empirics tell us that separatist conflict occurs, and hence, in real life, people
are able to overcome the collective action problem. In particular, theory suggests that the
collective action problem can be eliminated with the existence of institutions that allow the
administration of selective incentives and disincentives, and thus eliminate the free rider
problem through individual-level rewards for participation and punishment for defection
(Lichbach, 1994b, p. 19). These institutions may take different forms. The classic argument
is that there needs to be a central authority (the “leviathan”) with the ability to steer
individual behavior via coercion (Ostrom, 1990, p. 8). However, governing institutions
with the ability to solve the collective action problem may also emerge without a central
autonomy, especially if individuals interact repeatedly and have the ability to monitor each
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other’s behavior (ibid).
Applied to the present context, this implies that separatist mobilization will be substantially easier in regions where these types of institutions already exist. I argue that this is
the case in regions inhabited by locally concentrated ethnic communities. Local, spatially
concentrated ethnic communities are likely to feature dense social networks that connect
group members but be largely isolated with respect to the remainder of the country’s population comprised of different ethnic identities. This is especially the case if local ethnic
identities are defined via a common language, which complicates communication with nonmembers (Hechter, 1978). These dense social networks among co-ethnics are conducive
to mobilization because they facilitate the monitoring and sanctioning of individual group
member behavior, and thus help mitigate the collective action problem (Hechter 1978,
Bates 1983, Fearon and Laitin 1996).
Moreover, especially in ex-colonial countries where state institutions are relatively
young, ethnic communities often feature traditional systems of authority that are used
to govern local affairs.8 As argued above, this will often be the case in peripheral, rural
areas where the central government has little interest in assuming direct control over local
affairs and instead leaves local decision-making and enforcement to local intermediaries
(Herbst 2000, Mamdani 1996, p. 101). These traditional ethnic governance structures can
be employed to overcome the collective action problem associated with separatist mobilization by incentivizing participation and monitoring and sanctioning defection. Hence,
local, spatially concentrated ethnic communities are particularly likely to produce capable
separatist organizations because pre-existing social networks and intra-ethnic governance
institutions help solve the collective action problem.
A second reason why ethnicity may contribute to successful mobilization is that it
serves as an easily observable and enforceable membership criterion. This argument, originally proposed by Fearon (1999) and formalized by Caselli and Coleman (2013), is based
on the observation that individuals’ ethnicity is generally unmodifiable, i.e., individuals
cannot change their ethnic identity at will. Hence, separatist organizations that make
ethnic claims are generally fixed in size, and members are easily distinguished from nonmembers via their respective ethnic markers (e.g., language, race, religious beliefs). This is
potentially important for mobilization because it prevents outsiders from joining the constituency of the separatist organization once the latter is successful in attaining autonomy.
8

Some authors argue that these ethnic governance structures are often not as traditional as is commonly
argued, but were consciously created by colonial rulers as a means to control rural populations (Crowder,
Ikime, and Packman, 1970).
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To illustrate why, consider the case where separatists do not make ethnic claims and instead
define their constituency in mere geographic terms, e.g., all individuals inhabiting a given
region. Furthermore, assume separatists attempt to motivate individuals to contribute to
their cause by promising to redistribute the spoils of victory, for instance petroleum rents,
among their constituency if they are successful. The issue here is that this promise does
not constitute a very strong incentive for locals to commit time and money to separatism
because they anticipate a payoff dilution effect: As soon as the separatist organization has
successfully gained independence from the government and begins to redistribute the obtained resources, outsiders will have strong incentives to migrate to the region in question,
thus diluting the payoffs of those who initially contributed to the cause. This dilution effect
is effectively eliminated if separatists make ethnic claims and can easily limit redistribution
to members of their original constituency on the basis of ethnicity.
Hence, according to this explanation, ethnicity contributes to separatist mobilization
because it increases the potential benefits each local resident receives in the case of a successful separatist agitation against the government. Note that this mechanism is slightly
different from the one discussed previously. Above, I argued that the presence of local
ethnic communities alleviates the collective action problem associated with separatist mobilization by providing institutions that facilitate the pooling of resources. Here, ethnicity
facilitates collective action because it makes the benefits of victory more excludable. Note
that these are by no means competing explanations for why ethnicity should facilitate
separatist mobilization. Rather, it is perfectly possible, if not probable, that both of these
effects facilitate separatist mobilization in local ethnic communities affected by petroleum
production.
3.5.3

State Capacity

In the previous subsection, I argued that locals will only ever attempt to fight the government if doing so is sufficiently promising. I pointed out the importance of ethnicity
in facilitating separatist mobilization. However, the probability of locals gaining independence by force is not determined exclusively by the capacity of separatist organizations.
Rather, the government’s ability to combat separatists effectively is of equal importance.
In the present subsection, I investigate the determinants of the government’s ability to
conduct a successful counterinsurgency campaign against armed separatists. To this end,
I will first briefly discuss the way separatist conflicts are usually fought.
Many separatist conflicts feature a highly asymmetrical distribution of military capac38

ity between the government and rebels (Kalyvas 2006, p. 83, Galula 1964, p. 3, Kalyvas
and Balcells 2010), the underlying reason being that governments usually enjoy a firstmover advantage: While most governments have immediate access to substantial coercive
means via a standing army and police forces, separatists start off with little or no military capabilities. As a consequence, separatist conflicts are often fought very differently
than conventional inter-state wars, where military capacity is more evenly distributed.
The latter usually display well-defined frontlines that demarcate the territory held by the
opposing factions. Accordingly, combat takes the form of positional warfare, where each
faction attempts to gain territory by pushing back the frontline into enemy-controlled areas. In sharp contrast, asymmetric conflicts rarely feature well-defined frontlines, as the
non-state actor is often militarily incapable of keeping government forces physically out
of the territory it claims (Kalyvas 2006, ch. 4, Galula 1964). Instead, separatists often
rely on a strategy of irregular (or “guerilla”) warfare. Here, insurgents circumvent direct
battlefield confrontation with government forces and instead rely on clandestine operations
whereby they inflict damage on government forces in ambush-like attacks.
Successful irregular warfare requires that insurgents are able to remain “fluid” – that is,
remain hidden from government forces when they are vulnerable and only emerge for battle
when they are at a tactical advantage (Galula, 1964, p. 7). The only way insurgents can do
so in a sustainable manner is if they are able to blend in with the civilian population (Galula
1964, Kalyvas 2006, ch. 4, Kilcullen 2010). Consequently, civilian collaboration is of key
importance for the success of separatist insurgents. For one thing, civilians must supply
the resources that are necessary for prolonged conflict, such as food, shelter, and funding.
More importantly, however, rebel success is critically dependent on civilians abstaining
from providing the government with security-relevant information. Irregular warfare will
fail if civilians systematically defect and expose insurgents’ identities to the government
(Kalyvas, 2006, p. 171). Consequently, civilian collaboration becomes a decisive asset in
asymmetric conflict (Galula 1964, p. 4, Kilcullen 2010, p. 149).
Most scholars of irregular warfare argue that civilian collaboration is an immediate
function of civilian control (see Kalyvas 2006, ch. 5). Civilian control is the degree to
which a faction in conflict can compel citizens to abstain from collaboration with a rival
party (i.e., defection) through the provision of individualized (dis-)incentives. This means
that civilians will comply with the faction they believe is best able to monitor their behavior
and distribute corresponding punishments or rewards. Note that this does not imply that
civilians will simply collaborate with the faction with the greatest capacity to project
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force. For the fear of punishment to be incentivizing, it must be conditional on individual
behavior. Civilians expecting to be harmed regardless of their actions will not be more or
less compelled to collaborate with either actor. Hence, civilian control, and as an extension
civilian collaboration, is crucially dependent on each faction’s ability to monitor civilians’
behavior and administer selective incentives accordingly (Kalyvas, 2006, ch. 5).
The key argument of this subsection is that the government’s ability to control civilians once conflict breaks out, and thus its chances of prevailing over separatists, is partially
pre-determined by the local degree of state capacity. State capacity is the presence and
pervasion of state institutions – that is, government-controlled instruments of local governance. More precisely, this includes the presence of an organized police force that is directly
subordinate to the government and government-controlled, professional bureaucracies that
perform basic governance tasks, such as providing education, administering justice, offering
social welfare, and collecting taxes. The presence of these institutions is of key importance
for government success against insurgents because they provide the government with the
means to administer selective incentives for collaboration among civilians. A governmentcontrolled police force that knows the local population and their social networks will be
much more proficient in monitoring and sanctioning individual behavior than armed forces
that are deployed to a separatist region only once conflict has broken out. The presence
of low-level administrative institutions, on the other hand, facilitate counterinsurgency operations because they create individual dependencies on state services, and thus provide
the government with leverage to induce compliance: Civilians will be more hesitant to
collaborate with insurgents if they receive government welfare, are employed in the public
sector, or their offspring attend public schools. Thus, whether separatists will be able to
induce civilian collaboration and successfully wage irregular warfare will be dependent on
the local degree of state penetration, or what Galula calls the presence of a “machine for
the control of the population” (Galula, 1964, p. 17).
The literature on state-making suggests that the presence of areas with very low state
capacity is particularly prevalent in ex-colonial countries. Tilly documents how European
nation states have developed “instruments of surveillance and control” (Tilly, 1990, p.
182) over centuries of brisk competition over wealth and territory. In constant fear of
being conquered by other states, European leaders had incentives to build pervasive state
institutions to control and tax their subjects in order to fight their competitors more effectively. In contrast, many ex-colonial countries have never undergone any comparable cycle
of “war-making and state-making” (Tilly, 1990) and their boundaries are not the product of
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competitive state-building efforts. Rather, post-colonial leaders have often inherited artificially constructed polities from colonial empires which are held together not by the presence
of pervasive state institutions, but merely by borders drawn up arbitrarily by colonial administrators (Jackson, 1987). In other words, leaders have inherited claims to territory
they do not control directly, thus creating mere “quasi-states” (ibid). As a consequence, in
many young post-colonial countries, state institutions are often much less developed and
pervasive than in Europe. Indeed, Herbst (2000) argues that in many African countries,
peripheral regions feature essentially no state penetration – that is, the government exerts
virtually no direct control over its citizens. Similarly, Scott (2009) contends that large
parts of rural eoutheast Asia remain essentially ungoverned by modern state institutions.
Rather, as argued previously in this chapter, in these countries, the periphery is governed
via local intermediaries who often enjoy substantial autonomy (Mamdani, 1996, p. 102).
It is in these regions, where the government has few direct governance institutions, where
the option of engaging in separatist conflict in order to gain autonomy is a particularly
promising strategy. Consequently, these are the regions where petroleum extraction is most
inclined to lead to the outbreak of conflict: If the success of violent separatism is likely,
petroleum production is more likely to induce separatist mobilization.
3.5.4

Sleeping Dogs

The previous three subsections suggest that petroleum production is most likely to cause
the onset of separatist conflict if it takes place in the settlement area of local ethnic communities that lack representation in the central government and are weakly penetrated by
state institutions. In the following, I label local communities where these three conditions
apply “sleeping dogs”: These are regions that are highly capable of successful separatist
mobilization, that are difficult for the government to control once conflict breaks out,
and whose inhabitants have few opportunities to pursue their goals by peaceful, intrainstitutional means. Countries that host “sleeping dogs” are in a feeble equilibrium: The
peaceful co-existence of the government and locals is ensured neither by inclusive political
institutions nor the presence of pervasive instruments of direct control. Rather, peace is
only ensured by the fact that the government and locals have few points of friction. As discussed in section 3.3, if there are few conflictual issues between the government and locals,
the latter may be able to enjoy almost full autonomy over their own affairs even if they have
little say in government decision-making. This changes rapidly with the onset of petroleum
production and the entailed emergence of significant conflicts of interest between locals and
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the government. In this environment, the initiation of petroleum production serves as a
trigger that uncovers an ill-designed state that is not equipped to handle center-periphery
conflicts in a peaceful manner. With the government being neither willing to grant locals more autonomy (as its constituency is located elsewhere) nor capable of prohibiting
local separatist mobilization (since it lacks the means to directly control the population),
petroleum production in these “sleeping dog” settings entails a substantial risk of violent
conflict.

3.6

Conclusion

In the present chapter, I have derived a theoretical framework describing the relationship
between petroleum production and separatist conflict. The framework has a number of
empirical implications. First, I expect that petroleum production is associated with the
outbreak of separatist conflict. The primary effect of petroleum production on political
preferences is that it creates incentives for the affected communities to demand autonomous
rule and incentives to centralize the regulation and taxation of oil and gas production for
the central government. Where these competing interests cannot be resolved by peaceful,
intra-institutional means, they create incentives for locals to seek independence from the
state and incentives for the government to suppress any such attempts.
Second, I expect that the conflict-inducing effect of petroleum production is particularly
likely to occur in cases where production takes place in the settlement area of local ethnic
communities who are not represented in the central government and are weakly penetrated
by state institutions. While the lack of representation provides the motivation for adopting
violence as a strategy to exert pressure on the government, a common ethnic identity and
the lack of pervasive state institutions provide the opportunity to do so.
A central goal of this thesis is to test whether these implications are accurate, and
hence whether the proposed theoretical framework is useful for explaining the relationship
between petroleum production and the outbreak of conflict. However, testing the proposed
mechanisms is associated with a number of challenges. For this reason, the next chapter is
dedicated to discussing these issues, especially the problem of endogeneity, and proposes an
empirical solution that should enable us to accurately assess the postulated empirical implications. Given these insights, chapter 5 provides an empirical test of the postulated link
between petroleum production and separatist conflict and assesses the proposed conditioning mechanisms relating the impact of petroleum production to the presence of local ethnic
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communities and the absence of political representation. Finally, chapter 6 introduces a
new empirical measurement for the distribution of state capacity, which is employed in
chapter 7, where I test whether the effect of petroleum production on separatist conflict is
truly dependent on the presence of pervasive state institutions.
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CHAPTER

4

Random Blessings or Strategic Investments?
Endogeneity and the Petroleum-Conflict Link

4.1

Introduction

This chapter addresses two closely-related questions: Is petroleum production exogenous
to intrastate conflict? And if not, how can we estimate the causal effect of petroleum on
conflict?
Exogeneity is a key assumption in all explanatory empirical analyses, as it establishes
the link between observable data and counterfactual causality. It essentially mandates
that we can analyze the petroleum-conflict link as if petroleum were a randomly assigned
treatment. If exogeneity is present, the analysis of the effect of petroleum on conflict mirrors
an experimental setup in which we assess the causal impact of a treatment (petroleum)
on the outcome (conflict) by comparing treated and control groups. In this case, standard
regression setups of the type that are usually employed in applied conflict research have the
added bonus of yielding causal effects. That is, given exogeneity, regression estimates have
a counterfactual interpretation: In the absence of oil, oil-rich countries would have seen less
conflict. Without experimental conditions, however, we have no guarantee that petroleum
behaves as if it were randomly assigned to the units in question. Instead, it is possible
that the “assignment” of petroleum production is determined by potentially unidentified
confounders that are related to conflict, or that petroleum production is affected directly
by conflict itself.
In these cases, the random treatment assumption is obviously invalid, and regression
estimates lose their causal interpretation. Much of the previous literature has ignored
the question of whether assuming exogeneity is valid in the analysis of the petroleum45

conflict link. In many of the seminal publications that established the conflict-related resource curse, such as Collier and Hoeffler (1998), Fearon and Laitin (2003), Fearon (2005),
Humphreys (2005), and Lujala (2010), the authors implicitly assume exogeneity by analyzing the effect of petroleum on conflict in standard regression setups and making causal
claims. Indeed, superficially, exogeneity appears to be a relatively reasonable assumption for petroleum production; of the various alleged determinants of conflict, petroleum
production is one of the few where, thanks to its geological origins, the random assignment analogy appears to be somewhat appropriate. However, recently, several authors
have voiced concerns about the validity of the exogeneity assumption for petroleum. Ross
(2006) notes that measuring petroleum production as a fraction of the GDP might introduce endogeneity because the denominator is determined by the size of a country’s
non-resource sector. Additionally, Ross (2006) hypothesizes that countries with small nonresource sectors might be prone to conflict for reasons other than petroleum production,
and that conflict might affect the manufacturing and service sectors, thus creating a reverse
causal link between conflict and petroleum as a fraction of GDP. More recently, Haber and
Menaldo (2011) and Cotet and Tsui (2013) have suggested that petroleum production itself may be endogenous to political outcomes. For instance, both studies note that weak
economic institutions (such as the absence of property rights) might be related to disproportionately large resource sectors as well as to generally unfavorable political outcomes,
such as authoritarianism and conflict. As a result, standard regression estimates of the
effect of oil on conflict or regime type may simply pick up these institutional differences,
rather than the “true” counterfactual effect of oil and gas. However, despite their appreciation of the endogeneity issue, Haber and Menaldo (2011) and Cotet and Tsui (2013)
forgo a detailed discussion of the potential sources of endogeneity. Both rely heavily on
the assumption that the primary source of (potential) endogeneity are time-invariant confounders that have not been controlled for in previous research. Meanwhile, the possible
presence of time-variant confounders as well as reverse causality are largely ignored. Consequently, as I argue in this chapter, the solutions these authors suggest and implement to
address endogeneity are likely to be inadequate.
The goal of this chapter is to address these gaps and provide a comprehensive discussion
of – and propose a solution to – endogeneity in the study of the petroleum-conflict link.
In section 4.2, I demonstrate why exogeneity is a key requirement for causal inference.
Further, I assess possible sources of endogeneity methodologically and with respect to the
subject at hand. Specifically, I discuss a number of political mechanisms possibly deter-
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mining the level of petroleum production in a given country or region and show how these
imply endogeneity issues when studying the effect of petroleum on conflict. In section 4.3,
I test empirically whether these endogeneity concerns are justified. I analyze whether levels of petroleum production are affected by their political environment or petroleum truly
behaves as if it were randomly assigned across the globe. Here, I conclude that both across
and within countries, petroleum production is highly responsive to political determinants,
including conflict itself, thus reinforcing the endogeneity concerns discussed before. Next,
section 4.4 discusses possible solutions to the endogeneity problem – that is, approaches
that allow causal inference despite violations of the exogeneity assumption. In particular,
I discuss and assess the remedies suggested in the literature so far, including those implemented by Haber and Menaldo (2011) and Cotet and Tsui (2013). Finally, concluding
that these previous proposals are unlikely to fully eliminate endogeneity, I introduce a
new approach in section 4.5. Namely, I propose using the presence of sedimentary basins
as a purely geological instrument for the location and intensity of petroleum production.
I argue that unlike previously employed candidate instruments, sedimentary basins meet
the exclusion restriction and should thus allow us to eliminate potential endogeneity bias.
Furthermore, I show empirically that sedimentary basins are a strong predictor of oil and
gas production, thus meeting all requirements for an instrumental variable research design.

4.2

Exogeneity and Sources of Endogeneity

The goal of this section is twofold. First, I derive a formal definition of exogeneity based
on the potential outcomes framework of causality. Specifically, I illustrate that common
regression analyses can only be used to estimate average counterfactual treatment effects
in the presence of exogeneity. Second, I discuss whether the exogeneity assumption is
plausible in the context of analyzing the impact of petroleum production on conflict. I do
so by assessing the empirical plausibility of three different scenarios, each having different
implications on whether exogeneity is given: the random blessings assumption, under
which petroleum behaves as if it were an experimental random treatment; the common
determinants assumption, under which petroleum production and conflict risk are affected
by the same variables; and finally, the reverse causality assumption, under which petroleum
production is responsive to observed or latent levels of conflict.
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4.2.1

Exogeneity and Causal Identification

When analyzing the impact of petroleum production on political outcomes, we are often
interested in causal effects. For the present exposition, I adhere to the commonly invoked
counterfactual definition of causality as formalized in the potential outcomes framework
by Rubin (1974). According to this framework, a causal effect is defined as the difference
in potential outcomes for a given unit if the predictor of interest – the treatment – is
varied under otherwise constant conditions. To give a contextual example, according to
this definition, petroleum has a positive causal effect on conflict intensity if, and only if,
for a fixed point in time and in a fixed location we would see more fighting if there were
more petroleum production.
A key implication of this definition is that causal effects can never be observed directly.
In the real world, a unit’s treatment can only assume one distinct value at any given
point in time, making the potential outcomes comparison a purely hypothetical construct.
However, under appropriate conditions, causal effects can be estimated from empirical
data. In this case, we say the causal effect is identified. In the following, I will briefly
illustrate how these conditions can be derived; the discussion loosely follows the exposition
by Angrist and Pischke (2008, ch. 3.2).
Let the true counterfactual relationship between outcome y and treatment z take the
following form:
yi = fi (z).
Hence, unit i’s observed outcome value is determined by some function fi of the treatment
z, which may vary according to different counterfactual scenarios. In the substantive
context of this chapter, we may assume that yi is latent conflict risk, and z represents
petroleum production. In many applications, we operate with a binary measure of conflict,
in which we can only observe conflict if yi crosses some threshold (usually defined in terms
of battlefield fatalities). However, for the moment, it is more convenient to work with
continuous variables.
For the sake of simplicity, and without loss of generality, I assume that the treatment z
may take on two values, zlo and zhi , with zhi > zlo , corresponding to low and high levels of
petroleum extraction. According to the potential outcomes framework introduced above,
the causal effect of a change from zlo to zhi can be written as follows:
fi (zhi ) − fi (zlo ).
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This entity is called the treatment effect for unit i and describes the counterfactual change
in unit i’s level of conflict risk if we vary the treatment from low to high levels of petroleum
production. As mentioned above, estimating this individual treatment effect is impossible;
obviously, we can only ever observe unit i’s outcome at its realized level of petroleum,
which is either zlo or zhi , but never both.
Fortunately, however, causality becomes potentially estimatable if we move away from
single units to entire samples. Under the right conditions, we can estimate the average
treatment effect on the treated (ATT):
E(fi (zhi ) − fi (zlo )|zi = zhi ),
whereas zi indicates the observed treatment for unit i. The ATT is simply the average of
all unit-level treatment effects for those units that have received the treatment (i.e., those
featuring observed values of zhi ). Using the law of iterated expectations, the ATT can be
expanded as follows:
E(fi (zhi ) − fi (zlo )|zi = zhi ) = E(fi (zhi )|zi = zhi ) − E(fi (zlo )|zi = zlo )

(4.1)

− E(fi (zlo )|zi = zhi ) + E(fi (zlo )|zi = zlo )
and reordering yields
E(f (z )|z = zhi ) − E(fi (zlo )|zi = zlo ) =
| i hi i
{z
}

E(f (z ) − fi (zlo )|zi = zhi )
{z
}
| i hi

(4.2)

ATT

Estimable Difference in Outcomes

+ E(fi (zlo )|zi = zhi ) − E(fi (zlo )|zi = zlo )
|
{z
}
Endogeneity Bias

see Angrist and Pischke (2008, p. 40). This expression has a very intuitive interpretation.
The left-hand side denotes the difference between the expected outcome conditional on
observing the high treatment and the expected outcome conditional on observing the low
treatment. These conditional expectations are what we usually estimate from the data
when we engage in econometric analysis. For the given example with a binary treatment
and a continuous outcome, the conditional expectations can be estimated simply as the respective mean outcomes for the two observed groups (high treatment and low treatment). If
the treatment is continuous, we usually employ a regression setup for estimating conditional
expectations. In the case where the conditional expectation function is linear-additive and
the outcome is continuous, OLS is the most efficient choice (Angrist and Pischke, 2008,
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p. 28). For more complicated response distributions and possibly non-linear conditional
expectation functions, the standard approach is to use a GLM- or GAM-like setup and
estimate the model via maximum likelihood. Once conditional expectations are estimated,
deriving the LHS of expression (4.2) simply implies calculating first differences.
The RHS of expression (4.2) tells us that this estimated effect equals the sum of two
entities: the true counterfactual average treatment effect on the treated, and an additional term. The additional term consists of the difference between the expected outcome
of the high-treatment units if they had received the low treatment and the average outcome of those units having received the low treatment. This expression is non-zero if
the high-treatment group would still have featured a different expected outcome than the
low-treatment group, even if it had received the low treatment. In the current context,
this would imply that petroleum-rich units would experience different levels of conflict
risk than petroleum-poor units, even in the counterfactual scenario of them also being
petroleum-poor. It is clear that this expression cannot be estimated because it involves a
counterfactual scenario. Nevertheless, it is of key importance for causal identification. If
this expression does not equal zero, the estimatable difference in expected outcomes does
not equal the ATT, but is biased. In this case, we call z endogenous.
If we assume that the true relationship between the treatment and the outcome is linearadditive, we can express the condition necessary for causal identification as an assumption
on the error term. Specifically, we let the true relationship between the outcome and the
treatment be the following:
yi = fi (z) = xα + βz + ηi ,
whereas x is a vector of measured control variables (including a constant) and ηi is a
zero-mean, continuous disturbance term. α and β are a vector and a scalar of coefficients,
respectively. Above, we established that causal identification requires potential endogeneity
bias to be zero:
0 = E(fi (zlo )|zi = zhi ) − E(fi (zlo )|zi = zlo ).
Substituting the true, linear-additive relationship into this expression yields
0 = E(xα + βzlo + ηi |zi = zhi , xi = x) − E(xα + βzlo + ηi |zi = zlo , xi = x)
= E(xα + ηi |zi = zhi , xi = x) − E(xα + ηi |zi = zlo , xi = x)
E(ηi |zi = zlo , xi = x) = E(ηi |zi = zhi , xi = x).
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(4.3)

Before continuing with interpreting this expression, it is worth mentioning that now I
condition on the vector of observed controls, xi . This implies that the other terms in
expression (4.2) are also conditioned on the control vector. Hence, both the ATT as well
as the estimated difference between the observed outcomes between the two groups are now
conditioned on the observed controls. This implies that the expected outcomes between
the low- and high-treatment groups need to be estimated conditional on the control vector,
which is, of course, easily achieved via multivariate regression.
Expression (4.3) tells us that to be able to infer causality, the expected error needs to
be constant across different values for the treatment. If we abstract from the given example
of a binary treatment, we can make the more general statement that the error term must
exhibit zero conditional mean
E(ηi |zi ) = E(ηi ) = 0,
(4.4)
which is, of course, a standard assumption in all linear regression modeling (Greene, 2003,
p. 14). I will henceforth refer to expression (4.4) as the exogeneity assumption. Whenever
it is violated, I call z endogenous.
In other words, the exogeneity assumption requires that for any given unit, the observed value on the treatment does not convey any information about the expectation of
the error. Hence, ultimately, whether exogeneity is present in a given setup depends on
what assumptions we make about how treatments are assigned and how treatment assignment is related to the outcome. In experimental setups, treatment assignment is usually
randomized, and hence endogeneity is eliminated by design. If the treatment is assigned
by the flip of a coin, its presence clearly does not yield any information about unmeasured
determinants of the outcome under investigation.
Unfortunately, observational data does not come with any such guarantee. Rather,
causal identification hinges on our knowledge of the data generating process underlying
the treatment. Analyzing conditional expectations will only yield causal effects if we can
argue convincingly that given the observed data, the error term behaves as if treatments
were randomly assigned. Following this logic, in the remainder of this section, I will introduce three possible assumptions concerning the determinants of petroleum production
(i.e., treatment assignment), discuss how these relate to potential endogeneity concerns in
the study of conflict, and assess their empirical plausibility.
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4.2.2

The Random Blessings Assumption

I begin with the most convenient assumption for causal identification: Petroleum production behaves as if it were an experimental treatment – that is, as if it were randomly
assigned to units. I call this the random blessings assumption. More formally, let the
true relationship between (latent) conflict risk (yi ) and petroleum (zi ) be characterized as
follows:
yi = β0 + β1 zi + i .
with β0 representing a constant, β1 a slope coefficient, and i a zero-mean error. The
random blessings assumption then implies that
E(i |zi ) = E(i ) = 0,
Note that this expression is not conditioned on any control variables. If petroleum production is truly random, we do not have to control for any confounders for drawing causal
inference.
Arguably, the random blessings assumption is rather extreme in that it proposes that
oil and gas appear as if God distributed it with a lawn sprinkler. Unfortunately (or
fortunately), petroleum does not fall from the sky. Rather, it is more appropriate to think
of petroleum production in a given area (e.g., a state’s territory) as the product of three
processes: First, potentially recoverable petroleum reserves need to be present. Second,
these reserves need to be discovered in exploration operations. And third, wells need to be
established and petroleum extracted from the discovered fields.
Of these three processes, it is only the first one for which the random blessings assumption appears to be immediately applicable. The presence of oil and gas depots is the
product of a complex series of ecological and geological processes unfolding over millennia.
Hence, for the mere presence of recoverable reserves, the image of the divine hydrocarbon
sprinkler does not seem too far-fetched. However, even in this case, the random blessings
assumption might have to be qualified. Even if the data-generating process determining
whether a potentially recoverable oil or gas field exists at any particular location meets
the random assignment condition, the same may not be true when we look at areal units.
Specifically, units (e.g., countries, administrative units, or settlement patterns) covering a
larger surface area will feature a higher expected number of petroleum deposits. Hence,
unless we look at equal-area units, the random assignment assumption may already be
invalidated even for the mere presence of potentially recoverable deposits. Thus, causal
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identification will depend on whether surface area is a component of the error term for the
conflict equation. I will discuss this type of scenario in the next section.
Moreover, for the processes of petroleum discoveries and field-level extraction quantities, it is difficult to imagine that the random blessings assumption is applicable at all.
Petroleum exploration and production are first and foremost economically (and perhaps
politically) motivated endeavors, and by no means dictated by geology. Consequently, it
seems inappropriate to assume that petroleum discoveries and field-level production levels
act as if they were experimental treatments. Indeed, I will discuss in detail why this is
probably not the case in the next two sections.
Despite these concerns indicating that it is not a correct representation of empirical
reality, the random blessings assumption still merits attention because it serves as a useful
benchmark against which to compare the more realistic alternative assumptions, discussed
subsequently. Moreover, depending on the unit and period underlying a given analysis and
the measure of petroleum production we employ, the degree to which each of the processes
discussed above explains variation in petroleum production might vary dramatically. It
may be the case, for instance, that contemporary cross-country variation in petroleum
production quantities is explained predominantly by variance in the presence of recoverable petroleum fields, and only minimally affected by varying discovery probabilities or
extractive intensity. This is not an unreasonable assumption, given that current oil prices
set unprecedented incentives to exploit every known source of petroleum, and multinational oil corporations make extraction and exploration technology available worldwide.
In this scenario, the random blessings assumption might serve as a useful approximation
to reality for all practical purposes. However, even if cross-country discovery probabilities
and extraction quantities have not converged, the random blessings assumption might be
adequate to represent petroleum production within countries, either over time or across
space. In this case, petroleum extraction would act as a random treatment, either across
different periods of a country’s history or across different regions within a country, which
would still provide considerable causal leeway in the analysis of petroleum production on
the propensity of civil conflict.
In section 4.3 below, I test whether there is empirical support for the hypothesis that
the random blessings assumption serves as a reasonable approximation to reality. First,
however, I will introduce and discuss the possible alternatives to the random blessings
conjecture.

53

4.2.3

Common Determinants and Omitted Variable Bias

A potentially more realistic assumption about treatment assignment than the random
blessings conjecture is that petroleum production and civil conflict have common determinants. This assumption can be formalized as follows. Let the true relationship between
(latent) conflict risk (yi ) and petroleum (zi ) be
yi = βzi + xi α + i ,

(4.5)

with xi denoting a vector of variables (possibly including a constant) that determine (latent) levels of conflict, and i representing a zero-mean error term. Moreover, we assume
that the exogeneity assumption is true for all named determinants of conflict:
E(i |zi , xi ) = E(i ) = 0.

(4.6)

Thus, given covariates xi , petroleum behaves as if it were a random treatment with respect
to conflict.
At this point I introduce the common determinants component: Petroleum production
is not assigned randomly, but its expectation is affected by the same factors that determine
conflict:
zi = xi δ + µi .
Moreover, xi are exogenous to petroleum production, E(µi |xi ) = 0, and there are no
unnamed determinants of petroleum production that affect conflict, E(i |µi ) = 0
This setup is not yet problematic for causal inference. As shown in section 4.2.1, as
long as we condition on vector xi when estimating expected outcomes, all that counts for
causal identification is that the error term meets the zero-conditional mean requirement,
which we have assumed in (4.6).
Causal identification fails if xi is fully or partially unobserved. Assume we do not
control for xi , either because we fail to identify it or because we cannot measure it. In this
case, when analyzing the effect of petroleum on conflict, we effectively estimate:
yi = βzi +

ui .
|{z}

(4.7)

=xi α+i

Because we no longer condition on xi when estimating expected levels of conflict for dif-

54

ferent levels of petroleum production, the exogeneity requirement becomes
E(ui |zi ) = E(ui ) = 0,
for which there is no guarantee,
E(ui |zi ) = E(xi α + i |xi δ + µi ) = E(xi α|xi , µi ) .
|
{z
}
6=0

In other words, we have no guarantee of identifying causal effects if there exist unmeasured codeterminants of the treatment (petroleum production) and the outcome (conflict).
Rather, our estimates will be affected by omitted variable bias. In terms of the potential
outcome framework introduced above, omitted variable bias simply represents the fact that
comparing treatment and control groups is no longer indicative of causality if the treated
group would have seen different levels of the outcome even in the hypothetical absence of
the treatment; in the additive-linear setup discussed here, this is equivalent to saying that
the error expectation for the treatment and control groups are non-zero.
If the common determinants assumption is an accurate representation of reality, it confronts us with a difficult requirement: Causal identification hinges on the plausibility of
the claim that we have identified and correctly measured all factors that have a meaningful effect on both conflict and petroleum production. Unfortunately, there are good
reasons to believe that the common determinants assumption is indeed empirically more
accurate than the random blessings conjecture. Indeed, in the next paragraphs, I identify
four potentially important codeterminants of petroleum production and the occurrence of
intrastate conflict.
One factor that has already been mentioned in the previous section is unit surface area.
Because the presence of recoverable oil and gas fields is a spatial process, the expected
number of petroleum fields will be higher in larger areal units. Simultaneously, unit area
may very well be correlated with the occurrence of conflict. Assume, for instance, that any
given partition of a country exceeding some areal threshold exhibits a certain baseline risk
of being the subject of secessionist conflict. In this simple scenario, larger countries will see
more territorial conflict because there are more areas that could potentially secede. Thus,
ignoring surface area in the study of petroleum and conflict may lead to positive omitted
variable bias – the effect of petroleum on conflict is overestimated. This may seem like
a trivial point, especially because surface area is so easily controlled for. However, doing
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so is certainly not standard practice in the applied literature. Collier and Hoeffler (1998),
Fearon and Laitin (2003), Fearon (2005), Humphreys (2005), Ross (2006), Lujala (2010),
Østby, Nordas, and Rød (2009), Sorens (2011), and Ross (2012) all analyze the effect of
petroleum on conflict at various levels of analysis and do not control for the areal extent
of the employed units.
A further potentially important codeterminant is economic development. Specifically, it
is plausible that high levels of economic development are associated with increased levels of
petroleum production, as well as less violent conflict. Petroleum production will generally
by higher in developed nations, ceteris paribus , because functional capital markets, readily available industrial technology, and a well-qualified human capital stock decrease the
costs of petroleum exploration and extraction. Moreover, producing petroleum in developed countries with high demand for hydrocarbon fuels is generally more efficient because
it decreases transportation and transaction costs in the supply chain. Historical statistics
show that especially in the early years of petroleum production, economic development
appears to have been a key predictor of where petroleum industries were established (see
Singer 2008, p. 136 and the empirical results in section 4.3.1 below). Simultaneously, economic development is plausibly associated with less violent conflict. In particular, Collier
and Hoeffler (1998) have made the claim that higher incomes disincentivize participation
in rebel activity; likewise, Fearon and Laitin (2003) have argued that high-income states
should be more effective in preventing violent organized opposition. In this particular case,
omitted variable bias may be prevented because controlling for economic development in
empirical analyses is possible. Indeed, most empirical studies of the resource curse control
for GDP per capita levels. However, one potential caveat with this approach is that GDP
per capita may be an inadequate proxy for certain dimensions of economic development,
especially human capital levels. This problem is exacerbated in petroleum-rich countries
where oil and gas revenue creates disproportionate amounts of labor-unintensive income,
thus diluting the relationship between GDP and wages.
While surface area and economic development are potentially important confounders,
they are relatively easy to measure, and thus no immediate threat to causal identification.
However, there are further potential codeterminants for which this may not be the case. In
particular, I propose that the quality of economic institutions and foreign political support
are factors with potentially decisive effects on both petroleum production and conflict risk,
but are very difficult to account for empirically.
Haber and Menaldo (2011) and Cotet and Tsui (2013) both mention that institutional
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quality may serve as an unobserved confounder in the study of petroleum and politics,
but do not theorize about the underlying mechanism in detail. Initially, the institutional
argument builds on the theory by Acemoglu and colleagues (see, e.g., Acemoglu, Johnson,
and Robinson 2000, Acemoglu, Johnson, and Robinson 2001, Acemoglu and Robinson
2006), who assert that institutional quality is the main determinant of industrialization
and long-term economic growth. More specifically, Acemoglu and colleagues define a good
institutional framework as a situation where the state guarantees broad sections of the
population effective property rights and rule of law (Acemoglu, Johnson, and Robinson,
2001, p. 13). Conversely, institutions are considered bad when only a minority of the
population, namely the ruling elite, have access to effective property rights, whereas the
majority fears expropriation by the state. Acemoglu, Johnson, and Robinson (2001) call
this type of political setup “extractive institutions” (ibid). The key argument connecting
institutional quality with prosperity is the proposition that widespread property rights
cause economic growth by incentivizing human and physical capital accumulation across
broad segments of the population, thus triggering the transition to a high-income industrial
market economy (ibid).
Against this backdrop, institutional quality in the Acemogluian sense is relevant to
the study of the oil-conflict link because it is plausibly related to both countries’ levels
of petroleum production and their political trajectory. First, institutional quality may
be related to conflict via economic development – as argued above, countries with good
institutions may see less conflict because they feature higher income levels and more capable
states. Further, it is a central tenant of Acemoglu et al.’s theory that extractive institutions
and minority rule are mutually reinforcing. Countries ruled by a small elite are unlikely to
see a change towards good institutions because those in power benefit from the extractive
setup. Consequently, countries with extractive institutions may experience civil conflict
more often because the distribution of power supporting the institutional setup leaves
large parts of the population disenfranchised. While it is disputed whether minority rule
is related to the outbreak of civil conflict per se (see, e.g., Gleditsch, Hegre, and Strand
2009), Cederman, Gleditsch, and Buhaug (2013) show that large-scale political exclusion
is a strong predictor of conflict if it occurs along ethnic lines.
Simultaneously, there are various mechanisms by which economic institutions may affect
petroleum production. Again, the effect may simply run through economic development.
Countries with more effective economic institutions may see more petroleum production
due to higher demand and lower capital costs. However, there may be a further mechanism
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producing the opposite effect, i.e., a negative relationship between institutional quality and
petroleum production. In countries featuring extractive institutions, elites will have strong
incentives to push for rapid and large-scale petroleum exploration and extraction. Without effective property rights and an independent judiciary enforcing the rule of law, oil
and gas revenue is easily appropriated by the state. Thus, ruling elites face incentives
to maximize government revenue from hydrocarbon extraction for both personal enrichment as well as to secure their place in power. Additionally, the absence of widespread
and well-enforced property rights may actually decrease local production costs for oil and
gas. Lacking effective property rights, the government may permit (or directly conduct)
extractive operations without adequately compensating local residents for the various externalities entailed by petroleum production, such as land expropriation and environmental
degradation. Hence, while extractive institutions increase petroleum production costs by
impeding the emergence of functional markets, this effect may be reversed by the fact that
production externalities are not adequately monetized.
In sum, there are sufficient plausible arguments to make the case that institutional
quality is a potentially serious cause of omitted variable bias in the study of petroleum
and conflict. The discussion above suggests that the often reported positive relationship
between petroleum production and conflict risk may be explained partially by the presence
of persistent extractive institutions.
A final potentially serious cause of omitted variable bias is foreign political support.
The development of the global petroleum industry in the 20th century was shaped to a
significant degree by the foreign policy of industrialized nations. In a number of cases,
(predominantly Western) powers have actively promoted the establishment of a petroleum
industry in an allied (or colonized) developing country as a means to secure their energy
supply.1 Simultaneously, these governments have shown a tendency to protect their investments by supporting and protecting friendly regimes against domestic challengers or
simply installing leaders that serve their strategic interests.
A highly interesting case in point is Iran. The relatively early development of the Iranian oil industry was actively promoted by the British government, which relied on Iranian
reserves as a strategic energy source. The UK government established extensive control
over Iranian oil production very early on when it bribed Iranian officials to issue explo1
Perhaps the most important act of Western powers securing their overseas energy supply occurred
when Britain, France, and the United States signed the Red Line Agreement of 1928, dividing the anticipated petroleum reserves of the ex-Ottoman empire among them (see, e.g., Keating 2005 for an extensive
discussion). Arguably, the Red Line Agreement set the cornerstone for the momentous Saudi-US (energy)
alliance that would continue into the 21st century.
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ration concessions to the Anglo-Persian Oil Company (APOC) as early as 1901 (Brumberg
and Ahram, 2007, p. 8). Later, in 1914, the British government consolidated its control
over Persian oil reserves when it bought controlling stock in the Anglo-Persian Oil Company (Brumberg and Ahram, 2007, p. 9) in order to secure access to hydrocarbon fuels
in the process of converting the British fleet from coal to oil (Singer, 2008, p. 129). Finally, British dominance over Iranian reserves was institutionalized when the APOC, then
renamed AIOC (Anglo-Iranian Oil Company), and the British and Iranian governments
agreed on a contract to export Iranian oil at fixed prices, in unlimited quantities, and
exclusively, for 60 years in 1933 (Marsh, 2007, p. 147). British reliance on Iranian oil only
increased from then on, and after the end of WWII taxes and dividends from the AIOC’s
Iranian operations were a key source of British government revenue (ibid).
Given its strong dependence on Iranian oil as a strategic energy and income source, the
British government did not hesitate to interfere in Iranian politics in a drastic manner to
defend its interests. In 1951, the British claims to Iranian oil were challenged when newly
elected Iranian prime minister Mossadeq nationalized all AIOC assets and unilaterally
abrogated all British concessions (Brumberg and Ahram, 2007, p. 13). As a reaction,
British and American intelligence agencies staged a coup against Mossadeq and successfully
reinstated Muhammed Reza Shah as autocratic ruler. The new regime promptly gave away
oil concessions to a consortium of Western oil companies, the majority of which were again
held by the AIOC (ibid).
It is clear that Iran constitutes a prime example of Western foreign policy acting as a
codeterminant of petroleum production and politics. Iran’s rise as a major petroleum producer and its political fate have both been influenced profoundly by its de facto status as a
Western oil protectorate in the pre-revolutionary period. However, importantly, Iran is not
an isolated case. The development of petroleum industries in the Gulf monarchies, primarily Saudi Arabia, was actively promoted by the United States, with the Arabian American
Oil Company (ARAMCO) making substantial investments in initially unpromising Arabian oil exploration operations (Singer, 2008, p. 153). Here, too, the American government
has been careful to protect its interests, supporting the Saudi regime against foreign threats
and domestic opposition with substantial military assistance since WWII (Pollack, 2002,
p. 79).
Another instance where Britain has intervened to protect its energy interests was the
Nigerian Biafra war between 1967 and 1970, during which the oil-producing southeast
region of Nigeria attempted to secede from the Federation. After Nigeria’s independence
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from the Empire, the majority of Nigerian petroleum operations were conducted by British
Petroleum (the successor to the AIOC) and Royal Dutch Shell, and were considered strategically important for Britain, especially in the context of the oil shortages caused by the
Six-Day War (Uche, 2008, p. 113). Once Biafra attempted violent secession, the British
government became increasingly worried about losing access to Nigerian crude oil to French
and Soviet interests (Uche 2008: p. 127). Consequently, Britain intervened heavily on behalf of the Nigerian government – a military dictatorship at the time – supplying light
arms, military intelligence, and providing access to heavy machinery and military aircraft
(Uche, 2008, p. 1303).
In these cases, Western support almost definitely had a lasting impact on both petroleum
production levels as well as the occurrence of domestic conflict. In Iran, Britain’s support
for the autocratic Shah regime helped suppress domestic opposition until the revolution in
1979. On a more speculative note, one could argue that present-day Iran might have had a
considerably more inclusive and potentially less repressive government had the British not
actively suppressed moves towards democratization in the 1950s. Similarly, the Saudi Arabian regime and the Nigerian military dictatorship of the 70s, 80s and 90s might have seen
considerably higher levels of armed domestic opposition in the absence of active Western
military support.
If this mechanism operates in a systematic manner, any estimate of the effect of
petroleum on conflict risk that omits the role of foreign support as a potential confounder
may be biased. In particular, studies ignoring the role of foreign powers intervening for
the sake of stability may have the true impact of petroleum production on the risk of civil
conflict.
With these qualitatively informed arguments, it appears reasonable to argue that the
common determinants assumption is empirically more plausible than the random blessings conjecture. This is especially problematic for those mechanisms where there is no
straightforward empirical measure for the confounding factor which we could employ as
a statistical control. In these cases, causal identification will likely fail due to omitted
variable bias.
4.2.4

Reverse Causality

A further possible violation of the random blessings assumption occurs if (latent) conflict
has an immediate effect on petroleum production. In this case, the studied relationship
features reverse causality.
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To demonstrate this formally, consider the following true relationship between (latent)
conflict, yi , and petroleum production, z.
yi = β0 + β1 zi + i .
Moreover, in this scenario, we assume that petroleum production levels are directly affected
by conflict.
zi = δyi + µi .
Clearly, these assumptions result in a blatant violation of the exogeneity condition,
E(i |zi ) = E(i |δ(β0 + β1 zi + i ) + µi ) = E(i |zi , i , µi ) .
{z
}
|
6=0

If the studied relationship features reverse causality, any standard attempt to estimate
the conflict equation will lead to biased estimates. Intuitively, it is clear that estimating
the true effect of petroleum on conflict will fail if petroleum is determined by conflict.
Clearly, comparing observed outcomes between treatment and control groups says little
about the true effect of the treatment when the latter is assigned conditional on the observed outcome. Importantly, there is no simple solution to account for reverse causality
in the standard regression setups. Whereas omitted variable bias is potentially eliminable
by adding appropriate statistical controls, this is not the case for simultaneity bias.
Unfortunately, reverse causality is a likely feature of the relationship under investigation. While we can confidently dismiss the possibility that the location of recoverable
petroleum deposits is affected by conflict, this is not the case for the discovery of petroleum
fields or their productive output. There are very good reasons to believe that civil conflict
has an immediate effect on the intensity of petroleum exploration and extraction. First
and foremost, petroleum production will be more costly, if not impossible, in an active
war zone. A particularly impressive recent manifestation of this effect occurred in Libya,
where the 2011 civil war has effectively eradicated petroleum production in what was formerly one of the globe’s most significant petroleum exporters (see section 4.3.2 below).
In addition to this immediate effect, conflict may also have long-term implications on a
region’s petroleum output. By deterring investments in the local extractive infrastructure,
conflict may depreciate petroleum production below feasible levels for decades. Angola, for
instance, has only seen substantial onshore oil production in recent years, despite onshore
fields having been discovered as early as 1954, due to the civil war between 1975 and 2002
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(US Energy Information Administration, 2014).
Second, and more problematic for empirical analysis, conflict may negatively affect
petroleum output even before it has broken out. This may occur via low-level violence
which is already severely disrupting extractive operations, but has not yet crossed the
casualty thresholds commonly employed to identify the onset of civil conflict. Additionally, imminent conflict will deter petroleum production by mere anticipation. Extractive
operators will have strong incentives to phase down operations and secure their assets if
they anticipate violent conflict in the near future. More generally, potential petroleum
extractors will be hesitant to make significant investments in regions they deem politically instable, thus generating a long-term relationship between conflict risk and a region’s
petroleum output. Importantly, the effect of conflict on petroleum production likely occurs on a geographically disaggregated level; hence, violent regions within a country, or
even those that are believed to have a higher risk of conflict in the future, will feature less
petroleum production. Consequently, the reverse causality problem in the study of the
effect of petroleum on conflict will be present even in analyses that focus on subnational
units.
Given these various potential sources of reverse causality in the study of petroleum and
politics, it is again questionable whether the random blessings assumption is accurate for
modeling empirical reality.

4.3

Testing Exogeneity

The previous sections have shown that deviations from the random blessings assumption
make causal identification a difficult task when analyzing the impact of petroleum production on conflict. Moreover, I have identified a number of plausible mechanisms that violate
the random blessings assumption. However, whether these mechanisms pose a serious
threat to causal inference depends on the degree to which they actually affect petroleum
production. Even if the identified sources of potential omitted variable bias are empirically
valid mechanisms, the variation in petroleum production they explain may be minimal.
The same applies for potential reverse causality. Perhaps Libya is a special case, and the
average effect of conflict on oil production is negligible in most instances. In fact, some
authors suggest that petroleum production is largely inelastic to violent conflict because it
constitutes an “economic sanctuary” for the regime while at war (Le Billon, 2001, p. 63).
If this is the case, the random blessings assumption might not be correct, but ultimately
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a useful approximation to empirical reality. Hence, any bias incurred due to the abovementioned problems would be minimal, and the findings obtained by standard regression
approaches might still be useful.
In this section, I employ quantitative empirical data to analyze whether this claim
is sustainable. First, I use historical population density data for ex-colonial countries
to evaluate whether there are institutional determinants of which countries are significant
petroleum producers today. Second, I use temporally disaggregated data covering Africa to
estimate whether there is an empirically meaningful effect of violent conflict on petroleum
production quantities. Finally, I employ geo-coded data on the location of productive
petroleum fields in Africa and Asia to evaluate whether there are political determinants
regarding where petroleum is produced on a subnational level.
Hence, I put the random blessings assumption under scrutiny at three levels: whether
it applies in the long term across countries, whether it applies in the short term within
countries, and whether it applies on a geographically disaggregated level. Naturally, failing
to find evidence of any of the hypothesized links does not automatically validate the random
blessings assumption – there might always be further potential confounders which I did not
test for. Unfortunately, however, I find evidence to reject the random blessings assumption
in all three analyses – both the intensity and the location of petroleum production appear
to be very responsive to their political environment.
4.3.1

The Pre-Colonial Roots of Post-Colonial Petroleum Production

In this section, I perform a test of the “long-term” interpretation of the random blessings conjecture using historical data. If global demand and technological diffusion have
caused discovery probabilities and extraction quantities to have largely equalized across
countries, present-day petroleum production levels should be driven predominantly by the
mere presence of recoverable petroleum fields. This convergence hypothesis stands in contrast to the institutional quality argument introduced in the previous section. If extractive
institutions in the Acemogluian sense have a persistent effect on the incentives for pursuing petroleum exploration and extraction, we should see marked differences in petroleum
production levels across countries with varying institutional quality. Clearly, any evidence
showing a meaningful link between institutional quality and modern petroleum extraction
would contradict the long-term random blessings assumption.
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Theoretical Argument
In section 4.2.3, I derived two possible causal pathways from institutional quality to levels of petroleum production. First, extractive institutions may be associated with less
petroleum production because they inhibit economic growth. Thus, petroleum exploration
and extraction will be more costly due to inefficient capital markets, a smaller pool of qualified labor, and less readily available industrial technology. Moreover, a smaller domestic
economy will cause less domestic demand for oil, thus necessitating petroleum exports
entailing transaction and transportation costs.
Second, extractive institutions may entail more petroleum production because elites
face incentives to invest heavily in petroleum exploration and extraction. Petroleum revenue is easily appropriated by the state in the absence of widely enforced property rights.
Consequently, elites may face incentives to appropriate petroleum revenue via the state
both for personal enrichment and as a means to secure their position of power. Furthermore, the higher costs of petroleum extraction due to inefficient capital and labor markets
may be more than compensated by the fact that petroleum production’s negative externalities, like environmental degradation, are not adequately monetized in the absence of
widely enforced property rights. While the argument that extractive institutions promote
petroleum extraction via elite incentives is difficult to prove, there is abundant qualitative
evidence supporting the claim that negative externalities are not adequately monetized
under weak economic institutions. Consider the case of Nigeria. All of Nigeria’s known
recoverable petroleum reserves lie in the Niger Delta, a densely populated region, much of
which is covered by environmentally fragile mangrove forests (Eweje, 2007, p. 34). The region has suffered immensely from environmental degradation due to oil extraction; among
the most devastating events are oil spills, of which the region has seen several hundred
each year since at least the 1960s (Human Rights Watch, 1999, p. 54). Oil spills have
severe and long-term consequences on the local economy and on residents’ health due to
the pollution of drinking water and damage to agriculture and fishing (Human Rights
Watch, 1999, p. 60). These drastic externalities are at least in part due to a total lack of
an effective judicial system that enforces locals’ property rights. The Nigerian regulatory
agencies are ineffective and underfunded, thus leaving the industry largely self-regulated
(Human Rights Watch, 1999, p. 52). Arguably, if property rights were well enforced, these
externalities would need to be accounted for, thus increasing the costs of extractive operations and potentially limiting their scope. By Royal Dutch Shell’s own admission, applying
“Western” environmental standards in the Niger Delta would lead to cost increases and
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a downsizing of Shell’s local operations (ibid). Consequently, it is plausible to argue that
Nigeria’s lack of widespread property rights has contributed significantly to more intensive
(and reckless) petroleum extraction in the Niger Delta.
The theoretical framework introduced so far presents two challenges for empirical testing. First, institutional quality is difficult to measure directly, and even if an appropriate
measure were available, it may be endogenous to petroleum production. I tackle this issue
by borrowing the identification strategy used by Acemoglu, Johnson, and Robinson (2001).
Acemoglu, Johnson, and Robinson (2001) argue that European colonization brought about
a reversal of fortune in the colonized world. Specifically, they argue that societies that were
relatively prosperous prior to European colonization became relatively poor countries in
the post-colonial period. Acemoglu et al. locate the primary cause of this reversal in the
“economic profitability of alternative colonial policies” (Acemoglu, Johnson, and Robinson, 2001, p. 15). Where Europeans encountered established societies upon colonization,
it was economically beneficial to install extractive institutions where a small elite would
benefit from forcing the available labor supply to work in agriculture and mining. In contrast, in sparsely populated regions, the establishment of large-scale European settlements
was a more beneficial strategy. However, in these colonies, European settlers were more
likely to copy the institutional structure of their metropolis, installing widespread property
rights and ensuring a more equal distribution of political power. Consequently, Acemoglu,
Johnson, and Robinson (2001) argue that population densities in 1500, prior to any meaningful European colonization, should provide an adequate proxy of where European rulers
installed extractive institutions. Furthermore, Acemoglu, Johnson, and Robinson (2001)
make a strong case for the argument that the institutions installed under colonial rule
often heavily influenced the institutional structures in the post-colonial period. In colonies
with extractive institutions, native elites simply took over the hierarchical colonial governing apparatus from the Europeans when they gained independence (see also Young 1994,
p. 283). In sum, Acemoglu, Johnson, and Robinson (2001) hypothesize that population
densities in 1500 should provide an adequate proxy of present-day institutional quality in
ex-colonial countries. Indeed, they are able to show that population densities in 1500 are
strongly negatively associated with current income levels in post-colonial states, which they
attribute to varying levels of institutional quality. For the subsequent analysis, I borrow
this logic and also employ pre-colonial population densities as a proxy for institutional
quality.
A second challenge for an empirical test of the institutional argument is that the theo-
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retical framework introduced above predicts two effects with opposing signs. Because extractive institutions may both incentivize petroleum production but also increase its costs
via lower economic development levels, the net effect of institutional quality (and, by extension, historical population densities) may be ambiguous. This argument is summarized
in figure 4.1, which depicts the hypothesized dual pathway from pre-colonial conditions to
present-day petroleum production.

Economic
Development

--

Conditions at
Colonialization

Extractive
Institutions

++

--

Hydrocarbon
Production

Figure 4.1: Institutional quality and petroleum production.
Fortunately, this issue can be addressed by controlling for economic development in
the empirical analysis. Doing so removes any explanatory effect of pre-colonial population densities on petroleum production via economic development. Thus, if the theoretical
framework summarized in figure 4.1 bears any explanatory power, we should see the following pattern:
• Pre-colonial population densities should be negatively associated with post-colonial
development.
• Post-colonial development should be positively associated with post-colonial petroleum
production.
• The net effect of pre-colonial population densities on post-colonial petroleum production is ambiguous.
• Pre-colonial population densities should be positively associated with post-colonial
petroleum production once we control for post-colonial economic development.
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Data
The sample I employ for testing this long-run institutional argument consists of 76 excolonial states (identified following the definition of Acemoglu, Johnson, and Robinson
2001) for which the variables introduced below are available. Because the theoretical framework implies a relationship between pre-colonial conditions and present-day petroleum
production, I use petroleum production in 1990 as the primary dependent variable.2 . The
petroleum production data originates from Ross’ (2012) data set and is measured in millions of tons of oil equivalent produced per year. Furthermore, following the logic discussed
above, I use the population density estimates for the year 1500 compiled by Acemoglu,
Johnson, and Robinson (2001) as a proxy for post-colonial institutional quality. Finally,
as argued above, I require a control for post-colonial economic development. One generic
measure of economic development is GDP per capita. Specifically, I use PPP adjusted GDP
per capita for 1970. Using 1970 data for the 1990 outcome partially addresses the reverse
causality problem associated with regressing economic output on petroleum production.
Since petroleum production factors into gross domestic output by definition, the estimated
effect of GDP per capita on petroleum production (even if lagged by 20 years) needs to be
interpreted with caution. Using GDP data for earlier years is possible, but entails a significant loss of observations since many ex-colonies only became independent (and were thus
subjected to systematic national accounting efforts) in the 1960s. As a further means of
addressing this issue, I also use 1990 infant mortality rate data by Abouharb and Kimball
(2007) as an alternative proxy for economic development. Although infant mortality rates
are certainly an imperfect measure of some aspects of economic development (e.g., the
existence of efficient capital markets), they are less prone to reverse causality with respect
to petroleum production than GDP per capita.
Empirical Models and Results
Prior to estimating the models for post-colonial oil production, I check whether the aforementioned data allows us to replicate a key finding of Acemoglu, Johnson, and Robinson
(2001), namely that pre-colonial population densities are a strong predictor of post-colonial
development.
Table 4.1 shows estimates for two linear models regressing population density in 1500
on the two measures of economic development employed in the current analysis: GDP per
2

However, using oil production in 1980, 2000, or 2009 instead does not change the results substantively
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Response

GDP pc 1970 (log)
IMR 1990 (log)
Model 1
Model 2
(Intercept)
7.75∗∗∗
3.86∗∗∗
(0.12)
(0.08)
Pop. Dens. 1500 (log)
−0.31∗∗∗
0.26∗∗∗
(0.07)
(0.05)
R2
0.21
0.27
Adj. R2
0.19
0.26
N
76
76
Linear models, estimated by OLS. Standard errors in parentheses.
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05

Table 4.1: Replication of the Acemoglu, Johnson, and Robinson (2001) reversal of fortune
argument using 1970 GDP per capita and 1990 infant mortality rates in 76 ex-colonial
countries.

capita in 1970 and infant mortality rates in 1990. Clearly, there is an impressively strong
relationship between these variables, with historically more populated countries fairing
much worse on both measures of modern development.
In a next step, I move to modeling country-level petroleum production. Unfortunately,
specifying an appropriate probabilistic model for country-level petroleum production is a
complex task. Petroleum production is a strictly non-negative outcome with considerable
positive skew and a significant number of observations having a value of exactly zero.
Consequently, the standard linear model is unsuitable because it allows negative outcomes.
Moreover, the spherical errors assumption will likely be grossly violated given the zerotruncated nature of the response. As an alternative, one might propose a Generalized
Linear Model (GLM) for continuous outcomes on the positive real line, such as the lognormal or Gamma. However, these are also unsatisfactory options because they do not
allow for zero-valued outcomes. Thus, I would have to employ some ad hoc fix, such as
adding an arbitrary constant to the outcome prior to estimation.
These concerns imply that standard GLM modeling strategies are unsuitable for the
problem at hand. As a solution, I derive a probabilistic that is informed directly by
the data-generating process underlying petroleum production. Following the discussion in
section 4.2.2 above, I propose that petroleum production in a given country is the product
of three processes:
i the presence of potentially recoverable petroleum fields in a given area;
ii the discovery of these fields in exploration operations;
iii and the intensity of field-level petroleum production.
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In the following, I attempt to derive a compound model of country-level petroleum production built on probabilistic assumptions about each of these processes.
For modeling the first process, I assume that the location of recoverable petroleum
deposits on the surface area of the globe B follows a spatial Poisson point process.3 The
spatial Poisson point process is a probabilistic model for the occurrence of points on a
two-dimensional plane, and assumes that
1. N (A), the number of points in area A ∈ B, is Poisson distributed with intensity
ΛP (A), and
2. if A1 , A2 , . . . , Ak are disjoint sets on the surface area B, N (A1 ), N (A2 ), . . . , N (Ak )
are independent random variables,
whereas ΛP (A) is a non-negative function in 2D space determining the expected density
of points in area A.
The primary reason I opt for the spatial Poisson point process to describe the occurrence
of petroleum deposits is mathematical convenience. The spatial Poisson point process is
well studied and described, and it has a number of elegant properties which I will exploit
below to derive a parsimonious model. It should be noted, however, that the Poisson
point process model is fairly flexible for describing the spatial distribution of points. In
particular, it only assumes that points are Poisson distributed conditional on the intensity
function. Hence, the distribution of points in a given area where the intensity function is
allowed to vary may look very non-Poisson-like and exhibit intense clustering or regular
spacing. Moreover, the spatial Poisson point process serves as a basis for a number of more
complex processes that exhibit interpoint interaction (see Baddeley 2010, p. 141).4
Next, I assume that in any period t and in any area A, petroleum deposits are discovered
with probability πt (A). If points are discovered independently of each other, we can invoke
the coloring theorem (Stirzaker and Grimmett, 2001, p. 281), which states that the number
of petroleum deposits discovered in any period t in any area A follows a Poisson point
process with intensity πt (A)ΛP (A). Henceforth, we will assume that discoveries begin in
period t = 1.
Additionally, we can describe the distribution of petroleum deposits discovered up until
the current period by invoking the superposition theorem (Stirzaker and Grimmett, 2001,
3
See Bivand, Pebesma, and Gómez-Rubio (2008, p. 183) for a more detailed discussion of the spatial
Poisson point process.
4
In particular, in section 4.3.3 below, I argue that clusters of petroleum deposits follow a spatial Poisson
point process.
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p. 281): The sum of petroleum deposits discovered until current period t in area A follows
t
P
a spatial Poisson process with intensity
πτ (A)ΛP (A). Consequently, from the definition
τ =1

of the spatial Poisson process above, it follows that the number of discovered petroleum
fields at time t in spatial unit i covering area Ai , denoted Dit , is Poisson distributed
Dit ∼ P oisson

t
X

!
πτ (Ai )ΛP (Ai ) .

τ =1

At this point, I have already outlined a very simple probabilistic model of petroleum
discoveries. However, since we would like to model petroleum production, we require
further assumptions. Thus, I assume that discovered petroleum field j in unit i and period
t yields
qijt ∼ Gamma(k, θijt )
units of petroleum. k > 0 is a constant shape parameter, and θijt = λGit k > 0 is called
the scale parameter (see, e.g., Fox 2008, p. 383). With this parameterization, expected
petroleum production per field equals E(qijt ) = θijt k = λGit .
Using the Gamma distribution for modeling field-level petroleum production is motivated by two considerations. First, the Gamma distribution has some theoretically appealing properties: It has strictly positive support and exhibits significant positive skew.
These properties appear reasonable for modeling petroleum production. They imply that
any discovered field will yield at least some petroleum (even if only in the context of exploratory drilling), and that small fields are more common than giant fields. The latter
property is confirmed by a recent field-level analysis of petroleum output by the International Energy Agency, which reports that the “bulk of crude oil production comes from a
small number of very prolific fields” (International Energy Agency, 2008, p. 255). Also, assuming Gamma-distributed production quantities allows us to model the sum of unit-level
petroleum production in a very convenient and analytically tractable manner. Specifically,
let the sum of petroleum production in spatial unit i (covering area Ai ) and period t be
denoted as
D
Pit

 qijt , if Dit > 0
hit = j=1

0,
otherwise
Hence, hit is the sum of Dit Gamma-distributed variables, and Dit itself is Poisson distributed. Next, if we assume the field-level quantities within spatial unit i are condition-
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ally independent of each other and independent of the number of discovered fields, then
hit follows a Compound Poisson Gamma (CPG) distribution (Lauderdale, 2012):
yit ∼ CP G(µit , k),
whereas µit = E(Dit )E(qijt ) =

t
P

πτ (Ai )ΛP (Ai )λGit .5 The expected value of the CPG is

τ =1

expressed by its first parameter, and hence
E(yit ) = µit =

t
X

πτ (Ai )ΛP (Ai )λGit .

τ =1

Thus, the expected value of the compound distribution equals the product of the expectations of the constitutive processes. The CPG distribution is a semi-continuous twoparameter distribution with some very convenient properties: It supports strictly nonnegative values, but unlike continuous probability distributions, it puts non-zero probability mass on the origin (P r(hit = 0) > 0). Hence, it is intuitively appealing for a variable
like petroleum production, where some units (e.g., countries) feature zero production and
others feature positive and positively skewed values. As such, the CPG is also a much
more appealing option for modeling these types of values than the conventional social scientific practice of invoking a strictly positive continuous distribution, like the log-normal,
and adding an arbitrary constant to the studied outcome. Finally, from a more practical point of view, estimating CPG-distributed variables in a GLM-like regression setup is
straightforward (see Lauderdale 2012).
The latter property can immediately be used for the application at hand. For this
purpose, I use a log-linear link function to parameterize expected values of petroleum
production,
µi = exp(Xi α + βln(Pi1500 )),
whereby Xi represents a vector of controls (including economic development and a constant) and Pi1500 represents country i’s population density in 1500. The time subscript is
dropped because we are looking at a cross section. Note that I have parameterized the
expectation of the compound process (µ) directly, without spelling out which constitutive
process (location, discovery, or extraction) I expect to be affected by the predictors. This
specification follows straightforwardly from the type of data at hand: Because we can only
5

See Lauderdale (2012) for a more detailed discussion of the CPG model and its relationship to the
Tweedie family of distributions.
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Response
Model 1
(Intercept)
Pop. Dens. 1500 (log)
Area (log)
GDP pc 1970 (log)
IMR 1990 (log)

−8.44∗∗
(3.01)
−0.02
(0.19)
0.81∗∗∗
(0.22)

Petroleum Production 1990
Model 2
Model 3
Model 4
−17.50∗∗∗
(2.63)
0.35∗
(0.15)
0.84∗∗∗
(0.18)
1.07∗∗∗
(0.22)

−4.13
(2.62)
0.54∗∗
(0.17)
0.97∗∗∗
(0.17)

−21.24∗∗∗
(3.30)
0.26∗
(0.12)
0.20
(0.21)
1.05∗∗∗
(0.23)

−1.78∗∗∗
(0.37)
0.61∗∗
(0.23)
0.29∗
(0.11)

Pop. 1990 (log)
Coast length (log)

Model 5
−6.86∗
(2.85)
0.37∗
(0.18)
0.62∗∗
(0.22)
−1.11∗∗
(0.41)
0.16
(0.23)
0.31∗
(0.12)

Oil Reserves 1990
Model 6
Model 7
−26.79∗∗∗
(4.81)
0.40∗
(0.18)
0.20
(0.29)
1.32∗∗∗
(0.33)
0.68∗
(0.33)
0.31·
(0.16)

−9.26∗
(4.42)
0.54·
(0.27)
0.80∗
(0.33)
−1.30∗
(0.62)
0.04
(0.35)
0.41∗
(0.19)

AIC
393.51
371.81
368.20
354.56
364.97
212.96
225.64
Log Lik.
-193.75
-181.90
-180.10
-171.28
-176.49
-100.48
-106.82
Deviance Expl.
0.29
0.45
0.48
0.59
0.52
0.62
0.51
N
76
76
76
76
76
76
76
Compound Poisson Gamma models, estimated by profile maximum likelihood. Standard errors in parentheses.
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05, · p < 0.1

Table 4.2: Pre-colonial conditions and post-colonial petroleum production – statistical
estimates.

observe the outcome of the compound process, there is no information in the data that
would allow us to identify the mechanism through which the predictors determine total
petroleum production.
Having parameterized the expected value, I assume that country i’s oil production in
1990 is CP G distributed,
yi ∼ CP G(µi , k).
With this distributional model in place, the parameter vector θ = (α, β, k) can be estimated
by maximum profile likelihood (Lauderdale 2012).
Table 4.2 shows estimates for these parameters under various model specifications.
Model 1 estimates the relationship between historical population densities and 1990 petroleum
production without controlling for economic development, only surface area. Clearly, the
estimate associated with historical population densities does not appear to be significantly
different from zero. In models 2 and 3, I include 1970 GDP per capita and 1990 infant
mortality rates as additional controls, respectively. As a result, the estimated effects for
population densities in 1500 turn positive and significant at the 5% level. Moreover, in
both models, economic development is positively associated with petroleum production.
As argued above, however, these effects need to be interpreted with caution, since at least
the GDP per capita is likely affected by reverse causality. In sum, the behavior of the
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estimates obtained with models 1 through 3 corresponds exactly as expected under the
theoretical framework outlined above. Given similar levels of economic development, excolonial countries with higher population density values in 1500 and presumably more
extractive institutions produce significantly more petroleum in 1990.
In models 4 through 6 I test whether this result is robust to changes in the specification
of the control vector. Controlling for 1970 population and adding the length of countries’
coastline6 does not seem to affect the result in a meaningful manner. Finally, in models
6 and 7, I change the response variable to oil reserves in 1990, using the data compiled
by Haber and Menaldo (2011). Surprisingly, the estimate for population densities in 1500
is still positive and significant (at the 5% and 10% levels, respectively). Keeping with
the interpretation provided by the theoretical framework introduced above, this result
would indicate that extractive institutions promote not only petroleum extraction but also
petroleum exploration. However, it is worth mentioning that the notion of reserves as
the exclusive result of geological exploration is inadequate. Rather, the definition of oil
reserves involves the economic viability of extraction, i.e., current and expected future local
extraction costs.7 Thus, models 5 and 6 may simply indicate that extractive institutions
are associated with lower anticipated future extraction costs.
In summary, the statistical evidence speaks in favor of the institutional argument proposed above. There appears to be a positive relationship between pre-colonial population
densities and post-colonial petroleum production, which, if we accept Acemoglu et al.’s
reasoning, indicates a link between institutional quality and petroleum extraction. Moreover, the effect is considerable. Figure 4.2 plots the multiplicative effect on petroleum
production (and reserves, for models 6 and 7) when moving from the 25% quantile to the
75% quantile on the population density variable in 1500. The point estimates vary between
approximately 1.5 and 2.5, indicating an increase in expected petroleum production between 50% and 150% when moving from the 25th to the 75th percentile on the pre-colonial
population density variable. Note, however, that these effects are associated with a substantial degree of uncertainty, as indicated by the 95% confidence intervals represented as
bars in figure 4.2.8
6

Access to the ocean may plausibly be correlated with both population densities as well as petroleum
production (via offshore deposits).
7
The Society of Petroleum Engineers defines proved reserves as “those quantities of petroleum which, by
analysis of geological and engineering data, can be estimated with reasonable certainty to be commercially
recoverable, from a given date forward, from known reservoirs and under current economic conditions,
operating methods, and government regulations” (Society of Petroleum Engineers, 2005, p. 10).
8
Confidence intervals were obtained via Monte Carlo simulation under the assumption of multivariate
normally distributed coefficient vectors.
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Figure 4.2: Expected outcome ratio for a change from the 25 to the 75 percentile on the
observed historical population density variable for models 2 – 7 reported in table 4.2. Bars
denote 95% confidence intervals, obtained via Monte Carlo simulation.
A final question of interest is whether the fact that present-day petroleum production
appears to be affected by pre-colonial population densities is really cause for concern in
the analysis of the petroleum-conflict link. Above I hypothesized that this is indeed the
case, because institutional quality may serve as an omitted variable and thus threaten
causal identification. In the following, I briefly test whether there is any support for this
conjecture. Specifically, I analyze whether introducing pre-colonial population densities to
a civil conflict regression model has an effect on the estimated coefficient for petroleum
production. For the sake of simplicity, I perform a cross-sectional analysis on the same
sample used in the analyses above. As dependent variable I use a dummy indicating
whether a country has experienced at least one year of civil conflict in the period between
2000 and 2013 according to the ACD 4-2014 data set by Gleditsch et al. (2002). I use
the response data for the post-2000 period to limit reverse causality concerns (i.e., the
fact that ongoing conflict affects petroleum production). The predictor of interest is the
response variable from the models discussed above: petroleum production in 1990 divided
by country population in the same year. The latter per-capita normalization is standard
practice in much of the resource curse literature, but does not have a decisive impact on
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Response

Civil Conflict 2000 – 2013
Model 1
Model 2

(Intercept)

0.47
(4.64)
1.49∗
(0.63)
−1.66∗∗
(0.52)
0.60·
(0.32)
0.10
(0.24)
0.07
(0.11)

Pet. pc 1990 (log)
GDP pc 1990 (log)
Pop. 1990 (log)
Area (log)
Coast length (log)
Pop. Dens. 1500 (log)

−2.70
(5.26)
1.05
(0.68)
−1.18∗
(0.56)
0.36
(0.35)
0.35
(0.30)
0.04
(0.11)
0.51·
(0.27)

AIC
89.19
87.17
Log Lik.
-38.59
-36.58
Deviance Expl.
0.22
0.25
N
76
76
Logit models, estimated by maximum likelihood.
Standard errors in parentheses.
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05, · p < 0.1

Table 4.3: Controlling for pre-colonial population density in a cross-sectional conflict regression.

the results presented subsequently. Finally, I add a control vector consisting of GDP per
capita and population in 1990, as well as the geographical covariates used in the petroleum
models discussed previously.
The first column in table 4.3 reports the estimates obtained with a model where precolonial population densities are not yet controlled for. Similar to much of literature, I
find a positive and significant effect of per-capita petroleum production on the risk of civil
conflict. In model 2, I add a historical population density variable of Acemoglu, Johnson, and Robinson (2001) as an additional control. As hypothesized, I find that there
is a positive relationship between historical population densities and present-day conflict
risk, even after controlling for present-day income and population levels. Furthermore, the
petroleum per capita estimate decreases substantially in size and loses statistical significance after introducing historical population densities to the equation. While this brief
analysis certainly does not yield sufficient evidence for strong conclusions, it does indicate
that the omitted variable concerns mentioned above should be taken seriously.
In conclusion, this section has yielded tentative evidence in favor of the proposed theoretical framework. Controlling for levels of development, ex-colonial countries with higher
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pre-colonial population densities – and thus, presumably, worse economic institutions –
appear to produce more petroleum. Moreover, the often reported petroleum-conflict link
may be partially codetermined by persistently bad economic institutions, and thus affected
by omitted variable bias. The evidence presented here must be considered tentative for
two reasons: First, both the petroleum (table 4.2) and conflict (table 4.3) models may
still be affected by endogeneity bias via reverse causality. Despite the use of temporal
lags, economic development may still be endogenous to (future) petroleum production,
and petroleum production may still be endogenous to (future) conflict. Second, the institutional quality interpretation depends on the plausibility of Acemoglu et al.’s reverse of
fortune argument. We cannot dismiss the possibility that historical population densities
proxy something other than institutional quality.
Within these limitations, the evidence presented in this section is still bad news for the
long-term random blessings conjecture. If pre-colonial societal conditions are related to
present-day extraction quantities to a meaningful degree, which it seems they are, countrylevel petroleum production does not behave as if it were a randomly assigned treatment.
4.3.2

Productive Output in Violent Areas

In this section, I address the question of whether the random blessings assumption is useful
for modeling petroleum production within countries, over time. Specifically, I attempt to
estimate the degree to which petroleum production is responsive to political violence, and
hence the degree to which estimates of the petroleum-conflict link may be affected by
endogeneity bias due to reverse causality.
Theoretical Framework and Identification Strategy
As argued in section 4.2.4, there are plausible reasons to assume that organized intrastate
violence affects petroleum production. Active fighting within the proximity of extractive
sites will increase production costs, or if the extractive infrastructure or personnel are
targeted, impede extraction altogether.
Naturally, when we suspect that causality runs both ways, testing whether conflict affects petroleum production is difficult. In this section, I attempt to circumvent the problem
of simultaneity bias by assuming that the effect of conflict on petroleum operates on a different timescale than the reverse relationship. I assume that recent fluctuations in conflict
intensity in petroleum-producing regions should have an immediate effect on petroleum
production, whereas only long-term, structural changes in the intensity of petroleum pro76

duction have a measurable effect on the likelihood of conflict. In other words, I expect that
short-term changes in petroleum production react to recent changes in the local security
environment to a much larger degree than short-term changes in petroleum production actually affect levels of violence. The first part of this argument is straightforward: Changes
in the security environment have an immediate effect on whether or not petroleum production is feasible and profitable. The second part of the argument follows from the assumption
that petroleum production affects violent conflict mainly by incentivizing mobilization, as
proposed in chapter 3. Because mobilization is a lengthy process, it is unlikely that fluctuations in productive output from one year to the next have a measurable effect on the
occurrence or intensity of conflict observed on the ground. However, even if the effect
of petroleum on conflict ran primarily via looting, as suggested by Collier and Hoeffler
(1998), it is unlikely that fluctuations in the oil and gas output of a given region translate
immediately into more fighting.
More formally, in this section I will test the following model:
∆zit = αi + β0 ∆vit + β1 ∆vit−1 + . . . + βk ∆vit−k + it ,
whereby ∆zti is first-differenced petroleum production, ∆vit−k is a first-differenced measure
of conflict intensity in period t − k, αi are unit-level intercepts, and ηit are possibly nonspherical errors. Note that for the present section, I do not rely on the distributional
assumption for petroleum production derived in section 4.3.1. The reason is that in the
present analysis, I analyze differenced petroleum output, which need not follow the same
distribution as absolute levels of petroleum output. I introduce unit-level intercepts to the
analysis to capture unobserved time-invariant omitted variables which might affect both
conflict and petroleum production (see section 4.4.1 below). I add lagged versions of the
differenced conflict variable to the model to allow for the possibility that violence has a
delayed effect on petroleum production. Unless the circumstances are extreme, extractors
may choose to shut down operations slowly in the presence of violence, rather than halting
production immediately. Similarly, a decrease in violent activity may only have a delayed
positive effect on extractive operations.
If recent increases in conflict intensity indeed have a negative effect on petroleum production, then we would expect β < 0. However, note that any estimate of β might still be
biased. Even if only long-term changes in petroleum extraction change the likelihood of
conflict and its expected intensity, these changes might be reflected in ∆zit , especially if
∆zit is strongly autocorrelated (in which case, high ∆zit will indicate periods of sustained
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growth in petroleum production). However, it is reasonable to assume that this effect is
small and overshadowed by the reverse effect of conflict impeding petroleum production, especially if we look at short to intermediate time periods.9 Moreover, note that if petroleum
indeed increases conflict risk, this type of bias will not raise the risk of type I errors, since
it will bias the estimated β̂ towards zero. Rather, it will make us underestimate the degree
to which conflict hinders petroleum production. A further problem is that we cannot rule
out the possibility that there is an unobserved time-variant covariate that causes both
changes in petroleum production as well as changes in conflict intensity. However, while
this possibility should be kept in mind when interpreting the estimated β coefficients, it
would still indicate that simply regressing petroleum on conflict leads to biased estimates
via omitted variable bias.
Data
I test the hypothesized relationship using a sample consisting of all 13 petroleum-producing
African countries featuring at least one onshore petroleum field between 1998 and 2013.
This particular geographical and temporal restriction is due to the limited availability of
9

This argument can easily be illustrated formally. Assume that conflict is affected by the mean of
petroleum production over the last T periods:
!
t
X
ziτ
vit = γ
+ ηit .
T
τ =t−T

Hence, what matters in terms of conflict risk is whether there has been sustained petroleum production
over a lengthy period of time. Then


(t−1)
X ∆ziτ
γ
 + ∆ηit .
∆vit = ∆zit + γ 
T
T
τ =t−T

Hence, the effect of ∆zit on ∆vit will only be one T th of the long-term effect of petroleum on conflict. If
the effect of petroleum on conflict is truly a structural one and we are looking at relatively short periods,
then T will be large and Tγ will be small. So far, I have not taken autocorrelation in ∆zit into account.
To do so, I assume that past differences in petroleum production can be written as a function of present
differences as follows:
∆zit−1 = ρ∆zit + uit−1 ,
with ρ < 1 and cov(uit−1 , ∆zit ) = 0. In this case, we can rewrite ∆vit as
∆vit =

γ(1 + ρ + ρ2 + . . . + ρT )
γ
∆zit + (uit−1 + ρuit−1 + uit−2 + . . .) + ∆ηit .
T
T

Though the effect of ∆zit on ∆vit is now larger than before, it is still relatively small. E.g., for T = 20
2
T
and ρ = 0.5, the multiplier (1+ρ+ρ T+...+ρ ) equals 0.074.
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highly disaggregated data on conflict. I rely on the ACLED data set by Raleigh et al.
(2010) to identify battle events on a temporally and geographically disaggregated level.10
The ACLED data consists of geo-coded event data for all African countries between 1998
and 2013. Using this source, I identify events with potentially negative effects on petroleum
production by subsetting all ACLED data points coded as violent battles11 and that are
located in an administrative unit featuring at least one productive onshore petroleum
field.12 The battle events are aggregated onto the quarterly and yearly levels, and then
differenced for analysis. For calculating the response variables, I use quarterly and yearly
country-level crude oil production data, measured in million barrels of petroleum (MMbbl),
from the US Energy Information Agency.13
I perform the analysis at two temporal resolutions: the quarterly and the yearly level.
I do so because there is little ex-ante information we could use to decide which temporal
resolution is more appropriate. While the quarterly data might be more appropriate with
regard to eliminating reverse causality concerns (the shorter the analyzed time intervals,
the less likely changes in petroleum production will affect conflict intensity), the yearly
data might represent a better summary of the security environment petroleum extractors
are exposed to.
Empirical Modeling and Results
The differenced response data is continuous, defined on the entire real line, and approximately n ormal, which is why I use simple linear fixed effects models, fitted by OLS,
to arrive at point estimates. Before doing so, however, I need to ensure that both the
outcome and the predictor are time-stationary, otherwise I risk picking up spurious rela10

One potential alternative to ACLED is the UCDP GED data set by Sundberg and Melander (2013),
which codes similar event data for Africa between 1990 and 2008. The reason I employ the ACLED data
for the present analysis is that GED only codes battle events if they are part of a conflict that has crossed
the 25-yearly-battle-deaths threshold at least once. Thus, the GED data omits a significant number of
potentially interesting observations by systematically excluding events from low-level conflicts, such as the
recent MEND insurgency in the Niger Delta.
11
ACLED defines battle events as “a violent interaction between two politically organized armed groups
at a particular time and location” (Raleigh, Linke, and Dowd, 2014, p. 9). By subsetting violent battles,
I exclude events like civilian protests, the establishment of rebel bases, or one-sided violence by the state
against protesters.
12
Geo-coded data on first-level administrative units in Africa are available at 10-meter resolution from
the Natural Earth (2014) data collection. Administrative units with productive petroleum fields are
identified by intersecting the administrative units data with the PHF (Productive Hydrocarbon Fields)
data set; the PHF is a newly geo-coded data set compiled by the author on petroleum fields that were
productive in 2011 and based on the data in the World Energy Atlas (Bush and Fuller, 2011).
13
See http://www.eia.gov/petroleum/data.cfm (accessed on 10/10/2014).
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Response

∆ Quarterly Oil Production
excl. Libya
Model 1
Model 2

∆ Yearly Oil Production
excl.Libya
Model 3
Model 4

∆ Battle Events

-0.70∗∗
(0.17)
-1.120∗∗
(0.33)
-0.37∗∗
(0.07)
-0.03
(0.07)

-2.30∗∗∗
(0.38)
-0.13·
(0.07)
0.34∗∗
(0.09)
-0.40
(0.67)

∆ Battle Events (lag)
∆ Battle Events (lag2)
∆ Battle Events (lag3)
∆ Battle Events (lag4)
∆ Battle Events (lag5)

-0.14∗
(0.06)
-0.32∗
(0.12)
-0.10∗
(0.04)
-0.14∗∗
(0.03)
-20∗∗
(0.05)
-0.02
(0.10)

-0.90∗
(0.40)
-0.67∗
(0.22)
0.63∗
(0.23)
-0.06
(0.23)

Countries
13
12
13
12
N
780
696
156
144
R2 (within)
0.51
0.05
0.74
0.22
Linear fixed effects models, estimated by OLS. Estimates for constants omitted.
HAC-robust, clustered standard errors in parentheses.
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05, · p < 0.1

Table 4.4: Battle events and crude oil production in Africa, 1998 – 2013.

tionships (see, e.g., Greene 2003, ch. 20.3). I run panel unit root tests for differenced oil
production and differenced battle events on the quarterly and yearly level to check whether
this is the case. For all four variables, I cannot reject the null that all unit time series are
time-stationary at the 5% level using the Hadri unit root test for heterogeneous panels
(Hadri, 2000).
It is likely that the spherical errors assumption underlying OLS-estimated standard
errors is violated in the present analyses. Rather, it is reasonable to assume that error
variance varies across countries and time, and that errors exhibit temporal dependence.
To correct for these issues I estimate HAC robust standard errors by clustering on countries.
A final open question is how many lags of the regressors to include in the models.
Because of the likely heteroskedasticity and autocorrelation in the errors, I cannot employ
any likelihood-based criteria (like the AIC) to perform model selection. Lacking a more
elegant alternative, I simply include lags until one fails to be significant at the 10% level.
The first column in table 4.4 shows the estimates for the full quarterly panel. We
observe a massive negative effect of battle events on petroleum production: A single additional battle event compared to the previous quarter leads to an immediate decrease of
700,000 barrels of crude oil production. Moreover, increases in battle events in the previous
two quarters appear to have similarly dramatic negative effects on concurrent petroleum
production. A closer look at the data reveals that the severity of this result might be due
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Figure 4.3: Quarterly crude oil production and ACLED battle events in oil-producing
regions in Libya. The blue shading indicates the duration of the Libyan civil war according
to the ACD 4-2014 data set by Gleditsch et al. (2002).
to the Libyan civil war in 2011, which produced the most conflict-intense quarter in the
panel as well as the sharpest drop in oil production (see figure 4.3).
Rerunning the quarterly model after removing Libya from the sample confirms this
suspicion, as shown in the second column of table 4.4. While still negative and significant,
the coefficient estimate associated with the differenced battle event variable is not as large
as before, now only indicating an immediate quarterly decline of around 140,000 barrels
per additional battle event. Furthermore, the statistically significant lagged terms indicate
that changes in the number of battle events have an impact on oil production beyond the
concurrent quarter. However, because we are dealing with differenced data, interpreting
the implications of this distributed lag structure across several quarters is problematic.
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Figure 4.4: Predicted levels of petroleum production given a single battle event in period
t = 0 and petroleum production in t = −1 normalized to zero. Shaded areas show 95%
confidence intervals, obtained via Monte Carlo simulation. Left panel calculated on the
basis of the results reported in column two of table 4.4; right panel calculated on the basis
of the results reported in column four of table 4.4.
To aid substantive interpretation, I have use estimates from model 2 to calculate the
effect of observing a single battle event in period t = 0 on predicted petroleum production
levels in periods t = 0, 1, . . . , 5. Since the model only includes lags 1–5, the battle event
in period t = 0 no longer affects predicted outcomes in periods t > 5. For the sake
of simplicity, petroleum production prior to observing the battle event is normalized to
zero. Additionally, I use Monte Carlo simulation to obtain 95% confidence intervals for
the predicted effects.
The resulting estimates are shown in the left-hand panel of figure 4.4. The plot shows
that expected petroleum production dips to about 300,000 barrels below its previous level
in the first quarter after the event, and appears to recover after four additional quarters.
300,000 barrels is a fairly significant amount of petroleum in absolute terms, worth around
30 million USD at current prices; in relative terms, however, the effect is less impressive:
Median quarterly production in the analyzed sample is about 64 million barrels. Still, the
within-unit R2 value of model 2 indicates that we can explain about 5% of differenced
quarterly changes in oil production in the sample with battle events alone.
Battle events become a significantly more important predictor of oil production once
we consider yearly data, which is the case for columns three and four in table 4.4. Even
after removing Libya from the sample, battle events account for over 20% of within-unit
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variation in differenced yearly oil production. The right-hand panel of figure 4.4 shows the
effect of a single battle event at t = 0 on predicted oil production in subsequent events
and illustrates why this is the case. Other than the quarterly data, the yearly data show
that an increase in conflict intensity creates a sharp drop in petroleum production that
lasts well into the year after the event was observed. On the yearly level, a single event
leads to an estimated decrease of around 900,000 barrels in the year of the event alone; a
year later, production is still an estimated 670,000 barrels below initial levels. Moreover,
there appears to be a rebound effect in the third year, where production temporarily soars
above the pre-event level, possibly as a compensation for previous production losses.
In conclusion, the analysis shows that there is considerable evidence for a sizable negative effect of conflict on petroleum production, especially on the yearly level. As argued
above, this produces considerable difficulties for the analysis of the reverse relationship –
that is, determining whether petroleum causes conflict. Even if petroleum-producing regions and countries are more likely to experience conflict, any estimate of this relationship
will exhibit a negative bias because even low levels of conflict appear to impede petroleum
production to a significant degree.
An apparently simple solution to this problem that is often applied in the literature is
using lagged petroleum production as a predictor of the onset of conflict, while excluding
periods with ongoing conflict from the sample. The logic is clear: Lagged petroleum is
intended to measure whether a unit is a significant petroleum producer while still being
unaffected by future conflict. There are a number of potential issues with this line of
argument regarding temporal dependence, which are discussed in more detail below (see
section 4.4.2). One particular problem can be illustrated with the data analyzed in the
present section. Most analyses of the effect of petroleum on conflict operate on a countryyear level and employ a binary measure of conflict (derived, for example, from the UCDP
ACD data set by Gleditsch et al. 2002). In this context, lagging the petroleum variable is
unlikely to eliminate the type of reverse causality discussed above because binary measures
of conflict only pick up fighting above a certain threshold. Often, however, fighting begins
before this threshold is reached, and may thus affect petroleum production even in the years
prior to an actual “onset” event. Consequently, in many cases, there is a negative effect
of conflict even on lagged petroleum production, thus introducing the type of simultaneity
bias discussed above.
Figure 4.5 demonstrates this dynamic for the case of Nigeria. The light blue shading
denotes the brief period between June and September 2004 during which the UCDP ACD
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Figure 4.5: Quarterly crude oil production and ACLED battle events in oil-producing
regions in Nigeria. The blue shading indicates the duration of the NDPVF conflict in the
Niger Delta according to the ACD 4-2014 data set (Gleditsch et al., 2002).
data set codes an ongoing civil conflict in the Niger Delta, the principal oil-producing
region of Nigeria. Interestingly, we observe that the episode coded by UCDP (i.e., when
the threshold of 25 battle deaths is reached) is only at the end of an approximately twoyear period of violent activity and depressed petroleum production, beginning in early
2003. Consequently, even a lagged measure of Nigerian petroleum production would be
affected by the impending conflict, thus introducing simultaneity bias in the analysis.
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4.3.3

Petroleum Production Near International Borders

So far, I have presented evidence showing that the random blessings assumption does not
seem to apply to country-level petroleum production. Oil production appears to be highly
responsive to its political environment, both within and across countries, thus strengthening the omitted variable and reverse causality concerns discussed earlier. In this section,
I investigate whether the random blessings assumption is supported with respect to the
location of petroleum production on a subnational level. Should this be the case, studies
analyzing the impact of oil and gas on violent conflict based exclusively on subnational
variance in the location of petroleum fields may be freed from the above-mentioned endogeneity concerns.
Theoretical Framework and Identification Strategy
There are good reasons to believe that even the location of productive petroleum fields is
a function of political developments. As argued in section 4.2.4, regions within a country
that have experienced conflict in the past or are generally considered insecure may see less
investment in extractive infrastructure. Naturally, in this case, any geographically disaggregated study of the effect of petroleum extraction on conflict will suffer from simultaneity
bias and underestimate the true impact of conflict. Testing whether a reverse relationship
from (anticipated) insecurity to the presence of petroleum extraction sites exists is difficult
for the exact same reason. I attempt to circumvent this problem by testing whether a variable that is exogenous to petroleum and plausibly related to political insecurity has any
measurable impact on the location of productive oil and gas fields. Specifically, I analyze
whether petroleum fields are less common near international borders.
Distance to international borders is of course a very rough proxy for the occurrence of
political violence. However, there is evidence that locations in proximity to international
borders see more and longer intrastate conflicts (Buhaug and Gates 2002, Buhaug and
Rød 2006, Buhaug, Gates, and Lujala 2009). There are various plausible mechanisms that
explain this phenomenon, but the most important one is that bases behind international
borders offer safe havens for rebel groups to mobilize, plan, and regroup (Buhaug et al.
2009). Employing distance to borders as a proxy for conflict risk features the key advantage
of modern state borders being largely exogenous to the presence of petroleum fields. Most
borders in the studied regions of Africa and Asia were drawn in the late 19th century, and
thus before the economic importance of liquid hydrocarbon fuels was truly acknowledged.14
14

This is certainly not the case for the border between Sudan and South Sudan, but the latter is not
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Data and Empirical Modeling
To analyze the hypothesized relationship, I use newly geo-coded data from the PHF (Productive Hydrocarbon Fields) data set, which maps all productive oil and gas fields in Africa
and Asia for 2011. The data was compiled from the World Energy Atlas (Bush and Fuller,
2011) by the author and features the precise location of 2380 on- and offshore oil and gas
fields on the African and Asian continents (excluding the ex-Soviet states and the nonAfrican Middle East). Since the hypothesized mechanism between distance to border and
petroleum production takes place on land, I restrict the analysis to onshore fields.
I model the location of onshore petroleum fields by treating them as a spatial point
process. As introduced in section 4.3.1, point processes are probabilistic descriptions of
point patterns in 2D space. Modeling the data as a point process circumvents the need
to perform a necessarily arbitrary discretization of the analyzed area into areal units of
analysis, such as cells or hexagons. Rather, I model the expected density of points directly
as a continuous function of the spatial covariates.
However, before doing so, I simplify the petroleum field data. In particular, I group
dense clusters of petroleum fields by representing them with a single point located at
the constitutive fields’ center of mass. I perform this transformation because it turns
out that after aggregating the data into clusters, the point pattern can be approximately
described by a spatial Poisson process (SPP), as introduced in section 4.3.1. Modeling
the data as a SPP has a number of practical advantages: The SPP has a closed-form
likelihood and its parameters can be estimated easily and reliably with adequate statistical
software. If the data was not pre-aggregated, we would have to fit a model to the data
that accounts for interpoint interaction – i.e., allows for the assumption that points are
not conditionally independent of each other, even after controlling for the covariates that
determine the intensity of the point process. These models are substantially more difficult
to estimate, require additional assumptions about the data generating process, and fitting
procedures often fail to converge (see Baddeley 2010, p. 113. Moreover, in addition to
these issues, I have not been able to find an appropriate representation for the extreme
degree of clustering observed in the unaggregated petroleum field data (see, as an example,
figure 4.7 below). Finally, it is worth mentioning that aggregating the data into clusters
changes the interpretation of the results slightly. When pre-aggregating the data, we
analyze the probability of any petroleum production occurring in a given location rather
than the number of petroleum fields associated with a given cluster. Arguably, the former
part of the sample, which uses state definitions from 2009.

86

Original

Aggregated

Figure 4.6: Illustration of the DBSCAN aggregation step for Libya.
is more interesting in the present context, since we would expect that (latent) conflict risk
affects whether petroleum is produced at all, rather than how many wells are drilled into
a petroleum-rich basin.
To identify clusters of onshore petroleum fields I use the DBSCAN clustering algorithm
proposed by Ester et al. (1996). Informally, the DBSCAN algorithm identifies clusters,
whereby cluster is defined as a series of at least N points that are within a certain distance
 from each other. I define the minimal size of a cluster as a single point, and use a distance
threshold of 1 decimal degree for the aggregation step.15 Hence, single geographically
isolated fields remain unchanged in the aggregated data, whereas fields within at most 1
decimal degree of each other are grouped into a cluster. Once the clusters are identified, I
represent them as a single point whose coordinates are at the center of mass of the clusters’
constitutive points. Figure 4.7 demonstrates the aggregation resulting from the clustering
algorithm for the case of Libya.
From section 4.3.1, we recall that the spatial Poisson process is a probabilistic model
describing the occurrence of points on a 2D plane defined by the following two conditions:
1. N (A), the number of points in area A ∈ B, is Poisson distributed with intensity
15
The choice of a 1 decimal degree threshold was informed by the fact that at this level of clustering,
the Poisson point process becomes an acceptable approximation for modeling the point pattern. However,
as demonstrated below, the point estimate for the effect of distance to border remains largely unchanged
by the degree to which the data is pre-aggregated.
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ΛP (A), and
2. if A1 , A2 , . . . , Ak are disjoint sets on the surface area B, N (A1 ), N (A2 ), . . . , N (Ak )
are independent random variables,
whereby ΛP (A) is a non-negative function in 2D space determining the expected density
of points in area A. To estimate this model on the aggregated field data, it is useful to
rewrite the intensity ΛP as a function of single locations, u, rather than disjoint areas, A.
This is because our independent variables, in particular distance to border, are continuous
functions in space. That is, they are measured precisely at each location u. The relationship
between the two intensity functions is given as follows:
Z
ΛP (A) =

ΛP (u)du,
A

see Baddeley (2010: p. 79). Given this definition, I parameterize the intensity function
using a log-linear link function
ΛP (u) = exp (X(u)α + βln(b(u))) ,
whereby X(u) is a vector of controls (including a constant) and ln(b(u)) is the logged
distance to the nearest international border, both uniquely measured at each location u.
I measure distance to international borders in 2009 using the CShapes data set by
Weidmann, Kuse, and Gleditsch (2010). Next, I control for distance to the next coastline,
population density in 1990, distance to the next major city in 1990, and local elevation.16
These variables are plausibly correlated with proximity to borders as well as the location
of productive petroleum fields, but through other mechanisms than (anticipated) political
insecurity.17 The window (“study region”) for which the model is fitted consists of the
territory (identified via the CShapes data set) of all countries for which the petroleum field
data is available, i.e., all countries in Africa and eastern and southern Asia.
16

The shoreline data is taken from the GSHHG data set by Wessel and Smith (1996). The population
density data is taken from the GRUMP data set by CIESIN (2010). Geo-coded data on the location
of major cities is available from Nordpil (2010). The elevation data comes from the ETOPO5 gridded
elevation data set by NOAA (1988).
17
International borders are generally inland, and thus not near coastlines; simultaneously, petroleum
production near international ports is more cost-effective because it decreases transportation costs. Similarly, petroleum production may be more costly in less populated, remote, and mountainous regions, which
are often located in countries’ peripheries, i.e., border regions.
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Response

Aggregated Fields
Model 1
Model 2

Original Fields
Model 3
Model 4

(Intercept)

−5.13∗∗∗
(0.54)
0.25∗
(0.10)

−3.63∗∗∗
(0.15)
0.49∗∗∗
(0.03)

Distance from Border (log)
Distance from Coast (log)
Elevation (log)
Population (log)
Distance from City (log)

−4.13∗∗∗
(0.65)
0.19∗
(0.09)
−0.20
(0.16)
−0.24∗∗∗
(0.06)
0.17∗∗
(0.05)
0.13
(0.11)

AIC
996.77
942.07
6366.98
Log Lik.
-496.38
-465.03
-3181.49
N
104
104
1668
Poisson point process models, estimated by maximum likelihood.
Standard errors in parentheses.
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05

−0.31
(0.17)
0.40∗∗∗
(0.03)
−0.09∗
(0.04)
−0.31∗∗∗
(0.01)
−0.13∗∗∗
(0.01)
−0.36∗∗∗
(0.03)
5401.97
-2694.98
1668

Table 4.5: Estimates for the expected density of (aggregated) oil and gas fields in Africa
and Asia.

Results
Table 4.5 summarizes the estimation results for the spatial Poisson process models. Models
1 and 2 fit the model for the aggregated fields data, with and without controls, respectively. In both cases, (log-)distance to border is positively associated with the location of
productive petroleum fields, indicating that petroleum fields are less likely to be located
near international borders. Moreover, the effect is considerable in size. Model 2 indicates
that the expected number of petroleum fields increases by about 50% when moving from
a location close to an international border (within 5 km) to a location 50 km away from
the next international border.18 The estimates associated with the control variables are
also interesting. As expected, petroleum production is more likely in populated areas and
significantly less likely in mountainous regions. The latter effect is of interest because
it suggests that elevation is another potential confounder in the analysis of the impact of
petroleum production on the occurrence of conflict; since conflict is significantly more likely
in mountainous areas (see, e.g., Fearon and Laitin 2003), failing to control for elevation
might bias estimates of the petroleum-conflict link downwards.
To evaluate whether model 2 is a reasonable approximation to the data-generating
process, I compute simulation envelopes for the model’s K-function and compare it to the
18 exp(X α̂+0.19ln(50))
exp(X α̂+0.19ln(5))

≈ 1.5
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empirical K-function computed from the observed data. The K-function K(r) measures
the (normalized) expected number of points within radius r of a typical point of a given
point pattern (see Baddeley 2010, p. 125). The simulation envelopes shown in figure 4.7
are computed by repeatedly estimating the K-function on 100 point patterns generated by
simulating the data-generating process specified in model 2 of table 4.5. The simulation
envelopes represent the outer boundaries of these simulated K-function estimates. The
black line shown in figure 4.7 denotes the empirical K-function calculated from the observed
aggregated petroleum field data. If the fitted model is an appropriate representation of
the empirical data, the empirical K-function should lie inside the simulated envelopes (see
Baddeley 2010, p. 136), in which case the observed pairwise interpoint distances correspond
well to those implied by the model. If the observed K-function lies above the simulation
envelopes, the observed points lie closer to each other than would be expected under the
model; hence, there is excess clustering. As demonstrated by figure 4.7, this appears to be
the case for model 2, although only to a minimal degree. Thus, even though the data is
pre-aggregated, the point pattern is still slightly more clustered than would be implied by
the spatial Poisson model. Overall, however, the Poisson model appears to be a justifiable
approximation to the aggregated data.
The same cannot be said for the unaggregated data. In models 3 and 4, I fit the spatial
Poisson model to the original petroleum field data. Notably, the point estimates for the
distance to border variable is still positive. Moreover, interestingly, now the estimate associated with population density is negative, indicating that while the mere occurrence of
petroleum production is more likely in populated areas, clusters featuring large numbers
of individual fields are more likely in unpopulated areas.19 Unfortunately, however, these
estimates, and especially their associated standard errors (which are minuscule), are probably biased. Plotting the empirical K-function together with the corresponding simulation
envelopes for model 4 illustrates that the latter does not adequately capture the data, as
demonstrated in figure 4.8.
In conclusion, although the results shown in this section are by no means definitive,
there appears to be evidence in favor of the hypothesis that petroleum production is less
likely in border regions. Above, I have argued that this may be explained by potential
extractors fearing political insecurity near international borders. If this is the case, there is
a straightforward reverse link between conflict risk and petroleum production, making disaggregated studies of the petroleum-conflict link susceptible to simultaneity bias. However,
19

It is likely that this result is driven primarily by the few large clusters of petroleum fields in the
Sahara.
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Figure 4.7: Simulation envelopes for the K-function of model 2, table 4.5, and the observed
K-function.
even if one does not accept that proximity to borders is a useful proxy for (anticipated)
political violence, the evidence provided in this section is still problematic for causal identification. Regardless of the mechanism through which they are connected to petroleum
production, variables such as distance to border and mountainous terrain might still act as
confounders when analyzing the impact of petroleum production on conflict. Additionally,
even though we now know that these particular factors should be controlled for, there are
various additional potential confounders which are more difficult to measure. Hence, the
evidence provided in this section casts doubt on whether the “random blessings” assumption is a good approximation for modeling petroleum production, even on a geographically
disaggregated level.
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Figure 4.8: Simulation envelopes for the K-function of model 4, table 4.5, and the observed
K-function.

4.4

Potential Solutions

The discussion so far has shown that endogeneity in the study of the petroleum-conflict
link is likely and poses a serious threat to causal inference. Fortunately, there are various
methodological remedies that address and potentially eliminate endogeneity bias. In this
section, I discuss a number of potential fixes to endogeneity that have been proposed in
the literature and assess whether they provide a satisfactory solution to the problem at
hand.
4.4.1

Fixed Effects

One popular and easily implementable approach to preventing endogeneity in panel data
is fixed effects estimation (see Greene 2003, p. 287). Fixed effects estimation is equivalent
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to adding a unique constant for every unit in the panel to the estimated equation. More
formally, if we are interested in the linear effect of regressor xit on continuous outcome yit
and assume additive errors, we estimate
yit = αi + βxit + it .
In comparison to a standard setup with a single constant (also called a pooled panel ), this
formulation ensures that all unit-specific, time-invariant determinants of the outcome are
removed from the error term and instead captured by the unit-level constants. Consequently, adding fixed effects to a panel effectively prevents omitted variable bias due to
time-invariant, unit-specific confounders. This property makes fixed effect estimation a
simple and powerful tool to address endogeneity concerns. In the study of petroleum and
conflict, fixed effects may help to ensure causal identification despite the existence of temporally persistent confounders that are difficult to capture empirically. This may apply to
the potential confounders identified in the previous section, namely institutional quality
and foreign support.
In recent years, a number of authors have made use of this property and employed fixed
effects estimation in their analyses of the effect of petroleum on political outcomes. Cotet
and Tsui (2013) analyze the effect of petroleum production and reserves on the occurrence
of conflict on the country-year level and find that there is no relationship between the two
after accounting for fixed effects. Similarly, Haber and Menaldo (2011) employ a fixed
effects design to analyze the relationship between oil and regime type and also conclude
that there is no robust relationship after controlling for unit-specific confounders. Aslaksen
(2010), on the other hand, finds that petroleum is associated with authoritarianism even
after introducing unit-specific constants.
However, although they effectively address the problem of unit-specific confounders
in panel data, fixed effects models are not a general-purpose solution for endogeneity.
First, there are a number of reasons why fixed effects models may still be affected by
endogeneity.20 Fixed effects will only remove omitted variable bias due to time-invariant
confounders. Hence, time-variant confounders may still cause biased estimates. This may
be especially problematic in long-term analyses of the relationship between petroleum and
conflict, because even relatively persistent factors such as institutional quality and foreign
support will likely change over the course of 50 years or more. Furthermore, fixed effects
20

To be fair, all of the above-mentioned authors actively acknowledge this issue and attempt to address
it to various extents.
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models do not address reverse causality. This is particularly problematic given that conflict
appears to have a significant negative impact on petroleum production, as established in
section 4.3.2.
Second, fixed effects estimation may lead to type II errors because it removes potentially
interesting variation from the data. In particular, all differences between the panel units
(often countries or regions) is absorbed by the fixed effects, thus eliminating the potentially
most interesting source of variation in the study of the effects of petroleum production.
Finally, fixed effects estimation comes with numerous challenges when applied to binary
response data, which is often all we have when analyzing the outbreak of civil conflict. Depending on how rare the analyzed outcome is, introducing fixed effects to binary outcome
models necessitates the removal of all units with no observed events from the sample (Beck
and Katz, 2001), thus limiting the amount of information from which we can draw inference.21 Moreover, using fixed effects estimation with binary response models introduces
potentially serious estimation problems.22
4.4.2

Time Series Fixes

Lag Models
When analyzing time series or panel data, researchers often attempt to circumvent reverse
causality issues by lagging potentially endogenous regressors. The reasoning behind this
specification is straightforward: The lagged regressor is expected to serve as a proxy for
its contemporary counterpart, while itself being unaffected by the contemporary outcome.
Hence, lagging is employed as a quick and feasible remedy against suspected simultaneity
bias and a standard tool employed in almost all of the empirical resource-conflict literature.
Unfortunately, lagging is not a general-purpose solution for eliminating simultaneity
bias. Under favorable conditions, substituting an endogenous regressor with its lag allows
us to identify the sign of the effect of the endogenous regressor on the outcome, but not
its size. Under less favorable conditions, the coefficient for the lagged regressor will also
be affected by endogeneity bias.
21

Some authors, such as Cotet and Tsui (2013), attempt to eliminate this problem by using linear
probability models instead of binary response models. However, it is highly unclear whether this strategy
leads to more accurate estimates; see Beck (2011).
22
In particular, conventional asymptotics in N do not allow the consistent estimation of parameters
in non-linear models with fixed effects; this is called the incidental parameter problem. However, Katz
(2001) shows that this problem is less serious if our data is asymptotic in time (rather than units) and if
the analyzed panel is sufficiently long (large-T).
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Consider a setup where we are interested in the effect of xit on yit .23 Unfortunately, xit
is not exogenous, but there is a reverse relationship from yit to xit . This can be summarized
by the following system of equations:
yit =βxit + it
xit =ρxit−1 + γyit + ηit ,
whereby it and ηit are zero expectation error terms.24 Clearly, E(it |xit ) 6= 0 and E(ηit |yit ) 6=
0 due to the endogenous nature of the system. Furthermore, note that I assume that xit is
positively autocorrelated with ρ > 0. Finally, for the sake of simplicity, I assume that it
and ηit are normally distributed. Plugging the second into the first equation and solving
for the outcome yit yields
yit =

1
β
βρ
ηit +
it .
xit +
1 − βγ
1 − βγ
1 − βγ
| {z }

(4.8)

≡θ

According to this expression, if ηit and it are well behaved, estimating the effect of xit−1
on yit via OLS should yield an unbiased estimate of θ. Unbiasedness requires that xit−1 is
exogenous, i.e.,
1
β
ηit +
it |xit−1 ) = 0.
(4.9)
E(
1 − βγ
1 − βγ
Let us assume for the moment that this is the case. What does our estimated coefficient for
the lagged regressor, θ̂, tell us? First, it is obvious that θ̂ is not an estimate of the immediate
effect of xit on yit , β. Rather, the latter is moderated by the degree of autocorrelation in
x, ρ, and a multiplier, (1 − βγ)−1 . The multiplier represents the fact that an increase in
xit−1 does not affect yit through xit only once, but passes through a geometric feedback
loop between yit and xit in the endogenous system of equations. However, because we have
assumed positive autocorrelation in xit , and because the multiplier will always be larger
than zero if the analyzed system is stable,25 θ̂ will at least be informative about the sign
of β.
This is the best-case scenario. Unfortunately, there are good reasons to believe that
condition (4.9) will often not apply, and we are thus unable to estimate even θ. One
23

The first part of the following discussion follows Reed (2014).
This implies that I have assumed all constants to be zero.
25
A stable system implies that |βγ| < 1. Otherwise, any infinitesimal change in the errors will lead to
an explosive feedback loop where x and y go to (negative) infinity. If |βγ| < 1, then (1 − βγ)−1 > 0.
24
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possible reason why condition (4.9) might fail is that current values of the regressor might
be affected by future values of the outcome. This mechanism has already been discussed
in section 4.2.4. In practice, future conflict may affect present-day petroleum production
via anticipation. Actors observe low-level conflict that might escalate in the near future
and thus adjust petroleum production accordingly. Formally, this assumption corresponds
to xit−1 being a direct function of yit :
xit−1 = ρxit−2 + γyit−1 + δyit + µit−1 .
In this case, condition (4.9) is clearly violated, since xit−1 is now itself subject to reverse
causality.
Another more subtle reason why lagging might fail is serial error correlation in the
outcome equation. Specifically, let
it = ωit−1 + νit ,

(4.10)

with νit denoting zero expectation innovations that are unrelated to previous periods’ errors. In the substantive context of y representing conflict, this assumption simply implies
that there are unmodeled determinants of conflict that are correlated over time. Substituting it−1 for yit−1 in equation (4.10) yields
it = ω(yit−1 − βxit−1 ) + νit .

(4.11)

Thus, in the presence of serial correlation, the current period error in the conflict equation
it is affected by the lagged regressor xit−1 . It follows straightforwardly that under these
assumptions, exogeneity condition (4.9) is violated and we will not be able to estimate θ.
Consider the following example as an illustration of the reasoning underlying this effect:
Some unmeasured determinant of conflict in period t − 1 has a large positive impact on
conflict risk (yit−1 ) which, via reverse causality, depreciates petroleum production (xit−1 ).
Because this unmeasured determinant is persistent over time, it will still be present in
period t, and thus again increase the contemporary risk of conflict, yt . Hence, this mechanism creates dependence between petroleum in period t − 1 and conflict in period t entirely
via the effect of some unmeasured determinant. This spurious relationship will then be
reflected in the estimates of a lag model where we regress xit−1 on yit .
In conclusion, in the best-case scenario of the lagged regressor being exogenous to
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contemporary outcomes, lagging will provide an estimate of the same sign as the true causal
effect of the regressor. In the likely instance of exogeneity being violated, however, lagging
will entail the same type of simultaneity bias as would be expected in the standard model.
To be clear: The present discussion of the merit of lagged variables for causal identification
is not exhaustive. In particular, in a situation where the lagged regressor is exogenous, one
could employ a setup where the lag serves as an instrument for the contemporary regressor
(similar to the setup suggested by Arellano and Bond 1991), and thus identify the latter’s
true causal effect. Alternatively, if we suspect that serial error correlation is an issue, one
might try to eliminate it by including lagged dependent variables as additional regressors
(in which case at least Granger causality may be established; see Granger 1969). However,
these types of extensions are certainly not common in the resource-conflict literature, and in
the most favorable case they only provide a solution to one particular type of endogeneity:
reverse causality.
Cointegration-Based Models
Reverse causality is a common problem in the analysis of economic time series. Often,
economists study the relationship between variables that evolve jointly over time, such as
an economy’s income and consumption levels. This has led to the development of time series
models that explicitly drop the assumption of one variable being exogenous and instead
assume that the studied time series are jointly endogenous. In a very high-profile article,
Haber and Menaldo (2011) draw on this work and employ time series methods for analyzing
the relationship between petroleum production and regime type. Specifically, theymake use
of the concept of cointegration and the closely-related method of error correction models
(ECM) in an attempt to test whether petroleum production and regime type are in a longterm equilibrium relationship. Given that this approach promises to uncover the long-term
relationship among time series variables while dealing with endogeneity in an integrated
fashion, it may be useful in the analysis of petroleum and conflict as well.
Cointegration is not a method of analysis by itself, but a property of a set of two or more
continuous time series (see Greene 2003, p. 649).26 Two time series variables are said to be
cointegrated if they are each integrated of order one, and there is a linear combination of
the two that is time-stationary (integrated of order zero).27 Cointegration is an interesting
26

Since cointegration and the models based thereon require (quasi-)continuous data, one could imagine
a cointegration-based analysis of conflict intensity and oil production, similar to the one performed in
section 4.3.2.
27
Integration of order k implies that a given time series variable is non-stationary, but that differencing

97

property in time series analysis because it implies that there is a long-run equilibrium
relationship between the two variables of interest. Hence, the two variables follow a shared
time trend from which they only deviate temporarily. If two variables are cointegrated, we
can separately identify this long-run relationship as well as the process governing shortterm deviations from the common trend. These types of analyses of cointegrated variables
are performed using error correction models (ECMs) (see Greene 2003, p. 654).
As such, the concept of cointegration and ECMs are useful tools to analyze the shortand long-term dynamics of multivariate time series. However, they do not address the
causal identification issues raised in the previous sections. First, establishing cointegration
is not sufficient to establish counterfactual causality. Cointegration simply implies that
two time series variables move in parallel over time. Hence, cointegration is subject to the
same omitted variable concerns as any statistical relationship between two variables. In
other words, we cannot rule out that some third unmeasured variable is responsible for
the observed equilibrium relationship between the two variables. More importantly, establishing cointegration and employing error correction models does not solve the problem of
simultaneity bias. If we suspect reverse causality, there is still no way to determine the true
immediate causal effect of one variable on the other. In applied time series research, this
issue is usually addressed by foregoing the concept of counterfactual causality introduced
in this chapter and instead focusing on Granger causality (Granger 1969; see Greene 2003,
p. 590 for a discussion of exogeneity in time series).28
Second, and perhaps more importantly, establishing cointegration is also not necessary
to establish counterfactual causality. There is no reason why two causally related time series
need be cointegrated. On the contrary, there are many reasons why two causally related
variables might not be cointegrated. For instance, Greene (2003, p. 653) shows that even
if two variables follow the same trend, cointegration fails as soon as one of the variables
is a function of a random walk that is not common to both variables. Alternatively,
cointegration may fail if one of the analyzed variables is only defined within an interval.
In this case, the two variables may fail to show a common trend because one variable is
“stuck” at its upper limit while the other continues to grow, even though the two variables
are strongly causally related to each other. Haber and Menaldo (2011) appear to interpret
the absence of cointegration as absence of evidence for causality. After performing a battery
of cointegration tests for the relationship between oil and regime type, they state: “A reader
the time series k times yields a stationary time series.
28
In practical terms, Granger causality is established when lagged values of the regressor have predictive
power on current values of the outcome, even after controlling for lagged values of the outcome.
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who accepts the results of the cointegration tests has to conclude that there is no resource
curse, because they indicate that there is not a long-run equilibrium relationship between
Fiscal Reliance and Polity” (Haber and Menaldo, 2011, p. 15). Unless we define the
“resource curse” in terms of a cointegrated relationship between oil and regime type, this
conclusion is clearly unwarranted. A more reasonable definition of the “resource curse”
is that it represents a negative causal relationship from oil to democracy, in which case a
failure to demonstrate cointegration bears no information about whether the resource curse
exists. Finally, it bears mentioning that Haber and Menaldo’s reasoning is particularly
problematic given the fact that their research design is biased against finding cointegration,
since the Polity variable is bounded above and below.
In conclusion, cointegration and the models based thereon are certainly useful tools in
the analysis of time series data, especially since they enable us to estimate long-run relationships. However, cointegration is neither sufficient nor necessary to establish causality,
and thus of limited use for solving the endogeneity issues discussed in the previous sections.
4.4.3

Instrumental Variable Estimation

The IV Approach
Instrumental variable regression is a powerful tool for causal identification in the presence
of endogeneity. However, it comes with the price tag of requiring additional information
in the form of a valid instrument. Consider the now familiar setup where we are interested
in the causal effect of variable xit on outcome yit . For the sake of simplicity, I assume that
the relationship is linear, and thus adequately described by
yit = α + βxit + it ,
with it being a zero-mean error term and β denoting the true linear effect of xit on the
outcome. Unfortunately, we suspect endogeneity, E(it |xit ) 6= 0, and thus cannot obtain
an unbiased estimate of β with standard regression models.
In this context, the availability of an instrument, zit , allows us to identify β despite
endogeneity. In general, zit is called a valid instrument for xit if it meets two requirements:
i zit is a meaningful predictor of xit : E(xit |zit ) 6= E(xit ), and
ii the conditional expectation of the error in the outcome equation, it , is zero: E(it |zit ) =
E(it ) = 0.
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In the special case of yit and xit being linear in their determinants (as specified above), these
requirements simplify to correlations: cov(xit , zit ) 6= 0 and cov(it , zit ) = 0 (see Angrist and
Pischke 2008, p. 85).
The second condition is often called the exclusion restriction and mandates that the
instrument is not affected by outcome (no reverse causality), the instrument is not affected
by some unmeasured determinant of the outcome (no omitted variable bias), and that the
instrument does not affect the outcome through any other channel other than through x. If
either of the first two requirements are violated, instrumental variable estimation no longer
produces valid estimates of β because the instrument itself is endogenous to the outcome.
If the last requirement is violated, instrumental variable estimation will fail to uncover the
unique effect of xit on the response because we are not able to distinguish between the
multiple channels through which the instrument affects the outcome. Obviously, finding a
variable which we can plausibly argue meets these requirements is the key challenge when
employing the instrumental variable approach.
The logic underlying instrumental variable estimation is that we can identify the effect
of the endogenous regressor on the outcome by distinguishing between variation in xit that
is endogenous to yit , and variation in xit that is exogenous to yit . In particular, variance in
xit that is explained by a valid instrument is clearly exogenous to the outcome by virtue
of the exclusion restriction. Once this exogenous part of xit is estimated, it can be used
to uncover the true effect of the endogenous regressor on the outcome. Note that correct
instrumental variable estimation eliminates all types of endogeneity, no matter their origin.
This means that it is effective against simultaneity bias and omitted variable bias.
I give a detailed description of the estimation procedures available to perform instrumental variable regression in chapter 5. In the purely linear case, as specified above,
the simplest method is to use the widely known two-stage least squares (2SLS) estimator. Here, the estimation procedure corresponds very closely to the instrumental variable
approach: We replace the endogenous regressor in the outcome equation with predicted
values from a first-stage regression of the instrument on the endogenous regressor, thus
only using exogenous variance in xit to estimate its effect on the outcome. If either the
outcome or the endogenous regressor are best described by a non-linear model, perhaps
because one of them is binary, 2SLS does not generally produce consistent estimates. In
these cases, we must revert to alternative, more demanding estimation techniques, such
as GMM estimation, simultaneous equation modeling via maximum likelihood, or a control function approach (see, e.g., the discussion by Wooldridge (2010, p. 472) for binary
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outcome equations with endogenous regressors).
Candidate Instruments
The idea of employing an instrumental variable approach for the analysis of the effect of
petroleum on politics is not entirely new. In particular, both Haber and Menaldo (2011)
and Cotet and Tsui (2013) address potential endogeneity by attempting to instrument
petroleum production. Unfortunately, however, there are good reasons to believe that the
variables these authors use as instruments do not satisfy the exclusion restriction when
used to analyzed conflict.
Haber and Menaldo (2011) use a country’s proven oil reserves as an instrument for oil
production. The underlying logic, although not discussed explicitly, seems to be that while
the velocity with which reserves are extracted may be influenced by political outcomes (in
their case regime type), reserves themselves are exogenous to the political environment.
This argument can be challenged for two reasons: First, the concept of proven reserves
does not correspond to geologists’ best estimate of how much hydrocarbons are effectively
under the ground. Rather, as mentioned in section 4.3.1, the commonly adopted definition
of the term notes that deposits need to be deemed recoverable under “current economic
conditions, operating methods, and government regulations” (Society of Petroleum Engineers, 2005, p. 10) in order to be counted towards total proved reserves. Hence, the value
of proven reserves is by no means a purely geological estimate, but is influenced by whether
the local economic and political environment is conducive to petroleum production. Consequently, if we assume that petroleum production is endogenous to the outcome under
study, be this regime type or conflict, proved reserves will likely be so as well. Second,
even if proved reserves were a purely geological estimate, it would only be as exogenous as
the intensity of current and past petroleum exploration efforts. Again, if we assume that
petroleum production is endogenous, it is likely that petroleum exploration will be so as
well.
Cotet and Tsui (2013) employ a setup in which they argue that, conditional on oil
exploration taking place in a given country, the discovery of oil fields acts as if it were
an instrument for future oil production. I write “acts as if” because Cotet and Tsui do
not actually employ an instrumental variable framework, but rather estimate the effect of
discoveries directly, without trying to identify the causal effect of oil production specifically.
With this approach, Cotet and Tsui attempt to estimate whether discoveries lead to an
increase in the likelihood of a country experiencing civil conflict in the following years.
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However, it is doubtful whether oil discoveries really behave as if they were randomly
assigned treatments, even when conditioning on country-years where exploration takes
place. The problem is that Cotet and Tsui cannot control for the intensity or geographical
location of exploration within a country. If some unmeasured variable affects both the
intensity of exploration (and thus the rate at which discoveries are made) as well as the
outbreak of conflict, discoveries are not a valid instrument; rather, they will suffer from
omitted variable bias. Additionally, discoveries are likely affected by reverse causality. If
ongoing or anticipated conflict restricts exploration to those regions of a country considered
safe, discoveries will be less frequent as a reaction to violence. Consequently, the discovery
variable will suffer from simultaneity bias.

4.5

A New Instrument: Sedimentary Basins

In this section, I propose a new geographically disaggregated instrument for petroleum
production in the study of conflict. Specifically, I argue in favor of using the location
of sedimentary basins as an instrument for the occurrence and intensity of oil and gas
production.
4.5.1

A Primer in Petroleum Geology

A significant share of the earth’s outer crust is composed of sedimentary rock, which
consists of compacted sedimentary particles, i.e., breakdown of solid rock, minerals, and
organic material (Hyne, 2012, p. 17). Sedimentary basins are particularly thick layers of
sedimentary rock, typically reaching a depth of six to 12 km below the surface (Hyne, 2012,
p. 24). Sedimentary basins are of key importance in petroleum geology because they hold
almost all of the recoverable oil and gas reserves (ibid). The source of all hydrocarbon
fuels is organic matter that has been deposited in sedimentary material quickly enough
to prevent decomposition through oxidation.29 This is typically the case in river beds or
when organic material accumulates in oxygen-deficient ocean floors. For deposited organic
material to transform into hydrocarbon fuels, it needs to be “cooked” – that is, exposed
to at least 65 degrees Celsius for geologically-relevant periods of time . Temperature (and
thus proximity to the surface) also determine whether oil or gas is generated; gas requires
higher temperatures than oil (above 150 degrees Celsius). These conditions are only met
sufficiently deeply into the earth’s crust, between approximately 2000 and 5500 m below
29

The subsequent discussion follows Hyne (2012, p. 149).
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ground. This is why oil and gas is found almost exclusively in sedimentary basins, where
the layer of sedimentary rock is sufficiently deep to provide these conditions. Note, however,
that sedimentary basins are only a necessary, not a sufficient condition for the occurrence
of oil and gas. A substantial share of basins do not appear to hold oil and gas for various
reasons. Moreover, even where oil and gas are formed, several additional conditions must
be met for it to be recoverable. Specifically, the hydrocarbons need to be able to migrate
through reservoir rock and accumulate in a geological trap in order to be recoverable by
traditional means.30
4.5.2

Suitability as an Instrument

For sedimentary basins to serve as a suitable instrument of petroleum production in the
study of conflict, they need to meet the two requirements outlined in section 4.4.3. First, the
location of sedimentary basins needs to provide meaningful information about the location
and/or intensity of petroleum production. The discussion in the previous section provides
ample theoretical justification for this assumption. Petroleum production can only take
place where hydrocarbons have formed, i.e., in sedimentary basins. However, we do not
have to rely on mere deduction. In the next section, I conduct various statistical analyses
exploring the degree to which we can predict the occurrence of oil and gas production using
the location of sedimentary basins.
Second, the location of sedimentary basins must not violate the exclusion restriction.
Both reverse causality and omitted variable bias can be ruled out relatively easily. Having
been formed by plate tectonics over millions of years, it is reasonably safe to assume that
the presence of sedimentary basins is not affected by civil conflict, or any other societal
variable for that matter. Moreover, unlike the location of recoverable hydrocarbons, the
location of the world’s sedimentary basins is known. A final concern is that the location
of sedimentary basins may be associated with conflict through some other channel than
petroleum production. I cannot think of a strong argument for why this would be the case.
Still, there are speculative mechanisms which we cannot fully rule out. One somewhat
plausible possibility is that the location of sedimentary basins is correlated with the occurrence of conflict because it is associated with more (or less) mountainous terrain. While
I could not find any evidence in favor of such a relationship, this pathway can easily be
ruled out by controlling for mountainous terrain in empirical applications. A second, albeit
30

Hydraulic fracturing methods (“fracking”) may enable oil and gas recovery from shale (a type of
sedimentary rock) where hydrocarbons are not accumulated (Hyne, 2012, p. 443).
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far-fetched possibility is that sedimentary basins are associated with conflict through their
proximity to coastlines. While there is no straightforward reason to believe that conflict
is generally more (or less) prevalent near coastlines, this potential pathway can also be
controlled for with adequate data.
With these arguments in mind, I contend that the location of sedimentary basins is a
valid instrument for petroleum production in the study of conflict. Moreover, since the
presence of sedimentary basins is a spatially defined variable, it allows us to construct
instruments for arbitrarily-defined spatial units. This makes it an extremely valuable tool
for assessing the petroleum-conflict link at the subnational level, which is the goal of the
remainder of this thesis.
4.5.3

Predictive Capacity

In the following, I briefly assess the predictive capacity of the location of sedimentary basins
for petroleum production on the national and sub-national level. Throughout this section
and the remainder of this thesis, I employ the Robertson Tellus Sedimentary Basins of the
World Map by CGG Data Services (2012), as distributed by the American Association for
Petroleum Geologists. The data is plotted in figure 4.9.
I begin by analyzing the explanatory power of sedimentary basins for contemporary
country-level oil and gas production. Specifically, I test whether and to what degree the
fraction of a country’s surface area consisting of sedimentary basins is associated with
the total amount of oil and gas produced in 2009. Apart from these onshore sediments,
sedimentary basins located in a country’s offshore exclusive economic zone will also be
associated with its total hydrocarbon production. However, due to the difficulties associated with consistently identifying countries’ offshore claims, I ignore this mechanism for
the time being. Importantly, all conflict-relevant mechanisms analyzed in the remainder of
this thesis hypothesize an effect of onshore petroleum production, thus rendering offshore
production relatively unimportant.
The oil and gas data is obtained from the data set by Ross (2012) and is measured
in millions of tons of oil equivalents (MMtoe) produced in 2009. I aggregate sedimentary
basins onto the country level by calculating the fraction of countries’ surface area consisting
of sedimentary basins; geo-coded information on sovereign countries’ territory is obtained
from Weidmann, Kuse, and Gleditsch (2010). Furthermore, I employ variables measuring
countries’ total surface area in square kilometers and the total length of their oceanic
coastlines as additional controls. I control for total surface area to ensure that the basins’
104

Figure 4.9: Global distribution of sedimentary basins; data by CGG Data Services (2012).
fraction coefficient does not pick up a trivial scaling mechanism. The coastlines variable is
employed to ensure that the sedimentary basins estimate is not affected by the fact that
sediments are more common in coastal regions, which may also produce more oil and gas
for other reasons (i.e., offshore deposits and proximity to international ports). I model
expected oil and gas production as a log-linear function of the above-named regressors.
I assume a Compound Poisson Gamma error distribution, allowing non-zero probability
mass at the origin, as described in section 4.3.1. Given these specifications, the sample
consists of 169 countries for which non-missing data is available.
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Response
(Intercept)

Model 1
Model 2
Hydrocarbon Fuels

Model 3

−3.67∗∗
(1.23)

−4.99∗∗∗
(1.47)

0.35∗∗∗
(0.10)
0.34∗∗∗
(0.08)

−6.62∗∗∗
(1.35)
2.30∗∗∗
(0.64)
0.46∗∗∗
(0.10)
0.35∗∗∗
(0.08)

1013.91
-503.96
0.25
169

998.41
-495.20
0.31
169

Basin Fraction
Area (log)
Coast length (log)

AIC
Log Lik.
Dev. Expl.
N

Model 4

Model 5

Model 6
Gas

−3.84∗∗
(1.40)

0.36∗∗
(0.12)
0.44∗∗∗
(0.09)

−8.24∗∗∗
(1.40)
2.44∗∗∗
(0.67)
0.48∗∗∗
(0.11)
0.45∗∗∗
(0.08)

0.33∗∗
(0.12)
0.29∗∗∗
(0.08)

−6.32∗∗∗
(1.59)
2.07∗∗
(0.76)
0.41∗∗∗
(0.12)
0.30∗∗
(0.09)

854.78
-424.39
0.27
169

838.80
-415.40
0.34
169

804.55
-399.27
0.25
169

794.89
-393.45
0.30
169

Oil

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Compound Poisson Gamma models, estimated by profile maximum likelihood.
Standard errors in parentheses.

Table 4.6: Predicting petroleum production in 2009 using sedimentary basins on the country level.

Table 4.6 summarizes the estimation results obtained from fitting the proposed model
under various specifications. Columns one and two show estimates for a dependent variable
consisting of the sum of oil and gas production. Model 1 is a null model that excludes
the sedimentary basins variable; in model 2, the basin fraction variable is added as a
regressor. Clearly, the basin fraction variable is a positive and significant predictor of
petroleum production. This effect is mirrored in the substantially lower AIC value in
model 2. In substantive terms, moving from zero to unity on the onshore basin fraction
variable increases expected petroleum production by exp(2.3) ≈ 1000%. In models 3-4
and 5-6, I estimate the effect of sedimentary basins on oil and gas separately. The results
remain largely unchanged with respect to the compound model.
Next, I test whether sedimentary basins are a useful predictor of the location of
petroleum production on the subnational level. This is of key importance for the analyses in the remainder of this thesis, where I will test the relationship between petroleum
production and conflict in spatially disaggregated units of analysis. In the present context,
I employ first-level administrative units as units of analysis. The naming of first-level administrative units varies across countries (e.g., states, provinces, cantons, etc.); what they
have in common is that they are the largest administrative subdivision within their respective states. The reason I use first-level administrative units is not theoretically motivated,
but simply that they provide a readily available tessellation of countries’ territories. Data
106

on the location of first-level administrative units as of 2013 is available from the Natural
Earth (2014) data collection.
In a first iteration, I test the predictive capacity of sedimentary basins using the PHF
(Productive Hydrocarbon Fields) data, as introduced in section 4.3.3. Though the PHF
data is limited in its geographical scope, only covering Africa and (most of) Asia, it is
far more precise than the alternative PETRODATA data by Lujala, Rød, and Thieme
(2007), used below. I aggregate onshore productive petroleum fields onto administrative
units via a simple spatial overlap operation. To test the effect of sedimentary basins, I
calculate and employ the same set of regressors as specified on the country level: fraction
of the administrative unit’s surface area consisting of sedimentary basins, its total surface
area, and the length of its oceanic coastline(s). Figure 4.13 plots the sedimentary basin
fraction variable for all 4,646 first-level administrative units on the globe. Zooming in on
a number of countries reveals that upon visual inspection, basin fraction appears to be a
strong predictor of the location of productive petroleum fields. Figures 4.11 and 4.12 plot
basin fractions on the administrative unit level together with productive onshore petroleum
fields (from PHF data) in 2011 for (united) Sudan and Burma/Myanmar, respectively, and
display a close association between the two phenomena.
Table 4.7 summarizes estimates for various models that explore the relationship between
sedimentary basins and productive petroleum fields on the administrative unit level in more
detail. Models 1 and 2 are negative binomial regressions31 where the response variable is
the sum of all petroleum fields in a given administrative unit. Clearly, model 2, where the
basin fraction variable has been added as a regressor, indicates a positive and significant
effect of the basins variable on the number of expected petroleum fields. According to the
point estimate in model 2, an increase in the basin fraction variable from zero to unity leads
to an increase in the expected number of petroleum fields of exp(4.34) ≈ 7500%. Due to
the highly disaggregated nature of the administrative units data, it is reasonable to assume
that there might be unmeasured determinants of petroleum production that are clustered
in space, thus leading to spatially dependent errors. In this case, standard errors obtained
by virtue of the iid assumption, as is the case for models 1 and 2, might be invalid. In
model 3, I address this problem by estimating Huber-White standard errors clustered on
countries32 for the point estimates obtained in model 2. Clearly, the sedimentary basins
variable is still highly significant.
31

I employ the negative binomial model (instead of the simpler Poisson model) because the equidispersion condition is violated in the present context.
32
Clustering on countries assumes that errors are dependent within countries, but not across countries.
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Response
Sample
Model
SE
(Intercept)
Basin Fraction
Area (log)
Coast length (log)
λ̂
AIC
(Pseudo-)Log Lik.
Adj. Pseudo R2
AUC
N

−13.39∗∗∗
(0.95)

Model 1
Count
All
NB
Fisher
−17.67∗∗∗
(1.10)
4.34∗∗∗
(0.39)
1.32∗∗∗
(0.09)
0.17∗∗∗
(0.04)

Model 2
Count
All
NB
Fisher
−17.67∗∗∗
(1.85)
4.34∗∗∗
(0.50)
1.32∗∗∗
(0.15)
0.17∗∗
(0.05)

Model 3
Count
All
NB
Clustered

1622.16
-808.08
0.11

1596

1492.70
-742.35
0.18

1596

1492.70
-742.35
0.18

1.21∗∗∗
(0.09)
0.21∗∗∗
(0.04)

1596

Model 6
Binary
All
Probit
Clustered

Model 7
Binary
Neighbors
Linear SEM1
Robust

Model 8
Binary
Producers
Probit SEM2
Bayesian

Model 5
Binary
All
Probit
Fisher

−7.65∗∗∗
(0.64)
1.96∗∗∗
(0.25)
0.52∗∗∗
(0.05)
0.09∗∗∗
(0.03)
0.41∗∗∗
(0.08)

Model 4
Binary
All
Probit
Fisher

0.86
713

−9.87∗∗∗
(0.68)

0.88
1556

−12.46∗∗∗
(0.98)
2.99∗∗∗
(0.26)
0.78∗∗∗
(0.10)
0.18∗∗∗
(0.04)

675.54
-333.77
0.29
0.89
1596

−12.46∗∗∗
(0.72)
2.99∗∗∗
(0.28)
0.78∗∗∗
(0.06)
0.18∗∗∗
(0.03)
0.71∗∗∗
(0.06)
0.18∗∗∗
(0.03)

675.54
-333.77
0.29
0.89
1596

−0.35∗∗∗
(0.04)
0.14∗∗∗
(0.02)
0.04∗∗∗
(0.00)
0.01∗∗
(0.00)
0.58∗∗∗
(0.06)
780.64
-387.32
0.18
0.80
1596

∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses. Model 8: Standard deviation of parameter draws.
Exponential decay spatial weights matrix. Estimated by IVGLM.
Exponential decay spatial weights matrix. Bayesian estimation by MCMC – 500 draws.
1

2

Table 4.7: Predicting the occurrence of productive petroleum fields using sedimentary basins on the administrative unit
level; PHF petroleum data.
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Figure 4.10: Fraction of surface area covered by sedimentary basins, by first-level administrative unit.
Models 4–6 are equivalent to models 1–3, with the one difference that I employ a binary
measure for the dependent variable. That is, I estimate whether the sedimentary basins
variable is a good predictor of the occurrence of any petroleum production in a given
administrative unit. The reasoning behind this specification is that when analyzing the
occurrence of conflict, the mere presence of petroleum production might be more important
than the number of productive fields. Consequently, we would like sedimentary basins to
be a good predictor of a binary operationalization of petroleum production. As shown
in model 5, the sedimentary basins variable is a positive and significant predictor of the
presence of petroleum production. The effect is considerable in size as well; with the other
covariates at their mean value, an increase in the basins fraction variable from zero to
unity yields a change in predicted probabilities from 0.03 to 0.41. Moreover, the effect’s
significance is highly robust to clustering, as demonstrated in model 6.
Finally, in models 7 and 8 I employ alternative methods to address the probable iid
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Figure 4.11: Fraction of surface area covered by sedimentary basins and productive
petroleum fields in 2011, Sudan (united).
violation due to spatially dependent errors. Model 7 is a linear spatial error model (SEM)
where error dependence is parameterized with a N × N spatial weights matrix, in this case
populated by row-normalized weights that decay exponentially in unit distance (see, e.g,
Ward and Gleditsch 2008 for a detailed discussion). The linear spatial error model assumes
homoskedastic and conditionally normal errors. Because this assumption is violated in the
present case with a binary dependent variable, I employ the GMM-based linear SEM for
heteroskedastic errors by Arraiz et al. (2010), which (partially) addresses this problem.33
Clearly, the effect of sedimentary basins remains positive and significant, even if we account
for the apparently substantial positive spatial error dependence, as identified by the positive
and significant λ̂ coefficient.
In model 8, I estimate a Bayesian Probit spatial error model, which accommodates
33
I exclude administrative units with no contiguous neighbors (i.e., islands) from the sample because
these cause numerical underflow issues when inverting the spatial weights matrix in the estimation procedure.
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Figure 4.12: Fraction of surface area covered by sedimentary basins and productive
petroleum fields in 2011, Burma.
spatial dependence and the binary response data (see LeSage and Pace 2010, ch. 10).
Because the model follows a Bayesian setup, estimation requires the sampling of the posterior parameter distribution via Markov Chain Monte Carlo (MCMC) methods, which
is computationally intensive for large data sets. For this reason, I restrict the sample to
those countries with at least one productive petroleum field in order to obtain estimates
within a useful time limit. While the model indicates significant spatial error dependence,
the coefficient for the basins variable is still positive and highly significant.
In a second iteration, I repeat the subnational analysis using the geo-coded PETRODATA petroleum fields data by Lujala, Rød, and Thieme (2007). The PETRODATA data
set’s key advantage is its global coverage. Unfortunately, however, it is less precise than the
PHF data and only identifies the presence of petroleum fields (not their number) within 30
km areal buffers. Hence, the analysis is restricted to a binary response variable indicating
whether any PETRODATA petroleum field is present in a given administrative unit. I
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Response
Sample
Model
SE
(Intercept)

Model 1
Binary
All
Probit
Fisher

Model 2
Binary
All
Probit
Fisher

Model 3
Binary
All
Probit
Clustered

Model 4
Binary
Top 10%
Linear SEM1
Robust

Model 5
Binary
Top 10%
Probit SEM2
Bayesian

−2.25∗∗∗
(0.12)

−4.11∗∗∗
(0.17)
2.57∗∗∗
(0.10)
0.22∗∗∗
(0.01)
−0.05∗∗∗
(0.01)

−4.11∗∗∗
(0.70)
2.57∗∗∗
(0.28)
0.22∗∗∗
(0.06)
−0.05
(0.04)

−0.62∗∗∗
(0.11)
0.52∗∗∗
(0.06)
0.07∗∗∗
(0.01)
0.02∗
(0.01)
0.57∗∗∗
(0.05)

−6.07∗∗∗
(1.01)
2.61∗∗∗
(0.40)
0.41∗∗∗
(0.08)
0.08∗
(0.04)
0.53∗∗∗
(0.07)

Basin Fraction
Area (log)
Coast length (log)

0.18∗∗∗
(0.01)
−0.02∗
(0.01)

λ̂

AIC
5361.96
4561.29
4561.29
(Pseudo-)Log Lik.
-2677.98
-2276.64
-2276.64
Adj. Pseudo R2
0.04
0.18
0.18
AUC
0.63
0.78
0.78
0.81
0.81
N
4646
4646
4646
424
424
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses. Model 5: Standard deviation of parameter draws.
1 Exponential decay spatial weights matrix. Estimated by IVGLM.
2 Exponential decay spatial weights matrix. Bayesian estimation by MCMC – 500 draws.

Table 4.8: Predicting the occurrence of productive petroleum fields using sedimentary
basins on the administrative unit level; PETRODATA petroleum data.

map the PETRODATA data onto the administrative units by subsetting all productive
petroleum fields in 2009 according to the PETRODATA metadata and intersecting them
with the administrative units.
Table 4.8 summarizes the results obtained by reestimating the binary models in table
4.7 with the PETRODATA data. Clearly, the basin fraction variable remains a significant
predictor of the presence of petroleum fields. The point estimator reported in column 2
indicates that an increase in the basin fraction variable from zero to unity (while keeping
the other covariates at their mean) leads to an increase in predicted probabilities from 0.1
to 0.6. In models 4 and 5 I again account for non-spherical errors by parameterizing spatial
error dependence with a spatial weights matrix, using the linear and Probit specifications,
respectively. Because reducing the sample to all countries with at least one productive
petroleum field would still lead to too many observations for estimation in feasible time,
I restrict the sample to the top 10% of oil producers (identified via the country-level data
used earlier in this section). Whereas the respective λ̂ estimates indicate substantial spatial
error dependence, the estimates for the basin fraction variable are still positive and highly
significant.
Finally, figure 4.13 plots Receiver Operating Characteristic (ROC) curves derived from
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Figure 4.13: ROC plot comparisons between null models and models including the basin
fraction variable; estimated on the PHF data (left) and the PETRODATA data (right).
the binary response models using the PHF data (left panel) and the PETRODATA data
(right panel) for the outcome variables.34 In both cases, the ROC plots show that including
the basin fraction variable drastically improves predictive performance, moving the ROC
curve towards its theoretical optimum in the upper left corner (corresponding to a model
generating zero false positives and zero false negatives).

34

The ROC curves in the left panel are calculated using the estimates of models 2 and 3 of table 4.7;
the ROC curves in the right panel are calculated using the estimates of models 2 and 3 of table 4.8.
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CHAPTER

5
Petroleum, Political Representation, and
Ethno-Territorial Conflict

5.1

Introduction

This chapter investigates the empirical relationship between petroleum production, ethnic
separatism, and territorial conflict. More precisely, in this chapter I pursue two goals:
First, I test the empirical implications of the theoretical framework introduced in chapter
3 which relate petroleum production to ethno-territorial conflict. Using spatially disaggregated data on petroleum production, ethnic settlement patterns, and the location of
intrastate conflict, I assess whether petroleum-producing regions are more likely to experience territorial conflict, whether this relationship is due to petroleum production encouraging ethnic separatism, and whether ethnic groups’ access to state power moderates this
effect. Second, when analyzing these relationships, I explicitly take into account the possibility that petroleum is endogenous to conflict. In particular, throughout this chapter, I
estimate the effect of petroleum production on conflict by employing a comprehensive set
of instrumental variable models that make use of the geological instrument for petroleum
production derived in the previous chapter.
By pursuing these goals, this chapter directly addresses the overarching research questions motivating this thesis: Does petroleum production cause intrastate conflict, and if so,
under which circumstances? In doing so, this chapter also contributes to filling two of the
most important gaps in the literature on the petroleum-conflict link. First, by employing
the instrumental variable strategy, I address the question of whether the often-reported
conflict-inducing effect of petroleum is truly causal. As discussed in the literature review
as well as the previous chapter, recent evidence by Cotet and Tsui (2013) has shed serious
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doubt on whether the petroleum-conflict link is robust to correcting for potential endogeneity. Indeed, the previous chapter’s results yielded strong support for the hypothesis
that petroleum is endogenous to conflict, and thus emphasize the need for a thorough reassessment of the reported petroleum-conflict link. Second, by testing a set of hypotheses
that make clear predictions about the circumstances under which petroleum constitutes
a political risk and the type of conflict we should expect as a result, the present chapter
contributes to answering the question of which mechanisms link oil and gas extraction
to violence. The theoretical framework introduced in chapter 3 suggests that petroleum
production should be associated with ethno-territorial conflict, especially if it takes place
in the settlement area of ethnic communities with little influence over government policy.
In this chapter, I test the validity of this claim and evaluate the explanatory leverage of a
number of competing mechanisms that have been proposed previously.
The remainder of this chapter is structured as follows: In the next section, I recount
the most important aspects of the theoretical framework introduced in chapter 3 and
derive the set of hypotheses to be tested in the present chapter. Next, in section 5.3 I
review the econometric literature on instrumental variable methods for non-linear outcome
and endogenous regressor equations and discuss the modeling techniques applied in the
subsequent analyses. In sections 5.4, 5.5, and 5.6, I conduct empirical tests of the proposed
hypotheses on various levels of aggregation. Specifically, I analyze the petroleum-conflict
link on the level of administrative units, ethnic groups, and countries. Finally, in section
5.7, I discuss the empirical results’ implications for theory and conclude the chapter.

5.2

Theoretical Framework

In the following, I will briefly recount the key arguments of the theoretical framework
developed in chapter 3 and derive the set of hypotheses to be tested in the present chapter.
At the center of the framework is the observation that petroleum production generates
a range of high-stake policy issues where the central government and the local population,
i.e., residents of the area where petroleum is extracted, have competing interests. First
and foremost, petroleum production raises the question of who collects and allocates oil
and gas rents. While locals prefer fiscal autonomy, the central government wants to retain
as much revenue for itself as possible. Second, locals and the central government will likely
have opposing interests concerning the regulation and intensity of petroleum extraction.
Petroleum extraction often causes massive negative externalities for local communities,
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such as environmental damage, rapid immigration, and inflation. Hence, to mitigate these
costs, local residents have strong preferences to regulate or even restrict petroleum extraction. However, because these externalities are spatially confined, the central government
and the majority of its constituents have little interest in limiting the flow of resource
revenue through effective regulation.
Thus, petroleum production creates a setting where devolution becomes a high-stake
zero-sum game: Locals have a strong interest in gaining more autonomy, while the government strongly prefers to retain control over these issues. Given this setup, I argue that
locals face two options: The first is pursuing their goals within the institutional framework
provided by the state. In this case, the degree of autonomy locals can achieve depends on
the bargaining leverage they have over the government via intra-institutional means. Most
importantly, whether locals can pursue their interests depends on whether they constitute
a significant share of the government’s constituency. If withdrawal of political support
affects the government’s chances of staying in power to a significant degree, locals have
considerable bargaining leverage when it comes to achieving their goal of obtaining greater
autonomy.
If this is not the case and locals have limited institutional means to affect government
decision-making, they may choose to pursue their interests by supporting and mobilizing a
separatist organization, i.e., a political organization with the explicit goal of achieving political independence from the state, possibly by extra-institutional means, including force.
I argue that this second option is particularly appealing if the local population affected by
petroleum production shares a common ethnic identity. Against this backdrop, I identify
two explanations for why we should expect ethnicity to be a particularly effective basis for
mobilization in this context. First, a common ethnic background will often provide preexisting social networks and traditional political hierarchies that make mobilization less
costly (Bates, 1983). These pre-existing structures can be exploited to build an organization capable of credibly pursuing separatist goals – that is, organize (potentially) armed
resistance against the state. Moreover, especially where ethnic identities are based on
common linguistic traits, ethnic leaders have the opportunity to create a public discourse
on the subject of autonomy that addresses group members explicitly and exclusively, thus
providing them with a mobilization platform that is largely unavailable to the state (see,
e.g., Aspinall’s 2007 discussion of separatist mobilization in Aceh).
Second, mobilization on the basis of a common ethnic identity may be particularly
effective because ethnicity serves as an enforceable membership criterion. This argument,
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originally proposed by Fearon (1999) and formalized by Caselli and Coleman (2013), is
based on the observation that individuals’ ethnicity is generally unmodifiable, i.e., individuals cannot change their ethnic identity at will. Hence, the constituency of separatist
organizations making ethnic claims is generally fixed in size, and members are easily distinguished from non-members via their respective ethnic markers (e.g., language, race, and
religious beliefs). This is potentially important for mobilization because it prevents outsiders from joining the constituency of the separatist organization if the latter is successful
in attaining autonomy and begins redistributing the spoils of victory, such as petroleum
rents, to its supporters. Hence, separatist organizations making explicit ethnic claims do
not have to deal with a payoff dilution effect ifthey reach their goals. On the other hand,
separatist organizations that form on the basis of some other, non-enforceable membership
criterion may face serious obstacles when trying to convince their targeted constituency
to contribute to their cause. In this case, potential supporters may fear that contributing
is not worthwhile because any eventual payoffs will be heavily diluted. In particular, the
fear that outsiders may want to benefit from in-group spoils may be especially pertinent
in petroleum-producing communities, since these often experience substantial in-migration
and want to ensure that any future payoffs from autonomy to do not simply benefit new
generations of immigrants.
In sum, these arguments suggest that separatist mobilization is particularly likely when
petroleum production occurs in regions where locals feature a common ethnic identity.
However, even if separatist mobilization occurs, the presence of a separatist organization
does not automatically lead to violent conflict. I argue that even after the government
observes separatist mobilization in a petroleum-producing region, it still has the option of
pursuing a peaceful bargaining strategy. However, I contend that a peaceful bargaining
solution will often fail because the government enjoys a first-mover advantage. This argument follows the “commitment problem” logic discussed (among others) by Fearon (1995),
whereby rational actors engage in costly conflict because they anticipate future shifts in
relative power. In the present setting, I assume that governments may decide to risk conflict because they enjoy an offensive advantage. Upon observing separatist mobilization,
governments will often decide to clamp down on separatist organizations and risk violent
conflict because they anticipate that a time-consuming bargaining process will play into the
separatists hands. This is the case if the government fears that non-intervention will simply give separatists more time to mobilize and thus strengthen their chances of achieving
autonomy on the battlefield in the future. Fighting separatists early on, although initially
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costly, may be the government’s best option because it can lock in its initial power advantage. Moreover, the incentives to fight separatism preemptively will be amplified by the
presence of petroleum production in the separatist region. If the government expects that
any peaceful bargaining deal with local separatists will simply give them more opportunities to seize control of petroleum production sites – and thus more financial resources to
mobilize – it will be all the more willing to intervene preemptively and attempt to suppress
separatist mobilization.
From this discussion, I derive three primary hypotheses to be tested in this chapter.
The first is based on the key proposition that petroleum production creates a setting
where autonomous rule becomes significantly more valuable to locals, while the government
becomes increasingly unwilling to grant it. Hence, even at the cost of potential political
violence, separatist mobilization may be a necessary strategy for local communities to
pursue their interests. Consequently, I expect there to be a spatio-temporal association
between petroleum production and territorial conflict. More precisely, I postulate that
H1: Petroleum-producing areas are more likely to experience the onset of violent
territorial conflict than other areas.
Second, petroleum production is particularly likely to incite separatist mobilization, and
potentially conflict, if the affected local population shares a common ethnic identity that
is distinct from the ethnic affiliation of the remainder of the country’s population. Henceforth, I will refer to this ethno-geographical constellation as the presence of a territorially
concentrated ethnic group. In these cases, for the reasons discussed above, separatist leaders will be able to rely on ethnic self-determination claims to mobilize effectively. Hence,
I expect that
H2: Territorially concentrated ethnic groups experiencing petroleum production
in their settlement area will be more likely to engage in ethnically motivated
territorial conflict than other territorially concentrated ethnic groups.
Finally, I argue that separatist mobilization and the ensuing risk of violent conflict is
only a viable strategy if there are limited intra-institutional means for local communities
to achieve their goals. Specifically, the local population’s intra-institutional bargaining
leverage vis-à-vis the government will depend on whether it constitutes an important fraction of the government’s constituency. Thus, in the case where locals share a common
ethnic background, whether ethnic separatism constitutes a beneficial strategy depends on
whether their interests are represented in the central government. Hence, I propose that
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H3: The effect of petroleum production on the likelihood of ethnically motivated
territorial conflict will be larger if the affected ethnic group has limited access
to government power.
Up to this point, I have simply assumed petroleum production to be an exogenous event to
which local communities and the central government react. However, as demonstrated in
the previous chapter, this is an empirically inadequate assumption. First, I have shown that
there are a variety of potentially unobservable factors that could plausibly affect both the
occurrence of petroleum production as well as the likelihood of conflict and thus complicate
the evaluation of the proposed hypotheses. Second, and perhaps more importantly, I have
argued that the occurrence of petroleum production might be a direct consequence of the
(anticipated) likelihood of conflict. In the context of the theoretical discussion above, it
is reasonable to assume that governments are able to anticipate in which cases petroleum
production leads to separatist mobilization – and thus potentially violent conflict. Provided
this is the case, governments and external extractors may be hesitant to invest in extractive
operations that are likely to cause political unrest and may not yield positive returns in
the long term. Hence, we are likely to see less petroleum production in precisely those
settings where successful separatist mobilization is most likely. Following hypotheses H1
and H2 above, it thus follows that
H4a: Regions with a higher risk of territorial conflict are less likely to see
petroleum production
and
H4b: Territorially concentrated ethnic groups with a higher risk of territorial
conflict are less likely to see petroleum production in their settlement areas.

5.3

Methodology

In the remainder of this chapter, I attempt to test the postulated hypotheses on various
levels of analysis. However, as discussed extensively in the previous chapter, standard
regression designs will not be sufficient to establish whether petroleum is truly causally
linked to the outbreak of (ethno-)territorial conflict. For this reason, I adopt an instrumental variable approach to assess the validity of the proposed hypotheses. As described
in chapter 4, I employ the location and extent of sedimentary basins as an instrument for
petroleum production at a given location.
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The econometric literature offers a variety of methods to perform instrumental variable regression. The available modeling techniques typically differ in the assumptions they
make about the data-generating process underlying the sample to be analyzed. In particular, whether any given model is a useful representation of reality often depends on
only partially testable assumptions about the functional form underlying the relationship
between the outcome and the (endogenous) regressors, the relationship between the endogenous regressor and the instrument, and the respective error distributions associated
with these equations. Of course, in practice, we face the challenge that we only have a
very limited understanding of the underlying data-generating process, and hence, we do
not know which model is appropriate a priori . As a matter of fact, for the type of analyses conducted in the remainder of this paper, model selection is very difficult even after
estimation. In most of the subsequent empirical analyses, I will be estimating instrumental
variable regressions where both the outcome and the endogenous regressor(s) are binary.
The literature dealing with this particular setup is still very much an evolving field (see,
e.g., Wooldridge 2014); the available models are often unnested and rely on entirely different estimation techniques, and model selection algorithms are largely absent. In order to
deal with this model uncertainty and for the sake of transparency, I pursue an approach
where I remain largely agnostic with respect to the “true” data-generating process, and
instead report results estimated with a number of reasonable candidate models. For this
purpose, I dedicate the remainder of this section to identifying these candidate models,
discussing the underlying assumptions, and reviewing their qualities.
5.3.1

Control Function Models

The control function (CF) approach is an extremely flexible instrumental variable method
that is based on the work by Hausman (1978) and has recently been expanded and generalized by Blundell and Powell (2004), Terza, Basu, and Rathouz (2008), and Wooldridge
(2014). The approach’s main advantage is that it allows for arbitrarily distributed outcomes and arbitrarily non-linear outcome equations, including a binary response setup.
Moreover, Terza, Basu, and Rathouz (2008) and Wooldridge (2014) have recently derived
the conditions under which control function IV regression yields consistent estimates when
applied to discrete endogenous regressors with non-linear endogenous regressor equations.
This flexibility is helpful in the analyses conducted in the remainder of this chapter because in most cases both the outcome (conflict) and the endogenous regressor (petroleum
production) will be measured as binary variables. To illustrate the control function ap121

proach in this double-binary case, consider the following setup:
y = Φ(V α + βx) + 1

(5.1)

x = Φ(V γ + δz) + 2 ,

(5.2)

whereby y denotes the binary outcome of interest, x is the binary endogenous regressor, z
is an instrument for x, and V is a vector of exogenous regressors (including a constant).
α, β, γ, and δ represent respective parameter vectors and scalars. We assume that z is
a valid instrument as defined in the previous chapter. Φ denotes the standard normal
CDF, implying that we assume the common Probit link function for the outcome and
endogenous regressor equations. Finally, 1 and 2 are tautologically defined errors, whereby
1 ≡ y − Φ(·), and 2 are defined equivalently. As described previously, we assume that x
is endogenous, and thus E(1 |2 ) 6= 0. Hence, we cannot estimate (5.1) by itself and obtain
unbiased estimates of β.
Wooldridge (2014, p. 233) proposes the following procedure to analyze the effect of x
on y:
1. Estimate θ2 = (γ, δ) by fitting the auxiliary model (5.2) (called the control function)
with any consistent method. In the present case, Probit MLE is appropriate.
2. Calculate the generalized residuals eˆ2 = x(λ(V α̂ + δ̂z)) − (1 − x)λ(−V α̂ − δ̂z)),
whereby λ denotes the inverse Mills ratio, λ = φ(·)/Φ(·).
3. Estimate an expanded version of the outcome equation, whereby the generalized
residuals are included as an additional regressor:
0

0

y = Φ(V α + β x + ρeˆ2 ) + u1 .

(5.3)

Again, Probit MLE can be used.
4. To draw inference about the effect of x or Z on y, calculate first differences from the
[ , which is the expected value of y yielded
estimated average structural function, ASF
by (5.3) if we average over all generalized residuals:
[ =
ASF

N
X

0

0

Φ(V α̂ + β̂ x + ρ̂eˆ2i ).

i=1
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(5.4)

Due to the two-step nature of the CF approach, estimating standard errors for the
estimated effects is a rather complex task. In particular, variance estimates based on the
estimated Hessian at the ML solution of the second stage are not consistent, since they
do not take into account uncertainty from the first stage. Following the suggestion of
Wooldridge (2014, p. 233), I implement a non-parametric bootstrap to obtain standard
error estimates (Efron and Tibshirani, 1994). Moreover, to account for potential error
correlation, I implement a hierarchical non-parametric bootstrap procedure that samples
on the basis of clusters, rather than individual observations (Ren et al., 2010).
One key advantage of the Control Function approach is that it allows us to account
for the binary nature of the outcome variable and the endogenous regressor. That is,
it allows to use a non-linear link function (above: the Probit) that constrains predicted
probabilities to the zero-unit interval and ensures that the marginal effect of any individual
variable depreciates near the limits of the outcome (zero and one). Since we are generally
interested in drawing inference about outcome probabilities when analyzing binary response
variables, these are intuitively pleasing properties. Moreover, in contrast to the Maximum
Likelihood methods discussed in the next subsection, estimating a Control Function model
is never associated with convergence problems, since numerically it is essentially equivalent
to estimating two separate GLMs. Finally, thanks to its flexibility, the Control Function
model can easily be modified to accommodate a continuous endogenous regressor, as will
be the case in section 5.6. In this case, the only change required is that the first-step
residuals are obtained with a model assuming a continuous error distribution; steps 3 and
4 in the procedure outlined above remain the same. In fact, if we use a linear model and
assume normal errors for the endogenous regressor equation in the first step, this procedure
is analogous to the estimator proposed by Rivers and Vuong (1988).
A potential drawback of the Control Function approach is that it makes relatively
strong assumptions about the relationship between the generalized residuals, the endogenous regressor, and the outcome (see Wooldridge 2014, p. 232). However, as argued above,
since we do not know the true underlying data-generating process, and there is no theoretical guidance as to whether these assumptions are appropriate, I assume that they are
not inherently better or worse than those we make with any alternative candidate model.
5.3.2

Joint Distribution Models

A further approach to drawing inference in the presence of an endogenous regressor is
modeling the joint distribution of the endogenous regressor and the outcome and estimating
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corresponding parameters via Maximum Likelihood. In particular, in the setup where both
the endogenous regressor and the outcome are binary, we can employ the Bivariate Probit
model. The Bivariate Probit model assumes the following relationships (see Heckman 1978,
Wooldridge 2010, p. 477):
(
y=
(
x=

1
0

if V α + βx + 1 > 0
else

(5.5)

1
0

if V γ + δz + 2 > 0
else

(5.6)

whereby y is the outcome, x is the endogenous regressor, V is a vector of exogenous controls,
and z is a valid instrument for x. Furthermore, we assume that the errors 1 and 2 follow
a multivariate standard normal distribution with correlation parameter ρ. Clearly, as soon
as ρ 6= 0, x is correlated with the error term in equation (5.5), and thus endogenous.
With these specifications in place, we have a full description of the multivariate density
F (y, x), and the system of equations can be estimated via Maximum Likelihood (see Heckman 1978 for a derivation). In the case of independently sampled observations, standard
errors can be obtained from the estimated Hessian at the Maximum Likelihood solution.
Moreover, if there is reason to believe that errors may be clustered within certain units,
the covariance matrix of the parameter vector can be estimated via robust Huber-White
clustering (Rogers, 1993).
The key advantage of the Maximum Likelihood approach is that it yields an estimate of
ρ – that is, an estimate of the degree and direction of endogeneity between the outcome and
the endogenous regressor. In practice, this will allow me to test hypotheses H4a and H4b,
which postulate that petroleum production is less likely in places where territorial conflict
is more likely. The Bivariate Probit models key drawback is that it is computationally
costly to estimate, and estimation often fails to converge (though this has not been a
significant issue in the subsequent analyses). Moreover, one might argue that the bivariate
normal assumption imposed on the errors is too strong an assumption given the fact that
it is essentially untestable. However, as before, there is little reason to assume that this
particular assumption is more or less appropriate than those implied by the other candidate
models.
Finally, it is worth mentioning that the bivariate density setup can easily be adjusted
to allow for a continuous endogenous regressor, as will be the case in section 5.6. In this
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case, we simply change (5.6) to
x = V γ + δz + 2 ,

(5.7)

and assume that 1 and 2 follow a multivariate normal distribution with a zero mean
1 ρσ 
vector and covariance matrix ρσ2 σ222 . Heckman (1978) discusses this model (sometimes
referred to as “instrumental variable Probit”) and derives the corresponding likelihood.
5.3.3

Two-Stage Least Squares

Perhaps the most commonly employed method to perform instrumental variable regression
is two-stage least squares (2SLS). 2SLS assumes fully linear-additive relationships for both
the outcome and the endogenousregressor equations (Wooldridge 2010, p. 92Wooldridge):
y = V α + βx + 1

(5.8)

x = V γ + δz + 2

(5.9)

whereby y is the outcome, x is the endogenous regressor, V is a vector of exogenous controls,
and z is a valid instrument for x. In general, it is not necessary to impose any assumptions
on 1 and 1 other than those ensuring that z is a valid instrument for x. In its simplest
implementation, the 2SLS consists of the following steps:
1. Estimate (5.9) via OLS. Obtain the predicted values for the endogenous regressor:
x̂ = V γ̂ + δ̂z.
2. Substitute x in equation (5.8) with the first-stage predictions x̂ and estimate the
equation via OLS. The resulting estimate β̂2SLS is a consistent estimator of β.
Because it assumes strictly linear relationships, the 2SLS approach is suboptimal for
many of the analyses conducted in the remainder of this chapter, where we often face binary
response variables and binary endogenous regressors. Consequently, models estimated by
2SLS will allow predicted values outside the unit interval, and assume that marginal effects
are constant, which are somewhat inappropriate properties for modeling a binary response
variable. However, even if the linear specification is incorrect, if we are willing to assume
that it is an acceptable approximation to reality, 2SLS produces consistent estimates even
in the case of a binary outcome. In fact, consistency can be established without making any
additional assumptions on the errors other than those required for z to be a valid instrument
for x (Wooldridge, 2010, p. 94). It is this property that makes 2SLS a remarkably robust
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estimation procedure, which is why Angrist (2001) proposes to use 2SLS even in the case
when the outcome and the endogenous regressor are binary.
Unfortunately, however, 2SLS will not be efficient unless 1 is homoskedastic (Wooldridge,
2010, p. 96), which is clearly not the case if the outcome variable is binary. Similarly, asymptotic standard error estimates for the 2SLS parameters will be biased if 1
is heteroskedastic (ibid). I solve the latter issue again by employing a (hierarchical) nonparametric bootstrap procedure to arrive at unbiased standard error estimates.
5.3.4

Reduced Form Models

Finally, the simplest method of testing whether the endogenous regressor has an impact
on the outcome is estimating the reduced form equation. Let us again consider the setup
where both outcome y and endogenous regressor x are binary variables. Specifically, let us
write the system of equations governing x and y in terms of the latent variable formulation
for binary outcomes:
y ∗ = V α + βx∗ + 1

(5.10)

x∗ = V γ + δz + 2 ,

(5.11)

whereby y = 1 if y ∗ > 0 and y = 0 otherwise, and x = 1 if x∗ > 0 and x = 0 otherwise.
All other notation is equivalent to above. If 1 and 2 are each normally distributed, this is
the standard Probit setup.1 Next, we plug the auxiliary equation (5.11) into (5.10), which
yields
y ∗ = V (α + βγ) + βδ z + β2 + 1 .
(5.12)
| {z }
|{z}
ω

u

Assuming that u ∼ N (0, 1), we can estimate (5.12) by Probit MLE and obtain a consistent
estimate for ω.2 As long as we know the sign of δ, i.e., the direction of the effect of the
instrument z on the endogenous regressor x, ω̂ can be used to determine the sign of β.
Moreover, since δ 6= 0 if z is truly a valid instrument, we can test whether β = 0 by
testing ω = 0. Clearly, the exact same derivation applies if the endogenous regressor x is
1
Note that this data-generating process is somewhat different from the one adopted for the Bivariate
Probit model, since now it is assumed that latent x∗ , rather than realized x, affects the outcome. See
Heckman (1978) for a discussion of the subtle difference in interpretation implied by these specifications.
2
Note that the unit variance assumption imposed on u = β2 + 1 is merely a convenience. In the more
general case of u ∼ N (0, β 2 σ22 + σ21 + 2βρσ21 σ22 ), ω will simply be scaled accordingly. As in any Probit
setting, the error variance is not an identified parameter, and hence estimation of the parameters in the
linear predictor is only possible up to a constant scaling factor (Greene 2003, p. 669).
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a continuous variable with normal errors.
The reduced-form model is probably the least informative model discussed so far, since
it does not allow us to isolate the effect of the endogenous regressor on the outcome.
However, due to its extremely simple setup, it may serve as a robustness check to evaluate
whether the endogenous regressor truly has an effect on the outcome.

5.4

Administrative-Unit-Level Analysis

In a first set of analyses I use data on the level of first-degree administrative units to
test hypotheses H1 and H4a – that is, whether there is a spatial association between the
location of petroleum fields and the outbreak of territorial conflict, and whether petroleum
production is less common where territorial conflict is more likely. I employ administrative
units as units of analysis because they provide a readily available tessellation of countries’
territories into spatially disaggregated entities, and hence enable us to test the proposed
hypotheses on a subnational level. For this, I rely on the geo-coded first-level administrative
unit data compiled by the Natural Earth (2014) data collection, as introduced in the
previous chapter.
I measure petroleum production in a given administrative unit using the PETRODATA
data set by Lujala, Rød, and Thieme (2007), which provides time-variant geo-coded information on the location of productive oil and gas fields around the globe.3 I create a dummy
variable indicating whether in any particular year an administrative unit intersects with at
least one productive oil or gas field. As discussed in detail in the previous chapter, I use the
data by CGG Data Services (2012) to calculate the areal extent of all sedimentary basins
intersecting with a given administrative unit and employ the variable as an instrument for
petroleum production.
Next, I compile a number of exogenous control variables to ensure that the instrument
does not affect the outcome through any other channel than petroleum production. Again,
these control variables are discussed in the previous chapter. I calculate each administrative
unit’s surface area, generate two variables measuring whether an administrative unit covers
mountainous terrain or coastal regions,4 and calculate each administrative unit’s population
3

One potential alternative to the PETRODATA data is the Productive Hydrocarbon Fields data introduced in the previous chapter. However, although the latter is more precise, it is very limited in its
spatio-temporal coverage, only providing data on Africa and Asia Proper for 2011. For this reason, I rely
exclusively on the PETRODATA data in the present chapter.
4
I proxy mountainous terrain by calculating the standard deviation of all elevation points, measured
in 30 arc-second grid cells, intersecting with a given administrative unit. The underlying digital elevation
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in 1990.5 It is important to note that the sole motivation underlying this selection of control
variables is to ensure that the exclusion restriction is satisfied. Hence, the only purpose
of these controls is to make certain that the instrument (sedimentary basin area) is not
related to the outcome (conflict) through any channel other than petroleum production.
This implies that variables which might be necessary to include in a standard regression
model in order to avoid potential omitted variable bias, such as the host country’s GDP per
capita, need not be controlled for in the case where the potentially endogenous regressor is
instrumented. In fact, in the case of GDP per capita, adding the variable to the model may
introduce bias because it does not constitute an exogenous control, but is likely affected
by the outcome via reverse causality.
Finally, I measure whether any particular administrative unit has experienced civil
conflict in a given year using the Conflict Site data set by Hallberg (2012). The Conflict
Site data is a spatial extension of the UCDP armed conflict data (ACD version 4-2010) by
Gleditsch et al. (2002) and geo-codes the location where fighting took place for all intrastate
conflicts recorded in the ACD data from 1990 to 2008. By intersecting the Conflict Site data
with the administrative units, I code two binary variables indicating whether in a given year
an administrative unit has experienced the onset of a governmental or territorial conflict.
The distinction between governmental and territorial conflicts is provided by the ACD
data and codes whether the non-state actor’s goal is control over a subset of a country’s
territory or control over the central government. I code a (territorial or governmental)
conflict onset event for a given administrative unit in a given year if a conflict reaches the
25-battledeath threshold employed by ACD is fought fully or partially on the territory of
the administrative unit and has not been ongoing in the same administrative unit for at
least the past two calendar years.
Due to the limited availability of the geo-coded Conflict Site data, the period covered
by the administrative-unit-level analysis is restricted to the years between 1990 and 2008.
Figure 5.1 provides a cross-sectional overview of all administrative units having experienced at least one territorial conflict onset between 1990 and 2008 (upper panel), and
all administrative units featuring at least one productive petroleum field in 1990 (lower
panel).
model is obtained from the GTOPO30 data set (USGS, 1996). Coastal regions are identified by calculating
the length of each administrative unit’s coastline in kilometers.
5
Geo-coded population data is obtained from the GRUMP data set by CIESIN (2010).
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Territorial Conflict

Petroleum Production

Figure 5.1: Administrative units having experienced territorial conflict between 1990 and
2008 (upper panel) and feature productive petroleum fields in 1990 (lower panel).
5.4.1

Cross-sectional Analysis

In a first step, I analyze the administrative-unit-level data in a cross-sectional setup and
estimate whether areas with petroleum production in 1990 were more likely to experience
territorial conflict between 1990 and 2008. I first focus on this cross-sectional design because
it provides a relatively simple setup for testing the postulated relationships without having
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Model
Response
(Intercept)
Petroleum

Model 1
Probit
−0.07
(1.14)
0.11
(0.16)

Model 2
Model 3
Model 4
CF
Biv. Probit
2SLS
Territorial Conflict, 1990 – 2008
0.52
(1.50)
1.56∗
(0.77)

0.28
(0.97)
1.14∗∗
(0.41)

0.60
(0.33)
0.39∗
(0.16)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
ê

−0.17∗∗
(0.06)
−0.03
(0.02)
−0.03
(0.07)
0.21∗∗
(0.07)

−0.18∗
(0.08)
−0.02
(0.04)
−0.12
(0.11)
0.23∗∗
(0.08)
−1.00∗
(0.42)

−0.16∗∗
(0.06)
−0.02
(0.02)
−0.08
(0.07)
0.19∗∗
(0.06)

−0.04∗
(0.02)
−0.01
(0.01)
−0.03
(0.02)
0.05∗
(0.02)

Model 5
Red. Form
0.09
(1.07)
0.09∗
(0.04)
−0.25∗∗
(0.08)
−0.04
(0.03)
−0.03
(0.06)
0.21∗∗∗
(0.06)

−0.68∗
(0.22)

ρ̂

Pseudo Log Lik.
-1749.54
-3594.39
-1702.13
N
4082
4082
4082
4082
4082
Clusters
157
157
157
157
157
Adj. R2
0.09
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.1: Cross-sectional administrative-unit-level models estimating the effect of
petroleum production on the probability of territorial conflict.

to deal with temporal dynamics. The latter are addressed in the subsequent section.
Table 5.1 summarizes the results obtained when fitting all candidate models to the
cross-sectional data that indicate whether a given administrative unit has seen conflict
between 1990 and 2008. For all models, standard errors are clustered by country (either
via hierarchical bootstrapping or the Huber-White correction) to account for likely error
correlation among units located within the same country.
Model 1 is a standard (“naive”) Probit model where petroleum production is not instrumented; hence possible endogeneity is not accounted for. Clearly, the model implies
that we cannot reject the null of petroleum having no effect on the occurrence of territorial
conflict. This result changes drastically once we move to the instrumental variable models
2 – 4. Regardless of the instrumental variable technique applied, petroleum production
is associated with a positive and significant effect on territorial conflict once potential endogeneity is taken into account. Furthermore, the ρ̂ coefficient estimated in the Bivariate
Probit model is negative and significant, yielding support for hypothesis H4a: It seems
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to be the case that units that are more likely to see territorial conflict between 1990 and
2008 are less likely to feature productive petroleum fields in 1990. This result also further
corroborates that the instrumental variable approach is of key importance to correctly
estimate the true causal effect of petroleum on territorial conflict. Finally, the reduced
form model reported in the last column of table 5.1 yields further evidence of a positive
relationship between petroleum production and territorial conflict.
To aid substantive interpretation of these results, I have calculated the estimated impact
of petroleum production on the predicted probability of territorial conflict as implied by
the estimates of models 1–4 in table 5.1.6 These first differences are plotted in the left-hand
panel of figure 5.2. Clearly, the estimated effect of petroleum production in 1990 on the
probability of a given administrative unit seeing territorial conflict in the subsequent 18
years is substantial. All three IV models predict an increase of about 40 percentage points
as a result of petroleum production.
The right-hand side of figure 5.2 plots equivalently calculated effects for governmental
conflict. The underlying estimates were obtained by rerunning the models summarized in
table 5.1 with governmental conflict as the response variable. Exact results can be found in
table 5.10 in the appendix. Clearly, the finding that petroleum increases the likelihood of
separatist conflict does not extend to governmental conflict, which lends further support to
the hypothesis that the conflict-inducing effect of petroleum runs primarily via separatist
mobilization.
5.4.2

Panel Analysis

In a next step, I extend the analysis from the previous section to a yearly panel design.
The panel setup enables us to take into account temporal variance in the explanatory and
6

The effects are calculated as follows:
∆P r(y = 1) = N −1

N
X

P r(y = 1|x = 1, Vi ) − P r(y = 1|x = 0, Vi ),

i

whereby y denotes the binary measure of conflict, x denotes the binary measure of petroleum production,
and Vi is the exogenous vector of controls. Hence, instead of setting the covariates to their mean or median
values, the estimated effect is calculated by averaging the effects calculated at observed covariate values.
In the control function models, Vi includes the first-stage generalized residuals, thus inference is based on
the estimated Average Structural Function, as defined above. Confidence intervals are estimated using
Monte Carlo simulation; specifically, I assume that the model parameters follow a multivariate normal
distribution, characterized by the estimated point coefficients and clustered standard errors, from which
I draw 1,000 sets of parameters. Confidence intervals for predicted probabilities and first differences are
calculated on the basis of these parameter draws. See King, Tomz, and Wittenberg (2000). All first
differences in predicted probabilities reported in this chapter are calculated using this procedure.
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Figure 5.2: Effect of petroleum production in 1990 on the probability of territorial and governmental conflict in 1990–2008; administrative-unit level estimates; bars denote simulated
95% CI.
response variables and yields potentially more interesting yearly estimates of the conflictinducing effect of petroleum. However, it comes at the cost of potential serial error correlation, which makes statistical inference more difficult. I address the latter issue by relying
on the peace-years approach suggested by Carter and Signorino (2010). This involves controlling for potential temporal error correlation by adding a “peace-years” variable (and
respective second- and third-order polynomial terms) to the model, which measure the
number of years since a given unit has experienced an onset event (or has entered the
sample).7
Table 5.2 summarizes the results for the panel estimates on the administrative-unit
level. Model specification is analogous to the cross-sectional analysis reported in the previous section. Again, I have calculated respective first differences, which are plotted in the
left-hand panel of figure 5.3. The right-hand panel shows estimates from analogous models
estimating the effect of petroleum production on the yearly probability of observing governmental conflict, summarized in table 5.11 in the appendix. Figure 5.3 shows that the
panel estimates largely mirror the cross-sectional estimates. The only notable exception is
that now, the 2SLS estimate narrowly misses the 5% significance level.
7

I have divided the peace-years variable and its polynomial terms by 100 to avoid numerical underflow
issues in estimation.
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Model
Response
(Intercept)
Petroleum

Model 1
Probit
−1.67∗∗
(0.64)
0.05
(0.10)

Model 2
Model 3
Model 4
CF
Biv. Probit
2SLS
Yearly Territorial Conflict Onset

Model 5
Red. Form

−1.43∗
(0.69)
0.68∗∗
(0.26)

−1.60∗
(0.65)

−1.37
(0.80)
0.79∗
(0.37)

0.06∗
(0.03)
0.02
(0.01)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
Peace-Years
PY 2
PY 3
ê

−0.08
(0.04)
−0.01
(0.01)
0.00
(0.05)
0.13∗∗
(0.04)
−11.81
(8.98)
36.27
(118.87)
−43.55
(420.41)

−0.08∗
(0.04)
−0.01
(0.02)
−0.04
(0.06)
0.14∗∗
(0.05)
−11.84
(8.63)
34.08
(124.53)
−33.91
(481.20)
−0.51∗∗
(0.19)

−0.08∗
(0.03)
−0.01
(0.01)
−0.03
(0.05)
0.13∗∗∗
(0.04)
−11.39
(7.40)
32.40
(101.07)
−29.97
(354.17)

0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00∗∗
(0.00)
−0.76∗∗
(0.24)
5.16
(3.10)
−11.75
(10.60)

0.04∗
(0.02)
−0.12∗∗
(0.05)
−0.01
(0.02)
0.00
(0.04)
0.13∗∗∗
(0.04)
−11.82∗∗∗
(0.54)
36.80∗∗∗
(2.96)
−45.45
(110.92)

−0.39∗∗
(0.11)

ρ̂

Pseudo Log Lik.
-4637.00
-42790.86
-4599.17
N
81835
81835
81835
81835
81835
Clusters
190
190
190
190
190
Adj. R2
0.02
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.2: Administrative-unit level panel models estimating the effect of petroleum production on the yearly probability of territorial conflict onset.
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Figure 5.3: Effect of petroleum production on the probability of yearly territorial and
governmental conflict onset; administrative-unit level estimates; bars denote simulated
95% CI.
Overall, however, the administrative-unit analyses yield strong support for hypotheses
H1 and H4a: Petroleum-producing areas appear to be significantly more likely to experience territorial conflict, at least during the observed period.

5.5

Group-Level Analysis

In a next step, I move from analyzing the mere spatial association between petroleum
production and conflict to testing the hypothesis that the underlying mechanism operates
via ethno-territorial mobilization. In particular, I evaluate hypotheses H2, H3, and H4b
using data on the settlement patterns of politically relevant ethnic groups. This setup
allows me to test directly whether petroleum production in ethnic settlement areas and
ethno-territorial conflict are indeed causally related. Moreover, I use data on ethnic groups’
access to the states executive branch to test whether the effect of petroleum on conflict is
indeed conditional on political inclusion.
More specifically, in the present section, I use politically relevant and territorially concentrated ethnic groups as units of analysis. I identify ethnic groups via the EPR-ETH
(version 2.0) data set (see Cederman, Gleditsch, and Buhaug 2013 for a description), which
provides a time-variant coding of all politically relevant ethnic groups across the globe be134

tween 1946 and 2009.8 An ethnic group is coded as being politically relevant when it is
associated with political agents that make explicit ethnic claims on the national level. The
restriction to political relevance is motivated by the desire to identify those ethnic identities that constitute meaningful cleavages in political discourse. In the present analysis
this restriction is useful because it provides a sample of ethnic groups that are “at risk” of
ethno-separatist mobilization. Information on ethnic groups’ settlement areas is obtained
from the GeoEPR-ETH (version 2.0) data set by Wucherpfennig et al. (2011). GeoEPR
is a time-variant spatial extension to EPR and provides geo-coded information on the location and extent of all politically relevant ethnic groups’ settlement areas. Groups are
considered to be territorially concentrated if they do not exhibit predominantly urban or
migratory settlement patterns and their settlement area covers only a subset of their host
country’s territory. The latter restriction excludes ethnic groups that are dispersed evenly
across their host country’s entire territory (for instance, Germans in Germany). With these
definitions in place, the sample below consists of 641 politically relevant and territorially
concentrated ethnic groups in 128 countries observed between 1946 and 2009.
Whether a given ethnic group is affected by petroleum production in any given year
is coded by intersecting the GeoEPR settlement patterns with the geo-coded data on
productive petroleum fields from the PETRODATA data set by Lujala, Rød, and Thieme
(2007). I again construct an instrument for petroleum production based on the location
and extent of sedimentary basins as identified by the CGG Data Services (2012) data.
Specifically, the instrument measures the areal extent of all sedimentary basins intersecting
with a given group’s settlement area. Also, I again employ a vector of geographic control
variables on surface area, coastlines, and mountainous terrain coded from the same sources
used for the administrative-unit level analyses.
Finally, whether a specific ethnic group is involved in an armed intrastate conflict is
measured via the ACD2EPR data set (Wucherpfennig et al., 2012). For each intrastate conflict coded by the UCDP ACD data set (version 4-2010, Gleditsch et al. 2002), ACD2EPR
codes whether the participating rebel organizations are linked to an EPR ethnic group by
making explicit ethnic claims and recruiting significantly from the group’s population. If
these two conditions are met, the ethnic group in question is coded as being involved in the
conflict. Based on this connection, I code yearly territorial and governmental conflict onset
variables for each ethnic group in the sample. Again, an onset event occurs if a given group
is involved in a conflict that has been active in the present year, but has not been active in
8

All EPR-related data can be obtained at http://growup.ethz.ch (accessed 10/10/2014).
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the two previous calendar years. It is worth emphasizing that this measure of group-level
conflict onset goes beyond a mere spatial association between ethnic groups and violence.
Rather, the ACD2EPR data allows us to determine whether rebel organizations actively
pursue an ethnic mobilization strategy, which is exactly what we would expect as a result
of petroleum production according to hypothesis H2.
To illustrate the group-level data, figure 5.4 plots all territorially concentrated and
politically relevant ethnic groups having experienced territorial conflict in the sample period
(upper panel),9 and all groups featuring at least one productive petroleum field in 1990
(lower panel).
5.5.1

Cross-Sectional Analysis

As in the previous section, I commence with a cross-sectional analysis of the group-level
data. Specifically, I estimate the effect of petroleum production in 1990 on the probability
of an ethnic group being involved in territorial conflict in the period between 1990 and
2009.
Table 5.3 summarizes the results obtained across all candidate models. Again, all
standard errors are clustered on countries in order to account for potential within-country
error correlation across groups. Interestingly, unlike in the analysis of administrative units,
the petroleum variable is now positive and significant even in the “naive” model where
endogeneity is not accounted for. However, the results of models 2 and 3 reveal that
once endogeneity is taken into account, the estimated effect is between 3 and 4 times
larger, indicating that endogeneity is indeed still present. This is further corroborated by
the ρ̂ estimate obtained from the Bivariate Probit model, which is negative and highly
significant. Hence, again, we find evidence that petroleum production is less common
where territorial conflict is more likely, thus validating the instrumental variable approach
and lending support to hypothesis H4b.
In figure 5.5, I again calculate the estimated change in predicted probabilities of conflict
as a result of petroleum production, both for territorial conflict (left panel) and governmental conflict (right panel; detailed results can be found in table 5.12 in the appendix).
Estimates for the Bivariate Probit model are missing for the governmental conflict response because the Maximum Likelihood estimation procedure failed to converge. The
figure shows that the IV models imply a considerable effect of petroleum production on
the probability of ethno-territorial conflict, ranging froman increase of 30 to 60 percentage
9

The plotted settlement areas correspond to the situation in 1990.
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Model
Response
(Intercept)
Petroleum

Model 1
Probit
−0.48
(0.76)
0.62∗
(0.25)

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Ethno-territorial Conflict, 1990 – 2009
0.75
(1.13)
1.64∗∗
(0.59)

1.50∗∗
(0.58)
2.09∗∗∗
(0.22)

0.42∗
(0.18)
0.23∗∗
(0.08)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
ê

−0.10
(0.11)
0.03
(0.04)
−0.08
(0.06)
0.19
(0.13)

−0.14
(0.12)
0.00
(0.04)
−0.13
(0.08)
0.10
(0.17)
−0.73∗
(0.36)

−0.12
(0.07)
−0.02
(0.03)
−0.14∗∗
(0.05)
−0.01
(0.09)

−0.02
(0.02)
0.00
(0.01)
−0.02
(0.01)
0.02
(0.03)

−1.09
(0.73)

0.18
(0.11)
−0.26
(0.17)
0.03
(0.03)
−0.06
(0.07)
0.30∗
(0.15)

−0.98∗∗∗
(0.05)

ρ̂

Pseudo Log Lik.
-153.29
-384.40
-151.85
N
494
494
494
494
494
Clusters
101
101
101
101
101
Adj. R2
0.04
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.3: Cross-sectional group-level models estimating the effect of petroleum production
on the probability of ethno-territorial conflict.
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Territorial Conflict

Petroleum Production

Figure 5.4: Ethnic groups having experienced territorial conflict between 1946 and 2009
(upper panel) and featuring productive petroleum fields in 1990 (lower panel).
points, whereas the uninstrumented petroleum variable is associated with a much smaller
estimate. Again, I find no evidence for a similar effect on governmental conflict.
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Figure 5.5: Effect of petroleum production in 1990 on probability of territorial and governmental conflict in 1990–2009; group-level estimates; bars denote simulated 95% CI.
5.5.2

Panel Analysis

Next, I expand the group-level analysis to a panel setup that incorporates time-variance in
both petroleum production and the occurrence of conflict. Again, I account for temporal
error correlation by including a peace-years variable with corresponding polynomial terms.
Table 5.4 summarizes the results obtained when fitting the set of candidate models
to the group-level panel data, whereas figure 5.6 plots the respective effects of petroleum
production on territorial and governmental conflict (detailed results for the governmental
conflict models are summarized in table 5.13 in the appendix).
Again, we observe a clear positive effect of petroleum production in a given group’s
settlement area on its propensity to engage in territorial conflict, whereas the same cannot
be said for the case of governmental conflict. Furthermore, the Bivariate Probit model’s
estimated ρ̂ coefficient is again negative and significant, suggesting that groups that are
more likely to experience territorial conflict are less likely to feature petroleum production
in their settlement area.
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Model
Response
(Intercept)
Petroleum

Model 1
Probit
−2.50∗∗∗
(0.36)
0.27∗
(0.11)

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Ethno-territorial Conflict Onset
−1.46∗
(0.59)
1.14∗∗
(0.38)

−1.95∗∗∗
(0.38)
0.70∗∗∗
(0.18)

0.02∗∗
(0.01)
0.01∗∗
(0.00)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
Peace-Years
PY 2
PY 3
ê

−0.03
(0.04)
0.00
(0.02)
0.00
(0.03)
0.09∗
(0.03)
−3.23∗
(1.45)
5.93
(3.13)
−1.85
(1.53)

−0.06
(0.05)
−0.02
(0.02)
−0.05
(0.04)
0.01
(0.05)
−3.01∗
(1.43)
5.23
(7.92)
−1.50
(12.16)
−0.58∗
(0.27)

−0.04
(0.04)
−0.01
(0.02)
−0.03
(0.03)
0.05
(0.03)
−3.06∗
(1.22)
5.44
(5.07)
−1.61
(6.89)

0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
−0.06∗
(0.03)
0.13
(0.12)
−0.07
(0.17)

−2.69∗∗∗
(0.32)
0.08∗
(0.03)
−0.09
(0.06)
0.00
(0.02)
0.00
(0.03)
0.12∗∗∗
(0.03)
−3.35∗∗∗
(0.83)
6.28∗∗∗
(1.12)
−2.08
(3.30)

−0.28∗
(0.12)

ρ̂

Pseudo Log Lik.
-893.74
-14595.67
-891.70
N
27428
27428
27428
27428
27428
Clusters
128
128
128
128
128
Adj. R2
0.00
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.4: Group-level panel models estimating the effect of petroleum production on the
probability of yearly ethno-territorial conflict onset.
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governmental conflict onset; group-level estimates; bars denote simulated 95% CI.
5.5.3

Access to Government Power

In this section, I address hypothesis H3, postulating that the effect of petroleum production
on territorial conflict should be greater for groups that have little institutional access
to state power. For this purpose, I create a measure of groups’ relative influence on
government decision-making based on information included in the EPR-ETH data set.
The latter includes time-variant data on whether a given ethnic group is represented in
the central state government by one of its members, as well as information on ethnic
groups relative demographic size within their host country. I combine these variables into
a measure of a group’s relative power access. This measure assumes a value of zero if
a group is not represented in the central government, indicating no immediate influence
over government decision-making. If, on the other hand, a group is represented in the
government, the measure assumes a value between zero and one, corresponding to the
group’s relative demographic weight vis-à-vis all other ethnic groups represented in the
government. More precisely, let G denote the set of all ethnic groups represented in the
government, whereby each ethnic group i consists of pi individuals. Then the relative power
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measure R for group i is constructed as follows:
(
Ri =

0
P
pi / j∈G pj

if i 6∈ G
else.

(5.13)

Hence, the relative power measure is defined on the [0, 1] interval, whereby 0 denotes no
access to government power and 1 denotes full control over the government. The reason I
adopt this measure instead of a simpler binary categorization into included and excluded
groups is that the theoretical framework implies that the degree to which the government
is dependent on a specific ethnic constituency’s support is relevant for the latters decision
to back separatism. The relative power measure takes this into account by assigning low
values to groups that are represented in the central government, but are heavily outnumbered by the government’s other constituents from different ethnic groups. The case of
India’s Assamese community illustrates why capturing a group’s relative importance for
the government iscrucial. Although the Assamese were represented in India’s coalition government throughout the 1980s, numbering at around 12 million members they constituted
only a minimal fraction of the Indian government’s total constituency. Accordingly, the
group had very little bargaining power vis-à-vis the government, which was expressed by
the fact that repeated calls to fight illegal immigration into Assam from Bangladesh were
largely ignored by the central administration (Gosseline, 1994). Finally, the government’s
unwillingness to address the issue became explicit when pleads to postpone local elections
due to fears of illegal migrants outnumbering Assamese voters at the polls were completely
overruled by then Prime minister Ghandi, who forced through local elections in 1983 despite a boycott by the Assamese community. As a reaction, the community developed
widespread grievances against the government, eventually leading to successful separatist
mobilization towards the end of the decade (Nath, 2001). Hence, in this particular case,
a binary coding of inclusion in the central government would have clearly misrepresented,
and overestimated, the group’s true influence on government decision-making. In contrast,
the relative power access measure, which in this case assumes a value of 0.015, appears
to reflect the Assamese bargaining position vis-à-vis the Indian government much more
accurately.
Admittedly, the relative power measure introduced here is an imperfect one. Ideally,
we would capture a group’s effective decision-making power in government, not a mere
demographic approximation of its relative importance. Moreover, many countries have
constitutional checks on executive power that are designed to ensure that minority interests
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are taken seriously in government decision-making. This is not taken into account by
the proposed variable. Despite this shortcoming, the EPR-based relative power measure
is probably the most useful approximation to ethnic groups’ influence over government
decision-making currently available.
A final issue that needs to be addressed is that relative power measure may fail the
exogeneity requirement. Specifically, whether an ethnic group is represented in government
may be endogenous to its propensity to engage in armed conflict, thus creating a potential
reverse causality problem. Consequently, all estimates involving the relative power measure
should be interpreted with caution. However, although the empirical estimates obtained
with the relative power measure may not represent causal effects, previous research allows
us to make informed assumptions about the type of endogeneity affecting the analysis, and
thus the direction in which the estimates are biased. In particular, analyzing a sample of
ethnic groups in ex-colonial states, Wucherpfennig, Hunziker, and Cederman (2015) employ an instrumental variable design to estimate the relationship between ethnic groups’
access to executive power and their propensity to engage in armed conflict. They find that
exclusion from state power is indeed causally related to conflict, and that groups that are
more likely to be involved in conflict are simultaneously more likely to be included in the
government. Consequently, any research design that does not account for the endogenous
nature of exclusion from executive power (like the present one) is likely to underestimate
the conflict-inducing effect of political exclusion. Applying this result to the present context implies that we are likely to underestimate the degree to which the effect of petroleum
production on territorial conflict is moderated by relative power access, because in those
cases where petroleum production is a major threat to peace, governments may include
representatives from the extractive region preemptively. It follows that the estimates reported below likely underestimate the conditioning effect of relative power access on the
effect of petroleum production on conflict.
Methodologically, testing hypothesis H3 requires a setup that allows the estimated
impact of petroleum production on the probability of conflict to be conditional on the
value of the relative power measure. Conditional effects are commonly modeled by adding
a multiplicative interaction term to the model as an additional regressor. In the present
context, this strategy is complicated by the fact that we need to model the interaction
between an endogenous and a presumably exogenous regressor. This can be achieved by
defining two new variables: a new endogenous regressor, defined as the product between the
endogenous regressor (petroleum production) and the exogenous modifier (power access);
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and a new instrumental variable, defined as the product between the original instrument
(sedimentary basin area) and the exogenous modifier (petroleum production). Then, we
simply estimate an instrumental variable model where the two endogenous regressors are
instrumented with the two instrumental variables (Bun and Harrison, 2014). I implement
this modeling technique using both the 2SLS and the Control Function approaches, which
are easily extended to a setup with two endogenous regressors.10
The first two columns of table 5.5 summarize the results obtained when fitting these
instrumented interaction models to the group-level territorial conflict variable. Model
1 was fitted via 2SLS and yields a negative and significant estimate for the instrumented
multiplicative interaction term and a positive and significant estimate for the instrumented
petroleum production variable. Hence, as postulated by H3, the model implies that higher
relative power access does in fact diminish the positive effect of petroleum production on
territorial conflict.
In contrast, model 2, estimated by the Control Function method, does not yield a
significant estimate for the instrumented multiplicative interaction term. In fact, the corresponding standard error is over 100 times larger than the point estimate. However, due
to the fact that the Control Function approach employs a Probit (and thus non-linear) link
function for modeling the outcome variable, this result bears little information on whether
the effect of petroleum on conflict is conditional on relative power access. As discussed in
detail by Ai and Norton (2003) and Berry, DeMeritt, and Esarey (2010), Probit models
allow for conditional effects even in the absence of significant multiplicative terms in the
linear predictor. This is because the sigmoid Probit link function, which causes any regressor’s marginal effect on the outcome to be conditioned by the value of the remaining
regressors. More precisely, consider a Probit model with two regressors but no multiplicative interaction term, P r(y) = Φ(α + βx + γz ). Assume we are interested in whether and
{z
}
|
≡ω

to what degree the magnitude of the effect of x on the probability of the outcome y is moderated by z. It is easy to illustrate that the simple Probit model allows for this possibility
even in the absence of a multiplicative interaction term by taking a look at cross-partial
derivatives. Specifically, note that
∂P r(y)
= γβ(−ω)φ(ω),
∂x∂z
10

(5.14)

I simply estimate a separate first-stage regression for each endogenous regressor, and then include
the predicted values (2SLS) or generalized residuals (CF) of both first-stage models into the second-stage
model.
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Model
Response
(Intercept)
Petroleum
Rel. Power
Pet. × Rel. Power
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
Peace-Years
PY 2
PY 3
êP et.
êP et.×P ower

Model 1
Model 2
Model 3
Model 4
2SLS
CF
CF
Biv. Probit
Yearly Ethno-territorial Conflict Onset
0.01
(0.01)
0.01∗∗∗
(0.00)
0.00
(0.00)
−0.01∗
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
−0.06
(0.03)
0.11
(0.11)
−0.04
(0.15)

−1.85∗∗
(0.71)
1.18∗∗∗
(0.34)
−1.18
(1.77)
0.01
(1.67)
−0.05
(0.05)
−0.02
(0.03)
−0.02
(0.05)
−0.01
(0.06)
−2.92∗
(1.49)
4.42
(7.86)
−0.25
(12.31)
−0.62∗∗
(0.23)
−0.01
(2.17)

−1.85∗∗∗
(0.54)
1.16∗∗∗
(0.35)
−1.17∗∗
(0.39)

−2.34∗∗∗
(0.44)
0.75∗∗∗
(0.19)
−1.17∗∗∗
(0.30)

−0.05
(0.05)
−0.02
(0.02)
−0.01
(0.04)
−0.01
(0.05)
−2.93∗
(1.36)
4.42
(7.27)
−0.23
(12.08)
−0.61∗∗
(0.23)

−0.04
(0.05)
−0.01
(0.02)
0.01
(0.03)
0.03
(0.03)
−2.98∗
(1.22)
4.62
(5.07)
−0.31
(6.92)

−0.33∗
(0.12)

ρ̂

Adj. R2
0.00
N
27422
27422
27422
27422
Clusters
128
128
128
128
Pseudo Log Lik.
-14508.72
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 1 – 3 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.5: Group-level panel models estimating the conditional effect of petroleum production on the probability of yearly ethno-territorial conflict onset as a function of relative
power access.
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whereby φ denotes the standard normal PDF.11 Because the right-hand side of (5.14) will
generally be non-zero, the effect of x on the outcome will thus be moderated by z in most
instances.
However, the mere fact that the Probit model allows for conditional effects does not
answer the question of whether the relative power access measure moderates the effect
of petroleum on conflict to a significant degree. To evaluate whether this is the case,
Berry, DeMeritt, and Esarey (2010) suggest calculating the absolute effect of the variable
of interest (petroleum production) on the probability of observing the outcome (territorial
conflict) for different values of the suspected moderator (power access), and test whether
the difference in these effects is significantly different from zero. Figure 5.7 displays these
conditional effects, as well as the differences between them, for three different models. The
effects plotted in the left panel are calculated from the estimates of the 2SLS interaction
term model summarized in column one of table 5.5. The middle panel plots conditional
effects calculated from a Control Function model where the relative power measure has
been added as an additional regressor, but excludes the multiplicative interaction term
(since it is clearly redundant). The estimates obtained from this model are summarized
in column 3 of table 5.5. Finally, the effects plotted on the right panel are obtained from
a Bivariate Probit model where, again, the relative power measure has been added as an
additional regressor. The corresponding model estimates are summarized in column 4 of
table 5.5. Clearly, across all models, the effect of petroleum on the probability of territorial
conflict is substantially larger if a given group lacks access to state power (Relative Power
= 0), compared to when it partially (Relative Power = 0.5) or fully (Relative Power = 1)
controls the government. Moreover, the increase in the effect of petroleum on conflict when
moving from full government control to no government control ranges between one (2SLS)
and four (Control Function) percentage points, and is consistently significantly different
from zero, as shown by the corresponding confidence intervals for the difference estimates.
In absolute terms, figure 5.7 shows that the estimated effect of petroleum production
on the probability of territorial conflict for groups that are not represented in the government ranges between approximately 1.5 (2SLS) and 4 (Control Function) percentage
points. Atfirst glance, one might argue that these are negligible quantities. However, it
is important to recall that these are yearly probabilities. To illustrate the true magnitude
of these estimated effects, I use the estimates from the Control Function model (model 3)
to calculate a substantively more interesting quantity – namely, the probability of a single
11

For the derivation of this expression, note that Φ0 (x) = φ(x), and φ0 (x) = −xφ(x).
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Figure 5.7: Effect of petroleum production on the probability of yearly territorial conflict
onset, conditional on relative power access; group-level estimates; bars denote simulated
95% CI.
group experiencing at least one territorial conflict onset over a given number of years. To
arrive at these estimates, I employ the following two-step procedure:
i Use the model estimates to calculate the probability of seeing no conflict onset for T
consecutive years t = 1, . . . , T . For each year, the probability is calculated as follows:
P r(yt = 0) = N −1

N
X
(1 − Φ(Xβ + Vit γ)),

(5.15)

i

whereby X refers to those covariates that I fix at a specific value, such as relative
power access (set to zero), petroleum production (set to zero and unity, respectively
), and the peace-years variable and its corresponding polynomial terms, which are
set to 40 in year t = 112 and then incremented by one each year. Vit refers to all
other covariates and the first-stage generalized errors. These are simply set to their
observed values in the sample. Hence, the probability estimate in expression (5.15)
equals the average probability of observing no conflict in a given year, averaged over
all observed covariates.
12

Hence, I consider a setup where a group has not experienced any territorial conflict in the preceding
40 years.

147

0.8
0.6
0.4
0.0

0.2

Probability of Territorial Conflict

0.8
0.6
0.4
0.2
0.0

Probability of Territorial Conflict

1.0

Petroleum

1.0

No Petroleum

1

5

10

15

20

1

5

Years

10

15

20

Years

Figure 5.8: Probability of seeing at least one territorial conflict onset in t years for groups
with no relative power access. Solid black lines refer to point estimates; solid grey lines refer
to Monte Caro simulated effects representing parameter uncertainty; dotted lines denote
95% CI.
ii Assuming that a given group’s conditional probability estimates of observing (no)
conflict are independent across time (which should be ensured by the peace-years
correction), the probability of seeing any conflict onset (y) between year t = 1 and
t = T equals
P r(yt=1 = 1 ∨ . . . ∨ yt=T = 1) = 1 − P r(yt=1 = 0 ∧ . . . ∧ yt=T = 0)
=1−

T
Y
(P r(yt = 0))
t=1

Figure 5.8 plots the probability of a group with no representation in the government
experiencing at least one territorial conflict onset over t years, conditional on the group experiencing no petroleum production in its settlement area (left panel) and with petroleum
production in its settlement area (right panel). Clearly, in the case with petroleum production, these predicted probabilities are substantial. The right-hand side of the plot indicates
that a petroleum-producing group without access to government power exhibits an estimated 56% probability of exhibiting at least one territorial conflict over the course of 20
years. Obviously, this result is associated with considerable uncertainty, which is expressed
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by the size of its confidence interval. However, even at the lower limit of the 95% confidence
interval, the predicted probability of seeing at least one territorial conflict onset over the
course of 20 years equals 14%.
Concluding this section, it is fair to say that the group-level analyses have yielded strong
support for the postulated hypotheses. First, both the cross-sectional and the panel analysis have shown that there appears to be a clear positive effect of petroleum production in a
given ethnic group’s settlement area on its propensity for being involved in ethno-territorial
conflict. Second, I have found corroborating evidence for the endogeneity hypothesis: Ethnic groups that are more likely to engage in separatist conflict are significantly less likely
to see petroleum production in their settlement areas. Thus, models ignoring the potentially endogenous nature of petroleum production underestimate the true conflict-inducing
effect of petroleum production to a considerable degree. Finally, the effect of petroleum
production on ethno-territorial conflict appears to be most relevant where ethnic groups
lack adequate representation in the central government. Although we cannot make strong
causal claims based on this last result, it certainly provides interesting information on the
conditions under which we shoudl expect petroleum production to be particularly risky in
terms of inducing political violence.

5.6

Country-Level Analysis

In a final set of empirical analyses, I test the postulated hypotheses using country-level data.
These country-level analyses are motivated by two concerns. First, most of the previous
literature on the petroleum-conflict link has relied on country-level data, thus moving to
the country level makes the present study more comparable to previous findings. Second,
the country-level analysis allows for a more precise test of the importance of ethnicity
and ethnic representation in the government in moderating the conflict-inducing effect of
petroleum production. By definition, the group-level data did not contain any information
on petroleum production in areas that are not inhabited by territorially concentrated ethnic
groups. This gap is filled by the country-level analysis, where we can directly compare the
effect of petroleum produced in ethnic settlement areas with that of petroleum produced
elsewhere.
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5.6.1

Country-Level Petroleum Production

To ensure that the data and sample employed in the present section are truly comparable to earlier analyses of the petroleum-conflict link, I first attempt to replicate the often
reported positive effect of petroleum on conflict with a standard research design. Specifically, I adopt the model specification used by Ross (2012, ch. 5), and estimate the effect
of (uninstrumented) petroleum production on conflict while controlling for country-level
population and GDP per capita.
For this purpose, and in all subsequent analyses, I use a sample comprised of all independent states, identified via the COW State System Membership List (Correlates of
War Project, 2008), for all years between 1946 and 2009. As in chapter 4, I employ the
petroleum production data compiled by Ross (2012), which measures yearly oil and gas
production in millions of tons of oil equivalent for all independent countries between 1932
and 2009.13 Further, I use population and GDP per capita data compiled by Hunziker
and Bormann (2013), which is the most comprehensive source to date. Finally, I code
three binary instrastate conflict onset variables using the UCDP armed conflict data set
(ACD), version 4-2010 (Gleditsch et al., 2002). For this purpose, I code one onset variable
each for territorial and governmental conflict and one combining the two conflict types.
An onset event is coded if in a given year and country an intrastate conflict reaches the
25-battledeath intensity threshold employed by the ACD data set, and has not been active
for the previous two calendar years.
Table 5.6 reports the results obtained by three standard Probit models estimating the
effect of logged petroleum production on the yearly probability of observing any intrastate
conflict (model 1), territorial conflict (model 2), and governmental conflict (model 3) in a
given country. As in the previous sections (and Ross’ analysis), temporal error dependencies are accounted for via the non-linear peace-years correction. Similar to Ross (2012, ch.
5) and much of the previous literature investigating the petroleum-conflict link, I find a
highly significant positive relationship between petroleum production and intrastate conflict when controlling for countries’ income levels and population sizes. However, unlike
Ross, when distinguishing between the two types of conflict, I only find a significant effect
of petroleum on governmental conflict. A more detailed comparison between the present
analysis and Ross’ replication material reveals that (uninstrumented) petroleum productions significantly positive effect on territorial conflict is highly sensitive to small changes
13

More precisely, Ross’ data on gas production only begin in 1955, but global gas production prior to
1955 was negligible.
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Model 1
Model
Response
(Intercept)
Petroleum (log)
Population (log)
GDP pc (log)
P Y (all)
P Y 2 (all)
P Y 3 (all)

All Conflict

Model 2
Probit
Terr. Conflict

Gov. Conflict

−4.18∗∗∗
(0.74)
0.05
(0.03)
0.22∗∗∗
(0.03)
−0.16∗∗∗
(0.04)

−0.13
(0.60)
0.10∗∗∗
(0.03)
−0.02
(0.03)
−0.22∗∗∗
(0.04)

−1.53∗∗
(0.51)
0.08∗∗∗
(0.02)
0.09∗∗∗
(0.02)
−0.21∗∗∗
(0.03)
−0.42∗∗
(0.14)
0.16∗
(0.07)
−0.02∗
(0.01)

Model 3

−0.75∗∗∗
(0.20)
0.23∗
(0.10)
−0.03
(0.01)

P Y (terr.)
P Y 2 (terr.)
P Y 3 (terr.)
P Y (gov.)

0.10
(0.17)
−0.03
(0.08)
0.00
(0.01)

P Y 2 (gov.)
P Y 3 (gov.)
Log Lik.
-1027.70
N
7610
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses.

-454.04
7610

-711.50
7610

Table 5.6: Replication of Ross’ (2012) country-level analyses, estimating the effect of
petroleum production on the probability of yearly conflict onset (territorial, governmental,
and combined).
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in the definition of the petroleum and outcome variables.14
In a next step, I investigate whether and how these results change once we consider
potential endogeneity and whether there is support for the hypothesized link between
petroleum production and territorial conflict. In particular, as describedin the previous
chapter, I use the total area of a country comprised of sedimentary basins as an instrument
for country-level petroleum production. In addition, I make a number of changes to the
control vector in order to ensure that the exclusion restriction holds and that all covariates are exogenous. This requires us to include countries’ surface area and total coastline
length (coded from the same sources used in the previous sections) as additional controls
to ensure that the instrument does not affect the outcome through these channels. Furthermore, I remove the GDP per capita variable from the control vector. The reasoning
underlying this decision is twofold: First, controlling for GDP per capita becomes unnecessary once we instrument petroleum production. The reason we control for GDP per capita
in standard regression designs is to prevent omitted variable bias – that is, ensure that
the estimate associated with petroleum production is not affected by the possibility that
income levels co-determine petroleum production and conflict. Once petroleum production is instrumented by the sedimentary basin variable, we can effectively rule out that the
corresponding estimate is affected by omitted variable bias, and thus controlling for GDP
per capita becomes redundant. Second, controlling for GDP per capita may actually introduce bias to the analysis because income levels are likely endogenous to conflict. Since all
instrumental variable designs introduced in section 5.3 are based on an assumed exogenous
control vector, excluding the GDP per capita variable from estimation is clearly the most
prudent course of action.
Table 5.7 summarizes the results obtained when fitting the different instrumental variable models to the country-level territorial onset outcome. Model 1 is a standard “naive”
Probit model estimating the effect of uninstrumented yearly petroleum production on the
probability of observing a territorial conflict in a given country-year. As above, the estimate for petroleum production does not reach conventional significance levels. In contrast,
models 2 through 4, where petroleum production is instrumented, yield positive and highly
14

In particular, even when using the same sample (Ross only uses data covering the period between
1961 and 2006), I was only able to establish a significant effect of petroleum production on territorial
conflict in a simple Probit model by making the following adjustments: (1) Employing Ross’ measure of
conflict onset, which is based on an earlier version of the ACD data set (version 4-2007). (2) Using Ross’
operationalization of the petroleum variable, which appears to be ln(((petval + 1)/pop) + 1), whereby
petval denotes the value of a country’s petroleum production in a given year, i.e., oil and gas production
quantities multiplied byrespective market prices.
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Model
Response
(Intercept)
Petroleum (log)

Model 1
Probit
−5.88∗∗∗
(0.58)
−0.01
(0.03)

Model 2
Model 3
Model 4
CF
Joint Dens.
2SLS
Yearly Territorial Conflict Onset
0.08
(2.36)
0.84∗
(0.35)

0.05
(1.78)
0.53∗∗∗
(0.10)

−0.08∗∗∗
(0.02)
0.01∗∗∗
(0.00)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Peace-Years
PY 2
PY 3
ê

0.00
(0.04)
0.01
(0.02)
0.26∗∗∗
(0.04)
−0.83∗∗∗
(0.20)
0.26∗∗
(0.10)
−0.03∗
(0.01)

−0.25∗
(0.10)
−0.11
(0.06)
0.07
(0.08)
−0.80∗∗
(0.26)
0.20
(0.15)
−0.02
(0.02)
−0.86∗
(0.35)

−0.16∗∗∗
(0.04)
−0.07∗∗∗
(0.02)
0.05
(0.07)
−0.50∗
(0.20)
0.13
(0.09)
−0.01
(0.01)

0.00∗∗
(0.00)
0.00
(0.00)
0.01∗∗∗
(0.00)
−0.05∗∗∗
(0.01)
0.01∗∗∗
(0.00)
0.00∗∗∗
(0.00)

Model 5
Red. Form
−5.53∗∗∗
(0.46)
0.16∗
(0.07)
−0.16
(0.08)
0.01
(0.02)
0.24∗∗∗
(0.04)
−0.87∗∗∗
(0.19)
0.28∗∗
(0.10)
−0.03∗
(0.01)

−0.78∗∗
(0.17)

ρ̂

Log Lik.
-460.89
-7079.78
N
7610
7610
7610
7610
Adj. R2
0.04
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses.
Standard errors for models 2 and 4 obtained via bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

-498.44
8001

Table 5.7: Country-level panel models estimating the effect of petroleum production on
the probability of yearly territorial conflict onset.
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significant estimates for the effect of petroleum production.15 Thus, even on the country
level, I find that the true extent to which petroleum causes territorial conflict is only estimable if we take into account the endogenous nature of petroleum production. Further,
analogous to the subnational findings reported in the previous sections, the ρ̂ coefficient
associated with the Joint Distribution model is negative and significant, indicating that
countries that are more likely to experience territorial conflict indeed feature less petroleum
production.
I have also fitted the same selection of models to the governmental conflict variable,
with the results summarized in table 5.14 in the appendix. Similar to the results obtained
in the previous sections, it appears that once we instrument petroleum production, there
is no evidence for an effect of petroleum production on governmental conflict whatsoever.
Hence, even on the country level, the evidence clearly indicates that the petroleum-conflict
link appears to operate primarily via separatist mobilization, as implied by the postulated
hypotheses.
5.6.2

The Role of Ethnicity

In a next step I use the country-level data to reassess hypothesis H2, which states that
petroleum production is associated with ethno-territorial conflict if it is extracted in a
territorially concentrated ethnic group’s settlement area. Doing so on the country level
bears the key advantage of separately assessing the effect of petroleum produced within
the settlement area of politically relevant and territorially concentrated ethnic groups, and
that of petroleum produced elsewhere. Based on the data introduced above, I create two
binary variables indicating whether in a given country-year we observe any productive
petroleum fields intersecting with the settlement area of any politically relevant territorial
ethnic group, and whether we observe any (onshore) petroleum production outside the
settlement area of any relevant territorial ethnic group. Below, I will refer to these variables
as ethnic and non-ethnic petroleum production.16
15

Note that the Control Function model and the Joint Distribution model used here are slightly different
from those applied in the previous sections, since now the endogenous regressor is continuous. Specifically,
in the Control Function model, I used a linear first-stage regression to obtain the estimated residual
vector ê; similarly, in the Joint Distribution model, I assumed that the second (petroleum) equation is
linear-normal.
16
I restrict the non-ethnic petroleum variable to onshore petroleum fields because the sedimentary-basinbased instrumental variable strategy only works well for instrumenting onshore petroleum production.
As discussed in the previous chapter, instrumenting offshore petroleum production using information on
offshore sedimentary basins is possible in principle, but would require detailed time-variant information
on countries’ offshore territorial claims, which is currently unavailable.
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Figure 5.9: Effect of ethnic petroleum production on the probability of yearly territorial
conflict onset; country-level estimates; bars denote simulated 95% CI.
Further, I create two separate instrumental variables corresponding to these measures
– one capturing the areal extent of sedimentary basins overlapping with the settlement
areas of relevant and territorially concentrated ethnic groups, and one measuring the areal
extent of sedimentary basins outside said settlement areas. Finally, these instruments call
for corresponding controls that ensure that the exclusion criterion is met. For this purpose,
I code two variables measuring each country’s total ethnic and non-ethnic surface areas,17
and include a variable measuring the total number of politically relevant and territorially
concentrated ethnic groups in a country.
I employ the Control Function and 2SLS models to instrument the binary ethnic and
non-ethnic petroleum variables, since these modeling techniques allow us to incorporate
several endogenous variables in a single model in a straightforward fashion (similar to the
interaction models in section 5.5.3).
Table 5.8 summarizes the results obtained from estimating these models, and figure
5.9 plots the corresponding first differences. Again, model 1 represents the “naive” Probit
specification where the ethnic and non-ethnic petroleum variables are not instrumented.
Clearly, the associated estimates are far from statistically significant. Next, columns 2
17

That is, for each country-year, I calculate the total surface area covered by the settlement areas of
politically relevant and territorially concentrated ethnic groups. I do the same for the area not covered by
said settlement areas.
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Model
Response
(Intercept)
Ethnic Pet.
Non-ethnic Pet.

Model 1
Model 2
Model 3
Model 4
Probit
CF
2SLS
Red. Form
Yearly Territorial Conflict Onset
−4.82∗∗∗
(0.58)
0.04
(0.12)
0.14
(0.12)

−4.79∗∗∗
(0.85)
1.02∗
(0.40)
−0.66∗∗
(0.24)

−0.04
(0.02)
0.02∗∗
(0.01)
0.01
(0.02)

Ethnic Sed. Basin (log)
Non-ethnic Sed. Basin (log)
Area (log)
Population (log)
Coastline (log)
Groups
Ethnic Area (log)
Non-ethnic Area (log)
Peace-Years
PY 2
PY 3

−0.05
(0.06)
0.18∗∗∗
(0.04)
0.02
(0.02)
0.00
(0.01)
0.07∗∗
(0.03)
−0.02∗∗
(0.01)
−0.76∗∗∗
(0.19)
0.24∗
(0.10)
−0.03∗
(0.01)

êEth.P et.
êN on−Eth.P et.

0.02
(0.07)
0.13∗
(0.06)
0.01
(0.02)
0.01
(0.01)
0.00
(0.05)
0.01
(0.01)
−0.75∗∗∗
(0.23)
0.24
(0.13)
−0.03
(0.02)
−0.57∗
(0.23)
0.44∗∗∗
(0.13)

0.00
(0.00)
0.01∗∗∗
(0.00)
0.00
(0.00)
0.00∗∗
(0.00)
0.00
(0.00)
0.00∗∗
(0.00)
−0.04∗∗∗
(0.01)
0.01∗∗∗
(0.00)
0.00∗∗∗
(0.00)

Log Lik.
-483.24
N
7937
7937
7937
Adj. R2
0.05
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses.
Standard errors for models 2 and 3 obtained via bootstrap.

−5.47∗∗∗
(0.62)

0.35∗∗∗
(0.09)
0.01
(0.02)
−0.06
(0.05)
0.22∗∗∗
(0.04)
0.03
(0.02)
0.00
(0.01)
−0.25∗∗
(0.09)
−0.02∗
(0.01)
−0.78∗∗∗
(0.19)
0.25∗
(0.10)
−0.03∗
(0.01)

-475.09
7937

Table 5.8: Country-level panel models estimating the effect of ethnic petroleum production
on the probability of yearly territorial conflict onset.

156

and 3 report the results obtained when instrumenting the two variables using the Control
Function and 2SLS models, respectively. Now, the ethnic petroleum variable is positive
and significant, indicating that petroleum production in ethnic settlement areas is indeed
associated with an increased probability of seeing territorial conflict, even on the countrylevel. The non-ethnic petroleum variable, meanwhile, does not yield analogous estimates.
In fact, in the Control Function model, the estimate for the non-ethnic petroleum variable
is negative and significant. This result leads us to a potentially interesting interpretation:
As long as it is not located in an ethnic settlement area, petroleum production might
actually help the government avoid ethnic conflict. However, since the same effect is
far from significant in the 2SLS model, any such interpretation must be considered pure
speculation.
5.6.3

The Role of Political Inclusion

Finally, I employ the country-level data to test whether I can replicate the group-level
finding that political representation in the central government moderates the effect of
petroleum on territorial conflict. Specifically, I refine the ethnic petroleum variable used
above by splitting it into two separate measures: Included petroleum is a binary variable
measuring whether in a given country-year we see any productive petroleum fields overlapping with the settlement area of a politically relevant and territorially concentrated
group that is represented in the central government. Analogously, excluded petroleum is a
binary indicator of whether in a given country-year we see any productive petroleum fields
overlapping with the settlement area of a politically relevant and territorially concentrated
group that is not represented in the central government. Again, time-variant information
on ethnic groups’ access to government power is obtained from the EPR-ETH data set.
Furthermore, it is worth mentioning that for coding these country-level variables, I simply
use a binary classification of whether groups are included in the central government at
all, rather than the continuous relative power access measure introduced in section 5.5.3.
This is becauseit would have been very difficult to aggregate the group-level petroleum
and relative power access variables onto the country level in a meaningful manner, whereas
doing so based on the binary inclusion/exclusion distinction is relatively straightforward.
Analogously to the analysis in the previous subsection, I create two new instrumental variables measuring the areal extent of sedimentary basins in the settlement areas of
included and excluded groups. Finally, I adjust the control vector to include the surface
area covered by included and excluded territorial ethnic groupsand the total number of
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Figure 5.10: Effect of excluded-group petroleum production on the probability of yearly
territorial conflict onset; country-level estimates; bars denote simulated 95% CI.
politically relevant and territorially concentrated included and excluded groups in a given
country-year.
Methodologically, I adhere to the exact same models as used in the previous subsection.
The results obtained from these models are summarized in table 5.9, andthe substantial
effects of included and excluded petroleum production on yearly probabilities of territorial
conflict are plotted in figure 5.10. Again, the “naive” model 1 does not indicate any significant effect of petroleum on territorial conflict, regardless of whether production is located
in the settlement area of included or excluded groups. In contrast, the two instrumental variable models 2 and 3 clearly indicate a positive and significant effect of “excluded
petroleum,” but no significant effect for “included petroleum.” Thus, I find further corroborating evidence for hypothesis H3 on the country level: Petroleum production in the
settlement area of groups without representation in the central government is particularly
dangerous with respect to the outbreak of territorial conflict. The same pattern emerges
in the reduced form model (model 4), where only sedimentary basins underlying the settlement area of excluded groups is associated with a positive and significant coefficient.
Figure 5.10 plots the differences in predicted probabilities of territorial conflict for models
1 through 3 of table 5.9. Note that the effect associated with “excluded petroleum” is
approximately double the size of the effect estimated for “ethnic petroleum” in figure 5.9
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Model
Response
(Intercept)
Excl. Petroleum
Incl. Petroleum

Model 1
Model 2
Model 3
Model 4
Probit
CF
2SLS
Red. Form
Yearly Territorial Conflict Onset
−4.27∗∗∗
(0.63)
0.20
(0.13)
−0.03
(0.15)

−1.75∗
(0.83)
1.46∗∗∗
(0.32)
0.37
(0.42)

−0.03
(0.04)
0.03∗∗∗
(0.01)
0.00
(0.03)

Excl. Sed. Basin (log)
Incl. Sed. Basin (log)
Area (log)
Population (log)
Coastline (log)
Excl. Groups
Incl. Groups
Excl. Area (log)
Incl. Area (log)
Peace-Years
PY 2
PY 3
êExcl.P et.
êIncl.P et.

−0.09∗
(0.05)
0.17∗∗∗
(0.04)
0.02
(0.02)
0.00
(0.01)
0.03
(0.02)
0.05∗∗
(0.02)
0.03
(0.02)
−0.75∗∗∗
(0.19)
0.24∗
(0.10)
−0.03∗
(0.01)

−0.07
(0.06)
−0.01
(0.07)
0.01
(0.02)
0.01∗
(0.01)
0.06∗∗
(0.02)
−0.02
(0.03)
0.01
(0.03)
−0.69∗∗
(0.24)
0.23
(0.13)
−0.03
(0.02)
−0.84∗∗∗
(0.19)
−0.18
(0.25)

0.00
(0.00)
0.01∗
(0.00)
0.00
(0.00)
0.00∗
(0.00)
0.01∗∗
(0.00)
0.00
(0.00)
0.00
(0.00)
−0.04∗∗∗
(0.01)
0.01∗∗∗
(0.00)
0.00∗∗∗
(0.00)

Log Lik.
-480.12
N
7937
7937
7937
Adj. R2
0.05
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses.
Standard errors for models 2 and 3 obtained via bootstrap.

−4.51∗∗∗
(0.61)

0.19∗
(0.08)
0.11
(0.08)
−0.11∗
(0.04)
0.19∗∗∗
(0.04)
0.04
(0.02)
0.00
(0.01)
0.02
(0.02)
−0.12
(0.08)
−0.07
(0.07)
−0.77∗∗∗
(0.19)
0.25∗
(0.10)
−0.03∗
(0.01)

-474.51
7937

Table 5.9: Country-level panel models estimating the effect of excluded-group petroleum
production on the probability of yearly territorial conflict onset.
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Figure 5.11: Probability of seeing at least one territorial conflict onset in t years in a
country without (left panel) and with (right panel) petroleum production in at least one
excluded group’s settlement area. Solid black lines refer to point estimates; solid gray lines
refer to Monte Carlo simulated effects representing parameter uncertainty; dotted lines
denote 95% CI.
of the previous subsection, indicating that the latter effect is driven primarily by those
cases where petroleum-producing ethnic groups are excluded from state power.
Finally, to provide an impression of the magnitude of the estimated effect of petroleum
production in excluded ethnic groups’ settlement areas on the probability of ethnic conflict,
I use the estimates from model 3 of table 5.9 to calculate the estimated effect of observing at
least one territorial conflict onset in a given country over the course of t years. Specifically,
I employ the procedure outlines in section 5.5.3 to calculate the probability of observing
at least one territorial conflict onset event in a period of t years in two scenarios: one
where the “excluded petroleum” variable assumes a value of zero, and one where the
“excluded petroleum” variable assumes a value of one. The resulting estimates are plotted
in figure 5.11. Clearly, petroleum production in the settlement area of groups excluded from
government power appears to have a surprisingly large impact on a country’s probability
of experiencing territorial conflict. In fact, the estimates imply that the probability of
observing at least one territorial onset over 20 years lies above 80% if petroleum is extracted
in an excluded groups’ territory. In conclusion, the country-level analysis has confirmed
the findings obtained in the previous sections and yields further support for the postulated
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hypotheses.
Again, I have found that petroleum production appears to exert a positive effect only
on territorial conflict, and that countries more likely to experience territorial conflict systematically feature less petroleum production. Moreover, this effect appears to be due
entirely to instances where petroleum production occurs in the settlement area of politically relevant ethnic groups, particularly groups with little or no influence over central
government decision-making.

5.7

Conclusion

This chapter has yielded two main findings. First, I find supporting evidence for the proposed theoretical framework across a considerable number of models, using various estimation techniques and on different levels of aggregation. In particular, I find corroborative
evidence for the hypothesis that petroleum-producing regions are more likely to experience
territorial conflict, that this effect appears to be caused by petroleum production provoking
ethnic separatism, and that the effect of petroleum production on ethno-territorial conflict is largest where ethnic groups have little say in central government decision-making.
Hence, there is clear evidence in favor of the theoretical framework developed in chapter 3,
which suggests that petroleum production causes violence by raising the value of autonomy
for ethnic communities without the ability to convince the central government to grant it
to them.
Second, I have found that petroleum production appears to be highly endogenous to
territorial conflict. Across various units of analysis, regions that are more likely to experience territorial conflict appear to be significantly less likely to see petroleum production.
Although the empirical results do not allow us to determine the exact source of this effect, it is plausible to assume that it is (at least partially) caused by rational anticipation:
Governments and private extractors will be hesitant to invest in extractive infrastructure
in areas where petroleum production may lead to political unrest. Importantly, unlike
the findings by Cotet and Tsui (2013), this result implies that previous analyses of the
petroleum-conflict link have likely underestimated the true impact of petroleum on territorial conflict. Simultaneously, however, I have not been able to reproduce the country-level
effect of petroleum production on governmental conflict using the instrumental variable
design, indicating that endogeneity might have the opposite effect in this case.
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5.8

Appendix

Admin-Unit-Level Cross-Section: Governmental Conflict
Model
Response
(Intercept)
Petroleum

Model 1
Probit

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Governmental Conflict, 1990 – 2008

−2.24∗∗∗
(0.67)
−0.24
(0.20)

−2.28∗∗∗
(0.67)
−0.34
(0.57)

−2.27∗∗∗
(0.64)
−0.33
(0.50)

−2.17∗∗
(0.66)

−0.18
(0.19)
−0.08
(0.20)

−0.01
(0.03)
0.00
(0.08)
−0.06
(0.03)
0.10
(0.05)
0.15∗
(0.07)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)

−0.01
(0.06)
−0.06
(0.03)
0.11∗
(0.05)
0.14∗
(0.07)

ê

−0.01
(0.06)
−0.06
(0.04)
0.11
(0.06)
0.14∗
(0.07)
0.07
(0.35)

ρ̂

Pseudo Log Lik.
N
Clusters
Adj. R2

−0.01
(0.06)
−0.06
(0.04)
0.11∗
(0.06)
0.14
(0.08)

0.00
(0.02)
−0.02
(0.01)
0.03
(0.02)
0.04
(0.02)

0.06
(0.26)
-2301.10
4082
157

4082
157

-4176.50
4082
157

4082
157
0.05

-2310.75
4082
157

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.10: Cross-sectional administrative-unit-level models estimating the effect of
petroleum production on the probability of governmental conflict.
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Admin-Unit-Level Panel: Governmental Conflict
Model
Response
(Intercept)
Petroleum

Model 1
Probit

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Governmental Conflict Onset

−2.15∗∗∗
(0.53)
−0.14
(0.09)

−2.15∗∗∗
(0.38)
−0.16
(0.29)

−2.15∗∗∗
(0.40)
−0.15
(0.29)

0.04
(0.03)
0.00
(0.02)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
Peace-Years
PY 2
PY 3

0.00
(0.03)
−0.03
(0.02)
0.05
(0.03)
0.05
(0.03)
−15.56∗∗
(5.82)
136.54
(90.94)
−539.12
(354.43)

ê

0.00
(0.03)
−0.03
(0.02)
0.05
(0.03)
0.05
(0.04)
−15.55∗
(6.45)
136.61
(99.87)
−539.42
(389.18)
0.01
(0.17)

ρ̂

Pseudo Log Lik.
N
Clusters
Adj. R2

0.00
(0.03)
−0.03
(0.02)
0.05
(0.03)
0.05
(0.04)
−15.55∗
(6.14)
136.60
(94.72)
−539.38
(377.14)

0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
−1.39∗∗
(0.52)
11.08
(5.71)
−30.77
(18.30)

−2.09∗∗∗
(0.53)

0.00
(0.02)
0.00
(0.04)
−0.03
(0.02)
0.04
(0.03)
0.05
(0.03)
−15.60∗∗
(5.93)
136.71
(92.70)
−540.52
(361.60)

0.01
(0.17)
-8963.76
81835
190

81835
190

-47059.28
81835
190

81835
190
0.02

-8980.99
81835
190

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.11: Administrative-unit-level panel models estimating the effect of petroleum production on the probability of governmental conflict.
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Group-Level Cross-Section: Governmental Conflict
Model
Response
(Intercept)
Petroleum

Model 1
Model 2
Model 3
Model 4
Probit
CF
2SLS
Red. Form
Governmental Conflict, 1990 – 2009
−3.75∗∗∗
(0.87)
0.05
(0.25)

−4.00∗∗
(1.37)
−0.13
(0.53)

−0.20
(0.16)
−0.02
(0.09)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)

0.21∗∗
(0.07)
−0.07∗
(0.03)
0.03
(0.06)
−0.05
(0.10)

ê

Pseudo Log Lik.
N
Clusters
Adj. R2

-115.42
494
101

0.22∗∗
(0.07)
−0.07
(0.04)
0.04
(0.08)
−0.03
(0.13)
0.14
(0.28)

0.02∗
(0.01)
−0.01
(0.01)
0.00
(0.01)
0.00
(0.02)

494
101

494
101
0.03

−3.74∗∗∗
(0.88)

0.03
(0.04)
0.18∗∗
(0.07)
−0.07∗
(0.03)
0.04
(0.06)
−0.04
(0.10)

-115.25
494
101

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 3 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.12: Cross-sectional group-level models estimating the effect of petroleum production on the probability of governmental conflict. Estimates for Bivariate Probit model not
reported because the estimation algorithm did not converge.
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Group-Level Panel: Governmental Conflict
Model
Response
(Intercept)
Petroleum

Model 1
Probit

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Governmental Conflict Onset

−3.73∗∗∗
(0.41)
−0.16
(0.10)

−3.40∗∗∗
(0.58)
0.12
(0.25)

−2.73
(1.50)
0.70
(1.33)

−0.01
(0.01)
0.00
(0.00)

−3.53∗∗∗
(0.41)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Elev. SD (log)
Peace-Years
PY 2
PY 3

0.06
(0.04)
−0.02
(0.01)
0.05
(0.04)
0.03
(0.05)
−1.02
(0.84)
−0.07
(1.53)
1.49
(0.94)

ê

0.05
(0.04)
−0.03∗
(0.01)
0.04
(0.05)
0.01
(0.05)
−1.05
(0.90)
−0.08
(1.67)
1.49
(1.02)
−0.19
(0.15)

0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
−0.02
(0.01)
0.00
(0.03)
0.03
(0.02)

−0.53
(0.56)

ρ̂

Pseudo Log Lik.
N
Clusters
Adj. R2

0.03
(0.05)
−0.04
(0.03)
0.01
(0.11)
−0.03
(0.10)
−1.09
(9.78)
0.02
(22.56)
1.29
(10.29)

0.00
(0.02)
0.06
(0.04)
−0.03∗
(0.01)
0.04
(0.04)
0.01
(0.04)
−0.99
(0.95)
−0.16
(1.72)
1.50
(0.82)

-909.58
27428
128

27428
128

-14598.66
27428
128

27428
128
0.00

-912.20
27428
128

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.13: Group-level panel models estimating the effect of petroleum production on the
probability of governmental conflict.
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Country-Level Panel: Governmental Conflict
Model
Response
(Intercept)
Petroleum (log)

Model 1
Probit

−2.70∗∗∗
(0.43)
0.02
(0.02)

Model 2
Model 3
Model 4
Model 5
CF
Joint Dist.
2SLS
Red. Form
Yearly Governmental Conflict Onset
−1.66
(1.02)
0.17
(0.15)

−1.62
(1.21)
0.17
(0.15)

0.02
(0.03)
0.01
(0.00)

Sed. Basin (log)
Area (log)
Coastline (log)
Population (log)
Peace-Years
PY 2
PY 3

0.03
(0.03)
−0.03∗
(0.01)
0.03
(0.03)
0.04
(0.17)
−0.02
(0.08)
0.00
(0.01)

ê

−0.01
(0.05)
−0.05∗
(0.02)
−0.01
(0.04)
0.06
(0.15)
−0.04
(0.07)
0.00
(0.01)
−0.16
(0.15)

0.00
(0.00)
0.00∗∗
(0.00)
0.00
(0.00)
0.00
(0.01)
0.00
(0.00)
0.00
(0.00)

0.03
(0.03)
0.01
(0.04)
−0.02∗
(0.01)
0.02
(0.03)
−0.10
(0.16)
0.04
(0.07)
−0.01
(0.01)

−0.22
(0.20)

ρ̂

Log Lik.
N
Adj. R2

−0.01
(0.05)
−0.05∗
(0.02)
−0.01
(0.05)
0.06
(0.17)
−0.03
(0.08)
0.00
(0.01)

−2.60∗∗∗
(0.38)

-725.79
7610

7610

-7332.09
7610

7610
0.00

-778.81
8001

∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors in parentheses.
Standard errors for models 2 and 4 obtained via bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 5.14: Country-level panel models estimating the effect of petroleum production on
the probability of governmental conflict.
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CHAPTER

6
The Road to State Capacity

6.1

Introduction

The empirical analyses conducted so far have established that there seems to be a causal
relationship between petroleum production and separatist conflict, and that it is moderated
by the presence of geographically concentrated ethnic identities and local communities’
access to state power. In this chapter, I focus on the third conditioning factor identified in
the theoretical framework, namely the local degree of state capacity in petroleum-producing
regions. In chapter 3 I argued that in regions where the government lacks direct governance
institutions, it is unable to monitor and control individual behavior, and thus unable to
prevent insurgent mobilization. Consequently, I expect that local demands for autonomy
in petroleum-producing communities are more likely to escalate into violent conflict where
the government is unable to exert direct control over the local populace.
In order to test this hypothesis empirically, I require a spatially disaggregated measure
of state control. In this chapter, I propose using geo-coded road network data as a proxy
for local state capacity. In particular, in section 6.2 of this chapter, I argue that exercising
direct control requires physical accessibility. It follows that identifying those regions that
are only weakly penetrated by road infrastructure should tell us where governments lack
pervasive instruments of surveillance and control. To this end, in section 6.3, I introduce
a new geo-coded data set of historical road networks that has been compiled by digitizing
physical map sheets by the US Army Map Service from 1940 to 1960 in a collaborative
effort with the ETH Institute for Transport Planning and Systems. Next, in section 6.6,
I use the newly compiled road network data to compile a set of accessibility metrics on
various levels of analysis. Finally, in section 6.7, I perform a first test of the hypothesized
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relationship between physical accessibility and separatist conflict (without yet considering
the role of petroleum production). Indeed, I find that the road-network-based accessibility
metrics are powerful determinants of separatist civil wars.

6.2

Road Networks as a Proxy for State Capacity

In chapter 3, I argued that the degree to which the government has immediate control
over the local population is a crucial determinant of whether petroleum-producing regions
engage in separatist conflict. Due to the government’s inevitable initial advantage in terms
of coercive capacity, separatist insurgents must rely on irregular warfare as a survival strategy. To be successful, this approach requires a high degree of civilian collaboration with
separatists. In particular, insurgents need to be able to engage against government forces
selectively when they are at an immediate tactical advantage and otherwise avoid direct
confrontation by blendinginto the civilian population. To what extent civilians are able
and willing to harbor and support separatists is, in turn, dependent on the government’s
ability to monitor and control individual behavior. This degree of direct, individual control
is partially predetermined by the local degree of state capacity – that is, the local presence
and pervasion of government-controlled instruments of local governance. These instruments of direct control include the presence of a capable police force that is accountable
to the central government, as well as a professionalized local administrative bureaucracy
that executes basic governance tasks, such as providing education, administering justice,
offering social welfare, and collecting taxes. Where these types of state institutions are
available, they provide the government with the means to successfully administer selective
incentives to the civilian populace to collaborate with the state, and thus effectively prevent successful insurgent mobilization. It follows that the presence of local state capacity
is a crucial determinant of whether separatist conflict is feasible in a given region. Even
if petroleum extraction and political marginalization create incentives for locals to seek
more political autonomy by extra-institutional means, doing so may be prevented by the
presence of effective and pervasive state institutions.
To test this hypothesized moderating effect of direct government control, I need an
empirical measure of state capacity. Moreover, I require a metric that is measurable on
the sub-state level. Governments’ abilities to exert direct control over their populations
will vary across their territory, and capturing these differences is vital for answering the
research question at hand. In particular, to test whether state capacity moderates the effect
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of petroleum production on conflict, we need to be able to approximate the degree of state
capacity in petroleum-producing regions. The existing empirical literature examining the
relationship between state capacity and violent conflict has so far only applied country-level
measures of state capacity. A number of authors have attempted to capture the degree to
which states have penetrated their societies by measuring the proportion of their revenue
coming from income taxation (see, e.g., Hendrix (2010), Gibler and Miller 2014, Thies
2010). The underlying reasoning is that levying taxes on income generally requires an
administrative bureaucracy that is capable of monitoring citizens’ behavior in a proficient
manner (see also Tilly 1990, p. 87). However, this measure is not particularly useful for
the application at hand. Country-level revenue statistics bear no information about the
distribution of state capacity within countries. Moreover, regressing revenue statistics on
violent conflict is associated with a number of rather serious endogeneity concerns (see
Thies 2010).
In this chapter, I propose the use of geo-coded road network data as a geographically
disaggregated measure for local state capacity. The use of road data for approximating the
degree of state capacity in a given location is motivated by two considerations. First, the
establishment of direct instruments of control requires physical accessibility by government
agents. Consequently, the absence of a pervasive road network in a given location serves
as an indicator for the absence of more sophisticated instruments of governmental control,
such as an effective, government-controlled police force and a professionalized bureaucracy.
Second, apart from being a proxy for more elaborate instruments of control, the presence
of a dense road network in a given region also immediately boosts the government’s ability
to exert direct control over its citizens. If the government is being contested by local
insurgents, the presence of a pervasive road network will facilitate the monitoring of civilian
behavior by the government and thus impede civilian collaboration with rebels.
The absence of road networks in a given location serves as a proxy for limited state
capacity because direct governance requires physical accessibility. Effective policing and
bureaucratic administration under state control are only possible if the government is able
to maintain frequent, low-cost interaction with its local agents. Consequently, a densely
connected road network is of key importance for the establishment and maintenance of
state control. Indeed, the close relationship between roads and the projection of power is
a long-known fact in political geography. It is eloquently summarized by the geographer
Whittlesey, who asserts that “efficient transportation consolidates political areas, whether
the Roman Empire or the United States of America. The lack of ready means of circulation
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is a source of political weakness whatever the density of population, as the plight of China
proves” (Whittlesey 1944, p. 11, as cited by Herbst 2000, p. 1962).
The importance of physical access for the establishment of direct rule becomes particularly apparent if we compare the history of the European state system with that of
the post-colonial world. The emergence of the dense road and transport network that we
observe in contemporary Europe is closely related to the unique European state-making
experience described by Tilly (1990). He explains how the modern European nation state
evolved as part of an evolutionary process wherein rulers, initially controlling only citystates, expanded their territorial claims to create buffer zones between their power centers
and their rivals (Tilly, 1990, p.70). Consequently, throughout the 16th, 17th, and 18th
centuries, Europe saw a political consolidation process producing an ever smaller number of sovereign entities controlling ever larger swaths of territory. While urban-based
rulers initially controlled their hinterlands mostly by indirect means and local proxies, this
changed dramatically with the advent of military and governmental innovations introduced
by the French Revolution (Tilly, 1990, p. 107). Specifically, the post-revolutionary French
model of a standing army of conscripts had a dramatic impact on states’ relationships with
their hinterlands. With ordinary citizens becoming a key military resource, states across
Europe began to emulate the French model (or had it imposed on them by the French)
and converted their rural buffer zones into directly governed territories, allowing a much
closer integration of their subjects into the state apparatus. This meant the establishment
of those institutions of direct rule discussed above: an effective police force that is directly
accountable to the central government, and a pervasive, professionalized administrative
bureaucracy governing local individuals’ affairs (Tilly, 1990, p.114). Naturally, establishing these instruments of surveillance and control required the frequent exchange of goods
and personnel between the government’s power center and the areas it wanted to control.
Hence, in this shift from indirect to direct rule, European leaders promoted the construction of “connected systems of trade, transportation, and communication” (Tilly, 1990, p.
100) in an effort to reach their population and ensure compliance with government policy.
While Europe’s century long history of state- and war-making has yielded states that effectively control and maintain access totheir hinterlands, this is less the case in much of the
developing world. In particular, in many post-colonial countries, state borders were drawn
not by a competitive state-making process, but by colonial rulers, with little reference to
the state’s actual governance capabilities on the ground (Jackson, 1987). As a consequence,
many post-colonial countries still feature large areas with little or no accessibility for state
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institutions. Focusing on Africa, Herbst (2000) argues that this is caused to a significant
degree by the fact that many African states simply lack physical access to much of their
territory. Much of the existing African road infrastructure was created by European colonizers in the first half of the 20th century (Herbst, 2000, p. 86). However, even at the
time, these networks were rather limited in their reach and concentrated mainly around
colonial headquarters. Similar to European rule prior to the French Revolution, colonial
rule in Africa relied mainly on indirect rule through local proxies (Mamdani, 1996). Herbst
(2000, p. 166) argues that this has not changed much in the post-independence period.
Many African states still fail to access and govern their peripheries, which is expressed by
the exceptionally poor road network density most African countries feature (Herbst, 2000,
p. 170).
So far, I have argued that the presence of a dense road network in a given region is
a useful proxy for the presence of state institutions of direct control because the latter
require physical accessibility. However, roads themselves are also a crucial instrument of
civilian control, especially if the government is already being contested. In fact, numerous
case studies show that the presence of dense road network makes control of the civilian
population easier if the government needs to fight a counterinsurgency campaign. Frequent interaction between armed forces and civilians facilitates monitoring, and thus the
provision of selective incentives for cooperation. Kalyvas (2006, p. 135) names several
instances where the proximity to roads has facilitated government control over civilians
during counterinsurgency operations, namely in Greece, Vietnam, Rhodesia, and the Dominican Republic. Moreover, Kell (2010, p. 115) reports that in the Acehense insurgency,
government forces deliberately moved rural villagers closer to main roads in order to control them. Similarly, the discussion of the Indonesian counterinsurgency efforts in West
Java by Kilcullen (2010, p. 85) further illustrates how accessibility was a key determinant
of the government’s ability to keep local civilians from collaborating with the insurgent
forces.
In conclusion, I contend that data on the presence and scope of local road networks
will provide useful information on local levels of state capacity. Because political control
requires physical accessibility, it should be possible to identify regions where the central
government exerts limited control over its citizens by looking at areas with limited access to
road networks. Finally, it is worth mentioning that the use of geo-coded road-network data
in the analysis of intrastate conflict is not unprecedented. In particular, Buhaug and Rød
(2006) employ the VMap0 data (described in section 6.3 below) in their effort to predict the
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location of African civil wars. Indeed, corroborating the theoretical expectations expressed
above, they find a small but significant negative association between their road network
density metric and the likelihood of a given location seeing separatist civil wars.

6.3

The Data: AMS Series 1301

To employ road networks as a proxy for state capacity in empirical analysis, we require
consistent geo-coded road network data that is available for large parts of the globe. Indeed,
there are a number of existing data sources that fit this description. On the one hand,
there are various proprietary global road network data sets. Unfortunately, however, using
this data for academic research is associated with major obstacles. In particular, copyright
law severely restricts the degree to which these data, and derivatives thereof, canbe made
available for replication purposes. Moreover, and perhaps more importantly, proprietary
road network data comes with a prohibitively high price tag.1
Alternatively, there are a small number of openly accessible, non-commercial road network data sets that could potentially be used for research, namely the Vector Smart Map
0 (VMap0) data collection issued into the public domain by the US National Geographical
Intelligence Agency in 1994, the recent gRoads data project (which is largely based on the
VMap0 data) by CIESIN (2013) as well as the OpenStreetMap project,2 which attempts
to create a global road atlas in a wiki-like crowdsourcing approach.
While these are extremely valuable resources, they carrytwo major drawbacks with
regard to the research question at hand. First, all of the above-mentioned projects exhibit
major inconsistencies in terms of data quality across different countries and regions. Nelson,
de Sherbinin, and Pozzi (2006) demonstrate that the VMap0 data shows drastic tiling
effects and quality differences across different regions. Moreover, whereas the gRoads data
project has been able to improve the VMap0 data significantly in some countries, no data
has been added for other countries, thus further exacerbating the inconsistency in the data’s
quality. Finally, the OpenStreetMap project’s reliance on user input entails a distinct drop
in data quality in less developed regions, and is generally rather incomplete outside of
large urban centers. Consequently, these data sets are suboptimal for the present purpose
of comparing road network accessibility across a large number of countries and settings.
Second, and perhaps more importantly, using the above-mentioned data collections is
1

Pricing for the global road network data by Navteq, one of the largest suppliers, start at 250,000 Euro
for a single license.
2
http://www.openstreetmap.org (accessed on 10/10/2014).
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associated with a potential endogeneity problem. In particular, analyzing the effect of
limited road network accessibility on the outbreak of conflict entails a reverse causality
issue. It appears plausible that ongoing violent conflict would severely inhibit the road
construction efforts. Consequently, unless the road network data employed dates back
further than the occurrence of the analyzed conflict, we cannot tell whether a negative
relationship between road network accessibility and violence is due to the hypothesized
state capacity effect, or simply reflects the fact that conflict has prohibited development.
A simple measure to reduce this type of endogeneity is to limit the analysis to the period
after the point in time reflected in the road network data. For the above-mentioned data
sources, however, this would lead to impractically short sample periods. While the VMap0
data contains information for up to 1994, the other data sources claim to be “up to date”
wherever possible .
In order to address these consistency and endogeneity issues, I refrain from relying on
these readily available data sources and instead use road network information published
as part of a global mapping effort by the US Army Map Service (AMS) The AMS 1301
series is a collection of roughly 950 physical map sheets published by the US AMS in
several editions between roughly 1940 and 1960 (though some maps were published later)
and covering the entire globe at 1:1,000,000 resolution. The 1301 series follows a set of
mapping standards that date back to the German geographer A. Penck, who proposed the
creation of a standardized “International Map of the World” (IMW) as a collaborative
project between nations in 1891 (Grenacher, 1947). The IMW was based on a division of
the entire globe’s landmass into 4 × 4 decimal degree tiles to be mapped at a resolution of
1:1,000,000 and following a standardized color coding scheme for all map features. While
the IMW project failed, these standards were adopted by military mapping agencies in
the UK, France, and the US. In particular, the US AMS adopted the IMW standards
for its own global mapping project, the 1301 series. All AMS 1301 map sheets display
road networks in a uniform style, and contain supplementary information on the types
and quality of roads in a given map sheet. From these descriptions, it is evident that the
roads displayed in the AMS 1301 map sheets generally fulfill the minimal criterion of being
navigable with a motorized vehicle (with seasonal exceptions). Figure 6.1 shows a digital
scan of a prototypical map sheet in the AMS 1301 series and illustrates the impressive level
of detail exhibited by these maps.
The AMS 1301 map sheets provide a unique source of information on the state of road
networks across the globe in the period between roughly 1940 and 1960. As such, relying
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Figure 6.1: AMS 1301 map NE-44, edition 7, covering Hyderabad in 1954.
on the AMS 1301 road network data for the application at hand helps address both the
consistency and endogeneity problems. Since most of the AMS map sheets were compiled
by a single agency adhering to relatively strict guidelines, the data is fairly uniform over
very large areas and does not exhibit the significant quality differences that some of the
more recent data sources show. Additionally, the fact that most of the map sheets refer to
the 1940–1960 period significantly reduces the endogeneity issue discussed above. Even if
we restrict the analysis to conflicts that occurred after the road network data were collected,
and thus eliminate the most immediate source of potential reverse causality, we end up
with a fairly large sample to be analyzed.
It is important to note, however, that relying on the AMS 1301 road network data
also entails a number of drawbacks. First, the AMS 1301 road network information is not
readily available in a digital, geo-coded format, but only as part of the physical map sheets.
Hence, before being suitable for systematic, quantitative analysis, the AMS map data first
needs to be digitized. This digitization process is described in the next section and has
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proven to be a challenging and time-consuming undertaking. As a consequence, we have
so far only been able to digitize a part of the entire AMS 1301 series, and the subsequently
presented empirical analyses are only conducted for the sampled region.
Second, although the use of historical road network data is essential in limiting the
above-mentioned endogeneity concerns, it comes at the cost of limited temporal accuracy.
Specifically, it is unclear to what degree the AMS data from 1940–1960 accurately reflects
the level of local accessibility and state capacity in later decades. As a consequence, there
is a certain risk that the road-network-based proxy for state capacity derived from the
AMS data leads to a false negative result with respect to conflict because it is outdated.
In general, however, it is reasonable to assume that road networks change relatively slowly,
and that those areas that exhibit a distinct lack of roads in 1960 will still be relatively
inaccessible in 1990. In fact, in his analysis of the development of African road networks
between the mid-20th century and 1997, Herbst (2000, ch. 3.1) notes that there has been
surprisingly little change both in absolute and relative terms.

6.4

Digitization3

In order to make the road network information provided in the AMS maps useful for
systematic analysis, it needs to be digitized. Digitization involves transforming the road
network information portrayed on the physical maps into machine-readable data that is
suitable for computerized quantitative analysis. Specifically, the road network data should
be transformed into a collection of geo-referenced vector graphics, which is the industry
standard for storing digital road network information.4
There are essentially two options for digitizing geographic data from physical maps.
Both require the common initial step of creating a digital copy of the physical map with
an image scanning device. The first option is heads-up digitization, wherein the objects of
interest are extracted from the scanned map by manually tracing them with a computer
pointing device (e.g., a computer mouse or track pad). The second option is automated digitization, whereby the objects of interest are extracted using appropriate image processing
and computer vision algorithms.
For the present purpose, we implemented an automated approach, as the heads-up
3

The digitization of the AMS 1301 map series described in this section is an ongoing collaborative
effort together with Raphael Fuhrer of the Institute for Transport Planning and Systems of ETH Zurich.
4
Vector graphics store spatial information in the form of geometrical primitives, i.e., points, lines, and
polygons. A vector representation of a road generally consists of a sequence of two-dimensional coordinate
vectors representing contiguous line segments.
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digitization of the AMS map material proved excessively time-consuming.5 While creating
the necessary code (as described below) also took considerable effort, the approach bears
the advantage of scaling easily once the initial investment is made.
Due to the very specific nature of the task at hand, we could not rely on a pre-packaged
solution for automating the digitization process. While commercial vectorization software
does exist, we could not find any implementation that would allow us to extract a complex
linear network from very noisy map imagery in a straightforward manner. For this reason,
we implemented a custom automated road network extraction procedure. We relied on
the R statistical programming language (in combination with a wide array of user-created
packages) to manage the overall workflow and implement many of the data management
and classification tasks. In addition, we used a PostGIS spatial database for handling
vector-based spatial data. In the following subsections, I briefly summarize the full digitization procedure.
6.4.1

Manual Pre-processing

Prior to the automated procedure, a number of manual pre-processing steps were necessary.
First, high-resolution color scans of the maps needed to be created. Fortunately, color scans
of about 200 maps were already made available by the University of Texas Perry-Castañeda
Library.6 Another 250 scans were made from the map collection of the ETH Library using
an industrial high-resolution scanner. The scanned maps were stored as pixel images in
the common JPEG format at a resolution of 250dpi.
Second, the scanned maps needed to be prepared for automated processing. This step
included cutting out the map legend as well as the removal lines representing international boundaries.7 The latter task was necessary because international boundaries are
represented in the same color as roads on most AMS maps, thus leading to problematic
false-positive classifications in the automated procedure.
Third, the maps were geo-referenced, which was performed on the basis of the coordinate grid printed on the map. The AMS 1301 series adheres to the Lambert Conformal
Conic projection with varying standard parallels. In order to standardize the maps’ projections, all scanned images were reprojected onto the WGS84 coordinate system.
5
Sample trials have shown that digitizing an entire AMS map manually takes between 6 and 8 uninterrupted working hours. Multiplied by the approximately 950 maps to be digitized, this equals over two
years of continuous manual digitization.
6
See http://www.lib.utexas.edu/maps/ams/.
7
This was achieved by manually drawing white pixels over international boundaries using conventional
image manipulation software.
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Once all maps were adequately prepared, they were fed to the automated vectorization
procedure, described subsequently.
6.4.2

Pixel Classification

The first stage of the automated vectorization procedure is pixel classification. The goal
of this stage is to extract those pixels in the scanned map image that represent the road
network. This task is greatly facilitated by the fact that across the entire AMS map series,
all roads are depicted as red lines, whereas (most) other features are colored differently. We
utilize this regularity by training a supervised learning model that classifies “road pixels”
based on their color value and the color value of their environment.
Pixel classification is performed in two steps. In a first step, we train a supervised
learning model on a pre-classified set of sample images where all pixels representing part
of the road network were marked manually. More precisely, we transform the pre-classified
sample images into a vector of observations corresponding to the image’s pixels. For each
observation, we generate six features (i.e., variables): the corresponding pixel’s three Lab
color values8 as well as the average Lab color values of its neighboring pixels, aggregated
using a Gaussian filter. Furthermore, we define a binary response variable indicating
whether a given pixel depicts part of the road network. Hence, we transform the preclassified sample images into a training data set with exactly as many rows as there are
pixels in the combined sample images. We then fit a series of Random Forest models9 with
varying tuning parameters to this training data and select the fitted model with the best
out-of-sample predictive performance using 10-fold cross-validation.
In a second step, we use the trained and tuned Random Forest model to classify the
pixels of the yet-unclassified map images. For any yet-unclassified map image, the classification step simply involves transforming the image into a data set of pixel observations
with the six above-named color-based features and then feeding this new data to the fitted
Random Forest to obtain binary “road pixel” predictions. The result of this operation is a
binary pixel image where all pixels representing part of the road network receive a positive
charge, and all other background pixels receive a negative charge.
Figure 6.2 illustrates the pixel classification step for a map excerpt depicting the south8

The Lab color space is a three-dimensional system to represent visible colors, similar to the more
widely known RGB color space. The Lab system features the key advantage that colors that are perceived
as similar by humans occupy a dense subset of the Lab color space.
9
Random Forests are a class of supervised classification models that perform very well in non-linear
classification tasks; see Breiman (2001).
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(a) Original map scan.

(b) Classified binary image.

Figure 6.2: Pixel classification.
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eastern part of the Philippine island of Luzon.
6.4.3

Object Recognition and Removal

Unfortunately, the pixel classification step discussed above not only extracts the road
network, but also captures a number of nuisance objects that are depicted in the same
color as the road network in the original map. The most common nuisance object in the
scanned AMS maps are circular markers indicating road numbers. These are clearly visible
in the lower panel of figure 6.2.
In the second stage of the automated vectorization procedure, these circular road markers are detected and removed from the classified binary images. This task is performed
in two steps. In a first step, we apply a Hough transform (HT) to each map in order to
detect circular objects (see Nixon and Aguado 2012, ch. 5.5 for a detailed description of
the HT).10 The HT is a visual object recognition algorithm that detects parameterizable
shapes using a voting procedure: Essentially, all possible occurrences of the given shape in
the target image are considered and “voted” upon. That is, each candidate object receives
a vote for each positive pixel it intersects with. Once the votes are “cast,” candidate objects
with a particularly high number of votes should correspond to the actual objects in the
image. The HT is a powerful device because it is able to detect multiple circles in a given
image, even if the image is noisy. As such, the HT is able to consistently detect almost
all circles in a given map image. Unfortunately, however, it does so with a considerable
number of false positives.
In order to eliminate these false positives, we run a second object recognition algorithm
on all candidate circles yielded by the HT. In particular, we implemented the RANSAC
(RANdom SAmple Consensus) algorithm by Fischler and Bolles (1981) in R and used it to
classify the candidate circles. The RANSAC algorithm essentially fits a single shape (here:
a circle) to a pixel image by distinguishing between “inliners,” positive points that are in
the proximity of the shape’s boundaries, and “outliners,” positive points that are distant
from the shape’s boundaries. It then iteratively repositions and rescales the candidate
shape in order to find a solution that maximizes the ratio of inliners to outliners. It turns
out that the RANSAC algorithm is very precise in classifying the candidate circles yielded
by the HT algorithm. The reason we do not employ the RANSAC algorithm from the
beginning and remove the HT classification step is that the former is unable to detect
multiple shapes.
10

We created a new efficient R implementation of the circular Hough Transform.
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Figure 6.3: Recognized and filled circular road markers.
Once all circles in a classified binary image have been detected using this two-step
procedure, they are filled with positive pixels. Filling the nuisance circles makes them
disappear from the classified road network in the skeletonization step discussed in the next
subsection.
Figure 6.3 depicts the classified binary image of Luzon where all circular road markers
have been detected and filled using the described process. The figure also depicts an
instance of a false positive removal in the south-eastern corner of the map. However,
as will be shown below, this error is largely inconsequential for the overall vectorization
procedure.
6.4.4

Skeletonization and Vectorization

At this point, we have obtained a cleaned binary pixel image of the input map, where
all pixels representing the road network are marked with a positive charge. The goal of
the next stage is to vectorize this binary image – that is, to represent all road network
segments as sequences of coordinates rather than contiguous clusters of positive pixels.
Again, we perform this task in a two-step procedure. First, we apply a skeletonization (or
“thinning”) algorithm to extract the central axis of all road network segments. Second, we
use a simple tracing algorithm to vectorize the road network skeleton.
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Figure 6.4: Skeletonized binary image.
In the binary image, all road segments are represented as pixel shapes, i.e., contiguous
clusters of positive pixels. The skeleton of a pixel shape is a pattern of unary thickness that
represents the shape’s central axis and captures its main topological features (see Nixon
and Aguado 2012, ch. 6.4). In order to extract the skeletons of the road segment shapes,
we implement the Zhang-Suen (ZS) thinning algorithm in R (Zhang and Suen, 1984).
The ZS algorithm essentially skeletonizes a given pixel shape by iteratively “shaving off”
pixels from its outline until a pattern of unary thickness is left. As mentioned above,
the skeletonization process also effectively eliminates the previously filled nuisance circles
intersecting with the road network. Figure 6.4 shows the binary image from above after
skeletonization.
In a next step, we transform the skeletonized binary image into a collection of line
segments. We do so with a simple point tracing algorithm which we implemented in the
PL/pgSQL procedural language for the PostGIS database system. The tracing algorithm
essentially iterates through all sets of contiguous pixel shapes in the skeletonized image and
combines their centroid coordinate values into a collection of line segments. As a result, we
obtain a collection of vector-based line segments that represent the visible road network on
the input map. Figure 6.5 plots the traced line segments extracted from the map excerpt
shown above.
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Figure 6.5: Traced line segments.
6.4.5

Splicing

As is evident from figure 6.5, the traced collection of line segments still exhibits a large
number of discontinuities. These are due to various factors. Most importantly, the road
network is not continuously plotted on the original AMS maps. Rather, a significant
number of other objects are superimposed on the red road lines, such as black markers
indicating populated places and various captions. Moreover, some smaller roads are depicted as dashed lines. Finally, while the pixel classification algorithm discussed above
works fairly well, it is not perfect, and some parts of the road network are not accurately
classified.
In order to bridge these gaps and generate a continuous representation of the underlying
road network, we propose and implement a novel network-based splicing algorithm. The
splicing algorithm takes the traced collection of line segments for a single map as an input
and proceeds in two steps:
1. Create a set of candidate lines.
In this first step, we create a set of candidate lines that connect the gaps in the
original input collection. Candidate lines are found via the following steps:
• Extract all start- and end-points from the original set of line segments; call this
collection of points C.
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• For each point i in C, find all other points j ∈ C, j 6= i that are within a
predefined distance of i and which are not directly connected to i through an
existing line segment.
• Each thus found duple of points ij constitutes the start- and end-point of a new
candidate line.
2. Prune the set of candidate lines.
In this step, we first represent the collection of original input line segments as a
graph in the network-theoretic sense. This is achieved by defining all line segment
start- and end-points as vertices, and all lines connecting these points as edges. All
edges receive weights corresponding to the length of their underlying line segments
on the digitized map. Henceforth, we call this graph G. Next, we iterate through all
candidate lines from shortest to longest. The length of a candidate line is defined
as the Cartesian distance between its constitutive start- and end-points. In each
iteration, the following steps are performed:
• Let the current candidate line be called l, with its Cartesian length defined as
|l|. Extract its start- and end-points i and j.
• Find the vertices vi and vj on the graph G that correspond to points i and j.
• Calculate the shortest path from vi to vj on graph G using the Dijkstra algorithm
(Dijkstra, 1959) and calculate the length of the optimal path, |o|.11 If vi and vj
are not connected in G, the optimal path does not exist. In this case, the length
of the optimal path is set to infinity.
• Finally, calculate the improvement ratio r = |l|/|o|. If r is smaller than a
predefined threshold, the candidate line l is added to the set of accepted lines,
A, and a new edge connecting vertices vj and vi is added to the graph G.
After iterating through all candidate lines, the set of accepted candidates A is added
to the input collection of line segments.
Combined, the input lines and the new accepted lines should form a connected network
that adequately represents the road network depicted on the original map material. The
advantage of this network-based algorithm over simpler line-snapping procedures is that it
prevents the creation of redundant new lines. Specifically, it only connects previously unconnected line segments if doing so significantly reduces the traveling distance between the
11

For all network operations we rely on the excellent igraph package for R by Csardi and Nepusz (2006).
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Figure 6.6: Connected line segments.
points on the road network. Figure 6.6 illustrates the spliced collection of lines generated
from the traced line segments shown above.
6.4.6

Finalization

In a final stage, we simplify the extracted collection of line segments and combine the
road networks extracted from the various maps into one large network. To simplify the
various line segments, we employ the Douglas-Peuker algorithm (Douglas and Peucker,
1973), which essentially reduces the number of points in a series of line segments that
approximate a curve. To combine the extracted networks from adjoining maps we simply
employ the splicing algorithm described in the previous section. The final vectorized road
network for the map excerpt used as an example above is plotted in figure 6.7, where it is
superimposed on the original scanned map image.

6.5

The New Road Network Data

As of this writing, we were able to perform the digitization process described in the previous
section for a total of 96 maps, covering West and Central Africa, South Asia (including
most of Afghanistan), and Southeast Asia.
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Figure 6.7: Final digitized road network (in green) superimposed on the original scanned
map image.
Figure 6.8 depicts a map showing the outline of all map sheets that have been digitized
so far. The reason we were not able to digitize a greater number of maps up to this point
is that the digitization process requires enormous computational resources. To reduce
computing time, we parallelized most of the procedure described in the previous section.
This allowed us to digitize a single map on up to 16 cores simultaneously. However, even
with these measures in place, digitizing a single map sheet takes around 2 hours. Due to
these temporal requirements, the road network data available for the analyses in this thesis
only covers the area depicted in figure 6.8. This limited coverage is unfortunate because
it lessens the external validity of the subsequent analyses on the basis of the road network
data. It is important to note, however, that the sampled region is of particular interest
for the research question at hand. First, as discussed previously, there are good reasons to
believe that the issue of limited levels of state capacity in peripheral regions is particularly
widespread in post-colonial countries. Since these are well-represented in the sample at
hand, the available data likely features a considerable degree of sub-national variance with
respect to road network accessibility, and hence, state capacity. Second, the sampled area
covers many of the regions where the case-study literature suggests that petroleum has
contributed to the outbreak of civil conflict. In particular, the available road network data
covers the Nigerian Niger Delta, Indonesia’s Aceh province, part of Pakistani Balochistan,
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Figure 6.8: Area covered by the 96 currently digitized maps (in grey).
and India’s Assam state. Hence, even with the limited data, I should be able to test
whether the effect of petroleum production on separatist conflict is truly more likely in
regions where the state has little control over its citizens.
Having noted this caveat, I will now move on to introducing the newly created road
network data set. This data partially or fully covers the territory of 46 African and Asian
countries (if adhering to 1990 borders). For all these 46 countries, at least 25% of their
territory is covered by the road network data. Furthermore, of these 46 countries, 27 are
covered fully. The digitized data represents a total of approximately 2.5 million kilometers
of roads and consists of roughly 322,000 individual line elements.
In order to illustrate the extent of the data set, as well as to point out some of its
weaknesses, it is useful to look at a small number of cases in more detail. Figure 6.9
illustrates the digitized AMS road network data for India, which is the largest country
(both in terms of surface area and population) in the currently available sample. First, it
is evident that the level of detail in the AMS road network data is fairly high. Moreover,
for most of the country, the data quality appears to be fairly uniform, even though the
information is sourced from 21 different map sheets. However, there is some evidence of
a pronounced tiling effect in the very North and West of the country. This is, of course,
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Figure 6.9: Digitized road network for India.
suboptimal, as it introduces noise to the data set. It should be noted, though, that the
degree of tiling observable here is exceptional, and occurs only very rarely in the overall
data set.
Next, figure 6.10 displays the digitized road network for Nigeria. Although the map
is displayed in a lower resolution than that of India, it is clear that the Nigerian road
network appears to be significantly less dense than its Indian counterpart. Whereas the
road network is fairly dense in the Southwest (near Lagos, the country’s old capital and
largest city) and center (near Abuja, the country’s current capital), there are significantly
fewer roads in the Niger Delta as well as the country’s peripheral northeastern and -western
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Figure 6.10: Digitized road network for Nigeria.
regions. Finally, note that although the Nigerian data is sourced from eight different maps,
there is hardly any visible tiling effect.
Figure 6.11 shows a map of the digitized road network data for the Philippines. Here
the distribution of roads across the country is particularly telling because it illustrates a
clear divide between the country’s political center and its periphery. While the northern
main island of Luzon, which hosts the country’s capital of Manila, exhibits a fairly dense
network of roads, the country’s second-largest island in the South, Minandao, features
a very low road density. Interestingly, Minandao is also home of the country’s Muslim
minority, which has been involved in a separatist insurgency that has been ongoing since
the late 1960s (see, e.g., Schiavo-Campo and Judd 2005).
Though the road network data available so far is certainly useful to test the statecapacity-related hypotheses proposed earlier in this thesis, the data collection process is
an ongoing project, and there are a number of potential improvements to the data (in
addition to extending its coverage). First, future iterations of the data set will require a
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Figure 6.11: Digitized road network for the Philippines.
reliable road-type classification. In the currently available version of the data, roads are
not classified with respect to their quality. Rather, all roads simply meet the minimal
criterion of being passable by motorized vehicles for at least part of the year (e.g., the dry
season). In principle, creating a more sophisticated typology is possible, since the AMS
map sheets classify all roads into at least three importance categories for which rough
quality assessments are provided . However, so far it has proven extremely challenging to
derive an accurate road-type classification procedure that is able to extract this information
from the source sheets. This is due to the fact that the only visual indication of a given
road’s type on the AMS map sheet is the thickness of the line it is represented by. Although
we have derived a classification procedure that attempts to distinguish road types using
line thickness as a predictor, the results exhibit severe differences in accuracy across the
source maps and are thus not yet suitable for systematic analysis.
Second, the newly digitized road network data will need to undergo a more rigorous
validity assessment. Currently, the data’s internal validity (i.e., whether the digitized
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data corresponds to the information on the physical map sheets) has been checked merely
via visual inspection. While this qualitative assessment ensures the prevention of any
large-scale errors, it would be preferable to obtain a quantifiable measure of accuracy, in
particular a comparison with a human-coded subset of the data. Moreover, it would be
desirable to obtain some measure of external validity, i.e., whether the data accurately
depicts the situation on the ground. Clearly, this is a challenging task, since there are no
comparable systematic geo-coded data sets of historical road networks readily available.
What is feasible, however, is to compare the newly digitized data to aggregate measures
covering approximately the same period. Indeed, an initial assessment of this type can be
performed for a subset of the data using road network density estimates for Sub-Saharan
African countries in 1963 compiled by Herbst (2000, table 5.3).12
Figure 6.12 plots country-level road network density estimates obtained from the newly
digitized AMS data (in kilometers per square kilometer of surface area) against the analogously measured Herbst data. Moreover, the dotted line represents the fit obtained via
an OLS-estimated bivariate linear model. As is evident from the scatter plot, the countrylevel road density measurements obtained via the newly digitized data is largely congruent
to the Herbst data. This is also reflected in the fitted linear model, which yields a (statistically significant) slope parameter of 0.81 and an R2 value of roughly 28%. Admittedly,
however, the road density estimates from the two sources are far from equivalent. This can
be explained by a number of factors. First and foremost, the AMS data is likely distorted
by the fact that for some countries, the road network data is only available for a fraction
of their territory. Indeed, if we restrict the analysis to those cases where the AMS data
covers at least 75% of the countries’ territories, the R2 value increases to 36%. Second, the
AMS-based road density estimates will contain a certain degree of noise because estimating road length based on 1:1,000,000 resolution maps is inherently somewhat imprecise.
Finally, the Herbst data may rely on a different definition of what constitutes a road than
the one adopted here. Although in principal Herbst adheres to the same definition of a
road as is used here (traversable with a motorized vehicle, but not necessarily all year), he
is not explicit on whether the same is true for the collection of sources he uses to compile
the road density data. Indeed, since the Herbst estimates are generally smaller than the
AMS estimates, it is likely that the underlying sources employ a stricter definition of what
constitutes a road than what is used here.
12

Herbst relies on multiple Africa-specific UN publications from the 1960s as sources.
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Figure 6.12: Comparison of the newly compiled road network data with the country-level
road network densities for Africa compiled by Herbst (2000).

6.6

Operationalizing Road Network Accessibility

Given the available data, we require a method of estimating the degree to which a given
area (e.g., an administrative unit or ethnic settlement region) exhibits a pervasive road
network that allows direct state governance. Probably the simplest option is to calculate
road network densities –that is, simply to divide the total length of all roads intersecting
with a given spatial unit by the unit’s surface area. As mentioned above, this is the
measure Herbst (2000) employs for his comparative assessment of the governance capacity
of African states. Similarly, Buhaug and Rød (2006) also employ road network densities
as a measure of government reachability in their effort to predict the location of African
civil wars.
The road network density metric features the key advantage of not being dependent
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on any secondary data sources. As such, it is relatively easy to compute and does not
require the specification of any additional, potentially arbitrary parameters or other coding
decisions. The main drawback of the simple density measure is that it entirely disregards
population distributions. Specifically, the measure does not appropriately represent the
fact that an absence of roads only indicates an absence of state governance where there
are people to govern. In other words, low road network densities may misrepresent the
actual degree of accessibility in a given area if the population is highly concentrated in few
locations. Analogously, a high average road network density may not be indicative of a
highly accessible populace if it is concentrated in the wrong place.
Figure 6.13 plots the road network density measures calculated on the basis of the
newly digitized AMS data on the country level.13 It is evident that there is a fair amount
of variance in road network densities across countries, with India and the small West
African countries having the highest densities, and East Africa, Afghanistan, and Malaysia
having the lowest.
However, these aggregate statistics mask considerable sub-national differences. This is
illustrated in figure 6.14, which depicts road network densities calculated on the level of
administrative units.14
Due to the above-mentioned drawbacks of the road density metric, I also propose a
second, slightly more refined measure of road network accessibility. Specifically, I estimate
the fraction of a given spatial unit’s rural population living in the vicinity of a road. I
calculate this measure using rural population data for 1990 from the GRUMP data set
(version 1) by CIESIN (2010). The GRUMP data set includes both a global population
count raster as well as a global raster outlining urban extents, both at a resolution of 30
arc seconds per grid cell. The urban extents raster identifies all settlement areas with
a concentrated population mass of more than 5,000 residents and was compiled using a
combination of local population statistics and satellite data on nighttime light emissions.
By overlaying the urban extents raster with the total population count grid, I am thus
able to extract a raster representation of rural population counts across the entire globe.
With this data, I can calculate the proportion of a given spatial unit’s rural population
living in the vicinity of a road. In particular, I compile two versions of the variable: one
where I use a 2.5-km buffer to identify whether an individual lives in the proximity of a
13
For those countries that are only partially covered by the new road network data, only the territory
covered by digitized AMS maps is used for calculating the road network densities. The same rule is followed
for all other variables introduced in this section.
14
As in the previous chapters, I rely on the data set by Natural Earth (2014) to identify administrative
units.

192

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

0

0.06

0.13

0.19

0.25

Road Density

(a) Africa

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

0

0.06

0.13

0.19

0.25

Road Density

(b) Asia

Figure 6.13: Road network densities at the country level.
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Figure 6.14: Road network densities at the administrative-unit level.
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road and one where I employ a 5-km buffer. Although these thresholds are necessarily
arbitrary, they are partially preconditioned by the resolution of the available data. In
particular, using a threshold below 2.5 km yields an accessibility variable that features an
excessive number of zero values. This is due to the fact that spatial aggregates based on
the gridded population data become very imprecise for spatial objects covering small areas.
Using a threshold above 5 km, on the other hand, yields an accessibility variable that is
not particularly informative, since instances where rural communities do not have access
to a road within 10 kilometers are very rare. To minimize the impact of the arbitrary
coding decision over the employed buffer size, I replicate all empirical analyses using both
implementations.
Focusing on rural populations for constructing the variable is sensible for two reasons. First, limited road network accessibility is a distinctly rural phenomenon. Even in
developing countries, it is reasonable to expect that medium- and large-sized cities are
generally connected to a road. As a consequence, including urban populations in the measure proposed above would essentially make it a metric of urbanization, since a greater
urban population share in a given spatial unit would automatically raise the fraction of
the population with access to the road network. Focusing on rural populations, on the
other hand, will yield a much more nuanced measure of whether the road network, and
the state’s presence in general, is truly pervasive. Second, focusing on rural population
distributions will hopefully limit the bias introduced to the accessibility measure due to the
fact that the population data covers the year 1990, whereas the road network data covers
the period between 1940 and 1960. Presumably, in most areas for which data is available,
the primary driver of change in relative population distributions between 1950 and 1990
was urbanization, i.e., the growth of urban population centers. By focusing exclusively on
rural population distributions, I am able to limit the impact of this trend on the estimated
accessibility measure, and arrive at a metric that approximates the actual pervasiveness of
road networks between 1940 and 1960. Figure 6.15 gives an impression of the distribution
of the rural accessibility metric on the level of first-level administrative units. Again, it is
evident that there is substantial sub-national variance in accessibility.

6.7

A First Look at Conflict

In the present section, I conduct a first empirical test of the hypothesized relationship
between the presence of a pervasive road network and the outbreak of separatist con-
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Figure 6.15: Rural road network accessibility at the administrative-unit level.
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flict. For the moment I leave the aspect of petroleum production aside (which will be
discussed further in the next section), and focus exclusively on the role of state capacity.
In particular, state capacity should enable the government to prevent successful separatist
mobilization and insurgency universally, regardless of locals’ motivation to seek autonomy.
Consequently, assuming the derived road-network-based measurements are indeed effective proxies for local state capacity, we should be able to observe a negative relationship
between road network accessibility and territorial conflict.
To test this hypothesis, I adopt much of the empirical framework introduced in chapter 5. In particular, I test the relationship between the road network measurements and
territorial conflict using cross-sectional models on two sub-national levels of analysis. In
a first step, I employ first-level administrative units as units of analysis. As in chapter 5,
the primary motivation underlying this decision is that administrative units offer a readily
available tessellation of countries’ territories into sub-national units, and thus allow us to
test the hypothesized relationship in a geographically disaggregated manner. In a second
step, I use politically relevant and geographically concentrated ethnic groups as units of
analysis, as coded by the EPR and GeoEPR data sets introduced in chapter 5 (Cederman,
Gleditsch, and Buhaug 2013, Wucherpfennig et al. 2011). In chapter 3, I argued that a
common ethnic identity among locals is a key determinant for successful separatist mobilization. Hence, settlement areas of these ethnic groups constitute a much more precise
spatial delineation of the regions that are “at risk” of exhibiting territorial conflict than
the tessellation provided by administrative units. It follows that the prohibitive effect of
state capacity on the outbreak of separatist conflict should be more clearly discernible
when using ethnic groups as units of analysis and approximating state capacity with road
network metrics measured in the settlement areas of these groups.
For both types of analysis I employ a cross-sectional design. The underlying reasoning
is that the time-variant alternative comes at the cost of having to model temporal dependencies while providing little additional information on the link between state capacity and
conflict since our road-network-based metrics are time-invariant. Furthermore, I employ a
panel design in the next chapter to analyze the interplay between petroleum production,
state capacity, and territorial conflict.
The administrative-unit analysis consists of 912 administrative units fully or partially
overlapping with the area for which road network data is available. Again, geo-coded
information on administrative units is taken from the corresponding data set by Natural
Earth (2014). As in chapter 5, the response variable measuring the occurrence of territorial
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conflict is constructed using the Conflict Site data set by Hallberg (2012), which is a spatial extension to the UCDP armed conflict data (ACD version 4-2010) by Gleditsch et al.
(2002). Unfortunately, the Conflict Site data is only available for the period between 1990
and 2008. As a consequence, there is a substantial time gap between the measurement of
the road network variables and the outcome data. As argued above, this might bias the
observable effect between road network variable and outbreak of territorial conflict towards
zero because the 1960s road data may not constitute an accurate representation of the situation on the ground in the post-1990 period. However, whether the distribution of roads
is sufficiently consistent over time to yield an observable effect on post-1990 conflict is an
empirical question which is addressed in the following analyses. Apart from the road network measurements, I employ a vector of control variables as additional regressors. These
are geographic and demographic measures that might be correlated with road network accessibility and conflict, and for which we would like to eliminate potential omitted variable
bias. In particular, I control for administrative units’ surface area, total population in
199015 , elevation standard deviation (i.e., mountainous terrain)16 , length of coastline, and
fraction of rural population in 1990.17 Finally, I add a control measuring the road density
of a given administrative unit’s host country. The reasons for this are twofold: First, I
control for country-level road network density in order to ensure that the estimated effects
associated with the administrative-unit-level road network metrics are truly sub-national
ones. Hence, I want to show that differences in state capacity within countries is indeed a
meaningful predictor of conflict. Second, the country-level variable should pick up potential differences in data quality across countries in the AMS map material. Although the
AMS maps appear fairly consistent upon visual inspection, it is likely that the AMS had
better source information on some countries (e.g., India) than others (e.g., Afghanistan).
Controlling for country-level road network densities alleviates this additional source of variance and should enablemore precise estimates for the effect of within-country differences
in state capacity.
Methodologically, I rely mostly on straightforward Probit GLMs to estimate the various
regressors’ effects on the binary response variable. In these models, I account for likely
within-country error correlation by clustering standard errors on the country level using
the Huber-White correction (Rogers, 1993).
Table 6.1 summarizes the results obtained with the administrative unit models. The
15

Measured using the GRUMP data set (version 1) by CIESIN (2010).
Measured using the GTOPO30 digital elevation model by USGS (1996).
17
Again measured using the GRUMP data set (version 1) by CIESIN (2010).
16
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Model 1

Model 2
Model 3
Model 4
Model 5
Probit
SAR Probit1
Territorial Conflict, 1990 – 2008

−4.90∗∗∗
(0.91)

−5.21∗∗∗
(1.16)
−0.04
(1.79)

Model
Response
(Intercept)
Road Density

−5.00∗∗∗
(0.97)
−1.16∗∗
(0.40)

Rural Accessibility (2.5 km)
Rural Accessibility (5 km)
Cntr. Road Density
Area (log)
Pop. (log)
Elev SD (log)
Coastline (log)
Rural Fraction

−4.69∗∗∗
(0.97)

0.02
(0.11)
0.20∗∗
(0.07)
0.12
(0.07)
0.10∗
(0.04)
0.18
(0.56)

5.31
(4.71)
0.11
(0.15)
0.12
(0.10)
0.12
(0.08)
0.10∗
(0.04)
−0.05
(0.36)

ρ̂

7.53
(4.89)
0.07
(0.11)
0.16
(0.10)
0.11
(0.07)
0.09∗
(0.04)
−0.12
(0.51)

−2.06∗∗∗
(0.58)
−0.67∗
(0.33)

−1.43∗∗
(0.52)
7.71
(4.53)
0.06
(0.11)
0.18
(0.10)
0.12
(0.07)
0.09∗
(0.04)
−0.12
(0.49)

3.08∗∗
(1.12)
0.09∗
(0.04)
0.06
(0.04)
0.03
(0.03)
0.02
(0.02)
−0.02
(0.30)
0.81∗∗∗
(0.03)

Pseudo Log Lik.
-351.46
-341.22
-334.75
-331.95
Log Lik.
-310.77
N
912
912
912
912
912
Clusters
42
42
42
42
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Models 1–4: Standard errors clustered on countries in parentheses.
Model 5: Standard deviation of parameter draws.
1 Nearest 8 neighbors spatial weights matrix. Bayesian estimation by MCMC – 1000 draws.

Table 6.1: Cross-sectional administrative-unit-level models estimating the effect of local
road network accessibility on the probability of territorial conflict.
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results summarized in the first column refer to a null model containing only the nonroad-related control variables and serve as a reference point for the subsequent models.
In model 2, I added the country- and administrative-unit-level road density metrics as
additional regressors. Though the estimate associated with the local road network density
metric is negative, it is far from statistically significant, and thus provides no support for
a negative effect on territorial conflict. In models 3 and 4, I substitute the local road
network density metric with the rural accessibility variables (measured with 2.5-km and
5-km buffers, respectively). These two variables are associated with highly significant
negative estimates, thus corroborating the hypothesized relationship between limited road
network accessibility and the outbreak of territorial conflict. Hence, at least on the level
of administrative units, taking into account population distributions appears crucial for
identifying the effect of accessibility on conflict. Apparently, limited road network densities
only matter if they are associated with the rural population having poor access to the road
network, which is, of course, a very intuitive result.
In a final model, I account for spatial dependence in a more meaningful manner than
error clustering in order to ensure that the previously reported results are not artifacts of
inadequate modeling assumptions. Specifically, I employ a Bayesian spatial-autoregressive
(SAR) Probit model, estimated via MCMC, that parameterizes spatial dependence with
the help of a spatial weights matrix (see LeSage and Pace 2010, ch. 10). Selection of
the appropriate parameterization of spatial dependence and spatial weights matrix was
performed via AIC minimization.18 Column 5 in table 6.1 summarizes the results associated with the SAR Probit model. The positive and highly significant estimated spatial
autoregressive coefficient, ρ̂, confirms that the response data exhibits a substantial degree
of spatial dependence. Substantively, this implies that a high latent conflict probability in
a given administrative unit will spill over into its neighboring units and vice-versa. Importantly, even with spatial dependence explicitly accounted for, the estimate associated
with the rural accessibility metric is still negative and significant, mirroring the estimates
obtained via the clustered Probit models.
In a second step, I replicate the administrative unit models using territorially concentrated ethnic groups as units of analysis. The group-level data consists of 168 politically
relevant and territorially concentrated ethnic groups whose settlement areas fully or partially intersect with the region for which road network data is available. More precisely, the
18

I fitted a set of candidate models consisting of both spatial-autoregressive (SAR) and spatial-error
(SEM) Probit models and used a wide array of spatial weights matrices, including distance-decay and
N-nearest neighbor parameterizations.
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sample is constructed using the political relevance coding and settlement areas referring to
the year 1960 for all countries that gained independence prior to, or in, 1960. For all other
countries, the sample refers to the situation in the first year of independence. I focus on the
post-1960 period for analysis because the road network data is (generally) measured prior
to 1960, thus eliminating the type of reverse causality discussed in the previous sections.
The response variable is a binary measurement of whether a group engages in territorial
conflict at any point between 1960 and 2009 (the last year for which data is available), and
is constructed analogously to the one introduced in the group-level analysis of chapter 5.
Whether a given ethnic group is involved in an armed intrastate conflict is measured via
the ACD2EPR data set (Wucherpfennig et al., 2012). For each intrastate conflict coded by
the UCDP ACD data set (version 4-2010, Gleditsch et al. 2002), ACD2EPR codes whether
the participating rebel organizations are linked to an EPR ethnic group by making explicit
ethnic claims and recruiting significantly from the group’s population. If these two conditions are met, the ethnic group in question is coded as being involved in the conflict. I
employ a vector of controls that is analogous to the one used for the administrative-unit
analysis above, but, of course, measured on the group level.
Table 6.2 summarizes the results obtained for the group-level analyses. The results
displayed in the first column refer to a null model where no road-network-based variables
have been entered as regressors, and serves as a reference point for the subsequently discussed results. In model 2, I have added the group- and country-level road density metrics
as additional regressors. Unlike in the administrative-unit-level analysis, the estimate associated with the local road density variable is negative and highly significant, suggesting
that ethnic groups whose settlement areas exhibited low road network densities are more
likely to have experienced territorial conflict in the analyzed period. In models 3 and 4
I substitute the road density metric with the rural accessibility variable constructed with
the 2.5-km and 5-km buffers, respectively. Again, the accessibility variables are associated
with negative and highly significant effects.
Model 5 is specified identically to model 3, but is estimated on a different sample.
In particular, I limit the sample to those ethnic groups whose settlement areas are fully
covered by the newly digitized road network data. This restriction should decrease the
degree of noise in the rural accessibility variable, since I exclude those cases where we
attempt to estimate a given group’s accessibility while only observing road network data
for part of its territory. Surprisingly, the estimate obtained with this reduced sample is
remarkably similar to the one obtained in the full sample. Again, the fitted model yields

201

Model 1

Model 2

Model 3
Model 4 Model 5
Probit
Territorial Conflict, 1960 – 2009

−2.16
(1.44)

−0.70
(1.83)
−10.34∗∗∗
(2.99)

Model
Response
(Intercept)
Road Density

−1.34
(1.65)
−3.04∗∗
(0.95)

Rural Accessibility (2.5 km)
Rural Accessibility (5 km)
Cntr. Road Dens.
Area (log)
Pop. (log)
Elev. SD (log)
Coastline (log)
Rural Fraction

−1.06
(1.83)

0.04
(0.14)
−0.08
(0.09)
0.21
(0.12)
0.00
(0.05)
1.35
(0.77)

10.56∗
(4.24)
−0.15
(0.16)
0.00
(0.10)
0.20
(0.12)
0.01
(0.05)
1.01
(0.94)

ρ̂

8.95∗∗
(2.72)
−0.01
(0.15)
−0.05
(0.11)
0.20
(0.12)
0.00
(0.05)
0.95
(0.87)

−2.11∗
(0.99)
7.13∗
(3.03)
0.00
(0.14)
−0.08
(0.10)
0.21
(0.12)
0.00
(0.05)
1.14
(0.87)

Model 6
SAR Probit1

−1.13
(1.75)

−0.25
(1.24)

−3.24∗∗
(1.00)

−3.25∗∗
(1.08)

6.11∗
(3.05)
−0.13
(0.22)
0.03
(0.18)
0.32∗∗
(0.12)
0.01
(0.06)
0.86
(1.01)

8.60∗∗
(2.86)
0.02
(0.11)
−0.07
(0.10)
0.13
(0.12)
0.01
(0.03)
0.62
(0.76)
0.54∗∗∗
(0.14)

Pseudo Log Lik.
-84.96
-77.36
-79.27
-81.16
-61.22
Log Lik.
-76.81
N
168
168
168
168
132
168
Clusters
39
39
39
39
35
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Models 1–5: Standard errors clustered on countries in parentheses.
Model 6: Standard deviation of parameter draws in parentheses.
1 Nearest 12 neighbors spatial weights matrix. Bayesian estimation by MCMC – 1,000 draws.

Table 6.2: Cross-sectional group-level models estimating the effect of local road network
accessibility on the probability of territorial conflict.
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a negative and highly significant estimate for the rural accessibility variable.
Finally, in model 6, I again employ a spatial autoregressive model in order to ensure
that the previous results are not artifacts of the (imperfect) clustering solution for accounting for spatial dependence. Again, I performed AIC-based model selection to choose an
appropriate representation of dependence (i.e., the SAR vs. the SEM parameterization)
and a suitable spatial weights matrix. The fitted model yields a positive and significant
estimated spatial autoregressive coefficient, ρ̂, and thus suggests that there is indeed considerable spatial dependence among proximate ethnic groups. However, even with spatial
dependence accounted for in this manner, the estimate associated with the rural accessibility variable is still negative and significant, corroborating the results obtained with the
clustered Probit models.
So far, I have focused exclusively on the obtained estimates’ sign and significance. In
a next step, I analyze the substantive size of the estimated effects. Specifically, I calculate ethnic groups’ predicted probability of engaging in territorial conflict in the post-1960
period as a function of pre-1960 road network accessibility. Figure 6.16 displays the respective predicted probabilities obtained from models 1, 3, and 6 of table 6.2. For the
two Probit models (shown in the left and middle upper panels), I calculated predicted
probabilities by varying the corresponding road network metrics while leaving all other
variables at their observed values.19 The gray lines represent predicted probabilities obtained from Monte Carlo simulated parameter vectors, whereby each vector is drawn from
a multivariate normal distribution characterized by the fitted models’ point estimates and
covariance matrices. The dotted lines denote the corresponding 95% confidence interval
for the predicted probabilities.
For the SAR Probit model, I calculated predicted probabilities for each unit by setting
their value on the rural accessibility variable to the given constant while leaving all other
units’ accessibility values at their observed value and then averaging the derived predicted
probabilities of all units.20 This slightly complicated procedure is necessary because the
19

More precisely, I calculate
P r(y = 1|x = R) = N −1

N
X

Φ(γ̂R + Vi δ̂),

i=1

whereby x represents the corresponding road network metric, R is the constant value to which it is set, Vi
is the vector of observed controls for unit i, and γ̂ and δ̂ are the point estimates associated with the road
network variable and the control vector, respectively.
20
More precisely, I used the following procedure to calculate predicted probabilities from the SAR
model. Let X be the N × k matrix of regressors (including a constant), W the spatial weights matrix, and
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SAR parameterization implies that a change in a single unit’s linear predictor propagates
through the entire system via the spatial weights matrix. The three lower panels in figure
6.16 display kernel density estimates for the corresponding road network metrics and serve
to illustrate the empirical distribution of the respective variables. Generally, the upper
panels of 6.16 show that the road-network-based accessibility variables imply sizeable shifts
in the predicted probability of a given group experiencing territorial conflict in the post1960 period. Depending on the model and metric used, the analyses suggest that a group
that was only weakly penetrated by roads – and, if the argument developed above is correct,
state institutions – in 1960 is between 50 and 75 percent more likely to experience territorial
conflict in the subsequent 50 years than a group whose population is fully connected to
the road network.

6.8

Conclusion

This chapter has accomplished three tasks. First, I proposed the use of road network
data as a disaggregated proxy for local state capacity. Because exerting control over a
given populace requires physical access, communities that are only weakly penetrated by
transport infrastructure are unlikely to feature pervasive instruments of direct governance.
Second, I introduced a new, geo-coded historical road network data set derived from the
AMS 1301 map series using a customized, automated digitization procedure. Finally, I presented supportive evidence for the hypothesis that inaccessible regions are more susceptible
to territorial conflict.
Substantively, these results corroborate the hypothesis that separatist insurgencies only
ρ̂ and β̂ the estimated spatial autoregressive coefficient and vector linear-predictor estimates, respectively.
Further, let M denote the estimated Leontief matrix (I − ρ̂W )−1 . We want to obtain the average predicted
probability of conflict given an accessibility value of R across all units (i.e., groups) in the system. To
obtain this entity , for each observation i:
• Construct a new matrix of regressors XR in which we substitute the observed value of the rural
accessibility variable for unit i with the constant R.
• Calculate XR ∗ = M XR . Let x∗i denote the ith row of XR ∗ .
x∗ β̂

• Calculate pi = P r(yi = 1) = Φ( σi i ), whereby Φ is the standard normal CDF and σi is the standard
deviation of the reduced-form error for observation i. σi is found by taking the square root of the
ith element of the diagonal of Σ = M 0 M . See, e.g., Billé (2013) for a derivation of these quantities.
This yields a N × 1 vector p = (p1 , . . . , pN ) of predicted probabilities. Each predicted probability is
calculated assuming that observation i has a rural accessibility value of R, while all other elements in X
are at observed values. The average predicted probability at a rural accessibility value of R is obtained by
taking the mean of p.
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emerge where the government lacks the ability to control the local populace through direct governance institutions. As such, these findings also support the claims of (counter)insurgency scholars such as Galula (1964), Kalyvas (2006), and Kilcullen (2010), who
assert that most intrastate conflicts are fought via the population. In particular, these
authors argue that the government’s ability to monitor and sanction civilian behavior determines the success or demise of insurgent mobilization. Consequently, a lack of physical
access to a given region and the associated absence of durable institutions of surveillance
and control put the government at a distinct disadvantage in the competition over civilian
collaboration. On the other hand, pervasive governance institutions under government control , such as police forces and a professionalized administrative bureaucracy, provide the
government with sufficient knowledge and leverage over the local populace to undermine
insurgent mobilization early and easily.
Finally, it is important to mention that the analyses conducted in this chapter are not
without caveats. First, as pointed out earlier, it should be kept in mind that the limited
geographical coverage of the available data implies that we can make only limited generalizations. Because there are no obvious reasons why the reported relationship should
not hold across a wider set of countries, this question needs to be answered by further
research. Second, it is possible that there are additional mechanisms through which the
road network metrics employed in this chapter may affect the outbreak of conflict. For
one thing, it is likely that regions with low road network accessibility are relatively poor.
In this context, it might be the case that locals are more likely to engage in conflict because the opportunity costs of joining a rebel organization (i.e., regular employment) are
particularly low (Collier and Hoeffler, 1998). For another thing, individuals living in regions with a comparatively bad road infrastructure might develop grievances against the
government and seek independence by violent means because they feel disadvantaged (see,
e.g., Cederman, Gleditsch, and Buhaug 2013). While I would argue that the state capacity
mechanism is best supported by the qualitative evidence, these additional explanations
cannot be discarded. Indeed, more in-depth research on the relationship between accessibility and conflict is necessary in order to evaluate the degree to which these additional
mechanisms are relevant.
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Figure 6.16: Predicted probabilities for group-level territorial conflict as a function of the
two road network variables; plotted results based on models 1, 3, and 6 of table 6.2; solid
grey lines refer to Monte Caro simulated effects representing parameter uncertainty; dotted
lines denote 95% CI. The lower panels show kernel density estimates for the respective
accessibility metrics.
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CHAPTER

7

Petroleum, State Capacity, Ethnicity, and Conflict

7.1

Theoretical Framework and Motivation

One of the key implications of the theoretical model developed in chapter 3 was that
petroleum production is particularly risky in “sleeping dog” settings. I use this term to
describe communities that share a common ethnic background, that are not represented
in the central government, and over which the latter has relatively little direct control via
pervasive state institutions. These groups are marginalized in their host country’s political
system, both in terms of the influence they have over government decision-making as well
as the degree to which government policy actually affects their daily lives. While they have
little or no opportunities to pursue their interests vis-à-vis the central government because
of their lack of representation, they also largely evade direct government control, leading
to a feeble, informal equilibrium of quasi-autonomous rule.
In chapter 3, I argued that this type of environment is particularly dangerous with
regard to petroleum extraction. The initiation of petroleum production in such “sleeping
dog” settings creates massive conflicts of interest between locals and the central government, which are unlikely to be resolved peacefully. For one thing, the central government
will not be willing to make substantial concessions to locals because its position of power
is conditional on its ability to direct public goods towards its core constituency, which the
petroleum-producing community is not part of. For another thing, locals’ common ethnic
affiliation and the lack of pervasive state institutions will facilitate insurgent mobilization against the government in the petroleum-producing region, with the goal of achieving
independence from the state by force.
From this discussion, I can derive empirical expectations with regard to the conditions
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in which the effect of petroleum on separatist conflict should be particularly great. In particular, I hypothesize that the effect of petroleum production on the likelihood of separatist
conflict is greatest if extraction takes place in the settlement area of a territorially concentrated ethnic group that has little access to government power and is weakly penetrated by
state institutions. The first part of this proposition has already been tested in chapter 5,
where I established that politically excluded ethnic groups hosting petroleum production
are particularly likely to engage in separatist conflict. In the remainder of this chapter, I
take the empirical analysis one step further by incorporating state capacity as an additional
predictor, and thus conduct a comprehensive test of the “sleeping dogs” conjecture.

7.2

Sleeping Dogs: A Comprehensive Test

In order to test the proposed hypotheses, I extend the group-level models of territorial
conflict from chapter 5 by incorporating the road-network-based state capacity proxies
derived in the previous chapter. For this purpse, I again employ concentrated and politically relevant ethnic groups, as identified by the EPR-ETH data collection,1 as units of
analysis. Two reasons underlie this modeling decision: First, ethnic groups are the most
relevant units of analysis, as the theoretical framework suggests that the settlement areas
of territorially concentrated ethnic communities constitute the regions that are actually “at
risk” of seeing separatist conflict as a reaction to petroleum production. Second, relying
on the group-level data allows us to evaluate the role of locals’ access to government power
in a straightforward manner, as the EPR data provides information on ethnic groups’
representation in the state executive branch.
For this chapter’s analyses, I rely on yearly panel data, as both the petroleum production and government representation data are time-variant. Moreover, obtaining yearly
estimates is substantially interesting because the results can be scaled to analyze the estimated impact of petroleum production on conflict risk over arbitrary time periods. In
terms of case selection, the data set employed in the subsequent analyses is restricted to
those groups for which the newly digitized road network data is available, as discussed in
detail in the previous chapter. Further, since the road network data generally refers to
the years prior to 1960, I restrict the sample to the post-1960 period in order to minimize potential reverse causality. In total, this yields a sample covering 9,208 group-year
observations in 44 African and Asian countries.
1
See Cederman, Gleditsch, and Buhaug (2013) for a comprehensive introduction to the data. The
entire data collection is available online at http://growup.ethz.ch (accessed 10/10/2014).
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The data employed in subsequently discussed models is largely equivalent to the data
used for the group-level analyses of chapter 5. The response variable is a binary measure
of whether a given ethnic group experiences the onset of a separatist conflict in a given
year. As in the analyses of chapters 5 and 6, conflicts are related to ethnic groups via the
ACD2EPR dataset (Wucherpfennig et al., 2012). For each intrastate conflict listed in the
UCDP ACD data set (version 4-2010, Gleditsch et al. 2002), ACD2EPR codes whether
the participating rebel organizations are linked to an EPR ethnic group via ethnic claims
and significant recruitment from the group population. If these two conditions are met,
the ethnic group in question is coded as being involved in the conflict. Based on this link,
a territorial conflict onset event is coded if a given group is involved in a territorial conflict
that is active in the present year, but has not been active in the two previous calendar
years.
Whether a given ethnic group hosts petroleum production sites in a given year is again
identified via the PETRODATA data set by Lujala, Rød, and Thieme (2007). I create a group-level dummy indicating petroleum production by intersecting the geo-coded
PETRODATA field data with the GeoEPR settlement polygons for ethnic groups. Similarly, I use the sedimentary basins data introduced in chapter 4 and previously employed
in chapter 5 as an instrument for petroleum production.
I use the historical road network obtained from the digitized AMS maps as a spatially
disaggregated proxy for (the absence of) state capacity, as discussed extensively in the
previous chapter. More precisely, I employ the newly introduced road density and rural
accessibility metrics to measure state capacity on the group level, and use a country-level
road density variable to control for cross-country differences in data quality and ensure
that the estimated effects truly reflect within-country variance in state capacity.
As in chapter 5, I identify whether a given group is represented in the state executive
branch based on the EPR data set. In chapter 5, I operationalized groups’ access to
government power with a semi-continuous relative power variable that captures whether
a group is represented in the state’s executive branch, and if so, its demographic size in
relation to the rest of the population represented in the executive branch. For the present
chapter, I rely primarily on the simpler, binary exclusion variable that simply measures
whether a given group is represented in the executive branch or not. The reason for
this is twofold: First, it appears that with the limited sample of 44 countries analyzed
in the present section, the binary exclusion variable yields more robust estimates for the
representation effect than the relative power variable. This is discussed in more detail
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below. Second, using the binary variable facilitates the interpretation of the combined
conditioning effects of exclusion and limited state capacity on the petroleum-conflict link.
Finally, I employ the same vector of geographic and demographic control as in the
analyses of the previous chapter. The underlying motivations, operationalizations, and
sources can be found in chapters 4 and 5.
In order to account for the potential endogeneity of petroleum production discussed
extensively in chapter 4, I again rely on the instrumental regression models introduced in
chapter 5 for testing the proposed hypotheses. To this end, I again estimate the effect of
petroleum and the hypothesized conditioning effects on territorial conflict across an entire
set of potential models in order to ensure that the presented results are not model-specific
idiosyncrasies. Further, as in chapter 5, potential within-country spatial dependence is
accounted for by clustering the standard errors on the country level. More precisely,
for the Probit and Bivariate Probit models I use the Huber-White clustering procedure
based on M-estimation theory (Rogers, 1993), whereas for the two-step models I rely on a
hierarchical bootstrap procedure to obtain clustered standard errors (see the discussion in
chapter 5 for more information).
Tables 7.1 and 7.2 summarize the results obtained from a series of models estimating
the yearly probability of territorial conflict on the group level as a function of petroleum
production, local accessibility, and political representation. The models summarized in the
two tables differ in terms of the accessibility metric used for proxying local state capacity;
whereas table 7.1 relies on the rural accessibility measure (obtained with the 2.5-km buffer),
the results in table 7.2 are obtained with the road density metric.
In general, the obtained estimates are very similar across all model specifications and
mirror the results reported earlier in the thesis. First, it is important to note that the key
findings of chapter 5 still hold, even with the reduced sample size employed in the present
chapter. In both tables, column 1 summarizes the results obtained from “naive” Probit
models where petroleum production is not instrumented. In both cases, the estimate for
the petroleum variable is far from statistically significant. In contrast, once petroleum
production is instrumented and potential endogeneity accounted for, we observe a positive
and significant effect of petroleum production on territorial conflict across all model implementations (columns 2, 3, and 4). Moreover, analogous to the results obtained in chapter
5, in both Bivariate Probit models (columns 3) the estimated ρ̂ coefficient is negative and
significant, indicating that there are unobserved determinants of conflict that make the occurrence of petroleum production less likely. Second, across all models, the respective road
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Model
Response
(Intercept)
Petroleum

Model 1
Probit
−4.35∗∗∗
(1.02)
0.11
(0.17)

Sed. Basin (log)
Rural Accessibility (2.5 km)
Excluded
Cntr. Road Dens.
Area (log)
Pop. (log)
Elev. SD (log)
Coastline (log)
Rural Fraction
Peace-Years
PY 2
PY 3
ê
ρ̂

−1.03∗∗
(0.32)
0.65∗∗∗
(0.11)
4.34∗
(1.70)
0.02
(0.06)
0.04
(0.05)
0.04
(0.06)
−0.01
(0.02)
0.41
(0.39)
0.36
(0.81)
−0.57
(0.78)
−1.31
(1.75)

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Ethno-territorial Conflict Onset
−3.15∗
−3.81∗∗∗
0.03
−4.16∗∗∗
(1.32)
(1.07)
(0.03)
(0.79)
1.07∗∗
0.58∗∗∗
0.03∗
(0.36)
(0.16)
(0.01)
0.07∗
(0.03)
−0.93∗
−0.96∗∗
−0.02∗
−0.83∗∗
(0.46)
(0.32)
(0.01)
(0.32)
0.61∗∗∗
0.63∗∗∗
0.01∗∗
0.63∗∗∗
(0.13)
(0.11)
(0.00)
(0.11)
4.85∗
4.45∗∗
0.09
3.67∗∗
(2.41)
(1.62)
(0.05)
(1.28)
0.02
0.02
0.00
−0.06
(0.08)
(0.07)
(0.00)
(0.07)
−0.04
0.00
0.00
0.02
(0.07)
(0.06)
(0.00)
(0.04)
−0.04
0.01
0.00
0.08
(0.07)
(0.06)
(0.00)
(0.05)
−0.04
−0.02
0.00
−0.01
(0.03)
(0.02)
(0.00)
(0.02)
0.60
0.47
0.01
0.46
(0.51)
(0.40)
(0.01)
(0.38)
0.99
0.59
0.01
0.45
(2.39)
(1.74)
(0.03)
(1.06)
−2.89
−1.41
−0.03
−0.67
(12.22)
(8.99)
(0.14)
(1.95)
1.36
−0.36
0.00
−1.09
(16.79)
(12.26)
(0.16)
(1.48)
−0.64∗
(0.27)
−0.30∗∗∗
(0.08)
-3740.82
-351.74
9208
9208
9208
9208
44
44
44
44

Pseudo Log Lik.
-356.01
N
9208
Clusters
44
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 7.1: Group-level panel models estimating the effect of petroleum production, political
exclusion, and rural accessibility on the probability of yearly ethno-territorial conflict onset.
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Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Ethno-territorial Conflict Onset
−3.93∗∗∗
−2.73
−3.41∗∗
0.04
−3.72∗∗∗
(1.12)
(1.42)
(1.15)
(0.03)
(0.84)
Petroleum
0.13
1.05∗
0.57∗∗∗
0.03∗
(0.17)
(0.42)
(0.15)
(0.01)
Sed. Basin (log)
0.07∗
(0.03)
Road Density
−3.71∗∗∗
−3.70∗
−3.60∗∗∗
−0.06∗
−3.27∗∗
(1.07)
(1.66)
(1.08)
(0.03)
(1.03)
Excluded
0.63∗∗∗
0.60∗∗∗
0.61∗∗∗
0.01∗∗
0.62∗∗∗
(0.11)
(0.15)
(0.11)
(0.00)
(0.11)
Cntr. Road Dens.
4.84∗∗
5.54
5.02∗∗
0.10∗
4.27∗
(1.79)
(2.91)
(1.81)
(0.05)
(1.70)
Area (log)
−0.03
−0.04
−0.03
0.00
−0.10
(0.07)
(0.09)
(0.07)
(0.00)
(0.07)
Pop. (log)
0.04
−0.04
0.01
0.00
0.03
(0.05)
(0.07)
(0.05)
(0.00)
(0.04)
Elev. SD (log)
0.05
−0.02
0.02
0.00
0.09
(0.06)
(0.07)
(0.06)
(0.00)
(0.06)
Coastline (log)
−0.01
−0.04
−0.02
0.00
−0.01
(0.02)
(0.03)
(0.02)
(0.00)
(0.02)
Rural Fraction
0.35
0.50
0.40
0.01
0.40
(0.39)
(0.56)
(0.41)
(0.01)
(0.39)
Peace-Years
0.65
1.21
0.84
0.02
0.69
(1.04)
(2.19)
(1.74)
(0.03)
(0.99)
PY 2
−1.80
−3.86
−2.48
−0.05
−1.73∗
(2.65)
(11.37)
(8.99)
(0.15)
(0.86)
PY 3
0.40
2.72
1.14
0.03
0.40
(3.92)
(16.05)
(12.25)
(0.18)
(2.99)
ê
−0.62
(0.33)
ρ̂
−0.28∗∗∗
(0.08)
Pseudo Log Lik.
-353.16
-3724.63
-348.89
N
9208
9208
9208
9208
9208
Clusters
44
44
44
44
44
∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.
Model
Response
(Intercept)

Model 1
Probit

Table 7.2: Group-level panel models estimating the effect of petroleum production, political
exclusion, and road network density on the probability of yearly ethno-territorial conflict
onset.

212

network metrics are associated with negative and significant estimates, thus confirming the
results of the previous chapter and suggesting that weakly penetrated ethnic groups are
indeed more likely to engage in territorial conflict. Finally, the political exclusion dummy
is associated with a positive and significant effect in all models. Hence, analogously to
the results reported in chapter 5 (and in accordance with previous findings, see Cederman, Wimmer, and Min 2010), groups not represented in the state executive branch are
significantly more likely to engage in conflict.
It should to be noted, however, that this result is less robust if, instead of the exclusion
dummy, I use the relative power operationalization of groups’ access to state power, as
employed in chapter 5. Tables 7.3 and 7.4 in the appendix to this chapter summarize the
results obtained when substituting the exclusion dummy with the relative power measure.
For most models, the estimates obtained for the relative power variable are equivalent to
thosereported in tables 7.1 and 7.2, thus corroborating the theoretical expectations and
mirroring the results obtained in chapter 5. Surprisingly, however, the variable fails to
attain statistical significance in the two Control Function models. While it is important
to note this divergence for the sake of transparency, I would argue that the fact that all
other model implementations yield supportive results for the representation hypothesis still
constitutes reasonably conclusive evidence for the “sleeping dogs” framework.
In a next step, I employ these estimates to evaluate the conditional hypotheses at
the core of this chapter. That the petroleum-conflict link depends heavily on whether
a given ethnic community is represented in the state’s executive branch has already been
established in chapter 5. Hence, in the following, I test whether the same is the case for local
state capacity. In particular, I use the estimates of models 2 and 3 of tables 7.1 and 7.2 to
assess whether the effect of petroleum on conflict is moderated by the road-network-based
metrics. Since these models relate the regressors to the binary outcome using a sigmoid
link function, they allow non-zero conditional effects between the regressors without the
introduction of multiplicative interaction terms.2 Indeed, adding multiplicative interaction
terms to the models does not yield different effects than those shown below, while increasing
the degree of uncertainty associated with the parameter estimates.
Figure 7.1 visualizes the change in yearly predicted probabilities of territorial conflict
when moving from a situation with no petroleum production in the settlement area for
a given group to a counterfactual scenario with petroleum production. The upper panel
displays the effects obtained when using the rural accessibility metric (calculated from the
2

See chapter 5 for a more extensive discussion of the methodological underpinnings of estimating
conditional effects in Probit models.
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Figure 7.1: Estimated effects of petroleum production on the group-level probability of
territorial conflict onset, conditional on road network accessibility; bars denote simulated
95% CI.

estimates of models 2 and 3 in table 7.1), whereas the effects plotted in the lower panel were
calculated based on the estimates obtained with the road density variable (models 2 and
3 of table 7.2). In both cases, the differences in predicted probabilities were calculated for
accessibility values corresponding to the 5th and 95th observed percentiles on the respective
variables. All estimates suggest that the effect of petroleum production on conflict is indeed
higher for groups that are inaccessible to state powers. Depending on the modeling strategy
and accessibility metric employed, the effect of petroleum on conflict is estimated to be
between 2.5 and 6.5 times higher for inaccessible regions. Furthermore, the differences in
these effects are positive and significantly different from zero across all models, as shown
by the third bar in the respective panels. It should be noted, however, that the Control
Function estimates in particular are associated with considerable uncertainty, as expressed
by the fairly wide confidence intervals.
In a next step, I evaluate the effect of petroleum production on territorial conflict as
a function of both political representation and state capacity. I follow the same approach
as above and calculate the difference in the predicted probability of conflict when moving
from no petroleum to petroleum for various combinations of the hypothesized moderating
variables. Figure 7.2 plots the respective first differences as a function of rural accessibility
(upper panels) and local road density (lower panels) for groups represented in the central
government (right panels) and groups not represented in the central government (left panels). The plotted effects were calculated using the estimates of the Bivariate Probit models
(models 3) reported in tables 7.1 and 7.2.3 Figure 7.2 corroborates the hypothesis that
the conflict-inducing effect of petroleum production is highest for ethnic groups that lack
representation in the central government and are weakly penetrated by state institutions.
Across both accessibility metrics, the increase in the predicted probability of conflict due
to petroleum production is approximately 6 percent for highly inaccessible groups with no
access to state power. In contrast, the estimated increase in the probability of conflict
associated with a group that is excluded from decision-making but highly accessible is only
around 1 percent. If we move to groups that are represented in government, the estimated
effect of petroleum production drops considerably, decreasing from less than 3 percent for
inaccessible groups to 0.15 percent for highly accessible groups.
While these estimates yield supporting evidence for the “sleeping dogs” conjecture, they
are relatively difficult to interpret. For this reason, I use the obtained estimates to calculate
more intuitive quantities. Specifically, I calculate predicted probabilities of a given ethnic
3

Respective first-difference estimates calculated from the Control Function models generally yield effects of greater magnitude but are associated with wider confidence intervals.
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Figure 7.2: Estimated effects of petroleum production on the group-level probability of
territorial conflict onset, conditional on road network accessibility and groups’ political
representation in the central government; dotted lines denote simulated 95% CI.
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group experiencing at least one territorial conflict event over the course of 20 years for
different combinations of the identified moderating variables. I do so using the estimates
obtained with model 2 of table 7.1, i.e., the Bivariate Probit model that uses the rural
accessibility metric as a proxy for local state capacity. The procedure used for calculating
the cumulative probability of observing at least one onset of N years is discussed in detail
in chapter 5. The results are displayed in figure 7.3.
The top panels of figure 7.3 display predicted probabilities for the case of a group
featuring petroleum production in its settlement area, whereas the lower panels refer to
situations without petroleum production. For each of these scenarios, the left panels refer
to a scenario where the given group is excluded from state power and features low state
capacity (proxied by low rural accessibility), whereas the right-hand panels refer to a group
that is represented in the central government and features pervasive state institutions
(proxied by high rural accessibility). To identify the low- and high-accessibility cases, I
set the respective variable to its 5th and 95th observed percentile, respectively. The figure
demonstrates that there are fairly substantial differences in the estimated probability of a
group experiencing territorial conflict as a function of petroleum, representation, and state
capacity. First, the top left panel suggests that petroleum production in the “sleeping dog”
scenario is associated with a considerable risk of territorial conflict, with the probability of
an ethnic group experiencing at least one onset event over the course of 20 years exceeding
60%. In contrast, the top right panel shows that petroleum-producing ethnic communities
that are represented in government and feature high state accessibility are far less affected
by petroleum production, with the cumulative probability of territorial conflict being well
below 5%, even after 20 years. Further, a comparison of the top and lower panels illustrates
the importance of petroleum production as a potential source of conflict. Although a
lack of political representation and limited state presence appears to lead to a sizable
probability of territorial conflict even for groups without petroleum production, the effect
is significantly smaller. Specifically, the cumulative probability of separatist conflict is
estimated at approximately 20% after 20 years, which is about three times lower than
for comparable groups with petroleum production. Finally, the bottom right panel shows
that for groups that do not host petroleum production, that are represented in the central
government, and that feature a high degree of accessibility to the state, the estimated
probability of territorial conflict is essentially zero, even after 20 years.
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7.3

Conclusion

In general, the empirical analyses conducted in this chapter yield corroborating evidence
for the “sleeping dogs” conjecture. Petroleum production appears to have a particularly
large impact on the likelihood of separatist conflict if it occurs in the settlement areas of
territorially concentrated ethnic groups that are not represented in the central government
and are only weakly pervaded by state institutions. Oil and gas extraction inevitably
create conflicts of interest between the host community and the central government –
specifically, over the allocation of royalties and the regulation of externalities. However,
given the conditions identified above, the government has little incentive to give in to locals’
demands, as its position of power depends on serving an entirely different constituency and
little ability to undermine insurgent mobilization, as it has little direct control over the
local populace. As a consequence, locals will be willing and able to pursue their interests
by force, potentially leading to the outbreak of separatist conflict.
In contrast to the previous literature, this framework emphasizes the key importance of
contextual factors. The tensions between local host communities and the central administration created by petroleum production need not escalate to violent conflict. Rather, it is
the simultaneous lack of representation and control that makes government intrusion into
ethnic communities in the form of petroleum extraction operations a risky undertaking.
Finally, it is important to mention that the results presented in this chapter are not
without caveats. In particular, due to the limited availability of the road-network-based
accessibility variables, the analyses are based on a restricted sample. While the available
data covers an area where the proposed framework is presumably the most relevant, including predominantly post-colonial countries whose brief history of statehood make the
“sleeping dogs” scenario most likely, we cannot tell whether the obtained results can be
generalized to the rest of the globe. The same applies to the sample’s temporal limitations. The analyses conducted above are distinctly historical ones, in that I attempt to
explain the occurrence of separatist conflict in the period between 1960 and 2009 with the
use of accessibility data from the pre-1960 period. Here, too, the degree to which we can
generalize from the observed period to future instances of petroleum production is an open
question.
I would argue that there are few reasons to believe that the mechanisms presented and
tested in this chapter lose their validity outside this spatio-temporal window. Petroleum
production is still a major source of contention across the globe, in particular as rising oil
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and gas prices increase the likelihood of previously uneconomical deposits being tapped
into, with potentially severe environmental externalities for local host communities.4 Similarly, noninclusive political systems and states incapable of ruling large parts of the territory are still widespread occurrences (see, e.g., Cederman, Gleditsch, and Buhaug 2013
and Herbst 2000), especially in the post-colonial world.
4

In particular, in the recent past, hydraulic fracking has become an increasingly widespread extraction
technology used to commercialize oil and gas deposits that were unlucrative at lower petroleum prices.
While fracking has so far been applied predominantly in the developed world (primarily the US and
Canada), the recent outbreak of protests by indigenous communities against hydraulic fracking operations
in Canada (Preston, 2013) may be a sign of what can be expected once the technology is applied in more
risky environments.
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Figure 7.3: Probability of seeing at least one territorial conflict onset in t years for an ethnic
group under the labeled conditions. Solid black lines refer to point estimates; solid gray
lines refer to Monte Carlo simulated effects representing parameter uncertainty; dotted
lines denote 95% CI.
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7.4

Appendix

Model
Response
(Intercept)
Petroleum

Model 1
Probit
−3.52∗∗
(1.17)
0.09
(0.16)

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Ethno-territorial Conflict Onset
−2.22
(1.59)
1.12∗∗
(0.41)

−2.94∗
(1.21)
0.60∗∗∗
(0.16)

0.04
(0.04)
0.03∗
(0.02)

−0.02
(0.01)
−0.01∗
(0.00)
0.09
(0.05)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.01
(0.01)
0.01
(0.03)
−0.03
(0.15)
0.00
(0.18)

0.07∗
(0.03)
−0.84∗∗
(0.27)
−2.38∗∗
(0.88)
2.86
(1.63)
−0.08
(0.08)
0.02
(0.05)
0.10
(0.06)
−0.01
(0.02)
0.47
(0.40)
0.57
(1.94)
−1.33
(5.69)
−0.70
(4.24)

9208
44

-350.25
9208
44

Sed. Basin (log)
Rural Accessibility (2.5km)
Relative Power
Cntr. Road Dens.
Area (log)
Pop. (log)
Elev SD (log)
Coastline (log)
Rural Fraction
Peace Years
PY 2
PY 3

−1.05∗∗∗
(0.29)
−2.40∗
(0.94)
3.48∗
(1.46)
0.00
(0.07)
0.04
(0.05)
0.06
(0.06)
−0.01
(0.02)
0.45
(0.43)
0.41
(1.89)
−0.96
(6.31)
−1.30
(6.29)

ê

−0.95∗
(0.46)
−2.25
(2.04)
4.17∗
(2.06)
0.00
(0.12)
−0.06
(0.08)
−0.02
(0.08)
−0.04
(0.03)
0.63
(0.55)
1.19
(3.05)
−3.86
(16.43)
2.19
(22.98)
−0.68∗
(0.27)

−0.32∗∗∗
(0.07)

ρ̂

Psuedo Log Lik.
N
Clusters

−0.97∗∗
(0.31)
−2.32∗
(0.93)
3.65∗
(1.58)
0.00
(0.07)
0.00
(0.05)
0.03
(0.06)
−0.02
(0.02)
0.51
(0.43)
0.71
(1.68)
−2.07
(8.68)
0.04
(11.93)

−3.35∗∗∗
(0.95)

-355.07
9208
44

9208
44

-3712.08
9208
44

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 7.3: Group-level panel models estimating the effect of petroleum production, political
exclusion, and rural accessibility on the probability of yearly ethno-territorial conflict onset.
Models are identical to those reported in table 7.1, but use the Relative Power variable
instead of the Exclusion dummy.
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Model
Response
(Intercept)
Petroleum

Model 1
Probit

−3.09∗
(1.27)
0.10
(0.17)

Model 2
Model 3
Model 4
Model 5
CF
Biv. Probit
2SLS
Red. Form
Yearly Ethno-territorial Conflict Onset
−1.80
(1.82)
1.09∗∗
(0.39)

−2.53∗
(1.27)
0.59∗∗∗
(0.15)

0.05
(0.04)
0.03∗
(0.02)

−0.07∗
(0.04)
−0.01∗∗
(0.00)
0.10
(0.06)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.00
(0.00)
0.01
(0.01)
0.02
(0.03)
−0.06
(0.14)
0.03
(0.18)

0.07∗
(0.03)
−3.39∗∗∗
(0.88)
−2.31∗∗
(0.80)
3.53∗
(1.56)
−0.12
(0.08)
0.03
(0.04)
0.11∗
(0.05)
−0.01
(0.02)
0.39
(0.42)
0.81
(1.43)
−2.34
(2.92)
0.74
(1.85)

9208
44

-346.94
9208
44

Sed. Basin (log)
Road Density
Relative Power
Cntr. Road Dens.
Area (log)
Pop. (log)
Elev. SD (log)
Coastline (log)
Rural Fraction
Peace-Years
PY 2
PY 3

−3.84∗∗∗
(0.96)
−2.34∗∗
(0.88)
4.05∗∗
(1.56)
−0.05
(0.08)
0.04
(0.04)
0.08
(0.06)
−0.01
(0.02)
0.37
(0.45)
0.70
(0.97)
−2.13
(1.89)
0.33
(1.39)

ê

−3.81∗
(1.66)
−2.17
(2.39)
4.91∗
(2.48)
−0.06
(0.12)
−0.05
(0.07)
0.00
(0.07)
−0.04
(0.04)
0.50
(0.64)
1.43
(2.33)
−4.88
(13.29)
3.61
(19.53)
−0.66∗
(0.30)

−0.31∗∗∗
(0.08)

ρ̂

Psuedo Log Lik.
N
Clusters

−3.70∗∗∗
(1.01)
−2.24∗∗
(0.82)
4.29∗
(1.78)
−0.05
(0.08)
0.00
(0.05)
0.04
(0.06)
−0.02
(0.02)
0.41
(0.46)
0.97
(1.69)
−3.15
(8.68)
1.54
(11.91)

−2.90∗∗
(0.95)

-351.70
9208
44

9208
44

-3697.94
9208
44

∗∗∗ p

< 0.001, ∗∗ p < 0.01, ∗ p < 0.05
Standard errors clustered on countries in parentheses.
Standard errors for models 2 and 4 obtained via hierarchical bootstrap.
p-value for ρ̂ obtained from Wald test; SE obtained via simulation.

Table 7.4: Group-level panel models estimating the effect of petroleum production, political
exclusion, and road network density on the probability of yearly ethno-territorial conflict
onset. Models are identical to those reported in table 7.2, but use the Relative Power
variable instead of the Exclusion dummy.
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CHAPTER

8
Conclusion

8.1

Main Results

The goal of this thesis is to answer two questions: Does petroleum production increase
the risk of civil conflict in extractive regions? And if it does, under which conditions is
petroleum production particularly risky?
With regard to the first question, the analyses presented in this thesis clearly suggest
that petroleum-producing areas are more likely to see the outbreak of intrastate conflict,
and that there is a causal effect underlying this relationship. More precisely, the analyses
conducted in chapter 5 show that oil and gas production is associated exclusively with
territorial conflict: Regions featuring petroleum extraction are significantly more likely to
attempt to secede from their home country by violent means. In chapter 3, I explained this
result by arguing that petroleum production creates strong incentives for local host communities to seek more autonomy, while creating equally strong incentives for the government
to oppose such demands.
Moreover, the discussion in chapter 4 and the analyses of chapters 5 and 7 clearly
demonstrate that identifying this effect is associated with a severe endogeneity problem.
Neither the location nor the intensity of petroleum production behave as if they were
experimental random treatments. Rather, like any economic activity, petroleum production
is affected by the social, political, and macroeconomic context within which it takes place.
The results obtained in this thesis suggest that as a consequence, analyses that do not
account for the potential endogeneity of petroleum production tend to underestimate its
effect on conflict. In other words, areas that are more likely to experience conflict are less
likely to feature petroleum production, thus biasing the estimates of the effect of petroleum
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on conflict obtained from standard regression analyses towards zero.
With regard to the second question, this thesis identifies ethnic identities, political
marginalization, and a lack of state capacity as key determinants of whether petroleum
production causes separatist violence. First, I find that petroleum production in communities that share a distinct, common ethnic identity is particularly risky. Ethnic identities
provide pre-existing, locally concentrated social networks and hierarchies that allow locals to overcome the collective action problem associated with mobilization. Furthermore,
ethnic identities facilitate mobilization by providing readily available and observable delimiters that distinguish between insiders and outsiders in the public discourse over who
suffers from petroleum production, and who benefits from potential independence. Second,
the conducted analyses suggest that petroleum production only constitutes a significant
risk if it takes place in the settlement areas of ethnic communities that lack institutionalized access to state power. If locals have a real say in government decisions via direct
representation, there is considerable room for a credible and durable bargaining solution
that strikes a balance between locals’ demands for autonomy and the government’s claim
to oil and gas rents. Without such representation, however, the government has little incentive to accommodate locals’ demands. In this case, locals may feel that the best way
to pursue their interests is via extra-institutional means – that is, by attempting to gain
control over local affairs by force. Third, I find that whether petroleum production triggers
violent separatist conflict is moderated by the government’s ability to exert direct control
over local host communities. Direct governance institutions, such as a professionalized administrative bureaucracy and a local police force that is accountable to the state, provide
the government with the necessary means to monitor and control civilian behavior in a
discriminate fashion. Hence, these instruments of control allow governments to undermine
insurgent mobilization by preventing civilian collaboration with (prospective) insurgents.
However, this control mechanism fails in regions where state institutions are largely absent.
In this thesis, I showthat these are typically regions where the government lacks physical
access, as measured by the presence of pervasive road networks. In particular, I show that
in regions with low accessibility – and where the government has little direct control over
the local populace – petroleum production is particularly likely to cause separatist conflict
because the government does not have the means to prevent separatist mobilization.
The estimates obtained in this thesis suggest that under these conditions, the probability of seeing separatist conflict in petroleum-producing regions is substantial. In particular,
estimates obtained in chapters 5 and 7 show that in settings where petroleum is extracted
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in the settlement area of territorially concentrated ethnic groups who lack representation
in the central government and who are weakly penetrated by state institutions, the probability of seeing the outbreak of territorial conflict over the course of 20 years exceeds
50%.

8.2

Implications for Theory

These results have a number of implications for the study of the role of petroleum in politics
and for the analysis of conflict more generally. First, endogeneity should be addressed more
explicitly and appropriately in the analysis of the resource curse. The results presented in
this thesis show that in the case of the petroleum-conflict link, accounting for the potential
endogeneity of resource extraction is of key importance for uncovering the underlying effect.
Accordingly, it is plausible that similar issues affect the study of the other hypothesized
dimensions of the resource curse, namely the effects of high-value resource production on
regime type and economic growth. Whereas Haber and Menaldo (2011) discuss the issue of
endogeneity in the analysis of the link between petroleum and autocratic rule, chapter 4 has
shown that many of the identification strategies applied thus far have serious limitations.
Employing the instrumental variable strategy proposed in this thesis in other settings may
contribute to resolving the question of causality in the study of the link between petroleum
production and political outcomes more generally.
Second, the results presented here emphasize that taking the local political context of
petroleum production into account is of key importance for understanding its effect on
intrastate conflict. While the theoretical framework developed in chapter 3 focuses explicitly on these contextual factors, most of the previously proposed explanations for the
petroleum-conflict link fall short in this regard. As already mentioned by Lujala (2010),
the rentier-state mechanism by Fearon and Laitin (2003) and Fearon (2005) is a suboptimal candidate for explaining the observed relationships because it fails to consider the
spatial congruence of petroleum production and separatist conflict. Interestingly, there are
parallels between Fearon and Laitin’s explanation of the resource-conflict link and the one
adopted in this thesis, namely the emphasis on the role of state capacity in preventing separatist conflict. However, while Fearon and Laitin argue that oil and gas rents cause limited
state control by disincentivizing state capacity building by governments, I contend that
pre-existing levels of state capacity moderate the degree to which petroleum production
triggers separatist mobilization.
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Similarly, Collier and Hoeffler’s (1998) looting mechanism also provides an insufficient
account of the obtained results because it fails to explain why ethnicity and political
representation appear to be crucial moderators of the resource-conflict link. By focusing
too narrowly on the cost-benefit rationale faced by rebels, the looting explanation ignores
the fact that a successful insurgent campaign requires widespread civilian support, which
is then translated into an effective rebel organization via mass mobilization. Political
exclusion and ethnic identities affect precisely these determinants of separatist conflict:
Locals support separatist organizations because they feel marginalized by the government,
and ethnic ties facilitate the translation of this support into collective action.
Finally, I contend that the secessionist-lottery and grievance mechanisms are indeed
key drivers of the resource-conflict link, as they create tensions between the local host
community and the central government that may eventually escalate into violent conflict.
However, I argue that the original manner in which these mechanisms were presented suffers
from two shortcomings: First, as argued earlier in this thesis, I claim that the juxtaposition
of these mechanisms as competing explanations for the resource-conflict link is neither
empirically accurate nor conceptually useful. Rather, petroleum-producing communities
are often aggrieved over rent distribution and negative externalities and expect financial
gain in the case of successful independence. Second, these mechanisms only capture part
of the story. While they may create demands for more autonomy, these demands are
not sufficient conditions for the outbreak of violent conflict. Rather, successful separatist
mobilization only occurs if locals are willing and able to pursue these demands by extrainstitutional means.
Apart from these implications for the literature on the resource-conflict link, I would
argue that the results obtained with the road-network-based variables in chapter 6 provide
novel insights into the role of accessibility for explaining the outbreak of separatist conflict
more generally. In particular, although obtained from a temporally and geographically
limited sample, the results highlight the importance of the issue of limited state capacity
in the post-colonial world. The analyses show that limited physical accessibility – and
thus, presumably, limited state control – is a surprisingly powerful predictor of separatist
conflict in the post-1960 period. This result corroborates claims by scholars like Herbst
(2000) and Thies (2010), who argue that much of the contention we observe in the postcolonial world is due to ill-constructed states. In contrast to Europe, where state borders
reflect the result of a long-term competitive state-making process, many governments in
the post-colonial world do not fully control the territory over which they claim authority.
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As a consequence, these countries feature entire communities that are effectively out of
the government’s reach, both physically and politically, and are thus particularly likely to
engage in separatist conflict if they feel threatened by government intrusion. Moreover, the
apparent relationship between physical accessibility and the outbreak of separatist conflict
constitutes supportive evidence for those scholars who emphasize the importance of civilian
control in the prevention of insurgent violence. The fact that limited accessibility appears
to be systematically related to the outbreak of organized violence corroborates (counter)insurgency scholars’ key argument that preventing insurgent mobilization is equivalent to
monitoring and controlling civilian behavior (Galula 1964, Kalyvas 2006, Kilcullen 2010).

8.3

Implications for Policy

The results presented in this thesis imply a direct causal link between the everyday economic behavior of the huge community of stakeholders involved in regulating, producing,
distributing, and consuming fossil fuels and the occurrence of intrastate conflict. More
bluntly, our unprecedented thirst for oil and gas comes at the cost of petroleum-producing
communities experiencing massive environmental, social, and political externalities that
may escalate to large-scale political violence. However, despite this somewhat sinister conclusion, it should be noted that the relationship between petroleum production and conflict
entails a number of opportunities for effective policy changes. In particular, I stress three
potentially fruitful avenues.
First, on the international level, one way to support petroleum-producing communities is to promote international institutions that provide them a platform for voicing their
grievances publicly and to an international audience. As argued throughout this thesis,
petroleum production is problematic when those who suffer from its externalities are not
provided the political means to pursue their interests on the national level. In these cases,
international institutions provide local communities the option to override unresponsive
national governments and exert pressure on local oil and gas producers and their host
government on the transnational level. Steps in these directions have already been taken
and should be promoted further. In particular, Sawyer and Gomez (2012) describe recent efforts by various NGOs and UN agencies to establish an international governance
framework for the rights of affected communities.
Second, there is room for stricter regulation of internationally active oil and gas companies, especially with regard to making their operations more transparent. Regulation
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should be put in place that promotes, or mandates, the independent evaluation of oil and
gas companies’ activities in production locations. Currently, private oil and gas companies
often justify behavior that is highly damaging to host communities, in particular environmental pollution, by arguing that they are compliant with national regulators (see, e.g.,
Human Rights Watch 1999 and Ramos 2012). The issue, of course, is that in those cases
where petroleum production is most problematic, national regulators are typically neither accountable to the affected communities nor capable of enforcing government policy.
In this context, compliance with national regulatory standards is a poor benchmark for
judging the sustainability of local extraction operations. In contrast, promoting independent assessments of oil and gas companies’ environmental and social records in producing
countries may help to create the pressure necessary to introduce change to these practices.
Finally, on a more fundamental level, the potentially devastating political effects of
petroleum production should be included more prominently in the public debate over the
future of fossil fuels. Whereas the discourse over the externalities of fossil fuel consumption
currently focuses predominantly on the long-term environmental impacts of carbon emissions, the results presented here suggest that the world’s reliance on petroleum has much
more immediate and deadly repercussions. Hence, the evidence provided in this thesis
reinforces the argument that the developed world’s current levels of fossil fuel consumption
are untenable.

8.4

Future Research

The results presented in this thesis suggest multiple future avenues of research. First and
foremost, the findings obtained on the basis of the newly digitized road network data
should be replicated using a larger sample. While the available data yields fairly robust
evidence in favor of the proposed theoretical framework, the argument’s external validity
would be strengthened considerably if it could be shown that it generalizes to a larger set
of countries.
Second, future work should investigate the interrelation between petroleum production
and local host communities’ access to political power. In the present thesis, I have assumed political representation to be an exogenous moderator of the relationship between
petroleum production and conflict. However, it may very well be the case that petroleum
production affects host communities’ chances of gaining access to government power. As
hypothesized in chapter 5, governments may decide to grant petroleum-producing com-
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munities that pose a particular threat to peace access to political power in order to avoid
conflict. If this is the case, my results would underestimate the true moderating effect
of political representation on the petroleum-conflict link. Investigating the relationship
between petroleum production and the regional distribution of power within countries is
also interesting more generally. If petroleum production indeed affects host communities’
chances of gaining access to state power, it may have a previously unacknowledged effect
on these countries’ ethno-political equilibrium. An effect of this nature may, in turn, contribute to explaining other aspects of the resource curse, such as petroleum’s apparent
association with autocratic rule and slow economic growth.
Third, the link between accessibility and territorial conflict established in chapters 6 and
7 should be analyzed in greater detail. While I have ascribed the apparent effect of limited
physical accessibility on the likelihood of territorial conflict to a lack of state capacity,
there may be other mechanisms underlying this relationship. In particular, it should be
evaluated to what extent limited accessibility – as the cause of poverty and grievances over
insufficient public goods provision – is related to the outbreak of conflict. Next, there is
considerable potential to refine and improve the newly digitized road network data. In
particular, the AMS map sheets underlying the data collection effort contain extensive
information on road quality which can and should be incorporated into the final data set.
This information can be used to obtain more precise measures of physical accessibility,
and may thus yield more precise estimates of the relationship between road networks and
political violence. Furthermore, on a more general note, the fact that the newly created
data set contains information on historical road networks can be exploited to investigate
the interrelationship between conflict and road network development over time. Once
the newly digitized AMS data is combined with more recent data sets, one can investigate
whether increases in accessibility over time curb the likelihood of conflict and, conversely, to
what degree the occurrence of conflict inhibits the construction of pervasive road networks.
Finally, the geological instrumental variable for the location of petroleum deposits proposed in this thesis provides opportunities to reevaluate a number of other findings in the
resource curse literature. In particular, as discussed in chapter 4, it is likely that the findings
established with regard to the effect of oil and gas production on regime type and economic
development suffer from the same type of endogeneity problems as the petroleum-conflict
link. Applying the novel instrumental variable strategy proposed in this thesis may help
to resolve the discussion about whether these relationships truly constitute causal effects.
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