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Abstract
3D vision from two eyes and the capability to detect moving objects and estimate
their location and movement speed are the basic evidence for humans and animals to
interpret and interact with their environment. Likewise, these cues are important for
machines, which, equipped with photographic cameras, perceive the world in a similar
manner. In the future, intelligent perceiving systems could become omnipresent in our
everyday life. Thus, it is not surprising that both, stereo and motion estimation, were
in the focus of computer vision since its early days and recently, because of their
importance for several key applications like driver assistance, autonomous driving or
scene understanding, have regained attention. Somewhat surprisingly, though, both
tasks are traditionally tackled individually by the vision community.
This thesis considers the estimation of scene flow, the joint computation of motion
and geometry from images of (calibrated) stereo cameras, acquired over at least two
time steps. Scene flow models appear to have certain advantages over computing
geometry and motion individually. Joint inference should allow to exploit correlations
between both entities and for instance better reveal co-occurring motion and geometry
discontinuities. The capability to lift the motion representation from the image plane
to metric 3D space should also be beneficial, as well as the availability of redundant
views of the scene.
This work begins with these ideas, and shows that scene flow methods can indeed
outperform dedicated stereo and optical methods at their respective task.
In the focus of this thesis are outdoor scenarios, where passive, stereo camera systems
possess advantages over active systems like time-of-flight, pattern projection or laser
based devices. Under uncontrolled lighting conditions, the constraints imposed by the
data can be conflicting or even misleading. Especially in these challenging scenarios,
however, scene flow methods can lead to significantly better reconstructions than their
2D counterparts, stereo and optical flow.
We start with a systematic evaluation of different data terms, including several prominent per-pixel and patch-based data costs. Because the data term is vital for high
quality reconstructions under adverse conditions, we conduct most of the experiments
on a challenging outdoor dataset and try to minimize influences unrelated to the data
cost. Motivated by the capability to deliver metric 3D motion estimates, we develop
our first scene flow method and focus on the 3D accuracy of the reconstructed motion.
Exploiting that many scenes of interest consist of rigidly moving parts, we propose
to locally penalize the difference of the flow vectors to a rigid motion. The model
prefers locally rigid motions but is not limited to completely rigid scenarios. Building on the experience with this local rigidity assumption we go one step further and
i
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propose to model the scene by planar and over time rigidly moving regions, into
which the input images are segmented. Compared to conventional pixel-based representation, significantly less model parameters have to be determined, and jointly
estimated along the (over-)segmentation of the scene, leading to accurate geometry
and motion boundaries. Finally, the piecewise rigid model is extended by introducing
the concept of view-consistency. Here each view holds its own representation of the
scene, which are encouraged to be consistent across all frames. This leads to a situation, where all the data of all cameras is treated equally and has to be explained. In
practice, view-consistency allows for more efficient occlusion handling and stabilizes
the estimation especially in the presence of imaging outliers. Because we employ a
scene space parameterization, the model can be easily extended to handle multiple
frames in a temporal sliding window, which furthermore increases the redundancy
and improves the quality of the reconstruction even further. We evaluate our models
on recent datasets, and demonstrate results superior to the state-of-the art for both
stereo and motion. Overall the results support the proposition that carefully exploiting the aforementioned advantages in the underlying models, can unveil the potential
of scene flow.
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Kurzfassung
Die Fähigkeit des räumlichen Sehens, sowie das Erkennen von Bewegungen in der
unmittelbaren Umgebung erlaubt es Menschen und Tieren mit ihrer Umwelt zu interagieren, diese zu interpretieren und zukünftige Aktionen zu planen. Ausgestattet mit
photographischen Kameras sind genau diese beiden Qualifikationen oft wesentlicher
Bestandteil für Anwendungen, in denen Maschinen mit ihrer Umgebung interagieren
und auf Veränderungen reagieren müssen. Gerade solche, intelligenten Maschinen
haben das Potential ein fester Bestandteil unserer Zukunft zu werden. Daher ist es
wenig überaschend, dass Stereo-Rekonstruktion und das Erfassen von Bewegung aus
Kamerabildern, der Optische Fluss, seit jeher ein Kerngebiet der Bildverarbeitung
sind. Zudem sind beide Problemstellungen als Schlüsselqualifikation für Fahrerassistenzsysteme und autonomes Fahren auch heute von großer Bedeutung. In der
Bildverarbeitung jedoch, werden beide Problem häufig getrennt betrachtet, obwohl
Bewegungs- und Tiefen-Information meist gemeinsam benötigt werden.
Diese Arbeit beschäftigt sich mit dem Szenen-Fluss, der gemeinsamen Rekonstruktion
von Geometrie und Bewegung aus Bildern kalibrierter Stereo-Kamerasysteme, die in
unmittelbarer zeitlicher Folge aufgenommen wurden. Eine gemeinsame Betrachtung
beider verwandter Problemstellungen mit Hilfe des Szenen-Flusses erscheint vorteilhaft. Der Szenen-Fluss erlaubt es die Bewegung anstatt in der Bildebene, direkt im
metrischen, drei-dimensionalen Raum zu rekonstruieren. Des weiteren sind die Bilddaten in gewisser Redundanz vorhanden und Geometrie und Bewegung korrelierte
Einheiten.
An diese Beobachtungen anknüpfend zeigt sich im Verlauf dieser Arbeit, dass mittels Szenen-Fluss gewonnene Rekonstruktionen auch mit spezialisierten Stereo und
Optischer-Fluss Methoden mithalten können. Der Fokus dieser Arbeit liegt auf mobilen Anwendungen, in denen keinerlei Kontrolle über die Beleuchtung angenommen
werden kann. Gerade für Aussenanwendungen, wie z.B. im Bereich der Fahrassistenz, besitzen passive Stereo-Kamera Systeme Vorteile gegenüber aktiven Methoden
wie Time-of-Flight, Laser oder Projektions basierten Messverfahren, oder stellen eine
kostengünstige Alternative dar. Ohne Kontrolle über die Beleuchtung können die
aufgenommenen Daten allerdings (lokal) häufig irreführend oder widersprüchlich sein
und somit die Rekonstruktion erschweren. Eines der Kernargumente dieser Arbeit
ist, dass insbesonders unter erschwerten Bedingungen, der Szenen-Fluss der separaten Berechnung von Geometrie und Bewegung mittels Stereo und Optischen Fluss
überlegen ist, und zu erheblich besseren Ergebnissen führen kann.
Am Anfang dieser Arbeit werden verschiedene, in der Literatur populäre Datenterme untersucht, wobei der Schwerpunkt auf deren Anwendbarkeit unter widrigen
iii
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Bedingungen gelegt ist. Angeregt durch die Fähigkeit zur metrischen Rekonstruktion
der Bewegung, liegt der Fokus der ersten entwickelten Methode zur Schätzung des
Szenen-Fluss auf deren räumlicher Genauigkeit. Der entwickelte Regularisierer nutzt,
dass in vielen Szenarien die Bewegung zumindest lokal als rigide beschrieben werden kann. Der Algorithmus penalisiert dementsprechend lokal die Abweichung der
3D-Flussvektoren zu einer rigiden Bewegung, ist aber nicht nur auf rigide Szenen
beschränkt. Der nächste entwickelte Ansatz greift diese Idee auf, und modelliert
eine Szene als eine Ansammlung von sich rigide bewegenden Ebenen, in welche die
Eingabebilder segmentiert werden. Im Vergleich zu konventionellen, pixelbasierten
Ansätzen ist die Anzahl an Modell-Parametern deutlich reduziert. Zudem werden
neben den Parametern auch gleichzeitig eine Superpixel-Segmentierung der Szene
mitgeschätzt, eine Eigenschaft die zu akkuraten Sprungkanten führen kann. Als letzte Innovation wird das Konzept der Projektions-Konsistenz eingeführt. In diesem
Modell hält jede Ansicht der Szene eine eigene Parametrisierung, die aber konsistent gehalten werden. Dadurch sind die Daten aller Kameras gleichberechtigt und
müssen durch die Rekonstruktion erklärt werden. In der Praxis erlaubt das Modell
ein effiziente Behandlung von Verdeckungen und stabilisiert die Rekonstruktion, im
besonderen bei Ausreißern in den Daten. Die Parametrisierung erlaubt dem Modell
ebenfalls mehrere Zeitschritte gleichzeitig zu betrachten. Durch die erhöhte Redundanz, verleiht eine Berechnung in einem Zeitfenster dem Algorithmus weitere Stabilität und erhöht die Qualität der Ergebnisse. Eine Auswertung der entwickelten Modelle auf mehreren Datensätzen demonstriert, dass die Verfahren mit an der Spitze
der Forschung im Bereich der Bewegungs- und Geometrie-Rekonstruktion aus StereoKameras stehen. Abschließend kann somit eine Bestätigung obiger Thesen gegeben
werden. Eine sorgfältige aber konsequente Implementierung der Vorteile des SzenenFluss in die Modelle führt hier zu einer höheren Effizienz.
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Over the past decades innovations in computer vision, the science and technology
of machines that see, have paved the way for intelligent devices to become part of
our everyday life. In controlled environments, machines can reliably perform tasks
that demand the quantitative cognition of only a limited amount of features, without
the need for human supervision. Similarly, only minimal user interaction is needed
to extract accurate geometric measurements from aerial images or from pictures acquired for free over the internet in which communities share their photo collections.
Lately also more complex tasks, like the estimation of a human pose, have found their
way into modern consumer electronics. The increasing performance of mobile processing power and the ever-growing commercial interest of multinational enterprises, like
Google, Apple, Microsoft or Facebook has now ignited a development after which
intelligent perceiving systems could become omnipresent in our everyday life. However, comparing current machine vision systems to the visual systems of humans and
animals, there is still much to be gained.
In the course of evolution most animals were equipped with the capability to perceive their surroundings with two eyes. Two general models emerged. Lateral eye
placement provides hunted or herbivorous animals with a large peripheral motion
detection system. Frontal eyes with a large common field-of-view allow predatory animals to observe their environment with accurate depth perception. It is a common
belief that stereopsis, the ability to obtain 3-dimensional structure on the basis of
1
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visual information from two eyes, has been very important in human development.
Some complex visual tasks such as eye hand coordination (Jones and Lee, 1981) are
performed more effectively with two eyes instead of only one.
In psychology “The perception of the visual world” (Gibson, 1950) is being considered
as one of the most important works in the field of visual perception of the 20th century.
Here the author discusses affordance (Wikipedia, 2014), the aptitude of determining
possibilities for potential actions from the observed motion field. To that end, the
concept of optical flow was introduced as the observer-centric apparent motion pattern
of the movement of objects in the visual field. In a nutshell, there are strong reasons
to believe that stereo and motion together provide the basic cues for humans and
animals to interpret and interact with the environment.
In his influential work, Marr (1983) categorized stereopsis, optical flow and segmentation as the three processing steps, which could deliver a primal sketch of the scene.
This dissertation addresses two of these steps, namely stereopsis and optical flow, but
combines them into a single problem: 3D scene flow (Fig. 1.1). As the name suggests
the approach utilizes the additional view(s) of the scene to extend the obtained motion
information from the 2D image plane into the world coordinate system. This transition
can be either interpreted as generalizing optical flow to 3D, or alternatively, stereo
vision to dynamic scenes.
3D scene flow is, however, not restricted to deliver only low-level information for
higher-level problems in computer vision, like 3D scene understanding. Autonomous
systems can employ this information to predict the near future and plan future actions,
for instance to avoid collisions or assist humans with various tasks.
The rest of this introductory chapter will provide an overview of the whole dissertation. Before we motivate the importance of the problem by looking at several key
applications in Sec. 1.2, a precise definition of 3D scene flow is given together with
a brief introduction into energy modeling. Typical practical challenges of scene flow
estimation are discussed in Sec. 1.3. Finally, scientific contributions to the problem
are explained before we conclude with an outline of the subsequent chapters.

1.1

Problem Definition and Basic Approach

This dissertation considers the problem of 3D scene flow estimation. In the literature,
3D scene flow is defined as the apparent 3D motion field observed by two (or more)
cameras, between two consecutive time steps. More precisely the estimation process is
interpreted as a dense problem: for every single pixel, at least for one of the involved
cameras, there has to be an estimate. This form of representation is common practice
for the more established stereo and optical flow problems and well studied in the
literature, but also convenient for subsequent processing steps such as motion or
scene segmentation.
In the following we further reinterpret the task as a joint problem, in which the 3D
motion field is estimated together with the 3D shape of the observed scene. We posit
that, although being computationally more involved, the extended problem allows to
exploit the mutual correlation of both tasks and thus to deliver reconstructions of
higher quality - an observation which was also made by fellow researchers (e.g. Basha
2
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Figure 1.1 Red arrow: Stereo establishes dense correspondences between 2 views acquired
at the same time. Blue arrow: Optical flow estimates dense correspondences between views of
one camera at two time steps. Red,blue and green arrows: Scene flow unifies both approaches
and establishes correspondence across time and space.

et al., 2010; Valgaerts et al., 2010; Huguet and Devernay, 2007). This situation is
depicted in Fig. 1.2. Given the images of a stereo camera system, depth and the 3D
motion present in the scene are reconstructed densely w.r.t. the arbitrary, but fixed
reference camera.
Although not limited to acquisitions obtained from a stereo rig, the focus of this
work lies on short baseline, two-camera systems. In general, improved results can
be achieved by the provision of additional views, however, multi-camera systems are
computationally more demanding. While not being immune to decalibration, stereo
systems require less effort to maintain and most importantly are more flexible to
install on moving platforms and thus suited for many practical applications. Naturally,
single camera systems possess the highest rate of flexibility, however, 3D motion
estimation turns into a highly ill-posed problem. Humans possess the capability to
generate (relative) depth information already from monocular cues only, like shading,
differential focus, texture gradient, occlusion or prior knowledge about the size and
shape of certain objects. These are usually combined with stereoscopic information to
generate the most accurate impression of the environment, resolving conflicts in the
course of this process (Bülthoff and Mallot, 1987). Motion by itself can also be used
to acquire distance information. In fact many animals without stereo vision use the
motion parallax effect to generate a depth impression, produced by sideways motion
of the head. In computer vision, structure-from-motion techniques (e.g. Davison et
al., 2007) can already deliver high quality (sparse) depth information from a static
environment and moving camera. Direct extensions of this technique to dynamic
scenes (e.g. Fitzgibbon and Zisserman, 2000) usually need to limit independently
moving objects to rigid body motions and fail on articulated or non-rigid structure.
Only recently, exploiting priors on the structure of the scene, non-rigid structure
3
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Figure 1.2 Left: Typical input for 3D scene flow estimation: Two images acquired from a
stereo rig at two different time steps. Right: Possible 3D solution consisting of a depth map
(top left), and 3D horizontal (upper right), vertical (lower left) and forward motion (lower
right). In this case the reconstruction is performed for every pixel of the reference camera
(here the left camera at time 0).

from motion techniques (Garg et al., 2013a) were able to densely reconstruct non-rigid
geometry from monocular video. These techniques are restricted to a single object and
assume a weak projective camera. Lately, however, Russell et al. (2014) were even able
to automatically segment the scene into independently moving rigid parts, but their
reconstructions are sparse. In that sense a single camera might already be sufficient
for the estimation of 3D scene flow. In practice, however, strong prior assumptions
have to be made, either about the scene or incorporated into the model. At least
until today, these techniques still appear to be difficult to quantify in terms of the
ability to deliver accurate metric measurements and to guarantee their applicability
in general scenes. Hence we consider stereoscopic (or multiple camera) systems to be
better suited for the reconstruction of 3D motion - at least at the current state of
research.
As explained, humans exploit multiple cues to perceive depth, but only two are exclusively based on binocular vision: The vergence position of the eyes and binocular
disparity, the horizontal difference in image location as seen in the left and right eye.
To focus on a specific object, creatures with binocular vision use vergence movements
to make both images overlap. The problem of how the visual system finds these matching regions is known as the correspondence problem (Howard and Rogers, 1995). The
importance of establishing correspondences is underlined by several medical studies, which indicate that humans have troubles in generating depth information from
stereograms showing only little correlation (see Ch. 6, Howard and Rogers, 1995).
In a computer the estimation of the apparent motion field, the optical flow, could be
modeled in a similar manner. Considering the input to the (visual) system over time as
a series of images sampled at discrete time steps, the machine must first establish correct matches by solving just a slightly different version of the correspondence problem.
Letting aside that the input to the visual system for humans is usually continuous (in
contrast to cameras with a global shutter), it is not surprising that all three problems,
stereo, optical flow and scene flow are generally treated as correspondence problems
4
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Figure 1.3 The aperture problem for scene flow estimation: The textured region, centered
around the red sphere can move to any location along the edge in the next time step. The
position cannot be inferred from the image data alone. The data only constrains the scene
flow vector to end on the green 3D line defined by the intersection of the two planes drawn
in light green. The problem is further independent of the amount of cameras used to observe
the scene.

by the computer vision community.
If the correspondence problem is successfully solved, depth and 3D motion vectors
are given directly by the geometric principle of triangulation. In machine vision, the
matching problem is not a trivial task. However, compared to humans, who can rely on
the combination of different cues to constrain and simplify the matching tasks (compare Ch. 11.2, Howard and Rogers, 1995), machines already have problems in realistic
illumination conditions, which pose challenges like camera noise, over-saturated areas
and many more. Even under perfect conditions, e.g. diffuse lighting, Lambertian surfaces and small displacements, matching corresponding regions is prone to errors. The
displacement of an untextured region can only be inferred by including the boundary
of the region into the matching process. Even in these cases matching can still be
ambiguous, due to the aperture problem, which is depicted in 1.3 for the scene flow
case. In the figure the 3D region marked by the red sphere can move to any location
along the 3D line marked in green at the next time step. The exact position along the
line cannot be distinguished from image data. The constraining 3D line is found as
the intersection of planes induced by 2D lines constraining the motion in the image
planes of the cameras. The problem is further independent of the amount of cameras
used to observe the scene, as it is a property of the 3D scene alone. The aperture
problem exists for 3D scene flow and optical flow alike and affects point-to-point,
but also window-based matching strategies, in which correlation is measured over a
larger neighborhood. The situation becomes more relaxed for stereo estimation as the
matching is constrained by the epipolar geometry (c.f . Sec. 3.1). Edges orthogonal to
the respective epipolar line can be matched unambiguously (unless part of a repetitive
5
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pattern); parallel edges, however, cannot be matched at a local level. Although some
simple ideas exist for this case, e.g. requiring monotonicity in the order scene points
appear in both images (Seitz and Dyer, 1995), these cannot be applied for scene flow.
A common approach to deal with ambiguities and imperfect matches is to impose
smoothness constraints on the motion field or equivalently continuity constraints on
the geometry. Regularization of a displacement field in image matching was possibly
first proposed in the context of stereo estimation (Marr and Poggio, 1976). To specify
an algorithm which takes these aspects into account, the problem is often formulated as an energy function, where the solution to the problem, x̄ (e.g. the optimal
displacement field) is found at its minimum:
x̄ = arg min ED (x) + λER (x)

(1.1)

x∈X

Here X describes the state space, or domain in the continuous case, of all possible
solutions to the problem. ED : X → R measures the similarity of the images at
corresponding positions induced by an x ∈ X and ER : X → R specifies the cost
imposed by the regularization. Both terms have to be balanced, in this simplified
formulation with the introduction of the scalar λ. Two fundamental questions arise.
First: How can the energy, in our simplified model consisting of the data cost ED and
the regularization ER , be defined to reflect the nature of the problem? The function
in Eq. 1.1 should assign lower costs to more probable states and ideally attain its
minimum at the correct solution. And second: How can the state space/domain X be
efficiently searched for a good solution? The optimization process should still remain
tractable, a solution – not necessarily the optimal one – should be found in reasonable
time. In case of a continuous and convex domain X, optimality can be guaranteed
by gradient descent or related optimization methods for convex energy functions.
Similar guarantees exist for a discrete state space with a linear ordering, if all terms
of more than a single variable in Eq. 1.1 are convex (Ishikawa, 2003). Other criteria
for discrete state spaces exist, for instance if the topological structure of the problem
imposed by energy terms with more than a single variable does not possess cycles
(Blake et al., 2011), or if the problem is submodular and has a binary state space.
Unfortunately, because the data term ED depends on the input images compared
in the matching process, continuous energy formulations are in general not convex
and will not lead to optimal solutions. Discrete formulations, which can be solved
in an optimal way, can be very restrictive or are not applicable to the problem. In
practice, a variational formulation in the continuous case will still permit to find a
solution to the problem – however, in general not the globally optimal one. In case
of a discrete state space, an immense amount of literature is available with various
different propositions to deliver an approximate solution to the resulting NP-hard
combinatorial problem. These include (Boykov et al., 2001) solving a sequence of
binary problems, i.e. alpha-expansion, quadratic pseudo-boolean optimization (QPBO)
(Kolmogorov and Rother, 2007), message-passing (Felzenszwalb and Huttenlocher,
2006a) or convex relaxation techniques (Chambolle et al., 2012; Goldluecke et al.,
2013; Zach et al., 2014). Felzenszwalb and Zabih (2011); Szeliski et al. (2008); Kappes
et al. (2013) review several of these techniques and further analyze the performance
of typical computer vision tasks in a comparative study.
6
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Despite the fact that all these methods can only deliver approximate solutions, convexity and its discrete counterpart submodularity are two important concepts for
many algorithms in computer vision, which is also true for solving the scene flow
problem. A more detailed discussion of this point goes beyond the scope of this dissertation. Instead the interested reader is referred to (Blake et al., 2011) for a brief yet
comprehensive introduction into discrete optimization techniques in computer vision.
Important to note is the tradeoff between both central goals, constructing an expressive and accurate energy and keeping the optimization problem tractable. The central
objective of this work is to propose and analyze several energy formulations for 3D
scene flow estimation. These methods allow one to achieve accurate reconstructions
under general conditions, falling back to well established optimization methods whenever possible. It should be mentioned that suitable energy formulations for scene flow
are not restricted to the two terms present in Eq. 1.1. More evidence and knowledge
about the scene can be easily incorporated into the basic model, for instance with the
introduction of additional terms into the energy.
A probabilistic view on the basic model
We turn our discussion to a probabilistic view on the energy function Eq. 1.1. Abusing
notation a bit by ignoring the distinction between a discrete and continuous state
space X one can turn the energy into a probability measure, the Gibbs (Gibbs, 1873)
measure. Following Jaynes (1957) this can be achieved by applying the exponential
function on the negative energy and choosing a (here) arbitrary temperature β > 01 .
x̄ = arg max p(x|I),

(1.2)

x∈X

p(x|I) ∼ p(x)p(I|x) = exp(−βλER (x)) exp(−βED (x))/Z(β),
Z(β) =

Z
X

exp(−βλER (x)) exp(−βED (x))dx

Minimization of the energy is now equivalent to searching for the maximum a posteriori (MAP) estimate of the a posteriori distribution p(x|I). Here the partition function
Z(β) is not important to find the MAP estimate. While the dependence of the data
term ED on the image data has become explicit in the likelihood p(I|x), the regularization is captured in the prior term p(x) for which an estimate can be obtained by
looking at the properties of potential solutions2 One possible way is to investigate the
pixelwise statistics of depth-maps of natural images (Huang and Mumford, 2000; Roth
and Black, 2007) 3 . These can be obtained from reliable and precise active systems
like Light detection and ranging (LIDAR) scanners or from synthetically generated
data. The accurate and reliable observation of optical flow or scene flow data from
real scenes is unfortunately very hard, while synthetically generated data might be
1

Compare (probabilistic) annealing (Metropolis et al., 1953).
Please note that the term “prior” is used very loosely in this dissertation. A general regularization
function cannot necessarily be interpreted as the negative logarithm of some probability density
function.
3
Although obtained MAP solutions (can) deviate from jointly imposed data and prior models (Nikolova, 2007).
2
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biased. One idea is to consider depth-maps of static scenes acquired at two different
time steps and known camera motion to generate data from rigid motion in real world
scenes. For efficiency reasons usually only the spatial statistics of neighboring pixels,
namely horizontal and vertical image derivatives, are modeled. According to investigations (Huang and Mumford, 2000; Roth and Black, 2007), the empirical distributions
of the derivatives are heavy tailed and well matched by the Cauchy-Lorentz4 distribution. Therefore the Lorentzian robust error function ρ(x) = log(1 + 12 σx2 ) with
parameter σ 2 is considered a good choice for the regularizer on the derivatives of
x. The behavior can be explained as follows: Most pixels lie on continuous, front
facing surfaces, leading to a strong peak at 0 of the empirical distribution. Slanted
surfaces would contribute to the probability mass around 0, and the heavy tails are
due to large jumps at object discontinuities. Robust error functions, which correspond
to heavy-tailed distributions, mostly lead to non-convex error functions. The “best”
convex choice is the L1-norm or a differentiable approximation of it, the Charbonnier
penalty (Charbonnier et al., 1994). The L1-norm corresponds to the Laplacian distribution. Robust error functions can, furthermore, be linked with outlier processes
(Black and Ranajan, 1996). While convex regularizers lead to a simpler optimization
problem, more robust formulations often are closer to the true statistics of the problem and lead to sharper surface or motion boundaries, but are prone to getting stuck
in local minima.
The aforementioned cost functions tend to favor piecewise constant solutions of depth
or motion. While this is reasonable for many scenarios, in general, the best choice
will be application dependent. One example are street scenes, which predominantly
consist of slanted planes and observer motion in viewing direction of the camera. In
this case stereo and optical flow methods show better overall performance with a
regularization force that prefers piecewise linear solutions (c.f . e.g. Chapter 4)5 . Over
the past years several more expressive regularization schemes have been proposed.
Recently even class specific priors were introduced (Häne et al., 2013), which can
adopt the regularization to respect object specific properties.

1.1.1

Rigidity for regularization

In the course of this dissertation we will propose and investigate two advanced regularization schemes for scene flow estimation. Both formulations exploit that many
scenes of practical importance consist of relatively few (orders of magnitude less than
pixels in the image) rigid, but independently moving parts. As an example consider
the scene of Fig. 1.2. The apparent motion of the scene is in large parts determined
by the ego-motion motion of the observer, which makes the the static background
to appear as moving rigidly over time. Apart from that, the motion of the cars is
obviously rigid too. However, we argue that our assumption is also sufficient for the
pedestrian in the front of the scene. The motion of humans and animals, can effectively be described employing inverse kinematics, as a constrained system of rigid
4

A special case of the Student-t distribution.
Currently most top performing methods in the KITTI benchmark prefer this form of regularization (www.cvlibs.net/datasets/kitti/).
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bodies articulated in a chain of rigid body motions. Such representations are popular
for character animation (Der et al., 2006) in the computer graphics community, but
are also used to constrain the deformation of general 3D objects (Sorkine and Alexa,
2007). While rigidity appears to be sufficient to describe the coarse motion present
in many scenes, this assumption breaks down at a certain level of detail. For cloth,
skin or to describe fluid-like deformations such a model cannot hold and should not
be used as a prior.
In our first model we assume 3D points in the scene to behave locally rigid. More
precisely, we assume the motion at a pixel to be a superposition of one or more
rigid motions. In our second model we segment the image into a collection of rigidly
moving planes. Both methodologies appear much more restrictive than image-based
smoothness assumptions. 3D scene flow allows to reason about the motion in the 3D
world and not only in 2D image space. The additional dimension of this 3D prior can
potentially filter out unreasonable motion - i.e. 2D motion patterns that are highly
improbable to happen in 3D space.
Although both models use rigidity to constrain the motion, the approaches are fundamentally different. The first model softly penalizes the deviation from rigid motion
and even allows for the weighted superposition of rigid motions, hence the resulting
motion field is not forced to be rigid. In contrast to that, the second model utilizes
hard assignments and segments the scenes into several hundreds of piecewise planar
and rigidly moving regions.
Before turning to the technical details of the scene flow problem, we indicate a couple
of possible applications for 3D scene flow estimation.

1.2

Motivation

Information about scene geometry and 3D motion can be important for many different practical applications. Low camera prices have lead to a situation in which multicamera assemblies are becoming main-stream in the vehicle industry and robotics. In
contrast to active 3D sensors, passive systems are cheaper, less affected by general
lighting conditions and can overcome range limitations of active systems like the Microsoft Kinect or time-of-flight cameras. In fact, certain vehicle categories of Mercedes
are already equipped with several cameras including a calibrated stereo-rig, which is
precisely the configuration in the focus of this dissertation. The developed methods
are, however, not limited to two-camera configurations, rather they can in principle
work on multiple views. This chapter presents a broader view on application scenarios
with diverse demands in terms of precision, robustness in general lighting conditions
or format in which the computed data should be returned, and in turn covers significantly different conditions under which the image data is acquired. Here one extreme
could be a studio setup with controlled lighting conditions and a multitude of static
cameras, capturing data in a limited acquisition volume. And, conversely, the other
extreme is a mobile, small baseline stereo system, acquiring data outdoors with additional constraints on processing time. We, furthermore, believe that models that
are tailored to a specific application always benefit from making additional assumptions about the observed scene. Consequently, no general method will exist that can
9
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outperform all others in all specific tasks.
This section provides an overview of applications including already commercially successful products, but presents also research prototypes as examples.

1.2.1

Driver assistance and autonomous driving

According to a report by the World Health Organization (2013) (WHO) on road safety,
1.24 million people died worldwide in motor vehicle accidents in the year 2010. While
the biggest part of these fatalities occur among occupants of cars, the percentage of
killed pedestrians and cyclists is only slightly lower. The numbers deviate strongly in
dependence of the countries’ development status. In countries with high income the
group of car occupants are affected at a significantly higher rate. Pedestrians are most
endangered in countries with a low income. Based on data of the same year, the US
National Safety Council has listed motor vehicle incidents as the forth most probable
cause of death in the United States (National Safety Council, 2014). Car accidents
are the biggest threat for people between the ages of 3 to 33. In the WHO report,
road traffic injuries are noted as the eighth leading cause of death globally, but are
estimated to become the fifth leading cause in the year 2030.
This situation appears to be avoidable, if cars would become smart enough to discover
and predict critical situations and intervene to avoid fatal consequences. In fact this
vision has already partly become reality, and stereo vision was identified as a key
technology for modern driver assistance systems. In 2013 Mercedes Benz has introduced stereo camera systems into their S-class and E-class vehicles. In combination
with radar sensors these systems offer several impressive features. The active breaking
assistant reacts on crossing traffic and is programmed to avoid collisions with pedestrians. Additionally the assistant is able to drive autonomously at low speeds, which
can be very convenient if the car is stuck in a traffic jam.
To generate a high acceptance of such systems, the false alarm rate has to be extremely
low. Drivers will be confused by redundant interruptions of the assistant. Unnecessary
stops might even lead to rear-end collisions as the driver of the subsequent vehicle
could be caught unprepared. Consequently, these systems have to be conservative
and optimized to deliver a high precision at the potential cost of recall. In any case,
the assistant must be able to predict the future and not solely act on the past and
current situations. Being aware of the 3D motion and speed of other traffic participants
appears to be a key feature for this.
Through intense lobbying and publicity, Google has been able to make people believe
that the completely autonomous car is not just an illusion any more. The first goal is
to enable cars to independently travel on motorways, which simplifies the complexity
of the task as the number of events that need to be predicted correctly is considerably
lower. Autonomously driving prototypes are allowed for test drives in public traffic
in several US states, including California, Florida, Michigan and Nevada (Wikipedia,
2013). Meanwhile the major car manufacturers are also interested in this technology.
Recently, Audi presented its piloted driving concept (Audi, 2014) and Mercedes-Benz
unveiled a demonstration truck in Stuttgart. The self-driving truck (Daimler, 2014)
is considered a long term project and features a stereo camera system, which could
10
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Figure 1.4 Left upper row: Inside view of Daimler car with installed stereo camera
(Source: Wired, Photo: Jason Pietra).Left lower row: Stereo camera close-up (Source: Continental).Middle upper row: Daimler Truck (Source: Mercedes-Benz).Middle lower row: Bosch
test car (Source: Bosch).Right upper row: Google test car (Source: Wikipedia).Right lower
row: VW test car (Source: Wikipedia).

provide scene flow. Similarly, leading automotive suppliers like Bosch and Continental
are following this direction. Several of these examples are depicted in Fig. 1.4. The
interest in this technology is also motivated by economical reasons. According to
Daimler’s press release (Daimler, 2014) around 75% of all freight is transported by
road in the EU. This number will remain stable over the years, but the absolute
amount of goods moved are predicted to increase from 3.7 billion tons today to nearly
5.5 billion tons in the year 2050 (Federal Ministry of Transport Building and Urban
Development, 2014). Any form of automation in this process is thus of economical
interest. In the US, such ideas appear even more appealing, caused by a deficit of
personnel within the road freight sector (Euroasia Industry Magazine, 2014).
To realize the completely independently driving car, especially in more complex city
environments, higher level scene understanding appears to be a necessity. Here, 3D
scene flow estimation could be an important first step. Pedestrian detection can benefit from geometry and motion information (Walk et al., 2010). For scene segmentation, sparse scene flow was found to be an important cue already (Lenz et al., 2011).
Klappstein et al. (2008) showed the benefits of using stereo vision over monocular images (c.f . Fig. 1.5). A change in disparity cannot be captured from monocular scenes,
consequently, the segmentation of traffic participants from optical flow alone has problems near the focus of expansion (FoE). Similarly, Wedel et al. (2009b) advocate an
approach that uses scene flow to segment moving objects.
It should be noted that the social pressure induced by this development might be
a bigger hurdle to take than the perfection of the technology. The transportation
industry employs more than ten million people in Europe, accounting for 4.5% of
total employment in the European Union (Tranport Research & Innovation Portal,
2013). Almost 30% of these people are involved in the transportation of goods by
truck and another 17% pursue courier activities. Thus, at first sight, 5 million people
are endangered in loosing their job to a machine. Especially people in Europe are
highly sensitive to these form of conflicts and rather skeptical towards new technology.
11
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Figure 1.5 Left: Scene segmentation into multiple categories (Source: Scharwächter et
al., 2014). Right: Motion segmentation from sparse scene flow (Source: Klappstein et al.,
2008).

Another, possibly even more delicate, problem are the legal consequences emanating
from the automation of driving: At which point should an automated car be allowed
to participate in public traffic? Is it possible to find uniform standards for most
countries? Even if an autonomous car is licensed as street-legal, insurers still need
to make confident judgments about the risk. Who is the responsible party in case of
an accident, and what if the car was hacked – which has been successfully done for
almost every computing device so far? Up to now we have just posed some very basic
questions. To integrate autonomous systems into our society, however, appears to be
more than a technical problem. Legal, but also ethical questions concerning these
issues are an active research area (e.g. Center for Internet and Society, 2014; Dai and
Howard, 2013), but go beyond the scope of this thesis.
The presented developments are, however, of great commercial interest. In fact advanced driver assistance systems were already identified as main innovation area in the
vehicle by strategic consultant companies (e.g. Roland Berger Strategy Consultants,
2014).

1.2.2

Robotics

Scene flow can be used in applications in robotics in a very similar fashion as for driver
assistance and autonomous driving. fashion as for driver assistance and autonomous
driving. Robots need to interact with their environment. Especially when targeting
interaction with humans, robots need high precision and 3D accuracy in their actions,
in order to react on constant movements, which might be subtle and small but rather
unpredictable. In controlled environments passive systems can support measurements
gained from active sensors, overcome range problems of these systems or present a
cheaper alternative. Outdoors the task becomes very similar to the driving application
and is thus not discussed further.
12
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Figure 1.6 Top: Multi-camera markerless motion capture (Source: Vedula et al., 2005).
Bottom left: Performance capture from binocular camera images (Source: Valgaerts et al.,
2012). Bottom right: New view generation for 3D-TV (Source: Hung et al., 2013).

1.2.3

Entertainment

Some of the first dense scene flow methods were developed for entertainment related
applications (e.g. Tamtaoui and Labit, 1991). Most of this early work was targeting
the generation of new view points from video streams, for which depth information
is used to increase the quality for the viewer. Today the 2D-plus-depth format has
become common and important, as it can be used to generate these novel views for
3D-TV In the early days mostly the data from stereo cameras was investigated, but
soon the technology was extended to work also with more than two cameras (Szeliski,
1999). The demands on the quality of the reconstructions varies strongly. High quality
is needed for semiautomatic conversion for cinema and high quality 3D-TV, and lowquality for automatic conversion systems for live content, cheap 3D-TV, video on
demand and similar applications, which often require (near)-realtime results. Because
humans are highly sensitive to temporal variations in the depth map, the accurate
reconstruction of object boundaries as well as the generation of temporally consistent
results are of major importance, in contrast to absolute 3D accuracy. Knowledge
about the motion of the scene and thus the explicit reconstruction of 3D scene flow is
not essential for this task. However, it can be useful as an internal representation to
generate temporal correspondences and thus to improve the overall quality. Hung et
al. (2013) propose a method that reconstructs the scene flow along with temporally
consistent depth maps and delivers results of high quality from binocular video (c.f .
Fig. 1.6, bottom right).
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Figure 1.7 Left: Gesture recognition (Source: Hadfield and Bowden, 2012). Right: Sceneflow for robotic surgery assistance (Source: Stoyanov, 2012).

Motion capture, the process of digitally recording the motion of objects or people is
a popular technique employed by the entertainment industry. Not only since movies
like Matrix or The Lord of the Rings, digital manipulations have become de facto
standard in cinematic productions. Motion capture can be used to animate digital
character models in film and video games, leading to more realistic results and a
faster editing process compared to completely relying on the skills of a digital artist.
The data acquisition is traditionally guided by a set of active markers attached to the
actor, whose 3D motion can be tracked and transferred to the target, with the help of
a skeleton and inverse kinematics. To prevent the cost of special tracking equipment
and environment, more recent systems generate data by tracking surface features
while solely relying on image-based techniques. Here scene flow techniques, which can
effectively integrate the information from multiple cameras, can be the method of
choice. Since the target topology is known in advance, template-based approaches are
preferred in practice. The task is thus significantly simplified as topology changes can
be prohibited and the deformation of the target can be based on physical properties.
Thus, prior knowledge about the observed scene is incorporated into the acquisition
process. Consequently, scene flow computation is just one processing step of many
others that have to follow to produce animations of high quality. A special case
occurs if the acquisition target is a human face. Here, the technique is often called
performance capture and can be executed from binocular input only (the backside
of the head is not of importance). Performance capture can be used to transfer the
complex facial expressions and facial expression of an actor. Evidently skeleton-based
approaches cannot be used to encode the deformation of soft tissue and scene flow
methods become more important. As demonstrated by Valgaerts et al. (2012), these
methods are highly efficient in recording facial expressions and manipulating video
content (c.f . Fig. 1.6, bottom left).

1.2.4

Life sciences

A motion capture framework based on 3D scene flow can also be used in medical
applications. Here clinical motion analysis can monitor progress during rehabilitative treatment and assist physicians in the decision making process before surgeries.
Compared to entertainment applications, medical motion capture applications are
more interested in the captured movement process than in the accuracy of the reconstructed geometry, but also more constrained in the time available for acquisition.
14
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Here image-based scene flow estimation can provide an effective alternative to marker
based approaches while being simpler to use.
Robotic assistance during surgery has the goal of improving the efficiency of surgeons
during open surgery. Information about the 3D shape and 3D motion of tissue surfaces
during minimally invasive surgery are the key for enhancing the robotic control and
assistance capabilities of existing systems. If real-time information can be provided,
a system can deliver the surgeon with depth perception in the operating field-ofview. Binocular scene flow can thus play an important role in robotic assisted surgery
(Stoyanov, 2012, c.f . Fig. 1.7, right)
As a final example, Fig. 1.7, Hadfield and Bowden (2012) propose to employ a scene
flow method for hand tracking and sign language recognition. Here the knowledge
about 3D trajectories of the hands during gesturing can be an additional cue to
understand sign language.

1.3

The Challenges of 3D Scene Flow

Before we can identify and discuss the contributions of this dissertation to the 3D
scene flow problem, we will briefly discuss some practical challenges of the problem.

1.3.1

Optimization

Throughout this work, various optimization problems are to be solved, which we address by employing known techniques from the literature. However the optimization
of our energy function in Eq. 1.1 is inherently coupled to the representation at hand.
We briefly addressed the fundamental difference between utilizing a continuous or
discrete solution space to model the problem. One practical aspect that should be
discussed here is the impact of the size of the solution space on the respective optimization problem. Continuous search problems are usually treated in a variational
manner, leading to an optimization problem that can be solved by some variant of
gradient descent. Consequently, only a very small part of the search space must be
visited until convergence, which, however, will end in a local minimum if the problem
is not convex. To deal with the non-convex data term and to handle larger displacements, the computation is often embedded in a coarse-to-fine framework, typically
using Gaussian image pyramids (Brox et al., 2004). Solutions at coarse levels are
propagated through the scale space to initialize the algorithm at the next finer level.
Gaussian image pyramids, however, lead to strong smoothing of the images at coarser
levels, which also affects the energy landscape. Finer details and smaller objects often
disappear at lower levels of the pyramid and thus do not get reconstructed.
In contrast, algorithms that employ a discrete search space can consider all elements
and are consequently less prone to getting stuck in local minima. While the loss of accuracy associated with the discretization can be partially compensated in subsequent
refinement steps, the fundamental disadvantage lies in the size of the search space.
Popular stereo methods often utilize plane sweeping, in which the solution space is discretized at certain distances to the camera – which practically coincide with discrete
pixel displacements. Some variants only approximately evaluate the regularization
15
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term and can even achieve real-time results without utilizing a GPU (Hirschmüller,
2008). The number of states is typically chosen equal to the maximal displacement
in the images and increases exponentially with dimensionality of the problem. In the
scene flow case, with four unknowns per pixel, this naive treatment already leads to an
intractable search and memory problem6 and has to be solved in a different manner,
for instance by utilizing coarse-to-fine acceleration techniques (e.g. Felzenszwalb and
Huttenlocher, 2006b). This, however, will again increase the sensitivity towards local
minima. The explosion of the state space might explain why variational methods are
so popular for scene flow and even optical flow estimation. To conclude, to perform
scene flow estimation in a discrete framework, strategies must be found to effectively
search, sample or reduce the state space or the number of unknowns.
It should be noted that in the variational case several techniques can improve the
performance w.r.t. large displacements, e.g. by including descriptor matching into
the energy function (Brox and Malik, 2011; Weinzaepfel et al., 2013) or by revisiting
the coarse-to-fine framework (Sevilla-Lara et al., 2014). Note further that a high
frame-rate limits the expected per-frame motion and with that the ambiguity of the
matching problem, and may already be sufficient to reduce the complexity of the
scene flow optimization problem significantly, regardless of the chosen methodology.

1.3.2

3D accuracy

Basha et al. (2010) pointed out that high 2D accuracy in the image plane is not
directly equal to high 3D accuracy in the motion and geometry measurements7 . To
that end, the top performing methods of the Middlebury stereo benchmark were
ranked according to their 2D and 3D performance. Interestingly, the order in both
rankings was highly inconsistent, e.g. the worst performing method w.r.t. 2D was
second best when evaluated in 3D. There are still good reasons to compare methods
w.r.t. image-based measures, for instance to allow a fair comparison with optical flow
methods on the same dataset. 3D accuracy, however, is similarly important for many
applications, which ultimately must base their decisions on beliefs about the real
world.
We posit that for this purpose it is advantageous to parameterize the scene directly
with 3D units instead of encoding displacements with image plane entities. This
allows prior assumptions to be imposed on the unknowns before their projection.
For instance, even a translation with constant velocity in 3D space can project to a
rather complex motion pattern in the image plane. Hence, constant motion assumptions hold rather in 3D, but not in the image-based parametrization. In addition,
3D parametrization allows direct extensions to multiple views, without changing the
dimension of the problem.
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Figure 1.8 Uncontrolled illumination conditions complicate the matching problem. Typical problems are, for instance, over-saturation and strong brightness changes due to automatic gain control (left box). Apart from that, we often have to cope with reflections
(middle box) and specular highlights (right box) in the images.

1.3.3

Uncontrolled illumination conditions

In the past most work on scene flow for binocular camera systems was concerned
with the efficiency of the optimization problem and sub-pixel accuracy, especially at
motion and geometry boundaries. Both of these problems are also focal research questions of the more intensively investigated optical flow problem. This discrepancy in
the number of publications might also explain that most progress on the scene flow
problem was driven by advances of the optical flow community. Most investigations
on the optical flow problem were, however, conducted in indoor environments, under
controlled lighting conditions. Due to the absence of outdoor training data in the
past, methods were rather tailored towards sub-pixel accuracy and less concerned
about the robustness in general conditions. Here, we posit that scene flow can show
its merits especially when leaving the laboratory. Under general illumination conditions, however, the matching task becomes a lot harder (Fig. 1.8). One particularly
hard example is depicted in Fig. 1.9. Lens-flare or related effects can introduce highfrequency patterns, which in this case lead to a very poor reconstruction of the image
motion.
Imaging artifacts are, of course, not the only source that makes certain scenes hard
to reconstruct. An example is given in Fig. 1.10. The repetitive pattern introduced
by the fence leads to many local minima in the energy function.
We conclude that robustness to general conditions is important also for the scene
flow problem and worth to be investigated in detail. It should be noted that access to
a large dataset with ground truth information appears essential in order to address
such problems and prevent overfitting.

6

Assuming a maximal displacement of 100 pixels in all dimensions, the number of states becomes
1004 = 100 million.
7
There is of course a strong correlation.
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left camera t0

left camera t1
optical flow

Error: 62% outliers
Figure 1.9 Example from the KITTI benchmark (Geiger et al., 2012). The lens-flare
pattern introduces a tough matching problem such that many methods fail on this example
(Optical flow method of Vogel et al., 2013a). Motion vectors that deviate more then 3 pixels
from the ground truth are classified as errors.

1.3.4

Other practical challenges

Throughout this thesis the stereo camera system is assumed to be properly calibrated.
This is an important requirement, as the calibration defines epipolar constraints,
which are needed for reliable matching and estimation of the stereo information, but
also essential for the quality of the 3D motion estimates. In practice, this assumption
is challenged over time. Variations in temperature, but also small yet permanent
vibrations and shocks cannot be absorbed without implications. In the end these will
lead to slight changes within the camera sensors and also in their relative positions
and rotations. These problems are possibly inevitable for a camera system mounted on
a movable platform. This problem has already been recognized within the computer
vision community and was addressed for scene flow estimation by Valgaerts et al.
(2010).
Recently, Pinggera et al. (2014) put the spotlight on the problem of fast moving
objects with a large distance from the camera system. Because of the high speed,
the accurate prediction of the motion direction and velocity of these objects is very
important in certain applications like driver assistance. Unfortunately, the apparent
motion and disparity in the image plane is inversely proportional to the distance to
the cameras, which is why this problem poses high demands on the accuracy of scene
flow methods, even for very small objects in the scene. Note that while the task is
further challenged by decalibration issues, optical flow from single camera systems
appears to be completely at loss to detect these small motions in viewing direction
near the FoE.
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left camera

right camera

disparity
near

far

Error: 13% outliers
Figure 1.10 Example from the KITTI benchmark (Geiger et al., 2012). The repetitive pattern of the fence confuses many algorithms. Stereo method of Hirschmüller (2008),
OpenCV implementation (Bradski, 2000). Disparities that deviate more then 3 pixels from
the ground truth are classified as errors.

1.4

Contribution and Outline

One of the main goals of this work is to show that 3D scene flow estimation does
not only offer a convenient way of accurately reconstructing 3D motion, but also
that the joint estimation of stereo and motion can be superior in terms of absolute
2D accuracy when compared to dedicated stereo and optical flow algorithms. We,
furthermore, show that the redundance of the additional views can be exploited in
order to increase the robustness under general and challenging illumination conditions.
Considering multiple frames in time (> 2 time steps) provides more views and in
turn further contributes to the robustness. Below we discuss our contributions in
more detail; an extensive description can be found at the beginning of the respective
chapters.
Chapter 4: Evaluation of data costs
The analysis in the previous sections showed that motion estimation in realistic outdoor settings is significantly challenged by cast shadows, reflections, glare, saturation,
automatic gain control, etc. To allow for robust geometry and motion estimation in
these cases, it is important to choose appropriate data cost functions for matching.
This chapter focuses on optical flow estimation, thus on the image motion part of
our 3D scene flow problem (Fig. 1.1). We are not only confident that our conclusions
can be generalized to scene flow, but also believe that optical flow is more suited to
evaluate different data terms, as it is less constrained by the prior, which is more
powerful in the scene flow case. To that end, we use a basic energy minimization
framework similar to Eq. 1.1, together with a powerful optimization framework, in
order to minimize influences unrelated to the data cost. Recent years have seen a
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growing trend toward patch-based data costs, as they are already common in stereo.
Systematic evaluations of different costs in the context of optical flow have been limited to certain cost types, and carried out on data obtained without the challenges
that occur in outdoor environments. The chapter extends a conference publication
(Vogel et al., 2013a).
Contribution 1: In our first major contribution we provide a systematic evaluation of various pixel- and patch-based data costs using a state-of-the-art algorithmic
testbed and the realistic KITTI (Geiger et al., 2012) dataset as basis.
Chapter 5: Locally rigid motion prior
This chapter presents an approach to 3D scene flow estimation that focuses on the
3D accuracy of the obtained 3D motion vectors. The method exploits that in realistic
scenarios image motion is frequently dominated by observer motion and independent,
but rigid object motion. We cast the dense estimation of both scene structure and 3D
motion from sequences of two or more views as a single energy minimization problem. We show that agnostic smoothness priors, such as the popular total variation,
are biased against motion discontinuities in viewing direction. Instead, we propose to
regularize by encouraging local rigidity of the 3D scene. The technical part of this
chapter was previously published in Vogel et al. (2011).
Contribution 2: In our second major contribution we derive a local rigidity constraint of the 3D scene flow and define a smoothness term that penalizes deviations
from that constraint, thus favoring solutions that consist largely of rigidly moving
parts. Our experiments show that the new rigid motion prior reduces the 3D flow
error significantly if compared to standard TV regularization with the same data
term.
Chapter 6: Piecewise rigid scene flow
In this chapter we build on our experience with the local rigidity constraint and
extend the idea in order to exploit the redundant information provided by the
stereoscopic video stream. The chapter is based on material previously presented in
(Vogel et al., 2013b, 2014).
Contribution 3: To realize the conceptual benefits of scene flow – compared to
conventional stereo and flow – and to overcome limitations of many existing scene
flow methods, we represent the dynamic scene as a collection of rigidly moving
planes, into which the input images are segmented. Loosely speaking, we thus
address all three basic processing steps as proposed by Marr (1983) in a joint
optimization process8 , since geometry and 3D motion are then jointly recovered
alongside an (over-)segmentation of the scene. This piecewise rigid scene model is
significantly more parsimonious than conventional pixel-based representations, yet
retains the ability to represent real-world scenes with independent object motion. It,
furthermore, enables us to define suitable scene priors, perform occlusion reasoning,
and leverage discrete optimization schemes toward stable and accurate results. Our
8
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representation leads to a significant reduction in the number of unknowns, and a
state space that can be efficiently searched.
Contribution 4: As a last contribution we introduce the concept of view consistency.
The aforementioned economical representation by planar and rigidly moving regions
allows us to encode the scene information independently per view of the scene
without loosing tractability of the optimization. To that end, each view holds its own
representation, which is encouraged to be consistent across all other viewpoints and
frames in a temporal window. Assuming the rigid motion to persist approximately
over time, additionally enables us to incorporate multiple frames into the inference.
Consequently, we are able to exploit the information present in longer (up to four
frames) time intervals of the provided stereo video stream. We show that such a
view-consistent multi-frame scheme significantly improves accuracy, especially in the
presence of occlusions, and increases robustness against adverse imaging conditions.
Before we start with the technical part of the thesis, we review related work
in the next chapter. Afterwards the notation and the basic setup are introduced,
which are essential for the understanding of the subsequent chapters.
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When you want to know how things really work, study them when they’re coming
apart.
William Gibson, Zero History
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The term 3D scene flow was introduced by Vedula et al. (1999) to describe the 3D
motion field present in a scene, estimated from image data. Nevertheless, the problem
was addressed in the literature before, sometimes named dynamic stereo or simply
denoted as joint estimation of disparity and motion field. Despite the age of the
problem, the amount of literature in what we consider the “inner circle” of related
work – 3D scene flow methods that work for small stereo baselines while employing a
dense, image-based representation – is rather small. The idea of this chapter is hence
to provide a broader overview of scene flow estimation, without claiming completeness.
In later chapters references to the literature are sometimes directly woven into the
technical description.
In this section we classify methods into two major parts. Viewpoint-based methods
aim to represent the scene w.r.t. at least one of the provided views. 3D motion vectors
are estimated and stored on a per-pixel basis, but not necessarily densely. This form
of representation is popular for small baseline setups and preferred by almost all
stereo systems. Most contributions of this dissertation – although not limited to small
baselines – belong to this class.
As a second category we identify world-based methods, which employ a representation
in 3D space, e.g. a voxel grid. Here measurements are often restricted to a limited
area where the scene is ideally observed by multiple cameras, mostly in a studio environment. We also include template-based representations, which exploit knowledge
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about the object in question, e.g. its topology and physical properties, to guide the
reconstruction process. Most of these methods target high quality reconstructions of
the deforming object, for instance, for entertainment purposes.
Strictly speaking, scene flow methods should explicitly seek to reconstruct and provide 3D motion as an output of the algorithm. Nevertheless, we add a small section
on techniques that only implicitly reconstruct the motion of a scene. Methods like
spacetime stereo often require implicit motion estimates to define correspondences
over time for stereo matching.
In order to relate all of our contributions to the literature, this chapter includes
sections on the use of rigidity and segmentation constraints and also considers models
that extend the estimation over longer time sequences. This part is not restricted
to 3D scene flow, but also includes concepts from the broader field of image-based
motion estimation. Note that viewpoint-based scene flow has a lot of commonalities
with stereo and optical flow, which can lead to a very similar way of looking at the
problem.
One should keep in mind that not all approaches can be categorized with only a single
keyword as strategies tend to overlap.

2.1

Viewpoint-Based Methods

The methods presented in this section all share a common form of representation,
which we here call viewpoint-based. In most cases depth or disparity and 3D motion,
i.e. four degrees of freedom, are computed densely for each pixel of a designated
reference camera. Thus the representation is only complete for this specified view but
ideally suited for small baseline stereo where a large part of scene remains unobserved.
As the data is stored on a per-pixel basis, scene understanding applications can
conveniently incorporate information from viewpoint-based scene flow methods. In
this section we focus on dense scene flow estimation without explicit surface representations for scenes with arbitrary depth and object discontinuities, but first give very a
brief overview over the historical development concerning viewpoint-based scene flow.
In the early days of computer vision, 3D motion estimation was limited to
purely rigidly moving objects. Earliest methods assumed a completely static scene
(e.g. Huang and Blostein, 1985), and only reconstructed the camera motion from
precomputed optical flow and stereo information. Later, techniques emerged to
handle also independently moving objects. Mitiche (1989) apply algebraic constraints
on separately computed optical flow fields and stereo in order to segment a scene
into different rigid 3D motions. Tamtaoui and Labit (1991) do not postpone the
introduction of constraints between the stereo views to a post-processing step and
instead simultaneously estimate the two optical flow fields by exploiting their epipolar relationship. A reconstruction of the 3D motion is, however, never considered.
Alvertos et al. (1996) were possibly the first to formulate scene flow estimation in
an energy framework, balancing data constraints and smoothness of the optical flow
fields. The approach was later extended by Zhang and Kambhamettu (2001), who
additionally place spatial smoothness constraints on the disparity field of the next
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time step. The method further imposes hard constraints on the motion fields at
pixels where precomputed forward and backward flow fields coincide and further
limits the spatial regularization across segment boundaries, which are taken from an
initially determined segmentation. All these methods, however, assume the disparity
to be given and fixed.
Zhang and Kambhamettu (2000) operate the other way round with precomputed
optical flow fields. The method adopts the ideas from Vedula et al. (1999) into a
viewpoint-based representation and follows a two-step approach: First, 2D optical
flow is estimated independently for each camera of a multi-camera array; after that,
the 3D flow field is fitted to the 2D flow fields. To that end, a designated reference
frame is divided into segments and the parameters of a 3D affine transformation are
estimated for each of the segments. Here, optical flow computation and 3D modeling
are decoupled. In particular, the constraint that flow fields in different images must
be consistent reprojections of the same 3D motion is not used during optical flow
estimation. The idea was later extended by Li and Sclaroff (2008), who additionally
take the uncertainty in the 2D optical flow measurements into account. Here, both
the optical flow and the 3D motion estimation (following Vedula et al., 1999), are
embedded into a coarse-to-fine scheme.
In contrast, Wedel et al. (2011) and Rabe et al. (2010) built on the early works (e.g.
Alvertos et al., 1996) and again propose to parametrize the scene flow completely in 2D
image space. Stereo disparity is precomputed and kept fixed, thus depth and motion
estimation are again decoupled. Using modern graphics hardware, their variational
formulation is capable of real time performance. To that end, the method relies on
previous developments in optical flow (Brox et al., 2004). Given the disparities, the
scene flow constraints are employed to estimate the optical flow for the reference
image, and the per-pixel disparity difference between the two time steps.
Possibly the first to calculate geometry and flow jointly in a variational formulation
were Huguet and Devernay (2007), addressing the problem also in a two-view stereo
setup with rectified images. The problem was generalized by Valgaerts et al. (2010) to
work with an unknown relative pose between the cameras, solely assuming knowledge
of the camera intrinsics. They alternate scene flow calculation with estimation of
the relative camera pose. By operating entirely with 2D entities, these approaches
partially neglect the 3D origin of the data. In particular, the suggested 2D regularizer
encourages smooth projections, but not necessarily smooth 3D scene flow.
In contrast, Basha et al. (2010) chose a 3D parameterization by depth and a 3D
motion vector w.r.t. a reference view and estimate all parameters jointly, extending
the popular optical flow method of Brox et al. (2004) to scene flow. This is possibly
the most similar approach compared to our work presented in chapter 5: In Basha
et al. (2010) the scene flow is regularized using total variation, whereas we explicitly
model the local rigidity of the scene. Furthermore, Basha et al. (2010) concentrate on
multi-camera setups with relatively large baselines, whereas we also evaluate the performance for the two-view case with narrow baselines, and thus weaker 3D constraints
from the image data.
The dominance of variational methods in this section reflects the observations made
in 1.3.1. But scene flow was also modeled with a discrete state space. The model
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introduced by Isard and MacCormick (2006) was presumably the first to explicitly
reason about physically induced occlusions and jointly optimize disparity together
with scene flow in a 2D representation. The approach mimics the plane sweeping idea
(Collins, 1996) and thus uses a discrete label set to model optical flow, disparity and
disparity differences. The resulting four dimensional product label space leads to a
huge number of possible states per pixel. Consequently the optimization is performed
on downsampled images of size 50×40 to reduce the number of states in the optimization. The model we present in Chapter 6 also employs a discrete labeling approach,
but remains tractable as we only sample the state space of our model instead of enumerating all possible states – which in our case are of infinite dimension. Note that
similar ideas were present in the literature before, e.g. in the fusion move framework
of Lempitsky et al. (2008). Introduced for the case of 2D optical flow, fusion of different proposal sets has become a standard optimization technique. Here (Chapter 6)
we employ such a scheme for the estimation of 3D scene flow.
Scene flow was also addressed as a sparse reconstruction problem, this treatment often
allows for real time applications. Franke et al. (2005) present a method based on sparse
features which are tracked over time using KLT-tracking (Tomasi and Kanade, 1991).
Together with a disparity map, these tracks are then used as the measurement model
of a Kalman filter (Welch and Bishop, 1995), whose state space consists of the 3D
positions and motions of the features. Cech et al. (2011) achieve “semi”-sparse scene
flow estimates via a region growing approach. Growing starts from several high quality
correspondences; afterwards local information is propagated to a local neighborhood.
Seeds are kept in a priority queue, which leads to a small search space and a fast
algorithm.

2.1.1

Spacetime stereo

In this section we look at a related branch of techniques with the goal of reconstructing
the geometry of a dynamic scene from a synchronized stereo video stream. These
techniques are not interested in reconstruction of the scene motion and at no point
explicitly compute correspondences along the temporal axis. Instead the goal is to
guarantee the consistency of the computed depth maps over time. Thus the scene
representation is completely image-based. In most cases these methods assume small
displacements between frames, which requires a high frame-rate.
One efficient technique was proposed by Gong (2006) who aggregates matching costs
in a local neighborhood in order to find the disparity of a pixel. The energy is, furthermore, biased towards a prediction generated from the previous solution, which
is propagated to the current frame using optical flow. Because of the small time interval between consecutive frames, the optical flow is considered more reliable than
the stereo estimate. Other methods improve temporal consistency by extending the
matching cost computation into the temporal domain. This idea was proposed in
parallel by Davis et al. (2005) and Zhang et al. (2003). Davis et al. (2005) simply
suggest to directly compute the cost from the space-time cuboid instead of only employing a spatial window. For different dynamic scenes the optimal temporal window
size is evaluated experimentally and becomes very short in scenes containing larger
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motions. Zhang et al. (2003) perform temporal aggregation across shifted windows in
time, thereby assuming constant velocity in disparity space. In combination with active illumination based on structured light patterns, the proposed algorithm achieves
accurate reconstructions of dynamic scenes, but can also be applied without active
illumination. One drawback here is that zooming motion is not modeled in the formulation and thus the approach is challenged by larger motion occurring perpendicular
to the image plane. More recent methods do not assume active illumination any more.
Richardt et al. (2010) augment the local method of Davis et al. (2005) with adaptive
support weights as proposed by Yoon and Kweon (2006). Sizintsev and Wildes (2012)
and more recently Sizintsev and Wildes (2014) suggest to not directly consider the
space-time volume as matching primitive but to describe the local structure with the
help of directional filter responses in the volume, which are in turn used to compute
matching costs for different disparities. Integrated into a coarse-to-fine framework the
method, furthermore, enables the recovery of dense scene flow. The scene flow vectors
are recovered by tracing back the direction of the filter associated with minimum energy response - thus the method effectively assumes brightness constancy. While the
previous techniques target real time applications, motions again must be very small
to justify their assumptions. Spacetime stereo methods that can handle larger displacements most often employ optical flow to identify correspondences across frames.
One representative method (Larsen et al., 2007) computes a single depth map per
view, which can then be used for the generation of a free viewpoint video. Taking the
information of the whole video stream into account, the model utilizes different cues
based on optical flow, segmentation and occlusion masks to refine initially generated
depth maps. The motion is never constructed, on the contrary, the method falls back
to conventional stereo if the optical flow is considered unreliable.
Yang et al. (2012) employ three cameras and start from initially generated depth
maps for the center view, which are refined with information of the complete video
stream. The processing is thus performed offline. To provide a fine segmentation of
the depth maps, pixels are classified as dynamic or static and treated differently in
the energy function, which is defined over the spatio-temporal domain.

2.2

Rigidity, Segmentation and Multi-Temporal
Aspects in Motion Estimation

As already mentioned, we have identified three concepts that are important for the
technical contributions in this thesis. First and foremost, we have the rigidity assumption, which is the basis for both of our scene flow methods. In Chapter 5 we propose a
regularizer that encourages locally rigid motion. Later, in Chapter 6 we also employ a
local rigidity assumption, but explicitly identify regions with a consistent rigid motion
pattern, into which the image is segmented. Thus we consider the joint estimation of
geometry, motion and (over-)segmentation. The multi-temporal aspect becomes important when we try to improve the robustness under realistic illumination conditions
(Chapter 6).
In the following we will briefly look at related work on motion estimation exploiting
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these concepts – including optical flow methods.

2.2.1

Rigidity

Rigidity assumptions date back to early work by Adiv (1985), who groups image regions under the hypothesis that their predetermined optical flow patterns are induced
by a single rigid object. In our work we instead recover depth and dense 3D scene
flow directly from image sequences. Our approaches also fundamentally differ from
soft, but global rigidity priors that have been used for 2D flow estimation (Valgaerts
et al., 2008; Wedel et al., 2009a). Assuming a globally rigid scene with optical flow
arising from ego-motion, they penalize deviations of the flow from the epipolar lines.
This works very well for scenarios with predominant observer motion, but cannot be
expected to work as well for scenes with independently moving objects.
Local rigidity priors have also been used in point-based and template-based scene flow
approaches, which usually target 3D motion capture. Carceroni and Kutulakos (2002)
and Devernay et al. (2006) track rigidly moving 3D surfels in multiple cameras over
time, which leads to sparse reconstructions. Furukawa and Ponce (2008) regularize
the deformation of a known 3D template mesh by locally measuring the deviation
to a similarity transform. Template-based methods, however, do not allow for scenes
with arbitrary depth and object discontinuities.
Our rigidity priors are also related to work of Nir et al. (2008), who penalize deviations
from local rigidity by over-parameterizing the flow field in terms of rigid motion
parameters and penalizing parameter changes. While an attractive concept, penalizing
changes in such an over-parametrization was found to be dependent on the choice of
coordinate system (Trobin et al., 2008). Our methods avoid this issue by directly
penalizing deviations from local rigidity without considering the parameters of the
rigid motion w.r.t. a reference coordinate system. Moreover, we extend the idea of
local rigidity priors to the estimation of 3D scene flow.
Lately, Hornacek et al. (2014a) revived this form of representation. They tackle the
highly ill-posed problem of recovering depth and 3D motion from a single camera.
Similarly, Russell et al. (2014) address this single view problem and segment a video
of a scene into independently moving rigid parts, obtaining a sparse reconstruction.
3D rigid body motions are further exploited in the context of scene flow estimation
from RGB-D data by Hornacek et al. (2014b).

2.2.2

Segmentation and multi-temporal models

Most dense 3D scene flow methods have in common that they penalize deviations
from spatial smoothness in a robust manner. Explicit modeling of discontinuities by
means of segmentation or layer-based formulations has a long history in the context
of stereo (Tao and Sawhney, 2000) and optical flow (Wang and Adelson, 1994; Black
and Jepson, 1996). Wang and Adelson (1994) start from optical flow and define the
regions by k-means clustering, where cluster centers are affine motions. Given an initial segmentation, Black and Jepson (1996) similarly obtain a parametric model for
each image region, which is then used as an additional constraint for a final com28
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putation of the optical flow. Thus the model allows for violations of the parametric
model. These ideas recently gained renewed attention, however, modern methods do
not hold the segmentation or motion fixed, but rather infer or refine the segmentation together with the scene parameters. Bleyer et al. (2010, 2011b) segment the scene
into planar superpixels and estimate disparity by parameterizing their geometry. Additionally penalizing deviations from an initial solution, segment-based stereo is also
promoted by Yamaguchi et al. (2012). More recently, this method was extended to
epipolar flow (Yamaguchi et al., 2013) and epipolar scene flow (Yamaguchi et al.,
2014), both assuming that the flow fulfills epipolar geometry constraints, i.e. is the
result of pure camera ego-motion. General 2D optical flow is computed by Unger et
al. (2012), who parameterize the motion of each segment with 2D affine transformations, and also allow for occlusion handling. Aside from estimating 2D and not 3D
motion, the method differs from ideas presented in Chapter 6 in the sense that no
inter-patch regularization is performed, such that motion fields of adjacent segments
are estimated completely independently of one another. Ju et al. (1996) integrate
segmentation and motion estimation in a different manner. Starting from regularly
spaced, non-overlapping regions the optical flow in each region is described by multiple affine motions, motion layers. Similar to the proposed spatial regularization of
Chapter 6, inter-segment constraints are imposed, here between layers across segment
boundaries. Because motion layers can interact and thus influence their parametric
representation, a segmentation into regions with similar motion is obtained implicitly.
In order to base the estimation process not only on purely local properties, an explicit
segmentation is not necessarily needed. Non-local regularizers (Sun et al., 2010a; Werlberger et al., 2010), extend the smoothness cost to smaller regions in the image, which
consist of more than the direct neighborhood of a pixel. Sun et al. (2010a) enhances a
modern, but basic optical flow framework by an energy term based on weighted perpixel median-filtering in a local neighborhood. At the same time, Werlberger et al.
(2010) proposed to directly enlarge the image area over which the per-pixel smoothness cost is defined. In both formulations, the influence of the estimate at a single
pixel is based on properties of the region, e.g. color similarity or distance in the image
plane. Thus the different overlapping regions and associated weights per pixel appear
to form a soft segmentation of the image. In Chapter 5 we employ a similar idea and
penalize the deviation of the scene flow from a locally (in a local region) estimated
parametric model.
Murray and Buxton (1987) were among the first to perform motion estimation over
multiple frames. The admissible 2D optical flow fields are, however, limited to only
small displacements. Black and Anandan (1991) instead encourage the similarity between the current and the past flow estimates, extrapolating motion fields from previous frames. While allowing for larger displacements, information is only processed in
a feed-forward fashion, in particular the present cannot influence the past estimate.
Much later, assuming a constant 2D motion field, Werlberger et al. (2009) jointly
reason over three consecutive frames. Here the information from different time steps
is used to transfer color information into outlier regions of old movies from neighboring frames. Our model of Chapter 6 employs a similar idea to stabilize scene flow
estimation for areas with a weak data term, e.g. due to wet surfaces, reflections,
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snowfall or occlusions, but without specifying the location in advance. By considering
constant 3D scene flow over time, we are further able to address more general scenes.
This constant velocity constraint is relaxed by Volz et al. (2011), who encourage first
and second order smoothness of the motion field as soft constraints. The motion is
parameterized w.r.t. a single reference frame, thus reasoning about occlusion regions
or outliers appears difficult. Irani (2002) operates on much longer time intervals and
forces the estimated 2D motion trajectories to lie in a (rigid) subspace. Similarly, Garg
et al. (2013b) require the 2D motions to lie in a low-rank trajectory space, but instead
can use the prior as a soft constraint. Sun et al. (2010b, 2013) argue that the scene
structure is more likely to persist over time than any motion pattern, hence they avoid
temporal smoothing at all, and instead jointly estimate the flow together with a segmentation into a small number of layers, while requiring the pixel-to-layer membership
to be constant. With the primary goal of high-level motion segmentation, Schoenemann and Cremers (2008) operate in a similar way: A video is segmented into several
motion layers with long-term temporal consistency. Optionally, a 2D parametric motion for each layer is estimated as well. Our view-consistent formulation of Chapter
6 makes a related assumption, since we group pixels into planar and rigidly moving
segments, while enforcing consistency of the segmentation over multiple frames. In
contrast to motion layers, this much more fine-grained representation with hundreds
of small segments enables us to address a wider range of scenes.
Perhaps the first model to incorporate temporal assumptions into scene flow was the
previously mentioned, discrete method of Isard and MacCormick (2006). Here it is
suggested to filter the current estimate with the help of the previously obtained solution. However, assuming constant velocity in the 2D entities might be problematic, as
the effect of perspective foreshortening is ignored. Furthermore, the filtering assumption might be challenged by errors in the previous solution. An explicit representation
of 3D motion and shape allows scene flow methods to exploit temporal consistency
over longer time intervals in a more straightforward manner, since smoothness constraints are better supported in the 3D scene than in its 2D projection. Rabe et al.
(2010) take advantage of this fact and propagate geometry and 3D motion across
frames with the help of a Kalman filter. At each pixel the measurement vector for
the filter is composed of scene flow vectors from the current and the previous frame,
which are estimated with the method of Wedel et al. (2011). Compared to its input,
the filtered 3D motion and geometry contains significantly fewer outliers. Hung et
al. (2013) concatenate frame-to-frame stereo and flow to longer motion trajectories.
After passing several plausibility tests, the trajectories are included into the final
optimization as soft constraints, similar to including feature matches in two-frame
optical flow (Brox and Malik, 2011). They advocate propagating information through
the whole sequence and, therefore, cannot output the scene flow without significant
temporal delay.

2.3

World-Based Methods

In contrast to purely viewpoint-based methods, world-based methods seek to provide
a complete reconstruction of the environment or an object of interest. The scene
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is thus not described per pixel or individually for a subset of the involved images,
but in a common world coordinate system, for instance, as 3D points and motion
vectors. For multiple cameras this representation is inherently consistent over all the
involved views and often also the desired representation for performance capture and
related applications. Multi-camera setups are not the focus of this work, but represent
an important application area for scene flow methods. Furthermore, such algorithms
have to solve similar problems as (purely) viewpoint-based methods.

2.3.1

Template-based scene flow

Several applications aim to record the 3D deformation of a known object. In these
cases it appears beneficial to provide a template of the object in question. Here, a
surface-based representation is clearly preferred in the literature, with 3D meshes
being the dominant form of representation. Over the years the computer graphics
community has developed a powerful deformation toolbox (see e.g. Grinspun et al.,
2003; Botsch and Sorkine, 2008) for surface meshes, mainly targeting geometric modeling applications. The necessary regularization (due to the aforementioned aperture
problem) can thus be performed directly w.r.t. the surface representation. Here, the
estimated motion between frames in the images is in principle used to guide the deformation of the template over time. Consequently, the lack of robustness of these
deformation models is irrelevant, as long as a single object with fixed topology is the
target. The assumption of a fixed topology is also a major limiting factor for explicit
surface models.
Furukawa and Ponce (2008) first reconstruct image-based motion to guide the deformation process. Locally tracked rigid patch motion (compare Carceroni and Kutulakos, 2002; Devernay et al., 2006) is used as input for a global optimization step
on the template mesh. Later, this method is specialized for human faces (Furukawa
and Ponce, 2009). Both approaches first reconstruct the geometry of the object from
the first camera frames. The task of identifying image correspondences is simplified
by high-frequency textures painted on the object in question. Courchay et al. (2009)
go further and fit the explicit 3D mesh template to the video data from multiple
cameras over 10–60 frames. The method is theoretically elegant, but computationally expensive (several hours with multi-resolution GPU code). All three approaches
target motion capture in controlled settings with many cameras. Later, Valgaerts et
al. (2012) proposed a method that only uses data from a stereo rig. The template is
deformed to match the geometry of the observed object. The deformation over time
is steered by an image-based scene flow technique (Valgaerts et al., 2010). The explicit reconstruction of the movement in the scene, however, is not essential for this
application.

2.3.2

Point-based scene flow

A fundamentally different approach to handle the motion reconstruction problem
from multiple cameras is the use of completely point-based representations. These
approaches avoid complicated data structures, such as meshes, as well as reasoning
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about their deformations. Because 3D point clouds are model free, the reconstructed
scenes can be of arbitrary topology and consist of an unknown number of objects. At
least in principle, the point model allows for a simple representation of the scene data
and computationally efficient algorithms.
One of the first models based on this representation was presented by Vedula et
al. (1999). Their approach operates in two steps. After computing independent 2D
optical flow fields for all views of the scene, the final 3D flow field is fit to the 2D
flows, thus neglecting the image data in this step. Carceroni and Kutulakos (2002)
model the scene as a sparse collection of locally planar regions, which are tracked
in multiple cameras. They propose a very rich representation for the 3D patches,
in which they model also physical properties like illumination and reflection of the
patch. A simpler, but related technique was presented by Devernay et al. (2006). Here
the the well known method of Lucas and Kanade (1981) is extended to either track
planar and rigidly moving regions or simple points in 3D space over several frames.
In both cases, those regions move independently without interaction imposed by a
global energy.
Park et al. (2012) try to avoid the need for rich textures for accurate 3D point tracking
and operate sequentially. Scene flow is first estimated frame-by-frame, using per view
computed optical flow fields and stereo maps, and subsequently smoothed over time
by tensor voting.

2.3.3

Volumetric scene flow

Methods that use the data of multiple cameras often choose a volumetric representation to describe scene geometry and motion. Compared to model-based approaches,
this imposes fewer constraints on the scene, however, in general increases the number
of cameras required for reconstruction. Volumetric representations allow for scenes
to consist of an arbitrary number of unknown objects with changing topology, but
are limited to a fixed recording area – by the resolution of the volume – and need a
sufficient number of cameras to cover the whole volume.
One of the first methods was given by Vedula et al. (2000), who extend the scene
carving algorithm (Seitz and Dyer, 1999) to handle scene flow. At two consecutive
time steps, the scene is modeled as the Cartesian product of two 3D volumes, in
which two voxels represent the occupancy of a 3d position at both time steps. Voxel
pairs are removed from the volume if their reprojection into the different cameras
is not photo-consistent. To account for occlusions, the order in which the volume is
processed has to be chosen with care. The algorithm is thus somewhat susceptible to
errors induced by the aperture problem, as the scene motion is only determined by
local data associations. Extending the space carving idea, Smith et al. (2007) predict
the occupancy and reduce the relevant voxel set for consecutive frames, with the help
of 3D scene flow. The flow vector at a voxel is generated from multiple optical flow
fields as in Vedula et al. (1999).
Pons et al. (2007) proposed a variational approach that estimates 3D scene flow
directly from the image data, rather than fitting it to intermediate 2D flow fields.
Their method is a generalization of the level set method for multi-view stereo, to also
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include the motion field. The surface is initialized as a coarse bounding box of the
scene, and the optimization is performed in a coarse-to-fine fashion.
Guan et al. (2010) model 3D geometry and motion estimation in a probabilistic framework in which the occupancy state of a voxel is treated as a random variable. Instead
of estimating motion from consecutive images, a foreground/background model is
used as data term, which only describes the occupancy state of the voxels. In the optimization procedure, based on the expectation maximization (EM)-framework, the
previous occupancy state is treated as a latent variable. Here the motion explains the
transition in the occupancy states of the voxels over time.
As for spacetime stereo, reconstruction of pointwise 3D scene flow is not necessary
if only the 3D shape information is of interest. Oswald and Cremers (2013) cast
dynamic shape reconstruction as binary labeling in a 4D space, which leads to a convex
optimization problem. The surface geometry is given as the iso-surface. 3D motion
is not explicitly reconstructed, instead temporal smoothness is enforced, mainly to
suppress temporal noise in the reconstruction process. Later, the basic formulation
was extended to additionally incorporate normal information (Oswald and Cremers,
2014) and connectivity constraints (Oswald et al., 2014).

2.4

Scene Flow from Active Sensors

The recent availability of low-cost active depth sensors like the Microsoft Kinect or
time-of-flight cameras (Mutto et al., 2012) has led to the development of scene flow
methods specifically tailored for these sensors, which in addition to RGB provide
depth data.
One of the first methods was developed by Letouzey et al. (2011) who exploit the
existence of the depth maps at both time-steps and use a 3D mesh as intermediate
representation to regularize the motion in 3D-space. Herbst et al. (2013) generalize
two-frame variational 2D flow algorithms to work on the 3D data, defining a data term
for the depth and image data of the sensor. Quiroga et al. (2013) extend this idea and
propose an anisotropic TV-regularization predicated on the depth data to prevent
smoothing over depth discontinuities. Additionally sparse matches are included into
the energy (Brox and Malik, 2011). Ferstl et al. (2014) also base their model on
previous optical flow techniques and propose TGV-regularization (Bredies et al., 2010)
instead of TV. Later Hornacek et al. (2014b) specifically tackle large displacements
and model the 3D scene flow as dense field of 3D rigid body motions. Grounded on
similar ideas, Quiroga et al. (2014) exploit the local and piecewise rigidity of real world
scenes, and develop a variational method that prefers piecewise smooth solutions of
rigid body motions.
A noteworthy exception to these predominantly variational techniques is the method
of Hadfield and Bowden (2014), who model scene flow in a probabilistic framework.
To that end, scene particles comprised of a 3D spatial location and 3D velocity are
tracked over time with a modified particle filter (Gordon et al., 1993).
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One of the things Ford Prefect had always found hardest to understand about
humans was their habit of continually stating and repeating the very very obvious.
Douglas Adams, The Hitchhiker’s Guide
to the Galaxy
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The purpose of this chapter it to familiarize the reader with the notation used in
subsequent chapters, but also to serve as basis for the technical part of this thesis.
To that end, we give a formal introduction of the 3D scene flow problem in a stereo
camera setup and relate it to its 2D counterparts optical flow and stereo. Later,
we provide an overview of different error measures, which are used to evaluate the
different methods and introduce various datasets considered in this dissertation.
At first, however, we repeat the basic concepts of projective geometry. Starting with
a single camera, the description is later extended to multiple views as is common for
scene flow estimation. This introduction will be very brief, compact and restricted
to the information required for the understanding of the next chapters. For a much
more detailed and general description of projective geometry the interested reader is
referred to the excellent book of Hartley and Zisserman (2004).

3.1

The Projection Pipeline

In this section we seek to provide the basic understanding of a camera, which we will
not treat as a physical device, but as a mapping between the 3D world and a 2D
image. In practice, the actual camera device has to be properly calibrated and the
distortion introduced by the camera lens has to be removed or incorporated into the
projection model, before it can be used for 3D reconstruction. Examples on how to
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Figure 3.1

The pinhole camera model.

calibrate a camera, including lens distortion, are numerous, (Claus and Fitzgibbon,
2005; Fitzgibbon, 2001; Hartley and Zisserman, 2004, e.g.), and will not be treated
in this section.
It is most convenient to use matrix notation to describe a projective camera. In order
to do so, the projective space P2 is used to denote entities on the image plane. A
Euclidean 2D point x = (x, y)T on the image plane becomes (x, y, 1)T in projective
coordinates. Here, the points in the projective space P2 , which are equal up to scale,
form an equivalence class, thus for any k ∈ R, k 6= 0, the vectors (x, y, 1)T and
(kx, ky, k)T represent the same projective point. Note that vectors with a ”0” as last
component are points at infinity and have no Euclidean counterpart.
The 3-dimensional Euclidean space can be similarly extended to the projective space
P3 . Pixels and 3D points in this representation are called homogeneous coordinates.
Please note that we often use both representations interchangeably to keep the notation a little bit less cluttered from additional sub- or super-scripts. By convention,
we assume the last component to be 1, if we speak about (homogeneous) pixel or 3D
points or if an equation demands for homogeneous coordinates.
In order to apply the well known pinhole camera model, the world and the camera
coordinate system are supposed to coincide. The camera center or center of projection
C falls onto the origin of the world coordinate system and the direction of the optical
axis of the camera is the positive Z-axis. Assuming a right-handed camera coordinate
system, the X-axis is used as horizontal direction and the Y-axis points upwards
(Fig. 3.1).
The pinhole model performs the simple central projection mapping (X, Y, Z) →
(f X/Z, f Y /Z)T , where the focal length f describes the distance of the image plane
to the camera center. In this case, the principal axis of the camera is perpendicular
to the image plane and intersects it at its’s principal point. We use the convention
that the origin of the image coordinate system is located at the lower left corner (c.f .
Fig. 3.1), thus the mapping is modified to (X, Y, Z) → (f X/Z + px , f Y /Z + py )T ,
with p = (px , py ) being the coordinates of the principal point in the image. Finally, our mapping is from 3D points to pixels and the coordinates are to be divided
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by the size of a pixel in world units (mx , my )T , such that the mapping becomes:
(X, Y, Z) → ((f X/Z + px )/mx , (f Y /Z + py )/my )T . Using homogeneous coordinates
this relationship can be conveniently written as:
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Z
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(3.1)

with αx = f /mx , αy = f /my and q = (qx , qy )T denotes the principal point in pixel
coordinates.
The last step is to consider a camera in general orientation and position. Recall that
the points have to be in the camera coordinate
! system in order to apply Eq. 3.1. A
R −RC
simple similarity transformation
is sufficient, which is applied on the
0T
1
homogeneous 3D points first.
The full projection pipeline can now be written as


x = P X = (M |m) X = K I 3×3 |0



R t
0T 1



!

X;



αx s qx

K :=  0 αy qy 
 . (3.2)
0 0 1

The projection can be executed by a simple matrix multiplication with the projection
matrix P ∈ R3×4 . K ∈ R3×3 is the calibration matrix, containing the internal camera
parameters or intrinsics as explained above. Note that we have added a skew parameter s, which will be 0 for most cameras (Hartley and Zisserman, 2004). The rotation
matrix R and the translation t constitute the external or extrinsic parameters. With
M = KR and m = Kt we further abbreviate a composition of the internal and
external camera matrices.
The projection equation cannot be inverted, as the pixel position is two-dimensional,
but points in the world possess three dimensions. However, projective coordinates
correspond to a ray, which emanates at the camera center C and passes through the
pixel x. Assuming a finite camera, the first 3 × 3 block of the projection matrix, M ,
is invertible. Thus, following Eq. 3.2, we can write the ray as C + λM −1 (xT , 1)T with
λ > 0.

3.1.1

Inverting the projection

With knowledge of the calibration parameters of the camera and the depth d(x, y) at
a pixel (x, y)T , the projection can be inverted. The term depth refers to the distance
to the surface observed at a pixel in 3D world space. In general, the ray inversion
equation must consider the distance to the image plane and the direction of the ray
in which the distance from the camera center to the scene geometry is measured.
Letting r̄ be this ray and r(x, y, 1) = M −1 (x, y, 1)T the ray through pixel (x, y)T , the
||r̄||2
. As we only consider finite
surface point can be found by C + d(x, y)r(x, y, 1) hr̄,r(x,y,1)i
cameras and by convention measure the distance w.r.t. the principal axis, which is
||r̄||2
perpendicular to the image plane, we will always have r̄ = (0, 0, 1)T and hr̄,r(x,y,1)i
= 1.
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Figure 3.2

The epipolar geometry of a stereo image pair.

Consequently, with knowledge of the depth the 3D point at pixel (x, y) can be written
as C + d(x, y)M −1 (x, y, 1)T .

3.1.2

Two view geometry

We now consider the case of two cameras, which we will call left and right, irrespective of the true geometric configuration, and use subscripts l,r for identification.
The two-view epipolar geometry describes the projective relationship of two cameras,
which depends on the intrinsic parameters and the relative pose. Our motivation is
to describe the constraints imposed by the epipolar relationship on the underlying
correspondence problem of stereo matching. The 3D point X and its projections in
both views xl and xr , as well as the camera centers Cl and Cr are all coplanar as
illustrated in Fig. 3.2. The epipolar plane π intersects both image planes in the epipolar lines, which are also coplanar. Given a pixel xl , its match in the second image, xr ,
therefore has to lie on the epipolar line. Because the corresponding 3D point must be
in front of both cameras, the search is further constrained by the point of intersection
of the line joining both camera centers with the image plane. This point is called the
epipole and all epipolar lines and planes pass through it. Assuming finite cameras,
we can find very simple equations to describe the admissible search range. The ray
through xl is imaged in the right camera as:
Pr

Cl
1

!

+λ

Ml−1 (xTl , 1)T
0

!!

= er + λMr Ml−1 (xTl , 1)T = er + λlr .

(3.3)

Here, er denotes the epipole in the right image. An expression for the epipolar line
hr through er and lr can be found by noting that hTr (er + λlr ) = 0 and forming the
cross product hr = er × lr . For general cameras the line equation is found from the
fundamental matrix constraint:
xTr F xl = 0,
(3.4)
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which is fulfilled for all homogeneous points xr on the epipolar line in the right view thus F xl = hr . The fundamental matrix F ∈ R3×3 has rank 2 and can be decomposed
in case the calibration matrices Kl and Kr are known for both cameras:
xTr Kr R [t]× Kl xl = 0.

(3.5)

The middle part E := R[t]× is known as the essential matrix. The knowledge of the
calibration matrices reduces the degrees of freedom from seven for the fundamental
matrix to only five for the essential matrix. These are 3 for the rotation and two for
the translation, which is only needed up to scale to form the essential matrix. The
fundamental matrix and the essential matrix (if the calibration matrices are known)
can be computed directly from image correspondences alone. Yet, the scale or equivalently the length of the baseline between the cameras cannot be determined without
knowledge of the 3D coordinates. As we restrict ourselves to a minimal presentation
at this point, we refer to Hartley and Zisserman (2004) for a more detailed overview
of two-view geometry.

3.1.3

Ortho-parallel camera setups

A special case occurs for ortho-parallel camera setups. In this case there is no rotation
between both views and w.l.o.g. we choose the translation to occur along the X-axis,
i.e. t = (−b, 0, 0) and Rl = Rr = I 3×3 . With the additional assumptions K = Kl = Kr
and Cl = 0 the ray equation (Eq. 3.3) simplifies to
xr = P r

Cl
1

!

+λ

Ml−1 (xTl , 1)T
0

⇔xr = Kt + λKK −1 (xTl , 1)T
T

⇔xr = (−αx b, 0, 0) +

!!

(3.6)

λ(xTl , 1)T .

Comparing the coordinates of the corresponding pixels reveals that the only difference
occurs for the X-coordinate, namely (x, y)T in the left image has a correspondence of
the form (x − αx b/λ, y)T . The entity −αx b/λ is also called disparity. Here, λ directly
corresponds to the depth or distance in direction along the principal axis (here the
Z-axis) of the cameras (λ = d(x, y)). We can infer the following properties: (i) Depth
and disparity are inversely proportional to each other. (ii) Points at infinity have a
disparity of 0. (iii) Near points have large absolute disparity values and the maximal
(absolute) disparity is αx b, which occurs for a point on the image plane. Note that all
stereo cameras in general relative position can be brought to the form above with an
algorithm called image rectification, unless the translation between the cameras is 0
(Hartley and Zisserman, 2004).
Image rectification will put both images onto a common plane with the help of a
homography. In this process the images have to be warped or re-sampled. Note that
this can lead to strong distortions such that rectification is most helpful in case of
camera configurations that are (almost) already approximately ortho-parallel. In these
cases, however, stereo matching is significantly simplified.
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Figure 3.3 Two plane induced homographies: Left: A homography induced by the plane
with normal equation nT X = d between the left and right view. Right: The case of a rigidly
moving plane with a fixed camera. The mathematical expression remains the same.

3.1.4

Plane induced homography

Formally a 2D plane induced homography H : P2 → P2 is a map that takes homogeneous image points from one view to the other, as if they were images of points on
a plane. For a two-view setup with finite cameras we now take a look at the homography induced by the plane with the normal vector n. A scene point X on the plane
is defined by the plane equation nT X = d. Further, we assume the point to project
onto the pixel xl in the left camera. If we assume the plane to not pass through
the origin (d 6= 0) – in this case the plane would not be visible in the camera – we
can conveniently encode the geometry of the plane, i.e. normal vector and distance
d, with a single variable. To that end, we define n := n/d and our plane equation
becomes nT X = 1. This representation is used in Chapter 6. The equation of the
homography H between the left and right image, induced by the plane nT X = 1 is
given by H = Kr (R + tnT )Kl−1 as a quick computation shows:
X
1

x r = Pr

!

K −1 xl
R T l −1 + t
n Kl x l

!

⇔xr = Kr


⇔xr = Kr RKl−1 xl + t(nT Kl−1 xl )



⇔xr = Kr (R + tnT )Kl−1 xl .

(3.7)

Here, we exploit that homographies are defined up to a scale factor. Fig. 3.3 illustrates
the construction, which can be easily generalized to the case in which the plane moves
rigidly over time (Chapter 6). This connection is in fact mutual, every homography
can be decomposed into a scaled normal and a rigid motion (Malis and Vargas, 2007).

3.2

Stereo Cameras for Scene Flow

Although each of the methods developed within this thesis will require its own notation and symbols, the general notation is introduced in this section. We will always
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Figure 3.4 The principle of scene flow computation: from image points p0 and p1 observed
at two different times, estimate the 3D point P0 and 3D motion vector W. The picture
illustrates the two view scene flow configuration and naming conventions.

use capital letters for matrices, bold capital letters for points in 3D space and noncapital bold letters for 2D vectors located in the image plane. Scalars are denoted by
lower-case letters (c.f . Table 3.1).
The principle of scene flow as interpreted in this thesis and the relationship between a
3D scene flow vector W = (wx , wy , wz )T and the 2D optical flow vector v = (u, v)T is
summarized in Fig. 3.4 for a two-camera setup. In a view-point-based setup, scene flow
is often measured w.r.t. an arbitrarily selected reference camera, Cam0 (abbreviated
as C0 ). In general, we use subscripts to denote the dependency on the camera, where
the number 0 is reserved for the reference or canonical camera. As we operate over
multiple time steps, we use superscripts to indicate the dependency on the time
interval. By convention, but w.l.o.g. the identified reference camera is assumed to
coincide with the world coordinate system and thus, located in the origin with R0 = I
and t0 = 0. Further, all intrinsic and extrinsic parameters of the cameras are assumed
to remain constant over time. A 3D world point at time t, Pt is imaged as ptv in
camera v. A 3D scene flow vector W describes the movement of a 3D point over time
and its projection in each camera is observed as the optical flow vector vv . When
we investigate the optical flow of a single camera in the next chapter, we drop the
subscripts. Throughout this work, the motion is estimated forward in time, from t to
t + 1, independent of whether optical flow or scene flow is measured. In this viewpoint representation (Fig. 3.4) it also becomes apparent that the scene flow at a pixel
depends on only 4 parameters to determine the 3D coordinates and the 3D motion
vector at a surface point. The depth and viewing ray determine the 3D point P0
at time 0, and the 3D motion vector W the position P1 at time 1. Our notation is
summarized in Table 3.1. An equally valid, but pure 2D parameterization can be given
in terms of the optical flow in one camera, the disparity at the first and the change
of disparity (disparity difference) in the second time step (Huguet and Devernay,
2007; Wedel et al., 2011). In contrast to the parameterization with 3D entities, a
2D parameterization prevents the non-linear relationship between image position and
parameter value due to projection and thus, often leads to a simpler optimization
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Symbol
p ∈ R2
p ∈ P2
P ∈ R3
v = (u, v)T ∈ R2
W = (wx , wy , wz )T ∈ R3
n
K
R
ptv
v⊥
[a]×
I, I : Ω → R+ ; Ω ⊂ R2
Mi,j

Description
pixel
2D homogeneous coordinate, if used in accordance with
a pixel, the last component equals 1
point in 3D
optical flow vector
scene flow vector
scaled normal; nT P = 1, for all P ∈ R3 on the plane
induced by n
calibration matrix
rotation matrix
point observed in the image plane of camera v at time t
vector orthogonal to v (hv, v⊥ i = 0, ||v||2 = ||v⊥ ||2 )
cross product matrix generated from the vector a
image or image as a function of the position in the image
entry at row i and column j of matrix M
Table 3.1 Notation

problem1 , as the data term directly depends on the image position. Apart from not
being able to reason about the true 3D motion an additional disadvantage is that the
formulation does not extend to multiple cameras – additional 2D parameters have to
be introduced per camera (together with extra constraints). Furthermore, the four
parameter version only works for rectified images. Valgaerts et al. (2010) can work
with arbitrary relative camera orientations, but reason about six parameters per pixel
that are linked by additional constraints.
From Fig. 3.4 and the discussion about the aperture problem in Chapter 1 and Fig. 1.3,
we also conclude that (i) with two cameras, all but one dimension of the four dimensional solution space can be recovered per pixel from data alone; (ii) the problem
remains ill-posed, independent of the number of cameras.
In practice, more cameras can still contribute to improving the solution by providing
stability w.r.t. occlusions and image noise, but are not necessary in the noise-free
case.

3.3

Error Measures

In order to quantify the performance of a method, to optimize its behavior and to
compare different algorithms with each other, an evaluation protocol has to be specified. For that purpose various error metrics have been proposed for optical flow and
extended to 3D space to also rank scene flow algorithms. The two most prominently
used error measures for the optical flow problem are the average angular error (AAE)
and the endpoint error (EPE). Surprisingly, the less intuitive angular error is the older
1
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one and exists in two variants. Proposed by Barron et al. (1994) it is defined as
AAE(v, vGT ) :=

hv, vGT i + 1
1 Z
dx.
T
|Ω| Ω ||(v , 1)T ||2 , ||(vTGT , 1)T ||2

(3.8)

Instead of computing the bare angle between ground-truth flow vGT and the estimated
motion vectors v, the metric is more considerate in case of small motions. This is
achieved by extending the representation into the temporal domain: (vT , ∆t)T , noting
that a flow vector v denotes the accumulated motion over a time interval ∆t. Setting
∆t = 1 we arrive at the form used in Eq. 3.8. The AAE can handle large and very
small speeds without overly amplifying small absolute errors for tiny motion vectors.
As for all measures in this section, the error is averaged over all pixels with available
ground truth. Two papers from the scene flow community (Huguet and Devernay,
2007; Wedel et al., 2011) proposed a variant to evaluate optical flow performance in
the image plane:
AbAE(v, vGT ) :=

⊥
hv, vGT
i
1 Z
arctan
dx,
|Ω| Ω
hv, vGT i

(3.9)

here, v⊥ denotes the vector orthogonal to v in the image plane. We will refer to
the measure as average absolute angular error. This measure, however, overvalues
the contribution of small motions vectors to the error. Nonetheless the average absolute angular error provides an unbiased assessment of the angular difference between
ground-truth and estimate.
The most obvious error measure, however, is the average endpoint error (EPE):
EPE(v, vGT ) :=

1 Z
||v − vGT ||2 dx.
|Ω| Ω

(3.10)

The EPE is the most commonly used error metric and employed in the popular
Middlebury optical flow benchmark (Baker et al., 2011). It can be directly used to
evaluate stereo algorithms, which are usually compared w.r.t. the disparity computed
on rectified images (Sec. 3.1.3). A different metric was proposed with the introduction of the KITTI benchmark (Geiger et al., 2012). Because of inaccuracies in the
laser ground truth from the moving platform from which the data was acquired, the
standard KITTI metric is to compute the number of outlier pixels that deviate more
than a certain threshold from the ground truth. The measure can be computed for
stereo and optical flow alike and in contrast to the EPE is given as a percentage.

3.3.1

Scene flow error metrics

The metrics described above are also popular to quantify scene flow algorithms. Apart
from the optical flow and disparity error it is common to report results for the disparity
or the change in disparity at the second time-step. A major advantage in reporting
errors on 2D entities is that the results remain comparable to purely image-based
methods like optical flow and stereo.
However, as was already pointed out in Sec. 1.3.2, the accuracy estimated in the image
plane cannot be directly transferred to the 3D domain. Depending on the application,
43

CHAPTER 3: PRELIMINARIES AND DATASETS
the evaluation methodology used for optical flow and stereo algorithms should not
be directly carried forward to the evaluation of scene flow algorithms. In this case,
the deviation between 2D and 3D errors is an important issue – in particular, very
different 3D flow fields can have almost identical 2D projections. To directly measure
accuracy in 3D space, additional error metrics were introduced, most of them being
direct extensions from the 2D domain. Basha et al. (2010) proposed to upgrade the
absolute angular error to 3D motions:
1 Z
arccos(hW, WGT i)dx.
AbAEW (W, WGT ) :=
|Ω| Ω

(3.11)

The root mean square error (RMS) can also be generalized to evaluate entities directly
in 3D:
s
1 Z
RMSW (W, WGT ) :=
||W − WGT ||2 dx .
(3.12)
|Ω| Ω
The measure is very similar to the EPE and was used by Huguet and Devernay (2007);
Wedel et al. (2011). Here, the error metric was applied on a vector consisting of optical
flow and disparity difference, thus, again restricted to the image plane. Again Basha
et al. (2010) proposed to apply the measure in the 3D domain and used the RMS in
a normalized form:
NRMS(W, WGT ) :=

RMS(W, WGT )
.
max(||WGT ||2 ) − min(||WGT ||2 )

(3.13)

However, unlike Basha et al. (2010) we prefer to normalize the flow vectors’ endpoint
errors with the diameter of the smallest sphere enclosing the motion field.2 The advantage of that definition is that vectors pointing in different directions are treated
correctly, whereas the originally proposed normalization based on minimal and maximal magnitudes disregards differences in flow direction. We denote that error measure
by NRMSW .
Note that the integrals are actually computed as sums, as the ground-truth is usually
only given on a per-pixel basis. The pixels over which the summation is performed are
described by the set Ω, which usually denotes all pixels with ground-truth measure,
but also can be restricted to non-occluded regions only.

3.4

Datasets and Benchmarks

In order to test the performance of any computer vision algorithm in real-world situations, a suitable dataset has to be chosen or generated. To avoid over-fitting and
provide robustness to various situations, the dataset should cover potential failure
scenarios, possess similar statistics as the expected input data and be large enough.
This is, however, hard to realize in practice. Already the acquisition of high precision
ground-truth3 can be problematic.
2
3
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The radius of the sphere can be computed in O(n) time, see Welzl (1991).
The ground truth should be at least an order more accurate than the evaluated methods.
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Figure 3.5 The performance on different benchmarks does not necessarily correlate. Results are compared for the stereo method of Rhemann et al. (2011). While the method
achieves 2.65% of outliers in the Middlebury benchmark (best: 1.61%, 1 pixel threshold, no
occlusions), in the KITTI benchmark (Geiger et al., 2012) the results are 19.99% outliers
(best: 2.61%, 3 pixel threshold, no occlusions) (Source: Geiger et al., 2012).

Benchmarking datasets are further used to compare the advances of new methods
with various models from the past and are, therefore, essential to promote the algorithmic development. For example, the introduction of the Middlebury optical flow
benchmark (Baker et al., 2011) in 2007 led to a leap in performance of optical flow
methods over the years. Accordingly, the design of a benchmark comes with great
responsibility. However, for all benchmarks there exists a point when the information
gained diminishes, for instance, in case of too many submissions for too few training and test examples. This can lead to overly specialized models and over-fitting.
Hence, the results on different benchmarks do not necessarily correlate with each
other (Fig. 3.5).

3.4.1

Optical flow datasets

For our evaluation of different data terms in Chapter 4, we will consider two very
distinct datasets. The Middlebury dataset (Baker et al., 2011) and the more recently
introduced KITTI dataset (Geiger et al., 2012).
The Middlebury dataset has been the standard optical flow benchmark for several
years. It is widely used (> 100 entries as of October 2014) and has very precise, dense
ground truth. The motion range does not exceed 50 pixels and for most scenes the
maximal displacement is much smaller. Its main limitation are the somewhat artificial
scenes, with strong contrasts, well-saturated colors, and little deviation from diffuse
surface shading. Also, the scenes exhibit a bias towards piecewise constant motion
and only a shallow depth range in the image. The dataset consists of an equally sized
training and test set of 8 images each, with image sizes of up to 640×480 pixels.
The more recent KITTI dataset has emerged as a standard benchmark for optical
flow and stereo algorithms, with over 50 submissions in both categories. Its images
are acquired by a calibrated stereo rig, mounted on top of a car together with a laser
scanner that delivers the semi-dense ground truth. Targeting automotive applications,
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Figure 3.6 Rotating sphere sequence from (Huguet and Devernay, 2007). The two hemispheres rotate separately. Their 2D motion pattern is shown on the right as optical flow
and disparity difference in the rightmost image. (Source: Huguet and Devernay, 2007).

the scenes are challenging for mainly two reasons. Firstly, the strong forward motion
of the car leads to very large displacements in stereo (> 150 pixels) and flow (> 250
pixels). Consequently, there are also many pixels without direct correspondence in the
other image. Secondly, the images are acquired outdoors under realistic lighting conditions and exhibit over-saturation, shadows and lens flare, but also translucent and
specular glass and metal surfaces. Some examples are shown in Sec. 1.3.3. Weaknesses
include the ground truth from a laser scanner, which is only available at a sparse set
of points. These points are irregularly distributed with a noticeable “near-field bias”:
Surfaces closer to the camera have many more ground truth points (thus influence on
the error); also the maximum depth in the field of view regularly exceeds the scanner’s
depth range, and the scenes are almost completely static except for the ego-motion.
This lack of ground truth for independently moving objects, leads to a bias towards
methods that focus on the dominant background. The dataset is split into a training
set consisting of 194 images (1240×376 pixels) with public ground truth and a test
portion of 195 images, which make up the official KITTI benchmark; there the ground
truth is withheld.

3.4.2

Scene flow datasets

Over the years several example datasets were provided, most of them, however, consist
of only a single scene. Possibly the first scene with scene flow ground truth was the
rotating sphere sequence of Huguet and Devernay (2007), depicted in Fig. 3.6. In the
scene two hemispheres rotate separately in opposite directions around an axis passing
through the center of the sphere. The artificial scene was rendered under orthographic
projection, by two cameras related by a rotation4 . As our methods assume a perspective camera model the input images have to be re-interpreted. We assume the scene to
be acquired by a parallel pair of cameras under perspective projection. Consequently,
the background is located at infinity, and the shape of the sphere is deformed. The
scene was later modified by Valgaerts et al. (2010) to a more general stereo geometry.
In both cases ground truth is given and evaluated in the image domain as optical
flow and disparity difference. A similar scene in terms of content was later proposed
4

In fact only the sphere was rotated to generate the picture, the background remained fixed.
Thus, the rendered scene does not correspond to the intended geometry.
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by Basha et al. (2010). Here, the ground truth is given as a true 3D motion. We
also proposed our own dataset, which is a bit larger in order to draw more general
conclusions. To evaluate the 3D accuracy of scene flow estimation quantitatively (c.f .
Chapter 5, Vogel et al. (2011)), we rendered 9 synthetic scenes with known ground
truth. Each scene consists of two nested boxes (or spheres) that are textured with
different images and undergo various types of rigid motion, with different movements
for fore- and background. The scenes are observed by two cameras. Fig. 3.7 shows all
nine of the rendered scenes.
Both of our scene flow models presented in subsequent chapters (Chapter 5 and 6)
exploit that many scenes of practical interest consist of independently, but rigidly
moving parts. We already pointed out that this assumption can impose a restriction
on the admissible scenes that can be successfully reconstructed. In order to estimate
the influence of both employed forms of rigidity priors on the reconstruction of nonrigid and non-planar objects, we again rendered synthetic scenes observed by two
cameras. These 6 sequences are illustrated in Fig. 3.8 and are based on a waving
flag in the center of the view. For simplicity, the animation is not based on physical
simulation, but rather a composition of different trigonometric functions applied on
the geometry of a plane. Consequently, the deformations are highly non-rigid and not
isometric and the scenes rather simulate a rubber surface or membrane instead of
cloth.
Scene flow has yet to catch up to optical flow in terms of dataset quality. Especially
in the early days, synthetic sequences, consisting of a single scene were used for
evaluation. We believe that this situation was holding back the evolution of scene flow.
This issue may have changed with the introduction of the KITTI dataset. Despite
its weaknesses, most importantly its ego-motion bias, we strongly believe that this
dataset is better suited for the evaluation of scene flow methods than other existing,
synthetic datasets used previously (e.g., Huguet and Devernay, 2007; Vogel et al.,
2011). Although most submissions are classical stereo and optical flow methods, the
KITTI benchmark provides the evaluation of scene flow methods along with their
2D counterparts, which is a unique feature for such a large-scale dataset. One small
drawback with KITTI is that it does not allow to evaluate the 3D accuracy of the
motion, a feature optical flow algorithms cannot deliver.
Later in Chapter 6, we also make use of the very challenging dataset proposed by
Meister et al. (2012). In contrast to KITTI, the stereo sequences possess many independently moving objects, but come without ground-truth. In this thesis the dataset
is mainly used to give a qualitative impression of performance.
It should be noted that the highly interesting Sintel dataset (Butler et al., 2012) was
still only available for optical flow. Although synthetically generated (but of high
quality), Sintel possesses two very important properties: (i) independent and nonrigid motion and (ii) lots of frames with ground truth information. We believe that
once scene flow ground truth is available, this dataset, together with KITTI, could
provide some valuable insights.
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Figure 3.7 All 9 scenes from the box dataset, left camera only.Top: Rot – pure rotation
of the box. Middle: Txyz – translations along all coordinate axes. Bottom: Tz – translation
only in depth.
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These 6 scenes form the flag dataset.

49

CHAPTER 3: PRELIMINARIES AND DATASETS

50

You can have data without information,
but you cannot have information without
data.
Daniel Keys Moran
It is a capital mistake to theorize before
one has data.
Arthur Conan Doyle
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Motion estimation in computer vision started at the beginning of the 1980’s, with
methods that purely computed motion in the image plane of a single camera. Since
the pioneering works of Lucas and Kanade (1981) and Horn and Schunck (1981),
optical flow estimation has evolved significantly over the years. Modern optical flow
algorithms are reaching a point where they become suitable for deployment in realworld vision systems (e.g. Müller et al., 2011). Still, most state-of-the-art methods
continue to be variants of the continuous energy minimization framework of Horn and
Schunck (1981), i.e. they formulate an energy that aggregates data and smoothness
costs over the image as a function of the flow field, and then seek to minimize it. In
this chapter we focus on the first part of this basic energy formulation (c.f . Eq. 1.1),
the data term. In particular, we are interested in the behavior under general lighting
conditions. To that end, we systematically analyze various pixel- and patch-based
data costs using the previously introduced KITTI dataset as basis for our evaluation.
Although the analysis is conducted in an optical flow framework, we believe that our
findings can be directly generalized to related correspondence problems like stereo
and 3D scene flow. The chapter extends work that has been published previously as
Vogel et al. (2013a).
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4.1

Introduction

Aside from the enormous growth in compute power, various factors have driven the
progress of optical flow methods: (i) Every optical flow approach needs to incorporate prior assumptions due to the ill-posedness of estimating 2D motion vectors from
changes in image brightness (the so-called aperture problem, Fig. 1.3). Robust (Black
and Anandan, 1993; Brox et al., 2004) and non-local regularizers (Sun et al., 2010a;
Werlberger et al., 2010) have greatly improved the ability to estimate flow in areas
where the observed image data is weak or ambiguous. (ii) Also the data costs (respectively likelihoods) have evolved to better deal with noise, lighting changes, etc.
While optical flow methods were originally based on the brightness constancy assumption (Horn and Schunck, 1981), and later robust versions of it (Black and Anandan,
1993), there has been a recent trend towards more expressive, usually patch-based
cost functions (Müller et al., 2011; Steinbrücker et al., 2009), as is already common in
stereo matching (Hirschmüller and Scharstein, 2007). (iii) Sophisticated optimization
schemes (Bruhn et al., 2006; Chambolle and Pock, 2011; Zach et al., 2007) have made
flow estimation much more efficient. Moreover, other algorithmic advances, such as
pre-filtering or outlier removal (Wedel et al., 2008; Sun et al., 2010a), have further
increased the robustness of the estimate.
To design a robust optical flow approach that works well in realistic settings, such as
challenging outdoor scenes with cast shadows, reflections, glare, saturation, automatic
gain control, etc., all components of the algorithm have to be chosen with care. This
is one reason why benchmarking has a long tradition in optical flow research (Baker
et al., 2011; Barron et al., 1994). Yet, the focus of quantitative evaluations typically
lies on showing the relative performance of entire methods, which differ from one
another in terms of the regularizer, the mathematical and algorithmic framework, and
sometimes also the data cost. Systematic studies of the individual components are
scarce, and have been largely limited to choices related to the prior and algorithmic
aspects (Sun et al., 2010a). Systematic evaluations of data costs, especially patchbased ones, are rare and limited to a few metrics (Steinbrücker et al., 2009). We
address this by evaluating different cost functions for optical flow estimation in a
consistent framework, in order to isolate the contribution of the data cost.
We focus on global optical flow methods and use standard total variation (Zach et al.,
2007) and more powerful total generalized variation (Bredies et al., 2010) regularizers
as testbed, along with primal-dual optimization (Chambolle and Pock, 2011).
Our evaluation relies on two suitable benchmark datasets already introduced in the
previous chapter, the now classic Middlebury benchmark (Baker et al., 2011), and the
more recent KITTI dataset (Geiger et al., 2012). The testbed of this chapter matches
the performance of other implementations on Middlebury, thus suggesting that it is
representative of the current state-of-the-art. Compared to previous work we make
the following contributions: (i) We conduct an evaluation and comparison of several
data terms – brightness constancy with and without prefiltering (Wedel et al., 2008),
normalized cross correlation (Werlberger et al., 2010), mutual information (Panin,
2012), and the census transform (Müller et al., 2011) – in a consistent framework;
(ii) we introduce a variant of the census transform that allows it to be embedded
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in gradient-based inference schemes; (iii) in the course of the evaluation, we achieve
competitive results on the challenging KITTI dataset.

4.2

Optical Flow Testbed

Given two subsequent images1 from a video sequence I0 , I1 : Ω → R+ , defined over
an image domain Ω, we aim to estimate the optical flow v : Ω → R2 composed of a
horizontal and vertical component, v = (u, v)T . More precisely, we aim to compute
the 2D motion field, such that the image points I0 (p) and I1 (p + v) are observations
of the same physical scene point. Here and in the following we abuse the notation and
abbreviate with vp the motion vector v at pixel p. To assess how well a given motion
field explains the image data, a similarity measure ED (I0 , I1 , v) over matching pixels,
termed “data cost”, is defined. The simplest one is the pixelwise brightness constancy
assumption (BCA).
Recall that only demanding data fidelity leaves optical flow estimation ill-posed. This
is resolved by imposing prior assumptions, such as the smoothness of the motion field,
through a regularizer ES (v). Most modern optical flow algorithms minimize a global
cost function consisting of a weighted combination of both energies (c.f . Eq. (1.1)):
λED (I0 , I1 , v) + ES (v)

→ min
v

(4.1)

Since the data cost is not convex due to the inherent ambiguity in matching, optimization typically proceeds in a coarse-to-fine manner to cope with large displacements
(Brox et al., 2004).
A popular choice for ES (v) is the Total Variation (RudinR et al., 1992; Zach et al.,
2007) regularizer defined as TV(v) = TV(u) + TV(v) = Ω |∇u| + |∇v| dx. Later,
Bredies et al. (2010) generalized TV to Total Generalized Variation (TGV). While
TV favors piecewise constant flow, TGV allows for solutions of a higher polynomial
degree: a regularizer TGVkα of order k assigns zero energy to polynomials of order
k − 1. In its primal form, TGV2α can be written as
TGV2α (u)



= min α1
s

Z
Ω

|∇u − s| dx + α0

Z



|∇s| dx .

(4.2)

Ω

As for TV, we define TGV2α (v) = TGV2α (u) + TGV2α (v). For Middlebury, which
has largely fronto-parallel scenes, we found TV to work better, and consequently
use it in our evaluation. On the contrary, the geometric layout of street scenes causes
approximately piecewise linear flow fields when viewed by a forward-moving observer.
For KITTI we thus use TGV2α , which we found to clearly outperform TV on that
dataset (c.f . Fig. 4.1).
1

We use subscripts to denote the acquisition time t of the image It , as we are dealing with a
single camera.
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Figure 4.1 Example scenes with superimposed vertical ground-truth motion. Left: Typical scene from Middlebury (Baker et al., 2011); the motion pattern appears to be piecewise
constant with rather small displacements. Right: Typical scene from KITTI (Geiger et al.,
2012); the motion shows stronger variation in the vertical direction. A piecewise linear motion model appears more appropriate. Note that the underlying 3D motion is still piecewise
constant or rigid.

Estimation algorithm.
To minimize TV and TGV we follow Chambolle and Pock (2011), who propose an
efficient primal-dual solver for problems of the type
min F (Dv) + G(v).

(4.3)

v

Here, it is assumed that the optimization (i.e. the flow field v) is discretized to a
regular M×N pixel grid. To see how this applies to optical flow, we consider the case
of TV first.
We define D : V → Y to be a linear operator that for a (vectorized) flow field
v ∈ V = R2N M yields the horizontal and vertical flow derivatives, approximated by
finite differences, and concatenated into a vector in Y = Y 1 × Y 2 = R2N M × R2N M .
We can now estimate optical flow according to Eq. (4.1) by setting
G(v) = λED (v) and
F (Dv) =

X

(4.4a)

||(Dv)p || =

p

X

||∇up ||2 + ||∇vp ||2 .

(4.4b)

p

If both F and G are convex mappings, the primal formulation can be recast as a
saddle point problem, via the Legendre-Fenchel transform:
min max hDv, yi − F ∗ (y) + G(v),

(4.5)

v∈V y∈Y

where F ∗ (y) = supz∈Y hz, yi − F (z) is the conjugate function of F . Starting from
v0 ∈ V, y0 ∈ Y , Eq. (4.5) can now be minimized efficiently (Chambolle and Pock,
2011) by iterating over k and updating (vk , yk ) according to


vk+1 = (I + τ ∂G)−1 vk − τ DT yk




(4.6a)


yk+1 = (I + σ∂F ∗ )−1 yk + σD(2vk+1 − vk ) ,

(4.6b)
√
with σ −1 ·τ −1 ≤ ||D||2 = 8 to ensure convergence (in practice normally σ = τ = 1/ 8 ).
The proximal operator (I + τ ∂G)−1 (v̂), needed to solve Eq. (4.6a), is then given as
(I + τ ∂G)−1 (v̂) := arg min
v
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1
||v − v̂||22 + G(v).
2τ

(4.7)
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For the performance of our optical flow problem it is vital that this mapping is
”simple”, i.e. has a closed form representation or at least can be efficiently computed.
As we will see this is true for all of our investigated data costs, which can in addition be
solved pointwise, because data and smoothness term are decoupled by the alternating
optimization scheme (Eq. (4.6)). The proximal operator for F ∗ is defined similarly
and given by a pixelwise projection


yp
,
(4.8)
(I + σ∂F ∗ )−1 (y) =
p
max(1, ||yp ||∗ )
onto the unit ball. This pixelwise projection is dependent on the conjugate of the norm
used in Eq. (4.4b). A quick calculation suggests that the conjugate of the p-norm ||·||p
yields the characteristic function


χ{y:||y||q ≤1} :=

0 if ||y||q ≤ 1
for p, q ≥ 1 and p−1 + q −1 = 1.
∞ else

(4.9)

In our case p = q = 2. As Eq. (4.4b) is defined as a sum of 2-norms, we consequently
obtain per pixel two projections of the form:
ypi =

ypi
,
max(1, ||ypi ||2 )

i ∈ {1, 2}.

(4.10)

Here, the superscript denotes the component of yp at a pixel. Note that it is equally
popular for TV to extend the norm in Eq. (4.4b) over the concatenated gradients of
the flow, which will influence Eqs. (4.8, 4.10) accordingly.
The algorithm for TGV2α proceeds in the same way. Following Eq. (4.2) we add the
primal variables s ∈ S = S 1×S 2 = R2N M ×R2N M and define the vector (v, s)T ∈ V×S =
R6N M by concatenation. The new linear operator H : V ×S → Y = Y 1×Y 2×Z 1×Z 2 =
R2N M ×R2N M ×R4N M ×R4N M can then be defined as (recall that D ∈ R4N M ×2N M )
−α1 I
0
0
−α1 I
α0 D
0
0
α0 D


 α1 D

H := 



0




,


(4.11)

such that Eq. (4.4b) is replaced by
F H

v
s

!!

=

X

H

p

v
s

!!

=
p

2
XX

α1 ||∇up − sip ||2 + α0 ||∇sip ||2 . (4.12)

p i=1

Here, we consider the vectorial gradient ∇si = (∇si1 , ∇si2 ) ∈ Z i . Following the reasoning above, the proximal operator for F ∗ is again defined by a pixelwise projection:
ypi
,
max(1, ||ypi ||2 )

i ∈ {1, 2}

(4.13a)

zip
=
,
max(1, ||zip ||2 )

i ∈ {1, 2}.

(4.13b)

ypi =
zip
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Reference

Target

Target

Reference

Warp

Figure 4.2 All data costs are computed w.r.t. the warped image. This procedure helps
to avoid a fronto-parallel bias for patch-based data terms. The picture demonstrates that
reference and target are more similar after warping.

Note that for TGV the update step width can be set individually for each entry of the
primal vector (v, s)T and the dual vector y, following the preconditioning scheme of
P
Pock and Chambolle (2011). In practice we set σi−1 := j |Di,j | to the sum of absolute
P
values of row i and τj−1 := i |Di,j | equivalently to the absolute column sums. Finally,
the scalars σ and τ in Eq. (4.6) can be replaced by the matrices Σ := diag(σi ) and
T := diag(τj ) to ensure convergence.

4.3

Evaluated Data Costs

We first introduce the different data terms independently of a particular optimization
framework, and defer details on how to embed them in the specific algorithm used
here (i.e. how to efficiently solve the corresponding proximal maps). Note that for all
patch-based data terms we warp I1 based on the current motion field, and evaluate
the similarity w.r.t. the warped image. This is in contrast to approaches that assume
fronto-parallel patch motion (Fig. 4.2), c.f . also Bleyer et al. (2011a). Even though
interesting, we do not consider explicit models of brightness changes, e.g. Haussecker
and Fleet (2000), in this necessarily limited study.
BCA.
Probably the simplest and most common data cost embodies the brightness constancy
assumption (BCA), i.e. penalizing gray-value changes of a moving surface point:
BCA(v) =

Z
Ω

|I0 (x) − I1 (x + v)| dx.

(4.14)

It is common to linearize the BCA (c.f . Sec. 4.3.1 and Fig. 4.3) and employ a robust
penalizer, e.g. L1 (Eq. (4.14)) or a differentiable approximation. In real scenes, the
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Figure 4.3 Left: Linearization of the image intensity function. Right: Image before and
after structure-texture decomposition.

Original

Scaled

Offset

The NCC is invariant to intensity offsets and contrast scaling.

Figure 4.4

BCA is often violated due to non-Lambertian reflectance, varying illumination, etc.
To mitigate the impact of brightness changes, one can apply structure-texture (TVL2 ) decomposition (STT, Rudin et al. (1992)) as a preprocessing step, c.f . Wedel et
al. (2008). The images are separated into a piecewise constant “structure” part and
a high-frequency “texture” part, from which the flow is estimated. (c.f . Fig. 4.3).
NCC.
Another popular data cost is the normalized cross correlation (NCC, Steinbrücker et
al. (2009); Werlberger et al. (2010)). For a single pixel location p, the NCC is defined
as the integral over a small neighborhood N (p), specified with a box filter B,


NCC(p, v) =

Z



I0 (y)−µ0 (p) I1 (y+vy )−µ1 (p+vp )

Ω

ς0 (p)ς1 (p + vp )



BN (p − y) dy,

(4.15)

with the mean µ and variance ς calculated over the same neighborhood N (p). The
NCC is by construction invariant to linear brightness changes (offset and contrast
scaling), c.f . Fig. 4.4. In practice, it can be computed efficiently after discretization
to the pixel raster with the help of discrete box filters and integral images. Moreover, truncating the NCC ignores negative correlations (Werlberger et al., 2010):
TNCC(p, v) := min(1, 1 − NCC(p, v)).
The full data cost is then simply the integral
R
over the image domain: TNCC(v) = Ω TNCC(x, v) dx.
Mutual information.
The mutual information (MI) is a data cost from the image alignment literature (Viola
and Wells III, 1995), with even stronger invariance properties. It is popular in stereo
matching (Hirschmüller and Scharstein, 2007) and has been integrated into optical
flow (Panin, 2012). MI expresses the statistical dependence between two random
variables, here image intensities:
MI(I0 , I1 (v)) = H(I1 (v)) − H(I1 (v)|I0 ) = H(I0 ) + H(I1 (v)) − H(I1 (v), I0 ),

(4.16)
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Figure 4.5 To compute the entropies H(·) image intensity statistics are approximated
with blurred histograms. Shown are the approximated densities for the first (red) and second (blue) image and the joint density on the right. The latter is computed w.r.t. the
correspondences given by the flow field.

where H(I1 (v), I0 ) is the joint entropy. Mutual information is high if the intensity I1
can be predicted well from the corresponding I0 ; accordingly the negative MI serves
as data cost. In practice, intensity statistics are approximated with histograms over
pixel values, usually smoothed with an isotropic Gaussian Kω with kernel size ω, c.f .
Fig. 4.5.
Census Transform.
The original Census transform (Zabih and Woodfill, 1994) and its ternary variant
(Stein, 2004) have recently found more widespread use, particularly to address challenging outdoor lighting conditions (Müller et al., 2011). This includes methods ranking highly in the KITTI benchmark (Ranftl et al., 2012; Hermann and Klette, 2012).
The (ternary) Census data term at location p is defined as
TCEN(p, v) =

Z
Ω

11c (I0 ,p,y)6=c (I1 ,p+v,y+v) (y)BN (p − y) dy

with c (I, p, q) = sgn(I(p) − I(q))11|I(p)−I(q)|> ,


where 11(x)A =

1 if x ∈ A
0 else

(4.17a)
(4.17b)
(4.17c)

is the indicator function, B is again a box-filter, and N (p) denotes the corresponding
neighborhood. The full Census data cost for a Rflow field v is again obtained by integrating over the image domain, TCEN(v) = Ω TCEN(x, v) dx. Although Census
has been incorporated in continuous optimization approaches to optical flow, we are
not aware of any work that explains how this is done in detail. The Census cost is a
piecewise constant function that is neither locally convex nor continuous. Its gradient
is 0 or ∞ everywhere, thus there is no obvious linearization (Fig. 4.7).
To facilitate optimization, we here propose a convex approximation of Eq. (4.17):
CSAD(p, v) =

Z
Ω

|I0 (p) − I0 (y) − (I1 (p + v) − I1 (y + v))|BN (p − y) dy,

(4.18)

where the “soft” L1 -norm serves as a proxy for the hard thresholding step. We denote
the new data term by CSAD, as it is formally a sum of centralized absolute differences. Note that by using absolute differences one foregoes some of the robustness of
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the ternary census, (in particular the invariance to intensity scale is lost) but gains
computational efficiency. As Rbefore, the full data cost is given by integration over the
image domain, CSAD(v) = Ω CSAD(x, v) dx. Note also that CSAD bears connections to the widely used gradient constancy assumption (GCA, Brox et al. (2004)).
Recently, Hafner et al. (2013) showed that a continuous variant of Census is a generalization of GCA; the discretization possesses some resemblance to Eq. (4.18) and
aggregates derivatives of pixel differences.

4.3.1

Data costs in the primal-dual framework

Several modern optical flow estimation techniques (Chambolle and Pock, 2011; Zach
et al., 2007), including the primal-dual scheme used here, decouple the optimization
of prior and data term, thereby allowing to optimize the data cost independently per
pixel. We now describe the update steps (i.e., the proximal operator (I + τ ∂G)−1 ) for
the different data terms, restricted to a single pixel for readability. We first recall the
following soft thresholding scheme (Li and Osher, 2009):
Soft Thresholding.
The solution x̄ to the optimization problem:
arg min
x∈R

n
X

wi |x − bi | + F (x)

(4.19)

i=1

with bi ≤ bi+1 , ∀i and Wi = − ij=1 wj + nj=i+1 wj , ∀i, and F being strictly convex
and differentiable with a bijective derivative F 0 , can be computed via a median
P

P

x̄ = median(b1 , . . . , bn , a0 , . . . an ),

(4.20)

where ai = (F 0 )−1 (Wi ). If a data term G can be written as a component-wise weighted
sum of L1 -norms as in Eq. (4.19), one can set F (x) = x2 /(2τ ) and directly solve the
proximal map pointwise, through Eq. (4.20).
BCA.
In order to employ Eqs. (4.5, 4.6), we require a convex data cost G. To that end,
we rely on the commonly used and locally valid first order Taylor expansion of the
brightness of the warped image around an initial flow field, v0 : I1 (p + v) ≈ I1 (p +
v0 ) + (v − v0 )T ∇I1 . The computed update of this initial motion field is small, whereby
the first order approximation becomes justified.
Our convexified data cost now becomes GBCA (v) = λ|I1 (p+v0 )+(v−v0 )T ∇I1 −I0 (p)|.
With that we can write the proximal map for the BCA data cost at pixel p as
(I + τ ∂G)−1 (v̂) = arg min
v

1
(v̂ − v)2 + λ|I1 (p + v0 ) + (v − v0 )T ∇I1 − I0 (p)|. (4.21)
2τ

One important observation here is that due to the isotropy of the quadratic term in the
proximal map, Eq. (4.21) can be reduced to a one dimensional problem. In particular,
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Figure 4.6 Left: The NCC at a pixel is approximated by second order Taylor expansion
(around v = v0 ). Right: If the quadratic part is not convex it is simply omitted.

setting v = v̂ + δ∇I1 /||∇I1 ||2 + δ + ∇+ I1 /||∇+ I1 ||2 the proximal map reduces to:
1 2
(δ + (δ + )2 ) + λ I1 (p + v0 ) + (v − v̂ + v̂ − v0 )T ∇I1 − I0 (p)
2τ
δ,δ +
1
⇔ arg min (δ 2 + (δ + )2 ) + λ I1 (p + v0 ) + (v̂ − v0 )T ∇I1 − I0 (p) + δ||∇I1 ||2
2τ
δ,δ +
arg min

⇔ arg min
δ

1 2
I1 (p + v0 ) + (v̂ − v0 )T ∇I1 − I0 (p)
+δ .
δ + λ||∇I1 ||2
2τ
||∇I1 ||2
|

{z

(4.22)

}

=:Ĝ(v̂)

Here, ∇+ is a vector orthogonal to the gradient. Hence δ + = 0, which minimizes the
quadratic distance of the solution v to v̂. Using brightness linearization of the warped
image, the same form of reasoning also applies to different data terms. We can now
solve for the optimal δ by exercising Eq. (4.20) and derive a soft-thresholding scheme:
(I + τ ∂G)−1 (v̂) := v̂ + ∇I1 /|∇I1 | · median{−Ĝ(v̂), ±λτ |∇I1 |}.
NCC.
The (T)NCC cost function is not convex, and a closed form solution for the proximal
map does not exist. Following Werlberger et al. (2010), a second order Taylor expansion can be used to build a convex approximation; off-diagonal entries of the Hessian
are dropped to make it positive definite (c.f . Fig. 4.6). At pixel p the convexified data
term GTNCC becomes


1
GTNCC (v) = λ TNCC(p, v0 )+(v−v0 )T ∇TNCC + (v−v0 )T ∇2+,TNCC (v−v0 ) , (4.23)
2

where the Taylor expansion was developed at v0 = (u0 , v0 ), and the modified Hessian
is given by ∇2+,TNCC = diag(max(0, ∂ 2 TNCC/∂ 2 u), max(0, ∂ 2 TNCC/∂ 2 v)).
Mutual information.
The local convexification of the MI data cost from Panin (2012) is similar to the
second order approximation introduced in Eq. (4.23), but here applied to the MI
data cost GMI = −λMI. We again modify the second order term to ensure positive
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Figure 4.7 Optimization of the ternary census data cost: The proximal map is the sum of
the piecewise constant census score and a quadratic. After sorting the jumps of the census
cost in increasing order, the cost can be evaluated by processing all jumps ({δn }) from left
to right and keeping track of the cumulative sum.

definiteness, and reduce the problem to 1D (Eq. (4.22)). For details please refer to
Panin (2012).
CSAD.
Similar to the BCA, we linearize the intensity around the center pixel, which allows to
reduce the problem to 1D (Eq. (4.22)). In particular after discretization of Eq. (4.18)
the proximal map for GCSAD can be written as:
1
(v̂ − v)2 +
(4.24)
2τ
v
X
λ
|I1 (p+v0,p ) + (v − v0,p )T ∇I1 − I0 (p) − (I1 (q + v0,q ) − I0 (q))|.
(I + τ ∂GCSAD )−1 (v̂) = arg min

q∈N (p)

The summation is performed in the local neighborhood of p, N (p). After applying
the same transformation as in Eq. (4.22) the proximal map at p again takes the form
of Eq. (4.19), which can be solved using the soft-thresholding scheme. Due to the
constant weights, the solution to the proximal map reduces to an efficient median
search. In preliminary experiments we also considered the generalization of GCA
described by Hafner et al. (2013), by introducing appropriate spatial weights. The
weighting did not improve the results, thus we did not pursue it further. Moreover,
we note that we find CSAD to work best with larger windows (see below), suggesting
a benefit over GCA.
Census.
Rather than use the CSAD approximation to the ternary census, we now show how
to solve the proximal map directly for the census data cost. We start by linearizing
the brightness in Eq. (4.17) (at the patch center). Following the same reasoning as
for BCA (c.f . Eq. (4.22)), the optimal displacement must be in the direction of the
image gradient. Hence, we again need to solve a one-dimensional optimization problem
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and use I1 (p + v0 ) + δ∇I1 /|∇I1 | as replacement for the intensity at the center pixel
in Eq. (4.17); the intensity is now a function of δ. By inspection of that function
(Fig. 4.7), we can identify discontinuities, i.e. locations where one summand of the
census cost changes (or can change). The trick is to precompute these at most 2|N (p)|
locations {δn }, which we sort in increasing order. At each δn we determine whether
the cost increases or decreases by 1, or stays constant. We can then determine the
value of the census cost using a cumulative sum of the cost changes. This allows us
to efficiently find the minimum of the proximal map by considering the identified
candidate locations, and taking into account the quadratic penalty 2τ1 δ 2 . The data
cost changes depend only on I0 and can be computed once per pyramid level of the
coarse-to-fine scheme; the respective {δn } need to be computed and sorted only once
per warp. It should be noted that although the cost can be solved exactly, here the
data term G is not convex or convexified as before and thus the procedure is not
guaranteed to converge. In practice however we did not encounter any case where this
posed a problem.

4.4

Evaluation

We evaluate the different data costs on two datasets, the well established Middlebury
data set (Baker et al., 2011), containing 8 test images with ground truth, and the
more recent KITTI dataset (Geiger et al., 2012) with 194 scenes; see Sec. 3.4 for a
discussion. Parameters have been determined empirically, for best performance on
the KITTI training set. In all experiments we apply coarse-to-fine estimation with
a pyramid scale factor of 0.9, 40 warps and 5 inner iterations per pyramid level,
and outlier removal through median filtering after each pyramid level (Wedel et al.,
2008). Derivatives are computed with bicubic interpolation (Sun et al., 2010a). For
our evaluation on KITTI we use TGV2α regularization with α0 = 5, α1 = 1. In case of
Middlebury, we use TV instead. The weight for the data cost is set to: λ = 8/9 for
TNCC, λ = 80/|N − 1| for CSAD and Census, and λ = 25 for BCA. The threshold
for Census is set to  = 0.005. For MI we use a 15×15 Gaussian filter with ω = 3.
Middlebury.
Table 4.1 reports the average endpoint error (EPE) for the Middlebury training set.
The accuracy differences between the pixel-based data terms appear to be rather
small: MI is on par with simple BCA; preprocessing with STT does not appear to
help at all, performing worse than BCA in every case. Among the patch-based data
terms CSAD achieved the best results. Compared to Census, soft rather than hard
thresholding of brightness differences allows for a more fine-grained localization, see
Fig. 4.8. Median filtering visibly increases the smoothness of the Census flow vectors
especially for the smallest patch size. In general, larger patch sizes appear to perform better than smaller ones. The most important finding for Middlebury is that
pixel-based data costs perform as well as patch-based ones.2 We attribute this to the
2

We note that patch-based data costs are challenged by rotational motion, however these are not
very prominent here.
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Figure 4.8 Histograms of endpoint errors for different data costs on the complete KITTI
training set. Methods are ordered w.r.t. the number of pixels with endpoint error < 1.5px.
See text for details.

controlled lighting conditions. Difficulties lie rather in the non-rigid motion patterns,
occlusions, or repetitive texture. Illumination invariant patch-based data costs cannot
improve the results under these conditions. Importantly, however, the results do not
deteriorate either.
KITTI.
On the full KITTI training set in contrast (Tab. 4.2), we observe a clear performance
improvement of the patch-based data costs over the pixel-based ones. Among the
pixel-based ones, MI clearly outperforms BCA (with and without STT preprocessing).
For the patch-based data terms, every measure is best for at least two settings, thus
showing no clear winner. To underline this finding we show in Fig. 4.9 examples from
the benchmark in which one of the data costs clearly outperforms the others. However,
Census at the largest patch size can be identified as the overall winner, despite the
rather small margin between the three patch-based data terms. Interestingly, the
performance of NCC peaks at small window sizes, while for CSAD and Census a
larger patch size works best. However, at the largest patch size 7×7 the results are
not much better than for 5×5 patches.
Fig. 4.8 shows the endpoint error distribution for all data costs, ordered by decreasing
number of inliers (< 1.5px). CSAD and NCC show a higher fraction of flow vectors
with low EPE (< 0.38), i.e. they offer a higher localization accuracy than the other
data costs. This finding is in accordance with the results for Middlebury, but is more
prominently visible in the larger KITTI dataset. It appears as if Census trades accuracy for robustness.
We also evaluated one data cost (CSAD, 5 × 5) on the official test portion of the
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0.22
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0.22
0.20
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0.24
0.22
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0.66
0.64
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0.72
0.68
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0.21
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0.18
0.18
0.18
0.18
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0.39
0.35
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0.68
0.63
0.63
0.61
0.69
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0.59
0.56

0.34
0.39
0.33
0.34
0.33
0.32
0.34
0.34
0.34
0.40
0.38
0.36
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0.35
0.39
0.35
0.37
0.34
0.33
0.35
0.34
0.35
0.41
0.36
0.34

Table 4.1 Average endpoint error [px] on Middlebury training dataset.

KITTI benchmark, where our method (“Data-Flow”) is ranked 11th among published
algorithms3 , which shows that our testbed is state-of-the-art. At a 3 pixel threshold,
we observe 7.1% outliers excluding and 14.6% outliers including occluded regions.
Illumination changes.
We also report results for particularly challenging test images as part of the Robust
Optical Flow Challenge (Tab. 4.3),
We did not adapt the parameters in any case. While the outlier percentages are
generally high, owing to the difficulty of the challenge, the patch-based data costs
allow the approach to significantly outperform the official baseline techniques. On
average 7 × 7 Census and 7 × 7 CSAD perform slightly better than the remaining
patch-based data costs. The gap to the pixel-based error metrics is again large, with
the exception of MI, which produces only 5% more outliers than the best patchbased measure. On the selected subset, our TNCC implementation has about 20%
fewer outliers than Werlberger et al. (2010), which uses the same data term, but TV
regularization. This seems to indicate that the data term alone cannot compensate
for using a prior that is not suitable for the scenario.

4.5

Discussion

Based on a state-of-the-art testbed and challenging image data, we provided an evaluation of several pixel-based and patch-based data costs. While on the standard Middlebury dataset, patch-based measures cannot provide a clear benefit, they show significant gains on the more challenging KITTI dataset. Overall, the Census transform
3
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occluded pixel
BC
—
BC+STT —
MI
—
3×3
CSAD 5×5
7×7
3×3
NCC
5×5
7×7
3×3
Census 5×5
7×7

full KITTI training set
KITTI metric
√
×
2px 3px 4px 5px 2px 3px 4px 5px
20.7 17.2 15.0 13.4 28.9 25.1 22.6 20.7
14.3 11.5 10.0 8.8 23.0 19.8 17.9 16.3
12.2 9.4 7.9 6.9 20.9 17.5 15.5 13.8
9.9 7.5 6.3 5.3 17.2 13.9 12.1 10.7
9.6 7.2 6.0 5.1 17.0 13.8 11.9 10.6
9.7 7.3 6.0 5.1 17.1 13.9 12.1 10.7
10.3 7.3 5.9 5.0 17.2 13.5 11.4 10.0
10.1 7.3 6.0 5.1 17.2 13.6 11.6 10.2
10.7 7.9 6.5 5.5 17.8 14.3 12.2 10.8
10.4 7.7 6.4 5.5 17.7 14.2 12.3 10.9
9.7 7.0 5.7 4.8 17.0 13.5 11.6 10.2
9.6 6.9 5.6 4.7 16.9 13.3 11.4 10.0

EPE
√
×
3.9
2.8
2.5
1.8
1.7
1.7
1.8
1.8
1.9
2.0
1.7
1.7

7.7
6.7
5.3
4.3
4.2
4.3
3.8
3.7
4.1
4.5
4.0
3.7

Table 4.2 KITTI metric (percentage of flow vectors above 2/3/4/5 pixels of endpoint
error) and average endpoint error [px], for the complete KITTI training set.

and the proposed CSAD variant, which is well-suited for standard continuous optimization, perform best, by a small margin. By avoiding thresholding, CSAD showed
to be particularly well suited for accurate flow estimation. We employ the Census
transform for scene flow estimation in Chapter 6. The CSAD data term is used in the
next chapter in which we develop a variational formulation for 3D scene flow.

occluded pixel

Illumination Changes
KITTI metric
EPE
√
√

#44 #11 #15 #74
BC
— 45.6 35.6 67.1 90.6
BC+STT — 28.7 29.0 40.7 64.2
MI
— 22.5 33.8 19.9 62.0
3×3 24.0 24.4 15.6 57.6
CSAD 5×5 22.1 23.3 16.4 59.8
7×7 19.7 24.2 17.7 58.6
3×3 18.1 33.6 14.2 60.5
NCC
5×5 21.3 32.9 15.5 59.3
7×7 17.9 32.9 16.9 58.7
3×3 19.2 27.8 18.6 59.9
Census 5×5 19.0 25.3 17.1 59.0
7×7 18.7 24.4 15.9 59.5

Av.
59.7
40.7
34.6
30.3
30.4
30.1
31.6
32.3
31.6
31.4
30.1
29.6

#44 #11 #15 #74
11.2 9.7 21.0 45.7
9.3 9.0 8.4 23.2
6.3 10.2 5.7 20.1
11.8 7.4 5.0 22.8
10.2 6.6 3.7 23.3
7.4 7.2 3.9 23.0
6.1 13.6 4.9 23.4
9.3 13.6 4.4 23.3
6.2 13.2 4.2 23.4
6.4 9.0 6.6 23.9
6.6 7.3 6.0 23.6
6.3 6.3 5.0 23.7

Av.
21.9
12.5
10.6
11.8
10.9
10.4
12.0
12.7
11.8
11.5
10.9
10.4

Table 4.3 KITTI metric (percentage of flow vectors above 3 pixels of endpoint error) and
average endpoint error [px], for the KITTI illumination subset (images #44, #11, #15 and
#74 of the training set), selected for the GCPR special session.
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Figure 4.9 For all three patch-based data terms, there exist at least 2 images where one
data cost clearly outperforms the others. Top: Example where (T)NCC outperforms Census
(abbreviated TCEN in the figure). Middle: Example where CSAD outperforms (T)NCC.
Bottom: Example where Census (TCEN) outperforms CSAD. The error increases from blue
to red.
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Never mistake motion for action.
Ernest Hemingway
Our nature consists in motion; complete
rest is death.
Blaise Pascal

5

Local Rigidity for 3D Scene Flow
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In this chapter we provide a detailed description of the first of the two scene flow
models developed in this thesis; it is based on our previous publication (Vogel et al.,
2011). As already explained, the availability of multiple calibrated cameras allows us
to abandon reasoning about motion vectors in the image plane and instead focus on
true 3D motion estimation. After the investigation of the data term in the previous
chapter, we now focus on the prior term and develop a variational model based on a
local rigidity assumption that is particularly suited to 3D motion estimation.

5.1

Introduction

A defining property of 3D scene flow estimation is that it involves jointly solving the
two-view (or multi-view) stereo problem at two different time steps, and the optical
flow problem for each of the cameras. Here, we aim to estimate the 3D scene flow
directly from the images without precomputing 2D optical flow (Vedula et al., 1999)
or disparity (Wedel et al., 2011) in separate steps. As explained in Sec. 1.1, 3D scene
flow estimation inherits the need for regularization from both stereo and optical flow:
it is ill-posed because of depth ambiguity and the aperture problem (Fig. 1.3), and
thus requires prior assumptions. To date, most scene flow approaches have relied on
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Figure 5.1 “Maria” sequence from Basha et al. (2010) rendered as 3D point cloud from
a different viewpoint. Green encodes small, red 3D motion vectors of larger magnitude.

relatively simple priors favoring smooth surfaces and motion fields (Pons et al., 2007;
Basha et al., 2010; Wedel et al., 2011).
Here, we first analyze the 3D scene flow problem geometrically, and show that smoothness terms from the 2D flow literature are systematically biased in the 3D case and
should thus not be uncritically adopted. Specifically, we demonstrate their inherent
tendency against motion discontinuities in viewing direction, which stems from the
limited baseline in typical applications. When projecting the 3D flow onto the image
plane and evaluating in 2D, as is commonly done, this does not become apparent.
However, evaluating the scene flow in 3D, which has been started only quite recently
(Basha et al., 2010) reveals this systematic effect. The main goal of this chapter is to
address the issue and propose a more realistic prior model for scene flow estimation.
Rather than being completely agnostic about the scene, we assume that it is composed
of independently, but rigidly moving 3D parts, which is approximately true for many
scenes of practical interest. Starting from this assumption, we regularize the problem
by encouraging a locally rigid 3D motion field. We develop a regularization framework
that implicitly estimates rigid motion in local regions from depth and 3D flow, and
penalizes deviations from that motion. A locally adaptive weighting scheme (Sun et
al., 2010a; Werlberger et al., 2010) is used to handle motion discontinuities between
independently moving parts. Such a local rigidity prior is rather different from global
rigidity assumptions as they have been used in 2D flow estimation (Valgaerts et al.,
2008; Wedel et al., 2009a), where image motion is assumed to predominantly arise
from observer ego-motion.
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Quantitative results on synthetic scenes demonstrate that the proposed rigidity prior
avoids systematic biases of isotropic regularization, and leads to significantly more
accurate motion fields, reducing the 3D flow error by 42% on average compared to
standard total variation regularization. Results on real scenes show the applicability
of the novel rigidity prior also for scenarios with articulated motion.

5.2

Basic 3D Scene Flow Framework

Our goal (c.f . Sec. 1.1) is to compute the depth d : Ω → (0, ∞) and the 3D motion
field W = (wx , wy , wz )T : Ω → R3 , which we assume to be parametrized over the image
domain Ω ⊂ R2 of a reference camera. We, moreover, assume a setup of N cameras
with known intrinsics and known relative position and orientation (i.e., a calibrated
camera rig). Since we parametrize the scene with 3D entities, the images do not need
to be rectified. As usual, we demand corresponding pixels across time and viewpoint
to be similar in appearance and penalize deviations from this assumption using a data
term ED . Examples can be found in the previous section. A difference in this chapter
is that here we cannot use the primal-dual optimization algorithm. On the one hand,
by reasoning about 3D entities, we develop a highly non-convex energy functional.
On the other hand, the data term consists of multiple variables and equations such
that an easy solution to the proximal map does not exist. The data term is combined
with a spatial term ES for regularization into our usual energy function (c.f . Sec. 1.1)
E(d, W) = ED (d, W) + λES (d, W),

(5.1)

where λ controls the amount of regularization.

5.2.1

Setup and notation

In our approach the scene is parametrized over the image domain of a reference camera
C0 . Additional views are denoted by Cv , v = 1 . . . N , where Cv ∈ R3×4 specifies the
respective projection matrix. We assume that the cameras capture the scene at two
time steps t ∈ {0, 1} yielding images Ivt . The cameras project 3D scene points Pt
at time t to homogeneous 2D image points ptv = (xtv , yvt , 1)T ; recall that subscripts
denote the camera, superscripts the time. The surface points are parametrized by
their pixel coordinates and depth in the reference camera at time t = 0. Hence (c.f .
Sec. 3.1) P0 = K0−1 p00 · d(p00 ), assuming w.l.o.g. that the camera center is the origin
of the world system, such that C0 = [K0 |0]. In slight abuse of notation we sometimes
abbreviate coordinates in the reference system as x = (x, y) = (x00 , y00 ). At time t = 1
the same point has been displaced to P1 = P0 + W(x, y). Per pixel, we thus need
to determine four unknowns d(x) and W(x). In the image plane of camera Cv the
displaced point P1 is projected to p1v = p0v +vv . Here vv = (uv , vv , 0) is the projection
of the 3D scene flow and can be observed as the optical flow in camera v at point p0v .
In case of two cameras (N = 1) the setup corresponds to Fig. 3.4.
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Figure 5.2 Data terms in the two-view case: The possible set of equations can be grouped
into three pairs: red – optical flow, green – stereo, blue – cross-couplings.

5.2.2

Data term

Since the data cost is not a main concern in this chapter, we limit ourselves to two of
the data terms evaluated in the previous chapter. We adopt a rather standard brightness constancy term and the CSAD data cost (c.f . Eq. 4.14 and Eq. 4.18). In both
cases we compare image locations corresponding to the same scene point according to
the reconstructed depth and motion. A difference to standard approaches, however,
is that we consider data terms between all pairs of images (see Fig. 5.2). To render
our energy function differentiable we use the function ρ(x, y) = %(x − y)√(Brox et al.,
2004) to replace the absolute value with a differentiable variant %(x) = x2 + 2 . For
our CSAD data cost the same idea can be applied to make the norm differentiable.
In this case the function ρ can simply be replaced by Eq. 4.18 to define the data cost
at corresponding positions in two images.
To formally define the data costs we distinguish between data costs induced by stereo,
flow and ”cross” constraints (c.f . Fig. 5.2).
Temporal correspondence in each view leads to N + 1 equations induced by the
reprojection of the 3D motion, the optical flow:




Dvf = ρ Iv1 (p1v ), Iv0 (p0v ) ,

v = 0, . . . , N.

(5.2)

The other constraints are defined between pairs of cameras Ci , Cj , i 6= j (c.f . Fig.
5.2). Geometric correspondence between the two cameras in both time steps leads to
two stereo constraints:








s
Di,j
= ρ Ii0 (p0i ), Ij0 (p0j ) + ρ Ii1 (p1i ), Ij1 (p1j ) .

(5.3)

For each camera pair one can complement these terms with two “cross terms”, which
impose brightness constancy across views and time (Fig. 5.2).








c
Di,j
= ρ Ii1 (p1i ), Ij0 (p0j ) + ρ Ii0 (p0i ), Ij1 (p1j ) .
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Figure 5.3 The image gradients constrain the 3D motion vector to lie on a 3D line (green).
If the planes induced by the gradients intersect in a single point, the underlying equation
system has full rank. This case cannot occur for valid configurations as the aperture problem
is a property of the 3D surface and not the images. In the example the additional, central
view has a wrong image gradient (blue), e.g. due to occlusion, inducing a 3D plane (blue)
which constrains the solution set to a single 3D point.

For a two-camera system this sums up to an overall of six extracted constraints,
although only three of the six terms are linearly independent. To see this, consider
the following reasoning. We assume BCA to be the data term for simplicity. According
to Fig. 1.3 of the first chapter, after linearization of the BCA the updated position in
the image plane is constrained to lie on the line perpendicular to the image gradient.
For both cameras the optical flow constraints translate into two planes intersecting in
3D space and thus, constraining the 3D point at time 1 to lie on a 3D line (Fig. 5.3).
Furthermore, according to the BCA, all 3D points P on the line fulfill I00 (p00 ) = I01 (p10 )
and I10 (p01 ) = I11 (p11 ). At time 0 we have for the same point I00 (p00 ) = I10 (p01 ) by the
(first) stereo constraint. Thus, all points on that 3D line fulfill all other 3 constraints,
which proves the claim. We conclude that a stereo pair can never deliver more than
3 independent equations per pixel.
According to the aperture problem, the property does hold independently of the
number of cameras involved – unless there is an occlusion between the views, i.e. one of
the cameras views a different 3D point. In that case the equation system has full rank,
as the 3D planes will in general intersect in a 3D point (Fig. 5.3). In practice, because
of image noise, the smoothness assumption and the linearization of the image function
the update rarely fulfills the BCA, such that including additional constraints can
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Star-Configuration

Grid-Configuration

Figure 5.4 For multi-camera systems the full data term has to be constructed from
camera pairs. The decision which pairs of cameras are to be compared is dependent on
the spatial configuration of the cameras. Another criterion can be the parameterization
of the scene flow. Left: The star configuration always compares images of the designated
reference camera with the images of all other cameras. Right: The grid setup connects
cameras with the largest relative overlap of the respective viewing frustums. The benefit
of such a configuration becomes apparent for models that do not rely on parameterization
w.r.t. a reference camera. Such a method is proposed in the next chapter.

increase the robustness against image noise. In an ideal, noiseless situation, however,
three data constraints involving only four images are already sufficient. Adding the
additional equations can thus be interpreted as balancing or re-weighting the different
data constraints.
To conclude, multi-camera setups could analyze the rank of the data constraints to
determine invalid configurations, like occlusions or strong noise in the images, and act
accordingly. For instance by removing equations for the camera which induces the rank
violation. The underlying equation system in the two-camera case is, independent of
occlusions and image noise, always underdetermined and will never have full rank.
In multi-camera setups with more than two cameras, the formulation or inclusion of
data constraints between different pairs of cameras is of course highly dependent on
the spatial layout of the camera setup. Here we describe two possible arrangements.
In the star layout (Fig. 5.4, left) every additional camera is connected to the reference
view, which is ideally the central camera of the setup. The star reflects a parameterization w.r.t. the reference view, which is employed in this chapter. Evidently this
configuration cannot handle views diverging strongly from the reference system. The
grid setup (Fig. 5.4, right) connects cameras such that their view frustums have maximal (relative) overlap. In case of a reference view parameterization this configuration
has no benefit over the star, since only pixels with a correspondence in the reference
camera can be treated. In the next chapter, however, we propose a scene flow model
that can overcome that limitation. In this case a grid should be favored.
For our star setup, adding the contributions of all terms leads to
ED (d, W) =
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D0,v



dx.

(5.5)

5.3. SPATIAL TERM
In practice we use a straightforward spatial discretization of ED , which is amenable
to standard gradient methods. The respective equations for BCA and CSAD can be
found in Appendix B.
To increase robustness against occlusions, we remove all terms involving occluded pixels. By evaluation of the current estimate, occlusions can be detected by z-buffering.
For instance, if a pixel p01 in camera C1 is occluded, we suppress all three energy terms
involving I10 (p01 ). For multiple camera systems we do not employ the rank constraint
explained above to detect invalid configurations and matches.

5.3

Spatial Term

As first shown by Vedula et al. (1999), the aperture problem is a property of the
scene, therefore scene flow computation remains ill-posed for an arbitrary number
of views. In our case the brightness constancy Eqs. (5.2)–(5.4) possesses four unknowns per pixel. However, if one enforces these equations as as hard constraints,
the resulting equation system has only rank 3 (except for degenerated configurations)
and constrains the set of admissible flow vectors to a 1D subspace. Hence some form
of regularization is needed. In addition, image gradients are only valid in a small
neighborhood of a pixel and are especially susceptible to image noise.
In general, our proposed spatial term consists of two parts, one dealing with the 3D
surface and the second being responsible for preserving the regularity of the motion.
Since most scenes contain discontinuities, we assume the reconstruction to be only
piecewise smooth.

5.3.1

Standard total variation prior

A standard way to define the spatial term is to penalize gradients in the motion and
depth field. In particular, many optical and scene flow algorithms advocate using the
total variation or a differentiable variant:
ESTV (d, W)

=

Z
Ω

%(∇d) + %(∇wx ) + %(∇wy ) + %(∇wz )dx .

(5.6)

Discussion: Total variation was found to work very well for 2D optical flow (e.g.
Zach et al., 2007). However, in our experience it is not a good regularizer for 3D flow.
To see why, consider the following: in a narrow-baseline stereo setting the data term
contributes very little information about the scene flow in z-direction (depth change)
– large changes of wz can be compensated by very small changes of wx and wy to yield
the same projected flow vectors in the images and thus, the same ED (see Fig. 5.5,
left). As a consequence, the TV regularizer has a built-in tendency against motion
discontinuities in z-direction; taking ∇wz → 0 will reduce the spatial term ES with
negligible effect on the data term. The effect cannot be countered by simply tuning
the weight of ∇wz , since its strength would need to depend on the local scene depth.
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x
z
Figure 5.5 Left: For realistic baselines TV cannot correctly handle motion discontinuities
in z-direction. Two cameras (blue and purple) observe a dynamic scene with two motions
(black). Fitting an incorrect motion field (red) avoids the smoothness penalty at the motion
boundary (green). The incorrect motion can be propagated far into both moving objects
without incurring a data penalty.
Right: The weighting function η visualized for two patches. White pixels denote large and
black pixels small weights.

5.3.2

Rigidity prior

Many scenes of practical importance consist mostly of rigid objects. For such scenes,
piecewise rigidity is expected to be a significantly better prior than isotropic smoothness. To that end, we define the spatial term as
ES (d, W) = ESTV (d) + µESR (W),

(5.7)

where we replaced the total variation term for the 3D flow with the rigidity prior
ESR (W) =

Z





ψ v R (x; W) dx.

(5.8)

Ω

Here, v R (x; W) denotes the non-rigid motion residual of flow W at point x in the
reference frame, and ψ(·) is a robust function to reduce the influence of outliers.
In contrast to rigid motion priors that have been used in optical flow, which assume
a globally rigid scene (Wedel et al., 2009a; Valgaerts et al., 2008), we here propose
to use a local rigidity constraint, namely that the motion of small neighborhoods in
the scene can be described by a locally (rather than globally) rigid motion. To that
end, let C(x) denote a local region centered at a point x ∈ Ω, and r(·; W|C(x) ) the
rigid motion component of the 3D flow W in that region. We then define the nonrigid motion residual at x as the squared deviation from the rigid motion component,
integrated over the region:
v R (x; W) =

Z
C(x)

kr(y; W|C(x) ) − W(y)k22 η(x, y) dy.

(5.9)

Here, η(x, y) is a weighting function to allow spatially varying weights within C(x).
The difference to global rigidity priors is twofold: (1) The rigidity assumption is less
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global, since the rigid motion r(·; W|C(x) ) is assumed to be valid only for a small
area, and moreover estimated from the flow itself – see below; (2) at the same time
the formulation is also less local, since it aggregates motion residuals over larger
neighborhoods in a way loosely related to non-local total variation (Gilboa and Osher,
2008)1 . Note that by defining the non-rigid motion residual over an entire region, the
constraint is propagated rather vigorously over larger distances, in spite of its local
definition, because neighboring regions strongly overlap. The weights η(x, y) as well
as the robust function ψ(·) reduce this propagation at motion discontinuities to allow
for a piecewise rigid 3D flow field. The challenge in employing this regularizer is that
one needs to at the same time estimate the rigid motion r(·; W|C(x) ) and measure the
deviation from that motion.
Discretization.
To simplify the following treatment, we spatially discretize the rigidity prior from
Eq. (5.8) as
ESR (W) =

X





R
(c; W) ,
ψ vdsc

(5.10)

c∈C

where c ∈ C denote the overlapping regions (overlapping n × n patches) in the reference frame. The non-rigid motion residual itself is discretized as
R
vdsc
(c; W) = r(c; W(c) ) − W(c)

2
Nc

,

(5.11)

where W(c) is the concatenation of all flow vectors in c, and√r(c; W(c) ) is the rigid
motion component of the flow patch W(c) . The term kvkNc = vT Nc v denotes a Mahalanobis distance with the diagonal matrix Nc performing local weighting analogous
to η above. In the following, we will show how for small motions we can express the
rigid motion component as a projection onto the closest rigid motion subspace, such
that r(c; W(c) ) = Ac W(c) . This leads to the final definition of our non-rigid motion
residual as
2
R
vdsc
(c; W) = Ac W(c) − W(c)
.
(5.12)
Nc

The key property of this proposed rigidity prior is that it allows measuring deviations from locally rigid motion without any explicit representation of rigid motion (in
contrast to Nir et al. (2008)). In the following we derive the projection Ac .
Rigid motion subspace.
It is well known (Fang and Huang, 1984) that a small rigid motion can be represented
well by a translation t and a linear approximation of the rotation:
R = I + sin α[r]× + (1 − cos α)(rrT − I) ≈ I + α[r]× .

(5.13)

1

The
non-local
TV regularizer (Gilboa and Osher, 2008) is given as

R most closely related
2
ψ
kW(x)
−
W(y)k
η(x,
y)
dy
dx.
2
Ω
Ω

R
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Here r represents the rotation axis, [r]× is the cross-product matrix, α the rotation
angle, and I the identity matrix. We can thus approximate Eq. (5.11) as
R
vdsc

=

X 

0

[P (x)]× I



x∈c

!

αr
− W(x)
t

2

η(c, x),

(5.14)

where P0 (x) is the 3D surface point at pixel x, which is computed from the current
depth estimate (see Sec. 5.2.1), and η(c, x) is the local weight. By concatenating the
2
matrices ([P0 (x)]× |I) ∈ R3×6 for all x ∈ c into Mc ∈ R3n ×6 , we can rewrite the
non-rigid motion residual as
!

R
vdsc
(c; W)

= Mc

αr
− W(c)
t

2

.

(5.15)

Nc

By solving this weighted least squares problem, we obtain the projection onto the
closest rigid motion subspace:2
!


−1
αr
= McT Nc Mc
McT Nc W(c)
t

(5.16)

Ac =Mc (McT Nc Mc )−1 McT Nc .

(5.17)

The matrix that needs to be inverted to construct the projection operator Ac is small,
(McT Nc Mc ) ∈ R6×6 , so that the construction is efficient.
Weights.
The weighting matrix Nc plays a central role in the robustness of the rigid motion. In
general, we can only expect points on the same surface that are close to each other
to undergo the same rigid motion. Therefore we use a spatially varying weight
η(c, x) ∝ e−1/χ(c,x) .

(5.18)

Here, χ is a similarity measure that measures the likelihood that the surface point P0
corresponding to x belongs to the same surface as the center of region c. The sum of
the weights in a patch is normalized to one. To define the similarity measure χ one
could employ several different features of the flow and depth field (c.f . Werlberger et
al., 2010; Sun et al., 2010a). We consider the differences of the optical flow field and
the disparity between the pixel p00 = (x; 1) and the patch center c00 . The similarity χd
decreases with disparity differences:
χd (c, x) =

max(γ, k(c00

γ
.
− c01 ) − (p00 − p01 )k)

(5.19)

The similarity χW for the optical flow is defined in the same way. Finally, χ is given by
the product of both individual similarities. The threshold γ is set such that the weight
2

Note that the fit can be interpreted as a step of an alternating minimization procedure for the
3D scene flow and the rigid motion parameters.
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stays within [0, 1]. An example weighting is shown in Fig. 5.5. More sophisticated
similarity measures, e.g. taking into account color differences, could be investigated
in future work.
Even though the weights increase the robustness of the rigid motion fitting procedure, errors and outliers may still occur. The robust function ψ therefore ensures
that fits with a lower error have a higher smoothing effect on their neighbors than
patches in which no sensible rigid motion could be found, for instance around motion
discontinuities. We use the Lorentzian ψ(s) = log(1 + 2σs 2 ) in all experiments.
So far our discretized non-rigid motion residual of Eq. 5.11 is written as a function
of the 3D flow only, neglecting the dependence on the the depth observed at a pixel.
This dependency can be written explicitly, here we directly use the approximation of
Eq. 5.14 and denote
R
=
vdsc

X

−[αr]× p00 (x)d(x) + t − W(x)

2

η(c, x).

(5.20)

x∈c

In order to find a joint update for depth and flow one would again like to solve the
weighted least squares problem. However, because depth and rotation form a product
in Eq. 5.20 this is no longer possible. Either the per patch rigid motion or the depth
must be known in advance. This is addressed by optimizing the energy in turns, first
fixing d, then fixing αr. The algorithm is summarized in Listing 5.1.
Listing 5.1

Pseudo-Code for the local rigidity model

function i n n e r I t e r a t i o n ( d, W , I )
f o r i =1:nWarps
[W,D] = compute_warps_derivatives ( d, W , I ) ;
O
= compute_occluded_pixel ( d, W ) ;
[ A, b ] = compute_linearized_data_term (W,D) ; % Eq. 5.5
{Ac } = c o m p u t e _ p r o j e c t i o n _ o p e r a t o r s ( d, W , I ) ; % Eq. 5.16
W = minimize_energy (A, b , O, {Ac }, d, W ) ; % Eqs. 5.1 and 5.8
αr = e x t r a c t _ l i n e a r i z e d _ r o t a t i o n (d, W ) ; % Eq. 5.14
[ d, W ] = minimize_energy (A, b , O, αr, d, W ) ; % Eqs. 5.1 and 5.7
end
end

Preconditioning.
Optimization is performed by non-linear conjugate gradient descent, a framework
which combines smart line-search3 along the descent direction with conjugate search
3

Based on cubic spline fitting.

77

CHAPTER 5: LOCAL RIGIDITY FOR 3D SCENE FLOW
directions4 . The gradients of our functional, however, are of strongly different magnitude. For instance, 3D motion in viewing direction has only little influence on the
observed image motion – compared to both directions parallel to the image plane.
Here already 3D motions of small magnitude can explain most of the image data.
Consequently, parallel directions are preferred in the descent scheme. Similarly the
gradients of the depth field are large in regions close to the camera and small far away.
The gradient magnitude, however, is responsible for the order in which different descent directions are explored. Variables with larger gradients tend to dominate the
data energy while other areas remain mainly smooth. This is especially true in areas
close to the camera, where the influence of the smoothness cost is naturally lower. To
counteract the induced bias we use preconditioning. Clearly the preferred preconditioner would be the inverse Hessian of our complete objective function Eq. 5.15 . This
procedure corresponds to solving at each iteration the second order approximation:
E((d0 , W0 )+∆(d, W)) = E(d0 , W0 )+h∆d,W , ∇d0 ,W0 Ei+1/2hH∆d,W , ∆d,W i, (5.21)
where H denotes the Hessian of our energy at the current solution (d0 , W0 ). The
optimal update then becomes ∆d,W = −H −1 ∇d0 ,W0 E. In this case the Hessian is
expensive to compute and even more expensive to invert, however, often an approximation of the Hessian is already sufficient.
Consider a reparameterization of our solution space. Let H : R4M → R4M be a
bijective linear mapping, then the solutions of E(d, W) and E(Hy), y = H −1 (d, W)T ,
are trivially related and gradient descent can be performed on the reparameterized
function E(Hy), with ∇y E(Hy) = HT ∇d0 ,W0 E. To simplify the inversion of the
preconditioning matrix H, we restrict our analysis to diagonal matrices.
The energy at a pixel p00 is determined by two sources. Because the data cost is
measured in the image plane, the derivative of the data term is mainly influenced by
the derivatives of the projection functions ∇x ptv (x), x ∈ {d, wx , wy , wz } here written
for view v and time t. Contrary to that, the smoothness cost is evaluated in 3D space
and thus, has derivatives whose scale is directly determined by 3D distances. This
discrepancy should be of concern for the design of the preconditioner. Following this
argumentation three choices appear reasonable: (i) constant per pixel, according to
the smoothness cost (ii) the 2-norm of the gradient of the projection function (short:
||∇d p01 (d)||2 ), according to the data term (iii) something in between, e.g. the square
root of ||∇d p01 (d)||2 . Empirically we found the last version work best.
The 3D motion parameters are strongly correlated and for many datasets rather
smooth. The relative proportion of the gradients of the projections in x,y and z
direction are independent of the depth at a pixel (although not of the position in the
image). We simply elect to scale the respective entries in H by the mean of all entries
for the depth part. The entries for directions perpendicular to the principal axis could
further be scaled by a factor to counteract the different length of the gradients of the
respective three projective functions, however, this did not improve the results6 .
4

Polack-Ribiere updates.
Assuming the Hessian to be positive definite.
6
Recall that the world coordinate system coincides with the system of the reference camera.
5
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These analysis is confirmed by empirical evidence. We recorded energies and reconstruction errors for several possible settings, summarized in Table 5.5 and Table 5.4.
Note the similarities to our discussion about the standard TV prior. The scheme here
tries to alleviate similar effects as described in Sec. 5.3.1. In our experience, however,
our preconditioner can only improve the results to some extent, but does not solve
the underlying problem. To be fair we enable preconditioning also for all experiments
with the TV-prior.

5.4

Experimental Results

We have performed numerous experiments on synthetic as well as real data in order
to assess the performance of our new rigidity prior. To demonstrate the benefits of
the proposed local rigidity prior, we compare to total variation regularization, while
using the identical data term and optimization procedure.
Implementation details.
To alleviate the negative influence of varying illumination on the data term, we preprocess the input images using structure-texture decomposition (Aujol et al., 2006),
which was evaluated in Chapter 4 for 2D optical flow estimation. For the KITTI data
set we instead use our CSAD data term with a 3 × 3 patch size – details on both
techniques can be found in the previous chapter. It also proved beneficial to enable
median filtering (Sun et al., 2010a) in order to reduce the impact of the omnipresent
imaging outliers in the KITTI dataset to receive best results. Because the smoothness cost is defined in 3D space, especially outliers close to the camera can have
a strong effect on the result. Compared to regularization with image-based priors,
outlying pixels in the near field are penalized less strongly then other regions in the
image, thus, more outlier can appear in these areas. Since image gradients are only
valid in a small neighborhood, the energy minimization is embedded in a hierarchical
coarse-to-fine scheme to better avoid local minima. We use a downsampling factor of
0.9 throughout our experiments. At each pyramid level we run 4 outer iterations of
our optimization framework to minimize the energy functional from Eq. (5.1). The
parameters are empirically set to µ = 50, σ = 0.003 and λ = 2. The threshold γ is
set w.r.t. the current image size and is designated to represent a value with which
different objects in the scene can be separated. We use 1.5 pixel at the highest image
resolution and scale the value accordingly. The gradients of the warped images are
computed with bicubic interpolation. For computing the non-rigid motion residual
we use a neighborhood of 5×5 pixels and place an overlapping region at every fourth
pixel (c.f . Fig. 5.6). In practice this proved to be significantly faster, while delivering
similar results. For the synthetic scenes the depth is initialized to a distant plane,
whereas for the real images we initialize the depth with a dense stereo algorithm
(Hirschmüller, 2008). Preconditioning is only used for the KITTI dataset where its
influence is most prominent. The similarities χd and χW are always computed from
the current solution.
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Figure 5.6 Illustration of the patch structure. In the figure non-rigid motion residuals are
computed for locally overlapping 5×5 patches, placed at every fourth pixel in the reference
image.

Evaluation methodology.
To evaluate our method we use the error measures introduced in Sec. 3.3. We explicitly
distinguish between accuracy in 3D and in the image plane. The consideration of both
2D and 3D errors is an important aspect – in particular, very different 3D flow fields
can have almost identical 2D projections (see also Fig. 5.5).
We report the normalized root mean squared error for depth (NRMSd ) and for 3D
flow vectors (NRMSW ). Additionally, we also report the absolute angular error of the
3D flow vectors, AbAEW .
Finally, errors in the 2D projection of the motion field are quantified using common
error metrics from the optical flow literature, namely the average angular error AAE
and the average end-point error EPE.

5.4.1

Total variation vs. rigid prior

To evaluate the benefit of the rigid motion prior quantitatively, we have rendered 9
synthetic scenes with known ground truth. Each scene consists of two nested boxes
that are textured with different images and undergo various types of rigid motion.
The scenes are observed by two cameras and depicted in Fig. 3.7 of section Sec. 3.4.2.
We note that with a TV motion prior our method becomes a re-implementation7 of
Basha et al. (2010), thus, corresponds to the previous state-of-the-art in 3D scene
flow.
Our experiments clearly show the advantages of the proposed rigidity prior. It outperforms standard total variation in all cases, on different types of motion, especially
in terms of 3D error – see Table 5.1.
7
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Table 5.1 Proposed local rigidity prior for the 3D motion field (Rig) vs. standard total
variation (TV ). Each error is averaged over three scene instances (per scenario); 2D errors
are further averaged over all four projections.

Scene
Rot Rig
TV
Txyz Rig
TV
Tz Rig
TV

AbAEW
4.5°
8.5°
2.5°
8.6°
3.9°
7.8°

3D Error
NRMSW
7.3%
9.8%
11.9%
25.6 %
14.0%
15.3%

NRMSd
11.7 %
11.6%
11.8 %
11.7%
9.9%
10.7 %

2D Error
AAE EPE
1.6°
0.36
1.7°
0.35
1.5° 0.39
2.3°
0.42
1.8° 0.35
2.4°
0.37

Table 5.2 As expected the error improves significantly if areas with occlusions (oc) and
discontinuities (dc) are omitted from the evaluation. In the remaining areas, the rigid motion
prior exhibits an even greater advantage over TV regularization.

Scene
Rot Rig
TV
Txyz Rig
TV
Tz Rig
TV

—
4.5
8.5
2.5
8.6
3.9
7.8

AbAEW [°]
oc oc&dc
4.1
3.3
8.2
7.4
2.1
1.5
8.0
7.7
2.5
1.2
6.5
4.9

NRMSW [%]
—
oc
oc&dc
7.3
6.7
4.5
9.8
9.4
7.9
11.9 10.3
6.4
25.6 24.4
23.6
14.0 10.6
5.0
15.3 13.3
8.2

When looking at the EPE, the gains in terms of projected 2D motion errors are
relatively moderate, as predicted by our discussion above. In contrast to that the
numbers for the AAE improve for two cases by roughly 25%, indicating that noticeable
differences in the projected flows mostly occur in areas with small or no 2D motion.
Since both methods regularize depth with total variation, it is not surprising to see
similar depth errors (NRMSd ). The benefit of our approach becomes apparent when
considering the error of the estimated 3D motion field: the rigid motion prior lowers
the NRMSW by 8–53%. The angular error AbAEW is lowered by 47% for the rotation
examples, and even by 50–70% for the translation examples. Averaged over both 3D
metrics and all scenarios, the rigid motion prior reduces the 3D motion estimation
error by 42% (see Fig. 5.7 for a visual illustration).
Table 5.2 shows the evaluation results if errors in occlusion areas and around discontinuities are masked out, in the spirit of the Middlebury benchmark. As expected, all
methods are inaccurate especially around discontinuities. However, the TV regularizer propagates the errors far into the smooth surfaces, hence masking occlusion and
discontinuity areas brings only small improvements. On the contrary, the results for
the rigid motion prior improve by a factor of 2–4, indicating that indeed the errors are
mostly confined to the occlusion areas and discontinuities. Note that preconditioning
does not impact the results on this dataset, including the TV-prior for the 3D flow
field.
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Figure 5.7 Results on two example scenes from scenarios Tz (top) and Txyz (bottom).
The plots show (from top to bottom) the ground truth, and the estimates with the rigidity
and TV priors. 1st column: 3D flow field normalized per coordinate (red: wx , green: wy , blue:
wz ). 2nd column: depth, 3rd -5th column: individual components of the 3D flow as heatmaps.
For Tz (top) one can clearly see the tendency of the TV regularizer to underestimate the
motion difference of wz in viewing direction and to compensate the resulting data error with
wrong (x, y)-motion. The Txyz scene (bottom) shows that although the error in the image
plane is small (Table 5.1), the 3D motion is significantly misjudged by TV regularization,
whereas the rigid motion prior manages to reconstruct the correct scene flow.
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Table 5.3 2D errors for the Sphere sequence (Huguet and Devernay, 2007).

RMSE 2D Flow
RMSE Disparity
RMSE Scene Flow

Valgaerts et
al. (2010)
0.63
3.8
1.76

Huguet and Devernay (2007)
0.69
3.8
2.51

Wedel et al.
(2011)
0.77
10.9
2.55

Rigidity
0.69
3.8
1.75

Qualitative Results.
In Fig. 5.7 (left) we show the scene flow for one of the Tz scenes – other cases are
similar. While the rigidity prior recovers the correct motion pattern (aside from errors at the discontinuities), the result of TV regularization exhibits a clear systematic
error. The flow in viewing direction (wz ) is under-estimated, whereas the (wx , wy )components show an incorrect expansion pattern in order to compensate for the missing part of the observed flow in the images. The Txyz scenario exhibits a similar, even
more irregular effect (see Fig. 5.7, right).

5.4.2

Comparison with 2D scene flow

To compare our algorithm with other scene flow algorithms (Valgaerts et al., 2010;
Huguet and Devernay, 2007; Wedel et al., 2011) that have only been evaluated in
2D, we run it on the synthetic sphere sequence of Huguet and Devernay (2007) (c.f .
Fig. 3.6), consisting of four images of two independently rotating hemispheres. Table 5.3 shows the errors of the 2D flow vectors and the disparity (3D flow errors
are not available). Our method delivers comparable 2D errors. The tighter coupling
between depth and flow in the rigidity prior leads to some artifacts at the extreme
depth variations on the sphere’s silhouette, which currently prevent it from achieving
better results. Note that in our original paper the numbers for this experiment are
significantly worse. As already mentioned (c.f . Sec. 3.4.2), the rendering does not
correspond to a valid 3D scene, thus, special care has to be taken for methods that
do not operate in the image domain alone. The handicap imposed by the scene for
models operating completely in 3D can be significantly relaxed by choosing the relative orientation of both cameras appropriately, i.e. guessing a rotation angle between
the cameras.

5.4.3

KITTI dataset

We also perform a quantitative analysis on the KITTI dataset (Geiger et al., 2012)
described in Sec. 3.4.2. In this experiment we start our algorithm at a resolution of 16×
16 pixel and use a simple initialization, namely a plane located 10 meters away from
the camera without 3D motion. Table 5.5 and Table 5.6 display the performance of
our method for stereo and optical flow results, thus, the evaluation is performed solely
in the image plane. The results are competitive with the best optical flow methods
in the official benchmark (c.f . Chapter 4), but lag behind the competition w.r.t.
stereo accuracy. This is possibly explained by the bias towards piecewise constant
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Table 5.4 Average energy on the KITTI training set for different preconditioning strategies. Numbers are displayed as percentage, in relation to the case of no preconditioning.
None Const Linear

Mix

100% 97.6% 97.4% 96.7%
Table 5.5 Results on the KITTI training set for different preconditioning strategies: Average KITTI metric (% of flow vectors / disparities above 2, 3, 4, 5 pixels of endpoint error)
and average endpoint error [px] with (All) and without (Noc) counting occluded regions.
Preconditioner

Flow
KITTI metric

EPE

All
2px
None
Const
Linear
Mix

Noc

3px 4px 5px 2px 3px 4px 5px

13.3 9.5 7.6 6.3 8.8 6.1 4.8 4.0 1.9
13.6 9.7 7.6 6.3 9.0 6.1 4.8 4.0 1.9
14.8 11.0 9.0 7.7 9.7 6.9 5.6 4.8 2.3
13.0 9.2 7.3 6.1 8.6 5.8 4.6 3.9 1.9

Preconditioner

1.3
1.3
1.5
1.3

Stereo
KITTI metric
All
2px

None
Const
Linear
Mix

All Noc

3px 4px 5px

EPE
Noc

2px

All Noc

3px 4px 5px

16.8 11.9 9.1 7.4 15.7 10.9 8.3 6.6 1.8
16.2 11.2 8.5 6.9 15.1 10.2 7.7 6.1 1.8
15.6 11.3 9.1 7.6 14.3 10.2 8.1 6.8 1.8
14.0 9.7 7.6 6.2 12.9 8.8 6.7 5.5 1.7

1.7
1.6
1.6
1.5

depth values introduced by our TV regularizer – all top performing methods in this
benchmark employ priors that allow for slanted surfaces.
Fig. 5.8 displays several examples from the dataset. In general, errors in depth and
motion correspond extremely well, thus, showing a strong correlation between both
entities. Indeed, we posit that a 3D parameterization leads to a tighter coupling of
the results than a 2D parameterization (c.f . Sec. 7.2). A more detailed description of
the scenes can be found in Sec. 6.5.3. The same subset of scenes, reconstructed with
our piecewise rigid scene flow model, is depicted in Fig. 6.21.

5.4.4

Preconditioning

We compare different variants of our preconditioner in Table 5.5, again using the
KITTI dataset. Refraining from any adjustments (None) leads to good results for the
motion part, but worst results in stereo. Adjusting preconditioning of the depth vari84
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Figure 5.8 Examples from the KITTI training set. Input images (top left) and recovered
scene flow (top right), color coded as disparity (from white – near to blue – far) and motion
vectors, reprojected into the image plane. Arrow lengths are depicted with a log-scale. Colors
encode the length of the actual 2D displacement (blue – small to red – large). Color coded
endpoint error for disparity (bottom left) and flow (bottom right).
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Table 5.6 Results on the KITTI training set for a different number of data terms: Average
KITTI metric (% of flow vectors / disparities above 2, 3, 4, 5 pixels of endpoint error) and
average endpoint error [px] with (All) and without (Noc) counting occluded regions.
Data-Term

Flow
KITTI metric
All

EPE
Noc

All Noc

2px 3px 4px 5px 2px 3px 4px 5px
Stereo+Flow 13.0 9.2 7.3 6.1 8.6 5.8 4.6 3.9 1.9
All
13.2 9.2 7.1 5.9 8.6 5.7 4.5 3.7 1.8
Minimal
12.7 8.9 6.8 5.6 8.1 5.4 4.1 3.3 1.6
Data-Term

1.3
1.2
1.1

Stereo
KITTI metric

EPE

All

Noc

2px 3px 4px 5px

2px 3px 4px 5px

All Noc

Stereo+Flow 14.0 9.7 7.6 6.2 12.9 8.8 6.7 5.5 1.7
All
14.2 9.8 7.6 6.3 13.0 8.8 6.7 5.5 1.7
Minimal
13.8 9.5 7.3 6.0 12.7 8.6 6.5 5.3 1.6

1.5
1.5
1.5

ables w.r.t. the data term (Linear) results in an improved reconstruction of stereo,
but on the other hand significantly deteriorates the motion part. Adjusting the relative scale of motion and depth part (Const) appears to already be a good compromise
between both previous approaches. The mixture (Mix)8 of both (Const and Linear)
approaches, however, appears to work best on this dataset. Especially the improvements for stereo are significant. Picking different scale factors for the principal directions did not alter the findings noticeably. Table 5.4 displays the final energies of
each version averaged over the whole dataset. Indeed, preconditioning leads to significantly lower energies. Somewhat surprisingly, the energies are not perfectly consistent
with the performance evaluation. Especially without any preconditioning the energies
are higher than the error metric would suggest. Note that, as usual for variational
methods, pixels without correspondence are not assigned an energy for the data term.
Thus, the energy values in the table may be slightly misleading.

5.4.5

Number of data terms

In Sec. 5.2.2 we concluded that for stereo cameras the choice of data terms to include
only induces a different weighting of the equations. Here, we evaluate the behaviour of
our algorithm w.r.t. the subset of equations picked on the KITTI dataset. In practice,
the results are different, as can be seen from Table 5.6. The version with only three
equations per pixel (Minimal) delivers the lowest errors while the version with all (All)
8
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data terms and the version lacking cross-terms (Stereo+Flow) perform similarly. This
finding can partially be explained by an imperfect balancing of data and smoothness.
We found further that by including the second stereo term, the score for the (Minimal)
configuration becomes similar to the other cases.

5.4.6

Non-local 3D-TV

In the proposed model, regularization is performed by encouraging a locally rigid 3D
motion field. Here the method relies heavily on the information of neighboring pixels
in order to define a rigid motion subspace in a local region. We have already pointed
out similarities of the proposed regularizer to non-local regularization methods, like
non-local total variation (Gilboa and Osher, 2008). In the context of motion estimation two popular non-local approaches (Sun et al., 2010a; Werlberger et al., 2010)
have been introduced and discussed in Sec. 2.2.2. To summarize, Sun et al. (2010a)
proposes an additional energy term based on weighted median-filtering in a local pixel
neighborhood, while Werlberger et al. (2010) use similarly weighted non-local total
variation. Because a weighted median-filtering can be written as a minimization problem composed of an equally weighted sum of L1 -norms (c.f . soft thresholding (Li and
Osher, 2009) in Sec. 4.3.1), both approaches are in fact closely related.
To give a quantitative comparison in the context of 3D scene flow estimation, we here
focus on the idea of Sun et al. (2010a) and extend our 3D total variation regularizer
with a weighted median filter, which is applied once per warp at the end of each
iteration. Following Sun et al. (2010a), our similarity measure is based on occlusion
information, 2D distance in the image plane and color similarity. We compare the
effect of this non-local extension on our box dataset (c.f . Sec. 3.4.2). In Table 5.7
we display the results of the experiment. We evaluate several sizes for the weighted
median filter and compare results for weighted filtering, conventional median filtering
and no filtering.
In general, median filtering with medium to large filter sizes leads to a small improvement of the 3D accuracy for motion and geometry over all scenes. The 2D accuracy is
comparable but degrades slightly with the filter size. Interestingly the behavior under
the different scenarios of the dataset is quite volatile. Pure translation in viewing
direction behaves better without any filtering, while general 3D translations clearly
are better reconstructed with a larger filter size. In the former case, only the endpoint distances but not the angles of the 3D motion vectors are affected. For general
translations the error in angle (AbAEW ) and endpoint distance (NRMSW ) drop alike.
The rotation subset is only moderately affected, best results are achieved with the
non-local approach for small to medium sizes of the filter. Overall, however, simple
median filtering appears roughly on par with the more sophisticated non-local method
and both methods are only slightly better than no filtering at all. Note, that the box
dataset does not contain color images. Thus the weights of the filter have to rely on
gray level information, which might degrade the performance for larger filter sizes.
The experiment leads to the conclusion that regularization over a larger neighborhood
alone is not sufficient and that our locally rigid model offers an additional benefit to
gain the desired high precision in the 3D estimates.
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Table 5.7 Effect of weighted median filtering when applying 3D total variation (non-local
3D TV). The size of the weighted or unweighted (denoted by ∗ ) median filter is varied in
the course of this evaluation. Errors are averaged per scenario or all images in the database;
2D errors are further averaged over all four projections.

Scene

All

Rot

Txyz

Tz

5.4.7

FilterSize
3 × 3∗
3×3
5×5
7×7
9×9
11 × 11
3 × 3∗
3×3
5×5
7×7
9×9
11 × 11
3 × 3∗
3×3
5×5
7×7
9×9
11 × 11
3 × 3∗
3×3
5×5
7×7
9×9
11 × 11

AbAEW
8.3°
8.3°
8.2°
8.0°
8.0°
7.9°
7.9°
8.6°
8.5°
8.4°
8.4°
8.4°
8.5°
8.5°
8.6°
8.6°
8.4°
8.1°
7.9°
7.7°
7.6°
7.6°
7.8°
7.9°
7.5°
7.6°
7.6°
7.5°

3D Error
NRMSW
16.8%
16.9%
16.9%
16.6%
16.6%
16.6%
16.7%
9.8%
9.8%
9.7%
9.8%
9.8%
10.2%
10.3%
25.8%
25.6%
25.3%
24.4%
24.1%
23.4%
23.3%
14.9%
15.3%
15.7%
15.7%
15.8%
16.2%
16.6%

NRMSd
11.6%
11.3 %
11.3 %
11.3 %
11.4 %
11.3%
11.3%
12.2%
11.6%
11.6%
11.6%
11.6%
11.4%
11.4%
11.8%
11.7%
11.6%
11.7%
11.6%
11.6%
11.5%
10.9%
10.7%
10.8%
10.7%
10.9%
11.0%
11.1%

2D Error
AAE EPE
2.1° 0.38
2.1° 0.38
2.1° 0.38
2.1° 0.38
2.1° 0.38
2.2°
0.40
2.2°
0.41
1.7° 0.35
1.7° 0.35
1.6° 0.35
1.6° 0.35
1.6° 0.35
1.9°
0.38
2.0°
0.40
2.3°
0.43
2.3°
0.42
2.3°
0.42
2.3° 0.42
2.3°
0.43
2.3°
0.44
2.3°
0.45
2.3°
0.36
2.4°
0.37
2.5°
0.38
2.4°
0.37
2.4°
0.37
2.4°
0.38
2.4°
0.39

Real world data

To complement the quantitative experiments, we have tested the algorithm on several
real world scenarios. We give three examples. The first and second scene were captured
with a stereo rig, while the third was acquired by three cameras.
The first dataset (see Fig. 5.10, left) has three independently moving objects on
a static background. The book and the box are rotated counter-clockwise, the toy
cheetah is pushed to the left. Note that although we use stereo for initialization, we
did not rectify the images. As far as one can tell by visual inspection, both the shape
and the objects’ motions are recovered correctly.
In Fig. 5.10 (right) we show a reconstruction of a street scene from (Vaudrey et al.,
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2008). The images show two rigidly moving cars and a non-rigidly moving pedestrian,
and have large textureless regions as well as complex occlusions. The frames were
acquired from a moving car, such that flow in z-direction is observable everywhere
except in the far distance. Our method is able to capture the non-rigid motion of
the pedestrian, including the feet, and the motion of both cars (note, the left car is
moving in the same direction as the cameras, hence the motion vectors are not well
visible).
Finally, we show results for the “Maria” sequence from (Basha et al., 2010). The
scene shows a rotating face, and includes non-rigid motion of the hair, as well as large
occlusion areas. Apart from the 3D reconstruction with motion vectors in the usual
color-coding, we also display warped images with occlusion boundaries for two of the
views, and color-code the distance and flow magnitude w.r.t. the reference view. The
results displayed in Fig. 5.9 and 5.1 visually appear to be correct.

5.5

Discussion

In this chapter we have shown that standard smoothness priors from the 2D motion
estimation literature lead to biases when applied to 3D scene flow estimation. TV
regularization in 3D often ”hallucinates” wrong 3D motion patterns, however, with
only little effect on the quality of the reprojected 2D motion. To address this issue, we
have presented an alternative regularizer for 3D scene flow computation, which penalizes deviations from local rigidity of the motion, and have shown how to integrate it
into an energy minimization framework. Our experiments on several different datasets
demonstrated significant reductions of the 3D motion estimation error compared to
standard total variation regularization, and confirmed the applicability to real-world
scenes with articulated motion.
The main limitation of the approach is the resulting optimization problem, which
is numerically challenging and needs a significant number of iterations per warp to
converge to a sufficiently good solution. These problems can at least partially be compensated by preconditioning and median filtering. Note that despite these restrictions
we achieve reasonable results on the challenging KITTI dataset. The method, however, remains quite slow, which is the price we pay for employing an all-purpose
gradient-based descent scheme.
In the next chapter we also utilize the rigidity constraint for regularization, but apply it in a fundamentally different manner. In particular we drop the ”softness” in
the prior, i.e. we instead require the flow to directly correspond to 3D rigid motions. In contrast to the pixel-based representation, in which a pixel is affected by
several patches, we assign pixels strictly to a single rigidly moving patch, i.e. we
(over-)segment the image and the flow field. This assignment will therefore partition
the input images into different segments.
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Figure 5.9 Results on the “Maria” data set. (top left) Input images from three cameras
at two time steps. The reference camera is shown on top. (top right, clockwise from lower
left) Two warped images (yellow denotes occlusions), estimated flow magnitude [mm], and
estimated scene depth [m]. (right) Reconstructed 3D surface and motion field.
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Figure 5.10 Results on two data sets: (top) “table” example; (bottom) “roundabout”
scene. Each example: (small) one of the two image pairs; (large) reconstructed mesh with
overlayed flow vectors (flow magnitude increases from green to red).
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The key to artificial intelligence has always
been the representation.
Jeff Hawkins
Representation of the world, like the world
itself, is the work of men; they describe it
from their own point of view, which they
confuse with the absolute truth.
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In contrast to the variational method presented in the previous chapter, the model
of this chapter employs a fundamentally different representation. Here we move away
from the pixel-based representation, which corresponds to a moving 3D point cloud,
towards a model in which the scene is described by 3D planar patches. These patches
interact by means of smoothness and consistency constraints and implicitly lead to
an over-segmentation of the input images. Assuming temporal smoothness, the model
furthermore benefits from handling multiple frames in time. This allows to further
improve the resulting scene flow estimate, exploiting the additional viewing directions
and angles on the scene.

6.1

Introduction

The chapter is based on two conference publications (Vogel et al., 2013b, 2014) and
a subsequent publication in a journal (Vogel et al., 2015), which were among the
first scene flow models (also Yamaguchi et al. (2014)) that could leverage the additional information present in stereo video streams and outperform their dedicated
two-dimensional counterparts in quantitative settings.
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Figure 6.1 Example scene from Vaudrey et al. (2008): Jointly estimated 3D geometry,
3D motion vectors, and superpixel boundaries, rendered from a different viewpoint.

This may seem surprising, because 3D scene flow has a lot of things in common with
stereo and optical flow. Commonalities include some of the principal difficulties, for
example, matching ambiguities due to insufficient evidence from the local appearance, or the aperture problem. Therefore, 3D scene flow estimation similarly requires
prior assumptions about geometry and motion. A recent trend in both stereo and
optical flow is to move away from simple pixelwise smoothness priors, as they have
been found limiting. More expressive priors have been introduced, for example, overparameterization (Nir et al., 2008), layered (Sun et al., 2010b) or piecewise planar
scene models (Bleyer et al., 2011b). In contrast, there has been relatively little work
on using such models in scene flow estimation.
Piecewise rigid scene model. Here we go one step further than in our locally rigid
representation from the previous chapter, and model dynamic scenes as a collection
of planar regions, each undergoing a rigid motion. Following previous work in stereo
(Bleyer et al., 2011b), we argue that most scenes of interest consist of regions with a
consistent motion pattern, into which they can be segmented. Consequently, we aim to
jointly recover an implicit (over-)segmentation of the scene into planar, rigidly moving
regions, as well as the shape and motion parameters of those regions (see Fig. 6.1).
As we will show, such a parsimonious model is well-suited for many scenes of interest:
The approximation holds well enough to capture the shape and motion of many realworld scenarios accurately, including scenes with independent object motion, while
the stronger regularization affords stability. At the same time, reasoning in terms of
rigid planar regions rather than pixels drastically reduces the number of unknowns
to be recovered. Thereby, we additionally address the challenge of optimization or
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inference, one of the other principal difficulties that 3D scene flow shares with stereo
and optical flow.
We (implicitly) represent 3D scene flow by assigning each pixel to a rigidly moving 3D
plane, which has 9 continuous degrees of freedom (3 plane parameters, 6 motion parameters). To bootstrap their estimation, we start not from individual pixels, but from
an initial superpixel segmentation of the scene. Based on the superpixels we compute
a large, but finite set of candidate (moving) planes, and cast scene flow estimation
as a labeling problem. The inference thus assigns each pixel to one of the segments
(superpixels), and each segment to one of the candidate moving planes. We split the
optimization into two steps. First, we find the best moving plane for each segment;
reasoning on this coarser level captures long-range interactions and significantly simplifies and stabilizes the inference. Second, we go back to the pixel level and reassign
pixels to segments; this step cleans up inaccuracies of the segmentation, whose initial
boundaries were generated without taking the previously unknown surface or motion
discontinuities into account.
View-consistent multi-frame scene flow. A second contribution is to exploit
this piecewise rigid scene model to overcome two limitations of existing scene flow
techniques. We begin by observing that (i) there is no conceptual reason for a privileged reference view (e.g., Basha et al., 2010; Vogel et al., 2011; Valgaerts et al., 2010;
Rabe et al., 2010; Wedel et al., 2011), as systematic challenges in imaging (specular
reflections, occlusions, noise, lack of contrast, etc.) affect all frames, but not necessarily equally. Thus parameterizing the model w.r.t. a single viewpoint may in fact
ignore important evidence present in other views (c.f . Fig. 6.2); (ii) data usually
comes in the form of a stereo video sequence, and it appears wasteful not to exploit
longer time intervals, especially in light of the first observation.
We go on to show that our piecewise planar and rigid scene model can be extended
to simultaneously estimate geometry and 3D motion over longer time intervals, and
to ensure that the estimate is consistent across all views within the considered time
window. To that end, we simultaneously parameterize the scene flow w.r.t. all views.
While it may not be surprising that considering longer sequences may help motion
estimation, at least in classical 2D optical flow estimation multi-frame extensions have
largely not had the desired effect; two-frame methods are still the state-of-the-art (see
Geiger et al., 2012; Baker et al., 2011). We argue that long-term constraints may be
more helpful in scene flow, since the representation resides in 3D space, rather than
in a 2D projection. Constraints caused by physical properties, such as inertia, remain
valid in the long term, and can be exploited more directly.
To make the estimate consistent across all views from a longer sequence, we constrain
the segmentation to remain stable over time, enforce coherence of the representation
between different viewpoints, and integrate a dynamic model that favors constant
velocity of the individual planes. We empirically found this assumption to be valid as
long as segments and temporal windows do not get too large.
Contributions. The main features of our proposed approach are: (i) A novel scene
flow model that represents the scene with piecewise planar, rigidly moving regions
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Figure 6.2 Consistency over multiple frames makes scene flow estimation robust against
severe disturbances like the windscreen wiper. Top left: Input frames. Top right: The left
view at time t = 0. Bottom: Our scene flow estimate for that viewpoint (shown, from left
to right, as disparity and reprojected 2D flow field).

in 3D space, featuring regularization between these regions and explicit occlusion
reasoning; (ii) a view-consistent model extension that leads to improved results in
challenging scenarios, by simultaneously representing 3D shape and motion w.r.t.
every image in a time interval, while demanding consistency of the representations;
(iii) a multi-frame extension that yields a temporally consistent piecewise-planar segmentation of the scene and favors constant 3D velocity over time; and (iv) a clean
energy-based formulation capturing all these aspects, as well as a suitable discrete
inference scheme. The formulation can – at least conceptually – handle any number
of viewpoints and time steps.
We demonstrate the advantages of such a model using a range of qualitative and
quantitative experiments. On particularly hard qualitative examples, our model turns
out to be remarkably resistant to missing evidence, outliers, and occlusions. As a
quantitative testbed we again evaluate our method on the KITTI dataset using both
stereo and flow benchmarks. In both benchmarks we achieve leading performance,
even beating methods that are designed for the specific situation in the benchmark.
At the time of writing (beginning of 2015), our full (view-consistent multi-frame)
model was among top performing methods for both optical flow and stereo with and
without including occlusion areas.
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Figure 6.3 Schematic sketch of our scene representation: The scene is modeled as a
collection of rigidly moving planar segments, here three different segments cover the side of
a car.

6.2

Piecewise Rigid Model for 3D Scene Flow

To estimate 3D scene flow, we describe the dynamic scene as a collection of piecewise
planar regions moving rigidly over time (Fig. 6.3). The motion and geometry of each
region is governed by nine degrees of freedom, which we determine by minimizing a
single objective function. During optimization, pixels are grouped into superpixels,
and a suitable 3D plane and rigid motion is selected for each of these segments. Note
that the implicitly obtained spatial segmentation does not aim to decompose the scene
into semantic objects. Rather, an over-segmentation is desired to capture geometry
and motion discontinuities, and to allow for the accurate recovery of non-planar and
articulated objects. We begin our detailed description with the basic parameterization
of the scene w.r.t. a single reference view and consider two time steps (Sec. 6.3). Later,
we show how to achieve view-consistent scene flow over multiple frames (Sec. 6.4).

6.2.1

Preliminaries and notation

We formalize our model for the classical case of images obtained by a calibrated
stereo rig at two subsequent time steps. However, we note that an extension to a
larger number of simultaneous views is straightforward. As usual (Table 3.1) we distinguish between the different views and use subscripts l,r to identify the left and
right camera1 , and superscripts t ∈ T = {−1, 0, 1, . . .} to indicate the acquisition
time. We let the left camera at time t = 0 define a common coordinate system and
refer to it as the canonical view; this simplifies the notation. This canonical view, on
one hand, serves as an evaluation basis, and on the other hand, coincides with the sole
reference view, in case view consistency is not employed. These choices lead to the
projection matrices (K|0) for the left and (M|m) for the right camera. For simplicity,
w.l.o.g. we assume the calibration matrix K to be identical for both cameras.
In our model a 3D moving plane π ≡ π(R, t, n) is governed by nine parameters,
composed of a rotation matrix R, a translation vector t, and a scaled normal n, each
with three degrees of freedom. Note that we do not explicitly distinguish between
1

“Left” and “right” are only used for intuition and do not necessarily correspond to the geometric
configuration of the rig.
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camera ego-motion and independent object motion, but describe the full motion in
one forward time step. Later, when we extend our model to reason over multiple
frames, we show how to cope with high frequent ego-motion of the camera (Sec. 6.4.3).
In case of a single reference view, we assume all planes to be visible in the canonical
view. Thus, as the canonical camera center and coordinate origin coincide, no visible
plane can pass the origin. We can then define the scaled normal n ≡ n0l via the plane
equation xT n = 1, which holds for all 3D points x on the plane (c.f . Sec. 3.1.4).
Throughout the chapter it is convenient to transfer the moving plane also into other
views and their respective camera coordinate systems. The plane equation still has
to be valid after any rigid transformation, hence the scaled normal transforms in
correspondence with 3D points x on the plane n0l . For example, for the left camera
at time step t = 1 the normal n1l in the respective coordinate system is found as:
xT n0l = 1 ⇔ (Rx + t)T n1l = 1 ⇔ n1l =

Rn0l
.
1 + tT Rn0l

(6.1)

We can, furthermore, determine the depth d observed at a pixel p of the image Ivt ,
acquired at time t w.r.t. the center of camera v through the inverse scalar product:
d(p, ntv (π)) = hK−1 p, ntv (π)i−1 .

(6.2)

This information is later needed to test for occlusions (Sec. 6.3.7), as well as to check
the geometric consistency (Sec. 6.4.2) of the representation.
Utilizing a planar scene representation allows to map pixel locations conveniently to
their corresponding positions from one view to another. In particular, a moving plane
π induces homographies from the canonical view Il0 to the other views given by (c.f .
Sec. 3.1.4, Eq. 3.7):
0 0
lHr (π)
0 1
lHl (π)
0 1
lHr (π)

= (M − mnT )K−1

(6.3a)

= K(R − tnT )K−1


(6.3b)


= (MR − Mt + m)nT K−1 .

(6.3c)

By concatenating the transformations above, mappings between arbitrary view pairs
can be obtained. This is achieved by first transforming back to the canonical view
and then into the desired frame, e.g. 1lH1r (π) = 0lH1r (π) · 0lH1l (π)−1 . For notational
convenience we define 0lH0l (π) to be the identity, which maps the canonical frame
onto itself.

6.3

Single Reference View

For now our aim is to determine depth and 3D motion for every pixel of the designated
reference view Il0 . To that end, we formally define an energy function E(P, S) over
two mappings: a mapping S : Il0 → S that assigns each pixel of the reference view
p ∈ Il0 to a segment s ∈ S; and a mapping P : S → Π to select a 3D moving plane
π ∈ Π from a predefined set of proposals Π for each of the segments s ∈ S. To find
these mappings, we aim to minimize a single energy consisting of four terms:
E(P, S) = ED (P, S) + λER (P, S) + µES (S) + EV (P, S).
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6.3. SINGLE REFERENCE VIEW
The data term ED measures photo-consistency across the four views of our basic
model. The regularization term ER encourages (piecewise) smoothness of geometry
and motion at segment boundaries. The boundary term ES evaluates the quality of
the spatial segmentation, encouraging a compact and edge-preserving over-segmentation of the reference image. The visibility term EV deals with missing correspondences
from areas that move out of the viewing frustum (out of bounds). The energy is then
minimized in two steps: Starting with a fixed initial over-segmentation S, we establish
the link between segments and 3D moving planes, labeling each segment s ∈ S to
belong to one of the moving planes π ∈ Π. Subsequently, we operate with a fixed
mapping P and re-assign each pixel p ∈ Il0 to one of the segments and, thereby, also
to the associated 3D moving plane. Note that the basic form of the energy remains
the same when considering view consistency in Sec. 6.4.

6.3.1

Data term

In its traditional role, the data term embodies
the assumption that corresponding points in
different views have similar appearance. Here,
we achieve this through four constraints per
pixel, two for the stereo pairs at time steps 0
and 1, and two optical flow constraints, one
for each camera (see Fig. 6.4) – thus without cross constraints (c.f . Sec. 5.2.2). Denoting the 3D moving plane at a pixel p as
6.4 Single reference-view
πp = P(S(p)) and utilizing the homographies Figure
defined in Eq. (6.3), we can define stereo data model. Data terms (black arrows) and
homographies (green).
terms between the cameras as
Dts =

X





(6.5)



(6.6)

ρ 0lHlt (πp )p, 0lHrt (πp )p , t ∈ {0, 1},

p∈Il0

and optical flow data terms across time as
Dif =

X



ρ 0lH0i (πp )p, 0lH1i (πp )p , i ∈ {l, r}.

p∈Il0

The corresponding pixel location in a different view is usually a sub-pixel coordinate,
hence image intensities are obtained via bilinear interpolation. For increased robustness in general conditions (e.g., outdoors), we select the census transform ρ = ρC
(Zabih and Woodfill, 1994) among the various data terms investigated in Sec. 4 (c.f .
Eq. 4.17). Here we utilize a 7×7 neighborhood to assess photo-consistency. We scale
the Hamming distances by 1/30. Although not limited to this specific choice, all examples and results are generated with the census data cost, unless explicitly stated
otherwise. The complete data term is given as the sum of the four terms in Eqs. (6.5)
and (6.6):
(6.7)
ED (P, S) = D0s + D1s + Dlf + Drf .
99

CHAPTER 6: PIECEWISE RIGID 3D SCENE FLOW

Figure 6.5 Schematic sketch of the geometric part of our regularizer: Smoothly connected
regions (top left) are favored over bending (top right). The more the situation degenerates,
the higher the energy becomes (bottom).

6.3.2

Spatial regularization of geometry and motion

In our scene representation, geometry and motion parameters are shared among all
pixels within a segment, hence explicit regularization within a segment is not needed.
We can thus focus on the segment boundaries. One important benefit over pixelwise
regularizers, (c.f . Sec. 4.2 and Basha et al. (2010); Vogel et al. (2011)) is that our
boundary regularizer does not have to be overly strong to significantly stabilize scene
flow estimation. Moreover, it rather naturally deals with discontinuities, a key problem
area of previous scene flow techniques (e.g., Vogel et al., 2011). Since boundaries
regularly occur within a single object due to the over-segmentation, the regularization
term assumes piecewise smooth 3D geometry and motion.
We model shape and motion priors independently (given a segmentation), and define our regularizer ER (P, S) as the sum of a geometric term ERG (P, S) and a term
ERM (P, S) to measure the regularity of the motion field.
For now assume that two adjacent pixels p and q are assigned to the moving planes
πp = P(S(p)) and πq = P(S(q)). We treat pixels as square patches, residing in the
image plane in which they share a boundary. To measure the contribution to the
regularization term along their common edge, we consider the (2D) endpoints of the
edge between the pixels, c1 and c2 . We begin with the geometry term. By projecting
the endpoints onto each of the two 3D planes, we obtain the 3D endpoints c1p , c1q , c2p
and c2q (see Fig. 6.6). In case p and q lie on different planes, the pixel boundaries will,
in general, not coincide in 3D space. We thus compute distance vectors between the
3D endpoints: d1 = c1p−c1q and d2 = c2p−c2q . Our goal is to penalize the distances along
the shared edge. One could compute 3D distances for any point on the boundary in
a similar fashion. However, since we are using planes as primitives, the 3D distance
along the shared boundary in the image plane is simply a convex combination of the
endpoint distances ||αd1 + (1 − α)d2 ||.
To consider surface curvature we exploit this observation further and shift the 3D
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Figure 6.6 Illustration of the regularization scheme: The bilinear distance function fγ
considers geometric distance and curvature. Integrating the squared distances along the
shared edge as well as along an extrusion of the normals leads to a closed form expression.

endpoints along their respective plane normals np and nq before measuring distances.
We denote the difference of the normals as dn = np −nq , and define a distance function
(see Fig. 6.6)
fγ (α, β) = ||α(d1 + γβdn ) + (1 − α)(d2 + γβdn )||.

(6.8)

The weight γ balances boundary distance vs. curvature. The geometry regularizer
is then found by integration. Adding a factor 3/2 for mathematical convenience, we
integrate the squared distance function (fγ )2 along the boundary (w.r.t. α) and along
the normal direction (w.r.t. β) in closed form:
ERG (P, S)

=

X

wp,q ψ

 Z 1Z 1
3

2

(p,q)∈N

=

X



0

−1

2



fγ (α, β) dβdα

(6.9)


wp,q ψ ||d1 ||2 +||d2 ||2 +hd1 , d2 i+γ 2 ||dn ||2 .

(p,q)∈N

The summation considers pixels to be adjacent in an (8-) neighborhood N , where the
length of the common edge is taken into account through the weight wp,q , which can
optionally also incorporate edge information (Eq. 6.13) of the image data. ψ(·) denotes
a (robust) penalty function. The intuition behind this form of regularization is shown
in Fig. 6.5. Setting γ := 1 our energy favors planar configurations over bending. By
integrating squared distances of 3D vectors, the induced penalty increases smoothly
as the situation degenerates. This soft transition helps in the realistic case of a limited
proposal set of 3D moving planes Π.
The motion regularizer is obtained by first applying the rigid transformation to the
moving planes. We then similarly integrate the endpoint distances dM
= Rp cip +
i
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tp − cip − (Rq ciq + tq − ciq ), as well as the differences between the (rotated) normals
dM
n = (Rp np − np ) − (Rq nq − nq ), leading to
ERM (P, S) =

X





2
M 2
M
M
2
M 2
wp,q ψ ||dM
.
1 || +||d2 || +hd1 , d2 i+γ ||dn ||

(6.10)

(p,q)∈N

In both cases, robustness to discontinuities is achieved by employing truncated penal√
ties ψ(y) = min( y , η) (with thresholds ηG , ηM ).
The proposed regularization scheme is not limited to 3D. For instance, the endpoint
distances can be replaced by 2D entities, such as the disparity difference, the difference between optical flow vectors, and the change of disparity over time. This is a
popular choice for scene flow (Huguet and Devernay, 2007; Valgaerts et al., 2010) and
(optionally) also used here. Note, however, that falling back to 2D regularization can
only yield an approximation of the true 3D penalties, as projective foreshortening is
not considered (c.f . Sec. 7.2).
When reasoning at the segment level, we can approximate the regularizers by computing the penalties directly from the endpoints of the segments. By precomputing
the length of the boundary (summing the edge weights along the shared border), the
evaluation of the regularizer becomes much more efficient. Because superpixels in our
framework are near-convex, the overall accuracy of the algorithm is barely affected
(Fig. 6.14, right).

6.3.3

Spatial regularization of the segmentation

Data term and spatial regularization operate not only on the segment-to-plane mapping P, but also depend on the assignment of pixels to segments S, which in our
experience can lead to rather fragmented over-segmentations. To counteract this behavior and to incorporate prior knowledge that segments should be spatially coherent
(but not necessarily connected) and preserve image edges, we add an additional regularization term, assessing the quality of the underlying segmentation:
ES (S) =

X

up,q +

(p,q)∈N (Il0 ),
S(p)6=S(q)

X 
p∈Il0

0, ∃ e ∈ E(si ) : ||e − p||∞ < NS
∞, else.

(6.11)

The first term resembles a contrast sensitive pairwise Potts model, again evaluated
over the (8-)neighborhood N of a pixel. Here, the weight up,q allows to take into
account the image structure and the length of the edge between the pixels. To define
these weights we follow Werlberger et al. (2009) and apply the anisotropic diffusion
tensor:
1
(6.12)
D 2 = exp(−α|∇I|)ggT + g ⊥ (g ⊥ )T .
The image gradient direction g = ∇I/|∇I| is determined via bicubic interpolation in
the middle between p and q. Assuming I ∈ [0, 1], we set α = 5 and define the weight
1 →
pq|.
up,q := |D 2 −

(6.13)

The second term links a segment to its seed point e ∈ E(si ) in order to limit its
maximum extent to a size smaller than (2NS − 1)×(2NS − 1) pixels. This strategy
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prevents the scene flow from becoming overly simplified, but more importantly also
restricts the number of candidate segments for a pixel, thus reducing the time needed
for optimizing the energy w.r.t. S. We found that a good strategy to define the seed
points is to reuse the center of the original superpixels. Here we set NS = 25, but
values between 10 and 30 pixels perform alike (see Sec. 6.5.1). Note that a similar
model was proposed by Veksler et al. (2010) to compute an over-segmentation of a
single image.

6.3.4

Visibility term

So far we have not considered the problem of visibility, thus areas that fall out of
bounds, i.e. are not visible in some of the images. Especially when dealing with large
motions, these regions can cover a significant portion of the image. Configurations
with no valid correspondence are not considered by the data term in Eq. (6.7) and
contribute 0 cost to the energy. Allowing for arbitrary moving planes in our model
could, therefore, easily lead to a solution, where a significant portion of pixels is
erroneously assigned a motion that moves them out of bounds. On the other hand,
penalizing these kinds of configurations strongly could harm the results. Consider, for
instance, a saturated region that actually moves out of bounds. A solution in which
this region is mapped to a similarly saturated, but unrelated area in the other images
lowers the data cost and would therefore be preferred. Since this regularly happens
in challenging scenes, we address the problem as follows: Let us assume that we have
access to an “oracle” V , which can predict whether a pixel will stay in the image or
move out of bounds. Further, let Vl1 , Vr0 and Vr1 be the predicted binary visibility
masks for all but the reference image (out-of-bounds: 0, pixel visible: 1), and let Γji [·]
be a binary function that determines whether its argument lies within the boundaries
of image Iij . We encourage the scene flow estimate to stay near that prediction, by
defining a visibility term that forms part of the energy in Eq. (6.4):
EV (P, S) =θoob

X

h

i

Vr0 (p) − Γ0r 0lH0r (πp )p +

(6.14)

p∈Il0

h

i

h

i

Vl1 (p) − Γ1l 0lH1l (πp )p + Vr1 (p) − Γ1r 0lH1r (πp )p

,

with θoob := 0.5 max(ρC ) set to half the maximal data cost. In practice, we found
that common stereo and variational flow methods can predict pixels moving out-ofbounds sufficiently reliably, and consequently reuse the output of the 2D stereo and
optical flow algorithms from the proposal generation step (Sec. 6.3.6). An alternative
visibility predictor could be the ego-motion of the stereo camera system.

6.3.5

Approximate inference

Inference in our piecewise rigid model entails estimating the continuous 9-dimensional
variables describing geometry and motion of each rigidly moving plane, and the discrete assignments of pixels to segments. By restricting the optimization to a finite
set of proposal moving planes, the whole problem is transferred into a labeling problem in a discrete CRF. The benefit is two-fold: First, we can leverage robust discrete
103

CHAPTER 6: PIECEWISE RIGID 3D SCENE FLOW

Figure 6.7 Demonstration of the per-pixel refinement: Top: Initial superpixel segmentation. Bottom: Superpixel segmentation after optimization w.r.t. S.

optimization techniques that cope well with complex energies, particularly here the
fusion move framework of Lempitsky et al. (2008, 2010). Second, occlusions are discrete events and can thus naturally be integrated in the objective (Sec. 6.3.7).
To bootstrap the process, we start with a fixed segmentation S and optimize the
energy w.r.t. P, selecting a suitable moving plane for each segment from the proposal
set. To obtain the initial superpixel segmentation, we simply minimize the segmentation energy ES alone, and subsequently split strongly non-convex segments. We
alternatively tested a segmentation into regular grid cells. Interestingly, this simplistic initialization works almost as well (see Sec. 6.5.1). In either case, the seed points E
are selected as the central pixels of the initial segments. When solving for P we need to
consider the data, visibility, and regularization terms only. After we found a solution
for P, the mapping is kept fixed and the energy is optimized w.r.t. S, reassigning the
pixels to segments and, thereby, implicitly to moving planes (c.f . Fig. 6.7). Because
the segment size is restricted to a maximal side length of NS through Eq. (6.11), the
pseudo-Boolean function (Lempitsky et al., 2008) representing the local energy has at
most (2NS − 1)2 variables, which makes the optimization efficient. Distant segments
can even be expanded in parallel. We use a similar strategy when optimizing for P:
We locally restrict the validity of each moving plane proposal to cover only a certain
expansion region in the scene. In practice, we found that a proposal should at least
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cover 100 of its closest neighboring segments and set the region size accordingly. This
allows to test several proposals in parallel. Note that we can iterate the alternating
optimization further, but observe no practical benefit (c.f . Table 6.1).
General pseudo-Boolean energies are usually optimized with QPBO (Rother et al.,
2007), which can also handle non-submodular energies, but does not guarantee a complete labeling when supermodular edges are present. One disadvantage compared to
standard graph cuts, however, is that the instantiated graph has twice the number
of nodes than the (pseudo-Boolean) energy has variables. For our (non-submodular)
energy we can alternatively use the local submodular approximation proposed by
Gorelick et al. (2014). This has the advantage that conventional graph cuts can be
used, which is usually faster than QPBO. We particularly use LSA-AUX, which for
each α-expansion replaces pairwise supermodular potentials by a local plane approximation that bounds the true energy from above. This idea is very simple to implement and delivers a significantly better approximation than a simple truncation of
non-submodular terms. We experimentally compare both approaches in Sec. 6.5.

6.3.6

Proposal generation

To perform inference over the 3D geometry and motion of the segments, we require
an (initial) set of proposal planes together with their rigid motion. We can create
these from either the output of other scene flow algorithms, or from a combination
of stereo and optical flow methods. To convert the pixelwise correspondence information to our representation, we separately fit the parameters of a 3D plane and its
rigid motion to each superpixel of the initial segmentation. Fitting is complicated
by inaccuracies or noise in the stereo and flow estimates, and by superpixels that
are not well-aligned with depth and motion discontinuities. We thus opt for a robust
procedure and minimize the transfer error integrated into a robust cost function,
particularly the Lorentzian φ(x) = log(1 + 2σx2 ):
φ(||P ( 0lH0r (n)p) − p0 ||2 )

→ min

(6.15a)

φ(||P ( 0lH1l (R, t)p) − p0 ||2 )

→ min,

(6.15b)

X
p∈s

X
p∈s

n

R,t

where the dependence of the homographies on the parameters (the normal n and rigid
motion (R, t)) is made explicit, and P denotes the conventional projection operator.
Each pixel p of segment s ∈ S is matched to its 2D correspondence p0 , determined by
the proposal algorithm. We parameterize the rotation in Eq. (6.15b) by its exponential map to define the derivatives, and use the previously determined scaled normal to
derive the homography (c.f . Eq. 6.3). After bootstrapping this non-convex optimization problem with simple iterated least squares, two iterations of the limited-memory
Broyden-Fletcher-Goldfarb-Shanno algorithm (LM-BFGS) suffice for our purposes.
The quality of the fit is analyzed in Sec. 6.5.1. Note that since we are treating the estimation of 3D planes and rigid motions independently, the problem of fitting a rigid
motion is similar to the computation of the ego-motion of a stereo camera system,
such that algorithms for this problem could also be applied (e.g., Badino and Kanade,
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2011). Here, however, we only consider the motion of an individual segment and not
of the complete stereo rig.
6.3.6.1

Additional proposals

The strategy of selecting parts of the solution from a set of proposals allows to include
additional information in an unbiased way, without the need for altering the energy
formulation. We exploit this property by including the estimated ego-motion of the
stereo system as an additional proposal. The ego-motion is found by reusing our fitting
procedure from above (Eq. 6.15b) on the segment centers and their correspondences,
given by the output of our per-segment solution (obtained after optimizing w.r.t. the
mapping P). We then can fuse the current solution with the estimated ego-motion.
Additionally, we use a local replacement strategy, motivated by proposal instances for
which depth and motion errors are not correlated. We posit that these largely result
from the 2D proposal algorithms, which estimate motion and depth independently. We
address this with additional proposals: We randomly select proposals and propagate
a part of their state to other segments in a 2-neighborhood. This can either be the
geometry or the rigid motion, which simply replaces the corresponding state of the
neighbors. This procedure is iterated several (≈ 4000) times, leading to a combination
of geometry and motion of neighboring segments. The strategy has similarities to the
PatchMatch idea (Barnes et al., 2009; Bleyer et al., 2011a), as information is shared
and distributed among neighboring segments.

6.3.7

Occlusion handling

The data term as defined in Eq. (6.7) assumes that every pixel is visible; no occlusion
reasoning takes place. Given our 3D scene representation, we can explicitly reason
about occlusions. Compared to stereo, the handling of occlusions for scene flow has
the advantage of having two (or more, c.f . Sec. 6.4.3) additional views of the scene.
Accordingly, pixels that are occluded in a subset of views may still be visible in one
of the view pairs.
To leverage this, occlusion handling is applied to all pairs of views for which a data
term is formulated. We formalize this only for a single view pair, because the mathematical formulation is equivalent for each summand of the data term. We make use
of the well-known principle (dating back at least to Kolmogorov and Zabih, 2001) of
applying a constant penalty θocc , if a pixel is occluded in at least one of the two views
of the pair. The penalty is chosen as θocc := θoob (Eq. 6.14). Although occlusions and
out-of-bound areas have different causes, the impact on the correspondence is the
same: The pixel correspondence cannot be judged by the appearance, and hence the
data costs of Eqs. (6.5) or (6.6) are invalid. Note that pixels that are assigned to the
same moving plane in our scene representation naturally cannot occlude each other.
To simplify the exposition, we will not present our occlusion model in its most general form, but rather one instantiation within a single fusion/expansion move of the
approximate inference procedure from Sec. 6.3.5. Hence, we are dealing with a binary optimization problem. Assuming a fixed segment-to-plane mapping P, we will
first investigate the update of the per-pixel segmentation S. Differences in the update
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procedure when solving for P will be discussed later. W.l.o.g. let the binary state
xp = 0 denote that the pixel p retains its current segment assignment and, accordingly, xp = 1 indicate a switch to the trial segment α. We begin by expressing the
data term from Sec. 6.3.1 in the form of a pseudo-Boolean function:
D(x) =



X
p∈Il0

u0p (1

− xp ) +

u1p xp



(6.16)

,

where the vector x denotes all binary pixel assignments. The data penalty equals u0p
if p remains in its current segment, and u1p if p is assigned to segment α.
Whether a pixel p is occluded or not depends both on its binary segment assignment
xp , and on whether there is any other pixel q (or possibly multiple pixels) that occludes p. Determining whether q triggers an occlusion in turn depends on its segment
assignment xq . With Opi we identify the set of all pixel-assignment pairs (q, j), for
which pixel q occludes pixel p if xp = i and xq = j. Now we can replace Eq. (6.16)
with our occlusion-aware data term
DO (x) =

X 
p∈Il0

θocc +

1
X
i=0

ûip [xp

= i]

Y



[xq 6= j] .

(6.17)

i
(q,j)∈Op

Here, we denote the difference of the (unoccluded) data penalty and the occlusion
cost θocc by ûip = uip − θocc , and with [·] the Iverson bracket. To facilitate a better
understanding of the equation above, let us focus on a single pixel p. The respective
summand becomes û0p , if both xp = 0 and the product equals to 1. The latter happens
if no occlusion occurs, that is either all possibly occluding pixels q are assigned to a
segment xq in which they do not lead to an occlusion, or the set Op0 is empty, meaning
that no pixel exists that could possibly occlude p. The data cost overall thus equals
θocc in case of an occlusion, and the standard data penalty u0p or u1p , otherwise.
Recall that we establish the segment-to-plane mapping P by reasoning over entire
segments (see Sec. 6.3.5). Therefore, we directly extend the occlusion model to the
segment level. The potentials of the respective pseudo-Boolean energies in Eqs. (6.16)
and (6.17) look the same, but with variables representing segments instead of pixels.
We consider a segment to be (significantly) occluded if its central pixel is occluded.
Because our segments are compact and similarly sized, at least one quarter of a
segment has to be occluded by a different region to render the central pixel occluded.
To check for occlusions we employ conventional z-buffering, utilizing Eq. (6.2) to
compute the depth at each pixel.
Depending on the number of possibly occluding pixels, the (per-pixel) penalty may be
a higher-order pseudo-Boolean function (|Opi | > 1). Optimization techniques based
on graph cuts, including QPBO, can only be applied to quadratic polynomials, which
is why all higher-order terms have to be reduced to pairwise ones. Over the years
several reduction techniques have been proposed (e.g., Ali et al., 2008; Ishikawa,
2009; Rother et al., 2009). Each applies a certain transformation that approaches the
reduction independently for each higher order summand of the energy. We refrain from
presenting these exhaustive details at this point and instead refer to the Appendix A.
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6.4

View-Consistent Model

Techniques that avoid an arbitrary reference frame and instead treat all views equally
are predominantly used in stereo. The simplest form is the widespread left-right consistency check (e.g., Hirschmüller, 2008) during post-processing. More recently, consistency tests were directly incorporated in the objective (Bleyer et al., 2011b). In our
view-consistent formulation, we extend the latter strategy to scene flow, considering
consistency across all images within a temporal window.
Equipped with our basic representation and model from Sec. 6.3, we generalize it to
estimate scene flow for all views and time instants simultaneously. A major benefit
compared to using a single reference view is that the entire image evidence of all
views has to be explained. This results in a more robust estimate, which is less prone
to common imaging artifacts. Occlusion handling can be improved as well. Assuming
close to linear motion and a three frame model, any pixel visible in the central frame
must either be visible in the frame before or after. This may appear trivial, but is an
important argument towards extending our basic two-frame version. Another benefit
is that significantly fewer non-submodular edges occur in the pseudo-Boolean function
constructed during the optimization process. We defer details to the experimental
evaluation. To enable a view-consistent model, we first need to extend the notion of the
segmentation to all views, with the challenge of generating a consistent segmentation
of the scene across views and time. An obvious downside of a view-consistent approach
is a significantly enlarged set of unknowns, since the assignments from segments to
moving planes and pixels to segments have to be computed for each involved view.
After establishing the concept of view-consistency, we aim to estimate scene flow for
more than two time steps. We thus extend the idea of rigidity by assuming constant
translational and rotational velocity of the 3D moving planes. Note that due to the
short time intervals considered, this assumption is valid for many application scenarios. In the following, we start our description for only two time steps, and later
explain how to extend our model to multiple frames in time.

6.4.1

Model overview

As before we strive to determine depth and a 3D motion vector for every pixel, but
this time for all the views examined. We thus keep track of a superpixel segmentation
in every view, denoted as Svt , the set of segments in the image Ivt in view v at time
step t. The energy definition (Eq. 6.4) is extended to be a function of two sets of
mappings. The first set of mappings S = {Svt : t, v} with Svt : Ivt → Svt assigns each
pixel of frame Ivt to a segment of Svt . With the second set P = {Pvt : t, v}, a rigidly
moving plane is selected for each segment in each view: Pvt : Svt → Π. Recall that Π
denotes a candidate set of possible 3D moving planes. The formal definition of the
energy takes the same basic form as Eq. (6.4):
VC
E VC (P, S) = ED
(P, S) + λERVC (P, S) + µESVC (S).

(6.18)

VC
However, in our view-consistent setting the definition of the data term ED
is significantly different, as not only photo-consistency w.r.t. a reference view is considered,
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but also the consistency of the underlying geometric configuration and segmentation of the scene. The regularization term ERVC and the segmentation term ESVC are
straightforward extensions of their single view counterpart from Sec. 6.3. In our experience, by explaining the available evidence from all images, this view-consistent
formulation does not require an explicit visibility term (Sec. 6.3.4).
The spatial smoothness assumption is extended to all views, simply summing the
contributions of motion (Eq. 6.9) and geometry (Eq. 6.10) terms per frame:
ERVC (P, S) =

X X

ERG (Pvt , Svt ) + ERM (Pvt , Svt ).

(6.19)

t∈T v∈{l,r}

In a similar fashion we extend the regularization of the segmentation (Eq. 6.11) to all
considered views:


ESVC (S) = 


X

X

t∈T, (p,q)∈N (Ivt ),
v∈{l,r} S(p)6=S(q)

up,q  +

X 
p∈Il0

0, ∃ e ∈ E(si ) : ||e − p||∞ < NS
∞, else,

(6.20)
where N is again defined as the 8-neighborhood. Note that the second term is only
applied to the canonical view, such that the maximal size of a segment is only restricted in the canonical frame. Also note that we here treat segmentations of the
different frames independently. However, we encourage the segmentation to be consistent across views (c.f . Fig. 6.12) such that the restriction on the maximal segment
size is also propagated to all other images2 . Consistency between the superpixel segmentations is encouraged in the data term, described in the following.

6.4.2

View-consistent data term

In our view-consistent model we explicitly store a description of the scene in terms
of moving planes as observed in each of the views. To exploit the redundancy in this
representation, we check the consistency of the scene flow estimate in each view with
its direct neighbors in time, as well as with the other views at the same time instant
(Fig. 6.8, right). We here slightly abuse the term consistency: In its classical sense
we check for photo-consistency of the images at corresponding pixel locations, determined through their assigned moving planes π ≡ π(R, t, n). However, in our novel
scene representation we can also check the geometric configuration for plausibility,
test for occlusions, and verify the consistency of the segmentation. This is done by
comparing depth values induced by the respective moving plane (Eq. 6.2), based on
the underlying image segmentation (see Fig. 6.9).
Now let us assume we want to check the consistency between a pixel location p ≡ ptv
in view v at time t and its corresponding pixel location p̂t̂v̂ in view v̂ at time t̂.
We denote the 3D moving plane of the pixel p by πp = Pvt (Svt (p)). The related
homography allows to determine the corresponding pixel location in the other view,
p̂t̂v̂ = vtHv̂t̂ (πp )p, and the depth function d(p, ntv (π)) from Eq. (6.2) enables evaluating
the geometric configuration at that pixel. The data term for a single pixel p in view v
2

This property is further exploited in the inference procedure Fig. 6.13.
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Figure 6.8 Top left: Pixels without correspondences when using a reference view (blue).
Areas that are hard to match may be without correspondence in other views; viewconsistency avoids this. Bottom left: Enlarged areas containing pixels without correspondence in the right camera. Right: Data terms in the three-frame view-consistent model:
Consistency is encouraged for spatial and direct temporal neighbors (black arrows). All
pixels of all views are considered in the energy.

(a) Implausible case
Figure 6.9
tails).

(b) Occlusion

(c) Normal case

Illustration of the per-pixel view-consistent data term (see text for more de-

at time-step t assigned to the moving plane πp with the adjacent view v̂ at time-step
t̂ is then given by

%(p, p̂t̂v̂ )

=

































d(p̂t̂v̂ ,nt̂v̂ (π

))
p̂t̂
v̂

θimp

if

θocc

if

θoob

otherwise if p̂t̂v̂ ∈
/ Iv̂t̂

d(p̂t̂v̂ ,nt̂v̂ (πp ))
d(p̂t̂v̂ ,nt̂v̂ (πp ))
d(p̂t̂v̂ ,nt̂v̂ (π

))
p̂t̂
v̂

> 1+ 
> 1+ 
(6.21)

ρC (p, p̂t̂v̂ )+θmvp otherwise if πp 6= πp̂t̂

v̂

ρC (p, p̂t̂v̂ )

otherwise.

The first two cases are depicted in Fig. 6.9a and b, the relative difference in depth is
used to distinguish between implausible and occlusion cases. This distinction is similar
to comparing disparity values for the stereo case (Bleyer et al., 2011b). The first case
(Fig. 6.9a) describes a geometrically implausible situation, in which the depth of the
moving plane πp , observed from the 2nd camera in pixel p̂t̂v̂ , is smaller than the depth
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assigned to the pixel in that 2nd view. In this situation the 3D point on the plane
πp̂t̂ would be occluded by the moving plane πp and not be visible by the 2nd camera.
v̂
We apply a fixed penalty θimp in this case. In the second case (see Fig. 6.9b), the
depth of the moving plane πp is greater than that of the corresponding plane πp̂t̂
v̂
and, therefore, the pixel p is occluded in the second view. Again, a fixed penalty θocc
is applied. This concept of occlusion reasoning via cross checking the current solution
among views is only possible by simultaneously estimating a solution for all views
and rather different from the occlusion detection technique presented in Sec. 6.3.7 for
a single reference view. An additional benefit is that the resulting energy function
induces only pairwise edges. In Eq. (6.17), in contrast, multiple possible labels for the
corresponding location in the other view may exist, which in turn leads to higher order
terms in the respective pseudo-Boolean energy. In our experience the view-consistent
formulation leads to fewer supermodular edges in the optimization (see Sec. 6.5.2),
resulting in a simpler optimization problem.
Since the set of proposal planes is limited due to practical considerations, we cannot
assume that our representation always assigns a fully accurate depth for every pixel.
Instead of strictly comparing relative depth values we, therefore, opt for a relaxed
test by including the  parameter, empirically set to  := 0.015. This additionally
alleviates aliasing artifacts introduced by the finite resolution of the pixel grid.
The third case penalizes pixels moving out of the viewing frustum (out of bounds)
with a fixed penalty θoob . By employing view consistency, the solution has to respect
the information from all views of the scene. Hence the treatment of this event can be
a lot simpler than in the case of a single reference frame, where an additional visibility
term (Sec. 6.3.4) was included.
When pixels are in geometric correspondence we apply the usual census data penalty
ρ = ρC to measure photo-consistency (c.f . Sec. 6.3.1). In (Vogel et al., 2014) we
originally proposed to additionally truncate the data term at half the maximal possible
cost at a pixel (0.5 max(ρC )). An investigation of this particular choice shows that the
number of resulting non-submodular terms in the optimization is reduced (Sec. 6.4.4),
however, some of the information is lost, which can lead to a decreased accuracy.
Consequently, we avoid the truncation here.
If the pixels are in geometric correspondence, but belong to different moving planes,
we assert a moving plane violation and impose an additional penalty θmvp . This leads
to the desired view-consistent segmentation, as pixels are encouraged to pick the same
3D moving plane in neighboring views.
In practice, it appears prudent to penalize pixels without correspondence equally,
thus we set both penalties for occlusions and pixels moving out of bounds to
θoob = θocc = 0.5 max(ρC ). Aliasing again prevents us from penalizing implausible
configurations with an infinite penalty; instead we set θimp := max(ρC ), which also
prevents deadlocks in the optimization. While this can lead to a few implausible assignments in the final estimate, the overall error is reduced. For the same reasons
we allow for deviations from our consistency assumption for the segmentation and
empirically set θmvp := 5/16 θoob .
All views are treated equally in our model, thus the per-pixel contribution from
Eq. (6.21) is summed over all pixels of all frames. Our data term consists of the
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Figure 6.10 Example from the KITTI training set (#116): Active data term % (Eqs. 6.21
and 6.22). Colors denote normal photo-consistency (yellow), out of bounds (red), occluded
(green), moving plane violation (dark blue) and implausible (light blue) cases.

summed data costs for all stereo pairs and frames that are direct neighbors in time
(Fig. 6.8, right):

VC
ED
(P, S) =

X X

X


X


t∈T v∈{l,r}

p∈Ivt

v̂6=v

%(p, p̂tv̂ ) +

X

%(p, p̂t̂v ).

(6.22)

t̂∈T
|t̂−t|=1

In contrast to the reference-view formulation (c.f . Fig. 6.4), each view pair is considered twice by the data term, because every view holds its own scene flow representation. Fig. 6.10 illustrates the view-consistent data term. The internal states assigned
by the data term (cases of Eq. 6.21) to each view pair are shown for each individual
pixel.

6.4.3

View-consistent multi-frame extension

We now discuss the details of extending our view-consistent model to more than just
two frames. As mentioned, geometry, motion and segmentation regularizers can be
extended to a larger number of frames in a rather straightforward fashion (Eqs. 6.19
and 6.20). The data term, however, needs special consideration, as we need to define
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Figure 6.11 Variation in camera pitch limits the validity of the constant velocity model:
Left: A scene observed by a moving camera with varying pitch. Right: Camera images with
induced 2D flow (black arrows). We compensate camera pitch by removing the ego-motion
of the camera.

homographies between the additional views and also transform the normals into the
specific view coordinate system. Recall that we restrict ourselves to reason only over
shorter time intervals and thus can assume the motion of a moving plane to be of
constant velocity in both its rotational and translational component. Under this condition suitable homographies can be found by a concatenation of the homographies
defined in Eq. (6.3). Similarly, view-normals for the different time steps are generated by a repeated application of Eq. (6.1), thus again assuming constant velocity.
Note here, that the normals in the proposal set Π are always stored in the canonical
coordinate system.
Such a model can tolerate small deviations to this constant 3D velocity assumption
in the scene, but this is put to a test if the camera system itself is violating this
assumption. Especially abrupt rotational changes in the viewing direction affect the
whole image of the scene. The automotive application in our experiments is a good
example for this. Scene flow estimation is challenged by a common high-frequent
pitching motion of the stereo rig, often caused by an unsteady road surface and
amplified by the suspension of the vehicle. In our model the motion is encoded relative
to the respective camera coordinate system, such that even slight changes in the
relative camera position can induce significant changes in the relative geometry and
motion (Fig. 6.11). To address this problem, we introduce the following extension, in
which we include ego-motion estimates for the different time steps.
First, we compute the relative ego-motion Et = [Qt |st ] between all consecutive time
steps t and t + 1. The computation of homographies between successive frames then
proceeds by first applying the motion induced by the moving plane representation
with the ego-motion part removed, and then the relative ego-motion from time step t
to t + 1. Recall that the rotation R and the translation t of a moving plane are stored
in the coordinate system of the canonical view, thus unaware of any ego-motion.
Then we can remove the relative ego-motion of the canonical view E0 by applying
(E0 )−1 = [(Q0 )−1 | − (Q0 )−1 s0 ].
As an example, the homography between the frames t and t + 1 in the left view
becomes
t t+1
lHl (π)









= K Qt (Q0 )−1 R − Qt (Q0 )−1 (t − s0 ) + st (ntl )T K−1 .

(6.23)

Further note the use of the corrected view normal in Eq. (6.23), for which we can find
a similar expression:
ntl =

Qt−1 (Q0 )−1 Rnt−1
l
.
t−1
0
T
t−1
T
1 + (t − s ) Rnl + (s ) Qt−1 (Q0 )−1 Rnt−1
l

(6.24)
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Figure 6.12 Example from the KITTI training set (#191): Consistent moving plane
assignments at segment level (left) and final consistent superpixel segmentation (right).

Other homographies and view-normals can be corrected for ego-motion accordingly.
The estimation of camera ego-motion of a stereo camera system is a well-studied problem (e.g., Badino and Kanade, 2011). Here we use the method proposed in Sec. 6.3.6.

6.4.4

Approximate inference for view-consistency

Our inference procedure closely follows the approach for a single reference view in
Sec. 6.3.5. Again, we perform inference in a discrete CRF and optimize the energy
in two steps, first solving for the mappings P, while keeping the segmentation fixed.
Then we proceed the other way around, fixing the mappings from segments to moving
planes and optimizing w.r.t. to the segmentation mappings S. The alternation can be
iterated further, but again without practical benefits. Instead of an initial superpixel
segmentation, we prefer to start from a regular checkerboard grid with an edge length
of 16 pixels. Seed points e ∈ E (see Eq. 6.20) are simply the grid centers. This trivial
“segmentation” is more efficient and also reduces aliasing artifacts, caused by a possibly uneven size of segments across views. The per-pixel refinement step (Fig. 6.12)
will eventually deliver a consistent over-segmentation across views, adhering to depth
and motion boundaries.
Because of the grid structure, segments can be treated as large pixels when solving
for P. However, the use of an initially not view-consistent segmentation will lead
to aliasing effects. We thus relax the consistency constraints and set  := 0.1 and
θmvp := 3/16 θoob in the first optimization round, to ensure that proposals are not
discarded at an early stage. We generate the proposal set in the same manner as
described in Sec. 6.3.6. We discovered that by first running a single segment-to-plane
step of our reference-view version above and removing unused proposals, the proposal set is filtered without loosing important information, leading to a significantly
reduced computation time. When optimizing over more than two frames, proposals
are generated for all consecutive frame pairs. I.e., when using 3 frames we generate
proposals for time steps t = −1 and t = 0, and additionally for t = 1 when using 4
frames. The additional proposals are discarded when they are found to be similar to
already existing ones nearby. We consider proposals to be valid in a certain expansion
region, centered at the seed point in the canonical frame. Empirically, we found that
an expansion region size of 13×9 cells (208×144 pixels) yields a good compromise
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between accuracy and speed. During a fusion move, we thus only have to instantiate
a local graph, which is determined by a projection of the expansion region into all
other views.
The inference for the pixel-to-segment mappings S follows similar principles. Unused
moving plane proposals are discarded. The size of the instantiated graph is restricted
by the region constraint (Eq. 6.20), using an expansion region of 39×39 pixels (NS =
20), and determined by projection into the other views. We penalize inconsistencies
more strictly here, as the decisions are made on a per-pixel basis, and use the default
parameters for  and θmvp from Sec. 6.4.2. Fig. 6.12 illustrates the computed mappings
over the course of the optimization for one of the cameras. Consistent moving plane
assignments at segment level are shown on the left, illustrating the distribution of P.
The final, consistent superpixel segmentation S is depicted on the right.
6.4.4.1

Hierarchical refinement

The grid-based segment structure, furthermore, allows for a very simple refinement
procedure, which we found to work well in practice. Instead of directly redistributing
pixels to segments by solving for S after all segments have been assigned a moving
plane, we optionally refine the segmentation and solve for P again. In practice we
halve the grid resolution in each image and start the inference from the previous
assignment. We prune the initial proposal set by retaining only those moving planes
that are in use. In our experience, this hierarchical approach allows to reduce aliasing
problems due to the smaller segment size, but still considers a more global context
during the optimization stage. Because we again set the expansion region to 13×9
cells and the set of moving plane proposals is already reduced significantly, this step
is very efficient. Note that after the refinement, we also reduce the expansion region
(i.e. NS = 10) accordingly when re-assigning pixels to segments. Fig. 6.13 provides
an example on how the hierarchical refinement is performed.
6.4.4.2

Implementation

We now briefly describe the algorithm we use to solve for the mappings P and S.
Algorithmically, there is only a small difference between mapping segments to moving
planes and mapping pixels to segments, thus we provide only one algorithm for both
parts (Algorithm 6.1).
In the latter case we expand a (local) region around a segment’s center, using the
moving plane currently stored in the segment. When solving for P we consider all of
the proposals. Each proposal π ∈ Π is associated with a pixel position, which defines
the center of the respective expansion area. Based on the moving plane proposal, we
project the rectangular expansion area from the canonical view to all other views and
assign unique IDs to each covered segment or pixel (c.f . Fig. 6.13). Data and smoothness terms are computed for the identified areas and a local graph is constructed.
Note that segments or pixels that occlude or are occluded by parts in the expansion
area have to be considered as well. The resulting binary energy function is minimized
with QPBO or alternatively graph-cuts using the LSA-AUX relaxation. As long as
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the expanded areas do not overlap (including occlusions outside of the boxes), several
expansion moves can be run in parallel.3 The code is given in Listing 6.1.
Listing 6.1

Pseudo-Code for minimization w.r.t. P.

function View_Consistent_SceneFlow ( Π, P, S )
while not c o n v e r g e d
random_shuffle ( Π ) ;
for i =1:|Π |
p = Π ( i ) ; % p i c k p r o p o s a l t o expand
bbox = get_bounding_box_in_canonical_view ( p ) ;
f o r each view v
bb ( v ) = project_bounding_box ( bbox , v , p ) ;
end
% a s s i g n each a f f e c t e d segment / p i x e l a unique v a r i a b l e i d
f o r each view v
v a r I d ( v ) = get_unique_ids ( p , v , bb ( v ) , | v a r I d | ) ;
end
f o r each view p a i r ( v1 , v2 )
% ρC i n Eq. 6.21
[ d_v1 , d_v2 ] = . . .
get_photometric_data_term ( p , bb ( v ) , v a r I d ( v1 ) , v a r I d ( v2 ) , P, S ) ;
% compute unary and p a i r w i s e terms based on e q u a t i o n Eq. 6.21
[ u_s , b_s ] = get_data_term ( p , v a r I d ( v1 ) , v a r I d ( v2 ) , d_v1 , d_v2 , P, S ) ;
% do not f o r g e t ( d i s −) o c c l u s i o n s o u t s i d e o f box
end
f o r each view v
% smoothness Eq. 6.19 (Eq. 6.9, Eq. 6.10) and s e g m e n t a t i o n Eq. 6.20 (Eq. 6.11) :
[ u_s , b_s ] = g e t _ s p a t i a l _ t e r m ( p , v , v a r I d ( v ) , P, S ) ;
end
s o l = s o l v e ( b i n a r y F u n c t i o n (u_d , b_d , u_s , b_s ) ) ;
f o r each view v
% solving for P :
P = u p d a t e _ s o l u t i o n ( p , varId , s o l , P ) ;
u p d a t e _ b u f f e r s ( varId , s o l ) ;
end
end
end

3
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In our experiments we used a dual core machine to exploit the parallelism.

Figure 6.13 Example from the people dataset from Hermann et al. (2011). Construction of the expansion graph. Bottom left: Proposals
are located on a grid structure that also corresponds to the initial (grid-)segmentation. Bottom middle left: Each proposal is expanded by
projecting the box of the restricted expansion area into the other views. Covered segments are assigned a variable and a local graph is
instantiated dynamically. Proposals from uncovered areas can be expanded in parallel. Bottom right: The per-pixel or hierarchical refinement
operates only on a restricted proposal set with adjusted areas to be expanded around the proposal centers. Top: The reconstruction is
refined in each step (depicted is only the flow component).
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Figure 6.14 Left: Proposal fitting procedure. Error of the 2D proposal algorithms (blue)
and after planar rigid segment fitting (orange). Center: Approximation of the regularization
term after the per-segment step. Error when evaluating the integral per pixel (orange) and
when integrating the distances at the endpoints of the shared edge (blue). Right: Visibility
term. Predicting all pixels to stay in bounds (orange) compared to our standard predictor
(blue) (only per-pixel error).

6.5

Experiments

We begin the experimental evaluation with our basic model based on a single reference
view and later examine the view-consistent approach.
Our quantitative experiments mainly employ the KITTI training dataset, introduced
in Sec. 3.4.2, which is ideal for a detailed performance and parameter study due to
its size of 194 images (1240×376 pixels) with public ground truth. For a comparison
to the state-of-the-art, we also submitted our results on the 195 images of the test
portion of the KITTI dataset to the official KITTI benchmark (Sec. 6.5.5); there
the ground truth is withheld. We report results for the standard KITTI metric (c.f .
Sec. 3.3), investigating error thresholds of 2, 3, 4, and 5 pixels for the entire image
(All), or only for unoccluded areas (Noc). Additionally, we report the endpoint error
(EPE) for optical flow and stereo. We occasionally use the abbreviations SN for stereo
without occluded areas, and SA when including these regions. Similarly, we shorten
the respective identifiers for optical flow as FN and FA.

6.5.1

Evaluation of the single reference view model

All experiments use fixed parameters, except where stated. We set the smoothness
weight to λ = 1/16, and the weight of the segmentation term relative to λ as µ =
1/10λ. If not mentioned otherwise, we regularize in 2D space and fix ηG = ηM = 20.
We generate the proposal set from the output of 2D optical flow and stereo algorithms.
For computing optical flow we employ the algorithm of Chapter 4, using the CSAD
data term and a total generalized variation regularizer, a popular and effective combination for the KITTI scenes. To obtain an estimate in a reasonable time, we only
apply 3 warps and 10 iterations per warp with an up-scaling factor of 0.9 in the image
pyramid. The disparity map is obtained using semi-global matching (Hirschmüller,
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Figure 6.15 Evaluation of different model choices on the KITTI training set for the persegment and the final solution after per-pixel refinement. Left: Initial segmentation. Using
a grid (light blue and red) compared to a superpixel segmentation (blue and yellow). Right:
Regularization. Comparison of 2D (blue and yellow) and 3D regularization (light blue and
red). Bottom: Occlusion handling. Our basic model with (light blue and red) and without
(blue and yellow) occlusion handling.

2008).
First, we evaluate the proposal fitting procedure from Sec. 6.3.6. Fig. 6.14 (left) shows
the KITTI metric at the default threshold (3 pixels), as well as the endpoint error
of the plain 2D proposal algorithms (Init), and after the per-segment fitting took
place (Fit). We observe only small changes in error, thus can conclude that planar
rigid segment fitting does not significantly affect the accuracy. We attribute slight
deviations in error to non-planar or non-rigid segments, e.g. due to misalignment
with depth and motion boundaries.
Next, we investigate the simplification of the smoothness term when reasoning over
segments, and how it affects the results. Recall that for computational efficiency we
evaluate the spatial regularizer directly on the endpoint distances of the shared edge,
instead of accumulating the contribution of all boundary pixels (Sec. 6.3.2). As we
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Figure 6.16 Top left: Performance w.r.t. the number of initial superpixels. Top right:
Performance w.r.t. the smoothness weight λ. Bottom: Performance w.r.t. the maximum superpixel size NS . The legend distinguishes Pix(el)/Seg(ment)-F(low)/S(tereo)-A(ll)/N(oc).

can see in Fig. 6.14 (center), the approximation (App) is quite accurate given our
compact superpixels and on par with the exhaustive computation (Full), but in our
experience ∼ 30× faster. Note that we here report results directly after the segmentlevel optimization, since both approaches employ the same per-pixel refinement step.
We now demonstrate that our representation and optimization approach are quite
robust, in the sense that the results do not strongly depend on the initialization,
parameter choice, etc. The importance of the initial segmentation is evaluated in
Fig. 6.15 (top left). Starting from a trivial “grid” segmentation (edge length 16 pixels)
leads to a slight decrease in performance before the per-pixel refinement takes place.
This gap is closed after the refinement step. Only a small difference in accuracy
remains compared to starting from a proper superpixel segmentation. Note that this
also helps understanding why, as mentioned, iterating the alternating inference further
has little practical benefit (c.f . Table 6.1); the per-pixel step converges already from
a poor initial segmentation.
Analyzing Table 6.1 further, we observe slightly improved results after a first iteration,
as well as a visible reduction of the energy. Subsequent steps provide only little gain or
are even harmful for the stereo estimates. Overall energy and error are not significantly
reduced, such that from here on we only consider a single step of our alternating
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Figure 6.17 Comparison of different strategies to generate proposals: We compare using
only 2D proposals (Pix), adding more proposals from scene flow algorithms (3D-Props),
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ego-motion proposals (E-Hard (constraint)). Errors are evaluated using the KITTI metric
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Table 6.1 Results of the basic piecewise rigid model on the KITTI training set for a
different number of iterations: Average KITTI metric (% of flow vectors / disparities above
2, 3, 4, 5 pixels of endpoint error) and average endpoint error [px] with (All) and without
(Noc) counting occluded regions.
PRSF iterations

Flow
KITTI metric
All

EPE
Noc

Energy

All Noc

2px 3px 4px 5px 2px 3px 4px 5px
1
2
3
4

9.9 7.3 6.0 5.2 5.7 4.0 3.2 2.7 2.4
9.9 7.3 5.9 5.1 5.6 3.9 3.1 2.6 2.3
10.0 7.4 6.0 5.1 5.5 3.9 3.1 2.6 2.3
9.9 7.3 6.0 5.1 5.5 3.8 3.0 2.5 2.3

PRSF iterations

1.1 653024
1.1 645728
1.0 643822
1.0 643182

Stereo
KITTI metric
All

EPE
Noc

Energy

All Noc

2px 3px 4px 5px 2px 3px 4px 5px
1
2
3
4

7.7 5.3 4.1 3.4 6.7 4.5 3.5 2.9 1.1
7.6 5.3 4.1 3.4 6.6 4.4 3.5 2.9 1.1
7.6 5.3 4.2 3.5 6.6 4.5 3.6 3.0 1.1
7.7 5.4 4.3 3.6 6.7 4.6 3.6 3.0 1.2

1.0 653024
1.0 645728
1.0 643822
1.0 643182

inference procedure.
The effect of starting with a different number of superpixels is depicted on the top
left of Fig. 6.16. After using more than ∼ 1000 initial segments, the accuracy of the
final result becomes stable, as the per-pixel refinement can compensate for eventual
inaccuracies in the coarser initial segmentation. But even starting with fewer segments
does not harm the performance dramatically.
Similarly, varying the weight for the regularization term λ (Fig. 6.16, top right) and
the maximum superpixel size NS in the per-pixel refinement (Fig. 6.16, bottom) shows
that the method is not sensitive to changes in these parameters. In the latter case
higher values lead to better results, but also longer computation times.
Next, we investigate the behavior when switching from 2D to 3D regularization. For
3D regularization we set ηG = ηM = 5 and λ = 0.25, thus increase the robustness
in the smoothing process. We can observe from Fig. 6.15 (right) that regularization
w.r.t. 2D entities is slightly superior in the evaluated measures. This can possibly be
explained by the fact that the error measures do not evaluate the 3D quality of the
scene flow, but only its reprojection, i.e. disparity and 2D optical flow.
Fig. 6.14 (right) depicts the effect of replacing the visibility prediction (Sec. 6.3.4)
by a trivial predictor, which assumes pixels to always stay in bounds. As we can
see, predicting visibility by the initial 2D algorithms has a strong effect on the flow
122

6.5. EXPERIMENTS

Figure 6.18 Example scene from Vaudrey et al. (2008), demonstrating occlusion handling
and the different processing steps. Results are given for the estimated depth and the lateral
3D motion component. Detected occlusions are highlighted in white.

endpoint error in occluded regions. Other measures, however, are nearly unaffected.
The biggest impact on the quality of the estimated scene flow is given by the different
proposal algorithms we utilize. In Fig. 6.17 we extend our standard 2D proposal set
by adding proposals from 3D scene flow methods (3D-Props), namely L1 -regularized
3D scene flow (Basha et al., 2010) and locally rigid 3D scene flow (Vogel et al., 2011).
Furthermore, we evaluate our local replacement strategy (R), the ego-motion proposals (E, Sec. 6.3.6.1), and combine both proposal methods (R+E). Additionally, we
evaluate a variant in which we replace the rigid motion component of our proposals
with the estimated camera motion (E-Hard), thus simulating a motion stereo algorithm assuming a rigid scene with only ego-motion, similar to Yamaguchi et al. (2013,
2014). We can observe that adding more proposals improves results; especially the
endpoint error of optical flow is reduced. A larger gain is achieved by local replacement and, furthermore, by adding additional ego-motion proposals. Both approaches
are complementary to some extent, as a combination slightly improves the results
further. Finally, the best results can be achieved by enforcing ego-motion as a hard
constraint, underlining the bias in the KITTI benchmark.
6.5.1.1

Comparison with variational 2D scene flow methods

For comparison with other scene flow methods from the literature (Huguet and Devernay, 2007; Wedel et al., 2011; Valgaerts et al., 2010) and our method from the
previous chapter, we have also processed the synthetic scene of Huguet and Devernay
(2007). According to Table 6.2 our method performs slightly better than competing
ones including our locally rigid prior Loc-Rig from the previous chapter, in spite of
the fact the the dataset does not conform to our assumptions: The spheres are not
approximated well by planar segments, and the texture gradients do not coincide with
depth/motion boundaries, such that the initial over-segmentation is rather arbitrary.
6.5.1.2

Evaluation of the occlusion model

We begin the evaluation of our occlusion model with a quantitative comparison of
our basic model with and without additional occlusion handling. Fig. 6.15 (bottom)
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Table 6.2 2D errors for the Sphere sequence (Huguet and Devernay, 2007).

RMSE 2D Flow
RMSE Disparity
RMSE Scene Flow

Valgaerts et
al. (2010)
0.63
3.8
1.76

Huguet and Devernay (2007)
0.69
3.8
2.51

Wedel et al.
(2011)
0.77
10.9
2.55

Loc.Rig.
0.69
3.8
1.75

PWRS
0.63
2.84
1.73

Table 6.3 Optimization with explicit occlusion handling: Percentages of supermodular
edges and resulting unlabeled nodes, resulting energy when using QPBO or QPBO-I. Numbers are averaged over the KITTI training set.
inference
stage

supermodular
edges

unlabeled
nodes

energy
with QPBO

energy
with QPBO-I

Seg
Pix

4.8%
1.3%

3.8%
7.7%

760692
678110

753196
664497

shows a small, but consistent advantage of explicit occlusion handling. The gap is
largest for optical flow evaluated over the whole image. Note, however, that with
additional proposals the advantage diminishes and the difference between both models
becomes smaller. Recall that in order to perform optimization with graph-cut based
techniques, like QPBO, the higher-order potentials, which can occur in case of multiple
occlusions, have to be reduced to pairwise ones (Sec. 6.3.7). The resulting optimization
problem possesses supermodular edges, such that nodes can remain unlabeled after
running QPBO. To approximately minimize this NP-hard problem, Rother et al.
(2007) proposed the QPBO-I method, which we also apply here. Table 6.3 summarizes
our experience when applying the method on the KITTI training dataset. While the
number of supermodular edges and unlabeled nodes appears to be small, employing
QPBO-I instead of QPBO has a notable impact on the resulting energies. At the pixel
level, the number of nodes that cannot be labeled by QPBO alone appears rather high
at 7.7% . Optimization with QPBO-I, however, takes an order of magnitude more
time. Another challenge is that this form of occlusion reasoning is sensitive to outliers
in the data term, such as specular highlights on the window of the car in Fig. 6.18.
Note that without occlusion handling unlabeled nodes occur only very rarely (< 1 per
image on average).
To visually demonstrate the effect of explicitly modeling occlusions we also analyze
a qualitative example of a street scene4 from Vaudrey et al. (2008). The scene is
recorded from a vehicle approaching a roundabout. Several independently moving
traffic participants and a rather complex occlusion pattern pose a challenging scenario
for our method. Fig. 6.18 displays the results of our basic model after the different
processing steps of our approach. The estimate appears acceptable without occlusion
4

Compared to KITTI images, the less challenging lighting conditions allow us to refrain from
our usual census data cost. We use brightness constancy with ρ(a, b) = min(|a−b|, ζ), truncated at
ζ = 10% of the intensity range. We use 3D regularization with rather aggressive truncation parameters
(ηG = ηM = 1). Other deviating parameters were set to λ = 0.1, µ = 0.1, θocc = 0.03.
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Figure 6.19 Left: Error after refining the segmentation in the two-frame model, once
(green), twice (red), or not at all (blue). Right: Effect of the proposals on the view-consistent
three-frame model. 2D proposals (blue), single reference-view model (light blue), local replacement (yellow), and additional ego-motion (red). Bottom: Evaluation with a poor proposal set. 2D proposals (blue) and VC-2F (orange), with PWRS-Seg+R pruning. Results
are shown w.r.t. the KITTI metric (> 3 pixels) and the endpoint error.

handling, except for regions that are not visible in the reference image, e.g. at the
left of the pedestrian. Adding the occlusion handling from Sec. 6.3.7 allows to detect
occluded regions and to extrapolate the lateral motion in a plausible way. The perpixel refinement (Per-Pixel & Occlusion) enhances the object contours and improves
the occlusion boundaries even more.

6.5.2

Evaluation of the view-consistent model

As before, we keep all parameters fixed, unless otherwise mentioned. The only parameter that deviates strongly from the reference-view model is the smoothness weight.
We set λ = 1/60, and regularize using the intensity-weighted edge length (Eq. 6.13),
which is now based on multiple images. We set NS = 20 to speed up the per-pixel
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refinement, and start from an initial grid segmentation.
We begin with several quantitative analyses to illustrate the different aspects of the
proposed approach. First, we investigate whether our model can benefit from the hierarchical refinement of the grid described in Sec. 6.4.4.1. Fig. 6.19 (top left) compares
the performance after a single and two refinement levels to the result without hierarchical refinement. The gain in performance is not large, but consistent throughout
the evaluation; we use a single refinement step in the remaining experiments.
As our model is capable of jointly reasoning over multiple frames by assuming constant velocity for the rigidly moving segments, we investigate the performance when
considering 2, 3, or 4 consecutive frames in Fig. 6.20. We further distinguish the addition of proposals from time steps other than the current one (“+”), meaning that
we derive proposals from the disparity and 2D flow computed from the other adjacent frame pairs in the time window. Moreover, we include a variant that reasons
about only two frames, but is provided with proposals extracted from three frames
(VC-2F+). For comparison, we also add the single reference-view version PWRS+R
(with local replacement), which is used to reduce the initial proposal set of the current
frame pair. Note again that this reference-view method is only applied at the segment
level.
Analyzing Fig. 6.20 one can observe that moving away from the single reference view
(PWRS+R vs. VC-2F ) already yields a significant improvement, most notably in
the optical flow error w.r.t. all pixels. View-consistency benefits from considering all
the data of all views: Parts that are occluded in the canonical view, which is used
for evaluation (and as a reference view PWRS+R) can still be visible in two other
views. Furthermore, a strong drop in the endpoint error hints at a reduction of gross
outliers. Including proposals from the previous time step (VC-2F+), and considering
the image data of the previous frames (VC-3F ) improves the results further. But only
a combination (VC-3F+) of both leads to a larger performance gain in all measures,
again affecting occluded regions most strongly. This suggests that a larger set of
proposals from multiple frames alone is not sufficient, but that the image evidence
from the longer sequence is important. Finally, including a fourth frame into the
model yields diminishing returns, with only marginal improvements over the three
frame case.
In another experiment we analyze the effect of the proposal set. Recall that we use
the reference-view version of our method in order to prune the proposal set in the
beginning, with the advantage of a reduced computation time for the view-consistent
model. Fig. 6.19 (top right), however, also shows an effect on the accuracy of the
algorithm, here evaluated for the three frame case without considering additional
proposals from the previous time step. Interestingly, despite the fact that the application of PWRS-Seg yields only a subset of the original proposals (2D-Proposals),
the results improve. An analysis shows that both variants deliver almost the same
final energy, such that the cause is not well-captured by our energy formulation. We
posit that this may be due to the proposal set not being sufficiently varied in crucial
parts of the solution space, which is supported by the fact that the observed accuracy difference diminishes when we use proposals from the previous time step as well
(VC-3F+). As we would expect given previous results (Fig. 6.17), we observe a strong
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Figure 6.20 Evaluation across different number of frames: Single reference-view method
on 2 frames (dark blue), view-consistent method on 2 frames (blue), 3 frames (cyan), 2
frames with proposals from the previous frame (yellow), 3 frames with proposals from
previous frame (orange), and 4 frames with proposals from all 4 frames (red). Results are
shown w.r.t. the KITTI metric (> 3 pixels) and the endpoint error.
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Table 6.4 Optimization in the view-consistent model (3 frames): Average number of nodes
and edges in the graph, average percentage of supermodular edges and resulting unlabeled
nodes (before applying QPBO-I), and resulting energy when using LSA-AUX or QPBO-I.
Numbers are averaged over the KITTI training set.
inference
#
#
super- unla- energy
energy
stage
nodes edges modular beled QPBO-I LSA-AUX
Seg
Pix

2064
3749

7485
20102

4.01%
0.64%

0.4% 3295790
1.2% 2907666

3306453
2908031

gain in accuracy from the local replacement strategy (PWRS-Seg+R) and ego-motion
proposals (PWRS-Seg+R+E); in these cases the additional proposals also noticeably
lower the final energy.
Because our method requires proposals for computing scene flow, we investigated
how much a poor proposal set affects the performance. To that end, we change the
parameters of the initial 2D stereo and flow algorithms. For instance, in the optical
flow case we use only a single warp per image pyramid and change the pyramid scale
to 0.5. We then apply our two-frame view-consistent method (VC-2F ) with PWRSSeg+R to reduce the proposal set. The result is depicted in Fig. 6.19 (bottom). The
notably high error of the 2D algorithms is reduced by a factor of 6 on average, showing
that our scene flow approach can also cope with unfavorable proposal sets. This
somewhat surprising result, achieved without considering ego-motion information,
can partially be explained by the particularities of the dataset and the algorithms
used to compute the proposals. The flow algorithm should deliver reasonable results
in areas with only small 2D motion vectors. Given the largely planar nature of the
street scenes in the dataset, these parts can then be propagated into other image areas,
which have the same 3D motion and geometry, but strongly differing 2D motion. This
in turn suggests that 3D scene flow is well-suited to cope with large motions due to
its internal 3D representation.
Recall that the formulation of the data term, although directly leading to only pairwise edge potentials, introduces supermodular edges into the energy. In Table 6.4 we
investigate the situation in a similar manner as for the occlusion handling strategy
with a single reference view, again collecting data over the whole KITTI training set.
We apply the QPBO-I algorithm to the optimization problem given by our three-frame
version (VC-3F) and count the number of unlabeled nodes and supermodular edges
over the course of the optimization. As we can see, the number of non-submodular
edges is not much lower than in the reference-view case, but unlabeled nodes occur
significantly less often. This motivates us to also consider a different but more efficient graph construction5 : The LSA-AUX algorithm (Gorelick et al., 2014) is applied
at each expansion step, in order to find a submodular approximation of the problem.
Conveniently, the local approximation bounds the true energy from above, such that
the overall energy cannot increase, which is not the case if supermodular terms are
just truncated. The final solutions show a comparable energy to results obtained with
5
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QPBO-I, while being an order of magnitude faster. Instead of LSA-AUX a similar
performance can be also obtained by using QPBO without improve moves, where the
former method delivers a moderate (10 − 15%) speed-up.

6.5.3

Qualitative examples

We begin with an illustration of several difficult examples from the KITTI benchmark
(Fig. 6.21) recovered by our three-frame method (VC-3F+). The most interesting example is shown at the top (#74). In the presence of severe lens flares in both cameras,
many optical and scene flow methods fail hopelessly to recover the motion in this
scene. While the appearance of the artifacts is rather consistent in consecutive views,
their location is not. This allows our approach to recover the scene flow reasonably
well. Notably only 8.1% of the flow vectors of all pixels and 5.7% in the visible areas
are outside the standard 3-pixel error threshold of KITTI. It is important to note
that the robust handling of these artifacts is achieved only through view- and multiframe consistency. Also depicted is a scene (#11) with low image contrast in shadow
regions. Scene #123 is interesting because of similar problems with lens flare as for
#74, here, however, challenging the reconstruction of the geometry as their location
is consistent across frames. Finally #116 has fine structures in the image (e.g., the
traffic sign), several areas with occlusions, and a car moving independently, albeit
without ground truth.
Fig. 6.22 illustrates results for different outdoor scenes from Meister et al. (2012). We
display the input images on the left. Our scene flow estimates (VC-3F+) are shown
as disparities (center) and reprojected optical flow in the usual color coding. These
examples show that our model is capable of handling independent object motion under
unfavorable conditions. Even though the motion displacements in the image plane are
rather small, the scenes contain many scenarios that are hard for conventional flow
and stereo algorithms. The scenes ‘car truck’ and ‘crossing’ have saturated highlights
and reflections, as well as a rather complex occlusion pattern. The scene ‘car truck’
also exhibits cast shadows dancing on the truck and the street. More challenging is
‘sun flares’, where the sun causes lens flares and ‘flying snow’, which as the name
suggests contains heavy snow fall and a wet and reflecting street. The scene from
Fig. 6.2 shows the wiper occluding the view and is, therefore, very difficult to recover
for conventional approaches that parameterize the scene in a single camera only.
The most complex scene is ‘night snow’, in which the aperture of the cameras is wide
open and the image has only a shallow depth of field. Moreover, the windshield is wet,
causing the headlights of approaching cars to flare. We can only give a qualitative
evaluation here, as no ground truth for these scenes is available. Apart from the last
scene, which has an incorrect depth in the sky region, our estimates appear quite
appropriate.
6.5.3.1

Typical failure cases

Fig. 6.23 displays some typical failure cases of our method. For example, it is challenged by over-saturated areas, especially if these are located close to the boundary
of the images or in occlusion regions. Recall that we replace the data term with a
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Figure 6.21 Examples from the KITTI training set. Input images (top left) and recovered
scene flow (top right), color coded as disparity (from white – near to blue – far) and motion
vectors, reprojected into the image plane. Arrow lengths are depicted with a log-scale. Colors
encode the length of the actual 2D displacement (blue – small to red – large). Color coded
endpoint error for disparity (bottom left) and flow (bottom right).
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Figure 6.22 Challenging examples from Meister et al. (2012): Input frames of our method
(left). Recovered scene flow, reprojected to disparity (center) and 2D flow field (right).
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Figure 6.23 Typical failure cases: Top: Example from the KITTI training set. Oversaturated area moving out of viewing frustum at the wall on the left. Bottom: Example
from Meister et al. (2012) showing a sun flare with a consistent motion pattern.

fixed penalty (θocc or θoob ), if a pixel lacks a correspondence in other images. Now
assume that a proposal exists that maps this over-saturated image region to a similarly over-saturated, but incorrect one in the other images. The data penalty in this
case is close to zero, which compared to the energy of the true solution in our model
(θoob ) is decidedly lower. By demanding view-consistency, this incorrect solution will
still incur penalties for the incorrect regions, since the geometry and/or motion is not
consistent. However, as the penalties are accumulated per pixel, whether the correct
correspondence can be recovered depends on the size of the respective regions in the
images.
As already mentioned, a second challenge are imaging artifacts, e.g. sun flares
(Fig. 6.23, bottom), that appear consistently in all the views. In the example the
sun flare even leads to over-saturation, such that the low data energy may overrule
the consistency penalty.

6.5.4

Quantitative summary and timings

A direct comparison between the view-consistent and single reference-view models is
given in Table 6.5. Note that these differ from the published results in (Vogel et al.,
2013b, 2014) due to a change in the KITTI ground truth, slightly different parameter
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sets, and extensions such as the local replacement strategy. The first row gives results
for the 2D algorithms used to derive the proposals (2D Algorithms). Otherwise, we
use the usual notation: PWRS for our basic reference-view model, PWRS+R for a
version with local replacements, and PWRS+R+E to denote the usage of additional
ego-motion proposals. For the view-consistent version (VC ) we use PWRS+R+E to
prune the proposals and distinguish between the two, three and four-frame versions,
with (+) and without proposals from all frames. In general, the numbers improve
from top to bottom. Already our basic version achieves a significant reduction in
all error measures compared to the state-of-the-art 2D proposals. Both strategies
to generate additional proposals show their benefit, especially for flow. The viewconsistent model leads to a visible reduction of the error in all measures already for
the two-frame case. Moving to three frames further improves the results, especially
for occluded areas, but considering four frames only yields marginal improvements.
Notably, all but two numbers are at least halved when comparing our best result with
the initial 2D solution.
Table 6.6 illustrates the time spent on the different parts of the algorithm. We distinguish between running the 2D flow and stereo algorithms (Init), the proposal fitting
procedure (Fit), and further time the inference at segment (Seg) and at pixel level
(Pix). We also show the time needed for generating additional proposals (R and
E), and one hierarchical refinement step (Ref ). We compare numbers when starting
with 1850 and 1150 segments. In both cases, our model with a single reference view
(PWRS ) needs less time for the optimization and both additional proposal generation
strategies than for computing the initial optical flow and disparity maps. For the viewconsistent case, we exploit the reduction in the number of proposals by first running
PWRS+R+E at the segment level. With a low number of segments, our basic version
(PWRS ) needs only 20s to deliver a result. However, running the 2D proposal algorithms already takes significantly more time. Our most advanced three-frame method
needs ≈ 3 minutes including proposals.

6.5.5

Comparison with the state-of-the-art

Table 6.7 shows a comparison of our piecewise rigid scene model with the state-ofthe-art on the KITTI test set. At the time of writing, the benchmark has over 50
submissions in both categories. Our scene flow methods rank among the top performers in the benchmark. Note that several top-ranked methods assume epipolar motion
as a hard constraint (Setting ms). In contrast, our method can handle scenes with independently moving objects (c.f . Fig. 6.22), which are uncommon in the benchmark.
Considering only methods applicable to general scenes, i.e. with independent object
motion, the distance to the next best competitor is rather large, which demonstrates
that scene flow from our piecewise rigid scene model, has a clear advantage over single
camera methods for motion estimation under challenging conditions.
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Table 6.5 Results on the KITTI training set: Average KITTI metric (% of flow vectors / disparities above 2, 3, 4, 5 pixels of endpoint
error) and average endpoint error [px] with (All) and without (Noc) counting occluded regions.
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Table 6.6 Timings on KITTI images (0.5MPixels), measured on a dual Intel Core i7
computer and two proposals per segment, for two different numbers of initial segments.
# Segments
1850
1150

6.6

Proposals

PWRS

VC-SF-2F

VC-SF-3F

Init Fit

Seg R E Pix

Seg Seg-Ref Pix

Seg Seg-Ref Pix

60s
60s

19s 8s 9s 15s
10s 8s 5s 10s

23s
17s

46s
32s

16s
16s

9s
6s

18s
14s

12s
8s

30s
23s

Discussion

In this chapter we introduced a scene flow approach that models dynamic scenes as
a collection of piecewise planar, local regions, moving rigidly over time. It allows to
densely recover geometry, 3D motion, and an over-segmentation of the scene into moving planes, leading to accurate geometry and motion boundaries. Employing unified
reasoning over geometry, motion, segmentation and occlusions within the observed
scene, our method achieves leading performance in a popular benchmark, surpassing
dedicated state-of-the-art stereo and optical flow techniques at their respective task.
We extend our basic reference-view technique to leverage information from multiple
consecutive frames of a stereo video. Our view-consistent approach exploits consistency over time and viewpoints, thereby significantly improving 3D scene flow estimation. In particular, our model shows remarkable robustness to missing evidence,
outliers, and occlusions, and can recover motion and geometry even under unfavorable
imaging conditions, where many methods fail.
One major limitation of the proposed method lies in its – literally speaking – rigid
modus operandi present in many of its individual steps. Although this limited flexibility is one reason for the robustness in many application scenarios, these assumptions
can be harmful in general conditions, for example in scenes with highly non-rigid
motion or strong acceleration.
The final chapter of this thesis will analyze these limitations further, give a comparison
between the developed methods and look at possible extensions for this work.

135

CHAPTER 6: PIECEWISE RIGID 3D SCENE FLOW

All

2.83
3.05
3.40
3.92
4.02
4.04
4.36
4.86
4.97
5.02

Noc

0.9
0.8
1.0
1.0
1.0
1.1
1.1
1.2
1.6
1.6

All

0.8
0.8
0.8
0.9
0.9
0.9
0.9
1.0
1.3
1.0

Noc

KITTI metric
(% > 3 px)

Stereo evaluation
Setting

sf ms
sf mv

sf
sf

3.64
3.31
4.72
5.11
4.87
5.37
5.22
5.94
6.18
6.88

EPE [px]

sf mv
sf ms
sf
ms
sf
ms

Setting

All

2.72
2.82
3.57
3.64
3.76
3.91
5.93
6.20
6.52
7.11

Noc

1.3
1.3
1.6
2.2
2.8
2.7
3.8
4.5
2.8
5.5

All

0.8
0.8
0.9
0.9
1.2
0.9
1.6
1.5
1.5
1.9

Noc

EPE [px]

4.84
5.61
7.07
8.28
7.39
10.56
11.96
15.15
11.03
14.57

KITTI metric
(% > 3 px)

Optical flow evaluation

VC-3F+
(Yamaguchi et al., 2014)
PRSF+R+E
(Yamaguchi et al., 2013)
PRSF+R
(Yamaguchi et al., 2013)
(Ranftl et al., 2014)
(Braux-Zin et al., 2013)
(Demetz et al., 2014)
(Vogel et al., 2013a)

Method

Table 6.7 Comparison with the state-of-the-art on the KITTI test set as of 1st September 2014. Our methods are denoted as PRSF+R
(reference view, 2D proposals, local replacement), PRSF+R+E (with ego-motion proposals), and VC-3F+ (view consistent, 3 frames, using
PRSF+R to reduce the proposal set). The settings column marks scene flow (sf), multi-frame (mv), and motion stereo (ms) methods.

Method

(Yamaguchi et al., 2014)
VC-3F+
(Yamaguchi et al., 2013)
(Yamaguchi et al., 2013)
PRSF+R+E
(Yamaguchi et al., 2012)
PRSF+R
(Einecke and Eggert, 2014)
(Spangenberg et al., 2013)
(Ranftl et al., 2013)
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”Exactly!” said Deep Thought. ”So once
you do know what the question actually is,
you’ll know what the answer means.”
Douglas Adams, The Hitchhiker’s Guide
to the Galaxy
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3D Scene flow provides dense geometry and motion estimates from image data. This
dissertation is focused on stereo camera systems, which offer a high mobility and
are well suited for applications in outdoor environments. One prominent example are
driving assistance applications for which passive stereo systems are state-of-the-art
and successfully employed by the industry. The goal of this thesis was to improve the
3D accuracy and most importantly the robustness of scene flow estimation, to work
even under challenging imaging conditions.
We begin this concluding discussion with a brief summary of our contributions. Following that, we will compare the regularization of 2D and 3D entities. The subsequent
section tries to analyze the behavior of our rigidity assumption in case of highly nonrigid motions and geometry. To that end, we conduct an experiment on the flag
dataset introduced in Sec. 3.4. We conclude this chapter and the thesis with a discussion of the limitations and an outlook.
137

CHAPTER 7: CONCLUSIONS

7.1
7.1.1

Contributions
Evaluation of data costs

In Chapter 4 we conducted a systematic evaluation and comparison of different data
terms, including several prominent per-pixel and patch-based data costs. To that end,
we embeded the evaluation in a state-of-the-art testbed, using a consistent framework
to isolate the influence of the data cost. Motivated by the need for robustness in
realistic outdoor settings we selected the KITTI dataset (Geiger et al., 2012) as basis
for the evaluation.
As a second contribution we proposed the CSAD data cost. CSAD was proven to be
a good compromise of robustness and sub-pixel accuracy and hence is well suited for
accurate flow localization. We further developed an efficient optimization procedure
for the non-continuous TCENSUS transform. The algorithm can be applied to any
data cost that can be expressed as a cumulative sum of constant or linear functions.
In the course of the evaluation, we achieved some of the most accurate results reported
on the KITTI dataset at the time of writing.

7.1.2

Locally rigid scene flow model

Compared to 2D optical flow, one unique property of scene flow algorithms is the ability to deliver 3D motion estimates. For various applications (c.f . Sec. 1.2) exactly this
feature may be particularly important to successfully interact with the environment
or predict its future state. Consequently, we focused the accuracy of the 3D motion
estimates and investigate the influence of the regularization scheme in Chapter 5. We
analyzed the situation for small baseline stereo camera systems and concluded that
prominent, agnostic smoothness priors are systematically biased in this setting. As
a result of this investigation, we derived a novel scene flow prior that exploits that
most scenes of interest consist of rigidly moving parts. We proposed to locally project
the 3D flow vectors into the rigid motion subspace and penalize the residual over a
smaller surface patch. Because of this ”soft” penalization, the solution prefers locally
rigid motion, but is it not limited to perfectly rigid scenarios only.
Extensive experiments confirmed that this advanced, non-local regularization through
rigidity allows for increased accuracy of the 3D motion in particular and accurate scene
flow estimates in general.

7.1.3

Piecewise rigid scene flow model

Motivated by the success of our locally rigid approach we went one step further and
developed a piecewise rigid scene model, in which the scene is described by planar
and rigidly moving regions. Our model jointly recovers geometry, motion and an
(over-)segmentation of the scene, a property that leads to accurate geometry and
motion boundaries. We formulated an energy formulation, including regularization
between adjacent regions and explicit occlusion handling, as well as a suitable discrete
inference scheme. Our representation implies a considerable reduction in the number
of unknowns leading to a state space that can be efficiently searched. The piecewise
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rigid representation allowed us to achieve one main aim of this thesis, namely to
leverage the redundant information from the additional views, and thereby gain a
practical advantage over its 2D counterparts.

7.1.4

View consistent scene flow model

Finally, we lifted our piecewise rigid model to a view-consistent representation in
which we no longer arbitrarily declare one of the cameras as a reference image that
holds the parameterization of the scene. Instead, all views are treated equally, and
possess an independent scene representation, which is, however, encouraged to be
consistent across all views. View consistency allows for more efficient occlusion handling and stabilizes estimation in the presence of imaging outliers. In this case, the
approach benefits from our piecewise planar representation. Compared to pixel-based
representations, such a parsimonious model enables us to incorporate various consistency checks into the energy, while keeping the computational complexity manageable. Furthermore, our scene space parameterization enables us to extend the model to
multiple frames in a temporal sliding window. This treatment results in a temporally
consistent piecewise-planar segmentation of the scene favoring constant 3D velocity
over time. Our model showed encouraging resistance against occlusions and robustness against adverse imaging conditions, which we verified on the KITTI benchmark.
To date1 , the proposed method is among the leaders for stereo and the top performing
method in the optical flow benchmark.

7.2

2D vs. 3D Regularization

Over the course of this thesis we have defined and compared different regularization
schemes. The regularizer in Chapter 6 evaluated the smoothness cost in 3D but can
also be defined for 2D entities. Our motion model from Chapter 5 performed the
regularization directly on the 3D parameters and achieves high 3D accuracy.
Compared to a more agnostic 2D smoothness prior, regularization based on distances
in 3D, treats image areas differently in dependence on their respective depth. Here,
the data constraints are less regularized in areas close to the camera, thus the displacements can be more noisy when projected into the image domain. Conversely,
the regularization of areas in the far field is much stronger than for a 2D prior. This
again can be problematic. The regularization will always pull far objects closer to the
camera, as long as the data constraints are not strong enough.
In our variational framework of Chapter 5, the proposed 3D parameterization further
leads to a stronger coupling between depth and motion variables than a 2D parameterization, e.g. the scale of the motion is directly coupled to the depth at a pixel. In
the 2D case this coupling is only present in the change of the disparity over time.
It should be further noted that our 3D smoothness cost implies that the regularization
weights are not invariant to to the external and internal calibration of the cameras.
As a simple example recall the ortho-parallel camera setup from Sec. 3.1.3. Here, the
1

February, 2015.
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disparity is reciprocal to the depth, with a factor determined by the product of focal
length and baseline. Increasing the baseline by a factor will change the ground truth
solution for the 3D entities by the same amount. A multiplication of baseline and
focal length by factors s and 1/s respectively, will leave the depth of the 3D ground
truth solution unchanged, but influence the 3D motion in directions perpendicular to
the image plane by s.
Nevertheless, as listed in Sec. 1.3.2, strong arguments for 3D regularization exist. We
recommend to chose the regularization space to depend on the application, hence
w.r.t. to a well chosen error metric. If subsequent processing steps require high precision in the 3D motion parameters, e.g. to predict collisions, 3D regularization will
achieve better results. If the evaluation is performed in the image plane, e.g. for the
generation of new viewpoints for 3D-TV, 2D regularization should be preferred (c.f .
Sec. 6.5). Following the arguments above, however, regularization in 3D needs special
care.

7.3

Non-Rigid Motion

In both of our 3D scene flow models we constrained the 3D flow to prefer locally
or piecewise rigid motions. In our first model we locally measured the residual after
a projection into a rigid motion subspace. The second model is a lot stricter and
implicitly segmented the input images into planar and rigidly moving regions. While
we experimentally proved the benefits of this approach on several datasets, we point
out the implications on general, highly non-rigid scenes. In this case, we cannot expect
our models to deliver unbiased estimates.
To quantify the extent of this limitation we introduced the flag dataset (c.f .
Sec. 3.4.2). In Table 7.1 we summarize our results on the dataset giving numbers
for end point error and the percentage of pixels deviating more than 2 units from the
ground truth. Numbers are computed over the whole image region. Results counting
unoccluded regions only are almost identical. Our optical flow algorithm (2D) from
Chapter 4 is, as expected, capable of reconstructing the motion quite well. The reconstruction fails completely in occluded regions, which explains the poor numbers
for three of the examples.
In spite of the non-rigidity in the sequences, both scene flow methods outperform
the unconstrained 2D flow. However, in contrast to both (2D and 3D) variational
algorithms, which model a single, independent flow vector per pixel, our two-frame,
view-consistent model VC-2f from Chapter 6 shows discretization artifacts, best seen
in Fig. 7.1 (middle row, right). The major problem here appears not to be the rigidity assumption, but rather the limited proposal set, resulting in a relatively coarse
segmentation. The approach excels, however, for scenes with larger occlusions (Table
7.1, columns 3,5 and 6). We also report results for our fitting procedure, applied on
the ground truth solution (GT-Fit) and feed the fit as proposals to our piecewise rigid
model (VC-2f-GT ). Evidently the fitting is far from perfect; we assume that this is
mainly caused by the rough initial grid segmentation. This claim is supported from
the fact that the ground truth fit is outperformed by VC-2f-GT in three of the cases.
Comparing VC-2f-GT to VC-2f for the first two examples, we can observe that the
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Figure 7.1 Example results of two scenes from the Flag dataset (Fig. 3.8) with strong
non-rigid deformations. Top: Active data-term of VC-2D (Eq. 6.21) comparing images of the
left camera at both time-steps (left t0 , right t1 ). Colors denote normal photo-consistency
(yellow), out of bounds (red), occluded (green), moving plane violation (dark blue) and
implausible (light blue) cases. Middle row left: Final segmentation, note how the segmentation adapts to geometry and motion of the ”flag”. Middle row right: Reconstructed 2D flow
(VC-2f from Table 7.1). Bottom: Reconstructed 2D flow (Loc-Rig from Table 7.1), shown
in the usual optical flow color code.
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Table 7.1 Results on the highly non-rigid Flag dataset (c.f . Fig. 3.8) given as average
endpoint error [px] for flow vectors (f) and disparities (s). Numbers are computed over the
whole image area. The images show the ground truth solution of the disparities (in the usual
color-coding) and 2D flow vectors.
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numbers are close. In these two examples the rigidity assumption is violated most
heavily. Fig. 7.1, (top row) shows that a large part of the flag motion leads to ”moving plane violations” (c.f . Sec. 6.4.2), induced by a change of local area, caused by
the non-rigid deformations. These patterns are visible for all sequences and underline
the limitation of a finite and fixed proposal set. Nevertheless, the segmentation nicely
adapts to the geometry and motion of the ”flag” in the foreground (middle row, left).
We can, furthermore, see that for one sequence (fifth entry in the table) the poor
performance of the 2D flow algorithm cannot be compensated easily. Here, certain
motion patterns might be missing in the proposal set.
The variational scene flow method Loc-Rig performs roughly on par with VC-2f.
Again, computing an individual flow vector per pixel allows to be more accurate
on the first two examples than the strictly rigid model. The method loses ground
on the view consistent model because of inaccuracies in scenes with a large number
of occluded pixels (third, fifth and last scene) and is less accurate at motion and
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geometry boundaries. Even for the first2 example scene Fig. 7.1 (bottom left), where
the model performs well, this bias is visible. The black, downwards moving part of
the flag is extended into a region which is not visible in the images at the next timestep. However, local rigidity performs well in these highly non-rigid scenes. Here,
the only locally enforced rigidity prior does not induce a bias in the results (c.f .
Fig. 7.1 middle right and bottom right). The reconstruction of both examples in the
bottom row of Fig. 7.1 do not show artifacts, but smooth transitions. Errors are
mainly due to occlusions and over-smoothing at motion boundaries. To summarize,
on this dataset Loc-Rig clearly allows for smooth transitions, whereas VC-2f delivers
sharp boundaries and benefits from including occlusions reasoning3 into the energy
formulation.

7.4

Limitations

The evaluation in the last section already gave hints at potential limitations of our
models. In this section we are going to list several shortcomings and weaknesses of
the presented methods in a systematic way.
Processing speed
One practical limitation of most scene flow algorithms is the increased running time
compared to their single view counterparts, Wedel et al. (2011) and Rabe et al. (2010)
being notable exceptions. For many applications, however, real-time performance is
critical. Reasons for the reduced efficiency are the need to evaluate data constraints
of additional views – our analysis in Sec. 5.2.2 revealed that for a stereo rig at least
three view pairs have to be considered. But also the increased state space (c.f . Sec.
1.3.1) poses an obstacle that needs to be overcome in an efficient implementation.
Finally, in order to develop the potential of 3D scene flow, more demanding models
are needed, which in turn leads to more complex optimization problems and further
affects the running time. The computational burden is especially high for our locally
rigid, variational model of Chapter 5, but is also a concern for the piecewise rigid
model of Chapter 6.
Hand-crafted data terms
In the evaluation in Chapter 4 the Census transform and its variants were identified
as a reliable data cost even under adverse imaging conditions. Census was developed
to respond to image gradients and match these structures robustly across images,
independent of changes in intensity and contrast, which keep the relative order of the
gray values.
Recently, with the availability of a sufficiently large amount of training data, statistically learned data costs (e.g. Demetz et al. (2014); Zbontar and LeCun (2014)) have
2

First row in Table 7.1.
In contrast to detecting occlusions and disabling the data term in occluded regions as done, for
instance, in the model of Chapter 5.
3
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emerged as a competition for hand-designed data terms that we have investigated.
In contrast to traditional data terms, learned data costs have the potential to adapt
to the problem at hand, e.g. learn camera-specific properties, typical illumination
patterns, etc.
Non-rigid scenes
In Sec. 7.3 we tested the behavior of both scene flow models in the presence of nonrigid motion. Although the overall performance was superior, our piecewise rigid scene
model showed some bias for highly non-rigid scenes. We argue that the restrictions are
not primarily caused by the motion model, but rather the effect of an undersampling
of the space of rigid motions. The variational model ”generates” a much larger sample
from the space of rigid motions 4 , and also does not enforce the rigidity assumption
as strictly.
According to the evaluation, ”softly” penalizing locally non-rigid motion appears to
not constrain admissible scenes too much. However, in case of a known motion model,
we strongly believe a specifically designed prior, adjusted to the situation will always
be superior to any general purpose regularizer.
Finite proposal set
Following the argumentation above, one weakness of our piecewise rigid model is the
need to rely on a fixed and predetermined proposal set. This does not only concern
non-rigid scenes. In general, the proposal generation is mainly treated as a preprocessing step. The only exception is the local replacement strategy, which combines
different proposals. This predominantly static treatment, together with the rather
high dimension (9 unknowns per proposal) risks to miss the true motions completely,
and neglects information generated during the inference procedure, e.g. visibility, occlusions, etc.
Long-term consistency
In this thesis we successfully utilizes the information from multiple frames for scene
flow estimation. In our formulation we suggested to only consider frames in the immediate neighborhood of the current time step in order to exploit the smoothness in
the temporal domain. However, despite the inclusion of adjacent video frames, the
current model neglects any long-term continuity. In fact, solutions of subsequent time
steps are not forced to be consistent. It would be interesting to exploit long-term
motion constraints that could in turn benefit from our 3D parameterization.
Constant velocity assumption
Currently, our model falls back to a rather simplistic constant velocity assumption
in order to exploit the video information. While this has proved to be of value for
street scenes, the assumption will be challenged by general sequences, comparable
4
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to the strict assumption of rigidity. A solution for this could be to either work with
higher-order motion models like acceleration or to allow for some slack in the model,
similar to the local rigidity prior of Chapter 5.

7.5

Outlook

In this section we provide possible solutions to several of the previously identified
limitations. In addition we also discuss general directions for future research and
applications.

An improved data term
Recent novel ideas for advanced data costs deviate significantly from the standard
patch-based costs evaluated in Chapter 4. Demetz et al. (2014) jointly estimate the
optical flow together with illumination changes. To that end, illumination effects
are modeled with several basis functions, which are learned from training data of
the camera in question. Demanding smoothness in the basis coefficients during flow
estimation, their pixel-based data cost achieves results on par with the evaluated
patch-based data terms. Similarly, Zbontar and LeCun (2014) propose a learning
approach and train a fully connected deep convolutional neural network. Given two
9 × 9 gray image patches as input, their 8 layer architecture can be treated as a black
box that returns a matching cost. Although only evaluated for stereo estimation,
the results look very promising and the proposed data cost appears clearly superior
compared to the data terms evaluated in this chapter, but also quite costly to compute.
We conclude that conventional, general purpose data costs might at least in some
applications be replaced by learning-based methods in the future. The availability of
databases with ground truth has stimulated researchers to revisit the data term and
has already led to first successes. Machine learning techniques can in principle lead
to more robust and expressive data cost functions. Apart from accuracy, in practice
the computational complexity will also have to be taken into account.
One step further would be to apply a structured learning approach and devise also
pairwise or even higher-order interactions by machine learning. Sun et al. (2008)
already proposed to train a model for both the data term and the regularization in
optical flow estimation.

Locally rigid model
The main focus of the model presented in Chapter 5 was improved 3D accuracy. As
a consequence of our advanced regularization scheme, we fell back to a rather conservative optimization scheme. The construction of an efficient optimization framework
for the task remains unexplored in this work. A candidate to deliver high efficiency
is the algorithm employed in Chapter 4, yet the energy formulation would have to be
rephrased. To construct a convex objective would involve replacing the Lorentzian (ψ
in in Chapter 5) with the L1 -norm. First experiments show that this deteriorates 3D
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accuracy, but not very significantly. We already discussed that data term and smoothness cost are not well balanced (c.f . Sec. 7.2) in the optimization process, such that
optimal step sizes are significantly different for each pixel. Whether preconditioning
could be a solution remains an open question. For highest efficiency, it might even
be necessary to resort to falling back to 2D regularization. Because of the regularization of larger, overlapping regions, the current framework shares similarities with
non-local total variation frameworks (e.g. Ranftl et al., 2014). To adapt the optimization process in the spirit of these methods would be interesting, especially w.r.t. to
runtime. In particular, preliminary experiments suggest that the current framework
is slowed down by the joint update of rigid motions and the 3D flow field. While this
treatment is conceptually elegant, a significant speed-up could be generated by sacrificing this property in favor of delayed rigid motion updates. With the introduction of
explicit auxiliary variables, the rigid motions and per-pixel depth and motion could
be updated in turns.

Piecewise rigid model
The piecewise rigid model achieves good performance especially under general lighting
conditions, yet there are many ways and ideas to improve its performance. Some of
them are quite concrete and directly applicable, while others might require more work.
Processing speed
The method is already quite efficient (c.f . Sec. 6.5.4), but several bottlenecks exist.
At first the data term evaluation at the segment level takes a significant percentage
(≈ 90%) of the running time. Here, prefiltering of the generated proposal set could
help to reject proposals already at an early stage. A very simple technique is to start
the algorithm with a small expansion area, in order to prune away proposals that
cannot establish themselves locally and then continue with the remaining proposals
only. The hierarchical refinement strategy (c.f . Sec. 6.4.4.1) is also a candidate to
accelerate the current pipeline.
The current scheme is further slowed down by the generation of the proposals. Future
research could develop strategies to create proposals from spatially adjacent point
matches to avoid the computation of dense optical flow fields. Similar sparse flow
techniques already deliver real-time results on the CPU (Stein, 2004; Tomasi and
Kanade, 1991).
An additional speed-up of the method could be achieved by changing the optimization methods. For the per-pixel refinement, an interesting strategy was proposed Yamaguchi et al. (2014). Here, the energy optimization problem is treated as k-means
clustering. The cluster centers are given by the moving planes stored at segment-level,
while the pixels are to be distributed among nearby clusters. Yamaguchi et al. (2014)
observed that, given such a segmentation or clustering, boundary pixels should be
updated first. Naturally the distribution of pixels to clusters is steered by the energy.
To that end, a priority queue can be used, to keep track of the energy state of all pixels
at segment boundaries. The pixel with the largest gain in energy is redistributed and
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affected pixels are updated. The energy can only decrease and the process is bound
to converge after a finite amount of steps.
Finally, it appears wasteful to recompute the full reconstruction for each frame of the
video, without using the segmentation of the previous solution.
Non-rigid scenes
We have identified two main reasons for the bias in our piecewise rigid model: (i)
the limited, static sample from the space of rigid motions and (ii) the hard-wired
rigidity and planarity condition. Nevertheless, the model still outperformed our optical flow and our locally rigid scene flow models, which do not exhibit this bias. Our
analysis further showed that both approaches would complement each other nicely
and we believe that merging both models might be beneficial. More specifically, such
a framework could include a per-pixel displacement function, and update displacements and moving plane parameters in turn, with mutual influence on each other.
To measure the distance to the moving plane would involve the definition of a linear
operator with the underlying homography as its kernel (c.f . Haene et al., 2012). This
procedure would also extend the dynamic proposal set.
A more high-level view upon such a model could be seen as a re-interpretation of the
skin and bones model of Ju et al. (1996). In the line of this work, the bones would
consist of the planar and rigidly moving planes, while the skin would be a second,
locally more flexible layer superimposed on top.
Extended and dynamic proposal set
In order to relax limitations caused by the restricted set of proposals, moving plane
parameters can also be refined without explicitly modeling per-pixel displacements.
In this case, the parameters could be recomputed after the hierarchical refinement5
or after the update of the pixel-to-segment map.
Here, the method of Lucas and Kanade (1981) could take advantage of the implicitly
computed segmentation. A similar idea was already evaluated by Pinggera et al.
(2014), who report improvements for fast-moving objects at a large distance from the
camera system.
Relaxed temporal smoothness constraints
For some applications the constant velocity assumption appears too strict, and a more
flexible formulation might be more suitable. A simplistic solution could be to introduce
variables for both forward and backward motion. Moving planes from different time
steps can then be compared very easily per segment or pixel. However, the additional
variables will lead to an increase of the computation time.
A better approach could therefore consider to fix the solution of the earliest frame,
taken from the previous solution, and only softly penalize consistency violations. This
procedure would also reduce the run-time of the algorithm.
5

The initial refinement could also be executed at different hierarchical levels.
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For the evaluation of these ideas, a dataset must contain more complicated motion
patterns. Sintel (Butler et al., 2012) appears to be a good choice, however, it became
only available for stereo after the writing of this work, but could provide valuable
information for future research.
Long-term proposals
At the moment the solution of the previous time step is only used in our piecewise
rigid model in order to derive additional proposals. The long-term consistency of
the reconstruction is never considered. Comparing the current solution with the past
could include geometric plausibility and verification steps, with the aim to remove
strong outliers, e.g. Fig. 6.23.
Similar to particle tracking (Hadfield and Bowden, 2014), an active set of proposals
could be kept over time. These active proposals are expected to be visible at the
current time step, e.g. assuming linear or higher order motion models. The current
solution could then be verified against this active set, allowing deviations under certain conditions, including occlusions, planes entering from the boundary of the view
frustum, etc. The update of the active set would further involve aspects like visibility
and redundancy.

Towards scene understanding
A promising route may be to include object-level semantic image understanding into
the segmentation scheme, with associated class-specific motion and geometry models.
In the past, similar ideas have been applied for single-view depth reconstruction, e.g.
Ladicky et al. (2010). Lacking correspondence information from a second view, these
models are usually desperate for any source of information. More recently, joint estimation of object class and geometry were proposed by Häne et al. (2013) and Kundu
et al. (2014). However, these techniques require many views and assume a static environment. In our current scene flow model the reasoning about scene properties could
thus be coupled with temporal integration and consistency considerations. However,
it remains unclear whether the addition of semantic scene understanding could significantly change the performance for dynamic scenes with independent object motion.

The future of scene flow
As we have discussed, there are many possible ways in which the proposed 3D scene
flow approaches can be extended and improved. In comparison to stereo and optical
flow, however, scene flow still appears to be in its infancy. Scene flow can, in principle,
also benefit from many ideas of these fields. However, as we have shown in this thesis,
characteristic features of scene flow can be leveraged to achieve better performance.
With the current rate of progress, we can expect advances in this area in the near
future, both in research and in real-world applications. One particularly interesting impulse has been created with the introduction of novel hardware devices. This
includes, as already mentioned (c.f . Sec. 2.4), low-cost active depth sensors like the
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Microsoft Kinect or time-of-flight cameras, but also mobile devices with high performance mobile GPUs. Such hardware, for instance, the recently released the NVIDIA
Tegra series, has the potential to reach interactive frame rates on mobile devices.
This may spawn novel applications for real-time scene flow methods. Here, augmented
reality appears to be one of the hot topics of the future, which draws the attention of
many large companies.
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A

Higher-order Reductions for Occlusion
Handling with a Reference View

We here describe how to convert the occlusion-sensitive data term from Eq. (6.17) into
a quadratic pseudo-Boolean function. Note that the only interesting case is |Op0 | ≥ 2,
that is there are two or more possibly occluding pixels. Otherwise, the problem is
already in quadratic form (|Op0 | = 1), or there is no occluding pixel and only the
(unary) data term is required (|Op0 | = 0).
Recall that Eq. (6.17) is defined as part of a single α-expansion step, i.e. a pixel can
only be assigned two possible labels (α or its previous label). For simplicity we restrict
the analysis to the case i = 0. We thus consider the term
û0p [xp = 0]

Y

[xq 6= j].

(A.1)

0
(q,j)∈Op

The reduction for i = 1 is analogous.
First, let us consider the special case in which there is a pixel q that occludes pixel p
in both possible assignments of xq , that is (q, 0) ∈ Op0 and (q, 1) ∈ Op0 . In that case
the pixel p is always occluded and Eq. (A.1) vanishes. For the remaining cases, we
distinguish between û0p < 0 and û0p > 0.
Case û0p < 0: We can substitute the whole term with the help of at most one nonsubmodular term with weight û0p . No non-submodular term is introduced if all Boolean
variables in the term are inverted, i.e. j ≡ 1. In that case Eq. (A.1) becomes
û0p (1 − xp )

Y

(1 − xq ).

(A.2)

0
(q,1)∈Op

Introducing an additional variable z, the polynomial in Eq. (A.2) can be replaced by




min û0p 1 − z − (1 − z)xp −
z

X

(1 − z)xq 

0
(q,1)∈Op
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in quadratic form.
If xp = 0 and the other variables encode a constellation where p is not occluded, then
the expression becomes equal to û0p (by setting z = 0). Otherwise, the minimum is
attained at 0 (with z = 1).
In the case of there being a (q, 0) ∈ Op0 , we follow the scheme introduced by Rother
et al. (2009). With the introduction of two auxiliary variables z0 , z1 , we replace the
product in Eq. (A.1) by
min
−û0p (z0 z1 − z1 + (1 − z0 )xp ) − û0p
z ,z
0

1

X

z1 (1 − xq ) − û0p

0
(q,0)∈Op

X

(1 − z0 )xq .

0
(q,1)∈Op

(A.4)
is not submodular. Like in the previous case, if the variables
Here, the term
do not encode an occlusion, and if xp = 0, the minimum is û0p (setting z0 = 0 and
z1 = 1). Otherwise the minimum is 0 (setting z0 = 1 and z1 = 0).
Case û0p > 0: We approach this problem using a series of substitutions. Following Ali
et al. (2008) we replace a product of two variables in Eq. (A.1), xq1 xq2 , with a new
variable z, and add
−û0p z0 z1

min
û0p (xq1 xq2 − 2xq1 z − 2xq2 z + 3z),
z

(A.5)

such that after the substitution Eq. (A.1) becomes
û0p (xq1 xq2 − 2xq1 z − 2xq2 z + 3z) + û0p (1 − xp )z

Y

[xq 6= j].

0\
(q,j)∈Op
{(q1 ,0),(q2 ,0)}

(A.6)

Two inverted Boolean variables can be replaced in the same manner. Note that we
are not restricted to replacing only variables from Op0 , but can also substitute 1 − xp
itself.
The substitution introduces one non-submodular term with weight û0p . To arrive at
a quadratic polynomial one needs to replace all but two literals of the product as
described, leading to n − 1 or n − 2 non-submodular terms.
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B

Data Term - Locally Rigid Scene Flow
Here we derive the equations for the data term in Chapter 5. We first repeat the
respective definition (Eq. 5.5) of the data cost

ED (d, W) =

Z
Ω

D0f

+

N 
X

Dvf

+

s
D0,v

+

c
D0,v



dx.

(B.1)

v=1

For simplicity, we restrict this description to a stereo rig (N = 1). Recall that we
distinguished between flow constraints




Dvf = ρ Iv1 (p1v ), Iv0 (p0v ) ,

v = {0, 1},

(B.2)

stereo constraints








(B.3)









(B.4)

s
D0,1
= ρ I00 (p00 ), I10 (p01 ) + ρ I01 (p10 ), I11 (p11 ) ,

and “cross terms”
c
D0,1
= ρ I01 (p10 ), I10 (p01 ) + ρ I00 (p00 ), I11 (p11 ) .

According to our parameterization, the pixel position pij ≡ pij (d, W) in the images is
given as a function of the depth and 3D flow stored at the respective position p ≡ p00
in the reference frame.
We start with BCA (c.f . Eq. 4.14) and later show how to extend the equation system
for the CSAD data term (Eq. 4.18). To that end, we need to compute the first order
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Taylor expansion around an initial solution (d0 , W0 )
ρ (I(p(d, W)), I ∗ (p∗ (d, W))) =

q

(I(p(d, W)) − I ∗ (p∗ (d, W)))2 + 2 ≈

I(p(d0 , W0 )) − I ∗ (p∗ (d0 , W0 ))
ρ(I(p(d0 , W0 )), I ∗ (p∗ (d0 , W0 ))) + q
I(p(d0 , W0 )) − I ∗ (p∗ (d0 , W0 )) + 2
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x
∗
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 ∂px

 ∂wy



∂p∗x
∂wz
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∂p∗y
∂w∗x
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∂wy
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∂wz
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∗
∗ 0
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 ∇I (p (d , W ))











d − d0
wx − wx0
wx − wy0
wz − wz0




.


(B.5)
Here we used I and I ∗ as a wildcard for the respective images to compare.
In the stereo setup we need to compute the image position p(d, W) as a function of
depth and 3D motion for both cameras and time steps. Following the notation defined
in Sec. 3.1 and Sec. 5.2 the projection matrices are P0 = K (I 3×3 |0) for the reference
camera and P1 = (M |m) = K1 (R|t) for the second camera. Because the reference
camera is located at the origin (C0 = 0), the image position p01 in the second camera
can be written accordingly
p01

C0
1

=P1

!

d · K −1 p
0

+

!!

=e + d · M K −1 p
(p01 )x
(p01 )y

⇔

!

ex + d · Q1 p
ey + d · Q2 p

=

(B.6)
!

· (ez + d · Q3 p)−1 .

Here e = (ex , ey , ez )T denotes the epipole in the second camera, Q = M K −1 and Qi
denotes the respective row-vector of the matrix Q. The image positions of the other
views can be found in a similar manner. For the reference camera at time 1:
p10

C0
1

=P0

!

d · K −1 p + W
0

+

!!

=0 + d · p + KW
(p10 )x
(p10 )y

⇔

!

=

dpx + K1 W
dpy + K2 W

(B.7)

!

· (d + K3 W)−1 ,

again with the convention to denote the row i of the matrix K by Ki . For the second
camera at time 1 the position becomes
p11

=P1

C0
1

!

+

d · K −1 p + W
0

!!

=e + d · M K −1 p + M W
⇔
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(p11 )x
(p11 )y

!

=

ex + d · Q1 p + M1 W
ey + d · Q2 p + M2 W

(B.8)
!

· (ez + d · Q3 p + M3 W)−1 .
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x
, s ∈ {d, wx , wy , wz } which occur in Eq.
Finally we can compute the derivatives ∂p
∂s
B.5. We start with the second camera at time t = 0

∂
∂d

(p01 )x
(p01 )y

!

∂
∂Wk

(p01 )x
(p01 )y

!

=

(ez · Q1 − ex · Q3 )p
(ez · Q2 − ey · Q3 )p

!

1
(ez + d · Q3 p)2

= 0

(B.9a)
(B.9b)

Next, using Mi,j to denote the element in row i and column j in the matrix M , we
derive the derivatives in the reference image at time step t = 1

∂
∂d

(p10 )x
(p10 )y

!

∂
∂Wk

(p10 )x
(p10 )y

!

!

1
(d + K3 W)2

=

(K3 px − K1 )W
(K3 py − K2 )W

=

(K1,k K3 − K3,k K1 )W + d(K1,k − px K3,k )
(K2,k K3 − K3,k K2 )W + d(K2,k − py K3,k )

(B.10a)
!

1
(B.10b)
(d + K3 W)2

And finally the derivatives in the second image at time step t = 1 are

∂
∂d

(p11 )x
(p11 )y

!

=

(ez · Q1 − ex · Q3 )p + (Q1 pM3 − Q3 pM1 )W
(ez · Q2 − ey · Q3 )p + (Q2 pM3 − Q3 pM2 )W
1
·
(ez + d · Q3 p + M3 W)2

∂
∂Wk

(p11 )x
(p11 )y

!

!

(B.11a)

(M1,k M3 − M3,k M1 )W + d · (Q3 M1,k − Q1 M3,k )p + ez M1,k − ex M3,k
=
(M2,k M3 − R3,k M2 )W + d · (Q3 M2,k − Q2 M3,k )p + ez M2,k − ey M3,k
1
·
(ez + d · Q3 p + M3 W)2
(B.11b)

The Taylor expansion for the CSAD data term is very similar, however, involves not
only a single, but a pair of neighboring pixels p and q. We again expand around the
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initial solution (d0 , W0 )
ρ (I(p(d, W)), I ∗ (p∗ (d, W), I(q(d, W)), I ∗ (q∗ (d, W))) =
q

((I(p(d, W)) − I(q(d, W))) − (I ∗ (p∗ (d, W))) − I ∗ (q∗ (d, W)))2 + 2 ≈





ρ I(p(d0 , W0 )), I ∗ (p∗ (d0 , W0 ), I(q(d0 , W0 )), I ∗ (q∗ (d0 , W0 )) +
((I(p(d, W)) − I(q(d, W))) − (I ∗ (p∗ (d, W))) − I ∗ (q∗ (d, W))
q

((I(p(d, W)) − I(q(d, W))) − (I ∗ (p∗ (d, W))) − I ∗ (q∗ (d, W)))2 + 2
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