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Abstract
Today’s mobile information society has a steady demand for everincreasing data rates and better quality-of-service in wireless systems.
To meet this demand standards organizations involved with the wireless industry are increasingly relying on modern high-performance
channel codes such as low-density parity-check (LDPC) and turbo
codes. These forward error-correction codes achieve near-optimal performance and thus enable highly robust wireless information transfer.
Unfortunately, the excellent error-correction capabilities of LDPC
codes and turbo codes come at the expense of substantial computational complexity in mobile receivers as the decoding of these codes
is based on sophisticated iterative algorithms. In addition, practical
decoder implementations must usually support a wide range of operation modes in order to enable the wireless system to adapt to various
transmission environments. This combination of high computational
requirements and high flexibility demands renders the implementation
of LDPC and turbo decoders for wireless systems a considerable research challenge. During the last decade, significant progress has been
made in the development of low-complexity LDPC and turbo decoding
algorithms and the implementation of these algorithms in flexible
dedicated very-large-scale integration (VLSI) circuits. Nevertheless,
the implementation complexity of LDPC and turbo decoders remains
high. Typically, these decoders are found among the most area and
power intensive components in wireless baseband receivers and thus
significantly strain the tight cost and power budgets of mobile batterypowered devices.
Hence, the main part of this thesis is concerned with reducing
the high VLSI implementation costs associated with LDPC and turbo
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decoders. In particular, we provide concepts and solutions that enable
cost- and power-efficient dedicated VLSI implementations which are
in line with the high throughput and flexibility requirements of modern and next-generation wireless standards. To this end, we explore
novel decoder design approaches and consider careful optimization of
existing approaches on algorithm, architecture, and circuit level. Several reference decoder application-specific integrated circuit (ASIC)
implementations tailored to a selection of relevant wireless standards
are described, proving the applicability and efficacy of the proposed
techniques.
Channel decoders in mobile receivers are usually embedded in
a sophisticated channel decoding chain, which provides additional
functionality to increase the robustness of transmission. In modern
and future wireless systems, such channel decoding chains must be
tunable for a vast number of transmission modes and support advanced features such as the hybrid automatic repeat request (hybridARQ) protocol. These requirements have a significant impact on
overall receiver implementation complexity. Hence, in the second part
of this thesis, we assess the VLSI implementation challenges associated
with channel decoding chains for wireless systems. To this end, we
develop a dedicated channel decoding chain VLSI architecture focusing on a representative enhanced 3G cellular standard. The proposed
architecture has been implemented as part of a complete baseband
receiver ASIC with strong emphasis on area and power efficiency.
The corresponding implementation results provide reference for the
true VLSI implementation complexity of channel decoding in wireless
systems.

Zusammenfassung
Die heutige mobile Informationsgesellschaft stellt immer höhere Ansprüche an drahtlose Kommunikationssysteme in Bezug auf Datenrate
und Übertragungsqualität. Um diesen Ansprüchen gerecht zu werden,
setzen neuere drahtlose Übertragungsstandards vermehrt auf moderne
leistungsstarke Fehlerkorrekturcodes wie LDPC (low-density paritycheck)-Codes und Turbo-Codes. Diese zwei Arten von Kanalcodes bieten eine herausragende Fehlerkorrektur nahe der theoretischen Grenze
und ermöglichen so eine höchst robuste drahtlose digitale Informationsübertragung.
Leider ist die starke Fehlerkorrektur von LDPC- und Turbo-Codes
mit einem erheblichen Rechenaufwand auf Empfängerseite verbunden,
da die Decodierverfahren für diese Codes auf ressourcenintensiven
iterativen Algorithmen beruhen. Gleichzeitig müssen Implementierungen von LDPC- und Turbo-Decodern in der Praxis sehr flexibel
sein und eine breite Palette an verschiedenen Übertragungsmodi unterstützen. Diese Kombination von hohem Rechenaufwand und hohen
Flexibilitätsansprüchen stellt eine besondere Herausforderung für die
Forschung dar. In den letzten Jahren konnten wichtige Fortschritte
sowohl in der Entwicklung von Decodieralgorithmen mit reduzierter
Komplexität als auch in der Realisierung dieser Algorithmen als dedizierte hochintegrierte (VLSI) Schaltungen erzielt werden. Trotzdem
ist die Komplexität von heutigen LDPC- und Turbo-Decodern noch
immer sehr gross, und typischerweise zählen diese Decoder zu den
flächen- und leistungsintensivsten Komponenten in drahtlosen Basisbandempfängern.
Daher liegt das Hauptaugenmerk dieser Arbeit auf der Reduktion der hohen VLSI Implementierungskomplexität von LDPC- und
ix

x

ZUSAMMENFASSUNG

Turbo-Decodern. Es werden Konzepte und Lösungen präsentiert, die
eine kosteneffiziente Implementierung solcher Decoder ermöglichen
und die im Einklang mit den hohen Datenraten und starken Flexibilitätsansprüchen von modernen und zukünftigen drahtlosen Übertragungsstandards stehen. Die vorgeschlagenen Konzepte und Lösungen
beruhen auf neuen Implementierungsansätzen und auf sorgfältiger Optimierung existierender Ansätze auf Algorithmus-, Architektur-, und
Schaltungsebene. Die Machbarkeit und Effektivität unserer Beiträge
werden durch mehrere applikationspezifische integrierte Schaltungen
(ASICs) von LDPC- und Turbo-Decodern für eine Reihe von praxisrelevanten Übertragungsstandards demonstriert.
LDPC- und Turbo-Decoder in mobilen Empfängern sind normalerweise eingebettet in einer ganzen Decodierkette, welche zusätzliche
Mittel bietet, um die Qualität der Informationsübertragung zu steigern. Mit den wachsenden Anforderungen an moderne und zukünftige
Kommunikationssysteme müssen diese Decodierketten immer mehr
Funktionen unterstützen und werden so immer komplexer. Der zweite
Teil dieser Arbeit untersucht daher die VLSI Implementierungsherausforderungen, die mit solchen Decodierketten verbunden sind. Zu
diesem Zweck wurde eine dedizierte VLSI Architektur für die Decodierkette eines repräsentativen 3G Mobilfunkstandards entwickelt,
und die vorgeschlagene Architektur wurde als Teil eines kompletten 3G Basisbandempfänger-ASICs mit Schwerpunkt auf Flächenund Leistungseffizienz implementiert. Die Implementierungsresultate
geben schlussendlich Auskunft über den wahren Schaltungsaufwand
solcher Decodierketten.
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Chapter 1

Introduction
During the last two decades, digital wireless communication has grown
with an astonishing pace from a niche application market to a global
multi-billion dollar mass market. In 2002 — only eleven years after
the first commercial GSM phone call — the worldwide number of
cell phone subscriptions surpassed the number of fixed phone subscriptions. At the end of 2014, the estimated number of global cell
phone subscriptions reached 6.9 billion, which corresponds to 96%
of the world population [1]. The foundation of this unprecedented
economic and technological success story is the strong interplay of
groundbreaking advances in semiconductor technology, digital/analog
integrated circuit design, and communication theory combined with
long-term global standardization efforts. With the increasing proliferation of affordable portable computers, smart phones, and other
mobile devices, the focus of the wireless industry has moved away
from voice-centric services towards data-centric services. As a consequence, data rates in wireless systems have increased dramatically
in recent years, following an exponential growth that is in nice accordance with Edholm’s Law [2], which states that data rates in
wireless systems double roughly every 18 months. Projecting forward,
Edholm’s Law indicates that the capabilities of wireless systems in
the near future will enable data rates of multiple gigabits per second and eventually converge with the capabilities of wired systems.
In order to support the need for ever-increasing data rate, new air
1
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interfaces are constantly under development, aiming at improving
spectral efficiency (e.g., through the specification of large modulation orders or multiple-input multiple-output (MIMO) transmission
schemes), while achieving better quality-of-service (QoS) and serving
a larger number of users compared to previous standards. For instance, the LTE cellular standard specified by the third-generation
partnership project (3GPP) consortium is currently being deployed
around the world enabling a potential peak data rate of 300 Mbps,
which corresponds to a 20× improvement compared to the widespread
HSPA enhancement of UMTS. At the same time, the evolved version
LTE-Advanced (LTE-A) has already been specified and promises to
further augment peak data rates in cellular systems up to the 3 Gbps
milestone. The well-established WLAN standard family has evolved
at a similar pace with its latest version IEEE 802.11ad waiting in the
wings to boost peak data rate up to 7 Gbps.
The employment of strong channel coding is key to enable the
high-throughput and stringent QoS requirements of modern and nextgeneration wireless standards to be met in practice. For this reason,
wireless systems are increasingly relying on high-performance lowdensity parity-check (LDPC) and turbo codes. These modern forward
error-correction codes are among the best-performing codes known
today and are able to improve the reliability of wireless transmission
substantially compared to classical block and convolutional codes.

1.1

Modern Channel Coding

Channel coding is a core technology in any modern digital communication system. It enables robust transmission of information under the
inevitable signal distortions induced by the communication channel1
while keeping the transmitted power low. This is realized via the use
of a channel encoder on transmit side introducing a well-defined redundant structure to the transmitted messages, and a channel decoder
on receive side exploiting this structure to correct the occurred transmission errors. The reliability of the overall communication system
1 In wireless systems, the receive signal is typically distorted by thermal noise,
fading caused by multi-path propagation, and interference from other wireless
services.
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heavily depends on the capabilities of the employed channel code and
the performance of the implemented channel decoding algorithm.
In order to increase the robustness of transmission further, wireless
standards typically specify bit-interleaved coded modulation (BICM)
schemes [3]. Accordingly, channel codes in wireless systems are usually
embedded in a sophisticated channel coding chain that consists of one
or multiple interleaver stages, stream multiplexers, and other bit-level
operations.

1.1.1

LDPC Codes, Turbo Codes, and Iterative
Decoding

LDPC codes were proposed already by Gallager in his PhD thesis [4]
in 1962. However, at that time — only four years after Kilby’s
groundbreaking invention of the integrated circuit — LDPC codes
were considered too complex for practical implementation and remained obscure for three decades. In the mean time, highly structured
algebraic block and convolutional codes [5] were the dominating choice
for forward error-correction. With the invention of the famous Viterbi
algorithm [6] in 1967, optimal decoding of convolutional codes became
feasible, resulting in a widespread deployment of these codes. Despite
their tremendous practical impact, however, these codes could by far
not achieve the information-theoretical limits anticipated by Shannon’s fundamental noisy channel coding theorem set down in 1948.
The introduction of turbo codes in 1993 by Berrou et al. [7] and the
subsequent rediscovery of Gallager’s LDPC codes by MacKay et al.
[8] in 1995 marked a breakthrough in coding theory and led to a
fundamental paradigm shift in this field of research, sparking the
era of modern channel codes. Compared to classical channel codes,
modern channel codes involve little algebra, but are understood as
complex systems defined on sparse random graphical models where
both encoding and decoding are accomplished by efficient local algorithms [9]. The seemingly random construction of modern channel
codes is in line with Shannon’s random coding argument and enables
performance very close to the Shannon limit. It was soon realized
that modern channel codes, including LDPC and turbo codes, can be
described in a generalized view using the framework of factor graphs,
and that the decoding algorithms for these codes are in fact specific

4
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instances of one single algorithm, which operates by iterative messagepassing along the edges of the graph [10–12]. Although iterative
message-passing is in general a sub-optimal decoding algorithm, it
delivers near-optimal performance for LDPC codes and turbo codes
with manageable complexity [11].
With the increasing capabilities of integrated circuits, both LDPC
codes and turbo codes have gradually been considered in various practical applications. Table 1.1 summarizes the proliferation of LDPC
and turbo codes in practical communication systems with a focus on
prominent recent and emerging wireless standards.2 Since the use of
turbo codes was specified for UMTS in 1999, turbo codes have become
the dominating choice for forward error-correction in enhanced-2G,
3G, and emerging 4G cellular standards. The practical consideration
of LDPC codes lagged somewhat behind the application of turbo
codes. After the rediscovery of LDPC codes, researchers focused on
finding efficient structured codes that would simplify the encoding
and decoding process while maintaining excellent performance. As a
result of these research efforts, several interesting classes of structured
codes emerged, and the particular class of quasi-cyclic (QC) LDPC
codes [16, 17] has received special attention in the context of wireless
systems. Structured LDPC codes appeared the first time in 2003
in the DVB-S2 satellite broadcasting standard for digital television
and since then have been considered in many other advanced wireless
systems, such as IEEE 802.16e WiMAX or IEEE 802.11n WLAN.
Despite the recent strong practical impact of modern channel codes,
it is not expected that they completely displace classical codes anytime soon. In fact, as implied in Table 1.1, LDPC codes and turbo
codes typically complement classical channel codes. Especially the
well-established convolutional codes are still commonly found also in
emerging wireless standards for low-rate services such as voice and
control signaling, or as fallback solution for receiver terminals not
supporting LDPC codes or turbo codes.
2 LDPC codes and turbo codes have also found application in many other
systems besides wireless communication, such as, e.g., hard disk drives, optical deep-space communication [13], quantum key distribution [14] or wireline
10GBASE-T 10 Gbps Ethernet [15].

5
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Table 1.1: Deployment of LDPC and turbo codes in prominent
wireless standards.
Peak data
LDPC Turbo Classical
rate [Mbps] codes
codes
codes
3GPP cellular standards
GSM (2G)
GPRS (2.5G)
EDGE (2.5G)
E-EDGE (2.75G)
UMTS (3G)
HSPA (3.5G)
HSPA+ (3.75G)
LTE (3.9G)
LTE-A (4G)

0.010
0.086
0.237
1.3
0.384
14.4
42a
300b
3000c

×
×
×
×
×
×
×
×
×

×
×
×
√
√
√
√
√
√

√
√
√
√
√
√
√
√
√

WLAN, WMAN, and broadcasting standards
802.11n WLAN
802.11ac Gb-WLAN
802.11ad WiGig
802.16e WiMAX R1
802.16 WiMAX R1.5
DVB-S2

600
1730d
6760
75
144
135

√
√
√
√
√
√

×
×
×
√
√

√
√
√
√
√

×

×

a 2x2

MIMO, R8.
bandwidth, 4x4 MIMO, R8.
c 100 MHz bandwidth, 8x8 MIMO, R10.
d 80 MHz bandwidth, 4x4 MIMO.
b 20 MHz

1.1.2

VLSI Integration Challenges

The excellent error-correction performance provided by LDPC and
turbo codes comes at substantial hardware integration costs in wireless
receivers in terms of design effort, silicon area, and power consumption. The efficient implementation of LDPC and turbo decoders has

6
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thus been a dominating research topic in digital circuit design during
the last decade. The underlying reasons for the high implementation
costs are the sophisticated signal processing required for iterative
decoding combined with the high-throughput and demanding flexibility requirements of modern and emerging wireless standards. These
challenges are briefly illustrated below.
Computational Complexity Fig. 1.1 depicts the computational
effort required for LDPC and turbo decoding in terms of operations
per bit against the throughput requirements of prominent wireless
systems. The diagonal lines in the double-logarithmic scale are representative for the overall complexity (in terms of operations per second)
that must be supported by corresponding hardware decoders. It
can be generally observed that the complexity of LDPC and turbo
decoders for present and emerging wireless systems is virtually exploding. To meet these challenging complexity requirements, these
decoders must be implemented as high-performance very-large-scale
integration (VLSI) application-specific integrated circuit (ASIC) components in order to leverage the performance and power advantage
of circuits realized in dedicated hardware [19, 20]. However, even
in ASIC designs implemented in deep-submicron CMOS technology,
the large silicon area and power consumption of LDPC and turbo
decoders pose a tremendous challenge to the wireless industry, which
naturally targets battery-powered devices and which is firmly driven
by cost (i.e., silicon area) and time-to-market. It can also be concluded
from Fig. 1.1 that the portfolio of LDPC and turbo decoders for
wireless systems must span more than three orders of magnitude
in terms of complexity as a consequence of the large range of data
rate requirements found in the different standards deploying these
codes (see Table 1.1). In order to cover this complexity range as efficient as possible with respect to silicon area and power consumption,
one cannot simply rely on the advances in CMOS technology, but
has to devise new solutions and careful optimization on algorithm,
architecture, and circuit level [19, 20].
Flexibility Requirements Link adaptation (LA) and hybrid automatic repeat request (usually referred to as hybrid-ARQ or HARQ)
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are key features in modern wireless standards. These technologies
enable high average throughput under the fast-varying transmission
environments encountered by mobile receiver terminals. In order to do
so, the LA and HARQ operations schedule an efficient use of the radio
resources relying on a tunable channel coding that can be adjusted
in terms of block length (i.e., the length of the encoded message
blocks) and code rate (i.e., the amount of introduced redundancy)
according to the present quality of the radio link and the decoding
success rate of received data packets. To this end, modern wireless
standards typically foresee a wide range of operation modes, covering
block lengths from several tens to several thousands of bits for a
large number of code rates, including very high3 code rates close to
1. All these modes must be supported efficiently by a single highly
flexible decoder implementation. These stringent flexibility requirements strongly exacerbate the challenge of channel decoder design for
wireless systems.

1.2

Thesis Contributions

In this thesis, we explore the VLSI implementation challenges of channel decoding circuits for wireless systems. In particular, focusing on
architectural transformations and careful optimization on algorithm,
architecture, and circuit level, we provide concepts and solutions that
enable cost- and power-effective ASIC implementations that are in line
with the large range of throughput and flexibility requirements associated with modern and next-generation wireless standards. While the
investigations performed in this thesis are of general nature, we focus
in our analysis on the binary QC-LDPC codes specified in the latest
WLAN and WMAN standards and the binary parallel-concatenated
convolutional turbo codes used in the 3GPP cellular standard suite.
Reference decoder designs optimized for a selection of these practically
relevant standards have been implemented to prove the applicability
and efficacy of the presented methods. Moreover, in addition to
focusing on stand-alone decoder implementations, we also explore
3 A Code rate close to 1 means that almost no redundancy is included in the
transmitted bitstream. Especially in conjunction with HARQ, high code rates
have become an attractive operation mode in wireless systems.
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the VLSI implementation challenges associated with the design of
complete channel decoding chains for wireless standards. To the
best of our knowledge, the VLSI circuits presented in this thesis are
currently among the best-in-class found in the open literature.
In what follows, the key contributions of this thesis are described
in more detail.
VLSI Implementation of LDPC Decoding
LDPC codes turned out to be highly suitable for implementation
in modern CMOS technology. The underlying decoding algorithm
offers large intrinsic parallelism, which has been exploited in many
decoder implementations to achieve very high throughput. However,
the energy-efficient implementation of flexible high-throughput LDPC
decoders as required in recent and emerging wireless systems is still a
major challenge. A key concern in corresponding implementations is
the large amount of memory and the related highly parallel read/write
memory access requirements. Due to these stringent memory access
requirements, the memory components in flexible LDPC decoder implementations typically consume a dominant share of total power and
thus represent a major power bottleneck.
Contributions We summarize and extend our contributions published in [21–24] on the energy-efficient VLSI implementation of flexible QC-LDPC decoders. A detailed study on the general architectural trade-offs in the design of LDPC decoders is provided, revealing
that the block-parallel architecture class is particularly suited for the
implementation of flexible QC-LDPC decoders [22]. Based on this
generic architecture class, we develop a highly scalable architecture
that can be configured at run-time to decode virtually any QC-LDPC
code. Moreover, different techniques for improving energy efficiency
of corresponding ASIC implementations are considered. In particular,
an optimized low-power memory architecture based on standard-cell
based memory (SCM) blocks [23] is described as an approach to
tackle the large power consumption of the memory components. Two
QC-LDPC decoder ASIC prototypes in 90 nm CMOS based on the
described techniques and tailored to the specifics of the IEEE 802.11n
WLAN standard are presented. Both ASICs clearly outperform prior
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art in terms of energy efficiency and show outstanding throughput
and silicon-efficiency metrics [21, 24].
VLSI Implementation of Turbo Decoding
Turbo decoders have evolved from low-throughput serial implementations to high-throughput subblock-parallel implementations. While
state-of-the-art turbo decoders are highly flexible with respect to the
block length they support, the impact of supporting the full range
of code rates on the implementation complexity of practical turbo
decoders has been addressed only marginally so far. In fact, traditional turbo decoders found in the open literature were implemented
with focus on low code rate only and consequently achieve poor errorcorrection performance for high code rate. Furthermore, the areaefficient implementation of high-throughput subblock-parallel turbo
decoders remains challenging, especially when high code rate has
to be supported. This is indicated by the fact that none of the
recently reported decoder implementations reaches the 3 Gbps peak
throughput of LTE-A.
Contributions We summarize and extend our contributions published in [25–28]. In particular, we systematically explore existing
and new architectural choices for flexible turbo decoders and evaluate
the associated VLSI implementation costs. The focus lies on slidingwindow turbo decoders based on the BCJR algorithm and the softoutput Viterbi algorithm (SOVA), and we consider serial as well as
subblock-parallel architectures.
For serial turbo decoders, we analyze the impact of supporting
high code rate on silicon area and power consumption. We identify
a specific architecture type that enables good error-correction performance for all code rates with comparably low memory requirements
(and hence small area and power overhead) and prove its efficiency
with a detailed trade-off study [25]. Based on our findings, we describe
flexible turbo decoder implementations optimized for the HSPA and
the E-EDGE standards in 180 nm CMOS [25, 28]. The corresponding
implementation results demonstrate that our flexible designs are even
more efficient in terms of silicon area and power consumption than
prior-art non-flexible decoders.
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With respect to subblock-parallel turbo decoders, we focus on
decoder throughput and propose for the first time a systematic framework that enables a unified throughput evaluation of sliding-window
turbo decoder architectures, taking their individual trade-offs in terms
of window length, error-rate performance and throughput into account [27]. Based on this framework, existing architectures are compared, revealing that the support of high code rate has a strong
impact on the throughput of subblock-parallel turbo decoders, especially for high degrees of subblock-parallelism. Moreover, we show
that the throughput of subblock-parallel decoders can be significantly
increased by combining the strengths of existing architectures. As
a proof-of-concept, we provide a synthesis study in 65 nm CMOS of
the discussed architectures optimized for LTE-A, which clearly shows
that our combined architecture also is the most efficient one in terms
of area per throughput.
Design of a Complete Channel Decoding Chain for UMTS
In state-of-the-art digital baseband receiver implementations, the channel decoder is typically realized as dedicated hardware accelerator,
while the remaining functionality of the channel decoding chain is
provided by a software-programmable processor. The main advantages of this programmable architecture type are its large flexibility
and its short turn-around time. However, these advantages come at
a significant cost overhead in terms of silicon area and power consumption compared to an optimized baseband receiver implemented
in fully dedicated VLSI circuits.
Contributions We present a fully dedicated VLSI architecture of
a complete downlink channel decoding chain for TD-HSPA+ LCR,
which is a typical representative of a 3G/3.75G cellular standard.
The proposed architecture has been carefully optimized on top- and
block-level to support all possible operation modes with low silicon
area, low power consumption, and low latency. This includes the
design and optimization of an efficient flexible Viterbi decoder that
forms together with the described turbo decoder a complete channel
decoder solution for all specified variants of the UMTS standard. The
described channel decoding chain architecture has been integrated
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in 130 nm CMOS technology as part of a digital downlink baseband
receiver ASIC for TD-HSPA+ LCR, designed and implemented in
collaboration with other PhD students at the same research institute.
Corresponding implementation results are provided.

1.3

Thesis Outline

The remaining part of this thesis is organized as follows: Chapter 2
reviews the essentials of LDPC codes and turbo codes in wireless
standards, including the related techniques employed to tune block
length and code rate. Furthermore, it discusses the underlying iterative decoding algorithms with a strong focus on low-complexity
solutions that are most suitable for VLSI implementation.
Chapter 3 deals with the VLSI implementation of LDPC decoders.
We initially focus on a high-level architecture exploration that leads
to the design of a highly flexible QC-LDPC decoder architecture.
The second part of this chapter is then concerned with the energyand area-efficient implementation of the presented architecture and
provides corresponding ASIC implementation results.
Chapter 4 addresses the VLSI design challenges of flexible turbo
decoders. We first discuss best-practice and new implementation
approaches for serial and subblock-parallel turbo decoders and then
show that the need for flexible code rate has a strong impact on the
implementation choices and costs of such decoders. In the second part
of this chapter, we present our solutions — supported by ASIC implementation results — to optimize the implementation costs of flexible
turbo decoder implementations with respect to their associated silicon
area, power consumption, and throughput.
In Chapter 5, we first provide an overview on the considered enhanced 3G cellular communication standard and then describe the
VLSI architecture and implementation of a complete channel decoding
chain that supports all the operation modes provided by the standard.
Finally, the thesis is concluded in Chapter 6.

Chapter 2

Preliminaries
In this chapter, we review the basics of LDPC codes and turbo codes
and describe best-practice with respect to related low-complexity iterative decoding algorithms. To this end, we first introduce a generic
system model and the terms that serve throughout this thesis as a
basis for the evaluation of the decoding algorithms and related VLSI
implementations.

2.1

System Model

Consider the generic digital communication system shown in Fig. 2.1,
which we divide into three main components: i) the channel encoder,
ii) the modulation channel, and iii) the channel decoder. In what
follows, these components are described in more detail.
Channel Encoder
In the transmitter, the channel encoder obtains K-dimensional blocks
b = (b1 , . . . , bK ) of information bits bk ∈ {0, 1} and maps them into
N -dimensional binary-valued codewords x = (x1 , . . . , xN ) using a
channel-code specific bijective mapping function. We refer to K as
block length and N as codeword length, where N ≥ K. The encoder
is called systematic if the information bits appear somewhere in the
codeword, usually in the first K positions. A fundamental metric in
13
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Figure 2.1: Generic digital communication system.
the encoding process is the code rate R = K/N , which is a measure
for the amount of redundancy introduced by the encoder. As depicted
in Fig. 2.1, R and K are considered to be flexible input parameters to
the channel encoder. This view is in line with modern wireless systems
where R and K are important system-level knobs that are tuned to
the current transmission environment in order to make optimal use of
the scarce radio resources.
In practical systems, the channel encoding is typically complemented by other operations (such as, e.g., interleaving), which are not
considered for the stand-alone evaluation of channel decoders. However, a detailed example of a complete channel coding chain specified
for a 3G cellular communication standard together with corresponding
VLSI implementation results is considered in Chapter 5.
Modulation Channel
The encoded codewords are passed to the modulator which modulates the coded bits into a waveform s that is transmitted over the
communication channel with output y. For the stand-alone evaluation of channel decoders, we consider simple binary phase shift keying (BPSK) and a memoryless additive white Gaussian noise (AWGN)
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channel model. Hence,
√
√each coded bit xn is mapped to a real-valued
symbol sn ∈ {− Es , Es }, where Es denotes the average symbol
energy, and the received N -dimensional signal vector consequently
becomes y = s + w, with wn ∼ N (0, N0 /2). The AWGN channel is
characterized by its instantaneous signal-to-noise ratio (SNR), which
is defined in accordance with [5] as
SNR =

Es
Eb
=
,
RN0
N0

(2.1)

where Eb = Es /R denotes the average energy per transmitted information bit.
At the receiver, a soft-output detector computes reliability softinformation for each coded bit xn based on the observed channel
outputs y in the form of real-valued log-likelihood ratio (LLR) values
according to
`n = log



Pr[xn = 0|y]
Pr[xn = 1|y]


.

(2.2)

Intuitively, the sign of an LLR value `n indicates whether the corresponding coded bit xn is more likely a binary-0 or binary-1, while
the magnitude represents the reliability of the estimate. For the
considered setup described above, the computation of the LLR values
simplifies to `n = 4yn /N0 [29].
Soft-Input Channel Decoder
The N channel LLR values ` = (`1 , . . . , `N ) are fed to the soft-input
channel decoder. The main task of the channel decoder is to process
the received LLR values and to generate an estimate x̂ = (x̂1 , . . . , x̂N )
of the transmitted codeword by exploiting the redundancy introduced
by the employed channel code under the knowledge of R and K.
Based on the estimated codeword, an estimate b̂ = (b̂1 , . . . , b̂K ) of
the transmitted information bits is finally obtained.
With the communication channel being of statistical nature, the
decoding process is essentially a statistical detection problem. The
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ideal block maximum a-posteriori (MAP) decoder produces the most
likely codeword given the channel LLRs, i.e.,
x̂ = arg max Pr[x0 |`],
x0 ∈C

(2.3)

where C denotes the set of all valid codewords defined by the employed
channel code. The symbol MAP decoder produces an estimate of each
coded bit according to
x̂n = arg max Pr[x0 |`].
x0 ∈{0,1}

(2.4)

The maximum-likelihood (ML) decoder delivers the codeword that
maximizes the probability of the received LLR values, i.e.,
x̂ = arg max Pr[`|x0 ].
x0 ∈C

(2.5)

The ML decoder coincides with the block MAP decoder if the codewords are uniformly distributed over C. All these ideal decoders can
be practically implemented only for small or highly structured codes.
For convolutional codes, for instance, the famous Viterbi algorithm [6]
enables ML decoding, while the forward/backward algorithm by Bahl,
Cocke, Jelinek, and Raviv [30], also referred to as the BCJR or MAP
algorithm, allows for efficient symbol MAP decoding. For more powerful codes, however, practical decoders are only approximations of these
ideal decoders. We will see that the standard sub-optimal decoding
algorithms for LDPC codes and turbo codes are iterative algorithms
that are run for a predefined number of I iterations. In general, these
algorithms improve the estimate of the codeword with every iteration
before the improvements diminish and eventually saturate after a
code specific amount of performed iterations. In order to quantify
the reliability of the estimates provided by the decoders for a specific
SNR and I, we will consider the bit error-rate (BER) Pr[b̂k 6= bk ] or
sometimes also the block error-rate (BLER) Pr[b̂ 6= b].
With respect to practical decoder implementations, I is a crucial
parameter as it impacts proportionally on the computational complexity of the decoding algorithm and the energy dissipation. Hence,
I must be carefully evaluated in practical systems to ensure a good
trade-off between computational complexity, energy efficiency, and

2.2. LOW-DENSITY PARITY-CHECK CODES

17

error-rate performance. As measure for energy efficiency we will
consider throughout this thesis the energy per bit of the decoder or the
energy per bit per iteration, and it will become clear from the specific
context whether the measure refers to the information bits at the output of the decoder or the codeword bits at the input. In order to avoid
redundant iterations early termination can be performed by the decoder. Early termination stops decoding when further iterations seem
unlikely to alter the result based on an online stopping criterion that
tracks the convergence of the iterative decoding process. Obviously,
early termination is desirable in practical decoder implementations to
reduce the average energy dissipation of the decoder.
In the following two sections, we will describe the most prominent
practical decoding algorithms for LDPC and turbo codes in more
detail and evaluate the related error-rate performance.

2.2

Low-Density Parity-Check Codes

A binary LDPC code is a linear block code and can therefore be
described by a binary-valued M × N parity-check matrix H according
to
Hx> = 0M ×1

(2.6)

in GF(2), where 0M ×1 denotes the M -dimensional all-zero vector and
M = N −K. Each row in H describes a parity-check equation and the
columns define how the N coded bits participate in these parity-check
equations. As the name suggests, an LDPC code has the additional
fundamental property that the parity-check matrix is sparse, i.e.,
contains only a small number of non-zero entries. A distinction is
made between regular LDPC codes and irregular LDPC codes. The
parity-check matrix of a regular LDPC code exhibits a fixed small row
degree (i.e., Hamming weight) and a (different) fixed small column
degree. For irregular LDPC codes, the row and column degrees are
described statistically by degree distributions.
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Figure 2.2: Generic factor graph of an LDPC code.
A convenient graphical representation of a modern channel code
is a factor graph1 [10–12], which represents a particular factorization
of the indicator function of the code. The factor graph of an LDPC
code is typically obtained from the point of view of its parity-check
constraints and looks as shown in Fig. 2.2. It consists of two sets
of vertices: N vertices representing the codeword bits referred to as
variable nodes (VNs) and M vertices representing the parity-check
equations called check nodes (CNs). The n-th VN is connected to the
m-th CN if the respective entry hm,n in the parity-check matrix is 1.
The dimension and structure of the parity-check matrix H define
the block length, the code rate, and the error-rate performance of
the code, as well as the complexity of corresponding decoder implementations. In the most general construction of LDPC codes, the
non-zero entries in the parity-check matrix are placed at random
locations under the specified constraints on the row and column degrees. This pseudo-random construction enables performance very
close to the Shannon limit. At the same time, the sparseness of
LDPC codes ensures that the number of non-zero entries in the paritycheck matrices, i.e., the number of edges in the factor graphs, grows
only linearly in the codeword length [9], rendering practical decoder
implementations feasible. Structured LDPC codes sacrifice some of
this randomness for a simplified encoding and decoding process. The
1 Factor graphs have their origin in the work of Tanner [31], who defined a
bipartite graph (now known as Tanner graph) to represent the structure of a
channel code.
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class of QC-LDPC codes [16, 17] provides a particularly favorable
trade-off between error-correction performance (especially for short
block lengths) and implementation complexity [32]. For this reason,
many of the LDPC codes employed in recent and emerging wireless
communication standards belong to this class.

2.2.1

Quasi-Cyclic LDPC Codes

A QC-LDPC code [17] has a structured parity-check matrix which is
constructed from an Mp × Np matrix prototype Hp with
Pc1,1
 Pc2,1

Hp =  .
 ..
PcMp ,1


Pc1,2
Pc2,2
..
.
PcMp ,2

···
···
..
.
···


Pc1,Np
Pc2,Np 

,
..

.
cMp ,Np
P

(2.7)

where P is a Z ×Z circulant permutation matrix and cmp ,np is referred
to as shift amount with cmp ,np ∈ {0, 1, . . . , Z −1}∪∞. As permutation
matrix we consider the Z × Z identity matrix where the columns
are cyclically right-shifted by one position and use the convention
P0 = IZ×Z and P∞ = 0Z×Z . For cmp ,np ∈
/ {0, ∞}, it follows that
Pcmp ,np represents the Z ×Z identity matrix whose columns are cyclically right-shifted by cmp ,np positions. The parity-check matrices of
QC-LDPC codes thus exhibit a block structure where each Z ×Z block
is uniquely defined by the corresponding shift amount cmp ,np . The
dimensions of H and Hp are linked through the relations M = ZMp
and N = ZNp .
Adaptation of Block Length and Code Rate
Both block length K and code rate R of QC-LDPC codes are defined
by the dimensions of Hp . Specifically, it holds that K = (Np − Mp )Z
and R = (Np − Mp )/Np . Wireless standards employing QC-LDPC
codes usually define many matrix prototypes with different dimensions
in order to allow for flexible K and R. During operation, a specific
matrix is selected according to the present transmission environment.
Typically, all matrix prototypes have a fixed number of columns Np ,
but vary in the number of rows Mp and the value Z to tune code rate
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and block length, respectively. For instance, the IEEE 802.11n WLAN
standard [33] specifies 12 different matrix prototypes with Np = 24,
Z ∈ {27, 54, 81}, and Mp ∈ {4, 6, 8, 12}, i.e., R ∈ {5/6, 3/4, 2/3, 1/2}.
The IEEE 802.16 WiMAX standard [34] specifies even 114 different
modes with parameters that are similar to the ones found in WLAN.

2.2.2

Decoding of LDPC Codes

An LDPC code is usually decoded by performing message-passing
(also known as belief propagation) along the edges of the associated
factor graph relying on the sum-product algorithm [11, 12], which has
become the standard decoding algorithm for modern channel codes.
The message outgoing from a specific node in the graph represents
the marginal probability of the variable associated with the respective
edge, summarizing all variables in the subsystem behind the considered node. For cycle-free graphs, the message-passing terminates and
the computed marginals are exact. In this case, the sum-product algorithm is an optimal non-iterative symbol MAP decoder in accordance
with the definition in (2.4). If the graph has cycles — as it is the
case for LDPC codes — message-passing has no termination and the
sum-product algorithm becomes an iterative approximate algorithm.
Although iterative message-passing is in general not guaranteed to
converge, it has been empirically proven to be highly successful for
both LDPC codes and turbo codes.
We denote the message passing from the n-th VN to the m-th
CN as Q-message Qn,m and the message passing from the m-th CN
to the n-th VN as R-message Rm,n . The sum-product algorithm is
typically formulated in the LLR domain. In this case, all messages
are LLR values, and the result of the decoder for each codeword bit
xn is an iteratively improving estimate of the respective a-posteriori
LLR value. We refer to these estimates as L-values Ln , i.e.,


Pr[xn = 0|`]
.
(2.8)
Ln ≈ log
Pr[xn = 1|`]
Fig. 2.3 shows the factor graph of an example QC-LDPC code with an
illustration of the introduced messages and values. The order of updating the messages and values in each iteration is called the messagepassing schedule. With the conventional flooding schedule [11] each
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Figure 2.3: Example of an Mp = 2, Np = 3, Z = 2 QC matrix
prototype with corresponding parity-check matrix and factor graph.

iteration comprises a two-step update procedure: i) all VNs compute
Q-messages based on the channel LLRs and incoming R-messages
(received in the previous iteration) and send them to the connected
CNs; ii) all CNs compute new R-messages based on the incoming
Q-messages and pass them back to the VNs, where the L-values are
updated. This procedure is repeated until I iterations have been
performed or decoding has converged to a valid codeword (which is
typically checked on-the-fly using the parity-check condition in (2.6)).
Prior to decoding, the messages are initialized with zero and the
L-values Ln with the corresponding channel LLRs `n .
Intuitively, the Q-message Qn,m from the n-th VN to the m-th
CN concentrates the information from the channel LLR `n and the
incoming R-messages. However, to avoid sending back information
that the CN already has, the R-message Rm,n just received from this
CN is excluded. Specifically,
Qnew
n,m ← `n +

X

old
Rm
0 ,n .

(2.9)

m0 ∈N (n)\m

where N (·) is the set of neighboring nodes in the graph. The Rmessage Rm,n provides the information whether xn is more likely
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binary-0 or binary-1 based on the m-th parity-check and the information received from all other VNs participating in this check, which
can be described as [11]

new
Rm,n
← 2 tanh−1 

Y

tanh

n0 ∈N (m)\n





Qnew
0
n ,m 
.
2

(2.10)

The L-value Ln at the n-th VN is composed of the input channel LLR
`n and all incoming R-messages, i.e., the information extracted from
the parity-check constraints, according to
Lnew
← `n +
n

X

new
Rm
0 ,n .

(2.11)

m0 ∈N (n)

The final estimate x̂n is obtained from the sign of the corresponding
L-value. In this thesis only systematic LDPC codes are considered.
Hence, the first K x̂n correspond to the estimated information bits
b̂k . Note that for the first few iterations (before any cycle in the graph
closes), the R-messages at the n-th VN are independent of the input
channel LLR `n . In subsequent iterations, these parameters become
correlated as soon as the input LLR returns back to the VN through
cycles in the graph. It is this cycle-induced correlation that renders the
algorithm approximate. The characteristics of the cycles in the graph
strongly influence the convergence of iterative message-passing [8,11].
Short cycles, especially length-4 cycles, have a detrimental impact and
are thus avoided in the construction of practical LDPC codes.
Layered Message-Passing Schedule
A superior approach to the flooding schedule is the layered schedule [35], which partitions the computation in each iteration into several
layers that correspond to distinct subsets of rows of H. For each layer,
only the CNs related to the current layer receive Q-messages and pass
their R-messages back to the connected VNs, which in turn update
both L-values and Q-messages. Then, the next layer is processed
similarly. As with the flooding schedule, all messages are initialized
with zero and the L-values with the channel LLRs prior to decoding.
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The advantage of this schedule is that the information gained for
Ln in each layer is considered already in the processing of the subsequent layer during the same iteration. With proper layer selection,
this schedule generally leads to faster convergence, eventually reducing
the number of iterations required to achieve a target BER roughly by
a factor of two [35]. Due to the faster convergence speed, layered
decoder implementations generally exhibit lower silicon complexity
for a given throughput constraint and better energy efficiency than
their flooding based counterparts [22]. As shown in [35], a particular
favorable layer selection in terms of convergence speed and implementation complexity is achieved if the CNs are partitioned into O layers
L1 , . . . , LO such that no two CNs in a layer are connected to the same
VN or, equivalently, such that each VN in a layer has degree 1, i.e., is
connected to only one CN. Formally, this condition is expressed as
N (m) ∩ N (m0 ) = ∅

∀i ∈ {1, . . . , O}, ∀m, m0 ∈ Li .

(2.12)

Note that (2.12) is trivially satisfied if the layers coincide with the
rows of H. For QC-LDPC codes as in (2.7), such a layer selection
is also achieved if the layers coincide with the O = Mp rows of the
matrix prototype Hp (see example in Fig. 2.3). It is important to
note that the per-layer updates of L-values and Q-messages can be
substantially simplified if the layers are selected as in (2.12) because
each VN in any layer only receives one new R-message in this case.
In particular, from (2.9) and (2.11) with the relaxed constraint that
only one R-message arrives at the VN in any layer it follows that the
new Q-message Qn,m can be computed from the current L-value Ln
and the arriving R-message according to [35]
old
old
Qnew
n,m ← Ln − Rm,n .

(2.13)

The L-value update simplifies accordingly to
new
Lnew
← Qnew
n
n,m + Rm,n .

(2.14)

Note that, in contrast to the flooding schedule, no separate memories
for L-values and channel LLRs are required with this scheme.
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Low-Complexity Message Update Rules
The original CN update rule in (2.10) involves the use of transcendental functions, which are ill-suited for VLSI implementation. A
straightforward approximation is known as the min-sum algorithm [36].
Here, the odd symmetry and monotonicity of the tanh function are
exploited to use an approximation based on simple min-operations.
The resulting complexity reduction, however, comes at the expense
of a significant loss in terms of error-rate performance. This loss
can be mitigated to a great extent by either adding a normalization
factor to the min-sum algorithm or by conditioning the messages
provided by the min-sum algorithm with a simple offset [37]. In the
remainder of this thesis, we consider the latter approach known as the
offset-min-sum (OMS) algorithm which simplifies (2.10) to

new
Rm,n

← max



min

n0 ∈N (m)\n

|Qnew
n0 ,m |


− β, 0

Y

sign(Qnew
n0 ,m ).

n0 ∈N (m)\n

(2.15)
where the offset β serves as an empirical correction factor. With
respect to practical decoder implementations, we will see in Chapter 3
that it is useful to break the computation in (2.15) into two steps [32],
which we refer to as MIN step and SEL step, respectively. During
the MIN step, the first and second minima min1 and min2 of all
incoming Q-message magnitudes and the index minIdx of the first
minimum along with the sign of all Q-messages are obtained as
min1 =

min

|Qnew
n0 ,m |

(2.16)

minIdx = arg min |Qnew
n0 ,m |

(2.17)

n0 ∈N (m)
n0 ∈N (m)

min2 =
sign =

min

n0 ∈N (m)\minIdx

Y
n0 ∈N (m)

|Qnew
n0 ,m |

sign(Qnew
n0 ,m ).

(2.18)
(2.19)
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During the SEL step, the proper minimum value is selected and the
R-message updated according to
(
min2 when n = minIdx
min =
(2.20)
min1 otherwise
new
Rm,n
← sign · sign(Qnew
n,m ) · max (min − β, 0) .

(2.21)

Error-Rate Performance Comparison
In Fig. 2.4, the simulated BER performance of a layered QC-LDPC
decoder for the systematic rate-1/2, Z = 81 code of IEEE 802.11n [33]
is analyzed. The considered code has a block length K = 972 and thus
a codeword length N = 1944. The simulation has been performed over
an AWGN channel with BPSK modulation as described in Sec. 2.1.
In Fig. 2.4(a) we first compare the BER performance of the original
sum-product algorithm for different number of iterations I. It can be
observed that the BER performance improves considerably for small
I and saturates roughly after 25 to 30 iterations. Practical decoder
implementations found in the open literature typically perform 5 to
10 iterations.
Fig. 2.4(b) compares the BER performance of the sum-product
and OMS algorithms at I = 10 iterations for different offsets β.
Surprisingly, for the best evaluated offset β = 0.45, the low-complexity
OMS algorithm shows a very small SNR loss of less than 0.1 dB compared to the original sum-product algorithm. This loss is negligible
in typical applications for wireless systems.
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Figure 2.4: BER performance of layered LDPC decoding. The
considered code is the systematic quasi-cyclic rate-1/2, Z = 81 code
specified for IEEE 802.11n with block length K = 972.
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Figure 2.5: Turbo encoder comprising two parallel-concatenated
binary recursive ν = 4 convolutional encoders with puncturing.

2.3

Turbo Codes

In this thesis, we consider the class of binary systematic parallelconcatenated convolutional turbo codes as specified in the 3GPP standard suite. This class corresponds to the original turbo code construction described by Berrou et al. [7] in their groundbreaking publication
in 1993.

2.3.1

Encoding of Turbo Codes

The diagram in Fig. 2.5 shows the turbo encoder as defined in the
3GPP standard suite (e.g., [38,39]). It consists of two identical binary
terminated (nconv , 1) recursive convolutional encoders2 with nconv = 1
and constraint length ν = 4. The first one receives the information
block b and generates a sequence of K parity bits xp1 . The second
convolutional encoder receives a pseudo-randomly interleaved version
bπ of the information block (where π(k) represents the interleaved
2 A binary (n
conv , 1) convolutional encoder takes one input bit per encoding
step and produces nconv output bits. Therefore, the inherent code rate of the
encoder is 1/nconv .
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index of k) and generates a second block of K parity bits xp2 . The
information bits are forwarded to the output of the encoder as systematic bitstream xs = b.
Adaptation of Block Length and Code Rate
The core of the encoder shown in Fig. 2.5 produces three bits per
input bit. Therefore, the inherent code rate of the turbo code is
RTC = 1/3.3 As illustrated in Fig. 2.5, higher code rates are obtained
by puncturing, i.e., removing some of the parity bits at the output
of the encoder before the two parity bitstreams are merged together
with the systematic bitstream into the final codeword x. Observe
that puncturing enables a very fine-grained tuning of the code rate.
Interestingly, with the specification of the hybrid-ARQ feature in the
HSDPA enhancement of UMTS, very high code rates close to 1 have
become an attractive operation mode in wireless systems. Hence,
corresponding turbo decoder implementations must support the full
range of code rates from RTC up to R close to 1.
The valid block lengths K of the turbo code are defined by the
specified interleaver. Practical interleavers typically support a wide
range of block lengths. For instance, the UMTS standard and its
enhancements HSPA, HSPA+ as well as the E-EDGE standard all
specify the same block interleaver [38] that supports all block lengths
from 40 to 5114. The LTE and LTE-A standards both specify a
quadratic permutation-polynomial (QPP) interleaver [39,40] that supports 188 block lengths between 40 and 6144.
Graphical Representation of Turbo Code
The encoding process in the individual convolutional encoders is graphically represented by a trellis that consists of states and branches.
The states s ∈ S in trellis step k are associated with the states of
the (ν − 1)-dimensional shift-register at decoding step k. The number
of states in S is denoted as |S| and it holds that |S| = 2ν−1 . A
trellis branch (s0 , s) represents the valid state transition from one
specific state Sk−1 = s0 at step k − 1 to another state Sk = s at
3 The overhead of the tail bits used to terminate the two component encoders
is not considered in the calculation of the code rate.
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Figure 2.6: Graphical representation of turbo codes. Left: trellis of
convolutional encoder. Right: trellis constrained factor graph of turbo
code.
step k, induced by the structure of the convolutional encoder and the
incoming information bit. The left-hand part of Fig. 2.6 shows the
|S| = 8 state trellis of the considered binary convolutional encoders.
The graphical representation, i.e., factor graph, of the overall turbo
code is typically obtained from the viewpoint of its trellis constraints
(rather than parity-check constraints as for LDPC codes) and looks
as shown in right-hand part of Fig. 2.6. Observe that this graph is
composed of the two component trellises that are connected through
a pseudo-random connection network defined by the properties of the
interleaver. The VN vertices are identical to the ones introduced
for the LDPC codes. The nodes in the trellis segments represent
the different trellis steps and indicate for each trellis step the valid
combination of left states s0 , coded bits, and right states s [11, 12].

2.3.2

Decoding of Turbo Codes

General Turbo Decoding Principle
In general, the standard turbo decoder performs sum-product messagepassing in the trellis constrained factor graph shown in Fig. 2.6 [11,
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Figure 2.7: Turbo decoder based on SISO component decoders as
originally proposed by Berrou et al. [7].
12]. Since the graph has cycles, the sum-product algorithm becomes
an approximate iterative algorithm. The standard message-passing
schedule used in turbo decoders is known as the turbo schedule. With
this schedule, an iteration is split into two half-iterations, and in
each half-iteration the messages in one of the two component trellises
are updated, while the messages in the second component trellis are
frozen.
The message-passing inside the component trellises is a generalization of soft-input soft-output (SISO) trellis decoding. For this reason,
an equivalent yet more popular and insightful interpretation of the
decoding process is the one depicted in Fig. 2.7. Note that this interpretation coincides with the original formulation of turbo decoding
by Berrou et al. [7]. The corresponding turbo decoder comprises two
SISO decoders. During the odd half-iterations, the first SISO decoder
decodes the first component convolutional code, while the second SISO
decoder is idle. During the even half-iterations, the first SISO decoder
is idle and the second one decodes the second convolutional code. After odd half-iterations, the first SISO decoder passes soft-information
extracted from the convolutional code through the interleaver to the
other SISO decoder. The exchanged soft-information is referred to as
extrinsic information and summarizes the information gathered for
the systematic codeword bits via the constraints of the convolutional
code. For the second SISO decoder, this information acts as a-priori
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information which, due to the randomness of the interleaver, appears
to come from an independent source. It allows the second SISO
decoder to obtain a more accurate set of extrinsic information, which
is then passed back to the first SISO decoder as a-priori information.
It is this iterative exchange of extrinsic soft-information together with
the randomization induced by the interleaver that makes turbo codes
so powerful.
Specific Description
Prior to decoding, the received channel LLR values `n are depunctured (i.e., all-zero neutral LLR values are inserted at the locations
of punctured parity bits) and split into the three streams Lsk , Lp1
k ,
Lp2
that
are
associated
with
the
encoded
systematic
bits
and
the
two
k
A2
parity bitstreams, respectively. In addition, a-priori LLRs LA1
k , Lk
associated with each systematic bit are initialized with zero for both
component decoders. Each iteration comprises a pass of the first
SISO decoder followed by a pass of the second one. The i-th SISO
decoder (i = 1, 2) first computes intrinsic a-posteriori LLRs LDi
k for
each systematic bit via the constraints of the convolutional code as


Pr[xsk = 0|Li ]
LDi
=
log
,
(2.22)
k
Pr[xsk = 1|Li ]
Ai
where Li contains all Lsk , Lpi
k , and Lk . During odd half-iterations,
the first SISO decoder decodes the first component code and generates
p1
s
A1
E1
LD1
k relying on Lk , Lk , and Lk . The extrinsic LLRs Lk reflect the
new information gathered by the SISO decoder, excluding the old
information already known by the other SISO decoder, i.e.,
D1
s
A1
LE1
k = Lk − (Lk + Lk ).

(2.23)

These extrinsic LLR values serve as a-priori LLRs LA2
k for the second
E1
component decoder after being interleaved, i.e., LA2
k = Lπ(k) . During
even half-iterations, the second SISO decoder in turn decodes the
second code and generates LD2
k and the extrinsic LLR values
D2
s
A2
LE2
k = Lk − (Lπ(k) + Lk ),

(2.24)
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E2
which become the new a-priori LLRs LA1
k = Lπ −1 (k) for the first SISO
decoder. This process is repeated until a predefined number of Ih = 2I
half-iterations is reached or early termination is triggered. At the end
of decoding, hard-estimates b̂k of the information bits are obtained
based on the sign of the corresponding intrinsic a-posteriori LLRs.
The convergence behavior of the turbo code strongly depends on the
structure of the interleaver. In the practical construction of interleavers, a trade-off is thus typically sought for between performance
and suitability for implementation.

The algorithm performed in the SISO decoders strongly affects
the error-rate performance and VLSI implementation complexity of
the turbo decoder. The forward/backward or BCJR algorithm [30] is
an optimal symbol MAP decoder for convolutional codes and yields
the exact a-posteriori LLR values in (2.22). Interestingly, it can
be shown that it coincides with sum-product message-passing performed in the trellis of convolutional codes [11]. In addition to its
optimal performance, the BCJR algorithm is in general well-suited
for implementation. For these reasons, it has become the de-facto
standard choice for SISO decoding. An alternative to the BCJR
algorithm is the soft-output Viterbi algorithm (SOVA) [41], which,
however, provides only an estimate of (2.22) but comes with reduced
complexity [42]. Due to its sub-optimal performance, the SOVA has
only been marginally considered in practical implementations. However, several improvements to the original SOVA have been proposed
recently (e.g., [43, 44]), rendering the application of this algorithm
in practical designs promising. In what follows, both algorithms are
briefly described. To simplify the ensuing exposition, we consider the
first SISO decoder and drop the index i for the remainder of this
section.

2.3.3

The BCJR Algorithm

The BCJR algorithm [30] is able to compute the intrinsic a-posteriori
LLRs in (2.22) exactly. To this end, it builds on the fact that a state
transition in the trellis at step k uniquely defines the systematic bit
xsk . From this observation it follows that the probability of xsk = b
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corresponds to the sum of probabilities of state transitions associated
with xsk = b. Hence, (2.22) can be expressed as
P


Pr[Sk−1 = s0 , Sk = s, L]
s
0
=0
 (s ,s):x

Pk
LD
(2.25)
.
k = log 
Pr[Sk−1 = s0 , Sk = s, L]
(s0 ,s):xsk =1

The starting point of the BCJR algorithm is the observation that the
probabilities in (2.25) can be structured as [30, 45]
Pr[Sk−1 = s0 , Sk = s, L] = αk−1 (s0 ) · γk (s0 , s) · βk (s),

(2.26)

where
αk−1 (s0 ) = Pr[Sk−1 = s0 , L1,k−1 ],
γk (s , s) = Pr[Sk = s, L
0

k,k

βk (s) = Pr[L

k+1,K

(2.27)

|Sk−1 = s ],

|Sk = s],

0

(2.28)
(2.29)

0

and Lk,k contains all Ls , Lp , and LA from trellis step k to k 0 . The
value αk−1 (s0 ) is the probability that the trellis at step k −1 is in state
s0 under the LLRs observed up to this point. βk (s) is the probability
at step k that the future LLRs will be Lk+1,K given that the trellis is
in state s. Finally, γk (s0 , s) is the probability that given the trellis is in
state s0 at step k − 1 it moves to state s and the observed LLRs at this
step are Lk,k . The beauty of the BCJR algorithm is that the above
values αk−1 (s0 ) and βk (s) can be calculated recursively as [30, 45]
X
αk (s) =
αk−1 (s0 )γk (s0 , s),
(2.30)
s0 ∈S

βk−1 (s ) =
0

X

βk (s)γk (s0 , s).

(2.31)

s∈S

Hence, the BCJR algorithm amounts to a forward recursion (2.30)
from the beginning of the trellis to its end and a backward recursion
(2.31) in opposite direction. The values αk (s) are referred to as
forward state metrics and the βk (s) as backward state metrics. The
values γk (s0 , s) are called branch metrics. Typically, the forward
recursion is performed first, followed by the backward recursion and
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the concurrent computation of the a-posteriori LLRs according to
(2.25) and (2.26). Note that only the valid state transitions defined by the trellis structure need to be considered in (2.30) and
(2.31). For all other transitions, it holds that γk = 0. For terminated
trellises that evolve from the all-zero state and end in the all-zero
state, the recursions are initialized with α0 (s0 ) = βK (s0 ) = 1 and
with α0 (s) = βK (s) = 0 ∀s 6= s0 . The branch metrics in (2.28) can be
calculated using the input LLR values according to
γk (s0 , s) ∝

p
1
p 0
exp( 21 (1 + µs (s0 , s))(Lsk + LA
k )) exp( 2 (1 + µ (s , s))Lk )
,
p
1 + exp(Lk )
1 + exp(Lsk + LA
k)
(2.32)

where µs (s0 , s) ∈ {−1, 1} and µp (s0 , s) ∈ {−1, 1} correspond to the
systematic and parity bit, respectively, at the output of the encoder
when the state transition (s0 , s) occurs, with the convention that
binary-0 is converted to µ = 1 and binary-1 to µ = −1.
A common approach to circumvent the costly multiplications and
associated numerical stability issues in the calculation of the state
metrics and branch metrics is to transfer the computations into the
log-domain. This is done by defining Ak (s) = log(αk (s)), Bk (s) =
log(βk (s)), and Γk (s0 , s) = log(γk (s0 , s)), resulting in
!
X
0
0
Ak (s) = log
exp(Ak−1 (s ) + Γk (s , s)) ,
(2.33)
s0 ∈S

!
Bk−1 (s ) = log
0

X

exp(Bk (s) + Γk (s , s)) .
0

(2.34)

s∈S

The Max-Log-BCJR Algorithm
The ill-suited transcendental functions in (2.33) and (2.34) can be
avoided by applying the simple max-log approximation [42] for the
sums of exponentials, i.e.,
!
X
log
exp(Ai ) ≈ max (Ai ) ,
(2.35)
i

i
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Figure 2.8: Forward and backward recursion through the trellis.
simplifying the forward and backward recursions to
!
X
0
0
Ak (s) ≈ max
(Ak−1 (s ) + Γk (s , s)) ,

(2.36)

s0

!
X
0
Bk−1 (s ) ≈ max
(Bk (s) + Γk (s , s)) .
0

(2.37)

s

This formulation is known as the max-log-BCJR algorithm. Observe
from (2.36) that the forward recursion in the max-log-BCJR algorithm
is identical to the recursion in the Viterbi algorithm [6], i.e., for each
pair of merging paths the survivor path is found using simple addcompare-select (ACS) computations. The backward recursion (2.37)
is described equivalently but evolves in backward direction. Note that
for binary trellises as considered in this thesis, the ACS computations
are particularly simple as the maximization is only over two transitions
because there are only two valid state transitions that lead into the
state Sk = s (see Fig. 2.8).
For the max-log approximated calculation of the a-posteriori LLR
LD
k in (2.25) the state transitions at step k are divided into two sets
associated with xsk = 0 and xsk = 1, respectively, and the mostprobable transition in each set is considered, i.e.,
LD
k ≈
−

max

(Ak−1 (s0 ) + Γk (s0 , s) + Bk (s))

max

(Ak−1 (s0 ) + Γk (s0 , s) + Bk (s)) .

(s0 ,s):xsk =0
(s0 ,s):xsk =1

(2.38)
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This means that the final LLRs are also calculated using simple ACS
operations. In contrast to the two recursions, however, the calculations are more involved as they require maximization over more than
two state transitions.
The branch metrics Γk (s0 , s) can be calculated from (2.32). Note
that constant terms in the branch metrics can be safely omitted during
decoding because only differences are considered in the computations
of the state metrics and the a-posteriori LLRs. Neglecting constant
terms, it follows that
Γk (s0 , s) ≈

1 s 0
1 p 0
p
µ (s , s)(Lsk + LA
k ) + µk (s , s)Lk .
2 k
2

(2.39)

Hence, for the considered binary convolutional code, there are four
possible branch metrics per trellis step k and each branch metric
p
is a combination of the sum Lsk + LA
In practice, the
k and Lk .
branch metrics are typically further simplified by adding the term
p
(1/2)(Lsk + LA
k ) + (1/2)Lk to all branch metrics, resulting in the four
p
s
values Γk,1 = 0, Γk,2 = Lk + LA
k , Γk,3 = Lk , and Γk,4 = Γk,2 + Γk,3 .
Due to its simple operations, the max-log-BCJR algorithm is highly
suitable for VLSI implementation. However, it was shown that the
max-log approximation provides in general too optimistic extrinsic
LLR values [46], leading to a considerable performance degradation.
This performance loss can be mitigated to a large extent by employing
extrinsic scaling [46], i.e., by scaling the extrinsic LLRs LE
k in (2.23)
and (2.24) with a constant factor sE smaller than 1.

2.3.4

The Soft-Output Viterbi Algorithm

The SOVA [41] consists of two parts. The first part is identical to
the conventional hard-output Viterbi algorithm [6] and amounts to a
forward recursion through the trellis of the convolutional code followed
by a trace-back that delivers the most probable path, i.e., the ML
path (and thus the most probable sequence of xsk ). In the second
part, the SOVA generates soft-information in the form of estimates
L̂D
k of the a-posteriori LLRs in (2.22) based on the extracted ML path.
Note that this approach is in strong contrast to the BCJR algorithm,
which generates exact a-posteriori LLRs by considering all possible
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paths through the trellis. The SOVA is roughly half as complex as
the max-log-BCJR algorithm [42].
Computation of ML Path
The SOVA first traces the trellis in forward direction. This forward
recursion is identical to the one in the Viterbi algorithm [6] and
can be expressed as in (2.36), where the branch metrics Γk (s0 , s)
are identical to the ones in (2.39). In particular, the SOVA recursively selects for each state s ∈ S in trellis step k one of the
two possible candidate state metrics Mk,1 (s) = Ak−1 (s0 ) + Γk (s0 , s)
and Mk,2 (s) = Ak−1 (s00 ) + Γk (s00 , s) (where s0 and s00 are the two
predecessor states of s) according to Ak (s) = max(Mk,1 (s), Mk,2 (s)).
While doing so, it stores for each state the respective decision bit dk (s)
that is associated with the selected branch. In addition, it also stores
the difference magnitudes of the candidate state metrics
∆k (s) = |Mk,1 (s) − Mk,2 (s)|.

(2.40)

During trace-back, the SOVA determines the ML path and provides
the corresponding states ŝk and decision bits dk along this path. Note
that dk correspond to the hard-outputs x̂sk = b̂k provided by the
conventional Viterbi algorithm. We denote the difference magnitudes
along the extracted ML path as ∆k . The difference magnitudes and
decision bits along the concurrent path merging into the ML path at
trellis step k are referred to as ∆ck−l and dck−l , respectively. These
parameters are illustrated in Fig. 2.9.
Computation of Soft-Information
Consider the determined ML path at trellis step k passing through
state ŝk . We refer to the ML path up to step k as ŝk . The corresponding concurrent path at step k that was discarded during the
forward recursion is denoted as sck (see Fig. 2.9). The computation
of the soft-information starts by noticing that the probability that a
wrong decision was made by selecting ŝk and discarding sck depends
on the magnitude difference ∆k as [41, 45]
Pr[ŝk is wrong] = p̄sk =

1
.
1 + exp(∆k )

(2.41)
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ŝk

sck

∆k

ŝk
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Figure 2.9: Trellis with ML path and concurrent path at step k.
The LLR of the probability in (2.41) is simply ∆k . This means that
with probability p̄sk the extracted ML codeword up to trellis step
k is wrong in all positions where the decision bits along ŝk differ
from the decision bits along sck . Positions where the decision bits
are identical, in contrast, are not affected by this wrong selection.
An important observation in the Viterbi algorithm is that ŝk and
sck normally emanate from the same path at U trellis steps before
step k in the trellis, where U is usually set to be five times the
constraint length of the code [45]. Thus, the decision bits of ŝk
and sck differ in no more than U positions. As a consequence, when
calculating the a-posteriori LLR of the systematic bit at trellis step
k−U +1, the probability must be considered that at least one of the U
concurrent paths merging into the ML path from trellis step k − U + 1
to k was incorrectly discarded. This is achieved by considering all
difference magnitudes ∆k−l along the ML path from l = U − 1 to
l = 0. It is shown in [41] that the LLR magnitude can be computed
approximately as
|L̂D
k−U +1 | =

min

l=(0,...,U −1) : dk−l 6=dck−l

∆k−l .

(2.42)

In practical implementations, the LLR magnitudes (2.42) are typically updated recursively. The SOVA follows the determined ML path
in forward direction and performs for each state along the ML path
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an U -step trace-back of the merging concurrent path (see Fig. 2.9).
During the trace-back at state ŝk , it updates the related U LLR
magnitudes according to
D
|L̂D
k−l | ← min(∆k , |L̂k−l |)

if dk−l 6= dck−l , ∀l ∈ [0, U − 1],

(2.43)

where all magnitudes |L̂D
k | are initialized with infinity prior to decoding. Hence, each LLR magnitude is updated at most U times
during U consecutive trace-backs. Finally, the LLR magnitude |L̂D
k|
is combined with the sign associated with the ML decision dk to yield
the output L̂D
k . The parameter U is typically referred to as update
window.
Improved SOVA Note that the original update rule in (2.43) does
c
not improve the estimate of |L̂D
k−l | when dk−l = dk−l . Several modifications of the original SOVA have been proposed to account for this
major shortcoming (e.g., [43, 44]). A particular simple yet effective
modification is the one proposed in [44], which considers in addition
to the difference magnitudes ∆k along the ML path also the difference
magnitudes ∆ck−l along the concurrent merging paths (see Fig. 2.9).
These additional ∆ck−l improve the reliability of the a-posteriori LLR
when dk−l = dck−l according to
c
D
|L̂D
k−l | ← min(∆k + ∆k−l , |L̂k−l |)

if dk−l = dck−l , ∀l ∈ [1, U1 − 1],
(2.44)

where we choose U1 ≤ U . This second update rule complements the
first original update rule in (2.43).
It was shown in [47] that, similar to the max-log-BCJR algorithm,
the quality of the extrinsic LLR values provided by the SOVA can be
improved by scaling the extrinsic a-posteriori LLR values LE
k in (2.23)
and (2.24) with a constant factor sE smaller than 1.

2.3.5

Error-Rate Performance Comparison

In order to characterize the BER performance of the discussed turbo
decoding algorithms, the 3GPP turbo code with the block interleaver
specified for UMTS (see [38]) is considered. The simulations have

40

CHAPTER 2. PRELIMINARIES

been performed without puncturing (i.e., R = RTC = 1/3) for block
length K = 5114 over an AWGN channel as described in Sec. 2.1.
Fig. 2.10(a) shows the BER performance of the turbo decoder with
optimal exact BCJR SISO decoding algorithm for different iterations
I. Observe that for this specific turbo code the BER starts saturating
after roughly 15 to 20 iterations. In practice, however, 5 to 8 iterations
are typically performed by corresponding hardware implementations.
In Fig. 2.10(b), the performance of the exact BCJR algorithm
is compared with the performance of the max-log-BCJR and the
soft-output Viterbi algorithms at I = 8 iterations (i.e., Ih = 16
half-iterations). Considering first the max-log-BCJR algorithm, it
can be observed that the straightforward application of the max-log
approximation leads to a strong performance degradation of 0.4 dB.
This degradation can be mitigated to a large extent by using extrinsic
scaling. In fact, with an optimized scaling factor of sE = 0.6875, the
performance of the max-log-BCJR algorithm is improved by 0.3 dB,
closing the gap to the optimal BCJR algorithm to less than 0.1 dB.
Next consider the SOVA SISO decoding algorithm in Fig. 2.10(b).
Simulations have shown that for the considered unpunctured turbo
code the length U of the update window must be chosen larger than
20 trellis steps in order to avoid serious performance degradation.
In the presented simulations we use U = 25. It can be seen that
the original SOVA with the single original update rule in (2.43) and
optimized extrinsic scaling factor sE = 0.7188 exhibits a significantly
worse performance than the max-log-BCJR algorithm. Due to this
reason, the SOVA has been considered only marginally in practical
turbo decoder implementations. However, by employing the second
update rule in (2.44) with U1 = U = 25, the performance of the
SOVA improves substantially and the performance gap compared to
the max-log-BCJR algorithm shrinks to 0.1 dB.

2.4

Summary

In this chapter, the basics of LDPC and turbo codes have been reviewed. It has has been shown that virtually all wireless standards
that employ LDPC codes consider the structured class of quasi-cyclic
LDPC codes. In order to tune both block length and code rate of
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these codes, wireless standards typically foresee a range of parity-check
matrices that are scheduled according to the present transmission
environment. With respect to the considered 3GPP turbo codes, we
have seen that the specified interleavers enable a wide range of block
lengths, and that the code rate is tuned by puncturing the code at
the output of the encoder from the inherent code rate RTC = 1/3 to
higher code rates (which can be close to 1).
Furthermore, best-practice of LDPC and turbo decoding algorithms have been summarized. Practical QC-LDPC decoders perform
message-passing on the parity-check constrained factor graph of the
code and employ low-complexity message update rules that reduce
the VLSI implementation costs compared to the optimal sum-product
algorithm at the expense of a small error-rate performance loss. A
particular favorable decoding algorithm for practical implementations
is the offset-min-sum algorithm combined with the layered schedule,
which is focused on in the remainder of this thesis.
Practical turbo decoders typically operate on the trellis constrained
factor graph of the code and rely on the max-log-BCJR SISO decoding
algorithm to decode the component convolutional codes. This SISO
decoding algorithm provides a significant reduction of implementation
complexity compared to the optimal BCJR algorithm at the expense
of a negligible error-rate performance loss — when combined with
extrinsic scaling. Although the soft-output Viterbi algorithm comes
with halved complexity compared to the max-log-BCJR algorithm, it
has been considered only marginally for SISO decoding in practical
turbo decoder implementations due to its sub-optimal performance.
However, we have described an improved SOVA, which shows a performance close to the one of the max-log-BCJR algorithm, rendering
the SOVA a competitive alternative.
The efficient VLSI implementation of these low-complexity decoding algorithms under the outlined flexibility requirements is the focus
of the following two chapters.
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Figure 2.10: BER performance of the unpunctured 3GPP UMTS
turbo code with K = 5114 for different SISO decoding algorithms.

Chapter 3

VLSI Implementation of
LDPC Decoding
This chapter is concerned with the energy-efficient VLSI implementation of flexible QC-LDPC decoders. In Sec. 3.1 we first present a
high-level architecture exploration with reference to designs from the
open literature, where the LDPC decoder design space is partitioned
into three different architecture classes. We describe similarities and
differences between these architecture classes and identify the class
that is in general most suitable for flexible QC-LDPC decoder implementation. Based on this architecture class, a specific efficient
flexible QC-LDPC decoder architecture is presented in Sec. 3.2. The
second part of this chapter then deals with the energy-efficient implementation of the presented architecture and provides corresponding
implementation results.

3.1

High-Level Architecture Exploration

From a high-level perspective, virtually all implementations of messagepassing LDPC decoders found in the open literature are derived from
an isomorphic architecture [18] which is a direct mapping of the paritycheck constrained factor graph in Fig. 2.2 to three types of hardware
components: i) VN units (VNUs) and CN units (CNUs) to compute
43
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the update equations, ii) an interconnect network representing the
edges of the graph, and iii) storage devices for the L-values and
messages. Starting from this prototype architecture, different implementation trade-offs are obtained through architectural transformations such as resource sharing across VNUs and CNUs and iterative
decomposition of the update equations.
In what follows, it is illustrated how the design space can be partitioned into three different architecture classes [22]: Full-parallel, rowparallel, and block-parallel. These three classes are depicted in Fig. 3.1.
In order to evaluate the general impact of these architectural choices
on silicon area and energy efficiency, data points from LDPC decoder
implementations found in the open literature are collected and put
into relation in Fig. 3.2. For a fair comparison, technology scaling
is taken into account, i.e., we scale the core area, throughput, and
energy efficiency of all designs to the 90 nm CMOS technology node
with 1.0 V supply voltage. We assume 5 and 10 iterations for designs
based on layered (filled markers) and flooding schedules, respectively,
to account for the difference in convergence speed. Fig. 3.2(a) relates
the area per bit to the time required for decoding. The diagonal
lines correspond to constant silicon efficiency. Fig. 3.2(b) relates the
energy efficiency in terms of energy per bit to the maximum achievable throughput for each design. The diagonals in this figure correspond to constant power consumption. Note that area and energy in
both figures are normalized by the codeword length N and that the
throughput is measured at the input of the decoder (i.e., in terms of
codeword bits per second) in order to avoid dependencies on the code
rate. The considered energy efficiency is thus in energy per codeword
bit, which is the energy efficiency measure that is typically reported
in LDPC decoder publications.1

1 In order to convert energy per codeword bit to energy per information bit, one
can simply divide the first measure by the code rate.
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Full-Parallel Architecture

Full-parallel LDPC decoder designs, e.g., [49–52], were among the
first implementations of LDPC decoders. Corresponding implementations inherently rely on the flooding schedule and directly implement the isomorphic architecture of the message-passing algorithm.
A high-level block-diagram of a typical full-parallel design is shown
in Fig. 3.1(a). The update equations are mapped into individual
VNUs and CNUs that exchange messages through a hard-wired routing
network. The parallel processing allows each iteration to be performed
in a single clock cycle, in which VNUs fetch all R-messages from local
(register based) storage and compute new Q-messages that are sent
through the routing network. The CNUs compute new R-messages
and send them back to the VNUs where they are stored for the next
iteration and are used to update the local L-value registers.
Discussion
The main advantage of the full-parallel architecture is the ability to
fully exploit the intrinsic parallelism offered by LDPC codes. This
architecture enables very high throughput since one iteration is performed per clock cycle with simple computations that allow for high
operating clock frequencies. This performance advantage is visible
in Fig. 3.2(a), where the designs based on this isomorphic architecture achieve highest throughput of tens of Gbps. Unfortunately, the
complex routing network that connects CNUs and VNUs turns out
to be a major implementation bottleneck for these designs [52] and
straightforward implementations exhibit extremely poor area utilization and suffer from a considerable speed penalty that may even
become worse when proceeding to more advanced CMOS technology
nodes. Proposals to mitigate this routing bottleneck include the serialization of multi-bit interconnect buses [50] or guided placement to
reduce the number or the length of global wires [53]. A particularly
interesting approach is a modification on the algorithmic level that
reduces the amount of routing at the expense of a small error-rate performance degradation [52]. The positive impact of this modification
on silicon area and energy efficiency is clearly visible from Fig. 3.2(a)
and Fig. 3.2(b), where the design with the modified algorithm [52]-(a)
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achieves much better implementation results than the accompanying
reference design without algorithm modifications [52]-(b).
Application to flexible QC-LDPC decoders Full-parallel architectures have been considered mainly for wireline communication
standards, such as, e.g., 10GBASE-T 10 Gbps Ethernet, due to the
very high throughput provided by this architecture class. Since the
full-parallel architecture represents the direct hardware mapping of a
specific parity-check matrix, this class cannot provide any flexibility.
Therefore, it is generally ill-suited for wireless communication standards that require the support for different parity-check matrices in
order to tune code rate and block length.

3.1.2

Row-Parallel Architecture

The row-parallel architecture class, e.g., [15, 48, 54, 55], is a step towards less parallelism by means of resource sharing [18] among the
CNUs. The main objective is to reduce active silicon area and to
partially alleviate the routing bottleneck while maintaining very high
throughput. The principle underlying row-parallel architectures is
illustrated in Fig. 3.1(b). Essentially, the parity-check matrix is partitioned vertically into layers. The parity-check equations in each
layer are executed in parallel on a set of time-shared CNUs. An
iteration now consists of multiple cycles in which the VNUs access
the R-messages corresponding to the current layer sequentially from
a small storage array (typically too small for economic use of SRAM
macrocells) to compute the Q-messages and communicate them to
the CNUs through a programmable routing network. The complexity and the amount of bits required to control this programmable
routing network heavily depend on the structure of the code and
on its partitioning into layers. In the worst-case, a full crossbar is
needed to realize the interconnect network. Due to the sequential
processing of the CNUs, the update of the L-values in the VNUs
can be performed in an iteratively decomposed fashion2 , while the
2 The degree of iterative decomposition depends on the choice of the layers and
on the code. Ideally, the layers can be selected according to (2.12), where the
degree of each column of a layer is one.
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computation of R-messages in the CNUs is still carried out in a single
cycle on a purely combinational network.
Discussion
Considering the reference designs in Fig. 3.2(a), it is interesting to see
that row-parallel architectures are still sufficiently fast to meet even
the 10 Gbps of high-throughput wireline communication standards
(e.g., 10GBASE-T). At the same time, they provide an area advantage
over full-parallel designs, which is partially due to a smaller number
of global wires and CNUs and partially due to architectural/layout
measures that exploit regularities in the code [55] or circuit-level measures that reuse routing resources [15]. A key advantage of the rowparallel architecture is that it is naturally suited to support the layered
schedule, which allows for fewer iterations. Note that additional
storage to hold the L-values computed in the previous iteration, while
processing layers of the current iteration, can be avoided for a layered
schedule with proper layer selection as in (2.12). This difference in
area is visible in Fig. 3.2(a) when comparing the designs [55] and [15].
Application to flexible QC-LDPC decoders In general, the
programmable routing network illustrated in Fig. 3.1(b) required by
the row-parallel architecture class provides the flexibility to support
multiple parity-check matrices with a single decoder. For this reason, this architecture class has been recently considered in several
flexible QC-LDPC decoders tailored to the emerging high-throughput
wireless standards IEEE 802.11ad and IEEE 802.15.3c (e.g., [48, 56]).
Although the structure of QC-LDPC codes significantly reduces the
complexity of the programmable routing network compared to a full
crossbar, the economic implementation of such networks in conjunction with the parallel execution of full parity-check equations still
represents a major design challenge.

3.1.3

Block-Parallel Architecture

Block-parallel designs (e.g., [21, 57–64]) rely on further resource sharing and further iterative decomposition. Fig. 3.1(c) outlines the architectural principle, which is usually used in combination with the
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layered message-passing schedule. In essence, this architecture class is
obtained by starting from the row-parallel approach and by partitioning the computation of a layer further into multiple cycles, corresponding to multiple blocks in the parity-check matrix. Per clock cycle, a
single block, multiple blocks or only a part of a block can be processed.
This iterative decomposition simplifies the CN processing and allows
for resource sharing also across the VNUs. Typically, the VNUs
are now tightly coupled to the CNUs to form a node computation
unit (NCU). Due to the reduced parallel access requirements compared to the other two architecture types3 , R-messages and L-values
can now be stored in area-efficient SRAM macrocells. However, a
programmable routing network is required that connects the L-value
storage array to the NCUs since in each block a different NCU is
associated with a particular L-value.
Discussion
Fig. 3.2(a) clearly illustrates how the block-parallel designs cover the
lower-throughput region of the design space, but it also shows that
more recent designs are approaching the multiple-Gbps range [61,64].
This is achieved by increasing the number of blocks that are processed
in parallel, either within a layer or across layers. The trajectory across
the designs [62], [61], [64] illustrates that this transition is possible
at an almost constant silicon efficiency, which reveals the suitability of the block-parallel architecture class to provide very different
area/throughput trade-offs that can be tailored to the application at
hand.
In terms of energy efficiency, Fig. 3.2(b) reveals a small disadvantage of the block-parallel designs compared to the full-parallel
and row-parallel designs. This trend can be explained by the higher
degree of control required after extensive resource sharing and iterative decomposition. Another trend visible from Fig. 3.2 is the split
between two types of block-parallel designs. The first type exploits
the ability of the architecture to use area-efficient SRAM macrocells.
3 The parallel access requirements of the block-parallel architecture class are
reduced compared to the full-parallel and row-parallel classes, but they still pose
a significant challenge for the implementation of block-parallel QC-LDPC decoders
as shown in Sec. 3.2.
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The second type relies on latch or flip-flop based RAMs synthesized
from standard-cell libraries, which we will refer to as standard-cell
based memories (SCMs).

Application to flexible QC-LDPC decoders The block-based
processing in conjunction with structured codes significantly facilitates reconfigurability. Due to this reason, this architecture class
has been widely employed for flexible decoder implementations. For
QC-LDPC codes, the programmable interconnect can be realized particularly efficiently when the blocks processed by the block-parallel
architecture coincide with the elements of the QC matrix prototype
Hp in (2.7). In this case, the programmable interconnect can be implemented using an area-efficient programmable cyclic shifter (CS) [62]
that is controlled by the related shift amounts cmp ,np in Hp .

3.1.4

Conclusions

It has been shown that the design space of LDPC decoders can be
partitioned into three architecture classes. Practical full-parallel designs achieve very high throughput in excess of 10 Gbps but cannot
provide any flexibility in terms of code rate or block length. The
row-parallel and block-parallel designs reduce the silicon area compared to the full-parallel designs with different degrees of resource
sharing and iterative decomposition at the expense of a degradation
in throughput. While both architecture classes offer flexibility, the
block-parallel class is especially suitable for QC-LDPC codes as it
naturally fits together with the block structure of these codes. It has
been shown that this architecture class is highly scalable and supports
the full range of throughput requirements found in modern wireless
standards, including multiple-Gbps as required by emerging systems.
The latter is achieved by processing multiple blocks in parallel, which
enables throughput close to the one of row-parallel designs at lower
silicon area (compare designs [64] and [48] in Fig. 3.2(a)). Due to these
favorable properties, the block-parallel architecture class is considered
in the remainder of this thesis.
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Flexible QC-LDPC Decoder
Architecture

In what follows, we present an efficient QC-LDPC decoder architecture that provides flexibility for virtually all QC matrix prototypes
with low area overhead. The presented block-parallel architecture
is based on the reference architecture in [62] but contains several
important optimizations that significantly improve throughput and
energy efficiency. It implements the OMS algorithm in conjunction
with the layered message-passing schedule described in Chapter 2.
The layers coincide with the rows of the matrix prototype Hp , i.e.,
each layer consists of Z successive rows in the parity-check matrix
H. Note that this layer selection corresponds to the favorable layer
selection described in (2.12), i.e., each codeword bit is involved in
exactly one parity-check per layer. The architecture processes one
Z × Z block in the parity-check matrix per clock cycle.

3.2.1

Architecture Overview

Fig. 3.3 shows the high-level block diagram of the proposed VLSI
architecture. The architecture relies on three large memories: the
L-memory to store the L-values Ln , the R-memory for the R-messages
Rm,n , and the Q-buffer storing the Q-messages Qn,m . The architecture further comprises Zmax node computation units (NCUs), and
a flexible cyclic shifter (CS) unit. The decoding process within an
iteration is controlled by a control sequence kept in a programmable
sequence memory inside the control unit. This feature allows one to
reconfigure the decoder to any QC-LDPC code with Z ≤ Zmax that
fits into the allocated hardware resources.
The decoding process starts by initializing the L-memory with the
channel LLRs `n in (2.2) received from the soft-output detector. Then,
for each iteration, the parity-check matrix is processed layer by layer,
and in each layer, the Np Z × Z blocks are processed sequentially
using Z NCUs (see illustration in Fig. 3.1(c)). During the sequential
processing of a specific layer, the m-th NCU is responsible for updating
the Q-messages, R-messages, and L-values connected to the m-th
CN inside that layer according to the update rules in (2.13), (2.14),
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Figure 3.3: High-level block diagram of the QC-LDPC decoder
architecture.

and (2.15). One block is processed per clock cycle, and for each
processed block the associated Z L-values are fetched from the Lmemory and cyclically left-shifted by the CS unit in order to provide
each NCU with the proper L-value according to the corresponding
shift amount in the matrix prototype. The Z L-values are written
back to the L-memory after being updated in the NCUs.
Note that only blocks with shift amount cmp ,np 6= ∞ have to be
considered during decoding. The blocks with cmp ,np = ∞, in contrast,
do not contribute to the message updates since they are all-zero
blocks (see Sec. 2.2.1). Thus, these blocks can safely be skipped by
our architecture. We emphasize that for Z < Zmax only a subset of the
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data path needs to be active, while the remaining hardware resources
can be turned off to reduce power consumption (see Sec. 3.4.1).
Decoding Throughput
In order to enable a high operating clock frequency, the architecture
is heavily pipelined with pipeline stages put between all major blocks
as shown in Fig. 3.3. The maximum decoding throughput of the
described architecture in terms of decoded information bits per second
mainly depends on the length Lseq of the loaded control sequence and
on the number of performed iterations I according to
θLDPC =

ZNp R
K
fclk =
fclk ,
Lseq I + C
Lseq I + C

(3.1)

where C is the constant number of clock cycles required to fill the
pipeline at the beginning of decoding and flush it at the end.

3.2.2

Node Computation Unit

The architecture of the NCU is detailed in Fig. 3.4. Each NCU follows
a two-step procedure to update the associated messages and L-values,
while sequentially processing a specific row of the parity-check matrix (i.e., check node CN of the factor graph). This two-step procedure
directly follows from the breakdown of the OMS computations in
(2.15) into the two steps referred to as MIN step (2.16)-(2.19) and SEL
step (2.20)-(2.21). During the MIN step, the MIN unit sequentially
computes the minimum and second minimum of the Q-messages that
are connected to the associated CN based on the previous L-values
and R-messages. At the end of the processed row, the MIN unit
passes the two computed minima along with the column index of the
first minimum and the multiplied sign of all Q-messages to the SEL
unit which sequentially updates both the R-messages and L-values
in the second step. The MIN and SEL units operate concurrently in
successive layers, i.e., the SEL unit operates in layer mp while the MIN
unit operates in layer mp + 1. While this parallel processing is crucial
to achieve high decoder throughput, it leads to data dependencies
between the MIN unit and SEL unit that must be resolved by the
control unit. In particular, it must be ensured that the SEL units

55

3.2. QC-LDPC DECODER ARCHITECTURE

Lold

Qnew

currIdx

currIdx
minIdx

MIN1

β

Qnew
A>B

A==B

MSB

min1

Rold
MSB

Rnew

min2

0

MIN2
sign

MIN unit
operates on layer mp+1

NCU

MC

SEL unit
operates on layer mp

Lnew

Rnew
clip
PPC unit

p

Figure 3.4: Architecture of the node computation unit.
access the np -th block on layer mp before the MIN units access the
np -th block on layer mp + 1. Otherwise, the MIN units operate
on outdated L-values, which reduces convergence speed and leads
to serious error-rate performance degradation for a fixed number of
performed iterations.
MIN Unit
As illustrated in Fig. 3.4 the MIN unit first computes the current Qmessage on-the-fly as the difference from the L-value coming from the
CS unit and the R-message retrieved from the R-memory according
to (2.13). The new Q-message is passed to the MIN1 and MIN2
sub-units that sequentially compute the first and second minima and
the multiplied sign of all Q-messages in the current row according
to (2.16)-(2.19). In addition, the new Q-message is passed to the
Q-buffer. At the end of the current row, the obtained results along
with the column index that points to the first minimum are latched
into the register connecting the MIN unit to the SEL unit.
SEL Unit
The SEL unit first selects the proper minimum value according to
(2.20). This means, it selects min2 when the current column index
of the processed row coincides with the minIdx and min1 in all other
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cases. Then, the OMS specific offset β is subtracted from the selected
minimum. The magnitude of the new R-message is obtained by a
simple max-function as in (2.21). The sign of the new R-message
corresponds to the overall product of all Q-message signs received
from the MIN unit (see Fig. 3.4) with the sign of the current Qmessage (retrieved from the Q-buffer) being excluded by a simple
XOR operation. The new L-value is computed by adding the updated
R-message to the Q-message.
Note that the dynamic range of the L-values can become rather
large in general, due to the iterative updates performed on these
values. To limit the dynamic range of the L-values, we apply messageclipping to the R-messages as proposed in [62]. In particular, instead
of passing the full R-message to the R-memory, only the part is forwarded which was actually added to the Q-message before saturation
of the new L-value occurred, i.e.,
new
Rclip
= max (min (Rnew , Lmax − Qnew ) , −Lmax − Qnew ) ,

(3.2)

where Lmax denotes the message-clipping parameter (typically the
maximum absolute value of the quantized L-value). It was shown
in [62] that message clipping allows one to reduce the wordwidth of the
quantized L-values and Q-messages from 7 bit to 5 bit at a slight loss in
error-rate performance of the decoder. Thus, message-clipping offers
an interesting trade-off between memory requirements and error-rate
performance.
Partial Parity-Check Unit
The partial parity-check (PPC) unit checks if the associated paritycheck equation associated with the currently processed row is satisfied,
i.e., if hm x̂> = 0, where hm represents the currently processed row of
the parity-check matrix H and x̂ corresponds to the hard-estimates
of the codeword obtained form the signs of the updated L-values. If
this is the case, the output of the PPC unit, denoted as p in Fig. 3.4,
is set to binary-0 at the end of the current row. Combining the check
bits from all active NCUs by a simple OR-operation results in a perlayer PPC bit that is binary-0 only if all parity-check equations in the
current layer are satisfied. If a certain number of consecutive per-layer
PPCs are correct, early termination is triggered and the decoding
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process is stopped. This early termination scheme can be initialized
at any point in the decoding process and is configurable in the number
of consecutive per-layer PPCs that must be correct, enabling a tradeoff between average number of performed iterations and error-rate
performance. This approach is more flexible than the conventional
early termination scheme described in [62], which initializes the PPCs
only at the beginning of a new iteration and requires all PPCs within
one full iteration to be correct.

3.2.3

Cyclic Shifter Unit

Cyclic shifts are required to route the blocks of Z L-values retrieved
from the L-memory to the proper MIN units inside the NCUs. In
particular, assume that the MIN units access the block on row mp and
column np in the prototype matrix Hp . Associated with this block
are the Z L-values (L(np −1)Z+1 , . . . , Lnp Z ). If the corresponding shift
amount is cmp ,np = 0, the Z L-values are fed to the Z MIN units in
linear order. If, however, cmp ,np 6= 0, the circulant construction of
the matrix prototype Hp in (2.7) suggests that the L-values must be
circularly left-shifted by cmp ,np positions before they are passed to the
MIN units. As seen in Fig. 3.3, the L-values are not shifted back after
they have been updated by the SEL units. This approach allows us to
save an additional CS unit. However, in order to ensure that the MIN
units still receive proper L-values that are shifted according to the
entries of the matrix prototype, the CS unit performs relative shifts.
The computation of the corresponding relative shift amounts is performed in the CS unit and, thus, does not affect the implementation
of the control unit or the control sequence.
Fig. 3.5 depicts the architecture of the CS unit. The shift buffers
keep track of the current shift amounts of the Np Z-dimensional
L-value blocks stored in the L-memory. The relative shift amount
c∆ is computed by a small control logic and then passed to the
CS. The employed CS corresponds to the barrel-rotator based CS
described in [62] and supports all shift amounts 0 ≤ c ≤ Z − 1 for all
Z ≤ Zmax . As shown in the lower part of Fig. 3.5, the shifts are
realized by two barrel rotators (BR). Each barrel rotator has a simple
structure based on dlog2 (Zmax )e multiplexer stages where the i-th
stage (i = 0, . . . , dlog2 (Zmax )e − 1) executes a cyclic left-shift of either
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Figure 3.5: Architecture of the cyclic shifter unit.
zero or 2i positions depending on the shift amount. The two rotators
receive two different shift amounts c1 = c∆ and c2 = Zmax − Z + c1 ,
respectively. If Z = Zmax the output of the first rotator corresponds to
the final vector. If Z < Zmax , however, the final vector is assembled
from the two rotator outputs using a subsequent multiplexer stage.
The main advantage of this architecture compared to other approaches
found in the open literature is its low circuit area and fast operation.

3.2.4

Configurable Control Unit

The implemented control unit consists of configuration registers, the
sequence memory, and a simple controller. Prior to decoding, the
configuration registers are configured with the OMS offset β, the
parameter Z, and the number of iterations I. In addition, the sequence memory is loaded with the control sequence which contains the
information on the current matrix prototype Hp . During decoding,
an address counter accesses the sequence memory word by word, and
the individual control words are translated into control signals for the
memories, the CS unit, and NCUs. After each iteration, the address
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counter is reset. We emphasize that this simple approach enables full
flexibility of the decoder at very low implementation complexity.
Control Sequence
The sequence construction is done off-line. Each sequence contains
Lseq words comprising Bseq bits. It is obvious from (3.1) that it is
crucial to keep the sequence length as small as possible in order to
achieve high decoder throughput. The minimal possible sequence
length L∗seq equals the number of entries in Hp with cm,n 6= ∞,
which will be referred to as NB in the following. However, the actual
sequence length is typically larger since stall cycles may be required
to resolve the described data dependencies within the NCUs. In
order to reduce the number of stall cycles, we exploit the fact that
the MIN and SEL units generally can process the columns of Hp in
arbitrary ordering with the only constraint that the SEL units process
the np -th column on layer mp before the MIN units do so on layer
mp + 1. Furthermore, our architecture implements a forwarding logic
in the L-memory, which provides the possibility to forward updated
L-values coming from the NCUs directly to the CS unit, thereby
bypassing the L-memory. This technique reduces the latency between
an L-value is updated in the SEL units and accessed again by the MIN
units, which in turn leads to smaller sequence lengths. In addition,
it decreases the write access rate of the L-memory and, thus, can be
exploited to reduce power consumption by turning off the write logic
of the L-memory when bypassing occurs. As an example, Table 3.1
shows the sequence lengths of our architecture for all QC-LDPC codes
defined in the IEEE 802.11n standard [33] and compares them to
the corresponding minimal possible sequence lengths L∗seq . It can be
observed that our sequence construction approach in conjunction with
the described memory bypassing yields very efficient sequences with
a maximal stall ratio smaller than 5%.

3.2.5

Memory Requirements

As depicted in Fig. 3.3, the block-parallel processing of our architecture requires the L-memory, R-memory, and Q-buffer to support
an extensively large data bandwidth. In particular, all memories
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Table 3.1: Sequence lengths Lseq for the IEEE 802.11n standard.
Z Code rate Lseq L∗seq Stall ratioa [%]
27

54

81

1/2
2/3
3/4
5/6
1/2
2/3
3/4
5/6
1/2
2/3
3/4
5/6

92
88
89
91
88
88
90
86
88
88
86
80

88
88
88
88
86
88
88
85
86
88
85
79

4.6
0
1.1
3.4
2.3
0
2.3
1.2
2.3
0
1.2
1.3

a The stall ratio measures the overhead required to resolve the data dependency
in the NCUs. It is defined as (number of stall cycles)/L∗seq .

require one read operation and one concurrent write operation per
clock cycle. Due to this reason, all memories must be realized as
two-port4 memories. Furthermore, one address corresponds to Zmax
values/messages, where the L-memory and Q-buffer must provide
Np addresses and the R-memory NB,max addresses, corresponding
to the maximum number of blocks in Hp with cmp ,np 6= ∞. These
memory requirements are summarized in Table 3.2, where BL , BR ,
and BQ denote the number of bits used to quantize the L-values,
R-messages, and Q-messages, respectively. Thus, assuming a typical
5 bit quantization for all values and messages and Zmax = 81 as
for the IEEE 802.11n standard [33], each memory has to provide
a concurrent read and write bandwidth of 405 bit per clock cycle.
This large memory access bandwidth in conjunction with the large
memory capacities are among the main implementation challenges of
block-parallel QC-LDPC decoders.
4 Two-port memories provide one read and one write access per clock cycle.
Single-port memories only provide one write or one read access per clock cycle.
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Table 3.2: Requirements for L-memory, R-memory, and Q-buffer. All
memories must provide one read and one write access per clock cycle.
L-memory
R-memory
Q-buffer
Addresses
Values
per address
Total capacity

3.3

Np
Zmax
L-values
Np Zmax BL

NB,max
Zmax
R-messages
NB,max Zmax BR

Np
Zmax
Q-messages
Np Zmax BQ

Low-Power Memory Architecture

Due to the large parallel read/write memory access requirements in
block-parallel QC-LDPC decoders, the memory components typically
consume a dominant share of the total power. For instance, in the
reference decoder described in [62], an estimated 68% of total decoder
power is consumed by the memories for L-values and R-messages.
Hence, the optimization of the memory components for low power is
crucial when striving for energy-efficient flexible QC-LDPC decoder
implementations.
In general, digital IC designers have two major options for on-chip
memory implementations, namely SRAM macrocells and SCMs.

3.3.1

SRAM Macrocells versus SCMs

Interestingly, among the LDPC decoders considered in Fig. 3.2(b),
block-parallel decoders based on SCMs generally achieve better energy efficiency than the ones based on SRAM macrocells. This observed advantage of SCM based decoders can be attributed to two
main factors [23]: i) SCMs can be more power-efficient than SRAM
macrocells and ii) SCMs can merge with logic blocks, which increases
data locality and hence may reduce routing overheads and lead to
less switching power. SCMs can also be organized in many small
blocks which can be enabled separately. Such a fine-grained memory
organization is key to reduce power consumption in flexible QC-LDPC
decoders for modes with Z < Zmax . Furthermore, the use of SCMs
described in a hardware description language eases the portability of a
design to other technologies. Also, SCMs can be described in a generic
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way, which simplifies modifications in terms of number of addresses
or number of bits per address at design time. SRAM macrocells, on
the other hand, need to be created again for each technology node
or process design kit, using a dedicated macrocell compiler. Due to
these reasons, we propose to base the memory architecture on SCMs.
A potential drawback of SCMs synthesized from typical commercial standard-cell libraries compared to SRAM macrocells is their
lower area efficiency for large memory capacities5 . This trend is
visible in Fig. 3.2(a), where it can be seen that block-parallel LDPC
decoders based on SRAM macrocells generally require less silicon area
than the ones based on SCMs. The reason for this is the fact that
commercial standard-cell libraries typically provide only static latches
and flip-flops which are optimized for high-speed performance and
highest robustness in the context of process-voltage-temperature variations. We emphasize, however, that the area gap of SCMs to SRAM
macrocells can be reduced drastically by relying on custom-designed
higher-density dynamic latches as storage cells (see Sec. 3.4.2).

3.3.2

SCM based Memory Architecture

Any SCM comprises three building blocks: i) the write logic, ii)
the read logic, and iii) the array of storage cells. A comprehensive
study on the design of SCMs was presented in [23]. In this study, we
compared various architectural choices for the three building blocks to
each other considering different commercial standard-cell libraries and
different CMOS technology nodes. According to this study, the most
efficient SCM architecture in terms of power consumption and silicon
area uses a write logic based on clock gates (rather than one based on
a conventional enable logic for the storage cells), a read logic based
on simple multiplexers (rather than one based on tri-state buffers),
and latches as storage cells. This architecture is used as basis for the
L-memory, R-memory, and Q-buffer and is described in more detail
in the ensuing discussion. Interestingly, in the application example
provided in [23] it was shown that the use of the considered SCM
architecture reduces the power consumption of an example LDPC
decoder by 37% compared to the use of SRAM macrocells.
5 For memory capacities smaller than 1 kbit, the use of commercial SCMs can
be profitable also in terms of silicon area [23].
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Figure 3.6: Low-power SCM based L-memory architecture.

L-Memory Architecture

The proposed latch based architecture for the L-memory is shown
in Fig. 3.6. The storage array consists of Np rows and Zmax BL columns
(refer to Table 3.2). To perform a write access, the write address
decoder (WAD) produces a one-hot encoded signal that enables one
specific clock gate to pulse the clock of the currently selected row.
All other rows receive a silenced clock, thereby keeping their previous
data. For lower-complexity operation modes with Z < Zmax , only a
small subset of columns are active per row. In order to reduce power
consumption for these operation modes, additional AND gates are
used to silence the clocks of the unused columns. We emphasize that
the corresponding control signals are guaranteed to be glitch-free as
they are static signals coming from the configuration registers of the
decoder. To perform a read access, the read address decoder (RAD)
generates a control signal (based on the buffered read address) that
controls the output multiplexer stage.
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R-Memory and Q-Buffer Architecture
In contrast to the L-memory, the individual columns in the R-memory
and Q-buffer are firmly associated with specific NCUs. For this reason, we partition these memories vertically into Nslice memory slices,
where each slice is associated with Zmax /Nslice NCUs. This partitioning enables a trade-off between data locality and circuit overhead.
Specifically, in one extreme case, Nslice can be chosen equal to the
number of NCUs, effectively allocating an individual R-memory and
Q-buffer slice for each NCU. This approach fully reflects the local
data processing of the message-passing algorithm, but also involves a
considerable circuit overhead due to the numerous replicated address
decoders and clock gates. On the other extreme, sharing a single
R-memory and Q-buffer among all NCUs minimizes circuit overhead
but further separates storage from the corresponding data processing.
From a layout perspective, the good data locality implied by a large
Nslice yields a more local structure, thereby facilitating placement,
routing, and clock tree generation for the memories, which turns out
to be associated with considerable overhead for routing and buffer
insertion for wide storage arrays.

3.4

Implementation Results

Based on the low-power architecture described in the previous sections, two ASICs optimized for the IEEE 802.11n standard6 have
been implemented and manufactured in 90 nm CMOS technology.
The first implementation uses SCMs based on a commercial standard
cell library. The second ASIC is based on the first one with the
commercial SCMs replaced by custom-designed refresh-free dynamic
SCMs (D-SCMs).7 The key figures of the fabricated ASICs are summarized in Table 3.6; the corresponding chip micrographs are shown
6 The described QC-LDPC decoder architecture has also been used as basis
for the ASIC implementation presented in [65] optimized for the IEEE 802.11ad
standard. By instantiating 2Zmax NCUs the implemented decoder processes two
blocks per clock cycles and achieves the multi-Gbps throughput requirements of
the mandatory standard modes. This result proves the favorable scaling properties
of the proposed architecture.
7 The design of the D-SCMs and the integration of the second ASIC were carried
out by another PhD student. More details can be found in [24].
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Figure 3.7: QC-LDPC decoders fabricated in (1P/8M) 90 nm CMOS.
Left: Chip micrograph of ASIC based on commercial SCMs. Right:
Chip micrograph and layout of ASIC based on D-SCMs.
in Fig. 3.7. In what follows, these two implementations are described
in more detail.
Optimizations for IEEE 802.11n WLAN
Both decoders have been designed to support (at least) all twelve QCLDPC codes of the IEEE 802.11n WLAN standard [33] with the maximum specified throughput of 600 Mbps at 10 iterations. The standard defines Z ∈ {27, 54, 81}, R ∈ {1/2, 2/3, 3/4, 5/6}, and Np = 24.
For this reason, Zmax = 81 NCUs have been instantiated. In order
to reduce power consumption for lower-complexity operation modes
with Z < Zmax , the NCU pool and all pipeline registers have been
partitioned into three blocks, associated with 27 NCUs, that can be
individually switched off using clock gates. The L-memory has been
partitioned as shown in Fig. 3.6, where the three blocks of 27 · BL
consecutive columns can be turned off individually by configuring
the AND gates accordingly. Regarding the R-memory and Q-buffer,
it has been found that Nslice = 9 yields a good trade-off between
data locality and circuit overhead. Hence, there have been nine Rmemory and Q-buffer slices instantiated, which can be switched off
individually together with the corresponding NCUs using the clock
gates. Accordingly, each R-memory slice has NB,max = 88 rows and
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Figure 3.8: BLER performance of implemented QC-LDPC ASICs for
the Z = 81, R = 1/2, R = 5/6 [33] codes over an AWGN channel.
provides nine R-messages per row, whereas each Q-buffer provides
Np = 24 rows with nine Q-messages per row.
Fig. 3.8 shows the BLER performance of the two ASIC implementations and provides comparison to the ideal floating-point version
of the OMS algorithm (with β = 0.45). By using message-clipping
for the R-messages as described in Sec. 3.2.2, all values and messages
can be quantized with 5 bit, i.e., BL = 5, BR = 5, and BQ = 5.
As shown in [62], message-clipping leads to a slight loss in terms of
error-rate performance compared to a conventional implementation
without message-clipping, but it reduces the amount of bits required
in the L-memory and Q-buffer by 28%. In the final implementation,
both the L-memory and the Q-buffer slices have a capacity of 9.72 kbit.
All R-memory slices have a total capacity of 35.64 kbit.

3.4.1

QC-LDPC Decoder for WLAN with
Commercial SCMs

The measured key figures of the fabricated ASIC based on SCMs
with commercial standard cells are summarized in the second column of Table 3.6. The implementation achieves a maximum clock
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frequency of 346 MHz, which translates8 into a maximum decoder
throughput of 680 Mbps in terms of information bits per second for the
Z = 81, R = 5/6 code at 10 iterations. Hence, the decoder exceeds the
throughput requirements of the standard. The core occupies a silicon
area of 1.77 mm2 with a total cell area of 392 kGE. Table 3.3 shows
the detailed cell-area breakdown of the decoder. As expected, the
SCM based L-memory, R-memory, and Q-buffer occupy a dominant
share of the overall decoder area. More interestingly, the CS unit and
the configurable control unit (including the SRAM sequence memory),
which together enable the support for every QC-LDPC code that fits
into the allocated resources, amount to less than 10% cell area. This
observation proves that our block-parallel architecture is in fact highly
suitable for the implementation of flexible QC-LDPC decoders, and
shows that in general the large degree of flexibility in block-parallel
decoders can be provided with very low area overhead.
Table 3.3: Detailed cell-area breakdown of the QC-LDPC decoder
based on commercial SCMs.
Total Logic
SRAM
Unit
mm2 kGEa mm2 kbit
L-memory (9.72 kbit)
Q-buffer slices (9.72 kbit)
R-memory slices (35.64 kbit)
NCUs
CS unit
Control unit
Miscellaneous
Total

0.16
0.16
0.54
0.20
0.07
0.02
0.10
1.25

52.3
51.3
171.1
64.3
22.2
1.4
29.6
392.2

0.018
0.018

5.4
5.4

a One gate equivalent corresponds to the area of a two-input one-drive NAND
gate of size 3.136 µm2 . Excluding the SRAM macrocells.

8 The decoder throughput is computed using (3.1) and the sequence lengths
Lseq shown in Table 3.1. In both ASIC implementations, C = 24 clock cycles are
required to fill and flush the pipeline.
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Power and Energy Efficiency Measurements
Table 3.4 shows the results of our power measurements for the highestrate codes. Besides the power consumption in terms of mW, the
table also reports energy efficiency in terms of energy per codeword
bit per iteration. All measurements were performed at T = 300 K
using typical stimuli in an AWGN scenario at a clock frequency of
305 MHz. This frequency is required to meet the target throughput
of 600 Mbps for the Z = 81, R = 5/6 code. It can be clearly seen
that the carefully optimized partitioning of the data path and the
memories leads to substantial power reduction for lower-complexity
operation modes with Z < 81.
What is not visible from Table 3.4 is the impact of other lowpower optimizations that were carried out. Regarding the L-memory
bypassing described in Sec. 3.2.4, it was observed that our sequence
generation algorithm yields a bypassing rate between 55% and 90%,
depending on the structure of Hp . During bypassing, all latches in
the L-memory shown in Fig. 3.6 receive a silenced clock and therefore
do not consume any dynamic power. Furthermore, the L-values and
all messages are represented using the sign-magnitude number format
since it has been observed that this number format considerably reduces the switching activity inside the NCUs compared to the more
conventional 2’s complement format. Finally, the deployed PPC based
early termination scheme further improves energy efficiency for higher
SNRs, where the decoding process generally requires less iterations on
average to converge. For instance, considering an operating BLER of
10−3 , the early termination scheme stops decoding of the Z = 81,
R = 5/6 code after an average amount of 4.2 iterations, improving
energy efficiency by 68%.
Comparison With Prior-Art QC-LDPC Decoders
Table 3.6 provides comparison with prior-art QC-LDPC decoders [60–
62, 66] and more recent implementations [67, 68] optimized for the
IEEE 802.11n WLAN or IEEE 802.16e WiMAX standards. In order to account for differences in process technology, the results in
parentheses are scaled to the 90 nm CMOS node with 1.0 V supply
voltage. Compared to the prior-art implementations, the described
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Table 3.4: Power and energy efficiency measurements for R = 5/6
codes at 10 decoding iterations, fclk = 305 MHz, and SNR = 4 dB.
Power consumption Energy efficiency
Z
[mW]
[pJ/bit/iter]
27
54
81

53.6
88.1
114.5

25.6
19.9
16.0

ASIC achieves best energy efficiency and highly competitive silicon
efficiency. The better silicon efficiency of the implementation in [61]
can be attributed to a highly parallel radix-4 architecture, which,
however results in worse energy efficiency. With respect to the reference implementation in [62], which uses only SRAM macrocells,
the presented ASIC achieves roughly 3.7× better energy efficiency.
A large fraction of these massive energy savings can be doubtlessly
attributed to the use of the presented low-power SCMs. In terms of
silicon efficiency, however, the area overhead of the SCMs lead to worse
performance. We emphasize that the presented ASIC also compares
favorably to the more recent implementations in [67,68]. As expected,
the row-parallel decoder [68] achieves better energy efficiency, but does
so with considerably worse silicon efficiency.

3.4.2

QC-LDPC Decoder for WLAN with
Custom Refresh-Free D-SCMs

Refresh-Free D-SCMs
In order to alleviate the area penalty of SCMs based on commercial
standard-cell libraries, the unique memory access statistics of our QCLDPC decoder architecture can be taken advantage of. In particular,
the Q- and R-messages as well as the L-values need to be stored only
for a short time period between Np and NB,max clock cycles, before the
corresponding memory addresses are updated again with new data.
This key property allows one to use high-density refresh-free dynamic
storage cells that are tuned to the read and write access statistics of
the corresponding memories.
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Table 3.5: Retention times and update rates of QC-LDPC decoder
memories at fclk = 305 MHz.
L-memory R-memory Q-buffer
tret [clock cycles, ns]
tup [clock cycles, ns]

88, 287.8
88, 287.8

88, 287.8
88, 287.8

24, 78.5
88, 287.8

The refresh-free operation is characterized by i) the retention time
tret , which denotes the time interval between the first write access and
the last corresponding read access, and ii) the update rate tup , which
denotes the time interval between a write access to a word and the
next write access to the same word. Table 3.5 shows the retention
time requirements as well as the effective guaranteed update rates of
all memory components in our decoder during decoding. The table
assumes an operating frequency of 305 MHz, which is necessary to
achieve the target information throughput of 600 Mbps at 10 iterations as required by the highest-rate mode of the standard. To our
advantage, the retention times and update rates are extremely small
(in the range of tens to hundreds of nanoseconds — or Np to NB,max
clock cycles), which allows one to skip the power-hungry refresh cycles
while keeping the silicon area of the storage cells small.
In order to aggressively push for minimum storage-cell area, a
3-transistor dynamic latch topology has been adopted as a starting
point. This topology consists of a pass transistor connected to an
inverter with the capacitance of the inverter input node functioning as storage node. To further improve the area efficiency, the 3transistor latch has been merged with the first stage of the read
multiplexer (shown in Fig. 3.6) into a single custom standard-cell.
Furthermore, several optimizations have been performed to increase
noise margins, read speed, and read robustness, and to lower leakage
current (refer to [24, 69] for more details).
Implementation Results
In the final manufactured ASIC implementation, the described dynamic latches have been used for the R-memory and Q-buffer, whereas
the L-memory has been realized with SCMs based on a commercial
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standard-cell library.9 The ASIC key properties are summarized in
the third column of Table 3.6.
As expected, the conducted measurements show that there is a
maximum and minimum operating frequency for a fixed supply voltage, together defining a frequency range for valid circuit operation.
The maximum operating frequency is determined by the critical path
delay and decreases with the supply voltage. More interestingly, the
need for a minimum operating frequency arises from the dynamic
latches, which have been tuned to retain data only for the minimum
required time of 287.8 ns. However, we emphasize that all of the eight
measured dies have a large range of safe operating frequencies compatible with the various operation modes of the standard, including
the 600 Mbps target mode.
Comparison with ASIC based on commercial SCMs It is
clearly visible from the key results shown in Table 3.6 that the use of
refresh-free D-SCMs results in a considerable 44.4% reduction in area
costs compared to the decoder implemented with commercial SCMs.
In fact, the core size of the D-SCM based QC-LDPC decoder is only
1.00 mm2 , while it is 1.77 mm2 with commercial SCMs (see second and
third column of Table 3.6). According to post-layout simulations, the
use of the refresh-free dynamic storage cell leads to an average decoder
leakage current reduction of 55%. However, as the leakage current is
small compared to the switching current in the considered technology
node, the overall decoder power reduction is only 5.5%.

9 In this ASIC prototype, the L-memory is not only used as intermediate
memory during decoding, but also as an I/O memory to load the initial and
final LLRs to and from the decoder. During this I/O phase, the L-memory
requires much higher retention time than during decoding, which renders economic
refresh-free operation virtually unfeasible.
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90
90
1.0
1.0
SCMb D-SCM
81
81
silicon
1.0
1.77

[67]

[68]

110

65
1.2
SCMb
96

214

180
1.8
SRAM
81
3.39

125

3.36

180
90
1.8
1.0
SRAM SCMb
96
96
post-layout
3.39
3.5

208

130
130
1.2
1.2
SRAM SRAM
64
96
silicon
2.46
3.03
450

83

880

306

728

346

63

57

390

600

1667

679

20.5

2.1

3.8
(10.1d )
10.9
(10.5d )
1.7

4.2
(1.4d )
39
(18.8d )
2.6

39.3
(13.1d )
77.3
(37.2d )
14.7

59.8
(7.5d )
243
(37.5d )
15.8

8.7
(1.1d )
380
(58.6d )

Table 3.6: Comparison of QC-LDPC decoder implementations.
This
This
[60]
[61]
[62]
[66]
work
worka
Technology [nm]
Nom. supply VDD [V]
Memory type
Zmax
Implement. status
Core area [mm2 ]
Max. clock frequency
in [MHz]
Max. throughputc
in [Mbps]
Silicon efficiency
in [ mm2 ns/bit]
Energy efficiencye
in [pJ/bit/iter]

a The design of the D-SCMs and the ASIC integration were carried out by another PhD student.
b SCM based on commercial standard-cell library.
c
At
I
=
10
iterations,
R
=
5/6.
0 /V
2
scaling to 90 nm, VDD = 1 V according to [19]: tpd ∼ 1/s, A ∼ 1/s2 , Pdyn ∼ 1/s · (VDD
DD ) .
nominal supply voltage.
e At

d Technology

Chapter 4

VLSI Implementation of
Turbo Decoding
During the last decade, a vast amount of research has been conducted
focusing on the high-throughput, area-efficient, and power-efficient
VLSI implementation of turbo decoders. The need of modern wireless
standards for turbo decoders that support a large maximum block
length and a wide range of smaller block lengths has led to a considerable number of economic sliding-window SISO decoder architectures
and sophisticated interleaver implementations. Interestingly, the existing architectural choices for practical sliding-window SISO decoders
implementing the turbo decoder algorithms discussed in Chapter 2
exhibit considerable differences in their VLSI implementation complexities when high code rates have to be supported. This important
aspect in the design of turbo decoders for modern and emerging
wireless systems has been considered only marginally so far. In this
chapter, we thoroughly investigate and compare existing and new
architectural choices for sliding-window turbo decoders and evaluate
the associated VLSI implementation costs when the full range of code
rates has to be supported.
In the first part of this chapter we provide a high-level turbodecoder architecture overview (Sec. 4.1), where we partition the design space into serial and subblock-parallel turbo decoders, followed
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by a discussion of best-practice and new solutions for the realization of
sliding-window SISO decoders (Sec. 4.2). Furthermore, we show that
the punctured code rate has in general a high impact on the error-rate
performance of these SISO decoder architectures. In the second part
of this chapter, we consider the design of both serial (Sec. 4.3) and
subblock-parallel (Sec. 4.4) turbo decoders and show how the silicon
area, power consumption, and throughput of such decoders can be
optimized while keeping the impact of the code rate on the error-rate
performance small. Implementation results of various reference turbo
decoder prototypes accompany the discussion and provide reference
for the true silicon complexity of flexible turbo decoders.

4.1

High-Level Architecture Exploration

As shown in Fig. 1.1 the architecture’s portfolio of turbo decoders
must span more than three orders of magnitude in terms of complexity
due to the varying throughput constraints of modern and emerging
wireless standards. In order to cover this large gap, designers of
turbo decoders mainly rely on two architecture types: i) serial and ii)
subblock-parallel turbo decoder architectures.1 These two high-level
architecture types are illustrated in Fig. 4.1 and briefly described in
what follows.

4.1.1

Serial Architecture

Serial turbo decoder designs, e.g., [25, 72–75], were among the first
implementations of turbo decoders. As shown in the upper part
of Fig. 4.1, serial turbo decoders deploy P = 1 SISO decoder which
is time-shared among the two half-iterations. The input memory
stores the depunctured LLR values Ls , Lp1 , and Lp2 of one code
block and provides the SISO decoder with the proper LLRs during
decoding. The intermediate memory is used to exchange the extrinsic
1 The

shuffled turbo decoder [70] has evolved as another interesting architecture
type which processes the two subsequent half-iterations concurrently with multiple
SISO decoders. While shuffled turbo decoding provides an additional degree
of parallelism compared to the subblock-parallel architecture, it may lead to a
considerable error-rate performance degradation [71]. Shuffled turbo decoding is
not considered in this thesis.
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Figure 4.1: Basic turbo decoder architecture types.

information generated by the SISO decoder between two subsequent
half-iterations. Both memories are typically implemented with areaefficient SRAM macrocells. The interleaver is a subblock of the address generator which generates addresses for the two memories in
natural order (during odd half-iterations) and interleaved order (during even half-iterations). Since flexible interleaver implementations
are in general rather complex circuit blocks (see, e.g., the UMTS block
interleaver implementation described in [75]), only one interleaver is
typically deployed. Address buffers are used to buffer the generated
interleaved read addresses for the latency of the SISO decoder until
they are used as write addresses for the intermediate memory. During
the individual half-iterations, the SISO decoder processes r ≥ 1 trellis
steps per clock cycle and delivers r extrinsic LLRs per cycle after
an initial latency of λ/r clock cycles, where 2r is referred to as the
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radix of the trellis processing inside the SISO decoder and λ denotes the architecture-specific SISO-decoder latency in terms of trellis
steps. While higher-radix trellis processing improves the throughput
of turbo decoders, the required memory bandwidths linearly increase
with r. Unfortunately, increasing the memory bandwidths by storing
more words per address or by partitioning the memories into smaller
memory blocks is in general not possible without memory access conflicts that arise from the pseudo-randomly interleaved memory access
scheme during even half-iterations. Such access conflicts must be
avoided by interleaver-specific precaution mechanisms, leading to an
interleaving bottleneck which typically comes at the cost of a throughput penalty and increased implementation complexity [19].

4.1.2

Subblock-Parallel Architecture

Subblock-parallel turbo decoders, e.g., [26, 76–83], achieve considerably higher throughput than serial turbo decoders by deploying
multiple P > 1 SISO decoders as shown in the lower part of Fig. 4.1.
In particular, the trellis processed in each half-iteration is divided
into P subblocks of length KP = K/P and decoded by the P SISO
decoders concurrently. Clearly, the large memory bandwidth required
in subblock-parallel turbo decoding exacerbates the interleaver bottleneck in general. However, in this thesis we consider subblock-parallel
turbo decoding only in conjunction with contention-free interleavers,
such as quadratic permutation-polynomial (QPP) interleavers [40, 84]
as specified for LTE and LTE-A [39]. QPP interleavers have a welldefined algebraic structure and can thus be implemented with very
low complexity [80]. In addition, the contention-free property of
such interleavers allows the P SISO decoders to access the memories
without any conflicts. This can be achieved, for instance, by using a
folded memory architecture for the input and intermediate memories
as proposed in [80] where each memory address corresponds to P
LLRs that are arranged in ascending order with constant trellis index
offset KP . During the odd half-iterations, the P LLRs are naturally
associated with the P SISO decoders. During even half-iterations, the
P LLRs are also associated with the P decoders, however, in interleaved order. Thus, the systematic input LLRs of the SISO decoders
must first be passed through an interleaving network (see Fig. 4.1)
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which permutes the P LLRs according to the properties of the particular interleaver and the time step in the decoding process. The
extrinsic LLRs generated by the SISO decoders are permuted back
into natural order by the deinterleaving network. In order to enhance
the throughput for a specific P , practical subblock-parallel turbo
decoders typically rely on radix-4, i.e., r = 2, trellis processing. In
conjunction with QPP interleavers, the increased memory bandwidth
in this case can be easily supported by partitioning all memories and
interleaving networks shown in Fig. 4.1 into two parts, where one part
is associated with the even LLR indices and the other part with the
odd indices [80, 81].

4.1.3

Throughput of Turbo Decoders

The decoding throughput of a turbo decoder is defined as decoded
information bits per second. It is assumed that all SISO decoders and
all other components operate at a clock frequency fclk . In this case,
the throughput of a P = 1 serial or P > 1 subblock-parallel turbo
decoder becomes
K
fclk
K
Ih ( rP
+ λr + C)
K
rP fclk
=
,
K + P (λ + rC) Ih

θP (Ih , λ) =

(4.1)

where C represents an additional latency in every half-iteration, coming from pipelining. In order to have a technology-independent measure for the throughput, i.e., one that is independent of the clock
frequency, the normalized throughput in terms of decoded information
bits per clock cycle θP,N = θP /fclk is also considered.
The Parallel Turbo-Decoder Predicament
Fig. 4.2 depicts the normalized throughput θP,N for different P , different values of SISO-decoder latency λ, and fixed number of halfiterations Ih . The idealistic throughput assuming an ideal decoder
with λ = 0 and C = 0 is also shown. It can be clearly observed that
the SISO-decoder latency λ prevents the turbo decoder throughput
from scaling linearly in P . In particular, the throughput gain achieved
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Figure 4.2: Illustration of the parallel turbo-decoder predicament.
The example parameters are K = 6144, r = 2, C = 7, and Ih = 12.
by doubling the number of deployed SISO decoders from P to 2P
diminishes according to
θ2P
=2−
θP
1+

1
K
2P (λ+rC)

.

(4.2)

This effect strongly aggravates for large P , where the SISO-decoder
latency λ amounts to a large fraction of the subblock length KP ,
demonstrating a fundamental issue in the design of subblock-parallel
turbo decoders, which has only been considered marginally so far and
which we will refer to as parallel turbo-decoder predicament: While
high-throughput turbo decoding requires a high degree of subblockparallelism P , an increasing number of SISO decoders can only provide diminishing throughput returns due to the SISO-decoder latency.
This effect considerably exacerbates the design of efficient very-high
throughput turbo decoders. In the example shown in Fig. 4.2, the
loss in terms of throughput compared to idealistic linear scaling when
going from P = 32 to P = 64, is roughly 15% and 25% for (comparably
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small) λ = 20 and λ = 80, respectively. When going from P = 2 to
P = 4, on the other hand, the corresponding losses are smaller than
3%. The parallel turbo-decoder predicament and techniques to lower
its impact on practical implementations will be considered in more
detail in Sec. 4.4.

4.1.4

Summary

Serial and subblock-parallel turbo decoder architectures enable very
different silicon area and throughput trade-offs that can be tailored
to the application at hand. While serial turbo decoders with radix-2
trellis processing are at the low-throughput end of the spectrum,
they bring the advantage of supporting virtually all interleaver types
without any address contentions. For this reason, we consider this
particular decoder type for the 3GPP standards E-EDGE and UMTS
with its enhancements HSPA and HSPA+ that all specify the same
turbo code based on a non-contention-free block interleaver [38]. To
our advantage, all these standards have relatively moderate throughput requirements, which makes the application of this serial radix-2
architecture feasible also in less advanced CMOS technology nodes.
In order to meet the high throughput requirements of the emerging
LTE and LTE-A standards, the use of radix-4 subblock-parallel turbo
decoder architectures is indispensable, even when highly advanced
deep-submicron CMOS nodes are considered. It has been shown that
the properties of the contention-free QPP interleaver specified for
these two standards significantly facilitate corresponding hardware
implementation. However, the latency of the SISO decoders has to
be optimized carefully in order to limit the identified impact of the
parallel turbo-decoder predicament on throughput.

4.2

SISO Decoder Architectures

As can be observed in Fig. 4.1, SISO decoders are at the heart of
every turbo decoder. Consequently, the SISO decoder implementation determines the overall complexity and throughput of the turbo
decoder. In what follows, existing and new concepts are presented that
allow for an efficient realization of SISO decoders considering both
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the max-log-BCJR and the soft-output Viterbi algorithms discussed
in Chapter 2.
Sliding-Window Trellis Processing
Recall from Chapter 2 that both the max-log-BCJR algorithm and
SOVA are based on recursive computations through the trellis of
the component convolutional code. The straightforward implementation of these algorithms thus leads to memory requirements that
are proportional to |S| · K , i.e., the number of trellis states times
the trellis length. Considering the large block lengths of recent and
emerging wireless standards, these memory requirements have become
prohibitively large for economic ASIC implementations. The key to
avoid these high memory requirements is to employ sliding-window
trellis processing inside the SISO decoders considered — a well-known
approach that originally emerged from practical Viterbi decoder implementations. With this technique, the trellis is processed on a
per-window basis, and only the metrics within the processed windows
need to be stored.

4.2.1

Sliding-Window BCJR Architecture

The sliding-window BCJR decoder divides the trellis (or trellis subblock for P > 1) into windows comprising W ≤ KP trellis steps, where
W denotes the window length. The NW = dKP /W e windows are
processed sequentially in ascending order. In particular, the forward
state metrics Ak (s) of a specific window are computed and stored
according to (2.36) before the corresponding intrinsic/extrinsic LLRs
are obtained simultaneously with the backward state metrics Bk (s)
as in (2.37) and (2.38).
The recursive computation of forward state metrics requires that
the forward state metrics computed at the end of a specific window
n (n = 1, . . . NW ) are used as initial forward state metrics for the
adjacent window n + 1. For the backward recursion, however, suitable
initial backward state metrics are missing since the recursion evolves
in backward direction. To avoid serious performance degradation,
initial backward state metrics must be estimated for each window. In
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Figure 4.3: Processing schedule of the ACQ/SMP based slidingwindow BCJR decoder architectures illustrated using the conventional
graphical representation from [87].
order to solve this window-boundary initialization issue, two main approaches have evolved in the open literature, resulting in two general
sliding-window BCJR architecture types. The conventional architecture, which has been widely adopted and is the basis of many recent
practical turbo decoder implementations (e.g., [72–75, 77–80]), relies
on acquisition runs (ACQ) [85] to initialize the backward state metrics. More recently, initialization by state metric propagation (SMP)
across iterations [86] has gained an increasing attention. It is important to note that these techniques must also be used across the
subblock boundaries in subblock-parallel turbo decoders to estimate
reliable forward and backward state metrics at the subblock edges.
Architecture based on ACQ
Conventionally, a dummy backward recursion, i.e., acquisition run of
acquisition length AL trellis steps, over window n + 1 is performed to
generate a set of reliable initial backward state metrics for window
n. Each acquisition run is initialized with all-zero metrics. The
processing schedule of this sliding-window BCJR decoder is depicted
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Figure 4.4: Sliding-window BCJR decoder architecture with backward
state metric initialization based on acquisition runs.
in Fig. 4.3(a), and Fig. 4.4 shows the block diagram of our VLSI
architecture that implements this schedule. It is based on the efficient
architectures presented in [25,75,80]. Three state metric units (SMUs)
associated with the forward, backward, and dummy backward recursion operate concurrently together with an LLR computation unit. All
units process r trellis steps per clock cycle. Each SMU employs |S|
radix-2r ACS units to realize the associated recursive computations
through the trellis. The LLR computation unit uses for each of the r
simultaneously processed trellis steps two pipelined radix-2 ACS trees
to compute the a-posteriori LLRs according to (2.38).
While the forward state metrics are generated for window n in the
trellis, a-posteriori and extrinsic LLRs are computed simultaneously
with the backward state metrics in window n − 1. Concurrently,
the dummy backward recursion is performed over window n + 1 (see
Fig. 4.3(a)). Since the output LLRs are generated concurrently with
the backward state metrics, they appear for each window in reversed
order at the output. To keep the latency of the architecture small, the
input LLRs in each window are expected to arrive in reversed order
so that they can be directly fed into the dummy SMU. We emphasize
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Figure 4.5: Radix-2/radix-4 ACS units with modulo normalization.
that the window length W must be chosen equal to the acquisition
length AL in order to facilitate hardware implementation and to allow
for the concurrent processing of forward and backward state metrics
on windows n and n − 1, respectively.
ACS units The maximum clock frequency of the BCJR decoder
is typically limited by the recursive state metric computation inside
the SMUs because pipelining cannot simply be applied due to the
presence of the feedback loop [18]. Therefore, the implementation of
the ACS unit has a crucial impact on the overall turbo decoder complexity. In this thesis, we consider the radix-2 and radix-4 ACS units
shown in Fig. 4.5, which have been proved by a thorough architecture
exploration presented in [19] and [88] to be highly efficient.
The radix-2 ACS unit is a straightforward implementation of the
simple ACS computations in (2.36) and (2.37). Compared to radix2 trellis processing, radix-4 processing doubles the throughput by
processing two trellis steps in a single clock cycle. However, the related
ACS unit becomes more complicated since each state at step k has
four predecessor states at step k − 2 that all must be considered in the
selection process. Due to this reason, the maximum clock frequency
achieved in radix-4 designs is slightly smaller than the frequency in
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radix-2 implementations [88]. Radix-4 designs are consequently less
efficient in terms of area divided by throughput (i.e., silicon efficiency).
When striving for highest throughput, the smaller silicon efficiency is
typically accepted. Note that radix-4 SMUs generate only the state
metrics related to even trellis steps. For the computation of the
a-posteriori LLRs, the state metrics related to odd trellis steps are
computed on-the-fly in the LLR computation unit.
In order to limit the dynamic range of the computed state metrics,
modulo normalization [89] is applied inside the ACS units. This
normalization method bases on the fact that the difference between
any two state metrics at any trellis step k is upper-bounded if the
branch metrics are upper-bounded as well. Thus, this approach tracks
the difference between the state metrics rather than their absolute
values, which can be simply achieved by exploiting the wrapping
property of two’s complement numbers in conjunction with a large
enough state metric wordwidth BSM . For the considered |S| = 8
code, modulo normalization enables one to limit BSM to 10 bit.
Metric memories In order to align the sequence of operation in
time, two Gamma memories are required that buffer branch metrics
over two windows n − 1 and n, respectively. Each of these memories
is alternately filled with new metrics in every second window, and the
forward and backward SMUs access the two memories in alternating
order. Each Gamma memory requires at least W/r addresses and
stores at each address the sum Ls + LA concatenated with Lp for r
consecutive trellis steps. Note that only these two values are required
per trellis step to compute the branch metrics according to (2.39). The
actual branch metrics for all possible state transitions are generated
at the output of the memory in a small logic block G.
Since the forward state metrics are obtained one window before
the corresponding backward state metrics, they must be buffered in
the Alpha memory for the duration of one window. The buffered
metrics are retrieved from this memory in backward direction and
passed together with the computed backward state metrics into the
LLR computation unit. The Alpha memory must thus provide at least
W/r addresses, and conventionally stores |S| forward state metrics
per address. Both the Gamma memory and Alpha memory must be
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realized as two-port memories in order to support concurrent read and
write access per clock cycle.
SISO-decoder latency As illustrated in Fig. 4.3(a), the first extrinsic LLRs are generated after a latency of two windows, as a consequence of the fact that the two Gamma memories must be completely
filled before the backward SMU can start its operation. Therefore,
the SISO-decoder latency of this architecture type is λACQ = 2W .
The architecture suffers from an additional latency C between 3 and
7 clock cycles coming from pipelining, which is typically employed to
limit the critical path to the ACS delay.
Architecture based on SMP
The SMP based architecture omits explicit acquisition runs. Instead,
the backward state metrics in window n are initialized with the backward state metrics computed in the last step at the end of window
n + 1 during the previous turbo iteration. As a consequence of this
approach, the first two half-iterations of the turbo decoder are performed with uninitialized backward state metrics. For this reason,
the SMP based turbo decoder exhibits a slightly slower convergence
speed than the turbo decoder based on ACQ [25, 71, 90].
The processing schedule and VLSI architecture block diagram of
this approach are shown in Fig. 4.3(b) and Fig. 4.6, respectively. The
input LLRs in each window now arrive in natural order and are
directly fed into the forward SMU. In contrast to the ACQ based
architecture, no dummy SMU, and therefore only one Gamma memory
are required. However, an SMP memory is necessary to buffer the
|S| initial backward state metrics at all window boundaries for both
half-iterations. Accordingly, the SMP memory must provide 2 · NW
addresses. As opposed to the Gamma and Alpha memories, the SMP
memory can be realized as a less complex single-port memory, since
only one read and write access must be performed per window.
SISO-decoder latency Observe from Fig. 4.3(b) that the first extrinsic LLRs are now delivered already after a latency of one window,
since the backward SMU is not required to wait for the completion
of an acquisition run. Hence, the SISO-decoder latency of the SMP
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Figure 4.6: Sliding-window BCJR decoder architecture with backward
state metric initialization based on state metric propagation.
based architecture is λSMP = W . Pipelining results in an additional
latency of C clock cycles.
Memory Compression
The Alpha memory and SMP memory generally give rise to a significant share of the overall SISO decoder area. Hence, optimizing the
capacities of these memories can bring considerable improvement in
the overall area efficiency [90].
Alpha memory compression To reduce the size of the Alpha
memory, we exploit the recursive computation of the forward state
metrics. In particular, instead of storing per address all |S| computed
forward state metrics, we store a reduced set of information that is just
enough to recalculate the state metrics while reading out the memory
in backward direction. The recalculation relies on the fact that a
trellis stage can be partitioned into |S|/2r independent butterflies.
Each butterfly has 2r input and 2r output states with each individual
input state being connected to every output state. The left-hand part
of Fig. 4.7 shows the first butterfly of the considered trellis for radix-2
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values provided by the Alpha memory are highlighted in red.
(i.e., r = 1) trellis processing. Assuming that the 2r output state
metrics of the butterfly are known, the input state metrics can be
recomputed using the ACS decisions generated in the forward SMU
and the branch metrics that correspond to these decisions. The r
decision bits for every trellis state are stored in the Alpha memory. In
cases where all 2r output states are based on the same input state
metric, however, the remaining 2r − 1 input state metrics cannot
be recomputed and, thus, must be stored along with the decision
bits in the Alpha memory. Hence, the wordwidth of the compressed
Alpha memory is |S| · ((1 − 1/2r )BSM + r) bit. The forward state
metrics required at the end of each window to start the recursive
recalculation can be taken directly from the output of the forward
SMU. The branch metrics are provided by the backward SMU, which
uses them concurrently to perform the backward recursion.
The described approach is especially efficient for radix-2 trellis
processing. Assuming |S| = 8 and a typical state metric wordwidth
of BSM = 10, only 4 forward state metrics and 8 decision bits are
stored per address. This reduces the capacity of the Alpha memory
by 40% with respect to the standard approach where all |S| state
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metrics are stored, while only a small overhead of two subtractors per
butterfly is required to perform the recalculations (see right-hand part
of Fig. 4.7). For radix-4, in contrast, the savings in terms of capacity
are considerably lower since now 6 state metrics and 16 decision bits
must be stored in each row.
SMP memory compression To reduce the size of the SMP memory, we exploit the fact that only the relative distance between state
metrics is relevant when employing modulo normalization. Thus, we
normalize the initial state metrics by subtracting the first state metric
from all |S| − 1 remaining ones. Only these |S| − 1 normalized state
metrics must be stored for every window boundary in the compressed
SMP memory, which already reduces the capacity by 12% (at |S| = 8)
with respect to the standard approach where all |S| initial metrics are
stored. Furthermore, the normalization reduces the dynamic range of
the metrics, which allows one in addition to saturate the normalized
state metrics to smaller wordwidth BSMP < BSM bit. Simulations
show that the initial metrics can be saturated at least from 10 to 8 bit
without any noticeable impact on performance [90]. This corresponds
to a total capacity reduction of 30%. To our advantage, the SMP
memory is only accessed once per window. Hence, there are enough
clock cycles available to realize the normalization of the initial state
metrics with very low complexity using a single subtractor.

4.2.2

Improved-SOVA Architecture

SOVA decoder architectures preferably employ the two-step procedure
described in Sec. 2.3.4, i.e., they first determine the ML path and then
track for each trellis state along the ML path the discarded concurrent
path for U trellis steps, thereby updating the U related LLR magnitudes as formulated in (2.43) and (2.44) and illustrated in Fig. 2.9.
The main implementation challenge arises from the constraint that
the update of the U LLR magnitudes must be performed in a single
clock cycle. If this constraint was not achieved, the decoder would
suffer from a considerable throughput degradation compared to the
BCJR architectures previously described.
The upper-left part of Fig. 4.8 shows the high-level block diagram
of the proposed SOVA decoder architecture. It is based on the de-facto

Ak (s)

Lpk

7

dk (s7)

0

dk (s0)

3

1

3

1

ACS1
unit

′

ŝk
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standard architecture described in [91], but additionally supports the
second update rule in (2.44). Recall from Sec. 2.3.4 that this second
update rule is key to make SOVA based turbo decoders competitive
in terms of error-rate performance to turbo decoders based on the
max-log-BCJR algorithm. The architecture essentially consists of two
parts. The first part is identical to a hard-output Viterbi decoder and
delivers the ML path. The second part is concerned with updating
the LLR magnitudes based on the determined ML path. To simplify
the ensuing discussion, the architecture in Fig. 4.8 is depicted for
radix-2 trellis processing with |S| = 8. The extension to radix-4 is
straightforward.
Computation of ML Path
The soft-inputs are first pre-processed and then used to calculate the
branch metrics inside the branch metric unit (BMU1)2 . A set of
|S| = 8 parallel ACS units recursively compute the state metrics Ak (s)
in forward direction and generate the decision bits dk (s). These ACS
units are identical to the one shown in Fig. 4.5. To calculate the
ML path with small latency in a sliding-window fashion, we consider
the flip-flop based register-exchange (RE) technique [92], which is
an alternative to the more common memory based trace-back technique [92, 93]. The main motivation for this choice is that the RE
technique generally qualifies for higher clock frequencies than the
memory based trace-back technique. Furthermore, for convolutional
codes with a small number of states (and for small AL), the area
advantage of the memory based technique becomes insignificant [91].
The first RE unit (REU1) discloses in every clock cycle the next
state ŝk along the ML path after an initial latency of AL trellis steps,
where AL corresponds to the acquisition length of the trace-back
performed by REU1. As shown in Fig. 4.8, REU1 has a very simple
structure comprising a two-dimensional array of registers and multiplexers, where the columns represent the states in the current trellis
window and the AL successive columns are interconnected through
the multiplexers according to the trellis structure. All multiplexers
2 The BMU is virtually identical to the branch metric generation unit G in the
presented BCJR decoder architectures. However, in the context of Viterbi and
soft-output Viterbi decoders, BMU is the common terminology.
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are directly controlled by the incoming decision bits. The i-th row of
the array represents the AL last states of the survivor path at the i-th
state at trellis step k + AL. If AL is chosen large enough, all survivor
paths at step k + AL emanate from the ML state at step k. Thus, this
ML state ŝk is normally present at the output of all registers in the
last column. To resolve conflicts in rare cases where different states
appear at the outputs of REU1, we choose the one that corresponds
to the maximum current state metric tracked by a max-tracker unit.
Update of LLR Values
The right-hand part of the block diagram amounts to tracing the
concurrent paths, updating the LLR magnitudes, and computing the
extrinsic LLRs relying on the disclosed ML path. Rather than buffering the outputs of the ACS1 units for the latency of REU1 as done
in [91], we instantiate BMU2 and a second set of ACS units to recompute the decision bits and generate the magnitudes ∆k (s). As shown
in Fig. 4.8, the ACS2 architecture used to realize this functionality
is only slightly more complex than the ACS1 architecture. Using the
decisions and magnitudes, a second RE unit (REU2) discloses in every
clock cycle after an initial latency of AL + U trellis steps all metrics
of the next concurrent path along the trellis. To this end, REU2
employs two RE subblocks that work according to the same principle
as REU1 (see Fig. 4.8). The first subblock generates U indicator bits
ik−l which indicate for the concurrent path at trellis step k whether
the related decision bits are identical or different to the ones along
the ML path, i.e., ik−l = 1 when dk−l 6= dck−l and ik−l = 0 otherwise.
The second subblock provides the U1 − 1 magnitudes ∆ck−l that are
required to implement the second update rule.
The update unit updates all U LLR magnitudes |L̂D
k−l | in a single
clock cycle using the metrics provided by REU2 and relying on a
simple shift-register structure as illustrated in the lower-right part
of Fig. 4.8. In the first U1 stages, the LLR magnitudes are updated
using both update rules in (2.43) and (2.44), while the values in
the remaining U − U1 stages are updated according to the first rule
only. After an initial latency of AL + U trellis steps, the update
unit eventually delivers the extrinsic LLRs. Hence, the SISO-decoder
latency of the proposed architecture is λSOVA = AL + U .
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We emphasize that the support of the second update rule in (2.44)
only affects the implementation complexity of REU2 and the update
unit. The corresponding increase in complexity compared to a conventional SOVA decoder that implements the original rule only is fully
determined by U1 . Thus, the parameter U1 enables an interesting performance/complexity trade-off. Our simulations and the evaluations
in [44] have shown that U1 can typically be chosen considerably smaller
than the update window length U without degrading performance.
Similarly, the update window length U is typically smaller than the
acquisition length AL.

Stand-Alone SOVA Decoder ASIC Implementation Results
In order to prove the efficiency of the proposed architecture, a standalone ASIC prototype has been taped-out and manufactured in 180 nm
CMOS. The ASIC contains two SOVA decoder cores, where one has
been fully pipelined and optimized for maximum operating clock frequency, while the other has not been pushed to its performance limit
(in terms of critical path delay). Table 4.1 summarizes the measured
key characteristics of both decoder cores and provides comparison to
the prior-art SOVA decoder implementation in [91]. To achieve a good
trade-off between complexity and error-rate performance (assuming
unpunctured operation), the parameters AL = 30, U = 21, and
U1 = 6 have been carefully optimized and the input LLRs quantized
to 5 bit. The state metrics have been quantized to 10 bit and the
magnitudes to 5 bit.
Compared to the prior-art SOVA decoder, our high-speed core
shows improved silicon efficiency and considerably lower power consumption. We mainly attribute this advantage to our choice of trading flip-flops for combinational logic by instantiating a BMU2 and
a second set of ACS units. Post-layout power simulations on the
manufactured layout show that this optimization enables power savings of roughly 15%, while the savings in silicon area amount to 5%.
We furthermore highlight that the decoder in [91] only implements
the original update rule in (2.43) and, thus, exhibits worse errorrate performance than our decoder. Interestingly, with the above
parameter set the support of the second update rule in our architecture
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Table 4.1: Comparison of 8-state radix-2 SOVA decoder ASICs.
This worka
[91]
A
B
Techn. [nm] / Nominal VDD [V]
Total core area [mm2 ]
Total cell areab [kGE]
Memory [kbit]
Max. clock frequency [MHz]
Silicon efficiency [mm2 ns/bit]
Power cons. [mW] (@500 MHz)
Power cons. [mW] (@200 MHz)
Energy efficiency [nJ/bit]

0.43
32
518
0.83
260
104
0.50

180 / 1.8
0.32
24
211
1.5
88
0.44

0.5
41
500
1
395
n.a.
0.79

a Column A corresponds to the fully pipelined core, B to the core with relaxed
timing constraints.
b One gate equivalent corresponds to the area of a two-input one-drive NAND
gate of size 9.3744 µm2 .

turns out to come at relatively low overhead of 15% in terms of total
flip-flop count and about 7% in terms of adder count.

4.2.3

Error-Rate Performance Comparison of
Sliding-Window Turbo Decoders

The presented sliding-window SISO decoder architectures are compared in terms of their associated turbo decoder error-rate performance. For this comparison, a serial turbo decoder optimized for
3GPP UMTS [38] is considered with K = 5114 and I = 8 iterations.
In particular, we are interested in comparing the two corner operating
modes corresponding to the unpunctured code rate R = RTC = 1/3
and highly punctured code rate R = 0.95, respectively. The puncturing patterns have been chosen according to the specification of
the standard. Note that the full range of code rates between these
two corners must be supported by flexible turbo decoder implementations [25, 81] and, hence, the achieved error-rate performance at these
two corners is of paramount interest.
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Figure 4.9: BER performance comparison of serial sliding-window
turbo decoders at I = 8 iterations considering the turbo code specified
for 3GPP UMTS with K = 5114.

Simulation Results for Low Code Rate
The simulated BER performance for the unpunctured code rate is
shown in the left-hand part of Fig. 4.9. For the conventional ACQ
based sliding-window turbo decoder, a window length of W = 30 is
sufficient to achieve virtually the same error-rate performance as the
non-windowed turbo decoder. Similarly, the presented SOVA based
decoder3 , which also relies on acquisition runs realized by the RE
computations, achieves with AL = 30 a performance that is virtually
identical to the one of the non-windowed implementation. The SMP
based turbo decoder requires a slightly higher window length to render
the impact of sliding-window trellis processing negligible.
3 For the simulations shown in Fig. 4.9, the size of the reliability update windows
inside the SOVA decoder is fixed to the acquisition length, i.e., U1 = U = AL.

4.2. SISO DECODER ARCHITECTURES

95

Simulation Results for High Code Rate
For high code rate R = 0.95 the performance of the conventional ACQ
based turbo decoder is dramatically degraded when the same window
length is employed as for the unpunctured code rate (see right-hand
part of Fig. 4.9). The SOVA based turbo decoder is subject to an even
more dramatic performance degradation. This observation can be
explained by the fact that the strong puncturing removes almost all information about the transmitted parity bits, which strongly degrades
the reliability of the performed acquisition runs. To compensate for
this lack of information, the window and acquisition lengths must be
increased considerably, especially for code rates higher than 0.8 as
shown in [25, 90].
Interestingly, the SMP based turbo decoder in contrast is much less
sensitive to the code rate, and the minimum window length required
to render the effect of sliding-window trellis processing negligible is
fairly constant over the full range of code rates [25]. This key observation can be explained by the fact that the propagation of state
metrics across iterations within an SMP based decoder as illustrated
in Fig. 4.3(b) results in a large effective acquisition length that grows
linearly in the number of performed iterations. For this particular
setup, an SMP based decoder optimized for unpunctured operation
with W = 60 already performs within 0.25 dB with respect to the
non-windowed implementation (at BER = 10−5 ). With W = 96 the
gap shrinks to about 0.05 dB. The conventional ACQ based decoder
requires a significantly higher W = 212 to achieve the same performance. The SOVA based decoder even requires AL = 230.
Consequences for Turbo Decoder Implementations
It can be concluded from Fig. 4.9 that the punctured code rate has
a strong impact on the error-rate performance of practical slidingwindow turbo decoders. Conventional turbo decoders have been designed based on ACQ with relatively small window lengths around
40 and, thus, generally achieve unacceptably low performance for
higher code rate. A flexible decoder implementation for modern and
emerging wireless systems, however, must be designed for the worstcase operating condition, which obviously coincides with operation at
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high code rate, where in general much larger window or acquisition
lengths are required than for the unpunctured code rate R = RTC .
Clearly, the large sliding-window trellis processing lengths that must
be supported for the worst-case condition have a significant impact
on the silicon area and power consumption of turbo decoders. Also,
they impact on the throughput through the SISO-decoder latency,
especially for subblock-parallel decoders with large P , where the large
window lengths make the parallel turbo-decoder predicament strongly
pronounced.
In the following two sections, we evaluate in detail how the VLSI
implementation of turbo decoders based on the presented SISO decoder architectures is affected under the constraint of supporting high
code rates. We first consider the design of serial turbo decoders
in Sec. 4.3, focusing on silicon area and power consumption. In Sec. 4.4
subblock-parallel turbo decoders are then discussed with a strong
focus on throughput, which is the ultimate performance metric of
these highly parallel decoders.

4.3

Design of Serial Turbo Decoders

In this section, we consider the serial radix-2 turbo decoder architecture illustrated in the upper part of Fig. 4.1 and focus on the turbo
code with block interleaver as specified for the 3GPP UMTS and
E-EDGE standards [38]. We consider operation at a fixed maximum
iteration number I = 8, which enables almost saturated error-rate
performance as can be observed in Fig. 2.10(a).
The input memory of the serial turbo decoder is realized with three
single-port memories and the intermediate memory with a two-port
memory. Each memory stores r = 1 LLR per address and contains
Kmax addresses, where Kmax is the maximal block length specified by
the standard.

4.3.1

Qualitative Architecture Comparison

In what follows, the VLSI implementation metrics of flexible serial
turbo decoders based on ACQ, SMP, and the improved SOVA are
qualitatively compared to each other.
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BCJR based Turbo Decoders
Consider first the two sliding-window BCJR based turbo decoders
with backward state metric initialization based on ACQ and SMP (refer to Fig. 4.4 and Fig. 4.6, respectively).
Implementation complexity Obviously, the conventional ACQ
based turbo decoder requires more logic resources than the SMP
based decoder in the form of an additional SMU. Also, it requires
an additional Gamma memory to account for the increased latency
caused by the performed dummy backward recursion. As a further
consequence of the performed dummy backward recursion, the address
buffer inside the address generator of the ACQ based turbo decoder
needs to buffer interleaved addresses over two windows before they are
applied to the intermediate memory and requires additional capacity
to account for the fact that the LLRs must be fed to the SISO decoder
in reversed order for each window. Hence, the address buffer for the
ACQ based turbo decoder is preferably realized with four single-port
memories, each storing W addresses with dlog2 (Kmax )e bit wordwidth.
The address buffer in the decoder with SMP, in contrast, must buffer
the interleaved addresses over one window only and, thus, can be
realized with lower complexity using a single two-port memory.
The solid curves in Fig. 4.10 illustrate the qualitative memory
requirements of the two decoder types considering Kmax = 5114
and Kmax = 670 as specified for UMTS and E-EDGE, respectively.
Note that the qualitative memory requirements include the input and
intermediate memories and that the capacity of two-port memories is
counted twice in order to account for the higher implementation complexity of two-port SRAM macrocells compared to single-port macrocells [19]. As expected, the memory requirements of the ACQ based
turbo decoder grow linearly in W . The SMP based turbo decoder
in contrast exhibits a more interesting dependency. In particular, for
small W , the capacity of the SMP memory is dominant as it depends
on the number of window boundaries NW = dKmax /W e. In this
regime, the SMP based decoder requires clearly more memory than the
decoder with ACQ. Due to this reason, SMP has not been considered
in traditional turbo decoders that are optimized for unpunctured
operation with small window lengths. For larger W , however, the
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Figure 4.10: Qualitative memory requirements of serial radix-2
sliding-window BCJR based turbo decoders using ACQ and SMP.
Capacity of two-port memories is counted twice. A 5 bit quantization
is assumed for the input LLRs, 6 bit for the extrinsic LLRs, and 10 bit
for the state metrics. The initial values stored in the compressed SMP
memory are saturated to BSMP = 8 bit.
impact of the SMP memory diminishes, and after a Kmax -specific
crossing point the SMP based decoder requires clearly less memory
than the ACQ based decoder. Combining this important observation
with the evaluation illustrated in Fig. 4.9, one can conclude that SMP
is more area- and power-efficient than conventional ACQ when the
full range of code rates has to be supported since it achieves the same
error-rate performance for high code rate (considering fixed I = 8)
with substantially fewer logic and memory resources. For instance,
considering W = 96 for SMP and W = 212 for ACQ as evaluated
in Fig. 4.9 with Kmax = 5114, the SISO decoder with ACQ requires
90% more memory than the SMP based SISO decoder. Considering
the overall turbo decoder at this large block length, including the large
input and intermediate memories, this gap in memory requirements
is still 15%. Clearly, the overall difference of ACQ and SMP in
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terms of memory requirements becomes more pronounced for smaller
Kmax , i.e., smaller input and intermediate memories. In particular,
for Kmax = 670 with window lengths4 W = 57 for SMP and W = 176
for ACQ, the overall ACQ based turbo decoder requires 92% more
memory than the decoder with SMP.
The dashed curves in Fig. 4.10 show the qualitative memory requirements considering the proposed compression techniques for the
Alpha and SMP memories introduced in Sec. 4.2.1. As expected,
the Alpha memory compression has high impact on the memory requirements for large window lengths, whereas the SMP memory compression is especially useful for smaller window lengths. Considering
only the SISO decoders, the Alpha memory compression reduces the
memory requirements of ACQ by 25% at W = 212. The requirements
of SMP using both Alpha and SMP memory compression are reduced
by even 30% at W = 96. Hence, the proposed compression techniques
significantly reduce the memory requirements of both SISO decoders
and therefore generally qualify as efficient approaches to improve the
area efficiency of flexible serial radix-2 turbo decoders.
Latency Recall from Sec. 4.2.1 that the SISO-decoder latency for
SMP is λSMP = W , whereas for ACQ it is λACQ = 2W . Hence,
the ACQ based turbo decoder suffers from a significant latency at
high code rate, considering the exploding window lengths required
at this operating condition. Due to the large latency, the turbo
decoder requires more cycles to decode the code block (see (4.1)),
which generally reduces the throughput and, thus, degrades the silicon
efficiency of the decoder. Obviously, for a serial decoder, this issue
is more pronounced for smaller block lengths. For Kmax = 5114, for
instance, the SISO-decoder latency in the ACQ based turbo decoder
amounts to less than 9% of the block length and, thus, can be neglected. For Kmax = 670, on the other hand, the ACQ based turbo
decoder requires roughly 50% more clock cycles per code block due
to latency, which results in highly inefficient operation. For the serial
turbo decoder with SMP, the impact of the latency can be neglected
for both considered Kmax .
4 The

optimal window lengths for Kmax = 670 have been evaluated in [25].
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SOVA based versus BCJR based Turbo Decoders
Similar to SMP, the proposed SOVA based turbo decoder only requires two sets of ACS units and only one two-port address memory
to buffer AL + U interleaved addresses. As shown in Fig. 4.8, our
SOVA decoder heavily relies on shift-registers and flip-flop based RE
computations. While this structure proves to be efficient for the
small AL and U required at low code rate, the latency, silicon area,
and power consumption are expected to explode for the large AL
and U required to support high code rate without serious error-rate
performance degradation. The two considered BCJR decoders, on the
other hand, are based on memories which can be implemented with
area-economic SRAM macrocells.
To quantify the exploding silicon area of SOVA decoders supporting the full range of code rates, consider our high-speed ASIC prototype described in the second column of Table 4.1. Recall that this
implementation has been optimized for unpunctured operation with
AL = 30, U = 21, and U1 = 6. Considering now the operation at high
code rate for Kmax = 5114, the acquisition length must be increased
to AL = 230 (see Fig. 4.9). Regarding the other two parameters, our
simulations have shown that U = 126, and U1 = 36 result in a good
performance/complexity trade-off. This set of parameters results in
an estimated active cell area of 135 kGE, which corresponds to a more
than 4× area increase with respect to the reference implementation.
It is expected that the power consumption increases with similar rate.
This observation lets us conclude that the SOVA is in general rather
unsuited for the implementation of flexible turbo decoders.

4.3.2

VLSI Implementation Results for UMTS

To underline the results of the previous qualitative architecture study,
the ACQ and SMP based turbo decoders optimized for 3GPP UMTS
and its enhancements [38] with Kmax = 5114 have been implemented
in 180 nm CMOS. All memories and address buffers are realized with
SRAM macrocells. The two input LLRs are quantized with 5 bit,
whereas a 6 bit quantization is used for the extrinsic and a-priori LLRs.
The state metrics are represented with BSM = 10 bit. Furthermore,
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Figure 4.11: Silicon area versus error-rate performance trade-offs of
SISO decoders. The numbers next to the markers correspond to the
employed window length.
the hard-estimates b̂k generated by the SISO decoder in every halfiteration are stored along with the extrinsic LLRs in the intermediate
memory. This new approach allows one to save a dedicated output
buffer at the cost of a slightly increased intermediate memory size [90].
The interleaver used in the address generator is based on the existing
interleaver design presented in [19, 75] which realizes the complicated
block interleaving specified for UMTS highly efficiently by dividing
the address generation into a preparatory stage (executed during the
first half-iteration) and an on-the-fly address computation stage that
supports all block lengths specified by the standard.
SISO Decoder Trade-off Analysis
The choice of the window length mainly affects the SISO decoder
implementation. To study the quantitative impact of the window
length on the SISO decoder area with respect to the associated turbo
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decoder error-rate performance, an area/performance trade-off analysis has been carried out. The analysis bases on post-layout implementation results5 and has been conducted at high code rate R = 0.95,
which is the worst-case operating condition that determines the overall complexity of flexible turbo decoders. The results are shown
in Fig. 4.11 which plots the active SISO decoder cell area for different
window lengths with and without memory compression over the actual
fixed-point error-rate performance of the corresponding serial turbo
decoder. The error-rate performance is characterized by the SNR operating point required to achieve a BLER of 10−2 at I = 8 iterations.
This operating point is a typical performance requirement in recent
cellular standards. Note that the operating points in Fig. 4.11 are
normalized with respect to the operating point of the non-windowed
max-log-BCJR decoder with floating-point arithmetics.
Interestingly, the curves nicely reflect the window-dependent memory requirements discussed in Fig. 4.10. They also highlight the considerably better area efficiency of SMP compared to ACQ when high
code rates must be supported with small error-rate performance loss.
Observe for the considered setup that the choice of W = 96 and
W = 212 for SMP and ACQ, respectively, results in a good complexity/performance trade-off. For larger W , the silicon area of both decoders inflates while the gains in terms of performance are diminishing.
Most published stand-alone SISO decoders and serial turbo decoders
are based on ACQ with window lengths between 32 and 40 (see,
e.g., [72–75, 94]). As clearly shown in Fig. 4.11, this conventional
configuration leads to an unacceptably large performance loss for
high code rate. Optimizing this configuration for high code rate, i.e.,
changing the window length from 32 to 212, comes at the expense of
an estimated 1.7× area increase. The SISO decoder with SMP, on the
other hand, supports the high code rate with an active area that is
5 The analysis is based on reference implementations at specific window lengths
and operating clock frequency of 340 MHz. The implementation results for other
window lengths have been estimated assuming that the choice of W only affects
the area and power consumption of the memories, while the area and power of the
remaining blocks as well as the maximum clock frequency remain unchanged.
In order to obtain accurate area and power data for the memories, a linear
interpolation model has been used relying on a large set of datasheets for many
different memory dimensions generated by the SRAM macrocell compiler provided
by the target design kit [90].
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only slightly larger than the area of the non-optimized ACQ decoder
at W = 32. Comparing the SMP and ACQ based SISO decoder types
at W = 96 and W = 212, respectively, shows that the SMP based
decoder requires substantially 30% less silicon area than the SISO
decoder with ACQ. The lower silicon area of SMP is a consequence
of both lower memory overhead and lower logic overhead due to the
omitted dummy backward SMU.
Interestingly, observe from Fig. 4.11 that the proposed memory
compression techniques for the Alpha and SMP memories have a
significant impact on the overall SISO decoder area. In particular,
at the optimal window lengths, the area of both SISO decoders is
reduced by more than 10% when these compression techniques are
employed.
For the sake of completeness, our SOVA based SISO decoder is
also considered in Fig. 4.11. Optimized for unpunctured operation,
the SOVA decoder requires fewer area resources than the other two
decoders. Optimized for high code rate, on the other hand, the SOVA
decoder occupies about 2× the area used by the ACQ based SISO
decoder. Even when the area increase in the first RE unit REU1 is
neglected, the large amount of shift registers and the inflated hardware
resources required to track the concurrent paths in REU2 increase the
original cell area by a factor of 2.4×. This observation underlines our
previously noted conclusion that SOVA based turbo decoders are illsuited when the full range of code rates has to be supported — even if
the more area-economic memory trace-back approach was considered
to implement the ML trace-back.
Turbo Decoder Implementation Results
The ACQ and SMP based turbo decoders have been implemented6
with window lengths W = 212 and W = 96, respectively. The corresponding post-layout implementation results are summarized in the
second and third column of Table 4.4. Both turbo decoders achieve
a maximum clock frequency of 340 MHz, which translates into a decoding throughput of about 20 Mbps at I = 8 iterations. Note that
the throughput of the ACQ based decoder is slightly smaller due to
6 The memory compression techniques have not been included in the final turbo
decoder implementations.
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the associated high SISO-decoder latency. However, both decoders
clearly exceed the 14.4 Mbps requirements of HSPA. When considering
more recent technology nodes such as the 65 nm node, the presented
decoders would also easily achieve the peak throughput requirements
of HSPA+.
The detailed cell-area breakdown of the two decoders is summarized in Table 4.2. The ACQ and SMP based turbo decoders require
155 kbit and 137 kbit of SRAM macrocells, where a share of 23 kbit
and 18 kbit are used by the two BCJR decoders. As expected, the
large input and intermediate memories required for Kmax = 5114
amount to a large fraction (roughly 50%) of the overall turbo decoder
area and therefore mask the area difference of the two BCJR decoder
types to a great extent. Nevertheless, the turbo decoder based on
SMP is 14% smaller than the ACQ based turbo decoder. Without
the large input memory, the area difference is even 20%. Observe
from Table 4.2 that the address generators contribute to the overall
area difference in addition to the two BCJR decoders. In particular,
the address generator in the turbo decoder with SMP is 25% smaller
as a consequence of the smaller address buffers.
According to our post-layout simulations, the BCJR decoder with
SMP consumes roughly 20% less power, which is a direct consequence
of the omitted dummy backward SMU and the reduced memory dimensions. Considering the overall turbo decoder, the gap between
SMP and ACQ in terms of energy per information bit per iteration
is more than 10% as shown in Table 4.4. Recall, however, that ACQ
exhibits a higher convergence speed than SMP. Due to this reason,
the ACQ based turbo decoder slightly outperforms the other decoder
type in terms of average energy per information bit for larger SNRs
when early termination is considered [25, 90].
Comparison with prior-art UMTS turbo decoders Table 4.4
provides comparison with a selection of the best stand-alone UMTS
turbo decoder ASICs found in the open literature. We emphasize
that all these turbo decoders do not support high code rate (i.e.,
they exhibit a considerable performance degradation) as they are all
based on ACQ with small window lengths between 30 and 40. The
two presented decoders, on the other hand, are fully flexible not only
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Table 4.2: Detailed cell-area breakdown of ACQ(212)/SMP(96) turbo
decoders for UMTS implemented in (1P/6M) 180 nm CMOS.
Total
Logic
SRAM
Unit
2
a
mm
kGE
mm2
Input memory
Intermediate memory
Address generator
- Address buffers
- Interleaver
BCJR decoder
- Gamma memories
- Alpha memory
- SMP memory
Miscellaneous
Total

0.66
0.54
0.52/0.40
0.13/0.04
0.35/0.35
0.61/0.43
0.12/0.04
0.27/0.15
-/0.08
0.10/0.09
2.43/2.12

36.4/33.0
31.4/31.2
24.0/17.4
9.3/9.2
69.7/59.6

0.66
0.54
0.18/0.09
0.13/0.04
0.05
0.39/0.27
0.12/0.04
0.27/0.15
-/0.08
1.77/1.56

a One gate equivalent corresponds to the area of a two-input one-drive NAND
gate of size 9.3744 µm2 . Excluding the SRAM macrocells.

in the block length K, but also in the code rate R. At the same
time, they achieve significantly better silicon efficiency and energy
efficiency than all considered prior-art implementations (when taking
technology scaling into account). Interestingly, compared to the turbo
decoder in [75] the support for high code rate of the proposed turbo
decoders comes at the cost of a larger silicon area. For the SMP
based turbo decoder, however, this cost is smaller than 10% (assuming
technology scaling).

4.3.3

VLSI Implementation Results for E-EDGE

The E-EDGE standard [95], which is the latest GSM evolution, specifies the same turbo codes as used in the UMTS standards. Due to
the ubiquitous proliferation of 2G networks, the E-EDGE standard
not only provides a highly attractive fallback solution for 3G/4G
in rural areas or developing countries, but also plays a key role for
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Level-shifters
Extra
power
domain
VDD,L

Figure 4.12: Serial turbo decoders optimized for the E-EDGE
standard fabricated in (1P/6M) 180 nm CMOS. Left: BCJR based
implementation. Right: SOVA based implementation with SOVAspecific power domain partitioning.
emerging low-bandwidth applications, such as machine-to-machine
services or the internet of things [96, 97]. Clearly, the two turbo
decoders described in Sec. 4.3.2 could also be used for this standard,
for instance in a multi-standard receiver solution. However, since both
the maximum block length Kmax and the range of block lengths for the
turbo codes specified in this standard have been drastically reduced
to K ∈ {462, 558, 606, 670}, the turbo decoder implementation in a
receiver that only supports the E-EDGE turbo modes can be further
optimized. In particular, due to the massively lower Kmax = 670,
significant memory overhead for the input and intermediate memories
can be saved, and the costly block interleaver implementation can be
drastically simplified since only four block lengths must be supported.
Two turbo decoder ASIC prototypes optimized for E-EDGE have
been implemented and manufactured in 180 nm CMOS; the corresponding chip micrographs are shown in Fig. 4.12. The first implementation uses a BCJR SISO decoder with SMP in conjunction
with the proposed SMP memory compression technique and a window
length of W = 30. It was shown in [25] that for the small block lengths
specified this window length yields for high code rate an error-rate
performance within 0.2 dB compared to a non-windowed implementation. In the manufactured implementation, the hard-estimates are
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buffered in a dedicated output buffer. This output buffer as well as
the address buffer and Gamma memory have been implemented as
latch-based SCMs in order to profit from their area advantage over
SRAM macrocells for small capacities [23]. Furthermore, the ASIC
supports early termination relying on the standard-specific 12 bit CRC
that is added to each code block before encoding.
The second implementation is virtually identical to the first one,
but the BCJR decoder has been replaced by the silicon-proven SOVA
decoder presented in Sec. 4.2.2. Although this second implementation
cannot support high code rate, it offers an interesting comparison
between BCJR and SOVA based turbo decoders. The measured key
parameters of the two implementations are shown in the third and
fourth columns of Table 4.4. A detailed cell area breakdown is shown
in Table 4.3. Note that both implementations have not been pushed
to their performance limit (in terms of critical path delay) to account
for the low throughput requirements of the considered standard.
Table 4.3: Detailed cell-area breakdown of SMP(30)/SOVA(30) turbo
decoders for E-EDGE manufactured in (1P/6M) 180 nm CMOS.
Total
Logic
SRAM
Unit
2
a
mm
kGE
mm2
Input memory
Intermediate memory
Output buffer
Address generator
SISO decoder
Miscellaneous
Total

0.11
0.07
0.04/0.05
0.10/0.10
0.28/0.23
0.02/0.01
0.62/0.57

4.1/4.9
10.8/11.2
18.1/24.5
1.9/1.1
34.9/41.7

0.11
0.07
0.12/0.30/0.18

a One gate equivalent corresponds to the area of a two-input one-drive NAND
gate of size 9.3744 µm2 . Excluding the SRAM macrocells.

SOVA-Specific Power Domain Partitioning
Recall from Fig. 4.8 that the presented SOVA decoder architecture
heavily relies on shift registers and RE computations. Interestingly,

108 CHAPTER 4. IMPLEMENTATION OF TURBO DECODING
the simple structure of our RE units amounts to short signal-path
delays — given by the propagation delay of up to four 2-to-1 multiplexers in our specific implementation. These paths are in general much
shorter than the ones found in the recursive ACS units. In our specific
implementation, synthesis results in the target technology show that
the longest paths in our ACS units are roughly 2.4× as long7 as the
ones in our RE units. From a power perspective, it is thus inefficient
to operate these short signal paths at the same operating voltage
as the ACS circuits. Therefore, we propose to integrate REU1 and
REU2 as well as the two shift registers in a separate power domain.
This extra domain can be operated at lower voltage (VDD,L ) than the
nominal supply voltage (VDD ) without degrading the overall critical
path, allowing us to reduce power consumption through voltage scaling without sacrificing any throughput.
In the middle-left part of the chip micrograph shown in Fig. 4.12,
one can recognize the extra voltage region surrounded by a separate
power ring that powers the RE circuits and shift registers, which
together amount to 55% of the overall SOVA decoder cell area. To
provide proper voltage-level conversion for signals passing from VDD,L
to VDD , level-shifters have been placed at the boundary of the two
domains. The area overhead of this SOVA-specific power domain
partitioning (including the 104 level-shifters and the additional power
ring) is less than 5% of the overall core area. Fig. 4.13 shows the
measured power consumption of our SOVA based turbo decoder over
operating clock frequency.
Block-level voltage scaling The first curve (square markers) is
associated with the scenario where both voltages VDD and VDD,L are
scaled identically. This case corresponds to the standard practice
where all circuit blocks are powered by a single supply voltage. As expected, when the decoder is operated at its maximum clock frequency,
no voltage scaling can be performed as correct functionality could not
be maintained otherwise. Only for lower operating frequencies, the
resulting headroom in circuit speed permits the voltage to be reduced
to save power. In this particular implementation, the voltage VDD
7 The delay estimations include the propagation delay and setup time of the
flip-flops.
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Figure 4.13: Power characterization of the manufactured SOVA based
turbo decoder (averaged over eight chips).

can be scaled down to 1.45 V at an operating frequency of 115 MHz.
Scaling the voltage further results in a sharp transition from 0 to 100%
failing chips for all considered frequencies.

Power domain partitioning The other curve in Fig. 4.13 (hexagon
markers) shows our proposed solution where the two supply voltages
are now scaled individually. Interestingly, we find that at maximum
clock frequency and nominal VDD = 1.8 V, the extra supply voltage
VDD,L can be reduced down to 1.05 V before we observe a sharp
transition from 0 to 100% failing chips. As illustrated in Fig. 4.13,
this configuration enables a significant overall power reduction of 25%,
without degrading throughput or error-rate performance. With respect to the SOVA decoder alone, the power savings are even larger
than 35%. Observe that our proposed power domain partitioning can
sustain the power advantage over the standard block-level voltage
scaling for all other considered operating frequencies. The minimum
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measured extra supply voltage is VDD,L = 0.95 V, reached at an
operating frequency of 180 MHz.
Comparison
As can be observed in Table 4.4, the presented E-EDGE turbo decoders generally achieve better energy efficiency and require significantly less silicon area than the UMTS decoders. This lower implementation complexity of E-EDGE turbo decoders is a direct consequence of the reduced memory overhead and the less complex interleaver implementation. Recall that the presented SOVA based
turbo decoder only supports low code rates, and that the costs in
terms of silicon area required to support the full code rate range are
unacceptably high. However, if only operation at low code rate is
considered, the SOVA based turbo decoder is highly competitive. In
fact, it can be seen that this decoder provides better energy efficiency
(at nominal supply voltage) than the BCJR based E-EDGE turbo
decoder and occupies less cell area8 as can be observed from Table 4.3.
Using the described SOVA-specific power domain partitioning one
can perform voltage scaling even at maximum clock frequency, which
widens the gap in energy efficiency compared to the BCJR based implementation to substantial 35%. We emphasize that turbo decoders
based on BCJR cannot profit from such a power domain partitioning
in general since they exhibit more balanced signal-path delays than
SOVA decoders as they mainly consist of ACS logic and memories.

8 Due to multi-project-wafer fabrication constraints, the reduced cell area
(shown in Table 4.3) is not reflected in the total core area (shown in Table 4.4).
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4.4

Design of Subblock-Parallel
Turbo Decoders

We next consider the subblock-parallel turbo decoder architecture
illustrated in the lower part of Fig. 4.1 and focus on the slidingwindow BCJR SISO decoder architectures presented in Sec. 4.2 and
the turbo codes specified for LTE and LTE-A with Kmax = 6144 [39].
The SOVA is not considered in the ensuing discussion due to its
poor area efficiency when high code rates have to be supported (refer
to Sec. 4.3).
The Need for a Constrained Throughput Evaluation
The ultimate performance metric of subblock-parallel turbo decoders
is throughput. In order to maximize the turbo decoder throughput
in (4.1) and to minimize the impact of the parallel turbo-decoder
predicament illustrated in Fig. 4.2 one would preferably choose both
I and the SISO-decoder latency λ (i.e., the window length W ) as
small as possible. However, it has been shown previously that the
choice of these parameters strongly affects the BER performance of the
turbo decoder, especially for high code rate. Typically, I and W are
fixed parameters that are chosen large enough to allow for a saturated
BER performance of the decoder (as we have done for the serial decoders discussed in Sec. 4.3). This approach is not necessarily optimal
in terms of throughput under a given BER performance constraint,
which is usually specified in wireless communication standards. Furthermore, each SISO decoder architecture has its own distinct BER
performance characteristic in I and W that must be observed when
comparing the throughput of different architectures.
We next introduce a novel framework that allows for a systematic
and unified throughput evaluation of sliding-window turbo decoders
under a fixed BER performance constraint. Using this framework as
a basis, a comparison of existing architectures follows, revealing that
the method employed to initialize the window boundaries inside BCJR
based SISO decoders has in general a strong impact on the throughput
of subblock-parallel turbo decoders. Based on these findings, a new
SISO decoder architecture will be introduced, combining the strengths
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of ACQ and SMP and leading to significantly higher throughput for
all code rates while achieving better silicon efficiency.

4.4.1

Constrained Throughput Evaluation

Consider a sliding-window P > 1 subblock-parallel turbo decoder
performing Ih half-iterations with SISO decoder architecture A and
architecture-specific latency λA (W ). We refer to this specific turbo
decoder as AP . Recall from (4.1) that the throughput θP (Ih , λA (W ))
of the decoder depends on Ih and W . We assume data transmission over some propagation channel at a target signal-to-noise ratio
SNR∗ and let BERAP (Ih , W, SNR∗ ) be the corresponding BER of
the decoder. In order to make the throughput performance of the
decoder comparable to the one of other decoders, we impose a target
bit error-rate BER∗ at the target SNR and maximize the decoder
throughput under this target BER performance constraint. More
specifically, we define the constrained maximum throughput of the
turbo decoder AP under the performance constraint BER∗ as the
result of the constrained maximization problem
ΘAP , max θP (Iˆh , λA (Ŵ ))
Ŵ ,Iˆh

subject to BERAP (Iˆh , Ŵ , SNR∗ ) ≤ BER∗ ,

(4.3)

where we let the maximization run over all window lengths Ŵ ∈ SW ,
SW = {r, 2r, 3r, . . . , Wmax }9 and all Iˆh ∈ SIh = {1, 2, 3, . . . , Ih,max }.
The choice of Wmax ≤ KP can be influenced by some constraint
on the silicon area of the turbo decoder implementation or by other
practical considerations. Similarly, Ih,max can account for a specific
maximum latency constraint of the decoder. The target BER performance BER∗ and the corresponding target signal-to-noise ratio SNR∗
can be chosen following some standard specifications or according to
the performance of a reference decoder.
The constrained maximization in (4.3) enables an optimal trade-off
between window length W and half-iterations Ih so that the turbo
decoder throughput is maximized under the target BER performance
9 For practical reasons, the window length in radix-2r turbo decoder implementations is typically chosen to be a multiple of r (see, e.g., [80]).
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constraint. Furthermore, the application of a reference constraint
allows for a fair comparison of different SISO decoder architectures.
Note, however, that the constrained maximization in (4.3) maximizes
the decoder throughput for a fixed P only. Hence, the constrained
maximization must be performed for all P of interest. The final
choice of P is up to the designer. This choice can be motivated
by maximizing the overall throughput (which typically results in the
largest considered P ) or by specific constraints on the silicon area of
the implementation.
Solving the Constrained Maximization Problem
In order to solve the constrained maximization problem in (4.3), consider first the 2-dimensional W -Ih plane and split it into two disjoint
sets R+
and R−
with
AP
AP
R+
= {(Ŵ , Iˆh ) : BERAP (Iˆh , Ŵ , SNR∗ ) ≤ BER∗ },
AP
R−P = {(Ŵ , Iˆh ) : BERAP (Iˆh , Ŵ , SNR∗ ) > BER∗ }.

(4.4)

A

Practically, we achieve the splitting by means of Monte-Carlo simulations (averaged over propagation-channel realizations), which we
first perform to evaluate the bit error-rate BERAP (Iˆh , Ŵ , SNR∗ ) of
the decoder at the target SNR for all Ŵ ∈ SW and Iˆh ∈ SIh . In a
second step, we then distribute all pairs (Ŵ , Iˆh ) among the two sets
according to (4.4). To this end, for each fixed Ŵ , the two conditions
in (4.4) are checked for all Iˆh in ascending order. When the BER
constraint is met for a specific half-iteration number it is assumed
that it is also met for all larger Iˆh . Per Monte-Carlo simulation, the
decoder is run with a fixed Ŵ for Ih,max iterations and the BER results
are extracted for all Iˆh ≤ Ih,max . Hence, we require to perform only
|SW | Monte-Carlo simulations per decoder AP , where |SW | denotes
the number of elements in SW .
By definition, none of the pairs (Ŵ , Iˆh ) in R−
are valid for the
AP
throughput maximization in (4.3) as they do not satisfy the BER
performance constraint. On the other hand, all pairs in R+
are valid.
AP
However, most of these pairs can be excluded from the maximization.
In fact, only the pairs on the boundary of R+
defined as
AP
B(R+
) = {(Ŵ , Iˆh ) ∈ R+
: (Ŵ , Iˆh − 1) ∈
/ R+
}
AP
AP
AP

(4.5)
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need to be considered, since for each valid pair (Ŵ , Iˆh ) that does not
lie on this boundary, there exists at least one other valid pair (Ŵ , Iˆ0 h )
with Iˆ0 h < Iˆh , which leads to higher throughput due to the relation
θP ∝ 1/Ih . Thus, the constrained maximization problem simplifies to
maximizing the throughput over this boundary, i.e.,
ΘAP =

max

(Ŵ ,Iˆh )∈B(R+ P )

θP (Iˆh , λA (Ŵ )).

(4.6)

A

Finally, we define the optimal window length W ∗ and the optimal
number of half-iterations Ih∗ for decoder AP as
(W ∗ , Ih∗ ) ,

arg max

θP (Iˆh , λA (Ŵ )).

(Ŵ ,Iˆh )∈B(R+ P )

(4.7)

A

4.4.2

Throughput Evaluation Example

In order to illustrate the proposed constrained throughput evaluation,
the example of subblock-parallel turbo decoders based on ACQ and
SMP is considered for the two corner code rates R = RTC = 1/3
and R = 0.95, respectively. For the sake of clarity we limit the
discussion to the example value P = 16. In Sec. 4.4.3 results for other
values of P are shown as well. We consider the maximum block length
K = 6144 and, thus, KP = 384. Transmission over an AWGN channel
is assumed in line with the system model introduced in Chapter 2.
Reference Configuration
For R = RTC , we choose as reference decoder a serial P = 1 radix4 turbo decoder based on ACQ with Ih = 12 and W = 32. For
R = 0.95, on the other hand, a serial radix-4 turbo decoder based on
SMP with Ih = 12 and W = 64 is considered.10 We set the target
bit error-rate BER∗ = 10−5 and choose the target signal-to-noise ratio
SNR∗ individually for the two code rates so that the corresponding
reference decoders exactly meet the target BER. Note that the chosen
target BER corresponds to a block error-rate of about 10−2 , which is
a typical performance requirement in recent wireless standards. We
10 These are typical configurations reported in recent publications of subblockparallel turbo decoder implementations (e.g., [80, 81]).
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will use this reference configuration for all throughput evaluations
presented in the remainder of this chapter.
SISO-decoder Latency versus Half-Iterations
Fig. 4.14(a) illustrates the W -Ih plane as defined in (4.4) and depicts
the resulting boundaries B(R+
) and B(R+
) from (4.5) for
ACQP
SMPP
R = 0.95. Recall that only the pairs on these two boundaries have
to be considered during the throughput optimization. The other
pairs either lie in R− and, thus, do not achieve the target BER or
are valid, but outperformed in terms of throughput by other pairs
with smaller Ih and/or smaller W . Interestingly, Fig. 4.14(a) reveals
a trade-off between the window length (or SISO-decoder latency)
and the number of half-iterations Ih required to achieve the BER
performance constraint. It can be observed that the SISO-decoder
latency can be reduced at the cost of more half-iterations required
to achieve the target BER. This trade-off leads to the characteristic throughput curves in Fig. 4.14(b) where the resulting normalized
throughput θP,N (Ih , λA (W )) with (Ih , W ) ∈ B(R+
) is shown for
AP
both decoders. Note that the peak value of these curves corresponds
to the normalized maximum constrained throughput ΘAP ,N .
Throughput Comparison
Table 4.5 shows the normalized constrained maximum throughput
ΘAP ,N for Ih,max = 24 and the maximum possible Wmax = KP = 384.
In addition, a smaller Wmax = 32 is considered as well. The choice
of a smaller Wmax allows one to indirectly limit the silicon area of
corresponding implementations.
Low code rate R = RTC From Table 4.5 it can be observed that
the turbo decoder based on ACQ generally requires fewer half-iterations
to achieve the target BER performance and, thus, outperforms the
SMP based architecture in terms of throughput. As already pointed
out in Sec. 4.2, this can be explained by the fact that the SMP
based architecture operates with uninitialized backward state metrics
during the first two half-iterations, leading to a slower convergence
speed. Furthermore, we find that for this low code rate, the maximum
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Table 4.5: Constrained throughput evaluation of P = 16 subblockparallel turbo decoders optimized for 3GPP LTE-A with Ih,max = 24.
The turbo decoder parameters are K = 6144, r = 2, and C = 7.
Architecture type W ∗
λ∗
Ih∗ ΘAP ,N [bit/cycle]
R = RTC = 1/3
Wmax
KP
SMP
32
KP
ACQ
32

56
26
20
20

56
26
40
40

14
16
13
13

1.93
1.82
2.17
2.17

128
32
162
-

128
32
324
-

10
20
7
-

2.34
1.43
2.43
-

R = 0.95
SMP
ACQ

Wmax
KP
32
KP
32

throughput is already achieved for relatively small window lengths
(compared to the subblock length KP ). Hence, limiting Wmax to 32
leads to virtually no throughput degradation.
High code rate R = 0.95 Also for high code rates, the ACQ
based architecture exhibits a higher throughput than SMP due to
its faster convergence speed (for Wmax = KP ). However, as shown
in Fig. 4.14(a), ACQ requires a minimum window length of 102 to
achieve the target BER performance, and therefore this architecture
type cannot be used in combination with Wmax = 32. The decoder
based on SMP, in contrast, achieves the target already for window
lengths that are smaller than 32, and hence exhibits much smaller
SISO-decoder latency. In this particular example, ACQ requires a
window length of about 106 to equal the throughput of the SMP
based architecture employing a window length of 32 as can be seen
in Fig. 4.14(b). We emphasize, however, that limiting Wmax to 32
yields a significant throughput degradation at this high code rate.
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(a) Trade-off between SISO-decoder latency and
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Figure 4.14: Illustration of constrained throughput evaluation of
sliding-window P = 16 subblock-parallel turbo decoders optimized
for the 3GPP LTE-A standard at R = 0.95. The turbo decoder
parameters are K = 6144, r = 2, C = 7, and Ih,max = 24. The
target BER is BER∗ = 10−5 .

4.4. SUBBLOCK-PARALLEL TURBO DECODERS

4.4.3

119

Alleviating the Parallel Turbo-Decoder
Predicament

In order to increase the throughput of subblock-parallel turbo decoders, we propose to combine the fast convergence speed of ACQ
with the benefit of small window lengths, i.e., small SISO-decoder
latency, for high code rate offered by SMP. Note that the combination
of ACQ and SMP has been proposed already by the authors of [98]
in the context of their XMAP based architecture. This architecture
type, however, is not a subblock-parallel architecture, but employs a
single monolithic fully pipelined SISO decoder that achieves the same
degree of parallelism by processing rP trellis steps per clock cycle.
The associated impact of this approach on throughput and silicon area
has not been analyzed thoroughly, though. In this thesis in contrast,
the combination of ACQ and SMP is applied to subblock-parallel
turbo decoders, and the impact on decoder throughput and area is
systematically evaluated and compared to pure ACQ and SMP using
the proposed constrained throughput evaluation framework.
SISO Decoder Architecture based on SMP-assisted ACQ
Similar to the ACQ based architecture, the proposed SISO decoder
architecture is based on dummy backward recursions to obtain reliable
initial values for the recursive computation of the backward state metrics. However, in contrast to pure ACQ, where the dummy backward
recursion starts from uninitialized state metrics, we use the backward
state metrics propagated from the previous iteration as start values in
order to increase the reliability of the obtained initial values. Hence,
compared to pure ACQ and SMP, the proposed approach increases
the effective acquisition length by the initialization of the dummy
backward recursion over iterations. We refer to this initialization
approach as SMP-assisted ACQ (SAA).
Fig. 4.15 shows the block diagram of the proposed VLSI architecture. The forward SMU generates forward state metrics for window n,
while the dummy SMU runs over window n + 1. Concurrently, backward state metrics are generated for window n − 1 and used together
with the buffered forward state metrics to calculate the corresponding
output LLRs. For each window boundary, the SMP memory provides
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Figure 4.15: Sliding-window BCJR decoder architecture with backward state metric initialization based on SMP-assisted ACQ (SAA).
the dummy SMU with start values propagated from the previous
iteration.
Note that this SISO decoder architecture exhibits the same latency
of two windows as the ACQ based architecture due to the performed
acquisition runs, i.e., λSAA = 2W . Compared to the conventional
ACQ based architecture, SAA requires an additional SMP memory.
However, since the capacity of this memory is inverse proportional
to the subblock length KP , the area overhead of the SMP memory
becomes small for large degrees of subblock-parallelism P .

Throughput Comparison
We now compare the maximum constrained throughput of slidingwindow subblock-parallel turbo decoders, considering the proposed
SISO decoder architecture based on SAA in addition to the ACQ and
SMP based architectures. To this end, the constrained throughput
evaluation framework introduced in Sec. 4.4.1 is used for different
degrees of subblock-parallelism P with the reference configuration
described in Sec. 4.4.2.
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Figure 4.16: Constrained maximum throughput of subblock-parallel
turbo decoders optimized for 3GPP LTE-A. The turbo decoder
parameters are K = 6144, r = 2, and C = 7.
Fig. 4.16 shows the normalized constrained maximum throughput
ΘAP ,N of the three decoder types for different degrees of subblockparallelism P and Wmax = KP .11 In order to evaluate the throughput
also for small maximum window lengths, we additionally consider
Wmax = 32. Table 4.6 shows the corresponding optimal window
lengths and number of half-iterations.
Results and discussion for R = RTC As expected for this low
code rate, no noticeable throughput degradation can be observed
for all considered decoder types when limiting the maximum window length to Wmax = 32. Hence, only the results for Wmax = 32
are shown in Fig. 4.16(a). In general, it can be seen that the proposed SAA window-boundary initialization improves the throughput
of subblock-parallel turbo decoders for all P . In particular, we observe
in Table 4.6 that decoders based on SAA achieve the target BER
performance constraint with significantly smaller window lengths, i.e.,
SISO-decoder latency, compared to decoders based on SMP or ACQ.
11 The maximum considered degree of subblock-parallelism P = 64 corresponds
to the maximum number of parallel SISO decoders that still allow for an efficient
VLSI implementation considering the properties of the QPP interleaver specified
for 3GPP LTE-A [81].

122 CHAPTER 4. IMPLEMENTATION OF TURBO DECODING
Thus, SAA is able to alleviate the parallel turbo-decoder predicament
to a great extent. For P = 64, for instance, SAA leads to a throughput
gain of 20% compared to SMP. Compared to ACQ, the gain is larger
than 10%.
Results and discussion for R = 0.95 For high code rates (see
Fig. 4.16(b)), all three decoder types unsurprisingly require larger
window lengths to meet the performance target, and substantial degradation in throughput can be observed when limiting the maximum
window length to Wmax = 32. The throughput degradation is especially pronounced for smaller P . This observation indicates that
for small P , the throughput is generally maximized by trading a
high SISO-decoder latency for a small number of half-iterations, i.e.,
the pairs (W ∗ , I ∗ ) lie in the lower right part of the trade-off curves
introduced in Fig. 4.14(a). For large P on the other hand, it seems
more important to reduce the SISO-decoder latency at the cost of
more half-iterations.
Comparing the three decoder types, it can be observed that ACQ
is highly ill-suited for high code rate as the required window lengths
become impractically large. For P = 64 for instance, the minimum
window length required to achieve the target performance is larger
than the subblock length KP , and thus, no valid (W, I) pairs can be
found. For small maximum window length Wmax = 32, no valid pairs
at all exist for this decoder type over all considered P . The other two
decoder architectures, on the other hand, achieve the performance
target also for Wmax = 32. However, the proposed SAA leads to
substantially higher throughput than SMP, mainly due to its faster
convergence speed. For instance, at P = 64 and Wmax = 32, the SAA
based turbo decoder exhibits a throughput gain of 30% compared to
the decoder based on SMP.
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Table 4.6: Optimal window lengths and half-iterations (W ∗ , Ih∗ ) for 3GPP LTE-A with K = 6144.
Number of deployed SISO decoders P
Architecture type
2
4
8
16
32
64
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4.4.4

VLSI Implementation Trade-off Analysis

In what follows, the VLSI implementation complexity of sliding-window
subblock-parallel turbo decoders is studied for different degrees of
subblock-parallelism P . The analysis is based on synthesis results
of the three discussed SISO decoder architectures in 65 nm CMOS
technology, taking into account the constrained throughput evaluation
presented in Sec. 4.4.3.
Preliminaries
All three SISO decoder architectures have been optimized for radix4, i.e., r = 2, trellis processing and fully support the 3GPP LTE
and LTE-A standards with Kmax = 6144. To achieve near-optimal
error-rate performance, the systematic and parity input LLRs are
quantized to 5 bit, the extrinsic LLRs to 6 bit, and the state metrics
to 10 bit. Furthermore, the SMP memories have been implemented
as SRAM macrocells, whereas the Gamma and Alpha memories have
been implemented using latch-based SCMs in order to simplify the
generic synthesis study.
Throughput versus Silicon Area
Fig. 4.17 shows the trade-off between constrained maximum turbo
decoder throughput Θ (in ns/bit) and total SISO decoder silicon
area A (in mm2 ). Note that the considered area only contains the
share of the P SISO decoders, neglecting the other components of
the turbo decoder, such as the input and intermediate memories or
address generation circuits. We emphasize, however, that the SISO
decoders dominate the overall turbo decoder area for P ≥ 8 [80].
We consider operation at high code rate R = 0.95, which is the
corner where subblock-parallel turbo decoders are especially affected
by the parallel turbo-decoder predicament. For each implementation
in Fig. 4.17, the corresponding optimal window lengths and number
of half-iterations shown in Table 4.6 have been used to determine the
exact memory capacities and the constrained maximum throughput.
All SISO decoders have been synthesized at maximum clock frequency
800 MHz.
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Figure 4.17: Throughput/silicon area trade-offs assuming R = 0.95 of
radix-4 subblock-parallel turbo decoders optimized for 3GPP LTE-A
and synthesized in 65 nm CMOS. The numbers correspond to the
number of deployed SISO decoders P .
Results and Discussion Fig. 4.17 nicely illustrates that SAA not
only provides highest throughput but also best silicon efficiency A/Θ
for all considered P . ACQ, on the other hand, is very inefficient for
P > 8, mainly due to the large window lengths required to achieve the
target BER performance, inflating both the area of the memories and
the SISO-decoder latency. The inflated latency significantly degrades
the maximum possible throughput, which is only 0.5× the one provided by SAA (compare the implementation for ACQ with P = 32 and
the one for SAA with P = 64). More dramatically, it can be observed
in Fig. 4.17 that an SAA based decoder only requires P = 16 SISO
decoders to achieve the maximum throughput offered by ACQ (with
P = 32), revealing a 2.5× advantage in terms of silicon area. This
observation highlights that SISO decoders based on ACQ are generally
ill-suited for flexible subblock-parallel turbo decoder implementations
with large P .
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Decoders based on SMP become more efficient than ACQ based
decoders for P ≥ 16, mainly due to the smaller window lengths
that can be used to achieve the target BER performance constraint.
However, SMP is considerably outperformed by SAA in terms of
throughput and silicon efficiency for all P . Interestingly, we find that
P = 16 and P = 32 SAA based turbo decoders reach approximately
the same throughput as P = 32 and P = 64 SMP based decoders,
respectively. The area advantage of SAA in these cases amounts to
1.7×.
Finally, observe that allowing for Wmax = KP in general leads to
larger silicon area, but also to better silicon efficiency than constraining Wmax to smaller window lengths.
In summary, the above discussion enables one to conclude that
the presented SAA based SISO decoder architecture is most suited for
flexible subblock-parallel turbo decoders since it leads to significantly
higher throughput and better silicon efficiency than the prior-art solutions.
Proof-of-Concept Implementation
As a proof-of-concept, a P = 16, W = 30 subblock-parallel turbo
decoder based on the presented SISO decoder architecture with SAA
window-boundary initialization has been implemented and manufactured in 65 nm CMOS.12 The large input and intermediate memories
have been implemented with SRAM macrocells. The implementation
of the (de-)interleaving networks is based on the efficient and flexible
master-slave batcher network introduced in [80].
Table 4.7 summarizes the measured key characteristics of the ASIC
prototype and provides comparison with prior-art implementations.
The decoder is the first fabricated and measured turbo decoder implementation that achieves a throughput in excess of 1 Gbps. The
ASIC uses 201 kbit of SRAM and occupies an active cell area of
2.02 mm2 (including the SRAM macrocells), where the share of the
SISO decoders amounts to 80%. Due to the use of the described
SAA based SISO decoder architecture, the high throughput can be
sustained over the full range of code rates, without any concession
12 The ASIC integration has been carried out by another PhD student at the
same research institute. Refer to [26] for more information on the fabricated ASIC.
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in BER performance. In fact, the overall implementation loss in
terms of SNR is smaller than 0.2 dB over the full range of code rates
with respect to an ideal non-windowed serial implementation with
floating-point arithmetics.
As shown in Table 4.7, the presented decoder shows best-in-class
silicon- and energy efficiency. Only the design in [80] achieves better
silicon efficiency (when taking technology scaling into account). Note,
however, that this design [80] as well as the design described in [78]
cannot handle high code rate as they are based on ACQ with small
window lengths 32 and 16, respectively. Compared to the XMAP
based decoder in [98], which also uses a combination of ACQ and SMP,
our subblock-parallel decoder shows significantly better silicon efficiency. Interestingly, the implementation in [83] targeting application
in base stations is also subblock-parallel but employs a non-windowed
SISO decoder architecture. While non-windowed SISO decoders can
almost completely alleviate the parallel turbo-decoder predicament13 ,
they exhibit prohibitively large memory requirements compared to
sliding-window SISO decoders, especially for smaller P . Furthermore,
the non-windowed trellis processing requires additional buffers inside
the SISO decoders and further overhead to deal with the large SISO
decoder input and output data bandwidth [83]. Due to these reasons,
the general application of non-windowed SISO decoders in mobile
receiver terminals, where the silicon area is the main cost driver, is not
attractive. In particular, the design in [83] uses twice the number of
SISO decoders, but requires 3.1× more silicon area than our decoder,
although several memory compression and wordwidth minimization
techniques have been applied.

13 Non-windowed subblock-parallel turbo decoders fully alleviate the parallel
turbo-decoder predicament only when acquisition runs over the subblock edges
are omitted. This complexity reduction, however, leads to an noticeable error-rate
performance degradation [83].
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Chapter 5

Channel Decoding
Chain Design for UMTS
In the previous chapters the channel decoders were considered as
stand-alone blocks. In practical digital baseband receivers, however,
the described channel decoders are typically embedded in sophisticated channel decoding chains that provide additional important
features to further increase the reliability of transmission. Such channel decoding chains must preferably be implemented as applicationspecific VLSI circuits along with the other components of the digital
baseband receiver in order to profit from the cost and power advantage
of systems implemented in fully dedicated hardware over softwareprogrammable solutions. The main VLSI implementation challenge
concerning channel decoding chains in wireless systems (beside the
previously discussed channel decoders) arises from the large number
of operation modes that must be supported. The need for such high
flexibility requires that the architecture is designed for the worstcase operation mode (i.e., the mode that requires most hardware
resources), while the power consumption remains as low as possible
for the less complex modes of the considered standard.
This chapter outlines the design and VLSI implementation of the
complete channel decoding chain for the TD-HSPA+ LCR standard,
which is representative for typical channel decoding chains in current
129
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and emerging cellular standards. The chain has been integrated as
part of a digital downlink baseband receiver ASIC. In Sec. 5.1 we
provide an overview on the structure of the considered 3G cellular
standard and then present in Sec. 5.2 the proposed baseband receiver
VLSI architecture with a particular focus on the channel decoding
chain. The ASIC implementation results are provided in Sec. 5.3.

5.1

Overview on TD-SCDMA Evolutions

TD-HSPA+ low chip rate (LCR) is the latest enhancement of the
time-division synchronous code-division multiple access (TD-SCDMA)
standard, the narrow-band option of the time division duplex (TDD)
variant of 3GPP UMTS. Due to its TDD property (as opposed to
the frequency division duplex variant WCDMA commonly used in
Europe) TD-SCDMA has received an increasing attention, partially
because it allows for a dynamic resource allocation for uplink and
downlink according to current traffic needs, which helps to cope with
asymmetric traffic highly efficiently, and partially because no costly
duplexers are required in related radio transceiver realizations.
The multiple access technology of TD-SCDMA is a combination of
time-division multiple access (TDMA) and direct-spread code-division
multiple access (CDMA). As illustrated in Fig. 5.1, the physical channel resources are structured into radio frames, subframes and timeslots [99]. Each frame of 10 ms duration comprises two subframes of
5 ms, and each subframe consists of seven timeslots. The timeslots
are further divided into two data fields, a specific midamble sequence,
and a guard period. The number of chips per timeslot is 864 and the
chip duration is 781.25 ns (according to a chip rate of 1.28 Mcps). In
the data fields of the individual timeslots, up to 16 users can transmit
simultaneously using CDMA with spreading factors of 1, 4, 8 or1
16. A flexible resource allocation is achieved by the possibility to
assign multiple CDMA codes to a single user. The assignments of
the timeslots within a subframe to downlink and uplink is specified
using two switching points. The first timeslot is always assigned to
1 In the downlink only the spreading factors 1 or 16 are used, whereas in the
uplink the use of all four spreading factors is possible.
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Figure 5.1: Frame structure of TD-SCDMA.
downlink, whereas the second timeslot is always used for uplink transmission. The second switching point (from uplink back to downlink)
can be located anywhere between the remaining timeslots or it can
be omitted in (rare) cases where no further downlink resources are
required by the overall system.
The HSPA/HSPA+ amendments have enhanced the TD-SCDMA
legacy standard with several key technologies [100], including highorder modulation schemes such as 16QAM and 64QAM (in addition to
the legacy QPSK and 8PSK schemes) or adaptive modulation and coding in conjunction with hybrid-ARQ (HARQ). These enhancements
enable a single-carrier peak data rate of 4.2 Mbps. Using multi-carrier
transmission in conjunction with 2x2 MIMO signaling scheme, the
data rate can be further augmented to 25.3 Mbps.

5.1.1

Legacy Channel Coding Chain

The medium access layer and physical layer exchange user data in the
form of transport channels (TrChs). On the base station side, the
channel coding chain maps the user data conveyed through the TrChs
onto the data fields of the allocated physical channels (PhCh). The
PhChs are then modulated and spreaded, and finally transmitted over
the mobile channel. In the digital downlink baseband receiver, the
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Figure 5.2: Channel coding in TD-SCDMA downlink (simplified) [38].
Channel coding chain for legacy modes (left) and enhanced modes
(right).
distorted PhChs are equalized, despreaded, and demodulated. The
LLR values generated by the soft-detector are passed to the channel
decoding chain, which recovers the original TrChs.
The left-hand part of Fig. 5.2 shows the channel coding chain as
specified for the legacy modes of TD-SCDMA [38]. The first part is
specific to the individual TrChs. At the input of the chain, the TrChs
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Figure 5.3: Channel coding functions of legacy TD-SCDMA.

are fragmented into sets of one or several transport blocks (TrBlks).
Each TrBlk set is characterized by a transmission time interval (TTI)
of 5 ms, 10 ms, 20 ms, 40 ms or 80 ms, specifying the transmission duration of the TrBlk set on the radio link. As shown in Fig. 5.2, a CRC is
first added to the individual TrBlks before the full TrBlk set is encoded
into one or several code blocks. To this end, the standard foresees in
addition to the previously discussed high-performance turbo codes
also the well-established classical binary convolutional codes [5]. The
encoded TrBlk set is passed through a first block interleaver which
permutes the order of the bits over the full TTI. As depicted in Fig. 5.3
assuming a 40 ms TTI, the interleaving process can be described by
an interleaver matrix that is first filled up row by row and then passed
through a TTI specific inter-column permutation. The permuted
matrix is read out column by column, where each column is associated
with a specific radio frame transmitted during the TTI. The columns
are then individually streamed through the rate matching stage which
ensures through puncturing or repetition of encoded bits that the
TrBlk set fits into the allocated radio link resources. In the rate
matching process a distinction is made between turbo encoded TrBlks
and convolutional encoded TrBlks. For turbo encoded TrBlk sets,
a bit separation stage first separates the systematic and the two
parity streams before the latter two streams are matched according
to specific matching pattern seeds (see Fig. 5.3). The bit collection
stage eventually merges the three streams to a single output stream.
For convolutional encoded data, the separation and collection stages
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are transparent and rate matching is performed over the full single
stream. Observe from Fig. 5.2 that multiple TrChs per TTI can be
active concurrently. These TrChs must be processed separately before
they are multiplexed into a single so-called coded composite transport
channel (CCTrCh).
The second part of the chain is specific to the multiplexed TrChs
and processes the CCTrCh on a radio frame basis (or subframe basis
for 5 ms TTIs). The individual frames are scrambled with a pseudorandom sequence and then passed to a second interleaver stage which
permutes the order of the bits either over the full radio frame or
within each timeslot of the frame separately. Similar to the first
interleaver, this second interleaver is also a block interleaver with
inter-column permutations, but the related matrix contains a fixed
number of columns. Finally, the bits are mapped onto the physical
channel resources, i.e., the timeslots and CDMA codes. This PhCh
mapping is performed individually for the two subframes and for each
allocated timeslot within the subframes. In particular, as illustrated
in Fig. 5.3, the bitstream is written into a matrix row-wise where
the odd-numbered columns are filled in forward order and the evennumbered columns in reversed order. The filled columns (which can
have a varying number of rows) of this matrix are read out in forward order and are associated with the PhChs, i.e. the CDMA codes,
transmitted in the respective timeslot and subframe. After the PhCh
mapping, an encoded transport format combination indicator (TFCI)
is included into the data fields of the transmitted timeslots, which
signals the receiver how to decode the conveyed TrChs. The TFCIs
are encoded using a masked first-order Reed-Muller code [38].

5.1.2

Enhanced Channel Coding Chain

The right-hand part of Fig. 5.2 shows the channel coding chain as
specified for the high-speed downlink shared channel (HS-DSCH) —
the data TrCh type that was added to the legacy types to carry the
enhanced HSDPA/HSDPA+ modes. Note that this chain must be
supported in addition to the legacy chain in TD-HSPA+ compliant
downlink baseband receivers. Compared to the legacy chain, the enhanced chain exhibits a reduced worst-case latency, partially because
it only allows for a single active TrCh with a 5 ms TTI and partially
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because it specifies only one interleaving stage. Furthermore, it specifies the exclusive use of turbo codes, adds the HARQ functionality
to the rate matching function, and introduces a symbol constellation
rearrangement function for PhChs with 16QAM and 64QAM modulation. The HS-DSCH interleaving and the PhCh mapping for QPSK
modulation are identical to the second interleaving stage and PhCh
mapping described previously. For 16QAM and 64QAM modulations,
in contrast, the HS-DSCH interleaving distributes the input data
stream subsymbol-wise among two and three interleaver matrices,
respectively, and the PhCh mapping is performed on symbol level
(rather than bit level). Note that, as opposed to the legacy modes,
no TFCI is included after PhCh mapping.
HARQ is one of the key features introduced in HSPA. It allows
for fast retransmission of erroneously received TrBlks, thereby enabling high average throughput over a wide range of rapidly changing
transmission environments. On receiver side, the main enabler for
the HARQ functionality is a large memory — the HARQ memory —
which buffers all LLR values of the received TrBlk prior to decoding. In case the channel decoder fails to decode all codewords within
the TrBlk correctly, a retransmission is requested. In contrast to
traditional ARQ based systems, where the retransmitted data block
is decoded independently from other transmissions, the hybrid-ARQ
operation combines the LLR values of the retransmitted TrBlk with
the combined LLR values from previous transmissions stored in the
HARQ memory. This approach increases the probability of successful
decoding with each retransmission. The standard foresees a mix of
two different combining strategies [101]. These are Chase combining,
where each retransmission is identical to the initial transmission, and
incremental redundancy, where only new (initially punctured) parity
bits are disclosed in the retransmissions (see, e.g., [102]). To facilitate
the HARQ management, a stop-and-wait protocol is adopted by the
standard [101] and multiple (up to eight) independent stop-and-wait
HARQ processes can be active concurrently in the receiver in order to
account for the system round trip delay and to enable the continuous
transmission of new TrBlks. As shown in Fig. 5.4, the described
HARQ functionality is realized with two rate matching stages. The
first stage performs puncturing on the parity bits only if the number of
transmitted bits would exceed the capacity of the HARQ memory in
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Figure 5.4: HARQ feature in enhanced TD-SCDMA.
the receiver.2 The second stage matches the three bitstreams individually according to the scheduled combining strategy and transmission
dependent pattern seeds.

5.2

VLSI Baseband Receiver Architecture

The high-level block diagram of the proposed single-carrier downlink
digital baseband receiver architecture is shown in the upper part
of Fig. 5.5. The distorted chips arriving at the input of the baseband
receiver are assumed to be perfectly synchronized in time, phase, and
frequency. They are passed timeslot-wise to the baseband processing
block which first estimates the mobile channel parameters based on
the known midamble and then performs linear soft-output minimum
mean square error (MMSE) equalization3 and despreading, followed
by the computation of the LLR values. The generated LLRs are fed
to the channel decoding chain to recover the conveyed TrChs bits.
The datapath illustrated in Fig. 5.5 comprises multiple independent basic processing units (BPUs). The dataflow among these BPUs
is strictly linear, and the individual BPUs have a standardized interface for exchanging data and control items based on a synchronous
2 The

HARQ memory capacity depends on the user equipment capabilities and
is regulated over the user equipment category.
3 Channel equalization is not in the scope of this thesis.
The baseband
processing block has been implemented by another PhD student at the same
research institute based on the soft-output MMSE equalizer implementation
described in [103].
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handshake protocol. Each BPU operates on chunks of data of a
well-defined scope (e.g., a timeslot, a subframe, a radio frame or TTI),
and every new data chunk is initiated by a control item received from
the associated control unit, providing the BPU with the necessary
information to process the data chunk. Once the current data chunk
has been processed, a report is issued to the control unit, which in
turn must acknowledge this report before a new data chunk can be
processed. This approach enables a simple self-synchronization of the
datapath, irrespective of the latency of the individual BPUs.
In general, a substantial amount of memory is required for buffering and realizing the HARQ functionality and the two deinterleaving
stages. We emphasize that all these memories are realized as dedicated
on-chip SRAMs, which enables a true single-chip baseband solution
and which avoids the significant overhead in terms of silicon area,
power, and latency of centralized memory architectures or off-chip
solutions that are typically employed in software-programmable baseband architectures.

5.2.1

Channel Decoding Chain Architecture

The main VLSI implementation challenge of the channel decoding
chain (beside the turbo decoder discussed in Chapter 4) arises from
the countless operation modes that must be supported. In particular,
the architecture has to support both chains shown in Fig. 5.2 and all
blocks in these two chains are affected by the characteristics of the
currently processed TrChs (such as the finely granulated TrBlk size,
TTI, coding or rate matching seeds) and the allocated PhCh resources
in terms of CDMA codes and timeslots. These parameters can be
tuned by the higher layers on a TTI basis. It is important to note
that the utilization of the channel decoding chain for the different
possible modes varies to an extreme extent. For instance, only 88
LLR values enter the chain per subframe when one timeslot and one
CDMA code with QPSK are assigned. With five assigned timeslots
and 16 CDMA codes using 64QAM modulation, the number of LLR
values that must be processed per subframe increases by two orders
of magnitude to 21120. To arrive at an efficient VLSI architecture
under these stringent flexibility requirements, a significant effort has
been put into identifying the commonalities shared by the two chains
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and the regularities among the different modes. Furthermore, the
partitioning of the processing inside BPUs into data chunks makes
it possible to provide the required flexibility with a highly regular
control flow. To optimize the power consumption of the chain for
lower-complexity modes, clock gating is used to turn off individual
BPUs or smaller subblocks within BPUs when they are not required
or when their operation is stalled due to outstanding I/O transactions.
The first three BPUs in the chain shown in Fig. 5.5 reflect the steps
necessary for processing the CCTrCh on radio frame basis. The other
four BPUs in the chain are associated with the TrCh processing on
TTI basis. A radio frame buffer separates the two processing domains.

CCTrCh Processing
The LLRs of the current CCTrCh are first streamed timeslot-wise
through the TFCI extraction block which extracts the TFCI (present
in the legacy modes) and reports it to the control unit. The second BPU in the chain combines the PhCh demapping and the radio
frame based deinterleaving (i.e., the second/HS-DSCH deinterleaving). In particular, as shown in the lower-left part of Fig. 5.5, the
PhCh demapping is performed while writing all LLRs related to the
current radio frame into the deinterleaver memory. In contrast to the
straightforward approach where the PhCh demapping is implemented
as a separate block, the combination of the PhCh demapping with
the deinterleaving function allows the two operations to share the
same memory resources, which saves additional memory and latency
overhead. The deinterleaving memory consists of three single-port
RAMs which represent either the single deinterleaving matrix specified
in the legacy chain or the two and three deinterleaving matrices required by the enhanced modes with 16QAM and 64QAM modulations,
respectively. For the latter modes, the related inverse constellation
rearrangement is performed before writing the LLRs into the memories. The actual deinterleaving operation is executed while reading the
radio frame out of the memories. To this end, the interleaving subunit
generates interleaved addresses that are used as read addresses for
the deinterleaving memories. After deinterleaving, the radio frame is
descrambled before it is passed to the TTI based part of the chain.
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TrCh Processing
The first BPU in the TTI based part of the channel decoding chain
performs the TrCh deinterleaving (i.e., the first deinterleaving stage)
and the rate dematching for the legacy modes of the standard. Enhanced TrChs of type HS-DSCH, on the other hand, are directly
forwarded to the subsequent BPU. As shown in the lower-middle
part of Fig. 5.5, all LLRs of the current TTI are first written into
the large single-port deinterleaver memory. Demultiplexing of the
merged TrChs is performed while writing the LLRs into the memory.
We emphasize that rate dematching is executed at the output side
of the memory, rather than at its input side as implied by the data
flow illustrated in the left-hand part of Fig. 5.2. This optimization
enables one to reduce the capacity of the deinterleaving memory by
two thirds. In order to perform the rate dematching while reading out
the individual TrChs, up to eight (according to the maximum number
of eight columns in the associated interleaving matrix) separate rate
matching units are instantiated. Each rate matching unit is associated with a specific deinterleaved column of the interleaving matrix
and incrementally discloses the corresponding rate matching pattern,
taking into account the specified bit separation and bit collection
procedure (see Fig. 5.3).
The subsequent Hybrid-ARQ BPU executes the rate dematching and the described HARQ combining operation for the enhanced
TrChs, whereas the legacy TrChs are directly forwarded to the output.
As illustrated in the lower-right part of Fig. 5.5, the input LLR stream
is dematched in accordance with the second-stage rate matching procedure described in Fig. 5.4, combined with the stored combined LLRs
from previous transmissions, and stored in the single-port HARQ
memory. In the second step, the first-stage rate dematching is performed while reading the combined LLRs out of the memory.
The dematched LLRs are loaded codeword-wise into the input
buffer of the channel decoding BPU and then decoded. Finally, the
last BPU in the channel decoding chain checks the CRC of the individual TrBlks and reports the corresponding results along with other
information extracted from the decoded bitstream to the control unit.
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Control Unit
The control unit orchestrates the operation of the individual BPUs,
taking into account the control items issued by the top-level receiver
control unit as well as the information extracted from the reports
during operation. In order to compile the control items for the TrCh
based BPUs, the control unit must in every TTI first decode the
extracted TFCI (for legacy modes) and then, based on the highlevel information carried in the decoded TFCI or received from the
receiver control unit, compute a large set of additional variable TrCh
parameters, such as, e.g., the rate matching pattern seeds, the number
of codewords or the codeblock lengths. These parameters have in
general a large range of values (i.e., a large wordwidth) and the
related computations foresee an excessive use of multiplications and
divisions, which makes an efficient dedicated VLSI implementation
rather challenging. To compute these TrCh parameters with small
area overhead, a simple processor-like architecture has been designed.
The processor comprises data registers and an optimized fixed-point
arithmetic logic unit consisting of a subtractor/adder, a pipelined
multiplier, and a pipelined divider that are accessed according to a
small program realized as hardwired finite state machine (FSM). The
worst-case latency4 of the TrCh parameters computation together
with the TFCI decoding amounts to only 4000 + 550 clock cycles,
which corresponds to only one twelfth of a timeslot duration when
a minimum operating clock frequency of 85 MHz is considered. To
achieve best-possible hardware utilization of the channel decoding
chain during operation, the control flow within the control unit is
pipelined, enabling upstream BPUs to process new TTIs while downstream BPUs are still processing older ones.

5.2.2

Complete Channel Decoding Solution

In order to decode the specified binary (nconv , 1) convolutional codes,
a dedicated Viterbi decoder [6] is required in addition to the turbo
decoder discussed in Chapter 4. Although the VLSI implementation
of Viterbi decoders is a well-studied subject in general, the various
4 The considered worst-case scenario is a legacy setup with 80 ms TTI and four
multiplexed TrChs in combination with a 48 bit TFCI codeword.

142

CHAPTER 5. CHANNEL DECODING CHAIN FOR UMTS

operation modes of the standard pose a significant implementation
challenge. This observation is valid for the considered standard in particular, but also in general for recent and emerging cellular standards,
where binary (nconv , 1) convolutional codes are still an important
ingredient of the channel coding strategy, especially for control or
lower-throughput data modes. In these standards, a single Viterbi
decoder must typically support not only different block lengths and
punctured code rates, but also different constraint lengths (i.e., trellis
states) and generator polynomials (i.e., characteristics of the state
transitions). Furthermore, the constraint lengths found in these standards can be as high as ν = 9 (corresponding to |S| = 2ν−1 = 256
trellis states), which requires a careful area/throughput trade-off in
related implementations to avoid an excessive area overhead.

Flexible Viterbi Decoder Architecture
The upper part of Fig. 5.6 shows the high-level block diagram of
our flexible radix-2 Viterbi decoder architecture. To account for the
possibly large constraint lengths, we consider here the area-economic
memory based trace-back (TB) method [93] to obtain the ML path
in a sliding-window fashion, rather than the RE method used in our
SOVA decoder architecture presented in Chapter 4.
Sequential forward recursion To provide the required flexibility
for different constraint lengths and to enable a trade-off between area
and throughput, the architecture follows a sequential processing approach where the characteristic |S| ACS computations associated with
each trellis step are performed sequentially in NACS clock cycles using
a set of PACS < |S| time-shared ACS units (i.e., NACS = |S|/PACS ).
Multiplexing and demultiplexing networks are required as consequence
of the sequential processing approach to route in every clock cycle
the proper set of PACS state metrics to the ACS units and write the
updated metrics back to the state metric register. To keep the complexity of these networks as low as possible, we exploit the inherent
butterfly structure in the trellis of convolutional codes and organize
the ACS units in PACS /2 pairs where each pair represents a radix-2
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Figure 5.6: Flexible Viterbi decoder. Top: high-level architecture.
Bottom left: architecture of flexible BCU. Bottom right: relation
of decision memory capacity and maximum supported acquisition
length.
butterfly circuit.5 The butterfly-wise processing enables an efficient
in-place register update where the outputs of the butterfly circuits
simply overwrite the locations that correspond to the butterfly inputs,
which can be realized with a straightforward |S|-to-PACS multiplexer
and a corresponding PACS -to-|S| demultiplexer. To account for the
fact that the state metrics stored in the register at the end of a trellis
step are ordered according to the outputs of the butterflies, a simple
|S|-specific reordering is performed to bring the state metrics back
into natural order before the next trellis step is processed. Note that
this reordering must be performed only in every NACS -th cycle, while
the last PACS state metrics of the trellis step are updated.
5 More information about the design of the individual ACS units and the
butterfly trellis structure can be found in Sec. 4.2.1.
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Trace-back The bits generated by the ACS units are buffered in
a single decision memory. The memory is initially filled with the
decision bits associated with the first AL + W trellis steps, before
the TB unit starts its operation. Each TB comprises an acquisition
run of AL steps followed by decoding a window of W steps. The
acquisition run traces the decision memory in backward direction. If
AL is chosen large enough, the TB merges into the ML path and the
subsequent decoding window delivers the next W bits along the ML
path. As opposed to the ACS units, the TB unit processes one full
trellis step per clock cycle. To enable the concurrent operation of the
ACS units and the TB unit, the decision memory is realized as twoport RAM and must provide enough capacity to store the decisions of
C = AL + 2W trellis steps. Furthermore, in order to avoid that the
ACS units have to wait for the TB completion, we require that a TB is
completed before the ACS units finish the current window, which can
only be realized if AL + W ≤ NACS W . Otherwise, the throughput of
the architecture would degrade drastically.
The above constraint yields an interesting relation between the
degree of iterative decomposition NACS in the ACS units and the
decision memory capacity C required to support a specific maximum
acquisition length. The figure in the lower-right part of Fig. 5.6
relates the decision memory capacity to the maximum supported acquisition length. It clearly shows that the choice of a large NACS
significantly reduces the memory requirements compared to a small
NACS = 2. Considering AL = 100, for instance, the decision memory
must provide capacity for 114 trellis steps to allow for continuous ACS
processing assuming NACS = 16 , whereas it must accommodate up
to 300 steps for NACS = 2. Considering a fixed memory capacity of
114 steps, the NACS = 2 architecture can only support acquisition
lengths up to AL = 38, which results in a significant performance
degradation6 for highly punctured code rates. Thus, a large degree
of iterative decomposition NACS reduces not only the silicon area
requirements of the ACS computations, but also the decision memory
overhead.
6 According to our simulations performed for the considered convolutional
codes, AL = 100 is required for a punctured code rate of 0.75. To support very
high code rate of 0.95, AL = 180 is required.
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Figure 5.7: Layout view and chip micrograph of the flexible Viterbi
decoder ASIC for UMTS fabricated in (1P/6M) 180 nm CMOS.
Flexible branch metric unit During the sequential processing,
the BMU provides the PACS ACS units with the required branch
metrics. To this end, it relies on PACS highly flexible branch metric
computation units (BCUs) which generate for the associated trellis
states the two output branch metrics. The flexibility requirements
for different polynomials and nconv is met by programmable XOR
networks that mimic the encoder structure and provide the encoder
outputs based on the binary representation of the associated trellis
state (see lower-left part of Fig. 5.6). The generated encoder outputs
control two pipelined adder trees which are used to compute the
two branch metrics (associated with binary-0 and binary-1 encoder
inputs, respectively) based on the nconv input LLRs associated with
the currently processed trellis stage. Specifically, the encoder outputs
determine whether a specific LLR contributes to the branch metric
or not. The complexity of the adder trees is given by the maximum
supported nconv .
Stand-alone implementation results Two stand-alone Viterbi
decoders have been implemented in 180 nm CMOS to characterize
the VLSI implementation costs associated with the presented flexible
architecture. The first design is a straightforward implementation and
supports the complete set of convolutional codes defined in the 3GPP
standard suite with nconv ∈ {2, . . . , 10} and ν ∈ {5, 7, 9}, including the
recursive codes used for the adaptive speech traffic channels in GSM or
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the tailbiting7 codes specified for the control channels in LTE/LTE-A.
The second design has been further optimized to support exclusively
the codes specified for UMTS with nconv ∈ {2, 3} and ν = 9. Both
designs deploy PACS = 16 ACS units, a 1024 × 16 decision memory,
and an LLR input memory to buffer up to 1536 LLR values. The same
quantization is used as for the turbo decoders presented in Chapter 4,
i.e., the input LLRs are quantized with 5 bit and the state metrics with
10 bit (relying on modulo normalization). Based on the second design
a prototype has been manufactured and measured; the corresponding
chip micrograph is shown in Fig. 5.7.
Table 5.1 shows the key figures of the two implementations. The
all-3GPP solution uses a minimum NACS = 4 to decode the different
codes. To reduce the area overhead of the BMU, only four BCUs
support the full range of nconv . The other twelve BCUs only support nconv ∈ {2, 3}, which significantly reduces the implementation
complexity of the adder trees. As expected, the energy efficiency of
the decoder strongly depends on the constraint length of the code.
In particular, for the highest constraint length ν = 9 the decoder
requires roughly the same amount of energy per bit as our SMP
based turbo with I = 8 (see Table 4.4). For lower constraint lengths,
the energy efficiency improves considerably, mainly because there is
a lower number of states per trellis step and partially because clock
gates and input silencing techniques are consistently used to shut-off
the dynamic power consumption of unused resources.
When only UMTS is considered, the architecture can be further
optimized. In particular, the BMU can be significantly simplified
and implemented with a LUT based structure since only one constraint length ν = 9 and only two different trellis structures (one
with nconv = 2 and the other with nconv = 3) have to be supported.
Furthermore, the specification of only one constraint length allows for
a complexity reduction in the (de)-multiplexing and reorder networks.
7 Tailbiting encoding ensures that the starting state of the encoder is identical
to its ending state, which is realized in a feed-forward encoder by initializing
the shift register with the ν − 1 last information bits of the block. As opposed
to the traditional trellis termination approach, tailbiting does not require extra
tail bits. This property is favorable especially for small block lengths K where
tail bits would become a significant transmission overhead. However, additional
complexity is required in the decoder to identify the most likely starting state
before decoding.
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Table 5.1: Flexible Viterbi decoder ASICs in (1P/6M) 180 nm CMOS.
Standard
All-3GPPa
UMTSb
Nominal supply voltage [V]
Total core area [mm2 ]
Total cell area [mm2 ] ([kGEc ])
- ACS units & reordering
- State metric register
- BMU
- TB unit
- Decision memory (16.4 kbit)
- LLR memory (7.7 kbit)
Max. clock frequency [MHz]
Max. throughput [Mbps]
Energy efficiency [nJ/bit]
- ν = 9, nconv = 3
- ν = 7, nconv = 3
- ν = 7, nconv = 10
- ν = 5, nconv = 2

1.8
1.42
1.11 (84.2)
0.26 (24.8)
0.21 (22.9)
0.19 (20.2)
0.02 (2.1)
0.25
0.07
244
61d

1.8
1.02
0.81 (51.8)
0.17 (17.8)
0.21 (22.3)
0.02 (2.4)
0.015 (1.6)
0.25
0.07
248
15.5

20.2
4.3
11.4
2.1

14.0
-

a Results

based on post-layout data.
based on silicon measurements.
c One gate equivalent corresponds to the area of a two-input one-drive NAND
gate of size 9.3744 µm2 . Excluding the SRAM macrocells.
d Max. throughput at ν = 5.
b Results

The impact of this optimization on cell area and energy efficiency is
clearly visible in Table 5.1.
Combined Turbo/Viterbi Decoder
The channel decoding BPU shown in Fig. 5.5 combines the presented
flexible UMTS-optimized Viterbi decoder and our serial sliding-window
turbo decoder based on SMP (see Chapter 4) into a complete channel
decoder solution. This solution supports all channel coding schemes
specified for UMTS and its HSPA/HSPA+ enhancements.
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Since only one decoder core is active at a time, the overall memory
overhead can be reduced significantly by using a single input memory
and a single shared intermediate memory that is accessed by the
Viterbi and turbo decoder cores to store the decision bits and extrinsic LLR values, respectively. The turbo core implements the wellestablished hard-decision aided (HDA) early termination scheme8 [104]
to avoid redundant iterations. In particular, the decoder compares the
estimated hard decisions after every iteration and stops decoding if all
of them match. To implement the HDA early termination scheme with
low complexity, a 24 bit hash sum generated by a linear feedback shift
register after every iteration is used as the basis of comparison [75].

5.2.3

Channel Decoding Chain Performance

The performance of the implemented channel decoding chain is studied in Fig. 5.8 using a representative selection of reference measurement channel (RMC) types9 and testcases specified by the standard
[105]. For the legacy modes, the performance metric is the BLER
of the decoded TrBlks at a specific signal-to-interference ratio (SIR)
operating point, where the interference represents the interference
from other cells modeled as AWGN at the antenna input. For the
enhanced modes, the performance metric is given by the receiver
data rate at a given SIR point, taking the performed retransmissions
of the HARQ protocol into account. In order to study the fixedpoint performance of the implemented chain independently from the
non-idealities of the equalizer implementation, an ideal floating-point
MMSE equalizer model (with realistic channel estimation, though)
has been used for the simulations shown in Fig. 5.8. The implemented
chain uses a 5 bit quantization for the LLR values.
8 Note

that the CRC attached to the individual TrBlks cannot be used as
stopping criterion since one TrBlk may be fragmented into several codewords.
9 A reference measurement channel specifies a specific transmission mode by
defining the TTI, TrBlk size, timeslots, number of CDMA user codes, modulation,
and other parameters. They are specified by the standard as guideline to evaluate
receiver performance.
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Pedestrian-A multi-path fading channel.

Figure 5.8: Implemented channel decoding chain performance for
legacy and HSDPA/HSDPA+ modes. The turbo decoder performs
a fixed number of I = 7.5 iterations with early termination disabled.

Legacy Modes
The performance achieved for the legacy modes is shown in Fig. 5.8(a),
considering the four standard RMCs and a static AWGN propagation
channel. Note that the first RMC (i.e., the 12.2 kbps setup) defines
nconv = 3 convolutional coding, whereas all other considered RMCs
specify turbo coding. It is clearly visible that the implemented fixedpoint performance is very close to the performance of the ideal10
channel decoding chain. In fact, the implementation loss at a target
BLER of 10−2 is smaller than 0.03 dB and 0.1 dB SIR for the convolutional code based setup and the other three RMCs, respectively.
Furthermore, observe from Fig. 5.8(a) that there is a large SIR gap
of more than 2.2 dB for all modes with respect to the standard target
points, which gives a generous headroom to absorb other receiver nonidealities, such as fixed-point effects in the equalizer implementation
or synchronization mismatches.
10 Floating-point arithmetics, non-windowed channel decoders, turbo decoder
employs max-log approximation.
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Enhanced Modes
Fig. 5.8(b) shows the data rate achieved for a selection of critical
HSDPA/HSDPA+ RMCs over the Pedestrian-A multi-path fading
mobile channel [105]. In addition to the four considered RMCs specified by the standard, we consider also a custom measurement channel
(denoted as full in Fig. 5.8(b)) which corresponds to a fully loaded
system with five timeslots per subframe, 16 assigned CDMA user
codes with 64QAM modulation and high code rate of R = 0.95. For
all setups, the maximum number of HARQ retransmissions is three.
Considering the four standard RMCs, the implemented chain performs virtually identically to the ideal chain. Due to this reason,
and for the sake of visibility, the ideal performance curves have been
omitted in Fig. 5.8(b). Observe that the data rate targets of the
standard are clearly exceeded for all modes by at least 3 dB.
For the custom measurement channel, we consider in addition to
the ideal and the implemented performance also the floating-point
performance when a sliding-window turbo decoder based on traditional ACQ with small window length W = 30 is used. Interestingly,
the data rate performance of this setup is considerably worse than
the implemented performance. This observation nicely underlines the
discussion of Chapter 4 and highlights that flexible turbo decoders for
modern and emerging wireless systems must be optimized to support
the full range of code rates in order to avoid serious system-level
performance degradation.

5.3

VLSI Implementation Results

To prove the applicability and efficiency of the presented digital baseband receiver architecture, a corresponding baseband receiver ASIC
has been implemented and taped-out in 130 nm CMOS technology.
In what follows, the significant implementation metrics and characteristics will be evaluated and discussed with focus on the channel
decoding chain.

5.3. VLSI IMPLEMENTATION RESULTS
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RF
deinterleaving
memory

Figure 5.9: Layout view of TD-HSPA+ LCR downlink digital
baseband receiver ASIC manufactured in (1P/8M) 130 nm CMOS.

5.3.1

ASIC Overview

The ASIC implements the digital baseband receiver architecture illustrated in Fig. 5.5 and supports the modulation schemes (QPSK,
8PSK, 16QAM, 64QAM) and channel coding schemes of all legacy
and enhanced data modes of the TD-HSPA+ LCR downlink. The
layout of the manufactured ASIC is depicted in Fig. 5.9.
At the data input side, the ASIC receives I/Q samples which are
assumed to be perfectly synchronized in time, frequency, and phase.
There is one I/Q sample per chip and both dimensions have a 10 bit
resolution. The baseband processing block equalizes the individual
timeslots and delivers the computed 5 bit LLR values timeslot-wise
to the channel decoding chain. At the data output side, the receiver
provides the decoded TrBlk bits.
To reduce the memory overhead of this receiver prototype, the
TrCh deinterleaving BPU has been tailored to support a maximum
TTI of 40 ms and the HARQ memory capacity has been limited to
63’360 LLRs, which is large enough to support one HARQ process in a
fully loaded system without performance degradation. In addition, it
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is assumed that only one CCTrCh is active in any TTI, which enables
one to realize the TrCh deinterleaver memory and HARQ memory
with a single shared memory block (see Fig. 5.9). Furthermore, only
two multiplexed TrChs are supported per CCTrCh. We emphasize
that the implemented configuration supports all legacy RMC types
and all enhanced RMCs [105] with the practical prototype constraint
of limited HARQ memory size.
The ASIC occupies a total core area of 7.21 mm2 and achieves
at nominal supply voltage of 1.2 V a maximum operating clock frequency11 of 180 MHz, which is well above the minimum required
frequency of 85 MHz. This minimum frequency is defined by the
worst-case processing delay of the turbo decoder at I = 7.5 iterations
required to process an (imaginary) 5 ms TTI where all six downlink
timeslots are loaded with 16 assigned CDMA codes at R = 1 and
64QAM modulation. The large speed overhead enables one to keep
buffer sizes small and additionally apply voltage scaling to reduce
energy dissipation.

5.3.2

Results and Discussion

Silicon Area
A detailed cell-area breakdown of the ASIC is provided in Table 5.2.
Observe that 60% of the overall receiver cell area is occupied by SRAM
memory. As expected, most memory resources (85%) are located in
the channel decoding chain. Considering only the logic cell area (i.e.,
the cell area without the SRAM macrocells), it can be seen that the
channel decoding chain requires roughly the same amount of hardware
resources as the baseband processing block.
Within the channel decoding chain, the overall cell area is dominated by the memories required to realize the two deinterleaving stages
and the HARQ functionality. Apart from these large memories, the
channel decoding BPU clearly dominates and occupies 70% of the
chain, while 15% of the remaining area is attributed to the logic cell
area of the two deinterleaving stages and Hybrid-ARQ BPUs, and
11% to the control unit. The logic area of the deinterleaving and
11 The

maximum clock frequency is estimated based on post-layout data.
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Table 5.2: Detailed cell-area breakdown of TD-HSPA+ LCR downlink
digital baseband receiver manufactured in (1P/8M) 130 nm CMOS.
Total Logic
SRAM
Unit
2
a
mm
kGE
mm2
kbit
Receiver
Baseband processing
Channel decoding chain
Dec control unit
- TrCh parameter comp.
- TFCI decoding
TFCI extraction
RF deinterleaving
Bit descrambling
TrCh deinterleaving
Hybrid-ARQ
Shared memoryb
Channel decoding
- Input buffer
- Output buffer
- Shared memory
- Turbo core
- Viterbi core
CRC checking

5.98
1.17
4.25
0.24
0.12
0.01
0.008
0.62
0.005
0.13
0.09
1.60
1.52
0.41
0.03
0.39
0.41
0.23
0.008

527.8
264.8
257.9
51.8
26.4
3.0
1.7
21.5
1.0
29.3
19.3
8.1
121.7
60.9
49.9
1.8

3.59
0.51
3.08
0.52
1.56
0.97
0.41
0.03
0.39
0.13
-

649.5
91.3
558.2
105.6
316.8
132.4
76.8
5.1
31.1
19.4
-

a One gate equivalent corresponds to the area of a two-input one-drive NAND
gate of size 4.5387 µm2 . Excluding the SRAM macrocells.
b Shared by the TrCh deinterleaving and Hybrid-ARQ BPUs.

Hybrid-ARQ BPUs is fundamentally influenced by the large worstcase number of LLRs per radio frame, which inflates the wordwidth
of all FSM counters, deinterleaving addresses, and other operands.
The main reason for the large control-unit area is, on the one hand,
the overhead required to compute the numerous TrCh parameters and,
on the other hand, the large amount of registers required to pipeline
the control flow.
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Interestingly, the described intermediate-memory sharing inside
the channel decoding BPU allows one to support the large constraintlength convolutional code with low overhead in addition to the turbo
modes. In particular, as can be seen from Table 5.2, the Viterbi core
occupies only 15% of the overall channel decoding cell area.
Power Consumption
The power consumption, energy dissipation, and energy efficiency in
terms of energy per TrBlk bit of the implemented channel decoding
chain are shown in Table 5.3 for different HSDPA/HSDPA+ measurement channels. In particular, we consider the fully loaded setup in
addition to the less complex Cat22-24 and Cat1 standard RMCs. All
measurement channels specify a 5 ms TTI and turbo coding. For all
three considered setups, the power measurement has been performed
over the full TTI.
Clearly, the fully loaded setup consumes most power and consequently requires most energy per TTI. More interestingly, however,
observe from Table 5.3 that the power consumption of the modes with
lower load decreases drastically. This large power reduction for the
lower-complexity modes can be attributed partially to the fact that
the processing delay of the individual BPUs in the proposed channel
decoding chain architecture nicely scales with the load of the processed
modes and partially to our efficient clock gating strategy that ensures
that the clock signal of a BPU is turned off as soon as it becomes
stalled or idle.
The second part of Table 5.3 shows the detailed energy-efficiency
breakdown obtained for the fully loaded measurement channel. Interestingly, the table reveals that the major part (75%) of the energy
is dissipated inside the channel decoder. The remaining BPUs and
the control unit, including the processor-like computation of the TrCh
parameters, amount to less than 11% of the overall energy dissipation.
This observation allows one to conclude that the presented channel
decoding chain VLSI architecture provides the required flexibility with
very low power overhead. When the implemented HDA early termination scheme is enabled, the average energy dissipation inside
the turbo decoder decreases, making the share of the other units
more pronounced, but also leading to an overall energy efficiency
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Table 5.3: Overview on power consumption, energy dissipation, and
energy efficiency of the implemented channel decoding chain for
different measurement channels at VDD = 1.2 V and fclk = 128 MHz.
Measurement channel
Full
Cat22-24
Cat1
Modulation
Timeslots
User codes
Code rate
Leakage powera [mW]
Total powera [mW]
Energya per 5 ms TTI [µJ]

64QAM
5
16
0.95
28.5
142.3

64QAM
5
14
0.55
0.40
17.5
87.7

Energy-efficiency breakdown for Full setup:
Energy efficiencya [nJ/bit]
Dec control unit
0.14
CCTrCh processing
0.13
TrCh processing
5.80
- TrCh deinterleaving
0.04
0.45
- Hybrid-ARQb
5.30
- Channel decoding
- CRC checking
0.01
c
Miscellaneous
0.98
Total
7.05

QPSK
2
10
0.58
6.8
34.2
%
2.0
1.8
82.3
0.6
6.4
75.2
0.1
13.9
100

a Obtained from stimuli-based post-layout power simulations performed on the
manufactured layout. Without turbo decoder early termination.
b Includes the power consumption of the large memory block shared by the
TrCh deinterleaving and hybrid-ARQ BPUs.
c Includes mainly the power consumption of clock tree buffers that cannot be
assigned to individual units.

improvement. The extent of the energy reduction inside the turbo
decoder, however, strongly depends on the operating conditions in
terms of operating SIR point, mobile channel characteristics, and
HARQ transmission number.

Chapter 6

Summary and
Conclusion
High-performance low-density parity-check (LDPC) codes and turbo
codes have become key ingredients for achieving the high throughput
and the challenging quality-of-service (QoS) requirements of current
and emerging next-generation wireless communication systems. The
excellent error-correction capabilities of these codes, however, come
at the expense of substantial computational burden at the receiver
due to highly sophisticated iterative algorithms that are required for
decoding. For this reason, corresponding channel decoders must be
implemented as application-specific VLSI circuits in order to leverage
the area and power advantage of circuits implemented in dedicated
hardware. In addition to the high signal processing complexity, it
has been shown that corresponding practical VLSI decoder solutions
must provide a high degree of flexibility to support the numerous
modes of operation in terms of block length and code rate. This
contradicting combination of flexibility demands and computational
complexity renders the efficient implementation of channel decoders a
key challenge faced by designers of digital wireless baseband receivers.
In this thesis, we have investigated the area- and energy-efficient
ASIC design of quasi-cyclic (QC) LDPC and turbo channel decoders
that are able to support the full range of throughput and flexibility
157
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requirements of current and emerging wireless systems. To complete
the picture of flexible channel decoding circuits for wireless systems,
the thesis also explores the VLSI implementation challenges associated
with complete channel decoding chains. In general, the proposed
concepts and solutions presented throughout this thesis underline that
careful joint optimization of algorithm-level, architecture-level, and
circuit-level aspects is key for the design of efficient flexible VLSI
circuits for channel decoding, even under the consideration of recent
very deep-submicron CMOS technology nodes.
Algorithm Selection
The underlying iterative decoding algorithms for LDPC codes and
turbo codes have been carefully selected with respect to their suitability for VLSI implementation. The selected algorithms for these
two classes of channel codes are based on different graphical representations that drive the designer to very code-specific VLSI architectures and distinct approaches to cope with the challenging flexibility
demands.
In particular, LDPC codes are typically represented from the viewpoint of their parity-check constraints, and decoding is performed on
the associated factor graph. The layered offset-min-sum messagepassing algorithm has been identified as particularly suitable for VLSI
implementation. Turbo codes, in contrast, are represented from the
point of view of their trellis constraints, where iterative messagepassing coincides with iterative soft-input soft-output (SISO) decoding of the concatenated component codes. The max-log approximated BCJR SISO algorithm and an improved soft-output Viterbi
algorithm (SOVA) have been selected as low-complexity decoding
algorithm candidates.
Flexible QC-LDPC Decoders
The message-passing algorithm inherently offers an extremely high
degree of parallelism, and it has been shown that corresponding VLSI
architectures can be tuned for very different area/throughput tradeoffs through iterative decomposition of the message update computations and resource sharing among nodes in the factor graph. In
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order to provide flexibility for different block lengths and code rates,
practical decoder implementations for wireless systems must support
a wide range of different parity-check matrices. The block-parallel
architecture class, which processes the parity-check matrix block-wise,
has been identified as a particularly suitable solution to enable this
flexibility, especially in conjunction with QC-LDPC codes. By tuning
the number of blocks processed per clock cycle, this architecture class
supports the full range of throughput requirements found in modern
wireless standards, including multiple-Gbps as required by emerging
systems. Based on this block-parallel architecture class, an efficient
QC-LDPC decoder architecture has been presented. The architecture
provides the flexibility to support virtually all parity-check matrices
that fit into the allocated hardware resources. Interestingly, it has
been shown that this high degree of flexibility comes at low area
overhead and is realized by the use of an optimized cyclic shifter
implementation and by following a simple low-complexity control flow
where the individual hardware units are controlled based on a control
sequence stored in a controller memory.
The message memory components, which have to support very
high data bandwidth, have been identified as a fundamental power
bottleneck in block-parallel QC-LDPC decoder implementations. In
order to alleviate this bottleneck, a low-power standard-cell based
memory (SCM) architecture has been proposed. The memory architecture has been carefully optimized on architecture- and circuitlevel to reduce the number of memory access cycles and to limit
dynamic power consumption per read/write access as far as possible.
Beside the lower dynamic power consumption, another fundamental
key advantage of the use of the proposed SCMs over the use of SRAM
macrocells is the fact that SCMs can be partitioned in a very finegrained manner, enabling designers to maintain the high data locality
of the message-passing algorithm. The individual partitions can be
turned on and off separately, which is key to enable good energy
efficiency also for small block lengths.
The architecture has been optimized for the IEEE 802.11n WLAN
standard and manufactured in 90 nm CMOS technology relying on
commercial standard-cells. The corresponding measurement results
demonstrate that the proposed concepts and solutions lead to excellent energy efficiency (clearly outperforming prior-art decoders) and
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highly competitive silicon efficiency, while supporting all operation
modes and exceeding the high-throughput requirements of the standard. The reported results further display that the flexibility provided
by our block-parallel QC-LDPC decoder architecture does not lead to
any performance penalty in terms of area, throughput or power. A
potential drawback of SCM based memory components is the fact that
commercial standard-cells typically provide only static latches which
generally lead to worse area efficiency than SRAM macrocells for large
memory capacities. However, it has been shown that the unique
memory update statistics in block-parallel QC-LDPC decoders can
be exploited to replace the static latches by high-density refresh-free
dynamic latches, enabling one to mitigate the penalty in area efficiency
associated with SCMs to a large extent. In fact, the silicon area of
SCM based QC-LDPC decoders targeting the IEEE 802.11n WLAN
standard can be reduced by 45% when relying on custom-designed
dynamic latches as storage cells.

Flexible Turbo Decoders
The VLSI implementation complexity of flexible sliding-window turbo
decoders has been thoroughly investigated, considering both serial
and subblock-parallel architectures. These two architecture types
enable very different throughput/area trade-offs that can be tailored
to the specifics of the considered wireless standard. The serial radix-2
turbo decoder architecture lies on the low-throughput end of the
architecture’s portfolio and, thus, qualifies for standards with relatively moderate throughput requirements (such as 3GPP’s enhanced2G and 3G standards). Despite its low throughput, this architecture type is attractive due to its low silicon area and its property
of supporting general non-contention-free interleavers without any
overhead. Subblock-parallel architectures, in contrast, enable very
high throughput, but require contention-free interleavers (such as the
QPP interleaver specified for LTE and LTE-A) for economic implementation. Compared to LDPC decoders, however, the degree of
parallelism in practical turbo decoder implementations is limited, and
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large degrees of subblock-parallelism come with diminishing throughput returns. This parallel turbo-decoder predicament is a fundamental performance bottleneck in sliding-window subblock-parallel turbo
decoders.
The implementation of turbo decoders that support the full range
of flexibility requirements of wireless standards is associated with
higher costs in terms of both design effort and silicon overhead as
it is the case for QC-LDPC decoders. In particular, the constraint
of supporting strongly punctured code rates has been revealed as
a fundamental issue in practical sliding-window turbo decoders. In
fact, this thesis shows that the constraint of high code rate strongly
affects the architectural choices for SISO decoding in turbo decoders,
and that considering other choices than the well-known conventional
approach is key to arrive at economic implementations.
Serial turbo decoders Since throughput is typically not a main
concern in serial turbo decoders, we have focused on radix-2 trellis processing with a fixed number of iterations that is large enough to enable
almost saturated error-rate performance. The thesis shows that the
conventional sliding-window BCJR architecture based on acquisition
runs (ACQ) suffers from exploding window lengths required to sustain
a competitive error-rate performance when high code rate has to be
supported. The large window lengths lead to augmented memory
requirements that substantially rise the implementation costs. The
less prominent BCJR architecture based on state metric propagation (SMP), in contrast, leads to good error-rate performance with
fairly small window lengths (i.e., comparably low memory overhead)
over the full range of code rates, but does so with a slightly reduced
convergence speed compared to ACQ. Since flexible BCJR decoders
generally suffer from a large memory overhead, an effort has been put
into devising memory compressing techniques for the two large Alpha
and SMP memories. The presented compression techniques prove
to be especially effective in serial radix-2 turbo decoders and enable
more than 10% area savings without any degradation in error-rate
performance.
Flexible turbo decoders based on both BCJR architecture types
optimized for the UMTS HSPA downlink have been implemented in
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180 nm CMOS technology. Corresponding post-layout implementation results clearly demonstrate that the SMP based decoder significantly outperforms the ACQ based one in terms of silicon area and
silicon efficiency with lower power consumption (and consequently
lower energy per bit per iteration). The ACQ based decoder exhibits
a potential advantage in terms of average energy per bit due to its
faster convergence speed, which, however, can only be realized in
certain operating conditions with early termination employed. These
observations lead to the general conclusion that SMP based BCJR
decoders are most suited for the implementation of flexible serial turbo
decoders.
Based on the presented improved SOVA, a highly efficient SOVA
decoder architecture relying on register-exchange (RE) computations
has been designed and implemented. With this SOVA decoder, SOVA
based turbo decoders generally become a competitive alternative to
BCJR based turbo decoders. In fact, when only weakly punctured
code rates are considered, the SOVA leads to smaller and more energyefficient turbo decoder implementations, while the difference in terms
of error-rate performance is negligible. Interestingly, the large imbalance of signal-path delays inside RE based SOVA decoders allows for
an efficient power domain partitioning, enabling substantial energy
savings through voltage scaling without sacrificing any throughput or
error-rate performance. When high code rate has to be supported,
however, the silicon area of the RE unit required to trace the concurrent paths explodes, rendering SOVA based turbo decoders generally
impractical for this operating condition.
Subblock-parallel turbo decoders For subblock-parallel turbo
decoders, a novel framework has been proposed that allows for a
systematic comparison of sliding-window architectures, taking into
account their individual trade-offs in terms of window length, errorrate performance, performed turbo iterations, and throughput. Using
this framework, it has been shown that the choice of the SISO decoder
architecture has a significant impact not only on silicon area and
power consumption of the turbo decoder, but also on throughput.
The impact on throughput is especially strong for high code rate and
large degrees of subblock-parallelism where the parallel turbo-decoder
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predicament becomes strongly pronounced. In particular, when only
weakly punctured code rates are considered, subblock-parallel turbo
decoders based on ACQ achieve higher throughput than decoders
based on SMP, mainly due to their higher convergence speed. For high
code rate, on the other hand, the throughput of ACQ based decoders
collapses for larger degrees of subblock-parallelism as a consequence
of exploding window length.
To alleviate the parallel turbo-decoder predicament, an optimized
SISO decoder architecture has been proposed, combining the high convergence speed of ACQ with the benefit of state metric initialization
across iterations as provided by SMP. The described trade-off study
in 65 nm CMOS technology demonstrates that the combined SISO
decoder architecture, referred to as SMP-assisted ACQ (SAA), not
only enables substantially higher turbo decoder throughput than the
other two architecture types for all code rates, but also displays best
silicon efficiency. Based on this optimized SISO decoder architecture,
a subblock-parallel turbo decoder employing 16 SISO decoder cores
optimized for the LTE-A standard has been manufactured in 65 nm
CMOS. The decoder achieves unprecedented measured throughput
above 1 Gbps for all code rates and outperforms the prior-art implementations in both energy efficiency and silicon efficiency.
We emphasize at this point that the application of the SAA based
SISO decoder architecture in serial turbo decoders under consideration of a fixed number of iterations turns out to be rather unattractive
as it results in significantly more silicon area and higher power consumption than SMP [90].
Complete Channel Decoding Chain for UMTS
The high-performance channel decoders in baseband receivers for modern and emerging wireless systems are typically embedded in a sophisticated channel decoding chain. In this thesis, the VLSI implementation challenges and costs associated with the downlink channel decoding chain for the representative enhanced 3G TD-SCDMA standard
have been studied in detail. In general, the investigations reveal that
a substantial design effort in addition to the described stand-alone
channel decoder implementations is necessary in order to implement
the complete channel decoding chain in fully dedicated hardware that
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meets the stringent flexibility requirements of the standard with low
area and power overhead. The presented VLSI architecture provides
the demanded flexibility by partitioning the channel decoding chain
into independent basic processing units (BPU). These BPUs have been
carefully optimized for low area overhead and for a highly regular
and simple control flow by exploiting identified commonalities and
regularities among the different operation modes of the chain.
To support the specified convolutional codes in addition to turbo
codes with low overhead, a highly efficient flexible Viterbi decoder
architecture has been designed. The proposed architecture supports
a wide range of trellis structures and area/throughput trade-offs that
can be tailored to the application at hand. The high flexibility of the
architecture is enabled by following a sequential processing approach
with a large degree of iterative decomposition in the ACS computations. The Viterbi decoder has been combined together with an SMP
based serial radix-2 turbo decoder to form a complete channel decoder
solution with optimized memory sharing among the two decoder cores.
The proposed concepts and channel decoding chain architecture
have been proved in a complete downlink digital baseband receiver
implementation in 130 nm CMOS technology. The post-layout implementation results show that the memory overhead required to support
the large worst-case interleaver depths and hybrid-ARQ functionality
dominates the silicon area of the channel decoding chain and represents a large fraction of the overall receiver area. The power consumption of the channel decoding chain, however, is clearly dominated
by the channel decoder and scales with the load of the processed
operation mode. The results further demonstrate that the proposed
sequential Viterbi decoder architecture allows one to support the challenging 256-state convolutional codes specified in recent standards in
addition to the turbo decoder with less than 20% area overhead.
In summary, the provided results underline the efficiency of the
proposed channel decoding chain architecture and lead to the general
important conclusion that a fully dedicated VLSI implementation is
able to deliver high area- and power efficiency despite the countless
operation modes that must be supported.

Acronyms
3GPP

third-generation partnership project

ACQ
ACS
ASIC
AWGN

acquisition run
add-compare-select
application-specific integrated circuit
additive white Gaussian noise

BER
BLER
BMU
BPSK
BPU

bit error-rate
block error-rate
branch metric unit
binary phase shift keying
basic processing unit

CCTrCh
CDMA
CMOS
CN
CNU
CRC
CS

coded composite TrCh
code-division multiple access
complementary metal-oxide semiconductor
check node
check node unit
cyclic redundancy check
cyclic shifter

D-SCM
DVB-S2

dynamic SCM
digital video broadcasting - satellite - second generation
165

166

Acronyms

E-EDGE
EDGE

evolved EDGE
enhanced data rates for GSM evolution

FSM

finite state machine

GPRS
GSM

general packet radio service
global system for mobile communications

HARQ
HDA
HSDPA
HSPA
HSPA+

hybrid automatic repeat request
hard-decision aided
high-speed downlink packet access
high-speed packet access
evolved HSPA

IEEE

institute of electrical and electronics engineers

LCR
LDPC
LLR
LTE
LTE-A

low chip rate
low-density parity-check
log-likelihood ratio
long-term evolution
LTE advanced

MAP
MIMO
MMSE

maximum a-posteriori
multiple-input multiple-output
minimum mean square error

NCU

node computation unit

OMS

offset-min-sum

PhCh
PPC

physical channel
partial parity check

167

Acronyms
QAM
QC
QPP
QPSK

quadrature amplitude modulation
quasi-cyclic
quadratic permutation polynomial
quadrature phase shift keying

RAM
RE
REU
RMC

random-access memory
register-exchange
register-exchange unit
reference measurement channel

SAA
SCM
SIR
SISO
SMP
SMU
SNR
SOVA
SRAM

SMP-assisted ACQ
standard-cell based memory
signal-to-interference ratio
soft-input soft-output
state metric propagation
state metric unit
signal-to-noise ratio
soft-output Viterbi algorithm
static RAM

TB
TDD
TD-HSPA
TDMA
TD-SCDMA
TFCI
TrBlk
TrCh
TTI

trace-back
time-division duplex
time-division HSPA
time-division multiple access
time-division synchronous CDMA
transport format combination indicator
transport block
transport channel
transmission time interval

UMTS

universal mobile telecommunications system

VLSI
VN

very-large-scale integration
variable node
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Acronyms

VNU

variable node unit

WCDMA
WiGig
WiMAX
WLAN
WMAN

wideband CDMA
wireless gigabit
worldwide interoperability for microwave access
wireless local area network
wireless metropolitan area network
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