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Abstract
The recent advances in computer technology caused a revolution in digital
imaging. The emergence of cheap good-quality cameras and inexpensive memory chips led to a virtual zero cost of image acquisition and storage. This, in
its own part, ignited an expansion of visual data in many spheres, private and
bussiness alike, as billions of images are shared on a daily basis via social media sites like Facebook or Flickr. Manual organization of such a great pool of
images becomes infeasable due to its size. As a remedy, we need to employ
automatic methods of computer vision.
Earlier algorithms proposed by the computer vision community worked well on
smaller datasets. However, new approaches need to be explored, since modern datasets present an increase of scale in multiple regards: they come with
a larger quantity of images, as well as more complex ontologies, and require
faster algorithms, if these datasets are to be processed in a reasonable time. In
this thesis, we introduce three methods that address different aspects of image
processing at a scale where thousands of object categories need to be recognized in millions of images. All three methods are developed within the framework of Random Forests, which is particularly suitable for such a large-scale
setting.
As image collections grow in size, so does their variety increase. This diversification of visual content leads to more complex ontologies posing new
challenges for recognition systems. Namely, as samples of new image classes
appear, our classification models need to be extended to incorporate this novel
knowledge. To avoid computational costs associated with re-training, these
new classes have to be incrementally integrated into the models. To that end,
we ellaborate different update strategies for Random Forests. We experimentally show that forests updated in multiple batches achieve the same accuracy
as a forest that was trained with the total training data.
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A BSTRACT

To organize the diversity of large image collections, we not only have to introduce new categories, but we must also split existing ones into finer subcategories. However, this involves manual refinement of annotation for a large set
of training samples, which is tedious and costly. In order to reduce the need
for finer, but expensive annotations, we consider how coarse-labeled training
samples can be leveraged to improve classification of fine subcategories by
Random Forests. In a series of experiments we show that the accuracy of our
forests almost matches the accuracy of the forests trained with fully annotated
data.
Finally, when processing a large number of images, efficiency is of utter importance. All the more so in a detection pipeline which has to classify multiple
subregions of an image to detect objects. In this thesis, we show how Random Forests can learn to predict subregions where objects can be expected
based only on the local context of an image patch. Thus, processing time is reduced by examining fewer subregions, while we experimentally evaluate that
our forests rarely miss relevant parts of the image.

Zusammenfassung
Die rasante Entwicklung der Computertechnologie verursachte eine Revolution in der Welt der Digitalfotographie. Billige, jedoch qualitativ hoch-wertige
Fotocameras und preiswerte Speicher ermöglichen Bildaufnahmen, die praktisch nichts mehr kosten. Das hat zu einer Ausweitung der bildlichen Daten
in vielen Sphären des Alltagsleben geführt, sowohl in privaten wie auch in
geschäftlichen, während täglich Milliarden von Fotos über Platformen wie Facebook oder Flickr ausgetausch werden. Diese Unmenge an Bildern kann man
wegen ihrer grossen Zahl nur sehr schwer, wenn überhaupt, von Hand einordnen. Dafür müssen wir automatische Methoden der Bilderkennung einsetzen.
Frühere Algorithmen, die die Bilderkennungsgemeinschaft vorgeschlagen hat,
funktionierten gut auf kleineren Datensätzen. Inzwischen benötigt man neue
Ansätze, da die Datensätze indes gewachsen sind, und zwar in verschiedenen
Dimensionen: Die Anzahl Bilder nahm zu, ihre Ontologien wurden komplizierter, und wir brauchen schnellere Algorithmen, um solche Datensätze schnell
genug bearbeiten zu können. In dieser Dissertation werden wir drei Methoden
einführen, die diese Problempunkte anschneiden und tausende von Kategorien in Millionen von Bildern erkennen müssen. Alle drei Methoden werden im
Rahmen der Random Forests entwickelt, da Random Forests besonders für solche Probleme mit grossen Datenmengen geeignet sind.
Je grösser die Bildersammlung, desto abwechslungsreicher die Bilder. Diese
Vielfalt führt zu komplizierteren Ontologien, die handkerum eine neue Herausforderung an das Erkennungssystem darstellen. Wenn Beispiele von neuen Bildkategorien auftauchen, muss man die Kategorisierungsmodelle um dieses neuartige Wissen ergänzen. Die Modelle jedes Mal neu zu berechnen ist
sehr rechenaufwendig. Deswegen müssen diese neuen Kategorien schrittweise
in das bestehende System integriert werden. Dafür erarbeiten wir verschiedene Erweiterungsstrategien von Random Forests. Die experimentellen Resultate
zeigen, dass die schrittweise erweiterten Forests die gleiche Genauigkeit erreichen wie der Forest, den man von Grund auf mit allen Daten trainiert hat.
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Z USAMMENFASSUNG

Wenn man die grossen Bildersammlungen organisiert, muss man nicht nur
neue Kategorien einführen können, sondern muss sie auch in weitere Unterkategorien verfeinern können. Dafür muss man aber von Hand die Etikettierung
von vielen Trainingsbeispielen entsprechend präzisieren, was aufwendig und
teuer sein kann. Deswegen versuchen wir die Trainingsbeispiele mit gröberen
Etiketten zu benutzen, um die erforderliche Menge an verfeinernden Etikettierungen zu verringern, und gleichzeitig die Einordnungsgenauigkeit von Forests
über feine Kategorien hochzuhalten. In einer Reihen von Experimenten zeigen
wir, dass die Forests, die gleichzeitig mit gröberen und feineren Etiketten trainiert wurden, fast die gleiche Genauigkeit erreichen, wie die Forests, die den
Zugriff auf alle Beispiele mit feiner Etikettierung hatten.
Schlussendlich ist es sehr wichtig, dass man eine grosse Menge von Bildern
effizient bearbeiten kann. Vor allem wenn man verschiedene Objekte in verschiedenen Teilen eines Bildes erkennen will. In dieser Dissertation zeigen wir,
wie wir Random Forests einsetzen können, wenn man relevante Bildteile auf
Grund des lokalen Bildkontexts vorschlagen will. Somit können wir die Bearbeitungszeit deutlich reduzieren, da weniger Bildregionen untersucht werden
müssen, und zeigen Anhand von Experimenten, dass unsere Forests es selten
versäumen, die wichtigen Bildteile zu erkennen.
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1
Introduction
People used to exchange words in the 20th century. We, the people of the 21st
century, we talk in pictures. While my great-grandparents possessed only a
few pictures, hung up on a wall, taken on important occasions of their life,
my grandparents packed one album full of black-and-white pictures that faded
into yellowish shades in the meantime. My parents posses eight photo albums.
The first ones depict their childhood in grayscale, while their later life brought
along some color pictures. By the time I finished high-school, I filled just as
many albums with pictures of my childhood only. About that time, I bought
my first digital camera, and thereafter stopped counting my photographs, as
their number seems to grow infinitely.

1.1

Deluge of the Visual Data

The history of my family’s photo collection is in no aspect individual. As
digital cameras became ubiquitous in the 2000s, so did people start taking more
pictures. Compared to a chemically developed photograph, a concrete physical
entity taking place on the shelf in the living room, a digital image is cheaper
in many regards: to acquire (cheap consumer devices), to store (affordable
large-volume hard disks) and to reproduce (just a click away on devices such
as tablets and laptops).
In the begining, the subject of my digital photos was quite predictable. The
early phase of my photo collection shows almost exclusively important events,
i.e. birthdays, holidays and parties. The content and objects in the pictures
are comparable to the ones my grandparents or parents photographed. With
the emergence of the Internet, smartphones and social media, the focus has

2
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started to shift. The picture has become a symbol, and distributing images
through applications such as Facebook, WhatsApp, Flickr and SnapChat has
turned picture sharing into a communication channel. A snapshot is gradually
extending the way we share our emotions and messages with the people around
us. A picture of a small architectural detail, lika a statue or a landscape, is
sometimes more adequate for capturing our state of mind and communicating it
to a friend than a hand-written letter of many pages. What is more, the change
is not limited solely to the private world of a consumer. We can observe an
increasing business-to-business exhange of images, e.g. between small shops
and big retailers such as Amazon or Ebay. A picture of a product ceases to be
merely a marketing tool, and progressively becomes an indispensable part of
the product description.
These developments lead to an outright explosion in the number of images.
While the aestethics is indeed an important quality of a picture, the beauty is
useless if we cannot find the picture and look at it when we want or need to.
Hence, there is little merit in an unorganized photo collection, especially if it
needs to suit a business context. Similar to the ore hidden in the entrails of
the Earth, the semantical information needs to be extracted from the images in
order to use them to their full potential. Once we can analyze and categorize a
picture and determine what objects it shows, we can start to reason about the
relationship of these objects and between the categories themselves. Thus we
can convert an image from a state of unarticulated bytes and bits into a source
of knowledge.
The usefulness of images annotated with the meaning is by far not limited to
the specialized applications for home-use (e.g. for searching and browsing private collections). Once we recognized the subject of an image, we can infer the
location where it has been taken, the time of day, even reconstruct a 3D model
of the focused object, find similar images, re-fill missing or damaged areas of
an image, etc.. The semantic analysis is particularly useful when an image
needs to confirm or extend provided meta-data, e.g. of a product item. While
a human often makes mistakes when describing an object, an image, generally speaking, does not “lie”. Given an appropriate interpretation, a picture can
become a powerfull instrument for scientific and business applications alike.
It can help us advance in fields from geography (e.g. analysis of sattelite images), over medicine (e.g. automatic classification of ultra-sound recordings) to
robotics (autonomous driving would be unthinkable without the understanding
of the data coming from visual sensors).

1.1. D ELUGE OF THE V ISUAL DATA

3

Image annotations can be performed manually, where each picture is examined
and hand-labeled by a trained specialist. This is viable on a small scale, e.g.
many autonomous vehicles such as Google car still use manually-annotated
maps for orientation [Buehler et al., 2009]. When immense quantities of images need to be processed with a high level of annotation detail (e.g. categorized in a large number of classes), manual annotation becomes either very
impractical or completely intractable due to painstaking effort and high costs.

A system capable of an automatic image recognition is a good alternative. It
essentatially consists of a model that represents the visual content which is applied to the given picture to make semantical decisions. For example, an image
is examined and, based on its content, automatically categorized into one of
the pre-defined categories according to the model [Russakovsky et al., 2014].
While initial recognition systems used hand-engineered models [Toussaint,
1977], modern approaches learn the models from a small set of annotated data
during a training phase [Fei-Fei and Perona, 2005, Deng et al., 2010, Lin et al.,
2011, Krizhevsky et al., 2012]. At a later testing phase, the knowledge acquired during the training is generalized by the model to the given, previously
unseen image. As processing power increases and algorithms improve, computers are becoming more sophisticated at semantical analysis of the images.
We already witness systems performing well at detecting specific classes of objects (e.g. face detection integrated in any decent modern digital camera [Viola
and Jones, 2004]). Promising super-human results have been reported on many
special classes of objects (e.g. detecting traffic signs [Ciresan et al., 2012]), and
we believe it is only a matter of time until methods for automatic image recognition of general categories will outperform humans [Szegedy et al., 2014].

While automatizing existing tasks is unquestionably important, we are only
starting to realize the potentials of computer systems that understand not only
words, but images as well. Automatic semantical analysis of visual content
thus not only saves us from sorting countless pictures taken at sunsets during
our last holidays, but will have a real impact on how we communicate. It
will deeply influence how we interact with each other, both as persons and
organizations, and, more importantly, with machines. With all that said, it is
the aim of this thesis to make a small contribution to this highly relevant topic.
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Contributions

The deluge of the visual data that we are currently facing might indeed seem as
a very challenging problem. However, thanks to the everyday increase in available computational power and memory capacity, such an amount of data opens
new opportunities for reasearch in machine learning, and particularly in computer vision. The vast computational resources and disposition of enormous
data sets have provoked a shift of focus in the research community as well. As
a matter of fact, we can observe the change of scale both of the problems and
the testbeds in various directions.
The quantity of data has been substantially increasing. While the data sets
used for training and evaluation from the noughties, such as Caltech-256 [Griffin et al., 2007], comprised only thousands of images, newer datasets from
the current decade like ImageNet [Russakovsky et al., 2014] include millions.
Since approaches based on single-threaded computation can process a limited
number of pictures on one machine, we need to adapt our methods to distributed, multi-threading computing spread over a cluster of machines in order
to tackle such a great quantity of training and test data.
We expect the current systems to be able to classify images in a much larger
number of categories. After the performance of modern methods saturated at
smaller problems with hundreds of classes, new challenges are posed to include
thousands of image classes. These classes not only increased in number, but
parallely underwent a diversification, so that current datasets such as ImageNet
include a wide variety of categories, from animals to home appliances of all
kinds unseen in previous testbeds. Modern recognition methods therefore need
to be able to discern rather fine-grained differences, while earlier approaches
concentrated on coarse-grained ones. Moreover, the methods have to answer
the challenges of more complex ontologies, and come to ends with profound
class hierarchies.
Even when computer vision solutions manage to cope with large amounts of
data, they consider the data to be static, i.e. they do not expect it to change over
time. But as we witness emergence of larger data sets, such an assumption is
loosing validity. For example, given the nature of social media, the new image
classes do indeed emerge, and need to be integrated into the system dynamically. Hence, modern methods have to handle dynamic scenarios, where class
ontology transforms over time.
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The goal of this thesis is to consider the following aspects of the image recognition on a large scale and present contributions that address the particular
aforementioned issues:
• A multi-class framework of Random Forests is used to efficiently learn
models from a large quantity of data in a distributed manner on a machine cluster. Random forests are inherently multi-class and can handle
large number of classes organically through an ensemble of tree hierarchies consisting of (weak) classifiers. While Random Forests have been
already applied to many problems in computer vision, we show how they
can be employed in the context of large-scale image classification.
• We explain how nearest class mean classifiers (NCM) and support vector machines (SVM) can be successfully adopted by a Random Forest
framework. Futhermore, we show how these new variants of forests handle a dynamic scenario where the classes have to be integrated into the
system in an incremental manner. Starting only from the data of a few
classes, we present an approach that can learn a classification model capable of classifying up to a thousand classes. Compared to an approach
that re-computes the model whenever new training samples arrive, our
method significantly reduces the training time, while achieving comparable accuracy.
• Random forests based on NCMs are further extended with a regularization to reduce the quantity of required training data. Importantly, we
can leverage the abundance of training data for more general coarse categories to train a classification model for refined subcategories for which
the annotated data is sparse. While our method requires only half of the
data to be annotated with labels of the fine classes, it reaches the performance of a classifier trained with a full set of fine-annotated training
data.
• Finally, a method is presented which considerably reduces the evaluation runtime of a detection system. We follow the growing family of
modern approaches to object detection which do not inspect and classify
every window in an image, but concentrate the computational effort on
a fewer number of promising windows. Our approach is based on Random Forests with integrated feature selection to propose probable locations in image where an object can be expected. While a comparable
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state-of-the-art proposal system based on segmentation takes seconds,
our Random Forests trained on the efficient representation of visual content can propose object positions in a matter of milliseconds. Such a
short runtime allows us then to process an immense quantity of images
in reasonable time.

1.3

Publications

This thesis is based on the following works which have been published or submitted to scientific journal publications and conferences related to the field of
computer vision. The content, which is integrated in Chapters 4-6, has been
modified to suit the format of the thesis. However, the topics, the problems and
the methods discussed essentially remain the same.

Journal Publications

1. M. Ristin, M. Guillaumin, J. Gall, L. Van Gool. Incremental Learning
of Random Forests for Large-Scale Image Classification. IEEE Transactions on Pattern Analysis and Machine Intelligence (PAMI). In submission.

Refereed Conference Proceedings

1. M. Ristin, J. Gall, M. Guillaumin, L. Van Gool. From Categories to
Subcategories: Large-scale Image Classification with Partial Class Label
Refinement. Proceedings of the Conference on Computer Vision and
Pattern Recognition (CVPR), 2015.
2. M. Ristin, M. Guillaumin, J. Gall, L. Van Gool. Incremental Learning of
NCM Forests for Large-Scale Image Classification. Proceedings of the
Conference on Computer Vision and Pattern Recognition (CVPR), 2014.
3. M. Ristin, J. Gall, L. Van Gool. Local Context Priors for Object Proposal
Generation. Proceedings of the Asian Conference on Computer Vision
(ACCV), 2012.
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Organisation

Since representation of visual content is fundamental to computer vision, the
outline of the thesis begins with Chapter 2 examining different forms of visual
features. While many different representations have been proposed in the literature, we discuss only the features relevant for the methods presented in the
subsequent chapters. Since Random Forests are the engine of all the proposed
approaches, we give a brief and general overview in Chapter 3. Chapters 2
and 3 are a good starting point for an introduction. Our approaches to largescale image recognition are presented in Chapters 4-6. They are written to be
generally self-contained and can be read independently. Finally, our conclusions are given in Chapter 7. A detailed overview of the remaining chapters
follows:

• Chapter 2 shows how visual content can be represented so that it is more
easily processed by a computer. We examine a crucial notion of visual
features for such a representation and introduce two types of features that
focus on shape and are used to represent low-level, local image patches.
We then examine how the entirety of an image can be represented by
mid-level features which are based on the low-level features of the image
subregions.
• Chapter 3 elaborates a framework of Random Forests that is essential to
our approaches. The exposition begins by formulating a Random Forest
in general terms and explore how they are trained and applied. We then
proceed to examine how Random Forests can be used to tackle classification (classification forests) and regression (regression forests).
• Chapter 4 introduces a method that can be used to incrementally learn
a large number of image classes. We show how two types of classifiers, nearest class mean classifiers (NCM) and support vector machines
(SVM), can be injected into classification forest and adapted to the context of incremental learning. Results from a variety of experiments are
presented to highlight the properties of our approach and examine its behavior in light of different conditions (different number of classes, different initial points etc.). We also compare our forest variants to other
methods including the state-of-the-art.
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• Chapter 5 lays out how vertical transfer of knowledge, from coarse to
fine classes, can be effected by Random Forests. We first show how
the performance of Random Forests based on NCM can be improved
by additional regularization. We study then how to leverage training
samples that are only labeled with coarse classes, but lack annotation of
the fine ones. The results of experiments are presented that juxtapose
the proposed methods among each other as well as the state-of-the-art in
both classifying the fine and the coarse classes.
• Chapter 6 explores an approach to speed up the object detection pipeline
by proposing a limited set of promising image locations which are probable to contain a relevant object. We describe how regression forests
can be successfully applied to this setting, and examine how object proposal systems benefit from learning the local context during the training
of the forest. It follows an experimental study which investigates how
our method performs in a concrete scenarios like pedestrian detection in
long videos. We finally test the performance of our method comparing it
to a different approach based on segmentation in a setting where objects
of general categories need to be detected.
• Chapter 7 concludes this thesis with a summary of the proposed methods
and offers a discussion of the presented results. At the very end, we give
an outlook for the future research.

2
Representation of Visual Content
2.1

Introduction

The coming-into-existence of a digital image is a complex process. It starts
with a reflectance of light, the light rays are later gathered by lenses of a digital
camera and projected to a sensor surface. The signal of the sensors is forwarded
to a digital pipeline that converts analogue light intensity into discrete values,
so-called pixels. At the end of the pipeline, the pixels are organized in form
of a matrix and stored in the machine memory for later viewing or further
processing. A pixel representation is a common, ubiquitious representation of
images. It can be immediatly reproduced on viewing devices such as computer
screens or beamers. It is also a suitable form for manual editing by humans
through a plethora of computer drawing programs.
We can also conceive a pixelized image as a model, where each pixel is represented by a variable. If we want to analyze, classify or draw semantical
conclusions about an image, we need to learn and apply models that capture
dependencies between these variables. For small images, such as 20 × 20 pixel
scans of hand-written digits, constructing or learning a model based on pixels as individual variables is complicated, but still viable [LeCun et al., 1995].
The number of relations is managabely small, especially if only the relations
between neighbouring pixels are taken into account. Consequently, the small
number of pixels and relations lead to a tractable number of model parameters
that needs to be fitted, and the fitting requires only a small amount of training
data. The photometric transformations such as different scale, rotation, viewpoint or illumination are negligible in such a restricted domain, and can be
ignored.
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In contrast, large images taken in natural unrestricted environments become
much harder to model. A pixel model for an image as small as 128 × 128
becomes almost intractable, as the number of variables grow to thousands, and
the number of their relations to millions [Krizhevsky et al., 2012]. Natural
images often come in colour, their layout is hard to predict and noise can be
expected in any part of the image, as well as perturbation, rotation etc. Since
the computers have limited memory and processing power, so are image models limited to a certain number of variables and parameters. Moreover, the
more parameter our model contains the more training data we need to estimate
them. Acquiring and annotating training data is a tedious process, since a lot
of manual labor is involved, and hence the model needs to be trained with a
limited number of training samples.
It is therefore better to represent an image on a higher level of abstraction with
its visual features. A more abstract representation reduces the number of variables and parameters in a model which becomes faster and easier to train and
requires less training data to perform well. To alleviate processing on a machine, the visual features are usually bundled in form of a vector, a so-called
descriptor. The level of abstraction that this descriptor should capture is eventually determined by the task at hand. Do we want to classify the image into
pre-defined categories or reason about its layout and propose likely locations
of objects that can be found in it? Are we considering the visual content of the
entire image, or do we focus only on small local patches?
Many specific features manually engineered for particular level of detail have
been proposed in the literature [Lowe, 2004, Fei-Fei and Perona, 2005, Dalal,
2006, Perronnin and Dance, 2007]. When local patches of the image need to
be analyzed, we are usually interested in cues like specific shapes. For example, we focus only on a part of an image and need to detect the absence or
presence of a car. Unlike color, which is susceptible to different lighting coditions and misleading, as cars come in all colors, shape is a much better cue.
Consequently, we check whether certain shapes are present in their expected
locations, e.g. whether we can recognize wheels where we expect them (in the
front and back at the bottom of the car), cf. Figure 2.1. The features hence need
to capture fine differences and allow only little perturbation, i.e. they must abstract only little. In the following, such features are referred as low-level. In
Section 2.2 three types of low-level features will be examined that proved well
in practice for recognizing and analyzing shapes. Later in Chapter 6, we will
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a)

b)

Figure 2.1: An illustration of a system that detects cars in images based on
shape. a) This particular window of an image needs to be analyzed. b) Is there
a car in that window? The shape is a good cue: e.g. the outline of a car as well
as wheels at certain positions are good indicators for its presence.
see how such low-level features can be used to predict likely pedestrian locations in an image.
When the entirety of the image needs to be analyzed, focusing on shape is disadvantageous. Consider an application in which we want to classify images,
namely whether an image depicts tigers. While shape is a good indicator for
detecting rigid objects in a small part of an image, global shape features can
rarely capture all the pose variations of tigers in an image, cf. Figure 2.2. Given
such a setting, it is better to employ features at higher, mid-level abstraction.
Mid-level features indeed use local low-level features to describe recurrent patterns of an image collection (e.g. eyes, mouth etc.). However, they combine
these cues in a representation which is more robust to perturbation and which
also allows the context to be taken into account. In Section 2.3, we will present
commonly used mid-level features, and in Chapter 4 and 5, we will show how
these mid-level features can be used to classify images in a large number of
categories.

2.2

Low-level Features

An array of well-performing low-level features, such as Scale-Invariant Feature Transform (SIFT) [Lowe, 2004], Gradient Location and Orientation Histogram [Mikolajczyk and Schmid, 2005], Histograms of Oriented Gradients
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Figure 2.2: Multiple images of tigers striking different poses in different environments. When our goal is to classify these images in tiger/non-tiger, shape
as a low-level feature is not a good indicator, since it can not capture pose
variations as well as context (e.g. forest environment).

(HOG) [Dalal and Triggs, 2005], Speeded Up Robust Features (SURF) [Bay
et al., 2008] and FAst REtina Keypoints (FREAK) [Alahi et al., 2012], have
been devised in the last decade to describe local patches of an image. They
generally examine relative differences in pixel intensities rather then absolute
values via gradients computed on the neighbourhood of a pixel to avoid noise
caused by changing lighting conditions or differing internal camera parameters. To reduce the memory footprint and make them more robust, features are
usually not computed directly on gradients, but summarize them in one or the
other form (e.g. by pooling into histograms). Such compact feature descriptors
emerged at first as an instrument for keypoint or instance detection [Lowe,
2004, Mikolajczyk and Schmid, 2005, Bay et al., 2008, Tola et al., 2010,
Alahi et al., 2012] or for image retrieval [Sivic and Zisserman, 2003], where
they could successfully re-detect keypoints among different scenes or images.
Thereupon, they made their way into image classification [Fei-Fei and Perona,
2005] and detection of objects [Dalal and Triggs, 2005, Felzenszwalb et al.,
2010b] and faces [Viola and Jones, 2004].
The following overview of low-level features is restricted to the three types
of low-level features, since they are directly used by the methods presented in
Chapters 4-6. The interested reader is pointed to abovementioned references
for further reading. First, we investigate the mechanics of the low-level features
on the example of Histograms of Oriented Gradients (HOG) in Section 2.2.1.
We will then show in Section 2.2.2 how these tools can be used to obtain alternative low-level features based on the Scale Invariant Feature Transform
(SIFT). In Section 2.2.3, Haar-like features will be discussed. While HOG and
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SIFT describe a patch by summarizing gradients of local image neighbourhoods into histograms, Haar-like features approximate these gradients through
difference of average intensities over larger image regions.

2.2.1

Histogram of Oriented Gradients (HOG)

Histogram of Oriented Gradients (HOG) are low-level features designed to
capture contours and edges of an object. They were first introduced in [Dalal
and Triggs, 2005] to detect pedestrians in an image, and were soon successfully
applied to detect objects of general classes by detecting object parts [Felzenszwalb et al., 2010b]. Only a brief overview will be given here, while the
reader is pointed to [Dalal, 2006] for more details and a thorough explanation. In this section we will examine how Histograms of Oriented Gradients
can be computed over grayscale images. If these features need to be extracted
for color images as well, this can be done by processing each color channel
independently and combining the channel features by concatenation.
HOG features are designed to represent a small part of an image, termed window. In the context of object detection, a sliding window approach inspects
densely all windows in an image. Each window is consecutively tested on
presence of an object by examining the shape represented by HOG. In order
to capture the shape, HOG is designed to highlight contours of the object and
combine them in a unified representation in form of a vector.
Detecting contours directly from the absolute pixel values is difficult, as lighting conditions or differing camera parameters insert noise and make the shape
almost indiscernible. Instead, we examine the contrast given by the differences
of intensities of neighbouring pixels, since contrast is a much better indicator
of edges than the absolute intensity values of pixels [Canny, 1986]. To represent contrast, a gradient is computed at each pixel in the image, which can
be efficiently implemented with convolution masks. First, the gradient is computed in x- and y-direction, cf. Figure 2.3. The magnitude and orientation of
the actual gradient are obtained from these by:


q
∇y
magnitude = ∇2x + ∇2y orientation = arctan
,
(2.1)
∇x
where ∇x and ∇y are magnitudes of the gradient in x- and y-direction at the
given pixel, respectively.

14

2. R EPRESENTATION OF V ISUAL C ONTENT

a)

b)

c)

Figure 2.3: The gradient in x- and y-direction is computed over each pixel
in the image. The original image is shown in a), while magnitudes of the
gradients in x- and y-direction are visualized in b) and c), respectively. Large
magnitudes are indicated by black (negative sign) and white (positive sign),
while grey indicates small magnitudes (close to zero).

We thus obtained maps of gradient orientation and intensity which we analyze
further to detect contours of the desired object classes. A fixed template is
one possibility to recognize the shape. For example, the sum over absolute
differences from gradients of the template to the observed shape in the window
can be used to detect objects. Nonetheless, a template would fail to detect
non-rigid objects, since small perturbations in the shape would lead to a high
level of noise. The shape representation therefore needs to be improved in
order to become robust. This is first accomplished in HOG by pooling together
gradients of smaller subregions of the window into histograms, and then by
normalizing them over larger subregions.
The window is divided into disjoint equally-sized cells organized in a grid.
Each gradient of a cell is aggregated based on its orientation to a radial histogram of evenly-spaced bins, whereas the weight of the gradient in the histogram is determined by the gradient’s magnitude. Figure 2.4 illustrates how a
gradient at a particular pixel is added to the histogram.
The histograms of the cells are grouped together into blocks of overlapping
subregions that span equal number of cells. To further reduce the noise, the
cell histograms within a block are concatenated to a larger flattened histogram
which is then normalized, cf. Figure 2.5. The feature representation of the win-
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Figure 2.4: Processing of a single gradient at the particular pixel into a cell
histogram. a) The magnitude and the orientation of the gradient are computed
based on the magnitude of the corresponding gradients in x- and y-direction.
b) The gradient is assigned to one of the pre-defined bins of the radial histogram based on its orientation. c) The weight of the gradient in the histogram
is given by its magnitude.

dow is finally obtained by concatenating the normalized (flat) block histograms
to a vector.

2.2.2

Scale-Invariant Feature Transform (SIFT)

Scale-Invariant Feature Transform (SIFT) was first developped as feature descriptor for keypoint recognition [Lowe, 2004], in which interest points need
to be detected repeatedly despite the image undergoing various transformations
(zoom, different viewpoint, lighting change etc.). It soon found additional application in image classification as a building block of higher mid-level fea-
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Figure 2.5: a) Grouping of HOG cells into blocks. b) The histograms of the
cells are concatenated together into a larger block histogram.

tures [Fei-Fei and Perona, 2005]. Unlike HOG, which describes a window
containing the whole object, SIFT is intended to produce a description of a
smaller patch.
Applications in image retrieval and keypoint recognition first detect scaleinvariant patches in the image, and extract feature descriptors only for these
scale-invariant patches. The discussion of this pre-processing step is omitted
here due to brevity, as the approaches described in this thesis densely extract
features for each patch on a grid and ignore invariance to scale. For more
details on this topic, the interested reader is pointed to [Lowe, 2004].
In order to make SIFT invariant to rotation, the dominant orientation of the
patch first needs to be determined. To that end, the orientation of each gradient belonging to the circular neighbourhood of the patch is aggregated to a
radial histogram. The maximum in the histogram indicates the dominant orientation. The patch is further divided into subregions, similar to cells used
by HOG which was described in Section 2.2.1. The orientation of gradients
in each subregion is computed relative to the dominant patch orientation and
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pooled to a radial histogram. The individual histograms of the subregions are
concatenated together to yield the SIFT feature descriptor of the patch. To
make features more robust, the final histogram is additionally normalized. For
example, assume the patch has been divided into 4 × 4 = 16 subregions, and
the radial histogram of each subregion contains 8 bins. This will lead to a
4 × 4 × 8 = 128 dimensional feature descriptor. The normalization is then carried out over all 128 dimensions, and not over the histograms corresponding to
individual subregions.

2.2.3

Haar-like Features

Computing gradients, pooling them together into histograms and, eventually,
performing normalization over larger regions is often too cumbersome for applications that are required to process a window of an image in real-time.
Haar-like features have been proposed as an alternative descriptor inspired by
Haar wavelets proposed to overcome these bottlenecks in real-time face detection [Viola and Jones, 2004] and fast pedestrian detection [Dollár et al., 2009]
by trading descriptivness and robustness for efficiency.
Like HOG and SIFT, the contrast, rather than absolute pixel intensities, is considered. However, instead of computing and aggregating orientation and magnitude of gradients into histograms, they are approximated by difference of
intensity averages between rectangular areas of the window. This results in extremely high-dimensional feature descriptors, since both the position and the
size of the rectangles are freely chosen. The descriptivness can be further increased by adding or substracting intensity averages over additional rectangles,
resulting in higher-order, general Haar features with even higher dimensionality.
The immense dimensionality of second order (two rectangles) and general
(three and more rectangles) Haar-like features prevents them to be used in many
conventional machine learning methods which require Euclidean or similar distances to be explicitly computed. Nonetheless, these descriptors are perfectly
suitable for approaches which perform feature selection in a random manner.
Some of the most popular approaches include boosting [Viola and Jones, 2004,
Dollár et al., 2007] and random forests [Fanelli et al., 2011, Gall et al., 2011,
Dantone et al., 2012], which will be described in Chapter 3. Mind that features
do not even need to be explicitly enumerated, since both the order of the fea-
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r1

r2

Figure 2.6: A Haar-like feature used to describe the given window of an image.
The explicit value of the feature is computed by substracting the average pixel
intensity over the rectangle r1 from the average intensity over the rectangle r2 .
tures and the parameters of the rectangles (position, size, operation sign) can
be directly sampled at random.
To compute a second order Haar-like feature, consider the two rectangles that
define it: r1 = (x1 , y1 , x0 1 , y 0 1 ) and r2 = (x2 , y2 , x0 2 , y 0 2 ), where x1 and
y1 indicate the top-left corner and x0 1 and y 0 1 the bottom-right corner of the
rectangle, respectively (analogously for r2 ). For the given patch P of an image,
the exact value v of the feature is computed by:
X
X
v=
P(x, y) −
P(x, y),
(2.2)
x1 ≤x<x0 1
y1 ≤y<y 0 1

x2 ≤x<x0 2
y2 ≤y<y 0 2

where x and y coordinates are indicated relative to the patch origin and P(x, y)
gives the absolute pixel intensity level at the point (x, y). Figure 2.6 depicts a
randomly sampled second-order Haar-like feature.
The sum over rectangular areas is efficiently implemented by integral images [Crow,
1984]. In applications that put emphasis on speed, a single grayscale intensity
channel must suffice. When better descriptivness is required and certain loss in
efficiency is acceptable, multiple channels such as color or those obtained by
linear filters (Gaussian, Gabor etc.) or non-linear transformations (e.g. Canny
edge detection) can be included [Dollár et al., 2007]. The random choice of the
channel is then added to the sampling procedure and the averages are computed
over the selected channel.
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Mid-level Features

Low-level features, which have been presented in Section 2.2, aim to describe
smaller parts of an image, be it a window that potentially contains an object
(HOG, cf. Section 2.2.1) or a very local patch (SIFT, cf. Section 2.2.2). Midlevel features pursue a different goal, namely the representation of the entire
image. They employ the low-level features to grasp appearances of the local
image patches, and assemble them into a compact global descriptor. The image
is therefore encoded from a complex inept patch representation to a single
feature vector. This feature vector is then used by the subsequent processing.
In Sections 2.3.1 and 2.3.2, two types of mid-level features will be presented
that found a wide-spread use in the computer vision community. They are also
employed as representation in the approaches to large-scale image classification described in Chapters 4 and 5 of this thesis.
In contrast to these mid-level features, which use pre-engineered low-level features as building blocks, various methods based on learning of deep convolutional neural networks have been recently proposed to simultaneously learn
both the low- and mid-level features [Krizhevsky et al., 2012, Agrawal et al.,
2014]. While convolutional neural networks have brought about remarkable
results in terms of accuracy [Krizhevsky et al., 2012], they are still computationally very expensive to train and need great amounts of training data due
to their deep and intertwined structure and a large number of parameters. A
lot of promising works have appeared lately to alleviate these problems (e.g.
transfer of features between the networks presented in [Yosinski et al., 2014])
and breakthroughs are certainly expected in the near future. Given the present
state of science, these abovementioned issues associated with the training of the
deep neural networks were the reason why we decided to embrace the mid-level
features which are described below and employed by the approaches presented
in this thesis.

2.3.1

Bag-of-Words (BoW)

We saw on the examples of HOG and SIFT, cf. Sections 2.2.1 and 2.2.2, how
histograms can be used to summarize and compactly describe visual content
of a smaller part of an image. In this section, we will inspect how the entire
image can be represented as a histogram by a bag-of-words (BoW) approach.
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Bag of words is a technique that was first applied in context of text retrieval. In
order to search for similar documents, the text retrieval community was looking into ways how to represent these documents in a manageable way, such
that large textual collections can be efficiently searched through within constraints of limited computer memory. Based on the observation that important
words co-occur between similar documents and otherwise lack correlation, histograms of word occurrences were devised as a viable representation for such a
task. The structure of the document is perceived rather as a source of noise and
is therefore abstracted away in the process, as histograms neglect the positions
and order of the observed words. A histogram of word occurences is regarded
as a vector point in the Euclidean space, and any vector distance can be used
as similarity measure (e.g. cosine similarity, Euclidean distance, χ2 -distance
etc.).
This form of representation found its way into computer vision first as a tool
for image retrieval [Sivic and Zisserman, 2003] and then for image classification [Csurka et al., 2004, Fei-Fei and Perona, 2005, Lazebnik et al., 2006]. In
essence, an image is viewed as a document. A fixed-size vocabulary of visual
words is first generated by examining small local patches of the given training
collection of the images. A common approach is to use local low-level features
such as SIFT (cf. Section 2.2.2), and cluster visually similar patches together
by a clustering method of choice where each cluster represents a visual word.
Assuming we use d-dimensional low-level features, the vocabulary
of the vi
sual words is then given by their cluster prototypes M = µ
~ k ∈ Rd .
To encode the entire image, a set of patches is first sampled either densely
over the whole image or only at certain interest points, and the corresponding
descriptors of local low-level features X = {~xj ∈ Rd } are extracted. In the
next step, we assign each patch j based on its descriptor ~xj to the most similar
visual word contained in the vocabulary M and encode this information by a
binary vector α(~xj ) ∈ {0, 1}|M| :
(
1 if k = argmink0 dist (~xj , µ
~ k0 )
αk (~xj ) =
(2.3)
0 otherwise,
where dist(.) is a distance function of choice. The compact global feature de~ ∈ N|M| over all observed
scriptor of the image is finally given as a histogram φ
occurences of the visual words:
X
~=
φ
α(~xj )
(2.4)
~
xj ∈X
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The clustering procedure for the construction of vocabulary M and mapping
α(.) of patches to respective visual words depend on the requirements of the
application. K-means clustering [Bishop, 2006] is a popular approach [Sivic
and Zisserman, 2003, Csurka et al., 2004, Fei-Fei and Perona, 2005, Lazebnik
et al., 2006] where Euclidean distance dist(~x, ~x0 ) = k~x − ~x0 k22 is used both for
cluster generation and cluster assignment. It is also adopted by the methods for
large-scale image classification presented in this thesis (cf. Chapters 4 and 5).
Despite the popularity of k-means, alternative procedures have also been proposed, such as, e.g., vocabulary construction based on random forests [Nistér
and Stewénius, 2006, Yeh et al., 2007]. Since the methods presented in Chapters 4 and 5 densely extract features, we omit here how interest points can be
detected and point the reader to [Lowe, 2004].

2.3.2

Fisher Vectors (FV)

Fisher vectors are mid-level features originally proposed by [Perronnin and
Dance, 2007] and substantially outperform bag-of-words representation on the
task of large-scale image classification [Sanchez et al., 2013]. BoW represents an image by assigning the low-level descriptor of each patch to a word
in the pre-computed vocabulary, and aggregates the statistics of the assignments into a histogram. The technique of Fisher vectors follows a different
approach which can be considered a refinement of the bag-of-words approach,
as [Sanchez et al., 2013] have observed. Instead of learning a vocabulary of
visual words, a Gaussian mixture model (GMM) is learned to represent the visual appearance of the training patches defined by the corresponding low-level
feature vectors. The divergence to this model, and not the hard assignment to
words, is accumulated over the densely sampled patches of an image to represent it.
Assume a patch is represented by a d-dimensional low-level feature (e.g. SIFT,
cf. Section 2.2.2) as ~x ∈ Rd . A Gaussian mixture model M = {~
µk , σk , πk }
consisting of K components is trained over all training patches {~x}. Each
component is defined by a mean µ
~ k , standard deviation σk and weight πk .
Let us now consider how an entire image can be encoded. Assume a dense
sampling of patches over the image is given by the corresponding low-level
feature descriptors X = {x~j ∈ Rd }. Provided the parameters of GMM M,
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the probability can be computed that a patch x~j has been generated by a k-th
component of the model M:
p(x~j |µ~k , σk )πk
αk (x~j ) = PK
.
~j |µ~k , σk )πk
j=1 p(x

(2.5)

The first and second moments of the deviation from the components to all the
patches x~j ∈ X are then computed:


P
(1)
x~ −µ~
1
(2.6)
φk
= |X |√
~j ) jσk k
~
x∈X αk (x
πk


P
(2)
(x~j −µ~k )2
−1 ,
(2.7)
φk
= |X |√1 2π
~j )
~
x∈X αk (x
σ2
k

k

where the deviation from the k-th component to a patch x~j is weighted by the
probability αk (x~j ) that precisely this k-th component generated the patch x~j .
~ is obtained by concatenation of these moments
The final image descriptor φ
over all K components:
h
i
~ = φ(1) , φ(2) , . . . , φ(1) , φ(2) .
φ
(2.8)
1
1
K
K
Fisher vectors could not originally match the performance achieved by the bagof-words representation, unless certain pre- and post-processing steps are undertaken, as [Perronnin et al., 2010] and [Sanchez et al., 2013] have observed.
The training patch descriptors needs to be normalized with Principal Component Analysis [Bishop, 2006] prior to the fitting of the Gaussian mixture model
M, since usually the assumptions of normality are not met. Even with this preprocessing, the unnormalized image descriptors poorly describe images and
need to be normalized (e.g. by L2-normalization) to substantially outperform
bag-of-words. Consequently, the performance on the large-scale image classification of the methods proposed in Chapters 4 and 5 is significantly boosted
when such engineered Fisher vectors are employed compared to conventional
bag-of-words.

2.4

Summary

This chapter introduced various ways how to represent analogous visual content as digital signal such that it can be automatically processed by a computer.
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Pixels had emerged as a common way to store, display or manually edit digital
images. However, pixels are too detailed to allow tractable models for automatic image recognition. There are other more abstract forms to representat
visual content that are better-suited for the specific tasks. Through abstraction, the number of variables in our computer vision models is substantially
reduced. As a consequence, we need less training data, less computational
power and less memory to train these simpler models. We therefore shift our
focus from pixels, which are too fine-grained, to analysis and summarization
of visual context in terms of its more abstract visual features. These features
are commonly bundled into a form of a vector, a so-called descriptor, in order
to allow for easier machine manipulation and straightforward mathematical
reasoning. The level of abstraction of the features depends on the particular
application. Low-level features aim to represent local image content such as
small patches or smaller image windows that contain objects, while mid-level
features intent to represent the entire image.
We explored three different types of low-level features in more detail: Histograms of Oriented Gradients (HOG), Scale-Invariant Feature Transform (SIFT)
and Haar-like features. All three of them envisage to capture shape as a cue robust to noise coming from different lighting conditions or variations in internal
parameters of the acquiring device. To that end, they rely on gradients of pixel
intensities as good contour indicators. Their differences stem from the manner
how they understand and process these gradients. HOG and SIFT explicitly
compute the orientation and the magnitude of the gradients and summarize
these quanitities into a compact histogram. On the other hand, Haar-like features approximate the gradients as a difference of normalized sums over image
regions and involve no explicit summarization which leads to extremely highdimensional descriptors.
The low-level features can also be combined into even more abstract mid-level
features in order to grasp the whole image in terms of shapes observed in its
smaller constituent parts. We examined two types of such features, Bag-ofWords (BoW) and Fisher Vectors (FVs), which construct a vocabulary of visual
words and compute statistics over the observed words in an image to represent
its content. The vocabulary is learned from the training data by grouping small
image patches by their low-level features into clusters, where each cluster represents a single visual word. The examined mid-level features differ then in
how they cluster the training data and how they reason about the observed visual words in the given image. BoW computes a hard clustering with explicit
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cluster prototypes, hard-assigns each patch to a visual word and finally aggregates their occurrences into a histogram. On the other hand, FVs follow a less
rigid approach. They learn a mixture model where each component figurates
as a cluster prototype. Each patch of the given image is then assessed in how
much it deviates from the components of the model. In the end, the sums over
the deviations for each component are concatenated to yield the image representation.

3
Random Forests
3.1

Introduction

As already mentioned in Chapter 1, tackling image processing problems, such
as image classification or proposal of object locations, becomes intractabale if
not performed automatically. We need to devise a model which can be automatically applied on new images in order to provide us with a desired solution. For example, assume our goal is to automatically categorize images into
classes. One can try to manually design a classification model, say by examining features presented in Chapter 2 over an annotated set of observed images
and trying to identify regularities of a class. Once the regularities are identified, rules can be written in form of a program that is then applied whenever
an image needs to be classified. Manual approaches to computer vision problems were indeed proposed at the dawn of automatic image processing [Sakai
et al., 1972]. Yet, as the number of images and classes grow, manual discovery
of regularities and formulation of rules become infeasable if we still want our
models to remain robust.
Therefore, we need to be able to both automatically apply the models on new,
unseen data sets and automatically train them from the observed, annotated
data sets. In particular, when these sets are large, the efficiency of training as
well as application is crucial for the choice of our model, and since tasks such
as large-scale classification involve also a large number of classes, the models
need to be capable of handling multiple classes intrinsically.
Random forests. We turn our attention to Random Forests [Ho, 1995, Breiman,
2001], since they are inherentely multiclass, hierarchical and efficient classifiers, properties which make them suitable for large-scale classification, incre-
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mental learning and location proposal problems. Due to their structure of binary trees, their application exhibit in the best case logarithmic time complexity
with respect to the number of training samples. Their training procedure is flexible and can be generalized to many use cases and easily reformulated, such as
to accomodate multiclass classification or employ regression as a special tool
for proposal of object locations. This flexibility also allows us to perform vertical transfer of knowledge from coarse to fine classes in a principled manner
which requires very few changes in the implementation. In context of incremental learning, the hierarchical nature of the trees is crucial. Since each tree
imposes a hierarchy on the feature space, the changes at the deeper levels of
the tree are more local in the feature space and depend on less data. This allows us to update the classifiers very efficiently. In a real-time system, where
speed matters more than accuracy, the mechanism at the individual tree nodes
can be carefully chosen to make the forests blazingly fast. This is particularly
important when relevant locations of interesting objects need to be proposed
as this pre-processing step can be and often is a bottleneck of a detection system [van de Sande et al., 2011].
In a nutshell, a Random Forest is an ensemble of multiple decision trees that
answer a certain type of questions. This type of question depends on application, and dictates the internal design of the decision tree, which we will look
into further below in Sections 3.2 and 3.3. If we want to classify images, then
the question would be to indicate the class of the given image, and each tree
would respond with a probability distribution over image classes. In order to
finally categorize the image, we can pick the most probable class. When our
goal is location proposal of objects based on the local context, the question
would be to indicate the image portions where interesting objects are likely to
be found given only a cropped part of an image. In the latter case, each tree
would return a probability distribution over the object positions in the image,
from which we can sample to obtain the final proposals.
Application. Whatever the nature of the question, it is important to note that
each decision tree is confronted with the same question at hand. The computations are performed independently, i.e. each tree decides for itself on its
answer, and responses of the individual trees are collected. The final answer is
then obtained by combination of these individual responses. For example, in
case of image classification, each tree returns a probability over the classes and
the final response to a classification of an image is an averaged sum of class
probabilities.
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Figure 3.1: The structure of a single decision tree. A decision tree consists of
a root node, inner nodes and leaf nodes. A splitting function f n is associated
with each inner node and redirects the input x either to left or right children
node. Each leaf node is associated with a payload pl whose type depends on
the application.

The given input x ∈ D, whose domain D we abstract away for the moment, is
presented to a tree. Starting from the root of the tree, the input x is recursively
seeped through, and a path is traversed till a leaf node is reached. Each inner,
non-leaf node n is associated with a splitting function f n : D 7→ {−1, 1} which
decides the next children node on the traversal path depending on the input x.
If f n (x) = −1, the traversal continues recursively to the left children node,
and otherwise to the right one. Once we arrive at the leaf node l, we return the
corrsesponging payload pl stored at this leaf as the answer of the tree t. The
type of the payload differs between applications. For example, when we deal
with image classification, the leaf payload is the observed distribution of image
classes. Figure 3.1 highlights the structure of a decision tree, while Figure 3.2
shows a typical pipeline how visual content is processed by a Random Forest.
Training of a tree. The training of a tree is accomplished by defining two sets
of parameters along with the tree structure. Normally, the training is performed
in a recursive manner, starting from the root node [Criminisi and Shotton,
2013]. The node n is presented with the training data S n = {(xi , yi ) ∈ D},
where xi is a training sample, e.g. an image, and yi the corresponding metainformation of the sample, e.g. a class label. To train a node, we need to
determine the splitting function f n . We can consider each possible splitting function f as a partition of the training data S n that splits S n into two
n ˙ n
n
disjoint sets S n = S−1
∪S1 , where S−1
= {(xi , yi )|f n (xi ) = −1} and
S1n = {(xi , yi )|f n (xi ) = 1}, respectively. Usually, an optimality criterion
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Figure 3.2: An illustration of a typical pipeline that processes visual content
by a Random Forest. a) The visual features are extracted and represented in
form of a vector, i.e. a descriptor. b) The input descriptor is independently
sifted down each individual tree, till it reaches the leaves. c) The payload of
the corresponding leaves is combined to yield the final response of the forest.

a)

b)

c)
Figure 3.3: The training of a tree is performed recursively, starting from the
root node. We search for a function f n in a) pool of splitting functions F n that
splits b) the set of training samples S n into c) purer disjoint subsets Sfn=−1
and Sfn=1 . The set of samples Sfn=−1 that would go left are marked orange, the
other set Sfn=1 that would go right are marked blue. The procedure continues
by training the left and right children nodes with Sfn=−1 and Sfn=1 , respectively.
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U is used to determine which particular f n to select based on the partition of
the training data S n at the node n.
In general, we want the splitting function f n to split the data S n in a meaningful manner. To that end, we can define a measure of purity G for the subn
sets S{−1,1}
, such that the purer each subset, the more meaningful the split.
n
Additionally, we want the split of S n in S{−1,1}
to be balanced, i.e. subsets
should be of roughly equal cardinality, since balanced splits lead to more balanced trees. In practice, balanced trees suffer less from over-fitting, and result
in faster application runtimes [Gall et al., 2011]. The measure of purity and
optimality are, of course, dictated by the application. While we want forest
designed for image classifcation to categorize images among classes as sharp
as possible, a forest trained for object proposals should propose locations as
close as possible to the actual true locations of the objects. These goals are
then reflected in our choice of purity measures, which we will look into more
detail in Sections 3.2 and 3.3, as well as in the Chapters 4 and 5. A general
formulation of the optimality criterion U for a splitting function f is given as:
U (f )
|S n

=

|Sfn=i |
i∈{−1,1} |S n |

P

· G(Sfn=i ),

(3.1)

|

where the weight |Sf n=i| enforces the balancing of the splits and G(Sfn=i ) measures the purity of the individual partition subsets. The optimal splitting function f n for the node n is then selected according to U :
f n = argmax U (f )

(3.2)

f

Once the splitting function is fixed, the training continues with the left and right
child node based on the training data Sfn=−1 and Sfn=1 , respectively.
The training stops when no splitting function f can be found, such that more
than µ samples are observed in each subset, i.e.:
Sfn=−1 > µ and Sfn=1 > µ.

(3.3)

The node n is then converted to a leaf l and the application-dependent leaf
payload is computed based on the training data S l observed at the leaf l.
Depth of a tree. The threshold µ is an important parameter of the forest. It
ensures that the payload of a leaf is computed over at least µ observed samples.
Additionally, it determines the lower bound for the height of the forest for the
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given total number of training samples |S|, since the number of leaves can
never exceed |S|/µ. Since shallower trees with fewer leaves tend to overfit
less, since leaf payloads are computed on larger number of training samples, it
is beneficial to restrict µ to a certain value. In practice, the optimal µ is usually
determined by cross-validation, as we do in our experiments in Chapters 4
and 5.
In addition to the minimum number of observed training samples µ which we
enforce at a leaf, the trees can also be pruned to a certain, pre-defined depth.
When efficiency is important, the pruning leads to trees in which traversal paths
will never exceed the given maximal depth. Similar to µ, restricting the depth
of a tree can also help with overfitting, since certain nodes are forced to become
leaves even though a satisfactory splitting function can be found. The payloads
at certain leaves are therefore computed on more samples than would have been
the case if the depth were not restricted. Cross-validation can be again used
to decide how deep the trees are allowed to grow. Oftentimes, an informed
and intuitive guess is sufficient for satisfactory performance, especially if the
maximal depth is set to a high level and therefore affects only a few nodes.
Training of a forest. So far we studied the training procedure of a single tree.
Let us now focus to the training of the forest consisting of T decision trees. According to [Breiman, 2001], the individual trees should meet the following two
requirements in order for the forest to yield satisfactory results. A tree needs
to be strong, i.e. to be able to give meaningful answers. For example, in case
of image classification a tree should be as accurate as possible in predicting the
true class of the image. However, if all the trees return very similar responses,
their ensamble makes little sense, as there is little to be gained from the combination of the resembling individual answers. Therefore the trees should give
decorrelated output, i.e. their output should vary for the same input. In practice, this means that each tree can give quite an imprecise response. As long
as the response is not completely off mark and does not correlate with the
output of the other trees, the combination of these imprecise but uncorrelated
responses will yield satisfactory results. Since responses do not need to be very
accurate, we enjoy a high degree of flexibility when choosing splitting function
f n at each inner node n. The splitting functions f n can be thus very simple,
and more importantly, designed such as to be fast to evaluate.
Decorrelation. Among various ways to decorrelate trees, inserting randomness into the training process proved to yield good results and allow us to train
trees following quite straightforward training procedures [Criminisi and Shot-
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ton, 2013]. The randomness can be inserted at different points of the training
procedure. We can insert it even before the begining of the actual training by
bagging, i.e. we can train each tree on a separate, decorrelated subset of the
original training data which was obtained by random subsampling. The randomness can also be inserted into the training of the individual nodes as well.
Instead of picking globally optimal splitting function f n at the node n by (3.2),
we can randomly generate a pool of splitting functions F n , and pick the optimal f n from that pool:
f n = argmax U (f ),

(3.4)

f ∈F n

where U is the optimality criterion. The pool F n depends on the application,
and we will look in more detail in Chapters 4-6 how to generate it for different
use-case scenarios, such as classification and object proposal.
Pool size. It is important to note here the importance of the pool size |F n |. The
larger the pool the higher the probability that it contains the globally optimal
f n from (3.2). We can thus increase the strength of a tree by enlarging the
pool |F n |. However, each f ∈ F n needs to be evaluated to solve (3.4), which
directly influences the training time of a node. For partical purposes, we therefore need to find a trade-off between the strength of a tree and the training time
by adjusting |F n | which can be done either by cross-validation or by setting
this parameter to some intuitive, yet arbitrary value.
Forest size. Finally, the number of trees T in a forest needs to be determined.
A single tree performs poorly, and combining the tree responses improves the
final forest response and is less prone to overfitting [Breiman, 2001]. Yet,
the optimal number T depends on the training data and saturates at a certain
point [Criminisi and Shotton, 2013]. Although a very large T would remove
the effect of the forest size, such a high value is rarely practical, as each new
tree leads to diminishing returns, and training a large forest is computationally
expensive. Cross-validation can be used to determine a viable T , or it can be
set to an intuitive value from experience.

3.2

Classification forest

Classification is a process in which traits of the objects are analyzed and thereafter assigned to the corrsesponding class according to the conclusions won
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through the analysis. In this thesis, we analyze the traits of images understood
as image features described in Chapter 2, and classify the images into a set
of given image classes. However, the concept is not only applicable to narrow field of computer vision, but can be well generalized to many fields of
science [Bishop, 2006].
Task. In our context, we focus on images given as a d-dimensional feature vector ~x ∈ Rd , i.e. we restrict the input domain D to D = Rd , and consider each
image as a point in an Euclidean space. Although more complex and structured
inputs could also be used (e.g. trees or graphs jointly constructed from metadata and visual content), the current representation proved to work well in practice when the features are well capable of capturing the visual cues [Lin et al.,
2011, Sanchez and Perronnin, 2011]. Our task is then reduced to classification
of the feature vector ~x. We choose among the set of classes K and assign ~x to
the class κ ∈ K that corresponds to the features observed in the image, which
can be conveniently written as a classification function classify : Rd 7→ K. As
already mentioned in Section 3.1, a classifcation function classify(.) can either
be designed or learned from the training data.
There are various possibilities to learn classify(.). For example, classify(.) can
be formulated as a support vector machine [Akata et al., 2013], such that hyperplanes are learned to separate image samples of the different classes with
maximum margin in positive and negative direction. An image is then assigned the class label corresponding to the hyperplane with largest positive
margin. Another option is to employ a nearest neighbour approach and classify the image as the class of its nearest neighbour based on Euclidean [Bishop,
2006] or learned distance metric [Mensink et al., 2013]. We focus here on the
training and application of Random Forests to classification problem, since
Random Forests proved to be robust classifiers that can handle well the multiclass scenario [Bosch et al., 2007, Yao et al., 2011, Criminisi and Shotton,
2013]. Besides, they are easy to parallelize and can thus be successfully trained
and applied on large data sets consisting of large number of both samples and
classes.
Training. We consider a scenario, where training data S is provided as coupled
pairs of images and corresponding class labels S = {x~i , κi }, which is very
common setting in classification [Bishop, 2006]. In order to be able to classify
an image, the tree needs to learn the regularities between the image features
x~i and given class label κi . Let us consider first the training procedure of
a single node n given the data S n arriving at that node. Since the training
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continues recursively as long as |S n | is large enough, the procedure generalizes
to all the children nodes. The essentials of the tree training are the choice of
splitting functions f n , generation of the pool F n as well as optimality criterion
defined in (3.7) based on the concept of purity. At this point, we postpone the
presentation of the internal design of the splitting functions f n as well as the
generation of the pool F n to Chapters 4 and 5, and examine how to adapt the
concept of purity to classification problem setting.
Purity. In general, the purity of the data observed at a node should increase
as we go deeper down the tree, where the root is presented with a very impure
data, while the leaf nodes should observe quite clear-cut data. For a particular
context of image classification, we consider here how purity is trainslated into
information about the class of the given image that a tree needs to classify. At
the root node, all the training samples are observed and there is no but a prior
information about the class which can be obtained from observing the whole of
the training data. As we descend down to the leaves, the information about the
actual class should theoretically increase. At the leaf, the information about
the class of the image should be, in the best case, maximal. Thus, at each
inner node the training data should be split in such a way that the information about the class increases. Such a goal can be formulated in probabilistic
terms in a particularly elegant way, where purity of a subset of training images
corresponds with information (the more information, the purer a set).
Assume we observe the subset of training samples S n at a node n. To devise a measure of information, an empirical probability distribution p(κ|S n )
is computed as the fraction of S n belonging to the class κ. Thus p(κ|S n ) is
a normalized histogram over image classes and reflects the actual number of
observed occurrences of each class κ ∈ K in training samples S n . Expectedly, at the root node n = 0, p(κ|S n=0 ) corresponds to the prior distribution
p(κ|S) observed over all the training data S. As we traverse the tree towards
the leaves, the mass of p(κ|S n ) should be more and more concentrated in fewer
and fewer classes.
In literature, various measures have been proposed to gauge the quantity of information contained in the empirical distribution p(κ|S n ) [Criminisi and Shotton, 2013], among others Gini coefficient [Breiman et al., 1984], information
gain [Quinlan, 1986] and Bayesian classification error [Duda and Hart, 1973].
We decided to use information gain based on entropy for our methods, though
other criterias would have been equally plausible. In general, the choice of the
information measure is not critical.
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Entropy had been indeed proposed by Shannon as the original measure of the
unpredictability in his seminal work of information theory [Shannon, 1948].
If we denote the empirical distribution of the image class κ at a node n as
p(κ|S n ), an indicator of its unpredictability is then obtained by its entropy H:
P
H(S n ) = − κ∈K p(κ|S n ) ln p(κ|S n ).
(3.5)
Information gain. The splitting function f at the node n splits the set S n into
n
disjoint subsets S−1
and S1n . A well-trained tree is expected to increase the
information, and hence decrease the unpredictability. Therefore, a good split
is required to bring about information gain, i.e. a reduction in upredictability
n
between the data before the split (S n ) and after the split (S−1
and S1n ). The
mathematical definition of information gain as purity measure used by the optimality criterion (3.7) is given by:
G(Sfn=i )

= H (S n ) − H(Sfn=i ),

and the resulting final optimality criterion:
P
U (f ) = H(S n ) − i∈{−1,1}
|Sfn=i |
|S n | ,

where the weights
from degenerating.

|Sfn=i |
|S n |

· H(Sfn=i ),

(3.6)

(3.7)

i ∈ {−1, 1} enforce balanced trees and prevent them

Stopping criterion. When no adequate splitting function f can be found that
satisfies (3.3), the training recursion stops and a leaf is created. At each tree
t and the leaf node l, the empirical distribution Plt (κ) over classes observed
in the final set of samples S l is computed and stored as a payload at the leaf
l. Mind that due to (3.3), Plt (κ) is computed over S l that contains at least µ
samples.
Application. When a tree is applied to an image to recognize its class, the
image feature vector ~x is pushed through the tree t according to splitting functions f n at each node n. Once a leaf l is reached, the empirical distribution
Plt (κ) observed during the training is returned as our prediction of the class
labels for the given image by this tree t. In order to obtain the final prediction
of the forest, tree responses are combined by averaging over all T trees, and
the most probable image class κ∗ is returned:
1X t
κ∗ (~x) = argmax
P
(κ) .
(3.8)
T t l(~x)
κ
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Regression forest

Regression is a statistical tool to analyze and model relationship among variables. In particular, we want to learn the model, i.e. a function predict : Rd 7→
0
0
Rd which can help us predict an outcome y ∈ Rd given our observation
x ∈ Rd with predict(~x) ≈ y. In Chapter 6, we will see how we can learn
and use predict(.) to predict object locations y when local context, given as an
image patch ~x, is provided.
Many tools, such as least-squares technique [Bjoerck, 1996] or RANSAC [Fischler and Bolles, 1981], have been advised to address the problem of regression
when the outcome is a one-dimensional discrete or continous variable. Yet,
when the outcome is a multi-dimensional variable, and this is the case with
object locations (as we want to predict the width, height and the position of an
object), the problem becomes more difficult and these standard tools can not
be readily applied.
Random forests, in a variant usually referred to as regression forests, proved to
be a particularly suitable tool for multi-dimensional outcome prediction. Especially when relations between the variables are non-linear, and efficiency
in training and testing is a paramount, regression forests achieve good results [Fanelli et al., 2011, Gall et al., 2011, Girshick et al., 2011, Dantone et al.,
2012, Sun et al., 2012]. While we give here a short overview of the method,
a more detailed explanation is presented in the book [Criminisi and Shotton,
2013].
Similar to the exposition of classification forests in Section 3.2, we will examine first how a single tree of the regression forest is trained. We will proceed
then to present how regression forests can be applied to perform prediction.
At this moment, we will abstract the internalities of the generation and implementation of the splitting functions, which will be given in more detail in
Chapter 6.
Task. First, the training data is collected in the form of pairs S = {(x~i , yi )},
where x~i represents a particular observation and yi the corresponding outcome.
The forest is then expected to learn the relationship between the observation ~x
and the outcome y based on these tuples. Following the probabilistic formulation used in Section 3.2, the forest is expected to indicate predictions as a
distribution over y at each node. Since the tree is traversed based on the splitting functions f n (~x), we can conceive these distributions as p(y|~x). Only very
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vague and general predictions can be expected at the root node of a tree, i.e.
a prior distribution p(y). As one descends towards the leaf nodes, purer, i.e.
more precise, prediction should be expected, and the distribution p(y|~x) should
become more and more peaked.
Training. We consider now the training of a single tree t. The training starts
at the root node, and continues recursively. Each node n is presented with the
subset of the training data S n that was seeped thus far. Each splitting function
f ∈ F n in the randomly generated pool of splitting functions F n is evaluated,
in order to find the splitting function which maximizes the information gain
defined in (3.6). To that end, the empirical probabilities p(y|S n ), p(y|Sfn=1 )
and p(y|Sfn=−1 ) needs to be estimated.
The classification forests presented in Section 3.2 estimate these probabilities as empirical distributions over discrete image classes. In other words,
they use class histograms to predict a discrete, one-dimensional outcome κ
which corresponds to the predicted image class. However, we need to predict
a multi-dimensional, continuous outcome y in the regression scenario. While
histograms are proven tools for estimation of distributions for one-dimensional
outcomes, they are impractical in a setting with multi-dimensional outcomes.
Due to the curse of dimensionality, the number of bins in the histogram grows
exponentially with the number of dimensions. The large number of bins can
lead to overfitting, since there is usually not enough data to populate the histogram in order for it to become representative of the true probability distribution. Moreover, since we need to re-compute entropies of p(y|Sfn=1 ) and
p(y|Sfn=−1 ) for each individual f , the large number of bins leads to a burdensome computational cost of the training procedure.
Entropy. A more effective way [Criminisi et al., 2010] is to approximate these
distributions by a multi-variate Gaussians whose parameters, the mean and the
covariance matrix, are estimated on the subsets of training samples S n , Sfn=1
and Sfn=−1 , respectively. Using these approximations, the entropy H defined
in (3.5) can be adapted to the regression scenario as follows:
H(S n ) = 2 (1 + log (2π)) +
n



n
1
log |ΣS | ,
2

(3.9)

where ΣS is the covariance matrix estimated from the respective S n . This
entropy H can be directly plugged into (3.7) in order to pursue information
gain during the training of the tree.
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Stopping criterion. When the training recursion reaches an end and a leaf l is
l
created, the mean S l and the covariance matrix ΣS of the Gaussian estimated
over S l are stored as leaf payload. With these parameters stored at each leaf
l and tree t, we can easily reconstruct the approximated distribution Plt (y) =
l
N (y; S l , ΣS ) at the leaves.
Application. To obtain the full distribution p(y|~x) over the outcomes for the
given observation ~x, we first push ~x through each tree individually. The respective probability Plt (y) stored at the final leaf l is then returned as the response
of the tree t. These probabilities are then combined by a sum over all T trees
to obtain the final distribution:
1X t
p(y|~x) =
P (y).
(3.10)
T t l(~x)
To make the final prediction, we search for the most likely outcome y according to p(y|~x). Although such a search is not trivial due to non-convexity of
p(y|~x), it can be approximately solved by populating a grid histogram over
y [Gall et al., 2011]. Instead of computing explicitly the distribution p(y|~x),
we examine the final leaf l of each tree t and cast a vote onto each histogram
bin weighted by the distribution Plt (y). The most probable y is then retrieved
by tracking the bin with the maximal votes in the histogram.
For some applications, such as proposal of object locations which we will
present in Chapter 6, we need to randomly generate a certain number of likely
outcomes, rather than find the most probable one. This can be achieved by
sampling from the distribution p(y|~x). Since p(y|~x) is a mixture of Gaussians
with equal weights T1 , we sample the same fraction of outcomes from each
individual Plt (~x) and obtain thus the likely outcomes.

3.4

Summary

In this chapter, we presented the framework of Random Forests. They are built
as ensemble of decision trees, where each decision tree represents a hierarchy
of nodes containing splitting functions in form of simple binary classifiers. The
trees can be trained and evaluated independently as well as the binary classifiers
at the nodes. This makes Random Forests a very efficient tool suitable for largescale applications where both the quantity of the training data is large and the
forest needs to be evaluated on many problem instances.
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We examined first how the forest is evaluated and trained on an abstract level.
To evaluate the forest, all the trees are presented with the same input for which
each tree returns its individual response. A tree is traversed from the root to
the leaf based on the decisions of the splitting functions at each node whose
output is used to decide which children node to choose as the next step in the
traversal. Once the traversal ends at a leaf, the application-dependent payload
stored at a leaf is returned as the individual tree response. The final response
of the forest is obtained by combining these tree responses.
The trees are not only independently evaluated, but also independently trained.
The training proceeds in a recursive manner, starting with a root node. At each
node, the optimal splitting function is selected from a randomly generated pool
of splitting functions according to a pre-defined criterion. The selected splitting functions splits the training data into two disjoint subsets and the training
continues on the child nodes and the corresponding subsets. Once no splitting
function can be selected with sufficiently large resulting subsets or when the
pre-defined maximal tree depth is reached, the training finishes. The node is
then converted to a leaf and assigned the payload.
Among other criterions for the splitting functions, we arbitrarly choose the
information gain based on entropy. According to this criterion, a good splitting
function should lead to a reduction in entropy from the set of training samples
observed before the split and the consequent disjoint subsets obtained by the
split. The entropy is computed based on the empirical distributions over the
outcomes that need to be predicted.
On two particular applications, classification and regression, we saw how these
empirical distributions can be estimated from the training samples and how the
distributions can be employed as leaf payloads and combined over the trees in
order to yield the final prediction of the forest.

4
Incremental Learning of Image
Classes
In this chapter, we consider a dynamic training scenario for image classification
where new training data appears in batches of yet unobserved classes. Since
re-training the classification model is compatutaionally expensive, we propose
to incrementally integrate the knowledge of the novel classes into the model.
For that purpose, we develop multiple update strategies within the framework
of Random Forests and show how forests can be incrementally trained in an
efficient manner with little loss in accuracy. The content of this chapter is
based on the work previously published in [Ristin et al., 2014, Ristin et al.,
2015c].

4.1

Introduction

With the ease of capturing and sharing pictures, the digital representation of our
rich visual world grows and so does the need for efficient image classification
algorithms that scale with the vast digitized visual knowledge. In fact, there has
been a shift towards large-scale image classification problems in the last few
years. Datasets with fewer images and classes, such as PASCAL VOC [Everingham et al., 2010], give way to more complex and voluminous datasets, such
as “ImageNet” [Deng et al., 2009] or “80 Million Tiny Images” [Torralba et al.,
2008], which comprise millions of images and thousands of classes. Larger
datasets do not only pose quantitative problems that need to be addressed, they
also introduce challenges of new kinds: the classes become finer and are semantically and visually more similar. For example, while conventional onevs-all classifiers performed well on small-scale datasets, they are now outper-
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formed on large-scale datasets both in accuracy and in training time by nearest neighbor or multiclass approaches [Akata et al., 2013, Deng et al., 2010,
Mensink et al., 2013, Xiao et al., 2010].
Offline classification methods, such as multiclass SVMs [Akata et al., 2013],
assume a static setting where the number of training images is fixed as well
as the number of classes that a model can handle. However, the virtual representation, for example due to the rapid expansion of the shared visual data
in social networks, is very dynamic. It is not only the number of images that
increases, but the semantics also become more complex with the emergence
of new semantic classes. To add a single class to an existing system, static
approaches need to retrain the whole model, which becomes too expensive for
large datasets.
In this chapter, we consider a dynamic large-scale scenario where the number
of classes as well as the number of images gradually increase and reach large
numbers, i.e., thousand of classes and million of images. This scenario is relevant for many applications where the number of classes is a-priori unknown.
During the development, one typically focuses on a few classes that are most
relevant. Over time the demands of the users evolve, including the recognition
of additional classes [?]. For applications that involve open-ended learning, the
number of classes even grows continuously. Although one-vs-all classifiers
are already a basic framework for incrementally learning a dynamically growing number of image classes where adding a new class is achieved by training
a new one-vs-all classifier, the computational cost of training a new classifier
is high [Deng et al., 2010]. There are only a few recent approaches [Mensink
et al., 2013, Kuzborskij et al., 2013a] that explicitly address the problem of
incrementally learning new image classes. As the new data is collected over
time, the classifiers evolve and adapt to the new situation without the need of
retraining from scratch. Figure 4.1 gives an illustration of incremental learning
of new classes. The multiclass classifier is first trained with training data for
a certain number of classes, which results in an initial model that can successfully recognize the initial set of classes. Additional classes can be added at any
point by providing training data for novel classes. The model is then updated
and classifies the initial and new classes.
In [Mensink et al., 2013] a discriminative metric is learned for Nearest Class
Mean classification on the initial set of classes and new classes are added using
their feature means. The approach, however, assumes that the number of initial classes is relatively large. An alternative multiclass incremental approach
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···

Figure 4.1: The training starts with k initial classes and the corresponding initial model M0 that can classify these k classes. When a batch of s new classes
arrives, the model is incremented to M1 which is now able to discriminate
k + s classes. The incremental learning scenario is open-ended and training
continues as new classes become available.
based on least-squares SVM has been proposed in [Kuzborskij et al., 2013a]
where for each class a decision hyperplane is learned. Every time a class is
added, the whole set of the hyperplanes is updated, which is expensive as the
number of classes grow. In the following, we introduce two variants of Random Forests with different classifiers as their building blocks for classification
(Section 4.3.2 and 4.3.4). For a broad overview of Random Forests, consult
Chapter 3.
The first one, inspired by Nearest Class Mean (NCM) classification [Mensink
et al., 2013] and introduced in [Ristin et al., 2014], implements the decisions
at each node based on the Voronoi cells formed by a small random subset of
the class means observed at that node, the centroids. The centroids partition
the feature space and assign a sample either to the left or the right subtree. We
refer to these forests as Nearest Class Mean Forests (NCMF). Their application
is depicted in Figure 4.2.
As second RF variant, we examine linear SVMs as binary classifiers at nodes.
To integrate SVMs to RFs, we follow the approach proposed in [Yao et al.,
2011] and denote them as SVM Forests (SVMF). While the method proposed
in [Yao et al., 2011] focuses on offline, fine-grained classification, our aim is
to examine how SVMFs behave in the setting of large-scale image classification and incremental learning. For both Random Forest variants, we propose and evaluate efficient updating strategies to integrate new classes so as
to maintain high accuracy at the lowest possible cost for training. Our experiments show that both RF variants outperform conventional Random Forests
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Figure 4.2: Classification of an image (illustrated by the red cross) by a single
tree of Nearest Class Mean forest (NCMF). (a) The feature vector is extracted,
(b) the image is assigned to the closest centroid (colors indicate further direction), (c) the image is assigned the class probability found at the leaf.
and match state-of-the-art classifiers on the challenging large-scale ImageNet
dataset [Berg et al., 2010]. In the context of incrementally learning new classes,
NCMFs and SVMFs outperform [Mensink et al., 2013, Kuzborskij et al., 2013a].
The rest of the chapter is organized as follows. Related work is discussed
in Section 4.2. Section 4.3 introduces the variants of RFs based on NCM
and SVM classifiers. Approaches to train both variants incrementally are discussed in Section 4.4. The experimental evaluation and comparison to other approaches on the large-scale ImageNet classification dataset [Berg et al., 2010]
are presented in Section 4.5.

4.2

Related Work

Image classification on large datasets is a challenging problem [Sanchez and
Perronnin, 2011, Lin et al., 2011], with issues that are not apparent in smaller
ones [Deng et al., 2010]. To address these challenges, the state of the art consists in carefully designing a deep Convolutional Network [Krizhevsky et al.,
2012] or using advanced high-dimensional features, such as Fisher Vectors (cf.
Section 2.3.2), and training a battery of one-vs-all SVM classifiers [Lin et al.,
2011]. Below we discuss various work related to dealing with large number
of classes, large amount of data and various ways in which data gradually becomes available.
Hierarchical classification. When the number of classes is large, various authors propose to exploit a hierarchy either over classes or over input space to
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improve classification performance or time complexity of training and testing.
An explicit class hierarchy is used in [Deng et al., 2012] in order to predict
not only fine-grained classes at the lowest level of the hierarchy, but falls back
to higher coarser levels when fine-grained classification is uncertain. In this
scenario, a trade-off between accuracy and specificity determines the output of
the classifiers. Instead of performing one-vs-all classification, classifiers can
also be stacked in a hierarchy as a decision tree. At each node a sample is
compared to a small number of SVM decision boundaries and assigned to one
of the child nodes, thus leading to a logarithmic rather than linear complexity [Bengio et al., 2010]. Several works have built on this idea and proposed
alternative parameter training methods [Deng et al., 2011, Liu et al., 2013,
Salakhutdinov et al., 2011].
Random Forests [Breiman, 2001] are the archetype of hierarchical classifiers.
They are ensemble classifiers composed of Random Decision Trees, which
are independently trained on random subsets of the data and then combined
by averaging their classification scores (cf. Chapter 3). The decision trees are
themselves randomized in the selection of weak classifiers at each node of the
hierarchy. When the trees are balanced, the RFs are very efficient, as the time
complexity of classification is logarithmic in the number of nodes. RFs have
been successfully used in many tasks such as image classification [Bosch et al.,
2007], vocabulary generation through vocabulary trees [Nistér and Stewénius,
2006], as feature representation for image segmentation [Vezhnevets et al.,
2012], object detection [Razavi et al., 2011] and fine-grained image classification [Yao et al., 2011, Bossard et al., 2014]. Our RF variants employ either Near Class Mean classifiers [Mensink et al., 2013] (NCM Forest) or linear
SVMs (SVM Forest) as node classifiers. This is in contrast to axis-aligned tests
proposed in conventional RFs [Breiman, 2001], random linear splitting functions proposed in [Bosch et al., 2007] and unsupervised cluster centers that
disregard class information proposed in [Nistér and Stewénius, 2006]. SVM
Forests have been proposed in [Yao et al., 2011] for fine-grained classification
where each node of the trees classifies a single or a pair of rectangular image
regions by a binary SVM, where each class is randomly assigned to one of the
binary classes. Although the SVM Forests slightly differ in our context (the
trees do not combine SVMs for various image regions, and the nodes classify
entire images), we show how SVM Forests can be incrementally learned.
Big data. To efficiently handle massive amounts of data, there has been a
wide development of online learning methods, such as stochastic gradient de-
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scent [Sanchez and Perronnin, 2011, Lin et al., 2011]. These methods iteratively learn from a limited batch of data instances at a time and hence remain
frugal in terms of memory. The main assumption in online learning is that
samples are provided in a uniformly random sequence, and, as a matter of
fact, most methods start by randomly permuting the data [Vedaldi and Fulekerson, 2008]. This i.i.d. assumption allows authors to ignore typical problems
of sequential data such as stochastic drift and birth or death of classes. As a
consequence, they typically assume that the classes are known and fixed beforehand.
In particular, online learning has been studied in the context of RFs. This
is typically done by extending the trees as more samples become available.
The authors of [Godec et al., 2011] propose to initialize the trees in an extremely random fashion. Statistics at the leaves are then updated as the new
samples arrive. Various methods convert leaves to a splitting node and proceed
with the training recursively. In [Domingos and Hulten, 2000], an analytically
derived upper bound is computed in order to select leaves for further training. In [Saffari et al., 2009], a simple alternative with a fixed threshold on
the number of samples is used, and [Schulter et al., 2011] shows empirically
that such a threshold suffices to select leaves for recursive training and obtain
good classification accuracy. In [Lakshminarayanan et al., 2014] the splitting
nodes are not trained directly by optimizing an objective function, but they are
sampled instead from a Mondrian process (i.e. a distribution over KD-trees),
which allows efficient incremental learning. In contrast to [Saffari et al., 2009,
Schulter et al., 2011], the Mondrian forests not only update the leaves, but also
introduce new splitting function within the tree structure. In the context of
unsupervised vocabulary trees, the number of samples has also been proposed
in [Yeh et al., 2007] as a criterion to select which leaves need to be refined
in order to adapt the forest to newly observed data. [Saffari et al., 2009] also
discards trees based on the out-of-bag error in order to progressively adapt to
the new data and forget the old one. In [Yao et al., 2012], a Hough Forest is
trained by incrementally growing the leaves at each step with user feedback, in
an active learning scenario. Like most existing classifiers (e.g., SVM or [Yao
et al., 2011]), active or online learning methods do not consider observing new
classes in the data stream, and are typically not straightforward to adapt to this
scenario.
Transfer learning. The large-scale nature of the datasets such as ImageNet implies uneven distribution of training samples across the classes [Deng et al.,
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2009]. Some classes may lack sufficient data for robust learning. Transfer
learning can be used to address this problem by sharing knowledge between
related classes. In [Tommasi et al., 2010], the decision hyperplane of a class is
regularized towards a subset of the decision hyperplanes of the other classes.
For a large dataset with few annotated objects, the localization [Guillaumin
and Ferrari, 2012] and segmentation [Guillaumin et al., 2014] of classes can be
propagated by sharing appearance, location distribution and the context of the
already labeled objects towards related classes as defined by the class hierarchy
of ImageNet. In [Rohrbach et al., 2011a], knowledge is being transfered among
classes using similarities based on attributes, textual web queries and semantic
relatedness. Although the hierarchical nature of RFs implicitly entails knowledge sharing in higher nodes, our study focuses on the efficient integration of
new classes rather than trying to model knowledge sharing explicitly so as to
reduce the amount of training data needed for any particular class.
Incremental learning, as defined in [Mensink et al., 2013, Kuzborskij et al.,
2013a, Hasan and Roy-Chowdhury, 2014] and our previous work [Ristin et al.,
2014], is the scenario where training data is not provided uniformly at random, but where classes are provided in sequence. Typically, a few classes are
available to start with and new classes are added afterwards (cf. Fig. 4.1), in
an open-ended fashion. In such a setting, the authors of [Mensink et al., 2013]
propose to train a discriminative metric for Nearest Class Mean classification
on the initial set of classes and then integrate new classes simply using their
data means. This leads to a near-zero cost for integrating new classes and good
performance is reported provided that enough initial training data is present to
learn a robust metric. In their work [Mensink et al., 2013], the authors initialized the training with as many as 800 classes and experimented with adding
200 new ones. As we show in our experiments in Section 4.5, such a system
struggles when the number of initial classes is relatively small and the amount
of new classes increases since the initial metric remains fixed. In contrast, our
RFs are designed so that they can be gracefully updated. As we show, the
forests can be initially trained with as few as 10 classes and the complexity
of their structure can be easily increased, if necessary, in order to successfully
integrate any number of new classes.
An alternative multiclass incremental approach based on least-squares SVM
has been proposed in [Kuzborskij et al., 2013a]. Building on top of the transfer learning method introduced in [Tommasi et al., 2010], the model for a new
class, i.e., a decision hyperplane, is constrained to differ as little as possible
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from a subset of previously trained models. Each incremental step is formulated as an optimization problem where the whole set of the hyperplanes is
updated, which is potentially expensive as the number of classes grows. In
our case, the update is significantly more efficient, as the update of nodes in
a decision tree only depends on a fraction of the data and of the classes. Furthermore, each independent tree can be learned and updated in parallel. In
the case of NCMF, the weak classifiers themselves allow for update with little
computational effort.
Besides image classification, incremental learning has been recently also applied for activity modeling in streaming videos [Hasan and Roy-Chowdhury,
2014]. The authors of [Hasan and Roy-Chowdhury, 2014] introduce a system based on an ensemble of SVMs and use active user responses to annotate
samples of the new classes. Once there are enough samples, the old and the
new models are finally combined by adjusting the model weights accordingly.
Since the old models do not change, the method suffers from similar issues as
the method described in [Mensink et al., 2013]. With the increasing number of
classes, the old models will eventually generalize poorly to the new data. Our
forests, in contrast, are specifically designed to address the issue of changing
data.
Compared to previous work, our experiments also put much more strain on
the systems so as to push the limits of incremental learning beyond what has
been studied before [Mensink et al., 2013, Kuzborskij et al., 2013a]. Unlike [Mensink et al., 2013], where 800 classes are available at initialization,
we start with a much smaller number of classes (10 or 20) and study the influence of the order in which classes are added. The experimental evaluation used
in [Kuzborskij et al., 2013a] considered only a sequence of up to 48 classes,
where only a single class had to be integrated at a time. Instead, we perform
the evaluation with up to 1000 classes and batches of one or more classes.

4.3

Random Forests

Random Forests (RF) [Breiman, 2001] are multiclass classifiers consisting of
T randomized decision trees. In Chapter 3, a more general overview is given,
which we first summarize here and then further extend.
Each tree and each node at the same depth is trained and classifies independently, which makes RFs very efficient at training and test time. The trees
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operate on data instances given as d-dimensional vectors ~x ∈ Rd . At each
node n of each tree, the training data S n arriving at that node is divided by a
splitting function f n : Rd 7→ {−1, 1} into two subsets Sfnn =−1 and Sfnn =1 .
The performance of RFs heavily depends on the choice of splitting functions,
and commonly used ones are axis-aligned [Breiman, 2001] or linear splitting
functions [Bosch et al., 2007]. For training, a random set of splitting functions
F n is generated and the best one, f n , is selected according to the information
gain U :
f n = argmax U (f )
f ∈F n

U (f ) = H (S n ) −

X
i∈{−1,1}

H(S n ) = −

X

|Sfn=i |
H(Sfn=i )
|S n |

(4.1)

p(κ|S n ) ln p(κ|S n )

κ∈K

where H denotes class entropy and p(κ|S n ) the fraction of S n belonging to
the class κ. The left and right children nodes are then trained on Sfnn =−1 and
Sfnn =1 , respectively, and the training continues recursively.
Given a pre-defined constant µ, the splitting stops when no f ∈ F n satisfies
Sfn=−1 > µ and Sfn=1 > µ. At each leaf node l of a tree t, we store the
distribution over classes observed during the training, i.e., Plt (κ). For classification, the feature vector of the image is extracted and passed through each
tree until it arrives at leaf l(~x). The class probabilities of all trees are averaged
and classification is defined by:
1X t
κ∗ (~x) = argmax
P
(κ) .
(4.2)
T t l(~x)
κ
In the following, we describe how different classifiers can be used as splitting
functions f in a Random Forest framework. Namely, we look into classification
based on support vector machines (SVM) and a nearest class mean classifier
(NCM).
4.3.1

Linear support vector machine (SVM)

A linear SVM classifies images represented by a d-dimensional feature vector
~x ∈ Rd using a decision hyperplane defined by its normal vector w
~ ∈ Rd .
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The samples are classified in two classes with label y ∈ {−1, 1} depending on
which side of the hyperplane they reside:
y(~x) = sgnhw,
~ ~xi,

(4.3)

where sgn is the sign function and h · , · i is the inner-product.
Using a set of training images {xi } and their corresponding labels {yi }, the
hyperplane w
~ is set by solving the following convex optimization problem.
|S|

λ
1 X
2
argmin kwk
~ +
max (0, 1 − yi · hw,
~ ~xi i) ,
2
|S| i=1
w
~

(4.4)

where λ is a cross-validated constant and |S| the number of training samples.
Equation (4.4) is optimized by stochastic gradient descent [Vedaldi and Fulekerson, 2008].
4.3.2

Combining SVM and Random Forests

As binary classifiers, SVMs are well suited to serve as splitting functions in
RFs. Each node n of the forest is associated with its own hyperplane w~n and
uses f n (~x) = sgnhw~n , ~xi to decide whether a sample is passed to the left
child node or to the right child node. Such a system is described in [Yao et al.,
2011], where randomness comes from window extraction in the images. Here,
we adopt a slightly different approach.
To train a node n, all instances {xi } of a class κ observed at n are assigned the
same random meta-label yi = yκ ∈ {−1, 1}. An SVM is then trained by solving (4.4) with all the training instances reaching the node n and corresponding
meta-labels to learn a single splitting function f . The random assignments of
classes to meta-labels mitigate class imbalance problems and gives us a pool
of splitting functions from which we sample a fixed number (20 in our case)
and pick the optimal one, f n , following (4.1).
4.3.3

Nearest Class Mean classifier (NCM)

Nearest class mean classifiers (NCM) have shown promising results in largescale image classification (cf. Section 4.5, [Mensink et al., 2013]). Based on a
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simple 1-nearest neighbor classifier, NCM assigns to a sample the label of the
class with the closest mean. Since class means are very efficiently computed,
the training of NCM has low computational cost. Below we provide a more
formal definition of NCM classification.
With an image I being represented by a d-dimensional feature vector ~x ∈ Rd ,
we first compute the class centroid cκ for each class κ ∈ K:
cκ =

1 X
~xi ,
|Iκ |

(4.5)

i∈Iκ

where Iκ is the set of images labeled with class κ. Since there is a centroid for
each class, the set of centroids C = {cκ } has cardinality |C| = |K|.
NCM classification of an image I represented by ~x is then formulated as
searching for the closest centroid in feature space:
κ∗ (~x) = argmin k~x − cκ k .

(4.6)

κ∈K

Without additional refinements, the classification of one image implies |K|
comparisons in Rd . A crucial contribution of [Mensink et al., 2013] to improve classification accuracy is to replace the Euclidean distance in (4.6) with
a low-rank Mahalanobis distance optimized on training data.
4.3.4

Combining NCM and Random Forests

In this section, we propose to use a variation of NCM classifiers as splitting
functions and we name the resulting forests NCM Forests. To use them as node
classifiers, NCM classifiers are modified in two aspects. First, at any particular
node, only a fraction of the classes will be used, hence speeding up (4.6) and
obtaining weak classifiers. Second, the multiclass output of NCM is translated
into a binary output (left vs. right child) by assigning the classes to either side.
The benefit of such an NCM Forest compared to NCM classification is that
only a few comparisons are required at each node, implicitly encoding a hierarchical structure of classes. This results in an improved classifier accuracy
that alleviates the need for expensive metric learning. Compared to the most
common variants of Random Forests, NCM Forests also offer non-linear classification at the node level.
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More specifically, we perform the following procedure to train a node n with
its corresponding data S n . First, we denote by Kn a random subset of the
classes observed in S n , and by Sκn the subset of S n of class κ ∈ Kn . Then, for
each κ ∈ Kn , we compute the corresponding centroids as in Section 4.3.3:
cnκ =

1 X
~xi .
|Sκn |
n

(4.7)

i∈Sκ

Then, each centroid cnκ is assigned randomly to a left or right child node symbolized by a binary value eκ ∈ {−1, 1}. The corresponding splitting function
f is then defined by:
f (~x) = eκ∗ (~x) where κ∗ (~x) = argmin k~x − cnκ k .

(4.8)

κ∈Kn

We use (4.1) to select the optimal f n from the pool of splitting functions corresponding to random centroids assignments {eκ }. We do not optimize over
random choices of Kn for two reasons. First, this would force us to compute
all class means at all nodes. Second, we can exploit reservoir sampling to add
new classes to Kn in a principled manner. With |Kn |  |K|, the forests will
perform a low number of the comparisons.
Our experiments in Section 4.5 show that the proposed NCM splitting functions outperform standard ones for the task of large-scale image classification.
We also show that the classification accuracy of NCMF without metric learning
is comparable to the performance of NCM with metric learning (MET+NCM),
but the training of the RF is intrinsically parallelizable and thus faster than
MET+NCM. Moreover, the main benefit of the approach is the ease of incrementally adding new classes to an already trained multiclass classifier as we
discuss in the next section. Classification using a tree of an NCM Forest is
illustrated in Fig. 4.2.

4.4

Strategies for incremental learning

As discussed in Section 4.2, online learning of Random Forests has been studied for vision applications such as tracking, object detection, or segmentation [Godec et al., 2011, Saffari et al., 2009, Wang et al., 2009, Yao et al.,
2012]. However, these works focus on problems where the number of classes
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is known beforehand. In this chapter, we focus on incrementally adding new
classes to the forest in the context of large-scale image classification. Without
a proper incremental learning mechanism, a multiclass classifier would need
to be retrained from scratch every time a new class is added. This makes it
potentially very expensive to add new classes, especially as the dataset grows.
Below, we devise four strategies for incremental learning applicable for both
NCM Forests (NCMF) and SVM Forests (SVMF). These approaches exploit
the hierarchical nature of the forests for efficient updating and present gradual
trade-offs between the computational efficiency of the update and the accuracy
of the resulting classifier.
4.4.1

Update leaf statistics (ULS)

Assuming that a multiclass RF has been already trained for the set K of classes,
a new class κ0 is added by passing the training images of the new class through
the trees and updating the class probabilities Pl (κ) stored at the leaves. Notably, this approach only updates the leaves and does not change the splitting
functions nor size of the trees. Since the structure of the tree does not change,
it is only applicable to situations where the tree is already complex enough
to cope with new data. In other words, it needs enough training data at the
initialization that cover well the distribution of all the data. Otherwise, the
splitting functions overfit to the initial training data and result in poor performance since the tree does not produce a meaningful hierarchy for the new data.
While [Godec et al., 2011] use extremely randomized trees as initialization
point for a tracking application, we train our initial forest on the initially available classes and observe how the approach behaves in image classification.
4.4.2

Incrementally grow tree (IGT)

Unlike ULS, Incrementally Grow Tree (IGT) continues growing the trees if
enough samples of the new class arrive at a leaf. The previously learned splitting functions remain unchanged, but new splitting nodes can be added. While
the newly added splitting functions were trained on samples from K ∪ κ0 , the
old splitting functions are based on samples from K. The approach presented
in [Yao et al., 2012] refined the leaves based on the user feedback. Hence it
can be assumed that the new training samples are drawn from a finer distribution than the coarse initial one. In our case, we consider a scenario where new
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classes appear in random order and test how the approach behaves when the
new data is not necessarily related to the previously observed training samples.

4.4.3

Retrain subtree (RTST)

In contrast to ULS and IGT, which do not converge to a forest trained on K ∪κ0
classes since the tree structure learned for K classes is not changed, RTST additionally updates previously learned splitting functions. To this end, a subset
of nodes in the trees trained on K classes are marked and converted into leaves
by removing all of their children. By storing references to the training samples
in leaves, it is efficient to reuse the training of the K classes together with the
new classes for the newly created leaf node and update statistics. As for IGT,
the cut trees are then grown again, which, in essence, corresponds to retraining
subtrees with samples from all classes. The distribution p(n) which defines the
probability that a node n be marked for retraining will be further explained in
Section 4.4.5.
To control the amount of retraining, only a fraction π ∈ [0, 1] of the subtrees
is selected by randomly sampling without replacement. If π = 1, the trees are
completely retrained and the training is not incremental anymore. For π = 0,
RTST is the same as IGT.

4.4.4

Reuse subtree (RUST)

While RTST retrains subtrees entirely, we also propose a fourth approach that
reuses subtrees to reduce the training time. Instead of marking full subtrees,
RUST updates single splitting nodes. The nodes are selected for update as in
RTST. The incremental training is then performed breadth-first.
Since updating the splitting function f n might result in a redistribution of the
training samples from the classes K within the subtree of the node, the samn
ples with f 0 (~x) 6= f n (~x) are removed from the leaves and passed through
n
the subtree again, where f 0 is the splitting function after the update. As this
might create leaves without samples, the trees are cut such that each leaf contains a minimum number µ of samples. The impact of π and µ is evaluated in
Section 4.5.
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While ULS, IGT and RTST are general approaches that work with any type
of splitting functions, RUST needs to be tailored to NCM Forest (NCMF) and
SVM Forest (SVMF).
RUST for NCMF
Each splitting node n already stores a function f n where the |Kn | centroids
have been sampled from K. The splitting functions for K ∪κ0 classes, however,
would have been sampled from centroids from the larger set of classes. We
therefore use reservoir sampling [Vitter, 1985] to decide if the centroid cnκ0 is
n
ignored, added or replaces an element of Kn to form K0 , in which case the
splitting function is updated as well:
n

f 0 (~x) = enκ0 (~x) with κ0 (~x) = argmin k~x − cnκ k ,

(4.9)

κ∈K0n

where enκ0 ∈ {−1, 1} is selected based on (4.1).
RUST for SVMF
Each splitting node n stores a function f n (~x) = sgnhw~n , ~xi. The splitting
function is updated by training two SVMs using the previous meta-labels for
classes K and assigning samples of the new class κ0 to −1 or 1, respectively.
n
Each SVM is initialized with w~n . The updated function f 0 (~x) = sgnhw~0 n , ~xi
is given by the SVM with the highest information gain (4.1).
Fig. 4.3 illustrates the four approaches for incremental learning with NCM
forests.
4.4.5

Node sampling for partial tree update

Updating a splitting node during RTST and RUST implies updating the whole
subtree, but updating all N splitting nodes equals the inefficient retraining of
the tree from scratch. We therefore investigate three different distributions p(n)
that are used to select a node or subtree for updating:
a) Uniform. Each splitting node is assigned equal probability: p(n) =
where N denotes the number of splitting nodes.

1
N,
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Figure 4.3: Illustration of our incremental approaches with NCM forest: a) Update leaf statistics (ULS), b) Incrementally grow tree (IGT), c) Retrain subtree
(RTST), d) Reuse subtree (RUST). The colors of the centroids (yellow, cyan)
indicate the directions associated with the Voronoi cells. The elements marked
in red are modifications to the structure of the tree. In c), the centroids of the
root’s right child are re-computed, while in d) only a new centroid is added.
b) Subtree size. The computational cost of retraining depends on the size of
the subtrees. Thus we set the probability of a node n to be updated as inversely
proportional to the cardinality of the subtree Tn with n as root: p(n) ∝ (|Tn | +
P
1)−1 where n p(n) = 1.
c) Quality. We measure the quality of a subtree with root node n and corresponding leaves {l ∈ leaves(n)} by the information gain from its root to the
leaves. Let S n be the samples of classes K ∪ κ0 observed at the node n and S l
the samples observed at a leaf l. The quality Q is then computed:
Q(n) = H (S n ) −

X
l∈leaves(n)


Sl
H Sl ,
n
|S |

(4.10)

where H denotes the class entropy as in (4.1). Since a splitting function is
only selected if the information gain is larger than zero, Q(n) > 0. The prob-
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ability of a node n to be updated is then inversely proportional to the quality:
P
p(n) ∝ Q(n)−1 where n p(n) = 1. Hence we prefer to update subtrees
which perform poorly, rather than focusing on computational effort.

4.5

Experiments

We evaluate the NCMF and SVMF Forests and the corresponding incremental learning approaches discussed in Section 4.4 on a challenging large-scale
dataset for image classification, namely “ImageNet Large Scale Visual Recognition 2010 challenge benchmark (ILSVRC10)” [Berg et al., 2010]. It consists
of 1k categories, between 668 and 3047 training images per class and 1.2M in
total, and 150 testing images per category. The dataset is organized in a class
hierarchy based on WordNet.
In Section 4.5.1, the impact of the parameters is evaluated in detail on a subset
with up to 200 categories. As image features, we use a bag-of-words (BoW)
representation based on densely sampled SIFT features (cf. Sections 2.2.2 and
2.3.1). The vocabulary consisted of 1k visual words and the descriptors were
provided by the benchmark [Berg et al., 2010]. We normalized the BoW features by whitening the features by their mean and standard deviation computed
over the starting training subset. When metric learning [Mensink et al., 2013] is
used for comparison, whitening is not performed in addition to metric learning.
Section 4.5.2 compares the approaches to other methods on the entire largescale datasets with all 1k categories. Finally, the impact of the dimensionality
of the features is evaluated in Section 4.5.3 where we use 4k-dimensional features based on Fisher vectors (cf. Section 2.3.2).
As measure of performance, we use top-1 average accuracy. The training time
without feature extraction and test time per image are measured per tree by
wall clock in seconds and microseconds, respectively.
To evaluate incremental learning, we fixed a random permutation of all categories and used it throughout all experiments1 .

1 We provide the fixed random order at http://www.vision.ee.ethz.ch/
datasets_extra/mristin/ilsvrc_meta_2010.zip
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Parameters

Offline learning
We first evaluate parameters of the forests in an offline setting, i.e., when all
categories are presented at once. We always trained 50 trees and, if not stated
otherwise, used µ = 10 minimum training samples at a leaf as stopping criterion. For NCMF and SVMF, we sampled 1024 and 20 splitting functions
without replacement at each node, respectively. For SVMF, we optimized the
parameters for a linear SVM on the first 50 categories.
Splitting function for NCMF. The size of sampled classes Kn out of all
classes K is an important parameter for NCMF.
o
n
p
We compared |Kn | ∈ log |K|, |K|, 0.2|K| and present the results in Fig. 4.4.
p
The results show that |Kn | = |K| gives a good trade-off between accuracy
and test time and is used for the rest of the chapter.
Stopping criterion. The minimum number of samples at a leaf µ defines the
stopping criterion for growing the trees. The smaller the number, the deeper
the trees grow. Fig. 4.5a) shows that a small number increases the accuracy,
but induces more computation at test time. For the rest of the experiments, we
use µ = 10 and compare different forest variants trained and evaluated on 50
classes.
NCMF vs. SVMF. While SVMF is most accurate (0.47) as well as fast to
evaluate (5.5µs) since only one inner product is performed per node, the SVM
hyperplanes required longest training times (70s). NCMF is a good compromise between accuracy (0.43) and training times (2.5s) though it is slower at
test time (24.9µs) due to computation of distances to the centroids at a node.
Hence, NCMF is more suitable for a system which has to cope with a dynamic
environment where new classes arrive frequently, while SVMF is better fit for
a more static setting where the decisions about the learned categories are often
evaluated.
Incremental learning
To evaluate the incremental learning approaches presented in Section 4.4, we
train a forest on a pre-defined number k of initial classes and then incrementally
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Figure 4.4: Comparison of a) average classification accuracy and b) test time
for different sizes of Kn ⊂ K. While setting |Kn | linear to the number of
classes performs better than a sublinear growth, it takes much longer at test
time.

add the other classes one by one. The performance is measured whenever the
method has learned to recognize a certain number of classes. Since the goal
is to match the performance of the forest re-trained at every new class, we
measure the performance relatively to that baseline.
Comparison of node sampling. While ULS and IGT do not have any extra
parameters, RUST and RTST depend on the sampling distribution (uniform,
subtree size or quality) as well as on the ratio π of the splitting nodes sampled
for update as discussed in Section 4.4.5. In Fig. 4.6, we compare measurements of the different sampling schemes with RTST applied on NCMF and
measured when the forest was trained to classify 50 classes, starting with 3
initial classes. Sampling by quality picks more relevant nodes and hence allows better updates with smaller portion π. With updating as little as 5% of
the nodes sampled according to quality, we achieve a relative performance of
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96.0% and a short training time of 16.7s. Using a uniform distribution, the
training time is increased. The sampling based on the subtree size as proposed
in [Ristin et al., 2014], achieves a relative performance of 95.6% for π = 0.5
and takes 24.0s to train.
Further experiments with RUST confirmed these relations. While sampling by
quality achieved 88.3% relative performance and took 10.3s to train, sampling
by subtree size achieved 90.7% relative accuracy and needed 15.2s for training.
In the following, nodes were sampled by quality with π = 0.05.
Comparison of the update strategies. Fig. 4.7 plots the relative performance,
test and training time for the baseline NCMF and our approaches ‘Update leaf
statistics’ (ULS), ‘Incrementally grow tree’ (IGT), ‘Retrain subtree’ (RTST)
and ‘Reuse subtree’ (RUST) trained from k = 3 initial classes up to 50 classes.
Splitting nodes were sampled by quality for RTST and RUST with π = 0.05.
As ULS does not grow the trees, its test time is constant and the training time
very low, but the final relative performance at 50 classes is poor (27.0%). IGT
extends the trees, yielding higher test and training times, but achieves 83.5%
relative performance while reducing training time of the baseline by a factor of 17 and test time by 2. IGT achieves 36.2% average accuracy, outperforming NCM, KNN, RF and MF [Lakshminarayanan et al., 2014], cf. Table 4.1a). RTST re-trains the nodes and achieves the best relative performance
(96.0%), but takes longest to train. RUST outperforms IGT (relative performance 88.3%), suggesting that reusing the subtrees is indeed beneficial. It also
speeds up the training of the baseline by a factor of 5 and is 1.6× faster to
train than RTST. The gap in training times between baseline, RTST and RUST
widens with the number of classes.
The incremental learning strategies can be applied to NCMF and SVMF. The
results for both variants are plotted in Fig. 4.8. The measurements are performed at the final 50 classes and the results demonstrate not only that the
relations between our incremental approaches in relative performance, test and
training times are stable across the forest variants, but also reflect the results
in Fig. 4.5. Baseline SVMF outperformed NCMF baseline by roughly 3%
(47.2% compared to 43.3%), i.e. it was 1.09× better. The ratios are also similar for performance of RTST and RUST incremental approaches when they are
performed on SVMF and NCMF, respectively: RTST on SVMF 44.6% versus RTST on NCMF 41.6% (1.07× better) and RUST on SVMF 40.0% versus
RUST on NCMF 38.3% (1.05× better).
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Initial classes. The influence of the number of initial classes on RUST of
NCMF is shown in Fig. 4.9. The method is quite insensitive to the number of
initial classes and already achieves good performance with only a few. Starting
with 3 and 20 initial classes gives us the relative performance of 88.3% and
91.2%, respectively, a difference of only 2.9%.
So far we have used a single random permutation of the classes for the experiments. To evaluate the impact of the initial classes, we evaluate ten random permutations of the previously used 50 classes. The results are plotted in
Fig. 4.10. The standard deviation never exceeded 10% of the mean values of
the measurements indicating little impact of the order of the classes, which is
desirable for incremental learning.

4.5.2

Large-scale

In the following section, we examine the behavior of our forests in experiments
involving all 1k classes of ILSVRC10.
Before comparing our methods with other approaches, we study how our approaches cope with the batch size. Since in practice multiple classes can and do
appear simultaneously, it is highly relevant that an incremental approach can
handle such a setting. We trained our initial forests with 20 classes and incrementally updated it with chunks of 1, 10, 20 and 40 classes. The measurements
were carried out whenever the forests integrated 100, 500 and 1000 classes. As
shown in Fig. 4.11, the training time reduces by training several classes at a
time. The batch size has a low impact on the relative classification accuracy of
NCMF whereas SVMF performs better when adding only one class for each
update.
We compared NCMF and SVMF with other multiclass classifiers using the
same features on all 1k classes of the ILSVRC10 dataset. For comparison, we
used nearest class mean classifier (NCM), NCM with metric learning [Mensink
et al., 2013] (MET+NCM), structured-output multiclass SVM [Akata et al.,
2013] (MC SVM), k-nearest neighbors (KNN), Mondrian Forest [Lakshminarayanan et al., 2014] (MF) and Random Forests with axis-aligned splitting
functions [Breiman, 2001] (RF), which in our case outperformed RF with
linear splitting functions. The method parameters were optimized by crossvalidation for the first 50 classes.
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Figure 4.5: Measurements at 50 classes of a) performance, b) test time and
c) training time of NCMF and SVMF baselines with variable constraints of µ
minimal number of training samples at a leaf node. SVMF is much faster at
test time and outperforms NCMF, but takes much longer (28x) to train.
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Figure 4.6: Starting with 3 initial classes, additional classes are incrementally
learned until 50 classes are reached. RTST incremental training of NCMF with
different schemes used for node sampling is evaluated. Using uniform sampling or subtree quality instead of subtree size as measure, a smaller number of
nodes needs to be updated to achieve a good relative performance. Only a small
portion of nodes (π) needs to be updated to achieve a relative performance of
over 95%. Using the quality criterion in comparison to a uniform distribution
results in lower training times.

62

4. I NCREMENTAL L EARNING OF I MAGE C LASSES

Baseline

ULS

IGT

RTST

RUST

rel. performance

100
80
60
40
20
0

10 20 30 40 50
# classes

test time [µs]

a) relative performance
20

10

10 20 30 40 50
# classes
training time [s]

b) test time
40
20
0

10 20 30 40 50

c) training time

# classes

Figure 4.7: Measurements at variable number of classes for an incremental
training of NCMF starting with 3 initial classes. For RTST and RUST we used
quality weighting with π = 0.05. ‘Update leaf statistics’ (ULS) is faster to
train and test, but has inferior performance. ‘Incrementally grow tree’ (IGT) is
slower than ULS both at train and test time, but achieves 83.5% of the baseline’s performance at 50 classes. ‘Retrain subtree’ achieves the best performance (96.0% at 50 classes), but takes longest to train. ‘Reuse subtree’ (RUST)
is a good trade-off between training time and relative performance (88.3% at
50 classes). The relative differences in training time increase with the growing
number of classes.
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Figure 4.8: Measurements at 50 classes starting with 3 initial classes for various incremental learning approaches and forest variants. NCMF is much faster
to train, but achieves a lower accuracy than SVMF and takes longer at the test
time. The advantages and disadvantages of the forest variants for offline learning (baseline) are the same for incremental learning.
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Figure 4.9: Comparison of a) relative performance and b) test time of RUST
applied to a NCMF with nodes sampled by quality and π = 0.05 starting with
k initial classes measured at 30, 40 and 50 classes. Increasing the number of
initial classes to 20 is beneficial, but has limited impact.
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random permutations of the classes. c) Training time for 3 initial classes over
10 random permutations of the classes. The small standard deviations indicate
the limited impact of the order of the classes.
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The results in Table 4.1a) show that NCMF and SVMF perform comparable to
NCM with metric learning [Mensink et al., 2013]. In particular, both NCMF
and SVMF outperform NCM, MC SVM, Mondrian Forest (MF) and conventional Random Forest (RF) by a significant margin.
While we compared different forest variants with other approaches in Table 4.1a),
we now compare the incremental learning approaches of NCMF and SVMF on
all 1k classes in Table 4.1b) and c). Since IGT of NCMF and SVMF already
outperforms NCM, KNN, MF and RF, we focus on NCM with metric learning [Mensink et al., 2013] for incremental learning, which performed comparable to SVMF, cf. Table 4.1a). We start with k = 10 and k = 20 initial classes.
The setting for the incremental learning of our forests remains the same, i.e.,
the whitening is estimated on the initial k classes. For METk +NCM, the metric
is only learned on the initial classes, and the model is updated with projected
centroids of the new classes. According to Table 4.1, RUST outperforms IGT
indicating that updating the trees is beneficial. While it was shown in [Mensink
et al., 2013] that a metric learned on 800 classes is applicable to the other 200
classes, the learned metric on up to 20 classes does not generalize well, making
the method unsuitable for a small initial training set. In this case, the three approaches IGT, RUST and RTST applied to either NCMF or SVMF outperform
METk +NCM. The relations between incremental training methods on NCMF
presented in Fig. 4.7 are also corroborated in Table 4.1b) and c). However,
the differences between SVMF and NCMF at 1k classes are smaller for RUST
than for RTST. The improvement of the SVMF baseline by factor 1.21 over
the NCMF baseline is preserved by RTST. At 1k classes, RTST with SVMF is
1.20× better than RTST with NCMF.
The training and test times of our approaches across forest variants trained
from the initial 20 up to 1k classes are given in Table 4.2. For the same setting,
we also plot the absolute and relative performance with respect to training time
for all approaches in Fig. 4.12. Although the baseline SVMF achieves a better
accuracy than NCMF (cf. Table 4.1), NCMF achieves a better relative performance for incremental learning and compensates partially for the differences
of the baselines. The plots also show that the presented approaches offer various trade-offs between training time and classification accuracy and the right
choice of the approach depends on the application.
We also compared our methods with MULTIpLE [Kuzborskij et al., 2013a]
using the publicly available code [Kuzborskij et al., 2013b]. MULTIpLE is
an incremental approach based on least-squares SVM [Suykens and Vande-
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b) k = 10

c) k = 20

method \ # of classes
NCM
MET+NCM [Mensink et al., 2013]
MC SVM [Akata et al., 2013]
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MF [Lakshminarayanan et al., 2014]
RF [Breiman, 2001]
NCMF
SVMF

method \ # of classes
MET10 +NCM [Mensink et al., 2013]
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NCMF+IGT10
NCMF+RTST10
NCMF+RUST10
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MET20 +NCM [Mensink et al., 2013]
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0.19 (41.1%)
0.41 (85.9%)
0.43 (91.8%)
0.42 (88.1%)
0.32 (68.2%)
0.30 (70.0%)
0.39 (90.0%)
0.41 (95.0%)
0.40 (92.1%)
0.29 (61.0%)
0.43 (90.8%)
0.45 (94.5%)
0.43 (91.9%)

500
0.11
0.19
0.10
0.08
0.09
0.16
0.19
500
0.08 (42.8%)
0.05 (32.9%)
0.12 (74.7%)
0.16 (96.6%)
0.14 (86.0%)
0.04 (19.9%)
0.13 (66.2%)
0.19 (95.6%)
0.14 (71.2%)
0.09 (50.0%)
0.07 (43.2%)
0.12 (76.6%)
0.16 (97.9%)
0.14 (88.8%)
0.05 (28.3%)
0.13 (69.0%)
0.19 (97.9%)
0.14 (73.1%)

1000
0.07
0.14
0.05
0.06
0.11
0.14
1000
0.05 (39.1%)
0.03 (28.6%)
0.08 (74.7%)
0.11 (97.2%)
0.10 (84.9%)
0.02 (16.6%)
0.09 (65.2%)
0.13 (95.9%)
0.09 (68.5%)
0.06 (46.2%)
0.04 (38.6%)
0.09 (75.9%)
0.11 (100.1%)
0.10 (86.9%)
0.03 (24.9%)
0.09 (67.1%)
0.14 (99.5%)
0.10 (69.9%)

Table 4.1: Comparison of baselines and different incremental learning methods measured at 50, 500 and 1k classes of [Berg et al., 2010] all starting with
the same initial classes. The classification accuracy is reported in the cells,
while relative performance to the corresponding baseline is given as percentage in brackets. The whitening for our methods as well as the metric METk
were learned on k initial classes in b) & c). Incremental methods were trained
with batches of 10 classes. We set π = 0.05 and sample nodes by quality
for RUST and RTST. While our baseline versions of NCMF and SVMF match
the state-of-the-art method MET+NCM [Mensink et al., 2013], NCMFs and
SVMFs with RUST and RTST consistently outperform MET+NCM [Mensink
et al., 2013] for incremental learning.
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baseline
ULS
IGT
RTST
RUST

training time
NCMF SVMF
3hrs
32hrs
19s
23s
2min
6min
45min
8hrs
25min 31min

test time [µs]
NCMF SVMF
147
7
57
4
63
9
143
7
118
8

Table 4.2: Training and test times for incremental approaches based on NCMF
and SVMF. We initialized with k = 20 classes, trained with batches of s = 10
classes at a time and measured at 1k classes. Test times are given per image
and tree without feature extraction in microseconds. Training times are given
per tree. For baselines, we indicate the training time needed for re-training at
each batch. In comparison, training times for 1k classes for MET1000 +NCM is
36hrs and MC SVM is 2.5hrs.

walle, 1999]. The approach, however, is not suitable for large-scale problems due to its memory requirements. On a machine with 50GB RAM, we
could run the approach for up to 100 classes with 100 training samples per
class. The parameters of the linear SVMs were estimated by cross-validation
on the first 50 categories and fixed through the experiments. Fig. 4.13 a) shows
that LSSVM [Suykens and Vandewalle, 1999] is outperformed by NCMF and
SVMF. The performance of LSSVM in recognizing 100 classes was 0.25,
while NCMF and SVMF achieved 0.34 and 0.38.
We also present in Fig. 4.13 the results of an experiment performed in an incremental setting where we compared MULTIpLE with our RTST applied to
NCMF and SVMF, respectively. The training was initialized with k = 10
classes and the models were incrementally updated by one class (s = 1).
Due to aforementioned memory limitations, we limited the number of training samples for MULTIpLE (100 per each individual “source” and “train”
set [Kuzborskij et al., 2013b], respectively). For our incremental approach,
we sampled nodes by quality and set π = 0.05 and did not restrict the number
of training samples. Both the absolute as well as the relative performance were
measured at 50 and 100 classes or when the memory limit was reached, which
was the case for MULTIpLE at 70 classes. NCMF and SVMF incrementally
trained by RTST outperform MULTIpLE [Kuzborskij et al., 2013a] measured
at 50 classes by a margin not only in absolute performance, but are also bet-
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Baseline

ULS

IGT

RTST

RUST

NCMF

SVMF

rel. performance

performance

100
0.1

0.05

0

10s

10min 1hr3hr

1dy

training time [s]

a) abs. performance

80
60
40
20
0
10s

10min 1hr 3hr
training time [s]

b) rel. performance

Figure 4.12: Comparison of a) absolute and b) relative performance with respect to training time of our incremental methods based on NCMF and SVMF.
We initialized with k = 20 classes, trained with batches of s = 10 classes
at a time and measured at 1k classes. Training times are given per tree. The
absolute performance shows that the presented approaches offer various tradeoffs between training time and classification accuracy. In this scenario, however, there are also a few combinations that are not Pareto optimal, namely
SVMF+ULS, SVMF+RUST, and NCMF. The relative performance shows that
NCMFs retain the accuracy better than SVMFs for incremental learning and
compensate partially for the lower absolute accuracy of NCMFs for offline
learning.

ter in relative performance measured relatively to the corresponding baseline.
MULTIpLE achieved only 84.0% of the performance of LSSVM, while RTST
incremental training almost matched the baseline (97.9% and 98.4% for NCMF
and SVMF, respectively).

4.5.3

Feature dimensionality

The BoW features we used so far have a dimensionality of 1k. To investigate
the impact of feature dimensionality, we employed 4k-dimensional features
based on Fisher Vectors (FV), which were described in Section 2.3.2 and also
used in [Mensink et al., 2013]. In Fig. 4.14, the improvement of FV over
the 1k ones is reported, measured at 1k classes. In general, all methods benefit
from higher dimensional, more complex features. MET+NCM [Mensink et al.,
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LSSVM [Suykens and Vandewalle, 1999]
MULTIpLE [Kuzborskij et al., 2013a]

NCMF

SVMF

RTST (NCMF)

RTST (SVMF)

100
rel. performance

performance

0.5

0.3

50

100
# classes

a) abs. performance

95
90
85
80
50

100
# classes

b) rel. performance

Figure 4.13: Comparison of a) absolute and b) relative performance of MULTIpLE [Kuzborskij et al., 2013a] and its baseline LSSVM [Suykens and Vandewalle, 1999] with our baseline forests NCMF and SVMF and their incrementally trained variants obtained by RTST. All incremental methods were initialized with k = 10 classes and the models were incremented by one class (s = 1).
The measurements were performed at 50 and 100 classes. MULTIpLE runs
out of memory at 70 classes. The relative performance was measured to the
respective baseline. NCMF and SVMF outperform MULTIpLE [Kuzborskij
et al., 2013a] and LSSVM [Suykens and Vandewalle, 1999] both in absolute
and relative performance.

2013] which also performs a dimensionality reduction on the feature space benefits more from the high dimensional features than NCMF or SVMF. While
MET+NCM achieves an average accuracy of 0.39, NCMF baseline and SVMF
baseline achieve only 0.23 or 0.28, respectively. Yet, in the incremental setting, NCMF and SVMF perform better than MET+NCM. As a matter of fact,
NCMF+IGT (average accuracy 0.18), NCMF+RUST (0.20) and NCMF+RTST
(0.23) outperform MET10 + NCM (0.16), and the same holds for SVMF+IGT
(0.20), SVMF+RUST (0.21) and SVMF+RTST (0.22). Fig. 4.14 b) shows that
the relative performance of the incremental learning approaches is quite stable
although FV improve the absolute performance and increase the feature dimensionality. Increasing the dimensionality by a factor of 4 resulted in 2-4 times
longer training times of our forests.

72

4.6

4. I NCREMENTAL L EARNING OF I MAGE C LASSES

Conclusion

In this chapter, we have examined how two variants of Random Forests (RF),
namely Nearest Class Mean Forests (NCMF) and SVM Forests (SVMF), perform for large-scale multiclass image classification. As we have shown, both
variants outperform NCM classification, multiclass SVM and conventional RFs
in such a challenging setting. While our forests achieve competitive results in
a setting where all classes are known a-priori, efficient techniques to incrementally add new classes to NCMF and SVMF are also proposed. In particular, the
ability to reuse subtrees allows us to add new classes at a fraction of the cost
of retraining a complete NCMF, while preserving the overall accuracy. Similarly, an incremental technique that retrains selected SVMF subtrees maintains
a very high relative performance. We have performed extensive experiments
in the context of image classification when the number of classes grows over
time. Since NCMF and SVMF are quite insensitive to the number of initial
classes and to the order in which the classes are added, they are well suited for
incremental learning. For training, we assume that all previous training samples are accessible and decorrelate the features given the initial training data.
This limitation can be overcome by keeping only a subset of the data at each
step and including local feature decorrelation and selection in each split node.
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Figure 4.14: Comparison of a) absolute and b) relative performance of our
methods using 1k-dim bag-of-words and 4k-dimensional Fisher Vectors (FV).
Incremental models started with 10 initial classes and used batches of s = 10
new classes. Performance is measured at 1k classes. We compare against
MET+NCM [Mensink et al., 2013] learned on all 1k classes and MET10 +NCM
where the metric is learned only on the 10 initial classes.

5
Vertical Transfer of Knowledge
This chapter addresses a common problem of image clasification reflected by
a drop in accuracy when a classifier learns to distinguish a large number of
image classes from a limited amount of training data. Collecting samples for
a multitude of classes is difficult, as it involves many tedious hours of manual
fine-grained annotation. Contrary to fine classes, more general coarse classes
usually come with abundant training data, as annotating samples with coarser
labels requires less attention and effort. To improve the poor level of classification accuracy caused by the lack of fine-labeled training data, we employ
the additional knowledge of the coarse classes and show various ways how this
can be achieved by extending the Random Forests. The work presented in this
chapter appeared previously in [Ristin et al., 2015b].

5.1

Introduction

Over the last few years, we have witnessed an exponential growth of digital
imaging. Possibilities for sharing visual content through social media, such
as Facebook and Flickr, together with affordable high-quality cameras have
made images ubiquitous in our lives. The semantic organization of images
becomes therefore an imperative if one wants to access them effortlessly in
a meaningful way. With such a growth, manual categorization is excessively
tedious and expensive. As computers became more powerful and better algorithms were developed, automatic image classification has become accurate on
smaller datasets with hundreds of categories and thousands of images.
The research community has since then moved to more challenging, larger
datasets, such as ImageNet [Russakovsky et al., 2014], which contain thousands of categories and millions of images. In such datasets, categories are
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feline
∈ Sf ine
cat

lion
feline
∈ Scoarse

subcategory not available

Figure 5.1: Given training data annotated with a set of categories like “feline”,
our goal is to refine the classification into subcategories like “cat” and “lion”.
We assume that the refined labels are available only for a subset of the training
data Sf ine , while for the rest, Scoarse , subcategory labels are not available.
often organized in a hierarchy. The deeper one goes in the hierarchy, the finer
the categories are and annotated training data becomes rare. In order to obtain
training data for fine subcategories, a natural approach is to search for images
of coarser categories and refine the labels. This can be very expensive, especially if the subcategories require expert knowledge [Deng et al., 2013] (e.g.,
breeds of dogs, bird or flower species, etc.). In this chapter, we are interested in
such a scenario where only a subset of the training data is annotated with fine
subcategory labels while the rest has only coarse category labels (cf. Fig. 5.1).
In that scenario, we particularly investigate how the learning of subcategory
classification can be improved by the simultaneous presence of training data
annotated with coarser labels. To this end, we build on the framework of NCM
forests (cf. Chapter 4), which are classification forests with splitting functions
based on nearest class mean (NCM) classifiers [Mensink et al., 2013]. NCM
Forests are multiclass classifiers that can be efficiently trained and have shown
to perform well for large-scale image classification (cf. Section 4.5 in Chapter 4). The first contribution of this chapter is a principled approach to automatically learn optimal values for hyper-parameters of the NCM forest during
training, namely the number of class means to use at each node. This is done
by adding a regularization term to the objective function for training splitting
functions. We present this improvement in Section 5.3. In our experiments pre-
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sented in Section 5.5), we show that our Regularized NCM forests outperform
the NCM forests introduced in Chapter 4.
In Section 5.4, we then present our learning method in more detail. We show
how existing state-of-the-art approaches like Stacking [Rohrbach et al., 2011b]
can be adapted to our scenario and then describe our proposed model for sharing knowledge between coarse and fine categories. The key aspect of our approach is the introduction of an objective function that takes into account the
hierarchical relations of categories and subcategories.
As we show in the experiments in Section 5.5, our proposed method achieves
relative improvement of the classification accuracy at the subcategory level of
up to 22% by training forests with an additional training set that only contains
category labels. We outperform other methods that also train with this additional training set including the stacking approach of [Rohrbach et al., 2011b],
and reach 99% of the performance achieved by a baseline trained with full supervision on the whole training set with refined labels. Finally, we show that
an additional improvement can be obtained by combining the forests with the
metric learning approach proposed in [Mensink et al., 2013].

5.2

Related Work

Image classification on large-scale data sets has gained much attention in recent years [Agrawal et al., 2014, Deng et al., 2014, Russakovsky et al., 2014].
While deep convolutional networks (CNN) achieve high classification accuracy [Krizhevsky et al., 2012], they are computationally intensive and take
weeks to train. Simpler classifiers, such as nearest class mean classifiers (NCM)
combined with a learned metric [Mensink et al., 2013], proved to be a viable
alternative with much shorter running times and near-zero costs for integrating
new classes. In Chapter 4, we saw how NCMs were integrated in a Random
Forest framework [Breiman, 2001] which increased the performance and enabled fast incremental learning on a large scale. In this chapter, we address
the problem of learning a classifier for the finest category level when only a
part of the training data is annotated at that level, while the other training samples have only the labels of a coarser level. This is related to approaches for
semi-supervised or transfer learning.
The transfer of knowledge in image classification reduces the amount of labeled data needed to learn a new image class by exploiting the existing la-
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bels of the other classes. A straightforward approach extends the training data
with unlabeled samples, whose annotation is induced either based on neighborhood structure in the feature space [Driessens et al., 2006] or semantic
distance between the categories [Fergus et al., 2010]. For approaches based
on SVMs, samples from the semantically related classes can be used either
as constraints [Tommasi et al., 2010] or regularizers [Aytar and Zisserman,
2011] during learning. If the model is based on shapes, features [Stark et al.,
2009] or parts [Ott and Everingham, 2011] can be shared. Relations between
classes can also be formulated as constraints for a neural network [Deng et al.,
2014], or as part of a probabilistic framework [Zweig and Weinshall, 2007],
which can also be based on attribute similarities [Lampert et al., 2009b] or
linguistic knowledge bases [Rohrbach et al., 2011b]. Class hierarchy can also
be implictly learned to share model parameters between parent and children
nodes [Salakhutdinov et al., 2011] or to speed up the classification by stacking
classifiers [Liu et al., 2013].
Relations between classes can also be used to build a classifier for various levels of a class hierarchy. Under the assumption that classes on the finer level are
more difficult to classify than classes on a higher level, this results in a tradeoff between accuracy and specificity. This trade-off was addressed in [Deng
et al., 2012] where specificity was defined by the given class hierarchy, while
the authors of [Ordonez et al., 2013] try to additionally learn specifity based on
colloquial human responses. Image labels can also be leveraged together with
appearance, location distribution and context to annotate a large data set with
additional annotations such as bounding boxes [Guillaumin and Ferrari, 2012]
or segmentation masks [Guillaumin et al., 2014].
Random forests [Breiman, 2001], which have been used for many computer
vision applications including image classification [Bosch et al., 2007, Bossard
et al., 2014, Ristin et al., 2014, Yao et al., 2011], have also been used in the
context of semi-supervised or transfer learning. The authors of [Vezhnevets and
Buhmann, 2010] propose to uncover image segmentation masks using image
labels as regularizers for both leaf statistics and tree structure. When data is
labeled per bags of samples instead of individual instances, Random Forests
have been adapted for multiple instance learning where the trees are trained
using deterministic annealing [Leistner et al., 2010]. Space-time consistency
learned from weakly related videos is used in [Leistner et al., 2011] to improve
an object detector. Training data with accurate labels can be augmented with
data with missing [Criminisi and Shotton, 2013] or noisy labels [Bossard et al.,
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2012]. This can be achieved by maximizing a weighted information gain that
takes both sources of training data into account. In this chapter, we do not
consider additional data as noisy or weakly related, but exploit the relations
between categories and subcategories to improve the classification accuracy of
the subcategories.

5.3

Regularized NCM Forests

NCM forests have been shown to provide a good trade-off between training
time and accuracy for large-scale image classification (cf. Chapter 4). We first
briefly discuss NCM forests in Section 5.3.1. In Section 5.3.2 we propose a
novel objective function for training NCM forests, which takes into account
the information gain and the computational cost of a splitting function to automatically set important parameters of NCM forests. In our experiments, we
show that this modification improves performance. In Section 5.4, we then
proceed to show how their classification accuracy can be increased when only
a fraction of the training labels are refined.

5.3.1

NCM Forests

NCM forests belong to the family of Random Forests [Breiman, 2001], which
combine classifiers consisting of T decision trees independently trained in a
distributed fashion (cf. Chapter 3). Each tree t is trained recursively, starting
from a root node, on labeled images S where each image is represented by
a d-dimensional feature vector ~x ∈ Rd . The incoming data S n at node n is
split into two disjoint sets by a splitting function f n : Rd 7→ {−1, 1}. The
two sets, Sfn=−1 and Sfn=1 , are then passed to the left and right child of the
node, respectively, and the training continues recursively for each child. In
NCM forests, the splitting functions are based on nearest class mean classifiers
(NCM) [Mensink et al., 2013]. This consists in computing the means {cnκ } of
a subset of the classes κ ∈ Kn ⊂ K observed in the data {Sκn } reaching node
n:
1 X
cnκ = n
~xi .
(5.1)
|Sκ |
n
i∈Sκ
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Each class mean cnκ is assigned to one of the two children nodes by means of a
binary value eκ ∈ {−1, 1}. Hence, the splitting function is defined by:
f n (~x) = eκ∗ (~x) , where κ∗ (~x) = argmin k~x − cnκ k .

(5.2)

κ∈Kn

In other words, a data point closest to the mean of class κ is passed to the left
or right child based on eκ .
For training, a pool of splitting functions F n is generated by randomly sampling the subset of classes Kn and the binary values {eκ }κ∈Kn . The splitting
function f n ∈ F n that maximizes the information gain U is then selected and
stored at the node n:
X

U (f ) = H (S n ) −

i∈{−1,1}
n

H(S ) = −

X

|Sfn=i |
H(Sfn=i )
|S n |

p(κ|S n ) ln p(κ|S n )

(5.3)

κ∈K

f n = argmax U (f ) ,
f ∈F n

where H is the class entropy and p(κ|S n ) the empirical probability of the
class κ within S n . The training ends when, for the selected splitting function, |Sfnn =−1 | ≤ µ or |Sfnn =1 | ≤ µ. The node n is then converted into a
leaf l and the observed class distribution P l (κ) is stored. Notably, P l (κ) is
computed based on at least µ samples.
For classification, an image ~x is passed through each tree t until it reaches a leaf
lt (~x). The individual tree responses are then averaged and the most probable
class κ∗ (~x) is returned as an output:
κ∗ (~x) = argmax
κ

5.3.2

1 X lt (~x)
P
(κ) .
T t

(5.4)

Regularized NCM Forests

As shown in Chapter 4, the training and testing times of an NCM forest greatly
depend on the number of class means |Kn |. The larger |Kn |, the more comparisons between an image feature ~x and the class means
{cnκ }κ∈Kn need to
p
be computed. In Chapter 4, we observed that |Kn | = |K| results in a good
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p
trade-off between efficiency and accuracy. But fixing |Kn | = |K| for all
nodes of the tree might not be optimal. Indeed, one expects that the optimal
number of class means actually depends on the training data arriving at a specific node. We therefore propose to sample splitting functions with variable
size of |Kn | and use an objective function that favors information gain and
penalizes large computational cost. To do so, we add a sparsity term in (5.3):
U ? (f n ) = U (f n ) − λreg |Kn |,

(5.5)

where λreg is a weighting parameter.
p
n
n
In practice,
if c = 1,
p we sample K such that 2 ≤ |K | ≤ c |K|. Notably,
we use |K| as upper bound for the number of class means |Kn | of a splitting
function f n . Mind that λreg fine-tunes the selection of split functions at the
nodes, while the parameter c only impacts the sampling process.
We denote an NCM forest trained with (5.5) by Regularized NCM Forest (RNCMF).
In Section 5.5, we show that the regularized NCMFs outperform the NCMFs.

5.4

From Categories to Subcategories

As already explained, we consider a scenario in which we are provided two
disjoint sets of training data S. The first set, Scoarse , is annotated with labels
of coarse classes Kcoarse (e.g. “canine”, “feline”), while the second set Sfine
comes also with labels of subcategories, i.e. fine classes Kfine that refine the
coarse ones (e.g. “wolf”, “lion”). The main goal of our system is to classify
images into fine classes by exploiting all the available data. This scenario can
be seen as a special case of weakly supervised learning at several levels. First,
we can consider the coarse and fine classes as completely independent (Section 5.4.1 and 5.4.2). We can also view a data point labeled with a coarse category as an uncertain observation or a partially missing label (Section 5.4.3).
Finally, since we know by design the relationship between classes, we can also
see the coarse-to-fine link as encoding a constraint on the knowledge transfer
(Section 5.4.4 and 5.4.5).
5.4.1

Stacked RNCMF

Among the methods for knowledge sharing considered in [Rohrbach et al.,
2011b], the one based on stacking SVM classifiers achieved a remarkable
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trade-off between simplicity and performance. In such a setting, the outputs
of a set of source classifiers are concatenated to the input features for learning the classifiers for the target classes. In our hierarchical scenario, we use
coarse classes as source classifiers and the finer ones as target. The stacking
strategy is also readily adaptable to RNCM forests. We train a first RNCM
forest T1 on Scoarse to classify coarse classes. The samples of Sfine are then
pushed through T1 and the resulting probabilities over coarse classes are normalized and concatenated to the feature vector ~x, yielding the new feature vector ~x1 = (~x, αp(κ1 ), . . . , αp(κ|Kcoarse | )), where α is the normalizing factor.
A second forest T2 is then trained on Sfine to distinguish fine classes using the
augmented features ~x1 . At test time, an image follows the same procedure.
First, it is fed into T1 to obtain ~x1 , which is then pushed through T2 to obtain
the probabilities over the fine classes. Stacking has the disadvantage that two
forests need to be trained and evaluated for classification, and that its performance depends heavily on the quality of the source classifiers. Instead, we
propose in Section 5.4.4 a novel training approach that learns a single RNCM
forest with hierarchical class information.
5.4.2

Joint RNCMF

Similar to [Criminisi and Shotton, 2013], we consider the case of a flat set of
labels, where we simply try to learn a RNCMF to perform two independent
classification tasks jointly: the first task is to separate the coarse classes, and
the second one is to separate the fine classes. We thus denote such a forest as a
Joint RNCMF, or J-RNCMF. In order to train a J-RNCMF on Scoarse and Sfine ,
the regularized information gain (5.5) can be computed as a sum of both gains,
each one operating on its own level of classes:
U ? (f n ) = Ufine (f n ) + λUcoarse (f n ) + λreg |Kn |,
X |Sfn=i,set |
n
n
Uset (f n ) = Hset (Sset
)−
n | Hset (Sf =i,set ),
|Sset
i∈{−1,1}
X
Hset (S) = −
P (κ|S) ln P (κ|S) ,

(5.6)

κ∈Kset

where

n
Sset

n

= S ∩ Sset and set ∈ {coarse, fine}.

In other words, we consider the classes Kfine and Kcoarse to be unrelated, and
merely prefer splitting functions that classify well both sets of classes in par-
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allel. Since samples of Kfine and Kcoarse alike are present at a node, the class
means can be computed over both sets of classes. A richer pool of class means
improves the performance, as we will see in Section 5.5, and allows us to integrate the additional knowledge of coarse classes in a straightforward manner.

5.4.3

NN-RNCMF

Similar to [Driessens et al., 2006], the label of each sample in Scoarse can be
refined based on a simple classifier, such as nearest neighbors (NN), trained on
Sfine . Although this approach is as generic as Stacking, it can be easily adapted
to exploit our hierarchical setting. This is done by constraining the nearest
neighbour search for a sample in Scoarse only to samples of its corresponding
subcategories in Sfine . The coarse labels of Scoarse are then replaced by the
refined ones and an RNCMF can be trained on Scoarse, refined ∪ Sfine using only
the labels of the finer categories. We refer to this approach as NN-RNCMF.

5.4.4

Hierarchical RNCMF

The Joint RNCMF approach described above ignored the relations between
categories Kcoarse and subcategories Kfine , by treating the levels of the hierarchy
as two independent classification tasks. As a matter of fact, we can easily add a
hierarchical flavor to J-RNCMF. We derive for each sample in Sfine a category
label based on its subcategory according to the hierarchy. To use this additional
information, only the term Ucoarse in (5.6) needs to be rewritten:
Ucoarse (f n ) = Hcoarse (S n ) −

X
i∈{−1,1}

|Sfn=i |
Hcoarse (Sfn=i ),
|S n |

(5.7)

i.e. Ucoarse is not computed only over the data S n ∩ Scoarse with coarse-only
labels, but over the entire S n .
In this way, a classification error of a subcategory in Sfine is less penalized
if the wrongly predicted subcategory belongs to the same category as the true
subcategory, or, in other words, more penalized if the labels also disagree at the
coarser level. We refer to this model as Hierarchical RNCMF, or H-RNCMF.
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Our Full Model: NN-H-RNCMF

NN-RNCMF and H-RNCMF are complementary and can be combined. Indeed, while NN-RNCMF provides coarsely labeled data with fine labels, HRNCMF essentially does the opposite and exploits the derived coarse labels
of the finely labeled data. This leads to our full model, which we refer to as
NN-H-RNCMF. First, the training samples of Scoarse are assigned the label of
the closest neighbor in Sfine as in NN-RNCMF. Thus, each sample in S is now
assigned a class label κcoarse ∈ Kcoarse as well as κfine ∈ Kfine which refines
κcoarse . For learning such a NN-H-RNCMF, (5.6) is modified by using Ucoarse
as in (5.7) and computing Ufine over S n using the estimated fine labels for
Scoarse :
X |Sfn=i |
Hfine (Sfn=i ).
(5.8)
Ufine (f n ) = Hfine (S n ) −
|S n |
i∈{−1,1}

In this way, our model exploits both the class hierarchy and the observation
that coarsely labeled data should match one of the finer subcategories.

5.5

Experiments

Dataset. We perform our experiments on a subset of ILSVRC 2010 [Russakovsky et al., 2014], a well-established and challenging dataset for largescale image classification. The hierarchy of ILSVRC 2010 is given as a directed acyclic graph based on WordNet (each node represents a class, also
called a synset). In this chapter, we focus on the classes that have a unique parent class. More precisely, we collected all leaf synsets of ILSVRC 2010 as our
subcategories and their parents as categories, and class subtrees that overlap
are ignored altogether. The remaining parent synsets form our coarse categories Kcoarse , while their corresponding children represent the subcategories
Kfine . We obtain thus |Kcoarse | = 143 coarse classes and |Kfine | = 387 fine ones.
The original training, validation and test sets of ILSVRC 2010 are reduced
to Kfine . The reduced training set consists of 487K images where we have
between 1.4K and 9.8K images for each coarse class and between 668 and 2.4K
images for each fine class. There are 50 and 150 images per fine class in the
validation and the test set, respectively. If not otherwise stated, the performance
is measured as top-1 average accuracy over Kfine .
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Since in our scenario we assume that subcategory labels are only available
for a subset of the training data, we randomly split the training data S in two
disjoint sets for each fine class. While the first set Scoarse has only the category
labels, the second set Sfine includes the labels of the subcategories as well. If
not otherwise stated, |Sfine | = |Scoarse | = 0.5|S|. A detailed list of the classes
is part of the supplementary material and the training, evaluation, and testing
images are published on-line [Ristin et al., 2015a].
In our experiments, we use the publicly available 1k-dim. bag-of-visual-words
(BoW) based on densely sampled SIFT features (cf. Sections 2.2.2 and 2.3.1)
which are provided by [Berg et al., 2010], and 4k-dim. Fisher vectors (FV, cf.
Section 2.3.2) which are also used in [Mensink et al., 2013]. The features are
whitened based on the training data.
5.5.1

Regularized NCM Forest

We evaluate the influence of all the parameters on the validation set. If not
stated otherwise,
we enforce at least µ = 10 samples at a leaf and restrict
p
n
|K | ≤
|K|. The forests consist of 50 trees. Besides accuracy, we also
measure the test runtime by the average number of comparisons per tree and
image (following the experimental setting explained in Chapter 4).
First, we investigate the influence of parameters on our RNCMF which is
trained on the full training set S to classify fine classes. The performance
of RNCMF depends on the number of splitting functions F n generated during
training. To this end, we generate between 10 and 1000 class sets Kn and, for
each set, we sample between 10 and 100 assignment configurations {eκ }κ∈Kn .
The results for both parameters are shown in Fig. 5.2a) and b). The default values in those experiments are 1000 sets, 50 assignments and λreg = 0.01 (5.5).
Fig. 5.2a) shows that the accuracy increases and the test runtime decreases
if more sets Kn are sampled. The decrease of test runtime is caused by the
regularizer. The number of random assignments {eκ }κ∈Kn has no significant
impact. Fig. 5.2c) shows the impact of the sparseness term in (5.5). Large
values for λreg reduce test runtime, but also classification accuracy. We fix
λreg = 0.001 since it reduces test runtime without loss of accuracy.
In Table 5.1, we compare RNCMF with NCMF (cf. Chapter 4) and other multiclass classifiers, namely NCM, k-NN, and multiclass SVM [Akata et al., 2013].
For all approaches, the parameters are optimized on the validation set. The
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NCM
k-NN
Multiclass SVM [Akata et al., 2013]
NCMF (cf. Chapter 4)
Our RNCMF

7.24
11.20
18.11
17.58
19.01

15.71
15.10
17.60
18.52
19.79

a) no metric

b) MET

Table 5.1: Average accuracy on the test set for classifying fine classes Kfine .
The proposed regularized NCMFs outperform NCMFs and the other methods.
Using metric learning (MET) as in [Mensink et al., 2013] further improves the
accuracy.
evaluation is performed on the test set. The results show that the proposed
RNCMF outperforms NCMF and the other methods. In addition, we train a
distance metric MET as in [Mensink et al., 2013] on the training set and apply
it to the features, which reduces their dimensionality to 512 and additionally
boosts performance, cf. Table 5.1b).
5.5.2

From Categories to Subcategories

In order to evaluate the performance of the methods discussed in Section 5.4,
we use the training sets Sfine and Scoarse , and first evaluate the parameters of
these methods on the validation set.
Parameters
Stacked RNCMF. Stacked RNCMF consists of two forests where the second
forest is trained and applied on the image features and the probabilities over
the categories Kcoarse estimated by the first forest. Since |Kcoarse | = 143, the
features have 1143 dimensions in total for the second forest. The probabilities
can be normalized to improve the performance. We evaluate the normalizing
factors 10{0,1,2,3} and α = 10 led to the best performance.
J-RNCMF and H-RNCMF. Both J-RNCMF and H-RNCMF depend on the
weighting parameter λ, which steers the impact of Ucoarse in (5.6). Fig. 5.3
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shows the accuracy for different values of λ. Since Ucoarse differs for J-RNCMF
and H-RNCMF, the optimal λ differs, too. While J-RNCMF achieves the best
accuracy (16.86) for λ = 0.1, H-RNCMF achieves the best performance (17.00)
with λ = 1.0 and outperforms J-RNCMF, which highlights the importance of
class relations. For this experiment, we sample Kn only from Kfine . However,
when sampling Kn from Kcoarse ∪ Kfine the average accuracy for H-RNCMF
increases further to 18.10. In the following, we use λ = 0.1 for J-RNCMF, λ =
1.0 for H-RNCMF and NN-H-RNCMF, and sample Kn from Kcoarse ∪ Kfine .

NN-RNCMF. We can predict missing fine labels of Scoarse in various ways.
One possibility is to train a RNCMF on Sfine and use it to predict fine labels of
Scoarse . This achieves an average accuracy of 14.02. We can also use the fine
labels of the nearest neighbours from Sfine , ignoring the class relations, which
achieves a better accuracy of 14.23. If we discard nearest neighbor matches
where subcategory and category do not match, the accuracy improves to 17.03.
The best accuracy (17.52) is achieved when the nearest neighbors are only
searched among the samples of the corresponding subcategories. This shows
that the relations between categories and subcategories are also important for
the nearest neighbor approach. We use the third strategy in the following.
Discarding nearest neighbor matches based on the distance in the feature space
does not improve the performance any further.

Runtime. The training of the RNCM forests takes about 2 hours on a cluster
with 800 cores. Finding the nearest neighbor of the samples from Scoarse in
Sfine takes an additional hour. Classification of an image by a single tree takes
about 50µs for 1K-dimensional pre-computed features.

Comparison
We now evaluate the approaches presented in Section 5.4, which are trained
on both Sfine and Scoarse , and compare them to an RNCMF that is trained only
on Sfine to show the benefit of the additional training data Scoarse . The results
are shown in Table 5.2. Since we have seen that metric learning improves
the accuracy, we evaluate two cases. In the first case, the metric METcoarse is
trained on Scoarse and in the second case METfine is trained on Sfine . Table 5.2 i)
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i)

ii)

NCM
k-NN
Multiclass SVM [Akata et al., 2013]
RNCMF (baseline)

7.14
9.45
17.22
16.96

14.49
12.33
16.24
17.43

16.30
12.58
16.41
18.54

Stacked RNCMF
J-RNCMF
NN-RNCMF
H-RNCMF
NN-H-RNCMF

17.56
17.14
17.93
18.35
18.46

17.80
17.44
18.26
17.93
18.48

18.83
18.39
19.29
19.20
19.55

a)

b)

c)

Table 5.2: Comparison of the accuracy when a) no metric, b) metric METcoarse
learned on Scoarse , and c) metric METfine learned on Sfine is applied. Methods
in i) are solely trained on Sfine , while methods in ii) are trained on Sfine and
Scoarse . Our full model (NN-H-RNCMF) outperforms the baselines and other
approaches and achieve accuracy close to using the entire data as reported in
Table 5.1.

shows that METcoarse slightly improves the accuracy, but METfine improves it
even more and is the best choice.
Table 5.2 ii) shows that the approaches ignoring class relations (Stacked, J)
improve the (baseline) RNCMF trained on Sfine only slightly, while the approaches exploiting the hierarchy (NN, H, NN-H) outperform the baseline and
the other methods. Our full model NN-H-RNCMF performs best with an accuracy of 19.55. Notably, this is almost matching the performance of RNCMF
with full supervision, i.e., trained on S with subcategory annotations for all
training samples, cf. Table 5.1b), using 50% fewer fine labels.

Impact of Training Size
So far we have used |Scoarse | = |Sfine | = 0.5|S|, but obvisouly the relative
sizes of those sets matter. Thus, we now evaluate the impact of the training size for Scoarse and Sfine . We first keep |Scoarse | fixed, but vary |Sfine | ∈
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RNCMF (baseline)
Stacked RNCMF
J-RNCMF
NN-RNCMF
H-RNCMF
NN-H-RNCMF
|Sfine |

12.04 (1.00)
12.92 (1.07)
12.59 (1.05)
13.99 (1.16)
14.16 (1.18)
14.71 (1.22)

14.35 (1.00)
15.07 (1.05)
14.89 (1.04)
15.48 (1.08)
16.15 (1.13)
16.37 (1.14)

16.96 (1.00)
17.56 (1.04)
17.14 (1.01)
17.93 (1.06)
18.35 (1.08)
18.46 (1.09)

a) 0.1|S|

b) 0.2|S|

c) 0.5|S|

Table 5.3: Average accuracy of RNCMF as baseline trained on Sfine and the
other methods trained on Sfine ∪Scoarse . The relative performance to the baseline
is in the brackets. We fix |Scoarse | = 0.5|S| and set |Sfine | to a) 0.1|S|, b) 0.2|S|
and c) 0.5|S|. Our approaches improve the baseline, even when |Sfine | and
|Scoarse | are imbalanced. The improvement is even more pronounced, when
there are few fine-labeled samples. Our NN-H-RNCMF outperforms other
methods.
{0.1|S|, 0.2|S|, 0.5|S|} to observe how the methods cope with few fine-labeled
data when |Sfine | and |Scoarse | are imbalanced. As baseline, we train RNCMF
on Sfine and no metric is used. As Table 5.3 shows, the accuracy improves for
all methods when |Sfine | is increased. When there are few fine-labeled samples,
the improvement of the baseline becomes larger. For |Sfine | = 0.1|S|, our full
model NN-H-RNCMF improves the baseline from 12.04 to 14.71, a relative
increase of 22%. This is relevant as fine labels are scarcer and more expensive
to obtain than coarse ones.
In a second experiment, we fix |Sfine | = 0.5|S| and vary |Scoarse |. The results
are shown in Table 5.4. All methods benefit from a larger training set |Scoarse |
with coarse labels.
5.5.3

Classification of Categories

Although it is not our original goal, our classifiers for the subcategories can
also be used to classify the categories. This can be seen as a way of exploiting
additional information for learning category classifiers. To this end, we only
have to convert the class probabilities stored at leaves from Kfine to Kcoarse . To
obtain a suitable, balanced test set, we randomly subsample the original test
set to contain 150 images per category and measure average accuracy on it.
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RNCMF (baseline)
Stacked RNCMF
J-RNCMF
NN-RNCMF
H-RNCMF
NN-H-RNCMF
|Scoarse |

16.96 (1.00)
17.18 (1.01)
16.89 (1.00)
17.27 (1.02)
17.59 (1.04)
17.87 (1.05)

16.96 (1.00)
17.21 (1.01)
16.80 (0.99)
17.51 (1.03)
17.90 (1.06)
18.13 (1.07)

16.96 (1.00)
17.56 (1.04)
17.14 (1.01)
17.93 (1.06)
18.35 (1.08)
18.46 (1.09)

a) 0.1|S|

b) 0.2|S|

c) 0.5|S|

Table 5.4: Average accuracy of RNCMF as baseline trained on Sfine and the
other methods trained on Sfine ∪Scoarse . The relative performance to the baseline
is in the brackets. We fix |Sfine | = 0.5|S| and set |Scoarse | to a) 0.1|S|, b) 0.2|S|
and c) 0.5|S|. The accuracy increases with the quantity of coarse-labeled data,
and our NN-H-RNCMF improves most the performance of the baseline.

RNCMF (baseline)
Stacked RNCMF
J-RNCMF
NN-RNCMF
H-RNCMF
NN-H-RNCMF

24.54 (1.00)
22.35 (0.91)
21.99 (0.90)
24.19 (0.99)
23.95 (0.98)
25.15 (1.02)

Table 5.5: Comparison of average accuracy in classifying coarse classes
Kcoarse . The baseline is trained on S for classification of Kcoarse , while other
models are trained to classify fine classes Kfine . The relative performance
to the baseline is in the brackets. The experiment is performed on the test
set with 150 images per coarse class. Metric learning is not used and we fix
|Scoarse | = |Sfine | = 0.5|S|. Our NN-H-RNCMF performs best and even outperforms the baseline due to the additional knowledge of subcategories.
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NCM [Mensink et al., 2013]
RNCMF (baseline)
H-RNCMF
NN-RNCMF
NN-H-RNCMF
|Sfine |

30.22
30.55
31.42
28.93
28.25

35.27
35.99
36.42
32.75
31.81

42.34
43.30
43.62
42.26
41.80

a) 0.1|S|

b) 0.2|S|

a) 0.5|S|

Table 5.6:
Average accuracy of proposed methods and state-of-the-art
NCM [Mensink et al., 2013] evaluated on the test set and performed with
Fisher vectors and metric learning on Sfine . Since metric learning on Fisher vectors [Mensink et al., 2013] does not generalize well to nearest neighbors (NN)
approaches. H-RNCMF outperforms NN-H-RNCMF, as well as the baseline
and [Mensink et al., 2013].

We set |Scoarse | = |Sfine | = 0.5|S| and use no metric. Table 5.5 shows that
the approaches which exploit the hierarchy (NN, H, NN-H) achieve the accuracy of the baseline and outperform other approaches which ignore hierarchical
relations (Stacked, J). Remarkably, NN-H-RNCMF outperforms the baseline,
showing that the additional knowledge of subcategories for 50% of the training
data helps to improve the classification of the categories, and that our model
makes good use of that extra information.

5.5.4

High-dimensional features

High-dimensional features like Fisher vectors have shown good performance
in image classification [Sanchez et al., 2013]. Hence, we also evaluate our
methods for classifying subcategories using the same Fisher vectors with metric learning as in [Mensink et al., 2013] instead of BoW features. The metric
METfine is trained with Fisher vectors on Sfine . In contrast to the BoW features,
the accuracy of RNCMF can be further improved when the upper
p bound for the
number of the class means sampled at each node |Kn | ≤ c |K| is increased.
We train the forests with c ∈ {1, 5, 10, 20} on Sfine , with |Sfine | = 0.5|S|, and
evaluate them on the validation set. The results in Fig. 5.4 show that increasing
the upper bound on |Kn | improves the accuracy. In the following experiments,
we use c = 10, which achieves near optimal performance with a gain in test
time complexity.
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Finally, we compare our approaches to the state-of-the-art NCM [Mensink
et al., 2013]. As in Section 5.5.1 and 5.5.2, we optimize the parameters for
RNCMF, H-RNCMF, NN-RNCMF and NN-H-RNCMF on the validation set.
The parameters do not change except that Kn is sampled 100 times per node
instead of 1000 times and the weighting parameter λ (5.6), which steers the impact of Ucoarse , increases to 100. For the evaluation on the test data, the amount
of coarse-labeled data is fixed to |Scoarse | = 0.5|S|, while |Sfine | varies. We
applied the metric METfine trained on the corresponding Sfine . The results are
shown in Table 5.6. In contrast to BoW features, nearest neighbours perform
poorly and reduce the performance of NN-RNCMF and NN-H-RNCMF. This
is consistent with [Mensink et al., 2013] where it is shown that a metric learned
on high-dimensional features does not generalize well to nearest neighbors approaches. For high-dimensional features, H-RNCMF therefore performs best.
We also performed preliminary experiments with 4096-dim. CNN features [?].
Since the features are pre-trained on the fine categories of ILSVRC 2012, the
results are not directly comparable to the other experiments. RNCMF as in
Table 5.1 achieves 74.18 accuracy and outperforms multiclass SVM [Akata
et al., 2013] (71.67) and NCM (66.02). Using the protocol as in Table 5.6,
NN-H-RNCMF achieves 69.95 (0.1|S|), 71.41 (0.2|S|) and 73.43 (0.5|S|) accuracy while the accuracy of RNCMF (baseline) is 68.49, 70.49 and 73.07,
respectively.

5.6

Conclusion

In this chapter, we have addressed the problem of learning subcategory classifiers when only a fraction of the training data is labeled with fine labels while
the rest only has labels of coarser categories. To this end, we proposed to
use Random Forests based on nearest class mean classifiers and extended the
method by introducing a regularized objective function for training. We also
experimentally showed that the additional training data with the category-only
labels improves the classification of sub-categories up to 22% in a large-scale
setting. Finally, we presented experimental evidence that the approaches taking into account the hierarchical relations between categories and subcategories
perform better than approaches ignoring these relations.
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a) # sampled sets K
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n

Avg. accuracy
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17.5
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b) # sampled {eκ }κ∈Kn per set
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Avg. accuracy

0.001 0
18

0.01

17
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c) regularizer weight λreg
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0.1
50
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# comparisons

Figure 5.2: The influence of a) the number of generated class mean subsets Kn
(10, 100, 500, 1000), b) the number of generated assignments {eκ }κ∈Kn per
set (10, 50, 100), and c) weighting parameter λreg (0.1, 0.01, 0.005, 0.001, 0) of
the regularization term in (5.5) on accuracy and test time efficiency, measured
by average number of comparisons per tree and image. While the number
of generated assignments is not a very sensitive parameter, generating many
subsets of class means and preferring smaller subsets through regularization
improves both efficiency at test time and classification accuracy.
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Avg. accuracy
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λ

Figure 5.3: The impact of the weighting factor λ which steers the impact of
Ucoarse . H-RNCMF outperforms J-RNCMF as it also considers hierarchical
relations between fine and coarse classes.
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Figure 5.4: Impact of the upper bound |Kn | ≤ c |K|. Average accuracy
and efficiency at test time measured by the number of comparisons (per tree
and image) are reported. The experiments are performed on the validation set
using Fisher vectors and a metric METfine learned on Sfine .

6
Object Proposals by Local Context
Priors
Efficiency is often a limiting factor in object detection systems, especially
when they are part of security-critical real-time applications. In this chapter,
we present a method based on Random Forests that significantly improves the
detection runtime, while preserving the high accuracy and recall of the detector. In contrast to a common approach that inspects every possible region in
the image, we predict and examine only the relevant parts of the scene. To that
end, the forests are instructed to learn relationships between local visual context and objects, which are later used to estimate the likely object locations in
the image. The method examined here has been introduced in our previously
published work [Ristin et al., 2012].

6.1

Introduction

Object detection is a well studied field in computer vision. While most works
have focused on improving the accuracy [Everingham et al., 2010], the computational burden of detectors is another important issue that needs to be solved.
Object detectors commonly process the image at different scales, where only
a small region of the image is processed for evaluating a single object hypothesis. In the extreme case, all possible rectangular regions, termed windows,
are checked for whether they contain an instance of the object class. Although
not all windows are classified in practice, a dense sampling of the windows
with a small stride is necessary to obtain a high detection accuracy [Dalal and
Triggs, 2005]. Since these sliding window approaches are very expensive, several strategies have been proposed for reducing the processing time.
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a)

b)

Figure 6.1: When presented with an image a), our algorithm sees patches which
might not contain any pedestrians, but whose visual appearance suggests that
there could be some pedestrians walking on the sidewalk below.
Among them, cascading [Viola and Jones, 2004, Felzenszwalb et al., 2010b]
is the most popular approach. It makes use of the fact that some parts of the
image can be easily discarded with simple features and classifiers, such that
a full processing of these image parts can be avoided. Cascading is specific
for a classifier and can significantly reduce the computation time at a small
expense of accuracy. When object detection is formulated as an optimization
problem, where one searches for instances with the highest detection score in
the full image, branch-and-bound techniques can be used to search the space
of windows more efficiently [Lampert et al., 2009a].
A different concept is followed by approaches that generate window proposals.
While sliding window can be regarded as sampling uniformly from the set of
windows, one can also learn a distribution over the set of windows that gives
a higher probability to parts of the image where objects are expected and a
lower probability to parts where objects are not expected. The advantage of the
sampling methods is that highly probable candidates are processed first, such
that the number of samples can be easily adapted to the available computational
resources.
Previous work on proposal generation [Zhang et al., 2011, Gualdi et al., 2010,
Rahtu et al., 2011, van de Sande et al., 2011, Alexe et al., 2010] has focused
on disregarding windows that do not contain the object. For instance, sky or a
building facade are ignored for detecting pedestrians. We propose to randomly
sample very few, but large image patches and extract information about the
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image context from each one of them based on appearance. These nuggets
of information are later combined to estimate a probabilistic prior distribution
over object location in the image. For instance, instead of ignoring a facade of
a building, it is a good indicator for pedestrians and their scales on the sidewalk
below (see Fig. 6.1).
In order to model local probabilistic priors from image context, we learn a regression from large local image patches to its closest annotated object from
training data. During testing, we combine the local probabilities from several
patches to obtain a distribution over the space of windows. In our experiments,
we show that on the challenging Caltech benchmark [Dollár et al., 2011] as
little as 0.2% of the windows need to be evaluated to achieve the same performance as processing all windows. Although local priors do not assume that the
recording settings for training and testing data are the same, as we will show
in a cross-dataset experiment, they can be combined with global priors if such
global information is available.

6.2

Related Work

The exhaustive search methods based either on the sliding window [Dalal and
Triggs, 2005] or on part-based models [Felzenszwalb et al., 2010b, Zhu et al.,
2010, Pedersoli et al., 2011] are well-established approaches for detecting objects and proved to be the state-of-the-art according to recent Pascal VOC challenges [Everingham et al., 2010]. The number of windows examined in an
exhaustive search, however, grows at least linearly with the number of image
pixels. Since the image needs to be upscaled for detecting small objects, the
time for inspecting all windows can exceed the runtime requirements of realworld applications already for images as small as 320 × 240 pixels even on
modern computers.
As there are usually far fewer windows containing an object of interest than
the windows without it, methods were developed based on a cascade of classifiers [Viola and Jones, 2004, Romdhani et al., 2001, Brubaker et al., 2006,
Zhang et al., 2007, Felzenszwalb et al., 2010a]. High-confident negatives are
rejected in early stages of the cascade and more computational time is spent
on windows that are more difficult to classify. The approach was improved by
studying various combinations of features and attained state-of-the-art speed
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performance at a reasonable accuracy rate for pedestrian detection [Dollár
et al., 2009].
While conventional cascade classifiers still have to inspect the whole set of
windows, the Efficient Subwindow Search (ESS) [Lampert et al., 2009a] and
its cascaded variant [Lampert, 2010] employ a branch-and-bound scheme to
inspect only relevant regions. It approximates the response of the original classifier over a region by analytically derived bounding functions. For object detection, the image is first split into large regions and the search then continues
recursively in the region ranked highest. The recursion stops when the window
with the highest score is found. Since the performance of ESS depends on the
tightness of the bounding functions, it has been also proposed to estimate the
bounding functions [Lehmann et al., 2011].
Other methods focus on an efficient selective search for candidate windows
which then serve as input for a classifier. In [Gualdi et al., 2010], it was proposed to estimate a likelihood function over the windows based on the response
of some classifiers. The method refines the likelihood step-wise using Monte
Carlo sampling to specifically draw samples from regions where target objects
are more likely. Each refinement stage employs a more accurate and computationally more intensive classifier. This method basically combines coarseto-fine search with cascading. The work in [Zhang et al., 2011] employed a
two-stage procedure. In the first stage, separate classifiers are applied, one for
each aspect ratio/scale. The windows are then ranked by a pre-trained ranking classifier. In [Vedaldi et al., 2009] and based on [Chum and Zisserman,
2007], the authors learn to predict candidate windows from discriminative visual words. The approach of [Hoiem et al., 2008] estimates surface orientation
and camera viewpoint to predict the scales and positions of the objects in order
to improve the accuracy of object detectors. Since making these estimations in
a general setting is still a very difficult problem, the method is not applicable
for general, time-critical applications.
Another line of methods follow a somewhat different bottom-up approach most
prominently pioneered by [van de Sande et al., 2011, Uijlings et al., 2013].
They begin by oversegmenting the image by an unsupervised technique into
locally coherent regions, so called superpixels. In the next step, similar superpixels are gradually joined into larger regions, i.e. image segmentations.
These segmentations are finally used as a basis for a selective search to propose candidate windows. The authors of the original method [van de Sande
et al., 2011] greedily join the neighbouring regions based on pre-defined rules
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to obtain the final pyramid of segmentations. The greedy local search for objects can be extended by a global search, formulated as several graph-cut problems by the authors of [Rantalankila et al., 2014]. In [Manen et al., 2013], it is
proposed to replace the greedy approach by a randomized version of Prim’s algorithm. Moreover, similarities between neighbouring superpixels are learned,
as opposed to pre-engineered rules used by [van de Sande et al., 2011]. As an
alternative to Prim’s algorithm, level sets of a geodesic transform has been proposed in [Krähenbühl and Koltun, 2014] to find coherent object regions, where
the distance between two neighbouring superpixels is defined by the likelihood
of object boundary (obtained as probabilistic output of Random Forests trained
to detect general edges). Note that object proposals based on hierarchical segmentation does not allow overlapping objects. To overcome this limitation,
and obtain more versatile proposals, a method first presented in [Carreira and
Sminchisescu, 2012] and further improved in [Humayun et al., 2014] generates
object proposals based on multiple bottom-up segmentations and ranks them
in a verification phase based on their less local mid-level features.

Yet another family of approaches pursue the concept of “objectness”, first introduced in [Alexe et al., 2010, Alexe et al., 2012] and defined as the probability
of a window containing an object of all classes of interest. The original method
proposed in [Alexe et al., 2010] trains a naı̈ve Bayes model to distinguish windows with high “objectness” from windows containing background based on
multiple cues. Given a testing image, windows on a regular grid are scored
based on saliency. Candidate windows are then sampled from a distribution
given by the saliency scores and the trained model. In [Rahtu et al., 2011],
an initial set of about 105 windows is generated based on super-pixel segmentation of the image and a global prior distribution estimated from the training
images. These windows are then ranked, and 100 or 1000 windows most likely
to contain an object are selected. In general, feature extraction is the common
bottleneck in these “objectness”-based approaches, and need to be reduced to
allow real-time applications. Surprisingly, often simple features such as concatenated norms of gradients over a window resized to 8 × 8 pixels suffice
to obtain good performance, as was showed in [Cheng et al., 2014]. In order
to score the windows, another very efficient method presented in [Zitnick and
Dollár, 2014] uses edges detected by Random Forests which examine Haar-like
features (cf. Section 2.2.3). The “objectness” of a window is then determined
according to how many contours are wholly contained in the window.
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In contrast to previous approaches for proposal generation that focus on disregarding local image parts that are unlikely to contain an object, we propose
a complementary approach where local image parts predict the occurrence
of the closest object as shown in Fig. 6.1. While our approach uses image
context to reduce the search space to promising windows, there are various
methods that employ scene context or inter-object relations to boost the detection accuracy [Torralba et al., 2010, Desai et al., 2009, Divvala et al., 2009,
Sadeghi and Farhadi, 2011, Li et al., 2011]. This is, however, not the focus of
this work.

6.3

Proposing Object Locations

Due to the high variation of objects with respect to image position, size, and
aspect ratio, the number of image regions, termed windows, that need to be
classified in order to detect an object, easily exceeds 1 million for a single
image. In particular, detecting pedestrians on a wide range of scales as in the
Caltech benchmark [Dollár et al., 2011] is very expensive. In this work, we
investigate a method to reduce the number of windows to be evaluated in order
to get the same results as commonly used detectors like [Dalal and Triggs,
2005] that process all windows.
The sliding window principle can be formulated as sampling from the set of
all windows W, where a window is denoted by W = (x, y, w, h) with (x, y)
being the center of the window, w the width, and h the height of the window.
The sampling is performed according to a distribution p(W |I), which depends
on the image I. Each window is then classified according to a probability
p(κ|W, I) or a scoring function that gives high values to windows that are tight
bounds around an instance of the object class κ. Although not all detectors are
probabilistic, we use the probabilistic formulation:
p(κ|W, I)p(W |I).

(6.1)

For sliding window detectors, p(W |I) is a uniform distribution over W. We
aim to learn a distribution p(W |I) that gives a higher probability to image
regions where instances of the object class κ can be expected from the context.
In our case, the probability is not modeled globally over the full space but
locally over local image patches P(~y ) located at ~y as illustrated in Fig. 6.1. In
this way, we do not have to process the full image first and can thus compute
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very efficiently local priors over W from local image information. Another
advantage is that the sampled patches do not need to include the objects of
interest. Instead, the context gives information where relevant objects could
be. For instance, the building in Fig. 6.1 gives information that the closest
pedestrians are expected below the building. In order to handle N local priors,
we combine them by
p(W |I) =

1 X
p(W |P(~yi )),
N i

(6.2)

where ~yi = (xi , yi ) and p(W |P(~yi )) = p((x − xi , y − yi , w, h)|P(~yi )).
(6.3)
The right hand side of (6.3) models the relative location of a window with
respect to the patch location ~yi . In this way, the probability becomes invariant
to global translations. The context is also not learned explicitly, but implicitly
and directly from the image data. Hence, the approach does not require any
expensive computation and the prior (6.2) can be computed within 10ms as we
will show in the experiments.
For learning the local priors, we use regression forests [Breiman, 2001] that
have been previously applied to a variety of regression problems in computer
vision [Criminisi et al., 2010, Gall et al., 2011, Fanelli et al., 2011, Girshick
et al., 2011]. A general overview of the regression forests is given in Chapter 3.
In the sequel, we outline the learning procedure of the priors and its application
for object detection.
6.3.1

Training

For learning a local prior p(W |P) given an image patch P, we have to collect some training pairs (Pi , Wi ). To this end, we randomly sample fixed-size
patches Pi from images that contain at least one annotated object. For each
patch, we then search for the closest annotated bounding box (x, y, w, h), with
(x, y) being the center of the bounding box, to the patch center ~yi and use the
relative position as window:
Wi = (x − xi , y − yi , w, h).

(6.4)

In some cases, the closest bounding box does not correspond to the closest
expected occurrence of an object. For instance, a building on the left hand
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side of a street might be associated with a pedestrian on the right hand side
of the street since the training image captured only a scene where a pedestrian
appeared on the right hand side. In order to enforce locality and reduce noise
since not all plausible locations and scales of the objects are annotated, we only
take patches that have at least some overlap with an annotated bounding box;
see Fig. 6.1.
Having collected the training pairs (Pi , Wi ), we learn a regression forest following the training procedure outlined in Chapter 3. For each tree in the forest,
we select a random subset of our training data and train each tree recursively.
To this end, we generate at each node n a set of binary tests. Each test t is
defined by a random feature and a random threshold and splits the training data
arriving at the current node. We evaluate the splitting quality of each test t
using the information gain U :
U (t) = H(S n ) −

X
k={−1,1}

|Sk (t)|
H (Skn (t))
|S n |

(6.5)

where H denotes the entropy, S n the samples arriving at the node n and
Skn (t) the split sets of S n obtained by test t. For efficiency, we use a Gaussian approximation of the distribution over W as in [Criminisi et al., 2010,
Fanelli et al., 2011]:
H(S n ) = 2 (1 + log (2π)) +


1
log |ΣW | ,
2

(6.6)

where ΣW is the covariance matrix of the windows W in the set S n .
Once the optimal split which maximizes the information gain is found, the
parameters of the test function are stored at the node and the construction of
the tree continues recursively on the two subsets given by the split. As soon as
the number of samples arriving at the node is below a threshold or the maximal
depth is reached, a leaf node is created. At each leaf, we store the mean W and
covariance matrix ΣW of the windows W ending in the leaf during training.
6.3.2

Testing

For testing, we randomly sample a set of patches P(~yi ) from the image as
illustrated in Fig. 6.2. Each patch is then passed through the random forest
consisting of L trees, ending in a leaf l for each tree. Based on the normal
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distributions p(W |l) = N (W ; W l , ΣW
l ) stored at the leaves, we compute the
average of the leaves as in Section 3.3 and obtain the normal distribution given
the patch P(~yi ):

p(W |P(~yi )) = N (W ; W , ΣW ),
1X
W =
(xl + xi , y l + yi , wl , hl ),
L
l
1 X W
Σl .
ΣW = 2
L

(6.7)
(6.8)
(6.9)

l

Since the regression forest models only the relative location of the windows,
we have to add the patch center ~yi = (xi , yi ) to the mean in (6.8). To obtain a
full distribution over the set of windows W, we combine the local priors of the
sampled patches P(~yi ) by a sum of Gaussians (6.2).
In order to use the local priors for object detection, we generate N samples
from the distribution and run an object detector on the image regions of the
sampled windows. Note that the local priors are specific to an object category,
but not to any detector. For each sampled patch P(~yi ), we sample ρ windows
from the corresponding normal distribution (6.7). Keeping the overall number
of windows N fixed, the number of sampled patches P(~yi ) is then given by
N
ρ . The parameter ρ is basically a trade-off between sampling locally based on
(6.7) and exploring the full image by sampling more patches; see Fig. 6.2.
While (6.2) weights the Gaussians uniformly, we have also investigated to
weight the Gaussians based on the variance. To this end, we weight each
P
1
Gaussian p(W |P(~yi )) by wi ∝ log(|Σ
W |) , where
i wi = 1. This is motivated by the observation that leaves with high variance are less confident about
the location of the closest objects than leaves with low variance. Therefore, the
weighting focuses the local sampling on the patches that are more confident.
In our experiments, we observed that the weighting of the Gaussians improves
the results slightly for small sample sizes, but the difference to (6.2) becomes
negligible for larger sample sizes.
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a)

b)

Figure 6.2: Example illustrating the local prior method. a) Exploration patches
(blue) are generated uniformly at random and suggested windows (cyan) are
sampled from the estimated distributions. b) Hits (ground truth is painted
green, hits are painted purple).

6.4

Experimental results

We focus our evaluation on three challenging datasets. The Caltech pedestrian detection benchmark [Dollár et al., 2011] contains real-world sequences
captured with a camera mounted on a car. The publicly available dataset consists of about 1M frames in 640 × 480 pixel resolution, split over a training
and a testing set. A few example images are shown in Fig. 6.3. We followed the evaluation protocol of [Dollár et al., 2011] and used the settings
“reasonable” and “overall”. The corresponding sets will be referred to as
caltechreasonable and caltechoverall . For the parameter evaluation, we did
not use all the frames, but subsets (every 300th frame; 402 frames in total).
300
We denote them caltech300
reasonable and caltechoverall . The second dataset for
pedestrian detection is taken from [Leibe et al., 2007]. It was recorded from a
mobile platform in an urban environment and contains 290 annotated images.
We rescaled the images from the resolution 384 × 288 to 640 × 480 pixels. We
will refer to this dataset as amsterdam and use it only for testing. We also
evaluated our method on PASCAL VOC 2007 and 2006 [Everingham et al.,
2010] to further examine the performance on other object categories and nonurban environments. In the following figures, the mean value and standard
deviation are reported over five runs.
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a)

b)

c)

d)
Figure 6.3: Results on images from Caltech pedestrian benchmark [Dollár
et al., 2011] obtained by our method with ρ = 20, Haar features, and 5,000
sampled windows. Each image triple consists of: 1) ground truth (green), 2)
suggested windows hitting the ground truth (purple), 3) density over the centers
of the windows. a) The sidewalk area is correctly detected. b) 5,000 samples
are not enough to obtain good hits for the pedestrians. c) Pedestrians are correctly recognized in an indoor setting. d) The method correctly detects that
pedestrians are less likely to appear in the middle of the street.

6.4.1

Caltech

We chose patch size to be large relative to the image and fix P to 256 × 256
pixels. As image features, we use histograms of gradients [Dalal and Triggs,
2005] (HOG) or generalized Haar features [Dollár et al., 2007] which can be
efficiently implemented using integral images [Crow, 1984]. We will refer
to these features as Haar features. As a pre-processing step before feature
extraction, patches are down-sampled to the dimension of 128 × 128 pixels.
The regression forests have been trained with 5 trees, where each tree was
trained on a random subset of 450 images containing at least one pedestrian.
From these images, 50,000 patches P were extracted for training. For the
training of a single node, 30,000 random tests were assessed. The minimal
number of patches arriving at a leaf was set to 10 and the maximum tree depth
was set to 20.
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Figure 6.4: a) Log-average miss rate with respect to parameter ρ. b) Logaverage miss rate with respect to the weight of the global image coordinates
(pos.). Parameter ρ was fixed to ρ = 20. Both experiments were evaluated on
caltech300
reasonable with HOG features and in conjunction with HOG classifier.
Fig. 6.3 shows a few example results from caltechoverall . Given an image, the
method computes the distribution consisting of a sum of Gaussians over the
windows W = (x, y, w, h). The figure visualizes only the distribution over
(x, y). The distributions change depending on the image. While the distributions in Fig. 6.3a) and b) focus on the sidewalk which is nearly horizontal in
these images, the distributions in c) and d) cover a larger area of the image.
Since the sampled windows are limited to 5,000 in this example, some of the
pedestrians are missed in b) although the estimated distribution is reasonable.
For quantitative evaluation, we classified the proposed windows using a SVM
classifier and histogram of gradients features as in [Dalal and Triggs, 2005]. In
our experiments, we used the OpenCV implementation of [Dalal and Triggs,
2005]. We will refer to it as classifier HOG. Although our method can generate continuous values for the windows, we limited the results to the set of
windows generated by the sliding window approach in order to provide a fair
comparison. We used a multiplicative scale stride of 1.05 and positional stride
of 4 pixels. For the “reasonable” setting, the image scale range was [0.5, 2.5]
and for the “overall” setting, it spanned [0.5, 5.2].
In Fig. 6.4a), we show the performance with respect to the parameters ρ and
the number of sampled windows N from the prior distribution. As measure,
we use the log-average miss rate as in [Dollár et al., 2009]. As one can see,
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Figure 6.5: Performance comparison evaluated on a) caltechreasonable and b)
caltechoverall using the classifier HOG. The local context priors were trained
on corresponding caltechreasonable and caltechoverall datasets.

the miss rate decreases with an increasing number of sampled windows. The
impact of ρ can be said to be negligible up to a certain level. For the rest of the
experiments, we used ρ = 20 as parameter for the local priors (LP 20).
To evaluate the impact of the patch size, we varied the patch size for LP
20 HOG with 10k windows on caltechreasonable . The log-avg. miss rates
were: 0.79 (32×32), 0.75 (64×64), 0.74 (128×128), 0.74 (256×256), 0.72
(384×384). This shows that the impact of the particular size is rather small as
long as the patches are reasonably large. The patch size of 256×256 is used
for the rest of the experiments.
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Figure 6.6: a) Comparison of miss rate / false positive per image curves evaluated on caltechreasonable with classifier HOG in a single run (log-avg. miss
rate is indicated in the legend). The global prior (GP) and sliding window are
used as base lines. The number of suggestions is indicated as suffix. The best
performance is achieved by local priors combined with global image coordinates. b) Evaluation on amsterdam in “reasonable” setting with local priors
trained on caltechreasonable . Methods relying on global features fail, while
the ones based only on local features successfully adapt.
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In Fig. 6.7a) and 6.5, we compare our method with the sliding window approach on the Caltech dataset using classifier HOG. While the sliding window approach processes about 1 million windows in “reasonable” setting, LP
20 with HOG features requires only 10,000 - 50,000 windows to achieve a
comparable performance. This corresponds to 1.1%-5.4% of all windows. In
the “overall” setting (Fig. 6.5b), the computational advantage of our method
becomes even more pronounced as the search space grows larger with the increasing number of scales: sliding window processes 5 million windows, while
our method needs to inspect only 0.2%-1.0% thereof for a comparable performance. Since also detecting small objects is of utter importance for many
real-world application like driver assistance systems [Dollár et al., 2011], the
“overall” setting is highly relevant.
We compared HOG features with Haar features for learning the local priors.
While the Haar features perform worse than the HOG features, the Haar features are 9 times faster to compute.
The local priors were also compared to a global prior (GP). It has been shown
that spatial Gaussian priors are the most important cue for modeling visual
attention [Judd et al., 2009]. Hence, we model the global prior as Gaussian over
the set of windows given in absolute spatial coordinates and estimated from
the training annotations. Since in Caltech dataset the camera was mounted
on a car, sampling from the global prior already improves the sliding window
approach. Therefore, we combined the global and local priors by adding the
absolute (x, y) coordinates of the sampled training patch centers as additional
features for learning the regression forests, where the impact of the local image
features (HOG) and the global image coordinates (pos.) were weighted. The
results for different settings are shown in Fig. 6.4b). Learning only with image
coordinates corresponds to learning a global prior, which performs worse than
HOG combined with patch position. Fig. 6.7 and Fig. 6.5 show that the global
information improves the local prior for this dataset and performs as good or
better than the global prior. The miss rate / false positive per image curves
computed for a single evaluation run are shown in Fig. 6.6a).
In order to show that the learned priors are not specific to a detector, we
employed a state-of-the-art classifier [Felzenszwalb et al., 2010b] (referred
here as classifier DP). The evaluation with the classifier DP is presented in
Fig. 6.7b). When Fig. 6.7a) and Fig. 6.7b) are compared, it becomes evident
that the classifier DP has a lower miss rate than the classifier HOG, which
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agrees with the results presented in the literature [Dollár et al., 2011]. The
performance of our method changes accordingly.
We report here the average runtime of our method in conjunction with the classifier HOG. Sliding window approach took 18s to inspect 932k windows in
“reasonable” setting, and 84s in “overall” setting (single-threaded; Intel Core
i7-2600K CPU with 4 GB RAM). For benchmark, we used our method to sample 5k windows and run a classifier over them. The generation of windows
(ρ = 20) with HOG features took 90ms and with Haar features 10ms, respectively. Adding location coordinates to the features did not affect the average
runtime. Overall, our approach requires 0.8s for the “reasonable” and 1.3s for
the “overall” setting, which corresponds to a runtime reduction by a factor of
23 and 65, respectively. Since the local priors are computed in few milliseconds, they can be used to speed up faster detectors like [Dollár et al., 2009] or
to use slower, but more accurate detectors.
Finally, we evaluated on caltechreasonable the benefit of a regression compared
to a classification that just discards parts of the image. To this end, a random
forest with HOG features was trained to discriminate patches containing objects with the same settings as before. During test time, we ranked patches on
a dense grid and thoroughly explored the best ones by sliding window. The
inspection stopped at 50k inspected windows. The classification with log-avg.
miss rate 0.78 for 256×256 and 128×128 patch size performs worse than the
regression LP 20 HOG (Fig. 6.5). When we ranked the patches based on the
classification, but sampled windows with LP 20 HOG, the performance did not
differ significantly for a patch size 256×256. For 128×128, however, the performance improved for 5k windows: 0.71 (5k), 0.70 (10k), 0.66 (50k). This
shows that the combination of ranking or discarding image parts with predicting the scale and location of objects using a regression is worth to be explored
more in detail in the future.

6.4.2

Amsterdam

To evaluate the generalizability of the local prior, we have performed a crossdataset experiment. To this end, the local prior was trained on caltechreasonable
and applied to amsterdam. The evaluation protocol and the parameters are the
same as for the Caltech dataset. The results are presented in Fig. 6.6b). Due to
variability in camera position, the global prior (GP) completely fails, while the
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local priors LP 20 without global features still perform well, thus indicating
that the local prior does not overfit to the dataset bias in contrast to the global
prior.

6.4.3

PASCAL VOC

In order to demonstrate that the approach also generalizes to other categories
than pedestrians in urban environments, we have evaluated the approach on
PASCAL VOC 2007 dataset [Everingham et al., 2010].The evaluation protocol “comp3” was followed. The local priors were trained individually for each
class on the “trainval” sets and applied to the respective “test” sets. Patch
size was set to 128 × 128. Prior to feature extraction, patches were downsampled once. Classifier DP [Felzenszwalb et al., 2010b] was used for the
classification. In contrast to the pedestrian datasets, the performance of the
Haar features is slightly better than the HOG features. While the HOG features capture shape better than Haar features, which is very important in urban
environments, the Haar features also capture color information, which is a useful cue for the general categories. We therefore report results only for Haar
features. Table 6.1a) shows the comparison with [Felzenszwalb et al., 2010b]
as baseline, a related method for window proposal [van de Sande et al., 2011]
and a branch-and-rank approach [Lehmann et al., 2011]. Except for one category, we outperform [Lehmann et al., 2011] in terms of average precision (AP),
while we match the performance of [van de Sande et al., 2011] in many categories, but at significantly lower runtime cost. Our approach requires 7 ± 2ms
for proposal generation whereas [van de Sande et al., 2011] takes at least 8s for
the segmentation.
Due to the subsampling of window space, our approach misses some objects
(see Table 6.1a)), but also removes some false positives. Since [Felzenszwalb
et al., 2010b] is not perfect, subsampling can therefore even increase the AP. As
the number of sampled windows increases, the AP converges to the baseline.
We evaluated our method with the same parameter settings on PASCAL VOC
2006 [Everingham et al., 2010] to compare its sampling performance with two
other selective search methods [Zhang et al., 2011] and [Lampert, 2010]. As
in [Zhang et al., 2011, Lampert, 2010], we use the area under overlap-recall
curves as measure. Both reference methods proposed 1,000 windows. The
results are presented in Table 6.1b). We outperform [Lampert, 2010] on all
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but two categories and get close to the state-of-the-art [Zhang et al., 2011] on
some categories. While [Zhang et al., 2011] and [Lampert, 2010] require at
least 400ms on average, our method is by more than a factor of 57 faster and
requires only 7ms.

6.5

Conclusion

In this chapter, we presented a method for generating window proposals based
on the local context. It sparsely examines the image and incorporates the
knowledge extracted from a patch even if it does not contain an object of interest. While the approach generalizes well and can be successfully applied
across datasets and for various categories, it can also be adapted to make use of
global a priori knowledge. The experiments show that it achieves the detection
performance of a computationally expensive exhaustive search in a fraction of
the time. The approach also achieves competitive results compared to state-ofthe-art approaches for proposal generation, but at significantly lower runtime
cost.

a) VOC 2007, AP
LP 20 Haar 1k
LP 20 Haar 3k
[Felzenszwalb et al., 2010b]
[van de Sande et al., 2011]
[Lehmann et al., 2011]
[Alexe et al., 2010] (2k windows)
11.3
9.8
11.1
12.4
13.2
-

Plant
10.0
10.4
12.5
9.9
1.7
-

11.4
11.8
15.0
12.5
0.6
-

Boat

Bird
b) VOC 2006, AUC
LP 20 Haar 1k
LP 20 Haar 3k
[Zhang et al., 2011]
[Lampert, 2010]

Dog

10.1
10.4
9.9
10.3
0.2
-

Table
Cow

67.7
72.3
71.1
63.7

67.1
71.7
72.8
63.4

51.7
57.7
65.5
41.7

51.5
56.4
67.9
44.2

63.0
67.7
69.9
58.5

Sheep
Bicycle

71.7
75.8
71.1
71.8

Cat
Bus

59.1
64.0
69.9
52.5

Car
74.9
78.6
73.2
76.7

Cat

Chair
52.9
58.4
66.6
49.6

Cow

64.6
69.1
70.6
58.8

Dog

68.5
73.2
70.7
62.4

41.1
42.7
44.9
39.7
22.5
-

29.6
33.5
42.3
29.1
14.2
-

27.3
33.8
41.8
41.3
18.4
-

30.2
32.7
34.3
33.2
15.3
-

29.7
30.8
28.9
31.6
17.3
-

Bottle
11.5
15.7
25.4
14.5
9.1
-

Aeroplane
Horse

16.9
17.8
24.2
22.9
10.8
-

Sofa
Motorbike

24.7
26.2
23.2
23.6
12.2
-

TV/Mon.
Person

14.3
17.0
22.6
17.9
3.3
-

Person
Sheep

20.3
20.1
19.3
19.1
17.6
-

Train
Mean

15.6
16.2
17.8
18.8
13.0
-

Bus
43.3
44.7
50.4
44.8
27.6
-

Motorbike
39.6
41.5
47.9
44.8
27.9
-

Horse
52.9
54.4
56.8
50.9
36.8
-

Car
39.7
43.1
58.1
50.1
29.3
-

39.7
46.0
58.8
52.7
22.4
-

Bicycle

Table 6.1: a) Comparison of performance on PASCAL VOC 2007 by average precision (AP). Our method outperforms [Lehmann et al., 2011] and [Alexe et al., 2010] and matches [van de Sande et al., 2011] at lower runtime cost. b)
Comparison of performance on PASCAL VOC 2006 in terms of area under overlap-recall curves (AUC). We generally
outperform [Lampert, 2010] and in some categories come close to state-of-the-art [Zhang et al., 2011]. Our method,
however, is at least by a factor of 57 faster.

26.0
28.0
32.3
29.0
15.7
22.4

Mean

114
6. O BJECT P ROPOSALS BY L OCAL C ONTEXT P RIORS

7
Conclusion
In this thesis, we adressed different important aspects of large-scale image
recognition. We presented three particular methods built on top of the Random Forest framework. First, we considered how training time can be reduced
in a dynamic setting where previously unseen image classes emerge over time
and need to be integrated into the system. Second, we proposed to make our
classification system more robust by including coarse-labeled samples in the
training process. Third, we studied an approach for proposing likely object
locations which reduced the runtime of a recognition pipeline by decreasing
the number of image regions which need to be inspected. In Section 7.1 we
give a summary of the contributions presented in this thesis. In Section 7.2 we
discuss some of the possible directions for future research.

7.1

Contributions

In the following, we highlight the relevant components, results and insights
gained during the design and experiments with our methods for large-scale
image recognition.

Incremental Learning
Many earlier classification approaches considered ontologies to be static, i.e.
the set of image classes that a system is required to recognize is assumed given
and unchangeable. The volume and velocity of the acquisition and sharing
of new visual content provoked part of the research community to consider a
more dynamic scenario, where new categories of images appear and need to
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be included into the recognition system. In line with somewhat surprising findings [Deng et al., 2010, Mensink et al., 2013] which suggest that simpler classifiers outperform more complex ones on large-scale classification, we showed in
Chapter 4 how to adopt two simple classifiers, nearest mean classifiers (NCM)
and linear support vector machines (SVM), as splitting functions for our classification forests. We studied four different update strategies for integrating the
samples of new classes into the model by making changes at different points
of the trees: 1) by updating leaf statistics (ULS), 2) by incrementally growing
trees from leaves on (IGT), 3) by re-training complete subtrees (RTST), and 4)
by updating inner nodes and re-using subtrees (RUST). Various experiments
were performed on a large and challenging ImageNet dataset (1.2M images,
1,000 classes), and average classification accuracy, test time and training time
were measured. The results suggested that update strategies had an important
impact on all three measurements, as opposed to the order of the incrementally
added classes and their initial number which exercised little influence. Trees
obtained by updating the leaf statistics (ULS) were fastest to train and evaluate, while their performance was the poorest one due to the fixed and shallow
tree structure. In contrast, we observed that the other three strategies (IGT,
RTST, RUST), all of which additionally made changes to the tree structure,
successfully adapted to the new ontologies. However, a trade-off had to be
met between accuracy, on one side, and test and training times, on the other,
when choosing the optimal update strategy (IGT being the fastest, and RTST
the most accurate, with RUST in-between). While the simplest strategy, ULS,
already outperformed some of the more complex alternative approaches such
as nearest neighbours, the other update strategies outperformed the state-ofthe-art by a significant margin. Most notably, they attained almost the same
accuracy as forests trained with the full data, while taking only hours instead
of days to train even when initialized with very little data (samples of 10 to 20
initial classes). Our proposed approaches to incremental learning thus proved
themselves suitable and practical for a large-scale dynamic setting.

Vertical Transfer of Knowledge
Big data sets, such as ImageNet, cover a great variety of image classes with
an ontology represented by a deep class hierarchy. While training samples
abound for coarse image categories, they become sparser and sparser as we
refine these categories into finer subcategories. Training a classifier for fine
classes thus becomes difficult. In Chapter 5, we introduced five methods based
on Random Forests (Stacked RNCMF, J-RNCMF, H-RNCMF, NN-RNCMF,
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NN-H-RNCMF) which aimed to improve the accuracy of the classifier for
fine classes by considering additional coarse-annotated training samples. Each
method treated this extra data in a different way. Stacked RNCMF first trained
a forest to classify coarse classes. The main forest was then trained to distinguish fine classes, whereas its input was extended with the probabilities over
coarse classes obtained from the former forest. J-RNCMF and H-RNCMF
modified the optimization criterion optimized during the training of the forest by adding a term which involved the coarse-annotated samples. While JRNCMF disregarded information about the class hierarchy, H-RNCMF took
into account hierarchical relations between the categories and subcategories.
NN-RNCMF followed a nearest neighbour approach and inferred fine labels
of the extra samples by their nearest neighbour contained in the main training set of the fine-annotated samples. NN-H-RNCMF combined NN-RNCMF
and H-RNCMF by considering both the information about the fine classes
of the nearest neighbour and hierarchical relations between coarse and fine
classes through the extended optimization criterion. We experimentally evaluated the proposed methods on a subset of ImageNet (encompassing 143 coarse
classes, 387 fine classes and 487K images). With 1K-dimensional Bag-ofWords (BoW) features used to represent images and only as little as 50% of
the original fine-labeled data at its disposal, NN-H-RNCMF almost attained
the accuracy of the forest trained with fully-annotated data and outperformed
other methods including the state-of-the-art. Additionally, it also achieved the
same accuracy in classification of coarse classes as a forest specifically trained
for that task. For an extra computational cost, we learned a distance metric
during the training phase and applied it as a pre-processing step which further
boosted accuracy. A combination of better features (4K-dimensional Fisher
vectors) and learned metric improved the accuracy even more. In contrast to
lower dimensional features, nearest neighbour approaches failed with Fisher
vectors, which made H-RNCMF the best-performing method in this particular setting. Therefore, when simpler features were available, NN-H-RNCMF
was the method of choice, while in case of more complex features, the optimal method was H-RNCMF. Given the small amount of neccessary refined
labeling, our proposed approaches were particularly useful in scenarios that
involved costly re-annotation of a large training set. Importantly, these reannotation costs could be reduced by half with almost no loss in accuracy.

Object Proposals by Local Context Priors
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The main goal of an object detector is to determine the presence, the location
and the scale of the objects in an image. A common approach achieves this
through an exhaustive search, where each possible location and scale is examined and classified. Such a procedure represents a heavy computational burden
due to a large search space that needs to be explored. Instead of processing each
object hypothesis on a dense grid, we investigated in Chapter 6 of this thesis an
alternative approach based on selective search which generated and evaluated
only a small set of relevant object hypotheses. For that purpose, we used regression forests and instructed them to propose object locations upon examining the
local visual context of an image subregion. In particular, the probabilistic output of the forest yielded a probability distribution over object hypotheses. We
sampled from this distribution to obtain the resulting subset which was then
passed to the classifier. By adjusting the number of samples, we could meet a
trade-off between recall and computational efficiency in a natural way. Since
the context of smaller image regions already sufficed to propose satisfactory
object locations, our method did not have to examine the content of the whole
image which brought about an additional efficiency boost. The automatic feature selection during the training of the forest allowed us to easily integrate
prior knowledge and use computationally economic features such as Haar-like
features. Moreover, our approach was designed to be detector-agnostic, so that
it could be readily employed with a wide assortment of existing object detectors. We evaluated the proposed method on two datasets recorded in an urban
environment (most notably, the large-scale Caltech Pedestrian dataset consisting of 1M images with annotated pedestrian locations) and two datasets representing general object categories. We observed a trade-off between accuracy
and speed depending on the different features used to represent local visual
context. While Haar-like features were faster to evaluate (10ms per image),
HOG features were more accurate (90ms per image). We improved the speed
of the overall detection pipeline based on an exhaustive search by a factor of
up to 65, with little or no loss in recall. While our approach closely matched
the performance of the state-of-the-art in terms of accuracy and recall, it was
much faster (up to 800 times).
By means of the proposed method, long video sequences spanning millions
of frames can be processed in a relatively reasonable time (0.8 fps), while
a conventional detection system would take uncomparably longer (0.05 fps).
Particularly this property makes our generation of object proposals based on
the local context an indispensable component in practical systems that need to
process streams of images on a large scale within a limited time budget.
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Outlook

In this section, we carve out some of the possible extensions of the proposed
methods and ellaborate ideas for future research.

Incremental Learning
On-line learning. The design of our approach was restricted to scenarios for
incremental learning, where only samples of new classes appeared. The samples of the previously observed classes, on the other hand, are assumed static,
i.e. no new information about these classes is expected to appear. Such an
assumption does not hold for scenarios commonly encountered in production
settings, and a more practical system would have to consider situations where
new data for already seen classes can indeed appear. This would require development and improvement of the current update strategies. In particular,
some of the existing on-line methods for updating splitting functions need to
be explored in light of combined data coming from both new and previously
observed classes.
Incremental change of features. As time passes by and the classification
model evolves by integration of increasing number of new classes, the features
used to represent visual content would become unsuitable. Namely, the characteristics of the new classes would not be captured by initial features anymore,
and a different set of features would be more applicable. To allow for gradual
evolution of features, one could re-train the splitting nodes with new feautres
whenever they underperform a certain optimality threshold. Alternatively, the
pool of the splitting functions generated during the training of an inner node
could be extended by including a random choice of feature sets.
Extinction of classes. While in this thesis we addressed only cases where new
classes are integrated into the model, it is plausible to expect certain image
classes to become obsolete and thus they need to be removed. We could delete
the evidence of a class in a straightforward manner by updating the leaf statistics accordingly. A more sophisticated approach would be to consider which
part of the tree structure could be traced back to the training samples of the
class non grata and implement corresponding structural changes. For example, the subtrees where samples of this class were concentrated could undergo
a re-training procedure.
Automatic discovery of new classes. In the proposed approach to incremental
learning, the information about the new classes was expected to be provided in
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a supervised manner. Such a requirement involves a lot of effort on the part of
the user, since new training samples need to be manually annotated. It would
therefore be beneficial if a system could be incrementally updated through an
unsupervised procedure. After training the forest with an initial training set of
manually labeled data, an improved method would be able to decide whether
the newly presented and unlabeled training samples belong to the previously
integrated classes or represent a new class. In the latter case, the user would
be asked to identify the new class and assign a label to it. The tree structure
would finally be updated by using one of the proposed strategies.

Vertical Transfer of Knowledge
Ontology as directed acyclic graph. Our proposed method for vertical transfer of knowledge assumed a strict class hierarchy, i.e. the transfer is effected
from coarse categories to finer subcategories whose relations are given as a
multiary tree. Modern datasets, such as ImageNet, represent a complex vortex
of class relations unrepresentable by a tree. In a usual setting, one fine subcategory can have not only one but multiple coarse categories associated with
it, producing a structure best represented by a direct acyclic graph. Thanks
to the flexibility of the forest training procedure, this additional relational constraint could be easily integrated into our apporach by modifying the optimality
criterion used for the evaluation of splitting functions. For example, all fine categories which refine the same coarse category would be considered as a group
and constitute a separate term within that optimality criterion. Since a sample
of a fine class now comes with multiple coarse labels, an appropriate normalization needs to be applied in order to avoid problems with overcounting.
Multi-tier hierarchy. So far, we only focused on a scenario where image
classes were refined in a two-tier structure (from categories to subcategories).
Such a two-tier balanced hierarchy is not often expected in practice. In particular, we can well presume that sometimes only a subset of categories needs to
be refined. Moreover, while some of the categories remain unrefined, further
splits at some of the subcategories can also be expected, as they are refined
into even finer subsubcategories. To include this specific multi-tier hierarchy
into our approach, we could adapt the optimilaty criterion in a similar way to
what we suggested above. We could directly extend the current criterion and
compute information gain over classes residing at the same level in the hierarchy. Nevertheless, such a criterion would probably not befit a very inbalanced
hierarchy, and a better alternative for such a setting would be to compute information gain over sets of classes that share a common coarse class.
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Incremental refinement of classes. Whenever a class refinement occurs, our
forests need to be re-trained from scratch to accomodate the new refined annotation of the training data. As we already discussed in Chapter 4, it is important
that a practical recognition system is able to handle a dynamic scenario, since
re-training at each introduction of new samples or labels leads to excessive
computational costs. Thus it would be very interesting to see how a fusion between update strategies presented in Chapter 4 and the proposed methods for
vertical transfer would perform. Mind that implementing such a combination
would require only little effort, since the optimality criterion used to pursue
the transfer of knowledge from categories to subcategories could be directly
plugged into our techniques for incremental learning.
Supervised features. Deep convolutional neural networks (CNNs) provide us
with informative features obtained by supervised training that recently achieved
superb accuracy on large-scale datasets [Krizhevsky et al., 2012]. It would
therefore be interesting to evaluate the performance of our approaches compared to other complex features such as Fisher vectors described in Section 2.3.2.
If we trained CNNs only with the training data of the fine subcategories, the
resulting features would suffer from over-fitting and lack discriminativity. To
overcome this issue, we could first learn CNNs on the abundant samples of the
coarse categories, and then fine-tune the networks to the scarse samples of the
fine categories.
Variable misclassification penalties. Most applications in image recognition
aim at classifying images among the finest classes. In some cases, as [Deng
et al., 2012] point out, classifier responses at such a concrete level are unnecessary or even undesired. For example, even though a system is uncertain which
precise subcategory to assign the given sample to, it is possible that the accurate subcategory can be determined. While misclassification at coarse classes
is usually more penalized than the one at fine classes to enforce specifity, allowing responses which are more accurate though more general could be expected
to significantly improve overall user experience. The different penalization
schemes could be introduced into our system with little adaptations. We could
re-formulate the optimality criterion and assign unequal weights to individual
terms in the information gain computed over classes at different abstraction
levels. In order to enable our forest to give more abstract responses, we could
estimate class statistics not only at the leaves, but at the inner nodes as well.
A post-processing algorithm would then decide how deep the decision tree is
traversed and strike a trade-off between accuracy and specifity.
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Object Proposals by Local Context Priors
Depth information. Depth represents important cues for ground-plane estimation, sky detection etc.. These nuggets of information can help us to estimate
the global scene configuration, which is a good predictor of object locations,
as already noted in the work by [Hoiem et al., 2008]. Since wide-spread sensors like Kinnect already provide depth as an additional channel in RGB-Depth
images, they can be fed to our object proposal pipeline without any modifications. Moreover, additional information, like the estimated parameters of the
ground-plane, can be included into our model much like we considered prior
distribution of object locations. It would be particularly interesting to develop
strategies with improved performance on top of our method, which use depth
to guide our system to patches with more relevant local context (e.g. regions
depicting sky or buildings).
Conditional Random Forests. While our approach to proposing object locations is already capable of using prior information, we could develop it further
in spirit of conditional Random Forests introduced in the work of [Sun et al.,
2012] and [Dantone et al., 2012]. Assuming that meta-data such as environment type is provided, we would first learn an extra forest to efficiently, but
vaguely estimate the scene category (e.g. garage, outdoor, highway etc.). The
prediction of the scene type would extend the prior information which is then
supplied to the main forest. Mind that this global information about the image
would be able to resolve certain ambiguities. For example, even though we
recognize a sidewalk while examining the appearance of a patch, the context
of a sidewalk differs significantly between environments. While we could expect most pedestrians to walk only the sidewalk in a street scene, in a garage
of a busy airport terminal pedestrians should be expected everywhere (and not
only on the sidewalk).
Temporal information. In most cases it is realistic to assume that videos
are temporally consistent, i.e. that no sudden changes of visual content occur
between two consecutive frames. This temporal stability could be used to improve both the efficiency and accuracy of our proposed method. In order to
achieve a more efficient algorithm, certain patches could be re-evaluated only
occasionally, since local context can be expected not to change abruptly. For
better accuracy, we could use the information that an object has been persistently detected in the previous frames as an important extension to our knowledge of the local context. For example, we could make use of the fact that
people usually stroll in groups and walk the same surfaces (e.g. sidewalks in-
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stead of roads). Even if we fail to recognize the local context, the previous
detection of an object could be a good indicator for other objects in the current
frame.
Ranking of proposals. The object proposals generated by the our system are
assigned equal priority, i.e. they are all treated as equally promising for object
detection. In settings where computational budget grows and shrinks over time,
we need to decide which object hypotheses to evaluate first and which to disregard if the alloted budget has been consumed. In order to select the most relevant subset of the object proposals, various ranking criteria are possible. We
could learn to distinguish regions where object detectors are generally accurate
from those where the object detection almost certainly fails. The proposals
falling into the former region would henceforth be ranked higher. Although
this would inevitably diminish recall, it would still minimize the overall loss
in accuracy. A different criterion based on risk is required by security-related
applications. Namely, locations deemed as critical would be prioritized, especially regions where missing an object would involve a higher threat. For
example, a pedestrian detection system of an autonomous vehicle should never
miss pedestrians in front of the vehicle, while failing to detect the people walking on the sidewalk would be less problematic.
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