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Abstract
Computing mappings between spaces is a very general problem that appears in
various forms in geometry processing. They can be used to provide descriptions
or representations of shapes, or place shapes in correspondence. Their applications range from surface modeling and analysis to shape matching, morphing,
attribute transfer and deformation.
This thesis addresses two particular mapping problems that are of interest in the
field, namely inter-surface maps and parameterizations. We focus on methods
that are suitable for user-guided applications – we do not consider automatic
methods, that do not leave space for the user to control the result. Existing methods for the particular sub-problems that we are studying often either suffer from
performance limitations, or cannot guarantee that the produced results align with
the user’s intent; we improve upon the state of the art in both those respects.
The first problem we study in this thesis is that of inter-surface mapping, with
given sparse landmark point correspondences. We found that an efficient solution
to this otherwise difficult topic emerges if one reformulates the mapping problem
as a problem of finding affine combinations of points on the involved shapes.
We extend the notion of standard Euclidean weighted averaging to 3D manifold
shapes, and introduce a fast approximation that can be used to solve this problem
much faster than the state of the art. We showcase applications of this approach
in interactive attribute transfer between shapes.
Next, we move on to the problem of surface parameterization. Here, we study the
problem from the application point of view of surface remeshing; a popular way
to generate a quadrilateral mesh for a given triangular mesh is to first compute a
global parameterization, which is guided by a tangent vector field. This field then
determines the directions of the quadrilateral edges on the output mesh. In order
to design such a direction field, recent methods to tackle the problem are based
on integer optimization problems, which often suffer from slow performance and
local minima. We reformulate the problem in a way that the field design problem becomes a linear problem. We also add more flexibility by allowing for nonorthogonal directions.
Still on the same problem of field-aligned surface parameterizations, we notice
that the standard way of producing fields –namely, an optimization only focused
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on field smoothness– does not necessarily guarantee that the resulting quadrilateral meshing will be what the user intended in terms of edge directions. This is
due to errors introduced in the post-processing of the field, during the later stages
of the remeshing pipeline. This renders such fields suboptimal for user-guided
meshing applications. We extend our efficient reformulation of the field design
problem to generate fields that are guaranteed to not introduce such further errors, and thus make sure that the users obtain the expected results. Additionally,
we allow users more flexible control, by supporting assignment of partial constraints for only some of the directions.
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Zusammenfassung
Die Berechnung von Mappings (Abbildungen) zwischen Räumen ist ein sehr allgemeines Problem, welches in verschiedensten Formen in der Geometrieverarbeitung vorkommt. Mappings können zur Beschreibung und zur Repräsention von
Formen verwendet werden, sowie auch um Übereinstimmungen zwischen Formen zu finden. Solche Mappings lassen sich auf unterschiedliche Weise anwenden, u.a. beim Modellieren und der Analyse von Flächen, Morphing, Matching
zwischen Formen, Deformation oder Übertragung von Attributen (z.B Texturen)
zwischen Formen.
In dieser Doktorarbeit werden zwei Probleme in diesem Bereich behandelt, die
von besonderem Interesse für die Geometrieverarbeitung sind, nämlich Abbildungen zwischen Oberflächen, und Parametrisierungen von Oberflächen. Im Gegensatz zu komplett automatischen Methoden, betrachten wir in dieser Dissertation vor allem Methoden, die speziell für interaktive Applikationen konzipiert
sind, nämlich solche, die der Benutzer aktiv beeinflussen kann. Bestehende Methoden für die betrachtenden Probleme leiden oft unter schlechter Performance
oder können nicht sicherstellen, dass das Ergebnis der Absicht des Benutzers entspricht. Im Bezug auf beide diese Limitierungen verbessern wir den State of the
Art.
Das erste Problem, das in dieser Arbeit betrachtet wird, handelt von Mappings
zwischen Oberflächen, wobei eine kleine Menge von übereinstimmenden Punkten gegeben ist. Wir schlagen eine Reformulierung dieses Problems vor. Das
heisst, es müssen jeweils Affinkombinationen von Punkten auf den entsprechenden Oberflächen berechnet werden. Das reformulierte Problem kann damit effizienter gelöst werden. Dafür muss das Konzept der Mittelwertberechnung im
euklidischen Raum auf 3D Mannifaltigkeiten erweitert werden. Wir führen eine
Annäherung ein, die es erlaubt, das Problem viel schneller als bestehende Methoden zu lösen. Wir zeigen Anwendungen dieses Ansatzes für das interaktive
Übertragen von Attributen zwischen dreidimensionellen Formen.
Dann betrachten wir das Problem der Oberflächenparametrisierung. Wir untersuchen dieses Problem im Hinsicht auf Oberflächen-Remeshing. Ein oft angewendeter Weg, um ein Vierecknetz für ein gegebenes Dreiecknetz zu bekommen, ist
zuerst eine globalle Parametrisierung zu berechnen, welche durch ein tangentes
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Vektorfeld bestimmt wird. Dieses Feld bestimmt die Richtung der Kanten des
Vierecknetzes. Um ein solches Feld zu berechnen, lösen neueste Methoden ein
Integer Optimisierungsproblem, diese leiden aber häufig unter einer schlechten
Performance und lokalen Minimas. Wir formulieren das Problem der Vektorfeldberechnung so um, dass es ein lineares Problem wird. Durch das Zulassen von
nicht orthogonalen Richtungen, erhöhen wir zusätzlich die Flexibilität.
Im Rahmen desselben Problems, haben wir bemerkt, dass der standardmässige
Weg Felder zu berechnen –nämlich, eine nur auf die Feldglätte fokussierte
Optimierung– nicht garantiert, dass das resultierende Vierecknetz den von Benutzer vorgesehenden Kantenrichtungen entspricht. Dies geschieht durch Abweichungen, die während der Nachbearbeitung des Feldes auftreten, also in einem
späteren Schritt der Remeshing-Pipeline. Deswegen sind solche Felder suboptimal für benutzergesteuerte Anwendungen. Wir erweitern unsere effiziente Umformulierung des Feldberechnungsproblems, sodass keine solche Abweichungen
auftreten, und erreichen damit, dass der Benutzer das erwartete Resultat erhält.
Zusätzlich erlauben wir den Benutzern eine flexiblere Kontrolle, indem nur eine
der zwei Kantenrichtungen vorgegeben sein muss.
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C H A P T E R

1

Introduction
Mappings, namely functions that take elements from one space to elements
of another, are a very general concept that is ubiquitous in all sorts of applied science; visual computing is no exception. Even the formation of twodimensional images can be thought of as the result of a mapping process
where a combination of three-dimensional geometry and light parameters
are mapped onto pixels of a planar image; an image itself is a mapping
between the pixel coordinates and the color components. Designing such
mappings is a fundamental operation at the heart of numerous algorithms
and applications. Various problems in image processing and computer vision, such as image matching, image-based tracking, image retargeting and
image-based texture synthesis can be cast as applications of the more general
problem of mapping two instances of the planar image domain to each other.
In the more traditional computer graphics realm, ubiquitous concepts such
as parametric freeform surfaces, light fields and texture maps are instances
of mappings between spaces; recently, a new and extensive set of applications of mappings has emerged in the domain of deep learning, where new
and descriptive representations of data are computed by embedding (=mapping) the input data into an appropriately designed high-dimensional space,
where similarities and differences can be more easily determined, with applications in object recognition and inference.
This thesis studies mappings used in geometry processing. Here, we are typically interested in surface mappings, where one of the two spaces involved
is some representation of a shape. The typical parametric representation of
a shape as two-dimensional manifold in three-dimensional space is in itself
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Introduction
a mapping between some planar region and the ambient three-dimensional
space. Volumetric representations of shapes, such as the ones that consider
a shape as a level set of an implicit function, also involve some concept of
mapping a portion of 3D space onto the real line.
Relevance of Mappings in Geometry Processing. Mappings can be used
to obtain new representations of the shape that are more compact, more informative, or easier to work with. For example, the problem of surface parameterization involves mapping a three-dimensional shape onto the plane
– many mathematical operations are much more straightforward to perform
on the plane than on a non-trivial manifold in 3D space, and their results
can then be transferred onto the surface using the inverse mapping. Model
reduction techniques such as principal component analysis and multidimensional scaling provide more succinct ways to encode the geometric appearance of shapes. The extraction of pointwise shape descriptors essentially
also involves mapping the shape onto a higher- or lower-dimensional space,
where shapes can more reliably or easily analyzed and/or compared. Alternative representations of shapes involve mappings from a parameter space
onto the shape itself – deformable parametric shape models, skeletal representations of shapes, mappings between the shape and its ambient 3D space
used in animation and deformation, all fall under this category, and are often the preferred representation for applications such as animation, tracking,
and matching.
On the other hand, mappings can be interpreted as a way of establishing correspondences between the mapped spaces. Various applications of surface
parameterization can be thought of as instances of this particular concept of
correspondence – for example, texture or bump mapping is a way of transferring colors or geometric details from parts of the planar domain onto the
corresponding parts of a three dimensional surface. Another typical example is inter-surface mappings, where a shape is partially or entirely mapped
onto another. Given a new shape, determining how its various parts map
to those of other known shapes allows inferring information that helps to
recognize the shape’s identity and function [vKZHC11]. Additionally, having such mappings can enable interpolation and morphing between shapes,
example-based shape modeling, as well as registration between shapes, necessary e.g. when trying to infer a global shape from its parts. With the
increasing amounts of 3D data made available through recent advances in
scanning technologies, as well as the increase in the complexity and detail
currently achievable through modern shape modeling and design tools, the
need for transferring and reusing attributes between shapes (e.g.. textures,
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geometric details, animation parameters) is becoming imperative; this kind
of transfer can trivially be seen as a consequence of inter-surface correspondences. Along similar lines, once we have matched a set shapes, we can
easily analyze and process them simultaneously. This can enable setting up
large shape collections where the various instances of a given shape, while
exhibiting large shape variations between them, are still in some way compatible with each other, and can e.g. be discretized/remeshed/edited in the
same way.
In this thesis we will look at maps between two discrete surfaces and mappings from surfaces to the plane, i.e. parameterizations. Our shapes are represented by piecewise linear triangular meshes – that is, our discrete surface
is a collection of planar triangles, every triangle locally providing a linear
approximation of the surface by a plane. Given this surface representation,
we compute mappings that are also piecewise linear. Namely, computing a
map from one discrete mesh to another involves computing for each vertex
of the first mesh a location (which can be inside a triangle) on the second
mesh. Similarly, parameterizing a discrete mesh involves finding appropriate planar coordinates for each vertex of the mesh.
Computing good mappings. In the context of inter-surface maps and parameterizations, defining what constitutes a “good” or meaningful mapping
often depends on the task at hand; however, there does exist a set of shared
goals and objectives that is typically addressed directly or indirectly in the
literature. An important goal [HPS08] is obtaining bijective (invertible) maps,
where each point on the domain of the map corresponds to exactly one point
of the map’s image. Maps not having this property can pose problems e.g.
during transferring attributes from the source surface (be it the plane or a
source mesh) to the target. In some cases, the bijectivity requirement can be
weakened, requiring only local rather than global bijectivity – for example,
some applications of planar parameterization can, with some modifications,
handle global domain overlaps, but do require that the planar mapping of
any sufficiently small region of the source mesh is bijective. This condition is
violated when the mappings of adjacent mesh triangles intersect, in this case
the parameterization is said to “fold over” or contain “triangle flips”; much
of the related literature [APL14, SKPSH13, SLMB05, SS15] explicitly aims at
avoiding such flips.
A different measure for quantifying the quality of a mapping has to do
with the distortion introduced by the map. The mapping process typically
changes the geometric shape of the triangles, resulting in angle and area
distortion. Mapping techniques typically try to minimize the distortion for
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the whole mesh. Isometric mappings (i.e. ones where the edge lengths are
preserved and no distortion is introduced) do not generally exist between
arbitrary shapes and are thus the hardest to obtain. Instead, maps that minimize other measures, such as the angular distortion (shear), triangle area
distortion, or stretching are commonly sought after [HPS08].
Robustness is another criterion for judging the quality of mappings. For example, it is a minimum requirement that the output of the mapping process
does not change if the shape undergoes an rigid motion (rotation/ translation). More generally, for some applications it might be desirable that the
mapping is invariant to isometric transformations of the input shape i.e.
transformations where the lengths between points of the input shape are
the same before and after the transformation [BCBB14]. Robustness to some
amount of noise in the input shapes and/or small topological shapes is often
also considered an advantageous quality.
One issue that we believe is critical when assessing the merits of the various
mapping algorithms, is their directability and their ease of use, which determines their applicability in practical scenarios. In this context, the aspects
of controllability, expressiveness and efficiency are high-level criteria to consider when designing a suitable mapping. Expressiveness and controllability refer to the ability of the map to take into account and capture (what the
user thinks are) important properties of the shapes – geometrical or other,
depending on the application). For example, when mapping one shape to
another, it is usually desirable that visually matching features should map
to each other. For parameterizations, having the isolines of the parameterization align to prominent features of the shape is often considered a plus,
since it will lead to well aligned texture mappings or – as we will see in the
coming chapters – aligned remeshings. In practice, such shape properties
are presented in the form of constraints, that the mapping should adhere to.
Such constraints can be positional (e.g. certain points on a shape should be
mapped to specific locations), vectorial (e.g. the direction of change of the
mapping should be aligned to a given curve), or other. The level of compliance to those constraints (i.e. how controllable the mapping is) then is
key to determine if this particular mapping is usable. Naturally, for maps
to be used in practical applications, performance (efficiency and scalability)
of the mapping calculation is also of importance. This does not only refer
to the efficiency of the mapping but also to how well it scales for shapes of
increasing resolution.
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1.1 Topics in this thesis
This thesis contributes to the mapping literature by presenting three algorithms for two specific subproblems in this field: inter-shape mapping and
parameterization. In both cases, we aim at producing algorithms that are
practical for supervised mapping applications – this means that both efficiency and controllability have to be taken into account. The presented
methods provide new formulations of the underlying problems that enable
more efficient solutions. User interaction and directability is also a key aspect of this work; instead of focusing on fully automated methods, which
leave little for the user to control, the proposed algorithms keep the user in
the loop and let them guide the mapping process.

1.1.1 Dense Maps between 3D surfaces
Mapping two or more shapes to each other in a meaningful way is a fundamental task in shape analysis and geometry processing. Recent advances
in the state-of-the-art systems for 3D modeling, scanning and storage have
led to an explosion in the amount, and complexity, of available 3D models
and data. As a result, large-scale shape collections have emerged [tri, sha],
and with them the need for cataloging, indexing and efficiently querying for
shapes (often represented by different data structures and stored under different formats). Robust algorithms for computing meaningful mappings –
through which shape similarities can be quantified – can greatly contribute
towards that goal.
On the other hand, with the increase in the complexity of the created content
comes an increase in the artist time involved in the creation process. This
has led to an increasing demand for frameworks that facilitate reusing and
repurposing this content: leveraging existing content during the creative
process not only provides inspiration but also reduces design time and cost
significantly. Transferring and reusing attributes [SP04, KS04] meticulously
designed for one particular model onto another (e.g. textures, geometric
details, animation parameters, meshings) is one such example of content
repurposing; so is automatically predicting such attributes for new shapes
by examining and analyzing collections of ready-made shapes [JT05]. Both
these options can be realized by establishing mappings between the shapes.
Mappings also provide a way to combine datasets into new ones – for example, registering 3D scans towards creating full 3D models [RBS14], modeling new shapes by assembling parts of other shapes [FKS+ 04], or tracking
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the evolution of shapes over time, for learning animations or simulations
[BLW12].
We can differentiate between automatic and user-guided techniques. It is
possible, for example, to directly map the entire surface to another by directly writing down an objective function that measures some kind of intersurface distance [BBK06a] and optimize for it. The objective function can
for example be measuring how much pairwise distances between points on
one surface change when mapped onto the other surface, i.e. how far the
map is from being isometric. Other common approaches in designing intersurface maps involve pointwise descriptors of the two shapes – these descriptors can be e.g. quantifying the local variations and curvature of the
shape [GBAL09, SOG09, ASC11] . These pointwise descriptors can be single
numeric values, histograms, or even scalar functions defined everywhere
on the surface. In any case, similarities across the computed descriptors on
the two shapes are calculated, and the map is designed in such a way that
matching (similar) descriptors of the two shapes are mapped to each other.
An alternative to these automatic approaches is to have the matching features be provided by the user. Here, a standard approach [SAPH04, KS04,
OMMG10] is to start by a sparse, user-provided correspondence of landmark points or regions of the shapes and to extend it into a dense, global
mapping. The extension can be done e.g. by using the landmarks to split the
surfaces into a layout of appropriately designed patches, and then match between the patches [SAPH04, KS04, APL14]. Under restricting conditions on
the output map, the whole correspondence on the entire surface can sometimes be directly extrapolated from one correspondence [OMMG10].
Given the combinatorial nature of the shape-correspondence problem, such
inter-surface mappings often boil down to expensive optimization problems
or involved calculations of shape descriptors. This can in practice harm the
usability of the mapping. In this thesis, we focus on efficient, user-guided solutions: we present a method for computing dense correspondences starting
from user input, namely sparse landmark correspondences. We formulate
the correspondence extrapolation problem as a particular case of expressing
surface points as affine combinations of landmark points, and show how to
approximately solve this problem efficiently.

1.1.2 Planar Surface Parameterization
Planar surface parameterization (often simply called parameterization)
refers to the specific inter-surface mapping problem where one of the involved surfaces is a two dimensional Euclidean plane. The plane is then
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called the parameter domain; since the plane is a two dimensional entity,
computing a parameterization is equivalent to producing a pair of parameter functions (the planar coordinates) at each point of the surface. We can
distinguish between global parameterization (where the entire surface is
mapped to the plane), and local parameterization (where only part of the
surface around a given point is mapped to part of a plane). For globally
parameterizing surfaces that are not topological disks, cuts need to be introduced to make the mesh of the correct topology to be homeomorphically
mapped onto the plane. Parameterization is a ubiquitous problem in geometry processing, not only because of its direct applications, but also as a
very helpful building block used in algorithms targeting more complex geometrical problems. Direct applications of parameterization include texture
or general attribute mapping (e.g. bump/normal/displacement mapping),
transfer of attributes between shapes (if these shapes have been parameterized to the same domain), as well as fitting analytical surface patches
to the input discrete shape. In addition, various analysis and processing
tasks are significantly easier to perform on a planar domain than on a twodimensional manifold in space, due to the less degrees of freedom, the lack
of curvature, and the availability of better known mathematical machinery
from planar geometry and continuous theory; if a good parameterization is
available, it is possible to process a surface by performing the corresponding
edits in two dimensions and lifting them to the 3D manifold. The generality
of the parameterization problem explains the large amount of attention that
it has received in the geometry processing community [HPS08, SPR06], with
numerous methods designing different techniques and focusing on different
desired properties or specific applications.
A particular application of planar parameterization that we focused on in
this thesis is quadrilateral surface remeshing. While triangle meshes are
ubiquitous in computer graphics because of their simplicity and rendering
efficiency, there are certain advantages to using quadrilateral meshes for applications. Even at a high level, almost any shape naturally displays two
dominant local directions, corresponding to the directions of minimal and
maximal curvature. A quad meshing seems then as a more intuitive choice
for discretizing that shape, since we could then have the quad edges aligning
to those directions; on the contrary, in a meshing based on triangles, three
edge directions have to be set, and the direction of the third edge may not be
correlated to the geometric appearance of the shape. Indeed a quad mesh is
typically the meshing of choice for professional shape modelers [Tut13] and
as such, quad mesh modeling is supported in all major modern modeling
software packages. On the other hand, a layout of quads covering a surface
can be used for fitting tensor-product surface patches or NURBS, which is
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the surface representation most commonly used in industrial CAD/CAM
applications; while triangle meshes can also be transformed into parametric
Bézier surfaces, the latter are typically harder to use for detailed editing, due
to the more global support region of their control points. Quad meshes can
also be used to produce subdivision surfaces, which are better behaved than
their triangle-based counterparts [SL03]; such surfaces are commonly used
in the entertainment industry [Aca15]. Finally, quadrilateral /hexahedral
elements have been proved useful for finite element / finite volume simulation methods, and in some scenarios they are still preferred to triangles /
tetrahedra.
For remeshing surfaces, it is common [BLP+ 13] to first map the surface onto
a planar domain, using some parameterization scheme, then create the desirable meshing on the plane, and map it back onto the surface. For quadrilateral remeshings, the planar meshing is a regular grid of quadrilaterals,
which can be formed by tracing the isolines of the parameterization coordinates on the plane; the quad mesh edges are then formed by the intersecting
isolines, when mapped onto the surface. The choice of parameterization
is very important in this case, since any distortion present in the parameterization map will harm the regularity/uniformity of the appearance of
the meshing on the surface; in particular, a non-bijective map can cause the
remeshed surface to have inverted elements and folds not present in the
original surface. Additionally, when remeshing non trivial 3D surfaces with
arbitrary genus, boundaries and holes, the necessary cuts in the parameterization might introduce discontinuities of the mapped meshing across the
cut, which have to be avoided if the entire surface (including the regions
around the cuts) needs to be remeshed with a closed mesh. For quadrilateral meshing, it suffices that the directions of the planar regular grid, when
mapped onto the surface, agree in direction across the cuts up to a rotation
of (some multiple of) 90 degrees, and stitch up at the cuts [TACD06]– the
image of the grid will still look continuous in this case.
Other than the regularity of the grid pattern and the uniform appearance of
the grid elements, another often desirable quality of a quad mesh [BLP+ 13]
is alignment of the quad mesh edges to geometrical features of the shape
– for example, the curvature directions. This leads to more natural-looking
meshes for the input surfaces. In order to control the meshing directions,
as well as to control the size of the quad elements, it has recently become
common to use tangent vector fields to design global parameterization, and
through them quadrilateral remeshings. The field can be designed to align
in direction to the feature lines of the surface, and its magnitude controls the
spacing of the quad elements. The parameterization coordinates are then recovered from the field via integration – i.e., the field represents the gradient
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of the parameterization coordinate – , and the remeshing is done as usual
by tracing the isolines of the coordinates and recording their intersections as
quad mesh vertices.
In this thesis we present two algorithms for designing field-aligned parameterizations, based on user-provided input on what the directions of the parameterization isolines should be. In both cases the specific application of
quadrilateral remeshing was in focus. The presented works are applicable
to a supervised meshing scenario, where the aspects of controllability – in
this context, adherence to the user input – and efficiency are key. Both algorithms are based on a novel representation of tangent vector fields, which
makes the problem of calculating fields from user input significantly easier
from a computational point of view.

1.2 Contributions of this thesis
This thesis contributes one algorithm for computing a dense inter-surface
correspondence based on user-provided point constraints, and two algorithm for field-guided constrained parameterization and remeshing. The
specific contributions are outlined here.
Inter-surface maps via weighted averages
With a given sparse correspondence between landmark points on a pair of
shapes, it is possible to create a dense matching between the entire shapes
by extrapolating these correspondences using on-shape affine combinations.
Specifically, given two surfaces A and B
with matching landmark points, we can
map every non-landmark point from A
to a point on B as follows: a) express the
point on A as an affine combination of the
anchors on A, i.e. find weights for which
the point is a weighted average of the
landmarks on A and b) use those weights
on the landmarks of B and find the corresponding affine combination of those landmarks – this will be the matching point on B. This process is intuitive and simple, but it requires extending standard Euclidean weighted averages (affine combinations of points) to
non-Euclidean domains – we want the affine combination of points on a surface to still lie on the surface and not at some arbitrary off-surface location
of the ambient 3D space.
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This extension is described in the first chapter of this theses. Both the forward problem – computing the weighted average of given anchors on the
surface with given weights – as well as the inverse problem – finding the
weights with which a given target point is the weighted average of the
anchors – are addressed. Our formulation is based on the Frèchet mean,
which defines the average as the point on the surface that minimizes the
weighted sum of squared geodesic distances to the anchors. Since computing geodesics on meshes is prohibitively expensive for interactive applications, we instead choose to embed the mesh into a high-dimensional Euclidean space, where the Euclidean metric well approximates the geodesic
distance on the original 3D surface. With this metric, computing the Frèchet
mean is equivalent to first computing the standard Euclidean weighted average of the anchors in the embedding space, and then finding the closest point
to it on the embedded mesh (i.e. projecting). However, since we are dealing
with piecewise linear meshes, the standard Euclidean projection (and hence
the location of the average) is discontinuous near mesh edges; this is undesirable in applications. We thus introduce a new, smooth projection operator
that works in high-dimensional Euclidean spaces, and behaves similarly to
the Euclidean projection.
The focus of this work is on efficient computation, with implementations for
both subproblems that run in a few microseconds. This enables interactive
addition/removal/relocation of landmark points, while giving the user an
immediate mapping result as feedback. Few correspondences give a coarse
result – this is iteratively refined as the user adds more landmarks. Additionally, this approach can produce mappings even between surfaces of different
topology, and can also produce partial mappings between shapes.
Efficient field-aligned parameterizations
When using tangent fields for surface parameterization and meshing, a typical user interaction scenario includes the user selecting some locations on
the surface where they know what directions/magnitude the field should
have (inset figure), and marking those locations as constraints. The goal is
to obtain a field that aligns to those prescribed directions at the prescribed
locations, and from the field then recover a remeshing of the surface whose
mesh edges will also adhere to those constraints. The constraints can be
manually drawn, or they can be extracted e.g. from the principal curvature directions of the surface. The globally defined tangent field is then interpolated from those constraints. A typical requirement for the interpolation is smoothness, i.e. the field directions (and through them, the remesh-
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ing edges) should not change abruptly along the surface. For quadrilateral
remeshing, the type of field most commonly used is the frame field; this
is an tangent field consisting
of a set of four unordered
vectors (a frame) per surface
point, where the vectors are
pairwise collinear. A parameterization consists of two
scalar functions u, v defined on the surface, that map each point on the surface onto the 2D plane. As we saw before, these coordinates are computed
from the interpolated field via integration, i.e. such that the gradients of
the two functions u, v are aligned to two of the vectors of the frame field at
each point (non-collinear ones). After parameterizing, it is possible to obtain
the remeshing (a quad mesh) by tracing the isolines of the parameterization
function and recording their intersections as quad mesh vertices. Defining
smoothness for this object and optimizing for it can be a non-trivial task.
Computing how much a frame field changes between two neighboring surface points A and B often involves matching the four vectors at A to those
at B, and finding which matching introduces the least change in the frames
– this matching is typically represented via integer variables, which are also
optimized for during the smooth interpolation [BZK09, KNP07] . Such integer problems are notoriously difficult to solve, and render such methods
impractical for supervised meshing applications, where the user might need
to experiment with various inputs before finalizing the result and hence intermediate results should be rendered fast.
The second part of the thesis introduces an alternative representation of
frame fields, with which enforcing smoothness can be posed as a quadratic
optimization problem with linear constraints – such a problem only requires
solving a linear system, which is much faster than integer optimization. The
formulation is based on the idea of representing frames at each point as the
solutions of a complex polynomial, whose roots are the four vectors at that
point; as such it is an extension of the complex formulation in [KCPS13].
The frame field smoothness is then reformulated in terms of the coefficients
of the polynomials, which do not depend on the ordering of the four vectors,
and thus does not require computing matchings between frames at adjacent
points. Our approach has the additional benefit that it trivially extends to
arbitrarily many vectors per surface point (e.g. to obtain higher-order meshings), as well as to non-symmetric fields, where none of the directions are
collinear. We showcase possible extensions to this interpolation framework,
that enable specialized design of fields for particular applications: planar
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meshing for architectural design, or quad meshing with controllable angles
between the quad mesh edges for simulations and visualizations.
Integrable fields for aligned parameterizations
In this part the thesis we focus on the other aspect of controllability mentioned above; namely, the fact that the result of the mapping needs to align
well with the users’ intent. In the context of field-guided parameterizations
and meshings, the user expects that the edges of the final quad mesh created via the field-guided process will indeed align to the field directions that
they designed. However, this does not readily follow from most state of
the art methods. Recall that the coordinate functions u, v (the parameterization) are recovered from our fields via an integration step; this means that
our fields should each be the gradient of a scalar function defined everywhere on the surface. This integrability property of the field is not guaranteed a priori by simply interpolating a field from constraints. When trying to obtain a parameterization/remeshing from a field that is not integrable, the resulting parameterization isolines/quad mesh edges can deviate arbitrarily (inset, left) from the input field that the user designed.
On a simply connected surface (i.e. a surface where
every closed loop can be continuously contracted to
a point), the integrability requirement is equivalent
to ensuring that the field has zero curl everywhere.
Fields obtained via a smooth interpolation (even the
one described in the previous section) are not guaranteed to have this property; the curl is not directly correlated to smoothness.
We aim at obtaining fields with zero curl,
while preserving smoothness and alignment to user constraints. In particular we
focus on curl-free frame fields (four pairwise collinear vectors per point). Such a
field is curl-free if it can be broken down
into four curl-free vector fields. We show
that the naı̈ve way of optimizing for zero
frame field curl could again involve integer variables for matching between adjacent frames; to avoid hard integer problems,
we once again follow the principle of using
polynomials to represent the frame field, and formulate the zero curl condition in a matching-oblivious way. The resulting frame fields are integrable,
and thus the resulting parameterization isolines are perfectly aligned (inset,
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right) to the field directions. Additionally, our approach supports partial assignment of constraints; the user can prescribe only one of the two directions
of the field, with the other one freely optimized to improve distortion. This
provides a framework for more flexible control of the final meshing.

1.2.1 Structure of this thesis.
The remainder of this thesis is organized in 5 chapters. Chapter 2 presents
related work in the general fields of inter-surface mappings, field-aligned
parameterizations, and vector field design. It also lists the methods more
specifically related to the methods proposed and used in this thesis.
Chapter 3 presents our approach to inter-surface mapping using weighted
averages. It introduces the problem of computing affine combinations of
points on non-Euclidean spaces, and outlines the necessary mathematical
background for its continuous solution, the Fréchet mean . It then presents
our solution for discrete triangle meshes, and its various applications, including inter-surface mapping.
Chapter 4 presents an algorithm for vector field-guided mappings from surfaces to the plane (parameterization). It introduces our new complex polynomial representation of tangent vector fields on surfaces (N-PolyVector
fields), and showcases its application in parameterizations. The parameterizations are then utilized in architectural modeling and quadrilateral meshing.
Chapter 5 discusses our extension of this vector field design framework, designed to produce integrable fields, which are better fitted for parameterization. It includes a primer on the process of field-aligned parameterizations
and outlines the correlations between vector fields and parameterizations.
The concept of integrability is introduced – as expressed in our particular
polynomial representation of vector fields – and an algorithm for the generation of integrable 4-PolyVector fields is presented.
Chapter 6 concludes the thesis, summarizes its main contributions and outlines open problems and avenues for potential future work.

1.2.2 Publications
In the context of this thesis, the following publications were accepted and
presented at their respective venues. The core of this work has been implemented into the open-source geometry processing library libigl [JP+ 15].
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[PBDSH13] Daniele Panozzo, Ilya Baran, Olga Diamanti and Olga SorkineHornung, Weighted Averages on Surfaces, ACM Transactions on Graphics
(proceedings of ACM SIGGRAPH), 2013.
[DVPS14] Olga Diamanti, Amir Vaxman, Daniele Panozzo and Olga SorkineHornung, Designing N-PolyVector Fields with Complex Polynomials Computer
Graphics Forum (proceedings of EUROGRAPHICS Symposium on Geometry Processing), 2014.
[DVPSH15] Olga Diamanti, Amir Vaxman, Daniele Panozzo and Olga SorkineHornung, Integrable PolyVector Fields, ACM Transactions on Graphics (proceedings of ACM SIGGRAPH), 2015.
The following papers have also been published during the same period,
some of which handle various other mapping problems related to the ones
presented in this thesis.
[CDP+ 14] Alexandre Chapiro, Olga Diamanti, Steven Poulakos, Carol
O’Sullivan, Aljoscha Smolic and Markus Gross, Perceptual Evaluation of
Cardboarding in 3D Content Visualization, ACM Symposium on Applied
Perception (SAP), 2014.
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Olga Sorkine-Hornung, Synthesis of Complex Image Appearance from Limited Exemplars ACM Transactions on Graphics (proceedings of ACM SIGGRAPH), 2015.
[DMD+ 15] Endri Dibra, Jerome Maye, Olga Diamanti, Roland Siegwart and Paul
Beardsley, Extending the Performance of Human Classifiers Using a Viewpoint
Specific Approach, IEEE Winter Conference on Applications of Computer Vision (WACV), 2015.
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Related Work
2.1 Inter-Surface Mappings
There has been a lot of interest in placing shapes in correspondence or computing inter-surface mappings in the recent years, due to the large number of
practical applications that benefit from it, such as texture transfer and morphing. For recent surveys see [vKZHC11, BCBB14]. In the context of this
thesis, the most relevant case of shape matching is the one where the shapes
exhibit potentially significant diversity. In such a case, placing the shapes
in correspondence via simply rigid transformations [vKZHC11] is unlikely.
We therefore focus on non-rigid shape mapping and summarize here some
of the recent work.
A typical approach to representing global mappings between a pair of
shapes is via point-to-point correspondences; each point on the first shape
is matched to some point on the second shape. Given the combinatorial
nature of this problem, most methods [BBK06b, HAWG08, LF09, ATC+ 10,
TBW+ 11, SY11, SHCB11] first establish a sparse correspondence between a
set of landmark points or segments of the two shapes, and then extend this
correspondence to a dense point-to-point map on the entire surface. The
sparse correspondence can be user-provided [KS04, SAPH04] or automatically computed [HAWG08, KLF11, KKBL15], and the output can be exact or
fuzzy [SNB+ 12]. The computed map may be optimized to be as isometric as
possible [OMMG10] or as conformal as possible [KLF11].
The input to pointwise map design mapping methods often also comes in
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the form of pointwise descriptors of two shapes. The map is then designed
to match similar descriptors between the shapes – these descriptors typically quantify the local variations (e.g. curvature) of the shape. Often, these
descriptors are scalar functions defined everywhere on the surface; the mapping then is designed to match corresponding functions (descriptors) on the
two surfaces. Descriptors commonly found in the literature include mean
and Gaussian curvatures, autodiffusion functions [GBAL09], heat kernel
signatures (or their scale- and affine-invariant extensions) [SOG09, BK10,
RBB+ 11], wave kernel signatures [ASC11], conformal factors [BG08], integral volumes [GMGP05], or SIFT/HOG descriptors inspired by their equivalents in computer vision/image analysis [SKVS13, ZBVH09].
The dense mapping can be established from the sparse one by crossparameterizing both surfaces onto a shared base domain [PSS01, APL14,
APL15]. In [SAPH04], progressive meshes are used to find the mapping, while in [KS04] the meshes are simplified and parameterized on a
common base domain. Other ways to interpolate sparse correspondences
into dense ones include preservation of pairwise distances between points,
measured using a particular metric. Typical distance metrics include e.g.
euclidean [CZ08], geodesic [ASP+ 04, BBK06b, HAWG08, SY11], spectral
[JZvK07, MHK+ 08, SH10, OMMG10], stochastic [SdGP+ 15], or distances on
appropriate embeddings [LF09]. Finally, a block of work computes optimal
mappings by explicitly calculating a shape deformation [YLSL11] that will
match the landmarks onto each other, and finding the deformation that induces the least amount of distortion [ZSC+ 08].
An alternative to representing surface mappings via point-to-point maps, is
to instead consider matchings between functions defined on the two surfaces.
This is the key idea behind the recently proposed Functional Map framework [OBCS+ 12] and its extensions [OMPG13, ROA+ 13, HWG14]. Given a
mapping between function spaces, a point-to-point map can be recovered by
examining the mappings between appropriate indicator functions, centered
at each point of the input surface. The functional map can be shown to be
a linear map between function spaces, mapping the bases of the functions
spaces of the two surfaces onto each other; as such, it can be represented via
a (possible infinite-sized) matrix . Linear algebra machinery can then be employed to efficiently compute this matrix from constraints; this is the main
advantage of this approach. [PBB+ 13] also uses a functional map representation, and simultaneously optimizes for the sparse correspondence of landmark regions and the nearly isometric dense mapping that would enforce
it. Algebraic techniques are also used in the Soft Maps [SNB+ 12, HZG+ 12]
framework; however, in this case the point-to-point map is replaced by a
fuzzy probabilistic representation.
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Establishing maps between more than two shapes has also received attention recently; such maps are particularly useful for organizing, indexing and
retrieving shapes from large shape collections [HZG+ 12, HWG14, ROA+ 13,
ZKP10, NBW+ 11] An additional requirement for mappings to be applicable
in the context of large shape collections is that they should provide a consistent understanding of “what is the same” across the collection; in practice,
this means that mapping from one shape to another via various intermediate shapes should yield the same result as when the two shapes are mapped
directly.

2.2 Affine combinations of points on non-Euclidean domains
The mathematical basis for weighted averages in a general metric space is
the Fréchet mean [Car29, Fré48], also known as the Karcher mean [Kar77]
and the Riemannian center of mass. It is typically used with geodesic distance or other Riemannian metrics. However, geodesic distance is not C 1
and is sensitive to noise on meshes. Moreover, computing the geodesic distance is relatively costly [SSK+ 05], since it needs to be done exactly (small
errors in the distance can change the minimum location unpredictably), and
between arbitrary points on the mesh (not just vertices). This may preclude
recent fast approximate methods [Set96, XYH12, CWW13]. Instead, we use
a metric obtained by embedding the mesh in a high-dimensional Euclidean
space, which is smooth and very fast to evaluate.
Methods for computing the Fréchet mean have been developed on
spheres [BF01] and rotation groups [Pen98]. Methods for computing other
kinds of weighted averages have been proposed for different subgroups of
matrices [Ale02, Pál09]. Somewhat surprisingly, to the best of our knowledge, no efficient algorithms for computing the Fréchet mean have been
previously presented for general surfaces.
For the inverse problem, there generally exist more than one set of weights
for which given anchors average to a given point. For most applications, however, a particular weight vector is needed. Weights that vary
smoothly and have other desirable properties are known as generalized
barycentric coordinates. Their construction is a well-studied problem in
Euclidean space [Flo03, JSW05, JMD+ 07, LKCOL07]. Langer and colleagues [LBS06] define generalized barycentric coordinates on a sphere and
Rustamov [Rus10] on arbitrary surfaces as we do. However, the generalized
barycentric coordinate schemes that Rustamov uses are defined for polygons, while we have a set of anchors in no particular order. We therefore use
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a simple scheme generalizing a recent idea by Waldron [Wal11] and Moving
Least Squares (MLS). MLS interpolation has been generalized to surfaces
[JGR09] using geodesic distance, which has to be recomputed whenever an
anchor changes. Rustamov’s method suffers from the same drawback.
Prior methods have used interpolated tangent planes and normals at vertices to obtain smoother behavior on triangle meshes in 3D. The classical
example of such a method is Phong shading [Pho75]. Kobbelt and colleagues [KVS99] use projection along the Phong normal to construct multiresolution mesh hierarchies. Registration techniques [CM91] and other
methods [SGG+ 00] establish correspondences between nearby surfaces by
shooting rays in the interpolated normal direction from one surface to the
other. Phong tessellation [BA08] uses tangent planes at mesh vertices to replace triangles with quadratic patches for smoother display.
Other Applications
Since weighted averages can be used for a variety of tasks other than intersurface mappings and parameterizations ([ESG01, TT09]), we briefly review
the relevant literature for the most important applications of our framework.
On-surface deformations. Weighted averages on surfaces can similarly be
used to construct a mapping from a surface to itself and thus deform a signal
defined on it. An alternative method tailored to this problem was presented
by Ritschel and colleagues [RTD+ 10], who show various applications of onsurface deformations, allowing artists to control shadows, caustics and deform textures interactively. They simulate a piece of elastic cloth sliding over
the surface and use a specialized GPU solver to achieve interactive frame
rates. Constrained parameterization [HPS08] could also be used for the same
goal, but handling surfaces with genus greater than one is complicated and
computationally expensive.
Splines on surfaces. Buss and Fillmore [BF01] demonstrated spherical
splines as an application of their averaging operator. Spline curves on
general surfaces have been studied in a variational setting [HP04] , but
the necessary optimization is relatively costly. Jin and colleagues [JGR09]
defined curves on surfaces as iso-contours of an interpolated scalar field,
but again, the computational requirements are significant. Wallner and
Pottmann [WP06] introduced an averaging-based definition of splines over
smooth surfaces, where an averaging operator that produces points on the
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surface is defined. Their approach is to simply compute the weighted average in 3D space and project the result onto the surface. This however, can
be a poor approximation for an on-surface weighted average, and given the
lack of smoothness of the projection operator, the results can be less robust
and discontinuous on discrete meshes.

2.3 Field-Aligned Parameterization
The design and synthesis of tangent fields on surfaces has received noticeable attention in the geometry processing literature in recent years. Here, we
outline related work on tangent field design, with a focus on fields designed
for parameterizations and remeshings.
General Tangent Field Design
Vector Fields. The simplest type of a tangent fields is the classical vector
field, that consists of a single tangent vector per surface point. The design of
tangent vector fields on surfaces was pioneered in [ZMT06, FSDH07]. These
methods compute smooth fields that satisfy alignment constraints, and can
also generate divergence-free or curl-free fields. A recent method by Azencot et al.[ABCCO13], which is based on a functional representation, allows
joint design of fields on multiple surfaces, in addition to the design of symmetric fields.
Cross fields. A cross field defines, at each surface point, an unordered
set of four unit-length tangent vectors related by a rotation of p/2 radians. Cross fields were initially motivated in [HZ00] by an application in
non-photorealistic rendering, namely cross-hatching , where a set of four orthogonal directions is necessary at each point. Cross fields represent natural
quantities on surfaces, such as the principal curvature directions, but they
can alternatively be designed using a given set of constraints.
Higher-Order symmetric fields. Cross Fields were generalized to a wider
set of symmetries, e.g. N-Rotationally Symmetric (N- RoSy) fields of arbitrary degree N in [PZ07] and [RVLL08].
A defining feature of a tangent field (vector field or higher order) is its topology, namely, the positions of its singularities; in the continuous case, a singularity if a point on the surface where the tangent field vanishes. An N-
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RoSy field can be created by specifying its singularities [RVLL08, CDS10],
which can be useful for obtaining a particular layout of field directions. Alternatively, the field can be obtained by prescribing a sparse set of directional constraints and letting the topology emerge from a smoothing process
[BZK09, KCPS13] . A smoothness measure on N-RoSy fields can be defined
as the relative angle difference between the two vectors of adjacent vector
sets that have the smallest relative angle difference. Such smoothness can
be equivalently defined as the angle difference between any two vectors of
adjacent crosses up to an integer in-plane rotation by (a multiple of) p/2
[BZK09] , or by factoring out the symmetry using a complex representation
and complex powers to encode it [KCPS13]. The design of N-RoSy fields on
symmetric surfaces has been studied in [PLPZ12].
Non-orthogonal and non-homogeneous N-RoSy fields. N-RoSy fields do
not encode scale and anisotropy, and the angles between their vectors are
fixed to 2p/N. To lift the angle restriction and generalize integer matching, Zadravec et al. [ZSW10] generalize cross fields, allowing them to be
non-orthogonal, while focusing on the generation of conjugate vector fields
with strong restrictions on the allowed singularities. Non-orthogonal vectorfield design was further expanded in [LBZ+ 11], where permutation matrices were introduced and employed to represent the fields; however, their
method still requires explicit derivation of the matchings between the vector
sets on the two sides of a face. In order to avoid the hard, nonlinear and
integer program involved in finding these matchings, they replace it with
an equivalent (but still significantly involved) nonlinear problem involving
only real variables and periodic functions. [PPTSH14] introduces frame fields,
which are a composition of a cross field and a field of affine transformations
of the tangent planes. Frame fields can be used for anisotropic quadrilateral
remeshing with varying element size: the field induces an altered Euclidean
metric that leads to an anisotropic parameterization. However, the frame
field representation they introduce cannot be extended to handle vector sets
of arbitrary degree.
General Applications. The interest in methods for designing such fields
comes mainly from their applications in supervised meshing [KNP07,
BZK09, LLZ+ 11, TPP+ 11, CBK12, NPPZ12, BLP+ 13, CK14a, CK14b, MPZ14]
: the field directions are used as guidance for the edges of a new mesh
covering the surface. This is typically done via a global parameterization:
the input surface is mapped to the plane in such a way that the gradients of the parameterization functions align to the input field – this prin-
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ciple applies not only to quadrilateral remeshing [BZK09, PPTSH14] but
also to hexagonal [NPPZ12] and triangular remeshing. Such meshings commonly find applications in architecture. For example, cross fields are used in
[PBSH13] to estimate the flow of forces in self-supporting (masonry) structures. In [PHD+ 10], a particular type of field is constructed, which indicates
the density of geodesics at a point and in the direction it points to; such fields
can be used to segment a surface into panelizable parts, where wooden panels will not bend sideways. Another special type of non-orthogonal fields,
called conjugate direction fields, is of interest for designing meshes with planar polygonal faces, which is of immediate interest for the physical construction of low-cost structures made out of panels. Two directions are conjugate at a point on the surface if the second fundamental form applied to
those directions vanishes [dC76]; the design of such fields was studied in
[LXW+ 11, ZSW10] to create planar tilings for architectural applications.
Other than their meshing applications, as already mentioned, 4-RoSy fields
can be used to create non-photorealistic renderings based on a crosshatching pattern [HZ00, PZ07]; other applications in rendering and illustration have also been demonstrated [Zha13, CYZL14] . Tangent fields have
additionally been used for mesh segmentation [ZZCJ14] , design of distances
on surfaces [CHK13], texturing [RNLL10, ZZV+ 03], fabrication [CPMS14],
procedural modeling [LBZ+ 11] and constructing surfaces from 2D sketches
[IBB15, PLS+ 15]. Most of the methods listed above differ in terms of their
choice of representation of tangent fields, the desirable properties of the output vector field (e.g. alignment to user-provided constraints, smoothness, integrability, symmetry etc.) as well as the involved optimization techniques.
Tangent Fields for Quadrangulation
Field-guided quadrangulation approaches. Tangent fields can be used directly to create quad-dominant meshes, without computing an intermediate
parameterization, by tracing their separatrices [ACSD+ 03]. The resulting
quad-dominant meshes can be converted to pure quadrilateral meshes with
a step of Catmull-Clark subdivision. However, such methods can handle
singularities only by subdivision, without any control of quad quality near
the singularities. In light of this fact, quad meshes are usually computed
using a parameterization; the parametric domain is then regularly meshed
by a grid and lifted back to the surface [KNP07, BZK09, EBCK13, ECBK14].
The main difficulty in creating a quadrangulation over a general parameterization is that the parameterization must be seamless, i.e., close up on parameterization seams with perfect alignment and grid translation, in order for
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the quadrilateral mesh to be consistent. The gradients of such parameterizations are by definition curl-free everywhere, including across seams, and
in addition integrate into integers around singularities for grid consistency.
Seams can be avoided by assuming a rotational symmetry between the gradients of the parameterization functions, by using a periodic trigonometric
representation [RLL+ 06]. However, this only applies when the goal is a conformal parameterization represented by 4-RoSy fields, and cannot be easily
generalized to frame fields.
A completely different approach to mesh quadrangulation consists in designing scalar functions whose Morse-Smale complex is a quadrilateral grid
on the surface [DBG+ 06, ZHLB10, LHJ+ 14]. Unfortunately, aligning to constraints is difficult to achieve in this setting. To the best of our knowledge,
the only methods that guarantee perfect alignment of the mesh edges to (arbitrarily many) user-defined constraints require extensive manual input, e.g.
in the form of sketches [TPSHSH13, CK14a].
Integrability. To the best of our knowledge, the approach of Ray et al.
[RLL+ 06] is the only method that explicitly attempts to improve the integrability of a vector field prior to using it in the computation of a field-aligned
global parameterization. Ray et al. propose to rescale the vectors to minimize
the curl as a heuristic that improves the integrability, but rescaling alone is
too restrictive to guarantee a truly integrable field on surfaces which are
not homeomorphic to a disk. Apart from [RLL+ 06], all other field-design
methods focus on creating smooth fields that, in the majority of the applications, are used as ideal (target) gradient fields for a global parameterization. Smoothness is correlated with integrability, albeit not guaranteeing it.
Therefore, the resulting parameterizations are not precisely aligned with the
desired field and may even have inversions. [MPZ14] compute a global parameterization by tracing the separatrices of a given field and then parameterizing each patch of the induced partitioning. Heuristic steps are used to
reduce alignment artifacts due the non-integrability of the field, which can
lead to arbitrary misalignments in the resulting parameterization.
Integrable field topology. A global parameterization is a map from a
surface with a non-flat metric to the plane, inducing distortion for any
non-developable surface. In order to control the distortion and generate a locally-injective map, cone singularities must be introduced. Singularities are heuristically computed for a smooth field in [BZK09], or optimized for directly on the parameterization function in [MZ12, MZ13].
[Lip12, BCE+ 13, RLL+ 06] guarantee the generation of a locally-injective map
by fixing the field topology, at the price of limiting the solution space.
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3

Weighted Averages on Surfaces
Computing weighted averages, or affine combinations of points in Euclidean space is a fundamental operation. Given n anchor points and corresponding weights, their weighted average can be easily computed by
coordinate-wise weighted averaging. In this chapter, we explore a generalization of weighted averages to points on triangulated surfaces (meshes)
and develop a fast method for finding them. The natural way to generalize weighted averages to an arbitrary metric space is the Fréchet mean
[CMMS13, Fré48]: it is defined as the point that minimizes the sum of
weighted squared distances to the anchors. How to find this point, however, is not obvious from the definition, and this task has so far received
little attention in the literature.
The Fréchet mean is typically studied with Riemannian metrics, such as
geodesic distance. Computing geodesic distance between two arbitrary
points on a triangle mesh, even despite the latest advancements, is relatively
expensive. We therefore focus on a different class of metrics, which we call
Euclidean-embedding metrics, that are derived by embedding the mesh in a
(possibly high-dimensional) Euclidean space and computing Euclidean distance in that space. A number of known metrics, such as diffusion distance,
commute-time distance and biharmonic distance [LRF10] are Euclideanembedding metrics. We adapt the construction of Rustamov and colleagues
[RLF09] to obtain a Euclidean-embedding metric that mimics geodesic distance.
We show that for a Euclidean-embedding metric, the Fréchet mean takes a
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special form: it is the result of taking the Euclidean weighted average of
the points in the embedding space and projecting it (i.e., finding the closest point) onto the embedded mesh. However, the embedded mesh is not
a smooth surface, and the Euclidean projection operator exhibits discontinuities near mesh edges. The Fréchet mean therefore also behaves discontinuously. We introduce a new projection operator which can be seen as a
generalization of Phong projection [KVS99] to Euclidean spaces of dimension higher than three, and use this operator instead of the Euclidean projection. We show experimentally that our Phong projection behaves in a qualitatively similar way to Euclidean projection onto a smooth surface, although
no smooth surface is actually constructed.
Armed with this Phong projection operator, we develop fast algorithms for
computing the forward problem and the inverse problem. The forward problem is to find the weighted average of several anchors, given the anchors
and the weights. The inverse problem is to compute weights for a given set
of anchors, such that the weighted average is a given target point. In the
Euclidean space, the inverse problem is known as generalized barycentric
coordinates. Unlike the forward problem, the inverse problem has been previously studied from a computational point of view for geodesic distances
[Rus10], and we give a solution for our setup.
Weighted averages are a fundamental building block that can be used for
a variety of tasks in computer graphics and geometric modeling. Using the
forward problem, we construct splines on meshes and remesh surfaces semiregularly. Using both the forward and the inverse problem together allows
us to define a dense correspondence between two meshes, which we can use
to transfer surface-varying data, such as a texture, from one mesh to another
or set up a morph between them. While all of the above tasks have specialized higher-quality algorithms, our methods are several orders of magnitude faster. We can perform all mentioned tasks interactively, providing
more feedback to the user, and setting a new point on the performance-vsquality tradeoff curve.
Our main technical contributions are:
1. We develop Phong projection in higher dimensions as a smoother
alternative to Euclidean projection.
2. We present new generalized barycentric coordinates for scattered
points.
3. We present an efficient algorithm for solving the forward problem.
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4. We present efficient algorithm for inter-surface mappings, by combining both the forward and inverse problems.

3.1 Method
Our method consists of several building blocks. We start by introducing
notation and terminology for the Fréchet mean and Euclidean-embedding
metrics and establishing some basic facts (Section 3.1.1). We then introduce Phong projection for higher dimensions (Section 3.1.2), describe our
method for computing the forward problem (Section 3.1.3), and then show
how to solve the inverse problem of generalized barycentric coordinates
(Section 3.1.4). Finally we describe how we construct the specific Euclideanembedding metric that we use (Section 3.1.5).

3.1.1 Preliminaries
We refer to the n points xi whose average is to be computed as anchors. In Rk ,
the forward problem is solved simply by coordinate-wise averaging using
the given weights wi , Â wi = 1:
x̂ =

n

Â wi x i .

(3.1)

i =1

The generalization of weighted averages to metric spaces is called the
Fréchet mean . The Fréchet mean of n anchors and weights wi over a metric
space M with metric d is defined as:
x̂ = argmin F (x),
x2M

where

F (x) =

n

Â wi d(x, xi )2.

(3.2)

i =1

As long as d is smooth, the gradient of F (x) at the minimum x̂ must be zero:
n

Â wi rd(x̂, xi )2 = 0.

(3.3)

i =1

For Euclidean space, rd(x, xi )2 = x xi and it is easy to check that the
Fréchet mean definition reduces to the usual one (3.1).
In general, the Fréchet mean is not always well-defined: F (x) may have multiple minima. For example, on a sphere, consider anchors that are vertices
of a platonic solid, and identical weights. If d is the Euclidean metric of the
ambient 3D space then F is constant, and if d is the geodesic metric on the
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sphere then F has multiple minima due to symmetry. Even if F has a unique
minimum, its location may not be continuous in wi and xi , and Equation (3.3)
can be satisfied at a local minimum. Karcher [Kar77] and Kendall [Ken90]
among others have studied the conditions for which the Fréchet mean is
well-behaved on Riemannian manifolds. At a high-level, if the anchors are
close together, Gaussian curvature is not too high, and the weights are nonnegative, x̂ is well-defined and continuous in all variables. Our focus is on
fast computation, and we leave it up to the user to ensure that there are
enough close-by anchors; our experiments show that this is not difficult.
While the Fréchet mean is usually used with geodesic distances, geodesics
between arbitrary points on a mesh are slow to compute. A different class of
metrics, that we call Euclidean-embedding metrics, has been gaining popularity in recent literature. A Euclidean-embedding metric is defined by
an embedding e : M ! RD and the distance between two points on
the surface is the Euclidean distance between their embeddings d(x1 , x2 ) =
ke(x1 ) e(x2 )k. On a mesh, the embedding is defined on the vertices and is
linear over each face interior. Euclidean-embedding metrics are very fast to
evaluate, and if e is smooth, there is no C 1 -discontinuous cut locus, unlike
with geodesic distance. In this work, we always compute distances using a
Euclidean embedding; see Section 3.1.5 for details on how this embedding
is constructed.
For a Euclidean-embedding metric, the Fréchet mean has a simpler form.
Letting yi = e(xi ) and substituting the metric into the definition of F, we
obtain:
F (x) =

n

y i k2 .

Â wi k e ( x )

i =1

(3.4)

Letting ȳ = Âin=1 wi yi and using that Â wi = 1, we can simplify F to:
⌘
n ⇣
T
T
T
F ( x ) = Â wi e ( x ) e ( x ) 2 wi e ( x ) y i + wi y i y i =
i =1

= e(x)T e(x)
= ke(x)

ȳk2

n

2 e(x) T ȳ + Â wi yiT yi =
n

i =1

ȳ T ȳ + Â wi yiT yi ,

(3.5)

i =1

where only the first term depends on x. Thus, we have just shown that minimizing F over the original surface in R3 is equivalent to minimizing the
distance to ȳ, the weighted average of the anchors in the embedding space
RD . The computation of the Fréchet mean for a Euclidean-embedding metric
thus consists of computing the Euclidean weighted average ȳ in the embedding space and projecting it onto the embedded mesh. Because a mesh is
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Euclidean

Phong

Euclidean

Phong

Figure 3.1: Left: A line segment in 3D space projected onto a mesh using Euclidean and
Phong projection. Right: Quad remeshing (see Section 3.2) using Euclidean and Phong
projection in RD . Notice the jagginess of the Euclidean projections.

not smooth, Euclidean projection, and therefore the exact Fréchet mean , is
not a smooth function of the weights or the anchor locations. We therefore
use a different projection operator that provides a better-behaved weighted
average.
Smooth projection. The Euclidean projection operator ŷ = P E (ȳ) that
projects ȳ onto a mesh M is discontinuous at the medial axis of the mesh.
Because, unlike for smooth surfaces, the medial axis of a mesh extends all
the way to the mesh edges, the projection operator is discontinuous no matter how close ȳ is to the mesh. Even away from the medial axis, P E has
undesirable behavior, as shown in Figure 3.1.
Assuming that the mesh is approximating a smooth surface, one would like
a projection operator with smoother behavior. One can use the fact that projection onto a smooth surface is always along the direction perpendicular to
the surface. Kobbelt and colleagues [KVS99] propose projecting along a continuous normal field in 3D, as follows (see also [BS08b] , Section IID): If ŷ is
a projection of ȳ, and n is the normal at ŷ, then n ⇥ (ŷ ȳ) = 0. For a mesh
embedded in 3D one can take estimated surface normals at the mesh vertices
and define a continuous surface normal on the mesh triangles using barycentric interpolation (as is commonly done for Phong shading). This simulates
the behavior of projecting onto a smooth surface without actually having a
smooth surface. Suppose that at vertex i of a triangle t (for i = 1, 2, 3) the
vertex position is vi and the normal is ni . To project ȳ, [KVS99] look for a
point ŷ on the triangle t with barycentric coordinates x i that satisfy:

( x 1 n1 + x 2 n2 + x 3 n3 ) ⇥ ( x 1 v1 + x 2 v2 + x 3 v3

ȳ) = 0.

(3.6)
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v2

23
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Figure 3.2: We define a continuous blend for each pair of adjacent triangles (flaps) on
the mesh (left). To compute Y over the black triangle, we blend the interpolants on the
overlapping flaps using the weights 1/x 1 , 1/x 2 , 1/x 3 (right).
For a mesh embedded in D-dimensional space, the normal is not a vector,
but a ( D 2)-dimensional subspace, hence the above construction does not
directly generalize. To make Phong projection work for a D-dimensional
space, we use the fact that the normal at ŷ is the subspace orthogonal to the
tangent plane at y, and so a similar construction can be developed by interpolating the tangent planes at the triangle’s vertices instead of normals.
Note that it is similar, but not equivalent to the previous one in 3D, since linearly interpolating bases of tangent planes is different than interpolating the
normals. Interpolating bases can, however, be more easily extended to work
in higher dimensional spaces. Since the same tangent plane can be represented by an infinite number of bases, we must carefully select which basis
we use for the linear interpolation to avoid degeneracies. The next section
describes our Phong projection more formally; a more extended description
can be found in Appendix A.

3.1.2 Phong projection
We denote our triangle mesh as M = (V , E , F ) with embedded vertices
V ⇢ RD . Each vertex has an associated tangent plane (computed e.g.
using the Loop [Loo87] limit stencil in RD ), represented by two basis vectors, which we assume to be orthonormal. Denote the tangent planes
at the vertices of a triangle t = (v1 , v2 , v3 ) as T1 , T2 , T3 2 R2⇥ D . Let
Y (x 1 , x 2 , x 3 ) 2 R2⇥ D be an interpolated tangent plane basis for the point
x 1 v1 + x 2 v2 + x 3 v3 inside t, where x i are barycentric coordinates. Y will be
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Figure 3.3: In some cases, Phong projection may not exist. On the left, we discretize a
circle as a hexagon with exact normals. The points in each colored region project to the
corresponding edge. On the right, we slightly rotate all the normals clockwise. The white
hexagon in the middle now consists of points that do not have a Phong projection.

precisely defined later (Definition 3).
Definition 1. A point ŷ = x 1 v1 + x 2 v2 + x 3 v3 on the triangle t having vertices vi is a
Phong projection of ȳ 2 RD onto t if:
Y (x 1 , x 2 , x 3 )(x 1 v1 + x 2 v2 + x 3 v3

ȳ) = 0,

(3.7)

x 1 + x 2 + x 3 = 1,

(3.8)

0.

(3.9)

xi

As previously discussed, a Phong projection is a point ŷ on the triangle,
where the interpolated tangent plane is perpendicular to the line connecting
ŷ and ȳ. Note that this characterization corresponds to the Euclidean projection onto a smooth manifold.
Definition 2. The Phong projection of a point ȳ onto a mesh M is the closest Phong
projection with respect to every triangle of M.
Unlike Euclidean projection, the Phong projection onto a triangle may not
exist or multiple points on a single triangle may be Phong projections of
ȳ. In some cases (Figure 3.3) there are points that have no Phong projection
onto any triangle of a closed mesh. While such situations can be constructed,
in all our experiments, for reasonably tessellated meshes, Phong projection
does exist for points away from the medial surface. Appendix A sketches
out how a formal version of this claim might be proved.
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(a) Eucl. projection onto
a smooth surface

(b) Phong projection
onto a mesh

(c) Euclidean projection
onto a mesh

Figure 3.4: Comparison of the qualitative behavior of (a) projection onto a smooth surface,
(b) Phong projection, and (c) Euclidean projection onto a mesh. The smooth surface is a
torus, which is discretized in (b) and (c). Each image shows a plane through the center
of the torus; each point is colored based on the angle between the vector from that point
to its projection and the x-axis. Phong projection behaves similarly to projecting onto the
smooth torus, while Euclidean projection shows clear discontinuities.
We now turn to defining Y. We call two tangent plane bases T, K 2 R2⇥ D
equivalent and write T ⌘ K if they represent the same tangent plane. We
seek a continuous function Y that interpolates the vertex tangent planes to
the triangle interiors, i.e. Y (1, 0, 0) ⌘ T1 , etc. Defining Y is a non-trivial
task, since the bases that describe a tangent plane are not unique, and the
interpolant should be independent of the particular basis choice and also
consistent on edges and vertices shared by multiple triangles. Furthermore,
we want to keep the blending linear so that it can be easily inverted, but
linearly blending bases of 2D subspaces is not guaranteed to always generate
another basis of a 2D subspace. For example, T and T may both be bases,
but blending them with equal weights yields the zero matrix; our goal is to
construct Y while avoiding such scenarios.
We first define Y for each mesh edge, based on the tangent planes of its
end vertices. We then extend each on-edge Y to interpolate tangent planes
over the incident flap, i.e., both triangles adjacent to the edge. Hence, for
each point inside a triangle, with barycentric coordinates (x 1 , x 2 , x 3 ), we
obtain three possible tangent planes, and we linearly blend between these
tangent planes using blending weights 1/x i . See Figure 3.2 for an illustration of the construction. Starting from on-edge interpolation and using 1/x i
weights ensures continuity of Y on mesh vertices and edges, as proved in
Appendix app:phong.
The main intuition for our construction is that we have some degrees of free-
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Figure 3.5: Cubic B-splines on surfaces are shown as yellow curves. The red curve is a
linear spline and illustrates the control polygon.
dom when choosing the bases representing the vertex tangent planes Ti , and
we can choose the bases locally, per-triangle t, when constructing Y within
t. We will choose them such that they are “as close as possible” to each other
in the sense of vectors in RD ; this ensures (under some mild assumptions
on M) that their linear blending cannot degenerate. When considering two
orthonormal bases T1 , T2 2 R2⇥ D for tangent planes of edge end vertices
v1 , v2 , we can choose the basis T2 for v2 and the basis Ort( T2 T1T ) T1 for v1 ,
where
Ort( A) = argmin k B Ak F .
(3.10)
B2O(2)

Ort can be computed using polar decomposition, see Appendix app:phong.
In this way, the tangent plane basis of v1 is brought as close as possible relative to that of v2 , and linearly blending between them is “safe”. We will thus
have Y12 (x 1 , x 2 , 0) ⌘ x 1 R12 T1 + x 2 T2 , where R12 = Ort( T2 T1T ), and similarly
Y23 , Y31 for the other edges of a triangle t.
We have an additional degree of freedom to exploit: the tangent plane bases
at v1 , v2 can both be rotated in-plane by the same 2 ⇥ 2 orthogonal matrix
E12 without changing the planes themselves and without affecting their
linear blending, up to equivalence (and the same holds for the other edges).
We choose the matrices E12 , E23 , E31 such that the bases we linearly blend in
the end for each point inside t are as close as possible to each other. Formally:
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Figure 3.6: Example of remeshing using weighted averages. From left to right: the
original mesh, a coarse quad mesh, a uniformly subdivided quad mesh (without Laplacian
smoothing), and the final result after 5 steps of Laplacian smoothing on the surface.
Definition 3. Tangent plane interpolation:
✓
x1x2x3
1
Y (x 1 , x 2 , x 3 ) =
Y12 (x 1 , x 2 , x 3 )+
x1x2 + x2x3 + x3x1 x3
◆
1
1
+ Y23 (x 1 , x 2 , x 3 ) + Y31 (x 1 , x 2 , x 3 ) ,
x1
x2

(3.11)

where
1
Y12 (x 1 , x 2 , x 3 ) = x 1 E12 R12 T1 + x 2 E12 T2 + x 3 ( E23 + E31 R31 ) T3 .
2
The formulas for the other edge blends Y23 , Y31 are obtained by cyclic permutation of the indices. Eij 2 R2⇥2 are computed as
E12 , E23 , E31 =

argmin

Â

E12 ,E23 ,E31 2O(2) 1i < j6

k Ai

A j k2F ,

(3.12)

where A1 = E12 R12 T1 , A2 = E12 T2 , A3 = E23 R23 T2 , A4 = E23 T3 , A5 =
E31 R31 T3 , A6 = E31 T1 . The E matrices can be iteratively optimized by fixing
two out of the three and solving a Procrustes problem for the third, which
is guaranteed to decrease the energy; this optimization converges quickly.
We refer to Appendix app:phong for a more detailed explanation of the construction of Y and for a formal proof of its continuity and interpolation properties.
Phong projection has several useful properties:
1. Phong projection takes each point on the mesh to itself.
Proof. When ŷ is on the mesh and x 1 , x 2 , x 3 are its barycentric coordinates, Equation (3.7) is trivially satisfied.
2. Phong projection onto a plane is the same as Euclidean projection.
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Proof. For a discretized plane, all tangent planes and triangle planes
are the same. Y will be constant and identical to them: the resulting projection will thus simply be the Euclidean projection onto the
triangle.
3. If the Euclidean projection of a point ȳ onto a tangent plane at vertex
v is v itself, then v is a Phong projection of ȳ.
Proof. Assume w.l.o.g. that v is the first vertex in the triangle. Then
Y (1, 0, 0) is by definition the tangent plane at v, and Equation 3.7
corresponds to Euclidean projection.
4. Assume that a point ŷ, which is on an edge shared by triangles t1
and t2 , is a Phong projection of a point ȳ onto t1 . Then ŷ is also a
Phong projection of ȳ onto t2 .
Proof. Equation (3.7) is identical in both triangles up to an index permutation, and Y is the same due to continuity.
5. Given a point ŷ on a triangle, the set of points in ambient space for
which ŷ is a Phong projection is an affine subspace.
Proof. Equation (3.7) is linear in ȳ, so its solution set is an affine subspace.
The third and fourth properties explain why Phong projection is consistent
on mesh vertices and edges, and are the reasons for our involved definition,
and the fifth property allows us to solve the inverse problem with relative
ease.
Phong projection on a triangle is computed by solving Equations (3.7) and
(3.8), using Newton’s method starting from ( 13 , 13 , 13 ); the solution is discarded if Equation (3.9) is not satisfied.
We illustrate the advantage of Phong projection in Figures 3.1 and 3.4.

3.1.3 The forward problem
To compute the weighted average of n anchors over a Euclidean-embedding
metric, we first use the embedding to map them to RD and compute their
weighted average ȳ in Euclidean space. The remaining task is then to find
the Phong projection of ȳ onto the embedded mesh. The simplest brute-force
approach is to compute the Phong projection onto every triangle and pick
the closest point, but this is very expensive. Acceleration structures, such
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Euclidean

Exact Geodesic

Biharmonic

Our metric

Figure 3.7: Distance and isolines from a point on the tip of the index finger using different
metrics. Due to the collapse shown in Figure 3.9, the isolines of biharmonic distance are
aligned with the fingers and do not discriminate between different points around each
finger.

as KD-trees or bounding volume hierarchies are typically used to speed up
Euclidean projection, but they scale poorly to higher dimensions.
Instead, we use a simple local search approach, based on the fact that Euclidean and Phong projections are fairly close. We start with an initial guess
vertex, for example, the vertex closest to the projection from a previous computation, or the anchor with the highest weight, if a better initial guess is not
available. We then walk over the edge graph, greedily choosing edges that
get us closer to ȳ, stopping when we hit a vertex closer to ȳ than all of its
neighbors. From that vertex, we do a breadth-first search over triangles, trying to find a Phong projection on each triangle and stopping as soon as we
find a triangle for which a Phong projection exists.
This method is not guaranteed to find the Phong projection, but it fails when
there are multiple close projection candidates and the weighted average is
therefore meaningless. We compared the results of this method to the brute
force solution for all of the forward problems in Figure 3.6 and the projections are all exactly the same. For the forward problems in Figure 3.12, the
covering by anchors is not perfect and our method produced different re-
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1

0

Figure 3.8: Plots of our weights for four anchor points in pseudocolor. Note the locality
and smoothness of the weights.

sults on 2.5 percent of the pixels, with a maximum error of 7 times the average length of a mesh edge.

3.1.4 The inverse problem
For many applications, we need to be able to compute, for given anchors and
a given point on the surface x̂, a set of weights w = (w1 , . . . , wn ) T for which x̂
is the weighted average (the weights must sum to one). In Euclidean space,
finding such weights is known as the generalized barycentric coordinates
problem. Rustamov [Rus10] solves this problem for the Fréchet mean with
geodesic distances, but we need to be able to invert our formulation to be
consistent with the forward problem.
There are many ways to define the generalized barycentric coordinates, since
Equation (3.3) has multiple solutions. The particular solution needs to satisfy three properties: locality, interpolation, and smoothness. Locality means
that the anchors that are far away from x̂ should have very low weights. This
is important for most applications shown in Section 3.2 because it restricts
the effect of every anchor to a small region around it. Interpolation means
that when x̂ coincides with an anchor, the weight for all other anchors should
be zero. Finally smoothness means that small changes to anchors and x̂ result in small changes to the weights. Many existing generalized barycentric coordinates satisfy these properties, but they assume that the anchors
are given as a simple polygon. For our applications we cannot use such
schemes because the polygon would have to change its connectivity in order to remain simple as the anchors move, violating smoothness.
Instead, we propose a new set of generalized barycentric coordinates, obtained by simply treating the Phong projection and partition of unity as lin-
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ear constraints and solving a quadratic optimization problem that penalizes
weights for far-away anchors. Given a point on a triangle t with barycentric
coordinates x, we solve:
arg min kD wk2
w

s.t. Y (x 1 , x 2 , x 3 )(x 1 v1 + x 2 v2 + x 3 v3

Â wi = 1.

(3.13)

Â wi yi ) = 0,
i

i

D is a diagonal matrix that contains a weighting term for every anchor. This
is a standard linearly-constrained minimum-norm problem, which we solve
using the pseudoinverse.
We are left with the problem of defining D. Note that for far-away anchors
whose weights should be low, Di,i should be high. Additionally, we penalize
anchors far away from the tangent plane more because they are likely to be
less reliable. Given the locations (in the embedded mesh) of the anchors,
yi = e(xi ), and of the input surface point, ŷ = e(x̂), we split the vector
yi ŷ into the component v T in the tangent plane at ŷ and the component vO
orthogonal to the tangent plane. Using Di,i = kv T k2 + gkvO k2 guarantees
interpolation: if a given point on the surface is also an anchor i, then Di,i = 0
and the weight combination that assigns wi = 1 and w j = 0 for all other
anchors satisfies the constraints and sets the objective in (3.13) to zero; the
quadratic nature of the optimization problem guarantees uniqueness of this
solution. We have found that this definition of D works well for a wide
range of g (we use 10 for all examples).
This formulation is a weighted variant of Waldron’s method [Wal11], which,
without D, produces weights that are not interpolatory. If one removes the
Phong projection constraints, our weights reduce to Moving Least Squares
(see Appendix app:phong for the derivation). Our weights are C 1 on a
smooth manifold, since the corresponding MLS formulation generates C 1
weights and we are only adding additional linear constraints (on piecewiselinear meshes the weights are, of course, C 0 on the mesh edges).
Maximum Entropy Coordinates [HS08] satisfy all our desiderata, if the inverse of the squared distances is used as a prior. They lead to similar results
to our weights, but are too expensive to compute for our purposes, since
they require minimizing a nonlinear energy with Newton’s method.
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3.1.5 Euclidean-embedding metric
We now discuss how we construct a Euclidean-embedding metric suitable
for our purposes. Lipman et al. [LRF10] compare several alternative metrics:
diffusion distance, commute-time distance, and their proposed biharmonic
distance. These metrics are defined in terms of eigenvectors of the LaplaceBeltrami operator, which can behave poorly, as small features can collapse
in the embedding (Figure 3.9). Instead, we use a metric that is based on
Rustamov and colleagues’ [RLF09] boundary embedding construction.
Rustamov et al. [RLF09] embed a mesh by computing the geodesic distances between all pairs of points and using Metric Multidimensional Scaling (MMDS) [CC00] . This approach does not scale, as constructing and
working with the distance matrix for a mesh with 100,000 vertices is impractical: even storing such a matrix would require just under 20 GB in
single precision. The IsoCharts method [ZSGS04] employs Landmark MDS
[dST02] to efficiently compute a Euclidean embedding into higher dimensions for spectral mesh segmentation and parameterization applications. We
take a conceptually similar landmark approach and adapt it to our purposes
to ensure a smooth embedding. We sample a representative subset S of the
mesh vertices, compute approximate pairwise geodesic distances only for
these vertices and embed S into RD using MMDS. We then use least-squares
meshes [SCO04] to embed the remaining mesh vertices, creating a mesh in
RD whose triangles are shaped similarly to the original mesh.
We find the subset of mesh vertices S by decimating the mesh using an algorithm from OpenMesh [BSBK02] that iteratively collapses the halfedge that
changes the face normals least. This way, the subsequent LS-mesh upsampling will have an easier time correctly approximating areas with low curvature. When a user-specified number of points (we use 1000) is left, the
decimation stops and these vertices are used as S .
To embed the samples S , we use the fast marching method [Set96] to construct the dissimilarity matrix Q: Qi,j = dgeo (si , s j ) . We use the implementation of MMDS in M ATLAB 11, minimizing the following stress criterion:
n

n

ÂÂ

i =1 j =1

1

ke(si ) e(s j )k
Qi,j

!2

,

(3.14)

where e(si ) 2 RD is the embedding of si . We use D=8 for all examples.
We have not observed any improvement in quality above eight dimensions,
and as 8 floats fit into an AVX register, we would gain little performance
improvement from using fewer dimensions.
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Biharmonic

Our

Splines

Embedding

Euclidean

Figure 3.9: Top: The original surface (Euclidean embedding) and the first three dimensions of the biharmonic embedding and our embedding for the hand mesh. The biharmonic
embedding tends to collapse thin features, making it unsuitable for weighted averages computations on these regions. Bottom: Cubic B-splines using different Euclidean-embedding
metrics. Discontinuities in the weighted averages computed with Euclidean and Biharmonic embeddings can be seen as both the yellow curve passing through the surface (to
connect to a far-away point) and as artifacts on the fingers. All of these results were
computed using Phong projection.

Denote the set of all original mesh vertices by Ṽ = {ṽ1 , . . . , ṽ N }, and the
final embedded version of each ṽi by vi 2 RD . To complete the embedding
v 2 R N ⇥ D of the remaining vertices Ṽ \S , we compute a smooth mesh in the
D-dimensional space as a least-squares mesh:
⇣ ⇣
⌘ ⌘
v = argmin tr v T LM 1 L v
v
(3.15)
s.t. vi = e(si ), 8i 2 S ,
where L and M are the stiffness matrix (cotangent Laplacian) and the
lumped mass matrix of the original mesh, respectively [BS08b]. The optimization in (3.15) amounts to solving a sparse linear system and we use
M ATLAB’s built-in solver.

We compare our metric with Euclidean, biharmonic and exact geodesic distance [SSK+ 05] in Figure 3.7. Our metric is smooth everywhere, while still
providing a good approximation of geodesic distance. In Figure 3.9, we
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Figure 3.10: Together, the forward and inverse problem are used to establish a correspondence between surfaces. Here this correspondence is used to transfer textures from
the boy to the chubby man. The 93 anchors are shown in corresponding colors. For this
texture, 531,326 texels were transferred in 1.18s. The color plot shows the symmetrized
L2 stretch. The distortion for the whole surface is 0.05, with 95% of the triangles having
an average distortion of 0.40. 10k faces are flipped during the mapping, covering an area
of 2.8% of the target surface.
show results of splines defined using our algorithm with three different metrics. The overall precomputation usually takes a few minutes (Table 3.1).

3.2 Results
Our method was timed on a quad core 2.6 GHz Intel Core i7 processor, using
all four cores to solve weighted averages problems in parallel. The software
is written in C++, manually optimized using AVX intrinsics and OpenMP,
and compiled using the Intel Compiler. The GPU was only used for rendering and did not participate in timings. Table 3.1 shows the timings for
forward and inverse problems on our meshes. The inverse problem timings
appear sublinear in the number of anchors due to a constant time component for constructing the constraint matrix and solving. The performance
of the forward problem is more complicated, depending on mesh structure
and anchor placement more than on vertex count.
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Mesh

Faces

Anchors

Forw.

Inverse

Pre.

pig
3Holes
lizard
chubby
dog
horse
boy

8016
28800
39036
40808
50528
58616
149996

27
64
93
93
93
100
93

0.69 µs
0.64 µs
0.85 µs
0.85 µs
1.54 µs
1.64 µs
1.71 µs

0.87 µs
1.26 µs
1.53 µs
1.57 µs
1.60 µs
1.62 µs
1.65 µs

1.1 m
1.2 m
1.9 m
2.0 m
2.7 m
2.0 m
7.7 m

Table 3.1: We timed our method by running 100,000 random points, finding their
weights with respect to a fixed set of anchors, and then solving the forward problems
with those weights (to arrive back at the original points). The computations were done in
four parallel threads; the table shows the average per vertex times. In this way, we can
solve approximately 300,000 forward and inverse problems per second on reasonably-sized
meshes. For these timings we do not use an initial guess.
Below we present some of the possible applications of weighted averages on
surfaces.

3.2.1 Forward problem
The following applications only make use of the forward problem.
Splines on surfaces. Most splines can be defined in terms of weighted averages: for example, a point on a B-spline is the weighted average of control
points using the basis functions as weights. By replacing averages in Euclidean space with the Fréchet mean and using our computation, splines on
surfaces become easy to define and fast to compute. Figure 3.5 shows examples using cubic B-splines. Splines can be edited interactively by dragging
control points, and we use the results of the previous frame as the initial
guesses for the forward problem.
Semiregular remeshing and Laplacian smoothing on the surface. Given
a coarse base quadrilateral mesh, it is possible to produce a finer quad mesh
by splitting every quadrilateral into four. If the coarse base mesh is defined
on a surface, we can perform the regular subdivision directly on the mesh by
finding the position of every newly inserted vertex using weighted averages.
When the refined mesh is generated, a few steps of Laplacian smoothing
(moving each vertex to the average of its neighbors on the surface) produces
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Ours

[Rustamov 2010]

Ours

Noisy Surface

Smooth Surface

[Rustamov 2010]

[Rustamov 2010]

Ours

Figure 3.11: The inverse problem with four anchors defines a mapping from mesh vertices
onto a checkerboard, which is used as a texture. For a smooth mesh, our method and
Rustamov’s [Rus10] perform similarly, but when the mesh is corrupted by a small amount
of noise, our metric is more robust than exact geodesic distance. The symmetrized L2
stretch [SAPH04] of the mapping on the smooth wing is slightly worse with our method
(0.75 compared to 0.88 for [Rus10]), the ideal measure being 1. Similarly for the hand,
our mapping has a stretch of 0.74 compared to 0.83.

a high-quality quadrilateral mesh. The points of the original mesh can be
moved interactively (again, the previous frame is used as an initial guess),
and as an anchor is dragged, the resulting fine quadrangulation is generated at 8.5 fps for the final (rightmost) example in Figure 3.6 (35 fps without
Laplacian smoothing).

3.2.2 Inverse problem
Local surface parameterization. As shown by Rustamov [Rus10], the solution to the inverse problem can be used to compute decals [SGW06] on the
surface. As Figure 3.11 shows, our method produces smooth results even in
the presence of noise.

3.2.3 Forward and inverse problems
By combining the inverse and forward problems and using corresponding
sets of anchors, we can establish a correspondence between two surfaces, or
from a surface to itself. To map a point from the first surface to the second,
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Figure 3.12: Here the texture is transferred “flipped” because the 93 user-placed anchors
on the dog are a mirror- reflection. The correspondence set up by weighted averages does
not require the orientations to be preserved. The holes in the dog’s eyes do not impede
the transfer because only the inverse problem is solved on the dog. The color plot shows
the symmetrized L2 stretch. The distortion for the whole surface is 0.12, with 95% of the
triangles having an average distortion of 0.32. 2.8k faces are flipped during the mapping,
covering an area of 2.5
we use the inverse problem to find weights with respect to the anchor set and
then solve the forward problem on the second surface with those weights.
Such correspondences are useful for many applications. We measure the
symmetrized L2 stretch distortion [SAPH04] of every mapping. We present
the result for the whole surface, parts of which are incorrectly transferred
due to small areas not covered by the anchors, presence of holes (Figure 3.12)
and ambiguity of the Fréchet mean projection. Since we do not have a robust
way of determining where this happens, we also report the average on the
best 95% of the triangles, discarding the rest as outliers.
Texture transfer. An obvious use of surface correspondence is to transfer
texture (or skinning weights, scattering coefficients, or any other quantity)
from a textured model onto another shape that has a texture atlas. For each
point on the target shape’s texture that is mapped onto some point on the
target shape, we find that point, find which point on the source shape it
corresponds to using weighted averages, and then sample the source texture at that point. For medium resolution textures, our algorithm is interactive, providing the user with quick feedback when specifying the anchors;
prior methods require minutes of computation or more on such cases. We
currently sample the original texture bilinearly, but mipmapping and supersampling could be used for a higher-quality transfer. An implementation of our algorithm in a GPU fragment shader could compute this map-
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Figure 3.13: A morph between a lizard and a horse, using a dense correspondence
computed with weighted averages. The symmetrized L2 stretch for the whole surface is
0.09, with 95% of the triangles having an average distortion of 0.46. 2.1k faces are flipped
during the mapping, covering an area of 2.6% of the target surface.
ping on the fly, but we leave this as future work. For target shapes without
readily available texture atlases we used [SCOGL02] to compute them. Figures 3.10 and 3.12 demonstrate two texture transfers, between humanoids
and quadrupeds, respectively. By changing the anchor positions, the texture
can be deformed, as shown in Figure 3.15.
Mesh morphing. Another straightforward application of a mapping between two surfaces is mesh morphing. We show an example in Figure 3.13,
where a lizard is morphed into a horse. The target horse has the connectivity
of the lizard model and the vertex positions are the vertex positions on the
lizard mapped through our correspondence onto the horse. We computed
the morphing sequence using patch-based linear rotation-invariant coordinates [BVGP09]. We used 98 anchors to define the map.

3.3 Concluding remarks
This chapter presents an efficient method for computing and inverting
weighted averages on surfaces. We demonstrated its usefulness in computing inter-surface mappings interactively, which was not previously possible.
In addition, we showcased a number of other important applications, where
our fast weighted averages again enable solutions that are much faster than
the state of the art.
Limitations. Under certain conditions (such as a Riemannian metric of
non-positive Gaussian curvature or anchors sufficiently close together), F
has no local minima other than the global minimum, but for real-world
meshes, we cannot expect this. Our initial guesses generally get us to the
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Figure 3.14: For a relatively small bump (left) weighted averages of the four anchors
(one is obscured) cover the bump. As the bump grows larger, no weighted average of the
anchors reaches the top (middle). Placing an additional anchor at the bump top (right)
allows the entire surface to be covered by weighted averages again.
global minimum, but we cannot guarantee this, and synthetic counterexamples can be constructed. Additionally, for sets of anchors that do not cover
the surface well, there are likely to be regions on the surface that are not
weighted averages of the anchors for any weights (Figure 3.14). For these
regions, the weights produced by the inverse problem are meaningless. To
detect this problem and guide the user in positioning the anchors (e.g., for
the target surface in a correspondence), for every mesh vertex, we compute
the inverse problem followed by the forward problem and only consider the
correspondence to be defined if we end up back where we started. We also
do not use the correspondence on mesh vertices for which there are large
negative weights with respect to the current anchors.
When we have corresponding anchors on two surfaces, A and B and define
a correspondence from A to B by solving the inverse problem on A and the
forward problem on B, we can also define the symmetric correspondence
from B to A. A subtle but important point is that even though both correspondences may be bijective, they will not, in general, be inverses of each
other. In fact, we do not know an efficient method for inverting these correspondences. Furthermore, when a new anchor point is added, the mapping
might change locally. It might be possible to optimize the insertion of the
new anchor to reduce the amount of distortion introduced. In practice, this
is not a serious problem since correspondences are placed interactively.
Compared to dedicated user-guided cross-parameterization methods [KS04,
SAPH04] our method requires several times as many anchors and does not
optimize stretch or conformality. However, in many cases, it is more valuable to be able to quickly see and adjust the mapping than to wait for a more
automatic algorithm to execute.
Future improvements. We have by no means exhausted the space of possible applications. For example, it would be interesting to experiment
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Figure 3.15: Example of texture transfer and deformation between a humanoid character and a piggybank model. This transfer uses 27 anchors. The full-resolution transfer
computes the correspondence for 2,878,322 texels and takes 3.6 seconds. The user places
the markers using a lower-resolution texture for interactive feedback. The color plots show
the L2 stretch of the mapping.
with symmetric painting and mass transport interpolation over a surface
[BvdPPH11].
Exploring the space of metrics based on Euclidean embeddings is another
interesting challenge. Our method is an attempt at a smooth approximation
of geodesic distance that can be computed extremely quickly between arbitrary points. Better embedding algorithms and embedding into more powerful norms (such as L• ) provide interesting directions for future research.
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4

Field Design via Complex Polynomials
The design of tangent vector fields on discrete surfaces is a basic building
block for many geometry processing applications. Such fields are often used
as target gradient vectors for surface remeshing [BLP+ 13, NPPZ12], parameterization [LZX+ 08] and texture synthesis [LH06]. In addition, they can be
used to study and detect symmetries on surfaces [BCBSG10], and for architectural geometric design [LXW+ 11, PBSH13].
Many applications require the design of multiple vector fields (vector sets)
coupled in a nontrivial way. Notable examples are principle curvature directions, which are defined up to a sign permutation, or vectors representing
compression forces in architectural structures. Sets of more than two vectors are used for meshing of triangular, quadrilateral and hexagonal meshes
[Nie12].
The ubiquitous Rotationally-Symmetric fields, commonly denoted as “NRoSy fields”, are special vector sets comprising N unit-length vectors related by a rotation of an integer multiple of 2p/N. The 4-RoSy fields are
particularly attractive since they commonly represent the ideal candidate
gradients of a surface parameterization. The p/2-rotation invariance is employed in the generation of quad meshes on surfaces with a nontrivial topology [BLP+ 13].
However, N-RoSy fields are often too restrictive for practical applications.
Designers often wish to manually control the anisotropy of the field and
allow deviation from uniformly-sized quads and right angles in order to
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Figure 4.1: Complex Levi-Civita connection. The vectors u f , u g , though represented by
different complex numbers in different coordinate systems, are LC-parallel since they are
the same vector w.r.t. a unified representation, as in Equation (4.1).
increase the design space and, e.g., better adapt the discretization to the underlying shape, its semantics and articulation[TPSHSH13].
In this chapter, we introduce a novel representation for general unordered
vector sets in which no vector is necessarily related by any symmetry or
magnitude to another. We call such vector sets and their representation NPolyVectors (N-PV). We support arbitrary angles between vectors and an arbitrary magnitude for each vector. We represent an N-PolyVector by the set
of coefficients of a complex polynomial, where the individual vectors are
the roots of that polynomial. This representation generalizes N-RoSy vector sets in an intuitive way: an N-RoSy is the root set of the polynomials
of the form z N u N . Our representation supports efficient design of vector
sets requiring neither integer period jumps, nor explicit pairings of vectors
between adjacent sets on a manifold. We formally define parallel transport,
smoothness and singularities of N-PolyVector fields of arbitrary degree N.
N-PolyVector fields can be used to design discrete conjugate vector fields
[LPW+ 06, BS08a]. Such fields are necessary in the remeshing of surfaces using planar quad (PQ) and planar hexagonal elements. These meshes recently
gained considerable interest for their use in architectural applications, since
they can be realized by planar glass, steel or wooden structures. Using orthonormal N-RoSy fields is far too restrictive for that purpose because only
principal direction fields are both conjugate and orthogonal. Moreover, minimal and maximal principal directions cannot be interchanged, and therefore
the singularities of a principal-direction field are limited to ±k/2 indices, instead of the ±k/4 indices possible for general 4-RoSy fields.
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Figure 4.2: An LC-parallel N-PolyVector field comprising two independent vector fields
u1 , u2 and a 2-RoSy field (u3 )2 . Its polynomial is P(z) = (z u1 )(z u2 )(z2 u23 ).
Notice that the equivalence is invariant to change of order and sign across the common
edge. The resulting coefficients are ( u1 u2 , u1 u2 u23 , (u1 + u2 )u23 , u1 u2 u23 ).
The contributions presented in this chapter are the following:
1. We formally define N-PolyVector fields, describe their topology, and
provide a consistent definition of parallel transport, smoothness and
singularities.
2. We show how to compute smooth N-PolyVector fields with prescribed bounds on angles.
3. We show how to compute conjugate N-PolyVector fields for remeshing with planar elements.

4.1 N-PolyVector fields with complex polynomials
Given a triangle mesh M = {V , E , F }, we consider the plane of every triangle f 2 F as a discrete tangent space, and the entire collection of these
planes as the tangent bundle of the surface. Consequently, in our framework,
tangent vectors are defined on the faces of the triangles, and the tangent
vector fields are thus piecewise constant. A vector field is defined as a given
assignment of a single vector per face (formally, a section of the tangent bundle). A general N-PolyVector, N > 0, is an unordered set of N tangent vectors in a single face, and an N-PolyVector field is defined accordingly. In the
following, we provide some background on a representation of N-RoSy by
the complex parameterization of faces, and then show how it generalizes to
represent N-PolyVector fields.
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4.1.1 Piecewise-constant complex N-RoSy fields
We identify every tangent space (face) f with the complex plane C by choosing an arbitrary orthonormal basis (Figure 4.1). A vector in the tangent plane
is then defined by a single complex number. However, two adjacent faces
have different bases, and in order to compare adjacent vectors we require a
discrete connection [dC76], which defines a parallel transport between neighboring bases.
The discrete Levi-Civita (LC) connection [CDS10] is the change of basis between two neighboring faces f , g 2 F across a common edge e 2 E , which is
represented in the respective bases by the edge vectors e f , e g 2 C. Formally,
the vector u f in the tangent space of face f is LC-parallel to the corresponding vector u g in the tangent space of face g if and only if u g = u f (e f ) 1 e g ; for
normalized edge vectors this reduces to u g = u f ē f e g , where we denote by
x̄ the complex conjugate of x. Note that the complex conjugate should not
be confused with the notion of conjugate vector fields that we introduce in
Section 4.2.3.
This formulation is conceptually equivalent to unfolding the triangle flap
( f , g) onto a plane and simply translating the vector. This intuition leads
to an equivalent, symmetric and more intuitive formulation: Following the
flattening of the flap, we may unify the two representation bases by assigning a new mutual basis, so that the mutual edge vector e becomes the canonical real axis in both. Then the two vectors, one in each face, are LC-parallel if
and only if they have an identical representation with respect to the unified
basis (see Figure 4.1):
u g ē g = u f ē f .
(4.1)
An N-RoSy vector field consists of the following N vectors per face:
⇢
✓
◆
2pk
u f exp i
|0kN 1 ,
N

(4.2)

which can be compactly expressed as the N-th order roots of a complex number (u f ) N . Two adjacent N-RoSy vectors u f , u g are LC-parallel if there is a
matching of the individual roots such that matching roots are LC-parallel.
This reduces to the following condition:

(u g ē g ) N = (u f ē f ) N .

(4.3)

4.1.2 Complex N-PolyVectors as complex polynomials
An N-RoSy field can be represented as the variety (root set) of the following complex polynomial: Pf (z) = z N (u f ) N . It is then immediately clear
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Figure 4.3: A singularity of an N-PolyVector field (orange) is also a singularity of the
N-RoSy field induced by its coefficient x0 (dotted grey). In the special case of 4-PolyVector
fields, the associated 4-RoSy is made of the bisectors of the PolyVectors.
how to generalize this representation to unambiguously encode a general
unordered set of face-based vectors {u0 , u1 , · · · , u N 1 }:
Pf (z) = (z

u0 ) · ( z

u1 ) · . . . · ( z

uN

1 ).

(4.4)

Alluding to the polynomial representation, we denote these unordered vector sets and their polynomial representation as N-PolyVectors, or N-PV in
short.
If there is a subset of M symmetric vectors (M  N) within an N-PolyVector,
its term within the polynomial is z M u M . An example is shown in Figure 4.2.
In essence, a polynomial represents an unordered root set by the polynomial
coefficients in the monomial basis. For example, consider a 2-PolyVector
consisting of two vectors u and v: the corresponding polynomial is P(z) =
(z u)(z v) = z2 (u + v)z + uv. The coefficients we use to represent this
2-PolyVector are then (u + v) and (uv) (the coefficient of z N is always 1),
and they determine the u, v explicitly up to order. Also notice that if u = v,
the 2-PolyVector is in fact a 2-RoSy, and the coefficients “degenerate” to 0 for
z1 and u2 for z0 , as expected.
LC-transport for N-PV fields. We can generalize Equation (4.1) (see Section 4.1.1) in a similar spirit as above. LC-parallel N-PolyVectors are defined
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Figure 4.4: Two examples of designing a 6-PolyVector field (black) from a sparse set of
directional constraints (red). The field degenerates into a 4-PolyVector only in the vicinity
of the degenerate constraints in the bottom part of both shapes.
by having individual matching LC-parallel roots across edges. The main
advantage of N-PolyVector fields, compared to [LXW+ 11], is that we can
define transport without the explicit matchings, avoiding integer variables
and/or challenging nonlinear energies in the subsequent optimizations.
Instead of transporting the roots directly, we transport the coefficients of the
polynomials (which are also “vectors”, or complex numbers) by substituting
the polynomial in Equation (4.4) with Equation (4.1). Suppose we have two
N-PolyVectors {u f ,0 , u f ,1 , · · · , u f ,N 1 } and {u g,0 , u g,1 , · · · , u g,N 1 } on face
f and face g, respectively. Then the two N-PolyVectors are LC-parallel if and
only if the following polynomials:
Pf |e f (z ) = (z
Pg|eg (z) = (z

u f ,0 ē f ) . . . (z

u f ,N

1 ē f )

u g,0 ē g ) . . . (z

u g,N

1 ē g )

(4.5)

are equivalent (respective coefficients are equal). See Figure 4.2 for an example. Notice that every coefficient is then transported by the corresponding
power of the common edge vector. For instance, the constant coefficient
N 1
N
’m
=0 ( u f ,m ) is transported by ( ē f ) . This generalizes the LC-transport in
the N-RoSy case.

4.1.3 Smooth N-PolyVector fields
Connections, as parallel transports, induce curvature inside closed domains.
This curvature is measured by the change in vectors as they are paralleltransported around the boundary of that domain. The LC connection induces the Gaussian curvature, which, in the discrete setting, amounts to
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the sum of angle defects enclosed within the transport path [CDS10]. Thus,
Equation (4.5) cannot be satisfied globally on a surface unless it is developable (has vanishing Gaussian curvature). Consistent vector field design
is equivalent to defining a trivial connection between faces. A N-PV field
is considered perfectly smooth across an edge if its polynomial coefficients
are LC-transported, which then means that every vector on one face is LCtransported to a single vector on another face. Therefore, we wish to solve
for N-PV fields that define a trivial connection that is “as-LC-as-possible”.
We model this by satisfying Equation (4.5) in the least squares sense. Suppose that the coefficients of the N-PolyVector in face f are denoted as { x f ,m },
where coefficient xm belongs to the monomial z N m . Thus, the energy we
seek to minimize is:
Esmooth =

N

Â

Â

m=0 ( f ,g)⌘e2E

x f ,m (ē f )m

2

x g,m (ē g )m .

(4.6)

The connection vectors (the deviation from LC) are defined as: Te,m =
x g,m (ē g )m /x f ,m (ē f )m . In terms of curvature, trivial connections induce zero
curvature around any closed path that does not contain singularities. The
argument of a connection vector is called a connection angle, encoding the rotation deviation from the LC-transport. Although this term is defined here
to refer to the angles between the transported coefficients, we will use the
same term (with appropriate clarification) to refer to the transport angles
between individual vectors/roots.

4.1.4 PolyVector-field topology
Knowledge of the connection vectors Te,m is not sufficient to disambiguate
the relations between pairs of single (individual) vectors, since the sets are
unordered. Therefore, the topology of the field can only be fully determined
by defining the explicit matchings between individual vectors across edges.
Given such explicit matchings, singularities are defined unambiguously as
closed 1-ring routes in which the matches are not consistent [RVLL08]. We
next show that there is a canonical and simple way to define singularities
of an N-PolyVector field, by showing that its topology is equivalent to the
topology of the associated “canonical” N-RoSy field.
Consider an N-PV field {u f ,0 , u f ,1 , . . . , u f ,N 1 }, and assume w.l.o.g. that the
vectors on each face are indexed in a counterclockwise (CCW) order. Again,
w.l.o.g., we consider per-vector transports that preserve CCW order, i.e., if
vector u f ,m is matched with vector u g,n in the adjacent face, then u f ,m+1 is
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matched with u g,n+1 as well (indices are always considered modulo N). The
entire matching can then be parameterized by (m, n). Suppose that a closed
matching path around a 1-ring of vertex v returns to vector m + k in the
original face. We then define the singularity index of vertex v as Nk . Regular
vertices are defined by k = 0, where no mismatch occurs, and we return to
the same initial vectors. Notice that this complies with the regular definition
of singularities for N-RoSy fields.
Since we define the matching combinatorially, it is natural to try and quantify this topology in a manner that is invariant to the individual angle spacings between vectors in the same face. To achieve that, we look at the total
sum of angles that each vector in the set {u f ,m } accumulates after a closed
path around v, where v is a singularity of order Nk . Since m returns to vector
m + k in the same face, m + 1 returns to vector m + k + 1 and so on, and
since the total sum of ordered angles between consecutive vectors in the set
is obviously 2p, we get that the sum of angles accumulated in the set {u f ,m },
returning to {u f ,m+k }, is exactly 2pk, regardless of the individual angles involved. The proof for the inverse direction (sum leads to singularity index)
follows a similar claim. For an intuitive explanation of an index k of singularity in that manner, imagine a group of people sitting on chairs organized
in a circle. The positions of the chairs along the circle may be irregularly
spaced, corresponding to the tips of the vectors of our N-PV . When everyone walks and moves k chairs counterclockwise around the circle, the total
walking distance of the group is 2pk, regardless of the spacing between the
chairs on the circle.
In order to quantify the topology with PolyVector coefficients, let us consider
again the matching (m, n) between adjacent faces f , g. Denote the sum of
the individual transport angles (i.e., the arguments of the individual transport vectors for each of the vectors in the N-PV ) as Sm,n ( f , g indices are
dropped for clarity). In light of the above, if we choose a different matching (m, n + j), we get the sum Sm,n + 2pj. We thus get that all the possible
order-preserving matchings are encoded in a set of identical connection vectors, i.e., those whose argument is Sm,n + 2pj. The corresponding connection
vector is in fact nothing more than the connection vector between the free
coefficients Te,0 = x g,0 /x f ,0 , arg ( Te,0 ) = Sm,n + 2pj. Therefore, the singularities of an N-PV field are the singularities of the N-RoSy field represented by
its free coefficient x0 . By this definition, we generalize the results obtained
by [LXW+ 11], as they proved that the singularities of their 2-vector fields are
equivalent to those of their bisector 4-RoSy field, which is described exactly
by the constant coefficient of the corresponding PolyVector field.
However, note that by knowing the connection vectors, for both our N-PV
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90o

70o

Figure 4.5: A smooth 4-PolyVector field (left) is optimized to satisfy a global angle bound
of 70 degrees (right). Note the small angles in the left model are caused by manually
placing constraints with an angle defect in the torso.
and its associated N-RoSy, we merely enumerate all the possible matchings
(since the actual connection vectors are identical for any j). The topology of
the field still has a single matching degree of freedom per edge, for choosing
the actual j. This is equivalent to choosing a branch for the complex logarithm, in order to uniquely retrieve the argument of the connection vector
Te,0 . A natural choice, which we employ in our work, is to choose the principal branch, i.e., choose a j such that arg ( Te,0 ) 2 ( p, p ]. For N-RoSy fields,
this is equivalent to choosing a matching between a (parallel-transported)
vector in f to its closest vector in g. We call this choice principal matching.
The coefficients of an N-PV thus have a geometric meaning; as we established, the N-RoSy field of the free coefficient is topologically equivalent
to the N-PV field, and we can therefore treat it as the best approximating
N-RoSy field to the given N-PV field. Furthermore, other (order > 0) coefficients vanish in the limit where N-PV becomes a RoSy field. Thus, they
measure the deviation from symmetry as well. We analyze the coefficients
of 4-PV fields (frame fields) in Section 4.2, and leave the general analysis of
the higher-order coefficients of N-PV fields for future work.
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4.1.5 Face-based and vertex-based tangent spaces
Our entire framework is face-based, which is a common approach to tangent vector-field design methods. As we apply our framework to parameterization, for the purpose of remeshing, this framework is compatible with
the definition of vertex-based scalar functions that interpolate linearly across
triangles, since our vector sets can serve as candidate gradient fields. Moreover, our representation generalizes [KCPS13], which is a special case limited to the representation of N-RoSy fields. In their formulation, the vector
sets are stored on vertices and interpolated on triangles. Since their discretization is not directly applicable to linear parameterization problems, we
opt for a piecewise-constant discretization which is numerically more robust
(it does not require Chebyshev expansions). Note that, much like all other
piecewise-constant discretizations of N-RoSy fields, it is not convergent under refinement.

4.1.6 Constrained N-PolyVector field design
N-PolyVector fields can be interactively designed by specifying alignment
constraints on a sparse set of faces and by automatically finding the globally
optimal, smoothest field that interpolates them. Our design algorithm is
divided into three steps:
1. The alignment constraints on the faces are converted to the PolyVector representation.
2. The coefficients of the polynomials are harmonically interpolated
over the entire surface.
3. The directions per face are reconstructed by finding the roots of the
per-face polynomials.
While the first step is trivial, since it only involves the computation of the
coefficients of the polynomials which can be expressed in closed form, the
other two steps are more involved and are described in detail in the next two
paragraphs.
Harmonic interpolation of the polynomial coefficients. We extend the
well-known uniform face-based Laplace operator L : RF ! RF that operates on scalar functions on M that are constant on faces. The operator can
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be written as a |F | ⇥ |F | matrix:

Â

L =

( f ,g)⌘e2E

where

L( f ,g) ,

L( f ,g) [ f , f ] =

(4.7)
1, L( f ,g) [ f , g] = 1.

The L f ,g are |F | ⇥ |F | matrices whose entries are zeros except entries [ f , f ]
and [ f , g] as specified above. We define a corresponding complex Laplacian
matrix for our problem by taking the parallel transport into account (see
Section 4.1.3). Observe that Equation (4.6) is separable with respect to the
coefficients of the polynomial, and we can thus separately interpolate each
coefficient. The Laplacian matrix Lm for the coefficient of degree m is similarly defined as:
Lm =
where

Â

( f ,g)⌘e2E

Lm,( f ,g) ,

Lm,( f ,g) [ f , f ] = (ē f )m , Lm,( f ,g) [ f , g] =

(4.8)

(ē g )m .

The polynomial coefficients are harmonically interpolated by solving a
sparse linear system, which is prefactored using a sparse LU factorization:
Lm x̂ = 0, s.t. x̂ j = x̂0j , j 2 C ,

(4.9)

where x̂ stacks all the degree-m coefficients for all faces in a single vector. The
variables that correspond to the user constraints (C is the set of constrained
faces) are fixed to the values x̂0 , extracted from the directional constraints.
Root factoring. After obtaining the coefficient fields xm for every monomial degree m, we can factor the face-based polynomials to produce the
roots, i.e., the actual vector sets. The root-finding is done by finding the
eigenvalues of the companion matrix [HJ85]. An important property arises
from this computation: the coefficient of each monomial degree is computed
independently from others, and since the interpolation is harmonic, it obeys
the maximum principle. Therefore, if the interpolation constraints for a certain coefficient degree are all zero, the entire mesh will get a zero coefficient
for that degree. For instance, if the provided constraints are purely N-RoSy,
the entire interpolation result is N-RoSy by definition since only the constant
coefficient (x0 ) will be interpolated. Moreover, degenerate configurations
which are the result of coefficients xm , m
1, with a large magnitude can
only be obtained if forced by the user-provided constraints (see Figure 4.4).
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Figure 4.6: Enforcing an angle bound on a frame field results in an anisotropic quadrilateral mesh with a higher quality (right) than the mesh obtained with a field that is as smooth
as possible (left). The fields used to guide the quadrangulation are shown in Figure 4.5.

4.2 Frame fields
For the rest of the chapter, we focus on the special case of frame fields, which
are 4-PolyVector fields comprising two coupled (i.e., interchangeable) 2RoSy fields u, v. They are represented by the following polynomial:
P f ( z ) = ( z2

u2 )(z2

v2 ).

For brevity, we denote the resulting coefficients as x1 =
u2 v2 .

(4.10)

(u2 + v2 ) and x0 =

Frame fields are particularly important in geometry processing applications,
since they can be used for anisotropic [PPTSH14] or planar [LXW+ 11] quad
remeshing. As we target anisotropic remeshing using frame fields, we detail two design options with our framework: computing fields with bounds
on angles between u and v (Section 4.2.2), and computing conjugate vector
fields (Section 4.2.3), that are used to generate PQ meshes for architectural
rationalization.
The constraints for all our results (unless explicitly stated in the captions)
were generated by sparsely sampling from the principal directions. The
constrained faces can be picked from mesh regions that are most curved,
or closer to being parabolic [BZK09].
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Figure 4.7: A smooth frame field (left) is optimized into a conjugate frame field (right).

4.2.1 Frame field coefficients
The complex coefficients x1 , x0 have an intuitive geometric meaning that derives from the general property explored in Section 4.1.4. Cross fields, represented by the polynomials of the form P(z) = z4 w4 , are special cases
of frame fields in which x1 = (u2 + v2 ) = 0. In this case, the coefficient
x0 = w4 is a dual to the represented cross field w4 . To put it geometrically,
x0 is the bisector cross-field to w4 . A more general claim is the following:
Lemma 4.2.1. Given a set of two general 2-RoSy, u and v, the coefficient⇣ x0 ⌘
= u2 v2
p
represents the cross of bisectors between u and v by its root set { 4 | x0 | exp i kp
|0
2
k  3}. The coefficient x1 =
perfect cross field.

(u2 + v2 ) represents the deviation of u, v from forming a

Proof. . One bisector
mid-way between
p between u and v is the result 4of rotating
2
2
2
the two, i.e., b = u vū, and we immediately get b = |u| u v . Thus b is one of
the bisectors up to magnitude, and ( x0 )4 represents the bisector cross field.
The exact nature of the coefficient x1 is a bit harder to discern in general.
However, notice that when both u and v have unit length, we may apply a
rotation to u and v so that the bisector x0 becomes the canonical basis for the
2D plane. Then, the new vectors u0 , v0 are complex conjugates v0 = ū0 , and
x1 = u02 + ū02 = 2 cos(2y), where y is the angle between u or v and their
bisector, measuring the deviation from being a perfect cross.
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4.2.2 Angle-bounded fields
When designing frame fields for the purpose of quadrilateral remeshing,
it is useful to bound the minimal angle in each frame to help avoid creating
degenerate quadrilaterals. We present an algorithm that efficiently generates
a smooth frame field that satisfies a given minimal angle bound in each mesh
face.
Formulation. We can express the bound on the angle as a nonlinear inequality constraint. Let qmin be a given angle tolerance; we wish to find a
field which satisfies:

hu, vi  |u| |v| cos qmin .

(4.11)

Unfortunately, there is no trivial way to express this angle bound in terms of
our coefficients x0 , x1 . However, note that our conditions are local and perface, whereas our smoothness, measured in x0 , x1 , is global. We can therefore
employ an effective local-global algorithm, as described next.
Algorithm. Our algorithm iteratively alternates between two steps: (1) A
local step, which changes the field per face to the closest field that satisfies
the angle bound constraints, followed by (2) a global step that generates a
smooth field that is close to the field computed in step (1).
In the local step, we extract the u, v per face from the result of the previous
global step, and rotate them until they agree with the angle bound. We find
the bisector vector that partitions the smallest angle q between any pair of
vectors {±u, ±v}. The angle between each of those vectors and the bisector
is then q/2. To locally enforce the minimum angle bound qmin , if q < qmin ,
we symmetrically rotate the two vectors away from the bisector.
In the global step, we compute the coefficients x̂0 , x̂1 per face from the u, v
obtained in the local step, and look for a solution which is both smooth and
close to the solution computed in the local step. Therefore, we minimize the
following smoothness energy, with an additional term that attempts to align
to the prescribed frames:
m
m
Eglobal
= Esmooth
+ l | xm

x̂m |2 ,

(4.12)

where l is initialized at 100, and is multiplied by 1.5 at each step, to ensure
convergence.
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0%

1%

Figure 4.8: Our algorithm supports constraints which are not aligned with principal
directions. Left to right: directional constraints (generated by manually drawing one of
the directions and setting the other to its conjugate), optimized smooth conjugate field,
planarity before and after planarization, final quad mesh.
Note that any solution obtained from the local step is already guaranteed to
satisfy the angle bound. However, the global step might violate it by enforcing smoothness. We consider the algorithm as having converged when the
global step does not cause angle bound violations (in which case the local
step does not change the field).
Convergence. In our experiments, the algorithm converges in 50-100 iterations, always enforcing the angle bound in all faces, with minimal impact on
the field smoothness, as shown in Figure 4.5. Note that the field is practically
unaffected on the faces that already satisfy the bound.
Anisotropic quad remeshing. We apply the angle bound to improve
anisotropic quad remeshing in Figure 4.6. We compare a smooth field, interpolated from a sparse set of constraints, with the result of its optimization
to satisfy an angle bound of 70 degrees. The quality of the elements increases
considerably, generating a better-quality mesh that is more suitable for numerical simulation or Catmull-Clark subdivision. The anisotropic quadrangulation is created using the deformation-based algorithm proposed in
[PPTSH14].
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Figure 4.9: Left to right: conjugate fields regularized for orthogonality with different
values for w (0, 1 and 10). The rightmost example is extreme: the regularization dominates
and leads to a field that is close to the principal directions.

4.2.3 Conjugate vector fields
In a nutshell, conjugate vector fields describe directions on a manifold that
correspond to infinitesimally small planar quads. Therefore, creating a
quadrangulation where opposite edges are aligned with conjugate directions is a suitable approximation of planar quads and a good starting point
for a quad planarization algorithm. We briefly detail the definition of conjugacy and propose an algorithm to efficiently generate conjugate vector fields
using 4-PolyVector fields while satisfying user-provided constraints.
Two tangent vectors p, q in the same tangent space are conjugate iff
they are orthogonal w.r.t. the second fundamental form on that tangent
space: II( p, q) = 0. In a tangent space parameterization, this amounts to
[ p x , py ]S[q x , qy ] T = 0, where S 2 R2⇥2 is the shape operator [LPW+ 06].
Two vectors are both orthogonal (in the metric) and conjugate iff they are
the principal directions at that point, since these are the eigenvectors of the
shape operator. Note that the shape operator is only positive definite in elliptic regions (where the Gaussian curvature is positive), and that it is scalar
in umbilical regions where both principal curvatures k1 , k2 are equal. Therefore, asymptotic directions in hyperbolic regions are self-conjugate, and all
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Figure 4.10: Planar quad remeshing of architectural models with our framework. The
colors represent face planarity values.
directions in a parabolic region are conjugate to the direction of zero curvature.
Formulation.
a face as:

Following [LXW+ 11], we express the conjugacy condition in
k1 (u T d1 )(v T d1 ) + k2 (u T d2 )(v T d2 ) = 0

(4.13)

where k1 , k2 are the principal curvatures, d1 , d2 are the corresponding, normalized principal directions, and u and v are two vectors of the frame field
in explicit column vector form. Since the principal directions are fixed, we
can rewrite Equation (4.13) as a real quadratic form w.r.t. the coordinates of
u and v:

(u, v) T H (u, v) = 0, where
✓
◆
0 G1
H=
, Gj = k j d j d Tj .
G2 0

(4.14)
(4.15)

Similarly to the angle bound, minimizing the PolyVector smoothness energy subject to these nonlinear constraints is difficult in general, and a direct
nonlinear optimization is slow and prone to getting stuck at local minima.
Fortunately, the constraints exhibit the same local-global properties as the
angle-bound constraints and we can use a similar algorithm.
Local step. In the local step, we want to find u, v closest to given u0 , v0 , obtained from the global step, so that Equation (4.13) is satisfied. The problem
reduces to projecting u0 , v0 on the quadric parameterized by H, which is a
specific quadratically-constrained quadratic program problem. We explain the
details of this projection in Appendix B.
Global step. The global step is similar to that of the angle bound algorithm
(Equation (4.12)), but with a meaningful change: principal curvatures and
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Figure 4.11: Our design algorithm (right) generates a result similar to [PPTSH14] (left)
for the special case of frame fields.
directions are less reliable in near-planar regions, where the shape operator
is almost an identity. Moreover, there is a greater flexibility in the generation
of planar quads in such regions, and we should thus weigh smoothness over
strict conjugacy there. We therefore compute the absolute Gaussian curvature of each face: 8 f 2 F , K f = |k f ,1 k f ,2 |, normalize it over the entire mesh
so that K̂ f 2 [0, 1], and adapt the data term in the global energy accordingly.
We then get the following:
m
m
Eglobal
= Esmooth
+ l K | xm

x̂m |2 ,

(4.16)

where K = diag K̂ f .
Convergence. We stop the iterations when the sum of the absolute values of the residuals of Equation (4.13) is less than 10 4 (in our experiments,
the input field is rescaled so that u, v are close to having unit length). The
algorithm converged in less than 50 iterations for all our examples. We
show the result of this optimization in Figure 4.7. The input is a smooth
field, not aligned with the principal directions. The iterations produce a
conjugate field that is both smooth and nearly-orthogonal in places where
the principal curvatures are strong. Our algorithm also handles directional
constraints which are not necessarily aligned with the principal directions
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Figure 4.12: If the constraints are very sparse (left), we observe a reduction in scale,
caused by our smoothness energy. However, this is not a practical problem in our experiments, since this phenomenon disappears with just a few more constraints (right).
(see Figure 4.8). We next show how to regularize orthogonality and avoid
asymptotic directions.
Orthogonality control. We can additionally control the orthogonality of
the frame field by minimizing the magnitude of the coefficient x1 (recall
from Section 4.2.1 that when x1 is zero, the field is a perfect cross field).
This is achieved by adding a term to the energy of the global step for the x1
coefficient (Equation (4.12)):
1
1
Eorth
= Eglobal
+ w | x1 |2 .

(4.17)

In Figure 4.9, we show the effect of varying the parameter w; as the value
increases, the field becomes more similar to a cross field, and aligns to the
principal curvature directions, since it is constrained to stay conjugate.
Optimizing for orthogonality can be particularly beneficial for the design of
conjugate vector fields, as it avoids asymptotic self-conjugate directions that
can occur in hyperbolic regions. However, an excessive regularization of x1
simply reduces the field to a cross field, which greatly restricts the design
space, leading to a result similar to the principal direction field, which can
be noisy and unstable.
Planar quadrangulation. We demonstrate the effectiveness of our conjugacy optimization by generating planar quad remeshing of a variety of architectural surfaces (Figure 4.10). We start by generating a smooth frame
field that is aligned with a sparse set of constraints extracted from curvature using the thresholding algorithm of [BZK09]. The field is optimized
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for conjugacy until convergence and used to guide a mixed-integer parameterization [BZK09]. The quad mesh is then extracted with [EBCK13] and
planarized with [LPW+ 06] until it reaches the desired planarity threshold
of 1% (the percentual ratio of the distance between the two diagonals in the
quad to the average diagonal length).

4.2.4 Comparisons
Frame field interpolation. [PPTSH14] proposes an algorithm to interpolate
frame fields for the purpose of anisotropic quad remeshing. Our algorithm
produces very similar results when the same constraints are used, as shown
in Figure 4.11. The two fields are very similar, with a tendency of our method
to add a few extra singularities in highly curved regions. The main advantage of [PPTSH14] is that it can interpolate scale and non-orthogonality separately, but it comes at the price of not being extendable to general PolyVector
fields.
Conjugate vector fields. [LXW+ 11] proposes an algorithm to generate conjugate vector fields. As we demonstrated above, our algorithm can also be
used for the same purpose and it generates slightly smoother results, as
shown in Figure 4.13. While the results are comparable, our algorithm is
simpler to implement as it does not require the solution of a difficult nonlinear optimization problem.

4.3 Concluding remarks
We formally introduced N-PolyVector fields, including their topology, parallel transport, smoothness and singularities. N-PolyVector fields generalize
N-RoSy fields and as such provide a general framework to represent and
process the fields used in many state-of-the-art works. We demonstrated
that they can be employed in many practical applications in geometry processing, such as anisotropic and planar remeshing.
Limitations.
Our framework has two major limitations: the first is that,
similarly to [KCPS13], we do not handle singularities larger than ± N1 , as
our singularities are measured as arguments of numbers to the power of N,
which cannot express angles greater than ±p unless the angles are treated
as variables. A possible direction for future work here is to enforce such
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Ours - Smooth field

Ours - Conjugate field

[LXW*11]

0
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Figure 4.13: We generate a quad mesh from three different fields: a smooth N-PV field
(left column), an optimized conjugate field (middle column), both generated with our algorithm, and a conjugate field optimized with [LXW+ 11] (right column). The different
stages of the algorithms are depicted in the rows. Top to bottom: frame field, per-face
deviation from conjugacy, planarized quad mesh, face planarity values.
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singularities (as in [CDS10]) and incorporate the prescribed rotation into the
same framework.
The second limitation is that in our framework, scale is coupled with rotation. Thus, when the constraints are assigned very sparsely, the energy
might suppress the effect of rotations by reducing the scale (see Figure 4.12
for such an example). This is not the case in methods that explicitly interpolate rotations, such as [PPTSH14]. Fortunately, we do not observe the same
phenomenon when using constraints that are reasonably distributed over
the mesh, even when they are quite different from each other in terms of
alignment.
Continuity and smoothness.
Our algorithm creates smooth fields when
the variables are the PolyVectors coefficients, by minimizing their Dirichlet energy. However, given an explicit matching, the Dirichlet energy of
the individually-matched roots (single vectors) is not necessarily minimized
when the energy of the PV coefficients is. It is well-known [HM87] that the
roots are a continuous function of the polynomial coefficients, but discerning the exact measure of root-based smoothness is an involved analysis, and
we leave the exact derivation for future work. We have not found any case
of instability in root-based smoothness in practice.
Future improvements. It would be interesting to apply our method in
other scenarios that require independent vector-set fields, such as deformations, physical simulations (with a proper generalization to three dimensions) and field design that respects symmetries on surfaces [PLPZ12].
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5

Integrable Fields
The design of vector fields on discrete surfaces is an important problem in
geometry processing, with applications in surface parameterization, texture
synthesis, stylized rendering, remeshing and architectural geometry [HZ00,
LH06, PZ07, LBZ+ 11, LXW+ 11, BLP+ 13] . In most of these applications,
vector fields are computed to serve as a guiding basis for the construction of
global parameterizations, which is also the focus of this chapter.
Vector fields are typically designed by prescribing a small set of userdefined alignment constraints, which are then interpolated. The resulting
field is prescribed as the desired gradient of a parameterization function,
and the parameterization is computed by minimizing the difference between the tangent field and the gradient of the function in the least-squares
sense, leading to a Poisson equation. In this optimization problem, perfect alignment of the gradient of the resulting parameterization function
to the sparse set of constraints can be enforced using linear equality constraints [KNP07, BZK09]. However, the computation of the function by a
least-squares solution may introduce unbounded errors away from the constraints and compromise local injectivity, resulting in inverted elements .
Inverted and degenerate elements make the global parameterization unsuitable for practical purposes (e.g., they lead to holes during remeshing
[EBCK13]). Previous works avoid them using heuristic weighting [BZK09]
or relaxation by a reduction of the search space [BCE+ 13]. All these methods
further increase the parameterization distortion.
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Figure 5.1: Parameterization using integrable fields. Given a set of user-provided constraints (left), we optimize for an integrable field, which exactly aligns to the corresponding parameterization (right), while staying close to the constraints.
The key insight that guides our approach is that the gradients of a global
parameterization, with or without inversions, are curl-free vector fields. We
thus directly devise conditions that guarantee that the final vector field will
be curl-free, and that the corresponding parameterization will additionally
be free of inverted elements. We propose an algorithm that penalizes the
violation of these conditions. Using our algorithm automatically places the
singularities in a way that minimizes the distortions.
We formally introduce the notion of integrability and curl for PolyVectors,
which are unordered sets of tangent vectors defined on every face of the
surface, as described in the previous chapter. We develop a formula to measure the PolyVector curl, and optimize for its removal; our formulation does
not require explicit pairings of vectors between the unordered sets on adjacent elements. In this manner, the individual vector pairings (often called
matchings) are free to change during the optimization, naturally inducing
field singularities. Our algorithm relies on a nonlinear optimization, involving no integer variables, and supports user-provided directional constraints,
which may be free to align with either the u or the v coordinate of the parameterization, without the necessity to constrain such a choice.
The conditions that ensure an inversion-free parameterization are not imposed as hard constraints by our algorithm, but as a penalization term that
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Figure 5.2: Our algorithm optimizes for general curl-free fields. From left to right: a
parameterization, its gradients, the scalar function corresponding to v (blue), the periodic
function corresponding to u (orange), a scalar function whose gradient is added to the
original gradients of the parameterization, the resulting parameterization.
tends to avoid invalid configurations. This term is then minimized using a
nonlinear and non-convex optimization. Thus our algorithm is theoretically
not guaranteed to find a global minimum, i.e., a fully inversion-free parameterization. However, we demonstrate its robustness and applicability by
running it on a global parameterization benchmark proposed in [MPZ14],
which contains 116 models. Our algorithm successfully produces integrable
fields on all models, and the induced parameterizations contain no inversions.

5.1 Gradients of scalar functions and field-aligned
parameterizations
We address the design of tangent vector fields for the purpose of surface
parameterization, i.e., fields that are the gradients of the scalar coordinate
functions of the parameterization. The isolines of the parameterization are
then orthogonal to these vector fields by design. The fields should satisfy the
user-provided alignment constraints if they are not contradictory; otherwise,
comply to them as much as possible. Ideally, a field-based parameterization
design algorithm should provide as much freedom as possible in the choice
of imposed alignment constraints, and at the same time always compute a
valid parameterization. Finally, the resulting parameterization should introduce minimal metric distortion and avoid inversions.
To achieve these goals in the context of vector-field design, we first need to
study how these parameterization properties relate to the properties of vector fields. We discuss multiple vertex-based scalar functions on discrete surfaces and the properties of their gradients as sets of integrable vector fields.
We then focus on special sets, defined per surface point, that consist of four
ordered vectors and are of particular interest for inversion-free parameterizations.
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Figure 5.3: Solving a Poisson equation can result in arbitrary misalignments between
the input field and the gradients of the reconstructed scalar function (left). Alignment can
be enforced using harder constraints (middle), potentially leading to inverted elements (in
red) and/or higher distortion. Our method optimizes for a field that avoids inversions in
the parameterization and adheres well to the constraints.

5.1.1 Vertex-based scalar functions
We denote the input discrete surface mesh by S = (V , E , F ), where V , E , F
denote the set of vertices, edges and triangle faces, respectively. Discrete
scalar functions h : S ! R are defined by their values on the mesh vertices; their values inside a triangle are obtained by linearly interpolating the
function values at the triangle vertices, using hat functions.
A tangent vector field assigns a vector a f to each face f 2 F ; a f lies on the
plane spanned by the face. The gradients r h of discrete scalar functions are
a particular case; since the functions are piecewise linear, their gradients are
piecewise constant, i.e., constant on every face f 2 F .
Discrete curl. The linearly-interpolated values of a discrete scalar function
h on two adjacent faces f , g 2 F coincide on their mutual edge e. The derivatives of h are well-defined inside triangles f and g, since h is linear there, and
the directional derivatives along edge e coincide. This can be expressed using the per-face gradients r h f , r h g and the edge vector e as:

hrh f , ei = hrh g , ei.
It trivially follows that hrh f , ei hrh g , ei is zero for any function h. Replacing r h f , rh g with general tangent vectors a f , a g , we obtain ha f , ei ha g , ei,
which is a well-established definition of the discrete curl of the vector field a
on the edge [PP03, KNP07]. A vector field a is hence curl-free across edge e
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if and only if:

h a f , e i = h a g , e i.

(5.1)

Similarly to the continuous case, the gradients of a discrete scalar function
have zero curl. However, the converse is true only with an important restriction: a curl-free vector field a in a simply-connected surface patch P ⇢ S is
always the gradient of some scalar function h defined within the patch P .
If the entire mesh S is simply-connected, then the scalar function h can be
defined globally on all vertices.
Poisson integration. Given a tangent vector field a on a simply-connected
surface, which is also the gradient of a scalar function h, we can reproduce
h up to an additive factor t by solving a linear system, using the discrete
gradient operator G : V ! F [BKP+ 10]:
Gh = a.

(5.2)

Since |F |
|V |, this system is over-determined. For a general field a, this
system has a solution only if a is curl-free (which trivially holds if a is the
gradient of a scalar function). If a is not curl-free, or if the surface is not
simply-connected, we can solve this system in the least-squares sense, i.e.
the Poisson equation:
min k Gh
h

ak22 ) Dh = div a,

(5.3)

where D is a discrete Laplace operator. This system always has a solution.
The gradient of the resulting scalar function is a projection of a onto the
space of gradient vector fields, and, as such, onto the space of curl-free vector
fields as well.
Solving the above Poisson problem to produce a scalar function
from a vector field is numerically inexpensive, as it reduces to
solving a sparse linear system. It is thus commonly used in many geometry processing algorithms, where a tangent field is designed as a
candidate in lieu of the exact gradient of a fieldaligned parameterization. Unfortunately, the
actual gradient of the Poisson-integrated function might have arbitrarily large deviations in
alignment and sizing from the originally designed field (see inset, and Figure 5.3). Introducing a weighting scheme to enforce better alignment of the
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gradients in the constrained parts often works, but might introduce an unpredictable and uncontrolled deviation of the gradient of the parameterization from the tangent vector field in unconstrained regions, unless the tangent vector field a is curl-free by intended design.
In light of this fact, designing curl-free vector fields for the purpose of constructing scalar functions is an attractive approach, as it ensures that the
resulting field is exactly the gradient of the desired scalar function, without
introducing alignment or sizing errors.
Harmonic fields. Curl-free vector fields are synonymous with gradients
of scalar functions only on simply-connected patches. For non-simplyconnected domains, there exist curl-free fields which are not gradients of
any globally-defined continuous function, but which play an important role
in our framework. Consider the annulus in Figure 5.2: the gradients of the
two parameterization coordinate functions are both curl-free, yet only rv
(blue) is the gradient of a continuous scalar function. There is no continuous scalar function whose gradient corresponds to the field that circles the
annulus (orange). However, it is the gradient of a periodic function (Figure 5.2, middle), which can be converted into a continuous scalar function
by cutting its domain until it is simply connected. Such vector fields are
called harmonic fields, and they are vital for creating periodic functions on
surfaces: they are the part of the vector field which “closes up” the parameterization around any chosen seam, creating the seamless effect. The
gradient of any scalar function can be added to the harmonic field without
breaking this effect, while providing additional degrees of freedom for the
parameterization (Figure 5.2, right). Our approach designs general curl-free
fields, consisting of harmonic fields and gradients of scalar functions, which
are then the proper fields for designing seamless parameterizations.

5.1.2 Multiple scalar parameterization functions
A mesh parameterization is a pair of scalar functions (u, v) : V ! R2 representing the mapping between surface points and points on a plane. This is
a special case of multiple scalar functions defined on a single surface; their
gradients are a collection of vectors on every face f 2 F , which we call a
vector-set field.
Matchings and curl-free sets. Let us consider two adjacent faces f , g with
their respective vector-sets. We define a matching as a bijective pairing of
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the individual vectors in the vector-set of f with those of g. If every pair of
matched vectors has zero curl on the edge shared between f , g, we denote
the pairing as a curl-free matching. If for every two adjacent faces on the mesh
we have a curl-free matching, the entire vector-set field is curl-free.
Inconsistencies and singularities. Consider an ordered 1-ring of consecutive faces { f 1 , . . . , f m } around a vertex j and assume there is a matching
defined for all edges. Pick a single vector in face f 1 , follow into face f 2 by
picking its paired vector, and continue until face f 1 is visited again. If we
land on the same vector we started with, the matching is consistent around
vertex j, which is then called a regular vertex. Otherwise, the matching is
inconsistent and vertex j is a singularity.
Separable scalar functions. Suppose we have a vector-set field on a
simply-connected surface patch P ⇢ S that does not contain any singularity. In this case, the vector-set field can be decomposed into a collection of
tangent vector fields, each field containing one vector per face: starting from
one vector on a face, we follow the matchings (on edges) to the adjacent
faces, until the entire patch is visited. We then do the same for any remaining vector, until the entire field is claimed. If the matchings are curl-free, we
can integrate each tangent vector field into a separate scalar function; thus,
the vector-set field represents a set of scalar functions, such as the u and v
coordinate functions of a parameterization.
Singularities and overlapping patches.
The global decomposition into separate
tangent vector fields cannot be done
if the vector-set field on a patch contains singularities, and thus we cannot
integrate it into separate scalar functions. However, for any regular point,
we can find a neighborhood with no singularities in its interior (the neighborhood may still have singularities on its
boundary). In such a neighborhood, we
can locally integrate the vector-set field
to obtain scalar functions. Next, consider two overlapping neighborhoods,
where the vector sets are integrated into
scalar functions in each neighborhood.

1

0
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The integrated functions in the region shared by both neighborhoods are related by permutations and additive factors, as we show next with an example. Consider two simple overlapping patches (inset): P1 = ( f 1 , f 2 ) , P2 =
( f 2 , f 3 ), where f 1 , f 2 , f 3 are consecutive faces around the 1-ring of a singularity vertex. Since these patches do not contain the singularity in their interior
(it is on their mutual boundary), we can decompose and integrate the vectorset field of P1 into separate scalar functions A1 . . . An , and the vector-set field
of P2 into functions B1 . . . Bn (we only show the function corresponding to
the orange vectors in the figure). Since both scalar function sets A and B
share the same vector-set a2 on face f 2 , they basically have the same gradients there, but up to order. Therefore, the elements in the sets A and B are
related by additive factors (due to the integration) and a permutation:
0 1
0 1
0 1
A1
B1
t1
B .. C
B .. C
B .. C
(5.4)
@ . A = P @ . A +@ . A,
An f
Bn f
tn
2

2

where P : A| f 2 ! B| f 2 is a permutation operator, and ti 2 R are the additive factors (in the inset, the orange vector on the left flap is permuted
with the opposite of the orange vector on the right flap). Thus, curl-free
vector-set fields can be integrated with zero error into separate scalar functions on overlapping patches. The functions on the different patches are
interchangeable in the shared region with the ones on another patch: their relation is completely defined by permutations and additive factors . This is
particularly appealing for parameterization applications that are invariant
to certain permutations: for example, for the purpose of quadrangulating
a mesh via global parameterization, the exact assignment of u and v directions is not important,
as they are equivalent up to rotation and translation by certain factors. Intuitively, rotating a
regular quadrilateral grid image by p/2 radians (permuting coordinates), or translating it by
a constant offset (additive factor) produces an
identical image, and a similar invariance holds
when the grid is lifted onto the surface.
Seams. The concept of interchangeable functions is well-established in computer graphics,
v
and is usually formulated in a different, but
u
equivalent, way. Instead of defining scalar functions on overlapping neighborhoods, it is possible to equivalently cut the
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mesh into a single, disk-topology patch with all singularities on its boundary (inset). The boundary segments of this patch are commonly referred to
as seams, and the entire boundary is a tree of mesh edges connecting all singularities (as well as cut handles for surfaces with a non-vanishing genus).
Since there are no singularities in the interior of this patch (which covers
the whole mesh), and since the vector-set field is curl-free, we can always
separate it into individual tangent vector fields, and subsequently integrate
those into globally-consistent scalar functions, defined on the vertices of this
patch. Note that these vertices correspond to the mesh vertices only in the
patch interior; the mesh vertices on the seams appear multiple times as patch
corners. Thus, the integration returns multiple scalar values for the mesh
vertices on the seams, which are related by a permutation and an additive
factor, as discussed earlier.
Seamless quadrangulations and frame fields. For the purpose of quadrangulation, a square grid texturing the plane is lifted back onto the original surface using the inverse of the parameterization. It is desirable that
the (inverse) parameterization function embeds the planar quad grid onto
the surface in a seamless manner, i.e., the grid appears regular everywhere.
However, only topological disks can be parameterized without introducing
seams; if seams are present, they might be visible following this lifting.
Note that the appearance of a quadrilateral grid is invariant to both rotation
by p/2 and integer translation. As long as the planar image of the parameterization on the seams only transforms by such rotations and translations, the seams will not be visible. In terms of parameterization functions,
this amounts to representing the parameterization with four (dependent)
functions {u, v, u, v}, each representing the four (signed) alignments of
a quad mesh. These functions are related across seams by a permutation
and/or translation by an integer multiple of grid edge length, producing an
identically looking grid on the surface. Note that the gradients of these functions are not generally related by rotational symmetries unless the parameterization is conformal. Seamless quadrangulations can then be computed
in three steps:
1. Construct a curl-free vector-set field {a, b,
frame field).

a,

b} (a curl-free

2. Cut the mesh into a disk so that the singularities are on its boundary,
and integrate the field to obtain the scalar functions.
3. Make sure the additive factors on the cuts are integer-valued.
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We tackle the first two steps in our work: if the frame field is curl-free, then
we can compute scalar parameterization functions whose gradient is exactly
aligned with the field. On the cuts, the scalar functions agree up to permutations, which corresponds to the invariance to permutations of the integer
grid. Unfortunately, the curl-free property does not guarantee that the additive factors would be integer-valued; this has to be taken into account in
a separate design. However, we demonstrate that while curl-free fields only
guarantee seamless integration up to integer consistency, a low integration
error is achieved after the final integer rounding step.
To conclude, the design of multiple scalar functions is reducible to the design of curl-free vector-set fields. If the singularities are prescribed in advance, the problem can be reduced (by cutting the mesh and separating the
vector-set into single vector fields) into the problem of designing curl-free
vector fields with the given singularities. However, this is not a good practice in general, since positioning singularities and determining matchings
a priori considerably shrinks the available search space, potentially leading to suboptimal solutions. Instead, the entire set of possible local matchings can be encoded with integer rotation variables [BZK09] or permutations
[LXW+ 11], and an extra curl condition can be incorporated per matching.
Unfortunately, the introduction of combinatorial choices increases the computational complexity and, again, might lead to suboptimal results.
Smooth vs. curl-free fields Alternatively, it is a common practice to ignore
the curl-free constraints and design smooth vector-set fields, either symmetric [KCPS13] or general, such as the PolyVectors presented in Chapter 4.
Two vector sets are perfectly smooth across an edge if there is a matching
between them, so that every matched pair is parallel. Parallelity is measured by flattening the related triangle flap to the plane. It is clear that the
curl of the sets of the edge is zero. Perfect smoothness cannot be attained in
general, due to curvature, and it is then common to compute “as-smooth-aspossible” vector-set fields [CDS10, KCPS13]. However, the resulting fields
and the smooth matchings (the ones that match the most parallel vectors) are
only approximately curl-free matchings at best. While such a solution avoids
the difficult curl-free constraints for vector sets altogether, it is susceptible to
unexpected errors and misalignments in the integrated scalar functions after
the Poisson step (Figure 5.4).
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smoothness matching

curl matching

Figure 5.4: Smooth matchings might not be curl-free matchings, inducing errors and
misalignments in the integrated scalar function.

5.1.3 Inversion-free parameterizations
In addition to the “seamlessness” property discussed earlier, a basic requirement for parameterization functions (or mappings) is to be inversion-free. A
mapping that does not satisfy this property results in inverted faces in the
parametric domain, and thus cannot be used for practical purposes, such as
texture mapping or surface quadrangulation.
An equivalent requirement is that the cross product of ru and rv on the
surface always points in the same direction as the surface normal. It follows
that the angle between ru and rv must be convex (between 0 and p). This
condition can be directly imposed on the gradients of u and v, when put as
row vectors, as follows:
⇣
⌘
det ru>, rv> > 0.
(5.5)
The mapping induced by such u and v is then inversion-free.

If u and v are obtained via Poisson integration from two general (not curlfree) tangent vector fields, this condition might not be satisfied: u and v
are integrated separately, while the injectivity property is a joint condition. Methods that guarantee an inversion-free parameterization thus either
couple the optimization of the two functions u and v in a nonlinear term
[SKPSH13] or solve a sequence of convex subproblems [Lip12, BCE+ 13], ensuring that the parameterization is free of inversions.
If a curl-free frame field is used to design a quadrangulation, Eq. (5.5) readily
translates into a condition on the matchings: a curl-free frame field induces
an inversion-free parameterization if and only if its curl-free matching is
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Figure 5.5: A curl-free frame field induces an inversion-free parameterization if and only
if its curl-free matching is order-preserving.
order-preserving, meaning that the geometric order of the vectors on two
adjacent faces is identical after the matching (see Figure 5.5).
In summary, to design an inversion-free parameterization, it suffices to produce a vector-set field with the following properties:
• The vector-set field should satisfy the user-provided constraints and
be as smooth as possible.
• The vector-set field should be curl-free, to ensure exact alignment of
the parameterization to the designed field.
• The curl-free matchings must be order-preserving, to ensure local
injectivity of the parameterization.
• The vectors in every face should be properly oriented (see Equation 5.15 below).
In the next section, we formulate a framework to solve for vector-set fields
which precisely satisfy these properties; our method performs a continuous
optimization that incorporates all possible matchings, and thus naturally induces singularities.

5.2 Integrable PolyVector fields
Equipped with the formal properties necessary for vector-sets to be the gradients of the coordinate functions of an inversion-free seamless parameterization, we next present the mathematical elements used in our algorithm for
designing such fields. To represent vector-sets, we employ the PolyVectors,
defined in Chapter 4. Since this chapter uses different notation, we recap the
basic concepts and properties of this representation here.
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Vector fields as complex numbers. We define a local coordinate system for
every face, which we identify with the complex plane and use to represent
tangent vectors as complex numbers. We use a discrete connection to compare
two vectors a f , a g 2 C that are defined in adjacent faces f , g with a mutual
edge e; this amounts to translating one coordinate system onto another by
using the normalized edge vector as a common denominator. This formulation is equivalent to isometrically unfolding the triangle flap f , g onto a
plane, and then comparing vectors directly after the alignment of their local
coordinate systems. The vectors a f and a g are said to be equal if and only if:
a f e f = ag eg ,

(5.6)

where e f and e g are the complex conjugates of the representations of the edge
vector e in the local complex coordinate systems of faces f and g, respectively. This is a discrete Levi-Civita (LC) connection [CDS10]. The smoothness of a vector field can then be measured by the following Dirichlet energy,
which penalizes deviation from the LC connection:
ED ( a ) =

Â

( f ,g)⇠e2E

ka f e f

a g e g k2 .

(5.7)

We define a smooth vector field to be a vector field that minimizes this energy,
thus being “as-LC-as-possible”.
PolyVector fields. A PolyVector encodes an unordered set of n tangent vectors a1, f , · · · , an, f on a face f . The vectors are considered as the roots of a
unique monic complex polynomial, and thus the unordered set is encoded
by its complex coefficients. Partial symmetry of vectors within the set, including n-RoSy fields [KCPS13], can be encoded by the PolyVector representation, producing special cases of polynomials. For instance, an n-RoSy
field is encoded as zn an , where a is an arbitrary single vector from the
n-RoSy set.
The smoothness of PolyVectors can then be reduced to the smoothness of
their polynomial coefficients (as measured by the Dirichlet energy in Eq.
(5.7)), and these coefficients are compared using the proper LC-connection.

5.2.1 Curl-free PolyVector fields
We define an n-PolyVector field to be curl-free if and only if for each edge e
between two faces f , g, there is a matching such that every matched vectorpair is curl-free per the definition in Eq. (5.1). Given the complex representation of the field vectors, the condition for zero curl across the edge now
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becomes
Re(a f e f ) = Re(a g e g ).

(5.8)

PolyCurl. Using the PolyVector framework, we can write an optimization
that factors out the matchings, allowing us to optimize for curl-free fields
by minimizing a continuous energy. Assume again two adjacent faces f , g
sharing edge e, and an n-PolyVector field a consisting of the tangent vectors
a1, f , · · · an, f on face f and a1,g · · · an,g on face g. We define the following
two real curl polynomials (where r 2 R):
P f |e (r ) =
Pg|e (r ) =

r
r

Re(a1, f e f ) · · · r

Re(a1,g e g ) · · · r

Re(an, f e f ) ,

(5.9)

Re(an,g e g ) .

Lemma 5.2.1. There is a curl-free matching of vectors between the vector sets in f and g
if and only if Pf |e is equivalent to Pg|e .
Proof. Two polynomials are equivalent if and only if they have matching roots,
which means that there is an induced matching of vectors with the same dot product with the edge-vector e, and thus the set is curl-free by definition (Eq. (5.1)).
Intuitively, the “distance” between these two polynomials, represented as
the distance between their respective coefficient vectors (c f |e,0 , c f |e,1 , ...) and
(c g|e,0 , c g|e,1 , ...), is measuring the edge curl while being independent of the
matching:
⇣
⌘2
PolyCurle = Â c f |e,k c g|e,k .
(5.10)
k

We call this quantity PolyCurl: if it is zero, then there must be at least one
zero-curl matching for all the vectors in the two adjacent n-PolyVectors.
Note that the real-valued PolyCurl does not use the LC- connection to transport vectors; each polynomial Pf |e is constructed using the edge e represented in the reference system of f , and similarly for Pg|e .
Frame fields. Since our main application is parameterization for the purpose of quadrangulation, we now restrict the rest of the chapter to special
4-PolyVector fields called frame fields. Note, however, that all of the following concepts can be readily extended to general n-PolyVectors.
Frame fields are 4-PolyVector fields comprising two symmetric line fields,
each with its own scale, and they are ideal for representing gradients of a
global parameterization (Section 5.1.2). For each face f 2 F , a frame field
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consists of an unordered vector set a f , b f , a f , b f , a f , b f 2 C. There2
fore, the polynomial representing an element of a frame
⇣ field is P(z) = (z ⌘
a2f )(z2

b2f ) and the corresponding 4-PolyVector is 0,

(a2f + b2f ), 0, a2f b2f .

For frame fields, the non-vanishing coefficients of the monic curl polynomial
for face f (Eq. (5.9)) correspond to the free and the second-degree coefficients
(note that the curl polynomial is in fact quartic):
c f |e,0 = Re(a f e f )2 Re( b f e f )2 ,
⇣
⌘
c f |e,2 =
Re(a f e f )2 + Re( b f e f )2 .

(5.11)

When c f |e,0 = c g|e,0 and c f |e,2 = c g|e,2 , the frame field on faces f , g is curlfree. Hence we denote the distance (c f |e,0 c g|e,0 )2 + (c f |e,2 c g|e,2 )2 as the
PolyCurl of the frame field.
The disadvantage of trying to minimize the PolyCurl to compute curl-free
fields is paradoxically caused by its advantage: the formulation is indifferent to the ordering of the vectors, and thus can easily produce a curl-free
field whose curl-matching is not order-preserving, a property that we require for inversion-free parameterizations. In the following, we formulate
an additional measure called PolyQuotient that, when minimized, prevents
matchings that are not order-preserving, and thus guarantees that there are
no inverted triangles in the corresponding parameterization.

5.2.2 Order-preserving matchings
Consider a curl-free frame field on two adjacent faces f , g 2 F , i.e.,
a f , b f , a f , b f and a g , b g , a g , b g , with geometrically-ordered roots
(e.g., counterclockwise-ordered). We next wish to restrict our matchings to
preserve the ordering between the vectors (Section 5.1.3). If we assume that
the roots are ordered geometrically, then a matching that preserves this order is either the matching a f ! a g , b f ! b g and the rest respectively, or
any cyclic shifting of this matching (e.g., a f ! b g , b f ! a g ), giving four
viable order-preserving matchings (see Figure 5.6). We would like to determine an invariant of this kind of matching that distinguishes them from the
rest. Consider the following curl quotients, defined on a consecutive pair of
ordered vectors in face f :
q f |e ( a f , b f ) =

Re(a f e f )
, q (b ,
Re( b f e f ) f |e f

af ) =

Re( b f e f )
, ...
Re(a f e f )

(5.12)

These four numbers are pairwise related by an equality, e.g.,
q f |e ( b f , a f ) = q f |e ( b f , a f ), or a reciprocal negation, e.g., q f |e ( b f , a f ) =
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Figure 5.6: For frame fields, only four possible matchings per edge are order-preserving.
The curl quotients for these four cases are related by equality or reciprocal negation.
1/q f |e (a f , b f ). Thus, we can compactly choose q f |e (a f , b f ) to represent
them all. For the sake of clarity, we omit the vectors from the notation:
q f | e = q f | e ( a f , b f ).
Since we assume to have vanishing PolyCurl, we immediately get the following:
Lemma 5.2.2. The curl-free matching is order-preserving if and only if either q f |e = q g|e
or q f |e = 1/q g|e .
Proof. If the PolyCurl matching is order-preserving, the proof is trivial: a f
matched to a g produces q f |e = q g|e , the next shift produces q f |e = 1/q g|e , and
so on (see Figure 5.6). We prove the reverse direction (equal curl quotient leads
to order-preserving matching) by contradiction: for every non-order-preserving
matching, such as a f to a g and b f to b g , we must have that either q f |e = q g|e
or q f |e = 1/q g|e . This can be checked by a simple enumeration of all “bad” matchings.
We can thus formulate our condition: a PolyVector field is curl-free and the
curl-free matching is order-preserving if and only if the PolyCurl is zero, and
the following two quotient curl polynomials are equivalent:
⇣
⌘⇣
⌘
Q f |e (r ) = r q f |e r + 1/q f |e ,
(5.13)
⇣
⌘⇣
⌘
Q g|e (r ) = r q g|e r + 1/q g|e .
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The non-vanishing coefficients of the monic quotient curl polynomial for
face f , Q f |e , are q f |e + 1/q f |e and 1; similarly for face g. Thus, in the
PolyVector spirit, we measure the difference between the non-constant coefficients and denote it as PolyQuotient:
PolyQuotiente = (q f |e + 1/q f |e )

(q g|e + 1/q g|e ).

(5.14)

Avoiding the division-by-zero. There is an inherent problem in the definition of q f |e , since the denominator may be zero. However, we never use q f |e
as a variable, and instead incorporate it in the optimization of the PolyQuotient by eliminating common denominators between equation sides (see Section 5.3 for further details). The formulation is naturally still valid after such
an elimination.
Note again that using PolyQuotient does not encode a specific matching
between sets; rather, it restricts the matching to the four admissible orderpreserving possibilities, and in that it does not compromise the degrees of
freedom required by our continuous optimization.
Geometrically-ordered roots. The PolyQuotient constrains the combinatorial order of matched roots. Minimizing the PolyQuotient, however, is not sufficient to ensure that an order-preserving, curl-free
matching will be selected. If the geometric order of the four vectors inside each face is not preserved (see inset), the PolyQuotient
might be zero, and the matching could
be unordered. Thus, in order to preg
serve local injectivity, we must addition↵
g
ally make sure that the roots are ge↵f
↵g
ometrically ordered within each face.
f
g
This can be conveniently expressed in
f
↵f
complex notation as an inequality per
face that enforces a convex angle between a f and b f , thus guaranteeing a
counter-clockwise order of all roots:
Im( b f a f ) > 0.

(5.15)

5.3 Optimization
Using the definitions in the previous sections, we formulate a nonlinear optimization problem that accepts a smooth frame field (and optional directional
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[Diamanti et al. 2014]

our method

Figure 5.7: Our algorithm can be used as a controllable projection from any nonintegrable field onto the space of integrable fields, which are exactly aligned to parameterizations. Starting from any non-integrable field that interpolates sparse constraints
(e.g. the PolyVectors from Chapter 4), we can produce new fields that are reasonably
similar but also integrable. The input constraints are highlighted in red.
constraints) as input and outputs a frame field that is as similar as possible
to the input, but where both PolyCurl and PolyQuotient are eliminated. The
optimized field is thus integrable and induces an inversion-free parameterization. Smoothness of the field and alignment to user-provided constraints
are also taken into account in the optimization.
Variables. We encode the frame field with two representative vectors
a f , b f for each face f 2 F . These vectors are expressed as complex numbers in the local coordinate system of the plane that contains
f . This coordinate system can be arbitrarily chosen; we use the first
edge of the face as the real axis. The variable vector per face is z f =
⇥
⇤>
Re(a f ), Im(a f ), Re( b f ), Im( b f ) , and the complete variable vector z 2
R4|F | for the mesh is the vertical concatenation of these vectors for all faces.
Energy. Our objective function is a sum of five squared residuals; the first
three measure smoothness, PolyCurl and PolyQuotient, respectively; the
fourth term ensures that the geometric order of the vectors in each face is
preserved, and the fifth term minimizes deviation from user-provided alignment constraints, while also acting as a regularization term to improve the
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numerical stability.
E(z) =

Â

{ f ,g}⇠e

S(z f , z g ) + P (z f , z g ) + Q(z f , z g )

+ B(z) + C(z).

(5.16)

Each term is weighted with fixed weights w⇤ that we discuss below.
Smoothness. The monic frame field polynomial is quartic with two nonzero complex coefficients, denoted for a given face f as C f ,0 , C f ,2 2 C. The
relation between roots and coefficients is:

C f ,0 (z f ) = (a f )2 ( b f )2
h
i
C f ,2 (z f ) =
( a f )2 + ( b f )2 .

(5.17)

The smoothness is measured with the Dirichlet energy of the polynomial
coefficients (see Chapter 4) on each edge ( f , g); assuming normalized edge
vectors, this reduces to:

S(z f , z g ) = ws C f ,0 (z f )(t f g )4
ws C f ,2 (z f )(t f g )2

2

C g,0 (z g ) +
2

C g,2 (z g ) ,

where the constant transport term t f g = e f (e g
edge.

1

(5.18)

) is precomputed for each

PolyCurl. The PolyCurl term is similar to the smoothness term, as it measures the difference of polynomial coefficients. Assuming normalized edges,
the per-edge PolyCurl term (Eq. (5.10)) reduces to:
⇣
P (z f , z g ) = w2p c f |e,0 (z f )
⇣
w p c f |e,2 (z f )

c g|e,0 (z g )
c g|e,2 (z g )

⌘2
⌘2

+
.

(5.19)

Note that the two coefficients are scaled differently in the above sum. This is
to counteract the relative differences in their magnitudes, resulting from the
different monomial degree these coefficients belong to.
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Figure 5.8: We demonstrate the robustness of our algorithm to different meshing (middle)
and to geometric noise (bottom). In the examples above, all fields have Poisson integration
error less than 0.005, and the parameterizations contain no inverted triangles.
PolyQuotient. The PolyQuotient term follows from a straightforward manipulation of the PolyQuotient polynomial (Eq. (5.13)), which yields:
q̂1 (z f , z g ) = q̂2 (z f , z g ),
where

(5.20)

⇣
⌘
q̂1 (z f , z g ) = Re(a f e)2 + Re( b f e)2 Re(a g e) Re( b g e),
⇣
⌘
q̂2 (z f , z g ) = Re(a g e)2 + Re( b g e)2 Re(a f e) Re( b f e).

Similarly to the previous terms, this energy term is defined for each edge
e ⇠ ( f , g) as follows:

Q(z f , z g ) = wq q̂1 (z f , z g )

q̂2 (z f , z g )

2

.

(5.21)

Note that we eliminate the division by zero in the PolyQuotient original
expression by multiplying with the common denominator.
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Figure 5.9: We prescribe non-orthogonal frame field constraints (first column) which
result in a skewed parameterization that is perfectly aligned with them (second column).
Using this field as the initial guess, we drop the set of constraints not aligned to the
strokes (in gray in the inset image), leaving only the partial constraints in blue. Our
algorithm assigns the u coordinate to the horizontal sketch and the v coordinate to the
other one, obtaining a smoother solution (third column). Multiple intersecting sets of
partial constraints are also supported (fourth column).
Geometric order. The geometric order term ensures that the vectors in
each face cannot change their order during the optimization (Eq. (5.15)). We
observe that this term is necessary only in a small subset of faces, since the
vector order tends to be preserved by our optimization. We thus model it as
a cubic-spline barrier [SKPSH13] that only affects the total energy whenever
the left-hand side of Eq. (5.15) is close to zero, and vanishes otherwise. We
define the barrier as follows:
8
>
if x  0;
< •
1
1 if 0 < x < s;
fs ( x ) =
b( x )
>
: 0
if x s.
where

x3 3x2 3x
+ ,
s
s3
s2
and s is a parameter controlling the point at which the barrier term starts
having an effect on the energy. The geometric order term, summed up over
all faces, becomes:
⇥
⇤2
B(z) = Â wb fs Im( b f a f ) .
(5.22)
bs ( x ) =

f 2F

User constraints and regularization. Alignment of the frame field to userprovided directional constraints is modeled by a quadratic closeness term
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on the constrained faces. In addition, we model a dampening term that regularizes the solution in the same manner, favoring frame fields that are close
to the initial guess whenever multiple solutions have a similar energy value.
We combine both terms as follows:
(
2
f is constrained;
Â f 2F wcn kz f zcn
f k ,
C(z) =
(5.23)
prev 2
Â f 2F wr kz f z f k , f is free.
Note that this formulation naturally supports partial directional constraints.
By constraining only the first root in a face, we leave the other free to minimize our energy. In the context of parameterization, this means that the
given constraints fix a direction that corresponds to either the u or the v coordinate of the parameterization. We remind that this does not mean that
we limit this direction to globally become either u or v, since the matching
between faces is still free (up to order preservation).
Note. Users commonly use constraints to indicate the directions that the
isolines of the parameterization should follow. The u (resp. v) isoline is
perpendicular to the gradient of the u (resp. v) coordinate function; this
means that our desired curl-free field should always be rotated by p/2 with
respect to the constraints in order for those constraints to actually guide the
direction of the isolines. We thus rotate the constraints before providing
them to the solver and, in all our figures, we always show the output field
rotated by p/2; if the original (non-rotated) field is curl-free, then its rotation
will be exactly aligned to the parameterization.
Optimization. Our energy function E(z) = Â Ei (z)2 is a sum of squared
residuals, each of which is evaluated either on an edge or on a face. We
minimize E using Gauss-Newton iterations, which have the advantage of
not requiring an explicit Hessian. This algorithm starts with an initial guess
z(0) and proceeds from step k to k + 1 by the iterations
z ( k +1) = z ( k )

g(k) d(k) .

The direction d(k) is given by the solution to the following linear system;
J z(k)

>

>

J z ( k ) d ( k ) = J z ( k ) E( z ( k ) ),

where E(z(k) ) is the vector of all the concatenated least-squares terms Ei (z(k) )
in the energy and J z(k) is the Jacobian matrix, both evaluated at the current
solution z(k) . The i, j-th element of J z(k) contains the gradient of the energy
term Ei with respect to the j-th variable in z, i.e., J z(k) ij = ∂Ei (z(k) )/∂z j .
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The formulas for the calculation of all gradients of our functions can be
found in the additional material.
The step size g(k) is iteratively set via backtracking line search: we start with
an initial value of 1 and iteratively halve it and compute an updated solution
until the energy becomes smaller than the starting point of the line search;
once such a solution is found, we double the value of g and keep it for the
next iteration.
To compute the initial guess z(0) , we use the interpolation method proposed
in Chapter 4. The initial solution is hence a smooth PolyVector field that
conforms to the user constraints, computed by solving a linear system in the
PolyVector coefficients.
Parameters and smoothness dampening. The parameters of our algorithm
were fixed in all our experiments to ws = 1, w p = 10, wq = 10, wb = 0.001,
s = 0.5, wr = 1e 3, wcn = 10. If no user constraints are provided, our
algorithm finds an integrable frame field close to the initial guess. For these
experiments we use wr = 1. The values for these parameters were set after
some rough experimentation to ensure that the relative magnitudes of the
energy components are in the correct range, e.g., the curl terms should dominate over smoothness, which in turn should be significantly higher than the
regularization term. The barrier term should be kept just high enough to
prevent element inversion but not affect the overall energy too much. As
long as these guidelines are respected, we obtain similar results regardless
of the exact parameter values (i.e., for variations around half an order of
magnitude).
The smoothness term is useful to regularize the results toward smoothness
and hence fewer singularities, but it might prevent PolyCurl and PolyQuotient to reach the numerical zero. We thus decrease it by half every 5 iterations.
Implementation details. We stop the iterations when no inversions are
present in the parameterization and the average residual of the Poisson step
is lower than 1e 3 (this value is normalized over the lengths of the reconstructed field). In our implementation, we use PARDISO [KLS13] to solve
the large, yet sparse, linear system in every Gauss-Newton iteration.
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Figure 5.10: Top row, left to right: the smooth vector field that is used as the starting
point for our optimization, the resulting integrable field and the corresponding parameterization. Bottom row: we add 50% noise to the starting point (left); our algorithm still
converges to a perfectly integrable field (middle), inserting approximately 200 additional
singularities.

5.4 Results
We implemented our algorithm in C++, and we run our experiments on a
workstation with a 2.7 GHz 12-Core Intel Xeon E5 and 64 GB of memory.
Projecting to the space of integrable fields. Fields designed to align to
sparse constraints (e.g., the directions prescribed in Figure 5.7) can arbitrarily deviate from the resulting parameterization due to the Poisson step. Our
algorithm can controllably project such fields onto the space of integrable
fields, producing integrable fields that are reasonably close to the input fields
while ensuring that no unexpected deviations will occur in the parameterization. The input field in Figure 5.7 was generated with the plain PolyVectors from Chapter 4, using a principal direction and a direction at 45 degrees
angle to it as constraints, since the PolyVector framework supports arbitrary
frame fields. Note that any other method can be used for the input field (e.g.
[BZK09, KCPS13]). In addition to modifying the field directions and magnitude, singularities are automatically introduced by the algorithm where
needed, to make the field integrable.
Partial constraints. Our method supports partial prescription of constraints, i.e., it is possible to fix only one of the two directions of the field.
This requires no modifications to our energy and, since the matchings are
free to change in our optimization, it will automatically constrain the direction that is ideal for minimizing the energy, which favors smooth fields.
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Figure 5.11: In both examples, we use the same field constraints, but a different value
of s. On the left (s = 0.1) the optimization is free to add angle distortion to minimize
the curl of the field. On the right (s = 0.9) the angles are closer to p/2, at the price of
introducing more singularities. Both fields are integrable.
Note that multiple strokes are possible, and they can intersect each other. In
our implementation, each stroke is converted into a curl-free vector field on
the faces which intersect the stroke by using the Helmholtz decomposition.
Robustness to the initial guess. Our optimization needs a starting point; in
all our examples we use the smooth field interpolated using the PolyVector
framework of Chapter 4. We test the robustness of our method by adding
noise to our initial solution; the algorithm still produces a perfectly integrable field even in extreme cases (Figure 5.10).
Robustness to input mesh quality. Our method is robust to mesh resolution and triangle quality. In Figure 5.8, we compute an integrable frame
field aligned with the curvature constraints highlighted with red crosses.
The same experiment is executed with a decimated mesh (middle), obtaining a very similar result. Finally, we perturb the mesh with high geometric
noise (bottom), and even in this case our algorithm succeeds in finding a
smooth integrable frame field, introducing 160 extra singularities.
Angle preservation. The geometric order term (Eq. (5.22)) is closely related
to the angle between the representative directions a and b; by setting the
parameter s to a value close to 1, we favor solutions where a and b are as
orthogonal as possible (Figure 5.11). This is particularly useful if the parameterization is used for quadrangulation purposes.
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Figure 5.12: We apply the rounding scheme of [BZK09] to remesh surfaces into quadrilateral meshes whose edges are aligned with our fields. The graphs show the normalized
difference of the per-corner (u, v) coordinates before and after the integer rounding. The
x axis shows the number of quads per unit-length vector, which directly correlates to the
quad grid resolution.
Integer rounding. Our optimization ensures that all edges of the quadrangulation correspond to the designed field and continuously align everywhere, up to the integer roundings. Thus, the parameterization induced by
an integrable field requires additional processing before it can be used for
quadrangulation, since the additive factors on the cuts might not be integers
(see Section 5.1). To round them, we apply the parameterization algorithm
proposed in [BZK09] to our fields. This step introduces a Poisson error (and
in some cases element inversions) that however decreases as we increase the
resolution of the output mesh (see Figure 5.12).
Benchmark and timings. We use the benchmark of [MPZ14] to evaluate
the robustness and performance of our algorithm. We stop our iterations
as soon as the field induces a parameterization with no inverted faces after
the Poisson step (since this was the main objective of the benchmark). Our
algorithm succeeds in all the 116 meshes in the database, a few of which
are shown in Figure 5.14. The mesh size varies from 480 to 150k faces, and
our algorithm takes from 0.8 to 40 minutes per model, with an average of
1 minute per model (more than 99% of the meshes require less than four
minutes). Additionally, we also run our iterations until the average of the
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input field

our field

parameterization from our field

Figure 5.13: Sample results from the benchmark. From left to right: reference field,
output of our method and parameterization. All three results contain no flips in the parameterization.
Poisson error is lower than 0.005, which, according to our experiments, is a
reasonable threshold to avoid any visible misalignment between the field
and the parameterization. Our method succeeds on all models; our numerical algorithm behaved well in the examples shown, reducing the objective function and its gradient by at least 8 orders of magnitude (from 1e4
to 1e 4). Compared to [MPZ14], we provide a more direct and simple algorithm that controls the alignment, while avoiding numerical tracing and
heavy post-processing.

5.5 Concluding remarks
Our algorithm is a first attempt to design integrable PolyVector fields that
trivially induce field-aligned, inversion-free, global parameterizations. We
apply our theory and algorithm to the design of quadrangulations, where
the user-given directional constraints directly control the edge alignment. In
addition to integrability, our formulation supports a novel way to adhere to
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Figure 5.14: This map is not locally injective around the central vertex, even though
none of the triangles invert. Image reproduced from [WZ14].
partial directional constraints, without having to choose the specific isoline
a priori.
Limitations. While our optimization does not rely on integer variables, it
is still nonlinear and non-convex, and we cannot formally prove its convergence or guarantee that the result will in fact induce a completely inversionfree parameterization. However, we empirically find our algorithm to be
very robust: using default parameters, we obtain integrable fields on hundreds of models without experiencing any convergence issues.
When applied to creating quadrangulations, our fields cannot be immediately used: the boundaries of our parameterizations still need to be rounded
to guarantee seamless transitions on the cuts. Tackling this problem without resorting to integer variables is an interesting topic for future theoretical
research. In practice, we observe that the rounding has a minor effect when
applied to our integrable fields, especially if the output mesh has a high resolution. Finally, it would also be interesting to integrate additional quality
criteria, such as an angle bound or anisotropy bound, or to devise additional
constraints, such as vector conjugacy for planar-quad meshing.
We note that our definition of inversion-free parameterization optimizes for
a positive Jacobian in each face; it is a necessary, but not sufficient condition
for true local injectivity [WZ14], since the boundary can intersect itself in theory. Nevertheless, we conjecture that this not possible with our framework,
since such a situation is probably the result of integer-valued singularities.
We do not witness this case in practice, and leave the formal proof for future
work.
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Future improvements. This work focuses on frame fields for the purpose
of quadrangulation. Nevertheless, our theory and algorithms readily extend
to general n-PolyVectors. It will be interesting to investigate other problems
that can benefit from the design of integrable n-PolyVector fields, such as
hexagonal remeshing, physically-based simulation and surface deformation.
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6

Conclusion
Computing mappings between spaces is a very general problem that appears in various forms in geometry processing. Among other uses, mappings provide description of shapes – for example, parametric surface models are maps from the parameter domain to the surface geometry. Mappings also have applications in shape deformation – a deformation can be
thought of as a mapping between the old and the new shape. Using intersurface mappings, one can place different shapes in correspondence, and
thus transfer shape attributes, interpolate shapes, or infer information about
the shapes’ relations and functions. Last but not least, mappings and functions participate as an intermediate step in numerous other problems, where
an finding “easier” but equivalent representations of the shapes can simplify
the solution – for example, texture design or surface remeshing can be carried out much more easily if a surface is mapped onto the plane first.
In this thesis we contributed three algorithms specific to the mapping problems involved in inter-surface correspondence and surface parameterization. In both cases, we focused on reformulating the problems involved in
such a way that an efficient solution is possible. Keeping the user in the loop
was also a key aspect of the suggested methods; we intended our methods
to produce solutions that align with the user’s intent, which comes in the
form of constraints that are handled by our algorithms.
The first contribution of this thesis was in the domain of inter-surface mappings. Building such mappings is rapidly becoming a necessity: the improvements of scanning technologies has led to an explosion in the amount
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of available 3D models and associated data; organizing such data in online
shape collections [tri] in such a way that models of the same class of object
can be processed simultaneously would be greatly facilitated by efficient
ways to relate and match the shapes to each other. While fully automatic
ways to build such correspondences from sparse landmark correspondences
do exist [KLF11, HAWG08], they are often overly involved and computationally expensive. As such, they are not suitable for supervised mappings
– recomputing a result with new input can take prohibitively long, and predicting or controlling the output of such approaches can be impossible. Instead, we chose to express pointwise inter-surface maps via affine combinations of points on the manifold surface – by using a Euclidean approximation of geodesic distances in this affine combination, we were able to turn
the mapping problem into a simple Euclidean projection problem in a highdimensional space, which can be solved very efficiently. Additionally, a new
projection operator for this high-dimensional space was presented, which
is smooth and enables continuous mapping even on non-smooth, piecewise
linear triangle meshes. This novel approach to inter-surface mappings enables cross-parameterization of typical meshes within seconds, and gives the
users immediate feedback – they can instantly adjust their landmark correspondence and view a coarse result, which can then be adjusted to a finer
resolution.
In the context of surface parameterization, we explore the problem of userguided surface remeshing, via a field-aligned parameterization. The user
input in this case is vectorial constraints (pairs of directions), assigned to
certain points of a mesh – the user then expects the isolines of the parameterization functions to align to those constraints, so that the edges of the
final quadrilateral mesh will also run along those directions. The constraint
directions are then interpolated on the surface to obtain a smooth tangent
vector-set field, which is then integrated to obtain the parameterization and
the quad mesh. State of the art methods [BZK09, KNP07] typically solve this
problem by a complicated integer optimization, where the integers account
for the lack of ordering of the vectors in the set. Instead, we show that the
smooth interpolation can be reformulated as a quadratic program, which is
orders of magnitude faster. This reformulation is based on a novel representation of vector-set fields, which describes the vector set as the set of roots
of a complex polynomials. The speed gains associated with our formulation render this method more suitable for supervised/interactive meshing
applications than the current state of the art.
While efficiency is one of the main considerations in user-guided mappings,
expressiveness and compliance with the user’s intent is naturally the principal goal. In the context of supervised meshing via global parameterization,
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we noticed that the final fields generated for parameterization by current
state of the art methods are not necessarily adhering to the prescribed constraints. In practice, this means that the resulting global parameterization
and quadrilateral meshes would not be aligned to the directions that the
user prescribed; these deviations are introduced during the integration of
the field to obtain the parameterization, and are due to the lack of integrability of the field. Thus, in the third topic discussed in this thesis, we extend
our complex polynomial framework by adding penalty terms that, when
minimized, ensure that the resulting fields are perfectly integrable. The user
only needs to provide the directional constraints, and does not need to think
about the topology of the field, as it emerges automatically from the optimization. Using our method, the users have perfect control over the output
meshing, since no unexpected misalignments can occur after the field has
been generated.

6.1 Future work
Singularity control in tangent field design. The automatic placement of
singularities supported by our efficient polynomial representation of fields
is, as we demonstrated, important in generating integrable fields; additionally, it requires little expertise from the user, who can simply choose some
directional constraints. However, controlling the amount and placement of
field singularities can also be useful during quadrilateral mesh modeling - in
professional modeling sessions for movie characters and video games, users
tend to place the quad mesh singularities at particular locations, in order to
produce more natural looking meshes as well as more realistic animations.
At present, our formulation tends to introduce many low-degree singularities – complementing our polynomial smoothness energy with a term that
attempts to reduce the density of singularities (e.g. the one suggested in
[KCPS13]) could be an avenue towards controlling the topology. Alternatively, our method could be coupled with some iterative process that allows
for merging/editing of singularities, guided by the user. Ideally, a field design method should allow the user to control, with a few intuitive and local
parameters, the level of constancy of the field versus the amount of singularities. Combining topology control with our order-independent optimization
framework that allows for efficient manipulation of fields (i.e., interpolation,
setting constraints, representation of all types of symmetric/non-symmetric
fields) would no doubt have a lot to offer to field-guided meshing applications.
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Seamless field aligned parameterization. Currently, each of the fields that
we obtain from our curl-removing optimization (after combing) is not simply a gradient field – instead, it also contains a harmonic (curl-free and
divergence-free) part. Harmonic parts are responsible for creating the periodic functions that are continuous over the cut mesh (Figure 5.2); these
functions in turn cause the “jumps” in the parameterization coordinate functions. If the jumps (i.e. the amount by which the periodic function “grows”
across the cut) were integer-valued, our parameterizations would be seamless. We currently round them off using [BZK09], which might introduce
some distortion, and could, in very extreme cases, even cause inverted elements. While this can only happen at very coarse target quad mesh resolutions, having a way to create integer jumps to begin with would nicely close
up the meshing pipeline. We believe such an extension to be possible by
considering local scalings of the fields around the cut regions; by optimizing the vector scales we could adapt the harmonic part of the field until the
jumps become integer-valued.
Correcting maps with vector fields. In this thesis we presented the field
design problem as separate from the inter-surface mapping problem. However, tangent fields can be used to design or correct inter-surface maps; this
is an interesting problem that has so far not received much attention in the
literature. Specifically, the flow of a vector field tangent to a surface is a continuous and bijective map from the surface to itself – this means that fields
can be used to create maps. Given a pair of surfaces with matching landmarks, and any initial bijective map between the two (possibly not respecting the landmarks), we can force this map to match the landmarks using a
vector field flow. For this, we need to design a tangent vector field, in a way
that its flow trajectories, when followed for some time interval, will make
the mapped landmarks of the first surface land onto the landmarks of the
second. We can then advect the first surface on the second along this field
and we will get a correct map; additionally, since the flow of a vector field
is a bijective map, the resulting map (the composition of the initial map and
the field flow) will also be bijective.
The design of a field on a single surface that takes surface points to new desired locations on the same surface was studied in the continuous case (and
only for spheres) in [GVM04]. However, advection on a discrete surface is a
much more interesting problem, due to the discrete nature of the underlying
triangle mesh, which may break the guarantee that the (discrete) field flow is
continuous (i.e. the flow trajectories never intersect); removing this guarantee can produce maps that are not bijective [COC15]. Correlating properties
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of the advecting vector field with the desired properties (e.g. little distortion)
of the target map would be an interesting subject of study.
Joint map / field design. Most current inter-surface mapping techniques
aim to produce maps that preserve a set of sparse landmark correspondences, or match similar shape descriptors (typically, scalar functions defined on the shapes) to each other. While preserving point- or region-wise
correspondences is one natural way of designing a meaningful map, there
exist physical and geometric properties of shapes that are more conveniently
described using vectors or directions (e.g. principal curvature directions,
principal directions of stress tensors). Incorporating such vectorial information into the mapping process can produce maps that better describe the
shared properties/functionality of the shapes, and are thus more meaningful. Similarly, such maps can outperform those that only preserve scalar
functions (descriptors): for select applications, it is often more interesting to
study the behavior of the functions (self-similarities on the shape, direction
of change, evolution over some time) instead of the exact function values.
Such properties can also be encoded via vector fields.
A promising avenue for future work would be to explore ways for exploiting vector fields to create better inter-surface maps. Given a pair of (possibly matching) vectorial constraints on two surfaces, it would be interesting
to study how to jointly generate mappings and vector fields in a combined
way. The goal would be to generate a mapping and a pair of vector fields on
the two surfaces such that the fields respect any user-provided constraints
and they are also compatible with the mapping, i.e. the mapping takes
the first field onto the second. If such a method were to be extended into
higher-order fields, then it would become possible to e.g. produce compatible N-RoSy fields on collections of shapes. This would in turn enable the
generation of compatible remeshings of all these shapes, which would be
extremely beneficial for simultaneously processing multiple instances of a
single object category, for e.g. batch character modeling/editing/animation
and shape analysis.
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Phong Projection in Higher Dimensions
This appendix supplements Chapter 3 with technical details, additional intuition, and proofs related to Phong projection. We also show how our generalized barycentric coordinates reduce to Moving Least Squares over Euclidean space.

A.1 Phong projection
Let M = (V , E , F ) be a triangle mesh with vertices V ⇢ RD . Each vertex has an associated tangent plane (taken e.g. from the Loop limit surface),
represented by two basis vectors, which we assume to be orthonormal. Consider a triangle with vertices v1 , v2 , v3 and denote the tangent planes at these
vertices as T1 , T2 , T3 2 R2⇥ D . Let Y (x 1 , x 2 , x 3 ) be an interpolated basis for
the tangent plane at the point on the triangle with barycentric coordinates
x1, x2, x3.
The function Y : R3 ! R2⇥ D must continuously interpolate the tangent
planes to the triangle interiors over the entire mesh. Defining Y is a nontrivial task (which we will tackle later) because a tangent plane can be specified using different bases, while the interpolant should be independent of
this choice of basis and also consistent on edges and vertices shared by multiple triangles. Once we do have such a Y, we can define Phong projection,
as in Chapter 3:
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Definition 4. A point p̂ = x 1 v1 + x 2 v2 + x 3 v3 on triangle t with vertices vi is a Phong
projection of p 2 RD if:
Y ( x 1 , x 2 , x 3 ) ( x 1 v1 + x 2 v2 + x 3 v3

p) = 0,

(A.1)

x 1 + x 2 + x 3 = 1,

(A.2)

0.

(A.3)

xi

Definition 5. The Phong projection of a point p onto a triangle mesh M is the closest
Phong projection with respect to every triangle of M.
Note that the Phong projection onto even a single triangle is generally not
unique. Consider the affine subspace through v1 orthogonal to T1 . All points
in that subspace project to v1 . If the intersection between this subspace and
the analogous one for v2 is not empty (as will generally happen for D 4),
both v1 and v2 will be Phong projections of points in the intersection. As
shown experimentally in Chapter 3, this does not happen for reasonable
meshes and points p close to the mesh; when it does, we break ties arbitrarily. Also, unlike Euclidean projection, Phong projection might not exist
at all. In Section A.3 of this document, we give an outline of how one might
prove that for well-tessellated meshes Phong projection is guaranteed to exist for points p close to the mesh.
The remainder of this document is organized as follows. In Sections A.1.1A.1.4 we deal with tangent plane interpolation and define Y, first for mesh
edges and then for triangle interiors. Section A.2 shows that Y is continuous under some mild conditions. In Section A.3 we give an informal
sketch of how to prove that the Phong projection based on Y is well-defined.
Throughout these sections, we use some simple algebraic results; we concentrate all these auxiliary propositions and their proofs in Section A.4 in order
to avoid clutter in the exposition. Finally, in Section A.5 we show the equivalence between our generalized barycentric coordinates (see Section 3.1.4)
and Moving Least Squares when working in Euclidean spaces.

A.1.1 Plane representation
We now discuss how to work with planes in a D-dimensional space, each
represented by a basis encoded in a 2-by-D matrix.
Definition 6. Let T, K 2 R2⇥ D be two rank-2 matrices. If there exists a non-singular
matrix A 2 R2⇥2 for which K = AT, then T and K represent the same plane. We call
such pairs of 2-by-D matrices equivalent and write T ⌘ K.
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If T and K are equivalent and each has orthonormal rows, the matrix A relating them is orthogonal.
Definition 7. For T 2 R2⇥ D , we denote by Ort( T ) the nearest orthonormal basis to T,
i.e.,
Ort( T ) =
argmin k T Bk.
B2R2⇥ D : BB T = I

In the definition above and for the remainder of this document, the matrix
norm k · k stands for the Frobenius norm, unless explicitly stated otherwise.
Definition 8. If T and K both have rank 2, we measure the distance between the planes
they represent as
d( T, K ) = min kOrt( T ) A Ort(K )k.
A2O(2)

Letting T 0 = Ort( T ) and K 0 = Ort(K ), we show in Proposition A.4.4 that at
the minimum, A = Ort( T 0 K 0T ) and that this distance is equivalent up to a
constant to the more standard projection operator distance k T 0T T 0 K 0T K 0 k
(Propositions A.4.6 and A.4.7).

A.1.2 Interpolation requirements
The interpolation operator Y needs to satisfy some simple conditions for the
interpolation to work. Given barycentric weights X = (x 1 , x 2 , x 3 ), where
x 1 + x 2 + x 3 = 1, x i
0, we want to find a blended plane Y (x 1 , x 2 , x 3 ) 2
R2⇥ D such that:
Interpolation at vertices. Y (1, 0, 0) ⌘ T1 , Y (0, 1, 0) ⌘ T2 , Y (0, 0, 1) ⌘ T3 .

Interpolation at edges. For x 1 , x 2
0, x 3 = 0, Y (x 1 , x 2 , x 3 ) does not depend on
T3 or v3 (it depends only on T1 , T2 , v1 and v2 ). Same for the other two edges
of the triangle and in general for each mesh edge.
Continuity. While the basis interpolation Y (x 1 , x 2 , x 3 ) does not have to be continuous, the corresponding planes do. Formally, continuity at X is:

8e > 0 : 9d : 8X0 : kX0

Xk < d =) d(Y (X0 ), Y (X)) < e.

The problem with defining Y (x 1 , x 2 , x 3 ) = x 1 T1 + x 2 T2 + x 3 T3 is that the
blend depends on how the bases of the tangent planes are chosen (it may
lead to results that belong to different equivalence classes) and can also lead
to singularities. The goal is to fix this by choosing the bases intelligently.
One cannot choose them globally due to hairy ball theorems, so the bases
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Figure A.1: The planes at v1 and v2 are represented by two orthonormal bases
T1 and T2 . The orthogonal matrix R12 transforms T1 in-plane, relative to T2 . Also,
both bases T1 and T2 can be simultaneously rotated in-plane by the same orthogonal matrix E12 . R12 and E12 are degrees of freedom we can play with to optimize
our tangent plane blending Y. We choose R12 such that it transforms T1 to be as
close as possible to T2 and we also pick E12 to obtain a well-defined blend within
the triangle, as described in Section A.1.4.
have to be different for every triangle. The difficulty then is keeping the
blending consistent across edges. It is also possible to define a blend using
the natural metric on the Grassmannian, but the resulting computations are
complicated and expensive; we therefore choose to linearly blend bases.

A.1.3 Interpolation on edges
We construct Y in two steps: first, we define an interpolant on edges only,
and then extend it to the interiors of the triangles.
We start by defining the blends on the edges, i.e., when one of x 1 , x 2 , or
x 3 is zero. To have consistent interpolation between triangles that share an
edge, we must carefully pick the bases to blend. Assume, without loss of
generality, that x 3 = 0. We then define Y as a blend between T1 and T2 as:
Y (x 1 , x 2 , 0) = x 1 R12 T1 + x 2 R21 T2 ,

(A.4)

where R12 and R21 are orthonormal 2-by-2 matrices. Using R12 and R21 effectively allows us to pick bases for T1 and T2 (see Definition 6) that can be
linearly blended without introducing singularities. Note that R12 and R21
are associated with an edge, so Y will behave consistently on both triangles
that share that edge.
We observe that having both R12 and R21 is redundant since:
Observation A.1.1. Let Ti for i = 1..n be bases (not necessarily orthonormal) for planes
and let A 2 R2⇥2 be a non-singular matrix. Let x i be scalar weights. Then we can
multiply every Ti by A on the left without changing the plane:

Â x i ATi = A Â x i Ti ⌘ Â x i Ti .
i

108

i

i

A.1 Phong projection
Corollary A.1.2. If R1 , R2 2 R2⇥2 are orthogonal matrices and x 1 , x 2 > 0, x 1 + x 2 = 1
then
x 1 R1 T1 + x 2 R2 T2 ⌘ x 1 R2T R1 T1 + x 2 T2 .
We can then assume without loss of generality that R21 = I and focus on
choosing R12 . We choose it to minimize the difference between the bases
(see Figure A.1):
R12 = Ort( T2 T1T ).
(A.5)
This choice is motivated by the fact that linearly interpolating bases that are
close will always generate a valid basis. Proposition A.4.3 shows that this
choice is unique for sufficiently close planes, and then the blend on edges is
independent of the bases chosen for the tangent planes.
Definition 9. For x 1 , x 2

0, x 1 + x 2 = 1, we choose the blend Y (x 1 , x 2 , 0) such that

Y (x 1 , x 2 , 0) ⌘ x 1 Ort( T2 T1T ) T1 + x 2 T2 .
Proposition A.1.3. The plane defined by Y (x 1 , x 2 , 0) does not depend on how T1 and T2
are chosen.
Proof. Recall that we assume that the tangent plane bases at vertices are always
chosen to be orthonormal, hence it suffices to check that Y always remains in
the same equivalence class when T1 and T2 are transformed by some in-plane
rotations or reflections. Let X1 and X2 be arbitrary 2-by-2 orthogonal matrices.
We have T1 ⌘ X1 T1 , T2 ⌘ X2 T2 . Let us check the blend (Definition 9) using these
bases:
⇣
⌘
Cor. A.1.2
x 1 Ort ( X2 T2 )( X1 T1 ) T ( X1 T1 ) + x 2 ( X2 T2 )
⌘
⇣
⌘
Prop. A.4.1
x 1 X2T Ort X2 T2 T1T X1T X1 T1 + x 2 T2
=
x 1 X2T X2 Ort( T2 T1T ) X1T X1 T1 + x 2 T2 = x 1 Ort( T2 T1T ) T1 + x 2 T2 ⌘ Y (x 1 , x 2 , 0).

A.1.4 Interpolation on the triangle interior
So now we know how to blend along edges in a way that only depends on
the tangent planes at the edge vertices. We need to extend the blend to the
triangle interior in a continuous way. As before, let T1 , T2 , and T3 be the
original orthonormal bases for the tangent planes at the triangle vertices.
Let
R12 = Ort( T2 T1T ),

R23 = Ort( T3 T2T ),

R31 = Ort( T1 T3T ).
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such that
Y (x 1 , x 2 , 0) ⌘ x 1 R12 T1 + x 2 T2 ,
Y (0, x 2 , x 3 ) ⌘ x 2 R23 T2 + x 3 T3 ,
Y (x 1 , 0, x 3 ) ⌘ x 3 R31 T3 + x 1 T1 .
To define the blend of all three tangent planes in the triangle interior, we
extend each edge blend to the interior separately and then blend the three
extensions using the weights 1/x 1 , 1/x 2 and 1/x 3 (see Figure 3.2).
To do this, we first need to blend each edge blend with the third tangent
plane. For both this blend and the blend between the three extensions, the
bases once again need to be consistent, or in other words, the result should
not depend on the choice of the bases for T1 , T2 , T3 .
Note that in Definition 9 we have a degree of freedom per edge in form of
a transformation by an orthogonal matrix, i.e., we defined Y (x 1 , x 2 , 0) up to
the equivalence class. Let us denote these degrees of freedom as orthogonal
matrices E12 , E23 , E31 2 R2⇥2 for each edge (see Figure A.1).
Definition 10. Edge blend:
Y (x 1 , x 2 , 0) = x 1 E12 R12 T1 + x 2 E12 T2 ,
where the choice of the orthogonal matrix E12 2 R2⇥2 will be explained below (in Definition 12). The definitions for the other edge blends are analogous.
Definition 11. Extension of a single edge blend to the triangle interior:
1
Y12 (x 1 , x 2 , x 3 ) = x 1 E12 R12 T1 + x 2 E12 T2 + x 3 ( E23 + E31 R31 ) T3 .
2
The definitions for Y23 and Y31 are similar.
We choose the matrices E12 , E23 , E31 so that the matrices: E12 R12 T1 , E12 T2 ,
E23 R23 T2 , E23 T3 , E31 R31 T3 , E31 T1 are all as close to each other as possible,
such that a linear blend between them would be non-singular.
Definition 12. Denote A1 = E12 R12 T1 , A2 = E12 T2 , A3 = E23 R23 T2 , A4 = E23 T3 ,
A5 = E31 R31 T3 , A6 = E31 T1 . We choose the in-plane transformation per edge as follows:
E12 , E23 , E31 =
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argmin

Â

E12 ,E23 ,E31 2O(2) 1i < j6

k Ai

A j k2 .

(A.6)

A.2 Continuity of interpolation
When two of the E’s are fixed, minimizing Equation (A.6) for the third can be
written as a Procrustes problem and solved with the SVD. We can therefore
solve for the E’s iteratively, one at a time, always decreasing the energy and
converging in a few iterations. These calculations need to be performed once
per mesh, not per projection.
Definition 13. Final blend:
x1x2x3
x1x2 + x2x3 + x3x1

✓

Y (x 1 , x 2 , x 3 ) =

◆
1
1
1
Y12 (x 1 , x 2 , x 3 ) + Y23 (x 1 , x 2 , x 3 ) + Y31 (x 1 , x 2 , x 3 ) .
x3
x1
x2

The weights in the final blend are chosen as (normalized) 1/x i , so that we
interpolate the edge blends and obtain continuity of Y on edges and vertices, as discussed in Section A.2. The choice of E’s above makes the final
result independent of how the original Ti ’s are chosen and ensures there are
no singularities in the blends under reasonable assumptions (shown in Theorem A.2.1).

A.2 Continuity of interpolation
While we cannot prove that our plane interpolation is well-defined and continuous unconditionally, we can show that as long as the mesh is a good
approximation of a smooth surface, this will be the case.
For a C 1 surface embedded in RD , the map that takes a point on the surface
to its tangent space is continuous in the standard projection operator distance metric and therefore, by Propositions A.4.6 and A.4.7, in our metric d
(see Definition 8). Any such surface therefore admits
p a sufficiently dense triangulation, so that for any triangle, d( Ti , Tj ) < 1/ 33. We expect that much
weaker assumptions are possible: we do not attempt to derive the tightest
result.
The interpolant over each mesh edge is by construction a linear blend
between T1 and AT2 where A is the orthogonal matrix that minimizes
k T1 AT2 k. By Proposition A.4.3, A is unique.

Proposition A.1.3 shows that the blended plane does not depend on how T1
and T2 are chosen. Therefore, the interpolated planes over triangles match
up on mesh edges and we only need to prove continuity over a single triangle.
p
Theorem A.2.1. If for a triangle, d( Ti , Tj ) < a, where a = 1/ 33, then the interpolated
plane defined by Y (X) is continuous over the set of convex barycentric weights X.
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Proof. Our blend is a convex combination of six bases: A1 , . . . , A6 (see Definitions 12-13). The blending weights vary continuously with X except at
the triangle vertices (when two out of three x’s are zero). We therefore need
to show two things: (1) The planes are continuous at vertices; (2) The plane
corresponding to the convex combination of the bases is continuous in the
blending weights.
Part 1: We show that Y (X) approaches the plane of T1 as X ! (1, 0, 0) (the
other vertices follow by symmetry). The final blend is a convex combination
of Y12 , Y23 , and Y31 , and each of these is a convex combination of in-plane
rotated bases T1 ,T2 , and T3 . As x 2 and x 3 approach zero, the coefficients on
rotated bases T2 and T3 approach zero in each of the intermediate blends Y12 ,
Y23 , Y31 and therefore in the final blend. The coefficient on Y23 , x 2 x 3 /(x 1 x 2 +
x 2 x 3 + x 3 x 1 ) also approaches zero. As x 2 and x 3 approach zero, the final
blend therefore gets arbitrarily close (in the Frobenius norm) to some convex
combination of E12 R12 T1 and E31 T1 . Any convex combination of these bases
represents the plane T1 .
Part 2: The blended basis Y (X) is a continuous in X (except at the vertices,
with which we have just dealt), so the only way the resulting plane can fail to
be continuous is if some blended basis is rank-deficient. To show this cannot
happen, we need to show that no convex combination of the chosen bases
can be rank-deficient. Proposition A.4.2 shows that the distance from the
matrix A1 (which has orthonormal rows) to the nearest rank-deficient matrix
in the Frobenius norm is at least 1. We show that under our assumption,
8i k A1 Ai k < 1 and therefore the distance to the blend in the Frobenius
norm is smaller than 1, so the blend cannot be rank-deficient.
We bound the energy achieved in the minimization (A.6) when solving
for the E’s. The energy attained by the optimization
is going to be no greater than with the following asT , and
signment of E’s: Setting E12 = I, E23 = R23
E31 = R12 , we get A2 = A3 and A1 = A6 . We
also have, k A1 A2 k = d( T1 , T2 ) < a and similarly k A3 A4 k < a and k A5 A6 k < a. Using
the triangle inequality of the Frobenius norm, we have k A4 A6 k < 2a,
k A1 A4 k < 2a, k A2 A5 k < 2a, and k A4 A5 k < 3a, etc. Adding up the
energy terms, we get

Â

1 i < j 6

k Ai

A j k2 <

< (12 + 12 + 22 + 12 + 02 + 02 + 12 + 22 + 12 + 12 + 22 + 12 + 32 + 22 + 12 )a2 =
= 33a2 = 1.
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Therefore, each individual k A1

Ai k < 1.

A.3 Existence of Phong projection
Although it is possible to construct examples where Phong projection does
not exist (see Figure 3.3) we believe it is possible to show that for welltessellated meshes and for points within (Euclidean) distance e of the mesh,
a Phong projection always exists. The proof strategy could be to focus on
the nearest one-ring to the projection point, construct a continuous map from
that one-ring to itself whose fixed points are solutions to Equation (A.1), and
use Brouwer’s fixed point theorem to deduce the existence of a fixed point.
Here is a more detailed informal line of argument:
1. Assume M is tessellated so that for each vertex v with tangent plane
T, the distance d( T, T 0 ) < a whenever T 0 is the tangent plane of a
vertex adjacent to v or the plane of a triangle adjacent to v.
2. Let p 2 RD be the point we wish to project onto M and let p0 be its
Euclidean projection onto M; assume kp p0 k < e.

3. Take the barycentric coordinates of p0 on its mesh face (if it is on an
edge or a vertex, it does not matter which face) and let v be the mesh
vertex with the largest barycentric coordinate.
4. Let Ov be v’s one-ring (valence k). Let Y be a plane in the range
of the interpolant over Ov . Let PY : Ov ! R2 be the projection of
Ov onto the plane Y through p. Because Y is in the range of the
interpolant, it is close to the triangle planes and tangent planes of
Ov . For a fixed Y, PY is therefore a homeomorphism of Ov with a
polygon in R2 . Moreover, PY is continuous in Y (as Ov varies) and
has a continuous inverse over Y’s image.
5. Consider the map M : Ov ! Ov that takes a point x on the onering and maps it to PY (1x) (p), where Y (x) is the interpolated tangent
plane at x. For sufficiently small e, p is in the image of PY and M is
well-defined. By Theorem A.2.1 and by construction of PY , this map
is continuous.
6. Apply Brouwer’s fixed point theorem to M: there exists some x, for
which x = PY (1x) (p), or, equivalently Y (x) · (x p) = 0. Therefore x
satisfies the condition for being a Phong projection.
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A.4 Useful results
Below, we use that the Frobenius norm is submultiplicative, namely that
for any two matrices A and B that can be multiplied, k ABk  k Akk Bk.
The Frobenius norm is rotation-invariant, meaning that if R T R = I, then
k RAk = k Ak. One of the implications is that if A is an orthonormal 2-by-D
basis, then for any matrix or vector B (of height D), k ABk  k Bk.
Proposition A.4.1. Let R, Q be (square) orthogonal matrices and T an arbitrary matrix, such that RT and TQ are valid multiplications. Then Ort( RT ) = R Ort( T ) and
Ort( TQ) = Ort( T ) Q.
Proof.

k RT

min k RT

BB T = I

R T B)k = k T

Bk = k R( T

Bk = min k T
BB T = I

R T Bk =)

R T Bk = min k T
KK T = I

K k,

where we substituted K := R T B. Hence the minimum energy attained by K =
Ort( T ) and B = Ort( RT ) is the same, and B = RK. A similar argument holds for
right multiplication Ort( TQ) = Ort( T ) Q.
We now show that orthogonal matrices and rank-deficient matrices are
never close. We use this to argue that if some matrix is close to an orthogonal
matrix, it cannot be singular.
Proposition A.4.2. Given an m-by-n matrix R (with m  n) such that RR T = I and
a rank-deficient m-by-n matrix A, the distance between them in the induced 2-norm and
therefore the Frobenius norm is at least 1.
Proof.

kR

A k2 = k R

A k2 · k R T k2

kI

AR T k2

kxT I

x T AR T k = kxk = 1,

where x is a unit m-vector such that A T x = 0. Recall that k Mk2  k Mk F for any
matrix M.
The next propositions show that aligning bases of different planes is welldefined if they are not too far apart.
Proposition A.4.3. Let T and K be orthonormal 2-by-D bases. If k T T T
(i.e., the planes they represent are not too far apart) then TK T has rank 2.
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KT Kk < 1

A.4 Useful results
Proof. Using that multiplication by an orthonormal basis does not increase the
Frobenius norm:
1 > kT T T

KT Kk

k TT T TT T

TK T KT T k = k I

TK T ( TK T ) T k.

Since I is orthogonal, by the converse of Proposition A.4.2, TK T ( TK T ) T and therefore TK T must have full rank.
It is well-known that Ort( A) is the orthogonal matrix in the polar decomposition of A. If A has full rank, Ort( A) is unique. Therefore, by Proposition A.4.3, for sufficiently close planes, Ort( TK T ) is well-defined.
Proposition A.4.4. If T and K are orthonormal 2-by-D bases, argmin A2O(2) k T
AK k = Ort( TK T ).
Proof. For A 2 O(2),

⇣
⌘
AK k2 = tr ( T AK ) T ( T AK )
⇣
⌘
T
T T
T T
= tr T T 2K A T + K A AK = c

kT

⇣

T

T

⌘

2tr K A T ,

where c = tr T T T + K T K does not depend on A. By the same manipulation,
⇣
⌘
⇣
⌘
k TK T Ak2 = c0 2tr A T TK T = c0 2tr K T A T T

(where c0 = tr KT T TK T + I again does not depend on A) so optimizing k T
AK k over O(2) is the same as optimizing k TK T Ak over O(2), the solution to
which is given by Ort( TK T ) by definition.
Proposition A.4.5. The distance d( T, K ) is a metric on orthonormal bases modulo ⌘.
Proof. Clearly, d is non-negative and d( T, K ) = 0 if and only if T ⌘ K by definition.
Symmetry follows from rotation-invariance of the Frobenius norm: k T AK k =
k A T T K k, so if A attains the minimum for d( T, K ) then A T attains the minimum
for d(K, T ). It remains to show the triangle inequality. For some A and A0 ,
d( T, K ) + d(K, M) = k T

A 0 M k.

AK k + kK

Then
d( T, K ) + d(K, M ) = k T

AK k + k AK

AA0 Mk

kT

AA0 Mk

d( T, M).

115

Phong Projection in Higher Dimensions
Now we can show in the following two propositions that the projection operator distance k T T T K T K k and our d( T, K ) are equivalent up to a constant.

Proposition A.4.6. If T and K are orthonormal 2-by-D bases,
1 T
d( T, K )
k T T K T K k.
2

Proof. We need to show that for any orthogonal 2-by-2 matrix A, 2k T AK k
k T T T K T K k. Because the Frobenius norm is rotation-invariant, we have k T
AK k = k A T T A T AK k = k T T A K T k. Multiplication by a 2-by-D orthonormal
basis does not increase the norm, so:

kT

AK k

kT T T

T T AK k,

kT T A

KT k

k T T AK

K T K k.

Adding these inequalities and using the triangle inequality, we obtain:
2k T

AK k

kT T T

T T AK k + k T T AK

KT Kk

kT T T

K T K k.

Proposition A.4.7. If T and K are orthonormal 2-by-D bases,
p
d( T, K )  2k T T T K T K k.
Proof. By Proposition A.4.4, d( T, K ) = k T Ort( TK T )K k. Because T is orthonormal, multiplication by it cannot increase the norm, so k T T T K T K k
k T TK T K k. Therefore, it suffices to show that

kT

Ort( TK T )K k2  2k T

TK T K k2 .

(A.7)

We write the left hand side in terms of traces, using that tr( TT T ) = 2 and letting
USV T be the SVD of TK T :
⇣
⌘
k T Ort( TK T )K k2 = tr ( T Ort( TK T )K )( T Ort( TK T )K ) T =
⇣
⌘
= tr TT T 2Ort( TK T )KT T + Ort( TK T )KK T Ort( TK T ) T =

=4

2tr(Ort( TK T )KT T ) = 4

2tr(UV T VSU T ) = 4

Similarly, with the right hand side of (A.7):
⇣
⌘
2k T TK T K k2 = 2tr ( T TK T K )( T TK T K ) T =
⇣
⌘
= 2tr TT T 2TK T KT T + TK T KK T KT T =
⇣
⌘
T
T
T
T
= 4 + 2tr
2TK KT + TK KT =
⇣
⌘
= 4 2tr TK T KT T = 4 2kSk2 .

2k S k1

The singular values of T and K T are no greater than one and therefore, the singular
values of TK T are no greater than one. This implies that 4 2kSk1  4 2kSk2
as needed.
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A.5 Moving least squares and our weights
Given n points y1 , . . . , yn in RD and an n-by-n diagonal matrix of weights
D, our generalized barycentric coordinates w at the origin (without the projection constraint) are defined as the argmin of kDwk2 subject to Yw = 0
and 1 T w = 1, where 1 is an n-by-1 matrix of ones, Y is a D-by-n concatenation of yi ’s. Letting q = Dw, the objective becomes kqk2 and the constraint
becomes
✓ ◆
✓ ◆
Y
0
1
D q=
.
(A.8)
T
1
1

Solving the constrained minimization is equivalent to finding the minimumnorm solution of the linear system defined by the constraints: w =
D 1 ((Y T 1) T D 1 )+ (0 T 1) T , where (·)+ is the pseudo-inverse. This is
just the last column of D 1 ((Y T 1) T D 1 )+ .
Given values zi associated with points yi , the moving least squares (with a
linear basis) interpolant at y = 0 is the value of the planar function a + y T b
that minimizes the energy:
⇣
2
f
(
y
)
Â i a + y T bi
n

i =1

zi

⌘2

where f(y) is a kernel function, like f(y) = 1/kyk2 . Written in matrix form,
the energy is:
⇣
⌘

kD

1

YT b + 1 · a

D

1

z k2

where z is an n-by-1 stack of zi ’s, and D is a diagonal matrix of 1/f(yi )’s.
The solution is
✓ ◆
b
= (D 1 (Y T 1))+ D 1 z.
a
At 0, the value of a + y T b is just a, so the weights on z are the last row of
(D 1 (Y T 1))+ D 1 . This is exactly the transpose of our weights.
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Projection on a quadric
As mentioned in Section 4.2.3, finding the nearest conjugate vectors for prescribed vectors reduces to the problem of projecting a point y0 onto a quadric
y T Hy = 0, where the quadric is only assumed to be symmetric, but not necessarily positive or negative definite (since it stems from the shape operator).
We solve the following problem:
min ky

y0 k2

s.t. y T Hy = 0.

(B.1)

We solve this nonlinear problem by Lagrange multipliers. The Lagrangian
of the system is:
L(y, l) = y T y + 2y0T y + ly T H y.

(B.2)

The stationary points of the Lagrangian are:
2y + 2y0 + 2lH y = 0 $ y = ( I + lH )

1

y0

(B.3)

Since H is symmetric, its singular value decomposition is H = USU T . We
then have that I + lH = U ( I + lS) U T , and consequently:
y = U ( I + lS)

1

U T y0

(B.4)

We next plug Equation (B.4) into our condition y T H y = 0 to obtain the
following:
y0T U ( I + lS)

1

U T H U ( I + lS)

y0T U ( I + lS)

1

S ( I + lS)

1
1

U T y0 = 0 ,
U T y0 = 0 ,

(B.5)

z T Dz = 0,
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where z = U T y0 . Since ( I + lS) 1 is diagonal, we have a simple expression
for D:
✓
◆
sm
D = diag
,
(B.6)
(1 + lsm )2
where sm are the diagonal elements of S. As a result, we need to solve:
sm

Â z2m (1 + lsm )2
m

= 0.

(B.7)

This is a rational equation in l. We solve it by computing the polynomial
numerator and extracting its roots.
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David Bommes, Bruno Lévy, Nico Pietroni, Enrico Puppo, Cláudio
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Leonidas J. Guibas. One point isometric matching with the heat
kernel. Comput. Graph. Forum, 29(5):1555–1564, 2010.
[OMPG13]
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