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Abstract
This thesis addresses the problem of autonomous navigation with ground robots in
complex environments, which may be characterized as nonplanar and nonstatic.
The goal of the presented research is to enable reliable navigation over large distances in generic indoor and outdoor environments, independent of external localization sources such as a global positioning system (GPS). Focusing on these challenges, algorithms for all building blocks of autonomous navigation—localization,
mapping, terrain assessment, motion planning, and motion control—are developed,
implemented, integrated, and finally evaluated in extensive field experiments.
Sensor-based perception of the environment is a basic requirement for localization
and mapping. We propose to use a high-frequency three-dimensional (3D) laser
scanner as the main exteroceptive sensor. The advantages of this technology lie in
the high density and accuracy of the provided measurements, and their independence
of lighting and weather conditions. We develop a highly scalable system for sixdimensional (6D) localization and 3D mapping based on iterative closest point (ICP)
matching. A topological/metric map representation, where metric information is kept
in spatially constrained local submaps representing vertices in a graph, allows to build
consistent large-scale maps without requiring global optimization. Long-term application in dynamic and changing environments is enabled by integrating methods
for identifying dynamic objects in the scene and for continuously updating existing
submaps.
Planning feasible and safe motions for a robotic vehicle requires distinguishing obstacles from traversable terrain. We develop two different algorithms for terrain assessment. The first method is targeted at real-time obstacle detection in the vicinity of
the robot. Assuming locally planar terrain, a grid-based obstacle map is built by analyzing the raw laser scans. The second approach is based on dense point cloud maps
(which can be obtained from the ICP mapping system) and suitable for planar and
nonplanar environments. The algorithm computes the geometry and the traversability of the terrain “on demand” at specific query locations, avoiding any artificial disi
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cretization or explicit surface reconstruction. The desired terrain characteristics are
estimated based on statistics on the local distribution of map points.
Given a specific navigation task, motion planning can be defined as the problem of
reasoning about how to act based on the knowledge about the environment. This
thesis addresses both local obstacle avoidance and global planning over large distances. Our approach to local planning consists of computing a set of candidate
trajectories, which are shaped around nearby obstacles or along a given reference
path, and enforced to satisfy the robot’s kinematic constraints. The optimal local trajectory is chosen by evaluating the motion alternatives in terms of guidance towards
the goal and traversability of the underlying terrain. For global motion planning,
we develop an algorithm embedding the proposed point-cloud-based terrain assessment method, which allows trajectories to be directly planned on 3D point cloud
maps. The approach is designed to be suitable for generic nonplanar environments,
including rough outdoor terrain, multi-level facilities, and more complex geometries.
Piecewise continuous trajectories are computed in the full 6D space of robot poses,
while strictly considering the vehicle’s kinematic and dynamic constraints. We apply sampling-based planning algorithms to generate an initial trajectory connecting
the desired start and goal poses. Subsequently, the trajectory is locally optimized
according to a generic cost function, which may include path length, path curvature,
and roughness of the traversed terrain. While enforcing the hard constraints to remain satisfied (terrain contact, traversability, kinodynamic feasibility), the trajectory
is iteratively deformed until a local minimum of the cost function is reached.
We develop two complete systems for autonomous navigation, integrating these approaches. Combining the ICP-based localization and mapping framework with local
obstacle detection and local motion planning, we implement a framework for autonomous route following, commonly referred to as teach and repeat (T&R). After
a manually controlled teach run, where a graph of local submaps is built, the robot
is able to automatically repeat the learned route, using the recorded maps for localization. Unlike classical T&R systems, our framework is suitable for application in
dynamic environments, where the integrated obstacle avoidance scheme allows to detect and circumnavigate obstacles appearing on the reference path. In addition to the
T&R approach, we present a second navigation system, integrating the point-cloudbased terrain assessment and global planning algorithms with ICP-based localization
and mapping. Given a graph of point cloud maps—typically recorded in a manually controlled survey run—the framework enables navigation within the mapped
area without being restricted to known routes. Motion control is implemented by a
trajectory tracking controller with integrated real-time collision checking. Together
ii
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with continuous map updates and frequent replanning of the global trajectory, these
techniques enable autonomous navigation in nonplanar, nonstatic environments.
Finally, we describe the characteristics of the mobile robot ARTOR, which was set
up for the purpose of testing and evaluating the developed algorithms under realistic conditions. ARTOR consists of a six-wheeled, electrically powered base vehicle equipped with sensors, computers, and communication gear. The proposed
autonomous navigation algorithms were integrated on the robot and tested in extensive field experiments, demonstrating reliable, GPS-independent navigation over
large distances and under greatly varying environmental conditions, in unstructured
off-road terrain, multi-level environments, and dynamic urban areas.

iii

Zusammenfassung
Diese Dissertation behandelt das Thema der autonomen Navigation mit bodengebundenen Robotern in komplexen Umgebungen, die weder als planar noch als statisch angenommen werden können. Ziel der vorliegenden Arbeit ist es, zuverlässige
Navigation über weite Distanzen im Innen- und Aussenbereich zu ermöglichen, unabhängig von externen Lokalisierungssystemen wie beispielsweise GPS. Mit Blick
auf diese Herausforderungen werden Algorithmen für alle Bausteine der autonomen Navigation – Lokalisierung, Kartierung, Geländebeurteilung, Bewegungsplanung und Bewegungssteuerung – entwickelt, implementiert, integriert, und schliesslich in ausgedehnten Feldversuchen evaluiert.
Sensorbasierte Wahrnehmung der Umgebung ist eine Grundvoraussetzung für Lokalisierung und Kartierung. Wir verwenden einen hochfrequenten dreidimensionalen
(3D) Laserscanner als Hauptsensor. Die Vorteile dieser Technologie liegen in der hohen Dichte und Genauigkeit der Messungen und in der Unabhängigkeit der letzteren
von Lichtverhältnissen und Wetterbedingungen. Wir entwickeln ein in hohem Masse
skalierbares System für sechsdimensionale (6D) Lokalisierung und 3D Kartierung
basierend auf Iterative Closest Point Matching (ICP). Eine topologisch/metrische
Kartendarstellung – metrische Daten werden in räumlich beschränkten, lokalen Submaps gespeichert, die Knoten in einem Graphen darstellen – erlaubt es, konsistente, grossflächige Karten anzulegen, ohne dass eine globale Optimierung nötig wäre.
Durch die Integration von Algorithmen zur Erkennung von dynamischen Objekten
und zur fortlaufenden Aktualisierung der existierenden Submaps wird eine langfristige Anwendung in einem dynamischen und sich ständig ändernden Umfeld ermöglicht.
Zur Planung von umsetzbaren und sicheren Bewegungen für einen mobilen Roboter
müssen Hindernisse von befahrbarem Terrain unterschieden werden können. Wir entwickeln zwei unterschiedliche Algorithmen zur Geländebeurteilung. Die erste Methode ist für lokale Hindernisvermeidung in Echtzeit konzipiert. Unter der Annahme eines lokal planaren Untergrunds wird eine rasterbasierte Hinderniskarte direkt
aus den Rohdaten des Laserscanners errechnet. Der zweite Ansatz basiert auf hochauflösenden Punktewolken-Karten (welche von dem ICP-Kartierungssystem bereitv
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gestellt werden) und eignet sich für planare und nicht-planare Umgebungen. Der Algorithmus berechnet die Geometrie und die Befahrbarkeit des Geländes auf Verlan”
gen“ an spezifischen Abfragestellen, wodurch sowohl künstliche Diskretisierung als
auch explizite Oberflächenrekonstruktion vermieden werden können. Die gesuchten
Geländeeigenschaften werden aus einer statistischen Betrachtung der lokalen Verteilung der Kartenpunkte berechnet.
Bewegungsplanung kann definiert werden als die Aufgabe, zu bestimmen, wie der
Roboter – basierend auf dem angeeigneten Wissen über sein Umfeld – agieren soll,
um eine bestimmte Navigationsaufgabe zu erfüllen. Diese Dissertation behandelt sowohl lokale Hindernisvermeidung als auch globale Bewegungsplanung über weite
Strecken. Unser Ansatz für lokale Planung besteht in der Berechnung einer Auswahl von möglichen Trajektorien, die so geformt werden, dass sie um nahe gelegene Hindernisse herum oder entlang eines gegebenen Referenzpfades verlaufen, und
die kinematischen Beschränkungen des Roboters berücksichtigen. Die optimale lokale Trajektorie wird ausgewählt indem alle Alternativen in Bezug auf Zielführung
und Befahrbarkeit des unterliegenden Geländes beurteilt werden. Für globale Bewegungsplanung entwickeln wir einen Algorithmus, der die punktewolkenbasierte
Geländebeurteilungsmethode einbindet und es ermöglicht, Trajektorien direkt auf 3D
Punktewolken zu planen. Der Ansatz ist so konzipiert, dass er für generische nichtplanare Umgebungen geeignet ist, was sowohl unwegsames, unebenes Gelände als
auch mehrstöckige Gebäudeanlagen einschliesst. Stückweise stetige Trajektorien im
sechsdimensionalen Raum der Roboterposen werden unter strikter Berücksichtigung
der kinematischen und dynamischen Beschränkungen des Fahrzeugs berechnet. Wir
verwenden samplingbasierte Planungsalgorithmen für die Berechnung einer initialen
Trajektorie, die den spezifizierten Startpunkt mit der Zielposition verbindet. Anschliessend wird die Trajektorie lokal optimiert gemäss einer benutzerdefinierten Kostenfunktion, die beispielsweise die Pfadlänge, die Pfadkrümmung, und die Unebenheit des durchquerten Terrains beinhaltet. Während sichergestellt wird, dass die harten Randbedingungen (Geländekontakt, Befahrbarkeit, kinematische und dynamische
Realisierbarkeit) erfüllt bleiben, wird die Trajektorie iterativ verformt, bis ein lokales
Minimum der Kostenfunktion erreicht ist.
Basierend auf diesen Algorithmen entwickeln wir zwei verschiedene Systeme für autonome Navigation. Wir kombinieren das ICP-basierte Lokalisierungs- und Kartierungssystem mit lokaler Hinderniserkennung und Bewegungsplanung zu einem System für autonomes Abfahren von bekannten Strecken, häufig als Teach and Repe”
at“ (T&R) bezeichnet. Der Roboter wird einmalig manuell entlang der gewünschten
Strecke gesteuert, während ein Graph von lokalen Submaps aufgebaut und gespeichert wird. Danach kann die Strecke beliebig oft autonom abgefahren werden, wovi
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bei sich der Roboter anhand der aufgenommenen Karten lokalisiert. Im Gegensatz
zu klassischen T&R-Systemen eignet sich unser System auch für die Anwendung
in dynamischen Umgebungen, da es in der Lage ist, Hindernisse, die den Referenzpfad blockieren, zu erkennen und zu umfahren. Jenseits von T&R präsentieren
wir ein zweites Navigationssystem, das die punktewolkenbasierten Algorithmen für
Geländebeurteilung und globale Bewegungsplanung mit ICP-basierter Lokalisierung
und Kartierung verbindet. Auf der Grundlage eines Graphen von Punktewolkenkarten – typischerweise während einer manuell gesteuerten Erkundungsfahrt erstellt –
ermöglicht das System autonome Navigation innerhalb der gesamten kartierten Umgebung, ohne die Fahrt auf zuvor gelernte Routen zu beschränken. Die Bewegungssteuerung erfolgt durch einen Pfadfolgeregler mit integrierter Hinderniserkennung.
Zusammen mit kontinuierlich aktualisierten Karten und häufiger Neuplanung der
globalen Trajektorie ermöglichen diese Techniken autonome Navigation in nichtplanaren, nicht-statischen Umgebungen.
Schliesslich beschreiben wir den Roboter ARTOR, der im Rahmen dieses Projekts
aufgebaut wurde, um die entwickelten Algorithmen unter realistischen Bedingungen
zu evaluieren. ARTOR besteht aus einem sechsrädrigen, elektrisch angetriebenen Basisfahrzeug, das mit einer Reihe von Sensoren sowie Computern und Kommunikationsgeräten ausgestattet ist. In ausführlichen Feldversuchen konnte gezeigt werden,
dass die dargelegten Algorithmen zuverlässige, GPS-unabhängige autonome Navigation über grosse Distanzen ermöglichen, in verschiedensten Witterungs- und Lichtverhältnissen, sowohl in unebenem, rauem Gelände abseits befestigter Wege, als auch
in mehrstöckigen Gebäuden und in dynamischer, urbaner Umgebung.
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1
Introduction
Over the past decades, mobile robots have evolved from research prototypes to machines capable of performing work in many different domains, from planetary exploration and industrial production to agriculture and private households. Ongoing
research in algorithmic intelligence, combined with technological advances in computing and sensing hardware, continue opening new application areas. We identify
three main motivating forces for developing and deploying mobile robotic systems:
Dangerous tasks. Mobile robots can be used to carry out work in environments that
are dangerous for humans. Examples include search and rescue, underground
mining, bomb disposal, or NBC reconnaissance1 .
Inaccessible places. Mobile robots enable exploration and inspection of places that
are difficult or impossible to reach for humans, such as remote planets, deep
sea, or tight structures in industrial plants.
Efficiency and accuracy. In households as well as in industry, agriculture, or transportation, mobile robots may execute work more efficiently and more accurately than humans or manually controlled machines, especially with regard to
repetitive or exhausting tasks.
Mobile robots differ from conventional, teleoperated unmanned vehicles by their ability to navigate autonomously—to safely move in their environment without permanent control by a human operator. This capability is essential for most of the aforementioned applications. Manual remote control requires a skilled and well-trained
operator for every single vehicle in use. Remote control is known to be especially
difficult if the vehicle is out of sight, where it has to be steered using sensor feedback such as video streams from onboard cameras. Moreover, a highly reliable radio
1 Reconnaissance

for nuclear, biological and chemical hazards.
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communication system is a crucial prerequisite for safe remote control, yet may be
expensive or even unfeasible in many practical applications.
This thesis develops algorithms for autonomous navigation of mobile ground robots
in complex nonplanar terrain. The goal of the presented research is to enable reliable,
safe, and efficient robotic navigation over large distances in nonstatic environments,
requiring neither an external global positioning system (GPS) nor manual control by
a human operator. The remainder of this chapter details the motivation and the objectives of the thesis (Section 1.1) and provides a summary of the proposed methods and
algorithms (Section 1.2). Finally, Section 1.3 gives an overview of the organization
of the thesis.

1.1

Motivation and Objectives

Autonomous navigation is a complex problem, generally consisting of four main subtasks: perception, localization and mapping, motion planning, and motion control
(Siegwart, Nourbakhsh, and Scaramuzza, 2011). Information about the environment
is acquired with onboard sensors such as laser scanners or cameras, and processed to
establish a map and localize within the same. A path guiding the robot towards the
desired goal is computed based on this information, and utilized for controlling the
vehicle’s motion.
The complexity of these tasks greatly depends on the specific application, and on
the characteristics of the environment the robot is supposed to navigate in. Over the
past decades, the problem of autonomous ground robot navigation has been studied
in the context of many different applications and environments. Impressive results
have been achieved, ranging from planetary exploration (Maimone et al., 2006) and
navigation in terrestrial off-road terrain (Kelly et al., 2006) to autonomous driving on
urban roads (Urmson et al., 2008) and navigation in highly dynamic pedestrian areas
(Kümmerle et al., 2013). Nevertheless, a number of important challenges remain,
including the following aspects.
Complex nonplanar terrain. A great deal of today’s navigation algorithms assume
the robot to move on largely flat terrain. While localization is often accomplished in the full six-dimensional (6D) space of position and orientation, motion planning is typically carried out on a simplified planar or 2.5-dimensional
(2.5D) terrain model, especially with regard to global planning over large distances. However, these methods fail in highly nonplanar environments, which
may contain steep slopes, overhanging structures, and multiple drivable levels. Navigation in such environments requires to account for the actual three2
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dimensional (3D) terrain geometry in each component of the system, including
perception, localization, mapping, planning, and control.
Large-scale localization without GPS. Global localization by means of GPS is widely used for outdoor autonomous navigation. However, the system fails if
the satellites are invisible to the robot, for example in forests, tunnels, or inside buildings. This motivates the need for GPS-independent localization techniques based on sensors such as cameras or laser scanners. While this problem
has been extensively studied in the past, reliable and accurate localization remains a challenging task, especially if the system is required to operate over
large distances, in generic 3D terrain, and under greatly varying environmental
conditions (lighting, weather).
Dynamic environments. Apart from specialized systems for autonomous driving or
navigation pedestrian areas, the environment is often assumed to be static, especially for off-road navigation in complex terrain. This is a valid simplification
for planetary exploration and some special terrestrial applications. In general,
however, the world is populated by dynamic and moving objects, and even the
supposedly static part of the environment may change over time. For efficient
and safe navigation, these aspects have to be taken into account by the localization and mapping system as well as by the motion planner.
Adaptability to different environments. A large part of existing autonomous navigation systems are targeted at one specific application in a particular environment. Limiting the scope to a clearly defined scenario facilitates the development of a functional system, yet restricts the resulting approach from being
applicable in different environments and under unforeseen conditions. Building a “universal” autonomous navigation system might be illusory given the
large variety of potential environments. However, a certain degree of generality may be highly beneficial for the deployment of mobile robots in practical
applications, which often require navigation over largely varying terrain.
The goal of this thesis is to address these challenges. The scope includes the development, implementation, and integration of algorithms for all building blocks of
an autonomous navigation system, comprising localization, mapping, terrain assessment, motion planning, and motion control, with a focus on motion planning. The
resulting system is intended to enable autonomous navigation over large distances in
complex nonplanar environments, ranging from multi-level urban areas to intricate
off-road terrain. The approach is supposed to be independent of external localization
sources such as GPS or compasses, capable of coping with nonstatic environments,
3
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and functional under a wide variety of different lighting and weather conditions. The
developed algorithms shall be integrated on a real robotic vehicle for experimental
validation of their performance and practicality, with the objective of demonstrating
reliable autonomous navigation under realistic conditions.

1.2

Approach

This section summarizes the methods and algorithms developed in this thesis to
achieve the objectives stated above. The following overview is structured according to the different ingredients of the complete autonomous navigation system, and
references the respective sections which describe the approaches in detail.

Perception
Perception of the environment with onboard sensors is a fundamental prerequisite for
localization, mapping and terrain assessment. The algorithms presented in this thesis
are based on a 3D laser scanner as the main exteroceptive sensor. Our robotic system
uses a Velodyne HDL-32E scanner2 . The sensor rotates around the vertical axis with
a frequency of 10 Hz and provides approximately 700 000 measurements per second
(3D points with corresponding reflectivity values), with a maximum range of 100 m.
An example scan is shown in Figure 1.1.
3D laser scanners are typically more expensive than alternative sensors applied for
6D localization and 3D mapping, such as CCD or CMOS cameras, time-of-flight
cameras, or ultrasonic sensors. However, they offer a number of important advantages, which are highly relevant for the problem addressed in this thesis. Lasers
provide accurate range measurements over large distances, allowing to build precise,
large-scale terrain maps. Apart from map-based localization, the latter are valuable
for traversability assessment, motion planning, and visualization purposes. Moreover, unlike cameras, laser scanners are independent of ambient light and known
to be functional in a wide variety of environmental conditions. In Section 4.7, we
experimentally demonstrate that our laser-based system operates reliably in diverse
environments and under largely different lighting and weather conditions: in urban
and off-road terrain, day and night, in sunshine, rain, and snowfall.

Localization and Mapping
In Sections 4.4 and 4.5, we develop a system for 6D localization and 3D mapping
based on 3D range measurements. The framework applies iterative closest point (ICP)
2 www.velodynelidar.com/lidar/hdlproducts/hdl32e.aspx
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Figure 1.1: An example of a single 360◦ scan produced by the Velodyne HDL-32E laser
scanner, with the points colored according to their height in the sensor’s coordinate frame (red:
low, blue: high). The scene shows a hilly off-road terrain with two people in the foreground, a
van in the background, and small trees on the right side of the image. The sensor consists of
32 laser/detector pairs mounted at different angles and rotating around the vertical axis. In flat
terrain, the measurements thus form an array of concentric circles around the sensor.

matching to build and localize within point cloud maps (Figure 1.2), using a hybrid topological/metric map representation. Metric information is stored in spatially
bounded submaps and expressed in local coordinate frames. The submaps are arranged in an undirected graph, where edges represent the relative transformations
between the submaps’ coordinate frames. This results in a highly scalable localization and mapping system. Localization uncertainty—typically growing with traveled
distance—does not corrupt the map, since the global topology and the local metric information remain correct. Consequently, the system allows to build consistent
large-scale maps without global optimization, but using only incremental localization. Moreover, only a small fraction of the entire map has to be kept in memory and
handled by the algorithms at any time during navigation, namely a small number of
nearby submaps.
The localization and mapping system operates in two different modes for exploration
of an unknown environment or for navigation in a previously mapped area. In the
exploration phase, the topological/metric map is built: using incremental localization, a sequence of local submaps along the driven route are generated and stored
in a database. When navigating a known environment, the robot localizes against
5
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Figure 1.2: An example of a point cloud map built with the proposed ICP-based localization and mapping system, showing an urban scene composed of roads, buildings, and trees.
The framework incorporates a topological/metric map representation. Metric information is
retained in local submaps (21 in this case), which are arranged in a graph whose edges represent relative transformations. Accurate and dense laser measurements combined with carefully
tuned ICP matching algorithms allow to build accurate large-scale maps.

submaps in the graph, avoiding accumulation of error in the pose estimate over time.
The framework relies solely on 3D laser scans acquired with an onboard sensor and
does not require any additional inputs such as GPS measurements. The experiments
presented in Section 4.7 demonstrate that it enables accurate and reliable localization
in highly nonplanar off-road terrain as well as in dynamic urban environments.
In Section 5.4, we extend the localization and mapping framework by introducing
three different enhancements targeted at improving the localization accuracy and obtaining high quality maps suitable for traversability assessment and motion planning.
We present an algorithm for undistorting 3D laser scans acquired with a moving
vehicle. The approach is based on estimating the motion of the scanner using an
inertial measurement unit (IMU) and wheel encoders. Especially in rough, uneven
terrain, neglecting the sensor’s motion results in distorted scans precipitating noise in
the point cloud maps. Rectifying the raw laser scans is shown to considerably improve the map quality. Furthermore, the framework is extended to allow continuous
map updates when navigating in a previously mapped area. This functionality allows
to dynamically adapt to changes in the environment and enables reliable operation
6
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over a long time horizon. Finally, a method for identification of dynamic objects is
integrated. The approach estimates each map point’s probability of originating from
a nonstatic object, and allows to separate the static part of the environment from
traces arising from dynamic elements. Periodically removing highly dynamic points
prevents the accumulation of spurious data over time and helps to keep the maps
“clean”.

Terrain Assessment and Obstacle Detection
Distinguishing obstacles from traversable terrain is a prerequisite for planning safe
paths guiding a robot through the environment towards the desired goal. This thesis presents two different approaches to traversability assessment. The first method,
developed in Section 4.6.1, is targeted at local obstacle avoidance in largely planar
environments. It exploits the special structure of the 3D laser measurements provided
by the Velodyne scanner to build a grid-based binary obstacle map covering the local
surroundings of the robot. Operating directly on the raw laser scans—independent
of all other system components—, the proposed method yields reliable local obstacle
detection in real time.
In Section 5.5, we develop a more generic terrain assessment approach suitable for
both planar and nonplanar environments. The geometry and the traversability of the
terrain are estimated on the basis of 3D point cloud maps. Avoiding any explicit
surface reconstruction or discretization, the method computes terrain-compliant 6D
robot poses along with traversability estimates directly from the local distribution
of map points on demand at specific query locations. The roughness of the terrain
is computed at the level of individual map points, based on the residuals of local
planar surface approximations. Figure 1.3 shows an example map with the points
colored according to the estimated local terrain roughness. The traversability of a
specific robot pose is inferred from a combination of the roughness values of all
points included in a robot-sized volume and the estimated terrain-induced orientation
of the robot with respect to gravity. We experimentally demonstrate that the proposed
technique enables accurate terrain assessment in structured, urban areas including
multi-level facilities as well as in complex and highly nonplanar off-road terrain,
without any terrain-specific adaptations.

Motion Planning and Control
Motion planning is the cognitive part of autonomous navigation. Given the knowledge provided by the localization, mapping, and terrain assessment modules, motion
planning consists in choosing a suitable path from a large or even infinite number
7
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of possibilities. The sought path is required to guide the robot towards the specified
goal or along a sequence of waypoints as efficiently as possible, while avoiding any
hazards such as collisions with obstacles or other agents.
In the teach and repeat (T&R) system presented in Chapter 4, the robot is supposed
to follow a reference path rather than navigate freely in the environment. Instead
of using a global motion planner, the reference path is obtained by recording the
driven route while the robot is steered by a human operator. We present two different approaches for autonomous navigation along previously recorded paths. The
first method is a path tracking controller, computing appropriate motion commands
to make the robot follow the reference path as precisely as possible. This comparatively simple setup allows reliable navigation in both urban areas and nonplanar
off-road terrain, yet requires the environment to be static, since the path tracker is
agnostic of obstacles that may appear on the route. For navigation in dynamic urban
environments, we replace the path tracking controller by a local motion planner (Section 4.6.2), which allows to avoid obstacles by temporarily leaving the reference path.
The planner computes a set of candidate trajectories, from which the optimal alternative is chosen according to a certain cost function. The candidate trajectories are
generated using a kinodynamic vehicle model and form a tree of system-compliant
motions shaped along the reference path. Based on an obstacle grid map—computed
from the raw laser scans as outlined above—unfeasible trajectories are sorted out.
From the remaining candidates the optimal trajectory is selected based on the lateral
offset from the reference path and the deviation from the target speed. The motion
commands for control of the robot are directly given by the trajectory.
Section 5.6 presents an approach to global motion planning in generic nonplanar environments, which enables navigation without being restricted to previously driven
routes. Embedding the point-based terrain assessment method introduced above, the
planner computes 6D trajectories compliant with kinematic and dynamic constraints
directly on point cloud maps. The latter characteristic allows planning on generic
two-dimensional (2D) manifolds in the 3D space, including multi-level environments
or pipe systems, without explicit extraction of the environment’s topology. The proposed planning framework is a three-stage approach. An initial, collision-free trajectory connecting the robot’s pose with the goal is computed using rapidly exploring
random trees (RRT, LaValle, 1998). Subsequently, the trajectory is coarsely optimized on the global level using a method inspired by the RRT∗ algorithm (Karaman
and Frazzoli, 2011). The third and final stage consists in fine-grained local trajectory optimization according to a custom objective function, which may include path
length, curvature, terrain smoothness, and other factors. While strictly considering
all hard constraints such as terrain contact, traversability, and kinodynamic feasibil8
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traversable

obstacle

Figure 1.3: Example results of the motion planning and terrain assessment algorithms developed in Chapter 5. The point cloud map represents the scene shown in the photograph on the
right, with the points colored according to the estimated terrain roughness (ρ). The latter is
computed by fitting small planar patches to the point cloud and analyzing the residuals. The
green trajectory is a result of the proposed planning approach, comprising randomized planning followed by precise local trajectory optimization. The planner incorporates kinodynamic
vehicle constraints and computes trajectories in 6D directly on 3D point cloud maps.

ity, the trajectory is iteratively deformed in small steps until a local minimum of the
cost function is reached. Figure 1.3 shows an example result of the planner in rough,
unstructured terrain. In offline evaluation using recorded and simulated sensor data,
we demonstrate that the approach yields expedient trajectories in a variety of different environments, including rough terrain, urban settings, and complex simulated 3D
structures. The suitability for practical, real-time application on a mobile robot is
assessed in a series of navigation experiments. We integrate the planner with a path
tracking controller and a “safety layer” including forward-simulation of the robot’s
path and high-frequency collision checking. Together with continuous map updates
and frequent replanning, the proposed planning framework is shown to enable reliable
autonomous navigation in off-road terrain, in multi-level buildings, and in nonstatic
environments populated by other moving agents.

Autonomous Navigation System
Assembling the algorithms for localization, mapping, terrain assessment, and motion planning to form a complete autonomous navigation framework is a problem of
its own. A practical and reliable system requires the individual components to be
optimized for real-time performance and to be carefully coordinated with each other.
9
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Integrating the methods and algorithms introduced above, this thesis presents two different systems for autonomous navigation. The adaptive T&R framework developed
in Chapter 4 is targeted at robust navigation along learned routes, while the system
presented in Chapter 5 includes global motion planning for unrestricted autonomous
navigation in complex terrain. Both approaches are based on GPS-independent localization with a 3D laser scanner and ICP, using a point cloud map recorded in a survey
run.
T&R can be seen as a special approach to autonomous navigation, where flexibility
in terms of selectable paths is sacrificed in favor of robustness and low complexity.
In the presented T&R framework (Section 4.3), the robot is first manually steered
along the desired route, simultaneously building and localizing within a graph of local submaps (teach pass). Subsequently, the route can be autonomously repeated,
using the sensor readings to localize with respect to the recorded maps (repeat pass).
The system includes two different modes for motion planning and control in the repeat pass, a simple yet effective path tracker, and a more sophisticated local motion
planner. The latter enables obstacle detection and avoidance in dynamic urban environments, deviating from the reference path when necessary. The former is designed
for navigation in generic environments including nonplanar off-road terrain, yet requires the environment to be static.
The point-cloud-based motion planning and terrain assessment methods integrated
in the navigation system presented in Section 5.7 allow to plan trajectories on the
global level. Given a point cloud map of the environment—a graph of submaps typically recorded in a manually controlled exploration run—the framework enables autonomous navigation within the entire mapped area without being restricted to previously driven paths. The system is designed to operate in generic nonplanar, nonstatic
environments. During navigation, the submaps are continuously updated and cleaned
from traces of dynamic objects. For motion planning and terrain assessment, highresolution gravity-aligned maps are extracted from the graph of submaps built for localization purposes. The trajectory to the goal is replanned as frequently as possible
according to the available computational resources. Motion control is implemented
by a trajectory tracking controller in conjunction with real-time collision checking
(safety layer). In case of an imminent collision, the robot is stopped until a new,
safe trajectory is computed. A reverse maneuver (recovery behavior) is triggered if
the planner is unable to find a suitable trajectory for avoiding the obstacle in forward
motion.
In extensive field experiments reported in Section 4.7 and Section 5.8, we show that
both systems enable autonomous navigation over several kilometers in urban as well
as in off-road terrain, under greatly varying environmental conditions. An electri10
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Figure 1.4: The robot ARTOR was set up for the purpose of testing and evaluating the navigation algorithms developed in this thesis. The skid-steered electrically powered vehicle is
featured with a set of sensors, including a Velodyne 3D laser scanner (on the top), a stereo
camera, an IMU, and a GPS antenna. An onboard computer processes the sensor data for
localization, mapping, and terrain assessment, and runs the motion planning and control algorithms.

cally powered skid-steered mobile robot—called ARTOR (Figure 1.4)—was set up
for the purpose of these experiments and for testing the different algorithms under
realistic conditions during the development phase. ARTOR is equipped with an array
of different sensors as well as computation and communication hardware. The vehicle reaches a maximum speed of 3.5 m/s, and its six-wheeled configuration yields
good traction in rough and uneven outdoor terrain. During autonomous navigation,
all computations are executed on an onboard computer running Ubuntu Linux and the
Robot Operating System ROS. Chapter 3 describes the setup of ARTOR in detail.
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1.3

Organization

The remainder of this dissertation is organized as follows. Chapter 2 summarizes the
contributions of this thesis. Chapter 3 describes the characteristics of the robot ARTOR, which was set up as part of these doctoral studies and employed for the field
experiments reported in the following. The scientific core of this thesis consists of
two parts, which are described in Chapter 4 and Chapter 5, respectively. Chapter 4
presents a system for robust autonomous route following in dynamic environments
and under greatly varying environmental conditions. Chapter 5 develops algorithms
for terrain assessment and global motion planning based on point cloud maps, which
enable autonomous navigation in complex nonplanar environments. Finally, Chapter 6 highlights remaining challenges and discusses directions for future research.
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Contributions
This thesis makes two main contributions:
• Adaptive route following: A system for autonomous route following using a
single 3D laser scanner, which is suitable for dynamic environments and functional in a wide variety of lighting and weather conditions.
• Autonomous navigation based on point cloud maps: A system for autonomous navigation over complex nonplanar terrain, including algorithms for
mapping and localization in dynamic environments, terrain traversability assessment, and global motion planning.
The individual contributions are detailed in Sections 2.1 and 2.2, respectively. Section 2.3 provides a complete list of all papers that were published or submitted as a
result of the author’s doctoral studies, and Section 2.4 gives an overview of supervised student projects. Finally, Section 2.5 briefly describes the participation in two
robotic challenges and the approaches chosen for solving the respective tasks.

2.1

Adaptive Route Following

We develop the first T&R system that uses dense 3D point clouds and geometric registration to enable navigation in generic nonplanar environments. At the core of the
proposed system is a highly scalable framework for accurate 3D mapping and 6D localization using a 3D laser scanner as the only exteroceptive sensor. The localization
and mapping framework is robust to dynamic scenes and large changes in the environment, and independent of ambient lighting. Compared to state-of-the-art camera or
laser based T&R systems for 3D environments, the proposed approach has a greatly
increased robustness to deviations from the reference path. Together with the high
13
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range and the omnidirectionality of the employed laser scanner, ICP matching allows
to build accurate large-scale maps that enable reliable localization within a wide band
along the taught path. Exploiting this capability, we extend the idea of T&R toward
adaptive route following. We develop and integrate a local obstacle avoidance module, consisting of an obstacle detection algorithm and a local motion planner. Unlike
classical T&R systems, the resulting route following framework enables autonomous
navigation in dynamic environments, where the robot is able to locally deviate from
the reference path whenever necessary.
In a series of field experiments with the robot ARTOR, we analyze the ICP-based
T&R system in depth, and compare its performance to a state-of-the-art stereo-visionbased approach (Furgale and Barfoot, 2010). Using precise ground truth measurements, the two systems are shown to yield similar localization accuracy, with relative
localization errors below 5 cm in urban environments and below 10 cm in rough, unstructured terrain. We evaluate the robustness of the localization system to deviations
from the reference path in an experiment involving several different obstacles placed
on the latter. The results show that our system is able to detect and circumnavigate
large obstacles while staying precisely localized. In the vision-based system, however, localization errors grow with increasing distance from the reference path due to
a lack of overlap between the camera images and the recorded map. The results of a
long-range T&R experiment in rough terrain demonstrate the lighting-invariance and
the reliability of our system. A route of approximately 900 m was repeated eight times
over the course of an entire day, including a run in complete darkness, amounting to
more than 7 km of fully autonomous driving. Finally, we describe a T&R experiment
in a dynamic urban environment, where a route of 1.3 km was repeated 12 times in
various lighting and weather conditions. The robot autonomously drove a distance
of over 15 km, reliably avoiding both static and dynamic obstacles obstructing the
taught path.

2.2

Autonomous Navigation Based on
Point Cloud Maps

We develop a practical approach to global motion planning in 3D environments. The
proposed planner improves over the state-of-the-art by combining the following capabilities: it enables (a) planning directly on unordered point cloud maps using only local terrain assessment, without artificial discretization, (b) planning piecewise continuous trajectories compliant with kinematic and dynamic vehicle constraints in the full
6D space of robot poses, and (c) planning on generic 2D manifolds embedded in the
3D space without explicit topology extraction. The presented motion planning frame14
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work includes a method for precise local trajectory optimization in nonplanar terrain.
The algorithm does not require computation of gradients nor explicit obstacle mapping, and it inherently respects hard constraints such as terrain contact, traversability,
and kinodynamic feasibility. Moreover, we present a technique for identification of
the 3D geometry and the traversability of surfaces represented as point clouds. The
proposed terrain assessment method is computationally inexpensive, free of artificial
discretization, and suitable for local application only at required places. We integrate
these methods into a complete system for GPS-independent autonomous navigation.
Together with a motion control module and an ICP-based localization and mapping
framework, the proposed planner enables reliable long-range navigation in both static
and dynamic environments.
We evaluate the developed algorithms using both recorded and simulated point cloud
maps. We demonstrate that our terrain assessment method allows to reliably distinguish traversable from untraversable regions in rough outdoor terrain as well as
in urban environments, without any environment-specific adaptations. Similarly, the
planner is shown to produce expedient trajectories in a variety of different terrains
(including complex 3D geometries), while respecting user-defined constraints such as
maximum vehicle inclination or maximum path curvature, and optimizing the result
for a selectable compromise between short length, smoothness, and low risk. Further,
we present the results of an experiment involving 5000 random planner queries using
a map recorded in a large-scale off-road environment. A statistical evaluation demonstrates the effectiveness of the proposed global and local trajectory optimization algorithms, and the feasibility of the entire planning approach for real-time application
on a mobile robot. Finally, we describe three different experiments with the robot
ARTOR, evaluating the complete autonomous navigation system integrating the developed algorithms. The results evidence the suitability of the proposed approaches
for navigation in rough outdoor terrain, in multi-level facilities, and in dynamic urban
environments. Involving more than 4 km of autonomous driving, the field tests also
revealed improvable components of the system and promising directions for future
research.
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2.3

List of Publications

This section provides a list of all papers that were published or submitted during these
doctoral studies.
• Krüsi, P., Furgale, P., Bosse, M., and Siegwart, R. “Driving on Point Clouds:
Motion Planning, Trajectory Optimization, and Terrain Assessment in Generic
Nonplanar Environments”. Submitted to Journal of Field Robotics.
• Krüsi, P., Bücheler, B., Pomerleau, F., Schwesinger, U., Siegwart, R., and Furgale, P. (2015). “Lighting-invariant Adaptive Route Following Using Iterative
Closest Point Matching”. Journal of Field Robotics 32.4, pp. 534–564.
• Krüsi, P., Pivtoraiko, M., Kelly, A., Howard, T. M., and Siegwart, R. (2010).
“Path Set Relaxation for Mobile Robot Navigation”. In: Proceedings of the
10th International Symposium on Artificial Intelligence, Robotics and Automation in Space (iSAIRAS), pp. 456–463.
• Pomerleau, F., Krüsi, P., Colas, F., Furgale, P., and Siegwart, R. (2014). “Longterm 3D map maintenance in dynamic environments”. In: Proceedings of the
IEEE International Conference on Robotics and Automation (ICRA), pp. 3712–
3719.
• Furgale, P., Krüsi, P., Pomerleau, F., Schwesinger, U., Colas, F., and Siegwart, R. (2014). “There and Back Again—Dealing with highly-dynamic scenes
and long-term change during topological/metric route following”. In: ICRA14
Workshop on Modelling, Estimation, Perception, and Control of All Terrain
Mobile Robots.

2.4

Supervised Student Projects

This section provides a list of all student projects supervised by the author as part of
the doctoral studies.

Master Thesis
six months full time research project
• Bastian Bücheler (Spring 2013): “Lighting-Invariant Route Following in Highly
Dynamic Environments”.
• Martin Wermelinger (Spring 2015): “Navigation Planning for a Legged Robot”.
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Master Semester Project
semester-long part time research project
• Rocco Bottani (Fall 2011): “Kinematic Models for Tracked Mobile Robots”.

Bachelor Thesis
semester-long part time research project
• Dominique Hunziker (Spring 2011): “Snake Joystick—Controller for the Focus Project T RALOC”.
• Florian Berlinger (Spring 2013): “Obstacle Climbing Control for an Inspection
Robot With Magnetic Wheels”.
• Patrick Lustenberger (Spring 2013): “Modular Actuators for Scalable Puppet
Animation”.
• Wolf Vollprecht (Spring 2014): “Path Generation for a Mobile Drawing Robot”.
• Lorenz Wellhausen (Spring 2014): “Active Leveling of a Laser Scanner for
Marker-Based Localization of a Mobile Robot in Uneven Terrain”.
• Jonathan Huber (Spring 2014): “Laser-Based Automatic Homing and Docking
of a Mobile Robot for Battery Charging”.
• Carlos Gomes (Spring 2015): “Localization and Navigation for a Self-Driving
Wheelchair”.

Focus Project
two-semester product development project in a team undergraduate students
• Dino Hüllmann, Andreas Widler, and Lukas Wirth (2011/2012): “Flying Eye
Dock” (automatic docking and recharging of a quadrotor on a mobile ground
vehicle).
• Timon Homberger, Jonathan Huber, Roman Müller, Timo Müller, Markus Stäuble, Wolf Vollprecht, Lorenz Wellhausen, Dominik Rüttimann, Manuel Rossegger, and Philipp Bühler (2013/2014): “BeachBot” (autonomous sand drawing
robot).
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2.5

Robotic Competitions

We employed the robotic system and the navigation algorithms developed in this thesis for participation in two robotic competitions, the ELROB 2012 and the Eurathlon
2013. The competitions included several different scenarios with precisely defined
tasks for the robot, which required specific additional developments. This section
briefly describes the competition scenarios as well as the approaches chosen for solving the respective tasks.

ELROB 2012
September 24 – 28, 2012 in Thun, Switzerland
The ELROB 2012 competition took place on a large military testing ground. All scenarios involved navigation in rough, uneven outdoor terrain, including gravel paths,
patches of grass, and woodlands. Further information about the event is available at
www.elrob.org/elrob-2012.

Figure 2.1: The robot ARTOR at the ELROB 2012 competition in Thun, Switzerland. The
picture shows the setup for Scenario 1 (convoy driving). The post fixed to the rear of the car
was covered with high-reflectivity tape to enable reliable detection with a laser range finder.
During the competition, the robot autonomously followed the car over a distance of 1 km on
rough, uneven gravel paths.
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• Scenario 1: Transport—Movements/Convoy
Task: Move a convoy of at least two vehicles to a specified goal location
along a sequence of sparse waypoints, specified in Universal Transverse Mercator (UTM) coordinates.
Approach: Tracking of the leading vehicle (a car) by detection of a highreflectivity marker in laser measurements, combined with a controller for following the vehicle at a constant distance (cf. Figure 2.1).
Results: We successfully drove over a distance of 1 km, mostly in autonomous
mode. Technical problems (small rocks blocking parts of the drivetrain) required a few operator interventions.
• Scenario 2: Transport—Mule
Task: Follow a person to a specified goal location along a path of several hundred meters. Subsequently, shuttle between the start and the goal.
Approach: Person following by detection of a high-reflectivity marker in laser
data (as in Scenario 1). Autonomous navigation along the previously driven
path using the vision-based T&R approach of Furgale and Barfoot (2010).
Results: Both driving from the start to the goal (person following/teach) and
driving back to the start location (repeat) were conducted without operator interventions, amounting to more than 1.5 km of autonomous navigation.
• Scenario 3: Intelligent Reconnaissance and Surveillance—Approach
Task: Approach a target location in up to 1.5 km distance along a sequence of
sparse waypoints in UTM coordinates, while searching for specified markers.
Approach: Teleoperation from a remote ground station based on the video
stream from an onboard camera, combined with camera-based automatic detection of the markers.
Results: We managed to drive several hundred meters, but eventually faced
problems with the wireless communication between the robot and the ground
station, resulting in large delays and interruptions of the video stream.
• Scenario 4: Intelligent Reconnaissance and Surveillance—Reconnoitre
Task: Explore a target area whose boundary is defined by a set of points in
UTM coordinates, while searching for specified markers.
Approach: Teleoperation from a remote ground station based on the video
stream from an onboard camera, combined with camera-based automatic detection of the markers.
Results: We faced similar problems as in Scenario 3. Finally, we were forced
to abort the trial due to a fault in the robot’s low-level motor control system.
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Eurathlon 2013
September 23 – 27, 2013 in Berchtesgaden, Germany
The Eurathlon 2013 competition consisted of five largely different scenarios, including mobile manipulation and search and rescue tasks. We concentrated on a scenario
that was aligned with the focus of our research, namely autonomous navigation in
outdoor terrain. Information about the other scenarios and the event in general can be
found at www.elrob.org/eurathlon-2013.
• Scenario: Autonomous Navigation Using GPS, GLONASS and GALILEO
Task: Navigate along a sequence of sparse UTM waypoints in an unknown area
(gravel paths in a hilly forest).
Approach: We extended the adaptive T&R system developed in Chapter 4 for
navigation in unknown environments. For localization in UTM coordinates, the
pose estimates of the ICP pipeline were fused with GPS and inertial measurements using an Extended Kalman Filter. Further, a grid-based global motion
planner operating in a 2D obstacle map was used to compute paths between the
waypoints. Obstacle detection and local motion planning along the global path
were accomplished with the approach described in Section 4.6.
Results: During the competition, our robot autonomously drove a distance of
approximately 1 km in a completely unknown environment. The motion planners in our framework assumed a planar environment, which turned out to be an
invalid simplification in parts of the encountered terrain. Highly uneven gravel
paths at times yielded inaccurate motion control with the robot drifting off the
path, requiring some operator interventions during navigation. These observations motivated the development of motion planning and terrain assessment
algorithms that inherently consider the 3D shape of the terrain (Chapter 5).
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3
Robotic System
Sophisticated robot simulators are useful tools for developing autonomous navigation
algorithms. Nevertheless, a real robotic vehicle is indispensable for testing and evaluating algorithms in real-world conditions—especially with regard to the interaction
of the different components in a complete robotic system. This chapter describes the
setup and the characteristics of the robot ARTOR (Autonomous Rough Terrain Outdoor Robot), which was built up as part of these doctoral studies, and was used to
assess the performance of the developed localization, mapping, terrain assessment,
and motion planning algorithms. ARTOR consists of an electrically powered skidsteered base vehicle (Section 3.1) and an array of sensors (Section 3.2). Section 3.3
describes how these components are assembled to a functional mobile robot. Section 3.4 presents an approach for precise control of the vehicle’s linear and angular
velocity, which is a nontrivial problem due to the special characteristics of the installed motors and the high friction forces involved in skid-steering. Finally, the
behavior of the controlled vehicle is analyzed, laying the foundations for the development of higher-level control systems such as path tracking (cf. Chapters 4 and 5).

3.1

Base Vehicle

The base vehicle for ARTOR has been selected by evaluating several commercially
available platforms according to the following set of requirements resulting from the
goals of the project:
Propulsion. The platform should be electrically powered. Compared to combustion
engines, electric motors produce less noise and no emissions, which is important especially for indoor applications.
Speed. The vehicle should be considerably faster than a walking person. A top speed
between 3 and 4 m/s is desired.
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Off-road capability. The platform should be capable of driving in rough outdoor terrain and to cope with steep slopes and various types of surfaces (grass, gravel,
rocky terrain).
Size and payload. The vehicle must offer enough space and loading capacity for
installing an array of sensors and other payloads. On the other hand, it should
be narrower than standard doors to enable combined indoor/outdoor operation.
Among all evaluated alternatives, the vehicle complying best with these requirements
was the LandShark, a six-wheeled vehicle manufactured by Black-I Robotics, USA
(Figure 3.1). The LandShark is equipped with two electric motors, each powering a
group of three wheels up to a top speed of 3.5 m/s. Three lead acid batteries provide
energy for up to three hours of continuous operation. The wheels are non-steerable;
steering is implemented by turning the left and the right group of wheels at different
speeds (skid-steering). Together with all-terrain tires, this configuration yields good
traction and climbing ability in off-road environments. While offering 100 kg of additional payload, the LandShark is small enough (length/width/height: 1.1/0.7/0.6 m)
to fit through narrow passages including standard doors.

Figure 3.1: The LandShark, manufactured by the American company Black-I Robotics. The
skid-steered electric vehicle forms the basis for the robot ARTOR. Equipped with an onboard
computer, two electric motors, three batteries, and six wheels with all-terrain tires, the LandShark is able to negotiate rugged off-road terrain and steep slopes, while reaching a top speed
of 3.5 m/s in planar environments.
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3.2

Sensor Suite

Sensors are essential components of any autonomous navigation system. They are
necessary to gather information about the environment for localization, mapping, and
terrain assessment. This section lists the sensors that have been installed on ARTOR,
and describes the specifications of the individual devices and their applications within
the developed robotic system.
3D laser scanner: Velodyne HDL-32E Employed for ICP-based localization and
mapping, terrain assessment, and real-time obstacle detection, the Velodyne
laser scanner is the most important sensor for the work presented in this thesis.
It consists of 32 individual laser/detector pairs mounted at different inclination
angles (30◦ down to 10◦ up) in the sensor’s head. The latter rotates around
the vertical axis with a selectable frequency between 5 Hz to 20 Hz, producing
approximately 700 000 range measurements per second with a horizontal field
of view (FOV) of 360◦ and maximum range of 100 m.
Inertial Measurement Unit: Xsens MTi Comprising a combination of accelerometers and gyroscopes, the IMU measures linear accelerations and angular velocities of the robot. The Xsens MTi provides both linear accelerations and
angular velocities in 3D at a maximum rate of 512 Hz. Moreover, it contains
an internal filter for estimating the device’s attitude with respect to gravity.
Together with wheel encoder measurements, the attitude estimate is used to
compute undistorted 360◦ point clouds by estimating the robot’s 6D motion
between any two scans of the Velodyne sensor (Section 5.4.2).
2D laser scanner: Sick LMS151 Two planar laser scanners—one at the front and
one at the back of the vehicle—cover blind spots of the 3D scanner in the near
range. Moreover, they can be used to add a certain redundancy to the system,
especially when navigating in planar environments. The Sick LMS151 has a
FOV of 270◦ and selectable angular resolution of either 0.25◦ or 0.5◦ . The
sensor measures 270◦ scans at either 25 or 50 Hz, with a maximum range of
50 m.
Stereo camera: Point Grey Bumblebee2 The Bumblebee2 is a factory-calibrated
stereo camera with a baseline of 12 cm. Two color CCD sensors produce pairs
of images at a frequency of 20 Hz, with a FOV of 97◦ and a resolution of
1024×768 pixels each. The stereo camera is employed within a visual T&R
framework, which we compare to our laser-based approach in Section 4.7.2.
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GPS receiver: Trimble GPS Pathfinder ProXT This thesis aims at enabling navigation in GPS-denied environments, and the developed ICP-based localization
algorithms are independent of satellite signals. However, GPS data is used for
investigating the accuracy and the consistency of the ICP-based localization
system, and for visualization of the driven paths in field experiments.
Apart from these sensors, ARTOR is fitted with additional cameras, including a pantilt-zoom unit containing both a visual and a thermal camera. These devices are used
to provide video feedback to a human operator at the base station, rather than serving
for autonomous navigation purposes.

3.3

System Setup

Figure 3.2 shows the setup of the complete robotic system, comprising the base vehicle (LandShark), the sensors listed above, a wireless emergency stop (e-stop) system,
computers for high level control and operator input, and wireless communication
equipment. The robot is separated into two main parts:
The base vehicle contains the propulsion system (consisting of batteries, motors,
and motor controllers), a computer for low-level velocity control, and the e-stop
system. The original LandShark vehicle featured only a wired e-stop switch,
requiring a person constantly walking next to the robot to ensure safety. Hence,
we installed an additional, wireless e-stop system, stopping the vehicle if either
the button on the sender is pressed or the connection between the sender and
the receiver is interrupted. Moreover, we mounted two disk brakes to safely
stop the robot in uneven terrain when the power is shut down by either of the
e-stop systems.
The equipment box is installed on top of the base vehicle and contains the “brain”
of the robot, a computer processing the sensor data and executing the algorithms for localization, mapping, terrain assessment, and motion planning. All
sensors apart from the 2D laser scanners are rigidly attached to the box. Further, it contains a Wi-Fi access point for communication with an external base
station, where the operator can supervise and command the robot. The computer, the access point, and other sensitive devices are mounted inside the box,
and protected from environmental impacts such as rain or dust. The sensors
mounted on the outside are either innately water and dust proof, or sheltered
by protective covers.
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Figure 3.2: Setup of the robotic system, with arrows indicating the data flows between the
different components. The robot ARTOR consists of two main parts, the base vehicle and the
equipment box. The former contains the propulsion system and a low-level control computer,
the latter comprises all sensors and a computer for high-level control (data processing, autonomous navigation software). The high-level computer can be accessed from a remote base
station via wireless communication. The interface between the equipment box and the base
vehicle is reduced to the transmission of desired and actual vehicle velocities, rendering both
parts of the system largely independent and exchangeable.

The interface between the base vehicle and the equipment box consists of a power
supply (24 V DC) and a data link (Ethernet cable). The latter is used only for low
level communication: motion commands (desired linear and angular velocity) are
sent to the computer on the base vehicle—running the velocity controller described
in Section 3.4—, and the actual wheel speeds as measured by the encoders are transmitted back to the computer inside the equipment box. Separating the robot into two
distinct parts—low-level control and propulsion on one side, high-level computing
and sensors on the other side—results in a highly modular system, allowing to exchange equipment boxes with different sensors, computers, and navigation software
between different base vehicles with minimal effort.
Figure 3.3 shows the robot ARTOR in its final form, with the equipment box and
the sensor suite installed on top of the LandShark base vehicle. The mechanical
and electrical integration of the different components on the vehicle was carried out
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Figure 3.3: The robot ARTOR in its final form. The mechanical and electrical integration of
the equipment box and the sensors on the base vehicle was carried out by RUAG Land Systems
(Thun, Switzerland). Apart from the 2D laser scanners, all sensors are rigidly attached to the
equipment box. The latter is fixed to the base vehicle by four clamps, and can be exchanged
by other boxes providing the same interface. The entire platform is resistant to dust and splash
water, which was verified in extensive field tests.

by RUAG Land Systems in Thun, Switzerland. The Velodyne 3D laser scanner—
being the most important sensor—was mounted at the highest point of the vehicle to
minimize occlusions of its FOV by other parts of the platform. The IMU was attached
to the top of the equipment box, below the 3D laser (it is thus rigidly connected to
the latter). The GPS antenna and the stereo camera were installed at the front of the
robot, low enough to be outside the Velodyne’s FOV, yet with a clear view of the sky
and of the area in front of the robot, respectively. Finally, the 2D laser scanners were
mounted at the front and at the back of the vehicle at a low height above the ground,
partially covering the near-range blind spots of the 3D laser.
The high-level computer in the equipment box is a standard laptop running Ubuntu
Linux and the Robot Operating System ROS1 . All sensors are integrated with ROS.
They are connected to the computer via USB (IMU, GPS), Ethernet (laser scanners),
1 www.ros.org
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or FireWire (stereo camera), and their measurements are converted to ROS messages
before they are processed by the different software modules for autonomous navigation. Similarly, the communication between these modules and between the base
station and the onboard computer is implemented by ROS messages and ROS services.

3.4

Velocity Control

Accurate control of the vehicle’s linear and angular velocity is a basic requirement
for autonomous navigation. In this section, we consider the problem of controlling
the wheel speeds of a differential-drive or skid-steered robot, such that—under the
assumption of zero slip—the vehicle’s motion corresponds to a desired pair of linear
and angular velocities, (v, ω). The equivalent target velocities of the left and the
right wheels in m/s, denoted by vl and vr , follow from (v, ω) and the lateral distance
between the wheels, denoted by d:
vl = v − ωd/2
vr = v + ωd/2 .

(3.1)

The inputs to the physical motor controllers on the LandShark vehicle are dimensionless numbers in the range [−100, 100], where positive values correspond to forward
motion, but the actual physical meaning of the numbers is not specified. We conducted a system identification experiment, where we commanded an array of different
input value pairs to the motor controllers, and recorded the corresponding steady-state
wheel speeds (measured by the encoders installed on the robot). The resulting mapping from motor controller inputs to wheel velocities is shown in Figure 3.4. It can
be seen that the system is highly nonlinear and contains a large “dead zone” in the
center. Hence, an additional control layer is necessary for accurate regulation of the
wheel velocities.
Our velocity control approach combines feedforward and feedback control. For feedforward control, we are interested in the mapping from desired wheel velocities to
required motor controller inputs. We compute an approximation of this mapping by
fitting two parametric models to the measured data points,
fdiff : (vl − vr , vl + vr ) 7→ (îl − îr )
fsum : (vl − vr , vl + vr ) 7→ (îl + îr ) ,

(3.2)

where îl and îr are the approximated left and right motor controller inputs. Notice that
vl + vr and vl − vr are proportional to v and ω, respectively. Using the actual wheel
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Figure 3.4: The result of a system identification experiment, analyzing the propulsion system of the robot ARTOR. The robot’s physical motor controllers accept dimensionless inputs
in the range [−100, 100], with unspecified physical meaning. The experiment consisted in
commanding different pairs of left and right inputs and measuring the resulting wheel speeds
(shown exemplarily for the left wheels in the graph). The mapping from motor controller inputs to wheel velocities is highly nonlinear, which motivates the need for an additional velocity
control layer.
m
velocities measured by the encoders, vm
l and vr , feedback control is implemented by
two independent PI controllers, one acting on the difference and one acting on the
sum of the left and the right wheel velocities:
PI
PI
m
PIdiff : (vl − vr ) − (vm
l − vr ) 7→ (il − ir )
PI
PI
m
PIsum : (vl + vr ) − (vm
l + vr ) 7→ (il + ir ) .

(3.3)

The final motor controller inputs are obtained as the sum of the feedforward terms
and the outputs of the PI controllers:
il = îl + iPI
l
ir = îr + iPI
r .

(3.4)

Figure 3.5 analyzes the behavior of the robot with integrated velocity control. The
actual linear and angular velocities of of the vehicle—obtained from wheel encoder
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measurements—are compared to the respective target values in three different scenarios: driving straight, turning on the spot, and cornering. The results of the experiments—conducted on a planar, paved surface—show that the robot’s motion is
effectively controlled to the desired velocities. However, the vehicle reacts to changes
in the reference speed with a certain delay (typically around 0.4 s), and adapts its linear and angular velocity rather slowly. The reason for this behavior lies mainly in
the hardware of the propulsion system (motors, motor controllers, encoders). The encoders and the motor controllers operate at a relatively low frequency of 10 Hz, and
the observed delays are largely inherent to the specific electric motors. The characteristics of the controlled vehicle need to be taken into account by higher-level control
algorithms to enable safe and efficient operation. For example, the path tracking controller developed in Section 5.7.1 checks the robot’s path for collisions by forwardsimulating a motion model incorporating the system delay and the acceleration limits
identified in these experiments.
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Figure 3.5: Analysis of the velocity control approach in three different experiments with the
robot ARTOR. On a planar, tarmaced surface, the vehicle was commanded to drive on a straight
line (top), to turn on the spot (middle), and to drive a curved trajectory (bottom). The plots
show the the target linear and angular velocities together with the respective actual values
measured by the wheel encoders. In general, the motion of the robot is effectively controlled
to the desired velocities. However—due to the relatively low update rate of the physical motor
controllers and a non-negligible delay inherent to the installed motors—adapting to changes in
the reference speeds requires a certain amount of time.
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4
Adaptive Route Following
This chapter incorporates material from the following publication:
Krüsi, P., Bücheler, B., Pomerleau, F., Schwesinger, U., Siegwart, R., and Furgale, P. (2015).
“Lighting-invariant Adaptive Route Following Using Iterative Closest Point Matching”. Journal of Field Robotics 32.4, pp. 534–564.

4.1

Introduction

Topological/metric route following using cameras or lasers—sometimes called teach
and repeat (T&R)—has been shown to enable long-range autonomy, especially in
unstructured, three-dimensional (3D) terrain where typical two-dimensional (2D) localization and mapping techniques fail. In the teach pass, the robot is driven manually and builds up a topological/metric map of the environment: a graph of metric
submaps connected by relative transformations. For repeating the route autonomously,
the map only needs to be locally consistent. This renders T&R ideal for applications
where a global positioning system may not be available, such as navigation through
street canyons or forests in search and rescue, reconnaissance in underground structures, surveillance, or planetary exploration.
Previously published algorithms have relied on appearance-based sparse-feature pipelines for mapping and localization. These techniques require the sensor resolution to
be high across the full field of view (FOV). This was one of the main lessons learned
when building the appearance-based lidar system of McManus et al. (2013); when
the resolution is too low, sparse feature pipelines like SURF (Bay et al., 2008) simply
fail. To account for this, McManus et al. used laser intensity images of 480×360
pixels. As a consequence, appearance-based route-following systems that need to
operate in real time often operate on a restricted FOV. This results in poor robustness
to deviations from the initial path, as the area in which the system can successfully
localize against the map is restricted to a narrow band where the previously mapped
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Figure 4.1: Our robot ARTOR successfully drove autonomously over 22 km in different environments using a spinning Velodyne HDL-32E to build and localize within a topological/metric
map representation. This picture was taken during autonomous driving on a snowy night in
Zurich as part of the long-range route following experiments described in Section 4.7.3.

area is seen by the sensor. This can be problematic in dynamic environments, where
the robot may have to leave the nominal path for avoiding obstacles.
In the following, we develop and evaluate a system for autonomous navigation along
a previously driven route for search and rescue or outdoor surveillance applications.
Tasks suitable for T&R related to search and rescue include automatic return after a
manually operated survey, muling between two locations for transportation of goods
or people, or continuous monitoring of critical areas. Motivated by the shortcomings
of existing T&R systems in terms of dependency on ambient light (vision-based approaches) and robustness to path deviations due to the restricted FOV (systems using
a directed sensor), we propose to use an omnidirectional, active sensor, namely a spinning 3D lidar. Our sensor, a Velodyne HDL-32E, produces range and intensity images
at 870×32 pixels, which is clearly too small for sparse appearance-based localization
and mapping1 . Instead of using the laser intensity data, we develop a mapping and localization framework based on 3D range measurements. We show how iterative closest point (ICP) may be used to build all the components necessary for T&R, such as
relative motion estimation, map building, and localization. Compared to state-of-theart camera-based systems (Cherubini and Chaumette, 2013; Churchill and Newman,
1 McManus, Furgale, and Barfoot (2013) conducted experiments with data from a Velodyne HDL-64E
lidar, and concluded that the vertical resolution (64 laser beams in their case) is not sufficient for stable
keypoint extraction. We assume that the same applies to our lidar, as its resolution is even lower (only 32
laser beams)
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2012; Furgale and Barfoot, 2010; Zhang and Kleeman, 2009), our algorithm is more
robust to changes in lighting and environmental conditions, and it has a much higher
robustness to path deviations. While many state-of-the-art laser-based systems are
constrained to road-based navigation in 2D (Baldwin and Newman, 2012a,b; Levinson and Thrun, 2010), we demonstrate that our algorithm also performs in highly 3D
terrain. Similar route-following performance in 3D has been demonstrated by the appearance-based laser approach of McManus et al. (2013). However, their system can
only handle very small deviations from the initial path (±1 m according to the authors), and the maps produced by our system are much denser, which can be of great
benefit when higher-level autonomy systems are built on top (e.g. terrain assessment
and path planning), or when maps must be shared with human operators.
The increased robustness to path deviations of our localization system allows to extend the idea of T&R toward adaptive route following. We develop a reliable obstacle
detection algorithm that uses the 3D lidar data, and integrate a system-compliant local
motion planner. These components enable the robot to smoothly drive around obstacles appearing on the route, temporarily deviating from the reference path. Unlike
classical T&R systems, the proposed framework thus enables reliable and completely
autonomous navigation even in non-static environments.
To demonstrate these claims, we conducted extensive field tests both in a dynamic urban environment and in unstructured, rough, 3D terrain. We assessed the accuracy as
well as the robustness to path deviations of our approach in both settings using precise
ground truth. We further investigated the robustness of our system in two long-range
route following experiments, likewise in both urban and unstructured, non-planar environments. We show that our robot was able to drive autonomously over more than
22 km, in both day and night, in sunshine, rain, and snowfall. The long-range field
tests in the urban environment prove that our system is able to reliably detect obstacles and locally adapt its path accordingly, enabling fully autonomous driving in
dynamic environments. Furthermore, we conducted evaluation against a state-of-theart T&R approach that uses stereo vision (Furgale and Barfoot, 2010). We show that
our algorithm provides similar localization accuracy in the nominal scenario (sufficient ambient light, only small deviations from the initial path, low driving speed),
but is more accurate at higher driving speeds, has a greatly increased robustness to
path deviations, and a larger operating range in terms of environmental conditions.
This chapter is organized as follows. Section 4.2 surveys related work. In Section 4.3
we introduce the general concept of T&R, and present an overview of our system.
Section 4.4 explains the details of the ICP framework and the point cloud filters that
are used to build the T&R pipeline described in Section 4.5. In Section 4.6 we introduce our obstacle avoidance scheme, which consists of an obstacle detection module
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and a local motion planner. Section 4.7 describes the field experiments, evaluating
the accuracy, the robustness to path deviations, and the reliability of our approach.
In Section 4.8 we discuss the comparison to stereo-vision-based T&R, the impact of
noise and dynamic environments on ICP, and remaining challenges.

4.2

Related Work

Many scalable route following algorithms have been published recently based either
on cameras or lasers. They have been shown to be useful in a diverse number of situations where a robot must revisit places over and over such as planetary exploration
(Stenning et al., 2012), or road vehicle localization (Baldwin and Newman, 2012a,b;
Churchill and Newman, 2012; Stewart and Newman, 2012). At the core of all of
these algorithms is the concept of topological/metric localization and mapping where
accurate local metric environmental representations are topologically connected. We
review the most relevant related work here. Throughout the review, we focus on
the requirements dictated by such demanding tasks as search and rescue or outdoor
surveillance: robustness to extreme lighting and environmental conditions, ability to
handle deviations from the initial path, and suitability for operation in dynamic and
changing scenes.
Camera-based approaches were originally developed for wheeled robots navigating
on planar surfaces (Matsumoto, Inaba, and Inoue, 1996; Zhang and Kleeman, 2009),
until the work of Furgale and Barfoot (2010) showed how such a system could be used
over long routes (up to 3 km routes and 32 km driven autonomously in total) in highly
3D environments. However, these approaches are known to be brittle in the face of
lighting or environmental changes. Recent work has attempted to address these shortcomings and to create a system suitable for long-term localization and mapping by
using color-constant images (Paton et al., 2015), or by storing multiple experiences
of the same place (Churchill and Newman, 2012). But, these approaches use a stereo
camera and hence they still require ambient lighting and have poor robustness to path
deviations based on the camera’s FOV. Researchers at the French Institute for Research in Computer Science and Control (INRIA) have developed a camera-based
system that allows a wheeled robot to follow an ordered set of key images along
a route (Diosi et al., 2007; Šegvić et al., 2009). Their latest work (Cherubini and
Chaumette, 2013) added a planar laser range finder to detect and avoid obstacles not
present when the route was learned. This work demonstrates the complexity that
arises when route following and avoiding obstacles with a narrow FOV sensor. As
their algorithm uses a single perspective camera and a visual homing control law, they
absolutely must maintain a view of the key images even when avoiding obstacles. To
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this end, they mount the camera on a pan unit, control the pan angle during maneuvers, and reduce the robot speed to avoid getting lost. There have been some visual
route following algorithms based on omnidirectional cameras (e.g., Goedemé et al.,
2007; Meilland, Comport, and Rives, 2010; Zhang and Kleeman, 2009), but there is
no evaluation of how they work in unstructured, 3D terrain and, as they use cameras,
they are still sensitive to lighting changes.
A different class of approaches addresses navigation along existing structures in the
environment, such as paths and trails (Rasmussen, Lu, and Kocamaz, 2012) or roads
(Chang, Siagian, and Itti, 2012), rather than along previously driven routes. The latter
is based on monocular vision and image segmentation to first detect the road and subsequently estimate its shape. Rasmussen, Lu, and Kocamaz (2012) present a system
using omnidirectional cameras and a tiltable laser scanner for detecting and navigating on small trails. Combining appearance and structural cues for path detection
decreases the sensitivity to lighting conditions, yet cannot eliminate the dependency
on ambient light.
Laser-based approaches are better suited to search and rescue tasks as they don’t require ambient light and exhibit robustness to environmental changes, while still providing sufficiently rich information for route modeling and localization. Push broom
lasers (Baldwin and Newman, 2012a,b) and spinning lasers (Levinson and Thrun,
2010) have been shown to enable localization within a previously surveyed area.
However, these approaches require offline processing after the initial survey phase.
Moreover, the former relies on a survey conducted with different sensors than used
for online localization, and the latter uses a GPS/IMU system in addition to the laser
measurements. Our approach employs only one single sensor, a 3D lidar, and it does
not require any offline processing. The system is immediately ready for autonomous
navigation after a single manually controlled drive. It is thus well suited for search
and rescue tasks, where time typically is a critical factor. The closest work to ours is
the appearance-based lidar algorithm of McManus et al. (2013). They clearly show
the ability of lidar to enable lighting-invariant navigation. However, their use of the
sparse feature pipeline and the slow scanning rate reduce the algorithm’s robustness
to path deviations and degrade its metric accuracy2 . According to the article, they
can only handle deviations of ±1 m from the path, and the limited metric accuracy
of their visual odometry (VO) prevents successful operation over distances of more
than 3 m without localization against the map. A solution to the problem of metric
accuracy has later been shown in (Anderson and Barfoot, 2013). In terms of map2 Although metric accuracy is not strictly necessary for route following (see Furgale and Barfoot (2010)
for a discussion of this topic), it is just generally useful to robot autonomy as it can help to suggest loop
closures, achieve planning goals, allow the robot to accurately drive through tight spaces, and so on.
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based localization, however, the lack of robustness to path deviations persists, as it is
inherent to the use of a directed sensor. In contrast, our system maintains the lighting
invariance while both increasing the robustness to path deviations and increasing the
metric accuracy, making it ideal for the search and rescue application.
Building laser-based topological/metric maps that are sufficiently large to enable localization well beyond the robot’s path at the time of map recording has been addressed in many prior works (Bosse et al., 2004; Modayil, Beeson, and Kuipers,
2004; Thrun et al., 1998; Tomatis, Nourbakhsh, and Siegwart, 2003). The Atlas
framework presented by Bosse et al. (2004) is a hybrid topological/metric SLAM
system for large-scale environments. Similar to the representation in our approach,
its map consists of a graph, where vertices are local frames with attached metric
maps, and edges represent transformations between adjacent frames. Map matching
in a post processing step enables building globally consistent metric maps. Marshall,
Barfoot, and Larsson (2008) show the application of a similar map structure based
on laser ranging to navigation of underground mining vehicles in a T&R framework.
The manifold maps introduced by Howard (2004) are an alternative representation of
topological/metric maps. Instead of constructing a graph of connected submaps, the
map is augmented with an additional dimension. This solves the problem of inconsistent maps at crossovers due to localization drift: the additional dimension separates
two places in the map that spuriously appear to be at the same metric location. All of
these approaches have in common that they are tailored to planar environments, building 2D, often binary maps of the obstacles in the surroundings. This may be adequate
for indoor navigation or driving on paved roads, but it is not sufficient for operating in
unstructured, 3D terrain. Our ICP-based mapping and localization framework builds
a topological/metric graph of large, three-dimensional maps, which enable precise
localization in all six degrees of freedom.
Most state-of-the-art route following frameworks do not allow the robot to leave its
reference path. However, we believe that the ability to adapt to changes in the environment is a key ingredient for long-term autonomous navigation in any environment
that is not completely static. Apart from the requirements on robustness of the localization to path deviations, this also necessitates obstacle detection and motion planning capabilities. The approach of Cherubini and Chaumette (2013) is similar to ours
in the sense that a laser-based obstacle detection and a local planner are integrated
with a route following framework. Their local planning is based on the evaluation
of a set of tentacles (arcs) originating at the robot’s position, representing possible
trajectories. Our planner uses model-based dynamic forward simulation to compute
a set of candidate trajectories. This yields a greatly increased variety in the shape
in of the local paths, and may therefore enhance the performance in situations clut36
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tered with obstacles. Moreover, it reduces the probability of falling into local minima
(cul-de-sacs). The trail following framework of Rasmussen, Lu, and Kocamaz (2012)
includes obstacle detection and local motion planning as well. Their planner produces
candidate paths that are concatenations of Dubins paths (Dubins, 1957), therefore accounting for differential motion constraints and allowing for a certain flexibility in
terms of path shapes. However, unlike our planner, it produces purely geometric
paths without considering the vehicle dynamics. We believe that the latter is essential
for both smoothness and safety of robot motions. An alternative approach to integrating planning with a route following system is presented by Stenning, McManus,
and Barfoot (2013). Their approach is to build a network of paths that can be used
to more flexibly navigate the environment by choosing among different routes. For
driving in dynamic and constantly changing environments, this might however not be
sufficient: in theory we would need an infinitely dense network to be guaranteed to
find a path around an obstacle if one exists. The large FOV of our sensor and the resulting increased robustness to path deviations of our system allow us to significantly
deviate from the taught path when avoiding obstacles, without actually extending the
network of paths.
Autonomous navigation in urban pedestrian environment has received considerable
attention in recent years. Siagian, Chang, and Itti (2013) present an approach based
on both vision an laser ranging. Their navigation system uses monocular vision-based
road and vanishing point recognition for estimating the robot’s pose, while obstacles
are detected with a laser range finder. In contrast to this approach, our system does
not require any man-made structure such as roads for localization and is invariant to
lighting conditions. A purely laser-based technique for navigating in crowded environments is shown in (Trulls et al., 2011). Unlike our approach, this system is tailored
to navigation in known areas, thus does not include mapping of the environment. Localization is achieved using a particle filter. Remarkable results in this area have been
achieved in the European-Commission-funded EUROPA project (Kümmerle et al.,
2013). The resulting navigation system is based on two planar laser range finders as
the primary sensors, which in experiments has shown to enable navigation in crowded
city environments over several kilometers. The system includes obstacle detection,
motion planning, and SLAM to learn large-scale maps, that are represented in a hybrid topological/metric manner. However, the mapping of the environment is only
2D. This differentiates it from our ICP-based mapping technique, which is inherently
3D.
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4.3

System Overview

Robotic navigation in the context of T&R involves two distinct phases: the teach
pass and the repeat pass. In the former, the robot is manually steered along the
desired route, and the system builds up a map of the environment. In the latter, the
robot autonomously repeats the route, using its sensor readings to localize within the
map recorded in the teach pass. The building blocks of a T&R system are thus four
modules, accomplishing the following tasks:
(1)
(2)
(3)
(4)

incremental localization;
mapping of the environment;
map-based localization; and
path tracking control.

The functions (1) and (2) are required in the teach pass for building the map of the
environment, (1), (3) and (4) are employed in the repeat pass for localization within
the previously recorded map, and for controlling the robot to follow the desired route.
Existing T&R systems suitable for navigation in non-planar (3D) environments implement the functions (1) to (3) using appearance-based methods with either cameras
(e.g., Furgale and Barfoot, 2010) or lasers (McManus et al., 2013). However, this
is a implementation choice rather than a general characteristic of the T&R concept.
We use geometric measurements instead of appearance data, namely 3D point clouds
from a spinning laser, and we show how ICP can be employed for incremental localization, map building, and map-based localization.
In a classical route following system, the robot is supposed to precisely follow the
learned path when repeating the route. This is typically achieved with a path tracking
controller, generating motion commands based solely on the robot’s pose relative to
the reference path. In order to enable driving in dynamic environments, we replace
path tracking control by an obstacle avoidance scheme, which takes as input the same
point cloud data as the localization and mapping modules. Our algorithm is able to
detect obstacles obstructing the path and to plan avoidance maneuvers to temporarily
leave the reference route whenever necessary.
The proposed system thus consists of three main ingredients: a T&R framework
(Section 4.5), ICP-based localization and mapping (Section 4.4), and an obstacle
avoidance scheme (Section 4.6). Figure 4.2 illustrates how these components are
assembled to form an adaptive route following system. In the teach pass, the robot is
manually controlled. An ICP-based localization and mapping module is used to build
up a database of connected local maps, and the driven route is stored as reference
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Figure 4.2: System overview. Three main components are the basis of our adaptive route following system: a T&R framework, ICP-based registration modules, and an obstacle avoidance
scheme (obstacle detection and local motion planning). The map built during the teach pass is
saved in a database and used by an ICP-based localization module in the repeat pass, to obtain
an estimate of the robot’s pose. Based on this and on a map of obstacles in the vicinity, the local motion planner finally computes safe commands for the robot, making it follow the desired
reference path while avoiding collisions with obstacles obstructing the same.

path. In the repeat pass, there are two different ICP processes: one for incremental localization, and one for localization within the map recorded in the teach pass.
These processes are further explained in Section 4.4. A map manager module accesses the map database and in each iteration selects the appropriate submap, based
on the current pose estimate. The latter is input to the local motion planner, along
with the reference path and a local obstacle map produced by the obstacle detection
module. Based on this data, the planner computes a feasible local trajectory and the
corresponding motion commands for the robot.

4.4

Iterative Closest Point (ICP)

This section describes the ICP processing pipelines needed by the T&R system presented in Section 4.5. The specific processing steps were chosen with two goals in
mind. First, we had to use ICP to construct real-time capable building blocks needed
for a T&R system. Second, the processing pipeline had to be tuned for a high-rate
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Figure 4.3: ICP framework used to compute the odometry based on laser readings and to build
a 3D map of the environment. The arrows represent the flow of information, with solid black
being point clouds and dashed the 6D pose computed by the registration module. The three
light blue boxes are configurable modules with their parameters presented in Table 4.1.

spinning lidar producing approximatively 70 000 points at 10 Hz. To handle the realtime computation, we use the open source registration library libpointmatcher
(Pomerleau et al., 2013). This library has previously demonstrated 3D registration
maintaining real-time capability using a Kinect (i.e., 19,200 points at 30 Hz) (Pomerleau et al., 2011) and its configuration flexibility allowed us to rapidly deploy a registration solution adapted for a search and rescue system.
As shown in Figure 4.2, our T&R system involves three slightly different ICP modules. In this section, we focus on the generic case of concurrent localization and
global map building. This setup is used for the incremental localization in the repeat
pass (ICP 2 in Figure 4.2). The other two ICP modules only differ from this in that
they use a database of local submaps instead of one global map (details are explained
in Section 4.5). The registration and filtering techniques as well as the parameter
values are the same in all three modules.
Figure 4.3 shows the framework put in place around libpointmatcher allowing the
localization and the map building. The input to the ICP framework are point clouds
of complete revolutions of the sensor (360◦ ), which we build by assembling all the
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measured points in a naive way, i.e., without considering the robot’s motion during
the acquisition (refer to Section 4.8.2 for a discussion of this approach). The point
clouds are first filtered and preconditioned before being processed by the registration module. The registration module takes the filtered readings and computes a 6D
pose that minimizes the alignment error of the reading point cloud to a reference
point cloud. The module applies the standard ICP steps based on the nomenclature
of Rusinkiewicz and Levoy (2001). The reference point cloud is represented by the
global map that is updated every time the overlap between the reading and the reference goes under 90 %. The map maintenance module applies a sequence of filters
to keep its density constant and updates the surface normals leading to a better surface orientation estimation where the measurements were too sparse or too dense.
The registration and map maintenance processes are decoupled and, in the deployed
system, were running at approximately 5 Hz and 1 Hz respectively.
For experimental reproducibility and given that the library is available online3 , we
present the full list of parameters used for the configuration of the ICP framework
in Table 4.1. This table follows the library documentation and will not be explained
in full details, but we will lead the attention of the reader to a few important points.
To ensure real-time operation, the first module in the Input filter chain randomly
removes 85 % of the points from the laser scan. Also to gain speed, we use the
approximate kd-tree4 search (Arya and Mount, 1993), with a tolerance of ε = 3.16,
when estimating surface normals based on local neighborhood and during ICP data
association step. Those parameters represent a good tradeoff between the accuracy of
localization and the speed at which the registration can be computed. To avoid local
minima caused by the circular shape of the Velodyne point clouds, we also apply
a filter aiming at a uniform density of points. The same filter is used in the map
maintenance module to avoid accumulation of unnecessary points through time. This
filter retains a low density of points (10 pts/m3 ) because the platform usually covers
very large areas during a typical outdoor deployment. Having a uniform distribution
of points reduces the impact of dynamic elements passing close by the robot. Also,
the low density of points used leads to few points on small objects, like cars and
pedestrians, bringing more weight to large structures (i.e., houses, ground, hills, etc.)
that are typically static. Dynamic elements are also handled at the registration level.
In the Data association module, pairs of points with a matching distance larger than
2 m are not considered and only the lowest 90 % of all the remaining distances are
kept. In that configuration, disturbances due to cars, pedestrians, snow, or reflections
caused by water have a reduced impact on the error minimization.
3 https://github.com/ethz-asl/libpointmatcher
4 The

implementation uses libnabo: https://github.com/ethz-asl/libnabo
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Table 4.1: Configurations of ICP chains for the ARTOR mapping applications.
Module

Description

Read. filtering

RandomSampling
SurfaceNormal

keep randomly 15 % of the points
surface normals based on 20 nearest neighbors, ε = 3.16
add vector pointing toward the laser
orient surface normals toward the obstacle direction
subsample to a point density of 50 pts/m3

Input

Step

ObservationDirection
OrientNormals

Map

Registration

MaxDensity
Ref. filtering

-

Read. filtering

MaxDist
-

Data association

RandomSampling
KDTree

Outlier filtering
Error min.
Trans. checking

TrimmedDist
SurfaceNormal
PointToPlane
Differential
Counter
Bound

Ref. filtering

SurfaceNormal
MaxDensity
MaxPointCount

4.5

points used as reference are conditioned by
the filters from the rows M AP
keep points within a radius of 70 m
points used as reading are conditioned by the
filters from the rows I NPUT
keep randomly 25 % of the points
kd-tree matching with 2.0 m max. distance,
ε = 3.33
keep 90 % closest points
remove paired normals angle > 90◦
point-to-plane
min. error below 0.01 m and 0.001 rad
iteration count reached 40
transformation fails beyond 2.0 m and 0.4 rad
Update normal and density, 20 nearest neighbors, ε = 3.16
subsample to keep a point density of
10 pts/m3
subsample 70 % if more than 600 000 points
(30 000 in ICP 2)

Teach and Repeat System

In this section, we describe the T&R system which employs the ICP framework presented above. In the teach pass, the robot is steered along the desired route by an
operator. Meanwhile, it scans the environment and builds up a sequence of connected
local maps (called submaps). In the repeat pass, the robot autonomously navigates
along the previously driven path (in either direction), localizing itself relative to the
nearest submap at every point and trying to minimize the path-following error within
this submap.
The map representation used in our algorithm is a pose graph, an undirected graph in
which vertices implicitly represent coordinate frames with attached metric maps, and
edges represent transformations between coordinate frames. During the map building process, the robot estimates its motion and adds vehicle frame poses encoding
42

4.5. T EACH AND R EPEAT S YSTEM

the trajectory of the robot to the pose graph. The resulting representation may be
classified as hybrid topological/metric. Local submaps are interpreted as cohesive
metric spaces that the robot can plan and reason in. As the scale of the map grows,
so does its uncertainty, and the metric accuracy of the map may be incorrect at large
scales. However, the topology remains correct and the robot is able to travel over long
distances from one physical place to another simply by making progress within the
individual submaps. As noted for other T&R systems, this results in a highly scalable
map representation as only a small portion of the full map needs to be kept in memory
at any time.

4.5.1

Teach Step — Mapping

Figure 4.4 illustrates the map-building process during the teach step. Whenever we
get a new point cloud from the lidar sensor, we try to match it against the most recently completed submap (here submap i). The matching process provides an estimate of the pose of the robot within this submap. We transform the input point cloud
with this estimate, and insert it into the map that we are currently building (here
submap i+1). Depending on the available computational resources, updating the map
may not be feasible in real time, due to the rather expensive map maintenance process. Therefore, if new point clouds arrive before the last map maintenance step is
completed, the points are used only for localization, and they are not added to the
map.
Periodically, the submap being used for localization is saved to disk and replaced by
the submap that was being built. The algorithm then initiates the construction of a
new submap. The initialization of a new submap can be triggered by two events:
• the distance between the last submap and the current robot position exceeds a
threshold (we set this threshold to 10 m)
• the overlap between the current scan and the map that we are matching it
against falls below a certain threshold
The latter can happen for example when driving around the corner of a house, when
suddenly large parts of the reference submap disappear from the FOV. The threshold
value for the overlap required some tuning. We finally found 84 % to be a reasonable
value for our application. In all of our outdoor experiments, the overlap usually remained high, and only fell below the threshold in special cases as the one described
above. The vertices in our pose graphs are therefore typically 10 m apart from each
other. Since the robot tries to follow a straight line from one vertex to the next in
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Figure 4.4: Building a database of local submaps during the teach pass. Whenever the robot
gets a new point cloud, the registration module tries to match it against the current reference
(here submap i). Once the localization is computed, the current point cloud is added to the map
that is being built (here submap i+1). The difference to the ICP module shown in Figure 4.3 is
that here we build a database of submaps (a pose graph) instead of a single global map.

the repeat step, this wide spacing would not allow it to precisely follow the route
taught by the operator. In the pose graph, we therefore store many intermediate poses
encoding the robot’s path between the submaps.

4.5.2

Repeat Step — Following

During route following, a portion of the pose graph is loaded up and the robot attempts to localize against the nearest submap. For motion control, that is, to make
the robot follow the reference path encoded in the pose graph, we use either a path
tracking controller, or the local motion planner described in Section 4.6.2. The former is similar to the one used in (Furgale and Barfoot, 2010) and (McManus et al.,
2013), and has originally been developed by Marshall, Barfoot, and Larsson (2008).
It is a nonlinear controller using state feedback linearization and a unicycle model of
the vehicle.
In both (Furgale and Barfoot, 2010) and (McManus et al., 2013), it was found that interleaving VO and localization provided the best robustness to environmental changes;
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Figure 4.5: ICP-based localization in the repeat pass. Our framework includes two separate
ICP modules, one for incremental localization (LO, left) and one for localization against the
map recorded in the teach pass (right). The LO module maintains its own local map (sliding
map). Incoming point clouds are first processed by the LO pipeline to produce an estimate of
the relative motion since the last time step, which is then used as a prior for localization against
the closest submap in the pose graph. The localization module (ICP 3) uses the existing map
database and does not build a map.

where localization failed, VO would provide an accurate relative motion estimate over
short distances. We have developed a similar system based on ICP that we call LO.
We maintain a small sliding map of laser points for computing the LO. The sliding
map is built by a separate ICP process, and is essentially a global point cloud map
with a relatively low limit on the number of points (30 000 in our setup). This limit is
enforced by randomly subsampling the map whenever the number of points exceeds
the threshold. As we remove points in the entire map, but only add new points close
to the robot (sensor readings), this results in a map that is very sparse everywhere
except in the vicinity of the robot. It can thus be seen as a local map moving with the
robot, although it is represented in a global coordinate frame attached to the starting
point of the repeat pass. As illustrated in Figure 4.5, every incoming point cloud is
first matched against the sliding map to estimate the relative motion of the robot. This
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transformation is used to add the points to the sliding map. The transformation from
the LO is then used as a prior when matching against the closest submap in the pose
graph. This interleaving of LO and localization allows to continue operation when
localization against the map fails.

4.6

Obstacle Avoidance

Many existing T&R systems aim at following a previously learned route regardless of
changes in the environment. Given the localization of the robot and a reference path,
this can be accomplished by a relatively simple path tracking controller. In reality
however, hardly any environment is completely static. If we aim at fully autonomous
route following, this means that the robot must be able to (at least locally) react to
changes in the environment, such as obstacles blocking the path. The most simple
solution would be a safety stopping module, which brings the robot to a halt in case
of an imminent collision. However, we aimed at going one step further and developed
an obstacle avoidance module, which enables our robot to detect and circumnavigate
objects that occur on the route.
The system consists of two main components: an obstacle detection module (Section 4.6.1) and a local motion planner (Section 4.6.2). Using the 3D range data provided by the Velodyne sensor, the obstacle detection module builds a planar map of
the robot’s vicinity, classifying the area into free and occupied space. This obstacle map, as well as the global reference path and the localization of the robot are the
inputs to the motion planner. Based on this information, the planner computes a feasible and suitable local trajectory and generates appropriate velocity commands, which
make the robot avoid collisions with obstacles, while still following the reference
path as closely as possible.

4.6.1

Obstacle Detection

Inspired by the work of Hähnel and Thrun (2008), we developed an obstacle detection algorithm that is based on the Velodyne 3D range scans. The algorithm works
directly on the raw laser data without any filtering or subsampling. It is completely
independent of the ICP-based localization and mapping module, does not require any
external state estimation, and we do not make any assumptions about the robot’s attitude. The Velodyne lidar emits 32 laser beams rotating around the vertical axis. On
a flat ground, the measurements therefore consist of several concentric rings around
the sensor, as illustrated in Figure 4.6. The core idea of our obstacle detection scheme
is to look at the horizontal distance between subsequent rings: positive obstacles will
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Figure 4.6: An example of the input and the output of our obstacle detection module: a point
cloud from the Velodyne 3D lidar (left), and the corresponding planar obstacle map (right). The
scene shows a van on a large flat area, surrounded by buildings and some trees. The Velodyne
consists of a series of individual lasers, spinning around the vertical axis. In a planar area, this
results in an array of concentric circles. For obstacle detection, we exploit the fact that objects
sticking out from the plane locally compress these rings.

Figure 4.7: In the case of a positive obstacle, the laser rings are locally compressed. Assuming
the height of the sensor above ground, h, to be constant and the environment to be (locally)
planar, the expected and the actual distance between two subsequent rings can be computed
based solely on the two corresponding range measurements ri and ri−1 , and the angle between
the beams, ϕ. The attitude of the robot is not required.

locally reduce this distance, while negative obstacles cause the rings to be further
apart from each other.
We make two main assumptions for our obstacle detection module: first, the environment is supposed to be locally planar with pronounced obstacles5 , and second,
we assume the height of the laser sensor above ground to be constant, regardless of
the vehicle’s attitude. As illustrated in Figure 4.7, this allows us to compute the ex5 For example, the approach is not targeted at assessing the traversability of uneven or vegetated off-road
terrain.
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pected distance between two rings, ∆di,e , and the actual distance, ∆di , using only the
measured ranges of two successive laser beams. The angle ϕ between those measurements is constant and known (4/3◦ in the case of our sensor). Note that computing
the desired distance values does not require the absolute angle of the laser beam to
the vertical to be known, if we assume the height h to be constant. The computations
are therefore independent of the robot’s pitch and roll angle.
Whenever a new scan arrives, we go through each vertical line of measurements and
classify every point as either “obstacle” or “free”, by computing the actual and the
expected horizontal distance to its predecessor from the two range values ri and ri−1 .
We use a relative measure for this classification: a point is counted as an obstacle if
the rings at that point are compressed to less than 1 − P, P ∈ [0, 1] of the nominal
distance, or expanded by a factor higher than 1 + P, that is, if
|∆di,e − ∆di |
>P
∆di,e

(4.1)

Taking the absolute value in Equation 4.1 allows to detect negative obstacles, such as
steps, or a hole in the ground, which yield an increased distance between the rings.
On our robot, the Velodyne lidar is at a height h of 1.12 m, and we found a suitable
value for P to be 0.85. This means that we consider a point as an obstacle if the
horizontal distance to its predecessor is less than 15 % or more than 185 % of the
expected distance. The relative nature of this threshold by construction leads to an
obstacle detection that is more tolerant further away from the robot, meaning that
the minimum height of an object to be considered as an obstacle increases with distance. This behavior arises from the fact that the resolution of the sensor decreases
with increasing distance (the nominal distance between the rings increases). Yet we
believe that being less strict about the obstacle height at further distances is a reasonable policy in general, as the uncertainty of the measurement may be higher as well.
Figure 4.8 illustrates the classification behavior of our obstacle detection algorithm
for the aforementioned values of h and P.
We keep a list of all points that were classified as obstacles. Each point consists of
a triple of coordinates and an associated time stamp. Obstacle points older than a
user-defined threshold ∆tmax are deleted from the list. In regular intervals, we project
all the obstacle points onto a planar grid map. We count the number of points in each
cell of the map, and label a cell as occupied whenever this number exceed a certain
threshold value. In the experiments presented in Section 4.7, we used square obstacle
maps of 30 by 30 m, consisting of cells with a side length of 10 cm. The threshold
∆tmax was set to 0.5 s, and we updated the obstacle maps with a frequency of 3 Hz.
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Figure 4.8: The minimum height (or depth) of an object to be classified as an obstacle by
our algorithm increases about linearly with the distance from the sensor, starting at a value of
5 cm at a distance of 2 m. The graph shows the classification behavior for the parameters we
chose for the experiments in this chapter. The marks on the line represent the individual laser
beams of the Velodyne lidar. The distribution of these points shows that the sensor’s resolution
drastically decreases with distance.

4.6.2

Local Motion Planning

Fully autonomous repeat runs necessitate functionality for addressing unforeseen
changes and unmapped objects in the environment online. To this end, the navigation
system needs to be able to autonomously bypass newly appearing objects obstructing any parts of the teach run’s reference path. At the same time motion should be
constrained to areas where a significant overlap of consecutive frames’ FOV can be
guaranteed, so as to retain a large number of previously detected environmental features for the localization module. This is especially important for sensors with limited
FOV (such as the stereo vision system we compare our ICP-based localization system against). The collision avoidance system presented in this section simultaneously
addresses both of these requirements.
The collision avoidance scheme on ARTOR is based on the sampling-based online
planning framework presented in (Schwesinger et al., 2013). The framework enforces path alignment—and therefore a large overlap in the FOV—by shaping a tree
of system-compliant motions along a reference path. It is based on a user-supplied
system model and control law. The system model is (numerically) forward simulated
towards samples drawn from a state-manifold aligned with the reference path. Within
the framework, the state-manifold is defined as the heading and curvature aligned sub49
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Figure 4.9: Set of candidate trajectories shaped around the reference path, generated by the
local planner for a fixed target speed and a single tree level. The figures show snapshots
of the planner output during the T&R experiment described in Section 4.7.3, containing the
reference path (orange), the candidate trajectories (feasible: green, unfeasible: red), the selected
trajectory (blue), and the underlying obstacle grid map. In the left figure, an evasive maneuver
is planned due to an oncoming pedestrian obstructing the reference path. The trajectory sets
contain 495 trajectories generated from 11 speed offset samples and 45 lateral offset samples
(with a maximum lateral offset of eight meters).

space of the robot’s state-space. An internal control law then regulates the simulated
system towards a sampled version of this manifold. Within the forward simulation
of the system model, any kind of system constraints can be enforced, making the
approach appealing to constrained (such as non-holonomic) systems.
System Model. The highly configurable planning framework is able to incorporate
arbitrary system models (suitable for forward simulation). The ARTOR system is
modeled as a kinodynamic differential drive robot with constraints in both longitudinal and rotational velocity as well as longitudinal and rotational acceleration.
Sampling Scheme. The sampling scheme of the state-manifold used within the
framework is also partially configurable. To generate candidate evasive trajectories,
the framework samples lateral offsets from the reference path. To allow for longitudinal speed adaptations while driving, several target speeds of the robot are created
by sampling speed offsets from the reference speed. The result of the state-manifold
sampling is a tree of candidate trajectories, which is searched for the optimal alternative according to the cost function specified below. For the system described in this
chapter, we use a tree depth of one, as shown in Figure 4.9.
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Collision Detection. Collision detection is performed on the two-dimensional binary
occupancy grid described in the previous section. Objects are assumed to be static
due to the lack of a classification module for dynamic objects in the current implementation of the obstacle detection, but are sufficiently accounted for through fast
replanning at approximately 10 Hz.
Optimization Criterion. Naturally, the robot should follow the reference path as
closely as possible while trying to keep a user-defined reference speed. The cost
function is therefore divided into a lateral and longitudinal cost term. In our implementation, the lateral part is composed of the integrated distance between reference
path and candidate trajectory over time plus a terminal cost that penalizes distance
from the reference path at the end of a sample. Similarly, the longitudinal cost term
integrates speed offsets to the reference speed and adds a terminal speed error.
Trajectories in collision with any object in the scene are assigned infinite costs. We
include (soft) penalization of trajectories passing in close proximity to any collidable
object in order to keep a desirable safety distance whenever possible.

4.7

Experiments

We tested the proposed system extensively in different environments, and under a
variety of weather and lighting conditions, using our robot ARTOR (cf. Chapter 3).
In a first set of experiments, we assessed whether the system was able to fulfill all
our requirements: localization accuracy, obstacle avoidance capability, robustness
of the localization to path deviations, lighting invariance, and operational reliability (Section 4.7.2). In all of these experiments, we further compared our system to
the stereo-vision-based T&R framework of Furgale and Barfoot (2010) in terms of
localization performance. In a second step, we investigated the performance of the
complete adaptive T&R system in a dynamic urban environment featuring both static
and dynamic obstacles (Section 4.7.3). Our robot autonomously drove more than
22 km in total, 7 in rough terrain (Section 4.7.2.3) and 15 in the urban environment
(Section 4.7.3), at day and night, and under different weather conditions (sunlight,
rain, snowfall).
The field tests have been conducted in two different locations: in a dynamic urban
environment and in rough, off-road terrain (Figure 4.10). The experiments in the
city context were carried out around the ETH campus in Zurich. The robot drove on
narrow side streets as well as on sidewalks and bike lanes along busy major roads.
The static part of the environment consisted of high buildings, several construction
sites, and parked cars along the streets. The latter two yielded significant changes
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Figure 4.10: The experiments presented in this section were conducted in two different environments: on busy city streets around the ETH campus in Zurich (left), and on a testing ground
for off-road vehicles in Thun (right). The main challenges in the former were dynamic objects
such as moving cars and pedestrians, as well as significant changes over time in the static part
of the environment. In the latter, the robot had to cope with unstructured, rugged, 3D terrain.

over time in the perceived environment. Moreover, both the localization system and
the obstacle avoidance module had to deal with dynamic objects, such as cars, trucks
and pedestrians.
The second set of experiments was conducted on a military testing ground for off-road
vehicles in Thun, Switzerland. The challenges in this environment were of a different
kind. There were fewer dynamic objects in the scene, but, unlike on urban roads, the
terrain was neither flat nor smooth. The area consisted of rugged gravel paths with
steep inclines, yielding a highly 3D motion. Furthermore, the unstructured nature of
the environment—there were no faces of buildings, no paved roads, only trees, grass
and bushes—rendered localization and mapping more challenging.
ARTOR is equipped with an array of different sensors, among which only the Velodyne HDL-32E 3D laser range finder was used for the experiments presented in the
following (discarding any other sensor measurements, such as wheel odometry or inertial measurements). The spinning head of the Velodyne HDL-32E yields a FOV of
360◦ . However, we mounted a “hoop guard” around the sensor on ARTOR, which
caused two blind spots of around 43◦ (visible in Figure 4.6), reducing the number of
range measurements per revolution to around 42 000 in average. In the experiments
comparing to the stereo-vision-based approach, we used the Point Grey Bumblebee2
stereo camera mounted at the front of the robot. To allow for real-time performance,
we used grayscale images subsampled to 512×384 pixels. All data processing was
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executed onboard, on a laptop featuring an Intel Core i7 processor running Ubuntu
Linux and the Robot Operating System ROS.

4.7.1

Ground Truth and Performance Measures

In all the experiments, except the long-range field tests, we compared our system’s
pose estimates to highly accurate ground truth. The latter was provided by a Leica
Total Station TS15 I, measuring the robot’s 3D position with millimeter accuracy at
approximately 7 Hz. More precisely, it tracked the position of a prism mounted on
top of the robot. Since this system does not provide the orientation of the robot, our
evaluation concentrates on the error in position estimates.
Motivated by the relative nature of our mapping and localization system, we focus
the analysis on the accuracy of our pose estimate relative to the current map in the
pose graph, rather than computing a global localization error. For proper operation,
our system only requires the former to be sufficiently accurate. Our main localization accuracy measure is a combination of the position estimate errors in lateral and
longitudinal direction along the path, relative to the current vertex in the pose graph.
We denote these by elat and elong , respectively, and call the combination of both the
relative localization error erel .

Figure 4.11: Computation of offsets from the pose graph in lateral and longitudinal direction.
The points drawn in this plot are in fact 3D position estimates (left), and measurements (right).
All the computations are made in 3D space. We use the following subscripts for time stamps
of pose estimates (E) and ground truth measurements (G): E/teach: i, E/repeat: j, G/teach: k,
G/repeat: l. Left: the estimated offsets are obtained by projecting the estimated position at time
t j to the pose graph at the reference vertex at time t j (vertex i). Right: the ground truth values
of the offsets are computed using time-based linear interpolation between ground truth position
measurements in both the teach pass (tl ≤ t j ≤ tl+1 ) and the repeat pass (tk1 ≤ ti ≤ tk1 +1 and
tk2 ≤ ti+1 ≤ tk2 +1 ).
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For a pose estimate at time t j , we compute this value as follows. We get the estimated lateral and longitudinal offsets dlat,est and dlong,est by projecting the estimated
robot position at time t j onto the line connecting the current reference vertex and its
successor (Figure 4.11, left). These vertices have been created during the teach pass,
and their respective time stamps are ti and ti+1 . In order to compute the true values
of the offsets dlat,gt and dlong,gt , we need the ground truth positions at times t j , ti , and
ti+1 . However, our localization estimates and the ground truth measurements are not
synchronized. We therefore use linear interpolation to compute the ground truth positions of the robot at the required time stamps, as shown in Figure 4.11 (right). Finally,
the relative localization error at time t j is computed according to Equation 4.2.

elat = dlat,gt − dlat,est
elong = dlong,gt − dlong,est
q
erel = e2lat + e2long

4.7.2

(4.2)

Analysis Experiments

In this first set of experiments, we analyzed our ICP-based localization and mapping
system in depth, to assess whether it fulfills our requirements. We conducted the
following three types of experiments.
• An evaluation of the accuracy of our localization and mapping system in different environments and at different driving speeds, using precise ground truth
measurements (Section 4.7.2.1).
• An analysis of the robustness of our localization system to deviations from the
initial path, in both structured and unstructured environments (Section 4.7.2.2).
We show that our system is able to detect and drive around large obstacles, and
to stay precisely localized while doing so.
• A long-range T&R experiment in rough terrain over the course of an entire
day, demonstrating the lighting invariance and reliability of our system (Section 4.7.2.3).
Throughout these experiments, we compared our ICP-based system to the stereovision-based T&R framework. We recorded images of our robot’s onboard stereo
camera along with the laser point clouds in all the experiments. This allows for a fair
comparison of the two systems, as their respective performance can be investigated
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under exactly equal conditions. The purpose of this comparison is twofold. First,
we would like to assess the comparative localization accuracy of our system in the
nominal case, that is, the conditions that the well-established stereo-based approach
was designed for: only small deviations from the taught path, and sufficient ambient
light. Second, we are interested in evaluating how much robustness to path deviations
can be improved and dependency on lighting conditions can be mitigated by using an
omnidirectional active sensor instead of a directed passive device.

4.7.2.1

Localization Accuracy Evaluation

Building a map of the environment and being able to localize accurately within the
previously recorded map is a basic requirement for reliable autonomous navigation.
We therefore first assessed the accuracy of our system in the two different environments, and at different driving speeds. Furthermore, we compared its accuracy to that
of the stereo-vision-based framework. The urban and the off-road environment did
not only differ in terms of what the sensors perceived (dynamic vs. static, structured
vs. unstructured), but also in the motion of the robot—which in turn influenced the
sensor readings. Figure 4.12 illustrates these differences. Moving in a 3D, unstructured environment involves much higher angular displacements and velocities than
driving on paved city roads.
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Figure 4.12: Distributions of the pitch angular velocity (left) and displacement (right) on the
paths driven for the localization accuracy evaluation. The plots show the values recorded by
the onboard IMU on a 130 m path driven at 1 m/s. It is clearly visible that when moving on
paved roads the robot stays horizontal most of the time, while driving on an uneven gravel path
yields high angular velocities and significant variation in the vehicle’s pitch angle.
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Figure 4.13: Relative localization errors in the urban environment. The bottom and the top
of the boxes represent the first and the third quartile, respectively. That is, the box contains
50 % of all measurements. The line inside the box is the median, the circle stands for the mean
value, and the gray plus signs are outliers. The plot shows the results of six different runs (2
at each speed setting) along the same 130 m path. Both the laser-based and the stereo-based
systems are very accurate at the typical speed of our robot. When increasing the speed, the our
system outperforms the stereo-based approach.

The experimental setup was as follows. In both the urban and the unstructured environment we manually drove the robot seven times along a path of around 130 m,
recording the laser point clouds as well as the stereo images. The first three runs
were driven at the robot’s nominal speed of 1 m/s, the third and the fourth at around
1.5 m/s, and the last two at up to 2 m/s. All computations were run offline, but in real
time on the same computer that is used on our robot. The first run was used to build
the map (teach), and the remaining six passes to localize within this map (repeat).
Ground truth was provided by the Leica Total Station during all these experiments.
The results of the accuracy analysis are shown in Figure 4.13 and Figure 4.14. First
of all, we see that our ICP-based T&R system provides highly accurate relative localization: at the nominal speed of 1 m/s, the mean error is below 5 cm in the urban
environment, and a little bit higher (but still well below 10 cm) in rough terrain. We
also notice that the errors are overall higher in the unstructured environment, independent of the speed setting and for both the laser-based and the stereo-based system.
One reason for this is the shaky motion involving high variation in roll and pitch angle, which may lead to motion blur and less overlap between the recorded map and
the sensor readings in the repeat passes. For the ICP-based system, the unstructured
nature of the surroundings additionally had a negative impact on the accuracy.
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Figure 4.14: Relative localization accuracy in the unstructured environment. The plot shows
the results of six different runs (2 at each speed setting) along the same 130 m path. The
accuracy in this kind of terrain is slightly lower than in the urban context, due to the more
bumpy motion and less structure in the environment.

4.7.2.2

Evaluation of the Robustness to Path Deviations

In the classical T&R scenario, the robot is supposed to follow a previously taught
route as closely as possible. However, in practical applications this is often not possible, as the environment is typically not static and obstacles might appear on the path
that were not present at teach time. In these situations, the robot temporarily needs
to deviate from its original path. We therefore wish to assess the robustness of the
localization to deviations from the taught path. In the experiments presented in this
section, we did so for our ICP-based T&R system as well as for the stereo-visionbased framework, and we compared the localization accuracy of the two different
approaches using precise ground truth provided by the Leica Total Station. As in
the accuracy evaluation of the previous section, we analyzed the robustness to path
deviations of the two T&R systems in both urban and unstructured environment.
For the experiment in the urban environment, we chose a paved place of around 40
by 40 m, surrounded by several buildings. We used the full adaptive T&R system
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(ICP and obstacle avoidance). In the teach phase, we manually drove the robot over
a straight path of around 23 m. We then let it autonomously repeat this path several
times, while putting a single obstacle in the way and gradually increasing its size. The
obstacle avoidance system described in Section 4.6 was used to detect the obstacles
and find a suitable path around them. The path was repeated twice with each obstacle
setting. We started with the unobstructed path, then placed a single car tire on the
path, and added more tires aside of the first one in the subsequent two runs. In the
last run, we placed our van in the middle of the path. Figure 4.15 shows the four
different obstacles used in the experiment6 , as well as the paths driven by our robot
to avoid them. The first conclusion that we can draw from this experiment is that our
local motion planner—together with the obstacle detection module, which reliably
detected all the objects—enables the robot to safely and smoothly drive around large
obstacles. In this experiment, we deviated from the taught path by up to 4 m, and the
robot reliably found its way back onto the path after the obstacle had been passed.
To analyze the localization accuracy, we recorded the raw sensor data (laser point
clouds and stereo images) of all runs during the experiment, and ran both the ICPbased and the stereo-based T&R system on the respective data in offline processing.
There is some small variation in the localization results due to slightly different starting conditions when playing back the recorded data. In the vision-based system, this
is due to the use of the RANSAC algorithm. In the laser-based system, this is due
to the random subsampling of points. We therefore ran every experiment three times
with the same data, which resulted in a total of six evaluations per obstacle setting
(since we drove the path twice for each obstacle). Figure 4.16 shows the relative localization error of both T&R systems as a function of the size of the obstacle (and
therefore as a function of the maximal deviation from the path). In the nominal setting, both systems exhibit similar performance, which could be expected based on the
experiments shown in the previous section. When the robot deviates from its original
path, however, the error of the stereo-based system increases dramatically, while the
performance of our laser-based approach remains nearly constant. In the most challenging case, with the van obstructing the path and the view, the mean error of the
stereo-based system is as large as 1 m, while our laser-based technique is still able to
localize with an accuracy of around 10 cm.
In every time step during the repeat pass, both T&R systems attempt to localize with
respect to the pose graph, using the current sensor readings. Both the laser-based and
the stereo vision system fall back on incremental localization whenever map localization fails (LO and VO, respectively). Ideally, however, we would like to always
6 Note that, unlike the photographs may suggest, the experiment has been conducted on a sunny and dry
evening. The pictures had been taken during an earlier experiment with the same setup.
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Figure 4.15: Obstacle avoidance experiment in the urban environment. The experiment consisted of teaching a straight path, followed by autonomous repeat passes with an increasingly
large obstacle in the middle of the path. The photographs on the top show the four different
obstacle settings. The starting point of the robot was left of the orange truck in the background,
the goal was behind the photographer. The graph on the bottom shows the result of our local
planner: the paths autonomously driven by the robot to avoid the different obstacles, where
brightness of the lines decreases with increasing obstacle size.

localize against the map, as this yields more precise results and decreases the probability of a complete system failure. Our results show that the stereo-based system
requires the robot to stay very close to the original path to enable localization against
the map (the high localization errors arise from inaccurate incremental localization).
The main reason for this is the small FOV of stereo cameras. If the rotation of the
camera relative to the taught path is too high, or when the camera is too far off the
path, there is not enough overlap between the current image and the map, hence we
do not have enough common visual features. The omnidirectional nature of the laser
sensor makes our approach robust to rotations. Moreover, and in contrast to the stereo
camera, the accuracy of range measurements does not significantly decrease with distance. As a consequence, our system does not fall back on incremental localization,
but it is able to localize against the map even when deviating considerably from the
reference path. Looking closely at the results in Figure 4.16, we see that also the
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Figure 4.16: Localization accuracy depending on the type of obstacle on the path (urban environment). The size of the obstacle and the resulting deviation from the taught path increase
from the left to the right. Each box plot contains the data of six experiments: the robot autonomously drove twice in each obstacle setting (using our ICP-based T&R scheme and the
obstacle avoidance method), and we evaluated the data of each run three times with both T&R
systems. The results clearly show the advantages of an omnidirectional, high-range sensor
such as the Velodyne lidar over a directed sensor such as the stereo camera: it enables precise
localization even when deviating from the taught path by several meters.

error of the laser-based system increases with the distance from the path, yet only
marginally. We see two reasons for this behavior. First, leaving the original path involves slightly different views on the environment, as well as larger and faster steps
in the yaw angle. Second, due to the hoop guard around the lidar on our robot and
the resulting two blind spots, we no longer have a truly omnidirectional sensor. This
means that the orientation of the robot can indeed play a role for the localization,
albeit much less significantly than in the stereo-based system.
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Figure 4.17: Experiment for evaluation of the robustness to path deviations in unstructured environment. The experiment has been conducted on the gravel area visible on the photographs.
The robustness of the localization to deviations from the taught path was evaluated by driving
the robot manually with sinusoidal oscillations around the original straight path. The experiment was repeated several times with different amplitudes, which had been marked on the
ground with spray paint (visible in the left image). The graphs on the bottom show the paths
driven by the robot (ground truth).

We conducted a similar experiment in the unstructured environment in Thun. However, we did not use our obstacle avoidance scheme to make the robot deviate from
its learned path. Rather we repeatedly steered it manually along the taught route,
but with sinusoidal oscillations around the original straight path. The amplitude of
these oscillations was increased in every pass, while the speed of the robot was kept
constant at around 1 m/s in all runs. The experiment was done on a relatively flat
gravel area, over a distance of 50 m (cf. Figure 4.17). Again, we recorded the raw
sensor data from both the laser and the stereo camera, and did the T&R evaluation in
offline processing. To account for the aforementioned slight variations in the results,
we ran every experiment five times. The results of the experiment are shown in Fig61
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Figure 4.18: Localization accuracy as a function of the maximum deviation from the original
path (unstructured environment). Each box plot contains the data of five experiments, all run
offline and with the same data. The stereo-based system suffered from the small FOV of
the stereo camera. When the robot turned away from the path, or when it was too far off,
localization had to be accomplished by incremental techniques only, due to the lack of overlap
between the sensor readings and the map. This lead to comparatively high localization errors,
which increase about linearly with the maximum distance to the path. The ICP system is
however able to localize precisely even when deviating from the path by several meters, and
despite the unstructured and relatively open nature of the terrain without much 3D structure.

ure 4.18. They are very similar to those in the urban environment. The mean error of
the ICP-based system stays nearly constant at around 10 cm. The stereo-based system is slightly more accurate in the nominal case (very close to the taught path), but
its error increases approximately linearly with the maximum offset from the original
path. Angular variations in terms of maximum rotation of the robot relative to the
straight line path were in the same range as in the previous experiment. However, the
maximum lateral deviation from the path was 2 m in this experiment, whereas it had
been almost 4 m in the previous test. This may be the main reason why the error of the
stereo-based system does not reach equally high values as in the urban environment.
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4.7.2.3

Lighting Invariance and System Reliability Evaluation

To demonstrate the lighting invariance of our approach and the operational reliability of the system, we conducted a long-range T&R field test that took place over the
course of an entire day. The experiment was carried out in the unstructured, rough
terrain environment in Thun. We manually steered the robot over a path of around
900 m, and then let it repeat this route eight times autonomously. There were no dynamic or static obstacles present in the repeat passes. The obstacle avoidance module
was not active: the robot was controlled by a simple path tracker (cf. Section 4.5.2),
which made it follow the path that it had driven in the teach run.
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Figure 4.19: The environment and the robot’s route in our long-range field tests in Thun. The
area is a military testing ground for off-road vehicles. It consists of a network of gravel paths,
surrounded by trees, bushes and grassland. The paths in the upper part of the image are highly
3D and exhibit considerable inclination, whereas the terrain visible in the lower part is flatter
and more open. Our route was a loop of around 900 m, starting and ending at the place marked
with the white cross. Source: Bundesamt für Landestopografie swisstopo (Art. 30 GeoIV):
5704 000 000
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Figure 4.20: A top view of the pose graph and the laser points included in all submaps created
in the Thun long-range experiment. Although there has been no loop closure, the consistency
of the map demonstrates the accuracy of the laser-based motion estimation over the kilometer
scale. While large-scale metric accuracy is not strictly necessary for T&R, we believe that
the high accuracy of our ICP based system can be helpful for many applications, such as path
planning or interaction with human operators.

Our ICP-based localization and mapping system had to deal with rugged gravel paths,
3D terrain with steep slopes, and the lack of man-made structure in the surroundings
(cf. Figure 4.21). Figure 4.19 shows an aerial view of the area and the route that
our robot drove. It started and ended at the place marked with a white cross. The
first part of the route (to the left of the cross) was the same path that was used in the
experiments evaluating the accuracy of our localization system (Section 4.7.2.1). In
the beginning and towards the end of the route, the path was surrounded by small trees
and bushes, which hardly had any leaves at the time of the experiment. The middle
part of the route ran on more open terrain with less vegetation and higher visibility
range.
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Figure 4.21: ARTOR in different sections of the long-range route following experiment in
Thun. The environment consisted of gravel paths surrounded by trees, bushes and grassland.
The pictures at the bottom show the high degree of three-dimensionality in the terrain. Unlike
in the urban environment, driving on these paths included considerable pitching and rolling of
the robot, as well as high vibrations due to the bumpy terrain and the lack of suspension on the
robot.

The experiment was conducted on April 26, 2013. We did the teach run (producing
the map shown in Figure 4.20) in the early afternoon around 1 PM, and started with
the first repeat pass shortly after 2 PM. The route was repeated eight times in total,
spread over the afternoon and the evening. The weather was sunny in the beginning,
but clouds came up later in the afternoon, and there were several short showers. The
first five repeat passes were done during daylight between 2 PM and 7 PM. At 8 PM
it slowly started to get dark. We did two runs immediately after each other in this
twilight time, one at 8:24 PM and the other one at 8:51 PM. We then waited until it
was completely dark, to repeat the route once more at 9:52 PM.
Table 4.2 summarizes the results of the experiment. All eight repeat runs were driven
with complete autonomy. The robot successfully completed the route every time,
and it reached its goal position at the start of the route with an accuracy in the range
of some centimeters. All parts of our system worked without any failure during the
entire test. The robot never deviated from its taught path, nor did any other situation
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Table 4.2: Long-range T&R experiment in unstructured environment: list of repeat runs.
ID

Time (start)

Lighting

Weather

Autonomy

1
2
3
4
5
6
7
8

01:01 PM
02:03 PM
03:20 PM
04:14 PM
05:41 PM
06:43 PM
08:24 PM
08:51 PM
09:52 PM

day (cloudy)
day (sunny, some clouds)
day (cloudy)
day (cloudy)
day (cloudy)
day (cloudy)
dusk (cloudy)
dusk (cloudy)
night

dry
dry
dry
dry
dry
dry
dry
dry
dry

manual control (teach pass)
100 %
100 %
100 %
100 %
100 %
100 %
100 %
100 %

require manual intervention. Overall, our robot covered a distance of more than 7 km
in rugged, 3D terrain with an autonomy rate of 100 %.
To compare our ICP-based system to the stereo-based framework, we recorded stereo
images of the onboard camera during the entire experiment. In offline processing,
we then ran the experiment once more, this time using the camera images and the
stereo-based T&R system. Here we focus the comparison on the ability of both systems to localize within a previously built map, over the course of a day, in different
weather and lighting conditions. The measurement principle of the two systems is
extremely different and, in the absence of ground truth, it is very difficult to provide
direct quantitative evaluation of the algorithm performance. Rather, we provide an
empirical evaluation based on the values emanating from each system that describe
the quality of the localization. The two values of interest are the localization overlap in the ICP system (the fraction of the current laser scan that overlaps with the
map), and the number of map matches in the stereo-based system (the number of visual features in the current image that can be matched with features in the map). In
both systems we get a number for these two quantities every time a sensor reading is
processed during the repeat passes.
For the ICP system, the mean overlap remains almost constant over all eight repeat
runs (Figure 4.22). This was expected, as the output of the Velodyne laser is very
consistent over widely varying lighting conditions. Moreover, the overlap values
exhibit very little variance: with the exception of a few outliers, the overlap always
remains between 0.89 and 0.9 in the entire experiment.
With the stereo-based method, the picture is completely different. Figure 4.23 shows
how the number of map matches is dependent on ambient lighting, and therefore on
the time of day. Sunset was at 8:35 PM, in the middle of repeat run 6, but it was
only between run 7 and 8 that it got completely dark. Equipped with automatic expo66
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Figure 4.22: Localization overlap of the ICP-based system in the eight repeat runs. The overlap value is a measure of how consistent the laser scans acquired during the repeat runs are
with the previously recorded map. The results show that the overlap is very stable; it exhibits
very little variance over the course of any single repeat pass, as well as over the entire day.

sure control, the stereo camera provided sufficiently exposed images during the entire
day and even in the beginning of dusk; until run 6, the algorithm produced enough
map matches for successful localization. Starting from repeat run 7 (15 minutes after sunset), there was too little ambient light for capturing images that would allow
extraction of a sufficient number of visual features. As a consequence, the average
number of map matches decreased to almost 0, and localization failed. In the last run,
we turned on the robot’s headlights. However, they only lightened the vicinity of the
robot, and therefore only a small portion of the image (cf. Figure 4.23, bottom right).
The algorithm was able to detect some features in the lightened part, but far too few
for localization within the map.
We can further observe that the variance in the number of map matches over a single
run is much higher than the variance of the overlap in the ICP-based system, although
the global lighting conditions can be assumed to be almost constant over the duration
of a single repeat pass. Potential reasons for this are local lighting changes over the
course of the path, motion blur due to bumpy vehicle motion, and the fact that the
stereo camera is a directed sensor with a limited FOV, unlike the omnidirectional
Velodyne laser scanner.
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Figure 4.23: Number of map matches of the stereo-based system in the eight repeat runs (top),
and images of the Bumblebee’s left camera in the middle of the repeat runs (bottom). The
evaluation of the stereo-based T&R framework was done in offline processing, using stereo
images recorded during the experiments with the ICP-based system. There is no evaluation of
repeat run 2, since (due to a technical problem) no images were recorded during this run. The
graph shows the dependency on ambient light of stereo-based localization. The last three repeat
runs were done after sunset. The camera’s automatic exposure control was able to compensate
for the fading light only until run 6. The headlights of the robot, that had been turned on for the
last run, only lightened the vicinity of the robot, which was a too small portion of the image to
provide enough visual features for localization within the map recorded at daylight.
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4.7.3

The Complete System: Long-Range Adaptive Teach and
Repeat in Dynamic Environments

Having verified our system’s conformance to the requirements in terms of localization (accuracy, robustness to path deviations, invariance to environmental conditions)
and obstacle avoidance capability, we finally tested the performance of the complete
system in an extensive T&R experiment in a dynamic urban environment. We taught
the system a 1.3 km path by driving the robot manually, and let it repeat the route 12
times in autonomous mode. The repeat runs were conducted on five different days in
March and in May, in a large variety of different weather and lighting conditions, during rush hour as well as late in the evening. The system had to cope with both static
and dynamic obstacles obstructing the taught path. In total, our robot autonomously
drove a distance of more than 15 km.
The teach pass of the experiment was done in dry weather during the night on March
12, 2013. The route was a loop of around 1.3 km (Figure 4.24 and Figure 4.25). The
first half of the path consisted of a quiet side street with parked cars on either side
(Figure 4.26), the other half was a rather busy road with a lot of traffic including cars,
trucks, bicycles and trams, as well as pedestrians (Figure 4.28). During the second
half, we drove the robot on the sidewalk or on the bike lane at the border of the street.
In the first half, we drove in the middle of the road.
The first part of the experiment was conducted in March 2013. Our robot repeated
the taught route four times: once immediately after teaching the path, and three times
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Figure 4.24: The route in our long-range field tests in the urban environment around ETH
Zurich. The path was a loop of around 1.3 km, which we drove in clockwise direction at a
speed of approximately 1 m/s. The four sections of the path highlighted in white are those
parts that required manual intervention in one of the runs during the first part of the experiment
(without obstacle avoidance), as the path was blocked by objects that had not been there in
the teach run. Pictures of the obstacles at the locations marked with A and B are shown in
Figure 4.27. Source: Bundesamt für Landestopografie swisstopo (Art. 30 GeoIV): 5704 000
000
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Figure 4.25: A top view of the pose graph and the laser points included in all submaps created
in the Zurich long-range experiment. Once again, the consistency of the map demonstrates the
accuracy of the laser-based motion estimation over the kilometer scale.

on the day after. Our system had to cope with a large variety of weather and lighting
conditions. The first and the last repeat run were done at night, the remaining two
during the day. The weather was sunny and dry during the second repeat run in the
morning, but it closed in towards the evening. It was raining when we did the third run
in the afternoon, and started to snow during during the last pass. Neither these drastic
variations in lighting and weather conditions, nor changes in the environment (e.g.
parked cars and trucks), nor the dynamic elements of the scene (pedestrians, cars,
trams) presented a problem to our ICP-based mapping and localization system. In all
the runs the robot completed the route and reached its goal position with centimeter
accuracy.
We only had to intervene manually when the path was obstructed by obstacles that had
not been present when the route had been taught. At the time of these experiments, we
had not yet integrated our obstacle avoidance scheme into the system; when driving
in autonomous mode, the robot was controlled by a path tracker, which made it follow
the learned path irrespective of obstacles or other changes in the environment. In four
cases—twice in the second and twice in the third repeat run—we had to steer the
robot manually over a short distance, in order to avoid collisions. The passages that
required manual control in some of the repeat runs are highlighted in Figure 4.24.
Figure 4.27 gives an impression of the type of obstacles our robot encountered on
the path. Although avoiding these obstacles required deviating from the original path
by several meters, our system was able to localize correctly at all times. This meant
that immediately after the obstacle had been passed we could switch back to the
autonomous mode and the robot continued its route. Overall, our robot covered a
distance of over 5 km, of which it drove 99 % autonomously.
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Figure 4.26: A typical scene encountered during the long-range experiment. As the map was
recorded during night, several new elements were observed during the repeat passes. In this
example from the repeat run at 3 PM on March 13, multiple pedestrians, a cyclist, a parked
white truck and several cars were unknown to the robot. The upper picture shows the map
recorded during the teach run (black points), and the current laser data (colored points) at the
situation shown in the photograph below.

Figure 4.27: Two examples of situations that required manual intervention in the experiment
without obstacle avoidance. The letters A and B show the location of these places on the map
in Figure 4.24. Situations like these are not only challenging in terms of obstacle avoidance,
but also for localization algorithms, as considerable parts of the environment have changed
with respect to the recorded map. In the example on the left, both the truck and the digger had
not been there when we taught the path.
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The described experiment has shown that our ICP-based mapping and localization
system was able to cope with highly dynamic surroundings and significant changes in
the environment. However, this was not true for our system’s motion planning scheme
(the path tracker). We have seen that a route following system without the capability
of locally adapting the vehicle’s path is not feasible for applications in any non-static
environment. For the second part of the experiments, we therefore integrated the obstacle detection module and the local motion planner described in Section 4.6, where
the latter replaced the path tracker used in the previous experiment. We conducted
the long-range experiment with integrated obstacle avoidance more than two months
after the initial tests. Nevertheless, we did not record a new map of the route, but
re-used the one recorded on March 12. In the meantime, however, the environment
had changed considerably: trees and bushes had leaves again, construction sites on
the route had changed, and (most probably) none of the cars parked along the streets
were still at the same place.
We did eight repeat passes in total, which amounts to more than four hours of driving
and an overall distance traveled of more than 10 km. A list of the repeat runs of the
entire experiment is given in Table 4.3. When we started with the first run in the
evening of May 21, 2013 it was raining and getting dark on the way. We continued
the experiment on May 23, where we did four repeat passes, two in daylight in the
afternoon, one during dusk at 8 PM, and the last one in the night at 10 PM. It was
again a rainy day; only the last run was done in dry weather. On May 25 we did
another three repeat passes, one around 3 PM in light rain, one at 5:45 PM, and one
at 7:30 PM. During the second-to-last run it was not raining any more, but the roads
were still wet, while for the last run it was completely dry. In most of the runs the
robot had to cope with several static or dynamic obstacles. The static obstacles were
mainly bicycles and cars parked at the side of the road or on the road. Dynamic
obstacles were present in the form of pedestrians and oncoming cars. The latter were
encountered on the first part of the route, where the robot drove on the road. Towards
the end of the loop, the route ran on a rather narrow sidewalk for around 100 m (cf.
Figure 4.10, left). During the afternoon runs, many pedestrians were passing in this
section. Most of them avoided the robot, as they would do for a person crossing their
paths. We also encountered several situations where strangers deliberately stepped in
the way of our robot to test whether or not it would stop. Our obstacle detection and
avoidance scheme handled all these cases without any intervention from our side.
There was one single situation where we had to drive the robot manually for about
1 m (in the second-to-last run), as the obstacle detection module reported an obstacle
that did not actually exist, and only appeared when the robot was already too close to
it to avoid it in forward motion. It would then reverse, go straight forward again, as
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Table 4.3: Long-range T&R experiment in urban environment: list of repeat runs.
Date

Time (start)

Lighting

Weather

Obstacle avoidance

Autonomy

March 12
March 12
March 13
March 13
March 13

10:33 PM
11:07 PM
10:59 AM
03:05 PM
07:12 PM

night
night
day (sunny)
day (cloudy)
night

dry
dry
dry
raining
snowing

manual control (teach pass)
off
off
off
off

100 %
97.8 %
98.3 %
100 %

May 21
May 23
May 23
May 23
May 23
May 25
May 25
May 25

07:31 PM
03:25 PM
05:27 PM
08:03 PM
10:03 PM
02:47 PM
05:45 PM
07:30 PM

dusk (cloudy)
day (cloudy)
day (cloudy)
dusk (cloudy)
night
day (cloudy)
day (cloudy)
day (sunny)

raining
raining
raining
raining
dry
raining
dry
dry

on
on
on
on
on
on
on
on

100 %
100 %
100 %
100 %
100 %
100 %
99.9 %
100 %

the obstacle had disappeared, and stop again a few meters further, when it “saw” the
obstacle again. This problem will be discussed further in Section 4.8.3.
Apart from this situation, the robot drove the entire distance in all eight repeat passes
completely autonomously. We always walked next to it, but we never manually
stopped it for safety reasons, nor did we encourage pedestrians, cyclists, or car drivers
to move out of the way. All the relevant obstacles were detected reliably, and the
robot either drove around them when a safe path was available, or stopped when there
was no room for an avoidance maneuver in forward motion (e.g., when a pedestrian
abruptly stepped in its way).

Figure 4.28: Examples of dynamic obstacles encountered during the long-range route following experiments in Zurich. A part of the route was driven on a sidewalk, and the robot had to
detect and avoid people walking by or purposefully obstructing its path.
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4.8

Discussion

In this section, we summarize and discuss the results of the comparison of our ICPbased system to the stereo vision T&R framework, and discuss the impact of noise
and dynamic environments on ICP-based registration. Moreover, we list the lessons
learned during the long-range T&R experiments and discuss some important remaining challenges.

4.8.1

Comparison to Stereo Vision T&R System

In Section 4.7.2, we presented three different experiments where we compared our
localization and mapping system to the stereo-based approach of Furgale and Barfoot
(2010). It is important to see that the two systems are different in three aspects: perception technique (laser/active vs. camera/passive), sensor FOV (omnidirectional/360◦
vs. directed/100◦ ), and registration method (point-based/ICP vs. appearance-based/feature extraction and matching). Nevertheless, we can draw a number of important
conclusions from the comparison of the two approaches.
Localization accuracy in the nominal scenario. The experiments of Section 4.7.2.1
can be seen as “proof of concept” for using a spinning laser and ICP for localization
and mapping in a T&R system, instead of an appearance-based method as in stateof-the-art works. We were able to show that we can achieve similar or even slightly
better localization accuracy when repeating the previously driven route, both in unstructured 3D terrain and in dynamic urban environments. For successful operation,
both registration methods place some requirements on the environment: appearancebased techniques rely on a certain amount of texture, ICP is dependent on sufficient
3D structure in the surroundings. For our experiments, we chose places where both
of these requirements were fulfilled, in order to allow for a fair comparison. However,
it is clear that ICP would fail for example in a large, flat plane lacking any 3D structure within the range of the sensor. On the other hand, appearance-based approaches
would break down for example in a room where all surfaces are uniformly painted in
the same color.
Sensor field of view and range. Deviations of some meters from the taught path,
which typically include high rotations of the robot, are necessary in many real-world
applications where obstacles may block the robot’s path. If a T&R system is supposed to work reliably, it must be able to provide accurate localization even in these
difficult situations. The results of the experiments in Section 4.7.2.2, where we assessed the robustness to path deviations of both systems, have clearly demonstrated
the advantages of omnidirectional sensors compared to directed perception devices.
It has been shown that even small deviations from the route driven in the mapping
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stage force the 100◦ -FOV stereo system—unlike the ICP system—to fall back on incremental localization (VO), due to the lack of overlap between the camera images
and the map. The consequence of this is the accumulation of error. While the extent of drift is dependent on the camera and on the specific VO algorithm used (our
implementation yielded relatively high errors), it remains a fact that no incremental
localization method is drift-free, and therefore localization against the map is required
for a system to be truly scalable to routes of arbitrary length. In addition to its 360◦
FOV, our laser scanner has the advantage of providing precise distance data with a
high maximum range of around 80 m, whereas the accuracy of stereo-based range
measurements decreases quadratically with the distance from the camera (Lemaire et
al., 2007). We therefore assume that we could go even further away from the taught
path than we tested in the experiments, while still being able to localize within the
map.
Perception technique. The experiments in Section 4.7.2.3, where our robot repeated
the same route over the course of an entire day, have clearly shown the superiority of laser-based systems over camera-based approaches in terms of dependency on
environmental conditions. While the fact that cameras require a certain amount of
ambient light is neither new nor surprising, it is still an important result that a laser
scanner—being an active sensor—enables constant performance irrespective of the
weather and the time of day. Adding artificial light sources could be a solution for
vision-based systems to enable operation in darkness. Our robot is equipped with two
headlamps, which we turned on for the last repeat pass of the experiment described
in Section 4.7.2.3, where it was completely dark. In the end, we were not able to
even start our stereo-based localization system on the images recorded in this run.
Although the two headlamps are reasonably powerful (10 W LED each), only a small
area in front of the robot was sufficiently illuminated. The visual features in the map,
however, were spread over the entire image (except the sky), including points dozens
of meters away from the robot. As a consequence, the lightened area did not provide enough features for localization against the map. Stronger light sources could
improve the feature extraction, yet they will never range to the horizon in a generic
outdoor setting. Moreover, we observed in our data set that the limited dynamic
range of the camera likewise contributes to the problem. Nearby areas in the image
are well illuminated and often over-exposed, while the background typically remains
completely dark. Husmann and Pedersen (2008) built a system for camera-based navigation in the dark, using Point Grey Flea cameras and a 24 W LED spotlight. Our
observations are consistent with their experiments. They computed that, to allow for
a reasonably short exposure time (10 ms), illumination of a 90◦ FOV with a 10 m
lookahead would require a 56 × increase in peak light power, which is clearly un75
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feasible. The problem was finally solved by computing high dynamic range (HDR)
images, which however required the robot to stop for image acquisition.
Registration method. From our experiments, we cannot draw any general conclusions about point-based versus appearance-based methods for robotic localization. A
meaningful comparison of ICP and appearance-based registration would require an
omnidirectional laser sensor with a vertical resolution high enough for sparse featurebased approaches, such as the one of McManus et al. (2013). Taking the opposite approach, that is, running ICP on point clouds with an (artificially) limited, narrow FOV,
involves the risk of obtaining results that are highly dependent on the environment.
With an omnidirectional sensor, it can be assumed that in most practice-relevant cases
there will be sufficient 3D structure in the point cloud for ICP registration. This is no
longer true with a narrow FOV: success or failure of registration may heavily depend
on the environment and the orientation of the sensor relative to it. Irrespective of localization performance, there is one clear advantage of the point-based nature of our
approach. The 3D point cloud maps built by the ICP pipeline are large, dense, and
accurate. Apart from their actual purpose of localization, they can be useful for many
other applications, such as visualization, terrain assessment, or path planning.

4.8.2

ICP in Dynamic Outdoor Environments

Under ideal conditions, that is, with a noise-free, static sensor in a static environment, sensor readings can be perfectly matched with the map recorded in an earlier
phase. In real-world scenarios, as for example in our long-range experiments in the
urban environment (Section 4.7.3), there are three different sources of disturbances:
dynamic objects in the environment, the motion of the sensor during data acquisition,
and noise due to rain, snow, reflections, or other effects. All these factors distort the
acquired point clouds and therefore potentially have an impact on the localization
performance.
We will start the discussion with the last point, the noise due to different environmental conditions and sensor characteristics. The teach pass for the long-range experiment in the urban environment has been recorded in dry weather, so the map could
not be corrupted by noise due to rain or snow. However, some of the repeat runs
have been conducted in rain and in snowfall. We inspected the point clouds recorded
in both cases, and noticed that rain did not cause a mentionable amount of noise.
We discovered, however, that our laser sensor produces considerable random noise at
low temperatures (some of the experiments have been conducted around 0 ◦C). In the
snow, it is therefore hard to tell whether the noise originates from the snowflakes or
just from the temperature. Overall, we can say that the noise did not have any visible
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impact on our system. The outlier rejection scheme in the matching step of the ICP
pipeline (cf. Section 4.4) was able to adequately handle this data corruption.
The same is true in most cases for disturbances due to dynamic objects in the environment. In general, it can be stated that the ICP matching works correctly as long
as noise and distortions due to dynamic scenes are not the main content of the point
cloud. Otherwise, the outlier rejection would fail to separate the useful points from
the disturbances. This can happen, for example, if a group of people is standing
closely around the robot, obstructing nearly the entire FOV of the sensor. However,
under typical operating conditions7 , such as those in the route following experiment
reported in Section 4.7.3, changes and dynamic elements in the environment did never
cause the localization to fail. Particularly challenging situations were encountered
when driving along a busy street (cf. Figure 4.10 (left)), where at times at least 10
cars were in the FOV of the laser, as well as several pedestrians and sometimes trams
and cyclists (Figure 4.28). All of these elements were clearly not in the map that the
ICP module used for registration. The experiments also involved several cases where
a considerable part of the sensor’s FOV was blocked by parked vehicles (close to the
robot’s path) that had not been present when teaching the route, such as the truck in
Figure 4.27 (left).
The third source of disturbance is the distortion of the laser scans due to the vehicle
motion. The Velodyne laser rotates around the vertical axis with a frequency of 10 Hz,
providing around 180 individual data packets per revolution, each spanning an angle
of approximately 2◦ . In the system described in this chapter, we build 360◦ point
clouds by assembling these packets assuming that the sensor has not moved during
one revolution (0.1 s). With the typical speed of our robot being 1 m/s, this yields an
(erroneous) offset of 10 cm between the first and the last point of the revolution when
driving straight ahead. The maximum error of point measurements can be reduced to
5 cm by defining the time stamp of the assembled point cloud appropriately, namely
by taking the value after half a revolution. This error is in the same order of magnitude as the standard deviation of the range measurements according to the sensor
specifications (2 cm at 25 m). However, rotation of the robot may induce much higher
errors, increasing with the distance of measured points from the sensor. The results
reported above indicate that both the linear and the rotational velocities of the robot
during the experiments were sufficiently low, such that the resulting distortion in the
point clouds could be handled by the outlier rejection scheme in the ICP pipeline.
For driving at higher speeds, it may be necessary to undistort the point clouds using
additional sensor data, such as inertial measurements (cf. Section 5.4.2).
7 We are targeting applications such as search and rescue or surveillance, which normally do not involve
moving through dense crowds of people.
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4.8.3

Lessons Learned and Remaining Challenges

The long-range route following in unstructured 3D terrain and in a dynamic urban
environment (Sections 4.7.2.3 and 4.7.3, respectively) have shown that our system
enables reliable autonomous navigation and yields repeatable results under a variety
of different environmental conditions. Despite these encouraging results, the system
is not perfect. In the following, we point out the main difficulties we encountered
during these long-range field tests, we show what situations could make the system
fail, and we highlight the challenges that remain to be tackled.
ICP failure detection. A drawback of our ICP implementation compared to appearance-based feature pipelines is the lack of appropriate means for failure detection
in the registration. In each ICP registration step, we can see whether or not the algorithm converged, and we measure the percentage of overlap between the sensor
readings and the map. However, convergence does not imply that the correct local
minimum has been found, and the overlap is—unlike the number of feature matches
in appearance-based methods—not a measurement for which an absolute minimum
value for localization success can be defined. As a consequence, it is impossible
to (re)localize, if the current pose estimate is too far away from the true value. We
found a set of parameters for the registration module that in the experiments has
shown to enable localization and mapping in different types of environments without
such failures. The most important parameters in this respect are the upper bounds on
translation and rotation jumps between two registration steps, which we set to 2 m
and 0.4 rad, respectively. Nevertheless, a mechanism for detection of cases where
ICP converges to a wrong local minimum would increase the robustness of the localization system.
Robot control in 3D terrain. Although not relevant for the success of the route following missions, the experiments on 3D terrain (Section 4.7.2.3) disclosed a downside of the design of our robotic vehicle. Its raised front axle, together with the center
of gravity location only slightly behind the middle wheels, causes the robot to tilt forwards when driving down a slope (cf. Figure 4.21, bottom left). The low-level motor
controllers are tuned for skid-steering with both the middle and the rear wheels on the
ground. Turning in this situation requires high forces, as the rear wheels have to move
sideways (the center of rotation is very close to the middle axis). However, when only
the middle axis has solid ground contact, much less torque is required on the motors
for making the robot turn. As our controller does not adapt to these different conditions, it overshoots, which results in oscillations in the yaw angle. Although this
behavior is certainly undesirable, we can report that it neither affected the vehicle’s
safety, nor did the fast pitch and yaw motions present a problem for our ICP-based
localization system.
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Low-level vehicle software. We had some problems with the low-level vehicle control software. In two repeat runs, the robot stopped at some point, because of a
low-level software crash. In order to restart it, we had to open the lid of the box on
top of ARTOR. This meant that the Velodyne was tilted by about 60◦ . We opened
and closed the lid very slowly to avoid that the ICP would lose track of the robot’s
pose. In both cases we were able to continue the route without restarting any of the
high-level programs, such as the ICP-based localization, the obstacle detection, or the
motion planner.
Obstacle detection: false positives. In general, our obstacle detection method functioned reliably. However, we have observed that sometimes spurious obstacles are
detected when the pavement is wet and the robot is tilted onto its front wheels (the
raised front axle of ARTOR yields a high pitch angle when the robot is standing on
the middle and the front wheels instead of the middle and the rear wheels). We encountered this problem several times in preliminary tests; in the eight repeat runs with
the complete system it only occurred once (as described in Section 4.7.3). Based on
an analysis of the sensor data recorded during such a situation we believe that the
source of the problem is not our obstacle detection algorithm, but rather erroneous
measurements of the laser scanner under these special conditions, possibly due to the
laser reflecting off of the wet pavement.
Spurious negative obstacles. Cavities in the ground with a lattice-like cover—such
as certain manholes, for example—are often classified as negative obstacles by our
algorithm. While the reason for this is obvious (some laser beams go through the
lattice, as if it was not there), it is still undesirable and could be addressed using
a solution similar to the one of Kümmerle et al. (2013). In our experiments, the
misclassification of lattice-covered gaps merely resulted in the robot avoiding each
manhole on the side of the street. However, in theory, it could lead to a completely
blocked a path without reason.
Computational resources. All software components of our system run on a single
laptop on the robot. When we added the local planner, we observed that the rate
at which the ICP was able to compute localization updates dropped from 10 Hz to
around 5 Hz. This means that roughly every second Velodyne scan is discarded. Although in the experiment we could not see an influence on the performance of our
system due to the reduced update rate, this clearly shows that the onboard computer
is working at its limit.
Delay and dynamic obstacles. Our system treats obstacles as static objects: in every
time step the obstacle map is updated according to the sensor readings, but the obstacles are not projected into the future. Together with relatively high delay in the entire
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pipeline, this sometimes leads to undesirable behavior. For example, we observed
that when a cyclist was overtaking the robot and came close to it, it was detected as
an obstacle, which lead to an avoidance maneuver when the cyclist was already out
of the way again.

4.9

Summary

This chapter presented a T&R algorithm designed for search and rescue and surveillance scenarios. We showed how to use ICP to construct the building blocks of T&R:
laser odometry, submap construction, and localization. The resulting system is highly
accurate and robust, and is invariant to lighting changes. Moreover, we developed an
adaptive route following scheme that enables to reliably avoid collisions by temporarily leaving the taught path, yielding a system that is suitable for fully autonomous operation in changing and dynamic scenes. We demonstrated the gains in robustness to
path deviations and environmental conditions by comparing against a state-of-the-art
approach based on stereo vision in two different types of terrain. The experiments revealed the advantages of omnidirectional, active sensors for mobile robot localization
and mapping. We finally demonstrated the system driving autonomously over 7 km
in unstructured 3D terrain and over 15 km in a highly dynamic scene, in a wide range
of environmental conditions.
The proposed obstacle avoidance scheme is tailored to navigation in relatively simple
2D environments. We did not test it in highly nonplanar terrain, such as the testing
area in Thun, but we assume that both the obstacle detection and the local planning
method would require some adaptations to enable equally smooth and reliable navigation as in the urban environment. Hence, the presented T&R system enables autonomous route following in environments that can be classified either as planar and
dynamic or as nonplanar and static (using a path tracker without obstacle detection),
but it is not suitable for environments that are both nonplanar and dynamic. Another
drawback of the system is inherent in the local nature of our motion planner: despite
allowing for deviations of some meters from the reference path, we are still restricted
to remain relatively close to the taught route throughout the operation. These two
limitations are addressed in Chapter 5, which presents an approach to using the constructed 3D point cloud maps for terrain assessment and global motion planning in
generic nonplanar environments.
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5
Autonomous Navigation Based on
Point Cloud Maps
This chapter incorporates material from the following publication:
Krüsi, P., Furgale, P., Bosse, M., and Siegwart, R. “Driving on Point Clouds: Motion Planning, Trajectory Optimization, and Terrain Assessment in Generic Nonplanar Environments”.
Submitted to Journal of Field Robotics.

5.1

Introduction

The motion of any ground robot is constrained by two factors: the shape of the terrain
and the vehicle’s physical properties. Neglecting these constraints, i.e., assuming the
terrain to be flat and the robot to be holonomic and free of dynamic constraints, is a
common approach to simplify the motion planning problem. In state-of-the-art works
for outdoor navigation, even when specifically targeted at application in challenging
terrain, the three-dimensionality of the terrain and the vehicle’s constraints are at
best incorporated in planning short, local trajectories, while planning on the large,
global scale is conducted under greatly simplifying assumptions (Kelly et al., 2006).
However, trajectories that have been computed without consideration of the terrain
geometry and the vehicle’s limitations can neither be guaranteed to be feasible (safely
executable by the robot), nor to be optimal according to any criteria, such as path
length or traversal time. The reason for this lies in the fact that the actual, threedimensional (3D) geometry of such a trajectory is only revealed at execution time,
and thus differs from the shape of the trajectory computed by the motion planner,
even under the assumption of perfect path-following control.
In this chapter, we propose a novel, practical approach to motion planning for nonholonomic ground robots that addresses these issues. The method is targeted at
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traversable

obstacle

Figure 5.1: Two example results of our motion planning and terrain assessment framework.
The figures show point cloud maps of two different environments, where the points are colored
according to the estimated terrain roughness, ρ, which is defined in Section 5.5.2. Points with
an assigned roughness value above a certain threshold, ρmax , are considered as obstacles and
plotted in dark red. The trajectory on the left is computed in a two-story parking garage, where
the start and the goal are located on different levels. On the right, a trajectory is planned from
the bottom to the top of a small hill in unstructured, rough terrain.

navigation in generic nonplanar environments, with a focus on rough, unstructured
outdoor terrain. It enables planning continuous trajectories of any length that are
compliant with the vehicle’s kinematic and dynamic constraints up to a selectable
level of approximation. Moreover, it inherently considers the shape of the terrain
by representing trajectories in the full six-dimensional (6D) space of translations and
rotations. The proposed planner allows to overcome the limitations of the teach and
repeat (T&R) approach developed in Chapter 4: it enables navigation independent of
previously driven routes, in environments that are both nonplanar and nonstatic.
At the core of the proposed methodology is the idea of planning trajectories directly
on (unordered) 3D point clouds acquired with range sensors, avoiding any kind of
supplementary terrain reconstruction process, such as computing a height or voxel
map, or a mesh representation of the environment. Rather than explicitly reconstructing the 3D terrain and building traversability maps, we propose a local terrain assessment method, computing the geometry and the traversability of robot-sized terrain
patches on demand during motion planning, based on the local distribution of points
in the map. This approach has three main advantages: first, point cloud maps are easy
to obtain from any kind of range sensor, such as lasers or stereo cameras, often even
as a byproduct of a localization module. In our robotic setup, we re-use maps built
for localization by iterative closest point (ICP) matching. Second, point cloud maps
are easy to maintain, since map updates simply consist in adding or removing points.
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Third, our point-based terrain assessment method is free of any artificial discretization, which is inherent to classical terrain models, such as digital elevation maps or
voxel grids. Instead, we only use the “natural” discretization arising from sensing the
terrain surface with a range sensor.
We consider motion planning as the problem of finding a feasible and in some respects optimal trajectory between a start and a goal pose, given a point cloud map
of the terrain, containing both the start and the goal position. Trajectories are represented as dense chains of 6D poses connected by short, planar paths, which are continuous in position, heading and curvature. Imposing suitable boundary conditions
for each of these short segments renders the entire trajectory continuous in heading
and enables the planner to account for dynamic constraints, such as limited linear
and angular acceleration. Furthermore, we can incorporate kinematic constraints,
such as a minimum turning radius of a nonholonomic vehicle, by imposing a limit on
the maximum curvature of each trajectory segment. The actual motion planner is a
multi-stage approach. We compute an initial, collision-free trajectory using RRT∗ , a
variant of the rapidly exploring random tree (RRT) algorithm that has been proven to
produce asymptotically optimal paths (Karaman and Frazzoli, 2011). For refinement
of the result, we propose a novel approach to local trajectory optimization that does
not require any gradient information, nor explicit obstacle mapping. The method iteratively optimizes trajectories according to a custom objective function, which can
include any quality measures, such as path length, curvature (steering action), or terrain smoothness, while strictly considering all hard constraints.
Since our motion planning framework relies only on local information at any stage of
the process (tree expansion, local optimization), we do not have to make any assumptions on the complexity and the topology of the terrain. Unlike existing approaches to
outdoor motion planning, which typically expect a 2.5-dimensional (2.5D) geometry
of the terrain, our method enables planning on generic two-dimensional (2D) manifolds embedded in the 3D space. For example, it allows to plan trajectories in multilevel environments or even inside pipe systems for inspection (e.g., using a robot
with magnetic wheels such as the Magnebike (Tâche et al., 2009)), namely without
any modifications and without explicit extraction of the environment’s topology.
We are convinced that it is impossible to strictly separate motion planning from upstream and downstream processes in autonomous navigation. The nature and the
quality of sensing, localization, and mapping largely influence the possibilities of the
planner and the suitability of specific techniques. On the other hand, the requirements
on the motion control module are highly dependent on the quality of the trajectories
computed by the motion planner. Hence, we develop and discuss the entire data processing pipeline surrounding the motion planning module, starting from sensing the
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environment to localization, mapping and finally motion control. We highlight all the
different steps necessary for enabling a mobile robot to autonomously move in challenging, large-scale outdoor environments. In particular, we present techniques and
algorithms to build and maintain high quality point cloud maps suitable for motion
planning, starting from data acquired by a 3D laser range finder on a mobile robot.
To this end, we extend the localization and mapping system developed in Chapter 4
by integrating techniques for high frequency map updates and for classification of
points as dynamic or static. Moreover, we integrate inertial measurements for computing more accurate initial guesses for ICP registration, and for undistorting laser
readings acquired with a rotating sensor on a moving vehicle. The resulting system
allows to build accurate terrain maps along routes of any length, and to keep the same
up-to-date over any time horizon.
We evaluate our motion planning and terrain assessment approach and the influence
of important parameters using real sensor data acquired in a variety of different environments. Finally, we assess the quality of the entire autonomous navigation system
in extensive field tests. We show that our approach enables reliable and safe autonomous navigation in various types of static and dynamic environments, ranging
from a multi-level parking garage to rough, unstructured outdoor terrain, without requiring any external localization sources such as GPS.
This chapter is organized as follows. Section 5.2 surveys related work in motion
planning, trajectory optimization, terrain assessment and autonomous navigation in
outdoor environments. Section 5.3 defines the problem of motion planning and terrain
assessment based on point cloud maps in mathematical terms. In Section 5.4, we describe our approach to generation and maintenance of point cloud maps suitable for
motion planning, extending the localization and mapping framework of Chapter 4.
In Sections 5.5 and 5.6, we develop and evaluate the point-based terrain assessment
method and the motion planning algorithm, respectively. Section 5.7 describes a motion control module for execution of trajectories computed by the planner, and gives
an overview of the complete system for autonomous navigation. Finally, Section 5.8
presents the results of the field experiments.

5.2
5.2.1

Related Work
Motion Planning in Nonplanar Maps

Although often neglected, we believe that incorporating the 3D shape of the terrain in
motion planning is essential for navigation in nonplanar environments. Trajectories
computed with the assumption of flat terrain may turn out to be highly suboptimal or
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even unfeasible when mapped onto the 3D terrain surface. Due to limited computational resources and/or absence of detailed terrain knowledge on the large scale, 3D
information is often incorporated at the local level only, while planning on the global
scale is conducted with greatly reduced complexity (2D grid map, sequence of waypoints, etc.). One of the earliest work in this domain was the planner implemented on
the Autonomous Land Vehicle (ALV) by Daily et al. (1988), where a sophisticated local planner guided the vehicle along a global path defined by a waypoints. Similarly,
Cherif (1999) employ detailed physical models and graph search in a discretized state
space for local trajectory planning in terms of connecting waypoints given by a global
planner. Lacroix et al. (2002) compute local motions by projecting a set of candidate
motion primitives onto a DEM and evaluating a robot model at discrete locations
along these paths. Instead of sampling candidate paths, Kelly and Stentz (1998) and
Kelly et al. (2006) propose to sample the space of motion commands. They generate
a set of motion alternatives by model-based simulation of the robot on the 3D terrain,
which inherently yields trajectories compliant with kinematic and dynamic vehicle
constraints. Howard and Kelly (2007) take this idea one step further and present an
algorithm for computing optimal trajectories connecting two robot states in rough,
uneven terrain. They search the control space for the optimal control parameters by
numerically linearizing and inverting the mapping from control to vehicle response.
In practical applications—with the exception of exploration in a completely unknown
environment—at least some information about the 3D terrain shape beyond the local
surroundings is typically available, either from sensor readings acquired during previous navigation runs or from external map sources. Considering this information at
the level of global motion planning may significantly improve the quality of the results for the reasons explained above. A great deal of the work on global planning in
uneven terrain is targeted at planetary exploration. Iagnemma, Genot, and Dubowsky
(1999) and Ishigami, Otsuki, and Kubota (2013) use physical vehicle models and discretized elevation maps to assess the feasibility of rover configurations along planned
paths. Gingras et al. (2010) and Rekleitis et al. (2013) plan trajectories for rovers
in triangular meshes, using the potential field approach or graph search, respectively.
Apart from ensuring safety—avoiding tipover and slipping hazards—knowledge of
the 3D terrain shape on the large scale can be exploited to plan energy-minimizing
paths (Ganganath, Cheng, and Tse, 2015; Rowe and Ross, 1990; Shum, Morris, and
Khajepour, 2015; Sun and Reif, 2005).
The motion of most mobile robots is subject to kinematic and dynamic constraints,
such as restricted steering angles and limited acceleration. While the above global
planning algorithms disregard these limitations, which may yield paths that the robot
is unable to follow, several researchers have developed methods to consider not only
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the nonplanarity of the terrain, but also kinematic and dynamic constraints in the
planning phase. Early efforts in this domain include the planner of Gaw and Meystel
(1986) using an isolines-based map representation, the algorithms of Siméon and
Dacre-Wright (1993) and Siméon (1993), and the approach of Shiller and Gwo (1991),
modeling the terrain as cubic B patch and computing trajectories represented as B
splines. Guo et al. (2003) and Arvanitakis, Tzes, and Thanou (2013) first compute
a low-dimensional path, and incorporate vehicle constraints by fitting smooth curves
to the latter. Howard (2009) establishes a state lattice (Pivtoraiko and Kelly, 2005)
for global path planning, using the rough terrain trajectory generation algorithm of
Howard and Kelly (2007) for connecting the states in the lattice. Randomized search
algorithms, such as rapidly exploring random trees (RRT, LaValle (1998)), probabilistic roadmaps (PRM, Kavraki et al., 1996) and their asymptotically optimal variants,
RRT∗ and PRM∗ (Karaman and Frazzoli, 2011), are inherently suitable for integrating kinematic and dynamic constraints in motion planning (LaValle and Kuffner Jr.,
2001). To date, in the context of ground robot navigation, these algorithms have
mostly been applied to motion planning in planar maps.
Our approach is based on a combination of RRT∗ search and fine-grained local trajectory optimization, and incorporates both the 3D terrain shape and the kinodynamic vehicle constraints. Furthermore, it does not require explicit terrain surface reconstruction, which allows trajectories to be directly planned on point cloud maps using only
local terrain assessment. Regarding this set of characteristics, the methods of Kobilarov and Sukhatme (2005) and Teniente and Andrade-Cetto (2013) are most closely
related to ours. Kobilarov and Sukhatme (2005) use a PRM planner while locally
approximating the terrain surface by small planar patches. Teniente and AndradeCetto (2013) propose a “hybrid randomized” planner called HRA∗ , which expands a
tree of kinematically feasible trajectory segments, combining random sampling with
a constraint-aware cost-to-goal heuristic. The trajectory segments are computed by
forward-simulating a robot model and projecting the resulting planar path segment to
a 3D point cloud map.
All planning algorithms discussed above assume a 2.5D terrain geometry, while our
approach extends to more complex 3D environments and enables planning on generic
2D manifolds embedded in the 3D space. 3D motion planning in the free space has
been studied extensively in the context of aerial and underwater robotics, but the problem of navigating on complex 3D surfaces with ground robots is of a different nature
and has received comparatively little attention to date. However, many promising
applications for mobile robots—such as search and rescue, inspection, or cleaning—
clearly require planning beyond 2.5D terrain. Motion planning in multi-level environments can be seen as an intermediate step between 2.5D and full 3D planning.
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The algorithms developed by Kümmerle et al. (2009) and Rusu et al. (2009) enable
planning in environments with multiple overlapping floors (such as parking garages).
However, they require explicit extraction of the topology, while our planner automatically “discovers” the topologies of any environment directly from point cloud
maps. Existing approaches for planning on generic surfaces in the 3D space use graph
search in 3D grid maps (Colas et al., 2013; Hertle and Dornhege, 2013; Menna et al.,
2014; Stumm et al., 2012) or triangular meshes (Breitenmoser and Siegwart, 2012),
or wavefront expansion in 3D grid maps (Stoyanov et al., 2010) or triangular meshes
(Garrido, Malfaz, and Blanco, 2013; Miró et al., 2010). Generating and updating
these maps can be computationally expensive, especially in dynamic and changing
environments. As our planner only requires local terrain information at distinct locations, we can avoid explicit 3D reconstruction by assessing the terrain on demand
directly from point cloud maps, which are simple and inexpensive to maintain. Moreover, unlike our algorithm, none of these planners rigorously includes kinematic and
dynamic vehicle constraints. The same is true for the approach of Liu and Siegwart
(2014), which—similar to our method—plans paths directly on point cloud maps.

5.2.2

Trajectory Optimization

Due to limited computational resources, global motion planning over long distances
is often conducted under simplifying assumptions, exploring only a small subset of
the entire space of potential trajectories. Local trajectory optimization is a powerful tool for precise refinement of global trajectories in terms of smoothness, risk,
energy consumption, or other criteria. Several approaches have been proposed for
optimization of planar trajectories. Quinlan and Khatib (1993) model trajectories as
mass-spring systems called elastic bands, which are deformed by artificial forces resulting from obstacles and internal tension to yield smooth and collision-free paths.
Lamiraux, Bonnafous, and Lefebvre (2004) and Dolgov et al. (2010) iteratively deform trajectories based on artificial potential fields (Khatib, 1986), which are induced
by the obstacles in the environment. Lau, Sprunk, and Burgard (2009) represent trajectories as quintic splines to satisfy kinodynamic motion constraints, and alter the
spline control points directed by a certain cost function. Connors and Elkaim (2007)
optimize cubic spline trajectories that are not collision-free in the beginning. New
control points are added where collisions with obstacles are detected. The points are
iteratively moved perpendicular to the trajectory until the latter is entirely collisionfree.
Optimization of nonplanar trajectories for ground robots has been studied only marginally. Shiller and Gwo (1991) model the terrain as a cubic B patch and trajectories
as B splines mapped to the surface. Optimization of these trajectories amounts to
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minimizing a cost measure defined as a function of the spline control points. More recently, several approaches have been developed for optimization of high-dimensional
trajectories, typically targeted at systems with many degrees of freedom moving in
free space, such as robotic manipulators. The elastic strips approach of Brock and
Khatib (2002) extends the idea of the elastic bands (Quinlan and Khatib, 1993), using
a potential-field-based approach to modify a candidate path inside a volume of free
space surrounding the path. Zucker et al. (2013) (CHOMP) propose the use of covariant gradient descent for continuous refinement of high-dimensional trajectories.
Schulman et al. (2014) tackle the same problem with sequential convex optimization.
Kalakrishnan et al. (2011) (STOMP) and Park, Pan, and Manocha (2012) (ITOMP)
avoid computation of cost gradients by using stochastic optimization, enabling incorporation of costs, such as hard constraints, for which well-defined derivatives do
not exist. These approaches might in principle be applicable to trajectory optimization for navigation in uneven terrain. However, they require a priori knowledge of
the environment around the initial trajectory for computation of distance fields or
obstacle potentials. This conflicts with our maxim of representing the terrain surface (and hence the shape and location of obstacles) implicitly and without artificial
discretization. Our trajectory optimization method does not require any kind of obstacle mapping (but only local terrain assessment at distinct poses), nor computation
of gradients. Directed by a freely selectable cost function, the algorithm iteratively
optimizes nonplanar trajectories in generic 3D environments, while considering all
hard constraints: terrain contact, traversability, and kinodynamic feasibility.

5.2.3

Terrain Assessment for Navigation

Safe and efficient navigation in nonplanar environments requires knowledge of the
terrain shape for reliably predicting future robot poses and planning feasible trajectories. Several different types of maps have been proposed for reconstruction of threedimensional terrain. In the context of robotic outdoor navigation, the most widely
used maps are 2.5D digital elevation maps (DEMs), built from either laser range
data (Daily et al., 1988; Ye, 2003) or stereo vision (Kelly and Stentz, 1998; Lacroix
et al., 2002), or by using both laser ranging and vision (Wellington, Courville, and
Stentz, 2005). While efficient in terms of computation and storage, grid-based elevation maps are inherently unable to represent overhanging structures (trees, bridges)
or multi-story facilities. Pfaff, Triebel, and Burgard (2007) introduced an extension
to DEMs called multi-level surface maps (MLS maps) to overcome these limitations,
allowing for navigation inside multi-level buildings (Kümmerle et al., 2009). Motion
planning and navigation in generic 3D environments require full 3D terrain reconstruction beyond elevation maps and their variants, for modeling of generic 3D geometries. Commonly used approaches serving this purpose are 3D grid maps, also
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known as voxel maps (Lacaze, Murphy, and DelGiorno, 2002; Stumm et al., 2012),
and polygonal meshes (Garrido, Malfaz, and Blanco, 2013; Rusu et al., 2009).
Our approach fundamentally differs from these methods: instead of explicitly reconstructing the terrain surface, we infer it locally (on demand) from unordered 3D point
cloud maps obtained as a byproduct of localization, using nearest neighbor search and
plane fitting based on the approach of Hoppe et al. (1992). Hence, we avoid nearly all
computational overhead for building and maintaining terrain maps, while being able
to model generic 3D geometries. Moreover, our approach yields a continuous terrain
representation, as it is free of any artificial discretization (which is inherent to most
of the classical methods).
Once the shape of the terrain is known, the traversability of individual surface patches
must be estimated. Traversability analysis for outdoor navigation on the basis of
laser measurements and/or (stereo) camera images has been studied in great detail
over the past decades. Existing approaches can be classified according to the source
data into geometry-based methods (Gennery, 1999; Singh et al., 2000), appearancebased techniques (Howard and Seraji, 2001; Khan, Komma, and Zell, 2011), and
hybrid approaches (Bellutta et al., 2000; Santana et al., 2011). The algorithms provide
a mapping from sensor or map data to a binary or continuous traversability value.
This mapping is either parametric (Lacaze, Murphy, and DelGiorno, 2002; Langer,
Rosenblatt, and Hebert, 1994), learned in offline training (Karumanchi et al., 2010;
Peynot et al., 2014), or learned online while exploring the terrain (Krebs, Pradalier,
and Siegwart, 2010). Our approach is a parametric algorithm based on geometric
data (point clouds). We compute the roughness of the terrain directly on the level of
individual map points by means of plane fitting, and determine the traversability of
specific robot poses—without any discretization—based on the roughness values of
all points contained in a vehicle-sized volume. We refer to (Papadakis, 2013) for a
more extensive survey on traversability assessment in general, and review approaches
closely related to ours in the following.
Gennery (1999) and Hamner et al. (2008) fit small planes to point cloud data, and
compute the terrain roughness based on the residuals of the fit. Their algorithms
inherently assume a 2.5D geometry of the environment, while our method is applicable on generic surfaces in the 3D space. Gennery (1999) use weighted least squares
in an iterative process to determine the plane fit, while Hamner et al. (2008) subdivide vehicle-sized planar patches into smaller cells for traversability analysis. Our
algorithm computes traversability in a non-iterative fashion and without introducing
any artificial discretization. Manduchi et al. (2005) identify obstacles on the level of
individual 3D points obtained from stereo vision. Their algorithm operates directly
in the image plane and is thus restricted to application for local obstacle avoidance.
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The same is true for the approach of Santamaria-Navarro et al. (2014) based on point
clouds obtained from a time-of-flight camera. They detect obstacles on the basis
of local surface normals, which requires dense point clouds. Santamaria-Navarro
et al. (2014) further present an method for large-scale traversability classification of
point cloud maps. Instead of using a parametric mapping from point distributions
to traversability, the model for classification of points is learned from training data
using Gaussian processes. Lalonde et al. (2006) segment 3D point cloud maps into
three different classes (scatter, linear, surface) using “saliency features” based on
point cloud statistics inspired from tensor voting (Medioni, Lee, and Tang, 2000).
Their approach is to learn a model of the features distribution by fitting a Gaussian
mixture model on hand-labeled training data. Using this model, new data is classified
online using a Bayesian classifier. Learning-based approaches in general have the
advantage of being adaptable to many different types of environments, at the cost of
requiring (potentially tedious) offline training with representative data of the targeted
terrain. We experimentally demonstrate that our parametric approach yields good results in a wide variety of different environments (indoor and outdoor, structured and
unstructured), using a single hand-tuned set of parameters without terrain-specific
adaptations.

5.2.4

Autonomous Navigation in Nonplanar Terrain

The need for systems capable of moving in uneven and rough terrain has been recognized early in the history of mobile robotics, and autonomous navigation in such
environments has received considerable attention since. The Stanford Cart (Moravec,
1980) and the Autonomous Land Vehicle (ALV, Daily et al., 1988) were among the
first robots in this domain and demonstrated successful navigation in off-road terrain
using stereo cameras and laser scanners, respectively. Daily et al. (1988) introduced a
hierarchical control architecture consisting of a mission planner, a map-based planner,
and a local planner, which inspired a great deal of subsequent work. With progress
of hardware technology and navigation algorithms, autonomy and deliberative intelligence increased. Langer, Rosenblatt, and Hebert (1994) presented a system capable
of navigating over long distances, using a behavior-based approach for motion planning. Local planning based on evaluation of a set of candidate motions (arcs) was
combined with a grid-based global planner by Stentz and Hebert (1995).
A considerable part of the work on autonomous navigation in rough terrain focused on
rovers for planetary exploration (Goldberg, Maimone, and Matthies, 2002; Helmick,
Angelova, and Matthies, 2009; Lacroix et al., 2002; Maimone et al., 2006; Rekleitis et
al., 2013; Woods et al., 2014). Highly limited resources in terms of computation and
energy, along with particularly high demands on reliability, typically yield systems
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moving at low speeds and using comparatively simple techniques for mapping and
planning. Stereo vision combined with a local path planner is a common choice for
perception of the environment and obstacle avoidance. Autonomous navigation has
been successfully employed for exploration of Mars during NASA’s Mars Exploration
Rovers (MER) mission (Maimone et al., 2006), although only a small fraction of the
entire distance was traveled in autonomous mode.
Research on terrestrial outdoor robots addressed increasing speeds and autonomy
over larger distances (Kelly and Stentz, 1998; Kelly et al., 2006; Lacaze, Murphy, and
DelGiorno, 2002; Thrun et al., 2006; Urmson et al., 2006). Kelly and Stentz (1998)
introduced a predictive control scheme for local motion planning, representing trajectories implicitly in terms of motion commands and using model-based simulation
for trajectory generation in a 2.5D terrain. In follow-up work (Kelly et al., 2006), this
approach was refined by adding global planning and terrain classification to the system. Equipped with multiple laser scanners and cameras as well as GPS, their robot
demonstrated autonomous navigation in a variety of different environments over several kilometers without human intervention.
More recently, machine learning methods have been applied to autonomous off-road
navigation (Bajracharya et al., 2009; Konolige et al., 2009; Peynot et al., 2014; Sermanet et al., 2009; Silver, Bagnell, and Stentz, 2010; Sofman et al., 2006). The main
idea of these approaches is to learn mappings from sensor data to terrain traversability
or directly to planning costs and behaviors in offline training, or online from experience. Teach and repeat (T&R) can be seen as a simple form of learning a behavior
from demonstration: after a manually controlled teach run, the robot is able to repeat the learned route autonomously. T&R systems have shown to enable long-range
autonomous navigation in unstructured, uneven terrain using a single stereo camera
or a laser scanner (cf. Section 4.2). In general, T&R approaches increase the robustness of the navigation system and decrease the complexity in terms of required
sensor equipment, by sacrificing flexibility and restricting the robot to move along
previously driven routes.
Similar to T&R systems, our navigation approach requires an initial survey run for
mapping of the environment. Afterwards, however, the robot is able to plan and move
freely within the mapped area, regardless of previously driven routes. This architecture enables navigation in large-scale outdoor environments without requiring any
external localization source, such as GPS, but only using an onboard laser scanner
and ICP. While laser-based ICP is a popular choice for localization and mapping
in planar indoor environments, it has only rarely been applied for navigation in 3D
outdoor terrain to date. Kümmerle et al. (2009) presented a system for navigation in
a multi-level parking garage, using a 3D laser and ICP in MLS maps. Colas et al.
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(2013), and Santamaria-Navarro et al. (2014) used articulated 2D laser scanners for
building and localizing within 3D point cloud maps based on ICP scan matching, targeted at search and rescue applications and outdoor navigation, respectively. While
these approaches generally assume a static environment, our system enables navigation in dynamic and changing environments with three key functionalities: continuous map updates, real-time detection of nearby dynamic obstacles, and adequately
fast replanning of trajectories. Moreover, unlike most existing systems, our approach
allows for navigation in real 3D environments such as multi-story buildings, without
any special handling and without environment-specific adaptations.

5.3

Problem Statement

Our goal is to plan trajectories for ground robots in 3D environments on the basis of
point cloud maps. We formulate the problem in mathematical terms in Section 5.3.2.
Knowledge about the shape and traversability of the terrain is a fundamental prerequisite for solving the planning problem. Instead of regarding terrain assessment as
a separate, upstream process, we treat it as an integral part of motion planning by
defining a terrain assessment function (Section 5.3.3) that is invoked by the planner
on demand to obtain the terrain properties at required locations.

5.3.1

Preliminaries

We represent poses in the 6D space of rigid body translations and rotations by means
of 4×4 transformation matrices belonging to the special Euclidean group SE(3). A
6D pose expressed in coordinate frame A is given by the position and orientation of
another coordinate frame, B, with respect to A, and denoted by TAB ,


RAB tAB
TAB :=
∈ SE(3) .
(5.1)
0T
1
The translational part of the pose is expressed by tAB ∈ R3 , which is the vector from
the origin of A to the origin of B, expressed in A. The rotational part is encoded in
the rotation matrix RAB belonging to the special orthogonal group SO(3):


RAB := x̂AB ŷAB ẑAB ∈ SO(3) .
(5.2)
RAB will rotate a vector from frame B to frame A, and its columns x̂AB , ŷAB , and ẑAB
are unit vectors defining the axes of B expressed in A. In the remainder of this chapter,
we refer to a robot pose as a matrix TMR , describing the position and orientation of
a robot-fixed coordinate frame, R, expressed in a map frame, M. Assuming that the
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robot model allows the definition of a vehicle-fixed terrain contact plane (e.g., given
by wheel contact points), R is defined to be attached to the center of this plane. The x
axis of R is defined to be aligned with the robot’s forward direction, the y axis pointing
to the left, and the z axis upwards. In the following, we omit the left subscripts of
vectors indicating the frame in which they are represented, since all relevant quantities
are expressed in the map frame M.
We further define a planning map as a set of Np points represented as doubles (p, dobs ),
with p ∈ R3 the Cartesian coordinates of the point and dobs ∈ R3 the observation direction (a vector pointing towards the sensor at the time of observation). The class
of planning maps is denoted by Mpl . We assume the points to be expressed in a
gravity-aligned coordinate frame, and to be accurate and dense enough to reproduce
the terrain in sufficient detail1 . In Section 5.4.5 we present a real-time approach for
building maps compliant with these requirements using a mobile robot equipped with
a 3D laser scanner.

5.3.2

Motion Planning

We define the motion planning problem as follows. For a given start pose, TMS ,
and a goal pose, TMG , contained in a point cloud terrain map, M ∈ Mpl , compute a
trajectory, T , connecting the two poses. The trajectory is required to be represented
as (at least) a piecewise continuous function in the space of 6D robot poses (rather
than a sequence of discrete points), complying with the following requirements up to
a selected level of approximation:
1. The constraint of terrain contact is satisfied at any point along T .
2. The nonholonomic motion constraint (no lateral movement) is satisfied.
3. Dynamic constraints are accounted for by ensuring a sufficient degree of continuity.
4. The robot’s static and kinematic constraints are incorporated.
5. A user-defined cost function fcost : T 7→ c ∈ R≥0 is at least locally minimized.
We define a trajectory to be compliant with dynamic vehicle constraints if there exists a constant, non-zero forward velocity at which it can be traversed with a continuous angular velocity profile. The latter approximately describes the actuation
of a real robotic vehicle, where the steering angle or the differential wheel speed
1 If the map is too sparse or too noisy, small obstacles cannot be detected. Hence, the required density is
dependent on the robot’s obstacle negotiation capabilities, defining the minimum size of objects that must
be detectable. Similarly, the map must not be polluted by noise larger than the height of traversable terrain
discontinuities.
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cannot change instantaneously. Note that this condition implies that other dynamic
constraints, such as limited rotational velocity and acceleration, can be satisfied by
selecting a sufficiently small value of the constant forward velocity, or a suitable,
curvature-dependent velocity profile. The vehicle-specific static and kinematic constraints are defined as
Cstat := (drob , ψmax , θmin , θmax , ρmax )
Ckin := (κmax ) ,

(5.3)

with drob ∈ R3 a vector specifying the dimensions of the robot, ψmax ∈ R>0 the maximum absolute roll angle, θmin ∈ R<0 and θmax ∈ R>0 the pitch angle limits for ascending and descending, respectively, ρmax ∈ R>0 the maximum negotiable step height,
referred to as maximum terrain roughness, and κmax ∈ R>0 the maximum absolute
curvature of drivable trajectories, i.e., the inverse of the robot’s minimum turning
radius. Formally, motion planning can be defined as a function
fpl : (M, TMS , TMG , Cstat , Ckin ) 7→ T .

5.3.3

(5.4)

Terrain Assessment

Since any ground robot is constrained to move on the terrain surface, three out of six
degrees of freedom of its pose are controlled by the local geometry of the terrain. We
define the terrain assessment problem as follows. For a given 6D query pose and a
specific robot model,
1. find the closest 6D robot pose that fulfills the terrain constraints, and
2. compute a measure of the traversability of the terrain at the resulting pose.
Traversability is defined to depend on both the roughness and the inclination of the
terrain surface, and to incorporate Cstat . Formally, terrain assessment can be defined
as a function
fta : (M, TMR , Cstat ) 7→ (TMR̃ , τ) ,
(5.5)
with M ∈ Mpl a planning map, TMR ∈ SE(3) the query pose, Cstat the robot-specific
static constraints (obstacle and slope negotiation), TMR̃ ∈ SE(3) the resulting pose
induced by the terrain, and τ ∈ [0, 1] the traversability estimate at this pose. For a
given query pose, TMR , we define the closest robot pose that satisfies the terrain
constraints, TMR̃ , as follows (cf. Figure 5.2):
1. the origin of R̃ is the closest point to the origin of R on the z axis of R that lies
on the terrain surface,
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2. the z axis of R̃ is given by the surface normal n at the origin of R̃, and
3. the remaining rotational degree of freedom is determined by the condition of
zero yaw between R and R̃.

Figure 5.2: Definition of the geometric part of the terrain assessment problem. For a given
query pose, TMR , we seek TMR̃ , the closest robot pose on the (unknown) terrain surface along
the z axis of the coordinate frame defining the query pose (R). The poses are expressed as
transformation matrices from a robot-fixed coordinate frame (R and R̃) to the map frame (M).

The terrain assessment function fta is subdivided into two separate functions:
p

fta : (M, TMR , Cstat ) 7→ TMR̃
ftaτ : (M, TMR̃ , Cstat ) 7→ τ .

(5.6)

p

In a first step, fta computes the terrain-compliant 6D robot pose. Once this pose is
found, ftaτ estimates the traversability of the corresponding terrain patch for the given
robot model.

5.4

Localization and Mapping

In this section, we develop and discuss the localization and mapping algorithms laying the foundations for terrain assessment and motion planning. The proposed system builds on the ICP-based framework for topological/metric mapping introduced
in Chapter 4, but it includes several enhancements and additions that are essential for
using the point cloud maps for motion planning. We introduce the basic concepts of
the approach and give a system overview in Section 5.4.1. Subsequently, we detail
the most significant enhancements: undistortion of laser scans using inertial measurements (Section 5.4.2), identification of dynamic elements and extraction of the static
part of the environment (Section 5.4.3), and continuous map updates (Section 5.4.4).
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Finally, we present an approach for extracting high-resolution, gravity-aligned point
cloud maps suitable for terrain assessment and motion planning from maps originally
built for the purpose of localization (Section 5.4.5).

5.4.1

ICP-based Localization and Mapping System

The main input to our localization and mapping system are point clouds acquired by
a high-rate spinning laser scanner, a Velodyne HDL-32E. The sensor rotates around
the vertical axis with a frequency of 10 Hz, producing data packets of 12×32 range
measurements of up to 100 m at approximately 1800 Hz, or roughly 700 000 points
per second. As described in Section 4.4, we use the open source registration library
libpointmatcher (Pomerleau et al., 2013) for building point cloud maps and localizing within the same based on ICP. The library includes algorithms for registration
of point clouds, as well as implementations of various point cloud filtering methods
for input preconditioning and map maintenance. We refer to Section 4.4 for a detailed
description and discussion of the parameters for the different libpointmatcher
modules, which were tuned to enable accurate, real-time localization and mapping
with the given sensor setup.
Similar to the T&R case (Section 4.5), the localization and mapping system described
in the following operates in two different modes: exploration of an unknown environment (Figure 5.3), or navigation in a previously mapped area (Figure 5.4). In the
exploration phase, the topological/metric map is built: using incremental localization, a sequence of local submaps along the driven route are generated and stored
in a database. When navigating a known environment, the robot localizes against
submaps in the graph, avoiding accumulation of error in the pose estimate over time.
In both modes, we first assemble the laser scans of each 360◦ turn of the sensor
into monolithic point clouds. Unlike in the system presented in Chapter 4, we build
undistorted point clouds by taking into account the motion of the vehicle during the
scanning process. Based on inertial and odometry measurements, we compute the
incremental motion of the sensor between the acquisition of any two data packets,
and transform the point measurements into a single coordinate frame for each turn.
The composition of all incremental transforms along a full turn yields an estimate of
the vehicle’s motion since the completion of the last 360◦ point cloud. Undistorted
point clouds and motion estimates, the latter being used to update the initial guess for
registration, are fed to an ICP-based incremental localization module. This module
simultaneously builds and localizes within a sliding map, i.e., a map of limited size
that moves with the robot. Technically, this is implemented using a global map with
a limited number of points and a limited point density (max. 40 000 pts and 20 pts/m3
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Figure 5.3: Structure of the ICP-based localization and mapping system for exploration of an
unknown environment. Incoming laser measurements are assembled to monolithic 360◦ point
clouds, accounting for the motion of the sensor during acquisition. An incremental localization
module maintains a size-limited map moving with the robot, and provides localization in a
global coordinate frame. The mapping module builds a graph of spatially bounded submaps
connected by relative transformations, and classifies map points as dynamic or static.

in our setup). We tested this setup in extensive field tests involving navigation in
the kilometer range in both structured and unstructured environments. It was found
to yield highly accurate incremental localization, with typical position errors below
0.2 % of distance traveled.
In the exploration mode, a graph of overlapping submaps is built. As illustrated in
Figure 5.3 on the right, point clouds are added to the most recent submap after being transformed to the submap’s coordinate frame, using the pose estimate provided
by the incremental localization module. Unlike registration, map updates can be too
expensive to be executed in real time. In order to avoid delaying the localization, the
mapping part of the incremental localization module and the mapping module are
both implemented in separate processes. This allows to skip scans if the computational hardware does not enable real time performance, which, however, is uncritical
for map building due to the high frequency of the sensor. Swapping submaps is
triggered by the distance traveled and the overlap between the current scan and the
submap. Whenever the former exceeds a certain threshold or the latter falls below a
minimum value, the current submap is saved to a database and a new map is initialized. In our system, we set the thresholds to 10 m and 84 %, respectively. The submap
filtering module subsamples the maps to enforce a maximum point density per cubic
meter (10 in our setup), yielding a uniform distribution of points in the maps. Apart
from adding and removing points, we continuously estimate their probability of being
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dynamic, i.e., of originating from a mobile object (cf. Section 5.4.3). The quality of
this estimate increases with the number of observations of a certain point. Hence, we
update the points’ probability of being dynamic not only in the most recent submap,
but simultaneously in prior submaps, as long as they overlap with the sensor’s field
of view (FOV)2 .
Figure 5.4 illustrates the localization and mapping framework for navigation in known
environments, i.e., in areas that have previously been mapped using the system shown
in Figure 5.3. The main difference compared to the latter lies in the map localization
module. Instead of incrementally building a new map, this module loads submaps
from the database for registration of incoming laser scans. In Section 4.7.2.1, we
have shown that this approach yields reliable and accurate map-based localization,
with typical localization errors (with respect to the current submap) in the range of
a few centimeters. In every iteration, the currently relevant submap is chosen from
three alternatives—the submap used in the previous iteration and its predecessor and
successor in the graph—as the one whose origin is spatially closest to the robot’s
current position. Additionally, a relocalization functionality enables switching to
any spatially close submap in the graph, thus allowing the robot to move freely in
the mapped environment without being restricted to following the previously driven
route. Relocalization is triggered when the overlap between the incoming laser scans
and the currently loaded submap falls below a certain threshold. In this case, all
submaps within a given radius around the robot’s position are searched for the one
providing the largest overlap.
In a perfectly static environment, the map localization module alone would be sufficient for localization and motion planning. In practice, however, the environment
typically contains dynamic elements, such as people or vehicles, and even the supposedly static part, such as parked cars along a road, are subject to changes over time.
To account for this, the localization module is surrounded by modules for incremental
localization and map maintenance. The former allows to handle even large changes
in the environment, where the overlap of the current scan with the recorded map is
too low for reliable registration. The approach is to maintain a sliding map along the
route, built from the most recent laser scans (exactly similar to the method applied
when exploring the environment for the first time). In normal operation, the resulting
pose estimate is used to estimate the incremental motion for map-based localization.
If the latter fails, however, the system continues to operate, using the pose estimate
given by incremental localization as final result. In this phase, every scan is never2 Since the maximum distance between two submaps is considerably smaller than their spatial size
(given by the sensor range), multiple maps overlap at each point along the route.
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Figure 5.4: Structure of the ICP-based localization and mapping system for navigation in
previously mapped environments. Laser point clouds are first processed by an incremental
localization module, ensuring continuous operation even in highly dynamic environments. Using the resulting estimate of the incremental motion as an initial guess, the map localization
module attempts registration of scans and the respective closest submap in the database, providing drift-free localization. In parallel, the submaps in the database are continuously updated
in terms of adding and removing points, as well as updating the points’ probability of being
dynamic (map maintenance).

theless fed to the map localization module, in order to re-start operation as soon as
registration with the map is successful again.
In parallel to localization, the map maintenance module continuously updates the
submaps in the database. Whenever a new submap is loaded, the map data is copied
to a separate process and updated as in the mapping module during exploration.
When localization switches to the next submap, the updated submap is written to the
database, replacing the its older version. Simultaneously, the map points’ probability
of being dynamic is updated in a window of submaps around the current reference
submap.

5.4.2

Undistortion of Laser Scans

Quality and reliability of ICP registration increase with the overlap between the point
clouds. Hence, we use full 360◦ laser scans as input to the localization and mapping
algorithms. The Velodyne HDL-32E however produces individual small measurement packets, each spanning approximately 2◦ in azimuthal direction. In the original
version of our framework, we assembled the packets along a full turn in a naive way,
neglecting the motion of the sensor. The resulting localization accuracy did not seem
to suffer from this simplification, presumably due to the fact that the majority of point
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clouds were recorded during slow, steady motion, resulting in only minor distortion.
However, a closer inspection of the point cloud maps revealed a considerable amount
of noise (e.g., points clearly below the surface), which is a non-negligible problem
when using the maps for downstream processes, such as terrain assessment.
Indeed, considering only translation of the sensor on a robot moving at low speed
(around 1 m/s), the errors due to the motion are in the same order of magnitude as
the sensor’s noise specifications. However, this is not true for rotations of the vehicle, which can induce significant distortion in the point cloud. A simple example
illustrates the problem: according to our measurements, when driving in rough, outdoor terrain, rotational velocities in direction of the pitch angle of 0.5 rad/s are not
exceptional. Based on the rotational frequency of the sensor of 10 Hz, this amounts
to a pitch angle difference of 0.05 rad between two revolutions of the sensor. If this
is neglected, two measurements of the same physical point at a distance of 50 m in
front of the robot are at a distance of 50 m · tan(0.05) ≈ 2.5 m from each other in the
resulting 360◦ point cloud.
Our solution for computing undistorted assembled point clouds consists in estimating the motion of the sensor during data acquisition using an inertial measurement
unit (IMU) and (wheel) encoder measurements. We make the following simplifying assumptions: first, the distortion of the scans in individual data packets, acquired
1
during ∆t ≈ 1800
s, is negligible. Second, the IMU includes an internal attitude filter, estimating the orientation of the device with respect to a gravity-aligned inertial
frame, and the drift of this estimate over the period of one turn (0.1 s) is insignificant.
Third, the translation of the center of rotation (COR) of the vehicle at ground level
during ∆t is non-zero only in longitudinal direction parallel to the ground. The relative transformation between the laser scanner, the IMU, and the COR at ground level
are constant and known, since the sensors are mounted to rigidly connected parts of
the robot. We denote the coordinate frames attached to the laser scanner and the COR
at time t by Lt and Ct , respectively. C is defined to be fixed to the robot, with x forward, y left, and z up. The sought value is the relative transformation between Lt and
Lt+∆t , representing the motion of the sensor between the output of two data packets.
We express it as a transformation matrix TLt Lt+∆t ∈ SE(3). The rotation of Ct with
respect to the inertial frame, expressed as a rotation matrix RCt I ∈ SO(3), is obtained
directly from the IMU, using linear interpolation between measurements. With the
above assumptions, the relative rotation and translation between Ct and Ct+∆t are
given by
RCt Ct+∆t = RCt I RT
Ct+∆t I

T
tCt Ct+∆t = vt ∆t 0 0 ,
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where vt is the longitudinal velocity estimated from encoder measurements. Together
with the known, static transformation between C and L, denoted by TLC , we finally
obtain


RCt Ct+∆t tCt Ct+∆t
TCt Ct+∆t =
0T
1
(5.8)
−1
TLt Lt+∆t = TLC TCt Ct+∆t TLC .
The composition of the relative transformations along a full revolution of the sensor
allows to transform all individual scan packets to a single coordinate frame, yielding
an undistorted point cloud. Figure 5.5 exemplarily shows the result of the algorithm
on a point cloud acquired while driving in unstructured, rough terrain. The efficacy is
evident: in contrast to the naively assembled point cloud, the undistorted cloud does
not exhibit any visible distortion. The importance of this undistortion for point-cloudbased terrain assessment is demonstrated in Section 5.5.4.

Figure 5.5: Top view (left) and perspective view (right) on two 360◦ point clouds built from
the same raw data acquired while driving in rough outdoor terrain. The dark red point cloud
results from naively assembling individual scans, neglecting the sensor’s motion. The bright
green point cloud represents the result of our undistortion algorithm based on odometry and
IMU data. The necessity of accounting for the sensor motion becomes especially obvious
when comparing points at the start and at the end of one revolution (center of right image): the
naively assembled point cloud exhibits a large gap in vertical direction, while the undistorted
version correctly reproduces the terrain.

5.4.3

Dynamic Elements Segmentation

Maps built from sensor data acquired in non-static environments inevitably contain
data originating from dynamic objects. More specifically, the latter typically add
traces of points to the map along their trajectory. This is unfavorable for two reasons. First, map-based localization may suffer from the accumulation of “imaginary”
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points over time, since these cannot be matched to the sensor data. Second, terrain
assessment and planning require maps that accurately represent the static part of the
environment at any point in time. Map points stemming from dynamic objects in the
past distort the results.
We address these issues by continuously estimating the map points’ probability of
belonging to a dynamic object, using the approach developed in (Pomerleau et al.,
2014). The method exploits the fact that points originating from a dynamic object are
not observable any more once the object has moved. Informally speaking, if the laser
scanner observes a point behind a point in the map, the latter is likely to be dynamic.
On the other hand, measuring a point close to a previously observed point increases
the probability of the map point to be part of the static environment.
The definition of dynamic and static in the resulting classification is dependent on
the duration of the specific experiment, and on the frequency at which parts of the
environment are re-visited. New points are inserted into the map with a low prior on
the probability of being dynamic. Subsequently, the value of each point is updated
whenever a new relevant measurement arrives. As a consequence, any point originating from an object that disappears over the course of the experiment is classified as
dynamic, if the respective place is re-visited. At any point in time, the set of points
with a low probability of being dynamic thus represent the current best estimate of
the static part of the environment.
In the topological/metric mapping system, dynamic elements segmentation is applied
to the respective submap currently under construction, as well as to other submaps

Figure 5.6: Classification of map points according to their probability of belonging to dynamic
objects. The plots in the middle and on the right show two different views on an overlay of
seven submaps built with our ICP pipeline (cf. Figure 5.3), colored according to the points’
estimated probabilities of being dynamic. Our robot was driving a short round trip in the
terrain shown on the left, with two people walking in the laser’s FOV, one in front of the robot
and one behind. Points belonging to the traces of the pedestrians (as well as some thin branches
of trees and bushes) are classified as highly dynamic, while the surrounding terrain is correctly
identified as largely static.

102

5.4. L OCALIZATION AND M APPING

along the graph that are in the FOV of the sensor. The latter is necessary to ensure
that the number of observations and thus the quality of classification of the points
remain uniform across entire submaps. In order to avoid accumulating traces of dynamic objects in the maps, points with a probability of being dynamic above a certain
threshold are deleted periodically.
Figure 5.6 shows an exemplary classification result. Traces of points originating from
two walking people are correctly labeled with a considerably higher probability of
being dynamic than the surrounding static terrain. The importance of explicitly extracting the static part of the environment for point-cloud-based terrain assessment is
demonstrated in Section 5.5.4.

5.4.4

Continuous Map Updates

Continuously keeping maps up-to-date is crucial for long-term navigation in nonstatic environments, in terms of both localization and map-based motion planning.
Our approach to map maintenance accounts for the peculiarities of the topological/metric mapping system. When navigating a previously explored environment,
map-based localization and map updating are executed in separate, parallel processes.
For localization, we use the respective closest submap from the database, representing an estimate of the static part of the environment. Compared to simultaneously
updating the map used for localization, this approach decreases disturbances due to
moving objects in the scene. Points measured on dynamic objects are typically far
enough from any map point to be sorted out by the outlier filtering of the registration
pipeline, which does not hold if new measurements are continuously inserted into the
map.
Whenever a submap is loaded for localization, it is simultaneously loaded to a parallel
map maintenance module (cf. Figure 5.4). In this module, every incoming laser scan
is added to the map, followed by a post-processing step ensuring a constant density of
points. Moreover, the estimate of the points’ probability of being dynamic is updated
in the submaps that are within the range of the laser, and highly dynamic points are
deleted periodically. Overall, this amounts to adding new points to the submaps if
new objects come to the FOV of the sensor, and removing points belonging to objects
that have disappeared and are no longer observable. In the map database, the submap
used for localization is replaced by its updated version when the localization system
switches to the next submap in the graph.
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5.4.5

Extraction of Maps for Motion Planning

Point cloud maps provide the basis for our terrain assessment and motion planning
algorithms. The core idea of our approach is to re-use the maps built with the ICP
pipeline for these purposes. Since the parameters of the framework have been tuned
for accurate, real-time localization, it is not a priori clear that the resulting point
cloud maps are suitable for any other purpose. In the following, we describe a simple and computationally inexpensive methodology for extraction of high-resolution,
gravity-aligned planning maps M ∈ Mpl as defined in Section 5.3.1 from the graph
of submaps produced by the localization and mapping system.
During the initial exploration phase, we compute the orientation of each submap with
respect to a gravity-aligned coordinate frame using an IMU, and save the respective
rotation parameters in the map database. Planning maps are generated on demand
for every planning request, ensuring up-to-dateness of the information. They are
extracted from the submaps in the database, including the submap currently being
built or updated, according to the following procedure. In a first step, the graph of
submaps is searched for the path between the robot’s current position and the vertex
closest to the goal. Subsequently, all submaps along this path are transformed to the
gravity-aligned coordinate frame attached to the submap at the start position. Since
the submaps’ spatial size is considerably larger than the average distance between
two maps, their concatenation results in a map with greatly increased density. This

Figure 5.7: Example of a point cloud map forming the basis for terrain assessment and motion
planning (referred to as planning map), along with a photograph of our robot ARTOR in the
respective scene. Reusing the maps provided by the ICP-based localization and mapping system, a planning map is built on demand for a specific planning request by merging the relevant
submaps to one single map, represented in a gravity-aligned coordinate frame. The resulting
map features a greatly increased resolution (point density) compared to the underlying submaps
(due to the large overlap between the latter), which is vital for accurate terrain assessment.
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is a positive effect, as the single submaps are typically too sparse for reliable terrain
assessment. However, point density is a tradeoff between accuracy and computational complexity of terrain assessment. Hence, we limit the number of points in the
planning maps by restricting each of the submaps to a sphere of radius rmax around
its center, before they are merged to a single map. Discarding points far away from
the submaps’ center points simultaneously reduces map errors due to inaccuracies in
the relative transformations between the submaps (induced by localization drift in the
exploration phase).
Figure 5.7 shows an example of a planning map computed according to this methodology. In our setup, the nominal distance between submaps is dnom = 10 m, and we
cut the submaps at a radius of rmax = 20 m. These two parameters can be tuned to
control the density of the resulting maps according to the specific requirements. With
submaps at around 10 pts/m3 , the given values yield planning maps containing typically 30 to 40 pts/m3 .

5.5

Terrain Assessment

Terrain assessment is a fundamental prerequisite for motion planning. Reliable computation of safe and optimal trajectories requires precise knowledge of the properties
and condition of the surroundings, especially in challenging outdoor environments.
In the following, we develop a terrain assessment method based on point cloud maps,
solving the problem defined in Section 5.3.3. The approach rests upon computation of statistics on the geometric distribution of map points in a local neighborhood.
Avoiding any additional mapping processes, the terrain is implicitly reconstructed
by computing terrain-induced vehicle poses—along with traversability estimates—at
specific query poses. Hence, the method is free of any artificial discretization, such
as division of the space into grid cells or mesh triangles.

5.5.1

p

Pose Computation ( fta )

The closest terrain-compliant robot pose for a given query pose, TMR , is computed
based on the map points in a local neighborhood of its origin, tMR . Rather than
considering all points within a certain distance, we use the K nearest neighbors of
the query point tMR . This approach is tolerant to comparatively high offsets of the
query point from the actual terrain surface. The number K is tuned according the
the density of the maps, and the size of the specific robot, such that the area covered
by K points is similar to the size of the robot’s footprint. Hence, the orientation of
the robot on the terrain can be inferred from the surface normal estimated based on
the K nearest neighbor points. We compute this normal using principal component
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analysis, as shown by Hoppe et al. (1992). With NK (tMR ) the set of indices of the K
Np
nearest points to the query point in the map M = ((p, dobs )i )i=1
, we compute their
center of gravity and the associated covariance matrix:
p=

1
K k∈N∑(t
K

Cov(tMR ) =

∑

pk
MR )

(pk − p)(pk − p)T ∈ R3×3 .

(5.9)

k∈NK (tMR )

Without regard to sign, the surface normal is given by the eigenvector of the covariance matrix corresponding to the smallest eigenvalue, denoted by v0 . We regard the
orientation of the query pose as a prior for the sign of the surface normal, n:
n = sgn(x̂MR · v0 ) v0 .

(5.10)

The condition of zero yaw between the query pose (frame R) and the resulting pose
on the terrain (frame R̃) implies that the x axis of R̃ is perpendicular to the y axis of
R. Since the z axis of R̃ is given by the surface normal, we obtain the rotation of R̃ as
follows:
ŷMR × n
kŷMR × nk

RMR̃ = x̂MR̃ n × x̂MR̃
x̂MR̃ =

(5.11)

n .

Locally approximating the terrain surface by the plane perpendicular to n containing
p, the terrain contact point is given by the intersection of this plane with the z axis of
the frame attached to the query pose:
tMR̃ = tMR +

(p − tMR ) · n
ẑMR .
ẑMR · n

(5.12)

The planar surface approximation is only valid in the vicinity of p. Hence, we set an
upper bound on the distance between p and the terrain contact point, and declare the
pose as untraversable, if this is exceeded. Otherwise, the sought terrain-compliant 6D
robot pose is given by


R
t
TMR̃ = MTR̃ MR̃ .
(5.13)
0
1
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5.5.2

Traversability Computation ( ftaτ )

The traversability value of a given terrain-compliant robot pose, TMR̃ , is computed
based on two factors: the orientation of the vehicle with respect to gravity (roll and
pitch), and the roughness of the terrain (obstacles, in a broader sense). The former is
given directly by TMR̃ , since we use maps expressed in a gravity-aligned coordinate
frame. To compute the terrain roughness based on point cloud maps, Hamner et al.
(2008) propose to consider the residuals of planes fitted to vehicle-sized patches of
the point cloud. Further, these patches are subdivided into smaller cells that are separately analyzed in terms of residuals to the plane fitted to the remaining points in the
robot-sized patch, in order to avoid missing small obstacles. We argue that any discretization of the map into cells is problematic, since the composition of points within
the cells—and thus the estimated traversability of entire terrain patches—changes
with the positioning of the grid in the map. However, roughness should be a feature
of the terrain with a well-defined, unambiguous value at any point on the surface,
independent of specific robot poses or discretization parameters.
Following these considerations, we propose to compute a roughness value ρi for each
map point pi , essentially using the discretization inherent to the map representation
instead of introducing another, artificial decomposition. The point roughness values
are independent of robot-specific parameters. They are computed on demand only
at the required locations, based on the points in a local neighborhood. The terrain
roughness of an actual robot pose is subsequently computed based on statistics on the
roughness values of all points within a robot-sized volume at this pose.
The computation of the per-point terrain roughness is illustrated in Figure 5.8. For
a given map point, pi , we first fit a plane to all points within a sphere of radius
rplane around pi . Using the approach introduced in Section 5.5.1, we obtain a local
planar approximation of the surface defined by the center of gravity, pi , and the plane
normal, ni . Roughness can be defined as the presence of discontinuities (steps) in
the terrain, which we quantify based on the distribution of the residuals of the plane
fit (the distances of the map points to the plane). The most naive approach, namely
computing the mean or the variance of all residuals within the sphere of radius rplane ,
yields an irresolvable tradeoff for the value of rplane . If it is chosen too small, the
fitted planes “smooth out” discontinuities: obstacle points do not stand out, as they
themselves have a major influence on the plane fit. On the other hand, if rplane is
chosen too large, uneven yet smooth terrain (cf. Figure 5.8, middle) may be classified
as untraversable. We address this problem by defining a smaller radius rres < rplane ,
and restricting the analysis of the plane fit residuals to points within a distance of rres
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from pi . With Bres (pi ) the set of indices of all map points within a sphere of radius
rres around pi , their signed distances to the plane are computed as
dik = (pi − pk ) · ni , k ∈ Bres (pi ) .

(5.14)

The terrain roughness in terms of discontinuities is characterized by the variance in
(dik )k∈Bres (pi ) , rather than by the actual distances to the plane (cf. Figure 5.8, left vs.
middle). However, point cloud maps may be polluted by noise, such as spurious
points above or below the surface (Figure 5.8, right). We attenuate the influence
of noise by considering a fixed fraction fη < 1 of all map points as outliers. With
|Bres (pi )| the number of points within the sphere of radius rres around pi , we define


fη |Bres (pi )|
Ni := ceil
,
(5.15)
2
and declare the map points associated with the Ni highest and the Ni lowest values in
(dik )k∈Bres (pi ) as outliers (Ni = 2 in the examples of Figure 5.8). Further defining
Ores (pi ) as the set of map indices of these outlier points, we finally compute the
terrain roughness associated with pi as the maximum step height in the direction of
the normal of the fitted plane, given by the maximum distance between any two inlier
points:
ρi = | max(dik ) − min(dik )|, k ∈ Bres (pi ) \ Ores (pi ) .
(5.16)
k

k

Figure 5.8: Computation of the per-point terrain roughness value for a map point pi , illustrated
on the basis of cross sections of different terrain maps. The surface is locally approximated
by a plane with normal vector ni , fitted to all points within a sphere of radius rplane around
pi (outer, blue circle). Only considering the points within a smaller sphere (inner, red circle),
the roughness value, ρi , is computed based on the maximum step height along the direction
of ni , while discarding points classified as outliers. The method correctly assigns large roughness values to discontinuities in the terrain (left) and low values to smooth surface variations
(middle). Further, it is robust to noise in the point clouds thanks to a built-in outlier detection
(right).
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The overall approach is robust to noisy point clouds and enables to distinguish steps
and discontinuities from terrain variation, as illustrated in Figure 5.8.
The terrain roughness associated with a certain robot pose, TMR̃ , is computed based
on the point roughness values of all points within a corresponding cuboid of the
robot’s size, drob ∈ R3 , enlarged by a certain safety margin. The set of indices of
these points is denoted by Crob (TMR̃ ). Points featuring a roughness value higher than
the robot-specific maximum roughness threshold, ρmax , are considered as belonging to an untraversable obstacle. However, in order to avoid inflation of obstacles,
we only consider a point with ρi > ρmax as an obstacle if its residual to the fitted
plane, di,i , actively contributes to the computation of ρi , i.e., if di,i ≥ maxk (dik ) or
di,i ≤ mink (dik ) for k ∈ Bres (pi ) \ Ores (pi ). Otherwise, we set ρm = ρmax , marking the
point as traversable. Finally, the robot pose is classified as untraversable (τ = 0) if
any point within the cuboid has a roughness greater than ρmax . Otherwise, the terrain
roughness of the the pose is computed as the mean point roughness value:
ρcub =

1
|Crob (TMR̃ )| m∈C ∑(T
rob

ρm ∈ [0, ρmax ] .

(5.17)

MR̃ )

Further, the roll and pitch angles of the pose with respect to a gravity-aligned coordinate frame, denoted by ψ and θ , respectively, are computed from TMR̃ . The
robot-specific thresholds for these angles are selected in order to guarantee safety
(avoid tipover and slipping hazards) and feasibility (avoid overcharging the robot’s
propulsion system). The range of admissible roll angles is chosen symmetric around
zero: |ψ| ≤ ψmax . Since the robot’s capabilities of negotiating slopes may be different
for ascending and descending, we use independent lower and upper bounds for the
pitch angle: θmin ≤ θ ≤ θmax . The pose is classified as untraversable (τ = 0) if one
of these limits is violated. Otherwise, the final traversability value is computed using
a weighted sum of the terrain roughness and the roll and pitch angles, normalized by
their respective maximum values:


|ψ|
θ
θ
ρcub
+ wroll
+ wpitch max
,
∈ [0, 1] .
(5.18)
τ = 1 − wrough
ρmax
ψmax
θmin θmax

5.5.3

Multi-level Environments

In multi-level environments, using nearest neighbor search for extracting the locally
relevant points for terrain assessment can yield incorrect results, since points belonging to the ground may be close to points associated to the ceiling of the floor below. In
the point cloud maps, this typically becomes manifest in two planar layers of points,
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floor

level 2
obstacle

level 1

Figure 5.9: Separation of ground points from ceiling points in multi-level environments. The
figure shows the cross-section of an exemplary point cloud map, where the floor is consists of
two layers of points, representing the ground of level 2 and the ceiling of level 1, respectively.
Leveraging the knowledge of the observation direction (dobs ) of each map point, the local
surface normals (nsurf , solid arrows) are oriented to point out of the surface. When estimating
the terrain roughness of a map point, pi , based on all points within a certain distance (dotted
circle), only those points are considered whose local surface normals form an angle of less
than π/2 with the normal at pi . Hence, points belonging to the ceiling of the lower floor are
discarded.

separated by a distance equal to the floor thickness. For correct pose and traversability computation, ground floor points need to be separated from ceiling points, such
that the latter can be discarded for plane fitting and roughness estimation. Hence, we
slightly modify our terrain assessment approach for application in multi-level environments3 .
Instead of explicitly extracting the topology of the terrain on a global level, we leverage the knowledge of the observation direction of each point for locally extracting
the relevant points. As illustrated in Figure 5.9, we estimate the local surface normal,
nsurf
i , at each map point in question, based on a small number of nearest neighbors.
The directional ambiguity is resolved by orienting the normal along the observation
direction, dobs,i , i.e., by enforcing nsurf
· dobs,i > 0. When computing the terraini
p
compliant robot pose ( fta ), only those points among the K nearest neighbors are considered whose local surface normal forms an angle of less than π2 with the normal of
the query pose:
!

ẑMR · nsurf
> 0.
i

(5.19)

3 Technically, the same problem exists with walls or other thin objects in single-level environments.
However, the standard approach is typically sufficient, since these objects are classified as obstacles in any
event. Nevertheless, the approach proposed in the following similarly helps to extract the relevant points
those cases as well.
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Similarly, for estimating the terrain roughness of a map point pi ( ftaτ ), a neighboring
point pk within rplane and rinner is only considered if its local surface normal forms an
angle of less than π2 with the surface normal at pi :
!

nsurf
· nsurf
i
k > 0.

(5.20)

This methodology allows to correctly extract map points belonging to the ground
plane, since the surface normals of ceiling points are oriented in the opposite direction. Consistent with our overall approach, the separation method is based only on
local computations, avoiding any global mapping operations, such as clustering of
points or explicit plane extraction.

5.5.4

Results

In the following, we apply the proposed terrain assessment method to point cloud
maps (planning maps) recorded in various different outdoor environments. The maps
are built from sensor data acquired with our robot ARTOR, using the ICP-based localization and mapping framework presented in Section 5.4. The parameter values
listed in Table 5.1 reflect the constraints and capabilities of ARTOR and the characteristics of the sensing and mapping system. For the sake of comparability, all results
presented in the remainder of this chapter are based on this same set of parameters,
unless otherwise stated.
Table 5.1: Parameter values for terrain assessment.
Category

Description

Symbol

Value

Static constraints

robot dimensions (length, width, height)
maximum absolute roll angle
pitch angle limits (ascending, descending)
maximum terrain roughness (step height)
number of nearest neighbor points
radii for plane fit and analysis of residuals
fraction of points considered as noise
weighting factor of terrain roughness
weighting factors of inclination angles

drob
ψmax
θmin , θmax
ρmax
K
rplane , rinner
fη
wrough
wroll , wpitch

[1.3, 0.7, 1.2] m
0.18 rad
−0.3 rad, 0.25 rad
0.08 m
100
1.5 m, 0.45 m
0.3
0.6
0.2, 0.2

Pose computation
Traversability comp.

The analysis in this section focuses on the per-point terrain roughness, representing the basis—along with the inclination angles—for computing the traversability of
specific robot poses. In the following figures, each map point is colored based on its
assigned roughness value, ρi , according to the color map shown in Figure 5.1. Points
with a roughness exceeding the threshold (ρi > ρmax ) are considered as obstacles and
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plotted in dark red. The remaining points represent traversable areas. Their color indicates the roughness of the terrain at the respective location, varying from light blue
(low roughness) to gray (high roughness).

Figure 5.10: Terrain assessment results in an unstructured, nonplanar environment: photographs of four different scenes (top), and the corresponding point cloud maps colored according to the computed per-point terrain roughness (bottom). Trees, bushes, rocks, and other
highly uneven areas are classified as obstacles (dark red), while gravel paths and patches of
grass are generally rated traversable (light blue to gray).

Figure 5.11: Terrain assessment results in an urban environment: photographs of four different
scenes (top), and the corresponding point cloud maps colored according to the computed perpoint terrain roughness (bottom). Obstacles such as walls, bollards, and curbs are identified as
untraversable (dark red), while flat roads and sidewalks are classified as traversable (light blue
to gray), typically with very low roughness values (light blue).
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Figure 5.10 shows example results of the terrain roughness computation in an unstructured outdoor environment, along with photographs of the respective scenes. Obstacles such as rocks, trees, and bushes are reliably classified as untraversable, while
gravel paths and patches of grass are largely rated traversable. Within the traversable
parts of the terrain, rough areas are accurately distinguished from smoother regions:
in the rightmost example, the uneven, grassy area in the background appears considerably darker (i.e., of higher roughness) than the even gravel surface in the foreground.
Further, the results demonstrate that the roughness computation is independent of the
larger-scale terrain geometry, and thus suited for application in general nonplanar environments. For example, the steep, yet smooth slopes and the respective transitions
to flat areas in the two middle scenes are rated equally traversable than the planar
surface in the rightmost example.
Figure 5.11 shows results of the terrain roughness computation in a structured, urban environment. The flat and smooth roads are consistently labeled with very low
roughness, whereas large objects such as buildings, bollards, or vehicles are clearly
classified as obstacles. Curbs of typical sidewalks are slightly too high for our robot
to safely drive over. The first three scenes contain various different curbs, all of
which are correctly marked as untraversable. In the second example from the left,
the curbs on both sides of the road are flattened at the location of the crosswalk. The
corresponding roughness values exactly reflect this feature: the curbs are classified
traversable on both ends of the crosswalk, and untraversable everywhere else. The
rightmost example shows a map recorded on the lower level of a two-story parking garage. The roadway—including the ramp at the entrance—is rated perfectly
traversable, while the small fence in the foreground and the various pillars in the
background are identified as obstacles.
A quantitative analysis of the terrain roughness computation and the resulting classification in obstacles and traversable points is shown in Figure 5.12. Eleven objects of
known size were randomly placed in two different environments, in unstructured terrain on a hilly gravel area (left and middle), and on a smooth, paved surface inside a
parking garage, representing an urban environment (right). The different types of objects were numbered from 1 to 9 according to their height, in ascending order. The set
comprised a variety of different cardboard boxes (1—0.04 m, 2—0.08 m, 3—0.12 m,
4—0.15 m, 5—0.16 m, 6—0.2 m, 8—0.35 m), a bucket (7—0.3 m), and a small fire
extinguisher (9—0.4 m). The heights of all objects except those of type 1 and 2 exceed the maximum roughness threshold ρmax (0.08 m). Hence, objects of type 1 and
2 should be classified as traversable, and the rest should be identified as obstacles.
In the photographs of Figure 5.12, each object is labeled with the number defining
its type. The bottom row of the figure shows the corresponding point cloud maps,
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Figure 5.12: Quantitative analysis of the obstacle detection on the basis of terrain roughness:
photographs of three different scenes (top), and the corresponding point cloud maps colored
according to the computed per-point terrain roughness (bottom). Eleven objects of known
size (labeled according to their height, 1: lowest, 9: highest) were placed in an unstructured,
nonplanar environment (left and middle), and in an urban environment on a smooth, even
surface (right). The arrows point to the locations in the maps representing the different objects.
The results show that—independent of the environment—objects of type 1 and 2 are rated
traversable, while the rest are classified as obstacles. This is consistent with the fact that only
the objects of type 1 and 2 exhibit a height less or equal to the maximum roughness threshold
ρmax .

colored according to the computed terrain roughness, with arrows pointing to the
locations of the objects in the maps. The results show that the obstacle detection is
independent of the surrounding terrain and consistent with the maximum roughness
threshold: in both different environments, all objects of type 3 to 9 are classified as
obstacles, while those of type 1 and 2 (as well as the surrounding terrain surface)
are rated traversable. Moreover, the analysis demonstrates that the proposed method
allows to detect small obstacles, despite the comparatively low resolution of the point
cloud maps.
Figure 5.13 demonstrates the importance of undistorting laser scans acquired with a
moving vehicle (cf. Section 5.4.2) and identifying dynamic elements for extraction
of the static part of the environment (cf. Section 5.4.3). Our robot was steered along
one loop in the environment shown in the photograph on the left, with two people
walking in the laser’s FOV, one in front of the robot, and one behind. It is obvious
that the large gravel area in the foreground should be rated largely traversable, due to
its smoothness and the absence of obstacles. The remainder of the figure shows three
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Figure 5.13: Influence of undistorting laser scans and identifying dynamic elements on terrain
assessment. The three point cloud maps (colored according to the computed terrain roughness) represent the scene shown in the photograph on the left. They were built from the same
raw laser data recorded while driving a short loop, with two people walking in the laser’s
FOV. The leftmost map was built without accounting for the sensor’s motion (no undistortion), and without removing dynamic points. The middle map was established using our scan
undistortion algorithm, but again without excluding dynamic points. Finally, the rightmost
map shows the result of the entire pipeline, including undistortion of laser scans and removal
of points classified as dynamic. It is evident that both of these techniques are indispensable
for traversability classification: only in the rightmost map, the entire gravel area is correctly
identified as traversable.

slightly different point cloud maps of the photographed scene (built from the same
raw data), colored according to the computed terrain roughness. The first map (left)
was built neglecting the laser sensor’s motion during data acquisition, and without
identifying dynamic elements. The consequences of these simplifications are evident: traces of moving objects and off-surface points (noise) due to distorted laser
scans essentially result in the entire area being classified as untraversable. The second map (middle) was assembled using our undistortion method based on IMU and
odometry measurements, but still without removing points originating from dynamic
objects. The resulting roughness estimation represents a large improvement over the
example without scan undistortion: the gravel area is mostly rated traversable, with
the exception of the traces of the two people. The last map (right) was built with both
undistortion of scans and identification of dynamic points enabled. The terrain roughness was computed discarding points with a probability of being dynamic above the
threshold pdyn,max = 0.3. The result is a clean map, where the flat, smooth part of the
terrain is rated traversable, and only trees and bushes remain as obstacles.
Figure 5.14 demonstrates the necessity of specially handling maps recorded in multilevel environments (cf. Section 5.5.3). The photograph shows a scene on the top level
of a two-story parking garage, where the entire paved area should clearly be classified as traversable. The point cloud maps on the right of the photograph cover parts of
both the upper and the lower level of the garage. The first two images show the scene
from the same perspective as the photograph, while the two rightmost images show
cross-section views of the floor, with points on the top belonging to the ground of
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Figure 5.14: Special handling of multi-level environments in terrain assessment: photograph
of the top level of a two-story parking garage, and the corresponding point cloud maps colored
according to the computed roughness values (first pair: same perspective as photograph; second
pair: cross-section views of the floor, with ground points at the top and ceiling points at the
bottom). The left images of each pair show the roughness values computed ignoring the map’s
multi-level characteristics, spuriously classifying the area as untraversable. The right images
of each pair show the resulting roughness when locally separating ground and ceiling points as
described in Section 5.5.3, yielding a correct traversability classification.

the upper level, and points on the bottom belonging to the ceiling of the lower level.
Each pair of images shows the resulting point roughness of the same scene, once without accounting for the multi-level nature of the environment (left), and once locally
separating ground and ceiling points, using the approach described in Section 5.5.3
(right). The results show that the latter is crucial for correct traversability estimation
in this kind of environment: ground and ceiling points are as close to each other that
they would otherwise be interpreted as a single, rough surface, yielding the entire
area labeled untraversable.
The results presented in this section demonstrate that our approach to terrain roughness computation and the resulting obstacle detection are applicable in a large variety
of different environments. The method performs equally well in unstructured, threedimensional off-road terrain and in structured, urban environments, without adapting
any parameters to the specific type of terrain. In general, the binary classification in
traversable and untraversable points (resulting from the roughness) allows to reliably
detect even small obstacles, while negotiable terrain irregularities, such as smooth
slopes, patches of grass, or uneven gravel paths are still rated traversable. In rare
cases, we observed obstacle points classified as traversable (false negatives) as well
as points on traversable terrain labeled as obstacles (false positives). The latter can
occur in places where points originating from dynamic objects have not (yet) been removed, and in areas with dense and tall, yet compressible vegetation. False negatives
can appear due to locally insufficient resolution of the map in conjunction with very
small or thin obstacles. However, if the maps are continuously updated during navigation (as they are in our framework, cf. Section 5.4), resolution irregularities—and
thereby the probability of undetected obstacles—are constantly reduced, especially
in the vicinity of the robot (where obstacle detection is most important). For safety116
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critical applications such as real-time local collision avoidance (cf. the safety layer
of our navigation system, Section 5.7.1), the default resolution of the maps can be
increased to avoid any false negatives in the obstacle detection.
Being a purely geometric approach, our terrain assessment method does not allow
reliable detection of hazards such as water or deep mud. In our experiments, we
observed that puddles and ponds either appeared as holes in the map (no points measured due to specular reflection of the laser beams) or as flat areas (water surface measured), probably depending on the the turbidity of the water. On our testing ground,
the water was typically rather cloudy in the small puddles and clear in the bigger
ponds, yielding correct traversability classification. However, reliable detection of
water and mud in generic environments would require the integration of additional
sensors and specific terrain classification algorithms.

5.6

Motion Planning

In this section, we develop a motion planning framework solving the problem defined in Section 5.3.2. Our planner computes trajectories directly from unordered 3D
point cloud maps, embedding a local terrain assessment method, fta , as defined in
Section 5.3.3 and developed in Section 5.5. Trajectories are represented as piecewise
continuous functions in the full 6D space of robot poses. The proposed planning
method allows computing trajectories over any distances and in environments with
highly non-convex obstacle configurations. Although we focus on global motion
planning in this chapter, the proposed method may likewise be applied to compute
short trajectories for local obstacle avoidance. The approach is not restricted to 2.5D
environments, but extends naturally to generic environments that can be described
by 2D manifolds embedded in 3D space, including multi-level environments or pipe
systems.

5.6.1

Trajectory Representation

The choice of a suitable trajectory model is an important component of a motion
planning algorithm. In particular, the model is required to map anticipated robot
movements in sufficient detail, such that all relevant static, dynamic, and kinematic
constraints can be enforced. We define a planner trajectory as a chain of 6D poses
that are connected to each other by short, planar trajectory segments. As illustrated in
Figure 5.15, a planner trajectory is represented as a sequence of Nn nodes, Ni , each
comprising a 6D pose attached to the terrain surface, TMR̃i , a traversability value, τi ,
a path curvature value, κi , and a parameter vector, ti , defining the planar trajectory
connecting the pose to the pose of the next node in the chain.
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Figure 5.15: Representation of trajectories for system-compliant motion planning in nonplanar
terrain. A planner trajectory is defined as a sequence of nodes, each defined by a 6D pose,
TMR̃i , a traversability value, τi , a path curvature value, κi , and a planar trajectory connecting
the pose to the pose of the next node, ti , represented as a cubic curvature polynomial in a
planar patch locally approximating the terrain surface. Keeping the distance between the nodes
sufficiently short (smaller than the robot’s length) and defining suitable boundary conditions
for the connecting trajectory segments allows to enforce the trajectory to satisfy dynamic and
kinematic vehicle constraints.

We denote the class of planner trajectories by Tpl and define it as follows:
n
o
n
Tpl := (Ni )Ni=1

(5.21)

Ni := (TMR̃i , τi , κi , ti ) .
The poses of the first and the last node of a trajectory T ∈ Tpl are determined by the
projection of the user-defined start and goal poses on the terrain surface,
p

TMR̃1 = fta (M, TMS , Cstat )
p

TMR̃N = fta (M, TMG , Cstat ) .

(5.22)

n

The planar connection trajectories between the nodes are represented as cubic curvature polynomials in arc length s, describing trajectories continuous in position, heading, and curvature:
κ(s) = κ0 + as + bs2 + cs3 , κ0 , a, b, c ∈ R .

(5.23)

A trajectory segment of length s f ∈ R>0 is defined by a parameter vector

t := κ0

a

b

c

sf

T

.

(5.24)

As shown by Nagy and Kelly (2001), cubic curvature polynomials feature sufficient
degrees of freedom to connect any two states ξa,b = [x, y, φ , κ]T
a,b in the space of planar position, heading, and curvature. The boundary conditions at the initial state
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are implicitly satisfied by representing the trajectory segment in a coordinate frame
centered at ξa , and choosing κ0 = κa . The other four trajectory parameters are determined by the remaining four constraints, [∆x, ∆y, ∆φ , κb ]T , representing the state ξb
transformed to the coordinate frame centered at ξa .
The planar trajectory ti between Ni and Ni+1 is computed in the x-y plane of the
coordinate frame R̃i attached to the pose TMR̃i , which approximates the terrain surface
at Ni . In uneven terrain, this results in a discontinuity between the pose at the end
of ti , TMRp , and the pose of Ni+1 , TMR̃i+1 . However, we can enforce the controllable
i
part of the pose, namely the planar position and the heading, to be continuous at this
transition point, by choosing appropriate boundary conditions for ti . Representing
the latter in the frame R̃i , the initial state is trivially given by

ξi,a = 0

0

0

κi

T

.

(5.25)

The terminal state is obtained by projecting the pose TMR̃i+1 to the x-y plane of R̃i
along the z axis of R̃i , and selecting the terminal heading, ∆φ , as the angle between
the x axis of R̃i and the x axis of the projected pose. Finally, the curvature at the
terminal point is set to the value of the curvature of Ni+1 :

rxx
rxy
=: 
..
.


· · tx
· · ty 
TR̃i R̃i+1 = T−1
T

MR̃i MR̃i+1
.. .. ..
. . .

T
ξi,b = tx ty atan2(rxy , rxx ) κi+1 .

(5.26)

TMRp is defined at the terminal point of ti on the x-y plane of R̃i , with the planar posii
tion and heading defined by ξi,b . Hence, the transition from TMRp to TMR̃i+1 involves
i
no rotation around the z axis (continuous heading) and no translation along the x and y
axes (continuous planar position). The inverse problem, finding TMR̃i+1 given TMRp ,
p

i

can be solved using the terrain assessment function fta , which inherently satisfies the
continuity constraints in planar pose according to its definition in Section 5.3.3.
It can be shown that in the limit case of a planar environment, this representation
renders the entire planner trajectory, T , C2 continuous in position, C1 continuous in
heading, and C0 continuous in curvature. For a constant speed, v, the corresponding
rotational velocity, ω, follows directly from the path’s curvature (ω = κv), and thus is
likewise continuous. Hence, the trajectory is compliant with the dynamic constraints
as defined in Section 5.3.2. Moreover, conformance with the kinematic constraint of
a maximum absolute curvature (|κ| < κmax ) can be enforced by requiring the (ana119
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lytically computable) maximum curvature of each individual trajectory segment ti to
remain below the limit.
For investigating the compliance with the constraints in the general case of a nonplanar trajectory, we make the following smoothness assumption: there exists a distance
rs,max > 0, such that for any radius rs , 0 < rs < rs,max , it is possible to find an angle
n (r )  π , such that the change in the orientation of the robot’s z axis (the surγmax
s
2
face normal computed by the terrain assessment module) within rs around any point
n (r ). Moreover, we assume γ n (r ) to decrease for decreasing
is bounded by γmax
s
max s
rs . These are valid assumptions even in the presence of discontinuities in the terrain
p
surface, such as large obstacles or walls, since the surface normal provided by fta
is inherently smoothed according to the robot’s size. Hence, choosing the maximum
distance between nodes in the planner trajectory—referred to as maximum inter-node
max —smaller than r
distance, dIN
s,max guarantees that the angle between the robot’s z
axis and the normal of the planar patch containing the respective closest trajectory
n (d max ).
segment, ti , never exceeds γmax
IN
At any point along T , the actual path of the robot when executing the trajectory can be
seen as the projection of T to the plane defined by the local surface normal (given by
p
p
fta applied to the pose on T ). From the definition of fta and the boundary conditions
of the planar trajectory segments follows that at any point (including the transitions
between trajectory segments) the respective projected trajectory is still continuous in
position and heading, and thus compliant with the nonholonomic motion constraint.
However, the curvature of planar paths changes under projection. Hence, the curvature of the projected trajectories may be discontinuous at the transition points, violating the dynamic constraints. Between the nodes, the curvature will be continuous,
but it may exceed the limit defined by the kinematic constraint. However, it can be
shown that the curvature at any point along a generic planar path when projected to a
plane rotated by an angle γ at most increases by a factor cos1 γ or decreases by a factor cos γ. Consequently, the ratio between the curvatures κact and κplan of the actual
and the planned trajectory is confined by the following interval at any point along the
trajectory:


κact
1
n
max
∈ cos γmax (dIN ),
.
(5.27)
n (d max )
κplan
cos γmax
IN
max , is chosen sufficiently short, the maximum
Hence, if the inter-node distance, dIN
n
max
surface normal variation, γmax (dIN ), and the resulting maximum curvature discontinuities are sufficiently small to conclude that the trajectory satisfies the dynamic constraints approximately, in the sense that a close trajectory could be found that would
satisfy the constraints exactly. The accuracy of the approximation can be increased
max . The kinematic constraint of a maximum absolute curor decreased by varying dIN
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vature of κmax,act is guaranteed to be satisfied by imposing a slightly reduced limit in
the planning phase:
n
max
κmax = κmax,act · cos γmax
(dIN
).
(5.28)
max shorter than the robot’s length, compliance with the static constraints
Selecting dIN
(static stability and terrain traversability, computed by fta ) can be imposed by requiring each node in T to satisfy the specifications. Since the traversability in terms of
terrain roughness is computed based on all points within the robot’s footprint, checking a finite number of suitably spaced poses for traversability suffices to cover the
terrain along the entire trajectory. Similarly, the actual roll and pitch angle limits,
(ψmax,act , θmin,act , θmax,act ), can be guaranteed not to be exceeded along the entire trajectory by only computing the respective values at each node and imposing reduced
limits, accounting for the uncertainty in the surface normal between the nodes:
n
max
ψmax = ψmax,act − γmax
(dIN
)
n
max
θmin = θmin,act + γmax
(dIN
)

(5.29)

n
max
θmax = θmax,act − γmax
(dIN
).

5.6.2

Approach Overview

The overall motion planning method, illustrated in Figure 5.16, comprises three different stages: initial trajectory generation using RRTs, RRT∗ -based global optimization, and fine-grained local optimization. At any point in the entire process, trajectories are represented as defined above and enforced to satisfy all the constraints
imposed by the vehicle and the terrain. We initially try to connect the start and the
goal pose by computing a planar connection trajectory and projecting it to the terrain surface (Section 5.6.3), replacing the first and the second planner stage upon
success. Especially for short distances and largely traversable terrain, the chances
of the projected trajectory to be collision-free are high enough to justify the attempt,
particularly since this method is comparatively fast and inexpensive.
If the resulting projected trajectory is not traversable, we compute the connecting
trajectory on the global level using sampling-based planning techniques in two consecutive steps, as shown in Figure 5.16. An initial solution is generated by expanding
two RRTs, one from the start pose and one from the goal pose, and taking the trajectory resulting from the first successful connection of the trees (Section 5.6.4). The
algorithm enables fast computation of a system-compliant, collision-free trajectory in
generic 3D terrain, without prior knowledge of the topology, since the environment
is incrementally explored by locally extending the trees.
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Figure 5.16: Overview of the motion planning approach. Computing a trajectory connecting two poses involves three consecutive stages: planning of an initial trajectory using RRTs,
RRT∗ -like optimization for path length at the global level, and fine-grained local trajectory
optimization according to a user-specified cost function.

However, the resulting trajectory may be suboptimal and contain substantial detours.
Hence, we employ an RRT∗ -like algorithm for optimizing the trajectory in terms of
path length on the global level (Section 5.6.5). Our approach is conceptually similar to the method of Guernane and Achour (2011), allowing modification of the
trajectory on the topological level (and thus detection of significant shortcuts), yet
without searching the entire configuration space. It can be seen as a compromise
between purely local trajectory deformation, and planning of a globally optimal trajectory. RRT∗ is known to yield asymptotically optimal trajectories. In practice, the
optimization is carried out until a user-defined termination criterion is reached, representing a compromise between optimality and computation time. Note that RRT∗ tree
expansion—in contrast to our RRT algorithm—requires solving several two-point
boundary value problems in every iteration for exactly connecting 6D robot poses,
which is a computationally expensive operation, given that the connection trajectories are required to be compliant with all the robot and terrain constraints. Hence,
starting with RRT∗ -based planning from the beginning would increase the time for
computation of an initial solution, and thus confine the flexibility in choosing a compromise between computation speed and optimality.
The third stage of our planning method addresses local optimization of the trajectory
(Section 5.6.6). After the RRT∗ -based optimization on the global level, the trajectory
may be reasonably close to the shortest path, yet it may still be suboptimal in terms of
steering action (curvature) or risk associated with terrain traversability. While these
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criteria could theoretically be integrated into the RRT∗ algorithm, obtaining really
precise results would require an unfeasibly high number of iterations. We develop a
novel algorithm for fine-grained local trajectory optimization based on a supplied cost
function, typically involving path curvature, length, and terrain roughness. The trajectory is iteratively deformed within the homotopy class of the initial trajectory (the
result of the RRT∗ -based optimization), until a local minimum of the cost function is
reached.

5.6.3

Trajectory Generation Based on a Planar Path

Connecting two given 6D poses with a planner trajectory, T ∈ Tpl , can be a complex
problem, especially if the terrain is highly uneven or cluttered with obstacles. However, in smooth and largely traversable terrain, a simple and fast trajectory generation
method may be sufficient. In the following, we describe an algorithm for generation
of planner trajectories based on projecting a planar trajectory to the 3D terrain surface. The method is a “one shot” approach: first, we generate a trajectory assuming
the entire terrain between start and goal pose to be traversable and 2.5D. In a second step, the trajectory is inspected for feasibility and either accepted or declined.
We apply this approach in three different cases. First, for generation of an initial
trajectory for the entire planner query, replacing the sampling-based planning upon
success. Second, when generating an initial trajectory using RRTs, for connecting the
two trees expanded from the start and the goal pose. Third, in RRT∗ -based trajectory
optimization for computing connecting trajectories between vertices of the tree and
newly sampled poses.
The first step of the algorithm consists of projecting the goal pose to the x-y plane
of the start pose, and computing a planar trajectory connecting start and goal. We
define two distance threshold values, 0 < d1 < d2 , and apply three slightly different
methods depending on the distance dsg between start and goal. For short distances
(dsg < d1 ) the planar trajectory is represented as a single cubic curvature polynomial
generated with the method of (Nagy and Kelly, 2001). For larger distances, this
approach can yield suboptimal trajectories in terms of path length, especially for large
angles between the heading at either pose and the straight line connecting start and
goal. Hence, for d1 ≤ dsg < d2 we define an intermediate “waypoint” in the middle
between start and goal, and compute two separate trajectory segments (Figure 5.17,
left). This guides the trajectory closer to the straight line connection and thus reduces
the path length. For long distances, d2 ≤ dsg , the trajectory is split into three parts,
represented by two curvature polynomial segments at either end, and a straight line
connection in between (Figure 5.17, right). In any case, the resulting planar trajectory
Nplanar
is discretized into a sequence of equally spaced poses: (ξi = [xi , yi , φi , κi ]T )i=1
. The
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Figure 5.17: Examples of planar trajectories connecting two poses defined by their position and heading, serving as input for generation of terrain-compliant planner trajectories in
smooth, obstacle-free terrain. The latter are computed by discretizing the planar paths into
equally spaced poses (black dots) and projecting them to the terrain surface along the plane
normal. Short planar trajectories are represented as single cubic curvature polynomials. For
larger distances between the start and the goal pose, one (left) or two (right) intermediate waypoints are inserted to reduce the resulting path length.

number of discrete poses is chosen such that the distance between the poses is smaller
nom .
or equal to a selected nominal inter-node distance, dIN
Once the planar connection trajectory is established, each pose ξi is projected to the
terrain surface along the normal of the plane in which the path is represented, using
the terrain assessment method fta . The resulting 6D pose, TMR̃i , and the traversability
estimate, τi , represent the respective properties of the sought-after planner trajectory,
T , at node i. If all nodes lie on traversable terrain, τi > 0 ∀i ∈ {1, . . . , Nplanar }, we
verify whether the trajectory leads to the correct goal pose in 6D. In non-2.5D environments, this is not obvious: for example, the projected 6D pose at the end of the
trajectory could lie on the wrong floor in a multi-level environment. Once this condition is satisfied, the connecting trajectory segments ti between each pair of nodes in T
are computed, using the method of Nagy and Kelly (2001). Finally, if the maximum
curvature of none of these segments exceeds the threshold κmax , trajectory generation
is declared as successful. The resulting trajectory is compliant with the vehicle and
terrain constraints. If desired, it can be optimized according to a user-defined cost
function in a subsequent step (Section 5.6.6).

5.6.4

RRT-Based Initial Trajectory Generation

If projecting a planar path to the terrain surface does not yield a feasible solution,
we generate an initial trajectory connecting start and goal pose using RRTs. The
resulting trajectory is not yet optimized according to any criterion, but it is collisionfree and compliant with the vehicle and terrain constraints. The concept is to generate
an initial solution in minimum time, and use this as a basis for further optimization
according to the available computation time budget.
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RRT vertices are defined as 6D poses with attached curvature and traversability values, computed using the terrain assessment method fta . Vertices are connected among
each other by short planar trajectory segments as defined in Equation 5.24, computed
to satisfy the boundary conditions given in Equation 5.25 and Equation 5.26. Hence,
the path from the tree’s root to any vertex represents a planner trajectory according to
the definition in Section 5.6.1. We simultaneously grow two RRTs rooted at the start
and the goal pose, which is a standard approach for RRT-based single query motion
planning (LaValle and Kuffner Jr., 2001). Whenever two vertices of different trees are
close to each other, an attempt is made to connect the trees. The algorithm terminates
as soon as a feasible connection is found. Expansion of the trees is conducted according to the standard RRT procedure, essentially consisting of sampling points in the
search space and attempting to expand the trees into the direction of the samples. In
the following, we describe the peculiarities of our planner with regard to the separate
parts of the RRT algorithm.
Sampling strategy. The strategy for sampling points in a given search space is an
important factor for the performance of an RRT-based planner. Randomly sampling
points in the state space yields good coverage of the entire environment, yet finding
a path to a specific goal state may be slow. (LaValle and Kuffner Jr., 2001) propose
to bias the samples towards the goal state (or towards the other tree in the case of
bidirectional planning), by sampling a fraction of the points from the goal state. In our
experiments, this approach yielded good results in general, yet performed poorly in
cases where start and goal pose were physically close, but could only be connected via
a large detour due to the special topology of the environment. A typical example are
planning queries in multi-level environments with start and goal at the same location
on different floors: despite the two poses being only a couple of meters apart, a
connecting trajectory may be as long as several tens or even hundreds of meters, and
finding this trajectory requires to explore the environment in all directions.
Instead of sampling randomly from the entire state space or biasing the tree expansion
towards the goal, we sample random instances of the points in the planning map
M. This approach is motivated by two factors. First, by definition the map points
span the entire part of the environment that can be used for planning a trajectory.
Expanding the tree beyond the map is not possible, since there is no knowledge about
the terrain outside the map boundary. Second, in practical applications the map M
used for a specific planner query can be extracted from a large-scale terrain map such
that it spans only a certain area between the start and the goal of the query, which
naturally biases the expansion of each tree towards the respective opposite pose. In
our experiments, we have found this sampling strategy to yield good performance in
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various different types of environments, both in terms computation time and shortness
of the resulting trajectories.
Tree expansion. After sampling a point psamp from the map, the tree is searched
for the vertex vnear that is closest to psamp in terms of Euclidean distance in the 3D
position space. Subsequently, we attempt to expand the tree at vnear into the direction
of psamp . We avoid any potentially expensive trajectory generation or forward simulation of the vehicle during tree expansion by precomputing a fixed set of candidate
planar trajectory segments. Expanding the tree amounts to appending these trajectories at the pose of vnear and choosing the most suitable segment in terms of alignment
of the trajectory with the line between the vnear and psamp . Defining the expansion
segments to be sufficiently short relative to the robot’s dimensions, a new tree vertex
can be computed by applying the terrain assessment algorithm fta at the endpoint of
the trajectory segment, yielding the 6D pose and the traversability value of the new
vertex. If the terrain at this pose is traversable, the new vertex is added to the tree. In
any case, the selected trajectory segment is marked as unusable for future expansions
of the tree at vnear . Once all trajectory segments at a vertex vi are marked as unusable,
vi is discarded entirely in subsequent tree expansion steps.
The set of expansion trajectory segments consists of cubic curvature polynomials,
computed using the method of Nagy and Kelly (2001). In order to guarantee continuity in curvature in the entire tree and allowing connections between any two instances of the trajectory set, we define the curvature at the start and at the end of each
segment to be zero: κ(0) = κ(s f ) = 0. The trajectories are generated by defining
nom around the start position, and
discrete end positions on a circle of radius rexp = dIN
introducing a discretization in the terminal heading angle ∆φ , with a step with of
δ φ . For each discrete ∆φ up to ∆φmax , we compute a trajectory to each of the end
positions on the circle, but only keep the one with the smallest maximum curvature
along the path. Since the maximum curvature along the trajectories increases with
increasing ∆φ , ∆φmax is determined by the curvature limit κmax,exp , which is chosen
smaller than κmax given by the vehicle constraints, in order to produce smoother trajectories. In summary, we generate a set of curvature-limited trajectories, where each
trajectory yields a unique change in heading. The specific trajectory set used in our
setup is shown in Figure 5.18. The parameters κmax,exp = 1.6 m−1 , rexp = 0.6 m, and
δ φ = 0.1 rad yield a set of 13 trajectory segments with terminal heading angles ∆φ
between −0.6 rad and 0.6 rad.
Tree connection. During the expansion of the trees, we maintain a matrix of mutual
Euclidean distances between any vertex in the start tree and any vertex in the goal
tree. In every iteration, we attempt to connect the two trees at each pair of vertices
(vstart , vgoal ) with a mutual distance below a certain threshold (we use 3rexp ). We
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Figure 5.18: Example of a set of planar trajectory segments for RRT expansion. The curvature
of the trajectories is defined to be zero at both the start and the end points for seamless connection of subsequent segments. The maximum feasible change in heading between start and
end point, ∆φmax , results from an upper bound on the paths’ curvature. The trajectories in the
set are chosen such that their terminal heading angles are spread over the entire range between
−∆φmax and ∆φmax .

compute a connection trajectory with the method outlined in Section 5.6.3. If it is
traversable and compliant with the maximum curvature constraint, the trees have been
successfully connected. The final trajectory from the start to the goal pose is obtained
as the union of the connection trajectory and the two paths in the trees to vstart and
vgoal , respectively. If the connection fails due to untraversable terrain or unfeasible
path curvature, the pair (vstart , vgoal ) is marked as unfeasible and discarded in future
connection trials.

5.6.5

RRT∗ -Based Global Trajectory Optimization

The expansion of the RRTs during generation of the initial trajectory is biased towards the respective goal point by a special sampling strategy (Section 5.6.4), which
in general yields a reasonably short trajectory. Nevertheless, it may contain considerable detours, as—by construction—it is not optimized according to any criteria. We
address this issue by including an RRT∗ -based global trajectory optimization method
in the planning process, which is developed in this section. In the following, we
only consider the path length as optimization criterion. However, the extension to
user-defined cost functions based on traversability, steering action, or other factors is
straightforward.
Unlike the classical RRT algorithm, RRT∗ has been proven to yield asymptotically
optimal trajectories (Karaman and Frazzoli, 2011). In essence, RRT∗ improves over
classical RRT by two modifications of the tree expansion process. When adding a
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new vertex, vnew , a set of nearby vertices, Vnear , is inspected for potential connection
to vnew . First, the parent of vnew is chosen from all vertices in Vnear with a feasible
connection to vnew such that the total path cost of vnew is minimized. Second, vnew is
defined as the parent of all vertices in Vnear that can be reached from vnew with a new
connection, if the cost of the path via vnew is lower than the cost of the previous path.
The latter technique is called “rewiring” of the tree.
RRT∗ -based trajectory optimization starts with initializing the tree from the sequence
of vertices defining the trajectory from the start to the goal, as computed by the RRT
algorithm of Section 5.6.4. The RRT∗ vertices comprise the same properties as RRT
vertices, extended by a cost value. The latter encodes the path length of the current
shortest path in the tree from the start to the respective vertex. Subsequently, the
tree is expanded by sampling random points, adding new vertices expanding the tree
towards the samples, and applying the RRT∗ steps (connecting and rewiring), until
a user-defined termination criterion is fulfilled. In the following, we describe the
characteristics of our approach in detail, referring to the individual steps of the RRT∗
algorithm.
Sampling strategy. In every iteration, an attempt is made to expand the tree into the
direction of a randomly sampled point. We assume the initial trajectory to represent—
at least on the large scale—a reasonable prior for the optimal path. Hence, we confine
the sampling of random points to a certain volume around the initial trajectory. After
choosing a random vertex of the latter, vrand , a point psamp is sampled randomly from
a spherical volume around vsamp . The radius of this volume is chosen proportional to
the distance between start and goal.
Tree expansion. After finding the nearest neighbor of psamp in the current tree, vnear ,
a new vertex, vnew , is initialized as follows. First, the line between vnear and psamp is
projected to the planar surface approximation at vnear . The prior pose of vnew is deRRT∗ > d nom from v
fined at a fixed distance rexp
near on the projected line. Subsequently,
IN
the actual pose of vnew on the terrain is computed by fta . If vnew lies on traversable
terrain, the set of near tree vertices, Vnear , is found as the set of all vertices within a
RRT∗ > r RRT∗ around v
sphere of radius rnear
new .
exp
Using the method described in Section 5.6.3, we attempt to compute a connection
trajectory from each vertex in Vnear to vnew . From all feasible trajectories, the one
minimizing the total path cost at vnew is chosen for connecting the new vertex to the
tree, while the other trajectories are discarded. Subsequently, the tree is rewired by
generating trajectories from vnew to each vertex in Vnear . If the path from the tree’s
start via vnew to any vertex vnear,i ∈ Vnear has lower cost than the current path to vnear,i ,
the parent of vnear,i is changed to vnew and the respective connection trajectory is
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added as an edge of the tree. Whenever the tree can be rewired at a vertex contained
in the initial trajectory, an incremental improvement of the entire trajectory has been
achieved.
Termination. The choice of a specific termination criterion for trajectory optimization reflects a tradeoff between optimality of the result and computational complexity
(runtime). Setting a fixed time limit may be necessary in applications with hard time
constraints. However, it will render the quality of the optimization highly unstable,
especially if the distance between start and goal varies considerably between different planner queries. A more sophisticated termination criterion should consider how
densely the environment has been explored for potential trajectories, allowing to stop
the optimization when the chances of further improvement are comparatively low.
Following these considerations, we compute the moving average of the number of
vertices within Vnear in each iteration k,
avg

Nk

avg

= αNk + (1 − α)Nk−1 , 0 < α  1 ,

(5.30)
avg

and terminate the optimization if this value exceeds a selected threshold, Nmax . Hence,
termination is triggered when the space around the initial trajectory is explored by the
tree with a certain density, dynamically adapting the assigned computation time according to the trajectory length and the terrain complexity. Finally, the optimized
trajectory from the start to the goal is obtained by backtracing, starting at the goal
vertex. By construction, this trajectory is a planner trajectory belonging to Tpl , satisfying all the constraints as defined in Section 5.3.2.

5.6.6

Local Trajectory Optimization

A planner trajectory, T ∈ Tpl , computed based on a planar initial path (Section 5.6.3)
or using RRTs and RRT∗ -based global optimization (Sections 5.6.4 and 5.6.5) represents a reasonably short, system-compliant connection between the start and the goal
pose of the planner query. However, the trajectory may be suboptimal in terms of
other criteria, such as steering action (path curvature) or terrain roughness along the
path. In this section, we develop an algorithm for precise local optimization of such a
trajectory with respect to a cost function, fcost : T 7→ c ∈ R≥0 . We assume fcost to be
defined only for feasible planner trajectories, i.e., trajectories that fulfill the static and
kinematic constraints, Cstat and Ckin (Equation 5.3). Trajectories not satisfying these
constraints are defined to have infinite cost, since they are inherently unusable.
State-of-the-art trajectory optimization methods, such as artificial potential fields
(Khatib, 1986), elastic strips (Brock and Khatib, 2002), or CHOMP (Zucker et al.,
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2013), typically rest upon tweaking trajectories based on the gradient of a cost function. However, in the presence of hard constraints, such as terrain contact, kinematic
feasibility (maximum curvature), or traversability (obstacles), trajectory cost functions do not exhibit a well-defined gradient in general. This problem is often bypassed by reformulating hard constraints as cost factors and including the latter in the
objective function. For example, the traversability constraint can be restated as a differentiable cost depending on the distance to obstacles. However, we argue that this is
an artifact which may distort the optimization: given a certain safety margin accounting for uncertainties, a trajectory close to an obstacle is actually not worse than one
that keeps a greater distance. These issues are avoided by specialized trajectory optimization methods capable of incorporating non-differentiable cost functions, such
as sequential convex optimization (Schulman et al., 2014) or stochastic optimization (Kalakrishnan et al., 2011). However, another problem arises in conjunction
with the strictly local nature of our terrain assessment approach. Existing trajectory
optimization approaches require precise knowledge of the environment around the
trajectory (e.g. an obstacle map) for computation of distance fields or efficient evaluation of many candidate trajectories. In our framework, quantities such as locations
and shapes of obstacles are inherently unknown. Their computation would require
expensive, dense application of the terrain assessment function fta , and inevitably
introduce some kind of artificial discretization.
Following these considerations, we propose a trajectory optimization method that
does not require gradient information, and ensures that the boundaries defined by the
hard constraints are respected at any time. Within these boundaries the trajectory is
tweaked according to soft criteria encoded in a cost function, without any influence
of the hard constraints. Further, the method is consistent with the principles of the
overall planning approach, in the sense that it does not require large-scale terrain
reconstruction or obstacle mapping, but only local, on-demand evaluation of fta at
discrete poses around the trajectory.
Without loss of generality, we define the cost of a feasible trajectory to be a function
of path length, curvature, and terrain traversability, and present an example implementation of fcost . We compute the cost at the level of individual trajectory segments
of T , and denote the cost of the segment between Ni and Ni+1 by ci :
Nn −1

fcost (T ) :=

∑

ci .

(5.31)

i=1

We define the cost of a trajectory segment as the weighted sum of path length, curvature, and inverse traversability, integrated along the path. For the sake of com130
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putational efficiency, we introduce a simplified calculation method, valid under the
following assumptions:
1. the distance between nodes is always kept close to a selected nominal value,
nom (within the interval [d min , d max ]),
dIN
IN
IN
2. the length of the trajectory segment is close to the Euclidean distance between
the nodes,
3. the traversability along the trajectory segment is close to the respective values
at either node, and
4. in terms of curvature, we are interested in pruning peaks.
We compute ci as the weighted sum of the Euclidean distance between the two nodes,
denoted by dii+1 , the maximum absolute curvature along the corresponding planar
trajectory segment, denoted by κmax (ti ), and the inverse terrain traversability at Ni+1 ,
1 − τi+1 , each normalized to a value in the interval [0, 1]:
ci := wleng

min
dii+1 − dIN
κmax (ti )
+ wcurv
+ wtrav (1 − τi+1 ) .
max
min
κmax
dIN − dIN

(5.32)

By choosing a specific set of scalar weights, (wleng , wcurv , wtrav ), the result of the
optimization can be directed to any desired compromise between short, smooth, and
low-risk trajectories.
The basic principle of the trajectory optimization algorithm is illustrated in Figure 5.19. Directed by the cost function, the trajectory is iteratively deformed in small
steps, until a local minimum of fcost is reached. In every iteration, the current trajectory is augmented with an additional pair of nodes at each node Ni , placed at a small
lateral offset, δ li , on the left and on the right of the trajectory. Hence, each node is
represented by a set of three subnodes. Computing trajectory segments (cubic curvature polynomials) connecting each subnode at Ni to each subnode at Ni+1 along
the trajectory (nine connections per node) results in a graph encoding 3Nn −2 slightly
different trajectories from the start pose to the goal pose. Discarding subnodes and
connections declared as unfeasible with regard to the static and kinematic constraints,
this graph is searched for the least cost trajectory according to Equation 5.31 using
standard graph search techniques. The resulting trajectory—by construction again a
planner trajectory satisfying all constraints—serves as starting point for the next iteration. The algorithm terminates once the trajectory cost cannot be reduced any more
by any of the alternative trajectories in the respective graph, indicating that a local
minimum of fcost is reached. The four main processes constituting an iteration of the
algorithm are detailed in the following.
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Figure 5.19: Schematic illustration of the local trajectory optimization method, showing two
iterations of the algorithm5 . The gray ellipses symbolize low traversability regions. In every
iteration, the trajectory connecting start (S) and goal (G) is augmented to a graph, representing
nearby alternative trajectories. This is achieved by adding two subnodes at each node Ni (at
a small distance δ li from the trajectory), and computing a total of nine connecting trajectory
segments at each node. Subsequently, the graph is searched for the lowest cost trajectory
(the bold, red curve), which represents the starting point for the next iteration. The example
illustrates how the trajectory is iteratively moved out of low traversability areas and optimized
for short length and low curvature.

Computation of additional subnodes. Each node Ni along the trajectory is augmented with two subnodes, one at the left and one at the right of the trajectory. The
lateral offset of these subnodes from the trajectory, δ li , is dynamically adapted in the
range between a node-specific upper limit, δ lmax,i , and a fixed lower bound, δ lmin ,
according to the curvature value of Ni . At high curvature nodes, small lateral offsets
are chosen, reducing the maximum curvature of the trajectory segments connecting
the subnodes among each other. As defined in Equation 5.21, a node (and thus each
subnode) comprises a 6D pose, a curvature, and a traversability value. In the following, the computation of these values is described using the example of the left
subnode at the node Ni , denoted by Ni,l .
5 For the sake of readability, this figure shows the trajectories in a 2D environment. In reality, however,
each trajectory segment is computed in a different planar patch, given by the 6D pose of the corresponding
(sub)node, as defined in Section 5.6.1.
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Figure 5.20: Computation of the heading angle and the curvature value of additional subnodes
left and right of the trajectory, using the example of the left subnode at node i, Ni,l . Projecting
all neighboring subnode positions to the plane approximating the terrain surface at Ni,l , three
circles are computed, each passing through Ni,l and the respective left, middle, or right subnode
p
p
positions of the projected predecessor and successor nodes (Ni−1 and Ni+1 ). The heading of
Ni,l is defined such that the pose at the subnode is aligned with the average of the tangent
vectors of these circles (the bold, gray arrow), and the curvature of Ni,l is computed based on
the circles’ radii, rc,l , rc,m , and rc,r .

The pose of the subnode is initialized on the y axis of the pose TMR̃i , at a small distance of δ li from the origin. Subsequently, the terrain-compliant 3D position and the
p
respective surface normal are computed with fta . These quantities define the subnode pose up to one rotational degree of freedom, namely the heading angle (rotation
around the surface normal). The latter can be freely chosen to make the new subnode
conform best with the course of the trajectory. Since predecessors and successors of
Ni,l can be any subnodes of Ni−1 and Ni+1 , respectively, the heading (as well as the
curvature) of Ni,l are chosen such that they represent a reasonable compromise for all
potential trajectories passing through this subnode.
Leveraging the observation that a circular arc represents a smooth connection of any
three points in the plane, this compromise is found as follows. As illustrated in Figure 5.20, the positions of all six subnodes of Ni−1 and Ni+1 are projected to the plane
defined by the surface normal at Ni,l , followed by the computation of three circles
passing through Ni,l and the left, middle, and right subnodes of Ni−1 and Ni+1 , respectively. The heading of the pose at Ni,l is defined such that the x axis of the pose
is aligned with the average of the three tangent vectors of these circles at the point
where they pass through Ni,l .
Similarly, the curvature of the subnode Ni,l is defined as the average of the three
circles’ (signed) curvatures. The absolute curvature of each circle is given by the
inverse of its radius,
1
|κc,k | =
, k ∈ {l, m, r} ,
(5.33)
rc,k
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and the sign of κc,k is determined based on the location of the circle’s center relative
to the trajectory (right: negative, left: positive). Finally, the traversability value of
the subnode Ni,l is computed by ftaτ based on the previously computed 6D pose.
Adding or removing nodes. At the beginning of the trajectory optimization, the distance between all pairs of subsequent nodes roughly amounts to the selected nominal
nom , by construction (cf. Sections 5.6.3 and 5.6.4). During the optimization,
value, dIN
however, the inter-node distances may increase or decrease depending on the deformation of the trajectory. Both too short and too large distances between the nodes
are undesirable: the former result in unnecessary computational effort, and the latter
preclude correct enforcement of compliance with the vehicle constraints (cf. Section 5.6.1). Hence, we select a minimum and a maximum value for the inter-node
distance,
1 nom
min
:= dIN
dIN
2
3 nom
max
:= dIN
.
dIN
2

(5.34)

In the beginning of each iteration of the algorithm (before adding the additional left
and right subnodes), the distances between the nodes are examined. Where the above
limits are undercut or exceeded, a node is added or removed, respectively, as illustrated in Figure 5.21. When inserting a node between Ni and Ni+1 , its 3D position
and the corresponding surface normal are computed by projecting the pose of Ni+1 to
the x-y plane of Ni ’s pose, generating a planar connection trajectory (a cubic curvature

Figure 5.21: Insertion (left) and removal (right) of trajectory nodes are triggered by too large
or too short distances between neighboring nodes. If the distance between Ni and Ni+1 is too
large, a new node is inserted halfway between the two nodes, on a trajectory segment generated
to connect the pose of Ni and the pose of Ni+1 projected to the x-y plane of Ni , denoted by
p
Ni+1 . If the distance between Ni and Ni+1 is too short, both Ni+1 and its successor are deleted,
and a new node is inserted between Ni and Ni+3 .
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polynomial) between the two poses, and applying fta halfway on this trajectory. The
remaining properties of the new pose, namely heading, curvature, and traversability,
are computed similarly as for the additional subnodes (cf. Figure 5.20), except that
only one circle is computed. If the distance between Ni and Ni+1 is shorter than
min , both N
dIN
i+1 and Ni+2 are deleted, and a new node is inserted between Ni and
Ni+3 according to the same procedure, yielding a locally equal distribution of nodes.
Computation of connecting trajectory segments. Connecting all subnodes along
the trajectory to all of their potential successor subnodes requires nine trajectory segments between each node Ni and its respective successor, Ni+1 . These connecting
trajectory segments are represented as cubic curvature polynomials in the x-y plane
of the subnode at their origin. The boundary conditions at the start and the end of the
segments are set as defined in Equation 5.25 and Equation 5.26, such that the continuity constraints are satisfied along any path in the resulting graph of trajectories.
The trajectory segments have to be computed using iterative, numerical methods,
since no closed-form solutions exist. Given the large number of trajectories required
in each iteration of the algorithm, this results in unacceptably long runtimes due to the
high computational effort. Hence, we precompute a dense lookup table (LUT) mapping discrete values of the boundary conditions (initial and terminal position, heading
and curvature) to the parameters defining corresponding curvature polynomials. The
LUT is computed using the approach of Nagy and Kelly (2001), and designed such
that it covers the entire range of relevant trajectory segments (depending on the specific application) in sufficient resolution. During trajectory optimization, the only
relevant quantity is the maximum curvature of the segments, which is required for
computing the trajectory cost. The actual trajectory parameters are only required for
the final result. Consequently, only a reduced LUT is loaded at runtime, containing
merely the maximum curvature value for each trajectory segment. This drastically
decreases the memory consumption and allows to use a truly high resolution LUT.
Hence, expensive numerical trajectory generation can be replaced by simple and efficient table lookups, while sacrificing very little accuracy.
Finally, a cost value is computed for each trajectory segment, as a preparation for
finding the least cost trajectory using graph search. The cost of a trajectory segment
between two subnodes, Ni, j and Ni+1,k , is computed based on the Euclidean distance
between Ni, j and Ni+1,k , the maximum curvature of the trajectory segment, and the
traversability value of Ni+1,k , according to Equation 5.32. If the maximum curvature
of the trajectory segment exceeds the curvature limit, κmax , or if the subnode Ni+1,k
is untraversable, the cost of the trajectory segment is set to infinity.
Graph search and convergence. The subnodes of the augmented trajectory, along
with the (implicit) connections between all subnodes of each pair of successive nodes,
135

5. AUTONOMOUS NAVIGATION BASED ON P OINT C LOUD M APS

form a graph, where the cost of edges is defined as the cost value of the respective trajectory segment, as introduced above. The graph encodes a certain number of slightly
different trajectories between the start and the goal pose. Among these alternatives,
the least cost trajectory according to Equation 5.31 is found by applying Dijkstra’s
shortest path algorithm (Dijkstra, 1959).
In the beginning of the optimization, the maximum lateral offset of the subnodes,
δ lmax,i , is set to the same value at all nodes (δ lmax,init ). Every time the trajectory “locally converges” at a node Ni —indicated by the least cost trajectory passing through
the middle subnode of Ni —the maximum lateral offset at this node is slightly reduced, until the selected absolute minimum, δ lmin , is reached. The optimization
terminates once the maximum lateral offset values of all nodes have reached the minimum value, i.e., δ lmax,i = δ lmin ∀i, and the least cost trajectory passes through the
middle subnode at all nodes. This strategy allows to combine quick convergence to
the vicinity of a local minimum (using comparatively large steps) with high accuracy
in the final approximation of this minimum.

5.6.7

Results

In this section, we apply the proposed motion planning framework—embedding the
terrain assessment method presented in Section 5.5—to compute trajectories connecting given pairs of start/goal poses, on the basis of point cloud maps (planning maps).
The latter are built from sensor data recorded with our robot ARTOR, using the ICP
localization and mapping system presented in Section 5.4. Table 5.2 lists the specific
parameter values6 used for the following analysis (unless otherwise stated), as well
as for the experiments in Section 5.8.
We first present and discuss the results of a series of example planner queries in different environments. In all of the figures below, the bold, green line represents the final
planner result, namely a trajectory initialized with the RRT planner7 (Section 5.6.4),
refined with the RRT∗ -based global optimization method (Section 5.6.5), and locally
optimized with the approach proposed in Section 5.6.6. The blue lines perpendicular
to the trajectory and the terrain represent the z axis of the poses of each trajectory
node. Start and goal poses of the planner queries are marked with S and G, respectively, combined with an arrow indicating the heading direction. The trajectories are
6 Notice that the value of κ
−1 is not directly linked to the physical properties of our robot,
max = 2 m
which theoretically could even turn on the spot. Hence, we could choose much higher values for the
maximum path curvature. However, we believe that smooth trajectories are generally preferable, as they
can be followed faster and more precisely than trajectories including sharp turns.
7 For the evaluation in this section, we omit attempting to compute an initial trajectory based on a planar
path (Section 5.6.3).
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Table 5.2: Parameter values for motion planning.
Category

Description

Symbol

Value

Kinematic constraints
Trajectory representation
RRT∗ optimization

max. absolute curvature of drivable trajectories
nominal distance between two trajectory nodes
distance from parent when adding a new vertex
maximum radius for connecting and rewiring
maximum average number of vertices
RRT∗ (termination)
within rnear
weighting factor of trajectory length
weighting factor of trajectory curvature
weighting factor of terrain traversability
maximum lateral offset of subnodes (initial value)
minimum lateral offset of subnodes

κmax
nom
dIN
RRT∗
rexp
RRT∗
rnear

2 m−1
0.6 m
1.8 m
3.6 m

Local traj. optimization

avg

Nmax
wleng
wcurv
wtrav
δ lmax,init
δ lmin

30
0.25
0.25
0.5
0.08 m
0.04 m

plotted in the respective point cloud maps of the environment. The entire maps are
colored according to the per-point terrain roughness computed as an intermediate step
by ftaτ (cf. Section 5.5.2; light blue: low roughness, gray: high roughness, dark red:
untraversable). Notice that this is for illustration purposes only: in reality, the terrain
roughness is computed only locally in places explored by the planner, but never for
the entire map, avoiding unnecessary computational overhead.

initial trajectory (RRT)
after RRT* optimization
after local optimization

Figure 5.22: Example planner result in rough, nonplanar terrain, illustrating all three stages
of the algorithm (RRT, RRT∗ , local trajectory optimization) with the respective resulting trajectories. The top row shows the start (S) and the goal (G) of the planner query and the three
trajectories from two different perspectives, together with a photograph of the environment.
The enlarged views on the trajectories shown in the bottom row highlight the effectiveness of
the local optimization algorithm in terms of tweaking the trajectory for short length (left), low
curvature (middle), and avoidance of high roughness areas (right).
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Figure 5.22 shows an example planning result in unstructured, nonplanar terrain. The
start and goal poses are approximately 40 m apart from each other, with the goal located on top of a small hill. The figure shows three different trajectories, representing
the results of the three stages of the planner: RRT, RRT∗ , and local optimization. In
the top row, the left image represents a bird’s eye view on the scene, whereas the
middle image shows the trajectories from the same perspective as the photograph of
the terrain on the right. All of the three trajectories fulfill the defined requirements:
they connect the start pose and the goal pose with a piecewise continuous function in
the 6D space of robot poses that follows the terrain surface, not exceeding the thresholds in curvature, inclination angles, and terrain roughness. However, the trajectories
differ considerably in terms of length, smoothness, and roughness of the traversed
terrain. Starting from the initial RRT trajectory, the RRT∗ -based global optimization
results in a significantly shorter trajectory (47 m instead of 53 m), largely eliminating
unnecessary detours. The local optimization scheme further improves the trajectory
with regard to length, curvature, and traversability, which can be observed in the
enlarged views on different trajectory segments in the bottom row of Figure 5.22.
Compared to the result of the RRT∗ optimization, the final trajectory is shorter (left),
smoother (middle), and tweaked to avoid areas of high terrain roughness (right). The
local optimization required 32 iterations to converge, and reduced the trajectory cost
by 9.6 %.
Figure 5.23 shows two more example planner results, one in a highly nonplanar offroad terrain (top), and one in an urban environment (bottom). The example in rough
terrain illustrates the planner’s awareness of the robot’s constraints in terms of maximum inclination. Looking at the top view on the left, it is obvious that avoiding
the trees in the middle of the scene on the opposite side would yield a considerably
shorter path. However, the slope behind the goal pose (seen in the right part of the
photograph) is too steep to be safely traversed by the robot. Forced by the maximum
pitch and roll angle thresholds, the planner computes a longer, yet safer trajectory,
reaching the goal pose over less steep terrain. Further, the two relatively wide turns
at the start and at the goal demonstrate the consideration of the maximum curvature
constraint.
The example in the bottom row of Figure 5.23 shows that the proposed planning
framework is able to cope with cluttered environments and find trajectories through
narrow passages. Moreover, it demonstrates an important advantage of our approach,
assessing the terrain geometry based only on local point cloud data during motion
planning: the trajectory can pass through areas with multiple overlying levels in the
map (such as the ground and the ceiling behind the goal pose) without any special
handling.
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Figure 5.23: Example planner results in a rough, 3D terrain (top) and in an urban environment
(bottom), with bird’s eye view on the result (left), a photograph of the environments (right), and
the scene shown from the same perspective as the photograph (middle). The example in the
top row demonstrates the compliance of the planner with the maximum inclination constraints:
the shortest path via the (too) steep slope behind the goal pose is discarded in favor of a longer,
yet safe trajectory. The example in the bottom row shows the planner’s ability to find suitable
trajectories in cluttered environments and to deal with multiple overlying layers in the map,
such as the ground and the ceiling behind the goal pose.

The results shown in Figure 5.24 demonstrate that our motion planning approach
inherently enables planning on generic 2D manifolds embedded in the 3D space, particularly in environments that cannot be represented in 2.5D maps (such as multi-level
buildings or pipe systems), and even on non-orientable surfaces. This functionality
results from the strictly local nature of all processes involved in planning (terrain
assessment, tree expansion, trajectory optimization), together with the ability of 3D
point cloud maps to represent arbitrary geometries.
The top row of Figure 5.24 shows a planning result in a two-level parking garage,
where the goal pose is located exactly below the start pose, on the lower level. The
planner successfully finds the ramp connecting the two floors, and computes a feasible trajectory leading from the upper to the lower level. Notice that the entire planning
framework is unaware of the topology of the environment. As in all other examples,
the trajectory is computed based on a simple point cloud map, gradually expanding
the RRT until a connecting path is found, followed by the trajectory optimization
steps. The bottom row of the figure shows planning results in three artificial point
cloud maps, demonstrating the planner’s ability to compute trajectories on generic
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Figure 5.24: Example results demonstrating the suitability of our planning approach for computing trajectories in generic 2D manifolds in the 3D space, regardless of the complexity and
the topology of the environment. All of the environments in this figure cannot be represented in
2.5D maps. Top: planning a trajectory from the upper to the lower floor of a two-story parking
garage. Bottom: trajectories computed on artificial point cloud maps (discarding inclination
constraints), from the chest to the back on the Stanford Bunny (left), from the neck to the tail
on the inside of the Stanford Dragon (middle), and from one to the other side of the surface on
a Möbius strip (right).

3D surfaces. In these examples, we discard maximum inclination constraints, assuming that the robot is able to hold on to the surface irrespective of gravity (e.g., using
magnetic wheels on a metallic structure). In the left image, a trajectory is planned on
the Stanford Bunny (Levoy et al., 2015), starting at the chest and ending at the back.
The trajectory in the middle image is computed on the inside of the Stanford Dragon
(Levoy et al., 2015), leading from the neck to the tail. Finally, the rightmost example
shows a trajectory computed on a Möbius strip, representing a non-orientable surface. Start and goal poses are located at the same position, with their z axes pointing
in opposite directions. Hence, they lie on opposite sides of the surface. The planner
computes a connecting trajectory leading once around the strip. Unlike the theoretical nature of these examples may suggest, the ability to plan trajectories on arbitrarily
complex 3D surfaces and topologies is of high practical relevance, for example in
robotic inspection of ship hulls or pipe systems in power plants.
Figure 5.25 analyzes the local trajectory optimization method (cf. Section 5.6.6). In
particular, the figure shows how the weighting factors of the different components
of the trajectory cost (Equation 5.32) influence the optimization result. The same
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Figure 5.25: Analysis of the local trajectory optimization. The same initial trajectory is optimized four times with different weighting factors of the path cost components (length, curvature, traversability). From left to right: minimizing trajectory length, minimizing curvature,
maximizing traversability of the traversed terrain, and optimizing the trajectory using the nominal weighting factors, taking into account all three factors simultaneously. The latter represents a good compromise between length, smoothness, and high traversability. The plots in
the lower two rows show the inverse traversability values, 1 − τi , of each trajectory node (as
defined in Equation 5.18) and the maximum absolute curvature of each trajectory segment,
κmax (ti ), before and after optimization. Notice that—regardless of the chosen weights—the
optimization never compromises the trajectories’ compliance with the hard constraints (τ > 0
and |κ| ≤ 2 m−1 ).

initial trajectory is fed to the local optimization algorithm with four different sets of
cost weights. From left to right, the trajectory is optimized for short length only,
for low curvature only, for high traversability only, and finally using the default set
of weights, representing a compromise between the three cost factors. Optimizing
the length yields the shortest possible trajectory, yet featuring high curvature turns
and keeping only minimal distance to obstacles. The curvature-optimized trajectory
exhibits smoother turns, yet passes through high roughness areas. Optimizing for
high traversability results in a longer trajectory leading through low terrain roughness
areas only, however featuring many high curvature turns. Simultaneously including
all three cost factors yields a smooth and reasonably short trajectory, avoiding most
high roughness patches.
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inclination constraints
nominal
low max. pitch
low max. roll

Figure 5.26: Incorporation of different inclination constraints. The top view on the left and the
perspective view in the middle show the results of three identical planner queries, computed
once with the nominal constraints, once with low pitch angle limits, and once with a low roll
angle limit. The relatively steep slope shown in the left part of the photograph lies on the direct
path between start and goal. With the nominal constraints, it can be traversed without difficulty.
The low pitch angle limits render this place untraversable and lead to a longer trajectory over
less inclined terrain. In the third case, the planner produces a trajectory that is aligned with
the gradient of the terrain at the steepest part, correctly accounting for the low limit on the
maximum absolute roll angle.

Figure 5.26 demonstrates the planner’s ability to incorporate the robot’s inclination
constraints (roll and pitch angle limits). The figure shows the results of three identical
planner queries (same start and goal) with different inclination constraints. The direct
path from the start to the goal includes a relatively steep slope, shown in the photograph on the right. With the nominal constraints, listed in Table 5.2 and reflecting
the capabilities of our robot ARTOR, this slope can be safely traversed at any angle.
Hence, the planner’s result is close to a short, straight line connection of the start and
the goal. However, reducing the pitch angle limits to one third of the nominal values
renders the slope impassable. Consequently, the planner computes a much longer
alternative trajectory, leading through terrain of low inclination. On the other hand,
if the pitch angle limits are kept at their nominal values, but the roll angle limit is
lowered to one third of the default, the steep slope remains traversable if negotiated
at the right angle. The resulting trajectory in this case is slightly longer compared to
the nominal case, yet well aligned with the gradient of the terrain at the steep part,
ensuring low absolute roll angle values.

5.7

Autonomous Navigation System

In this section, we describe how the developed algorithms for localization, mapping,
terrain assessment, and motion planning are integrated to build a complete system
for autonomous navigation. We regard autonomous navigation of a robotic vehicle as
the problem of moving from the current pose to a user-defined goal pose without any
142

5.7. AUTONOMOUS NAVIGATION S YSTEM

help of human operators, in an environment that has previously been explored and
mapped using the system shown in Figure 5.3, yet without using external localization
sources such as GPS.
In theory, a trajectory computed according to the algorithm in Section 5.6 already
includes the velocity commands to make a robot execute the desired maneuver: for
a given forward velocity, v, the corresponding angular velocity is obtained as ω =
vκ(s), where κ(s) is the curvature of the respective trajectory segment ti (given directly by the representation of ti as curvature polynomial) at the particular point on
the path. In practice, however, various sources of errors and inaccuracies necessitate
a separate system for motion control. In Section 5.7.1, we develop a path tracking
controller with an integrated safety layer for high-rate collision checking, enabling
accurate, safe and reliable execution of planned trajectories in both static and dynamic
environments. Finally, we give an overview of the complete autonomous navigation
system and the interactions between all building blocks in Section 5.7.2.

5.7.1

Motion Control

We assume the environment for navigation to be subject to both high frequency and
low frequency changes over time. The latter are handled by continuously updating
the map database (cf. Section 5.4.4) and thus automatically considered by the motion
planner, regularly replanning trajectories based on the most recent map information.
High frequency changes caused by dynamically moving other agents are detected by
the classification of map points as dynamic or static. However, planning trajectories to circumnavigate highly dynamic objects would require very high replanning
rates and specialized collision avoidance methods, which are outside the scope of this
work. Hence, we use the following strategy for autonomous navigation in dynamic
environments:
• The motion planner only considers the static part of the map, denoted by
Mstat ∈ Mpl , for computing a trajectory, T , connecting the start and the goal
pose. T is replanned as frequently as possible. Mstat is obtained by discarding
points with a probability of being dynamic above the threshold pdyn,max = 0.3
according to the most recent classification.
• A path tracking controller is used to make the robot follow the resulting trajectory.
• On top of this, a safety layer operating at high frequency ensures collision-free
navigation. The course of the robot is forward-simulated for a given time horizon and checked for potential collisions, using a map consisting of both Mstat
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and the current laser scan. The robot is stopped in the case of an imminent
collision.
• A special recovery behavior allows to free the robot in situations where the
motion planner cannot find any feasible trajectory.
This setup is well suited for navigation in moderately dynamic environments. Collisions with moving objects are avoided by temporally slowing down or stopping,
without leaving the planned trajectory; lower frequency changes in the environment
are eventually integrated in the map and taken into account by the planner, adapting
the trajectory accordingly. In the following, we describe the building blocks of the
motion control system in more detail.
Path tracking controller. We define path tracking control as the problem of computing linear and angular velocity controls, vctrl and ωctrl , that make a robot follow
a given trajectory8 . Our path tracking algorithm is a nonlinear controller using state
feedback linearization. The control inputs are given by the singed lateral offset from
the reference trajectory, εL , the error in the heading angle with respect to the closest
point on the trajectory, εH , and the curvature of the closest point on the trajectory,
κt . For a given robot pose, TMR , and a reference trajectory, T , these terms are computed as follows. After finding the respective closest trajectory segment, tic , the pose
TMR is projected to the plane in which tic is represented, resulting in a planar pose,
ξp := [xp , yp , φp , ·], expressed in the coordinate frame attached to the trajectory node
Nic . The reference pose on the trajectory, ξt := [xt , yt , φt , κt ], expressed in the same
coordinate frame, is found as the closest point to ξp on tic . The lateral offset, εL , is
given by the Euclidean distance between ξp and ξt , with a negative sign if ξp is on the
right of the reference trajectory. The heading error is obtained as εH = φt − φp 9 .
Depending on the curvature of the reference trajectory and the current lateral offset, the linear target velocity is dynamically adapted within the user-defined range,
[vmin , vmax ], where 0 < vmin < vmax . The speed is set to the maximum value if the
reference trajectory is a straight line and the robot is perfectly following this path.
For increasing curvature and path tracking error, the velocity is gradually reduced,


|εL |
|κt ||εL |
|κt |
vctrl = vmax − (vmax − vmin )
+
−
,
(5.35)
κmax εL,max κmax εL,max
8 Controlling the vehicle motion to comply with the desired velocities is assumed to be accomplished
by a low-level controller, cf. Section 3.4.
9 Note that ε and ε in general are not continuous at the transitions between two trajectory segments
L
H
of T (unless the robot perfectly follows the trajectory or the environment is planar). While this is an
unfavorable characteristic of the algorithm, it has shown to be of no practical relevance in our experiments,
since the discontinuities are typically small for small values of εL (which are enforced by the controller).
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where εL,max ∈ R>0 is a parameter for the maximum tolerable lateral tracking error.
The rotational velocity is computed according to a control law similar to the one of
Marshall, Barfoot, and Larsson (2008),
ωctrl = vctrl κt +

−kL εL − kH vctrl sin εH
,
vctrl cos εH

(5.36)

where kL and kH are positive constants (controller gains). Unlike Marshall, Barfoot,
and Larsson (2008), who assume the reference path to be a straight line, we include
a feedforward term, vctrl κt , representing the required rotational velocity in the case of
zero tracking error.
Using this controller for precise goal acquisition at the end of the trajectory requires
two modifications when the robot is close to the goal. First, vmax is set to a low value
once the goal is near, allowing for timely stopping at the end. Second, the reference
trajectory is prolonged with a short straight line segment at the goal pose. This avoids
any undesirable behavior of the controller that may arise from a suddenly ending
reference path.
Safety layer. The task of the safety layer is to monitor the environment at a high
frequency and to stop the robot in the event of an imminent collision with dynamic
objects. The basic concept consists in forward-simulating the course of the robot up to
a certain instant of time in the future, using a simple motion model steered by the path
tracking controller. The time horizon of the simulation, denoted by Tsim , is adapted
to the current speed and the vehicle’s braking capabilities. The simulated path is
checked for traversability with a point cloud map composed of both the static part of
the environment, Mstat , and the most recent 360◦ laser scan. The latter is subsampled
according to a certain maximum density threshold, yielding an even distribution of
points in the resulting map.
The motion model for forward-simulation respects the dynamic constraints of the
robotic vehicle, namely the maximum linear and angular velocities, vmax and ωmax ,
the maximum linear and angular acceleration (or deceleration), v̇max and ω̇max , and
the system-inherent delay, ∆td , defined as the typical time duration elapsing after a
change in the desired robot velocities, vctrl and ωctrl , until this change affects the actual
robot motion. We simplify the model by assuming that, after a change in (vctrl , ωctrl ),
the robot continues moving during ∆td with its current velocities, (vcurr , ωcurr ), and
afterwards changes the latter instantaneously according to the the desired values, but
respecting the acceleration and speed limits. Further assuming the controller rate to
coincide with the system delay, safety layer collision checking amounts to executing
Nsim = T∆tsim iterations of a simulation loop, each consisting of the following operad
tions:
145

5. AUTONOMOUS NAVIGATION BASED ON P OINT C LOUD M APS

1. Forward-simulate the robot pose for the duration of ∆td according to the current
velocities, (vcurr , ωcurr ). In the first iteration, these velocities are set to the actual current robot motion estimated by odometry. The forward-simulated pose,
denoted by TMR , is given as the end point of a circular arc segment in the x-y
plane of the current pose, TMR̃ .
2. Update TMR̃ by computing the terrain-induced 6D pose corresponding to TMR
and the associated terrain traversability using fta . If the terrain is untraversable,
terminate and command the robot to stop.
3. Compute the velocity controls, (vctrl , ωctrl ), by applying the path tracking controller at the pose TMR̃ .
4. Update (vcurr , ωcurr ) according to (vctrl , ωctrl ) and the acceleration and speed
limits:
∆v = min(|vctrl − vcurr |, v̇max ∆td ) · sgn(vctrl − vcurr )
∆ω = min(|ωctrl − ωcurr |, ω̇max ∆td ) · sgn(ωctrl − ωcurr )
vcurr ← min(vcurr + ∆v, vmax )

(5.37)

ωcurr ← min(|ωcurr + ∆ω|, ωmax ) · sgn(ωcurr + ∆ω)
If the simulation terminates without detection of potential collisions, the control inputs to the real robot are given by the values of vctrl and ωctrl as computed in the first
iteration of the simulation. Hence, the path tracking controller inherently accounts
for the system delay.
Recovery behavior. In rare cases, this motion control framework can lead to situations where the robot cannot proceed in forward motion any more. For example, this
can happen when a moving object suddenly blocks the path of the robot and does
not go out of the way any more. To continue navigation in such events, we integrate
a simple recovery behavior that is triggered when the motion planner is unable to
compute any feasible trajectory. The robot is commanded to slowly move backwards
on a straight line path, while the safety layer is permanently active and the motion
planner continuously attempts to compute a feasible trajectory. As soon as the latter
is successful, navigation continues according to the regular scheme. The recovery
behavior is demonstrated in the experiment described in Section 5.8.4.

5.7.2

System Overview

Figure 5.27 gives an overview of the autonomous navigation system, showing its
building blocks and the data flow between the different modules. The system relies on measurements from three sensors mounted on the robotic vehicle: a 3D laser
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Figure 5.27: Autonomous navigation system. The three building blocks of the system are
represented by a module for map-based localization and map maintenance (localization and
mapping), a module for planning trajectories from the current robot pose to the desired goal
pose (motion planning and terrain assessment), and a module for high-rate path tracking and
hazard avoidance (motion control). Based on measurements from onboard sensors (laser, IMU,
encoders), the overall system computes suitable motion commands to navigate the robot safely
and efficiently to a user-specified goal pose.

scanner, an IMU, and wheel encoders. The corresponding point clouds, the vehicle’s orientation with respect to gravity (computed by an internal filter of the IMU),
and the odometry velocities are fed to the localization and mapping module (cf. Figure 5.4), which provides map-based localization of the vehicle in 6D (at 10 Hz in
our setup), and continuously updates its internal maps based on the incoming laser
measurements. In addition, it delivers a point cloud map for motion planning (cf.
Section 5.4.5) when requested by the motion planning module. This map consists
of an unordered set of 3D points as defined in Section 5.3.1; it does not contain any
information about the trajectory driven when mapping the environment. The motion
planner computes a trajectory, T , connecting the current robot pose with a goal pose
(specified by the operator or a mission planning module), using the terrain assessment
and planning methods described in Sections 5.5 and 5.6. The trajectory is replanned
as frequently as possible, since changes in the environment may require the trajectory
to be adapted. If the goal pose has not changed since the last successful trajectory
computation, the planner first inspects whether the previous solution trajectory is still
feasible with the latest map data. If this is the case, the previous solution is reused as
initial trajectory and only optimized locally, omitting the potentially expensive steps
of sampling-based initial trajectory generation and global optimization.
Finally, it is the task of the motion control module (cf. Section 5.7.1) to compute
suitable motion commands for the robot to make it follow the reference trajectory
provided by the motion planning module, and to ensure safety by stopping the vehicle
in case of an imminent collision. Unlike the planner, the motion control module is
147

5. AUTONOMOUS NAVIGATION BASED ON P OINT C LOUD M APS

designed to operate at a fixed frequency (10 Hz in our setup), which is crucial for
stable control and reliable detection of potential hazards.

5.8

Experiments

We analyze our motion planning and terrain assessment framework in an offline experiment involving a large number of random planner queries, using a point cloud
map recorded in a rough terrain environment (Section 5.8.1). Subsequently, we
present the results of extensive field tests with our robot ARTOR (cf. Chapter 3),
demonstrating the suitability of the proposed methods and algorithms for practical
application in outdoor robotic navigation. In particular, we tested the autonomous
navigation system (as summarized in Section 5.7.2) in three different scenarios, involving a total of more than 4 km of autonomous driving: long-range waypoint navigation in rough terrain (Section 5.8.2), navigation in a two-story parking garage (Section 5.8.3), and navigation in a dynamic environment (Section 5.8.4). Table 5.3 lists
the values of the motion control parameters used for the navigation experiments. The
terrain assessment and motion planning parameters were kept at the values listed in
Table 5.1 and Table 5.2, respectively. All experiments presented in the following
have been conducted with the same setup of the navigation system and the same set
of parameter values, without any environment-specific adaptations.
Table 5.3: Parameter values for motion control.
Category

Description

Symbol

Value

Dynamic robot constraints

maximum linear velocity
maximum angular velocity
max. linear acceleration/deceleration
max. angular acceleration/deceleration
system-inherent delay
minimum linear velocity
maximum tolerated lateral tracking error

vmax
ωmax
v̇max
ω̇max
∆td
vmin
εL,max

1 m/s
1 rad/s
0.8 m/s2
0.8 rad/s2
0.4 s
0.3 m/s
1.5 m

Path tracking controller

5.8.1

Quantitative Offline Evaluation

For a quantitative analysis of our motion planning and terrain assessment framework,
we conducted an experiment comprising 5000 different random planner queries. We
present a statistical evaluation of the results, focusing on two aspects: the runtimes
(computational complexity) of the three different stages of the planner, and the effectiveness of the two trajectory optimization methods (RRT∗ -based and local optimization). For this evaluation, we used the point cloud map recorded for the navigation experiment in Section 5.8.2, spanning an area of approximately 40 000 m2 in
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the unstructured, nonplanar terrain shown in Figure 5.30. For each planner query,
the respective planning map, M, was extracted from the graph of submaps with the
approach outlined in Section 5.4.5. The 5000 pairs of start and goal poses for the
planner queries were chosen according to the following procedure, ensuring the theoretical existance of a feasible trajectory between each pair:
1. Select a random point on the approximately 1 km long mapping path (the path
driven for recording the map).
2. Define the start pose at this point, with the heading angle randomly chosen
between −π and π.
3. Choose a random distance, dSG , between 10 m and 100 m, and a random direction (forward/backward).
4. Define the goal pose at the distance dSG from the start pose on the mapping
path depending on the chosen direction, with a random heading angle between
−π and π.
5. Check the traversability of the terrain in small areas around both poses (ensuring enough space for turning). Discard the pair of poses if the terrain is
untraversable.
The motion planner successfully found a feasible trajectory in all 5000 queries of
the experiment, resulting in 5000 different trajectories between 3.5 m and 121 m in
length, distributed as shown in Figure 5.28 on the left. The remaining diagrams in
Figure 5.28 demonstrate the effectiveness of the two trajectory optimization methods.
The RRT∗ -based optimization on the global level resulted in a path length reduction
of up to 77.6 %, with an average over all trajectories of 12.2 %. The local optimization
yielded trajectories improved by up to 22.9 % in cost (as defined in Equation 5.31),
with an average of 8.2 %.
Figure 5.29 analyzes the computational complexity of the three different planner
stages, on the basis of the runtimes measured during computation of the 5000 trajectories10 . The experiment was conducted with a C++ implementation of the planning framework, on a single core of a 2.6 GHz Intel Core i7 3720QM processor. The
results show that—in all three stages—the runtime and its variance increase approximately proportionally with the length of the computed trajectory. In average, the initial trajectory generation with the RRT planner is the least computationally expensive
of the three phases. However, the distribution of the RRT runtimes contains a considerable amount of outliers, reflective the randomness inherent to the approach and the
dependency of the required runtime on the complexity of the particular terrain (for ex10 Notice that these runtimes include all computations for terrain assessment, since the latter is embedded
in the planner and only executed on demand at specific query points.
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Figure 5.28: Statistical evaluation (5000 random planner queries) of the effectiveness of the
trajectory optimization algorithms: distribution of the length of the final trajectories (left), trajectory length reduction resulting from the RRT∗ -based optimization (middle), and reduction in
the trajectory cost (including length, curvature, and traversability as defined in Equation 5.31)
achieved by the local trajectory optimization (right). The dots represent individual trajectories,
and the dashed lines indicate the mean improvement in length and cost of 12.2 % and 8.2 %,
respectively. The outliers in the middle plot demonstrate the importance of trajectory optimization at the global level: the RRT∗ -based optimization algorithm is able to remove large detours
that may be included in paths computed by the RRT planner.
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Figure 5.29: Statistical evaluation (5000 random planner queries) of the planner’s computational complexity. The runtimes of all three stages increase roughly proportionally with the
length of the computed trajectory. Generation of the initial trajectory (RRT) is generally the
least expensive step (13.2 ms/m median runtime per meter trajectory). However, the inherent
randomness of the RRT planner leads to a certain number of outliers, in rare cases yielding
high runtimes, as shown in the rightmost chart. The runtimes of RRT∗ -based optimization
(median: 131 ms/m) and local optimization (median: 31.6 ms/m) depend on the chosen termination criteria, reflecting the selected compromise between optimality and computational
complexity.
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ample, narrow passages typically require disproportionately many tree expansions to
be detected). The trajectory optimization algorithms, especially the RRT∗ -based optimization, require more time than the initial path generation. However, these runtimes
depend on the specific, user-defined termination parameters, reflecting a selectable
compromise between optimality and computational complexity (the initial trajectory
already represents a valid solution to the planner query, satisfying all relevant constraints). Concerning the RRT∗ -based optimization, we have chosen a conservative
value for the termination criterion, which yields a high probability of eliminating all
larger detours in the path, but may result in relatively high average runtime.

5.8.2

Long-range Waypoint Navigation in Rough Terrain

The experiment described in this section was targeted at assessing the suitability of
the autonomous navigation system, particularly of the motion planning and terrain
assessment framework, for navigation over long distances in nonplanar, unstructured
outdoor terrain. It was conducted in a military testing ground for off-road vehicles in
Thun, Switzerland, featuring these exact characteristics. The area consists of numerous small hills and valleys, overlaid with a network of rough gravel paths, surrounded
by trees, bushes, and patches of grass, as shown in Figure 5.30.
The first step consisted of a mapping run: we manually steered the robot along an approximately 1 km long route, while running the ICP-based localization and mapping
system of Figure 5.3 (exploration) to create the initial graph of point cloud maps.
Subsequently, we defined 11 waypoints spread over the entire mapped area, each
consisting of a 3D position and a heading angle, represented in the map’s coordinate
frame. The robot’s task was defined as navigating to all 11 waypoints in sequential
order, starting at the same location as in the mapping run and using the navigation
system as described in Section 5.7.2. To avoid any operator interaction during the
experiment, we implemented a simple program for automatic switching between the
waypoints and sending the respective goal coordinates to the planner.
We conducted three runs of the same experiment, resulting in a total of 33 individual
start-to-goal navigation tasks between the waypoints. Figure 5.30 shows an aerial
view of the environment, with the poses of the waypoints and the paths driven by the
robot as measured by GPS11 . Table 5.4 summarizes the most important results of the
experiment. In total, the robot autonomously drove a distance of more than 3 km,
with an average speed slightly above 0.5 m/s. In each of the three runs, it reached
all 11 waypoints, reliably avoiding all hazards present in the environment, such as
sheers, obstacles (trees, bushes, rocks), and too steep paths. The localization and
11 Notice

that we did not use GPS data for localization, but for evaluation purposes only.
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Figure 5.30: Waypoint navigation experiment in rough terrain. The robot was instructed to
autonomously navigate to 11 waypoints, using previously recorded point cloud maps. The
left image shows the path driven for mapping the environment, and the autonomously driven
paths during the three runs of the experiment (measured with a GPS receiver on the robot).
Although the current navigation system requires all waypoints to lie within the mapped area, it
still allows navigation to places that are reasonably far away from the path of the mapping run
(e.g. waypoint 10). As shown in the photographs on the right (the letters mark the locations
where they were taken), the environment along the driven routes consisted of steep slopes (A),
patches of grass (B), rough, uneven gravel paths (C), hilly terrain (D), as well as wide, open
areas (E, F). Source aerial image: Bundesamt für Landestopografie swisstopo (Art. 30 GeoIV):
5704 000 000

mapping system, as well as the planning and terrain assessment module, operated
flawlessly over the course of the entire experiment. Although working reliably most
of the time, the motion control module turned out to be the most critical part of the
system, causing three situations that required short manual interventions (one in each
run, discussed below). However, neither of these cases posed any danger to the robot
or the environment.
The root of the motion control problems lies in the robot’s slow and imprecise lowlevel motor control (working at only 10 Hz, with a typical system delay of 0.4 s). As a
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Table 5.4: Waypoint navigation experiment in rough terrain: results.
Run ID

Distance (m)

Duration (min)

Average speed (m/s)

Interventions (duration (s))

1
2
3

1085
1130
1090

35.1
35.3
32.7

0.51
0.54
0.56

1 (13)
1 (7)
1 (6)

result—despite the efficient path tracking controller—the robot cannot always follow
the planned path with the desired accuracy, especially in slippery, uneven terrain.
We have incorporated this characteristic by defining a high maximum lateral path
tracking error (εL,max = 1.5 m), allowing relatively large deviations from the planned
trajectory without replanning the latter (which can be computationally expensive due
to the large distance between the waypoints). As a consequence of this, the robot
may drive through areas that have not been checked for traversability by the planner.
While this does not compromise safety12 , it may yield situations where the robot is
stopped by the safety layer due to an obstacle blocking the path, requiring a reverse
maneuver (recovery behavior) and replanning of the trajectory to the goal.
Over the course of the experiment, we observed this behavior several times. In most
cases, the robot reversed for a few meters and continued normal operation once the
planner had computed a new trajectory. However, two situations required short operator interventions (one in run 1 and one in run 2), since the recovery behavior
(reversing on a straight line) did not bring the robot to a place from where the planner could find a feasible trajectory for continuation in forward motion. In run 3, we
observed a different failure case: although commanded to drive forward by the motion control module, the robot did not move, potentially due to a temporal error in
the low-level motor control system. In all of these three cases, we manually steered
the robot for a few seconds (cf. Table 5.4), moving it to a traversable area where it
continued navigating autonomously.
The large distances between the waypoints in the experiment (up to more than 100 m)
resulted in relatively high runtimes of the motion planner. In most cases, the robot
stopped for several seconds when a waypoint was reached, until the trajectory leading
to the next waypoint was computed. Subsequently, since the environment was largely
static, the trajectories could typically be followed in continuous motion. Only in
rare cases, due to small changes in the environment or inaccurate path tracking, the
current planner trajectory had to be recomputed, which could cause the robot to stop
temporarily.
12 The

safety layer is always active and stops the robot in case of an imminent collision.
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5.8.3

Navigation in a Two-Story Parking Garage

Autonomous navigation in urban environments involves different challenges than
navigation in unstructured off-road terrain. While traversability assessment may be
less complex due to smooth and largely planar driving surfaces, man-made structures
may include complex topologies and narrow passages, posing a challenge for motion
planning and control. We conducted an experiment in a parking garage at the ETH
campus in Zurich, Switzerland, demonstrating the suitability of our approach for autonomous navigation in structured, urban environments including multi-level topologies. The garage consists of two floors, each containing several rows of parking spots,
numerous pillars, and some small fences. The entrance to the garage is located on the
upper floor, which is connected to the lower level by two narrow single-lane ramps,
one for each driving direction, as shown in the photographs of Figure 5.31.
With the exception of the nature of the environment, the setup of the experiment was
similar to the one described in Section 5.8.2. In the mapping run, we manually steered
the robot along the officially prescribed route for cars: starting at the upper level,
we drove down via the first ramp, did one full round at the lower level, and finally
returned to the upper level using the second ramp. For autonomous navigation, we
defined the start pose at the entrance of the garage on the upper level. The robot was
instructed to navigate to three waypoints (defined by position and heading), the first
one located on the lower level, approximately below the starting point, the second
one on the other end of the lower level, and the third one again on the upper level.
We conducted three runs of the experiment, each with the exact same setup. Figure 5.31 shows a top view on a point cloud map of the parking garage, with the poses
of the waypoints and the paths driven by the robot. Table 5.5 lists the most important results of the experiment. The robot successfully completed each run without
any operator interaction, reaching all predefined waypoints. The complex, two-level
topology and the general narrowness of the garage rendered both planning and execution of trajectories more challenging than in spacious outdoor terrain, resulting in
a slightly lower average speed compared to the previous experiment. In the middle of
the lower floor, a small fence with two narrow openings (shown in the photographs
C an H in Figure 5.31) separates the two traffic lanes. In all three runs, the planner
successfully detected these openings, resulting in significantly shorter trajectories between the start and waypoint 1 and between waypoint 2 and 3 compared to the path
driven in the mapping run.
The environment was largely static during the experiment, and most of the parking
spots were empty. From this point of view, some of the paths driven on the relatively
wide road between waypoint 1 and 2 appear slightly suboptimal and too twisty. This
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Figure 5.31: Waypoint navigation experiment in a two-story parking garage. Starting at the
entrance of the garage on the upper level, the robot was instructed to navigate to three waypoints (1 and 2 on the lower floor, 3 on the upper floor). The figure shows a top view on a point
cloud map of the environment, with the manually driven path for initial mapping (along the
official route through the garage), and the paths driven autonomously during the three runs of
the experiment (measured by the ICP-based localization system). The photographs show the
robot in different places along a typical route in sequential order, with the letters marking the
locations in the map where the pictures have been taken.

Table 5.5: Waypoint navigation experiment in two-story parking garage: results.
Run ID

Distance (m)

Duration (min)

Average speed (m/s)

Interventions (duration (s))

1
2
3

301
272
287

14.5
10.9
12.7

0.35
0.42
0.38

0 (0)
0 (0)
0 (0)

is partly due to the limited amount of computation assigned to trajectory optimization
(RRT∗ ), and partly due to imprecise path tracking resulting from the shortcomings of
the low-level motor control discussed in Section 5.8.2. Moreover, similar to the experiment in rough terrain, the latter yielded several situations that required the robot
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to stop and plan a new trajectory, sometimes combined with a reverse maneuver (recovery behavior). However, all these cases were handled fully autonomously.

5.8.4

Navigation in a Dynamic Environment

Dynamic environments represent a challenge for all different components of an autonomous navigation system. Localization must be robust to outliers, the mapping
framework needs to constantly update the maps of the environment, the planner must
be able to dynamically adapt or recompute trajectories when new information is available, and the motion control layer needs to react quickly to moving objects in order
to avoid collisions. We conducted an experiment in a dynamic environment, demonstrating the suitability of our autonomous navigation system for application in places
that change over time and may be populated by other moving agents. In particular,
we show that continuously updating the point cloud maps and estimating the points’
probability of being dynamic (Section 5.4.3) allow the planning and terrain assessment module to react to changes in the environment by recomputing the trajectory if
necessary. Moreover, we demonstrate how the safety layer and the recovery behavior embedded in the motion control module (Section 5.7.1) enable safe autonomous
navigation even in the presence of quickly moving other agents.
The experiment was conducted in an underground parking garage at the ETH campus
in Zurich, Switzerland. The robot was repeatedly tasked to navigate to a predefined
goal location inside the garage, starting outside at the top of a wide ramp representing the access to the garage. In total, we conducted six runs of the experiment,
each with the same start and goal locations, but making various modifications in the
environment. An initial graph of point cloud maps was created during a manually
controlled mapping run. During the autonomous runs—all completed without any
operator interventions—, these maps were continuously updated by our ICP-based
localization and mapping module. Hence, each run started with the maps representing the most recent estimate of the environment’s geometry.
Figure 5.32 shows the trajectories driven in the six runs of the experiment, each plotted in a planning map representing the static part of the environment as estimated at
the end of the respective run, along with corresponding pictures of the environment.
For the first run, the environment was not modified with respect to the state during
the mapping run. The robot drove down the ramp, smoothly turning to the left by 90
degrees, and proceeding on a largely straight path to the goal. For the second run, we
blocked the previously driven path by placing an obstacle (a small trailer) between a
large pillar and the wall of the garage. This modification was not visible to the robot
unless it entered the garage (at the end of the access ramp). Hence, the planner initially computed a similar path than in first run. However, once the trailer appeared in
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Figure 5.32: Navigation experiment in a dynamic environment. The robot was tasked to
navigate six times to a given goal pose (G) inside a parking garage, starting outside on top
of the garage’s access ramp (S), while various modifications were made in the environment.
The figure shows the six trajectories driven by the robot (as measured by ICP localization),
each drawn on the planning maps of the place as estimated at the end of the respective run
(colored according to the computed terrain roughness). As shown in the photographs, we
blocked the path with a trailer for the second and third run. In the fourth run, a person was
walking around and twice blocked the robot’s path (at the locations marked with a pentagon).
The runs 1, 5, and 6 were conducted in static environment without additional obstacles. The
resulting trajectories—all driven completely autonomously—demonstrate how continuous map
updates combined with real-time collision checking (safety layer) allow the system to react
appropriately to changes in the environment.

the FOV of the laser, the map was updated, and the planned trajectory was identified
as unfeasible. The robot stopped for a short moment (at the kink in the trajectory
after the entrance to the garage) until the planner had computed an alternative trajectory to the goal, avoiding the newly added obstacle through a narrow passage on the
right. Between the second and the third run, the environment was not modified. However, at this time the trailer was recorded in the map (visible in the figures), allowing
the planner to compute a feasible trajectory for the entire route from the beginning.
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As a consequence, the robot reached the goal on a smoother trajectory and without
stopping on the way.
For the fourth run, we removed the trailer again. Instead, a person was constantly
walking around in the FOV of the laser, and twice deliberately blocked the robot’s
path. The first time, this was done immediately in front of the robot. The safety
layer detected the imminent collision and stopped the vehicle, and the recovery behavior was triggered, since the person did not move out of the way and the robot was
too close to drive around in forward motion. It reversed, computed a new, collision
free trajectory, and continued navigation. Close to the goal, the person blocked the
way once more, this time a few meters ahead of the robot. Hence, the planner had
enough time to compute an avoidance maneuver, allowing the robot to proceed without stopping. In the meantime, the trailer had (at least partially) been removed from
the map, allowing the robot to drive to the goal on a similar path than in the first
run. Finally, we conducted two more runs without any additional obstacles (the same
setup as in the first run), targeted at demonstrating that objects are eventually completely removed from the maps when they have disappeared from the environment.
We assumed that after the fourth run (dynamic environment) the maps might still be
polluted by some traces of the walking person. However, it turned out that the respective points were classified reliably as highly dynamic already during the experiment,
resulting in a clean map of the static part at the end of the run. Hence, the trajectories
of the robot in the two last runs were—as desired—very similar to the one in the first
run.

5.9

Summary

This chapter presented a complete system for autonomous navigation of ground robots
in arbitrarily complex 3D environments. At the core of the approach is a motion planner combining sampling-based planning and local trajectory optimization to compute system-compliant trajectories in the full 6D space of robot poses. The proposed
“on demand” terrain assessment module enables planning directly on 3D point cloud
maps, without explicit surface reconstruction, and without any artificial discretization
of maps or trajectories. We have integrated these algorithms with ICP-based localization and mapping, path tracking control, and real-time local obstacle detection, resulting in a complete system for autonomous navigation in GPS-denied environments.
The effectiveness and practicality of the proposed methods has been demonstrated in
field tests involving several kilometers of autonomous driving in largely different environments: rough, unstructured outdoor terrain, a two-level parking garage, and a
dynamic urban environment spanning outdoor and indoor areas.
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Though the planning and terrain assessment algorithms are connected to each other
by the motivation of this work—enabling navigation in 3D environments based on
point cloud maps—, their application is not restricted to the one shown in this chapter. The motion planner could be used with any other terrain assessment method providing the same functionality as ours, namely mapping a 6D query pose to a terraincompliant pose and a corresponding scalar traversability value. The proposed trajectory optimization algorithm is a general approach for local refinement of ground
robot trajectories on 3D terrain, with the advantages of respecting all system constraints and not requiring computation of optimization gradients. Finally, the terrain
assessment method can be seen as a general approach for identification of geometry
and traversability of surfaces represented as point clouds.
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Conclusion and Future Directions

This thesis addressed the problem of autonomous navigation with ground robots in
nonplanar, nonstatic, GPS-denied environments. A highly scalable localization and
mapping framework based on 3D laser ranging and ICP matching was developed,
providing accurate 6D localization and 3D point cloud maps in both static and dynamic environments, independent of lighting and weather conditions. Moreover, an
algorithm for system-compliant global motion planning in generic nonplanar environments was presented, along with a method for assessing the traversability and the
geometry of the terrain based on point cloud maps produced by the localization and
mapping system. The proposed approach allows to compute trajectories directly on
point cloud maps representing arbitrarily complex 3D geometries, without explicit
surface reconstruction or topology extraction.
Integrating these algorithms, two complete autonomous navigation systems were developed: one for driving along known routes (T&R) and one for unrestricted navigation in previously mapped areas, both suitable for nonplanar off-road terrain as well
as for dynamic urban environments. All of these algorithms were developed with a
focus on practicality. Finally, they were integrated on the robot ARTOR and successfully tested in extensive field experiments, demonstrating reliable, GPS-independent
autonomous navigation in the kilometer range in different environments.
Nevertheless, the presented approaches can be improved and extended in many respects. The remainder of this chapter discusses potential future research directions,
structured according to the different building blocks of autonomous navigation.
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6.1

Localization and Mapping

The current ICP-based localization and mapping system (Section 5.4) operates in two
different modes. In the exploration mode, a topological/metric map—a chain of local
submaps connected by relative transformations—is built along the robot’s path, using incremental localization. In the navigation mode, the recorded submaps are used
for localization and continuously updated to incorporate changes in the environment.
However, the topological structure of the map remains invariant. The flexibility of
the system could be increased by combining the two modes and adapting the framework to enable automatic switching between mapping (exploration) and map-based
localization (navigation), similar to the approach of Churchill and Newman (2013)
in their “experience-based navigation” framework. The graph of submaps may be
dynamically extended when the robot moves to unexplored terrain (resulting in a
tree of submaps rather than a chain, as implemented in the framework of Stenning,
McManus, and Barfoot (2013)), while automatically changing back to map-based localization when entering previously mapped terrain to avoid multiple maps covering
the same area.
Moreover, the tree of submaps could be extended to a network by detecting loop
closures and appending additional edges (relative transformations) to the graph, connecting submaps that are metrically close yet topologically far from each other. This
could increase the efficiency of global motion planning and navigation by avoiding
potential detours induced by the topological structure of the map. As shown by Es and
Barfoot (2015), adding loop closures does not require global metric consistency of
the map, since metric information—rather than being represented in a single, global
coordinate frame—is retained in local submaps connected to each other by relative
transformations. Nevertheless, it could be worthwhile to optimize the transformations
between the submaps on the global level (potentially in offline processing), as largescale metric consistency may be beneficial for motion planning over large distances
and for visualization purposes.
Apart from these enhancements, it would be interesting to investigate how the 3D
laser scanner can be replaced or combined with different types of sensors, such as
visual or thermal cameras. A purely camera-based approach would significantly reduce cost of the required hardware, but may compromise the system’s independence
to lighting and weather conditions as well as the accuracy of the 3D maps in the far
range relative to the robot. Combining the current laser-based approach with camerabased localization and mapping could improve the robustness of the system and reduce the probability of failures. ICP requires sufficient 3D structure in the environment, while appearance-based localization relies on a certain amount of texture in the
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observed terrain. A combined approach could compensate for the disadvantages of
the individual methods and augment the system’s scope of application.

6.2

Terrain Assessment

The presented method for estimating the traversability of the terrain on the basis of
point cloud maps (Section 5.5) is a deterministic parametric approach. It was shown
that careful selection of the algorithm’s parameters yields reliable traversability classification in many different environments. However, the parameters are vehiclespecific, and it remains unclear whether the algorithm generalizes to types of terrain
that have not been considered in the design phase. Moreover, the traversability classification may be overly conservative, since the proposed terrain roughness estimation
is isotropic, while the robot’s capability of negotiating specific obstacles may depend
on the driving direction.
These drawbacks could be alleviated by enabling the system to learn from experience,
which can be seen as a beneficial compromise between classical T&R (blindly relying
on permanent traversability of taught paths) and the proposed map-based terrain assessment (discarding any information about previously traversed terrain). Examples
of traversable terrain are trivially obtained by recording the part of the map traversed
by the robot in normal operation, while untraversable patches could be identified on
the basis of operator interventions during autonomous navigation, for example. Based
on this data, the initially hand-tuned parameters of the traversability assessment algorithm could be dynamically adapted using machine learning methods. Alternatively,
hand-tuning could be avoided completely by implementing an approach similar to
the method of Berczi, Posner, and Barfoot (2015), where a terrain assessment model
is learned while manually driving the robot over different types of negotiable terrain
and occasionally stopping in front of obstacles to collect examples of untraversable
terrain.

6.3

Motion Planning

The motion planning approach developed in Section 5.6 allows to plan system-compliant trajectories between any two poses contained in a point cloud map. In the
presented navigation system, it is used for global planning, and the full trajectory
is replanned if a part of it is detected to lead over untraversable terrain after a map
update. However, the computational complexity of planning and terrain assessment
increases proportionally with the length of the trajectory, resulting in high runtimes
if the navigation goal is far away. This problem could be addressed by a selective
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replanning algorithm, updating only those parts of the trajectory that are actually in
collision with an obstacle.
The proposed planner incorporates dynamic vehicle constraints by computing curvature-continuous trajectories (up to a selectable level of approximation), which can
be traversed with a constant linear speed and a continuous angular velocity profile.
However, planning trajectories for driving at high speed requires further investigation.
One idea is to augment the geometric trajectories with a velocity profile in the planning phase, and to replace the global maximum curvature restriction with an adaptive,
speed-dependent limit. The trajectories could be optimized for minimum traversal
time rather than minimum length. Furthermore, the planning algorithm could be extended to enable complex maneuvers such as three-point-turns. The current version
is restricted to forward motions, although many robotic vehicles are able to drive
in two directions. In certain situations, especially in narrow environments, reverse
maneuvers may be beneficial or even required to reach the specified goal pose.
Apart from these improvements for global planning, it would be worthwhile to investigate how the concept of planning on point cloud maps can be applied to local planning and obstacle avoidance in highly dynamic environments. Existing techniques for
navigation among other moving agents typically assume planar terrain (Berg et al.,
2011; Petti and Fraichard, 2005). However, applications like search and rescue in disaster environments may require navigation in nonplanar areas crowded with people
and other dynamic obstacles.
Finally, it would be interesting to integrate the presented motion planner with a
higher-level planning framework for autonomous exploration of completely unknown
environments. Exploration planning could include guiding the robot towards a goal
in unknown terrain by computing intermediate waypoints based on the current map,
which may be gradually expanded during navigation. Apart from goal acquisition,
coverage planning algorithms could be applied to explore and map the entire area
inside a user-defined boundary.
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Gingras, D., Dupuis, É., Payre, G., and Lafontaine, J. de (2010). “Path Planning Based
on Fluid Mechanics for Mobile Robots Using Unstructured Terrain Models”. In:
Proceedings of the IEEE International Conference on Robotics and Automation
(ICRA), pp. 1978–1984.
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Siméon, T and Dacre-Wright, B (1993). “A Practical Motion Planner for All-terrain
Mobile Robots”. In: Proceedings of the IEEE/RSJ International Conference on
Intelligent Robots and Systems (IROS), pp. 1357–1363.
Singh, S., Simmons, R., Smith, T., Stentz, A., Verma, V., Yahja, A., and Schwehr, K.
(2000). “Recent Progress in Local and Global Traversability for Planetary Rovers”.
In: Proceedings of the IEEE International Conference on Robotics and Automation
(ICRA), pp. 1194–1200.
Sofman, B., Lin, E., Bagnell, J. A., Cole, J., Vandapel, N., and Stentz, A. (2006).
“Improving Robot Navigation through Self-Supervised Online Learning”. Journal
of Field Robotics 23.11/12, pp. 1059–1075.

176

BIBLIOGRAPHY

Stenning, B., Osinski, G. R., Barfoot, T. D., Basic, G., Beauchamp, M., Daly, M.,
Francis, R., Furgale, P., Gammell, J, Ghafoor, N., Jasiobedzki, P., Lambert, A.,
Leung, K., Mader, M., Marion, C., McCullough, E., McManus, C., Moores, J., and
Preston, L. J. (2012). “Planetary Surface Exploration Using a Network of Reusable
Paths : a Paradigm for Parallel Science Investigations”. In: Proceedings of the 11th
International Symposium on Artificial Intelligence, Robotics and Automation in
Space (iSAIRAS).
Stenning, B. E., McManus, C., and Barfoot, T. D. (2013). “Planning using a Network
of Reusable Paths : A Physical Embodiment of a Rapidly Exploring Random Tree”.
Journal of Field Robotics 30.6, pp. 916–950.
Stentz, A. and Hebert, M. (1995). “A Complete Navigation System for Goal Acquisition in Unknown Environments”. Autonomous Robots 2.2, pp. 127–145.
Stewart, A. D. and Newman, P. (2012). “LAPS - Localisation using Appearance of
Prior Structure: 6-DoF Monocular Camera Localisation using Prior Pointclouds”.
In: Proceedings of the IEEE International Conference on Robotics and Automation
(ICRA), pp. 2625 –2632.
Stoyanov, T., Magnusson, M., Andreasson, H., and Lilienthal, A. J. (2010). “Path
Planning in 3D Environments using the Normal Distributions Transform”. In: Proceedings of the IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), pp. 3263–3268.
Stumm, E., Breitenmoser, A., Pomerleau, F., Pradalier, C., and Siegwart, R. (2012).
“Tensor-voting-based navigation for robotic inspection of 3D surfaces using lidar
point clouds”. The International Journal of Robotics Research 31.12, pp. 1465–
1488.
Sun, Z. and Reif, J. H. (2005). “On Finding Energy-Minimizing Paths on Terrains”.
IEEE Transactions on Robotics 21.1, pp. 102–114.
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