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Abstract
Acquiring dense 3D models automatically from a collection of images
has been one of the core research topics in computer vision over the
last two decades and has reached a level of maturity where it starts to
be used commercially. However, for many practical use cases having a
purely geometric 3D reconstruction is not sufficient. A segmentation
into individual objects and their semantic classes plays an important
role for example in robotics or architectural applications. While for
some applications the lack of semantic information can be compensated
by user interaction this is not a viable option for others. Hence, there
is a need for obtaining semantic 3D models fully automatically from
images.
This thesis introduces several algorithms which exploit semantic information in the form of geometric priors or facilitate a joint reconstruction
and semantic segmentation. By reasoning about semantics and geometry jointly, better results are achieved than for each task individually.
For self-driving cars a method is presented which extracts obstacles
out of fisheye images in real-time and eventually computes a semantic segmentation of the 2D plane into obstacles and drivable area. For
reconstructing datasets of buildings taken from the ground a joint reconstruction and semantic segmentation approach is introduced. The
main idea is to segment the 3D volume into different semantic classes
plus a free space class. This makes it possible for the reconstruction
and segmentation task to benefit from each other. Further, 3D object
shape priors are included into the formulation to tackle objects where
the geometry can not otherwise be accurately reconstructed due to missing data in textureless and other difficult areas in the images. For some
applications, the final goal is the reconstruction from only a single viewpoint. To this end, an approach for man-made environments which segments the scene into piece-wise planar patches and an approach which

xi

Abstract
uses the information of a surface normal classifier are introduced. The
latter method achieves plausible 3D reconstructions from a single color
image when combined with a single view depth classifier.

xii

Zusammenfassung
Digitale 3D Modelle vollautomatisch aus Bildern zu erfassen ist seit
mehr als zwei Jahrzehnten eines der Kerngebiete in der Computer Vision. Dadurch wurde ein Niveau erreicht das eine kommerzielle Verwendung ermöglicht. Allerdings ist für viele praktische Anwendungen eine
rein geometrische 3D Rekonstruktion nicht genügend. Eine Segmentierung in einzelne Objekte und deren semantische Klassen spielt eine
wichtige Rolle, zum Beispiel in der Robotik und Architektur. Während
für einige Anwendungen der Mangel von semantischer Information durch
manuelle Benutzerinteraktion kompensiert werden kann ist dies für andere Anwendungen keine gangbare Option. Deshalb herrscht ein Bedarf
für Methoden die vollautomatisch semantische 3D Modelle aus Bildern
generieren können.
Diese Arbeit führt mehrere Algorithmen ein die semantische Information in Form von geometrischen Vorkentnissen oder gemeinsamer
Rekonstruktion und semantischer Segmentierung ausnützen. Durch das
gemeinsame begründen von Geometrie und Semantik können bessere
Resultate erzielt werden als wenn beide Aufgaben einzeln gelöst werden.
Für selbst fahrende Autos werden Methoden präsentiert die Hindernisse aus Fischaugenbildern in Echtzeit extrahieren und schlussendlich
eine semantische Segmentierung der 2D Ebene in Hindernisse und fahrbaren Bereich berechnen. Für die Rekonstruktion von Datensätzen von
Gebäuden die vom Boden aufgenommen wurden, wird ein Ansatz eingeführt der gemeinsam rekonstruiert und segmentiert. Die Hauptidee ist
es, das 3D Volumen in verschiedene semantische Klassen und eine Klasse
für den freien Raum zu segmentieren. Dies ermöglicht es dass beide Aufgaben voneinander profitieren. Des weiteren werden Vorkentnisse über
die Form von 3D Objekten bestimmter Klassen, die sonst nicht genau
rekonstruiert werden können wegen fehlender Daten in nicht texturi-

xiii

Zusammenfassung
erten oder sonst schwierigen Bildbereichen, in die Formulierung eingebunden. Für einige Applikationen ist es das Ziel eine Rekonstruktion
von einer einzelnen Ansicht aus zu generieren. Dazu wird ein Ansatz für
vom Mensch gefertigte Umgebungen eingeführt der die Szene in stückweise planare Flächen aufteilt und ein Ansatz der einen Klassifizierer
verwendet der die Oberflächenrichtung schätzt. Der zweite Ansatz ermöglicht plausible 3D Rekonstruktionen von nur einem einzelnen Farbbild wenn er zusammen mit einem Algorithmus der die Tiefe von einem
einzelnen Farbbild schätzt verwendet wird.

xiv

1. Introduction
Digitally modeling real-world environments and objects in 3D automatically from a set of input images has been studied extensively in the last
two decades. The goal is to generate a digital copy of a real-world object
or environment. Applications of such technology are manifold. While
for some applications the digital 3D model is the final goal, for others
digital 3D reconstruction is used as a preliminary step. For example,
digital 3D models can serve as an archive for artwork or archaeological sites. The Digital Michelangelo project [LPC+ 00] scanned many of
Michelangelo’s sculptures and reconstructed them digitally in 3D. The
MURALE project developed technologies to capture and visualize archaeological sites [VGPPZ02]. Another use case is movie productions.
The system presented in [DTM96] has been used to generate special
effects for first class movies such as The Matrix. A recently emerging technology is 3D printing, which facilitates physical manufacturing
of digital 3D models. Digital reconstructions of environments is also
an important feature in robotics. A robot needs to be aware of its
surroundings to do path planning and sense obstacles. For such applications, generating a 3D model is often a preliminary step. Once a 3D
reconstruction of the environment is available the robot needs to understand in which space it can freely move and where the obstacles are.
An example of such a system for the application to self-driving cars is
[BFP09]. Another area where the semantics of geometry plays an important role is Computer Aided Design (CAD). Assuming an architect
wants to scan an existing building as a starting point for redesign, a system which is able to automatically distinguish between semantic classes
such as building, ground or vegetation might be very helpful. Directly
giving the users a segmented 3D model can reduce the time needed to
manually adjust the raw scan.
The main objective of this thesis is to reason about geometry and se-
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mantics in a joint fashion. While many state of the art algorithms treat
these two problems separately, this thesis introduces methods which
render it possible to reason about semantics and geometry in a joint
optimization problem with the goal of achieving better results for both
individual problems.
In order to generate a digital 3D reconstruction, a sensor that is
able to measure the real-world 3D geometry is required. There are two
groups of sensors: active and passive sensors. Amongst active sensors
the most popular ones are laser scanners, structured light sensors or
time-of-flight cameras. Laser scanners measure the 3D location of a
point using a single laser beam and therefore only a single 3D point
can be measured per time instance. In order to scan a 3D geometry
densely with a laser scanner, rotating mirrors are used. Structured
light sensors project a light pattern into the scene which is observed
by a camera. This facilitates the dense estimation of a 3D location
for each image pixel, which is described as a depth map in the camera
coordinate frame. A time-of-flight camera measures a depth map by
densely estimating the time it takes until emitted light is reflected back
to the camera. All active sensors have a limited range which depends on
the amount of light they emit. Passive sensors such as photo cameras are
also used to measure the 3D geometry. Here multiple images of the same
geometry are taken. By establishing pixel-wise correspondences between
the images the 3D geometry is estimated through triangulation. The
procedure of finding pixel-wise correspondences is normally referred to
as computational stereo or stereo matching. We distinguish between two
different setups: the binocular setup, where two cameras are mounted
on a fixed rig and two images are always taken exactly at the same
time, similar to the human visual system, and multi-view stereo where
a collection of images which do not necessarily have a specific structure
is used. Cameras have the advantage over active systems that they work
in a wide range of environmental conditions, need little maintenance,
are cheap and omni-present in current systems. The experiments in this
thesis are done purely using depth measurements from stereo matching
but many of the algorithms presented are not limited to this type of
data. What is common to all sensor types is that in order to get a
complete and consistent 3D model multiple measurements need to be
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fused into a consistent representation. To tackle noise in the input
data an optimization that prefers smooth solutions is often utilized.
Introducing semantic information and geometric priors into the fusion
part of the reconstruction procedure is the main focus of this thesis.
Semantic information from images is often extracted on a per pixel or
per super-pixel level. A feature representation of a pixel and its context
is extracted from the image. Such features try to capture the texture
of the image, predominant gradients, color and much more information
that can be extracted from color images. Using ground truth labeled
images, machine learning classifiers are trained on a hand crafted feature
representation. Alternatively, the features may also be learned from the
training data, using a convolutional neural network (CNN). The output
of such a system is a per-pixel or per super-pixel likelihood for each of
the semantic classes. Often these raw classifier responses are noisy and
do not follow image edges. Therefore the final result is often derived by
a global optimization in the form of a Markov Random Field (MRF)
formulation or by minimizing a convex optimization problem formulated
in a continuous domain. Various different smoothness priors have been
proposed. Generally priors which penalize non-smooth solutions are
utilized. More task specific priors, such as priors that prefer the solution
to be aligned with strong gradients in images, prefer connected solutions
or specific boundary directions between semantic labels, may be used.
Traditionally, the optimization of 3D geometry and semantic labels
in images have been formulated as two separate optimization problems.
This thesis introduces methods that combine semantic and geometric
information in a joint fusion process. The semantics of 3D geometry
can be expressed on different levels of granularity. In order to navigate
a self-driving car it can be sufficient to distinguish between drivable
geometry and obstacles. For cadastral or facility management applications this thesis suggests the use of more fine grained classes such
as ground, building and vegetation. Even though this is still a rather
coarse segmentation there are significant interdependencies between the
geometry and the semantics. For example, the ground class will have
a strong preference to be horizontal and likewise horizontal geometry
will have a strong preference to be ground. Considering also interfaces
between semantic classes which cannot be directly observed, such as
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the interface between the ground and the building, facilitates to utilize prior knowledge about their geometry. For the reconstruction of a
specific object such as a car, where a strong shape similarity between
different examples within a class exists, object specific shape priors are
a promising direction. The shape prior formulations proposed in this
thesis, also directly provide a segmentation from the object and its surroundings.
On a depth map level, geometric priors that segment the scene into
piece-wise planar patches or a pixel-wise surface normal classifier are
used to improve the geometry. They work with much less images than
the aforementioned techniques. In the extreme case a 3D reconstruction
is inferred from a single color image. Before introducing the individual
parts of this thesis in more detail a generic dense 3D reconstruction
pipeline from images is outlined.

1.1. A Dense 3D Reconstruction Pipeline
The dense 3D reconstruction pipeline outlined in the following is a
generic pipeline. Many approaches presented in the literature can be
understood as an instance of this pipeline or parts of it. The input are
images taken by a camera; the output is a dense 3D model. The pipeline
is split into three steps.
1. Structure-from-Motion
2. Dense Stereo
3. 3D model computation
Structure-from-Motion Starting from a set of images the goal of this
step is to extract the motion, which is usually represented as camera
poses (location and orientation), and the scene structure, which is commonly defined as a sparse set of 3D points. Many of the fundamental
results in projective geometry are covered in detail in [HZ04]. The main
methodology used for structure-from-motion step is the detection of
salient points in the input images, establishing correspondences between
images with a subsequent triangulation and refinement of the 3D points
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and camera poses. However, this step usually involves a whole pipeline
in itself. In this thesis pre-existing Structure-from-Motion pipelines are
used [ZKP10, Wu11].
Dense Stereo Usually only a sparse set of 3D points is computed
in the Structure-from-Motion step. Some systems might even rely on
additional sensors such as inertial measurement units (IMU) or wheel
odometry, and infer the motion without computing any scene structure.
The goal of this step is to get dense measurements of the 3D geometry.
One very popular approach is computing a dense pixel-wise depth map.
This is done by finding for each pixel the corresponding pixel in one
or multiple other images. This process is known as stereo matching.
For the classical binocular stereo setup where two cameras are placed
on a fixed rig next to each other, the search space is restricted to the
image scan lines. The output of this part is often a set of depth maps.
However, sometimes the whole per-view cost volume is used or some
approaches directly compute a single global cost volume for the whole
geometry. Often, the latter approaches rely on visual hulls computed
from image silhouettes. This thesis generally follows the approach of
doing dense matching in image space and extract a depth map or use
the whole cost volume.
3D Model Computation There are different representations used for
3D models. If only a single view is considered the final 3D reconstruction is typically represented as depth map. In this case the final step
often utilizes an energy optimization to regularize the depth map. For
the multiple view case popular representations are point sets, meshes or
volumetric representations. In the volumetric representation the surface
is represented implicitly by a segmentation of a volume to the interior
and exterior of the object. A mesh can be extracted as the surface
between the two areas. One particular advantage of the volumetric representation is that the extracted mesh is always watertight and explicit
handling of different topologies is usually not needed. The general strategy is to bring all the information from all the views into the common
representation and formulate the inference of the final geometry as an
energy minimization problem.

5

1. Introduction

1.2. Thesis Overview
This thesis describes several methods that facilitate the use of semantic
information and geometric priors at different places within the dense
3D reconstruction pipeline for different applications. The thesis is split
into three parts.
In Part I a real-time system for obstacle detection on self-driving cars
is presented. This system allows for a surround view thanks to a four
fisheye camera system. Chapter 3 introduces a dense stereo matching
approach in which multiple fisheye images are directly matched without
prior conversion to pinhole images or any other rectification apart from
removing lens imperfections. As a result depth maps which cover the
whole field-of-view of the fisheye images are extracted. Using a graphics
processing unit (GPU) the depth maps can be computed at real-time
frame rates. Chapter 4 describes the system as a whole. The camera
poses are recovered from the vehicle’s wheel odometry. In the next step,
fisheye depth maps are computed using the method described in Chapter 3. In the last step of this dense 3D reconstruction pipeline basic
semantic information is used, namely whether or not certain geometry
is an obstacle. At the same time the data is compressed to a level which
is sufficient for autonomous driving tasks. At first, obstacles are extracted from a single depth map by taking into account that the vehicle
drives on a ground plane and everything sticking out is an obstacle. In
a second step the obstacle information extracted from multiple depth
maps is fused into one global representation. This system runs in realtime and is integrated into the self-driving cars of the V-Charge project
[FSR+ 13, SBT+ 16]. Example images, depth maps and an obstacle map
are depicted in Figure 1.1
Part II as a whole describes a system which facilitates joint reconstruction and semantic segmentation using 3D object shape priors. Some
example results are depicted in Figure 1.2. Chapter 5 introduces the
underlying continuously inspired convex multi-label formulation. The
connection between continuous multi-label segmentation formulations
and purely discrete formulations is established. In both formulations
the label space is discrete. The former treats the segmented space as
a continuous space and the later uses a discrete graph representation
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Figure 1.1.: Example results of the dense mapping system for self-driving
cars presented in Part I. (Left) example input image, (middle) example
depth map (red close, blue far), (right) example obstacle map (green
drivable, red obstacle, black unobserved)

of the segmented space, respectively. While for numerical optimization
also in the former case discretization is required, a continuous formulation leads to less metrication artifacts in the solution compared to
a purely discrete formulation. However, continuous formulations come
with the restriction that the smoothness cost needs to form a metric over
the label space. From the connection between continuous and discrete
formulations a continuously inspired formulation that does not come
with this restriction, is derived in Chapter 5. The formulation works
directly on the discretized form of the originally continuous formulation
and allows for spatially varying anisotropic penalization of surface areas
of the segmentation boundaries. This formulation is then used in Chapter 6 to tackle the final step of the dense 3D reconstruction pipeline,
the 3D model computation, as a joint formulation of dense geometry
and semantic labels. The formulation takes as input depth maps and
pixel-wise semantic classifier scores and outputs a segmentation of a volume into multiple semantic classes plus a free space class. Due to the
volumetric multi-label formulation, surfaces between all semantic labels
are represented. The visible geometry is represented as the transition
of solid classes to the free space class. From training data the likelihood
of directions of surfaces between the labels is trained and included into
the optimization as geometric prior. This method is applied to datasets
of terrestrial images of buildings. An example in such datasets is that
the most likely direction of a surface between ground and free space is
horizontal with an upwards pointing normal. Another example is that
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a horizontal surface between ground and building where building is underneath the ground is very unlikely. These ideas are then extended in
Chapter 7 to formulate class-specific 3D object shape priors. Here the
main idea is that for objects which are very difficult to reconstruct due
to reflective, translucent or textureless areas in the input images, the
similarity between shapes of the same class can be exploited to guide
the regularization. For example, looking at the roof of a car we always
expect a roughly horizontal surface and the windshield is always roughly
on a 45◦ angle. This leads to an algorithm where the statistics of surface normal direction is captured locally on a set of training shapes.
These captured statistics are then used in the optimization to penalize
surface directions according to their likelihood. This is integrated into
a multi-label framework which renders proper treatment of the immediate surroundings of the objects possible. For example a car is properly
segmented from the ground it is standing on. This formulation has the
drawback that surface direction statistics need to be stored locally at
every place in the volume. In Chapter 8 an alternative approach with
no position dependence on the regularization term is introduced. The
idea is to segment the object into a set of convex parts which can be described with a single spatially homogeneous smoothness term for each of
the transitions between individual segments. This method is applied to
various object classes such as tables, trees or mugs. The segmentation
of a table is, for example, table legs and table top plus a class for the
ground on which the table stands. Here the transition between table leg
and free space has a strong preference to be a vertical surface. On the
bottom and the top of the table leg a horizontal surface between table
leg and ground or table top, respectively is preferred. For the example
of a mug the free space is segmented into a free space inside the mug
and free space around the mug.
In Part III two methods are presented which facilitate the use of information about the scene in the form of geometric priors during the
reconstruction. Both of these methods work directly on a depth map
representation. This leads to a reconstruction from only one specific
viewpoint but has the advantage that in general much fewer input images are required; in the extreme case, just one single color image. Some
example results are depicted in Figure 1.3. Chapter 9 tackles the case
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Figure 1.2.: Examples of the semantic 3D reconstructions presented in
Part II. (Left) joint reconstruction and segmentation approach, Chapter 6, (middle) normal based 3D object shape prior, Chapter 7, (right)
segment based 3D object shape prior, Chapter 8

of man-made environments. In this case the geometry is assumed to be
piece-wise planar. A patch based approach which describes the smoothness as a penalty for the deviation to piece-wise planar patches is introduced. This leads to convincing reconstructions and at the same
time segments the image into piece-wise planar patches. Traditionally,
machine learning approaches are used for semantic segmentation and
object detection in computer vision. Recently, classifiers which can predict the surface normal direction or the absolute depth of image pixels
solely based on a single color image have been introduced. In Chapter 10 a method which facilitates the use of the whole response of a
surface normal direction classifier to extract a regularized depth map
out of a cost volume for depth labels is presented. It is applied to cost
volumes from binocular stereo matching and single view depth estimation. In both cases the benefits of introducing pixel-wise information
about the likelihood of surface normal directions into the optimization
problem are shown experimentally. This chapter can be seen as the
starting point towards a full semantic 3D scene understanding, similar
to the formulations in Part II, but by observing the scene from just a
single viewpoint.
Chapter 2 reviews some concepts and algorithms which are frequently
used throughout this thesis. The remainder of this chapter is devoted
to a review of the relevant related work and literature used for the
development of this thesis.

9

1. Introduction

Figure 1.3.: (Left) 3D reconstruction of a street with a piece-wise planarity assumption, Chapter 9. (Middle and right) Single input image
and 3D point cloud inferred from the single color image, Chapter 10.

1.3. Related Work
1.3.1. Computing Depth Maps from Images
Rectified two-view and multi-view stereo matching are well established
algorithms in computer vision. The main difference between these two
methods is that the former works on only two rectified images while the
latter one matches more than two images simultaneously. When only
using two rectified images, the search for the matching pixel is reduced
to the image scan lines. A detailed review of rectified two-view stereo
matching algorithms can be found in [SS02]. In cases with more than
two images, image matching along aligned epipolar lines is possible only
in some special camera configurations. In addition, rectification fails
when the epipoles fall within or too close to the borders of the images
and this problem gets even worse when wide field-of-view images are
used as it is more probable that the motion direction lies inside the
image boundaries. While it is still possible to use specialized polar
rectification algorithms [PKVG99] this introduces a lot of distortion to
the original images.
To overcome these problems, the plane-sweeping algorithm was introduced in [Col96, YP03]. This approach allows direct matching on multiple images without the need for rectification. Gallup et al. [GFM+ 07]
showed that the quality of the depth maps is improved by aligning
the sweeping plane with the predominant orientations of the scene. In
addition to the ease of matching images taken from arbitrary config-
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urations, the plane-sweeping algorithm has the advantage of real-time
performance which can be achieved by utilizing the texturing capabilities of Graphics Processing Units [YP03, GFM+ 07]. With such high
performance stereo matching algorithms, dense reconstruction of whole
cities becomes feasible [PNF+ 08].
While most of the works on stereo matching made use of pinhole
images, limited works are shown on non-pinhole images such as omnidirectional, catadioptric or fisheye cameras. In [IYT92, Zhu01], Ishiguro
et al. and Zhu et al. showed the first approaches on omnidirectional
stereo vision that created a horizontal 360◦ panorama stereo pair by
rotating a camera around a center point. In a later work [GNT98],
multiple catadioptric cameras were used to produce similar horizontal
omnidirectional stereo pairs. These approaches, however, share the limitation that the field-of-view is large in only one direction. Catadioptric
and fisheye cameras are able to capture images with an opening angle of 180◦ and beyond. One straightforward way to match the whole
field-of-view of omnidirectional images would be to extract a set of pinhole images that cover the whole field-of-view. However, this leads to
a significant increase in running time as many more images have to be
matched. For specific tasks such as obstacle detection in automotive
applications, [Geh05] proposed to extract multiple pinhole images out
of a single omnidirectional image for dense stereo matching only in important directions for obstacle detection. In [AF05], Abraham et al.
proposed an approach that rectifies fisheye images and preserves most
of the field-of-view. However, such approaches do not generalize to arbitrary camera configurations.

1.3.2. Mapping for Autonomous Vehicles
One of the key goals in mapping for autonomous vehicles is to find the areas where the robot can freely move, the free space, and where obstacles
are present, the occupied space. This can be understood as a semantic segmentation into these two areas. To achieve this goal sensors are
necessary. Active methods use sensors such as laser scanners, time-offlight, structured light or ultrasound to search for obstacles. In contrast,
passive methods try to detect obstacles based on passive measurements
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of the scene, e.g., in camera images. They have the advantage that
they work over a wide range of weather and lighting conditions, offer a
high resolution, and that cameras are cheap. At the same time, a wide
field-of-view can be covered using for example fisheye cameras. Systems
that use active sensors such as lidar [Seo14] or binocular stereo cameras [GZS11] can provide a depth map of the environment at any time.
If only a single camera is used, the baseline for stereo matching is obtained by using multiple images while the vehicle is moving. This means
depth data can only be obtained while the vehicle is moving and only
the static parts of the scene can directly be mapped. Cameras offer the
advantage of being cheap to produce while providing high-quality measurements in real-time [GZS11]. Thus, many obstacle detection systems
rely on a binocular stereo camera setup [FPR+ 13, FHH+ 12, LDG+ 10].
Obstacles are usually detected in an occupancy grid [Elf87, TBF05], a
digital elevation [ON10] or height map [BFP09, LDG+ 10, GPF10], or
a volumetric data structure [HWB+ 13] into which the depth measurements are fused. Occupancy grids are probably the most popular scene
representation as they not only provide information about the positions
of the occupied space but also about free space [BBC+ 14].
In the case of ground-bound vehicles, e.g., cars moving on planar
surfaces, obstacles correspond to objects sticking out of the ground.
[LDG+ 10] compute a height profile from stereo measurements and subsequently estimate for each 2D occupancy grid cell whether it corresponds to free space or occupied space. While [LDG+ 10] use a probabilistic model, [BFM07] employ dynamic programming on the grid cells
to determine free space. Given the free space, stixels can be used to
compactly represent obstacles as boxes standing on the ground [BFP09].
Overhanging structures and archways can be handled by allowing multiple height map layers [GPF10, HZL+ 11].
The disadvantage of most currently available binocular stereo cameras systems is their limited field-of-view. Thus, car manufacturers are
beginning to additionally integrate wide field-of-view [FPR+ 13] or fisheye cameras [FSR+ 13] to cover the entire scene surrounding the vehicle.
This shows a clear need to be able to detect obstacles directly on depth
maps computed on such imagery to maximally benefit from the wide
field-of-view of the readily available camera systems.
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1.3.3. Dense 3D Reconstruction
There is a vast literature on dense 3D modeling from images. Here only
the literature closely related to this thesis is discussed. For a broader
survey e.g. the Middlebury MVS evaluation page [SCD+ 06] is a good reference. Dense volumetric 3D reconstruction was originally proposed in
[CL96]. Given a collection of depth images (or equivalently densely sampled oriented 3D points), a volume is segmented into free space and occupied space and the surface is extracted as the interface between them.
The original approach did not contain regularization. Due to the high
quality of the input laser scans this was not necessary. However, data
from stereo matching is often contaminated by noise and (strong) regularization is necessary. The methods proposed in [LB07, ZPB07, Zac08]
essentially utilize the surface area as regularization prior. One main difference between [LB07] and [ZPB07, Zac08] is the use of a combinatorial
graph-cut formulation in the former, whereas [ZPB07, Zac08] utilize a
continuously inspired surface area regularization. The regularization
prior in these works is isotropic, i.e. independent of the surface normal (up to the impact of the underlying discretization), corresponding
to a total variation (TV) regularizer in the volumetric representation.
The work of [KPC10] utilizes an anisotropic TV prior for 3D modeling in order to enforce the consistency of the surface normals with a
given normal field from [FP10], thus better preserving high frequency
details in the final reconstruction. All of the work mentioned above on
volumetric 3D modeling from images returns solely a decision on the
occupancy state of a voxel or stores a truncated distance to the surface
per voxel. Hence, these methods are unaware of typical class-specific
geometry, such as the normals of the ground plane pointing upwards.
These methods are therefore unable to adjust the utilized smoothness
prior in an object- or class-specific way. This observation led to the initial motivation for the methods presented in Chapters 6,7 and 8. More
specifically, it is notoriously difficult to faithfully reconstruct weakly or
indirectly observed parts of the scene such as the ground, which is usually captured in images at very slanted angles (at least in terrestrial
image data). [JP11] proposes to extend an adaptive volumetric method
for surface reconstruction in order not to miss important parts of the
scene in the final geometry. The assumption in their method is that
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surfaces with weak evidence are likely to be real surfaces if adjacent to
strongly observed free space. A key property of the methods proposed
in this thesis, is that weakly supported scene geometry can be assisted
by a class- or object-specific smoothness prior.

1.3.4. Semantics and Shape Priors
If only a single image is considered and direct depth cues from multiple images are not available, assigning object categories to pixels yields
crucial information about the 3D scene layout [HEH07, SCN08], e.g. by
exploiting the fact that building facades are usually vertical, and ground
is typically horizontal. These relations are generally not manually encoded, but extracted from training data. Such known geometric relations between object categories can also be helpful for 2D image segmentation, e.g. by assuming a particular layout for indoor images [LVS10],
a tiered layout [FV10], class-specific 2D smoothness priors [SC11] or hierarchical label costs [DGVB12]. Utilizing appearance-based pixel categories and stereo cues in a joint framework was proposed in [LSR+ 10]
in order to improve the quality of obtained depth maps and semantic
image segmentations. In Chapter 6, we also aim on joint estimation
of 3D scene geometry and assignment of semantic categories, but use
a volumetric problem representation, which is intrinsically using multiple images. The works [KLD+ 14] and [VML+ 15], which were published
after the work which lead to this thesis, also facilitate combined 3D
reconstruction and semantic segmentation.
[QWTY07, BRK+ 11] also present joint segmentation and 3D reconstruction methods, but the determined segments correspond to individual objects (in terms of an underlying smooth geometry) rather than to
semantic categories.
Segmenting elongated structures, such as blood vessels, are prone to
be disconnected. To overcome this problem connectivity priors have
been introduced [VKR08, SSC13].
Object shape priors have recently attained much attention in the field
of dense 3D reconstruction [BCLS13, DPRR13]. Both works try to
fit a parametric shape model into input data. This allows them to
reconstruct objects which are not well represented in the input data
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such as highly reflective cars.
In Chapter 8 we argue that by segmenting an object into multiple
convex parts we can derive more descriptive priors without the need of
a spatial alignment between the prior and the reconstruction.
Segmenting objects into convex segments is a well-studied problem
in computer vision, computational geometry, computer graphics and
related fields [LLL10, CD85, LWTH01, LA07, MG09]. The aims for
splitting objects into simpler parts in these areas are, for example, to
handle tasks such as collision avoidance, simplify manufacturing of objects with 3D printers and similar devices, or reduce a problem to an
algorithm which works on convex shapes only.
The idea of splitting objects into parts has also been used for object
detectors in images [FGMR10]. Different parts of objects such as hands,
head and torso of a body have a different appearance and treating them
as individual parts improves the detection quality.

1.3.5. Regularization of Depth Maps
Due to areas in the images that are hard to match, such as textureless and reflective surfaces, extracting the depth as the best matching
disparity often leads to unsatisfactory noisy solutions. One way to tackle
this is to directly fuse measurements from multiple viewpoints in full
3D. If one is only interested in a single viewpoint working on the depth
map representation is a popular choice. The key to obtaining smooth
surfaces is formulating the problem as an optimization problem with a
unary data term (unary potential) based on the matching costs and a
regularization term that penalizes spatial changes of disparity. There
are approaches considering each scan line [BB81, OK85], methods using
dynamic programming over tree structures [BG08, Vek05] or methods
taking into account multiple paths through the image simultaneously
[Hir05].
Formulating the problem as a Markov Random Field (MRF) enables
the use of algorithms that find the solution with one global optimization
pass [KZ01, FH06]. In general such formulations are NP-hard, but for
convex priors, using a graph-cut through the cost volume that segments
the volume into before and after the surface attains a globally optimal
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solution [RC98, Ish03]. This volume segmentation approach can also be
formalized as a continuous cut through the volume [PSG+ 08]; here the
regularization is based on the total variation (TV).
All the works mentioned above have in common that for the regularization only the direct neighborhood is considered, which restricts the
choice of smoothness priors. In Chapter 9 a patch based-prior which allows for a piece-wise planar regularization is introduced. The proposed
smoothness prior shares the main motivation with other methods aiming
on regularization terms beyond pairwise potentials. The most generic
(and also the computationally most demanding) approach to handle arbitrary smoothness priors is the formulation using higher-order MRFs.
[WTRF09] proposes to explicitly use second-order regularization priors
in order to obtain smooth surfaces without the typical staircasing effects. Ishikawa and Geiger [IG06] argue that the human vision system is
contrary from current smoothness models; they use second-order priors
to penalize large second derivatives of depth and thereby better reflect
the behavior of human vision.
Segmentation based stereo approximates pixel-wise higher-order priors by enforcing the constraint that segmented regions of the image
should describe smooth 3D surfaces. Often not a general smoothness
prior, but a hard constraint is applied, preventing curved surfaces; e.g.
[HC04] uses graph cuts to optimize in the segment domain. Contrary to
that is the explicit minimization of a second order prior via alternating,
iterative optimization over surface shape and segmentation: Birchfield
and Tomasi [BT99] utilize an affine model to account for slanted surfaces, whereas Lin and Tomasi [LT04] introduce a spline model to cover
more general curved and smooth surfaces. [YHMU12] uses a slanted
plane model over segments and reasons jointly about depth and segment
boundary configurations. Detecting planar surfaces and treat the depth
map as planar or non-planar patches was proposed in [GFP10b]. Finally
[BRK10] groups pixels of similar appearance onto the same smooth 3D
surface (planes or B-splines) and regularizes the number of surfaces,
inherently employing soft-segmentation. A parametric formulation for
optical flow explicitly aiming on favoring piecewise planar results (instead of generally smooth, or piecewise constant flow fields) is presented
in [TPCB08].
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Apart from the matching costs, the input images also contain other
valuable information that can be used. Depth discontinuities often correspond to image edges and this cue has been used frequently. One
important example is [ZNF09], in which the anisotropic TV [EO04] is
used to align the image edges and depth discontinuities.
As we have seen above, in volumetric 3D reconstruction, surface
normals can contribute important information. A line of works reconstructs single objects based on their image silhouettes [OTKC09,
TNC13], where for uniformly colored diffuse objects surface normals are
used [TNC13]. Recently, it has been demonstrated that dense surface
normals can be estimated in a more general setting based on a single
image using data driven classification [HEH07, LZP14]. In Chapter 10
we propose to use the responses of such a classifier to prefer surface
directions, with a good classification score. Our approach is not limited to binocular stereo, as depth estimation from a single image has
also become feasible [LSP14]. Unary potentials originating from such a
classifier can also be used as input to our method to get smooth depth
maps out of a single image.
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This chapter is devoted to some well known methods and algorithms
which are assumed to be prior knowledge in the remaining chapters. In
Section 2.1 the basics of convex optimization and a first order primaldual algorithm for a class of non-smooth convex optimization problems
is introduced. Next, in Section 2.2, the concept of volumetric 3D reconstruction as a convex continuous, variational (infinite dimensional)
optimization problem and its discretization are discussed.

2.1. Convex Optimization
Most of the formulations presented in this thesis are stated as convex
optimization problems. Amongst mathematical optimization problems
convex optimization problems are of particular interest as it is often
possible to numerically find the global minimizer. The problems arising
in computer vision especially many of the ones considered in this thesis
are non-convex. As we will see in Section 2.2, in order to apply convex
optimization techniques the actual problem is approximated through
a convex one, by e.g. relaxing constraints and is hence called convex
relaxation. In rare cases, it can be shown that the optimizer of the
convex relaxation and the original non-convex problem coincide, more
frequently the relaxation does not find the globally optimal solution but
a good approximation.
In the remainder of this section, the basic notations and definitions
for convex optimization that are necessary for the understanding of this
thesis are introduced. It is based on the books [Roc70, BL00, BV04,
CP11], which provide a more complete coverage of the topic. Note that
different authors use slightly different terminology and definitions.
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2.1.1. Basic Properties and Terminology
Even tough many of the optimization problems considered in this thesis originate from a spatially continuous infinite dimensional setting
for solving the optimization problems using iterative optimization algorithms, discretization is necessary. The explanations are mostly done
after discretization and hence for the finite-dimensional vector space Rn
equipped with the inner product h·, ·i : Rn × Rn → R defined by
hx, yi = xT y

(2.1)
p
and norm kxk2 = hx, xi
Let A : Rn → Rm be a linear map. The adjoint of the map A is the
linear A∗ : Rm → Rn with the property
hA∗ y, xi = hy, Axi

∀(x, y) ∈ Rn × Rm

(2.2)

In the considered finite dimensional real-valued setting in Rn , the linear
map can be written as transformation matrix A ∈ Rm×n and the adjoint
as its transpose AT ∈ Rn×m .
For functions f : Rn → R∪{±∞}, which map from Rn to the extended
real values R ∪ {±∞}. The domain of f is defined as
dom f = {x ∈ Rn |f (x) < ∞}

(2.3)

and we call the function proper if its domain is non-empty and it never
takes the value −∞. Next we introduce the epigraph of a function as
epi f = {(x, r) ∈ Rn × R|f (x ≤ r}.

(2.4)

A function is called closed if its epigraph epi f is a closed set and we
say f is convex if epi f is a convex set.

2.1.2. Convex Minimization Problems
The generic convex minimization problem can be stated in terms of a
convex function f (x) : Rn → R ∪ {+∞}, which is the objective function
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of the minimization problem:
minimize
subject to

f (x)

(2.5)

gi (x) ≤ 0,

i = 1, . . . , m

aiT x = bi ,

i = 1, . . . , p.

The functions gi (x) : Rn → R ∪ {+∞} are convex and define the inequality constraints gi (x) ≤ 0. The equality constraints are defined as
aiT x = bi and hence are linear. We also denote a convex minimization
problem as convex program.
We now define the feasible area F of the minimization problem as the
set of all the points x ∈ dom f that fulfill all the constraints. Finally, the
optimal value of a convex program is defined as p = inf{f (x)|x ∈ F }.
In order to allow for infeasible and unbounded problems, p can assume
the extended real values +∞ and −∞ (c.f . [BV04]).
Next we introduce the indicator function of a set C ⊆ Rn as ıC (x) :
n
R → R ∪ {+∞} as
(
0
if x ∈ C
ıC (x) =
(2.6)
+∞ if x 6∈ C.
Using the indicator function the convex program can be rewritten as
p = inf{f (x) + ıF (x)|x ∈ Rn }.

2.1.3. Fenchel Duality
For mathematical optimization duality plays an important role for finding global minimizers, derive optimality certificates and numerical optimization algorithms. In the following, the most important facts about
the Fenchel duality theory named after the German mathematician
Werner Fenchel will be introduced.
The Fenchel conjugate or also called the conjugate function of a function f : Rn → R ∪ {±∞} is the function f ∗ : Rn → R ∪ {±∞} defined
by

f ∗ (y) = sup yT x − f (x) .
(2.7)
x∈Rn
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It holds that the conjugate function f ∗ is convex, even for a non-convex
f . For any proper, closed and convex function f the following equality
holds
f ∗∗ = f,
(2.8)
where f ∗∗ is denoted the biconjugate of f . Note, that for any proper
function f the value f ∗ (y) > −∞, ∀y.
Fenchel’s Duality Theorem
We consider the functions f : Rn → R ∪ {+∞} and g : Rm → R ∪
{+∞} and a linear transformation A ∈ Rm×n . The values p and d are
the primal and dual optimal values, respectively, of the optimization
problems
p = infn {f (x) + g(Ax)}
x∈R

d = sup −f ∗ (−AT y) − g ∗ (y) .

(2.9)
(2.10)

y∈Rm

The values p and d satisfy the weak duality d ≤ p and if the functions
f and g are convex and fulfill some additional qualification constraints
(c.f . [BL00]) strong duality, meaning d = p holds. Furthermore, for any
x ∈ Rn and y ∈ Rm the inequality f (x) + g(Ax) ≥ −f ∗ (AT y) − g ∗ (−y)
is satisfied.
Kuhn-Tucker conditions
To study the conditions for attaining the extrema, the theory of subgradients and subdifferentials can be employed (for a detailed exposition
see [Roc70, Chapter 31] and [BL00, Chapter 3]). The main result can
be stated as the following first order optimality conditions. Given the
conditions for strong duality hold, points x̂ ∈ Rn and ŷ ∈ Rm are optimal for the Equations 2.9 and 2.10, respectively, if and only if they
satisfy the Kuhn-Tucker conditions:
− AT ŷ ∈ ∂f (x̂),

ŷ ∈ ∂g(Ax̂).

(2.11)

The conditions for the conjugate function can be derived by using the
following equivalence from [Roc70, Chapter 23]. For any proper closed
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convex function f and any vector x, the following conditions on a vector
y are equivalent.
y ∈ ∂f (x) ⇔ x ∈ ∂f ∗ (y).
(2.12)

2.1.4. Primal-Dual Optimization
In this section a first order primal-dual optimization algorithm that is
able to find the global optimum of a convex optimization problem of the
form given in Equation 2.9 is presented. The algorithm was introduced
and extended in a series of papers [PCCB09, PCBC09, CP10, CCP12],
a preconditioned version was proposed in [PC11]. The original idea of
the algorithm dates back to the Arrow-Hurwicz method [AHU58] and
a similar algorithm was also used in [ZSN09, ZNF09]. The algorithm
presented in the following is just one out of many possible choices to
optimize the problems considered in this thesis. For a review of suitable
optimization algorithms see [CP11].
For the numerical optimization we only consider problems where the
optimal values p and d are attained at optimal points x̂ and ŷ, respectively, and are finite. Therefore, in the following we will use min and
max instead of inf and sup, respectively.
Let f : Rn → R ∪ {∞} and g : Rm → R ∪ {∞} be proper, closed,
convex functions and A ∈ Rm×n be a linear transformation. The saddlepoint form of the optimization problem given in Equations 2.9 and 2.10
then reads as
min max {hAx, yi + f (x) − g ∗ (y)}

x∈Rn y∈Rm

(2.13)

Before presenting the first order algorithm that finds the primal and
dual optimal saddle point the proximity operator is introduced.
The Proximity Operator
One of the difficulties in solving the saddle-point problem in Equation
2.13 is that the functions are not required to be differentiable. In fact,
the problems considered in this thesis are non-smooth and hence have
non-differential points (see for example Section 2.2.3, Remark 1). In
order to be able to deal with such functions the proximity operator is
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employed. A detailed review of the proximity operator can be found in
[CP11]. The proximity operator proxf : Rn → Rn of a proper, closed,
convex function f : Rn → R ∪ {∞}is defined as:


kx − yk22
proxf (x) = arg minn
+ f (y) .
(2.14)
y∈R
2
It can be understood as a generalization of the projection. For an indicator function ıC : Rn → R ∪ {∞} of a non-empty, closed, convex set
C, the proximity operator is the Euclidean projection to the set C.
The First Order Algorithm
The first order primal-dual algorithm [CP10] can be summarized as
follows. Choose τ, σ > 0, θ ∈ [0, 1] and initialize (x0 , y0 ) ∈ Rn × Rm
and ȳ0 = y0 . For each iteration t ≥ 0 the following updates are applied:


x(t+1) = proxτ f x(t) − τ AT ȳ(n)


y(t+1) = proxσg∗ y(t) + σAx(t+1)
(2.15)


ȳ(t+1) = y(t+1) + θ y(t+1) − y(t) .
The algorithm utilizes gradient descent steps in the primal and gradient
ascent steps in the dual followed by the respective proximity operations.
The values τ and σ are the primal and dual step sizes, respectively. The
last step is an extrapolation step that extrapolates new values based on
the current and last estimate. It uses an additional set of dual variables
ȳ. The parameter θ controls the amount of extrapolation. As proposed
in [CP10] we introduce an additional set of dual variables instead of
primal variables as done in the original formulation. Implementing the
algorithm this way, a slightly smaller memory footprint is achieved for
many of the problems considered in this thesis. By choosing θ = 1
and τ σL2 < 1, where L = kAk2 is the operator norm of the linear
transformation A, the algorithm has guaranteed global convergence. To
speed up convergence a diagonal preconditioning has been proposed
in [PC11]. It essentially corresponds to per-variable step sizes which
depend on the matrix A.
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2.2. Dense 3D Reconstruction as an
Optimization Problem
This thesis heavily relies on the concept of volumetric 3D reconstruction and penalization of the surface area through the total variation
(TV). These two concepts are introduced in this section. The material
presented in this section are mainly results from [CL96, LB07, EO04,
Zac08]. Even tough many of the concepts introduced in this section work
on arbitrary dimensions the explanations are restricted to the three dimensional case to account for the dense 3D reconstruction applications
studied in this thesis.

2.2.1. Volumetric 3D Reconstruction
A popular formulation for dense 3D reconstruction is the volumetric 3D
reconstruction formulation. In this formulation, the task of inferring a
dense 3D model is formulated as a volumetric segmentation problem.
The 3D reconstruction task is posed as the task of segmenting the observed area into free and occupied space also called the exterior and the
interior of an object, respectively (see Figure 2.1). The reconstructed
surface is implicitly encoded as the interface between the free and occupied space. Using this approach surfaces with arbitrary topology can
be reconstructed without explicit handling of the topology. From the
input data, which in the case of this thesis are depth maps, we get information about the location of surfaces and hence also about where free
and occupied space is expected.
To formalize this concept, we consider a volume Ω ⊂ R3 which is
the space for which a reconstruction is computed. Further we define
the set O ⊆ Ω as the occupied space. Next we introduce the function
u : Ω → {0, 1} with the following meaning:
(
0 if z 6∈ O
u(z) = 1O (z) =
(2.16)
1 if z ∈ O.
This means that the function u indicates for every location z within Ω
whether or not it belongs to the occupied space. In the following we also
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O

O
Ω
Figure 2.1.: 2D illustration of the volumetric 3D reconstruction. The
interior of the reconstructed object, the occupied space is denoted by O
and is contained in the reconstruction volume Ω.

use the notation 1O and call this the characteristic function of the set
O. Using the above definition the volumetric reconstruction problem
can now be posed as the one of finding the function u : Ω → {0, 1}
which minimizes an energy of the form
Z
E(u) = J (u) +
ρ(z)u(z) dz.
(2.17)
Ω

J acts as a regularizer of u that prefers smooth surfaces. One choice is
the total variation which corresponds to the surface area of the reconstruction i.e. the surface area of the boundary of O. The regularizer
will be covered in detail in the following section. The second part of the
energy is the data cost ρ(z)u(z), with ρ : Ω → R a function that maps
each location z to the local preference for free space at z. This is term is
dependent from the input data. For example, in the case of depth maps
we will have a preference for occupied space just behind an observed
surface in the viewing direction and a preference for free space just in
front. Such a data term can be understood as maximizing the flux of
an oriented input point cloud through the reconstructed surface [LB07].
Combining this with a surface area penalization by the total variation
leads to the TV-Flux fusion approach of [Zac08], which is frequently

26

2.2. Dense 3D Reconstruction as an Optimization Problem
used as a baseline in this thesis. The exact definition of the data term
ρ(z) will be discussed in Section 2.2.4.
At this point it needs to be mentioned that also other ways to define
the data term have been proposed, which do not necessarily follow location specific preference of the model of Equation 2.17 but can be more
general. But this usually leads to the loss of the optimality guarantees
for the convex relaxation that will be discussed in Section 2.2.3.

2.2.2. Total Variation Surface Regularization
In the previous section an optimization problem for volumetric 3D reconstruction was introduced but the discussion of the regularization
term J was deferred. This section will discuss the total variation of a
function and present how it can be used to penalize the surface area
within the framework of volumetric dense 3D reconstruction. The models explained in the following are defined in a continuous infinite dimensional setting and therefore often requirements on the smoothness of
functions are made. The focus of this thesis is the application of these
models in the discretized finite dimensional space where such properties
are generally fulfilled. For example, as we will see in the next section,
once discretized the gradient can always be computed. A thorough coverage of the continuous setting is given in [CCC+ 10].
Let us start with the definition of the total variation of a function
u : Ω → R, with Ω ⊆ R3
 Z

TV(u) = sup −
u(z) div p(z) dz
(2.18)
p∈C TV

C

TV

Ω

n
o
= p : Ω → R3 kp(z)k2 ≤ 1 ∀z ∈ Ω

For a differentiable function u the total variation can be written as
Z
TV(u) =
k∇u(z)k2 dz.
(2.19)
Ω

Recall the characteristic function 1O : R3 → {0, 1} of a set O, defined
as 1O (s) = 1 if s ∈ O and 1O (s) = 0 if s 6∈ O. The following property
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for O with a sufficiently smooth boundary ∂O holds:
TV(1O ) = A(∂O),

(2.20)

where A denotes the surface area (in the three dimensional space). This
means using the total variation as a regularization term in Equation 2.17
leads to a penalization of the surface area.
The optimization problem in Equation 2.17 already suggests that
more general regularization terms can be used. The standard definition of the total variation does not take into account the direction of
the surface, meaning the regularization is isotropic. However, in many
practical applications a priori information about the expected surface
direction is given. Imagine for example that an approximate normal
field, for the object that we are trying to reconstruct is given. In such
a case a direction dependent regularization of the surface area becomes
desirable. Before extending the total variation to an anisotropic version
some definitions need to be made.
Let φ : R3 → R+
0 be the support function of a non-empty, compact,
convex set that contains the origin Wφ , called Wulff shape. Therefore
φ(z) = sup pT z,

(2.21)

p∈Wφ

and φ is a convex, positively 1-homogeneous function [EO04]. Moreover,
it holds that any convex positively 1-homogeneous function with φ :
R3 → R+
0 can be represented as the support function of a Wulff shape.
Note that the standard isotropic total variation corresponds to the 1-ball
as a Wulff shape.
Using the Wulff shape the anisotropic total variation can be stated
as follows
 Z

TVW (u) = sup
−
u(z) div p(z) dz
(2.22)
p∈C TVW

C TVW

Ω

n
o
= p : Ω → R3 p(z) ∈ Wz and Wz is a Wulff shape

For a differentiable function u and a family of Wulff shapes Wz that
is sufficiently smooth, the anisotropic total variation can be written as
Z
TVW (u) =
φz (∇u(z)) dz
(2.23)
Ω
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Again the interesting case for volumetric 3D reconstruction is the
characteristic function 1O of a set with sufficiently smooth boundary
∂O, in this case the anisotropic total variation can be expressed as
Z
TVW (1O ) =
φz (nO (z)) dA(z),
(2.24)
∂O

where nO is the inward pointing unit-length normal to O. This means
we can interpret the anisotropic total variation, when used as regularization term in Equation 2.17, as a direction dependent penalization of
the surface area.

2.2.3. Convex Relaxation and Discretization
Both, the isotropic and anisotropic total variation are convex functions.
Looking at the optimization problem for the volumetric 3D reconstruction in Equation 2.17 we notice that also the data term is linear and
hence convex. The only non-convex part of the optimization problem is
that we only consider functions u that map to either 0 or 1. There is a
series of works which show that if this condition is relaxed to functions
u : R3 → [0, 1] the solution which only has integral values of u is still
part of the global minimum of the relaxed optimization problem.
The general idea is as follows, a globally optimal solution û of the
relaxed problem is considered. From this solution an integral solution
ũ is generated through thresholding as
(
0 if û(s) < µ
ũ(s) =
(2.25)
1 else,
for a threshold µ ∈ (0, 1). In [CEN06] a proof is given that the thresholded solution is also a global minimum when using the total variation as
a regularizer together and is hence known as the thresholding theorem.
This was further extended to the weighted total variation in [BEV+ 07],
and to the general case given in Equation 2.17 in [OBOK09, ZSN09].
This means instead of solving a non-convex optimization problem we
can solve a relaxed convex one and find an optimizer for the original
one by thresholding.

29

2. Preliminaries
In order to be able to actually solve the optimization problem one
more crucial step needs to be discussed. So far the optimization problem has been written as the one of finding a spatially continuous function
u which indicates whether or not a given position is inside of the reconstructed object, meaning the formulation is a variational optimization
problem. While for some special cases analytic solutions to such infinite dimensional problems can be found different strategies have to be
used for many problems in practice. The common approach taken is to
discretize the domain Ω and the corresponding gradient and divergence
operators.
We now consider Ω to be a discretization of the continuous space into
a finite set of voxels s ∈ Ω. We choose the discretization such that the
voxels have equal side lengths and hence describe equally sized cubes.
We now index the per voxel variables describing the function u as us .
This discretization changed the problem from an infinite-dimensional
variational problem to the one of finding finitely many values for all the
variables us . For the discretization of the gradient operator we use the
forward-difference discretization, which is a frequent choice in literature.
The discrete gradient operator then reads as


us+e1 − us
∇us = us+e2 − us  ,
(2.26)
us+e3 − us
with ek , the k-th canonical basis vector, e.g. e1 = (1, 0, 0)T . The discretization of the divergence operator is then defined as backward difference and follows from div ≡ −∇T . Note that the forward and backward
difference discretization is just one particular choice for a more in-depth
coverage and an evaluation of different discretizations a good starting
point is [LLWS13].
Finally, we state the discretized optimization problem for volumetric
3D reconstruction with isotropic surface area penalization. To this end
the regularization term Equation 2.19 gets inserted into the formulation
of Equation 2.17.
X
k∇us k2 + ρs us
(2.27)
Ediscretized (u) =
s∈Ω
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Before we discuss a specific choice for the data costs ρs in the following
section we need to make two remarks.
Remark 1. After discretization the discretized gradient ∇us can be computed everywhere. However, the convex minimization problem in Equation 2.27 is still a non-smooth minimization problem because of the nondifferentiable point of the `2 norm (Euclidean norm) at the origin. A
suitable algorithm was given in Section 2.1.
Remark 2. The optimization algorithm presented in Section 2.1 expects the minimization problem in a primal-dual saddle point form. To
achieve this the primal-dual form of the total variation Equation 2.18
can be inserted.

2.2.4. TV-Flux Fusion
As mentioned above, a method for volumetric 3D reconstruction using
a total variation smoothness term together with a data term that can
be interpreted as the flux of an oriented point cloud through the recovered surface [LB07] was introduced in [Zac08] as the TV-Flux fusion.
This method will frequently be used as a baseline depth map fusion
in this thesis. The TV-Flux fusion utilizes the volumetric reconstruction energy (Equation 2.17) together with total variation regularization
(Equation 2.18). In the following we will detail the specific data term
ρs used in our implementation.
As input we assume a set of depth maps. Each voxel s gets a contribution from each of the depth maps. The final data term ρs is the sum
of all the individual contributions ρ0s . The projective depth of s with
respect to one of the input depth maps is denoted as zs and its observed
depth in the depth map is denoted as ẑs .
(
β
if zs < ẑs , ẑs − zs < δ
ρ0s =
(2.28)
−β if zs > ẑs , zs − ẑs < δ.
This is based on the assumption that in front of an observed depth ẑ
a voxel s should be assigned free space and in a neighborhood behind
occupied space. The parameter δ > 0 defines the uncertainty of the
input data and β > 0 weights the influence of the data term. The
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ρ
β
0

ẑ

Figure 2.2.: Contributions to the datacost along a single viewing ray in
the TV-Flux fusion.
costs ρ along a viewing ray are depicted in Figure 2.2. In order to
also make use of the fact that a depth measurement indicates that the
whole line-of-sight to the depth measurement is likely to be free space,
negative costs can also be entered along the whole viewing ray from
the camera until the observed depth and not only in a band around
the depth measurement. However, for an outlier depth measurement
that is much further from the camera than the true surface such costs
would be wrong and introduce a bias towards free space. Therefore
in order to stay robust against outliers these contributions to the data
costs along the viewing ray need to have a very low weight. In case
of good input depth data they can be helpful in practice, especially to
speed up convergence of the numerical optimization.
The algorithm used for the minimization of the convex optimization
problem is detailed in Section 2.1. As a result of the optimization problem the surface is represented in its implicit form as a segmentation of
the volume into free and occupied space. The surface is extracted in
form of a mesh using the marching cubes algorithm [LC87].
This section presented a convex formulation for volumetric 3D reconstruction, which is motivated by a regularization which is formulated
in the continuum. The final optimization problem is a binary segmentation of a volume, which can be described by a convex optimization
problem. Continuous convex formulations for segmentation problems
are not restricted to the two label case. Approaches for multi-label formulations have been proposed in the literature. This thesis introduces
an extension of such a formulation in Chapter 5.
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Real-Time Mapping Using
Fisheye Images
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3. Real-Time Direct Dense
Matching on Fisheye Images
A camera is a low-cost and information-rich sensor that is suitable for
many robotics applications such as obstacle detection and motion estimation. In these applications, a fisheye camera prevails over the conventional camera because it has a wider field-of-view that offers more
coverage of the environment. Examples of successful use of fisheye cameras for robotics applications are Zingg et al. [ZSWS10] and Lee et al.
[LFP13a, LFP13b], where fisheye cameras are used to perform optical
flow for obstacle detection on a micro aerial vehicle (MAV) and motion
estimation on a self-driving car. In these works, additional coverage
provided by the fisheye cameras proved to be critical for the MAVs to
gain maximum information of its surrounding for safe navigation, and
increases the number of feature correspondences which improves motion
estimation for the car. The use of fisheye cameras is not only limited
to robotics applications. In recent years, we have seen an increasing
number of mass-market cars such as the Nissan Qashqai and Honda
Odyssey that are equipped with multiple fisheye cameras to provide
drivers with a surround view for parking assistance. Another recent
application of fisheye cameras is Google’s Project Tango1 , whose aim is
to bring computer vision to hand-held mobile devices.
As compared to robotics and driving assistance applications, the use
of fisheye cameras is limited in dense mapping applications, probably
due to the difficulty in handling the large distortion inherent in fisheye
images for dense matching. Existing works in dense mapping such as the
Urbanscape project [PNF+ 08] use multiple pinhole cameras to maximize
coverage. The advantages of fisheye cameras for robotics applications,
the convenience from the availability of these cameras on mass-market
1 http://www.google.com/atap/projecttango
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cars and the limited usage of fisheye cameras for dense mapping due to
the large distortions motivate us to work on a simple yet effective model
to produce depth maps from direct dense matching on fisheye images.
We show that depth maps can be directly obtained from the fisheye
camera by a simple adaptation of suitable fisheye camera models into
the widely used plane-sweeping algorithm [Col96, GFM+ 07]. The only
requirement we need for the fisheye model is that both projection and
unprojection can be done efficiently. In this work we use two different
camera models, the unified projection model [GD00, BA01, MR07] and
the field-of-view (FOV) model [DF01].
We choose to do plane-sweeping for dense matching because, in comparison to the rectification approach [SS02], the plane-sweeping approach can be done on more than two images. In addition, the planesweeping approach is particularly well-suited to graphics processing unit
(GPU) implementations for achieving real-time performance. We show
experimentally that the alternative approach that first converts the fisheye images into pinhole images followed by plane-sweeping leads to a
significant reduction in the coverage area. Our approach is only slightly
slower than the standard plane sweep method, which uses planar homographies on the pinhole model, and thus still runs in real-time on a desktop computer. For mobile devices, high performance mobile GPUs have
been released recently, for example the NVIDIA Tegra K1. Using devices equipped with such GPUs, there is a potential to reach interactive
frame rates on mobile devices. Most importantly, we show that despite
the simplicity of our proposed approach, we are able to obtain full, good
quality and high resolution depth maps from the fisheye images in arbitrary camera configurations without the need of prior rectification. It
should be noted that the unified projection model [GD00, BA01, MR07],
which we use for our approach also works for other non-pinhole cameras
such as omnidirectional and catadioptric cameras.
In contrast to the existing works mentioned earlier in MAV navigation, motion estimation and sparse mapping for self-driving cars, which
leveraged only sparse features from the fisheye images, our depth maps
computed directly from the fisheye images provide more comprehensive
information about the surrounding while retaining the advantages of
fisheye cameras. We further demonstrate the potential of our approach
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by using the depth maps computed directly from the fisheye images to
build dense maps of the environment. In comparison to the dense model
built from the depth maps computed by the plane-sweeping algorithm
on pinhole images [GFM+ 07] in the Urbanscape project [PNF+ 08], the
dense model built from the depth maps which are computed directly
from the fisheye images in our approach are shown to cover a larger
part of the scene with fewer images and similar runtime performance.
This chapter is based on [HHL+ 14]. In Section 3.1 we introduce our
approach to direct matching on fisheye images. Two different fisheye
camera projection models are considered. The experimental evaluation
in Section 3.2 includes three different platforms. Coverage compared to
a pinhole approach, runtime performance and many qualitative results
are presented.

3.1. Dense Matching on Fisheye Images
In this section, we first introduce the generic notation for the camera
projections that are suitable for our method. The details for the specific
models can be found in [GD00, BA01, MR07] for the unified projection
model and in [DF01] for the FOV model. Next, we describe in detail
how the fisheye projection model is adapted into the plane-sweeping
stereo matching algorithm.

3.1.1. Camera Projection Model
The camera projection model describes how a point is mapped to the
image plane and its inverse function computes the corresponding ray in
3D space for a given image pixel. For our application, it is important
that both of the functions can be evaluated efficiently.
T
Given a 3D point X = [Xx , Xy , Xz ] in the camera frame FC , the
function xu = }(ξ, X) maps the 3D point X to an undistorted image
point x on the normalized image plane. ξ is a single scalar parameter
that models the fisheye lens. Imperfections of the camera lens cause additional radial and tangential distortions to the image. This transforms
the normalized undistorted image coordinate x to the normalized distorted image coordinate x0 according to the plumb blob model [Bro71],
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which we denote as x0 = D(x). Applying the camera projection matrix
K on x0 , we get the image coordinate (x̃0 , ỹ 0 ) that we observed from
an image captured with the fisheye camera. The intrinsic parameters
φ = [ξ, k1 , k2 , k3 , k4 , k5 , fx , fy , Cx , Cy ] are obtained from the camera calibration. [k1 , k2 , k3 , k4 , k5 ] and [fx , fy , Cx , Cy ] are from the
distortion model and camera projection matrix respectively. We denote
the unprojection, which maps a point x on the undistorted image plane
to a ray by X = }−1 (ξ, x).
The details of the individual camera models can be found in [MR07]
and [DF01] for the unified projection model and the FOV model, respectively. For our work the important nature of these two camera models is
that both the projection } and unprojection }−1 can be stated in closed
form and hence be computed efficiently on the GPU. This is important
as in our experiments on the GPU a look up table is slower than the
direct computation.

3.1.2. Plane-Sweeping for Fisheye Images
Plane-sweeping stereo matching [Col96, YP03] allows for dense stereo
matching between multiple images without prior stereo rectification.
Existing implementations such as [GFM+ 07] work for cameras that
follow the standard pinhole model. We propose to extend the planesweeping stereo matching for fisheye cameras by incorporating the fisheye projection model directly into the plane-sweeping stereo matching
algorithm. We closely follow [GFM+ 07] in the description of our algorithm.
The inputs to our plane-sweeping algorithm for fisheye cameras are
0
}, and the camera paa set of fisheye images, I 0 = {I10 , · · · , In0 , · · · , IN
rameters, P = {P1 , · · · , Pn , · · · , PN } associated with the respective
φn , Rn , Cn } is made up of the
images. Each camera parameter Pn = {φ
camera intrinsics φ n and pose [Rn , Cn ]. To keep our plane-sweeping
algorithm for fisheye cameras simple and avoid a costly look up table
on the GPU, we do a pre-processing step to remove the tangential and
radial distortions from the fisheye images. Each pixel [x̃, ỹ, 1]T on the
set of undistorted images I = {I1 , · · · , In , · · · , IN } is mapped onto I 0
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by
[x̃0 , ỹ 0 , 1]T = KD K−1 [x̃, ỹ, 1]T



(3.1)

This allows us to efficiently do a look-up for the corresponding pixel
[x̃0 , ỹ 0 , 1]T in the fisheye image for each pixel [x̃, ỹ, 1]T in the undistorted
image I.
Let us choose Iref ∈ I as a reference view for the computation of
a depth map. Additionally, we define a set of plane hypotheses Π =
{Π1 , · · · , Πm , · · · , ΠM }. The main idea of the plane-sweeping algorithm is to use these planes Π as the hypothetical local reconstructions
of the scene, where we choose the best plane for each pixel by evaluating an image dissimilarity measure. Each plane hypothesis is defined
T
as Πm = [nm
, dm ], where nm is the unit-length normal vector of the
plane pointing towards the camera center and dm the distance of the
plane to the camera center. To evaluate a plane hypothesis Πm , the
pixels of the image In are mapped onto the reference view by projecting
the image In onto plane Πm followed by rendering it onto the reference
ref
. In projective geometry, such a planar mapview Pref , we call this In,m
ping is described by a homography. Using the fisheye projection model
described in the previous section, the mapping that directly uses the
pixels [x̃n , ỹn , 1]T from the undistorted fisheye image is given by
1
T
(RT Cn − RnT Cref )nm
dm n
−1
T
[x̃n , ỹn , 1]T = Kn }(Href
(K−1
n,m }
ref [x̃ref , ỹref , 1] ))
T
Href
n,m = Rn Rref +

(3.2)

ref
We now warp image In to an image In,m
with Equation 3.2, which
we compare against the reference image Iref . In particular, the image
ref
dissimilarity is evaluated between all the warped In,m
and reference
Iref image, ∀n 6= ref and for all planes Π = {Π1 , · · · , Πm , · · · , ΠM }.
In our experiments, we use the negative zero mean normalized cross
correlation (ZNCC) over a correlation window W for the evaluation of
image dissimilarity.
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ỹ u X  
u
ref x̃
x̃+i
x̃
ref x̃+i
t
Iref
In,m
−I ref
−I n,m
ỹ
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(3.3)

(i,j)∈W

Evaluating the ZNCC matching scores can be done in constant time
independent of the window size by using integral images [TL03]. As
memory access on GPUs is often slower than computing the required
values, Stam [Sta08] proposes the use of a box filter which maintains
a running sum in the vertical direction and sums up the horizontal
direction by summing up the values in shared memory. We utilize a
sequence of five times box filtering to compute the ZNCC scores according to [TL03] leading to a running time that increases linearly with
the matching window width.

3.1.3. Cost Aggregation
ref
We use the aggregated cost Dm
(x̃, ỹ) in cases where more than one
image gets matched to the reference image. There are different options
to compute the aggregated cost, with the choice of taking occlusions
into account [KSC01]. We describe three different options that are used
within this thesis. However in this chapter, we only use the first two:

1. All matching costs are averaged:
ref
Dm
(x̃, ỹ) =

1
N −1

X

ref
Dn,m
(x̃, ỹ).

(3.4)

n:n6=ref

2. Average cost from best half of the sequence. This assumes that
the images are taken in a sequence with a predominant motion
direction. First, we take the average cost over the half sequences
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on both sides of the reference view. Next, the final matching cost
is the minimum of the two averages.


N
ref−1
P
P ref


ref


(x̃,
ỹ)
D


Dn,m (x̃, ỹ)
n,m


n=ref+1
n=1
ref
(3.5)
,
Dm (x̃, ỹ) = min


ref − 1
N − ref






This option handles occlusion with the assumption that each half
of the sequence sees a different view of the occlusion.
3. Average cost of the best K matching costs. This option handles
occlusion with the assumption that the best K matching costs correspond to the same part of the occlusion in the reference image.
It is computed as
ref
Dm
(x̃, ỹ) =

K
1 X ref
D
(x̃, ỹ),
K n=1 σ(n,m,ref,x̃,ỹ),m

(3.6)

where σ(n, m, ref, x̃, ỹ) denotes the view index which leads to the
nth smallest matching cost for pixel (x̃, ỹ) and plane m in the
reference view.

3.1.4. Depth Extraction and Sub-Pixel Interpolation
We adopt the winner-takes-all strategy to decide the final depth value for
fast processing. In particular, the plane Πm with the lowest aggregated
matching cost for each pixel in the reference view is chosen.
ref
m̂(x̃, ỹ) = argmin Dm
(x̃, ỹ)

(3.7)

m

Finally, the final depth Z is computed as
T −1
T
Zm (x̃, ỹ) = −dm nm
}
K−1
ref [x̃, ỹ, 1]

−1

(3.8)

with the fisheye model taken into account.
Depths are extracted at discrete plane positions using Equation 3.8,
which leads to non-smooth surfaces. We circumvent this problem with
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sub-pixel interpolation [TH86]. The idea is to look at the matching
scores of the neighboring planes, fit an interpolation function through
the matching scores and extract the depth at the extremal point of the
interpolated matching cost. We fit a parabola using the scores of the
two neighboring planes in our implementation.

3.2. Experimental Evaluation
3.2.1. Camera Setups
We use three different camera setups to experimentally validate the
dense matching on fisheye images. The first camera setup consists of
four CCD cameras with fisheye lenses that each capture a 185◦ fieldof-view. These cameras provide images with a resolution of 1280×800
pixels a frame rate of 12.5 Hz, and are integrated into the Volkswagen
Golf car of the V-Charge project [FSR+ 13, SBT+ 16] in such a way that
the camera setup provides a surround view with a minimal overlapping
field-of-view between any two cameras. Similarly, the second camera
setup comprises four CMOS cameras with 185◦ fisheye lenses. These
cameras provide 754×480 images at 15 Hz, and are installed on an AscTec Firefly hexacopter. The first and second cameras are arranged in a
forward-looking stereo configuration while the third and fourth cameras
are arranged in a rear-looking stereo configuration. The third camera
setup consists of a single fisheye lens which is installed on a mobile
hand-held platform. For all camera setups, the cameras are hardwaresynchronized. Where necessary, we use SLAM-based calibration to obtain both the camera intrinsics and extrinsics [HLP14, HFP14].
The camera poses that are given to our plane-sweeping algorithm are
computed using visual odometry combined with wheel odometry and
inertial measurements where available.

3.2.2. Run-Time Performance
In this section, we evaluate the performance of the fisheye plane sweep.
We implemented both the standard pinhole plane sweep and our proposed fisheye extension using Nvidia CUDA. Our test platform is equipped
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with a GeForce GTX 680 GPU with 4GB of memory (memory space is
not the limiting factor).
For all the experiments, we precomputed the poses and stored them
to disk as a preprocessing step. In the actual experiment, we load the
poses and the images from disk. For many applications, the images do
not need to be loaded from disk because they are directly captured by a
camera. Hence, we do not include in our measurements the time spent
on loading the images from disk. The reported times include the time
to upload the images to the GPU, undistort them or extract pinhole
images respectively, run the plane sweep, and download the depth map.
As our images are taken in sequence, we only upload each image to the
GPU once, and use the same image to compute multiple depth maps.
In the first experiment, we use images taken in a sequence from a
moving car. The native resolution of the images is 1280 × 800. In
the process of undistortion or pinhole image extraction, we downsample
them by half such that we obtain an image resolution of 640 × 400. We
match two consecutive images using 64 planes, ZNCC matching scores,
no occlusion handling, and subpixel interpolation. Some example depth
maps and the running times are shown in Figure 3.1. For a 9 × 9 ZNCC
matching window, the fisheye and pinhole versions generate depth maps
at 59.8 Hz and 65.1 Hz respectively. The fisheye version has a 8.96%
longer running time but we obtain depth maps that cover the entire
field-of-view of the camera.
In the next experiment, we measure the performance using halfsequence occlusion handling. Again, we use the half-resolution images
with 64 planes, ZNCC matching scores, and subpixel interpolation. We
match three images, choose the middle image as the reference image,
and do half-sequence occlusion handling. The results can be seen in
Figure 3.1. For a 9 × 9 window, the fisheye and pinhole versions generate depth maps at 32.0 Hz and 34.6 Hz respectively. The fisheye version
has a 8.15% longer running time.
We also use images from a MAV. The native resolution of the images
is 754 × 480 pixels. We undistort the images or extract pinhole images
with the same resolution. Each pair of cameras is set up in a stereo
configuration. For each stereo camera, we use two images captured at
the same time and match them. We use 96 planes, ZNCC matching
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Figure 3.1.: First row (from left to right): An input image, example
pinhole and fisheye depth maps with 9 × 9 ZNCC for the two-view and
three-view case. Second row (from left to right): Running times for the
two-view and three-view cases averaged over 1667 and 1666 depth maps
respectively.

scores, no occlusion handling, and subpixel interpolation. An example
image and depth maps can be seen in Figure 3.2. We notice that some
noise in the depth map occurs due to some parts of the MAV being
visible in the images. With a 9 × 9 ZNCC window, depth maps are
generated at 37.8 Hz and 34.4 Hz for the pinhole and fisheye versions
respectively. In this case, the running time for the fisheye version is
longer by 9.8%.
In the last experiment, we use two stereo image pairs captured consecutively. This setup is particularly interesting because it provides a
good baseline for the triangulation in any direction. Again, we use the
full 754 × 480 pixel resolution with 96 planes. We use ZNCC matching scores, no occlusion handling, and subpixel interpolation. Example
depth maps and a plot of time measurements can be found in Figure 3.2.
The performance for a 9 × 9 ZNCC window is 16.3 Hz for the pinhole
version and 14.8 Hz for the fisheye version. Here, the running time for
the fisheye version is longer by 9.9%.
All our measurements show that the increase in running time from
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Figure 3.2.: First row (from left to right): An input image, example
pinhole and fisheye depth maps with 9x9 ZNCC for the two-view and
four-view case. Second row (from left to right) Running times for the
two-view and four-view cases averaged over 569 depth maps.

using our proposed plane sweep with the unified projection model on
fish eye images is below 10%. However, from running one plane sweep,
we obtain a depth map that covers the entire field of view of the fisheye
camera, and this advantage far outweighs the performance penalty.

3.2.3. Image Coverage
In order to quantitatively determine the increase in coverage obtained
from fisheye images, that is, the additional information we gain with
a bigger field of view, we conduct an experiment using images from
the four cameras mounted on the car. In the first step, we run threeview stereo matching using half-sequence occlusion handling on fullresolution 1280 × 800 images, 128 planes, 11 × 11 ZNCC matching costs,
and subpixel interpolation. We cannot directly compare the resulting depth maps because they contain a significant number of outliers.
Therefore, we compute locally fused depth maps by using 11 raw depth
maps and warping them into the middle view. To extract a high-quality
depth map, we only accept depths in which at least 3 out of the 11 raw
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Figure 3.3.: Coverage comparison of locally fused and filtered pinhole
depth maps and fisheye depth maps. The first and second rows correspond to the pinhole and fisheye images respectively. The three columns
show example input images, depth maps, and coverage images. In each
coverage image, a blue pixel indicates the presence of a depth value for
both depth maps, a red pixel indicates that a depth value is only present
in the pinhole depth map, and a green pixel indicates that a depth value
is only present in the fisheye depth map. The non-black area indicates
the field of view of the camera. For the fisheye images, a mask was
applied to mask out parts of the car visible in the images.

depth values per pixel agree. For each of the pinhole and fisheye depth
maps, we compute how many pixels have a depth estimate. To make the
comparison consistent, we compare both depth maps in two ways; we
look at both the portion of the depth maps visible in a pinhole image,
and the portion of the depth maps visible in the fisheye image. Example
depth maps are shown in Figure 3.3, and the average coverage is given
in Table 3.1. Here, we define the coverage to be the number of pixels
associated with a depth value divided by the total number of pixels in
the portion of the depth map to be compared (pinhole or fisheye area).
In a second experiment, we compute a dense point cloud reconstructed
from 31 depth maps for both the fisheye and pinhole models. The
resolution is 640 × 480 and each depth map is computed by locally
fusing five depth maps and keeping the points that are consistent in at
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Pinhole
Pinhole
Pinhole
Pinhole
Fisheye
Fisheye
Fisheye
Fisheye

area
area
area
area
area
area
area
area

(front)
(left)
(rear)
(right)
(front)
(left)
(rear)
(right)

Pinhole Matching
Avg coverage
36.15%
65.24%
32.21%
73.22%
25.91%
49.56%
24.17%
54.38%

Fisheye Matching
Avg coverage
45.38%
73.07%
45.38%
80.80 %
37.48%
61.56%
39.55%
67.79%

Table 3.1.: Average coverage of the depth maps over 200 frames.

least three depth maps. Example input images and top-view renderings
can be seen in Figure 3.4. With the fisheye model, the ground is more
complete, and the point cloud includes overhanging parts of buildings
which are not visible in the point cloud corresponding to the pinhole
model. Note that the camera is pointing roughly 45◦ towards the ground
which makes reconstructing the elevated structures difficult. Close-up
renderings of the point clouds are depicted in Figure 3.5. We observe
that when compared to the pinhole model, the truck on the left and
the building facade on the right look more complete with the fisheye
model.

3.2.4. Volumetric Fusion
One important use case of depth maps is to build dense 3D models
by fusing multiple depth maps. In this section, we compare the fused
models we obtain from both pinhole depth maps and fisheye depth maps.
To fuse the depth maps, we use in both cases the volumetric TV-Flux
fusion of [Zac08] (see Chapter 2).
We use images from the MAV, and compute 20 depth maps using two
consecutive stereo image pairs. From each fisheye image, we extract two
different pinhole images; the first image has a horizontal field of view of
65◦ which corresponds to the top end for the field-of-view of standard
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Figure 3.4.: Top: An example pinhole image is shown on the left, and a top-view rendering of
the generated point cloud corresponding to the pinhole model is shown on the right. Bottom: An
example fisheye image is shown on the left, and a top-view rendering of the generated point cloud
corresponding to the fisheye model is shown on the right.

Figure 3.5.: Close-up renderings of the generated point clouds. The left and right images correspond
to the pinhole and fisheye models respectively.
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Figure 3.6.: The first, second, and third columns correspond to the 65◦
pinhole model, 114.8◦ pinhole model, and the fisheye model respectively.
The first row shows the input images, the second row shows example
depth maps, and the third row shows the resulting dense 3D models.

pinhole cameras (see e.g. [SSP14]), and the second image has a wide
field of view of 114.8◦ . The depth maps are computed with a resolution
of 754 × 480 pixels using 96 planes, 9 × 9 ZNCC matching scores, no
occlusion handling, and subpixel interpolation. The resulting dense 3D
models are visualized in Figure 3.6. All the dense models are computed
with the same settings. We observe that the 65◦ pinhole images are
not able to see the ground or the ceiling, and thus, the reconstruction
covers a small volume. Using the wide-angle 114.8◦ pinhole images,
the reconstruction becomes more complete. The reconstruction is most
complete with the fisheye images as we directly do dense matching on
the fisheye images using our proposed matching algorithm.
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3.2.5. Mobile Devices
Another application of our algorithm is on hand-held mobile devices.
We use the Google Project Tango phone2 . This device contains a depth
sensor. This sensor has a standard pinhole camera field-of-view and
works indoors only. Our algorithm makes use of the fisheye camera
from the device. It is able to compute depth information with a large
field-of-view based on the motion of the device and the fisheye images.
The camera poses are directly computed on the device in real-time. Our
depth map computation is run offline on a desktop computer as a post
processing step.
The settings of the plane sweep were as follows. We match three
images where the last one is used as reference view. Occlusion handling
is turned off and the image dissimilarity measure is an 11x11 ZNCC
score. Some example depth maps are shown in Figure 3.7.
In recent work which is not part of this thesis we implemented the
above matching algorithm on a Google Project Tango tablet [SSHP15].
On such a device interactive frame rates are possible with the built-in
NVIDIA Tegra K1 chip.
In this chapter, an approach for direct matching of fisheye images
without prior rectification, using plane sweeping stereo matching was
presented. Our evaluation showed that this leads to depth maps covering the entire field-of-view of the fisheye image with only a small increase
in running time over matching pinhole images. In the next chapter a
real-time system running on a self-driving car which is able to extract
obstacles out of the fisheye depth depth maps will be introduced. The
pinhole version of the plane sweeping implementation is used throughout
this thesis to generate depth maps from unstructured photo collections.

2 http://www.google.com/atap/projecttango
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Figure 3.7.: Results from the data of the mobile device.
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Self-Driving Cars
Reliably and accurately detecting obstacles is one of the core problems
that need to be solved to enable autonomous navigation for robots and
vehicles. For many use cases such as micro aerial vehicles (MAVs) or
self-driving cars, obstacle detection approaches need to run in (near)
real-time so that evasive actions can be performed. At the same time,
solutions to the obstacle detection problem are often restricted by the
type of vehicle and the available resources. For example, a MAV has restricted computational capabilities and can carry only a certain payload
while car manufacturers are interested in using sensors already built into
series vehicles in order to keep self-driving cars affordable.
In this chapter, we therefore present an obstacle detection system
for static objects based on camera images. We use the stereo vision
technique introduced in Chapter 3 to obtain a 3D model of the scene.
Our main motivation is to enable self-driving cars to detect static objects such as parked cars and signposts, determine the amount of free
space around them, and measure the distance between obstacles, e.g.,
to determine the size of an empty parking spot. We therefore detect
obstacles as objects obtruding from the ground [BFP09]. This can also
be understood as a semantic segmentation of a scene into the classes obstacle and drivable space. While existing work requires high-precision
sensors [BFM07] or visual odometry methods to obtain precise vehicle
poses before fusing the depth data, we show that using the less accurate
wheel odometry readily available in every car is sufficient.
Most existing stereo vision-based techniques rely on classical forward
facing binocular stereo cameras with a relatively narrow field of view
and visual (inertial) odometry (VIO) systems to provide accurate vehicle
poses. These systems are mainly targeted for detecting objects which
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are in front of the car and are therefore used in standard on road forward
driving situations. For many maneuvers such as parking into a parking
spot or navigating in a narrow parking garage, a full surround view
is very important. We show that for such situations accurate obstacle
detections can be obtained from a system that uses only monocular
fisheye cameras and the less accurate poses provided from the wheel
odometry of the car, if the noisy individual detections are properly fused
over time. The resulting system does not require complex VIO systems,
but simply exploits information already available while running in realtime on our test vehicle, we thus avoid any unnecessary delay a VIO
system might introduce. We demonstrate experimentally that highly
precise vehicle poses are not required for accurate obstacle detection and
show that a proper fusion of individual measurements can compensate
for pose errors.
This chapter is based on [HSP15] and the system is integrated into
the self-driving car of the V-Charge project [FSR+ 13, SBT+ 16]. To our
knowledge, ours is the first system that uses monocular fisheye cameras
and only relies on the wheel odometry.
The chapter is structured as follows: Section 4.1 provides an overview
over both our vehicle setup and our obstacle detection system. Section 4.2 explains how the dense matching approach introduced in Chapter 3 is applied for obstacle detection. The extraction of the obstacles
is explained in Section 4.3, while Section 4.4 details how to fuse detections from multiple depth maps. Section 4.5 experimentally evaluates
the proposed method.

4.1. Pipeline Overview
As illustrated in Figure 4.1, our obstacle detection framework consists
of three main stages. First, we extract a depth map for each camera
mounted on the car using multi-view stereo matching on a sequence of
camera frames recorded by the moving car. The camera poses required
for this step are directly obtained from the wheel odometry and the
extrinsic calibration of the cameras. No visual odometry system is employed to refine the poses. The depth maps provide a 3D reconstruction
of the surroundings of the car but do not offer any information about
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which structures are obstacles that need to be avoided and which parts
correspond to free space that the car can move through. In the second
stage, we thus detect and extract both obstacles and free space for each
individual depth map. Since obstacles are objects protruding from the
ground, obstacle detection is performed in 2D.
One of the shortcomings of using wheel odometry is that the rotation
of the wheels is only discretely sampled, which leads to a slight oscillation around the true traveled distance. This is not a problem in terms
of determining the position of the car but leads to uncertainty for the
estimated depth maps due to a slightly inaccurate baseline in the stereo
matching. Therefore, the third stage fuses the obstacle detections over
several camera frames to obtain a more accurate estimation of the occupied space around the car. Depending on the use case, the fusion can
be done independently per camera or as a single fusion that combines
data from multiple cameras.
We integrated our obstacle detection system into two VW Golf VI cars
that are equipped with a system of four fisheye cameras mounted on the
car with minimally overlapping field-of-views (FOVs). The cameras are
installed in the side mirrors as well as in the front and back of the car
and each have a 185◦ FOV, jointly covering the whole field of view
around the car. They record at a frame rate of 12.5Hz and are triggered
synchronously. Besides the cameras, we also utilize the wheel odometry
of the car, which provides a 3 degrees-of-freedom pose of the car on the
ground plane by measuring the rotation of the wheels. The cameras
are calibrated with respect to the odometry frame using a simultaneous
localization and mapping-based calibration pipeline [HLP13].
The cars are the test platforms of the V-Charge project [FSR+ 13],
whose aims are fully automated navigation and parking. As such they
are equipped with other environment perception sensors which are not
used for our system. However, since the output of our method is simply
a set of occupied and free space estimations, our results can easily be
fused into a combined obstacle map together with similar data from
other sensors. All used sensors are either already built into today’s cars
or close-to-market. For the processing of the sensor data and to perform
the navigational tasks required for automated driving, the cars have a
cluster of 6 PCs installed in the trunk. We use one of these computers
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to run our obstacle detection pipeline.

4.2. Depth Map Computation
The first step of our algorithm is to compute a depth map out of the
fish eye camera images and the camera poses provided by the wheel
odometry. The depth maps are computed for each of the cameras independently using a set of images taken in sequence with a single camera.
Often, the ground plane is hard to match as it is weakly textured and
affected by motion blur due to the close proximity to the car. To reduce
noise in the areas where the ground plane is visible in the images, we
introduce a two stage approach which first checks if the ground plane
matches sufficiently well in the images and only reconstructs other structures if a matching patch is unlikely to belong to the ground plane.
Standard binocular stereo matching takes two stereo rectified images
as an input and computes a depth map for one of the two images.
In our case, images are recorded with a continuous frame rate. This
means we have the option to match more than one image to a single
reference image to increase the quality of the computed depth maps
by increasing the baseline. To further improve the quality an explicit
baseline/resolution specific choice of images could be utilized [GFMP08].
For general camera configurations, it is not possible to stereo rectify a set
of more than two images most of the times. Therefore we use the plane
sweeping approach on fisheye images that is introduced in Chapter 3. It
allows to compute depth maps directly on fish eye images in real-time
on a graphics processing unit (GPU).
The plane-sweeping algorithm locally approximates the reconstructed
3D structure as a plane. If the normal direction of the plane hypothesis
is not well aligned with the actual surface direction, the warped image
will be locally distorted with respect to the reference image, which increases the dissimilarity score even for matching patches. This can be
overcome by aligning the sweeping plane directions with the predominant directions in the scene [GFM+ 07]. We therefore sweep planes in
two directions: one parallel to the ground and the other fronto-parallel
to the camera. The extrinsic camera calibration, which gives us the
height of the cameras with respect to the surface the car drives on, pro-
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vides a good initial estimate of the ground plane. Hence, we only need
to test very few planes for the ground direction; we used 10 in our experiments. For the fronto-parallel sweep, we space the planes inversely
proportional to the depth, resulting in an even sampling in disparity
space. For each pixel in the reference image and each plane, we obtain
one dissimilarity score from each image that is matched against the reference image. To obtain one single cost per plane for each pixel in the
reference image, we simply average these dissimilarity scores. Notice,
this means we do no utilize any occlusion handling for this pipeline. Occlusion handling could slightly improve the quality of the depth maps
around occlusion boundaries but this small gain comes with a set of
disadvantages. Firstly, occlusion handling slows down the depth map
computation process. Secondly, doing occlusion handling the way it
was initially proposed in [SLKS05] would mean that we would compute
the depth map for at least one frame before the newest one available.
This would lead to an unnecessary delay of the data. As we could not
observe any significant gains with it and since it comes with the aforementioned problems, we refrained from using occlusion handling in our
experiments. The depth map is finally extracted as the depth of the
plane with minimal cost, utilizing a winner takes all strategy.
The last step of our depth map computation procedure is to combine
the potentially incomplete depth map computed for each sweeping direction. For this, we need to define a bit more formally the output of
the plane-sweeping algorithm. For the sweeps in the ground and frontoparallel direction, we obtain a depth map Zg (x, y) and Zf (x, y), respectively. The computation of the depth maps provides for each pixel (x, y)
the image dissimilarity cost for the best matching plane C· (x, y) and the
uniqueness ratio U· (x, y) encoding the uniqueness of this match. Let
C·,2 (x, y) be the cost of the second-best matching plane for pixel (x, y).
The uniqueness ratio is then defined as the ratio C· (x, y)/C·,2 (x, y).
Both of these additional values can be used to filter the depth maps: A
low matching cost implies that the image patches match well. A large
uniqueness ratio indicates ambiguities, e.g., uniformly textured regions
or repeating patterns will result in a ratio close to 1. We use two sets
of thresholds for the two sweeping direction TCg , TUg and TCf , TUf ,
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Figure 4.2.: Results of our depth map computation procedure. (Left)
image of the reference view, the depth maps computed (middle) without ground direction plane-sweep and (right) the complete depth map
computation procedure including the ground directions. The depth
maps are coloured with respect to height above ground instead of depth
(color pattern repeating every 0.5 meters), to illustrate the quality of
the ground. Without the ground direction plane-sweep, the ground is
reconstructed rather bumpy (cf. middle). In contrast, our complete
procedure obtains a much smoother reconstruction.
respectively. Let


αg (x) := Cg (x) < TCg (x) ∧ (Ug (x) < TUg (x))
αf (x) := (Cf (x) < TCf (x)) ∧ ((Uf (x) < TUf (x)))
denote that a pixel x := (x, y) passes the thresholds on the dissimilarity
cost and the uniqueness ratio for the ground-parallel and fronto-parallel
sweeps, respectively. The two depth maps are merged as


Zg (x, y) if αg (x, y)
Z(x, y) = Zf (x, y) if ¬αg (x, y) ∧ αf (x, y) ,
(4.1)


−1
else
where −1 indicates that no depth is assigned to a pixel. Choosing
TCf ≤ TCg and TUf ≤ TUf , Z(x, y) preferably uses matches on the ground
plane. In our experiments, we found this behavior to be desirable as it
leads to a smoother reconstruction of the ground which is important to
avoid false positive obstacle detections.
For our experiments, we use zero mean normalized cross correlation
(ZNCC) scores over a 9 × 9 pixel window for measuring the image similarity. The matching cost C· (x, y) are computed as the negative ZNCC
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score normalized to the interval [0, 1], i.e., a matching cost of 1 corresponds to a ZNCC score of −1 and a matching cost of 0 corresponds
to a ZNCC score of 1. There are 10 planes used for sweeps parallel to
the ground and 50 planes for the fronto-parallel direction. The filtering thresholds are set to TUg := 0.9925, TUf := 0.98, TCg := 0.18 and
TCf := 0.17. The depth maps are computed on a resolution of 640 × 400
pixels and we match two images against the reference image, meaning 3
images contribute to every depth map. Figure 4.2 shows the results of
our depth maps computation procedure. The benefit of the additional
ground direction sweeping is mostly visible in the form of a smoother
ground plane.

4.3. Obstacle Extraction
The output of the previous section is a depth map for each camera. In
this section, we describe how to extract obstacles from a single depth
map. Following [BFP09, LDG+ 10], we make the simplifying assumption
that the car is moving on a plane, i.e. every object not lying on the plane
is a potential obstacle, and perform obstacle detection in 2D.
Obstacle detection consists of three steps. Given a depth map, we
first create a 2D occupancy grid that encodes which cells contain depth
measurements. From this grid, we then extract obstacles from the occupied cells and refine their positions to avoid discretization artifacts.
Finally, we estimate the uncertainty of each detection, which will be
used in Section 4.4 to fuse detections from multiple depth maps.

4.3.1. Occupancy Grid Generation
We define the local coordinate frame of the car to coincide with the
vehicle odometry frame. It has its origin on the ground plane at the
point where the middle of the rear axle orthogonally projects to the
ground plane. The x-axis is pointing towards the front of the car, the
y-axis to the left and the z-axis is pointing vertically away from the
ground (c.f . Figure 4.3). Due to this choice of coordinate system, we
can directly infer the position of the ground for each camera from the
known extrinsic calibration of the car’s camera system.
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Figure 4.3.: Illustration of the used coordinate systems. The x-, y-, and
z-axes are colored in red, green, and blue, respectively.

For each camera, we define a separate occupancy grid that covers the
relevant part of the area observed by the camera. The grid is placed
in the ground plane, i.e. coincides with the x-y plane of the vehicle
frame. The cameras are mounted such that their x-axes are parallel to
the ground. Thus, the x- and y-axes of the occupancy grid are chosen
to be parallel to the projections of the x- and z-axes of the camera
onto the ground plane. As illustrated in Figure 4.3, the origin of the
occupancy grid is the projection of the camera center codo , expressed
in the vehicle frame, to the x-y plane. We express coordinates in the
occupancy map by an (angle, disparity) pair (d, ρ), where disparity d =
1/ygrid corresponds to the inverse depth of the measurement.
We use disparities instead of the original y-coordinates since the depth
maps are already computed based on disparities by spacing the planes
inversely-proportional to the depth. As a consequence, the occupancy
grid has a higher resolution very close to the camera, which leads to
an unnecessary high grid resolution and thus memory and time consumption. In order to guarantee a minimal cell size in depth direction
we virtually shift the grid by yshift . The definition of the final occupancy grid coordinates (dgrid , ρgrid ) can now be stated in terms of the
Cartesian coordinates in the occupancy grid frame as:
dgrid = 1/ (ygrid + yshift )
ρgrid = ρ = arctan (xgrid /ygrid ) .

(4.2)
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The occupancy grid coordinates (dgrid , ρgrid ) are only defined for Cartesian coordinates with ygrid > 0. Notice that the resulting grid has the
shape of an isosceles trapezoid, similar to the polar grid in [BFM07].
Let odo Rcam ∈ R3×3 and odo tcam ∈ R3×1 be the rotation and translation that transform a depth measurement xcam from the local camera
coordinate system into the vehicle frame, i.e. xodo = odo Rcam xcam +
odo
tcam . As shown in Figure 4.3, the corresponding grid cell is obtained
by projecting xodo −codo onto the x-y plane of the grid frame, computing
the angle and disparity, and performing the shift by yshift .
For each grid cell (d, ρ), we store the number F (d, ρ) of points from
the depth map that vote for free space in this specific cell, the number
O(d, ρ) of points that vote for occupied space, and additionally the
average disparity dgrid of the points voting for occupied space within a
given cell. If the vehicle frame position xodo of a depth measurement
is close to (or below in case of errors in the depth map) the ground,
it votes for free space in its corresponding cell. If xodo lies above the
ground plane up to a maximum height, it votes for occupied space in
its cell and the corresponding average disparity value is updated. The
maximum height is necessary to handle structures such as overhanging
roofs where the car can drive underneath and indoor environments such
as underground parking garages.
In our experiments we use a grid resolution of 50 × 120, depth values
up to 30 meters, and an opening angle of 140◦ .

4.3.2. Obstacle Extraction and Refinement
After filling the occupancy grid, we extract obstacles out of the accumulated data. Each column of the occupancy grid defines a ray corresponding to an angle ρgrid . For each such ray, we want to find the
disparity value dobst of the first obstacle along the ray. In order to be
robust against noise in the input depth maps, we discard all obstacles
that do not pass the following two tests.
A valid obstacle detection should be supported by a minimum amount
of depth measurements. We thus compute the strength of an obstacle
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as
Sobst (d, ρ) =

d+D
obst
X

O(i, ρ) ,

(4.3)

i=d

where we also consider the Dobst cells along the ray that follow the first
near
far
detection. We specify two thresholds Tstrengh
and Tstrengh
to threshold
the obstacle strength at the closest and furthest distance of the grid, respectively. This reflects the fact that objects which are further away are
represented by fewer image pixels and thus fewer depth measurements.
d
The threshold Tstrength
for the given cell is then computed through linear
interpolation.
Ideally, there should only be votes for free space until we hit the first
object and no cell behind this object should contain free space votes.
However, this is often not the case close to the camera, as sporadic
mismatches in the sky and other distant structures, which should be
very high above the ground, get reconstructed close to the camera and
therefore also close to the ground, resulting in votes for occupied space.
The second test is thus designed to reduce the number of erroneously
reconstructed obstacles. We define a second obstacle strength measure
that rewards free space in front of the obstacle and occupied space
behind it as
0
Sobst
(d, ρ) =

d−1
X
i=0

(F (i, ρ) − O(i, ρ)) +

d+D
obst
X

(O(i, ρ) − F (i, ρ)) . (4.4)

i=d

Again, we use a corresponding threshold Tstrengh0 to discard spurious
obstacle detections.
The final extraction procedure is as follows: Beginning at the cell
closest to the origin, we compute the obstacle strengths for the cells
along each ray. We create an obstacle for the first cell for which both
strengths are above the corresponding thresholds. In order to avoid
reporting obstacles at discrete positions only, we use the average disparities stored for each grid cell to refine the obstacle position. The
final refined position of the obstacle is extracted as the combined average disparity d of the points that where used as votes for the obstacle
strength in Equation 4.3.
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In the case that there is no strong enough obstacle along a ray, we
extract a special "free space" obstacle that flags the position until which
only free space is observed in the grid. This special obstacle represents
the fact that the ground plane is visible until this position, which will
later be used during the fusion process.

4.3.3. Uncertainty Estimation
The positions of the extracted obstacles originate from depth maps
that were computed using camera poses provided by the vehicle’s wheel
odometry, which is not as accurate as vision-based odometry methods.
From binocular stereo matching, it is known that the uncertainty of the
depth grows quadratically with the depth (e.g. [GFMP08]). Unfortunately, this is not directly applicable to fisheye lenses [IYT90] and to
multi-view matching. However, for a later fusion of the data over time
and between cameras, it is important to obtain a (rough) estimate of
the uncertainty for each detection. In the remainder of this section,
we thus propose a method to estimate the distance uncertainty of the
extracted obstacles.
For standard binocular stereo matching using discrete disparities, one
can only determine the true displacement of a pixel up to ±0.5 pixels.
Fisheye cameras (approximately) follow an equidistant model [TP12],
i.e. the displacement error in pixels is linearly related to the angle difference ∆α between the viewing rays through the two pixels. We use this
linear relation to estimate the uncertainty of each obstacle detection.
Since obstacles are detected in 2D, we also estimate their uncertainty
in 2D.
Each depth map is computed from the current and several previous
frames. In our experiments we usually use two. Let Ccur and Cfar
be the 2D positions of the current and the previous camera with the
largest distance to the current frame, obtained by projecting the camera
centers onto the ground plane. Let O be the obstacle position and
let Ccur O and Cfar O be the rays from the two camera centers to the
obstacles. We create two new rays r1 , r2 originating from Cfar such that
the angle between the rays and Cfar O is ∆u degrees. Intersecting r1 and
r2 with Ccur O then provides an uncertainty interval for the obstacle.
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O
∆u
∆u

r2

r1

Ccur

Cfar

Figure 4.4.: Estimation of the uncertainty interval for obstacle O.

See Figure 4.4 for a graphical illustration of this procedure.
The final result of our obstacle detection approach, 2D obstacle positions and their uncertainties, is depicted in Figure 4.5. There is a rather
high uncertainty and level of noise in the estimates, as can be seen when
obstacles from several frames are simply transformed into a single frame
without any proper fusion. In the next section, we thus introduce a simple way of fusing obstacle detections over time. We constantly fuse the
available measurements, enabling us to detect and discard incorrect detections such as the outlying measurements observed in the middle of
the parking spot shown in Figure 4.5. Notice that fusion over time also
removes obstacles detected on dynamic objects.

4.4. Data Fusion
Since we make the assumption that the car moves on a (locally) planar
ground, we again use a 2D grid to fuse the obstacles detected in multiple
camera frames. For each grid cell, we aim to determine whether it
corresponds to free space or is occupied, i.e. contains an obstacle. In
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Figure 4.5.: Results of our obstacle detection approach: (Top row)
Two input images. (Bottom row) Obstacles detected in three different frames, projected to the ground plane. The red dots denote the
obstacle position and the cyan lines indicate the uncertainty area along
the ray. The last image contains all obstacles extracted in an interval
of ±1 seconds around the corresponding frame and shows that simply
combining individual detections produces significant noise.

robotics, this is often achieved in terms of an occupancy grid using
an inverse sensor model [Elf87]. We follow a different approach which
originates from the fusion of laser point clouds [CL96] and has since
then been used successfully in many computer vision systems [LB07,
GFP10a, NIH+ 11]. Its main idea is to follow each ray originating from a
camera center until it hits the first obstacle. For all grid cells traversed
by the ray, a negative weight is added to denote free space. At the
measurement, the ray enters the object and hence the space behind the
measurement should be occupied, which is denoted by adding a positive
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weight. Since we do not know the thickness of each object, we only enter
positive weights for a small region behind the obstacle. After adding the
measurements for all cameras that should be considered, a cell having a
negative accumulated weight is then considered as free space and a cell
with a positive weight as occupied space. For cells that have a weight
of exactly zero, the space is considered as unobserved.
For real-time processing, we need to limit the size of the grid. We
achieve this by only updating a 10 × 10 meter area which is placed such
that it covers the area observed in the current camera frame. Which
part of the fusion grid needs to be updated is determined based on the
wheel odometry reading. For each cell inside the viewing area of the
current camera frame, we determine the obstacle which lies on the ray
from the camera center to the grid cell. The weight added to the current
grid cell is defined by comparing the distance lobst of the obstacle to the
camera with the distance lcell between the cell and the camera. As explained in Section 4.3.2, there are two types of obstacles, conventional
obstacles and the "free space" obstacles placed at the end of the definitively visible space along a ray. Consequently, two different types of
weights are used. The free space weight wf is used for both types while
the obstacle weight wo is only employed for the standard obstacles. For
both types of obstacles, an uncertainty interval [lobst − u1 , lobst + u2 ]
along the ray is given and we distribute the weight of the obstacle along
the interval. Thus, obstacles that are measured with low accuracy will
only contribute little weight to each grid cell.
The free space weight for the cells along the ray is
(
−k if lcell ≤ lobst − u1
wf =
,
(4.5)
0
else
where the constant k ≥ 0 is added only to cells in front of the obstacle. The obstacle weight wo should only be non-zero in the uncertainty
regions and is thus defined as

1

− u1 if lcell ∈ [lobst − u1 , lobst )
wo = u12
(4.6)
if lcell ∈ [lobst , lobst + u2 ] .


0
else
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Additionally, we impose a minimal uncertainty area to make sure that
the weight is spread at least into a few cells in the grid. We also discard
measurements which have a very large uncertainty interval of more than
4 meters.
All grid cells are initialized with weight zero and are updated whenever new obstacle detections are available by adding the respective
weight to the grid cells. The update is constantly performed in a separate compute thread concurrent to depth map generation and obstacle
detection. The area of the grid that is updated is set to 400 × 400 cells,
resulting in a 2.5cm resolution for the 10m × 10m area. The constant
for free space is set to k = 4. Figures 4.6 and 4.7 depict results of the
fusion approach, where free space is colored green, occupied space is
red, and unobserved space is black.

4.5. Experiments
In this section, we present the experimental evaluation of our obstacle
detection and fusion system. We consider two use cases and evaluate
the accuracy in these situations, namely driving past an empty parking
spot to measure its width and driving through two objects and measure
how far they are away from the car. In the first case, the wide field
of view of our fisheye cameras allows us to observe the whole parking
spot even at close distance. Similarly, the second case also benefits from
the fisheye cameras’ ability to detect obstacles close to the car. Both
cases are much harder to handle using classical stereo systems due to
their limited field of view. We employ foam boxes as obstacles as it is
easier to define the ground truth distance between two boxes than two
cars, even though these boxes are hard to detect by our motion stereo
system.
To enable quantitative evaluation, all the experiments are conducted
by replaying sequences recorded by the car on a desktop computer
equipped with an Intel Quad Core i7 950 CPU running with a clock
rate of 3.07 Ghz and a NVIDIA GeForce GTX 680 GPU. On the car,
we are able to run the same software on one of the 6 PCs mounted in
the trunk.
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Figure 4.6.: Obstacle fusion results for an outdoor test sequence. (Top
block) right facing camera, (Bottom block) front facing camera. For
both blocks (top row) input images, (bottom row) fusion results. Free
space is colored green, occupied space in red, and unobserved space in
black. The white dot denotes the position of the current camera. Obstacle fusion over time enables our approach to remove outlier detections
(c.f . Figure 4.5) and to recover the structure of the scene.
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Figure 4.7.: Fusion results for an indoor sequence. (Top) input images,
(bottom) fusion results. Reflections on the ground cause erroneous detections while backlight complicates precise depth estimation. Still, our
system is able to outline the positions of the obstacles.

4.5.1. Measuring the Width of a Parking Spot
The use case of this experiment is that a car is driving past a free
parking spot and we would like to measure the width of the parking
spot in order to decide whether the car fits into it. For this experiment
we naturally use the sidewards facing cameras. We marked the parking
spot with foam boxes placed 3 meters apart (measured with a tape
measure, c.f . Figure 4.8). We drove past the parking spot 5 times in
each direction and stopped the fusion when the rear axle is at the end
of the parking spot. Table 4.1 reports the mean width of the parking
spot measured from the fused results (c.f . Figure 4.8), together with the
standard deviations from 5 measurements from the 5 different runs for
each side. As can be seen, the measurements of our system are accurate
enough to determine that the car fits into the parking spot. Notice,
the slight underestimate in distance is expected as we always use the
smallest possible distance between the first two foam boxes to measure
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Figure 4.8.: (Left) Ground truth measurement taken with a tape measure. (Right) Distance that we determine in the fused results by measuring how wide the minimal gap between the first two foam boxes is
(grid resolution 2.5cm).
Camera
Left
Right

Mean
2.93m
2.91m

Standard Deviation
0.04m
0.02m

Ground Truth
3.00m
3.00m

Table 4.1.: Width measurements of an empty parking spot

the size of the spot. Such a conservative estimate is desired in practice
as to avoid initiating a parking maneuver that could potentially lead to
a crash.

4.5.2. Measuring the Distance Between Two Obstacles
While driving between obstacles, it is important to accurately measure
the distance of the obstacles to the car. To measure how accurately
our system is able to measure the sidewards distance, we drive with the
car in between two foam boxes. As a ground truth measurement we
measured the distance of the two foam boxes with a tape measure. The
fusion is stopped at the point when the two sidewards facing cameras are
in between the two foam boxes. Afterwards, the distance is determined
by looking at the fusion of the left and right camera and measuring the
distance. The foam boxes were set up at different distances from three
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Ground Truth 3.00 3.30 3.60 3.90 4.20 4.50 4.80 5.10 5.40 5.70 6.00
Measured 2.93 3.20 3.48 3.80 4.10 4.40 4.70 5.00 5.30 5.58 5.88
Table 4.2.: Distance in meters between two obstacles

to six meters. We took one measurement per distance. The results are
presented in Table 4.2. The results are accurate enough for autonomous
driving. Compared to the first experiment, having an accurate calibration is much more important for this use case as the measured distance
depends on two cameras. Thus, an error in distance between the two
cameras would directly transfer to an error in the measurements. Again,
we always took the smallest measurement between the two foam boxes
resulting in a slight underestimation of the distance.

4.5.3. Runtime Performance
One important aspect of an obstacle sensor running on a self-driving
car is its runtime performance. As indicated earlier, we are running the
system by replaying a logfile on a desktop computer with a GPU. On
the actual car, the same software is running on a similar but slightly
less powerful computer. We consider the scenario where a car is driving
forward, hence we run the whole system using multi-threading concurrently on the left, front and right camera. The images are captured
with a framerate of 12.5Hz, therefore our peak performance that we can
reach per camera is 12.5Hz. For the result shown in Figure 4.9, we are
able to process all the frames and hence reach the maximal performance
of 12.5Hz, leading to a joint framerate of 37.5Hz. We also confirmed
that our system runs in real-time on the car itself. Recent work, which
is not part of this thesis showed that even using an NVIDIA Tegra K1
chip is sufficient to process one single camera at lower resolution (c.f .
[SSHP15]).
In this chapter we showed that using a simple semantic model of
the geometry where only the classes obstacle and free space are used,
allows us to extract obstacle information efficiently out of depth maps
computed directly on fisheye images. Depth maps, obstacle hypotheses
and obstacle fusion are carried out in real-time on a self-driving car.
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Figure 4.9.: (Left) Two input images of the front camera. (Right) Result
of running our system concurrently on the left, front and right camera.
The obstacle frames are entered into the grid with a joint framerate of
37.5Hz.
While this kind of semantic information has a limited descriptive power
it is a first crucial step that allows the self-driving car to understand
its surrounding, namely where driving is possible and where obstacles
need to be avoided. The next part of this thesis proposes methods which
allow to model more fine-grained semantic classes and include 3D object
shape priors into the formulation.
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Volumetric Semantic 3D
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Multi-Label Problems
Assigning labels to image pixels or regions e.g. in order to obtain a semantic segmentation, is one of the major tasks in computer vision. The
most prominent approach to solve this problem is to formulate label
assignment as Markov random field (MRF) on an underlying pixel grid
incorporating local label preference and smoothness in a local neighborhood. Since in general label assignment is NP-hard, finding the true
solution is intractable and an approximate one is usually determined.
One promising approach to solve MRF instances is to relax the intrinsically difficult constraints to convex outer bounds. There are currently
two somewhat distinct lines of research utilizing such convex relaxations:
the direction, that is mostly used in the machine learning community,
is based on a graph representation of image grids and uses variations of
dual block-coordinate methods [Kol06, GJ07, Wer07, WYM07] (usually
referred as message passing algorithms in the literature). The other
set of methods is derived from the analysis of partitioning an image in
the continuous setting (continuous domain and label space), i.e. variations of the Mumford-Shah segmentation model [MS89, ABDM03].
Using the principle of biconjugation to obtain tight local convex envelopes, [CCP08, PCCB09] obtains a convex relaxation of multi-label
problems with isotropic and metric transition costs in the continuous
setting. Subsequent discretization of this model to finite grids yields
strong results in practice, but it was not fully understood what is optimized in the discrete setting.
We close the gap between convex formulations for MRFs and continuous approaches by identifying the latter methods as non-linear (but still
convex) extensions of the standard LP relaxation of Markov random
fields.
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In summary the strong connection between LP relaxations for MRF
inference and continuously inspired formulations has the following implications:
• It is possible to stay close to the well understood framework of LP
relaxations for MRFs [Wer07, WJ08], while at the same time introducing smoothness terms that are less affected by the underlying
discrete pixel grid.
• In [CCP08] and related work [LS10a, SGC11] the objective to optimize is always a saddlepoint energy taking both primal and dual
variables as arguments. We derive the primal (Section 5.2.1) and
the dual energy (Section 5.2.3), which allows to use the primaldual gap as stopping criterion for the usually iterative optimization.
• The GPU-accelerated method for real-time label assignment proposed in [ZGFN08] is extended to truncated smoothness costs,
and the connection to other convex relaxations is explored (Section 5.2.2), and also exploited to obtain a new optimization method
(Section 5.3.1).
• The continuously derived labeling model [CCP08] requires the
smoothness cost to be a metric [BVZ01] (see also [LS10a] for a
discussion of the continuous setting). This is an unnecessary restriction as pointed out in Section 5.4.1 for isotropic smoothness
and in Section 5.4.2 for the anisotropic case.
• Finally, a wider range of optimization methods becomes applicable for the continuously inspired formulations, since convex primal and dual programs can now be clearly stated. The ability
to obtain different but equivalent dual programs by utilizing redundant primal constraints enables new options for minimization
(Section 5.3.2).
Thus, the results presented in this chapter are of theoretical and practical interest. This chapter is restricted to the 2-dimensional setting with
image domains being rectangular grids. It is straightforward to extend
all energy models and results to higher dimensions. In the following
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chapters of this thesis we will introduce a volumetric multi-label segmentation approach to facilitate joint volumetric 3D reconstruction and
class segmentation based on the formulations presented in this chapter.
Section 5.4 addresses multi-label problems with non-metric smoothness costs (Section 5.4.1) and general Finsler-type regularizers (Section 5.4.2). These smoothness regularizers appear in several applications, e.g. preference of piecewise smooth solutions naturally leads to
a non-metric truncated quadratic penalizer. Favoring discontinuities in
the solution which are aligned with e.g. strong edges in the image leads
to smoothness terms discussed in Section 5.4.2 and visually demonstrated in Section 5.4.3.
This chapter is based on [ZHP12, ZHP14]. The original works contain
additional content which is not present in this thesis. The main focus
here are the concepts that are used in the following chapters and where
the author of the present thesis closely worked on.

5.1. Background
In the following section we summarize the necessary background on
discrete and continuous relaxations of multi-label problems. We refer
to [BL00, Roc70] for a concise introduction to convex analysis, and
to [Wer07, WJ08] for an extensive review of Markov random fields
(MRFs) and maximum a posteriori (MAP) assignment.

5.1.1. Linear Programming Relaxation
In the following we will consider only labeling problems with unary and
pairwise interactions between nodes. Let V be a set of V = |V| nodes
and E be a set of edges connecting nodes from V. The goal of inference
is to assign one out of the labels L = {1, . . . , L} to each node. This
means the goal is to find the label assignment Λ : V → L for all nodes
s ∈ V minimizing the energy
Elabeling (Λ) =

X
s∈V

θsΛ(s) +

X

Λ(s),Λ(t)

θst

,

(5.1)

(s,t)∈E
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··
where θs· are the unary potentials and θst
are the pairwise ones. Usually
the label assignment Λ is represented via indicator vectors xs ∈ {0, 1}L
2
for each s ∈ V, and xst ∈ {0, 1}L for each (s, t) ∈ E, leading to
X
X ij ij
EMRF (x) =
θsi xis +
θst xst
(5.2)
s,i

s,t,i,j

subject to normalization constraints i∈L xis = 1 for each s ∈ V (one
P
i
label needs to be assigned) and marginalization constraints j xij
st = xs
P ij
j
i
and i xst = xt . In general, enforcing xs ∈ {0, 1} is NP-hard, hence
the corresponding LP-relaxation is considered,
X
X X ij ij
θst xst
(5.3)
ELP-MRF (x) =
θsi xis +
P

s,t

s,i

s.t.

xis

=

X

xij
st ,

xit

i,j

=

X

j

xji
st

j

X

xis ∈ [0, 1],

xij
st ≥ 0

xis = 1,

∀s, t, i, j

i∈L

Since we focus on discrete image domains that are lattices, the set E
consists of horizontal and vertical edges connecting neighboring pixels.
In order to have a more intuitive correspondence between MRFs on
discrete grids and continuously inspired formulations on the image plane
def
ij T
which will be explained in Section 5.2.1, we introduce xsij = (xij
st , xsr ) ,
where (s, t) is a horizontal edge originating at pixel s, and (s, r) is the
ij
ij
respective vertical edge. Analogously, we also group θst
and θsr
to
ij
form θ s . Further, we introduce the canonical basis vectors ek , where k
denotes the dimension, for example e1 = (1, 0)T . The specialization of
ELP-MRF for regular pixel grids can be stated as
X
XX
T ij
EGrid-LP-MRF (x) =
θsi xis +
(θθ ij
(5.4)
s ) xs
s

s,i

s.t. xis =

X


ij

xs

i,j

xis =

k

X

j

xis ∈ [0, 1],

j

X
i∈L
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ji
xs−e
k

xis = 1,

xij
s ≥0



k ∈ {1, 2}
k

∀s, i, j,
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where (·)k denotes the k-th component of a vector. Note that the extension of this formulation to higher dimensions is straight forward. There
are several corresponding dual programs of ELP-MRF depending on the
utilized (redundant) constraints. If we explicitly add the box constraints
xij
st ∈ [0, 1] the corresponding dual is
∗
ELP-MRF
(p) =

X
s

+

X
X

min θsi +
pist→s +
pirs→s
i

XX
s,t

t:st→s

min



ij
0, θst

−

r:rs→s

pist→s

− pjst→t ,

(5.5)

i,j

The particular choice of (redundant) box constraints xij
st ∈ [0, 1] in the
primal program leads to an exact penalizer for the usually obtained
capacity constraints. If only non-negativity constraints on xij
st are enforced, one obtains more familiar dual programs incorporating capacity
constraints (e.g. [Wer07]). Different choices of primal constraints lead
to different duals, we refer to Section 5.2.3 for further details.
Since ELP-MRF is a convex relaxation dropping integrality constraints,
the solution of the relaxed problem may be fractional and therefore
reveal little information, how labels should be assigned. Whether the
relaxed solution is integral or not depends heavily on the shape of the
pairwise potentials θsij . For some classes of pairwise costs it is known
that integral minimizers of ELP-MRF can be expected [Ish03, Sch07].
In other cases, the relaxations can be tightened by enriching the linear
program [SJ07, SMG+ 08, Wer10].

5.1.2. Continuously Inspired Convex Formulations
In this section we briefly review the convex relaxation approach for
multi-label problems proposed in [CCP08]. In contrast to the graphbased label assignment problem in Equation 5.3, Chambolle et al. consider labeling tasks directly in the continuous image plane with a discrete label set. Their proposed relaxation is inspired by the continuous
analysis of Mumford-Shah like models [ABDM03], and is formulated
as a primal-dual saddle-point energy. We state the already discretized
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version
Esuperlevel (u, q) =

X

θsi (ui+1
− uis ) +
s

s,i

s.t.

uis

≤

j−1
X

(qsi )T ∇uis

s,i

ui+1
s ,
qsl

X

2

u0s

= 0,

≤ θij

uL+1
s

= 1, uis ≥ 0

∀s, i, j,

(5.6)

l=i

which is minimized with respect to u and maximized with respect to q.
Here u is a super-level function ideally transitioning from 0 to 1 for the
assigned label, i.e. if label i should be assigned at node (pixel) s, we
= 1 and uis = 0. Consequently, u ∈ [0, 1]V L in the discrete
have ui+1
s
setting of a pixel grid. q ∈ R2V L are auxiliary variables. The stencil of
∇ depends on the utilized discretization, but usually and especially for
all examples in this thesis, forward differences are employed for ∇ (e.g.
in [CCP08, SGC11]). θij are the transition costs between label i and j.
At this point we have a few remarks:
Remark 3. The saddle-point formulation
Pj−1 in combination with the quadratic
number of “capacity” constraints k l=i qsl k2 ≤ θij makes it difficult to
optimize efficiently. In [CCP08] a nested, two-level iteration scheme is
proposed, where the inner iterations are required to enforce the capacity constraints. The inner iterations correspond to Dykstra’s projection algorithm [BD85] requiring temporarily O(L2 ) variables per pixel.
In [SGC11] Lagrange multipliers for the dual constraints are introduced
in order to avoid the nested iterations, leading to a “primal-dual-primal”
scheme. In Section 5.2.1 we will derive the corresponding purely primal energy enabling a larger set of convex optimization methods to be
applied to this problem.
Remark 4. The energy Equation 5.6 handles triple junctions (i.e. nodes
where at least 3 different phases meet) better than the (more efficient)
approach proposed in [ZGFN08]. Again, by working with the primal
formulation one can give a clearer intuition why this is the case (see
Section 5.2.2).
Remark 5. The energy in Equation 5.6 can be rewritten in terms of (soft)
indicator functions xs per pixel, leading to the equivalent formulation
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(c.f . [SGC11, LS11]):
Esaddlepoint (x, p) =

X

θsi xis +

s,i

s.t. pis − pjs

X
(pis )T ∇xis

(5.7)

s,i
2

≤ θij , xis ∈ [0, 1],

X

xis = 1 ∀s, i, j,

i∈L

x and p are of the same dimension as u and q. By introducing “node
pseudo marginals” xis replacing the superlevel values uis , Esaddlepoint establishes already some connection to the linear programming relaxation
for MRFs, ELP-MRF (Equation 5.3),
P since the terms corresponding to the
unary potentials (data costs), s,i θsi xis , are the same in both models.
Hence, Esaddlepoint is the starting point for our further investigations in
the next sections.

5.2. Continuously Inspired Convex Relaxations
Revisited
In this section we derive the connections between the standard LP relaxation for MRFs, ELP-MRF , and the saddle-point energy Esaddlepoint ,
and further analyze the relation between Esaddlepoint , and a weaker, but
more efficient relaxation.

5.2.1. A Primal View on the Tight Convex Relaxation
It seems that the saddle-point formulation in Equation 5.6 and Equation 5.7, respectively, were never analyzed from the purely primal viewpoint. Using Fenchel duality (see Chapter 2) one can immediately state
the primal form of Equation 5.7, which has a more intuitive interpretation (detailed in Section 5.2.2):
Lemma 1. The primal of the saddlepoint energy Esaddlepoint (Equa-
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tion 5.7) is given by
X
X X
θij kysij k2
Etight (x, y) =
θsi xis +
s

s,i

s.t. ∇xis =

X

X

ysij −

j:j>i

(5.8)

i,j:i<j

X

ysji , xis ∈ [0, 1],

j:j<i

xis = 1 ∀s, i,

i∈L

where ysij ∈ R2 represents the transition gradient between a region
with label i and the one with label j. ysij is 0 if there is no transition
between i and j at node (pixel) s. The first constraint is the equivalent
of marginalization constraints linking transition gradients ysij with label
gradients ∇xis . The remaining constraints ensure that exactly one label
is assigned.
Proof. Since Esaddlepoint can be written as
X
X
X
Esaddlepoint (x) =
θsi xis +
(pis )T ∇xis
max
i
s

s,i

s.t. pis − pjs

2

ps

(5.9)

i

≤ θij , xis ∈ [0, 1],

X

xis = 1,

i∈L

we only need to consider the point-wise problem
X
max
(pis )T ∇xis
subject to pis − pjs
i

≤ θij .

(5.10)

We will omit the subscript s and derive the primal of
X
max
(pi )T ∇xi
s.t. pi − pj 2 ≤ θij ∀i < j.
i

(5.11)

ps

p

2

i

i

In order to derive the primal we can consider the above problem as a
Fenchel
First note that the term
P i T duali problem and derive its primal.
∗
i (p ) ∇x , which corresponds to −g (·) in the Fenchel dual (Equation 2.10) can be split into a sum of independent function gi (pi ) =
(pi )T ∇xi . Since the convex conjugate of f (·) = ı{k·k2 ≤ θ} is θk·k2 ,
and the conjugate of gi (·) = aT · is ı{· = a} the primal can be stated as
X
subject to Ai y = −∇xi ∀i,
(5.12)
θij yij 2
i,j:i<j
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The matrix Ai (which has rows corresponding to pi and columns corresponding to yij ) has a -1 entry at position (pi , yij ) (for i < j) and a
+1 element at (pj , yij ) (i < j). Thus, Ai y reads as
X

yji −

j:j<i

X

yij ,

(5.13)

j:j>i

and the purely primal form of Equation 5.10 is given by
min
ij
ys

X
i,j:i<j

θij ysij

2

s.t.

∇xis =

X
j:j>i

ysij −

X

ysji .

(5.14)

j:j<i

By replacing the inner maximization problem in Equation 5.9 with this
expression we obtain Etight .
We conclude this section by discussing similarities and differences
between EGrid-LP-MRF (Equation 5.4) Etight (Equation 5.8):
Remark 6. The smoothness terms in Etight are non-linear, which is in
contrast to the pairwise terms in EGrid-LP-MRF . Further, depending
on the employed discretization for ∇, the smoothness terms in Etight
depend on higher order cliques of xs . If ∇ is discretized via one-sided
finite differences, three neighboring nodes, s,s + e1 , s + e2 , contribute to
the smoothness cost at node/pixel s. Other choices for discretizations
such combinations of forward and backward differences [LLWS13] use
larger neighborhoods. Nevertheless, this is not equivalent to utilizing
higher-order cliques in EGrid-LP-MRF to model the smoothness costs,
since. . .
Remark 7. . . . in the continuously inspired energy Etight one is interested in fractional values of xis at label boundaries. This is strictly
necessary such that the transition gradients ysij can point in arbitrary
directions and hence an isotropic penalization is achieved. In discrete
MRF models one is interested in a strict label assignment and hence
integral xis variables at each node. It is possible to strengthen the relaxation EGrid-LP-MRF to return solutions which are closer to integral
[WJ06, SJ07, SMG+ 08, Wer10]. The impact of such tightening on the
continuously inspired formulations (which have a non-linear objective
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function) is not immediately clear. What is clear, is that precisely relaxing the integrality assumption on the solutions makes continuously
inspired formulations less prone to grid artifacts.
Remark 8. Both models share the same underlying structure where
one set of variables describes the interactions between labels (spatial
change of labels) and the other set of variables are indicator variables
for the assigned labels. One major restriction in the case of Etight is
that the smoothness needs to form a metric over the label space. In
Section 5.4.1 we will see that this can be overcome. In fact, to achieve
this, a continuously inspired formulation will be derived that is more
similar to EGrid-LP-MRF than Etight .
Remark 9. The fact, that the objective e.g. in Emarginals is non-linear
also implies, that many efficient optimization strategies developed for
EGrid-LP-MRF are not applicable. In particular, decomposing the image grid graph in a (small) set of trees and exactly solving MAP inference on trees as a subroutine (e.g. [Kol06, KPT07]) is not possible.
Additionally, message passing methods based on dual coordinate descent [Kol06, GJ07, Wer07, WYM07, HS10] are difficult to derive for
non-linear smoothness terms. Hence, we use rather generic optimization methods for convex problems to optimize Etight in Section 5.3.
Remark 10. The primal formulations have a number of unknowns that
is quadratic in the number of labels L. This is not surprising since the
number of constraints on the dual variables is O(L2 ) per node.

5.2.2. Truncated Smoothness Costs
If the transition costs θij have no structure, then one has to employ
the full representations (Equation 5.8). In this section we consider the
important case of truncated smoothness costs, i.e. θij = θ∗ if |i − j| ≥ T
for some T , and θij < θ∗ if |i − j| < T . The two most important
examples in this category are the Potts smoothness model (T = 1), and
truncated linear costs with θij = min{|i − j|, θ∗ }.
It is tempting to combine the transition gradients corresponding to
“large” jumps from label i to label j with |i − j| ≥ T into one vector
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ysi∗ , where the star ∗ indicates a wild-card symbol, i.e.
X
X
ysi∗ =
ysji −
ysij .
j:i−j≥T

(5.15)

j:j−i≥T

Thus, we can formulate a primal program using at most O(T L) unknowns per pixel,
X
X
X
θ∗ X i∗
Etruncated (x, y) =
θsi xis +
θij kysij k2 +
ky k2
2 s,i s
s i,j:i<j<i+T
s,i
X
X
s.t. ∇xis =
ysij −
ysji − ysi∗
(5.16)
j:i<j<i+T

xis

∈ [0, 1],

X

j:i−T <j<i

xis

∀s, i.

=1

i∈L

Since a large jump is represented twice via yi∗ and yj∗ , the truncation
value appears as θ∗ /2 above. For the truncated linear smoothness cost
the number of required unknowns reduces further to O(L):
X
X
θ∗ X i∗
Etrunc-linear (x, y) =
θsi xsi +
kysi,i+1 k2 +
ky k2
2 s,i s
s,i
s,i
X
s.t. ∇xis =ysi,i+1 − ysi−1,i − ysi∗ , xis ∈ [0, 1],
xis = 1. (5.17)
i∈L

These models generalize the formulation proposed in [ZGFN08] beyond
the Potts smoothness cost. For the Potts model it is demonstrated
in [CCP08] that Equation 5.16 is a weaker relaxation than Equation 5.7
if three regions with different labels meet (c.f . Figure 5.1). If we use
forward differences for the gradient and compare the smoothness costs
assigned by Equation 5.16 and Equation 5.7 for the discrete label configurations, we find out that for triple junctions the formulation in Equation 5.16 underestimates the true cost: if label i is assigned to a pixel s,
and labels j and k are assigned to the forward neighbors (see Figure 5.2),
then we have ysi∗ = (−1, −1)T , ysj∗ = (1, 0)T and ysk∗ = (0, 1)T , and the
smoothness contribution of s according to Equation 5.16 is
√


1
2
−1
1
0
+
+
=1+
−1 2
0 2
−1 2
2
2
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(b) Etruncated

(a) Input image

(c) Etight

Figure 5.1.: The triple junction inpainting example. Both versions are
computed with a forward difference discretization.

(see also Figure 5.2(a)). On the other hand, the transition gradients
according to Equation 5.7 are ysij = (−1, 0)T and ysik = (0, −1)T , and
its smoothness contribution is
−1
0

+
2

0
−1

=2
2

(c.f . Figure 5.2(b)). It seems that Equation 5.16 is a weaker model than
Equation 5.7 due to the different cost contributions, but the deeper reason is, that the former formulation cannot enforce that all adjacent
regions have opposing boundary normals. In the model Equation 5.16
(Etruncated ) only interface normals ysi∗ with respect to a particular label
are maintained, whereas the tighter formulation Equation 5.7 (Etight )
explicitly represents transition gradients ysij for all label combinations
(i, j). Another way to express the difference between the formulations is,
that Etruncated penalizes the length of segmentation boundaries (thereby
being agnostic to neighboring labels), and Etight accumulates the length
of interfaces between each pair of regions separately (i.e. label transitions have the knowledge of both involved labels, see also Fig. 5.2(c)).

5.2.3. The Dual View
A standard approach for efficient minimization of MRF energies is to
optimize the dual formulation instead of the primal one. Recalling
Section 5.1.1 we observe that the dual energies have a number of unknowns that scales linearly with the number of labels (and nodes), but
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(a)

(b)

(c)

Figure 5.2.: Three regions meet in one grid point. (a) The situation
as handled in Etruncated . (b) How Etight sees this situation. (c) The
different counting of region boundaries. Top row: Etruncated simply
sums the lengths of region boundaries. Bottom row: Etight considers
interfaces between each pair of regions separately.

∗
a quadratic number of terms (recall ELP-MRF
). Consequently, block
coordinate methods for optimizing the dual are very practical, and
those methods are often referred as message passing approaches (e.g.
[GJ07, Wer07, Kol06, WYM07]). Thus, we consider in this section dual
formulations of the tight convex relaxation Equation 5.8 and the more
efficient, but weaker one Equation 5.16.

The dual energy of Etight can be derived (via Fenchel duality) as

∗
Etight-I
(p) =

X
s

min{div pis + θsi } s.t. kpis − pjs k2 ≤ θij ,
i

(5.18)

with the divergence div ≡ −∇T consistent with the discretization of the
gradient. If ∇ is e.g. computed via forward differences, div is based on
backward ones. Note that we have redundant constraints on the primal
variables ysij ∈ [−1, 1] × [−1, 1] (since xis ∈ [0, 1]). One could compute
the dual of θij kysij k2 + ı{kysij k∞
√ ≤ 1}, but because of its radial symmetry the constraint kysij k2 ≤ 2 seems to be more appropriate. Via
∗
x 7→ θ|x| + ı[0,B] (x) (y) = maxx∈[0,B] {xy − θ|x|} = B max{0, |y|−θ}
and the radial symmetry of terms in ysij we obtain for the dual energy
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in this setting
∗
Etight-II
(p) =

X

min{div pis + θsi }
i

s

+

X X √
s


2 min 0, θij − kpis − pjs k2 ,

(5.19)

i,j:i<j

∗
which has the same overall shape as ELP-MRF
in Section 5.1.1. In contrast to Equation 5.18 the dual energy Equation 5.19 uses an exact
penalizer on the constraints and always provides a finite value, which
can be useful in some cases (e.g. to compute the primal-dual gap in
order to have a well-established stopping criterion when using iterative
first-order optimization methods). We finally state a variant of the dual
energy, which is obtained by explicitlyPintroducing a Lagrange multiplier
qs for the normalization constraints i xis = 1,
X
X

∗
Etight-III
(p, q) =
qs +
min 0, div pis + θsi − qs
(5.20)
s

+

s,i

X X √
s


2 min 0, θij − kpis − pjs k2 .

i,j:i<j

Equation 5.20 is much easier to smooth than Equation 5.18 (which can
be smoothed via a numerically delicate log-barrier) or Equation 5.19
(where the exact minimum can be replaced by a soft-minimum, e.g.
using log-sum-exp). We discuss appropriate smoothing of Equation 5.20
and corresponding optimization in Section 5.3.
For completeness we also state the dual of the weaker relaxation Equation 5.16 in the constrained form:
X
∗
Etruncated
(p) =
min{div pis + θsi }
(5.21)
s

i

s.t. kpis − pjs k2 ≤ θij
kpis k

∗

≤ θ /2

∀s, ∀i, j : |i − j| < T
∀s, i.

In the dual the constraints set in Equation 5.21 is a superset of the
constraints in the tight relaxation Equation 5.18 (since kpis k ≤ θ∗ /2
∗
∗
implies kpis − pjs k2 ≤ θ∗ ), hence we have Etruncated
≤ Etight-I
for their
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respective optimal solutions (recall that the dual energies are maximized
w.r.t. p).
In contrast to LP-MRF formulations we have non-linear capacity constraints in the duals presented above. Thus, optimizing these dual energies (in particular Equation 5.18) via block coordinate methods is more
difficult, and deriving message passing algorithms appears not promising.

5.3. Optimization Methods
The primal (Equation 5.8) and dual (Equations 5.18 and 5.19) programs of the tight relaxation are non-smooth convex and concave energies, and therefore any convex optimization method able to handle
non-smooth programs is in theory suitable for minimizing these energies. The major complication with the tight convex relaxation is,
that it requires either a quadratic number of unknowns per pixel in
the primal (in terms of the number of labels) or has a quadratic number of coupled constraints (respectively penalizing terms) in the dual.
The nested optimization procedure proposed in [CCP08] is appealing in
terms of memory requirements (since only a linear number of unknowns
is maintained per pixel, although the inner projection step consumes
temporarily O(L2 ) variables), but as any other nested iterative approach
it comes with difficulties determining when to stop the inner iterations.
On the other hand, the methods described in [LBS10, SGC11] have
closed form iterations, but require O(L2 ) variables. This is also the
case if e.g. Douglas-Rachford splitting [EB92] (see also the recent survey in [CP11]) is applied either on the primal problem Equation 5.8 or
on the always finite dual Equation 5.19. We propose two methods for
efficiently solving the tight relaxation: the first one addresses truncated
smoothness costs (Section 5.2.2) and starts with solving the efficient
(but slightly weaker) model Equation 5.16. It subsequently identifies potential triple junctions and switches locally to the tight relaxation until
convergence. The second proposed method applies a forward-backward
splitting-like method on a smoothed version of the dual energy Equation 5.19, and gradually reduces the smoothness parameter (and the
allowed time step).
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5.3.1. Iterated Refinement of the Truncated Model
Our first proposed method to solve the tight convex relaxation in an
efficient way is based on the intuition given in Section 5.2.2: the weaker
relaxation Etruncated can only be potentially strengthened where three
or more phases meet, i.e. at pixels s such that ysi∗ 6= 0 for at least
three labels i. For these pixels the weaker model underestimates the
true smoothness costs and does not guarantee consistency of boundary
normals (recall Figure 5.2). For a pixel s let As denote the set of labels
with ysi∗ 6= 0, and at potentially problematic triple junctions we have
|As | ≥ 3. The underestimation of the primal smoothness translates to
unnecessarily strong restrictions on pis for i ∈ As , i.e. all constraints
kpis k ≤ θ∗ /2 are strongly active for i ∈ As (recall that ysi∗ 6= 0 is a generalized Lagrange multiplier for kpis k ≤ θ∗ /2). Consequently, replacing
the constraints kpis k ≤ θ∗ /2 by the weaker ones of the corresponding
tight relaxation kpis − pjs k ≤ θ∗ for all i ∈ As allows the dual energy
to increase. In the primal this means, that for active labels i the indiscriminative transition gradient ysi∗ is substituted by explicit transition
variables ysij (for j > i) and ysji (for j < i).1 The marginalization
constraint of Etruncated (Equation 5.16)
X
X
∇xis =
ysij −
ysji − ysi∗
(5.22)
j:i<j<i+T

j:i−T <j<i

P
P
ij
ji
is replaced by one in Equation 5.8, ∇xis =
j<i ys −
j>i ys , for
active labels i ∈ As . After augmenting the energy for the problematic
pixels, a new minimizer is determined. In practice most problematic
pixels are fixed after the first augmentation step, but not all, and there
is no guarantee (verified by experiments) that a global solution of the
tight model Equation 5.8 is already reached after just one augmentation. Hence, the augmentation procedure is repeated until no further
refinement is necessary. This approach is guaranteed to find a global
minimum of the tight relaxation:
Lemma 2. If for a primal solution (x̂, ŷ) of the augmenting procedure the
set of active labels As = {i : ŷsi∗ 6= 0} has at most two elements for all
1 This

techniques resembles column generation methods to solve large-scale linear
programs.
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pixels s ∈ Ω (i.e. at most two different labels meet at “non-augmented”
pixels), then x̂ is also optimal for Etight .
Proof. In order to proof the lemma we extend (x̂, ŷ) to a solution of
Etight and show that the dual variables are still a certificate of optimality. The first half of the first order optimality conditions from Equation 2.11 (using Equation 2.12) for an optimal solution (x̃, ỹ) of Etight ,
reads as
T
i
i
(x̃0s , . . . , x̃L
s ) ∈ ∂ max{− div p̃s − θs }
i

and

ỹsij ∈ ∂ı{kp̃si − p̃sj k2 ≤ θij }

(5.23)

The first condition means that for any label j where − div p̃sj − θsj <
maxi {− div p̃si − θsi } we have x̃js = 0. From the second condition it
follows that kp̃si − p̃sj k2 < θij implies ỹsij = 0. If kp̃si − p̃sj k2 = θij
we have ỹsij = k(p̃si − p̃sj ), with k ≥ 0. The second half of the first
order optimality
conditions
states that the marginalization constraint
P
P
∇x̃is = j:j>i ỹsij − j:j<i ỹsji needs to hold.
Next we show that if only two transitions are active (i.e. ŷsl∗ 6= 0 and
ŷsm∗ 6= 0 for some l and m, and ŷsi∗ = 0 for all other
P ii), then we have
m
.
From
the
normalization
constraint
ŷsl = −ŷ
i x̂s = 1, it follows
Ps
P
that ∇ i x̂is = i ∇x̂is = 0. The following computation then leads to
the desired result.


X
X
X
X

0=
∇x̂is =
ŷsij −
ŷsji − ŷsi∗ 
i

=

i

X

ŷsij −

i,j:i<j<i+T

j:i<j<i+T

X

j:i−T <j<i

ŷsij − ŷsl∗ − ŷsm∗

i,j:i<j<i+T

= −ŷsl∗ − ŷsm∗

(5.24)
∗

The first order optimality condition for ŷsi∗ is −p̂is ∈ ∂ θ2 kŷsi∗ k2 . Together with, ŷsl∗ = −ŷsm∗ 6= 0 it follows that pls = −pm
s .
In order to define a primal solution for Etight the variables for augmented pixels can directly be transferred. Furthermore, also all the variables x̃ = x̂ are directly transferred for all pixels. For non-augmented
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(a) Etruncated

(b) After 1 augm.

(d) Smooth opt.

(c) After 2 augm.

(e) Etight

Figure 5.3.: Stereo result using absolute color differences and the Potts
discontinuity model. We want to emphasize, that not the quality of the
obtained disparity map, but the equivalence between (c), (d) and (e) is
of importance.
pixels we have ỹsij = ŷsij for i < j < i + T , and ỹslm = ŷsl∗ (here we
assume w.l.o.g l < m), and for all other ỹsij = 0. Next, we show that the
variables p̂ are a certificate of optimality for (x̃, ỹ) One half of the optimality conditions are the marginalization constraints, which are fulfilled
by construction. The first condition in Equation 5.23 is equivalent in
both problems and hence fulfilled. For the second condition it remains
to be shown that ỹsij ∈ ∂ı{kp̂si − p̂sj k2 ≤ θij } for i + T ≤ j. Using the
optimality condition for Etruncated together with p̂ls = −p̂m
s it follows
ỹslm ∈ ∂ı{kp̂ls k2 ≤

θ∗
} ⇐⇒ ỹslm ∈ ∂ı{k2p̂ls k2 ≤ θ∗ }
2
∗
⇐⇒ ỹslm ∈ ∂ı{kp̂ls − p̂m
s k2 ≤ θ }. (5.25)

The remaining ỹsij = 0 and hence the condition is fulfilled.
Since fractional values are strictly required for the xis many labels
can meet at a single pixel. In a few cases (pixels) we even observed
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As = {1, . . . , L}. Despite that, in practice only a few augmentation
steps are necessary leading to a ≈ 10% increase of memory requirements over the efficient model Equation 5.16. The optimization is performed using the first order primal-dual algorithm (c.f . Chapter 2). See
Figures 5.3(a-c) and 5.4(a) for the intermediate results and energy evolution, respectively. All methods reach relatively fast a solution that is
visually similar to the fully converged one, but achieving a significantly
small relative duality gap (e.g. < 0.01%) is computationally much more
expensive for all methods.

5.3.2. Smoothing-Based Optimization
Recall that the dual energies of the tight relaxation (Equation 5.18
or 5.19) have only O(L) unknowns per pixel, but a quadratic number of constraints/terms in the objective. In terms of efficient memory
use, a purely dual or primal-dual method is desirable. Chambolle et
al. [CCP08] utilize a primal-dual method requiring the projection into
the non-trivial feasible set. This projection has no closed form solution
and needs to be solved via inner iterations (requiring temporarily O(L2 )
∗
variables per pixel). The dual energies, e.g. Etight-III
with only penalizer
terms (recall Equation 5.20), allows us to smooth the dual energy in a
numerically robust way. A principled way to smooth non-smooth functions with bounds on the Lipschitz constant of its gradient is presented
in [Nes05]: for a non-smooth (convex) function f and a smoothing parameter ε > 0, a smooth version fε of f with Lipschitz-continuous
gradient (and Lipschitz constant 1/ε) is given by fε = (f ∗ + εk·k2 /2)∗ .
∗
In order to have convex instead of concave terms, we minimize −Etight-III
with respect to p and q,
∗
−Etight-III
(p, q) =

X

−qs +

s

X

qs − div pis − θsi


+

s,i

X X √ 

+
2 kpis − pjs k2 − θij + .
s

(5.26)

i,j:i<j

The second and third sums are non-smooth. First, the [·]+ = max(0, ·)
expressions in the second sum can be replaced by a soft-maximum func-
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(a) Etight vs. Etrunc. +ref.

(b) Etight vs. Etight-III,ε

Figure 5.4.: Evolution of the energies and respective Euclidean distances
to a converged ground truth solution for the tight model Equation 5.7,
the refinement strategy (a), and FISTA applied on Etight-III,ε (b).

tion. Similar to the Huber cost, which is a smooth version of the magnitude function, the smooth version of [·]+ can be easily derived as

[x]+,ε



0
:= x − ε/2

 2
x /2ε

x≤0
x≥ε
0 ≤ x ≤ ε.

To obtain a smooth variant of expressions of the shape hθ (z) :=
θ]+ we start with the conjugate function
(hθ )∗ (x) = θkxk2 + ı{kxk2 ≤
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√

2}

(5.27)
√

2[kzk2 −

(5.28)
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The smooth version of the of the conjugate of hθ then reads as
(hε )∗ (x) = θkxk2 + ı{kxk2 ≤

√

ε
2} + kxk22 .
2

(5.29)

Inserting in the definition of the conjugate and using the fact that h∗∗ =
h we arrive at
hθε (z) =

ε
max √ xT z − θkxk2 − kxk22 .
2
x:kxk2 ≤ 2

(5.30)

First we observe that out of all x which have a fixed norm kxk2 , the
x which is collinear with z leads to the largest value. Therefore, the
above maximization problem over the vector x can be reduced to the
following one over the scalar c, by inserting x = cz with c ≥ 0,
hθε (z) =

2
√ ckzk2
c≥0:ckzk2 ≤ 2

max

ε
− cθkzk2 − c2 kzk22 .
2

(5.31)

Taking the derivative with respect to c, using the first order optimality
condition and a case distinction on c leads to the final result


if kzk ≤ θ
0
√
2
hθε (z) = (kzk−θ)
(5.32)
if θ ≤ kzk ≤ θ + 2ε
2ε

√
√
2(kzk − θ) − ε if kzk ≥ θ + 2ε.
Overall, the smooth energy corresponding to Equation 5.26 reads as
X
X

∗
qs − div pis − θsi +,ε
−Etight-III,ε
(p, q) =
−qs +
s

+

s,i

X X
s

ij
hεθ (pis

− pjs ).

(5.33)

i,j:i<j

In the following we will show how accelerated forward-backward splitting algorithms (c.f . [CP11])) can be utilized to find a minimizer of the
smooth energy. By construction of the smoothed function fε , through
fε (z) = maxx {hAz, xi − f ∗ (x) − 2ε kxk22 } , we know that it is differentiable and its gradient is Lipschitz continuous [Nes05]. Let x̂(z) be the
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point where the maximum is attained for a given z, then the gradient
and the Lipschitz constant Lε are given by

∇fε (z) = AT x̂(z)

Lε =

1
kAk22 .
ε

(5.34)

The operator norm kAk2 can be upper bounded by kAk22 ≤ kAk1 kAk∞ .
∗
In our case for Etight-III
, the matrix A only contains non-zero +1 and
−1 entries and hence we can find an upper bound by counting the nonzero entries in column and row direction as kAk22 ≤ 5(L + 1). Thus, the
largest allowed timestep in forward-backward splitting and related accelerated gradient methods is required to be less or equal than ε/(5(L+1))
in order to have convergence guarantees. Note that Equation 5.33 is
completely smooth and the backward step e.g. in forward-backward
splitting is a no-op. We considered and implemented different dual energies leading to a smooth and a non-smooth term in the objective,
but none of these appears to be superior to Equation 5.33. Due to its
guaranteed fast convergence of the objective we employ the accelerated
proximal gradient method proposed in [BT09], known as fast iterative
shrinkage thresholding algorithm or FISTA. In Figure 5.4(b) we report
the energy evolution of Equation 5.33 and the Euclidean distance to a
converged, ground-truth solution, respectively. We apply a two-stage
“annealing” approach, where an approximate dual solution is initially
found by setting ε to a relatively large value aiming for a 10% accuracy
in the final energy. Since the true optimal energy is not known, we use
the best-cost energy ignoring smoothness terms as lower bound for the
true optimal energy. After obtaining an initial approximate solution, we
soft-restart FISTA with the desired accuracy of the energies. We aim for
0.5% accuracy in the final values between the optimal non-smooth and
smooth energies, but the obtained energies are much closer in practice.
A clear advantage of using a smoothed energy and a first order optimal
method like FISTA is the trivial implementation on GPUs, where we
can expect speedups of two orders of magnitude.
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5.4. Extensions
In this section we describe two extensions for the smoothness terms of
the labeling energy Equation 5.8. In Section 5.4.1 the “metrification”
of the smoothness costs and its cause is discussed, and in Section 5.4.2
extensions to more general direction-dependent smoothness terms are
provided.

5.4.1. Non-Metric Smoothness Costs
It has been pointed out in [LS10a, SC11] that for a purely continuous formulation, the smoothness cost needs to form a metric over
the label space. Meaning, θij needs to satisfy the triangle inequality
θij ≤ θik + θkj , together with θii = 0, θij > 0 ∀i 6= j and θij = θji .
This is in contrast to the standard linear programming relaxation of
MRFs in Equation 5.4, where no such restrictions exist. In this section,
we show that also for the discretized continuous setting this is an unnecessary restriction. We call the formulations derived in the following
continuously inspired convex multi-label formulations.
The starting point is the energy Etight from Equation 5.8. Because
xis ∈ [0, 1] we have that ∇xis ∈ [−1, 1]2 . Since among all solutions ysij
satisfying the marginalization P
constraints we search for the ones minimizing the smoothness cost,
θij kyij k, we can restrict ysij to be in
2
[−1, 1] without changing the set of minimizers. We can interpret the
variables ysij such that e.g. (ysij )1 = 1 iff there is a horizontal transition from label i to label j, and (ysij )1 = −1 if the reverse is the case
(analogously for the vertical component (ysij )2 ). Consequently, the ysij
variables correspond to signed pair-wise “pseudo-marginals”, and proper
pseudo-marginals [WJ08] can be obtained by setting (component-wise)
xsij := max{ysij , 0}

and

xsji := − min{ysij , 0}

(5.35)

P
for i < j. xsii is e.g. given by xsii = (xis , xis )T − j:j6=i xsij . Thus, the
primal program equivalent to Equation 5.8 (using the fact that kyk2 =
k|y|k2 and |y| = max{y, 0} − min{y, 0}), but purely stated in terms of
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non-negative pseudo-marginals, reads as
X
X X
Emarginals (x) =
θsi xis +
θij xsij + xsji
s

s,i

s.t. ∇xis =

X

X

xsij −

j:j6=i

(5.36)

2

i,j:i<j

xsji , xis ∈ [0, 1],

X

xis = 1, xsij ≥ 0.

i∈L

j:j6=i

The assignment to the pseudo-marginals in Equation 5.35 assigns at
maximum one non-zero value per component. That means we need
to have a complementarity condition for every optimal solution xsij :
(xsij )T xsji = 0, i.e. (xsij )1 (xsji )1 = 0 and (xsij )2 (xsji )2 = 0. If the complementarity conditions would not hold, the overall objective could be lowered by subtracting the component-wise minimum from xsij and xsji (and
therefore satisfying complementarity) without affecting the marginalization constraint. We can also replace θij kxsij + xsji k2 in the primal
xij
objective by θij sji , since
xs 2
r 
  
 
  
xsij + xsji

2

xsij

=

1

+ xsji

2

+

1

xsij

2

+ xsji

2

2
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ji
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, xs
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, xs
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=

xsij
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.

(5.37)

2

Next analyze the differences between Emarginals , Equation 5.36 and
the standard relaxation of MRFs on regular lattices (recall EGrid-LP-MRF
in Equation 5.4). In the standard local polytope relaxation Equation 5.4
the marginalization constraints read as
X
X  ji 

k ∈ {1, 2}
(5.38)
xis =
xsij k
xis =
xs−ek
j

j

k

One can eliminate xii
s , by subtracting the appropriate equations from
each other, to arrive at the “differential” marginalization constraints of

100

5.4. Extensions
Emarginals ,
∇xis =

X
j:j6=i

xsij −

X

xsji .

(5.39)

j:j6=i

Note that by this procedure also the non-negativity constraints imposed
on the xsii are dropped, whi will be further discussed in the following.
Besides that, the only difference is the smoothness term, which is



 
θij xsij + xsji 2 instead of θij xsij 1 + xsij 2 + xsji 1 + xsji 2 .
Note that the expression on the right is equivalent to θij kxsij +xsji k1 (the
anisotropic `1 norm), since xsij and xsji are non-negative vectors. Hence,
the primal model Equation 5.36 can be seen as isotropic extension of
the standard model Equation 5.4 for regular image grids.
As mentioned before, in Equation 5.36 corresponding to the primal of Esaddlepoint also the non-negativity constraint xsii = (xis , xis )T −
P
ij
j:j6=i xs ≥ 0 is dropped. Due to the lack of the non-negativity conij
straint on xii
s , any smoothness cost θs not fulfilling the triangle inequality is implicitly converted via the following construction. Assume
that θlk + θkm < θlm . Let t = s + (1, 0)T be the forward neighbor
of s along the first canonical basis direction. If xls = 1 and xm
t = 1
(i.e. we have a jump from label l to label m along the first canonical
lm
basis direction),
 then the desired
 smoothness cost is θ . By setting
lk
km
kk
xs 1 = xs 1 = 1 and xs 1 = −1 the differential marginalization
constraints Equation 5.39 are still satisfied, but the contribution of the
jump between s and t to the smoothness cost is now θlk + θkm < θlm .
Note that the cost for no jump i.e. from label k to label k is 0 as
it does not show up in the objective. This construction shows that
the true smoothness cost is potentially underestimated in all models
derived from Esaddlepoint (or Esuperlevel , recall Equation 5.6) for nonmetric smoothness costs. Consequently, Esaddlepoint is not suitable to
solve labeling problems with non-metric smoothness priors such as for
example truncated quadratic costs. Dropping the non-negativity constraints xii
s ≥ 0 implicitly introduces an order on the labels such that
e.g. a jump from label l to m is “larger” than one from l to k. This also
means, that permuting label values potentially leads to different values
of Esaddlepoint , which is not the case for EGrid-LP-MRF .
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A demonstrative example is also the following: do not penalize label
jumps of height at most one (i.e. θi,i+1 = 0), and use arbitrary but
strictly positive smoothness costs otherwise (θij > 0 for |i − j| > 1).
Then the contribution of the smoothness term to the overal objective is always 0 for every solution, since any jump from label i to
label j > i can avoid the positive discontinuity cost by setting, for
the necessary components xsi,i+1 = xsi+1,i+2 = · · · = xsj−1,j = 1 and
xsi+1,i+1 = xsi+2,i+2 = · · · = xsj−1,j−1 = 1 in order to satisfy the (differential) marginalization constraints Equation 5.39.
Using the standard marginalization constraints,
P Equation 5.38 or,
equivalently, adding the constraint (xis , xis )T − j:j6=i xsij ≥ 0 to Equation 5.39 resolves the issue. We restate the stronger primal energy on
the 2D image grid (corresponding to Equation 5.36),
Emarginals-II (x) =

X

θsi xis +

s

s,i

s.t. xis =

X

X X

xsij

k

X

j

xis ∈ [0, 1],

ji
xs−e
k

j

X

2

i,j:i<j

xis =



θij xsij + xsji

xis = 1,

xij
s ≥0



k ∈ {1, 2}

k

∀s, i, j.

(5.40)

i∈L

In contrast to Etight (Equation 5.8) and Emarginals (Equation 5.36) the
objective value is invariant under label permutation: if σ is a perdef
mutation in {1, . . . , L}, then for any feasible x we have that xσ =
σ(i)
σ(i),σ(j)
) is also feasible and has the same energy value for per(xs , xs
σ(i) σ(i),σ(j)
σ def
). Hence, optimal solutions are unmuted costs θ = (θs , θs
affected by the exact mapping between label semantics (defining the
unary and pairwise costs) and label indices.
We illustrate the difference between Etight (Emarginals ) and Emarginals-II
for a small stereo instance with the (non-metric) smoothness costs θii =
0, θi,i+1 = 1, and θij = 10 for j > i + 1, respectively, in Figure 5.5.
Observe that Etight is essentially “blind” to the true cost of larger discontinuities, and the result in Figure 5.5(a) shows many more abrupt
label changes than Figure 5.5(b). The particular choice of the smoothness term strongly penalizes larger discontinuities leading to an overly
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(a) Etight , E ≈ 1843.5

(b) Emarginals-II , E ≈ 1913

(c) Trunc. linear, E ≈ 1848

Figure 5.5.: Stereo result using absolute color differences and a nonmetric discontinuity model. The visual results and the energy values
obtained by minimizing Etight and Emarginals-II are quite significant. The
final energy values of Etight is much smaller than the one for Emarginals-II
due to dropping the xii
s ≥ 0 constraints in the former. (c) depicts
the solution obtained by optimizing the corresponding truncated linear
smoothness using Emarginals-II .
smooth result, but at the same time makes the difference between Figures 5.5(a) and (b) clearly visible. The result in Figure 5.5(a) essentially corresponds to a solution with truncated linear smoothness (see
Figure 5.5(c)) with truncation point θ∗ = 10.

5.4.2. Direction-Dependent Smoothness
In some applications it is desirable to penalize region boundaries depending on the location and on the orientation of the discontinuity.
In [SC11] a saddle-point formulation was proposed in order to generalize
Equation 5.7 beyond isotropic smoothness
P P terms. We start by replacing the isotropic smoothness costs, s i<j θsij kysij k2 , in Equation 5.8
with the following term,
X X

ij
φij
s ys ,
s

i,j:i<j

where φij
s (·) is a convex, and positively 1-homogeneous function. Since
φij
can
vary with the pixel and the involved labels, the cost of a label
s
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transition can now be modeled depending on the location (pixel), the
source and the destination label, and on the attained transition direction. In the dual programs the capacity constraints kpis − pjs k2 ≤ θij
are replaced by constraints of the form
pis − pjs ∈ Wφij
,
s
where Wφij
is called the Wulff shape of φij
s (see e.g. [EO04, ZNF09,
s
ZSN09]). This follows from the fact that the convex conjugate of a
positively 1-homogeneous function is the indicator function of a suitable
convex set. The full convex problem in the generalized setting reads as
X
X X

ij
EFinsler (x, y) =
θsi xis +
θij φij
s ys
s,i

s.t. ∇xis =

X

ysji −

j:j<i

s

i,j:i<j

X

ysij ,

xis ∈ [0, 1],

j:j>i

X

xis = 1

(5.41)

i∈L

In view of [MPAT08] we call the location and direction dependent regularizer a Finsler metric. As pointed out also in [SC11] this energy shares
the problem of converting non-metric smoothness costs into metric ones
with Equation 5.8 (which is due to the lack of non-negativity constraints
xii
s ≥ 0 as explained in the previous section). Unfortunately, in contrast to Section 5.4.1 we cannot simply
introduce non-negative pseudoij
ji
ij 
by φij
marginals xsij and replace φij
s xs +xs , since (among other
s ys
ij
ji
problems) xs + xs is symmetric. A transition between label i and j in
a particular direction will be penalized exactly like the opposite jump.
Further, the argument to φij
s is always in the non-negative quadrant,
thus the shape of φij
outside
the positive quadrant is ignored. Surpriss
ingly, substituting ysij = xsij − xsji in Equation 5.8 does not weaken the
relaxation, and we arrive at the following convex program (after adding
standard marginalization constraints as in Section 5.4.1, or equivalently
xsii ≥ 0):
X
X X

ij
ji
(5.42)
EFinsler-II (x) =
θsi xis +
φij
s xs − xs
s,i

s

i,j:i<j

subject to the same constraints as in Emarginals-II (Equation 5.40). In
contrast to e.g. Equation 5.36 we lose complementarity between xsij and
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xsji in optimal solutions. Nevertheless, any minimizer x∗ of EFinsler-II
can be converted into a solution x̃ satisfying the complementarity condef
def
∗ ij
ditions x̃sij ⊥x̃sji . We set δsij = δsji = min{(x∗ )ij
s , (x )s } (element-wise)
P
def
ij
ij
∗ ii def
∗ ii
for i < j, x̃sij = (x∗ )ij
s − δs for i 6= j, and (x )s = (x )s +
j:j6=i δs .
def

Node marginals stay the same, x̃si = (x∗ )is . Clearly, we have x̃sij ⊥x̃sji
by construction and the marginalization constraints are still satisfied.
Obviously, the unary terms are unaffected since x̃si = (x∗ )is . Further,
the smoothness costs also remain the same, since
ij
∗ ji
ij
∗ ij
∗ ji
x̃sij − x̃sji = (x∗ )ij
s − δs − (x )s + δs = (x )s − (x )s .

Overall, we constructed a solution x̃ with the same objective value and
satisfying the complementarity constraints. The downside of the formulation in Equation 5.42 is, that the set of minimizers is enlarged leading
to slightly inferior convergence speed of iterative convex optimization
methods.

5.4.3. Numerical Results
General non-metric and direction-dependent smoothness terms are useful to encode preferred boundaries between semantic categories. For
instance, the interface between ground and empty space is typically
horizontal, and such priors can be encoded using appropriate positively
1-homogeneous penalizers φij
s . In the next chapter a joint 3D reconstuction and semantic segmentation approach building on the formulation
EFinsler-II from the previous section will be presented. However, in this
chapter we continue to use the dense stereo problem and describe a more
classic application for location and orientation-dependent smoothness.
It is well known that incorporating strong edges in the input image is
usually improving the computational stereo result at true depth boundaries. We modulate an underlying smoothness term (which we choose
to be a truncated linear or quadratic pairwise costs in our experiments)
with a Riemann metric induced by the local edge structure, leading to
the following instance of EFinsler-II (Equation 5.42),
X X
X

(5.43)
Estereo (x) =
θsi xis +
θij ψs xsij − xsji
s,i

s

i,j:i<j
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subject to the same constraints as in Equation 5.42. Here, θij =
min{θ∗ , |i − j|} (truncated linear) or θij = min{θ∗ , (i − j)2 } (truncated
quadratic), respectively. Since the number of labels in stereo applica∗i
tions tends to be large, we introduce “wildcard” variables xi∗
s and xs (in
analogy to Section 5.2.2), which leads to a slightly weaker but tractable
convex problem,
Ered-stereo (x) =

X

+

X



θ∗ X
ψs xsi∗ + ψs xs∗i
2 s,i
X

θij ψs xsij − xsji

θsi xis +

s,i

s

s.t.

xis

=

(5.44)

i,j:i<j,|i−j|<T

X

xsij


k

+ xsi∗


k

j:|i−j|<T

xis =



X

ji
xs−e
k

j:|i−j|<T


k

∗i
+ xs−e
k


k

P i
˜
and x ≥ 0,
i xs = 1, for an appropriate value of T . Let I be the
smoothed version of the left image IL (we use a piecewise smooth ap˜ and let ∇I˜s⊥ be the orthogonal vector to the image
proximation I),
˜
gradient ∇I at pixel s, then we define
p
def
ψs (y) = yT Ds y
with
def

Ds =

1
k∇I˜s⊥ k2

+µ


∇I˜s⊥ (∇I˜s⊥ )T + µI .

(5.45)

This particular normalization of the diffusion tensor leads to ψs (y) ≤
kyk2 with its maximum attained for y⊥∇I˜s . µ > 0 is a parameter
to guarantee that Ds is strictly positive definite and is set to 1/100.
This choice of Ds makes jumps at strong image edges regardless of the
orientation never more expensive than in textureless regions, i.e. strong
edges only optionally reduce the smoothness cost. As data term we
utilize λ BT(IL (x), IR (x − (i, 0)T ), where BT is p
the sampling insensitive
matching cost from [BT98]. After rewriting (yT Ds y) as LTs y 2 ,
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(a) Plain
trunc. linear

(b) Riemann
trunc. linear

(c) Plain
trunc. quadr.

(d) Riemann
trunc. quadr.

Figure 5.6.: Stereo results for the “teddy” (top row) and “cones” (bottom
row) data sets introduced in [SS03]. 1st column: uniform truncated linear smoothness. 2nd column: Riemann-metric modulated truncated linear smoothness. 3rd column: uniform truncated quadratic regularizer.
4th column: Riemann-metric modulated truncated quadratic smoothness.

where Ls is the Cholesky factor of Ds , we introduce respective dual
variables and use the primal-dual algorithm [CP10] (c.f . Chapter 2) to
determine the minimizer.
Figure 5.6 illustrates the influence of a Riemann-type regularizer over
a purely isotropic and uniform smoothness term agnostic to image edges.
We show results for unmodified (Ds = I, Figure 5.6(a)) and modulated
(Ds as in Equation 5.45, Figure 5.6(b)) regularizers. The truncated
linear smoothness term favors (as expected) piecewise constant solutions, whose discontinuities are better aligned with strong image edges
in Figure 5.6(b). Similar observations hold for a truncated quadratic
pairwise term (which favors piecewise smooth solutions) as displayed in
Figures 5.6(c) and (d). We set λ = 6 for the truncated linear cost and
λ = 3 for the truncated quadratic one to obtain visually similar results.
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5.5. Discussion
In [CCP08] the question is raised, whether there is a simple primal representation of the convex relaxation Equation 5.6 for multi-label problems. We are able to give an intuitive answer to that question at least in
the discrete, finite-dimensional setting. Thus, there is now a clearer understanding what the tight convex formulation optimizes on a discrete
image grid, and how to improve the computational efficiency. There are
strong links between the local polytope relaxation for MRFs and the
convex relaxations derived from a continuous setting. Both models can
benefit from the established connection: discrete approaches can largely
avoid the grid bias intrinsic in grid-based graphs by using isotropic regularizers, and some shortcoming of continuously inspired formulations
can be fixed by a better understanding of the relation to discrete approaches for MAP inference.
The next chapters focus on the application of the presented multilabel formulation to volumetric 3D reconstructions. The anisotropic
multi-label formulation is used to represent semantic classes and their
class-specific preferred boundary directions. First, to integrate semantic
information into a joint reconstruction and segmentation framework and
subsequently to formulate 3D object shape priors.
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Segmentation
Even though remarkable progress has been made in recent years, both
image segmentation and dense 3D modeling from images remain intrinsically ill-posed problems. The standard approach to address this illposedness is to regularize the solutions by introducing a respective prior.
Traditionally, the priors enforced in image segmentation approaches are

Figure 6.1.: (Left) from top to bottom: Example input image, best
cost image segmentation result, depth map. (Right) our proposed joint
optimization combines class segmentation and geometry resulting in an
accurately labeled 3D reconstruction
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stated entirely in the 2D image domain (e.g. a contrast-sensitive spatial smoothness assumption), whereas priors employed for image-based
reconstruction typically yield piece-wise smooth surfaces in 3D as their
solutions. In this chapter we demonstrate that joint image segmentation
and dense 3D reconstruction is beneficial for both tasks. While the advantages of a joint formulation for segmentation and depth estimation
have already been observed and utilized in [LSR+ 10], our main contribution is the introduction of a rigorous mathematical framework to
formulate and solve a joint optimization for dense 3D reconstruction and
class segmentation. We extend volumetric scene reconstruction methods, which segment a volume of interest into occupied and free-space
regions, to a multi-label volumetric segmentation framework assigning
object classes or a free-space label to voxels. On the one hand, such a
joint approach is highly beneficial since the associated appearance (and
therefore a likely semantic category) of surface elements can influence
the spatial smoothness prior. Thus, a class-specific regularizer guided
by image appearances can adaptively enforce spatial smoothness and
preferred orientations of 3D surfaces. On the other hand, densely reconstructed models induce image segmentations which are guaranteed
to correspond only to geometrically meaningful objects in 3D. Hence,
the segmentation results are trivially consistent across multiple images.
This chapter is based on [HZC+ 13]. In a nutshell, we propose to
learn appearance likelihoods and class-specific geometry priors for surface orientations from training data in an initial step. These data-driven
priors can then be used to define unary and smoothness potentials in
a volumetric segmentation framework, complementary to the measured
evidence acquired from depth maps. While optimizing over the label assignment in this volume, the image-based appearance likelihoods, depth
maps from computational stereo, and geometric priors interact with
each other yielding an improved dense reconstruction and labeling.
The remainder of this chapter explains each step in detail, and our
mathematical framework is verified on several challenging real-world
data sets. Section 6.1 explains how the multi-label formulation from
Chapter 5 is applied. The data term is explained in Section 6.2. The
core of our method, the class-specfic geometric priors, are explained in
Section 6.3. The numerical minimization is explained in Section 6.4 and
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a thorough experimental evaluation is given in Section 6.5.

6.1. Joint Formulation
In this section we describe the underlying energy formulation for our
proposed joint surface reconstruction and classification framework and
its motivation. Similar to previous works on global surface reconstruction, we lift the problem from an explicit surface representation to an
implicit volumetric one. The increased memory consumption is compensated by the advantages of allowing arbitrary but closed and oriented
topology for the resulting surface. Our final energy is a variant of the
continously inspired convex multi-label formulation presented in Chapter 5. We first introduce the initial continuous formulation and then
state the discretized version of the energy used in this chapter.

6.1.1. Continuous Formulation
We cast the ultimate goal of semantically guided shape reconstruction as
a volumetric labeling problem, where one out of L + 1 labels is assigned
to each location z ∈ Ω in a continuous volumetric domain Ω ⊂ R3 . In
the following we will use indices i and j for labels. Allowed labels are
“free/empty space” (with numeric value 0) and “occupied space” with
an associated semantic category (values from {1, . . . , L}). The label
assignments will be encoded with L + 1 indicator functions xi : Ω →
[0, 1], i ∈ {0, . . . , L}: xi (z) = 1 iff label i is assigned at z ∈ Ω. Note that,
in the following, the dependence of all quantities on the 3D location z
will be indicated with a subscript to be more consistent with the later
discrete formulation, i.e. xi (z) = xiz . With this notation in place, the
convex relaxation of the labeling problem in a continuous volumetric
domain Ω reads as
Econt (x, y) =

Z X
Ω

i

ρiz xiz +

X

ij
φij
z (yz ) dz ,

(6.1)

i,j:i<j
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where yij : Ω → [−1, 1]3 , i ∈ {0, . . . , L} with j > i are transition
gradients satisfying a modified marginalization constraint
X
X
∇ z xi =
yij −
yji .
(6.2)
j:j>i

j:j<i

ρi : Ω → R encodes the local preference for a particular label. Note
that the smoothness term in Equation 6.1 is an extension of the standard length/area-based boundary regularizer to Finsler metrics (see
e.g. [EO04, MPAT08, SC11], Chapter 2) and the infinitesimal length
+
3
2
3
functions φij
z : R → R0 are naturally extended from S to R , rendering
ij
φz a convex and positively 1-homogeneous function. Such choice of φij
z
generalizes the notion of total variation to location and orientation dependent penalization of segmentation boundaries (c.f . Equation 2.24).
In addition to the marginalization constraints in Equation 6.2,
Pthe functions xi also need to satisfy the normalization constraint, i xi = 1,
and non-negativity constraints. See Chapter 5 for a detailed derivation and theoretical interpretation of this energy. A minimizer (x, y)
induces a partition of Ω into free space and respective object categories.
The boundaries between the individual regions form the 3D surfaces of
interest.

6.1.2. Discretized Formulation
A disadvantage of this continuous energy formulation is that the class
of smoothness priors φij
s is restricted to metrics under reasonable assumptions (see e.g. [LS11]). Consequently, we focus our attention on
discrete lattices (i.e. regular voxel grids) as underlying domain where
these restrictions do not apply.
Hence, Ω denotes a finite voxel grid with voxels s ∈ Ω in the following.
A discrete version of the continuous energy in Equation 6.1 not requiring
a metric prior reads as (c.f . Chapter 5)

X X
X
ij
ji
Ediscr (x) =
ρis xis +
φij
(x
−
x
)
(6.3)
s
s
s
s∈Ω

i

i,j:i<j

subject to the following marginalization, normalization and non-negativity
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constraints,
xis =

X

(xij
s )k ,

xis =

j

xis ∈ [0, 1],

X ji
(xs−ek )k

∀k ∈ {1, 2, 3}

j

X

xis = 1,

xsij ≥ 0.

(6.4)

i

ek ∈ R3 denotes the k-th canonical basis vector and (·)k is the k-th
component of a vector. The discrete marginalization constraints above
follow from Equation 6.2 by employing a forward finite difference scheme
for the spatial gradient. The variables appearing in Equation 6.3 have
the following interpretation in the context of joint surface reconstruction
and segmentation tasks:
• xis ∈ [0, 1] encodes whether label i (i.e. free space or one of the
solid object categories) is assigned at voxel s,
• xsij − xsji ∈ [−1, 1]3 represents the local surface orientation if it is
non-zero,
• ρis is the unary data term encoding the measured evidence, i.e.
the preference of voxel s for a particular label i. This data term
captures the evidence from two sources: firstly, the measurements
from a set of depth maps, and secondly, appearance-based classification scores from the input images as obtained from previously
trained classifiers. Section 6.2 describes in detail how this unary
term is modeled.
• Finally, φij
s is the location and direction-dependent smoothness
prior indicating the local compatibility of a boundary between label i and j. Hence, these priors encode the previously mentioned
class-specific geometric priors. Of highest importance is the directly observable boundary between free space and any of the object categories. Modeling φij
s from training data is explained in
Section 6.3.
We will restrict ourselves to homogeneous priors in the following, i.e.
ij
ji
the local smoothness contribution φij
s (xs − xs ) does not depend on s,

113

6. Joint 3D Scene Reconstruction and Class Segmentation
and the objective in Equation 6.3 slightly simplifies to

X X
X
Ediscr (x) =
ρis xis +
φij (xsij − xsji ) .
s∈Ω

i

(6.5)

i,j:i<j

The rationale behind the spatial homogeneity assumption is that only
the orientation of a boundary surface and the affected labels are of
importance, but not the precise location. In Chapter 7 we will see how
spatially varying smoothness can be used to define class specific 3D
object shape priors.
Once the values of ρis are determined and the smoothness priors φij
are known, the task of inference is to return an optimal volumetric labeling. Since we employ a convex problem stated in Equation 6.3, any
convex optimization suitable for non-smooth programs can be utilized.
In Section 6.4 we briefly outline the numerical scheme used in our experiments.

6.2. The Ray Likelihood and its Approximation
In this section we describe how available depth maps (with potentially
missing depth values) and appearance-based class likelihoods are converted into respective unaries ρis for joint volumetric reconstruction and
classification as described in the previous section. A completely sound
graphical model relating image observations with occupancy states of
3D voxels requires observation likelihoods corresponding to clique potentials with entire rays in 3D forming cliques (e.g. [LC11]). In the
following we argue that, under suitable smoothness assumptions on the
solution, we can approximate the higher-order clique potentials by suitable unary ones. We aim on factorizing the clique potential into only
unary terms such that the induced (higher-order) cost of a particular boundary surface is approximated by the unaries. Additionally, we
employ the usual assumption of independence of observations across
images. This means, that the unary potentials described below based
on color images (and associated depth maps) are accumulated over all
images to obtain the effective unary potentials.
In the following we consider a particular pixel p in one of the input
images (respectively depth maps, since we assume that depth images
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use color images as their reference views). The pixel p induces a ray
in 3D space, which leads to a set of traversed voxels s ∈ ray(p) and
the corresponding latent variables xis and their associated unary potentials ρis . Recall that i indexes one of the L + 1 semantic categories
{0, 1, . . . , L} with 0 corresponding to sky (i.e. free space) and i indicating object category i, respectively. Our task is to (approximately)
model the likelihoods


ˆ
P d(p),
Â(p) | {xi }s∈ray(p) ,
(6.6)
s

ˆ
where d(p)
is the observed depth at pixel p (which may be missing),
and Â(p) encapsulates the local image appearance in the neighborhood of p. Note that in terms of a graphical model the respective
ˆ Â | {xi }s∈ray(p) , depends on the entire clique
potential, −log P d,
s
{s : s ∈ ray(p)}. Clearly, for a particular ray the likelihoods of obˆ
serving d(p)
and Â(p) only depend on the first crossing from free space
to occupied space. Nevertheless, proper handling of voxel visibility links
all voxels along the ray to form a clique.
For notational convenience we will drop the dependence on the pixel
p, and also index voxels along ray(p) by their depth d with respect
to the current view. We will substantially simplify the potentials (and
therefore the inference task) by considering the case where we have a
depth measurement and the case where sky is the most likely label. The
rational behind this distinction is that having a strong response for the
sky label in the appearance based classifier indicates that the likelihood
for the whole ray being free space should increase. This is the case
regardless of the presence of a depth measurement. However, an actual
signal of where the surface should be, can only be extracted if a depth
measurement is given.
Observed depth: This is the case when dˆ in the depth map is valid
(i.e. not missing). In this case we assume that Equation 6.6 factorizes
into

ˆ Â | voxel d is first crossing to i = P (dˆ | d)P (Â | i),
P d,
where P (dˆ | d) captures the noise for inliers in the depth sensing process
ˆ P (Â | i)
and is usually a monotonically decreasing function of |d − d|.
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is induced by the confidence of an appearance-based classifier for object
category i. For this case we only take into account P (Â | i) for solid
classes i, meaning i > 0. In the following we will first state the unary
potential and then explain the reason for the specific choice.
We only define non-zero unaries for voxels along the ray near the
observed depth. Assume that the inlier noise of depth estimation is
bounded by δ, and we denote by dˆ ± δ the voxels along the ray with
distance δ and −δ, respectively. We set the unary potentials
PL
σclass i
i
0
ρd+δ
= σclass i ,
ρd+δ
= i=1
ˆ
ˆ
L
(
0
for i = 0
ρid =
(6.7)
ˆ
η(d − d) for i > 0.
for voxels d near the observed depth, i.e. voxels d closer to dˆ than δ.
Here σclass i = − log P (Â | i). The function η : [−δ, δ] → R is indepenˆ
dent of the object category i and reflects the noise assumptions of d.
ˆ
ˆ
We choose η(d − d) = β sgn(d − d) for β > 0, corresponding to an exponentially distributed noise for depth inliers. With depth inlier meaning
the reconstructed surface is within the band [−δ, δ] around the observed
ˆ Inserting unaries only near the observed depth corresponds to
depth d.
truncating the cost function, hence we assume exponentially distributed
inliers and uniformly distributed outlier depth values. See Figure 6.2
for an illustration of unaries along the ray.

weight

σclass

i

β

0

surface

Figure 6.2.: Unaries assigned to voxels along a particular line-of-sight.
Since we enforce spatial smoothness of the labeling (i.e. multiple
crossings within the narrow band near dˆ are very unlikely), we expect
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three possible configurations for voxels in [dˆ− δ, dˆ+ δ] described below.
The first configuration corresponds to the case where the input depth
value is considered an inlier. The second and third case correspond to
a depth outlier. For these two cases we want to avoid that the information from the semantic classifier adds a bias towards either free or
occupied space to the solution. We now state for each configuration
the contribution of unary terms for the particular ray to the complete
energy.
1. In the labeling of interest we have that free-space transitions to a
ˆ
particular object class i at depth d. Hence, x0s = 1 for s ∈ [d−δ,
d)
i
ˆ
and xs = 1 for s ∈ [d, d + δ]. Summing the unaries according to
Equation 6.7 over the voxels in [dˆ − δ, dˆ + δ] yields
X
σclass i +
η(dˆ − d0 ),
ˆ
d0 ∈[d,d+δ]

i.e. the negative log-likelihood of observing the appearance category i in the image and the one corresponding
depth noise
P to the
ˆ − d0 ) will be
assumption. Note that the second term,
η(
d
0
d
non-positive and therefore lower the overall energy. This beneficial term is not appearing in the other cases below.
2. If all voxels in the particular range [dˆ − δ, dˆ + δ] are free space
(x0s = 1 for all the voxels in this range), we have an outlier depth
measurement.
The contribution to the total energy in this case is
P
L

σclass
L

i=1

i

.

3. All voxels in the range are assigned to object label i (i.e. xis = 1
for s ∈ [dˆ− δ, dˆ+ δ]. Thus, the contribution to the energy is σclass i
in this case.
Overall, our choice of unaries will faithfully approximate the desired
true data costs in most cases. Since camera centers are in free-space by
definition, we add a slight bias towards free-space along the line-of-sight
from the respective camera center to the observed depth (i.e. voxels in
ˆ
the range [0, d−δ]).
This has also a positive influence on the convergence
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speed. However, this bias needs to be chosen very small because it does
not handle outliers in the depth maps. If a depth measurement is an
outlier with a much larger depth than the true surface a lot of free
space weight can be added to the grid which is not compensated by any
correct measurements.
Sky: If the best cost label for a particular pixel p is sky we add an
additional contribution to the unary term preferring free space along
the whole ray. This contribution to the data cost is helpful to avoid
“bleeding” of buildings etc. beyond their respective silhouettes in the
image:
ρ0s = γ min {0, σsky − mini6=sky σi } ,

(6.8)

with γ > 0 a suitable weight, and ρis = 0 for i > 0 for all voxels s along
ray(p).
In addition to the data dependent unary term it is beneficial to use a
slight prior for voxels being occupied in the whole observed space. The
motivation for this is that usually the whole free space can be observed
by suitable camera locations, but for the occupied space this is not
possible in the presence of large objects. For example a building that
can only be observed from the outside.
Remark 11. The choice for the data term in our proposed joint fusion
can be seen as an extension of the data term used for the TV-Flux fusion
from [Zac08]. Leaving out the semantic aspect from the data term i.e.
only taking into account the case for observed depth and leaving out
the semantic classifier scores results in the same data term as we use in
our implementation of the TV-Flux fusion (c.f . Chapter 2).

6.3. Training the Priors
In this section, we will explain how the appearance likelihoods used in
the unary potentials ρis and the class-specific geometric priors φij are
learned from training data. While the appearance terms are based on
classification scores of a standard classifier, training of geometric priors
from labeled data is more involved. We first start describing the training
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of the appearance likelihoods before discussing the training procedure
for smoothness priors.

6.3.1. Appearance Likelihoods
In order to get classification scores for the labels a suitable classifier
needs to be trained on a manually labeled training dataset. Our method
does not rely on a specific classifier as long as pixel-wise likelihoods for
the labels can be extracted from the input images. Consequently, we
conducted experiments with two different classifiers. The first classifier is a boosted decision tree classifier from the STAIR Vision Library [GRG+ 10]. In a first step, the training images are segmented into
super-pixels using the mean shift segmentation algorithm1 . Features are
extracted for each super-pixel. We use the default parameters as implemented by [GRG+ 10], resulting in 225 dimensional feature vectors
based on color, intensity, geometry, texture and location. It should be
noted that the geometry and location features are extracted by using
2D information on the images (super-pixel size, shape, and relative position in the image) and they are not related to the 3D geometry of the
scene. The second classifier is from the Automatic Labeling Environment (ALE) [LRKT09]. It uses TextonBoost [SWRC06] features jointly
with a segment-based feature representation of [LZP14]. TextonBoost
are pixel-wise, context-based features represented as a bag-of-words in a
set of randomly sampled rectangles around a pixel. The main drawback
of such a context-based feature representation is that it does in general not nicely follow object boundaries. The pixel-wise, context-based
feature vector is augmented with a feature vector over super-pixels.
This leads to classifier responses that nicely follow object boundaries
and at the same time are able to benefit from the context beyond a
single super-pixel. Both classifiers are trained using manually labeled
ground truth images over 5 classes: sky, building, ground, vegetation,
and clutter. We designed a training dataset by taking 76 images from
the CamVid dataset [BFC09] and 101 images from the MSRC dataset
[SWRC06]. We also added 34 images taken at street level of different
buildings. These buildings are not part of the evaluation data set. Once
1 OpenCV

implementation
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the classifier is trained, it can be used to obtain scores for each pixel of
the image. These scores represent the log-likelihoods of each class for
each region of the image.

6.3.2. Class-Specific Geometric Priors
We use a parametric model for the functions φij appearing in the
smoothness term of Equation 6.5. As already mentioned, we restrict
ourselves to spatially homogeneous functions, and thus there is no dependency on the location s. Note that the energy formulation in Equation 6.5 naturally corresponds to a negative log-probability. Hence, the
functions φij will be also interpreted as negative log-probabilities. Let
↔ij denote a transition event between labels i and j, and let nij denote
a transition event (with unit surface area) between labels i and j with
(unit-length) normal direction n. Instead of modeling φij directly, we
use
P (nij ) = P (nij |↔ij )P (↔ij ),

(6.9)


where we applied the homogeneity assumption, i.e. P ↔ij
= P ↔ij .
s
The conditional probability, P (nij |↔ij ) is now modeled as a Gibbs
probability measure

P (nij |↔ij ) = exp −ψ ij (nij ) /Z ij ,
(6.10)
for a positive 1-homogeneous function ψ ij . Z ij is the respective partition

def R
function, Z ij = n∈S2 exp −ψ ij (nij ) dn, and S2 is the 3-dimensional
unit sphere. Consequently, φij in Equation 6.5 is now given by
φij (n) = ψ ij (n) + log Z ij − log P (↔ij )

(6.11)

for a unit vector n ∈ S2 . For the next step we assume that the probabilities and hence the functions φij are parametrized by parameters θ .
The particular choice of parameters is given in Section 6.3.3. Maximumlikelihood estimation is used to fit the parameters to available training
data, formally
YY
θ = arg max
P (nij |↔ij , θ )P (↔ij | θ ),
(6.12)
θ

120

k

i,j

6.3. Training the Priors
where the product goes over all training samples k and ψ ij and Z ij are
functions of the parameters θ ij which are gathered in θ = {θθ ij | i, j ∈
{0, . . . , L}}. In our implementation, we estimate the discrete probabilities P (↔ij ) of observing
↔ij upfront by counting the
P a transition
ij
ij
relative frequencies N / i,j N of the respective type of boundaries
from training data. Estimating first P (↔ij ) has the advantage that the
ML-estimation in Equation 6.12 decouples into independent estimation
problems of the form
ij

θ

ij

= arg min
ij
θ

N
X

ψ ij (nkij ; θ ij ) + N ij log Z ij (θθ ij ),

(6.13)

k=1

where the summation goes over all the N ij transition samples nkij between labels i and j. Since for many choices of ψ ij the partition function cannot be solved analytically, we use Monte Carlo integration to
obtain an estimate for Z ij . Given the low dimensionality of θ ij (up to 4
components, see Section 6.3.3 below) and the necessity of Monte Carlo
integration for the partition function, we use a simple grid search to
find an approximate minimizer θ ij . As training data we use buildings
extracted from a 3D cadastral city model. We segmented the buildings
into the individual transitions (see Figure 6.3) which enables us to train
ψ ij for the transitions ground ↔ free space, ground ↔ building and
building ↔ free space. The transition between ground ↔ building is
chosen to be the part of the building within the ground. This choice
helps to faithfully reconstruct cases where for example, outside staircases going down to basements can be observed. In our experiments the
data from 5 buildings was sufficient for the training thanks to the small
number of parameters that needs to be estimated. Label transitions
unobserved in the training data are defined manually. At this point we
need to address two small technical issues:
Remark 12. φij is only specified for unit vectors n ∈ S2 , but the argument in the energy model Equation 6.5 are usually non-normalized
def
gradient directions ysij = xsij − xsji ∈ [−1, 1]3 . This can be seen as the
difference between the integral over the surface and the integral over the
volume in Equation 2.24. Remember that ψ ij is a convex and positively
1-homogeneous function. Together with the fact that the area of the
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Figure 6.3.: (Top row) A section of the cadastral 3D city model. (Bottom row) A segmented example building used for the training of the
geometric priors. (Left) building ↔ free space (overground part of the
building), (middle) ground ↔ building (underground part of the building), (right) ground ↔ free space (part of the ground not covered by
the building).

surface element (in finite difference discretizations) is captured exactly
by kysij k2 (i.e. the total variation), we derive the contribution of ysij to
the regularizer as

kysij k2 φij ysij /kysij k2 = φij (ysij )

(6.14)

by the 1-homogeneity of φij . Therefore, the extension of φij as given in
Equation 6.11 to arbitrary arguments y ∈ R3 is

φij (y) = ψ ij (y) + kyk2 log Z ij − log P (↔ij ) .
|
{z
}

(6.15)

def

= C ij

Consequently, our smoothness prior φij will always be composed of an
anisotropic, direction-dependent component ψ ij and an isotropic contribution proportional to C ij = log Z ij − log P (↔ij ). This also implies
that there is no need to explicitly model any isotropic component in
ψ ij .
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Remark 13. The function φij given in Equation 6.15 above is positively
1-homogeneous if ψ ij is, but convexity can only be guaranteed whenever
C ij = log Z ij − log P (↔ij ) ≥ 0 or P (↔ij ) ≤ Z ij . This is in practice
not a severe restriction, since for a sufficiently fine discretization of the
domain the occurrence of a boundary surface is a very rare event and
therefore P (↔ij )  1.

6.3.3. Choices for ψ ij
We need to restrict ψ ij to be convex and positively 1-homogeneous.
One option is to parametrize ψ ij (n) = ψ ij (n; θ ) in the primal and to
limit θ such that the resulting ψ ij has these properties, but this may be
difficult in general. We choose a slightly
different route and parametrize
∗
the convex conjugate of ψ ij , ψ ij ,
ψ ij

∗


(p) = max pT n − ψ ij (n) = ıWψij (p),
n

i.e. the indicator function for a (convex) shape Wψij called Wulff shape
(c.f . Chapter 2). We find it easier to model parametric convex Wulff
shapes Wψij rather than ψ ij directly. Below we describe the utilized
Wulff shapes and its parametrizations. Which Wulff shape is picked
for ψ ij (in addition to its continuous parameters) is part of the ML
estimation. The description below is for Wulff shapes in a canonical
position, since any ψ induced by a rotated shape can be expressed using
a canonical one,
ψ(n; R) = max pT n = max (Rp)T n = ψ(RT n; I).
p∈R·Wψ

p∈Wψ

Given Remark 12 above, there is no need to model the Wulff shape with
an isotropic and an anisotropic component (i.e. as Minkowski sum of a
sphere and some other convex shape [ZNF09]).
The Wulff shapes described below are designed to model two frequent
surface priors encountered in urban environments: one prior favors surface normals that are in alignment with a specific direction (e.g. ground
surface normals prefer to be aligned with the vertical direction), and
the second Wulff shape favors surface normals orthogonal to a given
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Figure 6.4.: Visualization of the 2D version of the used Wulff shapes
(line segment and half-sphere plus spherical cap). The red lines depict
the Wulff shapes. The black lines are polar plots of the function ψ. The
distance of a point on the black curve to the origin is the value that the
function ψ(n) attains for a normal vector n in the direction of the point
(visualized in blue).
direction (such as facade surfaces having generally normals perpendicular to the vertical direction). In order to obtain a discriminative prior,
we assume that the vertical direction of the input data is provided and
we align the positive z-axis with the upwards pointing vertical direction. This in turn means that the prior should be invariant to rotations
around the z-axis. Therefore we only allow choices for R which preserve
this invariance. A graphical illustration of the Wulff shapes is given in
Figure 6.4.
Line Segment This Wulff shape has two parameters l1 ≥ 0 and l2 ≥ 0,
it is a line segment in z-direction centered at the origin with endpoints
(0, 0, l1 )T and (0, 0, −l2 )T ). With defining n = (n1 , n2 , n3 )T , this shape
translates to a function
(
l1 n3
if n3 ≥ 0
ψ(n) =
(6.16)
−l2 n3 otherwise.
Half-sphere plus spherical cap This Wulff shape Wψ consists of a halfsphere with radius r centered at the origin in opposition to a spherical
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cap with height h. The corresponding function ψ favors directions pointing upwards and isotropically penalizes downward pointing normals. ψ
can be computed in closed form (with n = (n1 , n2 , n3 )T ),



rknk


 if n3 ≤ 0
ψ(n) =

r2
2h

knk

+

h
2

− n3

r2
2h

−

h
2

if (∗)



r k( n1 )k

otherwise,

n2

where (∗) is n3 > 0 and n3 (h2 + r2 ) > knk(r2 − h2 ). By construction
Wψ is convex (and therefore also ψ) as long as r ≥ 0 and h ∈ [0, r].

6.4. Inference
The objective in Equation 6.5 together with the linear constraints Equation 6.4 form a nonlinear and non-smooth convex program and can
be minimized e.g. by proximal splitting methods. We use the primaldual approach [PC11] summarized in Chapter 2, and
P introducei Laλs← )k
λis→ )k for the constraints xis = j (xsij )k , (λ
grange multipliers (λ
P
P i
for xis = j (xij
)
,
and
ν
for
=
1.
We
further
partially
dualx
s
s−ek k
i s
ij
ize ψ via
T ij

xs − xsji ,
ψ ij (xsij − xsji ) = ijmax µ ij
s
µ s ∈Wψij

thereby introducing additional dual variables µij
s . Overall, the used
saddle-point formulation reads as
X

X X
ES-P (x, ν , µ , λ ) =
ρis xis + νs
xis − 1
i

s

+

X 

µ ij
s

T

i


xsij − xsji + C ij xsij − xsji


2

s,i,j:i<j

+

X

λ is→

 

λ is←

 

k

xis −

X

xis −

X

s,i,k

+

X
s,i,k

k

j

j

(xsij )k




ij
(xs−e
)
,
k
k

(6.17)

125

6. Joint 3D Scene Reconstruction and Class Segmentation
subject to xis ≥ 0, xsij ≥ 0 and µ ij
s ∈ Wψ ij . The saddlepoint energy is
minimized with respect to the primal variables x and maximized with
respect to the dual variables ν , µ , λ . The updates of the primal and
dual variables are straightforward: gradient steps are followed either by
projections to the respective feasible domain (xsi ≥ 0, µ ij
s ∈ Wψ ij ) or
the following proximity step,

1
proxτ f x̃sij , x̃sji = arg min
xsij − x̃sij
ji 2τ
xij
,x
s
s

2
2

+

+ C ij xsij − xsji

1
xji − x̃sji
2τ s

2

2
2

+ ı{xsij ≥ 0, xsji ≥ 0}.

Instead of solving this proximity step, we slightly modify the objective
ES-P as follows: since w.l.o.g. some minimizer of Ediscrete (Equation 6.5)
will satisfy the complementarity of xsij and xsji (i.e. (xsij )T xsji = 0, see
Chapter 5 for a detailed explanation), we may replace C ij kxsij − xsji k2
in ES-P with
 ij 
xs
C ij
,
xji
s

2

leading to a much simpler subproblem

1
1
2
2
xsij − x̃sij 2 +
xsji − x̃sji 2
proxτ f x̃sij , x̃sji = arg min
ji 2τ
ij
2τ
xs ,xs
 ij 
xs
+ C ij
+ ı{xsij ≥ 0, xsji ≥ 0},
xsji 2
which corresponds to first truncating the negative part of the variables
to 0 and subsequently executing a shrinkage step in R6 corresponding
to the proximity operator of the `2 norm.

6.5. Experiments
In this section we present the results obtained on four challenging real
world datasets. We compare our geometry to a standard volumetric
fusion (in particular “TV-Flux” [Zac08], c.f . Chapter 2). In our implementation, this corresponds to leaving out the semantic part from the
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dataterm and regularizing the depth-only dataterm with an isotropic
surface area penalization. We also illustrate the improvement of the
class segmentation compared to a single image best-cost segmentation.
In general the classifier responses from ALE [LRKT09] are of better quality than the ones obtained using the STAIR Vision Library
[GRG+ 10]. Therefore, most of our experiments are conducted using the
ALE classifier. Results using the STAIR Vision Library are restricted
to Section 6.5.3. Further, we illustrate the evolution of the iterative optimization procedure and we analyze how the convergence time changes
with the voxel resolution.

6.5.1. Overview of the Results
We use the dataset Castle P-30 from [SvHG+ 08] and three additional
urban datasets (Southbuilding, Providence and Catania). Camera poses
where obtained with the publicly available structure from motion pipeline
[ZKP10]. The depth maps are computed using our plane sweep stereo
matching implementation (c.f . Chapter 3) for each of the images with
zero mean normalized cross correlation (ZNCC) matching costs. Up
to 20 images are matched to the reference view simultaneously with
best K occlusion handling using the best two matching scores. In order
to reduce the influence of the fronto-parallel bias of the plane sweeping we run the plane sweeping in multiple different directions and use
sub pixel interpolation on the per-pixel best direction. To get rid of
the noise the raw depth maps are filtered by discarding depth values with a ZNCC matching score above 0.4. The class scores are obtained by using the context based classifier as explained in Section 6.3.1.
To align the voxel grid with the scene we use the approach described
in [CZSP12]. The final number of depth maps in each dataset are as
follows: Castle P-30 contains 30 depth maps, Southbuilding 127, Providence 194 and Catania 126. The resolution of the reconstruction volume
is 510 4990 392, 520 4160 000, 490 7400 288 and 440 3520 000 voxels, respectively.
We use a multi-threaded C++ implementation to find a minimizer of
Equation 6.5. As test platform we used a computer equipped with 64GB
of RAM and four 12-core AMD Opteron 6175 CPUs.
Figure 6.5 illustrates the results for all 4 datasets using the ALE classi-
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Figure 6.5.: Results for 4 datasets. (From left to right) Castle-P30
[SvHG+ 08], Southbuilding, Providence, Catania. (From top to bottom)
Example input images, example depth map, raw image labeling, our
proposed joint fusion result, TV-Flux fusion result; The different class
labels are depicted using the following color scheme: building → red,
ground → dark gray, vegetation → green, clutter → light gray.
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fier responses. As expected, computational stereo in particular struggles
with faithfully capturing the ground, which is represented by relatively
few depth samples seen on a very shallow angle. Consequently, depth
integration methods with a generic surface prior such as TV-Flux easily
remove the ground and other weakly observed surfaces (due to the wellknown shrinking bias of the employed boundary regularizer). In contrast, our proposed joint optimization leads to more accurate geometry,
and at the same time defects in the image segmentation are improved
over a greedy best-cost class assignment. Noise in the image segmentation is regularized out and even structures which are mislabeled as sky
are recovered with a correct segmentation. Most importantly, in ambiguous cases our approach outputs a consistent labeling for the whole
dataset.
The third row in Figure 6.5 illustrates that the most probable class
labels according to the trained appearance likelihoods sometimes confuses ground, building, and clutter categories in ambiguous cases and
is prone to labeling building tops as sky. Another difficult case for
the image based classifier is the disambiguation between building and
vegetation (c.f . Figure 6.1). Our joint fusion is able to correctly disambiguate even in this difficult case. The joint determination of the
right smoothness prior also enables our approach to fully reconstruct
ground and all the facades completely as seen in Figure 6.5, 4th row.
The ground is consistently missing in the TV-Flux results, and partially
the facades and roof structure suffer from the generic smoothness assumption Figure 6.5, 5th row). We selected a weighting between data
fidelity and smoothness in the TV-Flux method such that successfully
reconstructed surfaces have a (visually) similar level of smoothness to
the results of our proposed method.

6.5.2. Comparison to Geometry Only Reconstruction
Our volumetric formulation for joint 3D reconstruction and class segmentation naturally infers surfaces which are hidden in the input data,
such as the ground underneath a building or the building facade hidden
behind vegetation. While these surfaces are purely inferred based on
the visible data and the learned prior of the surface directions, an exact
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Figure 6.6.: (Top Row) TV-Flux fusion and our joint reconstruction and
segmentation result, (Bottom Row) Our result decomposed into three
components: ground, building, vegetation plus clutter

recovery cannot be expected. However, the presence of these surfaces
allows us to easily decompose the reconstruction into the individual semantic classes and, for example, answer question such as what is the
volume of a building directly, which would be a very challenging task
based on just the visible geometry. If this hidden surfaces would not be
inferred and only a semantic segmentation of the visible surface would
be present, an additional optimization would need to be carried out to
fill in the holes. An illustration of how our semantic models decompose is given in Figure 6.6. The facade which is partially hidden behind
the vegetation gets fully reconstructed, even the bottom part which is
fully hidden behind bushes gets correctly extended straight down to the
ground.
In cases where in a geometry only reconstruction using a generic surface area penalization, the ground is not properly reconstructed, also
the building facades are often affected. Parts of the facades get re-
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Figure 6.7.: (Left) TV-Flux fusion, (Right) our joint reconstruction and
segmentation result. Using a generic smoothness prior the ground and
parts of the facades get removed. Using our joint reconstruction and
segmentation approach buildings are naturally extended to the ground.

Figure 6.8.: (Left) TV-Flux fusion, (Right) our joint reconstruction and
segmentation result. Note how the vegetation close to the building
facade gets connected to the building in the TV-Flux fusion. In our
joint reconstruction this defect gets resolved.

moved by the regularization, if they are observed by very few images or
are partially occluded, and hence a faithful reconstruction is not feasible. An example of this behavior is depicted in Figure 6.7. With our
proposed approach, that takes into account the class specific geometric
priors, the ground gets reconstructed correctly and the buildings are
naturally standing on the ground. It is important to note that overhanging structures are not prohibited by our method as long as the
input data indicates their presence.
Another case is vegetation growing close to the building facade. When
the facade is mostly observed and only small parts are occluded then often the vegetation gets wrongly connected to the building facade, gluing

131

6. Joint 3D Scene Reconstruction and Class Segmentation

Figure 6.9.: Comparison using different semantic classifiers: (Top row)
input image (left), raw labeling using per pixel best responses from
ALE (middle) and from the STAIR Vision library (right). (Bottom
row) input image (left), final result using the scores from ALE (middle)
and the scores from the STAIR Vision library (right).

the two objects together. An example of this can be seen in Figure 6.8.
Using our joint reconstruction and segmentation approach, the two objects get properly disconnected even in such a challenging case.

6.5.3. Influence of the Semantic Classifier
In Section 6.3.1 we introduced the two different semantic classifiers that
we used as input to our joint fusion. In this section, we compare the
influence of different semantic classifier scores. We exchange the ALE
classifier [LRKT09], which is used for the experiments in all the other
evaluations of our approach, to the STAIR Vision library [GRG+ 10]. A
visual comparison is given in Figure 6.9. Looking purely at the best cost
labels based on a single image, the ALE classifier produces smoother results than the STAIR Vision library, thanks to the context-based feature
representation. Using features purely based on super-pixels, the STAIR
Vision library can easily confuse white walls as clutter or sky or confuse
the ground with clutter. However, by fusing appearance likelihoods over
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Figure 6.10.: The three different resolutions used for the convergence
analysis of the Southbuidling dataset. (Left to right) lowRes, medRes
and highRes

multiple images and incorporating the surface geometry, our approach
almost perfectly disambiguates the assigned object classes. The differences between the final results generated with the two different semantic
classifiers are minimal.

6.5.4. Convergence Analysis
In this section, we analyze the convergence behavior of our method. In
a first experiment we analyze the convergence behavior with different
resolutions. This evaluation is done with the Southbuilding dataset using three different resolutions. Each resolution subdivides the voxel side
length by a factor of two leading to eight times as many voxels. The
three resolutions are as follows lowRes = 130 × 84 × 75 = 0.819 · 106
voxels, medRes = 260 × 168 × 150 = 6.552 · 106 voxels and highRes =
520 × 336 × 300 = 52.416 · 106 voxels. For each of the resolutions
we found the globally optimal solution by running the primal-dual algorithm until full convergence (c.f . Figure 6.10 for the corresponding
reconstructions). In order to measure the distance to the converged
solution it is enough to use the per node indicator variables xis as they
fully determine the final label assignment. As a distance measure, we
use the per voxel
squared distance to the converged solution x̂is ,
P average
1
i
defined as |Ω| s,i (xs − x̂is )2 . The distance is evaluated every 50 iterations while running the optimization. In Figure 6.11 we depicted the
evolution of the distance once with respect to the number of iterations
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Figure 6.11.: Convergence behavior for three different resolutions. (Left)
distance to converged solution with respect to number of iterations
passed, (right) distance to converged solution with respect to elapsed
time.

lowRes
medRes
highRes

≤ 0.001
iter
time[min]
1’250
9.23
2’850
133.62
6’200
1489.61

≤ 0.0001
iter
time[min]
1’650
12.20
3’600
169.12
7’700
1’846.80

≤ 0.00001
iter
time[min]
2’000
14.83
4’350
204.15
11’349
2717.73

Table 6.1.: Evaluation of convergence on the Southbuilding dataset.
Number of iterations and elapsed time until the distance to the solution
gets smaller than the indicated threshold.

executed and once with respect to the elapsed time. Another way to
quantify convergence is to measure how long it takes until the distance
to the solution is below a given threshold. In Table 6.1 we give such
measurements for the number of iterations passed and time elapsed for
three different thresholds. What we observe is that by splitting the side
length of the voxels by two the number of iterations roughly doubles.
For the elapsed time we need to take into account that each iteration
now has to do computations on eight times as many voxels. We observe
that the slow down is a bit less than the expected roughly 16 times
longer running time.
To visually show how the models evolve during the iterative optimiza-
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Figure 6.12.: Evolution of the optimization for the Catania dataset, from
top left to bottom right, after 50, 2000, 3950 and 5900 iterations.
tion we extracted intermediate results with different number of iterations. The evolution of the solution for the Catania dataset is depicted
in Figure 6.12. In the beginning the locations with strong datacost already get reconstructed faithfully. While most of the model is already
visible after 2000 iterations, the information needs to propagate through
the volume to also fully reconstruct the weakly observed surfaces . After 5900 iterations (18.02 hours of running time) all the surfaces are
reconstructed. The distance to a converged solution as defined above is
just below 0.0001 at this point.
This chapter introduced volumetric semantic 3D reconstruction. In
the proposed formulation, class-specific direction-dependent transition
characteristics are derived from training data and used in the convex
multi-label formulation from the previous chapter to allow for joint optimization of the 3D reconstruction and class segmentation. The next two
chapters will introduce two different formulations for 3D object shape
priors, which are formulated within the same volumetric semantic 3D
reconstruction framework.
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Using Surface Normals
In the last few years a lot of progress has been made in the area of
dense 3D reconstruction from images. The main difficulty is imperfect
input such as noisy, missing or ambiguous data. Most approaches have
in common that they try to find a solution which follows the input
data while being sufficiently regular with respect to a given smoothness
prior. These priors often penalize surface properties such as e.g. area or
curvature. Such approaches work well for data which is mostly affected
by noise. If it comes to defects such as specularities, translucency or even
reflections these methods are prone to produce suboptimal solutions.
To overcome this problem strong domain specific priors are used. As
we have seen in Chapter 6 these can be priors on semantic classes, e.g.
building facades have to be vertical. Also priors on the structure, e.g.
the reconstruction has to form a tree [SSC13] and recently, also 3D
object shape priors have been proposed [BCLS13, DPRR13].
In this chapter, we propose to exploit anisotropic regularization to
embed object shape priors into the volumetric multi-class reconstruction formulation that we proposed in Chapter 6. Our approach to shape
priors is driven by the observation that, for many real life objects, the
local distribution of normals is limited. For example the doors of a car
cannot be horizontal but this is a very likely direction for the hood.
Another example is that the outline of a bottle is always close to vertical but on the other hand there can be regions such as the side mirrors
of a car where a large set of normals is likely. Therefore, we propose
to incorporate a shape prior by locally penalizing the surface directions
anisotropically dependent on the distribution of normals given in training data.
A more direct approach for volumetric shape priors might be to just
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Figure 7.1.: Left: Cropped input image, depth map and baseline result.
Right: Result with our shape prior formulation. Object and ground are
segmented by our formulation.
derive a location specific prior on the occupancy state of a voxel. However, this does not allow the capturing of that e.g. the roof of the car
needs to be close to horizontal, which is nicely captured by our direction
based prior.
Often the reconstructed object is standing on a supporting ground.
To be able to handle the data costs induced by the ground, which do
not fit to the shape prior, we propose to use a multi-label segmentation
to treat the ground differently. This directly enables us to also segment
the object from the ground.
This chapter is based on [HSP14]. The contributions can be summarized as follows:
• We propose a novel way to incorporate shape priors based on
surface normal distributions into convex multi-label optimization.
The driving force of our method are spatially varying anisotropic
smoothness priors (c.f . Section 7.1.3). The formulation is based
on more general anisotropic smoothness priors as the ones used in
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Chapter 6.
• An efficient way to derive the shape priors from training data is
detailed in Section 7.2.
• Due to the multi-label formulation we can segment the object from
its supporting ground in a natural way (see Figure 7.1).
In Section 7.1 we introduce our shape prior formulation. Section 7.2 is
devoted to our training procedure. Details about how we apply first order primal-dual optimization to our formulation are given in Section 7.3.
The chapter is concluded with an experimental evaluation of our approach in Section 7.4.

7.1. Formulation
Our shape prior formulation is an extension of the formulation used in
Chapter 6. The main difference is that we drop the spatial homogeneity
assumption. Before we explain how we can incorporate shape priors, we
state the optimization problem used in this chapter.

7.1.1. Convex Multi-Label Segmentation
The ultimate goal of surface reconstruction is to find the most probable
surface which fits the given noisy data. In convex approaches for surface
reconstruction, the surface is often implicitly represented in a volumetric
form. Traditionally, the volume is separated into two areas, free space
and occupied space [LB07, Zac08] and the resulting surface is described
by the boundary between free and occupied space. An extension of
this formulation to multiple semantic classes is explained in Chapter 6.
Here, we follow a similar approach by dividing the reconstruction into
the object itself, on which the shape prior should be applied, and the
ground, if there is any. This leads to a segmentation of the volume into
three regions: free space, object and supporting ground. This allows us
to handle the often strongly observed ground which does not fit to the
object shape prior. Additionally, this directly gives the segmentation
between the reconstructed object and the supporting ground.
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The main ingredients of the formulation are: a unary and a smoothness term plus a set of constraints linking them together. The unary
potential is computed from the observed data and will be called data
term. As we will see in Section 7.1.2 the input data is a set of depth
maps. A smoothness term is required to tackle the noise in the observed
data. It can be seen as a prior on the expected surface and is therefore
named smoothness prior.
Like in Chapter 6 we are using the continuously inspired multi-label
segmentation form Chapter 5. As we are inherently bound to the discrete domain and the underlying continuous formulation is not required
for the understanding, we directly present the discretized version of the
formulation. However, some mechanisms need to be understood as a
discretization of the underlying continuous formulation.
More formally, a discretized volumetric domain Ω ⊂ R3 is given. The
task of the label assignment is to assign one out of the three labels free
space, object or supporting ground L = {0, 1, 2} to each location (voxel)
s ∈ Ω. It is represented as soft indicator variables xis with xis = 1 if and
only if label i is assigned at s. In the following, we will use subscripts
to denote the spatial position of a variable and superscripts to denote
label indices. ek denotes the k-th canonical basis vector and (·)k is
used to extract the k-th component of a vector. Having this notation in
place, we can now state the objective of the utilized convex minimization
problem.


X X
X
ij
ji 

E(x) =
ρis xsi +
φij
(7.1)
s (xs − xs )
s∈Ω

i

i,j:i<j

In addition to the per voxel soft-indicator variables xis the objective also
contains vectors xsij ∈ [0, 1]3 . They are understood as follows: the k−th
component of the vector xsij equals 1 if and only if there is a transition
from label i to label j along the k-th canonical direction of the grid.
+
3
The functions φij
s : R → R0 define the smoothness prior and need to
be convex and positively 1-homogeneous. Their arguments xsij − xsji
are aligned with the surface normal if they are on the segmentation
boundary. They are an anisotropic extension of standard surface area
based penalization used in continuous segmentation formulations (c.f .
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[EO04, ZSN09], Chapter 2). Note that originating from a discretized
continuous formulation, the arguments of the objective are generally
non-binary around the optimal surface. This is a necessary behavior to
allow the transition gradients xsij − xsji to point in arbitrary directions,
and the main reason why these formulations are less prone to metrication artifacts than purely graph based approaches. For a more detailed
discussion see Chapter 5. The ρis are the unary data costs giving a local
preference at voxel s for label i. To ensure that the transition gradients
xsij and the node indicator variables xis are consistent and in a valid
configuration, the objective in Equation 7.1 is subject to the following
marginalization, normalization and non-negativity constraints.
X
X ji
xis =
(xsij )k , xis =
(xs−ek )k k ∈ {1, 2, 3}
j

X

xis

= 1,

j

xis

≥ 0,

xsji ≥ 0

(7.2)

i

The marginalization constraints ensure that the per node and per edge
variables agree on the assigned labels. Constraining the per-node variables to lie in the unit probability simplex ensures that exactly one label
is assigned at each position s.

7.1.2. Data Term
The unary data term gives a local preference for a certain label. In
our formulation, we have two different labels denoting occupied space:
object and ground. In Chapter 6 we used per image pixel class scores
to achieve semantic segmentation. In this chapter we choose a slightly
different approach and do not compute any class specific data term.
The segmentation of object and ground is solely based on the shape
prior detailed in Section 7.1.3. The only input for the data term is a
set of potentially noisy depth maps. Therefore we use a data term from
standard volumetric fusion. In fact we use the same data term as in
our implementation for the TV-Flux fusion from [Zac08] (c.f . Chapter 2). This leads to only one data term describing a local preference
for occupied space ρs := ρ1s = ρ2s . The local preference for free space is
implicitly encoded as penalty for occupied space, therefore ρ0s = 0.
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ρ
β
0

ẑ

Figure 7.2.: Data term entered into the grid along a viewing ray.

In the following we consider a particular voxel s and its associated
data cost ρs . The projective depth of s with respect to one of the input
depth maps is denoted as zs and its observed depth in the depth map
is denoted as ẑs . We then define the data term as


if zs < ẑs , ẑs − zs < δ
β
(7.3)
ρs = −β if zs > ẑs , zs − ẑs < δ


0
otherwise .
This is based on the assumption that in front of an observed depth ẑ
a voxel s should be assigned free space and in a neighborhood behind
occupied space. The weights ρ along a viewing ray are depicted in
Figure 7.2. Note that we are minimizing our energy and therefore a
negative ρs means preference for occupied space. This specific choice
for ρs corresponds to an exponentially distributed noise assumption for
depth inliers (see also Chapter 6). Also note that we have only specified
our data term for a single observed depth ẑs . It remains to be mentioned
that the final data term is formed by summing up all the weights from
all the input depth maps.

7.1.3. Shape Prior
Unlike recent works on shape priors that fit a parametric shape model
to given data [BCLS13, DPRR13] we are taking a somewhat different
approach. The main drawback in the aforementioned works is that
using a parametric shape model brings the additional difficulty that
details not represented by the prior need to be added in an additional
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Figure 7.3.: The disribution of surface normals at a given location is
small over different instances of objects within the same class. For
example the roof is close to vertical and the wind shield close to a 45
degrees angle.

refinement step. Our formulation allows deviations from the prior as
long as the data indicates it. In this section, we will detail our shape
prior formulation.
For many real world objects, the distributions of normals in a set
of given examples is locally restricted. For example, the outline of a
bottle is always close to vertical or the roof of a car is always close to
horizontal (c.f . Figure 7.3). We exploit this observation to define our
shape priors in terms of surface normal distributions. The main idea is
to use a spatially varying anisotropic penalization of the surface area.
This can be included in the convex volumetric multi-label segmentation formulation by utilizing smoothness priors φij
s (·) that penalize the
surface according to the expected surface orientation at each location
s in the volume Ω. For the remainder, we assume that the domain Ω
is aligned with the object’s bounding box. At this point, we would like
to mention that the smoothness priors φij
s (·) need to be defined for all
the possible transitions between the three labels (free space, object and
ground). However, the shape prior is only applied to transitions involving the object label, meaning the transitions object ↔ free space and
object ↔ ground. In the remainder of this section we therefore omit the
label indices and implicitly refer to the relevant transitions.
Any positively 1-homogeneous convex function can be used as a smoothness prior φs . Choosing functions fulfilling these properties can be difficult, therefore we follow the same approach as in Chapter 6 and do not
define them directly but use the primal-dual formulation (c.f . [EO04],
Chapter 2)
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φs (x) = max (pT x).
p∈Ws

(7.4)

Ws denotes the so-called Wulff shape and can be any closed, bounded
and convex set that contains the origin. Using this formulation, we
transformed the problem of specifying a suitable function to specifying
a convex shape which guarantees the definition of a valid smoothness
prior.
In Chapter 6 we used a small set of possible parametric Wulff-Shapes.
Namely two, one that prefers a certain direction and one that prefers all
the directions that are orthogonal to a given direction. In this chapter
we want to capture the distribution of normals present on the object’s
surface faithfully, therefore we need to allow for more general smoothness priors. We propose to use a more general parameterization of Wulff
shapes.
We start with the following fact: any convex shape can be described
as an intersection of a set of half spaces. We choose a discrete set
of half spaces Hs and call the induced shape WHs the discrete Wulff
shape. The half spaces hs ∈ Hs are defined by a normal direction
n ∈ S ⊂ S2 and distances of the half space boundary to the origin dn
s.
S2 denotes the three dimensional unit sphere and S a discrete subset
thereof. The distances dn
s are indexed by the normal direction n. This
is not a restriction as only one half space per direction can be active
(having a joint boundary with Ws ) in the Wulff shape defined by the
intersection of all hs ∈ Hs . The set of normal directions S is chosen
to be spatially homogeneous and therefore not indexed by the position
s. By using a sufficiently fine grained discretization for the normal
directions in S, any valid Wulff shape can be represented with high
accuracy. Figure 7.4 shows visualizations of some examples of possible
shapes.
In our experiments, we use a geodesic sphere, which is generated as
a iterative subdivision of an icosahedron, to define the set of normal
directions S. The number of directions used is |S| = 162. The actual
distances dn
s used for the individual directions n are determined by
training data. This step is detailed in the Section 7.2.
For the transitions between ground and free space, which are not
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Figure 7.4.: Discrete Wulff shapes, from left to right: isotropic, preferring one main direction, more complex shape that penalizes a segment
of normals much more strongly than the rest.

Figure 7.5.: A few example training shapes used for the car class.

covered by the shape prior we use a prior preferring the ground to be
horizontal if appropriate or isotropic otherwise.
For objects that only touch the ground at specific places e.g. the
four wheels of a car, the position of the support points are known from
the training data. This means we are utilizing the shape prior only in
a neighborhood around the area where the interaction is expected to
happen. Outside that region we use a strong isotropic penalization. In
Section 7.4 it is shown that this enables the optimization to properly
segment cars from the ground.

7.2. Training of the Discrete Wulff Shapes
The aim of training the Wulff shapes is to determine the parameters
of the shape prior based on training data. Our training data are mesh
models that we downloaded from the Internet (see Figure 7.5). Often
realistic models also contain the geometry in the interior of the object.
In our case we are only interested in the outline shape of the models,
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more specifically only in the normals of the outline shapes at all positions
s ∈ Ω. To separate the outline shape from the rest we first render depth
maps from the given mesh and run volumetric depth map fusion [Zac08]
using the rendered depth maps in order to finally extract the outline
shape’s normals.
The parameters that need to be determined during training are the
parameters of the discrete Wulff shapes, namely all the distances dn
s for
all the normals n ∈ S at all the positions s ∈ Ω. Naturally, the terms
φij
s in the energy function in Equation 7.1 correspond to negative logprobabilities. The standard approach for the training would be to find a
maximum likelihood estimate of the distances dn
s given a set of training
normals. As we need to estimate a set of parameters at each position s
a gradient descent based maximum likelihood estimation would be too
slow.
To make the problem tractable we discretize the space of directions
xsij − xsji to the ones that are aligned with the discrete set of normals
S. Therefore we have for each unit length normal direction n ∈ S
at position s a direct mapping between the probability Ps (n) and the
corresponding dn
s by
ij

Ps (n) = e−φs

(n)

= e− maxp∈WHs (p

T

n)

n

= e−ds

(7.5)

and it follows that
dn
s = − log (Ps (n)) .

(7.6)

To get an estimate for Ps (n) we generate histograms over the input
normal directions weighted by their respective surface area in the training data. The bin centers are set to be n ∈ S. Now the empirical
probabilities can be directly extracted from the histograms and define
the distances dn
s . For robustness against non observed directions in the
training data we impose a maximum on the values dn
s . At this point we
need to make a few remarks.
Remark 14. In Equation 7.5 the arguments to φij
s (·) are unit length
normal vectors. However, the arguments ysij := xsij − xsji are nonnormalized gradient directions from [−1, 1]3 . From 1-homogeneity it
ij
ij
ij
ij
ij
ij
follows that φij
s (ys ) = kys k2 φs (ys /kys k2 ). And kys k2 corresponds
to the area of the surface element in the underlying finite-difference
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discretization (c.f . Chapter 6). Therefore the surfaces are naturally
penalized by their surface area.
Remark 15. It can happen that an actual half space hs is not active
(does not share a boundary with WHs ) in the trained discrete Wulff
shape. This means that the corresponding direction n will be penalized
less then the training data suggests. This is not an issue as it does not
happen for the most probable directions. This behavior can actually be
beneficial if a single empty histogram bin is surrounded by much more
probable ones.
Remark 16. In the training process we restricted the directions to the
normals n ∈ S. We can still allow for arbitrary directions during the
optimization as we generate a valid Wulff shape which assigns a cost to
all directions xsij − xsji .
Overall, this way of training the parameters leads to an estimate that
penalizes the most probable directions n ∈ S with the corresponding
empirical probability and smoothly blends for directions in between.
The training is very efficient as it only involves the computation of a
normal histogram while getting an accurate penalization for the most
likely directions. In Figure 7.6 the shape prior trained on a set of bottles
is visualized.

7.3. Optimization
For the optimization we use the preconditioned first order primal-dual
algorithm presented in [PC11] (c.f . Chapter 2). In order to apply the algorithm we need to rewrite the optimization problem in its primal-dual
saddle point form. This is done by inserting the primal-dual formulation
of the smoothness prior from Equation 7.4 into Equation 7.1 and introducing Lagrange multipliers for the constraints (Equation 7.2). The
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optimization problem can then be stated as
!!
Epd (x, p, λ , γ , µ ) =

X X
s

+

X

j

X X
s

+ µs

i

X

xis

−1

i





X
X
X ji
λis )k  (xsij )k − xis ) +
(λ
(γγ is )k  (xs−ek )k − xis )

s,i,k

+

ρis xis

s,i,k

j

T
ij
ji
((pij
s ) (xs − xs )),

(7.7)

i,j:i<j

ij
ij
i
subject to pij
s ∈ Ws , µs ≥ 0, xs ≥ 0, xs ≥ 0. The objective is minimized with respect to x and maximized with respect to p, λ , γ and
µ . The Wulff shapes Wsij define the smoothness prior and describe depending on the labels i and j; either our shape prior, or an isotropic or
horizontal direction preferring prior.
The updates of the primal-dual algorithm [PC11] (see also Chapter 2)
are gradient steps followed by projections to the feasible area. The main
difficulty is the projection to the discrete Wulff shapes WHs which define
our shape prior. We detail this step in the following section.

7.3.1. Projection onto Discrete Wulff Shapes
At each iteration of the algorithm the dual variables ps need to be
projected back to the feasible area. In case of the discrete Wulff shapes
WHs this has to be done whenever ps lies outside one or multiple of the
half spaces hs ∈ Hs . In the following we denote such half spaces hs as
violating half spaces. In our procedure we exploit that in practice only
a few half spaces per Wulff shape are violated in each iteration of the
optimization.
As a preprocessing step that only has to be done once for each shape
prior we compute the intersection of all the half spaces hs ∈ Hs and
store for each half space, in case it is forming a facet of the intersection,
the neighboring half spaces along the boundary of the facet. Computing
the intersection of the half spaces can be done by utilizing point plane
duality (c.f . [DBVKOS00]). For each half space we take the plane
defining its boundary, π = [n −d] and map it to a dual point π̄ = (1/d)n.
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(a) Full slice on the left, closeups in the middle (left side of the bottle neck) and
on the right (bottom corner of the bottle).

(b) Full slice on the left, closeup of the lower left part on the right.

Figure 7.6.: Slices through the bottle shape prior in vertical direction
(a) and horizontal direction (b). Isotropic Wluff shapes for positions
s where there was no training data available are shown in light gray.
Trained discrete Wulff shapes are shown in dark gray.
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A subsequent computation of the convex hull [CGA] of the dual points
reveals the intersection of the planes. The convex shape can then be
extracted by transforming back to the primal representation. Note that
this way of computing the intersection of half spaces is only valid because
the origin is always contained within the shape.
For the projection
p0s = arg 0 min kps − p0s k2
ps ∈WHs

(7.8)

of a dual point ps to the Wulff shape WHs we use the following observation.
If a point ps lies outside WHs , its projection p0s lies on the boundary
of one of the violating half spaces. This can be seen by case distinction.
The projection either lies on a facet, edge or vertex of WHs , and for all
three cases the area where the point ps needs to be located to project
to p0s is at least outside of one of the half spaces incident to p0s .
In our projection we first find the set of violating half spaces. Due
to the above observation the projection can then be reduced to an exhaustive check of all the violated half spaces (remember in practice only
very few half spaces are violated). At this point we would like to make
a few remarks:
Remark 17. Finding the set of all violating half spaces can be expensive.
By storing the closest distance dmin
:= minn∈S dn
s
s for each WHs we can
min
first check if ps lies withing the ds -ball and only do the expensive
check if it does not. This considerably speeds up the optimization.
Remark 18. At many positions s in the volume there is no training
data available because the surface never passes through s. In this case
an isotropic prior with a high smoothness cost is utilized. To reduce
the memory usage we do not store a discrete Wulff shape but a perfect
isotropic prior with the corresponding weight.
Remark 19. More ways to speed up the projections are possible e.g. by
exploiting the temporal evolution of the optimization. If a dual variable
ps projected to a certain vertex, edge or facet in the previous iteration
it is very likely that it will project to the same one again. Another
option would be to remember for dual variables ps lying inside WHs
the closest boundary and the total change the variable has made over
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Figure 7.7.: Synthetic experiment. First two images, two out of 32
training shapes. Third image, center part of a horizontal cut through
the shape prior. Last two images the reconstruction without and with
shape prior, respectively. In the case of not using a shape prior stronger
regularization removes the reconstruction entirely.

the subsequent iterations. A check if half spaces are violated is only
necessary if the total change is big enough to reach the closest boundary.
In our experiments we did not use these improvements.

7.4. Experiments
Before presenting the results we obtained on challenging real-world
datasets we present a synthetic experiment that shows how our shape
prior handles shape variations. Often shape variations within a certain
class are still constrained to a set of normals which can be captured
by our shape prior. For example looking at a door with respect to the
frame, or the door of a car with respect to the car, the different opening
angles induce big shape variations that cannot be captured by simply
capturing the statistics of the occupancy state of a voxel. To demonstrate that our prior is able to capture such variations we trained a
shape prior based on synthetic data.
We use a box which is centered at the origin and rotate it around the
z-axis. For the training data we use 32 equally spaced angles. Our shape
prior can now reconstruct this box with a fully random rotation angle
around the z-axis. This is demonstrated by generating a box using
a random rotation angle as test data (not contained in the training
data). We rendered eight depth maps where we only keep 4% of the
depth values and add Gaussian distributed noise to the remaining depth
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Figure 7.8.: Reconstructions of the bottle datasets. From left to right:
cropped input image, cropped depth map, baseline result (TV-Flux from
[Zac08]) and our result using the shape prior with the object and ground
segmented. Number of images used, from top to bottom: 28, 21, 27 and
26.
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Figure 7.9.: Reconstructions of the first bottle from Figure 7.8 using a
per voxel occupancy state prior. From left to right prior with weight 1,
2, 3 and 4.

Figure 7.10.: Reconstructions of the car datasets. On the first and
second row real cars reconstructed using 80 and 62 images, respectively
and on the third row a toy car reconstructed using 27 images. From
left to right, cropped input image, cropped depth map, baseline result
[Zac08] and our result using the shape prior with the object and ground
segmented.
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Figure 7.11.: (Left) Cars separated from the ground, support points
indicated in red, (Right) 3D print of a car reconstructed with our shape
prior.

values.
For all our experiments we use a standard volumetric fusion, namely
the TV-Flux fusion form [Zac08] (c.f . Chapter 2), as a baseline method.
The data costs for the result with and without shape prior are identical
up to a scaling factor which is necessary to account for the different
regularization.
The results of the experiments are shown in Figure 7.7. Not using
a shape prior we cannot reconstruct the box but using our shape prior
the box is nicely reconstructed for an arbitrary rotation angle.
In our experiments using real-world data we computed a shape prior
for two classes of objects, bottles and cars. Both of the classes share
the difficulty that objects are highly reflective and contain transparent
elements such as the windows of cars. We trained our priors on mesh
models downloaded from the Internet; for the bottle prior the training
set size was 48, and for the car prior we used 32 instances.
To underline that our shape prior can be used on arbitrary shapes
within the trained object class, we took several real world datasets of
bottles and cars of varying shapes. For cars we used real cars as well as
toy cars. As a first step the camera poses are computed using the publicly available structure from motion software [ZKP10]. We then use our
plane sweep stereo matching implementation (Chapter 3) to compute a
depth map for each of the images. The matching is done on 5 images at
once. Zero mean normalized cross correlation (ZNCC) matching scores
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are computed between each of the images and the reference view and
occlusions are handled using only the best K = 3 matching scores.
In order to be able to apply the shape prior, the domain Ω needs to
be aligned with the bounding box of the object. This can be done based
on image based object detectors e.g. [FGMR10] and optimization over
all the input images [BS11, HML+ 12, LS10b]. As our work focuses on
the actual shape prior formulation we omit this step and annotate the
bounding box manually.
In Figure 7.8 we present the results for the bottle datasets. The same
shape prior was used for all the results. Due to the specular, reflective
and translucent areas, an isotopic prior, as used in the baseline, is not
faithfully modeling the shapes of the bottles. Our shape prior is general
enough to recover the different shapes present in the input data. Also
note that the actual bottle and the ground are segmented through our
three label formulation.
For objects such as bottles the actual shape variations are not very
big and therefore it seems tempting to formulate a shape prior solely
as a per-voxel occupancy state prior. We argue that such a prior alone
is inferior to our proposed approach. In Figure 7.9 we show the results
achieved with a per-voxel occupancy prior, for the first bottle in Figure 7.8. During training, the empirical occupancy probability of each
voxel given the training data is captured, and used as prior on the occupancy state during reconstruction. Note that the results achieved
with this simpler prior are of lower quality than the results achieved
with our proposed normal direction based prior. We show the results
for several different strengths for the unary prior by scaling the weights
by a factor, to underline that tuning the strength of the prior does not
resolve the issues of this more straight forward shape prior formulation.
When using the unary prior with a low weight the bottom part of the
bottle contains the indentation as present on the actual bottle that is
reconstructed. The indentations gradually disappear while increasing
the weight of the prior. Looking at the top of the bottle even with the
highest weight for the unary prior the reconstruction is still not smooth,
while we already smoothed away the indentation on the lower part.
Our results on the the car datasets are depicted in Figures 7.1 and
7.10. While a toy car already gives a faithful result in the baseline,
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applying our shape prior does not change much on the actual shape of
the car. Note that details such as the side mirrors and the door handles are present even when utilizing the shape prior. This illustrates
that our shape prior is able to allow for a higher variation of normals
where they are expected. Real cars are more challenging then toy cars.
Through the transparent windows details in the interior are present in
the depth maps, leading to defects on the front windshield and the side
windows. These issues are fixed by applying our shape prior. Additionally, applying the shape prior allows us to segment the ground from the
car. In Figure 7.11 the cars are depicted separated from the ground.
The ground gets properly reconstructed underneath the car. When not
using a multi-label reconstruction as in the baseline, the car and the
ground get connected at the bottom plate of the car, meaning the free
space that is expected between the ground and the bottom plate of the
car is not reconstructed. This renders a proper separation of the ground
and the car impossible. Using our approach, additional to the better
geometry thanks to the shape prior, a proper segmentation is achieved,
which even allows us to 3D print the object as depicted in Figure 7.11.
In this chapter we have seen that by using class-specific location dependent anisotropic surface area penalization, general 3D object shape
priors can be formulated. The location dependent surface normal statistics are captured from training shapes of the same object class and then
used for the reconstruction. This leads to very strong object shape priors
which help to reconstruct object classes where the geometric information extracted by stereo matching is insufficient. In the next chapter
an alternative formulation which works by segmenting the object into
convex segments is presented. The need of exact alignment between the
prior and the input data and the location dependent regularization are
dropped by introducing more classes into the formulation.
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Despite the continuous advances in dense 3D surface reconstruction
there are still many object classes which are a challenge for current
algorithms. To tackle such classes shape priors have been proposed.
One approach to shape priors is anisotropic surface regularization based
on prior knowledge about the shape. We used convex multi-label segmentation in dense volumetric reconstruction to jointly infer semantic
labels and geometry (Chapter 6) and to define per object shape priors
for challenging classes (Chapter 7). Chapter 6 uses a single spatially
homogeneous prior on the directions of transitions between semantic
classes, such as a preference of a ground ↔ building transition to be
horizontal. This leads to a prior on the shape of semantic classes, which
can be relatively weak for general shapes, as we will see later. Chapter 7
defines a shape prior for a given object class by having a spatially varying anisotropic regularization. This leads to a very descriptive prior, for
example a tabletop is always horizontal, but has the drawback that the
object needs to be exactly aligned with the bounding box and a complex anisotropic regularization term needs to be stored for each voxel.
In this chapter, we propose an alternative approach to get strong priors,
namely splitting the object into multiple simpler convex parts which we
call segments.
To motivate our work we describe the example of a table and observe
that a prior based on a single spatially homogeneous anisotropic regularization does not lead to a descriptive shape prior. First, we observe
that the main surface area on the top is horizontal and also there is large
surface area on the legs which is predominantly vertical, see Figure 8.2.
Hence a prior on the surface orientation of a table should penalize those
mostly observed directions less than others. In terms of dense volumet-
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Figure 8.1.: Top: Example input image and depth map. Bottom: Standard volumetric fusion result (left) and our result using the proposed
segment based shape prior (right).

ric 3D reconstruction the main difficulties in reconstructing a table are
the thin leg structures that easily get disconnected and holes appearing
in the often texture-less top surfaces. The single anisotropic prior would
not help in either of these cases. It would penalize holes in the top and
disconnected legs less and therefore make them more likely, leading to
a very weak shape prior. Our proposed solution is, splitting the object
into a top part and legs. Now we can define three different smoothness
terms for the surface between the top and the legs, for the top and for
the legs. Now each of the surfaces has a strong predominant direction,
the top is mostly horizontal, the legs are mostly vertical and the transition between the legs and the top is strictly horizontal. Note that such
a prior does not need an exact location of the object, only the main
directions need to be known.
Often the segments of the object coincide naturally with the semantic
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Figure 8.2.: Predominant normals of a table

table leg

tabletop

table leg

tabletop

ground

Figure 8.3.: Shape prior formulation for the table: The table gets segmented into convex parts (tabletop, and table legs), the transitions of
each part to other labels are taken into account, for each transition the
smoothness is defined in terms of Wulff shapes. The dashed lines indicate that the shape is very large in the indicated direction, meaning
that this is an unlikely interface in the final reconstruction.
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parts of an object. As we will see later, as in Chapter 7 we also do not
make use of any per image pixel semantic information for this approach.
But due to the geometric difference of semantic parts of an object we also
naturally get a semantic segmentation. Including semantic classifiers to
our method would be straight forward using the method from Chapter 6
but to underline the strength of our prior, which is able to segment the
object solely based on distinctive geometry, we refrained from using any
semantic image classifier.
The idea of our shape prior formulation is coming from the study of
equilibrium shapes of crystals [Wul01]. We will explain that anisotropic
surface regularization can be seen as preferring object shapes which
follow the same shape as a convex example shape, named Wulff shape.
The Wulff shape is exactly the equilibrium shape of a crystal. Due to the
convexity of the Wulff shapes it becomes natural that our input object
shapes are split into convex or almost convex segments. An illustration
of this idea is given in Figure 8.3.
This chapter is based on [MHP15]. In Section 8.1 and 8.2 we will
introduce our segment based object shape prior formulation. Before we
discuss our results on many real-world object classes in Section 8.4 we
will discuss some implementation details in Section 8.3.

8.1. Formulation
In this section we will present the mathematical formulation of our
segment based object shape prior. It shares the same underlying formulation as the shape prior introduced in Chapter 7. For the clarity
of the explanation we briefly summarize the whole formulation. The
traditional dense volumetric 3D reconstruction segments a voxel space
into free space and occupied space [CL96, LB07, Zac08] (c.f . Chapter 2) and extracts the surface as a transition between the free and
occupied space. We again use the idea of splitting the occupied space
into multiple classes from Chapter 6. The formulation originates from
continuous multi-label segmentation [CCP08] and was extended to handle anisotropic and non-metric smoothness, at the same time, in its
discretized form in Chapter 5. This becomes important for some of our
examples later on. In the following we will first describe the convex
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multi-label segmentation formulation which we are using and then we
will explain how we apply this formulation to our proposed segment
based 3D object shape prior.

8.1.1. Convex Multi-Label Segmentation
For our purposes, the goal is to assign labels to a volumetric domain.
We denote the discretized domain by Ω ⊂ R3 and index the voxels by
a position index s. L = {0, . . . , L − 1} is a set of labels, where each of
the labels corresponds to one of potentially multiple free space labels
or one of the occupied space labels. Its meaning is object class specific
and will be explained in Section 8.2. To formalize the label assignment
task label indicator variables xis ∈ [0, 1] are introduced, where xis = 1 if
label i is assigned to voxel s and xis = 0, otherwise. Next we state the
convex energy and will explain its interpretation afterwards.


X
X X

ρis xis +
φij (xsij − xsji )
E(x) =
i

s∈Ω

subject to xis =

X

i,j:i<j

(xsij )k ,

xis =

j

xis ≥ 0,

X ji
(xs−ek )k

(8.1)

j

X

xis = 1,

xsij ≥ 0

i

The variables xsij ∈ R3 are used to describe transition gradients of the
label indicator functions. The variables are only allowed to be nonnegative and hence cannot describe full gradients, but by taking the
difference ysij := xsij − xsji , the length of the vectors ysij describe the
amount of change from label xis to label xjs in the direction of ysij . The
functions φij : R3 → R+ are convex positively 1-homogeneous functions
that act as an anisotropic regularizer of the surface area [EO04] (c.f .
Chapter 2). The ρis ∈ R are the unary data costs. They describe the local preference for label i in voxel s. The index k describes the dimension
and ek is the k-th canonical basis vector. A first set of constraints, which
are called marginalization constraints make sure that the variables xsij
agree with the label indicator variables xis . Finally, the second line of
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constraints describes normalization constraints on xis which ensure that
a label gets selected in each voxel and the non-negativity constraints on
the xsij .
To arrive at a convex energy the label indicator variables are allowed
to attain values between [0, 1]. In an ideal case we would like to get
mostly binary assignments for the xis , however, not only the convex relaxation requires non-binary assignments but also around a transition
describing a surface we expect non-binary assignments. This is necessary to allow the transition gradients ysij to point in arbitrary directions
and is introduced into the formulation as an effect of the discretization
of the original optimization problem defined on a continuous domain.
After summarizing the main ingredients of the convex multi-label
formulation, we can now introduce our novel segment based 3D object
shape prior formulation.

8.2. Segment Based Shape Priors
As we have mentioned earlier our goal is to define spatially homogeneous anisotropic smoothness terms that act as a shape prior. We have
observed earlier that the main problem with this approach is that not
each object can be represented descriptively in this way. One solution
to this problem is to have an anisotropic smoothness prior which is different for each voxel as proposed in Chapter 7. But this comes with
the problem that the volume Ω needs to be exactly aligned with the object. In this Chapter, we propose a different solution, namely splitting
the object into multiple segments and regularize each of the transitions
between the segments differently, but with one single spatially homogeneous smoothness term for the whole volume. With this approach we
can drop the necessity of an exact spatial alignment. Only the main
directions of the object need to be known, which are in practice much
easier to extract.

8.2.1. From Wulff Shapes to Convex Segments
The definition of the anisotropic smoothness term φij that we are using
in the following, was presented in terms of a Wulff shape Wφij [EO04]
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n
dn

Figure 8.4.: Wulff shape illustration in 2D: The Wulff shape induces
an anisotropic smoothness term. The distance from the origin to the
black line in direction n is the cost dn for a normal direction n. The
construction is indicated with gray lines. Naturally the reconstructed
shape using this prior has the same shape as the Wulff shape.
(c.f . Chapter 2) and is defined as
φij (n) = max pT n.
p∈Wφij

(8.2)

Mathematically, the Wulff shape is defined as convex shape that contains the origin. The name was given to them by George Wulff, who
studied the growth of crystals in liquids [Wul01]. His findings were that
the equilibrium shape of a crystal is defined by the Wulff shape. This
connection between equilibrium crystal shapes and anisotropic surface
regularization means that describing the preference for a certain object
shape can be achieved by using an anisotropic regularizer that is induced by a Wulff shape having the object’s shape. The construction of
the shape works as follows: Consider direction n, draw a plane orthogonal to n which has a distance dn to the origin. dn corresponds to the
amount we want to penalize a surface of direction n. Doing this for all
directions leads to a convex shape, the Wulff shape, which is formed by
the inner envelope of all the planes. This relationship between distance
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of planes and cost in a direction is expressed through Equation 8.2.
An illustration of how this works for a box Wulff shape is depicted
in Figure 8.4. Going back to the example of a table we now observe
that the shape of the table is not convex and hence a single anisotropic
smoothness term does not lead to a descriptive prior. Having made this
observation, it becomes clear that in order to derive descriptive priors
we need to segment our input object into parts which are sufficiently
convex.
Let m1 , . . . , mM , be a set of M convex segments into which our input
object is split. The problem of splitting a shape into convex parts has
been well studied (for example [CD85, LA07]). To be able to get a
faithful reconstruction we also need to model the supporting ground
of the object. It follows that the label space L is composed out of
the labels 0: free space, 1: ground and all the segments, hence L =
{0, 1, m1 , . . . , mM }. With the segments being close to convex, they can
be described nicely by convex regularization functions φij . In order
to utilize the convex energy Equation 8.1, the data costs ρis and the
regularization functions φij need to be defined. The φij need to be
defined for each of the transitions between labels i and j. They can
either be derived from training data as proposed in Chapters 6 and 7 or
manually designed. The ρis are the unary data costs. They describe a
local preference for label i in voxel s and are derived from a set of input
depth maps (see Section 8.2.3). There is no semantic classifier involved.
The actual labels for the segments are chosen by the optimization based
on the regularization term.
Our method is illustrated in Figure 8.3. First the table gets segmented
into convex parts then we determine all the transitions. As a last step
the smoothness terms for all the interfaces between the labels are defined
in terms of Wulff shapes. In this step the outline of the convex segment
gets split into multiple parts which have different neighboring interfaces.
The combination of all these interfaces forms the prior for the whole
segment.
For all our examples, the label chosen for each of the convex segments,
coincides with semantic meaning of the part of the shape. The label for
each segment is determined solely through our shape prior formulation.
However, as proposed in Chapter 6, semantic classifiers could be nat-

164

8.2. Segment Based Shape Priors
urally included into the formulation. Here, we chose not to include a
semantic classifier to underline the strength of the prior.

8.2.2. Free Space as Convex Segments
Splitting the geometry into multiple segments is not limited to the occupied space. It is also possible to split the free space into multiple
classes. This becomes interesting when reconstructing classes such as
mugs which generally have a carved out inner part which is hard to
observe in the input data. The general shape of a mug is highly non
convex and in general it needs an almost infinite amount of convex segments. However, if we look at the mug with its inner space filled, then
it is a convex object and also the filling itself is convex. Introducing a
segment for the "inside free space" and interpreting it as a subtraction
of a convex segment allows a highly non-convex object such as a mug
to be efficiently handled by our approach. By having a preference in
the unary term for "inside free space" it can be encoded that the object
should be carved out if the input data does not disagree. Moreover, having a horizontal "inside free space" ↔ "free space" transition expensive
we can ensure that the mug does not contain any unwanted holes.
Note that this choice of smoothness cost will not form a metric. In
horizontal direction a transition "inside free space" ↔ "mug" plus a transition "mug" ↔ "free space" needs to be cheaper than the direct transition "inside free space" ↔ "free space", which violates the condition
for a metric. This is not a problem, as the formulation we are using,
explicitly allows for non-metric smoothness costs (c.f . Chapter 5).

8.2.3. Data Term
We use the same data term as in Chapter 7. At this point we only give a
brief summary and refer the reader to Chapter 7 for more details. The
method takes as input a set of depth maps. In order to use them in
our formulation they need to be transformed into the unary data term
ρis . The depth maps contain information about the geometry but no
information about the individual labels i. Therefore our data term is
only defined in terms of occupied space labels and free space labels. For
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a two label problem it is enough to define a data cost for one of the
two labels, here we only define the cost for occupied space and denote
it as ρs . Assigning 0 cost to free space labels implicitly assigns a cost
of −ρs to free space labels through the optimization. For the occupied
label cost ρs at voxel s we follow the approach that assumes that in
front of an estimated depth dˆs in the depth map, associated with voxel
s, we expect free space and behind we expect occupied space, in a small
region. If a voxels’ depth ds lies in front of the estimated depth dˆs given
in the depth map, we add a constant positive weight β to ρs and if ds
is behind dˆs we add −β to ρs . Along the viewing ray from the camera
center up to dˆs we expect free space. This assumption holds only if there
are no outliers in the data. To use the information along the viewing
ray and still stay robust against outliers we add only a small positive
cost  along the viewing ray to ρs .

8.3. Implementation
In this section we describe some details about our implementation. The
smoothness priors for all transitions between all the labels can be derived
from training data, in Chapters 6 and 7 two methods were already
presented. The two proposed approaches differ in the way the Wulff
shapes are parameterized. While in general any convex shape can be
parameterized reasonably well as an intersection of half spaces Chapter 7
this has the drawback that shapes such as cylinders need many different
half spaces for a faithful representation of the round parts. On the other
hand, it is possible to define a catalog of basic shapes, such as a sphere,
a cylinder or a box and let the training procedure decide which of the
elements of the catalog fit best with which parameters as a maximum
likelihood estimation Chapter 6.
For both methods the input data to the training procedure is a set
of mesh models of all the transitions. In order to have an efficient
optimization we decided to use a slightly modified version of the training
procedure given in Chapter 6 for the application to the segment shape
Priors. The main difference is that we do not model the Wulff shape
in terms of a sum of an anisotropic and an isotropic part but directly
derive the parameters for one single Wulff shape. With nij we denote
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the normal vector for a boundary between label i and j. ↔ij denotes a
transition between i and j. Now we define the probability of having a
transition with normal direction nij by
P (nij ) = exp(−φij (nij )),

(8.3)

R
subject to n∈S2 exp(−φij (nij ))dn = P (↔ij ). As basic shapes we consider a box, a cylinder and a hemisphere plus an attached spherical
cap. The main difference to Chapter 6 is that we now need to fulfill
the above constraint while training. This, we addressed by doing a grid
search for all but one parameter of the basic shape and find the last one
using Brent’s method [Bre71] such that the constraint is fulfilled. This
slightly adapted grid search approach finds the maximum likelihood estimate of the Wulff shape parameters.
After having the smoothness in place, the convex multi-label energy
Equation 8.1 is minimized with the first order primal-dual algorithm
(c.f . Chapter 2 or [PC11]). The energy can easily be transformed into
the primal-dual saddle point form by inserting the primal-dual formulation (Equation 8.2) and Lagrange multipliers for the constraints (c.f .
Chapter 7).

8.4. Results
We evaluated our method on the challenging real-world objects classes,
trees, tables, dumbbells and a mug. We collected images with either a
hand held compact camera and in addition for the trees aerial images
captured by a flying drone. The camera poses are obtained by using
the publicly available structure from motion software [ZKP10]. As an
input to our formulation we computed depth maps using plane sweeping stereo matching (c.f . Chapter 3) for each of the images. As an
image dissimilarity measure we used the zero-mean normalized crosscorrelation (ZNCC). For occlusion handling, we only accept the best K
matching scores. The main directions of the objects where determined
by a manual alignment step.
We compare all our results to a baseline approach which uses the
same unary terms ρs using an isotropic regularization (TV-Flux fusion
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Figure 8.5.: For both datasets: (top row) example input image and
example depth map, (bottom row) baseline TV-Flux fusion result, result
using our shape prior formulation, additional PMVS+PSR baseline.
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of [Zac08] (see Chapter 2 for details about our implementation). This
choice of baseline directly shows the effect of using our prior. To illustrate how other state of the art reconstruction methods perform on our
datasets we include results using patch based multi-view stereo (PMVS)
[FP10, Wu11] and Poisson surface reconstruction (PSR) [KBH06]1 , for
some object classes. PMVS was run with the default parameter values
and for PSR we hand tuned the parameters for best reconstructions.
The results for the individual object classes and their main difficulties
are discussed in the following.

8.4.1. Table
We gathered a training dataset of 11 mesh models of rectangular IKEA
dining and coffee tables. As a first step we split the training mesh models
into the individual segments by cutting off the table legs. This segments
the table into a tabletop and table legs, Figure 8.3. Then we extract
mesh models for all the individual transitions plus a manually inserted
ground plane. This data is then inserted into our training procedure
to obtain the Wulff shapes, which defines our shape prior for the table
class.
The individual Wulff shapes that are used to reconstruct a table are
indicated in Figure 8.3. We observe that the leg has a strong preference
to be vertical, on the top it can cheaply change to tabletop and on the
bottom to ground. This very descriptive nature of the geometry leads
to a very strong prior for the table class. The smoothness of the table
top prefers a box with a large horizontal extent.
The results we obtained are depicted in Figure 8.5. The main problems with the baseline approaches not using a shape prior are holes in
the tabletop and disconnected legs. Our prior is able to resolve these
issues in the reconstruction. We also get a reliable segmentation of the
table into its semantic parts.
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tree trunk

foliage

trunk

foliage

ground

Figure 8.6.: Shape prior formulation for the trees: The tree gets segmented into convex parts (foliage and trunk), the transitions of each part
to other labels are taken into account, for each transition the smoothness is defined in terms of Wulff shapes. The dashed lines indicate that
the shape is very large in the indicated direction, meaning that this is
an unlikely interface in the final reconstruction.

8.4.2. Tree
We manually split trees into foliage and trunk. The Wulff shapes and
their parameters where hand selected and are depicted in Fig. 8.6. The
behavior of the smoothness is similar to the one for the table. The trunk
is a mostly vertical segment that connects to the foliage on the top and
to the ground on the bottom. The foliage is modeled with an isotropic
prior. The smoothness between the foliage and the ground is chosen to
be a very strong isotropic smoothness as such a transition very rarely
occurs.
For the evaluation of the object class trees we used two types of
imagery. We used terrestrial images as well as aerial images. The results
for both are depicted in Figure 8.7. On terrestrial images already the
baseline produces faithful geometry but our shape prior formulation
gives in addition to the geometry also a segmentation of the object. An
1 MeshLab
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Figure 8.7.: From left to right: Example input image, example depth
map, baseline TV-Flux fusion result, result using our shape prior formulation.
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mug

mug

ground

inner free space

inner free space

Figure 8.8.: Shape prior formulation for the mug: The mug is segmented
as a single convex part (mug) and an interior convex part (inner free
space) which gets carved out, the transitions of each part to other labels
are taken into account, for each transition the smoothness is defined in
terms of Wulff shapes. The dashed lines indicate that the shape is very
large in the indicated direction, meaning that this is an unlikely interface
in the final reconstruction.
important case for trees are aerial images. In this case trunks get often
disconnected as they are hard to observe from the air. Our formulation
allows for a complete reconstruction of very weakly observed trunks.

8.4.3. Mug
In order to be able to reconstruct a mug faithfully it is important to
reconstruct the inside of the mug correctly. For many methods this
is challenging as the concavity is often weakly observed in the depth
maps and moreover often false matches on the top lead to a filled mug.
With our method we can model the inside free space as a segment of
the free space. This allows us to make a concavity cheap. We also
include a slight preference for the inside free space label in the unary
term. The smoothness of the mug and the inside free space is modeled
with cylinder shapes and shapes preferring a particular single direction.
The shape prior formulation is indicated in Figure 8.8. Note, that a
transition of inside free space to any other label than mug is only cheap
in the vertical direction. This ensures that there are no holes in the
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Figure 8.9.: Top row, from left to right: example input image, example
depth map, baseline TV-Flux fusion result. Bottom row, from left to
right: result of our formulation (inner free space inside the mug), result
of our shape prior formulation (mug and inner free space separately),
PMVS+PSR result.
mug. For this class we manually defined the Wulff shapes.
Figure 8.9 shows an example of a reconstruction of a mug. The baseline method is not able to reconstruct the mug correctly. Also the second
baseline (PMVS+PSR) shows the same behavior. Using our proposed
shape prior the interior gets carved out correctly and there are no holes
in the mug surface.

8.4.4. Dumbbell
Also dumbbells can nicely be modeled with our formulation. A dumbbell
is geometrically made out of different cylinders. Hence most of the
Wulff shapes are cylindrical (see Figure 8.10). Our results on this class
are depicted in Figure 8.11. While the geometry is already faithfully
reconstructed using the baseline our formulation outputs a segmentation
in addition to the geometry.
This chapter introduced a shape prior formulation that is based on
splitting the object into convex segments. An alignment between the
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disk

disk

bar

bar

ground

Figure 8.10.: Shape prior formulation for dumbbells: Dumbbells get
segmented into convex parts (bar and disks), the transitions of each part
to other labels are taken into account, for each transition the smoothness
is defined in terms of Wulff shapes. The dashed lines indicate that the
shape is very large in the indicated direction, meaning that this is an
unlikely interface in the final reconstruction.

Figure 8.11.: From left to right: Example input image, example depth
map, TV-Flux fusion result, result of our shape prior formulation.
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prior and the input data is only necessary in terms of orientation. The
whole Part II of this thesis introduced a system for volumetric semantic
3D reconstruction. All the formulations require a set of input images
which can be as big as up to several 100 images. In practice it is often
not possible to capture that many images around a single object, for
example due to the camera being mounted on a car. In the next part of
this thesis, formulations which work on smaller datasets in the extreme
case just a single color image are studied.
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Depth Map Regularization
with Geometric Priors
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9. A Patch Prior for
Reconstruction in Man-Made
Environments
In this chapter, we introduce a method that utilizes a spatial regularization prior for depth maps inspired by sparse representations. While
our energy clearly resembles the dictionary-based energy functionals
employed in image processing formulations (e.g. [EA06]), there are important differences due to the different characteristics of image (intensity) data and depth maps. Most prominently, depth maps representing
man-made environments are typically composed of very few structural
elements, but the specific sparsity assumption used for processing intensity images is not necessarily appropriate for depth maps. Thus, the
over-complete dictionary used for sparse representations can be substituted by a small one, omitting the sparseness assumption on dictionary
coefficients. The contribution of our work is based on the introduction
of patch-based priors for depth map regularization, modeling higherorder priors by means of a dictionary-based approach. We propose to
use a small dictionary with just four elements that is able to represent
piece-wise planar surfaces. The motivation for this patch-based regularization is twofold. On the one hand, as dictionaries can be rather small,
inference is fast and on the other hand, computational complexity does
not increase considerably with the usage of larger patches, allowing for
regularization beyond triple cliques and second-order priors.
The application considered in this chapter, is the fusion of multiple
raw input depth maps with a similar viewpoint into a single high quality
depth map. This chapter is based on [HZZP12]. The total generalized
variation [BKP10], which was introduced shortly before the research
leading to this chapter has been conducted was also applied to merge
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several depth maps [PZB11]. Their model can be seen as a special case
of our formulation.
We introduce our proposed model in Section 9.1. Section 9.2 explains our optimization procedure. The chapter is concluded with an
evaluation of our proposed model on the case of depth map fusion in
Section 9.3.

9.1. Proposed Formulation
This section describes the basic energy used in our approach and discusses the relation to existing methods. Let Ω be the image domain
(usually a 2D rectangular grid), and φp (·) is a family of functions for
p ∈ Ω modeling the data fidelity at pixel p. φp is assumed to be convex.
Further, let Rp : RΩ → RN , be a function extracting an image patch
centered at p. Since we allow different shapes for the extracted patches
(and therefore several different functions Rp ), we will use another index
k to indicate the shape geometry, i.e. Rpk . By allowing different shape
geometries for different dictionary sets, the size of the dictionary can be
reduced substantially by not using a e.g. square patch uniformly. We
utilize the following energy model:
X
X
αp ),
E(u, α ) =
φp (up ) + η
Rpk u − Dkα kp + ψ(∇α
(9.1)
p∈Ω

k
k

where u is the desired depth (respectively disparity) map, α kp ∈ R|D |
are the coefficients for the dictionary Dk , η and µ are positive constants,
and ψ(·) is a convex function. The gradient operator in the last term
is applied to α p component-wise and is understood as the discretization of a continuous domain (see Chapter refchap:preliminaries). The
individual terms have the following interpretation:
1. The first term, φp (up ), is the data fidelity term at pixel p, and
measures the agreement of u with the observed data.
P
k
k k
2. The second term,
k kRp u − D α p k, penalizes deviations of u
from a pure dictionary generated patch in a region Rpk containing
p. As distance measure we use either the `1 norm k·k1 , or the
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`2 (Euclidean) norm, k·k2 . The choice of k·k1 allows u to locally
deviate from the predicted patch Dkα kp at a sparse set of pixels,
whereas selecting k·k2 resembles group Lasso [YL06] leading to a
sparse set of patches in disagreement with Dkα kp .
αp ), adds spatial regularization on the coeffi3. The last term, ψ(∇α
αp ) = µk∇α
αp k (for some positive weight
cients α . Choosing ψ(∇α
µ) corresponds to the total variation (c.f . Chapter 2). In contrast
to the other formulations used in this thesis, here the total variation is not applied to indicator variables. Meaning we are not
interested in binary solutions for the α but in continuous assignments. In this case, the total variation leads to piece-wise constant
solutions for α . Such a prior is often used for image processing
applications, it was introduced to image processing in [ROF92].
Note that the piece-wise constant patches segment the image into
piece-wise planar patches. This already gives a certain amount
of semantic understanding of the scene and could be used as a
starting point for an explicit semantic understanding of the scene.

9.1.1. The Choice for Dk
The dictionary Dk determines how the solution should look like locally.
It could be acquired by learning it from given training data. By including a sparsity term on the coefficients α k it would even be possible to use
over-complete dictionaries. As this work focuses on the reconstruction of
man-made environments we define the dictionary as follows. Man-made
environments, and in particular indoor ones, are dominated by locally
planar surfaces. Hence it is natural to strongly favor piece-wise planar
depth (or disparity) maps on the absence of strong image observations.
For the pinhole camera model, it is easy to see that planar surfaces in
3D correspond to locally linear disparity maps (i.e. linear in 1/depth
but not in the depth itself, see for example [TS00]). Consequently, although we use the terms depth map and disparity map equivalently, the
smoothness prior is always applied on the disparity representation. For
piecewise planar disparity maps the utilized dictionary is very compact
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Figure 9.1.: Piecewise planar dictionary elements of length 5.

and contains only four elements (see Figure 9.1),
D01 = 1T
D02

=1

D11 =
D12

=

2i
Plength − 1
(D11 )T ,

−1

Plength −1
i=0

(9.2)

i.e. D11 and D12 are the horizontal and vertical linear gradients, respectively. The coefficients corresponding to the constant elements D01 and
D02 , α01 and α02 , essentially cover the absolute disparity, whereas α11 and
α12 represent the local slope in horizontal and vertical image direction.
Plength denotes the length of the patch.

9.1.2. The Choice for ψ(·)
In order to favor piecewise planar (but not piecewise constant) disparity
maps piece-wise constant solutions for the coefficients of the linear gradient elements should be preferred. As we do not want to penalize the
actual disparity there is no regularization on the coefficients belonging
to the constant dictionary elements. As mentioned earlier, piece-wise
constant solutions can be favored by using the total variation as a penalization:
X
αp ) = µ
αkp )2 k
ψ(∇α
k∇(α
(9.3)
k

We either use the isotropic `2 total variation or the anisotropic `1 total
variation.
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9.1.3. The Choice for φ(·)
The family of functions φp represents the fidelity of the solution u to
the observed data at pixel p.
In the considered application of merging multiple depth maps, a varying number of depth measurements (including none) is given for each
pixel. Hence, the choice of φp is reflecting the underlying noise model
in the input depth maps and penalizes the distance to the given depth
measurements ulp . Depth estimates originating from visual information
are often subject to quantization, therefore we use a “capped” `1 -norm
to allow deviations within the quantization level. To combine multiple
measurements the individual distances are summed up:
X
φp (up ) =
λlp max{0, |up − ulp | − δ},
(9.4)
l

where λlp is a weight that can be specified for each depth measurement.
This enables down-weighting of measurements with high matching costs
or non-unique matches. This particular choice of φp implicitly fills in
missing depth values by setting all weights of missing values to zero.

9.2. Determining u and α
This section addresses the recovery of the unknown disparity map u
and corresponding coefficients α for a given dictionary and a coefficient
prior. Although the energy in Equation 9.1 is convex with respect to the
unknowns u and α, it requires minimizing a non-smooth energy. We use
the first order primal-dual method proposed in [CP10] (see Chapter 2).
We rewrite Equation 9.1 as convex-concave saddle-point problem (recall
that the energy is minimized with respect to u and α ),
X
X
αp k2
E(u, α ) =
φp (up ) + η
Rpk u − Dkα kp 1 + µk∇α
(9.5)
p∈Ω

= max
q,r

k

X

φp (up ) +

X

p∈Ω

subject to


αp
(qpk )T Rpk u − Dkα kp ) + (rp )T ∇α

k

kqpk k∞

≤ η,

krp k2 ≤ µ.
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Here the constraints on q and r are formulated for the `1 norm on the
reconstruction error in the primal, and for the isotropic total variation
regularizer for α. By choosing different norms the constraints change
accordingly. The primal-dual method requires the application of respective proximity operations for the constraints on the dual variables,
kqpk k∞ ≤ η and krp k2 ≤ µ, which are projection steps into the corresponding domain (i.e. element-wise clamping to [−η, η] and length
normalization whenever krp k2 > µ, respectively).
This defines the general framework for using the primal-dual method,
the implications for the specific choice of φ on the optimization method
are discussed in the following section.

9.3. Piecewise Planar Depth Map Fusion
Our depth map fusion takes multiple nearby depth maps and combines
them in a robust and regularized way to achieve higher quality. One of
the input depth maps acts as a reference view, and all other depth images are warped to the reference view-point (using OpenGL-based mesh
rendering). Thus, the task is to recover a single depth map up from multiple depth measurements ulp per pixel. As mentioned in Section 9.1.3
we utilize a “capped” `1 distance accounting for the discrete/quantized
nature of depth values. We introduce additional dual variables s, and
rewrite the primal energy into a saddle-point one and obtain
X X
E(u, α ) =
λlp max{0, |up − ulp | − δ}
p∈Ω

+η

l

X

Rpk u

−D

k

α kp 1


αp k2
+ µk∇α

k

= max
q,r,s

X X
p∈Ω

slp (up − ulp ) − |slp |δ

l


X

k T
k
k k
T
αp
+
(qp ) Rp u − D α p ) + (rp ) ∇α
k

subject to kqpk k∞ ≤ η,
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krp k2 ≤ µ,

|slp | ≤ λlp .

(9.6)

9.3. Piecewise Planar Depth Map Fusion

(a) Ground truth

(b) Noisy input

(c) Median fusion

(d) Huber-TV

(e) TV/`1 +dict./`2 (f) TV/`2 +dict./`2 (g) TV/`1 +dict./`1 (h) TV/`2 +dict./`1

Figure 9.2.: Top row: synthetic ground truth, one out of 5 noisy inputs, median fusion, Huber-TV fusion. Bottom row: results with the
proposed piece-wise planar prior with different norms for the dictionary
and TV-term. From left to right: TV/`1 + dictionary/`2 , TV/`2 +
dictionary/`2 , TV/`1 + dictionary/`1 , TV/`2 + dictionary/`1 .

The proximity operator for the additional constraint is again a projection to the feasible set for slp . It is possible to compute the proximity
operator for the above data term φ directly (without introducing additional dual variables), but this is relatively expensive (see e.g. [ZPB07])
and hinders data-parallel implementations.

9.3.1. Synthetic Data
We evaluate the behavior of the proposed fusion method for different
choices of `1 /`2 -norms in the reconstruction and the TV terms by using
a synthetic height-map of a man-made scene (Figure 9.2(a)). The input to the fusion is generated by adding zero-mean Gaussian noise with
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σ = 0.8 to the ground-truth height-map, which is in the range [0, 10]
(see Figure 9.2(b) for one of the noisy input depths). Simply taking
the pixel-wise median is clearly not sufficient to return a convincing
result (Figure 9.2(c)), hence enforcing spatial smoothness is required.
Adding a smoothness prior via Huber-TV [PZB11] (i.e. enforcing homogeneous regularization for small depth variations and a total variation
prior at large depth discontinuities) still results in staircasing artifacts
(Figure 9.2(d)).
Figures 9.2(e-h) depict the results for our proposed method using different combinations of `1 and `2 penalizers for the reconstruction error,
αp k. The parameters
kRpk u − Dkα kp k, and for the TV regularizer, k∇α
were chosen as follows: the patch width was fixed to 5, λlp = 1.5 and
µ = 10, to adapt to the different penalization of the reconstruction error, we set η = 1 for `1 penalization and η = 1.5 for `2 penalization.
For the datacost we used δ = 0, which means `1 distance penalization.
In general, all results look rather similar. There are some artifacts at
the hip of the roof when using a TV-`1 penalization for the dictionary
coefficients α p . An `2 -norm penalization in the dictionary term slightly
cuts-off the edges at the eaves of the roof. The combination of an `1 norm in the dictionary term and and an isotropic `2 -norm total variation
penalization of the dictionary coefficients visually gives the best solutions. For the real-world results in the following section we therefore
use this choice.

9.3.2. Real-World Data
For our experiments with real-world data we took datasets with 25 images each. To obtain the camera poses we run a publicly available SfM
software [ZKP10]. Input depth maps are obtained by running plane
sweep stereo on 5 input images using a 3 × 3 ZNCC matching score and
best half-sequence selection for occlusion handling. We use semi-global
matching [Hir05] to extract depth maps from the ZNCC cost volume,
thereby obtaining five depth maps used for subsequent fusion. The
depth maps are warped to the reference view by meshing and rendering the depth maps. Implausible triangles corresponding to huge depth
discontinuities (i.e. most likely occlusion boundaries) are culled. Fur-
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Figure 9.3.: First row: 5 input images, second row: 5 input depth maps
each generated out of 5 input images (middle one generated from images in the first row), third row: warped, filtered depth maps shown as
disparity maps, red indicates that the depth values are discarded.

ther, warped depth values with a corresponding ZNCC matching score
smaller than 0.4 are also discarded. The input to the fusion for a single
depth map is depicted in Figure 9.3. For the fusion parameters we used
the same settings for all datasets. The patch width was set to 3, η = 1,
µ = 5, λlp = 0.3 and δ = 0.015. For the Huber-TV fusion we used the
same “capped“-`1 datacost also with δ = 0.015 and the Huber parameter was set to 0.015 as well. In Figures 9.4 and 9.5 we show results
for piece-wise planar fusion and Huber-TV fusion on the same input
data. Although the Huber-TV fusion aims on reducing the staircasing
effect of the standard TV, there are still visually distracting artifacts in
the rendered 3D-Model. When utilizing the proposed piece-wise planar
structure prior the rendered 3D-Model is visually much more appealing
especially when rendered with texture.
In this chapter we proposed a model which reconstructs the scene
with a piece-wise planar prior in form of a single high-quality depth
map. For man-made environments which are predominately composed
out of such surfaces this leads to convincing reconstructions and at the
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Input image

Input depth map

Huber-TV fusion

Input image

Input depth map

Huber-TV fusion

Huber-TV fusion

Piecewise planar
fusion

Piecewise planar fusion

Huber-TV fusion

Piecewise planar
fusion

Piecewise planar fusion

Figure 9.4.: Outdoor depth map fusion results. Odd rows: One out of 25
input images, one out of 5 generated input depth maps, depth map form
Huber-TV fusion, depth map with proposed piece-wise planar prior.
Even rows: Untextured and textured 3D-Model. Left from Huber-TV
fusion and right with piecewise planar prior.
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Input image

Input depth map

Huber-TV fusion

Input image

Input depth map

Huber-TV fusion

Huber-TV fusion
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Piecewise planar
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Figure 9.4.: Real world depth map fusion result (continued)
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Input image

Input depth map

Huber-TV fusion

Huber-TV fusion

Piecewise planar
fusion

Piecewise planar fusion

Figure 9.5.: Indoor depth map fusion results. First row: One out of 25
input images, one out of 5 generated input depth maps, depth map form
Huber-TV fusion, depth map with proposed piece-wise planar prior.
Second row: Untextured and textured 3D-Model. Left from Huber-TV
fusion and right with piecewise planar prior.
same time segments the scene into planar patches which could be used
for further semantic reasoning. In this chapter the optimization infers
the surface direction purely based on the input depth maps computed
from stereo matching. However, it is possible to estimate surface normal
directions directly from the color images. In the next chapter, we will
use information from such a classifier as an additional cue for the 3D
reconstruction. This leads to a formulation where a 3D reconstruction
from a single color image becomes possible.
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Surface Normal Classifier
The problem of finding a dense disparity map from a stereo rectified image pair is well studied in the computer vision literature. Despite that,
in real-world situations, where images contain noise and reflections, it
is still a hard problem. The main driving force of the published techniques is to compare the similarity of image patches at different depths.
For the rectified binocular case this is usually defined in terms of a displacement, called disparity, along the image scan lines. Often images
contain texture-less areas, such as walls in indoor environments. Matching image patches will not lead to a confident estimate for the depth
in this case, as many different disparities lead to low matching costs.
Also overexposed spots on images , which frequently occur in real life
images makes matching image patches infeasible. Another failure case
of standard approaches are ambiguities in the input data. For example
when matching the often slightly reflective ground in indoor imagery it
happens that the reflection on the ground is matched better than the
often less textured floor.
To tackle all these difficulties, global optimization algorithms have
been applied to this problem. It is common to not only include matching costs based on a dissimilarity measures into the energy, but also
use image edge information and priors such that planar surfaces are
preferred as seen in Chapter 9.
Recently, single view depth estimation has also started to be a topic in
the computer vision literature. For this problem, strong assumptions,
such that there are vertical objects standing on the ground, or data
driven machine learning approaches that do not assume a special layout,
have been utilized.
The advances in machine learning approaches have also lead to clas-
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Figure 10.1.: Overview of our method. (top row) The input to our
method is depicted in the top row. On a single input image (left) two
classifiers are evaluated, single view depth estimation (middle) and surface normal directions (right). (bottom row) On the bottom the obtained depth map by our surface normal direction based regularization
is shown (left) together with two renderings of the obtained dense point
cloud (middle and right).

sifiers that are able to estimate surface orientation based on a single
image. We argue that information about the surface orientation that is
extracted from the input image gives additional important cues about
the geometry exactly in the cases where standard algorithms struggle.
Therefore, we propose a global optimization approach that allows us to
combine responses of a surface normal direction classifier with matching scores for binocular stereo or scores of a classifier for the single view
depth estimation problem. This automatically addresses the problems
with standard approaches in stereo matching. In homogeneous area,
such as walls, or on the reflective ground the surface normal directions
can often be estimated reliably and hence constrain the depth estimation
problem to the desired solution. An important feature of our method is
that it is not restricted to use a single surface normal direction per pixel
but allows the inclusion of the scores from multiple directions, which is
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important when the classifier is not able to reliably decide on a specific
direction. An example result of our method for the single view depth
estimation problem is depicted in Figure 10.1.
This chapter is based on [HLP15]. In Section 10.1 we detail our proposed normal direction based regularization term. We evaluate our
approach on two challenging real world benchmark datasets in Section 10.2. Qualitative and quantitative improvements over a baseline
regularization using the same matching scores but without using the
information of the normal direction classifier are reported.

10.1. Formulation
In this section, we explain the formulation which we are using to extract
a regularized depth or disparity map out of a matching cost volume,
that for example originates from binocular stereo matching or depth
classification based on a single image. Posing this problem as an energy
minimization over the 2D image grid poses the main difficulty that the
energy is generally non-convex because of the highly non-convex data
cost. By lifting the problem to a 3D volume it has been shown that
globally optimal solutions can be achieved [RC98, ZNF09].
More formally, the goal is to assign to each pixel (r, s) from a rectangular domain I = W × H a label `(r,s) ∈ L = {1, . . . , L}. Instead of
assigning labels to pixels directly an indicator variable u(r,s,t) ∈ [0, 1]
for each (r, s, t) ∈ Ω = I × L is introduced. Using the definition
(
u(r,s,t) =

0
1

if t < `(r,s)
else,

(10.1)

the problem of assigning a label to each pixel is transformed to finding
the surface through Ω that segments the volume into an area in front
of and behind of the assigned depth (see Figure 10.2. Adding regularization and constraints on the boundary allow us to state the label
assignment problem as a convex minimization problem [ZNF09], which
can be solved globally optimally.
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u=0
u=1
s
(∇u)(r,s,t)

r

Ω

Figure 10.2.: Volumetric formulation of the label assignment problem.
The surface through Ω defines the assigned labels.

E(u) =

X
ρ(r,s,t) |∇t u(r,s,t) | + φ(r,s,t) ∇u(r,s,t)
r,s,t

s.t. u(r,s,0) = 0 u(r,s,L) = 1 ∀(r, s)

(10.2)

The values ρ(r,s,t) are the data costs or also called unary potential, for
assigning label t to pixel (r, s), they for example originate from binocular
stereo matching. With the symbol ∇t we denote the derivative along
the label dimension t, and ∇ denotes full 3 component gradient. In both
cases we use a forward difference discretization. The regularizer φ(r,s,t)
can be any convex positively 1-homogeneous function. This term allows
for an anisotropic penalization of the surface area of the cut surface. The
main novelty of our algorithm is the use of a normal direction classifier
to define the anisotropic regularization term. The boundary constraints
on u enforce that there is a cut through the volume.
In the remainder of the manuscript we will use r and (r, s, t) interchangeably as position index within the volume.

10.1.1. Normal Classifier Based Regularization Term
The input to the optimization is not limited to unary data costs ρr .
Also the regularization term φr can be dependent on the input data.
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An important cue for a faithful surface reconstruction is its orientation.
Recent advances in data driven classification show that classifying surface normals based on a single image is feasible [LZP14]. For dense
stereo matching, surfaces with little texture and/or surfaces seen on a
very slanted angle pose problems. In such cases the surface normals can
often be estimated reliably and hence contribute crucial information to
the optimization problem. Important examples are the road surface
in automotive applications or the ground and walls in an indoor environment. In the following we will introduce our proposed approach to
including the scores of a surface normal classifier into the above formulation Equation 10.2.
The classifier outputs a score κ(r,s,n) , for each pixel (r, s) of an image,
for a discrete set of surface normals n. In order to use this information
given by the classifier in the optimization, the cut surface is penalized anisotropically, based on the classifier responses. By this approach
surfaces that are aligned with directions having good scores κ, will be
preferred by the regularization. A requirement to the regularization
term φr is that it is a convex positively 1-homogeneous function. Fulfilling these conditions directly can be difficult. However, this can be
tackled by not directly defining the function in the primal but using the
notion of the so-called Wulff shape, which defines the smoothness in a
primal-dual form [EO04] (c.f . Chapter 2).
φW (∇u) = max pT ∇u,
p∈W

(10.3)

where W is a convex, closed and bounded set that contains the origin,
the so-called Wulff shape. Doing this does not restrict the space of the
possible regularization terms as any convex, positively 1-homogeneous
function can be defined in terms of a convex shape. With this reformulation of the regularization term the problem of specifying a function
has been transformed into specifying a convex shape.
We follow the idea presented in Chapter 7 to form the Wulff shape as
intersection of half spaces, which allows for a good convex approximation
of the input scores κ of the surface normals. Every convex shape can
be approximated as the intersection of half spaces. Assume we have a
discrete set H of half spaces with outward pointing normals n ∈ S ⊂ S2
containing the origin and the distance of the halfspace boundaries to
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n
φWH (n)

WH

Figure 10.3.: The red line indicates the outline of the Wulff shape WH .
The distance of the blue line to the origin in direction n, defines the
value of the function φWH (n) and hence the cost of a surface with normal
direction n.
the origin are denoted by dn . S denotes a discrete subset of the 3dimensional unit length vectors S2 . The convex shape obtained as an
intersection of the halfspaces H is denoted as discrete Wulff shape WH .
Using the definition that a halfspace h ∈ H is active if it shares a
boundary with WH , it follows that for each active half space
φWH (n) = max pT n = dn .
p∈WH

(10.4)

This means setting dn
r = κ(r,s,n) penalizes the directions of the active
halfspaces according to the classifier and smoothly interpolates in between. An illustration of this behavior is given in Figure 10.3. As the
active halfspaces in general correspond to the most likely surface orientations this convex approximation of the scores κ will be most accurate
for the best scoring directions.
Before we can plug the regularizer into the formulation, the input normal directions of the classifier that are given in the standard Euclidean
space need to be transformed into the space of the volume Ω, in which
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the cut surface is computed.

10.1.2. Transforming the Normal Directions
In order to use the normal direction classifier scores κ(r,s,n) in the volume
Ω we need to derive the mapping of the normal directions n from the
standard Euclidean space to Ω. Although this mapping depends on the
actual application and is different for single view depth estimation and
binocular stereo, the general recipe to derive it is the same. First the
transformation of a vector from one space into the other is derived. This
is done by taking the Jacobian of the mapping of a point. We call this
transformation matrix M. The
T transformation of the normal directions
is then given as N = M−1 [Shr10, Appendix C].
Binocular Stereo:
In binocular stereo matching the points (x, y, z)
get mapped to (r, s, t) by
   x

fx z + cx
r
s =  fy y + cy  ,
z
t
fx zb

(10.5)

where fx and fy are the focal length in x and y direction in pixels and
b denotes the baseline of the stereo rig. The depth labels t correspond
to disparities. We finally get


z
fx


N= 0
xz
− bf
x

0
z
fy
zy
− bf
x


0
0 


(10.6)

2

z
− bf
x

Single View Depth:
It has been pointed out that by scaling an image and checking if in the scaled image a patch corresponds to a chosen canonical depth z0 , single view depth estimation becomes feasible
[LSP14]. This means, if a pixel is classified having depth z it should
have depth z/α if the image is scaled by α. We derive that a point

197

10. Depth Estimation with a Surface Normal Classifier
(x, y, z) gets mapped to (r, s, t) by
  

fx xz + cx
r
s = 
,
fy yz + cy
t
logα (z0 ) − logα (z)

(10.7)

where fx and fy are the focal length in x and y direction in pixels and
the canonical depth z0 anchors the logarithmic single view depth labels.
The transformation of the normal direction is then given as


z
0
0
fx
z

0
0
N=
(10.8)
fy
−x ln(α) −y ln(α) −z ln(α)
From the transformation matrices we can see that the transformed
normals change along the viewing rays. Hence a different discrete Wulff
shape WHr will be needed at each position r in the volume.

10.1.3. The Final Optimization Problem
Before we plug the normal direction based regularizer into the formulation we need to make two remarks:
Remark 20. The classified normal directions n are based on clustering
the training data. Therefore there is no regular sampling of all the
possible directions. This can lead to long thin corners when intersecting
the half spaces. To avoid over-penalizing these directions we limit the
maximal cost of any direction by intersecting the discrete Wulff shape
with the unit ball B3 , meaning a sphere with radius 1 containing its
interior. We are normalizing the scores of the classifier such that a cost
of 1 corresponds to a very unlikely direction.
Remark 21. Our formulation naturally allows the inclusion of image
edge information to the regularization. This allows us to handle surfaces that connect depth discontinuities and as such cannot be handled
by the normal direction classifier. However, often a depth discontinuity
is present in the input image as an edge. In this case the cut surface
normal should be aligned with the image gradient direction or the negative image gradient direction and the viewing ray should lie on the cut
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surface in the region of the discontinuity. An algorithm that prefers such
an alignment in the formulation Equation 10.2 has been presented in
[ZNF09]. In our model we can nicely include this preference by adding
the two normal directions (image gradient and negative image gradient)
into the discrete Wulff shape with a score κ = k1 + k2 e−k∇Ik/k3 based
on the strength of the image gradient k∇Ik and the parameters k1 , k2
and k3 .
The combined Wulff shape formed of the intersection of WHr and B3
can now be stated as:
φ(∇u) =

max
3



p∈B ∩WH

pT ∇u .

(10.9)

For the ease of notation we dropped the position index r. Before we
plug everything together and write the final optimization problem in
its saddle point form for minimization with the first order primal-dual
algorithm [PC11] (see Chapter 2) we rewrite the above smoothness term
to

φ(∇u) = max pT ∇u
subject to p = q,

(10.10)

p ∈ WH ,

3

q∈B .

This avoids a costly projection step to the intersection of a ball and a
convex polytope. The final primal-dual saddle point problem can now
be stated as
X
ρr |∇t ur | + pTr ∇ur + ηrT (pr − qr )
E(u, η , p, q) =
r

subject to u(r,s,0) = 0,
pr ∈ WHr ,

u(r,s,L) = 1,
3

qr ∈ B ,

∀r

∀(r, s)
(10.11)

The Lagrange multiplier η enforces the equality constraint on p and
q. This primal-dual saddle point energy can now be minimized with
respect to u and η and maximized with respect to p and q. The required
projection step to WHr can be done efficiently by the procedure given
in Chapter 7.
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10.2. Results
In our evaluation we demonstrate that our regularization improves quantitatively and qualitatively on binocular stereo matching and single view
depth estimation. We start with some notes about our implementation
and the used classifiers and then show the results for two applications,
binocular stereo matching and single view depth estimation.

10.2.1. Implementation
For both of our applications we use a normal direction classifier trained
on the respective training set, using the same method. The training normal maps are clustered into 40 clusters. The likelihoods of the normal directions are estimated using the boosting regression framework [LZP14]
by combining various contextual and superpixel-based cues. The contextual part of the feature vector consists of bag-of-words representations
over a fixed random set of rectangles surrounding the pixel [SWRC06,
LRKT09], the superpixel-based part consists of bag-of-words representations over the superpixel, to which the pixel belongs to [LZP14]. Bagof-words representations are in both cases built using 4 dense features
- texton [MBLS01], self-similarity [SI07], local quantized ternary patterns [HT12] and SIFT [Low04], each clustered into 512 visual words.
Unsupervised superpixel segmentations are obtained using MeanShift
[CM02], SLIC [ASS+ 12], GraphCut-segmentations [ZHMB11] and normalized cuts[SM00]. The regressor is trained individually for 5 colour
models - RGB, Luv, Lab, Opponent and Grayscale and the final likelihoods are averaged over 5 independent predictions. Further details are
given in [LZP14].
The output from the classifier for each pixel are the 40 scores for the
cluster center’s normal direction. We normalize the scores to the interval
[0, 1] and use them as an input for our normal based regularization.
As we pointed out earlier at each position r in the volume Ω we get a
different transformation matrix N, that transforms from the standard
Euclidean space into Ω. However when looking at the shape that is
found as an intersection of the halfspaces Hr we observe that the neighborhood structure only changes rarely when traversing along a ray. This
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means we do not need to save this information for all the positions t
along a ray. We also observe that often there is a clear best normal
or only a few well scoring normals. This lead to the decision to only
use the 10 best scoring normal directions per pixel. Additionally, to the
classifier output, our normal direction based regularizer also includes
image edge information. We compute image gradients for each pixel
(r, s) using forward differences and include the two directions aligned
with the gradient and its negative to the Wulff shape, if there is a strong
enough gradient. The score for these directions are chosen dependent
on the image gradient magnitude. The costs ρr are application specific
and will be described together with the results.
We compare all our results to a baseline approach using isotropic
regularization of the cut surface. For this we simply set the variables
pr := qr and drop the constraint on pr in the energy Equation 10.11.

10.2.2. Binocular Stereo
We evaluate our method on the KITTI benchmark dataset [GLSU13].
The dataset contains 195 rectified binocular stereo pairs for testing and
194 for training. They are taken using a stereo rig with 54cm baseline
mounted forward facing on a car. The images are challenging due to the
many reflections, cast shadows and overexposed areas in the images. Initially, the benchmark was on grayscale images only. Recently, colorized
images were released, which we decided to use for maximal quality of
the normal direction classification. The costs ρr are computed by evaluating standard image dissimilarity measures for a predefined disparity
range. We use the average of two dissimilarity measures computed on
the grayscale images which we extracted from the colorized images. For
the first dissimilarity measure we compute the image gradients with a
Sobel filter in r and s direction. The matching score is the average of
the absolute differences of the individual components of the Sobel filtered images over a 5 × 5 pixel window, similar to [GRU10]. The second
one is the Hamming distance of the Census transformed images [ZW94]
over a 5 × 5 pixel window.
Examples of the disparity maps computed on the KITTI benchmark
dataset for the baseline algorithm and our normal based regularization
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Error
3
3
3
3

Out-Noc Out-All Avg-Noc Avg-All
Baseline: Test set average
pixels
7.90 %
9.65 %
1.4 px
1.8 px
Normal direction based: Test set average
pixels
6.57 %
7.54 %
1.2 px
1.4 px
Baseline: Reflective regions
pixels
24.92 %
29.13 %
5.6 px
8.0 px
Normal direction based: Reflective regions
pixels
20.31 %
23.89 %
3.0 px
4.3 px

Table 10.1.: Quantitative results on the KITTI benchmark for a disparity error threshold of 3 pixels

are depicted in Figure 10.4, together with the respective error images
obtained from the benchmark website. We observe that the normals
mainly help to improve flat surfaces with little texture; this is visible in
the error images as darker colored pixels on the ground for the normal
based version with respect to the baseline. Also on building facades
and walls we see an improvement using the normals. These areas often
contain little or ambiguous texture which makes matching based on
just a simple image dissimilarity measures very challenging, and hence
information about the surface direction helps to better constrain the
solution. Also on the left hand side of the images, where matching is
not possible, we see an improvement using the surface normal classifier.
Looking at the quantitative results of the benchmark given in Table
10.1, we also see a clear improvement using the normal direction based
regularization term. This is especially the case in reflective areas.

10.2.3. Single View Depth Estimation
For the evaluation of the single view depth estimation task we use the
challenging NYU indoor dataset [SHKF12]. Here the task is to estimate
the depth based on just a single image. We trained a classifier with the
method described in [LSP14] using 725 images for training and 724 for
evaluation. For the single view depth classifier the labels indicate how
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Avg-Noc: 1.3 px, Avg-All: 1.7 px Avg-Noc: 1.0 px Avg-All: 1.2 px

Avg-Noc: 1.3 px, Avg-All: 1.6 px Avg-Noc: 1.2 px, Avg-All: 1.5 px

Avg-Noc: 2.1 px, Avg-All: 3.2 px Avg-Noc: 1.2 px, Avg-All: 2.0 px

Figure 10.4.: Example results from the KITTI benchmark. For each
block (first row) input images, (second row) baseline and our normal
classifier based results, (third row) error images from the benchmark
with the average disparity error for the non-occluded areas and the
whole image.
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Avg-Noc: 2.3 px, Avg-All: 3.1 px Avg-Noc: 1.8 px, Avg-All: 2.4 px

Avg-Noc: 0.9 px, Avg-All: 1.1 px Avg-Noc: 0.7 px, Avg-All: 0.7 px

Avg-Noc: 1.0 px, Avg-All: 1.2 px Avg-Noc: 0.6 px, Avg-All: 0.6 px

Figure 10.4.: Example results from the KITTI benchmark (continued)
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often an image has to be downscaled by a factor of α = 1.25 to see
a patch at the canonical distance of 6.9m, chosen based on the depth
range of the training set. For the regularization we linearly interpolated the classifier scores of the original 7 labels to a total of 46 labels.
To quantitatively evaluate single view depth estimation, different error
measures have been proposed. We believe that one of the most natural
error measures is the absolute difference to the ground truth in terms of
label distance. We use the following error measures in our evaluation:
• M1: Abs. difference of label: | logα (zgt ) − logα (zres )|
• M2: Abs. rel. diff. to the ground truth: |zgt − zres |/zgt
In Figure 10.5 we show qualitative and quantitative results. It is apparent that the normal directions contribute valuable information about
the surface direction which is not encoded in the single view classifier.
This can be visually seen through details in the results such as table
corners and pillows which are visible using our proposed regularization
but not in the baseline. The quantitative results also show a clear improvement. As an average over the whole test dataset we managed to
decrease the absolute difference of the labels, measure M1, from an initial value of 1.2548 to 1.1724 using our proposed regularization. For the
measure M2 we observed a decrease from 0.2878 to 0.2728.
In this chapter we demonstrated that using the input from an image
based surface normal direction classifier improves the results for binocular stereo matching and allows to considerably enhance the quality of a
single view depth classifier by fusing the information of both classifiers.
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M1: 1.05, M2: 0.28

M1: 0.73, M2: 0.19

M1: 0.75, M2: 0.18

M1: 0.59, M2: 0.14

Figure 10.5.: Qualitative and quantitative single view results. For each
block (first row) input image, best cost normals, best cost single view
depth, (second row) regularized without normals, our proposed regularization with normals, ground truth. M1 denotes the abs. difference of
label error measure and M2 denotes the abs. rel. diff. to the ground
truth error measure.
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M1: 1.26, M2: 0.30

M1: 1.16, M2: 0.27

M1: 1.06, M2: 0.23

M1: 0.95, M2: 0.21

M1: 1.01, M2: 0.27

M1: 0.83, M2: 0.19

Figure 10.5.: Qualitative and quantitative single view results (continued)
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M1: 1.30, M2: 0.35

M1: 0.93, M2: 0.23

M1: 0.52, M2: 0.11

M1: 0.40, M2: 0.09

Figure 10.5.: Qualitative and quantitative single view results (continued)
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This thesis has introduced several novel formulations for dense semantic
3D reconstruction with geometric priors.
Part I of this thesis studied dense stereo matching on fisheye images
for the application on self-driving cars. In Chapter 3 we showed that
plane-sweeping stereo directly applied to fisheye images is capable of
producing high-quality depth maps that cover the entire field-of-view of
the fisheye camera. We made a simple adaptation to the widely-used
plane-sweeping stereo algorithm for pinhole images by including the
fisheye model such that our plane-sweeping stereo algorithm directly
works with fisheye images without losing coverage. Our plane-sweeping
stereo algorithm is well-suited for GPU implementations. Furthermore,
we showed that our GPU implementation realizes real-time frame rates.
Chapter 4 proposed an obstacle detection pipeline for self-driving cars
designed to rely purely on monocular cameras and the wheel odometry. Using fisheye cameras allows our system to easily handle situations
where classical stereo cameras fail due to their restricted field of view.
Our experimental results demonstrate that our method achieves a detection accuracy that is sufficient for practical applications while running in
real-time. The output of our system is a set of obstacles, which we fuse
into a consistent grid representation that segments the 2D ground plane
into free and occupied space. Often, many other sensors are present on
self-driving cars. Our extracted obstacle map can readily be fused with
similar results from other sensors. In order to improve the quality, the
original obstacle detections could be fused directly with other sensors
before fusion over time. However, properly modeling and fusing the
uncertainty characteristics of the different sensor types is a challenging
task.
In order to efficiently and robustly extract obstacles out of the raw
depth maps a very coarse semantic model of obstacle or drivable area
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(free space) was used in Chapter 4. Part II introduced formulations
which render it possible to use more fine grained semantic segmentations
of the scene. Chapter 5 established a connection between continuous
and discrete formulations for multi-label assignment problems. The
established connection allows us to extend the continuous formulations
to non-metric and anisotropic costs in the discretized finite-dimensional
setting. This lead to a continuously inspired multi-label formulation
which is the basis for the further formulations presented in Part II.
In Chapter 6 we presented an approach for dense 3D scene reconstruction from multiple images and simultaneous semantic segmentation. We
proposed to formulate this challenging problem as joint volumetric inference task over multiple labels, which enables us to utilize class-specific
smoothness assumptions in order to improve the quality of the obtained
reconstruction. We use a parametric representation for the respective
smoothness priors, which yields a compact representation for the priors
and, at the same time, allows us to derive the underlying parameters
from training data. We demonstrated the benefits of our approach over
standard smoothness assumptions for volumetric scene reconstruction
on several challenging data sets.
Following the volumetric semantic reconstruction approach of Chapter 6, we presented two alternative approaches to include shape priors
in Chapters 7 and 8. The approach of Chapter 7 is driven by using spatially varying anisotropic smoothness priors to guide the optimization
to the right shape. In order to have a general enough parameterization
for anisotropic smoothness we introduced a discrete Wulff shape, which
is formed by the intersection of a discrete number of half spaces. An
efficient approach to train the parameters of the discrete Wulff shapes is
used to derive the prior from given training shapes. On synthetic data
we demonstrated that our shape prior is capable of capturing big shape
variations. Furthermore, we showed the applicability of our formulation
on two challenging real-world object classes, cars and bottles. The prior
is able to generalize to different shapes present within a class of objects.
We underlined this by showing reconstructions for several examples of
each category. Compared to a state-of-the-art 3D reconstruction formulation not using a shape prior, but the same data term, we are able to
improve the reconstructions considerably.
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Chapter 8 described an approach to shape priors which segments the
object into multiple convex segments. The prior is defined in terms of
anisotropic smoothness terms for the individual transitions between the
segments. Because of the spatial homogeneity of the smoothness term,
this method has the advantage over the previous approach that the prior
does not need to be exactly aligned with the object. We only require an
alignment with respect to the orientation of the object. However, this
prior is still descriptive due to the splitting of the object into multiple
segments. Furthermore, for the specific objects used, the segments also
naturally agree with the semantic classes. In our evaluation we demonstrated on multiple object classes that our prior is able to overcome the
limitations of the baseline approach that does not use a shape prior. At
the same time a convincing semantic segmentation is obtained as a side
product of our method. We also demonstrated that we can correctly
carve out concavities on the example of a mug.
Part II focused on studying cases where whole objects and scenes are
reconstructed from a set of up to several 100 input images. In Part III
the case where far fewer input images are used, in the extreme case just
a single color image, was studied.
Chapter 9 presented an energy formulation for depth map recovery
utilizing a patch-based prior for piece-wise planar surfaces. The proposed framework was applied to the fusion of depth maps from a similar
viewpoint to a single high quality depth map. One major difference of
our approach to second order regularization like [TPCB08, WTRF09]
is that our formulation is able to consider much larger neighborhoods,
without the computational drawbacks of higher-order MRFs with large
clique sizes.
The formulation proposed in Chapter 9 derives the surface direction
purely from the input data given as depth maps computed by stereo
matching. In Chapter 10 we presented an approach to incorporate a
surface normal direction classifier into the depth map recovery task.
The surface direction information from the classifier is used in the continuous cut formulation to guide the solution. The strength of our
method is that we can use classifier scores for a whole range of normal directions and do not need to choose a normal direction estimate
per pixel prior to the final optimization. We demonstrated the benefit
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of our formulation over a baseline without the normal direction information for two different tasks, namely binocular stereo matching and
single view depth estimation. For both tasks we used publicly available,
widely used benchmark datasets. The results show that a surface normal direction classifier contributes valuable information to both tasks.
This is in agreement with earlier works on single view depth estimation,
where directions of surfaces play an important role in the formulation
[SSN09].
As a whole this thesis studied several models which facilitate the use
of semantic information in dense 3D reconstruction or jointly infer the
semantic labels and the geometry in a single optimization pass. For the
application of self-driving cars a basic semantic model of obstacle or
drivable area lead to a robust real-time obstacle detection system. For
volumetric semantic 3D reconstruction joint inference of semantic labels and dense 3D geometry improves the geometry and gets consistent
semantic labellings over a whole dataset. Class-specific smoothness priors are modeled using Wulff shapes. With more general discrete Wulff
shapes, 3D object shape priors can be included. For the recovery of
single high quality depth maps, models which reconstruct the scene as
piece-wise planar patches lead to convincing results. And finally a joint
optimization using the information of a single view depth classifier and
a surface normal direction classifier allows us to get dense 3D reconstruction results from even just a single color image.
An outlook to future work discussing the limitations of the current
approaches and directions which further allow us to exploit semantic
information in dense 3D reconstruction is given in the following section.

11.1. Outlook
So far all our formulations use a rather coarse set of semantic labels.
While this thesis showed that this leads to very strong results, in practice, a more fine grained segmentation might be desirable. For example,
for the application on self-driving cars, it might not be enough to just
know about drivable space and obstacles. One might be interested in
knowing where objects which can be crossed but need special treatment
are, such as speed bumps or curbs, for example when leaving the road
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to conduct a parking maneuver. Currently, the geometric information
is not accurate enough to measure obstacles with such low height. However, the ideas used for the volumetric semantic reconstruction formulations could be used. Fast classifiers based on random forests could be
used to segment the images in real-time and a height map representation
similar to [HZL+ 11] could be augmented with semantic information.
So far all the approaches reconstruct a static scene. However, in practice this restriction could be too strict. Therefore, a potential extension
are moving objects. Additional constraints such that solid objects cannot intersect can be used in this case [JHAP14].
For reconstructions of buildings one might be interested in having
additional classes such as windows and doors, and in distinguishing between different parts of the ground such as sidewalk, road and grass.
However, adding such classes in in a straight-forward manner is not
feasible because of the quadratic complexity with respect to the number of labels. Therefore, future work needs to address in particular
the scalability of the method. Note that not all transitions between
labels in 3D are equally important or even occur in practice. This fact
can be utilized to improve the computational efficiency of our proposed
formulation, by combining multiple unlikely transitions in a single transition using truncated smoothness cost in the line of Chapter 5. As a
volumetric approach operating on a regular voxel grid, our method also
shares the limitations in terms of spatial resolution with most other volumetric approaches. Adaptive representations for volumetric data may
be a potential solution, for example using a data adaptive tetrahedral
discretization of the space, as proposed in [VLPK12].
For our volumetric approaches the input data is given in image space.
This introduces an additional difficulty as this means that naturally
the input data specifies potentials over viewing rays. In the approaches
presented in this thesis we approximate this potential using per-voxel
unary potentials. This leads to good results as long as the input data is
of good quality. However, staying closer to the input data and modeling
the input data as a ray potential can improve the results. To this end
we already conducted some research [SLHP15, SHLP16].
Our shape prior formulations are currently applied to the reconstruction of a single object. Future work needs to examine the possibility of
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applying such shape priors within reconstructions of larger scenes also
containing the surroundings of the object, or scenes with multiple objects of possibly different classes. One step in this direction has been
made already in this thesis by segmenting the object from its immediate
surroundings. This also means that it would no longer be feasible to
manually annotate the alignment. Here a procedure that detects the
objects to get a rough alignment and optimizing for both the geometry and the alignment at the same time might be a potential solution.
To this end, we have already conducted initial experiments which look
promising. Also the semantic meaning of the shape prior could be investigated further, e.g. in the case of a reconstructed car the assigned
semantic class to the ground below it is expected to most likely be road,
and very unlikely to be grass.
In the segment based shape prior we so far did not use any semantic
classifier in the image. Future work could investigate whether doing so
would help to improve the prior, potentially leading to stronger priors.
Another potential way to strengthen the shape prior would be to use
parametric models in the line of [DPRR13], but not use it directly as a
reconstruction but rather as a mapping to a “normalized space” where
the shape similarity is much higher. This would lead to an approach
which shares the advantage with our approach that an arbitrary shape
can be reconstructed, but might lead to a stronger prior which can
handle much larger shape variations.
On a per depth map level this thesis showed on the one hand how
to compute depth maps in real-time and fuse them later on with semantic information or directly optimize on the depth map level. The
approaches operating directly on the depth map do not yet use any
explicit semantic segmentation. There are many ways to include semantic information already on this level. Already [LSR+ 10] proposed
to jointly infer depth and semantic classes in image space. The coupling between the two modalities was height above ground in this case.
Another example is [GG15], in which they explicitly detect cars in the
images and treat them accordingly in the regularization. We proposed
an approach which is able to recover a plausible 3D model from a single
image by combining a depth and normal direction classifier in Chapter 10. Combining this idea together with semantic reasoning and the
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powerful volumetric approaches from Part II might lead to approaches
which render it possible to get a full 3D scene understanding from a
single image. This might eventually lead to algorithms which, similarly
to humans, can infer hidden surfaces such as walls and floors behind
furniture with high accuracy.
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