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Abstract
This thesis presents a novel analysis method for iterative learning control (ILC) algorithms. Even though it is expressed in the lifted system
representation and hence in the time domain, the convergence rate as a
function of the frequency content of the error signal can be determined.
Subsequently, based on this analysis method, a novel ILC algorithm
(F-ILC) is proposed. The convergence rate at specific frequencies can
be set directly in the design process, which allows simple tuning and
a priori known convergence rates. Using the F-ILC design, it is shown
how to predict the required number of iterations until convergence is
reached, depending on the reference trajectory and information on the
system repeatability. Numerical examples are given and experimental
results obtained on an internal combustion engine test bench are shown
for validation.
It is shown how the F-ILC algorithm can be tuned to achieve a fast
convergence rate and to avoid instability simultaneously in the presence
of system uncertainty. Equations are derived to predict the maximum
error in the next iteration for the case when the reference trajectory
and/or the disturbance vary from one iteration to another. Based on
those findings an example problem is analyzed where the disturbance
varies from one iteration to another and the system is subject to a large
uncertainty. Unlike in typical ILC applications, the problem is continuous and neither has a break nor an initial resetting between iterations.
Both simulation and measurement results show that ILC can be used
for this type of problems and how the worst-case error reduction can be
determined. With this knowledge an assessment can be made whether
ILC is a suitable method to improve the performance in the presence of
varying disturbances and/or reference trajectories.
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Zusammenfassung
In der vorliegenden Dissertation wird eine neue Methode zur Analyse
von iterativ lernenden Algorithmen (ILC) vorgestellt. Die Methode ist in
der Supervektornotation und daher im Zeitbereich beschrieben, dennoch
kann die Konvergenzrate in Abhängigkeit der Frequenz bestimmt werden. Im Anschluss wird basierend auf der Analysemethode ein neuer ILC
Algorithmus vorgestellt (F-ILC). Die Konvergenzrate spezifischer Frequenzen kann bei der Auslegung vorgegeben werden, was zu einer einfachen Handhabung und zu a priori bekannten Konvergenzraten führt. Es
wird gezeigt, wie unter Verwendung des F-ILC Algorithmus die benötigte
Anzahl an Iterationen bis die Konvergenz erreicht ist bestimmt werden
kann. Dies hängt ab von der Referenztrajektorie und von der Wiederholbarkeitsgrenze des Systems. Numerische Beispiele und Messdaten von
einem Verbrennungsmotorenprüfstand werden für die Validation gezeigt.
Es wird gezeigt, wie der F-ILC Algorithmus ausgelegt werden kann, um
schnelle Konvergenzraten zu erreichen, wenn grosse Systemunsicherheiten gegeben sind unter gleichzeitiger Vermeidung von Instabilität. Gleichungen werden hergeleitet um den maximalen Fehler in der nächsten
Iteration zu bestimmen für den Fall veränderlicher Referenztrajektorien und/oder Störungen. Basierend auf diesen Resultaten wird ein Beispielproblem mit veränderlicher Störung und grosser Systemunsicherheit
analysiert. Anders als in typischen ILC-Anwendungen ist dieses Problem
kontinuierlich und es gibt weder eine Pause zwischen Iterationen, noch
ein Rücksetzen auf die gleichen Startbedingungen. Es wird mit Messungen gezeigt, dass ILC für diese Klasse von Problemen verwendet werden
kann. Des Weiteren wird gezeigt, wie die Worst-Case Fehlerreduktion
bestimmt werden kann. Mit diesem Wissen ist eine Bewertung möglich,
ob ILC eine geeignete Methode ist, um die Performance eines Regelsystems unter veränderlichen Störungen und/oder Referenztrajektorien zu
verbessern.
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Nomenclature
Some variables listed below have multiple meanings. Their respective
meaning becomes clear from the context.
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Error signal
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Phase
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Q-filter matrix
Time
Lifted system matrix
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Complementary sensitivity
Frequency matrix
Pressure
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corr
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lin

Corrected
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Controller
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Linear

Mathematical Notation
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Time derivative
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Difference operator
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1 Introduction
Learning from experience is important for humans to improve skills and
abilities for a variety of tasks in everyday life. Observations of errors
are used to improve one’s performance for the next time. In technical
systems, for repetitive tasks, iterative learning control (ILC) algorithms
constitute a learning process. The deviation of the system output from
a specified reference trajectory is calculated after every iteration (trial).
The error is used to calculate a modified input signal for the next iteration to improve the system performance. While non-learning controllers
keep repeating the same error, ILC reduces the error in each iteration
as the controller learns which input signal leads to the smallest possible
error.
Iterative Learning Control methods are used for a variety of control processes in research and industry such as chemical batch reactors [40], [45], high-performance maneuvers of quadrocopters [30], [68],
3D printing [8], suppression of residual vibrations [78], and industrial
robots [50], [27]. For further areas of application, the reader is referred
to the recent survey papers [2], [82], [10] and [80]. There exist several
methods to design ILC algorithms that are based in the time domain
or in the frequency-domain. In addition to those methods, a 2D system
representation for design and analysis is also possible as presented in [33],
[34] and [8].
The convergence of the algorithms has been addressed in the majority of publications since the first publications of ILC in 1984 [6]. The
convergence rate is defined as the ratio of the errors of two successive
iterations under a given norm. In [77], [90], [57], [60], [10], [5], [55] the
correlation between the learning gain(s), i.e. tuning parameter(s) of the
ILC algorithms, and the convergence rate is discussed, but only qualitatively and/or an upper bound is given. Dijkstra et al. analyze the
difference between a parallel and a serial implementation of the Q-ILC
algorithm in [17]. They state that the two implementations result in
different convergence rates for low-frequency errors but do not quantify
this statement. Donkers, van de Wijdeven and Bosgra present the R-
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ILC algorithm that explicitly incorporates an uncertainty model in [19].
They compare the spectrum of the error signal of two different algorithms
after several iterations and reason that the R-ILC algorithm outperforms
the LQ-ILC algorithm due to differences in the Q-filters that are used.
However, they do this analysis a posteriori and do not give an estimate
of the expected convergence rate a priori. In [4], Amann et al. derive
a gradient type algorithm that is based on optimization. The authors
state that the convergence rate is initially much faster than in later iterations, but they offer no explanation for this observation. In [22], the
authors qualitatively state that the pseudo-inverse-based learning approach leads to a faster convergence of low-frequency components and
a slow convergence of high-frequency components of the error. If the
learning process is designed in the frequency-domain, the information
that can be extracted from the algorithm is different from that obtained
if the learning is designed in the time domain. The authors of [38] use a
frequency-dependent learning gain (iterative coefficient) to quantify the
frequency range of convergence but they do not comment on the convergence rate. In [23] a frequency-domain method is presented with which
the convergence rate of one single frequency can be set directly. The
convergence rate for all other frequency components in the error signal
is also determined by this choice. In [20], Freeman et. al. analyze the
convergence rate of frequency-domain iterative learning algorithms as a
function of the frequency. In [47], Longman analyzes the growth or decay of single frequency components of the error signal, and this analysis
is conducted in the frequency-domain. Typically, the articles mentioned
discuss the fact that the convergence rate can be altered by increasing
or decreasing some tuning parameter(s). Often, an upper bound for
the convergence rate is given, but a quantitative description of the convergence rate is usually lacking. For frequency-domain ILC algorithms,
the method mentioned in [20] provides an insight into the frequencydependent convergence behavior of an algorithm. In [18] and [58], the
convergence properties of gradient and norm-optimal ILC are discussed.
The authors of [18] provide bounds for the error reduction after j iterations, whereas in [58], a connection is described between approximate
eigenvectors and the convergence rate of single frequency components in
the error signal. However, neither of these two papers mention whether
the analyses are also applicable to lifted system matrices of more general
ILC design procedures.

2

If maximum convergence speed is desired, learning can be done using
the system inverse. If the system is known exactly, this will lead to
convergence zero error after one single iteration. The authors of [42]
state that the fastest convergence rate results when an inverse-modelbased learning control algorithm is used. In [56] the authors state that
in the presence of full plant knowledge iterative learning control can
do no better than a priori design. However, this is only possible in
the absence of system uncertainty, otherwise learning with the system
inverse may lead to an instability of the learning process. The authors
of [39] state that inverse-model-based approaches can cause problems in
practice due to the fact that the inverse typically has high gains at high
frequencies and the model error is large at high frequencies. They state
that therefore spiky input profiles and possible divergence may result.
The authors of [59] refer to the inverse algorithm as a benchmark that
shows the fastest possible convergence. They state that particularly at
high frequencies unmodeled dynamics or structural resonances may cause
a problem. Polynomial approximations of the system inverse transfer
function are used for the learning update. The authors qualitatively
state that a significant modeling error can lead to divergence of the error
but make no quantitative statements on the solution of this problem. For
the ILC algorithm that is presented in this work details are given how
to include a system uncertainty in the design process to achieve a fast
convergence rate and also guarantee monotonic convergence.
In the literature several analyses of iterative learning control algorithms on iteration-varying reference trajectories can be found. In [15] a
reference trajectory with randomly varying magnitude is tracked. Iterationvarying reference trajectories are also treated in [86] and [43]. The
authors of [43] present an algorithm that allows ILC for reference trajectories that vary in magnitude in the presence of parametric system
dynamics that vary in the iteration domain. In [13], an adaptive feedforward compensation is presented that allows to compensate disturbances
with known period but unknown amplitude and phase. The authors
also treat desired trajectories that change in a known repeating pattern.
When the reference trajectory or the disturbance are subject to change
from one iteration to another, an adaptation of the ILC algorithms sometimes is considered. In [13], an adaptive feedforward compensation is presented that allows disturbances with known period but unknown values
of amplitude and phase to be compensated. The authors also treat desired trajectories that change in a known repeating pattern. In [81], a
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“direct learning” scheme is presented that allows adaptations to varying reference trajectories that change in magnitude. The authors of [43]
present an algorithm that facilitates iterative learning control for reference trajectories that vary in magnitude in the presence of parametric
system dynamics that vary in the iteration domain. The authors of [85]
prove convergence for an ILC algorithm for a plant that has unknown
time-varying parameters. The reference trajectory is known in each iteration but changes from one iteration to another. In [44] a high-order
iterative learning algorithm is presented. It permits iteration-varying
reference trajectories that are known a priori to be tracked. Conditions
to prove convergence are derived and analyzed. The authors of [14]
present a general tutorial on the main ideas of iterative learning control and repetitive control. The paper [55] is an extension to that study
and presents the 2D system representation. This system representation
allows the analysis of ILC algorithms under iteration-varying reference
trajectory and disturbances. This point is also stressed in [53] and [54],
where examples are given in which a disturbance signal changes its sign
from one iteration to another. In [79] rational basis functions are used to
enhance the extrapolation propertied of ILC algorithms for changing reference trajectories. In [21] an inverse of the system dynamics is learned
iteratively. When these dynamics are known well a suitable feedforward
control input can be determined when the reference trajectory changes.
However, none of the research mentioned above gives a bound on the
error increase that can result from the change of the reference trajectory or the disturbance from one iteration to another. Only when that
bound is known it is possible to evaluate whether an improvement in the
control performance is possible with the use of iterative learning control
algorithms.
In iterative learning control, the initial conditions are typically assumed to be the same for each trial [10], [3], [74] and [6]. In the case
when the initial conditions change but remain in a neighborhood of the
original initial values the tracking error is bounded and proportional to
the bound on the initial conditions [7], [9], [31], [67]. The authors of [75]
overcome the effect of random initial conditions by an initial rectifying
action. They specify a smooth transition from the starting position to
the reference trajectory. However, if the fastest possible way to compensate for changing initial conditions is desired, the system inverse has to
be used to calculate a corrective signal and this fact will be shown in
this thesis.
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Actuator saturations must be respected in ILC algorithms due to the
integrating nature of the algorithm along the iteration axis [85]. Since
all real plants have actuator saturations, this is an important aspect
that must be considered for any ILC algorithm to enable the applicability in practice. In [85], the authors use a composite energy function to
saturate the control signal generated by an ILC algorithm. Guo et al.
in [25] include the saturations by solving the constrained optimal ILC
problem for non-smooth type cost functions. Mishra et al. in [51] formulate the ILC problem as a quadratic program. This formulation allows
to include input saturation as well as rate and state constraints. They
also state that the disturbance must be known for the approach to work.
The same authors in [52] also use the optimization-based scheme for ILC
problems with input saturations and rate constraints. In [83] a barrier
composite energy function is used to analyze ILC algorithms for state
tracking for state constrained systems. Longman et al. in [48] describe
how a contraction mapping ILC that is based on the Euclidean norm, an
ILC algorithm that is based on partial isometry and the Q-ILC can be
transformed into quadratic programming problems that allow actuator
inequality constraints to be included. Schöllig et al. use an optimizationbased learning algorithm in [69] that allows input and state constraints
to be respected directly. In [87] an adaptive ILC algorithm is shown
that incorporates a barrier composite energy function into the learning
law. This algorithm is able to simultaneously respect input and state
constraints. In [36], the authors extend a norm-optimal ILC framework to solve a constrained convex quadratic program in each iteration.
This allows actuator saturations to be taken into account as linear inequality constraints. Chu and Owens in [16] treat general convex input
constraints in framework of successive projections. The authors of [76]
propose reference governors in order to adapt the reference signal to a
feasible one. They discuss two types of reference governors; one changes
the amplitude of the reference while the other alters the frequency. The
goal of the reference governor is to provide a reference trajectory that
respects the input constraints of the plant. A method is proposed in this
thesis that also changes the reference trajectory to a feasible reference
trajectory in order to avoid a saturation of the actuator. However, unlike in [76], the reference trajectory is only changed at time steps where
it is not possible to track the reference without otherwise violating the
constraints.
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In the last chapter of this thesis the F-ILC algorithm is applied to a
continuous problem. The author of this thesis is aware that continuous
problems are not a typical application for ILC. As stated in [80], ILC is
typically used in batch processes. The authors state that for reference
tracking or rejecting periodic disturbance signals in continuous processes
repetitive control is mainly used. Longman states in [47] that in ILC
applications the system is returned to the same initial condition which
is on the reference trajectory and in repetitive control this is not the
case and transients can propagate across periods. However, he claims
there is no difference in practice between linear iterative learning control
and repetitive control. In a system that operates continuously the initial
state of iteration j and the final state of iteration j −1 is the same. When
iterative learning control is used and convergence is reached — assuming
that convergence can be reached — the situation again is that the initial
state of iteration j and the final state of iteration j − 1 are the same
but these initial conditions may be different from the initial conditions
before ILC has been used. However, in the iterations where the error is
reduced the initial conditions change and this change could potentially
destabilize the learning process. Even though this is formally not correct
iterative learning control is used to test the F-ILC algorithm for this
type of problem. One advantage of using iterative learning control over
repetitive control may be that it is possible to cope with trajectories of
significantly different lengths as Seel et al. show in [70], [71] and [72].

1.1 Objectives and Contributions
This dissertation contains two novelties. First, an analysis method is
introduced that offers an insight into the frequency-dependent convergence rate that is achieved using various ILC algorithms in the time
domain. The convergence rate depends on the system under investigation, the tuning parameters of the ILC algorithm, as well as on the given
reference trajectory. The method allows the convergence rate to be estimated as a function of the frequency content of the reference trajectory.
It is applicable to any ILC algorithm in the lifted system representation.
Non-causal filters, expressed in matrix notation, are presented that are
based on the discrete Fourier transform. The frequency characteristics
of the filters can be chosen freely. This type of filter is subsequently used
for the design of a new ILC algorithm (F-ILC), which is the second novelty. With the F-ILC algorithm a monotonic convergence is guaranteed,
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and the frequency-dependent convergence rate can be specified in the
design process. This guaranteed behavior is an advantage in view of the
fact that no further analysis is necessary to determine the behavior of
the system concerning stability and convergence properties.
On this foundation, the research documented here analyzes how to
make use of the frequency dependent design the F-ILC algorithm offers
in the presence of system uncertainties. In order to quantify whether ILC
is a potential solution for the case when reference trajectories and/or disturbance signals vary from one iteration to another it is analyzed how
the error evolves taking into account these changes. Thereafter, extensions to the F-ILC algorithm are discussed for changing initial condition
and for the case when actuator saturations must be respected.

1.2 Outline
This thesis is structured as follows:
• In Chapter 2 the notation that is used throughout this thesis is
introduced. Well-known properties for stability and monotonic
convergence of ILC algorithms are summarized. Thereafter, the
time-domain-based frequency analysis method that was developed
in the context of this thesis is presented. The method is tested on
several ILC algorithms.
• In Chapter 3, the F-ILC algorithm is introduced. This ILC algorithm is based in the time domain but still, its frequency-dependent
characteristics can be set by design. Some simulation results using
this algorithm are discussed, and its stability properties when a
Q-filter is used are analyzed. Finally, the robustness of the algorithm to plant uncertainty is analyzed numerically.
• In Chapter 4, the experimental setup that was used for all measurements is introduced. The effectiveness and the simple tuning
of the F-ILC algorithm are demonstrated in this chapter. Also,
the possibility to deliberately remove or not remove certain frequencies from the error signal is shown.
• The F-ILC algorithm allows to set the convergence rates for different frequencies by design. Chapter 5 shows how to make use
of this possibility in order to achieve fast as possible convergence
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rates and to guarantee robustness in the presence of system uncertainties.
• In Chapter 6, the error evolution is analyzed in greater detail. The
focus is on iteration-varying disturbances and reference trajectories. A bound on the error in the next iteration can be determined
if a change of the disturbance and the reference trajectory from
the current iteration to the next iteration is known.
• Chapter 7 shows how the algorithm introduced previously must be
extended in order to deal with nonzero initial or final errors and
changing or nonzero initial conditions. Also the chapter details
how actuator saturations can be respected.
• In Chapter 8, a possible ILC application is analyzed. Ships that
sail in heavy seas experience a repeating disturbance torque exerted on the propeller by the waves. It is tested how the F-ILC
algorithm can be used and also how it must be designed to offer
a solution for this problem.
• Finally, conclusions are drawn in Chapter 9.

8

2 The Convergence Rate of ILC
Algorithms
As stated in Chapter 1, the convergence rate is analyzed in more detail
in this chapter. This section is structured as follows: First, the lifted
system representation is presented. Throughout the entire thesis, this
system representation is used for the analysis of algorithms and the design of the new ILC algorithm. Thereafter, the well-known conditions
for stability and monotonic convergence are stated and bounds for the
error after several iterations are given. With this information in mind, a
new analysis method is presented that is based in the time domain but
provides information about the frequency-dependent convergence rate.
Finally, the convergence rate of two state-of-the-art ILC algorithms is
analyzed in detail with this method.

2.1 System Description
A discrete, linear, and time-invariant (LTI) SISO system Σ(z) can be
described by
x(k + 1)

=

y(k)

=

e
e
Ax(k)
+ Bu(k)
e
Cx(k)

(2.1)
(2.2)

where k is the discrete-time index. Figure 2.1 shows the structure of the
control system. The controller is denoted by C(z) while the complementary sensitivity is denoted by P (z).
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uj
yd

+
+

P (z)
+
–

de
C(z)

ucj

Σ(z)

yj

+
+

Figure 2.1: Structure of the control system.

Considering finite discrete signals of length N , the following time history vectors are defined
yj = [yj (1)
yd = [yd (1)
uj = [uj (0)
e
de = [d(0)

yj (2)
yd (2)
uj (1)
e
d(1)

···

yj (N )]T

···

T

···
···

(2.3)

yd (N )]

(2.4)
T

uj (N − 1)]
e − 1)]T
d(N

(2.5)
(2.6)

where j is the iteration index [10], [64]. The signals yj and yd are
shifted by one time step to account for the one-step delay of the plant.
The iteration-invariant reference is denoted by yd , the current iteration
ILC control input by uj , and the output by yj . In the 0th iteration
u0 = [0 0 0 · · · 0]T is used. The controller C(z) generates the
signal ucj within the iteration. However, this signal is not relevant for
ILC as only the input and output of P (z) must be known. The signal
de captures iteration-invariant disturbances and initial conditions of the
system [64]. Using a matrix P defined as


CB
 CAB

CB




.
..
2
,
CA
B
CAB
P =
(2.7)




..
..
.
..


.
.
CB
N −1
2
CA
B
···
CA B CAB CB
the system dynamics can be captured by the static equation
yj = P (yd + uj ) + d,
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(2.8)

2.2 AS and MC for ILC Algorithms
with the vector d = S(z)de and where the variable S(z) is the sensitivity
of the control loop. The Markov parameters of the system can be found
in the first column of P [32]. This system representation is often referred
to as the lifted system representation [10], [68], [35]. The error vector of
the current iteration is defined as
ej = yd − yj .

(2.9)

In the remainder of this work the lifted system representation is used.
In this notation, a general first-order ILC update law can be written as
uj = Q (uj−1 + Lej−1 ) ,

(2.10)

where L is the learning gain matrix and Q is the lifted-system matrix
of a filter. The goal of using ILC algorithms is to design a learning gain
matrix L such that the algorithm is asymptotically stable and the error
converges monotonically.

2.2 Asymptotic Stability and Monotonic
Convergence for ILC Algorithms
When the general ILC update law from Equation 2.10 is used, the error
dynamics in the iteration domain are described by
ej = P Q(I − LP )P −1 ej−1 + P (I − Q)P −1 (yd − d),
|
{z
}

(2.11)

C

where the matrix C defines the convergence properties. Clearly, a convergence to zero error is only possible if the Q-filter Q = I is chosen. In
that case, C = (I − P L). In order to prove the asymptotic stability (AS)
of an ILC algorithm, it is sufficient to show that
max |λi (C)| < 1,
i

(2.12)

where λi are the eigenvalues of C. However, in this case, no statements
can be made on monotonic convergence (MC) [64]. The condition for
monotonic convergence is
σ(C) < 1
(2.13)
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where σ(C) is the maximum singular value of C [64]. As a result of
monotonic convergence, the 2-norm of the error signal is reduced in each
iteration as
kej k2 = γ kej−1 k2
(2.14)
where γ is the convergence rate, which is bounded by σ(C) ≤ γ ≤ σ(C),
where σ is the minimum singular value. A small value of gamma leads
to a fast reduction of the error. After j iterations, the reduction of the
error is bounded by
σ(C)j ≤

kej k2
≤ σ(C)j
ke0 k2

(2.15)

which follows from the fact that
kej k2 ≤ σ(C)kej−1 k2 ≤ σ(C)σ(C)kej−2 k2 ≤ ... ≤ σ(C)j ke0 k2

(2.16)

and likewise for the lower bound, but with the signs reversed.

2.3 Time-Domain-Based Frequency Analysis of
Various ILC Algorithms
An LTI system in steady-state conditions preserves the frequency content
of the input. When signals of finite duration are considered, an initial
transient is present, but the response of the LTI system will contain
approximately the same frequencies as the input nonetheless. Therefore,
the error signal in ILC will have largely the same frequency content
as the reference trajectory. This fact is the starting point for the new
frequency analysis method presented in this section. The eigenvectors
of the matrix C are characteristic signals. First, the frequency content
of these characteristic signals is analyzed. Subsequently, a frequencydependent convergence rate and corresponding bounds are introduced.
An example is given to illustrate the method.
Any error signal, as in Equation 2.9, can be reconstructed as a weighted
sum of the column vectors of V from the equation
C = U SV T , U, S, V ∈ RN ×N .

(2.17)

If the error vector has the same direction as one of the columns of V , then
the 2-norm of the error is reduced by the corresponding singular value.
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For the example in Subsection 2.4.2, a discrete Fourier transform (DFT)
of the column vectors of V reveals that each column carries mainly a
few frequencies that are close to each other. Furthermore, the column
vectors that carry low frequencies correspond to small singular values,
while the column vectors that carry high frequencies correspond to singular values close to 1. Clearly, a link exists between frequency content
and singular values, which in turn determine the convergence rate of the
error signal. For analysis and design methods in the frequency-domain,
this relation is inherently present through the use of discrete-time transfer functions [1]. The so-called frequency-induced matrix norm is now
presented with which the frequency-dependency of the convergence rate
can be analyzed for time domain ILC algorithms.

2.3.1 Frequency-Induced Matrix Norm
Given z = Aw where w ∈ RN ×1 is the input vector, A ∈ RM ×N a matrix
and z ∈ RM ×1 the output vector, the induced matrix norm is defined
as [73]:
kAkip , max
w6=0

kAwkp
kwkp

(2.18)

where k · kp denotes the vector p-norm. The induced norm yields the
largest possible ”amplifying power” of the matrix. The induced 2-norm
of a matrix is equal to the largest singular value, i.e. kAki2 = σ(A).
The definition in Equation 2.18 uses an arbitrary input vector w 6= 0. It
can be interesting, however, to assume a certain type of input signal. In
particular, let e be a column vector of length N containing the following
signal:
e = e(ω, ϕ) , sin(ωk + ϕ)

k ∈ [0, N − 1]

(2.19)

where ω and ϕ are the frequency and phase, respectively. Then, the
so-called frequency-induced matrix norm is defined as:
kAe(ω, ϕ)kp
kAekp
= max
ϕ∈[0,2π] ke(ω, ϕ)kp
ϕ∈[0,2π] kekp

kAkf ip (ω) , max

(2.20)

This matrix norm yields the largest possible amplification for a specific
frequency, hence the name frequency-induced.
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2.3.2 Frequency-Dependent Convergence Rate
According to Equation 2.14 the frequency-dependent amplification
kej (ω)k2
γ(ω) , kej−1
(ω)k2 is introduced. It is bounded by
σ(C) ≤ γ(ω) ≤ γ(ω) ≤ γ(ω) ≤ σ(C)

(2.21)

where γ(ω) , kCkf i2 (ω) and γ(ω) is defined likewise, but with a “min”
instead of a “max” in Equation 2.20. The two outer inequalities will be
equalities if and only if the vector e at some frequency has exactly the
same direction as the eigenvector corresponding to the minimum and
maximum singular value, respectively. However, this is generally not
the case, so that γ and γ are tighter bounds on the frequency-dependent
convergence rate.
Calculating and plotting the frequency-induced matrix norm for systems in the lifted system representation provides an insight into the
frequency-dependency of the convergence rate. This is analogous to evaluating the Bode magnitude plot of a transfer function. In fact, if a discrete LTI system is considered and its lifted-system matrix is calculated,
then the above analysis yields γ = γ and γ(ω) equals the magnitude of
the Bode plot. However, the added value of the proposed method is its
general applicability, i.e. also for non-causal and time-varying systems
and ILC algorithms, such as Q-ILC.
For illustration purposes, a result for the frequency-dependent convergence rate is shown already here. It will be discussed in detail in Subsection 2.4.2. The upper and lower bound of the frequency-dependent
convergence rate are plotted in Figure 2.2. This analysis is for the matrix C = (I − P L) where L is a leaning gain matrix designed with the
Q-ILC algorithm. Up to approximately 2 rad/s, the convergence rate is
fast, whereas for high frequencies it is slow.
Analogously to Equation 2.15, the reduction of the error at a specific
frequency after j iterations is bounded by
γ(ω)j ≤

kej (ω)k2
≤ γ(ω)j
ke0 (ω)k2

(2.22)

As mentioned before with respect to Equation 2.21, these bounds are
generally tighter than the ones in Equation 2.15. However, in order to
obtain an accurate estimate of the error reduction after j iterations, the
reference trajectory (or error signal) may only contain a single frequency.
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Figure 2.2: Frequency-dependent minimal and maximal convergence rate for the
Q-ILC algorithm. For frequencies higher than those shown the values
stay below and close to 1.

Since this is generally not the case, the practical value of Equation 2.22 is
limited. If, however, the main frequency content of the reference signal is
known, and it lies between ω1 and ω2 , and the frequency-induced matrix
norm is monotonically increasing, then
γ(ω1 )j ≤

kej k2
≤ γ(ω2 )j
ke0 k2

(2.23)

which, depending on the frequency band, yields tighter bounds than
Equation 2.15. Whereas Equations 2.22 and 2.23 may not be applicable
to an arbitrary ILC algorithm, they will be of particular use with regard
to the novel ILC algorithm presented in Section 3.2.

2.4 Analyzing the Convergence Rate of ILC
Algorithms
The methodology presented in Section 2.3 is applied to two different
ILC algorithms in this section. For both algorithms, the convergence
properties are discussed for different tuning parameters.
The system Σ(z) that is used in this section is a 2nd order system
with k = 1, ω0 = 2 rad/s and δ = 0.6. It is discretized using a zero-order
hold with a discretization time of Ts = 0.1 s. A discrete PI controller in
parallel form is used with kp = 0.543 and ki = 0.82. The complementary
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sensitivity of the system is:
P (z) =

Y (z)
0.01002z 2 + 0.0007402z − 0.00785
=
.
R(z)
z 3 − 2.741z 2 + 2.539z − 0.7945

(2.24)

For these examples, a signal length of N = 120 is used, which corresponds
to a duration of 12 s. The lifted system matrix P is determined according
to Equation 2.7 using the state space matrices of P (z).

2.4.1 The D-Type ILC Algorithm
The first algorithm that is analyzed is the well known D-type algorithm.
This is the learning function that was originally used by Arimoto in [6].
According to [10], this is one of the most widely used types of learning
functions. More details on this type of algorithm and its applications,
especially for nonlinear systems, can be found in [29], [62], [12] [31], [28]
and [84]. The update law in the lifted system representation corresponds
to:
uj = uj−1 + LD · ej−1 ,
(2.25)
where

LD


−1
0


= kd ·  ...

0
0

1
−1
..
.

0
1
..
.

···
···
..
.

0
0

···
···

−1
0


0
0


.

1
0

(2.26)

A Q-filter is not used in this example, i.e. Q = I. Two choices for
the tuning parameter are analyzed here, namely kd = 1 and kd = 13.
According to the stability analysis that is mentioned in [10], a D-type
ILC algorithm is asymptotically stable if and only if
|1 − kd CB| < 1.

(2.27)

This is the case for both choices of kd that are used in this section.
However, for the choice kd = 13 the maximum singular value of the
matrix CD = (I − P LD ) is larger than unity, which means that
monotonic convergence cannot be guaranteed.
Analyzing the matrix CD with the frequency-induced matrix norm
leads to the frequency-dependent convergence rates of the algorithms
shown in Figure 2.3. In that figure, the upper and lower bound for the
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frequency-dependent convergence rate for the D-type ILC algorithm for
both choices of kd are shown.

Figure 2.3: Frequency-dependent minimal and maximal convergence rate for the
D-type ILC algorithms.

For kd = 13, γ is larger than unity for a wide range of frequencies. For
both choices of kd , both values γ and γ are equal to one for a frequency
of zero. This is intuitively clear, as for an error that is constant along the
trajectory, the gradient is zero and no learning can be effected with this
algorithm. For a higher value of kd the convergence rates generally are
lower, hence a faster error reduction can be expected. Clearly, changing
the ILC gain kd not only changes the convergence rate, but it also has
a tremendous effect on the convergence rates at different frequencies. In
addition, for a higher value of kd the values for γ and γ are further apart.
Since both algorithms are stable, the error must decrease for both
algorithms and all trajectories eventually. However, as for the choice
kd = 13 the upper bound γ of the frequency-induced matrix norm for
high frequencies is larger than one, an increase of the error can occur
whenever these frequencies are present in the error signal.
To demonstrate this effect, the high-frequency reference trajectory
yd,0 = 1 − cos(100π · k/N ),

k ∈ [0, N ]

(2.28)

is used. At this frequency of 26.2 rad/s, γ is below and γ is above unity,
respectively. The result for the error convergence is shown in Figure 2.4.
This result shows that for both algorithms the error eventually does
converge. When kd = 1 is used, the convergence is slow and mono-
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Figure 2.4: Error convergence of the D-type ILC algorithms for the high-frequency
reference trajectory yd,0 .

tonic and when kd = 13 is used the error increases significantly before
decreasing in later iterations.
The fact that the error decreases eventually confirms the conclusion
that the D-type ILC algorithm is stable for this plant for both choices
of kd . However, the error can grow substantially before decreasing when
γ > 1 is a result of the analysis with the frequency-induced matrix
norm. Notice that even for reference trajectories with frequencies lower
than yd,0 the convergence is not monotonic and transient growth occurs.
There are two reasons for that observation. The first is that when a
single frequency reference trajectory is used that does not mean that the
error signal is also a single frequency signal. This is due to an initial
transient that is always present in ILC applications, as the iteration is
typically started from rest. The second reason is that the frequencyinduced matrix norm only yields the data on how much the 2-norm of
the error decreases. However, this does not mean that the frequency
content of the error stays the same from one iteration to the next.
The case with kd = 13 is a somewhat extreme example that is used here
to show that the method can also be used to predict the phenomenon of
transient growth. The possibility to predict the convergence rate, which
is the real strength of the method, will be demonstrated in the next
subsection.
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2.4.2 The Q-ILC Algorithm
In designing the learning gain matrix, one approach is to minimize a
quadratic cost function [40], [63], [4]. With the weighting matrices Q
and R, the cost function is defined as
J = eTj Qej + δjT uRδj u.

(2.29)

Minimizing this cost function results in the learning gain matrix
L = (P T QP + R)−1 P T Q

(2.30)

which is the optimal solution for the given weighting matrices and model
of the system. The matrices Q and R are typically chosen to have a
diagonal structure Q = qI and R = rI, respectively. The parameters q
are r are scalar tuning parameters of the Q-ILC algorithm. Asymptotic
stability and monotonic convergence are guaranteed as has been proven
in [4]. A Q-filter is not used in this example, i.e. Q = I.
Figure 2.5 shows the frequency-induced matrix norm for the three
different choices of the tuning parameter r = 4, r = 1 and r = 0.25. For
all designs q = 1 is used. Obviously, a lower weight on the input change
results in faster convergence rates. The analysis with the frequencyinduced matrix norm confirms this intuitive result. However, the analysis
reveals even further properties of the Q-ILC algorithm.
For this system and controller, the analysis reveals that the convergence will be fast up to frequencies about twice as high as the crossover
frequency of the system and thereafter becomes slower for higher frequencies. But more than just providing how the convergence rate changes
qualitatively with the tuning parameter, this method allows quantitative statements on the convergence rates depending on the frequency
of the reference signal to be made. To exemplify this statement two
different reference trajectories are to be tracked, which are defined as
yd,1

=

1 − cos(2π · k/N )

yd,2

=

1 − cos(6π · k/N ),

(2.31)
k ∈ [0, N ].

The resulting 2-norm error values are shown in Figure 2.6. These values
are normalized with the 2-norm error in the 0th iteration, when no ILC
has been applied yet.

19

2 The Convergence Rate of ILC Algorithms

Figure 2.5: Frequency-dependent minimal and maximal convergence rate for different
weights of the Q-ILC algorithm. A value of q = 1 is used in all cases. For
higher frequencies than shown the values stay below and close to 1.

Figure 2.6: Convergence of the Q-ILC algorithms for the reference trajectories yd,1
and yd,2 , respectively. For each tuning parameters r, the convergence is
faster for yd,1 than for yd,2 .
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Figure 2.6 clearly shows that the convergence rate is different for the
two trajectories when the same tuning parameter is used. For each choice
of the tuning parameter r the convergence is faster for yd,1 than for yd,2 .
Clearly, in all cases the convergence is fast initially and then a kink
occurs and the convergence rate slows down.
The kink can be explained by the frequency-dependent convergence
rate shown in Figure 2.5. In the first few iterations, the low frequencies
of the error signal are attenuated quickly. What remains are higher
frequencies. Just as the convergence rate is slower for high frequencies,
the reduction of these higher frequencies occurs much more slowly during
later iterations.
However, what is most important is to know is the convergence rate
of an ILC algorithm in the first iterations because the goal is to reduce
the error as much as possible during the first iterations. So in order
to analyze these results numerically, estimates of the error reduction in
the first iterations are made in the following. The estimate γ
b(ω) of the
convergence rate can be calculated as the mean value of γ(ω) and γ(ω).
Different values γ
b(ω) result for the two trajectories even for the same
tuning parameters, as they contain different frequencies (0.52 rad/s and
1.57 rad/s, respectively). The error in the nth iteration will be approximately γ
b(ω)n times the initial error. Table 2.1 shows the error reduction
obtained, when it is estimated in this fashion compared to the error
reduction in the simulation for both reference trajectories tested.
Table 2.1: Error reduction [%] for the Q-ILC in simulation and estimated with the
approximated values for γ
b depending on the tuning parameter and the
reference trajectory.

r
r
r
r
r
r

=4
=1
= 0.25
=4
=1
= 0.25

γ
b(ω)
0.85
0.60
0.31
0.88
0.66
0.36

Trajectory
yd,1
yd,1
yd,1
yd,2
yd,2
yd,2

Iteration 2
sim. est.
30.4 27.8
68.9 64.0
94.2 90.4
25.2 22.6
60.5 56.4
91.0 87.0

Iteration 4
sim. est.
51.6 47.8
90.3 87.0
99.5 99.1
42.4 40.0
84.2 81.0
99.0 98.3

Iteration 8
sim.
est.
76.5 72.8
98.9 98.3
99.9 100.0
66.7 64.0
97.2 96.4
99.7 100.0

Clearly, the estimate obtained with this method corresponds well with
the simulation results and simply depends on the frequency content of
the reference trajectory that is known a priori. The approximation is
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valid in the first iterations as long as the frequency content of the initial
error is low and the kink is not yet pronounced.
In case the reference trajectory does not contain a single frequency
only, the estimate may be less precise because different frequencies typically have different convergence rates. In those cases the estimate shown
in Equation 2.23 can still yield tighter bounds. In the following chapter,
an ILC algorithm will be introduced where the convergence rate for the
entire low-frequency range can be set constant by design. For that algorithm the convergence rate is the same, regardless of the reference
trajectory.
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Motivated by the analysis presented in Chapter 2, a new ILC algorithm
is presented in this chapter. First, a matrix is presented that helps to
analyze the frequency content of a signal, akin to a DFT. That matrix
can be used to compile a new ILC algorithm (called F-ILC), where the
frequency-dependent convergence rate can be set by design. Simulation
results are then presented for a deeper insight in this algorithm. Then,
a Q-filter is designed analogously to the design of the F-ILC algorithm
and the stability of the algorithm with Q-filter is analyzed. Finally, a
numerical robustness analysis completes this chapter.

3.1 The Frequency Matrix F
An ILC algorithm where the rate of convergence for individual frequencies can be effected directly is introduced in Section 3.2. In this section,
a particular matrix is introduced that is inspired by the analysis introduced in the previous section, and some of its properties are analyzed.
In this matrix, each column vector carries a single frequency. Hence it
is called the frequency matrix F .
Consider a signal of length N and let k be the discrete time index
N
with k ∈ [0, N −1]. The frequencies ωg = 2π
N · g, g ∈ [1, ( 2 ) − 1], g ∈ Z
below the Nyquist frequency are represented by a sine and a cosine term
for each frequency as column vectors. The lowest possible frequency ω0 =
0 rad/s and the Nyquist frequency ωn = π are represented by a cosine
term only since for these frequencies the phase information is irrelevant.
The vectors calculated in this fashion are stacked into a matrix F , and
each column vector is normalized by ng to obtain a 2-norm of 1. As a
result, the frequency matrix is orthogonal (cf. proof in Appendix B).
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n2b · cos(ω2 k)

..
.

nn · cos(ωn k)



n2a · sin(ω2 k)

|

n1b · cos(ω1 k)

|

n1a · sin(ω1 k)

|

n0 · cos(ω0 k)

The matrix F ∈ RN ×N is given by

|
|
|
|




F =




|

|

|

|

|

|

|





.





(3.1)

The column vectors of F span the entire N-dimensional space and allow
any error signal to be exactly reproduced as a weighted sum of its column
vectors. The required weights v can be obtained by
v = F −1 e = F T e.

(3.2)

Taking into account the normalization factors and the weights for each
individual frequency, it is possible to determine the magnitude and phase
of that particular frequency. If this is done for all frequencies, the same
result is obtained as with the well-known DFT1 .
The properties of the matrix F are well suited for building phaseneutral filters. This type of filtering is not new; rather, it is an analog to
the window design method that is used to design discrete filters in the
frequency-domain [49]. In that method, a discrete frequency response is
defined according to the desired properties of the filter. In the filtering
process, the signal first has to be decomposed with a DFT. The DFT
coefficients are then multiplied by the filter such that, by means of an
inverse DFT, the filtered signal is obtained.
Prior to describing the filtering process with the matrix F, the diagonal
matrix Sfilt ∈ RN ×N must be introduced with entries ∈ [0, 1]. A filtering
process consists of three consecutive steps, each of them being a matrix
multiplication:
1. v = F T e is a decomposition of any signal e into its individual
frequencies.
2. vf = Sfilt v reduces or removes frequency components by modifying
the weights of those frequencies.
1 Obviously,

the scaling factor
√ for the DFT must be taken into account. A commonly
used scaling factor is 1/ N [46].
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3. ef = F vf is the reconstruction of the modified weights to obtain
the filtered signal.
Since the frequency characteristics, i.e. the values in Sfilt , can be chosen
freely, low-pass, high-pass and band-pass filters can be built with the
matrix Sfilt . Further details on this type of filter are given in Appendix C.

3.2 The F-ILC Algorithm
Due to the convenient properties of the F-matrix, a filter CF for the error
convergence in an ILC algorithm according to Equation 2.11 is designed
using the matrix F . The filter proposed in this section has the form
CF = F SC,F F T .

(3.3)

The values on the diagonal of SC,F describe the reduction of the single
frequency components from one iteration to the next. Therefore, the
algorithm is monotonically convergent. The convergence rate is given by
γ(ω) = γ(ω) = σ(ω) with singular values σ(ω) as set by the designer.
For example, the entries of SC,F can be chosen depending on the
frequency content of the reference trajectory, or corresponding to the
bandwidth of the complementary sensitivity.
Once the filter CF is chosen, the corresponding learning gain can be
computed from Equation 2.11, taking Q = I:
LF = P −1 (I − CF ).

(3.4)

The inverse of P always exists, since it is a lower triangular matrix with
identical nonzero values on all entries of its diagonal.
Notice that this approach reverses the conventional design process.
Instead of choosing L and then analyzing the properties of C, in this
algorithm C is specified and the required L is determined thereafter.
Research has been carried out in which the error signal is represented
by a Fourier series [41]. However, in that research the control signal
for the next iteration is calculated based on the Fourier series of the error signal without using any knowledge about the system. The authors
of [77], [66], [11] and [65] also follow this approach. The algorithm presented in this work is different in that it is designed to directly influence
the error in the next iteration using knowledge about the system since
the algorithm contains a model of it.
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3.3 Simulation Results Using F-ILC
In order to demonstrate the performance of the proposed algorithm, simulations are carried out for the same system and reference trajectories
as those described in Subsection 2.4.2. In the first subsection, properties
of the algorithm are studied whereas in the second subsection the inclusion of a Q-filter is discussed. The third subsection presents an analysis
of the stability attained when a Q-filter is used. The fourth subsection
presents a numerical study concerning the robustness properties of the
algorithm.

3.3.1 Setting the Convergence Rate by Design
Even though the singular values can be chosen freely, one particular
choice is analyzed in this subsection.
Suppose that the singular values are set to be the same for all frequencies, i.e. SC,F (g, g) = σ = 0.4, ∀ g ∈ (1, N ). For this choice, simulations are carried out for the same system and reference trajectories
yd,1 and yd,2 as those described in Subsection 2.4.2. The estimate of the
convergence rate is γ(ω) = σ, regardless of the reference trajectory.
The upper graph of Figure 3.1 shows the singular values of the F-ILC
algorithm and the Q-ILC algorithm of Subsection 2.4.2 in direct comparison. The lower graph of the figure shows the error reduction achieved
for both algorithms and both reference trajectories. For the F-ILC algorithm, the convergence rate is constant from one iteration to another,
and there is no difference for the two reference trajectories, while this is
not the case for the Q-ILC algorithm.
As all frequencies are reduced by the same amount for the F-ILC
algorithm, the convergence rate is constant and by design equal to the
singular value chosen. In Table 3.2, the values for the estimated and
the simulated error reduction in the first iterations are shown for both
algorithms and reference trajectories. The estimated and the simulated
error reduction show good agreement for the Q-ILC algorithm and are
exactly the same for the F-ILC algorithm. This result demonstrates that
the convergence rate can indeed be set by design and is therefore known
a priori for this algorithm.
Obviously, choices other than σ = 0.4 are also possible for the F-ILC
algorithm, and the convergence rate increases or decreases according
to the choice of that tuning parameter. Notice that this subsection is
not intended to compare the convergence rates achieved with the F-ILC
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Figure 3.1: Upper graph: Frequency-dependent singular values for the Q-ILC and
F-ILC algorithm. Lower graph: Corresponding simulation results for the
reference trajectories yd,1 and yd,2 .

and Q-ILC algorithms, as they can be influenced by tuning parameters.
Rather it demonstrates that the convergence rate is known a priori for
the F-ILC algorithm and is constant for different reference trajectories,
while this is not the case for the Q-ILC algorithm.
Regardless of the ILC algorithm that is used, estimates for the convergence rate of single frequency components can be made with the method
presented in Section 2.3. For the Q-ILC algorithm one estimate is made
for the convergence rate for each reference trajectory, which results in
good estimates of the error reduction. Section 4.1 shows that for the
F-ILC algorithm, this estimate is still accurate, even when the reference
trajectory consists of more than one single frequency.
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Table 3.1: Error reduction [%] for the F-ILC and Q-ILC algorithm in simulation and
estimated with the approximated values for γ. For the Q-ILC algorithm,
γ depends on the reference trajectory while for F-ILC γ is constant as set
by design, regardless of the reference trajectory.

F-ILC
Q-ILC
F-ILC
Q-ILC

γ
0.40
0.60
0.40
0.82

yd
yd,1
yd,1
yd,2
yd,2

Iteration 2
sim. est.
84.0 84.0
68.9 64.0
84.0 84.0
60.5 56.4

Iteration 4
sim. est.
97.4 97.4
90.3 87.0
97.4 97.4
84.2 81.0

Iteration 8
sim. est.
99.9 99.9
98.9 98.3
99.9 99.9
97.2 96.4

3.3.2 Frequency-Dependent Values in SC,F
One other choice is to set the singular values close to 1 for high frequencies and to a low value for low frequencies, respectively. This means that
the algorithm still converges monotonically, but high-frequency components of the error signals are not taken into account during the learning
process.
The frequencies at which the singular values are chosen to be low and
high, respectively, are shown in the upper graph of Figure 3.2. They
are three and six times higher than the crossover frequency of the loop
gain, respectively. Simulations are carried out for the same reference
trajectories yd,1 and yd,2 as in Subsection 2.4.2 for all F-ILC designs
shown in the upper graph of Figure 3.2. The estimate of the convergence
rate for all designs tested and regardless of the reference trajectory is
γ
b = σ. The estimate can simplified in this way due to the fact that
all reasonable reference trajectories mainly consist of low frequencies.
Hence, this estimate can be used for any reference trajectory.
The lower graph of Figure 3.2 shows all ten simulation results. For
F-ILC1-2, the convergence rate is constant from one iteration to another, and there is no difference between the two reference trajectories
presented in Equation 2.31. The algorithms F-ILC3-5 show a small difference for the two trajectories that is not visible in the first iterations.
The one that converges faster in all cases is yd,1 . These three algorithms
show a kink in the convergence rate. The error is not reduced further in
the iterations after the kink for F-ILC3, while it is reduced for F-ILC45. When F-ILC4 and F-ILC5 are compared, the kink occurs at later
iterations for F-ILC5.
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Figure 3.2: Upper graph: Frequency-dependent singular values for the simulations.
Lower graph: Simulation results for the F-ILC using the singular values
shown in the upper graph. The lines with the same style correspond to
yd,1 and yd,2 . The one that converges faster is in all cases yd,1 that has
a lower frequency.

As all frequencies are reduced by the same amount for F-ILC1-2,
Figure 3.2 shows a constant convergence rate exactly according to the
singular value chosen γ
bn = σ n . The reference trajectory does not influence the convergence behavior at all since all frequencies are reduced
equally. The frequency content of the error signal shifts towards higher
frequencies from one iteration to another for the algorithms F-ILC3-5.
As a singular value of 1 is chosen for high frequencies in F-ILC3, at some
point the error cannot be reduced further and stays constant since the
convergence rate is also equal to 1, corresponding to the singular values
at higher frequencies. In F-ILC4 and F-ILC5, the convergence rate in the
first iterations is the same. After the kink, the convergence rate is again
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the same for both algorithms, but different from before the kink. As the
frequency content of the error signal shifts towards higher frequencies
from one iteration to another, the convergence rate also changes from
b = σ in the iterations after the kink.
γ
b = σ in the first iterations to γ
The error continues to converge to zero in these cases. Since for F-ILC5
the value σ is used up to higher frequencies than for F-ILC4, the kink
occurs in later iterations. The reason that for F-ILC3-5 the 2-norm of
the error is slightly lower for yd,1 than for yd,2 in later iterations is the
fact that the frequency that is contained in the reference trajectory is
lower. This means that during more iterations the frequency content is
low enough for the low singular values to effect the convergence. Before
and after the kink, the error is reduced equally fast for both trajectories.
However, the difference for the two reference trajectories is very small,
especially in the first iterations.
In Table 3.2, the values for the estimated and the simulated error
reduction in the first iterations are shown for all F-ILC designs and both
reference trajectories. The estimated and the simulated error reduction
in all cases correspond very well. For the F-ILC1 and F-ILC2 design
they are identical. For F-ILC3-5 the differences are small. Obviously,
the estimation is worst for F-ILC3. The reason is that in that case, the
convergence is reached after four iterations. Hence, the estimate is not
valid for iteration 8. As stated previously, this estimate is only valid
when the kink is not yet pronounced.
Table 3.2: Error reduction [%] for the F-ILC in simulation and estimated with the
approximated values for γ
b depending on the tuning parameters and the
reference trajectory.

F-ILC1
F-ILC2
F-ILC3
F-ILC4
F-ILC5
F-ILC1
F-ILC2
F-ILC3
F-ILC4
F-ILC5

30

γ
b
0.20
0.40
0.40
0.40
0.40
0.20
0.40
0.40
0.40
0.40

Trajectory
yd,1
yd,1
yd,1
yd,1
yd,1
yd,2
yd,2
yd,2
yd,2
yd,2

Iteration 2
sim. est.
96.0 96.0
84.0 84.0
83.4 84.0
83.8 84.0
84.0 84.0
96.0 96.0
84.0 84.0
82.7 84.0
83.5 84.0
83.9 84.0

Iteration 4
sim. est.
99.8 99.8
97.4 97.4
95.0 97.4
96.9 97.4
97.4 97.4
99.8 99.8
97.4 97.4
93.1 97.4
96.3 97.4
97.3 97.4

Iteration 8
sim.
est.
100.0 100.0
99.9
99.9
95.8
99.9
99.3
99.9
99.7
99.9
100.0 100.0
99.9
99.9
93.8
99.9
99.0
99.9
99.6
99.9

3.3 Simulation Results Using F-ILC
In both cases, when the singular values are chosen constant for all
frequencies or when they are chosen close to one for high frequencies,
the important fact for the estimate of the convergence rate in the first
iterations is that the singular values are the same for the entire lowfrequency range. This choice implies that for any (reasonable) reference
trajectory the convergence rate is the same when using F-ILC. Also, the
convergence rate can be specified directly by design as γ
b = σ and does not
have to be checked afterwards and then tuned iteratively. This is a major
advantage over other ILC algorithms. As shown in Subsection 2.4.2, this
is not the case for the Q-ILC. As stated in [4], for the Q-ILC, only an
upper bound for the convergence rate can be determined.

3.3.3 Scenario with Noise
The F-ILC algorithm guarantees the monotonic convergence of the error
signal in the absence of noise as specified for the individual frequencies.
However, in the presence of noise, the resulting control signal may contain high-frequency components. To avoid this and to obtain a smooth
control signal, a Q-filter must be used. The frequency matrix F can be
used to build a Q-filter QF for the F-ILC in the following way
QF = F SQ F T

(3.5)

with frequency characteristics as shown in the upper graph of Figure 3.3.
When only a Q-filter is added, which results in C1 and QF in Figure 3.3,
high-frequency components of the error signal are still taken into account
in the learning step, and the signal is filtered only thereafter. Therefore,
the algorithm will try to track the measurement noise. While this choice
does result in smooth control signals, however, these control signals and
therefore also the 2-norm of the error change significantly from one iteration to the next, which is shown in the lower graph of Figure 3.3.
To avoid this behavior, high frequencies should not be taken into
account during the learning step. The corresponding singular values of
C2 are set to 1, which is also shown in the upper graph of Figure 3.3. For
C2 , the low singular value is used for frequencies lower than three times
the crossover frequency of the loop gain, and the high singular value
is used for frequencies higher than six times the crossover frequency of
the loop gain. For QF , the same frequencies are used to reduce the
singular values from 1 to 0. This is a good tuning rule for F-ILC. The
singular values for the sine and cosine term of each frequency are cho-
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sen the same. Other choices are also possible, but this choice leads to
satisfactory results.
To demonstrate the modified algorithm, a random noise signal with
zero mean and a standard deviation of 2% is added to the output of the
plant. The error in the simulations converges quickly to a final value
around which it oscillates, as the lower graph of Figure 3.3 shows for C2
and QF .

Figure 3.3: Simulation results for the F-ILC algorithm for the trajectory yd,1 .
Random noise with a standard deviation of 2% has been used.

Figure 3.4 shows the control signal uj for the 50th iteration for the FILC algorithm shown in Figure 3.1, when no Q-filter is used and in the
presence of noise in the upper graph. The lower graph shows the same
signal for the F-ILC algorithm shown in Figure 3.3 when C2 and QF are
used, i.e. when the learning of high-frequency components of the error
signal is avoided and a Q-filter is used. No high-frequency components
are contained in this signal, which is advantageous for the actuator.
Notice that the estimation of the error reduction from one iteration to
another using γ = σ = 0.4 also works in this case, until the final error is
reached. In the presence of noise and with the F-ILC algorithm altered
as described, the estimation error using this simple estimate is within
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Figure 3.4: The F-ILC control signal uj for iteration j = 50 when noise is present.
The upper graph shows the result when no Q-filter is used. The lower
graph shows the same signal when the learning is reduced to the lowfrequency components of the error and a Q-filter is used.

3.5% for this simulation. This shows that when a Q-filter is used, the
convergence rate remains at the value set by design.

3.4 Stability of the F-ILC Algorithm when a
Q-Filter is Used
The stability condition of Equation 2.11 can be rewritten using equations 3.3, 3.4 and 3.5, which yields
ej = P F SQ F T P −1 F SC,F F T ej−1
T

P (I − F SQ F )P

−1

+

(yd − d).

(3.6)

This means that if the particular Q-filter introduced in Subsection 3.3.3
is used, the stability of the F-ILC algorithm depends on the matrix
CF∗ = P (F SQ F T )P −1 (F SC,F F T ) .
|
{z
}|
{z
}
K

(3.7)

CF
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Regardless of the plant, the matrix CF∗ is stable by design.
Since the eigenvalues of a general matrix product AB and BA are the
same [91], the eigenvalues of matrix products with multiple matrices are
the same upon a cyclic exchange of the matrices. Hence, the eigenvalues of the matrix K and the matrix SQ in Equation 3.7 are the same.
Likewise, the eigenvalues of CF and SC,F are the same. The eigenvalues
of the diagonal matrices SQ and SC,F are equal to the elements on the
diagonals and are chosen by design, as described in subsections 3.3.1
and 3.3.3, and are smaller than one. Each of the matrices K and CF is
an LTI system and are therefore bounded-input bounded-output (BIBO)
stable when the eigenvalues are smaller than 1. The series connection of
two BIBO stable systems is also BIBO stable. Notice that this is also
true for arbitrarily large time horizons, i.e. the matrices in fact become
larger, but the values in K and CF are not affected thereby.

3.5 Robustness of the F-ILC Algorithm to
System Uncertainties
b
When designing model-based ILC update laws, a nominal model Σ(s)
of
the system is used to design the controller C(z) and also to determine
the learning gain matrix L. An important case to consider is one in
which the controller is used for an uncertain system. Even when the
controller is designed in a robust way such that the resulting closed-loop
system is stable, any difference between the nominal model and the real
system changes the complementary sensitivity and hence influences the
learning process. In this section, a multiplicative uncertainty as in [26] is
added to the nominal system to address the robustness of the proposed
algorithm. The ”true” system is assumed to be contained in the set Σ
defined by
n
o
b
Σ(z) = Σ(z)
(I + W2 (z)∆) | |∆| < 1, ∠∆ ∈ [−π, π] .
(3.8)
A lead element is chosen for the uncertainty bound W2 (z). For low
frequencies an uncertainty of 50% is assumed. For frequencies higher
than 5 rad/s (i.e. 2.5 times the natural frequency of the system), the
uncertainty is greater than 100%, peaking at 150%.
For this analysis, the controller that is introduced in Subsection 2.4.2
is used. The F-ILC algorithm C2 and the Q-filter QF that are shown
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Figure 3.5: Absolute values of the eigenvalues of the matrix Creal when the system
has an uncertainty of up to 50% at low frequencies. The eigenvalues that
are not shown are all zero for all systems.

in Figure 3.3 are used for this analysis. To evaluate the robustness, the
∗
matrix Creal
must be calculated, which contains the nominal controller
C(z), the real system Preal and the nominal learning gain Lnom .
By checking the eigenvalues of Creal the stability of the system with
uncertainty can be verified. The resulting eigenvalues of Creal for 1000
random uncertain systems that are contained in the set Σ are shown in
Figure 3.5.
For the case when σ = 0.4, the absolute values of all eigenvalues are
below 1, such that the F-ILC algorithm is stable and converges to the
desired solution. Simulations are carried out using all of the uncertain
systems with noise as described in Subsection 3.3.3. Indeed, monotonic
convergence is reached for all random uncertain systems that are tested.
In order to achieve a faster convergence rate, the value of σ can be
reduced. However, for values lower than σ = 0.25, some eigenvalues are
higher than 1. As a result, convergence is not achieved for all uncertain
systems. It must be kept in mind that the convergence rate cannot be
tuned arbitrarily fast when dealing with uncertain systems.
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To validate the effectiveness of the proposed learning algorithm, measurements are conducted on an internal combustion engine test bench.
The measurement results are made in order to confirm the intuitive and
simple tuning of this ILC algorithm.
In general, internal combustion engines (ICE) are only partly operated
in a repetitive manner. However, many scenarios come to mind where
fast transients occur repeatedly and a highly precise control action is required. In non-road engine applications, fast changes of the engine load
or disturbance may occur for example when the demanded hydraulic
power changes. In combustion engines that are used for power generation, large consumer loads that are switched on or off, respectively, are
also repetitive disturbances to the controller. In ICE research, sudden
changes of the engine operating conditions or switching between operating modes can be controlled such that some desired trajectories are
tracked precisely, even when high-performance controllers are not yet
available. For some transient processes, as for instance the cold start
of an engine, a precise model may be very difficult to obtain. Iterative
learning control can help reach a high level of performance with little
modeling effort by taking advantage of the repetitiveness. All of these
scenarios are possible applications for iterative learning control. Ideally,
ILC algorithms should be used that can be tuned easily and intuitively.
To confirm the easy adjustability and the effectiveness of the proposed
F-ILC algorithm, measurements are carried out on a gasoline engine test
bench. A dSPACE MicroAutoBox II is used for reading and writing data
from and to the engine control unit, and also to read data from additional sensors. The control of the actuators is synchronized with the
reciprocating behavior of the engine.
The control of the engine load (i.e. torque output) is one of the major
control loops in gasoline engines [26]. The torque is controlled by adjusting the intake manifold pressure with a throttle. Depending on the
pressure, the air mass flow through the engine changes, which is directly
related to the torque output of the engine [26]. In mean value models,
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the engine is often approximated as a volumetric pump that effects a
volumetric flow that is proportional to the engine speed. The air mass
flow is described by
ṁβ (t) = ρ(t) · V̇ (t) =

Vd · ωe (t)
p(t)
· λl (ωe , p) ·
R · ϑ(t)
4π

(4.1)

where ρ, p and ϑ are the density, the pressure and the temperature of
the air in the intake manifold, respectively. The specific gas constant
of air is denoted by R, while Vd is the displacement volume and λl is
the volumetric efficiency which describes by how much the engine differs
from a perfect volumetric pump [26]. Assuming that the temperature
ϑ in the intake manifold is constant, the dynamics of p(t) of the real
system are described by
d
R·ϑ
p(t) =
· (ṁα (t) − ṁβ (t))
dt
Vm

(4.2)

where Vm is the volume of the intake manifold and ṁα is the throttle
mass flow. The dynamics of the air mass flow of the real system hence
can be described as a first-order system with a time constant that varies
with the engine speed and the intake manifold pressure [26].
A PI controller is used to control the engine load. The crossover
frequency of the loop gain at an engine speed of 2000 rpm, where the
experiments are carried out, is 4.25 rad/s for all engine loads. This is
done by using gain scheduling, as the dynamics of the system change with
the engine load. Measurements show that the achieved rise time of the
system is between 0.33 s and 0.54 s, while the overshoot is between 2.9%
and 11.6%. A reference trajectory is specified that contains frequencies
up to 5 rad/s.

4.1 Experimental Results for the Batch-Wise
Implementation
Two sets of measurements are carried out. The first is to demonstrate the
effectiveness of the F-ILC algorithm and to confirm that the convergence
rate can be set by design. The measurement data are compared to
simulation results. In the second set of measurements, the possibility
to freely choose the convergence behavior depending on the frequency is
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demonstrated. A high-frequency disturbance can be either removed or
not be considered at all during the learning process. The algorithm is
compared to the Q-ILC algorithm as well.
In the first set of measurements, two different F-ILC designs are tested.
The lower singular value and hence also the convergence rate are chosen
to be σ = 0.4 and σ = 0.7 for the two ILC designs, respectively, which
are used up to a frequency of 13 rad/s. For frequencies higher than 26 rad/s
a value of σ = 1 is chosen. As for the simulation example, the singular
values increase linearly between those frequencies.
Prior to the ILC iterations, 20 measurements of the same trajectory are
taken without learning that are to be used for the other measurements.
In order to predict the number of iterations that are necessary until
convergence, the repeatability limit must be estimated. Therefore, the
following calculations are carried out:
• Calculate the mean value of the 20 resulting trajectories at each
point of the trajectory. This is the mean trajectory achieved.
• Calculate the 2-norm of the difference between the mean trajectory
and each of the 20 resulting trajectories.
• Determine the mean value of the previously calculated 2-norms.
This value is called xrep .
• Calculate the 2-norm of the error of the 20 resulting trajectories
w.r.t. the reference trajectory.
• The mean value of these 2-norms is erel .
The value xrep is the repeatability limit. This value is valid for other
trajectories of the same length as well. The ratio of the values
zconv =

xrep
erel

(4.3)

provides information about the level to which the error can be reduced
with ILC for this particular trajectory. The value erel and hence also
zconv depend on the particular reference trajectory.
As the convergence rate γ is equal to σ in the F-ILC design, the
number of iterations required until convergence is reached is calculated
as follows:
log(zconv )
γ n = zconv → n =
(4.4)
log(γ)
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Figure 4.1: Experimental results for the F-ILC with different settings. Values
of σ = 0.4 and σ = 0.7 have been used for F-ILC 1 and F-ILC 2, respectively. The corresponding simulations each are shown with a gray
line.

The values of n obtained should always be rounded up.
This analysis shows that for this particular reference trajectory the
error can at best be reduced to zconv = 1.73% of its initial value. Theoretically, the convergence thus should be reached after n1 = 5 and
n2 = 12 iterations for the two F-ILC designs tested, respectively.
The upper graph of Figure 4.1 shows the trajectories resulting after
20 iterations, while the convergence of the error is shown in the lower
graph. The upper graph shows that the output of both F-ILC designs
converges to the reference trajectory because the trajectories cannot be
distinguished from the reference. For comparison, the performance of
the system with controller before the learning process is also shown. The
lower graph shows the convergence of the 2-norm of the error signal. Un-
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til convergence is reached, the error in each iteration is reduced to ≈ 40%
and to ≈ 70% of the previous error, respectively. The lower graph also
shows that the results of the simulations and of the experiments correspond well. A random noise signal has been added in the simulations to
saturate the maximum possible error reduction.
The reference trajectory that is used here consists of multiple frequencies, which is a key difference to the reference trajectories that are used
in Subsection 2.4.2 and Section 3.2. Nonetheless, when just the value
γ = σ is used, the estimate of 5 and 12 iterations, respectively, until convergence is reached is accurate. This is due to the fact that all singular
values for the low-frequency range are the same. This can always be set
by design for the F-ILC algorithm. Hence, the convergence rate is the
same for any reasonable reference trajectory.
These results clearly show that the F-ILC algorithm is easy to tune
and that the achieved convergence rate is just as set by design. They
also show how for the F-ILC algorithm a simple estimate can be used to
determine the required number of iterations until convergence is reached.
To ensure that even after many iterations no error buildup occurs,
further measurements were carried out. In several measurement series
with 300 iterations each, no error buildup could be observed and no
high-frequency components are present in the ILC control signal. These
measurement results show that long-term instability is not an issue.
As explained in Section 3.2 the major advantage of the F-ILC algorithm is the possibility it offers to separately set the convergence rate of
different frequencies by design. In order to demonstrate this advantage,
a disturbance is added to the input of the system in the second set of
experiments. This is realized by actuating the throttle with a frequency
of 34.6 rad/s, which is significantly higher than the crossover frequency of
the plant and also higher than the frequencies learned with the F-ILC
algorithm1 . There are two basic options to tune the F-ILC algorithm in
this case. One option is to leave the convergence rate of the disturbance
frequency at 1, which means that the algorithm does not react to the
disturbance signal at all. The other option is to choose the convergence
1 The

frequency of 34.6 rad/s is chosen arbitrarily for this example, with the only
constraint that the measurement duration is an integer multiple of the period
of the disturbance. This is necessary in order to avoid spectral leakage and can
always be achieved by slightly increasing or decreasing the measurement duration.
Obviously, to achieve repeatability, which is required for any ILC application
and algorithm, the iteration must always be started at the same phase of the
disturbance signal.
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Figure 4.2: Experimental results for the F-ILC and the Q-ILC with a disturbance
acting on the input of the plant. The upper graph shows the convergence
of the error, while the lower graphs show the output signal in different
iterations. The reference is shown as a gray line.

rate equal to the convergence rate at low frequencies. This is done by
setting the singular values corresponding to the disturbance frequency,
for both the sine and the cosine term, of the matrices SC,F and SQ to σ
and to 1, respectively. For comparison and also to distinguish the possibilities offered by the F-ILC algorithm from those of other algorithms,
a measurement using Q-ILC is also made.
Figure 4.2 shows the measurement results. The lower graph shows
that for both F-ILC algorithms the 2-norm of the error converges and
remains constant thereafter. When the Q-ILC algorithm is used, the
error converges quickly at first, then a kink occurs, and the convergence
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becomes significantly slower. The upper graphs show the output signals
for all ILC algorithms tested for iterations 0, 3, and 20. The reference
is shown each time with a gray line. For F-ILC a), the disturbance is
removed from the output signal after a few iterations. For F-ILC b)
the opposite is true; the disturbance signal does not change from one
iteration to another and is still visible in iteration 20, while on average
the trajectory is followed well, as desired. The measurements using the
Q-ILC algorithm show that from one iteration to another the disturbance
is slowly removed from the output.
In the measurement, the average convergence rate for the Q-ILC measured from iterations 5 to 20 is 0.96. The estimate for the convergence
rate with the method introduced in Section 2.3 for the disturbance frequency is 0.99. Hence, this method is helpful in finding out before taking
measurements that with the Q-ILC algorithm it takes a long time until the disturbance frequency is attenuated. The graphs show that for
the F-ILC b) algorithm the disturbance signal does not change at all
from one iteration to another. No learning occurs at the disturbance
frequency, and the Q-filter removes the disturbance frequency from the
signals uj . The graphs also show that the low-frequency content of the
error signal is reduced since the trajectory is followed well after a few
iterations. In this special case, it is estimated that after two iterations
convergence is reached. This is one iteration less than what is achieved
in the measurement. Here, the 2-norm of the error cannot be reduced
below a value of 0.2, because the oscillation remains visible in the output. For the F-ILC a) algorithm the disturbance frequency is attenuated
quickly. Here, the estimate γ n is very accurate. For the measurement
of the F-ILC a) algorithm the estimated error reduction in iteration 4 is
97.4%, while the measurement shows a reduction of 94.2%.
These experimental results show that the F-ILC algorithm is an effective learning algorithm that allows an intuitive and simple tuning.
The convergence rate can be set by design. Experiments prove that
the convergence rate is also achieved in practice. If the convergence
rate is chosen constant for the entire low-frequency range, all reasonable reference trajectories show the same predictable convergence rate.
Due to this convenient property, the number of iterations required until
the repeatability limit of the system is reached can be calculated before
any measurements are taken. The results also demonstrate that highfrequency disturbance signals can be attenuated quickly or can even be
entirely omitted by the learning process.
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So far, basic design rules that lead to a predictable convergence rate
have been presented. The possibility to set individual convergence rates
for different frequencies of the error signal was only exploited in that
the entire low-frequency range was tuned to converge quickly, while the
high-frequency components of the error are ignored during the learning
process. The system properties are typically well-known in the lowfrequency range and this is also the spectrum where the reference trajectories and repeatable disturbances reside.
This chapter presents a simple example to show the basic effects of
system uncertainty on learning processes and thereafter the result will
be generalized. This allows to explicitly take into account any parametric
uncertainty or uncertainty from a given W 2 in the design of the learning
process to achieve the fastest possible convergence rates that guarantee
robustness in the presence of system uncertainty.

5.1 The Magnitude Correction
A simple example is used here in order to detect the basic effects uncertainty has on the learning process. Other than in the rest of the thesis,
the system Σ(z) alone is used for the learning process. This corresponds
to disconnecting the feedback signal and choosing C(z) = 1 in Figure 2.1.
The system that is used here is a first-order low-pass that is discretized
with a zero-order hold element
0.1813
1 − e−Ts /τn
b
Σ(z)
= kn ·
,
=
z − 0.8187
z − e−Ts /τn

(5.1)

where kn = 1 is the nominal system gain, τn = 0.5 s is the nominal time
constant and Ts = 0.1 s is the sampling time. The reference trajectory
has a length of N = 120 time steps, which corresponds to a trial duration
of 12 s.
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For the learning gain matrix, the inverse of the nominal plant matrix
is used
L = Pb−1 ,
(5.2)
b
where Pb is the lifted system matrix of Σ(z),
according to Equation 2.7.
Unless stated differently, this matrix is always used as the learning gain
matrix in the following simulations. However, the system that is used
in the simulations is the uncertain system Σ(z) which may be different
from the nominal system. The lifted system representation of Σ(z) is P .
Prior to running the simulations, the convergence properties are analyzed analytically. Using Equations 2.8 and 2.9 the error in the first
iteration is given by

e1 = yd − P (yd + u1 )
= yd − P yd − P Le0
= (1 − P )yd − P L(1 − P )yd .

(5.3)

Equation 5.3 clearly shows that for L = P −1 the error would be zero in
the first iteration. However, the matrix P may be different from Pb in
this analysis.
For the case when only a different gain is used as system uncertainty,
each nonzero entry of the matrices P and Pb is different by the gain ratio
P =

k b
P.
kn

(5.4)

Therefore, the resulting learning gain matrix
L = Pb−1 =



kn
P
k

−1
=

k −1
P
kn

(5.5)

is different from the required one to reach convergence after one iteration.
Inserting this result into Equation 5.3 shows that the error in the first
iteration is given by
e1 = (1 − P )yd −
= (1 −
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k −1
P P (1 − P )yd
kn

k
)(1 − P )yd .
kn

(5.6)

5.1 The Magnitude Correction
This result shows that for the case when k = 2 and kn = 1, the error in
the first iteration is given by
e1 = −(1 − P )yd = −e0 ,

(5.7)

which is identical to the error that occurs when no learning is applied,
but with a negative sign. In all cases where the gain is k > 1, the ILC
signal is too large in magnitude, which causes an “over-correction” of the
error and the system output oscillates around the reference trajectory.
For the particular case of k = 2, the ILC signal has twice the required
amplitude and therefore the error only changes sign from one iteration
b
to another. In this simple case the ratio of the magnitudes of Σ(z)
and
b
Σ(z) is the same for all frequencies. Also, the phase is the same for Σ(z)
and Σ(z). When the parameter τ changes — or for general parametric
uncertainties — this is not the case anymore and the magnitude ratio
b
depends on the frequency and also does the phase difference of Σ(z)
and Σ(z).
In the case when the system uncertainty is known it is possible to
take this knowledge into account to improve the convergence behavior.
The correction for the magnitude in the general case is done by using
a different magnitude ratio for each frequency. The new input signal in
the general case can be calculated by
ucorr
= F SF T uj .
j

(5.8)

This filter contains the ratio of the magnitudes of the nominal and the uncertain system on its diagonal at the frequencies shown in Equation 3.1.
When the magnitude of the real system is larger than that of the nominal
system, the value on the diagonal of S small to avoid an overcorrection
and vice versa.
To demonstrate the improvements that can be achieved using this
approach, simulations are presented. The nominal system is as shown in
Equation 5.1 with τn = 0.5 s and kn = 1.0 and the two uncertain systems
have the parameters τ = 1 s, k = 0.5 and τ = 1 s, k = 2, respectively.
The different plants are shown in Figure 5.1. For the case when k = 2
and τ = 1 s the magnitude ratio is smaller than one for all frequencies.
For the system with k = 0.5 and τ = 1 s the magnitude ratio is two for
a frequency of 0 rad/s and for higher frequencies it increases to four. In
b
both cases the phase difference to the nominal system Σ(z)
is the same.
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Figure 5.1: Magnitude ratio and phase difference between the two uncertain systems
and the nominal system with kn = 1 and τn = 0.5 s.

When the magnitude correction is not used and the learning gain
matrix L = Pb−1 the following predictions are made for both uncertain
systems. In the case where k = 2.0 and τ = 1 s are the system parameters
the system output will oscillate around the reference trajectory due to
an overcorrection and in the case where k = 2.0 and τ = 1 s this is not
to be expected. When the magnitude correction is used this is not to be
expected for both uncertain systems.
Figure 5.2 shows the comparison of the learning process with and without a magnitude correction. The benefit of the magnitude correction is
obvious. In both cases b), when the magnitude correction is used, the
convergence is much faster and also the convergence rate is the same and
constant for both uncertain systems. The two cases a), where the magnitude correction is not used, show vastly different results. Convergence
is reached in both cases, however, the convergence rates are much slower,
and in the case where k = 2.0 the convergence rate changes from one
iteration to another. When no magnitude correction is used, the output
oscillates around the reference trajectory for the system with a gain of
k = 2 and this is not the case for the system with a gain of k = 0.5 just
as expected.
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Figure 5.2: Error convergence in presence of changed gain parameters and time constants. In the cases a) the learning gain matrix L = Pb−1 is used and in
the cases b) a magnitude correction is done in addition.

However, convergence is not reached after one iteration when the magnitude correction is applied. The reason is the fact that the phase is
different when the system parameter τ is changed, which was not yet
taken into account. However, when the phase difference is known this
can be accounted for. Therefore, the weights vj of each single frequency
components of the corrected signal have to be determined by
vj = F T ucorr
.
j

(5.9)

For each frequency i, except for 0 rad/s and the Nyquist frequency, there
are two weights νj,a and νj,b , one for the sine term and the other for the
cosine term of that particular frequency. By changing the ratio of the
weights the phase


vj,b · nb
ϕij = arctan
(5.10)
vj,a · na
can be changed. The weights must be changed such that the magnitude
of the frequency component
q
2
2
mij = (vj,a · na ) + (vj,b · nb )
(5.11)

49

5 Frequency-Dependent Design
remains the same. The phase-corrected weights vj∗ are then multiplied
by
ucorr,2
= F vj∗
(5.12)
j
to obtain the magnitude- and phase-corrected ILC signal.
For a first-order system, the frequency-domain analogy of what is done
here is a lead-lag compensation. The lead-lag compensator
LL(z) =

b
Σ(z)
Σ(z)

(5.13)

contains the magnitude ratio and also the phase difference between Σ(z)
b
and Σ(z).
As the learning step is determined using the inverse of the
b −1 (z), the received signal uj must be corrected with the
nominal system Σ
lead-lag filter LL(z). This corrected signal is applied to the real system
Σ(z). The analytical result shows that in this case the first iteration
error is zero:
e1 = yd − y1
= yd − Σ(yd + u1 )
b −1
= yd − Σyd − ΣLL
| {zΣ } e0
=1

= yd − Σyd − yd + Σyd
= 0.

(5.14)

As a comparison, simulations are presented where the magnitudeand phase-corrected ILC signal as well as the lead-lag filter are used.
Figure 5.3 shows that when the phase correction is also applied in cases c)
the convergence is faster when compared to cases b) in Figure 5.2, but the
error remains at a higher level when convergence is reached. However,
when the discrete lead-lag filter is used to correct the signal obtained
by carrying out the learning update with L = Pb−1 the convergence is
reached even faster. The reason for that result is that lifted system
matrices do not map steady-state inputs and outputs, but they contain
initial transients.
Even in the case when a single frequency signal is multiplied with the
lifted system matrix P , the resulting vector does have multiple frequencies. The resulting signal contains mainly the frequency of the input
signal, but due to the finite size of the matrices other frequencies also
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Figure 5.3: The convergence of the error when a lead-lag filter is used for the signal
correction is shown in cases d). Cases c) show the result then the
magnitude- and phase correction is applied.

show in the output signal with small magnitudes. This effect is sometimes referred to as edge effects [47] and it results from the finite size
of the matrices. For the matrix Pb−1 which is used during the learning step the edge effect also plays a role. However, this effect is not
dominant, which is why great improvements can be achieved even when
the magnitude correction but no phase correction is used as shown in
Figure 5.2.
Even though the performance is superior for the lead-lag compensation, this approach is only possible when the nominal system and the
uncertain system both are first-order systems. The magnitude correction is also possible for other systems and in the general case of a system
uncertainty. The next section shows how the magnitude correction can
be applied to a closed-loop system where the nominal controller is used
and parametric system uncertainty is present for a second-order system.

5.2 General Result
In this section, the findings of the previous section on how to adapt the
learning rate in the presence of system uncertainties are applied to a
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more complex system. The goal in this section is to ensure robustness
and a desired convergence behavior for all uncertain plants. The same
controller and nominal system as in Section 2.4 are used. The system is
a second-order system with a nominal gain of k = 1, a nominal natural
frequency of ω0 = 2 rad/s and a nominal damping coefficient of δ = 0.6.
Each of these parameters is varied in the range of ± 40% around its
nominal value. Figure 5.4 shows the magnitude ratio and the phase differences of the resulting complementary sensitivity when 100 randomly
generated systems with parameters in the specified range are used with
the nominal controller in gray. Using the learning gain L = Pb−1 can

Figure 5.4: The magnitude ratio and the phase difference between the nominal complementary sensitivity Tb(z) and the resulting complementary sensitivity
T (z) when an uncertain system is used are shown in gray. The values
that are used for the magnitude correction and the phase correction in
the simulations are indicated with a black line.

destabilize the system in the presence of these uncertainties. It is also
undesirable to obtain a solution where the output is over-corrected and
oscillates around the reference trajectory as described in Section 5.1.
Therefore, the magnitude correction must be chosen such that for each
frequency, the system with the maximum amplification at that frequency
still does not lead to an over-correction. The values for the magnitude
correction are plotted with a black line in the left plot of Figure 5.4.
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The phase difference to the nominal system is positive in some cases and
negative in others as shown in the right plot of Figure 5.4. Therefore,
the phase correction is not used in this example.
To provide further insight into the consequences of the system uncertainty and the magnitude correction the Nyquist plot and the error
dynamics are analyzed in detail before simulations results are presented.
Figure 5.5 shows the Nyquist plot of the loop gain on the left. The gray
area illustrates the set in which the loop gain of all uncertain systems
resides when the nominal controller is used and the black line indicates
the loop gain of the nominal system. According to Equation 2.11 the
error reduction from one iteration to another depends on the matrix
I − P L. The right plot shows how the magnitude of each frequency of
the error signal changes from one iteration to another. The gray area
illustrates the resulting set for all uncertain systems when the learning
matrix L = P −1 and the magnitude correction are used. The black line
shows the convergence rate for the nominal system. In spite of the large
system uncertainty the magnitude at all frequencies for all uncertain
systems is between 0 and 1.
The plot on the left gives an intuition how large the system uncertainty is. The minimum return difference of the set is as low as 0.31.
The fact that no values greater than one occur in the right plot shows
that the learning process is stable for all uncertain systems. Stability of
the learning process is gives as long as |I − P (ω)L(ω)| < 1 ∀ ω. This is
given for all uncertain systems and moreover, since values smaller than
zero are avoided by the chosen magnitude correction, an over-correction
is avoided for all uncertain systems. There is a clear connection of this
plot with the left plot of Figure 5.4. At a frequency of 3.1 rad/s the
magnitude correction has a local minimum with a value of 0.26 which
means the convergence rate of that frequency is reduced significantly.
As the left plot of Figure 5.5 shows the convergence rate of the nominal
system at that frequency is 1 − 0.26 = 0.74. This value shows that the
convergence rate is in fact reduced significantly since without the magnitude correction the convergence rate would be 0. What this figure
also shows is that there is an uncertain system that has a high gain at
that frequency such that the magnitude is reduced to zero despite the
magnitude correction. As avoiding an over-correction at all frequencies
is the goal of the magnitude correction the value of zero is always the
smallest value for all frequencies.
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Figures 5.4 and 5.5 also show that the case that may produce an overcorrection is when the complementary sensitivity has larger magnitudes
than in the nominal case. These ratios are used as the values for the
magnitude correction and therefore, as long as the controller can stabilize
the system the learning process is stable when the magnitude correction
is used and an over-correction is avoided.

Figure 5.5: Nyquist plot of the loop gain and stability condition of the learning process
for the nominal system shown with a black line. The gray area represents
the set that contains all uncertain systems.

Simulations are made using all the uncertain systems. For each uncertain system the learning is carried out with and without magnitude
correction for comparison. Figure 5.6 shows the resulting error reduction from the simulations. In the left plot the results are shown for the
simulations where the magnitude correction is used. For all uncertain
systems monotonic convergence is reached. The right plot shows the results obtained when the magnitude correction is not used. In the latter,
some systems converge quickly to the final error, whereas in other cases
the learning process becomes unstable and the error starts to grow after
several iterations. Clearly, for some systems the error grows initially
and becomes smaller after several iterations. A comparison of the two
scenarios shows that a loss in the convergence speed occurs when the
magnitude correction is used. The reason for this effect is the fact that
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Figure 5.6: The error reduction when the magnitude correction is used (left plot) and
when learning is done without magnitude correction (right plot) for the
uncertain systems shown in Figure 5.4.

the magnitude correction essentially slows down the learning process
such that for all systems the convergence becomes monotonic which is a
conservative choice. What these results also show is that when the magnitude correction is used, the system output does not oscillate around
the reference trajectory. This is expected as explained previously.
The parametric uncertainties are very large in this example to illustrate the point that the learning process can become unstable when the
uncertainties are not taken into account in the design process. The simulations were repeated for smaller parametric uncertainties of ± 10%.
In that case, the learning process for all 100 uncertain systems did not
become unstable when the learning gain is calculated with the nominal
inverse and no magnitude correction is applied. In addition, for most
systems the convergence is faster when the magnitude correction is not
used. However, also in the scenario of small parametric uncertainties,
the difference is that when the magnitude correction is not applied the
system output does oscillate around the reference trajectory for many
uncertain systems.
This chapter shows how uncertainty can be taken into account in the
design of the F-ILC algorithm. When the magnitude correction is used
a slower convergence rate must be expected. However, the advantage of
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using the magnitude correction is the fact that for a known uncertainty
it can be determined for each frequency how much the learning rate must
be reduced so that the learning process for all uncertain systems remains
stable and also do not oscillate around the reference trajectory in the
learning process.
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Evolution
Subsection 3.3.3 states and shows by a numerical example that the convergence rate when the F-ILC algorithm is used is still as set by design,
when a Q-filter is used. This statement is analyzed in more detail in this
chapter.
Iteration-varying reference trajectories and/or disturbances are analyzed as well in the context of error evolution. An analysis is presented
that allows an estimate of the upper bound of the error in the next iteration, when the reference trajectory and/or the disturbance change from
one iteration to another.

6.1 Error Evolution when a Q-Filter is Used
Equation 2.11 shows that the evolution of the error when an ILC algorithm with a Q-filter is used depends on two parts. On the one hand,
the matrix C describes how the error from the previous iteration influences the current iteration error. On the other hand, the second
term P (I − Q)P −1 (yd − d) describes the influence of the reference trajectory and the disturbance on the current iteration error. These relations
are valid for general ILC algorithms in the lifted system representation.
When a Q-filter is used that is designed according to Equation 3.5,
the latter expression can be rewritten as
P (I − Q)P −1 (yd − d) = P F (I − SQ )F T P −1 (yd − d).
|
{z
}

(6.1)

Qh
F

The middle part of the above equation, indicated as QhF , has the same
structure as the Q-filter designed according to Equation 3.5. The difference however, is the fact that this is a high-pass filter, whereas the
Q-filter is a low-pass filter. Taking the frequency-induced matrix norm
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as introduced in Subsection 2.3.1 of this expression
P QhF P −1

f i2

≤ kP kf i2 QhF

f i2

P −1

(6.2)

f i2

allows to analyze this expression quantitatively. The frequency-induced
matrix norm of the matrix QhF has frequency characteristics just as set by
(I − SQ ), i.e. low-frequency components are removed entirely and high
frequencies are not altered. The frequency-induced matrix norm of P
and P −1 are approximately1 inverse to each other for all frequencies and
hence cancel out. As the signals yd and d mainly consist of low-frequency
components that are removed by QhF , only high-frequency components
of those signals remain. These add little to the 2-norm of the error and
can therefore be neglected.
The evolution of the error from one iteration to another can therefore
be approximated by
ej ≈ P Q(I − LP )P −1 ej−1 = C ∗ ej−1 .

(6.3)

When the F-ILC algorithm is used, the matrix C ∗ = CF∗ from Equation 3.7 determines the convergence of the error in Equation 6.3. This
matrix is now analyzed in detail. Taking the frequency-induced matrix
norm of Equation 3.7 yields
kCF∗ kf i2 = P (F SQ F T )P −1 (F SC,F F T )
≤ kP kf i2 F SQ F T

f i2

P −1

f i2

f i2

F SC,F F T

f i2

.

(6.4)

The frequency-induced matrix norm of both the terms F SQ F T f i2
and F SC,F F T f i2 is just as set by design. That means the term
F SC,F F T f i2 only reduces low frequencies to a value of σ(ω), while
the term F SQ F T f i2 does not alter low frequencies, but it removes
high frequencies. As the frequency-induced matrix norm of P and P −1
approximately cancel each other for all frequencies, in the subsequent
iteration the low-frequency content of the error signal ej−1 will approximately be reduced to a value of σ(ω) as specified in the matrix SC,F .
continuous systems Σ(s), the inverse Σ(s)−1 for each frequency has exactly
the inverse magnitude. For kP kf i2 and P −1 f i2 this only holds approximately.
The reason is that while Σ(s) contains steady-state values, this is not the case for
the lifted system matrix P . There, initial transients are also included.

1 For

58

6.2 Error Estimation for Iteration-Varying ReferenceTrajectories and Disturbances
If the singular values are chosen constant for the entire low-frequency
range σ(ω) = γ as suggested in Subsection 3.3.1, the error is reduced to
the fraction of γ of the previous error in the subsequent iteration. Therefore, this analysis shows that when the F-ILC algorithm and a Q-filter are
used, the convergence rate approximately remains as set by design. This
result was obtained already by simulation described in Subsection 3.3.3
and in the measurement data reported in Section 4.1.

6.2 Error Estimation for Iteration-Varying
Reference Trajectories and Disturbances
In the case of an iteration-varying reference trajectory and/or disturbance, this change must be taken into account when the 2-norm of the
error in the next iteration is estimated. Therefore, Equation 2.11 is derived again taking into account these changing signals. After several iterations, the reference trajectory and/or the disturbance can be entirely
different from their initial values by these successive gradual changes.
The starting point of the derivation is the combination of Equations 2.8
and 2.9, to describe the previous iteration error ej−1 :
ej−1 = (I − P )yd,j−1 − dj−1 − P uj−1

(6.5)

which can be reformulated to
uj−1 = P −1 ((I − P )yd,j−1 − dj−1 − ej−1 ) .

(6.6)

Notice the difference between d and de as detailed in Equation 2.8. In
contrast to the derivation shown in Appendix A, the reference trajectory
here is taken into account explicitly rather than being lumped into the
signal uj , as is typically done in literature. This results in the term
(I − P )yd,j−1 instead of yd,j−1 , which is the only difference to the result
that is typically shown in literature. Inserting the general ILC update
law shown in Equation 2.10 into the current iteration error ej results in
ej = (I − P )yd,j − dj − P Quj−1 − P QLej−1 .

(6.7)
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Inserting Equation 6.6 into Equation 6.7 yields
ej = (I − P )yd,j − dj − P QLej−1
− P QP −1 ((I − P )yd,j−1 − dj−1 − ej−1 ) .

(6.8)

After rearrangement, this can also be written as
ej = P Q(I − LP )P −1 ej−1
+ P QP −1 dj−1 − dj
− P QP

−1

(6.9)

(I − P )yd,j−1 + (I − P )yd,j .

Introducing the iteration-difference operator δj (·) as in [64]
δj (·) = (·)j − (·)j−1 ,

(6.10)

the changes in the reference trajectory and in the disturbance from the
previous iteration to the current iteration can be written as
yd,j = yd,j−1 + δj yd
dj = dj−1 + δj d.

(6.11)

Inserting this into Equation 6.9 yields
ej = P Q(I − LP )P −1 ej−1
{z
}
|
#I

+(I − P QP −1 )((I − P )yd,j−1 − dj−1 )
|
{z
}

(6.12)

#II

+(I − P )δj yd − δj d .
|
{z
}
#III

This equation is valid in general for all ILC algorithms and Q-filters in
the lifted system representation. Depending on these three terms, several
conclusions can be drawn:
1. The term #I shows that in the case of an iteration-varying reference trajectory and disturbance, the error dynamics still depend
on the matrix C ∗ = P Q(I − LP )P −1 , which is also the case for a
constant reference trajectory and a constant disturbance.
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2. The term #II for the previous reference trajectory and the previous disturbance are contained in the expression for the current
iteration error. This is also similar to the case where the reference
trajectory and the disturbance are constant.
3. The term #III contains the changes in the reference trajectory
(I − P )δj yd and the disturbance δj d, respectively. This is a difference to the case with a constant reference trajectory and disturbance. This term therefore may cause a significant change of the
error in the current iteration.
As shown in Section 6.1, the term #I states that the 2-norm of the
error will reduce to γ, as specified by design. The term #II can be
neglected as shown in Section 6.1 because it is a high-pass filter and
the signals yd,j−1 and dj−1 are low-frequency signals. The term #III,
however, must be taken into account when the current iteration error is
estimated because both the change in the reference trajectory and the
change of the disturbance mainly contain low-frequency components.
For the F-ILC algorithm with a Q-filter, the 2-norm of the error in
the current iteration can hence be estimated using the expression:
kej k . γ kej−1 k + k(I − P )δj yd k + kδj dk

(6.13)

which is an approximate upper bound of the error that must be expected.
It is clear that regardless of how the reference trajectory and or the
disturbance change, an increase must be expected. However, in certain
cases even a decrease may be achieved.
This estimate has one obvious limitation. Even in the case where the
reference trajectory and the disturbance do not change, the error cannot
be reduced arbitrarily in the presence of noise and the 2-norm of the
error is bounded below. The estimate in Equation 6.13 hence is also
bounded below and this bound depends on the noise.
This analysis shows that the increase of the 2-norm of the error is
bounded when the reference trajectory and/or the disturbance change.
Also, this upper bound is quantified and depends on the 2-norm of the
change of the disturbance kδj dk from one iteration to another. The
change of the reference trajectory δj yd effects a worst-case increase of
the 2-norm of the error of k(I − P )δj yd k. The prefactor (I − P ) reduces
the influence of δj yd , as it is small for low frequencies.
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6.3 A Numerical Example
To illustrate the findings from Section 6.2 a numerical example is discussed in this section. The system and controller that are used here are
the same as those introduced in Subsection 2.4.2. Noise is added to the
system output in all simulations. The F-ILC algorithm and the Q-filter
that are used in all simulations are presented in Subsection 3.3.3. In the
first scenario that is presented the reference trajectory varies from one
iteration to another while there is no disturbance signal. In the second
scenario the disturbance signal varies from one iteration to another while
the reference signal is set to zero in all iterations.
The gray area that is shown in Figure 6.1 indicates the range of values
the trajectories can take. Several trajectories that are used as reference trajectories and disturbance signals, respectively, are shown in that
figure. These trajectories are not scaled in amplitude as in references [43]
or [81]. A base trajectory is generated which is varied randomly to obtain the trajectories shown. The boundary conditions for these random
changes are defined such that the initial and final value of the trajectories
remain zero.

Figure 6.1: Trajectories that are used as reference trajectories or as disturbance
signals. The gray area indicates the range of values the trajectories can
take. The trajectories are generated by randomly varying a base trajectory.
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Before presenting the results of the two scenarios, a simulation result
is shown where the reference is constant and there is no disturbance
signal. Figure 6.2 shows in black the reduction of the 2-norm of the
error when the first of the trajectories is used as a reference trajectory.
Of the thousand iterations simulated, only the first one hundred are
shown. The mean value of the 2-norm of the error when convergence is
reached for a constant reference trajectory is also shown in the figure.
The convergence of the error signal is similar when any other trajectories
are used. The reason is that the initial convergence is always the same
when the F-ILC algorithm is used. Once convergence is reached the error
value depends on the level of the noise, which is always the same.

Figure 6.2: Simulation result for the error convergence when the reference trajectory
stays constant and there is no disturbance signal. The mean value when
convergence is reached is also shown in the figure.

The results for the first scenario, where the reference trajectory changes
and the disturbance is zero are shown in Figure 6.3. The mean value
of the error that can be reached in the case of a constant reference trajectory is also shown in that figure. The solid line shows the simulation
results of the 2-norm of the error signals. The dashed line shows the
upper bound of the estimated error according to Equation 6.13 when
the change of the reference trajectory δj yd is known, but is not used for
an adaption of the ILC algorithm. The dotted line shows this estimate
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for the case when not all changes δj yd are known, but only the largest
possible of all 2-norm values k(I − P )δj yd k is known.

Figure 6.3: Error convergence when the reference trajectory changes and there is no
disturbance signal. The mean value when convergence is reached for a
constant reference trajectory is also shown in the figure.

The simulation result clearly shows that the resulting 2-norm of the
error values in general gets larger when the reference trajectory changes
and this change is not taken into account in the ILC algorithm. The
estimated values of the 2-norm of the error (dashed line) is always larger
than the simulation results for the case where the change of the reference trajectory from one iteration to another δj yd is known for each
iteration. This bound is never exceeded in the simulation. For the maximum estimated error values (dotted line) only the maximum value of
k(I − P )δj yd k for the estimate of the change in two successive reference
trajectories is used.
This result shows that by adding k(I − P )δj yd k to the previous iteration error an upper bound on the current iteration error can be estimated. The maximum estimated error values can be used when only
limited information on the change of the reference trajectories is available. This estimate results in a larger value for the upper bound. The
estimated error as well as the maximum estimated error can be used
to quantify whether the use of iterative learning control can potentially
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reduce the error for a repetitive process with a particular system and
reference trajectories.
The results for the second scenario, where the disturbance changes, is
shown in Figure 6.4. The solid line shows the simulation results of the
2-norm of the error signals. The dashed line shows the upper bound of
the estimated error according to Equation 6.13 when the change of the
disturbance signal kδj dk is known. The dotted line shows this estimate
for the case when only the largest possible of all values of δj d is known.

Figure 6.4: Error convergence when the disturbance signal changes and the reference
trajectory is zero. The mean value from Figure 6.2 is also shown here.

Also in the case of a varying disturbance signal, the simulation results
clearly show that the resulting 2-norm of the error values in general
becomes larger when the reference trajectory changes and if this change
is not taken into account in the ILC algorithm. Again the estimated
values of the 2-norm of the error (dashed line) are always larger than
the simulation results. As for the first scenario with a varying reference
trajectory, the bound is never exceeded by the simulation result. The
same holds true for the maximum estimated error values (dotted line).
When the results for a changing reference and a changing disturbance
are compared, two observations can be made. First, the increase of the
2-norm of the error is larger when the disturbance signal changes than
in the case where the reference trajectory changes. This is due to the
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prefactor of (I − P ), which reduces the influence of δj yd , as it is small for
low frequencies as described in Section 6.2. Second, for both a randomly
varying reference trajectory or disturbance signal the simulation results
as well as the maximum estimated error remain bounded in all iterations. These results show that with the analysis presented in Section 6.2
a bound for the guaranteed error reduction can be determined that depends on the maximum change of the reference signal or disturbance
signal in two successive iterations.
While the case of a randomly varying reference trajectory may not
be encountered often in practice, the case of a randomly varying disturbance signal is more likely. One example is a ship sailing in heavy seas.
The waves, which are repetitive but not equal to one another, are a disturbance for the engine speed controller. The disturbance torque that
the waves exert on the propeller varies from one wave to another. When
it is known by how much two successive waves can differ, this method
shows what the worst-case improvement will be when iterative learning
control is used to stabilize the engine speed. As long as an error reduction is achieved in the worst case, iterative learning control algorithms
can be used to improve the performance. In general, whenever a technical system interacts with a repetitive process in nature the repeatability
is only given to some extent. Even though these are not typical applications for iterative learning control, this type of algorithm may still lead
to a substantial improvement of the performance. Especially when it is
difficult to accurately describe the system dynamics the use of iterative
learning control can be an advantage. As pointed out in Section 5.2
even in the presence of a large system uncertainty convergence can be
guaranteed. Hence, for this type of problems the application of iterative
learning control algorithm can lead to substantial improvements in the
performance even when only a simple model of the system dynamics is
used and in spite of iteration-varying disturbance signals.
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Algorithm
The algorithm presented in Section 3.2 is a basic version of the F-ILC algorithm that can be used for a variety of problems. However, extensions
to the algorithm are required in order to be able to deal with problems
that may occur when the algorithm is applied in practice. These extensions concern nonzero initial and final errors, changing initial conditions
and actuator saturations. While the problem of nonzero initial and final
errors is only required for certain designs of the F-ILC algorithm, the
method to treat changing initial conditions and saturations can also be
applied to other ILC algorithms.

7.1 Correction for Nonzero Initial or Final
Errors
In ILC applications, typically, iterations are started with the system being at a desired, steady-state operating point. A certain task is executed
and the system is assumed to be in steady-state again at the end of the
iteration. In this way, the initial and the final error are zero. Depending
on the task and the application, however, this does not have to be the
case. If an iteration ends before the system is back in steady-state, a final error is observed. It is also possible for an iteration to start not from
rest but in a transient, in which case a nonzero initial error is present.
Appendix C shows that if a signal has nonzero initial or final values, an
additional measure must be taken when an F-ILC algorithm is used that
restricts the learning to low frequencies only. This measure is illustrated
here in more detail.
The source of the problem for F-ILC is the fact that only the learning
process can be designed such that only low frequencies remain and much
of the frequency content is removed entirely from the ILC control signal.
This could become a problem if the reference signal contains either steps
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or ramps as they cannot be approximated well using low frequencies only.
Steps are not a problem in practice as the reference in ILC applications
must be such that the system can actually track it. Ramp signals, on
the other hand, occur in ILC error signals whenever the first and the
last point in an error signal are not the same.

In that case, the error signal of iteration j can be split up and can be
written as the sum of the error e0j that starts and ends at zero, and the
error eaj which is an affine function of the time index:
ej = e0j + eaj .

(7.1)

The learning is carried out separately for the two terms, hence two learning filters must be designed. For general design guidelines for the F-ILC
algorithm, see Subsections 3.3.1 and 3.3.2. The filter LF,0 is designed
for e0j for low frequencies only and a corresponding Q-filter is used, as
described in Subsection 3.3.3. In the learning update of eaj no filter is
used. For the design of LF,a the high-frequency content must also be
taken into account. The desired convergence rates for all frequencies
in the design of the filter LF,a should be set to the same values as the
low-frequencies in the design of the filter LF,0 . The resulting update law
treats the two error terms separately
uj = u0j + uaj = Q0 (u0j−1 + L0F e0j−1 )
+ uaj−1 + LaF eaj−1 .

(7.2)

This separation is a superposition of two learning algorithms that are
applied at the same time. The well-known stability condition for ILC
algorithms in the iteration domain which is shown in Equation 2.11 for
the two terms is given by
e0j = P Q0 (I − L0F P )P −1 e0j−1 + P (I − Q0 )P −1 (yd − d),
eaj =

(I − P LaF )eaj−1 .

(7.3)

By design, the magnitude of the eigenvalues of these terms are smaller
than 1 as shown in Section 3.4 and hence the algorithm is stable when
the modifications shown in Equations 7.1 and 7.2 are made. Each of
the error terms e0j and eaj converge individually, hence the sum also
converges.
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To illustrate both the effectiveness of this modification and its necessity, the results of simulations are presented in the remainder of this
section. A first-order system is controlled with a PI controller. The
crossover frequency is 1 rad/s and is system is discretized with a sampling
time of 50 ms. The resulting complementary sensitivity is given by:
P (z) =

0.04041z − 0.03853
.
z 2 − 1.936z + 0.9383

(7.4)

In the following simulations, the F-ILC algorithm is applied to this
system for reference tracking. The convergence rate is set to γ(ω) = 0.4
for frequencies smaller than 3 rad/s and to γ(ω) = 0.99 for frequencies
larger than 6 rad/s. It increases linearly between the two values, as described in Subsection 3.3.2. A Q-filter is used which is designed according
to Subsection 3.3.3.
Two scenarios are analyzed. In the first scenario the modifications
shown in Equations 7.1 and 7.2 are used, while in the other scenario
these modifications are not used. The initial conditions are set to zero,
but the reference trajectory is such that there is a significant initial and
final error before the use of ILC. Ten iterations are simulated which in
both cases is enough for the algorithms to converge.
Figure 7.1 shows the results of the simulations of both scenarios. For
comparison, the dotted line shows the performance of the system with
the controller before the learning process is started. The upper plot
clearly shows that at the beginning and at the end of the trajectory
an error remains for y nm , which is the result when no modification are
made. When the affine part of the error is treated separately no error
remains at the beginning and at the end of the trajectory. The signal
y, where the described split of the error and the learning is applied,
follows the trajectory significantly better in the first and the last few
time steps. The norm of the remaining error when convergence is reached
is lower by a factor of 3.6 when the modifications are made. The ILC
signals that are shown are the ones used in the 10th iteration. The
lower left plot shows that in both scenarios, the signals only contain
low frequencies and therefore are very smooth. However, they show one
significant difference. The signal unm
j , that results in the case when
no modifications are applied, is very low at the beginning and at the
end of the trajectory while this is not the case for u0j . The signal uaj
which is shown in the bottom right plot only exists in the scenario with
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Figure 7.1: Reference tracking with nonzero initial and final error. The modifications
shown in Equations 7.1 and 7.2 have been used for y but not for y nm .
The dotted line in the upper plot is the system output before iterative
learning control is used.

modifications. This signal spikes at the first time step and thereafter
slowly increases. It therefore contains high frequencies.
The resulting signal unm
must be low in the beginning of the traj
jectory, in order to change the system output y towards the reference.
However, this low initial values results in a too low value of y nm towards
the end of the trajectory.
In the scenario when the modifications are applied, the signal uaj essentially contains the correction that is necessary to compensate for the
nonzero error that is present at the beginning and at the end of the trajectory. Therefore, a large spike is necessary in the first time step in order
to change the system output to the reference trajectory. Thereafter, an
increase of that signal results in order to compensate for the positive
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final error. The other signal u0j only has to reduce the error e0j that
starts and ends at zero, which is the standard ILC setting. This result
demonstrates both the necessity and the effectiveness of the proposed
modifications.
It is possible to carry out iterative learning only for eaj while not inducing a learning process for e0j . The result in that case is that the initial
and the final error disappear, but for the rest of the trajectory there is
still a significant error. This result is shown in Figure 7.2 which illustrates the fact that the two learning processes can indeed be regarded
separately.

Figure 7.2: Reference tracking with nonzero initial and final error. The learning is
deliberately set up such that only the initial and the final error are removed. The dotted line in the upper plot is the system output before
iterative learning control is used.

Obviously, this example is chosen on purpose to evoke this effect.
When an iteration is simulated without the use of iterative learning con-
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trol the error is negative at the first time step and positive at the last
time step. Each of the errors is approximately 20 % of the magnitude of
the reference trajectory. Notice that when a small final error is present
good results are also achieved without using this modification. All results shown in this thesis do not have these modifications applied, unless
stated otherwise.
Also notice that it is possible to achieve a compensation of the initial and final error by considering all frequencies in the learning process
and not using a Q-filter. However, in the presence of noise this learning
process results in strongly oscillating signals that may damage the actuators. The modifications shown here also work in the presence of noise
without any further measures.

7.2 Correction for Nonzero Initial Conditions
Besides nonzero initial and final errors, nonzero initial conditions can
also occur in ILC applications. In iterative learning control, the initial
conditions are typically assumed to be the same for each trial. Even
though in general, ILC algorithms can reduce the error that results from
repeating nonzero initial conditions, this is not the case for the F-ILC
algorithm when its frequency content for the learning is restricted to
low frequencies only. The approach taken here to cope with nonzero
initial conditions uses a corrective input signal. The goal is to find a
signal c such that the system that has initial conditions 1 produces the
same output yj1 = yj2 as if there had been arbitrarily different initial
conditions 2. Using the lifted system representation, the system output
in both cases is given by
yj1
yj2

=
=

P (yd + uj + c) + d0,1
P (yd + uj ) + d

0,2

,

(7.5)
(7.6)

where the vectors d0 are not disturbance signals but contain the response
to the initial conditions of the system. The corrective signal c hence can
be calculated as
c = P −1 (d0,2 − d0,1 ).
(7.7)
Using this corrective signal, a compensation for nonzero initial conditions is possible. As long as the initial conditions are known, even
initial conditions that change from one iteration to another can be man-
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aged. Simulations are carried out for nonzero initial conditions with
and without using this correction. In the simulations the same system
and iterative learning control algorithm as described in Section 7.1 are
used. However, both the reference signal and the disturbance signal are
set to zero such that the effects of the nonzero initial conditions can be
analyzed separately.

Figure 7.3: Reference tracking with nonzero initial conditions. The correction for
nonzero initial conditions (Equation 7.7) has been used for yc but not for
y. The dotted line in the upper plot is the system output before iterative
learning control is used.

Figure 7.3 shows the results of simulations where the proposed correction is used in one case and is not used in the other case. The signals
that are shown are the results of the 10th iteration when convergence is
reached in both cases. For comparison, the dotted line shows the initial
conditions response before iterative learning control is used. When the
correction term c is not applied an error remains in the output y at the
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beginning and at the end of the trajectory that is shown with a dashed
line. In the simulation result when the corrective term is used this is
not the case and the output yc is zero at all time steps. The signal c is
shown in the bottom right plot.
To illustrate why the limited frequency content of the ILC signals is
the reason for this behavior, the first learning update step is analyzed.
Figure 7.4 shows the initial error in gray. The update step is calculated
with the learning gain matrix L = P −1 to illustrate the point that not
limiting the frequency content by the F-ILC algorithm can indeed avoid
the problem. Obviously, the signal u1 , no Q-filter, is the same as the
corrective signal c in the bottom right plot of Figure 7.3. Hence, convergence would be reached after one iteration, as expected. However, when
a Q-filter is used on this signal its trajectory changes significantly. It
shows a large decrease in the initial time steps and a large increase in
the last time steps. The fact that the Q-filter removes most of the frequencies from the signal keeps it from being represented exactly. When
the corrective signal is calculated externally and is not lumped into the
learning step this problem is avoided.

Figure 7.4: The error that results from non-zero initial conditions is shown in gray.
The dashed and solid line are the resulting ILC signal when a Q-filter is
used/not used, respectively.
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A comparison can be drawn to the results obtained for nonzero initial
and final errors described in Section 7.1. In the latter, the nonzero initial
and final error signals were treated whereas in this section control signals
are treated that are nonzero initially. Such signals result when the error
signal that is multiplied with the learning gain matrix has large values
in the first time steps, even if the error in the first time step is zero.
In case of noisy signals the method presented here in combination
with an F-ILC algorithm that only effects a learning process in the lowfrequency range yields good results. Using the inverse as learning gain
matrix L = P −1 for noisy error signals leads to strongly oscillating
control signals which may be bad for the actuator.
Since a linear system is used here, the superposition principle applies,
such that the correction for nonzero initial or final errors and the correction of the initial conditions can be applied simultaneously.

7.3 Inclusion of Actuator Saturations
Actuator saturations must be respected in ILC algorithms due to the
integrating nature of the algorithm along the iteration axis [85]. Since
all real plants have actuator saturations, this is an important aspect that
must be considered for any ILC algorithm to enable the applicability in
practice.
The method proposed in this thesis changes the reference trajectory
to a feasible reference trajectory in order to avoid a saturation of the
actuator. By changing the reference trajectory the convergence of the
ILC algorithm is not influenced as the task simply changes to tracking
the feasible reference trajectory.
Like other methods that include actuator saturation, the method presented here requires input and state information to be known. In this
section the repeating disturbance and the system state are assumed to
be known.

7.3.1 Reachable Trajectory
An actuator saturation is now introduced at the input of the plant, as
shown in Figure 7.5. The actuator saturations can vary over the time
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Figure 7.5: Structure of the control system with input saturation.

index k within the iteration and are given by

c
c
c

umin (k) u (k) < umin (k)
ucj,sat (k) = ucmax (k) uc (k) > ucmax (k)

 c
uj (k)
else.

(7.8)

The system output can be determined using the disturbance signal
starting from given initial conditions. The output of the system Σ(z) in
the next time step is given by
e + 1),
y(k + 1) = C(Ax(k) + Bu(k)) + d(k

(7.9)

where the matrices A, B and C are the matrices of the system Σ(z). In
this equation it is assumed that the D matrix of the system is zero. To
calculate the minimal and maximal reachable values of y, the minimal
and maximal allowed values of the control input at the current time step
are used in Equation 7.9. If the reference trajectory cannot be reached
it is corrected using the minimum system output ymin (k + 1), or the
maximum possible system output ymax (k + 1) is used, respectively.


ymax (k + 1) yref (k + 1) > ymax (k + 1)
∗
(7.10)
yref
(k + 1) = ymin (k + 1) yref (k + 1) < ymin (k + 1)


yref (k + 1) else.
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The control input that corresponds to the system output if the reference
trajectory is corrected is given by

c

yref (k + 1) > ymax (k + 1)
umax
c
(7.11)
u (k) = ucmin
yref (k + 1) < ymin (k + 1)

 c
uns (k) else.
The variable ucns is the output of the controller in case the saturation is
not reached, which is given by
∗
e + 1) − Ax(k)).
ucns (k) = (CB)−1 (yref
(k + 1) − d(k

(7.12)

With this controller signal, the state of the system is calculated which is
∗
required to carry out the calculation of yref
in the next time step. These
calculations are repeated throughout the entire duration of the iteration,
i.e. N times.
Notice that this procedure can be extended to include state constraints
or rate constraints on the state variables or on the plant input.

7.3.2 Implementation and Results
In the following, the implementation of the method presented in Subsection 7.3.1 is described briefly. Thereafter, simulation results are presented for this method when the F-ILC algorithm is used for iterative
learning control. In case a disturbance estimation is made as well the
program sequence is as follows:
1. Disturbance estimation
• Run an iteration
• Estimate the disturbance
2. Reachable trajectory calculation
∗
• Determine the reachable trajectory yref
with the current disturbance estimate

• Execute the 0th iteration. In this iteration and from now on,
∗
rather than yref , yref
should be tracked.
3. Execute the ILC iterations
• Calculate the error with the current reachable trajectory
∗
ej−1 = yref
− yj−1
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• Perform the ILC update uj = Q(uj−1 + Lej−1 )
• Execute the j th iteration
• Update the disturbance estimate
∗
• Update the reachable trajectory yref
with the current disturbance estimate

The first point in the above list must be repeated until an acceptable disturbance estimation is achieved. Details on how to estimate the disturbance are given for example in [69]. Thereafter, the reachable trajectory
must be determined with the most recent disturbance estimation. Then,
the third point is repeated until the ILC algorithm has converged. In
this phase the disturbance estimation and the calculation of the reachable trajectory are repeated, even though this is only necessary in case
the disturbance varies from one iteration to another.
The strategy described above has been implemented and is applied
to an example problem. A first-order system that has a system gain of
k = 1 and a time constant of τ = 0.5 s is used with a PI controller that
has the parameters kp = 0.426 and ki = 1.05. The discretization time is
0.1 s and the resulting complementary sensitivity is given by
P (z) =

0.07726z − 0.05815
.
z 2 − 1.741z + 0.7606

(7.13)

Time-varying actuator saturations are used and two different scenarios
are tested. In the first scenario, all frequencies are used for learning,
no Q-filter is used and there is no noise in the simulation. The convergence rates of the F-ILC algorithm are set to 0.4 for all frequencies.
In the second scenario only low frequencies are used for learning, a Qfilter is used and noise is added to the system output in the simulation.
The convergence rates of the F-ILC algorithm are set to 0.4 for frequencies smaller than 3 rad/s and to 1 for frequencies higher than 6 rad/s.
In-between, they are increased linearly. This design agrees with the design criteria described in Subsection 3.3.2. The Q-filter is designed as
described in Subsection 3.3.3 also using the frequencies of 3 rad/s and
6 rad/s, respectively.
Figure 7.6 shows the result for the first scenario. In the upper plot, the
reference trajectory and the disturbance signal are shown. The reachable
∗
reference trajectory yref
is also shown in that plot. When convergence
is reached the system output y follows the reachable reference trajectory
precisely. The lower plot shows the controller output signal and the
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actuator saturations. The dashed lines indicate the values of the upper
and the lower actuator saturation, respectively.

Figure 7.6: Reference tracking for the F-ILC algorithm in case of actuator saturations.
The error is reduced at all frequencies in this simulation.

The amplitude of the disturbance is half the size of the reference trajectory. The actuator is saturated to rather small values in this example,
therefore there is a large difference between the reference trajectory and
∗
. The lower plot shows that the
the reachable reference trajectory yref
proposed method to respect actuator saturations works properly as the
control signal uc precisely follows the set boundaries and does not exceed then at any time step. However, the control signal changes in only a
few time steps from the upper to the lower saturation at approximately
4.3 s. Also at other time steps at which the control signal moves away
from a saturation there are large changes of the control signal within
one time step. Even though neither the reference trajectory nor the
disturbance contain step-like changes, the control signal does. This only
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occurs when controller saturations have to be respected. When the same
reference trajectory is tracked in the presence of the same disturbance
signal but without actuator saturations the resulting control signal uc
does not contain any step-like changes.
These step-like changes can become problematic for the F-ILC algorithm when the learning and the filtering, respectively, are restricted to
low frequencies only. To illustrate the problem, a signal s containing a
rectangular pulse is filtered using two different Q-filters. The filters are
determined according to Equation 3.5.

Figure 7.7: A rectangular system is filtered using different Q-filters. The upper plot
shows which frequencies are used for both Q-filters and the lower plot
shows the filtered signals.

Figure 7.7 shows the singular values of two different Q-filters in the
upper plot. The passband of the filters is very low and there is no transition region to the stopband. The lower plot shows the signal s and
the two filtered signals sf . The solid line is the signal s on which no
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filter is used. The dashed line and the gray line result when the corresponding filter is used. The figure clearly shows that an overshoot and
an undershoot occur in the filtered signals before and after the discontinuities. This phenomenon is known as the Gibbs phenomenon. The
authors of [24] state that when the passband is wider, the overshoot and
undershoot get closer to the discontinuity. The author of [37] states that
the overshoot and undershoot will amount to approximately 9% of the
magnitude of the jump.
The overshoot of the filtered signal sf is given by an expansion of the
Fourier series up to the maximum frequency in the passband. When
a Q-filter is used as shown in Equation 3.5 the difference between the
unfiltered and the filtered signal is given by
s − sf = s − F SF T s
= F (I − S)F T s,

(7.14)

where S is a square diagonal matrix that has the values σ(ω) of the filter
on its diagonal. Increasing the passband and/or adding a transition region between the passband and the stopband as shown in Figure 3.3 for
example reduces the overshoots and undershoots, respectively, as stated
in [61]. When the F-ILC algorithm is used, such step like changes are
detrimental to the performance of the algorithm. As stated above, they
only occur when actuator saturations must be respected. In order to
make sure that no violation of the actuator saturation occurs in spite
of the Gibbs phenomenon the given targeted saturations can be narrowed by a safety margin. The reachable trajectory is calculated with
these targeted saturations instead of the actuator saturations. In this
case, the overshoot or undershoot, respectively that is caused by Gibbs
phenomenon does not violate the saturation. The magnitude of this
safety margin is quantified by the maximum overshoot or undershoot,
respectively. For the Q-filter that is used and for the square pulse the
maximum overshoot is 0.07069. Notice that the square pulse has the
same amplitude as the maximum difference between the upper and the
lower actuator saturation. When the targeted values of the saturation
are narrowed by this value, the resulting controller output signal is shown
in Figure 7.8. These results clearly show that in spite of the Gibbs phenomenon a violation of the actuator saturation is avoided successfully.
In the presence of noise, the method still is capable of keeping the
controller output signal uc within the bounds. When noise with a stan-
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Figure 7.8: Controller signal when the targeted saturations are reduced by a safety
margin so that the actuator saturations are not violated in spite of the
occurrence of the Gibbs phenomenon.

dard deviation of 5 % is added to the system output the result is shown
in Figure 7.9. The upper plot shows that despite the severe noise that
shows in the system output the reachable reference trajectory is followed
well. The middle plot shows that the controller output signal uc remains
within the bounds except for some time instants where the saturation
is violated because of the noise. The bottom plot shows the ILC signal.
It is very smooth despite the noisy output signal that is used in the
learning update step.
Even though the signal uc violates the saturation at a few time instants, this does not destabilize the learning process. No long-term error
buildup occurs after the simulation of 300 iterations. Since the learning
process is carried out in the low-frequency range only, the ILC signal remains smooth without any further filtering steps when the error is calculated with the noisy output signal. This result shows that the saturations
can be respected with this method even in the presence of noise. When
∗
the error is calculated with respect to the reachable trajectory yref
, the
convergence properties that are described in Subsections 3.3.2 and 3.3.3
are preserved.
In this chapter, three extensions to the F-ILC algorithm have been
presented. With these extensions the algorithm can be used on a variety
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Figure 7.9: Reference tracking in the presence of a disturbance signal and measurement noise. The F-ILC algorithm is used and low frequencies only are
used in the learning process. The top plot shows the system output and
the reference trajectory. The middle plot shows that the controller output
signal respects the actuator saturations and the lower plot shows the corresponding ILC signal.

of systems and for a variety of reference tracking and/or disturbance
rejection tasks. One particular example of an application is analyzed in
the following chapter.
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This chapter presents an example of an application to illustrate further
possibilities for iterative learning control algorithms. The major difference between this example and the other examples that are presented
in the thesis is that the problem at hand is continuous and not a batch
process. Formally, it is not correct to use ILC for this type of problem
but rather repetitive control because no initial resetting between the iterations is made. One solution to cope with changing initial conditions
is to take them into account explicitly and the other solution is to ensure
that the change of the initial conditions is small from one iteration to
another. Both possibilities are analyzed in this chapter and the F-ILC
algorithm is used to test the suggested solutions.
The example deals with the control of the engine speed of a ship
engine. This is a crucial control task for ship engines and can be difficult
when the ship is sailing in heavy seas. Especially when vessels are on the
crest of a wave the propeller may rise above the water, which can lead
to overspeeding of the engine and therefore can damage the engine. Due
to the repetitive nature of waves, iterative learning control is used in
this example to stabilize the engine speed. In this context the iterative
learning process is referred to as “wave-catching”.
The implementation of the algorithm is presented first. Basic differences between the continuous implementation and the batch-wise implementation are discussed thereafter. Simulation results are shown for
the case where an iteration-varying disturbance is acting on the system.
Finally, measurement results are presented that are carried out on an
internal combustion engine test bench, which allows the emulation of a
ship in heavy seas.
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8.1 Implementation

When ILC is applied to a problem that has no pause between the iterations the first practical issue that arises is the implementation.
Since for the simulations as well as for the experiments Matlab/Simulink is used the implementation for that software is described briefly.
The F-ILC algorithm resides in lifted system representation and hence
calculations are made with vectors and matrices. Whereas this is no
problem when there are breaks between the iterations, for a continuous
problem the entire calculations for the update step must be carried out
in one simulation step between iterations.
Assuming a measurement with a duration of 10 s and a sampling time
of 50 ms this corresponds to a signal length of N = 199 values. The 200th
value is the first value of the vector, because the problem is continuous.
Therefore, the vectors that are used for the ILC update are
yj = [yj (1)
uj = [uj (0)

yj (2)
uj (1)

···
···

yj (N )]T

(8.1)
T

uj (N − 1)] .

(8.2)

In the N th time step the ILC signal uj is not defined. This is not a
problem for the batch-wise implementation because this signal would
only affect the output one time step later and that time step is not part
of the problem any more. In a continuous problem, however, the signal
uj (N ) has an effect on the system output yj+1 (1). Here, the preceding
value uj (N ) = uj (N − 1) is used.
Memory size and computational cost can become a limiting factor
when the ILC algorithm is implemented on a real-time platform. At
least two N xN matrices have to be stored in the memory and several
matrix-vector multiplications have to be carried out during the ILC update step within one time step. The algorithm is implemented on a
Dspace MicroAutoBox II that is also used to operate the entire internal
combustion engine as well as several auxiliary components of the test
bench. The implementation with a sampling time of 50 ms and iteration
durations of 10 s, resulting in N = 199 is feasible in this case.
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8.2 Differences Between the Batch-Wise and
the Continuous Implementation
The signal uj that is the result of the update law of the iterative learning
control algorithm clearly influences the initial conditions of the system
in the subsequent iteration. Therefore, this may destabilize the learning
process. This is the main difference between the batch-wise and the
continuous implementation.
However, as presented in Section 7.2, a signal can be calculated to
reset the system from its current initial condition to arbitrarily different
initial conditions. In the context of a continuous implementation this
means that it is possible to reset the initial conditions in each iteration
— for example to zero — regardless of what the initial conditions of a
particular iteration are.
Simulations are carried out to illustrate this resetting of the initial
conditions. A first-order system controlled with a PI controller that
leads to a crossover frequency of 1 rad/s are discretized with a sampling
time of 50 ms, which yields the following complementary sensitivity:
P (z) =

0.03544z − 0.03038
.
z 2 − 1.869z + 0.8745

(8.3)

Figure 8.1 shows the result for reference tracking with and without the
correction of the initial conditions. The reference trajectory starts at
zero and ends at a nonzero value causing a large step. Starting at 90 s
the correction of the initial conditions is used. The figure clearly shows
that the system output y follows the reference trajectory perfectly after
the start of the iteration.
Several iterations after the simulation is started steady-state is reached
such that the initial conditions are always the same when a new iteration
starts. The reference trajectory is deliberately chosen to contain such
a step as this is a worst-case scenario that leads to large initial errors.
In the iterations after 90 s the system behaves as if the trajectory is
started from rest. Therefore, even though the operation of the system is
continuous, the system behaves as if no previous iteration existed. For
the 0th time step of each iteration the value is not zero. This can only be
reached in the first time step because of the one-step delay of the system
has as it does not have a direct feed-through.
This procedure is also possible when the reference trajectory changes.
In that case, each of the trajectories leads to different initial conditions
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Figure 8.1: Continuous implementation with initial resetting.

for the next iterations, but they can always be reset to zero in the first
time step y(1). Therefore, the initial resetting does not pose a problem
as long as the state variables of the system and of the controller are
known.
Figure 8.2 shows the result obtained when iterative learning control is
used with a learning gain of L = T −1 . The middle plot shows that in the
iteration starting at 90 s the correction of the initial conditions is used
for the first time. Therefore, the system output follows the reference
trajectory precisely until the reference signal increases, which is shown
in the top plot. The bottom plot shows that the first ILC output is
applied in the iteration that starts at 100 s. Henceforward, the output
follows the reference signal perfectly. The middle plot also shows that
once an ILC signal is applied the signal of the correction of the initial
conditions changes.
The reason that the correction of the initial conditions is applied one
iteration earlier than the ILC signal is the fact that this ensures that each
iteration starts with the same initial value on the reference trajectory.
In applying the signal c the system output and hence also the error that
is used to calculate the learning update change. Therefore, the learning
process is started one iteration later. As convergence can be reached
in the first iteration the initial conditions in the iteration that starts
at 110 s are different from the previous iteration. Hence, the signal of
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Figure 8.2: Continuous implementation with initial resetting and iterative learning
control with L = T −1 .

the correction of the initial conditions is different from that iteration on
as the middle plot clearly shows. The ILC signal, however, remains the
same in all iterations and is not affected by the changing signal c. The
reason is that as the signal c leads to the same initial conditions as in the
previous iteration and because the error was already zero in the previous
iteration, nothing is added to the signal u in subsequent iterations.
When the learning process is started and no initial resetting is applied,
the system output also follows the reference trajectory perfectly in the
first iteration. However, as this changes the initial conditions for the
following iteration, a large error occurs in the second iteration. Eventually, convergence is reached for that scenario as well, but the error does
not converge monotonically. Monotonic convergence can also result in
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the scenario where no initial resetting is applied but only when a slow
convergence rate is chosen.
Since a reference trajectory that contains a step is not a typical example
for an ILC application a different reference trajectory is used to illustrate the next point. In this example, learning for the F-ILC algorithm is
restricted to the low-frequency range, and a Q-filter is used. The convergence rate is set to γ(ω) = 0.0 for frequencies smaller than 10 rad/s and
to γ(ω) = 0.99 for frequencies larger than 15 rad/s and increases linearly
between the two values as described in Subsection 3.3.2. The Q-filter is
designed as described in Subsection 3.3.3 using the same frequencies as
for the learning process.
In steady-state operation before the learning process is started and
also when convergence is reached, there is only a minimal difference between the error in the first and the last time step and hence no correction
of the initial conditions is necessary. During the learning transient, however, the difference can be large because the learning changes the initial
conditions for the next iteration. Another option than to use the corrective signal during this phase is to slow down the learning process at
the beginning and at the end of the trajectory, which can be achieved
by applying the concept of windowing to the error.
The results obtained by simulation using this approach are shown in
Figure 8.3. The learning process is started at 100 s and the duration of
an iteration is 10 s. The upper plot shows the reference trajectory and
the system output in the second learning iteration for the case when
windowing is used. The iteration starts at 110 s. The detail plot in
the upper plot shows an enlarged view of the transition from the first
to the second iteration. In that detail plot a dotted line shows the
system output before ILC was used. The upper plot clearly shows that
the trajectory is followed well in general and that only at the transition
from the first to the second iteration the error is larger. The bottom plot
presents the ILC control signal in the second iteration. For comparison,
the control signal when convergence is reached is also shown. They only
differ from approximately one second before to one second after the start
of the iteration.
The detail plot in the upper plot clearly shows that the output signal
at 110 s — which is the end of the first iteration and at the beginning
of the second iteration — does not change much compared to before
ILC is used. The change is only 2.1 % compared to the amplitude of
the reference trajectory. Therefore, the initial conditions for the next
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Figure 8.3: The F-ILC algorithm is used in a continuous implementation with a
Q-filter and only low frequencies are considered in the learning process.
The upper plot shows the system output and the lower plot shows the
ILC signal. Windowing is used in the transition from one iteration to
another. The dotted line in the detail plot in the upper plot shows the
system output of the previous iteration.

iteration are practically the same and the rest of the trajectory is not
affected much by this change. To reach convergence, the ILC control
signal and the output singal change mainly in the second before and
after iteration start.
Figure 8.4 presents details on the windowing and shows the convergence of the error. The upper plot shows the error signal that is used to
calculate the ILC signal in the first iteration and how it is altered by the
windowing. The window w10 is also shown in that plot and it increases
linearly from a value of 0.2 in the first step to a value of 1.0 within 10
steps. A window w50 is also used where this increase occurs within 50
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steps but this is not shown in the upper plot. The last values of the
window are equal to the first values as a symmetric window is used.

Figure 8.4: The upper plot shows the error signal and how the windowing is done.
The lower plot shows the convergence of the error when two different
windows are used.

The lower plot shows the convergence of the 2-norm of the error for
both windows. When the window w10 is used the error is reduced
by 96.6 % in the first iteration and when the window w50 is used the
error is reduced by 91.0 % in the first iteration. For both windows the
convergence is monotonic thereafter.
In contrast to how windowing typically is used in signal processing,
the first and the last value of the window function w10 are not set to
zero. In doing so the error would never be reduced at those time steps
and the initial error would also remain when convergence is reached.
A value of 0.2 is used in this case. That value and also the width of
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the window are tuning parameters. The window w50 is different only in
that the linear increase from 0.2 to 1.0 is made within 50 time steps,
which is a very slow increase compared to the N = 199 time steps of
an iteration. The plot shows the effect of changing the window width.
A wider window simply leads to a slower convergence rate in the first
iterations because more points of the error trajectory are affected by the
window.
Most importantly, the lower plot shows that this method leads to
a fast reduction of the error in the first iteration and to a monotonic
convergence. Therefore, even if the state of the system and hence the
initial conditions are not known the convergence is fast and monotonic.

8.3 Experimental Results for Wave-Catching
The experimental setup consists of a the same passenger car gasoline
engine that was already used for the experiments described in Chapter 4.
For these measurements, however, the dynamometer to which the engine
is connected delivers a desired torque rather than being operated in a
speed-controlled mode. The throttle is actuated in order to change the
engine load. As the dynamometer is used in torque-controlled operation
a change in the throttle position results in a change of the engine speed.
This setup is used to emulate the behavior of a ship in heavy seas. Ship
engines are typically speed-controlled. The ship engine produces torque
and the propeller moves through the water. The motion of the propeller
in the water induces torque on the propeller that counterbalances the
engine torque. The propeller torque varies in the presence of waves in a
repetitive manner. This is emulated at the test bench by correspondingly
adjusting the torque produced by the dynamometer.
The plant is identified with a throttle plate step response at a constant brake torque of 80 Nm and an initial engine speed of 1800 rpm.
The plant can be well approximated as a first-order system that represents the slowest dynamics involved which is the engine speed behavior.
A PI controller is used to control the engine speed. The same controller
is used for other engine speeds and different load torques as well. In the
range between 1400 rpm and 2200 rpm and 40 Nm and 100 Nm, the t90
response time of the closed-loop system is between 1.15 s and 2.02 s and
the overshoot is between 4.3 % and 20.5 %.
These large differences result from an uncertainty of the system, which
can be taken into account in the design of the F-ILC algorithm as de-
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scribed in Section 5.2. In a simulation environment, the gain parameter
and the time constant of the first-order system are varied to reproduce
the spread in overshoots and rise times that occur at the test bench.
The learning gain matrix L = T −1 is used to obtain a fast convergence
rate. Due to the large uncertainty the magnitude correction that is described in Section 5.2 must be used to avoid instability. The ratio of
the magnitudes of the nominal and uncertain complementary sensitivities mag(Tb(z))/mag(T (z)) is calculated using the nominal controller and
the uncertain systems. The required gain values for the magnitude correction are determined using these ratios which is shown in Figure 8.5.
Due to the large uncertainty the values are very low for high frequen-

Figure 8.5: F-ILC parameters that are used for the wave-catching on the test bench.

cies. The figure also shows the Q-filter that is used on the test bench.
High frequencies are removed as the engine speed measurement is not
free of noise. The same window w10 as shown in Figure 8.4 is used in
the measurements.
Two types of measurements are carried out. First, the same disturbance torque signal is used in each iteration to determine the performance of the algorithm as a benchmark. In the second type of measurement the disturbance torque signal is varied from one iteration to another. The disturbance signals that are shown in Figure 6.1 are increased
in amplitude and used as an iteration-varying torque disturbance.
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The results for the first type of measurement are shown in Figure 8.6.
The top plot shows the resulting engine speed which is the system out-

Figure 8.6: The top plot shows the engine speed in three different iterations of a
measurement with continuous implementation. The corresponding ILC
signals are shown in the middle plot. The bottom plot reveals that the
learning process is unstable because a control system involved was not
taken into account in the design of the ILC algorithm.

put y. The reference is a constant engine speed of 1800 rpm. The overshoot of the engine speed clearly is reduced from one iteration to another.
However, at approximately 7 s an oscillation arises that increases in magnitude from one iteration to another. For the 34th iteration, which is the
last iteration that is measured, the engine speed signal is shown. In the
middle plot the ILC signal is shown. It increases from zero in the 0th
iteration with increasing number of iterations. This signal also shows
an oscillation at approximately 7 s that increases in amplitude from one
iteration to another. The ILC signal of the 34th iteration is shown in the
middle plot. In the bottom plot the 2-norm of the error is shown. The
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error quickly diminishes within a few iterations. However, after the 12th
iteration the error increases.
The reason that the 2-norm of the error increases is the oscillation that
appears in the ILC control signal which causes a change in the engine
speed. This oscillation grows from one iteration to another and leads
to an instability of the learning process. The frequency range of this
oscillation is between 4 rad/s and 11 rad/s. Most probably, this is the range
of the crossover frequency of the torque controller of the dynamometer
because the measured torque trajectory also changes from one iteration
to another and shows an oscillation at approximately 7 s which is not
desired. The instability thus results from the fact that this controller is
not taken into account in the design of the learning algorithm.
To avoid an instability the magnitude correction is set to zero between 4 rad/s and 11 rad/s and the experiment is repeated. Again an oscillation occurred but this time in a higher frequency range between 11 rad/s
and 16 rad/s. This is caused by the air-to-fuel ratio controller that is also
not taken into account in the design of the ILC algorithm. An internal
model controller is used for the control of the air-to-fuel ratio and the
crossover frequency of that control system is 12.5 rad/s. Therefore, the
frequencies between 4 rad/s and 16 rad/s are set to zero in the magnitude
correction and the experiment is repeated.
Using this approach the measurement series is repeated and the results
are shown in Figure 8.7. In this measurement the measured torque trajectory is the same in each iteration as desired. For these measurements
the entire trajectories are shown from 0 s to 10 s. A new iteration j begins at 2 s, i.e. the first two seconds that are shown are from iteration
j − 1 and the last 8 seconds are from iteration j. When presented in this
way both critical parts of the trajectory are always shown, namely the
transition from the previous to the current iteration and the instant of
time when the disturbance torque is smallest and the overshoot of the
engine speed is highest. The transition from the previous to the current
iteration is important for determining whether the windowing approach
leads to satisfying results and the maximum overshoot is the critical
situation that must be avoided.
The top plot shows the engine speed signal of three different iterations.
In the 0th iteration before ILC is used the minimum and maximum
deviation from the nominal engine speed are –269 rpm and +400 rpm,
respectively. In the last ten iterations the deviations are reduced to
–14 rpm and +16 rpm, respectively, at the most. The middle plot shows
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Figure 8.7: The top plot shows the engine speed in three different iterations. A new
iteration starts at 2 s. The corresponding ILC signals are shown in the
middle plot. The bottom plot shows the convergence of the 2-norm of the
error.

the corresponding ILC signals. No oscillations occur when the frequency
range described is excluded from the learning process. The ILC signal
converges to the trajectory that is shown of the 50th iteration. The
bottom plot shows the reduction of the 2-norm of the error which decreases quickly in the first iterations. After that the convergence speed
is smaller but the error further diminishes for several iterations until it
reaches and stays at a low value. Minor deviations are seen from one
iteration to another due to the presence of noise.
For each point of the trajectory the error decreases monotonically
and does not oscillate around the reference trajectory. This behavior
is as expected because the magnitude correction is used as described in
Section 5.2. The bottom plot shows that the error is reduced by 87.8 %
in the second iteration. This clearly confirms that the proposed imple-
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mentation leads to a fast convergence in the presence of a large system
uncertainty when it is taken into account in the design process of the
F-ILC algorithm. As the high-frequency components have a low value in
the magnitude correction, the convergence is slower at those frequencies.
Therefore, the error keeps decreasing slowly after the first iterations.
The continuous implementation that does not have an initial resetting

Figure 8.8: Details of the transition from one iteration to another are shown in this
figure. The upper plot shows the engine speed trajectories while the lower
plot shows the corresponding ILC signals. A new iteration starts at 2 s.

condition also works well since the convergence of the trajectory is just
as expected from simulation results at the transition from one iteration
to another at 2 s. A detail of this transition is shown in Figure 8.8. The
upper plot shows the engine speed, while the lower plot shows the ILC
control signal. These plots clearly show that the change of the ILC signal
as well as the change of the engine speed at 2 s are small from one itera-
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tion to another. Therefore, the initial conditions change slowly and the
learning process is barely influenced by the ILC signal of the previous
iteration. The detail plot also illustrates a previously mentioned detail
of the implementation. During the ILC update step which occurs at the
time step that is triggered at 1.95 s the ILC signal is held at the last
value of the ILC signal. This must be accepted when iterative learning
control is used for a continuous problem.
The results of this measurement clearly show that the F-ILC design
can lead to a fast reduction of the error in a continuous implementation
in the presence of a large system uncertainty.
In the second type of measurement the more realistic scenario for wavecatching is analyzed where the disturbance torque varies from one iteration to another. Prior to the measurement a simulation of that scenario
is made using the nominal system and controller to obtain the maximum
estimated error values. Theses values are determined by adding the maximum possible change of the disturbance torque signal from one iteration
to another to the current iteration error as described in Section 6.2. This
value reveals by how much the error can be reduced in the worst-case.
In simulation the maximum estimated error corresponds to an error reduction of 88.4 % in the presence of the disturbance signal that changes
from one iteration to another. In the measurement a slightly worse error
reduction must be expected because in this simulation the uncertainty
is not taken into account.
Figure 8.9 shows the result of this measurement. The top plot shows
several resulting engine speed trajectories. The trajectories that are
shown stick out due to a rather high or a rather low 2-norm of the
error. At most, the deviation from the reference engine speed is –48 rpm
and +49 rpm, respectively. The middle plot shows that the ILC signals
change for different disturbance signals, but the differences are small and
no oscillations occur. The plot also shows that in the transition from one
iteration to another at 2 s the ILC signal is held at its previous value for
one time step. In the bottom plot the 2-norm of the error is shown with
a black line. As a comparison, a dotted black line shows the error for the
case when the disturbance torque signal does not vary from one iteration
to another as in the previous measurement. The gray line in that plot
shows the maximum estimated error that can result due to the change
of the disturbance torque signal from one iteration to another. An error
reduction of 80.9 % on average from the 4th iteration to the 50th iteration
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Figure 8.9: F-ILC measurement results for iteration varying disturbance signals and
a continuous implementation. The top plot shows three different engine
speed trajectories when convergence is reached. The middle plot shows
the corresponding ILC signals while the bottom plot presents the values
of the 2-norm of the error. In spite of the varying disturbance signals the
learning process is not instable.

can be expected in the worst-case, while an error reduction of 89.8 % is
actually achieved.
The top plot shows that the engine speed deviates at most by –48 rpm
and +49 rpm from the reference value, respectively. This is a significant
improvement over the deviations of –274 rpm and +421 rpm, respectively,
that occur before the ILC algorithm is used. Even though small deviations remain in the output the large overshoots that might damage the
ship engine are removed in all iterations after the third iteration. The
corresponding ILC signals that are shown in the middle plot illustrate
that as the disturbance changes from one iteration to another the ILC
algorithm adapts to these changes and the ILC signal changes as well.
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Since all disturbance torque trajectories occur in the neighborhood of one
another the resulting ILC signals are also only slightly different from one
another. All ILC signals have in common that they are low at approximately 5.5 s to avoid the large overshoot of the engine speed that would
otherwise occur at approximately 6 s. The worst-case value of 80.9 % illustrates that the worst-case error reduction in the simulation is slightly
better than in the measurement. This is expected because in the simulation the system uncertainty is not taken into account. However, this
worst-case analysis exposes the possibility to use iterative learning control for a control problem where the disturbance varies from one iteration to another. This measurement confirms that a large error reduction
of 89.8 % is achieved, while an error reduction of 80.9 % is the worstcase for the scenario when the disturbance varies from one iteration to
another.
In summary, these results show that iterative learning control can
be used for continuous problems when the learning update is made in
one time step between two successive iterations. Using a windowing
approach it is ensured that the initial conditions only change slightly
from one iteration to another. These results also show that iterative
learning control can be applied when the disturbance signal changes
from one iteration to another. Experimental results demonstrate the
feasibility in practice. The worst-case error reduction can be determined
depending on the change of the disturbance signal from one iteration to
another.
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A time-domain analysis method for iterative learning control algorithms
is presented. With this method the frequency-dependent convergence
rate γ(ω) of ILC algorithms can be obtained. The method provides
a tighter bound for the convergence rate depending on the frequency
content of the reference trajectory before any simulations or experiments are conducted. Furthermore, a novel ILC algorithm (F-ILC) is
presented that is based on the decomposition of the signal into single
frequency components, akin to a discrete Fourier transform. With this
algorithm the convergence rate of individual frequencies contained in
the error signal can be affected directly, which makes intuitive design
and interpretation possible. The F-ILC algorithm is discussed in detail
with simulation examples. Experimental results obtained on an internal
combustion engine test bench validate the effectiveness of the learning
algorithm as well as the easy adjustability and the predictability of the
convergence rate. The number of iterations required until convergence
is reached can be determined prior to running any simulations or measurements. This algorithm provides the possibility to specify the convergence rate for single frequencies individually and independently. This
is demonstrated by deliberately removing or ignoring a high-frequency
disturbance signal during the learning process in experiments.
In the presence of system uncertainty the F-ILC algorithm can be
tuned to obtain a fast convergence rate and to avoid instability at the
same time. For each individual frequency the convergence rate can be set
individually corresponding to the uncertainty at that frequency. When
the reference trajectory and/or the disturbance vary from one iteration
to another iterative learning control can be used to improve the performance even though this scenario is not typical for iterative learning
control. Equations are derived to predict the maximum error in the
next iteration for the case when the reference trajectory and/or the disturbance change from one iteration to another. Two extensions for the
F-ILC algorithm are presented that are required in certain particular
cases. Due to the limited frequency content of the ILC signals that re-
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sults from a typical design of the F-ILC algorithm additional measures
must be taken when dealing with large nonzero initial and final errors
or changing initial conditions. For the case when actuator saturations
must be respected a method to change the reference trajectory to a
reachable reference trajectory is shown. This method can also be used
in combination with other ILC algorithms. The example problem of
wave-catching is analyzed where the control task is to keep the engine
speed of a ship engine at a desired value while waves induce a disturbance torque on the propeller. As waves are different from one another
the disturbance torque varies from one iteration to another. Unlike in
typical ILC applications the problem is continuous and does not have
a break or an initial resetting between iterations. It is demonstrated
in simulation and in measurements that ILC can be used for this type
of problems, and it is shown how the worst-case error reduction can be
determined. With this knowledge a consideration can be made whether
ILC is suitable to improve the performance of a control system in the
presence of varying disturbances or reference trajectories.
This thesis contributes to the field of iterative learning control. In particular, cases are analyzed where the system uncertainty is large and the
focus is on robustness and on the simplicity of the algorithm. Further
research in the this field will comprise the inclusion of saturations for
the case when the reference trajectory and/or the disturbance change
from one iteration to another. Varying lengths of iterations also pose
a challenging research question. This scenario is important to consider
because when applications such as wave-catching are considered simplifications that are made in this thesis — such as constant lengths of all
iterations — are too restrictive. The case of varying lengths of iterations
is accompanied by the need to detect the start of an iteration because
the ILC signal and the disturbance must be synchronized to achieve
improvements in the performance.
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Appendix A
Error Dynamics
The error dynamics of Equation 2.11 can be obtained as follows. Firstly,
combining Equations 2.8 and 2.9 yields:
ej−1 = yd − yj−1 = yd − P uj−1 − d

(A.1)

and after reformulation:
uj−1 = P −1 (yd − d − ej−1 )

(A.2)

Secondly, Equations 2.8 and 2.10 are inserted into 2.9 to obtain:
ej = yd − d − P Q(uj−1 + Lej−1 )

(A.3)

Subsequently, Equation A.2 is inserted into A.3 and the error dynamics
are calculated as follows:

ej = yd − d − P Q P −1 (yd − d) + (L − P −1 )ej−1
(A.4)
= yd − d − P QP −1 (yd − d) − P Q(L − P −1 )ej−1
= −P Q(L − P

−1

= −P Q(L − P

−1

(I − P QP

−1

= P Q(I − LP )P

)ej−1 + (I − P QP
)P P

)P P
−1

−1

−1

−1

)(yd − d)

ej−1 +

(A.5)
(A.6)
(A.7)

(yd − d)

ej−1 + P (I − Q)P −1 (yd − d)

(A.8)
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Proof that F is Orthogonal
The matrix F is normalized, such that for each column (i.e. for each
frequency ωg )
ng ·

N
−1
X

cos2 (ωg k) = ng ·

k=0

N
−1
X

sin2 (ωg k) = 1

(B.1)

k=0

and the normalization constants can be calculated to be
(p
1/N , if g = 0 or n
ng = p
2/N , otherwise.

(B.2)

For F to be orthogonal, it must be proven that F T F = I. The matrix
multiplication can be calculated by taking the inner products of the different columns. For the diagonal elements, this results in Equation B.1.
For the non-diagonal elements with index i and j, the following four
inner products must be calculated:
N
−1
X

cos(ωi k) cos(ωj k) ,

k=0
N
−1
X
k=0

N
−1
X

cos(ωi k) sin(ωj k)

k=0

sin(ωi k) sin(ωj k) ,

N
−1
X

sin(ωi k) cos(ωj k)

k=0

These
are all equal to zero, which follows from the fact that
PN −1 summationsP
N −1
cos(ω
k)
=
g
k=0
k=0 sin(ωg k) = 0 and by using the product-to-sum
identities. This completes the proof.

109

Appendix C
Zero-Phase Filtering with the
F-Matrix
When dealing with signals that do not start and end at the same value,
one additional measure must be taken to obtain better results with this
type of filter. A filter as described in Section 3.1 is used to smooth the
signal shown in the upper graph of Figure C.1. That signal contains no
noise, and the cutoff frequency of that filter is sufficiently high that the
filtered signal essentially should not be different.
The filtering is done in two different ways, each time with an F-matrix
filter. In one case the signal is modified before and after the filtering,
while in the other case this is not done. The filtered signal a) is obtained
by simply carrying out the calculation yf,a = F Sfilt F T y := Fy = as
described in Section 3.1. For the filtering of the signal b) the following
steps are carried out:
1. Calculate a line ylin that starts at the first and ends at the last
point of y.
∗
2. Carry out the filtering step yf,b
= F(y − ylin ).
∗
3. Add the line again to obtain the filtered signal yf,b = yf,b
+ ylin

which is referred to as baseline tilting by the author of [61].
As Figure C.1 clearly shows, both ways of filtering barely alter the
signal. The detail plots in Figure C.1 reveal that oscillations occur at
the beginning and the end of the filtered signal a), while this is not
the case for the filtered signal b). The reason for this behavior is the
fact that all frequencies are required to reproduce a linearly increasing
signal. As the F-matrix filter removes high frequencies in this low-pass
filter example, a linearly increasing signal (the periodic extension thereof
is a sawtooth signal) cannot be reproduced accurately. Signals that start
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Figure C.1: A signal that does not start and end at the same value and two different
F-matrix filtered versions of that signal.

and end at the same value typically can be reproduced well using only
low frequencies.
These oscillations can occur more severely when the signal length is
short or when a low-pass filter is used that only leaves very few low
frequencies in the signal. Also, some oscillations occur when step-like
signals are filtered in this fashion.
The idea of “windowing”, which is often used in spectral analysis [49]
for signals that do not begin and end at the same value, can also be used
for this problem. In that case, the following steps have to be carried out:
1. Modify the signal by point-wise multiplication with the windowing
function w(k): yw (k) = y(k)w(k).
2. Apply the filter: yf,w = Fyw .
3. Modify the signal by point-wise division with the windowing function yf (k): yf (k) = yf,w (k)/w(k).
As some windowing functions, e.g. the Hann window or the Blackman
window [49], are zero at the end points, all information is lost such that
step 3 is not possible for those particular points. At the zero points
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of windowing functions the signal must be reconstructed differently. In
case the end points are zero, the signal can for example be prolonged
by one step at the beginning and at the end prior to windowing. When
windowing is included, the filtering works fine and the filtered signals
only show very little oscillations.
For applications in ILC, the error signal typically does begin and end at
the same value of each trajectory (at zero, no error) so that this proceeding is not necessary. Also, step-like references are typically not used for
reference tracking as they cannot be tracked with dynamic systems without feed-through. Reasonable trajectories for ILC are typically in the
low-frequency range, i.e. low compared to the Nyquist frequency. The
properties of the F-matrix filtering shown here and possible solutions to
such problems are mentioned here briefly for the sake of completeness.
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