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Abstract
During the last century, the availability of rapidly improving computer
hardware and the will to make computers see led to the emergence of the
new community of Computer Vision. In this thesis, we place ourselves
in the part of the community dedicated to creating digital 3D models of
the world by using 2D photographs. This is the Geometric Computer
Vision. To tackle this practical challenge, mathematical tools have been
developed in geometry, linear algebra, and optimization. Under the
right assumptions of a static and Lambertian world imaged with a pinhole
camera, those tools have successfully reached their goal, providing detailed
and accurate digital 3D models. In this thesis, we will mainly focus on
scenarios that are not fulfilling theses assumptions, and were therefore
not yet solvable.
The major contribution of this thesis is to investigate the mathematical
properties and provide practical methods to deal with two non-standard
scenes to reconstruct: a reflective surface in an uncontrolled environment,
and a scene with multiple non-independently moving rigid bodies.
More specifically, one chapter of this thesis presents 1) a novel reconstruction approach for near-flat reflective surfaces, using the reflection
of a 3D line to compute the surface normals 2) a calibration method for
a system consisting of a screen plus two front and back cameras (e.g. a
smart-phone), using a mirror. Another chapter will present 1) the methods to identify the class of dependent relative motion and extract their
parameters through the general analysis of relative motion properties,
2) a practical method to enforce physical non-intersection of rigid bodies during their digital 3D reconstruction, 3) an algorithm dedicated to
solving articulated Structure-from-Motion with partially observed feature
trajectories via sampling, 4) the challenges left to solve in dynamic and
deformable object reconstruction.
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Abstract
Throughout this thesis, the methods and algorithms we present will
stay very practical and in order to actually solve the problems we tackle.
hambol

iv

Résumé
Au cours du siècle dernier, la disponibilité d’ordinateurs de plus en plus
puissants et la volonté de rendre ceux-ci capables de voir ont mené à
l’émergence de la communauté de vision par ordinateur. Le travail de
recherche de cette thèse nous place dans la partie de cette communauté
dédiée à la création de modèles numérique du monde, en trois dimensions,
en utilisant des photographies en deux dimensions. Il s’agit de la géométrie
en vision par ordinateur.
Pour s’attaquer à ce défi pratique, des outils mathématiques ont été
développés en géométrie, en algèbre linéaire et en optimisation. Sous
l’hypothèses d’un monde statique et lambertien photographié à l’aide
d’un appareil à sténopé, ces outils ont permis d’atteindre les objectifs
fixés produisant des modèles 3D numériques détaillés et précis. Dans
cette thèse, nous nous concentrons principalement sur des scénarios ne
satisfaisant pas ces hypothèses, et qui n’était donc pas soluble.
La contribution majeure de ce travail est d’étudier les propriétés mathématiques et les méthodes pratiques permettant la reconstruction de deux
scènes non standard : des surfaces réflectives presque planes dans un environnement non-contrôlé, des scènes contenant plusieurs objets mobiles
non-indépendants.
Plus précisément, nous aurons un chapitre présentant 1) une nouvelle
méthode de reconstruction pour des surfaces réflectives presque planes,
utilisant la réflexion d’une ligne 3D pour calculer les normales de la surface,
2) une méthode de calibration pour les systèmes constitués d’un écran
et deux caméras pointées vers l’avant et arrière (e.g. un smartphone), à
l’aide d’un miroir.
Dans un différent chapitre, seront présentés 1) les méthodes pour identifier la catégorie spécifique de mouvement dépendant et ses paramètres
grâce l’analyse générale des propriétés des mouvements relatifs, 2) une

v

Résumé
méthode pour garantir la non-intersection physique de corps rigides lors
de leur reconstruction 3D numérique, 3) un algorithme consacré à la résolution du problème de structure-à-partir-du-mouvement articulé ayant des
trajectoires de points partielles, via échantillonnage, 4) les défis restant à
résoudre pour la reconstruction 3D d’objets dynamiques et déformables.
Au cours de cette thèse, les méthodes et algorithmes présentés resteront
très appliqués afin de résoudre concrètement les problèmes abordés.
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1. Introduction
1.1. Motivation
Understanding the environment is the most impressive skill of every animal.
Among the senses that enable humans to perceive the surrounding world,
sight could be considered as the most developed. In the retina, 150 million
of light sensitive rod and cone cells are linked to our brain through the
optic nerves containing million of fibers. Vision generates two-thirds of the
electrical activity of the brain : a full 2 billion of the 3 billion firings per
second. Processing this incoming information involves about 50% of the
neurones in our brain [S.B. Sells, 1957]. On top of monopolizing our brain,
sight is a passive perceptive sense, as opposed to touch, and, blindness
apart, the sense we use the most to perceive our lifeless surrounding.
It is fascinating to observe how humans are using such simple sensors as
their eyes for so many tasks, ranging from circadian rhythm synchronization to object recognition, scene understanding and 3D reconstruction.
The latter task has seen increasing interest over the last decades, as
reconstruction of the environment in 3D is a mandatory step to move
and interact with it. This 3D reconstruction of the world is the focus of
our research. Although the most accurate 3D models today are acquired
using active technology such as lasers and radars, there are several reasons
one would want to use passive cameras: As they are passive, they are
not limited by the emission range, as opposed to laser, radar or even
technology using infrared projectors. This passiveness also make them
not easily detectable. They can sense a wide field of view in a fraction
of a second, and this is particularly useful when the scene is dynamic, as
long sensing durations would enable the scene to change while acquiring
it. Last, but not least, image sensors are cheap and small.
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Developing algorithms to reconstruct 3D models of the world from
images or video enables computers to understand the structure of the
world. This is a necessary step to give robots the possibility to evolve
and interact with the environment as much as we do.
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1.2. Problem Statement
Object points

Objects

Pj

Feature points

Pk

1

pj

i

pj
Camera position 1

N

i
pk

Camera position i

pj

N

pj

Camera position N

Figure 1.1.: The canonical Structure-from-Motion setup: feature points
corresponding to 2D projections of object points are observed
by a camera from different positions.
The general setup of a Structure-from-Motion Pipeline can be stated
as follow : Given a set of photos of a static scene, retrieve the structure
of the scene and the motion of the cameras. The method to achieve
this is to find feature points in the images corresponding to the same
object points, and then use the mathematical constraints implied by the
geometrical projections (as depicted in Fig. 1.1) to solve for the motion
and the structure. The classical way to solve Structure-from-Motion will
be described in the Chapter 2 to serve as a starting point of our thesis.
During our researches, we got interested in cases which do not correspond to this canonical setup. It can be either because the object we
want to reconstruct is not lambertian, such as a reflective surface, hence
there is no feature Pj to directly observe and track in multiple images
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in Fig. 1.1. This case will be covered in the Chapter 3. This setup is
also violated when the scene is not static, because the 3D position of Pj
and Pk relatively to each other is not the same in each photo, and the
mathematical constraints are more involved than simple projections. This
case will be covered in the Chapter 4.

4

2. Mathematical Foundations
In this chapter, we will quickly define the mathematical notations used in
this thesis. We assume the reader to be familiar with linear algebra tools,
and with the projective geometry. We refer to [Hartley and Zisserman,
2004] for a more comprehensive introduction to those topics.
Then, and since this is central in our work, we will describe the end-toend steps taken to reconstruct 3D objects from images, a process usually
refereed to as "Structure-from-Motion Pipeline".

2.1. Models and Notations
2.1.1. Camera Models
In this thesis, we assume the camera model to be a pinhole camera without
distortion. This is achieved by using a standard camera and lens, that
we first calibrate to get the intrinsic distortion and projection parameter
with e.g. Caltech Calibration Toolbox[Bouguet, 2008]. The distortion can
then be reversed for each image that is acquired, yielding undistorted
images corresponding to a undistorted ideal pinhole camera model.

2.1.2. Notations
When needed, we will use K to denote the camera intrinsic calibration.
We use the notation with the rotation and translation R, T for the camera

5
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poses, such that the camera projection matrix is defined as follows:
P = K [R

T]

with

(2.1)
P ∈R

3x4

K∈R
R∈R

3x3

(2.2)

,

3x3

(2.3)

,
⊺

, RR = Id,

T ∈ R3x1

(2.4)
(2.5)

The reprojection error will regularly appear, and is defined as the distance between the measured feature points, and the reprojection of the
corresponding reconstructed 3D point.
We will sometimes use the Kronecker delta:
⎧
⎪
⎪0
δij ≡ ⎨
⎪
1
⎪
⎩

if i ≠ j
if i = j

(2.6)

2.2. Overview of a Structure-from-Motion
Pipeline
In this section, we will give a brief overview of the different stages of a
end-to-end Structure-from-Motion pipeline.

2.2.1. Point of interest selection
The raw input to start with is an unordered collection of images. Images
are just an unorganized array of pixels, without any better meaning. The
first step is to extract points of interest, referred to as feature points.
These are a set of points, smaller than the total number of pixels, that we
hope to be representative and recognizable enough to be spotted across
multiple images and then used for geometry reconstruction.
The first and historical choice are Harris corners from [Harris and
Stephens, 1988], those are localised where there is low auto-correlation

6
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in all directions1 , this tend to select high-contrast corners in the image.
Corners are useful because they correspond to well localized 3D points,
as opposed to edges or uniform areas. Over years, other approaches have
been proposed, using alternative detectors as the one from [Lowe, 2004]
for SIFT, detecting blob-like point as extrema of a difference of Gaussian
filter. This is less prone to fire on non-existing corners hallucinated when
a vertical structure occludes an horizontal one. Thanks to the improved
computational power, it is even possible today to just use a regular grid
as feature points (this is called dense).

2.2.2. Descriptor computation
Once the features points are chosen, a descriptor has to be defined, to
be able to describe and discriminate the point, or more precisely the
neighborhood of the point, together with a distance measure for comparing two descriptors. Historically people started with using the sum of
absolute differences (SAD) or the sum of squared differences (SSD) of
raw grayscale values of pixels within a certain distance of the interest
point. This basically compares absolute intensity differences of patches
of a certain window-size around the interest point. Zero-mean variants
(ZSAD,ZSSD) have been used, in which the mean value of each patch
is first subtracted, to be invariant to local intensity shifts. Since (Z)SAD
and (Z)SSD are not robust to contrast change (i.e. intensity rescaling),
people started using Zero-mean Normalized Cross-Correlation (ZNCC),

1 We

use the word "auto-correlation" since the term is used in the paper, however the
mathematics in the paper use the sum of squared differences.

7

2. Mathematical Foundations
which normalizes by the patch standard deviation.
I1

:patch from image 1

I¯1 =

1
∣W ∣

I2

:patch from image 2

I¯2 =

1
∣W ∣

SAD =
ZSAD =

∑

SSD =
ZSSD =

∑

I1 (i, j)

(2.8)

(i,j)∈W

∣I1 (i, j) − I¯1 − (I2 (i, j) − I¯2 )∣

(2.10)

∣I1 (i, j) − I2 (i, j)∣2

(2.11)

∣I1 (i, j) − I¯1 − (I2 (i, j) − I¯2 )∣2

(2.12)

∑

∑

(2.7)

(2.9)

(i,j)∈W
(i,j)∈W

I1 (i, j)

∣I1 (i, j) − I2 (i, j)∣

∑

(i,j)∈W
(i,j)∈W

∑

(i,j)∈W

∑

(i,j)∈W

N CC =

I1 (i, j)I2 (i, j)
(2.13)

1
2

( ∑ (I1 (i, j))2 .
(i,j)∈W

∑ (I2 (i, j))2 )

(i,j)∈W

∑ (I1 (i, j) − I¯1 )(I2 (i, j) − I¯2 )

ZN CC =

(i,j)∈W

1
2

( ∑ (I1 (i, j) − I¯1 )2 .
(i,j)∈W

(2.14)

∑ (I2 (i, j) − I¯2 )2 )

(i,j)∈W

(2.15)
After years of engineering, Lowe published the now-famous SIFT in
[Lowe, 2004], which add invariance to scale and rotation of the patches
by choosing each patch size as the maximum (or minimum) response in
scale-space of a difference of Gaussian filter, and then describing the patch
relatively to the direction of the dominant gradient orientation. SIFT
uses a 4x4 grid, storing a 8-dimensional histogram of gradient direction
for each cell, which gives a 128 dimensional descriptor.
The recent years have seen a prolific invention of new descriptors, faster
to compute, easier to compare or smaller to store, to work with limited
computational or memory budget. Although the exact descriptor to
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choose can depend on the exact project constraints, SIFT is an established
baseline that need to be investigated first.

2.2.3. Correspondence Matching
Thanks to the previous step, we have a representation of the images that
we can work with. Considering a view-pair, we now try to figure out
which feature points of the left image correspond to which feature point
of the right image.
Since this step is time-consuming, the first thing to do is to carefully
select a pair of images likely to see the same scene (at least partially).
When the images come from a video stream, or are somehow sequentially
arranged, the right thing to do is to consider image-pairs in a certain
time-window. When images randomly come from a photo-collection,
clustering techniques from image retrieval can be used instead of bruteforce comparison of all images. Such techniques try to group similar
images, based on their appearance, so using global descriptors become
necessary. Such local descriptors can be computed based on pooling
together local descriptors, for example. Known techniques range from
bag-of-feature similarity test using vocabulary trees [Nister and Stewenius,
2006], to image or feature quantization [Havlena and Konrad, 2014].
Once the image pair is chosen, we compute putative feature matches
based on descriptor similarity. These putative feature matches are purely
appearance based.
Among these putative matches, we finally look for geometrically consistent matches. Indeed, due to the same 3D world being projected on
pinhole cameras, the matches have to fulfill a particular geometry called
epipolar geometry (see e.g. [Hartley and Zisserman, 2004] for details) and
encoded into the fundamental (resp. essential ) matrix in the uncalibrated
(resp. calibrated) case. This is usually done using the famous (in computer vision) RANSAC algorithm from [Fischler and Bolles, 1981], which
works as follows:
1. randomly sample n correspondences.
2. compute an epipolar geometry hypothesis from the samples.

9
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3. count how many putative correspondences agree (inliers).
4. repeat steps 1-3 until there is enough consensus on a hypothesis.
Depending on the epipolar geometry computation method, and if the
internal calibration of the cameras is known, 5 to 8 points are needed.
In our works, we calibrated the cameras beforehand, and hence we use
the minimal requirement of 5 points using [Nistér, 2004]. The RANSAC
algorithm outputs the best hypothesis and the corresponding inliers, the
latter are usually used to refine the hypothesis.

2.2.4. Two-view Geometry
The fundamental (resp. essential ) matrix encodes the relative motion
between two uncalibrated (resp. calibrated) views. It has to be noted that
the relative motion between two views, which consists of a rotation and a
translation, can only be recovered up to an unknown scalar scale-factor
of the translation. The intuition behind this ambiguity is that the global
scale of the view-pair setup is unknown: observing something half-sized
from twice closer would give the same images.

2.2.5. Viewing-Graph
The previous steps output a pairwise relative transformation for each
considered view-pair.
Viewing-Graph Definition All the information computed from the viewpairs can be summarized into a special graph, called viewing-graph. Each
node of this graph represent a view, and each processed viewpair is added
as an edge, containing both the relative transform and the corresponding
correspondence inliers. The adjacency matrix of this graph has strong
links with the match matrix of the views.
Filtering Heuristics At this point, nothing enforces the viewing-graph
to be consistent, and for example, a triplet of views can have inconsistent
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pairwise relative pose (note that knowing two relative poses gives the
third one). The more edges a viewing-graph has, the more inconsistent it
can be.
Since the next step is usually a linear absolute pose computation
from the pairwise ones, wrong viewpairs will lead to huge errors in the
computation. Some approaches as [Sweeney et al., 2015] propose to
run local optimization to get better pairwise poses by enforcing loop
consistency constraints, before applying Structure-from-Motion method.
Since it is unachievable to fully remove outliers, some robustness have to
be added to the pipeline. A lot of knowledge have been put over years
into correctly filtering out wrong viewpairs, using different heuristics.
It is sometimes referred to as black magic. Theses heuristics use the
correspondences and implied 3D points, they can take into account :
• the point uncertainty (3D points computed from a viewpair already
have some re-projection error)
• the angle between two views (small angles imply high 3D uncertainty
for points)
• the number of points per viewpairs
• a triplet verification: a triplet is built from viewpairs, enabling a
full 3-view reconstruction in which reprojection error and number
of good 3D points can be evaluated.
The latter triplet verification, similar to using the trifocal tensor, is well
established (e.g. [Hartley et al., 1995, Beardsley et al., 1996, Fitzgibbon
and Zisserman, 1998, Nistér, 2000, Zach et al., 2008]), and has proven its
efficiency in all our works.

2.2.6. Pose Graph: Initial Solution
Now comes the task of converting pairwise relative poses to global absolute
poses. Although it is theoretically straightforward in the ideal case, dealing
with the noise and outliers of real data raised lot of problems. A lot of
engineering has been done to make this step robust and leverage the effect
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of the outliers, and there is still recent papers tackling this problem, such
as [Moulon et al., 2013].
The simplest method set up a linear system to get absolute rotations
from relative pairwise ones.
R1 =

I

(2.16)

R2 =

R21 R1

(2.17)

R3 =

R31 R1

(2.18)

R3 =

R32 R2

(2.19)

⋮
δij Ri = δij Rij Rj

(2.20)

Where Ri is the absolute rotation of image i, Rij is the relative rotation
between image i and j extracted from the fundamental or essential matrix,
I is the identity matrix, and δij is 1 if (i, j) is an observed viewpair, 0
otherwise. Rotation are taken as matrices in R3×3 , and overparametrized
with 9 values. This gives a system, linear in all Ri , which is easily solved.
Then the relative scales and translations are solve in a similar way, by
setting up a linear system, to finally enable the computation of the 3D
points.

2.2.7. Bundle Adjustment
The methods presented until now are mostly using linear systems. As
such, they are efficient to get a good initial solution, but we can improve
the solution by further non-linear refinement. This is usually the last step
of the Structure-from-Motion pipeline, we do a non-linear optimization
of the objective function (using e.g. gradient descent). This objective
function is usually taken as the sum of the squared reprojection errors
over all measured points. The variables optimized are : the camera poses,
the 3D points, potentially camera calibration i.e. the camera focal length
and distortion parameters.
The recently published library CERES [Agarwal et al., 2010] is used
by more and more publications as it easily solves non-linear least squares
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problems with bound constraints and general unconstrained optimization
problems. We used it in parts of our research.

2.2.8. Incremental Pipelines
For the sake of completeness, we have to mention that pipelines globally
taking all images at the same time are not the only ones. Another line
of works handle images incrementally, by first using the aforementioned
pipeline on few images to get a 3D model, and then registering new
images against the 3D model to update it. The most famous of these
incremental pipelines is the open-source software Bundler [Snavely et al.,
2006], but some recent works still propose an incremental method as in
[Sweeney, 2015]2 . Incremental approaches can mitigate their inherent
drift that is due to noise by optimizing the model after each increment,
as does Bundler by running bundle adjustment after each image addition.
Such incremental pipelines are not scalable since they require repeated
operations of expensive bundle adjustment.

2.2.9. A note on SLAM and Video
When dealing with a video stream, tracking feature points from frame to
frame using a time-continuity prior is much more efficient than trying to
blindly match feature descriptor. This removes the need of the computationally expensive steps 2.2.2 and 2.2.3. The situation appears especially
in robotics where this particular instance of Structure-from-Motion is
known as Simultaneous Localization And Mapping (SLAM).

2 Theia

won the first place in the Association for Computing Machinery Multimedia
(ACM MM) Open Source Software competition in December 2015
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Reflection of physical points

Physical object points

Reflective object

Feature points
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Figure 3.1.: The reflective Structure-from-Motion failure: a moving camera can only observe 2D projections of the reflection of world
points onto a reflective object. The point Pj is a virtual point
not stable over frames.

3.1. Introduction
Reflective surfaces are a key design element in modern architecture and
facades of skyscrapers and office towers are often dominated by glass and
metal. Also many shops and even some particular private houses show
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large reflective surfaces, sometimes designed specifically to generate a
certain impression.
The appearance of such buildings depends largely on what is reflected
and in which way the surrounding scenery is distorted by the reflection.
Many of the reflective surfaces are flat or nearly flat, but small deviations
of the surface normals can nevertheless generate very strong distortions in
the reflections. This is in particular true as the observer and the reflected
scene are further away from the reflecting surface. In particular, for
reflective facades there is almost no own texture and very little own color
besides - for instance - a blueish touch of the reflection due to the color of
the glass. The architect can influence the appearance and reception of the
building by the type of glass that is used and the way it creates reflections.
The reason for the small variations of the normals can be imperfections of
the glass manufacturing, constrains of the mechanical fixation, or can be
part of the intended design. This results in many reflecting surfaces having
their own specific distortion patterns, e.g. Fig. 3.2 shows a characteristic
example. It has been shown very recently that considering reflections
can significantly improve the realism of image-based rendering techniques
[Sinha et al., 2012], however this was restricted to objects that behave
like perfectly planar mirrors. One reason for this restriction might be
that no practical way is known to capture the surface normals of big real
world objects like shop windows or entire glass facades.
Consequently, when digitally modeling distorted windows as perfectly
flat this will dramatically hurt realism of the virtual 3D building or
virtual city model. It is well known that realism can be added to the
glass reflections by using a normal map [Cohen et al., 1998] and the
current state of the art practice for modeling windows in such models
consists of using a plausible, generic bumpmap template (e.g. bulge),
potentially perturbed with some low-frequency random noise pattern
[Autodesk, 2010, Hanna, 2009]. Such a ’randomized surface’ approach
avoids the immediate synthetic impression created by perfect mirrors.
However, it cannot easily be used to mimic the specific visual reflection
patterns characteristic for a particular building or window. In contrast,
our goal in this work is to propose a practical approach to capture these
small, but visually significant normal variations of real-world reflective
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Figure 3.2.: Real-world glass reflection. Notice that reflection in different
windows on the same facade can appear very different due
to minor deformations and normal variations. Our goal is to
capture normal maps of real windows to faithfully reproduce
this effect.

surfaces outside the lab. As we will discuss in the related work section,
to the best of our knowledge, this is the first approach demonstrated to
be able to capture normal maps of outdoor windows, in place.
Our work should be seen as fitting in a major trend in computer
vision and graphics that consists of developing techniques for capturing
3D models [Debevec et al., 1996, Levoy et al., 2000, Pollefeys et al.,
2004, Newcombe et al., 2011b] and measuring surface properties [Dana
et al., 1999, Chen et al., 2002, Marschner et al., 2000] of surfaces to
generate faithful copies of the real-world. More specifically, there has
recently been a lot of interest in capturing visual models of cities [Frueh
and Zakhor, 2004, Pollefeys et al., 2008, Xiao et al., 2009, Nan et al.,
2010, Häne et al., 2013]. It should be noted that existing techniques for
capturing buildings, be it laser-based (Lidar) or image-based (Passive
Stereovision or active Structured-Light sensors), struggle with windows
as these do not reflect sufficient laser-light back to the range sensor
or due to their reflective nature violating the Lambertian assumption
underlying most image-based techniques. Besides these obvious cases
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for big facades, there is also a multitude of different window characters
according to their flatness, the magnitude and frequency of curvature
change, but also the shape of the surface (compare Fig. 4.7). This
individual distortion signature becomes even more evident in video or
once a spectator moves and the reflections change over time. Too ideal or
uncharacteristic reflections can quickly destroy the illusion of reality in
artificial scenes.
However, modeling such reflections accurately when generating virtual
views of artificial scenes is a very difficult problem. Although in the
last decade the automatic reconstruction of three-dimensional scenes
from images or other sensor data has made substantial progress, often
there is an assumption of non-shiny, Lambertian surfaces [Pollefeys et al.,
2008]. These assumptions are first made for estimating the camera egomotion and also later on for estimating dense correspondences using
epipolar constraints. Consequently, other parts such as windows have
to be modelled separately. Even worse, when a camera sees only a big
reflective glass facade tracking the motion of the observing camera becomes
very challenging - if not impossible. Our approach aims at modeling these
windows, in order to do so, we also show a method to track the motion
of a hand-held camera in front of a reflective facade.

3.2. Reconstruction of near-flat reflective
surfaces
The key idea we follow is to track the (curved) reflections of real world
straight lines (e.g. typically a line observed on the opposing facade) when
moving a video camera (hand-held, or mounted on a capture vehicle) in
front of the window of interest. Under the assumption that the window is
a plane at a certain distance, we attribute the deformation of the straight
line to variation of the local normal. Essentially, first we estimate the pose
of the camera and the position of the 3D line before we track the curved
reflection in the video. As we have to estimate the two degrees of freedom
of the normal and each observation provides a single constraint, two passes
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of different lines (e.g. a horizontal and a vertical one) would be required
and sufficient to determine each normal locally. However, similarly as in
shape-from-shading, when we consider only physically plausible, global
solutions for the set of normals forming a smooth surface, a single pass
combined with integrability and smoothness assumptions are sufficient
to recover the whole normal map for the window. This normal map can
be used e.g. in ray-tracers to realistically render the reflections of the
window that was captured. Before describing our approach more in detail,
we discuss previous work with respect to normal and shape estimation of
reflective surfaces.

3.2.1. Previous Work and Contribution
Specular surfaces, although present everywhere in man-made environments, still pose challenges for camera tracking, 3D reconstruction (cf. to
Ihrke et al . [Ihrke et al., 2010] for a recent survey) or view interpolation.
Towards this end, recently Sinha et al . [Sinha et al., 2012] have presented
an image-based rendering approach that addresses the problem of realistic
mixing of reflected light and transmitted light using proxy geometries. In
terms of 3D reconstruction of the specular surface itself, e.g. Zisserman et
al . [Zisserman et al., 1989] infer surface properties from a specular reflection of a single light source. Later, Savarese et al . [Savarese et al., 2004]
use a calibrated camera observing a planar pattern and analyze which
surface properties could be inferred from local measurements of a point
plus a variable number of local directions (e.g. a point-to-point correspondence and two local directions can be used at each corner position when
clicking correspondences on a chessboard pattern). Roth and Black [Roth
and Black, 2006] formalize the concept of specular flow and show that for
a distant reflected scene it can in principle be used to recover shape. The
theoretical properties of the specular flow are further studied by Vasilyev
et al . [Vasilyev et al., 2011] who also propose reconstruction algorithms
under the assumption that the specular flow is given. In fact, this is a
major stumbling block as the specular flow is much more complicated to
estimate than the standard (diffuse) optical flow and no algorithms exist
for doing this from real-world imagery. This is also the reason why we
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have resorted to track the reflection of lines instead of points as this is
more feasible. However, in this case we only obtain a single constraint per
point traversed by the reflection of the line. Notice also that the reflection
of a line can consist of multiple curves as the topology of the reflection
can change (as we will see later), which makes optical flow virtually impossible and even the tracking of lines very challenging. The shape from
specular reflection problem, as we pose it, creates a constraint on the
surface normal at each position that is quadratic, but, apart from this
last fact, it is closely related to the shape from shading problem [Zhang
et al., 1999] as only a single constraint on the two degrees of freedom of
the normal is obtained directly from the measurements.
The novelty of our work lies in the fact that we do not require a
specifically designed calibration target like a checkerboard [Ding and Yu,
2008] or a pattern on a calibrated monitor [Ding et al., 2009, Tarini
et al., 2005, Lellmann et al., 2008, Balzer et al., 2011, Liu et al., 2013].
To our knowledge, our work is the first to present practical results on
outdoor reconstruction of specular surfaces. As we focus in particular
on near-flat surfaces like windows, we discuss related work addressing
this case more in detail. Here, Ding and Yu [Ding and Yu, 2008] also
reconstructed properties of almost flat surfaces. However, they require
a calibration object to be held in front of the surface. The object they
use is a color-coded checkerboard pattern that allows to establish point
correspondences between the reflection and known 3D coordinates on
the checker board. In a later work Ding et al . [Ding et al., 2009] also
use reflections of lines, however, they require many known 3D lines that
intersect the specular surface, which in practice makes the approach
impossible to use in uncontrolled environments. Recently Liu et al . [Liu
et al., 2013] uses dense (or sparse with B-spline parametrized smooth
surface) correspondences between a known calibration pattern and a
single image to reconstruct the surface. The need to know exactly the
calibration pattern to compute correspondences makes also this method
impracticable in uncontrolled environments. Consequently, we consider
the main contributions of our work :
• the exploitation of existing scene structures only (in practice big
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windows would require unrealistically big calibration targets)
• a novel constraint on the surface normal derived from point-toline correspondences rather than point-to-point. The line reflection
passing over the surface allows to scan very densely instead on a
few sparse feature positions
• camera tracking in reflective scenes where patch-feature-based approaches fail, allowing to rectify video frames with respect to the
window frame
• robust, efficient line reflection tracking by 3d ortho-video cube segmentation that supports line topology changes
• both direct local estimation of normals (by using more than one 3D
line) or global optimization by incorporating integrability constraints
and shape priors
This altogether results in - to the best of our knowledge - the first system
that is able to capture normal maps in real-world conditions, at physically
inaccessible facades, on top of being very practical as all it needs is a
video camera.

3.2.2. Normal Map Capture Pipeline
In this section we will present the general system (see also Fig. 3.3).
After having moved a camera such that a 3D line’s reflection passes over
a window, we compute the camera path. We then rectify the video and
track the reflection of the line in order to first approximate the 3D line’s
parameters (using reflection on the boundaries). Finally, we estimate a
normal map for the window that in turn can be used to improve the 3D
line’s estimate and vice versa.
3.2.2.a. Tracking the Camera
When using a capturing vehicle for acquiring panoramic street-level data,
the trajectory is often already available or could be computed reliably from
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Data Capturing

Camera Pose Estimation
3D Line Estimation

Line Tracking
Normal Map Optimization
Figure 3.3.: Overview of our normal map capturing pipeline.
omni-directional images and additional sensors eg. GPS/INS or wheel
odometry. Using images only, for big reflective facades often everything
is reflective but a grid of lines. This fools state of the art Structure-fromMotion algorithms like [Zach et al., 2010], bundler1 or VisualSFM [Wu
et al., 2011, Wu, 2013].
The reason for theses algorithms to be fooled is that they are based
on patch-features like SIFT[Lowe, 2004], and those are both detected on
"real" 3D elements, like the facade, but also on reflections of elements on
the reflective surfaces. As Fig. 3.4 shows, virtually all features that are
detected lie in the curved reflection of the opposite building and are not
visually stable and do not fullfill the static scene assumption (because
of the non-perfect reflection there is no consistent 3D point that would
explain the positions where they are observed during a sequence). Only
those features that lie on the grid made by the window frames can be used,
but then their surrounding changes drastically when the reflection moves
over (hurting feature descriptor similarity). Additionally, the descriptor
is not very discriminative (because of the repetition). This is why we
resorted for very reflective facades to rather track the facade grid directly
as described in the following.
Due to the previous observation, we briefly outline a technique based
1 http://phototour.cs.washington.edu/bundler
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Figure 3.4.: Features detected on a highly reflected facade.
Top: Input image of a reflective facade.
Bottom: Detected SIFT features
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on vanishing points and chamfer matching to track the camera motion in
planar, highly reflective scenes like the one shown in Fig. 3.4.
For each frame of the video that scans e.g. a window on a facade we
estimate vanishing points using the software published by Baatz et al .
[Baatz et al., 2012]. Although orthogonality of vanishing points can also
reveal the focal length, we assume a camera with known intrinsics. After
rectifying with respect to vanishing points we obtain a video with constant
camera orientation (aligned with facade directions). We set our world
coordinate system origin into the plane such that the first image’s camera
center has coordinates (0,0,-1). This also sets the absolute scale of the
reconstruction.
In order to obtain the relative camera motion, we track the edges that
support the vanishing points (i.e. we remove curved reflections). Rather
than tracking all edges at once, we exploit the fact that we have stable
orientation and subdivide the remaining (horizontal and vertical) edges
into the four directions according to their gradient (north, south, east,
west). For each of the four sets of edges, Chamfer matching[Barrow et al.,
1977] between subsequent frames is performed, however with a joint set
of parameters for x,y and z translation (z-translation corresponding to
scaling). To compensate for potential drift and small jitter from vanishing
point estimation, we finally register all images to the first one using a full
6 degree of freedom pose parameterization also using Chamfer matching,
where we can also optionally enforce straight motion, e.g. for sequences
taken from a vehicle.

3.2.2.b. Line tracking as a 3D Segmentation problem
Finding the window As a first step the facades and windows need to
be detected in the input video. While recent advances on facade parsing
(e.g. Martinović et al . [Martinović et al., 2012]) have shown the possibility
to detect facades and find facade elements such as windows fully automatically, in the present work windows were hand-selected in one reference
frame.

24

3.2. Reconstruction of near-flat reflective surfaces

Figure 3.5.: Ortho-rectified input image (top) and oriented edge image
(bottom): Vertical edges are in green and blue (positive and
negative gradient), horizontal ones are in red and magenta.
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Figure 3.6.: Monotonicity of traversal. For a point O with normal n, the
reflection of the line l would intersect a straight path from A
to C in a unique point B. Therefore l is only seen at O from
B.
Finding the reflection of the 3D line In order to estimate the normal
map of a detected window, the position of the 3D line’s reflection inside
that window has to be known. A difficulty of this task is that, due to the
distortions, this reflection is no longer a line in the image, it is not even
guaranteed to be one connected curve as depicted in Fig. 3.9. Therefore
standard line tracking methods cannot be applied. We will use the fact
that the camera moves approximately along a straight line to reformulate
the problem of tracking the line as a volumetric segmentation problem.
Observation 3.1. Having a straight camera path, the reflection of a
static 3D line will be observed at a certain position O = (u, v) of a static
window only in one frame t (or in no/all frames).
Proof. Let π(O,~n) be the plane going through O with normal ~n, πl be the
plane going through O containing l, and πlsym the reflection of πl with
respect to π(O,~n) . Camera positions are constrained to lie on πlsym if a
point on the line l should be seen (as a reflection) along the viewing ray
through O. The straight camera path will hence intersect πlsym in one
single frame (or in all/no frames). See Fig. 3.6 for a 2D illustration.
Obs. 3.1 means that once the reflection has passed over a particular
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window position (u, v), it cannot be seen there again from a later camera
position and this allows to formulate the reflection tracking as a binary
segmentation problem: before and after the reflection.
The input video is first rectified to a u-v-t video volume per window.
Given that the camera positions and the facade plane are known, we
can warp the images to fronto-parallel views (see Fig. 3.5). Stacking the
fronto-parallel views of the extracted windows along the t direction leads
to a video volume per window. (u, v) are the pixel coordinates in the
local window coordinate frame. According to Obs. 3.1 at each point on
the window the line can only pass once and therefore the surface that
separates “before” and “after” the line forms a height field (in temporal
direction). The height for a particular (u, v) position tells when the line
has passed this position.
As the segmentation boundary should be at the position of the reflected
line we expect a high gradient in the input video volume at this position.
Furthermore the normal of the segmentation boundary should align with
the gradient inside the volume.
There are many volumetric segmentation methods published that can
handle this situation. We chose to use the method described in Zach
et al . [Zach et al., 2009]. The segmentation is described as a convex
optimization problem in the continuum. It is particularly applicable for
this problem as it allows to directly align the normal of the segmentation
boundary with the gradient orientation inside the volume. This is in
contrast to graph based methods where only the weights of the graph’s
edges can be adapted. Additionally, the height map constraint can be
directly enforced.
To bootstrap the optimization we learn the appearance of the reflected
line as follows. Even though the distortions can be quite strong and the
reflected line might even disconnect, there are in general always a few
frames where the line is strong enough to be segmented. Therefore we
treat each frame individually in a first step. A cut through the window
along pixels with strong gradient is optimized, which gives us candidate
line reflections. For each candidate two boosted decision tree classifiers
[Gould et al., 2010] are trained. The first one outputs the likelihoods
that a patch is centered on the line and the second one outputs whether
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a patch is likely to lie right before or right after the reflected line (c.f .
Fig. 3.17). The classification is done pixel-wise. For each pixel q we use as
feature vector the color values of all the pixels in a (u, v) window centered
around q. Finally we apply [Zach et al., 2009] by weighting the gradient
lengths in spatial (respectively temporal) direction by line (respectively
before/after) classifier based values.
At this point we want to make a few remarks:
• For difficult cases, hard constraints can be added by annotating
some before and after areas in a few of the input frames.
• Using a vehicle-mounted omni-directional camera it would also be
possible to train the appearance of the reflection from a direct image
of the 3D line.
• Filtering out candidates resulting in impossible segmentations or
normal maps and keeping only the consensus validated normal map
leads to a fully automatic system to track the reflected lines.
• Overall, using volumetric segmentation instead of local line tracking,
we can naturally handle complex topology changes of the reflected
line as depicted in Fig. 3.9.
Details on the Line Tracking as a Convex Segmentation Problem In
the following, we give some additional background information on our
line tracking formulation, which might help for exact reproduction of our
results. We first we give a brief summary of the segmentation method
from [Zach et al., 2009], which we are using to track the line, and then
give some details on how we apply the segmentation to track the reflected
line.
Convex Formulation for Segmentation In [Zach et al., 2009] a binary
image segmentation framework which allows to align the segmentation
boundary with the gradients in the input image is described. It states
the segmentation task as the convex optimization problem
min. E(s) = ∫ φx (∇s) + λρdx s. t. s ∈ [0, 1],
Ω

(3.1)
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where s is indicating the segmentation. The function ρ ∶ Ω → R computes the data cost and the functions φx , with x ∈ Ω is a convex positively
1-homogeneous function. A popular choice for the φ is the L2 norm ∥ ⋅ ∥
(total variation) which penalizes the segmentation boundary’s surface area.
A weighted version would allow to penalize the surface area depending on
where it passes through, but there are much more complex choices possible.
To ease the choice of a function which is positively one homogeneous the
function can be rewritten to φx (∇s) = maxp∈Wφx (−pT ∇s). Where Wφx
is the so-called Wulff shape, which is a convex shape that contains the
origin. Using a suitable Wulff shape the segmentation boundary’s normal
can be aligned with the gradient of the input image.
Classifier Scores As explained before, we learn two classifiers which
we use later on to define our smoothness term. The line classifier computes
scores σsline at position s and the before after classifier scores σsbefore-after
respectively. The scores are normalized between [0, 1] and computed for
each pixel s in the video cube. Small σsline indicate a high likelihood
for having the line at pixel s and σsbefore-after close to one means high
likelihood for pixel s to be directly before the line.
Convex Line Tracking In order to use the segmentation for the line
tracking we need to define an appropriate Wulff shape. In [Zach et al.,
2009] a Wulff shape consisting of a half-circle attached to a circular
segment for 2D image segmentation (see Fig. 3.7), is given. We will
extend this Wulff shape to segment our 3D video volume using the height
map constraint. The 2D shape is aligned with the image gradient in such
a way that the circular segment is attached into the direction of the image
gradient. The circular segment has a smaller height then the half sphere’s
radius, which makes directions aligned with the image gradient cheaper.
The height is given by
ws =

1
+ ,
1 + ασs

with σs = 1 − σsline and α and  are parameters > 0.
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λs w

λs

Figure 3.7.: Utilized Wulff shape for the segmentation.
Left:Wulff shape in spatial direction.Right:Full Wulff shape.
To extend the shape to 3D we extrude it along the third direction.
In order to enforce the height map constraint the shape is unbounded
in one direction. In the temporal direction we use Eq. 3.2 with σs =
before-after
1 − σsbefore-after + σs+(0,0,1)
as height of the shape (see Fig. 3.7).
T
the intuition being that we penalize less when the normal aligns with
the image gradient: the value of φx (∇s), read as the norm of the point of
the wulfshape in direction ∇s, is small. For the numerical optimization
we use the first-order primal dual algorithm from [Chambolle and Pock,
2011].
In our experiments we experienced less grid artifacts by using the
described convex segmentation compared to more widespread graph based
segmentation algorithms. In Fig. 3.8 we show a comparison to a graph-cut
segmentation with a 4-connected neighborhood.
3.2.2.c. Estimating the 3D line position in the world
For the subsequent normal estimation steps we need to know the position
of the 3D line in the world. The parameters for this line are obtained in
a two step process, first by an approximate solution improved afterwards
using nonlinear refinement.
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Figure 3.8.: Comparison of using the described segmentation method and
a 4-connected graph cut. Using a graph cut grid artifacts in
form of staircasing are visible in the resulting line.
Left:Described Method.Right:Graph Cut.
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Initial 3D Line estimate In practice, it is often quite easy to obtain a
sufficiently good initial guess of the 3D line parameters e.g. for a vertical
line at the opposite side of the street, just by comparing the camera
distance to the facade and the 3D line distance to the facade. However, the
initial 3D line parameters can also be obtained by an image-based method:
When having a closer look at Fig. 3.2 it can be seen that the reflection at
the boundaries between adjacent windows behaves consistently. This is
a general observation that is also true for the overwhelming majority of
facades that we saw:
Observation 3.2. All curved line intersections with their frame boundaries lie on a straight line and this is approximately the perfect mirror
reflection of the 3D line on the facade.
An explanation to this observation would be that the windows have the
canonic normal close to the boundary and we will use this for the initial
estimate of the 3D line that is now derived:
First, we observe that given the camera pose P and the normal n,
a particular point X l on the 3D line in space is projected to image
position c ≃ P M n X l . Herein, M n is the 4 × 4 matrix that encodes the
reflection on the plane with normal n at distance d of the origin. (cf. e.g.
to [Köser et al., 2011] for how mirrors can be represented as projective
transformations).
I − 2nn⊺ −2dn
Mn = ( 3 ⊺
)
(3.3)
03
1
Now given two endpoints of the curve (e.g. top and bottom for a vertical
line) in the image and given the expected canonic normal ñ close to the
boundary (ñ = (0, 0, 1)⊺ , due to observation 3.2) we can construct a 2D
line l through these endpoints and backproject the line into 3D space,
resulting in a plane πi for the ith frame of the video:
π i = M ⊺ñ P ⊺i li

(3.4)

We bring all planes to normal form and stack the m 4-vectors to construct
a matrix Π. All points X l on the 3D line must be on all these planes:
Π X l = 0 with Π = (π 1 π 2 . . . π m )

⊺

(3.5)

32

3.2. Reconstruction of near-flat reflective surfaces
The 3D line is then determined as the 2D null space of the above matrix
Π (through singular value decomposition).
3D Line Optimization Once an initial 3D line estimate is available and
given the camera poses and the canonic normals at the boundaries, we can
project the initial 3D line into image space and minimize the difference
between projected and measured curve for each frame using the LevenbergMarquardt method. This allows also to constrain the line to being vertical
or horizontal. Later, once the whole normal field is recovered, one can go
back to this stage and even reoptimize the line using all normals and all
observations.
3.2.2.d. Estimating the Normal Field
At this point we know the camera poses for each image, the 3D line
position and the reflection of the 3D line in each of the images. To start
reconstructing the normals, we assume that the window is geometrically
planar (i.e. all window points are in the z = 0 plane) but that there are
small variations which we capture in the local normals.
We will now first look locally at a single point in the image, where
we see some points of the 3D line being reflected. Tracing back the ray
from the camera onto the reflective surface, it must be reflected in a way
such that it meets the 3D line in 3D space. However, we do not know
which point on the 3D line we are observing. Each of these points on
the 3D line would give rise to a different local normal, since the normal
is the bisection of the incoming and the outgoing ray of the reflective
surface. We will first derive the set of normals compatible with a local
observation and show that we obtain a quadratic constraint on the normal.
Given this local constraint, we will discuss how to disambiguate this by
exploiting the fact that the normal components are actually the slopes of
the surface’s height field and thus cannot vary freely.
Local quadratic constraint on normal The two degrees of freedom of
the local normal are not fully determined by observing the line’s reflection
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Figure 3.9.: Cross sections of the video cube with overlayed tracked line
in red. The first two rows show the tracked line on different
frames of the input video. The occuring topology change of
the line is handled properly. In the last row the video cube
is cut along another direction, along which the tracked line
forms a height map.
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Figure 3.10.: Left : Illustration of the cone constraint on the normal n
when a point X on the 3D line l is reflected at the origin O
and observed in the camera with center S. n must be the
angular bisector between normalized rays X̂ and Ŝ, forcing
it somewhere on a cone C. The true position on the cone
depends on the actually observed point along the line, an
information that is not available.
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at some local position. Rather, depending on which point of the 3D line
we are seeing, this leads to a different geometric configuration.
Let us take the position of the reflective surface point O in Fig. 3.10
(left). We wish to find the normal n and for this consideration we assume
that O is the origin of the coordinate system. We also assume we observe
this reflective surface in a camera with center S, and the (normalized)
direction of the ray from O to S is Ŝ. The light from a point X on the
line l comes in from a (normalized) direction X̂.
It is easy to verify that the normal n is aligned with the sum of the two
unit vectors X̂ + Ŝ (as it is the bisector of the angle ∠(X̂, Ŝ)). When
X takes different positions on the line, X̂ describes the half-circle C0
because of its unit length and Ŝ stays fixed, therefore X̂ + Ŝ is also bound
to be on the half-circle C (C0 lifted by Ŝ). Finally, n is bound to be on
the half-cone with vertex O that contains C. Algebraically, we start from
(≃ meaning proportional to) :
n ≃ X̂ + Ŝ

(3.6)

Let us name l0 the closest point to O on the line l, lˆ0 = l0 /∣∣l0 ∣∣, l̂dir the
unit-length direction of the line l, and θ = ∠(lˆ0 , X̂) (notice that lˆ0 l̂dir ).
It derives :
X̂ + Ŝ = cos θ lˆ0 + sin θ l̂dir + Ŝ
Then, by using the half-angle substitution t = tan θ2 (i.e. cos θ =
2t
sin θ = 1+t
2 ), we obtain :
X̂ + Ŝ =

1
(Ŝ + l̂0 + 2t l̂dir + t2 Ŝ − t2 l̂0 )
1+t2

⊺
n ≃ (Ŝ + lˆ0 2 l̂dir Ŝ − l̂0 ) (1 t t2 )
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
D

(3.7)
1−t2
1+t2

and
(3.8)
(3.9)

In Eq.3.9, ≃ denotes the fact that n is equal to left hand side, up to a
multiplicative constant. This fully defines n since it is of norm 1.
The matrix D constructed from the position of the camera center and
the line relative to the surface point fully encodes the geometric setting.
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⊺

Since the explicitly parametrized conic (1 t t2 ) has the implicit equation
:
( 1 t t2 ) (

we obtain :

1

−2

1

1

) ( t2 ) = 0,
t

n⊺ D −⊺ ( −2 ) D −1 n = 0
1
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
C
1

(3.10)

(3.11)

which describes an oblique cone of normals, of which half is feasible due
to the observation that ∣t∣ < 1 (because ∣θ∣ < π by construction, cf Fig.
3.10).
Degenerate Cases The degenerate cases arise when D does not have
full rank. This happens when the point of reflection (the origin in this
derivation), the line and the camera center are all in one plane (e.g. frontal
to a facade and a vertical line right behind the camera).
Advantages of this conic constraint We removed the need of 3D to 2D
correspondences of earlier methods by implicitly representing the set of 3D
points possibly reflected at this pixel. The price to pay is to not directly
have the normals but only a cone of possible normals. The ambiguity
could be resolved by observing another line and intersecting the two (half)cones to obtain the normal. Notice that this is different from using the
3D intersection of 2 lines (tracking a 3D point on a chessboard), since our
3D lines need not intersect each other (e.g. lamp post and facade line), and
we also allow the other lines to be acquired independently (e.g. another
day). This would allow for pointwise, independent normal estimates for
the whole window, however due to the local nature of the measurements
the estimates might be noisy. Instead, we propose to exploit constraints
related to the physical properties of the material, i.e. that the normal field
has to be smooth and integrable, therefore resolving the local ambiguity
in a more global manner. As an additional benefit, this allows recovering
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normal maps with one single pass, e.g. by a vehicle driving down the
road.
Global formulation In order to solve for the normal field, we design an
energy using all the constraints we have on the normal map, and then
minimize it with an iterative method.
⎡
2
⎢
∂nxp ∂nyp
2
⊺
→) =
E(Ð
n
∬ ⎢
⎢δp∈D (np C p np ) + µ ∥ ∂y − ∂x ∥
⎢
p∈W ⎣
⎤
∂nxp 2 ∂nxp 2 ∂nyp 2 ∂nyp 2 ⎥
+γ(
+
+
+
)⎥
⎥dp
∂x
∂y
∂x
∂y
⎥
⎦

(3.12)

→ stands for the whole 2D vector field over the window, W ⊂ R2
Here, Ð
n
is the set of points of the window, D ⊂ W is the set of points where we
observed a reflected line, δp∈D = 1 if p ∈ D else 0, np = [nx p , ny p , 1]⊺ is
the normal at point p (assuming a near-flat window), C p is the quadratic
constraint of Eq. (3.11) at point p.
This energy is made of 3 parts, in order of appearance :
1. the data term, which is the square of the signed algebraic distance
of each normal to its corresponding allowed cone (note that the
square of algebraic distance to a conic is 4th order and therefore in
general not convex).
2. the integrability constraint, we use a soft enforcement as experiments
with hard constraint were more prone to fall into a local minimum.
3. the smoothness constraint, enforcing neighbor normals to be close
to each other or in other words the curvature of the height field to
be low. This energy is also known as thin plate or bending energy
of elastic materials in physical models. If h is the height map, it
can be rewritten as

∂2h
∂x2

2

2

2

∂ h
+
+ 2 ∂x∂y

∂2h
∂y 2

2

= div grad h.

Since the window is not infinitely large, we use Neumann boundary
conditions, i.e. for the vertical boundaries we assume that the horizontal
normal component stays the same and vice versa. In terms of window
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Ground truth surface,
200× height-scaled

true horiz.
line pass

rend. horiz.
line pass

true vert.
line pass

rendered
(from
horiz.)

Figure 3.11.: Comparison of reflection on ground truth surface and estimated surface. The surface is estimated from a single
horizontal line pass and then this pass is rerendered using
the estimated data. Additionally, reflection of a vertical line
on another camera path is synthesized using the estimated
data demonstrating the faithful reconstruction. Normal error mean and median are 0.1○ .
height field assumption that corresponds to linear extrapolation of height
orthogonal to the boundaries. In our work, we used µ = 100 and γ = 5.
The starting point of the optimization is chosen by assuming that each
normal lies on the plane defined by the ray from its point to the camera
center and the z direction (this is a naive per window point constraint,
without any neighborhood or smoothness constraint). The advantages of
the given formulation is its ability to handle missing data (δp/∈D = 0) as
well as multiple reflected 3D lines (it just adds more constraints), while at
the same time limiting the sensitivity to noise due to global optimization.
Once we have this first estimate for the normal map, it is possible to
refine the position of the 3D line(s) by back-reflecting each reflected line
using the newly computed normal map and vice versa. However, for the
demonstrations of this work we did not make use of this possibility and
present results obtained from the first convergence of the normal map.In
practice, (3.12) is discretized on a regular grid (typically 100 × 100) and
D contains measurment for 5% for the grid point. This is due to each
reflected line providing information on all point along the line direction,
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Figure 3.12.: Three frames of the CD Case sequence, and estimated height
field with z x1000
but jumping over few point between video frames.
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3.2.3. Evaluation
In this section, we first explain the difficulties we faced getting groundtruth data to compare to, and how we solved this issue to provide good
ground truth comparisons.
3.2.3.a. Finding good ground truth
Several options exist to quantitatively evaluate the approach, basically
using a known object or a standard technique.
Known objects Since we focus on flat surfaces, the standard object to
reconstruct is a perfect mirror and then to measure the deviation from flat.
This evaluation approach makes sense for per-point normal computation,
and is used for example in [Savarese et al., 2005], but since we globally
optimize the normal map this limits the value of such evaluation. As
globally optimizing imposes smoothness, we would get an arbitrarily good
mirror by setting the smoothness weight high enough. Producing a known
curved object is also difficult since it has to be reflective in the end, i.e.
after milling or 3D printing a “smoothing step” (e.g. melting or coating)
is required which would make the surface shape uncertain again, as we
would be aiming at normal accuracy of significantly better than 0.1○ .
Laser scanner Commercial high precision laser scanners are able to scan
high facades, but they claim accuracy of several mm (while we aim at
much more subtle normal variations). Besides this, they just do not
work for windows: virtually all energy is transmitted and/or reflected off
(depending on laser wavelength and material). We tried those, and the
models we obtained with such laser scanners never had windows captured:
we either got reconstructions of what was reflected, or what was behind
the window.
Standard vision techniques Virtually all normal estimation techniques
for reflective surfaces compute the normal at few discrete points only.
Additionally, there are some degenerate cases and unstable configurations

41

3. Reflective Surfaces
(e.g. [Savarese et al., 2005, fig.17a]) that make systematic comparison
with these discrete methods even more difficult. Other techniques like
shape from shading / photometric stereo would require the object to
be coated/powdered, which would alter the surface. Additionally the
absolute precision of the estimated parameters would again be unclear
(depending on calibrations,...).
Provided quantitative evaluation All these aforementioned reasons let
us believe that the best evaluation is to synthesize image material in a
geometrically plausible configuration. We choose all the parameters to
mimic a real scene and camera motion (i.e. 1x1.5m window with up to
1cm bump, 2m-long hand-held (i.e. shaky) camera path, 8m in front of
the facade, 3D line 20m away). We used a raytracer to render a horizontal
edge reflecting on this surface from a vertical camera path. A raytracer is
necessary to properly render the reflection on the non-flat surface. This
generated movie is then used as input to our pipeline as if it was real
image data, errors introduced by our pipeline during pose estimation,
3D line estimation, segmentation are inherently considered and we still
know the perfect ground truth. This does not consider real camera lens
limitations such as motion blur, focus or distortion. We do not account
for segmentation errors that could happen with a potentially distracting
background.
3.2.3.b. Evaluation: Theory, Quantitative, Qualitative
In this section, we evaluate the sensitivity of the approach with respect
to noisy poses. Afterwards we compute the accuracy using a known
ground truth surface (rendered) and prove that a single pass is sufficient
to capture both degrees of freedom of the normal. Finally we show
qualitative real-world results.
Expected accuracy on normal map The pose has to be estimated with
respect to the facade and in Fig. 3.13, we analyze the sensitivity with
respect to noise in the pose. In particular in planar pose estimation for
cameras with limited field of view there is an almost-ambiguity between
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Figure 3.13.: Normal change implied by a missestimation of the camera
center S: If S is missestimated by some δS, this causes
some angular error α/2 that is approximately the ratio of
the error δS and the (usually very large) distance d to the
surface point.
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rotation (e.g. panning right) and translation (moving right). As shown
before, the camera position only shows up in terms of viewing angles.
Fig. 3.13 shows that if the error in the camera rotation angle is α then
the normals are shifted by α2 , which means that the reachable angular
accuracy is in the order of magnitude of δθ = 21 atan δS
where δS stands
d
for the inaccuracy in the absolute camera centers, and d for the distance
to the plane. For our sequences, there was no error in tracking the facades,
so the error only comes from wrong estimation of the camera translation.
Typical values are δS = 5cm and d = 20m, giving an angular accuracy of
δθ = 0.08 deg. Fig. 3.13 also explains why bigger distortions appear when
the reflected things are further (since an angle-based difference leads to
seeing something further apart), and why assuming that window points
are at z = 0 does not contradict with computing non orthogonal normals,
since moving O has the same effect than moving S on angles.
Rendered data with ground truth information As a proof of concept
and to analyze the accuracy of the method, a virtual surface model has
been created that is essentially one period of a sine in one direction
and one period of a cosine in the orthogonal direction plus some high
frequency noise. The maximum difference from flat normals is 1.2○ . we
then rendered the a movie with a raytracer, and the resulting movie has
been processed using the exact-same complete pipeline including camera
tracking, rectification and video cube segmentation, 3D line estimation
and normal estimation. As mentioned above, the geometric configuration
has been chosen to mimick a real scene and camera motion (i.e. 1x1.5m
window, 2m long hand-held camera path, 8m in front of the facade, 3D
line 20m away). We obtain a mean and median error between estimated
and ground truth normal of 0.1○ (for both). Additionally, we re-render the
same movie just changing ground truth normals with estimated ones and
obtain a visually almost indistinguishable result (see Fig. 3.11 and even
better in the supplementary video of [Jacquet et al., 2013b]2 ). When we
2 Available

at:
http://cvg.ethz.ch/research/reflective-reconstruction/JacquetICCV2013.
mp4
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Figure 3.14.: Estimated height field and normal map for the livingroom
sequence (see related video). 2nd row shows still frames
from the original sequence, 3rd row with our reconstructed
normal map and an artificial checkerboard pattern.
use the videos from the two passes, the median error decreases to 0.02○ .
To validate that this accuracy obtained from one pass only is good
enough, and to be sure we did not just "visually overfit", we also render a
reflection of a different vertical line from a completely different viewpoint
using both the normals estimated from the horizontal line and the ground
truth surface: The result looks very similar (see Fig. 3.11). The rerendering of a vertical line along the horizontal camera path shows that
although the input data were from the orthogonal direction (horizontal
line and vertical camera path), the recovered normal map is highly faithful.
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Figure 3.15.: Three frames of another facade sequence and estimated
normal map. The window surface contains several parallel
visual discontinuities that are well described in the normal
map.
This proves that the whole surface can be reconstructed with a single
pass.
Real world surfaces We made several qualitative experiments, first with
a simple case like the CD case shown in Fig. 3.12, and then with more
challenging ones : a poster frame in a livingroom in Fig. 3.14, and several
real facades, for example the one shown in Fig. 3.15, 3.16 and Fig. 3.17
demonstrating results using fully automatic tracking of reflected line on
non trivial datasets. For a better overview of our results, we refer the
reader to the video attached to [Jacquet et al., 2013b] that better shows
the distortion induced by the camera motion. On the real facade example,
we compared the rendering with our computed normal maps with stateof-the art bulge ramp ( [Autodesk, 2010, Hanna, 2009]) and we show still
frames for comparison.
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Figure 3.16.: Estimated height field and normal map for a real facade
sequence (see Sec. 3.2.3.b and the related video from [Jacquet
et al., 2013b] for explanations). 1st column shows still frames
from the original sequence, 2nd with perfect mirrors, 3rd
our reconstruction (red windows do not have a computed
normal map)
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Figure 3.17.: Left: cut out from three input frames containing two windows. Right, first row: Line classifier scores of both windows shown on left side at the respective frame (dark is
high score). Second row: Before/after score (dark is after). Third row: Estimated normal maps. Note that no
annotations were used.
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3.2.4. Conclusion
We have presented a practical method to capture normal maps for almostflat, reflective surfaces such as windows or glass/metal facades. In particular we use no more than a hand-held or vehicle-mounted video camera
and track the reflection of a straight line, which is typically easy to find
in urban environments. To enable this to be carried out efficiently, we
have also proposed a practical method for 6 DOF tracking of the camera
in front of reflective facades. Clearly, the main application of our work
is realistic modeling of glass windows, therefore we also proposed how
to enable automatic city-scale reconstruction using a vehicle-mounted
camera. For instance, with high enough capture framerate, it is possible
to automatically scan the reflections of facades or streets for more realistic
city models. In particular, when the capture vehicle is equipped with
omnidirectional cameras, it sees the reflection and the reflected lines at
the same time and can also exploit many lines that pass over a single
window. Using this way, statistical models of window normal distributions
can be established. Our approach can also easily be used to capture other
reflective surfaces such as e.g. CD-boxes, picture frames, TV-sets and
many other man-made objects found in our environment. It is in fact
often surprising how irregular the reflection of many of these objects are
and how applying generic normal maps reveals the synthetic nature.
Limitations and possible extensions Since the problem is very challenging we have focused on mirror-like surfaces used in modern architecture
where a single reflection dominates. It would clearly be interesting to extend the approach to double-glazed windows which create two reflections
of the same 3D line, see Fig. 3.18. Conceptually, our proposed approach
could handle this and produce two normal maps, except that the technique
described in section 3.2.2.a is typically unable to separate both reflections
as in practice they often end up crossing over each other. Along the line
of [Szeliski et al., 2000], it would be interesting to investigate techniques
to suppress or separate out fraction of light coming from transparency
and multi-glazing, as those seen in Fig. 3.18.
It would be natural to explore the applicability of our technique to
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Figure 3.18.: Challenging cases: see-through and double glazing.
model distortions in transparent materials that can be observed e.g. in
older glass with uneven thickness. There has already been some interesting
work in this area, e.g. [Ben-Ezra and Nayar, 2003, Morris and Kutulakos,
2005, Kutulakos and Steger, 2005]. Another possible direction is the
possibility to extend our technique to non-flat reflective surfaces by making
use of a proxy-geometry. This would enable to recover the detailed normal
maps of cars or other reflective objects with carefully designed reflection
patterns.
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3.3. Calibrating smartphones with mirrors
and using them for reflective surface
reconstruction
As a continuation of the previous work, we investigated the use of smartphones to reconstruct reflective surfaces, leading to the problem of the
intrinsic calibration of the different elements of a smartphone (the front
and the back cameras and the screen) relatively to each other. This
collaboration with Amael Delaunoy and Jia Li led to [Delaunoy et al.,
2014]. We will only highlight the parts of this work we contributed the
most, namely the minimal case scenarios and the application to reflective
surface reconstruction. We refer the interested reader to this publication
for more details.
In [Delaunoy et al., 2014], we propose a new approach to estimate the
geometric extrinsic calibration of all the elements of a smartphone or tablet
(such as the screen, the front and the back cameras) by using a planar
mirror. In the paper, we also describe how to recover the absolute scale
when the screen dimensions are known. By moving a smartphone in front
of a single static planar mirror, it is possible to establish correspondences
between the images and a pattern displayed on the screen, and therefore
estimate the geometric relationship between the non-overlapping cameras
with respect to the screen location. The newly proposed setup (static
mirror, moving smartphone) enables to both improve the state-of-the-art
by working in the minimal case of two images, and improve the accuracy
when more images are available. We analyze the minimal case for different
calibration scenarios and evaluate the proposed approach on several data.
We also show an application of this geometric calibration for specular
surface reconstruction, by observing the reflection of a known pattern
displayed on the screen.

3.3.1. Introduction
Recent advances in mobile hardware have led to new possibilities for
computer vision applications. Every recent smartphone or tablet usually
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has two cameras (front and back) and a screen. This offers new possibilities
for mobile applications exploiting those features. For many applications,
the relative position of the screen and the cameras has to be known in
advance. This is for example the case for using the screen as a reference
pattern observed from the front camera in order to reconstruct the surface
of specular objects.
The external calibration of a mobile device consists in finding the
relative pose of each of the cameras with respect to the screen, and
presents two main challenges. The first one is the estimation of the
pose of the screen, which is not directly seen by any of the cameras.
The second is the relative poses between front-facing and back-facing
cameras which have a non-overlapping field of view. To solve the screencamera calibration problem, previous works consider the use of a mirror
in order to obtain the pose. We improved on this strategy by considering
a static mirror instead and by decoupling what is observable both on the
moving screen and from the background, pushing the minimal case to
two views. Methods for calibrating two non-overlapping cameras, up to
our knowledge, need at least three images per camera, as they estimate
the per-camera ego-motion and then align it. In our proposed approach,
the ego-motion is still implicitly observed by each camera independently,
but also through the motion of the screen pattern, reflected on the static
planar mirror. This static mirror gives us direct feature correspondences
between cameras, enabling the calibration of the camera extrinsics with
as few as two views, which therefore improves the state-of-the-art. This is
the main consequence of solving the two calibration problems as a whole
(See Figure 3.19).

3.3.2. Related Work
Most previous approaches to solving this problem consider the use of a
moving planar mirror. This way, the front facing camera can observe
a known reference pattern displayed on the screen. Computing such a
pose without a direct view was proposed by Sturm and Bonfort [Sturm
and Bonfort, 2006]. The idea is to first compute the pose of the virtual
camera (reflection of the camera by the mirror plane) using standard
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resection techniques, and then in a second step, infer the position of the
true camera (and the mirror positions). They show how to linearly solve
the problem with at least three images, and show that two views leave a
one-degree-of-freedom ambiguity. We review this approach later in this
thesis. Kumar et al . [Kumar et al., 2008] proposed another method that
requires five images. Rodrigues et al . [Rodrigues et al., 2010] proposed
later a fast linear approximation based on [Sturm and Bonfort, 2006],
which allows to accurately recover the pose from at least three images
as well. We build on those ideas by also exploiting planar mirrors, but
assuming the moving camera see both a static mirror and the background
scene enables to solve the problem with views. A static mirror also allow
us to take advantage of the back camera to improve the quality of the
screen-camera calibration.
Recently, Agrawal [Agrawal, 2013] proposed a method that estimates
the pose of a camera with respect to a reference object using a single
image. A spherical mirror with known radius is required in this case, as
well as a known planar reference pattern. While this offers significant
advantages, in many practical scenarios, users do not and cannot easily get
such a spherical mirror. Alternatively, we propose a flexible, easy-to-use
method without the need of a printed pattern. The reference pattern is
directly displayed on the screen of the phone itself, and we only require
an easily found planar mirror, making our approach very practical.
In the above mentioned works, one pose is estimated. In our case,
we are interested in calibrating the pose of the back camera as well,
which has no overlapping field of view with the front one. Several works
have been proposed to compute poses of non-overlapping cameras, in
particular in robotic applications, using odometry [Heng et al., 2013] or
SLAM [Carrera et al., 2011]. Those works usually assume that some 3D
features can be seen by more than one camera, optionally at different timestep, permitting the global alignment of each per-camera reconstruction.
They can also compute independent per-camera trajectories and align
them with each other [Esquivel et al., 2007] or using the help of wheel
odometry [Heng et al., 2013]. While this is not a limitation regarding
their goal, at least three views are required (i.e. images from all cameras
at three different locations or timesteps). In our proposed approach, the
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ego-motion is implicitly observed by each camera, but also through the
motion of the screen pattern reflected on the planar mirror. If the mirror
is fixed, the observed reflections gives us direct feature correspondences
between cameras, allowing the calibration of all the camera extrinsics
with as few as two views.

3.3.3. Problem Formulation
In the following, we focus on calibrating a smartphone/tablet (screen
and two cameras). The contributions described in this chapter can be
summarized as:
• We propose a new approach to estimate the complete extrinsic
calibration of a mobile device, i.e. the relative poses of each of the
front and back cameras with respect to the screen. This approach
has a better minimal case of two views (Sect. 3.3.4), and provides
absolute scale thanks to the software-accessible screen dimensions.
• We analyze the mirror based calibration method and show the minimal case falls to two views when the moving smartphone observes
both the indirect reflection of its screen on a static planar mirror
and some direct projection of 3D world features. (Sec. 3.3.4)
• We show an application to specular surface reconstruction in Sec.
3.3.6.c.
3.3.3.a. Acquisition Scenario
As described above, in order to calibrate the phone, we consider the case
where the phone takes synchronized images from both cameras in front of
a planar mirror. The screen displays a known reference pattern, referred
in the following as screen pattern. The world describes everything that
is not rigidly connected to the phone and that is considered to be static
(rigid). The front camera sees (at least partially) the world through the
planar reflection as well as the reflection of the screen pattern. The back
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Mirror
Phone

Front View

Back View
Screen Pattern

Virtual Front View

Figure 3.19.: Scenario example of the 3D acquisition of a scene from a
smartphone using both the front and the back cameras and
a planar mirror. Left: 3D Scene (top), phone and planar
mirror (bottom); Right: Acquisition setup.
camera sees the world with a direct view. By moving the phone around,
images from both cameras are taken simultaneously, and used to calibrate
the phone, i.e. the relative poses of each of the cameras with respect
to the screen pattern. Note that in this work, we consider the intrinsic
parameters to be known in advance, but their estimation could also be
included in the process. Figure 3.19 illustrates an acquisition example.
3.3.3.b. Models and Notations
A phone is represented by its screen, its front-facing camera, and its back
camera, all modeled by standard pinhole camera models. A 3D point X in
space is projected into the camera following the projection x ∼ K [R∣t] X,
R and t being the rotation and translation respectively, and K the camera
intrinsics. The pose of the phone at time instant i, denoted by Vi , can be
R t
defined as Vi = ( i i ).
0 1
T

Let Πi = (nTi di ) be the mirror plane parameters associated with the
phone pose i, and parameterized by its normal nTi and distance to origin
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Figure 3.20.: Notations.
I3 − 2ni niT 2di ni
)
0
1
in the global coordinate system. A virtual camera is the symmetric of a
camera through a reflection S i . A phone dual camera (Vi , V F , V B ) is a
combination of a front camera V F and a back camera V B , in the phone
coordinate system Vi . In the following we denote by view a pair of images
taken from both cameras simultaneously.

di . The planar reflection S i can be written S i = (

3.3.4. Fixed Mirror Case
In this section we consider the case where the planar mirror is fixed with
respect to the 3D world. In this case, we can constrain the solution and
reduce the number of parameters by estimating only one mirror position.
In this scenario, we can directly estimate the pose of the mirror with
respect to the camera without the need of the back camera. There just
need to be enough features to estimate the virtual camera poses. While
an optimized solution via bundle adjustment is often preferred in the end
to obtain more accurate results, some applications could benefit from a
linear solution. In the following, we show that we can get a solution with
a minimal case of two images in this context.
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Minimal Case: The Two Views Case
Using the fixed mirror scenario, we are interested in analyzing the Screen
- Front-facing camera calibration case. With the planar mirror, the front
camera can observe a known pattern displayed on the screen through the
planar reflection. This is very similar to [Rodrigues et al., 2010, Sturm
and Bonfort, 2006], but instead we consider the case where two reference
scenes are available. In fact, the virtual front camera not only observes
the screen, but also the 3D world. So in this case, we have two references,
one fixed to the phone (the screen), and another one (a printed pattern
or simply the 3D world). If one keeps the phone fixed and moves mirrors,
then both the screen and the 3D world are the same reference. In this
case [Rodrigues et al., 2010, Sturm and Bonfort, 2006] applies and we
need at least three images (three mirror positions). Instead, we consider
the two reference object case and two phone positions (and images) and
show it is sufficient to recover the pose of the camera with respect to the
screen.

Figure 3.21.: Degenerated configuration for n = 2. The intersection of the
mirrors is the mirror axis (blue dot). Both mirror configurations lead to different solutions (in blue), hence a third
view is necessary to disambiguate the solution, see Sturm
and Bonfort [Sturm and Bonfort, 2006] for more details.
When only two images with two different positions are available (n = 2),
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the solution has been shown to be ambiguous [Sturm and Bonfort, 2006].
A set of solutions around a fixed-axis rotation are all solutions to the
problem (see Figure 3.21 for details). This happens because the 3D world
and reference object are considered together. In our setup, two "reference"
objects are available (the reflected world and the directly observed world),
and this is sufficient to disambiguate the calibration.
With these conditions, two views are enough to recover the camera
motion.
Proof In the world coordinate system, the mirror is fixed. Let C1 and
C2 denote the two virtual camera centers in this system computed from
the structure-from-motion. This reconstruction is up to scale, so C2
should have the following expression: C2 = C1 + s e , with e being the
unit vector between C1 and C2 . Solving the image of a planar mirror
reflection (IPMR) problem gives the position of the mirror axis relative
to this camera pair, denoted by (M̂i , ui ), where Mi is an axis point and
ui the axis direction vector. In the world coordinate system, these two
axis are represented by:
Mi = R Ti M̂i + Ci , vi = R Ti ui .
The mirror being fixed, those two axis should be coplanar. A necessary
and sufficient condition is:
det(M1 − M2 , v1 , v2 ) = 0 .

(3.13)

det(M̂1 − M̂2 , u1 , u2 ) − s det(e, v1 , v2 ) = 0 .

(3.14)

It results that:

Equation (3.14) is a necessary condition to find a solution to our problem.
It means that we will find a solution when det(e, v1 , v2 ) ≠ 0. In particular,
pure translations can not be handled in our case, but this is the same
limitation than in prior works [Rodrigues et al., 2010, Kumar et al., 2008,
Sturm and Bonfort, 2006] and for any planar mirror based calibration.
It is worth noting that, if we are provided two views containing both
front and back images, we can get the screen-front camera calibration and
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3D Scene
3D Scene

C1

C2

C1
a)

b)

C2

c)

Figure 3.22.: a) Acquisition scenario, one mirror fixed with respect to the
3D scene, two camera positions.
b) The 3D scene, mirror plane, and the virtual cameras in
the phone coordinate system of the first (top) and second
(bottom) phones, respectively. The circles describe the ambiguity described in Fig 3.21.
c) Since the mirror is fixed (in the 3D world), the ambiguities (b) can be removed. In contrast to [Sturm and Bonfort,
2006], two images are sufficient to compute the pose of the
camera relative to the screen. An intuitive reason is that,
on top of observing points that are static with respect to
the camera (namely the screen) as in [Sturm and Bonfort,
2006], we also observe points that are static with respect
to the mirror (namely the world). Thus the green and red
scenes should be the same.
directly register the back camera using the correspondences contained in
the reflected scene seen in the front image.
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3.3.5. Algorithm Summary - Complete Approach
Our approach to estimate the complete geometric calibration of a mobile
device can be summarized as the following:
1. Obtain the relative poses of the front camera with respect to the
screen, using [Rodrigues et al., 2010].
2. Obtain an initial estimate of the back and virtual front camera poses
with respect to the world coordinate system using structure-frommotion independently for each camera.
3. Compute an initial estimation of the phone camera poses using the
proposed approach.
4. Final global bundle adjustment of all the parameters: cameras and
phone poses, mirror positions and 3D points (Please read [Delaunoy
et al., 2014] for details on this part).

3.3.6. Experiments
3.3.6.a. Results
In [Delaunoy et al., 2014], we show that our method is both more accurate
and robust than the solutions of [Rodrigues et al., 2010, Kumar et al.,
2008, Sturm and Bonfort, 2006] on synthetic data with different level of
noise. We also applied our calibration to real phone data, namely the
"Wiko Cink Peax 2" and the "Samsung Galaxy S4". Results are shown
in Figure 3.23.
3.3.6.b. Front-Camera-vs-Screen Minimal Case
In the case of the Front-Camera-vs-Screen calibration, our setting gives a
minimal case of 2 views. We evaluate our method on synthetic data and
compare it with Rodrigues et al . [Rodrigues et al., 2010] using three views.
The simulated data is obtained as in the previous section. Our method
only need two images, Rodrigues’s requires three images. Figure 3.24
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Figure 3.23.: Phone calibration on real data. Left: Visualization of the
screen, front and back camera positions on a CAD model of
the Galaxy S4. Right: Sparse 3D reconstruction and final
calibration estimation with estimated mirrors and virtual
cameras.

shows the average results on 30 experiments where we randomly sampled
50 pairs (our method) or triplets (Rodrigues et al .) of cameras.
It is worth to notice that our approach improves the accuracy of the
calibration even though we only used two images. This is made possible
because we take advantage of a second reference object in the world
coordinate system.
3.3.6.c. Application to Multi-View Specular Surface Reconstruction
Our calibration approach can be used to reconstruct specular surfaces.
The idea is to use the front camera to observe the reflection of a reference
pattern shown on the screen, then apply a single view reconstruction
method to estimate the specular surface. At the same time, the back
camera observing the world helps to locate the front camera poses, which
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Front Camera / Screen Calibration Minimal Case
8
7

error in mm
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3
2

Rodrigues et al.
our method
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0
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Figure 3.24.: Left: Comparison with Rodrigues et al . [Rodrigues et al.,
2010] in the minimal case of the Front camera / Screen
calibration. [Rodrigues et al., 2010] uses three images when
our approach uses only two. For small noise level, our
approach is more robust as it takes advantage of the world
reference. Right: Result visualization on the Wiko dataset
seen in the camera coordinate system.
allows us to combine the single view result to a multi-view reconstruction.
We reconstruct the specular surface as follows:
1. Inspired by the feature-based deformation surface tracking of Bartoli
[Bartoli, 2008], we estimate a warp transformation between the
observed pattern and the reference pattern in the screen. We use
SIFT [Lowe, 2004] in order to get a robust matching between the
distorted reflected pattern and the original one.
2. For each independent view we estimate the specular surface via a
similar approach to [Liu et al., 2013]
3. We compute the positions of all the front cameras using SfM on
the back camera images and the calibration approach described
before. With all the cameras positions, we can combine all the
independently reconstructed surfaces.
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3.3.7. Conclusion
We proposed a new practical approach to calibrate a set of two nonoverlapping cameras rigidly connected to a reference pattern. In a case
of a Smartphone or Tablet, it corresponds to finding the front and back
camera poses relative to its screen. By exploiting the fact they are
rigidly connected, we can calibrate all the element of the device with
good accuracy and absolute scale with the use of a simple planar mirror.
Considering the calibration problem as a whole, we improved over the
minimal case of three views for each subproblem to 2 views for the
problem as a whole, when using a static mirror. This novel algorithm
allows the use of the back facing camera to improve the robustness and
accuracy of the front-screen calibration. We have demonstrated the
accuracy of our calibration both quantitatively on synthetic and real data,
and qualitatively on a specular surface reconstruction application. Our
calibration setup offers an approach which is more practical and more
robust than previous ones, opening the door to many 3D mobile vision
applications that require a complete phone calibration.
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Figure 3.25.: Top: Reference pattern displayed on the Smartphone screen
with two input images of the front camera observing a circular concave mirror.
Middle: reconstructed mirror surface with observed image
warped to the reference image;
Bottom: combined reconstructed surfaces using SfM poses,
with reconstructed 3D points (left), estimated phone poses
(middle) and reconstructed surfaces (right).
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4.1. Introduction
Object at time N
Feature points
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Figure 4.1.: The Multi-Body Structure-from-Motion setup: feature points
corresponding to 2D projections of 3D points on moving
objects are observed by a camera from different positions in
space and time. 3D points rare moving relatively to each
other over time.
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Rigid structure-from-motion (SfM) has developed to a mature state in
recent years [Hartley and Zisserman, 2004, Snavely et al., 2006, Agarwal
et al., 2009, Frahm et al., 2010] and can provide convincing and highly
accurate 3D reconstructions. Furthermore, 3D point clouds of indoor
scenes can nowadays be quickly captured with cheap depth cameras.
Unfortunately, even though the majority of a scene is indeed generally
rigid, the aforementioned techniques will reconstruct all the objects in a
scene in a static state and rigidly attached to the background. Separate
objects or object parts and their dynamic relation will therefore be lost
in this process.
However, the observation of the relative motion of objects and parts
can provide valuable information: when the motion is articulated or
otherwise restricted, we have information about the dynamic relationship
between these objects and parts and ultimately also about semantic
classes of objects, and this relative motion let us reason about the physical
interaction of theses objects, and use physical constraints to help the 3D
reconstruction.
In this thesis, we mainly got interested in two aspects: First, how
the properties of the relative motion can be characterized, when this
motion is articulated or otherwise restricted, and how this can help
the Structure-from-Motion pipeline. Second, how the consequences of
physically reasoning about the objects can help 3D reconstruction, such
as using the non-intersection of solid bodies.
In this chapter, we use indifferently the words object or part to refer to
a non-deformable rigid body. We are interested in cases having multiple
objects in the scene. Two objects can only be defined as such (and not
being the same single object) if they are observed, at least once, at different
relative positions. We say that they are moving relatively to each other.
Two parts linked by a joint that is never "activated" will consequently be
considered as a single part.
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4.2. Detecting and identifying a restricted
relative motion
This section is based on [Jacquet et al., 2013a]. In this section, we focus
on restricted motions and the primary goal is to automatically detect the
type of articulated or restricted motion class between two parts or objects
and extract all relevant parameters of these restricted motions. We refer
to Fig. 4.2 for an example application where the motion parameters of
a wheel rolling on the street have been extracted automatically. These
parameters can then be used to augment an originally static reconstruction
with semantically meaningful articulation constraints, enabling articulated
object to be manipulated or animated properly. In order to achieve this,
we propose to analyze the relative rigid transformations between two
parts, i.e. the motion of one part as would be observed from another
part. Note that the computation of these relative transformations is
not the main objective of this work. These transformations can for
example be computed with existing methods such as an iterative-closestpoint algorithm applied to point clouds measured by depth cameras, or
a classical SfM approach working on pure image data as we did in our
experiments. We will explain that the relative transformations can be
arranged in a single motion matrix which encodes all the information for
determining which type of restricted motion has been observed and for
computing all the relevant parameters of that motion.
Contribution:
The main contribution of the present section is the
introduction of a so-called signature for relative transformations between
two parts. This signature is a function of the motion matrix which
is entirely determined by considering observed transformations as data
samples from a linear subspace. The signature uniquely describes the type
of restricted motion, such as a planar motion where an object translates
on a plane and rotates around rotation axes which are orthogonal to
this plane. Different signatures basically represent an extensive catalogue
of restricted motions in the sense that they enumerate various types of
motions together with algebraic constraints which have to be met by a
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Figure 4.2.: Application example : The framework in this section enables
the automatic extraction of the rotation axis (in red) and the
translation direction (in green) from rigid transformations of
a wheel rolling on the street. Moreover, as a side results, the
wheel radius (in pink) and its contact line (in blue) with the
ground can be inferred, as well.
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certain type of restriction. Besides motivating and deriving properties
of this signature, we will also show how all the relevant parameters of
a restricted motion can be extracted by simply solving linear systems
of equations. In addition to subsuming well-known cases of articulated
motions (such as rotations around a fixed point), our derivations will lead
to an unified framework which also covers novel types of restricted motions,
e.g. articulated motions around two non-intersecting fixed rotation axes
or around a translating rotation axis with fixed orientation can be treated
in the very same way. As we will see in the experiments, these novel types
of restricted motions are practically highly relevant. Note that in cases
where not every individual part can be directly observed (e.g. due to lack
of trackable features or occlusion), the resulting observable motions can
become a complex chain of individual transformations. Being a unique
feature of our analysis, our method can in particular detect a sequence
of two subsequent rotations and untangle these so that the motion of a
potential intermediate part can be hypothesized accurately.

4.2.1. Related Work
We will mainly discuss related work about articulated motions and subspace representations for SfM, since our method relies on those techniques.
We refer to [Hartley and Zisserman, 2004, Agarwal et al., 2009] and references therein for general rigid SfM.
The analysis of articulated motions has been a topic of active research
since many years. The importance of articulated skeletons for approximating the motion of a human body has often motivated research about articulated motions in computer vision or graphics [O’Brien et al., 2000, Kirk
et al., 2005, de Aguiar et al., 2006, Yan and Pollefeys, 2008, Ross et al.,
2010, Paladini et al., 2012], whereas in robotics, teaching robots how
to interact with man-made environments has been a driving force [Katz
and Brock, 2011, Sturm et al., 2011]. More specifically, O’Brien et al .
[O’Brien et al., 2000] measured relative transformations between articulated parts with a magnetic motion capture system. Assuming two parts
rotate around a common fixed joint, this joint represents a fixed point
under the relative transformations and can be computed with linear meth-

69

4. Scenes with multiple objects or parts
ods. This observation is actually the major reoccuring concept in most
previous work which largely differ in the methods employed for fitting a
model to observations. For example, recent work by Chang and Zwicker
[Chang and Zwicker, 2011] proposed an energy minimization approach
to register range scans from articulated objects. For 3D reconstructions
based on general non-rigid and articulated image feature trajectories,
Paladini et al . [Paladini et al., 2012] proposed a non-convex optimization
algorithm with projections onto the Stiefel manifold in order to ensure
valid camera matrices. The work by Fayad et al . [Fayad et al., 2011]
phrased the problem of articulated SfM from point correspondences as a
discrete-continuous optimization problem which was optimized with an
alternating approach switching between discrete graph-cut and continuous optimization. Framing the recovery of an articulated motion also
as a non-linear and non-convex optimization problem, Ross et al . [Ross
et al., 2010] introduced a probabilistic graphical model for articulated
motions. Sturm et al .’s model selection based formulation [Sturm et al.,
2011] is one of the few approaches, which also considers 1D translational
joints. However, more complex restricted motions such as combinations
of rotational and translational joints are not addressed. Note that in
contrast to the algebraic focus of our work, these approaches put more
emphasis on the optimization of the objective function compared to the
algebraic constraints due to restricted motions.
Contrary to our analysis of relative transformations, several recent approaches in computer vision are based on subspace intersection constraints
[Tresadern and Reid, 2005, Yan and Pollefeys, 2008, Elhamifar and Vidal,
2012, da Silva and Costeira, 2008]. In those approaches, each articulated
part has an associated 4D subspace which is given by the span of the
trajectories of tracked feature points [Tomasi and Kanade, 1992] on that
articulated part. As shown in [Tresadern and Reid, 2005, Yan and Pollefeys, 2008], the underlying reason for intersecting trajectory subspaces is
again the fixed point assumption due to a joint at a fixed location relative
to the two articulated parts. Note that the very same subspace intersection constraints can also be used for motion segmentation purposes [Tron
and Vidal, 2007]. While this already leads to powerful constraints for
simple articulated motions around a single fixed joint, the following sec-
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tions will present an algebraically motivated formulation for the analysis
of relative transformations between parts. This formulation clearly goes
beyond the current state-of-the-art and leads to novel constraints describing relations between restricted motions. The vectorized representation
of relative transformations we will introduce is also related to recent work
about rigid factorization-based SfM [Angst and Pollefeys, 2009, Angst
and Pollefeys, 2010]. This line of work established the relation between
trajectory subspaces observed in images and the subspaces spanned by
rigid transformations.

4.2.2. Notation
The sequence of integers from 1 to F is denoted as [F ] = {1, . . . , F }.
Stacking of row or column vectors of the same size into a matrix is
denoted with an arrow ⇓f , i.e. [⇓f tTf ] is the matrix which results by
stacking all the vectors tf for f ∈ [F ] as rows into a matrix. Matlab
indexing notation is used for slicing out subblocks of a matrix, e.g. M∶,1∶9
denotes the first 9 columns of matrix M. A basis for the orthogonal
complement of the columns of a matrix A will be denoted with [A] ,
i.e. AT [A] = 0. The vectorization of a matrix A is denoted as vec (A).
This operations stacks all the columns of A below each other in one single
column vector, in Matlab notation vec(A) = A(:). The representation
of rotations in angle-axis notation will be very important throughout this
work. Specifically, the rotation matrix around an axis a by an angle α
can be represented in the following way
Ra,α = cos αI3 + (1 − cos α)aaT + sin α [a]× ,

(4.1)

where [a]× denotes the cross-product matrix, i.e. [a]× b denotes the
cross-product between the vectors a and b.
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Signature

Formula for relative transformation Tf
with T ∈ R3×d

Pure d-dimensional translation

(0, d)

I
[ 3
01×3

Tt̃f
]
1

Rotation around one axis and
d-dimensional translation

(2, d)

R
[ a,αf
01×3

t − Ra,αf t + Tt̃f
]
1

Rotation around two axes and
d-dimensional translation

(8, d)

R
[ b,βf
01×3

I
tb + Tt̃f
][ 3
01×3
1

Arbitrary rotations and
d-dimensional translation

(9, d)

R
[ f
01×3

−tb + ta Ra,αf
][
1
01×3

−ta
]
1

t − Rf t + Tt̃f
]
1

Table 4.1.: List of possible signatures: The dimension d of the dynamic translations Tt̃f can
be zero. Rotations around two intersecting axes are captured by choosing tb = ta .
Note that the axes a and b do not have to be orthogonal. The important class of
planar motions corresponds to signature (2, 2) with a rotation axis orthogonal to the
translation direction, i.e. aT T = 0T .
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Type of Articulation /
Restricted Motion
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4.2.3. Rigid Motion Subspaces
As an element of SE3 , the special Euclidean group in R3 , a rigid transformation at frame f ∈ [F ]
R
Tf = [ Tf
0

tf
]
1

(4.2)

has 3 non-linear and 3 linear degrees of freedom. This highly non-linear
special Euclidean group can be embedded in a higher-dimensional linear
space and we are going to see that this renders the analysis of restricted
motions particularly simple. Hence, rigid transformations will be considT
ered as points in R13 , i.e. (vec (Rf ) , tTf , 1) and F general rigid motions
span a 12D affine subspace embedded in RF which is spanned by the
columns of the matrix
T

[⇓f (vec (Rf ) , tTf , 1)] .

(4.3)

This representation of rigid motions as an affine subspace in RF has already
appeared in [Angst and Pollefeys, 2009] . However, that work focused on
factorization-based structure-from-motion and the major challenge was
to find the matrix in Eq. (4.3) with a factorization algorithm, i.e. the
recovery of these rigid transformations based on factorization of feature
trajectory data. In contrast, the present work analyses restricted motions
and assumes that the relative transformations Tf at each frame f ∈ [F ]
between two parts are given as input. The goal is then to extract all the
aspects of the restricted motion by analyzing the subspace structure of
the matrix in Eq. (4.3). These aspects include the determination of the
type of articulated or restricted motion and all its parameters, e.g. the
orientation and location of rotation axes amongst others. Such an analysis
can actually be slightly simplified by considering Tf −I4 instead of Tf since
the ’homogeneous 1’ cancels in that case and this allows to reason about
12D linear subspaces embedded in RF . Hence, rigid transformations will
T
be mapped to vectors (vec (Rf − I3 ) , tTf ) ∈ R12 and F general rigid
motions will therefore span a 12-dimensional linear subspace embedded
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in RF which is defined by the column span of the motion matrix
M = [⇓f (vec (Rf − I3 ) , tTf )] ∈ RF ×12 .
T

(4.4)

4.2.4. Motion Signatures
The important observation is that restricted motions generally do not
entirely span the aforementioned 12D space. Indeed, in the following we
are going to show that each type of restricted motion will yield a specific
low-dimensional subspace structure which allows to distinguish between
different motions by just considering the matrix M. More specifically, we
propose a tuple of integers called signature in order to capture the lowdimensional subspace structure of an restricted motion. This signature is
defined as a function of the motion matrix M in the following way
sig (M) = (rank (M∶,1∶9 ) , rank (M) − rank (M∶,1∶9 )) .
The signature sig (M) uniquely determines the type of restricted motion
encoded in M (see list in Tab. 4.1). The first entry of the signature
sig (M) = (r, d) entirely determines the number of fixed rotation axes
involved in the restricted motion whereas the second entry specifies the
dimensionality d of the subspace in which the object translates over time.
Sec. 4.2.6 will explain in more detail what we mean with translations
in restricted motions. Tab. 4.1 summarizes the results of the analysis
based on our unified framework for articulated and restricted motions
whereas Tab. 4.2 shows several intuitive examples of specific instances of
such motions handled by our framework. Moreover, once the signature
is computed and the type of restricted motion is thereby determined, all
aspects of this motion can be directly extracted by carefully analyzing
the nullspace structure of M (see Sec. 4.2.7).
It will turn out to be important to distinguish between two subspaces
determined by the matrix M. The translation subspace is spanned by the
columns of the translational part M∶,10∶12 whereas the rotation subspace
is spanned by the rotational part of the motion matrix M∶,1∶9 . Note
that the second entry of the signature encodes the dimensionality d of
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the subspace of the translation subspace which is not yet contained in
the rotation subspace. It is not obvious why the translation subspace is
entirely contained in the rotation subspace in the absence of any dynamic
translation, i.e. when d = 0. This is especially true for rotations around
two fixed axes. The following two sections will explain why this is the
case. Initially in Sec. 4.2.5, time-varying translations will be ignored, i.e.
we assume d = 0 and once an appropriate formulation has been derived,
we will treat the case d ≠ 0 in Sec. 4.2.6. As the case of pure translations
is trivial (i.e. r = 0), we omit any further discussion of this case.

4.2.5. Non-Translating Joints
In the following, the signature for rotations around one, two, or three
fixed axes will be explained under the assumption that the joint is not
translating, i.e. d = 0. Specifically, we will derive the values of the two
entries of the signature for each type of restricted motion. Two questions
need to be addressed in order to do so. Firstly, the dimensionality of the
rotation subspace span (M∶,1∶9 ) needs to be derived. Secondly, we need to
show that the translation subspace span (M∶,10∶12 ) is entirely contained
inside the rotation subspace since a signature of the form (r, 0) encodes
exactly this property. In preparation for translating joints in Sec. 4.2.6,
this property will be shown by finding a matrix X ∈ R9×3 such that
X
M [ ] = 0F ×3 .
I3

(4.5)

4.2.5.a. Rotations Around One Axis
A rotation around an axis a which is located at point t by a time-varying
angle αf reads like
R
[ Tf
0

tf
R f
] = [ a,α
1
0T

t − Ra,αf t
],
1

(4.6)

which can be understood as changing the coordinate system by first
moving the location of the axis to the origin, then applying the rotation,
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Description

Signature
Additional Constraints

Planar motion, i.e. a rigid object
which translates in a plane orthogonal
to its rotation axis.

(2, 2)

A wheel rolling on the ground: the
wheel rotates around an axis with
fixed orientation and translates at the
same time along a line orthogonal to
the axis.

(2, 1)

A rotatable blackboard: the stand
undergoes a planar motion whereas
the blackboard itself also rotates
around an axis which is parallel to
the plane of planar motion.

(8, 2)

Drawer opening and closing along a
1D line.

(0, 1)

Rotation axis and
translation direction are
orthogonal aT T = 0T
Rotation axis and
translation direction are
orthogonal, i.e. aT T = 0,
and linear relationship
between αf and
magnitude of translation
t˜f .
Intersecting axes, i.e.
ta = tb , and orthogonal
axes aT b = 0.

Table 4.2.: Examples of restricted motions which can be handled by the formulation presented in
this work. Note that a static camera observing the dynamic object can act itself as
one of the two moving parts defining the relative motion between the two parts.
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Example
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before finally reestablishing the original coordinate origin. Let us have a
look at the axis-angle representation of
Ra,αf − I3 = (1 − cos αf ) (aaT − I3 ) + sin αf [a]× .

(4.7)

This shows that the rotation subspace will only span a 2-dimensional
subspace determined by the column span of [⇓f (1 − cos αf , sin αf )] ∈
RF ×2 since
T

M∶,1∶9 = [⇓f vec (Ra,αf − I3 ) ]

T⎤
⎡
⎢vec (aaT − I3 ) ⎥
⎥.
= [⇓f (1 − cos αf , sin αf )] ⎢
⎢ vec ([a] )T ⎥
⎣
⎦
×

(4.8)

This explains the first entry of the signature in the case of rotations
around one axis.
What remains to be shown is that the translation subspace is entirely
contained in the rotation subspace. It is well-known, that the location of
a non-translating joint is unaffected by a rotation around this joint and
hence t represents a fixed point. In turn, we have
([Ra,αf , t − Ra,αf t] − [I3

t
0]) ( ) = 0,
1

(4.9)

and application of a property of the Kronecker-product1 yields the equaT
tion M [XT , I3 ] = 0F ×3 with X = t ⊗ I3 . This shows in particular that
the translation subspace span (M∶,10∶12 ) is a linear combination of the
rotation subspace span (M∶,1∶9 ) and hence entirely contained in the latter.
4.2.5.b. Rotations Around Two Axes
The sequential application of rotations around two fixed axes a at location
ta and b at location tb which are not necessarily located at the same
point in space looks like
[
1 For

Rf
0T

Rb,β
tf
]=[ Tf
1
0

tb − Rb,βf tb Ra,αf
][ T
0
1

ta − Ra,αf ta
].
1

any matrices of compatible size, the following holds:
[BT ⊗ A] vec (Y).
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Since a and b are eigenvectors of Ra,αf and Rb,βf respectively, it holds
that bT Rb,βf Ra,αf a = bT a is constant over time. Hence, we have that
M∶,1∶9 (a ⊗ b) = 0F ×1 which shows that in this case the rank is at most
8. Using the angle-axis representation, it can actually be shown that the
rank equals 8.
The translations are equal to tf = tb + Rb,βf (−tb + ta − Ra,αf ta ) and
therefore
T

M∶,10∶12 = [⇓f − vec (Rb,βf − I3 ) [tb ⊗ I3 ]
T

− vec (Rb,βf (Ra,αf − I3 )) [ta ⊗ I3 ]] .

(4.10)

It can be shown (e.g. by inserting the angle-axis representation for roT
tation matrices) that the column span of both [⇓f − vec (Rb,βf − I3 ) ]
T

and [⇓f − vec (Rb,βf (Ra,αf − I3 )) ] are contained in the column span of
M∶,1∶9 . Therefore, there again exists a matrix X such that Eq. (4.5) holds.
We defer the detailed derivation and the computation of the explicit formula for X to Sec. 4.2.7.c, since no valuable insight can be gained by the
required algebraic manipulations.
4.2.5.c. Rotations Around Three Axes
Here, we assume a ball joint, i.e. all three axes are located at the same
point in space t. Rotations around three fixed axes are obviously fully
general, i.e. any rotation can be decomposed into three sequential rotations around these three fixed axes. Hence the rotation subspace spans
a 9D space. Moreover, since t is again unaffected by the rotation, the
same derivation as in Sec. 4.2.5.a applies and hence Eq. (4.5) holds with
X = t ⊗ I3 .

4.2.6. Translating Joints
Modeling also a time-varying translational component t̂f in the restricted
motion between two parts leads to slightly more complex formulas. For
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example, a rotation around one axis which at the same time translates is
modeled as
R
[ Tf
0

tf
I
] = [ T3
1
0

t̂f
1

][

Ra,αf
0T

t − Ra,αf t
].
1

(4.11)

Let us assume that the time-varying translations are restricted to a ddimensional subspace, i.e. t̂f = Tt̃f with T ∈ R3×d . Given the observed
relative transformations [Rf , tf ], we would like to extract not only the
parameters of the rotation (e.g. the axes of rotation and their locations)
but also the low-dimensional subspace spanned by the translations, i.e.
span (T).
Coming back to the previous example, note that neither t + t̂f − Ra,αf t
nor the translation of the inverse relative transformation −RTa,αf (t + t̂f )+t
has a low-dimensional structure, even though t̂f might have. If we knew
the location t of the joint, we could apply a coordinate transformation to
set the origin of the coordinate system to this joint location. In that case, t
becomes equal to the zero-vector and the low-dimensional subspace could
directly be read of from the relative transformation. However, the joint
location is usually not known upfront. Nevertheless, the translational
component of the relative transformation can be reformulated according
to [Rf − I3 ] t + tf = t̂f . If the t̂f originate from a d-dimensional subspace
spanned by the columns of T ∈ R3×d , we get
[⇒f [Rf − I3 ] t + tf ] = [⇒f t̂f ] = T [⇒f t̃f ] .

(4.12)

One approach to solve this low-rank problem is to use polynomial minor
constraints in the entries of t. This will lead to trivariate polynomial
equations of grade d + 1. Solving such multivaritate polynomial systems
is a delicate issue. Therefore, here we sidestep this by building upon the
previously derived formula in Eq. (4.5). This has the additional benefit
that a single unified framework can handle all the cases mentioned in
Tab. 4.1. As can be seen by the example in Eq. (4.11), the time-varying
translations t̂f are simply added as additional offsets to the translations
which would result without time-varying translations. Hence, using the
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matrices X ∈ R9×3 derived in Sec. 4.2.5, we see that
X
M [ ] = [⇓f t̂Tf ] = [⇓f t̃Tf ] TT .
I3

(4.13)

The component of the translations M∶,10∶12 which is linearly independent
of the rotational part M∶,1∶9 is therefore entirely due to the dynamic
translation. Hence, the second entry of the signature is less or equal
to d because the dynamic translations are restricted to a d-dimensional
subspace. The fact that rank (M∶,10∶12 ) ≥ d in left as an exercise to the
reader. Finally, since the matrix T is constant throughout time we finally
arrive at the following equation which will turn out to be crucial for the
extraction of the motion parameters (see Sec. 4.2.7.b)
X
M [ ] [T] = [⇓f t̃Tf ] TT [T] = 0F ×3−d .
I3

(4.14)

Remark: Planar translations or translations along a line are a relative
concept. Specifically, considering the inverse relative transformations Tf−1
might not reveal a low-dimensional structure T ∈ R3×d contained in the
translations, even though Tf contains one. Therefore, in order to be on
the safe side, both sets of transformations need to be analyzed.

4.2.7. Extraction of Parameters
Having shown that the signature provides an unique pattern for varying
types of restricted motion, an appropriate method to extract the motion
parameters can be chosen according to the signature encoded in the motion
matrix M. In the following, we shortly outline how these parameters can
be extracted by simply solving several linear systems.
4.2.7.a. Rotation Axes and Angles
If the signature tells us that the motion is around one fixed axis (i.e. the
first entry of the signature equals 2), the linear system M∶,1∶9 (a ⊗ I3 ) =
0F ×3 needs to be solved for the axis a. This is based on the fact that the
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axis a is an eigenvector with eigenvalue 1 of each Ra,αf . The approach for
rotations around two fixed axes is based on the fact that bT Rb,βf Ra,αf a =
bT a which is constant throughout time. Hence, the only nullvector of
M∶,1∶9 must be of the form n = a ⊗ b. Hence, in case the signature
predicts a rotation around two axes (i.e. the first entry equals 8), the onedimensional nullspace n ∈ R9 of M∶,1∶9 is computed first, this nullspace is
then reshaped into a 3-by-3 matrix N, and lastly a rank-1 decomposition
of this reshaped matrix reveals the two axes N = baT . The extraction
of the angles is based on Eq. (4.1) for Ra,α which leads to the following
formulas for any vector c
aT [c]× Ra,α c = sin α (1 − (cT a)2 )
2
cT Ra,α c = cos α (1 − (cT a)2 ) + (cT a) .

(4.15)
(4.16)

For the extraction of αf in the single axis motion case, Eq. (4.15) and
Eq. (4.16) directly yield cos αf and sin αf respectively if the vector c is
chosen orthogonal to the axis a. For the two-axes case, the vector c is
chosen as a and b, which gives, since Rf = Rb,βf Ra,αf :
bT Rf b
a T Rf a
bT [a]× Rf a
aT [b]× RTf b

= cos αf (1 − (bT a)2 ) + (bT a)2
= cos βf (1 − (aT b)2 ) + (aT b)2
= sin βf (1 − (aT b)2 )
= − sin αf (1 − (bT a)2 ) ,

(4.17)
(4.18)
(4.19)
(4.20)

from which the angles αf and βf can be readily extracted. The attentive
reader will recognize the Davenport angles which decompose any rotation
into three chained one, generalizing the Euler decomposition.
4.2.7.b. Translations
The extraction of the translational parameters is based on our derivations
in Sec. 4.2.6. Especially Eq. (4.14) is important in so far as it allows
to recover a basis T for the time-varying translations by analyzing the
nullspace of M. More specifically, we compute the nullspace N of M, i.e.
MN = 0, e.g. by a singular value decomposition of M. Then the column
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span of the columns of N restricted to the last three entries encode a basis
for the orthogonal complement [T] , i.e. span (N10∶12,∶ ) = span ([T] ).
This orthogonal complement completely determines the subspace of dynamic translations. Note that the dimensionality of the nullspace of M
might be higher than the dimensionality 3 − d of the orthogonal complement [T] since the rotational part M∶,1∶9 might be rank-deficient,
as well. However, the part of the nullspace due to the rotational part
does not interfere with the last three rows of N which are entirely determined by [T] . Nevertheless, the nullspace due to the rotational part
alone could be eliminated by first computing a rank-revealing singular
value decomposition of M∶,1∶9 = UΣVT and then computing the nullspace
N ∈ R12×3−d of [U, M∶,10∶12 ] whose dimensionality will then equal the
dimensionality of span ([T] ). Once T is known, the computation of
a decomposition of the observed translations tf into more semantically
meaningful parts boils down to a linear system of equations. For example, the translations observed by rotations around two axes equal
tf = tb + Rb,βf (−tb + ta − Ra,αf ta ) + Tt̃f , which are linear in the unknowns ta , tb , and t̃f . Given sufficiently many frames, these unknowns
can be computed in the least-squares sense, for example. Actually, since ta
and tb are only defined up to translations along a and b, respectively, the
locations of the axes can be parametrized by ta = [a] t̃a and tb = [b] t̃b .
Note that there are some instances where the location of the axis is
not well-defined. Specifically, the location ta of an axis a is not uniquely
defined if aT T = 0 and d = 2 since in that case, shifting the axis inside
the plane ta + Tt0 can be compensated by the time varying Tt̃f . The
important class of planar motions belong to this category. Nevertheless,
such cases do not pose a problem for our algorithm, the system matrix of
the resulting linear system will simply have a 2-dimensional nullspace.
4.2.7.c. Detailed Derivations for Rotations Around Two Axes
In this section, we are going to show that even for rotations around
two non intersecting axes (as considered in Sec. 4.2.5.b), the translation
subspace spanned by M∶,10∶12 is entirely contained in the 8 dimensional
rotation subspace spanned by M∶,1∶9 . Analogously to the other two cases
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in Sec. 4.2.5.a and Sec. 4.2.5.c this will be shown by stating a matrix X
T
such that M [XT , I3 ] = 0.
We recall that the motion matrix is defined as
M = [⇓f vec (Rf − I3 ) , tTf ] ∈ RF ×12 .
T

According to the notation of Sec. 4.2.5.b, the relative transformation
around two axes at frame f is given by
R
[ Tf
0

tf
]
1

R
R
= [ b,βf T a,αf
0

(4.21)
tb + Rb,βf (−tb + ta − Ra,αf ta )
].
1

(4.22)

The translation can be rewritten as
T

tTf = − vec (Rb,βf − I3 ) [tb ⊗ I3 ]
T

− vec (Rb,βf (Ra,αf − I3 )) [ta ⊗ I3 ] .

(4.23)

Interestingly for rotations around two axes, the subspace spanned by the
rotational part span (M∶,1∶9 ) can be decomposed into disjoint subspaces
T

A and B spanned by the two matrices [⇓f vec (Rb,βf (Ra,αf − I3 )) ] and
T

[⇓f vec (Rb,βf − I3 ) ] of rank-6 resp. rank-2, i.e.
span (M∶,1∶9 ) = A + B.

(4.24)

This decomposition together with Eq. (4.23) already shows that the
translation subspace span ([⇓f tf ]) is entirely contained in the rotation
subspace. The decomposition can be derived by plugging the axis-angle
representation for Rb,βf and Ra,αf into the matrices Rb,βf Ra,αf − I3 ,
vectorizing, and separating time-varying coefficients from static terms.
This leads to
T
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[⇓f vec (Rb,βf (Ra,αf − I3 )) ] =

(4.25)

[⇓f cβf (1 − cαf ), cβf sαf , (1 − cβf )(1 − cαf ), . . .

(4.26)

(1 − cβf )sαf , sβf (1 − cαf ), sβf sαf ] A,

(4.27)
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and
T

[⇓f vec (Rb,βf − I3 ) ] =

[⇓f 1 − cβf , sβf ] B

(4.28)

where cβf = cos βf , cαf = cos αf , sβf = sin βf , sαf = sin αf , and
⎤
⎡ vec (aaT − I )T
⎥
⎢
3
⎥
⎢
T
⎥
⎢
vec
([a]
)
⎥
⎢
×
⎢
T⎥
T
T
⎢vec (bb (aa − I3 )) ⎥
⎥ ∈ R6×9
A = ⎢⎢
T
⎥
⎥
⎢ vec (bbT [a]× )
⎥
⎢
T
⎥
⎢
⎢vec ([b]× (aaT − I3 )) ⎥
⎥
⎢
⎥
⎢ vec ([b] [a] )T
⎦
⎣
×
×
T
⎡
⎤
⎢vec (bbT − I3 ) ⎥
⎥ ∈ R2×9 .
B=⎢
⎢ vec ([b] )T ⎥
⎦
⎣
×

(4.29)

(4.30)

Therefore, we make the following choice for X
†

A
I
0
X =[ ] [[ 6 ] A [ta ⊗ I3 ] + [ 6×2 ] B [tb ⊗ I3 ]] ,
B
02×6
I2

(4.31)

where A† denotes the Moore-Penrose pseudo-inverse. This choice will
T
fulfill the (4.5) of Sec. 4.2.5 : M [XT , I3 ] = 0.

4.2.8. Experiments
We performed multiple experiments with image data from challenging
motion sequences. Since our method is entirely based on relative transformations between two parts, let us quickly explain how we extracted
these transformations from pure image data. Note that any other method
to extract such transformations could be used, as well (e.g. a motion
capture system or ICP on point clouds from measurements obtained by
a depth camera). We build on top of standard rigid SfM [Hartley and
Zisserman, 2004] with intrinsically calibrated cameras. Feature points are
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extracted and matched across different frames and a robust RANSAC
[Fischler and Bolles, 1981] stage extracts rigid transformations from twoand three-view relations. In case of a static camera observing an object
which undergoes a restricted motion (experiments in Sec. 4.2.8.b and
Sec. 4.2.8.c), the camera actually acts as the second part. Hence, the
SfM pipeline will report a single transformation between pairs of frames
which corresponds to the relative motion of the two parts between these
two frames. In case of a moving camera (experiment in Sec. 4.2.8.a), an
initial 3D model is reconstructed from two or more views assuming that
the configuration of the articulated or otherwise motion-restricted object
stays fixed during those views thereby also fixing the scale ambiguity
between parts. Sequential 3-point RANSAC is then used to extract all
rigid transformations with sufficient support between this initial model
and new views. The so obtained transformations are split into disjoint
groups based on the spatial distance between their inlier sets. Each group
then corresponds to the motion of one part. Lastly, the relative motion
between two parts can be recovered from the two corresponding groups by
expressing their motions w.r.t. to one fixed frame. This basically factors
out the motion of the camera and only the motions of the parts remain.
4.2.8.a. Hinge Joint
A sequence of 23 images of a laptop opening and closing the screen were
taken with a moving camera. Features were tracked on both, the laptop
base and the screen. Since this motion corresponds to a rotation around
one single axis with fixed location, the signature equals (2, 0). Being an
articulation type which has already been studied extensively in previous
work, here we would like to show that our general framework flawlessly
handles this type, as well. Despite a moving camera, we are able to
accurately compute the orientation a and location t of the rotation axis
based on our method (see Fig. 4.3).
The extracted articulated motion parameters can be used to generate
novel, unobserved configurations, as demonstrated in the video of the
supplemental material of [Jacquet et al., 2013a].
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Figure 4.3.: Our method accurately recovers the rotation axis a (in red)
of a laptop opening and closing its screen from pure imagery
data taken by a moving camera. This articulated motion has
signature (2, 0) and is thus equivalent to the motion of a door,
for example.
4.2.8.b. Planar Motion and Two-Axes Rotations
For this experiment, 27 image of a moving blackboard were taken with
a static camera. Features were matched exclusively on the black writing
area. These features undergo a complex motion since the blackboard
stands on wheels and can therefore be rotated and translated according
to a planar motion. On top of that, the black writing area can be rotated
around a horizontal axis leading to a restricted motion with signature (8, 2)
which previous approaches could not handle. Our method can successfully
extract the two rotation axes a and b and the two-dimensional span of
the translation directions T ∈ R3×2 . Due to one part of the motion being
a planar motion, the location tb of the axis b is not defined. Note that
this is not a defect of our method but rather an inherent property of
planar motions. As Fig. 4.4 shows, the well-defined location ta of the
first axis a is recovered correctly. Furthermore, even though our method
does not explicitly enforce orthogonalities contained in the data such
as between the rotation axes aT b = 0 or between the translations and
the second axis bT T = 0T , we recover angles ∠(a, b) = 90.0345○ and
∠(b, [T] ) = 0.0510○ , a clear indicator for the accuracy of our estimates.
As a further application, once the two rotations are disentangled, we can
compute the intermediate motion of a putative part as would be observed
without the rotation Ra,αf , i.e. in the present case without the rotation
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around the horizontal axis. This recovered intermediate motion together
with silhouette images obtained with background subtraction permits for
example the computation of a visual hull of the blackboard stand, as
shown in Fig. 4.4. Remember that no points could be tracked on the
stand and its shape is only deduced based on its silhouette consistency
w.r.t this recovered intermediate motion.
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Figure 4.4.: Top: The restricted motion parameters of a moving blackboard undergoing a rotation around a horizontal axis a (in
red) followed by a planar motion are recovered accurately by
our approach. The two extracted rotation axes are shown in
red and the translation directions T (parallel to the floor) in
green. Note that the location ta of the axis a is well-defined
(and recovered), whereas the location tb of axis b is not defined due to the planar motion. For visualisation purposes,
we chose tb at the center of mass of the tracked points (visualized in pink).
Bottom: As discussed in Sec. 4.2.8.b, our approach enables
a visual-hull reconstruction of the blackboard stand, even
though no feature points on the stand have been tracked (i.e.
no poses were known relative to it).
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4.2.8.c. Rotation Around a Translating Axis
This experiment is based on the motion of the front wheel of a car rolling
on a straight line on the street. Features on the wheel are extracted and
matched across 21 images taken by a static camera. While this motion
has similarity to a hinge joint, the one-dimensional dynamic translation
leads to a signature (2, 1) which makes this particular restricted motion
a hard instance. We refer to Fig. 4.2 and Fig. 4.5 for a visualization of
the extracted motion parameters.
Having recovered the motion parameters including the time-varying
rotation angles αf and translations Tt̃f , we can check for a linear relation
(modulo 2π) t̃f = αR between αf and t̃f to recover the radius R of
the wheel and its contact line with the street i.e. the line with zero
instantaneous speed at ta − R [T]× a + Ttf . As can be seen in Fig. 4.5,
a linear model clearly relates these estimates in this data set and the
contact line is also very accurate.
Although this particular example can also be seen as a planar motion,
we show that our framework reveals more specific structure than previous
approaches by computing the underlying 1D translation subspace. Note
that without enforcing TT a = 0, the recovered angle between a and [T]
is 2.9 degrees. Note that the axis a is well localized in space (i.e. ta
uniquely defined), but T is not, only [T] is defined, as translation along
a does not matter. For visualization, we draw it through the center of
mass of the 3D points.
4.2.8.d. Video of Recovered 3D Models
We encourage the reader to watch the video in the supplementary material
of [Jacquet et al., 2013a]2 , as the relative motion can much better be
illustrated in a video. The video shows consecutively the results obtained
for the laptop example presented in Sec. 4.2.8.a (i.e. one axis rotation),
then the blackboard example presented in Sec. 4.2.8.b (i.e. planar motion
2 Available

at:
http://cvg.ethz.ch/research/articulated-motion/JacquetCVPR2013.avi
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Figure 4.5.: A wheel of a car rolling on a straight line on the street
corresponds to a signature (2, 1). The tracked feature points
are shown in pink, the extracted rotation axis in red, the
translation direction in green, and the contact line in blue.
Once the motion parameters are recovered, the angles αf
and translation magnitudes t̃f can be explored, looking for
potential dependencies. Here a linear relation is found which
actually shows the radius of the wheel (in arbitrary unit, since
SfM reconstruction is up to scale).
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and two axes rotations), and finally the wheel presented in Sec. 4.2.8.c
(i.e. rotation around a translating axis).
As mentioned before, our algorithm enables the visualization of smooth
transitions between observed configurations (i.e. interpolated configuration) thanks to extracted restricted motion parameters. Generating such
novel and unobserved configurations is straight-forward by adapting these
motion parameters, since they represent meaningful attributes of the
restricted motion.
Hinge Joint : Laptop We see the feature points of two parts of a laptop
(screen in red, keyboard in blue) animated relatively to each other. Note
that some points on the floor are considered as belonging to the keyboard
part since they never moved relatively to that part. The camera poses
are shown both relatively to the keyboard and the screen, thus observed
configurations correspond to a camera having same pose relatively to both
(i.e. when they overlap in space).
The animated relative motion is rendered around the computed rotation
axis, with angle varying between the minimum and maximum observed
angles.
Planar Motion and Two Axes Rotations : Blackboard We see a blackboard (feature points in pink) moving relatively to a fixed camera. The
axes of rotation are shown in red, the directions of translation are shown
in green.
The animated relative motion is rendered with motion parameters
corresponding to minimum and maximum observed angles and minimum
and maximum observed translations.
Rotation Around a Translating Axis : Wheel We see the wheel (feature
points in pink) moving relatively to a fixed camera. The axis of rotation
is shown in red, the direction of translation is shown in green and the
contact line with the ground is shown in blue.
The animated relative motion is rendered using the minimum and maximum observed translations, and the corresponding angles are computed
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thanks to the extracted radius (as explained in Fig. 4.5) with the relation
:
αf =

t̃f
R

.

4.2.9. Conclusion
In this chapter, we have analyzed the relative transformation between
two motion-restricted parts. The vectorized relative transformations gave
rise to a motion matrix. A signature can be computed from the restricted
motion subspace induced by this motion matrix which exactly specifies
the type of restricted motion. Together with a careful analysis of the
nullspace-structure of the motion matrix, this leads to a general framework
for articulated and restricted motions between two parts. The framework
has been successfully applied to several challenging data sets showcasing
how existing and novel restricted motion types can be handled in the
same way.
An interesting direction of research left out here is to address the
issue of assigning detected rigid transformations to individual parts. As
described in Sec. 4.2.8, we currently rely on a static camera or on a simple
heuristic based on the spatial distance between the points in the inlier
sets of the transformations found by the SfM pipeline. Furthermore, we
are investigating robust model selection / rank-detections for the singular
values of the motion matrix since SfM can return erroneous relative
transformations, especially for nearly degenerate or ill-condition motion
sequences.
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4.3. Non-intersection of multiple solid bodies
4.3.1. Introduction
While there exists a large body of work for rigid multi-view stereo and
depth-map fusion methods, there is remarkably little prior work for dense,
entirely image-based 3D reconstructions of multi-body scenes where multiple rigid parts move with different transformations between two frames.
However, this is a highly relevant setting since many man-made scenes or
objects actually contain multiple moving rigid parts, for example pieces
of furniture, adjustable screens, doors, etc. A dense 3D reconstruction
together with a dense segmentation of the scene into functional parts is interesting for applications where a user can interact with the reconstructed
objects, eg. by opening a door or by pulling out a drawer. This chapter
therefore addresses this multi-body depth-map fusion problem, and as
a byproduct also provides a dense segmentation into differently moving
parts. We note that sparse multi-body structure-from-motion (SfM) has
received some attention in previous work, see eg. [Costeira and Kanade,
1995]. Since our chapter clearly focuses on the dense reconstruction, which
requires known camera poses, we assume that those camera poses are
provided by such a sparse multi-body SfM component. For the sake of
completeness, we will nonetheless highlight several particular issues with
the sparse multi-body setting in Sec. 4.3.4. Our multi-body depth-map
fusion algorithm only requires depth-maps and camera poses registered
to a common references frame. Recent depth-cameras could therefore be
used as well, even though in this chapter we only consider depth-maps
computed from RGB images. As described in detail in Sec. 4.3.5, we
are building on top of a convex voxel labeling framework for dense rigid
reconstructions. In a nutshell, those frameworks label a voxel as either
’occupied’ or ’freespace’ based on a spatial regularization term together
with a data fidelity term derived from depth-maps. Those methods provide accurate results for rigid scenes. As multi-body or articulated scenes
are assembled from multiple rigid parts, an intuitive idea is to instantiate
a separate voxel grid for each part and solve multiple labeling problems
independently.
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However, this leads to severe ghosting artifacts in the reconstructions:
described in more detail in Sec. 4.3.3, the same part will be reconstructed
multiple times, maybe even in a voxel grid associated to another part
(see Fig. 4.7). In order to prevent this from happening, the grids must
be allowed to interact with each other. Indeed, if we consider whether
the reconstructions of all the parts are intersection free, we see that
ghosting artifacts actually lead to intersections with other parts. Hence,
our physically-motivated method is based on a remarkably simple, yet
powerful idea: a moving rigid part can not occupy a point in space
which is already occupied by another rigid part. These non-intersection
constraints can be formulated as linear inequality constraints which link
the previously independent labeling problems together. This results in
complex interactions of regularization and data terms between different
grids and will resolve the ghosting artifacts. It is important to note
that despite rather weak data terms due to noisy depth maps, the nonintersection constraints result in a strong mutual exclusion principle which
provides a clear part-based 3D segmentation. Interestingly, those nonintersection constraint also enable to ’carve out’ regions which have never
been directly observed in the input images. For example, observing how
a drawer moves in and out of the drawer casing together with the nonintersection constraints immediately lead to the conclusion that the drawer
casing must be hollow, a fact which is reproduced by our algorithm.
In contrast to previous convex depth-map fusion formulations for rigid
scenes, our formulation contains two entirely different types of constraints:
the non-intersection constraints and the standard variational formulation
of the total variation regularizer. In order to efficiently handle this
large optimization problem, we propose to use a preconditioned primaldual proximal method [Pock and Chambolle, 2011]. Moreover, the set
of non-intersection constraints can be quite large. Fortunately, only a
small fraction of those constraints will be active at the globally optimal
solution, lending itself to an efficient constraint generation procedure. An
experimental evaluation shows that our algorithm achieves its goals of a
dense multi-body reconstruction. In summary, the contributions of this
chapter are:
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i) Introduction of the problem of dense consistent multi-body depthmap fusion and presentation of a solution based on convex nonintersection constraints which not only prevents ghosting artifacts
but also carves out voxels in unseen regions which are occupied by
another part.
ii) Description of a convex voxel labeling algorithm which is solved
with a preconditioned primal-dual proximal method and with an
efficient constraint generation procedure.

4.3.2. Related Work
Image based 3D reconstruction methods have made large progress in
recent years. Structure-from-motion [Hartley and Zisserman, 2004] is
nowadays a well-established technique to accurately compute camera
poses and sparse 3D point clouds. While originally assuming an entirely
rigid scene, sparse 3D reconstruction methods have been extended to deal
with multiple rigid bodies [Costeira and Kanade, 1995] or with articulated
objects [Ross et al., 2010, Katz and Brock, 2011], and even to more
general non-rigidly deforming objects [Brand, 2005, Torresani et al., 2008].
Each of those classes of objects or scenes comes with its own challenges.
For example, finding a globally consistent scale for all the objects in a
multi-body rigid scene is a non-trivial task, for which no solution exists
in the most general case of entirely independently moving rigid objects
[Ozden et al., 2010a]. Notably, parts of an articulated rigid objects are
not allowed to move freely, a fact which manifests itself for example in
a rank-constraint for a feature trajectory matrix which can be used to
infer joint locations and a global scale [Yan and Pollefeys, 2008]. In order
to constrain the solution space, reconstruction methods for deformable
objects require a prior for regularization, such as local rigidity [Taylor
et al., 2010], physically-inspired models [Agudo et al., 2012], or a lowdimensional subspace model [Garg et al., 2013]. Even though non-rigidly
deformable objects certainly represent an important class of objects, in
this work we focus on reconstructing multi-body rigid and articulated
scenes, mainly because these scenes can be broken down into multiple

95

4. Scenes with multiple objects or parts
moving rigid parts, whose interaction with each other can be captured in
a mathematically exact way, as will be described later.
For multi-body rigid scenes, recent efforts in multi-body structure-frommotion led to the simultaneous computation of motion, segmentation and
depth-maps from images [Zhang et al., 2011, Roussos et al., 2012]. These
approaches estimate the different incremental motions from video with an
iterative alternating scheme, and output a single [Roussos et al., 2012] or
a sequence [Zhang et al., 2011] of depth-maps, with a segmentation mask
and the associated motion for each object. One could feed those into a
separate per-object depth-map fusion. However, deferring a reasoning in
3D can lead to ghosting artifacts where parts intersect or get reconstructed
multiple times. This happens when a part remains photoconsistent w.r.t.
another part, eg. for object shadows on the ground plane, as can be seen
in [Zhang et al., 2011, Roussos et al., 2012]’s results. Our goal differs from
theirs as we aim at volumetric, non-intersecting and time-consistent 3D
models from unordered depth-maps. [Zhang et al., 2011, Roussos et al.,
2012] can therefore be used to generate input depth-maps for our method.
In the Computer Graphics community, Chang and Zwicker’s work
[Chang and Zwicker, 2011] also addresses the problem of registering data
from an articulated object in different configurations, mainly in order
to infer the articulation chain and the assignment of points to parts.
However, their focus differs from ours: while we are interested in a dense
volumetric reconstruction from image data, their approach requires highquality outlier-free point clouds as input so that no optimization over
the 3D locations of the points is required. Unfortunately, image based
methods require a SfM stage and point clouds acquired by SfM techniques
tend to be very noisy and contaminated with many outliers, the same
being true for RGBD-sensors. Those outliers are not handled by their
method. Moreover, non-intersection constraints are not considered at all
in [Chang and Zwicker, 2011].
Once camera poses are known from a sparse reconstruction method,
dense reconstruction algorithms can be used to compute and extract 3D
surfaces. Also known as multi-view stereo, this field contains a large
amount of previous work. We refer the reader to [Seitz et al., 2006]
and its excellent accompanying website for further related work in this
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area. Carving out regions in 3D which project to non-occupied areas in
the images have lead to the well-understood concept of the visual-hull
[Laurentini, 1994]. Phrasing the multi-view stereo problem as a binary
labeling problem of a 3D voxel grid with labels ’occupied’ or ’freespace’
and adding regularization, [Lempitsky and Boykov, ] has used graphcuts to optimize the resulting energy minimization problem. Shortly
after that, this discrete graph-cut formulation has been rephrased in the
continuous setting as a convex optimization problem [Zach, 2008], where
an efficient, highly parallelizable algorithm has been introduced. More
generally, convex relaxations of binary or multi-label problems can be used
to combine data evidence from images with a regularization term, usually
a total-variation term, in an efficient, highly parallelizable framework
[Chambolle and Pock, 2011]. Our multi-body depth-map fusion approach
builds on top of such convex relaxations. Recent approaches with RGBD
cameras [Newcombe et al., 2011a] only consider the unary data term and
ignore any pairwise or higher-order regularization term, thereby sacrificing
accuracy in favour of speed. Such a fusion approach has recently been
extended for articulated model-based tracking [Malleson et al., 2013].
Analogously to our approach, the model is represented by instantiating a
separate voxel grid for each rigid part. An iterative-closest point algorithm
between a new RGBD frame and the model is used to update the camera
position, and given this camera position the new data evidence is fused
into the grids. Hence in direct comparison to our approach, [Malleson
et al., 2013] is much faster but also less accurate, ignores the physical
non-intersection constraints, and requires a RGB-D camera together with
a continuous stream of images for incremental computation.

4.3.3. Problem Description and System Overview
The input to our algorithm consists of a set of depth-maps taken from
a scene with multiple moving rigid objects or parts. Furthermore, the
camera is also allowed to move. The number of parts G is assumed to be
known.
Our reconstruction pipeline contains a preliminary depth-map generation stage, and a main fusion stage, see Fig. 4.6. The depth-map fusion
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Figure 4.6.: The overall dense reconstruction pipeline takes an unordered
set of images as input. As a preliminary stage, a sparse
multi-body SfM component extracts a motion multigraph: a
node represents an image and each edge represents a relative
rigid transformation (of the camera or a rigid part) between
two images. After selecting the appropriate subgraph for
each part, depthmaps can be computed for that part. In the
main stage, those depthmaps are fused in a volumetric convex
voxel labeling framework where each part is reconstructed in
a separate voxel grid. However, non-intersection constraints
between the parts enable a complex interaction between all
those grids, thereby carving out voxels in unseen areas which
are occupied by another part and avoiding reconstruction
artifacts such as ’ghost parts’.

stage is based on a volumetric fusion of depth-maps in a voxel grid. In
contrast to previous approaches which consider a single rigid object and
thus only a single voxel grid, we propose to use a separate voxel grid
for each part in order to tackle the dense multi-body depth-map fusion
problem. This second stage will be described in detail in Sec. 4.3.5. As
we will see, in order to define a data term for a certain image and part,
the depth-maps must be registered to those voxel grids, each of which
is rigidly attached to a part. This registration step obviously requires
the camera position of this depth-map with respect to that part. The
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preliminary stage (outlined in Sec. 4.3.4) therefore performs a multi-body
sparse reconstruction in order to compute all the camera poses and the
motions of the parts. Once all the camera poses are known, depth-maps
can be generated to be used in the main fusion stage.
At this point it is important to highlight a problem particular to the
multi-body setting. Let us consider a simple setup with two parts and look
at sets of depth-maps generated in two different cases. In the first case,
the two parts move with respect to each other between any two images.
The resulting depth-maps for each part will contain highly confident
measurements in regions where that part is visible and contain random
measurements with low confidence in regions of the other part because the
motions of the two parts are different and thus inconsistent for computing
a single depth-map. In the second case however, only the camera moves
and the two parts stay rigid with respect to each other. The depthmaps for those images will be the same for both parts and contain highly
confident measurements for both parts. Fusing all those depth-maps from
the first and second case for each part independently will lead to ghost
parts: the highly confident measurements of the second case provide
consistent evidence for both parts in each one of the two voxel grids,
whereas the inconsistent regions with low confidence in depth-maps of the
first case would be simply treated as outlying measurements for example
due to occlusions. In summary, the two parts would get reconstructed
in both voxel grids leading to ghost parts which would occupy the same
points in space once a voxel in one grid is mapped to the other grid.
Therefore, our proposed fusion process allows the grids to interact with
each other in a complex way so that parts are guaranteed to not intersect
with each other at any point in time. This does not only avoid ghost
parts, it also allows to carve out regions in space which have never been
observed directly in any of the images.

4.3.4. Sparse Multi-Body Structure-from-Motion
As mentioned in the introduction, the main contribution of this work is
the dense depth-map fusion formulation with non-intersection constraints.
To compute the required camera poses, iterative approaches similar to
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those used in [Zhang et al., 2011, Roussos et al., 2012] could be used.
We preferred a non-iterative one that we quickly outline in this section
explain, for the sake of completeness. This first stage mostly uses existing
building blocks for sparse multi-body SfM.

4.3.4.a. Extracting Relative Transformations
Since each part is allowed to move with respect to other parts and the
camera, we initially treat the reconstruction of each part as a separate
rigid SfM problem. Sparse feature point correspondences are therefore fed
into a sequential RANSAC which extracts all the essential matrices with
sufficient inlier support. While being a fairly simple and straight-forward
approach, sequential RANSAC has proven to be sufficient for our purposes.
As two-view epipolar geometry might lead to many spurious inliers (eg.
due to repetitive structure), a three-view verification is performed to
eliminate inaccurately detected essential matrices. An additional benefit of
three-view verification is that the scale for relative transformations within
a three-view verified cluster of images is fixed (two-view relations only
provide the translation up to scale) and a consisten reference coordinate
frame can be chosen for this cluster. It is important to note that such
a cluster can nonetheless contain relative transformations from multiple
different parts: Whenever two parts do not move with respect to each
other between two images (as visualized by the dashed arrow in Fig. 4.6),
their three-view verified relative transformations which link to those two
images will be assigned to the same cluster thereby fixing a consistent
scale between the two parts. If a part is never static with respect to
another part, additional heuristics such as a common ground plane or
motion constraints can be used [Ozden et al., 2010a, Jacquet et al., 2013a].
For simplicity, we decided to take two pictures with a moving camera
where no part is moving. This provides a common reference frame and
scale for all the relative transformations. Conceptually, at this point, a
multigraph with a node for each image and an oriented edge for each
extracted relative rigid transformation captures the geometric relations
between the images.

100

4.3. Non-intersection of multiple solid bodies
4.3.4.b. Motion Segmentation
In order to get the rigid motion of part g, the correct subset of edges
needs to be selected from the multigraph. Note that an edge can be
selected multiple times: this happens if two or more parts do not move
with respect to each other between two images. This is a special instance
of the motion segmentation problem for which a fair amount of previous
work exists [Costeira and Kanade, 1995, Tron and Vidal, 2007, Katz and
Brock, 2011, Ozden et al., 2010a, Zhang et al., 2011, Roussos et al., 2012].
If a feature point on a certain part can be tracked throughout all the
images, the motion segmentation becomes trivial for that part. If this is
not the case, heuristics based on color similarity, spatial proximity, etc.
can be used to ’stitch’ partial feature trajectories together and read off
the correct segmentation from the result. Since motion segmentation
is not the focus of our work, we ask for user input to manually correct
erroneously stitched trajectories.
Interestingly, the dense reconstruction framework can handle some potential errors in the motion segmentation. This robustness is mainly due
to the following observations. (i) Each subgraph is built from robust,
three-view verified relations because the original multigraph is built that
way as well. The motion subgraph for part g is further independently refined by running a rigid bundle adjustment on that subgraph. This further
eliminates wrongly included or inaccuratly estimated relative transformations. (ii) Remaining inaccurately registered views in a subgraph will be
handled by two components in our framework: Firstly, inaccurate views
lead to depthmaps with low confidence scores and hence they will contribute less to the data term. Secondly, the depth map fusion algorithm
uses a robust data cost and a regularization term which inhibit outlying
measurements to some extent.
4.3.4.c. Generating Cost Volumes
Once the subgraph and thus relative transformations for each part is
known, depthmaps for that part can be generated for each node (ie. camera view) in the subgraph. We are currently using a CUDA-implemented
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plane-sweep algorithm similar to [Yang and Pollefeys, 2003] for the computation of the depth maps. The depth maps of a specific part g are all
registered into a separate cost volume for that part. Specifically, given
the positions of the grid g and camera, each depth map is converted into
a truncated signed distance field and these values are aggregated in a
voxel grid dg . The contribution to the signed distance field of a depth
measurement at a certain pixel in a depthmap is weighted with a pixel
confidence score based on the disparity matching cost for that pixel. These
voxel grids are then used as data evidence in the dense reconstruction
step. The orientation and extents of the voxel grid for a part are given
by a well-aligned and tightly fitted bounding box around the sparse point
cloud associated to that part. This bounding box is robustly estimated
by considering the distributions of the projection of this point cloud onto
normal directions of dominant scene planes contained in that point cloud.
Note that in this way, the grids are best aligned with respect to each part
and are not axis-aligned to each other.

4.3.5. Dense Multi-Body Depth-Map Fusion
4.3.5.a. Preconditioned Primal-Dual Proximal Method
Continuous Formulation Motivated by widely-used convex formulations
for binary segmentation problems [Zach, 2008, Chambolle and Pock, 2011],
our formulation is based on a separate ’occupancy indicator function’
xg ∶ Vg → [0, 1] for each grid g ∈ {1, . . . , G}. Vg denotes a spatial volume
around part g and a value of xg (v) = 1 denotes that this point v ∈ Vg
is occupied by part g whereas xg (v) = 0 denotes unoccupied freespace.
The local data evidence dg (xg ) from the depth maps is combined with a
regularization term rg (xg ) in a continuous energy function. Specifically,
we follow a convex fusion framework with the widely-used total-variation
regularization rg (xg ) = ∫Vg ∥∇xg (v)∥dv and a unary data term ⟨dg , xg ⟩ =
∫Vg dg (v)xg (v)dv [Zach, 2008]. Hence, the continuous energy functional
looks like
E(x) = ∑ rg (xg ) + µ⟨dg , xg ⟩,

(4.32)

g
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where x = {x1 , . . . , xG } denotes the set of occupancy densities and µ ∈ R
is a parameter balancing data fidelity with the regularization. For later
reference, we note the variational representation of the total-variation
∫Vg ∥∇xg (v)∥dv = maxpg ∶∥pg (v)∥≤1 ∫Vg ⟨pg (v), ∇xg (v)⟩dv, which makes use
of a dual vector-valued function pg ∶ Vg → R3 .
Since each rigid part g is allowed to move in the scene, the volumes Vg
actually move rigidly with respect to each other and thus also with respect
to a fixed global coordinate system. The non-intersection constraints
impose that at any point in time, no point in space can be occupied by
more than one part. Formally, let Tt,g0 →g denote the rigid transformation
which maps a point v ∈ Vg0 from grid g0 at time t to the local coordinates
of grid g. The transformations Tt,g0 →g are computed as described in
Sec. 4.3.4. Hence, we have access to transformations at points in time t
for which we have image observations. The non-intersection constraints
then become
∀v ∈ Vg0 ∶

∑

xg (Tt,g0 →g (v)) ≤ 1.

(4.33)

g∈{1,...,G}

Note that for known Tt,g0 →g , the non-intersection constraints are linear
inequality constraints with respect to the unknown functions xg . This observation is important since this allows us to include those non-intersection
constraints in a convex optimization framework.

Discretization In the discrete setting, the volumes Vg are represented by
appropriately sized and aligned voxel grids around each part. The set of
indices for voxels in grid g is also denoted by Vg , and the number of voxels
in grid g equals ng = ∣Vg ∣. xvg ∈ [0, 1] denotes the occupancy indicator
of a voxel vg ∈ Vg , whereas xg = (⇓vg ∈Vg xvg ) ∈ [0, 1]ng is the vertical
concatenation of labels for voxel grid g. Similarly, the complete vector of
occupancy indicator variables is given by x = (⇓g∈G xg ) ∈ [0, 1]∑g ng . An
analogous notation is used for dual variables pv and the unary data costs
dg . Using the variational form of the total variation, the discrete version
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of Eq. (4.32) is
E(x) = ∑ ∑ max⟨pvg , ∇xvg ⟩ − i(pvg ≤ 1) + µdvg xvg + i(xvg ∈ [0, 1]),
g vg ∈Vg pvg

(4.34)

where i denotes the indicator function (0 if condition is met, ∞ if not)
and ∇xvg is computed with finite forward differences. As we will see
in Sec. 4.3.5.b, the non-intersection constraints can be represented as a
linear inequality Ax ≤ b. After introducing Lagrange multipliers z in
order to handle this linear constraint set, the primal-dual formulation of
the resulting optimization problem looks like
z
min max⟨( ) , Kx⟩ − F ∗ (p, z) + G(x),
p
x
p,z
where F ∗ (p, z) = i(p ≤ 1) + ⟨z, b⟩ + i(z ≥ 0)
G(x) = µ⟨d, x⟩ + i(x ∈ [0, 1])
T T

K = [AT , ∇ ] .

(4.35)
(4.36)
(4.37)
(4.38)

The function F ∗ (convex conjugate of F ) acts on the dual variables and
G on the primal variables and the linear operator K connects these two
sets of variables. Here, the sparse matrix ∇ ∈ R3 ∑g ng ×∑g ng contains the
finit forward difference coefficients for gradients ∇xvg .
Optimization This is a large-scale convex optimization problem and we
need to carefully select a suitable algorithm. We decided to use a first order
primal-dual proximal algorithm [Chambolle and Pock, 2011, Combettes
and Pesquet, 2009], mainly because the individual update steps in this
algorithm decouple and can be parallelized easily. Experimentally, we have
confirmed that a preconditioned proximal algorithm [Pock and Chambolle,
2011] converges much faster than its non-preconditioned counterpart. This
is due to the fact that our linear operator K captures two different type of
constraints, namely the non-intersection constraints and the constraints
due to the variational form of the total variation. Not only contain the
matrices A and ∇ a different number of rows, these rows also contain an
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entirely different pattern of non-zero entries with values on a different
order of magnitude. Using a single step-length for all the dual variables
as done in a non-preconditioned proximal method can therefore lead to
slow convergence. However, as Chambolle and Pock have shown in [Pock
and Chambolle, 2011], a preconditioned primal-dual proximal algorithm
with a diagonal preconditioner can choose an adaptive step length per
variable. For the sake of completeness and since the derivations need some
attention, the required prox-steps of F ∗ and G for the preconditioned
version will be derived in the following. The preconditioned prox-step
replaces the standard L2-norm ∥.∥2 with a Mahalanobis distance ∥.∥Σ ,
in our case Σ is a diagonal positive-definite matrix. Even though F ∗
decouples into separate prox-steps for p and z, the prox-step for the latter
involves a sum between a linear term ⟨z, b⟩ and the indicator function
i(z ≥ 0) leading to the following derivation
2

prox⟨⋅,b⟩+i(⋅≥0)Σ (z̃) = arg min (⟨z, b⟩ + i(z ≥ 0) + ∥z − z̃∥Σ )

(4.39)

z

2

= Σ 2 arg min1 (⟨Σ 2 z′ , b⟩ + i(Σ 2 z′ ≥ 0) + ∥z′ − Σ− 2 z̃∥ )
1

1

1

z′ =Σ

−

2

1

I

z

2

= Σ 2 arg min
(⟨z′ , ΣT 2 b⟩ + i(z′ ≥ 0) + ∥z′ − Σ− 2 z̃∥ )
′
1

1

z

1

I

⎧
⎪
1
1
1
⎪z̃ − Σb if z̃ − Σb > 0
= Σ 2 proxi(⋅≥0)I (Σ− 2 z̃ − ΣT 2 b) = ⎨
.
⎪
0
if z̃ − Σb ≤ 0
⎪
⎩
In the second last step, we have used the property that a non-preconditioned
1
prox-step involving a linear term ⟨z′ , ΣT 2 b⟩ is equivalent to applying the
− 12
T 21
prox-step to the difference Σ z̃−Σ b (see also Table 1 iv in [Combettes
and Pesquet, 2009]). Since Σ is chosen diagonal, the prox-steps for z still
decouple. The derivation for the prox-step of the primal variable follows
exactly the same steps and gives
proxµ⟨d,⋅⟩+i(⋅∈[0,1])T (x̃) = max(0, min(1, x̃ + µTd)).
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A similar derivation for the dual variable pvg with Σpvg = σv2g I3 provides
⎧
p̃
⎪
⎪
⎪
proxi(∥⋅∥≤1)Σvg (p̃) = ⎨ p̃
⎪
⎪
⎪
⎩ ∥p̃∥2

if ∥p̃∥2 ≤ 1
if ∥p̃∥2 > 1

,

(4.41)

ie. the preconditioning does not affect this prox-step. In summary, a
first-order primal-dual preconditioned proximal algorithm for our nonintersection constrained multi-body depth-map fusion problem looks like
outlined in Alg. 13 . Note again that all the prox-steps decompose into
elementwise prox-steps which can be solved analytically and in parallel.
4.3.5.b. Non-Intersection Constraints as Linear Inequalities
This section derives the discretized linear inequality constraints which
enforce the non-intersection constraints. We recall that Tt,g→g′ denotes
the rigid transformation from grid (or rigid part) g to g ′ at frame t. Let
wt,vg ∩vg′ denote the intersection volume between voxels vg and vg′ at time
t. This is computed by applying the rigid transformation Tt,g→g′ to the
voxel cube vg ∈ Vg which yields the corresponding translated and rotated
cube at time t expressed in coordinates of grid g ′ . Even though there exist
efficient and fast algorithms for exact voxel cube intersections [Reveillès,
2001], we opted for a simple estimation procedure of the intersection
volume between two voxels. Inspired by Monte Carlo integration and
efficient collision detection procedures from computer graphics, a voxel vg
is subdivided into n regularly spaced sample points. Each sample point
is transformed into the other grid and a counter nvg′ is increased for the
voxel vg′ which contains the transformed point. The final intersection
nv ′
volume is then estimated as wt,vg ∩vg′ ≈ ng . In practice, we used n = 163
sampling points. With this notation in place, the discrete version of the
non-intersection constraint in Eq. (4.33) reads like the following: For each
frame t and each voxel v ∈ Vg0 in the grid g0 , it must hold that
∑ ∑ wt,v∩vg xvg ≤ 1.
g vg ∈Vg

3 The

(4.42)

primal-dual trade-off was fixed to α = 1 for all our experiments.
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Those constraints can be concisely captured in a linear matrix inequality
Ax ≤ 1, where the entries of the matrix A are equal to the weights wt,v∩vg .
Obviously, some of those constraints are redundant (due to symmetry
reasons) and therefore not required. Notably, most of the voxels are not
intersecting, hence, most of the weights wt,v∩vg will be zero resulting in a
highly sparse matrix. In practice, there are roughly 6.5 non-zero entries
per grid in each row of the matrix A. Nevertheless, the overall number of
intersection constraints and thus rows in A can be very large. Fortunately,
only a very small fraction of those constraints will be active at the globally
optimal solution. Therefore, we follow a constraint generation approach
in our implementation: after a certain number of iterations, we search for
violated constraints and those constraints which are close to becoming
violated and add those as additional rows to the constraint matrix. Note
that when adding new rows to matrix A, σi and τj need to be updated.
The constraint generation procedure can be formulated with a complexity of O(nt ng0 G) where nt denotes the number of images where parts
have moved w.r.t. each other. The outermost loop iterates over all time
instances t ∈ {1, . . . , nt }. The next loop iterates over all voxels v ∈ Vg0 in
a reference grid g0 4 . Again motivated by collision detection procedures in
computer graphics, a sequence of increasingly more complex conservative
checks are employed in order to determine early on whether constraint
[t, v] is not violated and can be skipped. For those checks, potentially
intersecting voxels in other grids g ≠ g0 are efficiently computed with integer index arithmetic as neighbor of Tt,g0 →g (v). This constraint generation
procedure incurs only a small overhead to the primal-dual method.

4 Here,

we implicitly assume that grid g0 is sufficiently large so that by iterating over
its voxels, all the non-intersection constraints are considered. If that is not the case,
the union of all grids gives a virtual g0 which satisfies this condition. A better and
more involved approach would be to use a hierarchical space partitioning scheme
to efficiently compute the regions in which voxel grids intersect.
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Algorithm 1: First-Order Primal-Dual Algorithm
parameters : Time step sizes
τj = m 1 2−α , T = diag (τj ),
∑ ∣Ki,j ∣

i=1

σi =

1
n

α
∑ ∣Ki,j ∣

, Σ = diag (σi ),

j=1

output
1
2
3
4
5
6
7
8
9
10
11
12

primal-dual step trade-off α ∈ [0, 2]
: Minimizer x for the multi-body depth-map fusion
problem.

while not converged do
// Primal Variable Update:
zt
x̃ = xt − TKT ( t ) ;
p
// Primal Variable Prox-Step:
xt+1 = proxµ⟨d,⋅⟩+i(⋅∈[0,1])T (x̃) ;
// Reflection step:
x̂ = 2xt+1 − xt ;
// Dual Variable Update:
z̃
zt
( ) = ( t ) + ΣKx̂ ;
p
p̃
zt+1 = proxi(⋅≥0) (z̃ − Σz b) ;
pt+1 = proxi(∥⋅∥≤1)Σp (p̃) ;
t=t+1 ;
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4.3.6. Results
We present an experimental evaluation on the following datasets5 :
4.3.6.a. Laptop
This dataset contains 18 images of a laptop taken from a moving camera
while the screen is rotating around its fixed axis w.r.t. the keyboard.
The screen is not moving w.r.t. the keyboard in all the frames, ie. in
some frames only the camera moved and the scene was perceived as being
entirely rigid during those frames. For this example, we have used a best-K
(K = 6) depthmap matching cost which is robust to occlusions and, more
importantly for our setting, also to changes in the rigid configuration of
the two parts. This choice results in depthmaps which are fairly consistent
for both parts at the same time. Some of those depthmaps are shown in
Fig. 4.7. We can clearly see that the regions of the screen and keyboard
in those depthmaps will both provide consistent data evidence in the
keyboard and screen voxel grid. Without any non-intersection constraints,
the screen should therefore also be reconstructed in the keyboard grid
(and the other way around for the keyboard in the screen grid). As the
results show, the screen will indeed be reconstructed multiple times, in
our case 6 times since we observed 6 different configurations between
the keyboard and the screen. However, with activated non-intersection
constraints, those ghosting artifacts vanish and the screen and keyboard
will be reconstructed exactly once, each in its own grid.
Since K = 6, it means for example that for the keyboard grid, the
accumulated consistent evidence over all 3 camera poses for a ghost screen
is weaker than the evidence for the keyboard which accumulates data from
6 camera poses. In such a situation, an alternative idea to decrease the
ghosting artifacts is to put more emphasis on the spatial regularization
term, hoping that regions with low evidence won’t get reconstructed due
to the otherwise implied high regularization cost. As Fig. 4.8 shows,
such a strategy can indeed decrease the ghosting artifacts to some extent.
5 Interactive

3D results can be found at
non-intersection-constraints/3D-results/
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Figure 4.7.: In multi-body depth-map fusion, we are trying to compute a dense reconstruction
from a set of input depth-maps of a scene containing multiple moving rigid objects
or parts (in the visualized example, the screen rotates w.r.t. the keyboard). A
straight-forward approach reconstructing each rigid part independently leads to
severe artifacts, like a part being reconstructed multiple times at slightly different
poses (especially visible in the side view where features of the desk, keyboard, and
screen get reconstructed multiple times). The approach proposed here introduces
non-intersection constraints which enable complex interactions between the individual
reconstruction problems thereby eliminating almost all those ghosting artifacts.
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Figure 4.8.: With increased spatial regularization, artifacts are eliminated to some extend even
without non-intersection constraints. However, as the close-up views with a slicing
plane show, intersections are still present without non-intersection constraints. Moreover, the background plane has wrongly been interpolated smoothly with the most
widely-opened position of the screen. Two artifacts remain in both reconstruction.
These are due to inaccuracies in the depthmaps, as can be seen in some of the
visualized sample depthmaps.
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However, some artifacts remain and the screen still intersects with the
keyboard. With our non-intersection constraints, those artifacts and
intersections vanish. It is important to note that putting more emphasis
on the regularization term can lead to other artifacts, like the elimination
of correct regions which are not part of a ghosting artifact or a smooth
interpolation between a ghost part and the correct reconstruction (as
seen in Fig. 4.8). Hence, the success of just increasing the regularization
strongly depends on the motion of the camera and the frequency of
changing configurations between the parts.
4.3.6.b. Drawer
The drawer dataset consists of 6 images. 4 different non-rigid configurations have been observed while pushing the drawer into the drawer
casing. Hence, in three images, the scene was again perceived as entirely
rigid. In contrast to the laptop example where we have used a best-K
depthmap matching, all the views contribute to a depthmap estimate
this time. Fig. 4.9 shows an example of the resulting depthmaps for one
specific point of view. Note that even though there is a bias towards
either the casing or the drawer, there is a fair amount of noise present
in those depthmaps. Nevertheless, our algorithm provides an artifact
free reconstruction and thus segmentation into the two parts. Moreover,
the non-intersection constraints prevent intersections even in unseen or
weakly observed areas, resulting in a tight hole in the casing of the drawer
such that the drawer can slide in.
4.3.6.c. Wooden Box
This dataset consists of 13 images taken from a moving camera and a
moving wooden box in front of a rigid background. The wooden box
translates and rotates which can lead to severe artifacts if not handled
properly. We refer to Fig. 4.10 for some sample input images, depth-maps
corresponding to these images for the background and the wooden box,
and the resulting multi-view reconstruction with disabled and enabled
non-intersection constraints. Without non-intersection constraints, the
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Sample depth maps

Intersection-free reconstruction

Background and casing

Drawer

Figure 4.9.: When a drawer moves in and out of the casing, the intersection-constraints automatically carve out a tight hole in the casing in order to avoid any intersections between
the drawer and the casing. Moreover, the drawer is reconstructed only once, ie. no
ghosting artifacts are present. The visualized depth maps correspond to the input
image on the top left. Note that this example only uses 6 input images from one
side of the drawer and hence, due to absence of data evidence, the reconstruction on
other sides can be inaccurate.
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Input images
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wooden box gets reconstructed multiple times in the background grid
(visualized in blue) whereas the background is reconstructed multiple
times in the wooden box grid (visualized in green). Due to the rotation
of the box, those ghosting artifacts of the background are clearly visible
in the box grid. When superimposing the reconstructions from both
grids in a common coordinate frame associated with one configuration,
intersections are clearly noticeable. Other intersections would become
apparent when mapping to a coordinate frame associated to a different
configuration. In contrast, with enabled non-intersection constraints, the
ghosting artifacts disappear, resulting in a clear segmentation between
the wooden box and the background.
The non-intersection constraints obviously increase the time and memory requirements slightly compared to entirely independent reconstructions. It is difficult to exactly quantify the time overhead due to those
constraints, since the additional complexity for the constraint generation
largely depends on how many occupied and intersecting voxels there are
in a per-part independent reconstruction (and hence on the proximity
between the parts). In our experiments, the overall time overhead for the
primal-dual algorithm was usually within 25 − 50%. We observed a similar
overhead for the memory requirements. At this point it is worth to point
out again that the number of constraints scales with the number of different rigid configurations. However, at the globally optimal solution, only
a small fraction of those constraints will be active which is independent
of the number of different configurations. We currently do not remove
constraints which were added to the constraint matrix at some point and
got satisfied later on. Such a step could certainly be added if required.

4.3.7. Conclusion
In [Jacquet et al., 2014], we have introduced the multi-body depth-map
fusion problem. In order to prevent ghosting artifacts, we have considered
the non-intersection constraints which can be formalized as linear inequalities. These inequalities have been integrated in a convex voxel labeling
framework, leading to complex interactions between separate voxel grids
for each rigid part. As the experimental evaluation shows, this approach

114

Sample Depth maps

Without Non-Intersection
Constraints

With Non-Intersection
Constraints

Figure 4.10.: A wooden box translates on a plane and rotates around the plane normal. Our
reconstruction algorithm based on non-intersection constraints not only avoids
ghosting artifacts, it also provides a segmentation of the box from the background.
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eliminates ghosting artifacts. Moreover, regions which have never been
observed in the images, like the interior of a drawer case, will be carved
out if an intersection with another part would result otherwise. Intuitively,
a part can be used to carve out unseen regions in other parts. From an
optimization point of view, we verified that a preconditioned primal-dual
proximal method converges must faster than its non-preconditioned counterpart. This can be attributed to the fact that our optimization problem
contains two entirely different types of dual variables, a setting in which
preconditioning is known to be beneficial. Since only a small fraction of
the intersection constraints will be active at the globally optimal solution,
a constraint generation approach has been introduced to handle the large
set of non-intersection constraints without incurring a large overhead to
the primal-dual method.
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4.4. Articulated Structure-from-Motion
Pipeline
4.4.1. Introduction
4.4.1.a. Problem Statement
Until this point of the thesis, we have not focused our attention on the
way the poses of the cameras relatively to each object are computed. In
[Jacquet et al., 2013a], we considered the camera to be attached to one
object, or we used a naive sequential RANSAC approach in the laptop
case (Fig. 4.3). In [Jacquet et al., 2014], as explained in Sec. 4.3.4.a and
4.3.4.b, we stitched incomplete trajectories based on heuristics and we
relied on manual correction to handle wrongly stitched ones.
Based on the knowledge acquired during this PhD studies, we now
would like to sketch an algorithm to address the problem of computing
the poses of a camera or a set of cameras relatively to a set of moving
bodies.
An extended study of related literature has been done in Sec. 4.3.2. It
is worth noting that two main subfields exists, one considering a stream of
data (be it depthmaps or video), which is dense regarding to time, assuming small changes between two consecutive frames. The second subfield
uses sparsely sampled images, such as unordered photo collections, hence
dealing with much bigger changes between two images. Having a stream
as input greatly simplifies the problem as the feature correspondences
can easily be established due to the small motion assumption. There is
a full field of research interested in motion segmentation, using a video
stream as an input. In this chapter, we will consider the unordered photo
collection scenario.
The consequences on the Structure-from-Motion pipeline of having
multiple bodies with a dependent relative motion have not been studied
so much yet beside [Yan and Pollefeys, 2008]. It has to be mentioned that
[Ozden et al., 2010b] deeply studied the problem of on-line Multi-Body
Structure-from-Motion for the case where feature tracking is available
(e.g. in videos). As noted in the latter work, having multiple objects gives

117

4. Scenes with multiple objects or parts
rise to two entangled problems for a SfM pipeline: we need to find the
motion of all objects and segment theses objects.
Most previous works assume to have full trajectories for each feature
points, either because the images come from a video stream, or because the
objects are always observed from approximately the same viewpoint. We
are interested in the context of sparse photo collection, so this assumption
can not be made, and we need to handle incomplete feature tracks.
4.4.1.b. Motion Graph
Let us introduce the concept of a motion graph in order to reason more
clearly about the challenges and the constraints encoded within the data.
This motion graph extends ideas from the pose-graph, which is commonly
used in Simultaneous Localization and Mapping (SLAM), and uses ideas
from the pose graph maps, introduced in [Olson et al., 2006, Pfingsthorn
et al., 2008]. The idea is to represent each image encoded as one vertex in
the motion graph. An edge is introduced for each relative transformation
found between two images. An edge is labeled with the set of indices
of the feature point correspondences contained in the inlier set which is
associated with the relative transformation belonging to this edge, this
represents the "support" of this transformation.
Because we are considering a non-static world, and not only the camera
ego-motion, this motion graph is actually a multigraph, i.e. a graph in
which two vertices can be connected to each other with more than one
edge. Fig. 4.11 shows a graphical illustration of a motion graph for the
small example of the drawer dataset, reconstructed in Sec. 4.3.6.b and
Fig. 4.9. For the sake of clarity, we have not represented the set of indices
labelling each edge.
At this point, it is worth to mention that the motion graph is related to
the pose graph maps [Olson et al., 2006, Pfingsthorn et al., 2008], in which
local maps obtained with laser or binocular stereo-vision are attached to
cameras of the pose-graph, leading to easier and quicker update of the
global map when the whole pose graph changes (due to re-optimization
or loop-closure detection).
The same idea has recently been used in relative bundle adjustment
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Figure 4.11.: A small motion graph example.
Vertice Vi represent the view i.
Edge tkij represent the kth relative transformation betveen
views i and j.
Green edges show relative transforms that are the only one
found for a pair, corresponding to rigid motion.
Blue (resp. Yellow) edges show relative transforms corresponding to motion of the drawer (resp. frame and background). Please notice that the superscript index of e.g.
blue transforms is not always 1 because associating a transform of a view-pair to an object or to another transform in
another view-pair is not trivial.
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methods [Steffen et al., 2010, Sibley et al., 2009]. In these approaches, the
3D points are not represented w.r.t. one single global reference frame but
rather each point is represented w.r.t. an image in which the point is seen.
Analogously, a 3D point in the motion graph can be represented either
implicitly [Steffen et al., 2010] or explicitly w.r.t. a reference image in
which it has been seen (e.g. w.r.t. the image the point has been seen for
the first time) [Sibley et al., 2009]. This is also linked to the smart-factor
of Factor graphs by [Carlone et al., 2014].
In rigid SfM, relative bundle adjustement improves the condition number of the least squares system which needs to be solved in each iteration
of the bundle adjustement. Interestingly, such a relative representation
of the points offers a substantial advantage for articulated SfM: since
the points need not to be registered w.r.t. a global reference frame, the
assignment problem of feature points to articulated parts can be deferred
to a later stage. We can rather focus on the extraction of virtual complete
feature tracks, each of which encodes the transformations of an articulated part between the images, as a (non-multi-) sub-graph of the motion
graph. The next section shows how such virtual complete tracks can be
assembled from the existing partial tracks.

4.4.2. Articulated Structure-from-Motion Pipeline
We propose to use a feature point based articulated structure-from-motion
pipeline. In the first stage described in Sec. 4.4.2.a and also known as
pair-wise matching, feature points are detected and matched in multiple
images. The resulting putative correspondences are fed into a RANSAC
framework in order to compute rigid relative transformations between
articulated parts. After this stage, a set of relative rigid transformations
is known between several pairs of images: the motion graph is constructed.
The goal of the second stage is then to select for each articulated part
a subgraph corresponding to the transformation of this articulated part.
This stage will be described in detail in Sec. 4.4.3. Finally, the assignment
of the tracked feature points (a.k.a. sparse segmentation) will be described
in Sec. 4.4.3.a.
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4.4.2.a. Sequential RANSAC for Rigid SfM
In the first stage of the pipeline, parts which move in an articulated manner
are treated as completely independent rigid objects. Hence, a straightforward sequential RANSAC framework can be applied to find all the rigid
transformations due to rigidly moving parts present between two frames.
Specifically, 5-point sequential RANSAC for essential matrix estimation
between two intrinsically calibrated views is applied. After having found
an essential matrix with sufficiently high support, the inliers w.r.t. this
essential matrix are removed from the set of putative correspondences
and the sampling continues in order to find further rigid transformations
as encoded by the essential matrix.
Critical configurations for 2-view reconstruction of multiple bodies
A critical configuration is a situation happening when the points and
cameras are such that the projected image points are insufficient to determine the placement of the points and cameras uniquely, up to projective
transformation. It is worth noting that critical configurations in the case
of cameras observing a static world are well-known in the calibrated and
un-calibrated case (see e.g. [Buchanan, 1988] for two-view, and [Hartley,
2000] for tree-view). In the multi-body case, we will call a critical configuration for two views a configuration in which the points and cameras
are such that the projected image points are insufficient to determine the
placement of the points and cameras uniquely as well as to segment the
multiple motions. In [Vidal et al., 2006], Vidalet al . proposed a generalization of the epipolar constraint and of the fundamental matrix to multiple
motions and introduced the so-called multibody epipolar constraint and
its associated multibody fundamental matrix. They assumed points and
camera to be in the general case and explicitly avoid the study of any
potential critical surfaces.
We will consider critical configurations in the two-view multi-body case,
for calibrated cameras.
First, let us recall the static two-view case from Sec 11.9 of [Hartley and
Zisserman, 2004]: the configuration is critical if and only if the points and
camera centers all lie on a ruled quadric. Second, to ease our reasoning, let
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us think about the problem in the following way: a static camera observes
N moving objects. As every motion is relative, instead of considering
the pose of each object with respect to the camera, we can consider the
pose of the camera with respect to each object. Labeling the first view
as the reference one, this gives us N potentially different virtual second
views and N corresponding virtual camera motion. Two different classes
of critical configurations appear if :
• One object and its virtual camera are in a well-known static critical
configuration.
• The translation of two virtual camera centers are collinear.
The first case was expected, although it tends to happen more easily with
plane-like objects. The second one is more interesting. It did happen to
us in practice and was very confusing as it is nowhere clearly studied. The
problem is that the epipole of the two virtual cameras are superposed,
yielding the same epipolar lines. Hence the unability to segment the two
motions. Notice that close-to-collinear translations are likely to generate
unsegmentable motions. The second case also happen systematically if
one object do not move relatively to the camera, since the translation is
not defined in that case (i.e. everything is collinear to ~0 ).
In practice Because of the afore-mentioned critical case, and since the
essential matrix only encodes the translational component of a relative
rigid transformation up to scale, we employ a three-view verification
in order to get complete rigid relative transformations, hence removing
the pairwise translation-length ambiguity, and obtaining the previously
defined motion graph.
It needs to be noted that if two objects are only collinearly translating in
all three views, the standard (linear) 3-view reconstruction (e.g. [Zach and
Others, 2012]) will fail at computing consistent translations (rotations are
fine though) because the translation computed from a view-pair actually
contain two different but parallel translations. We need to robustly select
feature points having a consistent translation (i.e. we need to segment the
motions). It would be interesting to study if the trifocal tensor directly
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solves this segmentation ambiguity (i.e. study 3-view multi-body critical
configurations), but this is left as an exercise to the interested reader.
In practice, to avoid the critical configurations when an object did
not move, we explicitly remove stationary points (i.e. points at infinity)
and rerun 5-point algorithm on remaining inliers, even before running
tree-view verification.

4.4.2.b. Computing the Rigid Transformations of an Articulated Part
Having completed the first stage, a set of relative rigid transformations
between pairs of views are known. In order to make use of the results
presented in Sec. 4.2, the relative transformation between two articulated
parts must be known over multiple frames. Hence, a subset of the relative
transformations computed in the first stage must be selected such that it
describe the relative transformation between two articulated parts. Note
that each feature point was counted as an inlier w.r.t exactly one essential
matrix between two views. Therefore, if there was a feature point on
each articulated part which is seen in all the views, the selection of an
appropriate subset would be trivial: The transformations corresponding
to the inlier sets of such a feature point uniquely encodes the rigid transformations of the articulated part to which this point belongs to. Hence
the relative rigid transformation between two articulated parts can be
computed, given that there exists a feature point on each part which is
seen in all the views. Let us call the subset defined by such a feature point
a complete feature track. As mentioned in Sec. 4.3.2, previous work for
articulated structure-from-motion are often based on the assumption that
such complete feature tracks are available. Unfortunately, such points are
usually not available in more challenging real-world data sets. Indeed in
practice, we are faced with partial feature tracks, i.e. correspondences
for a feature point can only be established between a small subset of the
views. In the following, the difficulties imposed by the articulated motion
together with partial feature tracks will be highlighted before presenting
a solution how to handle such challenging situations.
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The challenges to overcome Partial feature tracks together with an
articulated structure lead to severe problems. Two articulated parts might
move rigidly between several images. Hence, the feature points on these
two parts appear like belonging to one single rigid object. This shows how
the discovery of the dynamic structure is entangled with the segmentation
of the points.
Consider correspondences across several images of a new feature point
which has not yet been seen in previous images. This point can be
reconstructed w.r.t. the views it has been seen by standard triangulation
methods. However, in order to map this point to a global coordinate
system, two pieces of information must be available: i) It must be known to
which articulated part this feature point belongs and ii) the transformation
of this articulated part w.r.t. the global coordinate system must be known.
Unfortunately, neither of these two pieces of information is available at
this stage.

4.4.3. Sampling Virtual Complete Tracks
The motion of an articulated part is encoded in the motion graph as a
proper subgraph, meaning a subgraph with at most one edge between
two nodes (as are the blue (resp. yellow) edges in Fig 4.11). Actually,
a spanning tree is sufficient to compute all the relative transformations
between two images: any cycle in the subgraph of a part should be
consistent (i.e. the chaining of the transformations should be identity as
in the rigid case) hence a cycle do not add any information and can be
ignored. Consequently, the problem of computing the rigid transformation
of an articulated part boils down to the selection of a proper spanning
tree from the motion graph. As previously mentioned, if there was a
point on an articulated part which is visible in all the images, then the
selection of such a subset is straight-forward: One simply selects the
edges whose labels contain this specific feature point. Unfortunately,
since such complete feature tracks might not be available, partial tracks
must be stitched together to build a complete virtual track6 . We propose
6 This

track is called virtual since it does not correspond to any observed feature
point.
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a hypothesize-and-verify framework in order to solve this problem. The
idea was used for rigid SfM in [Roberts et al., 2011], where they sample
spanning trees from the motion graph. As already pointed out in that
paper, the key to success is to define a sampling probability over spanning
trees which samples valid trees with a high probability. However, in our
case, we need to sample minimal spanning trees from a multi-graph
We sample virtual tracks by virtually stitching observed incomplete
tracks into a (potentially cyclic) subgraph. We do not enforce the subgraph
to fully cover the graph (because a part can be fully missed in one view). It
can not be known for sure which partial tracks need to be stitched together.
Moreover, randomly stitching partial tracks together will probably yield
invalid complete virtual tracks in the sense that there is no articulated
part moving according to this set of rigid transformations. Hence, there is
a need for a verification method judging whether a complete virtual track
corresponds to a valid sequence of rigid transformations of an articulated
part.
A direct rejection can be done if the sampled subgraph contains an
inconsistent cycle: this is a certain observation that the obtained virtual
part’s motion was not rigid.7 Thanks to our analysis in [Jacquet et al.,
2013a] and Sec. 4.1, we also know that the relative transformations between two neighboring articulated parts must fulfill strong constraints.
These constrains can be used to verify whether two complete virtual tracks
are actually valid: two virtual complete tracks are sampled and only if
these two tracks correspond to the motion of two neighboring articulated
parts, these constraints will be fulfilled. If not, a new pair of virtual complete tracks is sampled. In this way, the complete articulation skeleton
can be computed. Moreover, each joint can be classified according to its
type based on which constraint has been fulfilled.
One drawback of this hypothesize-and-verify framework is the need for
two valid virtual complete tracks of two neighboring articulated parts.
Even with the mentioned direct rejections, the number of possible subgraphs is potentially exponential in the number of different motions because we face a multi-graph. However, by making use of smart heuristics,
7 This
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it is highly likely to sample a valid complete feature track. Furthermore,
the number of articulated parts is usually moderate, meaning that the
probability of sampling tracks corresponding to two neighboring parts
is not too small. Moreover the analysis in [Jacquet et al., 2013a] only
involves linear algebra, and can therefore be computed at very efficient
speeds. Finally, we could bound the number of sampling with an analysis
in term of coupon collector problem, in which we want to collect all parts,
and selecting a virtual complete track gives a random part. This is left
to the interested reader.
As mentioned before, due to the underlying physical world, there is
natural heuristics to use in order to sample promising candidate virtual
tracks:
• When stitching partial tracks together, these tracks must be compatible between the common images (i.e. these two tracks must
travel along the same edge between two vertices). This is the direct
rejection.
• Two tracks having spatially close points in a view are more likely
to belong to the same part. (Spatial proximity).
• Two tracks having points of similar color or texture are more likely
to belong to the same part. (Appearance proximity).
• Focus on sampling virtual tracks with at least two distinct parallel
edges, to be able to compute a relative motion. (Observed-moving
parts)
4.4.3.a. Assigning Feature Points to Articulated Parts
The assignment problem of points to articulated parts can be formulated
as multi-label problem in a MRF framework with unary and pairwise
potentials. Each articulated part corresponds to one class. Unfortunately, due to partial feature point trajectories, this assignment is highly
ambiguous and non-unique from purely algebraic point of view. Hence,
we suggest using several heuristics (e.g. the sames as above) encoded

126

4.5. Online Deformable Reconstruction with self-discovered articulations
and loop-closures
in the pairwise terms of the MRF formulation. The previously listed
pairwise heuristics can be extended to parts in a straightforward manner
by penalizing spatial and appearance deviation.
4.4.3.b. Bundle Adjustment with Articulation constraints
Once the virtual parts have been extracted, and since we used [Jacquet
et al., 2013a] in the process, we suggest to run a bundle adjustment on
the motion graph, with constrained articulation models. This removes
part of the inherent noise in the SfM, and gives a more consistent output:
after optimization, articulations labeled with certain kind actually behave
as labeled.
4.4.3.c. Conclusion
In this section 4.4.2, we have described a algorithm for Sparse Articulated
Structure from Motion. Although its results would have to be compared
to more general independent multi-body Structure from Motion such as
[Vidal et al., 2002, Vidal et al., 2006, Vidal and Ma, 2006, Thakoor and
Gao, 2008], we believe that explicitly taking into account the restricted
property of pairwise motion is less error prone, and lead to more complete
and interpretable results. It has to be noted that multiple points in
Sec. 4.4.2 deserve a more thorough study, and since this was not doable
during the PhD studies, the ideas are given here to the community to
share.

4.5. Online Deformable Reconstruction with
self-discovered articulations and
loop-closures
Online approaches have definitely taken over lately, mainly thanks to
availability of cheap depth sensor, and to the increase in computational
power, making real-time approaches tractable. The KinectFusion paper,
[Izadi et al., 2011], paved the way to a whole field of research, and static
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scene reconstruction have been widely considered as solved since then.
People started then to get more interest in dynamic scenes using RGBD
sensors, in the computer graphic community for example with [Chang
and Zwicker, 2011] in which they fuse a time sequence of dense pointclouds into an articulated point-cloud model. In the motion segmentation
community too, there was recently new approaches proposed as [Zhang
et al., 2011, Roussos et al., 2012, Jung et al., 2014], which all try to
segment feature tracks into different motions. [Zhang et al., 2011, Roussos
et al., 2012] are sequentially handling depthmaps and have already been
discussed in Sec. 4.3.2. [Jung et al., 2014] alternates two steps: estimation
of a set of fundamental matrices followed by a point assignment scheme
using histogram voting.
In the tracking and pose estimation community, tracking articulated
objects or multiple objects at once has also been the recent field of
attention, as in [Ma and Sibley, 2014, Pauwels et al., 2014, Schmidt et al.,
2015]. [Ma and Sibley, 2014] handle the detection, tracking, and fusing
rigid objects into multiple SDFs (using RGB-D data), and assumes that
a reconstruction is available which only contains the rigid background.
Therefore no splitting of previously rigid objects is necessary, and this
aspect is not inspected. [Pauwels et al., 2014] assumes that the articulation
skeleton and an accurate geometry with appearance is known to then
use a model-based tracking. Interestingly, this paper presents also a
SIFT-matching based robust recovery scheme. [Schmidt et al., 2015] also
assumes that the articulation skeleton and an accurate geometry with
appearance is known.
In the same spirit as our work [Jacquet et al., 2013a], some attention was
spent on obtaining the articulation structure in [Sturm et al., 2011, Pillai
et al., 2014, Chang and Demiris, 2015].
Building on top of [Izadi et al., 2011], an approach similar to ours
was used in [Malleson et al., 2013], in which the model is represented
by instantiating a separate voxel grid for each rigid part. An iterativeclosest point algorithm between a incoming RGBD frame and the model
is used to update the camera position, and given this camera position the
new data evidence is fused into the grids. They mitigated on accuracy
to favour speed and indeed, [Malleson et al., 2013] was a major step
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forward, enabling real-time multi-body depthmap fusion. The community
is still very active in multi-body reconstruction, as proven by recents
papers such as DynamicFusion in [Newcombe et al., 2015, Dou et al.,
2015]. [Newcombe et al., 2015] have shown a complete system extending
the real-time depthmap fusion framework from KinectFusion to slowly
deformable scenes, by cleverly building - online - a set of deforming
interpolation nodes serving as a skeleton. [Dou et al., 2015] proposed a
similar incremental system, which aggregate incoming frame from a timewindow in a buffer, in which they can segment motions and eventually
add loop-closure constraint when a loop-closure is geometrically detected
inside this time-window.

4.5.1. Challenges to overcome
Although recent works as [Newcombe et al., 2015] are major achievements,
and were celebrated as such, there are still some missing elements, which
are obvious when looking from the Structure-from-Motion point-of-view.

4.5.1.a. Loop-closures at the part level aka "Merge/Relocalize"
Using an incremental pipeline efficiently removes the time-consuming
matching part, since we know very little has changed relatively to the
previous frame in the stream. The cost to pay is that we accumulate drift,
that we can only correct by detecting loop-closures through launching a
global pose-graph optimization taking it into account. This problem is
well-known in SLAM, but in the case of dynamic scene, this takes another
dimension, as occluded or lost parts will move while unobserved, and can
lead to severe artifacts once re-observed: wrong disappearance of pieces
because free-space is observed at their old location, ghost (duplicated)
reconstruction ... Hence the need of a part re-localization mechanism, able
to merge two up-to-now-independent objects when sufficient evidences
are collected.
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4.5.1.b. Detecting "Splits"
The second challenge raised by not reasoning globally is that, most of
the time, we will have to split an old object that was thought as being
rigid into two sub parts. While this seems handled smoothly, in [Malleson
et al., 2013] for example, it does involves deciding if the motion is enough
to split, and then re-assigning not-currently-seen points of the old object
to one of the two new objects. The deformable approaches of [Dou et al.,
2015, Newcombe et al., 2015] only handle deformations of the space, and
can not deal with topology changes: the space appearing between the
separated object parts can not be represented as deformation of the old
object8 . Recent works try to work around using a fixed pose-graph that
becomes obsolete because it does not contains the assignment to objects
discovered later-on, ElasticFusion [Whelan et al., 2015] ditches the posegraph to only space deformations, but it is unclear how it would behave
in presence of topology changes (which differs from just deforming).
On the other hand, mobile devices permits better poses computation
thanks to progresses in IMU-Assisted Vision and Visual Inertial Odometry
which integrate all embedded sensors. Multi-State Constraint Kalman
Filter (MSCKF) [Mourikis and Roumeliotis, 2007] excels in the matter and
we believe a Multi-Object Multi-State Constraint Kalman Filter would
work well at tracking each objects. Whilst the non-vision sensors are
relevant to the background/world object and gives additional information
about the camera motion relatively to it, the background often does
not play a special dynamic role, so this additional information is of no
help for segmentation and reconstruction of multi-body or deformable
scenes. This multi-body approaches intrinsically handle topology changes,
and can detect splits but the rigid body assumption forces this class of
methods to handle any tiny deformation as such object split, which is far
from ideal.
An interesting future work would be to combine the two approaches
to handle multiple deformable objects, handling topology changes on the
way, and going one step closer to real-object modeling.
8 This

is seen as a feature in [Newcombe et al., 2015] video at 5:35 https://www.
youtube.com/watch?v=i1eZekcc_lM: the smallest part is lost and disappears.
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5.1. Directions for Future Work
Let’s go back to our reflective object reconstruction approach presented
in Chap. 3 made use of a proxy, the initial mirror plane, which can be
understood as a prior knowledge, necessary to analyze the geometrical
properties of the scene and the observed images. It would be interesting
to be able to use other proxy shape for both computing the material point
of reflection and also to detect deviation from the predicted reflection
shaped. Another direction to investigate would be to automatically detect
the windows of building and apply the proposed method to acquire all
the windows of a building, opening the room of window shape analysis,
either per building or in general. Finally the physics of why windows
are deformed as such are not completely understood and it would be
interesting to retrieve the physical forces generating the observed window
deformations.
Implementing all those techniques directly on a mobile device, using
the calibration in Sec. 3.3, would lead to larger adoption, and could help
thanks to the use of other sensors such as accelerometer and inertial
measurement unit.
The careful analysis of the geometrical properties, which are intrinsic
to a multi-body scene, is the core of the Chap. 4 of our thesis, from the
multilinear analysis of pair-wise relative matrix transforms in Sec. 4.2, to
physical non intersection of rigid bodies in Sec. 4.3. We think that more
geometrical and physical reasoning about the interactions of multiple
bodies would definelty be helpful. For example, the forces can be derived
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from videos, and one can e.g. prevent reconstructed voxels to float in the
air if this imply improbable forces.
As depicted in Sec. 4.3.4, the sparse multi-body SfM problem is not yet
solved. We expect that turning the sequential steps of Sec. 4.3.4.a and
Sec. 4.3.4.b into a more tightly coupled system will be a first promising
step. A deeper analysis of the problem have been proposed in Sec. 4.4,
and a method for global Structure-from-Motion has been sketched. Some
other approaches are worth being tried, such as incremental approaches,
which would go closer to the motion segmentation line of work, but could
benefit from deeper relative-motion analysis.
The global trend of using mobile devices that we have also followed
ourself is not expected to end. There is already some cheap depth sensors
that can be attached to mobile phones or tablets (e.g. produced by
Occipital or PrimeSense), and the Project Tango by Google provide
tablets and phones with integrated depth sensors. A very nice extension
of our work would be to both reconstruct and visualize the dynamics
of 3D objects live on mobile device. The forces, inertia and momentum
could be computed from the motion, as time-derivative of the motion
parameters, giving indirect access to the underlying physical properties
of the observed object.
Recent works achieved amazing results in deformable object reconstruction, and we think that merging deformable approaches and rigid
multi-body approaches is the next goal. In order to achieve such a
multi-deformable-body reconstruction, one would have to detect topology
changes to distinguish between deformations and splits. Detecting and
correctly handling re-localization of parts, as described in Sec. 4.5.1, also
defines a great direction of research.
Finally, and even though our work was mostly based on volumetric
approaches, it would be interesting to investigate the extension of our
motion analysis and physical constraints to mesh-based approaches dealing
with meshes over time.
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5.2. Conclusion
In this thesis, we have improved the state of the art of 3D reconstruction by building on top of the well-established static and Lambertian
reconstruction methods. We have done so in two directions: first with
the reconstruction of reflective objects, whose points cannot be directly
observed and triangulated. Second, in the reconstruction of multi-body
scenes, in which the static world assumption is violated, requiring sophisticated resectioning method and opening further dynamic analysis. Our
reflective object reconstruction approach presented in Chap. 3 made use
of the careful analysis of geometrical properties that reflective object still
exhibit while not being directly triangulable. The very same careful analysis of the geometrical properties intrinsic to a multi-body scene are the
core of the Chap. 4 of our thesis, from the multilinear analysis of pair-wise
relative matrix transforms in Sec. 4.2, to physical non intersection of rigid
bodies in Sec. 4.3. In Sec. 3.3, we extended our reflective approach to
mobile devices such as smartphones, and this seems to be the natural
direction for future works in the reconstruction area too.
Recent papers such as [Newcombe et al., 2015, Yücer et al., 2015] clearly
show that the interest in 3D reconstruction of articulated objects is still
high. The availability of mobile devices such as the Project Tango (by
Google) definitely paves the way for better on-board reconstruction and
understanding of dynamic scenes to soon enter a world where everybody
will be able to acquire dynamic 3D model with their cellphones.
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