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Abstract
With global climate change, the hydrological cycle of Planet Earth will likely undergo dramatic changes. The increase in atmospheric water vapor - due to global warming - is expected
to lead to globally increasing precipitation amounts and, as basic physical principles suggest,
to increases in precipitation extremes with potentially serious implications. Understanding and
describing the involved processes, estimating potential future changes, and assessing the underlying uncertainties has proven to be difficult and complex. In this effort, numerical models
are useful tools. However, in state-of-the-art climate models, the representation of clouds and
moist convection remains a major challenge - in particular the representation of the scale interactions between large-scale synoptic weather systems at scales of many 1000 km, and smallscale turbulent and convective processes, acting at scales around and below 1 km. For instance,
difficulties arise from representing the scales between O(10 km) and O(100 km) where individual convective cells organize into meso-scale weather systems. Currently global and regional
climate models typically operate at grid spacings on the order of 10-300 km, and thus many of
these processes and their interactions are not explicitly represented.
Refining the grid spacing to the kilometer-scale allows explicitly resolving deep convection. However, performing multi-year simulations at this ”convection-resolving” resolution
is computationally still extremely demanding, and thus climate simulations at kilometer-scale
resolutions have so far largely been limited to sub-continental computational domains, and/or
to very small integration periods. In recent years, developments in the supercomputing domain
have lead to compute node designs that mix multi-core CPUs and accelerators, such as graphics
processing units (GPUs). These new supercomputer architectures possess properties beneficial
for weather and climate models. However to fully make use of these innovations, the model
codes have to be adapted and in some cases largely be rewritten. In this study a new version
of the COSMO weather and climate model (Consortium for Small-Scale Modeling) is used,
which is capable of using GPU accelerators. This thesis has contributed to the development
of this model, has established its climate version, is validating its results, and is assessing its
computational performance. Altogether the thesis is demonstrating the high potential of these
new hardware platforms and codes for climate simulations.
In chapter 2, a set of week to season-long simulations are conducted, using the new COSMO
version. They include intermediate-resolution simulations, with a grid spacing of 12 km, on a
mesh with 355×355×60 grid points, and nested convection-resolving simulations with a grid
spacing of 2.2 km, employing 1536×1536×60 grid points. A case study, including winter
storm Kyrill, shows that a convection-resolving simulation displays a high level of agreement
with a corresponding intermediate-resolution simulation, which employs a parameterization
scheme for deep convection. However, the agreement is limited to the synoptic and mesoalpha-scale development. Substantial differences are found in the representation of meso-scale
atmospheric circulations and for their interactions with the synoptic-scale flow. In particular
it displays narrow cold frontal rainbands embedded into the cold front of the Kyrill storm,
and a more realistic representation of small-scale vortices over the ocean. A three-month long
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climate simulation of the summer 2006 further corroborates the applicability of the approach
for the summer season. The conclusions confirm previous results found on smaller computational domains, such as a more credible representation of the diurnal cycle of precipitation and
a tendency to produce more intensive hourly precipitation events. Also in summer, complex
meso-scale circulations, such as propagating cold pools in complex terrain, can be found. Finally a set of performance benchmarks with the new COSMO version is presented. A speedup
of a factor 3.6 is found, considering the execution on the same number of multi-core CPUs.
Achieving a similar time to solution on multi-core hardware would entail increasing the number of CPUs by a factor 5. These performance benchmarks show that the new version allows
expanding the size of the computational domains by an order of magnitude and hence to explore
convection-resolving simulations on computational domains spanning continents.
In chapter 3, the same set-up is used to assess the performance of a 10-year-long
continental-scale convection-resolving climate simulation. The simulation covers the period
1999-2008 and is driven by an intermediate-resolution simulation with parameterized convection, which in turn is driven by ERA-Interim reanalysis. The explicit representation of deep
convection is illustrated with an analysis of the statistical distribution of up- and downdrafts.
In seasons with frequent deep convection, the distribution displays a pronounced asymmetry between updrafts and downdrafts and a strong increase of their amplitude. Furthermore,
the geographical distribution of the annual cycle of deep convection aligns well with those of
a lightning data set. Validation of the simulation, using a wide range of observational precipitation data sets, shows substantial added value for the 2.2 km simulation in terms of the
diurnal cycles of precipitation, considering amount, wet-hour frequency, and the all-hour 99th
percentile. However, it also reveals substantial differences between regions with and without
strong orographic forcing.
In summary the results of this thesis demonstrate, that by exploiting the capabilities of new
supercomputer architectures, including GPUs, continental-scale convection-resolving climate
simulations become feasible for climate research applications. The simulations illustrate substantial improvements in the representation of deep convection and precipitation, as the result
of using a model formulation much closer to physical first principles.
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Zusammenfassung
Der globale Klimawandel wird den hydrologischen Kreislauf des Planeten Erde dramatisch
verändern. In Folge der Erwärmung, wird der atmosphärische Wasserdampf zunehmen was
zu einem Anstieg der Niederschläge auf globaler Skala führt. Basierend auf physikalischen
Prinzipien ist davon auszugehen, dass sich auch die Extreme verstärken werden, was potentiell erhebliche Auswirkungen nach sich zieht. Die involvierten Prozesse sind komplex und es
stellt für die Wissenschaft eine Herausforderung dar, sie genau zu verstehen und zu beschreiben. Genauso schwierig ist es, die zugrundeliegenden Unsicherheiten zu quantifizieren und
potentielle zukünftige Veränderungen abzuschätzen. Für diese Fragen sind numerische Modelle nützliche Werkzeuge. In den besten Klimamodellen ist die Darstellung von Wolken und
feuchter Konvektion jedoch immer noch eine Herausforderung. Speziell gilt dies für das Zusammenspiel zwischen grossskaligen, synoptischen Wettersystemen, die sich auf Skalen von
tausenden Kilometern abspielen, und kleinskaligen, turbulenten und konvektiven Prozessen,
die auf der Kilometerskala und darunter wirken. So gibt es zum Beispiel Schwierigkeiten, die
Skalen zwischen 10 und 100 km darzustellen. Diese sind entscheidend, da sich dort individuelle konvektive Zellen zu mesoskaligen Wettersystemen organisieren. Die heutigen globalen und
regionalen Klimamodelle verwenden Rechengitter-Maschenweiten zwischen 10 und 300 km
und können deshalb diese Prozesse und Interaktionen nicht explizit darstellen.
Das Verfeinern der Maschenweite erlaubt es tiefreichende Konvektion explizit aufzulösen.
Jedoch ist das Erstellen mehrjähriger Simulationen mit ”konvektionsauflösender” Maschenweite auch mit den heutigen Superrechnern immer noch anspruchsvoll. Kilometerskalige Simulationen waren daher bisher meistens auf subkontinentale Rechengebiete oder sehr kurze
Perioden beschränkt. In den letzten Jahren wurden Rechenknoten für Superrechner (Nodes)
entwickelt, auf denen Mehrkernprozessoren (CPUs) und Grafikkarten (GPUs) gemischt werden. Diese neuen Superrechner besitzen Leistungseigenschaften, die sich für Wetter und Klimamodellen eignen. Um diese Innovationen ausnützen zu können, müssen jedoch die Quelltexte der Modelle angepasst und teilweise neu geschrieben werden. In dieser Studie wird eine
neue Version des COSMO Wetter- und Klimamodells verwendet, die diese neue Art Superrechner ausnützen kann. Die vorliegende Arbeit hat einige Code-Module zu dieser neuen Version
beigetragen. Es wurde aber auch eine Version speziell für Klimaanwendugen entwickelt, Simulationen validiert sowie die Rechenleistung untersucht und eingeordnet.
In Kapitel zwei wird eine Reihe von wochenlangen bis saisonalen Simulationen beschrieben. Diese bestehen aus einer grob aufgelösten Simulation mit einer Maschenweite
von 12 km und einem Maschengitter, das 355×355×60 Gitterpunkte enthält. Darin eingebettet ist eine konvektionsauflösende Simulation mit einer Maschenweite von 2.2 km und
1536×1536×60 Gitterpunkten. Eine Fallstudie, die unter anderem den Wintersturm Kyrill
enthält, zeigt dass die konvektionsauflösende Simulation mit einer grob aufgelösten Simulation, die tiefreichende Konvektion parametrisiert, gut übereinstimmt. Allerdings beschränkt sich
die Übereinstimmung auf die Entwicklung der synoptischen und der meso-alpha Skala. In der
Darstellung von mesoskaligen Zirkulationen hingegen, finden sich substanzielle Unterschiede.
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Insbesondere zeigt die 2.2 km Simulation schmale Regenbänder, die in die Kaltfront des Kyrill Sturms eingebettet sind, sowie eine realistischere Darstellung eines kleinskaligen Wirbels
über dem Ozean. Eine dreimonatige Klimasimulation des Sommers 2006 bestätigt, dass der kovektionsauflösende Ansatz auch für die Sommersaison erfolgreich angewendet werden kann.
Die Schlussfolgerungen für diese Jahreszeit bestätigen Resultate von Simulationen, die auf
kleineren Gebieten gefunden wurden. Etwa eine glaubhaftere Darstellung des Niederschlagstagesgangs und eine Tendenz hin zu intensiveren stündlichen Niederschlägen. Zudem können
in dieser Saison mesoskalige Zirklulationen, wie propagierende Kallufttropfen (cold pools),
gefunden werden. Zum Schluss werden Rechenzeit-Leistungstests der neuen COSMO Version
präsentiert. Wird das Modell auf GPUs ausgeführt, läuft es bis zu einem Faktor 3.6 schneller als
auf der gleichen Anzahl von Mehrkern-CPUs. Um die gleiche Lösungsdauer (time to solution)
auf CPUs zu erreichen, müsste dementsprechend deren Anzahl um den Faktor 5 erhöht werden.
Diese Rechenzeit-Leistungstests zeigen, dass mit der neuen COSMO-Version, das Rechengebiet um eine Grössenordnung vergrössert und somit konvektionsauflösende Simulationen auf
kontinentaler Skala untersucht werden können.
In Kapitel drei wird der gleiche Ansatz benutzt um die Güte einer zehnjährigen, konvektionsauflösenden, kontinentalskaligen Simulation zu beurteilen. Die Simulation deckt die Zeitperiode 1999-2008 ab und wird von einer gröber aufgelösten Simulation angetrieben. Diese
wird wiederum von ERA-Interim Re-Analyse angetrieben. Die explizite Repräsentation von
tiefreichender Konvektion wird mit einer Analyse der statistischen Verteilung von Auf- und
Abwinden illustriert. Auf saisonaler Skala zeigt die räumliche Verteilung eine ausgeprägte
Asymmetrie zwischen Auf- und Abwinden sowie eine Verstärkung von deren Amplituden.
Des weiteren stimmt die geographische Verteilung des Jahresgangs von tiefreichender Konvektion mit einem Blitzdatensatz gut überein. Die Validation mit Beobachtungsdatensätzen
zeigt substanzielle Verbesserungen der 2.2 km Simulation. Insbesondere für den Tagesgang
der Niederschlagsmenge, der Niederschlagsfrequenz und des 99ten Perzentils aller stündlichen
Niederschlagsmengen. Sie zeigt aber auch substanzielle Unterschiede zwischen Regionen mit
und ohne starken orographischen Einfluss.
Zusammenfassend zeigen die Resultate dieser Dissertation, dass der Einsatz neuer Superrechnerarchitekturen genutzt werden kann, um kontinentalskalige, konvektionsauflösende Simulationen für Forschungszwecke verfügbar zu machen. Die Simulationen selber zeigen substanzielle Verbesserungen in der Darstellung von tiefreichender Konvektion und Niederschlag.
Dies ist das Resultat einer Modellformulierung, die den physikalischen Grundprinzipien deutlich näher ist.
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Chapter 1
Introduction
In its entirety, the atmosphere is among the most challenging geophysical systems to understand and scientifically describe. The complexity of the system evolves from the broad diversity of physical processes, their feedbacks and interactions with many other components of the
Earth system, and the manifold spatial and temporal scales on which they occur and interact.
Additional difficulties arise from its chaotic nature (Lorenz, 1963), hampering our ability to observe and understand its dynamic equilibrium and variability. A useful tool, to cope with these
difficulties, are numerical models that provide a mathematical representation of the processes
involved.
Along with observations, theory and conceptual models, numerical models take a prominent role in assessing the Earth-system response to external perturbations, such as the response
to the recorded increase in the atmosphere’s infrared opacity (Charney et al., 1979; Stocker
et al., 2013). With the raise of powerful supercomputers, numerical models have become elaborate and complex, incorporating a myriad of processes (Edwards, 2011). Although the strive
towards more elaboration yielded ”more realistic” models, it remains unclear to what extent
very complex models actually allow addressing uncertainties in climate projections (e. g., Held
2005). As Bony et al. (2013) argue, identifying robust climate change patterns and understanding their underlying mechanisms, or linking them to individual model biases, becomes more
difficult with increasing model complexity. To foster our understanding of the climate system,
they propose to systematically exploit the complexity spectrum of the models available, and
recommend focusing research on long-standing and difficult issues.
This PhD follows a complementary strategy. We aim at reducing model uncertainty of a regional climate model, using a model formulation closer to physical first principles (convectionresolving models). At the same time, reducing this uncertainty implies increasing the complexity, at least if measured in terms of data volume or grid points. Since our approach requires
substantial refinement in model resolution, we also explore how exploiting the capabilities of
the emerging heterogeneous supercomputers could contribute to overcome the associated computational challenges.
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Climate Modeling

At their core, climate models contain mathematical representations of the governing physical
laws and processes, that describe the dynamical equilibrium of the Earths climate system. The
first ideas of using mathematical equations to forecast weather dynamics go back to Vilhelm
Bjerknes who proposed a set of mathematical equations in 1904, today known as the ”primitive
equations” (see Bjerknes 2009 for one of the available English translations of his manuscript).
Apparently Bjerknes and colleagues did not yet think about a numerical solution of their model
and relied on graphical methods to derive quantities such as gradients, divergence or the curl
of vector fields, and ultimately estimate the evolution of weather systems (see Nebeker 1995).
The first demonstration of a numerical weather forecast, using finite-difference methods on a
grid, was attempted by Lewis Fry Richardson (Richardson, 1922). It is interesting to note that,
although supercomputers were not invented yet, he already hypothesized about concepts still
used in high-performance computing today: parallelization, communication, synchronization
and distributed memory. The first global numerical weather forecast on an electrical computer
was conducted by Charney et al. (1950) and thereafter the first climate simulation by Manabe
and Wetherald (1967). Since then numerical weather and climate models have evolved into
elaborate global models (GCMs), also including atmopsheres coupled to other components of
the Earth system (ocean & lakes, land and sea-ice, vegetation, biogeochemistry etc.), called
Earth System Models (e. g. Gent et al. 2011).
The computational resources available today allow global climate simulations with
O(100 km) grid spacing, making them useful for understanding planetary-scale and large-scale
features of the climate system. However, for the assessment of climate change impacts and
policymaking, information on the regional and local scales is needed. To partly circumvent
the information gap between global and local scales, a variety of methods are available. An
option are locally refined meshes: stretched-grid models (e. g. Schmidt 1977; Courtier and
Geleyn 1988), variable resolution models (e. g. Skamarock et al. 2012; Rauscher et al. 2013)
or adaptive mesh refinement (e. g. Slingo et al. 2009). These methods provide increased model
resolution in specific areas of interest, while maintaining linkage with global aspects and (to
a large degree) internal physical consistency. A complementing tool are Regional Climate
Models (RCMs) (Dickinson et al., 1989; Giorgi and Bates, 1989; Giorgi, 1990). They provide
a framework for downscaling output from global simulations in a dynamical and physically
consistent manner, without requiring a simultaneously-executed global simulation. Complementary to the modeling approaches, there are statistical downscaling techniques (Wilby et al.,
2004; Fowler et al., 2007; Maraun et al., 2010; Rajczak et al., 2016), that relate large-scale
predictors to local variables with a (calibrated) statistical model. Such statistical approaches
can be applied to the output of global or regional models.

1.1.1

Regional Climate Models

In the regional climate modeling approach, a high-resolution model is nested into a global
coarse-resolution simulation or into re-analysis data (Figure 1.1). The motivation behind the
approach is that large-scale circulations stemming from a global simulation are refined by a
nested regional model. The RCM should thereby improve the representation of local forcings,
stemming from refined topography, coastlines and land cover, which are typically underresolved in global simulations. More specifically, a global simulation provides the necessary
initial, lateral and bottom boundary conditions (3D wind vectors, pressure, moisture, air temperature, sea surface temperature and sea ice) for a limited-area mixed initial and boundary
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Figure 1.1: The regional climate modeling approach: In a first step an intermediate-resolution simulation is embedded into a global coarse-resolution simulation. In a second step a fine-resolution
(convection-resolving) simulation is nested within the intermediate-resolution simulation. Figure curtsey A. Prein.

value problem. During model integration, the RCM solution is periodically relaxed towards
the driving global simulation, in a zone close to the lateral RCM boundaries (Davies, 1976).
Some RCMs also nudge the large-scale waves in the interior of the RCM to those found in
the driving simulation, using a technique called ”spectral nudging” (von Storch et al., 2000).
Others use an upper-level Rayleigh damping layer, which in effect relaxes the upper level flow
of the RCM towards the driving data source (e. g. Durran and Klemp 1983).
While designing an RCM experiment, many different aspects and potential pitfalls need to
be addressed (Laprise, 2008). They include: large resolution jumps between lateral boundary
conditions and RCM grid spacing, the update frequency of the lateral boundary conditions
(Denis et al., 2003), the location and size of the RCM domain (Jones et al., 1995), errors in the
large scale field (provided by the global simulation) or differences in numerically represented
phase- and group speeds between RCM and driving simulation (Warner, 2010).
RCMs have proven to be a powerful tool for the dynamical downscaling of coarse global
simulations. In the last few years, several large RCM modeling projects, involving multiple
modeling groups, were performed on the European domain. In these efforts several RCMs were
used to downscale transient global climate simulations for reference periods and for climate
change scenarios, covering the near future and the end of the twenty-first century. In the FP6
ENSEMBLES project (van der Linden and Mitchell, 2009), 15 different RCMs with a maximal
grid spacing of 25 km were used to downscale the results of 9 GCMs following the SRES A1B
scenario (IPCC SRES, 2000). In the more recent EURO-CORDEX effort (Jacob et al., 2014;
Kotlarski et al., 2014) 11 different RCMs are used to downscale the results from 4 GCMs
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following the RCP2.6, RCP4.5 and RCP8.5 scenarios (Moss et al., 2010) at a grid spacing
down to 12.5 km. The approach is also useful for sensitivity and process studies, since it allows
using alternative physics formulations in the regional model and manipulating the boundary
conditions (Schär et al., 1996; Kröner et al., 2016).
Te current generation of RCMs usually operate with a resolution of 10-50 km and therefore
still require the parameterization of subgrid-scale physical processes such as moist convection,
large-scale clouds, and turbulence. That is besides the physical processes requiring parameterization even at very high resolutions (radiation, land-surface processes or cloud microphysics).
For such simulations, the representation of clouds and precipitation (Stevens and Bony, 2013;
Bony et al., 2013), land-surface processes (Seneviratne et al., 2006) and their interaction (Schär
et al., 1999; Hohenegger et al., 2009) are among the key structural model uncertainties.

1.1.2

Convection-Resolving Models

Refining the grid spacing to the kilometer scale allows switching off the parametrization
scheme for deep convection, as it starts to be resolved explicitly (Weisman et al., 1997). When
using non-hydrostatic model formulations, the associated motions are then explicitly treated
by the governing equations, which represents a model formulation much closer to physical first
principles.
The first three-dimensional non-hydrostatic research models, capable of treating convection explicitly, have been developed in the 1970s (Steiner, 1973; Klemp and Wilhelmson,
1978). Such models have frequently been used to study (idealized) meso-scale weather system
and cloud dynamics. Nowadays convection-resolving simulations are deployed for operational
limited-area NWP simulations (Clark et al., 2016), and recently even as ensemble-prediction
systems (MeteoSwiss, 2016). Meanwhile pioneering simulations have also been conducted
with (near) global models (Miura et al., 2007; Miyamoto et al., 2013; Skamarock et al., 2014;
Bretherton and Khairoutdinov, 2015; Wedi, 2014). Longer convection-resolving simulations
though, have mostly been conducted with RCMs (Hohenegger and Schär, 2007; Kendon et al.,
2012; Ban et al., 2014; Prein et al., 2015), due to their enormous computational cost.
Beside fine-scale orography and and more detailed surface fields, substantial improvements
have been found in the representation of meso-scale convective systems (Miura et al., 2007;
Marsham et al., 2013), meso-scale storm systems (Houze (2014) and references therein), interactions of atmospheric flows with orography (Langhans et al., 2013; Houze, 2012) and with the
land-surface (Pantillon et al., 2015). Furthermore, improvements have been found in the timing and onset of the diurnal cycle of precipitation and diurnal summer convection (Hohenegger
et al., 2008; Kendon et al., 2012; Ban et al., 2014, 2015), spatial correlation and variability
of precipitation objects (Prein et al., 2013), buildup and melting of the snowpack (Rasmussen
et al., 2011), wet-day frequency (Ban et al., 2014; Fosser et al., 2015), and hourly precipitation
distributions as well as precipitation extremes (Chan et al., 2014; Ban et al., 2015).
Gird spacings on the kilometer scale are comparable to the size of the planetary boundary
layer and hence the effective resolution (typically 5-7∆x) is still large compared to the scales
containing most of the turbulent energy (Skamarock, 2004; Skamarock et al., 2014). Therefore
turbulent processes and the dominant turbulent length scale are still underresolved (Bryan et al.,
2003; Craig and Dörnbrack, 2008). Thus the lower horizontal size limit of the initial instability
structures and that of deep convective clouds is still set by the grid spacing (Skamarock and
Klemp, 2008; Zhou et al., 2014). While these results indicate that individual clouds systems are
still underresolved, the large-scale bulk properties of a larger area can remain rather robust. For
a domain located over the Alpine Ridge, Langhans et al. (2012) demonstrated that properties
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of atmospheric convection, such as moisture and temperature tendencies, converge at a grid
spacing of about 2-4 km. This type of convergence has been found in series of simulations
with a grid spacing down to 500 m, and also differences in the mean diurnal cycle of cloud
cover and precipitation remain small. While in their study Langhans et al. (2012) address
convergence of the precipitation process within convective systems, issues related to radiative
cloud feedbacks were not addressed.
In this thesis we generally refer to a model able to explicitly resolve the main features of
deep convection as convection-resolving model. Similar to other models in the atmospheric
domain, some aspects of deep convection are not represented at kilometer-scale grid spacing
(see above). Another widely used adjective is ”convection-permitting” (see e. g. Prein et al.
(2015); Kendon et al. (2012)). While the motivation behind this choice is fine, a physical
model already constitutes an imperfect representation of a phenomenon by definition. Thus
restating the imperfection with the term permitting is not needed. Applying a similar logic
to other modeling contexts would yield terms such as: large-eddy-permitting model, mesoscale-permitting model, numerical weather prediction-permitting model or climate-permitting
model.

1.2

Challenges in Computing Climate

Numerical weather prediction and climate modeling applications are among the success stories
of supercomputing. A good example is the sustained progress achieved for numerical weather
forecasts. The forcast skill for mid-range forecast (three to ten days) at the European Centre for
Medium-Range Weather Forecasts (ECMWF) has continuously improved by about a day per
decade (Simmons and Hollingsworth, 2002; Bauer et al., 2015), resulting in a the skill of the
five day forecast a decade ago beeing as accurate as a six day forecast is today. In the climate
modeling domain, the development of powerful supercomputers manifested itself in refined
grid spacing’s, or in the introduction of the ensmble climate simulation approach (Edwards,
2011). However a discrepancy between the growth of the available computer performance
(Figure 1.2), and the gains in model resolution can be identified (Schulthess, 2015, 2016).
Essentially the sustained performance of weather and climate codes did not keep pace with the
performance improvements of supercomputers, of about a factor 1000 per decade.
Among the elements defining the computational cost of a climate model are computation
(algorithmic complexity and numerical efficiency), inter-node and inter-processor communication and data locality (shared memory accesses). Estimating the contribution from each of
these components is rather laborious and difficult. However, it has been argued that the gap
between supercomputer performance and computational performance of climate codes can to a
large degree be tied to the scaling properties of the algorithmic motifs, found in the dynamical
cores of atmospheric models (Christen et al., 2008; Gysi et al., 2015; Schulthess, 2015). More
specifically, the growth in computational power of supercomputers has exceeded the growth
of memory bandwidth and disk throughput, and since most atmospheric models are memory
bandwidth bound, rather than compute bound (low computational intensity, see below), they
have not been able to follow the evolution of supercomputer performance. An insightful tool
to understand this gap is the Roofline performance model (Williams et al., 2009). This performance model can be used to assess bottlenecks introduced by the cache hierarchy (RAM,
L2 cache, L1 cache), optimizations affecting peak performance (Instruction level parallelism),
or estimate potential performance benefits of optimizations targeting data locality (Lo et al.,
2015).
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Sum

World #1

#500

Figure 1.2: Performance development of the worlds largest supercomputers, according to the Top500
list from June 2016. (Top curve) Total supercomputing performance, (middle curve) performance of
the largest machine registered in the list, (lower curve) Nr. 500 on the list (Figure adapted form
www.top500.org).

The Roofline Performance Model
In it simplest form, the Roofline model is as follows (Williams et al., 2009):
(
π
P = min
α × AI.

(1.1)

Here P denotes the attainable floating-point performance (Flops/s), π the peak floatingpoint performance, α the memory bandwidth and AI the arithmetic intensity (ratio of floatingpoint operations to total data movement). Roofline provides a back-of-the-envelope analysis
of the operator bottlenecks. After obtaining π and α from streaming benchmarks it can be
determined if an operation is limited by memory bandwidth (memory bandwidth bound) or by
the available peak performance (compute bound). To this end, first the number of floating point
operations and the number of load/stores are counted. Consider the pseudo-code of a five-point
Laplacian (based on O. Fuhrer, pers. comm.):
lap(i,j) = phi(i-1,j)+phi(i+1,j)+phi(i,j+1)+phi(i,j-1)
-4.0*phi(i,j)
Counting the number of operations and load/stores yields: 4 adds, 1 multiply, 6 loads, 1
store. The arithmetic intensity for double precision is:
AI =

# flops
5 Flops
=
≈ 0.1 Flops/Byte
# load/stores
7 × 8 Byte

(1.2)
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With the arithmetic intensity we can determine the regime using Roofline (see Figure 1.3)
and, under the assumption that all loads are being issued from the main memory (DRAM),
estimate the attainable performance of this operation.
On a Xeon E5-2690 CPU it yields to:
P = α × AI = 41.6 GB/s × 0.1 ≈ 4.2 GFlops/s

(1.3)

And on an Nvidia P100 GPU to:
P = α × AI = 517 GB/s × 0.1 ≈ 51.7 GFlops/s

(1.4)

These attainable performance values are well below the peak performance of the architectures (Figure 1.3) and the arithmetic intensities are very low. Therefore compilers usually apply
optimizations techniques that allow re-using cached values (loop unrolling, loop fusion etc.),
substantially increasing the arithmetic intensities of the operations.
Arithmetic intensities < 1 are typical for the operations used in dynamical cores of atmospheric models (stencils). Other problems such as dense linear algebra typically have arithmetic intensities >> 1. The LINPACK benchmark (Dongarra et al., 2003), used to compile the
Top500 list (Figure 1.2), consists of such dense problems. In other words, atmospheric models
did benefit from the performance improvements, but not to the extent as measured by LINPACK (Figure 1.2), because they are memory bandwidth bound rather than compute bound,
and because memory bandwidth did not improve at the same rate as peak performance.
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Figure 1.3: Illustration of the Roofline model for the two architectures currently available at the time of
writing on the Piz Daint supercomputer (Intel Xeon E5-2690 v3 CPU in blue and Nvidia P100 GPU in
orange). Memory bandwidth was obtained using the STREAM benchmark and peak performance with
the cublasSgemm operation (B. Cumming and A. Arteaga, pers. comm). The blue areas indicate the
arithmetic intensities of typical stencils found in the dynamical cores of atmospheric models, and that
of Double Precision General Matrix-Matrix Multiply (DGEMM) from the BLAS library. See also Barba
and Yokota (2013).
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Power Wall for Supercomputers
With the end of the continuous increase in single-thread (a sequentially executed instruction
stream) performance and with the end of Dennard Scaling1 (Moore, 2011), the focus of processor designers has shifted towards more parallel chip designs (Borkar and Chien, 2011). To
supply parallelism beyond the chip level, additionally the number of nodes, mounted in supercomputers, can be increased. While increasing the number of compute nodes has been successful for a number of years, power-availability constraints on supercomputing sites (10-20 MW)
and economic constraints (the energy bill) have become the limiting factors for building even
larger machines (Bauer et al., 2015). Consequentially it has become unavoidable to increase the
performance/power ratio of the supercomputers, while simultaneously reducing application energy to solution in the middleware-software stack and in the applications themselves. Weather
and climate models will probably have to follow that trend, or hit the power wall eventually
(Bauer et al., 2015).
In the light of these developments, many high-performance computing centers started
procuring accelerator-based systems, equipped with accelerators such as the Xeon Phi architecture or Graphics Processing Units (GPUs). Alternative propositions to accelerators include:
co-designing models and ARM-based hardware (Donofrio et al., 2009), FPGA accelerators
(Deest et al., 2016) or extensions of the GPU, allowing more direct communication between
the streaming multiprocessors (Rajopadhye et al., 2013). A common goal of these efforts is
to reduce off-chip communication (main memory access), which requires about two orders of
magnitude more energy, than a floating point operation (Dally et al., 2008).

1.2.1

Graphics Processing Units

The algorithms found in weather and climate models offer a substantial number of tasks that can
be executed in parallel. This property has been exploited since the start of numerical weather
prediction (Richardson, 1922) and allows distributing the workload among many processors.
While the individual tasks require synchronization, it is less important that the time-to-solution
of a single task is as short as possible, but that they all together complete in the shortest time
possible. For this type of problem, GPU accelerators are a particularly interesting option, because they prioritize overall throughput over latency (the delay between the process instruction
and its result becoming available) of a single task (Owens et al., 2008). GPUs offer a large
amount of throughput-optimized compute cores (streaming multiprocessors), with a low clock
frequency, and low-overhead context switching (switching the execution back and forth between tasks/threads). The latency for accessing the memory is hidden by over-subscribing the
GPUs with many more threads than available streaming multiprocessors. To this end the tasks
are grouped into blocks of independent threads and whenever a thread is waiting for data, another thread is switched in. This strategy enables a much more efficient use of the available
memory bandwidth, which is beneficial for the algorithmic motifs found in climate models
(see section 1.2). In contrast, multi-core CPUs currently offer a smaller number of out-of-order
cores. Their high clock frequency and deep hierarchy of larger caches allows to minimize the
latency of a single thread. In other words, their design is suited best to quickly complete a
single task or a smaller amount of tasks very fast.
1

Halving the transistor length scale results in 2.8x chip capability in same power (Dennard et al., 1974).
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Programming Graphics Processing Units in 2016

To program general-purpose computations on GPUs, a zoo of options is available (Mittal
and Vetter, 2015): Low-level programming models such as the OpenCL standard (Khronos
OpenCL Working Group, 2016), the proprietary CUDA (NVIDIA, 2016) or C++ AMP (Microsoft Corporation, 2012) allow fine control and architecture specific adaptions. Choosing
these programming models for a weather and climate model usually requires a full re-write of
existing codes.
Compiler directives such as OpenACC (OpenACC, 2015) offer an intermediate level of
control. In this programming model, a programmer marks code (usually loops), that can be
offloaded from a host CPU to an attached accelerator. The directives then provide additional
guidance to the pre-processor or to the compiler on how excution on the accelerator should be
organized. Although this approach may only require refactoring the existing codes, it grants
less flexibility to optimize for a specific hardware architecture (for instance changing the loop
and storage order).
A more high-level concept are (template) libraries that abstract the implementation details
on different architectures. Libraries such as Thrust (Bell and Hoberock, 2012) provide performance portable parallel algorithms found in the C++ Standard Template Library (STL). The
operator and algorithm templates are then translated to an implementation specific to the target
architecture, during the code-compilation process. A template library, specific to the usecase
of weather and climate models, is STELLA/GridTools (Gysi et al., 2015; Osuna et al., 2015).
STELLA is a domain-specific embedded language, specialized for solving stencil operations
on structured grids. It allows aggressive low-level architecture-specific performance optimizations and the use of platform-specific programming models, while maintaining a single code
syntax at higher levels of the code. An alternative approach to domain-specific languages are
code generators (e. g. Giles et al. 2011). Although they provide great flexibility, their workflow relies on custom tools and therefore they usually can not be used with standard toolchains,
which limits portability across architectures.
In summary, computing weather and climate models requires moving around much data.
On the current chip architectures, the models are limited by the rate that data can be moved
(memory bandwidth), rather than the actual compute operations themselves. While not yet
perfectly optimal for the task, GPUs provide an architecture which is somewhat closer to the
requirements of the most expensive model modules (the dynamical cores), because they provide a substantial amount of parallelism and prioritize overall throughput over the latency of a
single task. While many programming paradigms are available, no de-facto standard for implementing weather and climate models, ensuring maintainability, performance portability and
allowing for a high programmer productivity has emerged.
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1.3

Objectives

The overall aim of the presented thesis is to develop, explore and exploit a convection-resolving
modeling capability on continental scales, using next generation high performance computing
architectures. Week-long to decade-long European-scale climate simulations are conducted to
assess the computational performance and scientific potential of the COSMO model, executed
on GPUs. Specific goals and research questions are:
• Develop a COSMO GPU prototype version for climate applications
What are the computational requirements to perform convection-resolving simulations
on the European scale? Is a GPU-accelerated version of the COSMO model useful for
climate applications? What are the limitations of the current generation of heterogeneous
supercomputers, equipped with GPU accelerators?
• Perform multi-year climate simulations on the European-scale
How well does the new model reproduce the European climate of a reference period?
• Analyze the added value and potential of convection-resolving climate simulations
Do convection-resolving simulations improve the representation of precipitation and its
underlying processes? How do these simulations compare to lower-resolution (hydrostatic) simulations, with parameterized convection? What are the underlying physical
reasons for improved/degraded performance?

To this end, a GPU-accelerated prototype of the COSMO model, suitable for climate simulations is established in close collaboration with the Center for Climate Systems Modeling,
the Federal Office for Meteorology and Climatology and the Swiss National Supercomputing
Centre. Our contribution to the porting effort also includes implementation and validation of
several physics, diagnostics and I/O modules on GPUs (see Section A.4). A benchmark case
is used to asses the computational capabilities of the COSMO model executed on GPUs and
multi-core CPUs. Finally implications and potentials for large regional and global climate
simulations and global convection-resolving experiments are presented (Chapter 2).
Three simulations, driven by the ERA-Interim reanalysis, are conducted on the same computational domain: First a week-long simulation of winter storm Kyrill, second a season-long
simulation of the summer season 2006, and finally a ten-year-long climate simulation of the
period 1999-2008. Using results from the week-long and season-long simulations, the applicability of the model on the Europen scale is presented, a first study the seasonal statistics of
summer precipitation is conducted and examples of the representation of meso-scale organization of convection illustrated (Chapter 2). Subsequently the results from the ten-year-long
simulation are used to evaluate the performance of the convection-resolving approach on continental scales, and compare it to a hydrostatic simulation (Chapter 3).

Chapter 2
Towards European-Scale
Convection-Resolving Climate
Simulations with GPUs: A study with
COSMO 4.19
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Towards European-Scale Convection-Resolving Climate
Simulations with GPUs: A study with COSMO 4.19 ∗
David Leutwyler1 , Oliver Fuhrer 2 , Xavier Lapillonne 2,3 ,
Daniel Lüthi1 and Christoph Schär1

2.1

Abstract

The representation of moist convection in climate models represents a major challenge, due
to the small scales involved. Using horizontal grid spacings of O(1km), convection-resolving
weather and climate models allow to explicitly resolve deep convection. However, due to
their extremely demanding computational requirements, they have so far been limited to short
simulations and/or small computational domains. Innovations in supercomputing have led to
new hybrid node designs, mixing conventional multi-core hardware and accelerators such as
graphics processing units (GPUs). One of the first atmospheric models that has been fully
ported to these architectures is the COSMO model (Consortium for Small-Scale Modeling).
Here we present the convection-resolving COSMO model on continental scales using a version of the model capable of using GPU accelerators. The verification of a week-long simulation containing winter storm Kyrill shows that, for this case, convection-parameterizing simulations and convection-resolving simulations agree well. Furthermore we demonstrate the applicability of the approach to longer simulations by conducting a three-month long simulation of
the summer season 2006. Its results corroborate the findings found on smaller domains such as
more credible representation of the diurnal cycle of precipitation in convection-resolving models and a tendency to produce more intensive hourly precipitation events. Both simulations also
show how the approach allows for the representation of interactions between synoptic-scale and
meso-scale atmospheric circulations at scales ranging from 1000 to 10 km. This includes the
formation of sharp cold frontal structures, convection embedded in fronts and small eddies, or
the formation and organization of propagating cold pools. Finally we assess the performance
gain from using heterogeneous hardware equipped with GPUs relative to multi-core hardware.
With the COSMO model, we now use a weather and climate model that has all the necessary
modules required for real-case convection-resolving regional climate simulations on GPUs.
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2.2

Introduction

The inadequate representation of clouds and moist convection represents a major challenge
of state-of-the-art climate models (Stevens and Bony, 2013). An important component of the
problem are the scale interactions between small-scale turbulent and convective processes at
scales around and below 1 km, and larger-scale/meso-scale weather systems at scales around
O(10 km-1000 km). Within these scale interactions, individual convective cells may organize
into meso-scale weather systems such as squall lines or meso-scale convective systems. Current
global and regional climate models typically operate at grid spacings on the order of 10-300
km, and are thus unable to explicitly represent many of these interactions.
In conventional models, convective processes need to be treated with subgrid-scale parameterization schemes, which entail major uncertainties in the representation of clouds and precipitation (Randall et al., 2003). These uncertainties not only raise concerns about the model’s
abilities to represent the associated feedback processes (Hohenegger et al., 2009), but also regarding uncertainties in climate change projections (Bony et al., 2015).
Refining the model resolution to the kilometer scale allows omitting the parameterization of
deep convection, since at this resolution the associated processes can be represented explicitly.
In the last decades, this approach has successfully been followed in idealized studies (e. g.
Weisman et al. 1997) and for numerical weather prediction purposes (e. g. Benoit et al. 2002).
Convective processes are then represented much closer to first principles and thus allow for an
improved skill in quantitative precipitation forecasting (Mass et al., 2002; Richard et al., 2007),
and ultimately for an improved representation of the water cycle. Recent studies have applied
this approach to limited-area climate modeling: In their decade-long, regional simulations over
England and the Alps, Kendon et al. (2012) and Ban et al. (2014) found significant improvements in the representation of sub-daily precipitation events over land, in particular regarding
rainfall intensity, duration, spatial extent, as well as the timing of the diurnal cycle of precipitation, especially for high precipitation percentiles (Ban et al., 2015). Following promising
validation, decade-long simulations for climate scenarios have been conducted (Kendon et al.,
2014; Ban et al., 2015).
While the convection-resolving approach shows very promising results, turbulent and convective motions are still underresolved (Wyngaard, 2004). Grid spacings of O(1 km) are comparable to the size of the particularly energetic convective eddies in the planetary boundary
layer (Zhou et al., 2014). At this resolution, shallow clouds still need to be parametrized, and
deep-convective clouds tend to be too large, too laminar, too vicious and too widely spaced
apart (Clark et al., 2016). Using numerical simulations of an idealized squall line, Bryan et al.
(2003) showed that a horizontal grid spacing of 250 m and below is needed to accurately predict
the details of deep convection. Associated with this limitation is a high sensitivity of condensation processes with respect to grid spacing (Bryan and Morrison, 2012). However Langhans
et al. (2012) found that large-scale bulk properties of atmospheric convection, such as moisture and temperature tendencies, converge at a grid spacing of about 2-4 km. Their findings
indicate that for real-case simulations, kilometer-scale resolution is often sufficient, provided
the focus is on bulk properties and feedbacks rather than the structure of the convective clouds.
While this type of convergence addresses the precipitation process within convective systems,
Langhans et al. (2012) did not address issues related to radiative cloud feedbacks.
Convection-resolving simulations have proven to be very useful tools for climate simulations and numerical weather prediction (Mass et al., 2002; Lean et al., 2008; Attema et al.,
2014). However the fine grid spacing and small time steps involved represent a major challenge for current supercomputers, in particular for large spatial domains and long time-scales.
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Therefore climate simulations with convection-resolving resolution have so far been limited to
comparatively small domains (Knote et al., 2010; Kendon et al., 2012; Prein et al., 2013; Ban
et al., 2014). On the global scale, this challenge is even more ambitious (Wehner et al., 2008,
2011; Palmer, 2014). Nevertheless, the exponential growth in compute power led to a number
of computational breakthroughs for global simulations: Miyamoto et al. (2013) demonstrated
a 12-hour-long global simulation at a grid spacing of 870 m, Miura et al. (2007) performed
a week-long simulation with a horizontal grid spacing of 3.5 km, recently Skamarock et al.
(2014) performed a 20-day-long simulation with a horizontal grid spacing of 3 km, and Bretherton and Khairoutdinov (2015) simulated several months on a near-global aquaplanet at a grid
spacing of 4 km. While these efforts portray the limit of what is achievable today, they also
illustrate the benefits of global model formulations that overcome convection parameterization
schemes.
Although designed for a wide range of potential applications, high-performance computers
are not necessarily optimal for convection-resolving atmospheric models (Donofrio et al., 2009;
Bauer et al., 2015). This gap can, to a large degree, be tied to the scaling properties of different
types of algorithms: While the arithmetic intensity (ratio of floating-point operations to total
data movement) increases linearly for many dense-linear-algebra operations, it remains low
for the stencil computations typically found in the dynamical cores of atmospheric models
(Schulthess, 2015). Consequently the stencil operations, which are commonly used in the most
time-consuming parts of the code (the dynamical cores), are usually limited by the available
memory bandwidth rather than the potentially available floating-point performance (Christen
et al., 2008; Gysi et al., 2015).
In the last years, electrical energy constraints for supercomputers have led to heterogeneous
computer architectures that involve conventional multi-core hardware as well as attached accelerators such as graphics processing units (GPUs). For weather and climate models, GPUs
are particularly interesting because their ”parallelism is substantial” and because they ”prioritize throughput over latency” (Owens et al., 2008). Hence they have the potential to close the
performance gap needed for more extensive convection-resolving simulations. Other proposals
of new computer architectures useful for weather and climate modelling are: other accelerators
such as the Intel Xeon Phi architecture or FPGA-accelerators (Deest et al., 2016), custom chips
(Donofrio et al., 2009) or inexact hardware (Düben et al., 2014).
Multiple efforts to port existing weather and climate codes to GPUs have been undertaken:
With their pioneering work on the Weather Research and Forecast (WRF) model Michalakes
and Vachharajani (2008) demonstrated the applicability of the approach to weather and climate
codes. An effort which has meanwhile been continued by Mielikainen et al. (2012) and others.
Similar attempts have been made by Shimokawabe et al. (2010) to accelerate the next version
of the ASUCA production weather model or Demeshko et al. (2013) that report on a GPU implementation of the NICAM shallow water module. A team at the National Oceanic and Atmospheric Administration (NOAA) have demonstrated promising performance increases for the
dynamical core of the non-hydrostatic Icosahedral Model (NIM) and are now working towards
porting the NIM physics package (Henderson et al., 2011; Govett et al., 2014). In the Large
Eddy Simulation domain, Schalkwijk et al. (2015) have fully ported the Dutch Atmospheric
Large Eddy Simulation (DALES) model to GPUs allowing also on-the-fly visualization. Since
the introduction of general purpose GPU computing, substantial speedups have been reported
for dynamical cores, physics and diagnostics and adapted techniques for inter-node communication have been outlined. However, although some of the models have been used for real-case
weather simulations (Schalkwijk et al., 2015), they usually did not include the full suite of
parameterizations or were driven by a vertical profile rather than by time-dependent lateral
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boundary conditions. A proof of concept of a climate simulation using a production quality
model, computed on heterogeneous architectures, has not yet been accomplished.
In this study we demonstrate the capabilities of GPU-accelerated simulations in the area of
regional climate simulations, addressing week and month-long simulations on a European-scale
computational domain. We use a new version of the COSMO model enabled for GPUs (Fuhrer
et al., 2014). In contrast to other projects discussed above, this model executes all the code
required for the time stepping on GPUs (dynamics, physics and diagnostics), including the halo
exchange at sub-domain boundaries. Execution of the entire time stepping algorithm on the
accelerators is essential, in order to minimize expensive data movements between the CPU and
the accelerator. The code developments have recently been integrated into the operational NWP
suite at MeteoSwiss (operating with a grid spacing of 1 km) and will soon become available to
the wider COSMO community.
Using results from week-long and season-long simulations, we assess the applicability of
the convection-resolving COSMO model on continental scales. We start by presenting an outline of the methodology (Section 2.3). In terms of results, we provide insights into simulated
meso-scale features such as the formation of narrow cold frontal rain bands, the evolution of
diurnal convection over Europe during the summer season, and the role of propagating cold
pools in the initiation of convective cells (Sections 2.4 and 2.5). Afterwards we discuss the performance gained from using GPUs for real-case simulations (Section 2.6) and finally conclude
the study (Section 2.7).

2.3
2.3.1

Methods
Model description

This study utilizes a refactored version of the COSMO weather and climate model (based on
version 4.19). The version is capable of running on heterogeneous hardware architectures
(Fuhrer et al., 2014). The COSMO model is a non-hydrostatic limited-area model that solves
the fully compressible governing equations using finite difference methods on a structured
grid (Steppeler et al., 2003; Förstner and Doms, 2004). It employs a split-explicit third-order
Runge-Kutta discretization to integrate the variables forward in time (Wicker and Skamarock,
2002) and is discretized on a rotated latitude-longitude grid using terrain-following surfaces.
The horizontal advection scheme is a fifth-order upwind scheme, and in the vertical direction
an implicit Crank-Nicholson scheme (Baldauf et al., 2011) is used. The multi-dimensional
advection of scalar fields is implemented using the one-dimensional Bott scheme (Bott, 1989)
with time splitting (Schneider and Bott, 2014). The resulting model is suitable for weather and
climate simulations with spatial resolution ranging from 50 km to the kilometer-scale.
The physical parameterizations used in this study include a radiative transfer scheme
based on the δ-two-stream approach (Ritter and Geleyn, 1992), a single-moment bulk cloudmicrophysics scheme that uses five species (cloud water, cloud ice, rain, snow, and graupel,
Reinhardt and Seifert 2006), the multilayer soil model TERRA ML (Heise et al., 2006) with
8 active soil layers with varying layer thicknesses between 1 cm and 7.48 m and a total soil
depth of 15.24 m. Furthermore a turbulent-kinetic-energy-based parametrization is used in the
planetary boundary layer (PBL), and for surface transfer (Mellor and Yamada, 1982; Raschendorfer, 2001). In addition and depending upon resolution, sub-grid convection is parameterized
using an adapted version of the Tiedtke mass-flux scheme with moisture-convergence closure
(Tiedtke, 1989).
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Figure 2.1: Workflow of the COSMO model on GPUs. Boundary conditions, physics, diagnostics and
I/O have been ported using OpenACC (blue). Dynamics and Halo-updates have been rewritten in C++
(green).

2.3.2

Enabling COSMO on heterogeneous architectures

The approach to port COSMO to heterogeneous hardware architectures with GPUs is as follows
(Figure 2.1): The most compute intensive module (the dynamics) has been rewritten in C++,
using the Stencil Loop Language (STELLA, Gysi et al. 2015). STELLA is an embedded
domain-specific language, specialized for computing stencils on structured grids. It allows
aggressive low-level architecture-specific performance optimizations and the use of platformspecific programming models, while maintaining a single code syntax at higher levels of the
code. During code-compilation, the stencil templates are then translated to an implementation
specific to the target architecture.
For the physics, diagnostics and most of the handling of the lateral boundary conditions,
a less disruptive approach has been chosen (Lapillonne and Fuhrer, 2014). Here execution
and data movement is organized using OpenACC (2011) compiler directives. Directives are
instructions specifying additional guidance to the pre-processor or the compiler. OpenACC
directives allow a programmer to mark kernels (the body of a loop) that can be offloaded from
a host CPU to an attached accelerator, and also organize their execution as well as data movement between CPU and accelerator. Although directives grant less flexibility to optimize for a
specific hardware architecture (for instance changing the loop and storage order), they allow to
mostly retain the existing FORTRAN code, and make it possible to port large portions of code
quite fast.
In large simulations, the computational domain is usually split into smaller subdomains
(domain decomposition). The data exchange required at the sub-domain boundaries (i.e. halo
exchange) is handled using a re-usable communication framework. It guarantees performance
portability across different high-performance computing architectures by leveraging the capabilities of the Generic Communication Library (Bianco, 2012). Similar to STELLA, this library
abstracts the complicated pathways that move data through heterogeneous machines. With this
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approach, the time stepping runs entirely on accelerators. This property is fundamental to a
fast performance, as the memory footprint of the prognostic variables in the simulations to be
presented amounts to 96 Bytes per grid point. Moving such a large footprint each time step (between CPU and GPU), while only performing a comparatively small amount of floating-point
operations per transfer, would be prohibitively expensive. In other words, the memory transfer
between GPU and CPU is simply too slow to make back and forth transfers worthwhile at each
time step.
The modules written in C++ and FORTRAN are integrated by a C++ interface which provides FORTRAN bindings. For a detailed outline of the software engineering approach of the
COSMO-GPU port please see Fuhrer et al. (2014).

2.3.3

Model setup

The model is used in two configurations (Figure 2.2): The first configuration uses parametrized
shallow and deep convection at a grid spacing of 12 km and a domain size of 355×355×60
grid points (CTRL12) with a time step of 90 s. The second configuration has a convectionresolving horizontal grid spacing of 2.2 km and 1536×1536×60 grid points (CTRL2) with
a time step of 20 s. In this configuration, the deep-convection parameterization is switched
off, but the shallow-convection scheme remains active. Here, the parameterized fraction of
(shallow) convective clouds is non-precipitating and has a maximum vertical extent of 250 hPa,
while deep convection is treated explicitly. Following the recommendations by Baldauf et al.
(2011), in CTRL2 the Mellor-Yamada asymptotic length scale in the PBL parameterization is
reduced by a factor 2.5 to calibrate the triggering of convection. In both models, the vertical
direction is discretized using 60 stretched model levels from the surface to the model top at
23.5 km. The respective layer thickness widens from 20 m at the surface to 1.2 km near the
model top. Aside from the domain size, we generally follow the setup defined in Ban et al.
(2014).
The CTRL12 domain spans about 4300×4000 km and thereby covers most of continental Europe, including the Mediterranean. The domain for the CTRL2 simulation is approximately 500 km smaller than the CTRL12 domain (on each side), but still covers most of Western and Central Europe (Figure 2.2). The necessary initial and boundary conditions for the
CTRL12 simulation are derived from the European Centre for Medium-Range Weather Forecasts (ECMWF) ERA-Interim reanalysis (Dee et al., 2011) and are updated every 6 h. Using
two-step one-way-nesting, the results from the CTRL12 simulation are subsequently used to
derive boundary conditions for CTRL2 at an hourly interval. The lateral boundary relaxation
zone has a width of 9 and 25 gridpoints for CTRL12 and CTRL2.
The analysis domain excludes grid columns close to or within the relaxation zone (50 km
distance to the CTRL2 boundary) and contains 1536x1536 grid points (2900×2900 km2 ). It
should therefore be large enough for small-scale processes to fully develop (Leduc and Laprise,
2009; Brisson et al., 2016a). Additionally a simulation with a grid spacing of 50 km and a time
step of 300 s has been performed (CTRL50). Apart from the horizontal resolution and the
associated time step, it has the same setup as CTRL12. This simulation portrays the current
generation of high-resolution global climate models.
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CTRL12, Δx ≈ 12km
CTRL2, Δx ≈ 2.2km
Kendon
et al. 2012
Ban et al. 2014

Analysis Domain

Figure 2.2: Integration domains and model topography [m]. The outermost black box show the domain
of the convection-parameterizing simulation with grid spacing of 12 km, and the bolder inner box that
of the convection-resolving simulation with 2.2 km grid spacing. The sub-domain used in the analysis
is indicated. The two smaller black boxes indicate the domains used in two state-of-the-art convectionresolving climate simulations over the Southern UK and the Greater Alpine Region.
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2.3.4

Numerical experiments

Here we present results for two model integrations: a week-long winter case with strong synoptic forcing, and a seasonal integration of a summer case that is characterized by a rather weak
synoptic forcing. For the winter case, the model chain has been initialized on 16 January 2007
00 UTC and integrated for seven days until 23 January 2007 00 UTC. For the summer case, the
2-km simulation is initialized on 1 Mai 2006 and integrated until the end of August.
To provide adequately spun-up soil moisture fields for the summer 2006 simulation, the
soil layers in CTRL12 have been initialized on 1 May 2001 based on the soil-moisture fields
from the CCLM EURO-CORDEX simulation (Kotlarski et al., 2014), and thereafter integrated
for 5 years. Subsequently CTRL2 has been initialized on 1 Mai 2006 and integrated for four
months. The analysis period for this simulation has been defined as 1 June 2006 to 31 August
2006 (JJA), leaving one month of CTRL2 integration for spin-up.
For the summer 2006 simulation, we also tested a parameter calibration based on the findings of Bellprat et al. (2016). They demonstrated a pronounced reduction of the summer
warm bias by introducing objectively calibrated values of 8 model parameters. Application
of their calibration to the current setup of CTRL2 resulted in a reduction (domain-mean, all
land points) of the warm bias by about 0.7◦ C (see supplementary material Figure 2.13) and an
increase of the seasonal mean-precipitation by about 0.2 mm/day (see supplementary material
Figure 2.14).
For the winter case, the model chain has been initialized on 16 January 2007 and integrated
for seven days. As winter simulations are less sensitive to soil conditions, the initial soil and
snow data was directly taken from ERA-Interim. The initial 36 h of the simulation are considered spin-up and are not analyzed in any detail.
Visualization of clouds
To visualize clouds, we combine bulk-diagnostic cloud fractions into a brightness B. During
the model integration, the 3D cloud fields are aggregated onto three two-dimensional cloudfraction fields (low flc , mid fmc and high clouds fhc ). This step dramatically reduces the data
volume. Essentially the cloud fraction diagnostic provides a three-variable summary of the
cloud-covered fraction of a grid cell.
The conversion of the three cloud fractions into one single brightness is accomplished by
using four calibrated parameters m as follows: In a first step Bsrf is assigned a surface brightness value based on the underlying land-cover (msrf over land and 0 over sea):
(
msrf , if land point
Bsrf =
(2.1)
0,
if sea point
Next, each cloud layer is assumed to saturate the brightness up to a specified value. For
instance, if fmc = 1, then the respective grid point is assigned a mid-level brightness of Bm =
mmc . Using linear relations, the three cloud layers are then successively stacked on each other
from bottom to top, while also taking into account the brightness of the lower layers. This is:
Bl = flc ∗ (mlc − Bsrf ) + Bsrf
Bm = fmc ∗ (mmc − Bl ) + Bl
Bh = fhc ∗ (mhc − Bm ) + Bm

(2.2)
(2.3)
(2.4)

2.4 W EEK - LONG SIMULATION OF WINTER STORM K YRILL

21

The final quantity, i.e. B = Bh , is meant to mimic a brightness that can qualitatively
be compared with satellite images. To this end, the parameters m are calibrated as follows:
msrf = 0.15 < mlc = 0.2 < mmc = 0.3 < mhc = 1.
An alternative method to visualize clouds is to compute synthetic brightness temperatures
during model integration through the use of a forward radiative transfer model. In the COSMO
model, the RTTOV satellite simulator is being used for this task (Keil and Reinhardt, 2006).
Unfortunately this functionality is not yet available in the GPU version used in this study. However the visualization employed yields satisfactory results and qualitatively compares reasonable against full RTTOV visualization. A visual comparison of the pseudo-synthetic satellite
images (showing B as defined above) and the synthetic RTTOV images can be found in the
supplementary material (Figure 2.15).

2.4

Week-long simulation of winter storm Kyrill

In January 2007 the devastating winter-storm Kyrill passed over northern Europe. While often referred to as ”Kyrill”, the storm actually was a sequence of two extratropical cyclones.
Based on a backward trajectory analysis Fink et al. (2009) outline that the first storm (Kyrill I)
emerged from a ”cold front located underneath the eastward side of an upper-level long-wave
trough over North-Eastern Arkansas (USA)” on 14 January 2007. Traversing the North Atlantic, the storm underwent rapid cyclogenesis while crossing the jet-stream from the warm to
the cold-side. On 18 January at 00 UTC a second storm (Kyrill II) formed on the occluded
front of Kyrill I northwest of Ireland.
Ludwig et al. (2015) describe the dynamical forcing leading to the Kyrill II cyclogenesis
as an interaction between frontolytic strain acting on a low-level potential vorticity filament
of the occluded front of Kyrill I, and a developing upper-level short-wave trough. In a series
of sensitivity experiments, they also determined that the diabatic heating processes between
800 and 500 hPa posed an additional crucial ingredient for the cyclogenesis of Kyrill II. Using
a convection-parameterizing 25 km COSMO setup, they show that latent heating accelerated
cyclogenesis, and also increased the core pressure drop by 10-15 hPa. These studies show
that close interaction between upper-level divergence and low-level baroclinicity, but also that
diabatic processes, were key in its development. A useful feature of this episode was the
presence of ”a remarkable pressure gradient of more than 70 hPa (...) between (...) the North
Sea and (...) the Iberian Peninsula” (Fink et al., 2009), imposing a particularly strong synoptic
forcing.
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Figure 2.3: Snapshots of the Kyrill II winter storm in ERA-Interim (left column), CTRL12 (middle
column) and CTRL2 (right column) in their native resolution. The shading denotes raw 2 m Temperature
[◦ C] and the black contours mean sea-level pressure [hPa]. The contour-level spacing is 4 hPa.
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Results

Kyrill Evolution
The overall surface development of Kyrill II on the 18th of January is as follows (Figure 2.3):
The Kyrill II storm develops along a pronounced baroclinic zone northwest of Ireland around
00 UTC, rapidly propagates over the UK, intensifies in the North Sea (around 12 UTC), before reaching the continent (around 18 UTC). In the simulations, the surface pressure and
2m-temperature fields of CTRL2 (and CTRL12) exhibit small-scale wave patterns, in particular in the vicinity of mountainous areas. We interpret these features as gravity-wave signals
and small-scale temperature variations associated with the underlying topography. Note that
Figure 2.3 displays the variables in their native resolution without any applied smoothing and
hence some additional artifacts may be present, due to reducing surface-pressure to mean-sealevel pressure.
While the overall solutions of CTRL12 and CTRL2 agree well with ERA-Interim, there
are also differences present, worth pointing out. Shortly after cyclogenesis, the horizontal
temperature gradient along the warm front is steeper in both simulations, although the core
pressure in the reanalysis is lower. During cyclogenesis of Kyrill II and while passing the
British Isles (at 12 UTC), the simulations show an additional small low-pressure system to the
west of the Norwegian coast. The simulations expose two separate low-pressure centers, while
in ERA-Interim the 974 hPa contour encloses both. Consequently the spatial extent of Kyrill II
appears to be smaller. For a visualization of the simulated storm, with high temporal resolution,
see the following video: Leutwyler et al. (2015a)
Figure 2.4 compares the cyclones surface core pressure of our simulations (CTRL12 and
CTRL2) with two simulations of Ludwig et al. (2015) (LW25 and LW7), and with the ERAInterim reanalysis. It should be noted that the observational reference is rather weak, as this was
a rapidly developing small-scale cyclone. In comparison to ERA-Interim, all four simulations
exhibit a higher initial surface pressure (lowest local minimum) at the time of cyclogenesis
and maintain it until the intensification phase starts around 10 UTC (Figure 2.4). Then the
simulations exhibit a core pressure drop of about 9 to 12 hPa in 7 h, significantly below the
ERA-Interim estimate. While this behavior is rather distinct from the evolution in ERA, the
four simulations qualitatively agree. However, LW25 and LW7 show a recovery towards the
ERA-Interim values when Kyrill II makes landfall, while in our simulations core pressures
below 960 hPa prevail until the storm exits the domain. An additional simulation with the
CTRL12 configuration, but using the same domain as LW25 (with a smaller computational
domain), followed the core pressure recovery of LW25. This could be indicative of ERA
assimilating some data from within our computational domain, data which was not reflected in
our lateral boundary conditions.
As shown by Ludwig et al. (2015), the case is strongly sensitive with respect to latent heating. Weaker latent heating rates reduce the core pressure drop and delay cyclogenesis. Since
we generally observe more precipitation in CTRL2 than in CTRL12 (domain mean precipitation rate in Figure 2.5 (top-middle) CTRL12: 2.7 mm/day, (top-right) CTRL2: 3.55 mm/day),
we consequently also expect deeper core pressures.
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Figure 2.4: Core pressure evolution of the Kyrill II wind storm from 18 January 2007 00 UTC onwards.
The black dots represent the 6-hourly ERA-Interim data, the blue diamonds the CTRL12 and the blue
squares CTRL2. The green diamonds show the storm core pressure for the 25 km grid-spacing simulation (LW25) performed in Ludwig et al. (2015), and the green squares their simulation with a horizontal
grid spacing of 7 km (LW7).

Precipitation along cold fronts
On 18 January 2007 18 UTC, the storm center of Kyrill II is located east of Denmark and its
attached, elongated cold front spans over northern Germany and France (Figure 2.5). As expected from the increased resolution, CTRL12 reveals a higher level of detail than CTRL50,
stronger gradients, and smaller precipitating regions of higher intensity. CTRL2 also exibits
a consistent large-scale structure of clouds and precipitation, and particularly heavy (explicitly treated) convective activity along and in the vicinity of the cold front. With increasing
resolution, noticeable changes in the meso-scale structure can be found close the storm core
(Figure 2.5, bottom panels). In CTRL12, the front is split into successive precipitation bands
with maximum precipitation rates up to 20 mm/h. CTRL2 additionally features small-scale
embedded convection located in the vicinity and along the front, and a more coherent organization. The frontal rainbands (precipitation ¿ 5 mm/h) are typically 30-40 km wide in CTRL12,
and substantially narrower in CTRL2 (8-10 km).
The narrow cold-frontal rainbands seen in the bottom-right panel of Figure 2.5 are of distinctly convective origin. They are associated with precipitation rates ¿20 mm/h, located on the
leading edge of the fronts, and aligned with the cold front in an oblique angle. These systems
have been extensively discussed in the literature (Houze, 2014), and studied using (airborne)
radar (e. g. Jorgensen et al. 2003). We expect differences in location and intensity, due to
the ability of CTRL2 to explicitly resolve the underlying dynamical processes. A display of
another cold-frontal passage can be found in the supplementary material (Figure 2.16). Similar
as in Figure 2.5 (bottom panels), a narrowing and strengthening of the cold-frontal rainbands
can be observed.
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Figure 2.5: Snapshot of Kyrill II on 18 January 2007 18 UTC. The colored shading indicates the
rain-rate [mm/h], the white shading a cloud cover visualization (section 2.3.4), and the white contours
geopotential height at 850 hPa [gpdm] using a line spacing of 4 gpdm. (Left) CTRL50 simulation
(middle) CTRL12 simulation and (right) CTRL2 simulation. The red boxes in the left-hand column
denote zoomed areas. An animation of this episode is available on the internet (Leutwyler et al., 2015a).
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Representation of a meso-scale vortex
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clouds & precip. rate [mm/h]

In all three simulations a meso-scale vortex can be inferred from the bend in the 850 hPa geopotential height contour (Figure 2.6), which is located behind the cold front to the northeast of
the UK on 17 January 2007 12 UTC. Here the increased resolution enables a more coherent
organization of convective cells. In particular downstream of the vortex, CTRL12 produces
many isolated precipitating grid points, while CTRL2 shows well-developed signs of organization and wrap up (Figure 2.6, top row). The vertically integrated distribution of hydrometeor
mass (rain, snow and graupel, Figure 2.6, middle row) is spatially more confined in CTRL2 and
thus testifies the role of significant grids-scale updrafts, while in CTRL12 significant grid-scale
hydrometeor loads can only be identified at the precipitation maximum (13◦ W, 55◦ W). The
temperature fields at 850 hPa also reveal a consistent picture (Figure 2.6, bottom row). While
CTRL2 exhibits a distinct wrap-up structure, an eddy-like pattern can hardly be identified in
the lower-resolution simulations. Additionally, the diagrams reveal small-scale superimposed
anomalies stemming from diabatic heating. In CTRL2 they are arranged in a circular fashion
around the eddy core, while they are much less organized in the convection-parameterizing
simulations.

Figure 2.6: Representation of a meso-scale low with increasing grid spacing. (Left column) CTRL50,
(middle column) CTRL12 and (right column) CTRL2. (Top) Colored shading indicates the rain-rate
[mm/h], the white shading the cloud cover visualization, and the white contours geopotential height
at 850 hPa [gpdm], (middle) vertically integrated sum of snow and graupel hydrometeors [mm/m2 ],
(bottom) temperature at 850 hPa [◦ C]. For the location of the meso-scale low please consult Figure 2.16
in the supplementary material.
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Figure 2.7: Validation of CTRL2 seasonal means: (a) temperature bias [◦ K], (b) simulated precipitation [mm/day], and (c) observations from E-OBS. To account for differences in topography and spatial
resolution the model 2 m temperature has been height corrected assuming a lapse rate of 0.65 K/100m,
before calculating the bias.

It should be stressed that a thorough validation is here not attempted for several reasons.
First, as can be deduced from alternate simulations that were initialized 6, 12, 18 and 24 h hours
earlier (not shown), the predictability of this particular small-scale vortex is very low. Second,
as the current version of COSMO-GPU lacks a GPU-enabled version of the RTTOV (Keil and
Reinhardt, 2006), a thorough validation with satellite pictures would be dubious. However, the
preference of CTRL2 to form small-scale vortex-like features (that wrap up) is very common
in the simulation discussed. Consistent with these results McInnes et al. (2011) found that
decreasing the grid spacing to the kilometer scale improves their representation of polar lows.
Among other things, they found a more realistic wind field and a more realistic distribution of
convection.

2.5

Seasonal simulation of the summer 2006

Persistent large-scale anticyclonic flow was the dominant circulation pattern in Europe during
the summer season 2006. Strong diurnal convection and thunderstorms could be observed, and
July 2006 was the hottest month measured in Europe to this date (Rebetez et al., 2009). Not
only for that reason, this month has been the subject of some previous studies (e. g. Hohenegger
et al. 2009). During such anticyclonic episodes, the lateral boundary conditions typically exert
less control on the atmospheric circulation, and local drivers become more important. In these
situations, RCMs can develop flow patterns which substantially deviate from the driving model.
In order to test the model also under these conditions, a three-months-long simulation of this
episode was conducted.

2.5.1

Results

Seasonal statistics
An over prediction of summer temperature is a long standing issue for COSMO-CLM and other
RCMs, in convection-parameterizing (Kotlarski et al., 2014) as well as in convection-resolving
setups (Ban et al., 2014). Validation of the CTRL2 average summer 2 m temperature (JJA),
using the E-OBS dataset (v. 10) as observational reference (Haylock et al., 2008), shows that
this behavior is still an issue (Figure 2.7a). After accounting for differences in topography and
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spatial resolution (height correction with a lapse-rate of 0.65 K/100m), the resulting domainmean warm bias amounts to about 1.4◦ C, with the largest biases in Northern Africa and Eastern
Europe. The large warm biases in Northern Africa and Eastern Europe are known RCM biases
and not only related to model biases, but also to data sparsity in the verification data sets
(Kotlarski et al., 2014; Panitz et al., 2014, and references therein).
The spatial distribution of precipitation is well captured (Figure 2.7b-c). Simulated precipitation over elevated topography is much larger than the observed precipitation, but this is, at
least partly, related to the sparse observational network used to create the E-OBS precipitation
dataset (Hofstra et al., 2009; Isotta et al., 2015; Prein and Gobiet, 2016). This observational
bias is also attenuated by the biased distribution of rain gauges, which are predominantly located in valleys where precipitation is typically much smaller than at elevated locations. In
addition, the systematic rain gauge undercatch has not been corrected in the available data sets.

Figure 2.8: (a) Average diurnal cycle of precipitation over land, (b) cumulative frequency-intensity
distributions of daily-maximum-1h precipitation, and (c) daily precipitation

Overall, there is an evident increase of precipitation with the model resolution. This increase is also reflected in the domain average land precipitation which is 2.1 mm/day in CTRL2,
1.9 mm/day in CTRL12, and 1.8 mm/day for E-OBS.
While the spatial distribution of precipitation agrees well between CTRL12 and CTRL2,
their behavior on the sub-daily timescale is fundamentally different (Figure 2.8): The different
timing of the diurnal cycle (Figure 2.8 a) is remarkable. While the convection-parameterizing
CTRL12 simulation is already at its peak around noon, precipitation in CTRL2 is still building
up and peaks only later in the afternoon. Furthermore daily maximum precipitation is higher
in CTRL2 (Figure 2.8c) throughout the event spectrum, and also produces larger hourly precipitation maxima (Figure 2.8b). It has previously been shown for smaller domains (Kendon
et al., 2012; Ban et al., 2014) that the behavior of the convection-resolving model fits observation much better in terms of sub-daily precipitation. Our results are qualitatively consistent
with these studies, although the differences in daily precipitation statistics are larger for our
simulation. Note, however, that Ban et al. (2014) considered the statistics from 10 summers,
while here only one summer season is considered. A more detailed validation of precipitation
will be conducted in a subsequent study using a 10-year-long climate simulation.
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Figure 2.9: Summertime convection over continental Europe. Snapshots on 13 June 2006 12 UTC from
(top) CTRL2 and (bottom) CTRL12. The colored shading denotes the 15min-precipitation [mm/h], and
the grey shading a cloud visualization. The red box denotes a zoomed area used in Figure 2.10. An
animation of this display is available on the internet (Leutwyler et al., 2015b)
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A snapshot on a typical summer day at noon illustrates how the different precipitation event
distributions come about (Figure 2.9 and Leutwyler et al. 2015b). In the cloud field of CTRL2,
the convective cells are visible as high-reaching, initially circular, cloud features. In CIRL12,
on the other hand, the convection-parameterization scheme adjusts the vertical stability of the
atmosphere before grid-scale convective motions can develop, and consequentially convective
cells are absent. In CTRL12 precipitation is characterized by widespread drizzle and light
rain (mostly below 2 mm/h). In contrast, CTRL2 shows smaller isolated cells and convective
cores with an intensity above 10 mm/h. This behavior of CTRL2 leads to higher hourly peak
amounts, as noted in Figure 2.8. However, peak precipitation in CTRL2 is later during the day.
Propagating cold pools
Cold-pools are formed by cold negatively-buoyant air, stemming from evaporation of falling
hydrometeors. The associated downdrafts penetrate into the planetary boundary layer and locally enhance the variability of the moisture, temperature and wind fields. Their role in the
initiation and organization of deep convection over land has been studied using radar observations Lothon et al. (2011); Dione et al. (2014) as well as convection-resolving and large
eddy simulations (Tompkins, 2001; Grabowski et al., 2006; Khairoutdinov and Randall, 2006;
Boing et al., 2012; Schlemmer and Hohenegger, 2014). While flat semi-arid regions provide
an ideal environment for the formation of large cold pools, they are less pronounced in more
heterogeneous areas, such as in continental Europe.
The use of high-resolution models provides a tool to study cold pools in heterogeneous
areas. Here we focus on the subdomain indicated by the red box in Figure 2.9. At 12 UTC
a few small precipitating cells are present. An hour later, at 13 UTC, the cells have grown
in size and a number of them exhibit signatures typical for cold pools (Figure 2.10). For
instance in the vertical wind field at the 900 hPa level, circular downdrafts, surrounded by a
ring of updrafts, appear below precipitating convective cells. They overlap with distinct local
temperature minima. In the subsequent snapshots, at 13:30 and 14 UTC, the cold pools grow
in size and some of the cells start to develop strong dry downdrafts. At the same time, the anvil
clouds are expanding. Further details of the convection-resolving simulation are illustrated in
a video (Leutwyler et al., 2016).
In order to assess whether new cells are triggered along propagating cold pools, a subjective tracking of cold-pool signatures is applied. To this end, the convective cells, visible in the
snapshots taken at 13:30 and 14 UTC, which are not present in the previous snapshot, have
been marked with a black circle in the left-most panels. Subsequently the same locations have
been marked in the respective vertical wind panel of the previous snapshot. It can be seen
that a number of black circles are co-located with the moving edges of the cold pools, but
also with convergence lines and topographic features. The co-location of new cells and leading cold-pool edges confirms that propagating cold pools are relevant for the initiation of new
convective cells in convection-resolving simulations, also in complex terrain. The results are
qualitatively consistent with large eddy simulations results found in idealized studies (Schlemmer and Hohenegger, 2014). As expected, no corresponding signatures have been found in the
CTRL12 simulation (not shown).
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Figure 2.10: Three consecutive snapshots showing (left) precipitation rate [mm/h] and clouds, (middle)
vertical wind at 900 hPa [m/s] and terrain contours [100 m contour], (right) temperature at 900 hPa
[◦ C]. The domain corresponds to the red rectangle in Figure 2.9. The black circles in the vertical wind
figures denote locations of new convective cells in the next snapshot. In the succeeding snapshot the
same convective cells are marked in the left column.

32 C HAPTER 2: T OWARDS E UROPEAN -S CALE C ONVECTION -R ESOLVING S IMULATIONS

2.6

Computational requirements

What are the computational requirements to perform a convection-resolving simulation on the
European scale? Here we restrict the analysis to two key performance metrics:
1. Strong scaling: The achievable time to solution for a fixed simulation domain, fixed
grid spacing and domain size, while increasing the computational resources. For linear
scaling, the time to solution will increase inverse proportionally to the computational
resources, allocated to the problem. Here the time step (which is constrained by the
grid spacing through the Courant stability criterion) can be kept constant and hence the
computational task has a fixed size
2. Weak scaling: The achievable time to solution when the domain size is increased proportionally with the computational resources, while keeping the grid spacing and the time
step fixed. For linear scaling, the time to solution would remain the same for all domain
sizes.
The weak-scaling approach used here is slightly different for weak-scaling experiments
with global simulations, because in these experiments the domain size can not be varied, except
by shrinking and expanding the size of the planet. In some global experiments the grid-spacing
is varied while keeping the time step constant at the value required by the simulation with the
finest grid (e. g. Wehner et al. 2011).
Finally we assess the performance gain from using GPUs with respect to conducting simulations on multi-core hardware. Here we test a single code version that is able to run on
different hardware architectures (with and without GPUs). In contrast to Fuhrer et al. (2014),
we use a real-case climate configuration close to what has been described in Section 2.3.4, also
accounting for disk input and output.

Figure 2.11: Heterogenous node architecture in Piz Daint. Each heterogenous node contains an eightcore Intel Xeon E5-2670 CPU and an Nvidia K20X GPU with 15 Streaming Multiprocessors (SMX).
Each SMX contains 192 single precision compute cores and 64 double precision compute cores.
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On a distributed memory system, the problem considered here needs to be split into smaller
chunks and hence messages have to be communicated across the network. In COSMO, this
is achieved by decomposing the simulation domain along the horizontal dimensions. This
domain decomposition yields a communication pattern where four messages are transferred
to the four neighboring compute nodes: north, south, east and west. When a computation is
distributed onto an increasing number of nodes, the ratio between the amount of computation
per node and the amount of information exchange with neighboring nodes decreases. In a
simple performance model, the speedup from parallelization will saturate towards a theoretical
value and is proportional to the square root of the number of sub-domains and a machine
constant (Wehner et al., 2008). On most multi-core hardware, this limitation creates a lower
bound on the time to solution, which can be achieved for strong scaling. On heterogeneous
hardware equipped with GPUs, the end of strong scalability may be reached earlier (Fuhrer
et al., 2014).

2.6.1

Set-up of scaling experiment

The full strong-scaling experiment corresponds to a 24 h simulation on a domain of
1536×1536×60 grid points. Input for this simulation consists of the lateral boundary conditions at hourly resolution, amounting to about 120 GB for the whole simulation. Additionally
an output workload consisting of about 6 GB is written to the file system. All performance results have been obtained on a heterogeneous Cray XC30 system, located at the Swiss National
Supercomputing Centre (CSCS) in Lugano, Switzerland (Piz Daint). The Piz Daint supercomputer consists of a heterogeneous node architecture with an eight-core Intel Xeon E5-2670 CPU
and an NVIDIA Tesla K20X GPU per node (Figure 2.11), and Cray’s Aries interconnect using
a three-level dragonfly topology to connect the compute nodes. To normalize the performance
metrics, they are defined as per socket. In the case of our configuration (Piz Daint, Figure 2.11),
a socket corresponds to either an eight-core Xeon CPU or an NVIDIA K20x GPU.
A socket is the electrical component that provides the connection between the circuit board
and the chip sitting on top of it. The advantage of the per-socket metric is its flexibility across
architectures, which also allows comparing with individual sockets on a multi-GPU node (fat
node). On a fat node, a socket still hosts only a single GPU chip, even if multiple GPU sockets
are installed on a PCI express card or on a node. However, for the node configuration found
in Piz Daint, this metric is a bit unfair towards the multi-core systems, since GPUs (today)
still need an accompanying CPU hosting the operating system and instructing the GPU. With
the socket-based metric, we do not account for that additional CPU. Another metric would be
node-to-node comparison, assuming that a node can either consist of one CPU and a GPU,
or two CPUs. For such a configuration, the second option would be fairer for the multi-core
architecture. In general, node-to-node comparison is useful to compare the various possible
node configurations one may find in a supercomputer. However, we believe that for the current
study the per-socket performance metric is more useful than node-to-node comparisons, also
because nowadays fat-nodes are commercially available.
The new version of the COSMO code can be executed on both, multi-core CPUs and GPUs,
and hence allows comparison between the two architectures. However there is a small difference in the way the domain decomposition is done. Currently the parallelization strategy,
implemented in the COSMO-CPU version, makes use of distributed memory by leveraging the
Message Passing Interface (MPI Forum, 2015). Using an entire eight-core CPU socket in Piz
Daint therefore requires placing eight MPI tasks on a node. In contrast, the COSMO-GPU version allows using shared memory (see Section 2.3.2), while inter-node communication is still
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based on MPI and distributed memory. Hence executing COSMO on a node with one GPU,
requires placing a single MPI task on each node. Accordingly, the number of MPI tasks on a
fat node would correspond to the number of GPU sockets it contains.

2.6.2

Results of scaling experiments

In the first experiment (strong scaling), the time to solution for a 24h simulation on 1536×1536
grid columns, distributed among an increasing number of sockets, is measured (Figure 2.12,
left-hand panel). The time to solution for execution on the multi-core hardware decreases
approximately linearly up to 900 sockets. Towards the end of the curve, at 1760 sockets, internode communication starts to limit the speedup the additional CPU-sockets provide. Execution
on the GPU shows saturation already at 256 sockets, which corresponds to 4096 grid columns
per socket. Consequently when using GPUs, a larger number of grid points per socket is
needed to efficiently utilize the hardware (Little, 1961; Gysi et al., 2016). A similar behavior
was found by Fuhrer et al. (2014) in their experiments using the same model, but with periodic
boundary conditions and without I/O. They found a linear scaling behavior for experiments
with more than 128×128 grid columns per socket, but also early saturation, as the workload
per socket decreases. In the current study we reach the upper memory limit of the sockets
earlier and therefore are not able to reproduce the linear strong scaling regime they found.
We nevertheless find a significant speedup when using GPUs. For our reference setup with
128×128 grid columns per socket (as used in Sections 2.4 and 2.5) we measured a speedup of
about a factor 3.6. For a similar time to solution with the conventional multi-core architecture,
4.9 times more sockets would be needed.
In the second experiment (weak scaling), the number of grid columns per socket is kept
constant (at 128×128 when using GPUs), while proportionally increasing the domain size and
the number of sockets (Figure 2.12, right-hand panel). Execution on the CPU and the GPU both
show only a slight upward trend for the time to solution. Since the performance for the physics
and dynamics modules as well as data copy (to and from the GPU memory) mostly stays
constant, the trend is likely related to the increase in the amount of data written to disk as the
domain size increases. In the GPU version disk Input/Output is done in a synchronous manner,
meaning that the model integration is stopped during file-system access. This limitation has
already been addressed in a later version of the COSMO model, and in the future we will use
asynchronous I/O. For now the time-compression ratio (simulation period divided by time to
solution) for our reference setup (1536×1536 grid columns distributed onto 144 nodes) is 1:70
with model Output and 1:90 without.

2.6.3

Assessment

Based on these benchmarks we now assess the feasibility of a large convection-resolving climate modeling experiment, using the same domain as EURO-CORDEX (Jacob et al., 2014).
This model inter-comparison and climate projection effort consists of contributions from multiple RCMs. It involves a 20-year evaluation experiment driven by reanalysis, as well as a
55-year control experiment and for each emission scenario considered a 94 year-long transient
scenario simulations driven by a Global Climate Model (GCM). For a simulation with 2.2 km
grid spacing, the EURO-CORDEX domain consists of roughly 2300×2300×60 grid points.
On this domain, the COSMO GPU version would yield a time-compression ratio of about 1:60
when executed on 324 Nvidia K20x sockets and about 1:20 when 324 Intel E5-2670 sockets
are used. Projecting the time-compression ratios on the EURO-CORDEX experiment yields a
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Figure 2.12: Time to solution for a 24h simulation for execution on CPUs architecture (red) and on
the same number of GPUs (blue). (Left) Strong scaling for a domain with 1536×1536×60 grid points.
The number of sockets is increased while keeping the problem size fixed. (Right) Weak scaling with a
per-node size of 128×128×60 grid points. Increasing problem size while keeping the grid points per
socket constant. Contributions form several modules: (orange) dynamics, (dark green) physics, (light
green) Input/Output, and (light blue) data copy to and from accelerator.

time to solution of about 4 months for the 20 year-long evaluation period, 11 months for the
55 year-long control experiment and 1.6 years for each of the 94 years-long transient scenario
simulations.
For climate simulations, the required operational time-compression ratios are more relaxed
than in operational weather forecasting. While the workflow for weather forecasting typically
imposes strict time-to-solution constraints, the required throughput for climate simulations is
governed by more practical matters such as the duration of a project. In this regard, imposing
a maximum time-to-solution constraint of 3 months would entail a time-compression ratio of
1:500 to accomplish a transient convection-resolving climate experiment. For comparison, in
their assessment of global convection-resolving models, Wehner et al. (2008) impose a much
tougher constraint of 1:1000. However, their CMIP5-type experiments (Taylor et al., 2012)
also involve a large simulation ensemble and hundreds of years of simulation for ocean spinup. Given the 1:500 constraint, our model would require an additional speedup of about a
factor 8-10 to meet the required time-compression constraints for an extensive CORDEX-type
experiment.
The above results indicate that, for the COMSO model, using GPU accelerators, permits
to perform multi-year, convection-resolving simulations on large, continental-scale domains.
However, for century-long simulations at the current resolution, or for simulations with finer
grid spacing (and decreased time step), further performance improvements are needed. We
suggest that future work should focus on trying to push the strong scalability further and thus
to reduce the time required to update a gridpoint by one timestep, for example by exposing
more parallelism (in the vertical, across modules in the code, by asynchronous execution of independent work). Another interesting application in the RCM domain would be to increase the
time step (at coarser grid spacing) and downscale a large number of GCM scenario realizations.
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At the 12.5 km grid spacing, used in the EURO-CORDEX EUR-11 simulations (Jacob et al.,
2014), execution of the COMSO-GPU version on 10 Piz Daint nodes would fulfill the 1:500
time-compression criterion and thus should enable a more extensive set of transient scenario
simulations.
What does this mean for global simulations? For an idealized setup, Fuhrer et al. (2014)
demonstrated perfect linear weak scaling behavior of the COSMO-GPU version up to 2000
nodes. So let us assume linear weak scaling (essentially neglecting Input/Output from/to a file
system) and availability of the entire Piz Daint supercomputer (5272 hybrid Cray XC30 nodes).
At a grid spacing of 2.2 km, it should technically be possible to extend the domain size to cover
about half of Earth’s surface, while still retaining the same time to solution as demonstrated
above. At a grid spacing of 2.8 km the whole planet could be covered. The analysis indicates
that decadal global convection-resolving atmospheric simulations are feasible today on large
dedicated supercomputing systems, provided the code scales similar as the regional COSMO
model used in the current study. More specifically, COSMO could in principle be scaled up
to a global latitude/longitude configuration and supplemented with the additional code to deal
with the poles.
Whether the above assessment can be transferred to GCMs, also depends upon the timestepping algorithm and its implementation. Many global non-hydrostatic models invoke semiLagrangian or spectral approaches (where the total communication costs increases faster than
the number of gridpoints). In such cases, linear weak scaling will be more difficult to achieve
than with the current split-explicit scheme.

2.7

Conclusions and Outlook

The last decades have seen a tremendous increase in the complexity of the memory and compute architecture in high-performance computers. Until about a decade ago, many weather
and climate supercomputing centers featured shared-memory, vector and massively parallel
processes machines. Following this there has been a trend towards hierarchical systems with
distributed memory (for Piz Daint, this is visualized in Figure 2.11). This trend has further been
reinforced by the introduction of heterogeneous supercomputers exploiting accelerators. Given
the technical and economical drivers behind this process, this trend will likely continue into the
future (Schulthess, 2015). It is thus essential, that weather and climate models are enabled to
make use of these systems.
In this study, the applicability of the convection-resolving climate simulation approach has
been demonstrated on European scales with a new version of the COSMO weather and climate
model, capable of running on GPUs. Both convection-parameterizing and convection-resolving
simulations have been considered, at resolutions of 12 and 2 km, respectively. Validation of a
week-long simulation of the winter storm Kyrill showed a high level of agreement between the
two simulations regarding the synoptic and meso-alpha-scale development and their patterns
of clouds and precipitation. However, simulations also exhibit significant differences in terms
of frontal rainbands and precipitation statistics.
Such differences are even more pronounced in the simulation of the summer season 2006.
The simulation revealed a very different character of summer convection for the simulation
with resolved convection. The precipitation field of the convection-resolving 2 km simulation,
showed high precipitation rates over small areas, while the convection-parameterizing 12 km
simulation showed low precipitation rates over larger areas. A comparison of the diurnal cycle of precipitation of the convection-parameterizing and the convection-resolving simulations
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showed that the results found in previous studies also apply to European-scale domains. That
is, convection-parameterizing simulations have a distorted diurnal cycle with a precipitation
peak around noon, while the convection in the 2-km simulation peaks only in the late afternoon. The step to resolved convection also dramatically reduces the hourly frequency of light
precipitation.
The simulations also demonstrated how the approach allows for the representation of interactions between synoptic-scale and meso-scale atmospheric circulations at scales ranging from
1000 to 10 km. Three examples of such interactions were discussed: Narrow cold frontal rain
bands, small vortices over the ocean in winter, and the formation and organization of propagating cold pools in complex terrain. Note that, although we highlighted individual meso-scale
systems, we did not verify their realism, structure and evolution in much detail. These results
illustrate some advantages of formulating weather and climate models closer to physical first
principles and portrays the benefits of using continental-scale domains for convection-resolving
models.
A substantial speedup of the simulations was realized when executing COSMO on GPU
accelerators. However, at least for our hardware environment, a minimum of 128×128×60
grid points per GPU were required to have sufficient work available and efficiently utilize the
hardware. With the current code and the current generation of GPUs, century-long convectionresolving simulations (or further increasing the resolution) will still be challenging. For now,
the GPU version of COSMO enables us to increase the size of the computational domains for
decade-long simulations, or to perform experiments with a large number of ensemble members
at lower resolution for centennial simulations.
Our next simulation target is a 10-year-long reanalysis-driven simulation covering the time
period 1999-2008, using the same set up as in the current study. This simulation has already
been completed and will be analyzed in a subsequent study. It allows for a more robust validation with observational datasets. Together these simulations will serve as a proof of concept and demonstrate that convection-resolving climate simulations are feasible on continental
scales. Once established, such simulation capabilities will enable investigations of continentalscale climate feedbacks, sensitive to the treatment of deep convection, or assembling modelclimatologies of interactions between convective meso/small-scale and synoptic-scale systems.

38 C HAPTER 2: T OWARDS E UROPEAN -S CALE C ONVECTION -R ESOLVING S IMULATIONS

2.7.1

Code and data availability

The particular version of the COSMO model used in this study is only a prototype and will be
discontinued soon. However, the code developments are currently in the process of being reintegrated into the mainline COSMO version and will soon be available to the wider research
community. COSMO itself may be used for operational and for research applications by the
members of the consortium. Moreover, within a license agreement, the COSMO model may
be used for operational and research applications by other national (hydro-) meteorological
services, universities and research institutes. The model output encompasses 15 TBytes and is
available upon request.
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Supplement

REF12-OBS
ΔT=1.3°C

CALIB12-OBS
ΔT=0.6°C

REF2-OBS
ΔT=2.2°C

CALIB2-OBS
ΔT=1.4°C

K

Figure 2.13: Seasonal mean temperature bias in summer 2006 [◦ K] relative to E-OBS observations
(OBS). REF denotes the simulations following the calibration used by Ban et al. (2014) and CALIB the
simulations following the calibration by Bellprat et al. (2016).
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Figure 2.14: Seasonal mean precipitation in summer 2006 [mm/day] for simulations and E-OBS observations. REF denotes the simulations following the calibration used by Ban et al. (2014) and CALIB
the simulations following the calibration by Bellprat et al. (2016).
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Figure 2.15: Synthetic brightness temperatures [K] computed by a satellite simulator (RTTOV) for (left)
CTRL50, (middle) CTRL12 and (right) 10.8 µm brightness temperatures from the Spinning Enhanced
Visible and Infrared Imager (SEVIRI) on the geostationary Meteosat satellite. The synoptic situation
shows a low-pressure system with a strong cold front on snapshots on 17 January 2007 12:00 UTC
(same as Figure 2.16).
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Figure 2.16: Snapshots of a cold-frontal passage on 17 January 2007 12 UTC. The colored shading
indicates the rain-rate [mm/h], the white shading a cloud cover visualization (see section 2.4.1), and
the white contours geopotential height at 850 hPa [gpdm] using a contour line spacing of 4 gpdm. (Left)
CTRL50 simulation, (middle) CTRL12 simulation and (right) CTRL2 simulation. The red boxes in the
left-hand column denote zoomed areas and the orange box denotes the zoomed area used in Figure 6.
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Evaluation of the Convection-Resolving Climate Modeling
Approach on Continental Scales∗
David Leutwyler1 , Daniel Lüthi1 , Nikolina Ban1
Oliver Fuhrer 2 and Christoph Schär1

3.1

Abstract

Convection-resolving models allow to explicitly resolve deep convection at horizontal grid
spacings of O(1 km). On current supercomputers, refining the grid spacing to the kilometer
scale is computationally still extremely demanding, and therefore climate simulations at this
resolution have so far largely been limited to sub-continental computational domains. However,
new supercomputers that mix conventional multi-core CPUs and accelerators possess properties beneficial for climate codes. Exploiting these capabilities allows expansion of the size of
the computational domains to continental scales.
Here we present such a convection-resolving climate simulation, using a version of the
COSMO model, capable of exploiting GPU accelerators. The simulation has a grid spacing
of 2.2 km, 1536×1536×60 grid points, covers the period 1999-2008, and is driven by the
ERA-Interim reanalysis. An assessment of the 10-year-long simulation is conducted using a
wide range of data sets, including several rain-gauge networks, energy balance stations, and a
remotely-sensed lightning data set. Substantial improvements are found for the 2 km simulation in terms of the diurnal cycles of precipitation. This confirms results found in studies using
smaller computational domains. However, the continental-scale simulations also reveal deficiencies such as substantial performance differences between regions with and without strong
orographic forcing. Analysis of the statistical distribution of updrafts and downdrafts shows
an increase of the amplitude in seasons with convection, and a pronounced asymmetry between updrafts and downdrafts. Furthermore, the analysis of lightning data shows that the
convection-resolving simulation is able to reproduce important features of the annual cycle of
deep convection in Europe.
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Introduction

In summer, thunderstorms and rain showers are the dominant mode of precipitation in Europe.
They typically occur as diurnal summer convection, embedded in meso-scale or frontal systems. Representing these processes in weather and climate models is particularly challenging,
since it requires covering the scales from large-scale synoptic weather systems O(1000 km), to
the meso-scale interactions at O(10-100 km), down to small-scale turbulent and convective processes at scales around and below 1 km. The current generation of global and regional climate
models typically operate at grid spacings of O(10-100 km), and are thus unable to represent
these interactions explicitly.
Moist convection is not only responsible for precipitation, but also vertically redistributes
moisture, heat and momentum, and thereby modifies the thermodynamic and dynamical structure of the atmosphere. To include these processes in the simulation, parameterization schemes
are used. However parameterizing convection has proven to be extremely difficult and complex.
Although substantial advances have been achieved in recent years (e.g. Bechtold et al. 2014),
parameterization schemes introduce uncertainties such as evident from a misrepresentation of
the diurnal cycle of precipitation (Dai et al., 1999; Hohenegger et al., 2008) or an overestimation of the frequency of small precipitation amounts (Berg et al., 2013). These concerns also
relate to uncertainties in climate change projections (Bony et al., 2015). An alternative, but
computationally very costly approach, is to simulate deep-convection explicitly.
Refining the grid spacing to the kilometer scale allows treating deep-convection explicitly
by the governing equations and hence formulating the model much closer to physical first principles (Weisman et al., 1997). The convection-resolving approach has been used for decades
to study idealized meso-scale cloud systems (e.g. Klemp and Wilhelmson (1978)) or, more
recently, to perform idealized studies of summer convection (Barthlott et al., 2010; Schlemmer
et al., 2011; Barthlott and Kirshbaum, 2013). With the increasing computational performance,
several meteorological offices have started using regional convection-resolving models for operational numerical weather prediction (Benoit et al., 2002; Mass et al., 2002; Clark et al., 2016)
and several convection-resolving landmark simulations have been achieved for global scales
(Miura et al., 2007; Miyamoto et al., 2013; Skamarock et al., 2014; Wedi, 2014; Heinzeller
et al., 2016).
In the regional climate modeling (RCM) domain, Grell et al. (2000) pioneered the
convection-resolving RCM approach by performing a 14-month-long simulation at kilometer
grid spacing. Since then a number of RCM simulations have been performed and considerable
added value has been identified (Prein et al., 2015). Among others Kendon et al. (2012), Ban
et al. (2014) and Fosser et al. (2015) found improvements in the representation of hourly precipitation, in particular for rainfall intensity, duration, summertime high-intensity events and
for the timing of the diurnal cycle of precipitation. Additionally Prein et al. (2013) and Ban
et al. (2014) found more realistic, smaller, spatially confined precipitation objects, leading to
improved representation of precipitation on small spatial scales (∆x < 100 km). Kendon et al.
(2014), Chan et al. (2014) and Ban et al. (2015) found improvements in the representation of
hourly heavy precipitation events. The increased resolution also entails improved representation of topography and surface fields, refining the representation of local wind systems such as
mountain-valley circulations (Langhans et al., 2013), up-slope winds associated with snowfall
events (Rasmussen et al., 2011), gravity-wave drag (Sandu et al., 2016), and other interactions
with orography (Houze, 2012).
Grid spacings of O(1 km) are comparable to the size of the particularly energetic eddies
in the planetary boundary layer (Wyngaard, 2004; Zhou et al., 2014), and consequentially tur-
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bulent processes as well as the dominant turbulent length scale are still underresolved (Bryan
et al., 2003; Craig and Dörnbrack, 2008). At this resolution the lower horizontal size limit of
convective cells is still set by the effective resolution (Skamarock and Klemp, 2008) and condensation processes exhibit a high sensitivity to the grid spacing (Bryan and Morrison, 2012).
However, Langhans et al. (2012) demonstrated that large-scale bulk properties of atmospheric
convection, such as moisture and temperature tendencies, converge at a grid spacing of 2-4 km.
While the convergence, as described by Langhans et al. (2012), addresses the precipitation
process within convective systems, cloud-radiative feedbacks were not addressed.
Due to the high computational costs, the use of convection-resolving models in climate
studies is still limited, and typically restricted to sub-continental domains (see Prein et al.
(2015) for an overview). In recent years, efforts to reduce the increasing power consumption of
supercomputers have led to the development of heterogeneous node architectures that involve
conventional multi-core CPUs as well as attached accelerators such as graphics processing units
(GPUs). If the model codes are adapted properly, GPUs provide substantial parallelism and
high throughput (Owens et al., 2008), resulting in speed-ups for weather and climate models
(Michalakes and Vachharajani, 2008; Govett et al., 2010; Leutwyler et al., 2016). The weather
and climate model of the Consortium for Small-scale Modeling (COSMO) is one of the first
models that has been fully ported to GPUs (Fuhrer et al., 2014). The new COSMO version has
been able to close the performance gap that has hindered convection-resolving continental-scale
RCM simulations. It has allowed an extension of the domain and still achieves a reasonable
time-to-solution, while constraining the computational resources (Leutwyler et al., 2016).
Here we present a ten-year-long climate simulation at a resolution of 2.2 km, covering
continental Europe, and evaluate the performance of the convection-resolving climate modeling
approach. We start by presenting the methodology and summarize the data sets used (Section
3.3). In terms of validation, we provide a standard evaluation of selected climate indices such
as surface temperature and inter-annual seasonal temperature variability, and thereafter present
a more detailed validation of hourly precipitation characteristics (Section 3.4). Afterwards we
provide first insights into the representation of the annual cycle of deep convection (Section
3.4.4) and finally conclude the study in Section 3.5.

3.3
3.3.1

Methods and Data
Model Description

This study utilizes version 4.19 of the Consortium for Small-scale Modeling weather and climate model. COSMO is a non-hydrostatic limited-area model that solves the fully compressible governing equations using finite-difference methods on a structured grid (Steppeler et al.,
2003; Förstner and Doms, 2004). It employs a fifth-order upwind scheme for horizontal advection and in the vertical an implicit Crank-Nicholson scheme (Baldauf et al., 2011). To
integrate the variables forward in time, a split-explicit third-order Runge-Kutta discretization
is used (Wicker and Skamarock, 2002) and the multi-dimensional advection of scalar fields is
implemented using the one-dimensional Bott scheme (Bott, 1989; Schneider and Bott, 2014).
The physical parameterizations include: A single-moment bulk cloud-microphysics scheme
using five species (cloud water, cloud ice, rain, snow, and graupel) (Reinhardt and Seifert,
2006), a ten-layer soil model (TERRA ML) with a total soil depth of 15.24 m (Heise et al.,
2006), a radiative transfer scheme based on the δ-two-stream approach (Ritter and Geleyn,
1992), and a turbulent-kinetic-energy-based parametrization is used in the planetary boundary
layer (PBL) as well as for surface transfer (Mellor and Yamada, 1982; Raschendorfer, 2001).
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Depending upon resolution, sub-grid convection is parameterized using an adapted version of
the Tiedtke mass-flux scheme with moisture-convergence closure (Tiedtke, 1989). Additionally
the aerosol climatology has been changed from the default climatology (Tanré et al., 1984) to
the AeroCom climatology (Kinne et al., 2006).
In this study a refactored version of COSMO, capable of using GPU accelerators, is used
(Fuhrer et al., 2014). In this version the dynamical core has been rewritten in C++, using
the domain-specific Stencil Loop Language (STELLA) (Gysi et al., 2015; Osuna et al., 2015),
and the physical parametrization have been ported using OpenACC (2011) compiler directives
(Lapillonne and Fuhrer, 2014). Data exchange at the sub-domain boundaries (i.e. halo exchange) is handled using a re-usable communication framework. Together these developments
enable execution of the time stepping algorithm entirely on the accelerators, which is essential
to minimize expensive data movements between the CPU and the GPU.

3.3.2

Model Setup and Numerical Experiment

The model setup has been introduced in Leutwyler et al. (2016) so we only briefly summarize the most important aspects here. The model configuration follows a two-step one-way
nesting approach with the outer nest consisting of a simulation with parameterized convection
(CTRL12) and the inner nest of a simulation with the parameterization of deep-convection
switched off (CTRL2, Figure 2.2). The outer nest has a grid spacing of 12 km, is 355×355×60
grid points large and covers most of continental Europe. The inner nest has a grid spacing
of 2.2 km, employs 1536×1536×60 grid points and is approximately 500 km smaller than
CTRL12 (on each side). In both models, the vertical direction is discretized using 60 stretched
model levels ranging from the first model level at 20 m to the model top at 23.5 km. Model
analysis is performed on a common domain for both configurations and excludes grid columns
close and or within the boundary relaxation zone of CTRL2. To this end 54 grid columns
(approx. 100 km) were disregarded from the CTRL12 computational domain (on each side)
and 100 grid columns (approx. 100 km) from the CTRL2 computational domain. The necessary initial and boundary conditions for CTRL12 are derived from the European Centre for
Medium-Range Weather Forecasts (ECMWF) ERA-Interim reanalysis (Dee et al., 2011) and
are updated every 6 h. Model calibration follows the findings by Bellprat et al. (2016) apart
from the Mellor-Yamada asymptotic length scale in the PBL parameterization which is reduced
by a factor 2.5 in CTRL2 to calibrate the triggering of deep convection, following the recommendations by Baldauf et al. (2011).
The analysis period for this simulation covers the time period from 1. January 1999 until
31. December 2008. To provide adequately spun-up soil moisture fields, the soil layers in
CTRL12 have been initialized on 1 November 1993 based on the soil-moisture fields from the
CCLM EURO-CORDEX simulation (Kotlarski et al., 2014), and thereafter integrated for 5
years. Subsequently CTRL2 was initialized on 1 November 1998 with the soil moisture fields
of CTRL12, leaving two months of integration for soil spinup.

3.3.3

Computational Aspects

The convection-resolving simulation (1536×1536×60 grid points) was conducted on 144 compute nodes of the Piz Daint supercomputer, which was a hybrid Cray XC30 system located at
the Swiss National Supercomputing Centre (CSCS) in Lugano. At the time of writing, Piz
Daint consisted of a heterogeneous node architecture with an eight-core Intel Xeon E5-2670
CPU and a NVIDIA Tesla K20X GPU per node. On this system, the time-compression ratio
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(time-to-solution divided by simulation time) is about 1:70, including disk Input/Output and
1:90 without. Execution on GPUs, provides a speedup of a factor 3.6, considering the execution
on the same number of multi-core CPUs. Achieving a similar time to solution on multi-core
hardware would entail increasing the number of CPUs by a factor 5 (Leutwyler et al., 2016).
This configuration yields a time to solution of about 1.7 months for a 10-year-long simulation
period.

3.3.4

Observations

Below a short description of the verification data sets is provided. The data sets fully overlapping with the 10 years of the simulation are the surface temperature and daily precipitation
data sets from ENSEMBLES E-OBS and the solar surface radiation data set from the Baseline
Surface Radiation Network. For the other products the period overlapping with the simulation
is shorter. To make use of them nevertheless, the analysis periods of the simulation is reduced
to match those of the observations, unless indicated otherwise.
Low-resolution European surface data (ENSEMBLES E-OBS)
For the validation of daily 2 m temperature and precipitation, the ENSEMBLES E-OBS data
set (v. 10) is used. E-OBS is a pan-European, gridded, land-only data set based on station
observations (Haylock et al., 2008), covering the time period 1950-2013 with daily resolution.
In this study we use daily mean, maximum and minimum values of 2 m temperature as well as
daily precipitation sums, both at a spatial resolution of 0.25◦ ×0.25◦ . Despite inhomogeneities
between the stations, Hofstra et al. (2009) found good spatial correlations when comparing EOBS to higher-resolution data sets. However, they also found severe limitations. In particular
they quote a ”mean absolute errors (...), in the order 0.5◦ C for temperature and greater than
100% for precipitation. For both variables and all skill scores, the data sets compare worse in
mountainous areas.” Moreover, for precipitation Isotta et al. (2015) find that ”in areas with poor
data coverage, important mesoscale features are missing and there are biases in the frequency
distribution (too frequent wet days, too small high quantiles)”. Similar findings have been
found by Prein and Gobiet (2016).
High-resolution Alpine data set (EUROP4M-APGD)
APGD is a gridded pan-Alpine precipitation data set, based on rain gauge observations (Isotta
et al., 2014). The data set provides daily observations, with a minimum of 5500 time series
per day, at a grid spacing of 5 km, and covers the period 1971-2008. The lower bound of the
effective spatial resolution is 10-15 km, varying in space and time along with the number of
included time series. Essentially, it is an update of the gridded precipitation data set by Frei
and Schär (1998), with increased station density, updated time series and an extended domain.
Limitations include an underestimation of high intensities by 10-20% (smoothing effect) and
an overestimation at low intensities (moist extension into dry areas). Intensity based biases are
typically more considerable for convective rainfall, and in summer.
Hourly German precipitation data set (DisaggDE)
To complement the above data sets and also to extend the analysis of precipitation to the hourly
time scale, gridded products available on a country level are used. Since many of the high-
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resolution data sets are still proprietary data, we have so far only managed to assemble data for
Germany (DisaggDE) and Switzerland (RdisaggH).
For Germany, the hourly precipitation data set assembled by Paulat et al. (2008) is used. In
the remainder of this study it will be called DisaggDE for convenience. It features a horizontal
grid spacing of 7 km and an effective horizontal resolution of 14-28 km. The time period of the
dataset, is 2001-2008 (8 years). To assemble this dataset, measurements from rain gagues have
been gridded as daily sums, following the procedure by Frei and Schär (1998). Afterwards, the
daily sums were disaggregated into hourly values using rain rate retrievals from radar (Wüest
et al., 2010). Beyond uncertainties arising from rain-gauge undercatch (Richter, 1995), gridding procedures (Frei et al., 2003), and weather radar measurements (Wüest et al., 2010, and
references therein), possible inconsistencies between gauge observations and radar restricts the
data set to 92% of the possible days, at the respective grid points (Paulat et al., 2008).
Hourly Swiss precipitation data set (RdisaggH)
RdisaggH is an experimental precipitation data set for Switzerland which provides gridded,
radar-disaggregated rain-gauge observations (Wüest et al., 2010). In order to obtain hourly
data, a gridded daily product was disaggregated into hourly sums, using information from
weather radar fields. The resulting dataset has a grid spacing of 0.01◦ ×0.01◦ , covers Switzerland and is available for the time period 2004-2010. The period overlapping with the simulations is 2004-2008 (5 years). The uncertainties associated with the data set are very similar
to those of DisaggDE (see Section 3.3.4). Moreover, since a large fraction of Switzerland is
covered by steep terrain (the Alps and the Jura Mountains), uncertainties associated with the
inhomogeneous distribution of the underlying rain-gauge observations (stations are predominately located in valleys) are pronounced.
Solar Surface Radiation at BSRN stations
The Baseline Surface Radiation Network (BSRN) is a radiometric network aiming at detecting
important changes in the Earth’s irradiance (Ohmura et al., 1998; Wild et al., 2012). Among
other variables, the BSRN measures solar surface radiation (SSR) at 50 sites worldwide with
well-calibrated high-accuracy instruments at a frequency of 1 min. Some of the measurements
date back to the early 1990s and hence cover the entire simulation period (1999-2008). From
these measurements we first compute 15-min averages following the recommended approach of
Roesch et al. (2011). To match the output frequency of the models, the observations are further
averaged to represent the mean surface radiation over the past hour and thereafter averaged
again to obtain monthly mean diurnal cycles. For further details on the BSRN dataset we refer
to Hakuba et al. (2013, 2014), who extensively describe the dataset and assess the surface sites
spatial representativeness with respect to grids and surroundings of various spatial resolutions.
Here, we make use of two stations: Carpentras (CAR), located in Southern France, and Cabauw
(CAB) located in the Netherlands.
Lightning Dataset
To validate the continental-scale annual cycle of deep convection (see Section 3.3.5) with observations, a lightning-density data set is used (Anderson and Klugmann, 2014). It is based
on observations measured by the arrival-time-difference long-range lightning-location network
(ATDnet), operated by the UK Met Office (Bennett et al., 2011). The ATDnet detects electromagnetic radiation emitted by lightning discharges (sferics) in the very-low-frequency (VLF)
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radio band (ATDnet fixes). In this radio band, atmospheric attenuation is low, which allows
the signal to propagate between the lower ionosphere and the Earths surface over thousands of
kilometers. This property allows observations on continental scales with only a few stations. To
avoid double counting, Anderson and Klugmann (2014) applied the following spatial-temporal
criterion: ”ATDnet fixes that occur within 20 km of and within 1 s after another fix, were
grouped together as single flash”. For this study an extended version of their data set (now covering the time period 2008-2015) was kindly provided by the UK MetOffice. Its grid spacing
is 20 km and it completely covers our analysis domain.
As outlined in Anderson and Klugmann (2014), the ground based stations of the ATDnet
predominately detect cloud-to-ground fixes while the sensitivity to intra-cloud flashes is lower.
Based on a case study including three storms during HyMeX SOP1, Enno et al. (2016) estimate
the detection efficiency of the ATDnet for cloud-to-ground flashes to 89% and to 24% for
intra-cloud flashes. This might lead to an undercatch of severe storms, which need intra-cloud
flash detection to accurately describe their lightning activity (Williams et al., 1989). Despite
these uncertainties we believe that this data set can serve as a proxy for the presence of deep
convection, especially since here it is only used for climatological time scales.

3.3.5

Methods

Resolution Dependencies of Precipitation Indices
Precipitation tends to show strong scale dependencies in space and time (Blöschl and Sivapalan,
1995), which can lead to difficulties when verifying climate simulations. As outlined above,
gridded hourly precipitation data sets are (for now) only available on a country level, and
unfortunately they employ different grids. This mismatch can introduce uncertainties due to the
grid dependence of precipitation, specially for convective periods or for precipitation extremes
(Eggert et al., 2015). Although changes in resolution (aggregation) does change the domainmean precipitation amount, additional uncertainties arise when conditional indices (defined by
intensity thresholds, such as wet-hour intensity) are derived. In this context Schär et al. (2016)
discussed how conditional percentiles are affected, when the application of a threshold affects
the sample size (wet-hour percentiles vs. all-hour percentiles).
Here we discuss the sensitivity of conditional precipitation indices to the grid spacing. To
this end, the data of the native 1-km grid (of the RdisaggH data set, see Section 3.3.4) is aggregated to coarser grids. In terms of conditional indices (wet-hour frequency and wet-hour
intensity), differences of up to 10% occur (Figure 3.1, bottom). As a side effect of the aggregation, the 99th all-hour percentile decreases substantially with increasing aggregation, and
an even stronger dependency is evident for a corresponding 92nd wet-hour percentile (Figure
3.1, bottom-right). These two percentiles correspond to each other in terms of domain-mean
and seasonal-mean frequency. To determine the conditional probability variable (0.92) for the
wet-hour percentile, the method outlined in Schär et al. (2016) (see their equation (A1)) has
been used. For a chosen all-hour probability of 0.99, the corresponding wet-hour probability
for the 1 km grid is:
0.99 − 0.87
g − fd
=
≈ 0.92
(3.1)
fw
0.13
Here gw is the wet-day probability variable, g the all-day probability variable, fd the
seasonal-mean domain-mean dry-hour frequency (p <= 0.1 mm/h), and fw the corresponding wet-hour frequency (fw = 1 − fd ). In the case of the 99th all-hour percentile, the decrease
reflects the fact that heavy small-scale events are smoothed during the aggregation. In the case
gw =
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Figure 3.1: Effects of spatial aggregation upon precipitation distribution based on the RdisaggH data
set with 1 km resolution for the summers (JJA) of the period 2004-2010. (Top-left) frequency distribution
for (dotted line) original data set, and the same dataset aggregated (full line) to the CTRL12 grid. The
bins are spaced logarithmically with 100 bins for each order of magnitude. (Top-right) The same but
for the seasonal-mean precipitation amount distribution. The areas below the curves correspond to the
seasonal domain-mean precipitation frequency and amount, respectively. The grey areas denote the
differences found when applying conditional indices using a 0.1 mm/h threshold. (Bottom) Domainmean precipitation as a function of aggregated grid spacing. (Bottom-left) wet-hour frequency, (bottommiddle) wet-hour intensity and (bottom-right) the 99th all-hour percentile and the corresponding 92nd
wet-hour percentile.

of the 92nd wet-hour percentile, an additional effect due to the 0.1 mm/h threshold becomes
predominant (Schär et al., 2016), which implies that the fraction of precipitating hours (above
the threshold) is reduced.
Such scale dependencies are well known in the hydrological community where they are
quantitatively assessed using areal reduction factors (ARFs, Bacchi and Ranzi (1996)). Originally, ARFs were used to up-scale from local rain gauge observations to river catchments.
The up-scaling depends upon the spatio-temporal variability of the precipitation pattern which
can be assessed using radar data. As convection-resolving models start to resolve some of the
associated variations, validation of these models requires consideration of these scale issues.
This highlights a limitation of the verification of climate models on small scales, even with the
sophisticated gridded precipitation products available today.
Similar to other studies (e. g. Chan et al. (2014)), we therefore chose to aggregate the
precipitation to the coarsest grid (CTRL12) for all analysis in this study, except for the analysis
of mean seasonal precipitation amount. For the conditional hourly precipitation indices, coarse
gridding was applied before applying the thresholds of 0.1 mm/h. Thereby we sacrifice the
spatial detail provided by the high resolution of the convection-resolving simulation.
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An Index for Convective Activity
To assess the capability of the convection-resolving simulation (CTRL2) to represent the
continental-scale patterns of deep convection in Europe, we propose an index of convective
activity (CI). Its goal is to identify grid columns (i,j) with frequent deep convection. Recently
Giorgi et al. (2016) proposed a related method to assess the variability of short-lived precipitation, based on high-pass filtering of hourly precipitation. Here we apply a similar approach,
using grid-scale vertical wind on the 500 hPa pressure level, since we expect deep convection
to be a major mode of variability on the hourly time scale. To this end the hourly vertical wind
output fields are filtered with an ideal first order high-pass filter:
1
t−∆t
t+∆t
t
t
g
+ Wi,j
− 2Wi,j
), with
∆t = 1h
(3.2)
W
i,j = − (Wi,j
4
The filter retains all signals with a period shorter than 2h and waves with a period of 5h
are damped by a factor 0.5. To yield the final index of deep-convective activity, the absolute
monthly average of the filtered vertical wind on the 500 hPa level is computed:
v
u
N
u1 X
t
f t )2
(W
(3.3)
CI =
N t=1 i,j
To assess the sensitivity of CI, the following alternative methods have been tested: higherorder filters, updraft sampling with a threshold W > 1 m/s (De Roode et al., 2012), or combinations of the two. The higher-order filters reduced the magnitude of CI, but did not change
the spatial distribution. Updraft sampling, on the other hand, did not dampen vertically propagating mountain waves sufficiently. Therefore we chose to use the simple approach described
above.

3.4

Results and Validation

In this section, we present results on the evaluation of surface temperature, inter-annual surface
temperature variability, cloud cover, surface energy balance, and precipitation. The evaluation
is conducted against the surface observations described in Section 3.3.4.

3.4.1

Surface Temperature and Diurnal Temperature Range

In the winter season (DJF), both models show a weak cold bias of 0.5 - 1◦ C over extended
areas of the domain and maximum biases of up to 3.5◦ C (Figure 3.2, top). Differences in mean
surface temperature between the two models are rather small, except for a slightly increased
cold bias in the convection-resolving simulation (CTRL2) over Northern Africa, Southern Italy
and Greece, ultimately leading to a slight difference between the two simulations in the domainmean cold bias (-0.2◦ C). In the summer season (JJA), the convection-parameterizing model
(CTRL12) shows a small domain-mean warm bias of 0.3◦ C with a pronounced maximum in
Northern Africa (Figure 3.2, bottom) whereas CTRL2 exhibits a domain-mean warm bias of
1.2◦ C.
The identified winter cold bias is a long standing issue for COSMO-CLM and other regional
climate models (Kotlarski et al., 2014). Since it is consistent for both models, we do not
further discuss it here. However the increased summer warm bias of CTRL2 is substantial
and was also found in earlier studies using COSMO at convection-resolving resolution and
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Figure 3.2: Mean 2 m temperature bias over land [◦ C] for (top) winter (DJF) and (bottom) summer
(JJA) against the E-OBS data set (see Section 3.3.4). (Left) Bias for the convection-parameterizing
simulation (CTRL12) and (right) for the convection-resolving simulation (CTRL2). Here the model
output was aggregated to the E-OBS grid, and to account for differences in topography and resolution,
each gridpoint was height corrected to the E-OBS topography, using a lapse rate of 0.65K/100m. The
area-weighted domain-mean bias over land (∆T ) is shown in the lower right corner of each panel.
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Figure 3.3: Time series of monthly 2 m temperature anomalies in ◦ C, spatially averaged over all land
points. The grey area denotes the anomaly of the E-OBS observations, the blue line the convectionparameterizing simulation (CTRL12), the orange line covection-resolving simulation (CTRL2). The
black line denotes results from the high-resolution COSMO EURO-CORDEX simulation, driven by ERAInterim.

on sub-continental computational domains (Prein et al., 2013; Ban et al., 2014; Brisson et al.,
2016b). Although for CTRL12, the calibration by (Bellprat et al., 2016) leads to promising
results and also to a warm-bias reduction for CTRL2 (see Leutwyler et al. 2016, supporting
information), it still has about the same bias as found by Ban et al. (2014) for the Greater
Alpine Region. This bias can be partly explained by the choice of the asymptotic length scale
in the PBL parameterization (Baldauf et al., 2011). However Prein et al. (2013), Ban et al.
(2014), Keller et al. (2016) and Brisson et al. (2016b) argue that the warm bias could also be
related to a misrepresentation of clouds in summer. We will expand on their findings further
below (Section 3.4.2). An alternative hypothesis relates to increased surface runoff due to
increases in short-term precipitation intensity with CTRL2 (see Figure 3.11, further below).
The increased surface runoff leads to a drying of the soil, and ultimately to increases in surface
temperature in response to changes in the surface energy balance. More detailed analyses of
short-term simulations corroborate this hypothesis (Keller (2016), 99pp). The warm bias in
Northern Africa and Eastern Europe is a known model deficiency and not only related to model
biases, but could also be related to data sparsity in the verification data sets (Kotlarski et al.
(2014), Panitz et al. (2014), and references therein).
Inter-Annual Temperature Variability
For climate change studies, not only changes in the mean but also changes in variability are of
great concern (Schär et al., 2004), specially for changes in temperature extremes (e. g. heatwaves). In this context Fischer et al. (2012) have shown that the projected climate change
signal in inter-annual summer 2 m temperature variability (IASV, defined as standard deviation of seasonal means) strongly depends upon an adequate representation of IASV in the
present-day climate. Here we examine the ability of the convection-resolving COSMO model
to reproduce IASV and compare its performance with respect to the COSMO-CLM simulation
from the EURO-CORDEX EUR-11 archive (CLM-EUR-11, Kotlarski et al. (2014)).
In CLM-EUR-11, the inter-annual monthly 2 m temperature anomaly is overestimated (Figure 3.3). After applying the updated model calibration (see Section 3.3.2), this tendency is reduced, which is consistent with the results by Bellprat et al. (2016). CTRL12 and CTRL2 fol-
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Figure 3.4: Inter-annual variability of the seasonal-mean 2 m temperature [◦ C] for the summer season
(JJA), expressed as standard deviation of seasonal means. (Upper-left) The observational E-OBS data
set, (upper-right) the EURO-CORDEX EUR-11 COSMO-CLM simulation, (lower-left) the convectionparameterizing simulation (CTRL12), (lower-right) the convection-resolving simulation (CTRL2). In
the lower right corner of each panel, the domain-mean inter-annual 2 m temperature variability over
land (IASV ) is shown.

3.4 R ESULTS AND VALIDATION

57

low the E-OBS observations closely, despite the warm bias of CTRL2 identified above. However, small differences can be found in the spatial distribution of IASV in Central and Southeastern Europe (Figure 3.4), a region particularly sensitive to land-surface coupling (Seneviratne et al., 2006). Here CTRL2 still exhibits a slightly larger domain-mean IASV than the
E-OBS observations. Even though some small biases in IASV remain, the updated calibration
substantially improves the representation of seasonal inter-annual variability, yielding similar
results for CTRL12 and CTRL2. For the corresponding winter variability, see Figure 3.15 in
the supporting information.

3.4.2

Cloud Cover and the Surface Energy Balence

Cloud cover/cloud fraction is a strong candidate to explain uncertainties in solar surface radiation (SSR) in RCMs. Kothe et al. (2010) estimated that the explained variance by cloud
fraction in shortwave net radiation is ”twofold- to threefold higher” than for the albedo forcing
and Bartók et al. (2016) found that uncertainties in the representation of clouds could actually
reverse the sign of the SSR change in climate change scenario simulations.
A number of studies have hypothesized that differences in the representation of clouds during summer could explain increases in SSR, found in simulations with deep-convection parameterization switched off: For their 10-year-long simulation, spanning the Greater Alpine Region, Ban et al. (2014) found a reduced shortwave cloud-radiative forcing at noon (50 W/m2 )
and Prein et al. (2013) diagnosed more frequent cloud-free areas in a season-long simulation. In
their verification of summer convection with satellite data, Keller et al. (2016) found an overestimation of high clouds (which they attributed to missing ice sedimentation in the COSMO onemoment microphysics scheme), an underestimation of mid-level clouds and too frequent clearsky conditions. Additionally they found that their convection-resolving simulation exhibits
less high cloud and more clear-sky conditions than a corresponding convection-parameterizing
simulation. Finally Brisson et al. (2016b) attributed the warm bias in convection-resolving
simulations over Belgium to a ”significant over-representation of clear-sky conditions, partly
offset by too reflective clouds when present”. Overall they found an overestimation of shortwave radiation at the surface, which contributes to the climate feedbacks leading to too warm
summers. Our simulation with a European-scale domain spans a regime from the typically less
cloudy Mediterranean, to the more-cloudy Scandinavia. Here we make use of this contrast.
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Figure 3.5: Analysis-domain-mean diurnal cycle of the surface energy balance in [W/m2 ] for (left)
winter (DJF) and (right) summer (JJA). The individual components are (Rn, black) net radiation, (H,
red) sensible heat flux, (λE, green) latent heat flux and (G, orange) the residual ground heat flux. The
dotted lines denote the fluxes of the convection-parameterizing simulation (CTRL12) and the full lines
the fluxes of the convection-resolving simulation (CTRL2).

Surface Energy Balance
The diurnal cycle of the domain-mean surface energy balance shows agreement between the
two models in the winter season (Figure 3.5, left-hand panel). In the summer season, net
radiation in CTRL2 is increased up to 25 W/m2 (Figure 3.5, right-hand panel). This increase
in energy input is mostly compensated by the ground-heat flux. However in the afternoon
hours, the sensible-heat flux is up to 9 W/m2 larger, while the latent heat flux (evaporation)
remains unchanged. Consistent with these findings, the diurnal temperature range is increased
in CTRL2 (see supporting information Figure 3.14).
Solar Surface Radiation
Regarding the summer season, the studies listed above suggest that the increase of surface
net radiation found in convection-resolving simulations can be tied to differences in the representation of clouds and to the associated increase in SSR. To further test this hypothesis, we
use SSR observations from two stations of the BSRN (see Section 3.3.4), located in different
climate regimes: First from the Cabauw station, located in the Netherlands, where model-clearsky conditions and deep convection are rare (Figure 3.7). Second from the Carpentras station
in Southern France, where cloudy days are less common and usually related to convection.
At these stations, both models overestimate SSR by up to 50 W/m2 in the winter season
(Figure 3.6). This bias is substantial and can be found in both simulations. However, here
we restrict the discussion to the summer season, as in winter the absolute differences between
CTRL2 and CTRL12 are very small. In the summer season, the models also overestimate SSR
and substantially diverge at the Cabauw station. For this station SSR in CTRL2 is substantially
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Figure 3.6: Mean diurnal cycle of global radiation in [W/m2 ] for the (top) winter (DJF) and (bottom)
summer (JJA) season at two stations of the Baseline Surface Radiation Network (BSRN). (CTRL12, blue)
denotes the convection-parameterizing simulation (CTRL2, orange) the convection-resolving simulation
and (BSRN, black) the observations at the respective BSRN station. Please note that in the right-hand
panels the two curves for CTRL12 and CTRL2 overlap. For the locations of the two stations please see
Figure 3.7.

enhanced, with the difference peaking at noon (70 W/m2 ). At this location (and in Northern
Europe in general) CTRL2 also displays a much higher frequency (up to a factor two) of clearsky conditions (cloud cover < 1%, Figure 3.7). These results indicate that for more cloudy
regimes, the covection-parameterizing model and the convection-resolving model have large
differences in SSR, due to an increased frequency of clear-sky conditions in CTRL2. This
result corroborates the hypothesis that the increased SSR in CTRL2 is largely due to reduced
cloud cover. The SSR biases will also significantly influence the emerging surface temperature
bias.
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Figure 3.7: (Left) Frequency of clear-sky (cloud cover < 1% ) conditions at 12:00 UTC for the (top)
winter (DJF) and (bottom) summer (JJA) season. (Right) Ratio (CTRL2/CTRL12) of days with clear-sky
conditions at 12:00 UTC.
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Precipitation

Spatial Distribution of Precipitation
We validate the spatial precipitation pattern against a mixed product, compiled from EURO4MAPGD (over the greater Alpine Region) and E-OBS (over Europe). The spatial distribution
of the precipitation amount is quite well captured (Figure 3.8). Please note that, unlike in
the rest of this study, here coarse gridding has not been applied and hence gradients are not
smoothed out, but particularly pronounced. Both models exhibit the main subcontinental-scale
features and seasonal contrasts such as the summertime dry conditions in the Mediterranean
region, or the dominant role of the Alps in summer. As expected from the refined resolution,
the small-scale spatial variability of precipitation is substantially enhanced in the convectionresolving simulation (Figure 3.8, right-hand panels). Particularly in the winter season, patterns
induced by smaller topographic features can be identified, including locally enhanced precipitation along mountains, or dry valleys in the Alps and the Pyrenees. In the summer season, this
small-scale variability is weakened for moderate topography, but remains high along mountain
chains.
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Figure 3.8: Mean seasonal precipitation amount [mm/day] for (top) winter (DJF) and (bottom) summer
(JJA). (Left) E-OBS and EURO4M-APGD observations (middle) the convection-parameterizing simulation (CTRL12), and (right) convection-resolving simulation (CTRL2). In the lower right corner of each
panel, the area-weighted domain-mean precipitation (P ) is shown. Within the area enclosed by the red
line, APGD data is used.
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Compared to the domain-mean value provided by E-OBS, CTRL12 yields a seasonal-mean
amount which is positively biased by about 10%, and CTRL2 yields a 20% larger value. This
domain-mean bias is within observational uncertainties. First, the observations do not include
a correction for the rain-gauge undercatch. This systematic error arises from the wind deformation around the rain gauge. Analyses in the Alpine region suggest that for seasonal means the
underestimation ranges between 5% in flatland regions in summer, and 30% for stations above
1500 m a.s.l. in winter (Isotta et al., 2015). Second, there is a systematic underestimation of
precipitation over higher regions, due to the station distribution (many stations in valleys, few
stations at elevated locations).
To verify the frequency and intensity of hourly precipitation, two radar-disaggregated data
sets are used: DisaggDE from Germany and RdisaggH from Switzerland (see Section 3.3.4
and 3.3.4), aggregated to a joint 12km grid (see Section 3.3.5). Here we show and discuss the
results for summer on these two sub domains. For the winter season see Figure 3.16 in the
supporting information.
In Germany, the summer wet-hour frequency (fwh ) of CTRL12 agrees quite well with the
observations, although some small biases remain (Figure 3.9, top). They are a slight underestimation in Germany’s northwest and a slight overestimation in the south. CTRL2 quite
strongly underestimates the wet-hour frequency over moderately flat terrain. Ultimately the
domain-mean wet-hour frequency is reduced by 2% (in absolute terms). For the Alpine ridge in
Switzerland, the situation is different: Here the convection-resolving simulation overestimates
the wet-hour frequency, with the most prominent differences found over the main mountain
ridge as well as to its south and to the southeast of the main ridge. CTRL12 also overestimates
the wet-hour frequency, but less severely than CTRL2. Accordingly the absolute domain-mean
bias of the wet-hour frequency is 4% for CTRL2 and 2% for CTRL12.
For precipitation intensity, a non-conditional index representing moderately-intense precipitation was chosen: the 99th all-hour percentile (p99, Figure 3.9, bottom). In contrast to
the wet-hour intensity, it has the advantage that the sample size is independent of a wet-hour
threshold (e.g. p > 0.1 mm/h), and independent of the precipitation frequency. For Germany the p99 index is again quite well reproduced by CTRL12 but slightly overestimated by
CTRL2, especially over areas with topography. Overestimation of the p99 index over the topography is also present over the main Alpine ridge in Switzerland, as well as to the south and
southeast. However, it is also possible that the strong variability over the main alpine ridge is
underestimated in RdisaggH.
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Figure 3.9: (Top) Mean wet-hour frequency (p > 0.1 mm/h [%]) for the summer season (JJA) and (bottom) the respective all-hour 99th percentile of precipitation [mm/h]. (Left) Composite of the RdisaggH
data set covering Switzerland and the period 2004-2008 (see Section 3.3.4) and DisaggDE covering
Germany and the period 2001-2008 (see Section 3.3.4), with the red line indicating the border between
the two. (Middle) The convection-parameterizing simulation (CTRL12) and (right) the convection resolving simualtion (CTRL2). To reduce sampling biases (see Section 3.3.5), all data sets have been
aggregated to the grid of the CTRL12 simulation. Next to each data set, the area-mean wet-hour frequency (fwh ) and the domain-mean all-hour 99th percentile (p99) are shown.
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Mean Diurnal Cycles of Precipitation Indices
In the summer season, Central and Southern European precipitation is to a large degree governed by the diurnal cycle of moist convection. It therefore exhibits a distinct diurnal cycle.
The underlying processes not only set the timing of precipitation, but also influence the surface
energy balance, the diurnal temperature range (Dai et al., 1999), and the functioning of the regional climate feedbacks. Therefore a correct representation is important, also for the physical
consistency of the model.
In Figure 3.10 the diurnal cycles of selected precipitation indices are presented. They were
calculated for the same data sets, domains and time periods as used in Figure 3.9. However
the RdisaggH data set, used for Switzerland, exhibits inhomogeneities between 06 UTC and
09 UTC, likely related to inconsistent reading times of the underlying rain gauges. To circumvent this problem, we chose to remove the respective samples from the analysis of the diurnal
cycle. Please note that all precipitation data sets were aggregated to the grid of CTRL12 (see
Section 3.3.5).
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Figure 3.10: Mean summer season (JJA) diurnal cycles of precipitation: (Left) Precipitation amount
in mm/h, (middle) wet-hour frequency in % and (right) the all-hour 99th percentile[mm/h]. Analysis
for (top) Germany using DisaggDE and (bottom) Switzerland using RdisaggH. The black lines denote
the observations, the orange lines the convection-resolving simulation (CTRL2) and the blue lines the
convection-parmeterizing simulation (CTRL12).
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The diurnal cycle of precipitation in the presented data sets is characterized by: Onset before noon, a distinct maximum in the late afternoon and then slow decay during the night hours
(Figure 3.10, black curves for observations). While the signal in Germany returns back to the
base line around midnight, it is still wearing off for Switzerland, only reaching a minimum in
the morning hours. For all three indices presented, the respective observed diurnal cycles are
quite well reproduced by CTRL2 over Switzerland. However consistent with the analysis in
Section 3.4.3, a wet bias in the precipitation amount, in the wet-hour frequency, as well as in
the 99th percentile (p99) remain. To what degree these biases can be explained by uncertainties
in the data sets (see Section 3.3.4) needs further investigation. In comparison CTRL12 shows a
too early onset, peak and decay of the precipitation amount and wet-hour frequency. Moreover
the magnitude of the wet-hour frequency maximum is much higher, the diurnal cycle of p99
is peaking in the second half of the night, instead of the early evening, and the magnitude of
the p99-maximum is much reduced. This peculiar behavior of CTRL12 can also be seen in the
diurnal cycle of vertical wind (see further below, Section 3.4.4), and has already been noted
by Ban et al. (2015) (see Figure 3.17 in the supporting information), and Keller (2016) (see
their Figures A1 and A2), who found intensive grid-scale precipitation in the late night hours.
Improvements in the timing of diurnal cycles can also be found for Germany where the forcing
by mountain ranges is less dominant. However, the remaining biases are different. Compared
to the observations, here the afternoon wet-hour frequency maximum is considerably underestimated in CTRL2 and the p99 peak is overestimated.
Frequency-Intensity Distribution of Hourly Precipitation
If normalized by the wet-hour frequency, the cumulative frequency distribution of wet-hour
precipitation (threshold of exceedance) allows insights into the precipitation distribution without wet-hour-frequency biases (Figure 3.11). For this analysis, CTRL2 systematically overestimates precipitation intensities above 0.2 mm/h in Germany while the corresponding distribution for CTRL12 indicates too much persistent light rain and a tendency to produce too frequent
events above an intensity of 3 mm/h (Figure 3.11, left-hand panel). A possible explanation for
this overestimation of high-intensity events by CTRL12 is spurious grid-scale precipitation
(Molinari and Dudek, 1986; Chan et al., 2014). Although no systematic assessment is provided
here, these grid point storms in CTRL12 can for instance frequently be seen in the following
animation: Leutwyler et al. (2015b). For Switzerland, CTRL2 reproduces the frequency distribution very well up to an intensity of 5 mm/h. Above this threshold, the event frequency is
overestimated, which could also be related to rain gauge undercatch for high-intensity events in
the observations (see Section 3.3.4). CTRL12 on the other hand underestimates events between
0.5 mm/h and 5 mm/h but then also tends to overestimate higher intensity events.
The same analysis, but for the winter season, can be found in Figure 3.18 of the supporting
information.
Discussion of Precipitation Verification
The analysis, discussed above, shows considerable added value in the representation of summer
convection, which is mostly consistent with results found in simulations performed on smaller
computational domains. More specifically, previous studies over the Alps have shown that,
when using the convection-resolving approach, the diurnal cycle of precipitation is substantially improved (Hohenegger et al., 2008; Ban et al., 2015; Prein et al., 2015) and that wet-hour
precipitation is better reproduced (Ban et al., 2014). The verification also shows substantial differences between areas with strong topographic forcing and more flat terrain. While over the
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Figure 3.11: Cumulative frequency distribution of wet-hour precipitation (threshold exceedance) for the
summer season (JJA). (Left) Analysis for Germany using DisaggDE and (right) for Switzerland using
RdisaggH. The black lines denote the observations, the orange lines the convection-resolving simulation
(CTRL2) and the blue lines the convection-parmeterizing simulation (CTRL12).

Alps a slight overestimation of the wet-hour frequency is found, this index is underestimated
considerably for Germany.
In convection-resolving NWP simulations, deep-convective clouds tend to be too large, too
laminar, too viscous and too widely spaced apart (Clark et al., 2016). These biases can be
partially attributed to the underresolved energy cascade of turbulent processes (Bryan et al.,
2003; Craig and Dörnbrack, 2008). While the biases can be reduced to a certain degree by
carefully calibrating the turbulent-mixing lengths used in turbulence closure models (Baldauf
et al., 2011), there seems to be a trade-off between correctly representing small convective
cells and larger storms (Hanley et al., 2015). However, it seems that in areas with stronger
topographic forcing these biases seem to be reduced, presumably because here the characteristic length scales are set by the topography, rather than boundary layer circulations. Further
refining the grid spacing would better resolve the necessary sub-cloud meso-scale circulations
(Barthlott and Hoose, 2015) which should result in enhanced triggering of deep-convection. It
remains unclear to what extent further refinements of the grid spacing are needed to reduce the
discussed biases to a satisfactory level, or whether they can be resolved by refined formulations
of the PBL parameterizations.

3.4.4

Vertical Wind and Deep Convection

The unstable lifting of air parcels in deep convection introduces strong vertical motions
throughout the atmosphere. In this section, we provide a first climatological impression of
the model representation of these vertical motions at the 500 hPa pressure level. First, the
seasonal-mean frequency distribution of pooled vertical wind is used to establish the presence
of the deep-convection signature. Afterwards a convective index (see Section 3.3.5) based on
filtered vertical wind fields is used to compare the spatial patterns of deep-convective motions
against remotely sensed lightning data. In the first analysis, the 500 hPa vertical wind is analyzed for all land points and with a temporal resolution of 6 hours. For two seasons, the mean
exceedance frequency of positive and negative vertical wind is then computed and displayed in
Figure 3.12.
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Figure 3.12: Cumulative frequencies of positive and negative vertical wind speeds [m/s] on the 500 hPa
pressure level. The histograms have a bin width of 0.1 m/s and consist of the pooled land-grid-point
values from snapshots taken four times each day: (light blue) 00:00 UTC, (dark blue) 06:00 UTC, (red)
12:00 UTC and (yellow) 18:00 UTC. (Top) The convection-parameterizing simulation (CTRL12) and
(bottom) the convection-resolving simulation (CTRL2). (Left-hand side) the summer season (JJA) and
(right-hand side ) the winter season (DJF).
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In the winter season (DJF), vertical wind at 500 hPa is generally increased in CTRL2 in
comparison to CTRL12 (Figure 3.12, right-hand panels). This is to be expected as a result
of the refined horizontal resolution, however not in a linear fashion, also due to omitting the
parametrization of deep convection in CTRL2. Since the differences are similar for up and
downdrafts, it is unlikely that they are caused by resolved wintertime deep convection alone.
Visual inspection of the 500 hPa wind fields (not shown) hints at a more detailed representation
of gravity waves at the 500 hPa level.
In the summer season (JJA), the amplification is much stronger and CTRL2 displays a
distinct diurnal cycle in vertical wind. The highest frequencies of strong up and downdrafts
(> 4 m/s) is found at noon and in the late afternoon (Figure 3.12, left-hand panels). Additionally CTRL2 shows a strong asymmetry between the frequency of up and downdrafts. The
asymmetry grows with the intensity level, i.e. it is strongest at the bottom of the panels. The
distinct diurnal cycle found in CTRL2 in summer, indicates a strong imprint from diurnal convection during this season.
Asymmetry between updrafts and downdrafts can also be found in CTRL12, but interestingly the nighttime updrafts are stronger than during the day, while the daytime downdrafts
are stronger than during the night. This is consistent with the fact that CTRL12 experiences
its diurnal peak in precipitation during night hours between 24 and 6 UTC (see Figure 3.10,
top-right panel), while the observations and CTRL2 show the peak consistently in the early
evening. Our current hypothesis is that during the daytime hours the convection parameterization scheme removes more instability than during the night, leading to less grid-scale vertical
motions. Although a grid spacing of 12 km is still too coarse to sufficiently resolve deep
convection, the asymmetry between up and downdrafts indicates grid-scale deep convection
occurring at this resolution. An alternative interpretation of the peculiar behavior relates to the
triggering of (resolved) convection by long-wave cloud-top cooling during night.
Comparison against Lightning Data
The size of the computational domain allows consideration of the annual cycle of deep convection over Europe. To this end, we use the simple index for convective activity (CI), based
on upper-level vertical winds (as proposed in Section 3.3.5), and compare its continental-scale
seasonal cycle with lightning data (see Section 3.3.4), which serves as a proxy for convective
activity. This approach seems to have some merit since e.g. Barthe et al. (2010) found that
”maximum updraft velocity gives a good flash rate proxy for severe storms”. Using more sophisticated indices such as the Lightning Potential Index (Lynn and Yair, 2010) would also
incorporate microphysical fields, but add more complexity to the index, and require data that
has not been stored for our simulation. However, the convective index and lightning density are
of very different nature. To enable a qualitative comparison nevertheless, the contour levels of
the color shading are defined to be percentiles of all the seasonal-mean grid point values (see
Figure 3.13, right-hand side). In other words, for both data sets, all grid point values of the four
seasonal means were merged into a large vector, and its content was then ranked to determine
the percentiles. Thus, in each row of the figure, 1% of the combined area (of the four panels)
is, for instance, covered in dark red, 6% in orange, and 43% of in white.
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Figure 3.13: (Top) Seasonal-mean Convective Index of CTRL2 (see Section 3.3.5), for the time period
1999-2007, remapped to the ATDnet grid and (bottom) flash density based on ATDnet fixes for the time
period 2008-2015. The contour levels of the color shading are defined as percentiles of all the grid point
values of each row. Consequentially the overall area covered by a color is the same in each row. The
probability variables (pctl) are indicated on the right of each row.

The spatial distribution of CI indicates that CTRL2 captures some of the main features
of the annual cycle of deep convection in Europe (Figure 3.13). In the winter season (DJF),
convective activity is mostly limited to the Mediterranean region. In spring (MAM) the activity
increases substantially over land and reaches its peak in the summer months (JJA). In this
season, CI and lightning density exceeding the 99h percentile, can also be on the southern
flank of the Alps, over the Pyrenees and in Northern Africa. In autumn (SON), convective
activity is again confined to the Central Mediterranean region, however more vigorous than in
the winter months.
The qualitative agreement of CI and the ATDnet lightning data is encouraging and justifies
more thorough analysis in future studies. Analysis using satellite observations in combination
with more sophisticated indices such as the Lightning Potential Index (e. g. Lynn and Yair
(2010)) could provide insight whether the differences are due to shortcomings in CI, due to
simulation biases, or due to infrequent lighting occurring in the locally predominant weather
systems.

3.5

Conclusions

A ten-year-long (1999-2008) convection-resolving climate simulation at a resolution of 2.2 km
(CTRL2) was conducted for a continental-scale computational domain located over Europe.
This extended domain has become feasible due to a new version of the COSMO model, capable
of exploiting supercomputers with GPU accelerators (Fuhrer et al., 2014). The new model
version allows reducing the size of the required supercomputer by about a factor 5 (to 144
nodes), while maintaining a time to solution of 1.7 months (Leutwyler et al., 2016). To evaluate
its performance, selected climate indices were validated with observational data. Furthermore,
differences to the driving coarse-resolution simulation (CTRL12) were highlighted. A number
of high-resolution observational data sets were employed to assess the simulation results.
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Overall the two simulations (CTRL2 and CTRL12) exhibit a highly consistent behavior in most daily mean quantities analyzed. In particular the differences in 12-km aggregated seasonal-mean precipitation differ by amounts that are within observational uncertainties. Good agreement was found for CTRL12 in the summer-season surface temperature, but
CTRL2 still exhibited a substantially stronger warm bias. We found that the enhanced warm
bias is partly related to a different cloud forcing. The explicit representation of deep convective clouds leads to more frequent clear-sky conditions and increases in surface solar radiation.
However the temperature bias is affected by other factors, among these differences in soil
moisture and surface runoff. In particular, increases in short-term precipitation intensity with
CTRL2 lead to an increase in surface runoff, a drying of the soil, and ultimately to increases
in surface temperatures in response to changes in the surface energy balance (Keller (2016),
99pp). These differences between CTRL2 and CTRL12 pinpoint critical aspects of the parameterization package, which require reconsideration and recalibration when using convectionresolving climate simulations.
In general, the continental-scale precipitation patterns were well captured by both models,
but the precipitation amount is slightly increased in CTRL2. Due to the refined grid spacing,
the spatial variability is enhanced, especially in winter and over topography. A detailed verification of hourly precipitation with high-resolution data sets suggests that, over flat terrain,
precipitation frequency is underestimated, while the all-hour 99th percentile of precipitation is
overestimated. Over terrain with strong topographic forcing on the other hand, both wet-hour
frequency and the all-hour 99th percentile are overestimated. For the summer season, substantial improvements were found for the timing of the diurnal cycles of precipitation amount,
wet-hour frequency and the all-hour 99th percentile, when deep-convection is treated explicitly. Additionally the wet-hour precipitation intensity/frequency distribution is much improved
over complex topographic terrain. These results are consistent with simulations over smaller
domains, however the extent of these improvements depends on the region and on the presence
of topography. We believe that this may be explained by differences in the dominant horizontal
scales in the boundary layer. In regions of complex topography, these scales are set by topographic features (and for instance result from mountain-valley circulations), and lead to larger
horizontal scales than over flat topography, which may be partially resolved by the employed
grid spacing of 2.2 km.
A detailed analysis was also conducted on the diurnal cycle of updrafts and downdrafts. In
CTRL2, a distinct diurnal cycle was identified in vertical wind at the 500 hPa level, in particular
in the summer season, indicating the presence of strong summertime diurnal convection. An
index for deep-convective activity based on the statistics of vertical motion shows agreement
with spatial patterns of a lightning data set. Even though substantial differences remain, this
analysis indicates that CTRL2 reproduces important continental-scale features of the annual
cycle of convection in Europe.
In Leutwyler et al. (2016) we demonstrated that using GPU accelerators enables substantial
speed up of the COSMO model, enabling climate-scale simulations on large computational
domains. Here we provided a proof-of-concept simulation, showing that when exploiting the
capabilities of these technologies convection-resolving climate simulations on large domains
are now feasible, with a reasonable time-to-solution.

3.6 C ODE AND DATA AVAILABILITY
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Code and data availability

The particular version of the COSMO model used in this study is a prototype and will be
discontinued soon. However, the code developments are currently in the process of being reintegrated into the mainline COSMO version and will soon be available to the wider research
community. COSMO itself may be used for operational and for research applications by the
members of the consortium. Moreover, within a license agreement, the COSMO model may
be used for operational and research applications by other national (hydro-) meteorological
services, universities and research institutes. Due to the large size (55 TBytes), model output
will only be archived for a limited period of time. It is available upon request.
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Figure 3.14: Diurnal temperature range (DTR) in ◦ C for (top) winter (DJF) and (bottom) summer (JJA)
seasons. (Left) the observational E-OBS data set, (middle) the convection-parameterizing simulation
(CTRL12), and (right) the convection-resolving simulation (CTRL2). Please note that in winter (DJF),
Tmin is -0.3◦ C for E-OBS, -0.3◦ C for CTRL12 and -0.3◦ C for CTRL2 and Tmax is 6.6◦ C for E-OBS,
5.4◦ C for CTRL12 and 5.4◦ C for CTRL2 respectively. In summer (JJA), Tmin is: 13.7◦ C for E-OBS,
15◦ C for CTRL12 and 15.6◦ C for CTRL2. The corresponding Tmax are: 25◦ C for E-OBS, 24.2◦ C for
CTRL12 and 26◦ C for CTRL2 respectively.
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Figure 3.15: Same as Figure 5 but for the inter-annual variability of the seasonal-mean 2 m temperature
in ◦ C (IAWV) for the winter season (DJF).
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Figure 3.17: Similar to Figure 10, but at the 62 station locations used in Ban et al. (2015). Mean diurnal
cylce of (left) precipitation amount in mm/h, (middle) wet-hour frequency in %, and (right) all-hour
99th percentile. The black lines denote the gridded RdisaggH observations (see Section 2.4.3), at the
grid-points closest to the station locations. The orange lines denote the respective convection-resolving
simulation (CTRL2S ), the blue lines the convection-parameterizing simulation (CTRL12S ), the green
lines the convection-resolving simulation by Ban et al. (2015), and the violet lines observations from
the 62 Swiss rain gauge stations in the period 1998-2007. Please note that the slightly higher values of
CTRL2S w. r. t. Ban et al. (2015) are due to an alternative model calibration, following Bellprat et al.
(2016).
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Figure 3.18: Same as Figure 12 (right) but for the winter season (DJF).
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Chapter 4
Conclusions and Outlook
4.1

Conclusions

In this thesis, a weather and climate model formulation has been explored on a computational domain covering continental scales, with a grid-spacing of 2.2 km and a mesh of
1536×1536×60 grid points. Since this formulation involves kilometer-scale grid spacing, it
is much closer to physical first principles than conventional climate models, but computationally very expensive. To address the high costs, a new version of the COSMO model is explored,
capable of exploiting the capabilities of supercomputers, employing mixed-node architectures,
including GPUs. From a computational view point, the key conclusions are:
• A set of performance benchmarks of the new COSMO version displays a substantial
speedup, when executed on GPU accelerators. On the Piz Daint supercomputer, execution on the same number of GPUs and CPUs results in a speedup of a factor 3.5, when
using GPUs. Achieving the same time to solution, as in a GPU-optimal configuration,
requires increasing the number of CPUs by a factor 5.
• The resulting time-compression ratio (simulation period divided by time to solution) is
about 1:70. For now, it allows decade-long simulations with a time to solution of about
two months. To enable century-scale simulations, future work should focus on further
improving the strong scalability on GPU architectures.
• Using a model implementation similar to the new COSMO version, would allow global
convection-resolving simulations, on large dedicated supercomputing systems today.
• Heterogeneous supercomputers are very complex devices. Therefore elaborate development tools and code libraries, specialized for the algorithmic motifs found in atmospheric
models, are essential components in enabling efficient use of these machines. Unlike
other fields of supercomputing, in the atmospheric modeling domain such software is
not yet widely used and investments into this area have great potential.
To gain first insights into simulations at these scales, a set of week-long to month-long
simulations with convection-parameterizing and convection-resolving resolution is conducted.
• The simulations display a high level of agreement in their synoptic and meso-alpha-scale
development, but substantial differences are found in the representation of meso-scale
atmospheric circulations.
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• The convection-resolving simulations represent interactions between synoptic-scale and
meso-scale atmospheric circulations at scales ranging from 1000 to 10 km. In particular,
they represent meso-scale weather systems, embedded in the synoptic scale flow, such as
narrow cold frontal rain bands, wrapped-up small-scale vortices over the oceans, or the
formation and organization of propagating cold pools in complex terrain.

Using these new modeling capabilities, one of the first continental-scale convectionresolving climate simulations has been established. The simulation is driven by a reanalysis to
represent the current climate and validated with a number of low-resolution continental-scale
and high-resolution subcontinental-scale observations.
• The results demonstrate the applicability of the convection-resolving RCM approach on
a computational domain, that is about an order of magnitude larger than what has been
established previously.
• For the summer season, a distinct diurnal cycle was identified in vertical wind at the
500 hPa level, indicating the representation of strong summertime diurnal convection.
An index for deep-convective activity shows agreement with the spatial patterns of a
lightning data set, indicating that the convection-resolving simulation reproduces important continental-scale features of the annual cycle of convection in Europe.
• Substantial improvements in the timing of the diurnal cycles of precipitation amount,
wet-hour frequency and the all-hour 99th percentile are found. Further improvements
have been found for the intensity-frequency distribution of hourly precipitation and the
diurnal temperature range. While the improvements over areas with complex topography
are robust in comparison to the improvements found in previous simulations over the
Greater Alpine Region, substantial biases remain over flat terrain. They are found in
the frequency of wet-hours, in the all-hour 99th percentile and in the intensity-frequency
distribution of precipitation. Our hypothesis to explain these differences relates to the
predominant horizontal scales in the boundary layer and lower troposphere. In regions
of complex topography, these scales are set by topographic features, leading to larger
scales than over flat topography, which may easier be resolved by the employed 2.2 km
grid spacing.
• A bias in solar surface radiation was identified for northern Europe, which contributes to
climate feedbacks, ultimately leading to an increased warm bias in convection-resolving
simulations.
• These result corroborate the hypothesis that over flat topography summertime deep convective clouds are still often too laminar, too vicious and too widely spaced apart at
the resolution employed. This misrepresentation also leads to biases in precipitation
frequency and intensity, as well as to an underestimation of the cloud forcing due to
clear-sky conditions occurring too frequently. The extent to which these cloud biases
also relate to biases in cloud microphysics has not been explored.
Despite the remaining biases, these simulations serve as a proof of concept and demonstrate
that, convection-resolving climate simulations are feasible on continental scales, that they provide substantial added value and that, when employing GPUs , they can be conducted within a
reasonable time to solution, while containing computational cost.
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Outlook

Continental-scale simulations with explicitly treated deep convection offer exciting opportunities to gain new insight into clouds and precipitation processes, and to assess the sensitivity of
continental-scale climate feedbacks with respect to external perturbations and climate change.
Particularly interesting are aspects related to the organization of convection and its interaction
with other components of the climate system. Here we provide three examples:
1. Prime candidates for investigation with convection-resolving simulations are large-scale
and meso-scale systems, involving highly convective elements such as tropical cyclones
(Gentry and Lackmann, 2010; Sun et al., 2013), the Madden-Julian oscillation (e. g.
Miura et al. (2007)) or Monsoon-systems (Marsham et al., 2013; Sørland et al., 2016). In
recent years, the hypothesis that the processes leading to aggregation of deep convection
could be dependent on temperature has seen specific interest ( e. g. Bretherton et al.
(2005); Bretherton and Khairoutdinov (2015)). Due to the associated radiative climate
feedbacks, this hypothesis is relevant for understanding the associated consequences for
the changing climate (Mauritsen and Stevens, 2015). In the effort to better understand
this process, convection-resolving simulations on large computational domains will be
particularly interesting because they may represent the organization and the associated
climate feedbacks more accurately than simulations employing convection parameterization schemes, or convection-resolving simulations on comparatively small computational
domains. On a different note, nested convection-resolving RCMs could be used to provide refined boundary conditions for cloud-resolving models at O(100 m) grid spacing,
which are able to better represent turbulence and cloud proceses.
2. Better understanding the European summer climate and the expected changes in the water cycle is another interesting topic. In this context, the sensitivity of convective summer
precipitation to soil moisture (Schär et al., 1999) is still unclear (see Seneviratne et al.
2006). While simulations with parameterized convection show a pronounced sensitivity
of precipitation to soil moisture, there are indications that the feedback could be much
weaker in convection-resolving simulations (Hohenegger et al., 2009; Brockhaus et al.,
2008). A closely related question is the spatial variability of the feedback and its driving
processes. It has been argued that the variability in surface fluxes, stemming from surface
heterogeneities in soil-moisture, play an important role in establishing meso-scale circulations that trigger deep-convection (Taylor et al., 2013; Froidevaux et al., 2014; Taylor,
2015). At least partly resolving these meso-scale circulations and the associated triggering mechanisms is likely a prerequisite to understand the soil-moisture precipitation
feedback.
3. As outlined in Chapter 2, convection-resolving simulations expose new meso-scale structures and interactions with the synoptic scale flow. While case-studies of such systems
have been performed for decades (see Chapter 2, Section 1.1.2), the new modeling capabilities, presented in this thesis, should allow assembling object-based climatologies
of extratropical cyclones (Wernli and Schwierz, 2006), their associated fronts (Schemm
et al., 2015) and the convection embedded therein, but also for other cloud system (Heus
and Seifert, 2013). Such climatologies would then enable approaching these weather
systems and the underlying physical processes from a more statistical perspective.
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4.2.1

Modeling aspects

In this thesis we presented some benefits and potentials of convection-resolving simulations
on continental scales. However, a number of modeling aspects, that need addressing, remain.
Fortunately Prein et al. (2015) listed and discussed many of the issue encountered in this thesis.
We therefore refrain from composing a comprehensive list and here only elaborate on some of
the aspects, we consider particularly relevant in the light of the results from this thesis.
1. Model calibration: In the current study an objective model-parameter calibration, based
on a set of hydrostatic simulations, has been used (Bellprat et al., 2016), apart from the
value of the asymptotic turbulent length-scale parameter, which follows the recommendations by Baldauf et al. (2011) for kilometer-scale models. However, as the results from
this thesis and other studies indicate (see Chapter 3), the frequency of clear-sky conditions and the optical properties of deep-convective clouds are different in convectionresolving and convection-parameterizing simulations. Therefore a calibration, similar
to Bellprat et al. (2016) could be performed, to calibrate the model parameters also for
convection-resolving simulations. However, objective model-calibration techniques (e.
g. Bellprat et al. 2012) typically require a high number of longer simulations to adequately sample the parameter space. For now, it appears that the computational capabilities to conduct a similar experiment with a convection-resolving model, are not available
yet.
2. Turbulence and shallow convection parameterizations: At kilometer-scale grid spacing, turbulent processes involve a resolved component as well as a prominent subgrid
component (Wyngaard, 2004; Craig and Dörnbrack, 2008). Consequently the interactions between the partly-resolved eddies and the unresolved motions on the subgrid scale
need to be diagnosed and incorporated into the parameterization schemes (Moeng et al.,
2010). Additional challenges, for the development of kilometer-scale parameterization
schemes of turbulence and shallow convection, arise from the need of design that is
independent of the grid spacing and ideally scale-aware. Suitable designs incorporating
higher-order turbulence closures (Bogenschutz and Krueger, 2013) or mass-flux schemes
with closures based on horizontal gradients (Moeng, 2014) show promising results.
3. Model convergence: Langhans et al. (2012) demonstrated convergence of domainaverage tendencies related to atmospheric convection, such as moisture and temperature
tendencies, at a grid spacing of about 2-4 km, for a domain placed over the Alpine region.
Although their results are promising, further research is needed to determine the limiting
length and time scales of their results. Furthermore, given the wet-hour frequency biases
found over flat terrain (Chapter 3) and the related sensitivity of deep convection to the
asymptotic turbulent length-scale (Baldauf et al., 2011), it remains unclear to what degree
their results apply to areas with less topographic forcing. Finally Langhans et al. (2012)
addressed convergence of temperature and moisture tendencies, while issues related to
radiative cloud feedbacks were not yet investigated.
4. Observational data sets: For this thesis, a major limitation for validating precipitation
on continental scales was the limited availability of hourly high-resolution data sets for
many countries in Europe. While many meteorological offices maintain a dense network
of stations, the observations and the corresponding gridded products are still considered
proprietary. To further develop convection-resolving climate modeling capabilities, open
access to these data sets is crucial (Open Data).
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While not discussed in detail here, interesting applications for the new COSMO version can
also be found on the hydrostatic scale. They include: More robust extreme value statistics with
a large number of ensemble realizations (see e. g. Rajczak et al. 2013), attribution studies of
single events to anthropogenic climate change (Allen, 2003), or objective parameter calibration
of RCMs (Bellprat et al., 2012). These applications are heavily throughput-oriented, allowing
parallel execution of ensemble members and hence fit the capabilities of heterogeneous supercomputers, including GPUs, very well.

4.2.2

Computational aspects

GPUs work efficiently if they are oversubscribed with a large number of tasks/threads. This
situation is achieved by placing a large number of grid points on a node, which in return results
in a longer time to solution. Therefore GPUs are particularly useful for less time-to-solutioncritical and more throughput-oriented applications.
For time-to-solution-critical applications, such as numerical weather prediction, or ocean
spinup for high-resolution simulations, strong scalability is a key property, even on small computational domains. A good strategy for improving strong scalability on GPU architectures is
exposing more parallelism. In COSMO, an effort, dedicated towards improving strong scalability, was attempted after the model version used in this thesis had been frozen. For instance,
thread-level parallelism along the vertical levels has been introduced and more independent
modules can now be executed asynchronously (Osuna et al., 2015).
Another important issue is the data volume, produced by high-resolution weather and climate models. While it is already a big challenge today (Overpeck et al., 2011), it will again
massively increase for global kilometer-scale climate simulations. Lets consider a back-of-theenvelope estimate of their storage requirements: The surface area of the Planet Earth is about
510×106 km2 . Hence a horizontal two-dimensional field will contain several hundred million
grid points, depending upon the exact grid spacing and on the model-grid type. Storing one
instance of 500 Million grid points in single precision (4 Bytes per grid point) would require 2
GB of disk space. To put this number into perspective, consider the CMIP6 DECK (Diagnostic, Evaluation and Characterization of Klima) experiments (Eyring et al., 2016). Performing
this set of simulations is considered an entry card for models participating in CMIP. They include: (1) amip 36 years, (2) piControl 500 years, (3) abrupt-4xCO2 150 years, (4) 1pctCO2
150 years, (5) historical 165 years. Storing three-hourly output of a single field for the 1001
simulation years required for DECK, would amount to about 5.8 PB (1 PB = 106 GB) of storage. As a comparison, the current mid-term storage capacity of the entire Swiss National Supercomputing Centre is currently about 3.2 PB (CSCS, 2016) and the magnetic tape archive of
the Deutsches Klimarechenzentrum has a capacity of about 190 PB, with an estimated growth
of 75 PB/year (DKRZ, 2016). While innovation in storage technologies and data compression
will hopefully contribute towards coping with the enormous data volume, meeting the storage
requirements of kilometer-scale simulations will still be a big challenge.
An alternative approach would be trading compute for data storage, as envisioned in the
crCLIM project (Schär et al., 2015). In this approach, model output is only retained for a short
period of time, and re-created each time data analysis is performed (online analysis). Since
climate models can in general not be parallelized along the time axis, a two-step approach is
required for data analysis to complete within a reasonable time to solution. First a simulation
is conducted, that periodically writes checkpoints to disk (model trajectory simulation). These
checkpoint files contain all the necessary fields needed to re-create a model state. The model
trajectory can then be re-created in parallel, starting from all the checkpoint files at the same
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time (re-run). The strategy is that substantial output should only be produced in the re-runs. It
is written to a volatile data store (data cache) and consumed by online-analysis tools from that
location. If a requested field is not present in the cache, another re-run is performed. A benefit
over the current static data archives is that online-analysis tools could request model data at
much higher temporal resolution, enabling a range of new possibilities for model analysis.
The above approach entails many opportunities, but also challenges. An open question is
how access to model output would be managed beyond the group/institution performing the
simulations. For this workflow, an institutionalized process needs to be established which provides periodic re-runs and support for the (external) data consumers. Essentially performing
climate simulations re-runs would become a service. However, if bit reproducibility is guaranteed across architectures (Arteaga et al., 2014), the institution performing the initial trajectory
simulation does not necessarily need to be the same as for the re-runs. Actually, it might even be
worthwhile conducting the two simulations on different hardware architectures (Fuhrer et al.,
2016). While for the initial trajectory simulation a time-to-solution-oriented supercomputer
should be chosen, for the re-runs a supercomputer with a particularly low energy to solution
would be a better choice, that is even if it has a longer time-to-solution for an individual time
slice.

Appendix A
Simulation Documentation
A.1

Nesting Strategy and Domain Setup

For all simulations in this thesis, a two-step one-way nesting strategy has been chosen. The
outer nest (CTRL12) consists of a simulation employing a grid spacing of 12 km, which requires parameterization of convection. The inner nest (CTRL2) employs a grid spacing of
2.2 km, fine enough so the parameterization of deep convection can be switched off. The
necessary lateral boundary conditions for CTRL12, as well as sea surface temperature (lower
boundary condition), are derived from the European Centre for Medium-Range Weather Forecasts (ECMWF) ERA-Interim reanalysis (Dee et al., 2011), at a 6-hourly interval. The outer
nest has a grid spacing of 12 km (0.11◦ ), and a time step of 60s. It is 355×355×60 grid points
large and covers an area of 4082×4342 km2 (Figure A.1). The lateral relaxation zone is 9 grid
points wide (85 km) and the three outermost grid points consist of pure boundary data (boundary lines, no relaxation). For the simulations of the summer 2006 and for the ten-year-long
simulation, initial soil moisture field are derived from a 0.44◦ ERA-Interim driven COSMO
simulation, performed for the EURO-CORDEX project (Kotlarski et al., 2014). For these two
simulations the CTRL12 simulation is integrated for five years to allow the soil to spin up. For
the week-long simulation in January 2007 no soil spin up is performed.
After spin up, a convection-permitting COSMO simulation with a horizontal resolution of
approximately 2.2 km (0.02◦ ) is embedded within the CTRL12 simulation. Its computational
domain is 500 km smaller on each side, it contains 1536×1536×60 grid points and covers
about 3279×3410 km, at a timestep of 20 seconds. The relaxation layer spans 25 gridpoints
(50 km) and the boundary conditions are derived from the 0.11◦ simulation and updated every
hour.
Many features are consistent for both simulations. Both models use 60 vertical levels and a
Rayleigh damping zone using a cosine damping profile with maximum damping at the model
top and decaying to zero damping over 20 levels. To achieve more homogenous horizontal
gridbox sizes the north pole of the simulations is rotated to 10◦ W / 43◦ N. Additional explicit horizontal diffusion is applied to the momentum field following the recommendations of
Langhans et al. (2013).
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Figure A.1: Domain setup. The number of grid points (GP) and the respective distance covered are
indicated on the black double-headed arrows. The black squares denote the location of the domain
edges and the width of the relaxation layers is indicated in gray. The distance between the two nests are
indicated by the small horizontal and vertical double-headed arrows. The innermost thin box indicates
the sub-domain used in the analysis.
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Computational aspects for the domain of the 2.2 km Simulation
The CTRL2 simulation is executed on GPUs. This architecture imposes several constraints
on the domain decomposition. That is, the range of the innermost loop (in the code) should
be a power of two (512, 256, 128 or 64 grid points). For the domain decomposition this
means that the number of gridpoints on the side of each subdomain should be a power of two.
Furthermore, according to the strong scaling behavior of the COSMO-GPU version (Figure
2.12) on the CSCS Piz Daint machine (hybrid Cray XC-30, NVIDIA Tesla K20X, eight-core
Intel Xeon E5-2670 CPU), employing less than 128×128×60 grid points does not provide
substantial additional speedup (see Figure 2.12). Therefore we chose to place 128×128×60
grid points on each node.
To determine the size of the computational domain for CTRL2, its eastern boundary was
defined just west of the Black Sea. Subsequently slices of 128 gridpoints were added until the
desired spin up distance to the coast of Portugal was met (distance to relaxation zone >100 km).
This exercise showed that 12 slices of 128 grid points are needed. A square domain then
requires the same amount of grid points in the meridional direction. The southern boundary of
the domain was placed on the southern boarder of the Mediterranean and the northern boundary
cutting Scandinavia at the latitude of the City of Trondheim. This domain placement includes
most of the Mediterranean, while avoiding cutting through major mountain ridges as much
as possible. Furthermore it ensures enough distance between the western boundary and the
Portuguese coastline and between the northern boundary and the Scottish coastline so that
spatial spin-up of small-scale circulations is guaranteed (Leduc and Laprise, 2009; Brisson
et al., 2016a). The resulting domain covers about 17 × 106 km2 , runs efficiently on 144 Cray
XC-30 nodes (12×12) and spans the area from the Canary Islands to Lake Ladoga. Finally it
is suitable for simulations with varying number of gridpoints per node (512×512, 256×256 or
64×64) which is needed for the performance assessment, performed in chapter 2.
Domain for the Convection-Parametrizing 12 km Simulation
From the perspective of computational cost, the 12 km simulation contributes only a small
fraction to the total cost of the setup. The constraints to map the domain to the supercomputer
are therefore more relaxed. The 12 km simulation is thus as small as possible, but sufficiently
large that boundary effects do not penetrate into the 2 km simulation. A series of short test simulations with varying domain size were conducted and then checked by eye for large deviations
from the driving data and boundary effects.
Multiple variables (geopotential height, temperature, water vapor, vorticity) were systematically compared at multiple height levels (200 hPa, 500 hPa, 700 hPa, 850 hPa, 925 hPa). To
illustrate the procedure, a snapshot of these short test simulations is shown in Figure A.2.
The example shows that the large-scale geopotential height field at 500 hPa agrees quite
well with the driving ERA-Interim data, and that the differences are more evident for features
close to the western domain boundary. While the cyclone located over Finland is almost absent
in the simulation with no intermediate nest, it deepens with increasing domain size of the 12 km
simulation. We relate this effect to the increased spin-up distance of flow features before they
reach the boundary of the 2.2 km domain. On the other hand the phase shift of this particular
cyclone also increases for increasing 12 km domain size.
From this analysis we conclude that: (1) Using no intermediate nest, and therefore also a
low boundary update period (6h), results in deficiencies (and boundary effects, not shown in
Figure A.2) for the 2.2 km simulation. This finding agrees qualitatively with literature (Jones
et al., 1995; Denis et al., 2003; Warner, 2010). (2) For the synoptic situation simulated here,
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an intermediate nest that is 200 km larger than the 2.2 km simulation seems to be too small for
the flow features to properly develop. (3) Intermediate nests,more than 500 km larger than the
2.2 km simulation, provide little added detail close to the 2.2 km boundary (longer spatial spin
up) but increased phase shifts. Therefore a domain size that is 500 km larger than the domain
of the 2.2 km simulation was chosen for the 12 km simulation.
ERA-Interim

No intermediate nest

0.02° nest, 200 km distance 0.02° nest, 500 km distance 0.02° nestl, 500 km distance
to BD of 0.11° nest
to BD of 0.11° nest
to BD of 0.11° nets

0.11° outer nest, 200 km
distance to BD of 0.02 nest

0.11° outer nest, 500 km
distance to BD of 0.02 nest

0.11° outer nest, 700 km
distance to BD of 0.02 nest

Figure A.2: Geopotential height [gpdm] at 500 hPa with a line spacing of 40 m at 2007-01-19 00
UTC, 4 days after model initiation. (Left) Reference from ERA-Interim and a 2 km simulation directly
driven with boundary conditions (no intermediate nest). (Middle-left to right) Three 2 km simulations,
driven by three intermediate 12 km simulations, that differ in domain size (200 km, 500 km and 700 km
larger than the 2.2 km domain). (Top) ERA-Interim, (middle) 2.2 km simulations and (bottom) 12 km
simulations.
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Workflow

To control the simulation workflow, a software maintained by the Federal Office for Meteorology and Climatology MeteoSswiss is used (LM-Package). It was originally developed to
control numerical weather forecasts and was (in collaboration with MeteoSwiss) adapted to
suit the climate simulation workflow (Figure A.3). For now, one iteration of the software suite
processes one month of climate simulation, since this period fits nicely into the queuing system
of CSCS.
One step of simulation (1 month) consists of four sub steps and post-processing. First
the reanalysis data is copied from the archive to the file system of the Piz Daint supercomputer.
Once the first boundary file is copied and unpacked, interpolation to the coarse grid of the 12 km
simulation is started. As soon as the first output files are written to disk, the 12 km simulation is
started, which generates a restart file at its very end. This file contains all the necessary fields to
initialize the next simulation step at the very same model state as the last one ended. After the
12 km simulation has started writing output to disk, interpolation to the 0.02◦ grid is started.
Subsequently the 2.2 km simulation is started which will again write a restart file at once it
ends. Finally all the generated model output (see Section A.3) is copied to the data archive
and the post-processing routines are started on the CSCS Pilatus machine, which has direct
access to the Piz Daint file system. During post processing, a suite of simulation-monitoring
checks are performed that require additional model output. In these checks monthly-mean
values are periodically compared to the driving boundary conditions and to observations to
detect substantial model drift and deviation as early as possible. This data is discarded once the
monitoring checks complete. Finally the next iteration of the process is started.
Boundary data copy
Interpolation to coarse grid
Simulation on coarse grid
restart le
Interpolation to ne grid
data copy
Convection-permitting simulation

Piz Daint: simulations

restart le

Pilatus: Post processing
Figure A.3: Workflow used during the multi-year simulation. The horizontal light gray bars denote the
different programs, used during the simulation (not proportional to their time to solution). The dark grey
bars represent lock-files and the arrows the initiation of a process by the software package. Piz Daint
and Pilatus are two supercomputers at the Swiss National Supercomputing Centre CSCS in Lugano.
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A.3

Saved Model Fields

Due to the fine grid spacing of the 2.2 km simulation, the extended time-period of the simulations, and the desired hourly output frequency, the expected volume of data written to disk is
large (O(10) TB). The strategy for writing the output to disk was thus optimized with a focus on
the radiative balance and the water cycle. To reduce the data volume further, a number of diagnostics, not available in the standard COSMO release, were implemented: Vertically integrated
water fluxes, global radiation (the sum of direct and diffuse shortwave downward radiation)
and total snowfall (sum of snowfall and graupel). The same fields are stored for CTRL2 and
CTRL12.
For the fields where the diurnal cycle is of interest, we chose to create two output streams
written to two separate files, containing all the surface precipitation and radiation fields. The
first one will be compressed and stored and the second output stream can optionally be deleted,
once the climatology of the diurnal cycle is computed.
Fields in Stream Nr. 1 :
Variable
T 2M
TOT PREC
CLCT
RELHUM 2M
PS
TG
U 10M/V 10M
ATHB S
ASWD S1

Description
Frequency
2m temperature
1h
Total precipitation
1h
Total cloud cover
1h
2m relative humidity
1h
Surface air pressure
1h
Weighted surface temperature
1h
Component of 10m wind
1h
Averaged surf. net longwave ra1h
diation
Total downward solar radiation
1h

Fields in Stream Nr. 2:
Variable
TOT SNOW
ALB RAD
CLCH
CLCM
CLCL
ASHFL S
ALHFL S
ALWU S
ASWDIFU S
ATHB T
ASOB T
ASOB S

1

own implementation

Description
Frequency
Total Snowfall
1h
Surface Albedo
1h
High cloud cover
1h
Mean cloud cover
1h
Low cloud cover
1h
Average sensible heatflux
1h
Average latent heatflux
1h
Upward longwave radiation
1h
Diffuse upward shortwave
1h
radiation at the surface
Averaged top of the atmosphere
1h
outgoing longwave radiation
Averaged top of the atmosphere
1h
outgoing shortwave radiation
Averaged surface shortwave
1h
radiation
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Water fluxes and atmospheric water storage are written every three hours in order to compute continental scale water budgets. Mean sea level pressure are candidates that can be used
for model validation.
Variable
VMAX 10M
TQV
TWATFLXU
TWATFLXV
TWATER
PMSL

Description
Wind speed of gusts
Total specific humidity
Total integrated water flux
Total integrated water flux
Total integrated water column
Mean sea level pressure

Frequency
3h
3h
3h
3h
3h
3h

The upper-level fields are written on pressure levels (200 hPa, 500 hPa, 700 hPa, 850 hPa),
typically used in synoptic studies.
Variable
T
FI
RELHUM
U&V
W

Description
Temperature
Geopotential
Relative humidity
U- and V-component of wind
Vertical wind velocity

Frequency
6h
6h
6h
6h
1h

Soil variables typically vary with a lower frequency and are therefore written to disk only
once a day.
Variable
TMIN 2M
TMAX 2M
RUNOFF S
RUNOFF G
W SNOW
W SO2
T SO1

Description
Minimum 2m Temperature
Maximum 2m Temperature
Surface runoff
Ground runoff
Snow water content
Soil water conent
Soil temperature

Frequency
24h
24h
24h
24h
24h
24h
24h

Collaborators, interested in identifying and tracking extratropical cyclones and surface
fronts, needed the following fields.
Variable
PMSL
QV3
U&V2
T2
FI2

2
3

Description
Mean sea level pressure
Water vapour
U- and V-component of wind
Temperature
Geopotential

saved for all ten soil levels
saved at the following pressure levels: 700 hPa, 850 hPa

Frequency
1h
1h
1h
1h
1h
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Contributions to the COSMO GPU prototype

During this PhD several code modules were ported so they can make use of GPU accelerators.
All contributions underwent internal code review and extensive manual and automatic testing
procedures.
The contributions are listed below:
Module
Work
Details
Testsuite
Extension
Test using YUCHKDAT
Shallow Convection Scheme OpenACC port, new storage layout (ip,k), reorganize loops
Near Surface Diagnostics
OpenACC port
Meteo utilities
OpenACC port
diagnostics
Output interpolation
OpenACC port, rewrite of cubic p int, z int, p anai, bugfixes
spline interpolation
Ouput diagnostics
OpenACC port, reorganization
lbdclim
OpenACC port
data copy to/from accelerator
testcase for climate
Design and implementation
domain in Sec. A.1
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