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ABSTRACT

Control theory has been traditionally concerned with control of systems of continuous
variables, modeled by diﬀerence or diﬀerential equations. Another important class of
systems however is described by states which have logical or symbolic values instead
of numerical ones. The changes of the system’s states are events triggered by either
an external action or a spontaneous change in the system. Such systems are called
discrete event systems. The need to consider more closely this class of systems derives
from the eﬀort to extend systems theory to be able to control manufacturing systems,
communication networks and other systems whose behavior can be described by a set
of sequences of discrete events.
A pioneering work in the ﬁeld of discrete event systems has been performed by Ramadge and Wonham. They proposed a model in which the events, all generated by a
plant, are divided into two classes: controllable and uncontrollable events. Through
the disablement of controllable events the behavior of the plant can be inﬂuenced to
meet given speciﬁcations.
Based on their model, an input/output perspective on control of discrete event systems
is introduced in this thesis. Then, a plant receives commands and reacts to these
commands with responses. Symmetrically, a controller accepting the responses from
the plant as inputs, and producing commands as outputs, is used to enforce a desired
behavior on the plant.
The solution to many control problems arising from this perspective can be tracked
back to the solution of similar problems in the framework of Ramadge and Wonham.
However, if the transmission of commands and responses between plant and controller
is aﬀected by delays, new results are needed. After having extended the known results
to include delays, a structure for the control of a general discrete event system, based
on the presented input/output approach, is proposed.
Using this structure, it is shown how the control software of one of the ﬁrst known
applications of discrete event systems control, an equipment piece for semiconductor
manufacturing, has been designed.
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SOMMARIO

La teoria del controllo si è occupata tradizionalmente di sistemi di variabili continue,
modellati da equazioni diﬀerenziali oppure da equazioni alle diﬀerenze. Un’altra importante classe di sistemi è invece descritta da variabili che assumono valori simbolici
anzichè valori numerici e che cambiano in seguito a eventi causati da un’azione esterna o da un cambio spontaneo nel sistema. Tali sistemi sono chiamati sistemi a
eventi discreti. La necessità di considerare più in dettaglio questa classe di sistemi
deriva dal tentativo di estendere la teoria del controllo per poter controllare sistemi
di produzione, reti di comunicazione e altri sistemi, il comportamento dei quali può
essere descritto da sequenze di eventi discreti.
Il lavoro pionieristico nel campo del controllo di questi sistemi è stato eseguito da
Ramadge e Wonham. Essi propongono un modello nel quale gli eventi generati da un
impianto sono divisi in due classi: eventi controllabili ed incontrollabili. Tramite l’inibizione di eventi controllabili, il comportamento dell’impianto può essere inﬂuenzato
per soddisfare date speciﬁche.
Partendo dal loro modello, questa tesi presenta un’interpretazione entrata/uscita del
controllo di sistemi a eventi discreti. Un impianto riceve dei comandi e reagisce a
questi con delle risposte. Simmetricamente, un controllore accetta le risposte ed invia
comandi all’entrata dell’impianto per imporre un comportamento desiderato.
La soluzione di molti problemi nati da questa interpretazione può essere ricondotta alla
soluzione di problemi simili posti nel contesto del modello di Ramadge e Wonham. Ciò
nonostante, nuovi risultati sono necessari se la trasmissione di comandi e risposte tra
il controllore e l’impianto è sottoposto a ritardo. Dopo aver esteso i risultati conosciuti
per includere ritardi nelle comunicazioni si propone una struttura per il controllo di
un sistema a eventi discreti generico, ispirata all’interpretazione entrata/uscita.
Usando questa struttura, si mostra come è concepito il software per il controllo di
una delle prime applicazioni di controllo di sistemi a eventi discreti conosciute: una
macchina per la produzione di circuiti integrati.
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KURZFASSUNG

Traditionellerweise hat sich die Regelungstechnik mit der Regelung von Systemen
beschäftigt, die durch Diﬀerenzen- oder Diﬀerentialgleichungen mit kontinuierlichen
Variablen beschrieben werden. Eine andere wichtige Klasse von Systemen ist jedoch
durch Zustände beschrieben, die logische oder symbolische statt numerische Werte
aufweisen, und deren Zustandsänderungen Ereignisse sind, die entweder durch äussere
Eingriﬀe oder spontane Änderungen im System selbst ausgelöst werden. Solche Systeme nennt man Diskrete Ereignissysteme. Die Notwendigkeit, diese Klasse von Systemen näher zu untersuchen rührt vom Versuch her, die Systemtheorie auszuweiten,
um Produktionsssysteme, Kommunikationsnetze und andere Systeme, deren Verhalten
durch Abfolgen diskreter Ereignisse beschrieben werden kann, regeln zu können.
Eine Pionierarbeit im Bereich der Diskreten Ereignissysteme wurde von Ramadge und
Wonham geleistet. Sie schlugen ein Modell vor, in dem die Ereignisse, die alle von
der betrachteten Strecke erzeugt werden, in zwei Untermengen geteilt werden: die
steuerbaren und nicht steuerbaren Ereignisse. Durch die dynamische Blockierung von
steuerbaren Ereignissen kann das Verhalten der Strecke beeinﬂusst werden, um vorgegebene Speziﬁkationen zu erfüllen.
Auf ihrem Modell basierend, wird in der vorliegenden Arbeit eine Ein-/Ausgabe-Betrachtung der Regelung Diskreter Ereignissysteme eingeführt. Bei dieser Betrachtungsweise empfängt die Strecke Befehle und reagiert auf diese Befehle mit Antworten.
Der Regler, der die Antworten von der Strecke als Eingaben erhält und Befehle als
Ausgaben produziert, wird in symmetrischer Weise eingesetzt, um der Strecke das
gewünschte Verhalten aufzuprägen.
Die Lösung für viele Regelungsprobleme, die sich aus dieser Betrachtungsweise ergeben, kann auf die Lösung ähnlicher Probleme im Modell von Ramadge und Wonham
zurückgeführt werden. Falls jedoch die Übertragung von Befehlen und Antworten
zwischen Strecke und Regler durch Verzögerungen behindert wird, sind neue Resultate gefordert. Nachdem die bekannten Ergebnisse erweitert worden sind, um die
Verzögerungen einzuschliessen, wird eine auf der Ein-/Ausgabe-Betrachtung basierende
Struktur für die Regelung eines Diskreten Ereignissystems vorgeschlagen.
Mit Hilfe dieser Struktur wird gezeigt, wie die Regelungssoftware gestaltet wurde für
eine der ersten bekannten Anwendungen der Regelung Diskreter Ereignissysteme, eine
Maschine zur Herstellung von Integrierten Schaltungen.
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RÉSUMÉ

La théorie du contrôle s’est traditionellement occupée de systèmes à variables continues, modelisés par des équations diﬀérentielles ou par des équations aux diﬀérences.
Un autre groupe de systèmes par contre, est décrit par des variables qui prennent des
valeurs symboliques ou logiques plutôt que des valeurs numériques et qui changent
à la suite d’ événements causés par des actions externes ou par des changements
spontanés dans le système. Ces systèmes s’appellent systèmes à événements discrets
et permettent la description de certains systèmes de production, communication etc.
Une approche méthodique du contrôle de tels systèmes réels nécessite une extension
de la théorie des systèmes à l’étude des systèmes à événements discrets.
Le travail pionnier dans ce domaine du contrôle a été fait par Ramadge et Wonham.
Ils proposent un modèle où les événements générés par un système sont partagés en
deux classes: événements contrôlables et événements incontrôlables. En empêchant
les événements contrôlables le comportement du système peut être inﬂuencé aﬁn de
satisfaire des spéciﬁcations données.
A partir de ce modèle, la présente thèse propose une interprétation entrée/sortie du
contrôle des systèmes à événements discrets. Un système reçoit des commandes et
réagit avec des réponses. De façon symétrique, un controlleur accepte les réponses du
système et lui envoie les commandes nécessaires à l’obtention du comportement desiré.
La solution à beaucoup de problèmes liés à cette interprétation peut être reduite à
la solution de problèmes similaires dans le modèle de Ramadge et Wonham. Malgré
cela, de nouveaux résultats sont nécessaires si la transmission des commandes et des
réponses entre le controlleur et le système est soumise à des retards. Après avoir
étendu les résultats connus pour inclure les retards dans les communications on propose
une structure générale pour le contrôle d’un système à événements discrets basée sur
l’interprétation entrée/sortie.
En utilisant cette structure, on montre comment a été conçu le logiciel pour le contrôle
d’une des premières applications connues de contrôle de systèmes à événements discrets: une machine pour la production de circuits intégrés.
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Chapter 1
INTRODUCTION

In this thesis we propose a framework for the control of discrete event systems and
present one of the ﬁrst applications of control of such systems.
1.1

WHAT ARE DISCRETE EVENT SYSTEMS?

Control theory has been traditionally concerned with control of systems of continuous
variables, modeled by diﬀerence or diﬀerential equations. Another important class of
systems, however, is described by states that have logical or symbolic values instead
of numerical ones. The changes of the system’s states are events triggered by either
an external action or a spontaneous change in the system. Such systems are called
discrete event systems (DES).
The need to consider more closely this class of systems derives from the eﬀort to extend
mathematical systems theory to encompass the control of manufacturing systems,
communication networks and other systems whose behavior can be described by a set
of sequences of discrete events.
The behavior of these systems is naturally described by a record or trace of certain
qualitative changes (or events) in the system while ignoring micro-changes occurring
between two events. For example, if we want to optimize the production of a factory,
we are not interested in the diﬀerent phases of the job at a certain machine, but only in
its beginning, completion or failure. Therefore, we abstract from the “real behavior”
only those characteristics that are relevant to our objectives.
Traces can be represented at three levels of abstraction, that we call logical, temporal
and stochastic. At the most abstract level a trace is simply a sequence of events listed
in their order of occurrence. For example the trace
s = σ1 .σ2 .σ3 · · ·
might represent, for a chewing-gum machine, the behavior
coin inserted . button pushed . chewing gum delivered . . .
5
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At the temporal level, a trace is a sequence of pairs
s = (σ1 , t1 ) . (σ2 , t2 ) . (σ3 , t3 ) . (σ4 , t4 ) · · ·
where σ1 .σ2 .σ3 .σ4 · · · is a logical trace and ti is the time at which event σi occurs.
Finally, at the stochastic level, the system behavior is modeled by a sequence of random variables (σi , ti ) where the σi are event-valued and the ti are real-valued random
variables such that for each sample ω
s(ω) = (σ1 (ω), t1 (ω)) . (σ2 (ω), t2 (ω)) . (σ3 (ω), t3 (ω)) . (σ4 (ω), t4 (ω)) · · ·
is a temporal trace. In this thesis we will consider DES only at a logical level of
abstraction.
1.1.1

Control of Discrete Event Systems

The control problem for a generic dynamical system consists in modifying or determining the behavior of a system, called plant, in order to satisfy given speciﬁcations.
This is achieved by designing an appropriate control unit that uses information from
the plant to inﬂuence this through the available control mechanism. The connection of
the control unit and the plant, shown in ﬁgure 1.1, can be regarded as a new system,
called closed-loop system.

-

CONTROL UNIT
control
instructions

information
PLANT



Figure 1.1: Generic control system with plant and control unit
Control problems for DES center on the idea of ensuring that the traces of the closedloop system satisfy desired properties.
One ﬁrst aspect of decision making is concerned with constraints on the possible behavior of the DES. A control unit called supervisor reduces the set of possible traces of
the plant in the closed-loop so that the remaining traces satisfy the given constraints.
For example, safety constraints limit the range of operations that a machine can execute. These constraints are expressed as formal speciﬁcations which are static and do
not change according to diﬀerent momentary objectives or tasks. These speciﬁcations,
provided by the system designer, are called implicit specifications.
In addition, we have process speciﬁcations, determined by the user. For example, they
can address production objectives like the sequence of jobs performed on a part to be
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manufactured. These speciﬁcations then lead to the problem of designing a control
unit called controller which chooses among the traces of the supervised discrete event
system the best one according to some given criteria. These speciﬁcations are called
explicit specifications.
1.1.2

Supervisory Control Theory

The supervisory control theory introduced by Ramadge and Wonham [36, 37] provides
a formal framework for analyzing discrete event systems at a logical level. The possible
traces of a system are modeled mathematically and the theory developed within their
framework provides algorithms for the automatic synthesis of supervisors from given
speciﬁcations.
Despite this theoretical appeal, there are very few control logic synthesis applications
based on supervisory control theory. As of yet, we are unaware of any published
account of applying supervisory control theory to a manufacturing application. The
most closely related work includes an attempt to design protocols for communicating
processes [38] and a preliminary theoretical study on how to apply supervisory control
to the management of manufacturing workcells [9].
Other related work includes the automatic veriﬁcation of controllers instead of their
automatic synthesis. Here, the supervisor design is performed on a trial and error
basis. Veriﬁcation can be done using techniques originally developed for the formal
veriﬁcation of logic circuits, protocols, and logic programs [16, 17, 41]. Recently, modelchecking veriﬁcation approaches have been applied to the veriﬁcation of supervisors
for an automated highway car platoon system [26].
In our opinion, the lack of automatic synthesis applications based on the Ramadge
and Wonham framework is due to three classes of key problems.
1. Model interpretation – The logical plant model proposed in supervisory control
theory assumes a plant which “generates” events spontaneously unless it is prevented from doing so. The control mechanism available to the supervisor is the
ability to prevent the occurrence of some events, called controllable events. This
model is not appropriate for most real systems. In fact, real systems usually
react to commands as inputs with responses as outputs.
2. Computational complexity and state-space explosion – Synthesis algorithms usually have complexity that is exponential in the state-space size of the problem
input. However, the Ramadge and Wonham framework makes assumptions that
ensure that synthesis is only of polynomial complexity in the size of the global
system. However, even this computational expense is prohibitive because the
global system size grows exponentially with the number of modules. Thus, the
sheer size of the discrete state-space often renders traditional computational
methods infeasible.

8
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3. Supervisor implementation – The supervisory control literature provides few indications on how to implement the control software for a discrete event system.
The synthesis procedure generates an abstract supervisor model, which is not
directly usable in its form for the control software of a real system.

This thesis proposes some extensions of supervisory control theory which provide at
least partial remedies for the three classes of problems. The validity of these extensions
is tested on a device for the manufacture of semiconductor integrated circuits. It is
hoped that, in this thesis, the treatment of the above-mentioned problems will provide
some guidance for future implementations on the one hand and for theoretical research
on the other hand.
We now brieﬂy present our application of control of discrete event systems: a Rapid
Thermal Multiprocessor.

1.2

THE APPLICATION

As manufacturing equipment hardware becomes more ﬂexible in general, and as exploiting this ﬂexibility can only be possible through a higher control software complexity, there is an increasing need for control logic synthesis tools that allow for fast
control software prototyping. While software veriﬁcation tools such as those described
in [20] start to become available, relatively few attempts, if any, have been made to
implement algorithmic synthesis procedures. Furthermore, there do not exist any environments that allow for the direct implementation in real-time of the synthesized
control software. We believe that it is essential to integrate in the same environment
the modeling of the workcell to be controlled, the speciﬁcation to be enforced, the
synthesis of a controller and its implementation.
The speciﬁc application presented in this thesis is a plant for the manufacture of semiconductor integrated circuits. Traditionally, a semiconductor plant consists of many
pieces (e.g. 200-300) of dedicated processing equipment optimized for the production
of large batches of wafers. Each workcell in the factory can only perform a very speciﬁc
operation, with high reliability. However, in the near future, rising equipment costs
will result in a prohibitive capital investment to build such enormous plants.
This economic barrier, together with the trend toward smaller series of integrated
circuits, necessitates a new concept in semiconductor manufacturing plants: the microfactory. A microfactory is composed of a few ﬂexible pieces of equipment (typically 6 or
7) eﬃciently handling one wafer at a time, each piece performing multiple operations.
Such microfactories must have the ability to adapt eﬃciently to changes in manufacturing requirements, products and processes. Consequently, it is essential to develop a control programming environment that allows for fast development and reliable computer-aided design of real-time multitasking control systems. Ramadge and
Wonham’s supervisory control theory provides a formal setting for the design of such
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a system.
An instance of a piece of equipment in a microfactory is a Rapid Thermal Multiprocessor (RTM). The RTM described in this thesis is under development by Saraswat et
al. [34, 39, 46] at the Center for Integrated Systems (CIS) at Stanford University. The
RTM consists of a processing chamber capable of performing a number of processing
steps such as cleaning, annealing, oxidation and chemical vapor deposition using a
multitude of attached processing machinery. A wafer need not be moved from one
piece of equipment to the next in a large factory. Instead, processing steps can be
executed in the same chamber.
A combination of key developments in recent years is expected to make RTM’s ready
for industrial use. In the Stanford project, dynamic control techniques are being
studied to improve the wafer temperature uniformity [40, 33, 14]. Second, a rapid
strategic control logic prototyping is being developed [2, 5, 7]. It must allow the
ﬂexible implementation of processing recipes that are changed and updated frequently
to accommodate changing processing requirements.
Each RTM subsystem component accepts a set of commands which engender some
qualitative changes in the subsystem. The commands and the changes occurring as
response to these commands are both modeled as events. We can see in ﬁgure 1.2 a
graphical representation of a sample behavior of the door subsystem. The door states
assume logical/symbolical rather than numerical values. The commands c open door
and c close door and the responses r door opened and r door closed are events
whose sequence is a possible trace of the door subsystem.

states

6

door closed
door closing
door opening
door closed
c open door

- t

r door opened

c close door

r door closed

Figure 1.2: Sample behavior of the RTM door subsystem.

At a strategic level, the RTM can be therefore described as a discrete event system.
Hence, a DES-based approach is proposed in this thesis for the design and the implementation of the RTM control software.

10
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1.3

MAIN CONTRIBUTIONS AND ORGANIZATION

The contributions of this thesis can be divided into three groups:
1. An input/output extension of the model of Ramadge and Wonham. This, together with the extension to the treatment of communication delays, is in our
opinion a crucial step toward the successful implementation of a controller for
real discrete event systems [3, 2, 6, 4].
2. The introduction of a modeling approach and of a scheme for the control of a
generic discrete event system based on the input/output extension [2, 5]
3. The application of the scheme to the design of the control software of a rapid
thermal multiprocessor [2, 5, 7].
The thesis is then organized as follows. After revisiting the supervisory control theory
in section 2.3 using a process model of the plant and of the supervisor, we reinterpret
the model of Ramadge and Wonham from an input/output perspective. The events
whose sequences describe the behavior of the system are divided into the classes of commands and responses. A plant receives commands as inputs and produces responses
as outputs. Symmetrically a controller controls the plant by reading the responses of
the plant and producing the commands for the plant.
Chapter 3 discusses the extensions that are necessary when the transmissions of the
commands and responses between the plant and the controller are aﬀected by delays.
The synthesis of a controller for a plant subject to communication delays requires in
general some additional speciﬁcations (well-posedness, predictability). However, the
design of a controller can be performed without taking into account the delays if the
plant belongs to a particular class introduced in this thesis.
Chapter 4 shows how the input/output perspective leads to a control structure for a
generic discrete event system. In particular, the structure proposes the partition of
the control unit into two levels, a supervisor level enforcing the implicit, a controller
level enforcing the explicit speciﬁcations. An illustrative example and a sample manufacturing recipe from the RTM context are discussed in section 4.2. The synthesis
tools used for this application are brieﬂy presented in section 4.3.
After a presentation of the application, chapter 5 gives an account of the on-line
implementation of the control strategies for the RTM.

Chapter 2
AN INPUT/OUTPUT PERSPECTIVE ON
CONTROL OF DISCRETE EVENT SYSTEMS

This chapter introduces the fundamental concepts and notations that are used in this
thesis for the modeling and the control of discrete event systems. The main results
obtained in the framework of Ramadge and Wonham are presented by using a process
model. Finally, an input/output perspective using input/output processes as a model
for a discrete event system is presented at the end of this chapter.
2.1

OVERVIEW

As we have seen in the introduction, the behavior of a discrete event system at a
logical level is deﬁned as the set of all possible traces (sequences of events) executed
by the system. Ramadge and Wonham postulate that all the events are spontaneously
generated by the system, and that they are divided into two classes: controllable
and uncontrollable events. The system’s behavior can be modiﬁed by preventing the
occurrence of the controllable events, while there is no control authority on the uncontrollable events. Consider the following example: a bridge, with a traﬃc light at
its entrance and two sensors registering the passage of a car at the entrance and exit
of the bridge. A sample trace is
car entered bridge . car exited bridge
The event car entered bridge is controllable, as we can prevent it from occurring by
setting the light to red. The event car exited bridge, however, is uncontrollable, as
we cannot avoid that the car exits the bridge once it has entered it.
For most technical systems however, an input/output model is more appropriate. In
fact, events do not usually occur spontaneously, but as responses to commands. We
therefore respectively divide the events into the classes of commands and responses.
The plant receives commands at its input and produces responses at its output. In
this case, the traces are the possible sequences of commands and responses registered
at the input and output of the system. Consider again the example presented in the
11
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introduction, with the sample trace of the door of the RTM
c open door . r door opened . c close door . r door closed
The command c open door is given to the system and is externally initiated, while
r door opened is a response spontaneously produced by the system once a sensor
measures that the door has opened.
Ramadge and Wonham introduced the concept of a supervisor, a device tracking the
events produced by the system and modifying the system’s behavior, by dynamically
disabling controllable events. They also formally introduced the supervisor synthesis
problem which is the problem of determining a minimally restrictive supervisor which
enforces a desired behavior on the closed-loop system.
In this chapter we will present an input/output version of the supervisor synthesis
problem, which is the problem of enforcing a desired behavior on an input/output
system. The aim is to determine a controller which reacts to the outputs of the
system with commands given to the system’s input. We will show that the condition
for existence and the solution of the controller synthesis problem can be given in terms
of the original supervisor synthesis problem introduced by Ramadge and Wonham.
This allows to use immediately most results already published in the literature.
2.2

PRELIMINARIES AND NOTATION

Ramadge and Wonham proposed a formal description of the system’s behavior using
formal languages. The main idea is to represent events by symbols. The ﬁnite set of all
such symbols {σ1 , σ2 , · · · , σN } is called an alphabet and is denoted by Σ. Any sequence
of events can be therefore represented by a sequence of symbols s = σ1 .σ2 .σ3 · · · , called
a string (or word) over the alphabet Σ. A set L of strings composed of elements from
Σ is called a language over the alphabet Σ. Thus, the behavior of a system, i.e.
the collection of all possible traces, can be described by a language L. We can see
from table 2.1 how the behavior of a system is represented in this language-theoretical
set-up.

event

trace

behavior

⇓

⇓

⇓

symbol (letter) σ ∈ Σ

string (word) s

language L

Table 2.1: Language-theoretical description of discrete event systems.
In the top row in table 2.1 we have events, traces and the system’s behavior: traces
are sequences of events, the behavior of the system is given by a set of traces. The
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formal description of these quantities is given in the bottom row by symbols, strings
and a language respectively: strings are sequences of symbols, a language is a set of
strings. The set of all possible strings composed of elements from Σ is denoted by Σ∗ .
Clearly any language L over Σ is a subset of Σ∗ . The set of all possible languages is
denoted by L and is the power set of Σ∗ .
We now need some additional notation. The empty string is denoted by the symbol
ǫ. For a ﬁnite string s = σ1 .σ2 .σ3 · · · σn we deﬁne the length of s, denoted by len(s),
′
to be n. The concatenation s.s′ of two strings s = σ1 .σ2 · · · σn and s′ = σ1′ .σ2′ · · · σm
′
is deﬁned to be s.s′ = σ1 .σ2 · · · σn .σ1′ .σ2′ · · · σm
. A ﬁnite string s′ ∈ Σ∗ is a prefix of
s if there exists a string t ∈ Σ∗ such that s′ .t = s. Consider the string s = σ1 .σ2 ;
the strings ǫ, σ1 and σ1 .σ2 are all preﬁxes of s. The set of preﬁxes of strings in L
is denoted by L. Then, for the language L = {σ1 .σ2 } containing the unique string
σ1 .σ2 we have L = {ǫ, σ1 , σ1 .σ2 }. We say the language L is prefix-closed if all the
preﬁxes of strings in L are also contained in L, i.e. if L = L. A language describing
the behavior of a system is not necessarily preﬁx-closed. In fact, the strings present in
the language are used to denote the completion of traces of particular interest, while
any partial execution of a trace is in general described only by the preﬁx of a string
in the language.
2.2.1

Language Representation via Finite-State Automata

The set-theoretical deﬁnition of a formal language given above is not a practical representation of a formal language. An important representation which is both practical
and suited for computation is the ﬁnite-state automaton. A finite-state automaton
A [25] is a tuple hΣ, Q, δ, I, F i, where
• Q = {q0 , q1 , ...} is a ﬁnite set of states,
• Σ is a ﬁnite alphabet of symbols, denoting state transitions,
• δ : Σ × Q 7→ 2Q is a partial transition function mapping a state and a symbol
to a set of states. If q ′ is in δ(q, σ), then it is possible to move from state q to q ′
accepting the symbol σ.
• I ⊆ Q is a set of initial states,
• F ⊆ Q is a set of ﬁnal states.
The automaton is deterministic if its transition function is deterministic, i.e. if δ(q, σ)
is a singleton for every pair q and σ and if there exists only one initial state, i.e. if the
set of states I is a singleton {q0 } for some q0 ∈ Q. The quantity |A| is used to denote
the size of A, i.e. the number of states in A. We can see in ﬁgure 2.1 a deterministic
automaton.
An accepting run of A on the string s ∈ Σ∗ is a sequence q of len(s) + 1 states such
that q0 is in I, qi+1 is in δ(qi , si+1 ) for 0 ≤ i < len(s), and q len(s) is in F . The language

14

Chapter 2. An I/O Perspective on Control of DES
b
q0


automaton A



⇔

L(A) = {a, a.b.a, a.b.a.b.a, · · · }

a
Figure 2.1: Deterministic automaton. The left arrow indicates the initial state.
The states marked by two concentric circles are final states.
generated by A, denoted L(A), is the set of all strings s with accepting runs. In other
words, the language of a deterministic automaton is the set of all the sequences of
symbols corresponding to sequences of state transitions leading from the initial state
to a ﬁnal state. The class of languages that can be generated by ﬁnite state automata
is only a subset of the set of all languages L called regular languages. A language L is
regular if and only if there is some ﬁnite state automaton A such that L(A) = L. For
a regular language L, |L| denotes the size of the minimal deterministic automaton A
such that L(A) = L.

2.3

REVIEW OF SUPERVISORY CONTROL THEORY

Ramadge and Wonham’s theory of supervisory control [35, 37] uses formal languages
to model both the plant and its speciﬁcation. We reformulate slightly the standard
framework by refraining from introducing automata from the beginning. We introduce
a pure language-based process model instead and formally deﬁne process composition.
A similar approach was already taken in [21] and in a diﬀerent context in [18]. The
reformulation does not aﬀect the main results.

2.3.1

Process Model and Process Composition

A process is a triple P = (Σ, LP , MP ) composed of two languages of ﬁnite traces
over the alphabet Σ. LP is a preﬁx-closed language (i.e. LP = LP ) representing
all possible traces of P , while MP ⊆ LP is a set of distinguished traces, the marked
language. Often MP marks the set of successfully completed traces. We use Pi to
denote the process (Σi , LPi , MPi ) over Σi .
Before continuing, we ﬁrst need to introduce the natural projection of a language L on
the alphabet Σ′ . This is the language obtained by removing from the strings in L all
occurrences of symbols not contained in the alphabet Σ′ . It is denoted by proj[Σ′ ](L).
Its converse for a language L′ ⊆ (Σ′ )∗ is proj−1 [Σ](L′ ) = sup{ L ⊆ Σ∗ | proj[Σ′ ](L) =
L′ }. Consider the language L = {a.b.o, a.d.e} and the alphabet Σ′ = {a, e, i, o, u}:
then we obtain proj[Σ′ ](L) = {a.o, a.e}.
The main process operator is the full synchronous composition operator.
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Definition 2.1 (Full Synchronous Composition) The full synchronous composition P1 kP2 of two processes P1 = (Σ1 , LP1 , MP1 ) and P2 = (Σ2 , LP2 , MP2 ) is a
process defined by
P1 kP2 = (Σ1 ∪ Σ2 , LP1 kP2 , MP1 kP2 )
(2.1)
where LP1 kP2 is defined by ǫ ∈ LP1 kP2 and by the recursive condition that for a string
s ∈ LP1 kP2
s.σ ∈ LP1 kP2



 proj[Σ1 ](s).σ ∈ LP1

∀σ ∈ Σ1 − Σ2
∀σ ∈ Σ2 − Σ1
∀σ ∈ Σ1 ∩ Σ2

⇔  proj[Σ2 ](s).σ ∈ LP2

proj[Σ1 ](s).σ ∈ LP1 ∧ proj[Σ2 ](s).σ ∈ LP2

while the marked language MP1 kP2 is defined by
n

o

MP1 kP2 = s ∈ LP1 kP2 | proj[Σ1 ](s) ∈ MP1 ∧ proj[Σ2 ](s) ∈ MP2 .

2

The full synchronous composition describes the evolution of two concurrent processes.
The common events in the set Σ1 ∩ Σ2 , must occur simultaneously in both processes:
these events are therefore synchronized, and cannot occur in a process without the
participation of the other process. However, events in Σ1 −Σ2 , i.e. events in Σ1 but
not in Σ2 , can occur in process P1 without synchronization with P2 . Similarly, events
in Σ2 − Σ1 can occur in process P2 without synchronization with P1 . On ﬁgure 2.2
we can see an example of the full synchronous composition of two processes when the
processes are represented by automata.
P1

P1 kP2

P2

R

R

R

a
?

b
?

b

c

a

c
U

U

b

c
U

a
U

Figure 2.2: Example of full synchronous composition P1 kP2 of two processes P1
and P2 with respective alphabets Σ1 = {a, b} and Σ2 = {b, c}.
The marked language of the composition is the set of strings that are marked by both
processes P1 and P2 . Let P be the set of processes. The next proposition states some
properties of the full synchronous composition operator.
Proposition 2.1 The set P is closed under full synchronous composition. Moreover
the composition operator is both associative and commutative.
2
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It follows from this that the full synchronous composition of n processes can be deﬁned.
We denote this by kni=1 Pi = P1 kP2 k . . . kPn .
Another important operator on processes is the prioritized synchronous composition
operator [21]. Before deﬁning it, we need additional notation. The generalized projection of a string s onto a preﬁx-closed language L, denoted by gproj[L](s), is a string
deﬁned recursively by gproj[L](ǫ) = ǫ and with σ ∈ Σ by
gproj[L](s.σ) =

(

gproj[L](s).σ
gproj[L](s)

if gproj[L](s).σ ∈ L
otherwise.

The generalized projection of a string onto a language yields the string that is obtained
from the original string by discarding in a row those letters that could not “follow”
language L. Consider for instance a string s = a.b.c.d and a language L = {a.c, b.d}.
Then gproj[L](s) = a.c. The expression gproj[L](K) denotes the obvious extension to
a language K. Note that for an arbitrary alphabet Σ′ , proj[Σ′ ](K) = gproj[(Σ′ )∗ ](K).
We are now ready to deﬁne the new composition operator.
Definition 2.2 (Prioritized Synchronous Composition) The prioritized synchronous composition P1 AkB P2 of two processes P1 = (Σ1 , LP1 , MP1 ) and P2 =
(Σ2 , LP2 , MP2 ) with respect to the sets A ⊆ Σ1 and B ⊆ Σ2 is
P1 AkB P2 = (Σ1 ∪ Σ2 , LP1 AkBP2 , MP1 AkBP2 )

(2.2)

where LP1 AkBP2 is defined by ǫ ∈ LP1 AkBP2 and by the recursive condition that for
s ∈ LP1 AkBP2

s.σ ∈ LP1 AkBP2 ⇔


gproj[LP1 ](s).σ ∈ LP1





gproj[LP2 ](s).σ ∈ LP2


gproj[LP1 ](s).σ ∈ LP1 ∧ gproj[LP2 ](s).σ ∈ LP2




gproj[LP1 ](s).σ ∈ LP1 ∨ gproj[LP2 ](s).σ ∈ LP2

∀σ ∈ A − B
∀σ ∈ B − A
∀σ ∈ A ∩ B
∀σ ∈
/ B ∪ A.

Similarly, MP1 AkBP2 is described by
n

o

MP1 AkBP2 = s ∈ LP1 AkBP2 | gproj[LP1 ](s) ∈ MP1 ∧ gproj[LP2 ](s) ∈ MP2 .

2

The sets A and B are called the priority sets for process P1 and P2 respectively.
The priority set of a process indicates the events that can occur in the composition
only if the corresponding process agrees on the event to execute. In particular, the
introduction of priority sets leads to the partition of the events into four classes.
1. A∩B: the strict synchronization events, executed by both processes or none.
2. (Σ1 ∪Σ2 )−A−B: the broadcasting events. Any of the two processes can execute
such an event autonomously. If the other process can, it must also execute
simultaneously the event.
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3. A − B: the priority events of P1 only. These events can occur only if process
P1 participates. If process P2 also can, it must also execute simultaneously the
event.
4. B −A: the priority events of P2 only. symmetrical to the set A − B.
The marked language of the composition is the set of strings that are marked by
both the process M1 and the process P2 . We can see an example of the prioritized
synchronous composition on ﬁgure 2.3.
P1 AkB P2
P1

P2
R

R

a

R

b

c

d

=

~

d
b

U

U

a
d

a

U

U

b

d
?

?

e

c

c
?

?

e

b
?

?

b

d
?

?

Figure 2.3: Example of prioritized synchronous composition P1A kB P2 of two
processes P1 and P2 with respective alphabets Σ1 = {a, b, c, d} and
Σ2 = {b, c, d, e} and priority sets A = {b, c} and B = {c, e}.
We note that the full synchronous composition is a special case of the prioritized
synchronous composition. In fact, for two processes with their priority set being the
own alphabet, we have P1 kP2 = P1 Σ1 kΣ2 P2 . Another special case of the prioritized
synchronous composition is the parallel composition when the priority set is both the
empty set for both processes. The parallel composition P1 6 k 6 P2 of two processes
is both commutative and associative, and therefore it is also possible to deﬁne the
parallel composition of n processes, denoted by 6 kni=1 Pi = P1 6 k 6 P2 6 k 6 · · · 6 k 6 Pn .
2.3.2

Supervisor Synthesis Problem

The basic problem of supervisory control is to modify the open-loop behavior of the
plant by eliminating event sequences from the plant behavior. For a plant process
P = (Σ, LP , MP ), the behavior modiﬁcation is achieved by synchronization of the
plant process with another process S = (Σ, LS , MS ), called supervisor.
In the synthesis procedure we are free to choose the supervisor while the plant process
is given and cannot be altered. The plant process P and the supervisor process S
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jointly executing events can be described by the full synchronous composition P kS =
(Σ, LP kS , MP kS ). The process P kS is called the supervised process, LP kS and MP kS are
called the supervised languages. The language MP kS is marked by both the supervisor
and the plant, i.e. all strings in MP kS are contained in both MP and MS .

-

SUPERVISOR S

events
Σc ∪ Σu

disabling/enabling of
controllable events
PLANT P



Figure 2.4: Supervisor process S restricting behavior of plant process P .
Ramadge and Wonham, however, postulate that not all events of the plant can be
forced to synchronize with the supervisor. The event set Σ of the plant is correspondingly partitioned into controllable events Σc and uncontrollable events Σu . The
occurrence of controllable events can be prevented by synchronization of the plant with
the supervisor, while the uncontrollable events are those over which the supervisor has
no control authority.
Therefore, a supervisor process should not be chosen arbitrarily. In fact, as the supervisor cannot prevent the occurrence of uncontrollable events, we are interested only
in those supervisors that can always track an uncontrollable event generated by the
plant; then the joint behavior of plant and supervisor can still be described by the
composition P kS. The closed-loop of the plant with such a supervisor can then be
interpreted as in ﬁgure 2.4; the supervisor passively tracks all events generated by the
plant but has the ability of disabling or enabling the occurrence of the controllable
events. For a formal characterization of such supervisors, we introduce the deﬁnition
of completeness.
Definition 2.3 (Complete Supervisor) A supervisor S is called complete for plant
P if
P kS = P ΣkΣc S
(2.3)
holds.

2

Intuitively, a complete supervisor is such that it can always track the uncontrollable
events produced by the plant either with or without the ability to prevent them. It
is easily seen that a supervisor S is complete for plant P if and only if the following
equation is satisﬁed
LS .Σu ∩ LP ⊆ LS
(2.4)
Proof: From the deﬁnition of prioritized synchronous composition we note that for
P kS = P ΣkΣS, a string s ∈ LP kS = LP ∩ LS and a next event σ we have only one
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case: σ ∈ A ∩ B (i.e. σ ∈ Σ). On the other hand for P ΣkΣc S, we have two cases:
σ ∈ A ∩ B (i.e. σ ∈ Σc ) or σ ∈ A − B (i.e. σ ∈ Σu ). Equation (2.3) therefore means
that for σ ∈ Σu
gproj[LP ](s).σ ∈ LP

⇒ gproj[LS ](s).σ ∈ LS

With s ∈ LP ∩ LS implying gproj[LP ](s) = gproj[LS ](s) = s we obtain
(LP ∩ LS ).Σu ∩ LP ⊆ LS
LS .Σu ∩ LP ⊆ LS
proving the desired inclusion.
Note that replacing the supervisor S by a process (Σ, LS .Σ∗u , MS ) which is modiﬁed
to accept any uncontrollable event, but is otherwise the same as S, must leave the
behavior of the composed process P kS unchanged.
In addition, we further restrict our attention to the class of supervisors that also
guarantee that a sequence of events in the closed-loop may always be completed to a
marked string in both plant and supervisor. For this we now introduce the concept of
non-blockingness (see also the paper of Ramadge and Wonham [37]).
Definition 2.4 (Non-blocking Process) A process P is non-blocking if
∀ s ∈ LP ⇒ s.(LP /s) ∩ MP 6= 6

2

Here, the language L/s denotes the post-language of L after string s, i.e. the set of
all strings t such that s.t ∈ L. In other words, a process is non-blocking if any string
in LP can be completed to a marked string in MP , i.e. if for all strings s ∈ LP there
exists a string t such that s.t ∈ MP . In particular, a process P is non-blocking if and
only if
L P = MP .
We are now ready to state the standard supervisor synthesis problem [36, S7].
Supervisor Synthesis Problem
Given a plant P = (Σ, LP , MP ), and a specification language Lspec ⊂ Σ∗ for the
closed-loop behavior1 , find a supervisor S = (Σ, LS , MS ) such that
1. P kS is non-blocking,
2. 6 ⊂ MP kS ⊆ Lspec ,
3. S is complete for P .

In particular, we note that if P kS is non-blocking, then any string in LP kS can be
extended to a string that is marked both in the plant and in the supervisor.
1

We do not consider a minimally required behavior, but only a maximally tolerable behavior.
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Controllability

Ramadge and Wonham [36] introduced the notion of controllability to characterize
the supervised sublanguages of the plant P = (Σ, LP , MP ). A language K ⊂ Σ∗
is called [LP , Σc ]-controllable if the inclusion K.Σu ∩ LP ⊆ K holds. The class of
[LP , Σc ]-controllable sublanguages of a language L is denoted by
C(L) = {K : K ⊆ L ∧ K is [LP , Σc ]-controllable}
As shown with equation (2.4), supervisor existence strongly depends on the concept
of controllability (see also [36], prop. 5.1 and theorem 6.1). In [36] it was also shown
that S = (Σ, K, K) is a complete supervisor for P such that MP kS = K and P kS is
non-blocking if and only if K is controllable and K ⊆ MP .
The class C(L) of controllable sublanguages of a language L is closed under language
union, meaning that the union of two arbitrary controllable sublanguages is again a
controllable sublanguage. Therefore there exists a supremal element of this set: the
supremal controllable sublanguage of L, denoted by sup C(L). The following theorem adapted from [36, theorem 7.1] gives necessary and suﬃcient conditions for the
existence of a solution to the supervisor synthesis problem.
Theorem 2.1 The supervisor synthesis problem has a solution if and only if
6

⊂ sup C(MP ∩ Lspec ).

2

The particular supervisor
Ssup = (Σ, sup C(MP ∩ Lspec ), sup C(MP ∩ Lspec ))

(2.5)

is a solution if and only if sup C(MP ∩Lspec ) is non-empty. It is also the least restrictive
supervisor in the sense that it does not prevent any sequence of events that is allowed
by any other supervisor that meets the speciﬁcation.
2.3.4

Iterative Solution

It is shown in [44] that sup C(L) is the greatest ﬁxpoint of the operator Ω : L 7→ L
deﬁned by
Ω(K) = L ∩ sup{T : T ⊆ Σ∗ , T = T ∧ T.Σu ∩ LP ⊆ K}.
Solving the supervisor synthesis problem comes down to eﬀectively computing the
greatest ﬁxpoint of Ω contained in L = MP ∩ Lspec . We assume that the plant and
speciﬁcation languages are regular languages. Let Aspec be a deterministic ﬁnitestate automaton for Lspec . Suppose the plant P = (Σ, LP , MP ) is modeled by an
automaton AP for MP ⊆ LP , where the language LP is the language obtained by
considering all states as being ﬁnal. The complexity of computing the greatest ﬁxpoint of Ω is O(|Aspec |2 .|AP |2 ). An alternative, non-recursive algorithm of complexity
O(|Aspec |2 .|AP |) for preﬁx-closed marked languages was presented in [10].
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Observability

In a discrete system some events could be not observable for the supervisor. We
therefore introduce another separation of the events into two classes: observable and
unobservable (or hidden) events, denoted by Σo and Σh respectively [31]. When the
plant generates an observable event, this event is observed by the supervisor, while
hidden events cannot be distinguished. The plant P = (Σ, LP , MP ) is therefore seen
by the supervisor as the plant Po = (Σo , proj[Σo ](LP ), proj[Σo ](MP )). The supervisor
in turn will be of the form S = (Σo , LS , MS ) where LS , MS ⊂ Σ∗o .
Let us consider the supervisor synthesis problem with partial observability. In order to
characterize the solution of this problem, Lin and Wonham [31] introduced the concept
of language observability.
A language K ⊆ MP is [MP , Σo ]-observable if for all pairs of strings s, t ∈ Σ∗ such
that proj[Σo ](s) = proj[Σo ](t) the implications
a) s.σ, t ∈ K ∧ t.σ ∈ MP =⇒ t.σ ∈ K
=⇒ t ∈ K.
b) s ∈ K ∧ t ∈ K ∩ MP

∀σ ∈ Σ

hold. Informally, condition a) says that it is suﬃcient to have the view of the projection
proj[Σo ](s) of a string s ∈ MP in order to know the possible future behavior of the
plant Po . Consider the class O(L) of preﬁx-closed observable languages containing a
given language L
O(L) = {K : K ⊇ L ⊇ MP ∧ K = K is [MP , Σo ]-observable}.
The class O(L) is closed under intersection, and therefore there exists and inﬁmal
element of this class, denoted by infO(L). The following theorem [31] gives a necessary
and suﬃcient condition for existence of a solution to the supervisor synthesis problem.
Theorem 2.2 The supervisor synthesis problem with partial observation has a solution if and only if
2
infO({ǫ}) ⊂ sup C(MP ∩ Lspec ).
This theorem does not provide us with a solution of the supervisor synthesis problem
with partial observation. Since for any language L the class O(L) is not closed under
language union, no supremal and observable sublanguage exists in general.
A suboptimal solution to the supervisor synthesis problem with partial observation can
be described using the notion of normality. A language L ⊆ MP is [MP , Σo ]-normal if
L = MP ∩ proj−1 [Σ](proj[Σo ](L))
Informally, a language is [MP , Σo ]-normal if it can be retrieved from its projection on
the alphabet Σo . The class of [MP , Σo ]-normal sublanguages of L,
N (L) = {K : K ⊆ L ⊆ MP ∧ K is [MP , Σo ]-normal}.
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is closed under union. It can be shown that [MP , Σo ]-normality of a language implies
[MP , Σo ]-observability. Therefore, denoting the class of [LP , Σo ]-controllable and
[MP , Σo ]-normal sublanguages of L by
CN (L) = C(L) ∩ N (L)
we can state a suﬃcient condition for the existence of a solution to the supervisor
synthesis problem with partial observation by means of the inclusion
6

⊂ sup CN (MP ∩ Lspec )

Moreover, algorithms for computing sup CN (L) can be found in [30] for the case of
regular languages for plant and speciﬁcation.
2.3.6

Modular Plant

The plant is usually composed of modular subsystems. Formally, each plant subsystem
i ∈ {1, 2, . . . n} can be modeled by a process Pi = (Σi , LPi , MPi ). The global plant is
obtained as P = kni=1 Pi .
The controllable and uncontrollable events are identiﬁed at the global level. Note that
the full synchronous composition operator used to described the concurrent behavior
of the plant’s components implies interleaving of the events. Events in diﬀerent components (as long as they are distinct) are assumed to happen at strictly diﬀerent time
instants. The main advantage of interleaving is that the number of possible events in
the global plant is bounded by the sum of the number of events in the components
instead of their product.
It is easy to see that if the languages of the plant’s components are represented by
automata, the number of states in the global plant’s automaton increases exponentially
with n, which is the number of modular components. This fact is crippling when it
comes to computation for realistic systems. This phenomenon is known as state-space
explosion, and is currently an area of intensive research in the formal veriﬁcation of
ﬁnite-state systems.
2.3.7

Modular Specification

The speciﬁcation is typically given as a collection of languages each of which represents
a desirable property of the controlled system. These can be intersected to yield a global
speciﬁcation language. This procedure is subject to state-space explosion just as in
the case of a modular plant.
Fortunately, in the case of modular speciﬁcation, the principles of modular synthesis
outlined in [45, 35] can be applied.
The supervisor synthesis problem is solved for each modular speciﬁcation and the
resulting supervisors are composed to form a solution to the globally speciﬁed problem.
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In addition to being more easily synthesized, a modular supervisor is easier to modify,
update and maintain. For example, if one sub-speciﬁcation is changed, then it is
only necessary to redesign the corresponding subcontroller, rather than the entire
supervisor.
Let Ra (P ) be the set of complete supervisors for P . The modular synthesis is clearly
aided by the following result.
Proposition 2.2 Ra (P ) is closed under full synchronous composition.

2

Unfortunately, supervisors guaranteeing non-blockingness are not closed under full
synchronous composition in general; the composition of modular supervisors solving
a supervisor synthesis problem does not always yield a global supervisor guaranteeing
non-blockingness. Only under a special condition such a global supervisor can be
obtained.
For this purpose, Ramadge and Wonham introduced the notion of non-conflicting
languages. Two languages L1 and L2 are non-conflicting if L1 ∩ L2 = L1 ∩ L2 . Since
it is always the case that L1 ∩ L2 ⊆ L1 ∩ L2 , two languages are non-conﬂicting if
L1 ∩L2 ⊆ L1 ∩ L2 , i.e. whenever they share a preﬁx, they also share a string containing
this preﬁx. For example, any two preﬁx-closed languages are non-conﬂicting.
If L1 and L2 are non-conﬂicting and both are controllable, then L1 ∩ L2 is controllable
([45], prop. 5.1). If sup C(L1 ) and sup C(L2 ) are non-conﬂicting then
sup C(L1 ) ∩ sup C(L2 ) = sup C(L1 ∩ L2 )
([45], theorem 6.1). If the supervisor synthesis problem for a plant P is given with
speciﬁcation language Lspec = Lspec 1 ∩ Lspec 2 , the previously outlined results suggest
that the supremal controllable sublanguage of Lspec 1 ∩ Lspec 2 ∩ MP can be found by
ﬁrst computing K1 = sup C(Lspec 1 ∩ MP ) and K2 = sup C(Lspec 2 ∩ MP ), by checking
that these languages are non-conﬂicting, and if so forming their intersection. If the
intersection is non-empty a supervisor can then be obtained as
S = (Σ, K1 ∩ K2 , K1 ∩ K2 )
Moreover, a modular design of supervisors can be done using the following result. Let
S1 and S2 be supervisors for P such that S1 kP and S2 kP are non-blocking. Then
the closed-loop system of supervisor S1 kS2 with plant P is non-blocking if and only
if MS1 kP and MS2 kP are non-conﬂicting ([45], prop. 4.2). Therefore, if K1 and K2
are non-conﬂicting, a global supervisor S for the speciﬁcation Lspec = Lspec 1 ∩ Lspec 2
can be found as the full synchronous composition of the two modular supervisors
S1 = (Σ, K1 , K1 ) and S2 = (Σ, K2 , K2 ).
It was shown in [45] that the total complexity of modular synthesis with n modules
is O(n × |P |2 (maxi |Lspec i |)2 ) as opposed to the complexity O(|P |2 (maxi |Lspec i |)2n )
for the non-modular synthesis. Note that the success of the non-modular synthesis
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does not imply the success of the modular synthesis. The complexity of the modular
synthesis procedure is thus conditional on its successful completion.
There exist few a priori conditions on the plant and speciﬁcation languages under
which two supervisor languages K1 and K2 are are non-conﬂicting. For example, it is
insuﬃcient to assume that the speciﬁcation languages Lspec 1 and Lspec 2 are non-conﬂicting. Some important classes of speciﬁcation and plant languages that guarantee
non-conﬂictingness of the languages of the supervisors are worthy of mention here.
• Preﬁx-closed languages – If MP , Lspec 1 and Lspec 2 are preﬁx-closed, the supervisor languages K1 and K2 are non-conﬂicting.
• Local, decentralized languages – This class of languages takes advantage of the
modularity of the plant. Let P1 and P2 be two plant components with respective
disjoint alphabets Σ1 and Σ2 . For local speciﬁcation languages Lspec 1 ⊆ Σ∗1
and Lspec 2 ⊆ Σ∗2 we also have that proj−1 [Σ1 ∪ Σ2 ](sup C(MP1 ∩ Lspec 1 )) and
proj−1 [Σ1 ∪Σ2 ](sup C(MP2 ∩ Lspec 2 )) are non-conﬂicting.
Another condition that guarantees non-conﬂictingness is the “nesting” property of
speciﬁcations that was presented in [45]. This property is not exploited further here.
Modular design can also be done for general languages that do not meet any of the
a priori conditions above. This involves ﬁnding “non inner-blocking modular supervisors” as proposed in [13]. These supervisors can be found by ﬁrst computing the
language K1 = sup C(MP ∩ Lspec 1 ) and then
K̃2 = sup{K : K ⊆ MP ∩ Lspec 2 is [LP , Σc ]-controllable ∧ non-conﬂicting with K1 },
the supremal [LP , Σc ]-controllable and non-conﬂicting (wrt. to K1 ) sublanguage of
MP ∩ Lspec 2 . The following inclusion holds.
K1 ∩ K̃2 ⊆ sup C(MP ∩ Lspec 1 ∩ Lspec 2 ).

(2.6)

If the language K̃2 is non-empty, we can construct modular supervisors for the languages K1 and K̃2 . Note that because inclusion (2.6) can be proper, the composition of these two modular supervisors does not necessarily yield the globally least
restrictive supervisor. Moreover, if the language K̃2 is empty, it does not imply that
sup C(MP ∩ Lspec 1 ∩ Lspec 2 ) = 6 and a non-modular solution to the supervisor synthesis problem may still exist.
Before concluding the review, we point out the beneﬁts of incremental modular design
if it cannot be guaranteed that K1 and K2 are non-conﬂicting. The supremal controllable sublanguage sup C(MP ∩ Lspec 1 ∩ Lspec 2 ) can be found by computing directly the
supremal [LP , Σc ]-controllable sublanguage of MP ∩ Lspec 1 ∩ Lspec 2 . Alternatively, we
can proceed as follows: ﬁrst compute K1 = sup C(MP ∩Lspec 1 ) and then in a second step
sup C(K1 ∩ Lspec 2 ). This yields again as result the language sup C(MP ∩ Lspec 1 ∩ Lspec 2 ).

2.4. An Input/Output Interpretation
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However, if the direct computation is of order O(|P |2 .|Lspec 1 |2 .|Lspec 2 |2 ), the alternative computation is of order O(|P |2 .|Lspec 1 |2 + |K1 |2 .|Lspec 2 |2 ) Therefore, for the cases
when | sup C(MP ∩ Lspec 1 )| << |P |.|Lspec 1 |, incremental synthesis becomes attractive.
Moreover, incremental synthesis can in general represent a saving in computation if
K1 = sup C(MP ∩ Lspec 1 ) is already known from a previous computation.
2.4
2.4.1

AN INPUT/OUTPUT INTERPRETATION
Plant Model

The model interpretation proposed by Ramadge and Wonham consists of a plant event
“generator” that “wildly” produces events; the only way to aﬀect the behavior of the
plant is by enabling or disabling controllable events. In their semantics, the plant
alone schedules the occurrence of both controllable and uncontrollable events. This
model interpretation is graphically rendered by the left hand side of ﬁgure 2.5.
event
enabling/
disabling

- GENERATOR

PLANT

Σc ∪-Σu

Σc

-

I/O
PLANT

Σu -

Figure 2.5: Generator plant and input/output plant
In our opinion the model of a plant generating all events is not accurate for most real
systems; an input/output perspective is required. In fact, events do not usually occur
spontaneously, but only as responses to commands. For instance, system actuators
are activated by commands, while responses report changes detected by sensors. Consider the example given in the introduction on page 9. The door subsystem does not
spontanuously produce events. Some events are external commands (c open door)
given as input to the door subsystem, others are responses to the given commands
(r door opened).
The formal plant model of section 2.3 consists of a process P = (Σ, LP , MP ) with
˙ u . The partition
the alphabet Σ partitioned into two disjoint subalphabets Σ = Σc ∪Σ
of Σ is now interpreted diﬀerently. The elements of Σc model the inputs of the plant
whereas the elements of Σu stand for the plant outputs. From now on we refer to the
inputs as commands and to the outputs as responses. The input/output model can be
interpreted as a transfer function from the input behavior proj[Σc ](LP ) to the output
behavior proj[Σu ](LP ). Graphically, this is illustrated the right hand side of ﬁgure 2.5.
2.4.2

Supervisor Model

In the original model, the supervisor acts as a passive device, tracking events produced
by the plant and restricting the behavior of the plant by dynamically disabling the
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controllable events (see ﬁgure 2.6, left hand side).
In the input/output model, the supervisor does not simply prevent controllable events
from occurring (by means of the synchronization P kS) but actually triggers or forces 2
commands to the input of the plant. The generation of events is therefore initiated not
only by the plant, but by both the plant and the supervisor. Commands are produced
by the supervisor, responses by the plant (see ﬁgure 2.6, right hand side).

- SUPERVISOR

- SUPERVISOR

event
enabling/ (a) Σu
disabling

Σc ∪ Σu
PLANT



(b) Σc
PLANT



Figure 2.6: Asymmetric (left) and symmetric (right) feedback loops

2.4.3

Closed-Loop System

When connecting the plant with a supervisor, it is important to have a precise model
of how the synchronization between both processes is performed. In accordance with
the two compositions introduced, we distinguish two sorts of synchronization between
processes.
Full synchronization – An event that is shared between two or more processes must
be agreed upon by all processes who carry the event in their alphabet.
Prioritized synchronization – Certain events can be initiated by a process without
consulting the other processes. These events will occur regardless of whether the
other processes can execute them or not.
The process resulting from the connection of two processes under full synchronization
is described by the full synchronous composition given by equation (2.1). The process
resulting from the connection of two processes under prioritized synchronization is
described by the prioritized synchronous composition given by equation (2.2).
Ramadge and Wonham assume in their model that the set of uncontrollable events
cannot be prevented from occurring. The uncontrollable events will occur regardless
of whether the supervisor can “accept” them. If we choose to have only closed-loop
2

This notion of forcing events is different from the one presented in [19].
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connections of plant and supervisor in which the supervisor always accepts the uncontrollable events coming from the plant, the supervisor must be chosen to be complete
for the plant and therefore must satisfy equation (2.3).
From an input/output perspective the closed-loop behavior of a plant with a supervisor
can intuitively be thought of as follows. Let the plant and the supervisor be understood
as ﬁnite-state constructs. Out of the commands and responses from its current state,
the supervisor schedules the commands to be transmitted to the plant. The plant
schedules the responses from its internal state. Both plant and supervisor processes
can be thought of as competing for the ﬁrst occurrence of one of the events they trigger.
Both plant and supervisor behave like active scheduling units, while in the original
model only the plant has that authority.
Both in the original Ramadge and Wonham model and from an input/output perspective, equation (2.3) can be understood as the condition under which the connection of
plant and supervisor yields the same closed-loop behavior under either full synchronization or prioritized synchronization for part (a) of the feedback-loop of ﬁgure 2.6,
i.e. the plant forces the unbuﬀered communication of events in Σu between the plant
and the supervisor processes without consulting the supervisor. Equation (2.3) in
reality gives no indication about the process initiating the events.
The input/output view of the connection of plant and supervisor leads to the analogous
assumption that also the plant cannot prevent the occurrence of commands produced
by the supervisor. This choice aﬀects part (b) of the feedback-loop in ﬁgure 2.6.
We shall now describe how the supervisor synthesis problem is modiﬁed for this additional assumption. The assumption implies that the plant must be complete for the
supervisor.
Definition 2.5 (Complete Plant) A plant P s complete for supervisor S if
P kS = P Σu kΣS

(2.7)

holds.

2

Equation (2.7) can be seen as a dual to equation (2.3). Then again, a plant P is
complete for supervisor S if and only if the following equation is satisﬁed
LP .Σc ∩ LS ⊆ LP

(2.8)

Let Rb (P ) be the set of all supervisors for which the plant P is complete. It is easy
to see the following proposition.
Proposition 2.3 Rb (P ) is closed under full synchronous composition. Furthermore,
if either S1 or S2 is in Rb (P ) but not necessarily both, S1 kS2 is in Rb (P ).
2
∆

It follows from proposition 2.2 and proposition 2.3 that R(P ) = Ra (P ) ∩ Rb (P ) is
closed under full synchronous composition.
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The class R(P ) denotes therefore the set of supervisors which have the property that
the plant and the supervisors from R(P ) are mutually complete. In other words, a
supervisor from R(P ) satisﬁes both conditions of completeness (2.3) and (2.7). The
mutual completeness of supervisor and plant can be expressed by the condition:
P kS = P Σu kΣc S

(2.9)

We see that Σu and Σc are the disjoint priority sets of the plant process P and of the
supervisor process S respectively. We deﬁned the composition of a supervisor and a
plant to be well-posed if the supervisor and the plant are mutually complete. This is
in analogy to the concept of well-posedness of the interconnection of linear systems in
control theory, where well-posedness means that there exists a state space description
of the interconnection, and that therefore the interconnection “makes sense”.
We now state in the following lemma a result which we need later.
Lemma 2.1 Let P = (Σ, LP , MP ) be a plant and S = (Σ, LS , MS ) a supervisor.
If LS ⊆ MP then equation (2.7) is satisfied and therefore the plant is complete for the
supervisor.
2
Proof: We note that LS ⊆ MP ⊆ LP implies
LP .Σc ∩ LS ⊆ LP .Σc ∩ LP ⊆ LP .
Therefore, equation (2.8) is satisﬁed and the plant is complete for the supervisor.

2.4.4

Controller Synthesis Problem

To distinguish the newly introduced input/output semantics from the generator disabling semantics, we call the input/output supervisor a “controller”. We are now
ready to present a slightly diﬀerent synthesis problem which incorporates the new
input/output semantics and the additional condition (2.7).
Controller Synthesis Problem
Given a plant P = (Σ, LP , MP ) and a specification language Lspec ⊆ Σ∗ for the
closed-loop behavior, find a controller C = (Σ, LC , MC ) such that
1. P kC is non-blocking,
2. 6 ⊂ MP kC ⊆ Lspec ,
3. the connection of C and P is well-posed.

The third condition requires that the supervisor and the plant be mutually complete
i.e. that both conditions (2.3) and (2.7) are satisﬁed. We now state the condition for
existence of a solution.
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Theorem 2.3 The controller synthesis problem has a solution if and only if
6

⊂ sup C(MP ∩ Lspec ).

2

Proof: (only if ) follows directly from theorem 2.1.
(if ) The condition presented in the statement of the theorem implies, as observed,
that there exists a solution of the supervisor synthesis problem. Then, the supervisor
Ssup of equation (2.5) is such a solution. But, because of lemma 2.1, equation (2.7) is
satisﬁed, and therefore this supervisor Ssup is also a solution of the controller synthesis
problem.
In ﬁgure 2.7 we can see graphically the set of languages MS of supervisors S =
(Σ, MS , MS ) solving the supervisor synthesis problem and the set of language MC
of controllers C = (Σ, MC , MC ) solving the controller synthesis problem for same
given plant and speciﬁcation languages. The set solving the controller synthesis problem is contained in the set solving the supervisor synthesis problem; the additional
mathematical constraint given by equation (2.7) reduces the solution set. However, as
shown with theorem 2.3, this additional constraint does not aﬀect the condition for
existence of a solution: the two solution sets will always be either both empty or both
non-empty.

LS
LC

L
Figure 2.7: L: set of all languages. LS , LC : set of languages of supervisors resp.
controllers solving the supervisor resp. the controller synthesis problem.
If a solution to the controller synthesis problem exists, any supervisor S that solves the
supervisor synthesis problem and that satisﬁes LS ⊆ MP is a solution of the controller
synthesis problem. Therefore, the particular supervisor Ssup of equation (2.5) is such
a solution. Moreover, it is the least restrictive solution. If S solves the supervisor
synthesis problem, but LS 6⊆ MP , the controller
C = SkP

(2.10)

is a solution to the controller synthesis problem. This is a very important observation,
as it allows the use of the so called “reduced” supervisors [42] solving the supervisor
synthesis problem. These supervisors, in the case of regular plant and speciﬁcation
languages, have the nice property of being represented by automata with relatively
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small state size, but in general do not satisfy LS ⊆ MP . Even more importantly,
this observation allows us to use all the modularity-based techniques discussed in
section 2.3.7 for the controller synthesis problem.
An interesting case arises when we have partial observability in an input/output semantics of plant and controller. As the commands are generated by the controller to
be sent to the plant, they are observable for the controller. Therefore the set of hidden
events must be a subset of the responses. The following proposition shows that for
[LP , Σc ]-controllable languages, normality is equivalent to observability.
Proposition 2.4 Let Σc ⊆ Σo (or equivalently Σh ⊆ Σu ) and MP ⊆ LP = LP ⊆
Σ∗ . Then a [MP , Σo ]-observable and [LP , Σc ]-controllable sublanguage of MP is also
[MP , Σo ]-normal.
2
Proof: We remark that for a language K ⊆ MP the inclusion
K ⊆ MP ∩ proj−1 [Σ](proj[Σo ](K))
always holds. Then, in order to show K = MP ∩ proj−1 [Σ](proj[Σo ](K)) it is suﬃcient
to show that, given s ∈ K, every string t ∈ MP ∩proj−1 [Σ](proj[Σo ](s)) satisﬁes t ∈ K.
Note ﬁrst that proj[Σo ](s) = proj[Σo ](t). We now show that t ∈ K. Suppose this is
false. Then there exists a longuest preﬁx t′ of t contained in K and the next event σ
in t is such that t′ .σ ∈
/ K. Because of [LP , Σc ]-controllability of K, σ 6∈ Σu . Consider
′
the longuest preﬁx s of s such that proj[Σo ](s′ ) = proj[Σo ](t′ ). Then, s′ .σ ∈ s ⊂ K,
and from the deﬁnition of [MP , Σo ]-observability,
s′ .σ, t′ ∈ K ∧ t′ .σ ∈ MP =⇒ t′ .σ ∈ K.
From this, we conclude t ∈ K. On the other hand, the deﬁnition of [MP , Σo ]observability implies
s ∈ K ∧ t ∈ K ∩ MP =⇒ t ∈ K
proving the proposition.
Thus, for the controller synthesis problem with partial observation, the additional
property of [MP , Σo ]-normality is necessary and suﬃcient for observability. We can
now state the following theorem.
Theorem 2.4 The controller synthesis problem with partial observation has a solution
if and only if
2
6 ⊂ sup CN (MP ∩ Lspec ).
Until here we have considered the speciﬁcation on the behavior of the controlled system
as given by a language Lspec ⊂ Σ∗ . In the sequel however we restrict our attention to
so called local specifications given on the responses Σu only. Then, condition 2. of the
controller synthesis problem becomes
2.

6

⊂ proj[Σu ](MP kC ) ⊆ L′spec ⊂ Σ∗u
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This may seem unnatural to people acquainted with the framework of Ramadge and
Wonham, however, in our opinion this is not a relevant restriction in an input/output
perspective. In fact, commands represent, as seen later, the request of some desired
changes, and therefore no constraint should be imposed on simple requests. In order to
model the limited availability of some resource, additional responses can be embedded
in the language of the plant at modeling time. Moreover, the restriction to this class
of speciﬁcations will be of importance in the next chapter dealing with communication
delays. The existence of a solution for the problem with local speciﬁcation is given by
the next corollary.
Corollary 2.1 The controller synthesis problem with local specification L′spec ⊂ Σ∗u
has a solution if and only if
6

⊂ proj[Σu ](sup C(MP ∩ proj−1 [Σ](L′spec ))).

2

Proof: Follows directly from the condition for existence of a solution to the original
problem with speciﬁcation language Lspec = proj−1 [Σ](L′spec ), and from the requirement that a marking must be reached in the projection of MP kC .
Then a solution of the controller synthesis problem with local speciﬁcation L′spec ⊂ Σ∗u
is given by the controller
C = (Σ, sup C(MP ∩ proj−1 [Σ](L′spec )), sup C(MP ∩ proj−1 [Σ](L′spec )))

(2.11)

In the remainder, we shall assume that the synthesis problem to be solved is the
controller synthesis problem with speciﬁcation language Lspec ⊆ Σ∗u .
2.4.5

Input/Output Processes

In accordance with the input/output perspective, we redeﬁne the process to include
also its priority set, denoted for a process P by ΣP . This set represents also the
outputs of the process, and the complementary set Σ − ΣP denotes the inputs. For the
sequel an input/output process will be described by a quadruple (Σ, ΣP , LP , MP )
where Σ is the alphabet of the process containing the inputs and the outputs of the
system, ΣP is the set of outputs, LP the language and MP the marked language of the
process. We extend the full synchronous and the parallel composition of two processes
to include the outputs by deﬁning the output set of the composed process as the union
of the output sets of the single processes.
In the sequel, for a controller C and a plant P , the set ΣC (until now Σc ) stands for
the commands produced as outputs by the controller, while the set ΣP (until now Σu )
stands for the responses produced as outputs by the plant.
The reader may want to skip the rather technical chapter 3 dealing with communication
delays and continue with chapter 4 where an example of the supervisor synthesis
problem is presented in section 4.2.
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Chapter 3
CONTROLLER-PLANT CONNECTION
WITH COMMUNICATION DELAYS

Until now we have assumed that a message sent by the plant instantaneously reaches
the controller and viceversa. In general, however, the connection between the plant
and the controller is aﬀected by delays. A message sent by a process needs some time
to reach the other process. Besides, the time needed for the commands to be executed
can be modeled as a delay in the transmission of the responses.

-

ΣP

C

P

ΣC



Figure 3.1: Closed-loop connection of processes P and C with communication
delays.
In our model we introduce communication delays by considering the two processes as
being connected by two communication channels, one from the output of the plant P
to the input of the controller C and one from the output of the controller C to the input
of the plant P as shown in ﬁgure 3.1. Like before, we suppose that both controller and
˙ C , with ΣP being the outputs of the plant
plant have the same alphabet Σ = ΣP ∪Σ
and ΣC the outputs of the controller. The initial condition of the channels is such
that they contain no messages. The messages put by the process into the respective
channel appear only with some delay at the exit. However, the relative order of the
transmitted messages is unaﬀected: they exit the channel in the same order as they
were put in. The channels can therefore be seen as FIFO buﬀers with a given buﬀering
length.
33
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In section 3.1 we focus our attention on processes whose marked languages are preﬁxclosed. Then, the extension of the concept of well-posedness to include communication
delays is presented. Conditions for non-blockingness of composition of processes with
general marked languages are presented in section 3.2. Finally, in section 3.3 our
attention is restricted to the case when every command must be acknowledged by the
plant before the controller can send a new command. This allows to easily characterize
the languages of the controllers that can be used to control a system aﬀected by
communication delays. Moreover, for a special class of plants presented of the end
of the present chapter, the design of a controller can be performed without having to
explicitly consider the presence of communication delays.

3.1

PROCESSES WITH PREFIX-CLOSED LANGUAGES

We assume at ﬁrst that the plant and the controller have preﬁx-closed marked languages, i.e. that they are of the form P = (Σ, ΣP , LP , LP ) respectively C =
(Σ, ΣC , LC , LC ) and that the channels have inﬁnite buﬀering length: an inﬁnite
number of messages can be put into a channel without any exit at the channel output.
Now we can ask the following question:
What is the behavior of the two processes P and C connected in a closed-loop aﬀected
by communication delays as in ﬁgure 3.1?
Before addressing this question we have to choose a suitable representation for this
behavior. One possibility would be to register all messages that go into and come
from the communication channels. A command σC put into the channel connecting
the controller to the plant will eventually be registered exiting at the other end of the
channel. A set of sequences of the form
σ1enter .σ2enter .σ1exit .σ3enter .σ2exit · · ·
would therefore uniquely determine the behavior of the closed-loop system. This
set of sequences can be seen as the language of a new process of the form X =
(Σexit ∪ Σenter , Σexit ∪ Σenter , LX , LX ). It is thus possible to formally introduce a
“delayed composition” of two processes C and P resulting in a new process X. We
abstain from that however, and we restrict our attention to a simpler description.
The description we choose uses the view of two observers locally registering inputs
and outputs of the plant and of the controller respectively. This choice is suggested
by the fact that the controller has to inﬂuence the behavior of the plant only with
the knowledge of the commands and responses that it has processed so far, and that
it has to infer from that knowledge the possible behavior of the plant. We note that,
in opposition to the case of delay-free communication, the behavior of the plant and
the behavior of the controller are not identical. Then, it is not suﬃcient to deﬁne one
closed-loop language as the language of the composed process but we have to deﬁne
two local closed-loop languages, LcP for the plant and LcC for the controller.

3.1. Processes with Prefix-Closed Languages
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A key concept that we will use to describe the behavior of the controller and of the
plant in a closed-loop subject to communication delays is the delay of a language.
Definition 3.1 (Delay of a Language) The delay of a language L ⊆ Σ∗ with
respect to the subalphabet Σ′ ⊆ Σ, denoted by delay[Σ′ ](L), is defined as the smallest
superlanguage of L such that for s, t ∈ Σ∗ and any σ ′ ∈ Σ′ and σ ∈ Σ − Σ′ the
conditions
L ⊆ delay[Σ′ ](L)
s.σ ′ .σt ∈ delay[Σ′ ](L) ⇒ s.σ.σ ′ .t ∈ delay[Σ′ ](L)
are satisfied.

2

Some properties and relations for the delay operator can be found in the appendix. For
an interpretation of the delay of a language, we consider an observer sending inputs in
Σ−Σ′ to a process and observing at the same time the responses in Σ′ coming from the
exit of a channel at the output of the process. This situation is depicted in ﬁgure 3.2.

Σ−Σ′

Σ′
-

PROCESS

-

-

Figure 3.2: Process with communication channel at the output.
We assume that if an input given to the process cannot be accepted, it is refused, and
no further input will be possible. Let us suppose that the process has preﬁx-closed
language L and consider an observer registering the sequence of inputs accepted by the
process and of responses coming from the exit of the output channel. This sequence
is not necessarily a string in L, because the observer registers the outputs with some
delay. In fact, the observer could register some inputs while responses already produced
by the process are still in the channel and have not yet reached the exit. The eﬀect is
to shift to the right the position of the elements of Σ′ in the strings contained in L,
while the relative order of elements of either Σ′ or Σ−Σ′ is maintained. The delay of a
language expresses exactly the possible distortion of the language L due to the delay
that the outputs in Σ′ can undergo.
Moreover, the operator delay[.] allows us to characterize the strings that the processes
P and C in a closed-loop subject to communication delays have processed at a given
time. Let us consider a particular instant: the plant P has processed the string sP ,
and the controller C has processed the string sC . Then, sP and sC must satisfy the
following relation:
sP ∈ LP ∩ delay[ΣC ](sC .Σ∗P )
(3.1)
sC ∈ LC ∩ delay[ΣP ](sP .Σ∗C ).
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The terms Σ∗P and Σ∗C take into account the messages that are present at that particular instant in the communication channels. The string sP must be contained in the
language LP and, at the same time, be a preﬁx of a string in delay[ΣC ](sC .Σ∗P ). This
set of preﬁxes contains all strings that an observer replacing the plant could register
with the knowledge of sC having been processed by the controller C.
3.1.1

Closed-Loop Languages

Let us consider an arbitrary collection of such pairs of strings, each denoted by (siP , siC )
for some index i. For this collection, we denote by LxP the set of all strings siP and
by LxC the set of all strings siC . Then the pair of languages (LxP , LxC ) is a reduced
description of the considered collection, because we lose information regarding the
pairs themselves. Consider now the union of two such collections of pairs (siP , siC ).
The reduced description of the union of the two collections can be trivially determined
using the reduced description of the two collections (LxP1 , LxC1 ) respectively (LxP2 , LxC2 )
with
(LxP1 , LxC1 ) ∪ (LxP1 , LxC1 ) = ((LxP1 ∪ LxP2 ), (LxC1 ∪ LxC2 )).
This fact allows us to deﬁne the local closed-loop languages of a delayed composition.

Definition 3.2 (Closed-loop Languages with Communication Delays) The
closed-loop languages LcP and LcC of a delayed composition of two processes P and
C are the set of all strings sP respectively sC that are elements of a pair satisfying
relation (3.1).
2
In order to further characterize the closed-loop languages of the delayed composition
of P and C, it is convenient to introduce the operator Λ : L × L → L × L deﬁned by
Λ((LxP , LxC )) = (ΛP (LxC ), ΛC (LxP ))
where
ΛP (LxC ) = LP ∩ delay[ΣC ](LxC .Σ∗P )
ΛC (LxP ) = LC ∩ delay[ΣP ](LxP .Σ∗C ).

(3.2)
(3.3)

Any ﬁxpoint of this operator corresponds to a set of pairs satisfying equation (3.1).
For any such ﬁxpoint (LxP , LxC ) and sP ∈ LxP , all strings sC such that (sP , sC ) is a
pair satisfying equation (3.1) are contained in LxC and viceversa.
We ﬁrst show that this operator is closed under union and that it is therefore welldeﬁned.
Proposition 3.1 The operator Λ((LxP , LxC )) is closed under arbitrary unions.

2
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Proof: Take (LP1 , LC1 ) and (LP2 , LC2 ). Then with equation (A.2)
Λ((LP1 , LC1 ) ∪ (LP2 , LC2 ))
= Λ(LP1 ∪ LP2 , LC1 ∪ LC2 )
= ( (LP ∩ delay[ΣC ]((LC1 ∪ LC2 )Σ∗P )), (LC ∩ delay[ΣP ]((LP1 ∪ LP2 )Σ∗C )) )
= (

[

(LP ∩ delay[ΣC ](LCi .Σ∗P )),

=

(LC ∩ delay[ΣP ](LPi .Σ∗C )) )

i=1,2

i=1,2

[

[

( (LP ∩ delay[ΣC ](LCi .Σ∗P )), (LC ∩ delay[ΣP ](LPi .Σ∗C )) )

i=1,2

= Λ((LP1 , LC1 )) ∪ Λ((LP2 , LC2 ))
The result of this proposition implies that there exists a largest ﬁxpoint of the operator Λ. The closed-loop languages can be therefore characterized as such largest ﬁxpoint of this operator, i.e. as the largest languages LxP and LxC satisfying (LxP , LxC ) =
Λ(LxP , LxC ).
With the proposition above, the closed-loop languages (LcP , LcC ) are given as the
result of an implicit recursive expression. We are however interested in determining,
if possible, an explicit expression for the pair (LcP , LcC ). Such an explicit expression
is given by the next theorem.
Theorem 3.1 The closed-loop languages resulting from the composition of two processes P and C subject to communication delays are given by the explicit expressions
LcP = LP ∩ delay[ΣC ](LC .Σ∗P )
LcC = LC ∩ delay[ΣP ](LP .Σ∗C ).

(3.4)
(3.5)
2

Proof: From equation (3.3) we have directly
LcC ⊆ LC ∩ delay[ΣP ](LP .Σ∗C )
Now, we have to prove the other inclusion
LcC ⊇ LC ∩ delay[ΣP ](LP .Σ∗C ).
For this it is suﬃcient to show that equation (3.4) and (3.5) are a ﬁxpoint of the operator Λ. This is proved if the substitution of equations (3.4) and (3.5) into equation (3.3)
yields the equality
LC ∩ delay[ΣP ](LP .Σ∗C ) = LC ∩ delay[ΣP ]((LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C ) .

|

{z

LxC

}

|

{z

ΛC (LxP ) = LC ∩ delay[ΣP ](LxP .Σ∗C )

}

The inclusion
LC ∩ delay[ΣP ](LP .Σ∗C ) ⊇ LC ∩ delay[ΣP ]((LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C )

(3.6)
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is trivial because L1 ⊇ L2 implies delay[Σ′ ](L1 ) ⊇ delay[Σ′ ](L2 ). Therefore, we must
prove only the other inclusion in order to prove equation (3.6). Let us consider equation (3.5) and an arbitrary string s ∈ LC ∩ delay[ΣP ](LP .Σ∗C ). Then there exists a
string t′ ∈ LP such that
s ∈ delay[ΣP ](t′ .Σ∗C ).
Furthermore, not only such statement is true, but for a preﬁx t of t′ the stricter
condition
s.Σ∗P ∩ delay[ΣP ](t.Σ∗C ) 6= 6
is satisﬁed. Then we proceed with the following steps
s.Σ∗P ∩ delay[ΣP ](t.Σ∗C )
delay[ΣC ](s.Σ∗P ) ∩ t.Σ∗C
delay[ΣC ](s.Σ∗P ) ∩ {t}
t

6= 6
6= 6
6= 6
∈ delay[ΣC ](s.Σ∗P ).

Insertion of the strings s and t instead of LC and LP into the right side of equation (3.6)
yields the inclusion
{s} ∩ delay[ΣP ](({t} ∩ delay[ΣC ](s.Σ∗P )).Σ∗C ) ⊆
LC ∩ delay[ΣP ]((LP ∩ delay[ΣC ](LC .Σ∗P ))Σ∗C )
Finally, using ﬁrst the expression t ∈ delay[ΣC ](s.Σ∗P ) just derived above, and then
the initial assumption s ∈ delay[ΣP ](t.Σ∗C ) we obtain
{s} ∩ delay[ΣP ](t.Σ∗C ) ⊆ LC ∩ delay[ΣP ]((LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C )
s ∈ LC ∩ delay[ΣP ]((LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C ).
As this is true for any s ∈ LC ∩ delay[ΣP ](LP .Σ∗C ), we conclude
LC ∩ delay[ΣP ](LP .Σ∗C ) ⊆ LC ∩ delay[ΣP ]((LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C ).
This proves equality (3.6), which in turn proves (3.5). A similar proof yields the same
result for (3.4).

3.1.2

Well-Posed Composition with Delays

In the example used to give an interpretation of the delay[.] operator, we assumed that
if a string given to the process could not be accepted, then the process fails and stops
“functioning”. In the closed-loop connection we want to make sure that this does not
occur. Any message coming from a channel exit to the input of a process should always
be accepted. This requirement can be viewed as the condition for well-posedness of
the composition of the processes P ′ and C ′ on ﬁgure 3.3.
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Figure 3.3: Equivalence of well-posedness of process connections with and without
communication delays
Now, we can generalize our concept of well-posedness presented on page 28 to include process connections with communication delays. A connection of processes P
and C with communication delays is well-posed if and only if the connection of the
corresponding processes P ′ and C ′ is well-posed (see ﬁgure 3.3).
With the following deﬁnition we characterize formally the well-posedness of a connection subject to communication delays by considering the closed-loop languages LcP and
LcC of the plant and of the controller.
Definition 3.3 (Well-Posed Composition with Delays) The composition of two
processes P and C subject to communication delays is well-posed if their closed-loop
languages LcP and LcC satisfy
LcP ⊇ LcP .ΣC ∩ delay[ΣC ](LcC .Σ∗P )
LcC ⊇ LcC .ΣP ∩ delay[ΣP ](LcP .Σ∗C ).

(3.7)
(3.8)
2

Intuitively, equation (3.7) requires that any command σC ∈ ΣC coming from the
controller to the plant must be accepted by the plant; the continuation of the current
string in the plant with σC must form a new string contained again in the closedloop language LcP . Equation (3.7) is also equivalent to the condition that for any pair
(sP , sC ) satisfying equations (3.1) the following inclusion holds:
LcP ⊇ sP .ΣC ∩ delay[ΣC ](sC .Σ∗P )
The same interpretation can be given for equation (3.8).
According to deﬁnition 3.3, well-posedness is equivalent to the fulﬁllment of a condition
on the closed-loop languages (LcP , LcC ). In practice however, we would like to be able
to determine well-posedness of the composition of the two processes without having
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to ﬁrst compute the closed-loop languages. The next theorem, in fact, states that it
is possible to state conditions directly on the open-loop languages LP and LC of the
two processes in order to guarantee that the connection be well-posed.
Theorem 3.2 A composition of processes P and C subject to communication delays
is well-posed if and only if
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
LC ⊇ LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ).

(3.9)
(3.10)
2

Proof:
(only if ) From (3.7) and from the equivalence
L1 ⊇ L1 .Σ′ ∩ L2

⇔

L1 ⊇ L1 .(Σ′ )∗ ∩ L2

where L1 and L2 are any preﬁx-closed language in Σ∗ and Σ′ any subset of Σ (see [10]
for the proof), we have
LcP ⊇ LcP .Σ∗C ∩ delay[ΣC ](LcC .Σ∗P ).
Inserting equations (3.4) and (3.5) into this inclusion and later using equation (A.4)
we proceed with
LcP ⊇
⊇
⊇
=

(LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C ∩ delay[ΣC ]((LC ∩ delay[ΣP ](LP .Σ∗C )).Σ∗P )
(LP ∩ delay[ΣC ](LC .Σ∗P )).Σ∗C ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ))
LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ).Σ∗C ∩ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ).

Then with LP ⊇ LcP we have proven one direction.
(if ) For this direction we have from (3.9), equation (A.5) and from the fact that LP
is a preﬁx-closed language
LP ⊇ LcP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
LP ⊇ LcP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
= LcP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ).
Then, intersecting both sides with delay[ΣC ](LcC .Σ∗P )
LP ∩ delay[ΣC ](LcC .Σ∗P ) ⊇ LcP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ) ∩ delay[ΣC ](LcC .Σ∗P )
= LcP .ΣC ∩ delay[ΣC ](LcC .Σ∗P ),
and with LcP = LP ∩delay[ΣC ](LcC .Σ∗P ) from equation (3.4), we conclude directly (3.7).
For equation (3.10) the same proof holds.
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We remark that the condition for well-posedness given by equations (3.9) and (3.10)
is very similar to the condition for well-posedness of a composition free from delays.
In fact, it was shown that conditions (2.3) and (2.7) could be rephrased (see page 18
and page 27) as
LP ⊇ LP .Σ∗C ∩ LC
LC ⊇ LC .Σ∗P ∩ LP .
As we have noted in presenting equations (3.1) at the beginning of this chapter, the
terms Σ∗C and Σ∗P in those two equations stand for the messages that are currently
in the communication channels. The condition for well-posedness on the other hand
makes sure that these messages can be accepted by the respective destination processes. Therefore, it is to be expected that the terms Σ∗C and Σ∗P in the description
of the closed-loop languages given by equations (3.4) and (3.5) are superﬂuous if the
composition is well-posed. In fact, we prove with the next proposition that for a
well-posed composition equations (3.4) and (3.5) without the terms Σ∗C and Σ∗P also
describe the closed-loop languages.
Proposition 3.2 The closed-loop languages resulting from the well-posed composition
of two processes P and C subject to communication delays are given by
LcP = LP ∩ delay[ΣC ](LC )
LcC = LC ∩ delay[ΣP ](LP )

(3.11)
(3.12)
2

Proof: We have to prove two inclusions. From (3.4) we have directly
LcP = LP ∩ delay[ΣC ](LC .Σ∗P )
⊇ LP ∩ delay[ΣC ](LC )
⊇ LP ∩ delay[ΣC ](LC )
For the other inclusion, we have from (3.10) and with equations (A.4) and (A.5)
LC ⊇ LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
LP ∩ delay[ΣC ](LC ) ⊇ LP ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ))
⊇ LP ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ))
⊇ LP ∩ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
= LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
LP ∩ delay[ΣC ](LC ) ⊇ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
= LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
⊇ LP ∩ delay[ΣC ](LC .Σ∗P ) = LcP
proving (3.11). The same proof holds for (3.12).
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In the sequel we will only consider controllers such that the connection with the given
plant is well-posed. Then, we are interested in knowing if the union of the languages
of two such controllers is the language of a controller that has a well-posed connection
with the given plant. This property for controllers would be very useful, as it allows
to deﬁne an optimal, i.e. a largest controller. Using an analogy from the ﬁeld of
modern control theory, well-posedness would be similar to a convex constraint on the
parameters of a linear controller for a linear system. Fortunately, this desired property
holds as shown with the next proposition.
Proposition 3.3 The class of languages LC of a controller C = (Σ, ΣC , LC , LC )
such that the delayed composition of C with a given plant P = (Σ, ΣP , LP , LP ) is
well-posed is closed under union.
2
Proof: Take two controllers with languages LC1 and LC2 such that the connection
with P is well-posed
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](LC1 .Σ∗P )
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](LC2 .Σ∗P )

LC1 ⊇ LC1 .Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
LC2 ⊇ LC2 .Σ∗P ∩ delay[ΣP ](LP .Σ∗C )

Then we can show
LP ⊇ (LP .Σ∗C ∩ delay[ΣC ](LC1 .Σ∗P )) ∪ (LP .Σ∗C ∩ delay[ΣC ](LC2 .Σ∗P ))
= LP .Σ∗C ∩ (delay[ΣC ](LC1 .Σ∗P ) ∪ delay[ΣC ](LC2 .Σ∗P ))
= LP .Σ∗C ∩ delay[ΣC ]((LC1 ∪ LC2 ).Σ∗P )
Finally
LC1 ∪ LC2 ⊇ (LC1 .Σ∗P ∩ delay[ΣP ](LP .Σ∗C )) ∪ (LC2 .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ))
= (LC1 .Σ∗P ∪ LC2 .Σ∗P ) ∩ delay[ΣP ](LP .Σ∗C )
= (LC1 ∪ LC2 ).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )

The proposition implies directly that the class W[LP , ΣC ](L) of languages LC ⊆ L of
controllers guaranteeing well-posedness of the connection with a plant having language
LP is also closed under union of languages. Therefore, there exists a supremal element
of W[LP , ΣC ](L), which we denote by supW [LP , ΣC ](L). Moreover, for a controller
with any language in W[LP , ΣC ](L) well-posedness is guaranteed by not passing some
command available in L to the plant. The language supW [LP , ΣC ](L) should be
therefore [L, ΣC ]-controllable as conﬁrmed by the next lemma.
Lemma 3.1 The sublanguage supW [LP , ΣC ](L) of L is [L, ΣC ]-controllable.
Proof: We must prove that
supW [LP , ΣC ](L).ΣP ∩ L ⊆ supW [LP , ΣC ](L).

2
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For this it is suﬃcient to show that for any s ∈ Σ∗ and σ ∈ Σ satisfying
s
∈ supW [LP , ΣC ](L)
s.σ ∈ L
s.σ 6∈ supW [LP , ΣC ](L)
we obtain σ ∈ ΣC . Suppose instead σ ∈ ΣP . Then, because the connection of the
controller C with language LC = supW [LP , ΣC ](L) with the plant P is well-posed, we
have from equations (3.9) and (3.10),
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](s.Σ∗P )
supW [LP , ΣC ](L) ⊇ s.Σ∗P ∩ delay[ΣP ](LP .Σ∗C ),
and from σ.Σ∗P ⊆ Σ∗P we obtain
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](s.σ.Σ∗P )
supW [LP , ΣC ](L) ⊇ s.σ.Σ∗P ∩ delay[ΣP ](LP .Σ∗C ).
We remark that this implies that supW [LP , ΣC ](L) ∪ {s.σ} has also a well-posed
connection with LP . But this contradicts the deﬁnition of supW [LP , ΣC ](L) as being
the supremal sublanguage of L with well-posed connection with LP .
With the previous theorem we could show that there exists a controller with a largest
language guaranteeing that the composition with a given plant is well-posed. We
address now the problem of enforcing a desired behavior on the plant with a controller.
In particular, we are interested in knowing if the class of languages of the controllers
enforcing LcP ⊆ Lspec ⊆ Σ∗ is closed under union. Then, there exists a largest controller
enforcing the constraint and having well-posed composition with the given plant. The
next proposition proves that this is the case.
Proposition 3.4 Given a plant P = (Σ, ΣP , LP , LP ) and a specification language
Lspec ⊆ Σ∗ . The class of languages LC of a controller C = (Σ, ΣC , LC , LC ) such that
the closed-loop language of equation (3.4) satisfies LcP ⊆ Lspec is closed under union. 2
Proof: We have from the statement of the lemma
Lspec ⊇ LP ∩ delay[ΣP ](LC1 )

Lspec ⊇ LP ∩ delay[ΣP ](LC2 )

Taking the union of the two expressions and using equality (A.2), we obtain
Lspec ⊇ LP ∩ delay[ΣP ](LC1 ) ∪ LP ∩ delay[ΣP ](LC2 )
= LP ∩ delay[ΣP ](LC1 ∪ LC2 )
yielding the desired result.
We are now ready to state the unmarked controller synthesis problem with delays.
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Unmarked Controller Synthesis Problem with Delays
Given a plant P = (Σ, ΣP , LP , LP ) and a prefix-closed specification language L′spec =
L′spec ⊆ Σ∗P for the plant behavior in the closed-loop subject to communication delays,
find a controller C = (Σ, ΣC , LC , LC ) such that
1. LC ⊆ LP
2. 6 ⊂ proj[ΣP ](LcP ) ⊆ L′spec ,
3. the connection of C and P is well-posed.
Note that here we do not have any condition for non-blockingness as the languages of
both plant and controller are preﬁx-closed. Also note that we have the new constraint
LC ⊆ LP . This assumption is justiﬁed by the wish to have a best possible image of
the behavior of the plant with the controller.
From the two previous propositions we can state the conditions for existence of a
solution to this problem.
Theorem 3.3 The unmarked controller synthesis problem with delays has a solution
if and only if for the language
LC = sup{K : K ∈ W[LP , ΣC ](LP ) ∧ LcP ⊆ proj−1 [Σ](L′spec )},
where LcP = LP ∩ delay[ΣC ](K), we have 6
controller with language LC is a solution.

⊂ proj[ΣP ](LC ). If a solution exists, the
2

Proof: Direct from propositions 3.3 and 3.4 and from the remark that the intersection
of two classes of languages which are closed under union of languages is also closed
under union of languages.
As already explained in the previous chapter, we are actually interested in local speciﬁcations, i.e. in speciﬁcations on the subalphabet ΣP only. While it is diﬃcult to give
direct conditions on the language of a controller that enforces a global speciﬁcation,
this is very easy if the speciﬁcation is local, as stated in the next proposition.
Proposition 3.5 Consider a language Lspec ⊆ Σ∗P , a plant P = (Σ, ΣP , LP , LP ) and
a controller C = (Σ, ΣC , LC , LC ) such that the connection of P and C is well-posed.
2
If proj[ΣP ](LC ) ⊆ Lspec then proj[ΣP ](LcP ) ⊆ Lspec .
Proof: We start with equation (3.11),
LcP =
⊆
c
proj[ΣP ](LP ) ⊆
=
=

LP ∩ delay[ΣC ](LC )
delay[ΣC ](LC )
proj[ΣP ](delay[ΣC ](LC ))
proj[ΣP ](delay[ΣC ](LC ))
proj[ΣP ](LC ) ⊆ Lspec
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ﬁnally proving the desired inclusion.
Let us suppose that we have already a controller C = (Σ, ΣC , LC , LC ) and that its
connection with the plant P is well-posed, but that a given local speciﬁcation Lspec on
the closed-loop language of the plant LcP is not satisﬁed. From the previous proposition
we know that a controller C ′ , further restricting the possible commands in ΣC sent to
P until proj[ΣP ](L′C ) ⊆ Lspec holds, guarantees the enforcement of the speciﬁcation
Lspec on the plant. The language L′C is by choice, as we restrict only the commands,
[LC , ΣC ]-controllable. Then we hope that this new controller C ′ has also a well-posed
composition with P . This holds as shown in the next proposition.
Proposition 3.6 Consider P = (Σ, ΣP , LP , LP ) and C = (Σ, ΣC , LC , LC ) such
that their composition is well-posed. The composition of P with a controller C ′ =
(Σ, ΣC , L′C , L′C ) with L′C ⊆ LC ⊆ LP is well-posed if and only if the language L′C is
[LC , ΣC ]-controllable.
2
Proof: (if ) In order to prove that a controller with language L′C which is [LC , ΣC ]controllable and the plant P have a well-posed connection, we need to show that
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](L′C .Σ∗P )
L′C ⊇ L′C .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ).
From the deﬁnition of well-posed connection of C and P we have directly with equation (3.9)
L′C ⊆ LC
LP .Σ∗C ∩ delay[ΣC ](L′C .Σ∗P ) ⊆ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
⊆ LP
proving the ﬁrst inequality. For the other inequality we proceed as follows.
LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ) ⊆ LC
L′C .Σ∗P ∩ LC .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ) ⊆ L′C .Σ∗P ∩ LC
L′C .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ) ⊆ L′C
Here, in the last we used step the inclusion L′C .Σ∗P ∩ LC ⊆ L′C which comes from the
[LC , ΣC ]-controllability of L′C .
(only if ) We prove this direction by contradiction. Let us suppose that L′C is not
[LC , ΣC ]-controllable, but that C ′ and P have a well-posed connection. Then, there
exists a string sC ∈ L′C ⊆ LC and σP ∈ ΣP , with sC .σP ∈ LC but sC .σP 6∈ L′C . Then,
from sC .σP ∈ LP ,
sC .σP ∈ L′C .Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
showing that equation (3.10) does not hold for L′C , and that therefore the composition
of C ′ and not P is not well-posed.
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In particular, we remark that the class of all [supW [LP , ΣC ](LP ), ΣC ]-controllable sublanguages of supW [LP , ΣC ](LP ) is the class of all sublanguages of LP that correspond
to controllers having well-posed connection with a plant with language LP .
This proposition allows us to restate the condition for existence of a solution of the
unmarked controller synthesis problem with delays.
Theorem 3.4 The unmarked controller synthesis problem with delays a solution if
and only if for the language
LC = sup C(supW [LP , ΣC ](LP ) ∩ proj−1 [Σ](L′spec )).
we have 6
solution.

⊂ proj[ΣP ](LC ). If a solution exists, the controller with language LC is a
2

Proof: From its deﬁnition we know that supW [LP , ΣC ](LP ) is the largest sublanguage
of LP for a controller with well-posed connection with the given plant. Proposition 3.6
guarantees well-posedness of the connection, while proposition 3.5 makes sure that the
speciﬁcation is enforced.
We note, however, that the computation of supW [LP , ΣC ](LP ) is not easy, as the
conditions for well-posedness are expressed in terms of non-regular languages also for
a plant with regular language. We are therefore interested in special cases of plants,
for which the computation of a controller can be performed using known algorithms.
For this we introduce the concept of self-well-posed languages.
3.1.3

Plants with Self-Well-Posed Languages

An important class of plants is that of plants of the form P = (Σ, ΣP , LP , LP ) for
which the composition with a controller with the same language LP is well-posed. We
can see this in ﬁgure 3.4 (note the slight abuse of notation: both the controller and
the plant are denoted by the symbol by P , although the output sets are diﬀerent).
The languages of plants in this class are called self-well-posed.
Definition 3.4 (Self-Well-Posed Language) A prefix-closed language L is self˙ C if the following inclusions hold:
well-posed with respect to the partition Σ = ΣP ∪Σ
L ⊇ L.Σ∗C ∩ delay[ΣC ](L.Σ∗P )
L ⊇ L.Σ∗P ∩ delay[ΣP ](L.Σ∗C )

(3.13)
(3.14)
2

Suppose the plant P = (Σ, ΣP , LP , LP ) has a self-well-posed language LP . Then we
have the following corollary to theorem 3.4.
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Figure 3.4: The language of a plant yielding a well-posed composition with a
controller having the plant’s language is self-well-posed.
Corollary 3.1 The unmarked controller synthesis problem with delays for a plant with
self-well-posed language LP has a solution if and only if for the language
LC = sup C(LP ∩ proj−1 [Σ](L′spec )).
we have 6
solution.

⊂ proj[ΣP ](LC ). If a solution exists, the controller with language LC is a
2

Proof: The corollary is an immediate consequence of propositions 3.5 and 3.6.
The condition for the existence of a solution to the unmarked controller synthesis
problem with delays is therefore exactly the same as the condition for the existence of
a solution of the controller synthesis problem (where all languages are preﬁx-closed)
stated in theorem 2.3 on page 29.
We note that the class of self-well-posed languages is not closed under union. In order
to see this, consider σ ∈ Σ − ΣP , σ ′ ∈ ΣP , L1 = {σ} L2 = {σ ′ }. Both L1 and L2
are self-well-posed, but L1 ∪ L2 is not, as the conditions stated in the deﬁnition of a
self-well-posed language require {σ.σ ′ } ∈ L1 ∪ L2 .
Closedness under union, however, is true for the particular class of languages contained
in a language L that are also either [L, ΣP ]- or [L, ΣC ]-controllable. Before stating more
formally this in the next proposition, we need the following lemma.
Lemma 3.2 Consider P = (Σ, ΣP , LP , LP ) and C = (Σ, ΣC , LC , LC ) with
well-posed composition. The closed-loop behavior remains unchanged if we replace the
original plant P with a plant P ′ = (Σ, ΣP , L′P , L′P ) where L′P ⊇ LP and LP is
2
[L′P , ΣC ]-controllable.
Proof: Deﬁne
Lcc
= L′P ∩ delay[ΣC ](LC .Σ∗P )
P
′
∗
Lcc
C = LC ∩ delay[ΣP ](LP .ΣC ).
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to represent the closed-loop languages of the connection of C and P ′ . It is suﬃcient
c
to show that Lcc
P = LP as this implies directly with equation (3.3)
∗
cc
Lcc
C = LC ∩ delay[ΣP ](LP .ΣC )
= LC ∩ delay[ΣP ](LcP .Σ∗C ) = LcC .
c
To show that Lcc
P = LP suppose that this is false, and therefore that there exists a
c
′
′
cc
c
t ∈ Lcc
P not in LP . Then there exists a smallest preﬁx t of t with t ∈ LP not in LP .
′
′
cc
c
From the deﬁnitions of LP and LP we see that the string t is of the form t = s.σ with
σ ∈ Σ and
s ∈ LP s.σ ∈ L′P s.σ 6∈ LP .

Because LP is [L′P , ΣC ]-controllable, i.e. LP .Σ∗C ∩ L′P ⊆ LP , it follows that σ ∈ ΣC .
∗
Also, from the assumption s.σ ∈ Lcc
P we obtain s.σ ∈ delay[ΣC ](LC .ΣP ). Then with
s ∈ LP
s.σ ∈ LP .ΣC ∩ delay[ΣC ](LC .Σ∗P ).
But s.σ 6∈ LP contradicts the fact that the composition of LP and LC is well-posed,
which requires
LP ⊇ LP .ΣC ∩ delay[ΣC ](LC .Σ∗P ).
Now we are ready to state our proposition.
Proposition 3.7 The class SC[LP , ΣC ](L) of self-well-posed and [LP , ΣC ]-controllable sublanguages of L is closed under language union. There exists a supremal element
of this class, denoted by supSC [LP , ΣC ](L)
2
Proof: Without loss of generality we can restrict our attention to two [LP , ΣC ]controllable and self-well-posed sublanguages of L, denoted by L1 , respectively L2 .
Because of closedness under union of the class of controllable sublanguages, L1 ∪ L2
will be a [LP , ΣC ]-controllable sublanguage of L. We must therefore prove that
L1 ∪ L2 ⊇ (L1 ∪ L2 ).Σ∗C ∩ delay[ΣC ]((L1 ∪ L2 ).Σ∗P )
L1 ∪ L2 ⊇ (L1 ∪ L2 ).Σ∗P ∩ delay[ΣP ]((L1 ∪ L2 ).Σ∗C )
From lemma 3.2 we know that the composition of a controller with language L1 (or
L2 ) with a plant with language L1 (or L2 ) has the same closed-loop behavior of the
composition of the controller with a plant of language LP . Then, as the composition
of Li with LP is well-posed, we have for i = 1, 2,
Li ⊇ Li .Σ∗P ∩ delay[ΣP ](LP .Σ∗C ),
from which it follows
L1 ∪ L2 ⊇ (L1 ∪ L2 ).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
⊇ (L1 ∪ L2 ).Σ∗P ∩ delay[ΣP ]((L1 ∪ L2 ).Σ∗C ),
proving the ﬁrst inequality.
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Also, as shown in the proof of theorem 3.2, for the closed-loop language of the plant
with a controller having language Li , we obtain
(LcP )i ⊇ LP .Σ∗C ∩ delay[ΣC ](Li .Σ∗P ),
and with Li ⊇ (LcP )i
L1 ∪ L2 ⊇ LP .Σ∗C ∩ (delay[ΣC ](L1 .Σ∗P ) ∪ delay[ΣC ](L2 .Σ∗P ))
= LP .Σ∗C ∩ delay[ΣC ]((L1 ∪ L2 ).Σ∗P ),
⊇ (L1 ∪ L2 ).Σ∗C ∩ delay[ΣC ]((L1 ∪ L2 ).Σ∗P ),
proving also the second inequality. The existence of supSC [LP , ΣC ](LP ) follows directly from the closedness under union of the class.
Suppose that the plant has not a self-well-posed language. While theorems 3.3 and 3.4
provided a necessary and suﬃcient condition for the existence of a solution of the
unmarked controller synthesis problem with delays, the above proposition suggests an
alternative sufficient characterization of the solution. Compute supSC [LP , ΣC ](LP )
and use this languages as the language of a new ﬁctitious plant. The [LP , ΣC ]controllability of this language guarantees with proposition 3.6 that the behavior of
the closed-loop is identical for both the connection of the controller with the new
ﬁctitious or the original plant.
Another method is the direct computation of the controller for the original plant using
the new deﬁned class of self-well-posed and controllable languages. We state the two
solution methods in the next theorem.
Theorem 3.5 The unmarked controller synthesis problem with delays has a solution
if for the language
LC = sup C(supSC [LP , ΣC ](LP ) ∩ proj−1 [Σ](L′spec ))
= supSC [LP , ΣC ](LP ∩ proj−1 [Σ](L′spec ))
we have 6 ⊂ proj[ΣP ](LC ). If a solution is proven to exist, the controller with
language LC is a solution.
2
Proof: The proof is direct from proposition 3.6 and from the deﬁnition of the class
of self-well-posed and controllable languages.
Note that the theorem (as opposed to theorem 3.4 on page 46) only gives a suﬃcient
condition for existence of a solution. In fact, supW [L, ΣC ](L) used in the expression
in theorem 3.4 is in general not self-well-posed. To see this, take σ ∈ ΣC , σ ′ ∈ ΣP ,
and
L = {σ ′ .σ.σ ′ .σ, σ.σ ′ .σ ′ .σ, σ.σ ′ .σ.σ ′ , σ ′ .σ.σ}.
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Then, we obtain
∆

K = supW [L, ΣC ](L) = {σ ′ .σ.σ ′ .σ, σ.σ ′ .σ ′ .σ, σ.σ ′ .σ.σ ′ , σ ′ .σ}.
But equation (3.13) is not satisﬁed as σ ′ .σ.σ ∈ K.ΣC ∩ delay[ΣC ](K) and σ ′ .σ.σ 6∈ K,
showing that K is not self-well-posed.
However, we are still interested in the class SC[L, ΣC ](L) as we hope that its characterization be easier than that of the class W[L, ΣC ](L) (which was expressed in terms
on non-regular languages).
Consider again a self-well-posed language L. By the deﬁnition of a self-well-posed
language, the composition of a controller C = (Σ, ΣC , L, L) and a plant P =
(Σ, ΣP , L, L) is well-posed. This means in particular that if a command σC is sent
to the plant and before this command reaches the plant, the plant sends a response
σP , both the plant and the controller must be able to accept the message already on
the way. This thought leads to the next proposition.
Proposition 3.8 Consider a self-well-posed language L. Then, given s ∈ L, tP ∈ Σ∗P
and tC ∈ Σ∗C :
s.tP ∈ L, s.tC ∈ L ⇒ s.delay[ΣC ]({tC .tP }) = s.delay[ΣP ]({tP .tC }) ⊆ L

(3.15)
2

Proof: We prove this proposition by induction. First we show that for s ∈ L, σP ∈ ΣP
and σC ∈ ΣC , the self-well-posedness of L implies
s.σC , s.σP ∈ L ⇒ s.σP .σC , s.σC .σP ∈ L
This is readily proven by noting that s.σP .σC ∈ L.Σ∗C and s.σC .σP ∈ L.Σ∗P . Then,
from self-well-posedness of L we obtain
s.σP .σC ∈ {s.σP .σC } ∩ delay[ΣC ]({s.σC .σP }) ⊆ L.Σ∗C ∩ delay[ΣC ](L.Σ∗P ) ⊆ L
s.σC .σP ∈ {s.σC .σP } ∩ delay[ΣP ]({s.σP .σC }) ⊆ L.Σ∗P ∩ delay[ΣP ](L.Σ∗C ) ⊆ L
Now, we prove the necessary induction step. Deﬁne t′P and t′C with
tP = σP .t′P

tC = σC .t′C

Then, following steps similar to the ones carried above, now with s.σP and s.tC , we
prove that s.σP .tC ∈ L. Similarly we prove s.σC .tP ∈ L. We have now reduced our
problem to two smaller problems. The ﬁrst problem arises when the next character
after s is σP ; then, with s′ = s.σP , we are left to prove:
s′ .t′P , s′ .tC ∈ L ⇒ s′ .delay[ΣC ]({tC .t′P }) = s′ .delay[ΣP ]({t′P .tC }) ⊆ L.
The second problem, when the next character after s is σC and with the notation
s′′ = s.σC , requires proving:
s′′ .tP , s′′ .t′C ∈ L ⇒ s′′ .delay[ΣC ]({t′C .tP }) = s′′ .delay[ΣP ]({tP .t′C }) ⊆ L.
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This induction step shows that it is possible to recursively continue to split a problem
into two smaller problems until we reach the case when we are left with many strings
of length len(s.tP .tC ).
Note that against one’s possible intuition, the converse of proposition 3.8 is not true,
i.e. equation (3.15) does not imply self-well-posedness of L in general. In order to
show this, take σP , σP′ ∈ ΣP and σC , σC′ ∈ ΣC . Then we can see that the language
L = {σP .σC .σP′ , σC .σP .σC′ } satisﬁes equation (3.15), but is not self-well-posed, as
equation (3.13) implies
σP .σC .σC′ ∈ σP .σC .Σ∗C ∩ delay[ΣC ]({σC .σP .σC′ })
but σP .σC .σC′ ∈
/ L.
3.1.4

Memoryless Languages

We have now characterized the solution of the unmarked controller synthesis problem
with delays with the help of self-well-posed languages. The general computation of
self-well-posed (and controllable) sublanguages of a given language is almost as diﬃcult
as the computation of the optimal solution given by theorem 3.4.
However, if the language of the plant satisﬁes a property called memorylessness, the
computation of the optimal solution can be eﬃciently performed using the concept
of self-well-posed languages because for this class of languages condition (3.15) is
necessary and suﬃcient for self-well-posedness. We deﬁne now the class of memoryless
languages.
Definition 3.5 (Memoryless Language) A prefix-closed language L is memory˙ C if for every s, s′ ∈ L such that
less with respect to the partition Σ = ΣP ∪Σ
′
s ∈ delay[ΣP ]({s }) and an arbitrary string t ∈ Σ∗
s.t ∈ L ⇔ s′ .t ∈ L

(3.16)
2

N.B.: The deﬁnition is symmetric, i.e. the deﬁnition is equivalent to the one using
s ∈ delay[ΣC ]({s′ }) instead of s ∈ delay[ΣP ]({s′ }).
We can show that for a memoryless language, equation (3.15) is also suﬃcient for
self-well-posedness. We state this in the next proposition.
Proposition 3.9 A prefix-closed memoryless language L is self-well-posed if and only
if for s ∈ L, tP ∈ Σ∗P and tC ∈ Σ∗C equation (3.15) holds, i.e.
s.tP ∈ L, s.tC ∈ L ⇒ s.delay[ΣC ]({tC .tP }) = s.delay[ΣP ]({tP .tC }) ⊆ L
Proof: The (only if) direction was proven in proposition 3.8.

2
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Suppose that the language L is memoryless, and that equation (3.15) holds. In order
to prove self-well-posedness of L, it is suﬃcient to show, because of symmetry, that
s.Σ∗C ∩ delay[ΣC ](t.Σ∗P ) ⊆ L
for any s, t ∈ L. We ﬁrst remark that
len(proj[ΣP ](s)) = nsP ≥ ntP = len(proj[ΣP ](t))
len(proj[ΣC ](s)) = nsC ≤ ntC = len(proj[ΣC ](t)),
where nxP (nxC ) denotes the number of elements of ΣP (ΣC ) contained in the string x.
Because of memorylessness and of equation (3.15) we have
delay[ΣC ]({t}) ∩ delay[ΣP ]({s}) ⊆ L.
Take one of the longest strings from the left side of this inclusion. This string, that
we denote by x, has length ntP + nsC . Then, because of construction of x, there exists
xP ∈ Σ∗P , len(xP ) = (nsP − ntP ) such that
s ∈ delay[ΣC ]({x.xP })
and x.xP ∈ L. Also there exists xC ∈ Σ∗C , len(xC ) = (ntC − nsC ) such that
t ∈ delay[ΣP ]({x.xC })
and x.xC ∈ L. From equation (3.15) and x.xP , x.xC ∈ L we have x.xP .xC ∈ L. Then,
from memorylessness of L and with x.xP .xC ∈ L, we obtain s.xC ∈ L. Finally, this
implies s.Σ∗C ∩ delay[ΣC ](t.Σ∗P ) = {s.xC } ⊆ L, which proves self-well-posedness of the
language L.
From proposition 3.7 we know that we can ﬁnd supSC (LP , ΣC )(LP ), the supremal
self-well-posed and [LP , ΣC ]-controllable sublanguage of a memoryless language LP ,
just by ﬁnding the largest sublanguage L′P of LP satisfying L′P .ΣP ∩ LP ⊆ L′P and
equation (3.15). Therefore, the computation of supSC (LP , ΣC )(LP ) can be performed
with an algorithm of polynomial complexity for a memoryless language LP .
A very important property of a memoryless language LP is the fact that the language
supW (LP , ΣC )(LP ) is also self-well-posed, i.e. the language supW (LP , ΣC )(LP ) is
also the supremal self-well-posed and [LP , ΣC ]-controllable sublanguage of LP . We
state this in the next theorem.
Theorem 3.6 Given a memoryless language LP ,
supW (LP , ΣC )(LP ) = supSC (LP , ΣC )(LP ).

2

Proof: Let us use LC as a short hand notation for supW (LP , ΣC )(LP ). It is suﬃcient
to prove that
LcP ⊆ LC ,
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in which case the closed-loop behavior is unchanged using LC instead of LP in the
plant. The composition of a plant and a controller both with language LC would then
be well-posed, implying that the language LC is self-well-posed.
For this we must show that there does not exist any string s ∈ LcP with s ∈
6 LC .
Suppose there exists such a string. It is actually suﬃcient to consider a string s such
that
s′ ∈ LcP , s′ ∈ LC , s = s′ .σ ∈ LcP and s = s′ .σ 6∈ LC
where the symbol σ is in ΣC because of [LP , ΣC ]-controllability of LC . Then, from
equation (3.4) there exists a string t′ ∈ LC with
s ∈ delay[ΣC ](t′ .Σ∗P )
and len(proj[ΣC ](t′ )) = len(proj[ΣC ](s)), i.e. with the same elements of ΣC in s.
Moreover, because of well-posedness of the composition, there exists also a string
t ∈ t′ .Σ∗P and t ∈ LC with
s ∈ delay[ΣC ]({t}).
We now make two observations. The ﬁrst one arises from the deﬁnition of LC and
equation (3.9)
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](t.(LC /t).Σ∗P )
= LP .Σ∗C ∩ delay[ΣC ](delay[ΣC ]({t}).(LC /t).Σ∗P )
⊇ LP .Σ∗C ∩ delay[ΣC ](s.(LC /t).Σ∗P )
Our second observation uses the deﬁnition of LC and equation (3.10).
t.(LC /t) ⊇ t.(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
delay[ΣC ](t.(LC /t)) ⊇ delay[ΣC ](t.(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C ))
⊇ delay[ΣC ](t.(LC /t).Σ∗P ) ∩ delay[ΣP ](LP .Σ∗C )
⊇ delay[ΣC ](t).(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
⊇ s.(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
s.(LC /t).Σ∗P ∩ delay[ΣC ](t.(LC /t)) ⊇ s.(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
s.((LC /t).Σ∗P ∩ delay[ΣC ](LC /t)) ⊇ s.(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
s.(LC /t) ⊇ s.(LC /t).Σ∗P ∩ delay[ΣP ](LP .Σ∗C )
where we used in the last step the property L = L.(Σ′ )∗ ∩ delay[Σ − Σ′ ](L). From
the two observations just made we conclude that also a controller with language LC ∪
s.(LC /t) has a well-posed connection with a plant having language LP .
Moreover, because of memorylessness of LP , the inclusion t.(LC /t) ⊆ t.(LP /t) ⊆ LP
implies s.(LC /t) ⊆ s.(LP /t) = s.(LP /s). Then, as LC is [LP , ΣC ]-controllable, we
have that LC /t is [LP /t, ΣC ]- or equivalently [LP /s, ΣC ]-controllable, meaning that
LC ∪ s.(LC /t) is a [LP , ΣC ]-controllable sublanguage of LP .
But this is a contradiction of the assumption stating that LC is supW (LP , ΣC )(LP ),
i.e. the largest [LP , ΣC ]-controllable sublanguage of LP which, used in a controller,

54

Chapter 3. Controller-Plant Connection with Delays

yields a well-posed connection with the given plant. Proving that no s ∈ LcP with
s 6∈ LC can exist, we have proven that the language supW (LP , ΣC )(LP ) is self-wellposed. With the ﬁnal observation that
supW (LP , ΣC )(LP ) ⊇ supSC (LP , ΣC )(LP )
we have proved the desired equality.
With help of this theorem, we can state the condition for existence of a solution of the
unmarked controller synthesis problem for the case when the plant has a memoryless
language.
Theorem 3.7 The unmarked controller synthesis problem with delays for a plant P
with memoryless language LP has a solution if and only if for the language
LC = sup C(supSC [LP , ΣC ](LP ) ∩ proj−1 [Σ](L′spec ))
= supSC [LP , ΣC ](LP ∩ proj−1 [Σ](L′spec ))
we have 6
solution.

⊂ proj[ΣP ](LC ). If a solution exists, the controller with language LC is a
2

Proof: The proof follows directly from theorems 3.4 and 3.6.
Therefore, given a plant with memoryless language we can obtain the least restrictive
solution in polynomial time. In fact, the algorithm for the computation of the controller then must make sure that both controllability and equation (3.15) are satisﬁed,
and this leads to an algorithm of polynomial complexity.
We now consider processes in which the marked languages are not preﬁx-closed.
3.2

PROCESSES WITH MARKED LANGUAGES

We have introduced in chapter 2 the concept of non-blockingness of a process. The
same deﬁnition could be used to characterize also the non-blockingness of the process
resulting from the composition without delays of two processes.
We now have to generalize this deﬁnition to include non-blockingness of a process in
a composition with delays, where the process considered corresponds to the local view
that an observer has when looking at the plant or at the controller only.
A process is non-blocking in a well-posed composition of two processes if any string
in the closed-loop language of this process can always be completed to a string in its
marked language. We ﬁrst note that the future evolution of a closed-loop language
does not only depend on the string processed so far by the process considered but also
by the string in the other process.
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Consider the example of two processes with languages LP = {σP .σC .σC′ , σP .σC .σC′′ }
and LC = {σP .σC .σC′ , σC .σP .σC′′ } where σP ∈ ΣP and σC , σC′ , σC′′ ∈ ΣC . Then, after
the string sP = σP .σC and for the pair (σP .σC , σP .σC ) we will have σC′ as continuation
of sP in LcP . However, if the the current pair is (σP .σC , σC .σP ), the continuation of
sP in LcP will be σC′′ .
For a process connection with communication delays, the post-language of a closedloop language must be expressed with the help of the current strings in both processes.
We denote this by
LcP /(sP , sC )
and
LcC /(sP , sC )
for the closed-loop languages of P and C respectively. We are now ready to formally
express non-blockingness in the next deﬁnition.
Definition 3.6 (Non-blocking Process in Composition with Delay) The composition of two processes P = (Σ, ΣP , LP , MP ) and C = (Σ, ΣC , LC , MC ) subject
to communication delays is non-blocking for process C if every string in LcC can be
completed to a string in MP , i.e. if for all pairs (sP , sC ) satisfying equations (3.1)
sC .(LcC /(sP , sC )) ∩ MC 6= 6

2

In particular, we can state the following proposition.
Proposition 3.10 A necessary condition for non-blockingness for process C in a delayed composition is that
LcC ∩ MC = LcC .

(3.17)
2

Proof: We ﬁrst remark that LcC ∩ MC ⊆ LcC always holds. The necessity of condition (3.17) is easy to show, noting that LcC ∩ MC ⊂ LcC implies that there exists a
string s ∈ LcC without any possible completion to a string in MC .
Symmetrically, a necessary condition for non-blockingness for process P is that
LcP ∩ MP = LcP

(3.18)

holds. To show that equation (3.17) it is not suﬃcient, take σC , σC′ ∈ ΣC , σP , σP′ ∈ ΣP
and MC = MP = {σC .σP .σC′ , σP .σC .σP′ }. It is easy to show that both conditions (3.17)
and (3.18) are satisﬁed as LcC = LcP = MC = MP . The pair (σC .σP , σP .σC ) satisﬁes
relation (3.1) but LcC /(σC .σP , σP .σC ) = 6 , in contrast with the necessary conditions
for non-blockingness stated in proposition 3.11.
Notice that the condition stated in the proposition, in the case without delays, was
necessary and suﬃcient for non-blockingness for the process C. In order to see this,
consider the operator delay[.] to have no eﬀect. Then
L C ∩ L P = MC ∩ L P .
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For a plant P with preﬁx-closed marked language MP = MP = LP , the last equation
is equivalent to LP kS = MP kS , which is the condition guaranteeing that a marking (in
C, as P has preﬁx-closed marked language) can always be reached from any string in
the closed-loop language.
The deﬁnition of non-blockingness requires that a continuation toward a marking in
the controller is always possible for all pairs that can be registered at any given moment
in the controller and the plant. In fact, it is not necessary to consider all the possible
pairs (sP , sC ), but only those for which the communication channels are empty. This
is stated in the next proposition.
Proposition 3.11 A composition of processes C and P with communication delays
is non-blocking for C if and only if for all pairs
sC ∈ LC ∩ delay[ΣP ](LP ) ⊆ LcC
sP ∈ LP ∩ delay[ΣC ]({sC })
the relation
sC .(LcC /(sP , sC )) ∩ MC 6= 6
holds.

2

Proof: We ﬁrst remark that the pairs above are all pairs accepted by the processes
when the buﬀers are empty.
Suppose there exists a pair (sP , sC ) with sC .(LcC /(sP , sC ))∩MC = 6 . Then, because
of the condition from the statement of the proposition, there must be a message in one
or both communication channels. By well-posedness of the connection, the messages
in the buﬀers xC ∈ Σ∗C and xP ∈ Σ∗P can be accepted by the respective processes. The
pair (sP .xC , sC .xP ) therefore also satisﬁes equation (3.1).
Then, we obtain,
sC .xP .(LcC /(sP .xC , sC .xP )) ∩ MC 6= 6
but this contradicts the condition stated in the proposition, as
sC .(LcC /(sP , sC )) ⊇ sC .xP .(LcC /(sP .xC , sC .xP )),
and therefore we conclude that for the considered pair (sP , sC )
sC .(LcC /(sP , sC )) ∩ MC 6= 6 .
As we could see before, condition (3.17) is necessary for the process C to be nonblocking in a delayed composition. We are thus interested in additional constraints so
that this condition is also suﬃcient. For this we introduce the concept of predictability
of a composition.
A composition of processes C and P is predictable from process C if the possible
evolution of the composed process from a given pair (sP , sC ) can be determined from
the string sP accepted by process C only.
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Definition 3.7 (Predictable Composition) A well-posed composition of processes
C and P with delays is predictable from process C if for all pairs (sP , sC ) and (s′P , sC )
satisfying equations (3.1) and such that for sP ∈ LP ∩ delay[ΣP ]({sC }) the following
holds
LcC /(sP , sC ) ⊇ LcC /(s′P , sC ).
(3.19)
2
Predictability implies that it is necessary to consider only the strings registered at the
side of the controller to determine if a marking will eventually be reached.
Theorem 3.8 A well-posed composition of processes C and P , which is predictable
from C is non-blocking for C if and only if equation (3.17) is satisfied.
2
Proof: We must prove that equation (3.17) is also suﬃcient. Suppose that the composition of C and P is well-posed and predictable from C but that it is blocking for
C. Then there exists a pair of strings (sP , sC ) with sC 6∈ MC ,
sC ∈ LC ∩ delay[ΣP ](LP )
sP ∈ LP ∩ delay[ΣC ]({sC })
and sC .(L/(sP , sC )) ∩ MC = 6 . The condition for predictability from C implies that
for all s′P with (s′P , sC ) satisfying equation (3.1) sC .(L/(s′P , sC )) ∩ MC = 6 . This
in turn implies that sC ∈ LcC is a string without continuation toward a string in MC
in the closed-loop, and because sC 6∈ MC we have
sC 6∈ LcC ∩ MC
in contradiction with equation (3.17).
The intuition would suggest that a memoryless process P would make the composition
predictable from C. In fact, this is conﬁrmed by the next theorem.
Theorem 3.9 The well-posed composition of C with P with LP self-well-posed and
memoryless and LC ⊆ LP is predictable from process C.
2
Proof: We want to prove that for all pairs (sP , sC ) and (s′P , sC ) satisfying equations (3.1) and such that for sP ∈ LP ∩ delay[ΣP ]({sC }) the inclusion
LcC /(sP , sC ) ⊇ LcC /(s′P , sC ).
holds. We ﬁrst remark that as the theorem states LC ⊆ LP , we have sC ∈ LP .
Furthermore, because of well-posedness, all s′P will satisfy s′P .Σ∗C ∩delay[ΣC ](sC .Σ∗P ) 6=
6 . Exploiting again the ideas used in the proof of proposition 3.9, there exists a (not
unique) longest string
x ∈ delay[ΣP ](s′P ) ∩ delay[ΣC ](sC ) ⊆ LP
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and xP ∈ Σ∗P , xC ∈ Σ∗C such that sC ∈ delay[ΣP ](x.xC ) and s′P ∈ delay[ΣC ](x.xP ) and
x.xC , x.xP ∈ LP . We also note that any possible continuation s′P .(LcP /(s′P , sC )) of
s′P is of the form
s′P .delay[ΣC ](xC .tP ).t
for some tP ∈ Σ∗P and t ∈ Σ∗ . Then, using memorylessness and self-well-posedness of
LP , we have the following steps:
s′P .delay[ΣC ](xC .tP ).t
x.xP .xC .tP .t
x.xC .xP .tP .t
sC .xP .tP .t

⊆
⊆
⊆
⊆

LP
LP
LP
LP

Noting that these steps hold for any tP ∈ Σ∗P and t ∈ Σ∗ described above and noting
also that LP /sP = LP /sC by memorylessness of LP , we conclude with
s′P .delay[ΣC ](xC .tP ).t
delay[ΣC ](s′P .delay[ΣC ](xC .tP ).t)
delay[ΣC ](s′P .(LP /s′P ))
sC .(LC /sC ) ∩ delay[ΣC ](s′P .(LP /s′P ))

⊆
⊆
⊆
⊆
=
c
′
sC .(LC /(sP , sC )) ⊆

delay[ΣC ](sC .xP .tP .t)
delay[ΣC ](sC .xP .tP .t)
delay[ΣC ](sC .(LP /sC ))
sC .(LC /sC ) ∩ delay[ΣC ](sC .(LP /sC ))
sC .(LC /sC ) ∩ delay[ΣC ](sP .(LP /sP ))
sC .(LcC /(sP , sC ))

proving the desired inclusion.
We note that the theorem assumes that LC ⊆ LP . This assumption is justiﬁed by the
wish to have a best possible image of the plant at the controller. By memorylessness
of LP and with this choice, a string sC in the controller with empty channels can be
assumed without loss of generality to have been also processed by the plant.
We now present the marked controller synthesis problem with delays.
Controller Synthesis Problem with Delays
Given a plant P = (Σ, ΣP , MP , MP ) and a specification language L′spec ⊆ Σ∗P for the
closed-loop behavior, find a controller C = (Σ, ΣC , MC , MC ) with MC ⊆ MP such
that
1. 6 ⊂ proj[ΣP ](LcP ) ⊆ L′spec ,
2. The connection with delays of P and C is well-posed,
3. The closed-loop is non-blocking for the controller C,
4. A marking in the controller will eventually be a marking in the plant and specification.
For the characterization of the solution we need the extension of the concept of memorylessness to marked languages.
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Definition 3.8 (Memoryless Marked Language) A marked language L is mem˙ C if L is memoryless, and if for every
oryless with respect to the partition Σ = ΣP ∪Σ
′
′
s, s ∈ L with s ∈ delay[ΣP ]({s })
s.t ∈ L ⇔ s′ .t ∈ L

(3.20)
2

Suppose that the language MP of the controller is memoryless, and moreover that
s ∈ MP implies s.Σ∗P ∩ MP = 6 (this condition states that if a marking is reached,
no additional response can occur without a next command). Then we can state the
formal condition for existence of a solution in the next theorem.
Theorem 3.10 Consider a plant with memoryless language MP satisfying
s ∈ MP

⇒ s.Σ∗P ∩ MP = 6

(3.21)

The controller synthesis problem has a solution if and only if for the language
MC = sup C(supSC [LP , ΣC ](LP ) ∩ MP ∩ proj−1 [Σ](L′spec ))
proj[ΣP ](MC ) is non-empty. C = (Σ, ΣC , MC , MC ) is the least restrictive solution.
2
Proof: Proposition 3.5 makes sure that requirement 1. is satisﬁed. Requirement 2.
is enforced because of proposition 3.6. Memorylessness of MP ensures that the closedloop is non-blocking for C (see requirement 3.). Memorylessness of MP and condition (3.21) enforce requirement 4.
It is therefore possible, given the assumptions of memorylessness and the additional
assumption (3.21) on the languages of the plant, to compute with a polynomial algorithm the solution of the controller synthesis problem with delays.
3.3

CONNECTION WITH COMMAND ACKNOWLEDGEMENT

Throughout the ﬁrst part of this chapter we have assumed that the plant and the
controller are connected by two channels with inﬁnite buﬀering length. This is clearly
not the case in a real system, as every control equipment has limited memory.
One could assume that the processes P and C are forced to behave so that there are
at the most n messages in a buﬀer at any time. Then, any possible pair (sP , sC ) will
have to satisfy
(n )
sP ∈ LP ∩ delay[ΣC ](sC .ΣP P )
(n )

sC ∈ LC ∩ delay[ΣP ](sP .ΣC C )
where nP (nC ) denotes the maximum buﬀering length of the channel transmitting the
commands in ΣC (the responses in ΣP ) from the controller to the plant (from the plant
to the controller).
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Forcing the processes not to send messages in order to bound the maximum number
of messages in the channels is however contrary to the input/output nature of the
model chosen for the plant. The plant spontaneously produces its responses, and if
this happens while the channel is full, some responses will be lost.
On the other hand, we can deduce from the languages LP and LC the maximum number
of messages in the communication channels. Let us denote the longest sequence of
elements from the subalphabet Σ′ ⊂ Σ in a string belonging to the language L by
n[Σ′ ](L). We state the next proposition.
Proposition 3.12 Consider a well-posed composition of a plant P and a controller C.
The number nP of messages in the communication channel from plant P to controller
C is bounded by n[ΣP ](LC ).
2
Proof: Suppose the statement is not true. Then there exists a pair (sP , sC ) satisfying
equations (3.1), and a string xP ∈ Σ∗P in the channel from P to C with length nP =
len(xP ) > n[ΣP ](LC ). By well-posedness
sC .xP ∈ sC .Σ∗P ∩ delay[ΣC ](sP .(LP /sP )) ⊆ LC ,
implying that the longest sequence of elements from ΣP in LC is at least nP , in
contradiction with the deﬁnition of n[ΣP ](LC ).
The maximal number of messages in the response channel depends on the choice of
the controller. However, the restriction LC ⊆ LP that we will use for the rest of our
discussion allows to state conditions on the plant only, which guarantee a bounded
number of messages in the response channel.
Corollary 3.2 Consider a well-posed composition of a plant P and a controller C
with LC ⊆ LP . The number nP of messages in the communication channel from plant
P to controller C is bounded by n[ΣP ](LP ).
2
Proof: Obvious, from LC ⊆ LP , implying n[ΣP ](LC ) ≤ n[ΣP ](LP )
Also, from the previous proposition we know that the number nC of messages in
the communication channel from the controller to the plant is bounded by nC ≤
n[ΣC ](LP ). In particular, we note that a plant with language LP that has no cycles
of elements from only ΣP or ΣC guarantees a bounded number of messages in the
channels for any controller with LC ⊆ LP .
As we have seen throughout the ﬁrst part of the chapter, it is very complicated to
determine conditions under which some properties hold in closed-loop systems aﬀected
by communication delays. We are therefore interested in some assumptions that can
simplify some of these issues. The assumption we consider in the sequel involves the
communication channel from the controller C to the plant P .
We have noted before that some messages will be lost when the plant produces the
response and the channel (of ﬁnite buﬀering length) is full. We avoid this problem
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by guaranteeing that the buﬀering length of the response channel nP is larger than
n[ΣP ](LP ). This is of course only possible if n[ΣP ](LP ) is ﬁnite, but this is usually
true as most real-life systems have no cycles of responses only. On the other hand,
the controller can be designed to send commands only when the buﬀer is not full. In
particular, we can design the controller to allow only one command in the command
channel. This requires, for instance, the plant to send an acknowledgement any time
a command has been read. The controller, then, sends a new command only after
having read the acknowledgement. We can see the closed-loop connection of plant and
controller in ﬁgure 3.5.

-

C

ΣC
?

ΣP

P



Figure 3.5: Closed-loop connection of processes P and C with communication
delays and command channel for one command only.
The assumption that at the most one command is present at any given time in the
communication channel from the controller to the plant allows us to restrict our attention to a controller-plant connection that has no delay in the communication from
the controller to the plant. In fact, still assuming delays in the communication of the
responses, the closed-loop behavior of a plant is the same for either the communication
in the command channel with or without delays.
With these constraints, the relation that a pair of strings registered at some sample
time must satisfy is
sP ∈ LP ∩ delay[ΣC ](sC .Σ∗P )
(3.22)
sC ∈ LC ∩ delay[ΣP ](sP .Σ(1)
C ).
The closed-loop languages will be the largest pair (LcP , LcC ) satisfying
LcP = LP ∩ delay[ΣC ](LcC .Σ∗P )
LcC = LC ∩ delay[ΣP ](LcP .Σ(1)
C ).
and the condition for well-posedness is reduced to
LcP ⊇ LcP .ΣC ∩ delay[ΣC ](LcC .Σ∗P )

(3.23)

LcC ⊇ LcC .ΣP ∩ delay[ΣP ](LcP .Σ(1)
C ).

(3.24)

We note that for two processes that have a well-posed composition with inﬁnite channels, the closed-loop languages will not change if we now compose the two processes
with command acknowledgement. We state this in the next proposition.
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Proposition 3.13 The closed-loop languages of a well-posed composition are invariant with respect to the additional assumption of command acknowledgement.
2
Proof: First, we note that the composition with command acknowledgement is also
well-posed as we only further restrict the choice of possible commands. Clearly, not
any pair (sP , sC ) that is possible without, will be possible with command acknowledgement. The claim is however that there will be pairs (s′P , sC ) and (sP , s′C ) satisfying
equation (3.22). We ﬁrst remind that for the pair (sP , sC ) there exist strings x ∈ Σ∗ ,
xP ∈ Σ∗P and xC ∈ Σ∗C with sP ∈ delay[ΣC ](x.xP ) and sC ∈ delay[ΣP ](x.xC ).
By well-posedness without command acknowledgement we obtain s′P = sP .xC ∈ LcP ⊆
LP . The pair (s′P , sC ) satisﬁes equation (3.22), and therefore sC ∈ LcC , proving that
LcC does not change under the additional assumption of command acknowledgement.
Finally, we note that LcP = LP ∩ delay[ΣC ](LcC .Σ∗P ) with or without command acknowledgement, leading to the conclusion that there exists a pair (sP , s′C ) satisfying
equation (3.22) and therefore that LcP does not change.
We now give the explicit expression of the closed-loop languages for the case with
command acknowledgement. The following corollary to theorem 3.1 holds.
Corollary 3.3 The closed-loop languages are given be the explicit expressions
∗
LcP = LP ∩ delay[ΣC ]((LC ∩ delay[ΣP ](LP .Σ(1)
C ))ΣP )

(3.25)

LcC = LC ∩ delay[ΣP ](LP .ΣC ).

(3.26)

(1)

2
Proof: The proof for equation (3.26) is identical to the proof for equation (3.5) in
theorem 3.1. While in theorem 3.1 the proof for LcP could be omitted because of
symmetry, this is not the case here. We just substitute equation (3.26) (just proved)
into the second equation (3.22). Then, we obtain equation (3.25).
As we have just seen we could not just substitute Σ∗C by Σ(1)
C in equation (3.4) to
obtain the closed-loop language LcP with command acknowledgement. This is however
true for the condition for well-posedness given directly on the open-loop languages, as
stated in the next corollary to theorem 3.2.
Corollary 3.4 The delayed composition with command acknowledgement of a plant
P with as controller C is well-posed if and only if
LP ⊇ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
LC ⊇ LC .Σ∗P ∩ delay[ΣP ](LP .Σ(1)
C ).

(3.27)
(3.28)
2

Proof: (if ) The proof of this direction is identical to the proof for theorem 3.2.
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(only if ) The proof of the (only if) direction diﬀers from the one in theorem 3.2 only
for the fact that we must substitute equation (3.25) into equations (3.23) and (3.24).
Then similar steps lead to the desired result.
While in the general case the closed-loop languages of a connection with command
acknowledgement cannot be found just by substituting Σ∗C by Σ(1)
C in the expression
for the closed-loop languages of a connection without command acknowledgement
(as shown in corollary 3.3), if the connection with command acknowledgement is wellposed (i.e. if equations (3.27) and (3.28) are satisﬁed) the expression for the closed-loop
languages is identical to the one for the connection without command acknowledgement. We state this in the next corollary.
Corollary 3.5 For a well-posed composition with command acknowledgement, the
closed-loop languages can be are given by
LcP = LP ∩ delay[ΣC ](LC )

(3.11)

LcC = LC ∩ delay[ΣP ](LP )

(3.12)
2

Proof: The proof of equation (3.12) is almost identical to the proof of proposition 3.2.
We want to show with the following steps that the inclusion LcP ⊆ LP ∩ delay[ΣC ](LC )
holds:
LC ⊇ LC .Σ∗P ∩ delay[ΣP ](LP .Σ(1)
C )
LP ∩ delay[ΣC ](LC ) ⊇
⊇
⊇
=
=

LP ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ(1)
C ))
∗
LP ∩ delay[ΣC ](LC .ΣP ∩ delay[ΣP ](LP .Σ(1)
C ))
(1)
LP ∩ LP .ΣC ∩ delay[ΣC ](LC .Σ∗P )
LP ∩ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )
LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P )

∗
⊇ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ(1)
C ).ΣP )
∗
LP ∩ delay[ΣC ](LC ) ⊇ LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ(1)
C ).ΣP )
∗
= LP .Σ∗C ∩ delay[ΣC ](LC .Σ∗P ∩ delay[ΣP ](LP .Σ(1)
C ).ΣP )
c
∗
⊇ LP ∩ delay[ΣC ]((LC ∩ delay[ΣP ](LP .Σ(1)
C )).ΣP ) = LP

Together with LcP ⊇ LP ∩ delay[ΣC ](LC ) from the proof of proposition 3.2 we obtain
equation (3.11).
The fact that the expression denoting the closed-loop languages is identical for the case
with or without command acknowledgement does not mean that the class of controllers
with well-posed composition with a given plant is the same in both cases. It means
only that if well-posedness is guaranteed with command acknowledgement, then the
expression for the preﬁx-closed languages with command acknowledgement is still given
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by equations (3.11) and (3.12). In fact, assuming command acknowledgement enlarges
the class of controllers with well-posed composition with a given plant.
We now use the additional constraint of command acknowledgement to characterize
such controllers and their languages.

3.3.1

Delay Insensitive Languages

In order to control the plant from the controller C, we would like to have the best
possible image of the behavior of the controlled plant. We are therefore particularly
interested in those controllers such that the composition with the plant is well-posed,
the closed-loop system is predictable from the controller and the markings reached in
the controller correspond to the markings in the plant.
Such controllers are close to the concept of a well-posed supervisor proposed by Li and
Wonham [32]. However, in their case, the supervisor is only required to produce an
enablement control pattern that is consistent under eﬀect of delays. When a controllable event can occur, its enablement or disablement must not depend on the possible
delays of transmission of data between plant and supervisor. In our case, however, the
controller has to make sure that a command must be able to be accepted by the plant
any time after the controller has sent the command to the plant.
We now state the new control problem with command acknowledgement.
Controller Synthesis Problem with Command Acknowledgement
Given a plant P = (Σ, ΣP , LP , MP ), with MP such that s.Σ∗P ∩ MP = 6 , a
specification language L′spec ⊂ Σ∗P and a connection with command acknowledgement;
establish the existence of a controller C = (Σ, ΣC , LC , MC ) with LC ⊆ LP = MP
such that
1. 6 ⊆ proj[ΣP ](LcP ) ⊆ L′spec ,
2. The composition with command acknowledgement of P and C is well-posed,
3. The closed-loop is non-blocking for controller C,
4. The closed-loop behavior of C is not affected by permutations of the order of
commands and responses in P with respect to the strings in C.
5. A marking in the controller will eventually be a marking in the plant and specification.

We note that, besides the additional operating constraint of command acknowledgement, we have added to the controller synthesis problem with delays a new condition.
This condition requires that the closed-loop not only is predictable from the controller
but also that the behavior is not aﬀected by the possible permutation of commands
and responses in the plant. This means that not only no unexpected events should
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come from the plant (assuming the string known by the controller to have been processed also by the plant) but that any trace expected by the controller will in fact be
possible.
Let us suppose that the controller has passed a command σC to the plant, while a
response σP already produced by the plant has not yet reached the controller. Then,
the condition for well-posedness of the closed-loop makes sure that the plant is able to
accept the command and the response in the sequence σP .σC , while the controller is
able to accept them in the sequence σC .σP . Moreover, because of predictability from C,
the permutation of command and response occurred in a controller with respect to the
plant does not change the view that the controller has of the behavior of the controlled
system. Any delay in reading a response must be tolerated by the controllers.
These thoughts lead us to the introduction of delay insensitive languages.
Definition 3.9 (Delay Insensitive Language) A language L ⊆ Σ∗ is delay insensitive if for s ∈ L, σC ∈ ΣC , σP , σP′ ∈ ΣP the following holds.
s.σC , s.σP ∈ L ⇒ s.σP .σC , s.σC .σP ∈ L.
Suppose further that s.σC .σP .t ∈ L for some t ∈ Σ∗ , then
s.σC .σP .t ∈ L ⇒
s.σP .σC .t ∈ L;
s.σC .σP .t ∈ L ⇒
s.σP .σC .t ∈ L;
s.σP .σC .t.σP′ ∈ L ⇒ s.σC .σP .t.σP′ ∈ L.

2

The following theorem states that delay insensitive languages are just the languages
of controllers satisfying conditions 2.—5. of the problem stated above.
Theorem 3.11 Let K ⊆ Σ∗ . There exists a controller C for the plant P of the
controller synthesis problem with command acknowledgement such that conditions 2.—
5. of the problem are satisfied, LcP = K and all strings in K are marked strings in
the plant corresponding to some marked string in the controller if and only if K is a
[LP , ΣC ]-controllable, delay insensitive language and K is MP -closed, i.e. K = MP ∩K.
2
Proof: In this proof we outline only the main steps.
(only if )
- The condition that all strings in K are marked strings in the plant corresponding
to some marked string in the controller means that K must be MP -closed.
- The condition LcP = K implies [LP , ΣC ]-controllability of K.
- Well-posedness of the composition implies that given s.σC , s.σP ∈ K the condition s.σP .σC , s.σC .σP ∈ K must hold.
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- The condition s.Σ∗P ∩ MP = 6 and the requirement that a marking in the
controller will eventually be a marking in the plant and speciﬁcation, despite
possible permutations of commands and responses in the plant, requires for
s.σC , s.σP ∈ K that s.σC .σP .t ∈ K ⇒ s.σP .σC .t ∈ K
- Invariance of the behavior of the closed-loop with respect to order changes guarantees the two other properties of a delay insensitive language for K.

(if ) Consider a controller with language K.
- Delay insensitiveness of K implies self-well-posedness of K and because of the
[LP , ΣC ]-controllability of K also well-posedness of the composition.
- Self-well-posedness and [LP , ΣC ]-controllability of K imply LcP = K.
- Delay insensitiveness of K implies that the closed-loop is not aﬀected by permutations of order of commands and responses.
- LcC = K implying (3.17) and the closed-loop not being aﬀected by permutations,
implying predictability, make sure, after theorem 3.8, that the closed-loop is
non-blocking for the controller.
- Delay insensitiveness of K and condition s.Σ∗P ∩ MP = 6 make sure that a
marking in the controller will eventually be a marking in the plant and speciﬁcation
By theorem 3.11 the controller synthesis problem with command acknowledgement
is solvable only if there exists a [LP , ΣC ]-controllable and delay insensitive language
K ⊆ MP such that 6 ⊆ proj[ΣP ](K) ⊆ L′spec . Given a language L, we denote the
set of delay insensitive sublanguages of L by
D(L) = {K ⊆ L, K is delay insensitive}
and the set of delay insensitive and [LP , ΣC ]-controllable sublanguages of L by
CD(L) = C(L) ∩ D(L).
We note that while the class of delay insensitive languages is closed neither under union
nor intersection, the class of delay insensitive and [LP , ΣC ]-controllable sublanguages
is closed under union. We state that in the next proposition.
Proposition 3.14 The class CD(L) of delay insensitive and [LP , ΣC ]-controllable sublanguages of a given language L is closed under union; moreover, there exists a supremal element denoted by sup CD(L).
2
Proof: Take K1 , K2 ∈ CD(L). Suppose that there exists s.σC , s.σP ∈ K1 ∪K2 not
satisfying the conditions stated in deﬁnition 3.9 on page 65.
Then one of these statements must be true:
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i) s.σC .σP ∈
/ K1 ∪K2
ii) s.σP .σC . ∈
/ K1 ∪K2
iii) s.σC .σP , s.σP .σC ∈ K1 ∪K2 but there exists t such that s.σC .σP .t ∈ K1 ∪K2 and
s.σP .σC .t ∈
/ K1 ∪K2 .
iv) for some string t ∈ Σ∗ and s.σC .σP .t, s.σP .σC .t ∈ K1 ∪K2 the implication
s.σC .σP .t ∈ K1 ∪K2 ⇒ s.σP .σC .t ∈ K1 ∪K2 does not hold.
v) for some string t ∈ Σ∗ and s.σC .σP .t, s.σP .σC .t ∈ K1 ∪K2 there exists σP′ ∈ ΣP
such that s.σP .σC .t.σP′ ∈ K1 ∪K2 and s.σC .σP .t.σP′ ∈
/ K1 ∪K2 .
We ﬁrst prove that at least K1 or K2 must contain both s.σC and s.σP . Let us suppose
without loss of generality that K1 contains s.σC : then by [LP , ΣC ]-controllability K1
must contain also s.σP as s.σP ∈ L and σP ∈ ΣP . Because K1 is delay insensitive by
assumption, s.σC .σP ∈ K1 and s.σP .σC ∈ K1 , but this contradicts both i) and ii).
To prove that iii) is false, let us suppose without loss of generality that s.σC .σP .t ∈ K1 ;
then s.σC ∈ K1 and again by [LP , ΣC ]-controllability of K1 , s.σP ∈ K1 . Then, because
K1 is delay insensitive and s.σC .σP .t ∈ K1 we obtain s.σP .σC .t ∈ K1 ⊆ K1 ∪K2
contradicting assumption iii).
Let us suppose that s.σC .σP .t ∈ K1 : as K1 is delay insensitive, s.σP .σC .t ∈ K1 ⊆
K1 ∪K2 , which contradicts iv).
We now want to show that v) cannot hold. If s.σC .σP .t ∈ K1 , then with the same argument used above, s.σP .σC .t ∈ K1 . As by assumption s.σP .σC .t.σP′ ∈ L, we conclude
by [LP , ΣC ]-controllability of K1 that s.σP .σC .t.σP′ ∈ K1 . Then, because K1 is delay
insensitive we have s.σC .σP .t.σP′ ∈ K1 ⊆ K1 ∪K2 in contradiction with assumption v).
Finally, as the set of [LP , ΣC ]-controllable and delay insensitive sublanguages is closed
under union, there exists a supremal element in the set.
Then we can state the conditions for solvability of the controller synthesis problem
with command acknowledgement.
Theorem 3.12 The controller synthesis problem with command acknowledgement is
solvable if and only if
6

⊆ proj[ΣP ](sup CD(MP ∩ proj−1 [Σ](L′spec )))

2

Our main concern, in fact, is that the language of the controller be delay insensitive. Therefore, if the controller synthesis problem with command acknowledgement
is solvable, an automaton realizing the language
KD := sup CD(MP ∩ proj−1 [Σ](L′spec ))

(3.29)

can be used in the controller to control a system with delays. The importance of plants
with delay insensitive languages is shown by the following theorem:
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Theorem 3.13 Given a plant with delay insensitive language MP , LP = MP and a
specification language L′spec ⊆ Σ∗P , the language
K := sup C(MP ∩ proj−1 [Σ](L′spec ))
is also delay insensitive.

2

Proof: The proof is very similar to the preceding one. Let us use the notation
MP′ = MP ∩ proj−1 [Σ](L′spec ). Suppose that K is not delay insensitive, and therefore
that there exists s.σC , s.σP ∈ K not satisfying the conditions stated in deﬁnition 3.9.
Then one of these statements must be true:
i) s.σC .σP ∈
/K
ii) s.σP .σC ∈
/K
iii) s.σC .σP , s.σP .σC ∈ K but there exists a string t such that s.σC .σP .t ∈ K and
s.σP .σC .t ∈
/ K.
iv) for some string t ∈ Σ∗ and s.σC .σP .t, s.σP .σC .t ∈ K the implication s.σC .σP .t ∈
K ⇒ s.σP .σC .t ∈ K does not hold.
v) for some string t ∈ Σ∗ and s.σC .σP .t, s.σP .σC .t ∈ K there exists σP′ ∈ ΣP such
/ K.
that s.σP .σC .t.σP′ ∈ K and s.σC .σP .t.σP′ ∈
First, we note that s.σC .σP , s.σP .σC ∈ LP because LP is delay insensitive and
s.σC , s.σP ∈ LP . Then by [LP , ΣC ]-controllability of K we get s.σC .σP ∈ K in
contradiction with i).
Let us suppose that ii) holds: this means that σC had to be disabled because it could
not be guaranteed that after σC we are able to reach a marking in MP′ while remaining in MP′ . This is expressed formally by saying that the set of [LP /s.σP .σC , ΣC ]controllable sublanguages of MP′ /s.σP .σC is empty.
We note that because of delay insensitiveness of MP , the language MP /s.σC .σP is
a [LP /s.σP .σC , ΣC ]-controllable sublanguage of MP /s.σP .σC . This means that the
other set of [LP /s.σC .σP , ΣC ]-controllable sublanguages of MP′ /s.σC .σP is also the set
of [LP /s.σP .σC , ΣC ]-controllable sublanguages of MP′ /s.σC .σP . But as MP /s.σC .σP ⊆
MP /s.σP .σC we have MP′ /s.σC .σP ⊆ MP′ /s.σP .σC , which means that this other considered set is also empty. Finally, we conclude that s.σC .σP is not a string in K and
that it cannot be completed to a string in K, but as it is by assumption in K this is
a contradiction.
Let us suppose that iii) holds. Then for some t′ ∈ Σ∗ such that s.σC .σP .t′ , s.σP .σC .t′ ∈
K, there exists σ ∈ Σ such that s.σC .σP .t′ .σ ∈ K and s.σP .σC .t′ .σ ∈
/ K. We ﬁrst
′
′
remark that s.σC .σP .t .σ, s.σP .σC .t .σ ∈ LP because LP is delay insensitive. By
[LP , ΣC ]-controllability of K we deduce σ ∈
/ ΣP . Then σ ∈ ΣC had to be dis′
abled because after s.σP .σC .t .σ a marking could not be reached or no controllability
guaranteed. Then steps similar to the ones given for ii) prove that also iii) cannot
hold.
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Proving that iv) cannot hold, uses the fact that s.σC .σP .t and s.σP .σC .t both belong to
LP . Then, s.σC .σP .t ∈ K ⊆ MP′ implies s.σP .σC .t ∈ MP′ . Finally, as K is the supremal
[LP , ΣC ]-controllable sublanguage of MP′ and s.σP .σC .t ∈ K the string s.σP .σC .t must
also be in K.
Proof that v) is false comes from the fact that LP being delay insensitive implies with
s.σP .σC .t.σP′ ∈ K ⊆ LP that s.σC .σP .t.σP′ ∈ LP and [LP , ΣC ]-controllability of K
contradicts the assumption s.σC .σP .t.σP′ ∈
/ K.
This allows us to proceed exactly like in the case of a system without delays to determine a controller enforcing the desired closed-loop properties.
3.3.2

Modular Plant and Specification

In general, the considered plant is divided into several subplants. The global plant
is then described by the synchronous composition of the plants describing the single
subsystems.
We state the following theorem.
Theorem 3.14 The intersection of two non-conflicting, delay insensitive languages
is delay insensitive.
2
Proof: Consider two non-conﬂicting, insensitive languages K1 and K2 . Suppose that
there exists s.σC , s.σP ∈ K1 ∩ K2 not satisfying the conditions stated in deﬁnition 3.9.
Then one of these statements must be true:
i) s.σC .σP ∈
/ K1 ∩ K2
ii) s.σP .σC ∈
/ K1 ∩ K2
iii) s.σC .σP , s.σP .σC ∈ K1 ∩ K2 but there exists a string t such that s.σC .σP .t ∈
K1 ∩ K2 and s.σP .σC .t ∈
/ K1 ∩ K2 .
iv) for some string t ∈ Σ∗ and s.σC .σP .t, s.σP .σC .t ∈ K1 ∩ K2 the implication
s.σC .σP .t ∈ K1 ∩ K2 ⇒ s.σP .σC .t ∈ K1 ∩ K2 does not hold.
v) for some string t ∈ Σ∗ and s.σC .σP .t, s.σP .σC .t ∈ K1 ∩ K2 there exists σP′ ∈ ΣP
such that s.σP .σC .t.σP′ ∈ K1 ∩ K2 and s.σC .σP .t.σP′ ∈
/ K1 ∩ K2 .
We disprove i) and ii) by noting that both s.σP and s.σC must belong to both K1 and
K2 and that therefore, because of delay insensitiveness of both languages, we obtain
s.σC .σP , s.σP .σC ∈ K1 ∩ K2 = K1 ∩ K2
Statements iii) and v) cannot be true, noting that if the two strings s.σC .σP .t and
s.σP .σC .t.σP′ are contained in K1 ∩ K2 , then, because of delay insensitiveness of K1
and K2 , s.σP .σC .t respectively s.σC .σP .t.σP′ are both contained in both K1 and K2
and thus in K1 ∩ K2 by non-conﬂictingness.
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Similarly, iv) cannot hold as s.σC .σP .t ∈ K1 ∩ K2 implies s.σP .σC .t in K1 and K2
because of delay insensitiveness of the two languages.
Then we are ready for the next corollary.
Corollary 3.6 The full synchronous composition of processes with non-conflicting,
delay insensitive languages K1 and K2 has also a delay insensitive language.
2
N.B. Non-conﬂictingness of two languages with diﬀerent alphabets is deﬁned as nonconﬂictingness of the inverse projections on the union of the alphabet of the two
languages.
Proof: We ﬁrst note that if the language Ki ⊆ Σ∗i with Σi ⊆ Σ is delay insensitive,
so is also the language proj−1 [Σ](Ki ).
Therefore, both proj−1 [Σ](K1 ) and proj−1 [Σ](K2 ) are delay insensitive, and by theorem 3.14
proj−1 [Σ](K1 ) ∩ proj−1 [Σ](K2 )
is also delay insensitive. But for Σ = Σ1 ∪ Σ2 this corresponds to the language of the
full synchronous composition of two processes with respective languages K1 and K2 ,
which proves the corollary.
With a slight abuse of notation we refer to kN
i=1 LPi as to the language of the full
synchronous composition of N processes. Then, the last corollary together with theorem 3.13 allows to state directly the next theorem.
Theorem 3.15 Given N plants with mutually non-conflicting, delay insensitive languages MPi , 1 ≤ i ≤ N , and a specification language L′spec ⊆ Σ∗P , the language
K := sup C((ki MPi ) ∩ proj−1 [Σ](L′spec ))
is delay insensitive.

2

Proof: Directly from corollary 3.6 we have MP = ki MPi delay insensitive, and theorem 3.13 directly implies that K is delay insensitive.
The meaning of this theorem is that we can compute a global controller for several subsystems described by delay insensitive languages without having to take into account
communication delays and obtain a delay insensitive controller.
Then, the results of theorem 3.14, theorem 3.13 and theorem 3.15, together lead to
the next result.
Theorem 3.16 Given two specification languages Lspec1 , Lspec2 ⊂ Σ∗P and N plants
with mutually non-conflicting, delay insensitive languages MPi with 1 ≤ i ≤ N , compute
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the two languages
K1 := sup C((ki MPi ) ∩ proj−1 [Σ](Lspec1 ))
K2 := sup C((ki MPi ) ∩ proj−1 [Σ](Lspec2 )).
If K1 and K2 are non-conflicting, the controller with language MC = K1 ∩ K2 is delay
insensitive and solves the controller synthesis problem with command acknowledgement
for the specification Lspec1 ∩ Lspec2 in the optimal way, i.e.
K1 ∩ K2 := sup C((ki MPi ) ∩ proj−1 [Σ](Lspec1 ∩ Lspec2 ))

2

Proof: First we prove that
proj−1 [Σ](Lspec1 ) ∩ proj−1 [Σ](Lspec2 ) = proj−1 [Σ](Lspec1 ∩ Lspec2 ).
We do this in two steps by proving the inclusion in both directions.
Step 1 – Take s ∈ proj−1 [Σ](Lspec1 ∩ Lspec2 ), then we have
s
proj[ΣP ](s)
proj[ΣP ](s)
proj−1 [Σ](proj[ΣP ](s))

∈
∈
∈
⊆

proj−1 [Σ](Lspec1 ∩ Lspec2 )
Lspec1 ∩ Lspec2
Lspecj
proj−1 [Σ](Lspecj )

with j = 1, 2
with j = 1, 2

proving proj−1 [Σ](Lspec1 ∩ Lspec2 ) ⊆ proj−1 [Σ](Lspec1 ) ∩ proj−1 [Σ](Lspec2 ) with
s ∈ proj−1 [Σ](proj[ΣP ](s)).
Step 2 – Take s ∈ proj−1 [Σ](Lspec1 ) ∩ s ∈ proj−1 [Σ](Lspec2 ), then we have
s
proj[ΣP ](s)
proj[ΣP ](s)
proj−1 [Σ](proj[ΣP ](s))

∈
∈
∈
⊆

proj−1 [Σ](Lspecj )
Lspecj
Lspec1 ∩ Lspec2
proj−1 [Σ](Lspec1 ∩ Lspec2 )

with j = 1, 2
with j = 1, 2

proving proj−1 [Σ](Lspec1 ) ∩ proj−1 [Σ](Lspec2 ) ⊆ proj−1 [Σ](Lspec1 ∩ Lspec2 ) with
s ∈ proj−1 [Σ](proj[ΣP ](s)).
Then the proof is concluded noting that if K1 and K2 are non-conﬂicting, then
K1 ∩K2 = sup C(((ki MPi ) ∩ proj−1 [Σ](Lspec1 )) ∩ ((ki MPi ) ∩ proj−1 [Σ](Lspec2 )))
= sup C((ki MPi ) ∩ proj−1 [Σ](Lspec1 ) ∩ proj−1 [Σ](Lspec2 ))
= sup C((ki MPi ) ∩ proj−1 [Σ](Lspec1 ∩ Lspec2 )).
using in the last step the result derived before.
This means that the computation of delay insensitive controllers can be performed in a
modular fashion assuming no delays if the language of the plants describing the plant
or its subsystems are delay insensitive and mutually non-conﬂicting.

72

Chapter 3. Controller-Plant Connection with Delays

A Special Class of Plant
Let us consider a plant with language LP = MP satisfying following condition for any
s ∈ LP and σ, σ ′ ∈ Σ:
s.σ, s.σ ′ ∈ LP


 σ, σ ′ ∈ ΣC

⇒

σ, σ ′ ∈ ΣP .

or

(3.30)

This condition for the language LP means that if this plant is described by an automaton there exist at every state of the automaton transitions corresponding only
to commands in ΣP or only to responses in ΣC . Let us consider a controller with
language LC ⊆ LP . This means that a command can be sent only if all responses that
could reach the controller from the plant have already been registered. In particular,
such a language is trivially delay insensitive as it is not possible to have two strings
s.σC and s.σP both contained in LP (see deﬁnition 3.9).
Let us suppose that the system is described by several modular sub-plants, and consider
one such plant module. In practice it occurs very often that the languages representing
the behavior of a small plant module satisfy condition (3.30). This corresponds to the
absence of interleavings of commands and responses for commands. Therefore, the
global plant resulting from the composition of the modular subplants will be delay
insensitive as stated by corollary 3.6. Note, however, that the global plant does not
necessarily satisfy equation (3.30).
A Final Word about Communication Delays
In this chapter we have considered the eﬀect of communication delays on the composition of plants and controllers. We could characterize the languages that guarantee
well-posedness of the composition subject to delays and give conditions to ensure nonblockingness of a process under these circumstances.
A better characterization, however, is obtained if we assume that the command channel
can be occupied at the most by one command. The additional constraint of delay
insensitivity of the languages of the controllers allows to design controllers solving the
controller synthesis problem subject to delay.
Moreover, if the plants have delay insensitive languages, the controllers can be computed from the plants as if solving the controller synthesis problem without delays,
and this yields controllers that are solutions to the controller synthesis problem with
command acknowledgement.
The results shown in the last pages indicate that we should restrict the attention to
plant modules with delay insensitive sublanguages. This allows us to disregard the
communication delays in the synthesis of both global and modular controllers. The
restriction to plant modules with delay insensitive sublanguages can be enforced in
two diﬀerent ways.
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1. by designing plant modules that have delay insensitive sublanguages (we will see
this in the next chapter)
2. by computing the supremal [LPi , ΣPi ]-controllable and delay insensitive sublanguage of MPi for a given plant module Pi = (Σi , ΣPi , LPi , MPi ) and by using
for the synthesis the new module Pi′ = (Σi , ΣPi , sup CD(MPi ), sup CD(MPi )).
The enforcement of the constraint necessary to take care of the communication
delays is therefore done not with the synthesis but in a preliminary step.
This restriction allows us on the one hand to use available synthesis tools written for
the computation of various languages used in the framework of Ramadge and Wonham,
and on the other hand to avoid the possible repeated computation of the supremal
controllable and delay insensitive sublanguage that could occur during several synthesis
steps.
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Chapter 4
A CONTROL STRUCTURE FOR DES

4.1
4.1.1

MODELING PRINCIPLES
Plant Model Refinement

In this subsection we present a methodology for obtaining an input/output model for
a plant component. The construction of a model for a gas valve in the RTM is used
as an illustrative example.
Plant Model Construction
The task of modeling a component can be decomposed into three parts. While not
all processes are easily modeled by using this methodology, the steps described below
have proven to be helpful for modeling the RTM and are general enough to be of
widespread practicality. The main idea is to form the hierarchical combination of
a fundamental process and some routines corresponding to events occurring in the
actuating and sensing processes.
Step 1 – Model the high-level behavior of the plant. This results in the description
of a fundamental process Ξ that best matches the structure of the system to be
controlled.
Step 2 – Design a logical interface to the physical plant, starting from the fundamental process Ξ. This consists of choosing low-level routines Ψi that interact
with the physical system, described by the actuating and sensing processes.
Step 3 – Compose the description of the fundamental process with the above routines.
The fundamental process Ξ = (Σ′ , ΣΞ , LΞ , MΞ ) with alphabet Σ′ ⊆ Σ and ΣΞ ⊆ ΣP
models the qualitative changes that can occur in the system under consideration. It
75
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can be thought of as the fundamental behavior that is consistent with the physical
equipment to be controlled. It represents the most abstract view of the system because
low-level information about the events not contained in Σ′ is excluded.
At a more detailed level of modeling, each event in the fundamental process corresponds to a sequence of events taking place in the actuating and sensing processes.
These underlying sequences of events are modeled by separate processes or subroutines, Ψi = (Σi , ΣΨi , LΨi , MΨi ), 1 ≤ i ≤ p, with the languages LΨi consisting of
a command followed by a ﬁnite number of responses, i.e. LΨi ⊆ ΣC .Σ(n)
P for some
n < ∞. The initial command can be thought of as the call of the routine, while the
responses as its eﬀects. Note that the languages MΨi are not necessarily preﬁx-closed,
i.e. MΨi ⊂ LΨi . In particular, we suppose that the only markings are the strings in
LΨi without possible continuation, i.e. MΨi = {s ∈ LΨi | s.Σ ∩ LΨi = 6 }.
The interaction of fundamental process and routines can be explained in the following
way. A command corresponding to an available routine is given and, after the command, the fundamental process starts producing responses from the routines according
to its own possible behavior described by the language LΞ . The routines that have
been started with a command and that have not yet reached a marking are called
running, and they can be activated again only after having reached a marking.
A possible plant process P ′ = (Σ, ΣP , LP ′ , MP ′ ) can be constructed by taking
P′ = Ξ k


6

kpi=1 Ψ∗i



(4.1)

The process Ψ∗i (see also the notion of sequential composition of Inan and Varaiya [27])
is deﬁned by
Ψ∗i = (Σi , ΣΨi , MΨ∗ i , MΨ∗ i )
where the symbol ∗ for the languages in this equation stands for the extension of the
Kleene closure to languages. Given a marked language M , this means that s ∈ M ∗ if
and only if there exist strings s1 , s2 · · · sm ∈ M , for some m such that s1 .s2 . · · · .sm = s.
Note that
Σ = Σ′ ∪ Σ1 ∪ Σ2 · · · ∪ Σp
ΣP = ΣΞ ∪ ΣΨ1 ∪ ΣΨ2 · · · ∪ ΣΨp .
In equation (4.1), the processes Ψ∗i model the repetitive execution of the routines Ψi .
Note, however, that this repetitive execution must occur for each routine sequentially
only. The routines allow the use of some resource, and must possibly wait until the
fundamental process is ready to use it. This is therefore expressed by the synchronous
composition of the fundamental process Ξ with the process resulting from the parallel
composition of the repeated routines Ψ∗i .
On the plant process obtained in equation (4.1) we want to enforce an additional
constraint. We require that all the running routines can end by reaching a marking,
i.e. the following condition must be satisﬁed for a process P = (Σ, ΣP , LP , MP )
∀s ∈ LP ∃t ∈ Σ∗P | gproj[L∗Ψi ](s.t) ∈ MΨ∗ i

∀ i = 1, .., p.

(4.2)
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The class of languages satisfying equation (4.2) is closed under union as stated in the
next proposition.
Proposition 4.1 The set of languages satisfying equation (4.2) is closed under union
of languages. Then, given LP from equation (4.1), there exists a supremal sublanguage
of LP satisfying equation (4.2). Moreover, this supremal sublanguage is [LP , ΣC ]controllable.
2
Proof: The proof is easy by noting that the class of languages satisfying equation (4.2) is closed under union, as the property can be checked for each string in MΨi
or preﬁx individually. From this property, the existence of a supremal sublanguage of
LP satisfying equation (4.2) is automatically proved. The [LP , ΣC ]-controllability of
this language follows from the deﬁnition of the languages MΨi which have an element
of ΣC as ﬁrst element of any string, and then a sequence of elements from ΣP .
This proposition implies that there exists a least restrictive plant P satisfying equation (4.2), i.e. a plant allowing to start as many routines as possible under the constraint of (4.2). Then, we can use P as a model for the plant (combining fundamental
process and routines) because by choosing the model we only limit a priori the availability of the routines that may be or may not be started in the plant. While every
routine that is not running can be started with a command in the process P ′ at any
time, the enforcement of equation (4.2) requires that a routine be initiated only if
this routine and all the routines currently running can eventually end by reaching a
marking.
In particular, the choice to allow only one running routine, i.e. not to allow any
command in ΣC while gproj[L∗Ψi ](s.t) ∈
/ MΨ∗ i for some routine i, not only satisﬁes
equation (4.2) but also guarantees that the plant has a delay insensitive language
(see equation (3.30)) already taking into account at the design stage for the plant the
possible communication delays.
We now present as an example the construction procedure for the gas valve. The
complete alphabets of commands and responses that are modeled are
ΣP
= {r valve failed, r valve opened, r valve closed}
Σ − ΣP = {c open valve, c close valve, c repair valve}.
We adopt the convention that the transition labels starting with “c ” and “r ” denote
commands and responses respectively. First, the fundamental process Ξ for the gas
valve is modeled by an automaton over the alphabet
ΣΞ = {r valve opened, r valve closed, r valve failed, c repair valve}.
The automaton is shown in ﬁgure 4.1, where the only marked state is the initial state.
The marked language MΞ is
MΞ = {((r valve opened.r valve closed) + (r valve failed.c repair valve))∗ }
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R

valve closed

 I

r valve failed

r valve opened

c repair valve
r valve closed

?

valve failed

?

valve open

Figure 4.1: Automaton model of the fundamental valve process Ξ.
and LΞ = MΞ .
Secondly, the sensing and actuating processes Ψi are given by the languages
MΨ1 = {c open valve.(r valve opened + r valve failed)}
MΨ2 = {c close valve.r valve closed}
MΨ3 = {c repair valve}
and LΨi = MΨi . The sequences in MΨ1 correspond to sensors that indicate whether
the command to open the valve is successful or not. The strings in MΨ2 and MΨ3
are more detailed descriptions of sequences of events corresponding to closing and
repairing the valve. We can see the process Ψ1 and Ψ∗1 in ﬁgure 4.2

r valve failed
R

r valve failed

*
R

c open valve-

c open valve

-

I

r valve opened

j

r valve opened
Figure 4.2: Actuating process Ψ1 on the left and its infinite repetition Ψ∗1 on the
right, expressed as automata.
Thirdly, composing the processes as in (4.1) under constraint equation (4.2) yields
the complete input/output plant model of ﬁgure 4.3. Only the initial state of the
automaton is marked.
MP = { (c open valve.(r valve opened.c close valve.r valve closed
+ r valve failed.c repair valve))∗ }
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R


valve closed
i

r valve closed

c repair valve

closing valve

6

valve failed

I

c open valve

c close valve
1

r valve failed
?

valve open

r valve opened

opening valve
Figure 4.3: Automaton model for the gas valve process P .
and LP = MP . We note that the language of this plant satisﬁes equation (3.30) and
that therefore it is well-posed.

Logical Plant versus Physical Plant
The plant is not readily available as a logical plant model. It needs to be brought from
a physical level where we deal with voltages and bits to a logical level that is suitable
for a behavioral language speciﬁcation.
We ﬁrst describe the role of the interface used to map the physical plant with its
hardware, sensor and actuator routines into the logical plant. The interface extracts
information from the whole behavior of the system and forwards it to its output channel
in the form of a response. In the other direction, the interface receives the commands
from its input channel; it interprets them, and performs on the system the operations
corresponding to the information contained in them.
The interface is therefore responsible for providing the supervisor with the necessary
information and enforcing the commands received from the supervisor.

Information extraction
We remind the reader that the description of the behavior of the system at a logical
level of abstraction is given by languages whose alphabet is composed of commands
and responses. While the commands originate from the supervisor, the responses
report qualitative changes occurring in the system or system messages.
Most responses are extracted from the system directly or indirectly by sensors.
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• Event sensors – Physical system conﬁguration changes are sensed directly. This
requires sensors detecting changes; those sensor changes are converted to messages which are directly forwarded to the plant output. As an example, the
pushing of a button is directly sensed as an event.
• Discrete state sensors – The interface has access to discrete conﬁguration states.
After a state change is detected, the fundamental process model (like the one
in ﬁgure 4.1) is used to determine the response symbol between the previous
and the current state. As an example, the conﬁguration state of the previously
discussed valve is polled in regular intervals. Then if the conﬁguration state just
read is valve open and one previously read was valve closed, the state change
is converted into a response symbol corresponding to the closing of the valve.
• Continuous state sensors – The interface monitors a number of continuous states
and maps them to a discrete state set. This state set is chosen so as to provide
enough information for supervisory speciﬁcation and control. By detecting transitions between those discrete states, the response symbols are generated. As an
example consider the mapping of a temperature sensor reading to the discrete
states cold, processing temperature, and hot.

Besides responses that correspond to physical conﬁguration changes, also a number of
responses are produced by the interface software.
• Software messages – Such messages report on the status of the software. As an
example one may think of the report of a soft failure (e.g. triggered by a timeout)
by a fail response.
Action enforcement
The interface is also responsible for interpreting the commands and acting on the
physical system, in accordance with the information contained in the commands.
A command could just require the call of a routine that performs some desirable
conﬁguration changes. However, it could also communicate to the physical plant how
a continuous subsystem should evolve. It may determine a set-point or a continuous
trajectory to be followed or carry information about which continuous controller for
a control module should be used. We can therefore distinguish the following cases for
the actions caused by a command.
• Discrete actions – Most commands activate directly a discrete state change in
the system hardware. For instance, the command c open valve causes the valve
to pass from the state valve closed to the state valve open.
• Continuous actions – The commands given to the interface often carry implicitly continuous attributes and initiate a continuos control action performed by
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a routine. As an example the command “heat the wafer to the maximal temperature” causes the temperature control subsystem to control the temperature of
the wafer at the maximal operating temperature.
• Changes in software execution – Commands can also inﬂuence the execution of
a program by pure software instructions without directly aﬀecting the hardware.
Such a command could start a timer or substitute the control algorithm for the
temperature subsystem with a diﬀerent algorithm.

4.1.2

Controller Model Refinement

Here we describe a methodology to obtain a reactive logic sequencing controller from
the given speciﬁcations.

Generic Control Program Structure
We propose combining a disabling supervisor semantics similar to the one reviewed in
section 2.3 with the controller semantics introduced in section 2.4. This suggests the
generic control structure for the input/output plant illustrated in ﬁgure 4.4, where we
can see the control unit partitioned into two control entities.
The goal is to design a global controller C ′ that meets a behavioral speciﬁcation Lspec .
The global controller C ′ = CkS is composed of an active scheduling controller C and
a passive disabling supervisor S. While the controller C generates commands for the
plant, the supervisor S can only disable commands that emanate from the controller
via a synchronization mechanism that is described below; it cannot generate events of
its own. In the proposed control structure the supervisor can be regarded as a dynamic
filter for the commands from the controller.
The supervisor-plant pair P kS is seen by the controller as a new reactive plant, accepting commands and generating responses. The controller has the capability of actively
driving the plant P kS to a desired state, while the supervisor passively prevents the
plant P from entering undesired states. Note that without loss of generality, the controller can be a human operator sending commands according to an observed status
display.

Operational Requirements
The separation of the control unit into a controller, actively scheduling commands
for the plant, and a supervisor, dynamically allowing only certain commands to be
scheduled by the controller, is important from an on-line operation perspective. In
fact, we are interested in the distinction between manual and automatic control.
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Figure 4.4: Generic scheme for the control of a discrete event system
• Manual control – A system must be accessible for manual control for various
reasons. This requires the possibility of giving a command to the equipment
and having the command checked for consistency with operational and safety
constraints that must always be enforced. Clearly this is possible only if a human
operator can bypass the controller and can access directly the supervisor. In this
case, a user can operate the system and be sure not to violate the operational
constraints. The supervisor plays the role of an intelligent interlock system.
• Automatic control – When the system is in automatic control mode, the controller and the supervisor together autonomously control the manufacturing process without user intervention. They form an active scheduling unit for automatic
task completion.
Implicit and Explicit Specifications
The separation into two distinct control units is also justiﬁed by a separation of the
behavioral speciﬁcations for the closed-loop system. We distinguish between diﬀerent
classes of speciﬁcations; this will be discussed in some detail as it is relevant for
both synthesis and implementation. A manufacturing task speciﬁcation (called recipe
in the semiconductor manufacturing context) typically consists of two parts. Some
speciﬁcations are task-speciﬁc or explicit while others that are equipment-speciﬁc and
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do not relate to a particular task are implicit. The implicit speciﬁcations are enforced
by the supervisor, while the explicit speciﬁcations are enforced by the controller.
1. Implicit speciﬁcations – These speciﬁcations are typically equipment-related and
task-independent. Therefore, they must always be met throughout operation
of the plant. The supervisor’s enforcement of these speciﬁcations restricts the
choice of commands made available to the controller. These speciﬁcations do
not require the plant to be actively driven to terminate a desired event sequence.
We shall restrict ourselves to the following predominant categories of implicit
speciﬁcations.
(a) Safety specifications. Formally, a speciﬁcation language Lspec is a safety
speciﬁcation for the plant P if both MP and Lspec are preﬁx-closed. Intuitively such a speciﬁcation only prevents the plant from doing certain
sequences; it does not enforce the termination of particular sequences.
(b) Fundamental liveness specifications. A fundamental liveness speciﬁcation
is one that enforces a repetitive behavior, i.e. a speciﬁcation Lspec is a
fundamental liveness speciﬁcation if L∗spec ⊆ Lspec . Intuitively, any tolerable
behavior must be repeatable an arbitrary number of times. A fundamental
liveness speciﬁcation can specify that the initial system conﬁguration should
always be reachable. Such a speciﬁcation can be modeled by a strongly
connected automaton A such that its ﬁnal state set FA contains only the
initial state q0 .
2. Explicit speciﬁcations – These speciﬁcations are typically task-speciﬁc. Their
enforcement by the controller requires that commands must be actively sent to
the plant in order to accomplish the desired task, i.e. in order to complete a
marked sequence. Besides
(a) Implicit specifications, there are also
(b) General liveness specifications. This category encompasses all possible speciﬁcations given for the plant; they are not necessarily preﬁx-closed nor fundamental liveness speciﬁcations. In particular, this category contains all
those speciﬁcations that require the active termination of certain logical
sequences.
expl
The distinction between explicit (given by the language Limpl
spec ) and implicit (Lspec )
constraints on the closed-loop behavior naturally motivates the proposed two-tiered
expl
control structure. The global speciﬁcation is Lspec = Limpl
spec ∩ Lspec .

Control Program Design Methodology
Based on the previous discussion, we shall now describe a general purpose methodology
for a synthesis of controller and supervisor.
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Consider an implicit speciﬁcation given by a language Limpl
spec to be enforced by a supervisor S on the plant P . This speciﬁcation must be satisﬁed for any controller C, in
particular also for a random command generator Cran = (Σ, ΣC , Σ∗ , Σ∗ ). A random
command generator, for instance, can model a human operator sending an arbitrary
command. Then, with a random command generator Cran the global controller C ′ is
C ′ = SkCran = S.
For a random command generator Cran we are interested in guaranteeing all four
conditions of the controller synthesis problem for the global controller C, i.e. we require
well-posedness and non-blockingness of the closed-loop. The global controller C ′ is
then a solution of the controller synthesis problem for the implicit speciﬁcations if and
only if the process S is also such a solution. In particular
impl
S = (Σ, ΣC , sup C(MP ∩ Limpl
spec ), sup C(MP ∩ Lspec ))

is a process satisfying the four conditions of the controller synthesis problem for the
given implicit speciﬁcations Limpl
spec .
Consider now an explicit speciﬁcation given by a language Lexpl
spec . After chapter 2, a
controller solving the controller synthesis problem for the speciﬁcation language Lexpl
spec
is
expl
C = (Σ, ΣC , sup C(MP ∩ Lexpl
spec ), sup C(MP ∩ Lspec )).

Given such controller C and supervisor S, the global controller is mutual complete
expl
with the plant and enforces the speciﬁcation Lspec = Limpl
spec ∩ Lspec . However, nonblockingness is guaranteed only if the marked languages of the supervisor and the
controller are non-conﬂicting.
impl
For the particular case where Lexpl
spec ⊆ Lspec , i.e. if the controller C solves the controller
synthesis problem, enforcing both implicit and explicit speciﬁcations, C ′ = SkC =
C. The supervisor S is redundant for this particular assumption. The commands
generated by C are always accepted by the supervisor S.

Note that the controller given above is in general non-deterministic. At a given point,
the controller can have several options for a command to be sent to the plant. If we
require a deterministic controller C = (Σ , ΣC , LC , MC ) for the speciﬁcation Lspec ,
we must impose the additional restriction that for any string s and events σ, σ ′ , and
s.σ, s.σ ′ ∈ LC we have σ ∈ ΣC ⇒ σ ′ ∈ ΣP . This condition states that a string cannot
be continued with two diﬀerent commands. Clearly, such a deterministic controller
has language satisfying MC ⊆ sup C(MP ∩ Lspec ), but MC is not unique. The choice
of MC , and therefore the choice of the commands, can be performed using additional
criteria, for instance by determining the deterministic controller minimizing some cost
function associated with the commands or responses in the closed-loop.
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Separation Benefits for Synthesis
From a synthesis standpoint, the partition into two supervisors results in practice in a
reduced computational eﬀort. As the implicit speciﬁcations are typically more modular
than the explicit speciﬁcations, it makes sense to synthesize the control structure
separately, possibly exploiting fast modular techniques which may not be applicable
for the controller (see section 2.3.7). Some of the more common speciﬁcation structures
that allow a modular design are now brieﬂy mentioned.
• Modularity of the safety speciﬁcations – The preﬁx-closedness of safety speciﬁcations is a suﬃcient condition for a straightforward modular supervisor synthesis.
• Modularity of local speciﬁcations – Another a priori condition on speciﬁcation
languages that allows for straightforward modular synthesis is the localness of
speciﬁcation languages with disjoint alphabets. Clearly this condition applies to
both safety and liveness speciﬁcations.
• Modularity of general liveness speciﬁcations – Here the practical beneﬁts of incremental synthesis apply. Alternatively, the minimally restrictive “non innerblocking modular supervisors” can be obtained [13].
The explicit speciﬁcation is typically not as modular as the implicit speciﬁcation. Also
the fact that the controller is particular to the task to be performed makes modular
design less attractive. In fact, one of the advantages of modular design is the easy
maintenance and update of supervisors, when only a small part of the speciﬁcation is
changed.
The following practical reason for the separation into two clearly distinct units is valid
from both an on-line operation and an oﬀ-line synthesis standpoint.
• Possible use of incomplete controllers – A heuristic supervisor design does not
necessarily yield a valid solution of the controller synthesis problem. A heuristic
that does not explore the entire state space is beneﬁcial for both the synthesis
eﬀort as well as the on-line storage needs.
Note that the choice of an incomplete controller C, if it is not a solution to the controller
synthesis problem with Lexpl
spec , implies that also CkS is not necessarily a solution to
expl
the problem with Lspec ∩ Limpl
spec . However, in such a case, we want CkS to be at least
complete for the plant P . Assume that the supervisor S is the solution to a controller
synthesis problem. In order to guarantee that also CkS is complete for the plant, it
is suﬃcient, because of proposition 2.2, that C be made complete for the plant such
as to satisfy condition (2.3). In particular, we extend C = (Σ, ΣC , LC , MC ) to
Cext = (Σ, ΣC , LCext , MCext ) = (Σ, ΣC , LC .Σ∗u , MC ). Then, any s ∈ LCext − LC is
considered to be a failure of the controller. The behavior of the closed-loop system,
however, is guaranteed to be contained in Limpl
spec .
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Synchronization Issues
To conclude the control structure discussion, we brieﬂy describe how the synchronization between the diﬀerent processes of plant, controller and supervisor is aﬀected by
the partition of the control unit into supervisor and controller.
The completeness speciﬁcation (2.3) on the control unit C ′ = CkS as a whole, implies
that every response coming from the plant P can be accepted by both processes S and
C. The full synchronization that is usually assumed between communicating processes
can be replaced by a prioritized synchronization, in which P produces a response and
S and C have to comply with P ’s request. The dual completeness speciﬁcation (2.7)
allows the same to be done for the exchange of commands between the supervisor and
the plant.
The composition of modular plant processes but also of processes in the control unit,
and in particular the composition between C and S, however, cannot rely on a prioritized synchronization but requires full synchronization. The synchronization between
the controller and the supervisor is performed as follows. C, the controller, initiates a
command by sending a command request. The actual command can occur only if the
synchronization of C with S is successful. If the command request is validated, the
actual command is transmitted via an unbuﬀered message exchange to both P and C.
If the synchronization fails, the controller C is notiﬁed by a special synchronization
failure message. Note that this is an unmodeled event from a synthesis perspective.

4.2

SAMPLE MANUFACTURING RECIPES

First we present a very short illustrative example for a plant constructed from the
Rapid Thermal Multiprocessor (RTM) and the supervisor and controller resulting
from three simple speciﬁcations. Second, we show a realistic sample speciﬁcation for
a typical manufacturing task.

4.2.1

Illustrative Example

The RTM consists of a small chamber with a collection of processing equipment such
as gas valves, pressure sensors and halogen processing lamps attached to it. The
chamber is loaded through a small door. For the small logic control example under
consideration, we study the interaction of that door with a gas valve.
The two automata models for the door and valve processes Pdoor and Pvalve considered
for this example are shown in ﬁgure 4.3 and ﬁgure 4.5. Their respective alphabets are
Σdoor = {c open door, c close door, r door opened, r door closed}
Σvalve = {c open valve, c close valve, c repair valve,
r valve failed, r valve opened}.
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closing door
*

c close door
R

door open

r door closed
j

Y

r door opened



door closed

c open door

opening door
Figure 4.5: Automata model for the door
The complete alphabet of the plant P = Pdoor kPvalve is Σ = Σdoor ∪ Σvalve . The initial
states are door open for the door and valve closed for the valve. The only marked
states are the initial states. The ﬁrst basic implicit speciﬁcation for this plant is thus
the following.
Implicit Speciﬁcation 1: Fundamental Liveness
All components must be returned to their initial states.
Note that this speciﬁcation is inherent to the plant model. It is part of the plant model
and speciﬁed a priori.
For the plant P composed of the door and gas valve, we ﬁrst illustrate how to enforce
the following safety constraint by an appropriate supervisor.
Implicit Speciﬁcation 2: Gas and Door Mutual Exclusion
The door and the gas valve must not be open at the same time.
A possible supervisor S over the subalphabet
Σ′ = {c open valve, r valve closed, c repair valve,
c open door, r door closed} ⊂ Σ
which enforces the two previous constraints is shown in ﬁgure 4.6. If this supervisor
is composed with an arbitrary controller C = (Σ∗ , Σ∗ ) the global controller C ′ = CkS
does not solve the controller synthesis problem for the safety speciﬁcations as the plant
is not complete for this supervisor. However, by applying relation (2.10), a supervisor
S such that the plant is complete for CkS is obtained as S = S ′ kPdoor kPvalve . We show
later how the composition of the processes S ′ , Pdoor and Pvalve is performed on-line in
the implementation.
Intuitively, the supervisor S ′ allows the command c open valve only if the door
is closed and the command c open door has not yet been given. If the command
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r valve closed
c repair valve

r door closed
R

j 

Y

c open door

*

c open valve

Figure 4.6: Supervisor candidate
c open door has been sent to the plant, the command c open valve cannot be executed until the response r door closed, signaling that the door has closed, is recorded.
A controller or human operator working in conjunction with the supervisor can at most
realize the largest behavior that is consistent with the safety constraint stated above.
To conclude the example, we consider a liveness speciﬁcation for the closed-loop behavior of the plant. Assume that a wafer is to be inserted in the chamber without
being contaminated. To achieve this, the chamber is ﬁlled with an inert gas. The
following recipe expresses this speciﬁcation.
Explicit Speciﬁcation 1: Short Recipe
Enter inert gas into the chamber, then open the door.

r door opened

r valve opened

r valve opened

r door opened

Figure 4.7: Explicit liveness specification language
The automaton for this speciﬁcation language over the subalphabet
Σ′′ = {r valve opened, r door opened}
is shown in ﬁgure 4.7. A controller C for this speciﬁcation is shown in ﬁgure 4.8. The
supervisor S and the controller C for this example have non-conﬂicting marked languages and thus their composition forms a non-blocking global controller. Moreover,
we remark that CkS = C, and therefore C enforces all discussed speciﬁcations. This
implies that the behavior of C is fully consistent with S. More supervisors for additional speciﬁcations can be designed in a modular fashion as described in section 2.3.7.
The supervisor and controller are formed as the composition of modular supervisors
that match those modular speciﬁcations.
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Figure 4.8: Controller enforcing the implicit specifications and explicit
specification: enter gas into the chamber and open door.
The controller works as follows. Starting in the initial state, it sends the command
c open door, waits to read the response r door opened, sends the next command and
so on until it reaches the ﬁnal marked state.

4.2.2

Model of Oxide Growth Recipe

We now describe in some detail a typical, larger manufacturing speciﬁcation for the
RTM; in the semiconductor manufacturing community, such a speciﬁcation is called
“recipe”. The components are outlined and the implicit and explicit parts of an oxide
growth recipe are discussed. In section 4.3, we give some results from the automatic
synthesis of a controller for this example.
A typical manufacturing process for the RTM consists of growing oxide on a silicon
wafer. The wafer is inserted into the processing chamber. Before oxide is grown, the
wafer needs to be cleaned from spurious traces of oxide that inevitably appear in the
ambient environment. This is performed under a ﬂow of hydrogen. After being cleaned
the wafer is exposed to oxygen which causes oxide to grow on the surface of the wafer.
Both cleaning and coating the wafer occur at well-determined temperatures. After
cleaning and before oxidation, the wafer is often exposed to nitrogen, an inert gas, to
stabilize the environment.
The relevant equipment components that participate in the oxide growth are three
gas valves (hydrogen, nitrogen and oxygen), the chamber door, two continuous-type
control elements (temperature and pressure controller) and a pump-purge mechanism.
Any of the three gas valves is similar to the valve already described in sections 4.1
and 4.2.1. Also the door model is identical to the one in ﬁgure 4.5.
The model of the temperature control subsystem incorporates, as states, the various
discretized temperatures of the wafer, as well as a disabled state to indicate the inactivity of the temperature control. For the pressure controller component a similar
model holds. However, this latter component is somewhat more complex as it takes
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into account that gas pressure cannot increase unless one of the gas valves is open.
The complete models of these two components and also of the pump-purge mechanism
are not presented in this thesis as they are analogous in nature to those previously
discussed.
For the control of the plant we also explicitly include in the plant a model of the wafer
surface. After the wafer is exposed to hydrogen at the correct temperature for a certain
time, the response ewf wf r clean generated by an (unmodeled) timeout notiﬁes the
controller that the wafer is clean. Analogously, the response ewf wf r coated tells the
controller that the wafer is coated with oxide. The model shares events with both the
gas valves and the heating unit. However the model is independent of the behavior of
the pressure controller. A graphical representation of this component can be seen in
the screen dump of ﬁgure 4.12.
Throughout system operation, the following implicit safety constraints must be enforced.
Implicit Speciﬁcation 1: Gas Mutual Exclusion
No more than one gas must be in the chamber. A chamber ﬂush must be
performed between gases.
Implicit Speciﬁcation 2: Exclusive Operation of Flush Pump
The gas ﬂow controller element as well as all the gases must be shut oﬀ when
the chamber is ﬂushed.
Implicit Speciﬁcation 3: Door Closed
If the door is open, no action other than the closing of the door is permitted.
The following implicit fundamental liveness speciﬁcation must also be respected. After
processing, the participating components must be returned to their initial state.
Implicit Speciﬁcation 4: Fundamental Liveness
Reset the components (except for the wafer surface) to their initial states.
In addition to these generic constraints, the following recipe-speciﬁc explicit liveness
constraint governs the oxide-growth process.
Explicit Speciﬁcation 1: Recipe
(a)
(b)
(c)
(d)

Bring the chamber pressure to 300 mTorr.
Clean the wafer.
Bring the chamber pressure to 1 Torr.
Grow oxide on the wafer.
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The interpretation of the recipe is as follows. While the cleaning of the wafer can
physically occur at diﬀerent pressures, this recipe requires the pressure to be maintained at 300 mTorr throughout the cleaning process. This is done in steps (a) and
(b). Notice that the wafer surface model asserts that cleaning only takes place if there
is hydrogen in the chamber and the temperature is at the correct level. Such low-level
details need not appear explicitly in this recipe. The only information relevant to the
recipe is that the wafer is cleaned at the appropriate pressure. Steps (c) and (d) are
interpreted in the same way. It should be clear from this example that care must be
taken in accurately modeling a speciﬁcation.
A schematic table showing the state size of the automata representing plant and speciﬁcation is given in ﬁgure 4.9.

Plant Components
temperature controller
pressure controller
ﬂush pump
H2 , N2 , O2 valves
door
wafer surface
Maximum Total

Nr. States
8
24
4
3×5
3
8
2.3 × 106

Specifications
implicit 1
implicit 2
implicit 3
implicit 4
explicit 1

Nr. States
3
6
2
5

Maximum Total

180

Potential State Space: 4.2 × 108

Figure 4.9: State-space breakdown for oxide growth example

4.3

SUPERVISOR SYNTHESIS

In this section we describe the oﬀ-line synthesis of controllers for the RTM. We showed
in sections 2.4 and 4.2 that supervisory control theory can be modiﬁed to accurately
model RTM components. However, for supervisory control to be useful in practice,
the synthesis algorithms must be computationally feasible for practical problems. We
demonstrate here the use of a special data structure that does indeed enable controller
synthesis for realistic applications of the RTM.
4.3.1

Difficulties

The solution to the supervisor synthesis problem involves the iterative computation of
the controllability ﬁxpoint as outlined in section 2.3.4. The straightforward way to do
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this involves a brute force enumeration technique that requires all discrete states in
the system to be considered individually. This approach, however, is not at all practical because of the exponential state-space explosion occurring in modular systems as
shown in section 2.3.6.
Consider the example of subsection 4.2.2. To illustrate the complexity of this typical
synthesis problem, ﬁgure 4.9 gives a state-space breakdown of the considered modules.
It is in fact not necessary to consider all possible states, but only the reachable ones.
However, a reachability analysis shows that there are still about 1.3 × 106 reachable
states. Clearly, a naive explicit computation method will be crippled by trying to
iterate over such a large state-space size.

4.3.2

Logical Encoding of the Fixpoint Operator

To overcome these diﬃculties the ﬁxpoint operator is re-expressed in a logical form.
This allows the ﬁxpoint computation to be performed symbolically, thereby avoiding
the explicit enumeration of states in the global automaton.
First, we need to encode all the relevant information about the plant and its speciﬁcation as logical formulas. We use formulas of Boolean propositional logic. Notice
that the transition functions, the initial and ﬁnal states of a plant automaton and
its speciﬁcation automaton can each be given as sets of tuples [24]. For example,
the next-state relation of an automaton can be considered to be the set of all tuples
hq1 , σ, q2′ i ∈ Q × Σ × Q′ , such that q2 ∈ δ(q1 , σ). The set Q′ = {q ′ | q ∈ Q} represents
the successor states. A set of tuples T ⊆ D1 × D2 × · · · × Dn can in turn be thought
of as a Boolean function, namely a mapping from D1 × D2 × · · · × Dn to {0, 1} that
returns 1 if and only if the tuple is in T . Furthermore, any non-Boolean domain D can
be re-encoded as a vector of Boolean bits. It follows then that next-state relations,
predicates describing initial states, ﬁnal states and uncontrollable events can all be
expressed as Boolean functions over Boolean domains.
The controllability ﬁxpoint operator Ω deﬁned in section 2.3.4 can be re-expressed in
terms of Boolean functions describing the plant and speciﬁcation automata.

4.3.3

An Efficient Data Structure: the Binary Decision Diagram

In order to gain eﬃciency as a result of using a logical ﬁxpoint operator, it must be
possible to store and manipulate propositional logic expressions with signiﬁcantly less
computation than an explicit representation.
For the RTM-project G.J. Hoﬀmann and H. Wong-Toi [24] proposed a synthesis implementation based on a special compact data structure known as a Binary Decision
Diagram (BDD) [11]. Binary decision diagrams have been shown to be an eﬃcient
way to encode Boolean functions [11, 12].

4.3. Supervisor Synthesis

93

?

x1
0
x2
0

1
1
R ?

x3

0

1

0

R

x4
0

1
1
R

0

1

Figure 4.10: BDD for the Boolean function (x1 ∨ x2 ) ∧ (x3 ∨ x4 )

They are essentially binary decision trees with the added restriction that the order
of decisions respects a ﬁxed ordering. The decision tree is represented by an acyclic
directed graph. Figure 4.10 shows a BDD for the function f = (x1∨x2 ) ∧ (x3∨x4 ). The
value of the function for a particular variable assignment can be read by following a
path in the tree from the root to a leaf. Each internal node is labeled with a Boolean
variable. At each node the path follows the branch that corresponds to the value of
that variable in the variable assignment.
In the example shown above, the variable assignment (x1 =0, x2 =1, x3 =1, x4 =1)
leads to a leaf marked 1, indicating that f is true under this variable assignment.
The operations of logical AND, OR, NOT, and existential quantiﬁcation can all be
performed on BDD’s in polynomial time.
The main advantage of using BDD’s to represent Boolean functions is that they are
often far smaller than an explicit truth table representation. This fact can lead in
practice to greatly improved performance but does not alter the exponential worstcase complexity per se. Research in the ﬁeld of formal ﬁnite-state veriﬁcation has
shown that BDD’s can be used to dramatically extend the capability of traditional
explicit algorithms [17, 12].
The Boolean functions describing the plant and speciﬁcation automata are stored by
our implementation as BDD’s. This enables the ﬁxpoint computations described above
to be performed eﬃciently.
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Implementation and User Interface

The synthesis program written by G.J. Hoﬀmann and H. Wong-Toi [24] consists of
a toolbox collection of routines built on top of the Ver package designed and implemented by David Dill, Andreas Drexler, and Alan Hu, for ﬁnite-state veriﬁcation
using BDD’s. Their implementation uses Brace, Rudell, and Bryant’s package for
BDD manipulation [8].
The Ver kernel provides an interactive environment for entering low-level commands
for creating and manipulating BDD’s. The commands include variable declaration,
logical operators and process operators such as parallel composition of modules. The
synthesis toolbox contains a routine that ﬁnds the least restrictive controller via the
ﬁxpoint computations described above. It also incorporates useful BDD inspection
routines.

Graphical Automata Editor
?

Plant and Speciﬁcation Automata

-

to control
software

-

to control
software

?

Preprocessor for Variable Assignement
?

Binary Decision Diagram Fixpoint Computation
?

Supervisor Automaton

Figure 4.11: Block diagram of the synthesis program.
All variables in the system are Boolean. It is undesirably tedious to have to express
process descriptions and their speciﬁcations by means of their Boolean encodings.
Thus, there is also a macro preprocessor that deals automatically with managing
Boolean variables, thereby allowing the user to reason at the level of an automaton’s
states, events, and transition relation.
Furthermore a graphical editor for ﬁnite-state automata is being developed as a front
end to the macro preprocessor. A sample screen view of the editor is shown in ﬁgure 4.12. A table with some ﬁgures for the synthesis procedure is shown in ﬁgure 4.11.
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Figure 4.12: View of automata editor. States are represented by circles and events
by squares.
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The plant and speciﬁcation automata are used by the on-line control program and serve
also as input to the synthesis program. The automata resulting from the synthesis
procedure are then used by either the supervisor or the controller.
The synthesis program is used to ﬁnd a BDD for the next-state relation of the least
restrictive supervisor. Since the program deals internally with BDD’s, its most primitive form of output is the raw form of a BDD, i.e. an acyclic directed graph. However,
there are more friendly means to obtain information from BDD’s. The BDD inspection routines can output a list of outgoing transitions from any given automaton state,
and simulate an automaton moving from one state to the next. The output of these
routines can be used as an interface for the on-line control software.
4.3.5

Synthesis of Incomplete Controllers

As proposed in the previous sections, we are able to use incomplete controllers at the
explicit level. The design of such controllers can be for instance performed through a
limited look-ahead policy as proposed by Chung, Lafortune and Lin [15].
Another method proposed by G.J. Hoﬀmann consists in assigning for the synthesis
some transition probabilities and costs to the responses that the plant can produce
(see [23, 22]). Then the design of a deterministic controller consists in determining
which commands the supervisor can send to the plant in order to minimize the expected
cost of the responses obtained to accomplish a given task.
Starting from this setup it is then possible to design an incomplete controller by
pruning those states that are reached under control only with a very low probability.
Such an controller would accomplish the task in “most” cases. However until now no
eﬃcient synthesis tool for the computation of such controllers is available.
In particular an incomplete controller design should combine an heuristic to decide
what transition can be omitted and an optimization to determine the “best” command
that the controller can send to the supervisor.

Chapter 5
THE CONTROL OF A
RAPID THERMAL MULTIPROCESSOR

In this chapter, we discuss the actual on-line implementation of the control software
of a Rapid Thermal Multiprocessor (RTM).

5.1

THE RAPID THERMAL MULTIPROCESSOR

The RTM is a ﬂexible multiprocessing machine capable of performing a number of
semiconductor processing steps on a single wafer in a processing chamber, including
cleaning, annealing, oxidation and chemical vapor deposition.
In ﬁgure 5.1 we can see a picture of the processing chamber with the round door
through which the wafers are inserted. On top of the processing chamber is the case in
which is placed the three ring lamp used to heat the wafer through a quartz window.
The picture has been taken while the lamp was operating. In fact, we can notice the
glare scattering out of the lamp case.
Several equipment pieces are connected to the chamber. Two manometers measure
the pressure of the gases contained in the chamber. A thermocouple measures the
temperature of the quartz window. A water cooling system cools the quartz window
close to the lamp. A pyrometer measures the infrared emission of the hot wafer, which
can be used to determine the temperature of the wafer. Several injectors distribute
the gas ﬂowing into the chamber from the input gas pipes. The exhaust pipe expels
the dangerous gases contained in the chamber into an appropriate disposal site where
the gases are eliminated by combustion. Other pipes are connected to the vacuum
pump which is used to obtain a very low pressure necessary for some processing steps.
On ﬁgure 5.2 we can see an overview picture of the RTM. On the lower part of the
picture we can recognize the four radially placed exhaust pipes with the large common
valve in the middle, and in the back, the large vacuum pipe. Finally, on the upper
left corner of ﬁgure 5.2, we can see part of the panel with instrumentation and some
hardware switches.
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Figure 5.1: Detail of the processing chamber
5.2

CONTROL HARDWARE AND SOFTWARE TOOLS

The implementation hardware essentially consists of a host computer and a collection of client single-board computers (SBC) as well as a number of distributed data
acquisition nodes. The next paragraphs give a detailed account of the hardware in
use.
The control equipment consists of a SUN Sparcstation 1+ host computer networked to
two Motorola MVME147S-1 25 MHz 68030 single-board-computer cards (SBC’s). The
host computer runs SUN OS (UNIX) while the SBC’s run VxWorks [28], a UNIX-like
real-time multitasking operating system from Wind River Systems, Inc. The SBC’s are
mounted in a VME chassis along with analog and digital interface cards and control
the RTM hardware through a combination of local and distributed I/O points. The
distributed I/O is done via several Bitbus networks that connect a number of smaller,
less-powerful computer nodes (with analog/digital converters) mounted in areas which

5.2. Control Hardware and Software Tools

Figure 5.2: Overview picture of the Rapid Thermal Multiprocessor.
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are diﬃcult to access.
The real-time equipment drivers and the UNIX host communicate via TCP/IP sockets
over ethernet through an ethernet board mounted on the VME-chassis. A diﬀerent
compilation of the C code enables the simulation and testing of the equipment drivers
as UNIX processes running on the host, instead of running them on the SBC’s.
In the interest of safety, the signals from the I/O actuators do not directly drive the
valves and pumps in the RTM. The signals ﬁrst pass through a “hardware interlock”
switch-matrix that tests for conﬂicting or hazardous command signals via a set of
discrete logic circuits. This hardware interlock supplements the supervisor in the case
of a software failure, enforcing a number of essential safety constraints.
All programs are written in the programming language C. The UNIX software is compiled using the native SUN C compiler (cc). The software routines for the SBC’s are
cross-compiled for the 68030 microprocessor cards using the GNU C compiler (gcc).
5.3

IMPLEMENTATION HIERARCHY

A complete block diagram of the control software can be seen on ﬁgure 5.3. The
implementation hierarchy consists of four distinguishable levels. The lowest level incorporates the equipment drivers; the level above is the command/response interpreter.
These two levels form the implementation of the interface that maps the physical plant
to the logical plant whose behavior is to be speciﬁed and controlled in our framework.
The highest and second-highest levels of the hierarchical implementation are the controller and supervisor. They form the implementation of the control unit.
5.4

PLANT IMPLEMENTATION

The implementation of the interface on the RTM control equipment is physically divided into two parts. One part runs on the host computer and the other one on the
real-time SBC’s.
The implementation of the interface is also functionally divided into two parts; the
command/response interpreter and the equipment drivers.
Command/Response Interpreter The main function of the command and response interpreter is to act as an interface between the equipment drivers and the
control unit. On one side, it must supply to the control unit logical responses that reﬂect the information provided by the drivers. On the other side, it converts commands
from the control unit into lower-level commands for the equipment drivers.
Information that comes from the drivers falls into the four categories discussed in section 4.1.1; event symbols, discrete state changes, continuous state changes and software
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messages.
Response symbols or software messages generated at the SBC level are directly forwarded to the control unit by the host side of the command/response interpreter.
For discrete or continuous state changes, however, state-sensor tasks on the SBC signal
that the hardware is in another state. The host side of the command/response interpreter then generates the corresponding response symbol by using a stored model of
the fundamental plant component process as described in section 4.1.1. One advantage
of this partitioning is the reduced complexity of the real-time programming. Another
advantage is the ability to alter the discrete event models for the system without
changing the embedded code on the SBC’s since the fundamental process automaton
models used by the interface are read from ﬁles during initialization. A sample ﬁle for
a gas valve fundamental process is shown in ﬁgure 5.4 where all states are considered
to be ﬁnal.
# next state relation of valve fundamental process
# format: state event next state
# starts with initial state, all states are final
valve closed r valve opened valve open
valve closed r valve failed valve down
valve open
r valve closed valve closed
c repair valve valve closed
valve down

Figure 5.4: Fundamental process file for valve component
The command interpretation mainly consists of the translation of commands into actuating routines. After having read a command symbol, the SBC part of the interpreter
executes equipment driver routines corresponding to the received command.
The command/response interpreter roughly implements the sensing and actuating
behavior described in section 4.1.1. It is added on top of the fundamental behavior
that is closely implemented by the equipment drivers discussed below.
The implementation of the command/response interpreter is distributed over both the
host computer and the SBC’s. The host part is implemented as a monolithic UNIX
task. The SBC part is a collection of modular VxWorks tasks [28]; each such module
is dedicated to a few physical components and the underlying equipment drivers. The
host part distributes commands received from the control unit to the diﬀerent realtime SBC’s. Also, it collects messages from the SBC’s and provides the control unit
with the responses that report changes of the logical plant.

Equipment Drivers The main function of the equipment drivers is to provide a
set of very low-level routines that directly interact with the hardware. These routines
are started by the commands from the command/response interpreter, and, during
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their execution, they provide the command/response interpreter with messages. The
drivers also monitor the physical plant and produce messages, e.g. regarding a new
state, to be forwarded to the command/response interpreter.
The majority of the equipment drivers are tasks running on the SBC’s which interact
with the distributed I/O systems. Some drivers are straightforward, simply converting
commands into the set of register manipulations and serial-interface communications
needed to turn on actuators, e.g. opening a valve. Others are more indirect, like the
drivers responsible for real-time dynamic control of some continuous subsystem, e.g.
temperature controllers.
5.5

SUPERVISOR/CONTROLLER IMPLEMENTATION

As with all the previously discussed software modules, the supervisor and controller
are implemented as programs written in C. However, the behavior of the two programs
is not “hard-coded” in C, but easily adaptable through conﬁguration ﬁles. These ﬁles
contain automata describing the supervisor and controller processes.
Supervisor. The program implementing the supervisor is conﬁgured to behave as
the synthesized supervisor by reading automata representing the modular (and possibly local) supervisors and the automata representing the plant model of the diﬀerent
subsystems. As an example we show a ﬁle describing the plant model for the gas
valve in ﬁgure 5.5. The local supervisor that enforces the implicit speciﬁcation for the
combined behavior of the valve and the door as discussed in section 4.2.1 is shown in
ﬁle form in ﬁgure 5.6.
As already explained in the example in section 4.2.1, the modular (and possibly local) supervisors and the subplant processes need to be composed in order to solve the
controller synthesis problem for the whole plant. Composing the modular components
into a single automata for the entire plant would lead to a very large plant representation. Instead, the states of each component are updated on-line without explicitly
having to compose all the modular processes into a single automaton. This procedure
allows for modular storage of the plant components.
What is to follow describes how this on-line process composition is implemented. When
the supervisor is initialized, a linked list is constructed as a cross-referencing index for
every event. The list contains a pointer to all the automata whose alphabet contains
the event.
For a command proposed to the command input of the supervisor, the supervisor
program checks if the command symbol can be accepted by all the automata whose
alphabet contains the proposed command. If this is the case, these automata will
undergo the transition corresponding to the command. The command is then immediately forwarded to the command/response interpreter, and because the plant is
complete for the supervisor we know that the command is accepted by the plant during
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# next state relation of valve process
# format: state event next state
# starts with initial state, initial state is final
c open valve
opening valve
valve closed
opening valve r valve opened valve open
opening valve r valve failed valve down
valve down
c repair valve valve closed
c close valve
closing valve
valve open
closing valve r valve closed valve closed

Figure 5.5: Valve model file

# next state relation of supervisor
# format: state event next state
# starts with initial state, initial state is final
safe
do not open valve r door closed
safe
c open valve
do not open door
safe
c open door
do not open valve
do not open door
r valve closed safe
c repair valve safe
do not open door

Figure 5.6: Safety constraint supervisor file
the next message exchange.
Note that for simplicity, we assume that the control unit and the plant operate in
a lock-step mode, i.e. that the command and response synchronization procedures
are mutually exclusive and instantaneously executed. This assumption is somewhat
artiﬁcial; however, under the conditions stated in chapter 3 it is possible to design the
supervisors and controllers without having to explicitly taking into account the eﬀect
of the delays.
The supervisor and control programs also accept all the responses produced by the
command/response interpreter and perform an operation similar to the one just described by the command. For any response given by the logical plant, it goes through
the corresponding linked list of automata models for plant components and modular
supervisors and triggers, from the current state of each such automaton, the transition corresponding to the response. In fact, because the supervisor is complete for the
generated responses, every response sent by the interface will be accepted by all the
automata containing the response symbol in their alphabet.
The supervisor program receives commands either from the controller implementation
or from a manual interaction window for the user. The interaction window lists the
commands that can be accepted by the supervisor at its current state. The window
is constantly updated if the supervisor state changes. The update is performed by
checking for every command if it can be accepted in the supervisor by all automata
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Figure 5.7: Screen dump showing the supervisor interaction window
whose alphabet contains the command. If a command can be accepted, a button
labeled with the command will appear on the window, and by clicking on the button
with the mouse will send the command to the plant.
Figure 5.7 shows a dump of the workstation screen used in the manual control of the
RTM. In the left upper corner is the interaction window of the supervisor; it shows
the history of previous responses and commands, the states of the modular supervisors
and plant components as well as the commands currently allowed by the supervisor.

Controller. Just like the supervisor, the controller implementation is conﬁgurable
at initialization time. The program reads a collection of automata, describing the
synthesized controller for a speciﬁc task. When a task is completed, a new set of ﬁles
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is read for the next task.
The controller, as already described in section 4.1.2, synchronizes with the supervisor
for the commands it produces. This is performed by forwarding commands to the
supervisor which either accepts or refuses the command. In the ﬁrst case, the command
is forwarded to the plant; in the latter case, the controller switches to a global failure
state. The system is left in manual mode.
As the controller is complete for the responses of the plant, it accepts all responses
from the plant and updates its internal state accordingly.
Ideally, the commands produced by the controller are always accepted by the supervisor. This is true when the implicit constraints are a subset of the explicit constraints
as discussed in section 4.1.2. If this requirement is met, the command synchronization procedure never fails. However, the controller may fail if it does not meet this
requirement, e.g. due to an incomplete design. The combined supervisor/controller,
however, is always guaranteed to meet at least the implicit constraints.

CONCLUSION

This thesis has proposed an interpretation of supervisory control theory from an input/output perspective. The plant is modeled as an input/output process accepting
commands as inputs, and producing as outputs some messages regarding changes that
occurred in the system. A controller controlling the system has been described in a
similar way, accepting the outputs of the plant, and in turn producing commands. Under these semantics both the controller and the plant form the “generating” process in
the closed-loop systems. This is in contrast to the original semantics of the Ramadge
and Wonham framework where the plant alone is the “generator”.
The messages are therefore not generated at the same place. Both the controller and
the plant read messages from the other process and send messages to it. In an implementation, these exchanges of messages will be necessarily aﬀected by communication
delays. This thesis has presented a detailed treatment of the various issues involved
with communication delays. In particular, it is shown that the restriction to the particular class of delay insensitive plants allows to disregard the delays in the synthesis
of a controller. Moreover, for a general plant, the additional constraints on the design of a controller to take care of the communication delays can be satisﬁed with a
preliminary controllable reduction of the plant to obtain a delay insensitive one.
Based on these observations, a generic control scheme that is applicable to all sorts
of manufacturing systems was developed. Its main feature is the separation of control
into two levels. At a lower level, the implicit recipe speciﬁcations (such as safety and
fundamental liveness) are enforced, at a higher level, the explicit recipe requirements
(such as liveness constraints that model job completion).
Using this scheme a control environment for a Rapid Thermal Multiprocessor (RTM)
has been implemented at the Center for Integrated Systems at Stanford University.
The environment provides both manual and automatic control.
The discrete event control software of the RTM consists of a general program that is
conﬁgurable through input ﬁles. It should not be hidden that the initial programming
work is quite complex as it must allow some abstract description given by automata in
ﬁles to determine the behavior of the controlled system. However, once the basic code
has been tested, the enforcement of a diﬀerent behavior on the control system can
be done by using the results of some synthesis programs without the need of further
software testing and debugging. Moreover, such a software can be easily modiﬁed to
adapt it to diﬀerent applications (in our case we have used the same code for the
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control of a model railway [1, 22] with very few modiﬁcations).
The controller synthesis procedures based on binary decision diagram manipulation
were brieﬂy presented. These allow the automatic synthesis of realistic size manufacturing recipes. The large state space that can be dealt with by the available control
synthesis tools illustrates that automatic synthesis can eﬀectively deal with much
larger problems than any sort of manual, heuristic design. Future work will include
the incorporation of supervisor reduction techniques [42].
The supervisory control theory described here leaves a number of open questions about
the way processes and their speciﬁcations are modeled. Concepts based on hierarchical supervision in the sense of [47] will be useful in a future adaptation for the semiconductor manufacturing application. The original supervisory control framework is
restricted to purely logical system models. For future applications it is important to
extend the model to systems with real-time constraints [29, 43]. Eﬃcient synthesis
tools are to be developed in order to allow for incomplete synthesis of controllers for
the explicit levels. In particular, some sort of state space pruning is necessary (see for
instance [15], proposing a ﬁnite horizon design, or [23] proposing a state space pruning
dependent on the probability of attaining a speciﬁc state).

APPENDIX A

A.1

SOME PROPERTIES AND RELATIONS OF THE DELAY OPERATOR

We address here some properties of the operator delay[.] deﬁned on page 35. The
operator delay[Σ′ ] switches the order of an element of Σ′ preceding an element of
Σ − Σ′ . It is evident that
delay[Σ′ ](L) 6= delay[Σ − Σ′ ](L).
However, the equality
delay[Σ − Σ′ ](delay[Σ′ ](L)) = delay[Σ](delay[Σ − Σ′ ](L))
holds. It corresponds to all possible permutations in the string of L of adjacent elements, each from one of the sets Σ′ and Σ − Σ′ . We remark that delay[.] applied to
a preﬁx-closed language does not yield in general a preﬁx-closed languages, i.e. the
inclusion
delay[Σ′ ](L) ⊆ delay[Σ′ ](L)
is in general strict. To show this, take L = {σ ′ .σ}, with σ ′ ∈ Σ′ and σ ∈ Σ − Σ′ . Then
σ ∈ delay[Σ′ ](L) but σ 6∈ delay[Σ′ ](L). However, the following property of the delay[.]
operator holds.
delay[Σ′ ](L) = delay[Σ′ ](L)
(A.1)
Proof: Take t ∈ delay[Σ′ ](L). Then
∃s ∈ L | t ∈ delay[Σ′ ]({s})
For such s, we have
∃t′ ∈ Σ∗ with t.t′ ∈ delay[Σ′ ]({s})
Also there exists a s′ ∈ Σ∗ such that s.s′ ∈ L. This implies
t.t′ .s′ ∈ delay[Σ′ ]({s.s′ })
which implies t ∈ delay[Σ′ ](L), proving equation (A.1).
We now show some relations between two languages. Take A, B ⊆ Σ∗ and any Σ′ ⊆ Σ.
Then
delay[Σ′ ](A ∪ B) = delay[Σ′ ](A) ∪ delay[Σ′ ](B).
(A.2)
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Also
delay[Σ′ ](A ∩ B) ⊆ delay[Σ′ ](A) ∩ delay[Σ′ ](B)

(A.3)

Proof: The equality comes direct from the deﬁnition of the operator delay[.]. The
inequality can be derived with the following steps.
delay[Σ′ ](A) = delay[Σ′ ]((A ∩ B) ∪ (A − B))
= delay[Σ′ ](A ∩ B) ∪ delay[Σ′ ](A − B)
⊇ delay[Σ′ ](A ∩ B)
Similarly
delay[Σ′ ](B) ⊇ delay[Σ′ ](A ∩ B)
Taking the intersection of the two expression gives the desired result. We remark that,
in general, the inclusion is strict. Take for instance σ ′ ∈ Σ′ , σ ∈ Σ−Σ′ , A = {σ.σ ′ } and
B = {σ ′ .σ}. Then we have delay[Σ′ ](A∩B) = 6 and delay[Σ′ ](A)∩delay[Σ′ ](B) = A

Now we prove a fundamental inequality that we will often use in the sequel.
delay[Σ′ ](delay[Σ − Σ′ ](A) ∩ B) ⊇ A ∩ delay[Σ′ ](B)

(A.4)

Proof: Take s ∈ A ∩ delay[Σ′ ](B). Then
s ∈ A
∃t ∈ B | s ∈ delay[Σ′ ]({t})
For s ∈ A and such a t ∈ B satisfying the relations above, we have
delay[Σ′ ](delay[Σ − Σ′ ]({s}) ∩ {t}) ⊆ delay[Σ′ ](delay[Σ − Σ′ ](A) ∩ B)
We remark that s ∈ delay[Σ′ ]({t}) implies t ∈ delay[Σ − Σ′ ]({s}). Therefore
delay[Σ′ ]({t}) ⊆ delay[Σ′ ](delay[Σ − Σ′ ](A) ∩ B)
and with s ∈ delay[Σ′ ]({t}) we have s ∈ delay[Σ′ ](delay[Σ − Σ′ ](A) ∩ B), proving the
inclusion. To prove that the inclusion is proper in general, take σ ′ ∈ Σ′ , σ ∈ Σ − Σ′ ,
A = {σ.σ ′ } and B = {σ ′ .σ}. Then A ∩ delay[Σ′ ](B) = A, while for the other side
delay[Σ′ ](delay[Σ − Σ′ ](A) ∩ B) = A ∪ B.
Another important equality is:
A.(Σ′ )∗ ∩ delay[Σ′ ](B) = A.(Σ′ )∗ ∩ delay[Σ′ ](B)

(A.5)

Proof: The inclusion A.(Σ′ )∗ ∩ delay[Σ′ ](B) ⊆ A.(Σ′ )∗ ∩ delay[Σ′ ](B) is trivial. Let
us consider a string s ∈ A.(Σ′ )∗ ∩ delay[Σ′ ](B). Then s ∈ A.(Σ′ )∗ and
∃t′ ∈ B | s ∈ delay[Σ′ ]({t′ }).
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Moreover, for a preﬁx t of t′ (more precisely, for a string t in {t′ } ∩ proj−1 [Σ](proj[Σ −
Σ′ ]({s})))
∃s′ ∈ (Σ′ )∗ | s.s′ ∈ delay[Σ′ ]({t})
But s.s′ ∈ A.(Σ′ )∗ and therefore, using s.s′ and t, we have
{s.s′ } ∩ delay[Σ′ ]({t}) ⊆ A.(Σ′ )∗ ∩ delay[Σ′ ](B)
{s.s′ } ⊆ A.(Σ′ )∗ ∩ delay[Σ′ ](B)
s ∈ A.(Σ′ )∗ ∩ delay[Σ′ ](B),
proving the inclusion A.(Σ′ )∗ ∩ delay[Σ′ ](B) ⊇ A.(Σ′ )∗ ∩ delay[Σ′ ](B).
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GLOSSARY

Operators and notations introduced in this thesis are listed here with the reference of
the page where the operator or notation is deﬁned.

BASIC NOTATION
Notation

Meaning

σ

Symbol or letter.

12

Σ

12

s
len(s)
Σ∗

Alphabet, as the set of symbols or letters
describing the events.
String, sequence of elements from Σ.
Length of the string s.
Set of all possible strings from Σ.

12
13
13

Σ(n)

Set of all possible strings of at most length n.

59

Σi −Σj = Σi /(Σi ∩Σj )
.
s.t
L

Set of elements in Σi but not in Σj .
String concatenation operator. Also omitted.
Concatenation of s and t.
Language. Set of strings. L ⊆ Σ∗ .

15
13
13
12

L/s

Post-language. Language after string s.
s.(L/s) ⊆ L.
Closed-loop language of the process P .

19

LcP
LcP /(sP ,

sC )

Page

36
55

s

Closed-loop post-language. Closed-loop
language after the pair (sP , sC ).
sP .(LcP /(sP , sC )) ⊆ LcP .
The set of all the preﬁxes of s.

13

L

Preﬁx closure of the language L.

13

Σ∗

L

2 ; the set of all possible languages.

13

C(L)

Class of [LP , Σc ]-controllable sublanguages of
L.

20

116

Glossary

117

D(L)

Class of delay-insensitive sublanguages of L.

66

W[LP , ΣC ](L)

Class of sublanguages of L for supervisor with
well-posed connection with plant with LP .
Class of self-well-posed and
[LP , ΣC ]-controllable sublanguages of L
Supremal element L of the class of languages
X . L ⊆ sup X ∀ L ∈ X
Delay of elements from Σ′ in strings in L.

42

SC[LP , ΣC ](L)
sup X
delay[Σ′ ](L)
proj[Σ′ ](L)
proj−1 [Σ](L)
gproj[L](s)
P
S
LP
MP
ΣP
(Σ, ΣP , LP , MP )
k
AkB
6

kpi=1 Pi

48

35

Projection. Deletion of all elements not from
Σ′ in the strings in L.
Inverse projection of L ⊂ (Σ′ )∗ . Largest
language K ⊆ Σ∗ with proj[Σ′ ](L) = K.
Generalized projection of a string s onto a
language L
Process. Usually denotes the plant.
Process. Usually denotes the supervisor.
Preﬁx-closed language of the process P .
Marked language of the process P .
Set of outputs of the process P .
Input/Output Process.
Full synchronous composition operator
Prioritized synchronous composition operator

14

14
17
14
14
31
31
15
16

Parallel composition of p processes

17

14
16

DEFINITIONS
#

Deﬁnition

2.1
2.2
2.3
2.4
2.5
3.1
3.2
3.3
3.4
3.5

Full Synchronous Composition
Prioritized Synchronous Composition
Complete Supervisor
Non-blocking Process
Complete Plant
Delay of a Language
Closed-loop Languages with Communication Delays
Well-Posed Composition with Delays
Self-Well-Posed Language
Memoryless Language

Page

15
16
18
19
27
35
36
39
46
51

118
3.6
3.7
3.8
3.9

Glossary
Nonblocking Process in Composition with Delays
Predictable Composition
Memoryless Marked Language
Delay Insensitive Language

55
57
59
65
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