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Abstract
This paper discusses nine methods to project a p-dimensional dataset with
classified points from s known classes onto a lower dimensional hyperplane so
that the classes appear optimally separated. Such projections can be used,
e.g., for data visualization and classification in lower dimensions. Classical
discriminant coordinates are discussed as well as methods maximizing mean
and variance differences between classes. New methods, which are asymmetric with respect to the numbering of the groups, are introduced for s = 2.
They aim at generating data projections where one class is homogeneous
and optimally separated from the other class, while the other class may be
widespread. Neighborhood based methods are also investigated, where local
information about the separation of the classes is averaged. The use of robust
MCD-covariance matrices is suggested. The resulting methods are compared
by a simulation study and applied to a 12-dimensional dataset of 74159 spectra of stellar objects.
AMS 2000 subject classification: 62-09, 62-07, 62H30
Keywords: visualization, discriminant coordinates, canonical coordinates,
nearest neighbor, projection pursuit, cluster validation, MCD estimator
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Introduction

This paper deals with the following problem: Given is a dataset X (rows are cases,
columns are variables) of n points from IRp , which is partitioned into s > 1 known
classes. We look for a linear reduction of the data to k < p dimensions, i.e., for a
p × k-matrix C leading to projected data Y = XC, in order to separate the classes
1
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as well as possible in Y according to various criteria. The columns of C might be
interpreted as optimal separating projection directions.
There are many applications of this task. Many methods for supervised classification suffer from the so-called “curse of dimensionality” (cf., e.g., Hastie, Tibshirani
and Friedman 2001, pp. 22-27) and may profit from performing a linear dimension
reduction first. My main motivation has been the visual validation of the outcomes
of clustering methods (Hennig and Christlieb 2002), and such a visualization may
also be useful for an exploratory analysis of a supervised classification problem
(cf. Seber 1984, pp. 269-273). Strecker (2002) uses classification adapted linear
dimension reduction to demonstrate that a group of fishes constitutes an up to
now unknown species by showing that the group is separated strongly from any
known candidate species. The entries of the matrix C may be used to interpret the
separation between groups in terms of the variables. Furthermore, the outcome of
classification methods such as neural networks applied to high dimensional data on
training and test set can be visualized by the projection onto a lower dimensional
subspace, which may lead to a better understanding.
In the present paper, I have mainly data visualization in mind. The assessment of
the performance of particular classification rules combined with the proposed linear
dimension reduction methods is left for future research. The interpretation of the
methods in the present paper focuses on the consequences of the particular types
of data transformation to the visual outcomes, and not on the derivation of the
methods from certain probability models. The underlying idea is that probability
models are useful to understand some key features of the methods, but in most real
data situations it is not adequate to say that some i.i.d. models “hold” or “hold
approximately”. For example, the application of the classical covariance matrix
estimator does not need the data to be approximately Normal, but some deviations
from Normality (and some tasks of data analysis) such as the occurrence of large
outliers make the estimator instable and often misleading.
The most widespread linear dimension reduction method is the method of discriminant coordinates (DCs, cf. Gnanadesikan 1977, pp. 84-90), where projection directions are chosen in order to maximize the ratio of the projected between-groups
variance to the projected within-groups variance. This method is introduced in
Section 3.1. DCs can be computed by a simple eigenvector decomposition, as will
be the case for all the methods investigated in the present paper.
DCs are invariant with respect to the numbering of the classes. In other words:
All classes are treated in the same manner. I call such methods “symmetric”. The
crucial new idea of the present paper is that useful projection methods can be
defined by violating this principle of symmetry.
The rationale for a reasonable “asymmetric” method is that in many applications
there are two classes, one of which is very homogeneous because, e.g., it consists
of observations that share an important characteristics, while the observations of
the other class have nothing more in common than the absence of this character-
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istics and may therefore be very heterogeneous. Such a situation may happen for
example in medicine where patients in the homogeneous class may suffer from a
particular disease. The data example in Section 6 deals with the separation of
quasars from other stellar objects. While the definition of DCs forces both classes
to appear simultaneously as homogeneous as possible, asymmetric methods are
defined by the maximization of the ratio between measures for between-groups
heterogeneity and measures for the projected variance of only the homogeneous
class. Thus, in terms of visualization, the “homogeneous class” (called “H-class”
from now on) should look homogeneous, the two classes should appear separated,
but the second class may look as scattered as necessary to yield a good separation
from the H-class.
The idea of asymmetry is not only useful when there are two groups, only one of
which is homogeneous. It can also be applied to situations with more than two
groups. DCs need s − 1 projection directions to summarize the mean differences
between s classes, but these s classes can also be visualized by s two-dimensional
asymmetric projections, each of them defining one of the classes as the H-class.
If unclassified points are present in the data, they can simply be included in the
non-homogeneous class (“N-class” from now on).
DCs are based on a pooled within-groups covariance matrix. Thus, it is implicitly
assumed that all classes have the same covariance matrix, and this makes discriminant coordinates particularly inadequate for dealing with non-homogeneous
classes. There are some other linear dimension reduction techniques in the literature (Fukunaga 1990, Young, Marco and Odell 1987), which allow the covariance
matrices of the classes to differ and are aimed to project not only the differences
in mean, but also the differences in the covariance structure of the classes. These
methods are defined in the Sections 3.2 and 3.3, and their ability to distinguish a
homogeneous class from a non-homogeneous rest of the data is investigated.
In Section 4, some asymmetric methods are introduced. In Section 4.1, it is suggested to maximize the ratio of the projected variation between points of the
H-class and the N-class and the projected variance of the H-class. Sometimes this
ratio can be dominated by extreme points of the N-class. In such situations, the
resulting projections may show these points extremely far away from the H-class,
while the majority of the N-class is not well separated from the H-class. In Section
4.2, it is suggested to weight the points of the N-class according to their distance
from the H-class. The robust MCD covariance matrix estimator (Rousseeuw 1984,
Rousseeuw and Van Driessen 1999) is proposed in Section 4.3 to safeguard against
outliers in the H-class.
The methods discussed in Section 3 rest on classical covariance matrix estimators of
the groups. Thus, they implicitly assume an approximately elliptical shape of the
groups. The same holds for the H-class in Section 4.1 and 4.2 and for its majority
in Section 4.3. Hastie and Tibshirani (1996) proposed a dimension reduction procedure based on the local mean differences between the groups in neighborhoods of
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the data points. This procedure allows for more complicated distributional shapes
of the classes, e.g., skewness or a mixture structure. It is presented in Section 5.1.
Again, the method may be affected strongly by outliers, and a robustification is
proposed in Section 5.2. An asymmetric version is introduced in Section 5.3.
The procedures are compared by a simulation study and are applied to a real data
example from the Hamburg/ESO survey of celestial objects (Wisotzki et al., 2000).
Somewhat unusual, the design of the simulation study is given in Section 2 before
the compared methods are defined. The reason is that the data constellations of
the simulation and some of the results serve well to illustrate and motivate the
projection methods. The data example is treated in Section 6. The complete
simulation results and a concluding discussion are given in Section 7.
Further references: The DC criterion may be interpreted as a particular projection pursuit index (cf. Huber, 1985). More sophisticated projection pursuit
indices based on robust estimators (Pires, 2001) or within-group density estimators (Polzehl, 1995) can also be used for dimension reduction in classification.
However, they are more difficult to compute than the eigen-analyses required for
the methods of the present paper. Röhl and Weihs (1999) propose a computerintensive dimension reduction method to optimize the misclassification rate under
the Normal assumption. Kiers and Krzanowski (2000) use a projection method to
isolate the most extreme of more than two groups as well as possible. Fukunaga
(1990, Chapter 10) discusses the optimization of some alternative indices to the
DC-index based on the within-groups and between-groups covariance matrices.
The use of MCD-type robust estimators in classification has been proposed by
Hawkins and McLachlan (1997).
Mathematical preliminaries: All discussed methods are required to be affine
equivariant, i.e.,
X = ZT + v ⇒ Ck (X) = T−1 Ck (Z),
(1.1)
where Z and X are n × p-data matrices, Ck (X) is the p × k-matrix where the
k ≤ p columns are the projection vectors of the method under study, T is nonsingular p × p and v ∈ IRp . A justification of (1.1) is given in the Appendix. Most
methods suggested in the present paper fulfill (1.1), because they are based on
mean differences and ratios of estimated covariance estimators with suitable affine
equivariance properties. Exceptions are the methods proposed in the Sections 3.3,
5.1 and 5.2, where the data has to be sphered in advance. The proofs of (1.1) for
the resulting procedures are straightforward and omitted. Note that Krzanowski
(1995) and Kiers and Krzanowski (2000) argue that in some applications projection
directions should be optimized subject to an orthogonality constraint with respect
to the Euclidean metric (as the projection vectors defined in the Sections 3.3, 5.1
and 5.2 would be without sphering), which is incompatible with affine equivariance.
Some further notation: Let xi1 , . . . , xini the p-dimensional points of group i =
P
1, . . . , s, n = si=1 ni . Let Xi = (xi1 , . . . , xini )0 , i = 1, . . . , s, and X = (X01 , . . . , X0s )0 .
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Let
mi =

i
ni

Pni

j=1 xij ,

W=

1
n−s

m=

Ps

1
n

Ps

i=1 Ui ,

Pni
j=1 xij , Ui =
j=1 (xij − mi )(xij
Si = ni1−1 Ui ,
Ps
1
0
= n(s−1)
i=1 ni (mi − m)(mi − m) ,

i=1

B

Pni

− mi )0 ,

that is, Si is the covariance matrix of group i with mean vector mi , W is the
pooled within groups-scatter matrix and B is the between groups-scatter matrix.

2

Simulation design

The performances of the projection methods depend strongly on the constellation
of the classes. I used eleven data constellations to compare the methods. In all
constellations, there are only two classes, which I call H-class and N-class. In
most, but not all, constellations the H-class is indeed more homogeneous than
the N-class. In the present simulation I only assess the ability of the methods
to discover the best two-dimensional projection of the data, i.e., the projection
matrix C = C2 consists always of two column vectors. The space spanned by
the projection matrix is compared to the optimal space for the separation of the
classes by a measure of Krzanowski (1979), which is defined below.
Nine of the constellations generate four-dimensional data, where all information
to separate the classes is contained in the first two dimensions, while the points
of the third and fourth dimension are distributed equally in the two classes. The
constellations 10 and 11 are ten-dimensional and taken from Hastie and Tibshirani
(1996).
Here is the explanation of the constellations 1-9. All of these constellations are
characterized by the distributions of the H-class and the N-class in the first and
second dimension and by the distribution of the noise in the third and fourth
dimension. The first and second dimension of data generated by some of the
constellations is shown in Figure 1. Three alternatives have been used for the
generation of the H-class:
“Normal” A two-dimensional Normal distribution with mean 0 and covariance
matrix I2 .
“Cauchy” Two independent Cauchy distributions for dimensions 1 and 2 with location parameter 0 and scale parameter 0.5443, which yields the interquartile
range of a standard Normal.
“Exp” Two independent exponential distributions shifted and standardized to
mean 0 and variance 4.
Five alternatives have been used for the generation of the N-class:
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Figure 1: First two dimensions of data generated by constellations ccc (central
part of the points, above left), eee (above right), nmm (middle left), nee (middle
right), nn2n (below left) and n20400 (below right). Full circles denote the H-class,
empty circles denote the N-class.
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“Normaln” A two-dimensional Normal distribution with mean (2, 0)0 and covariance matrix 4I2 .
“Normaln2” A two-dimensional Normal distribution with mean (0, 1)0 and covariance matrix diagonal with variances 2.25 and 0.25.
“Cauchyn” Two independent Cauchy distributions for dimensions 1 and 2 with
location parameters 2 and 0 and scale parameter 1.0885, which matches the
interquartile range of the one-dimensional Normal projections of Normaln.
“Expn” As Exp, but multiplied with -1.
“Normixn” A Normal mixture of 10 subclasses with equal numbers of points.
The covariance matrix of all subclasses is 0.25I2 , the means of both dimensions of all subclasses are sampled i.i.d. from {−5, −4, . . . , 4, 5}.
Four alternatives have been used for the generation of the noise:
“Normal” (See above.)
“Cauchy” (See above.)
“Exp” (See above.)
“Normix” As Normixn, but with 12 subclasses.
Note that the ratios of the variances between the noise and the “classifying” dimensions do not matter because of affine equivariance. The variance ratios between
H-class and N-class do matter, though. The first nine data constellations have
been generated as follows.
nnn H-class and noise Normal, N-class Normaln. The H-class has 100 points and
the N-class has 200 points (this holds for all constellations unless indicated
explicitly). Here, both classes are generated by homogeneous Normal distributions, but the H-class is more homogeneous in the sense that it is less
scattered than the N-class.
nn2n H-class and noise Normal, N-class Normaln2. Here, the N-class is not clearly
more or less scattered than the H-class. Both classes have 150 points.
n20400 As nnn, but with 20 points in the H-class and 400 points in the N-class.
ccc H-class and noise Cauchy, N-class Cauchyn. This is a situation where gross
outliers appear in all classes and dimensions. Again there is more scatter in
the N-class.
eee H-class and noise Exp, N-class Expn. Here, the H-class is by no means more
homogeneous than the N-class. A feature of this constellation is that H-class
and N-class are different, but have equal means and covariance matrices.
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ncc H-class Normal, N-class Cauchyn, noise Cauchy. This is a situation where
the H-class is not only less scattered than the N-class. It has the additional
homogeneity feature that extreme outliers are almost impossible in the dimensions where the groups are separated, while such outliers might appear
in the N-class.
nee H-class Normal, N-class Expn, noise Exp. A Normal homogeneous class is to
be separated from a skewly distributed N-class under skew noise.
nmc H-class Normal, N-class Normixn, noise Cauchy. A Normal homogeneous
class is to be separated from a heterogeneous N-class with 10 subclasses.
Noise may contain gross outliers.
nmm H-class Normal, N-class Normixn, noise Normix. A Normal homogeneous
class is to be separated from a heterogeneous N-class with 10 subclasses,
while the noise can be divided into subgroups which are independent of the
classes of interest.
The two constellations taken from Hastie and Tibshirani (1996) are as follows:
unst Again, H-class and N-class are separated only in the first two dimensions.
The H-class consists of 60 points which are generated according to Normixn
with the difference that there are only 3 subclasses and the means are sampled from {1, 2, 3, 4, 5}. The N-class is generated in the same way, but with
9 subclasses, and consists of 180 points. The dimensions 3-10 consist of
standard Normal noise. Hastie and Tibshirani (1996) call this constellation
“unstructured”. They work with 4 classes of 3 subclasses each, while I have
declared one of the four classes as the H-class to make the constellation
compatible with the asymmetric methods. The difference to the first nine
constellations is that also the H-class consists of subclasses.
fried The N-class is generated from a 10-dimensional unit Normal distribution.
The dimensions of the H-class are also independent and Normal, but with
√
mean 11 − j/2 and variance 1/(11 − j) in the jth dimension, j = 1, . . . , 10.
Therefore, the classes are separated in all dimensions. There are 100 points
in both classes. The strongest separation is again in the dimensions 1 and
2, where the H-class is least scattered and the mean difference is maximal.
Hastie and Tibshirani (1996) call this “Friedman’s Example 1”.
The quality of the projection matrix C by a dimension reduction method can
be measured by comparing the two-dimensional space spanned by C with the
optimal space separating the classes, i.e., the first two dimensions. Given two
orthonormal p × k-matrices O1 and O2 , Krzanowski (1979) proposes the sum of
the squares of the cosines of the angles between the column vectors as a measure
for the similarity between the two spanned spaces. He shows this sum to equal
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s(O1 , O2 ) = traceO01 O2 O02 O1 . In the present setup, O1 can be obtained by GramSchmidt orthonormalization of C. The two columns of O2 are chosen as the first
two canonical basis vectors, i.e., 1 at first or second place, 0 elsewhere. The values
of the measure s lie in [0, 2] for the comparison of two-dimensional subspaces. In
the four-dimensional constellations, a value of about 1 indicates that the outcome
of a method is as good as a randomly selected two-dimensional subspace. An even
lower value indicates that noise dimensions are systematically preferred. A useful
method should result in a value clearly larger than 1. In the ten-dimensional
constellations, a value of 1 indicates that half of the information of the ideal
subspace has been captured by the projection subspace, which can be judged as
acceptable compared with 0.2, the expected value for random projections.
All simulation results (average s) are given in Table 2 of Section 7. The maximum
of the standard errors of the average s-values is 0.058. For s-averages above 1.8,
the standard errors are typically smaller than 0.025. For smaller averages, the
standard error is between 0.03 and 0.045 in most cases.

3

Symmetric methods

In the present paper, the term “symmetric” means “invariant with respect to the
numbering of the classes”, i.e., all classes are treated in the same manner by the
procedures. All three approaches discussed in the present section are taken from
the literature.

3.1

Classical discriminant coordinates

The method of discriminant coordinates is the most common approach for the
projection of high-dimensional data with a given grouping to a lower-dimensional
subspace. The term “discriminant coordinates” is used according to Gnanadesikan
(1977). They are also known under the name “canonical variates”. The approach
goes back at least to Rao (1952), who developed discriminant coordinates as a
generalization of Fisher’s linear discriminant function to more than two groups.
The definition is as follows:
Definition 3.1 The first k DCs c1 , . . . ck are defined as the vectors maximizing
Fc =

c0 Bc
c0 Wc

(3.1)

subject to c0i Wcj = δij , where δij = 1 for i = j and δij = 0 else.
Because of the condition c0i Wci = 1, i = 1, . . . , k, the maximization of Fc is the
same as the maximization of c0 Bc alone. However, I would like to emphasize that
the resulting projection directions (regardless of the multiplication by a constant
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to ensure that c0i Wci = 1) maximize indeed the ratio Fc because of the following
corollary.
Corollary 3.2 For k ≤ min(s, p), the first k discriminant coordinates (DC) of
X are the (suitably scaled) eigenvectors of W−1 B corresponding to the k largest
eigenvalues. Only s − 1 eigenvalues of W−1 B are larger than 0. The whole information about the mean differences can be displayed in s − 1 dimensions (cf.
Gnanadesikan, 1977).
Interpretation: Note that
n

c0 Wc =

s X
i
1 X
(c0 xij − c0 mi )2 .
n − s i=1 j=1

(3.2)

Thus, the projected within-groups variance c0 Wc is the within-group variance
of the projected points c0 xij , and the analogous statement holds for c0 Bc. Fc
of (3.1) is therefore the F -statistics for the test of equality of the groups under
the assumption of the Normal distribution with equal covariance matrices based
on the projected points. A reasonable application of DCs requires that W is an
adequate measure of the covariance structure within all classes, which holds at
least under approximate equality of their covariance matrices. The differences
between the classes is measured as difference between the class means. c1 is the
projection direction along which the ratio of between-groups and within-groups
variance appears maximal. Let Ck = (c1 , . . . , ck ). Since c0i Wcj = δij , the withingroups covariance matrix of the projected data XCk is the k-dimensional unit
matrix Ik , i.e., all projected groups appear spherical if the covariance matrices of
the original points have been approximately equal across the groups.
Because of Corollary 3.2, in the two-class-setup (including more than two classes
when one class is declared as H-class and the others are merged), only one DC
is informative. The principle of mean-dominated Bhattacharyya coordinates as
defined in the next Section is to use further projection directions to visualize the
difference in variance. DCs do not directly take part of the simulation study, but
mean-dominated Bhattacharyya coordinates do.

3.2

The Bhattacharyya distance approach

The separation between two distributions with means µ1 , µ2 and covariance matrices Σ1 , Σ2 can be measured by the following expression:


D(µ1 , µ2 , Σ1 , Σ2 ) = D1
D1 (µ1 , µ2 , Σ) =
D2 (Σ1 , Σ2 ) =

Σ1 + Σ2
µ1 , µ2 ,
2



+ D2 (Σ1 , Σ2 ),

1
(µ1 − µ2 )0 Σ−1 (µ1 − µ2 ),
8


2
det Σ1 +Σ
1
2
.
log p
2
det(Σ1 ) det(Σ2 )
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D is called “Bhattacharyya distance” according to Fukunaga (1990), p. 99, where
it is derived as an upper bound for the Bayes misclassification probability between two Gaussian distributions with the given parameters. If the data consist of
two classes, it is appealing to choose projection directions c in order to maximize
Dp (c) = D(c0 m1 , c0 m2 , c0 S1 c, c0 S2 c), which is the value of the separation measure
D of the groups obtained from the points projected onto c (compare (3.2)). However, such directions are hard to compute. Fukunaga (1990), p. 455, suggests to
consider the special cases Σ1 = Σ2 and µ1 = µ2 . In the first case, the projected
D1 is to be maximized, which is almost equivalent to the computation of the first
discriminant coordinate with the only difference that for calculating D1 the covariance matrices of the two groups have to be pooled as WD = 21 (S1 + S2 ), which
corresponds to Fc only if n1 = n2 .
Definition 3.3 The first mean-dominated Bhattacharyya coordinate (MBC) c1 is
the vector maximizing
D(c0 m1 , c0 m2 , c0 WD c, c0 WD c)
subject to c01 WD c1 = 1. The 2nd to kth MBCs c2 , . . . , ck maximize Dp (c) subject
to c0i WD c1 = 0, c0i S1 cj = δij , i, j = 2, . . . , k.
−1
Corollary 3.4 The first MBCs c1 is the eigenvector of WD
B corresponding to
the largest eigenvalue. Let V = (v2 , . . . , vp ) be the matrix of the further eigenvec−1
tors of WD
B and Yi = Xi V, i = 1, 2. Let SY i be the within-group covariance
matrix for Yi . For k = 2, . . . , p, the kth MBC of X is ck = (v2 , . . . , vp )dk−1 ,
1
where dj is the eigenvector of S−1
Y 1 SY 2 leading to the jth largest value of λ + λ , λ
denoting the corresponding eigenvalues (cf. Fukunaga, 1990).

c1 contains the whole information about the mean differences, thus c0i m1 = c0i m2
for i = 2, . . . , k (compare Corollary 3.2). The 2nd to kth MBCs show the maximum
differences in variance orthogonal to c1 , measured by D2 . c1 differs from the further
MBCs by means of the orthonormality constraints. If desired, a basis of the space
spanned by c1 , . . . , ck that is orthonormal with respect to WD , S1 , S2 , or the
unit matrix Ip , can be computed by Gram-Schmidt orthonormalization.
The definition of the 2nd to the kth MBC seems to be asymmetric in the groups,
−1
−1
−1
because ci S1 cj = δij is required. But, because of S−1
1 S2 = (S2 S1 ) , S1 S2 and
−1
1
S2 S1 share the same eigenvectors and the ordering of λ + λ remains the same.
If S1 in the condition ci S1 cj = δij would be replaced by S2 , the resulting vectors
would only differ by constant factors from the MBCs of the definition given above.
Therefore, MBCs are essentially symmetric with respect to the numbering of the
groups.
The definition of MBCs reserves the first projection direction always for the mean
difference between the groups. Fukunaga (1990, p. 458) suggested an alternative
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for the situation in which the mean difference between the groups is small compared
to the difference in covariance matrices in more than one projection direction. The
difference in the projected variance is measured by D2 , which can be maximized by
the eigenvectors decomposition of S−1
1 S2 as done above for the 2nd to kth MBC.
The (small) mean differences may enter by ordering the eigenvectors according to
the values of Dp (c):
Definition 3.5 The first k variance-dominated Bhattacharyya coordinates (VBC)
are defined as the eigenvectors of S−1
1 S2 (orthonormal w.r.t. S1 ) leading to the
largest k values of Dp (c).
The demand of orthogonality w.r.t. S1 causes the projection of the first group
to appear spherical. The covariance matrix of the projected points of the second
group is diagonal, but the variances along the axes differ from that of the first
group.
Both versions of Bhattacharyya coordinates use only mean vectors and covariance
matrices to detect class differences, which is ideal if both classes are Normally distributed. In the simulation study, they are the best methods for the constellations
nnn and nn2n, where this is fulfilled. For n20400 and, less obvious, for nmm and
ncc (N-class and noise mixture or Cauchy), the results are fairly good. However,
an s-value of about 0.9 for MBC and 0.75 for VBC in the more complex NormalNormal setup fried is rather disappointing. Some asymmetric methods perform
clearly better in that setup. The non-Normality of the constellations nmc, ccc and
unstr results in serious quality losses. The classes in eee do not differ with respect
to mean vector and covariance matrix, and therefore, nothing meaningful can be
detected by MBC and VBC. MBC and VBC perform almost equal in all but the
two constellations fried and nmc, where MBC is clearly superior. However, the
separation of the quasars in the VBC-projection for the data example of Section
6 seems to be better.

3.3

Adding mean and variance differences

Mean/variance difference coordinates (MVDC) are defined by Young et al. (1987).
They provide an alternative to Bhattacharyya coordinates for capturing the differences in mean vector and covariance matrix between the classes with the additional
feature that they are defined for more than two groups. Originally, the projection
vectors of Young et al. are defined as orthonormal with respect to the Euclidean
metric. Hence their approach is not affine equivariant. To ensure affine equivariance, I assume that the dataset X is sphered by some affine equivariant covariance
matrix estimator. Let S(Z) denotes the estimated covariance matrix of a dataset
Z. If Z is the original dataset, sphering is done by X = ZT−1 , where S(Z) = T0 T.
T can be obtained by the spectral decomposition of S(Z) as the square root of
the diagonal matrix of eigenvalues multiplied by the eigenvector matrix (cf. Zhang
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1998). The resulting dimension reduction method inherits the equivariance with
respect to linear transformations from the equivariance of S(Z). We do not have
to worry about centering, because all methods treated in the present paper are
based on covariance matrix estimators and between-group differences which are
translation invariant.
In the present paper, the Minimum Covariance Determinant covariance matrix
estimator (MCD, Rousseeuw 1985) is used for sphering, as implemented in the
procedure cov.rob of the statistical package R, which is based on the algorithm of
Rousseeuw and van Driessen (1999). The MCD objective is to find h observations
whose classical covariance matrix has the lowest determinant. The Mahalanobis
distance with respect to that matrix is computed for all points, and the classical
mean and covariance matrix of the points nearer than a 97.5% quantile (under
Normal assumption) to the mean of the h initial points are taken as the MCDestimators of location and covariance matrix. This covariance matrix is then multiplied by a constant to attain consistency at the Normal model. h defaults to
b(n + p + 1)/2c (the largest integer smaller or equal to (n + p + 1)/2), which yields
the best possible breakdown point (Lopuhaä and Rousseeuw 1991).
Definition 3.6 Let
M = (m2 − m1 | . . . |ms − m1 |S2 − S1 | . . . |Ss − S1 ).
(M is p × (s − 1)(p + 1).) For k ≤ p, the first k MVDCs of X are defined as the
vectors c1 , . . . , ck maximizing c0 MM0 c subject to c0i cj = δij .
Corollary 3.7 The first k MVDCs of X are the eigenvectors of MM0 corresponding to the k largest eigenvalues.
Note that MVDCs are symmetric in the groups if s = 2, but not necessarily for
larger s. Young et al. (1987) do not comment on the asymmetry. The results by
which Young et al. (1987) justify the proposal of MVDCs are summarized in the
following Lemma:
Lemma 3.8 The p×k-matrix with the first k MVDCs yields a (non-unique) transformation belonging to the optimal (in the Frobenius-norm sense) k-dimensional
approximation to M. If rank(M) < p and group i is assumed to be generated by a
Normal distribution with mean mi and covariance matrix Si , i = 1, . . . , s, a Bayes
classification carried out on the projections of the data onto the first k =rank(M)
MVDCs is equivalent to the optimal Bayes classification on the whole dataset.
An easier interpretation is that the MVDCs maximize the sum of the projected
squared between-groups differences in mean and variance.
In the simulations, MVDCs behave only in constellation unstruc substantially
better than MBCs and VBCs. The performance in the other constellations with
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non-Normality is sometimes very bad. For ncc, e.g., the s-value is below 1, and
would be even worse if only the noise, but not the first two dimensions of the
N-class, would be Cauchy. The variance differences occurring in the Cauchy noise
cause the noise dimensions to be preferred over the first two “correct” dimensions,
where at least the H-class behaves nicely. The treatment of the covariance matrix
in the definition of MBCs and VBCs is more robust than the simple addition of
covariance differences for MVDCs, because outliers appear on both sides of the
ratio in D2 and are canceled out to some extent. It seems that MVDCs should
only be used in setups with more than two classes under “sufficient” Normality.

4

Asymmetric methods

The symmetric treatment of the classes seems to be somewhat natural. I do
not know any classification literature where a homogeneous (H-) class and a less
homogeneous (N-) class are explicitly distinguished. However, as mentioned in the
Introduction, there are many applications where such a distinction suggests itself.
It will turn out that the explicit renunciation of a homogeneous appearance of one
of the classes leads to a better visualization in many of the simulated examples.
The term “homogeneity” may not have a unique meaning. A class can qualify as a
H-class by being less scattered, clean of atypical and extreme observations, or by
being of a more homogeneous distributional shape, e.g., bell-shaped as opposed to
Normal mixture-shaped. If the H-class consists of objects which share a particular
feature (such as quasars), while the N-class contains all other objects, the Hclass will often be smaller in applications. Therefore, it is chosen smaller in most
constellations of the simulation. The term “H-class” is used technically here to
denote the class which is treated as homogeneous by an asymmetric projection
method.

4.1

Basic approach

Asymmetric discriminant coordinates (ADCs) are the most simple direct “asymmetrization” of classical DCs. For DCs, all classes are treated as homogeneous by
minimizing the projected within-groups variance, which is pooled over all classes,
and by summarizing the location of the classes by the class mean vectors. For
ADCs, the within-groups covariance matrix W is replaced by the covariance matrix of the H-class. Thus, the denominator of the criterion to maximize does
no longer become small by reducing the projected variance of the N-class. The
between-groups covariance matrix B no longer takes only mean differences into account, but is now based on squared differences between points of different classes.
Let
n1 X
n2
1 X
B∗ =
(x1i − x2j )(x1i − x2j )0 .
n1 n2 i=1 j=1
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Definition 4.1 For k ≤ p, the first k ADCs of X are defined as the vectors
maximizing
c0 B ∗ c
Fc = 0
c S1 c
subject to c0i S1 cj = δij .
The projected points of the H-class have a unit covariance matrix. The points of
the H-class appear separated from the N-class, but there is no further restriction
concerning the projected points of the N-class. The computational effort for ADCs
is not much larger than for classical DCs.
∗
Corollary 4.2 The first k ADCs are the eigenvectors of S−1
1 B corresponding to
the k largest eigenvalues.

The simulation results of ADC show that the idea of asymmetry is worthwhile. In
most constellations where the H-class is really more homogeneous than the N-class,
the results are similar or better than those from the approaches of the preceding
section. Even for the Normal-Normal constellations nn20400 and fried, it is
better than all symmetric procedures. For fried it comes out as the best of all
procedures. ADCs perform also better confronted with the non-normal N-classes
of ncc and nmc. However, the correct specification of the H-class is important.
For all asymmetric methods, I included a trial with reverse specification of Hclass and N-class in the simulations. The results are indicated by an “r” in Table
2. This yields typically an s-value smaller than 1, i.e., the noise directions are
preferred. The results in the setups nn2n and eee, where no class is clearly more
homogeneous than the other, are also weak. This will hold as well for the other
procedures introduced in this section.
As should be expected, ADCs are not very good for the constellations with extreme
outliers, though most results are acceptable. The next two subsections deal with
robustness improvements.

4.2

Adequately accounting for non-homogeneity

In this subsection I introduce asymmetric weighted discriminant coordinates (AWCs).
They improve ADCs with respect to objects in the N-class lying extremely far
from the H-class. Such objects can even occur if there are no gross outliers in
the dataset, namely when there is a subclass of the N-class that is very far from
the H-class. In many applications, where the H-class is really homogeneous, gross
outliers occur only in the N-class. The problem of ADCs is that in such a situation
a projection direction can be chosen that mainly shows the difference between the
H-class and the extreme objects. If the difference between the H-class and the
majority of the N-class lies in another direction, this direction will be obscured.
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Although this situation is a bit more complex than the constellations of the simulation, the mediocre result of ADCs in nmc (H-class Normal, N-class mixture, noise
Cauchy) is due to such an effect. The principle of AWCs is to weight the points
of the N-class according to their Mahalanobis distance to the H-class. Thus, the
resulting objective function weights up the differences between the H-class and the
points from the N-class that are near to the H-class and therefore more difficult
to separate.
Let
B∗∗ =

n1

Pn1 Pn2

P1n2

i=1

w
j=1 j



wj = min 1,

j=1 wj (x1i

− x2j )(x1i − x2j )0 , where

d
(x2j −m1 )0 S−1
1 (x2j −m1 )



, j = 1, . . . , n2 ,

(4.1)

d > 0 being some constant, for example the 0.99-quantile of the χ2p -distribution.
Definition 4.3 For k ≤ p, the first k AWCs of X are defined as the vectors
maximizing
c0 B∗∗ c
Fc = 0
c S1 c
subject to c0i S1 cj = δij .
∗∗ corresponding
Corollary 4.4 The first k AWCs are the eigenvectors of S−1
1 B
to the k largest eigenvalues.

The choice of the weights is motivated as follows: Consider some point x2j =
m1 + qv from the N-class, where v is a unit vector w.r.t. S1 giving the direction
of the deviation of x2j from the mean m1 of the H-class and q > 0 is the amount
of deviation. The contribution of x2j to B∗∗ is, for q large enough,
n1
X
i=1

(x2j

d
(x1i − x2j )(x1i − x2j )0 ,
− m1 )0 S−1
(x
−
m
)
2j
1
1
0

which converges to n1 d v0vv
for q → ∞. Thus, the information about the diS−1 v
1

rection of the deviation is maintained, but the information about the amount of
deviation vanishes.
In the simulations, the performance of AWCs is similar to that of ADCs. AWCs are
never clearly worse, in most constellations slightly better, and substantially better
for nmc. For data situations such as the constellation ccc, where gross outliers
occur in all directions also in the H-class, a robustification of the estimation of the
H-class is needed, which is discussed in the next subsection.
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Robustifying the estimation of the homogeneous class

The idea of asymmetric robustified discriminant coordinates (ARCs) is to replace
the mean and covariance matrix estimator of the H-class by robust alternatives.
Points from the H-class that are not consistent with its main part, i.e., that have
a too large robust Mahalanobis distance from the H-class, are then weighted down
in the same manner as points from the N-class.
Let m∗1 be the location estimator associated with the MCD-estimator of the first
group SM CD (X1 ), namely the arithmetic mean of the h points leading to the minimal determinant of the classical covariance matrix (Rousseeuw and van Driessen
1999). Here I choose h = b3(n+p+1)/4c instead of b(n+p+1)/2c as in Section 3.3.
The reason is that there should be 75% or more points belonging together in an
adequately chosen H-class, and a covariance estimator should take all these points
into account, even if a majority of them would look even more homogeneous. Let
B∗∗∗ = P

1
w w
i,j 1i 2j

Pn1 Pn2
i=1

j=1 w1i w2j (x1i



− x2j )(x1i − x2j )0 , where


wij = min 1, (xij −m∗ )0 SM CDd(X1 )−1 (xij −m∗ ) , i = 1, 2, j = 1, . . . , ni ,
1

1

with d > 0 as in (4.1).
Definition 4.5 For k ≤ p, the first k ARCs of X are defined as the vectors
maximizing
c0 B∗∗∗ c
Fc = 0
c SM CD (X1 )c
subject to c0i SM CD (X1 )cj = δij .
Corollary 4.6 The first k ARCs are the eigenvectors of SM CD (X1 )−1 B∗∗∗ corresponding to the k largest eigenvalues.
The motivation for the weights from the previous subsection continues to hold if
either x1i or x2j have a small enough robust Mahalanobis distance to the H-class.
If this distance converges to ∞ for both of them, the corresponding term in B∗∗∗
vanishes. Pairs consisting of a central point of the H-class and a point of the
N-class lying near to the H-class are weighted up.
Note that c0 SM CD (X1 )c is not the MCD-estimator for the projected points. The
method tries to keep the projected variance of the “good” points of the full dimensional dataset small, on which the MCD-estimator of the H-class is based. These
points are not necessarily the least scattered points of the H-class in the projected
dataset.
The simulations show that ARCs are indeed successful for ccc, the only constellation where gross outliers may occur in the H-class in the first two “classifying”
dimensions. Unfortunately, there is a quality loss compared to ADCs and AWCs

5

NEIGHBORHOOD BASED DIMENSION REDUCTION

18

in almost all other constellations. The loss is moderate in most situations, but
large in constellation the nee. This is due to the underestimation of the variances
of the exponential noise, which seems to lead to a substantial overestimation of the
class differences in the noise dimensions. In the constellations eee and unstr with
non-elliptical H-classes, none of the asymmetric methods of this chapter works
well.

5

Neighborhood based dimension reduction

The principle of neighborhood based dimension reduction was introduced by Hastie
and Tibshirani (1996) in order to minimize the curse of dimensionality associated
with nearest neighbor classifiers. The difference to the methods discussed above
is that the classes are no longer characterized by location and scatter estimators.
Instead, mean differences between the classes are computed locally in the neighborhoods of the points, and the dimension reduction criteria combine this local
information about the directions of class separation. The approach provides a
useful supplementation to the methods described above in particular for datasets
where the separation between the classes cannot be adequately assessed by comparing locations and covariance matrices, as it is the case for the constellations
eee and unstr.
The procedures discussed in the Sections 5.1 and 5.2 are symmetric and defined
for an arbitrary number of classes. An asymmetric version is proposed in Section
5.3.

5.1

The basic approach

Hastie and Tibshirani (1996) introduced what is called neighborhood based discriminant coordinates (NCs) in the present paper. The main idea is that even if
the assumptions of linear discriminant analysis and DC do not hold, the separation
of the groups may be adequately described by local mean differences. The original
definition of Hastie and Tibshirani (1996) yields basis vectors that are orthonormal
with respect to the Euclidean metric. Therefore I assume the data to be sphered
by the MCD as in Section 3.3.
For every point xij , i = 1, . . . , s, j = 1, . . . , ni let X(i, j) denote the dataset of its
K nearest neighbors (w.r.t. the Euclidean distance and including xij itself). Let
m(i, j) be the p-dimensional mean of X(i, j) and mk (i, j) the mean of the points
of group k, k = 1, . . . , s, in X(i, j). nk (i, j) denotes the number of such points. K
is chosen as max(50, n/5) according to Hastie and Tibshirani (1996). n must be
much larger than K. K should be so large that the number of points from different
classes occurring in neighborhoods of points of each class is not too small.
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Let
B(i, j) =

1
K

Ps

k=1 nk (i, j)(mk (i, j) − m(i, j))(mk (i, j)
P
B̃ = K
i,j B(i, j).
n

− m(i, j))0 ,

Definition 5.1 For k ≤ p, the first k NCs of X are defined as the vectors
c1 , . . . , ck maximizing c0 B̃c subject to c0i cj = δij .
A maximizer of c0 B̃c is the projection direction in which the squared mean difference of the projected points between the groups, averaged over the neighborhoods
of all points, is maximal.
Corollary 5.2 The first k NCs are the eigenvectors of B̃ corresponding to the k
largest eigenvalues.
An equivalent characterization is given by Hastie and Tibshirani (1996):
Corollary 5.3 The p × k-matrix Ck with the first k NCs as columns minimizes
ni X
s X
s
X
nq (i, j)
i=1 j=1 q=1

K

(mq (i, j) − m(i, j))0 (Ip − Ck C0k )(mq (i, j) − m(i, j)).

The simulation results indicate that NCs are the first proposal to do a good job
for eee. For some other constellations such as nmm, unstr and fried, the results are among the best. However, gross outliers will strongly dominate B̃, and
therefore NCs perform poorly in all constellations where Cauchy distributions are
involved. In the next subsection, a modification is introduced which balances the
contributions of the points more robustly.

5.2

Robustifying the basic approach

The principle of weighted neighborhood based coordinates (WNCs) is to weight
the neighborhood based between-groups matrices B(i, j) so that the amount of
contribution to the averaged matrix is no longer determined by the size of the
squared mean difference between the groups. This size is reduced in the matrix
B(i, j)/trace(B(i, j)), while the direction information is maintained. This matrix
Q
is then multiplied by sk=1 nk (i, j) to represent the reliability of the neighborhood
belonging to (i, j) for the estimation of the class means, which is maximal if all
nk (i, j) are approximately equal. Again, the data is assumed to be sphered by the
MCD.
Let
w(i, j) =

s
Y
k=1

nk (i, j), w =

X
i,j

w(i, j),

B̃∗ =

1X
w(i, j)
B(i, j).
w i,j trace(B(i, j))
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Definition 5.4 For k ≤ p, the first k WNCs of X are defined as the vectors
c1 , . . . , ck maximizing c0 B̃∗ c subject to c0i cj = δij .
Corollary 5.5 The first k WNCs are the eigenvectors of B̃∗ corresponding to the
k largest eigenvalues.
The simulations demonstrate a clear improvement compared to NCs. WNCs are
slightly worse for nn2n, significantly better for all constellations involving Cauchy
distributions, and almost equal in all other situations.

5.3

Asymmetric neighborhood based coordinates

The neighborhood based projection principle can also be asymmetrized. By this I
mean that only the neighborhoods of the points of the H-class are considered, and
that the resulting projection vectors are required to be orthonormal w.r.t. a scale
estimator of the H-class, namely SM CD (X1 ).
As all the asymmetric methods introduced in the present paper, asymmetric neighborhood based coordinates (ANCs) imply an internal sphering of the data with
respect to the homogeneous group. Thus, the data do not need to be sphered
initially.
Let
B1 (i) =

1
K

P2

j=1 nj (i, 1)(mj (i, 1)

B̃∗1 = Pn1 1w(i,1)
i=1

− m(i, 1))(mj (i, 1) − m(i, 1))0 ,

w(i,1)
i=1 trace(B1 (i)) B1 (i).

Pn1

Definition 5.6 For k ≤ p, the first k ANCs of X are defined as the vectors
maximizing
c0 B̃∗1 c
Fc = 0
c SM CD (X1 )c
subject to c0i SM CD (X1 )cj = δij .
Corollary 5.7 The first k ANCs c1 , . . . ck are the eigenvectors of SM CD (X1 )−1 B̃∗1
corresponding to the k largest eigenvalues.
ANCs combine the characteristics of the neighborhood based approach with those
of asymmetric methods. For constellation ccc and for most constellations where
a Normal H-class is to be separated from a non-Normal N-class, ANCs are even
superior to ARCs. They perform well for eee as opposed to the other asymmetric
methods. Furthermore, ANCs are clearly less sensitive as the other asymmetric
methods with respect to the correct choice of the H-class, as can be seen from the
results of “ANC-r”. ANCs show only drawbacks for the 10-dimensional constellations. This does not seem to be due to the higher dimensionality, but to the
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MBC
4.32
ARC
5707.65
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VBC
3.59
NC∗
83426.30

MVDC∗
3.15
WNC∗
87287.00

ADC
2.86
ANC
496.01

AWC
5248.93
MCD
1476.51

Table 1: Computing time in seconds for spectra data (74159 × 12). (*) Times for
MVDC, NC and WNC do not include the time for the computation of the MCD
sphering matrix, which is given under “MCD”.
inadequacy of the use of a common covariance matrix estimation for the H-class
if it is a mixture as in unstruc. For the difficult Normal-Normal constellation
fried, the weighting factor 1/trace(B1 (i)) seems to reduce too much information
which is important for Normal distributions (but might be dangerous for others).

6

Data example

The Hamburg/ESO survey (HES; Wisotzki et al., 2000) was carried out with a special wide-angle telescope of the European Southern Observatory (ESO) in Chile.
About half of the sky visible from southern hemisphere has been imaged on photographic plates. By mounting a prism in front of the telescope, the images of
celestial objects are converted into spectra, which have been digitized at Hamburger Sternwarte to 300 points. From these spectra, a set of 16 spectral features
(variables) has been computed. A description of these features is given in Hennig
and Christlieb (2002), and, more comprehensively, in Christlieb et al. (2001). The
main aim of the HES is to find new quasars.
The total HES data base consists of about 4 million digital spectra. The data set
used in the work presented here consists of 74159 spectra. It includes 344 spectra of quasars selected from all HES plates by “classical” criteria, and confirmed
by follow-up observations; a sample of 2856 spectra of known class, and 70959
unclassified spectra from 10 HES plates.
Quasar candidates are usually selected according to criteria which are associated
to the spectral features 13-16 (Wisotzki et al., 2000), and it is of interest if new
quasar candidates can be found by use of the features 1-12 representing (more or
less) distinct information. These variables have been used in the present paper.
To compare, a scatterplot of the feature 15 and 16 (“spectral half power points”) is
shown on the upper left side of Figure 2. Quasars are indicated as black full circles
and the other points as tiny grey points except in the upper right side of Figure
2. This scatterplot shows the first two ADCs where the spectra of known class
have been the H-class and the 70959 unclassified spectra have been the N-class.
The H-class is represented by black full circles here. It can clearly be seen that
the sample of spectra of known class, which had been thought by the astronomers
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Figure 2: Upper left side: Scatterplot of “Half power point” variables. Upper right
side: First two ANCs for separating classified from unclassified spectra. Below:
First two dimensions of projected spectra data. Quasars are black full circles,
other objects are small grey points. Middle line: MBCs, lower left side: VBCs,
lower right side: MVDCs. All scatterplots, except the left one in the middle row,
show only the central parts.
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Figure 3: First two dimensions of projected spectra data. Quasars are black full
circles, other objects are small grey points. Upper left side: ADCs, upper right
side: AWCs, middle left side: ARCs, middle right side: NCs, lower left side:
WNCs, lower right side: ANCs. All scatterplots show only the central parts.
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to represent properly at least a vast majority of all unclassified spectra, does not
fulfill this task.
Therefore, for all subsequent analyses, the quasars have been chosen as the Hclass and all other objects (not only the known non-quasars) have been declared
as N-class. This is reasonable because the probability for an unclassified object to
be a quasar is very low. A second reason is that the projections may be used to
generate a set of heretofore unclassified quasar candidates, and such a set should
not be too large, because the confirmation of quasar candidates needs additional
observations. Such a candidate set is expected to be smaller if all unclassified
objects are taken as the H-class.
The Figures 2 and 3 show scatterplots of the first two projections of the data
according to the dimension reduction methods discussed in the previous sections.
They can be used to visualize the homogeneity and separation of the class of
quasars. Almost always, the plot of the whole value range is dominated by a few
gross outliers, and therefore all scatterplots show only the most interesting central
part, except of the left plot of the middle row of Figure 2, where the whole value
range of the MBCs is shown. The respective central part is shown on the right side.
It can be seen that the difference in means is not suitable to separate the quasars
properly from the N-class, because this difference is dominated by the spread of the
unclassified spectra to the left side in the direction of the first ADC. There is also
a large difference in variances along this direction, and therefore the orthogonal
variance maximizing second projection direction does also not lead to a strong
separation. The VBC plot shows the quasars more homogeneously and separates
them from a larger part of the unclassified spectra. The projection directions are
similar to those generated by ADC and AWC. The latter two methods place the
quasars a bit more “at the border” of the main bulk of the data, resulting in a
lower frequency of unclassified points in the main domain of the quasars. Thus,
for performing a nearest neighbor or a similar classification algorithm on reduced
dimensions, AWCs and ADCs will be slightly better than VBCs. The differences
between ADCs and AWCs are negligible in this dataset. The MVDC plot does
not seem very informative, compared to the others. In the ARC solution, the
majority of quasars looks even more packed, while much more quasars can be
recognized as outlying with respect to their own class. This is a consequence of
the weighting scheme of ARCs, where points from the H-class are weighted down
if they appear outlying with respect to the MCD. Therefore they do not need to
appear consistent with their own class and separated from the N-class. The same
effect can be observed in the very similar ANC scatterplot. The NC and WNC
projections resemble each other. The main difference is that mainly the quasar
outliers are separated from the main part of the unclassified spectra along the first
NC (x-axis). The second NC separates the majority of the quasars better from
the majority of the N-class. The first WNC corresponds to the second NC and
reversely, because the influence of outliers is weaker for WNCs. Furthermore, the
first WNC is slightly better for separating the majority of quasars than the second
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NC.

MBC
VBC
MVDC
ADC
AWC
ARC
NC
WNC
ANC
ADC-r
AWC-r
ARC-r
ANC-r
MBC
VBC
MVDC
ADC
AWC
ARC
NC
WNC
ANC
ADC-r
AWC-r
ARC-r
ANC-r

nnn
1.969
1.965
1.962
1.970
1.971
1.941
1.941
1.922
1.931
0.768
0.773
0.730
1.860
ncc
1.890
1.855
0.955
1.933
2.000
1.890
1.271
1.849
1.940
0.416
0.436
0.373
1.875

nn2n
1.917
1.922
1.909
1.539
1.559
1.503
1.741
1.655
1.737
1.011
1.011
1.025
1.221
nee
1.897
1.890
1.490
1.898
1.887
1.188
1.653
1.679
1.608
0.019
0.020
0.157
1.524

n20400
1.798
1.804
1.736
1.824
1.826
1.719
1.530
1.539
1.648
0.806
0.806
0.801
1.397
nmc
1.614
1.415
0.051
1.648
1.999
1.801
0.848
1.867
1.943
1.126
1.252
0.103
1.784

ccc
1.273
1.246
1.045
1.278
1.287
1.845
1.290
1.683
1.946
0.832
0.783
0.764
1.619
nmm
1.992
1.992
1.752
1.993
1.994
1.935
1.930
1.912
1.964
0.157
0.157
0.507
1.916

eee
1.001
0.996
0.622
1.039
1.048
1.018
1.838
1.878
1.838
0.980
0.993
0.997
1.912
unst
1.220
1.228
1.341
1.095
1.117
0.949
1.343
1.301
1.063
0.676
0.681
0.673
1.046

fried
0.901
0.746
0.937
1.052
1.029
1.010
1.039
1.032
0.740
0.360
0.361
0.398
0.504

Table 2: Average s-values for all projection methods at all constellations. “-r”
means that H-class and N-class have been exchanged for the specification of the
asymmetric methods.
To summarize, it can be seen that the quasars can indeed be distinguished to a
satisfactory extent from the N-class. The asymmetric plots show clearly the nonhomogeneity of the unclassified points with respect to the quasars. ARCs and
neighborhood based methods show also the non-homogeneity of the quasars. As
input for a nearest neighbor-type classification method to select quasar candidates
from the unclassified points, presumably ARCs and ANCs are most useful. Classification methods which are more sensitive to outliers may work better with VBCs,
ADCs or AWCs.
Table 1 gives the computing times of my implementations of the methods for the
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statistical software R for the 74159 × 12 spectra dataset on a Pentium III/928 MHz
processor. Note that the values have to be interpreted with care because I used
only the R-language and this means that the computing time depends strongly on
the portion of computing tasks worked by more efficient C-code integrated from R,
which varies strongly between the methods. Especially AWC, NC and WNC seem
to suffer from this effect. The advantage of ANC compared to NC and WNC is
due to the fact that mean difference matrices have to be computed only for the
points of the H-class, which is very small in this dataset (0.5%) and will often be
larger.

7

Simulation results and discussion

Nine methods for linear dimension reduction in classification have been discussed.
Five of them are new, four are asymmetric, three are neighborhood based, three
need the data to be sphered in advance (as long as affine equivariance is desired),
and two imply the robust MCD covariance matrix estimator. The simulation results given in Table 2 show the weaknesses and strengths of the methods. Generally
it can be concluded that
• asymmetric methods are to be preferred if one class is really more homogeneous than the other (specification of the correct H-class is crucial),
• neighborhood based methods are good under non-homogeneous classes and
in situations where the class differences are not adequately represented by
mean and covariance matrix differences,
• mean and covariance matrix based techniques are sensitive to outliers (as
always in statistics), and a robust covariance matrix or sensible weighting
schemes help,
• ANC can be seen as the overall winner in the four-dimensional constellations, but almost all methods have shown advantages in some situations.
Only MVDCs do not seem to be very useful in the two-classes case. For
large datasets one often will choose ADC, MBC or VBC because of the fast
computation.
For data visualization, it is no problem that there cannot be a clear recommendation of a single method, because it is always informative to generate more than
one plot. Further research is needed to assess the use of the methods for dimension
reduction followed by the application of particular classification procedures.
It is possible to modify some of the approaches. The weighting schemes of AWCs,
ARCs, WNCs and ANCs could be modified to include more information about
the amount and not only the direction of the group differences, which will affect
the trade-off between robustness and efficiency. The classical covariance matrix
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could be used for sphering, which makes the computation faster. This may be
reasonable for MVDCs and NCs, which are non-robust even with MCD-sphering,
but for a more stable projection method such as WNC, classical sphering would
destroy the information from non-outliers in the directions of extreme outliers.
The R-package to compute all methods treated in the present paper will be soon
available on my website
http://www.math.uni-hamburg.de/home/hennig

8

Appendix

The following proposition justifies (1.1): It ensures that the (optimal Bayes) classification problem is the same for ZCk (Z) and for XCk (X).
Proposition 8.1 Let bπ1 g1 ,...,πs gs denote the Bayes classifier for s classes with
assumed densities g1 , . . . , gs on IRq and class probabilities π1 , . . . , πs , i.e., for y ∈
IRq ,
bπ1 g1 ,...,πs gs (y) = arg max πi gi (y).
i=1,...,s

Let Z, T, v and Ck be defined as for (1.1), z ∈ IRp , x = T0 z + v. Let gi∗ , i =
1, . . . , s, be the density of Ck (X)0 x (Ck (X) is interpreted as fixed, x and z are interpreted as random variables) under the assumption that Ck (Z)0 z has the density
gi . Then, under (1.1),
bπ1 g1∗ ,...,πs gs∗ (Ck (X)0 x) = bπ1 g1 ,...,πs gs (Ck (Z)0 z).
Proof:
Ck (X)0 x = Ck (Z)0 z + Ck (Z)0 (T−1 )0 v ⇒ gi∗ (y) = gi (y − Ck (Z)0 (T−1 )0 v), i = 1, . . . , s,
⇒ arg max πi gi∗ (Ck (X)0 x) = arg max πi gi (Ck (X)0 x − Ck (Z)0 (T−1 )0 v) =
i=1,...,s

i=1,...,s

= arg max πi gi (Ck (Z)0 z).
i=1,...,s
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