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Abstract
The goal of this project is to compute the registration of two partial meshes (source and target)
representing an object in two different poses. The approach is divided into two steps, both
using a deformation model favoring as-rigid-as-possible deformations. If necessary, a coarse
alignment between source and target is calculated in the initialization step, assuming a roughly
isometric deformation and using feature based correspondences. During the refinement step, the
initial correspondences and deformation parameters are refined using a non-rigid ICP variant,
iterating between the calculation of correspondences based on closest points and the deformation using an as-rigid-as-possible model. We evaluate our method for single-view scan data
acquired using a structured light scanner and for synthetic data involving multiple views for
acquisition.
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Zusammenfassung
Das Ziel dieser Arbeit ist die Berechnung der Registrierung von zwei partiellen dreidimensionalen Netzen (Netz S und Netz T ), welche ein Objekt in zwei verschiedenen Posen repräsentieren. Die Methode ist in zwei Schritte unterteilt. Beide verwenden ein Deformations-Modell,
welches Deformationen, die so rigide wie möglich sind, begünstigt. Falls notwendig wird im
Initialisierungs-Schritt eine grobe Anordnung zwischen Netz S und Netz T berechnet unter der
Annahme, dass die Deformation ungefähr isometrisch ist und unter Verwendung von Korrespondenzen basierend auf den Merkmalen der Netze. Im Verfeinerungs-Schritt werden die Korrespondenzen und Deformations-Parameter weiter verbessert. Dazu wird eine nicht rigide ICPVariante verwendet, wobei die Berechnung von Korrespondenzen basierend auf nächsten Punkten und die Deformation unter Verwendung des Deformations-Modells iteriert werden. Die
vorgestellte Methode wird getestet für synthetische Daten, erstellt unter der Annahme mehrerer
Sichten, und für Scan-Daten, die aus einer einzelnen Perspektive mit einem Scanner, welcher
mit strukturiertem Licht arbeitet, erstellt wurden.
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1
Introduction
1.1. Acquisition of a Real World Object
Modeling three-dimensional computer models by hand can be very difficult and time consuming. Scanning devices offer a convenient alternative to create models of real world objects. The
output of a scanner can be a depth map of the scene as it is seen by the scanner (see Figure 1.1).
Combining multiple simultaneously captured depth maps taken by multiple calibrated scanners
from different views of the object allows to create an incomplete 3D computer model, i.e. a
point cloud or a triangle mesh with holes representing areas where information is missing (see
Figure 1.2).
We call the mesh representation obtained from a first time instance target mesh. Since the
depth maps are captured at the same time, it is impossible to scan the whole object due to self
occlusions and contact surfaces. But if the same object is moving and captured in another pose at
another time instance from the same scanners, it might reveal surface areas which were occluded
before, hence providing additional information. The mesh resulting from an acquisition at a
second time instance is called source mesh. To take advantage of this additional information
and use it to fill holes, it is necessary to identify target mesh areas of missing information on
the source mesh. If both meshes would represent the object in the same pose and in the same
coordinate system, this would be no problem (see Figure 1.3).
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(a)

(b)

Figure 1.1.: Image (a) shows a scanner and the object. The resulting triangulated depth map is shown in
image (b).

(a)

(b)

(c)

Figure 1.2.: Image (a) shows three scanners placed around the object, which is shown twice, at two
different time instances. The combination of the three resulting depth maps could result in
meshes as shown in images (b) and (c).

(a)

(b)

(c)

Figure 1.3.: Image (a) shows the target mesh with its holes, image (b) shows source and target. Note in
image (c) how the deformed source mesh fills the holes.

Therefore, we try to deform the source mesh until it represents the same pose as the target mesh.
We call this process registration. Existing techniques can be used to combine several meshes
representing parts of the same object in the same pose to one final mesh [CL96].
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1.2. Overview
initialization

refinement

target

source

sampling

sampling

feature correspondences

sampling

correspondences
deformation

deformation
final deformation

Figure 1.4.: The pipeline

Besides allowing for the construction of a more complete model, registration also permits the
reconstruction of the movement and the deformation of the object that was scanned. Scanning
an object about every 40 milliseconds leads to 25 meshes with holes per second, representing
parts of the object in the poses at the given time instances. Bringing a complete model into
each of these poses means constructing an animation representing a deformation of the scanned
object. Since the same model is used for all poses, the mesh structure (vertices, edges and
connectivity) stays the same, facilitating other tasks such as texturing the mesh animation.

1.2. Overview
The registration framework is introduced in Chapter 3. It consists of two major components:
the initialization and the refinement, which are introduced in Chapter 4 and Chapter 5. In the
initialization, a coarse deformation for the source mesh has to be found in order to allow the
refinement to work properly. The refinement starts using this coarse deformation to gradually
improve the registration. The whole pipeline is illustrated in Figure 1.4.
Not all source target pairs need an initialization. If the meshes roughly lie in the same coordinate
system and the deformation between them is not too large, then the initialization stage may be
skipped.
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2
Related Work
The following sections should provide a rough overview over previous work without claiming
completness.

2.1. Rigid Registration
Early registration algorithms assume that the source and the target shape represent the same
rigid object, i.e. source and target represent the same pose. In this case, the registration task
corresponds to finding the global rigid transformation aligning the source and the target, i.e.
bringing the source into the targets coordinate system.
ICP
ICP (Iterative Closest Points, [BM92]) is probably one of the most well known algorithms for
rigid registration. This algorithm is part of many other algorithms in scan registration. As Input
it takes a source and a target shape. The source shape is represented as a point cloud, while the
target shape may have any representation as long as it is possible to determine closest points.
For given correspondences between source and target it is possible to find a global rigid transformation which minimizes the sum of squared point-to-point distances between corresponding
points in a least squares sense [Hor87]. The algorithm iterates between two steps. In the first
step, for each source point its closest point on the target shape is taken as its correspondence.
The transformation that minimizes the sum of the squared distances between the corresponding points is computed and applied to the source shape in the second step. By iterating these

5

2. Related Work
steps, the algorithm converges monotonically to a local minimum. An acceleration technique is
proposed, which takes advantage of small angles between subsequent difference vectors in the
sequence of states during the optimization in the space of rigid transformations. If the angles
are small enough, the next state is found by getting the zero crossing of a linear approximation
or the minimum of a parabolic interpolant. Methods to find a good initial transformation are
also described.
A very similar method relies on a point-to-plane error metric instead of a point-to-point error
metric [CM92]. To get the tangent plane which determines the contribution of a source point to
the error, a ray originating at that point pointing into the direction of its normal is intersected
with the target shape. The tangent plane is determined by the intersection point and its normal.

Feature Correspondences
Another approach is to directly search the correct correspondences between source and target
shape. This can be done by sampling the source and extracting features for each sample. To
establish correspondences between source and target, the source samples have to be identified
on the target shape by comparing the features of the samples with the features of points on the
target. Johnson [Joh97] introduced such a method using spin images. We use spin images as
local shape descriptors in Chapter 4.

Multi-View Registration
As mentioned in Chapter 1, several depth maps have to be combined to get a model. If the given
depth maps are not all represented in the same coordinate system (i.e. the scanners were not
calibrated), they need to be aligned. Typically, the depth maps contain noise and error, which
render a perfect alignment impossible. Just starting with one depth map and then adding and
aligning the rest one at a time does not suffice because errors are propagated. It is desirable to
distribute the error among all pairwise alignments of scans as it is done by Pulli [Pul99]. To get
pairwise alignments between every scan and its overlapping scans, any method may be used.
The method used here is an ICP variant. Correspondences are found by closest compatible point
matching. If the normals of the matched points differ too much or if the point is on the mesh
boundary, it is refused. Symmetric matching is performed and points that are too far away from
each other are discarded. Finally, the p percent closest points are kept and an ICP step is carried
out using the point-to-plane error metric. From the pairwise alignments of the scans constraints
are extracted. To avoid bias introduced by bad matchings and to make the multi-view registration step independent of the method used for pairwise alignments, the ’virtual mates’ approach
is used. This needs point samples from the overlapping regions and the relative transformations
between overlapping scans. The relative transformations describe where each point located in
the coordinate system of one scan should appear in the coordinate system of the other scan (the
virtual mate). Applying the global transformation to points of the first scan should map these
points to the same position as applying the relative transformation of the second scan followed
by its global transformation (i.e. to their virtual mates). The optimization method based on the
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extracted virtual mate constraints includes one scan at a time and optimizes for the global transformations of the scans until all scans are aligned. The error gets evenly diffused among the
scan pairs. Since the algorithm tries to keep the pairwise alignments, bad alignments may cause
problems in the multi-view alignment stage. Methods to identify and handle such problems are
proposed.
Device nonlinearities and calibration error demand a method that is able to deal with lowfrequency non-rigid deformations. Instead of just evenly distributing the error, Brown and
Rusinkiewicz [BR07] try to compensate for deformations. Feature points covering the entire
model (all scans) are selected, half sampled uniformly at random, half sampled using an ICP
convariance matrix based probability function computed from the overlap regions. For each
feature point on a certain scan, the scans overlapping it are examined to find the corresponding
feature points. This search is performed using locally weighted ICP, where more samples are
drawn near the feature point. Additionally, points are weighted based on an ICP covariance
matrix such that points which are important for underconstrained degrees of freedom are picked
more frequently. After aligning the overlapping scans based on the weighted ICP, the nearest
point to the feature point on the other mesh is chosen as its correspondence. The global positions of the feature points are found by minimizing an error metric based on relative distances
between pairs of features. The global positions of the features should have the same relative
distances as the features on the original scans. Pruning of points based on several criteria (ICP
stability, feature positions/distances, point-to-plane distances after ICP, ...) limits the influence
of outliers. The remaining global feature positions are used to warp the scans such that their feature positions match the global positions. For the warping thin plate splines are used. Thin plate
splines minimize bending energy and need not be interpolating. They can minimize an energy
functional based on bending energy and the sum of squared distances between the transformed
feature positions and their actual global positions. By compensating for the low frequency nonrigid deformations, the method tries to preserve details. Certain integration methods used to
integrate the aligned scans would blur the details otherwise [CL96].

2.2. Non-Rigid Registration
Integrating scans of a deformable object taken at different time instances offers the need for
non-rigid registration. To match two scans, one or both of them have to be deformed such that
they represent the same object pose. If both scans lie in the same coordinate system and represent the same pose, correspondences are established and further processing like the integration
of the scans is possible. If multiple scans exist for both time instances, then scans for a particular
time instance can be integrated using a rigid registration technique. The non-rigid registration
has to deal with the resulting meshes with holes and deform them such that they represent the
same pose.
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Several approaches have been introduced to establish correspondences between two partial or
complete representations of an object in different poses. It is important to distinguish between
partial and complete data. The easiest case is when both object representations are complete,
while in the hardest case both representations are partial. Some methods use a complete model,
called template, which is deformed to match other partial representations.

Probabilistic Approaches
The registration of a partial mesh (data) and a template (model) may be formulated as the
maximization of a joint probability over all correspondences, encoded by a markov network
[ASP+ 04]. It incorporates deformation potentials which are modeled using springs and local
coordinate frames to penalizes stretching and twisting, 0-1 potentials for geodesic distances to
preserve relative distances, and local surface signature potentials to ensure that the matched
points have similar local geometry. All potentials are defined as single or pairwise potentials
between adjacent data mesh points. To solve the optimization, loopy belief propagation (LBP)
is used. After convergence, a set of probabilistic assignments for the correspondences is obtained, where the most likely assignment is picked for each data point. The algorithm assumes
that the data mesh is a subset of the model mesh and that topology doesn’t change, i.e. geodesic
distances are preserved.
Another probabilistic approach employs soft assignments instead of one-to-one correspondences
[CR03]. An energy function is defined consisting of the sum of squared distances between
transformed points and their correspondences (as determined by the assignment variables), a
deformation smoothness term, a term penalizing points being defined as outliers and a term
which describes the degree of fuzziness in the assignment variables. This energy function is
minimized several times while reducing the fuzziness of the assignment variables using deterministic annealing. Reducing the value of a temperature parameter forces the assignment
variables to be less fuzzy. For each temperature, the minimization is solved by determining the
value of the assignments variables and the deformation alternately.
Haehnel and coworkers [HTB03] do not only handle two meshes, but their method simultaneously registers multiple scans of a deforming object. A method for rigid objects is extended
to handle non-rigid objects. The method for rigid objects tries to find the vantage points (x and
y coordinate and an orientation angle) from which the scans were taken. It does so by maximizing a function based on two Gaussians (prior and likelihood) in a series of five steps, similar to
the original ICP. In step 1, occluded points are determined. Closest points are searched based
on Mahalanobis distance in step 2, and in step 3, the function to be optimized (i.e. the negative
logarithm of the joint likelihood of the scans and the vantage points) is approximated using
Taylor series to obtain a quadratic objective function. A closed form solution is used to get
the x and y coordinates of the vantage points in step 4. In step 5, orientations are found using an SVD technique. To register scans of non-rigid objects, the static relationship between
the points of the scans and their vantage points is replaced by links between adjacent points in

8

2.2. Non-Rigid Registration
the scans. These links may be bent at a cost and they are expressed through local coordinate
systems for all points and the transformations between them for neighboring points. The difference between ’predicted’ and effective value is modeled as a Gaussian potential. Now not only
the vantage points have to be found, but the optimization also solves for the local coordinate
systems. Again, using Taylor series, a quadratic objective function which has a closed form
solution is obtained. This new function is added to the objective function of the rigid case, the
rest stays the same. To speed things up, a hierarchical method is used. The approach works for
small deformations and the objects should not move too far during acquisition. Additionally, if
some components of the object are adjacent to other components, difficulties arise.

Templates
For objects that are scanned often it can be convenient to taylor a custom method suited to the
particular needs. One example is garment capturing [BPS+ 08]. Using a template, the deformation of garment geometry is reconstructed from a movie sequence. 16 cameras, placed in a
circle around the actor, lead to a mesh for each frame. Meshes are parametrized with a base
mesh approach. Anchors placed off the garment boundaries (e.g. sleeves) establish the correspondences to the base mesh. This is done by the user for the first frame. Anchors of subsequent
frames are placed automatically or with key frame user interaction. Assuming isometry between
the meshes of different frames, stretch-minimizing mappings to the base mesh should be nearly
identical and therefore lead to a nearly isometric map between the input meshes. Holes are filled
with a C 1 membrane. A template mesh is reconstructed by simulating the inflation of a picture
of the garment. This template is also mapped to the base mesh, yielding the positions of the
vertices for all frames. The geometry from the meshes of the different frames determines the
positions of the vertices, except for the filled hole regions. In these regions, positions are found
by deforming the template while using the non-hole geometry as constraints. Due to temporal
and spatial smoothing some details are lost. The topology of the meshes has to stay the same,
e.g. a sleeve touching a torso leads to problems.

Isometric Deformations
As in probabilistic methods [ASP+ 04], the assumption of roughly isometric deformations offers
the possibility to heavily rely on the fact that geodesic distances do not change in isometric deformations. This is also done by Huang and coworkers [QHG], who work with two point clouds
representing source and target. Both point clouds are subsampled using uniform sampling on
the surface and in the normal space. Initial correspondences are found as closest points. These
correspondences are refined by searching the neighborhood of the target point for a new target
point which is a local minimum of the feature distance (features are represented using a multilevel fitting of quadratic patches) to the source point. Afterwards, the same is done vice versa,
discarding correspondences where the source point moves more than a certain distance. The
remaining correspondences are pruned using a spectral technique, working with the principal
eigenvector of a matrix expressing pairwise consistencies. Consistency of pairs of correspondences is measured using geodesic distances. (si , ti ) and (sj , tj ) are consistent if the geodesic
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distance between source points si and sj is similar to the distance between target points ti and
tj . In Chapter 4, the same criterion is used. The resulting set of correspondences may be sparse.
Correspondences for the remaining source vertices are found by propagating existing correspondences, respecting consistency based on geodesic distances. This also influences a weight
for each correspondence. In a last step, correspondences are fine tuned by picking vertices from
the original target point set. Using the correspondences, the source vertices are deformed such
that an energy consisting of a term measuring point-to-point and point-to-plane distances of
corresponding points as well as of a term measuring rigidity errors is minimized. Rigidity error
is measured as the sum of cluster energies. Neighboring points that are undergoing roughly the
same deformations are clustered. Per cluster one rigid transformation (which has to be found
as well) is used. The differences between the source vertex positions in the cluster transformed
using this rigid transformation and their actual transformed positions is the cluster energy. The
process of finding correspondences and deformations is iterated. Every ten steps, clusters are
recalculated. Since correspondences are weighted, bad correspondences are influenced more by
the rigidity energy.
The Bronstein brothers and Kimmel [BBK06] propose another method which relies upon isometric deformations. Their method for isometry-invariant matching of surfaces matches a
model surface (template) and a probe surface (partial surface). Motivated by the GromovHausdorff distance, the Partial Embedding distance is introduced, which measures the distortion of the transformation embedding the probe in the model in the "most isometric" way. This
distance is computed minimizing a "generalized stress" in a procedure called Generalized Multidimensional Scaling. Since the probe can be partial, the geodesic distances may be incorrect.
Geodesics touching the surface boundary are ignored.

Non-Rigid ICP
In a natural extension to ICP to handle non-rigid registration, the original ICP algorithm is
adapted and augmented to deal with deformations [ARV07], which is very similar to the method
presented in Chapter 5. A template is registered to a partial target mesh. The method alternates
between finding closest points (and pruning them) and finding optimal deformations to align
them. Stiffness parameters are lowered gradually to allow bigger deformations, i.e. the algorithm starts with a global rigid transformation and accounts for local deformations at later steps.
While the approach of Amberg and coworkers iterates between finding correspondences and
deformation, these two steps may be coupled into one optimization [LSP08]. The coupling
addresses one of the main weaknesses of non-rigid ICP: deformations are highly dependent on
correspondences and vice versa. Optimizing one after the other in isolation may lead to an iterative degradation of the result since what may seem like an improvement in one step can prove
to be disadvantageous for the next step. For the coupled optimization, the source and the target
mesh are generated from single depth maps. The target mesh is approximated using a WLS
approximation where holes in the target mesh are represented by high depth values. Since the
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target mesh is created from a depth map, a paramtrization is already given and correspondences
on the target surface are expressed by uv coordinates. The partial derivatives for the continous
WLS approximations are precomputed. The optimization simultaneously solves for the deformation parameters as well as for the correspondences, i.e. the uv parameters. Individual error
contributions of source and corresponding target points are weighted such that source points
without corresponding points on the target may be mapped to hole regions. To avoid the trivial
solution of setting all weights to zero, an additional energy term enforcing weights equal to 1 is
used. In additional refinement steps, the result is improved and the algorihm jumps out of local
minima. As a deformation model a model leading to as-rigid-as-possible deformations is used
[SSP07]. The method presented in this thesis uses the same model.
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3
Registration Framework
3.1. Overview
The presented framework performs an automatic non-rigid registration between a source and a
target shape, both represented by a triangle mesh. Neither source nor target need to be a complete representation of an object, i.e. source and target can be meshes with holes representing
an object in two different poses. The pipeline consists of two stages, each of which consists of
individual components as well.
In the first stage, called initialization, the source mesh has to be deformed such that it roughly
matches the target mesh. This means that source and target points representing the same point
of the object should be close. In order to deform the source mesh, constraints on the positions
of its vertices are needed. Ideally, these positional constraints correspond to the true correspondences between source and target mesh. For our purposes, rough estimates are sufficient.
Estimates for the correspondences are found using a feature based approach. Assuming that the
local geometry of the object does not change too much inbetween poses, local shape descriptors are constructed for points on the source and points on the target mesh. Based on pairwise
similarities between the shape descriptors of source and target points and based on consistency
criteria, a bijective mapping between subsets of the two point sets is created. This mapping
leads to the positional constraints used in the deformation.
The refinement stage is very similar to the method presented by Amberg and coworkers [ARV07].
It is a non-rigid ICP variant which differs from their method in several ways. The core of the

13

3. Registration Framework

(a)

(b)

(c)

Figure 3.1.: Image (a) shows the source mesh and the target mesh, image (b) illustrates the manually
selected correspondences. The result of the deformation is shown in image (c).

method is the same. As in ICP, two steps are iterated: first, correspondences between source
and target are searched, and second, based on these correspondences, a transformation of the
source is carried out. But instead of applying a global rigid transformation to the source, a
deformation guided by a deformation model (see Section 3.2) is used to transform the source.
The deformation model itself is guided by positional constraints and parameters reflecting the
assumptions or desires about the deformation, which should move the source points towards
their corresponding target points. In order to avoid local minima, the deformation is rather stiff
at the beginning. In an iterative processs, this stiffness is gradually lowered until it reflects the
assumptions about the deformation.

3.2. Deformation Model
As mentioned in Section 3.1, the deformation of the source model is guided by a deformation model. Our model of choice is the deformation graph model introduced by Sumner and
coworkers [SSP07]. It is based on the assumption that the source mesh should deform in an
as-rigid-as-possible manner while trying to fulfil its positional constraints. A neat property of
this model is its generality, which allows the deformation if triangle soups. This is especially
useful since meshes from scans need not be one connected component. To check whether the
deformation graph is a suitable deformation model, source and target scans are aligned using
manually selected correspondences for the real scan data and groundtruth correspondences for
synthetic data. The results look convincing enough (Figure 3.1).
The deformation graph consists of a set of nodes V with nodes {vi } and a set of edges E with
edges {{vi , vj }}, where vi , vj ∈ V and i 6= j. An example can be found in Figure 3.2 .
Each node vi has a coordinate gi ∈ R3 and an affine transformation, i.e. a 3 × 3 matrix Ri
and a translation vector ti , associated with it. Depending on the distance between the mesh
vertices and the graph nodes, a weight wij is associated with each pair (vi , sj ), where vi ∈ V
and sj ∈ S. S is the set containing all vertices of the source mesh. pj denotes the coordinate
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Figure 3.2.: Deformation graph for the armadillo model.

of sj . Let kNNi ⊆ S be the k (4 in our examples) nearest neighbors of vi among the source
vertices. Then
(
kg −p k
kg −p k
ω(1 − dimaxj )2 , if sj ∈ kNNi and (1 − dimaxj )2 > tweight
wij =
0,
else
where dmax is the distance to the k + 1 nearest neighbor and ω is a normalization constant
P
ensuring |V|
i=1 wij = 1. tweight is equal to 0.15 in the presented examples. The weight wij
determines the influence of vi on sj since the position p̃j of sj in the deformed mesh is
p̃j =

|V|
X

wij [Ri (pj − gi ) + gi + ti ].

i=1

This means that the new position is an affine combination of the positions as created by the affine
transformations of the individual graph nodes. Ri (pj − gi ) can be seen as a transformation of
pj with Ri after the origin of the coordinate system has been moved to gi . Afterwards, the
origin is moved back and the translation ti is applied. If Ri is a rotation matrix, then vertex sj
is rotated around node vi and afterwards translated. The normal nj of vertex sj becomes
ñj =

|V|
X

wij Ri−1> nj .

i=1

Just moving each vertex of the source mesh to its constrained position does not work for several
reasons. First, not every source vertex has a target position. Second, moving each source vertex
to its target might contradict the assumption about the deformation. This is where the deformation graph comes in. By minimizing a sum of energy terms, the deformation graph ensures
that each source vertex moves towards its target while trying to satisfy the assumptions about
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Figure 3.3.: The effect of the different energy terms. Minimizing the differences between source and
target positions leads to unnatural deformations. Adding a smoothness term and a term
penalizing deviations from rotations leads to an as-rigid-as-possible deformation.
(Image courtesy of [SSP07])

the deformation of the mesh, i.e. in an as-rigid-as-possible manner. Source vertex positions do
not have to coincide with the target positions after the deformation. The effect of the different
energy terms is illustrated in Figure 3.3 .
Econ penalizes the differences between the source vertex positions and their target positions. Let
SC be the set of source vertices with a positional constraint qj . Then
X
Econ =
kp̃j − qj k22 .
sj ∈SC

As illustrated in Figure 3.3, minimzing this term alone would just move every vertex with a
positional constraint to its target position. In order make the deformation smooth and distribute
it over the source, neighboring deformation graph nodes (i.e nodes connected with an edge)
should have similar affine transformations assigned to them. Violating this assumption increases
the error Ereg , which is measured as
Ereg =

|V|
X
X

kRi (gk − gi ) + gi + ti − (gk + tk )k22 ,

i=1 k∈N (i)

where N (i) is the set containing the indices of all nodes connected to vi by an edge. If the
affine transformations of neighboring nodes vi and vk are similar, then applying the affine transformation of vi to gk should yield roughly the same result as applying the transformation of vk .
Differences increase the error term. Since minimizing Econ and Ereg can lead to shearing and
stretching of features, another energy term is added to ensure that local features are rotated.
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Erot penalizes the deviation of Ri from a rotation matrix (see Figure 3.3):
Erot =

|V|
X

Rot(Ri ),

i=1

where
Rot(Ri ) = (ci1 · ci2 )2 + (ci1 · ci3 )2 + (ci2 · ci3 )2 + (1 − ci1 · ci1 )2 + (1 − ci2 · ci2 )2 + (1 − ci3 · ci3 )2 .
cij denotes the j-th column if Ri . The values of the m = |V| matrices and translation vectors
are now calculated as
(Ropt1 , topt1 , ..., Roptm , toptm ) =

argmin

αcon Econ + αreg Ereg + αrot Erot

(R1 ,t1 ,...,Rm ,tm )

Let x be a vector containing all unknowns from the matrices and the translation vectors. Since
all energy terms are the sum of quadratic terms, the overall energy can be expressed as
αcon Econ + αreg Ereg + αrot Erot = F (x) = f (x)> f (x).
Therefore we are looking for
xopt = argmin f (x)> f (x).
x

xopt is found using the iterative Levenberg-Marquardt method [MNTon]. This method is a
weighted combination of the steepest descent and the Gauss-Newton method. The update rule
for steepest descent is
xk+1 = xk − α∇F (xk )
and
xk+1 = xk − (HF (xk ))−1 ∇F (xk )
for Gauss-Newton, where HF is approximated as J>
f Jf . Jf is the Jacobian of f (x) at x = xk .
>
Since ∇F (xk ) is equal to Jf f (xk ), rearranging the terms leads to the following combined
update rule:
−1 >
xk+1 = xk − (J>
f Jf + λI) Jf f (xk ).
The update vector δ = xk+1 − xk is calculated by solving the following linear system:
>
(J>
f Jf + λI)δ = −Jf f (xk ).

The parameter λ guides the influence of the steepest descent and the Gauss-Newton method.
Sometimes it is called damping factor. If the update fails, λ is increased and vice versa.
The linear systems are solved using Cholesky factorization. J>
f Jf is sparse and has a fix nonzero structure, but the values of the non-zero entries change. Therefore, a fill-reducing permutation and a symbolic factorization are precomputed, which are reused in every step and speed
the solution up.
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3.3. Additional Energy Terms
Econ is used to penalize the distance between source and target positions, i.e. it is a point-topoint error metric. In ICP it is often desirable to use a point-to-plane error metric as well. The
distance between a source point and its target position is replaced by the distance between the
source point and the tangent plane through its target point, normal to the target point normal
vector. Of course, this means that the target points need to have normals. The error is invariant
to any movement of a source point parallel to its corresponding tangent plane. The benefits of
this error metric are illustrated in Chapter 5. The additional energy term is defined as
Econp =

X

((p̃j − qj ) · nj )2 .

sj ∈SC

Again, SC is the set of source vertices with a positional constraint. nj is the normal of the target
point qj . Econp may simply be weighted and added to the sum of the other terms.
Experiments with other energy terms have been conducted. The results can be found in Appendix A.

3.4. Energy Normalization
In order to have a general framework in which the same parameters can be used for all examples, independant of the number of samples, the deformation graph size or the size of the input
meshes in terms of bounding boxes, a proper normalization of the energy terms is necessary.
The energy based on the distances between source samples and corresponding points and corresponding tangent planes, respectively, is divided by the number nv = |SC | of samples having
valid corresponding points on the target. Additionally, to be independant of the scaling of the
meshes, the energies are divided by the square of the bounding box diagonal ddiag of the source
mesh, which essentially corresponds to scaling the meshes with the inverse of the bounding
diagonal prior to registration:
E0con =

1
1 X
1
1
E
=
k
p̃j −
qj k22
con
2
|SC |ddiag
|SC | s ∈S ddiag
ddiag
j

E0conp =

C

1
1 X
1
1
((
E
=
p̃j −
qj ) · nj )2
conp
2
|SC |ddiag
|SC | s ∈S ddiag
ddiag
j

C

The term Erot , measuring the deviations of the transformation matrices from rotation matrices,
is divided by the number of such matrices, i.e. the number of nodes in the deformation graph:
E0rot =
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1
Erot
|V|

3.5. Deformation Graph
error2

error1

Figure 3.4.: Sideview of a plane that was bent. Adding new nodes decreases the individual errors in
Ereg .

The smoothness term Ereg varies when the scale of the meshes varies since it is also based on
euclidean distances like Econ and Econp . We divide it by the square of the source mesh bounding
box diagonal as well:
E0reg

=

1
d2diag

Ereg =

|V|
X
X
i=1 k∈N (i)

k

1
ddiag

Ri (gk − gi ) +

1
ddiag

gi +

1
ddiag

ti −

1
ddiag

(gk + tk )k22

Of course, Ereg also depends on the size and the structure of the deformation graph. Adding
more nodes to the graph decreases the contribution of each individual node to Ereg . Despite
the fact that Ereg now consists of more nodes and hence sums up more terms, Ereg usually
decreases since the lengths of the difference vectors in Ereg are squared. For a subdivision as
it is shown in Figure 3.4, the individual difference vector lengths roughly become four times
smaller while the number of nodes becomes four times bigger. Since the lengths are squared,
Ereg roughly becomes four times smaller assuming the same neighborhood size for all nodes.
In the presented examples, Ereg is only normalized based on the source mesh bounding box. A
correct normalization should also deal with the structure of the deformation graph.

3.5. Deformation Graph
The structure of the deformation graph is crucial for the success of the registration. The connectivity of the graph nodes as well as their positions are very important. A deformation graph
consisting of n separated components suggests that the mesh which needs to be deformed does
not represent a single object but n different objects because there is no interaction between the
disconnected deformation graph components at all. Care has to be taken if a mesh representing
a single object consists of more than one component, since the deformation graph, nevertheless,
should consist of a single component. It is also important to have a regular deformation graph
where the nodes are evenly distributed. An example of a bad deformation graph can be found
in Figure 3.6 (a), whereas Figure 3.6 (b) shows the result obtained using a regular deformation
graph. As positional constraints, 10 percent of the vertices are assigned target positions based
on groundtruth information (see Figure 3.5).
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(a)

(b)

Figure 3.5.: In image (a), the source vertices which are used for the positional constraints in Figure 3.6
are marked yellow. Image (b) shows the source (blue) and target (orange) cylinders. For the
positional constraints, the groundtruth information is used.

(a)

(b)
Figure 3.6.: The source meshes and deformation graphs shown in image (a) and image (b) are deformed
based on the groundtruth target positions of the samples visualized in Figure 3.5. The
irregular structure of the graph used in (a) causes irregular deformations, while in (b) a
regular deformation is obtained due to a regular structure.
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Figure 3.7.: The three disconnected components of the deformation graph are treated independantly,
which may lead to undesired results.

To generate the deformation graph nodes, we sample the source mesh uniformly, each sample
representing a node and its position. The connectivity is constructed based on the weights wij
of the nodes (see Section 3.2), calculated from the source mesh. An edge exists between nodes
va and vb if there exists a vertex with index i of the source mesh such that wai > 0 and wbi > 0.
This method works well for the presented examples, but it might fail for examples where the
disconnected components of the source mesh are separated farther (Figure 3.7). In such cases,
a different approach has to be used or some edges have to be added by hand.
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4
Initialization
4.1. Sampling
Source and target meshes may consist of hundreds of thousands of vertices. In order to handle
such meshes efficiently, we sample the meshes to significantly decrease the number of vertices.
The samples may eiher be a subset of the original set of vertices or they may be taken from any
point on the surface. We use an iterative decimation method working with quadric error metrics
([GH97], see Figure 4.1) to sample the source and the target mesh. Since the decimation method
tries to change the geometry as little as possible, flat regions contain less samples while regions
rich in features contain more samples. As we need the samples to create correspondences between source and target based on local shape descriptors, this is important. Especially since
samples at important places like the fingertips of the model in Figure 4.1 are obtained. Additionally, because both meshes represent the same object in a different pose, samples selected by
decimating the mesh tend to lie at the same points of the object for both poses.
For every source sample we try to find exactly one target sample and vice versa. The resulting
correspondences are then used to find initial values for the deformation graph parameters.

4.2. Local Shape Descriptor
Spin images are used as local shape desriptors [Joh97]. They are easy to implement and they
are general enough. To generate a spin image for a sample point, a cylinder of fixed radius and
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(a)

(b)

Figure 4.1.: Image (a) shows the original mesh as wireframe, image (b) shows the mesh decimated to
1500 vertices using quadric error metrics.

height (see Figure 4.2) is placed at that point and oriented along its normal. The cylinder defines
a local coordinate system consisting of a height and a radius coordinate. Each sample lying
inside the cylinder is mapped to local coordinates by a function f : R3 → R2 , i.e. f (pi ) = ci =
(ri , hi )> . Coordinate pi is mapped to a height value hi and a radius value ri , which contribute
to a histogram consisting of m × n bins. Each bin can be visualized as a pixel of an image,
hence the name of the descriptor (see Figure 4.2 (c)). The bins divide the supported height
([hmin , hmax ]) and radius ([0, rmax ]) into equal pieces, i.e. bin (i, j), i = 0...m − 1 and j =
(hmax −
0...n − 1, represents height values in the range [hmin + mi (hmax − hmin ), hmin + i+1
m
j
j+1
hmin )] and radius values in [ n rmax , n rmax ]. In order to make the descriptor more robust,
height and radius values do not only contribute to the bin in the range of which their values
lie, but they contribute to the 4 "closest" bins. The individual contributions are obtained by
bilinear interpolation. After all points have been processed, the histograms are normalized.
The similarity of the local geometry of two points is determined by the similarity of their spin
images. To further increase the stability of the descriptor, multiple spin image may be generated
at each sample using cylinders of different sizes. An example illustrating the process can be
found in Figure 4.2 .
Just verifying whether a point lies inside the cylinder does not always yield the desired result
(see Figure 4.3 (a)). Points should not only be close to the sample in terms of euclidean distance,
but also in terms of geodesic distance. A simple way to avoid taking points on different parts
of the mesh into account as in Figure 4.3 (a), is to check whether points lie inside the cylinder
in a breadth first search which is aborted if a point lies outside the cylinder. The result of this
method can be seen in Figure 4.3 (b).
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(a)

(b)

(c)

Figure 4.2.: A cylinder is placed at the sample point and oriented along its normal (image (a)). All points
falling into the cylinder (image (b)) are used to create a histogram (image (c)).

(a)

(b)

Figure 4.3.: Image (a) shows all points falling into the cylinder. In image (b), points are collected
breadth first, starting from the sample point.

4.3. Correspondences
Since the objects are deforming, we cannot expect that their local geometry stays the same.
Therefore, the target sample which is the most similar to a given source sample based on the
spin images is not necessarily the correct correspondence. But assuming that the local geometry
does not change too much, the correct corresponding target sample should be amongst the nc
(for the examples shown nc = 8) most similar target samples for most source samples. For ns
source samples this leads to nc ns possible correspondences ci = (si , ti ), i = 1...nc ns . Since
each source sample should have at most one corresponding target sample and vice versa, further
processing is needed.
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(a)

(b)

Figure 4.4.: In image (a), the geodesic distances for two correct correspondences are visualized. Image
(b) shows the case of incorrect correspondences. Since the geodesic distances dSgeo (si , sj )
and dTgeo (ti , tj ) differ a lot, one of the two correspondences has to be false.

4.4. Pruning
From the set C of nc ns possible correspondences, the best consistent subset Copt should be selected. Consistency is measured based on two criteria. First, in a consistent subset no two
source samples have the same target sample as correspondence and each source sample has at
most one corresponding target sample. Second, assuming that the deformation is roughly isometric, correspondences in the subset have to be consistent based on geodesic distances. Since
isometric deformations do not change geodesic distances, for two correct correspondences ci
and cj , dSgeo (si , sj ) ≈ dTgeo (ti , tj ) has to hold (see Figure 4.4),
where dSgeo (si , sj ) is the geodesic distance between the source samples with indices si and sj on
the source mesh and dTgeo (ti , tj ) is the geodesic distance between the target samples with indices
ti and tj on the target mesh. The desired subset should not only be consistent, but it should also
be large and contain correspondences of good quality, meaning that corresponding source and
target samples should have similar spin images. To extract the desired subset from the set of
correspondences, a spectral technique is used [LH05].
For every pair of correspondences (ci , cj ), i, j = 1...nc ns , a score S(ci , cj ) is calculated. For
i 6= j, this score is based on the geodesic distance consistency criterion:

min( dSgeo (si ,sj ) , dTgeo (ti ,tj ) ) if min( dSgeo (si ,sj ) , dTgeo (ti ,tj ) ) > t
geo
S
S
dT
dT
geo (ti ,tj ) dgeo (si ,sj )
geo (ti ,tj ) dgeo (si ,sj )
S(ci , cj ) =
0,
else
tgeo is chosen to be 0.65 in the presented examples. For i = j, the score describes the quality of
ci , i.e.
S(ci , ci ) = αdspin (si , ti ),
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where dspin (si , ti ) measures the similarity of the spin images of source sample si and target sample ti . Additional quality measures might be included. The optimal subset Copt ⊆ C maximizes
X
S(ci , cj )
ci ,cj ∈Copt

where all correspondences in Copt are pairwise consistent (S(ci , cj ) > 0, si 6= sj , ti 6= tj ).
Filling the scores into matrix Ascore such that [Ascore ]ij = S(ci , cj ), the previous sum can be
rewritten as
X
S(ci , cj ) = x>
assign Ascore xassign
ci ,cj ∈Copt

with
[xassign ]i =

(
1, if ci ∈ Copt
0, else

Finding the best cluster is equivalent to finding xopt = argmax x> Ascore x fulfilling the consisx

tency constraints and the 0-1-vector constraint. If the constraints are dropped, then [xopt ]i can
be seen as the "association" of ci with Copt . With the constraints dropped, the vector maximizing
the quadratic form is the principal eigenvector of Ascore , which can be calculated with the power
iteration method. The entries of the principal eigenvector are processed in a greedy manner to
get the desired subset of correspondences. After initializing Copt = {}, the following stepts are
iterated until all entries are marked as picked or pruned:
• Pick the largest entry i in the principal eigenvector which isn’t picked or pruned and add
ci to Copt . Mark the entry as ’picked’
• For every correspondence cj not consistent with ci (S(ci , cj ) = 0, si = sj or ti = tj ),
mark the entry j as ’pruned’

4.5. Deformation
The correspondences in Copt are used as positional constraints for the deformation graph. The
deformation graph should move each source sample in Copt towards its corresponding target
sample in an as-rigid-as-possible manner. The weights for Ereg and Erot should be chosen low
enough to get the source samples close to the target samples. The resulting parameters of the
deformation graph are used as initial values for the refinement stage.
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5
Refinement
5.1. Overview
A sketch illustrating the work flow of the refinement stage can be found in Figure 5.1. The
initialization consists of the initialization stage, the sampling of the source mesh, and the precomputations for the deformation model. The algorithm iterates between finding correspondences and deformation. Correspondences provide the positional constraints for the deformation model, which is also guided by the stiffness parameters αrot and αreg . The samples of the
source mesh are transformed accordingly and the process of finding correspondences and subsequent deformations is iterated until convergence at the current stiffness.
After convergence, the stiffness is lowered (for the deformation graph model this means that
we multiply αreg and αrot with a factor of 0.5) and the iterations between finding correspondences and deformations start again, using the current deformation graph parameters as initial
values. If the stiffness falls below a certain threshold, the algorithm stops. This threshold represents the assumption about the deformation, i.e. the degree to which we think the source mesh
should deform. Repeating the process for different stiffness values should prevent the algorithm
from getting stuck in a local minimum. The result of the optimization process at a higher stiffness should provide good starting conditions for the optimization at the next lower stiffness.
Source and target are aligned coarse to fine.
For a very high stiffness, the method basically corresponds to standard ICP. Normally, starting at a very low stiffness leads to undesired deformations since the source samples are drawn
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initialization

yes

end

stiffness < threshold
no

find correspondences

pruning

reduce stiffnes

no

deformation
(stiffness, correspondences)

yes

convergence?

Figure 5.1.: The refinement stage.

strongly towards their target positions, which are usually incorrect. For a very low stiffness
this results in source samples sticking on the target surface, i.e. a local minimum (see also
Section 5.5).
The refinement stage in pseudocode:

Code 1 Refinement
1 while (stiffness > T_STIFFNESS)
2 {
3
do
4
{
5
createCorrespondences();
6
deformation();
7
}
8
while (#iterations < T_ITER && change of energy > T_E);
9
reduceStiffness();
10 }
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5.2. Sampling
The sampling in this stage does not have to be the same as the one used in the initialization
stage. Furthermore, only the source mesh is sampled. In the refinement stage, samples are
chosen such that the non-rigid ICP method works fine. For ICP, different sampling criteria
exist, e.g. stability sampling [GIRL03]. We simply use the same sampling technique as in the
initialization stage, based on quadric error metric mesh decimation.

5.3. Correspondences
Selecting correspondences for the source samples is much simpler in this stage. For each source
sample, its closest point on the target mesh is chosen as its corresponding point. To accelerate
the search, a spatial data structure, a kd-tree, is used.

5.4. Pruning
Again, the chosen correspondences might differ a lot from the true correspondences. Several
pruning techniques are used to enhance the quality of the correspondences. A very simple
pruning criterion is based on the similarity of the normals of the source samples and their
corresponding target points. If the normals of a source sample and its corresponding point
differ too much, then this correspondence is ignored, i.e. all correspondences (si , ti ) (with ti
being the closest point to the sample si lying on the target surface) where nsi · nti < tnormal are
ignored. nsi is the normal of source sample si , nti is the normal at position ti on the target mesh.
In our implementation, tnormal is chosen as 0.65. The reasoning behind this pruning technique
is illustrated in Figure 5.2. Matching points should have the same orientation.
Another pruning technique, which is important for meshes that are not "watertight", deals with
mesh boundaries. If the corresponding point on the target mesh lies on a mesh boundary, it
should be ignored, especially when the stiffness of the deformation is low and the meshes are
roughly aligned. In the case of partial data where not every source point has a corresponding point on the target mesh, a corresponding point lying on the mesh boundary indicates a
false correspondence. Such correspondences would cause source points without corresponding
points on the target to deform towards the closest target mesh boundary, as indicated by the red
arrows in Figure 5.3.
A pruning technique like the one based on geodesic distances could be used as well in this
stage. Since the initialization stage should bring source and target close enough to rely on
closest points as correspondences, we omit this technique.
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Figure 5.2.: Normals of corresponding points should be similar. If correspondences were not pruned
based on normals, then the front and the back of the source leg would match the front of the
target leg. For low stiffness values, this would lead to a contraction.

Figure 5.3.: Without the pruning of mesh boundary correspondences, the front head of the source mesh
would be deformed towards the eyes of the target mesh as indicated by the red arrows.
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5.5. Point-to-Plane Error Metric
The deformation graph model can be enhanced with an energy term based on a point-to-plane
error metric (see Chapter 3). The point-to-point error introduced by a correspondence is minimized when the source sample coincides with its corresponding point on the target. If, on the
other hand, the point-to-plane error metric is used, the error is determined by the distance of
the source sample to its corresponding tangent plane, and any movement parallel to the tangent plane has no influence on the error. In particular, the error is minimzed when the source
sample lies on its corresponding tangent plane. Since tangent planes can be seen as local approximations to the shape represented by the target points, intuitively the source samples can
approximately move freely along the target shape (see Figure 5.4), i.e. without changing the
error induced by the point-to-plane metric. In the context of ICP, the point-to-plane metric is

Figure 5.4.: Point-to-plane

especially useful. Normally, correspondences are not correct. By giving source samples the
chance to move along the target surface instead of just moving towards their corresponding
points, the deformation model has the ability to better meet the assumptions about the deformation without increasing the error based on the point-to-plane distance metric between source and
target. The energy based on violations of the deformation model assumptions can be reduced
without moving source samples away from the target. Especially in the case of low stiffness,
this allows to avoid local minima.
Using the point-to-point error metric, source samples tend to be moved directly towards their
target points. Since any movement away from a corresponding point would increase the distance error and the violation of the assumptions about the deformation does not increase the
error much in the case of low stiffness, the whole optimization process might get stuck, i.e. the
source sticks to the target in an undesired pose. The point-to-plane metric, on the other hand,
would allow source samples to approximately move along the target without increasing the distance error and hence allow a decrease of the deformation error.
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Using a point-to-point error metric has its benefits as well, though. It increases the stability of the optimization process. Using a point-to-plane error metric alone can lead to undesired
large movements along the tangent planes. In our experiments, source meshes sometimes "jump
around" the target meshes. This makes it hard to find an automatic convergence criterion (see
Section 5.6). Therefore, a combination of the two error metrics is used, where the point-to-point
and the point-to-plane error weights have a ratio of 1 : 25.
An example of a registration using point-to-point error only can be found in Figure 6.16. Figure
6.17 shows the same example for a combination of point-to-point and point-to-plane error.

5.6. Convergence Criteria
The algorithm converges at a given stiffness if the changes of the deformation model energies
fall below a certain threshold. In our examples, we use abs(Eold − Enew )/Eold < tabort as a
stopping criterion. tabort = 0.01 provides good results. In some cases, this criterion is not met
in an acceptable number of steps. Pruning correspondences in one step which may be used in
the next step can cause something like a cyclic behaviour where the algorithm jumps between
two energy states. The normalization (see Section 3.4) we use does not fix that problem, hence
we use an additional stopping criterion, which stops the algorithm after a certain number of
iterations at a given stiffness (in our examples we use 10).

5.7. Final Deformation
Once the whole optimization is done, the new positions of the source samples and the deformation graph parameters leading to this deformation are calculated. Of course, the ultimate goal
is to deform the complete source mesh. To achieve this, there are several possibilities. Probably the easiest way to deform the source mesh is just using the deformation graph. All that
needs to be done is to calculate the weights determining the influence of each deformation graph
node on each vertex of the source mesh and then apply the transformations. Unfortunately, this
may lead to visible artifacts in some cases (see Figure 5.5 (a) and (b)). Another possibility is
to interpolate the difference vectors between the original source samples and the transformed
source samples using RBF interpolation. The result is more satisfying (see Figure 5.5 (c)). For
n source samples, this involves the solution of a linear sytems of 3n equations
Awj = dj , j = 1...3,
where wj contains the unknown weights for the radial basis functions and dj contains the j-th
coordinates of the difference vectors between the original source samples and the transformed
source samples.
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5.7. Final Deformation

(a)

(b)

(c)

Figure 5.5.: Image (a) shows a source mesh that has been deformed using the deformation graph. A
closeup of the same mesh can be found in image (b). Image (c) shows the same mesh
deformed using RBF-interpolation.

A contains the values of the RBFs centered and evaluated at the source samples:


 φ(kc1 − c1 k) · · · φ(kc1 − cn k) 


..
..
..

A=
.
.
.




φ(kcn − c1 k) · · · φ(kcn − cn k)
The offset dpj for the j-th coordinate of a source mesh vertex position p is then calculated as
dpj =

n
X

[wj ]i φ(kci − pk)

i=1

For φ we use the triharmonic function φ(r) = r3 .
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6
Results
We evaluated our algorithm on real single-view scan data and synthetic multi-view data. Source
meshes are colored blue, target meshes are colored orange. The code was not optimized in terms
of speed and no multithreading was used.
The stiffness threshold determining the end of the refinement iterations was defined in terms
of αrot . If αrot < 1.0, the iterations stop. αcon = 4 · 104 and αconp = 106 holds for all examples. The initial values of αrot and αreg vary, depending on whether the initialization stage was
skipped.

6.1. Real Single-View Scan Data
In all examples using real data (Figures 6.1, 6.2, 6.3, 6.4, 6.5), the initialization stage was
skipped since the initial alignment was already good enough to start with the refinement stage.
In fact, for the arm example in Figure 6.3, the initialization stage would not work very well
since the target mesh consists of two disconnected components (see Section 6.4). Details to the
examples can be found in Table 6.1. For all examples in this section, the initial value of αrot
was 25 · 106 and 625 · 106 for αreg
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Figure 6.1.: Torso

Figure 6.2.: Face

Figure 6.3.: Arm
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6.1. Real Single-View Scan Data

(a)

(b)

(c)

Figure 6.4.: Image (a) shows the source (blue) and the target (orange) cloth. A standard ICP implementation ([Tri], image (b)) clearly fails, but the non-rigid ICP method deforms the source
nicely (Image (c)).

Figure 6.5.: The cloth mesh is deformed to match the target surface without introducing unnecessary
shearing or stretching.

Torso

Face

Arm

Cloth

# Source Vertices

135559

44233

34778

8491

# Target Vertices

145356

44360

29483

6177

# Deformation Graph Nodes

463

450

412

544

Spin Image Correspondences Time -

-

-

-

# Initialization Samples (S and T)

-

-

-

-

Total Time

2 min 37 sec 2 min 56 sec 2 min 48 sec 1 min 50 sec

# Refinement Samples

600

1500

1500

1124

Table 6.1.: Registration of real data.
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(a)

(b)

Figure 6.6.: Image (a) shows the scanner setting used for the source mesh and image (b) shows the
setting for the target mesh. The resulting meshes with holes can be found in Figure 6.7.

Figure 6.7.: The source mesh (blue) and the target mesh (orange) contain large holes. In the middle of
the source and the target mesh, the target mesh is shown together with the deformed source
mesh. Most holes are filled.

6.2. Synthetic Multi-View Scan Data
The synthetic data in this section was created using virtual cameras placed by hand. Based on
the camera parameters, it was determined which triangles are visible from any of the cameras
and which are not. Triangles not visible from any camera were then removed from the mesh
to simulate the holes which would emerge when placing scanners at the camera positions and
trying to reconstruct the scanned object. An example where scans were taken at two different
time instances from two different scanners in each case can be found in Figure 6.6. The two
resulting meshes, i.e. the source and the target mesh, are illustrated in Figure 6.7. In the middle
of these two meshes, the deformed source mesh and the target mesh are shown. Most of the
large holes are filled. Figure 6.8 shows the source and target mesh before and after registration.
In the horse example, the initialization stage was skipped. αrot and αreg were set to 25 · 106 and
625 · 106 , respectively.
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6.2. Synthetic Multi-View Scan Data

Figure 6.8.: Horse with holes

For the armadillo examples, the initialization stage was indispensable. Figure 6.9 shows the
result for the complete armadillo model. To simulate the reconstruction of the armadillo using
3 scanners, the setting in Figure 6.10 was used. Results are illustrated in Figure 6.11 and Figure
6.12. Since the initialization stage needs to bring source and target close, the initial values for
αrot and αreg were quite small, i.e. 900 and 225. If the weights αrot and αreg are not low enough
in the initialization stage, the result (Figure 6.13) contains larger errors due to the limitations
of the presented approach, discussed in Section 6.4. More information about the synthetic
examples can be found in Table 6.2.

Figure 6.9.: Armadillo

(a)

(b)

Figure 6.10.: Image (a) shows the scanner setup used to create the synthetic data in image (b).
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Figure 6.11.: Armadillo with holes

Figure 6.12.: Deformed Armadillo source with holes

Figure 6.13.: Since the initial weights αrot and αreg of the initialization stage were not low enough, the
refinement stage fails. Source and target are not close enough after initialization to rely on
closest point correspondences. The left ear of the armadillo sticks to the target head, and
the back of the armadillo is not aligned correctly. Due to low stiffness, the source samples
are moved towards their closest points on the target surface and stick there. The algorithm
gets stuck in a local minimum.

42

6.3. Visualization of Energies
Horse

Armadillo Complete Armadillo Partial

# Source Vertices

6443

17299

15715

# Target Vertices

6643

17299

14559

# Deformation Graph Nodes

536

433

630

Spin Image Correspondences Time -

1 min 13 sec

56 sec

# Initialization Samples (S and T)

-

1500

1500

Total Time

14 min 50 sec 2 min 12 sec

3 min 37 sec

# Refinement Samples

1500

1500

1500

Table 6.2.: Registration of synthetic data.

6.3. Visualization of Energies
A way to visually inspect the quality and the behavior of the result is the visualization of energies. Color coding Ereg and Erot allows us to see where and to what extend the source mesh
is deformed. If it is known beforehand that certain regions of the mesh should be rigid, then
these areas should not contribute to Ereg and Erot . Similarly, if it is known where the deformation should occur as in Figure 6.14, where the cheek is deformed, then we expect this area to
contribute to Ereg and Erot .

(a)

(b)

Figure 6.14.: Image (a) shows the original mesh, image (b) shows the deformed mesh with a visualization of Ereg .
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6.4. Limitations
Initialization
Whenever certain assumptions on the input data are made, one cannot expect the algorithm to
work for arbitrary data. In the initialization stage, we assume that the deformation aligning the
source mesh and the target mesh is rougly isometric. If this assumption does not hold, then
the correspondence pruning criterion based on geodesic distances can fail. Problems may also
arise in the presence of holes since they change the geodesic distances between points. Ignoring
geodesics following a mesh boundary might help [BBK06]. Even worse is the case of disconnected components, which is not handled in our algorithm but could be integrated in future
work. Another problem which is common to approaches using geodesic distances is the change
of topology, which may lead to significant changes in the geodesic distances.
Relying on features limits the algorithm as well. Featureless regions cannot be matched reliably. The refinement stage should deal with this problem. But if no useful initial alignment is
given at the beginning and cannot be found in the initialization stage, the problem remains.
Even in the presence of features, problems may arise using this approach. The assumption that
features do not change very much during the deformation and that enough correct correspondences are amongst the candidate correspondences may not hold. But even if all assumptions
about the meshes and the deformation hold, symmetries can cause problems. The shape does
not even have to be symmetric based on its extrinsic properties. Intrinsic symmetries cause
problems as well. If for example the armadillo model is deformed isometrically, then, based
on geodesic distances, it cannot be detected whether the target points are correct or mirrored
on the plane separating the left and the right half of the armadillo. Figure 6.15 should illustrate
this. As can be seen in this figure, one point is enough to break the symmetry and allow the
algorithm to detect false correspondences based on the geodesic consistency criterion.
Deformations that are only roughly isometric and change some features make the problem
worse. In order for the geodesic consistency criterion to work, it has to be loosened (see Chapter 4), which leads to problems with approximately symmetric shapes. In fact, features do not
even have to change during the deformation in order to get correspondences which are not perfect. Remember that source and target meshes are sampled and correspondences are established
between the samples. Normally, none out of all possible mappings between source and target
samples is perfect since there is no guarantee that the samples that where taken represent the
same places on the object that is represented by the source mesh and the target mesh. The
refinement stage should correct the errors originating from such correspondences.

Refinement
Once an initial deformation is found, the refinement stage should improve it towards the deformation correctly aligning source and target mesh. Besides isometry, another assumption made
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(a)

(b)

Figure 6.15.: Image (a) illustrates false correspondences in red, while in image (b) correct correspondences are shown in green. The geodesic distances between the points are the same in both
cases. Note that the local shape descritpors will look roughly the same in both cases. If a
distinctive feature, illustrated with the black star, is correctly matched with a high score,
then it can break the symmetry and false correspondences can be detected.

about the deformation is that the source mesh should deform in an as-rigid-as-possible manner.
While this assumption seems to be reasonable for our real world examples, the armadillo example clearly follows a different deformation model. Here we are dealing with an articulated
object. In order to match the limbs of the armadillo meshes, the weights for Ereg and Erot need
to be low because the required deformation violates the assumption of the deformation model
although the deformation is correct.
The low stiffness, required at the joints of the armadillo, is the same for all parts of the armadillo mesh, thus allowing rigid parts to deform in an undesired way (Figure 6.13). It leads
to large deformations of source samples towards their corresponding target points, and source
samples tend to stick on the target surface. The resulting local minima cause the algorithm to
fail.
Correspondences found by taking the closest point of each source sample as its corresponding point may be far from correct, hence source samples moving towards their corresponding
points on the target lead to false deformations of the source mesh. False correspondences lead
to false deformations which in turn may lead to even worse correspondences.
Of course, if the initialization stage fails, then the refinement stage likely fails as well.
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Figure 6.16.: Registration using the point-to-point errors only. When the stiffness is low, the source
sticks to the target. The registration fails.

Figure 6.17.: Registration using a combination of point-to-point and point-to-plane errors. Contrary to
the registration using point-to-point error only, the source slides along the target into the
correct position.
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7
Future Work
Deformation Models
An as-rigid-as-possible deformation model is not general enough to deal with all input data.
For the armadillo, a model for articulated objects would be more suitable. Future work might
incorporate different deformation models and let the user decide which one to use. An even
better approach would be to use an adaptive model, although this might be difficult to achieve.
Disconnected Components
To handle arbitrary input meshes, the initialization stage needs to be enhanced to deal with
disconnected components as they are present in the arm example (Figure 6.3).
Feature Correspondences
Until now, feature correspondenes are only used in the initialization stage. Feature correspondences might also be of great use in later stages of the algorithm and might be used in combination with or instead of closest point correspondences.
Speed
The implementation is not optimized for speed. Since it offers the possibility to use multithreading for the solution of the linear systems in the optimization (see Section 3.2), significant
speedups could be achieved.
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A
Additional Energy Terms
During the experiments and the development of the algorithms alternative energy terms were
tested. The tests were not extensive enough to make a definitive statement.

A.1. Weighted Correspondences
Inspired by the work of Li and coworkers [LSP08], we used weighted correspondences. Econ
and Econp were expressed as
X
Econ =
wj2 kp̃j − qj k22
sj ∈SC

Econp =

X

wj2 ((p̃j − qj ) · nj )2 .

sj ∈SC

The energy terms were normalized as before. The weights wj were treated as unknowns and to
avoid the trivial solution where all weights are equal to zero, another energy term, Econf , was
added:
X
Econf =
(1 − wj2 )2
sj ∈SC

We wanted to achieve some kind of "snapping" behavior under the assumption that source and
target are coarsly aligned. In examples where we had problems with false correspondences it
did not help since all we achieved was a "snapping" towards false correspondences.
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A.2. Weighted Regularization
As mentioned in Chapter 7, an adaptive deformation model would be beneficial. Therefore, we
tried to weight the terms contributing to Ereg , i.e.
Ereg =

|V|
X
X

wi2 kRi (gk − gi ) + gi + ti − (gk + tk )k22 ,

i=1 k∈N (i)

and again optimize for weights as well, using an Econf term to avoid the trivial solution. One
problem with this approach is that if wi is small, then this does not mean that there is a "joint"
at gi . It corresponds to a decoupling of vi from the rest of the deformation graph. To conquer
this problem, an isometry energy term was used.

A.3. Isometry
The isometry energy term should make sure that the lengths of the edges in the deformation
graph roughly stay the same. Essentially, this means that the deformation graph may be bent
without much penalty where wi in Ereg is low, but the deformation graph edge lengths roughly
stay the same.
X
Eiso =
(kgi − gj k − k(gi + ti ) − (gj + tj )k)2
{vi ,vj }∈E
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B
Implementation Details
All programming and experiments were conducted on a Mac Pro with 4GBs of RAM and an
Intel Xeon processor with 8 cores running at 2.8 GHz. Visual Studio 2005 was used as development environment on Windows XP.

B.1. External Libraries
Taucs
Taucs [TCT] was used to solve the optimization problem of the deformation graph (Section
3.2). It supports fill-reducing permutations and symbolic factorizations of matrices, which is
very useful. In the presented optimization problem, the non-zero structures of the matrices
remain the same while the numeric values change. A fill-reducing permutation and a symbolic
factorization can be performed as a precomputation step such that the linear systems can be
solved quickly. A number of precompiled versions of the Taucs library can be found in the
CGAL library [CGA].

OpenMesh
To represent triangle meshes with a halfedge data structure, the freely available OpenMesh
([BSBK02], [Ope]) was used. It offers a lot of freedom in terms of user defined properties and
functions.
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Qt
The GUI was written using the platform independent Qt ([QT]) library, i.e. it should work under
Windows (Figure B.1), Mac OS and Linux.
Geodesic Distances
Geodesic distances are calculated using a variant of Dijkstra’s algorithm. The code is from
Danil Kirsanov, based on work by Mitchell and coworkers [MMP87].
VRIP
The Volumetric Range Image Processing Package (VRIP) is a freely available software package
[VRI] based on work by Curless and Levoy [CL96], which can be used to integrate multiple
aligned depth maps to generate a triangle mesh. The input mesh format is PLY, developed at
Stanford University. Source files to generate PLY files are also available for download.

B.2. GUI Manual
The GUI should facilitate the task of the scan registration setup. It also provides some basic
mesh operations such as mesh decimation, mesh smoothing, and mesh remeshing. Since the
structure of the deformation graph is very important, it also allows the creation and inspection
of a deformation graph before the actual registration. Synthetic examples and depth maps can be
created by placing cameras by hand. A manual explaining how to use the GUI for the mentioned
features and more can be found on the data CD as a separate document.
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B.2. GUI Manual

Figure B.1.: The GUI
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