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Abstract
New webcams and surveillance cameras are installed daily all around the world,
adding huge quantities of data to the information stream that needs to be
processed. As this happens, it is critical to develop methods that process such
data-streams automatically and in real-time, reducing the manual effort that
is still required for video content analysis. Of particular interest is to analyze
the behavior of moving persons.
Different aspects of a scene can be recorded at different scale levels. While
high-resolution portrait pictures facilitate the analysis of facial details, they do
not allow us to observe the motion and interaction between different persons.
In contrast, a camera observing an entire scene may result in images where
individual persons are too small to be detected. However, spatial structure
and motion patterns can still be extracted. Thus, each scale level contains
useful information but requires a different approach to exploit it.
In this work, we present algorithms to analyze the behavior of dynamically
moving persons in real-world scenes at different scale levels. The focus lies on
developing methods that work online and fully automatically, adapting to the
observations acquired so far.
We present five novel methods. First, we present a real-time method to detect
unfamiliar faces and to estimate their poses. This algorithm is applicable
to a large pose range and is robust to facial variations and expressions. The
second innovation consists of a method that detects and tracks moving persons
in complex scenes. The algorithm is suitable for a wide variety of online
applications and does not require scene-specific knowledge. Another branch
of this thesis introduces a statistical model to analyze the activity in a scene,
where agents interact according to complex dependency patterns. It allows
us to automatically find periodic actions and relations between co-occurring
and consecutive activities. Then we present a technique to detect novelty from
webcam footage at the scene level. During run-time the method automatically
learns what usually happens in a scene and continuously adapts to the scene
content. Finally, we propose an approach to estimate the scene structure from
videos. This estimation may be used to guide an object detection system to
those image regions and local scales at which objects are more likely to occur.

Zusammenfassung

Obwohl laufend neue Überwachungs- und Internetkameras installiert und deren Datenströme im Internet verfügbar gemacht werden, können diese nicht
oder nur beschränkt analysiert werden, da der (manuelle) Aufwand zu gross
ist. Je nach Auflösungsstufe der Bilder werden verschiedene Aspekte einer Szene aufgenommen. So sind zum Beispiel in hochaufgelösten Portraitaufnahmen
Gesichtsdetails erkennbar. In Aufnahmen von mehreren Akteuren sind diese
nicht mehr sichtbar, dafür können die Bewegungen und Interaktionen zwischen verschiedenen Akteuren beobachtet werden. Auf einer weiteren Stufe
überblickt die Kamera eine noch grössere Szene, in welcher die einzelnen Akteure nur noch schwerlich auszumachen sind, wo jedoch die Struktur der Szene
geschätzt und Aussagen über Bewegungsmuster getroffen werden können. Jede
Auflösungsstufe enthält somit nützliche Informationen, deren Analyse jedoch
unterschiedliche Ansätze erfordert.
In dieser Doktorarbeit präsentieren wir Algorithmen zur Analyse des Verhaltens von Personen auf verschiedenen Auflösungsstufen. Den Fokus richten wir
auf Ansätze, die es erlauben, Daten automatisch und zur Laufzeit zu analysieren und sich an vorherige Beobachtungen zu adaptieren.
Wir präsentieren fünf Innovationen. Zuerst präsentieren wir eine Methode um
Gesichter und deren Posen zu erkennen. Dann wird ein Algorithmus vorgestellt, der Personen detektiert und verfolgt, die sich dynamisch durch komplexe Szenerien bewegen. Dabei wird keinerlei Vorwissen über die Personen oder
die Szene benötigt, und die Methode ist für verschiedenartige Anwendungen
einsetzbar. Ein weiterer Teil der Dissertation befasst sich mit der statistischen
Analyse von Aktivitäten in einer Szene. Ein Modell wird eingeführt, welches
die Abhängigkeiten von gleichzeitigen und aufeinanderfolgenden Bewegungen
von Akteuren analysiert. Ausserdem präsentieren wir eine Methode, die Anomalien in laufenden Aufnahmen von Internetkameras findet, ohne vorher ein
Modell der Szene gelernt zu haben. Schliesslich wird ein Ansatz vorgestellt,
um die Struktur einer Szene zu lernen und das Auffinden von Personen zu
erleichtern.

Acknowledgements

I would like to extend my deepest gratitude to a number of people who inspired
me and influenced my work in various ways.
ETH Zurich: Luc Van Gool • Bastian Leibe • Esther Koller-Meier • Vittorio
Ferrari • Thomas Deselaers • Helmut Grabner • Peter Gehler • Tobias Jaeggli •
Andreas Ess • Alain Lehmann • Bryn Lloyd • Daniel Roth • Thibaut Weise • all
other colleagues from the BIWI and CALVIN groups. University of Oxford: Ian
Reid • Eric Sommerlade. Harvard University & Mitsubishi Research: Hanspeter
Pfister. Master Students: Daniel Küttel • Fabian Reichlin.
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1
Introduction

In this thesis we are concerned with analyzing the behavior of dynamically
moving persons in complex, real-world scenes. Depending on the scale level,
different aspects of a scene are captured. Thus, different approaches are required to exploit the different kinds of information.

1.1

Visual Surveillance

Visual surveillance in dynamic scenes is one of the most active research areas
in computer vision. Applications include access control, person identification,
crowd analysis, anomaly detection, and contingency planning. Similar methods are also required for human-computer interaction, robot navigation, sports
video analysis, and scene understanding. New webcams and surveillance cameras are installed daily all around the world, adding huge quantities of data to
the information streams that need to be processed, preferably instantaneously.
Thus, it becomes increasingly important to develop methods to process such
data streams in real-time and fully automatically, reducing manual effort.
Presented with a video stream, visual surveillance involves answering the following questions, which encompass some notoriously difficult tasks: Where are
objects in the image? How do they move? What are normal motion patterns?
Is the motion of different objects correlated? Is their behavior unusual? How
does the scene typically look like?
In this thesis, we present a number of methods to answer such questions.
In general, we analyze the behavior of persons in dynamic scenes, thus also
acquiring knowledge about the scene itself. The presented methods operate
at different scale levels and solve tasks at different semantic levels (see next
section).
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(a) Face level.

(b) Multi-agent level.

(c) Scene level.

Figure 1.1: At different scale levels, different kinds of information can be
retrieved. At the face level, a detailed analysis of the face (e.g., identification,
facial emotion analysis) is possible from high resolution imagery. At the multiagent level, the resolution is lower. Here, information from other agents and
context can often help analyze the motion of individual agents. Finally, at
the scene level, it is not possible anymore to detect and track single agents.
Instead, crowd motion and temporal motion patterns can be analyzed. The
analysis of imagery from these different levels requires individual approaches.

1.2

Scale Levels

An image captures different aspects of a scene, depending on the scale level.
At different scale levels, different kinds of information can be retrieved (see
Fig. 1.1). If a large scene is observed, context from different image regions can
be used to infer the behavior of an agent. However, the image resolution is
usually low, restricting the level of detail that can be observed. In contrast,
if only a small portion of a scene (e.g., a face) is observed, more detailed
information is available. On the other hand, the scene is only observed locally,
i.e., no context information from other agents or from other scene regions
can be used. Hence, the analysis at different scene levels requires individual
approaches to explore the available kinds of information.
At each scale level, low-level tasks as well as problems on a higher semantic
level need to be solved. While algorithms for face or object tracking rather
answer basic questions, the methods that solve tasks at a semantically higher
level rely on robust low-level information. Such a complex, involved question
might be: Was the behavior of this group of agents usual? To give a coherent
answer, individuals need to be tracked, groups should be recognized, knowledge
about their normal behavior is necessary, and context information about the
scene should be considered.

1.2. Scale Levels

3

Face Level. At the most detailed level, portrait pictures are taken with high
resolution (Fig. 1.1(a)). Therefore, facial details can be observed, which are
used for person identification or facial expression analysis. As the field of view
is very limited, no information from other parts of the scene or from different
agents is available. At this level, depth information can be acquired easily
with active or passive stereo techniques, which makes it possible to exploit
this additional cue.
Single-Agent Level. At a coarser level, an entire object is captured. Typically, a person is 200–400 pixels high. At this level, the goal is often to detect
the configuration of the body limbs. This enables recognizing detailed human
actions (e.g., to detect whether a person is picking up or handling an object)
or to perform gait analysis. Often, only a single person or object is present in
the image, which precludes analysis of the interactions between agents.
Multi-Agent Level. At the multi-agent level, the spatial resolution permits
us to detect and track multiple persons, which are usually about 50–100 pixels
high. Thus, the resolution is often too low for a detailed analysis of the individual limbs and to extract facial features (Fig. 1.1(b)). Often, surveillance
cameras deliver such data streams. At this scale level, trajectories can be
recovered to analyze the motion of individuals. Typical problems are partial
or complete occlusions and motion blur. Context information from the scene
and from other agents is often useful or even necessary for a correct analysis.
When observing multiple persons, the interactions between them can be used
to interpret their behavior.
Scene Level. At a very coarse level, a camera observes an entire scene, where
individual agents are often too small to be detected and tracked (Fig. 1.1(c)).
This is often the case for footage from webcams, which permanently record
data streams around the clock. At this level, we expect to recover the spatial
structure of the scene and statistical information, e.g., where in the scene the
activity is typically high at what time of day. Hence, patterns of crowd activity
or group behavior can be detected.
As discussed above, each scale level contains useful information, but each
requires different methods to exploit the available information. In this thesis,
we present different algorithms to solve tasks at the face, multi-agent, and
scene level, and we omit the single-agent level (see e.g., Ramanan et al. (2007);
Ferrari et al. (2008); Jaeggli et al. (2008)).
The focus lies on developing algorithms that work online and fully automatically, starting without any prior knowledge about a scene and permanently

4
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adapting to the observations acquired so far. This is especially important for
input from continuous, dynamically changing data streams, such as footage
from webcams or surveillance cameras.
The acquired knowledge from different levels can be linked together or used
in a feedback loop for a coherent evaluation of agent behavior in a scene. For
example, the scene structure estimated at the scene level can help reliably
detect and track multiple pedestrians at the multi-agent level. Based on the
estimated location, another camera (e.g., a pan-tilt-zoom camera) could then
capture close-up views to identify individual persons at the face level. The goal
of this thesis is however not to develop a completely unified framework that integrates methods for all scale levels. Instead, we present algorithms that solve
specific problems at different scale levels, selectively combining information
from different levels to solve certain tasks.

1.3

Contributions

The main contributions of this thesis are:
1. A system to detect faces and estimate their poses from single range images in real-time. The method is completely automatic, works for unseen
persons and very large pose changes, and it is robust to facial variations.
The approach is based on a novel shape signature to identify noses in
range images. It follows a general tendency towards massively parallel
computations that replace a piecemeal analysis on the basis of sophisticated feature extraction. The method compares many pose hypotheses
in parallel using modern GPUs. To evaluate the system, we build a
database of range images with large pose variations. Furthermore, we
show how the original method that depends on high-quality range data
acquired by an active stereo system can be extended to low-quality range
data from passive stereo systems.
2. An algorithm to detect and track multiple persons from a single, uncalibrated camera. The method relies only on 2D information and does not
require any additional, scene-specific knowledge. The algorithm builds
upon the continuous confidence of state-of-the-art pedestrian detectors
and online trained, instance-specific classifiers as a graded observation
model for particle filtering. Hence, it complements generic object category knowledge by instance-specific information for robust multi-person
tracking. The algorithm relies only on information from the past and is
suitable for online applications. We demonstrate that it yields good

1.3. Contributions
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tracking performance in a large variety of highly dynamic scenarios, ranging from surveillance settings to highly dynamic sports scenes.

3. A system for the analysis of complex dynamic scenes. The system is
based on a model that captures temporal relations between the activities
of multiple agents. It is based on the Hierarchical Dirichlet Process
mixture model, which is extended by integrating multiple higher-order
Hidden Markov Models. The system is trained automatically from a long
video of a dynamic scene. After training, the model returns a number
of interesting characteristics of the scene, such as typical situations, cooccurring activities of multiple agents (e.g., cars driving on two parallel
lanes), the existence and the periods of recurring activities (e.g., trams
passing by), and typical sequences of activities (e.g., cars stopping to
let a tram pass, and then continuing). We demonstrate our approach
on recorded video sequences of different scenes, each about three hours
long.

4. A data-driven, unsupervised method for unusual scene or scene change
detection from static webcams. The method can also be used for video
summarization. Such time-lapse data is usually captured with a very
low or varying framerate and results in low resolution imagery. This
precludes the use of tools typically applied in surveillance (e.g., object
detection and tracking). Hence, our algorithm is based on simple image
features. We define unusual scenes based on the concept of Meaningful
Nearest Neighbors instead of building explicit models. To effectively
compare the observations, our algorithm adapts the data representation.
Furthermore, we use incremental learning techniques to adapt to changes
in the data stream. Experiments on several months of webcam data show
that our approach detects plausible unusual scenes.

5. A method to robustly combine unreliable observations from a pedestrian detector to estimate the structure of a scene and the rough scene
geometry from video sequences of a static camera. The online learning
approach continuously integrates new observations, as the system runs.
The method is based on an entropy modeling framework, which simultaneously adapts the detector parameters by maximizing the expected
information gain about the scene structure. Thus, the algorithm automatically restricts the detector scale range for each image region as the
estimation results become more confident. Thus, the algorithm improves
the detector runtime and limits false positives.

6
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All of the algorithms presented in this thesis are suitable for time-critical,
online applications.1 Also, many of them are designed to learn online from
continuous data streams. Thus, they are adaptive to changes in the scene,
which is necessary for systems that are designed to run around the clock. For
example, the multi-person tracker (2.) integrates instance-specific classifiers
to discriminate between the tracking targets; the normal model for unusual
scene detection (4.) is built online to handle drift, and no fixed threshold for
classification is used; the scene structure (5.) is estimated without any prior
knowledge about the scene, and the longer the system runs, the more observations are integrated. Some algorithms solve rather low-level tasks, while
others are based on such information to answer complex questions on a higher
semantic level.

1.4

Organization of the Thesis

The chapters are structured according to the scale levels introduced before
(Section 1.2). The next two chapters address low-level tasks at the face and
multi-agent scale level: In Chapter 2, we describe a method to locate faces
and estimate their poses, and in Chapter 3, we present an algorithm for multiobject tracking. Then, subsequent chapters build on such low-level information. Chapter 4 presents a method to learn typical activities at the multi-agent
level and to capture temporal relations between activities of multiple targets.
In Chapter 5, we describe a system to learn what usually happens in a scene
and to detect unusual activity at the scene level. Chapter 6 investigates the
estimation of scene structure to build a scene model and support low-level
tasks. Finally, the thesis is concluded by discussing open problems and future
research directions. In the appendix, a short introduction to some technologies
used in our work is presented.
Every chapter is dedicated to a different problem and contains the contributions described before. The chapters are self-contained, i.e., each includes a
detailed introduction to the task, a discussion of related work, and a conclusion with ideas for future directions. A reader interested in only one topic
should be able to understand a chapter without reading the others.

1
Some of the presented methods already work in real-time (Chapters 2 and 5). Others
require some tuning (Chapters 3, 4, 6), but are also applicable to such problems in general.

2
Face Detection and Pose Estimation

In this chapter, we analyze input at the face level. The resolution is usually
very high, which allows us to capture detailed facial information. Because of
the restricted field of view, only few faces are typically present in the image.
Methods operating at this scale level usually concentrate on features from
within the face, because information from scene context or from other agents
is rarely present in such images.
One of the most basic problems at the face level is to locate one or several
faces of previously unseen persons and to estimate the face pose.1 This is
a coupled problem, i.e., the task of finding a face is simplified if its pose is
already known, but in order to estimate its pose, the face needs to be found
beforehand. We concentrate on the more advanced task of pose estimation
but implicitly also solve the problem of face detection.
Face pose estimation can be used on its own (for example for gaze estimation in driver-attentiveness monitoring, e.g., Murphy-Chutorian et al. (2007),
or human-computer interaction, e.g., Morency et al. (2007)), or as a preprocessing step for higher-level tasks (e.g., for face recognition or facial expression
analysis). A recent survey of Murphy-Chutorian and Trivedi (2009) identifies
the assumptions of current state-of-the-art methods, which include: small pose
changes between frames (i.e., continuous video input), manual initialization,
no drift (i.e., short duration of the input), 3D data, limited pose range, rotation around one single axis, permanent visibility of facial features (i.e., no
partial occlusions and limited pose variation), previously seen persons, and
synthetic input data. These assumptions restrict the generality to some specific use cases.
The vast majority of previous approaches are based on 2D data and suffer from
several of those limitations (Murphy-Chutorian and Trivedi (2009)). In gen1
The terms “face pose”, “head pose”, and “gaze direction” estimation are not used
consistently in the literature and sometimes have slightly different meanings. In this work,
they are used as synonyms.
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eral, such purely image-based approaches are sensitive to illumination, shadows, lack of features (due to self-occlusion), and facial variations due to expressions or accessories like glasses and hats. However, recent work indicates that
some of these problems could be avoided by using depth information (Chang
et al. (2005); Phillips et al. (2005)). In this chapter, we investigate how to
exploit depth information to overcome some of the existing restrictions for
pose estimation. Most of the work presented in this chapter is published in
Breitenstein et al. (2008a, 2009b).
Lately, range acquisition systems reached a level of reliability such that depth
images can be used to overcome the above-mentioned problems.2 At the face
level, it is realistic to robustly acquire dense depth information, while this is
a much harder problem at the multi-agent or scene level. Since the field of
view is small, the necessary baseline is reasonable for passive stereo methods.
Furthermore, the depth range is quite limited in a typical setting where faces
are analyzed (e.g., for border or access control, in office environments, etc.).
Images acquired by an active stereo systems usually have a better quality, i.e.,
have less outliers in terms of noise and holes. On the other hand, passive stereo
imagery is cheaper, easier to obtain, and less annoying for the user (users are
often blinded by the bright light from a projector or suffer from unhealthy
laser light of active stereo systems).
The few pose estimation methods that exist for range images are often limited
to a small pose range, need manual initialization, are not running in real-time,
or do not work for images with multiple faces (Murphy-Chutorian and Trivedi
(2009)). We discuss some of those methods in detail in Sec. 2.1. However,
many applications require real-time pose estimation that is robust to large pose
variations. Furthermore, many methods rely on pose tracking over multiple
frames. However, tracking algorithms may suffer from drift or jitter, often need
a training phase, require manual interaction (e.g., for key-frame selection), and
need a restart after complete occlusions of the field of view.
In contrast, our algorithm is completely automatic, works in real-time, and
finds multiple unfamiliar faces from single range images. The algorithm is
based on the following idea. In an offline step, range images of an average
face are rendered for many poses, and the resulting reference pose range images are saved on the graphics card. At runtime, range images of faces are
continuously acquired, for which the following steps are performed in parallel on the GPU. We compute shape signatures that are distinct for regions
with high curvature, such as the nose tip. This yields a set of candidate nose
positions and orientations that we use as head pose hypotheses. Each pose
2
We use the terms range image and depth image as synonyms. In contrast to full 3D
information, such 2.5D images only contain one depth value at each pixel position.
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hypothesis is then tested by computing the alignment error between the input and the reference pose images corresponding to the pose hypotheses. The
match with the lowest error yields the final pose estimation. As a result, our
method is robust to large pose changes (from profile to frontal view), facial
variations (e.g., expressions), partial occlusions (e.g., due to glasses or hair),
and to frame drop-outs (e.g., due to complete occlusions).
This approach follows a general tendency towards massively parallel computations that replace a piecemeal analysis on the basis of sophisticated feature
extraction. By comparing many pose hypotheses in parallel, global rather than
local optima are detected, and complete frame drop-outs are overcome without
a problem (e.g., when the field-of-view gets completely occluded). The speed
of these computations surpasses real-time due to the massive parallelism of
modern GPUs.
The chapter is organized as follows. We first describe our algorithm for face
pose estimation from high-quality range data acquired by an active stereo system. In Section 2.2, the algorithm and implementation details are described,
and Section 2.3 presents experimental results. Then, we present a feasibility
study in Sec. 2.4, which investigates how the algorithm can be extended in
order to make it applicable to low-quality range input from passive stereo systems. For this purpose, some of the restrictions of the original method are
softened. We evaluate the extended algorithm in Section 2.4.4. The Section
2.5 concludes the chapter with a discussion and ideas for further improvement.

2.1

Related Work

Pose Estimation from 2D Images
Image-based pose estimation approaches analyze the entire image but require
exact localization of faces (Brown and Tran (2002)) or require pose-dependent
features. Features such as the corners of the eyes or the mouth are only visible
in a small range of poses. Therefore, often separate detectors for several pose
classes are built and applied in turn (e.g., Viola and Jones (2004); Rowley et
al. (1998); Schneiderman and Kanade (2000)). Such methods usually require
a very large number of labeled training examples. For their state-of-the-art
system, Osadchy et al. (2005) used 52,850 face images to train a Convolutional
Neural Network, which correctly classifies 80% of the yaw rotations within 15 ◦
error at 5 fps. Image-based methods can be enhanced by aligning a generic or
person-specific 3D model to the input image, e.g., by aligning a 3D deformable
model to 2D images (Blanz and Vetter (2003); Gu and Kanade (2006); see
Bowyer et al. (2006) for a survey).
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Some systems use stereo or multi-view images, but do not explicitly use depth
information for pose estimation. They match 2D features to a user-specific
or generic head model (e.g., Matsumoto and Zelinsky (2000); Sankaran et al.
(2005); Yao and Cham (2004)). Morency et al. (2003) build 3D view-based
eigenspaces and use a Kalman filter to calculate the pose change between
frames. Since most of these methods are part of a larger system (e.g., for
face recognition), pose accuracy is usually not explicitly evaluated. Many
systems need manual initialization, work only for a limited pose range, or do
not generalize to arbitrary faces. For a recent survey, we refer to MurphyChutorian and Trivedi (2009).
Pose Estimation from Range Images
Recently, the use of range images has become attractive due to the decreasing
cost and improved quality of range scanners. Since 3D alignment methods like
ICP (Besl and McKay (1992)) need a good initialization, 3D features (e.g.,
the nose) are often used for coarse pose estimation. Lu and Jain (2006) create
hypotheses for the nose position in range images by computing features based
on directional maxima. For verification, they compute the nose profile using
PCA and a curvature-based shape index. Neither accuracy nor performance
are reported. Likewise, Colbry et al. (2005) generate six nose hypotheses
based on global extremal 3D points and the shape index, and compare them
using person-specific 3D models, reporting a runtime of 15 seconds per frame.
Chang et al. (2006) match multiple overlapping regions around the nose using
curvature information to find eye cavities, nose saddle and nose tip. Xu et
al. (2006) look for extremal points and cap-like shapes. Actual nose tips are
found using a Support Vector Machine. Most of these methods are not robust
to large pose variations, and do not lend themselves to real-time processing.
There have been a few real-time systems for pose estimation from range images.
Seemann et al. (2004) present an automatic system which runs at 10 fps and
operates on each frame separately (similar to our system). After face detection
by a skin color detector, the pose is estimated using one fully connected threelayer neural network for each rotation. For the initialization of skin color
histograms they use the face detector from Viola and Jones (2001) that requires
the faces to be frontal. Our method does not make any assumptions about
the initial face pose.

2.2

A Parallel Hypothesize-and-Test Framework

Fig. 2.1 shows an overview of our algorithm. In an offline step, range images of

2.2. A Parallel Hypothesize-and-Test Framework

1. pre-computation of
reference pose range
images (offline)
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2. range image
acquisition

3. signature
computation

4. generation of
nose candidates and
pose hypotheses
5. alignment error
computation

6. final pose estimation

(69º,30º,0º)

Figure 2.1: Overview of the algorithm.

an average face are rendered for many poses, and the resulting reference pose
range images are saved on the graphics card (1). At runtime, range images
of faces are continuously acquired using the real-time active light system of
Weise et al. (2007) (2). For each input range image, the following steps are
performed in parallel on the GPU. For each pixel we compute signatures that
are distinct for regions with high curvature, such as the nose tip (3). This
yields a set of candidate nose positions and orientations (4) that we use as
head pose hypotheses. We then compute the alignment error between the
input range image and the reference pose range images corresponding to the
pose hypotheses using a novel error function (5). The match with the lowest
error yields the final pose estimation and a confidence value (6). To evaluate
the performance of our algorithm, we acquired a database of annotated face
range images. Such a database with 2.5D images of faces with systematic,
large pose variations did not exist before (c.f., Gross (2005); Phillips et al.
(2005)).

2.2.1

Pose Estimation Algorithm

We discuss our algorithm in detail according to the numbering in Fig. 2.1. The
choice of algorithm parameters is discussed in Sec. 2.2.3.
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(a) Scanning setup.

(b) Range image.

Figure 2.2: a) Scanning setup of the system of Weise et al. (2007). b) Final
range image after noise and outlier removal.

1. Reference Pose Range Images. We generate an average 3D face model
from the mean of an eigenvalue decomposition of laser scans of 97 male and 41
female adults (similar to Lee et al. (2003)). The subjects are not contained in
our test dataset for pose estimation. The average model is rendered for many
poses at a low resolution (see Sec. 2.3.2), and the resulting reference pose range
images are directly stored on the graphics card. For a rough alignment stage
(see 5.), a coarse grid of 56 orientations is sampled, while the fine grid for the
fine alignment stage consists of 1800 orientations.

2. Range Image Acquisition. We use the real-time stereo enhanced structured light method developed by Weise et al. (2007), running at 28 fps. The
range images are processed for noise and outlier removal using discontinuityaware Gaussian smoothing and morphological operators. The setup is shown
in Fig. 2.2(a), and a resulting face reconstruction result is shown in Fig. 2.2(b).

3. 3D Shape Signature Computation. Finding the nose tip and its orientation as local positional extremities is a good strategy for roughly estimating the pose of the head (c.f., Lu and Jain (2006)). To that end, we use a novel
3D shape signature (which is computed for each pixel) instead of computing
the surface curvature like previous methods (e.g., Chang et al. (2006)). This
approach is less sensitive to noise, which is usually present in range images.
Secondly, nose detection in profile views directly based on curvature is not reliable, because the curvature of the visible part of the nose significantly changes
for different poses. Furthermore, our signature is more efficient to compute on
the GPU than an approximated curvature.
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φ
ψ

θ

(a) Orientation parameters.

(b) Single signature.

(c) Aggregated signature.

Figure 2.3: a) The orientation parameters yaw (φ), pitch (θ) and roll (ψ)
around object-centered rotation axes. b) The single signature Sx is the set of
orientations o for which the pixel’s position x is a maximum along o compared
to pixels in the neighborhood Nx . c) Single signatures Sj of points j in N 0 x
0
are merged into the aggregated signature Sx
.
We define the orientation parameters as yaw (φ), pitch (θ) and roll (ψ) around
object-centered rotation axes (see Fig. 2.3(a); the reference frame is aligned
with the camera). The signature consists of cells (Fig. 2.3(b)). A cell is
marked (red in the figure) if the pixel’s 3D position is a maximum along this
orientation compared to pixels in a neighborhood Nx . Such a pixel is called a
local directional maximum. The single signature Sx for pixel x is obtained as
Sx = {o = (φ, θ) | ∀x0 ∈ Nx : d(x0 , o) ≤ 0},

(2.1)

where d(x, o) is the distance to the plane through x with normal orientation
o = (φ, θ). Since we operate on range data (2.5D), we only compute S(x) for
the orientations on the half sphere towards the camera.
As shown in Fig. 2.3(b), Sx can be written as a boolean matrix, where each
cell corresponds to an orientation o. The resulting single signatures are sparse
(i.e., contain only few orientations) because one pixel is a local directional
maximum only for a few orientations. Therefore, single signatures are not
distinctive enough to distinguish different facial regions. In order to arrive at
signatures that are more characteristic for local shape, single signatures Sj of
0
points j in a neighborhood N 0 x are merged to an aggregated signature Sx
by
a Boolean OR operation
0
Sx
= ∪ Sj .
(2.2)
j ∈N 0 x
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(a) Typical signatures.

(b) Generated nose candidates.

Figure 2.4: a) Some aggregated signatures for different face regions. They are
similar, e.g., for nose and chin, or for cheek and forehead. b) Nose candidates
generated from the signatures (white crosses).

Thus, a cell of the aggregated signature is marked if any point j ∈ N 0 x is
a local directional maximum for the neighborhood Nj (see Fig. 2.3(c)). The
influence and choice of N and N 0 are discussed in Sec. 2.2.3.
As can be seen in Fig. 2.4(a), the resulting signatures reflect the characteristic curvature of facial areas. The aggregated signatures are distinct for large,
convex extremities, such as the nose tip and the chin. Their marked cells typically have a compact shape and cover many adjacent cells compared to those
of facial regions which are flat, such as the cheek or forehead. Furthermore,
the aggregated signatures look similar if the head is rotated.

4. Generating Nose Candidates and Pose Hypotheses. We select
points as nose candidates based on two criteria: first, at least T of the cells
of an aggregated signature have to be marked (see Sec. 2.2.3 for the choice
of T ). Second, the cell in the center of all marked cells, called the mean orientation, has to be part of the pixel’s single signature. This ensures that the
pixel is a “typical” point for the area represented by the aggregated signature.
Fig. 2.4(b) shows the resulting nose candidate pixels based on the aggregated
signatures of Fig. 2.4(a). The 3D positions and mean orientations of nose
candidate pixels form a set of head pose hypotheses.

2.2. A Parallel Hypothesize-and-Test Framework

(a) Face model.
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(b) Alignment.

Figure 2.5: a) The average 3D face model. b) An alignment of one reference
pose range image and the input image. The red and blue areas correspond to
the pixel sets V and VMo \ VIx in Eqs. (2.6) and (2.7).

5. Alignment Error Computation. In order to compute the fine head
pose estimation, an error function evaluates the alignment of reference pose
images Mo and the input range image Ix .3 In the first rough alignment stage,
all reference pose images that correspond to the head pose hypotheses from
the shape signatures are evaluated. Since the signature consists of 56 cells
(i.e., orientations), the corresponding reference pose image is selected from
the coarsely sampled grid (see step 1.). The best few matching reference pose
range images (i.e., the ones with the smallest alignment error) are passed on
to the second stage.
In the second fine alignment stage, additional reference pose images are chosen
around the best matching pose images from the first stage. These are selected
from the densely sampled grid, consisting of 1800 orientations (see step 1.).
This new set of head pose hypotheses is then compared to the input image
using the error function (see below), and the best match is output as the
final pose estimate. Fig. 2.5(a) shows the average 3D face model used for
the reference pose images, and Fig. 2.5(b) shows an example of the alignment
errors.
The nose and chin positions have been annotated by hand in the average 3D
model. When rendering the reference pose images Mo , the annotation is automatically transformed accordingly, and the respective positions are annotated
in the reference pose images.
To evaluate a head pose hypothesis, the input image is first translated such
that each nose candidate position x is matched to the annotated nose position
3
For each orientation o, a reference pose image Mo has been computed and saved on
the GPU in step 1.. The image I is translated according to x.
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in Mo . The size of Mo is scaled according to the z-value at the nose candidate
position x. We then compute a per-pixel error function
ealign (Mo , Ix ) = ed (Mo , Ix ) + λ · ec (Mo , Ix ) + C,

(2.3)

where ed is a depth difference error term, ec is a coverage error term, and λ
controls their influence. The constant C is added if no signatures are found in
the chin area that has been marked in Mo . This penalizes cases where a nose
candidate position x is actually at the chin, which is then mistakenly being
placed at the nose of the reference image.
Depth Difference Error Term: The error term ed computes the normalized
sum of squared depth differences between reference and input range image for
all foreground pixels (i.e., pixels where a depth was measured). The functions
Mo (u) and Ix (u) return the depth at pixel position u and −∞ for background
pixels for the reference image and the input range image, respectively. The
sets VMo and VIx consist of the foreground pixels returned by Mo (u) and
Ix (u)
(2.4)
VMo = {u | Mo (u) 6= −∞}
VIx = {u | Ix (u) 6= −∞}.

(2.5)

The set V = VMo ∩ VIx contains all pixels which are foreground in the input
image as well as the reference image (the red area in Fig. 2.5(b)). The depth
difference error term is defined by
P
ed (Mo , Ix ) =

2

u∈V (Mo (u) − Ix (u)) .
|V|

(2.6)

Coverage Error Term: The depth difference error term only computes an error
over foreground pixels, without taking into account the number of pixels. It
does not penalize small overlaps between input and model (e.g., the model
could be perfectly aligned to the input but the overlap consists only of one
pixel). Hence, another error term is necessary to encourage alignments where
all foreground pixels of the reference model fit to foreground pixels of the input
image.
The set VMo \ VIx contains all foreground pixels of the reference image that
have no correspondence in the input image (the blue area in Fig. 2.5(b)). The
coverage error term is the squared ratio of pixels defined by VMo \ VIx
„
ec (Mo , Ix ) =

| VMo \ VIx |
| VMo |

«2
.

(2.7)
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6. Final Pose Estimation. The comparison of the input range image
against many reference pose images is performed in parallel on the GPU. The
pose of the reference pose image with the smallest error is used as the final
pose estimate. Additionally, its error value can be used as a confidence value
(see Sec. 2.3).

2.2.2

Optimization for the GPU

We implemented our algorithm completely on the GPU, making use of the
Compute Unified Device Architecture from NVIDIA (CUDA, NVIDIA (2008))
to exploit the GPU as a generic data-parallel computing device. The GPU we
used (NVIDIA GeForce 8800 GTX) consists of 16 multi-CPUs, each of which
can execute one or more blocks of up to 512 threads. Threads in the same
block can communicate efficiently using shared memory, whereas threads on
different multi-CPUs can only communicate over the global GPU memory,
which is several orders of magnitude slower. Since the GPU memory has a
very high bandwidth but also a very high latency, data loading needs to be
designed carefully such that threads on the same multi-CPU can cooperate
efficiently and work on the same data.
To compute the single signatures, the input range image is divided into adjacent patches of size |Nx | (see Eq. (2.1)). A patch is loaded into the shared
memory only once and the threads jointly access the shared memory. To compute the signatures at locations of a directional maximum, each thread checks
a neighborhood of size |Nx | for its directional maximum (see Eq. (2.2)). In
our implementation, we chose |N | = |N 0 | (see Sec. 2.2.3). Thus, a thread aggregates its signatures by processing the list of single signatures of neighboring
patches.
For the pixel-wise computation of the error function (Eq. (2.3)), every block
evaluates one pose hypothesis using 100 threads that compare different parts
of the reference range images. As loading one contiguous block is several orders
of magnitude faster than random access, blocks containing as many contiguous
pixels of the range image as there are threads are loaded together. Each thread
then simultaneously processes its pixels within the block. Intermediate errors
are stored in the shared memory and are collected by the last thread.

2.2.3

Algorithm Parameters

The parameters of the algorithm depend on the resolution of the range images
and are independent of the specific hardware setup. We rendered the 3D
average face model for the pose orientations φ ≤ ±90 ◦ , θ ≤ ±45 ◦ , and ψ ≤
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(a) |N | = 11 × 11|31 × 31|51 × 51, |N 0 | = 31 × 31.

(b) |N 0 | = 11 × 11|31 × 31|51 × 51, |N | = 31 × 31.

Figure 2.6: The resulting nose candidates (white crosses) for varying sizes
of |N | and |N 0 | (black squares).
±30 ◦ with step sizes of 6 ◦ for φ and θ, and 15 ◦ for ψ (see Fig. 2.3(a)). This
defines the set of reference pose range images. Note that it also defines the
minimum error for the final pose estimate.
Each signature is computed for 56 orientations resulting from a regular angular sampling of the hemisphere. After evaluating the error function for the
corresponding 56 reference pose images during the rough alignment pass, we
select the 5 best rough pose hypotheses together with their 5 × 5 neighboring orientations from the reference image set. This set of up to 125 poses is
evaluated in the fine alignment pass, and the best match is output as the final
pose estimate. We experimentally chose those orientation sampling densities
to achieve a good balance between accuracy, memory footprint, and speed of
our method.
The neighborhood areas |N | and |N 0 | (see Eqs. (2.1) and (2.2)) control the
size of the neighborhood for which a point has to be a directional maximum,
and the neighborhood in which single signatures are aggregated, respectively.
For both |N | and |N 0 | we experimentally chose a size of 31 × 31. Fig. 2.6
shows the nose candidates generated from the resulting signatures when |N |
or |N 0 | is varied between 11 × 11, 31 × 31 or 51 × 51 pixels, while keeping the
other one fixed to 31 × 31 pixels. If |N | is small, a pixel is more probable to
be a directional maximum for many orientations (see Fig. 2.6(a)). Therefore,
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φ
ψ
(a) Registered scans.

θ

(b) Pose annotation.

(c) Camera trajectory.

Figure 2.7: a) Two scans, registered using sequential ICP. b) Illustration of
the relative frame pose annotation. Previously registered frames are colored
grey, the current scan green. c) Camera trajectory for one acquisition sequence.
Dotted red lines depict additional multi-view registration pairs.
the signatures of different pixels look more similar, which results in more nose
candidates, many of which are wrong. In contrast, the nose candidates that
result from a very large |N | are pixels that are global directional maxima, i.e.,
which are the maximum for an orientation compared to all other points. This
is very sensitive to outliers or occlusions.
Fig. 2.6(b) demonstrates the influence of |N 0 |. If |N 0 | is larger, single signatures in a larger area are included. Therefore, if |N 0 | is too large, all aggregated
signatures contain many orientations and look similar for pixels from different
facial regions. However, if |N 0 | is too small, the signatures are not distinctive
because they represent not the characteristics of a facial area but only of a few
pixels.

2.3
2.3.1

Experiments
Data Set and Ground Truth Annotation

We created a test data set consisting of 10,545 range images from 26 people
(male and female).4 Each person freely turned her head (see Fig. 2.7(c) for a
typical camera trajectory) while the scanner captured range images at 28 fps.
The resulting range images have a resolution of 640 × 480, and a face typically
covers about 150 × 200 pixels. Usually, range data is annotated with ground
truth by one the following methods (Gross (2005)): capturing images from
several viewpoints at the same time with cameras at known positions (e.g.,
4

www.vision.ee.ethz.ch/~bremicha/cvpr2008/
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measured by a theodolite), using one camera and asking the subject to look
to hand-marked points in the room, computing the angle by manually clicking
to unique locations or markers on the face, or using magnetic sensors (flock of
birds).
Instead, we capture ground truth data by determining the relative pose difference between a frontal anchor pose and the captured range images in the
sequence. We measure the pose difference between subsequent frames using
ICP (Besl and McKay (1992); Rusinkiewicz et al. (2002); Jaeggli et al. (2003))
and concatenate the consecutive transformations. Fig. 2.7(a) shows an example ICP registration of two consecutive scans, and Fig. 2.7(b) shows one
frame in relation to the previous scans. Since sequential registration leads to
an accumulation of errors (Rusinkiewicz et al. (2002)), we use a combination of
the multi-view registration methods of Krishnan et al. (2005) and Pulli (1999)
to substantially reduce the error over all scans. To achieve this, additional
pair-wise registration constraints between non-consecutive scans are added to
the ICP procedure (see the dotted red lines connecting different parts of the
camera trajectory in Fig. 2.7(c)).
With our method, a recorded range image stream of about thirty seconds is
automatically annotated in a few seconds, very precisely and without manual
interaction, assuming the face in the first frame is frontal.

2.3.2

Results for Active Stereo Input

Some pose estimation results are shown in Fig. 2.8. The left part of each image
shows the range image and the signature of the selected nose candidate (lower
left corner). The right part shows the field of view of the range acquisition system (i.e., one input color image). The estimated face poses are shown in white.
As can be seen, the algorithm can handle large pose variations, partial occlusions (2.8(a)–2.8(c)), and different facial expressions (2.8(d)). Furthermore, it
works for multiple faces in the field of view by accepting several hypotheses
(2.8(e)), and detects bad estimations based on the confidence value (2.8(f)).
To determine the optimal value of the parameter λ, which controls the influence
of the error terms in Eq. (2.3), we analyzed the number of correct orientation
estimates for yaw and pitch with an error smaller than 10 ◦ , 12 ◦ , 15 ◦ , and 20 ◦ ,
respectively. We call the percentage of orientations satisfying this criterion the
pose estimation success rate. For now, we consider the estimated nose position
correct for all experiments if its Euclidean distance to the true position is less
than 20 mm. For these tests we used five subjects who are not part of the later
test set. The highest pose estimation success rate is achieved for λ = 10, 000,
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 2.8: Pose estimation results: The left part of each image shows the
range image. The right part shows the field of view of the range acquisition
system. The estimated face poses are shown in white.

independent of the error criterion (see Fig. 2.9(a)). The constant C in Eq. (2.3)
is experimentally determined and turned out to be robust for all test scenes.
Fig. 2.9(b) shows the pose estimation success rate and fps for different resolutions of the reference range images. For each resolution, we varied the signature
threshold T for nose candidate selection (see Sec. 2.2.1). T controls which and
how many nose candidates are evaluated by the error function. Even though
we only show values for T for one example resolution in the figure, they all
follow the same trend, and T = 6 achieves maximum success rate independent
of the resolution. Surprisingly, the pose estimation success rate is still good
for very low reference range image resolutions. Based on these experiments,
we chose a resolution of 32 × 32 pixels for the reference images and a signature
threshold T = 6.
In the ROC plot in Fig. 2.10, the performance of the algorithm is evaluated
for different error criteria. For a pose error of maximally 15 ◦ , our algorithm
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(b) Choice of resolution.

Figure 2.9: a) Pose estimation success rate for different values of λ in
Eq. (2.3). We chose λ = 10, 000. b) Pose estimation success rate for different reference pose image resolutions. For each resolution we vary T (see
Sec. 2.2.1), as shown for one example. Even for very low resolutions the success rate is still high.
classifies 97.8% of all test data correctly, 98.4% for 20 ◦ , and 80.8% for 10 ◦ ,
respectively (measured at the equal-error rate). Compared to other systems
that work for such large pose variations, like the one of Seemann et al. (2004)
(95.1% pose estimation success rate for an error smaller than 20 ◦ , and 75.2%
for 10 ◦ ), or the 2D system of Osadchy et al. (2005) (80% correctly estimated
yaw-rotations within 15 ◦ error), our method appears to be more accurate
(and is faster, see below). However, no direct comparison is possible because
different datasets were used.
With a conservative threshold for a true positive rate of 80% and false positive
rate of 3%, the mean error and standard deviation of the pose estimation
are (µφ = 6.1 ◦ , σφ = 10.3 ◦ ), (µθ = 4.2 ◦ , σθ = 3.9 ◦ ), and (µnose = 9 mm,
σnose = 14 mm), respectively.
In Fig. 2.11, we additionally show the pose estimation success rates for different
nose position error criteria. As can be seen, the performance does not increase
anymore if the error criteria of the nose position is relaxed from 20 to 25 mm.
The test data set covers a pose range of ±90 ◦ yaw and ±45 ◦ pitch rotation.
Since the pose coverage is not uniform for different poses (because the persons
were allowed to freely move their head), we normalize the pose error over
the number of available test images per pose range. In Fig. 2.12, the test
images are divided into pose areas of 15 ◦ × 15 ◦ , and the number of images
per area is color-encoded. For each pose area, the pose estimation success rate
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Figure 2.10: The ROC curves demonstrate the pose estimation performances
for different pose error criteria (estimation is only correct if also position error
is less than 20 mm).
Signature Computation
Signature Selection
Selection of 5 Pose Hypotheses
Error Comput. of 125 Hypotheses
Total Pose Estimation
With Data Loading Memory - GPU

3.5 ms
2.1 ms
9.6 ms
2.8 ms
18 ms (55.8 fps)
23.5 ms (42.5 fps)

Table 2.1: Computation time for different parts of the algorithm.
is indicated. We only show estimation results for areas where at least 10 test
images were available. This evaluation demonstrates that even for large pose
variations, such as in profile views, the results of the algorithm are good.
The resulting computation time for different parts of the algorithm are shown
in Table 2.1. On average, about 481 pose hypotheses are evaluated. The
performance for the pose estimation algorithm is about 55.8 fps, or about 42.5
fps including data transfer from memory to GPU. This is some factors faster
than other comparable methods (e.g., Seemann et al. (2004) report a runtime
of 10 fps). The range image acquisition system runs at 28 fps. Together, the
complete system runs at about 15 fps on one machine with an Intel Core Duo
2 CPU and a NVIDIA GeForce 8800 GTX.
Because of the low resolution of the reference images (see Sec. 2.2.3), the average face model generalizes well, and face variations due to differences between
persons, expression, or glasses etc. can be neglected (see Figs. 2.8(a)–2.8(c)).
Although our algorithm fails if the nose in the image is completely occluded,
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Figure 2.11: The pose estimation success rates for different nose position
error criteria. The estimation is considered correct only if the position error
as well as the pose error is smaller than a value.
wrong estimations can be detected based on the low confidence (i.e., high error)
value (see Fig. 2.8(f)). Furthermore, our method estimates the pose of several
faces in the same image without additional computation time (see Fig. 2.8(e)).
We simply output either the n best pose hypotheses, or those whose error is
below a certain threshold. Additionally, the resulting final hypotheses could be
merged based on their overlap such that only one pose hypothesis is returned
per person.

2.4

Extensions for Passive Stereo Input

The algorithm presented before relies on high-quality range data, for which
an active stereo system is necessary. Unfortunately, the need for high-quality
data is quite a strong limitation for real-world applications. With active stereo
systems, users are often blinded by the bright light from a projector or suffer
from unhealthy laser light.
In this section, we present a feasibility study to investigate how our algorithm
can be extended in order to make it applicable to low-quality range input
(captured, e.g., by an off-the-shelf, low-cost passive stereo system). For this
purpose, we adapt the error function to evaluate face pose candidates. While
we did not use temporal smoothing or tracking for the original algorithm, we
now soften some of the restrictions and exploit additional cues such as color
and motion information between two frames.
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Figure 2.12: Pose estimation success rate dependent on pose area: The data
set is divided into pose areas of 15 ◦ × 15 ◦ and colored proportional to the
number of test images in this area (see color scale). The number in each area
is the success rate.

The modified algorithm works as follows: First, a region of interest (ROI) is
found in the color image to limit the area for depth reconstruction. Second,
the resulting range image is interpolated and smoothed to close holes and remove noise. Then, the same steps are performed as before for each input range
image. The pixel-based signature is computed to identify regions with high
curvature, yielding a set of candidates for the nose position. From this set, we
generate head pose candidates. To evaluate each candidate, we compute an
error function. Compared to before, the error function is extended to use not
only pre-computed reference pose range images, but additionally the ROI detector, motion direction estimation, and temporal consistency. As before, the
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(a) Input.

(b) ROI only.

(c) Interpolated.

Figure 2.13: a) The range image, b) after background noise removal, c) after
interpolation.
candidate with the lowest error yields the final pose estimate and a confidence
value.

2.4.1

Preprocessing

We use an off-the-shelf stereo system (the Bumblebee XB3 stereo system of
Point Grey Research (2008)), which provides color images with a resolution of
640 × 480 pixels. The applied stereo matching algorithm is the sum of absolute
differences correlation method that is relatively fast but produces mediocre
range images. We speed it up further by limiting the allowed disparity range
(i.e., reducing the search region for the correlation). The data is acquired in
a common office setup. Two standard desk lamps are placed near the camera
to ensure sufficient lighting. However, shadows and specularities on the face
cause a considerable amount of noise and holes in the resulting depth images.
To enhance the quality of the range images, we remove the background and
reduce foreground noise. The former can be seen in Fig. 2.13(a) in form of the
isolated objects around the head. These objects originate from physical objects
behind the user’s head or are due to erroneous 3D estimation. We handle such
background noise by computing a region of interest (ROI) and ignoring all
computed 3D points outside (see result in Fig. 2.13(b)). For this purpose, we
apply the frontal 2D face detector from Viola and Jones (2001). As long as
both eyes are visible, it detects the face reliably. When no face is detected we
keep the ROI from the previous frame. In Fig. 2.13(b), foreground noise is
visible, caused by the stereo matching algorithm. If the stereo algorithm fails
to compute depth values, e.g., in regions that are visible for one camera only,
or due to specularities, holes appear in the resulting range image. We fill such
holes by bilinear interpolation to remove large discontinuities on the surface
(see Fig. 2.13(c)).
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(a) Final output.
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(b) Face ROI (red), nose ROI
(green), KLT feature points (green).

Figure 2.14: The final output of the system: a) the range image with the
estimated face pose and the signature of the best nose candidate, b) the color
image with the output of the face ROI (red box), the nose ROI (green box),
the KLT feature points (green), and the final estimation (white box). (Best
viewed in color)

2.4.2

Evaluating Pose Candidates

As in the sections before, the pose candidate Pcur (corresponding to the nose
candidate Ncur ) with the lowest error yields the final pose estimation:
Pf inal = arg min (αenroi + βef eature + γetemp + δealign + θecom ),
Pcur

(2.8)

where ealign corresponds to the original error function (Eq. (2.3)). Again, the
final error value can also be used as a (inverse) confidence value.
1. Error Term based on Nose ROI. The face detector used in the preprocessing step yields a ROI containing the face. Our experiments indicate
that the ROI is always centered close to the position of the nose in the image,
independent of the head pose. Thus, we compute ROInose , a region of interest
around the nose, using 50% of the size of the original ROI (see Fig. 2.14(b)).
Since we are interested in pose candidates corresponding to nose candidates
inside ROInose , we ignore all the other candidates.
In practice, instead of a hard pruning, we introduce a penalty value χ for
candidates outside and no penalty value for candidates inside the nose ROI:

χ
if Ncur ∈
/ ROInose
enroi =
(2.9)
0
otherwise.
This effectively prevents candidates outside of the nose ROI from being selected
as long as there is one other candidate within the nose ROI.
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2. Error Term based on Average Feature Point Tracking. Usually, the
poses in consecutive frames don’t change dramatically. Therefore, we further
evaluate pose candidates by checking the temporal correlation between two
frames. The change of the nose position between the position in the last frame
and the current candidate is defined as a motion vector Vnose and should be
similar to the overall head movement in the current frame, denoted as Vhead .
However, this depends on the accuracy of the pose estimation in the previous
frame. For this, we apply this check only if the confidence value of the last
estimation is high (i.e., if the respective final error value is below a threshold).
To implement this error term, we introduce the penalty function

|Vhead − Vnose |
if |Vhead − Vnose | > Tf eature
ef eature =
0
otherwise.

(2.10)

We estimate Vhead as the average displacement of a number of feature points
from the previous to the current frame. Therefore, we use the Kanade-LucasTomasi (KLT) tracker (Tomasi and Kanade (1991)) on color images to find
feature points and to track them (see Fig. 2.14(b)). The tracker is configured
to select around 50 feature points. In case of an uncertain tracking result, the
KLT tracker is reinitialized (i.e., new feature points are identified). This is
done if the number of feature points is too low (in our experiments, 15 was a
good threshold).

3. Error Term based on Temporal Pose Consistency. We introduce
another error term etemp , which penalises large differences between the estimated head pose Pprev from the last time step and the current pose candidate
Pcur . The term thus enforces temporal consistency. Again, this term is only
introduced if the confidence value of the estimation in the last frame was high.

|Pprev − Pcur |
if |Pprev − Pcur | > Ttemp
etemp =
(2.11)
0
otherwise.
4. Error Term based on Rough Head Pose Estimate. The KLT feature
point tracker used for the error term ef eature relies on motion, but does not
help in static situations. Therefore, we introduce a penalty function that
compares the current pose candidate Pcur with the result Pcom from a simple
head pose estimator.
We apply the idea of Nasrollahi and Moeslund (2008), where the center of
the bounding box around the head (we use the ROI from preprocessing) is
compared with the center of mass com of the face region. Towards this end,
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the face pixels S are found using an ad-hoc skin color segmentation algorithm
(xr,g,b are the values in the color channels)
S = {x|xr > xg ∧ xr > xb ∧ xg > xb ∧ xr > 150 ∧ xg > 100} .
The error term ecom is then computed as follows:

|Pcom − Pcur |
if |Pcom − Pcur | > Tcom
ecom =
0
otherwise.

(2.12)

(2.13)

The pose estimation Pcom is only valid for the horizontal direction and not
very precise. However, it provides a rough estimate of the overall viewing
direction that can be used to render the algorithm more robust.

2.4.3

Implementation

The different parameters for the algorithm are determined experimentally and
set to [Tf eature , Ttemp , Tcom , χ, λ] = [40, 25, 30, 10000, 10000]. The weights of
the error terms are chosen as [α, β, γ, δ, θ] = [1, 10, 50, 1, 20] to normalize the
range of values. None of the parameters is particularly critical. To obtain test
data with ground truth, a magnetic tracking system (Fastrack of Polhemus
(2008)) is applied with a receiver mounted on a headband each test person
wears.
Each test person is first asked to look straight ahead to calibrate the magnetic
tracking system for the ground truth.5 Then, each person is asked to freely
move the head from frontal up to profile poses, while recording 200 frames.
We use 15 test persons yielding 3000 frames in total. Outliers (e.g., a person
looking backwards w.r.t. the calibration direction) are removed before testing,
which reduces the effect of some of the error terms due to missing frames.
Thus, the recognition rate is lowered, but more realistic.

2.4.4

Results for Passive Stereo Input

We first evaluate the system qualitatively by inspecting each frame and judging
whether the estimated pose (superimposed as illustrated in Fig. 2.15) is acceptable. We define acceptable as whether the estimated pose has correctly
captured the general direction of the head. In Fig. 2.15 the first two rows
are examples of acceptable poses in contrast to the last row. This test results
in around 80% correctly estimated poses. In a second run, we looked at the
5
Note that this initialization phase is not necessary for our face pose estimation algorithm.
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Figure 2.15: Pose estimation results: good (top), acceptable (middle), bad
(bottom).
ground truth for the acceptable frames and found that our instinctive notion
of acceptable corresponds to a maximum pose error of about ±30◦ . We used
this error condition in a quantitative test, where we compared the pose estimation in each frame with the ground truth. This results in a recognition rate
of 83.6%.
We assess the isolated effects of the different, additional error terms in Tab. 2.2,
which indicates the recognition rates when only the alignment term and one
other term is used. Applied directly to these low-quality images, the original
algorithm achieves only a success rate of 29.0% (in contrast to 97.8%, see Section 2.3). The main reason is the very bad quality of the passively acquired
range images. In most error cases, a large part of the face is not reconstructed at all. Hence, a special treatment is required to account for the quality
difference, as done in this work by using complementary error terms.
There are mainly two reasons for the algorithm to fail. First, when the nose
ROI is incorrect, nose tip candidates far from the nose could be selected (es-
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Table 2.2: The result of using different combinations of error terms.
Error term

Error ≤ 15◦

Error ≤ 30◦

Alignment

29.0%

61.4%

Nose ROI
Feature
Temporal
Center of Mass

36.7%
36.4%
37.7%
34.0%

75.7%
68.7%
73.4%
66.4%

All

47.3%

83.6%

pecially at the boundary, where points are local directional maxima for many
directions); see middle image of last row in Fig. 2.15. The nose ROI is incorrect when the face detector breaks for a longer time period (and the last
accepted ROI is used). Secondly, if the depth reconstruction of the face surface is too flawed, the alignment evaluation will not be able to distinguish the
different pose candidates correctly (see right and left image of the last row in
Fig. 2.15). This is mostly the case if there are very large holes in the surface,
which is mainly due to specularities or uniformly textured and colored regions.
This extended system runs with a framerate of several fps. However, it could
be optimized for real-time performance, e.g., by consistently using the GPU.

2.5

Discussion and Outlook

In this chapter, we presented a method for finding a face in a range image and
estimating the face pose. The experiments confirm that our real-time pose
estimation algorithm is robust to large pose changes and facial variations. It
works for previously unseen persons and multiple faces in the field of view, and
does not require a manual initialization, any interaction, or a costly training
procedure with a lot of data. While previous approaches might either be
almost as fast or as precise, our algorithm combines the advantages of different
methods.
The original method depends on high-quality depth information from an active
stereo system, which is a strong limitation for real-world applications. Hence,
we extended the original algorithm to handle low-quality input from passive
stereo images. For this purpose, some of the original restrictions were softened.
The extended system is not as precise anymore but still gives reasonably accurate estimates.

32

2. Face Detection and Pose Estimation

Our method is mainly limited by the reconstruction quality of the depth images. In case of input from a passive stereo system, the quality highly depends on the illumination conditions during acquisition. However, for many
applications for surveillance or human-computer interaction, the illumination
conditions can be controlled. Therefore, such a head orientation estimation
system can be used directly for further processing. Sometimes, it is not necessary that every estimation is perfect, but it is highly beneficial when a system
can indicate the robustness of its estimation. For this purpose, the confidence
value is useful (i.e., the alignment error of the best matching reference range
image).
Our approach incorporates findings from experimental studies of face recognition by humans (see Sinha et al. (2006) for a survey). Harmon (1973) has
shown that humans can recognize familiar faces in very low resolution images.
Similarly, our algorithm works for input resolutions as low as 32 × 32 pixels
(see Sec. 2.3). Furthermore, research indicates that humans process facial features holistically rather than piecemeal (Calder et al. (2000)), and the visual
system starts with a rudimentary preference for face-like patterns (Johnson et
al. (1991)). Although a shape feature plays an important role, the matching
of a holistic template is at the core of our algorithm.
A potential application of our algorithm could be an intelligent user interface
system, e.g., together with a method for hand gesture recognition. An object
could be selected by looking at it on one of several screens, and the interaction could be controlled by hand gestures. Secondly, our algorithm could
be used as a pre-processing step for face recognition at a public gate (e.g.,
at customs control). The system could either decide and pick a single image
where the face is visible frontally, or the estimated pose could be used for face
pose normalization to generate an artificial frontal view, where upon standard
recognition methods could be applied.
Time-of-flight cameras are an interesting emerging technology (3DV Systems
(2009); Canesta Inc. (2009); Mesa Imaging AG (2009)). They estimate depth
by emitting pulses of infrared light and sensing the reflected light from the
surface of each object. In contrast to passive stereo systems, only one camera
is necessary, reducing the space that is necessary for the device. Such a device
could be built into notebooks, thus entering the mass market. Secondly, no
unhealthy light is required as for active stereo systems. However, the resolution
of current, early products is still quite low (e.g., 176x144 pixels for the MESA
SwissRanger SR4000). We believe that when such devices get more mature,
there will be a rapidly growing demand for range image processing methods
like the one presented in this chapter.
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We adapted the pose estimation method for bin picking of rigid objects, which
is an important problem in machine vision and robotics (published in Germann et al. (2007); Park et al. (2009)). For this purpose, we adopted the
overall strategy of comparing pre-computed reference range images with an
error function to the input range image. Here, we focused on the more difficult case of deformable faces.
A possible future research direction might be to investigage further combinations of depth, color and texture information for pose estimation. While one
cue might not be available temporally, e.g., due to bad lighting conditions,
the others could help overcome such situations. Another idea is to use one
cue (e.g., depth information) for a rough estimation, followed by a detailed
analysis based on the others.
In an uncontrolled environment, close-up images are normally not obtained
directly. First, multiple people need to be detected and tracked in a broader
view (i.e., at the multi-agent scale level), such that the same or another camera can then capture detailed face images. In the next chapter, we present
an algorithm for multi-object tracking, which can be used for this purpose.
Finally, to guide the cameras based on such tracking information, for example
the method from Sommerlade and Reid (2008b) could be adapted.

3
Multi-Person Tracking

Given a video stream from a security camera or a webcam, a fundamental
task is to find the persons which are present in an image, and to track them
throughout the sequence. In most cases, such input corresponds to the multiagent level. The image resolution is high enough to detect people, but too low
to recognize faces or to extract body limbs.
Robust multi-people tracking plays an important role in visual surveillance,
because most tasks at semantically higher levels are based on trajectory information provided by tracking algorithms. An example is the task of automatically recognizing and interpreting the behavior of agents. Further applications include sports video analysis, traffic control, robot navigation, or scene
understanding.
The most general tracking task is to automatically detect and track a variable
number of targets in complex scenes using a monocular, potentially moving,
uncalibrated camera. Furthermore, it is beneficial to use only 2D information,
without requiring any camera and ground plane calibration or relying on depth
information, which are usually not available for arbitrary data-streams. This
is a very challenging problem, since there are many sources of uncertainty for
the object locations, e.g., measurement noise, clutter, changing background,
and significant occlusions.
In order to cope with those difficulties, tracking-by-detection approaches have
become increasingly popular. In contrast to background modeling-based trackers, they are generally robust to changing background and moving cameras.
Such tracking-by-detection approaches involve the continuous application of
a detection algorithm in individual frames and the association of detections
across frames. The main challenge when using an object detector for tracking
is that the resulting output is unreliable and sparse, i.e., detectors only deliver a discrete set of responses and usually yield false positives and missing
detections.

36

3. Multi-Person Tracking

Many recent tracking-by-detection approaches address this problem by optimizing detection assignments over a large temporal window in an offline step.
Some of them use information from future frames and locate the targets in
the current frame with a temporal delay. In contrast, sequential Monte Carlo
methods (Doucet et al. (2001)) offer a framework for representing the tracking
uncertainty in a Markovian (or causal ) manner. By only considering information from past frames, such approaches are more suitable for time-critical,
online applications.
Typically, two major components can be distinguished in tracking algorithms:
A bottom-up process deals with target representation and localization, trying
to cope with changes in the appearance of the tracked targets, and a top-down
process performs data association and filtering to deal with object dynamics.
Correspondingly, our approach is based on a combination of a state-of-the-art
pedestrian detector (to extract measurements) and a particle filter (to predict
the locations of the target by incorporating a motion model). To complement
the generic object category knowledge from the detector, our algorithm trains
instance-specific classifiers online, which are used for data association.
Although a few methods exist for Markovian multi-target tracking-by-detection,
they rely only on the final, sparse output from the object detector. In contrast, our approach is based on integrating the object detector itself into the
tracking process by monitoring its continuous detection confidence and using
it as a graded observation model. This idea follows the intuition that by forgoing the hard detection decision, we can impart tracking approaches with more
flexibility to handle difficult situations. Although such a combination appears
desirable, it raises a number of questions. As available object detectors have
only been optimized for accurate results at those locations passing the final
non-maximum suppression stage, it is not guaranteed that the shape of the
underlying confidence volume in-between those locations will always support
tracking. In addition, a majority of the densities’ local maxima correspond to
false positives that may deteriorate the tracking results.
A main contribution of our work is the exploration of how this unreliable information source can be used for robust multi-person tracking. The presented
algorithm achieves this robustness through a careful interplay between object detection, classification, and target tracking components: Furthermore,
in addition to a general, class-specific pedestrian detector to localize people,
we train person-specific classifiers to distinguish between the targets. As our
experiments show, the resulting approach yields good tracking performance in
a large variety of highly dynamic scenarios, such as typical surveillance videos,
webcam footage, or hockey and soccer sequences. Most of the work presented
in this chapter is published in Breitenstein et al. (2009c,d).
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After discussing related work in Sec. 3.1, we present our method in Sec. 3.2.
In Sec. 3.3, we evaluate the tracking algorithm qualitatively and quantitatively, and we compare it to several other state-of-the-art algorithms in a large
variety of application scenarios. The presented tracking algorithm consists
of different building blocks: object detector, particle filter, data association,
boosting classifier. The theoretical background for each module can be found
in the Appendices A–D.

3.1

Related Work

Tracking is one of the fundamental tasks in Computer Vision, and a vast
amount of work has been published on this topic. As it may be difficult
to robustly model the dynamically changing appearance of the background,
using an object detector for the tracking target instead can be advantageous in
many situations (e.g., if the camera is moving or tracking should be performed
over an extended time period). While many approaches rely on background
subtraction from one or several static cameras (e.g., Berclaz et al. (2006); Khan
and Shah (2006); Lanz (2006); Song et al. (2008); Zhao and Nevatia (2004)),
recent progress in object detection has increased interest in combining tracking
and detection.
Similar to a detector, template tracking methods have prior knowledge about
the shape of the target (see Baker and Matthews (2004) for a summary).
The key problem of such methods is how to adapt the template over time.
For example, Paragios and Deriche (2000) use active contours and Bibby and
Reid (2008) a level-set to represent the boundary of a single target. However,
if applied to multi-target tracking, the measurement-target assignments may
be ambiguous, and long-term occlusions are difficult to handle. A possible
solution to these problems is offered by particle filters.

Particle Filtering. Particle filters were introduced to the vision community
by Isard and Blake (1998) to model the state space of each target by including
elements of non-linearity and non-Gaussianity. As data is processed online as
it arrives, the system can adapt rapidly to changing signal characteristics. Although initially focused on applications to tracking and vision, particle filters,
and Monte Carlo methods in general (Doucet et al. (2001)), are however poor
at consistently maintaining the multi-modality of the target distributions over
a long time, which may arise due to ambiguity or the presence of multiple
objects. As a consequence, researchers either represent all targets jointly in a
particle filter state, extend the state space of each target to include compon-

38

3. Multi-Person Tracking

ents of other targets (joint particle filter ), or use independent particle filters
for each target.
In the joint state space approach, the overall distribution is represented as a
mixture of independent filters with associated mixture weights, as suggested
by Vermaak et al. (2003). The resulting mixture filter makes it possible to
maintain multi-modality without the sample depletion problem. However, a
fixed number of particles represent a varying number of targets. As a result,
new targets have to steal particles from existing tracks and reduce the accuracy of the approximation. Furthermore, it is difficult to correctly handle
occlusions.
In contrast, the joint particle filter approach extends the state space of each
filter to include components of other target distributions, and to characterize
all possible associations between targets and observations. For this purpose,
Schulz et al. (2001) estimate the distribution of every target by jointly considering all possible associations between targets and detections. Thus, the filter
facilitates explicit representation of occlusion situations. However, the state
space becomes increasingly large, requiring a very large number of particles for
a good representation. Furthermore, the computational complexity increases
exponentially with the number of targets.
To overcome these problems, other methods use one independent filter per
target with a small state space, and deal with interacting targets separately.
For example, Khan et al. (2004) use a Markov random field motion prior to
model interactions between targets. Rasmussen and Hager (2001) introduce
a Joint Likelihood Filter that stacks individual component samples to one
joint sample where gradient ascent is performed to predict possible occlusions
between objects for likeliness calculation. Lanz (2006) proposes a Hybrid Joint
Separable model to reason about occlusions. The computational complexity
of his method grows quadratically with the number of bodies, and his method
requires depth information for each tracking target.

Tracking-by-Detection. Tracking-by-detection approaches involve the continuous application of a detection algorithm in individual frames and the association of detections across frames. The methods can be classified into either
global or local approaches. Global approaches aim at constructing trajectories
after all observations are received and finding the best associations according
to some global optimization criterion. These methods work quite well (e.g.,
Andriluka et al. (2008); Berclaz et al. (2006); Huang et al. (2008); Kaucic et
al. (2005); Leibe et al. (2007b); Li et al. (2009); Perera et al. (2006); Wu and
Nevatia (2007)). However, they are infeasible for many applications, since
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they use information from future frames and locate the targets in the current
frame with a temporal delay.
In contrast, Markovian (or causal) tracking-by-detection approaches only consider information from past frames. Therefore, such approaches are more
suitable for time-critical, online applications. To increase the tracker’s robustness, Okuma et al. (2004) combine the mixture filter approach of Vermaak
et al. (2003) with the object detector of Viola and Jones (2001). Cai et al.
(2006) improve on Okuma et al. (2004), among other things by using independent particle sets for each target. To handle occlusions more robustly, 3D
information can be used (e.g., Ess et al. (2009a); Giebel et al. (2004)), individual body parts can be detected and tracked (Wu and Nevatia (2007)), or
application-specific priors can be computed (Pellegrini et al. (2009)).
All the above tracking-by-detection approaches have in common that they rely
only on the final sparse output from the object detector. However, current
state-of-art object detectors all build up some form of confidence density as
one stage of their pipeline (i.e., sliding window-based approaches such as the
Histogram of Oriented Gradients detector by Dalal and Triggs (2005), as well
as voting-based approaches such as the Implicit Shape Model detector by Leibe
et al. (2008); see Appendix A). This intermediate output can be used for
tracking. However, a majority of the densities’ local maxima correspond to
false positives that may deteriorate the tracking results.
Previous approaches that use such intermediate detector (or classifier) output
have been developed primarily for single-target tracking (mostly of faces) and
do not show a thorough quantitative evaluation for multi-target tracking. For
example, Li et al. (2008c) and Wu et al. (2008) apply classifiers with different
confidence thresholds, and Choudhury et al. (2003) accumulate detection probabilities temporally. Ren (2008) extended the work of Choudhury et al. (2003)
by low-level appearance-based tracking to fill in gaps between face detections
using a conditional random field model. Similarly, tracking can be performed
by exploiting the classifier confidence to directly distinguish between object
and background (e.g., Avidan (2007); Grabner and Bischof (2006)). Thus, the
tracker adjusts to appearance changes by training new weak classifiers in each
frame.
However, the extension of these methods for robust multi-target tracking is
not trivial. A main contribution of our work is therefore the exploration of
how this unreliable information source from object detectors can be used for
robust multi-person tracking.
Data Association. Using independent trackers requires solving a data association problem to assign measurements to targets. Classical approaches
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include the Joint Probabilistic Data Association Filter (JPDAF) of Fortmann
et al. (1983) and Multi Hypotheses Tracking (MHT) by Reid (1979). MHT
considers multiple possible associations over several time steps, but task complexity usually limits the analysis to only few such steps. JPDAFs instead
try to make the best possible assignment in each single time step by jointly
considering all possible associations between targets and detections. However,
the computational complexity grows exponentially with the number of targets.
Alternatively, the Hungarian algorithm of Kuhn (1955) can be used to find the
best assignment of possible detection-tracker pairs in a runtime that is cubical
in the number of targets. In practice, a greedy approach is however often
sufficient, as pointed out by Wu and Nevatia (2007). We stick to a greedy
scheme for making the detection-tracker assignments and focus on obtaining
a good scoring function.
Such an approach is also used by Cai et al. (2006), but the assignments are
made only based on spatial distance, without considering target appearance.
This can be problematic for complex scenes with many targets and difficult
background, where many false positive detections occur. To improve data
association, Wu and Nevatia (2007) additionally learn color histograms for
each body part of each target. However, color histograms alone do not always distinguish very well between the targets, e.g., if the persons are dressed
similarly.
Hence, for reliable detection-tracker assignments, our method evaluates the
output of online-trained classifiers and a probabilistic gating function. The
use of classifiers has several advantages: First, it allows us to include different
features (not just color histograms). Second, boosting classifiers automatically
select the most discriminative feature set. Third, they provide a natural way
to adapt to appearance changes of the targets. Recently, Song et al. (2008)
presented a tracking algorithm that also learns target-specific classifiers for
data association, but it is based on background modeling and employs the
classifiers only when targets split and merge.

3.2

The Detector Confidence Particle Filter

For many tracking applications, only past observations can be used at a certain
time step to estimate the location of objects. Within this context, Bayesian
Sequential Estimation is a popular approach, which recursively estimates the
time-evolving posterior distribution of the target locations, conditioned on all
observations seen so far. This filtering distribution can be approximated by
Sequential Monte Carlo Estimation (or Particle Filtering), which represents
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Figure 3.1: Using the output of a person detector (left), which typically
contains many false positives and missing detections, we want to robustly
track multiple targets in complex scenes by using only 2D information from
one single, uncalibrated camera (right: the actual output from our tracker).
Bottom row: Original image material courtesy of LiberoVision and Teleclub.

the distribution with a set of weighted particles and consists of a dynamic
model for prediction and an observation model to evaluate the likelihood of a
predicted state (see Appendix B for a short introduction).
For the observation model, the output of an object detector can be used.
However, the resulting detections are not reliable, i.e., not all persons are
detected in each frame (missing detections) and some detections are not caused
by a person (false positive detections). Furthermore, since no 3D or scene
information (e.g., ground plane) is usually available, the detector does not
know where to expect objects of which size in the image. These problems
are demonstrated in Fig. 3.1 (left). To address these problems, many recent
methods rely on global optimization techniques instead of making successive,
irreversible decisions at each time step, which is a major limitation for timecritical applications (see Sec. 3.1).
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Figure 3.2: Scheme of tracking algorithm. The figure shows the interplay of
the different modules and the update procedure of the classifiers.

In contrast, the algorithm we present here implements a first-order Markov
model (i.e., it only relies on information from the current and the last time
step). It achieves the necessary robustness by integrating the information
from object detection in two ways: First, our algorithm carefully assesses the
detections in each frame and maximally selects one detection to guide the
tracker for one particular target. For this purpose, we train a classifier for
each target at runtime (see Sec. 3.2.2). Second, our algorithm additionally
exploits the intermediate, continuous confidence output of an object detector
(see Sec. 3.2.3).

Overview of the Algorithm

Our approach (see Fig. 3.2 for an overview) automatically initializes a separate particle filter for each person detected with high confidence. In order to
resolve the data association of final high-confidence detections and trackers in
each frame, our approach evaluates a scoring function integrating the onlinetrained classifier, the distance to the tracked target, and a probabilistic gating
function accounting for the target size, motion direction, and velocity. If a
final detection is classified as reliable based on this function, it is mainly used
to guide the particles of the associated tracker. Otherwise, the continuous
confidence of the class-specific detector and the instance-specific classifiers is
mainly used. To evaluate the reliability of the detector confidence, we perform
explicit inter-object occlusion reasoning. Finally, the algorithm computes the
observation likelihood function of each particle filter using the associated detection, the intermediate output of the detector, and the classifier evaluated
at each particle location.
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Figure 3.3: The detector confidence density, which we use for the observation
model of the particle filter, is common for sliding-window based and voting
based detectors.
Intermediate Continuous Detector Confidence
At the core of our approach lies the realization that current state-of-the-art
person detectors all build up some form of confidence density as one stage
of their pipeline. This is true for both sliding-window based detectors such
as the HOG from Dalal and Triggs (2005) and for feature-based detectors
such as the ISM from Leibe et al. (2008). In the sliding-window case, this
density is implicitly sampled in a discrete 3D grid (location and scale) by
evaluating the different detection windows with a classifier. In the ISM case,
it is explicitly created in a bottom-up fashion through probabilistic votes cast
by matching, local features (Fig. 3.3; see Appendix A for a short description
of both methods).
In order to arrive at individual detections, both types of approaches try to
find local maxima in the density volume and then apply some form of nonmaximum suppression. This reduces the result set to a manageable number of
high-quality hypotheses, but it also throws away potentially useful information.
Fig. 3.4 illustrates both types of output for ISM (left) and HOG (right). As
can be seen, there are situations where a detector did not yield a final detection
but a tracking algorithm could still be guided using the intermediate output.
On the other hand, both detectors also show a high detector confidence on
certain background structures.

3.2.1

Particle Filtering

Our tracking algorithm is based on estimating the distribution of each target
state by a particle filter. The state x = {x, y, u, v} consists of the 2D image
position (x, y) and the velocity components (u, v). We employ the bootstrap filter, where the state transition density (or “prior kernel”) is used as importance
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Figure 3.4: Detector output of ISM (left) and HOG (right). We show final
detections as green bounding boxes and the detector confidence as a colormap
from blue (low) to red (high). The density often contains useful information
at the location of missing detections, which we use for tracking.

Figure 3.5: The initialization and termination region for a typical surveillance
scenario, where people appear in the scene along the image borders.
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distribution to approximate the probability density function (see Appendix B
for details). The importance weight wti for each particle i at time step t is
described by:
wti

∝

i
wt−1
· p(yt |xit ).

(3.1)

Since re-sampling is carried out in each time step using a fixed number of N
i
particles, wt−1
= N1 is a constant and can be ignored. Thus, (3.1) reduces
to the conditional likelihood of a new observation yt given the propagated
particles xit , which we estimate as described in Sec. 3.2.3. For sequences with
abrupt, fast camera motion, we additionally apply the Iterative Likelihood
Weighting procedure of McKenna and Nait-Charif (2007) (see Appendix B
and Sec. 3.3.3).
Motion Model
To propagate the particles, we use a constant-velocity motion model:
(x, y)t = (x, y)t−1 + (u, v)t−1 · ∆t + ε(x,y)

(3.2)

(u, v)t = (u, v)t−1 + ε(u,v) .

(3.3)

The process noise ε(x,y) , ε(u,v) for each state variable is independently drawn
2
for the position
from zero-mean Normal distributions. The variance σ(x,y)
noise is set such that it changes with the size of the tracking target, whereas the
2
variance σ(u,v)
for the velocity noise is inversely proportional to the number of
successfully tracked frames. Hence, the longer a target is tracked successfully,
the less the particles are spread. ∆t is dependent on the frame-rate of the
sequence. The size of the target is estimated as described below. We describe
the choice of the parameters in Sec. 3.3.1.
Initialization and Termination
Object detection yields fully automatic initialization. The algorithm initializes
a new tracker for an object that has subsequent detections with overlapping
bounding boxes which are neither occluded nor associated to an already existing tracker (see Sec. 3.2.2). In order to avoid persistent false positives from
similar-looking background structures (such as windows, doors, or trees), we
only initialize trackers from detections that appear in a zone along the image
borders for sequences where this is reasonable. Fig. 3.5 visualizes the initialization region of a typical surveillance setting, where pedestrians appear in
the scene along the border of the image. For sequences where targets appear
for the first time in the middle of the image (e.g., for shorter sequences or
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Figure 3.6: The initial particles are drawn from a Normal distribution
centered at the detection bounding box (left) and are propagated with a
constant-velocity motion model (right).
for scenes with a door in the middle of the image), we initialize on the whole
image (see Sec. 3.3).
The initial sample positions are drawn from a Normal distribution centered at
the detection center (Fig. 3.6). The initial size corresponds to the detection
size, and the motion direction is set to be orthogonal to the closest image
border. A tracker only survives a limited number of frames without associated
detection and is then automatically terminated.

Position and Size
Although represented by a (possibly multi-modal) distribution, a single position of the tracking target at the current time step is sometimes required
instead of the distribution(e.g., for visualization or evaluation). We estimate
the position by the strongest mode of the distribution, found using mean-shift.
Instead of including the size of the target in the state space of the particles,
the target size is set to the average of the last four associated detections. In
our experiments, this yielded better results, possibly because the number of
particles necessary to estimate a larger state space is growing exponentially.

3.2.2

Data Association

In order to decide which detection should guide which tracker, we solve a data
association problem (see Appendix C for a short introduction), assigning at
most one detection to at most one target. The optimal single-frame assignment
can be obtained by the Hungarian algorithm. In our experiments, we however
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Algorithm 1 Greedy data association algorithm.
T : set of all trackers
D : set of all detections
S(tr, d) : scores for each tracker-detection pair (tr, d)
A(tr, d) = 0 : final associations of detection d to tracker tr
P
Require: ∀tr ∈ T : i A(tr, i) ≤ 1
P
Require: ∀d ∈ D : j A(j, d) ≤ 1
while T 6= ∅ ∧ D 6= ∅ do
(tr∗ , d∗ ) = arg maxtr∈T,d∈D S(tr, d)
if S(tr∗ , d∗ ) ≥ τ then
A(tr∗ , d∗ ) = 1
T = {T \ tr∗ }
D = {D \ d∗ }

found that the following greedy algorithm achieves equivalent results at lower
computational cost (as also reported by Wu and Nevatia (2007)).
The matching algorithm works as follows (see Algorithm 1): First, a matching
score matrix S for each pair (tr, d) of tracker tr and detection d is computed
as described below. Then, the pair (tr∗ , d∗ ) with maximum score is iteratively
selected, and the rows and columns belonging to tracker tr and detection d in
S are deleted. This is repeated until no further valid pair is available. Finally,
only the associated detections with a matching score above a threshold are
used, ensuring that a selected detection actually is a good match to a target.
Consequently, the chances are high that often no detection will be associated
with a target, but if one is, it can be used to strongly influence the tracker.

Matching Score
Our data association method evaluates a matching function S(tr, d) for each
tracker-detection pair (tr, d) (the higher the score, the better the match between
detection and tracking target). It employs a classifier ctr (d) trained for tr,
which is evaluated for d (see the following paragraphs):

s(tr, d) = g(tr, d) · (ctr (d) + α ·

N
X

pN (d − p)),

(3.4)

p∈tr
2
where pN (d − p) ∼ N (d − p; 0, σdet
) denotes the Normal distribution evaluated
for the distance between detection d and particle p, and g(tr, d) is a gating
function described next.
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Gating Function
Not only the distance of a detection to the tracker is important, but also its
location with respect to velocity and motion direction of the target. Therefore,
a probabilistic gating function g(tr, d) additionally assesses each detection. It
consists of the product of two Normal distributions, which are evaluated as
described next:
g(tr, d) = p(size d |tr)p(pos d |tr)
(
tr −sized
) · pN (|d − tr|)
pN ( sizesize
tr
=
sizetr −sized
pN ( sizetr
) · pN (dist(d, v tr ))

(3.5)
if |v tr | < τv
otherwise.

The first factor measures the agreement between the sizes of target and detection. The second term follows the intuition that fast-moving objects cannot
change their course abruptly because of their inertia. Therefore, the term depends on the velocity of the target; if the velocity |v tr | is below a threshold τv ,
the velocity is ignored and the term is proportional to the distance from the
tracker position tr to the detection d. In this case of an (almost) motionless
target, the isolines of the function are radial (see Fig. 3.7, left). Otherwise, the
second term depends on dist(d, v tr ), which is the shortest distance between
the detection d and the line given by the motion direction v tr = (u, v) of the
tracker.
The variance for the second term is chosen such that it is proportional to
the distance from the tracker to the detection projected to v tr . In this case,
the isolines of Eq. (3.5) form a 2D cone. The variance is made inversely
proportional to the velocity, such that the angle of the 2D cone is smaller the
higher the speed of a target is (see Fig. 3.7). The second term of Eq. (3.5)
is equivalent to an angular error that is correctly measured by the von Mises
distribution, but can be closely approximated by a Gaussian distribution in
the 1D case (see Mardia (1972)).

Boosted Classifiers
To assess the similarity of a tracker-detection pair, we train a boosted classifier
of weak learners for each tracking target (see Appendix D for a description of
the boosting classifier). The classifier is trained online on one target against
all others. Patches used as positive training examples are sampled from the
bounding box of the associated detection. The negative training set is sampled
from nearby targets, augmented by background patches. The classifier is only
updated on non-overlapping detections. After each update step, we keep a
constant number of the most discriminative weak learners. The output of
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the classifier is linearly scaled to the range [−1, 1]; a higher score indicates a
higher similarity. The weak learners are selected by evaluating the classifier
for different combinations of color and appearance features (see Sec. 3.3.1).

Figure 3.7: The result of the probabilistic gating function in Eq. (3.5) depends
on the velocity of the target, resulting in radial isolines (left) or different 2D
cone angles (right, left).

Figure 3.8: The detector confidence reliability function in Eq. (3.7) evaluated
for tracker a returns a high value if another tracker b with associated detection
is nearby (right).

(a) S2.L1, Frame 10

(b) S2.L1, Frame 39

Figure 3.9: Heat map visualization of the classifier response for the white
target. The output gets more discriminative over time because the classifier
is continuously adapted (compare confidence on background in (a) and (b)).
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Observation Model

To compute the weight wtr,p for a particle p of the tracker tr, our algorithm
estimates the conditional likelihood of the new observation given the propagated particle. For this purpose, we combine different sources of information,
namely the associated detection d∗ , the intermediate output of the detection
algorithm, and the output of the classifier ctr :
wtr,p = β · I(tr) · pN (p − d∗ ) + γ · dc (p) · po (tr) + η · ctr (p)
|
{z
}
|
{z
}
| {z }
detection

det. confidence density

(3.6)

classifier

where the parameters β, γ, η are set experimentally. Each term is described
below in detail.

1. Detection Term. The first term computes the distance between the
particle p and the associated detection d∗ , evaluated under a Normal distribution pN . I(tr) is an indicator function that returns 1 if a detection was
associated to the tracker and 0 otherwise. When a matching detection is
found, this term robustly guides the particles.

2. Detector Confidence Density Term. The second term evaluates the
intermediate output of the object detector by computing the detector confidence density dc (p) at the particle position. To estimate dc (p) for the ISM
detector, we compute the local density ρ in the Hough voting space using a cubical kernel adapted to the target object size and scale it with f = 1−exp(−ρ)
to [0, 1]. For the HOG detector, dc (p) corresponds to the raw SVM confidence
output before applying non-maximum suppression.
Unfortunately, the detector confidence is not always reliable; often, an erroneously high value is caused by background structures (see Fig. 3.4). To assess
its reliability, our algorithm therefore performs inter-object occlusion reasoning
using the following rationale: if another tracker tr0 is nearby that is associated with a detection, the detector confidence at this image location and in its
proximity is most probably caused by the foreground and not by background
structure. Consequently, the detector probably did not find both targets because of the occlusion. In this case, we assume that the detection confidence
is meaningful in this image area and can be used to guide the tracker.
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To assess the reliability of the continuous detector confidence, our tracking
algorithm evaluates the following function:
8
>
1
if I(tr) = 1
>
<
0
max0
pN (tr − tr ) elif ∃I(tr0 ) = 1
(3.7)
po (tr) = tr0 :I(tr
)=1
>
>
:
0
else,
which is used in Eq. (3.6) to weight the influence of the detector confidence.
The closer tr0 is, the more reliable is the detector output at the position of
tracker tr. In Fig. 3.8, the function values are illustrated for the tracker of
the person entering the scene from the right (target a).
3. Classifier Term. For the third term of Eq. (3.6), the classifier trained for
the target tr is evaluated for the image patch at the particle location with the
corresponding size. This term uses color and texture information to assess the
new particle position and complements the terms from the detector output.
While other tracking methods are purely based on such classifier output (c.f.,
Avidan (2007)), this adds additional robustness to our particle filter approach,
especially during partial occlusions. In addition, the combination of generic
category knowledge with person-specific information makes our approach robust to classifier drift (c.f., Grabner and Bischof (2006)).

3.3

Experiments

In this section, we present the experiments we carried out to set the algorithm
parameters and to evaluate our method. First, we describe the experimental
setup and the parameters of the algorithm in Sec. 3.3.1. Since our approach
greatly depends on the quality of the boosting classifiers, we then test different
aspects (number of features, feature types and combinations, etc.) to find
a good setting (Sec. 3.3.2). In Sec. 3.3.3, we present a qualitative analysis
on many different datasets, and we discuss properties and remaining issues
of the tracking algorithm. The performance is quantitatively evaluated and
compared to state-of-the-art methods in Sec. 3.3.4. Finally, Sec. 3.3.5 presents
an in-depth discussion of the importance of the different observation likelihood
terms of the observation model.

3.3.1

Experimental Setup

Datasets. We evaluate the tracking algorithm on several challenging sequences: ETHZ Central (Leibe et al. (2007b)), TUD Campus and TUD Cross-
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ing (Andriluka et al. (2008)), i-Lids AB (Huang et al. (2008)), UBC Hockey
(Okuma et al. (2004)), PETS’09 S2.L1–S2.L3 (Ferryman (2009)), ETHZ Standing (Ess et al. (2009a)), and our own ETHZ Volta and Soccer datasets. The
references indicate publications with state-of-the-art results.
These sequences are taken from both static and moving cameras, and they
vary with respect to viewpoint, type of movement, and amount of occlusion.
While some datasets rather show classical surveillance scenarios from a raised
viewpoint, others are captured at eye level and are typical for robot / car
navigation and security applications, while some are sports sequences with
abrupt motion changes of the players and moving cameras.
For all sequences, we only use 2D information and do not assume any scene
knowledge such as ground plane calibration or scene-specific entry/exit zones
(c.f., Huang et al. (2008); Leibe et al. (2007b)).
Detectors and Classifier. We stick to the detectors originally used with
these sequences: we employ the ISM detector for ETHZ Central, TUD Crossing, TUD Campus, ETHZ Standing and UBC Hockey, and the HOG detector
for i-Lids, PETS’09 and Soccer. We use the publicly available, pre-trained
versions (i.e., not specifically trained for any test sequence, c.f., Okuma et al.
(2004)).
For ISM, we apply a model trained on side-views of persons with size 80 × 200
pixels, operating on Hessian-Laplace interest points (provided by Leibe et al.
(2008)). We use the HOG detector (Dalal and Triggs (2005)), trained on the
INRIA Person Dataset that is resized to 48 × 96 pixels, such that the size of
persons in the training and test data correspond better. The dataset contains
around 20 400 positive training examples of humans in different poses, taken
from varying view points. The training settings are adapted as suggested by
Dalal and Triggs (2006).
The experiments are conducted on an Intel Core2Duo 2.13GHz with 2GB of
memory. Given the detector output, the runtime of our unoptimized code is
2–0.4 frames per second, depending on the number of detections and targets
in a sequence. Note that the HOG detector can be implemented in real-time
(see Wojek et al. (2008); Prisacariu and Reid (2009)).
For classification, we use the boosting framework of Grabner and Bischof
(2006). The classifiers trained online for one target result in a high score
on the trained target itself and relatively low scores on the background and
the other tracking targets. Since a classifier is only updated when a detection
is assigned to the tracking target that furthermore must not be occluded by
another target, the classifiers are becoming increasingly discriminative (see
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Fig. 3.9). Additionally, we use the bounding boxes corresponding to the main
modes of the nearest other trackers (maximally 6) and background information
as negative training samples for the update.

Algorithm Parameters. All parameters have been set experimentally, but
most remained identical for all sequences. This was the case for the variances
σ 2 in Eqs. (3.4)–(3.7), as well as for β, η in Eq. (3.6). γ was increased for TUD
Crossing to overcome long-lasting overlaps between detections. Overall, β, γ, η
were chosen such that the ratio between the respective terms are about 20:2:1
for a tracker with associated detection. Hence, in this case, the final detection
itself mainly guides the particles. On average, a detection is selected and
associated to a tracker every 2–10 frames, depending on the sequence. During
a typical tracking cycle, the contribution of each of the individual observation
model terms to the total particle weight can however differ significantly. To
handle abrupt motion changes in the sports sequences, we increased σ 2 in
Eqs. (3.2), (3.3) to make the motion model more flexible.
The initial sample positions are drawn from a Normal distribution with standard deviation σ = 6 · scaledet pixels, centered at the detection bounding box
center. The standard deviations for the position and velocity noise are set to
σ = 4 · scaledet and σ = 12 · scaledet pixels, respectively (i.e., about 10 and 30
pixels for a target with a height of 180 pixels (scaledet = 2.5)).
The initial target size corresponds to the size of the detection, where scaledet is
the factor of the size compared to the detector training size (48×96 pixels total
for HOG, of which the person itself takes up 24×72 pixels). The initial motion
direction is set to be orthogonal to the closest image border with magnitude
v = 24 · scaledet pixels.
For the PETS’09 dataset, the input images are resized from originally 768×576
pixels to 1280 × 960 pixels, such that the size of the persons better corresponds
to the detector training size (analogously for the Soccer dataset).

3.3.2

Classifier Comparison

To select features for the boosted classifier (i.e., number, type, combination
of features), we evaluate the ability of the classifiers to distinguish between
the correct target and all other targets. For this purpose, we compare the
classifiers on different sequences using annotated ground truth. Ideally, a
classifiers returns a score of +1 for the bounding box of the target it is trained
for and -1 for all other targets.
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Figure 3.10: Evaluation of the color feature types on the TUD Crossing
sequence: performance and computation time of different color features with
a varying number of bins per color channel (top) and number of features
per classifier (bottom). Each curve represents the minimal classifier score
difference averaged over all persons and frames. Based on these plots, we
choose RGI color features with 3 bins per channel and a total of 50 features.

55

3.3. Experiments

Average Score Difference

1.3

1.1

0.9

0.7

RGI
RGI+Haar
RGI+LBP
RGI+Haar+LBP

i-Lids
TUD
TUD
ETH
ETH
AB med. Campus Crossing Central Standing

Figure 3.11: Evaluation of the classifier feature combinations for different
sequences. Based on this plot, we choose to use RGI and LBP features for the
boosted classifier.
We perform experiments with the color features RGB (red-green-blue), HS
(hue-saturation), RGI (red-green-intensity) and Lab (see Connolly and Fliess
(1997)), as well as with the texture features LBP (local binary patterns) and
Haar wavelets. For all of the different feature types, a single feature (i.e., a
weak classifier) represents a sub-patch with a random size and position from
within the bounding box of a detection or tracker. Since the classifier operates
on Integral Histograms (Porikli (2005)) and does Nearest Neighbor Classification, the computation time is very fast.
In Fig. 3.10, we demonstrate the impact of different color features (top) and
a varying number of features per classifier (bottom), i.e., weak classifiers, on
the average score difference for the TUD Crossing sequence. The higher the
score difference, the better is the ability of the classifier to distinguish between
targets. For an increasing number of bins per color histogram, the accuracy
of the classifier improves (top). However, also the average computation time
(including online training and testing) increases (bars in Fig. 3.10, top). The
RGI features with 3 bins per color channel seems to be a good compromise
between accuracy and speed. We choose a number of 50 features per classifier
(bottom).
Fig. 3.11 shows the effect of combining different feature types, evaluated for
different sequences. In many cases, the combination of RGI and LBP features
outperforms both color or textural features alone and other combinations.
Based on this plot, we use RGI and LBP features for the boosted classifier.
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Figure 3.12: Classifier evaluation on the TUD Crossing sequence with 50 RGI
features. The score difference is the minimal difference between the classifier
score on the annotated target and the highest score on all other targets. The
larger the difference, the better the classifiers can distinguish between the
targets. For visual reasons, the data from some persons were filtered out.

Fig. 3.12 shows the difference between the classifier score on the annotated
target and the highest score on all other targets for each appearing person of
the TUD crossing sequence (Andriluka et al. (2008)), using 50 RGI features.
As can be seen, the score difference is large for most targets and throughout
most frames. Importantly, it is never below zero, which means that two targets
are never mixed up. Sometimes, the score difference declines for a number of
frames. This happens when a new target enters the scene, against which the
other classifiers are not trained yet. Also, when the appearance of a target
changes (e.g., before and after an occlusion), the classifier needs some time
to adapt, causing the performance to drop. However, some targets are more
difficult to distinguish than others because of their (similar) clothing.
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Figure 3.13: Visualization of the detector confidence for the ETHZ Central
dataset (green: final ISM detections; heat map: detector confidence). Road
markings and cars generate a high number of false positives, pedestrians are
often not detected. However, the detector confidence on their torso is often
high also when no final detection is produced.

3.3.3

Qualitative Analysis

Unfortunately, there is no generally accepted benchmark available for multiperson tracking. Therefore, most related publications have carried out experiments on their own sequences, which we have tried to combine. We qualitatively evaluate our tracker in this section and present a qualitative analysis in
Sec. 3.3.4.1
ETHZ Central. The output of the ISM detector is very noisy for the ETHZ
Central dataset (originally used by Leibe et al. (2007b)). The cars and road
markings produce many false positives, and pedestrians are often not detected
(see Fig. 3.13). By restricting the initialization region to a zone along the
left and right image border, the number of erroneously initialized trackers is
reduced.
Since background structures confuse the detector, an erroneously high detector
confidence at certain positions may misguide particles. On the other hand, if a
high confidence detection for a pedestrian are missing, the detector confidence
often is still high at these locations, helping to guide particles.
1
For the complete results, please watch the videos: www.vision.ee.ethz.ch/~bremicha/
tracking/
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Figure 3.14: Intermediate debug output of the tracking targets for the same
sequence as in Fig. 3.13 (green: ISM detections; other colors: main mode and
particle set of each tracker, colored proportionally to particle weight; dashed
boxes: detections associated to a tracker). Often, no detection can be associated with the targets. Their particles are then guided using the detector and
classifier confidence.

Figure 3.15: Tracking output on the ETHZ Central dataset. All targets are
successfully tracked (see also Figs. 3.13 and 3.14).
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Figure 3.16: Tracking output on the TUD Campus dataset. The tracker
manages to resolve the inter-object occlusions.
Often, only a few detections match to the target and can thus be used to
guide the particles. For instance, the blue tracker in the top row of Fig. 3.14
is assigned a detection only every 30 frames. Sometimes, also the detector
confidence is not reliable (i.e., there are no nearby trackers with associated
detection), thus the classifier mainly guides the particles. On average over all
tracking targets, a detection is associated in about every fourth frame.
If two persons walk close-by, the detector often finds only one single detection.
Hence, the algorithm does not track all targets. Throughout the sequence,
there are many mismatches that can happen, e.g., when persons walk in parallel (e.g., the yellow and cyan tracker in the top row of Fig. 3.14) or when
people occlude each other strongly (e.g., the yellow, cyan and black tracker in
the top right image of Fig. 3.14). Hence, the correct association of detections
and trackers is a key factor of our algorithm.
As can be seen from the final tracking output in Fig. 3.15, all targets found
by the detector are successfully tracked. For visualization purposes, their
trajectories are smoothed.
TUD Campus. For the TUD Campus dataset (Andriluka et al. (2008)), the
ISM detections are more accurate. On average, a tracker is associated with
a detection in every second frame. Furthermore, the size of each target does
not change throughout the scene (see Fig. 3.16). On the other hand, many
inter-object occlusions happen, e.g., the cyan tracker fully occludes four other
trackers.
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Figure 3.17: Final tracking result for the TUD Crossing dataset. Long-lasting
inter-object occlusions are correctly handled.
In cases of total occlusion, the classifier term cannot help guide the particles.
Hence, the detector confidence term becomes important. Since the detector
confidence is very high around the torso of the cyan tracker, the other trackers
are attracted by it during the long occlusion. Thus, the particles do not drift.
Then, when the other targets reappear from behind the cyan target, their
trackers fully recover.

TUD Crossing. The viewpoint of the camera in the TUD Crossing dataset
(Andriluka et al. (2008)) is similar as before, and the tracked persons walk
on a very restricted path (i.e., a crosswalk, see Fig. 3.17). In contrast to the
TUD Campus sequence, the size of all targets is the same, hence the size is
not useful to associate detections and targets. Furthermore, the speed of the
different targets is similar and does not help resolve ambiguities.
The ISM detector output is quite accurate, except for some false positives on
background structures. If the target is not occluded, a detection is associated
with a tracker in about every second frame.
There are some long-lasting inter-object occlusions (e.g., the yellow and green
trackers in the top row of Fig. 3.17). By increasing the detector confidence
term parameter γ, targets that walk in parallel keep their identity during
occlusion since particles are more attracted to the center of their bodies. As
shown in Fig. 3.17, all persons are successfully tracked.
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Figure 3.18: Tracking output on the ETHZ Standing dataset. Trackers in the
right part of the image often drift towards the top right border of the image,
because no reliable detections are available in those image regions, and the
detector confidence is high there (see Fig. 3.19).

Figure 3.19: Visualization of the detector confidence for the ETHZ Standing
dataset (green: final detections of ISM detector; heat map: detector confidence). The background image structure in the top right part of the image
produces a constant, erroneously high detector confidence.
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Figure 3.20: Tracking output on the AVSS i-Lids AB Easy dataset.
ETHZ Standing. Most of the targets in the ETHZ Standing sequence (Ess
et al. (2009a)) are detected, but at the cost of many false positives. Since the
appearance of the persons is very similar (many people are dressed in black
suits, see Fig. 3.18), data association is difficult in this sequence.
Unfortunately, the detector confidence is very high on the background structures in the top right part of the image (see Fig. 3.19). Since many false
positive detections occur in the right part of the image, and the detector confidence is not very reliable, some trackers fail. For example, the white and
cyan trackers in Fig. 3.18 drift after their targets are occluded for some time.
AVSS i-Lids AB. Compared to the previous sequences, the AVSS i-Lids
AB dataset (i-Lids (2007)) contains moving people that appear also from the
bottom of the image (see Figs. 3.20 and 3.21). Secondly, due to the viewpoint,
the size of the targets differ substantially, causing problems for the detector.
Additionally, a persistent foreground object (a pillar) occludes many targets
when they enter the scene. This makes the initialization more difficult, because
the classifier is trained with only a few samples before the target is occluded.
In this sequence, the target persons are primarily visible frontally. Since the
ISM detector is only trained with samples that show side views of persons,
we use the HOG detector for this sequence. However, the cyan tracker in
Fig. 3.20 (left) has very few detections when he is half-occluded by the bag
(approximately one detection is associated to the tracker during 50 frames).
Since the tracker is isolated and cannot rely on the detector confidence, this
person is tracked only based on the classifier confidence.
In general, the tracker works quite robust and handles most inter-object occlusions, as demonstrated in Fig. 3.21. Even though we are using neither scene
knowledge nor depth information, the trackers adapt to the different and changing scales of the targets. During partial occlusions, the classifier and detector
confidence terms help keep the particles from drifting and locking onto other
targets.
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Figure 3.21: Tracking output on the AVSS i-Lids AB Medium dataset. The
size of the targets change considerably. Although neither scene-specific information nor depth estimates are used, the tracker works quite robustly, as
long as false positive detections do not cause too many wrong initializations.
In contrast to previous sequences, the trackers are initialized everywhere in
the image. However, the initialization becomes difficult when the scene is
very crowded (e.g., if a train arrives and many people enter or leave the field
of view). In these situations, the HOG detector causes many false positives,
which are used to erroneously initialize trackers. Hence, we only evaluate the
sequence as long as the detector output is reasonable (i.e., for the first half of
the i-Lids Medium sequence).

UBC Hockey. Sports sequences impose additional difficulties to a tracking
algorithm. First, the camera is usually not static, i.e., it is not clear from the
2D image information alone whether the motion is caused by camera movement
or a moving target. Second, the targets move differently, i.e., their motion is
more abrupt and the speed changes more often and more heavily than in
normal pedestrian sequences. Despite these additional problems, the tracking
results are very good (Figs. 3.22 and 3.23).
Fig. 3.22 shows the result for the UBC Hockey dataset (Okuma et al. (2004)).
The appearance of hockey players differs substantially from the persons in the
images used to train the detectors. Secondly, the image resolution is very low
and there is motion blur. Therefore, the generic human detectors are not very
reliable for such sequences. Fortunately, the ISM detector still manages to
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Figure 3.22: Tracking output on the UBC Hockey dataset. Although the
players’ dresses and pose substantially differs from their learned appearance,
the tracker manages to track most of them by combining generic category
knowledge of the ISM detector with instance-specific classifiers.
accumulate some evidence, especially by observing the typical angle between
the legs of persons. The threshold to accept a detection hypothesis is set
to a very low value, and the minimal and maximal scale of the detections is
restricted appropriately. In this sequence, the audience is not visible, which
would cause many false positive detections.
As the motion of the targets is more abrupt, we adapt our bootstrap filter and
apply Iterated Likelihood Weighting (see Appendix B). The targets can be
distinguished clearly from the background, thus the classifier term generates
a strong peak. Although the final detections are very unreliable, the combination of the detector and classifier confidence produces a strong observation
likelihood, which is used to iteratively re-weight the particles.
Although the players’ appearance (i.e., their jersey color) is very similar, no
mismatches happen. This robustness is due to the evaluation of the motion
direction of the targets for data association.

Soccer. In an even more challenging setting, the Soccer dataset was recorded
with a strongly moving camera. At the end of the sequence, the camera zooms
in, such that the size of the targets changes considerably (see Fig. 3.23).
Fig. 3.24 shows the output of the HOG detector for two selected frames. The
detector finds most of them, at the cost of some false positives at wrong scales
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Figure 3.23: Tracking output on our Soccer dataset, where 16 players are
robustly tracked although the camera moves and zooms strongly. Original
image material courtesy of LiberoVision and Teleclub.

Figure 3.24: The output of the HOG detector for the Soccer dataset (green:
final detections). Most of the players are found, together with some false
positive detections. Original image material courtesy of LiberoVision and
Teleclub.
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Figure 3.25: Exemplary tracking results for the PETS’09 dataset S2.L1.
for individual body parts, and others in the region of the billboards and the
audience.
The soccer players are interacting and look very similar, making data association difficult. However, two nearby targets are often from rivaling teams,
hence the colors of their jerseys are different. At the beginning of the sequence,
the classifiers are not very robust yet. Hence, some identity switches happen
between the yellow and red trackers in Fig. 3.23 (top left).
Even though the initialization region of the trackers was not restricted, there
are no false positives initializations. Similar to the hockey sequence, we apply
Iterated Likelihood Weighting to compensate for abrupt motion changes (see
Appendix B).
PETS’09 Sequence S2.L1. The PETS’09 dataset offers a synchronized
view from different cameras. In this experiment, we only use the sequences
from view 001. Fig. 3.25 shows some tracking results.
All targets are found and tracked by our algorithm during the sequence, which
consists of 795 frames (about 90 seconds). On average, a detection is selected and associated to a tracking target in about every other frame. Although
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Figure 3.26: The resulting trajectories for the PETS’09 tracking task S2.L1
(camera view 001). The four short false positive trajectories are denoted by
the arrows.
the sizes of the targets change significantly, no identity switches occur, as can
be seen from Fig. 3.26, which shows all trajectories in the same image. Furthermore, the tracker handles the significant partial and complete occlusions
robustly, which are caused by static objects (e.g., the traffic sign in the center of the image) and other tracking targets. Another challenge is the highly
dynamic motion of some targets, which are suddenly stopping, moving backwards, or in circles.
During the entire sequence, our method returns only 4 short false positive
trajectories (marked by the red arrows in Fig. 3.26). They are caused by
trackers that are erroneously initialized because of persistent false positive
detections in the initialization region at the image borders.
The HOG detector does not consistently find all pedestrians throughout the
sequence (only about 80% of all targets) and regularly produces false positive detections (about 50% of all detections). Given the output of the object
detector, the average computation time per frame is about 1 second.
In Fig. 3.27, we show a sequence of frames to illustrate how our algorithm
handles situations with severe occlusions. In Fig. 3.27(a), all trackers are
associated with a detection. The target represented by the blue tracker then
moves towards the road sign and becomes occluded (Fig. 3.27(b)). Since no
detection is available, the particles propagate towards nearby areas of high
detector confidence (i.e., to the target of the red tracker). After 50 frames, the
target reappears from behind the road sign and is detected again (Fig. 3.27(c)).
However, the detection is not associated with the blue tracker yet, because the
target is still partially occluded and therefore the classifier score is rather low.
The more the target gets visible again, the more particles represent the correct
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(a) S2.L1, Frame 84

(b) S2.L1, Frame 96

(d) S2.L1, Frame 157

(c) S2.L1, Frame 147

(e) S2.L1, Frame 158

Figure 3.27: Particle output (colored particles and their main modes), HOG
detections (green), associated detections (dashed). The object detector often
returns false positive detections and does not find all targets. Although the
red and blue particle filters temporarily represent the same target (see (b),
(c)), the tracking algorithm recovers after the occlusion (e).
target, thanks to the multi-modality of the particle filter and the classifier term
(Fig. 3.27(d)). Finally, all targets are correctly found again in Fig. 3.27(e).

PETS’09 Sequences S2.L2 and S2.L3. For the two tracking tasks S2.L2
and S2.L3 of PETS’09, two predetermined targets per sequence have to be
tracked. Since our algorithm automatically initializes for all detected targets
(i.e., not just for the targets required for this task), we manually select the
corresponding result trajectories for the evaluation after completely running
our algorithm. Fig. 3.28 shows the final tracking results. On average, a detection is selected and associated to a tracking target in about every fourth
frame.
These sequences S2.L2 (length 436 frames) and S2.L3 (length 240 frames)
mainly pose two challenges. First, the appearance of the targets changes
heavily during the sequences, caused by different lighting conditions in different
image areas or if a target turns with respect to the camera position (e.g., one
target is visible frontally and then turns when walking in a different direction).
Second, the people in the crowd move very consistently, regularly occluding
each other. Therefore, identity switches are likely to happen. However, our
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Figure 3.28: Exemplary tracking results for the PETS’09 datasets S2.L2 (first
two rows) and S2.L3 (third and fourth row).
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(a) S2.L2

(b) S2.L3

Figure 3.29: The resulting trajectories of all targets for the PETS’09 tracking
tasks S2.L2 and S2.L3 (view 001). Only the trajectories for the two predetermined targets of these tasks are shown.
algorithm manages to robustly handle these problems as we demonstrate in
the following.
The male target (blue in Figs. 3.28 (top) and 3.29(a)) is visible for about
350 frames, during which it is sometimes heavily occluded and its appearance
changes frequently. Still, our algorithm tracks this person without identity
switch.
In Fig. 3.30, the particle output of the algorithm is shown during the most
critical phase when entering a well illuminated area in the image. In this
region, the target is only rarely detected (Figs. 3.30(b) and 3.30(c)), thus
the classifier is not updated and does not adapt very well to the changing
appearance. However, because of the multi-modality of the particle filter,
some particles remain on the correct target, although the strongest mode is
temporarily on another person (Fig. 3.30(b)). In Fig. 3.30(d), the tracker
recovers again, i.e., the strongest mode of the particle distribution represents
the correct target.
The female target (red in Figs. 3.28 (top) and 3.29(a)) leaves the field of view
for about 220 frames. When re-entering the scene, the algorithm initializes
a new tracker (green, see Figs. 3.28 (top) and 3.29(a)), causing an identity
switch. For the first few frames after the reappearance, this tracker is located
on another person before switching to the correct target when it gets fully
visible.
To avoid that a new tracker is initialized for a previously observed target, which
temporarily left the scene, the algorithm would have to deactivate trackers
instead of immediately terminating them. Then, it could check for each target
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(a) S2.L2, Frame 235

(b) S2.L2, Frame 264

(c) S2.L2, Frame 274

(d) S2.L2, Frame 285

Figure 3.30: Particle output (colored particles and their main modes), HOG
detections (green), associated detections (dashed). The appearance of the
targets changes because of sunlight, and the detector does not always find
the targets ((b), (c)). Hence, the classifier does not adapt well to the new
appearance, causing particle drift (c). However, some particles remain on the
correct target (c) because of the multi-modality of the particle filter, allowing
the tracker to recover (d).

entering the field of view whether the same target has been observed before,
and it could reactivate the corresponding, already existing tracker. However,
this is currently not implemented.
In the sequence S2.L3, our algorithm consistently tracks the two targets (see
Figs. 3.28 (bottom) and 3.29(b)), although the yellow target is completely occluded by the magenta target for about 170 frames. This situation is discussed
in detail in the next section. Although the tracking task gets harder when the
targets join the approaching crowd, our algorithm is able to locate the correct
targets quite precisely most of the time (see Fig. 3.28 (bottom)). Only when
the targets walk behind the road sign (in the middle of the image), the trackers
are temporarily imprecise, but recover when the targets are again visible.
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To sum up, without carefully (but fully automatically) selecting the detections
that guide the particle filters, the trackers would be misled by false positive
detections or by detections on other persons. For this purpose, the online
trained classifiers are of great help for data association. During an occlusion
(i.e., if no matching detection is associated with a tracker) or if the detector
fails to detect the targets (missing detections), the tracker is mainly guided by
the detector confidence term. Finally, if a target is only partially visible, the
classifiers help locate the particles.

3.3.4

Quantitative Analysis

We use the CLEAR MOT metrics of Bernardin and Stiefelhagen (2008) to
evaluate the tracking performance. The metric returns a precision score (intersection over union of detection and tracker bounding boxes) and an accuracy
score (composed of false negative rate, false positive rate, and number of identity switches). The results for the sequences discussed in Sec. 3.3.3 are shown
in Tab. 3.1. Where available, the results of the state-of-the-art methods for
each sequence are also shown.
We consider a precision score of above 50% as reasonable for tracking. The
same threshold is used to accept detections for the Pascal Visual Object Classes
challenge (VOC (2009)), a prominent object detection evaluation challenge.
Usually, a higher precision is required for detection tasks than for tracking
tasks.
The false negatives occur if persons are annotated but not detected. This happens if a person is very close to another one (ETHZ Central, TUD Crossing),
is sitting (ETHZ Central), or is partially outside of the image (i-Lids). False
positives are caused by trackers that drift during an occlusion (e.g., due to the
pillar in i-Lids).
If a target leaves the scene while a new target comes in, the tracker may switch
their identities, which happens, e.g., in the TUD Crossing sequence. The ID
switches in i-Lids happen mainly if a person is occluded (e.g., by the pillar)
and a new tracker is initialized for a reappearing target. In Soccer, the ID
switches occur when the classifiers are not properly trained yet for two newly
appearing, close persons.
For team sports sequences, where the appearance of players can be very similar, the ability of the classifier to differentiate between the players is limited.
However, our algorithm still resolves most occlusion situations.
2
The numbers are from Fig. 3 of the overall evaluation of the PETS2009 results (see
Ferryman (2009)), using the input from 5 cameras.
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Dataset

MOTP

MOTA

FN

FP

ID Sw.

ETHZ Central
Leibe et al. (2007b)

70.0%
66.0%

72.9%
33.8%

26.8%
51.3%

0.3%
14.7%

0
5

UBC Hockey
Okuma et al. (2004)

57.0%
51.0%

76.5%
67.8%

22.3%
31.3%

1.2%
0.0%

0
11

i-Lids Easy
i-Lids Medium*
Huang et al. (2008)
Wu and Nevatia (2007)

67.0%
66.0%
-

78.1%
76.0%
68.4%
55.3%

16.4%
22.0%
29.0%
37.0%

5.3%
2.0%
13.7%
22.8%

18
2
-

TUD Campus

67.0%

73.3%

26.4%

0.1%

2

TUD Crossing

71.0%

84.3%

14.1%

1.4%

2

Soccer

67.0%

85.7%

7.9%

6.2%

4

56.7%
53.8%
ca. 60%

74.9%
75.9%
ca. 66%

-

-

-

51.3%
52.1%

50.0%
67.5%

-

-

-

PETS’09 S2.L1
Yang et al. (2009)
Berclaz et al. (2006)2
PETS’09 S2.L2
PETS’09 S2.L3

Table 3.1: Evaluation results of different sequences using the CLEAR MOT
metrics (Bernardin and Stiefelhagen (2008)). The table shows the precision
(MOTP), accuracy (MOTA), false negatives (FN), false positives (FP), and
the ID switches (ID Sw.) of our method. Where available, the results of the
state-of-the-art methods for each sequence are also shown.

We compare our method with the state-of-the-art results reported for these
sequences (see Tab. 3.1): On ETHZ Central with Leibe et al. (2007b) (using
provided trajectories), on UBC Hockey with Okuma et al. (2004) (obtained
using their publicly available Matlab code on their data), and on i-Lids as reported by Huang et al. (2008)3 . In all cases, our precision and accuracy results
outperform the previously published results, even though our algorithm does
not use global optimization (c.f., Huang et al. (2008); Leibe et al. (2007b)), a
detector specifically trained for the appearance in the sequence (c.f., Okuma
3
Huang et al. (2008) did not report all numbers. We tested on i-Lids AB Easy and the
first half of i-Lids Medium, for which we added annotations for fully visible, sitting persons
(reported as i-Lids Medium*). For the second half of i-Lids Medium, where many persons
are only partially visible, the HOG detector did not yield reasonable results. Huang et
al. (2008) used the part-based detector of Wu and Nevatia (2007), which works better for
such situations but unfortunately is not publicly available.
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et al. (2004)), camera calibration (c.f., Leibe et al. (2007b)), or a scene model
(c.f., Huang et al. (2008)).
The PETS’09 dataset consists of several synchronized views, from which we
only use view 001 for tracking. The evaluation of the tracking results for
the PETS’09 sequences was performed by the organizers of the workshop.
Unfortunately, they did not provide the individual numbers of which MOTA
is composed, and the ground truth is not released at the time this thesis was
written.
The precision scores are reasonable (see Table 3.1), but could most probably
be increased if the input from the other views was also used. Accordingly,
the multi-view camera system of Berclaz et al. (2006), which uses the input
from 5 cameras, achieved a slightly higher precision score. Compared to the
background modeling-based method of Yang et al. (2009), the precision of ours
is superior.
Surprisingly, our algorithm outperforms the multi-camera system of Berclaz et
al. (2006) in terms of accuracy (see Table 3.1; the numbers are extracted from
Fig. 3 of the report “Overall Evaluation of the PETS2009 Results”, Ferryman
(2009)). Although their multi-view method is based on a global optimization
of the detection-tracker assignments and needs the manual specification of a
ground plane, our 2D approach based only on past observations achieves a
higher accuracy. The classifiers that are trained online by our algorithm most
probably resolve many ambiguities. Furthermore, the detection and classification confidence terms help handle false positive and missing detections, as
discussed in the previous sections. The accuracy of the background modeling
based system of Yang et al. (2009), which is well engineered, is comparable to
ours.
In general, both the accuracy and the precision of our method are high. Our
algorithm outperforms the previous state-of-the-art methods in most cases,
although they are based on restricting assumptions or additional information.

3.3.5

Influence of Observation Likelihood Terms

ETHZ Volta Sequence. The influence of the different observation likelihood terms in Eq. (3.6) is demonstrated on a simple toy sequence. As can
be seen from Fig. 3.31, certain background structures (tram tracks and road
markings) yield a high detector confidence, causing cause false positive detections.
In the top left image of Fig. 3.32, both targets are correctly associated with
a detection (dashed bounding boxes), based on which the trackers are mainly
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Figure 3.31: Visualization of detector confidence (heat map). Besides pedestrians, also some background structures like tram tracks and road markings
typically cause a high detector confidence.

Figure 3.32: Example tracking results after an occlusion (green: ISM detection bounding boxes; red and blue: tracker particle sets and their main
mode, weights are proportional to color intensity; dashed boxes: detections
associated to trackers).

Figure 3.33: Results if the detector confidence term (left) or the classifier
term (right) has too much influence.
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guided. In the top right image, the particles of the blue tracker are weighted
mainly based on the detector confidence term since no detection is available.
As the red tracker is nearby and associated with a detection, the detector
confidence for the blue tracker is assumed to be caused by foreground and
thus reliable, which is correct in this case (see Fig. 3.31, left).
When the two trackers diverge, their interaction declines and the detection
confidence reliability function returns lower values. Hence, the particles of
the red tracker (without associated detection) in Fig. 3.32 (bottom left) are
almost uniformly weighted. Between the images of the bottom left and bottom
right image, a bus causes a long occlusion (for about 50 frames) during which
false positive detections are rejected by the classifier. This is essential for the
success of the tracker. The particles of the blue tracker uniformly propagate
in the motion direction of the target, and the tracker manages to recover after
the reappearance of the target (Fig. 3.32).
Fig. 3.33 shows erroneous tracking results if the detector confidence or classifier terms in Eq. (3.6) have too much influence (controlled by the parameters
β, γ, η). In the left image, the tracker is misguided by the detector confidence
term. Here, the reliability function (Eq. (3.7)) was always set to one. Although the blue tracker is occluded by the bus, the particles are still weighted
using primarily the detector response, thus they drift towards an area with
constantly high confidence (see Fig. 3.31). Fig. 3.33 (right) shows the tracking result if the classifier term has very much influence. Here, the tracker is
misguided because a part of the roof of the bus was visible in detections used
for updating the classifier.
PETS’09 Sequence S2.L3. In Fig. 3.34, we illustrate how the different
complementary observation model terms help robustly handle a difficult situation where a target is occluded and detections are unreliable. In Fig. 3.34(a),
the yellow and magenta trackers have already been initialized, and detections
are associated in the current frame (bottom row; associated detections are
dashed with the color of the respective tracker). Also, the detector confidence
is high on both targets (top row). The classifiers return high scores on the
trained targets, but also moderate values on the background and the other
targets (middle row; classifier output for the yellow tracker). The particles
are weighted according to the observation model (bottom row; the weights are
proportional to the color intensity). In Fig. 3.34(a), the detections are good
(i.e., have a high confidence) and are used to primarily guide the particle
filters.
In Fig. 3.34(b), the yellow tracker is almost fully occluded by the magenta
tracker. Hence, our data association algorithm correctly does not associate a
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(a) S2.L3, Frame 18 (b) S2.L3, Frame 105 (c) S2.L3, Frame 151 (d) S2.L3, Frame 175

Figure 3.34: Visualization of the different observation model terms. Top:
Final HOG detections (green) and continuous detector confidence (heat map).
Middle: Classifier output for the yellow tracker (heat map). Bottom: Particle
output for all targets, together with main modes and associated detections
(dashed with the respective color of the tracker).

detection to the yellow tracker (Fig. 3.34(b), bottom row). However, because
the yellow target is partially visible sometimes, which is recognized by the
classifier, the classifier confidence keeps the particles from drifting. Furthermore, the detector confidence is high because the detections in the proximity
are associated with another target, indicating an occlusion between different
targets.
Later, the target of the yellow tracker becomes partially visible again (see
Fig. 3.34(c)). Still, the detector cannot accumulate enough evidence to detect
the person (top row). However, since the classifier output is now very high
on the visible part of the target (middle row), the particles are concentrated
correctly on the correct, partially occluded target.
When more people appear (see Fig. 3.34(d)), the classifier of the yellow tracker
does not perfectly distinguish between all persons, because their appearance
is similar (middle row). Therefore, a pure classifier-based tracking algorithm
(e.g., Avidan (2007); Grabner and Bischof (2006)) would probably fail here,
resulting in identity switches. However, the HOG detector returns good detections (Fig. 3.34(d)).
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MOTP

MOTA

FN

FP

ID Sw.

1: Det+DetConf+Class

70.0%

72.9%

26.8%

0.3%

0

2: Det+DetConf
3: Det+Class
4: Det

64.0%
65.0%
67.0%

54.5%
55.3%
40.9%

28.2%
31.3%
30.7%

17.2%
13.4%
28.0%

5
0
10

Table 3.2: Evaluation results for the ETHZ Central sequence using the
CLEAR MOT metrics (Bernardin and Stiefelhagen (2008)) to demonstrate
the influence of the different observation model terms (Det: final detection
term; DetConf: detector confidence term; Class: classifier term).
In contrast, the magenta tracker is guided by final detections through the
frames of Fig. 3.34(a)–3.34(d), but relies on the detector confidence and the
classifier terms in Fig. 3.34(d) (the classifier output for the magenta tracker is
not shown).

ETHZ Central Sequence. Finally, we quantitatively evaluate the influence
of the different term in the observation model (Eq. (3.6)) on the overall tracking
performance. For the ETHZ Central sequence, the tracker achieves reasonable
results even with a reduced observation model, such that the differences can
be demonstrated well.
In Table 3.2, we show the CLEAR MOT performance when (1) using all terms
of the observation model, when (2) using only the final detections and the detector confidence, when (3) using only the final detections and the classifier
terms, and (4) when using only the final detections. The corresponding tracking results are shown in Figs. 3.35–3.38, according to the table entries. The
figures all show the same frames.4

Tracking Result using only the Final Detections and Detector Confidence Terms. For the first experiment, the weight of the classifier term in
Eq. (3.6) is set to zero. Hence, only the final detections and the detector confidence terms are used for the observation model of the particle filters. Three
effects can be observed from Table 3.2 (2) and Fig. 3.36. First, the localization of the targets is not as precise as before. For example, the green and cyan
trackers in Fig. 3.36 are not as exact as in Fig. 3.35, causing the precision score
4
The final result using the complete observation model in Fig. 3.35 is the same as in
Fig. 3.15. The corresponding frames are shown here for a direct comparison with the
results using the modified observation model.
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(a) Trajectory output.

(b) Particle output (green: ISM detections; other colors: main mode and particle set of
each tracker, colored proportionally to particle weight; dashed boxes: detections associated to a tracker).

Figure 3.35: The original, final tracking result on the ETHZ Central dataset
using all terms of the observation model (Table 3.2, (1)). See Fig. 3.13 for a
visualization of the detector confidence density.
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(a) Trajectory output.

(b) Particle output (green: ISM detections; other colors: main mode and particle set of
each tracker, colored proportionally to particle weight; dashed boxes: detections associated to a tracker).

Figure 3.36: The tracking output on the ETHZ Central dataset using only
the final detections and the detector confidence terms of the observation model
(Table 3.2, (2)).
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to decrease. Furthermore, an identity switch of the corresponding targets can
be observed in Fig. 3.36 (bottom middle–right).
Second, during a long occlusion where no reliable final detection is available,
the probability is lowered that the detector confidence term alone can sufficiently support the particle filter. This happens for the blue target, which
is detected only very rarely. As can be seen in Fig. 3.36 (bottom row), the
tracker is attracted by an area of constantly high detector confidence on the
background structure (c.f., Fig. 3.13). Consequently, the false positive rate
(Table 3.2) is high.
Third, because some trackers are lost, the respective targets are not properly
tracked. This increases the false negative rate (Table 3.2). If a target that
is lost enters the initialization area around the boundary of the image, a new
tracker is initialized. If only observed for a short time, the motion model of
this new tracker is not adapted well, causing identity switches and the false
positive rate to increase further (e.g., the yellow tracker in Fig. 3.36 (bottom
middle – right)).

Tracking Result using only the Final Detections and Classifier Terms.
For this experiment, the weight of the detector confidence term in Eq. (3.6) is
set to zero. The effects are similar to the previous experiment (see Table 3.2
(3)). From Fig. 3.37, it can be seen that the blue target is not perfectly tracked
(although not lost as in Fig. 3.36).
In contrast to the result before, the green target is lost. Here, the respective
classifier did not get enough positive samples to be trained properly. Hence, if
no final detection is available, the classifier term does not support the tracker,
which drifts (Fig. 3.37 (top middle – right)). Thanks to the classifier term, the
targets are located slightly better, and no additional trackers are initialized.
Therefore, the are no identity switches.

Tracking Result using only the Final Detections Term. For this experiment, the weights of both the detector confidence term and the classifier
term in Eq. (3.6) is set to zero. Hence, the tracker relies only on the final highconfidence detections. Thanks to the sophisticated data association score that
includes the evaluated, online trained classifiers, the targets are still tracked
quite well (see Table 3.2 (4) and Fig. 3.38).
As expected, as long as enough final detections are available for a target, it
can be tracked robustly. The confidence terms, which have no influence in
this experiment, help primarily overcome situations of missing detections. For
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(a) Trajectory output.

(b) Particle output (green: ISM detections; other colors: main mode and particle set of
each tracker, colored proportionally to particle weight; dashed boxes: detections associated to a tracker).

Figure 3.37: The tracking output on the ETHZ Central dataset using only
the final detections and the classifier terms of the observation model (Table 3.2,
(3)).
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(a) Trajectory output.

(b) Particle output (green: ISM detections; other colors: main mode and particle set of
each tracker, colored proportionally to particle weight; dashed boxes: detections associated to a tracker).

Figure 3.38: The tracking output on the ETHZ Central dataset using only
the final detections term of the observation model (Table 3.2, (4)).
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example, both the blue and white targets are completely lost (Fig. 3.38), because no detections can be found to be associated with the respective trackers.
Consequently, both the false positive and false negative rates are increased
(Table 3.2 (4)). Additionally, the lost trackers (which may not be terminated)
lock onto other objects, stealing the targets of other trackers, which causes the
identity switches in Table 3.2 (4).
Summary. To sum up, the experiments in this subsection qualitatively and
quantitatively demonstrated the effectiveness of the different observation model
terms to robustly handle difficult situations.
The classifier, which adapts online to the target appearance, helps localize the
particles more accurately. Secondly, it can guide the tracker for a limited time
if no final detection is available, for example during partial occlusions. During
this time, the classifier is however not updated. Hence, if the appearance of the
target changes during this time, the classifier fails. Furthermore, the classifier
needs some amount of training data to work reliably. Hence, the classifier term
does not help in situations soon after the initialization of the tracker.
The detector confidence term helps guide the particles primarily when no highconfidence detection is issued by the detector. The particles are generally
guided to areas of high confidence, which helps overcome many situations
with missing detections. The detector confidence and classifier terms are complementary, because they are trained based on different features and training
data. While sometimes instance-specific information is necessary to resolve
ambiguous situations between different targets, the strong class-specific knowledge is beneficial to generally differentiate between object and background.
Our quantitative analysis has shown that the combination of the different observation model terms results in a better performance than each term alone.

3.4

Discussion and Outlook

In this chapter, we have presented a novel approach for Markovian (or causal)
multi-object tracking-by-detection. As our experiments have shown, our algorithm achieves a robust tracking performance in a large variety of application
scenarios. The method has been evaluated and compared with other state-ofthe-art trackers (e.g., within the PETS competition (Ferryman (2009)) and
outperforms other algorithms that rely on multiple, calibrated cameras, global
optimization or scene-specific knowledge.
The main challenge for tracking algorithms are unreliable measurements, i.e.,
in the case of tracking-by-detection, false positives and missing detections.
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The key factors or our algorithm to handle these problems are: (1) the careful
selection of the final detections that influence a tracker, (2) the continuous
detector confidence output, (3) the online trained classifiers for data association, and (3) the robust combination of final detections, continuous detector
confidence and classifier confidence to guide the particles. To handle false positive detections, the online trained classifiers are evaluated, which helps select
and associate the detections very reliably. The detector and classifier confidence terms of the observation model help overcome situations with missing
detections.
The goal of this work was to demonstrate the capabilities of a trackingby-detection algorithm that relies only on 2D image information from one
single, uncalibrated camera, without any additional knowledge whatsoever. Of
course, the most important vulnerability of our algorithm is its dependency on
the detector output. Thus, the most potential to improve our algorithm is to
enhance the reliability of the detections. Depending on the application, additional information is available or can be acquired to enhance the detector, e.g.,
the ground plane or camera calibration. Of course, also the tracking algorithm
itself could benefit from such scene knowledge. In Chapter 6, we present an
approach to automatically estimate the scene structure from continuous datastreams and to constrain an object detector to those image regions and local
scales at which objects are likely to occur.
Although we deal with interacting targets, the algorithm does not detect foreground objects other than the tracking targets. As we have seen from the
results of the i-Lids sequence, a static object such as a pillar can cause identity
switches and false positive trajectories. In such situations, depth information
or a scene-specific model would certainly help add robustness.
To resolve occlusion situations, the input from multiple, synchronized cameras
would be beneficial. However, scene specific information as well as synchronized multi-camera input is usually not available for arbitrary data sources,
limiting the application area of such an extended algorithm.
The use of a part-based detection algorithm could increase the robustness
during partial occlusions, without limiting the application area. In this case,
the tracking algorithm could be extended to individually track part detections,
similar to Wu and Nevatia (2007).
For an industrial application, a detector can be specifically trained (e.g., using
images of the players for applications in sports television broadcasting). It is
also beneficial if the viewpoint is similar in both the training and test data.
Secondly, the motion model of the particle filter can be adapted to a specific
application area (see, e.g., Pellegrini et al. (2009)). Although the use of Iter-
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ated Likelihood Weighting helped handle abrupt motions, it is dependent on
a strong observation likelihood and can thus fail.
As we demonstrated using different datasets, the algorithm can be applied
to different application areas such as visual surveillance, traffic safety and
control, entertainment, or autonomous robot navigation. In the next chapter,
we use such trajectory information to analyze the behavior of multiple agents
for scene understanding and surveillance.

4
Scene Activity Analysis

In this chapter, we present a method to automatically analyze the activity
of multiple agents at the multi-agent or scene scale level. Given a video of a
dynamic scene, which typically shows simultaneous activities of many different
agents that interact according to complex dependency patterns, we want a
system to automatically answer questions such as: What are typical actions in
the scene? How do they relate to each other? Are there any periodic actions?
What are the rules governing the sequence of different actions? For the scene
in Fig. 4.1, possible answers could be: There are several lanes with moving or
standing agents (cars and trams); the lanes are never all active at the same
time; a tram passes by periodically every 10 minutes on the right green lane
(Fig. 4.1(b)); while the tram is passing, agents on the blue lane in Fig. 4.1(b)
are waiting while those on the left green lane still are moving; after the tram
has passed, the agents on the blue lane are moving, driving either straight or
turning left.
Understanding dynamic scene activity has been a research topic in computer
vision for a long time. Most research has focused on modeling isolated, independent behaviour of individual agents, e.g., by analyzing their trajectories
(see Sec. 4.1). For such an approach, the multi-object tracking algorithm
presented in the previous chapter could be used.
However, since tracking is fragile in complex scenes, researchers have concentrated more recently on approaches based on low-level features, such as the
local motion between two consecutive frames. Furthermore, this allows us to
apply the method not only to input at the multi-agent scale level, but also at
the scene scale level. Thus, larger scenes with more agents can be observed,
constituting more interesting and complex actions and dependencies between
them.
Researchers often use probabilistic frameworks such as Hidden Markov Models
(HMM) or Dynamical Bayesian Networks (DBN) to organize activities into
meaningful states and to deal with uncertainty when modeling dependency
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(a) The optical flow for a typical scene.

(b) Inferred actions and rules.

Figure 4.1: (a) A typical image from a dynamic scene with many agents. The
arrows show optical flow accumulated over video clips of three seconds. In such
a scene, many different activities with complex dependencies are possible. (b)
Our algorithm finds periodic sequences of co-occurring activities (actions) and
rules of the scene. Here, the green and blue lanes show different activities that
never happen simultaneously. A possible interpretation of this scene could be:
(i) A tram is passing by every 10 minutes. (ii) At the same time, the green
car lane can be active but never the blue lane. (iii) After the tram, the cars
on the blue lane are moving, driving either straight or turning left.
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between activities (e.g., Brand and Kettnaker (2000); Robertson and Reid
(2005); Xiang and Gong (2006, 2008)). Others use infinite HMMs to tackle
the limited flexibility, which is one limitation of previous methods (i.e., the
number of states or agents is fixed beforehand). These approaches rely on the
previous extraction of meaningful patterns from the visual data, which is a
difficult task for complex scenes.
In contrast, the recent approach of Wang et al. (2009) jointly solves the extraction of meaningful patterns and modeling of multi-agent interactions. They
use a Hierarchical Dirichlet Process (HDP) mixture model to learn multi-agent
interactions as co-occurring activities, which are distributions over local pixel
motion. HDP is a non-parametric clustering method that has been introduced
by Teh et al. (2006) for document analysis. In contrast to previous methods,
HDP clusters based on co-occurrence instead of an explicit distance measure,
and it infers the number of clusters automatically. The method of Wang et
al. (2009) however only finds instantaneous activities. We go beyond this by
extracting sequences of activities (i.e., actions). This makes it possible to
learn more complex dependencies in the scene and to determine the periods
of complex actions.
Other researchers directly exploit periodicity to find unusual scenes, e.g., by
estimating auto-covariance, but do not model complex interactions between
activities in different image regions. Furthermore, they rely on the assumption
that the whole scene consists of only one periodic action (e.g., Russell and
Gong (2008b)) or that the different periodic actions are spatially separated
(e.g., Russell and Gong (2008a)). Similarly, methods to deduce rules from a
given knowledge base are based on rather primitive events, not allowing us to
learn complex activities (e.g., Tran and Davis (2008); Zhang et al. (2008)).
Instead, our method allows to detect several co-existing, complex periodic
actions.
The method we present in this chapter combines the advantages of the above
lines of work. We build on the approach of Wang et al. (2009) and extend the
HDP mixture model to jointly learn (i) correlated instantaneous behaviors of
multiple agents across different image regions (activities), (ii) sequences of cooccurring activities (actions), and (iii) causal relations between co-occurring
and consecutive activities (rules of the scene), especially periodic actions.
After discussing related work in Sec. 4.1, we introduce the theoretical background of HDP in Sec. 4.2. Then, we present our model in Sec. 4.3 and describe
the learning method in Sec. 4.4. A reader familiar with HDP and related methods can skip Sec. 4.2; Sec. 4.3 is self-contained. In Sec. 4.5, we demonstrate
experimentally that our model automatically finds meaningful actions, and
that it infers their periods and the rules governing them. For example, our
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method automatically finds the lanes in Fig. 4.1(b) and learns that (i) a tram
is passing by periodically every 10 minutes; (ii) during this time, some car
lanes (blue) are never active (i.e., agents are not moving), while other lanes
(green) are active; (iii) after the tram has passed, agents on the blue lane start
to move, either heading straight or turning left. We test the algorithm on four
video sequences of several hours each.

4.1

Related Work

There exists an extensive amount of related work on scene activity analysis.
We concentrate on methods to analyze the behavior of multiple agents at the
multi-agent or scene scale level.
A prominent approach is to generate prototype paths by clustering typical
trajectories, and then to classify individual trajectories by comparing them
to the prototypes (e.g., Koller-Meier and Van Gool (2001)). The major limitation of these approaches is that they depend on the underlying tracking
approach. For example, Stauffer and Grimson (2000) perform adaptive background modeling, where each pixel is modeled by a mixture of Gaussians and
classified as background or foreground based on the variance of the distribution. Based on the retrieved trajectories, they then perform activity classification by extracting accumulated motion templates from the silhouettes and
estimating a co-occurrence matrix of prototypes. Also, the early approach of
Johnson and Hogg (1995) relies on a tracker, which is based on active shape
models. They then select trajectory prototypes by a winner-takes-all Neural
Network, describing trajectories as a sequence of flow vectors. Hu et al. (2006)
cluster trajectories in a hierarchical approach, based on spatial and temporal
information. Then, motion patterns are represented using chains of Gaussian
distributions. Basharat et al. (2008) learn pixel-wise transition models from
extracted trajectories to detect unusual motion of single agents.
In contrast, approaches based on low-level features such as optical flow are usually more robust to complex scenes (e.g., Pruteanu-Malinici and Carin (2008);
Zhong et al. (2004)). Generally, most previous methods are restricted by the
small number of possible events in small local regions (e.g., Xiang and Gong
(2008)) or ignore the dependency between actions for modeling complex behaviors (e.g., Wang et al. (2009)). For example, Li et al. (2008a,b) build a
feature vector using location, motion and scale information from foreground
blobs. However, they segment the image into areas with similar low-level
events, building a codebook to find co-occurrences using clustering. They
use Probabilistic Latent Semantic Analysis (pLSA), which has substantial disadvantages compared to Latent Dirichlet Allocation (LDA) and Hierarchical

4.1. Related Work

91

Dirichlet Processes (HDP) used in our work (Blei et al. (2003)). Robertson
and Reid (2006) train HMMs to learn spatio-temporal actions for a small number of people based on distributions over position, velocity and simple actions
(e.g., walking, standing, running; extracted using the method from Efros et
al. (2003)). Based on encoded expert knowledge and the computed action
likelihoods, a text commentary for short video sequences is then produced.
In contrast to our algorithm, these methods do not detect sequences of cooccurring activities, cannot deal with a large number of agents in a global
context, or cannot estimate the periods of co-existing actions.
Other researchers explicitly exploit periodicity to find unusual scenes. For
example, Russell and Gong (2008b) learn periodic spatio-temporal patterns
by estimating autocovariance. Their approach computes the self-similarity of
the whole image and thus does not model complex interactions in a global
context (i.e., across different regions). Russell and Gong (2008a) extend their
previous work to find single periods for independent spatial blocks. However,
the scene needs to be segmented previously, and co-existing periodic actions
cannot be found in the same image region. No separate periodic actions are
found, which appear in the same image region.
The work most closely related to ours is the one of Wang et al. (2009). They
divide a video sequence into short clips (documents) and then quantize moving pixels based on their direction (words) to learn a HDP mixture model.
This approach does not depend on robust tracking and jointly learns typical
patterns and interactions between patterns. We adopt this elegant and powerful approach. Different to us, Wang et al. (2009) additionally models clusters
of documents by adding another layer of Dirichlet processes in a so-called
Dual-HDP. This makes it possible to recover common topics (i.e., words that
co-occur) representing typical activities, as well as the common documents
(i.e., topics that co-occur), representing interactions between them. However,
such interactions correspond only to instantaneous rules (e.g., co-occurring
lanes). In contrast, our model enables to find typical sequences of documents,
which is necessary to learn periodic actions and more complex scene rules.
Moreover, our model includes the one of Wang et al. (2009) as a special case
and can be reduced to theirs.
Other extensions of HDP have been proposed recently, which however are
less closely related to our work. In their seminal work, Teh et al. (2006)
propose to use HDP to infer the optimal number of states of an infinite HMM.
Fox et al. (2008) extend on this by including a parameter for self-transition
bias to model the temporal persistence of states. Although also combining
HDP and HMM, our approach is very different. We use HDP for extracting
typical patterns from data while jointly modeling parallel, possibly repetitive
sequences of patterns by HMMs. Another extension was presented by Ren et
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al. (2008) for time-evolving, sequentially collected data. In their model, two
documents have a higher probability to share parameters if their data samples
are drawn at proximate times. In contrast to previous work, we extend HDP
to find periodic sequences of documents.

4.2

Theoretical Background

In this section, we shortly present the theoretical background of Hierarchical
Dirichlet Processes (HDP) for clustering. If the reader is already familiar with
this field, this section can be skipped. For details and theoretical proofs, we
refer to the cited literature.
Clustering is the task of partitioning a set of data points according to a
certain similarity criterion. Usually, data points in a continuous space are
grouped given an explicit distance measure between them. In contrast, HDP
can be used for clustering discrete data without requiring an explicit distance
measure. Instead, the distance information is implicitly expressed by the cooccurrence of data points. The goal of our application is to learn co-occurring
activities, which represent typical actions in a scene.
Document Modeling. Hierarchical Dirichlet Processes have been applied
first to document modeling in Teh et al. (2006). Hence, the atomic elements
are words, which are organized as documents (i.e., unordered bags of words).
A topic is a multinomial distribution over words. Documents can be organized
in one or more corpora (i.e., bags of documents). HDP generates distributions
over infinite mixtures (i.e., distributions over distributions), hence, a draw is
a distribution itself.1
Overview. This chapter is organized as follows (see Table 4.1): We introduce the mixture model (MM) for clustering (Sec. 4.2.1). A mixture model
usually generates data in a continuous space and thus has an easy interpretation for the similarity of two data points. Next, we introduce Latent Dirichlet
Allocation (LDA, Sec. 4.2.2). In contrast to the mixture model, LDA clusters
discrete data. The observations are words, which are organized in documents.
The number of clusters K for both MM and LDA needs to be set manually.2 In
contrast, the number of clusters can be inferred automatically using Dirichlet
Processes (DP, Sec. 4.2.5). Additionally, a DP models the probability of each
1

Analogously, Gaussian Processes are distributions over functions.
Although model selection methods can be used to infer K, the result is often not
satisfactory, or the computational cost is very high.
2
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continuous space

discrete space

MM (Sec. 4.2.1)

LDA (Sec. 4.2.2)

DPMM (Sec. 4.2.6)

HDPMM (Sec. 4.2.7)

K manually fixed
K automatically set

Table 4.1: Based on mixture models (MM), we introduce Latent Dirichlet Allocation (LDA) for discrete data by replacing a distance measure by
co-occurrence. Then, we automatically infer the number of clusters K of a
mixture model by using Dirichlet Processes, resulting in the Dirichlet Process
mixture model (DPMM). Finally, the Hierarchical Dirichlet Process (HDP)
extends on DPMM for discrete data.
cluster to occur (i.e., the mixing weights). We will present an extension of a
MM using a DP in Sec. 4.2.6, the Dirichlet Process mixture model (DPMM).
Finally, we will introduce the Hierarchical Dirichlet Process (HDP) mixture
model in Sec. 4.2.7. Compared to a DPMM, a HDPMM groups data points
into documents based on co-occurrence instead of an explicit distance information (similarly to LDA compared to MM, but by additionally determining K
automatically.

4.2.1

Mixture Models

Mixture models are a generative approach for data clustering, i.e., they describe a process to generate groups of data. Clustering is done by performing
inference on the generative model.
We show the graphical representation of a basic mixture model in Fig. 4.2. It
generates a number of draws x1 . . . xN of the random variable X. These are
the observations we want to cluster. Z is a hidden variable. A draw zi from Z
represents the cluster chosen for the observation xi . The value of zi is in the
range from 1 to K (i.e., the number of clusters K is fixed and manually set). Π
are the mixing proportions, which determine how often each cluster appears.
Z is defined by a multinomial distribution with the parameters p(Z = k) = πk
(abbreviated by ∼ Mult(Π))3 .
To generate data, the mixing proportions π are first drawn from Π. Since the
number of clusters K is fixed, Π has K components π1 . . . πK . Then, we draw
a cluster zi according to the multinomial distribution π with p(zi = k) = πk .
Each cluster has its own set of parameters θk (e.g., for Gaussian clusters
θk = (µk , σk )). A data point xi is finally generated using the parameters of
3
More precisely, Mult(n, Π) with the number of samples n = 1, which is sometimes
called Categorical distribution (http://en.wikipedia.org/wiki/Categorical_distribution).
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Π

zi

xi

Figure 4.2: A graphical representation of a mixture model. Rectangular
nodes are the parameters and circular nodes are hidden variables (filled if
observed). The observation xi is drawn from the cluster zi . Π are the mixing
proportions, and the number of mixtures K is fixed.
the selected cluster zi : p(x|zi , θ) = f (x|θzi ). The function f could be any
distribution over the observation space. However, inference should be feasible
(see Sec. 4.2.4), reducing the possible functions in practice.
The mixture model in Fig. 4.2 can be written as a process:
zi |Π

∼

Mult(Π)

xi |zi , θ1 , . . . , θk

∼

F (θzi ),

(4.1)

where F (θzi ) represents the distribution chosen for a cluster zi with parameters
θzi . If the hidden cluster assignments are integrated out, the probability of an
observation xi is finally
p(xi |θ) =

K
X

p(zi = k)p(x|zi = k, θ) =

k=1

K
X

πk f (xi |θk ).

(4.2)

k=1

Usually, the number of clusters K is not known in practice. To determine
K, model selection methods (e.g., AIC, BIC, DIC, MDL) evaluate models for
several K and then choose the best one according to some measure. However,
changing K in the mixture model changes the class of the model, making it
difficult to compare them. Instead, we will introduce an infinite mixture and
determine the mixing weights using Dirichlet Processes.

4.2.2

Latent Dirichlet Allocation

The mixture model from the last section can be extended to discrete data.
The observations are now words that represent a discrete space, and f (xi |θk )
is a multinomial distribution. For clustering discrete data, Latent Dirichlet
Allocation (LDA) has been introduced by Blei et al. (2003).
The graphical model is shown in Fig. 4.3. The outer box represents the corpus
of M documents, and one document that consists of N words is represented
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β

α

θj

zji

wji

Figure 4.3: The graphical representation of LDA. Rectangular nodes are the
parameters and circular nodes are hidden variables (filled is observed). The
document-specific topic mixture θj is a multinomial distribution, from which
a topic zji is repeatedly drawn. The probability of a word wji given a topic is
determined by β.
by the inner box. For simplicity, each document consists of the same number
of words N , which however is not a necessary restriction. We use j as an
index variable for the document and i for the words. Only the words wji are
observed.
In this model, W is a multinomial random variable over all words 1 . . . V . Z
is a multinomial random variable over K clusters, now called topics. As in the
mixture model in Fig. 4.2, the number of topics K is fixed. β is a 2-dimensional
matrix containing K rows and V columns. The values in one row (i.e., one
value for each word) sum to one, constituting a multinomial distribution over
the words
V
X
βkv = 1 ∀k = 1 . . . K
(4.3)
v=1

The probability of a word given a topic is determined by β
p(wji = v|zji = k) = βkv

(4.4)

wji |zji , β ∼ Mult(βzji ,1 , . . . , βzji ,V ).

(4.5)

and can also be written as

θ corresponds to Π in the first model (but is not a parameter like Π). For each
document, θj = θj1 . . . θjK is different and models the selection of topics for a
certain document (i.e., the topic mixture). zji is repeatedly drawn from the
multinomial distribution θj with the probability
p(zji = k) = θjk .

(4.6)
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Since θj is a multinomial distribution, θ is a random variable for multinomial
distributions. Hence, a drawn sample from θ is a multinomial distribution,
and a drawn sample from a sample from θ is finally a (discrete) value. As the
Dirichlet distribution Dir(.) is a distribution over multinomial distributions
(see next section) and thus a draw from a Dirichlet distribution creates a
multinomial distribution, it can be used to model θ:
θ ∼ Dir(α).

(4.7)

Hence, LDA can be written as a process using the Dirichlet distribution:
θj |α, β

∼

Dir(α)

zji |θj

∼

Mult(θj )

wji |zji , β

∼

Mult(βzji ,1 , . . . , βzji ,V )

(4.8)

The number of topics K is not modeled and a fixed parameter.

4.2.3

Dirichlet Distribution

The Dirichlet distribution of order K is a continuous multivariate probability distribution with dimensionality K. The probability density function of
Dir(α) with positive real parameters α = (α1 , . . . , αK ) is defined by
(
QK αi −1
PK
1
if
i=1 xi
i=1 xi = 1, xi ≥ 0
B(α)
f (x1 , . . . , xK ; α1 , . . . , αK ) =
0
else,
(4.9)
where B(α) is the multinomial Beta function:
QK
B(α) =

i=1 Γ(αi )
.
PK
i=1 αi )

Γ(

(4.10)

In Fig. 4.4, we show a visualization of the Dirichlet distribution of dimensionality 3 for different α.
It can be shown that the density function is only nonzero within a (K − 1)dimensional simplex, which is visualized for K = 3 in Fig. 4.5. The interior of
the simplex maps the complete domain of f (x) (e.g., the center of the topic
simplex maps to x = (1/3, 1/3, 1/3), which means that the weights for the topics are uniformly distributed). The height of the surface for one configuration
x defines the probability density p(x), which is zero outside of the simplex. In
LDA, we use the Dirichlet distribution for topic mixtures, hence we call this
simplex the topic simplex.
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Figure 4.4: Probability density of Dir(α) for different parameters
(clockwise from top left: α = (6, 2, 2), (3, 7, 5), (6, 2, 6), (2, 3, 4)) (from
http://en.wikipedia.org/wiki/Dirichlet-distribution).

Figure 4.5: Each point x in the topic simplex represents a topic mixture
(from Blei et al. (2003)).
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A topic itself is again a distribution over words, i.e., a multinomial distribution with parameters summing up to 1. Hence, these parameters can also be
mapped on a simplex. In Fig. 4.5, this word simplex is drawn as another triangle. Since there are usually more words than topics, the word simplex has
more dimensions than the topic simplex in practice.
The Dirichlet distribution can be seen as a prior for a multinomial distribution,
or as a prior for the topic mixture of a document for LDA, respectively. In fact,
the Dirichlet distribution is a conjugate prior for the multinomial distribution.4
As an illustration, we consider the following process, where the parameters of
a multinomial distribution are defined as q = (q1 , . . . , qK ) ∼ Dir(α):
xi |q

∼

Mult(q)

q|α

∼

Dir(α)

(4.11)

Several data points xi are generated by a multinomial distribution Mult(q)
with q = q1 , . . . , qK as discrete event probabilities. The parameter q itself is
drawn from a Dirichlet distribution Dir(α). We observe xi and assume that
the prior for q is Dir(α). Finally, we would like to estimate the multinomial
distribution that generated xi , i.e., the posterior p(q|xi ).
Since a Dirichlet distribution is a conjugate prior for the multinomial distribution, the posterior is again a Dirichlet distribution, however with different
parameters
p(q|{xi }) = Dir(α1 + n1 , . . . , αK + nK ),
(4.12)
where K is the number of data points. The ni represent the histogram of all
data points, which is an approximation of a multinomial distribution. However, a histogram represents only one estimate of q. In contrast, the Dirichlet
posterior represents a distribution over all possible q that may have generated
the observed data points.
As the number of observations grows, the influence of the prior becomes negligible, i.e., (α1 + n1 , . . . , αK + nK ) is dominated by (n1 , . . . , nK ). Hence, the
prior α can be interpreted as pseudo-observations, which “enrich” the observed
data.

4.2.4

Inference using Gibbs Sampling

It is often intractable to sample from the joint distribution of the latent variables. As an estimation, Gibbs Sampling allows to sample from the conditional
4
A prior is conjugate if the posterior is in the same family of distributions as the prior
(see related literature for details). The conjugate property of the Dirichlet distribution is
very useful for inference (Sec. 4.2.4).
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Figure 4.6: A simple Bayesian network. Given the observation that the grass
is wet, we would like to estimate the posterior probability that it is raining.
distribution of each variable. Here, we describe how Gibbs Sampling works
in general and then concentrate in the following sections on the conditional
distributions that are required for inference.
Assume the Bayesian network in Fig. 4.6 with binary nodes, for which the conditional probabilities are given. In this graphical model, we perform inference
to compute the posterior probability that it is raining, given the observation
that the grass is wet. For Gibbs Sampling, the node “grass wet” is set to true,
and all unobserved nodes are initialized with random values. Then, a value
for each unobserved node is sampled one after the other, as if all others were
known (using their current value). For example:
sprinkler

∼

p(sprinkler|rain, grasswet=true)

rain

∼

p(rain|sprinkler, grasswet=true)

(4.13)

This process is iterated until convergence.
Finally, the sequence of sampled values for the nodes are distributed according
to their joint distribution if iterated long enough. As an approximation, sometimes the last values for each node are used as a maximum posterior estimate
instead.
For a general Bayesian network with nodes n1 , . . . , nk , each node is sampled
in each iteration according to
p(ni |n1 , . . . , ni−1 , ni+1 , . . . , nk ).

(4.14)
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However, the nodes usually do not depend on all others, hence the conditional
probabilities are considerably simpler and thus feasible to compute.

4.2.5

Dirichlet Process

In LDA, we used the Dirichlet distribution as a prior to model different topic
mixtures for each document (as described in Sec. 4.2.3). The number of topics
was not modeled and was fixed by a parameter K. To get rid of K, we apply
a Dirichlet process to the mixture model (Sec. 4.2.6). In this section, we
introduce the Dirichlet process (see Teh (2007)).
The Dirichlet process is a distribution over infinite multinomial distributions.
For document modeling, the process generates a mixture over an infinite number of topics. However, only a few of the topics have a reasonable probability
to occur (i.e., a high mixture weight). A Dirichlet process can be used as a
prior over an infinite mixture of multinomial distributions, without making
the distribution explicit.
Mathematical Properties
A DP (α, H) is a stochastic process that generates a random instance of a
distribution G, i.e., the distribution G is a drawn sample from the DP (α, H)
G ∼ DP (α, H).

(4.15)

H is called the base distribution and α is the concentration parameter.
For every finite partition A1 , . . . , AK of the domain of H, the following must
hold:
G

∼

DP (α, H)

(G(A1 ), . . . , G(AK ))

∼

Dir(αH(A1 ), . . . , αH(AK ))

(4.16)

Using the properties of the Dirichlet distribution, one can show the following
properties:
E[G(A)]

=

V ar[G(A)]

=

H(A)
H(A)(1 − H(A))
α+1

(4.17)
(4.18)

The type of distribution G is controlled by the base distribution H (e.g., if H
is a multinomial distribution, G is a multinomial distribution as well). When
DP (α, H) is used as a prior, α can be seen as the amount of pseudo observations (i.e., the strength of the prior; similarly to the Dirichlet distribution for
LDA, see Sec. 4.2.3).
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Posterior Distribution
Assume the following process:
G

∼

DP (α, H)

θ1 , . . . , θn

∼

G,

(4.19)

where G is drawn from a DP and the θi are drawn i.i.d. from G. G is
not known, and DP (α, H) is the prior on G. The θi are observed. We are
interested in the posterior distribution p(G|θ1 , . . . , θn ).
Assume A1 , . . . , Ar is a partition of the domain Θ of H. (G(A1 ), . . . , G(Ar ))
is Dirichlet distributed. Let nk be the number of θi falling in Ak . Then, the
posterior is defined by:
(G(A1 ), . . . , G(Ar ))|θ1 , . . . , θn ∼ Dir(αH(A1 )+n1 , . . . , αH(Ar )+nr ), (4.20)
which holds for every partition A1 , . . . , Ar .
To compute the posterior DP, the prior DP (α, H) can be updated using the
observations θi :
Pn
α
n
i=1 δθi
G|θ1 , . . . , θn ∼ DP (α + n,
H+
),
(4.21)
α+n
α+n
n
where δθi is a point mass at θi . The new base measure of the posterior DP
is a mixture of the prior base measure H and the evidence θi , similar to
the posterior of the Dirichlet distribution (see Sec. 4.2.3). Hence, the DP
can be seen as a prior consisting of pseudo observations, where the posterior
adds the empirical distribution (point masses at observations) to the pseudo
observations.
Blackwell-MacQueen Urn Scheme
The predictive distribution θn+1 |θ1 , . . . , θn can be constructed using the following scheme. There is an urn of balls, which is empty in the beginning. In
the first step, a random value θ1 is chosen from a distribution H and written
onto a ball, which is dropped into the urn. In the beginning of the (n + 1)-st
step, there are n balls in the urn. Then, either a new ball is marked with a
α
, or a
new random value θn+1 and dropped into the urn with probability α+n
ball is randomly selected from the urn and copied, and both are dropped into
n
the urn with probability α+n
.
The value on a new ball will be

δθi
θn+1 ∼
H

with probability ∝ 1
with probability ∝ α

(4.22)
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customer n + 1

?

p1 =

5
n+α

n1 = 5

p2 =

3
n+α

n2 = 3

p3 =

2
n+α

pk =

...

n3 = 2

1
n+α

pk+1 =

α
n+α

nk = 1

Figure 4.7: Chinese Restaurant Process. A new customer n+1 selects a table
with the probability proportional to the number of customers already sitting
there. Alternatively, he chooses a new table.
It can be shown that the predictive distribution for θn+1 is
n

θn+1 |θ1 , . . . , θn ∼

X
1
(αH +
δθi ),
α+n
i=1

(4.23)

which is a construction of the DP.

Chinese Restaurant Process (CRP)
An intuitive definition of a DP can be given using the Chinese Restaurant
Process, which is a stochastic process that generates one sample at each time
step.
Imagine a restaurant with an infinite number of tables, each of which can
accommodate an infinite number of customers (see Fig. 4.7). At each time
step, one new customer enters the restaurant. Customers are assigned positive
integers in order they enter, starting with 1. In the nth time step the nth
customer enters. Assume K tables are already in use. The nth customer has
to choose between K + 1 actions: Either he sits at one of the K tables already
in use, or he chooses a new table.
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The probability for each action is given by
 nk
1≤k≤K
n+α
p(k) =
α
k = K + 1,
n+α
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(4.24)

where nk is the number of people already sitting at table k. α > 0 is the
concentration parameter, which determines the preference of sitting at a new
table. The probability to sit at a table is proportional to the number of people
already sitting there.
After each time step n, the process defines a partition of the first n numbers.
Hence, the process defines a distribution over partitions of n elements, and
the number of partitions is not fixed. Thus, the process models a distribution
over all possible partitions of n elements, ranging from partitions with only
one group to partitions with K = n groups. The process doesn’t make the
distribution explicit as a probability distribution, but allows us to randomly
draw a partition.
By writing down the probability for a given end state, it can be shown that
the probability is not dependent on the order of the customers. Hence, the
ordering (i.e., numbering) of the customers and tables does not matter. This
exchangeability property is important in later sections.
Representing the DP using the CRP
Let φi be the table chosen by customer i. Using this notion, we can reformulate
the CRP very close to the Blackwell-MacQueen Urn Scheme. The next chosen
table φn+1 is then:

φi
with probability ∝ 1
φn+1 =
(4.25)
K + 1 with probability ∝ α
Whenever a customer sits a new table, he draws a random value from H and
writes it on a sign on the table. If θi is the sign at the table φi that customer
i has chosen, then

δθi with probability ∝ 1
θn+1 ∼
(4.26)
H
with probability ∝ α.
Hence, the sign θn+1 associated with a new customer is either one of the signs
of customers already in the restaurant, or a new one.
The generated θi have the statistical properties of coming from a common G
drawn from a DP. Notice that both implementations of the DP, the CRP and
the Blackwell-MacQueen Urn Scheme, never make G explicit. Depending on
the application, G may not be needed explicitly. However, it may be beneficial
to instantiate G for Gibbs Sampling in complex models. Thus, we present a
process to construct a random instance of G in the following.
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Stick-breaking Construction
An important insight of the CRP construction and the Blackwell-MacQueen
Urn Scheme is the clustering property of the DP: The more often a value θ
has been drawn, the higher the probability to be drawn again. Since the CRP
construction is infinite, an explicit instantiation of G is not possible. Basically,
G is a infinite list of atoms at the location of already drawn values.
However, G can be approximated by the most important atoms. For this
purpose, the Stick-breaking Construction computes G as an infinite sum:
∼

βk
πk

Beta(1, α)

=

βk

k−1
Y

(4.27)

(1 − βk )

l=1

θk∗

∼

G

=

H
∞
X

πk δθk∗

k=1

The construction of πi is sometimes abbreviated by π ∼ GEM (α). This
infinite process can be terminated based on the size of πk , for which holds
πk+1 ≤ πk by construction.
Assume G is approximated up to k = K by
G=

K
X

πk δθk∗ ,

(4.28)

k=1

which is a mixture of K Dirac distributions. Drawing a value θ from this explicit representation means drawing an index i from the multinomial distribution
(π1 , . . . , πK ):
i

∼

Mult(π1 , . . . , πK )

θ

=

θi∗

(4.29)

In practice, for an approximation of up to K, one keeps track of the lost
mixture components by computing
i
∗
πK+1

∼
=

∗
Mult(π1 , . . . , πK , πK+1
))

1−

K
X

(4.30)

πk

k=1


θ

=

θi∗
∗
θK+1

1≤i≤K
i=K +1

The Stick-breaking Construction is especially useful for Gibbs Sampling.
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H

α

θi

G

xi

Figure 4.8: The graphical representation of the DPMM. Rectangular nodes
are the parameters and circular nodes are hidden variables (filled if observed).
G is drawn from DP (α, H). Then, for each of the n data points to be generated, we first draw a cluster center θi ∼ G and then generate a data point
xi ∼ F (θi ). For example, we use Gaussian clusters with a fixed variance (i.e.,
F (θi ) = N (θi , Σ)), and the shape of H is a Gaussian itself.

4.2.6

Dirichlet Process Mixture Model

A Dirichlet Process mixture model is an extension of the original mixture
model (Sec. 4.2.1) using a Dirichlet Process (Sec. 4.2.5). While the original
mixture model was a finite mixture of K components, the DPMM is an mixture
model with a countably infinite number of components (see Teh (2007)). The
actual number of clusters is automatically inferred from data .
The generative process of a DPMM is defined by:
G|α, H

∼

DP (α, H)

θi |G

∼

G

xi |θi

∼

F (θi )

(4.31)

and the corresponding graphical model is shown in Fig. 4.8.
The DPMM is general, as H and F can be chosen. Here, we use Gaussian
clusters with a fixed variance (i.e., F (θi ) = N (θi , Σ)). H is a distribution over
possible cluster centers. Typically, the shape of H is a Gaussian itself. G is
drawn from DP (α, H), thus it is an infinite mixture of cluster centers as shown
in the section before. The number of cluster centers in G with high probability
depends on the concentration parameter α. For each of the n data points to
be generated, we first draw a cluster center θi ∼ G and then generate a data
point xi ∼ F (θi ).
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Using the Stick-breaking Construction, the DPMM can be equivalently expressed by:
π

∼

GEM (α)

θk∗

∼

H

zi |π

∼

Mult(π)

xi |zi , {θk∗ }

∼

F (θz∗i )

(4.32)

In this formulation, the elements of a mixture model are more obvious:
• πi are the mixture component weights
• θk∗ are the cluster parameters
• H is the prior over the cluster parameter
• zi are the cluster assignments of xi
• F (θk∗ ) specifies the distribution over data in cluster k
The selection of mixture components for data generation is illustrated in
Fig. 4.9.
An analogy to the CRP is illustrative: Each time a data point is generated,
a new customer entering the restaurant is simulated. He either chooses an
old table or a new one. In the case of an old table, he reads the sign on the
table (i.e., a cluster center), generates one data point according to the cluster
center, and then stays at that table. In the case of a new table, he chooses
a new value θn+1 ∼ H, writes it on the new sign, and generates a data point
accordingly. The data points are exchangeable (see Section 4.2.5), which will
be important for inference (analogously to the customers in the CRP).

Inference
Inference on DPMM basically is equivalent to finding θi for each xi , which can
be done using Gibbs Sampling. We’ll discuss two ways of sampling. First, we
sample θi directly. Second, we sample only the cluster assignment φi of xi ,
while θi is integrated out.
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Figure 4.9: Illustration of the selection of mixture components in a DPMM.
G0 is the prior over cluster configurations (here chosen to be a Gaussian distribution (red); G0 is equal to H in Fig. 4.8). A drawn G has selected a few
configurations, shown as a mixture of Dirac distributions (blue lines). θi selects one of the configurations (i.e., one µ for Gaussian clusters with a fixed
variance) to generate xi , shown as a single blue line.
Direct Sampling. In this approach we sample only θi , integrating out G.
To sample θi , we need the distribution of θi conditioned on its neighboring
nodes (see Fig. 4.8):
p(θi |xi , G).
(4.33)
Without making G explicit (similar to representing the DP using the CRP),
we can write
p(θi |xi , {θj6=i }) ∝ p(θi |{θj6=i })p(xi |θi ),
(4.34)
because a drawn sample θi is conditioned on the θj6=i drawn so far.
The Blackwell-MacQueen Urn Scheme conditions the next draw based on the
previous draws as
n

θn+1 |θ1 , . . . , θn ∼

X
1
(αH +
δθi ).
α+n
i=1

As the θi are exchangeable, the the conditional probability of a θi is
X
1
θi |{θj6=i } ∼
(αH +
δθj ).
α+n

(4.35)

(4.36)

j6=i

and
p(θi |{θj6=i }) =

X
1
(αh(θi ) +
δθj (θi )),
α+n
j6=i

(4.37)

108

4. Scene Activity Analysis

where we used h as the probability density for H, and δθj (θi ) = 1 only if
θj = θi . For p(xi |θi ) we simply evaluate the probability density function f for
F:
p(xi |θi ) = f (xi |θi )
(4.38)
To sum up, the sampling distribution for a node θi is:
p(θi |xi , {θj6=i }) ∝

X
1
(αh(θi ) +
δθj (θi )) · f (xi |θi ).
α+n

(4.39)

j6=i

Since it is not obvious how to draw a sample from this distribution, we rewrite
it in a form closer to the Blackwell-MacQueen Urn Scheme. Removing the
constant factor (α + n)−1 and factoring f (xi |θi ) in results in
X
p(θi |xi , {θj6=i }) ∝ αh(θi )f (xi |θi ) +
δθj (θi )f (xi |θi ).
(4.40)
j6=i

Furthermore, we apply the Bayes rule, resulting in
h(θi )f (xi |θi ) =

h(θi )f (xi |θi )
f (xi ) = h(θi |xi )f (xi ),
f (xi )

where f (xi ) is the prior over xi integrating out θi
Z
f (xi ) = h(θ)f (xi |θ)dθ,

(4.41)

(4.42)

and h(θi |xi ) is the posterior of θi in analogy to the (evidence-less) prior h(θi ).
If a conjugate prior h(θi ) is used, the posterior h(θi |xi ) is of the same class
and easier to compute.
To sum up, this results in the distribution
p(θi |xi , {θj6=i }) ∝ αh(θi |xi )f (xi ) +

X

δθj (θi )f (xi |θi ),

(4.43)

j6=i

from which we sample using a Blackwell-MacQueen Urn Scheme-like process:

θj
with probability ∝ f (xi |θj )
θi =
(4.44)
∼ h(θ|xi ) with probability ∝ αf (xi )
Hence, to sample θi , a value of another θj6=i is assigned with probability proportional to f (xi |θj ). Otherwise, a new value for θi is chosen according to the
distribution h(θ|xi ), which is the posterior of θ given xi .
In a CRP analogy, the first option corresponds to sitting at an old table.
Thus, xi joins the cluster of another xj . The second possibility corresponds
to starting a new table, i.e., starting a new cluster for xi .
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Indirect Sampling. Indirect Gibbs Sampling samples the cluster assignments φi instead of the cluster configurations θi . This turns out to be more
efficient in both speed and quality than direct sampling.
Let θi∗ be the unique values for θ. As the number of clusters is K, θi∗ ranges
from i = 1 to K. Instead of associating a data point xi directly with θi , we
associate a cluster index φi with a data point such that
θi = θφ∗ i

(4.45)

To implement this scheme, we need to sample from
p(φi | {φj6=i }, {xj }, xi ) ∝ p(φi |{φj6=i })p(xi |φi , {xj })

(4.46)

which depends also on other xj and not just on xi as before. The reason for
this is that the probability of putting an xi into the same cluster as other xj
depends on their actual values. Intuitively, if the xj are very different from
xi , it is not very likely that they belong to the same cluster.
We can apply the CRP to the first conditional, since φi are just cluster assignments 1 to K (i.e., tables in CRP):

p(φi = k|{φj6=i }) ∝

nk
α

1≤k≤K
k =K +1

(4.47)

As for the CRP, we used nk as the number of customers sitting at table k, or
the number of data points assigned to cluster k, respectively. In contrast to
the direct sampling scheme, there is no cluster configuration involved in the
first conditional. Exchangeability applies here in the same way as before.
The second term p(xi |φi , {xj }) is the probability of xi being assigned the
cluster index φi , together with other data points xj . By integrating over θ, we
can get the desired conditional:
Z
p(xi |φi , {xj }) = p(xi |{x}) =

Z
p(xi |θ)p(θ|{x})dθ =

f (xi |θ)h(θ|{x})dθ,

(4.48)
where for simplicity we write {x} for all the data points in the same cluster as
the currently considered xi .
This integral is not always easy or even feasible to solve. However, when using
a conjugate prior h(θ), h(θ|{x}) is in the same family of distributions, which
usually makes it simple to solve.
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Figure 4.10: The Hierarchical Dirichlet Process mixture model. Rectangular
nodes are parameters and circular nodes are hidden (filled if observed).

4.2.7

Hierarchical Dirichlet Process Mixture Model

The HDP mixture model extends the DP mixture model for clustering of
discrete data based on co-occurrence. The number of mixture components
is unknown a priori and inferred from data. The model has been developed
by Teh et al. (2006) for problems that involve groups of data, where each
observation within a group is a drawn sample from a mixture model, and
where we want the groups to share mixture components.
A Dirichlet process is employed for each group of data to provide a nonparametric prior for the number of mixture components within each group.
The goal is that the DPMMs for each group of data are tied together by a
parent Dirichlet process, such that the mixture models in the different groups
share mixture components. Hence, the base measure for the child Dirichlet
processes is itself distributed according to a Dirichlet process.
The HDPMM is defined by:
G0 |H, γ

∼

DP (γ, H)

Gj |G0 , α0

∼

DP (α0 , G0 )

θji |Gj

∼

Gj

xji |θji

∼

F (θji )

(4.49)

and the corresponding graphical model is shown in Fig. 4.10.
We discuss the process using document modeling terms. Data points are words,
which are grouped in different documents. Topics are multinomial distributions over words, which we want to be shared by different documents. The
corpus is the set of all documents.

4.2. Theoretical Background
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Figure 4.11: Illustration for the selection of mixture components in a
HDPMM. G0 chooses the global list of mixture components from H. Since
the DP for Gj can only choose from the topics of G0 , Gj is a mixture over a
subset of the atoms in G0 . Finally, θji is one mixture component, based on
which data points are drawn.
There are M documents, each of which contains N words.5 We use j as a document index and i as a word index (inside a document). H is a distribution over
multinomial distributions (= topics), a Dirichlet distribution in this example.
G0 is the top DP and chooses the global mixture of topics. G0 ∼ DP (γ, H)
is an infinite mixture of all possible atoms. For each document j, a separate
DP is employed. Gj is then a sample from the DP (α0 , G0 ). As new atoms in
Gj can only come from the base measure G0 , Gj is a mixture over a subset of
the atoms in G0 .
In other words, G0 contains the average topic mixture used throughout the
whole corpus of all documents. Gj contains the topic mixture used for one
document. Since the DP for Gj can only choose from the topics of G0 , the
different Gj are likely to share topics.
The generation process is similar to LDA, illustrated in Fig. 4.11. Each word
xji is drawn from its topic θji using a multinomial distribution F (θij ) =
Mult(θji ). Gj can be seen as a mixture over a subset of the atoms in G0 ,
from which θji is selected.
The Chinese Restaurant Process can be extended to this hierarchical scheme,
called Chinese Restaurant Franchise (CRF), using multiple Chinese restaur5
This is not a requirement of HDP; each document can be of arbitrary length. However,
it is easier to implement HDP if each documents contains exactly N words.
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ants. Each customer orders a menu and all customers at the same table share
it. In addition, some menus are shared among the different restaurants.
Inference in a HDPMM is similar as in a DPMM. The difference are the additional layer(s) of Dirichlet processes. Thus, for each sub-DPMM, Gibbs
Sampling is performed by using the indirect assignment scheme from the previous section. The sub-DPMMs are connected through the Dirichlet process
G0 ∼ DP (γ, H). G0 is sampled using the Stick-breaking Construction, in
contrast to the Gj in the DPMMs. Thus, G0 has a concrete value, and the Gj
of the sub-DPMMs become independent from the sampling process. For more
details, we refer to Teh et al. (2006).

4.3

Extending HDP Mixture Models for Scene Activity
Modeling

As described in the last section, Hierarchical Dirichlet Processes (HDP) have
been originally proposed by Teh et al. (2006) to model the dependencies
between text documents. Documents are mixtures of topics, which themselves are mixtures of words, and a common set of topics is shared by different
documents.
In a HDP, a collection of documents is modeled as an unordered set. However,
in our context, a document is a short video clip, typically lasting a few seconds.
In order to model temporal dependencies between documents, we need to treat
them as an ordered sequence. Towards this end, we jointly model patterns of
activities and their dependencies by integrating multiple independent higherorder Hidden Markov Models (HMM) in the HDP mixture model. Finally, for
each action in the scene, an inferred sequence of activities is represented by a
HMM based on distributions of observations (which are optical flow ‘words’).
Our method learns both the HDP parameters and the HMM structures and
parameters.

4.3.1

Defining Actions as Sequences of Activities

Given an input video, we extract optical flow in each pair of consecutive frames
using the method of Zach et al. (2007). The optical flow vectors (Fig. 4.12(a))
are then discretized using a codebook. The words w = (x, y, u, v) of the codebook represent the movement (u, v), discretized into 8 directions, at positions
(x, y) arranged on a grid with a spacing of 10 pixels (Fig. 4.12(b)). The video
is divided into short, sequential clips of 3 seconds. Each clip is represented by
the words accumulated over its frames.
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(a) Optical flow.

(b) Codebook.
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(c) Sequence of activities are actions.

Figure 4.12: The optical flow (a) is discretized into a grid and 8 directions
to build the codebook (b). (c) Activities a–c are represented by co-occurring
words. Each activity is caused by optical flow in (different) image regions. A
scene consists of several co-occurring activities. An action is a causal relationship between activities, e.g., “When c happens, d will follow. But if b is also
active, d is deferred.”
We model activities as co-occurring words, i.e., flow that happens at different
positions in the same clip (activities = flow patterns). Hence, an activity is
a distribution over the words in the codebook. Activities are independent of
time. To introduce the time dimension, actions are defined as sequences of
activities (Fig. 4.12(c)) across several clips. A scene consists of several actions,
possibly co-occurring at the same time.

4.3.2

Generative Model

We model activities and actions using the generative model in Fig. 4.14, which
extends HDP by integrating multiple HMMs (using the plate notation from
Fig. 4.13). G0 is the global list of activities, shared by all clips. The outer
box t repeats for each clip. We model each action by a higher-order HMM m,
which consists of a hidden state smt at time t. The box m repeats for each
action.
The degree of a HMM is not fixed; a state may depend on any number of past
states. Although the plate notation in Fig. 4.13 does not illustrate this point,
we stick to it for compactness. In the HMM m, for each state c, a subset of
activities G∗mc ⊂ G0 are active. Based on the state at time t, the corresponding
activities are selected Ĝmt = G∗mk (where k = smt ). The current activities of
all actions are mixed for a clip t: Gt = ∪m Ĝmt . Based on the activities Gt ,
flow words xti are generated by first drawing one activity θti and then a word.
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smt
m

xt
t
Figure 4.13: The plate notation for HMMs. Several independent higher-order
HMMs m represent the actions in a scene. Each HMM consists of a hidden
state smt at time t. xt is an observed word.

4.3.3

Mixtures of Flow Patterns

As described before, activities are flow patterns θ. A flow pattern is a multinomial distribution over the words in the codebook. Typical flow patterns are
caused, e.g., by objects moving on a car or tram lane. Both one clip and one
HMM state are modeled as a mixture of flow patterns (MoFP) G, e.g., caused
P
by two lanes (Fig. 4.12(c)). Therefore, the MoFP of a clip Gt = m Ĝmt is
the sum of the output from the HMMs.

4.3.4

Hierarchical Dirichlet Process

Our hierarchical modeling structure is analogous to document modeling. Textual words correspond to our flow words xti , topics are activities θti , and
documents are clips, characterized by a selection of flow activities.
As described before, the MoFP Gt of clip t is the sum of outputs Ĝmt of all
HMMs, and Ĝmt is in turn a selection from G∗mc . A mixture G is a multinomial
distribution over activities θ. However, we do not want to specify the activities
θ or fix their total number beforehand. Both should be inferred from the data.
This can be realized using a hierarchical Dirichlet process (HDP), which uses
Dirichlet processes (DP) on two levels. A DP generates infinite mixtures.
However, typically only few elements have high probability (see Sec. 4.2.5).
In our model, the first DP generates G0 , which is the global list of activities,
and the second DP generates the different G∗mc , which can be seen as subsets
of activities used for the states c of one HMM m (Fig. 4.14). Thus, activities
from the global set G0 will be shared by the different G∗mc . This allows the
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H

H
γ

G0

γ

Gt

Gt

α

θti

θti

G0

G∗mc

α
c

smt

Ĝmt
m

xti

xti
i

i

t

t

Figure 4.14: Our model (left) compared with a standard HDP (right). The
activities G∗mc for state c of one HMM m are drawn as subsets from the global
list of activities G0 . Ĝmt are the current activities of the active state smt of
one HMM m at time t. The combined output of all HMMs forms the activities
Gt , which represent mixtures of flow patterns. Flow patterns are generated
by drawing one activity θti and then a word xti . In the original model (right),
activities Gt are directly drawn as subsets of G0 .
different HMMs to share statistical strength. Without sharing, the model is
ill-posed since infinitely many combinations of MoFPs and activities generate
the same output.6
We focus here on the role of HDP in our model. A draw from a DP G0 ∼
DP (γ, H) with base distribution H and concentration parameter γ can be
formulated using the stick-breaking construction:
πk0 |γ, H ∼ Beta(1, γ)
πk = πk0

k−1
Y

1 − πl0

θk |γ, H ∼ H
G0 =

P∞

k=1

(4.50)

πk δθk

l=1
6
See the seminal paper of Teh et al. (2006) for details about HDP and a discussion on
the learnability of HDP.
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Thus, a DP is a stochastic process that generates a distribution G0 in the form
of an infinite mixture of atoms θk drawn from H. A draw from the mixture
G0 results in one of the atoms θk .
In our case, the atoms θk are multinomial distributions over words in the
codebook (activities or flow patterns, as defined above). Therefore, H needs
to be defined as a distribution over multinomial distributions, for which we
use the Dirichlet distribution:
H = Dir(D0 )

(4.51)

θk |γ, H ∼ Dir(D0 )
Thus, drawing from θk generates words from the codebook (i.e., individual
flow vectors).
P
Because of G0 = ∞
k=1 πk δθk , a DP selects a subset of activities {θk } from its
base distribution. We introduce the second DP by defining G∗mc ∼ DP (α, G0 ),
where the base distribution G0 itself is drawn from a DP. Thus, the G∗mc will
be subsets of G0 . We illustrate this property by using the stick-breaking
construction again:
G0 =

∞
X

(4.52)

πk δθk

k=1

π̂k0 |α, G0 ∼ Beta(1, α)
τk ∼ Mult(π1 , π2 , . . .)
π̂k = π̂k0

k−1
Y

1 − π̂l0

θ̂k |α, G0 = θτk
G∗mc =

P∞

k=1

π̂k δθˆk

l=1

Hence, each G∗mc selects activities created by G0 but does not introduce new
ones.

4.3.5

Summary

The model in Fig. 4.14 first generates a global set of activities from the infinite
mixture G0 . Then, each HMM m uses a subset G∗mc of theses activities as its
states c. Based on the current state smt of a HMM, an output mixture Ĝmt is
selected for clip t. The common output Gt of all HMMs generates the activities
in clip t. Finally, an arbitrary number of words are generated by repeatedly
drawing first an activity θti and then a flow word xti . The model is learned
based on the observations xti , which are obtained by discretizing the optical
flow to words from the codebook. H, γ, and α are hyper-parameters set by
the user.

4.4. Learning Actions and Scene Rules
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Our model is quite general and includes the Dual-HDP model of Wang et al.
(2009) as a special case: We can reduce our model to Dual-HDP by using
only one HMM with uniform transition probabilities that model a sequence of
states with no dependency on previous states. This specific HMM is equivalent
to drawing a state uniformly from a set of states.

4.4

Learning Actions and Scene Rules

In general, we use Gibbs Sampling to learn our model (see Sec. 4.2.4). For the
reduced model described above, Gibbs Sampling can be performed efficiently.
Instead, the full model with multiple HMMs is very complex (Fig. 4.14) and
requires a large amount of (unsupervised) data for training (we use 3-hour
video sequences), making learning very slow. For this reason, we learn the full
model in two stages: (1) finding typical mixtures of activities as flow patterns
θ, which are then used as basic building blocks for (2) learning HMMs that
represent sequences of activities (actions). Based on them, our method infers
scene rules and determines the periods of the actions.

Stage 1: Finding Common Activities. In the first stage, we concentrate
on finding the global pool G0 of activities θ. For this purpose, we temporarily
ignore the HMMs, resulting in the standard HDP model of Fig. 4.14 (right).
Therefore, the Gt ∼ DP (α, G0 ) are directly drawn as subsets from G0 . For
this stage, we use Gibbs Sampling as described by Teh et al. (2006).

Stage 2: Finding Rules of the Scene. In Section 4.3, we extended HDP
to model a scene as a sequence of clips instead of a set of clips. For this
purpose, we integrated multiple HMMs into HDP, without fixing their degree.
Since a clip is chosen to be rather short (3 seconds) to properly represent
the activities of a typical scene, we need HMMs with rather high degrees
to express meaningful actions and temporal dependencies between activities.
For example, a HMM with degree 10 only covers 30 seconds in our setting.
Unfortunately, the number of degrees of freedom (DOF ) of a HMM transition
matrix grows exponentially with the degree of the HMM. Therefore, estimating
the transition matrices quickly becomes intractable, i.e., there is not enough
data to estimate all parameters and it is computationally very demanding.
We solve this dilemma by injecting a prior structure into the transition matrices.
This reduces their DOF, so that we do not have to estimate the complete transition matrices. The structures specify the type of patterns we would like to
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find in the data (e.g., periodic actions). In Sec. 4.4.1 and 4.4.2, we present the
different structures we use to learn the HMMs.
Ultimately, we aim for a system that can answer questions like “Which lanes
are blocking which others?” or “Where are typical branching paths?”. These
questions can be asked by querying the learned model with different topologies
for HMM transition matrices. Given a query topology, our algorithm selects
automatically the corresponding, learned HMMs (see Sec. 4.4.3 and 4.4.4).

4.4.1

Periodic Actions

As described in Sec. 4.3, each action is modeled by a HMM, where a state
represents one or more active activities. Periodic actions happen repeatedly
after a fixed, unknown time interval, which we want to estimate.
If an event happens only every 30 time steps (i.e., every 90 seconds), a HMM
of degree 30 or more is needed. However, if we consider another HMM with
2 states, indicating that the current activity either is “idle” or “active”, we
are not interested in the last 30 states but only in how long the HMM stayed
in the “idle” state. For this reason, we define the transition probability of a
HMM with degree d as
p(st |st−1 , . . . , st−d ) := p(st |st−1 , Dt−1 ),

(4.53)

where Dt−1 ∈ [1..d] is the number of time steps the HMM was in the latest
state st−1 .
Thanks to the prior structure we thus inject (i.e., only the duration of the
latest state matters), the DOF is reduced from exponential to linear in d.
We say that the HMM has a memory of one state duration, as it remembers
for how long it was in the latest state, but not what happened before that.
Analogously, a HMM with a memory of the duration of two states has the
transition probability
p(st |st−1 , . . . , st−d ) := p(st |st−1 , Dt−1 , st−1−Dt−1 , Dt−1−Dt−1 ),

(4.54)

where the current state depends on the latest state and its duration as well as
the second latest state and its duration.
In general, more HMM states are required to model a periodic action composed
of more activities, i.e., over a longer time period. However, as it needs less
training data to learn HMMs with a low DOF, we favor simpler HMMs. Assume a periodic sequence of 3 activities s1 = (a1 , a2 , a3 ; a1 , a2 , a3 ; a1 , a2 , a3 ; . . .).
Instead of using one HMM, s1 can also be modeled by using several simpler
HMMs, each describing the same sequence over a subset of activities. For
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example, s2 = (a1 , a2 ; a1 , a2 ; a1 , a2 ; . . .) has the same period than s1 . Hence,
instead of modeling the more complex sequence s1 using one HMM, we use
several simpler HMMs to generate the same sequence, enabling to detect the
period of actions composed of several activities.
In practice, we select the 20 most important topics and for each topic build
a sequence of the two states “active” and “idle” based on the topic mixture
weight over time (see Sec. 4.4.3). Then, we compute the probability of the
transition from idle to active for a certain activity, depending on the duration
d of staying in the idle state:
f (d) = p(st = active|st−1 = idle, Dt−1 = d).

(4.55)

If f (d) is very flat except for a clear (single) peak d = T , T is the found period.

4.4.2

Rules of the Scene

Scene rules describe causal relations between activities, which can be either cooccurring or consecutive. For example, co-occurring activities correspond to
lanes usually active at the same time (or to lanes that cannot be active at the
same time, respectively). Our model allows us to find such relatively simple
rules similarly to Wang et al. (2009), which we demonstrate in Sec. 4.5.1. In
this section, we concentrate on the harder task of finding rules for consecutive
activities (i.e., finding the order of activities).
To find sequences of HMM states, where a state represents one or more active
activities, the timing of the transitions between the states is not important.
What matters is the sequence of different states. Hence, staying in the same
state from t to t + 1 is not relevant, i.e., the following two sequences are
equivalent:
aaaaabbccccaaabbbbbbccaaabbbbbbbccc ≡ abcabcabc

(4.56)

We can formulate this “compression” of the state sequence by using the notation from before:
p(st |st−1 , . . . , st−d ) := p(st |st−Dt , st−Dt −Dt−D , st−Dt −Dt−D
t

t

−Dt−Dt −D

t−Dt

, . . .)

(4.57)

In other words, the next state only depends on the last few state changes.
In our videos, a state typically lasts up to 10 time steps (i.e., 10 × 3 = 30
seconds) before changing to a different state. Hence, on average, we compress
sequences by a factor of 10. The complexity of HMMs necessary to describe
such compressed sequences can thus be drastically reduced.
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G0

G∗mc
c

smt

Ĝmt
m

Gt
t

(a) Reduced model for stage 2.

a

c

b
(b) Exemplary topology.

(c) Corresponding scene rule.

Figure 4.15: (a) The reduced model for stage 2. (b) The user queries the
model by specifying topologies for HMM states, e.g., to find branches in a
traffic scene. (c) Based on the query, the algorithm finds scene rules and
corresponding situations.
In practice, we take all subsets up to a certain size from the most important
topics. For each subset, the topic mixture weights are thresholded for each clip,
which results in a sequence of vectors “0” or “1”, which is then compressed
according to Eq. 4.57. The different vectors are then used as states for a HMM
and the transition probabilities estimated by counting.

4.4.3

Model Generation

In stage 2, we learn HMMs with the prior structures defined before. At this
point, stage 1 has already found the global set of activities G0 and the set of
activities Gt for clip t. Therefore, the original model (Fig. 4.14, left) reduces
to the one in Fig. 4.15(a), where G0 and Gt are observed.
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To simplify HMM learning, we approximate the mixtures of activities G by
sets of activities (i.e., binary mixtures of flow pattern MoFP, Sec. 4.3.3). This
is equivalent to setting the mixing weights uniformly. G0 is now a fixed binary
MoFP. G∗mc can be seen as subsets of G0 used as states for the HMMs. In
this stage, we learn both the HMMs smt and the G∗mc . Gt is the fixed set of
activities active in clip t and is modelled as the union of all Ĝmt . An activity
is considered active if its mixing weight in Gt is above a threshold.

4.4.4

Model Selection

For a typical scene, G0 contains about 20 activities with high probability (see
Sec. 4.5.1). We consider finding HMMs that model relations between up to 4
activities, which limits the complexity of a HMM to 24 = 16 states. Therefore,
the search over all possible subsets G00 of G0 of cardinality ≤ 4 is feasible. For
each subset G00 , we find the set of states G∗mc of one HMM by building all
possible subsets of G00 . Comparing those states G∗mc to the sequence of binary
MoFPs Gt yields a sequence of states. We then learn transition probabilities
for this sequence of states for each of the two HMM structures presented before
(i.e., Eqn. 4.53 and 4.57) by counting the effective transitions. This yields a
set of learned HMMs.
Finally, the model is ready for querying. This relates to finding learned HMMs
with a transition matrix that corresponds to a topology specified by the user.
For example, such a query topology could be that a state a should be followed
by one of two states b or c, which represents a branch in a traffic scene (see
Figs. 4.15(b) and 4.15(c)).
Notice how many interesting questions can be very easily translated into topologies, and that the user only specifies a topology, not the actual states. Given
topologies specifying rules we want to search for, the algorithm automatically
selects the corresponding HMMs among those it previously learned. The selection is based on automatic inspection of the learned transition probabilities.
In Sec. 4.5, we show that the answers from the method represent the salient
actions of the scene very well.

4.5

Experiments

Experimental Setup. We experiment on four videos of three different city
scenes (HD resolution, 25 frames per second, up to 3 hours long). The videos
are taken from three public, crowded places in Zurich. Sequences 1 and 2 are

122

4. Scene Activity Analysis

taken from ETH 7 , sequence 3 from Bellevue 8 , and sequence 4 from Schaffhauserplatz 9 . The sequences from ETH are different with respect to lighting
and weather conditions.
First, we compute the optical flow for all frames, considering only flow vectors
on a grid with 10 pixel spacing. Second, we remove flow that corresponds to
an object moving slower than a car or tram, since the spatial resolution of the
computed flow for small objects like pedestrians is too noisy for a large field of
view. Finally, the remaining flow data is discretized into words according to
the 8 directions of the codebook (Fig. 4.12(b)). We consider only the direction
of motion, not the velocity. In the rest of this section, we qualitatively evaluate
our system by asking increasingly complex questions about the scenes.
We have tried different clip lengths of 1, 2, 3, and 6 seconds. The optimal
clip length is scene dependent, because it will determine the duration of an
activity. On the one hand, there is too much flow accumulated in a 6 second
clip for HDP to reliably discover single activities for our scenes. On the other
hand, a shorter clip length will generate more clips, thus results in higher
computational costs. We found that for our scenes, clips with a duration of 3
seconds was a good compromise.

4.5.1

Typical Activities and Representative Situations

We start by asking “How does a scene typically look like?”. For this purpose,
our algorithm automatically learns activities (corresponding to HDP topics)
and mixtures of co-occurring activities (see Sec. 4.3). Based on the mixture
weights, we select both the activities and the mixtures of activities that explain
at least 2% of all observations from a certain scene (i.e., based on the topic
probabilities).
We show both the single activities (Figs. 4.16, 4.18, 4.20(a), 4.21) and the
mixtures of activities (Figs. 4.17, 4.19, 4.20, 4.22) together with representative, automatically found images. Furthermore, the weights to compose the
mixtures of activities from the most important single activities are shown. As
can be seen, the mixtures of activities represent very well the most typical, frequent situations from a scene. In general, the trams appear less frequently in
the scenes, thus the most representative mixtures of activities do not contain
any tram activities.
7
Google Maps of ETH: http://maps.google.com/?ie=UTF8&ll=47.377043,8.548018&spn=
0.001544,0.002009&t=h&z=19
8
Google Maps of Bellevue:
http://maps.google.com/?ie=UTF8&ll=47.366776,8.
545915&spn=0.001499,0.002009&t=h&z=19
9
Google Maps of Schaffhauserplatz: http://maps.google.com/?ie=UTF8&ll=47.391333,8.
538748&spn=0.001543,0.002009&t=h&z=19
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Figure 4.16: The most important activities (topics, in decreasing order from
top left–bottom right) for the first ETH sequence (explaining 22%, 16%, 13%,
9%, 5%, 5%, 4%, 3%, 2%, 3%, 5%, 2% of the activity in the scene). As
can be seen, they represent the single activities in the scene very well. The
more complex mixtures of activities (Fig. 4.17) are learnt based on these single
activities.
Since the second ETH sequence contains less lighting and weather variations
than the first ETH sequence, the single topics are cleaner and represent smaller, more atomic activities (c.f., Figs. 4.16 and 4.18). Otherwise, both the topics and the mixtures of activities are comparable. Sequence three (Bellevue)
is rather simple and does not contain a large variety of different activities
(Fig. 4.20(a)). Activities 2 and 3 (top row, middle and right images) are split
because sometimes either (i) only the cars in the right part of the image are
allowed to drive while the others have to stop in front of a red light (topic 2),
or (ii) only the cars in the left part of the image can move when the light turns
but have to stop in the right part of the image because of a traffic jam (topic
3).
The fourth sequence (Schaffhauserplatz) is the most complex and consists of
many possible paths for both cars and trams (Fig. 4.21, see also the map in
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(a) Mixture of activities 1–4.

(b) Mixture weights to compose the 4 mixture of activities in (a) from the most important 6 activities in Fig. 4.16 (top two rows).

Figure 4.17: The most important and representative mixtures of activities for
the first ETH sequence are shown in (a), together with automatically selected,
corresponding images. They represent the most typical, frequent situations for
this scene. The mixture weights (b) show how the mixtures in (a) are composed
from the 6 most important single activities (topics) in Fig. 4.16 (top two rows).
These mixtures of activities relatively explain 33%, 30%, 21%, and 16% of all
observations.
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Figure 4.18: The most important activities (topics) for the second ETH
sequence. Because the video is less challenging than the first ETH sequence
in terms of lighting and weather changes, the topics are cleaner and represent
smaller atomic activities (e.g., pedestrians, bottom–middle; c.f., Fig. 4.16).
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(a) Mixture of activities 1–4.

(b) Mixture weights to compose the 4 mixture of activities in (a) from the most important 9 activities in Fig. 4.18 (top three rows).

Figure 4.19: The most important and representative mixtures of activities
(a) and mixture weights (b) for the second ETH sequence.

Fig. 4.24(b) that illustrates the four different tram lines). Hence, many different activities are necessary for the model to explain all the different movements
and constellations observed in the scene.

4.5.2

Periodicity

In this section, we ask: “Are there any periodic actions? If yes, what are their
periods?”. This question is directly casted by training HMMs with the prior
structure for periodic actions described in Sec. 4.4.1 and then fitting one HMM
with two states “idle” and “active” for each activity. For each, we compute
the probability f (d) for a transition from “idle” to “active”, depending on the
duration d of staying in the idle state. If f (d) is very flat except of T = d
where f (d) is very high, a periodic action is found with period T .
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(a) Single activities.

(b) Mixture of activities 1–3.

(c) Mixture weights to compose the 3 mixture of activities in (b) from the most important 7 activities in (a).

Figure 4.20: (a) The most important activities for the Bellevue sequence.
As can be seen, the single car and tram lanes are separated. The last topic
represents the bus lane, entering the normal street from below. The most
important and representative mixtures of activities are shown in (b), together
with the mixture weights (c).
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Figure 4.21: The most important activities (topics) for the Schaffhauserplatz
sequence. As the crossing is very complex, there are many different activities
necessary to explain all possible movements.
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(a) Mixture of activities 1–4.

(b) Mixture weights to compose the 4 mixture of activities in (a) from the 6 most
important activities in Fig. 4.21.

Figure 4.22: The most important and representative mixtures of activities
(a) and mixture weights (b) for the complex Schaffhauserplatz sequence. As
the trams appear less frequently in the scene, the four most representative
mixtures of activities do not represent any tram movements.
In Fig. 4.23, we exemplify the plot of f (d) for three selected periodic activities
of the first ETH sequence and the Schaffhauserplatz sequence. As can be seen,
a clear, unique peak can be observed in the plot of f (d), which corresponds to
the period T .
For the Schaffhauserplatz sequence, our algorithm finds 5 activities that appear
periodically in total (see Fig. 4.16). In reality, there exist four different tram
lines (c.f., Fig. 4.24(a)), which periodically move in both directions at different
lanes. Hence, there should be (at least) 8 periodic activities. Although the
found activities correspond to the different tram lines, only for one tram line
the lanes for both directions are represented by separate activities (Fig. 4.21).
On the one hand, the spatial resolution for the flow computation is limited.
Therefore, if a tram is moving very close to cars, the flow of a tram could also
be “explained” by an activity that mostly represents the motion of cars. On
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(a) Some periodic activities from the ETH sequence.
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(b) Some periodic activities from the Schaffhauserplatz sequence.

Figure 4.23: Automatically found periodic activities. A period T is found if
the probability f (d) for a transition from the HMM states “idle” to “active”
is very high at d = T .
the other hand, other objects could simultaneously be moving in all the clips
where a certain tram is moving, preventing our algorithm from extracting clear
activities that cover only the motion of a tram. Hence, no distinctive period
exists for such activities.
The detected periods in Fig. 4.23(b) are between T = 7 and 8 minutes. The
official tram timetable10 confirms that they are correct and accurate: The
trams pass by every 7 to 8 minutes during the day (see the screenshot of the
timetable in Fig. 4.24(a)).
Note that, in contrast to related work, our method does not rely on the assumption that the whole scene consists of only one periodic action (c.f., Russell
and Gong (2008b)) or that the different periodic actions are spatially separated
10

http://www.zvv.ch/en/timetables/stop-specific-timetable.html
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(a) Exemplary timetable of the trams at Schaffhauserplatz.
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(b) Tram line map.

Figure 4.24: An exemplary timetable of the trams at Schaffhauserplatz is
shown in (a), which demonstrates that a period of 7 to 8 minutes is correct
for activities that represent the tram lines. In (b), the map of the tram lines
demonstrates the different tram lines at Schaffhauserplatz.

(c.f., Russell and Gong (2008a)). Instead, our method allows us to automatically detect several co-existing periodic actions.

4.5.3

Scene Rules

A more complex and general question is “What are the rules governing the
scene?”. A scene rule consists of relations between co-occurring or consecutive
activities, and is equivalent to an action. Such rules can for example involve:
(a) sequences of activities (“if A happens, B will happen afterwards”); (b)
branches between activities (“if A happens, either B or C will happen afterwards”); (c) switches between activities (“either A or B or C happens”); and
(d) blocks between activities (“if A happens, B will follow. However, if C is
active at the same time as A, B is stalled”).
Such rules are captured by queries, which can be translated easily into corresponding HMM topologies (see Fig. 4.15(b) for an example of a branch topology
corresponding to the scene rule in Fig. 4.15(c)). For computational reasons
and since training data is limited, we limit ourselves to finding actions (and
thus HMMs) that involve maximally four different activities (i.e., HMMs that
consist of up to 16 states). Hence, for each sequence, HMMs are trained for
each selection and combination of up to 4 learned activities.
Some automatically found scene rules are shown in the following (with increasing complexity). For each, we illustrate the automatically extracted, learned
HMM with transition probabilities, and we show the involved activities.
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(a) Car straight.

0.7

(b) Tram turns.

a

0.1

(c) Car turns.

0.7
0.2

0.7

c

0.2

b

0.3
0.1

Figure 4.25: A blocking rule for the ETH scene between trams and cars.

(a) Car turns.

(b) Tram straight left–right. (c) Tram straight right–left.

0.8

a

0.1
0.8

1
0.1

c

b

0.2

Figure 4.26: Another blocking rule between trams and cars for the ETH
scene.
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(a) Car turns (start).

(b) Car straight.

0.2

0.3

a

0.2

a ,c
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(c) Car turns (end).

0.3
0.1

0.2

0.3
a ,b 0.3
0.1
0.2
0.3 0.1

b

0.5

0.8

c

Figure 4.27: A scene rule between cars involving a block and a sequence,
extracted from the second ETH sequence.
Rules for the first ETH Sequence.
two rules (Figs. 4.25 and 4.26).

For the first ETH sequence, we show

Fig. 4.25 represents a blocking rule between a tram (turning right, Fig. 4.25(b))
and cars are either going straight (Fig. 4.25(a)) or turning left (Fig. 4.25(c)).
As can be seen from the learned HMM, the activities are never observed simultaneously. This is correct, because they are mutually exclusive. From the
transition probabilities, it is clear that cars are drive straight more often (activity (a)) than turn (activity (c)). After a turning car (c) or a tram (b), the
probability is very high that cars drive straight (a) again. After a tram is observed (b), there are always cars observed next and never a tram again (which
is correct; a tram is coming only about every 7.5 minutes).
The rule in Fig. 4.26 shows the relationship between trams that pass by straight
and turning cars. The car activity (a) is observed more frequently than tram
activities (b or c), as can be seen from the learned HMM transition probabilities. After a tram passed by, it is very likely that cars are observed afterwards.
Only after a tram drove from right to left in the image (c), another tram is
sometimes observed next, which drives from left to right, but never the other
way around.
Rules for the second ETH Sequence. For the second ETH sequence, we
show two more complex actions in Figs. 4.27 and 4.28. Both involve states
where two activities may be observed simultaneously.
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(a) Car straight (end).

0.2

(b) Car straight (start).

a

0.5
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0.02

0.6
b
0.2

0.3

0.4

(c) Tram turns.

0.3

a ,b 0.3
0.02 0.4

c
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0.2
0.02 0.5 b ,c
0.2

Figure 4.28: A blocking rule between trams and cars extracted from the
second ETH sequence.

The action of a turning car is divided into two separate activities by our
model (Figs. 4.27(a) and 4.27(c)). The reason is that a car driving straight
(b) has the right of way. Therefore, turning cars sometimes have to wait
(a) and let other cars (b) pass before continuing (c). Usually, they have to
wait behind a line (left border of the image), thus (a) and (b) should not be
observed simultaneously. However, turning cars are sometimes waiting illegally
in the middle of the street and thus are observed moving simultaneously with
cars that move straight (b). In contrast, the model learned that (c) and (a)
are never observed simultaneously, which would otherwise cause an accident.
Furthermore, (c) is only observed after (a), constituting a sequence.
Fig. 4.28 represents a blocking rule between a turning tram coming from the
left (c) and cars that move straight ((a) and (b)). Again, most of the time,
(a) and / or (b) is observed. The probability that a tram appears is very
small (0.02%, which is exactly the probability that a tram with a period of 7.5
minutes appears and is visible in the image during 10 seconds). If a tram (c)
blocks the street, the cars wait either behind the pedestrian crossing (at the
right border of the image), such that activity (b) is visible after (c), or the cars
stand already in the middle of the street, such that (b) and (c) are observed
simultaneously. Such illegal waiting positions of cars are thus detected by our
system.
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(a) Car (begin).

0.1

(b) Car (end).

a

0.7
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0.4
b
0.1
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(c) Tram.
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a ,b 0.8

0.1
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c
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Figure 4.29: A blocking rule between trams and cars for the Bellevue scene.

(a) Car (right lane).

0.4

(b) Car (left lane).

a

0.3
0.8
0.4

0.7
b
0.2
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(c) Bus.

0.1

a ,b 0.2
0.1

c

0.6

Figure 4.30: A blocking rule between the bus and cars for the Bellevue scene.
The bus (c) appears with a small probability, but if it is observed, the cars are
not moving (because of the red light). Sometimes, only the right (a) or the
left car lane (b) is active.
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(a) Tram turns.

(b) Cars straight.

0.7

a
1

a ,b

0.3
0.5

0.3

c

(c) Tram straight.

b

0.7

0.5

Figure 4.31: A blocking rule between cars and trams for the Schaffhauserplatz
scene. These three activities, corresponding to tram lanes, are never active at
the same time. After (a), (c) is never observed. However, after (c), both (a)
and (b) are possible, probably because they appear temporally close.

Rules for the Bellevue Sequence. The action of cars driving from left
to right in Fig. 4.29 is again split automatically into two activities, because
the tram (c) can block the cars ((a) and (b)). Most of the time, the car
activities (a) and (b) are observed either individually or simultaneously. If a
tram is observed (c), the cars are never moving. A tram (c) is only observed
immediately after (b) but never after (a). The reason is that there is a red
light (left in the image, in front of the tram lane), which stops the cars in
front of the lane (a), while the other cars (b) still can drive. After the tram
passed by, often the cars in front of the red light (a) move next. However, if
there was a traffic jam in the right part of the image, the red light for activity
(a) probably does not turn green, such that the remaining cars (b) move first
after the tram (c).
Fig. 4.30 shows a switch rule between the cars and a bus lane (c). Since motion
is observed only on one lane sometimes (which can happen if there is traffic
jam on one lane), two activities are learned by the model for the car lanes.
The bus (c) appears only with a small probability. If it is observed, the cars
are never moving, probably because of the red light.

Rules for the Schaffhauserplatz Sequence. The Schaffhauserplatz sequence is the most complex scene, because it involves several car lanes and
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(a) Cars left–right.

(b) Cars right–left.
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a
0.4
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c

(c) Cars top–down. (d) Cars right–down.

0.2

0.4
0.2

0.2
0.3
0.4
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Figure 4.32: A traffic light for the Schaffhauserplatz scene. These activities are mutually exclusive. Although there exists a most probable sequence,
almost every other sequence is also possible.
four different tram lines, constituting a plurality of possible sequences and
dependencies.
Fig. 4.31 represents a blocking rule between cars and trams, which are never
observed simultaneously. After activity (b), always (c) happens, never (a).
A tram activity ((a) or (c)) is never repeated, i.e., after a certain tram line,
always another tram line or cars are observed.
Fig. 4.32 shows a traffic light rule between cars, where the activities are again
mutually exclusive. Although there exists a most probable sequence, almost
every sequence is possible, which is unusual for a traffic light situation. The
reason could either be that the traffic light system is intelligent and adapts
permanently to the current traffic situation. Thus, the cycles are flexible and
are constantly reshuffled by the trams. Another possibility is that they are
more complicated and a longer memory of past states would be necessary to
represent rules between these activities.
Possible sequences between tram and bus activities are shown in Fig. 4.33.
Only the sequences (a)–(b), (a)–(c) and (a)–(d) should be possible, as activity
(a) represents a bus or tram entering the scene from the left, and the other
activities represent different possibilities of how the respective action could
end. However, as can be seen from the HMM, these are not the only observed
sequences of activities. The problem is that activity (b) could also follow the
activity that represents a tram driving top–down (as shown in the image of
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or
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(b) Tram down.
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(c) Tram right.
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(d) Bus right.

0.2

0.3

0.2

Figure 4.33: A switch rule for the Schaffhauserplatz scene. Theoretically,
only the three sequences (a)–(b|c|d) should be possible, but not (b)–(c). The
problem is that activity (b) could also follow the activity representing a tram
coming from the top of the image (as shown in the image of activity (b)).
Similarly, (d) could follow cars turning right in the right–bottom corner of the
scene. Thus, as the HMM topology is not powerful enough, the scene cannot
be explained completely based on this HMM.

Fig. 4.33(b)). Also, activity (d) could follow cars that enter the scene from the
bottom–right corner of the image and turn right. Hence, the scene cannot be
explained completely based on such a HMM topology, which is not powerful
enough.

The last two examples demonstrate the limitations of our model for finding
scene rules. Only rules of up to a certain complexity are detectable, which is
defined by the maximum number of different activities and the memory of past
states. If more activities are involved or a state depends on more than the last
state, the dependencies are not properly detected. It is possible to train more
complex HMMs, but this requires more training data, and the computation
time is increasing exponentially.

4.6. Discussion and Outlook
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Discussion and Outlook

In this chapter, we have presented a non-parametric Bayesian model to analyze the dynamic activity in complex scenes. Our model extends a Hierarchical
Dirichlet Process mixture model by integrating Hidden Markov Models. This
makes it possible to simultaneously extract typical location-dependent motion
patterns and to model sequences of activities and dependencies between possibly periodic actions, combining the advantages of previous lines of work. To
learn the model, we use Gibbs Sampling and inject prior structure into the
HMMs. The method is data-driven and does not require any scene-specific
information. We have demonstrated our method on different videos of several
hours, where it has successfully found typical scene situations, the periods of
actions (i.e., sequences of periodic activities), and scene rules.
Related methods often rely on trajectory information as input. For complex
scenes, many hours of video are required to robustly learn a statistical model.
Even though our tracking algorithm (presented in Chapter 3) outperforms
most other state-of-the-art methods, it is not robust enough for tracking in
highly dynamic sequences over such extended periods of time. Thus, trackingbased methods are often not applicable to challenging real-world videos.
For this reason, the presented algorithm is based on low-level input (optical
flow). Although this renders the method very robust (e.g., for different scenes,
weather and lighting conditions), it limits the semantic level of information
that can be extracted. For example, our method does not distinguish between
different object categories (e.g., a certain movement may be normal for pedestrians but not for bikes or cars).
A promising extension would be therefore to extend the codebook by including
additional information. For example, incomplete tracking information (i.e.,
tracklets) could be used, although the trajectories are not complete. Also,
(unreliable) information from object detection could be explored, such as the
type and size of an object. The motion information and bounding box shape
could then be used to learn different object-specific motion patterns. However,
in the current model, there is no possibility to treat some observations as more
reliable than others.
We demonstrated that our method can be used to analyze surveillance videos
offline, i.e., with a delay after a video clip has been recorded. However, the
method could also be used to alert a human observer immediately when an
unlikely action is happening (e.g., at an intersection, in a shopping mall, or
at an airport). For this purpose, the most probable future activities could be
predicted using the offline trained model. Furthermore, unlikely events could
be detected by computing the probability of an observed action.
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However, the training of our statistical model is performed offline. Thus, the
“normal model” does not adapt. In contrast, the method we present in Chapter
5 is designed specifically for continuous data-streams and works completely
online. It is not based on such a sophisticated and powerful statistical model
and hence is not able to learn such complex actions and scene rules as the
presented method.
For applications in the field of scene understanding, another interesting extension would be to enrich the statistical model with extracted 3D and scenespecific information. For this purpose, the approach we present in Chapter
6 could be applied, which automatically acquires scene and depth knowledge
based on unreliable information.

5
Unusual Scene Detection

In this chapter, we present a method for novelty detection in permanent,
time-lapsed data-streams at the scene level (e.g., for webcam footage). Unfortunately, most classical approaches are not suitable for such data (like our
method presented in Chapter 4). Many of these methods are based on a constant, previously trained model of normality. However, the normality concept
in permanent data-streams might change constantly (concept drift), thus the
model needs to be learnt online and adapted permanently.
Webcams or surveillance cameras often observe a very large scene (i.e., capture
footage at the scene level, see Fig. 5.1). Hence, single agents are represented
by only a few pixels and appear very small in the image. Thus, it is difficult to
employ object detection and tracking algorithms. Furthermore, the frame-rate
is low or even not constant, which also prevents the use of optical flow. Most
existing methods are based on information that is difficult to extract from this
kind of data.
To handle these difficulties, we present a purely data-driven approach, which
is not object-class specific. The method is based on simple, static features
and aims at detecting atypical configurations in a scene. Although a single
incident may be too small to be captured directly, it can affect a greater part
of the scene, thus changing the context. Similarly, unusual motion (e.g., the
speed of a car) can also cause abnormal constellations, which can be found by
our method. For example, our system can detect the illegally parked car in
Fig. 5.1 (top left, in the center of the image), because other cars are forced to
cross the lane markings.
In contrast to the method in Chapter 4, the normal (statistical) model is
not powerful enough to learn complex periodic actions and scene rules. In
comparison, the approach in this chapter does not require any offline learning.
Instead, the model is very weak in the beginning and is permanently adapted
online, as new data is observed. Furthermore, the application area of this
method is slightly different. While the goal of the previous method was to
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Figure 5.1: These scenes are captured from a public webcam at Time Square
in New York. Can you spot the abnormalities – like our system?
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deliver in retrospect a detailed analysis of a sequence of several hours at multiagent level, here the video input covers a larger scene and is recorded at a
lower resolution and around the clock (i.e., 24/7). Our goal here is to both
automatically learn what usually happens in a scene and to detect anomalies
during run-time, as the data is observed (like those shown in Fig. 5.1).
We propose a new approach for permanent data-streams, which employs the
concept of meaningful nearest neighbors (see Beyer et al. (1999); Omercevic et
al. (2007)). The main idea is that everything is usual that has been observed in
the past (or in a specified time-frame, respectively). Our algorithm checks if a
new observation is a statistical outlier and thus should be classified as unusual,
while constantly adapting its model of normality. There exists a substantial
body of work to effectively compare high-dimensional data by learning a datadependent similarity measure (e.g., Nowak and Jurie (2007); Frome et al.
(2007)). In contrast, we keep the similarity measure fixed and adapt the
data representation instead. For this purpose, our algorithm selects the most
representative subset of a hierarchical feature set, depending on the complexity
of the data.
Using meaningful nearest neighbors for classification has several advantages.
Most importantly, it allows the model to adapt permanently, and to classify outliers without having to manually define a nearest neighbor distance
threshold, which would have to change constantly as more data is observed.
Instead, our approach classifies a data point relative to previous observations
by considering the distribution of nearest neighbor distances between observations made so far.
We show that our method is suitable to effectively detect plausible unusual
scenes in webcam footage. Possible applications include a real-time alert system for surveillance cameras, where a human observer typically has to monitor
a large number of cameras at the same time (Dee and Velastin (2008)). To
support a human supervisor, our algorithm can rank different video streams.
Thus, the supervisor can focus his attention to those streams where it is much
likely to be needed currently. Furthermore, more cameras can be observed by
one supervisor. A second application is a system that automatically generates a summary for a particular webcam, by selecting a representative mix of
both typical and out-of-the-ordinary images. Additionally, the user can specify
the time-frame of the images taken into account for the summary. The work
presented in this chapter has been published in Breitenstein et al. (2009a) and
Van Gool et al. (2009).
This chapter is structured as follows. After discussing related work, we present
our approach for abnormality detection in Sec. 5.2. The section addresses
also the issue of data representation, and it covers implementation details.
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In Sec. 5.3, we demonstrate that our method is suitable to detect plausible
unusual scenes. Furthermore, we show first experiments for automatic webcam
footage summarization. A final discussion in Sec. 5.4 concludes this chapter.

5.1

Related Work

Over the last years, data-driven methods that use large collections of publicly available single images (e.g., from Flickr) have been applied to many
tasks in computer vision. Approaches have been presented for estimating
geographic information (Hays and Efros (2008)), image completion (Hays
and Efros (2007)) and editing (Lalonde et al. (2007)), radiometric calibration (Kuthirummal et al. (2008)), mining and retrieval (Quack et al. (2008);
Philbin et al. (2008)), object recognition (Torralba et al. (2008)), or to create
virtual 3D spaces and panoramas (Sivic et al. (2008)).
Recent years also witnessed the proliferation of publicly accessible webcams
and surveillance cameras. Many of the cameras are static, thus they record
time-lapse data from the same scene over long periods of time. Such videos
offer an even greater source of information, since also temporal changes are
captured. A growing amount of work is being published to explore such data
as well. However, most work focuses on estimating imaging conditions such as
illumination and color changes. Prominent examples are methods to estimate
the camera geo-location (Lalonde et al. (2008); Sunkavalli et al. (2008)), or
for shadow removal (Weiss (2001)), seasonal variation detection (Jacobs et al.
(2007)), and video synopsis (Pritch et al. (2007)). In contrast to previous work,
we are primarily interested in capturing and reasoning about the content of
the scene itself.
As described in the previous section, most classical approaches for novelty
detection are not suitable for continuous data-streams like webcam footage.
Like our method presented in Section 4, all of the approaches described in
Sec. 4.1 are based on a constant, previously trained model of normality (e.g.,
Johnson and Hogg (1996); Wang et al. (2009); Zhong et al. (2004); Makris and
Ellis (2005)). Furthermore, most algorithms are based on information that is
very difficult to extract robustly from webcams. Typically, the frame-rate is
very low or even not constant, which prevents the use of optical flow (e.g.,
Adam et al. (2008); Li et al. (2008b)) and object tracking (e.g., Hu et al.
(2006); Oliver et al. (2000); Stauffer and Grimson (2000)).

5.2. Abnormality Detection from Data Streams
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Given a continuous (i.e., ongoing, permanent) data-stream S = {x1 , . . . , xt−1 }
(e.g., of images that are represented by feature vectors xi ∈ IRn in a highdimensional space), our goal is to classify the next example xt as normal
if it can be explained by previous data (i.e., it is similar) and as abnormal
otherwise.
Many existing methods for abnormality detection work with offline data and
previously learn a static model (or normal concept), which remains the same
after a training phase is completed. However, data distributions in continuous
data-streams are hardly ever constant. Therefore, it is likely that the normal
concept changes over time, either temporally or permanently (Spinosa et al.
(2006)).

Abnormal, Unusual and Rare Scenes
To define an abnormal scene, we differentiate between the terms unusual and
rare. A scene is usual if a very similar scene has been observed at least once
in the past (c.f., Zhong et al. (2004)):
∃xi , i ∈ {1, . . . , t − ∆t} : xi ∼ xt .

(5.1)

As data points that appear temporally close may be correlated, we introduce
a time delay ∆t (e.g., a day).
However, a usual scene can appear frequently or rarely. Thus, the frequency
of a scene xt is proportional to the number of data points it is similar to:
card({xi |xi ∼ xt , i ∈ {1, . . . , t − ∆t}}).

(5.2)

This differentiation between unusual and rare is important especially in the
context of concept drift. The first time a sunny day is observed from a London webcam, an image of the scene will look very differently than everything
observed before. Thus, the scene is unusual. However, if more sunny days are
observed, such images are becoming usual but may still be rare.
In this work, we primarily concentrate on finding unusual scenes but still
show how scene frequency could be integrated in our approach. Similar to our
definitions for scenes, the integration of temporal information would lead to
the definition of the terms activities and events, which however are not the
scope here.
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Meaningful Nearest Neighbors for Outlier Classification

A simple approach to detect an unusual scene from a continuous data-stream
based on these definitions is to store all observed data in a memory
M = {x1 , . . . , xt−∆t },

(5.3)

and to find the best matching sample x?i for a new data point xt (i.e., the
nearest neighbor in M). Then, the similarity score of this best match
s? (xt ) = max sim(xt , xi )
xi ∈M

(5.4)

is compared to a threshold for classification, where sim(·, ·) denotes the similarity of two data points. Different similarity measures could be used (see Santini
and Jain (1999) for a review).
However, it is not clear if the nearest neighbor is meaningful for a highdimensional space, as most points are equally distant to a query point (Beyer
et al. (1999)). Thus, it may be difficult to find an appropriate threshold to
classify a query point as outlier based on its distance to the nearest neighbor.
Furthermore, such a similarity threshold would have to change permanently,
as more data is observed and included in the memory.
We propose the following approach based on the concept of meaningful nearest
neighbors (Fig. 5.2). We compare the similarity score s? (xt ) of the current input and the best match in the memory with the distribution S ? of the similarity
scores of all nearest neighbors in the memory so far. In the beginning, M will
not contain a representative set of images, hence S ? is not representative yet.
However, as time goes by, more and more images are observed and integrated,
such that the memory will contain a representative set of typical images of the
scene.
A new data point xt is classified as an inlier (and thus as usual ), if its similarity
score s? (xt ) is likely to be generated from the distribution S ? . Consequently,
our algorithm computes the inlier probability Pusual of a new data point xt
by comparing its similarity score s? (xt ) with the cumulative probability distribution FS ? (·) of S ?
Pusual (s? (xt )) =

Z

s? (xt )

S ? (s)ds.

(5.5)

s=0

Finally, xt is classified as unusual using the probability threshold palarm
Pusual (s? (xt )) < palarm .

(5.6)

5.2. Abnormality Detection from Data Streams
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Figure 5.2: Our approach for unusual scene detection using meaningful
nearest neighbors: The similarity score s? (xt ) of the input xt and x?i , the
best matching sample from the memory M, is compared to the distribution
S ? of similarity scores s? .
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This can be rewritten using Eq. (5.5) and the inverse function of Pusual (·) to
compute a threshold for the similarity score:
−1
s? (xt ) < Pusual
(palarm ) = θalarm .

(5.7)

This approach has several benefits. First, the normal model is purely datadriven. Thus, it is represented by the data points themselves, which allows
the model to change in order to become more sensitive if more data is observed. Second, no prior knowledge is necessary, but could be incorporated
by previously adding manually selected data to the memory. Third, no scenespecific, manually tuned similarity threshold for classification based on the
distance to the nearest neighbor is used. Such a threshold would have to be
changed permanently, as more data is observed and included in the memory.
Instead, the meaningful nearest neighbor approach classifies a data point relative to previous observations, by comparing it to the distribution of nearest
neighbor distances in the memory. Thus, the model adapts automatically and
permanently.

5.2.2

Adaptive Data Representation

In general, the observed data xi ∈ IRn spans a high-dimensional space, which
is populated only sparsely. Therefore, all data points are equivalently distant
from each other and S ? might not be significant. For this reason, we propose
to adapt the data representation, depending on the model complexity and the
observed data.
Model. The model M := hC, R(·)i consists of K cluster centers
C = {c1 , . . . , cK } ⊆ X and the representation function
R(·) : IRn → IRm ,

(5.8)

which transforms the data points to a m-dimensional subspace (usually m 
n). Clustering is applied to the transformed space (see Sec. 5.2.3), however,
the cluster centers c represent (selected) images themselves.
We evaluate how accurately the model M represents the data X by computing
the mean of the maximum similarity
1 X
max sim(R(x), R(c)).
(5.9)
mms(X , C, R(·)) =
|X | x∈X c∈C
The mms-criterion measures the average similarity of observations x ∈ X and
their best matching cluster centers c ∈ C. If the mms-value is high, the data
is represented exactly.
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Representation. Every point belonging to the underlying data generation
process should be represented as exactly as possible by our model. More formally, given a fixed K, the representation function R(·) should be chosen such
that the mms-value is above a threshold θmms , i.e.,
mms(X , C, R(·)) ≥ θmms .

(5.10)

On the other hand, the cluster centers should be diverse in order to capture
the whole variety of the data. For example, although the trivial representation R(x) = 1 fulfills Eq. (5.10), every data point would collapse to the
same point. This is obviously not a good representation, although resulting
in mms(X , C, R(·)) = 1 (the maximum value). Thus, we are interested in a
representation that describes the data as accurate as possible, but which is
still diverse enough to differentiate between cluster centers, i.e., the individual
cluster centers should be distant to each other.
We propose to adjust the system parameter θmms to adapt the diversity of the
resulting model. To find a good tradeoff between diversity and accuracy, we
select an appropriate data representation according to
R? (·) = arg min |mms(X , C, R(·)) − θmms |.

(5.11)

R(·)

Selection. We assume that the operator R(·) turns the raw image data
into a hierarchy of extracted feature values (e.g., a tree, see next paragraph
and Fig. 5.3). When going to the next level, the features there convey more
detailed information about the image, e.g., by extracting information from
image subparts, which can then be subdivided further at the next level. Thus,
the resulting representation can be refined step-wise to capture more and more
information from the underlying levels.
Given this kind of image representation, we optimize Eq. (5.11) to let R(·)
select the most relevant parts of that information. In order to make this
selection, we use a greedy, breadth-first search, as follows. Having selected a set
of subparts at the level where the optimization process has arrived, we check for
all their subparts at the next level. Those parts for which subparts are selected
are from then on only represented through these subparts, i.e., the original part
is deactivated and only the subparts at the next level are now selected. This
process continues until we have selected subparts at the lowest (most refined)
level or until adding a level no longer decreases |mms(X , C, R(·)) − θmms |.
Discussion. The optimal representation R(·), which projects the data to
the m-dimensional space, depends on the number of cluster centers K and the
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Figure 5.3: Representative concatenated histograms. Based on a generated
pyramid of feature histograms, quadrants (red) are selected, which are composed to the final feature vector.
threshold θmms . The number of cluster centers K is usually fixed in practice
(restricted by the memory, as each center is a representative image). Therefore,
our approach has only one free parameter θmms , which specifies the trade-off
between generalization and discrimination of the model.
Our method is related to subspace clustering (see, e.g., Parsons et al. (2004)).
However, it constrains the search space by making use of the hierarchical
structure of possible data representations.
Representative Concatenated Histograms
As our specific choice of feature hierarchy, we build pyramids of feature histograms organized using a quad-tree data structure (akin to Lazebnik et al.
(2006)). Hence, a refinement step means splitting an image part into its 4
quadrants and replacing the part’s histogram by a selection of quadrant histograms. Those quadrants that are not selected are masked. The histograms of
all selected image parts (throughout the hierarchy) are simply concatenated.
We coin this representation representative concatenated histograms or RCH.
The procedure is visualized in Fig. 5.3.
Applied to our task of unusual scene detection, the RCH method has several
advantages. An image region deviating strongly from the corresponding regions in other images can be represented more closely by refining respective
image quadrants. Furthermore, the calculated image representation is still
interpretable, which makes it possible to localize image regions that do not
match well.

5.2. Abnormality Detection from Data Streams

5.2.3
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Implementation

In practice, not all data from a continuous data-stream can be stored. Hence,
to implement the approach presented in Sec. 5.2.1, we replace the memory M
by the model presented in Sec. 5.2.2.
Features
We choose static, low-level features because of the properties of our data source
(webcams with low, varying frame-rate). Our algorithm computes Histogram
of Oriented Gradient features (Dalal and Triggs (2005)) by applying Sobel
filters on 8 × 8 image cells and equally dividing the orientation range to 8 bins.
In practice, only the histograms of the lowest level are stored, since higherlevel histograms can be generated based on sub-histograms. For simplicity and
efficiency, the features f1 , f2 of two data points are compared using normalized
cross correlation:1
fT1 f2
sim(f1 , f2 ) :=
.
(5.12)
||f1 || ||f2 ||
Stream Clustering
We apply an online agglomerative clustering algorithm similar to the one
presented by Guedalia et al. (1999). As long as the maximum number of
clusters K is not reached, every observation is saved. Thereafter, the most
similar two cluster centers are merged and the new observation is added. However, since a cluster center represents an image in our case, the centers are not
altered (i.e., merged), but the “weaker” center is removed.
Our algorithm replaces a cluster center based on the following measure. We
compute the number of times a cluster center was a best match, limited to
once per time window ∆t (e.g., a day), which is divided by the age of the
cluster center (i.e., a multiple of ∆t). The cluster center with the lower value
is deleted. Hence, a cluster center is only removed (i) if another nearby center
exists and (ii) if it represents a scene that has not been observed for a long
time.
A cluster center that is very distant to every other center remains in the
model, implementing our definition (see Sec. 5.2) that everything is usual that
has been observed in the past. Alternatively, those clusters could be removed
instead which were not best matches for a long time. Similar cluster center
statistics could be used to additionally classify rare scenes.
1
We experienced that the performance did not improve by individually normalizing
sub-histograms instead of the complete, assembled feature.
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System
The system consists of two parts. During an online detection phase, the algorithm classifies outliers in real-time, while the model is updated regularly
(after ∆t, e.g., daily) during a maintenance phase.
Maintenance Phase. First, the clustering algorithm integrates newly observed data as described before. Second, the algorithm checks if a better data
representation can be achieved according to Eq. (5.11). Instead of only refining a certain histogram by splitting parts (see Sec. 5.2.2), the algorithm
also checks if a representation is more suitable according to Eq. (5.11) that is
created by merging corresponding quadrant histograms.
Finally, S ? and θalarm are computed for the updated model. Note that θalarm
can be calculated for the first time after 2∆t, as it relies on S ? . As described
in Sec. 5.2.1 and will be demonstrated in the experiments, the system will get
increasingly stable as more and more scenes are observed.
Detection Phase. The first detection phase starts after having processed
data from 2∆t (see above). During the online detection phase, an observation
is classified based on Eq. (5.7). This evaluation is very efficient, because θalarm
is computed in the maintenance phase. Moreover, the algorithm can usually
classify an observation as inlier without finding its best match. According to
our definition in Sec. 5.2, a scene is usual if at least one similar data point has
been observed in the past. For this purpose, the cluster statistics described
above is used to first compare the input to the most frequent cluster centers.
The search space can be reduced by only considering cluster centers with
timestamps that correspond to the observation (i.e., the same time modulo
the pre-specified ∆t). This not only results in speed-up, but also adds timedependency to our approach. Thus, a scene is usual only around a certain time
of day (e.g., an empty street is normal at night but not during the day).

5.3

Experiments

To demonstrate our approach, we perform two synthetic experiments using toy
examples. Such controlled experiments allow us to better understand certain
properties than using real data, where several effects come together. Second,
we evaluate the algorithm on two interesting and challenging datasets captured
from public webcams to demonstrate that the system finds plausible unusual
events. We also show how a generated summary for a particular webcam could
look like.

5.3. Experiments
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Toy Examples

Outlier Detection (Sec. 5.2.1). We create two distributions p1 , p2 , and
randomly draw 20 samples during a time span ∆t from either p1 , p2 , or from
both. Each distribution consists of a pair of patterns (see images in Fig. 5.4),
from which one is drawn and altered by random noise. After each time period
∆t, the memory (consisting of K = 10 samples) is updated, without adapting
the feature resolution (Sec. 5.2.2) for simplicity. After updating the memory
after 2∆t, all samples from p2 are classified as inliers based on Pususal (see
Fig. 5.4, palarm is 10%). In contrast, after 3∆t, samples from p1 are observed
for the first time, which are detected as outliers.
After the following maintenance phase, the memory contains samples from
both distributions, such that both are detected as inliers henceforth. For now
on, although only samples from one distribution would be drawn for a long
time, samples from the other distribution will remain in the memory (because
of our clustering method, see 5.2.3) and will be classified as inlier.
Adaptive Data Representation (Sec. 5.2.2). We perform an experiment
using a data-stream that consists of 20 uniform images per time step. The
images are altered by a varying amount of random salt and pepper noise,
depending on the different image quarters. While the left side of the image
remains empty, noise is added that affects in average 10% of the pixels in the
top right quarter and about 50% of the pixels in the bottom right quarter.
The generated representations are illustrated in Fig. 5.5.
The feature resolution is increased (from left to right) by replacing a single
histogram with four sub-histograms to represent a certain image region more
accurately, and vice versa. The indicated mms-values characterize the resulting models, based on which our algorithm selects the data representation.

5.3.2

Real Data

Datasets. We recorded two datasets (resolution 640 × 480 pixels, more than
0.5 TB of data) from public webcams in New York (US)2 and at lake Loch
Ness (UK)3 . The dataset Time Square is captured around the clock during
two months with a frame-rate of about 16 images per minute, and the dataset
Loch Ness during one month with a frame-rate of about 3 images per minute.4
2
http://images.earthcam.com/ec_metros/ourcams/mpstudiosouth.jpg,
2008/04/01
2008/05/20
3
http://www.lochness.co.uk/livecam/img/lochness.jpg, 2009/02/02 – 2009/03/02
4
See http://www.vision.ee.ethz.ch/~bremicha for result videos.

–
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Figure 5.4: Samples are drawn time-dependently from two distributions p1 , p2
(top). Based on Pusual and palarm , they are classified (below). After 2∆t,
samples from p2 are in the memory and thus classified as inliers. In contrast,
since p1 has not been observed until 3∆t, they are classified as outliers. After
4∆t, samples from p1 and p2 are in the memory and thus classified as inliers.
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Figure 5.5: For a dataset with a varying amount of noise in the different
image quarters, the generation of features from different resolution layers is
illustrated. An image region deviating strongly from the corresponding regions
in other images can be represented more closely by refining respective image
quadrants. Our algorithm selects the current representation based on the
indicated mms-values.
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Figure 5.6: Typical scenes (cluster centers) for Loch Ness, which are representative for this webcam footage.
As can be seen from sample images (Figs. 5.6, 5.9), the datasets cover scenes
that capture a large variety of potentially interesting events under a large range
of conditions (i.e., depending on the weather, illumination, time of day, etc).
However, individual objects such as people, cars or animals have a size of only
a few pixels, hence object detection and tracking is difficult. As mentioned
before, the frame-rate is very low.
Parameter Settings. We choose the parameters θmms = 0.95 and palarm =
1%, which remain identical for the sequences. The number of cluster centers
is set to K = 10, 000, limited by the physical memory. On a standard workstation (Intel P4 3.2 GHz, 2 GB), the runtime of the algorithm during the test
phase is about 200 ms and the maintenance phase is in the order of minutes
for our MATLAB implementation. Since the frame-rate of many publicly
accessible webcams is below 5 fps, our algorithm is able to process their datastreams in real-time. We disrupt the online evaluation phase once a day for
the maintenance phase during a certain hour at night.
Evaluation. Dominant cluster centers for Loch Ness are visualized in Fig.
5.6. For TimeSquare, we show some of the top-ranked cluster centers (according to their frequency) in Fig. 5.7. As can be seen, a wide variety of situations
as well as illumination and weather conditions are represented when observing
the scene for a longer period of time. The longer the algorithm runs, the more
variety is represented (e.g., rainy situations). Also less frequent situations
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(a) After the first day.

(b) After one week.

(c) After two months.

Figure 5.7: Summary of a data stream from a public webcam at Time Square
(3 am – 4 am). Three clusters (images) found by our algorithm are shown after
observing the scene for one day, one week and two months.

(e.g., construction work) are represented as the respective cluster center is
very different to the others and hence will not merged. These images can be
used to summarize a data stream. In Fig. 5.8, the most distinctive of the 20
most frequent cluster centers are shown for two other times of the day.
For Time Square, Fig. 5.9(b) shows typical matches found for the input in
Fig. 5.9(a). The first two scenes are correctly classified as usual. However,
in the right image, a low-loading truck has stopped at the roadside, which
intuitively should be an unusual scene. As a very similar image is found
(below), this scene is also classified as usual.

157

5.3. Experiments

(a) 8 am – 9 am

(b) 12 pm – 1 pm

Figure 5.8: Some of the most distinctive cluster centers (representative images) found by our algorithm for different times of the day after observing
the scene for two months. They could be used to generate a summary of the
webcam footage.

In Figs. 5.10, 5.11, 5.12 and 5.13, we plot Pusual on a logarithmic scale for
the whole time period, and the resulting unusual scenes are shown. For Time
Square, we select three representative hours of the day; Loch Ness is shown at
once. In the beginning of the timeline, some scenes are classified as unusual
because nothing similar has been observed before, but they appear normal to
a human (see Fig. 5.10(a)). As soon as enough data is observed, the system is
stable.
Although it is hard to intuitively define when a scene should be unusual, the
classified outliers are very plausible. Our algorithm detects unusual scenes with
(i) global incidents, covering a large image region (5.10(f), 5.11(c), 5.11(d),
5.12(c)), or (ii) very atypical, local events (5.10(b), 5.10(d), 5.11(e), 5.12(b),
5.12(e), 5.12(f)). Local events that are too small to be detected directly as
well as events related to motion can be detected if they affect a larger area
of the scene. For example, our system can detect the illegally parked car in
Fig. 5.12(d), because other cars are forced to cross the lane markings.
The unusual scenes in the first half of the Loch Ness dataset are mainly caused
by weather conditions (Figs. 5.13(a)–5.13(e)). However, after the usual vari-
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(a) Input.

(b) Best match.

Figure 5.9: These input scenes (a) from the Time Square dataset are classified
as usual based on their best matches (b). However, the right image should
intuitively be classified as unusual.
ety of conditions has been observed, the system gets robust (see Pusual in
Fig. 5.13).
To demonstrate that our algorithm would be able to detect the monster
Nessie 5 , we manually inserted an artificial image6 (Fig. 5.13(f)). Details are
shown in Fig. 5.14. The algorithm finds the best matching cluster center and
current feature representation (Fig. 5.14(b)). Furthermore, the monster is
localized by computing the similarities of the individual feature histograms
(Fig. 5.14(c)).

5.4

Discussion and Outlook

In this chapter, we have presented a novel approach for real-time abnormality
detection from continuous data-streams (e.g., webcam footage). As classical
approaches are not applicable, our method classifies unusual scenes using the
concept of meaningful nearest neighbors, which has several advantages. Most
5
Nessie is a legendary monster living in a lake in the UK, see http://en.wikipedia.org/
wiki/Loch_Ness_Monster.
6
http://www.lochness.co.uk/livecam/lochnessmonster.html, 2009/01/17
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(a)

(b)

(c)

Figure 5.14: The artificial input of Nessie (a) and the matching cluster center
(b), with automatically selected feature representation (b). The monster is
located by computing the similarities of the individual feature histograms (c)
(higher intensity means lower similarity score).

importantly, it allows the model to adapt permanently, without having to
manually define a similarity threshold for classification.
In order to focus on informative parts of the scene, we automatically adapt
the data representation. To handle concept drift, the algorithm incrementally
integrates new observations. Our experiments demonstrate that our method
finds plausible unusual scenes in several months of recorded webcam data.
In contrast to the strong statistical model of the method presented in Chapter
4, complex actions and scene rules are not explicitly learned. Instead, the
method presented here is based on the assumption that everything observed
in the past should be classified as usual. This approach makes it possible to
operate on input at the scene scale level, where object detection and tracking
is not possible. In contrast to the setting in Chapter 4, the low and nonconstant frame-rate of webcam footage also makes the computation of optical
flow impossible. For this reason, the presented method is based on very simple
low-level image features.
As no strong statistical model is learned, the semantic level of the trained
normal model is lower than the one in Chapter 4. Although unusual configurations can be classified reliably from usual scenes, the model does not know
why a certain scene is rather abnormal and does not enable an interpretation
on such a high semantic level than the last method. However, in contrast, it
can be applied to online applications (e.g., to support a human observer to
monitor multiple online video streams).
A promising extension would be to further exploit the statistics of cluster centers. For example, typical time-dependencies between scenes could be learned.
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Furthermore, specific scenes could be recognized by incorporating additional
information e.g., from cross-media content or from weak annotations.

6
Scene Structure Estimation for Improving
Object Detection
New cameras are installed daily all around the world, adding huge quantities of
data to the streams of information that need to be processed. As this happens,
it becomes increasingly important to develop methods for reducing the manual
effort that is still required for camera setup and video analysis, replacing it by
automatic processing. In this chapter, we present a study to learn as much
as possible about the depicted scene in an entirely automatic fashion. Our
goal is to estimate the rough scene geometry and semantics from videos of a
static camera by observing objects that move within it. Possible questions
our method answers are: Where can people walk? How many ground planes
segments are present? Where do people typically appear at which sizes?
The algorithm operates on input at the multi-agent and scene level, where a
large scene is observed and single agents are hard to detect (i.e., only with low
reliability). Taking advantage of the fact that observed object size is related
to distance, we accumulate responses from a pedestrian detector to infer 3D
structure. As the output of a pedestrian detector however contains considerable noise and many false detections, especially for the difficult video footage
available from many surveillance cameras (see Fig. 6.1), we continuously integrate those measurements in a graphical model for robust estimation.
In return, we use the estimated scene structure to constrain the object detector
to those image regions and local scales at which objects are likely to occur
(Fig. 6.2). Such a procedure can result in considerable speedup, which go
hand-in-hand with an increase in accuracy, since false positive detections at
improbable scales are already filtered out.
Several other approaches have been proposed recently that estimate the scene
structure, however in a batch learning stage. For an automatic system, such
a fixed learning stage may be problematic, since it is not guaranteed that
the limited number of observations during that stage provides sufficient information for a robust estimation of the entire scene. Consequently, those
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Figure 6.1: The typical output of a pedestrian detector (Dalal and Triggs
(2005)) on complex scenes, which contain shadows, occlusions, and multiple
ground surfaces. The output contains many false positives and inexact bounding boxes. Often, objects are not detected. Our goal is to robustly estimate
multiple ”walkable” ground surfaces from such noisy observations.

Figure 6.2: Our method automatically estimates ”walkable” ground surfaces
from which location-dependent size priors for pedestrian detection can be obtained. Here, randomly sampled bounding boxes are shown for two scenes.
The colors depend on the ground surface (two are found in b), and the intensity is proportional to the estimated depth.

167

approaches additionally employ simplifying assumptions about camera viewpoints, specific properties of indoor scenes or urban scenes, or the existence of
one single ground plane that is valid for the entire scene.
In contrast, our approach applies the learning process in an online fashion such
that the estimation can be refined after each observed frame. Furthermore, it
is able to deal with scenes that consist of arbitrary (possibly several) ground
surfaces. As the online estimation is based on incomplete information, an
interesting problem is raised: For computational reasons and to filter out false
positive detections, we want to restrict the search space for location and size
of pedestrians in the scene as far as possible. However, although we may not
have observed a person in a certain image region so far, there could still appear
one, requiring us to continuously re-explore the search space.
To resolve this tradeoff, we propose a method for informed parameter selection, which minimizes the expected uncertainty of the scene structure estimate
based on an entropy framework. Our approach allows us to gradually restrict
the scale range parameter of a pedestrian detector, as the scene estimation
becomes more reliable. If no information about the scene is available, all possible observations are considered (exploration phase), and the more reliable the
estimation becomes, the more specific the chosen search scale ranges get (exploitation phase). Fig. 6.2 shows samples from location-dependent size priors
obtained with our algorithm.
This chapter presents a first step towards a solution for a quality-of-service
problem, where an object detector needs to be optimized for a given, limited
time budget. In detail, this chapter makes the following contributions. 1) We
propose a method to learn the local geometry of a scene from the output of a
pedestrian detector by estimating multiple “walkable” ground surfaces. 2) This
method is based on an entropy framework to simultaneously and gradually
adapt detector parameters (in our case the scale range parameter) such that
the expected information gain about the scene structure is maximized. 3) Both
of those steps are combined in an online learning approach to benefit from
continuous data sources, while maintaining quality-of-service for the resulting
detections. The work described in this chapter is published in Breitenstein et
al. (2008b).
The chapter is structured as follows. The next section discusses related work.
Section 6.2 introduces our approach, presenting the graphical model for integrating detections and estimating the scene structure. The entropy framework
for adaptive parameter selection is described in Section 6.3. First experiments
are shown in Section 6.4. A final discussion concludes this chapter.
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Related Work

3D Reconstruction
An explicit 3D reconstruction of the scene requires two or more images taken
from different viewing locations with overlapping field-of-view (Hartley and
Zisserman (2004)). For many surveillance settings, this is not practical, as
most data sources are static and monocular cameras.
Single-view scene geometry estimation has therefore attracted increasing interest recently. However, existing approaches are usually based on strong
assumptions about the scene or work only in specific settings: Shape-fromshading (Zhang et al. (1999)) is only applicable to scenes of uniformly colored
and textured surfaces, and methods based on 3D metrology require manual
interaction (e.g., Criminisi et al. (2000)). Other attempts are based on the assumption of orthogonal shapes in the scene, which are predominant in urban
environments (Kosecka and Zhang (2002); Coughlan and Yuille (2003); Schindler and Dellaert (2004)). Similarly, Delage et al. (2005) search for the floorwall boundary in each column of images from indoor scenes, using a dynamic
Bayesian network an different visual cues. Usually, these methods fail for
general outdoor settings.
Hoiem et al. (2005b) assume that the world consists of vertical structures and
one flat ground surface, and make strong assumptions about the viewpoint
(i.e., about camera position and axis). They train a classifier that models the
relation between local material properties (color and texture), 3D orientation,
and image location. Finally, the ground-vertical intersection is fitted to the
original image to produce pop-up images (Hoiem et al. (2005a), see Sec. 6.4).
They improved their method by explicitly encoding interaction rules between
boundaries and surfaces of objects (Hoiem et al. (2007)), resulting in a more
accurate depth ordering of objects. This approach is extended by Saxena et
al. (2009) for non-vertical structures by assuming local planarity.
In contrast to these methods, our algorithm is based on integrating pedestrian
detections over time instead of directly using geometric features. Therefore,
it does not dependent on any assumption about scene geometry or viewpoint.
Furthermore, our algorithm can learn multiple ground surfaces. However, it is
restricted to reconstruct ground surfaces where people walk. The pedestrian
detector assumes that people appear upright in the image, thus our method implicitly assumes that the camera orientation is upright as well. Our algorithm
is based on an online learning process to benefit from virtually unlimited data
sources like webcams or surveillance cameras.

6.1. Related Work
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Camera Autocalibration
Camera autocalibration is a popular tool for camera setup and surveillance
algorithms, and is related to 3D scene reconstruction. A possible approach
is to estimate vanishing directions through edge detection and grouping (e.g.,
Kosecka and Zhang (2002)). Although the 3D orientation of a plane can be
determined by its vanishing line (relative to the camera, Hartley and Zisserman (2004)), such information cannot easily be extracted from unstructured
outdoor images and is notoriously sensitive to noise.
Another approach is to exploit homologies obtained from moving pedestrians in the scene to estimate the vanishing directions. However, in previous
methods, head and foot positions of single pedestrians need to be detected and
tracked very accurately and robustly (e.g., Krahnstoever and Mendonca (2005,
2006); Rother et al. (2007)). Furthermore, Krahnstoever and Mendonca (2006)
assume constant velocity to overcome typical problems with nearly horizontal
camera views.
Although also based on moving pedestrians, in contrast our approach does
not depend on reliable tracking, which is often problematic in highly dynamic
scenes. Instead, we pursue a conservative online learning strategy by only
picking out confident detections (e.g., from image regions where pedestrians
are walking individually) and integrating those over a longer time window.
Therefore, our method is more robust and can be used for complex and crowded
scenes. Furthermore, our approach does not rely on explicitly estimating the
camera parameters.
Improving Object Detection
Recent work has shown how scene knowledge can be used to improve object
detection by providing contextual priors for object location and scale (Torralba
and Sinha (2001); Hoiem et al. (2008a); Leibe et al. (2007a)). For example, the
viewpoint can be modeled explicitly in a graphical model to combine object
detection and geometric context (Hoiem et al. (2008a)). Sudderth et al. (2006)
model object categories via distributions of the 3d location and appearance
of visual features, and incorporate depth information from stereo images into
the training process for object detection.
In contrast to previous methods, we gradually adapt the detector parameters
online by maximizing the expected information gain for the scene estimation.
Thus, we optimally reduce the uncertainty in the state estimate by choosing
the best observation parameters. Such an approach has previously been used
for example for control parameter optimization for active sensors (such as
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of pan, tilt and zoom cameras, Denzler and Brown (2002); Sommerlade and
Reid (2008b)). However, while previous work is concerned with optimizing
the actual parameters of a physical device, we apply this idea to parameter
selection for the image-based detection process.

6.2
6.2.1

Inferring Scene Structure from Moving Pedestrians
Overview

Our method estimates the scene structure based on noisy observations of pedestrians, and it simultaneously and gradually adapts the detector parameters such that the uncertainty about the scene estimation is minimized. We
consider observations about objects in a scene as sequential time-series data
and model the dependencies between noisy and unreliable observations and
the scene structure at a certain position in the image in a graphical model.
The observations stem from a sliding-window based HOG pedestrian detector
(Dalal and Triggs (2005)). However, our approach is independent of the specific detector.
We divide the image into a regular grid (chosen independent of the specific
scene), and estimate the depth and spatial structure for each cell independently in a Dynamical Bayesian Network. The depth estimation is a probability
distribution over relative depth classes, and the spatial structure is the probability that pedestrians appear at a certain location (“walkability”), which
provides also an indication for the reliability of the estimated depth.
Based on these online estimates, the control parameters for the detection algorithm are adapted continuously depending on the image region, such that the
expected information gain is maximized in each time step. Equivalently, this
corresponds to a minimization of the expected uncertainty, which we model by
the conditional entropy of the scene estimation. By optimizing the detections,
we get more reliable measurements and thus a more accurate scene structure
estimation.
An essential parameter of an object detector is the search scale range, which
defines the size of instances from a certain object class to look for. We restrict
the optimization to find such location-dependent scale range parameters. Essentially, one parameter is a pointer to a table of scale ranges, defining the minimum and maximum scale of objects the detector is looking for (see Fig. 6.8(b)
for a legend of the scales covered by the pointers in our experiments). Our
approach could however also be applied to adapt other parameters.
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Figure 6.3: The graphical model for one image cell g and one time step t.
The observed nodes s, c are the measurements from the pedestrian detector
(scale, confidence value) and r stems from data association (reliability). The
latent nodes e, d, w correspond to the estimated existence of an object, and
the depth and walkability estimations. The control (or action) parameter a is
the selected scale range parameter of the detector.

6.2.2

Graphical Model

At the core of our approach is a Dynamic Bayesian Network (DBN) for inferring scene structure from object detections. Each DBN models one cell
of the image grid. Its purpose is to integrate information from object detector responses in order to simultaneously estimate local scene structure and
to provide the entropy framework with a means of predicting what effect a
change in the detector parameters will have on the expected information gain.
The object detector yields observations with a confidence and scale measurement, which are added as evidence into our graphical model that is shown in
Fig. 6.3.

Observed Variables
For each image cell g, we add m measurements from the current time step
t. The multinomial variable s ∈ {s1 , . . . , sN } corresponds to the scale of a
detection. Furthermore, the binary variable c ∈ {0, 1} is the confidence value
of a detection after thresholding. Thus, if the confidence value obtained from
the detector is low, the measurement will have less impact as if the confidence
value is high.
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In addition, we check whether the observed detection has consistently moved
compared to the preceding time steps. This is useful to filter out persistent
false positive detections caused by background image structures, such as doors
or windows. The result of this data association check is added through an observed binary variable r ∈ {0, 1} (reliability), which ensures that a pedestrian
is moving, thus eliminating potentially wrong static detections. As a result,
our procedure also ignores possibly correct detections of standing pedestrians.
This may lead to a slightly longer time until convergence for the benefit of
added robustness against false, early conclusions due to possibly wrong detections.

Latent Variables
Our goal is to reliably estimate the depth values for “walkable” regions, which
best explain the observations. For each time step and each measurement m,
the evidence (r, c, s) is added to the model, and the probability of the existence
of an object e in this cell is inferred for the current time step. Hence, the latent
binary variable e ∈ {0, 1} combines all the indications from the observed nodes
(r, c, s) to estimate whether a reliable observation has been made at the current
time step.
The latent variable w ∈ {0, 1} corresponds to the estimate how likely an object
will appear at this image location, and serves as a prior for e. Since we use
measurements from a pedestrian detector, and pedestrians only appear in scene
regions which are “walkable”, w corresponds to the “walkability” of this cell.
Finally, the relative depth of the scene is modeled by the latent multinomial
variable d ∈ {1, . . . , D}. The estimated depth d depends on the walkability w,
because we only can reliably estimate the depth for image regions where it is
likely that pedestrians appear.
The control (or action) parameter a models the influence of the detector parameters (in our case the search scale range) on the output of the detector. a
is selected by our algorithm (see Section 6.3) based on the last time step and
fixed for the current time step t, thus not taken into account for inference.
Ultimately, we want to optimize a to minimize the expected uncertainty of the
depth estimate for walkable regions p(d, w = 1).

6.2.3

Scene Structure Estimation

The dependencies of the variables are encoded in the DBN, see Fig. 6.3. The
conditional probability distributions of the variables within one time slice are
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manually chosen based on experiments (independently of the test videos), and
the behaviour of the DBN is verified for synthetic test sequences.
The current depth and walkability estimations depend on the last time step.
The number of observations (based on which the estimations are obtained)
influences the reliability of the estimations. Therefore, if only few observations
have been made so far, a new and reliable observation should have influence
on the estimation as if many observations already have been made before.
We model this behavior in a two-slice Temporal Bayesian Network (2TBN, a
special case of a Dynamic Bayesian Network, Murphy (2002)) by the transition probabilities p(wt |wt−1 , et−1 ) and p(dt |wt , dt−1 , et−1 ), which correspond
to the dashed lines in Fig. 6.3. They are modeled by unnormalized histograms
to realize the above-mentioned influence of the number of already made observations, and they are updated if a successful observation was made (i.e., if
p(et−1 = 1)). The information about the observed object size st−1 is used to
select the bin of the histogram p(dt |·) for the update. The a priori probabilities for walkability and depth depend on the old estimates, and are updated
if a reliable observation has been made. With these modifications, we add a
“memory” to the graphical model.
The updated conditional probability distributions in the 2TBN can be computed from the inferred probability distributions of the current time slice and
the transition probabilities introduced before:
pa (dt , wt , et |dt−1 , wt−1 , et−1 , ct , st , rt ) =
pa (dt , wt , et |ct , st , rt )p(dt , wt , et |dt−1 , wt−1 , et−1 ) =

(6.1)

pa (dt , wt , et |ct , st , rt )p(wt |wt−1 , et−1 )p(dt |wt , dt−1 , et−1 )p(et |wt )
For inference in the 2TBN, we use an approximation of the junction tree algorithm implemented using forward/backward operators (see Murphy (2007)).

6.3

Entropy-based Optimization of Detector Parameters

We aim at adapting the detector parameters in each time step depending on
the estimated scene structure (i.e., the depth estimate for walkable regions, see
Sec. 6.2). For this purpose, we optimally reduce the expected uncertainty in
the state estimate by choosing the observation parameters. This influences the
observations and thus the inferred scene estimation. The control parameter
at summarizes the different parameter settings for the observation process, in
our case the possible scale range parameters of the detection algorithm.
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Reducing the Expected Uncertainty

At time step t, our algorithm chooses the best possible parameter at to make
an observation ot based on the last scene estimation pt−1 (w, d|a). Among all
possible choices, the selected parameter will maximally reduce the expected
uncertainty in a given probability distribution of the true state x = (w, d)
of the DBN, which is the scene estimate we want to optimize. Applying the
chosen parameter at yields an observation ot = (c, s, r), which is finally used
to update the scene estimation pt (w, d) by Bayesian inference in the DBN.
A natural measure for the uncertainty is the expected conditional entropy,
ZZ
Ĥat (wt , dt | et , ct , st , rt ) = −
pat (xt , ot ) log(pat (xt |ot )) dxt dot ,
(6.2)
| {z } | {z }
xt

ot

which is independent of the observation to make in the next time step.1 The
parameter a∗t is then found by minimizing the entropy:
a∗t = arg min Ĥat (xt |ot )
at

(6.3)

The probabilities in Eq. 6.2 are obtained by inference in the DBN (see Section 6.2) that encodes the conditional independence relationships between the
nodes:2
pa (w, d, e, c, s, r) = p(w)p(d|w)p(e|w)p(r|e)pa (c|e)pa (s|e, d)

(6.4)

The factors influenced by the detector are pa (c|e) and pa (s|e, d), which need
to be estimated for every possible parameter setting a (see next section).
Our approach results in a restriction in the data selection process. We reduce
the scale range of possible targets in the observed scene and thus implicitly
apply a location-dependent size prior. This results in a decreased number
of false positives in image areas where our algorithm can acquire sufficient
detections to reliably estimate the scene structure.

6.3.2

Estimation of Detector Statistics

The influence of the detector parameters on the measurement process is formalized by the probabilities pa (c|e) and pa (s|e, d). They describe the likelihood
of making an observation with a certain confidence c given the evidence of an
1
pa (·) is a simplified notation for p(·|a). For details about the entropy formulation, see,
e.g., Denzler and Brown (2002); Denzler et al. (2003); Sommerlade and Reid (2008b).
2
To simplify the notation, we omit the subscript t and marginalize out the variables at
t − 1.
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object class e, and the likelihood of an observation with size s given e and the
depth d.
Usually, neither the true depth d nor true height of a person are found in
publicly available image databases. Instead, only the pixel size s∗ of persons
in the image is annotated. Therefore, we learn the output of the detector for
the annotated pixel size s∗ from training data, yielding p(c|e, s∗ ) and p(s|e, s∗ ),
and approximate p(c|e) and p(s|e, d) by marginalization:
Z
p(c|e)

=
Z

p(s|e, d)

=

p(c|e, s∗ )p(s∗ |e) ds∗

(6.5)

p(s|e, s∗ )p(s∗ |e, d) ds∗

(6.6)

Furthermore, we model p(s∗ |e, d) with a projective mapping for an assumed
focal length f and object height h:
p(s∗ |e = 1, d) = k exp(−(f · h/d − s∗ )2 /σ 2 )

(6.7)

and estimate the false detection distribution p(s∗ |e = 0, d) by running the
detector on images without pedestrians. p(s∗ |e = 1) is the distribution of
annotated object sizes in the training set.
To train the expected detector performance, we use the GRAZ / INRIA image
database (Dalal and Triggs (2005)) and the protocol described by Agarwal et
al. (2004). Although Eq. 6.7 neglects the actual focal length of the original
images, manual inspection of the data set used for the evaluation reveals a
typical short focal length for street scenes, which coincides with our application
domain.

6.4

Experimental Results

We demonstrate our approach by showing first experiments using high resolution (HD) videos. For all tests, the images are discretized into a regular 20×20
grid, of which each cell is modeled by a DBN as described before. The number
of depth classes d and the number of different scale range parameters a are
set to 10 each. We divide the maximum search scale range for the detector
in 4 parts and map the possible minimum/maximum scale combinations to 10
different actions (see the legend in Fig. 6.8(b)).
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Figure 6.4: Detection filtering for input from the scene in Fig. 6.1 (top–left).
The yellow boxes are detections from the last frame. Depending on the correspondence w.r.t. size and position, the current detections are either accepted
(green) or dismissed (red). To avoid false positive detections caused by background image structures, persistent detections at the same image position are
omitted.

6.4.1

Scene Structure Estimation

For the scene in Fig. 6.1 (top–left), we show the filtered detection input for
one frame in Fig. 6.4. The result of our scene structure estimation is shown in
Figs. 6.5 and 6.6 (estimated after about 30 seconds of video). Figs. 6.5(a) and
6.6(a) show the most probable depth classes (i.e., maxd p(d, w = 1)) where
pedestrians are reliably detected (i.e., of “walkable” regions), and Figs. 6.5(b)
and 6.6(b) show the probability that a region is walkable (i.e., p(w = 1)).
Although the pedestrian detector returns many false positives for such cluttered
and crowded high-resolution images with partial occlusions, our model robustly estimates the regions of reliable detections and the relative depth classes.
For regions that are further away from the camera, it usually takes less time
until the estimation converges, since more measurements fall into the same
cell. As more and more observations are available, the more complete the
scene estimation gets.
To estimate the ground surfaces from the estimated depth values, we project
the depth values to 3D points by roughly assuming a focal length of the camera
(which is either known or roughly estimated, see Sec. 6.3). Planes are then
automatically fitted to the points using RANSAC (Fischler and Bolles (1981))
and segmented into walkable regions where p(w = 1). The result for the two
examples is shown in Figs. 6.5(c) and 6.6(c). Note that for the scene in Fig. 6.6,
two ground surfaces are correctly found by our algorithm.
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(a) Estimated depth.

(b) Probability of walkability.

(c) Computed ground plane segments.

(d) Computed size and location prior.

Figure 6.5: Results for the scene in Fig. 6.1 (top–left). We show in a) the
most probable depth classes for walkable regions (depth is encoded in color
values) and in b) the probability of walkability (i.e., probability of reliably
detected pedestrians; dark regions are more probable). The computed ground
plane segments are shown in c) and the computed prior for size and position
of persons in d).

Based on the estimated depth and walkability, bounding boxes are randomly
sampled in Figs. 6.5(d) and 6.6(d). As can be seen, the samples are very
plausible. The estimated scene structure can thus be used as a prior for object
detectors (which are used, e.g., for the tracking algorithm presented in Chapter
3).
Our results are complementary to those from approaches based on texture classification. Fig. 6.7 shows the result of the method from Hoiem et al. (2005b)
for the two scenes in Fig. 6.1 (top). In Fig. 6.7(a), the previously segmented
image regions are either labeled as horizontal plane (green) or vertical structure (red). In Fig. 6.7(b), the image part that corresponds to the estimated
horizontal plane is shown. In particular, our approach allows us to estimate ground surfaces that are composed of more than one planar region (c.f.,
Fig. 6.6(c)).
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(a) Estimated depth.

(b) Probability of walkability.

(c) Computed ground plane segments.

(d) Computed size and location prior.

Figure 6.6: Results for the scene in Fig. 6.1 (top–right). We show in a) the
most probable depth classes for walkable regions (depth is encoded in color
values) and in b) the probability of walkability (i.e., probability of reliably
detected pedestrians; dark regions are more probable). The computed ground
plane segments are shown in c) and the computed prior for size and position
of persons in d). Note that two ground surfaces are found for this scene.

6.4.2

Detector Parameters Optimization

Secondly, we demonstrate the effect of the entropy-based search scale range
selection in an online experiment. In each frame, measurements from the
detector are combined, and the best location-dependent scale range parameter
for the next time step is selected. In the beginning, the depth distribution for
one cell is uniform. After each time step, our method progressively refines
it, decreasing the entropy maximally. In Fig. 6.9, the entropy of the scene
estimation is plotted for each frame with and without our algorithm for scale
range parameter selection. As can be seen, the entropy (i.e., the expected
uncertainty in the state estimate) decreases faster than without parameter
selection.
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(a) Labeled image (green:
red: vertical).

horizontal, (b) Estimated horizontal (ground) plane.

Figure 6.7: Results from the method of Hoiem et al. (2005b), which estimates
the scene structure (horizontal and vertical structures) from a single image.
As can be seen, the method detects only one single horizontal plane (below).
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(a) Location-dependent search scale ranges.

(b) Legend for action parameter a.

Figure 6.8: The location-dependent search scale range for each cell for the
scene in Fig. 6.1 is shown in a). The color legend in b) shows the action
parameter a, which encodes the detector search scale ranges.
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Figure 6.9: The entropy of the scene estimation is shown over time with
(blue) and without (red) scale range parameter selection. As can be seen, the
entropy (i.e., the expected uncertainty in the state estimate) decreases faster
than without detector parameter selection.
In Fig. 6.8(a), the chosen parameters for each cell are shown for the scene in
Fig. 6.1 (top–left) after about 30 seconds. Fig. 6.8(b) illustrates the detector
search scale range covered by the action parameter a (encoded in colors).
Fig. 6.8(a) demonstrates that the search scale range is strongly restricted in
cells with reliable scene estimates (c.f., Fig. 6.5(b)). For image regions where
the scene estimation is not reliable (because only a few or noisy observations
have been made so far), the search scale range is not or only slightly limited.
For a typical frame of our HD video sequences, the original HOG pedestrian
detector (Dalal and Triggs (2005)) evaluates more than 3000 000 detection windows on the whole image. In comparison, our method effectively limits the
search scale range by acquiring scene-specific knowledge such that typically
only about 400 000 windows are evaluated (corresponding roughly to a speedup of 10). For the remaining image region, where no scene structure estimation is available (yet), one could employ a random sampling scheme with a
small budget of detection windows, since the region is less likely to contain
pedestrians.

6.5

Discussion and Outlook

We presented a study to estimate the scene structure from online data-streams
from a static camera. The online learning approach robustly combines unreli-
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able observations from a pedestrian detector. The method allows us to simultaneously adapt the detector parameters by maximizing the expected information gain about the scene structure. As a result, our approach automatically
restricts the detector scale range for each image region as the estimation results become more confident, thus improving detector run-time and limiting
false positives.
The approach helps to resolve the tradeoff between exploring the image for
all possible scales and relying on the current estimation. The method is not
based on strong assumptions (e.g., about the viewpoint), in contrast to many
related methods. Furthermore, it can estimate multiple ground surfaces, and
it benefits from virtually unlimited data sources like webcams or surveillance
cameras.
Currently, our algorithm is restricted to reconstruct only ground surfaces where
people walk. To extend the method, color and texture cues could also be
integrated. Furthermore, the estimation is currently performed independently
for each cell. However, the probability that the depth is similar at nearby
locations (where the image moreover looks similar) is higher than for two
differently looking, far apart image regions. Thus, the spatial relationship
between cells could be incorporated into the estimation.
The presented approach could be used to enhance the tracking-by-detection algorithm presented in Chapter 3. On the one hand, the detector output could be
improved by limiting false positive detections. On the other hand, the estimated scene model could be used to optimize the initialization and termination
region of the tracker. Furthermore, the acquired tracking information could
also be used to improve the scene estimation in return by integrating tracklets
into the graphical model. Moreover, the estimated depth information could be
used to improve the informative value of the results from the method presented
in Chapter 4. Such a combination of knowledge about the scene and about
the agents that move within it could enable a more accurate and complete
description of what happens in a scene (i.e., improve scene understanding).
Based on the presented approach, a method for maintaining a quality-of-service
for detections could be developed. Given a certain computation time that is
available for the current frame, the method could then decide where to search
for an object in the image. Such methods will become more and more important, especially for real-time processing (e.g., for surveillance applications).

7
Conclusion and Outlook

In this thesis we have presented various methods to analyze video content at
different scale levels. Depending on the scale level different aspects of a scene
are captured. Hence, each scale level contains useful information but requires a
different approach to exploit it. Our work was focused on finding dynamically
moving persons and analyzing their behavior in complex real-world scenes.

7.1

Contributions

In detail, the contributions are as follows:
Chapter 2 proposed a method to detect faces and estimate their poses in realtime. The method works for unseen persons and very large pose changes. By
exploiting depth information, we overcome some of the restrictions of existing
methods. The algorithm computes a novel shape signature to identify distinct
regions with high curvature such as the nose tip. This yields a set of candidate
nose positions and orientations that we use as head pose hypotheses. The
hypotheses are then evaluated in parallel on the GPU. Our approach thus
follows a tendency towards massively parallel computations that replace a
piecemeal analysis on the basis of sophisticated feature extraction. We have
shown that the reference image resolution necessary for an accurate estimation
is very low. Hence, the method is robust to facial variations and expressions.
In a feasibility study, we investigated how the algorithm can be extended for
low-quality range input from passive stereo-systems.
In Chapter 3 we presented an algorithm to find and track a variable number
of dynamically moving persons in complex scenes. The algorithm is based on
the output of an object detector. Hence, in contrast to background-modeling
based trackers, our method is robust to changing background and moving
cameras. Furthermore, the tracking targets are initialized automatically. To
complement the class-specific knowledge from a general object detector, we
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use target-specific classifiers that are learned online. Our method uses only
information from one single camera and does not require scene-specific knowledge (e.g., ground plane or camera calibration), which is usually not available
for arbitrary data-streams. In contrast to some previous methods, our algorithm only considers information from past frames and thus is suitable for
time-critical, online applications. We have shown that our algorithm yields
good tracking performance in a large variety of highly dynamic scenarios, such
as typical surveillance videos, webcam footage, or sports sequences.
The method in Chapter 4 builds upon low-level motion information to model
the relations between activities of multiple agents. For this purpose, we introduced a non-parametric Bayesian model, which combines the advantages of
several previous lines of work. The method does not require any scene-specific
information. To learn the model we used Gibbs Sampling and injected prior
structure. The model allows us to extract typical location-dependent motion
patterns and learn the dependency between possibly periodic activities. We
have demonstrated that our method finds typical scene situations, scene rules,
and the periods of actions in very complex scenes.
While this method can be used for offline video analysis, it is not applicable to
online data-streams such as webcam footage. Hence, we presented in Chapter
5 an algorithm to detect unusual scenes (or scene changes, respectively) based
on a model that is learned completely online and adapts permanently. To
operate at the scene level, the method is based on simple gradient features.
Our approach classifies outliers without having to manually define a similarity threshold for classification, which would have to change constantly as
new data is observed. In order to focus on informative parts of the scene we
automatically adapt the data representation. We have demonstrated that our
method finds plausible unusual scenes in several months of recorded webcam
data. The method can be used to support a human guard who monitors many
cameras or for webcam summarization.
Finally, in Chapter 6 we described an approach to acquire scene-specific knowledge from online data-streams by estimating the scene structure. An online
learning approach continuously integrates unreliable observations from a pedestrian detector as the system runs. In contrast to previous methods that
are mostly based on single images, our approach is not based on strong assumptions. Simultaneously, our method allows to adapt the search scale range
of an object detector by maximizing the expected information gain about the
scene structure. Thus, the method automatically restricts the search region
and detection size as the estimation becomes more confident. Our method
can be used to improve the runtime of an object detector and to limit false
positives.
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Goal

Scale level

Semantic level

Learning

Speed

Face pose estimation
Multi-object tracking
Activity analysis
Scene change detection
Scene structure estim.

Face
Multi-agent
Multi-agent
Scene
Multi-agent

Low-level
Low-level
High-level
Intermediate
Intermediate

Offline
Adaptive
Offline
Online
Online

Real-time
Online
Offline
Real-time
Online

Table 7.1: Overview of the different methods presented in this thesis.
Exploiting Information depending on the Scale Level. At the most
detailed face level we exploit shape information and facial features to robustly
detect unseen faces and estimate their poses in real-time. At the multi-agent
level, dynamically moving persons are tracked based on the unreliable output
from an object detector. Such low-level information is then used to analyze
the activities and interactions between moving agents. For this purpose, a
statistical model learns the relations between co-occurring and consecutive
activities in highly dynamic scenes. Furthermore, we acquire knowledge about
the structure of a scene from unreliable person detections and use it to enhance
object detection. At the coarsest scene level where individual persons are too
small to be found, our method detects novelty from webcam footage based
on gradient information. All methods were tested on extensive datasets of
complex real-world scenes, recorded from a variety of sources.

Learning from Online Data-Streams. One contribution of our work is
how to learn continuously from online data-streams. Both offline and online
learning approaches have advantages and disadvantages. On the one hand,
methods that use offline-trained models usually work faster during run-time.
Furthermore, they allow us to easily incorporate prior knowledge. On the other
hand, online methods are more flexible and robust because they adapt to the
scene content. One key insight was that a combination of previously learned
models and adaptive components is preferable for many applications: While
the models in Chapters 2 and 4 are trained completely offline, the tracking
algorithm in Chapter 3 additionally includes adaptive components that complement the previously learned pedestrian model. In contrast, the models in
Chapters 5 and 6 are learned completely online, continuously adapting as new
data arrives (see Table 7.1 for a comparison).

Handling Unreliable Information from Object Detectors. Motivated
by the recent progress in object detection, the methods presented in Chapters
3 and 6 are based on the input from detectors. Another main contribution of
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our work is the exploration of how this unreliable information source can be
used, since the detector output is not reliable. To handle such unreliable input,
class-specific detector knowledge has been complemented by instance-specific
information in Chapter 3, and motion information has been used in Chapter 6.

Online / Real-Time Processing. Since many interesting video sources
are webcams and surveillance cameras, which deliver a permanent stream of
data, another goal of our work was to develop algorithms that are capable of
online1 or real-time processing. However, there is a tradeoff between speed
and accuracy or flexibility. On the one hand, the brute-force approach used
in Chapter 2 allows the resulting algorithm to operate in real-time. On the
other hand, Chapter 4 presented a highly sophisticated statistical model that
runs only offline, i.e., after a video clip has been observed. While the methods
in Chapters 2, 5 and 6 rely on information that can be extracted in realtime (depth information, optical flow, and gradients, respectively), the object
detectors used in this thesis do not work in real-time yet.

7.2

Perspectives

In each previous chapter, we discussed different possibilities for improvement
on the method level. Also beyond, there are numerous extensions to this work:

Online Learning. Learning is a continuous, lifelong process for humans.
However, most computer vision systems still rely on a fixed training phase in
which all learning takes place. We investigated both offline and online learning
approaches in this thesis, in particular to deal with online data-streams. As described before we believe that a combination of previously learned models and
adaptive components are preferable for many applications. Such an approach
has been shown to be very successful in our tracking algorithm, where classspecific prior information and continuously acquired instance-specific knowledge is integrated. Similarly, the robustness of the face pose estimation algorithm in Chapter 2 could be further increased by adapting the average face
model. However, so far, this algorithm works for unseen faces and for single
frames (i.e., does not depend on video input). As a possible compromise, the
method could detect whether the input stems from a continuous data-source
or contains a familiar face, deciding whether to adapt to the input or not.
1
I.e., the algorithm yields the result for the current frame before the next frame is
processed.
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Combination of Scale Levels. It would be desirable to integrate the algorithms for the different scale levels in a unifying framework. Some of the
additional components that would be necessary include pan-tilt-zoom cameras,
camera scheduling (e.g., Sommerlade and Reid (2008a,b)), and a mechanism
for integration and reasoning (e.g., Bellotto et al. (2009)). However, as some
of the requirements and properties of the presented methods are quite diverse
(e.g., requiring different cues or applying different learning approaches), a complete integration would need a considerable effort and is not realistic. Instead,
individual combinations of some of the methods seem promising.
For example, the integration of the tracking algorithm and estimated scene
structure information could be very useful. Similar combinations have already
been shown to be beneficial (c.f., Leibe et al. (2007a); Hoiem et al. (2008b);
Wojek and Schiele (2008); Ess et al. (2009a)). First, such a combination could
enable a more significant analysis, since the motion of single agents could be
related to the coarse scene geometry and statistical information. Hence, this
facilitates a better understanding of the whole scene, enabling a more holistic
interpretation of the behavior of moving agents. Second, cognitive feedback
loops could enhance each algorithm in turn. Online acquired scene knowledge
could be used to enhance the accuracy of detection and tracking algorithms
(as shown in Chapter 6), without restricting the application area. The scenespecific information could also help initialize and terminate the trackers (i.e.,
in regions where people are expected to appear and disappear, and for locationdependent target sizes). In return, the instance-specific knowledge about individual targets and the trajectory output could be integrated into the scene
modeling framework to support a more reliable estimation.

Single-Agent Level. In this thesis, we ignored the single-agent level, where
entire objects are captured with a high resolution. Particularly, this would
allows us to recognize body limbs (Ramanan et al. (2007); Ferrari et al. (2008)).
Hence, gait analysis or the recognition of human actions are of particular
interest (e.g., Jaeggli et al. (2008)). For example, our multi-person tracking
algorithm presented in Chapter 3 could be used as a preprocessing step for
articulated tracking. Based on the extracted bounding boxes, the persons
could be segmented and their body pose estimated (c.f., Gammeter et al.
(2008)). Instead, multi-person tracking and body pose estimation could also be
treated as a coupled problem. Then, prior knowledge on possible articulations
and temporal coherency within a walking cycle could be used to recover from
occlusions (Andriluka et al. (2008)).

188

7. Conclusion and Outlook

Multiple Object Categories. In this work we concentrated on analyzing
the motion and behavior of persons. However, other object types should also
be taken into account for a coherent analysis of a scene. Some of our algorithms
are object-class specific (Chapters 2, 3, 6), while others do not discriminate
between the type of the different moving objects (Chapters 4, 5). From the
formers, we extended the method presented in Chapter 2 for arbitrary rigid
objects (Germann et al. (2007); Park et al. (2009)). Also the algorithms in
Chapters 3 and 6 (which rely on the input from a class-specific person detector)
could be extended for other object classes, as they are not dependent on a
specific detector. However, it would still be necessary to adjust some classspecific parameters of the algorithms (e.g., the motion model for the tracker
in Chapter 3). If different object categories (e.g., cars and people) could be
detected simultaneously, dependencies between them could be explored (e.g.,
to improve the tracker or to enhance scene understanding).

Input from Multiple and Moving Cameras. All methods presented in
this thesis only deal with input from one single view (or camera, respectively).
However, in a surveillance setting such as a subway station, several cameras
often observe a (partially) overlapping area of the scene. Although the presented methods could work on each input image independently (e.g., the methods
in Chapters 4 and 5), such input is only fully exploited if the input from the
different images is combined (e.g., Loy et al. (2009)). Hence, image-based
auto-calibration could be done based on static structures or (moving) objects
in the scene. The tracking algorithm could then be extended to track in a 3D
coordinate system (Giebel et al. (2004)). Here, the information from multiple
overlapping cameras could also help overcome ambiguities during occlusions.
Activity analysis can then be done in a distributed camera system, and hence
correlated actions and events across different camera views can be learned and
detected.
In this work we assumed that the cameras are static. Only in Chapter 3
we showed experiments with moving cameras. However, many surveillance
cameras and webcams are panning (and even zooming), either automatically
or controlled. Some of the presented methods already are robust to moving
cameras, although they still could be optimized to handle such input (Chapters
2, 3). Other methods only work for static cameras (Chapters 4, 5, 6). To
extend them to input from moving cameras, one solution could be to register
the input images. To this end, it will be necessary to investigate camera
calibration.

7.2. Perspectives
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Contextual Information and Scene Knowledge. Contextual information from both other objects or the scene can help detect an object (Torralba
(2003); Sudderth et al. (2008)). Moreover, in real-world scenes, sometimes
objects cannot be detected without contextual information at all, because the
input is degraded due to motion blur or low resolution (Kruppa (2004)). We
have shown in Chapter 6 how context information about the scene can be used
to improve an object detector. Moreover, contextual information can also be
used for activity modeling. In Chapter 4 the presence or absence of other
(moving) objects is taken into account for learning co-occurring activities in
Chapter 4. Additionally, local activity in one scene region could enhance the
probability that another activity in another scene region will follow. While
our method models such knowledge only implicitly so far, the use of such
contextual information could be further intensified in future work.
One particular direction of interesting and promising future work is how to acquire knowledge about the scene (both statistical and 3D information). While
we only used the output of an object detector as input (Chapter 6), the combination of further cues such as color and texture information or tracking
information could be used to segment and label elements of the scene (c.f.,
Posner et al. (2007, 2009); Brostow et al. (2008); Wojek and Schiele (2008);
Ess et al. (2009b)). Instead of segmenting each frame individually as some previous methods, we could exploit the fact that we deal with videos from static
cameras. As discussed above, such online acquired scene knowledge could enhance the accuracy of detection and tracking algorithms and facilitate better
scene understanding, without restricting the application area.

A
Object Detection

The methods presented in the Chapters 3 and 6 employ object detectors.
We give a short introduction to the methods we use in our work. Object
detectors aim at detecting the occurrences of one or several object classes in
single images. Most recent detectors can be classified in either sliding windowbased or voting-based approaches. We use a prominent implementation of both
principles: The Histogram of Oriented Gradients detector of Dalal and Triggs
(2005) and the Implicit Shape Model detector of Leibe et al. (2008).

Implicit Shape Model
The Implicit Shape Model (ISM) developed by Leibe et al. (2008) is a votingbased approach for object detection. To train a new ISM, local features are
extracted from training images and their spatial occurrence distributions on
the object are learned as follows. For each training image, an interest point
detector calculates local features around the extracted points. These local features are then clustered to form a visual vocabulary of typical local features for
this object class – the so-called codebook. Additionally, the spatial occurrence
distributions on the training data for each of those typical features are stored,
as well as a local segmentation mask.
At runtime, the same feature extraction procedure as in the training step is applied to generate hypotheses in an image (upper part of Fig. A.1). The entries
of the codebook that match to one of the extracted features cast votes for possible object locations according to the learned occurrence distributions. The
votes are collected in a probabilistic Hough voting procedure, where maxima
in the voting space form preliminary detection hypotheses.
In the final segmentation and verification stage (lower part of Fig. A.1), the
detector back-projects supporting features of a hypothesis to the image using
the stored segmentation masks of the local features. Thus, a segmentation
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Figure A.1: Recognition procedure for the ISM detector (Leibe et al. (2008)).
mask for each hypothesis is constructed. Then, a Minimum Description Length
(MDL) based verification step disambiguates overlapping hypotheses.
The Hough transform voting scheme has become very popular for detection,
and several extensions of ISM have been presented recently (e.g., Gall and
Lempitsky (2009); Lehmann et al. (2009b); Maji and Malik (2009)).
Histogram of Oriented Gradients
The Histogram of Oriented Gradients (HOG) detector developed by Dalal
and Triggs (2005) is a sliding window-based approach. During training, the
detector divides the image into constant-sized cells and computes a histogram
of oriented gradients for each cell. Neighboring cells are grouped into blocks
for normalization and the concatenated feature vectors of all blocks under a detection window are evaluated together. Thus, each detection window contains
a number of blocks and their accumulated number of features. These features
are then used to train a linear support vector machine (SVM) classifier.
At runtime, the detector applies a similar procedure as in the training phase to
generate hypotheses on test images. HOG features of the cells are extracted,
grouped into blocks, and classified as either object or background using the
trained SVM. The final high-confidence detections are then produced using
non-maximum suppression of the classifier output.
Also in the case of HOG, numerous extensions have been published (e.g.,
Lampert et al. (2008); Lehmann et al. (2009a)).

B
Sequential Monte Carlo Estimation

Given consecutive measurements and the approximate initial position of an
object, the goal of sequential Monte Carlo estimation is to recursively estimate the state of the tracking target (Doucet et al. (2001); Arulampalam et al.
(2002); Cappé et al. (2007)). Thus, the posterior probability density function
p(xk |z1:k ) of the current state xk depends on the set of measurements z1:k up
to time k (also called transition probability density function). Since the characteristics of a target can be regarded as a dynamic system, the evolution of
the state is modeled using a motion (or system) model and the measurements
using an observation (or measurement) model.
Under a first-order Markov assumption, the evolution of the hidden states
{xk , k ∈ N} is defined by
xk = fk (xk−1 , vk−1 ),

(B.1)

where fk is a nonlinear function of state xk−1 , and {vk , k ∈ N} is an i.i.d. state
disturbance process. On the other hand, the measurements are described by
zk = hk (xk , nk ),

(B.2)

where hk is a nonlinear function and {nk , k ∈ N} an i.i.d. noise disturbance
process.
The likelihood function p(zk |xk ) of a measurement given the state of the system is called the observation probability density function. Our method approximates this observation likelihood function (see Sec. 3.2.3).
Kalman Filtering
The Kalman filter is a well-known and widely used method to apply the scheme
presented before. It works under the assumption that the posterior probability
is a Gaussian, and is optimal under this assumption (Cappé et al. (2007)).
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Furthermore, the filter assumes linear motion and measurement models, i.e.,
fk and hk are now linear functions.
For each new measurement, the Kalman filter predicts a new state based on its
previous state and the current measurement. More precisely, the linear motion
model with input xk−1 produces a state estimate x̂k . Using the measurement
model and x̂k , a predicted measurement ẑk is generated. To correct this
prediction, the Kalman filter introduces the so-called innovation term (Cappé
et al. (2007))
ν = zk − ẑk ,
(B.3)
from which the current state
xk = x̂k + wν

(B.4)

is derived using the predicted state x̂k and its innovation ν. w is called the
filter gain.

Sequential Importance Sampling (SIS)
Since density functions of measurements are often non-Gaussian, the Kalman
filter is limited. A more powerful technology method is the particle filter,
which allows us to approximate a multi-modal distribution by representing the
posterior density function by a set of samples (or particles) with associated
weights.
Given a random measure with Ns support points {xi0:k , i = 0, . . . , Ns } and
P
i
associated normalized weights {w0:k
, i = 0, . . . , Ns } such that i wki = 1, the
posterior density at time step k can be approximated as
p(x0:k |z1:k ) ≈

Ns
X

wki δ(x0:k − xi0:k ),

(B.5)

i=1

where the particle weights are determined according to the principle of importance sampling described next.
The sequential importance sampling algorithm can be applied when it is difficult to sample directly from a probability density function. It uses an importance distribution q(·) that approximates the probability density function.
The importance function only depends on the past state xk−1 and current
observation zk . The filtered posterior density is then represented by
p(xk |z1:k ) ≈

Ns
X
i=1

wki δ(xk − xik ),

(B.6)
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and the modified weights are defined by
i
wki ∝ wk−1

p(zk |xik )p(xik |xik−1 )
.
q(xik |xik−1 , zk )

(B.7)

Hence, sequential importance sampling recursively propagates support points
and their associated weights using sequentially received measurements to approximate the true posterior at each time step.
Although importance sampling precisely estimates distributions with low computational complexity, the SIS algorithm often fails in the long run. Because
of the degeneracy problem, all but a few particles will have very low weights
after a couple of iterations, such that only a small portion of particles actually
contribute to the computed estimate. This problem can be solved using the
following modifications.

Sequential Importance Resampling (SIR)
The sequential importance resampling algorithm extends SIS by introducing
an additional resampling step. After propagation and weighting, the particles
Ns
are resampled. This generates a new set {xi∗
k }i=1 by drawing Ns times from
the discrete filtered posterior density of the current population (Eq. (B.6)).
Thus, particles with high weight are likely to be replicated, while others with
small weight might not be drawn and thus are eliminated. Since the resulting
particle set is an i.i.d. sample from the discrete density, the weights are set to
wki = 1/Ns .

Bootstrap Filter
A popular choice for the importance distribution q(·) in Eq. (B.7) is the state
transition density function p(xk |xk−1 ), resulting in the so-called bootstrap
filter. Since the probability density and the importance density function are
then equal, the importance weights in Eq. (B.7) simplify to
i
wki ∝ wk−1
· p(zk |xik ).

(B.8)

Hence, the weights only depend on the likelihood of the current observation
p(zk |xk ), making it easy to compute the posterior probability density function.
We use this variant for our tracking algorithm (see Sec. 3.2.1).
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Further Extensions
The Auxiliary Particle Filter (APF) was proposed by Pitt and Shephard (1999)
to filter with an importance density that depends on the most recent observation. As an extension to SIR, the filter draws samples from auxiliary variables
that are calculated using the dynamic model of the filter. Although APF requires an additional likelihood evaluation per particle, fewer particles are likely
to be needed due to the more efficient sampling of the posterior.
For situations where the inter-frame motion cannot be modeled precisely (e.g.,
in case of unexpected, abrupt motion), iterated likelihood weighting (ILW) can
help improve the particle filter’s accuracy. The algorithm presented by McKenna and Nait-Charif (2007) bears on the assumption that the observation
likelihood of the target is strong. Similar to the standard SIR filter, ILW
assigns weights and resamples the particles. The procedure is repeated iteratively for one half of the particles, using the most recent observation only.
Thus, some particles are attracted more to regions of high likelihood, which
makes it possible to adapt faster to motion changes. The other half of the
particles remains unchanged to account for an erroneous observation model.
We use this modification for sports sequences with abrupt motion changes and
camera motion (see Sec. 3.3.3).

C
Data Association

The goal of data association is to assign measurements to tracking targets.
This task is generally difficult, because usually the measurements are not
reliable and noisy. Furthermore, several measurements may originate from
the same target or a new object may have entered the scene. On the other
hand, maybe another target was occluded or left the scene. To compensate
for sources of uncertainty and to simultaneously track a variable number of
targets, many approaches for data association have been presented (see also
Sec. 3.1). We briefly describe the most important ones.

Nearest Neighbor Association
The most simple approach is to assume that a measurement is by the nearest
target. Closeness is usually defined by the Mahalanobis distance, where decisions are made on a per-frame basis solely on the current image data. Often,
measurements are associated to their nearest target only if the distance is below some threshold. Although the algorithm is very easy to implement and
fast, the results are sub-optimal. There is a high chance that the associations
are not correct, which can cause the filters to converge slowly or even to fail
completely (for details see Cox (1993)).

Probabilistic Data Association Filter (PDAF)
Proposed by Bar-Shalom and Jaffer (1972), the probabilistic data association
filter (PDAF) is an extension to Kalman filtering (see Sec. B). Like the standard Kalman filter, PDAF assumes the existence of only one single target, which
may cause no or multiple measurements. The target can cause only one “true”
measurement, while all other measurements are considered as “false” and are
assumed to originate from a uniform noise process (for details see Rasmussen
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and Hager (2001)). The algorithm can handle missing and supernumerary
measurements.
The idea is to combine innovations ν i (see Eq. (B.3)) of multiple measurements
in a probabilistic way to emphasize the single “true” measurement. Hence,
PDAF introduces the notion of the combined innovation
ν=

n
X

βi ν i ,

(C.1)

i=0

which is the weighted sum of n individual innovations. Each βi corresponds to
the normalized probability of an association event Θi , which is proportional to
the similarity between a measurement zi and its predicted counterpart. Furthermore, β0 is computed that corresponds to the probability that no measurement is caused by the target. Similar to the standard Kalman filter, the
PDAF then corrects the state estimate by adding an innovation term ν to the
predicted state (see Eq. (B.4)).
Joint Probabilistic Data Association Filter (JPDAF)
Fortmann et al. (1983) extended the PDAF for a fixed, known number of multiple targets. The JPDAF enforces an exclusion principle such that multiple
trackers are not latching onto the same target. Similar to the PDAF, the
JPDAF calculates the combined innovations for each target
νt =

n
X

βit ν i,t ,

(C.2)

i=0

where βit is the association probability of measurement zi with target t, and
β0t is the probability that no measurement matches the target.
A key notion in the JPDAF is the joint event Θ, which is a conjunction
of individual association events Θi,t . The joint event Θ disallows logically
infeasible combinations to avoid that different trackers lock onto the same
target. Since a single target generates at most only one peak in the image
likelihood, multiple measurements must not be associated to the same target.
Also, trackers must not share measurements.
The conditional probabilities of the joint events are then summed up to calculate the innovation weights
X
βit =
p(Θi,t |zi )τi,t (Θ),
(C.3)
Θ

where τi,t is an indicator variable with i = 1, . . . , n and t = 1, . . . , T . τi,t is
one if the measurement zi is associated with target t, and zero otherwise. The
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conditional probability p(Θi,t |zi ) is calculated jointly over all measurementtarget combinations.
Although the JPDAF performs well for a limited number of objects, its computation time grows exponentially with the number of targets and measurements.
Furthermore, JPDAF assumes that the image likelihood of the different targets is independent. However, this assumption is wrong if targets overlap. For
more details, see e.g., Cox (1993).
Extensions
To overcome the independence assumption of the JPDAF, Rasmussen and
Hager (2001) introduced the Joint Likelihood Filter (JLF). The JLF stacks
individual component samples to one joint sample. By predicting possible
occlusions between the objects, JLF picks the most likely depth ordering of
component samples and performs gradient ascent. Then, the most probable
of all of the joint samples is selected and converted to a joint measurement.
Lanz (2006) presented another solution to the same problem. Their Hybrid
Joint-Separable (HJS) model uses spatial information within state vectors of
tracked targets to reason explicitly about occlusions. Their algorithm computes the posterior distribution of each target with a computational complexity that grows quadratically with the number of targets.
Multiple Hypothesis Tracking (MHT)
Reid (1979) proposed the Multiple Hypothesis Tracker (MHT), which is a
hypothesize-and-test approach. The algorithm generates and maintains multiple hypotheses for each association decision, which are evaluated later as new
observations are obtained. However, the algorithm cannot handle long-term
occlusions because the computational complexity grows with the number of
observations and time steps.
Numerous extensions have been proposed (e.g., Cox and Hingorani (1996)).
Recently, Ryoo and Aggarwal (2008) presented an approach to efficiently enumerate the multiple possibilities, which improves reliability and accuracy of
the tracking system. Instead of diverging and maintaining all intermediate
possibilities at every time frame, their algorithm “observes” until enough information is concatenated to make a meaningful analysis. Then, the most
likely “explanations” are generated. The approach can efficiently track objects even if they are fully occluded.

D
Boosting for Classification
Classification can be described as learning about the behavior of a function by
looking at several input-output examples of the function. A boosting algorithm
combines a number of weak learners (or hypotheses, see Grabner and Bischof
(2006)), which were generated by repeatedly training with different subsets
of training data. AdaBoost is a prominent example for a boosting algorithm,
which has been analyzed carefully (e.g., Schapire et al. (1997)).
A weak classifier only has to perform slightly better than random guessing,
where the hypothesis hweak generated by the weak classifier is obtained by
applying a learning algorithm. The aggregated N weak classifiers are linearly
combined to a confidence measure
N
X

(x),
αn hweak
n

(D.1)

hstrong (x) = sign(conf (x)).

(D.2)

conf (x) =

n=1

and the strong classifier is obtained by

For the (discrete) AdaBoost algorithm, training samples are re-weighted. A
weak classifier hweak is trained given the training set χ with positively and
negatively labeled samples and an initial uniform distribution p(x). Based on
the error en , a weight is assigned to the weak classifier hweak
. The distrin
bution p(x) is then updated such that the probability for samples that were
misclassified is increased. For each boosting iteration, a new weak hypothesis
is added. In the implementation of Grabner and Bischof (2006), the weak
classifiers correspond to single features, and boosting selects the best possible
features to discriminate the training data from a pool of features.
To adapt boosting for an online scenario (i.e., to select features as they arrive),
Grabner and Bischof (2006) introduce the concept of selectors. Given a set of
M weak classifiers with the corresponding hypotheses, a selector
hsel (x) = hweak
(x)
m

(D.3)
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selects exactly one of the weak classifiers according to an optimization criterion. Training a selector means that each weak classifier is trained and the
one with the lowest estimated error is selected.
sel
To train online AdaBoost, a fixed set of N selectors hsel
1 , . . . , hN is randomly
initialized, each with its own feature pool. For each new training sample, the
selectors are updated with respect to the importance weight of the current
sample. Consecutively, the weak classifiers of each selector are updated to
generate their hypotheses. The selector then selects the weak classifier with
smallest error based on the weights of correctly and wrongly classified examples
seen so far. The corresponding voting weight αn and the importance weight
λ of the sample are updated and passed to the next selector. Additionally,
the worst weak classifier in the classifier pool of every selector is replaced by
a randomly chosen one of the feature pool in order to increase the classifier
pools’ diversity.

After updating all selectors, a strong classifier is obtained by a linear combination of the selectors
N
“X
”
hstrong (x) = sign
αn hsel
n (x) ,

(D.4)

n=1

where the number of selectors remains constant for each new training sample.

Bibliography
3DV Systems. Z-Cam, 2009. http://www.3dvsystems.com.
A. Adam, E. Rivlin, I. Shimshoni, and D. Reinitz. Robust real-time unusual
event detection using multiple fixed-location monitors. IEEE Transactions
on Pattern Analysis and Machine Intelligence, 30(3):555–560, 2008.
S. Agarwal, A. Awan, and D. Roth. Learning to detect objects in images via a
sparse, part-based representation. IEEE Transactions on Pattern Analysis
and Machine Intelligence, 26(11), 2004. 175
M. Andriluka, S. Roth, and B. Schiele. People-tracking-by-detection and
people-detection-by-tracking. In Proceedings of IEEE Conference on Computer Vision and Pattern Recognition, 2008.
M. Arulampalam, S. Maskell, and N. G. T. Clapp. A tutorial on particle filters
for online nonlinear/non-gaussian bayesian tracking. IEEE Transactions on
Signal Processing, 50(2):174–188, 2002. 193
S. Avidan. Ensemble tracking. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 29(2):261–271, 2007.
S. Baker and I. Matthews. Lucas-kanade 20 years on: A unifying framework.
International Journal of Computer Vision, 56(3):221–255, 2004.
Y. Bar-Shalom and A. G. Jaffer. Adaptive nonlinear filtering for tracking with
measurements of uncertain origin. In Proceedings of IEEE Conference on
Decision and Control, 1972. 197
A. Basharat, A. Gritai, and M. Shah. Learning object motion patterns for
anomaly detection and improved object detection. In Proceedings of IEEE
Conference on Computer Vision and Pattern Recognition, 2008.
N. Bellotto, E. Sommerlade, B. Benfold, C. Bibby, I. Reid, D. Roth,
L. Van Gool, C. Fernandez, and J. Gonzalez. A distributed camera system for multi-resolution surveillance. In Third ACM/IEEE International
Conference on Distributed Smart Cameras, 2009.

204

BIBLIOGRAPHY

J. Berclaz, F. Fleuret, and P. Fua. Robust people tracking with global trajectory optimization. In Proceedings of IEEE Conference on Computer Vision
and Pattern Recognition, 2006.
K. Bernardin and R. Stiefelhagen. Evaluating multiple object tracking performance: The CLEAR MOT metrics. Journal on Image and Video Processing, pages 1–10, 2008.
P. Besl and N. McKay. A method for registration of 3-d shapes. IEEE Transactions on Pattern Analysis and Machine Intelligence, 14(2):239–256, 1992.
K. Beyer, J. Goldstein, R. Ramakrishnan, and U. Shaft. When is ”nearest
neighbor” meaningful. In Proceedings of International Conference on Database Theory, 1999.
C. Bibby and I. Reid. Robust real-time visual tracking using pixel-wise posteriors. In Proceedings of European Conference on Computer Vision, 2008.
V. Blanz and T. Vetter. Face recognition based on fitting a 3d morphable
model. IEEE Transactions on Pattern Analysis and Machine Intelligence,
25(9):1063–1074, 2003.
D. M. Blei, A. Y. Ng, M. I. Jordan, and J. Lafferty. Latent dirichlet allocation.
Journal of Machine Learning Research, 3:993–1022, 2003.
K. W. Bowyer, K. Chang, and P. Flynn. A survey of approaches and challenges
in 3d and multi-modal 3d + 2d face recognition. Computer Vision and Image
Understanding, 101(1):1–15, 2006.
M. Brand and V. Kettnaker. Discovery and segmentation of activities in
video. IEEE Transactions on Pattern Analysis and Machine Intelligence,
22(8):844–851, 2000.
M. D. Breitenstein, D. Kuettel, T. Weise, L. Van Gool, and H. Pfister. Realtime face pose estimation from single range images. In Proceedings of IEEE
Conference on Computer Vision and Pattern Recognition, 2008.
M. D. Breitenstein, E. Sommerlade, B. Leibe, L. Van Gool, and I. Reid. Probabilistic parameter selection for learning scene structure from video. In
Proceedings of British Machine Vision Conference, 2008. 167
M. D. Breitenstein, H. Grabner, and L. Van Gool. Hunting nessie – real-time
abnormality detection from webcams. In Proceedings of IEEE International
Workshop on Visual Surveillance, 2009.

BIBLIOGRAPHY

205

M. D. Breitenstein, J. Jensen, C. Hoilund, T. B. Moeslund, and L. Van Gool.
Head pose estimation from passive stereo images. In Proceedings of Scandinavian Conference on Image Analysis, 2009.
M. D. Breitenstein, F. Reichlin, B. Leibe, E. Koller-Meier, and L. Van Gool.
Markovian tracking-by-detection from a single, uncalibrated camera. In
Proceedings of IEEE International Workshop on Performance Evaluation of
Tracking and Surveillance, 2009.
M. D. Breitenstein, F. Reichlin, B. Leibe, E. Koller-Meier, and L. Van Gool.
Robust tracking-by-detection using a detector confidence particle filter. In
Proceedings of IEEE International Conference on Computer Vision, 2009.
G. J. Brostow, J. Shotton, J. Fauqueur, and R. Cipolla. Segmentation and
recognition using structure from motion point clouds. In Proceedings of
European Conference on Computer Vision, 2008.
L. M. Brown and Y.-L. Tran. Comparative study of coarse head pose estimation. In Proceedings of IEEE Workshop on Motion and Video Computing,
2002.
Y. Cai, N. de Freitas, and J. J. Little. Robust visual tracking for multiple
targets. In Proceedings of European Conference on Computer Vision, 2006.
A. J. Calder, A. W. Young, J. Keane, and M. Dean. Configural information in
facial expression perception. Journal of Experimental Psychology: Human
Perception and Performance, 26(20):527–551, 2000.
Canesta Inc.
Canestavision Chips, 2009.
http://www.canesta.com/
products-and-technology/products/canestavision-chips.
O. Cappé, S. Godsill, and E. Moulines. An overview of existing methods
and recent advances in sequential monte carlo. Proceedings of the IEEE,
95(5):899–924, 2007. 193, 194
K. I. Chang, K. W. Bowyer, and P. J. Flynn. An evaluation of multimodal
2d+3d face biometrics. IEEE Transactions on Pattern Analysis and Machine Intelligence, 27(4):619–624, 2005.
K. I. Chang, K. W. Bowyer, and P. J. Flynn. Multiple nose region matching
for 3d face recognition under varying facial expression. IEEE Transactions
on Pattern Analysis and Machine Intelligence, 28(10):1695–1700, 2006.
R. Choudhury, C. Schmid, and K. Mikolajczyk. Face detection and tracking
in a video by propagating detection probabilities. IEEE Transactions on
Pattern Analysis and Machine Intelligence, 25(10):1215–1228, 2003.

206

BIBLIOGRAPHY

D. Colbry, G. Stockman, and A. Jain. Detection of anchor points for 3d face
verification. In Proceedings of IEEE Workshop on Advanced 3D Imaging for
Safety and Security, 2005.
C. Connolly and T. Fliess. A study of efficiency and accuracy in the transformation from rgb to cielab color space. IEEE Transactions on Image
Processing, 6(7):1046–1048, 1997.
J. M. Coughlan and A. L. Yuille. Manhattan world: Orientation and outlier
detection by bayesian inference. Journal on Neural Computation, 15(5),
2003. 168
I. J. Cox and S. L. Hingorani. An efficient implementation of reid’s multiple
hypothesis tracking algorithm and its evaluation for the purpose of visual
tracking. IEEE Transactions on Pattern Analysis and Machine Intelligence,
18(2):138–150, 1996. 199
I. J. Cox. A review of statistical data association techniques for motion correspondence. International Journal of Computer Vision, 10(1):53–66, 1993.
197, 199
A. Criminisi, I. Reid, and A. Zisserman. Single view metrology. International
Journal of Computer Vision, 40(2), 2000. 168
N. Dalal and B. Triggs. Histograms of oriented gradients for human detection. In Proceedings of IEEE Conference on Computer Vision and Pattern
Recognition, 2005. 39, 42, 51, 151, 166, 170, 175, 180, 191, 192
N. Dalal and B. Triggs. Object detection using histograms of oriented
gradients, 2006. http://pascallin.ecs.soton.ac.uk/challenges/VOC/
voc2006/slides/dalal.pdf.
H. Dee and S. Velastin. How close are we to solving the problem of automated
visual surveillance? Machine Vision & Applications, 19(5-6):329–343, 2008.
E. Delage, H. Lee, and A. Ng. A dynamic bayesian network model for autonomous 3d reconstruction from a single indoor image. In Proceedings of IEEE
Conference on Computer Vision and Pattern Recognition, 2005. 168
J. Denzler and C. Brown. Information theoretic sensor data selection for active
object recognition and state estimation. IEEE Transactions on Pattern
Analysis and Machine Intelligence, 24(2), 2002. 170, 174
J. Denzler, M. Zobel, and H. Niemann. Information theoretic focal length
selection for real-time active 3-d object tracking. In Proceedings of IEEE
International Conference on Computer Vision, 2003. 174

BIBLIOGRAPHY

207

A. Doucet, N. De Freitas, and N. Gordon. Sequential Monte Carlo methods in
practice. Springer, 2001. 36, 37, 193
A. A. Efros, A. C. Berg, G. Mori, and J. Malik. Recognizing action at a
distance. In Proceedings of IEEE International Conference on Computer
Vision, 2003.
A. Ess, B. Leibe, K. Schindler, and L. Van Gool. Robust multi-person tracking from a mobile platform. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 2009. in press.
A. Ess, T. Mueller, H. Grabner, and L. Van Gool. Segmentation-based urban
traffic scene understanding. In Proceedings of British Machine Vision Conference, 2009.
V. Ferrari, M. Marin-Jimenez, and A. Zisserman. Progressive search space
reduction for human pose estimation. In Proceedings of IEEE Conference
on Computer Vision and Pattern Recognition, 2008.
J. Ferryman. Proceedings of IEEE International Workshop on Performance
Evaluation of Tracking and Surveillance, 2009. http://www.cvg.rdg.ac.
uk/PETS2009/PETS09_PROCEEDINGS.pdf.
M. Fischler and R. Bolles. Random sample consensus: A paradigm for model
fitting with applications to image analysis and automated cartography.
Communications of the ACM, 24(6):381–395, 1981. 176
T. Fortmann, Y. Bar Shalom, and M. Scheffe. Sonar tracking of multiple
targets using joint probabilistic data association. IEEE Journal of Oceanic
Engineering, 8(3):173–184, 1983. 39, 198
E. Fox, E. Sudderth, M. Jordan, and A. Willsky. An hdp-hmm for systems with
state persistence. In Proceedings of International Conference on Machine
Learning, 2008.
A. Frome, Y. Singer, F. Sha, and J. Malik. Learning globally-consistent local
distance functions for shape-based image retrieval and classification. In
Proceedings of IEEE International Conference on Computer Vision, 2007.
J. Gall and V. Lempitsky. Class-specic hough forests for object detection. In
Proceedings of IEEE Conference on Computer Vision and Pattern Recognition, 2009. 192
S. Gammeter, A. Ess, T. Jaeggli, K. Schindler, B. Leibe, , and L. Van Gool. Articulated multibody tracking under egomotion. In Proceedings of European
Conference on Computer Vision, 2008.

208

BIBLIOGRAPHY

M. Germann, M. D. Breitenstein, I. K. Park, and H. Pfister. Automatic pose
estimation for range images on the gpu. In Proceedings of International
Conference on 3-D Digital Imaging and Modeling, 2007.
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