Working Paper

Risk aversion and the value of risk to life

Author(s):
Bommier, Antoine; Villeneuve, Bertrand

Publication Date:
2010

Permanent Link:
https://doi.org/10.3929/ethz-a-006154490

Rights / License:
In Copyright - Non-Commercial Use Permitted
Risk Aversion and the Value of Risk to Life

Antoine Bommier and Bertrand Villeneuve

Working Paper 10/133
September 2010

Economics Working Paper Series
Risk Aversion and the Value of Risk to Life

Antoine Bommier∗  Bertrand Villeneuve†
abommier@ethz.ch  bertrand.villeneuve@dauphine.fr
August 26, 2010

Abstract

The standard literature on the value of life relies on Yaari’s (1965) model, which includes an implicit assumption of risk neutrality with respect to life duration. To overpass this limitation, we extend the theory to a simple variety of preferences which are not necessarily additively separable. The enlargement we propose is relevant for the evaluation of life-saving programs: current practice, we estimate, puts too little weight on mortality risk reduction of the young. Our correction exceeds in magnitude that introduced by the switch from the notion of number of lives saved to the notion of years of life saved.

Keywords: Value of Statistical Life; Lifecycle Behavior; Cost-benefit Analysis.

JEL: D61, D81, D91, I18, J17.

1 Introduction

Billions of dollars are spent every year on mortality reduction programs. Issues like the allocation of funds to medical research or prevention, the design of safety rules or the wording of environmental bills raise intense debate on the relevance of the choices made by governments and their agencies. For economists, the baseline is that alternative projects should be evaluated with objective criteria to avoid pure waste or dramatic underinvestment in less popular issues.

∗ETH-Zurich. Antoine Bommier acknowledges financial support from Swiss Re.
†Université Paris-Dauphine and CREST (Laboratoire de Finance Assurance)
To back public decisions, some inquiry into individual valuation of life is indispensable. In practice, if we leave apart contingent valuation, the analysis of the wage-risk tradeoff is the major source of estimates of people’s behavior with respect to risk to life. These surveys are primarily informative about industrial workers. Since public programs affect wider populations whose characteristics may vary considerably and given that the mortality changes considered are often beyond the range experienced by the reference sample, a theoretical support for the interpretation of the data is indispensable.

The choice of the structural life-cycle model that minimizes bias at estimation and extrapolation stages is capital. The standard approach uses additively separable life-cycle models. The intertemporal additivity assumption, which involves an implicit assumption of risk neutrality with respect to length of life is extremely constraining (Bommier, 2006). Although this model has been severely criticized in other branches of literature,¹ it remains an almost universal assumption for applied theory papers on the value of life.²

In this paper, we develop an alternative model, based on recursive von Neumann-Morgenstern utility functions, which relaxes the additivity assumption and thereby introduces what we shall call mortality risk aversion.³ Although this extension complicates intermediate calculations, practical difficulties are kept at a reasonable level: formulas for the value of statistical lives are almost as simple as those obtained with the standard additive model. There are therefore no technical difficulties for applying this novel approach to concrete issues. Above all, relaxing additivity warrants a significant gain in accuracy. As a proof of concept, we use empirical results on the wage-risk tradeoff to calibrate both the additive and nonadditive models. While the additive model proves unable to fit the data, the generalization proposed provides an

¹Even when mortality is not an issue, theoretical arguments underlined unpleasant consequences of the additive separability assumption (e.g. Richard, 1975; Deaton, 1974 and 1992; Epstein and Zin, 1991). Moreover, the additive model’s inability to fit intertemporal choice has been repeatedly underlined by empirical studies (Hayashi, 1985; Muellbauer, 1988; Browning, 1991; Carrasco, Labeaga and López-Salido, 2005).

²See for example the recent contributions of Murphy and Topel (2006) and Hall and Jones (2007).

³It should be clear that the nonadditive model we use introduces a variety of risk aversion towards life length that is to be distinguished from financial risk aversion as in Eeckhoudt and Hammitt (2004) and Kaplow (2005). These papers discuss the impact of the curvature of the instantaneous utility function on the VSL. This issue matters particularly for understanding the income elasticity of the VSL documented in Kaplow (2005).
excellent fit with reasonable estimated parameters.

To emphasize the importance of accounting for mortality risk aversion, we compare the benefits of (fictitious) life saving policies using different methods. The magnitude of the bias caused by the additive separability assumption appears to be uncomfortably big. The type of cost-benefit analysis that is currently recommended for life-saving programs is likely to be strongly biased in favor of the elderly if the decline of the VSL with age is underestimated. The correction we suggest could exceed in magnitude that introduced by the switch from the notion of number of lives saved to the notion of years of life saved.

The empirical wage-risk tradeoff is used as a test of alternative theories of the lifecycle preferences. Potentially, a better understanding of life-cycle behaviors would be instructive for many applications not directly related to the value of life literature. For example, this may to help to design contributions and benefits in life insurance in order to respond more adequately to individuals’ needs and thereby increase market performance.

2 Related literature

Most of the economic literature on the Value of Statistical Life (henceforth VSL) is based on a particular model whose standard version (e.g. Arthur, 1981; Shepard and Zeckhauser, 1984; Rosen, 1988) relies on elements developed in Yaari (1965). Several extensions have recently been suggested.

In Murphy and Topel (2006), health multiplies the instantaneous utility derived from the flow of consumption. Since health is assumed to be exogenous in the part of their paper assessing the gain from mortality risk reduction, their approach is equivalent to assuming that agents have additively separable utility functions whose (exogenous) discount function is not necessarily exponential. Hall and Jones (2007) also extend Yaari’s model by introducing a health component in the utility function. Still, health being unobserved, they end up assuming in applications that it equals the inverse of the mortality rate. Though sensible, this amounts to assuming that instantaneous utility depends on mortality through a particular functional form. Ehrlich and Yin (2005) model a technology through which protection expenditures increase
longevity; the authors also introduce a bequest motive.

The above contributions extended Yaari’s model in several directions, but have in common that they all maintain the assumption of additive separability of preferences. It is precisely that later assumption that we shall relax. Our contribution is thus of a different nature: instead of incorporating additional variables to Yaari’s model (such as health or bequest), we explore the potential of a less straightly structured specification. As we shall see, this provides different insights, especially on the speed at which VSL may or may not decline with age at old ages.

The effect of age on the VSL is controversial. Simple simulations of the original models exhibit either a decline with age, or an inverse U-shape. When careful calibration is achieved to match empirical consumption profiles, the inverse U-shape is generally found, with a rather slow decline at old ages. The above mentioned theoretical extensions of Murphy and Topel (2006) and Ehrlich and Yin (2005) tend to confirm this prediction. Empirical works, however, do not converge to a consensus on the relation between age and VSL. The hedonic regressions on wages in Aldy and Viscusi (2003), Kniesner et al. (2006) and Viscusi and Aldy (2007) also show an inverse U-shape relation between age and VSL, with a rather rapid decline of VSL at old ages. Other recent works (Alberini et al., 2004; Smith et al., 2004; Aldy and Viscusi, 2008), based either on contingent valuation or wage-risk tradeoffs, tend to minimize the significant decline that was apparent in previous estimates. The debate seems far from being closed. The present paper contributes to it by showing that when the assumption of additive separability of preferences is relaxed in order to account for mortality risk aversion, then a rapid decline of VSL at old ages becomes theoretically plausible.

3 Lifetime preferences

3.1 Basic concepts and notation

Consider individuals of age $a$. We define a life as an infinite consumption profile $c$ and a (finite) age at death $T$. In life $(c, T)$, $c$ is a continuous function mapping the

\footnote{See the discussion in Aldy and Viscusi (2008) and the references to press articles therein.}
age interval \([a, +\infty]\) into a(n unspecified) closed interval of \(\mathbb{R}\). Consumption at age \(t\) is denoted by \(c_t\). Note that consumption is not \textit{a priori} constrained to equal zero for \(t > T\); we just assume that individuals do not care for consumption after death.

Agents are assumed to be expected utility maximizers, and we denote \(U_a(c, T)\) the utility associated to the life \((c, T)\) as assessed at age \(a\). Assuming that individuals do not care for consumption after death amounts to posing \(U_a(c, T) = U_a(c', T)\) for any two \(c, c'\) that are equal on \([a, T]\). This enables us to normalize \(U_a\) so as to have \(U_a(c, a) = 0, \forall c\).

We work with the \textit{recursive} model throughout the paper where:

\[
U_a(c, T) = \int_a^T u(c_t) \exp \left( - \int_a^t v(c_\tau) d\tau \right) dt.
\]  

(1)

This time-consistent specification first appeared in the economic literature in Uzawa (1969) in the case of immortal agents (with \(T\) replaced by infinity). In the case of agents whose life duration is finite with probability one, and with preferences defined over consumption and life duration, this recursive specification was derived from axioms covering a standard notion of stationarity in Bommier (2005).

Two special cases of the recursive model (1) must be highlighted. They are equally simple and the empirical part of this paper will show a clear difference (in favor of the second) in their abilities to fit data.

The first one is simply the \textit{additive} one. Let’s take \(v(\cdot) = \lambda\), a constant, and find

\[
U^{\text{add}}_a(c, T) = \int_a^T u(c_t) e^{-\lambda(t-a)} dt,
\]  

(2)

where \(u\) is a well-behaved instantaneous utility function; \(\lambda\) is the subjective discount factor. The additive specification is by far the most popular in the economic literature. It contains an assumption of risk neutrality with respect to life duration (Bommier, 2006), which may be too restrictive when one studies endogenous choices of mortality risk and hence the value of life.

The second one is the \textit{multiplicative} model in which \(v(c) = ku(c), \forall c\), for some
constant $k$; equation (1) can be integrated to give

$$U_{a}^{\text{multi}}(c, T) = \frac{1 - \exp \left( -k \int_{a}^{T} u(c_t) \, dt \right)}{k}. \quad (3)$$

The term multiplicative refers to the fact that the exponentials of the instantaneous utilities multiply each other. Being a concave transformation of an additive utility function, this latter specification maintains the assumption of weak separability of preferences. Increasing $k$ amounts to increasing risk aversion in the sense of Kihlstrom and Mirman (1974). This specification is therefore particularly appropriate to illustrate the impact of risk aversion on the value of risk to life.

### 3.2 Uncertain lifetime

Let’s consider now the case where lifetime is uncertain in order to model the tradeoff between mortality and consumption. A given consumption profile $c$ associated with a distribution of life duration $m(\cdot)$ provides the expected utility

$$E_{m}U_{a}(c) = \int_{a}^{+\infty} U_{a}(c, T) \, m(T) \, dT. \quad (4)$$

This expected utility will be simply denoted by $E_{m}U_{a}(c)$ in the rest of the paper, when this cannot be a source of confusion. We shall assume that all the distribution functions $m(\cdot)$ that we will consider along the paper are smooth with compact support.

To a distribution function $m(T)$ corresponds the survival function

$$s_{T}^{a} = 1 - \int_{a}^{T} m(t) \, dt, \quad (5)$$

where $s_{T}^{a}$ probability of being alive at age $T$, conditional on being alive at age $a$ and the hazard rate of death $\mu_{t} = \frac{m(t)}{s_{a}^{t}}$. Hazard rate of death and survival function are then related by:

$$s_{T}^{a} = \exp \left( -\int_{a}^{T} \mu_{t} \, dt \right). \quad (6)$$

Through a simple integration by parts, the expected utility $E_{m}U_{a}(c)$ provided in (4)

6
can be reformulated as:

\[ E_m U_a(c) = \int_a^{+\infty} s_a^T \frac{\partial}{\partial T} U_a(c, T) \, dT. \] (7)

With recursive utilities as in (1) that yields

\[ EU_a = \int_a^{+\infty} s_a^t u(c_t) \exp \left( - \int_t^a v(c_{\tau}) \, d\tau \right) \, dt, \] (8)

formula that we will take as starting point for most of our computations.

In order to guarantee that the above integral converges, we make two purely technical assumptions.

**Assumption 1** \( \mu_t \) tends to infinity as \( t \) tends to infinity.

**Assumption 2** \( c \) is bounded in the long run, i.e. there is an interval \([c_{\min}, c_{\max}]\) with \( c_{\min} > 0 \) and \( c_{\max} < +\infty \) on which \( c \) is supported after some arbitrary date.

This paper will not discuss the consequences, for given mortality, of recursive preferences on the intertemporal allocation of wealth. Such aspects are indeed discussed in Bommier (2005). We focus instead on issues related to endogenous mortality choices, a typical example of which being the wage-risk tradeoff.

### 4 The value of statistical lives

#### 4.1 VSL

A natural concept to deal with choices involving mortality changes is the marginal rate of substitution between mortality and consumption, or to get positive values its opposite:

**Definition 1 (VSL)** *The value of a statistical life at age \( t > a \) is defined by*

\[ VSL(c, t) \equiv - \left( \frac{\partial EU_a}{\partial \mu_t} \right) \bigg/ \left( \frac{\partial EU_a}{\partial c_t} \right). \] (9)

\footnote{Because of our continuous time modeling, we use Volterra derivatives. They measure utility changes when consumption (or mortality) varies by an infinitesimal value during an infinitesimally short lapse of time. For example \( \frac{\partial U_a}{\partial \mu} \, d\mu \, dt \) gives the change in \( U_a \) when mortality rates increase by \( d\mu \) during \( dt \) around \( t \). A first application of Volterra derivatives to economics is Ryder and Heal (1973).}
An agent of age $t$ is ready to give up $\text{VSL}(c,t) \cdot d\mu \cdot dt$ in consumption to save $d\mu \cdot dt$ statistical lives. This is how we construe the term “Value of Statistical Life”. As discussed in Johansson (2002), various definitions of VSL have been suggested. Another popular approach is to define VSL as being the opposite of the MRS between mortality rate and wealth. Then VSL not only depends on individuals’ preferences but also on intertemporal constraints. This latter approach coincides with ours whenever intertemporal constraints are as those detailed in Appendix B. From (8), one obtains

$$\text{VSL}(c,t) = \frac{E_U t}{u'(c_t) - v'(c_t)E_U t}. \quad (10)$$

The following expression relates VSL to survival probabilities and discount rates.

**Proposition 1** For any consumption profile, the VSL is a discounted sum of life years

$$\text{VSL}(c,t) = \int_t^{\infty} s_t^\tau u(c_\tau) \exp \left( -\int_t^\tau \rho(c,\tau')d\tau' \right) d\tau. \quad (11)$$

where the discount factor $\rho(c,\tau') = RD(c,\tau') - MRA(c,\tau') + \frac{1}{\sigma_t} \cdot \frac{c_t}{c_t'}$.

The terms $RD(c,t)$, $MRA(c,t)$ and $\sigma_t$ are, respectively, the (mortality adjusted) rate of time discounting, the mortality risk aversion and the intertemporal elasticity of substitution. They are formally defined in Appendix.

**Proof.** See Appendix. ■

In the case of the recursive utility functions we consider, one gets:

$$\text{RD}(c,t) = \frac{v(c_t)u'(c_t) - v'(c_t)(u(c_t) - \mu_t E_U t)}{u'(c_t) - v'(c_t)E_U t}, \quad (12)$$

$$\text{MRA}(c,t) = \frac{v'(c_t)u(c_t)}{u'(c_t)}. \quad (13)$$

In the additive case, $\text{RD}(c,t) = \lambda$ and $\text{MRA}(c,t) = 0$ so that with $c_t = c$ (a constant), the expression of VSL simplifies to:

$$\text{VSL}(c,t) = \frac{u(c)}{u'(c)} \int_t^{\infty} s_t^\tau e^{-\lambda(\tau-t)} d\tau. \quad (14)$$

This formula has been known for years and its simplicity explains its success. It is considered very convenient since, if we abstract from consumption variations, VSL
is proportional to a discounted sum of life years. The relation between age and VSL is then computable from a standard life table and a discount rate. This way of accounting for age was initially introduced by Moore and Viscusi (1988) and has been used by agencies like the USA Environmental Protection Agency (EPA) and the Office of Management and Budget (OMB) for cost-benefit analyses even though there remains an on-going debate about the interest of such an adjustment (EPA, 2000; Dockins et al., 2004; OMB, 1996 and 2003).

Proposition 1 shows that allowing for recursive preferences instead of focusing on additive preferences is associated with a minor increase in complexity. Although the generalization makes intermediate calculations more fastidious, we eventually find that the benefit of saving one statistical life among individuals of a given age is also proportional to the discounted sum of years at risk. Casually, we find that accounting for consumption variations is relatively simple, whether preferences are additive or not.

Nonetheless, there are two notable differences between the additive and the recursive models. First, in the recursive model the mortality adjusted rate of discount RD is not constant. Instead of using a discount function $e^{-\lambda(\tau-t)}$, as in the additive case, we have to use $\exp \left(-\int_t^\tau \text{RD}(c, \tau')d\tau'\right)$. Actually, when we calibrate the model (Section 5), we find that the variations of RD remain limited until advanced ages, so this first difference can be considered as minor. The second difference is much more significant: years of life have to be discounted with the mortality adjusted rate of discount (RD) minus mortality risk aversion (MRA).

Consequently, the greater mortality risk aversion, the faster VSL declines as a function of age. This is fairly intuitive: a risk averse agent is willing to pay more to avoid the chance of a major loss. In terms of mortality, a major loss would be an early death. The additive model, which disregards mortality risk aversion, may underestimate the speed at which VSL declines with age. The bias is estimated and confirmed in Section 5.
4.2 Wage-risk tradeoff

The revealed preferences argument can be invoked to show how occupational choices provide information about utility functions. Assume that, at all ages, an individual has to choose between jobs that differ with respect to wage and instantaneous fatality risk. Labor income can be used for consumption or savings. Let $\mu_0^t$ be the exogenous baseline mortality rate at age $t$. For an extra instantaneous mortality $\mu_t$ (total mortality being $\mu_0^t + \mu_t$), the wage is denoted by $w(t, \mu_t)$. The marginal risk premium $\frac{\partial w}{\partial \mu}$ is denoted $w_\mu$.

**Proposition 2** Under fairly general conditions, detailed in Appendix, the marginal risk premium equals the VSL:

$$w_\mu(t, \mu^*_t) = - \left( \frac{\partial EU_a(c^*, \mu^*)}{\partial \mu_t} \right) / \left( \frac{\partial EU_a(c^*, \mu^*)}{\partial c_t} \right) = VSL(c^*, t). \quad (15)$$

**Proof.** See Appendix. ■

The observation of the wage-risk tradeoff reveals VSL and makes the calibration of the utility function possible. Compared to similar results, the strength of the proposition is that it is established under quite general conditions that does not require the existence of complete markets. In particular the results holds even if individuals face borrowing constraints, which is often viewed as one of the main reasons for which individuals have low consumption at young ages.

5 Data fitting

5.1 Method

A hedonic regression fits the envelope of the choices made by the workers in the sample (Viscusi and Aldy, 2003). Since the envelope is tangent to individual indifference curves, the prediction based on the hedonic regression for a vector of individual characteristics can be interpreted as the VSL for the corresponding worker. We base the calculations on this fundamental observation.

Several recent contributions estimated the relation between age and VSL from hedonic regressions and provided contrasting results (see discussion in Section 2). As
an illustration, we use the result of one of them (Aldy and Viscusi, 2003, henceforth A&V) to calibrate our model. By doing so, we do not claim to provide undisputable estimates of the true preference parameters since they are conditional on the particular empirical age–VSL relationship we employ. Nevertheless, we comply with the objective of the paper: showing that relaxing additivity parsimoniously can significantly improve the ability of the structural model to fit the data.\footnote{Using one of the regressions in Aldy and Viscusi (2008) is an alternative. The qualitative results they show are similar (inverted-U-shaped relationship between age and VSL with similar rates of growth), but they suggest an overall higher level of the VSL. A consensus on the ideal database and estimates is premature, and different readers may have different views, as we experienced.}

The consequences for policy recommendations are far from trivial.

We use the parameters given by A&V in their Table 4:

\begin{equation}
 w_{\mu}^{AV}(t) = -1.92 \times 10^7 + 1.88 \times 10^6 \, t - 4.54 \times 10^4 \, t^2 + 335.24 \, t^3
\end{equation}

where $t \in [18, 62]$, expresses the individual’s age in years, and $w_{\mu}$ the yearly wage in 1996 Dollars. The calibration strategy we pursue involves searching the parameters of the recursive model that best fit equation (16).
In order to calibrate the model, we also need the age-specific consumption profile $c^*$, which is not available in the dataset used by A&V. The optimal consumption profile cannot be deduced from the theoretical model without specification of the intertemporal budget constraints, on which we have limited knowledge. Rather than posing specific constraints, we approximated $c^*$ with a smoothed version of the age specific individual consumption profile reported in Lee and Tuljapurkar (1997) (see Figure 1 for the original estimates and the smoothed profile that we use). As we use consumption data from a different source, we search the best fit for the [20, 60] age interval instead of [18, 62].

5.2 Goodness of fit

The first question that we may address is whether we can reproduce (16) with the standard additive model (namely, $v = \lambda = \text{Constant and } u(c) = c^{1-\gamma} - u_0$ for some constants $u_0$ and $\gamma$). The answer is positive, but with very implausible parameters. Indeed the distance minimizing discount rate is $-8.1\%$, which explains 94% of the age-related variance in equation (16). Had we constrained the rate of discount to be greater than or equal to 3% (to approach values that are considered as reasonable), we would have at best explained 58% of the age-related variance.

At this point it is legitimate to wonder whether this poor fit is due to the fact that we only considered isoelastic instantaneous utility functions, or more fundamentally to the additive separability. We relax each of these assumptions in turn.

If we simply require $u$ to be increasing and concave rather than isoelastic, we can obviously improve the fit. By considering rates of discount greater than or equal to 3%, we can now explain 79% of the age-related variance. The gain in explanatory power might seem significant but, in fact, it is quite disappointing when we recall that we added an infinity of degrees of freedom to the model ($u$ is now nonparametric). This control stage adds weight to our view that structure (additive/nonadditive) matters much more that specification (isoelastic/nonparametric), which we now illustrate.

In fact, keeping $u$ isoelastic but in the recursive form appears to be a much more

---

7Lee and Tuljapurkar (1997) is one the few studies that provide individual (not household) age-specific consumption profiles.
efficient way to improve the predictive power of the model. We explored the case where $u(c) = \frac{c^{1-\gamma}}{1-\gamma} - u_0$ and $v = \lambda + \beta u$; compared to the standard additive model ($\beta = 0$), this structure requires only one additional degree of freedom. Moreover, it encompasses the multiplicative model (obtained when $\lambda = 0$) described in Subsection 3.1, which has the same number of degrees of freedom as the standard additive model. In Figure 2, we report the minimum distance (the sum of squares) between the theoretical predictions and the empirical estimates, the survival weighted average RD being constrained to take particular values given on the horizontal axis. The results obtained with the additive and the multiplicative models are also reported. The distance on the vertical axis has been normalized so that the distance between the empirical VSL and its mean equals 1.

Opting for the recursive model dramatically increases the capacity of the theory to reproduce empirical VSL. Even if we constrain the mortality adjusted rate of discount to take reasonable positive values we still obtain an excellent fit. We can constrain the survival-weighted average RD to take any value between 1 and 5%, and still explain more than 96% of age-related variability of the wage-risk tradeoff. This is much better than the additive model which only explains from 49 to 66% thereof. Table 1 reports
the model’s performance (variance explained and parameters) for a range of discount factors. Figure 3 illustrates the fits obtained when the average mortality adjusted rate of discount is constrained to equal 3% in both models. Interestingly enough, one can see from Table 1 or Figure 2 that when RD is constrained to plausible positive values, the multiplicative model does a much better job than the additive one, with the same number of degrees of freedom. Therefore even if one is reluctant to increase the complexity of the model, a significant gain is obtained.

<table>
<thead>
<tr>
<th>Model</th>
<th>Additive ($\beta = 0$)</th>
<th>Recursive</th>
<th>Multiplicative ($\lambda = 0$)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>RD</td>
<td>Average RD</td>
<td>Average RD</td>
</tr>
<tr>
<td></td>
<td>1%  3%  5%</td>
<td>1%  3%  5%</td>
<td>1%  3%  5%</td>
</tr>
<tr>
<td>Var. explained</td>
<td>66%  58%  49%</td>
<td>97%  96%  96%</td>
<td>90%  95%  96%</td>
</tr>
<tr>
<td>$\hat{\gamma}$</td>
<td>0.72  0.22  0.0*</td>
<td>5.25  4.15  3.25</td>
<td>3.01  3.70  3.77</td>
</tr>
<tr>
<td>$\hat{\lambda}$</td>
<td>1%  3%  5%</td>
<td>-0.12%  -0.04%  0.07%</td>
<td>0  0  0</td>
</tr>
<tr>
<td>$u_0/(\gamma^\gamma)^*$</td>
<td>-1.23  -7.51  -13.7</td>
<td>6.22  5.46  4.51</td>
<td>6.37  5.52  4.47</td>
</tr>
<tr>
<td>Average MRA</td>
<td>0  0  0</td>
<td>8.7%  8.9%  9.6%</td>
<td>5.2%  8.3%  10.4%</td>
</tr>
<tr>
<td>Average RDLY</td>
<td>1%  3%  5%</td>
<td>7.9%  8.4%  9.3%</td>
<td>5.1%  7.9%  9.7%</td>
</tr>
</tbody>
</table>

*Elasticity of substitution constrained to be non-negative. **c: (survival weighted) average consumption.

Table 1: Calibration and performance.
5.3 Evaluated parameters

For the recursive model, as apparent in Figure 2, the curve representing the distance between predicted and actual values exhibits a flat shape around the minimum; in practice this means that the combination of parameters that optimally fit the data is difficult to state. The observation of the relation between age and VSL may not suffice to calibrate all the parameters of the model with precision.

This is not surprising given the theoretical results provided in Section 4. From equation (11) we know that what matters for determining the variations of \( w_\mu \) along the life cycle is mainly the combination of two elements: the mortality adjusted rate of discount (RD) minus mortality risk aversion (MRA). If consumption were constant along the life cycle, we would expect empirical observation of VSL to be informative about the difference between RD and MRA, and not about each of them separately. Though in our case consumption is not constant, which in principle should solve the identification problem, our estimates suffer from the same kind of indeterminacy. For each value of RD we find the best value of MRA, but it is hard to tell what is the best pair of RD and MRA.

Ultimately, to discriminate more sharply between the several likely possibilities, we should investigate data beyond the wage-risk tradeoff. One possibility would be to look at consumption smoothing behavior in order to estimate RD from another source. Yet, our conclusions regarding the values of RD would be contingent on strong assumptions regarding the credit market and its imperfections, whereas these are not necessary for our analysis. Moreover, a single database that would be sufficiently rich to inform on both the wage-risk tradeoff and consumption smoothing seems out of reach. We preferred therefore to consider plausible range of values of RD rather than trying to evaluate a single value. Results thereafter are systematically reported for RD taking values 1, 3 and 5%.

The last row of Table 1 provides the estimated values for the Rate of Discounting for Life Years (RDLY), which is formally defined in Appendix. This rate of discount provides information on how people would be willing to trade off survival probabilities at different ages. This is a crucial element when estimating the welfare benefits of mortality risk reductions occurring at different ages, as will be shown in Section 6.
5.4 Practical consequences

From the last two rows of Table 1, it is possible to get a first idea about the bias generated by the additive assumption. While the additive model constrains mortality risk aversion to be absent, the recursive model gives estimates of MRA that range from 8.7% to 9.6%. In other words, when people discount consumption with rates of 1, 3 and 5%, life years in VSL should be discounted with rates of $-7.7\%$, $-5.9\%$, or $-4.6\%$ respectively. The additive model, which imposes the same rate of discount for consumption as for life years, is likely to cause a huge bias.

In order to tell whether this is likely to lead to a major shift in policy recommendations, one may look at RDLY, which, as is explained below, is the rate of discount to be used for estimating the welfare equivalent of a statistical life. While the additive model constrains RDLY to equal the rate of discount, the more general model shows values of RDLY that exceed those of RD by several percentage points. This means that the additive model puts too much relative weight on mortality risk reduction at old ages. Let us now explore how large the bias can be in practice.

6 Welfare evaluation

6.1 Objective

In order to evaluate the social benefits of mortality risk reductions, a well defined social objective is required. The utilitarian approach axiomatized by Blackorby et al. (1997) involves assuming that the social planner maximizes a stationary weighted sum of individuals’ utilities at birth. The social welfare function is then given by

$$\sum_i e^{-\lambda_S b_i} U_i^b,$$

where the sum is taken over all individuals, $\lambda_S$ is the social discount rate, $b_i$ is the birth year of individual $i$ and $U_i^b$ is his expected utility at birth.

We use Arthur’s (1981) terminology. The welfare equivalent of a statistical life for individual $i$ is defined by

$$WE(c, t) \equiv -\frac{\partial U_i^b}{\partial \mu_i},$$
where $c$ and $\mu$ are individual $i$’s consumption and mortality. WE has a fairly simple expression in the general recursive case:

$$WE(c, t) = \int_t^{+\infty} s^\tau_0 u(c_\tau) \exp \left( - \int_0^\tau RDLY(c, \tau') d\tau' \right) d\tau.$$  \hspace{1cm} (19)

where $RDLY$ is the rate of time discounting for life years whose formal definition is provided in Appendix.

Like the VSL, the welfare equivalent is a discounted sum of life years. With the additive model $RDLY=RD$, thus it is correct to use the discount rate inferred from empirical studies on consumption smoothing to estimate the welfare equivalent of a statistical life. With the recursive model, $RDLY$ is typically greater than the rate of time preferences estimated in studies on consumption smoothing. Thus, omission of mortality risk aversion generates a pro-old age bias in the welfare evaluation of mortality risk reduction.

### 6.2 Methods

We describe now the five evaluation methods for a program that we will compare in the following subsection.

**Method 1. The number of lives saved.** Though there is no economic support for this method, it has been frequently used. Actually, in their most recent guidelines, EPA and OMB still recommend to use an age-independent VSL for cost-benefit analyses. In absence of other source of heterogeneity, this involves quantifying the benefits of reducing mortality by counting the number of lives saved, just as with this method (Dockins et al., 2004; OMB, 2003).

**Method 2. Utilitarianism with the additive utility function.** The benefit of a program is measured by the social welfare function (17). Individuals are assumed to have the same additive utility function, with a rate of time preference of 1, 3 and

---

From (6), it follows that

$$\frac{\partial s^\tau_0}{\partial \mu_t} = 0 \text{ if } \tau < t, \text{ and } \frac{\partial s^\tau_0}{\partial \mu_t} = -s^\tau_0 \text{ if } \tau \geq t.$$  

Differentiating (8) then gives (19).
5\%$, the other parameters being drawn from Section 5. The social rate of discount is taken equal to the individual rate of time preference.

Method 2’. **Aggregate WTP with additive utility function.** Assumptions on individuals are the same as for method 2. The benefit of a program is now evaluated by the sum of the individuals’ willingness to pay for such a program.

Method 3. **Utilitarianism with the recursive utility function.** Similar to method 2, with the recursive model as estimated in Section 5. The average survival weighted RD and the social rate of discount are constrained to 1, 3 and 5\%.

Method 3’. **Aggregate WTP with the recursive utility function.** Similar to method 2’, with the recursive model as estimated in Section 5. The average survival weighted RD and the social rate of discount are constrained to 1, 3 and 5\%.

We could also define two additional methods that parallel methods 2 and 2’ but make use of the multiplicative model. However, as it happens that the recursive model estimated in Section 5 is practically multiplicative, the results are very close to those obtained with methods 3 and 3’.

In principle, method 2’ (respectively 3’) amounts to method 2 (respectively 3) only if one presumes that the marginal social value of consumption is equal across people of different ages; in other words, if redistribution is perfect. In practice, since the distribution of wealth is far from ideal with respect to the social welfare function, it has been argued that aggregate willingness to pay cannot be considered as a relevant policy indicator. The issue is not specific to life saving programs but general to any cost benefit analysis (see for example the discussion in Blackorby and Donaldson, 1990). In the case of mortality reduction, Pratt and Zeckhauser (1996) stressed that because of the strong heterogeneity in mortality rates, aggregating individual willingness to pay may actually be a particularly misleading indicator. More recently Baker et al. (2008) discussed the possible justifications for relying on method 2’, which they describe as “fairly restrictive”. Despite these shortcomings, method 2’ remains the most commonly used when intending to account for the age-related heterogeneity of VSL.
6.3 Application

To show the magnitude of distortion in the evaluation of safety programs, we consider two fictitious programs that are assumed to have the same cost. One that decreases mortality rates proportionally and another that decreases mortality rates uniformly. For example, we could think of air quality alerts\textsuperscript{9} on the one hand and of earthquake surveillance on the other.

We denote these hypothetical interventions as A and B. Policy A is characterized by a proportional reduction of mortality rates

$$\mu_t \rightarrow (1 - \varepsilon_A)\mu_t,$$  \hspace{1cm} (20)

and policy B by a uniform reduction of mortality rates

$$\mu_t \rightarrow \mu_t - \varepsilon_B.$$  \hspace{1cm} (21)

\textsuperscript{9}Assuming a marginal impact of air pollution proportional to baseline mortality seems reasonable to epidemiologists (Pope et al., 1995).
where $\varepsilon_A$ and $\varepsilon_B$ are positive constants. We take the age structure of the population and the baseline mortality rates observed in the USA in 1999. We also assume that A saves twice as many (statistical) lives as B. Policy A is mostly effective for older people (and babies) while policy B saves lives uniformly. Figure 4 shows the age distribution of lives saved (it has been scaled so that A saves 2000 statistical lives while B saves only 1000). We assume that the consumption profile is $c^*$ (see Subsection 5.1), for ages above 20. For ages below 20, and especially for babies and children, the assumption that preferences are independent of age becomes problematic. The low levels of consumption that are typically observed in the very first years of life would then imply very high marginal utility of consumption, and therefore very low values of statistical lives. This is hard to buy. To circumvent this difficulty, we maintain the assumption that preferences are independent of age and assume that consumption is the same between birth and 20. Of course this option is arbitrary, one of its merits being that most of the difference between A and B is based on effects on the adults, for which estimates are more reliable.

Intuitively, it is not very clear whether A or B should be preferred. On the one hand A saves more lives. On the other hand B saves younger people, who still have many years of life before them. We use the above five types of benefit evaluation.

The results are summarized in Table 2. By assumption, A is twice as efficient as B from the viewpoint of method 1. The additive model in methods 2 and 2’ provides an age-adjusted value of a statistical life, so the conclusion is different. Methods 2 and 2’ predict that the benefits of A and B are of about the same size. The fact that B saves less lives than A is approximately compensated by the fact that it saves younger people. The question now is whether this age adjustment and this conclusion are correct. Methods 3 and 3’ suggest that they are not. With the recursive model, the benefits of B appear to be much greater than those of A. The correction related to the introduction of mortality risk aversion is anything but negligible. Passing from the additive model to the nonadditive one is a bigger step than passing from the traditional method (number of lives saved) to the additive model.
EPA guidelines advise performing sensitivity analysis by calculating the results of both methods 1 and 2’. As the results of method 2’ are known to depend on the rate of discount, about which there is no general agreement, they advise reporting the results for different rates. We report results for rate of discount lying in the 1–5 % interval, which is generally considered as providing a reasonable confidence interval. Unfortunately, the additive model is so restrictive that the truth may be way outside this interval. The methods currently used by EPA and OMB (and indirectly by policymakers) are likely to be significantly distorted in favor of the old.

7 Conclusion

Most economists would agree that predicting saving behavior under the assumption of risk neutrality would make little sense. They would also vehemently criticize a fund manager who decides to “optimize” investment under the assumption that members are risk neutral.

However, the economic literature on the value of a statistical life has endorsed a similar choice. It focused on a specification that paid little attention to the fact that mortality makes our life akin to an extraordinary lottery. Is it reasonable to assume that individuals are risk neutral with respect to length of life? And to evaluate life saving programs under this assumption?

These questions have been addressed in this paper. On the theoretical side, the story is clear. Mortality risk aversion makes individual willingness to pay for mortality risk reduction decline more rapidly with age. Although intermediate calculations are sometimes fastidious, we eventually found that accounting for mortality risk aver-
sion is fairly simple. Just like with the standard additive model, estimating VSL and welfare benefits associated to mortality risk reduction simply involves computing weighted sums of life-years saved. The rates of discount to be used must however account for both time preferences and mortality risk aversion.

The key issue is therefore to estimate mortality risk aversion. The difficulty of the task should not be underestimated. Since Arrow’s (1971) and Pratt’s (1964) seminal contributions, about 40 years have passed and a number of empirical studies tried to measure risk aversion with respect to lotteries on wealth. No consensus has emerged. There is no reason to believe that preferences with respect to lotteries on the length of life will be easier to assess. It would be excessively optimistic to expect that a single study could provide a robust estimate of mortality risk aversion. This should be rather seen as a long term objective that will probably require the collection of specific data.

However, in order to clarify the ideas at stake, we used results from a recent empirical study on the relation between VSL and age to estimate plausible values of mortality risk aversion. The theoretical extension neatly improved the quality of fit. We found that this index of risk aversion is likely to be positive and greater than the rate of time discounting. In other words, accounting for mortality risk aversion may even be more important than accounting for time preferences.

The contrast between our findings and the dominant economic approach is striking. While the notion of time preferences has been pointed out as being a critical element to estimate the value of a statistical life, the standard method simply rules out mortality risk aversion. It seems that “the paradigm of optimizing a simple functional form” (to take Rubinstein’s 2003 words) has led economists to ignore a key ingredient of individual preferences. The consequence is that cost-benefit analysis produced for the allocation of public money across life saving programs is likely to be strongly distorted.

References


A Proof of Proposition 1

A.1 Definitions and properties

Along the paper we make use of recursive utility functions which implies that agents’ expected utility is given by:

\[EU_a = \int_a^{+\infty} s_a^t u(c_t) \exp \left(-\int_a^t v(c_\tau)d\tau \right) dt, \tag{22}\]

As we depart from the additive case recalled below, the meanings of \(u\) and \(v\) are not straightforward and it is no longer immediate to relate these functions to properties that could be inferred from empirical observation. It is for example incorrect to interpret the integral \(\int_a^t v(c_\tau)d\tau\) as an “accumulated rate of time preference”, as was done in Uzawa (1969). The rate of time discounting is a well defined marginalist concept that can be defined independently of the structure of the utility function, as in Epstein (1987) and which needs to be computed with the general recursive specification. In presence of mortality it is however useful to adjust the definition as follows:

**Definition 2 (RD)** The mortality adjusted rate of time discounting at age \(t\) is

\[RD(c,t) \equiv -\frac{d}{dt} \log \left( \frac{1}{s_a^t} \cdot \frac{\partial EU_a}{\partial c_t} \right) \bigg|_{c_t=0}. \tag{23}\]

In absence of mortality at age \(t\) (i.e. if \(s_a^t\) were constant around \(t\)), \(RD(c,t)\) would correspond to the standard definition of rate of time discounting in continuous time. The correction \(1/s_a^t\) simply neutralizes the uncertainty effect that mortality risk has on consumption (consumption is contingent on survival).

With the recursive model, calculations yield

\[RD(c,t) = \frac{v(c_t)u'(c_t) - v'(c_t)(u(c_t) - \mu_t EU_t)}{u'(c_t) - v'(c_t)EU_t}, \tag{24}\]

where \(EU_t\) is defined in (8). Note that although the definition of \(RD(c,t)\) is conditional on \(a\), the current age of the individual, \(RD(c,t)\) only depends on consumption and mortality at ages greater than or equal to \(t\), a natural consequence of the re-
cursive structure of the utility functions. Remark also that with additive utilities, that is when \( v(\cdot) = \lambda \), this equation simplifies to \( RD = \lambda \) which is consistent with the fact that the parameter \( \lambda \) is generally introduced as the “rate of time preference” in studies that used the additive specification. But in the more general recursive setting the rate of time discounting, which is a key element when looking at optimal consumption smoothing, is endogenous and has a complex expression.

A similar complication occurs when looking at the intertemporal elasticity of substitution, another key determinant of the marginal trade-offs involved in consumption smoothing. In continuous time the intertemporal elasticity of substitution can be defined as the limit of the direct elasticity of substitution (as defined in McFadden, 1963) between consumptions at two different dates whose time distance tends to zero.

**Definition 3 (IES)** The intertemporal elasticity of substitution at age \( t \), which we denote \( \sigma_t \), is defined by:

\[
\frac{1}{\sigma_t} \delta_t \equiv \lim_{\tau \to t} \frac{-\frac{\partial^2 EU_a}{\partial c_t^2} c_t + 2 \frac{\partial^2 EU_a}{\partial c_t \partial c_{\tau}} \frac{\partial c_t}{\partial s_a} - \frac{\partial^2 EU_a}{\partial c_{\tau}^2} \frac{\partial c_t}{\partial s_a} - \frac{\partial^2 EU_a}{\partial c_t \partial c_{\tau}} \frac{\partial c_t}{\partial s_a} \frac{\partial c_{\tau}}{\partial s_a}}{c_t \frac{\partial^2 EU_a}{\partial c_t^2} + c_{\tau} \frac{\partial^2 EU_a}{\partial c_{\tau}^2}}}
\]

where \( \delta_t \) is the Dirac delta function.\(^{10}\)

With the recursive model,

\[
\sigma_t = \frac{-1}{c_t} \frac{u'(c_t)}{u''(c_t)} - v'(c_t) EU_t
\]

(26)

When preferences are additive or multiplicative, this formula simplifies to \( \sigma_t = -\frac{u'(c_t)}{c_t v''(c_t)} \).

Another interesting concept of time discounting simply expresses how people are willing to trade off survival probabilities at different ages.

**Definition 4 (RDLY)** The rate of time discounting for life years is defined by

\[
RDLY(c, t) \equiv -\frac{d}{dt} \log \left( \frac{\partial EU_a}{\partial s_a} \right) \bigg|_{c_t=0}.
\]

\(^{10}\)The presence of the Dirac delta function is a purely technical point related to continuous time modeling. This function appears when second order derivatives are involved. See also footnote 5.
With the recursive model,

$$RDLY(c, t) = v(c_t). \quad (28)$$

Finally we introduce a new concept, which is at the center of our analysis, and requires more comments and clarifications.

**Definition 5 (MRA)** Mortality risk aversion is defined by

$$MRA(c, t) \equiv \lim_{T \to t \atop T > t} \left[ -\frac{dT}{dT} \log \left( \frac{\partial U_a(c, T)}{\partial c_t} \right) \right]. \quad (29)$$

This coefficient is unaffected by an affine transformation of $U_a$, meaning that it represents a fundamental characteristic of individual preferences, independent of the specific representation that was chosen. If the marginal utility of life extension is decreasing in past consumption (that is if $\frac{\partial^2 U_a(c, T)}{\partial c_t \partial T} < 0$ for all $T > t$) then $MRA(c, t) \geq 0$.

The terminology “mortality risk aversion” emphasizes that $MRA(c, t)$ corresponds to a coefficient of risk aversion with respect to length duration along particular (and generally not constant) consumption paths. Indeed, writing

$$\frac{\partial U_a(c, T)}{\partial c_t} = \frac{\partial U_a(c, T)}{\partial T} \cdot \left( \frac{\partial U_a(c, T)}{\partial c_t} / \frac{\partial U_a(c, T)}{\partial T} \right), \quad (30)$$

one obtains

$$MRA(c, t) \equiv -\frac{\partial^2 U_a(c, T)}{\partial c_t \partial T} + \lim_{T \to t \atop T > t} \frac{dT}{dT} \log \left( \frac{\partial U_a(c, T)}{\partial c_t} \right). \quad (31)$$

The first term in the RHS is recognizable as a coefficient of risk aversion with respect to life duration. When consumption profiles such that

$$\lim_{T \to t \atop T > t} \frac{dT}{dT} \left( \frac{\partial U_a(c, T)}{\partial c_t} \right) = 0 \quad (32)$$

are considered, $MRA(c, t)$ and the Arrow-Pratt coefficient are equal.

Consumption profiles that comply with (32) are characterized by the fact that the marginal rate of substitution between additional life years and consumption just before death is independent of the age at death. In particular, (32) amounts to having
\(u(c_t)e^{-\lambda t}\) constant in the additive model, and \(c_t\) is constant with the multiplicative model. In both cases, this can be interpreted as having a constant flow of felicity (Bommier, 2006).

The decomposition into two terms is important for understanding the origin of \(\text{MRA}(c, t)\), but quite remarkably, with the recursive model any consumption profile leads to the following simple expression

\[
\text{MRA}(c, t) = \frac{v'(c_t)u(c_t)}{u'(c_t)},
\]

which depends only on consumption at time \(t\). Remark that \(\text{MRA}(c, t) > (\leq 0\) if \(v(\cdot)\) is increasing (decreasing) and is null with the additive model.

A.2 Proof of Proposition 1

In the proof, VSL stands for \(\text{VSL}(c, t)\) and RD for \(\text{RD}(c, t)\). We start from (10) and we use the fact that

\[
\frac{dE_U}{dt} = (\mu_t + v(c_t))E_U - u(c_t)
\]

(34)

to compute

\[
\frac{d}{dt}\log \text{VSL} = \mu_t + v(c_t) - \frac{u(c_t)}{E_U} - \frac{u''(c_t) - v''(c_t)E_U}{u'(c_t) - v'(c_t)E_U} + \frac{(\mu_t + v(c_t))E_U - u(c_t)}{u'(c_t) - v'(c_t)E_U}.
\]

(35)

Using (24) and (26), we get

\[
\frac{d}{dt}\log \text{VSL} = \mu_t + \frac{1}{\sigma_t c_t} + \text{RD} - \frac{u(c_t)}{E_U}.
\]

(36)

From (10), we obtain

\[
E_U = \frac{u'(c_t)\text{VSL}}{1 + v'(c_t)\text{VSL}}.
\]

(37)

thus

\[
\frac{u(c_t)}{E_U} = \frac{u(c_t)(1 + v'(c_t)\text{VSL})}{u'(c_t)\text{VSL}} = \frac{u(c_t)v'(c_t)}{u'(c_t)} + \frac{u(c_t)}{u'(c_t)\text{VSL}}.
\]

(38)
Combining (38) with (36) yields

\[ \frac{d}{dt} \log VSL = \mu t + \frac{1}{\sigma t} \dot{c}_t + RD - \frac{u(c_t)v'(c_t)}{u'(c_t)} - \frac{u(c_t)}{u'(c_t)} \frac{1}{VSL}, \]  

(39)

i.e.

\[ \frac{dVSL}{dt} = \left( \mu t + RD - \frac{u(c_t)v'(c_t)}{u'(c_t)} \right) VSL - \frac{u(c_t)}{u'(c_t)} VSL. \]  

(40)

We show now in three steps that

\[ VSL(c, t) = \int_t^{+\infty} s_i \frac{u(c_\tau)}{u'(c_\tau)} \exp \left( - \int_t^\tau \rho(c, \tau') d\tau' \right) d\tau \]  

(41)

with

\[ \rho(c, \tau') = RD(c, \tau') - \frac{u(c_\tau)v'(c_\tau)}{u'(c_\tau)} + \frac{1}{\sigma \tau} \frac{\dot{c}_\tau}{c_\tau}. \]  

(42)

**Step 1.** It is easy to see that the RHS of (41), if it converges, is a solution to the ODE (40).

**Step 2.** Remark that \( EU_t > 0 \). Indeed, a natural assumption is that the marginal value of life years, which is proportional to \( u \), is positive, and \( u > 0 \) implies \( EU_t > 0 \).

Given Assumptions 1 and 2, \( EU_t \) tends to zero as \( t \) tends to infinity. This and (10) imply that \( VSL \to 0 \) as \( t \to +\infty \). We can also conclude from this, (24) and \( EU_t > 0 \), that \( RD \) is bounded below in the long run. Consequently, \( \rho(c, t) \to +\infty \) as \( t \to +\infty \).

This implies that the RHS of (41) \( \to 0 \) as \( t \to +\infty \). VSL and the RHS of (41) have therefore the same limit when \( t \to +\infty \).

**Step 3.** The ODE (40) being linear, if we denote by \( y \) the difference between the VSL and the RHS of (41), we have

\[ y' = \rho(c, t)y. \]  

(43)

Given that \( \rho(c, t) \to +\infty \) as \( t \to +\infty \), \( y \) goes to infinity when \( t \to +\infty \) if it’s not null. This fact, combined with the result on limits (step 2), proves that (41) is true.
B Proof of Proposition 2

We denote by $\mathbf{k} = (k_t)_{t \geq 0}$ the age-specific saving profile defined by

$$k_t \equiv w(t, \mu_t) - c_t. \quad (44)$$

For our purpose, we do not need to fully specify the lifetime budget constraints that are related to the intertemporal markets and their possible imperfections. We will simply assume that these constraints (possibly infinitely many) only bear on the function $\mathbf{k}$ and that each of them is Volterra differentiable. We denote the set of constraints by $\mathcal{K}$.

We may think of different kinds of constraints. With non storable commodities and no intertemporal markets, $k_t = 0$ for all $t$. Another possibility would be a single constraint of the form $\int_0^\infty k_t h_t e^{-rt} dt = 0$ with $r$ being the rate of interest and $h = (h_t)_{t \geq 0}$ an exogenous function. This includes the important case of intertemporal markets, in particular life annuities. We could also imagine that the constraints $\mathcal{K}$ have the form $\int_0^t k_\tau e^{-r\tau} d\tau \geq 0$ for all $t$. That would be the case in a world where there is no annuity market, no borrowing and a rate of return on savings equal to $r$. More complex market imperfections can be thought of. Undoubtedly, allowing any kind of constraints on $\mathbf{k}$ leaves us with a fairly high degree of generality, although certain cases are not covered (e.g. nonlinear consumption taxes).

Using (6) and (8), we rewrite the lifetime utility function of an agent of age $a$ as

$$EU_a(c, \mu) = \int_a^{+\infty} u(c_t) \exp \left( - \int_a^t (\mu_\tau + \mu^0_\tau + v(c_\tau)) d\tau \right) dt. \quad (45)$$

A rational agent solves the maximization program

$$\max_{\mu, c} EU_a(c, \mu) \text{ s.t. } \mathcal{K}. \quad (46)$$

The derivative $w_\mu(t, \mu) = \frac{\partial u(t, \mu)}{\partial \mu}$ is the “wage-risk tradeoff.” Even without an

---

11 To be more specific, exogenously priced life annuities are considered. *Endogenous* prices would mean that prices change as the consumer changes his mortality e.g. via activity choice. This case is not included here; if $\mathbf{h}$ were equal to the (endogenous) survival function, as with perfect intertemporal markets, the VSL at age $a$ would be reduced by the wealth held at age $a$. Quantitatively speaking, the correction is minor (average wealth is typically much lower than the VSL).
explicit formulation of the constraints \( K \), we can show that at the optimal choice the wage risk tradeoff and the VSL are equal. Indeed, differentiating (44), for all \( t, \tau \), we have

\[
\left( \frac{\partial}{\partial \mu_t} + w_\mu(t, \mu_t) \frac{\partial}{\partial c_t} \right) k_\tau = 0. \tag{47}
\]

Let \( c^* \) and \( \mu^* \) denote the optimal consumption and mortality paths. As we assumed that all constraints can be written as functions of \( k \), the first order conditions ensure that for all \( t \), utility cannot be improved without violating the constraints. Thus, because of (47), it must be the case that at the optimum

\[
\left( \frac{\partial}{\partial \mu_t} + w_\mu(t, \mu_t) \frac{\partial}{\partial c_t} \right) EU_a = 0. \tag{48}
\]

Therefore:

\[
w_\mu(t, \mu^*_t) = - \left( \frac{\partial EU_a(c^*, \mu^*)}{\partial \mu_t} \right) / \left( \frac{\partial EU_a(c^*, \mu^*)}{\partial c_t} \right) = VSL(c^*, t). \tag{49}
\]
Figure 1: Yearly individual consumption

- Empirical estimates from Lee and Tuljapurkar
- Smoothed profile used in the paper
Figure 2: Goodness of fit

Distance between theoretical predictions and A&V

- General model
- Additive model
- Multiplicative model

Average RD

Average RD
Distance between theoretical predictions and A&V
Figure 3: Age dependent value of a statistical life

- Empirical estimates from Aldy and Viscusi
- Additive model, with RD=0.03
- General model with average RD=0.03
Figure 4: Distribution of lives saved

Number of statistical lives saved (per one year age class)

Age

Intervention A
Intervention B
Working Papers of the Center of Economic Research at ETH Zurich

(PDF-files of the Working Papers can be downloaded at www.cer.ethz.ch/research).

10/132 L. Bretschger and S. Valente
   Endogenous Growth, Asymmetric Trade and Resource Taxation

10/131 H. Gersbach and N. Surulescu
   Default Risk in Stochastic Volatility Models

10/130 F. Schwark
   Economics of Endogenous Technical Change in CGE Models - The Role of Gains from Specialization

10/129 L. Bretschger, R. Ramer and F. Schwark
   Long-Run Effects of Post-Kyoto Policies: Applying a Fully Dynamic CGE model with Heterogeneous Capital

10/128 M. T. Schneider, C. Traeger and R. Winkler
   Trading Off Generations: Infinitely-Lived Agent Versus OLG

10/127 V. Kappel
   The Effects of Financial Development on Income Inequality and Poverty

10/126 M. T. Schneider
   The Larger the Better? The Role of Interest-Group Size in Legislative Lobbying

10/125 A. Ziegler
   Individual Characteristics and Stated Preferences for Alternative Energy Sources and Propulsion Technologies in Vehicles: A Discrete Choice Analysis

10/124 P. F. Peretto and S. Valente
   Resource Wealth, Innovation and Growth in the Global Economy

09/123 H. Gersbach and M. T. Schneider
   Tax Contracts and Elections

09/122 V. Hahn
   Why the Publication of Socially Harmful Information May Be Socially Desirable

09/121 A. Ziegler
   Is it Beneficial to be Included in a Sustainability Stock Index? A Panel Data Study for European Firms

09/120 K. Pittel and L. Bretschger
   The Implications of Heterogeneous Resource Intensities on Technical Change and Growth
09/119 E. J. Balistreri, R. H. Hillberry and T. F. Rutherford
Trade and Welfare: Does Industrial Organization Matter?

09/118 H. Gersbach, G. Sorger and C. Amon
Hierarchical Growth: Basic and Applied Research

09/117 C. N. Brunnschweiler

09/116 S. Valente
Optimal Policy and Non-Scale Growth with R&D Externalities

09/115 T. Fahrenberger
Short-term Deviations from Simple Majority Voting

09/114 M. Müller
Vote-Share Contracts and Learning-by-Doing

09/113 C. Palmer, M. Ohndorf and I. A. MacKenzie
Life’s a Breach! Ensuring ‘Permanence’ in Forest Carbon Sinks under Incomplete Contract Enforcement

09/112 N. Hanley and I. A. MacKenzie
The Effects of Rent Seeking over Tradable Pollution Permits

09/111 I. A. MacKenzie
Controlling Externalities in the Presence of Rent Seeking

09/110 H. Gersbach and H. Haller
Club Theory and Household Formation

09/109 H. Gersbach, V. Hahn and S. Imhof
Constitutional Design: Separation of Financing and Project Decision

09/108 C. N. Brunnschweiler
Oil and Growth in Transition Countries

09/107 H. Gersbach and V. Hahn
Banking-on-the-Average Rules

09/106 K. Pittel and D.T.G. Rübbelke
Decision Processes of a Suicide Bomber – Integrating Economics and Psychology

08/105 A. Ziegler, T. Busch and V.H. Hoffmann
Corporate Responses to Climate Change and Financial Performance: The Impact of Climate Policy
09/104 S. Valente
Endogenous Growth, Backstop Technology Adoption and Optimal Jumps

09/103 K. Pittel and D. Rübbelke
Characteristics of Terrorism

09/102 J. Daubanes
Taxation of Oil Products and GDP Dynamics of Oil-rich Countries

09/101 S. Valente
Accumulation Regimes in Dynastic Economies with Resource Dependence and Habit Formation

08/100 A. Ziegler
Disentangling Specific Subsets of Innovations: A Micro-Econometric Analysis of their Determinants

08/99 M. Bambi and A. Saïdi
Increasing Returns to Scale and Welfare: Ranking the Multiple Deterministic Equilibria

08/98 M. Bambi
Unifying time-to-build theory

08/97 H. Gersbach and R. Winkler
International Emission Permit Markets with Refunding

08/96 K. Pittel and L. Bretschger
Sectoral Heterogeneity, Resource Depletion, and Directed Technical Change: Theory and Policy

08/95 M. D. König, S. Battiston, M. Napoletano and F. Schweitzer
The Efficiency and Evolution of R&D Networks

08/94 H. Gersbach and F. Mühe
Vote-Buying and Growth

08/93 H. Gersbach
Banking with Contingent Contracts, Macroeconomic Risks, and Banking Crises

08/92 J. Daubanes
Optimal taxation of a monopolistic extractor: Are subsidies necessary?

08/91 R. Winkler
Optimal control of pollutants with delayed stock accumulation

08/90 S. Rausch and T. F. Rutherford
Computation of Equilibria in OLG Models with Many Heterogeneous Households