ETH Library

Sparse Signal Processing:
Subspace Clustering and System
Identification
Doctoral Thesis
Author(s):
Heckel, Reinhard Wolfram
Publication date:
2014
Permanent link:
https://doi.org/10.3929/ethz-a-010252760
Rights / license:
In Copyright - Non-Commercial Use Permitted

This page was generated automatically upon download from the ETH Zurich Research Collection.
For more information, please consult the Terms of use.

sparse signal processing: subspace clustering
and system identification

DISS. ETH NO. 22148

SPARSE SIGNAL PROCESSING: SUBSPACE
CLUSTERING AND SYSTEM
IDENTIFICATION
A thesis submitted to attain the degree of
DOCTOR OF SCIENCES of ETH ZURICH
(Dr. sc. ETH Zurich)
presented by
REINHARD WOLFRAM HECKEL
Dipl.-Ing., University of Ulm
born on 08.04.1986
citizen of
Germany
accepted on the recommendation of
Prof. Helmut Bölcskei,
Prof. Holger Boche,
Prof. Peter Bühlmann,
2014

examiner
co-examiner
co-examiner

Für meine Familie.

v

Abstract

An important problem in statistics, machine learning, and modern signal processing is to recover information of limited complexity, or, more
specifically, of low-dimensional structure, from seemingly few data.
Often, this amounts to recover a sparse signal, i.e., a signal which is
non-zero at few locations only, by solving an under-determined system
of linear equations. A by now well known example is compressive sampling [CW08], a signal processing technique for efficiently acquiring
and reconstructing certain signals from far fewer measurements than
necessary for reconstruction with traditional methods. Compressive
sampling relies on the insight that many real-world signal have a
sparse representation in some basis. In this thesis, we will use ideas
from sparse signal processing to cluster high dimensional data points,
to identify sparse linear operators, and to recover sparse signals with
certain block-structure.
In the first part of this thesis, we consider the problem of clustering
noisy and incompletely observed high-dimensional data points into a
union of low-dimensional subspaces and a set of outliers. The number
of subspaces, their dimensions, and their orientations are assumed
unknown. This problem is known as subspace clustering and has
applications in, e.g., unsupervised learning, image processing, disease
detection and computer vision [Vid11]. We propose a simple lowcomplexity subspace clustering algorithm, termed thresholding-based
subspace clustering (TSC), which applies spectral clustering to an
adjacency matrix obtained by thresholding the correlations between
data points. In other words, the adjacency matrix is constructed from
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the nearest neighbors of each data point in spherical distance. A
statistical performance analysis shows that TSC succeeds even when
the subspaces intersect and that it exhibits robustness to additive
noise. Specifically, our results reveal an explicit tradeoff between the
affinity of the subspaces and the tolerable noise level. We furthermore
prove that TSC succeeds even when the data points are incompletely
observed with the number of missing entries allowed to be (up to a
log-factor) linear in the ambient dimension. We also propose a simple
scheme that provably detects outliers, and present numerical results
on real and synthetic data.
In practice, it is often desirable to first project the high-dimensional
data points to be clustered into a lower-dimensional space and to perform the clustering task there; this reduces storage requirements
and computational cost. We quantify analytically the impact of
dimensionality-reduction through random projection on the performance of the sparse subspace clustering (SSC) algorithm [EV13] and
the TSC algorithm. Both SSC and TSC are based on the principle
that a data point in a low-dimensional subspace can be sparsely represented through points in the same subspace. We find that for both
algorithms dimensionality reduction down to the order of the subspace dimensions is possible without incurring significant performance
degradation. Our results only require the random projection matrix to
satisfy the Johnson-Lindenstrauss property and are therefore general
enough to apply to structured random projection matrices that allow
for efficient implementations.
In the second part of this thesis, we consider the problem of identifying a linear deterministic operator from its response to a given
probing signal. For the large class of linear operators that can be
represented as a continuous weighted superposition of time-frequency
shift operators we show that stable identifiability is possible if and
only if the support area of the operator’s spreading function satisfies
∆ ≤ 1/2. This result holds for an arbitrary (possibly fragmented)
support region of the spreading function, does not impose limitations
on the total extent of the support region, and, most importantly,
does not require the support region to be known prior to identifi-
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cation. Previous results [Kai62; Bel69; KP05; PW06a] assumed the
support region of the spreading function to be known prior to identification, which is often impossible to realize in practice. E.g, for wireless
channels, knowing the support region would amount to knowing the
delays and Doppler shifts induced by the scatterers in the propagation
medium. Furthermore, we prove that stable identifiability of almost
all operators is possible if ∆ < 1. This result is surprising as it says
that there is no penalty for not knowing the support region of the
spreading function prior to identification. Identification algorithms
that provably recover all operators with ∆ ≤ 1/2, and almost all
operators with ∆ < 1 are presented.
In the third and finial part of this thesis, we consider the recovery of
block-sparse signals, i.e., sparse signals that have nonzero entries occurring in blocks, from an underdetermined system of linear equations.
The block-sparse model includes a number of structured sparsity models, in particular the multiple measurement vector (MMV), and the
generalized MMV (GMMV) model, where the measurement matrices
are allowed to differ across measurements. We derive probabilistic
recovery guarantees showing that—under certain (mild) conditions
on the measurement matrix—a `2 /`1 -norm minimization program
fails with a probability that decays exponentially in the length of
the blocks. This result continues to hold when the measurement is
subject to (bounded) noise. Our results evaluated for the GMMV case
show that recovery performance does not suffer from the individual
measurements being taken through different measurement matrices.
What is more, recovery performance typically benefits from diversity
in the measurement matrices.
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Kurzfassung

Informationen von geringer Komplexität, oder genauer gesagt, von
niedrigdimensionaler Struktur aus wenigen Daten wiederherzustellen,
ist ein wichtiges Problem in Statistik, in maschinellem Lernen und
in moderner Signalverarbeitung. Oft bedeutet dies ein dünnbesetztes Signal, d. h. ein Signal, das nur an wenigen Stellen ungleich
Null ist, durch das Lösen eines unterbestimmten Gleichungssystems
wiederherzustellen. Ein Beispiel ist compressive sampling, [CW08],
eine Signalverarbeitungstechnik für die effiziente Akquisition und
Rekonstruktion bestimmter Signale von weitaus weniger Messungen,
als für die Rekonstruktion mit traditionellen Methoden benötigt wird.
Compressive sampling beruht auf der Einsicht, dass viele Signale in
der realen Welt eine dünnbesetzte Darstellung in einer bestimmten
Basis besitzen. In dieser Dissertation benutzen wir Ideen aus dem
Gebiet der Wiederherstellung dünnbesetzter Signale, um hochdimensionale Datenpunkte zu clustern, dünnbesetzte lineare Operatoren
zu identifizieren und ein dünnbesetztes Signal mit einer bestimmten
Blockstruktur wiederherzustellen.
In dem ersten Teil dieser Dissertation betrachten wir das Clustern
von verrauschten und nur zum Teil beobachteten hochdimensionalen
Datenpunkten in eine Vereinigung von niedrigdimensionalen Unterräumen und ein Set von Ausreissern. Die Anzahl der Unterräume, ihre
Dimensionen und ihre Richtungen sind unbekannt. Dieses Problem
ist als “subspace clustering” bekannt und hat z. B. Anwendungen
in unüberwachtem Lernen, der Bildverarbeitung, der Detektion von
Krankheiten und “computer vision” [Vid11]. Wir stellen einen ein-
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fachen subspace clustering Algorithmus von niedriger Komplexität
vor, welchen wir “thresholding-based subspace clustering (TSC)” nennen. TSC wendet spektrales Clustern auf eine Adjazenzmatrix an,
welche durch thresholding der Korrelationen zwischen den Datenpunkten erzeugt wird. In anderen Worten, diese Matrix wird aus den
nächstgelegenen Nachbarn (in sphärischer Distanz) eines jedes Datenpunktes konstruiert. Eine statistische Analyse zeigt, dass TSC sogar
das richtige Ergebnis liefern kann, wenn die Unterräume überlappen.
Zudem ist TSC unempfindlich gegen additives Rauschen. Insbesondere
zeigen unsere Resultate eine explizite Wechselbeziehung zwischen der
Ähnlichkeit der Unterräume und dem tolerablen Rauschpegel. Wir
zeigen darüber hinaus, dass TSC sogar erfolgreich clustern kann, wenn
die Datenpunkte nur teilweise beobachtet werden und die Anzahl von
fehlenden Einträgen (bis auf einen logarithmischen Term) linear in
der einbettenden Dimension ist. Ausserdem stellen wir eine simple
Methode vor, um Ausreisser zu detektieren, und wir präsentieren
numerische Resultate mit echten und synthetischen Daten.
In der Praxis ist es oft wünschenswert, die hochdimensionalen Daten
zunächst in einen niederdimensionaleren Raum zu projizieren und sie
dann zu clustern. Das reduziert die Kosten, die Daten zu speichern
und sie zu verarbeiten. Wir quantifizieren analytisch den Einfluss der
Dimensionsreduktion durch zufällige Projektionen auf die Qualität des
Clustering-Ergebnisses von dem “sparse subspace clustering (SSC)”Algorithmus [EV13] und dem TSC-Algorithmus. Sowohl SSC als
auch TSC basieren auf dem Prinzip, dass ein Datenpunkt in einem
niedrigdimensionalen Unterraum durch wenige andere Punkte aus
demselben Unterraum dargestellt werden kann. Unsere Ergebnisse
zeigen, dass für beide Algorithmen eine Dimensionsreduktion bis
auf die Grössenordnung der Dimensionen der Unterräume möglich
ist - ohne merkbare Verschlechterung der Clustering-Lösung. Unsere
Resultate setzen nur voraus, dass die zufällige Projektionsmatrix
eine Johnson-Lindenstrauss-Eigenschaft erfüllt, und gelten somit für
strukturierte Zufallsmatrizen, welche effizient implementiert werden
können.
Im zweiten Teil dieser Dissertation betrachten wir die Identifikation
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von einem linearen deterministischen Operator von seiner Antwort
auf ein Testsignal. Wir betrachten die grosse Klasse von linearen
Operatoren, welche als eine (kontinuierlich) gewichtete Superposition von Zeit-Frequenz-Verschiebungsoperatoren dargestellt werden
kann. Für diese Klasse von Operatoren zeigen wir, dass stabile Identifikation möglich ist, wenn und nur wenn die Fläche des Trägers
der Streufunktion ∆ ≤ 1/2 erfüllt. Dieses Resultat gilt für beliebige
(möglicherweise fragmentierte) Träger der Streufunktion und schränkt
das totale Ausmass des Trägers nicht ein. Vor allem aber verlangt
dieses Resultat nicht, dass der Träger der Streufunktion bekannt ist.
Frühere Ergebnisse [Kai62; Bel69; KP05; PW06a] nahmen an, dass der
Träger der Streufunktion vor der Identifikation des Operators bekannt
ist, was oftmals in der Praxis nicht zu realisieren ist. Den Träger zu
kennen, bedeutet für drahtlose Kanäle z. B., dass die Verzögerungen
und Doppler-Verschiebungen der Streuer in dem Ausbreitungsmedium
bekannt sind. Zudem beweisen wir, dass fast alle Operatoren stabil
identifiziert werden können, wenn ∆ < 1. Das ist überraschend, da
somit keine Kosten dafür anfallen, dass der Träger der Streufunktion
unbekannt ist. Schliesslich präsentieren wir Algorithmen, die alle Operatoren beweisbar identifizieren können, für die ∆ ≤ 1/2 gilt, und
fast alle Operatoren, für die ∆ < 1 gilt.
Im dritten und letzten Teil dieser Dissertation betrachten wir die
Wiederherstellung von Block-dünnbesetzten Signalen von einem unterbestimmten System von linearen Gleichungen. Block-dünnbesetzte
Signale sind dünnbesetzte Signale, in welchen die Nicht-Null-Einträge
in Blocks vorkommen. Block-dünnbesetzte Signale beinhalten eine
Reihe von Modellen von dünnbesetzten Signalen mit Struktur, z. B. das
multiple measurement vector (MMV) und das generalized MMV
(GMMV) Problem, bei welchen die (Mess) Matrizen über verschiedene
Messungen variieren dürfen. Wir zeigen probabilistische Resultate,
welche die Wiederherstellung der Signale garantieren und zeigen,
dass - unter bestimmten (schwachen) Bedingungen, die Messmatrix
betreffend - ein `2 /`1 -Norm-Minimierungsprogramm nur mit einer
Wahrscheinlichkeit versagt, die exponentiell in der Anzahl der Länge
der Blocks abfällt. Dieses Resultat gilt auch, wenn die Messungen von
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beschränktem Rauschen betroffen sind. Unsere Resultate ausgewertet
für den GMMV-Fall zeigen, dass die Wiederherstellungsqualität der
Signale nicht darunter leidet, dass die einzelnen Messungen durch
verschiedene Messmatritzen erhalten werden. Vielmehr profitiert die
Wiederherstellungsqualität in der Regel von der Vielfalt in den Messmatritzen.
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chapter 1

Introduction

This thesis can be divided into a subspace clustering part, a system
identification part, and a block-sparse signal recovery part, which are
introduced individually below.

1.1. subspace clustering
A major challenge in modern data analysis is to extract relevant
information from large high-dimensional data sets. The relevant features are often of limited complexity, or, more specifically, have
low-dimensional structure. For example, images of faces are highdimensional as the number of pixels is typically large, whereas the
set of images of a given face under varying illumination conditions
approximately lies in a 9-dimensional linear subspace [BJ03]. This
and similar insights for other types of data have motivated research
on finding low-dimensional representations of high-dimensional data
[Vid11]. A prevalent low-dimensional structure is that of data points
lying in a union of (unknown) low-dimensional subspaces, as shown
in Figure 1.1.
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S3
S2

S1

Fig. 1.1.: A set of points in a union of subspaces in R3 .

The problem of finding the assignments of the data points to these
subspaces is known as subspace clustering [Vid11] or hybrid linear
modeling. An example application of subspace clustering is the following: Given a set of images of faces, cluster the images such that each of
the resulting clusters corresponds to a single person [HYLLK03]. Other
application areas include unsupervised learning, image representation
and segmentation [HWHM06], computer vision, specifically motion
segmentation [VH04; RTVM08], and disease detection [KKZ09]; we
refer to [Vid11] and the references therein for a more complete list.
Often the data available is corrupted by noise and contains outliers.
The general subspace clustering problem we consider takes this into
account and can be formulated as follows. Suppose we are given a set
X of data points in Rm , and assume that
X = X1 ∪ ... ∪ XL ∪ O
where O denotes a set of outliers and the points in X` are given
(`)
(`)
(`)
(`)
by xj = yj + ej where yj ∈ S` with S` a d` -dimensional linear
(`)

subspace of Rm and ej ∈ Rm is noise. The association of the points
in X with the X` and O, the number of subspaces, their dimensions,
and their orientations are all unknown. We want to cluster the data
points in X , i.e., find their assignments to the sets X1 , ..., XL , O. Once
these assignments have been identified, it is straightforward to extract
approximations (recall that we have access to noisy data only) of the
subspaces S` through principal component analysis (PCA).
Numerous approaches to subspace clustering have been proposed in
the literature, however, as noted by Vidal [Vid11] and Soltanolkotabi,
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Elhamifar, and Candès [SEC13], there are only few subspace clustering
algorithms that are computationally tractable and known to provably
succeed under non-restrictive conditions such as, e.g., overlapping
subspaces, and/or in the presence of noise and outliers.
In Chapter 2 of this thesis we propose a simple low-complexity
subspace clustering algorithm, which applies spectral clustering to an
adjacency matrix A obtained by thresholding the correlations between
the data points in X . In other words, A is constructed from the nearest
neighbors of each data point in spherical distance. The resulting
algorithm is termed thresholding-based subspace clustering (TSC).
The gist of the results we obtain is that TSC provably succeeds—even
when the data is noisy or incompletely observed—provided that the
subspaces are sufficiently distinct and the data to be clustered contains
sufficiently many points from each subspace. The corresponding results
come in form of a statistical performance analysis, and show that
TSC can succeed even when the subspaces intersect.
Our results for noisy data reflect the intuition that the more distinct the orientations of the subspaces, the more noise TSC tolerates.
What is more, we find that TSC can succeed even under massive
noise, provided that the subspaces are sufficiently low-dimensional.
In practical applications the data points to be clustered are often
incompletely observed, due to, e.g., scratches on images. We prove
that TSC can succeed even when the number of (arbitrary) missing
entries in each data vector is (up to a log-factor) linear in the ambient
dimension. Finally, we propose a simple scheme for outlier detection
along with analytical success guarantees. Numerical results on synthetic data, on handwritten digits, on images of faces, and on cancer
data complement our analytical results.

Subspace clustering of dimensionality-reduced data
In practice one may have access to dimensionality-reduced observations of the high-dimensional points in X only, resulting, e.g., from
“undersampling” due to complexity and speed constraints on the acquisition device. More pertinently, even if the data points in X are
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directly accessible, it is often desirable to perform clustering in a
lower-dimensional space, as this reduces data storage costs and leads
to computational complexity savings. The idea of dimensionality reduction to reduce computational complexity appears, e.g., in [Vem05]
in a general context, and for subspace clustering in the experiments
reported in [ZSWL12; EV13]. Dimensionality reduction also has a
privacy-enhancing effect in the sense that no access to the original
data is needed for processing [LKR06].
A widely used mathematical tool in the context of dimensionality
reduction is a lemma by Johnson and Lindenstrauss [JL84], which
states that an N -point set in Euclidean space can be embedded via
a suitable linear map into a O(−2 log N )-dimensional space while
preserving the pairwise Euclidean distances between the points up to
a factor of 1 ± . Random projections satisfy the properties of this
linear map with high probability, which explains the popularity of
the so-called random projection method [Vem05].
Dimensionality reduction will, in general, come at the cost of clustering performance. The purpose of Chapter 3 of this thesis is to
quantify analytically the impact of dimensionality-reduction through
random projection on the performance of the sparse subspace clustering (SSC) [EV09; EV13] algorithm and the TSC algorithm introduced
in Chapter 2. SSC, introduced in Section 3.3, is based on applying
spectral clustering to an adjacency matrix obtained by finding a sparse
representation of each data point in terms of the other data points
via `1 -minimization. Both SSC and TSC were shown to provably
succeed under very general conditions on the high-dimensional data
set to be clustered, in particular even when subspaces intersect. The
corresponding analytical results in [SC12] and in Chapter 2 form
the basis for quantifying the impact of dimensionality reduction on
clustering performance in Chapter 3.
Specifically, we perform a statistical performance analysis showing
that for both algorithms dimensionality reduction down to the order
of the subspace dimensions is possible without incurring significant
performance degradation. We furthermore quantify the tradeoff between the affinity of the subspaces and the amount of dimensionality
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reduction possible. Our results only require the random projection to
satisfy the Johnson-Lindenstrauss property and are therefore general
enough to apply to structured random projection matrices that allow
for efficient implementations. The mathematical engine behind our
theorems is a result quantifying how the affinities between subspaces
change under random dimensionality reducing projections.

1.2. identification of sparse linear
operators
The identification of a deterministic linear operator from the operator’s response to a probing signal is an important problem in many
fields of engineering. Concrete examples include system identification in control theory and practice, the measurement of dispersive
communication channels, and radar imaging. It is natural to ask
under which conditions (on the operator) identification is possible, in
principle, and how one would go about choosing the probing signal
and extracting the operator from the corresponding output signal. In
Chapter 4 we address these questions by considering the (large) class
of linear operators that can be represented as a continuous weighted
superposition of time-frequency shift operators, i.e., the operator’s
response to the signal x(t) can be written as
Z Z
y(t) =
sH (τ, ν)x(t − τ )ej2πνt dνdτ
(1.1)
τ

ν

where sH (τ, ν) denotes the spreading function associated with the
operator. In the communications literature operators with inputoutput relation as in (1.1) are referred to as linear time-varying (LTV)
channels/systems and sH (τ, ν) is the delay-Doppler spreading function
[Kai62; Bel69; Bel63].
For the special case of linear time-invariant (LTI) systems, we have
sH (τ, ν) = h(τ )δ(ν), so that (1.1) reduces to the standard convolution
relation
Z
y(t) = h(τ )x(t − τ )dτ.
(1.2)
τ
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The question of identifiability of LTI systems is readily answered by
noting that the system’s response to the Dirac delta function is given
by the impulse response h(t), which by (1.2) fully characterizes the
system’s input-output relation. LTI systems are therefore always identifiable, provided that the probing signal can have infinite bandwidth
and we can observe the output signal over an infinite duration.
For LTV systems the situation is fundamentally different. Specifically, Kailath’s landmark paper [Kai62] shows that an LTV system
with spreading function compactly supported on a rectangle of area
∆ is identifiable if and only if ∆ ≤ 1. This condition can be very
restrictive. Measurements of underwater acoustic communication channels, such as those reported in [Egg97] for example, show that the
support area of the spreading function can be larger than 1. The
measurements in [Egg97] exhibit, however, an interesting structural
property: The nonzero components of the spreading function are
scattered across the (τ, ν)-plane and the sum of the corresponding
support areas, henceforth called “overall support area”, is smaller
than 1. A similar situation arises in radar astronomy [HK91]. Bello
[Bel69] shows that Kailath’s identifiability result continues to hold
for arbitrarily fragmented spreading function support regions as long
as the corresponding overall support area is smaller than 1. Kozek
and Pfander [KP05] and Pfander and Walnut [PW06a] found elegant
functional-analytical identifiability proofs for setups that are more
general than those originally considered in [Kai62] and Bello [Bel69].
However, all those results require the support region of sH (τ, ν) to
be known prior to identification, a condition that is very restrictive
and often impossible to realize in practice. In the case of underwater
acoustic communication channels, e.g., the support area of sH (τ, ν)
depends critically on surface motion, water depth, and motion of
transmitter and receiver. For wireless channels, knowing the spreading
function’s support region would amount to knowing the delays and
Doppler shifts induced by the scatterers in the propagation medium.
In Chapter 4, we study the identifiability of operators under the
proviso that the operator’s spreading function support region is not
known prior to identification. Specifically, we show that an operator
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with input-output relation (1.1) is identifiable, without prior knowledge of the operator’s spreading function support region, if and only
if the spreading function’s total support area satisfies ∆ ≤ 1/2. This
result holds for an arbitrary (possibly fragmented) support region
of the spreading function and does not impose limitations on the
total extent of the support region. What is more, this factor-of-two
penalty—relative to the case where the support region is known prior
to identification [Kai62; Bel69; KP05; PW06a]—can be eliminated if
one asks for identifiability of almost all 1 operators only. This result is
surprising as it says that (for almost all operators) there is no price
to be paid for not knowing the spreading function’s support region in
advance. Our findings have strong conceptual parallels to the theory
of spectrum-blind sampling of sparse multi-band signals [FB96; Fen97;
LD08; ME09; Eld09].
Furthermore, we present algorithms which, in the noiseless case,
provably recover all operators with ∆ ≤ 1/2, and almost all operators
with ∆ < 1, without requiring prior knowledge of the spreading
function’s support region or its area ∆. Specifically, we formulate the
recovery problem as a continuous multiple measurement vector (MMV)
problem [ME08]. We then show that this problem can be reduced to
a finite MMV problem [CH06]. The reduction approach we present is
of independent interest as it unifies a number of reduction approaches
available in the literature and presents a simplified treatment.
In the case of wireless channels or radar systems, the spreading
function’s support region is sparse and typically contained in a rectangle of area 1 (thus the underlying system is identifiable). In the
spirit of compressed sensing, where sparse objects are reconstructed
by taking fewer measurements than mandated by their “bandwidth”,
we show that in this case sparsity (in the spreading function’s support
region) can be exploited to identify the system while undersampling
the response to the probing signal. In the case of channel identification
this allows for a reduction of the identification time, and in radar
1 Here “almost all” is to be understood in a measure-theoretic sense meaning
that the set of exceptions has measure zero.
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systems it leads to increased resolution.

1.3. block-sparse signal recovery
An important problem in engineering and statistics is that of recovering a sparse signal from an underdetermined linear system of
equations [Don06; CT06; Ela10; DE03]. Often, the sparse signal to
be recovered has additional structure, e.g., the non-zero entries may
occur in clusters or blocks. In Chapter 5, we consider the block-sparse
recovery problem, which can be formulated as follows. Given the
T
T
vector x = [x0T , ..., xn−1
] ∈ Rnd , x` ∈ Rd , supported on the blocks
indexed by S, i.e., only the vectors x` , ` ∈ S, have non-zero Euclidean
norm, recover x from
y = Ax + e
assuming knowledge of the measurement matrix A ∈ Rmd×nd (typically n > m). Here, e ∈ Rdm is noise.
The block-sparse recovery problem arises, e.g., in the measurement
of gene expression levels [PVMH08] and includes as special cases the
fusion frame recovery problem [BKR11] and the multiple measurement
vector (MMV) problem [CREK05; CH06; Tro06b; TGS06], which
deals with the recovery of a number of sparse vectors sharing a
common sparsity pattern, from measurements taken through the
same measurement matrix. Another interesting special case is the
generalized MMV (GMMV) problem, where the measurement matrices
are allowed to differ across measurements. The GMMV problem is
relevant for the recovery of sparse signals that lie in the union of
shift-invariant subspaces [LD08; Eld09] and for multitask learning
with sparsity assumptions [BG11; LPTG09].
A computationally efficient algorithm to exploit block-sparsity is,
e.g., `2 /`1 -norm minimization. In general, the empirical recovery
performance of `2 /`1 -norm minimization increases (significantly) in
the block length d. However, for general measurement matrices A, a
worst-case (i.e., applying to all x) analysis reveals no improvements
resulting from d > 1. Indeed, for a block-sparse vector x which is
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non-equal to zero only at a single entry in each non-zero block of x,
no improvement in recovery performance resulting from d > 1 can
be expected. It is therefore sensible to ask for performance results
predicting improvements from d > 1 for “typical” x.
In Chapter 5 we present a probabilistic (with respect to x) performance analysis of a `2 /`1 -norm minimization based recovery algorithm,
showing that, indeed, the recovery performance of `2 /`1 -norm minimization improves in the block length d. Specifically, for the noiseless
case, under very general conditions on A, we find that the failure
probability of `2 /`1 -norm minimization decays exponentially in the
number of measurements d. Our results continue to hold when the
measurements are subject to bounded noise. Particularized to the
GMMV case, our results show that, perhaps surprisingly, having different measurement matrices can lead to performance improvements
over the MMV case.
We hasten to add, that for the MMV and fusion frame case, a
similar probabilistic performance analysis was carried out previously
in [ER10] and [BKR11], respectively. However, the probabilistic model
on x we use is more general than those employed in [ER10; BKR11].
Particularizing our results to the MMV case and the fusion frame case
therefore yields generalizations of the corresponding results in [ER10;
BKR11]. For the noisy case our result for `2 /`1 -norm minimization is
new, even in the MMV and the fusion frame case.
In terms of mathematical tools, we note that the proofs of our
main results, consist of two steps. First, we derive conditions for
`2 /`1 -norm minimization to succeed and then we use concentration of
measure results to show that these conditions are satisfied with high
probability, provided that mild conditions on A are satisfied. The
proofs in [ER10; BKR11] follow these two general steps as well.

1.4. publications
The majority of the results in this thesis have been published during
the course of the PhD studies. Specifically, the results in Chapter
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2 appear in [HB14; HAB14; HB13b; HB13c] and the main results
(without proofs) in Chapter 3 appear in [HTB14]. Moreover, the results
presented in Chapter 4 have been published in [HB13a; HB11], and
preliminary versions of the main results in Chapter 5 were presented
(without proofs) in [HB12].
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chapter 2

Robust subspace clustering via thresholding

2.1. introduction
Suppose we are given a set of N data points in Rm , denoted by X ,
and assume that
X = X1 ∪ ... ∪ XL ∪ O
where O denotes a set of outliers and the n` := |X` | points in X` are
given by
(`)

(`)

(`)

xj = yj + ej
(`)

(2.1)

(`)

where ej ∈ Rm is noise and yj ∈ S` with S` a d` -dimensional
subspace of Rm . The association of the points in X with the X`
and O, the number of subspaces L, their dimensions d` , and their
orientations are all unknown. We want to cluster the (noisy) points
in X , i.e., find their assignments to the sets X1 , ..., XL , O. Once these
associations have been identified, it is straightforward to extract
approximations (recall that we have access to noisy observations only)
of the subspaces S` through principal component analysis (PCA). As
mentioned previously in Section 1.1, this problem is known as subspace
clustering and has applications in, e.g., unsupervised learning, image
processing, disease detection, and computer vision [Vid11].
Numerous approaches to subspace clustering have been proposed
in the literature [Vid11], including algebraic, statistical, and spectral
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clustering methods; however only few algorithms are computationally
tractable and known to provably succeed under non-restrictive conditions. Spectral clustering methods have found particularly widespread
use thanks to their excellent performance properties and efficient
implementations. At the heart of spectral clustering based methods
lies the construction of an adjacency matrix A ∈ RN ×N , where the
(i, j)th entry of A measures the similarity between the data points
xi , xj ∈ X ; a segmentation of X is then obtained by applying spectral clustering [Lux07] to A. A typical measure of similarity is, e.g.,
e−dist(xi ,xj ) , where dist(·, ·) is some distance measure [Vid11]. The
similarity measure employed in the sparse subspace clustering (SSC)
[EV09; EV13] algorithm and the SSC-orthogonal matching pursuit
(OMP) [DSB13] algorithm is based on finding sparse representations
of the data. Specifically, SSC construct A by finding a sparse representation of each data point in terms of the other data points via
`1 -minimization (or via Lasso [SEC13]) and SSC-OMP replaces the
`1 -step in SSC by OMP.
In this chapter, we study a simple and computationally efficient
subspace clustering algorithm which builds A by thresholding correlations between the data points in X . In other words, A is constructed from the nearest neighbors of each data point with respect
to the spherical distance measure. The resulting algorithm is termed
thresholding-based subspace clustering (TSC). A common feature
of SSC, SSC-OMP, and TSC is that A is constructed by sparsely
representing each data point in terms of all the other data points, as
explained in more detail in Section 2.2.2.
Outline
The remainder of this chapter is organized as follows. In Section 2.2, we
introduce the TSC algorithm. Sections 2.3 and 2.4 contain analytical
performance results for the noiseless and the noisy case, respectively.
In Section 2.5, we analyze the impact of incompletely observed data
points on the performance of TSC. Section 2.6 describes an outlier
detection scheme along with corresponding analytical performance
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results. In Section 2.7, we compare our analytical performance results
for TSC to other analytical performance results for subspace clustering
available in the literature. Section 2.8 contains numerical results on
synthetic and on real data.
Notation
For notational convenience, we use the shorthand maxk6=` for
maxk∈[L]\{`} and maxk,` : k6=` for maxk,`∈[L] : k6=` . Similarly, maxk6=`,j
is shorthand for maxk∈[L]\{`},j∈[nk ] . We let nmin = min`∈[L] n` , nmax =
max`∈[L] n` , and dmax = max`∈[L] d` . c0 , .., c4 are numerical constants
that can take on different values at different occurrences.
The k-nearest neighbor graph of a set of points {a1 , ..., an } with
respect to the metric s is the undirected graph with vertex set
{a1 , ..., an } and edges between ai and aj if either ai is among the k
nearest neighbors of aj or aj is among the k nearest neighbors of ai ,
in both cases with respect to the metric s.
We say that a subgraph H of a graph G is connected if any two
nodes in H can be joined by a path such that all intermediate nodes
lie in H. The subgraph H of G is called a connected component of G
if H is connected and if there are no connections between nodes in H
and the remaining nodes in G [Lux07].

2.2. the tsc algorithm
The formulation of the TSC algorithm provided below assumes that
outliers have already been removed from the data set X , e.g., through
the outlier detection scheme described in Section 2.6, and that the
data points in X are normalized. The latter assumption is relevant
for Steps 1 and 2 below and is not restrictive as the data points can
be normalized prior to clustering.
TSC algorithm. Given a set of data points X , an estimate of the
number of subspaces L̂ (estimation of L from X is described in Section 2.2.1), and the parameter q (the choice of q is discussed below;
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G
A=

Fig. 2.1.: The non-zeros of the adjacency matrix A obtained by applying
TSC to data points that lie in the union of two subspaces, and the
corresponding graph G.

estimation of q from X is described in Section 2.2.3), perform the
following steps:
Step 1: For every xj ∈ X , identify the set Tj ⊂ [N ] \ {j} (recall
that N = |X |) of cardinality q defined through
|hxj , xi i| ≥ |hxj , xp i| , for all i ∈ Tj and all p ∈
/ Tj .
Step 2: Let zj ∈ RN be the vector with ith entry exp(−2 arccos(|hxj ,
xi i|)) if i ∈ Tj , and 0 if i ∈
/ Tj .
Step 3: Construct the adjacency matrix A according to A = Z+ZT ,
where Z = [z1 · · · zN ].
Step 4: Apply normalized spectral clustering [NJY01; Lux07] to
(A, L̂).
Since arccos(z) is decreasing in z for z ∈ [0, 1], the set Tj is the set
of q nearest neighbors of xj with respect to the metric1 s̃(xi , xj ) :
= arccos(|hxi , xj i|). TSC is therefore built on the premise that the
vectors close to xj in terms of the distance s̃ also lie in the subspace
xj lies in. This can be formalized in terms of the q-nearest neighbor
graph with respect to the distance s̃, i.e., the graph G with adjacency
matrix A, simply referred to as “the graph G” in the remainder of this
thesis (see Figure 2.1 for an illustration). If each connected component
in the graph G corresponds to exactly one of the sets X` , and if L̂ = L,
then (normalized) spectral clustering yields correct segmentation of
1 s̃ is not a distance metric in the strict sense as s̃(x, −x) = 0, but −x 6= x for
x 6= 0. It satisfies, however, the defining properties of a pseudo-distance metric
[Kel75].
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the data (i.e., it delivers the oracle segmentation X = X1 ∪ ... ∪ XL
of X ) [Lux07, Prop. 4, Sec. 7] and the clustering error will be zero.
Even when the connected components of G do not correspond to the
X` exactly, but the weights in the adjacency matrix A corresponding
to pairs of points that belong to different subspaces are small enough,
TSC may still cluster the data correctly. The numerical results in
Section 2.8 demonstrate that the spectral clustering step can cope
with such imperfections.
In the noiseless case we will be able to establish conditions that
ensure zero clustering error. In the noisy case we will work with an
intermediate, albeit sensible, performance measure, also employed
to asses the performance of the clustering algorithms considered
in [DSB13; LLY10; SC12; SEC13]. This performance measure is
formalized through the following property:
No false connections property. G has no false connections if, for
all ` ∈ [L], the nodes in G corresponding to X` are connected to other
nodes corresponding to X` only.
Ensuring the absence of false connections, does, however, not guarantee that the connected components in G correspond to the X` ,
as the points in a given set X` may be split up into two or more
distinct clusters. TSC (with input parameter q) counters this problem
by imposing that each node is connected to at least q other nodes
and choosing q not too small relative to the n` . Taking q too large,
however, increases the chances of points from different sets X` being
clustered together, thereby violating the no false connections property.
Our analytical performance results for the noiseless case ensure correct
segmentation of X by guaranteeing that G has no false connections
and the subgraphs corresponding to the X` are connected, provided
that q is sufficiently large relative to the values log n` and sufficiently
small relative to the n` . The specific choice of q within this range
will be seen to be irrelevant in terms of the analytical performance
guarantees we obtain. In practice, however, the specific choice of q
does have an impact on the performance of TSC.
To see how the no false connections property can be satisfied,
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consider the noiseless case, take q ≤ min` (|X` | − d` ), and suppose
that the subspaces S` are orthogonal to each other. Then, G has no
false connections due to hxp , xj i = 0 for all xp ∈ X` , xj ∈ Xk , ` =
6 k,
while for each `, there are at least |X` | − d` inner products hxp , xj i
with xp , xj ∈ X` that are non-zero, as no more than d` points in a
d` -dimensional subspace can be orthogonal to each other. The results
in the following sections show that G can actually satisfy the no
false connections property under much more general conditions, in
particular even when the subspaces intersect.

2.2.1. Estimation of the number of subspaces
The number of zero eigenvalues of the normalized Laplacian of the
graph G is equal to the number of connected components of G [Spi12].
It is therefore sensible to estimate the number of subspaces L as the
multiplicity of the eigenvalue 0 of the normalized Laplacian of G. In
practice, however, weights in the adjacency matrix A corresponding
to pairs xi , xj that belong to different subspaces might be non-zero,
but possibly small, in which case the number of connected components
in G may be smaller than L. This will result in eigenvalues that are
not exactly equal to zero, but possibly small. A robust estimator for
L taking this into account is the so-called eigengap heuristic [Lux07]:
L̂ = arg maxi∈[N −1] (λi+1 − λi ), where λ1 ≤ λ2 ≤ ... ≤ λN are the
eigenvalues of the normalized Laplacian of G.
We note that while satisfying the no false connections property does
not say anything about the quality of the estimate L̂, establishing
that the connected components in G correspond to the X` , as done
in the noiseless case, automatically guarantees that L̂ = L.

2.2.2. Least-squares TSC
A natural substitute for Step 2 in the TSC algorithm is to construct
zj from the coefficients of the best linear approximation of xj in terms
of the points indexed by Tj . Specifically, let XTj be the matrix whose
columns are the vectors in X indexed by Tj , and substitute Step 2 by:
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Step 2-LS: Set the entries of zj ∈ RN indexed by Tj to the absolute
values of X†Tj xj and all other entries of zj to zero.
The TSC algorithm with Step 2 replaced by Step 2-LS will henceforth be referred to as least squares (LS)-TSC. The formal relationship between Steps 2 and 2-LS is brought out by noting that the
non-zero entries of zj in Step 2 are given by element-wise application of exp(−2 arccos(| · |)) to the vector XTTj xj whereas the nonzero
entries of zj in Step 2-LS are obtained by element-wise application of | · | to the entries of a weighted version of XTTj xj , namely
−1

X†Tj xj = (XTTj XTj ) XTTj xj .
As our analytical performance results depend on connectivity properties of the graph G only, and not on the weights assigned to the
edges of G (i.e., the values of the non-zero entries of A), it follows
immediately that the corresponding statements hold true verbatim
for LS-TSC. Owing to the spectral clustering Step 4, the values of
the non-zero entries of A do, however, make a difference in terms
of practical performance. Corresponding numerical results will be
provided in Section 2.8.
We finally note that LS-TSC is similar, in spirit, to the SSC and the
SSC-OMP algorithm, as the Steps 1 and 2-LS above yield a sparse (if
q is small) linear representation of xj in terms of q points in X \ {xj }.
SSC and SSC-OMP find a sparse linear representation of xj in terms
of points in X \ {xj } via `1 -minimization and OMP, respectively.

2.2.3. Data-driven choice of q
We next present a variation of TSC, called “modified TSC” henceforth,
which selects the number of nearest neighbors of each data point
individually and in a data-driven fashion. The modified TSC algorithm
is obtained by substituting Step 1 in TSC by:
Step 1: For every xj ∈ X , sort |hxj , xi i| , i ∈ [N ], in descending
order, and let Tj (q) ⊆ [N ] \ {j} be the index set corresponding to the
q largest values of |hxj , xi i|. Next, determine qj as the smallest value
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of q such that
(I − XTj (q) X†Tj (q) )xj

≤τ

(2.2)

2

where XTj (q) is the matrix with columns xi , i ∈ Tj (q), and τ is a
threshold parameter. Finally set Tj = Tj (qj )
The idea underlying Step 1 above is to estimate qj as the number
of points necessary to represent xj as a linear combination of its
nearest neighbors; the left-hand side of (2.2) is the corresponding
`2 -approximation error. The estimate for qj will be on the order of d` ,
the dimension of S` , the subspace xj lies in. To see this, assume that
the data points in X` are distributed uniformly at random on the set
{y ∈ Sl : kyk2 = 1}. If the points corresponding to Tj (d` ), are all in
X` , then those points suffice (with probability one) to represent xj
with zero error. Moreover, with probability one, every strict subset
of these points will fail to represent xj with zero error. Thus, the
estimate qj obtained with τ = 0 in Step 1 is equal to d` . In the noisy
case, a sensible choice is to take τ proportional to the noise variance.

2.3. performance results for the
noiseless case
(`)

(`)

We first consider noiseless (i.e., xj = yj in (2.1)) data sets that have
no outliers. In order to elicit the impact of the relative orientations
of the subspaces S` on the performance of TSC, we take the S`
to be deterministic and choose the points within the S` randomly.
(`)
(`)
Specifically, we represent the data points in S` by xj = U(`) aj
where U(`) ∈ Rm×d` is an orthonormal basis for the d` -dimensional
(`)
subspace S` and the aj ∈ Rd` are i.i.d.2 uniformly distributed on
(`)

(`)

Sd` −1 . Therefore, the data points xj = U(`) aj are distributed
uniformly on {x ∈ S` : kxk2 = 1}, which ensures that the points are
2 Throughout

(`)

the thesis, whenever we say that the aj
actually mean i.i.d. across j and `.
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spread out on the subspaces, and avoids degenerate situations where
the data points lie in preferred directions. For example, suppose that
the points on say, a two-dimensional subspace S1 , are skewed towards
two (distinct) directions. Then, there are two sensible segmentations.
One is to assign the points corresponding to each direction to separate
clusters, the other to assign all points to one cluster.

2.3.1. Affinities between subspaces
Our results will be expressed in terms of two different notions of
affinity between subspaces, namely
T

aff ∞ (Sk , S` ) := U(k) U(`)
and
aff(Sk , S` ) := √

2→2

T
1
U(k) U(`)
dk ∧ d`

.
F

The relation between the affinity notions aff ∞ (·) and aff(·) is brought
out by expressing them in terms of the principal angles between Sk
and S` according to
aff ∞ (Sk , S` ) = cos(θ1 )

(2.3)

p
cos2 (θ1 ) + ... + cos2 (θdk ∧d` )
√
aff(Sk , S` ) =
dk ∧ d`

(2.4)

and

where θ1 , ..., θdk ∧d` with 0 ≤ θ1 ≤ ... ≤ θdk ∧d` ≤ π/2 denotes the
principal angles between Sk and S` , defined as follows.
Definition 1. The principal angles θ1 , ..., θdk ∧d` between the subspaces Sk and S` are defined recursively according to
cos(θj ) = hvj , uj i , where (vj , uj ) = arg max hv, ui
with the maximization carried out over all v ∈ Sk : kvk2 = 1, u ∈
S` : kuk2 = 1, subject to hv, vi i = 0 and hu, ui i = 0 for all i =
1, ..., j − 1 (for j = 1, this constraint is void).
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S4
α

S2

S3

S1

S6
S5

Fig. 2.2.: Affinities: aff(S1 , S2 ) = aff ∞ (S1 , S2√
) = 0; aff(S3 , S4 )
aff ∞ (S3 , S4 ) = cos(α); aff(S5 , S6 ) = 1/ 2; aff ∞ (S5 , S6 ) = 1

=

Note that 0 ≤ aff(Sk , S` ) ≤ aff ∞ (Sk , S` ) ≤ 1. If Sk and S` intersect
in p dimensions, i.e., if Sk ∩ S` is p-dimensional, then cos(θ1 ) =
... = cos(θp ) = 1 [GVL96]. Hence, if Sk and S` intersect
p in p ≥ 1
dimensions, we have aff ∞ (Sk , S` ) = 1 and aff(Sk , S` ) ≥ p/(dk ∧ d` ).
See Figure 2.2 for some examples. We finally note that the affinity
notion [SC12, Definition 2.6] and [SEC13, Definition 1.2], relevant to
the analysis of SSC and RSSC, is equal to aff(·, ·).

2.3.2. Main results for the noiseless case
We are now ready to state our first main result.
Theorem 1. Suppose that X` , ` ∈ [L], is obtained by choosing n`
points i.i.d. uniform from {x ∈ S` : kxk2 = 1}, independently across
`, and let X = X1 ∪ ... ∪ XL . Pick ρ ∈ [0, 1) and suppose that n` ≥ n0 ,
for all ` ∈ [L], where n0 is a constant that depends on dmax and
ρ only. Pick γ > 1 and suppose that q ∈ [c2 γ log nmax , nρmin ], with
c2 = 6(12π)dmax −1 . If
max aff ∞ (Sk , S` ) < 1

k,` : k6=`

(2.5 )

then TSC delivers the correct segmentation
 of X with probability at
PL
least 1 − `=1 n` e−c1 (n` −1) + 2n` −γ+1 , where c1 is a numerical
constant.
Theorem 1 states that TSC delivers the correct segmentation of
X with high probability if the subspaces do not intersect3 and if X
3 Recall that aff (S , S ) = 1 if and only if S and S intersect in at least one
∞ k
`
k
`
dimension.
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contains sufficiently many points from each subspace (n` ≥ n0 , for all
`). Intuitively we expect that clustering becomes easier when the n`
increase. To see that Theorem 1 confirms this intuition, set n` = n,
for all `, and note that the probability of correct segmentation in
Theorem 1 increases in n.
Theorem 1 furthermore shows that TSC delivers the correct segmentation of X asymptotically in the number of points in X from
each subspace, n` , even when the n` scale differently (in the sense
made precise below), and/or the number of subspaces, L, grows faster
than one or more of the n` . To see this, fix the d` , and let n` = nκ` ,
L = nκ for numerical constants κ` and κ (possibly κ > κ` , in which
case L grows faster than n` ), and let n → ∞. Choose γ such that
(γ − 1)κmin > κ where κmin := min` κ` . With κmax = max` κ` , for
q ∈ [c2 γκmax log n, nκmin ρ ] with c2 and γ from Theorem 1 (the interval is guaranteed to be nonempty for n sufficiently large as c2 does not
depend on n) it then follows that TSC yields correct segmentation
with probability at least
1−

L 
X

nκ` e−c1 (n

κ`
−1)

+ 2n−(γ−1)κ`



`=1



κmin
−1)
≥ 1 − nκmin +κ e−c1 (n
+ 2n−(γ−1)κmin +κ
which tends to 1 as n → ∞.
The proof of Theorem 1 is effected by showing that the connected
components in G correspond to the X` with probability satisfying
the probability estimate in Theorem 1. As for the choice of q in
Theorem 1, the upper bound on q is used to establish that G has
no false connections, i.e., each xj ∈ X` is connected to points in X`
only, for all `. An upper bound on q is also necessary as obviously
q > nmin results in G necessarily having false connections. The lower
bound on q is needed to ensure that, in addition, the subgraphs
G̃(X` ) corresponding to the X` are connected, and hence the G̃(X` )
form connected components. In fact, the lower bound on q (as a
function of nmax ) is order-wise necessary for the G̃(X` ) to be connected.
Specifically, there exists a constant c that does not depend on n` , such
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that for q = c log n` , G̃(X` ) is not connected with probability 1 as n` →
∞ (not shown here). The exponential dependency of the constant
c2 = 6(12π)dmax −1 on dmax requires that the n` be exponential in
the d` as this is necessary for the interval [c2 γ log nmax , nρmin ] for
admissible values of q to be non-empty. While this restricts the range
of parameters d` , n` Theorem 1 applies to, the statement in Theorem
1 is strongest possible as it guarantees that the clustering error is zero
as opposed to ensuring no false connections only. Zero clustering error
ensures that every point in the data set is clustered correctly. We
finally note that the exponential dependency of c2 on dmax appears
to be an artifact of our proof technique, as indicated by numerical
results in Section 2.8.5. In fact, these numerical results suggest that
c2 may even be a decreasing function of dmax .
Theorem 1 does not apply to subspaces that intersect as aff ∞ (Sk , S` )
= 1 in this case. We can, however, find a statement analogous to
Theorem 1, but in terms of aff(Sk , S` ), which applies to intersecting
subspaces.
Theorem 2. Suppose that X` , ` ∈ [L], is obtained by choosing n`
points i.i.d. uniform from {x ∈ S` : kxk2 = 1}, independently across `,
and let X = X1 ∪ ... ∪ XL . Suppose furthermore that q ∈ [c1 log nmax ,
nmin /6], with c1 = 18(12π)dmax −1 . If
max aff(Sk , S` ) ≤

k,` : k6=`

1
15 log N

(2.6 )

then TSC delivers the correct segmentation of X with probability at
PL
least 1−10/N − `=1 (n` e−c(n` −1) +2n−2
` ), where c > 0 is a numerical
constant.
The interpretation of Theorem 2 is analogous to that of Theorem 1
with the important difference that the right hand side (RHS) of (2.6),
as opposed to the RHS of (2.5), decreases, albeit very slowly, in the
P
n` as N = ` n` .
Again, the exponential dependency of the constant c1 =
18(12π)dmax −1 on dmax requires that the n` be exponential in the
d` . If one is content with satisfying the (weaker) no false connections
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property only, this dependency on dmax vanishes by virtue of a lower
bound on q not being needed.
Corollary 1. Suppose that X` , ` ∈ [L], is obtained by choosing n`
points i.i.d. uniform from {x ∈ S` : kxk2 = 1}, independently across
`, and let X = X1 ∪ ... ∪ XL . Suppose furthermore that q ≤ nmin /6. If
max aff(Sk , S` ) ≤

k,` : k6=`

1
15 log N

then G has no false connections with probability at least 1 −
P
−c(n` −1)
, where c > 0 is a numerical constant.
`∈[L] n` e

10
N

−

Versions of Theorems 1 and 2 apply to modified TSC as well,
with only minor changes. For the sake of brevity, we only state the
corresponding version of Theorem 2:
Theorem 3. Suppose that X` , ` ∈ [L], is obtained by choosing n`
points i.i.d. uniform from {x ∈ S` : kxk2 = 1}, independently across
`, and let X = X1 ∪ ... ∪ XL . Suppose that n` /d` ≥ 6, for all ` ∈ [L].
If
max aff(Sk , S` ) ≤

k,` : k6=`

1
,
15 log N

then the graph G obtained by modified TSC (with τ = 0) has no false
P
connections with probability at least 1 − 10/N − `∈[L] n` e−c(n` −1) ,
where c > 0 is a numerical constant.

2.4. impact of noise
In many practical applications the data points to be clustered are
corrupted by measurement noise, typically modeled as additive Gaussian noise. It is therefore of interest to analyze the performance of
TSC applied to noisy data.
Theorem 4. Suppose that X` , ` ∈ [L], is obtained by choosing n`
(`)
(`)
points corresponding to S` at random according to xj = yj +
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(`)

(`)

ej , j ∈ [n` ], where the yj

are chosen i.i.d. uniform from {y ∈
(`)

S` : kyk2 = 1}, independently across `, and the ej

are i.i.d. N (0,

(`)

(σ 2 /m)Im ), independent of the yj . Let X = X1 ∪...∪XL and suppose
that q ≤ nmin /6. If
√
σ(1 + σ) dmax
1
√
max aff(Sk , S` ) + √
≤
(2.7 )
k,` : k6=`
15 log N
m
log N
with m ≥ 6 log N , then G has no false connections with probability at
P
−c(n` −1)
least 1 − 10
, where c > 0 is a numerical constant.
`∈[L] n` e
N −
(`)

First, note that, unlike in the noiseless case, the data points xj
Theorem 4 do not have unit norm. However, since

(`)
ej

in

concentrates

(`)

around its mean, the norms kxj k2 are close to each other with high
probability. TSC also applies to points that are unnormalized, with
the only difference that exp(−2 arccos(|hxj , xi i|)) in Step 2 has to
be replaced by exp(−2 arccos(|hxj , xi i| /(kxj k2 kxi k2 ))). Second, note
that Theorem 4, unlike the results in the noiseless case in Theorems
1 and 2 only ensures the absence of false connections in G and hence
does not guarantee zero clustering error. Theorem 4 states that TSC
succeeds (in the sense of G having no false connections) with high
probability if X contains sufficiently many points from each subspace
(cf. probability estimate in Theorem 4) and if the additive noise
variance and the affinities between the subspaces are sufficiently
small.
Condition (2.7) nicely reflects the intuition that the more distinct
the orientations of the subspaces the more noise TSC tolerates. What
is more, Condition (2.7) reveals that TSC can succeed even under
(`) 2

(`)

2

massive noise, i.e., even if σ 2 = E[ ej 2 ] > yj
= 1, provided
2
that the dimensions of the subspaces are sufficiently small relative to
the ambient dimension.
p
The intuition behind the factor σ(1 + σ) dmax /m in (2.7), made
rigorous in the proof of Theorem 4, is as follows. Assume, for simplicity,
that d` = d, for all `, and consider the most favorable situation of
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subspaces that are orthogonal to each other, i.e., aff(Sk , S` ) = 0,
for all pairs (k, `) with k =
6 `. TSC relies on the inner products
between points within a given subspace to typically be larger than
the inner products between points in distinct subspaces. First, note
that hxj , xi i = hyj , yi i + hej , ei i + hyj , ei i + hej , yi i. Then, under the

1/2
2
statistical data model of Theorem 4, we have E[|hyj , yi i| ]
= √1d
if yj , yi ∈ S` and hyj , yi i = 0 if yj ∈ Sk and yi ∈ S` , with k 6= `. If
the terms hej , ei i, hyj , ei i, and hej , yi i are small relative to √1d , we
have a margin on the order of √1d to distinguish pairs of points from
within a given subspace from pairs of points from different subspaces.
Indeed, hyj , ei i and hej , yi i are small relative to √1d if √σm is small
relative to √1d (cf. (2.49)), while
that hej , ei i is small relative to

σ2
√
m
√1
d

being small relative to √1d ensures
(cf. (2.53)). These two conditions
p
are obviously satisfied when σ(1 + σ) d/m is small.

2.5. incomplete data
In practical applications the data points to be clustered are often
incompletely observed, think of, e.g., images that exhibit scratches or
have missing parts. It is therefore of significant interest to understand
the impact of incomplete observations on the performance of TSC.
Corresponding results for deterministic subspaces will necessarily
depend on the specific orientations of the subspaces and will hence
take on a form which makes it difficult to draw insightful conclusions.
To make the problem analytically more tractable, we assume both the
orientations of the subspaces as well as the data points in the subspaces
to be random. Specifically, we will take the basis matrices U(`) of the
subspaces S` to be i.i.d. Gaussian random matrices, which ensures
that each U(`) is approximately orthonormal with high probability
(rather than the U(`) being orthonormal as in the previous sections).
For simplicity of exposition, throughout this section, we take the
subspaces S` to have equal dimension d and let the number of points
in each of the subspaces be n. We furthermore set the unobserved
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entries in each data vector to zero. As the TSC algorithm depends
on inner products between the data points only this ensures that the
missing observations will result in zero contributions.
Theorem 5. Suppose that X` is obtained by choosing n points corre(`)
(`)
(`)
sponding to S` according to xj = U(`) aj , j ∈ [n], where the aj are
i.i.d. uniform on Sd−1 , and set X = X1 ∪ ... ∪ XL . Let the entries of
the U(`) ∈ Rm×d be i.i.d. N (0, 1/m). Pick ρ ∈ [0, 1) and suppose that
n ≥ n0 , where n0 is a constant that depends on d and ρ only. Suppose
furthermore that q ≤ nρ , and assume that in each xj ∈ X up to s
arbitrary entries (possibly different for different xj ) are unobserved,
i.e., set to 0. If

 me 

m ≥ 3c4 d + s c4 log
+ c3 + c4 log L
(2.8 )
2s
then G has no false connections with probability at least 1−Lne−c1(n−1),
where c1 , c2 , c3 , c4 > 0 are numerical constants. If s = 0, (2.8) reduces
to m ≥ 3c4 d + c4 log L.
Theorem 5 shows that the number of missing entries in the data
vectors is allowed to be (up to a log-factor) linear in the ambient
dimension. We can furthermore conclude that TSC succeeds (in the
sense of G having no false connections) with high probability even
when the dimensions of the subspaces are linear in the ambient
dimension. This should, however, be taken with a grain of salt as
the fully random subspace model ensures that the subspaces are
approximately pairwise orthogonal with high probability, and hence
the affinities between the subspaces are close to zero.

2.6. outlier detection
We discuss the noiseless and the noisy case separately as the corresponding outlier models differ slightly. Moreover, the proof for
the noiseless case is very simple and insightful and thus warrants
individual presentation.
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2.6.1. Noise-free case
Outliers are data points that do not lie in one of the low-dimensional
subspaces S` and do not exhibit low-dimensional structure. Here, this
is conceptualized by assuming random outliers distributed uniformly
on Sd−1 , the unit sphere of Rm . As before, the inliers are assumed to
be distributed uniformly on S` ∩ Sd` −1 . The outlier detection criterion
we employ is based on the following observation. The maximum inner
product between an outlier and any other point (be it outlier or inlier)
√
√
in X is, with high probability, smaller than c log N / m, as made
rigorous in the proof of Theorem 6 below. We therefore classify xj as
an outlier if
p
√
max |hxi , xj i| < c log N / m.
(2.9)
i∈[N ]\{j}

The maximum inner product between any point xj ∈ X` and the
√
points in X` \ {xj } is unlikely to be smaller than 1/ dmax , as formalized in the proof of Theorem 6. Hence, an inlier is unlikely to be
√
√
√
misclassified as an outlier if c log N / m ≤ 1/ dmax , i.e., if dmax /m
√
is sufficiently small relative to 1/ log N . The following result formalizes this insight.
Theorem 6. Suppose that the set of outliers, O, is obtained by
choosing N0 outliers i.i.d. uniform on Sm−1 , and that X` , ` ∈ [L], is
obtained by choosing n` points i.i.d. uniform from {x ∈ S` : kxk2 =
1}, independently across `. Set X = X1 ∪ ... ∪ XL ∪
√O and declare
xj ∈ X to be an outlier if (2.9) holds with c = 6. Then, with
P
N = N0 + ` n` , all outliers are detected with probability at least
1 − 2N0 /N 2 . Furthermore, provided that
1
dmax
≤
m
6 log N

(2.10 )

no inlier in S` is misclassified as an outlier with probability at least
π

1 − n` e− 2 log( 2 )(n` −1) .
1

(2.11 )
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Theorem 6 states that under Condition (2.10) and provided that the
set X contains sufficiently many points from each subspace (cf. (2.11)),
outlier detection succeeds with high probability, i.e., every outlier is
detected and no inlier is misclassified as an outlier. Note that this
result does not make any assumptions on the orientations of the
subspaces S` .
P
m
Since (2.10) can be rewritten as N0 ≤ e 6dmax − ` n` , it follows that
outlier detection succeeds even if the number of outliers is exponential
in m/dmax .
Finally, note that the outlier detection rule (2.9) is very natural as it
simply classifies those points as outliers whose (spherical) distance to
all other points, and hence also to their individual nearest neighbors,
is large. The scheme provably works as the nearest neighbor of each
inlier is typically much closer than the nearest neighbor of each outlier.
The idea of performing outlier detection based on nearest neighbor
distance properties appeared previously e.g. in [BCQY97] (not in the
context of subspace clustering though), where outliers are detected
based on the connectivity properties of mutual4 nearest neighbor
graphs.

2.6.2. Noisy case
We next consider outlier detection under additive noise on the data
points. To keep the analysis simple, we change the outlier model
slightly. Specifically, we assume the outliers to be N (0, (1/m)Im )
distributed. Conceptually, this outlier model is equivalent to the one
used in Section 2.6.1, as the directions of the outliers in the present
model, i.e., xi /kxi k2 , are uniformly distributed on Sm−1 , and kxi k2
concentrates around 1. We furthermore normalize the (noisy) data
points such that the norm of the inliers also concentrates around 1.
This guarantees that outlier detection is not trivially accomplished
by exploiting differences in the norms between inliers and outliers.
4 In a mutual k-nearest neighbor graph, the points x and x are connected if x
i
j
i
is among the k-nearest neighbors of xj and xj is among the k-nearest neighbors
of xi .
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Theorem 7. Suppose that the set of outliers, O, is obtained by
choosing N0 outliers i.i.d. N (0, (1/m)Im ), and that X` , ` ∈ [L], is
(`)
obtained by choosing n` points corresponding to S` according to xj =


(`)
(`)
(`)
√ 1
yj + ej , j ∈ [n` ], where the yj are chosen i.i.d. uniform
1+σ 2
(`)

from {y ∈ S` : kyk2 = 1}, independently across `, and the ej are
i.i.d. N (0, (σ 2 /m)Im ). Let X = X1 ∪ ... ∪ XL ∪√
O and declare xj ∈ X
to be an outlier if (2.9) holds with c = 2.3 6. Then, with N =
P
N0 + l n` , assuming m ≥ 6 log N , all outliers are detected with
N0
probability at least 1 − 3 N
2 . Furthermore, provided that
dmax
c1
≤
m
(1 + σ 2 )2 log N

(2.12 )

where c1 is a numerical constant, no inlier belonging to S` is misclassified as an outlier with probability at least
π

1 − n` e− 2 log( 2 )(n` −1) − n2`
1

7
.
N3

(2.13 )

Theorem 7 states that, under Condition (2.12), and provided that
X contains sufficiently many points from each subspace (cf. (2.13)),
i.e., n` is sufficiently large for all ` ∈ [L], outlier detection succeeds
with high probability. Theorem 7 shows that outlier detection can
succeed even under massive noise on the data points provided that
dmax /m is sufficiently small.

2.7. comparison with other
algorithms
As mentioned in the introduction, numerous approaches to subspace
clustering have been proposed in the literature, including algebraic,
statistical, and spectral clustering methods. In this section, we focus
our attention on spectral clustering based methods, see [Vid11] and
the references therein for an overview of available methods.
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Lauer and Schnorr [LS09] proposed an approach similar to TSC
which applies spectral clustering to an adjacency matrix constructed
from correlations between data points, albeit, without thresholding.
More importantly, no analytical performance results are available
for the corresponding algorithm. The local subspace affinity algorithm [YP06] and the spectral local best-fit flats (SLBF) algorithm
[ZSWL12] are based on spectral clustering applied to an adjacency
matrix that is built by finding the nearest neighbors in Euclidean
distance. Liu, Lin, and Yu [LLY10] consider spectral clustering applied to an adjacency matrix built from a low-rank representation
(LRR) of the data points obtained through nuclear norm minimization. The deterministic performance analysis reported in [LLY10,
Theorem 3.1] shows that LRR succeeds provided the subspaces are
independent5 , which implies that the subspaces must not intersect.
Moreover, minimizing the nuclear norm results in significant computational complexity for large data sets. As mentioned previously, the
SSC algorithm [EV09; EV13] constructs A by sparsely representing
each data point in terms of the other data points via `1 minimization.
The robust SSC (RSSC) algorithm in [SEC13] essentially replaces
the `1 -minimization step in SSC by `1 -penalized least squares, i.e.,
Lasso, steps. Since our results are in the spirit of those for SSC and
RSSC obtained by Soltanolkotabi and Candès [SC12]; Soltanolkotabi,
Elhamifar, and Candès [SEC13], we next compare our findings to
those results.
While SSC and RSSC employ a “global” criterion for building
the adjacency matrix A by sparsely representing each data point in
terms of all the other data points through `1 -minimization or Lasso,
TSC is based on a “local” criterion, namely the comparison of inner
products of pairs of data points. This makes TSC computationally
much less demanding than SSC and RSSC, while, perhaps surprisingly,
essentially sharing the analytical performance guarantees of SSC and
RSSC. The complexity savings may, however, come at the cost of
5 The linear subspaces S are said to be independent if the dimension of their
`
(set) sum is equal to the sum of their dimensions.
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actual performance. Specifically, while there are situations where TSC
outperforms SSC, SSC outperforming TSC is more common, as will
be seen in the numerical results in Section 2.8.
Concerning analytical performance guarantees, for SSC in the noiseless case, a result along the lines of Theorem 2 was reported in [SC12,
Theorem 2.8], with the corresponding clustering condition in [SC12,
Theorem 2.8] being identical (up to constants and log-factors) to our
condition (2.6). However, the statement in [SC12, Theorem 2.8] is
weaker than that in Theorem 2 as it does not pertain to the clustering
error directly, but rather ensures no false connections only. To prove
that the clustering error is zero, we additionally establish that the
subgraphs corresponding to the X` are connected. As already mentioned, this requires a lower bound on q, which entails that the n` be
exponential in the d` . While this restricts the range of parameters
d` , n` Theorems 1 and 2 apply to, the corresponding statements are
strongest possible as they guarantee that the clustering error is zero
as opposed to ensuring no false connections only. Again, as mentioned
before, this exponential dependency appears to be an artifact of the
proof technique we employ.
In the noisy case for RSSC a result analogous to our Theorem
4 was reported in [SEC13, Theorem 3.1], with the corresponding
clustering condition in [SEC13, Theorem 3.1] being identical (again
up to constants and log-factors) to our condition (2.7) with σ(1 + σ)
in (2.7) replaced by σ. We note, however, that [SEC13] requires σ
to be bounded in the sense of σ ≤ c, for some constant c, an assumption not needed in our case. If we take σ to satisfy σ ≤ c,
the factor σ(1 + σ) in Condition (2.7) above can be replaced by
σ(1 + c) and we would get a clustering condition that is equivalent
(again up to constants and log-factors) to that in [SEC13]. A result
concerning clustering of incompletely observed data paralleling our
Theorem 5 does not seem to be available for SSC. The outlier detection scheme proposed in [SC12] in the context of SSC is based on
the premise that outliers can not be represented sparsely in terms
of the other data points. This scheme succeeds (i.e., every outlier
is detected and no inlier is misclassified as an outlier) under the
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√
PL
cm/d`
} − `=1 n` , while
condition N0 ≤ min{ec m /m, m min` (n` /d` )
our outlier detection scheme succeeds under Condition (2.10).
In terms of input parameters, RSSC in [SEC13] chooses the Lasso
regularization parameter λ in a data-driven fashion, which makes the
algorithm essentially parameterless. The input parameter q of TSC
can as well be chosen in a data-driven fashion, as described in Section
2.2.3.
A comparison of the analytical performance results for RSSC (in
particular [SEC13, Theorem 3.1]) to those for a number of representative subspace clustering algorithms such as generalized PCA (GPCA)
[VMS05], K-flats [Tse00], and LRR [LLY10], can be found in [SEC13,
Section 5]. This comparison also features computational complexity
and robustness aspects. As the main analytical performance results
for TSC are structurally equivalent to those for SSC and RSSC the
conclusions drawn in the comparison in [SEC13, Section 5] essentially
carry over to TSC.

2.8. numerical results
We use the following performance metrics.
 The clustering error (CE) measures the fraction of misclassified
points and is defined as follows. Denote the estimate of the number
of subspaces by L̂ and note that possibly L̂ =
6 L. Let c ∈ [L]N and
ĉ ∈ [L̂]N be the original and estimated assignments of the points
in X to the individual subspaces. The CE is then given by
!
N
1 X
CE(ĉ, c) = min 1 −
1{π(ĉi )=ci }
π
N i=1
where the minimum is taken over all assignments π : [L] → [L̂] (for
L̂ = L, π is simply a permutation). Note that π appears naturally
in this definition as the specific cluster indices are irrelevant to the
CE. The problem of finding the optimal assignment π can be cast as
finding the maximal matching of a weighted bipartite graph, which
can be solved efficiently via the Hungarian algorithm [TLJF04].
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 The error in estimating the number of subspaces L is denoted as EL
and takes the value 0 if the estimate L̂ is correct, 1 if L < L̂, and
−1 if L > L̂. We employ a signed error measure so as to be able to
discriminate between under- and overestimation. In principle, EL
6 L for
averaged over problem instances, may equal zero, while L̂ =
each individual problem instance. However, as it turns out (in the
numerical results below), for a given choice of problem parameters,
we get that either L < L̂ or L > L̂ almost consistently.
 The feature detection error (FDE) is defined as
FDE(A) = 1 −

N
1 X kbxi k2
N i=1 kbi k2

where bi is the ith column of the adjacency matrix A and bxi is
the vector containing the entries of bi corresponding to the set
X` the data point xi lives in. The FDE measures to which extent
points from different subspaces are connected in the graph G with
adjacency matrix A, and equals zero if G has no false connections.
Throughout this section, we set q = max(3, dn/20e) if the correct
L is provided to TSC, and q = 2 max(3, dn/20e) if L is estimated
according to the eigengap heuristic.

2.8.1. Synthetic data
Throughout Section 2.8.1, unless explicitly stated otherwise, we take
n` = n and d` = d, for all `, and generate the d-dimensional subspaces S` by drawing i.i.d. orthonormal basis matrices U(`) ∈ Rm×d
uniformly at random from the set of all orthonormal matrices in
Rm×d .
A. Intersection of subspaces
We next demonstrate that, as predicted by Theorem 2, TSC can
succeed even when the subspaces S` intersect. In order to facilitate
comparison to SSC, we perform the same experiment as in [SC12,
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Fig. 2.3.: Clustering error metrics as a function of the dimension of the
intersection t.

Sec. 5.1.2]. Specifically, we set m = 200, d = 10, and generate two
subspaces, S1 and S2 , at random through their defining bases U(1)
and U(2) obtained as follows. We choose, uniformly at random, from
the set of all sets of 2d − t orthonormal vectors in Rm , a set of 2d − t
orthonormal vectors, and identify the columns of U(1) and U(2) with
the first and last d of these vectors, respectively. This ensures that
the intersection of S1 and S2 is at least of dimension t. Next, we
generate n = 20d data points in each of the two subspaces according
(`)
(`)
(`)
to xi = U(`) ai , with the ai drawn i.i.d. uniformly on Sd−1 . For
each t = 0, ..., d the CE, EL, and FDE are obtained by averaging
over 100 problem instances. From the results, shown in Figure 2.3, we
can conclude that, as long as the dimension of the intersection of the
subspaces is not too large, TSC does, indeed, yield a CE close to zero.
The same experiment was performed for SSC in [SC12, Sec. 5.1.2]
and delivered slightly better results.
B. Influence of d, n, and incomplete data
The goal of the next experiment is to elicit the impact of d, n, and the
number of missing entries in the data points on clustering performance,
and to furthermore demonstrate that TSC can succeed even when
G has false connections. We generate L = 10 subspaces of R50 , and
vary their dimension d and the number n of points taken from each
subspace. The individual data points are chosen according to the
statistical model Theorem 2 is based on. For each pair (d, n), the
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Fig. 2.4.: Clustering error metrics as a function of the dimension of the subspaces, d, on the vertical and n on the horizontal axis.

FDE, CE, and EL are obtained by averaging over 20 problem instances.
The results, depicted in Figure 2.4, show, as indicated in Section 2.2,
that TSC can, indeed, succeed even when G has false connections
(i.e., the FDE is non-zero).
Next, we generate L = 6 subspaces of R50 by choosing their defining
bases U(`) as follows. We first draw U ∈ Rm×d/3 (we restrict d to integer multiples of 3) uniformly from the set of all orthonormal matrices
in Rm×d/3 . Then, we choose Ũ(`) ∈ Rm×2d/3 , ` ∈ [L], independently
across ` and independently of U, uniformly at random from the set
of all orthonormal matrices in Rm×2d/3 that are orthogonal to U,
and set U(`) = [Ũ(`) U] ∈ Rm×d . This ensures that the subspaces
S` with basis matrices √
U(`) intersect in at least d/3 dimensions and
hence aff(Sk , S` ) ≥ 1/ 3 for all k, ` ∈ [L], k =
6 `. The data points
are chosen according to the statistical model Theorem 2 is based on.
For each data point xi , we set the entries of xi with indices in Di to
zero, where the sets Di are chosen independently and uniformly at
random from the set {D ⊆ [m] : |D| = s}. The results, summarized in
Figure 2.5, show that TSC can succeed even when a large fraction of
the entries in each data vector is missing.
C. Additive noise
We generate L = 10 subspaces of R50 and vary their dimension d and
the number of points n taken from each subspace. The data points are
subjected to additive noise before clustering. Specifically, we use the
statistical data model Theorem 4 is based on. The results, depicted in
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Fig. 2.5.: CE as a function of the dimension of the subspaces, d, on the vertical
and n on the horizontal axis for s missing entries in the data vectors.
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Fig. 2.6.: CE as a function of the dimension of the subspaces, d, on the vertical
and n on the horizontal axis for different noise variances σ 2 .

Figure 2.6, show that TSC can succeed even when the noise variance
is large. In Section 2.4, we found that TSC can succeed even under
massive noise (i.e., if σ 2 > 1), provided that d/m is sufficiently small.
To demonstrate this effect numerically, we generate L = 5 subspaces
in R400 , each of dimension d = 5 (hence d/m = 1/80), and we choose
the data points again according to the statistical model Theorem 4 is
based on. We vary the number of points in each subspace, n, and the
noise variance σ 2 . The corresponding results, depicted in Figure 2.7,
confirm the analytical predictions of Theorem 4.
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D. Detection of outliers
In order to facilitate comparison with the outlier detection scheme
proposed for SSC in [SC12], we perform our experiment with exactly
the same parameters as used in [SC12, Sec. 5.2]. Specifically, we set
d = 5, vary m ∈ {50, 100, 200}, and generate L = 2m/d subspaces
at random. We choose n inliers per subspace and a total of N0 =
Ln outliers according to the statistical model Theorem 6 is based
on. The number of outliers is hence equal to the total number of
inliers. We measure performance in terms of the misclassification
error, defined as the number of misclassified points (i.e., outliers
misclassified as inliers and inliers misclassified as outliers) divided
by the total number of points in X . We find a misclassification error
of {0.017, 1.510−4 , 2.510−5 } for m = {50, 100, 200}, respectively. The
performance reported for SSC in [SC12] is similar.

2.8.2. Clustering handwritten digits
We next apply TSC to the problem of clustering handwritten digits.
Specifically, we work with the MNIST test data set [LC13] that
contains 10,000 centered 28 × 28 pixel images of handwritten digits.
The assumption underlying the idea of posing this problem as a
subspace clustering problem is that the vectorized images of the
different handwritten versions of a single digit lie approximately
in a low-dimensional subspace [HS98]. To validate this assumption,
we compute the singular values of the matrices X` with columns
corresponding to the vectorized images of the `th digit, ` = 0, 1, ..., 9,
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Fig. 2.8.: Singular values of the matrices with columns consisting of vectorized
images of a given digit.

and sort them in descending order. The results, plotted in Figure 2.8,
show that the singular values of the matrices X` , indeed, decay to
zero rapidly (m = 784).
We compare the performance of TSC, LS-TSC, and SSC/RSSC.
For SSC, we use the implementation from [EV13], which is based on
Lasso (instead of `1 -minimization) and uses the Alternating Direction
Method of Multipliers (ADMM). The empirical mean and variance of
the CE are computed by averaging over 100 of the following problem
instances. We choose the digits {2, 4, 8} and for each digit we choose
n images uniformly at random from the set of all images of that digit.
The results, summarized in Figure 2.9, show that SSC performs better
than TSC and LS-TSC when the data set contains few (n . 80)
images of each digit, and TSC and LS-TSC outperform SSC when it
contains many (n & 80) images of each digit.

2.8.3. Clustering faces
We finally apply TSC to the problem of clustering images of faces taken
under varying illumination conditions. The motivation for applying
TSC to this problem stems from the insight that the vectorized
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Fig. 2.9.: Empirical mean and standard deviation of the CE for clustering
handwritten digits.

images of a given face taken under varying illumination conditions
lie approximately in a 9-dimensional linear subspace [BJ03]. Each 9dimensional subspace S` would then contain the images corresponding
to a given person.
We work with the extended Yale Face Database B [GBK01; LHK05],
which contains 192 × 168 pixel images of 38 persons, each taken
under 64 different illumination conditions. To be able to compare
our results to those reported in [EV13] for SSC, SCC, Local Subspace Affinity (LSA) [YP06], and LatLRR [LY11], we apply TSC
to exactly the same data sets as used in [EV13, Sec. 7.2]. The
averages of the CE we obtain for L = 2, 3, 5, 8, 10 subjects are
12.42%, 19.85%, 29.17%, 36.84%, 39.84%, respectively. Comparing these
results to [EV13, Table 5] shows that TSC performs better than LSA
and SCC, but worse than LRR, LatLRR, and SSC, with the latter exhibiting the best performance in the group LSC, SCC, LRR, LatLRR,
TSC, SSC.
As pointed out in [ZSWL12, Section 3.3] the subspaces corresponding to different persons are extremely close to each other, which
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renders the clustering problem hard. Discrimination between the
clusters (and hence persons) can be improved through preprocessing
of the data set as described in [ZSWL12, Section 3.3]. Specifically,
the preprocessed data set X̃ is obtained by removing the first two
principal components of X, where X is the matrix whose columns are
the data points in X , and taking the points in X̃ as the columns of the
resulting matrix. We apply TSC with preprocessing to the same data
sets as used in [EV13] and get 8.06%, 9%, 10.14%, 12.58%, 17.86% as
the corresponding averages of the CE for L = 2, 3, 5, 8, 10, respectively.
Comparing these results to [EV13, Table 5], we can see that TSC
with preprocessing performs better than LSA, SCC and LRR for the
raw data, but worse than LatLRR for L = 2, 3, 5 and SSC for all L
considered, in all cases applied to the raw data. We note that TSC
with preprocessing remains computationally less demanding than the
other algorithms without preprocessing considered here.

2.8.4. Clustering gene expression data
We next apply TSC to the problem of clustering gene expression
data according to cancer types. The assumption underlying the idea
of posing this problem as a subspace clustering problem is that
the gene expression data corresponding to a single cancer type lies
approximately in a low-dimensional subspace. We work with six
data sets from the Broad Institute [Cen13]. Those data sets contain 2, 4, 4, 5, 6, 12 different cancer type, and the average number of
tissues (data points) belonging to each cancer type (subspace) are
12.7, 49.3, 25.8, 8.4, 41.3, 6.9. We compare the performance of TSC
to SSC and k-means, a standard clustering algorithm. The results,
summarized in Figure 2.10, show that k-means performs worse than
TSC and SSC in general. Moreover, in half of the data sets TSC
performs better than SSC, and for the other half SSC outperforms
TSC.
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Fig. 2.10.: CE for clustering gene expression data according to cancer types.

2.8.5. Connectivity of the k̃-nearest neighbor graph
As established by Lemma 2 in Section 2.9.1, the k̃ = c log n nearest
neighbor graph G̃ with respect to the distance s̃(xi , xj ) = arccos(|hxi ,
xj i|) is connect with high probability, where c(d) is a constant that
is increasing in d. This dependence on d is likely an artifact of our
analysis, as indicated by the following numerical experiment. We
draw a1 , ..., an ∈ Rd points uniformly at random and let G̃ be the
corresponding k̃-nearest neighbor graph. We set k̃ = 2, and vary
over c. For each c, we set n = ek/c (thus k̃ = c log n) and compute
the empirical probability over 1000 problem instances of G̃ being
connected for d = 4, 8, 16. The results, depicted in Figure 2.11, indicate
that c is not increasing in d.

2.9. proofs
2.9.1. Proof of Theorem 1
The X` in Theorem 1 are obtained by choosing n` points uniformly
from {x ∈ S` : kxk2 = 1}. As mentioned previously, this is equivalent
(`)
(`)
to choosing the points according to xj = U(`) aj , j ∈ [n` ], where the
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Fig. 2.11.: Connectivity of the k̃-nearest neighborhood graph G̃ with k̃ =
c log n.

(`)

aj are i.i.d. uniform on Sd` −1 , and U(`) ∈ Rm×d` is an orthonormal
basis for the subspace S` .
The proof is effected by showing that the connected components
in the (random) graph G with adjacency matrix A (constructed by
the TSC algorithm) correspond to the X` with high probability. As
mentioned previously, normalized spectral clustering will identify
these components perfectly [Lux07, Prop. 4] and hence yield correct
segmentation of X .
We prove that the connected components in G correspond to the
X` by showing that G has no false connections and the subgraphs
G̃(X` ) corresponding to the X` are connected, for all `. To this end,
we define the events NFC := {G has no false connections} and C :
= {G̃(X` ) is connected,for
all `} and upper-bound the probability

P C and NFC . This will be accomplished by exploiting the fact that
conditioned on NFC, owing to hxi , xj i = hai , aj i, for xi , xj ∈ X` (by
orthonormality of the U(`) ), G̃(X` ) is the q-nearest neighbor graph of
X` with respect to the distance arccos(|hai , aj i|). An analysis of the
connectivity
bound
on
 properties of G̃(X` ) will then yield an upper



P C|NFC which together with an upper bound on P NFC delivers
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the final result according to




P C and NFC = P C or NFC




≤ P NFC + P C|NFC .

(2.14)

We proceed by establishing the upper bounds on the terms in the
RHS of (2.14).
We will use Lemma 1 below, proven in Section 2.9.1.a, to upperbound P NFC . The lemma is also a key ingredient of the proof of
Theorem 5 pertaining to incomplete data, and is hence stated in a
form general enough to cover that case as well.
Lemma 1. Suppose that X` is obtained by choosing n` points in S`
(`)
(`)
(`)
according to xj = U(`) aj , j ∈ [n` ], where the aj are i.i.d. uniform
on Sd` −1 , U(`) ∈ Rm×d` (not necessarily orthonormal), and let X =
X1 ∪ ... ∪ XL . Assume that in each xj ∈ X up to s arbitrary entries
(possibly different for different xj ) are unobserved, i.e., set to 0. Pick
ρ ∈ [0, 1) and suppose that n` ≥ n0 , for all ` ∈ [L], where n0 is a
constant that depends on dmax and ρ only. Suppose that q ≤ nρmin and
(k) T

maxk,` : k6=`,D : |D|≤2s UD
min`,D : |D|≤2s,kak2 =1

U(`)

2→2
(`) T (`)
UD U a 2

<1

(2.15 )

(`)

where UD ∈ Rm×d` is the matrix obtained from U(`) by setting the
rows with indices in D to zero. Then, G has no false connections with
PL
probability at least 1 − `=1 n` e−c1 (n` −1) , where c1 > 0 is a numerical
constant.
It follows from Lemma 1 with s = 0 that
L

 X
P NFC ≤
n` e−c1 (n` −1) .

(2.16)

`=1

To see this note that for s = 0 (2.15) reduces to (2.5). Specifically,
(`)
for s = 0, UD = U(`) and since the U(`) are orthonormal we have
(`) T

UD

T

U(`) = U(`) U(`) = Id` . The denominator in (2.15) therefore
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T

equals 1, and the numerator reduces to maxk,` : k6=` U(k) U(`) 2→2 =
maxk,` : k6=` aff ∞ (Sk , S` ) which establishes the equivalence of (2.15)
and (2.5).


It remains to upper-bound P C|NFC . By a union bound argument,
we get
L



 X
P G̃(X` ) is not connected |NFC .
P C|NFC ≤

(2.17)

`=1

As mentioned above, conditioned on NFC, G̃(X` ) is the q-nearest
neighbor graph of X` with pseudo-distance metric arccos(|hai , aj i|)
(recall that, conditioned on NFC, we have hxi , xj i = hai , aj i for
xi , xj ∈ X` ). It is this insight that allows us to find upper bounds on
the terms P G̃(X` ) is not connected |NFC as formalized in Lemma
2 below, which is proven in Section 2.9.1.b.
Lemma 2. Let a1 , ..., an ∈ Rd be drawn i.i.d. uniform on Sd−1 , d > 1,
and let G̃ be the corresponding k̃-nearest neighbor graph with respect to
the pseudo-distance metric s̃(ai , aj ) = arccos(|hai , aj i|). Then, with
k̃ ≥ γ 6(12π)d−1 log n, for every γ, we have


2
.
P G̃ is connected ≥ 1 − γ−1
n
γ log n
Using Lemma 2 we can then conclude that P[G̃(X` ) is not connected
|NFC] ≤ 2n` −γ+1 (using γ log n` ≥ log n` ≥ log n0 ≥ 1) provided
that q ≥ γ 6(12π)d` −1 log n` , which is satisfied by the assumption
q ∈ [6(12π)dmax −1 γ log nmax , nρmin ]. Inserting into (2.17) yields
L

 X
2n` −γ+1 .
P C|NFC ≤

(2.18)

`=1

Finally, combining the upper bounds (2.16) and (2.18) in (2.14), we
get
L 


 X
P C and NFC ≤
n` e−c1 (n` −1) + 2n` −γ+1
`=1

as desired.
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A. Proof of Lemma 1
We need to show that G has no false connections, i.e., for each
(`)
xi ∈ X` , the associated set Ti corresponds to points in X` only, for
(`)
all `. This is accomplished by proving that for xi ∈ X` , we have
(`)

(k)

z(n` −q) > max zj .

(2.19)

k6=`,j

(k)

Here, zj

(k)

:=

(`)

(`)

(`)

(`)

and z(1) ≤ z(2) ≤ ... ≤ z(n` −1) are the order

xj , xi
(`)

statistics of {zj }j∈[n` ]\{i} . Note that, for simplicity of exposition,
(k)

(`)

the notation zj does not reflect dependence on xi . Next, we upperbound the probability of (2.19) being violated. A union bound over
(`)
all N vectors xi , ` ∈ [L], i ∈ [n` ], then yields the final result. We
first note that for k 6= `, by the Cauchy-Schwarz inequality,
D
E
D
E
(k)
(k)
(`)
(k) (k)
(`) (`)
zj = xj , xi
= UD aj , UE ai


(k)
(k) T (`) (`)
= aj , UD UE ai
(k) T

(k)

≤ aj
≤

2

UD

(k) T

(`) (`)

≤ UD

UE ai

(`)

max

(k) T

k,` : k6=`,D : |D|≤2s

UD

(k)

UE

2

aj
2→2

(`)

2

ai

2

U(`)
2→2

where the sets D, E ⊂ [m] contain the indices of the unobserved entries
(k)
(`)
(`)
(`)
(set to zero) in xj and xi , respectively, and UD , UE ∈ Rm×d` are
the matrices obtained from U(`) ∈ Rm×d` by setting the rows with
(`)
indices in D and E, respectively, to zero. Since the distribution of aj
(`)

is rotationally invariant, we get, for a fixed ai


(`)
(`)
(`) T (`) (`)
zj = aj , UD UE ai
(`) T

*
=

(`)
aj ,

UD

(`) T

UD

+

(`) (`)

UE ai

(`) (`)
UE ai

with unit norm, that

(`) T

UD

(`) (`)

UE ai

2

2
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∼
≥

D
E
(`)
(`)
aj , ai

(`) T

UD

min

`,D : |D|≤2s,kak2 =1

(`) (`)

UE ai

2

(`) T
UD U(`) a

D

(`)

(`)

aj , ai
2|
{z

E

(`)
z̃j :=

This allows us to conclude that, for all z ∈ R,

h
i
(`)
(`) T
P zj ≤ z ≤ P
min
UD U(`) a
`,D : |D|≤2s,kak2 =1

(`)

z̃j

.

}


≤z

2

and hence the probability of (2.19) being violated can be upperbounded according to


h
i
(`)
(k)
(`)
P z(n` −q) ≤ max zj
≤ P z̃(n` −q) ≤ 1 − η
(2.20)
k6=`,j

which, owing to (2.15), holds for an η > 0. Next, observe that
h
i

(`)
P z̃(n` −q) ≤ 1 − η = P there exists a set I ⊂ [n` ] \ {i} with

(`)
|I| = n` − q such that z̃j ≤ 1 − η for all j ∈ I


h
i
n` − 1
(`)
≤
max P z̃j ≤ 1 − η, for all j ∈ I (2.21)
n` − q I : |I|=n` −q

q−1
n` − 1
≤ e
pn` −q
(2.22)
q−1
h
i
(`)
(`)
with p = P z̃j ≤ 1 − η (recall that the z̃j are i.i.d.), where we


k
n
used a union bound to get (2.21) and n−k
= nk ≤ en
[CLRS01]
k
ρ
for (2.22). Since (2.22) is increasing in q, and q ≤ nmin ≤ nρ` , by
assumption, setting % = nnρ` −1
, we obtain
−1
`

h
i
n` −1
1
(`)
P z̃(n` −q) ≤ 1 − η ≤ (e%) % p(n` −1)(1− % )

n` −1
1
1
= (e%) % p1− %
≤ e−(n` −1)c1
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where the last inequality holds for a constant
that
h c1 > 0, provided
i
1
1
1
(`)
(e%) % p1− % < 1, i.e., if (e%)− %−1 > p = P z̃j ≤ 1 − η . This inequality can be satisfied for every given D
p < 1 byE taking % suf(`)
(`)
(`)
ficiently large. Since the pdf of z̃j =
aj , ai
is given by
Γ(d` /2)
√2
(1
π Γ((d` −1)/2)
n` −1
< 1. As % = nρ −1
`

f (z) =

− z2)

d` −3
2

1{|z|≤1} and η > 0, we, indeed,

have p
is increasing in n` and n` ≥ n0 , by assumption, % can, indeed, be made sufficiently large provided that n0 is
large enough.
B. Proof of Lemma 2
Our proof is inspired by ideas from Balister, Bollobás, Sarkar, and
Walters [BBSW05]; Brito, Chavez, Quiroz, and Yukich [BCQY97];
Xue and Kumar [XK04] dealing with the connectivity of nearest
neighbor graphs for points chosen randomly in the plane. Here, we
study the connectivity of nearest neighbor graphs G̃ for points chosen
randomly on the unit sphere Sd−1 . The main idea of our proof is as
follows. We first partition the unit sphere into M regions R1 , ..., RM
of equal area and small diameter. Then we show that, for every given
point ai , all points in the regions neighboring the region that contains
ai are among the k̃ nearest neighbors of ai . Next, we show that all
regions Rm contain at least one point, which combined with the fact
that R1 , ..., RM is the partitioning of a contiguous area, implies that
G̃ is connected, as desired.
We start by introducing the spherical distance metric s for points
x, y ∈ Sd−1 as
s(x, y) := arccos(hx, yi)
and defining the spherical cap around p ∈ Sd−1 of spherical radius
θ ∈ [0, π/2] as
C(p, θ) := {x ∈ Sd−1 : s(x, p) ≤ θ}.
The distance metrics s and s̃ are related as follows:
s̃(x, y) = arccos(|hx, yi|) = min(arccos(hx, yi), arccos(− hx, yi))
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= min(s(x, y), s(−x, y)).

(2.23)

In the following, whenever we refer to the points in a region Q, we
actually mean the points in {a1 , ..., an } that lie in Q, i.e., {a1 , ..., an }∩
Q. We denote by #(Q) the number of points in Q, and by N (C(ai , θ))
the number of points in C(ai , θ), excluding ai , i.e., N (C(ai , θ)) :=
|C(ai , θ) ∩ {a1 , ...ai−1 , ai+1 , ..., an }|. Note that the points contained
in C(ai , θ) \ {ai } are the N (C(ai , θ)) nearest neighbors of ai with
respect to (w.r.t.) the distance s. Later in the proof we will need
the following relation between the nearest neighbors of a point ai
w.r.t. the distance s and the nearest neighbors of ai w.r.t. the distance
s̃: The points contained in (C(ai , θ) \ {ai }) ∪ (C(−ai , θ) \ {−ai }) are
the N (C(ai , θ)) + N (C(−ai , θ)) nearest neighbors of ai w.r.t. the
distance s̃. To see this, first note that by (2.23) every point aj in
C(ai , θ) ∪ C(−ai , θ) satisfies s̃(ai , aj ) ≤ θ. Since θ ≤ π/2 the caps
C(ai , θ) and C(−ai , θ) are non-overlapping so that the total number of
points in (C(ai , θ)\{ai })∪(C(−ai , θ)\{−ai }) is given by N (C(ai , θ))+
N (C(−ai , θ)).
We proceed to partitioning the unit sphere Sd−1 into M nonoverlapping regions of equal area and small diameter. Such a partitioning was described in [Leo06; Leo09] and has found applications,
e.g., in theoretical computer science [FS02].
Lemma 3 (extracted from the proof of Lemma 6.2 in [Leo09]). For
each d > 1, there exists a partitioning FS(d, M ) = {R1 , ..., RM }
of the unit sphere Sd−1 into M non-overlapping regions R1 , ..., RM
of equal area, with the spherical diameter of each Rm satisfying
sup{s(x, y) : x, y ∈ Rm } ≤ θ? . Here,
θ? := 8Θ(L(Sd−1 )/M )

(2.24 )

where Θ(·) is the inverse function of L(C(p, θ)) w.r.t. θ (recall that
L(·) denotes the Lebesgue area measure, and note that L(C(p, θ)) is
independent of p ∈ Sd−1 ).
Let FS(d, M ) = {R1 , ..., RM } be a partition of the unit sphere
according to Lemma 3. Connectivity of G̃ will now be established by
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cm

3θ?

a2

Fig. 2.12.: Rm (gray region) along with the spherical caps C(a1 , 2θ? ),
C(a2 , θ? ), and C(cm , 3θ? ).

showing that each point ai ∈ Rm is connected to all points that lie in
neighboring regions of Rm , and in addition, all regions contain at least
one point. To this end, define the events A := {#(Rm ) > 0, for all
m ∈ [M ]} and Bm := {#(C(cm , 3θ? )) ≤ k} where C(cm , 3θ? ) is the
spherical cap around an arbitrary, but fixed point cm ∈ Rm , with θ?
given by (2.24), and k := k̃/2. We assume for expositional simplicity
that k̃ is even, the proof applies with minor changes to general k by
setting k := bk̃/2c.
The proof is then effected by showing that on

A ∩ ∩M
is connected and upper-bounding the probability
m=1 Bm , G̃ 
that A ∩ ∩M
m=1 Bm does not hold.
By Lemma 3, the spherical cap C(ai , 2θ? ) around a given ai ∈
Rm contains all neighboring regions of Rm , and, since C(ai , 2θ? ) ⊂
C(cm , 3θ? ) (see Figure 2.12 for an illustration), on Bm we have
N (C(ai , 2θ? )) ≤ k, for all ai ∈ Rm . All points in C(ai , 2θ? ) \ {ai }
are hence among the k nearest neighbors of ai w.r.t. the distance s.
W.l.o.g., suppose that −ai ∈ Rm0 . By (2.23), on Bm ∩ Bm0 all points
in (C(ai , θ) \ {ai }) ∪ (C(−ai , θ) \ {−ai }) are therefore among the
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k̃ = 2k nearest neighbors of ai w.r.t. the distance s̃ (cf. the paragraph
below (2.23)). On A, each Rm contains at least one point; thus on
A ∩ Bm ∩ Bm0 , each neighboring region of Rm and Rm0 contains
at least one of the k̃ nearest neighbors
the distance s̃.
 of ai w.r.t.
M
M
0
Therefore, on A ∩ ∩m,m0 =1 Bm ∩ Bm = A ∩ ∩m=1 Bm , each point
ai ∈ Rm is connected with all points in the neighboring regions of
Rm and each region contains at least one point. As this holds for all
points a1 , ..., an , G̃ is connected.

It remains to upper-bound the probability of A ∩ ∩M
m=1 Bm being
violated. We first note that
!#
"
M
M
h
i
[
  X



P A ∩ ∩M
B̄m
≤ P Ā +
P B̄m
= P Ā ∪
m=1 Bm
m=1

m=1

 
and start by upper-bounding P Ā . Set
M=

n
γ log n

(2.25)

where γ > 1 is the constant in the statement of Lemma 2. Observe
that
 


P Ā = P ∪M
m=1 {#(Rm ) = 0}
≤

M
X

P[#(Rm ) = 0]

m=1

n
M 
X
1
=
1−
M
m=1
n
≤ M e−n/M =
e−γ log n
γ log n
n1−γ
=
γ log n

(2.26)

(2.27)

where in (2.26) we used the fact that the n points are chosen i.i.d. and
the probability of a given point

ending up in Rm is 1/M .
We next upper-bound P B̄m . To this end set k = 3np. We establish later that this choice of k satisfies k̃ = 2k ≤ γc2 log n, for a
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constant c2 depending on d only. Since the k 0 -nearest neighbor graph
of {a1 , ..., an } with k 0 ≥ k̃ is connected if the k̃-nearest neighbor graph
G̃ is connected, this will yield the desired result.
First note that #(C(cm , 3θ? )) is binomially distributed with parameters (n, p), where p := L(C(cm , 3θ? ))/L(Sd−1 ). By a tail bound
on the binomial distribution [Jan02, Thm. 1] we obtain, with t = 2np,
that


t2
6
P B̄m = P[#(C(cm , 3θ? )) > np + t] ≤ e− 2(np+t/3) = e− 5 np ≤ e−np .
(2.28)
Since Rm ⊂ C(cm , 3θ? ), we have
p=

L(C(cm , 3θ? ))
L(Rm )
1
γ log n
≥
=
=
.
d−1
d−1
L(S )
L(S )
M
n

By a union bound we thus get
#
" M
[
n1−γ
B̄m ≤ M e−np ≤ M e−n/M =
.
P
γ log n
m=1
h
S
i
M
Combining (2.27) and (2.29) yields P Ā ∪
B̄
≤
m
m=1

(2.29)
2
nγ−1 γ log n .

It remains to show that there exists a constant c2 (depending on d
only) such that k̃ = 2k ≤ γ c2 log n. This is accomplished by upperbounding L(C(cm , 3θ? )) and using this upper bound to establish that
k = 3np = 3nL(C(cm , 3θ? ))/L(Sd−1 ) ≤ γ c22 log n. To this end, we
first upper-bound θ? in (2.24) and then use this bound to upper-bound
L(C(cm , 3θ? )). By [Leo09, Eq. 5.9], we have
 1 !

L(Sd−1 ) d − 1 d−1
?
d−1
θ = 8Θ(L(S )/M ) ≤ 8 arcsin
L(Sd−2 ) M

 1
L(Sd−1 ) d − 1 d−1
≤ 4π
(2.30)
L(Sd−2 ) M
where we used arcsin(x) ≤ π2 x, for 0 ≤ x ≤ 1. We next establish
that the argument of arcsin in (2.30) is, indeed, smaller than 1. Using
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L(Sd−1 ) =

2π d/2
Γ(d/2)

(e.g., [Leo09, p. 1]) and

Γ( d−1
2 )
Γ( d
2)

≤

√

√

d
2 d−1
(e.g.,

[FR13, Eq. 8.1]),
√
√
d √
L(Sd−1 ) d − 1 √ Γ( d−1
γ log n
2 )d−1
=
≤
= 2πd
π
2π
d
d−2
L(S ) M
M
n
Γ( 2 ) M
≤ 6(12π)d−1

γ log n
≤1
n

√
where we used 2πd ≤ 6(12π)d−1 for d ≥ 1, and the last inequality
holds by the assumption n ≥ k̃ ≥ γ 6(12π)d−1 log n.
Application of [Leo09, Eq. 5.2] and subsequently of (2.30) yields
L(Sd−2 )
L(Sd−2 )
L(Sd−1 ) d − 1
(3θ? )d−1 ≤
(12π)d−1
d−1
d−1
L(Sd−2 ) M
d−1
L(S )
= (12π)d−1
.
M

L(C(cm , 3θ? )) ≤

We thus have
k = 3np = 3n

L(C(cm , 3θ∗ ))
≤ 3 · (12π)d−1 γ log n
L(Sd−1 )

and hence k ≤ γ c22 log n with c2 = 6(12π)d−1 , as desired.

2.9.2. Proof of Theorem 2 and Corollary 1
Analogously to Theorem 1, the proof
 of Theorem
 2 is established by
upper-bounding the probability P C and NFC according to






P C and NFC ≤ P NFC + P C|NFC
(2.31)
where NFC = {G has no false connections} and C = {G̃(X` ) is connected, for all `}, as in the proof of Theorem
1.

We start by upper-bounding P NFC . Since q ≤ nmin /6 and (2.7)
for σ = 0 reduces to (2.6) it follows from Theorem 4 (the assumption
√
√
√
m ≥ 6 log N , i.e., 6 log N / m = β/ m ≤ 1 relevant for Step 1 in
the proof of Theorem 4 is not needed owing to σ = 0) that
X

 10
+
n` e−c(n` −1)
(2.32)
P NFC ≤
N
`∈[L]
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where c > 0 is a numerical constant.

We next upper-bound P C|NFC . In Section 2.9.1 we established
that (cf. (2.18) with γ = 3)
X


2n` −2
(2.33)
P C|NFC ≤
`∈[L]

provided that q ≥ 3 · 6(12π)d` −1 log n` , for all `, which is satisfied
by the assumption q ∈ [c1 log nmax , nmin /6] with c1 = 18(12π)dmax −1 .
Using (2.32) and (2.33) in (2.31) finally yields
L 

X


P C and NFC ≤ 10/N +
n` e−c(n` −1) + 2n` −2
`=1

as desired.
Corollary 1 follows directly from (2.32).

2.9.3. Proof of Theorem 3
The proof is effected by showing that G has no false connections. To
this end, we first consider the Graph G0 obtained by applying TSC
with parameter q to X . Provided that q ≤ n` /6, for all `, it follows
from Theorem 4 ((2.7) for σ = 0 reduces to (2.6); the assumption
√
√
√
m ≥ 6 log N , i.e., 6 log N / m = β/ m ≤ 1 relevant for Step 1 in
the proof of Theorem 4 is not needed owing to σ = 0) that G0 has
P
−c(n` −1)
no false connections with probability ≥ 1 − 10
.
`∈[L] n` e
N +
0
Since G has no false connections, for each xj ∈ X` the corresponding
set Tj (q) contains points in X` only.
We next show that qj obtained in Step 1 of the modified TSC
algorithm is equal to d` . This is accomplished by establishing that
the smallest q for which (2.2) holds with τ = 0 is q = d` . Recall
that XTj (q) is the matrix with columns xi , i ∈ Tj (q). As long as q ≤
n` /6, Tj (q) consists of points in X` only (as shown above), therefore
XTj (q) = U(`) ATj (q) , where the columns of ATj (q) correspond to the
ai , i ∈ Tj (q). Thanks to the orthonormality of U(`) , we have
(I − XTj (q) X†Tj (q) )xj

2

= (I − ATj (q) A†Tj (q) )aj

.

(2.34)

2
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With probability one, (2.34) is strictly positive if q < d` , and equal to
zero if q = d` , thus qj = d` . Finally, note that n` /d` ≥ 6 ensures that
qj ≤ n` /6, and since Tj (q) consists of points in X` only as long as
q ≤ n` /6, Tj (qj ) consists of points in X` only, for all `. It follows that
the probability of G having false connections can be upper bounded
by
X

 10
+
n` e−c(n` −1) .
P NFC ≤
N
`∈[L]

which yields the probability bound in Theorem 3.

2.9.4. Proof of Theorem 4
As in the proof of Lemma 1, we show that G has no false connections by
(`)
establishing that for each xi ∈ X` the associated set Ti corresponds
to points in X` only. Again, this is accomplished by showing that
(`)

(k)

z(n` −q) > max zj

(2.35)

k6=`,j

(k)

where zj

=

(k)

(`)

xj , xi

. Next, we upper-bound the probability
(`)

of (2.35) being violated. A union bound over all N vectors xi , i ∈
[n` ], ` ∈ [L], will, as before, yield the final result. We start by setting
D
E
T
(k)
(k)
(`)
z̃j := aj , U(k) U(`) ai
(2.36)
and noting that
(k)

zj

=

D

T

(k)

(`)

aj , U(k) U(`) ai

E

(k)

+ ej

(2.37)

with
(k)

ej

D
E D
E D
E
(`)
(k)
(`) (`)
(k) (k) (`)
:= e(k)
,
e
+
e
,
U
a
+
U
a
,
e
.
j
i
j
i
j
i
(`)

(`)

(`)

(2.38)

Now recall that z(1) ≤ z(2) ≤ ... ≤ z(n` −1) are the order statistics of
(`)

{zj }j∈[n` ]\{i} . It follows that
(`)

(`)

(`)

z̃(n` −q) − max |ej | ≤ z(n` −q)
j6=i
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and hence the probability of (2.35) being violated can be upperbounded according to


(`)
(k)
P z(n` −q) ≤ max zj
k6=`,j


(`)
(`)
(k)
(k)
≤ P z̃(n` −q) −max ej ≤ max z̃j + max ej
j6=i
k6=`,j
k6=`,j


ν
(`)
≤ P z̃(n` −q) ≤ √
d`


(`)
(k)
(k)
+P α + 2 ≤ max ej + max z̃j + max ej
j6=i
k6=`,j
k6=`,j




ν
(k)
(`)
+ P max z̃j ≥ α
≤ P z̃(n` −q) ≤ √
k6=`,j
d`




(`)
(k)
+ P max ej ≥  + P max ej ≥ 
j6=i
k6=`,j
|
{z h
}
i
P
(k)
≤

(j,k)6=(i,`)

P ej

(2.39)

(2.40)

≥

where α, , and ν are chosen later. In (2.39) and (2.40) we used that
for random variables X and Y , possibly dependent, and constants φ
and ϕ satisfying φ ≥ ϕ, we have
P[X ≤ Y ] ≤ P[{X ≤ φ} ∪ {ϕ ≤ Y }]
≤ P[X ≤ φ] + P[ϕ ≤ Y ] .

(2.41)

Specifically, in (2.39) we used (2.41) with φ = √νd and ϕ = α + 2,
`
which leads to the assumption α + 2 ≤ √νd , resolved below. We
`
next upper-bound the individual terms in (2.40) to get the following
results proven at the end of this appendix:
Step 1
that

Setting  =

2σ(1+σ)
√
β,
m

we have for all β with

h
i
β2
(k)
P ej ≥  ≤ 7e− 2 .

√1
2π

≤β≤

√

m

(2.42)
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Step 2 Setting
α=

T
β(1 + β)
1
√
max √
U(k) U(`)
k6=`
d`
dk

we have for all β ≥ 0 that


X
(k)
P max z̃j ≥ α ≤
k6=`,j

(1 + 2nk )e−

β2
2

(2.43)
F

≤ 3N e−

β2
2

.

(2.44)

k∈[L]\{`}

Step 3 For ν = 2/3 and n` ≥ 6q, there is a constant c = c(ν) > 1/20
such that


ν
(`)
P z̃(n` −q) ≤ √
≤ e−c(n` −1) .
(2.45)
d`
Before presenting the detailed arguments leading to (2.42), (2.44), and
√
(2.45), we show how the proof is completed. Setting β = 6 log N
√
and using (2.42), (2.44) (note that β ≤ m is satisfied since, by
assumption, m ≥ 6 log N ), and (2.45) in (2.40) yields


β2
β2
(`)
(k)
P z(n` −q) ≤ max zj
≤ e−c(n` −1) + 3N e− 2 + 7N e− 2
k6=`,j

=

10
+ e−c(n` −1) .
N2
(`)

(2.46)

Taking the union bound over all vectors xi , i ∈ [n` ], ` ∈ [L], yields
the desired lower bound on G having no false connections.
Recall that for (2.39) we imposed the condition α + 2 ≤ √νd . With
`
our choices for , α, and ν in Steps 1, 2, and 3, respectively, this
condition becomes
√
T
d`
2
1
β(1 + β) max √
U(k) U(`) + 4σ(1 + σ) √ β ≤ . (2.47)
k6=`
3
m
F
dk
√
Next, note that (1 + β) ≤ 4 log N as a consequence of N ≥ 6
PL
(N = `=1 n` , and n` ≥ 6q ≥ 6, for all `), by assumption. Therefore,
(2.47) is implied by
√
T
1
σ(1 + σ) d`
2
√ ≤
√
max √
U(k) U(`) + √
k6=`
F
log N m
dk
3 · 4 6 log N
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which, in turn, is implied by (2.7). This concludes the proof.
It remains to prove the bounds (2.42), (2.44), and (2.45).
Step 1, proof of (2.42) By an argument of the form (2.41), we get
D

E
i
h
2σ 2
(k) (`)
(k)
≥√ β
P ej ≥  ≤ P ej , ei
(2.48)
m

D

D
E
E
σ
σ
(k) (`)
(k)
(`)
≥√
≥√
+ P U(k) aj , ei
.
+ P ej , U(`) ai
m
m
(k)

We next upper-bound the probabilities in (2.48). Conditional on aj ,
(k)

with U(k) aj

(k)

2

Lemma 6 in Section 2.9.8, for β ≥
P

(`)

= 1, we have U(k) aj , ei

D

(k) (`)
U(k) aj , ei

E

√1 ,
2π

∼ N (0, σ 2 /m). Using

we hence get


β2
σ
≥ √ β ≤ 2e− 2 .
m

(2.49)

Next, we upper-bound the first term on the RHS of (2.48). Conditional
2
(`) 2 
(`)
(k) (`)
on ei , we have ej , ei ∼ N 0, σm ei 2 . Lemma 6 yields, for
β ≥ √12π , that
D

E
β2
σ
(k) (`)
(`)
ei
P ej , ei
≤ 2e− 2 .
≥ β√
m
2
√
√
Since β = 6 log N ≤ m, by assumption, we get

 

h
i
β2
β
(`)
(`)
P ei
≥ 2σ ≤ P ei
σ ≤ e− 2
≥ 1+ √
m
2
2

(2.50)

(2.51)

where the second inequality follows from (2.89). Next, note that for
random variables X, Y , possibly dependent, and a constant φ, we
have
P[X ≥ φ] = P[{X ≥ Y ≥ φ} ∪ {X ≥ φ ≥ Y } ∪ {Y ≥ X ≥ φ}]
≤ P[{X ≥ Y } ∪ {Y ≥ φ}]
≤ P[X ≥ Y ] + P[Y ≥ φ] .

(2.52)
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Combining (2.50) and (2.51) via (2.52) yields
P

E
h D
E
hD
i
σ
2σ 2 i
(k) (`)
(`)
(k) (`)
ej , ei
≥ β√
ei
≥ √ β ≤P
ej , ei
m
m
2
|
{z
} | {z
|
}
{z
}
X

Y

φ

+P

h

(`)
ei

i

2

≥ 2σ ≤ 3e

− β2

.

(2.53)

2

Finally, using (2.49) and (2.53) in (2.48) gives the desired result
(2.42).
Step 2, proof of (2.44) We first upper-bound the probability of
(k)
maxj z̃j , for a given k, to exceed a constant, which then yields,
via a union bound over k, an upper bound on the probability of
(k)
maxk6=`,j z̃j exceeding a constant. For convenience, we set B :=
T

(k)

(k)

(`)

U(k) U(`) so that z̃j = aj , Bai
. We start by noting that
[SC12, Proof of Lem. 7.5]


κ2
−d`
kBkF
(`)
2kBk2
2→2 .
P Bai
≥ √
+κ ≤e
(2.54)
2
d`
√
Setting κ = βkBkF / d` in (2.54) yields

(`)
P Bai

2


2 kBk2
F
2
− β2
1+β
− β2
kBk2
2→2 ≤ e
.
≥ √ kBkF ≤ e
d`

By Proposition 1 in Section 2.9.8, we have
D

E
β2
β
(k)
(`)
(`)
P aj , Bai
>√
Bai
≤ 2e− 2 .
2
dk
(k)

Now, using (2.52) with X = maxj z̃j , φ =
√β
dk

(`)
Bai
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√β 1+β
√ kBk ,
F
dk d`

, we get
2



β 1+β
(k)
√ kBkF
P max z̃j ≥ √
j
dk d`

D
E
β
(k)
(`)
(`)
Bai
≤ P max aj , Bai
≥√
j
dk


2

(2.55)

and Y =
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1+β
+P
≥ √ kBkF
2
d`

D
E
X
β
(k)
(`)
(`)
≥√
Bai
≤
P aj , Bai
dk
j∈[nk ]


1+β
(`)
≥ √ kBkF
+ P Bai
2
d`
(`)
Bai

≤ (1 + 2nk )e−


2

(2.57)

β2
2

(2.58)

where a union bound is used to obtain (2.57), and (2.58) follows from
(2.55) and (2.56). Taking the union bound over k ∈ [L] \ {`} concludes
the proof of (2.44).
(`)

Step 3, proof of (2.45) We first note that the pdf of z̃j
is given by f (z) =

Γ(d` /2)
√1
(1
π Γ((d` −1)/2)

− z2)

d` −3
2

(`)

(`)

= aj , ai

1{|z|≤1} . Hence, we get



Z √ν
d` −3
d`
ν
Γ(d` /2)
2
(`)
P z̃j ≤ √
(1 − z 2 ) 2 1{z≤1} dz
≤√
π Γ((d` − 1)/2) 0
d`
r
2
Γ(d` /2)
ν
2
√
√
≤
≤
ν
(2.59)
π
π Γ((d` − 1)/2) d`
| {z }
pν :=

where the last inequality follows from [FR13, Eq. 8.1]. Next, observe
that,



ν
(`)
√
P z̃(n` −q) ≤
= P there exists a set I ⊂ [n` ] \ {i} with
d`

ν
(`)
|I| = n` − q such that z̃j ≤ √ for all j ∈ I
d



`
n` − 1
ν
(`)
(2.60)
≤
max P z̃j ≤ √ , for all j ∈ I
n` − q I : |I|=n` −q
d`

q−1  
n` −q
n` − 1
ν
(`)
≤ e
P z̃j ≤ √
(2.61)
q−1
d`

q−1
n` −1 (n −1)(1− 1 )
n` − 1
`
%
(2.62)
≤ e
pnν ` −q = (e%) % pν
q−1
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1
1
1
= exp − (n` − 1) log
1−
− log(e%)
pν
%
%
{z
}
|

(2.63)

c(%,ν):=

where we used a union bound to get (2.60),

n
n−k



=

n
k



≤


en k
k

(`)

[CLRS01] and the fact that the z̃j are i.i.d. for (2.61), and (2.59)
` −1
yields (2.62); we also set % := nq−1
for notational convenience. Here,
c(%, ν) satisfies c(%, ν) > 1/20 for ν = 2/3 and % ≥ 6, as desired. Note
` −1
that % = nq−1
≥ nq` ≥ 6, where both inequalities follow from n` ≥ 6q,
for all `, which holds by assumption.

2.9.5. Proof of Theorem 5
Theorem 5 follows from Lemma 1 by establishing that the clustering
condition (2.15) is satisfied for i.i.d. Gaussian random matrices U(`) ∈
Rm×d with high probability. This is accomplished via the following
lemma, which shows that certain submatrices of Gaussian matrices
U(`) ∈ Rm×d are approximately pairwise orthogonal, as long as m is
sufficiently large relative to d.
Lemma 4. Let the entries of the U(`) ∈ Rm×d , ` ∈ [L], be i.i.d. N (0,
(`)
1/m), and let UD ∈ Rm×d be the matrix obtained from U(`) ∈ Rm×d
by setting the rows with indices in D ⊆ [m] to zero. Then, we have for
0
δ ∈ (0, 1) with probability at least 1 − 4e−c m , where c0 is a numerical
constant, that
min

(`) T

`, D : |D|≤2s, kak2 =1

UD

U(`) a

≥ (1 − δ)
2

m − 2s
m

(2.64 )

and
max

k,` : k6=`, D : |D|≤2s

(k) T

UD

U(`)

≤δ

(2.65 )

2→2

provided that
m≥

 me 
c2 
3d
+
log
L
+
s
log
+ c3 s
δ2
2s

where c2 , c3 > 0 are numerical constants.
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Before proving Lemma 4, we show how the proof of Theorem 5
can be completed. Set δ = c21 c3c−2
, where c3 is the constant in (2.8)
3
and c1 is a constant satisfying c1 < 1. With this choice of δ, (2.8)
2
(with c4 = c2 /δ 2 = c2 (2c3 /(c1 (c3 − 2))) ) implies (2.66) and hence,
0
by Lemma 4, with probability ≥ 1 − 4e−c m , we have
(k) T

maxk,` : k6=`,D : |D|≤2s UD

U(`)

(`) T

minl,D : |D|≤2s,kak2 =1 UD

2→2

U(`) a

2

≤

δ
m
≤ 2δ
m
− 2s
(1 − δ) m−2s
m

≤ 2δ

c3
= c1 < 1
c3 − 2

≤ 12 ),
where we used δ ≤ 12 (c1 < 1, by assumption, implies δ = c21 c3c−2
3
c3
m
and m−2s ≤ c3 −2 as a consequence of m ≥ c3 s (from (2.8)) and c3 > 2
(c3 can be chosen freely as long as c3 > 0). We therefore established
0
that (2.15) holds with probability ≥ 1 − 4e−c m , and application of
Lemma 1 concludes the proof.
Proof of Lemma 4. The proof relies on the following result from
[FR13], which builds on a covering argument and the concentration inequality the Johnson-Lindenstrauss Lemma [JL84] is based
on.
Lemma 5 ([FR13, Eq. 9.12 with ρ = e32−1 ]). Let U be a p × s
random matrix satisfying, for some c̃ > 0, for every x ∈ Rs , and for
every t ∈ (0, 1),
h
i
2
2
2
2
P kUxk2 − kxk2 ≥ tkxk2 ≤ 2e−c̃t p .
(2.67 )
Then, we have

P UT U − I s

2→2


2
≥ δ ≤ 2e−0.6c̃δ p+3s .

(2.68 )

We note that (2.67) is satisfied, inter alia, for random matrices with
i.i.d. N (0, 1/p) entries.
We show below that (2.65) and (2.64) hold individually with prob0
ability ≥ 1 − 2e−c m . By a union bound, (2.65) and (2.64) thus hold
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0

simultaneously with probability ≥ 1 − 4e−c m , as desired. We start
(k)
with (2.65). First, note that since the rows of UD indexed by D have
(k) T

all entries equal to zero by definition, we have UD U(`) = ViT Vj ,
where Vi ∈ Rp×d and Vj ∈ Rp×d , with p = m − |D|, denote the
(`)
restrictions of U(k)
rows indexed by
p and U , respectively, to the
p×2d
[m] \ D. Set Ṽi = m/pVi , let U = [Ṽi Ṽj ] ∈ R
, and note that
the entries of U are i.i.d. N (0, 1/p). Using m ≥ p, we have
ViT Vj

2→2

≤

m
ViT Vj
p

2→2

= ṼiT Ṽj

2→2

≤ UT U − I2d

2→2

where the last inequality follows from the fact that ṼiT Ṽj is a principal
submatrix of UT U − I2d [HJ86, Cor. 8.1.20]. Therefore, we get




P ViT Vj 2→2 ≥ δ ≤ P UT U − I2d 2→2 ≥ δ
≤ 2e−c0 δ

2

p+6d

(2.69)

≤ 2e−c0 δ

2

(m−2s)+6d

(2.70)

where c0 = 0.6c̃ (c̃ is the constant in Lemma 5), (2.69) follows from
Lemma 5, and (2.70) is a consequence of p ≥ m−2s. Taking the union
bound over all pairs (i, j), i.e., over all pairs (k, `) with k, ` ∈ [L] and
for each of those pairs (k, `) over all D ⊆ [m] with |D| = 2s, i.e., over


m
me 2s
sets, we obtain
2s ≤ 2s


 me 2s
2
T
2e−c0 δ (m−2s)+6d (2.71)
P max Vi Vj
≥ δ ≤ L2
i6=j
2s
2→2
−c0 δ 2 (m−2s)+6d+2 log L+2s log( me
2s )
= 2e


−c δ 2 m−2s− c 2δ2 (3d+log L+s log( me
2s ))
0
= 2e 0


−c0 δ 2 m−2s− c 2c (m−c3 s)
0
2
(2.72)
≤ 2e



c
−c0 δ 2 1− c 2c m+2s c 3c −1
0 2
0 2
= 2e
0

≤ 2e−c m

(2.73)

where we used (2.66) for (2.72), and (2.73) holds with c0 = c0 δ 2 1
− c02c2 provided that c3 ≥ c0 c2 , which, in turn, is guaranteed by
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choosing c3 sufficiently
 large (recall that c3 can be chosen freely).
Note that c0 = c0 δ 2 1 − c02c2 > 0 provided that c0 c2 > 2, which
holds if c2 is chosen sufficiently large. This concludes the proof of
0
(2.65) holding with probability ≥ 1 − 2e−c m .
It remains to show that (2.64) holds with probability ≥ 1 −
−c0 m
2e
. Applying Lemma 5 to Ṽi (recall that the entries of Vi are
i.i.d. N (0, 1/p)), we get

P ṼiT Ṽi − Id

2→2


2
≥ δ ≤ 2e−c0 δ p+3d .

Next, taking the union bound over all L subspaces and over all
D ⊆ [m] with |D| ≤ 2s, yields
h
P max ṼiT Ṽi − Id
i

2→2

i
 me 2s
2
≥δ ≤L
2e−c0 δ p+3d
2s
0
≤ 2e−c m

(2.74)
(2.75)

where we used the fact that the RHS of (2.74) is smaller than the
RHS of (2.71) (recall that p ≥ m − 2s) and therefore (2.75) follows
from (2.73). Next, note that for every a ∈ Rd , we have
2

kak2 − Ṽi a

2
2

= (Id − ṼiT Ṽi )a, a ≤ (Id − ṼiT Ṽi )a
≤

ṼiT Ṽi

− Id

2

kak2
2

2→2

kak2 .

It follows that
1 − ṼiT Ṽi − Id

2→2

≤ min

kak2 =1

and therefore (recall that Ṽi =
min

i, kak2 =1

ViT Vi a

2

p

Ṽi a

2
2

= min

kak2 =1

ṼiT Ṽi a

2

m/pVi )

p
min ṼiT Ṽi a 2
m i,kak2 =1
p 
≥
1 − max ṼiT Ṽi − Id
i
m
=


2→2

.

(2.76)
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From (2.76), and p ≥ m − 2s, we get


m−2s
P min ViT Vi a 2 ≤ (1−δ)
m
i,kak2 =1


p
≤ P min ViT Vi a 2 ≤ (1 − δ)
m
i,kak2 =1
i
h
0
≤ P max ṼiT Ṽi − Id 2→2 ≥ δ ≤ 2e−c m
i

where the last inequality follows by application of (2.75).

2.9.6. Proof of Theorem 6
The proof consists of two parts, corresponding to the two statements
in Theorem 6. First, we bound the probability of the outlier detection
scheme failing to detect one or more outliers, and then we bound
the probability of one or more of the inliers being misclassified as an
outlier.
We start by bounding the probability of the outlier detection scheme
failing to detect a given outlier. A union bound over all N0 outliers
will then yield a bound on the probability of the outlier detection
scheme failing to detect one or√more outliers. Let xj be an outlier. The
probability of (2.9) with c = 6 being violated for xj , and therefore
xj being misclassified as an inlier, can be upper-bounded as
√


6 log N
P max |hxi , xj i| > √
(2.77)
m
i∈[N ]\{j}
√


X
6 log N
2
≤
P |hxi , xj i| > √
kxi k2 ≤ 2N e−3 log N = 2
N
m
i∈[N ]\{j}

where we used a union bound and kxi k2 = 1 in the first inequality and
Proposition 1 in Section 2.9.8 in the second. Taking the union bound
over all N0 outliers we have thus established that the probability of
our scheme failing to detect one or more outliers is at most 2N0 /N 2 .
Next, we bound the probability of the outlier detection scheme
misclassifying a given inlier xj ∈ X` as an outlier. A union bound
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over all n` inliers in X` will then complete the proof. For an inlier
xj ∈ X` , we have
D
E
D
E
(`)
(`)
(`)
(`)
max |hxi , xj i| ≥ max
xi , xj
= max
ai , aj
.
i∈[N ]\{j}

i∈[n` ]\{j}

i∈[n` ]\{j}

√
√
√
√
Using (2.10), i.e., 6 log N / m ≤ 1/ dmax ≤ 1/ d` , the probability
of (2.9) holding can then be upper-bounded as
√


6 log N
P max |hxi , xj i| ≤ √
m
i∈[N ]\{j}


D
E
1
(`)
(`)
≤ P max
ai , aj
≤√
i∈[n` ]\{j}
d`
D

E
Y
1
(`)
(`)
≤√
=
P ai , aj
d`
i∈[n` ]\{j}
r
Y
1
π
2
(2.78)
≤
= e− 2 log( 2 )(n` −1)
π
i∈[n` ]\{j}

where (2.78) follows from (2.59) with ν = 1. Taking the union bound
1
π
over all inliers in X` yields the desired upper bound n` e− 2 log( 2 )(n` −1)
on the outlier detection scheme misclassifying one or more of the
inliers in X` as an outlier.

2.9.7. Proof of Theorem 7
The basic structure of the proof is the same as that of the proof of
Theorem 6. The individual steps are, however, a bit more technical,
owing to the additive noise term.
We start by bounding the probability of the outlier detection scheme
failing to detect a given outlier. A union bound over all N0 outliers
will, as before, yield the desired result. Let xj be an outlier
and set
√
√
β = 6 log N . The probability that (2.9) with c = 2.3 6 is violated
for xj can be upper-bounded as




X
2.3β
2.3β
P max |hxi , xj i| > √
≤
P |hxi , xj i| > √
m
m
i∈[N ]\{j}
i∈[N ]\{j}
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≤

X
i∈[N ]\{j}

 


β
P |hxi , xj i| ≥ √ kxi k2 + P[kxi k2 ≥ 2.3]
m

where we applied (2.52) with X = |hxi , xj i|, Y =

(2.79)

√β kxi k ,
2
m

and

2.3β
√
m

φ=
to get (2.79). We next bound the first term in the sum in
(2.79). Since xj ∼ N (0, (1/m)Im ), we have that, conditioned on xi ,
√
2
hxj , xi i ∼ N (0, kxi k2 /m). Hence, with β = 6 log N , it follows from
(2.88) that


β2
β
2
P |hxi , xj i| ≥ √ kxi k2 ≤ 2e− 2 = 3 .
(2.80)
N
m
We next bound the second term in the sum in (2.79) and treat the
cases where xi is an inlier and where it is an outlier separately. First,
suppose that xi is an inlier. Since √1+2σ
≤ 2.3 for σ ≥ 0, we have
1+σ 2


1 + 2σ
1
(`)
(`) (`)
U ai + ei
≥√
P[kxi k2 ≥ 2.3] ≤ P √
2
1 + σ2
1 + σ2
i
h
(`)
(`)
+ ei
≥ 1 + 2σ
(2.81)
≤ P U(`) ai
2
2
i
h
(`)
≥ 2σ
= P ei
2

1
≤ 3
N

(2.82)

where (2.81) follows from the triangle inequality, and for (2.82) we
√
√
applied (2.51) with β = 6 log N and used that β ≤ m, by assumption.
Next, suppose that xi is an outlier. Applying (2.51) with σ = 1
√
(again using that β ≤ m, by assumption), we have
P[kxi k2 ≥ 2.3] ≤

1
.
N3

(2.83)

Finally, combining (2.80), (2.82) (for xi an inlier), and (2.83) (for xi
an outlier) in (2.79) yields
√



X  2
2.3 6 log N
1
3
√
P max |hxi , xj i| >
≤
+ 3 ≤ 2.
3
N
N
N
m
i∈[N ]\{j}
i∈[N ]\{j}
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Taking the union bound over all N0 outliers yields the desired result.
Next, we bound the probability of our outlier detection scheme
misclassifying a given inlier as an outlier. Consider the inlier xj ∈ X` .
Then, we have
E
D
(`)
(`)
max |hxi , xj i| ≥ max
xi , xj
i∈[N ]\{j}

i∈[n` ]\{j}

D
E
1
(`)
(`)
(`)
a
,
a
+ ei
i
j
i∈[n` ]\{j} 1 + σ 2
1
(`)
(`)
≥ max
(z̃i − |ei |)
2
1
+
σ
i∈[n` ]\{j}

≥

max

(`)

(`)

where we used the reverse triangle inequality, and z̃i and ei were
defined in (2.36) and (2.38), respectively. Thus, for  ≥ 0, under the
assumption
√


1
1
2.3 6 log N
√
√
(2.84)
−

≥
1 + σ2
m
d`
resolved below, we have
√


2.3 6 log N
√
P max |hxi , xj i| ≤
m
i∈[N ]\{j}



1
1
1
(`)
(`)
√
(z̃
−
|e
|)
≤
≤ P max
−

i
i
1 + σ2
i∈[n` ]\{j} 1 + σ 2
d`


1
(`)
(`)
≤ P max z̃i − max |ei | ≤ √ − 
i∈[n` ]\{j}
i∈[n` ]\{j}
d`




1
(`)
(`)
+ P  ≤ max |ei |
(2.85)
≤ P max z̃i ≤ √
i∈[n` ]\{j}
i∈[n` ]\{j}
d`
(`)

where (2.85) follows from (2.41) with X = maxi∈[n` ]\{j} z̃i

−

√1 ,
d`

(`)

Y = maxi∈[n` ]\{j} |ei | − , and φ = ϕ = 0. Next, note that (2.59)
with ν = 1 yields




Y
1
1
(`)
(`)
P max z̃i ≤ √
=
P z̃i ≤ √
i∈[n` ]\{j}
d`
d`
i∈[n ]\{j}
`
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Y

≤

r

i∈[n` ]\{j}

1
π
2
= e− 2 log( 2 )(n` −1) . (2.86)
π

√
√
Application of (2.86) and (2.42) with  = 2σ(1+σ)
6 log N (using that
m
√
β ≤ m, as verified below) to (2.85) yields
√

1
π
2.3 6 log N
7
√
|hxi , xj i| ≤
≤ e− 2 log( 2 )(n` −1) + n` 3 .
N
m
i∈[N ]\{j}
(2.87)


P max

We next show that choosing c1 sufficiently small, specifically c1 ≤
√
1/6, guarantees that β ≤ m. To this end simply note that (2.12)
implies
1
dmax
c1
c1
≤
≤
≤
m
m
(1 + σ 2 )2 log N
log N
and take c1 ≤ 1/6.
Taking a union bound over all inliers in X` shows that the probability
of the outlier detection scheme misclassifying one or more of the inliers
in X` as an outlier is at most


7
(n` −1)
− 21 log( π
)
2
n` e
+ n` 3 .
N
Finally, we resolve (2.84) by showing that it is implied, for all
` ∈ [L], by (2.12). Rewriting (2.84) yields
√ 

1
1
d`
2σ(1 + σ)
√
≥ √
2.3 +
.
1 + σ 2 6 log N
1 + σ2
m
Since

σ(1+σ)
1+σ 2

≤ 1.3 for σ ≥ 0, (2.84) is implied by
√
1
1
dmax
√
≥ √
4.9
2
1+σ
m
6 log N

which equals (2.12) with c1 =
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2.9.8. Supplementary results
For convenience, in the following, we summarize tail bounds from the
literature that are frequently used throughout this chapter. We start
with a well-known tail bound on Gaussian random variables.
Lemma 6 ([Lap09, Prop. 19.4.2]). Let x ∼ N (0, 1). For β ≥ √12π ,
we have
β2
P[x ≥ β] ≤ e− 2 .
(2.88 )

Theorem 8 ([LT91, Eq. 1.6]). Let f be Lipschitz on Rm with Lipschitz
constant L ∈ R, i.e., |f (b1 ) − f (b2 )| ≤ Lkb1 − b2 k2 , for all b1 , b2 ∈
Rm , and let x ∼ N (0, Im ). Then, for β > 0, we have
β2

P[f (x) ≥ E[f (x)] + β] ≤ e− 2L2 .

Let x ∼ N (0, Im ). Applying the concentration inequality in Theorem 8 to f (x) = kxk2 which has Lipschitz constant
L = 1, and using
2
2
Jensen’s inequality to get (E[kxk2 ]) ≤ E kxk2 = m, we obtain


√
β2
P kxk2 ≥ m + β ≤ e− 2 .

(2.89)

Proposition 1 (E.g., [Ver12, Ex. 5.25]). Let a be uniformly distributed on Sm−1 and fix b ∈ Rm . Then, for β ≥ 0, we have


β2
β
P |ha, bi| > √ kbk2 ≤ 2e− 2 .
m
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chapter 3

Subspace clustering of
dimensionality-reduced data

3.1. introduction
The problem of clustering dimensionality-reduced data can be formalized as follows. Consider a set of data points in Rm , denoted by
Y, and assume that Y = Y1 ∪ ... ∪ YL where the points in Y` lie in
a d` -dimensional linear subspace of Rm , denoted by S` . Neither the
assignments of the points in Y to the sets Y` nor the subspaces S`
are known. Clustering the data points in Y given the set Y in highdimensional space is the (subspace clustering) problem considered
in Chapter 2. In this chapter, in contrast, clustering of the points in
Y is performed by first applying the (same) realization of a random
projection matrix Φ ∈ Rp×m (typically p  m) to each point in Y
to obtain the set of dimensionality-reduced data points X , and then
declaring the segmentation obtained by SSC or TSC applied to X
to be the segmentation of the data points in Y. The realization of Φ
does not need to be known.
There are two error sources that determine the performance of this
approach. First, the error that would be obtained even if clustering
was performed on the high-dimensional data set Y directly. Second,
and more pertinent, the error incurred by operating on dimensionality-
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reduced data X . Characterizing the latter analytically is the main
contribution of this chapter.
Specifically, we find that SSC and TSC applied to the dimensionalityreduced data set X provably succeed under quite general conditions
on the relative orientations of the subspaces S` , provided that Y (and
hence X ) contains sufficiently many points from each subspace. Our
results make the impact of dimensionality-reduction explicit and show
that SSC and TSC succeed even if p is on the order of the dimensions
of the subspaces. Moreover, we reveal a tradeoff between the affinity
of the subspaces and the amount of dimensionality-reduction possible.
The mathematical engine behind our theorems is the insight that randomly projecting d-dimensional subspaces into p-dimensional
space
p
does not increase their affinities by more than const. d/p, with high
probability.
Outline
The remainder of this chapter is organized as follows. In Section 3.2,
we specify the statistical data model. Section 3.3 contains a brief
description of the SSC algorithm. Section 3.4 contains analytical
performance results quantifying the impact of random projection
on the performance of TSC and SSC. In Section 3.5 we present
numerical results quantifying the impact of dimensionality reduction
through random projection on algorithm running-time and clustering
performance, both on synthetic and on real data. Finally, Section 3.6
contains proofs of our main results.

3.2. data model
We start by specifying the statistical data model. The subspaces
S` are taken to be deterministic and the points within the S` are
chosen randomly (according to the same model considered in Section
2.3). Specifically, the elements of the set Y` in Y = Y1 ∪ ... ∪ YL are
obtained by choosing n` points i.i.d. uniform from {y ∈ S` : kyk2 = 1},
independently across `. The data set X in the lower-dimensional space
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Rp is obtained from Y by applying the (same) realization of a random
matrix Φ ∈ Rp×m to each point in Y. The elements of the sets X` in
(`)
(`)
X = X1 ∪ ... ∪ XL are hence given by xj = Φyj , j ∈ [n` ].
We take Φ as a random matrix satisfying, for all t > 0, and for all
x ∈ Rm ,
i
h
2
2
2
2
P kΦxk2 − kxk2 ≥ tkxk2 ≤ 2e−c̃t p
(3.1)
where c̃ is a constant. The Johnson-Lindenstrauss (JL) Lemma is
a direct consequence of (3.1) (see e.g., [Vem05]). A random matrix
satisfying (3.1) is therefore said to exhibit the JL property, which holds,
inter alia, for random matrices with i.i.d. subgaussian1 entries [FR13,
Lem. 9.8]. Such matrices may, however, be costly to generate, store,
and apply to the high-dimensional data points. In order to reduce
these costs, structured random matrices satisfying (3.1) (with c̃ mildly
dependent on m) were proposed in [AL13; KW11]. An example of
such a structured random matrix [AL13] is the product of a partial
Hadamard matrix, obtained by choosing a set of p rows uniformly at
random from a Hadamard matrix, and a diagonal matrix D ∈ Rm×m
with main diagonal elements drawn i.i.d. uniformly from {−1, 1}.
By [KW11, Prop. 3.2], the resulting matrix HD satisfies (3.1) with
c̃ = c2 log−4 (m), where c2 is a numerical constant. Moreover, HD
can be applied in time O(m log m) as opposed to time O(mp) for a
subgaussian random matrix. The fact that HD satisfies (3.1) relies
on a connection between (3.1) and the restricted isometry property
(RIP), widely used in compressed sensing [CW08]: A matrix A is said
to satisfy the RIP of order s with constant δ if
2

2

(1 − δ)kxk2 ≤ kAxk2 ≤ (1 − δ)kxk2 ,

for all s-sparse x.

By [FR13, Thm. 9.11], (3.1) implies the RIP. Conversely, [KW11,
Prop. 3.2] establishes that randomization of the column signs of a
matrix A satisfying the RIP yields a matrix satisfying (3.1).
1 A random variable x is subgaussian [FR13, Sec. 7.4] if its tail probability satisfies
2
P[|x| > t] ≤ c1 e−c2 t for constants c1 , c2 > 0. Gaussian and Bernoulli random
variables are subgaussian.
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3.3. the ssc algorithm
We next briefly summarize the SSC algorithm [EV09; EV13]. As
mentioned previously, SSC is based on applying spectral clustering to
an adjacency matrix obtained by finding a sparse representation of
each data point in terms of the other data points via `1 -minimization.
SSC algorithm 1. Given a set of N data points X , and the number
of subspaces L (L may be estimated from X , using the eigengap
heuristic, as described in Section 2.2.1), perform the following steps:
Step 1: Let X ∈ Rp×N be the matrix whose columns are the points
in X . For each j ∈ [N ] determine zj as a solution to
minimize kzk1 subject to xj = Xz and zj = 0.
z

Construct the adjacency matrix A according to A = Z + ZT , where
Z = abs([z1 , ..., zN ]), and abs(·) takes absolute values element-wise.
Step 2: Apply normalized spectral clustering [NJY01; Lux07] to
(A, L).
In our performance results, we will establish that the graph G
with adjacency matrix A has no false connections (cf. Section 2.2).
Provided that G has no false connections, by virtue of xi = Xzi , we
automatically get, for non-degenerate situations2

3.4. performance results
We start with our performance result for SSC.
Theorem 9. Suppose that ρ` = (n` − 1)/d` ≥ ρ0 , for all `, where ρ0
is a numerical constant, and pick any τ > 0. Set dmax = max` d` and
ρmin = min` ρ` and suppose that
√
√
28dmax + 8 log L + 2τ
log ρmin
√
max aff(Sk , S` )+
≤
(3.2 )
k,` : k6=`
65 log N
3c̃p
2 Non-degenerate simply means that d points are needed to represent x ∈ X
i
`
`
through points in X` \ {xi }, for all xi ∈ X` and for all `. This condition is satisfied
with probability one for the statistical data model used in this chapter.
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where c̃ is the constant in (3.1). Then, the graph G with adjacency
matrix A obtained by applying SSC to X has no false√connections
PL
with probability at least 1 − 4e−τ /2 − N −1 − `=1 n` e− ρ` d` .
Our performance result for TSC is the following.
Theorem 10. Choose q such that n` ≥ 6q, for all `. If
1
max aff(Sk , S` ) + √
k,` : k6=`
c̃

√

1
dmax
≤
√
p
15 log N

(3.3 )

where c̃ is the constant in (3.1), then the graph G corresponding to
the adjacency matrix A obtained by applying TSC to X has no false
PL
connections with probability at least 1 − N7 − `=1 n` e−c(n` −1) , where
c > 1/20 is a numerical constant.
Proofs of Theorems 9 and 10 can be found in Sections 3.6.1 and
3.6.2, respectively. The mathematical engine behind Theorems 9 and
10 is a result stating that randomly projecting a pair of d-dimensional
subspaces into p-dimensional
space does not increase their affinity
p
by more than const. d/p, with high probability. Theorems 9 and
10 essentially state that SSC and TSC succeed with high probability
if the affinities between the subspaces S` are sufficiently small, if
X contains sufficiently many points from each subspace, and if p
is sufficiently large relative to dmax . Specifically, p may be taken to
be linear (up to log-factors) in the dimensions of the subspaces S` .
Comparing to the clustering conditions for SSC [SC12, Thm. 2.8]
and TSC (Theorem 2 in Section 2.3), we conclude that the impact
of dimensionality reduction through random projection
is essentially
p
quantified through the terms proportional to dmax /p. Conditions
(3.2) and (3.3) hence nicely reflect the intuition that the smaller
the affinities between the subspaces S` , the more aggressively we
can reduce the dimensionality of the data set without compromising
performance.
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3.5. numerical results
We evaluate the impact of dimensionality reduction on the performance of SSC and TSC on synthetic data, and on the problem of
clustering faces. As in Section 2.8, for SSC, we use the implementation
from [EV13], and set q = max(3, dn/20e) in TSC. We consider a Gaussian random projection (GRP) matrix obtained as the realization of
an i.i.d. N (0, 1/p) matrix, and a fast random projection (FRP) matrix
constructed similarly to the matrix HD in Section 3.2. Specifically,
we let D ∈ Rm×m be a diagonal matrix with main diagonal elements
drawn i.i.d. uniformly from {−1, 1}, and take F ∈ Cp×m to be a
partial Fourier matrix, obtained by choosing a set of p rows uniformly
at random from the rows of an m × m discrete Fourier transform
(DFT) matrix. The FRP matrix is then given by the real part of
FD ∈ Cp×m .

3.5.1. Synthetic data
We generate L = 3 intersecting subspaces of Rm of dimension d = 20
with m = 215 = 32768 at random such that they intersect in√at
least 4 dimensions (cf. Section 2.8.1.b) and hence aff(Sk , S` ) ≥ 1/ 5
for all k, ` ∈ [L], k =
6 `. We generate Y as described in Section 3.2.
Specifically, the elements of the sets Y` in Y = Y1 ∪ ... ∪ YL are
obtained by choosing n` = 80 points at random i.i.d. uniformly
from {y ∈ S` : kyk2 = 1}. The dimensionality-reduced data set X is
obtained by applying the (same) realization of a random projection
matrix to the points in Y. In Figure 3.1 we plot the running times
corresponding to the application of the FRP and the GRP matrix
to the data set Y, and the running times for TSC and SSC applied
to the projected data X , along with the corresponding CEs, as a
function of p. For each p, the CE and the running times are obtained
by averaging over 100 problem instances.
The results show, as predicted by Theorems 9 and 10, that SSC
and TSC, indeed, succeed provided that d/p is sufficiently small (i.e.,
p is sufficiently large). Moreover, SSC outperforms TSC, at the cost of
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Fig. 3.1.: Running times and clustering error for clustering synthetic data as a
function of p.

larger running time. Essentially no difference in clustering performance
can be noticed when comparing the GRP with the FRP. The running
time of SSC increases significantly in p, while the running time of TSC
does not increase notably in p. Since the FRP requires O(m log m)
operations (per data point), its running time does not depend on
p. Application of the GRP, in contrast, requires O(mp) operations,
and its running time exceeds that of TSC and SSC (applied to the
projected data) for large p.

3.5.2. Clustering faces
We next evaluate the impact of dimensionality reduction on the performance of SSC and TSC applied to the problem of clustering face
images taken from the Extended Yale B data set [GBK01; LHK05],
which contains 192 × 168 pixel frontal face images of 38 individuals,
each acquired under 64 different illumination conditions (see Section
2.8.3 for the motivation for posing this problem as a subspaces clustering problem). We generate Y by first selecting uniformly at random
a subset of {1, ..., 38} of cardinality L = 2, and then collecting all
images corresponding to the selected individuals. The dimensionality-
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reduced data set is obtained by applying the (same) realization of a
random projection matrix to the points in Y. In Figure 3.2 we plot the
running times corresponding to the application of the FRP and the
GRP matrix to the data set Y, and the running times for TSC and
SSC applied to the projected data X , along with the corresponding
CEs, as a function of p. For each p, the CE and the running times
are obtained by averaging over 100 problem instances (i.e., random
subsets of {1, ..., 38} and choices of the random projection matrices).
The conclusions of this experiment are analogous to those reported
for synthetic data above.
clustering error

running time
20
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GRP, SSC
FRP, TSC
FRP, SSC

0.4

0.2

0
101

102
p

103

101

102
p

103

Fig. 3.2.: Running times and clustering error for clustering faces as a function
of p.

3.6. proofs
3.6.1. Proof of Theorem 9
The X` in Theorem 9 are obtained from the Y` by applying a matrix
Φ ∈ Rp×m satisfying (3.1) to each point in Y` , where Y` is obtained by
choosing n` points uniformly from {y ∈ S` : kyk2 = 1}. This is equiv(`)
(`)
alent to choosing the points in X` according to xj = ΦU(`) aj , j ∈
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(`)

[n` ], where the aj are i.i.d. uniform on Sd` −1 , and U(`) ∈ Rm×d` is
an orthonormal basis for the subspace S` .
The proof of Theorem 9 is based on the following generalization
of a result by Soltanolkotabi and Candès [SC12, Thm. 2.8] from
orthonormal bases V(`) to arbitrary bases V(`) for d` -dimensional
subspaces of Rp .
Theorem 11. Suppose that the elements of the sets X` in X =
X1 ∪ ... ∪ XL are obtained by choosing n` points at random according
(`)
(`)
to xj = V(`) aj , j ∈ [n` ], where the V(`) ∈ Rp×d` are deterministic
(`)

matrices of full rank, and the aj are i.i.d. uniform on Sd` −1 . Assume
that ρ` = (n` − 1)/d` ≥ ρ0 , for all `, where ρ0 is a numerical constant,
and let ρmin = min` ρ` . If
√
1
log ρmin
(`) † (k)
V V
(3.4 )
max √
≤
`,k:`6=k
64 log N
F
dk
†

−1

T

T

where V(`) = (V(`) V(`) ) V(`) is the pseudo-inverse of V(`) ,
then the graph G with adjacency matrix A obtained by applying SSC
to X has no
false connections with probability at least 1 − N −1 −
√
PL
− ρ` d`
.
`=1 n` e
Set V(`) = ΦU(`) in Theorem 11. For Φ = I (which requires p = m)
the LHS of Condition (3.4) would reduce to maxk,` : k6=` aff(Sk , S` ).
Here, however, we need to work with the projected data, and ΦU(`)
will in general not be orthonormal, which explains why we need
the generalization to bases V(`) . The columns of the matrix V(`) ∈
Rp×m (V(`) has full column rank with high probability, which follows
from (3.9) below) form a basis for the d` -dimensional subspace of Rp
containing the points in X` . The proof is now effected by showing that
randomly projecting the subspaces S` , Sk ⊆ Rm into p-dimensional
p
space does not increase their affinity by more than const. d/p with
high probability. This can be formalized by first noting that
√

T
1
V(`) V(k)
dk ∧ d`

F
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T
T
T
1
U(`) U(k) + V(`) V(k) − U(`) U(k)
F
F
dk ∧ d`
T
1
= aff(Sk , S` ) + √
U(`) (ΦT Φ − I)U(k)
(3.5)
F
dk ∧ d`
≤√

T

and then showing that the perturbation √d 1∧d U(`) (ΦT Φ−I)U(k)
k
`
F
p
does not exceed const. dmax /p, with high probability. This result is
then used to finalize the proof of Theorem 9 by establishing that (3.2)
implies (3.4) with probability at least 1 − 4e−τ . Specifically, note that
the LHS of (3.4) can be upper-bounded through
−1 (`) T (k)
†
T
1
1
√
V(`) V(k)
=√
V(`) V(`)
V
V
F
F
dk
dk

T
T
1
−1
√
≤ V(`) V(`)
V(`) V(k)
2→2 dk
F

(`) T (`) −1


V
V
T
T
2→2
√
U(`) U(k) + U(`) (ΦT Φ − I)U(k)
≤
F
F
dk



T
T
−1
≤ V(`) V(`)
aff(Sk , S` ) + U(`) (ΦT Φ − I)U(k)
2→2

2→2

1
(aff(Sk , S` ) + δ)
≤
1−δ
√
65
log ρmin
≤
(aff(Sk , S` ) + δ) ≤
64
64 log N

(3.6)
(3.7)

where (3.6) holds with
s
δ :=

28dmax + 8 log L + 2τ
3c̃p

with probability at least 1 − 4e−τ /2 . This follows from


−1
T
1
P max V(`) V(`)
≥
≤ 2e−τ /2
`
1−δ
2→2

(3.8)

(3.9)

and

T
P max U(`) (ΦT Φ − I)U(k)
`6=k
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≥ δ ≤ 2e−τ /2 .
2→2

(3.10)
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Note that (3.6) is the formal version of (3.5). Moreover,√for (3.7) we
log ρ
used (3.2) twice (note that since aff(Sk , S` ) ≥ 0 and log Nmin ≤ 1,
1
(3.2) implies δ ≤ 1/65, i.e., 1−δ
≤ 65
64 ).
It is left to prove (3.9) and (3.10) used above to obtain (3.6). For the
special case of a Gaussian random matrix Φ, these probability bounds
can be obtained using standard results on the extremal singular values
of Gaussian random matrices. For the general case of Φ satisfying
(3.1), these probability bounds rely on the following result, which is
based on a covering argument.
Theorem 12 ([FR13, Thm. 9.9, Rem. 9.10]). Suppose the random
matrix Φ ∈ Rp×m satisfies for all t > 0 and for all x ∈ Rm Eq. (3.1),
i.e.,
h
i
2
2
2
2
P kΦxk2 − kxk2 ≥ tkxk2 ≤ 2e−c̃t p
where c̃ is a constant. Then, for an orthonormal matrix U ∈ Rm×d
and t > 0, we have that
s
"
#
t2
14d + 2t2
T T
P U Φ ΦU − I 2→2 ≥
≤ 2e− 2 .
3c̃p

Proof of (3.9): By a union bound,



1
(`) T (`) −1
P max V
V
≥
`
1−δ
2→2

L
X
−1
T
≤
P
V(`) V(`)
2→2

`=1
T

Note that V(`) V(`) −I
of V
(V
q

(`) T

(`) T

V

V

≥

2→2


1
.
1−δ

(3.11)

≤ δ implies that the smallest eigenvalue

(`)

is bounded from below by 1 − δ which
q implies that
28dmax +2t2
1
)
≤ 1−δ . Therefore with δ =
≥
3c̃p
2→2

(`) −1

14d` +2t2
, t2
3c̃p


P

= 4 log L + τ Theorem 12 (with U = U(`) ) yields

−1
T
1
V(`) V(`)
≥
≤ 2e−2 log L−τ /2 = 2L−2 e−τ /2
1−δ
2→2
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which applied on (3.11) establishes (3.9), as desired.
Proof of (3.10): By a union bound,


T
P max U(`) (ΦT Φ − I)U(k)
≥β
`6=k
2→2
X h
T
≤
P U(`) (ΦT Φ − I)U(k)

i
≥β .

(3.12)

2→2

`6=k

We next upper bound the probability in the RHS above. To this
˜
end, let Ũ ∈ Rp×d be an orthonormal basis for the span of [U(`) U(k) ].
Using that ŨŨT is a projector on this span, we have ŨŨT U(`) = U(`)
and ŨŨT U(k) = U(k) . Thus
T

T

U(`) (ΦT Φ − I)U(k)

= U(`) ŨŨT (ΦT Φ − I)ŨŨT U(k)
2→2

≤ U

(`) T

2→2
T

Ũ Φ ΦŨ − I

Ũ
2→2

T

T

T

2→2

Ũ U

(k)
2→2

T

= Ũ Φ ΦŨ − I

2→2

which yields
h
T
P U(`) (ΦT Φ − I)U(k)
"

i
≥δ
2→2
s
#
28dmax + 8 log L + 2τ
T T
≤ P Ũ Φ ΦŨ − I 2→2 ≥
3c̃p


s
˜ + 8 log L + 2τ
14
d

≤ P ŨT ΦT ΦŨ − I 2→2 ≥
(3.13)
3c̃p
≤ 2e−

4 log L+τ
2

= 2L−2 e−τ /2

(3.14)

˜ and (3.14) is a
where (3.13) follows from 2dmax ≥ dk + d` ≥ d,
2
consequence of Theorem 12 (with U = Ũ) and t = 4 log L + τ .
A. Proof of Theorem 11
Theorem 11 is a generalization of a result by Soltanolkotabi and Candès [SC12, Thm. 2.8] from orthonormal bases V(`) for d` -dimensional
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subspaces of Rp to arbitrary bases V(`) . The proof essentially follows
that of [SC12, Thm. 2.8], little changes in the argument.
Throughout the proof, we will use the following notation. AS is
the submatrix of A corresponding to the columns indexed by S.
Similarly, cS is the subvector of c corresponding to the indices in S.
Let X(`) ∈ Rp×n` be the matrix whose columns are the points in X` ,
and note that X(`) = U(`) A(`) , where A(`) ∈ Rd` ×n` is the matrix
(`)
with columns ai , i = 1, ..., n` . Set X = [X(1) ... X(L) ] ∈ Rp×N , and
let X−i be the matrix consisting of the columns of X without the
column xi . P(X) denotes the convex hull of {x1 , −x1 , ..., xN , −xN }
where the xi are the columns of X (i.e., the points in X ). For a convex
body P, its inradius r(P) is defined as the largest Euclidean ball
inscribed in P, and its circumradius R(P) is defined as the smallest
ball containing P. Finally, the polar set of K ⊂ Rn is defined as
K◦ = {y ∈ Rn : hx, yi ≤ 1 for all x ∈ K}.
A deterministic clustering condition: We first consider the deterministic case, where both the orientations of the subspaces as well
as the points on the subspaces are deterministic. Consider xi ∈ X` .
The main result of this paragraph is Theorem 13 stated below, which
ensures that a solution to
minimize kzk1 subject to X−i z = xi

(3.15)

z

has non-zeros corresponding to points in X` only. For convenience,
define the primal optimization problem
P (y, A) : minimize kxk1 subject to Ax = y
x

and its dual
D(y, A) : maximize hy, νi subject to AT ν
ν

∞

≤ 1.

Note that with this notation, (3.15) is equal to P (xi , X−i ). The set
of optimal solutions of P and D are denoted by optsolP (y, A) and
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optsolD(y, A), respectively. A dual point λ(y, A) is defined as a point
in optsolD(y, A) with minimal Euclidean norm.
We are now ready to state the following generalization of [SC12,
Thm. 2.5] from orthonormal bases V(`) for d` -dimensional subspaces
of Rp to arbitrary bases V(`) .
Theorem 13. Suppose that X` is obtained by choosing n` points
(`)
(`)
corresponding to S` according to xi = V(`) ai , i ∈ [n` ], where the
(`)
ai are deterministic coefficient vectors and the V(`) ∈ Rp×d` are
deterministic matrices of full column rank, and set X = X1 ∪ ... ∪ XL .
Let Λ be the matrix containing as columns the normalized dual points
(`)
(`)
(`)
(`)
(`)
(`)
λ̃(ai , A−i ) = λ(ai , A−i )/ λ(ai , A−i )k2 . If
†

(k)

max ΛT V(`) V(k) aj

k6=`,j

(`)

∞

< r(P(A−i ))

(3.16 )

(`)

then the non-zero entries of all solutions to P (xi , X−i ) correspond
to points in X` only (recall that the columns of X−i are the elements
(`)
in X \ {xi }).
Proof of Theorem 13. The proof essentially follows that of [SC12,
Thm. 2.5], little changes in the argument. The proof relies on the
following lemma.
Lemma 7 ([SC12, Lem. 7.1], [CRT06]). If there exists a vector c
obeying y = Ac with support S ⊆ T and a (dual certificate) vector ν
which satisfies
ATS ν = sgn(cS )
ATT ∩S ν

∞

ATT ν

∞

(3.17 )

≤1

(3.18 )

<1

(3.19 )

then all solutions c? to P (y, A) satisfy cT? = 0.
(`)

We will apply Lemma 7 with A = X−i and y = xi . Specifically,
(`)
(`)
we let T be the index set corresponding to the columns of X−i (X−i is
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(`)

the submatrix of X−i with columns X` \ {xi }), and show that there
(`)
exists a vector c supported on S ⊆ T that obeys xi = X−i c, and a
vector ν, which satisfy (3.17), (3.18), and (3.19). It then follows from
(`)
Lemma 7 that the non-zero entries of all solutions to P (xi , X−i )
correspond to points in X` only, as desired.
Let c be a vector which is zero on T , and whose restriction to the
(`)
(`)
index set T satisfies cT ∈ optsolP (xi , X−i ). Let S be the support
T†

(`)

(`)

(`)

of cT , and let νi = V(`) λi , where λi is a point of minimum `2 (`)
(`)
(`)
(`)
(`)
norm3 in optsolP (ai , A−i ). Observe that νi ∈ optsolD(xi , X−i ).
(`)

To see this, note that with xi
(`)

(`)

= V(`) ai , we have that

(`)

optsolD(xi , X−i )
D
E
T
T
(`)
(`) T
= {arg max ai , (V(`) ) ν subject to (A−i ) (V(`) ) ν
ν
o
n
T
(`)
(`)
= ν : λ = (V(`) ) ν, λ ∈ optsolD(ai , A−i )
⊇ V(`)

T†

(`)

≤ 1}
∞

(`)

optsolD(ai , A−i )
T†

where the last inclusion holds, since V(`) λ is the minimum norm
T
solution to λ = V(`) ν, but in general not the only solution.
Since P (y, A) is a linear program, strong duality [BV04, Sec. 5.2.3]
holds (provided that P (y, A) is feasible) and therefore the optimal
(`)
(`)
(`)
(`)
points of P (xi , X−i ) and D(xi , X−i ) are equal, i.e.,
E
D
(`)
(`)
kcT k1 = xi , νi
.

(3.20)
(`)

(`)

Since cT , supported on S, is a solution to P (xi , X−i ) we have
(`)

xi

(`)

(`)

= X−i cT = (X−i )S cS , and (3.20) becomes


D
E 
(`)
(`)
(`) T (`)
hcS , sgn(cS )i = (X−i )S cS , νi
= cS , (X−i )S νi
.
3 In

(`)

fact, we may take λi

(`)

(3.21)

(`)

as an arbitrary point in optsolP (ai , A−i ).
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(`)

Since νi

(`)

(`)

∈ optsolD(xi , X−i ) we have
(`) T

(`)

≤1

(X−i )S νi

(3.22)

∞

and
(`) T

(`)

(X−i )T \S νi

≤ 1.

(3.23)

∞

Combining (3.21) and (3.22), it follows that
(`) T

(`)

(X−i )S νi

= sgn(cS )

and hence (3.17) is satisfied, as desired. According to (3.23), (3.18) is
satisfied as well.
It remains to verify (3.19), which in our notation becomes
D
E
(k)
(`)
xj , νi
< 1, for all k 6= `, j ∈ [nk ].
(3.24)
(`)

With νi

= V(`)

T†

*

T
(k)
xj , V(`)

Using that (V(`)
equivalent to
(`) T

λi

(`)
λi

(`)

λi , by definition, (3.24) becomes

†

T†

(`)
λi

(`)
λi

2
†

†

(k)

2

It follows from

1

<

, for all k 6= `, j ∈ [nk ].
2
(k)

(k)

)T = V(`) , and xj

V(`) V(k) aj
(`)
λi

+

(`)

λi

∈

<

1

, for all k 6= `, j ∈ [nk ].

(`)
λi

2

(`)
(`)
optsolP (ai , A−i )
(`)

(`)

(A−i )T λi
(`)

= V(k) aj , the former is

∞

(by definition), that

≤1

(`)

which in turn implies that λi ∈ P ◦ (A−i ) where
o
n
(`)
(`)
≤1
P ◦ (A−i ) = z : (A−i )T z
∞
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(`)

(`)

is the polar of P(A−i ) (recall that P(A−i ) is the convex hull of ±
(`)

the columns in A−i ). Using that the inradius and circumradius of a
symmetric4 convex body are related as [GK92, Thm. 1.2],
r(P)R(P ◦ ) = 1
we obtain
(`)

λi

(`)

2

≤ R(P ◦ (A−i )) =

1
(`)

.

(3.26)

r(P(A−i ))

By (3.26), (3.25) holds if
(`) T

λi

(`)
λi

†

(k)

V(`) V(k) aj

(`)

< r(P(A−i )), for all k 6= `, j ∈ [nk ]

2

which is implied by (3.16). It follows that (3.19) is satisfied, which
concludes the proof.
Proof of Theorem 11: Theorem 11 follows from Theorem 13 by
establishing that (3.16) holds with large probability for all paris (`, i)
(`)
with ` ∈ [L], i ∈ [n` ] (recall that in Theorem 11 the ai are i.i.d. unid` −1
(`)
p×d`
form on S
, and the V ∈ R
are deterministic matrices of
full rank).
By a union bound,
P[(3.16) is violated for any pair (`, i)]

X 
†
(k)
(`)
P max ΛT V(`) V(k) aj
≥ r(P(A−i ))
≤
(`,i)

k6=`,j

∞


X  √log ρ`
(`)
√
≤
P
≥ r(P(A−i ))
4 d`
(`,i)

†
†
16 log N
(k)
+ P max ΛT V(`) V(k) aj
≥ √
V(`) V(k)
k6=`,j
∞
d` dk
L
X
√
≤ N −1 +
n` e− ρ` d` .


(3.27)
F

(3.28)

`=1
4A

convex body P is called symmetric if x ∈ P if and only if −x ∈ P.
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where (3.27) follows from
†
16 log N
√
V(`) V(k)
d` dk

√
≤
F

log ρ`
√
,
4 d`

for all `, k : k 6= `

which is implied by (3.4). To obtain (3.28) we used
√

√
log ρ`
(`)
√
P
≥ r(P(A−i )) ≤ e− ρ` d`
4 d`
and

†
(k)
P max ΛT V(`) V(k) aj
k6=`,j

∞

†
16 log N
V(`) V(k)
≥ √
d` dk

(3.29)



≤ N −2 .

F

(3.30)
established next.
The upper-bound (3.29) is an application of [SC12, Lem. 7.5], and
uses the assumption (n` − 1)/d` = ρ` ≥ ρ0 .
Finally, (3.30) follows from a union bound and


16 log N
T (`) † (k) (k)
(`) † (k)
P Λ V V aj
≥ √
V V
∞
F
d` dk
≤ (n` + 1)e−4 log N ≤ N −3 (3.31)
which is a consequence of Lemma 8 below. To see this, note that the
(`)
(`)
(`)
normalized dual point5 λ̃i = λi / λi k2 is distributed uniformly
on the unit sphere, as shown in [SC12, Sec. 7.2.2 Proof of Step 2].
Lemma 8 (Extracted from the proof of Lemma 7.5 in [SC12]). Let
the columns of Λ ∈ Rd1 ×n1 be uniform on Sd1 −1 , let a be uniform on
Sd2 −1 , and let B ∈ Rd1 ×d2 . Then, for any c ≥ 12,


c
c
kBkF ≤ (n1 + 1)e− 4 .
P ΛT Ba ∞ ≥ √
d1 d2
5 It

(`)

(`)

follows from the ai being uniform on the unit sphere, that λi
defined with probability one.
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Proof of Lemma 8. By (2.52), we have for b > 0,




kBkF
b2
T
P Λ Ba ∞ ≥ √
kBkF ≤ P kBak2 ≥ b √
d1 d2
d2


n1
X
kBak
P |λTi Ba| ≥ b √ 2 . (3.32)
+
d1
i=1
We next upper bound the probabilities in (3.32). From [SC12, Proof
of Lem. 7.5], for b > 3.4,


(b−1)2
kBk
b2
P kBak2 ≥ b √ F ≤ e− 2 ≤ e− 4 .
d2
Conditioned on a, for any b > 2,


kBak
b2
b2
P |λTi Ba| ≥ b √ 2 ≤ 2e− 2 ≤ e− 4
d1
the result now follows by inserting the upper bounds above in (3.32)
and setting c = b2 .

3.6.2. Proof of Theorem 10
The proof follows closely that of Theorem 4 in Section 2.9.4. As in
the proof of Theorem 4 and Lemma 1, we show that G has no false
(`)
connections by establishing that for each xi ∈ X` the associated set
Si corresponds to points in X` only. Again, this is accomplished by
showing that
(`)

(k)

z(n` −q) > max zj
k6=`,j

(k)

where zj

=

(k)

(`)

xj , xi

(3.33)

. Next, we upper-bound the probability
(`)

of (3.33) being violated. A union bound over all N vectors xi , i ∈
[n` ], ` ∈ [L], will, as before, yieldD the final Eresult.
(k)
(`)
(k)
(k)
(k)
We start by setting z̃j := yj , yi
, where yj = U(k) aj
are the data points in the high-dimensional space Rm , and noting
that
D
E
D
E
(k)
(k)
(`)
(k)
(`)
(k)
zj = xj , xi
= yj , yi
+ ej
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with
(k)

ej

D
E D
E
:= Φyj(k) , Φyi(`) − yj(k) , yi(`)
D
E D
E
T
(k)
(`)
(k)
(`)
= (ΦT Φ − I)yj , yi
= U(`) (ΦT Φ − I)U(k) aj , ai
.

The proof follows closely the arguments in Section 2.9.4. First, the
probability of (3.33) being violated can be upper-bounded by (cf.
(2.40))




2
(`)
(k)
(`)
√
P z(n` −q) ≤ max zj
≤ P z̃(n` −q) ≤
k6=`,j
3 d`


i
h
X
(k)
(k)
≥  (3.34)
+ P max z̃j ≥ α +
P ej
k6=`,j

(j,k)6=(i,`)

where we assumed that α + 2 ≤ 3√2d , with
`
√
√
T
6 log N 4 log N
1
√
α :=
max √
U(k) U(`)
k6
=
`
F
d`
dk
√
q
6 log N
28dmax +8 log L+8 log N
and  = √d δ, with δ =
. Resolving this
3c̃p
`
assumption leads to
T
1
max √
U(k) U(`)
k6=`
d`

2
1
√
δ≤
+ √
F
4 log N
3 · 4 6 log N
√
which is implied by (3.3) (using that 28dmax + 8 log L + 8 log N
√
/(4 log N ) ≤ 44dmax /4).
(k)
We next show that the distortion ej caused by the random projection is small, analogously to the proof of Theorem 9, by using that
T
the perturbation √d 1∧d U(`) (ΦT Φ − I)U(k)
does not exceed
k
`
F
p
const. dmax /p. Specifically, note that


h
i
X
(k)
(`) T
T
(k)
(Φ Φ − I)U
≥δ
P ej ≥  ≤ P max U
`6=k

(j,k)6=(i,`)

+
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2→2

√

T
6 log N
(k)
(k)
P ej ≥ √
U(`) (ΦT Φ − I)U(k) aj
d
`
(j,k)6=(i,`)



X

2

3.6. proofs
≤ 2e−τ /2 + N 2e−

6 log N
2

=

4
N2

(3.35)

where we used (3.10) with τ = 4 log N and Proposition 1 with β =
√
6 log N .
Using the assumption n` ≥ 6q, the first two probabilities in (3.34)
are upper-bounded according to Steps 1 and 2 in Section 2.9.4 by
e−c(n` −1) and 3N −2 , respectively, where c > 1/20 is a numerical constant. With (3.35) we thus get that (3.33) is violated with probability
at most e−c(n` −1) + N72 . Taking the union bound over all vectors
(`)
xi , i ∈ [n` ], ` ∈ [L], yields the desired lower bound on G having no
false connections.
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chapter 4

Identification of sparse linear operators

In this chapter, we consider the problem of identifying a linear operator that can be represented as a continuous weighted superposition
of time-frequency shift operators (cf. (1.1)). Here is a brief outline
of the chapter. In Section 4.1, we formally state the problem considered, and introduce our notion of identifiability. Section 4.2 contains
identifiability results with the corresponding proofs given in Sections
4.4 and 4.6. In Section 4.3 we present generalizations of our results
to operators with multiple inputs and outputs. In Sections 4.5 and
4.6, we present identifiability algorithms along with corresponding
performance guarantees. In Section 4.7, we consider identification
under a bandwidth-constraint on the probing signal and under limited
observation time of the operator’s corresponding response. Section 4.8
summarizes related previous work, and Section 4.9 contains numerical
results.

4.1. problem statement
Given the normed linear spaces X and Y , we consider linear operators
H : X → Y that can be represented as a weighted superposition of
translation operators Tτ , with (Tτ x)(t) := x(t − τ ), x ∈ X, and modulation operators Mν , with (Mν x)(t) := ej2πνt x(t), x ∈ X, according
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to

Z Z
(Hx)(t) :=

sH (τ, ν)(Mν Tτ x)(t)dν dτ
τ

(4.1)

ν

with sH ∈ S, where S is a normed linear space. This is a rather
general setup, since according to [Gro01, Thm. 14.3.5], a large class of
continuous (and hence bounded) linear operators can be represented
as in (4.1). For the theory to be mathematically precise, we need
to consider suitable triplets of spaces (X, Y, S) inducing a space of
operators H = H(X, Y, S). The triplets (X, Y, S) have to be chosen
to “match”; specifically, S may have to satisfy certain regularity
conditions, depending on the choice of X, for (4.1) to be well-defined.
For example, if X = Y is a Hilbert space and S = L2 (R2 ), then H
is the set of Hilbert-Schmidt operators [Gro01, p. 331, A.8]. Since
our identifiability proof relies on the use of Dirac delta functions as
probing signals, we need to choose X such that it contains generalized
functions. A corresponding valid choice is the following [PW06a]: Let
S and X be Feichtinger’s Banach algebra S0 (R2 ) [FZ98] and its dual
S00 (R), respectively, and Y = L2 (R). The corresponding space H is
equipped with the Hilbert-Schmidt norm
Z Z
1/2
2
kHkH = ksH kL2 =
|sH (τ, ν)| dνdτ
.
(4.2)
τ

ν

Another valid triplet is obtained by setting X = S00 (R), Y = S00 (R),
and S = S00 (R2 ), see [PW06b; Pfa13]. In this case both X and S
contain generalized functions, in particular Dirac delta functions;
however, the norm of the corresponding space H takes on a more
complicated form than (4.2). The norm the space H is equipped
with determines the definition of identifiability. While our results,
including the identification algorithms, hold true for the setup (X =
S00 (R), Y = S00 (R), S = S00 (R2 )), to keep the exposition simple, we
will work with the triplet (X = S00 (R), Y = L2 (R), S = S0 (R2 ))
and the corresponding norm (4.2). We refer the interested reader
to [KP05; PW06a; PW06b; Pfa13] for a detailed description of the
rigorous mathematical setup required for the choice (X = S00 (R), Y =
S00 (R), S = S00 (R2 )).
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4.1.1. Restrictions on the spreading function
Following [Kai62; Bel69; KP05; PW06a] we consider spreading functions with compact support. This assumption is not critical and can
be justified, e.g., in wireless and in underwater acoustic communication channels as follows. The extent of the spreading function in
τ (ν)-direction is determined by the maximum delay (Doppler shift)
induced by the channel. The maximum Doppler shift will be limited as
the velocity of objects in the propagation channel and/or the velocity
of transmitter and receiver is limited. While the maximum delay
induced by scattering objects in the channel can, in principle, be
arbitrarily large, contributions corresponding to large enough delay
will be sufficiently small to be treated as additive noise, thanks to
path loss [TV05]. While we do not present analytical results for the
noisy case, the impact of noise on the performance of our identification
algorithms is assessed numerically in Section 4.9.
Following [KP05; PW06a] we, moreover, restrict ourselves to spreading functions with support regions of the form

[ 
m 
MΓ :=
U + kT,
⊆ [0, τmax ) × [0, νmax )
(4.3)
TL
(k,m) ∈ Γ

where U := [0, T ) × [0, 1/(T L)) is a “cell” in the (τ, ν)-plane and L ∈
N+ and T ∈ R+ are parameters whose role will become clear shortly.
The set of “active cells” is specified by Γ ⊆ Σ := {(0, 0), (0, 1), ..., (L −
1, L − 1)}. Since τmax = T L and νmax = 1/T , it follows that, choosing
L and T accordingly, τmax and νmax can be arbitrarily large; the
spreading function can hence be supported on an arbitrarily large,
but finite, region. We denote the area of MΓ as A(MΓ ) and note that
A(MΓ ) = |Γ|A(U ) = |Γ|/L.
A general, possibly fragmented, support region of the spreading
function can be approximated arbitrarily well by covering it with
rectangles U (see Figure 4.1), as in (4.3), with T and L chosen
suitably. Note that L determines how fine this approximation is,
since A(U ) = 1/L, while T controls the ratio of width to height of
U . Characterizing the identifiability of operators whose spreading
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function support region is not compact, but has finite area, e.g.,
supp(sH ) ⊆ {(τ, ν) : 0 ≤ ν ≤ ∞, 0 ≤ τ ≤ e−ν }, is an open problem
[Pfa12].

ν

1
T

1
TL

T

τ

TL

Fig. 4.1.: Approximation of a general spreading function support region.

4.1.2. Identifiability
Let us next define the notion of identifiability of a set of operators
Q ⊆ H. The set Q is said to be identifiable, if there exists a probing
signal x ∈ X such that for each operator H ∈ Q, the action of the
operator on the probing signal, Hx, uniquely determines H. More
formally, we say that Q is identifiable if there exists an x ∈ X such
that
H1 x = H2 x =⇒ H1 = H2 , ∀ H1 , H2 ∈ Q.
(4.4)
Identifiability is hence equivalent to invertibility of the mapping
Tx : Q → Y : H 7→ Hx

(4.5)

induced by the probing signal x. In practice, invertibility alone is not
sufficient as we want to recover H from Hx in a numerically stable
fashion, i.e., we want small errors in Hx to result in small errors in
the identified operator. This requirement implies that the inverse of
the mapping (4.5) must be continuous (and hence bounded), which
finally motivates the following definition of (stable) identifiability,
used in the remainder of the chapter.
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Definition 2. We say that x identifies Q if there exist constants
0 < α ≤ β < ∞ such that for all pairs H1 , H2 ∈ Q,
αkH1 − H2 kH ≤ kH1 x − H2 xk ≤ βkH1 − H2 kH .

(4.6 )

Furthermore, we say that Q is identifiable, if there exists an x ∈ X
such that x identifies Q.
In [KP05] the identification of operators of the form (4.1) under
the assumption of the spreading function support region being known
prior to identification is considered. The set Q in [KP05] therefore
consists of operators with spreading function supported on a given
region MΓ , (i.e., supp(sH ) ⊆ MΓ for all H ∈ Q), which renders Q
a linear subspace of H so that (H1 − H2 ) ∈ Q, for all H1 , H2 ∈ Q.
Hence Definition 2 above is equivalent to the following: x identifies
Q if there exist constants 0 < α ≤ β < ∞ such that for all H ∈ Q,
αkHkH ≤ kHxk ≤ βkHkH , which is the identifiability condition put
forward in [KP05]. Not knowing the spreading function’s support
region prior to identification will require consideration of sets Q that
are not linear subspaces of H, which makes the slightly more general
Definition 2 necessary. As detailed in Section 4.10.1, the lower bound
in (4.6) guarantees that the inverse of Tx in (4.5) exists and is bounded
and hence continuous, as desired. The ratio β/α quantifies the noise
sensitivity of the identification process. Specifically, suppose that x
identifies Q, but the measurement H1 x, H1 ∈ Q, is corrupted by
additive noise. Concretely, assume that instead of H1 x, we observe
H1 x + w, where w ∈ Y is bounded, i.e., kwk < ∞. Now assume
that H2 ∈ Q is consistent with the noisy observation H1 x + w, i.e.,
H1 x + w = H2 x. We would like the error in the identified operator,
i.e., kH1 − H2 kH , to be proportional to kwk. The lower bound in
(4.6) guarantees that this is, indeed, the case as
kH1 − H2 kH ≤

1
1
kH1 x − H2 xk = kwk.
α
α

(4.7)

Since α ≤ β, it follows from (4.7) that β/α = 1 is optimal in terms of
noise sensitivity. We can also conclude from (4.7) that larger α leads
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to smaller noise sensitivity. Increased α, however, simply amounts to
increased power of the probing signal. This can be seen as follows.
Suppose we found an x1 that identifies Q with constants α, β in (4.6).
Then, c x1 with c ∈ R identifies Q with constants |c|α, |c|β. Choosing
|c| large will therefore lead to small noise sensitivity.

4.2. identifiability conditions
We are now ready to define the set of operators with spreading function
supported on a given region MΓ (with MΓ as defined in (4.3)):
HMΓ := {H ∈ H : supp(sH ) ⊆ MΓ }.

(4.8)

Kailath [Kai62] and Kozek and Pfander [KP05] considered the case
where MΓ is a (single) rectangle, and Bello [Bel69] and Pfander
and Walnut [PW06a] analyzed the case where MΓ is allowed to be
fragmented and spread over the (τ, ν)-plane. In both cases the support
region MΓ is assumed to be known prior to identification. We start
by recalling the key result in [PW06a], which subsumes the results in
[Kai62; Bel69], and [KP05].
Theorem 14 ([PW06a]). Let MΓ be given. The set of operators HMΓ
is identifiable if and only if A(MΓ ) ≤ 1.
As mentioned earlier, knowing the support region MΓ prior to
identification is very restrictive and often impossible to realize in
practice. It is therefore natural to ask what kind of identifiability
results one can get when this assumption is dropped. Concretely, this
question can be addressed by considering the set of operators
[
X (∆) :=
HMΓ
MΓ : A(MΓ )≤∆

which consists of all sets HMΓ such that A(MΓ ) ≤ ∆.
Our main identifiability results are stated in the two theorems
below, which are proven in Section 4.4 and 4.6, respectively.
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Theorem 15. The set of operators X (∆) is identifiable if and only
if ∆ ≤ 1/2.
The main implication of Theorem 15 is that the penalty for not
knowing the spreading function’s support region prior to identification
is a factor-of-two in the area of the spreading function. The origin of
this factor-of-two penalty can be elucidated as follows. For operators
H1 , H2 with spreading function supported on MΓ , i.e., H1 , H2 ∈ HMΓ ,
we have (H1 − H2 ) ∈ HMΓ , i.e., HMΓ is a linear subspace of H. In
the case of unknown spreading function support region we have to
deal with the (much larger) set X (∆), consisting of all sets HMΓ with
A(MΓ ) ≤ ∆. It is readily seen that X (∆) is not a linear subspace of
H. Simply take H1 , H2 ∈ X (∆) such that the support regions of sH1
and sH2 both have area ∆ and are disjoint. While (H1 − H2 ) ∈
/ X (∆),
we do, however, have that H1 − H2 ∈ X (2∆). This observation lies at
the heart of the factor-of-two penalty in ∆ as quantified by Theorem
15.
We can eliminate this penalty by relaxing the identification requirement to apply to “almost all” H ∈ X (∆) instead of “all” H ∈ X (∆).
To be specific, we consider identifiability of a subset Y(∆) ⊂ X (∆),
containing “almost all” H ∈ X (∆). The set Y(∆) is obtained as
follows. First, set

m  j2π(f + TmL )t
sk,m (t, f ) := sH t + kT, f +
e
(4.9)
TL
for (k, m) ∈ Γ, (t, f ) ∈ U , and then define
Y(∆) := {H ∈ X (∆) :
{sk,m (t, f ), (k, m) ∈ Γ} are linearly independent on U }.
The motivation for this specific definition of the set Y(∆) will become
clear in Section 4.6. At this point, it is only important to note that
the condition on the sk,m (t, f ) in the definition of Y(∆) allows to
eliminate the factor-of-two penalty in ∆.
Theorem 16. The set of operators Y(∆) is identifiable if ∆ < 1.
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In order to demonstrate that “almost all” H ∈ X (∆) are in Y(∆),
PP
(k,m)
suppose that1 sk,m (t, f ) = p=1 cp
gp (t, f ), where {gp (t, f ), p =
(k,m)

1, ..., P } is a set of functions orthogonal on U and the cp
are drawn
independently from a continuous distribution. Then, the sk,m (t, f )
will be linearly independent on U with probability one [EP73], if
P ≥ L. Finally, note that the operator H with spreading function

m
m
sH t + kT, f +
= e−j2π T L t ,
TL

(k, m) ∈ Γ

where Γ satisfies |Γ|/L ≤ ∆, is an example of an operator that is in
X (∆) but not in Y(∆).
Putting things together, we have shown that “almost all” operators
H ∈ X (∆) can be identified if ∆ < 1. This result is surprising as it
says that there is no penalty for not knowing the spreading function’s
support region prior to identification, provided that one is content
with a recovery guarantee for “almost all” operators.
The factor-of-two penalty in Theorem 15 has the same roots as the
factor-of-two penalty in sparse signal recovery [DE03], in the recovery
of sparsely corrupted signals [SKPB12], in the recovery of signals that
lie in a union of subspaces [LD08], and, most pertinently, in spectrumblind sampling as put forward by Feng and Bresler [FB96]; Feng
[Fen97]; Bresler [Bre08] and Mishali and Eldar [ME09]. We hasten to
add that Theorem 16 is inspired by the insight that—in the context of
spectrum-blind sampling—the factor-of-two penalty in sampling rate
can be eliminated by relaxing the recovery requirement to “almost
all” signals [FB96; Bre08]. Despite the conceptual similarity of the
statement in Theorem 16 above and the result in [FB96; Bre08], the
technical specifics are vastly different, as we shall see later.

1 Note that every H ∈ X (∆) can be represented by an expansion of the corresponding sk,m (t, f ) into a set of orthonormal functions.
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4.3. generalizations to multiple
inputs and multiple outputs
Theorems 15 and 16 can easily be extended to operators with multiple
inputs (and single output), i.e., operators whose response to the
T
vector-valued signal x(t) = [x0 (t), ..., xM −1 (t)] is given by
(Hx)(t) =

M
−1 Z
X
i=0

τ

Z

sHi (τ, ν)xi (t − τ )ej2πνt dνdτ

(4.10)

ν

where sHi (τ, ν) is the spreading function corresponding to the (singleinput) operator between input i and the output. For the case where
the support regions of all spreading functions sHi are known prior
to identification, it was shown in [Pfa08] that the operator H is
PM −1
identifiable if and only if i=0 A(supp(sHi )) ≤ 1.
When the support regions are unknown, an extension of Theorem
PM −1
15 shows that H is identifiable if and only if i=0 A(supp(sHi )) ≤
1/2. This extension (i.e., Theorem 21), its proof and the setup
necessary to state the result are detailed in Section 4.11. If one
asks for identifiability of “almost all” operators only, the condition
PM −1
PM −1
i=0 A(supp(sHi )) ≤ 1/2 is replaced by
i=0 A(supp(sHi )) < 1.
Finally, we note that these results carry over to the case of operators
with multiple inputs and multiple outputs (MIMO). Specifically, a
MIMO channel is identifiable if each of its multiple inputs single
output (MISO) subchannels is identifiable, see [Pfa08] for the case of
known support regions.

4.4. proof of theorem 15
4.4.1. Necessity
To prove necessity in Theorem 15, we start by stating an equivalence
condition on the identifiability of X (∆). This condition is often easier
to verify than the condition in Definition 2, and is inspired by a
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related result on sampling of signals in unions of subspaces [LD08,
Prop. 2].
Lemma 9. x identifies X (∆) if and only if it identifies all sets
HMΦ ∪MΘ := {H : H = H1 − H2 , H1 ∈ HMΦ , H2 ∈ HMΘ }
with A(MΦ ) ≤ ∆ and A(MΘ ) ≤ ∆, where Φ, Θ ⊆ Σ.
Proof. First, note that the set of differences of operators in X (∆) can
equivalently be expressed as
{H : H = H1 − H2 , H1 , H2 ∈ X (∆)}
[
=

HMΦ ∪MΘ .

(4.11)

MΦ ,MΘ : A(MΦ ),A(MΘ )≤∆

From Definition 2 it now follows that x identifies X (∆) if there exist
constants 0 < α ≤ β < ∞ such that for all
[
H∈
HMΦ ∪MΘ
MΦ ,MΘ : A(MΦ ),A(MΘ )≤∆

we have
αkHkH ≤ kHxk ≤ βkHkH .

(4.12)

Next, note that for H1 , H2 ∈ HMΦ ∪MΘ , we have that H1 − H2 ∈
HMΦ ∪MΘ . We can therefore conclude that (4.12) is equivalent to
αkH1 − H2 kH ≤ kH1 x − H2 xk ≤ βkH1 − H2 kH

(4.13)

for all H1 , H2 ∈ HMΦ ∪MΘ , and for all MΦ and MΘ with A(MΦ ),
A(MΘ ) ≤ ∆. Recognizing that (4.13) is nothing but saying that x
identifies HMΦ ∪MΘ for all MΦ and MΘ with A(MΦ ), A(MΘ ) ≤ ∆,
the proof is concluded.
Necessity in Theorem 15 now follows by choosing MΦ , MΘ such that
MΦ ∩MΘ = ∅ and A(MΦ ) = A(MΘ ) = ∆ > 1/2. This implies A(MΦ ∪
MΘ ) > 1 and hence application of Theorem 14 to the corresponding
set HMΦ ∪MΘ establishes that HMΦ ∪MΘ is not identifiable. By Lemma
9 this then implies that X (∆) is not identifiable.
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4.4.2. Sufficiency
We provide a constructive proof of sufficiency by finding a probing
signal x that identifies X (∆), and showing how sH can be obtained
from Hx. Concretely, we take x to be a weighted T L-periodic train
of Dirac impulses
x(t) =

X

ck δ(t + kT ),

ck = ck+L , ∀k ∈ Z.

(4.14)

k∈Z
T

The specific choice of the coefficients c = [c0 , ..., cL−1 ] will be discussed later.
Kailath [Kai62] and Kozek and Pfander [KP05] used an unweighted
train of Dirac impulses as probing signal to prove that LTV systems
with spreading function compactly supported on a rectangle (known
prior to identification) of area ∆ ≤ 1 are identifiable. Pfander and
Walnut [PW06a] used the probing signal (4.14) to prove the result
reviewed as Theorem 14 in this chapter. Using a weighted train of
Dirac impulses will turn out crucial in the case of unknown spreading
function support region, as considered here. It was shown recently
[KP12, Thm. 2.5] that identification in the case of known support
region, i.e., for HMΓ , is possible only with probing signals that decay
neither in time nor in frequency, making Dirac trains a natural choice.
The main idea of our proof is to i) reduce the identification problem
to that of solving a continuously indexed linear system (of L equations
in L2 unknowns), and ii) based on Lemma 9 to show that the solution
of this underdetermined linear system of equations is unique whenever
∆ ≤ 1/2, provided that c is chosen appropriately.
We start by computing the response of H to x(t) in (4.14). From
(4.1) we get
y(t) = (Hx)(t) =

X
k∈Z

Z
ck

sH (t + kT, ν)ej2πνt dν.

(4.15)

ν

Next, we use the Zak transform [Jan88] to turn (4.15) into a continuously indexed linear system of equations as described in Step i) above.
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The Zak transform (with parameter T L) of the signal y(t) is defined
as
X
Zy (t, f ) :=
y(t − mT L)ej2πmT Lf
m∈Z

for (t, f ) ∈ [0, T L) × [0, 1/(T L)), and satisfies the following (quasi-)
periodicity properties
Zy (t + T L, f ) = ej2πT Lf Zy (t, f ),
Zy (t, f + 1/(T L)) = Zy (t, f ).
It is therefore sufficient to consider Zy (t, f ) on the fundamental
rectangle [0, T L) × [0, 1/(T L)). The Zak transform is an isometry, i.e.,
it satisfies
Z T LZ 1/(T L)
2
TL
|Zy (t, f )|2 = kyk .
(4.16)
0

0

The Zak transform of y(t) in (4.15) is given by
Zy (t, f ) =
X Z
=
ck sH (t − mT L + kT, ν)ej2πν(t−mT L) dν ej2πmT Lf
k,m∈Z

=

X

ν

Z

ck0 sH (t + k 0 T, ν)ej2πνt

k0 ∈Z

ν

X

e−j2π(ν−f )mT L dν

X Z
1 X  
m 
= ck sH (t + kT, ν)ej2πνt
δ ν− f +
dν
TL
TL
ν
m∈Z
k∈Z
X ck X 
m  j2πt(f + TmL )
=
sH t + kT, f +
e
TL
TL
k∈Z

(4.17)

m∈Z

(4.18)
(4.19)

m∈Z

where we used the substitution k 0 = k−mL in (4.17) and (4.18)
follows

P
P
from m∈Z e−j2π(ν−f )mT L = T1L m∈Z δ ν − f + TmL . Next, we
split the fundamental rectangle [0, T L) × [0, 1/(T L)) into L cells U ,
where U = [0, T ) × [0, 1/(T L)) was defined in Section 4.1 in the
context of structural assumptions imposed on the spreading function.
Concretely, we substitute t = t0 + pT in (4.19), with p ∈ {0, ..., L − 1}
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and t0 ∈ [0, T ). This yields, for (t0 , f ) ∈ U and p = 0, ..., L − 1,
zp (t0 , f ) := Zy (t0 + pT, f )
(4.20)

X ck X 
0
m
m
=
sH t0 + pT + kT, f +
ej2π(t +pT )(f + T L )
TL
TL
m∈Z
k∈Z
X ck0 −p X 
m  j2π(t0 +pT )(f + TmL )
=
sH t0 + k 0 T, f +
e
TL
TL
0
k ∈Z
L−1
X

=

k=0

m∈Z

ck−p
TL

L−1
X


m  j2π(t0 +pT )(f + TmL )
sH t0 + kT, f +
e
TL
m=0

(4.21)

where (4.21) is a consequence of sH (τ, ν) = 0 for (τ, ν) ∈
/ [0, T L) ×
[0, 1/T ), by assumption. We next rewrite (4.21) in vector-matrix form.
To this end, we define the column vectors z(t, f ) and s(t, f ) according
to
[z(t, f )]p := T L zp (t, f )e−j2πpT f ,

p = 0, ..., L − 1

(4.22)

and
s(t, f ) := [s0,0 (t, f ), s0,1 (t, f )...s0,L−1 (t, f ), s1,0 (t, f )...sL−1,L−1 (t, f )]T
with sk,m (t, f ) as defined in (4.9). Since sH (τ, ν) = 0 for (τ, ν) ∈
/
[0, T L) × [0, 1/T ), the vector s(t, f ), (t, f ) ∈ U , fully characterizes the
spreading function sH (τ, ν). With these definitions (4.21) can now be
written as
z(t, f ) = Ac s(t, f ), (t, f ) ∈ U
(4.23)
with the L × L2 matrix
Ac := [Ac,0 | ... |Ac,L−1 ],

Ac,k := Cc,k FH

(4.24)

pm

where [F]p,m = e−j2π L , p, m = 0, ..., L − 1, and Cc,k is the L × L
diagonal matrix with diagonal entries {ck , ck−1 , ..., ck−L+1 } (recall
that the coefficient sequence ck is L-periodic).
Since z(t, f ) is obtained from the operator’s response to the probing
signal and s(t, f ) fully determines the spreading function sH , we can
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conclude that the identification of H has been reduced to the solution
of a continuously indexed linear system of equations. Conceptually, for
each pair (t, f ) ∈ U , we need to solve a linear system of L equations
in L2 unknowns. The proof is then completed by showing that this
continuously indexed linear system of equations has a unique solution
if ∆ ≤ 1/2. More formally, we need to relate identifiability according
to Definition 2 to solvability of the continuously indexed linear system
of equations (4.23). To this end, we first note that thanks to Lemma
9, it suffices to prove identifiability of HMΦ ∪MΘ for all pairs MΦ , MΘ
with A(MΦ ) ≤ 1/2 and A(MΘ ) ≤ 1/2. By setting MΓ = MΦ ∪ MΘ
this is equivalent to proving identifiability of HMΓ for all MΓ with
A(MΓ ) ≤ 1. For H ∈ HMΓ , by definition, sk,m (t, f ) = 0, ∀(k, m) ∈
/ Γ.
Denote the restriction of the vector s(t, f ) to the entries corresponding
to the active cells, i.e., the cells indexed by Γ, by sΓ (t, f ) and let AΓ
be the matrix containing the columns of Ac that correspond to the
index set Γ. The linear system of equations (4.23) then reduces to
z(t, f ) = AΓ sΓ (t, f ),

(t, f ) ∈ U.

(4.25)

Solvability of (4.25) can now formally be related to identifiability
through the following lemma, proven in Section 4.10.2.
Lemma 10. Let x be given by (4.14). Then, the (tightest) bounds
α, β in (4.6) for the set of operators HMΓ are given by
αΓ = √

1
1
inf kAΓ vk2 and βΓ = √
sup kAΓ vk2 . (4.26 )
T L kvk2 =1
T L kvk2 =1

The proof of sufficiency in Theorem 15 is now completed by showing
that for all MΓ with A(MΓ ) ≤ 1, HMΓ is identifiable, i.e., 0 < αΓ ≤
βΓ < ∞. By Lemma 10, βΓ < ∞ trivially, and showing that αΓ > 0
amounts to proving that AΓ has full rank for all Γ ⊆ Σ with |Γ| ≤ L,
i.e., for all MΓ such that A(MΓ ) ≤ 1. What comes to our rescue is
[LPW05, Thm. 4] which states that for almost all c, each2 L × L
2

Pfander and Walnut [PW06a] used the probing signal (4.14) to prove that, for
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submatrix of Ac has full rank. In the remainder of the chapter c is
chosen such that each L × L submatrix of Ac , indeed, has full rank.
In other words, c is chosen such that spark(Ac ) = L + 1.

4.4.3. Relation to spectrum-blind sampling
The philosophy of operator identification without prior knowledge
of the spreading function’s support region is related to the idea of
spectrum-blind sampling of multi-band signals [FB96; Fen97; LD08;
ME09]. In spectrum-blind sampling the central problem is to recover
a signal, sparsely supported on a priori unknown frequency bands,
from its samples taken at a rate that is (much) smaller than the
Shannon-Nyquist rate of the signal. The conceptual relation between
operator identification and spectrum-blind sampling is brought out by
comparing (4.23) to the recovery equation in spectrum-blind sampling,
given by [FB96; Fen97; LD08; ME09]
y(f ) = Ax(f ),

f ∈ F.

(4.27)

Here A ∈ Cm×n , with m < n, depends on the sampling pattern,
x(f ), f ∈ F, fully specifies the signal to be reconstructed, and
y(f ), f ∈ F, is obtained from the samples of the signal. Further,
F is a spectral “cell”, playing a role similar to the cell U in our setup.
It is shown in [FB96; Fen97; LD08; ME09] that the penalty for not
knowing the spectral support set is a factor-of-two in sampling rate.
The corresponding result in the present chapter is Theorem 15. It is
furthermore shown in [FB96; Bre08] that there is no penalty for not
knowing the spectral support set if one requires recovery of almost
all signals only. The corresponding result in this chapter is Theorem
16. Despite this strong structural similarity, there is a fundamental
difference between spectrum blind sampling and the system identification problem considered here. In operator identification a function
known spreading function support region, ∆ ≤ 1 is sufficient for identifiability. The
crucial difference between [PW06a] and our setup is that we need each submatrix
of L columns of Ac to have full rank, as we do not assume prior knowledge of the
support region.
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of two variables, sH (τ, ν), has to be extracted from the univariate
measurement (Hx)(t). Moreover, in spectrum-blind sampling there
is no limit on the cardinality of the spectral support set that would
parallel the ∆ ≤ 1/2 or ∆ < 1 thresholds.

4.5. recovering the spreading
function
We next present an algorithm that provably recovers all H ∈ X (∆) for
∆ ≤ 1/2 from the operator’s response Hx to the probing signal x(t)
in (4.14). The algorithm first identifies the support set of sH (τ, ν),
i.e., the index set Γ, and then solves the corresponding linear system
of equations (4.25), which, based on (4.9), yields sH (τ, ν).
Starting from (4.25), an explicit reconstruction formula for sH (τ, ν)
is straightforward to derive and is given by
L−1

X †
m
m
sH t + kT, f +
= TL
[AΓ ]l,p zp (t, f )e−j2π(pT f +(f + T L )t)
TL
p=0

(4.28)
for (k, m) ∈ Γ, (t, f ) ∈ U , where A†Γ is the pseudoinverse of AΓ and
the index l refers to the row of A†Γ corresponding to the (k, m)th cell.
We now turn our attention to the main challenge, namely support
set recovery. Formally, (4.23) is a continuously indexed linear system
of equations, whose solutions (across indices (t, f ) ∈ U ) share the
support set Γ. This problem was studied before under the name of
“infinite measurement vector problem” in [ME08] as a generalization of
the multiple measurement vector (MMV) problem [CH06], where the
reconstruction of a finite number of vectors sharing a sparsity pattern,
from a finite number of linear measurements, is considered. Starting
from the observation that the cardinality of the index set Γ is finite,
and the matrix Ac is finite-dimensional, it is perhaps not surprising
to see that the infinite measurement vector problem at hand can be
reduced to an MMV problem. Based on the recovery equation (4.27),
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this was recognized before in the context of spectrum-blind sampling
in [FB96; ME09; Bre08] and, in a more general context, in [ME08]. We
next present a general reduction method, which unifies the approaches
in [FB96; ME09; ME08; Bre08] and is based on a simplified, and, as
we believe, more accessible treatment. The discussion in Section 4.5.1
below is therefore of interest in its own right.
We assume throughout that |Γ| ≤ L; this is w.l.o.g. as |Γ| ≤ L
corresponds to ∆ ≤ 1 and we only consider the identification of
operators satisfying ∆ ≤ 1/2 or ∆ < 1. The index set Γ can be
recovered as follows:
(
minimize |Γ|
(P0)
subject to z(t, f ) = AΓ sΓ (t, f ), (t, f ) ∈ U,
where the minimization is performed over all Γ ⊆ Σ and all corresponding sΓ (t, f ) : U |Γ| → C.

4.5.1. Reduction to an MMV problem
The proof of (P0) delivering the correct solution is deferred to Section 4.5.2. We first develop a unified approach to the reduction of
the infinite measurement vector problem (P0) to an MMV problem.
We emphasize, as mentioned before, that this reduction approach
encompasses the settings in [FB96; ME09; ME08; Bre08] and hence
applies to spectrum-blind sampling, inter alia. Our approach is based
on a basis expansion of the elements of z(t, f ) and sΓ (t, f ). We
start with some definitions. Consider the linear space of functions
G
, g2 i =
R = {g(t, f∗) : U → C} equipped with the inner product hg1p
g
(t,
f
)g
(t,
f
)d(t,
f
),
g
,
g
∈
G,
and
induced
norm
kgk
=
hg, gi.
1 2
2
U 1
Let {b0 (t, f ), ..., bK−1 (t, f ) ∈ G} be a basis (not necessarily orthogonal) for the space spanned by the functions {[z(t, f )]p , p = 0, ..., L−1}
and set K = dim span{[z(t, f )]p , p = 0, ..., L − 1}. We can represent
z(t, f ) in terms of the basis elements bi (t, f ) according to
z(t, f ) = Bz b(t, f )

(4.29)
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T
where b(t, f ) := [b0 (t, f ), ..., bK−1 (t, f )] and Bz ∈ CL×K contains
the expansion coefficients of z(t, f ) in the basis {b0 (t, f ), ..., bK−1 (t, f )}.
It follows from K = dim span{[z(t, f )]p , p = 0, ..., L − 1} that Bz has
full rank K ≤ L. To see this, suppose that rank(Bz ) < K. Then, each
set of K rows of Bz is linearly dependent, i.e., for each set of rows
of Bz , indexed by say Φ, with cardinality |Φ| = K, there exists an
a ∈ CK , a 6= 0, such that

aH BΦ
z =0

(4.30)

where BΦ
z is the matrix obtained by retaining the rows of Bz indexed
by elements in Φ. Then, for each Φ with |Φ| = K, according to (4.30),
there exists an a 6= 0 such that
H
aH BΦ
z b(t, f ) = a zΦ (t, f ) = 0

where zΦ (t, f ) contains the entries of z(t, f ) corresponding to the index
set Φ. This would, however, imply dim span{[z(t, f )]p , p = 0, ..., L −
1} < K, which stands in contradiction to dim span{[z(t, f )]p , p =
0, ..., L − 1} = K.
Expanding sΓ (t, f ) in (4.25) in the basis3 {b0 (t, f ), ..., bK−1 (t, f )},
we can rewrite the constraint in (P0) as
Bz b(t, f ) = AΓ BΓ b(t, f ),

(t, f ) ∈ U

(4.31)

where BΓ ∈ C|Γ|×K contains the expansion coefficients of sΓ (t, f ) in
the basis {b0 (t, f ), ..., bK−1 (t, f )}. Since the elements of b(t, f ) form
a basis, (4.31) is equivalent to
Bz = AΓ BΓ .

(4.32)

We have therefore shown that (P0) is equivalent to
(
minimize |Γ|
f
(P0)
subject to Bz = AΓ BΓ
3 Thanks to A
Γ having full column rank, span{sk,m (t, f ) : (k, m) ∈ Γ} ⊆
span{bk (t, f ), k = 0, ..., K − 1} (cf. (4.25) and (4.29)).
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where the minimization is performed over all Γ ⊆ Σ and all corresponding BΓ ∈ C|Γ|×K . We have thus reduced (P0), which involves
f which involves only finitely
a continuum of constraints, to (P0),
f is known in the literature as the MMV probmany constraints. (P0)
lem [CH06], which is usually formulated equivalently as: minimize
kBs krow-0 subject to Bz = Ac Bs , where the constraint is over all
2
Bs ∈ CL ×K and kBs krow-0 is the number of non-zero rows of Bs .
We are now ready to explain the reduction approaches in [FB96;
Fen97; ME09; ME08; Bre08] in the general reduction framework just
introduced. We start with the method described in [FB96; Fen97;
ME09; Bre08] in the context of spectrum-blind sampling. This approach starts from a correlation matrix, which in our setup becomes
Z
Cz :=
z(t, f )zH (t, f )d(t, f ).
(4.33)
U

With (4.25) we can express Cz as
Cz = AΓ CsΓ AH
Γ

(4.34)

where CsΓ = U sΓ (t, f )sH
Γ (t, f )d(t, f ). Analogously to the results in
[Fen97, Sec. 3, Lem. 1] for signal recovery in spectrum-blind sampling,
it can be shown that (P0) is equivalent to
(
minimize |Γ|
(P0)
subject to Cz = AΓ CsΓ AH
Γ
R

where the minimization is performed over all Γ ⊆ Σ and all corresponding Hermitian CsΓ ∈ C|Γ|×|Γ| .
We next show that (P0) is equivalent to an MMV problem, and then
explain this equivalence result in our basis expansion approach. Cz
is a Hermitian matrix and can hence be decomposed as Cz = QQH
[HJ86, Thm. 4.1.5], where the K = rank(Cz ) columns of Q ∈ CL×K
are orthogonal. Analogously to [Fen97, Sec. 3, Lem. 1], [ME09, Sec.
V-C], it can now be shown that (P0) (and by induction (P0)) is
equivalent to the MMV problem
(
minimize |Γ|
(P00 )
subject to Q = AΓ GΓ
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where the minimization is performed over all Γ ⊆ Σ and all corresponding GΓ ∈ C|Γ|×K .
To see how the reduction to (P00 ) just described can be cast into
the basis expansion approach described above, let z(t, f ) = Bz b(t, f ),
where b(t, f ) is an orthonormal basis for span{[z(t, f )]p , p = 0, ..., L −
1}. By (4.33), we then have
Z

H
Cz = Bz
b(t, f )bH (t, f )d(t, f ) BH
z = Bz Bz .
U

Bz BH
z

From Cz =
= QQH it follows that there exists a unitary
matrix U such that Bz = QU, which is seen as follows. We first show
1/2
that any solution B to Cz = BBH can be written as B = Cz V,
where V is unitary [HJ86, Exercise on p. 406]. Indeed, we have
1/2 −1/2
I = C−1/2
C1/2
z
z Cz Cz

= C−1/2
BBH C−1/2
z
z
H

= (C−1/2
B)(C−1/2
B)
z
z

(4.35)

−1/2

where the last equality follows since Cz
is self adjoint, according
−1/2
to [HJ86, Thm. 7.2.6]. From (4.35) it is seen that V := Cz B is
1/2
unitary, and hence B = Cz V, with V unitary. Therefore, we have
1/2
1/2
Bz = Cz V1 and Q = Cz V2 , where V1 and V2 are unitary, and
hence Bz = QV2H V1 . As V2H V1 is unitary, we proved that there
exists a unitary matrix U such that Bz = QU. With Bz = QU, the
f is given by BΓ = GΓ U, where GΓ is the
minimization variable of (P0)
f and (P00 ) are equivalent.
minimization variable of (P00 ), hence (P0)
Another approach to reducing (P0) to an MMV problem was put
forward in [ME08, Thm. 2]. In our setting and notation the resulting
MMV problem is given by
(
minimize |Γ|
00
(P0 )
subject to W = AΓ GΓ
where the minimization is performed over all Γ ⊆ Σ and all corresponding GΓ ∈ C|Γ|×K . Here, the matrix W ∈ CL×K can be taken to
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be any matrix whose column span is equal to span{z(t, f ) : (t, f ) ∈ U }.
To explain this approach in our basis expansion framework, we start by
noting that (4.29) implies that span{z(t, f ) : (t, f ) ∈ U } = span(Bz ).
We can therefore take W to equal Bz . On the other hand, for every
W with span(W) = span{z(t, f ) : (t, f ) ∈ U }, we can find a basis
b(t, f ) such that Wb(t, f ) = z(t, f ). Choosing different matrices W
in (P000 ) therefore simply amounts to choosing different bases b(t, f ).

4.5.2. Uniqueness conditions for (P0)
We are now ready to study uniqueness conditions for (P0). Specifically,
we will find a necessary and sufficient condition for (P0) to deliver the
correct solution to the continuously indexed linear system of equations
in (4.23). This condition comes in the form of a threshold on |Γ| that
depends on the “richness” of the spreading function, specifically, on
dim span{sk,m (t, f ), (k, m) ∈ Γ}.
Theorem 17. Let z(t, f ) = AΓ sΓ (t, f ), (t, f ) ∈ U , with
dim span{sk,m (t, f ), (k, m) ∈ Γ} = K.
Then (P0) applied to z(t, f ) recovers (Γ, sΓ (t, f )) if and only if
|Γ| <

L+K
.
2

(4.36 )

Since K ≥ 1, Theorem 17 guarantees exact recovery if |Γ| ≤ L/2,
and hence by A(MΓ ) = |Γ|/L (see Section 4.1), if ∆ ≤ 1/2, which is
the recovery threshold in Theorem 15. Recovery for ∆ < 1 will be
discussed later. Sufficiency in Theorem 17 was shown in [ME08, Prop.
1] and in the context of spectrum-blind sampling in [Fen97, Sec. 3,
Thm. 3]. Necessity has not been proven formally before, but follows
directly from known results, as shown in the proof of the theorem
below.
Proof of Theorem 17. The proof is based on the equivalence of (P0)
f established in the previous section, and on the following
and (P0),
f
uniqueness condition for the MMV problem (P0).
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Proposition 2 (Chen and Huo [CH06]; Cotter, Rao, Engan, and
Kreutz-Delgado [CREK05]; Wax and Ziskind [WZ89]; Davies and
f
Eldar [DE12]). Let Bz = AΓ BΓ with rank(BΓ ) = K. Then (P0)
applied to Bz recovers (Γ, BΓ ) if and only if
|Γ| <

L+K
.
2

(4.37 )

Proof of Proposition 2. Sufficiency was proven in [WZ89, Thm. 1],
[CREK05, Lem. 1], [CH06, Thm. 2.4], necessity in [DE12, Thm. 2].
We present a different, slightly simpler, argument for necessity in
Section 4.10.3.
In Section 4.5.1, we showed that dim span{[z(t, f )]p , p = 0, ..., L −
1} = K implies rank(Bz ) = K. The converse is obtained by essentially
reversing the line of arguments used to prove this fact in Section 4.5.1.
We have therefore established that dim span{[z(t, f )]p , p = 0, ..., L −
1} = rank(Bz ). Analogously, by using the fact that BΓ contains the expansion coefficients of {sk,m (t, f ), (k, m) ∈ Γ} in the basis {b0 (t, f ), ...,
bK−1 (t, f )}, it can be shown that rank(BΓ ) = dim span{sk,m (t, f ),
f
(k, m) ∈ Γ}. It now follows, by application of Proposition 2, that (P0)
correctly recovers the support set Γ if and only if (4.36) is satisfied.
f and (P0), (P0) recovers the correct support
By equivalence of (P0)
set, provided that (4.36) is satisfied. Once Γ is known, sΓ (t, f ) is
obtained by solving (4.25).

f
4.5.3. Efficient algorithms for solving (P0)
f is NP-hard [DMA97]. Various alterSolving the MMV problem (P0)
native approaches with different performance-complexity tradeoffs
are available in the literature. MMV-variants of standard algorithms
used in single measurement sparse signal recovery, such as orthogonal
matching pursuit (OMP) and `1 -minimization (basis-pursuit) can
be found in [CH06; CREK05; Tro06b]. However, the performance
guarantees for these algorithms available in the literature fall short of
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allowing to choose |Γ| to be linear in L as is the case in the threshold
(4.36). A low-complexity algorithm that provably yields exact recovery
under the threshold in (4.36) is based on ideas developed in the context of subspace-based direction-of-arrival estimation, specifically on
the MUSIC algorithm [Sch86]. It was first recognized in the context of
spectrum-blind sampling [Fen97; Bre08] that a MUSIC-like algorithm
can be used to solve a problem of the form (P0). The algorithm
described in [Fen97; Bre08] implicitly first reduces the underlying
infinite measurement vector problem to a (finite) MMV problem.
Recently, a MUSIC-like algorithm and variants thereof were proposed
f directly. As we will see
[LBJ12] to solve the MMV problem (P0)
below, this class of algorithms imposes conditions on (Γ, BΓ ) and
will hence not guarantee recovery for all (Γ, BΓ ). We will present a
(minor) variation of the MUSIC algorithm as put forward in [Sch86],
and used in the context of spectrum blind sampling [Bre08, Alg. 1],
in Section 4.6 below.

4.6. identification for almost all
operators
For K > 1, Theorem 17 hints at a potentially significant improvement
over the worst-case threshold underlying Theorem 16 whose proof
will be presented next. The basic idea of the proof is to show that
(P0) applied to z(t, f ) = AΓ sΓ (t, f ), (t, f ) ∈ U , recovers the correct
solution if the set
{sk,m (t, f ), (k, m) ∈ Γ} is linearly independent on U .

(4.38)

Proof of Theorem 16. Condition (4.38) implies that
dim span{sk,m (t, f ), (k, m) ∈ Γ} = |Γ|.
Therefore, with K = |Γ| in Theorem 17, we get that (P0) delivers
the correct solution if |Γ| < L, i.e., if |Γ|/L = A(MΓ ) < 1, which is
guaranteed by A(MΓ ) ≤ ∆ < 1.
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We next present an algorithm that provably recovers H ∈ Y(∆)
with ∆ < 1, i.e., almost all H ∈ X (∆) with ∆ < 1. Specifically,
f (which is
this low-complexity MUSIC-like algorithm solves4 (P0)
equivalent to (P0)) and can be shown to identify the support set Γ
correctly for ∆ < 1 provided that Condition (4.38) is satisfied. The
algorithm is a minor variation of the MUSIC algorithm as put forward
in [Sch86], and used in the context of spectrum blind sampling [Bre08,
Alg. 1].
Theorem 18. The following algorithm recovers all H ∈ Y(∆), provided that ∆ < 1.
Step 1) Given the measurement z(t, f ), find a basis (not necessarily orthogonal) {b0 (t, f ), ..., bK−1 (t, f )}, for the space spanned
by {[z(t, f )]p , p = 0, ..., L − 1}, where K := dim span{[z(t, f )]p , p =
0, ..., L − 1}, and determine the coefficient matrix Bz in the expansion z(t, f ) = Bz b(t, f ).
Step 2) Compute the matrix Un of eigenvectors of Z := Bz BH
z
corresponding to the zero eigenvalues of Z.
Step 3) Identify Γ with the indices corresponding to the columns
of UH
n Ac that are equal to 0.
Remark. In the remainder of the chapter, we will refer to Steps
2) and 3) above as the MMV-MUSIC algorithm. As shown next, the
f given
MMV-MUSIC algorithm provably solves the MMV problem (P0)
that BΓ has full rank |Γ|.
Proof of Theorem 18. The proof is effected by establishing that for
∆ < 1 under Condition (4.38) the support set Γ is uniquely specified
through the indices of the columns of UH
n Ac that are equal to 0. To
see this, we first obtain from (4.32) (where AΓ and BΓ are as defined
in Section 4.5)
H
H
Z = Bz BH
z = AΓ BΓ BΓ AΓ .
| {z }

(4.39)

SΓ

4 Note that this does not contradict the fact that (P0) is NP-hard (as noted
before), since it “only” solves (P0) for almost all s(t, f ).
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Next, we perform an eigenvalue decomposition of Z in (4.39) to get

Z = Uz


 Λz
Un
0



0 UH
H
z
= Uz Λ z UH
z = AΓ SΓ AΓ
0 UH
n

(4.40)

where Uz contains the eigenvectors of Z corresponding to the nonzero eigenvalues of Z. As mentiond in Section 4.4.2, each set of
L or fewer columns of Ac is necessarily linearly independent, if c
is chosen judiciously. Hence AΓ has full rank if |Γ| ≤ L, which
is guaranteed by ∆ = |Γ|/L < 1. Thanks to Condition (4.38),
dim span{sk,m (t, f ), (k, m) ∈ Γ} = |Γ| and hence rank(BΓ ) = |Γ|
(this was shown in the proof of Theorem 17), which due to SΓ = BΓ BH
Γ
implies that rank(SΓ ) = |Γ|. Consequently, we have
H
R(AΓ ) = R(AΓ SΓ AH
Γ ) = R(Uz Λz Uz ) = R(Uz )

(4.41)

where the second equality follows from (4.40). R(Un ) is the orthogonal
complement of R(Uz ) in CL . It therefore follows from (4.41) that
H
UH
n AΓ = 0. Hence, the columns of Un Ac that correspond to indices
(k, m) ∈ Γ are equal to 0.
It remains to show that no other column of UH
n Ac is equal to 0.
This will be accomplished through proof by contradiction. Suppose
that UH
n a = 0 where a is any column of Ac corresponding to an
index pair (k 0 , m0 ) ∈
/ Γ. Since R(Un ) is the orthogonal complement
L
of R(Uz ) in C , a ∈ R(Uz ) = R(AΓ ). This would, however, mean
that the L or fewer columns of Ac corresponding to the indices
(k, m) ∈ {Γ ∪ (k 0 , m0 )} would be linearly dependent, which stands in
contradiction to the fact that each set of L or fewer columns of Ac
must be linearly independent.
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4.7. compressive system
identification and
discretization
The results presented thus far rely on probing signals of infinite
bandwidth and infinite duration. It is therefore sensible to ask whether
identification under a bandwidth-constraint on the probing signal
and under limited observation time of the operator’s corresponding
response is possible. We shall see that the answer is in the affirmative
with the important qualifier of identification being possible up to
a certain resolution limit (dictated by the time- and bandwidth
constraints). The discretization through time- and band-limitation
underlying the results in this section will involve approximations that
are, however, not conceptual.
The discussion in this section serves further purposes. First, it
will show how the setups in [BSN08; BGE11; HS09; PRT08] can be
obtained from ours through discretization induced by band-limiting
the input and time-limiting and sampling the output signal. More
importantly, we find that, depending on the resolution induced by
the discretization, the resulting recovery problem can be an MMV
problem. The recovery problem in [BSN08; BGE11; HS09; PRT08] is
a standard (i.e., single measurement) recovery problem, but multiple
measurements can improve the recovery performance significantly,
according to the recovery threshold in Theorem 17, and are crucial to
realize recovery beyond ∆ = 1/2. Second, we consider the case where
the support area of the spreading function is (possibly significantly)
below the identification threshold ∆ ≤ 1/2, and we show that this
property can be exploited to identify the system while undersampling
the response to the probing signal. In the case of channel identification,
this allows to reduce identification time, and in radar systems it leads
to increased resolution.
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4.7.1. Discretization through time- and band-limitation
Consider an operator H ∈ X (∆) and an input signal x(t) that is bandlimited to [0, B), and perform a time-limitation of the corresponding
output signal y(t) = (Hx)(t) to [0, V ). Then, the input-output relation
(4.1) becomes (for details, see Section 4.10.4)
 

1 XX
r  j2π l t
r l
(4.42)
y(t) := (Hx)(t) =
,
x t−
e V
sH
BV
B V
B
r∈Z l∈Z

for 0 ≤ t ≤ V , where
Z Z
sH (τ, ν) = BV
sH (τ 0 , ν 0 ) sinc((τ −τ 0 )B) sinc((ν −ν 0 )V )dν 0 dτ 0 .
τ 0 ν0

(4.43)
Band-limiting the input and time-limiting the corresponding output
hence leads to a discretization of the input-output relation, with
“resolution” 1/B in τ -direction and 1/V in ν-direction. It follows from
(4.43) that for a compactly supported sH (τ, ν) the corresponding
quantity sH (τ, ν) will not be compactly supported. Most of the volume of sH (τ, ν) will, however, be supported on MΓ + (−1/B, 1/B) ×
(−1/V, 1/V ), so that we can approximate (4.42) by restricting summation to the indices (r, l) satisfying (r/B, l/V ) ∈ MΓ . Note that
the quality of this approximation depends on the spreading function
as well as on the parameters B, V, T , and L. Here, we assume that
1/(T L) ≤ 1/V and T ≤ 1/B. These constraints are not restrictive as
they simply mean that we have at least one sample per cell. We will
henceforth say that H is identifiable with resolution (1/B, 1/V ), if it
is possible to recover sH (r/B, l/V ), for (r/B, l/V ) ∈ MΓ , from y(t).
We will simply say “H is identifiable” whenever the resolution is clear
from the context. In the ensuing discussion sH (r/B, l/V ) , r, l ∈ Z, is
referred to as the discrete spreading function. The maximum number of non-zero coefficients of the discrete spreading function to be
identified is A(MΓ )BV .
Next, assuming that νmax , as defined in (4.3), satisfies νmax  B,
it follows that y(t) is approximately band-limited to [0, B). From
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[Sle76] we can therefore conclude that y(t) lives in a BV -dimensional
signal space (here, and in the following, we assume, for simplicity,
that BV is integer-valued), and can hence be represented through
BV coefficients in the expansion in an orthonormal basis for this
signal space. The corresponding basis functions can be taken to be
the prolate spheroidal wave functions [Sle76]. Denoting the vector
containing the corresponding expansion coefficients by y, the inputoutput relation (4.42) becomes
y = As

(4.44)

BV ×BV τmax νmax

where the columns of A ∈ C
contain the expansion
l
coefficients of the time-frequency translates x(t − r/B) ej2π V t in the
prolate spheroidal wave function set, and s ∈ CBV τmax νmax contains the
samples sH (r/B, l/V ) for (r/B, l/V ) ∈ [0, τmax ) × [0, νmax ), of which
at most A(MΓ )BV are non-zero, with, however, unknown locations in
the (τ, ν)-plane. We next show that the recovery threshold ∆ ≤ 1/2
continues to hold, independently of the choice of B and V .
Necessity It follows from [DE03, Cor. 1] that ksk0 ≤ (spark(A)−1)/2
is necessary to recover s from y given A. With ksk0 = A(MΓ )BV
and spark(A) ≤ min(BV, BV τmax νmax ) + 1 ≤ BV + 1, which follows trivially5 since A is of dimension BV × BV τmax νmax , we get
A(MΓ )BV ≤ BV /2 and hence A(MΓ ) ≤ 1/2. Since, by definition,
A(MΓ ) ≤ ∆ we have shown that ∆ ≤ 1/2 is necessary for identifiability.
Sufficiency Sufficiency will be established through explicit construction of a probing signal x(t) and by sampling the corresponding output
signal y(t). Since y(t) is (approximately) band-limited to [0, B), we
can sample y(t) at rate B, which results in
 


BτX
max −1 V νX
max −1
n
ln
1
r l
n−r
y
=
sH
,
x
ej2π BV
B
BV r=0
B V
B
l=0

(4.45)
5 Note
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that for A ∈ Cm×n , we trivially have spark(A) ≤ min(m, n) + 1.
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νmax

ν

1
V

1
B

τmax
τ
Fig. 4.2.: Discretization of the (τ, ν)-plane, with E = D = 2.

for n = 0, ..., BV −1. In the following, denote the number of samples of
sH (τ, ν) per cell U +(kT, m/(T L)) , (k, m) ∈ Σ, in τ -direction as E and
in ν-direction as D; see Figure 4.2 for an illustration. Note that, since
U = [0, T ) × [0, 1/(T L)), and sH (τ, ν) is sampled at integer multiples
of 1/B in τ -direction and of 1/V in ν-direction, we have E = BT
and D = V /(T L). The number of samples per cell ED = BV /L will
turn out later to equal the number of measurement vectors in the
corresponding MMV problem. To have multiple measurements, and
hence make identification beyond ∆ = 1/2 possible, it is therefore
necessary that BV is large relative to L. As mentioned previously,
the samples sH (r/B, l/V ), for (r/B, l/V ) ∈ MΓ , fully specify the
discrete spreading function. We can group these samples into the
active cells, indexed by Γ, by assigning sH ((r + Ek)/B, (l + Dm)/V ),
for (r, l) ∈ Ud , to the cell with index (k, l), where (k, l) ∈ Γ, and
Ud := {0, ..., E − 1} × {0, ..., D − 1}.
The probing signal x(t) is taken to be such that

x(m/B) =

(
c−k , for m = Ek, ∀k ∈ Z
0,

otherwise

where the coefficients ck = ck+L , ∀k ∈ Z, are chosen as discussed
in Section 4.4.2. Note that the sequence x(m/B) is EL-periodic.
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Algebraic manipulations yield the discrete equivalent of (4.23) as
z[n, r] = Ac s[n, r],

(n, r) ∈ Ud .

(4.46)

Here, Ac was defined in (4.24), and
rp

[z[n, r]]p := zp [n, r]e−j2π DL ,
(EL,D)

with zp [n, r] := Zy

p = 0, ..., L − 1

[n + Ep, r], where

Zy(EL,D) [n, r] :=

D−1
qr
1 X
y[n + ELq]e−j2π D ,
D q=0

for 0 ≤ n ≤ EL−1, 0 ≤ r ≤ D−1, is the discrete Zak transform (with
parameter EL) [BH97] of the sequence y[n]. For general properties
of the discrete Zak transform we refer to [BH97]. Further, s[n, r] :=
[s0,0 [n, r], s0,1 [n, r], ..., s0,L−1 [n, r], s1,0 [n, r], ..., sL−1,L−1 [n, r]]T with


n + Ek r + Dm j2π n(r+Dm)
EDL
sk,m [n, r] := sH
,
e
(4.47)
B
V
for (n, r) ∈ Ud , (k, m) ∈ Σ. Note that sk,m [n, r], (n, r) ∈ Ud , (k, m) ∈
Γ, fully specifies the discrete spreading function.
The identification equation (4.46) can be rewritten as
Z = Ac S

(4.48)
2

where the columns of Z ∈ CL×ED and S ∈ CL ×ED are given by the
vectors z[n, r] and s[n, r], respectively, (n, r) ∈ Ud . Hence, each row
of S corresponds to the samples of sH in one of the L2 cells. Since the
number of samples per cell, ED, is equal to the number of columns
of S, we see that the number of samples per cell corresponds to the
number of measurements in the MMV formulation (4.48). Denote the
matrix obtained from S by retaining the rows corresponding to the
active cells, indexed by Γ, by SΓ and let AΓ be the matrix containing
the corresponding columns of Ac . Then (4.48) becomes
Z = AΓ SΓ .
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(4.49)

4.7. compressive system identification and discretization
Once Γ is known, (4.49) can be solved for SΓ . Hence, recovery of
the discrete spreading function amounts to identifying Γ from the
measurements Z, which can be accomplished by solving the following
MMV problem:
(
minimize |Γ|
∗
(P0 )
subject to Z = AΓ SΓ
where the minimization is performed over all Γ ⊆ Σ and all corresponding SΓ ∈ C|Γ|×ED . It follows from Proposition 2 that Γ is
recovered exactly from Z by solving (P0∗ ), whenever |Γ| < (L + K)/2,
where K = rank(SΓ ). Correct recovery is hence guaranteed whenever
|Γ| ≤ L/2. Since |Γ|/L = A(MΓ ) and A(MΓ ) ≤ ∆, this shows that
∆ ≤ 1/2 is sufficient for identifiability.
As noted before, (P0∗ ) is NP-hard. However, if SΓ has full rank |Γ|
then MMV-MUSIC provably recovers Γ with |Γ| < L, i.e., when ∆ < 1
(this was shown in the proof of Theorem 18). For SΓ ∈ C|Γ|×ED
to have full rank |Γ|, it is necessary that the number of samples
satisfy ED ≥ |Γ|. For ED ≥ |Γ| almost all SΓ have full rank |Γ|.
The development above shows that the MMV aspect of the recovery
problem is essential to get recovery for values of ∆ beyond 1/2.
We conclude this discussion by noting that the setups in [BSN08;
PRT08] in the context of channel estimation and in [HS09] in the
context of compressed sensing radar are structurally equivalent to the
discretized operator identification problem considered here, with the
important difference of the MMV aspect of the problem not being
brought out in [BSN08; HS09; PRT08].

4.7.2. Compressive identification
In the preceding sections, we showed under which conditions identification of an operator is possible if the operator’s spreading function
support region is not known prior to identification. We now turn to a
related problem statement that is closer to the philosophy of sparse
signal recovery, where the goal is to reconstruct sparse objects, such
as signals or images, by taking fewer measurements than mandated
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by the object’s “bandwidth”. We consider the discrete setup (4.45)
and assume that ∆ is (possibly significantly) smaller than the identifiability threshold 1/2. Concretely, set ∆ = P/(2L) for an integer
P ≤ L. We ask whether this property can be exploited to recover the
discrete spreading function from a subset of the samples {y(n/B),
n = 0, ..., BV − 1} only. We will see that the answer is in the affirmative, and that the corresponding practical implications are significant,
as detailed below.
For concreteness,
we assume
√
√ that supp(sH ) = MΓ ⊆ MΦ , with
Φ = {0, ..., b Lc−1}×{0, ..., b Lc−1}. To keep the exposition simple,
we take ED = 1, in which case SΦ becomes
a vector. Note
√
√ that, since
A(MΦ ) ≤ 1 (this follows from A(U )b Lc2 = (1/L)b Lc2 ≤ 1), the
operator can be identified by simply solving Z = AΦ SΦ for SΦ , which
we will refer to as “reconstructing conventionally”. Here AΦ and SΦ
contain the columns of Ac and rows of S, respectively, corresponding
to the indices in Φ.
Since ∆ = P/(2L), the area A(MΓ ) of the (unknown) support
region MΓ of the spreading function satisfies A(MΓ ) ≤ P/(2L). We
next show that the discrete spreading function can be reconstructed
from only P of the L rows of Z. The index set corresponding to these
P rows is denoted as Ω, and is an (arbitrary) subset of {0, ..., L − 1}
(of cardinality P ). Let ZΩ and AΩ
c be the matrices corresponding to
the rows of Z and Ac , respectively, indexed by Ω. The matrix ZΩ is a
function of the samples {y (n/B) : n ∈ Ω} only; hence, reconstruction
from ZΩ amounts to reconstruction from an undersampled version of
y(t). Note that we cannot reconstruct
the discrete spreading function
√
P ×b Lc2
6
by simply inverting AΩ
∈
C
since
AΩ
Φ
Φ is a wide matrix . Next,
(4.48) implies (see also (4.49)) that
Ω
ZΩ = AΩ
c S = AΓ SΓ .

Theorem 4 in [LPW05] establishes that for almost all c, spark(AΩ
c)=
P . Hence, according to Proposition 2, SΓ can be recovered uniquely
6 The
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special case L ≥ P ≥ b Lc2 is of limited interest and will not be considered.
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from ZΩ provided that |Γ| ≤ P/2 and hence ∆ ≤ P/(2L), by solving
(
?

(P0 )

minimize

|Γ|

subject to ZΩ = AΩ
Γ SΓ

where the minimization is performed over all Γ ⊆ Σ and all corresponding SΓ ∈ C|Γ| .
We have shown that identification from an undersampled observation y(t) is possible, and the undersampling factor can be as large as
P/L. A similar observation has been made in the context of radar
imaging [BS07]. Recovery of SΓ from ZΩ has applications in at least
two different areas, namely in radar imaging and in channel identification.
Increasing the resolution in radar imaging In radar imaging, targets
correspond to point scatterers with small dispersion in the delayDoppler plane. Since the number of targets is typically small, the
corresponding spreading function is sparsely supported [HS09].
 In our
model, this corresponds to a small number of the sH Br , Vl in (4.45)
being non-zero. Take Ω = {0, ..., P − 1}. The discussion above then
shows that, since only the samples {y(n/B), n ∈ Ω}, which in turn
only depend on y(t) for t ∈ [0, V P/L], are needed for identification,
it is possible to identify the discrete spreading function from the
“effective” observation interval [0, V P/L), while keeping the resolution
in ν-direction at 1/V . If we were to reconstruct conventionally, given
only the observation of y(t) over the interval [0, V P/L), the induced
resolution in ν-direction (see Figure 4.2) would only be L/(P V ).
Saving degrees of freedom in channel identification Next, consider
the problem of channel identification, and take again Ω = {0, ..., P −1}.
As discussed before, ZΩ is a function of the samples {y (n/B) : n ∈ Ω}
only, which, by careful
√ inspection of (4.45), are seen to depend only on
{x(n/B), n = −(b Lc − 1), ..., P − 1}. We can therefore conclude that
it suffices to observe y(t) over the interval [0, V P/L). Conceptually,
this means that the time needed to identify (learn) the channel is

125

4. identification of sparse linear operators
reduced, which leaves, e.g., more degrees of freedom to communicate
over the channel.

4.8. related prior work
Recently, Tauböck, Hlawatsch, Eiwen, and Rauhut [THER10] and
Bajwa, Sayeed, and Nowak [BSN08]; Bajwa, Gedalyahu, and Eldar
[BGE11] considered the identification of LTV systems with spreading
function compactly supported in a rectangle of area ∆ ≤ 1. While
[BSN08; BGE11] assume that the spreading function consists of a finite number of Dirac components whose delays and Doppler shifts are
unknown prior to identification, the methods proposed in [THER10]
do not need this assumption. In this chapter, we allow general (i.e.,
continuous, discrete, or mixed continuous-discrete) spreading functions that can be supported in the entire (τ, ν)-plane with possibly
fragmented support region. Herman and Strohmer [HS09], in the
context of compressed sensing radar, and Pfander, Rauhut, and Tanner [PRT08] considered the problem of identifying finite-dimensional
matrices that are sparse in the basis of time-frequency shift matrices.
This setup can be obtained from ours by discretization of the inputoutput relation (1.1) through band-limitation of the input signal and
time-limitation and sampling of the output signal. The signal recovery
problem in [THER10; BSN08; BGE11; HS09; PRT08] is a standard
single measurement recovery problem. As we start from a continuoustime formulation we find that, depending on the resolution induced
by the discretization through time/band-limitation, the resulting recovery problem can be an MMV problem. This is relevant as multiple
measurements can improve the recovery performance significantly.
In fact, it is the MMV nature of the recovery problem that allows
identification of almost all operators with ∆ < 1.
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4.9. numerical results
We present numerical results quantifying the impact of additive noise
and of the choice of c on the performance of different identification
algorithms. Specifically, we consider the discrete setting7 (4.45) and
evaluate two probing sequences. The first one is obtained by sampling
i.i.d. uniformly from the complex unit disc, the resulting sequence is
denoted by cr . Since for almost all cr , each L × L submatrix of Ac
has full rank for L prime [LPW05, Thm. 4], cr will allow recovery for
all operators with ∆ ≤ 1/2 and for almost all operators with ∆ < 1,
in both cases, with probability one, with respect to the choice of cr .
The second probing sequence is the Alltop sequence8 [All80], denoted
by ca , and defined as
1 j2π 3
[ca ]i = √ e L i ,
L

i = 0, ..., L − 1.

We compare two different algorithms for solving the MMV problem
(P0∗ ), namely the MMV-orthogonal matching pursuit (MMV-OMP)
algorithm as proposed in [CH06], and MMV-MUSIC 9 as introduced
in Section 4.6. We generate the samples sH Br , Vl at random, as
follows. We choose10 L = 19, and vary the support set size ∆ = |Γ|/L
and the number of samples per cell, ED. For fixed ∆ = |Γ|/L, and
hence fixed |Γ|, we draw Γ ⊆ Σ uniformly at random from the set of
all support sets with cardinality |Γ|, and assign i.i.d. CN (0, 1) values
to each of the ED samples in each of the corresponding cells.
To analyze the impact of noise, we contaminate the measurement
(i.e., y(n/B) in (4.45)) by i.i.d. Gaussian noise. Recovery performance
in the noisy case is quantified through the empirical relative squared
7 We

consider the discrete setting as any numerical simulation of the continuous
setting will involve a discretization.
8 The Alltop sequence was also used in [HS09] as probing sequence, motivated by
the fact that its mutual coherence attains the Welch lower bound (for L prime).
9 In the noisy case, MMV-MUSIC identifies the columns with ` -norm smaller
2
than a certain threshold, which in turn depends on the noise level.
10 The reason for choosing L = 19 is that we want L to be prime, as by [LPW05]
this guarantees that for almost all c, each L × L submatrix of Ac has full rank.
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error in the discrete spreading function, abbreviated as ERE, which is
the empirical expectation of the relative squared error. In the noiseless
setting, recovery success is declared if the relative squared error in the
spreading function is less than or equal to 10−5 . Recovery probabilities
and the ERE were obtained from 1000 realizations of Γ.
Impact of probing sequence The results for the noiseless case, depicted in Figure 4.3, show that the probing sequences ca and cr perform almost equally well. We can see, as predicted by Theorem 18, that
MMV-MUSIC succeeds for ∆ < 1, provided that ED/L ≥ |Γ|/L = ∆.
Specifically, as shown in the proof of Theorem 18, MMV-MUSIC
succeeds if SΓ has full rank, which is the case with probability one
if ED/L ≥ |Γ|/L = ∆, as the entries of SΓ are i.i.d. CN (0, 1). For
ED < |Γ|, MMV-MUSIC fails. The performance of MMV-OMP improves in ED; however, the improvement stagnates at about ∆ ≈ 1/2.
For ED = 1, MMV-OMP outperforms MMV-MUSIC, for all other
values of ED considered MMV-MUSIC outperforms MMV-OMP.
Impact of noise The results depicted in Figure 4.4 show that the
identification process exhibits noise robustness up to ∆ ≈ 1. When
ED/L ≥ |Γ|/L = ∆, the error in recovering the spreading function is
small for both identification algorithms, but MMV-MUSIC outperforms MMV-OMP significantly. The results in Figure 4.5 quantify
the noise sensitivity of MMV-MUSIC and MMV-OMP.

4.10. technical results
4.10.1. Bounded inverse of T
Theorem 19. The inverse
T −1 : RT → Q
of the linear operator
T: Q→Y
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Fig. 4.3.: Recovery probabilities for the Alltop sequence and for a randomly
generated sequence, for the MMV-MUSIC algorithm in Section 4.6
and the MMV-OMP [CH06] algorithm.

where RT is the range of T , exists and is bounded if and only if T
is bounded below, in the following sense: There exists an α > 0 such
that for all H1 , H2 ∈ Q,
αkH1 − H2 kH ≤ kT H1 − T H2 k.

(4.51 )

Proof. The proof corresponding to the case where Q satisfies (H1 −
H2 ) ∈ Q for all H1 , H2 ∈ Q is standard, see e.g. [NS00]. For (H1 −
H2 ) ∈
/ Q, the proof follows the same steps with minor modifications.
We first show that (4.51) implies bounded invertibility of T . If T H1 =
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Fig. 4.4.: ERE for the Alltop sequence and for a randomly chosen sequence,
obtained by MMV-MUSIC and MMV-OMP [CH06] at SNR = 20dB.

T H2 , then from (4.51)
αkH1 − H2 kH ≤ k0k
and hence necessarily H1 = H2 , which shows that T is injective.
Since according to (4.50), the domain of the inverse is RT , T is also
surjective, and hence T is invertible. To show boundedness of T −1 ,
set H1 = T −1 y1 and H2 = T −1 y2 for y1 , y2 ∈ RT . Using (4.51), we
get
ky1 − y2 k = T T −1 y1 − T T −1 y2 = kT H1 − T H2 k
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Fig. 4.5.: ERE for a randomly chosen sequence, and ED = 19, obtained by
MMV-MUSIC and MMV-OMP [CH06] for different SNR values.

≥ αkH1 − H2 kH = α T −1 y1 − T −1 y2

H

which is
T −1 y1 − T −1 y2

H

≤

1
ky1 − y2 k
α

and hence shows that T −1 is bounded.
We next show that bounded invertibility of T implies (4.51). Since
T −1 exists and is bounded, we have, for α > 0,
kH1 − H2 kH = T −1 y1 − T −1 y2 H
1
1
≤ ky1 − y2 k = kT H1 − T H2 k.
α
α
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4.10.2. Proof of Lemma 10
Starting from (4.25), we get, for fixed (t, f ) ∈ U ,
inf

kvk2 =1

kAΓ vk2 ksΓ (t, f )k2 ≤ kz(t, f )k2
≤ sup kAΓ vk2 ksΓ (t, f )k2 .

(4.52)

kvk2 =1

Squaring kz(t, f )k2 and integrating over U yields
Z
U

2
kz(t, f )k2 d(t, f )

=

L−1
XZ
p=0

=

L−1
XZ
p=0

2

|[z(t, f )]p | d(t, f )

U
2

(T L)2 |zp (t, f )| d(t, f )

(4.53)

U

= (T L)2

Z

Z 1/(T L)
TL

0

|Zy (t, f )|2 d(t, f )

(4.54)

0
2

= T L kHxk

(4.55)

where we used (4.22) and (4.20) for (4.53) and (4.54), respectively,
and (4.55) follows since the Zak transform is an isometry (see (4.16)).
Similarly, based on (4.9) we get
Z
2
2
2
ksΓ (t, f )k2 d(t, f ) = ksH k = kHkH
(4.56)
U

where the last equality follows from (4.2). Combining (4.56) and (4.55)
with (4.52) yields
αΓ kHkH ≤ kHxk ≤ βΓ kHkH
with
αΓ = √

1
inf kAΓ vk2 ,
T L kvk2 =1

which concludes the proof.
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βΓ = √

1
sup kAΓ vk2
T L kvk2 =1
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4.10.3. Proof of Proposition 2
To prove necessity of (4.37), we show that one can construct a sof applied to Bz = AΓ BΓ with
lution (Γ0 , BΓ0 ) 6= (Γ, BΓ ) to (P0)
0
|Γ | = |Γ| ≥ (L + K)/2. For any set Φ of column indices of Ac , with
cardinality |Φ| = L + K, we have that AΦ has full rank L, as each set
2
of L columns of Ac ∈ CL×L is linearly independent (as discussed previously, according to [LPW05, Thm. 4] this holds for almost all c, and
we assume that c is chosen accordingly), and hence dim ker(AΦ ) = K.
We can therefore conclude that there exists a matrix BΦ ∈ C(L+K)×K
with rank(BΦ ) = K such that
AΦ BΦ = 0.

(4.57)

We next construct index sets Γ, Γ0 with Γ ∪ Γ0 = Φ and |Γ| = |Γ0 | =
(K + L)/2. Since rank(BΦ ) = K, there exists a set of K linearly
independent rows of BΦ . Let Γ0 be the index set corresponding to
these rows augmented by the indices corresponding to (K + L)/2 − K
arbitrary rows of BΦ , and set Γ = Φ \ Γ0 . By construction, the matrix
formed by the rows indexed by Γ0 , BΓ0 , satisfies rank(BΓ0 ) = K. From
T
(4.57), with BΓ defined through BΦ = [BTΓ0 , −BTΓ ] , we have

AΓ0



 BΓ0
= 0 ⇐⇒ AΓ0 BΓ0 = AΓ BΓ .
AΓ
−BΓ

(4.58)

It therefore follows from (4.58) that (Γ0 , BΓ0 ) is consistent with Bz =
AΓ BΓ = AΓ0 BΓ0 , which concludes the proof.

4.10.4. Proof of (4.42)
A following derivation is standard, and appears in similar form in
[BO12].
We first write (4.1) in its equivalent form
Z
y(t) =

LH (t, f )X(f )ej2πf t df

(4.59)

f
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where X(f ) is the Fourier transform of x(t), and LH (t, f ) is the
time-varying transfer function given by
Z Z
LH (t, f ) :=
sH (τ, ν)ej2π(νt−τ f ) dτ dν.
(4.60)
τ

ν

Since x(t) is bandlimited to [0, B), we may write
(
1, 0 ≤ f < B
X(f ) = X(f )HI (f ), HI (f ) :=
0, else.
Since y(t) is time limited to [0, V ) we may write
(
1, 0 ≤ t < V
y(t) = y(t)hO (t), hO (t) :=
0, else.
With the input band-limitation and the output time-limitation, (4.59)
becomes
Z
y(t) =
LH (t, f )X(f )ej2πf t df
(4.61)
f

with
LH (t, f ) = LH (t, f )hO (t)HI (f ).

(4.62)

The effect of input band-limitation and output time-limitation is
therefore accounted for by passing the input signal through a system
with time varying transfer function given by LH . The spreading
function sH of the system (4.61) and LH are related by the twodimensional Fourier transform in (4.60). We see that LH (t, f ) is
band-limited with respect to t and f , and hence, by the sampling
theorem, can be expressed in terms of its samples as


X
m l
m
l
sH (τ, ν) =
sH
,
sinc((τ − )B) sinc((ν − )V )
B V
B
V
m,l∈Z

(4.63)
In terms of sH (τ, ν) (4.61) can be written as
Z Z
y(t) =
sH (τ, ν)x(t − τ )ej2πνt dνdτ
τ
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ν

(4.64)
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and with (4.63)
y(t) =



X

sH

m,l∈Z

m l
,
B V

Z
sinc((τ −
τ

m
)B)x(t − τ )dτ
B

Z

l
sinc((ν − )V )ej2πνt dν
V
ν
 

1 X
m  j2π l t
m l
=
,
x t−
e V .
sH
BV
B V
B
·

m,l∈Z

According to (4.60), (4.62), and (4.60), sH (τ, ν) and sH (τ, ν) are
related as
Z Z
sH (τ, ν) = BV
sH (τ 0 , ν 0 ) sinc((τ −τ 0 )B) sinc((ν −ν 0 )V )dτ 0 dν 0 .
ν0 τ 0

which concludes the proof.

4.11. generalization to multiple
inputs
In this section, we detail the extension of Theorem 15 to operators
with multiple inputs, as announced in Section 4.3. We start with the
setup necessary to state the corresponding results.
Given normed linear spaces X, Y , we consider linear operators
H : X M 7→ Y that can be represented as
(Hx)(t) :=

M
−1
X

(Hi xi )(t)

(4.65)

i=0

with
Z Z
(Hi xi )(t) =

sHi (τ, ν)(Mν Tτ xi )(t)dν dτ
τ

(4.66)

ν

where sHi ∈ S. Suitable triplets of spaces (X, Y, S) where discussed
in Section 4.1. In the following, denote the linear space of operators
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that can be represented according to (4.65) by HM = HM (X, Y, S).
The space HM is equipped with the Hilbert-Schmidt norm
!1/2
M
−1
X
2
kHkHM =
kHi kH
i=0

with k·kH as defined in (4.2). We assume that the support region of
the spreading function sHi has the form MΓi specified by (4.3), for
all i ∈ [M ]. The set of active cells of sHi is specified by Γi ⊆ Σ :
= {(0, 0), (0, 1), ..., (a − 1, L − 1)} where a = bL/M c (note that in
Section 4.1 we had a = L in the definition of Σ). Since τmax = T a
and νmax = 1/T , it follows that, choosing T and L accordingly, τmax
and νmax can be arbitrarily large; the spreading functions sHi can
hence be supported on arbitrary large, but finite regions.
Identifiability is defined analogously as for operators with a single
input (cf. (4.1)) in Section 4.1.2.
Definition 3. We say that x identifies Q if there exist constants
0 < α ≤ β < ∞ such that for all pairs H(1) , H(2) ∈ Q,
α H(1) − H(2)

HM

≤ H(1) x − H(2) x ≤ β H(1) − H(2)

HM

.

(4.67 )
Furthermore, we say that Q is identifiable, if there exists an x ∈ X M
such that x stably identifies Q.
We define the set of operators with sH0 (t, f ), ..., sHM −1 (t, f ) supported on a given area MΓ := [MΓ0 , ..., MΓM −1 ] as
HMΓ := {H ∈ HM : supp(sH0 ) ⊆ MΓ0 , ..., supp(sHM −1 ) ⊆ MΓM −1 }.
Let us first recall the key result in [PRT08] on the identification of
HMΓ under the assumption MΓ known:
Theorem 20 ([PRT08]). Let MΓ be given. The set of operators HMΓ
PM −1
is identifiable if and only if i=0 A(MΓi ) ≤ 1.
In the following, we consider the set of operators
[
X M (∆) :=
H MΓ
PM −1
i=0
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PM −1
which consists of all sets HMΓ such that i=0 A(MΓi ) ≤ ∆.
The generalization of Theorem 15 to operators with multiple inputs,
proven in Section 4.11.1, is as follows.
Theorem 21. The set of operators X M (∆) is stably identifiable if
and only if ∆ ≤ 1/2.
Note that Theorem 15 applies to the union of all sets of operators
with the sum of the total support areas of the spreading functions
sHi (τ, ν) not being larger than ∆, and, in particular, does not need
the support region of the spreading functions to be known in advance.

4.11.1. Proof of Theorem 21
A. Necessity
Necessity in Theorem 21 is proven equivalently as necessity in Theorem 15. We start with the following lemma which states an equivalent
condition on stable identifiability of X M (∆). This lemma is a generalization of Lemma 9 to the case of multiple inputs. The proof is
equivalent to that of Lemma 9, and is therefore omitted.
Lemma 11. x identifies X M (∆) if and only if it identifies all sets
HMΦ ∪MΘ := {H : H = H(1) − H(2) , H(1) ∈ HMΦ , H(2) ∈ HMΘ }
with A(MΦ ) ≤ ∆ and A(MΘ ) ≤ ∆ where Φ, Θ ∈ ΣM .
Necessity in Theorem 15 now follows by choosing MΦ , MΘ such
that A(MΦ1 ) = ... = A(MΦM −1 ) = A(MΘ1 ) = A(MΘM −1 ) = 0,
A(MΦ0 ) = A(MΘ0 ) = ∆ and MΦ0 ∩ MΘ0 = ∅. This implies A(MΦ0 ∪
MΘ0 ) > 1 and hence application of Theorem 20 to the set HMΦ0 ∪MΘ0
establishes that HMΦ0 ∪MΘ0 is not stably identifiable. By Lemma 11
this then implies that X M (∆) is not stably identifiable.
B. Sufficiency
The proof of sufficiency is very similar to that of Theorem 15 in
Section 4.4.2. Specifically, we provide a constructive proof by finding
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a probing signal x = [x0 , ..., xM −1 ] that identifies X M (∆). Concretely,
we take xi to be a weighted T L-periodic train of Dirac impulses
X
xi (t) =
ck+ia δ(t + kT ), ck = ck+L , ∀k ∈ Z.
(4.68)
k∈Z

The coefficients c = [c0 , ..., cL−1 ] are chosen as in Section 4.4. Note
that the probing signal (4.68) is equivalent to the probing signal x
for the case of operators with a single input in (4.14), with the only
difference that the coefficients in xi are shifted by ia. Thus, we have
that xj (t) = xi (t − (i − j)aT ), i.e., the probing signals fed to the
different inputs are shifted in time relative to each other. Pfander,
Rauhut, and Tanner [PRT08] used a probing signal very similar to
(4.68) to prove the result reviewed as Theorem 20 in this chapter;
specifically the corresponding signals xi (t) in [PRT08] are shifted
relative to each other in frequency, rather than in time.
The main idea of our proof is to i) reduce the identification problem
to that of solving a linear system of L equations with La unknowns,
and ii) to apply Lemma 11 to show that a unique solution of this
underdetermined system of equations exists whenever ∆ ≤ 1/2.
We start by computing the Zak transform of yi (t) = (Hi x)(t). By
(4.19) (we substitute k in (4.19) by k + ia), we obtain
Zyi (t, f ) =

X

ck+ia


1 X
m  j2πt(f + TmL )
sHi t + kT, f +
e
.
TL
TL
m∈Z

k∈Z

Next, we substitute t = t0 + pT with p ∈ {0, ..., L − 1} and t0 ∈ [0, T ).
This amounts to splitting the fundamental rectangle [0, T L)×[0, 1/T L)
of the Zak transform into L “cells” U (with U as defined in Section
4.1.1), and yields for (t0 , f ) ∈ U, p = 0, ..., L − 1 that
Zyi (t0 + pT, f )

X ck+ia
m  j2π(t0 +pT )(f + TmL )
=
sHi t0 + pT + kT, f +
e
TL
TL
k,m∈Z

X ck0 +ia−p X
m  j2π(t0 +pT )(f + TmL )
=
sHi t0 + k 0 T, f +
e
TL
TL
0
k ∈Z
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=

a−1
X
k=0

L−1

ck+ia−p X
m  j2π(t0 +pT )(f + TmL )
(4.69)
sHi t0 + kT, f +
e
T L m=0
TL

where (4.69) follows from sHi (τ, ν) = 0 for (τ, ν) ∈
/ [0, T a) × [0, 1/T ),
by definition. By linearity of the Zak transform and by (4.69), we
obtain, for (t, f ) ∈ U and p = 0, ..., L − 1, that
zp (t, f ) := Zy (t + pT, f ) =

M
−1
X

Zyi (t + pT, f )

i=0

=

M −1 a−1 L−1
pm
ej2πpT f X X X
ck+ia−p si,k,m (t, f )ej2π L
T L i=0
m=0

(4.70)

k=0

where we defined

m  j2π(f + TmL )t
e
.
si,k,m (t, f ) := sHi t + kT, f +
TL
We can now rewrite (4.70) in vector-matrix form by defining the
column vectors z(t, f ) and s(t, f ) according to
[z(t, f )]p := T L zp (t, f )e−j2πpT f ,

p = 0, ..., L − 1

and
s(t, f ) := [s0 (t, f ), ..., sM −1 (t, f )]T
with si (t, f ) := [si,0,0 (t, f ), si,0,1 (t, f ), ..., si,0,L−1 (t, f ), si,1,0 (t, f ), ...,
si,a−1,L−1 (t, f )]T . It is easily seen that the vector s(t, f ) fully characterizes the spreading functions sHi (t, f ), i = 0, ..., M − 1. With all
this definitions in place, we finally obtain
z(t, f ) = Ãc s(t, f ),

(t, f ) ∈ U

(4.71)

with the L × M a matrix
Ãc := [Ac,0 | ... |Ac,M a ]
with Ac,k as defined in (4.24).
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The proof will now be concluded by an application of Lemma
11. Specifically, thanks to Lemma 11, is suffices to prove identifiability of HMΦ ∪MΘ for all pairs MΦ , MΘ with A(MΦ ) ≤ 1/2 and
A(MΘ ) ≤ 1/2. By setting MΓ = MΦ ∪ MΘ , this is equivalent to
proving stable identifiability of HMΓ for all MΓ with A(MΓ ) ≤
1. We therefore consider H ∈ HMΓ , and note that, by definition
si,k,m (t, f ) = 0, ∀(k, m) ∈
/ Γi . Denote the vector obtained from
s(t, f ) by selecting the entries corresponding to the active cells
Γ = [Γ0 , ..., ΓM −1 ] by sΓ (t, f ) and let AΓ be the matrix containing the columns of Ãc that correspond to these cells. Then (4.71)
becomes
z(t, f ) = AΓ sΓ (t, f ), (t, f ) ∈ U.
(4.72)
Next, we formally relate (4.72) to the definition of stable identifiability
through the following lemma.
Lemma 12. Let x = [x0 , ..., xM −1 ]T , with xi given by (4.68). Then,
the (tightest) bounds α, β in (4.6) for the set of operators HMΓ are
given by
αΓ = √

1
1
inf kAΓ vk2 , βΓ = √
sup kAΓ vk2 .
T L kvk`2 =1
T L kvk`2 =1

Lemma 12 is a generalization of Lemma 10 to the vector case. The
proof of Lemma 12 follows very closely that of Lemma 10 and is
therefore omitted.
The proof of sufficiency in Theorem 15 is now completed by showing
that for all MΓ with A(MΓ ) ≤ 1, HMΓ is stably identifiable, i.e.,
αΓ > 0. This amounts to proving that AΓ has full rank for all MΓ
PM
such that A(MΓ ) ≤ 1, i.e., for all Γ ∈ ΣM such that i=1 |Γi | ≤ L.
Since AΓ is a submatrix of Ãc , and every set of L columns of Ãc
has full rank [LPW05, Thm. 4], we have that αΓ > 0 for all MΓ with
A(MΓ ) ≤ 1, as desired.
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chapter 5

Average case analysis of block-sparse signal
recovery

5.1. introduction
An interesting generalization of the sparse signal recovery problem as
studied, e.g., in [Don06; CT06; Ela10; DE03] is the MMV problem
[CREK05; CH06; Tro06b; TGS06]. Application areas of the MMV
problem include neuromagnetic imaging, array processing, nonparametric spectral analysis of time series [CREK05], and several other
fields; see [CREK05] and the references therein. The MMV problem is
formalized as follows: Given a set of vectors x(0) , ..., x(d−1) , that share
the sparsity pattern S, i.e., the entries of x(0) , ..., x(d−1) are equal to
zero on S, we want to recover the x(i) from the (noisy) measurements
y(i) = Ax(i) + e(i) , i = 0, ..., d − 1, where the e(i) are noise vectors and
the measurement matrix A ∈ Rm×n (typically n > m) is assumed
known.
For the noiseless case, i.e., e(i) = 0, for all i, it was shown in [CH06;
DE12] that the program
(
(P0-MMV)

minimize

|S|

subject to y(i)= Ax(i) ,

i = 0, ..., d − 1
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recovers all x(0) , ..., x(d−1) with rank[x(0) ... x(d−1) ] = K if and only if
|S| <

spark(A) − 1 + K
2

(5.1)

where spark(A) is the cardinality of the smallest set of linearly dependent columns of A [DE03].
The threshold (5.1) constitutes a potentially significant improvement over the well-known spark(A)/2-threshold [DE03] for the single
measurement vector (SMV) case, i.e., for d = 1. Necessity of the
threshold (5.1) shows that when asking for recovery of all sets of
vectors x(0) , ..., x(d−1) , including linearly dependent collections, multiple measurements do not result in an improvement in the recovery
threshold over the SMV case. It is therefore sensible to ask whether performance improvements can be expected for “typical” x(0) , ..., x(d−1) .
Since (P0-MMV) is NP-hard [DMA97], this question is usually posed
with the proviso that computationally efficient algorithms such as
`2 /`1 -norm minimization or a variant of orthogonal matching pursuit
(OMP) [CH06; Tro06b; TGS06] should be used for recovery. Indeed,
a corresponding probabilistic performance analysis carried out in
[ER10; GRSV08] shows that multiple measurements yield significant
improvements in recovery performance over the SMV case.
In practical applications the measurement matrix (modality) often
changes across measurements, e.g., when measurements are taken
over time and the underlying measurement modality exhibits characteristics that vary over time. It is therefore natural to ask whether
improvements thanks to multiple measurements depend critically on
the measurements all being taken through the same measurement
matrix A. This question can be addressed by considering the following modification of the MMV problem, termed generalized MMV
(GMMV) problem henceforth: Given the vectors x(0) , ..., x(d−1) , that
share the sparsity pattern S, recover the x(i) from the measurements
y(i) = A(i) x(i) + e(i) ,

i = 0, ..., d − 1

(5.2)

assuming knowledge of the measurement matrices A(i) ∈ Rm×n . Here,
the e(i) are noise vectors.
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The GMMV problem in turn is a special case of the block-sparse
recovery problem, introduced in Section 1.3, with a block-diagonal
structure of the matrix A ∈ Rdm×dn . Specifically, phrasing (5.2) in
vector matrix form yields y = Ax with




A0,0 . . . A0,n−1
y0




..
..
y =  ... , A = 
.
.
.
ym−1

Am−1,0 . . . Am−1,n−1

h
iT
(0)
(d−1)
(i)
Here, yj := yj ... yj
, where yj is the jth entry of y(i) ,
h
iT
(0)
(d−1)
(i)
x` := x` ... x`
, where x` is the `th entry of x(i) , and
h
i
(0)
(d−1)
(i)
Aj,` :=diag aj,` ... aj,`
where aj,` is the entry in the jth row and
`th column of A(i) . Since we assume each vector x(i) to be s-sparse
(s = |S|), x is s-block-sparse.
The question whether improvements thanks to multiple measurements depend critically on the measurements all taken through the
same measurement matrix translates in the block-sparse setup into
the question under what conditions on the measurement matrix A,
improvements in recovery performance can be expected.
As the MMV problem is a special case of a block-sparse recovery
problem, obtained by setting the measurement matrix A to a certain
block-sparse matrix as shown above, it follows immediately that, for
general measurement matrices, a worst-case (with respect to the signal
x) analysis reveals no improvements resulting from d > 1.

5.1.1. Outline and contributions
The main theme of this chapter is a probabilistic (with respect to x)
performance analysis of an `2 /`1 -norm minimization based recovery
algorithm. For the noiseless case, under very general conditions on
A, we find that the failure probability of `2 /`1 -norm minimization
decays exponentially in the number of measurements d. Furthermore,
we show that our results continue to hold when the measurements
are subject to bounded noise.
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Particularized to the GMMV case, our results show that having
different measurement matrices A(i) can lead to performance improvements over the MMV case A(0) = ... = A(d−1) . What is more, these
improvements are obtained under very mild “isometry” conditions on
the A(i) .
The probabilistic model on x we use is more general than that
employed in [ER10] for the MMV case and that employed in [BKR11]
for the fusion frame case. Particularizing our results results to the
MMV case and the fusion frame case therefore yields generalizations
of the corresponding results in [ER10; BKR11]. For the noisy case
our result for `2 /`1 -norm minimization is new, even in the MMV and
the fusion frame case.
In terms of mathematical tools, we note that the proofs of our main
results consist of two steps. First, we derive conditions for `2 /`1 -norm
minimization to succeed and then we use concentration of measure
results to show that these conditions are satisfied with high probability,
provided that mild conditions on A are satisfied.
Here is a brief outline of the remainder of this chapter. In Section
5.2 we formally introduce the block sparse recovery problem, and
state recovery algorithms. In Section 5.3 we review corresponding
worst case recovery results, i.e., recovery results that apply to all
block-sparse vectors. In Section 5.4 we state our probabilistic recovery
guarantees for the noiseless and the noisy case. Finally, Section 5.5
contains numerical results.

5.2. problem formulation and
recovery algorithms
The formal statement of the problem we consider is as follows. Suppose
we observe the dm-dimensional vector
y = Ax + e

(5.3)
T

T
where e ∈ Rdm accounts for (unknown) noise, x = [x0T , ..., xn−1
] ∈
nd
d
R , x` ∈ R is supported on the blocks indexed by S, i.e., only the
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vectors x` , ` ∈ S, have non-zero Euclidean norm, and the measurement
matrix A is known. We want to recover x from y.
We first consider the noiseless case, i.e., e = 0. Recovery of x can
be accomplished by solving
minimize kxk2,0 subject to y = Ax
x

(5.4)

where kxk2,0 is the number of non-zero blocks of x, which is, however
NP-hard [DMA97]. A computationally efficient alternative recovery
algorithm, with, however, weaker recovery guarantees, is specified next.
A convex relaxation of (5.4), referred to as “`2 /`1 -norm minimization”
in the following, is given by [EKB10]
minimize kxk2,1 subject to y = Ax
x

(5.5)

Pn−1
where kxk2,1 := `=0 kx` k2 .
Proceeding to the noisy case, we assume that noise is bounded in
the sense of kek2 ≤ . As exact recovery of x will, in general, no longer
be possible, we will be content with ensuring that the estimate of x is
close to the true x in Euclidean distance. This will be accomplished
by providing conditions that guarantee correct support set recovery,
which is then used to ensure that the estimate x is close to the
original x. The recovery algorithm we analyze in the noisy case is a
convex program closely related to `2 /`1 -norm minimization. In order
to account for the noise, the constraint in `2 /`1 -norm minimization
might be replaced by
2
ky − Axk2 ≤ η
where η is a suitably chosen threshold that depends on the noise level
. However, as has been found for the SMV case in [Tro06a; Fuc05],
it is more natural to study the closely related convex program
minimize
x

1
2
ky − Axk2 + λkxk2,1
2

(5.6)

which, for d = 1, is known as the Lasso [Tib96] in the statistics
literature, and for the (G)MMV case and d > 1, is a particular variant
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of the group Lasso [YL06]. The program (5.6) is therefore called blockLasso henceforth. The first term in the cost function of block-Lasso
accounts for the approximation error and the second term enforces
sparsity; the parameter λ > 0 controls the tradeoff between the two
terms.

5.3. review of worst case recovery
results
We briefly discuss a worst-case recovery result for the noiseless case,
i.e., e = 0. In the following, let A` be the `th md × d sub-matrix
of A and let xS be the (ds)-dimensional (s = |S|) subvector of x
consisting of the vectors x` , ` ∈ S. Further, let AS be the matrix
consisting of the dm × d submatrices of A corresponding to xS , such
that y = Ax = AS xS when x` = 0 for all ` ∈
/ S.
Theorem 22 ([EKB10, Thm. 2]). Suppose S are the non-zero blocks
of x and assume that
s
X

[A†S A` ]q

q=1

< 1, for all ` ∈
/S

(5.7 )

2→2

where [A†S A` ]q is the qth d × d block of the sd × d matrix A†S A` .
Then, `2 /`1 -norm minimization recovers x exactly from y = Ax.
Condition (5.7) can be viewed as the block-equivalent of the SMVexact recovery condition, a standard recovery condition for `1 -minimization and OMP [Tro04]. For the MMV case, Theorem 22 reduces
to [CH06, Thm. 3.1].
We next show that Theorem 22 does not predict an improvement
resulting from d > 0 for the GMMV case. The recovery condition
(5.7) evaluated for the GMMV case becomes
max
`∈S
/
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X
q

max

i=0,...,d−1

(i) † (i)

[(AS ) a` ]q < 1.

(5.8)

5.4. probabilistic performance results
An alternative recovery condition for the GMMV case can be obtained
by viewing the GMMV problem as separate SMV problems and
requiring exact recovery for each of the resulting SMV problems.
Following this route, based on the SMV exact recovery condition
[Tro04, Thm. A], we get that `1 -minimization applied individually to
y(i) = A(i) x(i) recovers x(0) , ..., x(d−1) correctly if
max

max

`∈S
/ i=0,...,d−1

(i) † (i)

(AS ) a`

< 1.

(5.9)

1

This is a slightly weaker condition than (5.8). Hence Theorem 22 does
not predict any improvement of using `2 /`1 -norm minimization over
treating the GMMV recovery problem as individual SMV problems
(solved through `1 -minimization).

5.4. probabilistic performance
results
5.4.1. Noiseless case
We consider the following probabilistic model on the block-sparse
vector x. For a given support set S ⊆ {0, ..., n − 1}, we take the
entries of the vector xS to be independent sub-Gaussian [Ver12]
random variables with unit variance1 :
Definition 4. A random variable is K-sub-Gaussian2 , if
sup p−1/2 (E[|z|p ])1/p ≤ K.
p≥1

Sub-Gaussian random variables contain Gaussian and all bounded3
1 This is w.l.o.g. as the entries of the x can be scaled to account for non-unit
S
variance.
2 Sub-Gaussian random variables are often equivalently defined through tail
bounds or through bounds on its moment generating function, see e.g. [Ver12].
The definition we chose is the most convenient for our purposes.
3 The random variable x is bounded if there exists an M ≥ 0 such that
P[|x| ≤ M ] = 1.
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random variables as special cases. We start with our main result for
`2 /`1 -norm minimization in the noiseless case.
Theorem 23. Fix S ⊆ {0, ..., n − 1} with cardinality s := |S|, and
take the entries of xS ∈ Rsd to be i.i.d. zero-mean K-sub-Gaussian
with unit variance. Assume that the measurement matrix A ∈ Rmd×nd
satisfies
1
√ A†S A`
≤ α < 1, for all ` ∈
/S
(5.10 )
F
d
and
A†S A`

≤ γ, for all ` ∈
/S

(5.11 )

2→2

for some γ > 0. Then, with probability at least
c

1−α

2

1 − 2ne−d K 4 ( 1+γ )

`2 /`1 -norm minimization applied to y = Ax recovers the correct
solution x. Here, c > 0 is a numerical constant.
The main implication of Theorem 23 is that, provided (5.10) (and
(5.11)) is satisfied, the probability that `2 /`1 -norm minimization fails
decays exponentially in the blocklength d. This has been shown before
for the MMV case [ER10, Thm. 4.4] and for the fusion frame case
[BKR11, Thm. 3.7] where the corresponding signals are i.i.d. Gaussian.
The proof of Theorem 23, provided in Section 5.6.1, is inspired by the
proof techniques used in [ER10, Thm. 4.4] and [BKR11, Thm. 3.7].
A. Improvements over worst-case results
We next compare the recovery condition in Theorem 22, guaranteeing
recovery for all block-sparse vectors x, to the recovery conditions in
Theorem 23. First note that γ in (5.11) can be chosen arbitrarily,
hence (5.11) is not restrictive. To see that the recovery condition
(5.10) is weaker than the recovery condition (5.7) in Theorem 22, we
simply note that the LHS of (5.10) is upper-bounded by the LHS of
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(5.7), i.e.,
1
√ A†S A`
d

s
X
1

=
F

q=1
s
X

≤

≤

d

[A†S A` ]q

[A†S A` ]q

q=1
s
X

[A†S A` ]q

q=1

2

!1/2

F

2

!1/2

2→2

2→2

where we used k·k2 ≤ k·k1 for the last inequality.
B. Implications for the GMMV problem
We next evaluate Theorem 23 for the GMMV case.
Corollary 2. Fix S ⊆ {0, ..., n − 1} with cardinality s := |S|, and
(0)
(d−1)
take the entries of xS , ..., xS
∈ Rs to be i.i.d. zero-mean K-subGaussian with unit variance. Assume that the measurement matrices
A(0) , ..., A(d−1) ∈ Rm×n satisfy
!1/2
d−1
2
1X
(i) † (i)
≤ α < 1, for all ` ∈
/S
(5.12 )
(AS ) a`
d i=0
2
and
(i) † (i)

≤ γ, for all ` ∈
/S

max (AS ) a`
i

(5.13 )

2
(i)

for some γ > 0, where a` denotes the `th column of A(i) . Then, with
probability at least
1−α 2
c
1 − 2ne−d K 4 ( 1+γ )
`2 /`1 -norm minimization applied to y(i) = A(i) x(i) , i = 0, ..., d − 1,
recovers the correct solution x(0) , ..., x(d−1) .
Corollary 2 follows directly from Theorem 23 by noting that for
the GMMV case, (5.10) and (5.11) reduce to (5.12) and (5.13), respectively.
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Corollary 2 shows that having different measurement matrices
A(i) can lead to performance improvements over the MMV case
A(0) = ... = A(d−1) . To see this note that evaluating (5.12) for the
MMV case yields4
(0) † (0)

≤ α < 1, for all ` ∈
/ S.

(AS ) a`

(5.14)

2

Comparing (5.14) to (5.12), we see that in the GMMV case the
2
(i) † (i)

measurement matrices have to satisfy (AS ) a`

≤ α2 only on

2

average (i.e., across i). This essentially says that having different
measurement matrices allows for some of them to be “bad” as long
as the collection {A(0) , ..., A(d−1) } is good enough on average. In
contrast, in the MMV case, the single measurement matrix A(0) has
to be “good” in the sense of (5.14).
This can be nicely illustrated by way of an example. Suppose we are
given a measurement matrix A(0) , such that (5.14) is not satisfied for
all S ⊆ {0, ..., n − 1} with |S| ≤ k, for a given k, but (5.14) is satisfied
on average over those S. Now, take the matrices A(0) , ..., A(d−1) to
be obtained independently by permuting the columns of A(0) . Then,
if d is sufficiently large, with high probability (5.12) will be satisfied
for all S with |S| ≤ k.

5.4.2. The impact of noise
We next present our result for the noisy block-sparse recovery problem, which come in form of a probabilistic analysis of block-Lasso.
For the corresponding result, we assume that the entries of xS are
i.i.d. Rademacher random variables, i.e., they take on the values
+1 and −1 with equal probability. We chose this model for convenience and note that similar results can be obtained for the more
general setup where the entries of xS are i.i.d. sub-Gaussian. The
corresponding analysis is, however, more cumbersome and does not
yield additional insights.
4 Note

that (5.14) is the recovery condition stated in [ER10, Thm. 4.4] which
(i)
applies to the case where the entries of the xS are i.i.d. Gaussian.
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We will require that AS is well conditioned, which is captured
through the following notion. For a given set S ⊆ {0, ..., n − 1}, let
δ(S) := ATS AS − I

2→2

.

Observe that
2

2

2

(1 − δ(S))kxS k2 ≤ kAS xS k2 ≤ (1 + δ(S))kxS k2
for all xS ∈ Rds .
Theorem 24. Fix S ⊆ {0, ..., n − 1}, with cardinality s := |S|, and
take the entries of x ∈ Rds to be be i.i.d. Rademacher. Suppose
the measurement matrix A ∈ Rdm×dn satisfies δ(S) ≤ δ for some
δ ∈ (0, 1), and conditions (5.12) and (5.13) for α < 1 and some γ > 0.
Suppose that kek2 ≤  and set λ = 4c1  with c1 = max`∈S
/ kA` k2→2 +
γδ. If the noise level  satisfies
√
<

d

1−δ
√
δ + 4c1 s 1 +

1
8γ(1+γ)
4(1−α)−1−γ

.

(5.15 )

then, with probability at least
c

1−α

2

1 − 2e−d K 4 ( 1+γ )

(5.16 )

the solution x? to block-Lasso in (5.6) applied to y = Ax + e is
supported on S and satisfies
√
δ + 4c1 s
?
kx − xk2 ≤ 
.
(5.17 )
1−δ

The main implication of Theorem 24 is that, under certain conditions on A (i.e., (5.10) and (5.11)), and for the noise level  sufficiently
small, the probability that block-Lasso produces a solution with correct support set and “close” in `2 -norm to the true x, tends to 1
exponentially fast in the blocklength d. This result is also new for the
MMV case.
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Note that the upper bound on the noise level  in Condition (5.15)
decreases in s, which is quite pessimistic. A result similar to Theorem
24 that allows for a larger noise level  can be obtained, which comes,
however, in general at the cost of (slightly) stricter requirements on
the measurement matrix A.

5.5. numerical results
We present numerical results for the GMMV case that demonstrate improvements in recovery performance resulting from different measurement matrices. Specifically, we evaluate the performance of MOMP
[CREK05; CH06; TGS06], an adaption of orthogonal matching pursuit (OMP) for the GMMV case, and block-Lasso. We compare the
following scenarios with m = 30 and n = 60:
 RM: The entries of each matrix A(0) , ..., A(d−1) ∈ Rm×n are drawn
independently from a standard normal distribution.
 MMV: We draw the entries of A(0) ∈ Rm×n independently from a
standard normal distribution and set A(1) = ... = A(d−1) = A(0) .
 MC: We draw the entries of A(0) ∈ Rm×n independently from a
standard normal distribution, and obtain each A(i) independently
from A(0) by permuting the columns at random and independently.
We generate support sets S ⊆ {0, ..., n−1} of cardinality s by drawing
uniformly at random within the set of all support sets of cardinality s,
(0)
(d−1)
and then draw the entries of the vectors xS , ..., xS
independently
from a standard normal distribution. We vary d over {1, 6, 12, 30}
(note that d = 1 corresponds to the single measurement case) and we
plot the empirical recovery probability, obtained over 500 realizations,
versus the sparsity level s.
The results, depicted in Figure 5.1 and 5.2, show that, as predicted
by Theorem 2, the recovery performance increases (significantly) in
d. Condition (5.12) in Theorem 2 is more likely to be satisfied for
the MC and RM scenarios compared to the MMV case (for equal
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Fig. 5.1.: Empirical recovery probabilities using MOMP.

problem sizes, and in particular for large d) which is reflected in
the better recovery performance. Finally, observe that the gains in
recovery performance across the choices of measurement matrices are
larger for MOMP than for block-Lasso.

5.6. proofs
5.6.1. Proof of Theorem 23
The proof of Theorem 23 will be effected by bounding the probability
that `2 /`1 -norm minimization fails to recover the s-block-sparse vector
x from y = Ax, where S is given and the entries of xS ∈ Rds are i.i.d.
sub-Gaussian. To this end, we first generalize a sufficient condition for
`1 -minimization to yield a unique solution [Fuc04; Tro05] in the SMV
case to the block case. This condition has been generalized before to
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Fig. 5.2.: Empirical recovery probabilities using block-Lasso.

the MMV case in [ER10, Thm. 3.1]. Define
T

T
sgnb (x) := [x0T /kx0 k2 ... xn−1
/kxn−1 k2 ]

where we set x` /kx` k2 = 0 if kx` k2 = 0.
Proposition 3. Let A = [A0 ... An−1 ] with A` ∈ Rdm×d , assume
that only the blocks x` , ` ∈ S, are nonzero, and suppose that AS has
full rank. If there exists a vector h ∈ Rmd such that
ATS h = sgnb (xS )

(5.18 )

and
h T A`

2

< 1, for all ` ∈
/S

(5.19 )

then x is the unique minimizer of the `2 /`1 -norm minimization problem (5.5) applied to y = Ax
Proof. The proof essentially follows the steps in [Tro05; Fuc04],
[BKR11, Thm. 5.1]. Suppose there exists an x̃ with nonzero blocks
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indexed by S̃, with S̃ \ S =
6 ∅, that satisfies y = AS̃ x̃S̃ . The proof is
established by showing that conditions (5.18) and (5.19) would then
imply that kxk2,1 < kx̃k2,1 .
Using that x is supported on the blocks indexed by S, we have that
X
X
kxk2,1 =
kxj k2 =
xjT xj /kxj k2
j∈S

j∈S
T

T

= (sgnb (xS )) xS = (ATS h) xS
(5.20)
X
X
T
T
T
T
Aj x̃j =
h Aj x̃j
= h AS xS = h AS̃ x̃S̃ = h
j∈S̃

X

≤

ATj h 2 kx̃j k2

j∈S̃∩S

X

=

j∈S̃∩S

<

+

j∈S̃

ATj h 2 kx̃j k2

(5.21)

j∈S̃\S

kx̃j k2 +

X

X

X

ATj h

2

kx̃j k2

(5.22)

j∈S̃\S

kx̃j k2 +

j∈S̃∩S

X

kx̃j k2 = kx̃S̃ k2,1 = kx̃k2,1

(5.23)

j∈S̃\S

where we used condition (5.18) to obtain (5.20), (5.21) is a consequence of the Cauchy-Schwarz inequality, and (5.22) follows from
(5.18). Specifically, by (5.18) ATj h = xj /kxj k2 for j ∈ S and hence
ATj h 2 = 1. Finally (5.23) follows from (5.19) and S̃ \ S =
6 ∅, by
assumption.
The proof of Theorem 23 will be effected by establishing a bound on
T
the probability that condition (5.19) is violated for h = (A†S ) sgnb (xS ),
which clearly is a valid choice satisfying (5.18). We first note that for
T

h = (A†S ) sgnb (xS ), (5.19) reduces to
(sgnb (xS )) A†S A`
T

< 1, for all ` ∈
/ S.
2

We hence need to bound

T
P max (sgnb (xS )) A†S A`
`∈S
/


>1 .

(5.24)

2
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In the proof for the MMV case [ER10, Thm. 4.4], a bound on a
probability similar to the one in (5.24) is computed. The proof for
the MMV case depends on all measurements being observed through
the same measurement matrix. For notational convenience, we define
(`)
V(`) := A†S A` and let Vi be the ith d × d sub matrices of the md × d
matrix V(`) . Furthermore, we define z := xS and take zi to be the
ith d-dimensional subvector of z. With these definitions in place, we
have5


T †
P max (sgnb (xS )) AS A` > 1
`∈S
/
2


s−1
X
−1 (`)
= Pmax
zTj kzj k2 Vj
> 1
(5.25)
`∈S
/

j=0

2


≤ P

s−1
X

−1

max

j=0,...,s−1

kzj k2 max
`∈S
/


= P max zT V(`)
`∈S
/

>
2



j=0

min

(`)

zTj Vj

j=0,...,s−1

> 1

2
kzj k2 .

(5.26)

In order to upper-bound (5.26), first note that for two deterministic
functions f (X), g(X) of a random variable X and a constant c, we
have
P[f (X) ≤ g(X)] ≤ P[{f (X) ≤ c} ∪ {c ≤ g(X)}]
≤ P[f (X) ≤ c] + P[c ≤ g(X)] .
√
Applying (5.27) to (5.26) with c = ξ d, ξ := α+γ
1+γ , we get


T
P max (sgnb (xS )) A†S A` > 1 ≤
`∈S
/
2




√
√
P max zT V(`) ≥ ξ d + P min kzj k2 ≤ ξ d
`∈S
/

≤

X h
P zT V(`)
2

`∈S
/
5 Note
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j

2





s−1 h
√ i X
√ i
≥ξ d +
P kzj k2 ≤ ξ d .

that P kzj k2 = 0 = 0.

j=0

(5.27)

(5.28)
(5.29)

5.6. proofs
The proof is now concluded by upper-bounding the probabilities in
(5.29). To this end, we apply the following result.
Theorem 25 ([RV13, Thm. 2.1]). Let W be a fixed matrix, and
take the entries of z to be i.i.d. zero-mean K-sub-Gaussian with unit
variance. Then for any β ≥ 0, we have
P[|kWzk2 − kWkF | > β] ≤ 2e

−

cβ 2
K 4 kWk2
2→2

where c is a numerical constant.
√
Application
of
Theorem
25
with
W
=
I
and
β
=
d(1 − ξ) i.e.,
d
√
√
d ξ = d − β, yields that
h
√ i
1−α 2
2
c
c
(5.30)
P kzj k2 ≤ ξ d ≤ 2e−d K 4 (1−ξ) = 2e−d K 4 ( 1+γ )
where the last inequality follows with ξ = α+γ
1+γ , by definition.
√
Next, set β = (ξ − α) d, and note that
h
h
i
√ i
√
P zT V(`) ≥ ξ d = P zT V(`) ≥ α d + β
2
2
h
i
≤ P zT V(`) ≥ V(`) + β
(5.31)
F

2

≤ 2e
≤ 2e

−d Kc4

(ξ−α)2
V(`)
2→2

k

k

(ξ−α)2
−d Kc4 γ 2

(5.32)
c

1−α

2

= 2e−d K 4 ( 1+γ )

(5.33)

where (5.31) follows from (5.10),
√ (5.32) follows from Theorem 25 (with
(`)
W = V and β = (ξ − α) d), and for (5.33) we used (5.11).
The proof is now conduced by applying (5.30) and (5.33) on (5.29).

5.6.2. Proof of Theorem 24
For convenience we define
L(x) :=

1
2
ky − Axk2 + λkxk2,1 .
2
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We start by establishing a necessary and sufficient condition for a
minimizer of L(x) to be unique using standard tools from convex
analysis. To this end, we first state some definitions and results from
convex analysis, see [Roc70] for a reference. Let f be a convex function,
and denote the gradient of f at point x by ∇f (x). The subdifferential
of f at point x, which exists even if the gradient does not, is defined
as
∂f (x) := {g : f (z) ≥ f (x) + hz − x, gi for all z}.
The elements of the subdifferential are the subgradients. If f possesses
a gradient,
∂f (x) = {∇f (x)}.
If f is a closed convex function then x? is the global minimizer of f
if and only if 0 ∈ ∂f (x? ).
Lemma 13. Suppose AS has full column rank, and let x? be the
minimizer of L over all coefficient vectors supported on the blocks
indexed by S. A necessary and sufficient condition on such a minimizer
is
ATS (y − AS xS? ) = λgS

(5.34 )

where gS ∈ ∂kxS? k2,1 . Moreover, x? is unique.
Lemma 13 is a generalization of [Tro06a, Lem. 3] pertaining to the
singe measurement case and its proof follows closely that of [Tro06a,
Lem. 3].
Proof of Lemma 13. We start by establishing uniqueness. Since x is
supported on the blocks indexed by S (by assumption), the quadratic
2
2
term in L becomes ky − Axk2 = ky − AS xS k2 . Using that AS has
full column rank, it follows that the quadratic term in L is strictly
convex, so the whole function L is strictly convex as well. Thus, its
minimizer x? is unique.
Since L is convex, 0 ∈ ∂L(x? ) is necessary and sufficient for x?
to minimize L. Since x is supported on the blocks indexed by S,
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minimizing L(x) is equivalent to minimizing
F (xS ) :=

1
2
ky − AS xS k2 + λkxS k2,1 .
2

The gradient of the first term of F at xS = xS? is
ATS AS xS? − ATS y.
Since subdifferentials are additive, 0 ∈ ∂F (xS? ) if and only if
ATS AS xS? − ATS y + λgS = 0
for gS ∈ ∂kxS? k2,1 , which concludes the proof.
Next, we employ the perturbation technique from [DET06; Tro06a]
to establish conditions ensuring that the minimizer of L is supported
on S.
Lemma 14. Suppose that AS has full column rank, and that x? is
the unique minimizer of L over all vectors supported on the blocks
indexed by S. If


†
T
T †
max A` (I − AS AS )y < λ 1 − max gS AS A`
(5.35 )
`∈S
/

2

`∈S
/

2

for some gS ∈ ∂kxS? k2,1 , then x? is the unique global minimizer of L.
Proof. The proof follows closely that of [Tro06a, Lem. 6] pertaining
to the single measurement case. The proof is established by showing
that every perturbation b(j) away from x? increases the objective
function L. Specifically, we show that
L(x? + b(j) ) − L(x? ) > 0
T

where b(j) = [0, ..., bj , ..., 0] , for all j ∈
/ S, and for all bj ∈ Rd , bj 6=
0. Since L is convex, this guarantees that x? is the global minimizer
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of L.
L(x? + b(j) ) − L(x? ) =


1
2
2
ky − Ax? − Aj bj k2 − ky − Ax? k2
2

+ λ x? + b(j)
2,1

− λkx? k2,1

1
2
kAj bj k2 − hy − Ax? , Aj bj i + λkbj k2
2
≥ − hy − AS xS? , Aj bj i + λkbj k2

=

(5.36)
(5.37)

where (5.36) follows from
x? + b(j)
2,1

= kx? k2,1 + b(j)

= kx? k2,1 + kbj k2

2,1

where we used that, due to j ∈
/ S, b(j) and x? are supported on
different blocks. In order to lower-bound the RHS in (5.37), first note
that, by Lemma 13, x? satisfies (cf. (5.34))
−1

xS? = A†S y − λ(ATS AS )

gS .

(5.38)

Hence the inner product in (5.37) becomes
D
E
−1
hy − AS xS? , Aj bj i y − AS A†S y − λAS (ATS AS ) gS , Aj bj
and it follows that
|hy − AS xS? , Aj bj i| ≤ kbj k2



ATj (I − AS A†S )y +λ gST A†S Aj
2


.
2

Application on (5.37) yields
L(x? + bj ) − L(x? )
 
≥ kbj k2 λ 1 − gST A†S Aj


2

− ATj (I − AS A†S )y



. (5.39)

2

The RHS of (5.39) is strictly positive, if (recall that bj 6= 0)


ATj (I − AS A†S )y < λ 1 − gST A†S Aj
2

which is, for all j ∈
/ S, implied by (5.35).
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Next, we characterize the subdifferential ∂kxk2,1 .
Lemma 15. Let x ∈ Rdn . Then g ∈ Rdn lies in the subdifferential
∂kxk2,1 if kgi k2 ≤ 1 for xi = 0 and gi = xi /kxi k if xi 6= 0 for all
i = 0, ..., n − 1.
Proof. From the additivity of subdifferentials,
∂kxk2,1 = ∂kx0 k2 + ... + ∂kxn−1 k2 .
It remains to characterize the subdifferential ∂kxi k2 . First, suppose
T
T
T
xi = 0 in x = [x0T , ..., xn−1
] and set g = [0, ..., giT , ..., 0] . Then
kzk2 ≥ kxi k2 + hz − x, gi = hzi , gi i
is satisfied for all z if and only if kgi k2 ≤ 1. Hence for xi = 0,
g ∈ ∂kxi k2 if kgi k2 ≤ 1. Next, suppose xi 6= 0 and let g =
T
[0, ..., giT , ..., 0] with gi = xi /kxi k2 + hi . Then
kzk2 ≥ kxi k2 + hz − x, gi =

hzi , xi i
+ hzi , hi i
kxi k2

which is satisfied for all z if and only if hi = 0. Hence for xi =
6 0,
T
g ∈ ∂kxi k2 if g = [0, ..., giT , ..., 0] with gi = xi /kxi k.
As the next step we apply Lemma 14 on the noisy block-sparse
setting.
Lemma 16. Let y = Ax + e, A ∈ Rmd×nd , where x ∈ Rnd is
supported on the blocks indexed by S, and suppose kek2 ≤ . Suppose
furthermore that A satisfies δ(S) ≤ δ and max`∈S
A†S A`
/
If
T
sgnb (xS ) A†S A` ≤ ξ,
for all ` ∈
/S

≤ γ.
2→2

(5.40 )

2

and if  and λ satisfy
p



δ + λ |S| 


2γ + 1 − c1 − ξ < min kxi k2 1 − c1 − ξ (5.41 )
i
1−δ
λ
λ
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?
where c1 = maxi∈S
/ kAi k2→2 + γδ, then the minimizer x of L is
supported on S and satisfies
p
δ + λ |S|
?
kxS − xS k2 ≤
.
(5.42 )
1−δ

Proof. Let x? be the minimizer of L over all vectors supported on
the blocks indexed by S. We first establish via Lemma 14 that under
the conditions of Lemma 16, x? is the unique global minimizer of L.
We then show that x? satisfies (5.42), as desired.
We start by verifying Condition (5.35) in Lemma 14. Using y =
Ax + e = AS xS + e (recall that x is supported on S) and sgnb (xS? ) ∈
∂kxS? k2,1 (which follows from Lemma 15) (5.35) is implied by


†
†
T
? T
.
max A` (I − AS AS )e < λ 1 − max sgnb (xS ) AS A`
`∈S
/

`∈S
/

2

2

(5.43)
We start by upper-bounding the LHS of (5.43) to show that (5.43)
holds. Using that
max AT` (I − AS A†S )e
`∈S
/

2

≤ max
− AS A†S )
kek2
`∈S
/
2→2


−1 T
T
T
≤  max kA` k2→2 + max A` AS (AS AS ) AS
`∈S
/
`∈S
/
2→2


≤  max kA` k2→2 + max A†S A`
kAS k2→2
`∈S
/
`∈S
/
2→2


≤  max kA` k2→2 + γδ = c1
AT` (I

`∈S
/

it follows that Condition (5.43) is implied by
c1
T
+ max sgnb (xS? ) A†S A`
λ
`∈S
/
We next upper-bound sgnb (xS? ) A†S Aj
T

< 1.

(5.44)

2

, to obtain an condition
2

that implies (5.44) (and therefore (5.43)) which does not depend on
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xS? , but on xS instead. To this end, first consider the jth block of
sgnb (xS? − xS ). For notational convenience, define ∆xj := xj? − xj .
We have
xj?
xj? 2

−

xj
kxj k2

=

xj? kxj k2 − xj xj?

2

≤

xj? 2 kxj k2

2

2

2k∆xj k2
|kxj k2 − k∆xj k2 |
(5.45)

where we used xj?
xj? kxj k2 −xj xj?

2

≤ kxj k2 + k∆xj k2 and

2 2

≤

max
c∈{1,−1}

xj? kxj k2 −xj (c k∆xj k2 +kxj k2 )

≤ 2k∆xj k2 kxj k2 .

2

(5.46)

It follows from (5.45), that
xj?
xj? 2

=

xj
+ vj
kxj k2

where vj ∈ Rd satisfies
kvj k2 ≤

2k∆xj k2
.
|kxj k2 − k∆xj k2 |

(5.47)

Assuming that mini kxi k2 > k∆xS k2 , ∆xS := xS? − xS , (this assumption is resolved below) we obtain sgnb (xS? ) = sgnb (xS ) + v where
v ∈ Rds satisfies
P
1/2
2
2
k∆x
k
j
j
2
2 k∆xS k2
kvk2 ≤
≤
. (5.48)
mini kxi k2 − maxi k∆xi k2
mini kxi k2 − k∆xS k2
We therefore get, for ` ∈
/ S,
sgnb (xS? ) A†S A`
T

≤ sgnb (xS ) A†S A`
T

2

≤ξ+γ

2

+ A†S A`

2 k∆xS k2
mini kxi k2 − k∆xS k2

2→2

kvk2
(5.49)
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where we used (5.40). It follows that (5.44) (and therefore (5.43)) is
implied by
2 k∆xS k2
c1
+ξ+γ
<1
λ
mini kxi k2 − k∆xS k2
which is




c1
c1
k∆xS k2 2γ + 1 −
− ξ < min kxi k2 1 −
−ξ .
i
λ
λ

(5.50)

We next upper-bound k∆xS k2 . By Lemma 14, x? satisfies (5.34) (i.e.,
(5.38)), which yields, with gS = sgnb (xS ), that
−1

∆xS = xS? − xS = A†S y − λ(ATS AS )

= A†S e − λ (ATS AS )

sgnb (xS? ) − xS

−1

sgnb (xS? )

(5.51)
p
where we used y = AS xS +e. Using kek2 ≤  and ksgnb (xS? )k2 = |S|
we obtain from (5.51) that
p
−1
|S|
k∆xS k2 ≤ A†S
 + λ (ATS AS )
2→2

2→2

δ
1 p
|S|.
≤
+λ
1−δ
1−δ

(5.52)

First note that the assumption mini kxi k2 > k∆xS k2 imposed above
now follows from combining (5.52) with (5.41).
Application of (5.52) on (5.50) yields that (5.50), and thus Condition (5.35) in Lemma 14, is implied by (5.41). It follows from Lemma
14 that x? is the unique minimizer of L. By definition, x? is supported
on S, and according to (5.52), it satisfies (5.42), which concludes the
proof.
Theorem 24 now follows as an application of Lemma 16. We
first show that (5.40) in Lemma 16 is satisfied with probability
at
√
least (5.16). For
√ xS Rademacher, we have that kxi k2 = d, hence
sgnb (xS ) = 1/ d xS . It follows that, with ξ = α+γ
1+γ ,
h
i
h
√ i
T
P sgnb (xS ) A†S A` ≤ ξ = P xST A†S A` ≤ ξ d
2

2

2

−dc( 1−α
1+γ )

≥ 1 − 2e
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(5.53)

5.6. proofs
where (5.53) follows from (5.33) by using that a Rademacher random
variable is K-sub-Gaussian with unit variance and K = 1 (for the
proof of this simple fact see e.g. [Ver12, p. 12]).
We next show that (5.41) in Lemma 16
√ is satisfied. For xS Rade√
macher, each block xi satisfies kxi k2 = d. Hence mini kxi k2 = d
in (5.41), and (5.41) becomes



√ 
√


1−α
1−α
δ + λ s
− c1 < d
− c1
2γ +
1−δ
1+γ
λ
1+γ
λ
which is, with λ = 4c1  equivalent to the assumption (5.15). Moreover,
with λ = 4c1 , (5.42) is equivalent to (5.17), which concludes the proof.
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appendix a

Notation
sets and spaces
|Ω|
L2 (R)
|S|
S
[N ]
Sm−1
1{A} (·)

cardinality of the set Ω
space of complex-valued square-integrable functions
the cardinality of the set S
complement of the set S in some specified superset
for an integer N , [N ] denotes the set {1, ..., N }
unit sphere in Rm : Sm−1 := {x ∈ Rm : kxk2 = 1}
the indicator function of the set A

miscellaneous
a∗
x∧y
supp f (x)
hf, gi

kf k
log x
X(f )
δ(t)
sinc(t)
bxc
L(·)

complex conjugate of the scalar a
the minimum of x and y
support set of a (multi-variate) function f
inner product of two (multi-variate) functions f (x)
and g(x),R both with domain Ω, defined as
hf, gi := Ω f (x)g ∗(x)dx
norm ofpa (multi-variate) function f , defined as
kf k := hf, f i
logarithm of x to the base e (natural
R logarithm)
Fourier transform of x(t): X(f ) = t x(t)e−j2πf t dt
Dirac delta function
Sinc function: sinc(t) := sin(πt)/(πt)
the largest integer not greater than x
the Lebesgue area measure
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a. notation

linear algebra
a, b, . . .
[a]` , a`
A, B, . . .
Aij
Im , I
a T , AT
a H , AH
A−1
A†

R(X)
ker(X)
diag[a1 ... an ]
spark(X)
kxk0
kxk1
kxk2
kAk2→2
kAkF

vectors
`th entry of the vector a
matrices
the entry of A in the ith row and jth column
the m × m identity matrix
transpose of the vector a and the matrix A,
respectively
Hermitian transpose of the vector a and the matrix
A, respectively
inverse of the matrix A
Moore-Penrose pseudoinverse of the matrix A:
−1
A† = (AH A) AH if A has full column rank, and
−1
†
H
A = A (AAH ) if A has full row rank
space spanned by the columns of X
nullspace of X
diagonal matrix with a1 , ..., an on its main diagonal
cardinality of the smallest set of linearly dependent
columns of X
number of non-zero entries in x
P
`1 -norm of x: kxk1 = i |xi |
Euclidean norm of x
spectral norm of A: kAk2→2 := maxkvk2 =1 kAvk2
P
Frobenius norm of A: kAkF := ( i,j |Aij |2 )1/2

probability
P[A]
E[X]
N (µ, Σ)
CN (m, σ 2 )
X∼Y
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probability of the event A
expectation of the random variable X
Gaussian random vector with mean µ and
covariance matrix Σ
proper complex Gaussian distribution with mean m
and variance σ 2
indicates that the random variables X and Y have
the same distribution
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