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Abstract
The problem of identifying objects in images is an open problem in
computer vision. Most current methods do not operate in real time, or
directly on a 3D representation of a scene. In this thesis, we investigate various ways of using heightmaps to possibly improve on current
methods of semantic segmentation, with the aim of implementing it on
a Project Tango device, a tablet computer with built-in 3D depth acquisition support, for real-time usage. We focus on the four-class labelling
problem defined in the NYUv2 dataset.
The multi-layer heightmap was previously introduced as a very compact representation of 3D scenes. We introduce our extension to the
original multi-layer heightmap algorithm to support streaming applications. The fixed-grid heightmap has also been extended to support
horizontally unbounded scenes by using a hashtable. We also introduce a method of creating heightmaps from truncated signed distance
fields (TSDFs), and our experiments show that creating heightmaps
from TSDFs may be faster. We also introduce a method to mesh multilayer heightmaps that is more efficient than the original algorithm.
On semantic segmentation, we also used heightmaps to perform reconstruction and segmentation, by implementing a pipeline that consists
of classification in 2D using a random forest, followed by superpixel
segmentation and then a Conditional Random Field (CRF). Our segmented 2D images, with their accompanying depthmaps, were then
combined to produce a 3D heightmap, with the intention that combining the votes from multiple images may give better accuracies. However, combining multiple segmentations seem to provide little benefit
to accuracy.
Finally, we introduce a novel way to perform semantic segmentation
with random forests and heightmaps, utilizing the compact representation of heightmaps to quickly identify structures around a point in 3D.
Our results show that performing segmentation on a relatively coarse
heightmap, although not state-of-the-art, gives average accuracies similar to the baseline by Silberman et al. on the NYUv2 dataset. There is
room for improvement by including colour and height information, or
by considering the labels of neighbouring points. However, more work
needs to be done to bring the speed to real-time.
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Chapter 1

Introduction

3D scene understanding and reconstruction has many applications, from
robotics to virtual and augmented reality. This has been an area of much
active research and applications. Project Tango1 , for example, is developing
devices that have the technology to “understand space and motion”, which
would greatly simplify the development of mobile applications that use the
knowledge of the environment around them. Augmented reality devices
like Microsoft’s Hololens2 require the user, the computer and the environment to interact with one another.
It is therefore important for computers to go beyond building a static model
of its environment, but also to understand what kind of objects are being
seen. Indoors scenes represent a greater challenge in semantic segmentation
tasks, in part because of “heavy occlusion and clutter” [41], and because
objects in the same semantic class may have wildly different appearances,
e.g. books with different cover illustrations, a crumpled vs a folded towel.
Currently state-of-the-art methods still score accuracies as low as 40% in
certain object classes, such as tables, decoration, sofa[12].
Many approaches have been used. Some [12, 42] attach labels to points
in 3D. Others [4], perform the segmentation entirely in 2D and use other
techniques to ensure consistency between successive frames in video. Most
approaches so far perform semantic segmentation in 2D first, although there
are some e.g. [14] that work in 3D.
In reconstruction, multi-layer heightmaps, introduced by Gallup [8], are a
compact way to represent 3D scenes. Compared to other methods, multilayer heightmaps offer advantages in storage and transmission, although it
performs more poorly in fidelity. Possibly because of the inherent limita1 https://www.google.com/atap/project-tango/
2 https://www.microsoft.com/microsoft-hololens/en-us
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tions of multi-layer heightmaps for representations beyond volumetric occupancy, their use in reconstruction has not be widely explored.
In this thesis, we explore the use of multi-layer heightmaps in reconstruction and segmentation, with the aim of developing a streaming algorithm
for unboundedly large horizontal scenes, with real-time performance on a
Project Tango device, which is a tablet with a built-in 3D scanner.
We try to take advantage of the compact representation of the heightmap to
efficiently recognize 3D structures in the neighbourhood of a point for use
in real-time semantic segmentation. We also try to use the regularization
and averaging inherent in the multilayer heightmap construction techniques
to improve on segmentation results.

2

Chapter 2

Background

In this chapter we will cover relevant aspects of 3D capture, reconstruction,
and methods of performing semantic segmentation. We will also briefly
touch on depth filling and the CUDA framework which we use to implement
our algorithms.

2.1

3D Capture

Recovering 3D information from 2D images has been done using many
methods, e.g. space carving, stereo matching, learning from examples, laser
scanning. The introduction of structured light scanning devices such as the
Kinect, and more recently Project Tango devices, has allowed depth capture
to be done efficiently, even in real time. The Kinect returns a depth map
where the value at each pixel corresponds to the distance of that pixel from
the camera.
The depth map is necessary for reconstruction and improves segmentation
algorithms by introducing depth invariance: spatial features can be made
independent of perspective effects by taking their depth into account. Commercially the Kinect was sold as a gaming input device, in which human
body poses were captured using the depth sensor, and then semantically
segmented into body parts to allow users to interact with the gaming console (Xbox) without the use of controllers.
One limitation of these devices is that they tend to only work indoors because the structured light gets washed out under strong illumination e.g.
from the sun.
3
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2.2

3D Reconstruction

In 3D reconstruction from depth maps, point clouds are the most basic form
of reconstruction – one back-projects all points in the depth map by their
distance. However, we focus here on dense reconstruction, as opposed to
sparse reconstruction based on point clouds. With dense reconstruction we
recreate the volume and/or the surface of 3D objects.
Simpler reconstruction methods have a binary occupancy model – voxels
are either empty or occupied. In this category are spacing carving methods
[21], the STICKS representation [26], as well as (multi-layer) heightmaps
[8, 46]. The more sophisticated method of signed distance fields [5] store the
distance to the nearest surface along a particular direction.
In reconstruction multiple images with their associated depthmaps are aligned
together in a step called visual odometry, wherein the pose of the cameras that
took the images are estimated, using various techniques e.g. [13, 31]. Information from other sensors (e.g. accelerometers) may be used to refine the
estimation.
For reconstruction, KinectFusion [29] and its open-source reimplementation
Kinfu1 use coarse-to-fine iterative closest point (ICP) for visual odometry,
and signed distance fields to represent the reconstructed surfaces.
In this thesis, we use the visual odometry technique in Kinfu to obtain the
camera trajectory for the NYUv2 dataset. For our Tango implementation,
we use the built-in visual odometry that relies on visual and inertial cues.

2.2.1

Heightmaps

A heightmap is a 2.5D representation of a scene. The scene is represented
as a grid, and the value at the grid represents the z-position of a surface at
that position. Heightmap representations have for a long time been used in
maps, e.g. in the form of contour lines, to represent natural terrains. In [11]
and [17], heightmaps have been used to model floor surfaces to help robots
navigate, while in [36] heightmaps have been used to model and segment the
interior of a vehicle. Gallup et al. [7] used a heightmap to represent streetlevel video, a choice which allows them to represent street-level features
such as vertical facades very well.
A major limitation of the heightmap is that it only allows the user to represent one layer of the scene. This limitation prevents objects with overhanging
parts such as trees, balconies and tables from being properly represented.
To overcome this limitation, Gallup et al. [8] introduced the multi-layer heightmap,
applying it to street scenes. The multi-layer heightmap restricts the position
1 http://pointclouds.org
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of voxels to between some predefined height indexed as 0, and some maximum height indexed as h. The multiple layers of a n-layer heightmap are
represented by l1 , . . . , ln , where 0 ≤ l1 ≤ l2 ≤ . . . ≤ ln ≤ h. The layers alternate between being occupied and free, that is, for a scene of height z, the
voxels from 0 to l1 − 1 are considered occupied, l1 to l2 − 1 are considered
empty and so on.
They also introduced a parallelizable O(nh) algorithm to generate heightmaps
from multiple depth images. In the algorithm, the 3D occupancy probability
is calculated for each voxel in the grid. Subsequently a dynamic programming algorithm is used to choose the optimal heightmap representation of
the 3D occupancy probabilities. Because the dynamic programming algorithm is executed on each column independently of all other columns, the algorithm can be parallelized. In addition, the heightmap algorithm achieves
space efficiency because the occupancy does not have to be stored for the
entire grid, but only for the column that is currently being computed.
Because the heightmap is a 2D grid, it much more space-efficient than a
3D voxel grid for representing voxel occupancy. For complex scenes, it is
also asymptotically more space-efficient than the voxel hashing approach.
However this comes at the cost of reconstruction accuracy in the parts of the
scene that require more than n layers.

2.2.2

Signed-distance Fields

The signed-distance field (SDF) as a method to implicitly represent 3D surfaces was introduced by Curless and Levoy [5]. In this method, the 3D space
is sampled at several points, typically the points of a voxel grid, and at each
point the “signed distance to the nearest range surface along the line of
sight to the sensor” is stored. Multiple observations are combined by taking
a weighted running average of the signed distance for several observations.
The implicit surface is then extracted from the zero-crossings of the SDF.
For computational efficiency, Curless and Levoy compute the signed distance only in the vicinity of the observed points, giving the truncated signed
distance field (TSDF).
Compared to the approaches that use a binary occupancy model, the TSDF is
better able to faithfully reconstruct complex 3D scenes, in particular because
the gradient of the field gives a good estimation of the surface normals.
Compared to the heightmap, it is not restricted by the complexity of the
scene. The TSDF is used in KinectFusion.

2.2.3

Voxel Hashing

When reconstructing a 3D scene, the amount of memory needed for stage
can quickly become massive. In the original implementation of KinectFu5
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sion, a fixed voxel grid was used. However, for large scenes or at high resolutions, this would require a large amount of memory. With limited GPU
memory, this effectively bounded the size and/or resolution of the scene
being constructed.
Nießner et al. [30] introduced a voxel hashing approach in which 3D space
is divided into voxel blocks. These voxel blocks are referenced by a hash
table using their 3D position as keys. The voxel blocks are only constructed
around object surfaces, thus freeing up memory that would otherwise have
been used to store empty space.
The voxel hashing approach is also faster than competing approaches at that
time, such as octree-based methods. In addition, it supports streaming of
data between the GPU, where memory is often limited, and the CPU, where
memory is more abundant.
We implement a hash table similar to that described by Nießner et al. [30]
to construct horizontally unbounded scenes (in the vertical direction we
are still bounded because of the nature of the heightmap construction algorithm).

2.3

Semantic Segmentation of Indoor Scenes

Much work has been done on semantic segmentation of images, the process
of identifying and labelling objects in an image. For this purpose, many
datasets have been released, such as the PASCAL VOC2 and MSRC dataset3 .
These datasets lack depth information.
After the Kinect was released, Silberman et al. [41] released the NYUv1 and
NYUv2 datasets4 which contain depth information in addition to colour.
The NYUv2 dataset images were captured using the Kinect (with the firstgeneration sensor). It is a compilation of video sequences of several indoor
scenes, with over 400,000 frames. A subset containing 1449 frames are annotated with semantic labels. There is a standard partition of the 1449 frames
into 795 training scenes and 654 test scenes, which we also use in our experiments. These labels represent 894 object categories with instance numbers
for objects in the same category that appear multiple times in the same image. The 894 object categories can be reduced to 14 broad categories (bed,
object, chair, decoration, etc.) or to 4 broader categories (ground, furniture,
props, structure).
2 http://pascallin.ecs.soton.ac.uk/challenges/VOC/voc2010/
3 http://research.microsoft.com/en-us/projects/objectclassrecognition/
4 http://cs.nyu.edu/

~silberman/datasets/nyu_depth_v2.html
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We will focus on the 4-class labelling task in this thesis. State-of-the-art
classification results in the 4-class labelling task has been obtained by Müller
et al. [28] and we use a pipeline inspired by them.

2.4

Random Forests

Random forests are machine learning algorithms for classification and regression. Random forests work by training multiple decision trees, and then
combining the predictions of the decision trees to reduce the variance in prediction. They have been used with success in many applications, including
segmentation of medical images.
At each node of a decision tree, a sample to be classified is tested against
some decision function sent to the corresponding child node until a leaf is
reached. The leaf gives the final classification of the sample. A commonly
used set of decision functions are axis-aligned functions with some threshold:

0 if xi ≤ τ
f i,τ ( x ) =
(2.1)
1 otherwise

2.4.1

Training a Decision Tree

To train a decision tree, one typically looks at the samples at each node and
finds a feature that, if used to split the samples, best reduces some impurity
score. Common impurity functions are the Gini impurity and Entropy. Both
impurity functions are similar and should lead to similar results [33].
These functions are defined in terms of the fraction of samples that belong
to each class, pc , for each class c:
Definition 2.1 Gini impurity:
IGini = 1 − ∑ p2c

(2.2)

IEntropy = − ∑ pc log pc

(2.3)

c

Definition 2.2 Entropy:

c

At each node, a split is found that divides the nodes into le f t and right
nodes that decreases the impurity the most:
le f t le f t
If

arg min I − w f
f ∈F

right right
If

− wf

(2.4)

7
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le f t

right

where I is the impurity of the current node, I f and I f
are the impurities
of the left child node and the right child node due to the decision function f ,
le f t
right
and w f and w f
are the fractions of samples in the left and right nodes
due to the decision function f . Note that this method of choosing splits does
not necessarily give the optimal splits.
Individual decision trees tend to overfit training data. One way of overcoming overfitting is to prune the tree. Another way is to aggregate several trees
into a random forest. When this is done, trees are typically trained to purity (leaves contain only samples belonging to one class, or until no splits
can be found), thus overfitting the data. This overfitting is then reduced by
combining the decision trees to give a random forest. Moreover each tree is
typically trained using a bootstrap sample of the original dataset to avoid
highly correlated trees and thus reduce variance.

2.5

Conditional Random Fields

Conditional random fields try to maximize the probability of assigning labels Y given some data X [43]:
arg max P(Y | X )

(2.5)

Y

X and Y represent several instances:
X = ( x (1) , x (2) , . . . )

(2.6)

Y = ( y (1) , y (2) , . . . )

In semantic segmentation, each (x(i) , y(i) ) may represent, for example, the
pixels of an image and their semantic labelling. Each instance is independent of all other instances. A very common and convenient model for the
probability is:

1
P(Y | X ) = exp − ∑ E(y(i) , x(i) )
Z
i

!
(2.7)

Because of their independence, each (y, x) can be written as an energy minimization problem:
arg min E(y, x)
y

(2.8)

The energy function E(y, x) is defined over a graph (V, E ). For example,
in dense CRFs, V is the set of pixels, and E encodes the 4-neighbourhood
8
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of each pixel. In CRFs over superpixels, which are groups of (often neighbouring) pixels with similar properties, V represents the superpixels and
E represents adjacencies between superpixels. For generating superpixels
quickly (O(n) time, where n is the number of pixels in the image), several
strategies are known [1, 45, 6]. Reducing an image first to superpixels has
the advantage of reducing the computational complexity of the CRF problem, which even with the approximation algorithms is still quite large.
CRFs are often restricted to second-order CRFs, i.e. depending only on
unary and binary potentials.

E(y, x) =

∑ ψv (x, yv ) + ∑

v ∈V

ψvw (x, yv , yw )

(2.9)

(v,w)∈E

Unary potentials associate the probability of a vertex v ∈ V taking on a
label y, while binary potentials associate the probability of adjacent vertices
u, v taking on labels yu , yv . This allows one to encode, for example, the
likelihood of two classes appearing as neighbours in an image. For example,
one can have a higher potential for sheep and table appearing together, than
for sheep and grass, to indicate that the latter two classes are more likely to
appear adajacent to each other in the same image than the former two.
For certain problems, it may be preferable to learn the potentials ψv and
ψvw . These are frequently formulated as a linear combination of unary and
binary features:
(1)

(2.10)

(2)

(2.11)

ψv (x, y) = w1> φv (x, y)
ψvw (x, y1 , y2 ) = w2> φvw (x, y1 , y2 )
(1)

(2)

Where φv are unary features that depend only on v, and φvw are pairwise
features and depend on features from both u and v.
CRFs are NP-hard in the general case, but can be solved in polynomial
time using graph-cut algorithms if the energy function is submodular. The
submodular requirement would require the binary potentials in 2.11 to be
non-negative. However, the QPBO (quadratic pseudo-Boolean optimization)
algorithm is known to give experimentally good results in real problems
even with non-submodular energies [20]. This allows us to define potentials
that may potentially be negative.
The above can be written as:
E(y, x; w) = f w (x, y) = w> Φ(x, y)

(2.12)
9
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The parameters w can be learned using a structured support vector machine
(SSVM). During training, an SSVM is used to find w = (w1 , w2 ) that makes
the training labels Y the most likely:
w s.t. ∀i. ∀y0 6= y(i) . E(y(i) , x(i) ; w) ≤ E(y0 , x(i) ; w)

(2.13)

To account for noise, we add slack variables ξ and regularizer C. The above
can be rewritten as a quadratic optimization problem:
1
C
min w> w +
n
w,ξ ≥0 2

∑ ξi

(2.14)

i

 



s.t. ∀i. ∀y0 . w> Φ x(i) , y(i) − Φ x(i) , y0
≥ 1 − ξi
This can be solved efficiently using the algorithms such as the 1-slack SSVM
cutting-planes algorithm [18].

2.6

Depth Filling

For many laser depth sensors, there will be shadows, reflective surfaces or
glancing incidences that prevent the depth sensors from picking up a depth
at a particular location. To fill the missing depth values, guided inpainting
methods are often used because they offer good results. Guided inpainting methods fill missing values from known values in the neighbourhood,
guided by knowledge from the colour image, where values are known.
Silberman et al. [41] uses a method adapted from Levin et al. [22] to inpaint
the depth. This method minimizes the difference between the depth and
the average depth of neighbouring pixels, weighted by the the normalized
correlation between the intensity of the colour pixel and the depth. The
weighting function is derived by assuming that the depth is a linear function
of colour intensity. However using this method requires solving a (sparse)
matrix in the order of the number of pixels in the image and is rather slow.
More recently, Gong et al. [9] invented a guided inpainting algorithm that
runs in O(|W |n), where |W | is the size of the window from which inpainting estimates are derived, and n is the number of pixels. This method provides good results at high speeds. Gong’s algorithm inpaints pixels using
known nearby pixels by the depth value of nearby pixels and their gradient, weighted by a Gaussian of the colour and geometric distance. More
importantly, they inpaint unknown pixels in a sequence that depends on
the (colour) similarity of these pixels to their neighbours with known depth
values.
In this thesis, where inpainting is needed, we perform a two-step interpolation, because of the sparsity of the depth data provided by the Tango
10
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device’s depth sensor. We first interpolate unknown depths between opposite pairs of neighbours with known depth values (e.g. left/right, top/bottom, top-left/bottom-right) before applying Gong’s algorithm. This is necessary because Gong’s algorithm uses the depth gradient, which is unavailable
when depth values are too sparse.

2.7

General-purpose GPU Programming

In this thesis, we use exclusively CUDA for running computations on the
GPU. CUDA is a “parallel computing platform and programming model
invented by NVIDIA”5 . It dramatically improves the performance of highlyparallelizable algorithms by transferring processing the algorithms on the
GPU.
Prior to CUDA, highly-parallel algorithms could be written using the OpenGL
framework by using the texture buffers as input/output buffers. However,
OpenGL code had to be compiled and written separately from CPU code.
CUDA allows CPU and GPU (a.k.a. kernel) code to be written together,
and provides functionality above and beyond those provided by OpenGL,
such as pointers, memory allocation, and fine-grained control of execution
threads.
OpenCL6 is another framework by which we can run computations on the
GPU. Like CUDA, OpenCL allows code to be written in popular languages
such as C and C++. However, like OpenGL, GPU code is still compiled
and written separately from the CPU code and is therefore less integrated
into the program. In addition, OpenCL is targeted at a variety of platforms,
including CPUs, while CUDA only targets NVIDIA GPUs.
CUDA provides a compiler nvcc that reads C++ source code written for
CUDA, and separates the source code into code for the GPU and the CPU,
as well as the parts common to both of them (e.g. data structures). Code
for the GPU is distinguished from that for the CPU by annotations in the
source code. To the CPU code, the compiler adds the hooks to call the GPU
code. This allows the developer to write CPU and GPU code that shares
functions and data structures. In addition, CUDA provides convenient tools
and APIs, such as printouts and memory allocation from within GPU code
and step-by-step debugging for code running on the GPU.
We use CUDA because of the conveniences it provide and because we are targeting Project Tango devices, which have an on-board NVIDIA GPU. CUDA
is also well supported by other software, e.g. [30], [37] and OpenCV7 all provide GPU implementations for CUDA.
5 http://www.nvidia.com/object/cuda_home_new.html
6 https://www.khronos.org/opencl/
7 http://opencv.org/
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Chapter 3

Related Work

3.1
3.1.1

Multi-layer Heightmaps
Streaming Multi-layer Heightmaps

The multi-layer heightmap construction algorithm by Gallup et al. [8] was
able to process video at 13 Hz. However, in order to exploit the spaceefficiency of the heightmap representation it requires all the depthmaps to
be available while generating the heightmaps, making it unsuitable for realtime streaming applications.
Zheng et al. [46] also use a heightmap representation and were able to construct scenes at the rate of 33 Hz. However they achieved this by maintaining the full occupancy probability grid that is lossily compressed with Haar
wavelets. While the memory requirements are reduced, they still require
significantly more memory than using a pure heightmap representation.
We will introduce a method to support streaming input without having to
store the full occupancy probability grid at any time.

3.1.2

Heightmap with other properties

While the heightmap representation can be efficiently constructed, the authors do not go into detail about how to represent other salient features of
objects such as colours, or for the purpose of this thesis, semantic labels,
which, unlike occupancy, can vary significantly over an column of voxels.
In addition, a heightmap poses other challenges. It requires prior knowledge
of the direction of gravity before reconstruction. Although XY-grid can be
unbounded, current algorithms are bounded in the Z direction between 0
and h. These factors affect the suitability of a pure heightmap approach to
scene reconstruction.
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For this reason we do not attempt to reconstruct all aspects of the scene using only heightmaps, but only where it is meaningful, namely for semantic
labels and for 3D occupancy.

3.1.3

Related Representations

STICKS representation
The multi-layer heightmap is closely related to the STICKS representation introduced by Montani and Scopigno [26]. The STICKS representation is also
a representation of binary occupancy in 3D space. For every run of occupied
voxels from position ( x, y, z) to ( x, y, z + k ), a stick element is created. Stick
elements are stored in tracks, ordered by their lower z coordinate. The stick
elements are indexed by their ( x, y) position from a 2D grid by a linked list.
Unlike the STICKS representation, the multi-layer heightmap fixes the number of distinct runs of occupied voxels per column, thus allowing for random
access and updates, at the cost of fidelity and marginal storage efficiency.
Thus, while the STICKS representation is a method of compressing volumetric data, the multi-heightmap representation also allows reconstruction and
updates to occur alongside compression.
Stixel Representation
In contrast to the previous works cited that try to reconstruct the 3D scene,
Badino et al. [2] introduce the stixel, an intermediate representation between
plain 2D and full 3D reconstruction, for use in obstacle detection by driver
assistance systems in automobiles. It allows the system to identify obstacles
in the image, without requiring a full 3D reconstruction of the scene. Each
stixel stands vertically on the ground and has a fixed width in 2D space. In
a 2D image, stixels are limited to one per image column.
The stixels are constructed directly from stereo disparity data using dynamic
programming and tries to cover the first visible relevant obstacle in the direction of depth. Dynamic programming takes place from the bottom of
the image until an occupied cell is found. The space in front of the cell is
considered free. Thus a stixel classifies the image into three parts: ground,
object and background.
Pfeiffer and Franke [35] extend the stixel representation to support multiple
objects per column and to remove the constrain that objects must touch the
ground. This allows floating objects to be represented.
The dynamic programming step used in the stixel representations reminiscent of that used in heightmaps, in that they operate on a per-column basis
and assume independence between columns. With heightmaps, however,
there is much greater computational and space complexity because of the
14
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greater number of columns that need to be computed and stored, and the
need to integrate information from multiple observations.

3.2
3.2.1

Semantic Segmentation Methods
Random Forests

Random forests have been used by various authors [37, 39, 38, 12] to segment
images. For image classification tasks, these authors have all used randomly
generated features. These features are listed here for comparison:
Kinect body-pose recognition
Shotton et al. (2013) [39] used random forests to identify body parts in depth
images. The features were obtained entirely from the depth map and colour
images were ignored. Each feature function f is generated from random
variable θ = (u, v). u and v represent some offset from a pixel whose
feature we are calculating. Importantly, u and v will be scaled by the depth
d(x) to account for perspective effects. Features can be computed for each
pixel x and θ by:




u
u
f θ (d, x ) = d x +
−d x+
d(x)
d(x)
where d(x) represents the depth at position x in the image. They trained 3
trees to a depth of 20 from 1 million images on a 1000-core cluster.
CURFIL
CURFIL (CUDA Random Forests for Image Labelling) [37] was inspired by
[39], also deploying randomly generated features and random forests. Their
random forest was implemented in CUDA and applied to more general
image segmentation tasks on the MSRC-21 and NYU-v2 datasets. Unlike
[39] they classified multi-channel images with RGB information in addition
to depth information. Unlike [39] they generated features using parameters
θ:
θ = ( Φ1 , Φ2 )
Φi = ( xi , yi , wi , hi , φi ) ∀i ∈ {1, 2}
where φi represents an image channel, and xi , yi , wi , hi defines a rectangle.
Features responses were computed as:
f θ (x) =

1
1
φ1 (p) −
φ2 (p)
∑
| R1 (x)| p∈ R1
| R2 (x)| p∑
∈ R2

(3.1)
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where Ri (x) represents the points in the rectangle bounded by x +


x i + wi
1
and x + d(x)
.
yi + hi

1
d(x)

 
xi
yi

Like [39] they used information from randomly chosen pixels in the neighbourhood to generate features. The distance of these pixels from the pixel
being classified is scaled by the distance d(x) to ensure depth invariance.
Unlike [39] they used rectangular regions instead of single pixel values. Rectangular regions can be employed efficiently by generating integral images
prior to training. Because of the speedups from using a GPU, they were able
to tune their parameters for better accuracy. They trained 3 trees with depth
of 18 for the NYUv2 dataset; and 10 trees with depth of 25 to obtain the best
results on the MSRC-21 dataset (no depth information).
The work in [37] has been the basis of [28] and [42], which use other techniques to improve the results obtained from the random forest.
Semantic texton forests
Shotton et al. (2008) introduced the semantic texton forests [38] which are
used to classify colour images (without depth information). Their method
uses random forests to identify textures in patches. They operate on small
patches of d × d pixels with the following possible features:
1. Value of single pixel in the patch, in colour channel b: Ib ( x, y)
2. Sum of two pixels’ values: Ib1 ( x1 , y1 ) + Ib2 ( x2 , y2 )
3. Difference of two pixels’ values: Ib1 ( x1 , y1 ) − Ib2 ( x2 , y2 )
4. Absolute difference of two pixels’ values: | Ib1 ( x1 , y1 ) − Ib2 ( x2 , y2 )|
Hermans et al.
In their work on 3D reconstruction and segmentation, Hermans et al. [12]
used seven feature types:
1. Value of single pixel at a particular colour channel: Ib ( x, y)
2. Difference in depth of two relative pixels, normalized by depth of the
current pixel: D ( x + Dδ(1x) ) − D ( x + Dδ(2x) )
3. Difference in colour values (in Lab space), normalized by depth of
current pixel: Ib ( x + Dδ(1x) ) − Ib ( x + Dδ(2x) )
4. Height of a point in 3D
5. Relative depth, the depth of a pixel, normalized by the furthest depth
in the corresponding image column
16
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6. Histogram of oriented gradients in the L colour channel of a patch
relative to the pixel
7. Histogram of oriented gradients in the depth map of a patch relative
to the pixel
They note that “the most expressive features are height of point in 3D and
relative depth in the scene”. Their random forest, when combined with a
CRF, achieved state-of-the-art results on the 14-class labelling task.

3.2.2

Conditional Random Fields

Conditional random fields (CRF) have been frequently employed in image
segmentation.. Most commonly used in image segmentation are secondorder CRFs, which only consider unary potentials and binary potentials,
although higher-order CRFs are possible. In the works listed here, unless
otherwise stated the authors have used linear combinations of features for
their unary potentials and binary potentials.
Shotton et al. (2009) [40] used unary potentials comprising a texture-layout, a
colour and a location term. For binary potentials they penalize neighbouring
nodes having different classes, unless an edge exists in the image. The CRF
was applied over pixels and in a 4-connected grid. They tested their CRF on
the MSRC 21-class dataset and did not have access to image depthmaps.
With the NYUv2 dataset, Müller et al. [28], Cadena and Košeká [3] apply
CRFs on superpixels generated using the SLIC unsupervised segmentation
algorithm [1]. The SLIC algorithm has a few useful properties – the number
of segments can be directly controlled by the user, and superpixels tend to
have a regular shape and size. Müller et al. used the random forest output
of [37] and the height of pixels as unary features; while for binary features
they used colour contrast, vertical alignment, depth difference and normal
orientations. In contrast, Cadena and Košeká used far more unary features
but fewer binary features. For unary features they used: colour, depth, relative depth, entropy, neighbourhood planarity and superpixel orientation.
For binary features they use the colour distance. For CRF learning, Müller
et al. used the fast cutting-planes algorithm to run the SSVM. Müller et al.
were able to achieve state-of-the-art results on the 4-class labelling problem.
Hermans et al. [12] achieve real-time, state-of-the-art accuracies on the 14class labelling problem by applying CRFs in 2D and 3D after the initial random forest step. They simultaneously reconstruct the scene in point clouds.
They achieve real-time segmentation by sampling one in every four image
frames.
Many researchers also consider higher order potentials (i.e., beyond pairwise potentials) however this has not been applied to the NYUv2 dataset,
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and does not seem necessary. For example Kohli et al. [19] uses the Robust Pn Potts model to achieve fine segmentation of natural scenes (e.g. of
tree branches and leaves) but this does not seem relevant for indoor scenes
and particularly the NYU dataset, where fine structures are absent in most
scenes and/or the labels.
Häne et al. [16] used CRFs on a 3D voxel grid to achieve joint reconstruction
and segmentation. They use a variety of features based on 2D information
such as colour, intensity, geometry, texture and location for unary features,
and a 3D geometric properties for the binary features. However their approach is decideably not real time.

3.2.3

Other Methods

Couprie et al. [4] uses multiscale convolutional neural networks (CNNs)
to also obtain respectable results on the 4-class and the 14-class labelling
tasks. This is an elegant approach because the features are not engineered
by instead learned by the network. Long et al. [23] also used multiscale
CNNs augmented with height information derived from the depth image
to obtain marginally better results. However, experiments with their model
gave qualitatively poor delineations between objects. Their CNN model may
have been better suited for RGB images, which led us to not use their results.
The work of Stückler et al. [42] is most similar to our projection method (see
next chapter). They use the random forest output of [37] and use multiple
views to project it into 3D space, and attach labels to voxels with it. In addition, although their work was based on the same random forest as Müller’s,
they do not refine their results using CRFs and the additional features used
by Müller. We use a pipeline similar to Müller’s, and project it into 3D space
like Stückler, but will compress the representation into a heightmap.
Himmelsbach, Lüttel and Wünsche [14] use a method that may only be
applicable to street scenes and the labelling of fairly large objects. Working
with point clouds, they divide 3D space into 15cm grid cells, threshold the
number of points in each grid, derive features for each grid cell, and then
finally use an SVM to classify the grid cells.
Rasmussen et al. [36] used heightmaps to segment out parts of a vehicle
dashboard, e.g. the steering wheel. However their application was for the
specific application of recognition by a humanoid robot driving a motor
vehicle. The algorithms were specially designed to search for the floor and
the steering wheel, and cannot be easily generalized to other segmentation
tasks. To our knowledge, no other work uses heightmaps in reconstruction
and segmentation tasks.
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3.3

Temporal Consistency and Reconstruction

We note that most of the methods mentioned do not ensure temporal consistency. Couprie et al. [4] maintain consistency between video frames by
segmenting a sequence 2D images in time and space and constructing a tree
over the superpixels. Miksik et al. [25] applies optical flow between frames
to achieve consistency but their work was applied to outdoor scenes, which
we cannot benchmark against the NYUv2 dataset.
Hermans et al. [12] ensured consistency by merging previous semantic labels and newly-classified semantic labels together. They do not densely
reconstruct the scene, although that would be a more trivial exercise. Nevertheless, their random forest classification step performs classification directly on the 2D image, which might mean that it is susceptible to changes
in camera pose.
In our random forest method, we intend to achieve temporal consistency by
performing image labelling directly on the reconstruction.
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3D Reconstruction using Heightmaps

In this section, we will give an overview of the probabilistic background
behind the heightmap algorithm, as described by Gallup et al. [8]. We also
compare their probabilistic model with the model they used earlier in [7],
also used by Zheng et al. [46]. Then we describe how we modify the above
algorithms to support streaming and unbounded horizontal ranges.

4.1

Basic Algorithm

The basic heightmap algorithm has two parts: the first part assigns every
voxel with a probability of being occupied. The second part is a dynamic
programming step that compresses the occupancy probabilities into the maximum a priori probability (MAP) layer configuration. Both parts are run on
every pixel on the heightmap independently of all other pixels, which allows
us to avoid storing a large occupancy probability grid.

4.1.1

Occupancy Probability

The probability of a voxel p being occupied, given independent observations
Z, is:
P(O p | Z ) ∝ P( Z |O p ) P(O p )

= P(O p ) ∏ P( Zi |O p )

(4.1)
(4.2)

i

We will omit p in the subsequent equations except where necessary to distinguish between different voxels.
The prior P(O) can be varying depending on position. For example, Gallup
biases P(O) to prefer “filled” grounds and “empty” skies. It is also possible
to use no bias, as in [7, 46].
21

4. 3D Reconstruction using Heightmaps
The presence of the first surface boundary along the ray from the camera to
the voxel in consideration at distance z is denoted by the predicate S(z), and
the probability of an outlier observation by ρ. The probabilities P( Zi |O) can
be written in terms of S(z):

P( Z |O) =

∏
i

Z zmax
zmin

P ( Zi |S(z), O) P (S(z)|O) dz

(4.3)

With Gaussian noise, we can write:
P ( Zi |S(z), O) = P ( Zi |S(z))

= ρN (z, σ) | Zi + (1 − ρ)U (zmin , zmax ) | Zi

(4.4)

Taking z p to mean the distance of the voxel from the camera, the likelihood
of the surface is formulated as:

if z > z p
 0
 
1
if z < z p − ε
P S(z)|O p =
(4.5)
zmax −zmin


z
−
ε
−
z
min
1
 1− p
· ε if z p − ε ≤ z ≤ z p
zmax −zmin

P S(z)|¬O p =

1
zmax − zmin

(4.6)

This means that if a voxel is occupied at distance z p , then the first surface
must be at a distance z < z p . Moreover, voxels around the surface (controlled by ε) are occupied with very high probability. Otherwise, we make
no assumptions about where the surface lies.
In the dynamic programming step, we will use the sum of negative loglikelihoods along each voxel column to decide whether a voxel should be occupied or empty. Thus we are interested in the difference between log P(O| Z )
and log P(¬O| Z ), which are entirely due to differences between P (S(z)|O)
and P (S(z)|¬O) in the range [zmin , z p ).
It can be shown that:
When z p  Zi log P(O| Z ) − log P(¬O| Z ) → k empty (k empty < 0)
When z p  Zi log P(O| Z ) − log P(¬O| Z ) → 0
When z p ≈ Zi the difference reaches a peak before declining to 0.
We illustrate this in Figure 4.1.
Exponential Decay Model
In the model used by Gallup et al. [7], the vote of a voxel p at distance z p
given observations Zi is:
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Figure 4.1: Difference in approximations between the formulations in [8] and [7]. zmin =
0, zmax = 100, σ = 2, Zi = 50. Parameters for the exponential model have been chosen to
roughly approximate the probabilistic model

(
Vote(z p , Zi ) =



z −Z
α exp − p σ i
if Zi < z p
k empty

otherwise

(4.7)

The difference between this “exponential decay” model and the probabilistic model is shown in Figure 4.1. The exponential decay model implies that
object are naturally thick (with standard deviation σ), and that the observations are low-noise.
In practice, both models seem to produce similar results, even though the
probabilistic model accounts for noise better. However the exponential
model is simpler and allows better control of the thickness of objects. Thicker
objects may add a degree of rotation invariance to the random forest algorithm, which we describe in the next chapter, by allowing a margin of error
when sampling features.
In this thesis, we have used exponential decay model for its simplicity and
better control of the results. Instead of priors that bias toward occupied
space below and empty space above as in [8], we have used a prior that
biases toward empty space everywhere. This ensures that volumes are
constructed only around observed regions and not hallucinated into large
spaces.
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4.1.2

Dynamic Programming

In the dynamic programming step, the occupancy probabilities in a column
are reduced to a heightmap representation. We first fix the maximum number of layers in the model to some n. For an n-layer model, we want the
layer configuration L that maximizes the probability P( L| Z ). Because the
layers alternate between being occupied and being empty, we can write (if n
is even):
P( L| Z ) ∝P( Z | L) P( L)
l1 − 1

P( Z | L) =

∏

∏

P( Z |¬Oi )

i = l1

l1 − 1

∏

l3 − 1

l2 − 1

P( Z |Oi )

i =0

P( L) =

(4.8)

l2 − 1

P(Oi )

i =0

∏

i = l1

∏

i = l2

h −1

P( Z |Oi ) . . . ∏ P( Z |Oi )

(4.9)

i = ln

h −1

P( Z |¬Oi ) . . . ∏ P( Z |Oi )

(4.10)

i = ln

(If n is odd the occupancy of the last factor will be flipped).
Unlike Gallup et al. [8], who used different number of layers depending on
whether the environment is indoors or outdoors, we use an even number of
layers regardless of the environment. Moreover, we define our layers such
that every successive pair of layer definitions (l2i−1 , l2i ) give a layer that is
occupied. Thus, our layer model L = (l1 , l2 , ...ln ) implies

(¬O0 . . . ¬Ol1 −1 , Ol1 . . . Ol2 −1 , ¬Ol2 . . . ¬Ol2 −1 , . . .)
From the first-person point of view, both models should give similar results.
Gallup et al.’s model would extend the ground all the way to the bottom of
the heightmap. While a reasonable assumption for rendering from a firstperson point of view, we choose the representation that gives us the fewest
artefacts overall.
To find the MAP L, we can write
l1 − 1

arg max P( L| Z ) = arg min
L

L

∑

− log P( Z |¬O j ) − log P(¬O j )

j =0

l2 − 1

+

∑



− log P( Z |O j ) − log P(O j )



(4.11)

j = l1

!

l3 − 1

+

∑

− log P( Z |¬O j ) − log P(¬O j ) + . . .



j = l2

Using L0 = [0, l1 ), L1 = [l1 , l2 ) etc. we can rewrite the above, to:
arg min

∑

∑ Cji

{l1 ...ln } L :i ∈{0...n} j∈ L
i
i
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where

Cjl



=

− log P( Z |¬Oi ) − log P(¬Oi ) if l is even
− log P( Z |Oi ) − log P(Oi )
if l is odd

Using F (h, n) = Chn + ∑ Li ∑ j∈ Li \{h} Cji
the following expression:



 F (h − 1, n)
n
F (h, n) = Ch +


 F (h − 1, n − 1)
F (0, n) = 0

where h is the topmost voxel, we get
If h does not open a new layer
(i.e. other layers exist in Ln )
If h opens a new layer
(i.e. h was the only voxel in Ln )
(4.13)
(4.14)

This lends itself to a O(nh) dynamic programming for each column in the
heightmap.
Regularization
To avoid unnecessary layers being created to fit noise in the measurements,
we can add a regularization term when new layers are created. Incorporating the regularizer into the dynamic programming algorithm, we get:

F (h − 1, n)
If same layer
F (h, n) = Chn +
(4.15)
F (h − 1, n − 1) + R(h) If new layer
Gallup uses a Bayesian Information Criterion (BIC) to regularize the number of layers. The regularization term used by [8] is 12 n ln |#observations|
whereas Zheng et al. [46] used a constant “layer penalty”.
In this thesis we have followed Zheng and used a constant “layer penalty”.
Experimentally it works reasonably well, while it also simplifies the kernel
by eliminating the need to count the number of observations for each voxel.
Practically, the effect of adapting the algorithm for streaming introduces
other errors to the model so we do not focus too much on correctness here.
We used a heightmap of maximum 8 layers.
Colour
Here, we give a colour to every occupied layer of the heightmap. This is only
to help us understand the output and is not meant to address the problem
of how to reconstruct a scene with full colour fidelity using a heightmap.
The Kinect and Tango devices capture a colour image along with every
depth map. We assign each layer a colour that is the weighted average
of colour of its voxels. The weight of each voxel’s colour based on the difference between the observed depth dobs on the depth map, and the voxel
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−dobs k2
depth dvox when projected onto the depth map: exp − kdvox2σ
. This
2
c
weighting function can be tuned by the parameter σc .

4.2

Extension to Horizontally Unbounded Scenes

The heightmap algorithm by Gallup was originally designed with a fixed
grid. For space efficiency prior knowledge of the scene (initial position and
size of scene) has to be known. In live use cases, these will not be available in
general. However, we make the assumption that the device might generally
be held at chest to eye level.
Thus we bound the z-axis by assuming that the floor will be no lower than
2m below the observer. We start our heightmap construction from this
height. For the horizontal axis, a hash table similar to that described by
Nießner[30] to allocate patches dynamically when needed and to accommodate horizontally unbounded ranges. The patches were 8x8 pixels in size.

4.2.1

Allocation Step

Patches are allocated for each observed depth pixel by converting the pixel’s
projection to global coordinates and allocating the patch for that position.
We also allocate patches a distance δ0 before and after the projected position
to accommodate voxels just at the edge of a patch. See Algorithm 4.1.
Algorithm 4.1 Patch Allocation Step
Input: depth image D, camera pose and intrinsics
Output: allocated patches
for each observed depth d at ( x, y) in D do:
for δ ∈ {−δ0 , 0, +δ0 } do
Project depth pixel ( x, y, d + δ) to camera coordinates ( X 0 , Y 0 , Z 0 ).
Transform ( X 0 , Y 0 , Z 0 ) to global coordinates ( X, Y, Z ).
Allocate patch associated with position ( X, Y ) if not allocated yet.
end for
end for

4.2.2

Integration step

To integrate new observations, we run the heightmap construction algorithm
for each voxel column that falls partially within the camera frustum. If
voxel column was newly allocated, we fill the column with the empty bias
k bias . Otherwise, use the previous constructed heightmap at that column to
determine the priors.
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4.3

Accomodating Streaming Data

The ideal way to accommodate streaming data would be to store the voxel occupancy probability in a 3D voxel grid, and then to construct the heightmap
from this occupancy probability grid with every observation. However this
would require a large amount of memory for even scenes of a modest size.
Hence we compress the grid into a heightmap between batches of observations.
To adapt the heightmap for streaming data, we found that it was good
enough to simply use the previous heightmap as the prior. Because the previous observations are mostly “forgotten” except for the priors, our heightmap
can even adapt to changes in the scene. We repeat the heightmap computation every four
 observations.
 When computing the new heightmap, we use
k

the prior ± k prior + lipenalty
−li−1 for a voxel in layer i. The sign of the prior depends on whether the voxel was previously filled. We choose the parameters
such that they satisfy the following conditions: (1) the prior is small, and (2)
in the absence of any observations along a column, the resulting heightmap
will remain unchanged.

The first condition is so that more recent observations can override older
observations. This is necessary to accommodate dynamic scenes. The second condition is necessary because the camera may observe one part of a
column (e.g. space above a table) after having observed another part (e.g.
under the table). If the prior is too small and the previously observed object
too thin, during the next reconstruction the layer penalty will cause the previously observed objects to disappear. Hence we ensure that any previously
observed object is at least able to overcome the layer penalty k penalty .
We did not use the Wavelet compression method described by Zheng et al.
[46] because in our experiments the lossy compression may result in artefacts being created, especially in unobserved regions. Moreover the wavelet
compression method requires a fairly large number of coefficients.
The list of parameters used for the entire algorithm are listed in Table 4.1.

4.4

Meshing the Heightmap

The Marching Cubes algorithm[24] can be adapted to heightmaps such that
the algorithm runs in O(Vn) where V is the number of pixels in the map,
and n in the number of layers.
With SDFs, vertices of the cube are usually weighted by their signed distance. In contrast our algorithm gives every vertex on the cube equal weight,
because heightmaps only have a binary concept of occupancy. However, this
allows us to speed up the meshing step.
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Table 4.1: Parameters used for heightmap reconstruction

Parameter
Grid resolution
k bias
k prior
k penalty
k empty
α
σ

Value
0.015m
0.1
0.1
1.0
0.1
0.7
0.06m

Description
Length of an edge of a voxel
Bias that is used to fill newly allocated voxel columns
Minimum prior from previous heightmaps
Penalty for opening new layer
Empty vote
Parameter in voting function, Vote(z p , Zi )
Parameter in voting function, Vote(z p , Zi )

To illustrate, let us consider the voxel at point ( x, y, z). To mesh this voxel,
we consider the 8 voxels in a 2x2x2 block: ( x + 1, y, z), ( x, y + 1, z), ( x +
1, y + 1, z), ( x, y, z + 1), . . ., ( x + 1, y + 1, z + 1). Of these 8 voxels, if every
voxel at height z is in the same layer as the voxel above it, then every voxel
at height z has the same occupancy as the voxel above it at height z + 1.
When we apply the Marching Cubes algorithm with the earlier restriction,
the resulting triangles will create a vertical face. Moreover this vertical face
can be extended to height z + k, as long as:

∀ x 0 ∈ { x, x + 1}, y0 ∈ {y, y + 1}, i ∈ [0, k].
Layer ( x 0 , y0 , z + i ) = Layer ( x 0 , y0 , z)

(4.16)

Thus we can mesh all voxels from z to z + k in one step and produce the
same vertical face. We mesh the voxels at layer transitions as usual. Since
for every 2x2 set of pixels in the n-layer heightmap, the layers can only
change 4n times, this gives an algorithm that runs in O(n) time per column
(Algorithm 4.2).

4.5

Heightmap from TSDF

Compared to the voxel-hashed TSDF reconstruction algorithm, heightmaps
are asymptotically less efficient. For a static scene, the time complexity of
voxel-hashed TSDF reconstruction is upper-bounded by the number of surfaces in the scene. On the other hand, the heightmap algorithm is upperbounded by the volume of the scene, because every voxel in every column
has to be evaluated, even if large parts of them are never observed. Moreover, evaluation of every pixel on the heightmap introduces a Ω(h · n + n ·
#observations per batch) sequential step to compute votes and because of
the dynamic programming algorithm. In comparison, the TSDF algorithm
runs in O(1) per voxel, which allows for greater speedups through parallelization. Thus there is more work and fewer opportunities for parallelism
with heightmaps.
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Algorithm 4.2 Marching cubes for multilayer heightmaps.
procedure MarchingCube(p1 , p2 , Occupancy [8])
Create triangles for the cuboid represented by corners p1 , p2
The occupancy of the cuboid vertices are given by Occupancy.
end procedure
for p00 in heightmap do
Consider neighbours p01 , p11 , p10
Consider layer configuration ∀i ∈ {00, 01, 10, 11}:
Li = (0, l1i , l2i , . . . , lni , hmax )
(Dummy layers 0 and hmax are added for ease of description)
h←0
while ∀i ∈ {00, 01, 10, 11}.∃l i .l i 6= hmax do
hnext ← height at which occupancy changes
for i ∈ {00, 01, 10, 11} do
i
lnext
← next height in Li if l i = hnext else l i
end for
for i ∈ {00,
11} do
 01, 10,
i is an even layer
0
l
Oi =
1 l i is an odd layer

i
0 lnext
is an even layer
i
Onext
=
i
1 lnext
is an odd layer
end for
MarchingCube(( x, y, h), ( x, y, hnext − 1), [O, O])
MarchingCube(( x, y, hnext − 1), ( x, y, hnext ), [O, Onext ])
l ← lnext
h ← hnext
end while
end for
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In addition, heightmaps cannot be easily used to embed information, such as
colour and surface normals, at each voxel. Such information is important for
rendering. However, heightmaps are useful because they allow us to access
information about an entire voxel column quickly. This forms the basis of
our second segmentation algorithm, which we describe in Section 5.2.
Therefore, we anticipate that a heightmap may used alongside a TSDF representation. We propose Algorithm 4.3, which uses the dynamic programming
step from the regular heightmap algorithm, to convert a voxel-hashed TSDF
representation to a heightmap.
Algorithm 4.3 Voxel-hashed TSDF to Heightmap Conversion
Input: voxel-hashed TSDF representation T : Z3 → R.
where T (x) = Signed distance at x
C ← {( x, y)|∃z.( x, y, z) ∈ domain( T )}
for ( x, y) ∈ C do
votes ← (k bias , · · · , k bias )
for z = 0 · · · h do
if ( x, y, z) ∈ domain( T ) then
votes[z] ← Vote( T ( x, y, z))
end if
end for
DynProgramming(votes)
end for
We justify the algorithm as follows:
In a TSDF, and also its voxel-hashed variant, every voxel that is allocated
stores the signed distance from the observed surface along the ray to the camera. The heightmap algorithm also computes the distance of voxels from the
observed surface along the ray, but then converts the distance to a log likelihood value. The important difference between the TSDF and the heightmap
algorithm is that the heightmap algorithm iterates over every voxel, including empty ones and unobserved ones, while the TSDF only considers voxels
around observed surfaces.
This approach is similar to that by Häne et al. [17] who first fill an occupancy
vote grid, which is then followed by the dynamic programming algorithm to
construct a heightmap. The difference is that instead of the occupancy votes
we store the TSDF in the grid. On top of that, we use the voxel-hashing
method of [30] to minimize memory usage during construction.
Since the TSDF stores the observed distance, each TSDF value s can be converted directly to the log likelihood/occupancy vote, e.g. using the exponen30

4.5. Heightmap from TSDF
tial decay model:

Vote(s) =

α exp(−|s|/σ) if s ≤ 0
k empty
otherwise

(4.17)

Thus, if there was only one observation, at regions near surfaces where voxels have been allocated, we can reconstruct the occupancy votes by applying
the voting function to the TSDF. Under multiple observations, if we are using
the exponential decay model, we get a geometric average of the occupancy
votes (assuming the voxel is occupied under all observations):
1
Vote(
m

∑ si ) = ∏ Vote(si )
i

!1/m

i

instead of the arithmetic average m1 ∑i Vote(si ). In practice we still get reasonable results, mainly because the choice of averaging method is less important
than the fact that the TSDF algorithm reduces noise around object surfaces
by averaging the signed distance from multiple observations.
With the voxel-hashed TSDF, there may be some voxels that have undefined
values. In such cases, we cannot know if it is because the voxel block was
not observed (then the vote should be k bias ), or because the voxel block was
observed to be empty (vote should be k empty ).
Nevertheless, in the case where the number of layers required to reconstruct
a column is less than n, our empty bias comes in useful: regardless of
whether the block was empty or unobserved, in the regular heightmap algorithm it would have been constructed as empty, as long as the run of empty
votes are larger than the layer penalty. If we set the layer penalty to zero,
then these blocks will always be reconstructed as empty. In this case, setting
the layer penalty to zero does not make the algorithm more susceptible to
noise, because the TSDF representation already helps to remove noise from
the observations.
In the other case, when n layers are insufficient, then neither algorithm
would be able to give a good reconstruction, but the TSDF-to-heightmap
construction may give more sensible results than the streaming algorithm.
With the streaming heightmap algorithm, the reconstruction will depend on
which part of the column is currently in the viewing frustum. The parts that
are visible will be better reconstructed, because the visible parts get larger
votes than the invisible parts, which are only supported by their prior. If
all parts are visible, then the thin empty layers will be filled, but the thick
layers remain empty.
In contrast, with the TSDF-to-heightmap construction, the TSDF preserves
the signed distance and hence does not “forget” the occupancy votes of
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unobserved regions. If we set k empty = k bias , then we ensure that empty
space near occupied space in an allocated voxel block have the same weight
as empty space in unallocated voxel blocks. The algorithm will then tend
to fill the thinner empty layers of the heightmap but leave the bigger layers
empty, which may be a better approximation than that of the streaming
heightmap.
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Chapter 5

Segmentation

In this chapter we present two segmentation methods for segmenting a scene
into the NYUv2 four classes – floor, structure, furniture, props.
The first segmentation method uses a 2D segmentation pipeline similar to
that of Müller et al. [28]. After we obtain the segmentation of the images in
2D, we project the segmentations into 3D, similarly to Hermans et al. [12]
and Stückler et al. [42]. From these projections we compute a heightmap
that also encodes semantic labels.
The second segmentation method deals more directly with heightmaps. The
scene is converted directly to a heightmap. Instead of classifying voxels or
points in the heightmap, we classify points in 3D space. From the depth map,
samples are chosen and projected onto the scene. A random forest is trained
on these samples, by drawing features from the heightmap in the neighbourhood of the samples. This approach is decidedly non-conventional in that
we ignore the rich, high-resolution 2D information and classify on a lowerresolution 3D representation.

5.1

Projection Method

For this method we generated 2D semantic segmentations of scenes. We took
a number of frames before and after the labelled test images in the NYUv2
dataset, ran the 2D semantic segmentations on them, and then passed the
segmentations as input to a variant of the heightmap reconstruction method,
adapted to incorporate semantic understanding. The idea is that averaging
the input from multiple segmentations may improve results.

5.1.1

Precursor Pipeline

In this method we used a CURFIL+CRF pipeline similar to that of Müller
et al. [28]. Following which the segmented images are passed into the
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heightmap construction algorithm.
We chose this pipeline because for the 4-class labelling problem, [28]’s pipeline
currently the leads in performance. In addition, [28] gave timings that were
already close to real time.
The pipeline consists of the following stages:
1. Random forest classification
2. SLIC superpixel segmentation of image
3. Compute additional features for each superpixel
4. Run a CRF on these features.
The features used are
1. The mean class probabilities from the random forest classification.
2. The average height above the ground, computed as the height above
the lowest point in the image, after projecting the 3D points in the
direction of gravity. This is the same method as used in [10].
Because we aimed to finally implement the pipeline on the Project
Tango device, where accelerometers are available, we skipped the estimation of gravity and directly used the accelerometer readings provided in the NYUv2 dataset / provided by the Project Tango device.
3. Mean normal direction
4. Mean colour (RGB and Lab)
5. The number of votes for each class
Holes in the depth map are first filled using the fast depth-filling method
by Gong et al. [9]. In addition, we train a linear SVM and a Random Forest
Classifier on just the unary features for comparison.
When using the CRF, we used the following binary features, as used in [28]:
1. Colour distance, exp(−γkci − c j k2 )
2. Directed 2D angle between superpixels
3. Relative depth differences between superpixels
4. Distance between their mean normals,

π
4

− |∠(ni , n j )|

Inference on the CRF is performed using QPBO, while the weights w for the
potentials are trained using a 1-slack SSVM.
The pipeline to generate the features and the algorithms/libraries we used
for its implementation are shown in Figure 5.1.
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Figure 5.1: Prediction pipeline. (a) Gong et al. [9] (b) 500-segment SLIC with scikit-image
(c) CURFIL[37] (d) Gupta et al. [10] (e) Holz et al. [15] (f) CRF with pystruct [27] (g) SVM
[34] (h) Random Forest Classifier [34]
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5.1.2

Combining Independent Segmentations

Like the reconstruction, the semantic heightmap algorithm buffers four images at a time and then runs the construction step once. This gives a multilayer heightmap with up to four columns. Next, it repeats the heightmap
algorithm but instead of two classes – empty and occupied – we have the
four semantic classes. Each voxel is projected onto the observed images. A
vote for class C is added if the pixel the voxel is projected onto in the semantic image is labelled C. The votes are weighted by a Gaussian function of
the difference between the voxel depth and the observed depth image:


|dobserved − dvoxel |2
weight = exp −
(5.1)
2σ2
We also have a constant penalty for label changes. This is equivalent to a
CRF where the graph is a chain, the unary potentials are the votes, and the
binary potentials are constants that depend on whether the labels on the two
vertices are different.
As a simplification, because of the small number of semantic classes, we
avoided using a hierarchical model for the five possible classes (4 semantic
classes + empty, see Figure 5.2). This would have required more complicated loss functions, such as a hierarchical multi-class loss function [32] that
measures the distance between two classes in a hierarchy. Instead we split
it into two steps: In the first dynamic programming step we compute the
occupancy of the voxels, and in the second step we compute a semantic
class for every voxel (both empty and occupied). In the second step we use
a constant loss for misclassifications. The final heightmap is constructed by
subtracting the “empty” voxels from the semantic labelling, which otherwise
has no concept of occupancy.
Because of the exponentially decaying weight function (5.1), which reduces
the influence of empty voxels in the second step, and the fact that empty
voxels are not rendered, this should give us acceptable results.
The above algorithm was trained and tested against the NYUv2 dataset. We
also implemented it on the Project Tango device, to see how it might performed, despite the algorithm having being trained on data from a different
device, namely the Kinect.

5.1.3

A Quick-and-Dirty Approximation

The dynamic programming step in the previous section could potentially
take a long time because at every dynamic programming step, every voxel
has to consider, for every label, the label of the previous voxel that most minimizes the cumulative cost. However, this slows the computation quadratically in the number of classes.
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Figure 5.2: Hierarchical model of the semantic classes.
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As a quick-and-dirty approximation, we wrote another implementation that,
for every occupancy layer, assigns to all the voxels in that layer the label that
has the highest number of votes over all the voxels.
This was also implemented on the Project Tango device and tested against
the NYUv2 dataset.

5.1.4

Testing

For testing, the heightmap’s semantic labels were projected onto an image
and compared with the reference images. The columns in the heightmap
were rendered as cuboids instead of meshed using Marching Cubes, because
unlike colours, semantic labels cannot be blended into each other.

5.2

Random Forest on Heightmaps

We introduce our second semantic segmentation method, a novel method
based on random forests to label 3D points in a scene. Heightmap representations are a compact way of representing the occupancy of voxels along a
column. As reported by [12], [28], one the most informative features is the
height of the voxel above the ground. The other most informative feature,
as claimed by [12] and used by [39] (which did not even use colour information) is the relative depth between pixels. This forms the basis of our
method.
In this method, we use a random forest to classify a 3D point X given a
scene S described by a heightmap:
f RF : S × X → {Ground, Struct, Furniture, Prop}
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Performing segmentation directly on the heightmaps may offer a few advantages:
1. It is not dependent on the quality of the depth camera or the method
of reconstruction, as long as the final reconstruction quality is good.
It is also not dependent on the intrinsics of a particular camera setup,
making the training results transferable to other devices.
2. It is not dependent on certain implicit assumptions in 2D methods,
namely that the camera is held at a particular height, is held horizontally and points roughly horizontally. For example, the important
“height” feature, as used by Müller, would not be computed correctly
in frames where the ground is occluded or absent from the view. In
addition, it has built in temporal consistency. When the neighbourhood of the 3D point does not change, neither will its label. In contrast
temporally-consistent methods based on 2D classification e.g. [4][25]
use techniques such optical flow or superpixels in the time dimension
to achieve temporal consistency.

5.2.1

Feature Generation

For our random forests we use axis-aligned threshold decision functions
(Eqn 2.1). The decision functions are applied to randomly-generated features. We generate two kinds of features and test them separately.
Pairwise Features
The first kind of features are inspired by [37] and [39], who use the difference
in depth values between relative pixels. However, unlike them, we do not
scale the relative distance of the pixels by depth because the features already
operate in metric space.
The features are generated with parameters θ:
θ = (C1 , C2 )
Ci = (ui , vi , wi , hi )

(5.2)

∀i ∈ {1, 2}

We define a NumOccupiedCi function, which counts the number of occupied
voxels along a column of voxels at a position relative to the 3D point ( x, y, z):
NumOccupiedCi ( x, y, z) = k{z0 | (z + wi − 0.5hi ) ≤ z0 ≤ (z + wi + 0.5hi )

∧ IsVoxelOccupied( x + ui , y + vi , z0 )}k
(5.3)
We illustrate NumOccupiedCi in Figure 5.3.
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Figure 5.3: Illustration of the NumOccupiedCi function. The function counts the number of
occupied voxels (grey) along series of voxels defined by (u, v, w, h) relative to a 3D point.
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The feature function f θ ( x, y, z) counts the difference in the number of occupied voxels the column described by C1 and in the column described by
C2 :
f θ ( x, y, z) = NumOccupiedC1 ( x, y, z) − NumOccupiedC2 ( x, y, z)
The idea behind the hi parameter is to allow tall structures, such as walls,
to be detected efficiently and to tolerate slight perturbations in position of
the point being classified, which is necessary when classifying large objects.
We expect that the decision trees will learn the height of the point from the
ground by sampling space below the current point. However, in scenes with
plenty of clutter where the ground is not seen, this may not be true, and
future work may add a height feature that is learned from the entire scene,
instead of just the small neighbourhood of a point
Pairwise features should be useful for discovering surface properties, e.g. to
identify flat vs sloping regions. The heightmap representation allows each
feature to be calculated in O(n) time in an n-layer heightmap.
For these features, the parameters we used are shown in Table 5.1.
Singular Features
The second kind of features take only the absolute occupancy value relative
to a particular point. Re-using the notation from before, the features are
generated with parameters θ:
θ = C = (u, v, w, h)

(5.4)
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Table 5.1: Parameters for generating random forest features, on a heightmap with 1.5cm resolution.

Pairwise features:
Parameter Distribution
ui , vi
U (−67, +67)
wi
U (−50, 50)
hi
U (0, 50)

Range
±1m
±75cm
0 – 75cm

Description
Distribution of the relative x, y offset
Distribution of the relative z offset
Distribution of the column height

Singular features:
Parameter Distribution
ui , vi
U (−67, +67)
wi
U (−100, 100)
hi
U (0, 50)

Range
±1m
±150cm
0 – 75cm

Description
Distribution of the relative x, y offset
Distribution of the relative z offset
Distribution of the column height

The feature response of a sample is:
f θ ( x, y, z) = NumOccupiedC ( x, y, z)
These features are inspired by single-pixel absolute values used by [12] and
[38]. Compared to the pairwise features, these features directly measure
occupancy of a voxel column instead of comparing two columns.

5.2.2

Training and Testing

The heightmaps are constructed at 1.5cm resolution using the streaming algorithm, using 30 frames before and after each frame with known labels.
The pose of the first frame is taken from the accelerometer readings. The
pose of subsequent frames are calculated using the coarse-to-fine ICP algorithm in Kinfu.
For training, we sample an average of 400 samples per image from the
NYUv2 labelled training set, while ensuring that each class is represented
equally in the dataset. Only samples with depths are taken, as these pixels
can then be back-projected onto the scene and trained on the random forest. For rotation invariance, each sample is replicated 8 times and rotated at
multiples of 45◦ .
For testing, we use all labelled pixels in the dataset that have an associated
depth. Because not all pixels have an associated depth, this means that our
results may not be directly comparable with other semantic segmentation
methods on the NYUv2 dataset. We backproject the pixels of the labelled
test images using their depths and the estimated poses. We run the random
forest algorithm on every back-projected point, and then check to see if it
matches its label.
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5.2.3

Random Forest Algorithm

For training, we trained 10 decision trees on bootstrap samples of the dataset.
At each depth of each tree, 100 features are randomly chosen. For candidate
thresholds the responses of each sample to the 100 features are taken. The
feature-threshold split that best improves the Gini impurity is chosen. A
tree node stops growing when no split can be found among the 100 features,
when the node consists of only one class, or when there is only one sample
in each class. Running this algorithm on the NYUv2 dataset gives trees with
depths of around 200.
For the singular features, we generated the features dynamically. For the
pairwise features, we found that generating the features dynamically is slow
(it takes twice the amount of time as generating singular features), so we
pre-generated 10,000 random features and saved them into a file. We will
discuss this performance issue in Chapter 7.
When testing, pruning is performed by stopping at a node when one of its
children has fewer than a given number of samples. The class distributions
at the leaf node from each tree are summed together, and the class with the
highest probability is taken.
Implementation Details
We wrote a custom implementation of the random forest algorithm for large
datasets that do not fit in memory. We used this implementation for the
pairwise features. We had 10,000 features per sample and the dataset is
100GB in size, and saved in sample-major order (i.e. the feature responses
of successive samples to the same feature function are stored contiguously
in memory).
The tree is trained breadth first. The data file is mapped to memory and
data is prefetched to exploit sequential reads. At each depth of the tree, the
same set of features are used. Because the data is saved in sample-major
order, this reduces the number of seeks per tree depth to 100 (the number of
features), allowing the random forest to be trained in a reasonable amount
of time, with disk seek time being the main performance bottleneck.
The training algorithm was implemented on CPU because the CUDA kernel
launch and memory transfer overheads were too expensive. At deeper levels
of the tree, there were tens of thousands of nodes to be evaluated, and
evaluating them on the CPU proved to be much faster than launching CUDA
kernels for each one of them.
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Chapter 6

Reconstruction Results

6.1

Hardware

For implementations on the PC we have used a PC with 16GB memory, a
NVIDIA GT630 GPU and Intel Core i5-4570 CPU. The Project Tango device
has a Tegra K1 chipset, with a four-core ARM v7 CPU and 4GB memory.

6.2

Streaming Heightmap

The heightmap reconstruction algorithm was tested on both devices. The
Project Tango device outputs colour images at 1280x720 resolution and depth
images at 320x180 together with the estimated poses. On the PC, using raw
data captured on the Tango device, we were able to process four frames in
130ms. Thus the frames are processed at an average of 33ms each, or 30Hz.
On the Tango device, four frames could be processed in around 160ms. This
gives us a per-frame rate of about 25Hz.
Although the processing could be done at the same rate as the data was
coming in, the latency was noticeably higher than that of the TSDF algorithm included in the Tango platform, due to the latency of the heightmap
algorithm, which was expected, and the meshing algorithm, which took
longer than expected. We show pictures of the reconstruction in Figure 6.1
and 6.2.
Using image sequences from the NYUv2 dataset, which are larger (640x480)
and denser than the images from the Tango device, the processing time for
four frames was rather variable. It ranged from 420ms for small scenes
like kitchen 0055 to 2.5s for larger scenes like classroom 0026. The larger
scenes will take a longer amount of time, because there are many more
pixels in the heightmap over which to run the construction algorithm. Of
this, 210ms was used to manage the patches in the hashtable, although it
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Figure 6.1: Reconstruction on the desktop

may be possible to optimize this further to obtain the real-time performance
described in [30].

6.3

Meshing

We demonstrate our meshing method in Figure 6.3. On the Tango device,
where meshing is performed incrementally, each incremental meshing step
took 50-60ms, and in some cases it was as high as 200ms. We suspect the
slow performance may be attributable to memory latency and/or competition for the GPU1 , and further optimizations need to be made to the implementation. However the implementation still manages to run at real time
rates on the Tango because the heightmap reconstruction and the meshing
algorithms are run while new observations are being batched.
A visible problem with the triangulation is that the edges of the triangles are
limited to 45◦ angles, thus there are only 26 possible values of the normal
vector. In future work, it may be possible to generate smoother surfaces
by taking the suggestion in [26] to consider 18 or 24 neighbours of a voxel.
However would come at a heavier cost to performance, which is currently
very sensitive to the number of memory accesses.

1 The
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GPU is not available for meshing when it is constructing a heightmap.

6.3. Meshing

Figure 6.2: Reconstruction on a Tango Device
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Figure 6.3: Reconstruction of an NYUv2 scene in heightmaps, using cuboids and marching
cubes.
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6.4

TSDF to Heightmap Conversion

We demonstrate the TSDF-to-heightmap algorithm in Figure 6.4. This algorithm was only implemented on the PC. Here we can clearly see some of
the weakness of heightmaps, namely that colours are not permitted to vary
along the column, and that we lose information about the direction of surface normals. Compared to a TSDF reconstruction, the colour reconstruction
is obviously less faithful over a column, because the colour is forced to be
uniform over the column.
In addition, the TSDF can be used to store invalid values. This is not true of
the heightmap – the presence of an observed value along a column of voxels
requires the rest of the voxels in the column to take on either an empty or
occupied value. These results in visible artefacts in the leftmost part of the
mesh in Figure 6.4.
Despite the loss of detail, the compact representation of heightmaps helps
us to perform semantic segmentation, as we will show in the next chapter.
On the same scenes we used for segmentation tests, heightmap construction
per TSDF scene takes on average 214ms for the entire scene, with 50% of
frames being completed in under 173ms and 90% in under 441ms (excluding
the time taken to construct the voxel-hashed TSDF scene). The TSDFs were
also generated at 1.5cm resolution using up to 30 frames before and after
the labelled frame. The longest time a scene took was 1.1s. This compares
favourably to the amount of time taken to construct scenes directly from a
heightmap for a batch of four images (450ms to 2.5s).
The performance gains come partly from the fact that the construction algorithm does not have to loop over every observed depth image, and because
it is allowed to skip over unallocated voxel blocks. Memory accesses in the
heightmap algorithm can also be optimized during the conversion – because
every pixel in an 8x8 patch of the heightmap will access exactly the same
set of 8x8x8 voxel blocks in the voxel-hashed TSDF, each 8x8 patch can be
processed in the same CUDA block, such that the voxel block for the patch
can be read from global memory into shared memory in one read.
The results here show that constructing a voxel-hashed TSDF representation followed by the heightmap representation may be more performant
than constructing heightmaps directly. Unfortunately, for reasons of time
we have not adapted the implementation to support incremental heightmap
construction.
As discussed in Section 4.5, our streaming algorithm whould reconstruct
currently observed parts with highest fidelity, while the unobserved parts
will only be reconstructed correctly if there are enough layers remaining to
fit the priors in those regions; In contrast, the TSDF-to-Heightmap algorithm
47

6. Reconstruction Results
Figure 6.4: Results of converting a TSDF reconstruction (above) to a heightmap (below).

should perform equally well on observed and unobserved parts. However
we were not able to test this with the scenes available.
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Segmentation Results

7.1

Projection Method

The projection method was implemented for the PC and ported to the Tango
device. Unfortunately, the implementation was too slow to run on the Tango
device. Only the “quick-and-dirty” method ran successfully on the Tango.
Because the Marching Cubes algorithm was not used in this experiment,
the final rendered result has visible “blockiness” to the scene (Figure 7.2).
At some parts of the resulting image, there were no occupied voxels constructed, resulting in missing classifications. Therefore in our results we
will state the fraction of pixels with known labels that were classified. The
remaining pixels have labels as provided by the NYUv2 dataset, but were not
classified by our method. The classification results are shown in Table 7.1.
For comparison, we have also included the accuracy scores before the projection, in order to determine how much the projection improves/worsens
the performance.

7.1.1

Live Testing

We could not run the projection method on the Tango device because the
long time the GPU kernels took to run caused resource timeouts and crashed
essential sensor services on the Tango platform.
Resource timeouts are a frequent problem in GPU applications when GPU
kernels take too long to run, because the GPU is often also required for rendering1 . Because the heightmap kernel has a run time that is O(#labels2 )
times that of the regular heightmap kernel, this is not a feasible nor a scalable method for real-time applications. We were able to run the application
1 For example, on PCs, when the GPU is used for rendering the desktop and kernels run
too slowly, the program is usually aborted to prevent the graphics from freezing up.
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on the PC with no problems, which has a slightly faster GPU and more
generous timeout.
Even though the quick-and-dirty method runs on the Tango, the results were
disappointing. The Tango depth sensor is visibly inferior to the Kinect sensor, and large amounts of depth information are often unavailable, especially for surfaces that are almost perpendicular to the projection plane (e.g.
the floor). Regular structures like walls and the ground are identified, but
finer structures such as furniture and props are often missing, for which the
depth-filling algorithm is unable to compensate. On top of that, the random
forest and CRFs were trained on the NYUv2 dataset, which may suffer from
biases, especially selection bias (choice of scenes) and capture bias (type of
camera) [44].
In terms of speed, the quick-and-dirty method drops many frames and is
only able to update every four seconds. It may be possible to optimize the
intermediate steps to run faster, however because of the poor accuracy we
did not take this method further.

7.1.2

Accuracy

We were not able to replicate the accuracies of [28]. This may be because our
parameters may have been scaled differently, and because we did not do a
hyperparameter search.
We observe that combining multiple predictions do not affect the accuracy
significantly. With the CRF and SVM there was a slight decrease in accuracy,
while with the Random Forest classifier there was a slight increase, entirely
due to more accurate predictions in the props class.
Predictably, the quick-and-dirty method predictably shows a far greater loss
of accuracy, since it is not able to accommodate multiple classes in each layer
of a heightmap pixel.
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Figure 7.1: Quick-and-dirty method on the Tango device
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Table 7.1: Results of our projection methods compared to others’

Method

59
83.0
86.1
78.9
79.1
76.1

Class
average
59.6
67.0
63.5
71.9
70.4
68.1

Pixel
average
58.6
70.9
64.5
72.3
70.3
69.0

78.7
75.2
74.5
76.2
72.6
72.5
75.6
73.7
74.1

68.3
67.5
66.7
67.1
66.5
67.7
61.3
57.5
58.6

71.5
69.9
68.8
69.8
68.6
69.5
65.5
62.0
63.3

Ground

Furn.

Prop

Struct.

Silberman et al. [41]
Stückler et al. [42]
Couprie et al. [4]
Müller et al. [28]/CRF
Müller et al. [28]/SVM
Hermans et al. [12]

68
95.6
87.3
94.9
94.4
97.4

70
75.1
45.3
71.1
64.4
61.8

42
14.2
35.5
42.7
44.0
40.9

Our Methods
CRF
SVM
RF
Projection/CRF
Projection/SVM
Projection/RF
Q-n-Dirty/CRF
Ht-map/RF pairwise
Ht-map/RF singular

77.8
81.3
81.6
77.9
80.4
81.3
66.3
61.3
62.3

69.8
65.8
64.3
69.3
66.6
67.0
62.7
64.7
66.9

46.8
47.6
46.6
45.0
46.6
50.1
40.5
30.3
30.9

% classified in projection methods = 85.7%
% classified in heightmap = % pixels with depth value = 74.4%

Table 7.2: Confusion matrix for projection method with CRF.

Ground
Furniture
Structure
Prop

G
77.9
0.3
3.3
0.8

S
2.3
76.2
12.8
24.0

F
9.1
13.4
69.3
30.2

P
10.7
10.1
14.7
45.0

Class accuracy = 67.1%.
Pixel accuracy = 69.7%.
Fraction of known pixels classified = 85.7%
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Figure 7.2: Colour, depth, prediction and ground truth images from selected scenes using the
projection method.
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Table 7.3: Confusion matrix for random forest method, pairwise features.

Ground
Furniture
Structure
Prop

G
61.3
0.2
2.8
0.9

S
5.9
73.7
17.4
27.4

F
20.4
14.2
64.7
41.4

P
12.4
11.9
15.1
30.3

Class accuracy = 57.5%.
Pixel accuracy = 62.0%.
Fraction of known pixels classified = 74.4%.

Table 7.4: Confusion matrix for random forest method, singular features.

Ground
Furniture
Structure
Prop

G
62.3
0.2
3.1
0.7

S
5.7
74.1
14.8
26.8

F
19.7
13.7
66.9
41.6

P
12.3
11.9
15.2
30.9

Class accuracy = 58.6%.
Pixel accuracy = 63.3%.
Fraction of known pixels classified = 74.4%.

7.2

Random Forest Method

When testing with the random forest method, we pruned the trees for a
minimum number of samples in each leaf. We found that a minimum of
20 samples per leaf gave us the best results, for both pairwise features and
singular features. Singular features give marginally better results than pairwise features. With the singular features, we achieve a best class accuracy of
58.6% and pixel accuracy of 63.3%. In addition, the singular features have
visibly less noise than the pairwise features (Figure 7.3).
The confusion matrices for the tests with the pairwise features and singular
features are in Table 7.3 and 7.4 respectively. The results are compared to
the state-of-the-art Table 7.1.
While the results are not state-of-the-art, in terms of pixel and class average
accuracies, they are comparable to the baseline by Silberman et al. [41].
In addition, compared to the other works, this method has only used the
depth maps as input. Colour information has not been used, nor have CRFs
been used to “smoothen” the results of the segmentation. The relatively
coarse segmentation of the heightmap (1.5cm) may also played a part – the
algorithm would not have been expected to identify small objects at such
low resolutions.
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7.2.1

Training Performance

The random forest dataset for the pairwise features was 100GB in size (2,544,000
samples with 10,000 features each, stored using 32-bit integers). While huge,
we managed to train each tree in 50 minutes, primarily limited by HDD
latency and bandwidth. Meanwhile, we took around 63 mins to train the
random forest for the singular features.

7.2.2

Prediction Performance

For the pairwise features, prediction on a single 640x480 image takes about 9
seconds on the GPU and 4 seconds on the CPU (parallelised on four threads
with TBB) with pairwise features. Prediction with the singular features only
on the CPU takes about 1.6 seconds, i.e. about half the time. The fact that the
time taken increases linearly with the number of memory accesses suggests
that memory access is the bottleneck here.
The better CPU performance is probably due to more efficient memory access. The rather slow performance may be attributed to using the hash table,
which adds a layer of indirection to the heightmap data. In addition, the
average depth of the trees is around 200 (although most points will have
reached a leaf by around level 50). This is a sensible figure – random forests
on 2D images have used trees with depths of around 20, so with 8 rotations
for rotation invariance, we would expect a tree of around 8 times the depth
– however it means that much more work has to be done for each sample
being classified.

7.2.3

Discussion

We show some predictions made by the algorithm in Figures 7.3 and 7.4.
From the output, we can qualitatively conclude some limitations of the
height map:
In Figure 7.3, we see that the picture frames hung on the wall are classified
as part of the wall. This is to be expected, because the heightmap used has
no colour information, and not enough resolution to distinguish the frame
from the wall. Likewise, the floor mat in the bottom left corner fails to be
captured. Had colour information been included, it would be likely that
the pictures on the wall and the floor mat would have been extracted and
classified differently. The walls on the extreme left and right sides have
not been classified correctly, perhaps because only the upper part has been
captured, and not enough height has been captured to distinguish it as a
wall. A more complete capture of the scene would likely fix this problem.
In addition, the prediction result is generally very pixellated. In Figure 7.4,
some parts of certain large, flat structures (like the bed, wall and ceiling)
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Figure 7.3: Colour, depth, prediction (pairwise), prediction (singular) and ground truth images
from selected scenes
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7.2. Random Forest Method
Figure 7.4: Additional scenes, classified using the random forest with singular features. From
left to right: (1) Ground truth (2) Prediction (3) Colour image
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7. Segmentation Results
are classified as ground, because we have fixed the size of the neighbourhood from which features are drawn. With a CRF, contextual information
from neighbours may be propagated to classify these points correctly. The
smoothing that comes with CRFs should also help to make the predictions
look less pixellated.
There are occasionally some catastrophic failures (last image of Figure 7.4)
where nonsensical classifications are everywhere. On closer inspection this
was a failure of the visual odometry when the camera was moved very
quickly, resulting in a poor reconstruction of the scene, and therefore mispredictions.
Despite the poor accuracy scores, there is demonstrable predictive power in
using the heightmaps for classifying large 3D structures. The performance
issues with the hashtable need to be resolved to achieve real-time performance during segmentation.

7.2.4

Future Work

For the random forest method, future work can focus on integrating colour
information and smoothing the random forest, in addition to using the
reconstruction to augment the depth map. Colour information should allow the algorithm to distinguish flat objects from their surroundings, while
smoothing the random forest results will reduce noise. Applying a CRF to
smoothen the results will improve visual appearance, and accuracy, especially for large objects. In addition, we might mix the two feature types to
exploit the different structures they discover.
The challenge of integrating colour into heightmap can be overcome by using the heightmap to augment a TSDF representation, which is able to store
colour information at every voxel. The heightmap can be constructed from
the TSDF representation as shown in Sections 4.5 and 6.4. The TSDF representation will also be a better choice to fill missing parts of the depth map,
because it contains surface normal information, which allows better reconstruction than the heightmap.
Finally, currently only 3D points, but not voxels, are classified by the random forest method. Some dense semantic reconstruction method should be
used to convert this point cloud into a denser voxel-based or surface-based
representation. This can possibly be done by combining it with the TSDF
representation suggested.
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Chapter 8

Conclusion

We have implemented a 3D reconstruction algorithm for RGB-D images using multi-layer heightmaps, and extended the multi-layer heightmap algorithm to work with streaming input. We have combined the heightmap
algorithm with a hashtable to allow horizontally unbounded scenes to be
reconstructed. We have also demonstrated a meshing algorithm whose runtime complexity is linear in the size of the heightmap.
In addition, we have proposed an alternative method of generating heightmaps
from a voxel-hashed TSDF representation. This method is competitive with
the original heightmap construction algorithms in terms of speed. This
would allow our heightmap segmentation methods to be used concurrently
with other representations.
We have proposed two methods for the semantic segmentation of RGB-D
images, the first of which is similar to existing pipelines, but uses multi-layer
heightmaps and dynamic programming to combine results from multiple
frames. The second method is a novel method that operates directly on
heightmaps and applies a random forest on a point in 3D space to classify
the point. Because the scene is represented by a heightmap, the features
used in the random forest can be computed efficiently.
However, the first method fails to run in real time because the dynamic
programming method does not scale with the number of classes. A more
general means of combining results should be used, such as CRFs in 3D, for
which reasonbly fast approximations are also available.
The second method seems promising, although it does not achieve state-ofthe-art prediction accuracy, nor real-time speeds. By including other salient
features of the scene (e.g. colour) it may be possible to improve prediction
accuracy. However, real-time speeds will require further optimizations to
memory access to the heightmap, and/or reducing the depth of the tree.
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8. Conclusion
Additional work has to be done to produce a dense semantic segmentation
of 3D scene from its current point-cloud representation.
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