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Abstract
This thesis investigates three specic topics aiming at enhancing the capabilities of
small, unmanned aerial vehicles. Over the last decade, these vehicles have become a
mature technology and a useful tool for numerous industrial applications. However, the
potential of these vehicles is still not fully exploited, and this thesis investigates topics
aiming at further enhancing their utility. In particular, the three topics addressed herein
are 1) carrying a non-rigid payload with multiple cooperating vehicles, 2) improving
performance of a repetitive task through onboard learning, and 3) designing and
controlling a vehicle that combines hover capabilities with ecient aerodynamic forward
ight.
The payload capacity of small aerial vehicles is limited, and for many applications
a single vehicle does not provide enough thrust for lifting a particular object. However,
this limitation may be overcome by using a eet of cooperating vehicles to carry objects
that exceed the maximum payload capacity of a single vehicle. This thesis investigates a
scenario where multiple vehicles are rigidly attached to a single payload, and presents
a method for controlling the coupled vehicles such that the payload is moved to a
desired position. In order to avoid undesired deformations of the payload during ight,
its exibility is taken into account. Specically, some characteristic deformation modes
are observed and the attached vehicles are controlled such that the deformations of the
payload are suppressed.
If a ying vehicle executes a particular task multiple times, it is typically desired to
improve performance based on past executions. This thesis presents a learning algorithm
for improving the performance of an open-loop maneuver, assuming that an external pilot
performs a recovery if the vehicle does not end up at the desired nal state. Based on
inertial sensor measurements and the corrective commands that are sent by the external
pilot during recovery, the vehicle assesses its performance and adjusts a set of maneuver
parameters, such that the performance of the next execution is improved.
Aerial vehicles that combine hover capabilities with ecient aerodynamic forward
ight are interesting for numerous potential applications. The tailsitter is such a vehicle
that combines these two desired properties in a mechanically simple way: It can take o
and land vertically on its tail with the nose and thrust direction pointing upwards, and
for fast forward ight it tilts to a near-horizontal attitude resulting in a more ecient lift
production based on conventional wings. This thesis investigates the control problem of
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small, unmanned tailsitter vehicles. In particular, a global control strategy for this type of
vehicle is presented, and a ying wing tailsitter vehicle is designed, serving as a platform
for evaluating the performance of the presented control algorithms.

Kurzfassung
Diese Arbeit untersucht drei spezische Themen zur Verbesserung der Fähigkeiten
von kleinen, unbemannten Drohnen. Im Laufe der letzten zehn Jahre haben sich
diese Fluggeräte zu einer ausgereiften Technologie und einem nützlichen Werkzeug
für zahlreiche industrielle Anwendungen entwickelt. Allerdings ist das Potenzial dieser
Drohnen noch nicht ausgeschöpft, und diese Arbeit untersucht Themen, die auf eine
weitere Verbesserung ihrer Nützlichkeit abzielen. Insbesondere werden in dieser Arbeit
die drei folgenden Themen untersucht: 1) das Transportieren einer nicht starren Nutzlast
mit mehreren kooperierenden Fluggeräten, 2) Verbesserung der Performance einer sich
wiederholenden Aufgabe durch iteratives Lernen und 3) Konstruktion und Regelung
einer Drohne, welche Schwebefähigkeit mit ezientem aerodynamischem Vorwärtsug
kombiniert.
Die

Nutzlastkapazität

von

kleinen

Fluggeräten

ist

begrenzt,

und

für

viele

Anwendungen bietet eine einzelne Drohne nicht genügend Schub zum Heben eines
bestimmten Gegenstandes. Diese Beschränkung kann jedoch durch Verwendung einer
Flotte
zu

von

zusammenarbeitenden

befördern,

welche

die

Agenten

maximale

überwunden

Nutzlastkapazität

werden,

eines

um

einzelnen

Gegenstände
Fluggerätes

übersteigen. Diese Arbeit untersucht ein Szenario, bei dem mehrere Drohnen starr an
einer gemeinsamen Nutzlast angebracht sind, und stellt ein Verfahren zur Regelung der
gekoppelten Agenten vor, so dass die Nutzlast zu einer gewünschten Position bewegt
wird. Um unerwünschte Verformungen der Nutzlast während des Fluges zu vermeiden,
wird ihre Flexibilität berücksichtigt. Das heisst, es werden einige charakteristische
Deformationsmodi

beobachtet

und

die

Fluggeräte

werden

so

gesteuert,

dass

die

Deformationen der Nutzlast unterdrückt werden.
Wenn eine Drohne eine bestimmte Aufgabe mehrmals durchführt, ist es typischerweise
erwünscht,

die

Performance

basierend

auf

früheren

Ausführungen

zu

verbessern.

Diese Arbeit stellt einen Lernalgorithmus zur Verbesserung der Performance eines
nicht

geregelten

Manövers

vor,

unter

der

Annahme,

dass

ein

externer

Pilot

ein

Korrekturmanöver ausführt, falls sich das Fluggerät nach dem Manöver nicht im
gewünschten Endzustand bendet. Basierend auf den Messungen eines Inertialsensors
und den Steuerungsbefehlen, die vom externen Piloten während des Korrekturmanövers
gesendet werden, beurteilt das Fluggeräte seine Leistung und passt einen Satz von
Manöverparametern so an, dass die Performance der nächsten Ausführung verbessert
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wird.
Fluggeräte, welche Schwebefähigkeit mit ezientem aerodynamischem Vorwärtsug
kombinieren, sind für zahlreiche Einsatzmöglichkeiten interessant. Der Heckstarter ist ein
solcher Flugzeugtyp, der diese beiden gewünschten Eigenschaften auf mechanisch einfache
Art und Weise kombiniert: Er kann vertikal landen und starten, wobei seine Längsachse
senkrecht zum Untergrund ausgerichtet ist, und für den schnellen Vorwärtsug geht er
in eine horizontale Fluglage über, was zu einer ezienteren Auftriebsproduktion auf
Basis herkömmlicher Flügel führt. Diese Arbeit untersucht das Regelungsproblem kleiner,
unbemannter Heckstarter. Insbesondere wird eine globale Regelungsstrategie für diesen
Flugzeugtyp vorgestellt und ein kleiner Heckstarter wird entworfen, welcher als Plattform
zur Evaluierung der präsentierten Regelungsalgorithmen dient.
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Foreword
This thesis documents the research carried out by the author during his doctoral studies
under the supervision of Prof. Raaello D'Andrea at the Institute for Dynamic Systems
and Control at ETH Zurich between August 2012 and December 2016. In part, the
documentation of this thesis is based on four conference papers that have been published
during the doctoral studies.
The thesis is structured as follows: Chapter 1 provides an introduction and motivation
of the thesis, and describes the problems that are addressed in this work. In Chapter 2
the contributions of this thesis are summarized. The Chapters 3, 4, and 5 are each
self-contained and tackle three dierent problems related to small, unmanned ying
vehicles: Chapter 3 presents a method for carrying a exible payload with multiple
cooperating ying vehicles. In Chapter 4 an onboard learning scheme for open-loop
quadrocopter maneuvers is presented, and Chapter 5 introduces a tailsitter vehicle that
has been developed during this work, including mechanical design and global control
strategy. (Note that the notation is not entirely consistent between the three self-contained
chapters, but chosen such that the reading is convenient for the particular problems that
are addressed.) Finally, possible future work is discussed in Chapter 6.
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1
Introduction
Unmanned aerial vehicles (UAVs) have evolved into popular tools, both for industrial
applications and as research platforms. Recent advances in the eld of controls and
estimation, increasingly powerful and cheap electronics, and the availability of low-cost,
o-the-shelf components are the major triggers that made these ying machines attractive
for commercial companies, as well as for the academic research community.
The low production and maintenance costs and the increased autonomy enable an
economically attractive operation of these vehicles. Consequently, ying machines are
fast becoming a mature technology and are increasingly used for industrial applications.
While UAVs are well-established in the hobby market and as tools for aerial lming
and

photography,

recently

they

have

also

become

popular

for

a

variety

of

new

applications, such as package delivery [1], agriculture [2], environmental monitoring [3],
entertainment [4], and construction of tensile structures [5]. Partly, this is enabled by
advances in control and estimation strategies for ying machines, which allows for their
dynamic abilities to be exploited and which increases robustness and reliability during
operation. As a consequence of these new potential applications, solutions and products
based on UAV technology are oered or are investigated by companies such as Google,
Amazon, DHL, Alibaba, DJI, Yuneec, Parrot, Sensey, Skycatch, Matternet, and Airware.
UAV technology is a rapidly growing market, and the impact of the ying machines on
our future will be substantial.
Amongst researchers, these small ying vehicles are a popular platform for the
development of novel control strategies and learning algorithms. The nonlinear dynamics
of these vehicles pose unique and interesting challenges to the controller design and
motivate research into new control algorithms. The complex aerodynamic eects acting
on the vehicle may be dicult to model, motivating the development of learning
strategies that compensate for these unmodeled eects. In order to tackle these interesting
challenges, many control-focused research groups have created testbeds equipped with
small ying vehicles and a motion-capture system in order to study these aerial systems
in a controlled environment, increase their robustness and reliability, and push their
performance to the physical limits. Consequently, throughout the last decade UAV
systems have been studied in testbeds such as Standford/Berkeley STARMAC [6], MIT
Raven [7], the University of Pennsylvania GRASP multiple micro-UAV testbed [8], and
the ETH Zurich Flying Machine Arena (FMA) [9]. This led to substantial improvements
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in UAV technology.
Despite all the recent advances mentioned above, the potential of UAV systems is still
not fully explored and exploited. This thesis investigates three dierent topics aiming at
enhancing the capabilities of small ying machines, and the particular problems that are
addressed are introduced and put into context in the following. (A technical introduction
of the specic topic and related work is presented at the beginning of the stand-alone
Chapters 3, 4, and 5, respectively.)

1.1 Carrying a exible payload with multiple ying vehicles
In application scenarios where a single vehicle cannot achieve a particular task due to
some constraints or limitations, a eet of cooperating vehicles might be applied in order
to achieve a common goal. For example, a set of cooperating quadrocopters can be used
to build rope bridges [10] or cubic crystal structures [11]. Moreover, even for operations
where in principle only a single vehicle is required, using multiple vehicles might result
in a faster, safer, or more reliable execution of the task. (See for example the Flight
Assembled Architecture project, where a eet of cooperating vehicles has been used to
build a six meter tall tower consisting of foam bricks [12].) Hence, cooperating aerial
vehicles might enable new applications and more economical operations.
A common example of a scenario that requires cooperating UAVs is carrying a heavy
payload that exceeds the lifting capacity of a single vehicle. A variety of methods for
cooperatively carrying payloads has been introduced and successfully demonstrated, for
example transporting a payload with multiple rigidly attached quadrocopters [13] or
moving an object that is connected to multiple quadrocopters with strings [14]. Typically,
the payload is assumed to be a rigid object, which is a good approximation for most
objects to be carried. However, in some cases (such as transportation of long, thin rods)
the payload's exibility might result in undesired deections and oscillations that could
destabilize the system.
In Chapter 3 of this thesis, we investigate the topic of carrying a non-rigid payload
with multiple quadrocopters. The vehicles are controlled such that the payload follows a
desired trajectory, and the exibility of the payload is taken into account. In particular,
we observe some characteristic deformation modes of the payload and suppress them
by controlling their deection to zero. As an example, a exible ring is carried by six
quadrocopters and the necessity of suppressing some important deformation modes is
demonstrated.
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1.2 An onboard learning scheme for open-loop quadrocopter
maneuvers using inertial sensors and control inputs from an
external pilot
One of the applications for which UAVs are becoming a popular platform is inspection
of public infrastructure. Flying vehicles may be used, for example, for power line
inspection [15], bridge monitoring [16], or inspection of building facades [17]. Further,
UAV technology is mature enough to be considered a valid tool for autonomous inspection
of culverts [18], or laser inspection of airplane wings [19]. Other potential applications
include inventory in manufacturing plants [20] and pizza delivery [21]. All the mission
scenarios listed above have in common that the same task, or a very similar task, has
to be executed multiple times. Consequently, the performance can be improved through
iterative learning, such that repetitive errors are eliminated. For some applications this
might result in a faster or more accurate execution of the task, and for some applications
the vehicle might be able to learn from a human operator before it executes the mission
autonomously.
In Chapter 4, we investigate the topic of improving the performance of a ying vehicle
when executing a repetitive task. In particular, a computationally lightweight onboard
learning scheme is presented with the aim of increasing the performance of an open-loop
maneuver with a quadrocopter. The learning algorithm uses inertial sensor measurements
and control inputs from an external pilot that performs a recovery after the open-loop
maneuver. As an example, the algorithm is applied to a triple ip maneuver, and the
resulting performance improvement is demonstrated.

1.3 A global controller for ying wing tailsitter vehicles
Hover capabilities are a desirable property for most UAV systems. It enables safe
ights when limited space is available, as the vehicle can move arbitrarily slow and is
able to stop at a certain position if something unexpected happens. Hover capabilities
also enable vertical take-os and landings at an arbitrary spot, hence the UAV does
not require additional infrastructure (such as a runway, for example, required by
xed-wing airplanes). Consequently, there is an increasing demand to apply hovercapable ying machines also to long-range and long-endurance missions, such as forest
monitoring [22], detection of contaminated soil [23], crowd monitoring [24], or aerial
imagery for agriculture [25]. Traditional multicopters use rotors to produce lift and
overcome gravity, which is, compared to xed-wing airplanes, inecient in terms of
both energy per distance own and energy per ight time, and thus a limiting factor
of the operating range and ight duration [26]. In order to combine hover capabilities
with ecient forward ight, the tailsitter vehicle has been proposed [27]. A tailsitter is
able to take o and land vertically on its tail with the nose and thrust direction pointing
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upwards, and for fast forward ight the vehicle tilts to a near-horizontal attitude resulting
in a more ecient lift production with conventional wings. The large ight envelope of a
typical mission scenario poses additional challenges during controller design.
In Chapter 5 of this thesis, we introduce a global control strategy for tracking nominal
trajectories with a ying wing tailsitter vehicle, and we evaluate its performance in
various experiments. Further, we introduce the

IDSC Tailsitter, a vehicle which has been

designed for developing and evaluating the performance of novel control strategies for
small, unmanned tailsitters.
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2
Contributions
The scientic contributions of this thesis are documented in Chapter 3, 4, and 5. The
major results have also been published in four conference papers, and the work of this
thesis has been demonstrated to the public and academic audience through various videos,
lab demonstrations, external exhibitions, television shows, and media articles.

2.1 Papers
Papers
Papers presenting the major results of this thesis.
[P1]

R. Ritz and R. D'Andrea,  Carrying a exible payload with multiple ying
vehicles, in

IEEE/RSJ International Conference on Intelligent Robots and Systems

(IROS), 2013.
[P2]

R.

Ritz

and

R.

D'Andrea,

 An

on-board

learning

scheme

for

open-loop

quadrocopter maneuvers using inertial sensors and control inputs from an external
pilot, in

IEEE International Conference on Robotics and Automation (ICRA),

2014.
[P3]

R. Ritz and R. D'Andrea,  A global strategy for tailsitter hover control, in

International Symposium on Robotics Research (ISRR), 2015.
[P4]

R. Ritz and R. D'Andrea,  A global controller for ying wing tailsitter vehicles,
in

IEEE International Conference on Robotics and Automation (ICRA), 2017.

Related papers
Papers containing, to varying degree, results of this thesis, or papers that contain work
that was part of the Flying Machine Arena demonstrations and exhibitions during the
doctoral studies documented in this thesis.
[R1]

R. Ritz, M. Hehn, S. Lupashin, and R. D'Andrea,  Quadrocopter performance
benchmarking using optimal control, in

IEEE/RSJ International Conference on

Intelligent Robots and Systems (IROS), 2011.
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[R2]

R. Ritz, M. W. Müller, M. Hehn, and R. D'Andrea,  Cooperative quadrocopter
ball throwing and catching, in

IEEE/RSJ International Conference on Intelligent

Robots and Systems (IROS), 2012.
[R3]

M. Hehn, R. Ritz, and R. D'Andrea,  Performance benchmarking of quadrotor
systems using time-optimal control,

[R4]

Autonomous Robots, vol. 33, no. 1-2, 2012.

R. Bapst, R. Ritz, L. Meier, and M. Pollefeys,  Design and implementation of an
unmanned tail-sitter, in

IEEE/RSJ International Conference on Intelligent Robots

and Systems (IROS), 2015.
[R5]

M. Schulz, F. Augugliaro, R. Ritz, and R. D'Andrea,  High-speed, steady ight
with a quadrocopter in a conned environment using a tether, in

IEEE/RSJ

International Conference on Intelligent Robots and Systems (IROS), 2015.

2.2 Outreach
Videos
Some of the research results were presented to a broader audience through videos. The
following list contains videos that were shown during public talks or were published online
for a non-academic audience.

•

R. Ritz and R. D'Andrea,
at

•

A exible ring carried by six quadrocopters, 2014, available

https://youtu.be/Pwfy7jU-Avk.

R. Ritz and R. D'Andrea,

//youtu.be/h2YZu40bVK8.
•

Cirque

du

Soleil,

ETH

Onboard triple ip learning,
Zurich,

and

Verity

interaction between humans and quadcopters,
be/w2itwFJCgFQ.

•

R. Ritz and R. D'Andrea,
available at

•

2014, available at

Studios,

https:

SPARKED: a live

2014, available at

https://youtu.

Robust hover control of a tailsitter ying machine, 2015,

https://youtu.be/JModZfnVAv4.

R. Ritz and R. D'Andrea,

be/wfmf-eJ89T4.

The IDSC Tailsitter, 2016, available at https://youtu.

Lab demonstrations
The Flying Machine Arena regularly hosts visitors from academia, industry, government,
and the general public. Some of the results presented in this thesis are showcased during
these lab tours, and work of this thesis is part of the infrastructure required for running
the Flying Machine Arena demonstrations.
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External demonstrations
The Flying Machine Arena was deployed abroad for scientic talks and public lectures
with live demonstrations.

•

R. D'Andrea,

Feedback control and the coming machine revolution,

Zurich, 2012, available at

•

R.

https://youtu.be/C4IJXAVXgIo.

The astounding athletic power of quadcopters,

D'Andrea,

Edinburgh, 2013, available at

•

M. W. Mueller,

R. D'Andrea,

Quadrocopter dynamics: a demonstration,

Global,

IFAC World Congress,

https://youtu.be/YMVnuwLV8PA.

Meet the dazzling ying machines of the future,

2016, available at

TED

https://youtu.be/w2itwFJCgFQ.

Cape Town, 2014, available at

•

Zurich Minds,

TED, Vancouver,

https://youtu.be/RCXGpEmFbOw.

Media coverage
The Flying Machine Arena was featured on various television stations, such as SRF, RSI,
and TeleZüri (Switzerland), RTL, ZDF, N-TV, 3sat, Pro7, and DW (Germany), CNN and
NBC (USA), Discovery Channel and CBC (Canada), KRO (Netherlands), NTV and Fuji
TV (Japan), Al-Jazeera (Qatar), ETV, CNBC Africa, and ENCA (South Africa), RIA
and TV3 (Russia), Nine Network (Australia), and TV Chosun (South Korea). Articles
about the research in the Flying Machine Arena also appeared in print, online, and radio
media, such as CNN, BBC, Tagesanzeiger, Wired, New Scientist, Die Welt, Spiegel, ETH
Life, 20 Minuten, Blick am Abend, Sonntagszeitung, IEEE Spectrum, Robohub, Gizmodo,
TechCrunch, Engadget, Popular Science, The Verge, Daily Mail, and Gizmag.
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3
Carrying a flexible payload with
multiple flying vehicles
This chapter introduces a method for carrying a exible payload with multiple attached
ying vehicles. A model for a particular class of exible structures is presented, and
an estimator is derived that observes the pose of the structure in space as well as the
magnitude of some characteristic deformation modes. A control strategy that controls
the exible payload to a desired pose while also controlling the deformations to zero
is introduced. The presented methods are validated in the ETH Zurich Flying Machine
Arena by ying with a thin, exible ring that is carried by six quadrocopters.

3.1 Introduction
The need for aerial transport of a payload arises in many applications, and thanks to
recent improvements in relevant technologies, autonomous aerial vehicles have become a
plausible tool for achieving this task. However, due to the small size of most autonomous
aerial vehicles, their payload capacity is limited. In order to overcome this limitation,
multiple agents can be used to cooperatively carry the same object. An example that
has been studied extensively and applied successfully for various scenarios is cooperative
aerial towing: transporting a payload connected to multiple ying vehicles via cables
(see for example [28], [29], and references therein). Advantages of aerial towing are,
for example, the easy way to attach and release the payload, and the relatively high
distance between the payload and the vehicle such that the vehicle's aerodynamics
are not considerably disturbed. On the other hand, connections via cables introduce
additional dynamics that must be taken into account during controller design, and
which may lower maneuverability. In order to avoid these additional dynamics, and to
enable a more direct control of the payload, various approaches for carrying objects with
rigidly attached vehicles have been developed and successfully demonstrated (examples
include [13], [30], [31]). However, even if the vehicles are attached rigidly, the payload may
be subject to some characteristic deformations and oscillations. A variety of methods for
controlling exible payloads with dierent characteristics has been introduced, see for
example [32], [33]. In this chapter we introduce a method, based on common techniques,
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for carrying such a exible payload by using ying vehicles attached to it. The presented
algorithm controls the object to a desired position and attitude, and suppresses some
characteristic deformation modes. Fig. 3.1 shows the exible structure that is used to
demonstrate the validity of the methods presented herein: six quadrocopters attached to
a ying ring.
The remainder of the chapter is structured as follows: The dynamical model for a
particular class of exible payloads is derived in Section 3.2. Section 3.3 introduces an
observer that provides full state information, including the current magnitude of the
deformations. In Section 3.4, we present a control strategy for directing the ying, exible

1

structure to a desired pose , while also controlling the characteristic deformations to zero.
In Section 3.5 we show experimental results of a ying ring, and we present conclusions
in Section 3.6.

3.2 Model
This section derives the dynamical model for a particular class of exible structures that
are carried by a eet of attached vehicles.

Attitude representation
Throughout this chapter we use the four-dimensional unit quaternion to represent
attitudes. The reason for that is the fact that all three-parameter attitude representations
are singular or discontinuous [34]. In the dynamical model introduced below, the

1 Throughout

this chapter we refer to position and attitude as the pose.

Six quadrocopters carrying a thin, exible ring. The ring is subject to characteristic
bending modes that must be taken into account during controller design.
Figure 3.1
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vehicles are attached to the payload with an arbitrary attitude, i.e. singular attitude
representations should be avoided. Furthermore, even though the observer derived in
Section 3.3 and the controller introduced in Section 3.4 are both based on a system
linearized around hover conditions, the singularity-free attitude representation eases the
extension to nonlinear methods in future work. A unit quaternion

q = (q0 , q1 , q2 , q3 ) = (cos (α/2), n sin (α/2))
n

represents a rotation in three-dimensional space, where
vector denoting the rotation axis, and

α

(3.1)

is a three-dimensional unit

is the rotation angle [35]. (For the ease

of notation, throughout this chapter vectors are expressed as

n-tuples (x1 , x2 , . . . ),

with dimension and stacking clear from context.) The covariance of a quaternion that
represents a small, random rotation around each axis can be modeled as

Σrot

where

σq



0 0
0
0

 2

0 σq /4 0
0
,
=


0 0 σq2 /4 0 
0 0
0 σq2 /4

(3.2)

is the standard deviation of the random rotation angle around the corresponding

axis (denoted by the same variable for all axes since throughout this chapter

σq

is assumed

to be identical for all directions). Consequently, the covariance matrix of a rotational
disturbance around an arbitrary quaternion

q

is given by

Σq (q) = Q̄q (q)Σrot Q̄q (q)T ,
where

Q̄q (q)

(3.3)

denotes the conjugate quaternion multiplication matrix [35]. For more

information on unit quaternions for attitude representation, refer to [34], [35].

Payload model
We

consider

the

payload

to

be

a

dynamical

structure

with

some

characteristic

deformation modes. The pose of the structure in space is described by a reference

pb = (xb , yb , zb )

position

measured in the inertial frame

dened as the rotation from the inertial frame
inertial frame
negative

I

is chosen such that the

z -direction.

A set of

N

B.

and a reference attitude

to the structure's body frame

B.

qb

The

points upwards, i.e. gravity acts in the

vehicles is attached to the structure, and the pose of

each vehicle is given by its position
body frame

z -axis

I

I,

pn

and attitude

qn,

both expressed in the payload's

Fig. 3.2 shows an example of such a ying structure carried by three

vehicles.

Inputs:

Each vehicle produces two independent inputs: a force vector

fn

and a moment
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m2

p2
f2

p3

f3
zB

q2

yB

q3

xB

m3

pb

zV1 y
V1

q1

xV1
p1

qb
zI

m1

f1

yI
xI

3.2
Schematic illustration of the quantities that describe the model of exible
structures considered in this chapter. In this example, three vehicles are attached to the payload
(N = 3). The red arrows (f n and mn ) denote inputs and are expressed in the corresponding
local frame Vn of vehicle n. The blue arrows (pb and pn ) denote positions, where pb is expressed
in the inertial frame I and pn in the structure's body frame B. The green twisted arrows denote
rotations: q b denotes the rotation from the inertial frame I to the body frame B, and q n are
rotations from the body frame B to the vehicle frames Vn . For reasons of readability, the vehicle
frame Vn is only drawn for vehicle 1.
Figure

vector

mn ,

both expressed in the vehicle's local frame

Vn .

We dene the input vector to

be

u = (f 1 , . . . , f N , m1 , . . . , mN ).

(3.4)

f tot and the resulting total moment mtot acting
transform each vehicle's input from the local frame Vn

In order to obtain the resulting total force
on the body's reference point, we
to the body frame

B,

and then sum up all components:

f tot =
mtot =
where

R(q n )

denotes

the

XN
n=1
XN
n=1

R(q n )T f n ,

(3.5)


pn × R(q n )T f n + R(q n )T mn ,

(3.6)

rotation

matrix

for

the

rotation

dened

by

qn

[35].

Equations (3.5) and (3.6) can be written in compact matrix form:

"

f tot

mtot
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=
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Km

#
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with



K f = R(q 1 )T · · · R(q N )T 03×3N ,


K m = [[p1 ]]R(q 1 )T · · · [[pN ]]R(q N )T R(q 1 )T · · · R(q N )T ,
where

[[pn ]]

denotes the cross product matrix of

pn

(3.8)
(3.9)

[35]. Note that for models where

the vehicles provide fewer inputs (e.g. not a force vector, but only a force along a xed
direction), the dimension of the input map matrices

Kf

and

Km

must be adapted, but

the derivation is similar.

Measurements:

I
We assume that either each vehicle provides information on its position pn
I
I
I
and attitude q n with high accuracy and at a high rate, or that pn and q n can be measured
directly. (The superscript
frame.) The conversion of

where

⊗

I
pn

denotes that the quantities are expressed in the inertial
and

qn

to the inertial frame is given by

pIn = pb + R(q b )T pn ,

(3.10)

q In = q n ⊗ q b ,

(3.11)

denotes the quaternion multiplication [35].

System dynamics:

The translational dynamics of the payload's reference position are

expressed in the inertial frame

I.

The acceleration is given by

1
R(q b )T f tot + g
mb
1
=
R(q b )T K f u + g,
mb

p̈b =

(3.12)

mb denotes the mass of the payload (including the attached vehicles),
and g = (0, 0, −g) is the gravity vector. The angular dynamics are described by the
current attitude q b of the payload and its angular rates in the body frame B , denoted
by ω b = (ωx , ωy , ωz ). The quaternion rate is given by
where

1
q̇ b = W q (q b )T ω b ,
2
where

W q (q b )

(3.13)

denotes the quaternion rate matrix [35]. If the reference position

does not coincide with the payload's center of gravity, a gravitational moment
introduced. In the body frame

B,

mg

pb
is

the gravitational moment is given by

mg = pg × (mb R(q b )g),

(3.14)
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with

pg = (xg , yg , zg )

being the center of gravity expressed in the body frame

B.

The

angular acceleration is then given by Euler's equation [36]:

ω̇ b = J b −1 (mtot + mg − ω b × (J b ω b ))
= J b −1 (K m u + pg × (mb R(q b )g) − ω b × (J b ω b )),
where

Jb

(3.15)

denotes the rotational inertia of the payload with respect to the reference point,

including the attached vehicles.

Jb

is assumed to be constant, i.e. the variation of

Jb

due

to deformation of the payload is neglected.

Deformation modes:

In addition to the payload's body dynamics derived above, we model

an arbitrary number of

M

deformation modes as second-order systems. The deformation

of each mode is parameterized by a scalar

dm ,

hence we can dene a deformation vector

d = (d1 , . . . , dM ).

(3.16)

We assume that the deformation dynamics can be written in the linear form

d̈ = K e d + K d ḋ + K u u,
where the matrices

K e, K d,

and

Ku

(3.17)

are characteristics of the exible payload and of

the vehicle conguration. These deformation characteristics are obtained, for example,
by model-based derivations of second-order deformation dynamics, or by nite element
methods that numerically compute the deformation characteristics for a particular type of

pn and attitudes q n may be functions of the deformation d,
but unless otherwise stated we assume that the deformation is small, such that pn and q n
can be considered to be constant. Consequently, the input map matrices K f and K m are
payload. The vehicle positions

constant, too.

Linearized payload model
The observer and the control strategy that will be introduced in Section 3.3 and 3.4,
respectively, are based on a linear model of the system. Therefore, we linearize the
dynamics around a desired operating point.

Nominal state:

The nominal state is chosen such that the payload hovers at some desired

position without rotation relative to the inertial frame

I:

pb ∗ = (x∗b , yb∗ , zb∗ ),

ṗ∗b = (0, 0, 0),

q b ∗ = (1, 0, 0, 0),

ω b ∗ = (0, 0, 0).

(3.18)

Further, at the operating point the payload is not deformed and the deformation rate is
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zero:

d∗ = (0, . . . , 0),

∗

ḋ = (0, . . . , 0).

The linearized system describes the dynamics of the state deviation
∗
nominal state s . We dene the state vector as

s = (pb , ṗb , q̃ b , ω b , d, ḋ),
where

q̃ b

(3.19)

∆s

from the

(3.20)

qb:

is the vector part of

q̃ b = (qb1 , qb2 , qb3 ) = nb sin (αb /2).

(3.21)

The reason why the state only contains the vector part of the quaternion is the following:
The rotational deviation

∆q b

is assumed to be small. By inspecting the structure of a

unit quaternion (3.1), we see that the rst element

q0

becomes constant when we linearize

around zero rotation. Consequently, the rst element of

qb

is not a dynamic state and

can be excluded from the state vector.

Nominal input:

At the operating point, the system should not accelerate; therefore, by

solving (3.12), (3.15), and (3.17) to be zero and inserting the nominal state, we nd that
∗
the nominal input u must satisfy the linear matrix equation







Kf
−mb g

 ∗ 

K m  u =  −mg  .




Ku
0M ×1

(3.22)

If (3.22) has no solution, then the system cannot stay at its operating point, meaning that
the vehicle conguration is invalid. On the other hand, if (3.22) has multiple solutions,
∗
we choose, for example, the solution that minimizes the control eort ||u ||2 .

Nominal measurement:

We dene the measurement vector to be

y = (pI1 , . . . , pIN , q I1 , . . . , q IN ),
where

pIn

and

q In

(3.23)

are given by (3.10) and (3.11). Note that for the measurement vector all

elements of the quaternions are taken into account, which has the following two reasons:
Firstly,

qn

is not small in general, and removing the extra constraint would be involved.

Secondly, constraints in the measurement vector are not problematic; the unity constraint
implies that the four elements of a measured quaternion are correlated, but this can be
∗
handled by an appropriate estimator. The nominal measurement y can then be computed
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by inserting the nominal state

s∗ into the measurement functions (3.10) and (3.11), which

yields

y ∗ = (pb ∗ + p1 , . . . , pb ∗ + pN , q 1 , . . . , q N ).

System matrices:
matrix

A

Based on the system dynamics derived above, the linear system

can be obtained by dierentiation of (3.12), (3.13), (3.15), and (3.17):

A=

where

Ii

(3.24)

∂ ṡ
∂s

s=s∗ ,u=u∗


0I 0 0
 3
0 0 A1 0


0 0 0 A2
=

0 0 A3 0

0 0 0 0


0



0


0 


0 0 
,

0 0 

0 IM 

0 0 0 0 Ke Kd

denotes an identity matrix of size i, and

0

0

(3.25)

denotes a zero matrix of appropriate

dimension. The submatrices are given by



A1 =

We note that

2
[[(K f u∗ )]]T ,
mb

A3

1
A2 = I 3 ,
2


0 0


.
A3 = 2mb gJ b −1 
0
z
0
g


−xg −yg 0

vanishes if the reference position

pb

zg

(3.26)

is chosen to be the payload's center

of gravity. By dierentiating the dynamics with respect to the input vector, the linear
input matrix

B

yields



B=

∂ ṡ
∂u

s=s∗ ,u=u∗



0


 K f /mb 






0

.
=  −1

J b K m 




0


Ku

(3.27)

Further, by dierentiating the measurement vector (3.23) with respect to the state
variables, we obtain the linear measurement matrix

∂y
C=
∂u
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=
s=s∗ ,u=u∗

C:

C1 0 C2 0 C3 0
0 0 C4 0 C5 0

#
,

(3.28)
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with

 
I3
.
. 
C1 = 
 . ,
I3



2[[p1 ]]T



 . 

.
C2 = 
 . ,
2[[pN ]]T


Q̃q (q 1 )
 . 

.
C4 = 
 . ,
Q̃q (q N )



∂p1 /∂d





.
,
.
C3 = 
.


∂pN /∂d


∂q 1 /∂d


.
.
.
C5 = 
.


∂q N /∂d

(3.29)

(3.30)

Q̃q (q n ) denotes the quaternion multiplication matrix, with the rst column omitted [35].
Note that the matrices C 3 and C 5 describe the inuence of the deformation d on the
position pn and attitude q n of the vehicles. Thus, when computing C 3 and C 5 , we do
not assume pn and q n to be constant.

3.3 Estimator
In this section, we present a state observer that provides full state information, including
the current deformation of each mode. The estimator is based on a hybrid Kalman
lter [37], meaning that the process model is continuous and the measurements arrive at
discrete times. By using a hybrid Kalman lter we are not restricted to a certain constant
sampling rate; measurements may arrive at irregular intervals while the covariance of the

2

estimated state grows continuously between incoming measurements. Further, we are not
constrained to discrete intervals if the estimated state is predicted into the future (e.g.
for latency compensation). Since the state might not be fully observable for some vehicle
congurations, we must check the system's observability before we apply the estimator.

Prediction
We assume that the estimator runs at a considerably higher rate than the system's natural
frequencies; the predicted evolution of the estimated state deviation

∆ŝ

can be obtained

by numerical integration of the system dynamics. Similarly, the evolution of the state
covariance matrix

P ŝ

is computed by integration of

Ṗ ŝ (t) = AP ŝ (t) + P ŝ (t)AT + Σs ,
where

Σs

(3.31)

is the continuous time process noise covariance matrix. The process noise is

2 As described in Section 3.5, the methods presented in this chapter are validated using a visual motion-

capture system. Vehicles can obscure one another, resulting in occasional dropped measurements. We
thus cannot assume that measurements arrive in regular intervals.
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modeled as zero-mean, uncorrelated white noise processes acting on the accelerations:

Σs = diag(03×3 , σp̈2 I 3 , 03×3 , σω̇2 I 3 , 0M ×M , σd2¨I M ),
where

σp̈ , σω̇ ,

and

σd¨

(3.32)

describe the standard deviation of the noise processes for the

corresponding acceleration.

Measurement update
Whenever a measurement

yk

arrives, we update the current estimated state and its

covariance matrix. The current Kalman gain is obtained by

K est (tk ) = P ŝ (tk )C T (CP ŝ (tk )C T + Σy )−1 ,
where tk is the time at which the measurement arrives, and

Σy

(3.33)

denotes the measurement

noise covariance matrix. The measurement noise covariance is modeled as

Σy = diag(Σp (p1 ), . . . , Σp (pN ), Σq (q 1 ), . . . , Σq (q N )),
where

Σq (q n )

3

is given by (3.3).

(3.34)

The noise on the position measurements is modeled as

additive, zero-mean, uncorrelated white noise for each axis:

Σp (pn ) = σp2 I 3 ,
where

(3.35)

σp is the standard deviation for position measurements, being the same for all axes.

The current state estimate is then updated with

∆ŝ(tk+ ) = ∆ŝ(tk− ) + K est (tk )(∆y k − C∆ŝ(tk− )),

(3.36)

and the covariance is updated with

P ŝ (tk+ ) = (I 12+2M − K est (tk )C)P ŝ (tk− ).

(3.37)

This completes the description of the state observer, whose output is then fed to the
controller introduced in the next section.

3 Note

that the measurement covariance matrix given by (3.34) is singular, since the measurement
contains quaternions constrained to unity norm. However, given that the system is observable, the matrix
inversion in (3.33) does not become singular.
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3.4 Controller
In this section, we describe a control strategy for guiding the exible payload to a desired
pose, while also controlling the deformation modes to zero. We assume that the controller
runs at a high rate, such that it can be considered to run in continuous time. We further
assume that the vehicles have been placed such that the system is controllable.
A continuous-time, innite-horizon LQR controller is applied to control the exible
payload [38]. The LQR controller minimizes the quadratic cost

Z

∞

∆s(t)T W s ∆s(t) + ∆u(t)T W u ∆u(t)dt,

J=

(3.38)

t0
where

Ws

and

Wu

are positive-denite weight matrices that penalize state and control

input deviations, respectively. The optimal state feedback gain matrix

K ctr

is obtained

by

K ctr = W u −1 B T X,
where

X

(3.39)

is the positive-denite solution of the continuous-time algebraic Riccati

equation [38]. Note that

K ctr

is constant and can be computed oine. The optimal

control strategy is then given by the state feedback law

∆u = −K ctr ∆s,
which is applied using the estimated state deviation

(3.40)

∆ŝ

delivered by the observer

introduced in Section 3.3.

3.5 Example: a ying ring
In this section, we apply the methods introduced above to a exible ring that is carried
by six quadrocopters. Fig. 3.1 shows a snapshot of the ying ring.

Vehicle conguration
As illustrated in Fig.

3.3,

we consider a ring with radius

r.

The ring's center is dened

pb . The reference attitude q b is chosen such that the ring lies
within the body xy -plane while the body z -axis points upwards. Six vehicles are attached

to be the reference position

to the ring, distributed uniformly over its circumference. Hence, we can write

pn = (xn , yn , ∆zn (d)),

(3.41)
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with


αn = (n − 1)π/3, 


xn = r cos(αn ),
yn = r sin(αn ),
∆zn (d)

for

n = 1, . . . , 6.

(3.42)





denotes the displacement caused by the deformation and will be derived later.

(Note that for this example we consider only out-of-plane deformations.) In order to
increase control authority in the horizontal plane, the vehicles are attached with a tilt
angle such that their thrust contains a horizontal component. This enables the ring to
accelerate horizontally without tilting. The vehicle's tilt angle

The value of the tilt angle
we chose

βtilt = π/4.

The

βn

is chosen as

βn = +βtilt

for

n = 1, 3, 5,

(3.43)

βn = −βtilt

for

n = 2, 4, 6.

(3.44)

βtilt is a design parameter; for the experiments presented herein
attitude of vehicle n relative to the ring can be written as
q n = q y (βn ) ⊗ q z (αn ) ⊗ ∆q n (d),

(3.45)

q y and q z denote rotations around the current y and z -axis, respectively, and
∆q n (d) denotes the rotation caused by the deformation relative to the body frame B .
where

Inputs
For this example, we dene that each vehicle provides two scalar inputs: the thrust

x-axis. This is motivated by
the fact that xed-rotor quadrocopters can generate thrust force only along their z -axis.
Further, they can only provide small moments around their z -axis. Therefore, the yaw of
the ring is controlled by the roll moments mx,n of the vehicles (which is possible because
force

fz,n

along its

z -axis, and a roll moment mx,n

around its

the vehicles are tilted). The input vector yields

u = (fz,1 , . . . , fz,6 , mx,1 , . . . , mx,6 ).

(3.46)

Deformation modes of the ring
A thin, elastic ring is subject to four major deformation modes, that are extensional,
torsional, exural in-plane, and exural out-of-plane deformations [39]. Typically, the
extensional and torsional deformation modes are sti and can thus be neglected. The
exural in-plane mode does not alter the direction of thrust of the vehicles, and is therefore
also neglected in this example. We model the dynamics of the exural out-of-plane modes
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f1

f6

f2

m6

p1
β2
r
q2

p2

q1

p6
q6

α2

f5

f3
q3

q4

pb

q5

f4
p3
zI

qb

p5

yI

p4
xI

Schematic illustration of the ying ring with six attached quadrocopters. The blue
arrows (pb and pn ) denote positions, and the green twisted arrows (q b and q n ) are rotations.
Each vehicle produces a thrust force f n along its local z -axis, and a moment mn along its local
x-axis, denoted by the red arrows. For reasons of readability, the angles αn and βn are drawn
only for vehicle n = 2, and the input moment mn is drawn only for vehicle n = 6.
Figure 3.3

using the Euler-Bernoulli beam equation [40], that is

EI ∂ 4 ∆z(α, t)
∂ 2 ∆z(α, t)
+
µ
= wext (α, t),
r4
∂α4
∂t2
where

α

EI

(3.47)

µ denotes the mass per unit length along the ring,
element, and wext denotes the external load. (The

is the ring's exural rigidity,

is the angular position of the ring

arguments

(α, t) are stated explicitly in order to highlight that the deviation and external

load are functions of angular position and time.) For a closed ring, the condition

∆z(α, t) = ∆z(α + 2π, t)

(3.48)

must hold, and consequently the homogeneous solution to (3.47) yields

∆z(α, t) =

∞
X

Ak (t) cos (kα) + Bk (t) sin (kα).

(3.49)

k=0
The amplitudes

Ak

and

Bk

satisfy the linear second-order dierential equation

k 4 EI
Äk (t) +
Ak (t) = 0,
µr4

k 4 EI
B̈k (t) +
Bk (t) = 0,
µr4

(3.50)
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which can be derived from (3.47). Herein we consider only the second-order mode

k = 2,

because the zeroth and rst-order modes are rigid body motions, and higher-order modes
are sti and can be neglected. Consequently, the deformation vector can be written
as

d = (d1 , d2 ) = (A2 , B2 )

and the deformation takes the form

∆zn (d) = d1 cos (2αn ) + d2 sin (2αn ),
αn

where

(3.51)

is given by (3.42). The derivative of the deformation oset (3.41) with respect

to the deformation parameters yields

∂pn
∂d

d=0



0


=


0



0


.

cos (2αn ) sin (2αn )
0

(3.52)

An excited deformation also varies the attitude of the vehicles; they are tilted around
the ring's

x

y -axis. We denote these two deviation angles as γx
ring, γx and γy can be computed by constructing the

and

point on the

and

γy .

For a given

plane that contains

both the line tangent to the ring at that particular point, and the ring's center point.
The tilt angle of the resulting plane around the
angles

γx

and

γy ,

x

and

y -axis

represents the deviation

respectively. The computation of these angles is involved, therefore

a mathematical toolbox for symbolic computation is used [41]. The results are that
and

γy

γx

are given by

tan (γx ) = (2d2 xn + d1 yn ) cos (2αn )/r2
− (2d1 xn − d2 yn ) sin (2αn )/r2 ,

(3.53)

tan (γy ) = − (d1 xn − 2d2 yn ) cos (2αn )/r2
− (d2 xn + 2d1 yn ) sin (2αn )/r2 .
Since

γx

and

γy

(3.54)

are assumed to be small, the rotation caused by the deformation can be

written as two subsequent rotations around the corresponding axis:

∆q n (d) = q x (γx ) ⊗ q y (γy ).
Consequently, taking the derivative of
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(3.45) with respect to

(3.55)

d

at the operating
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point

d=0

yields



∂q n
∂d

d=0

0
 y cos (2α )−2x sin (2α )
n
n
n
 n

2r2
= q y (βn ) ⊗ q z (αn ) ⊗ 
 xn cos (2αn )+2y2 n sin (2αn )

−2r
0



0



2xn cos (2αn )+yn sin (2αn ) 

2r2
,
2yn cos (2αn )−xn sin (2αn ) 
2

2r

(3.56)

0

where a quaternion multiplication is executed for each column of the

4×2

matrix at the

end of the equation.
As indicated by (3.50), the dynamics of the elements of the deformation vector

d

are decoupled from each other and can be written as a second-order liner dierential
equation:

"
d̈ =

ke 0

#

0 ke
| {z }

"
d+

Ke

where

ke = − 16EI
µr4

(given by (3.50)) and

kd 0

#

0 kd
| {z }

ḋ + K u u,

(3.57)

Kd

kd

is an experimentally determined constant that

is included in order to describe rst-order damping eects that are not captured by the
Euler-Bernoulli beam equation (3.47). A mode is excited if a vehicle produces thrust
along the direction of the corresponding deviation. Therefore, based on (3.51), the input
mapping matrix

Ku

is modeled as

"
K u = ku cos (βtilt )

where the constant factor

ku

cos (2α1 ) · · · cos (2α6 )

01×6

sin (2α1 ) · · · sin (2α6 )

01×6

#
,

(3.58)

is an experimentally determined characteristic of the ring.

It is assumed that the input moments

mx,n

do not excite the deformation modes.

Parameter values
r = 1 m and mass mr = 0.54 kg is used for the experiments.
vehicles weighs mv = 0.47 kg. This yields the payload inertia

An aluminum ring with radius
Each of the attached
properties

Jxx = 1.68 kg m2 ,

Jyy = 1.68 kg m2 ,

Jzz = 3.36 kg m2 ,

mb = 3.36 kg,

(3.59)

where standard moment of inertia formulas have been applied [42], and the vehicles are
modeled as point masses. Based on rst-principles ring dynamics [43] and measurement
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data analysis, the deformation parameters are estimated as

ke = −0.8 s−2 ,

kd = −0.3 s−1 ,

ku = 0.2 kg−1 .

(3.60)

The process noise standard deviations used in the estimator are

σp̈ = 0.1 m s−2 ,
where a large value for

σω̇ = 0.1 s−2 ,

σd¨ = 1 m s−2 ,

(3.61)

σd¨ is chosen to account for the high uncertainty in the deformation

parameters (3.60). The measurements have the standard deviations

σp = 0.02 m,
The weight matrix

Ws

σq = 0.03 rad.

(3.62)

of the LQR controller is chosen to be an identity matrix (with

the corresponding SI-units), except for position deviations that are penalized more:

wp = 100 m−2 s−1 .
The input weight matrix

Wu

is also diagonal with

wf = 1 N−2 s−1 ,
where

wf

wm = 15 N−2 m−2 s−1 ,

denotes the weight on the thrust inputs, and

inputs. Note that

wm

(3.63)

wm

(3.64)

the weight on the moment

is chosen to be high in order to avoid motor saturation, hence the

ring's yaw errors are compensated slowly.

Experimental setup
The experiments are carried out in the Flying Machine Arena at ETH Zurich [9]. Modied
Ascending Technologies `Hummingbird' quadrocopters [44] with custom electronics are
used. The estimator described in Section 3.3 and the controller introduced in Section 3.4
are implemented on a desktop workstation on the ground. Each vehicle's absolute position
and attitude is measured by an overhead infrared motion-capture system at a rate of up
to

200 Hz

and fed to the estimator. The controller runs at an update rate of

50 Hz

and

the commands are sent to the vehicles via a low-latency radio link.

Experimental results
Fig. 3.4 shows the trajectories for a step in desired position, where the methods introduced
in this chapter are applied; the deformations are observed and controlled to zero. The ring
tilts in order to accelerate towards the desired direction of the step, and the imbalance of
thrust excites the deformation modes. However, since the deformations are observed, the
controller (in combination with the elastic forces) is able to control them back to zero.
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1.5
x∗b (t)
1
pb [m]

xb (t)

0.5

0
0.06
d1 (t)

d [m]

0.04
0.02
0
−0.02

d2 (t)
0

1

2
t [s]

3

4

Response of a exible ying ring carried by six rigidly attached quadrocopters for
a step of 1.5 m in desired x-position. In the upper plot, the dashed line represents the target
x-position, and the solid line denotes the actual (estimated) position of the ring. In the lower
plot, the deformation trajectories are drawn. The ring is bent while it tilts, but the deformation
is controlled back to zero after some seconds. Note that the scale of the axes is not the same as
in Fig. 3.5.
Figure 3.4

For comparison, Fig. 3.5 illustrates position and deformation trajectories resulting
from an experiment involving a rigid body controller. The control strategy described in
Section 3.4 is applied but no deformation is modeled (M

= 0).

This is equivalent to an

LQR controller for a rigid body in three-dimensional space. The same ring is used as
in Fig. 3.4 and the controller's weight matrices
that

Ws

Ws

and

Wu

are also identical, except

is of smaller dimension since it has no entries for the deformations. Fig. 3.5

shows that, even after a small step in desired position, the deformations become unstable
and the ring eventually crashes.
A video of the ying ring is available at

https://youtu.be/Pwfy7jU-Avk.
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xb (t)
0.2
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0
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d1 (t)
−0.2
0

5

10
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ring crashes

Figure 3.5
Step response of the ying ring for a step of 0.5 m in x-position. An LQR controller
based on the rigid body assumption is applied. The dashed line in the upper plot denotes the
target x-trajectory, and the solid line shows the actual (estimated) x-trajectory. The lower plot
illustrates the trajectories of the deformation parameters. After the step, the deformations grow
as they are not controlled to zero, and eventually cause the ring to crash. Note that the scale of
the axes is not the same as in Fig. 3.4.

3.6 Conclusion
The control strategy presented in this chapter shows that, by applying standard methods,
a particular class of non-rigid payloads can be carried with multiple attached ying
vehicles. The proposed algorithm has been validated by carrying a exible ring, a task
where controllers that rely on the rigid body assumption fail. The conguration of how
the vehicles are attached to the payload is assumed to be given; a future subject of study
could be the development of a strategy that optimizes the conguration for a particular
task, while guaranteeing observability and controllability of the system. Further, for
some applications (e.g. if the payload must be deposited with a particular attitude) the
presented linear methods may not be suitable, hence a nonlinear extension of this work
may be an interesting topic for future work.
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4
An onboard learning scheme for
open-loop quadrocopter maneuvers
using inertial sensors and control
inputs from an external pilot
In this chapter, we present an iterative learning scheme for improving the performance of
highly dynamic open-loop maneuvers with quadrocopters. A probabilistic estimate of the
state deviation at the end of the maneuver is obtained by fusing two data sources that
are available onboard: 1) an inertial measurement unit, and 2) control inputs from an
external pilot that performs a recovery after the open-loop maneuver has been executed.
A computationally lightweight policy gradient method is applied in order to adapt a set of
characteristic maneuver parameters, which in turn reduces the expected value of the nal
state deviation for the next execution of the maneuver. The performance of the learning
algorithm is demonstrated in the ETH Zurich Flying Machine Arena by improving the
performance of a triple ip.

4.1 Introduction
In recent years, the growing popularity of the quadrocopter as a research platform has led
to several demonstrations of its ability to perform highly dynamic maneuvers (examples
include [45] and [46]). For most of these maneuvers, a rst-principles model is leveraged
to plan the trajectories, and subsequently a feedback control law is applied for tracking
them. While for most tasks it is sucient to apply a feedback controller in order to
compensate for the unmodeled eects, for highly dynamic maneuvers these eects may
become signicant, which results in large tracking errors. This problem is not limited to
quadrocopters, but arises in many dynamical systems when performing aggressive tasks.
A common approach to improve tracking performance in such situations is to execute the
maneuver of interest multiple times and then apply an iterative learning method that noncausally corrects for systematic errors. In other words, data from previous executions is
used to adapt the nominal maneuver parameters, such that in the ideal case all repeatable
disturbances are eliminated after a sucient number of iterations.
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One well-known approach for adapting a maneuver iteratively is called iterative
learning control [47], [48], [49]: A correction term is introduced to each time step of a
discrete-time representation of the desired trajectory, where the correction terms typically
act on the reference inputs or on the nominal state trajectory. After each execution of the
maneuver, an optimization over the correction terms is performed in order to minimize
some measure of the expected tracking error. Various learning strategies based on this
approach have been introduced, for example enabling more precise motions of robot
arms [50], or improving tracking performance with quadrocopters [51].
A second approach for correcting systematic disturbances is to adapt only a small set
of characteristic parameters [52], [53]. This strategy is typically suitable if the objective
is to minimize the deviation from the nominal maneuver only at certain key frames,
rather than at every time step of the trajectory. Due to the lower dimensionality of the
problem this approach usually requires less computational resources, which is favorable
for onboard implementation. Therefore, the learning scheme presented herein applies this
approach.
A crucial requirement for most learning strategies is the ability to measure the
deviation from the nominal trajectories. Typically, learning methods for high-performance
quadrocopter maneuvers leverage an external motion-capture system to precisely measure
the vehicle's position and attitude at a high rate, which signicantly simplies the
estimation of the state deviation [51], [52], [53], [54]. However, a motion-capture
system

is

not

always

available

or

practical,

and

many

applications

require

other

approaches for estimating the vehicle's state deviation. In this chapter, we extend the
parameter adaptation method introduced in [52] to a scenario where no position and
attitude measurements are available to the learning algorithm. The learning strategy is
computationally lightweight and implemented onboard. We assume that an external pilot
is controlling the vehicle both before and after the open-loop maneuver. The data sources
available to the learning algorithm are: 1) an inertial measurement unit, and 2) the control
commands that are received from the external pilot after the execution of the open-loop
maneuver.
The remainder of this chapter is structured as follows: In Section 4.2, we present a rstprinciples model of the quadrocopter. Section 4.3 introduces an estimator that provides
a probabilistic measure of the state oset after the open-loop maneuver, and Section 4.4
presents an iterative learning algorithm for improving performance. In Section 4.5 we
show experimental results, and we conclude in Section 4.6.

4.2 Model
This section presents a rst-principles model of the quadrocopter, where we use the
model described in [52]. The vehicle is modeled as a rigid body with mass
rotational inertia

I

around the center of gravity. The position

p = (px , py , pz )

m

and

of the

vehicle, which also refers to its center of gravity, is measured in an inertial frame
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(For the ease of notation, throughout this chapter vectors may be expressed as

x = (x1 , x2 , . . . , xn ), with dimension and stacking clear
inertial frame I such that the gravitational acceleration

from context.) We choose the
is aligned with the negative

direction. The attitude of the vehicle is described by a rotation matrix
a rotation from the inertial frame

I

to the body frame

B

n-tuples

R

z-

that represents

(which is xed on the vehicle).

Vehicle dynamics
The vehicle provides four motors with xed-pitch propellers as actuators, each of

fp , p ∈ {1, 2, 3, 4}. Let a = (ax , ay , az ) be the proper
acceleration in the body frame B . All propeller forces fp act along the body z -axis,
and hence the proper acceleration a is given by

them producing a thrust force

1





0



 + ãmodel ,
a=
0

(f1 + f2 + f3 + f4 )/m
where

ãmodel

(4.1)

denotes the process noise acting on the acceleration. The translational

dynamics are given by the second-order dierential equation

p̈ = RT a + g,
where

(4.2)

g = (0, 0, −g) denotes the gravitational acceleration. The rotation matrix R evolves

with



0

ωz −ωy




Ṙ = 
−ωz 0


ωx 
 R,
ωy −ωx 0

where

ω = (ωx , ωy , ωz )

denotes the rotational rates around the vehicle's body axes. The

dynamics of the body rates

ω


ω̇ = I

where

d

1 In

−1

are governed by



˜ model
ω̇



d(f2 − f4 )




 − ω × Iω  + ω̇
˜ model ,
d(f3 − f1 )



κ(f1 − f2 + f3 − f4 )

denotes the arm length of the quadrocopter,

propellers, and

(4.3)

κ

(4.4)

the torque-to-thrust ratio of the

the process noise acting on the rotational acceleration.

this context, proper acceleration refers to the acceleration relative to free fall.
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Sensor model
An

inertial

acceleration

measurement

a

unit

and the body rate

is

mounted

on

the

vehicle,

measuring

ω.

The acceleration measurement is modeled as

ameas = a + ãmeas ,
where

ameas

is the sensor output value, and

ãmeas

the

proper

(4.5)

denotes the sensor noise. Similar to

the acceleration, the angular rate measurement is modeled as

ω meas = ω + ω̃ meas ,
with

ω meas

being the sensor output, and

ω̃ meas

(4.6)

denoting the sensor noise.

Onboard controller
The vehicle receives desired total thrust

des
des
and desired body rates ω
from an external
ftot

pilot or from the open-loop maneuver denition. The onboard controller is designed such
des
that the measured body rate deviations ∆ω = ω
− ω meas follow three decoupled rstorder systems. This is achieved by inverting the angular dynamics (4.4), while the process
noise

˜ model
ω̇

is neglected:





∆ωx /τxy





 = I ∆ωy /τxy  + ω meas × Iω meas ,
d(f
−
f
)
3
1




κ(f1 − f2 + f3 − f4 )
∆ωz /τz
where

τxy



d(f2 − f4 )

is the desired time constant for the

around the

z -axis.

x

and

y -axis,

and

τz

(4.7)

the time constant

The above equation, together with the condition

des
ftot
= f1 + f2 + f3 + f4 ,

denes the four thrust forces

(4.8)

fp .

Two-dimensional vehicle dynamics
Herein, we apply the proposed learning scheme to a two-dimensional open-loop maneuver
(namely a triple ip that we will introduce in Section 4.5). To reduce the computational
complexity, we thus restrict the learning to two dimensions and assume that the
systematic out-of-plane disturbances are small. While in principle the approach presented
herein is also suitable for three-dimensional learning, it is beyond the scope of this work
to verify this experimentally.
In the following, we reduce our model to the
position is described by
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px

and

xz -plane.

In doing so, the vehicle's

pz , and its attitude can be described by a single variable θ,
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which is the pitch angle. Fig. 4.1 shows an illustration of the two-dimensional model.
For the two-dimensional case, the translational dynamics (4.2) reduce to

p̈x = ax cos θ + az sin θ,

(4.9)

p̈z = −ax sin θ + az cos θ − g.

(4.10)

The evolution of the attitude is simply

θ̇ = ωy ,

(4.11)

and the angular acceleration (4.4) for the two-dimensional model is given by

˜ y,model ,
ω̇y = d(f3 − f1 )/Iyy + ω̇
where we assume a diagonal rotational inertia matrix

I

with entry

(4.12)

Iyy

for the

y -axis.

We dene the state vector of the two-dimensional system to be

s := (px , pz , vx , vz , θ),
where

vx := ṗx and vz := ṗz

(4.13)

denote the translational velocities. Note that the pitch rate

ωy

is not included in the state vector, even though it is a dynamic state. This is because:
1) the pitch rate

ωy

is estimated separately (as we will see in Section 4.3), and 2) we do

not intend to correct for pitch rate osets after the open-loop maneuver, since we assume
that the onboard controller (4.7) quickly controls these deviations to zero.
The current proper acceleration

ax

and

az ,

and the current pitch rate

can be

f2

f3

f3

ωy

f1
f2 , f4
f1

θ

zI

f4

p
xI

Figure 4.1
Illustration of the two-dimensional quadrocopter model considered in this chapter.
The red arrows denote the propeller forces fp , and the blue arrows show state vector components
(position p = (px , pz ) and pitch angle θ). For clarication, a three-dimensional view is shown on
the top right.
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considered as inputs to the system describing the evolution of the state vector (4.13).
Hence, we dene an input vector

u := (ax , az , ωy ),

(4.14)

that contains these variables. Stacking (4.9), (4.10), and (4.11) into a vector, the
continuous-time dynamics

f c (s, u)

of the state vector (4.13) yield



vx







v
z




ṡ = f c (s, u) =  ax cos θ + az sin θ  .


−a sin θ + a cos θ − g 
z
 x

ωy

(4.15)

Discrete-time system dynamics
Since the estimator will be designed for discrete time steps, the system dynamics (4.15)
must be discretized. We use a superscript k to indicate the time step of a variable. The
k
k
discrete-time system dynamics f d (s , u ) are approximated by

sk+1 = f d (sk , uk ) ≈ sk + f c (sk , uk )T,
where

T

(4.16)

denotes the sampling time.

Jacobian matrices for covariance matrix prediction
The estimator which will be introduced in Section 4.3 leverages Jacobian matrices around
the current estimated state for approximating the evolution of the covariance matrix.
(This is similar to the prediction step of an extended Kalman lter.) Omitting the
superscript

k

for reasons of readability, the Jacobian matrices

Ad

time system dynamics (4.16) around an arbitrary operating point

Ad (s∗ , u∗ ) =
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∂f d (s, u)
∂s

s=s∗ ,u=u∗

B d of the discrete∗
∗
(s = s , u = u ) yield

and



10T 0
0


0 1 0 T

0




= 0 0 1 0 −T a∗x sin θ∗ + T a∗z cos θ∗  ,


0 0 0 1 −T a∗ cos θ∗ − T a∗ sin θ∗ 


x
z
00 0 0
1

(4.17)
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B d (s∗ , u∗ ) =

∂f d (s, u)
∂u

s=s∗ ,u=u∗

0

0

0






0
0
0




∗
∗
=  T cos θ T sin θ 0  .


−T sin θ∗ T cos θ∗ 0 


0
0
T

(4.18)

This completes the derivation of the quadrocopter model used in this chapter.

4.3 Estimator
In this section, we introduce an estimator that provides a probabilistic measure of the
state evolution, relative to an initial state estimate.

Overview
An overview of the estimator is shown in Fig. 4.2. The estimator draws information from
two dierent sources (shown as green boxes in Fig. 4.2). The rst source is a rst-principles
model of the vehicle, which computes an estimate of the current translational and angular
acceleration based on the four propeller forces that are currently applied. The second
source of information is an inertial sensor, which measures acceleration and angular rate
directly. Data fusion algorithms are used to merge this information, and subsequently
position, velocity, and pitch angle estimates are obtained by numerical integration of the
system dynamics.
In

the

following,

all

probabilistic

variables

are

approximated

by

Gaussian

distributions, and are thus dened by an expected value (denoted with a hat symbol
and a covariance matrix (denoted as

Σ[·]).

ˆ· )

All noise terms are assumed to be Gaussian

white noise signals [55]. The estimator is similar for a two-dimensional and for a threedimensional model, except that the state and input vectors have dierent sizes. We use
the more general three-dimensional notation when we state the estimator's equations in
the following.

Acceleration estimation
k
we estimate the current proper acceleration aest by fusing the
k
model-based proper acceleration amodel (which is the the model-based acceleration a given
k
by (4.1) evaluated at time step k ) with the sensor measurement ameas , given by (4.5).
For each time step

k

Applying the assumption that there is no correlation between the noise terms of the two
k
estimates, the covariance matrix Σ[aest ] of the fused acceleration can be written as

Σ[akest ] = (Σ[ãkmodel ]−1 + Σ[ãkmeas ]−1 )−1 ,

(4.19)

55

4.3 Estimator

external pilot
des
ftot

ω des

onboard
controller
des
ftot

aest

acceleration estimation
amodel
fp

rst-principles
vehicle model

ameas

ω̇ model

ω des

open-loop
maneuver

u

inertial
sensors

state
integration

s

R

ω meas

angular rate estimation

ω est

Flowchart of the state estimator presented herein. The green blocks are the two
data sources: the rst-principle vehicle model and the inertial sensors. Note that, except for the
des
external commands (ftot
and ω des ) and the propeller forces fp , all signals have a probabilistic
representation, and thus are approximated by a mean value and a covariance matrix. The onboard
controller (blue block) takes commands either from an external pilot or from the open-loop
maneuver description in order to compute the deterministic propeller forces fp . 33.2

Figure 4.2

ãkmodel

ãkmeas

denote the noise terms dened in (4.1) and (4.5), respectively.
k
k
(We assume that the noise properties Σ[ãmodel ] and Σ[ãmeas ] are known.) The expected
k
value âest yields
where

and

âkest = Σ[akest ](Σ[ãkmodel ]−1 âkmodel + Σ[ãkmeas ]−1 âkmeas ),

(4.20)

âkmodel is the expected value of (4.1) and âkmeas is the acceleration sensor reading at
k
k
time step k . Note that if the noise terms ãmodel and ãmeas are modeled to be uncorrelated
between x, y , and z -components, then (4.19) and (4.20) both decouple into scalar
where

equations, one for each axis.

Angular rate estimation
In order to nd an estimate of the current body rate

ω kest ,

we fuse the model-based
k
prediction of the angular acceleration (4.4), denoted here as ω̇ model , with the current
k
sensor reading of the rate gyro (4.5), denoted as ω meas . In contrast to the acceleration,
the body rate is a dynamic state and its model-based prediction at time step k therefore
k−1
depends on the previous estimated value ω est . The model-based prediction of the body
k
rate ω model can be approximated by

ˆ k−1
ω̂ kmodel = ω̂ k−1
est + ω̇ model T,
2
˜ k−1
Σ[ω kmodel ] = Σ[ω k−1
est ] + Σ[ω̇ model ]T ,
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˜ k−1
(4.4) evaluated at the previous time step, and ω̇
model
˜ k−1 ]. Again
the corresponding process noise term with known covariance matrix Σ[ω̇
model
where

ˆ k−1 is the expected value of
ω̇
model

assuming no correlation between the noise terms of the model-based and sensor-based
k
estimates, the fused angular rate estimate ω est yields

where

ω̂ kest = Σ[ω kest ](Σ[ω kmodel ]−1 ω̂ kmodel + Σ[ω̃ kmeas ]−1 ω̂ kmeas ),

(4.23)

Σ[ω kest ] = (Σ[ω kmodel ]−1 + Σ[ω̃ kmeas ]−1 )−1 ,

(4.24)

ω̂ kmeas

is the rate gyro reading at time step
k
noise with given covariance matrix Σ[ω̃ meas ].

k,

and

ω̃ kmeas

the corresponding sensor

State prediction
Based on the acceleration estimate

akest

and the body rate estimate

ω kest

from above, we

perform a prediction in order to obtain position, velocity, and pitch angle estimates, i.e.
k
an estimate of the state vector s dened by (4.13). The prediction of the state's expected
k+1
value ŝ
is performed with

ŝk+1 = f d (ŝk , ûk ),
where the discretized state dynamics

f d (ŝk , ûk )

(4.25)

are given by (4.16). As mentioned in

Section 4.2, the prediction of the covariance matrix is based on a linearization around the
current estimated state. Hence, we approximate the evolution of the covariance matrix
by

Σ[sk+1 ] = Akd Σ[sk ](Akd )T + B kd Σ[uk ](B kd )T ,
where
and

for

reasons
k
k

B kd = B d (ŝ , û )

of

readability

the

shorthand

notation

(4.26)

Akd = Ad (ŝk , ûk )

is used.

This completes the description of the state estimator. At every time step

k,

the

expected value of the estimated state is updated with (4.25), and its covariance matrix
k
is updated with (4.26). Note that since we have no feedback on the state vector s , the
k
k
expected value ŝ drifts away from the true value and the covariance Σ[s ] grows over
time.

4.4 Learning algorithm
In this section, we describe an iterative learning algorithm for improving the performance
of a highly dynamic open-loop maneuver. The presented method is based on the policy
gradient learning scheme introduced in [52]. A rst-principles model of the vehicle is
used for computing an initial guess of the maneuver parameters, and the same model
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is leveraged to derive an error correction matrix used for iteratively improving these
maneuver parameters.
The initial parameter guess and the error correction matrix are computed in advance
using a desktop workstation, while the parameter improvement scheme is running
onboard.

Initial parameter guess
We assume that the open-loop maneuver to be executed has a dened structure, hence
we can select a set of

N

numerical parameters

p = (p1 , . . . , pN ),

(4.27)

that dene the desired maneuver trajectories

des
ftot
(t), ω des (t),

with

t0

and

tf

for

t ∈ [t0 , tf ],

(4.28)

denoting the start and end time of the open-loop maneuver, respectively.

We model the estimate of the maneuver parameters

p to be a Gaussian distribution with
a given initial state ŝ0 , the nominal

expected value p̂ and covariance matrix Σ[p]. For
nom
nal state ŝf
(p̂) is obtained by integrating the nominal system dynamics:

ŝnom
(p̂)
f

Z

tf

= ŝ0 +

ṡnom (t, p̂)dt.

(4.29)

t0
The nominal dynamics
neglected.

2

ṡnom (t, p̂)

are given by (4.15), where process noise terms are
0
In order to nd an initial guess p̂ , we seek the parameters that minimize a

weighted two-norm of the nal state deviation:

p̂0 = argmin||ŝnom
(p̂) − ŝdes
f
f ||,

(4.30)

p̂

where

ŝdes
f

denotes the desired nal state after the maneuver. The solution to (4.30) is

found by a numerical optimization, where the nal state function (4.29) is evaluated using
3
0
numerical integration. The initial covariance matrix of the maneuver parameters Σ[p ]
is a design parameter. Its entries are chosen to satisfy a trade-o between fast learning
and outlier rejection.

2 The

argument (p̂) is stated explicitly in order to highlight that the nominal nal state is a function
of the maneuver parameters.
3 The optimization is executed with Matlab [56], using the function fminsearch for the minimization
of (4.30), and ode45 for the integration of (4.29).
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Parameter improvement scheme
For the parameter improvement scheme, we compute a correction matrix
nominal dynamics of the system. The correction matrix
state dierences

∆sf

to parameter dierences

C

C

based on the

relates, to rst order, nal

∆p:

∆p ≈ C∆sf .

(4.31)

4

Therefore, we numerically compute
the Jacobian matrix J of the nominal nal
nom
state ŝf
(p̂) with respect to the maneuver parameters p̂, around the initial parameter
0
guess p̂ :

∂ŝnom
(p̂)
f
J=
∂ p̂
where

(p̂)
ŝnom
f

,

(4.32)

p̂=p̂0

is given by (4.29). A crucial requirement of the presented parameter

adaptation scheme is that the rank of the Jacobian matrix

J

is equal to or higher

than the number of error states; otherwise it is in general not possible to correct
for all elements of the observed state deviation after the open-loop maneuver. If the
number of adaptation parameters equals the number of states, the correction matrix
is dened to be the inverse of the Jacobian matrix

C

J:

C := J −1 .

(4.33)

On the other hand, if the number of adaptation parameters exceeds the number of error
states, the correction matrix

C

may be dened, for example, as the minimum norm

solution:

C := J T (J J T )−1 .

(4.34)

This minimizes the Euclidean norm of the parameter dierence
oset

||∆p||

for a given state

∆sf .

For an observed nal state oset

∆sif

(the superscript

i denotes the iteration number),

the parameter adaptation rule is then dened as

p̂i+1 := p̂i − γ i C∆ŝif ,
where

γ i ∈ (0, 1]

is

the

(4.35)

5

learning step size of the current iteration.
Hence, the
i+1
updated maneuver parameters p
are a linear combination of the previous maneuver
i
parameters p and a new estimate for the maneuver parameters computed with the

are executed with Matlab [56], using the function jacobianest of the toolset Adaptive
Robust Numerical Dierentiation.
5 For γ i ∈ (0, 1] ∀i, it can be shown that to rst order the expected error converges to zero [52].
4 Computations
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i
observed nal state oset ∆sf . We assume no correlation between the two estimates and
i
i+1
choose the step size γ such that the trace of the new parameter covariance matrix Σ[p
]
is minimized. (This is known as the minimum mean square error estimate [57].) The
optimal step size yields

γi =

Trace[Σ[p

i

]]
,
T
i
Trace[Σ[pi ]] + Trace[CΣ[∆sf ]C ]

(4.36)

and the covariance matrix of the new maneuver parameters is given by

Σ[pi+1 ] = (1 − γ i )2 Σ[pi ] + (γ i )2 CΣ[∆sif ]C T .

(4.37)

By inspection of (4.36) and (4.37) we nd that the trace of the parameter covariance
i
matrix Σ[p ] always becomes smaller with increasing iteration number i, such that the
i
learning step size γ , given by (4.36), converges to zero. If required, we can add an
i
additional term Σ[p̃ ] to (4.37) that can be considered as process noise of the maneuver
i
i
parameters p . Doing so, the step size γ does not converge to zero, meaning that the
learning algorithm is still adaptive after a large number of iterations.
After each parameter update, we also have to recompute the trajectories of the desired
des
des
total thrust force ftot and of the desired body rates ω
, as these are the inputs fed to
the onboard controller when the open-loop maneuver is executed.

Final state oset estimate
We now address the problem of estimating the nal state oset

∆sf

by observing

one execution of the open-loop maneuver. Note that for reasons of readability the
superscript i, denoting the current learning iteration, is omitted in the following. Fig. 4.3
shows the dierent intervals of such a learning iteration: The vehicle executes the highperformance open-loop maneuver between time
time

tf

and

tr .

t0

and

tf ,

and recovers to hover between

During recovery, the vehicle receives control commands from an external

pilot that can take advantage of absolute position measurements. We therefore assume
that the vehicle is guided back to the position from where it started the open-loop
maneuver.

Forward state integration:

We assume that the vehicle is hovering before the maneuver is

triggered; the expected initial state

ŝ0

is known, and the initial covariance matrix

Σ[s0 ]

is a design parameter. (Roughly speaking, it is a measure for how precise the external
pilot is able to hover.) By applying the estimator introduced in Section 4.3 throughout
the open-loop maneuver (from time t0 to tf ), we obtain a rst estimate of the nal
−
state, denoted as s(tf ). The open-loop maneuver is assumed to be highly dynamic, hence
unmodeled aerodynamic eects might become signicant. To account for this, the process
noise terms
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recovery
high-performance
open-loop maneuver

hover

s0

hover
t

open-loop

external pilot control

forward state integration

backward state integration
t−
f

t0

s(t−
f )

t+
f

sr
tr

s(t+
f)

state
fusion

s(tf )

parameter
adaptation

pi
pi+1

Illustration of one learning iteration. On the timeline (top), the vehicle is shown
performing the open-loop maneuver, followed by the recovery back to hover. Two estimates of
the nal state s(tf ) are computed for each iteration: one by forward integration from time t0
to tf , and one by backward integration from time tr to tf . Subsequently, the two estimates are
fused and used to perform a parameter adaptation, reducing the expected value of the next nal
state deviation.
Figure 4.3

Backward state integration:
hovering again, i.e.

tr , the vehicle is assumed to be
Σ[s(tr )] = Σ[sr ] are known. Applying the state
tr to tf delivers a second estimate of the nal state,

After recovery, at time

ŝ(tr ) = ŝr

and

estimator backwards in time from
+
denoted as s(tf ). The recovery performed by the external pilot is assumed to be less

aggressive than the open-loop maneuver; the process noise is smaller. Consequently, the
model-based estimates deliver valuable information leading to a more accurate nal state
observation.

State estimate fusion:

Since the learning algorithm introduced above requires a single

estimate of the nal state

s(tf ),

the two estimates from forward and backward state

integration are fused. Assuming that the two estimates are not correlated, the covariance
matrix

Σ[s(tf )]

of the fused estimate is given by

−1
−1 −1
Σ[s(tf )] = (Σ[s(t−
+ Σ[s(t+
f )]
f )] ) ,

(4.38)
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and the expected value

ŝ(tf )

yields

−
+ −1
+
−1
ŝ(tf ) = Σ[s(tf )](Σ[s(t−
f )] ŝ(tf ) + Σ[s(tf )] ŝ(tf )).

(4.39)

Note that, for the two-dimensional case, the evaluation of (4.38) and (4.39) requires vedimensional matrix inversions, which might be a burden for onboard implementation.
Hence, scalar fusion of the state vector elements using the corresponding variances might
be applied in cases where the limits of the computational resources are reached. (However,
the matrix inversions must be computed only once for every learning iteration.) Finally,
the estimated oset

∆sf

from the desired state is obtained by

∆ŝf = ŝ(tf ) − ŝdes
f ,

(4.40)

Σ[∆sf ] = Σ[s(tf )],

(4.41)

which is then fed to the parameter adaptation scheme (4.35) and (4.37).
This completes the derivation of the iterative learning algorithm that is based on
inertial sensor measurements and inputs from an external pilot during recovery.

4.5 Experimental results
In this section, we provide experimental results of the state estimation and learning
algorithm introduced above.

Experimental platform
The experiments presented in the following are carried out in the Flying Machine Arena
at ETH Zurich [9]. Modied Ascending Technologies `Hummingbird' quadrocopters are
used, where the electronics have been replaced by a Pixhawk PX4 Flight Management
Unit (FMU) [58] and some other custom electronic components. The testbed provides an
infrared motion-capture system, which can be used for measuring ground truth and for
simulating an external pilot.

Implementation
The estimator introduced in Section 4.3 and the learning strategy presented in Section 4.4
are implemented on the PX4 FMU. The step size

T

of the estimator is chosen to be

1 ms.

While the forward state integration runs in real-time, the backward integration can only
be executed once the recovery is nished. Therefore, all sensor readings and commanded
motor forces are written into a buer during recovery, and then processed backwards in
time as soon as the recovery is nished. (A constant recovery duration of

3s

is chosen.)

The vehicle receives control commands from the ground station (i.e. from the external
pilot) at a rate of
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uses the position and attitude measurement data from the motion-capture system. The
onboard controller, which tracks the desired body rates using rate gyro feedback, runs
at

1000 Hz,

i.e. at the same frequency as the estimator.

Parameterized triple ip maneuver
The hover-to-hover triple ip is used as an example for a high-performance open-loop
maneuver. Assuming that the maneuver starts at the origin, the desired nal state is

ŝdes
f = (0, 0, 0, 0, 6π).

(4.42)

We choose a parameterization that is similar to the one presented in [52]: The maneuver
is divided into seven intervals, as illustrated in Fig. 4.4, and each interval has constant
propeller forces. The forces

f2

and

f4

are chosen to be the average of

f1

and

f3 :

f2 = f4 = (f1 + f3 )/2.
Consequently, each interval

j

(4.43)

is dened by the parameter triple

j
{f1j , f3j , Tint
},

where

denotes the duration of the interval. We choose the following parameter vector

p

j
Tint

to be

adapted during the learning iterations:

p1 = f11 − f31 ,

with

f11 + f31 = mg/2,

2
p2 = Tint
,
4
p3 = Tint
,

p4 =
p5 =

f16
f37

+
−

(4.44)

f36 ,
f17 ,

6
with f1
7
with f1

= f36 ,
+ f37 =

mg/2.

These parameters are chosen because they result in reasonable adaptation authority for
each element of the nal state vector. Note that since we use a two-dimensional model,
out-of-plane deviations are not eliminated. Due to the symmetry of the vehicle and the
maneuver, however, the repeatable components of such disturbances are small.

Results
Fig. 4.5 shows the evolution of the estimated state oset versus the iteration number.
For reference, the state oset measured with the motion-capture system is plotted as
well, which in this context can be considered to be the ground truth. After about ten
iterations the errors converge to an approximate value of zero, while we continue to
see some non-repeatable disturbances in each iteration. Further, we can see that the
position estimates are not very accurate, which is expected to some extent because of the
integrator drift. Even if the estimate deviates from the true value quantitatively, however,
it delivers useful qualitative information for the learning algorithm: The direction of the
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ωy
ωmax
ωy (t)

t
0

fp

accelerate

start rotate

coast

stop rotate

decelerate

fmax
f1 (t)

f3 (t)

mg/4

fmin
0
1
Tint

t
2
Tint

3
Tint

4
Tint

5
Tint

6
Tint

7
Tint

Angular rate and propeller force trajectories of the parameterized triple ip
maneuver. The maneuver consists of seven intervals, each dened by the forces f1j and f3j , and
j
the interval duration Tint
. The rst interval is used to tilt a little bit, in order to end up at the
correct x-position at the end of the maneuver. During the second interval, the vehicle accelerates
with almost full thrust in order to gain vertical momentum. The third interval is then used
to gain rotational speed, applying the maximum rotational acceleration, and during the fourth
interval the minimum thrust is applied, the vehicle just coasts. The intervals ve to seven are
then the inverse of the intervals one to three, i.e. stop rotating, decelerate, and adjust tilt angle.
Figure 4.4

estimated deviation is correct for most iterations, especially for low iteration numbers.
The state estimate thus delivers valuable information about the direction towards which
the maneuver parameters must be adapted. Hence, while the estimator introduced in
Section 4.3 might not be accurate enough to be fed to a feedback controller for example,
in combination with the learning algorithm presented herein it delivers useful results
when improving the performance of a triple ip maneuver.
A video of the vehicle performing triple ips is available at

h2YZu40bVK8.
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∆θ̂

−1
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iteration number
Final state oset versus iteration number for position (top), velocity (middle),
and pitch angle (bottom). The solid lines show the estimated values obtained by the estimator
introduced in Section 4.3. The dotted lines show the true values measured by a motion-capture
system. After ten learning iterations, all errors have converged to a value near zero.
Figure 4.5

4.6 Conclusion
We have presented a learning scheme for high-performance open-loop maneuvers with
quadrocopters, which can be implemented onboard and requires no external motioncapture system. The method has been validated by reducing the systematic errors of a
triple ip maneuver.
For the experiments presented herein the external pilot was simulated by a position
controller using motion-capture system data; the recovery was executed in a fast and
repeatable fashion, which might not be the case if only a less accurate localization system
is available. Hence, we have shown that the method works in principle, but whether it is
applicable with other localization systems is still an open question and part of future work.
Another future subject of study is the experimental validation on a three-dimensional
maneuver; while herein the presented approach has been applied to a two-dimensional
example, in principle the method should be applicable to the three-dimensional case, too.
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5
A global controller for flying wing
tailsitter vehicles
In this chapter, we present a global controller for tracking nominal trajectories with a
ying wing tailsitter vehicle. The control strategy is based on a rst-principles model
of the vehicle dynamics that captures all relevant aerodynamic eects, and we apply
an onboard parameter learning scheme in order to estimate unknown aerodynamic
parameters. A cascaded control architecture is used: Based on position and velocity errors
an outer control loop computes a desired attitude keeping the vehicle in coordinated
ight, while an inner control loop tracks the desired attitude using a lookup table with
precomputed optimal attitude trajectories. The proposed algorithms can be implemented
on a typical microcontroller and the performance is demonstrated in various experiments.

5.1 Introduction
Tailsitter vehicles combine hover capabilities with ecient forward ight: A tailsitter is
able to take o and land vertically on its tail with the nose and thrust direction pointing
upwards, and for fast forward ight the vehicle tilts to a near-horizontal attitude resulting
in a more ecient lift production with conventional wings [27], [59]. Compared to other
powered lift aircraft types (such as tiltrotors [60], [61] or tiltwings [62], [63]), the major
advantage of a tailsitter is its mechanical simplicity; no mechanism for changing the
direction of the propulsive system is required, saving weight and reducing susceptibility
to malfunctions. However, this advantage comes at the cost of additional challenges during
controller design due to the large ight envelope of a typical mission scenario.
Over the last decade, the research community has developed many successful control
strategies for small, unmanned tailsitter vehicles. Typically, the control architecture
contains a switching logic that chooses between a hover and a xed-wing ight controller,
depending on the current operating point of the vehicle [64][67]. Successful transitions
between hover and forward ight (and vice-versa) have also been demonstrated using gain
scheduling methods [68], [69]. Since transitions are an integral part of the tailsitter ight
envelope, the attitude controller must be functional over a large set of attitudes. In order
to avoid singularities, typically a quaternion representation for the vehicle's attitude is
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used, combined with linear feedback on the quaternion error vector in order to obtain the
desired angular body rates [70][72]. However, alternative approaches for representing and
controlling attitude have been proposed in order to achieve better tracking performance
when large attitude errors occur; see for example the resolved tilt-twist method [73], [74],
or methods using heading-independent attitude error representations operating directly
in

SO(3)

[75]. As computational units become more powerful and less expensive, model

predictive control (MPC) [76] has become a viable approach for controlling systems with
fast dynamics such as small ying machines; rst results of an MPC-based controller for
a tailsitter in hover ight have been published in [77].
In this chapter, we introduce a global control strategy for a small ying wing
tailsitter, which enables the vehicle to track nominal trajectories. Similar to [71] and [72],
the controller is based on an adaptive, rst-principles model of the vehicle dynamics;
parameterized models for the aerodynamic forces and torques are learned using data
from onboard sensors. The computational requirements of the proposed algorithms are
reasonably low such that they can be implemented on a typical microcontroller. A single
control law is used for all ight regimes, such that no manual or automatic switching
mechanisms between dierent controllers are required. The controller computes a desired
attitude such that the vehicle is in coordinated ight, and this attitude is tracked with
an inner control loop that properly accounts for the dierent magnitudes of attainable
torques around the dierent rotation axes. The performance of the presented controller
is demonstrated and analyzed in various experiments. Fig. 5.1 shows a picture of the
IDSC Tailsitter that is used for the experimental validation. (The design of the vehicle is
presented in Appendix 5.A.)
The remainder of the chapter is structured as follows: In Section 5.2 we present a
dynamic model for a small ying wing tailsitter vehicle, and in Section 5.3 a method for
learning unknown aerodynamic model parameters is described. Section 5.4 introduces a
global control strategy, and experimental results are presented in Section 5.5. Finally, we
conclude in Section 5.6.

5.2 Flying wing tailsitter model
In this section, we derive a model for the dynamics of a small ying wing tailsitter vehicle.

n-tuples x = (x1 , x2 , . . . , xn ),
from context. The axes of a coordinate frame F are
a vector x is expressed in a particular frame F , the

In order to simplify notation, vectors may be expressed as
with dimension and stacking clear
denoted as

xF , yF ,

and
F
vector is written as x .

zF ,

and if

As illustrated in Fig. 5.2, the vehicle is actuated by two propellers that are mounted
in front of the wings, and two aps located at the wings' trailing edges. We assume that
the dynamics of the propeller motors are fast compared to the vehicle dynamics, and that
a low-level motor controller accounts for varying airspeed of the vehicle when choosing
the nominal angular rate of the propellers. Hence, we assume that we can directly set
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Picture of the IDSC Tailsitter. The vehicle has been developed at the Institute for
Dynamic Systems and Control (IDSC), ETH Zurich, as a testbed for novel control strategies. It
is used for evaluating the performance of the controller introduced in this chapter.
Figure 5.1

the propeller forces

fl

and

fr

without dynamics or delay. Similarly, the ap servos are

assumed to be fast such that we can instantaneously set the ap angles

δl

and

δr .

The

actuators are subject to the saturations limits

fmin ≤ fl , fr ≤ fmax ,

(5.1)

δmin ≤ δl , δr ≤ δmax ,
where the thrust limits

fmin

and

fmax

may vary with the vehicle's airspeed. We assume

that the propellers can only produce positive thrust, i.e.
An inertial coordinate frame

I

fmin > 0.

is chosen such that the gravitational acceleration is

zI -axis, and we introduce a body-xed frame B with origin at
the vehicle's center of mass. The zB -axis is aligned with the thrust direction, the xB -axis
points along the left wing, and the yB -axis completes the right-handed coordinate system.
The attitude of the vehicle is described by a rotation matrix R that represents a rotation
from the inertial frame I to the body-xed frame B . The position of the vehicle's center
of mass relative to the inertial frame I is denoted as p = (px , py , pz ). The translational
velocity of the vehicle is denoted as v = (vx , vy , vz ), and the rotational velocity is denoted
as ω = (ωx , ωy , ωz ). The position and attitude kinematics yield
aligned with the negative

ṗI = v I ,

(5.2)

B

Ṙ = −[[ω ]]R,
where

(5.3)

[[ω B ]] denotes the skew-symmetric cross product matrix of the body rate vector [35].
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fr

fl
zB
xB

yB

δl
δr
Figure 5.2
Illustration of a ying wing tailsitter vehicle. The vehicle is actuated by two
propellers that produce thrust forces along the zB -axis, and two aps that produce an
aerodynamic force and torque by deecting the airow behind the wings.

We model the vehicle as a rigid body with mass
assumed to be diagonal with entries

Jxx , Jyy ,

m

and

and rotational inertia

Jzz .

J,

where

J

is

The dynamics are given by the

Newton-Euler equations:

where

g

mv̇ I = RT f Btot + mg I ,

(5.4)

J ω̇ B = mBtot − ω B × J ω B ,

(5.5)

is the gravitational acceleration, and the vectors

f tot

and

mtot

denote the total

force and torque, respectively, acting on the vehicle. In the following, models for both the
total torque

mtot

and the total force

f tot

will be derived.

Torque model
In Section 5.4, we will present a body rate controller based on the assumption that we
can apply a desired torque to the vehicle by choosing corresponding actuator inputs.
Therefore, we derive an expression for the total torque that captures all relevant rstorder eects of the actuators, as well as rst-principles aerodynamic eects of the vehicle
body. The total torque is separated into an aerodynamic and a propeller component:

mBtot = mBair + mBprop ,

(5.6)

and in the following we will derive expressions for both terms.

Aerodynamic torque:
70
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pitching moment around the wing axis (i.e. the
attack

α

and the reference airspeed

v,

xB -axis)

that depends on the angle of

with


α = arctan2 vyB , vzB ,
q
v = (vyB )2 + (vzB )2 .

(5.7)
(5.8)

Note that we assume that the ambient air is at rest, such that the vehicle's ground
velocity is equal to its airspeed. Typically, it is dicult to nd an accurate model-based
description for the aerodynamic pitching moment. Therefore, we denote it as

mpitch (α, v)

and treat it as an unknown function during the modeling process. In Section 5.3, we will
introduce a method for learning the pitching moment during ight using onboard sensors.
For each wing, the eect of the actuators on the aerodynamic torque is computed
separately, assuming no cross coupling between left and right wing. Further, we assume
that the entire ap is in the slipstream of the propeller, and that if the vehicle is ying
B
forward (i.e. for positive vz ) the slipstream velocity is uniform and can be approximated
B
using Momentum Theory [78]. For backward ight (i.e. for negative vz ) Momentum
Theory is not valid. In this case, we neglect the relative airow and assume that backward
velocities are small and negligible. Thus, for each side
over the ap along the

zB -axis

is modeled as

s
B
vs,z
=

where

ρ

s, s ∈ {l, r}, the reference airspeed

2fs
+ max (0, vzB )2 ,
ρd

denotes the density of air and

d

(5.9)

is the propeller disk area. The total reference

airspeed over the ap yields

vs =

q
B )2 .
(vyB )2 + (vs,z

(5.10)

We assume that the ap deects the airow behind the wing by a small angle proportional
to the ap angle

δs .

Hence the aerodynamic torque can be written as


mBair = mBair,x , mBair,y , mBair,z ,

(5.11)

mBair,x = (bx + cx δl ) vl2 + (bx + cx δr ) vr2 + mpitch (α, v) ,

(5.12)

mBair,y
mBair,z

(5.13)

with

where the constants

=

by vl2

−

by vr2 ,

= (bz + cz δl ) vl2 − (bz + cz δr ) vr2 ,

bx , by , bz , c x ,

and

cz

(5.14)

are wing and ap characteristics.
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Propeller torque:
and negative

The propellers are mounted with an oset of

xB -axis,

l

along the positive

respectively, and the thrust direction is parallel to the

zB -axis.

Consequently, the torque created by the propellers is given by

mBprop = (0, l (fr − fl ) , κ (fr − fl )) ,
where

κ

(5.15)

denotes the torque-to-thrust ratio of the propellers. Note that the left propeller

rotates counter-clockwise, and the right propeller rotates clockwise.

Force model
Similar to the total torque, the total force acting on the vehicle is separated into an
aerodynamic and a propeller component:

f Btot = f Bair + f Bprop .

Aerodynamic force:

(5.16)

As we will introduce in Section 5.4, the expression for the total force is

used to compute a desired attitude and a desired total thrust value in a high-level control
block. Therefore, in order to keep the problem tractable, we derive a simplied model for
the aerodynamic force that does not capture dierences in actuator inputs between the
left and the right wing. In particular, we apply a rst-principles aerodynamic model based
on the following two assumptions: 1) the lateral aerodynamic force acting on the vehicle

1

is negligible , and 2) the aerodynamic force is a function of the angle of attack
reference airspeed

v,

and the average propeller force

fa = (fl + fr )/2.

α,

the

The aerodynamic

force can thus be written as

f Bair = (0, flif t (α, v, fa ), −fdrag (α, v, fa )) ,
where

flif t (α, v, fa )

and

fdrag (α, v, fa )

(5.17)

denote the aerodynamic lift and drag force,

respectively. Typically, it is dicult to derive an accurate model-based description for
the aerodynamic forces, and therefore in Section 5.3 we will introduce a method for
learning these forces during ight using onboard sensors.

Propeller force:

The force due to propeller thrust is

f Bprop = (0, 0, 2fa ) .
1 Here,
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the lateral direction refers to the direction along the xB -axis.

(5.18)
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5.3 Learning aerodynamic force and torque
Accurate

maps

flif t (α, v, fa )

for

and

the

pitching

fdrag (α, v, fa )

moment

might

be

mpitch (α, v)
obtained,

and

for

the

aerodynamic

example,

by

wind

forces
tunnel

measurements. However, if a wind tunnel is not available or if the aerodynamic surfaces
are changed regularly, this approach is impractical. Another method for modeling the
aerodynamics is to simulate the airow around the vehicle numerically using tools
from computational uid dynamics. For a vehicle that has its wings and aps in the
slipstream of the propellers, however, the aerodynamics are complex which imposes
high requirements on the spatial and temporal resolution of the simulation and on the
accuracy of the three-dimensional model of the aerodynamic surfaces. Therefore, we use
a dierent approach for approximating the aerodynamics of the vehicle: We estimate the
aerodynamic properties using onboard sensor data. This approach provides the advantage
that we can run the estimation onboard during ight and are thus adaptive to changes
in the aerodynamic properties. A drawback of this approach is that the model of the
aerodynamic forces and torques might be inaccurate if we enter a new ight regime.

Parameterized aerodynamic functions
We apply a parameter learning scheme, due to its low requirements on computation and
memory compared to other learning methods [79]. The structure of the parameterized
functions is based on heuristics and rst-principles aerodynamic eects, and might depend
on the particular vehicle design. Herein, we use the following parameterized functions for
the pitching moment and the aerodynamic lift and drag force:

mpitch (α, v) = kp1 sin (α)v 2 ,

(5.19)


flif t (α, v, fa ) = kl1 sin (α) cos (α)2 + kl2 sin (α)3 v 2 + kl3 fa ,

fdrag (α, v, fa ) = kd1 sin (α)2 cos (α) + kd2 cos (α) v 2 + kd3 fa ,
where

k(·)

(5.20)
(5.21)

are the parameters that are learned. Ideally, these parameters are constant over

the domain of the aerodynamic functions.

Parameter learning
For each learning update, we rst compute the aerodynamic torque and force that is
currently acting on the vehicle, and then update the function parameters

k(·)

based on

these values.
By combining and rearranging (5.5), (5.6), and (5.12) we obtain an expression for the
pitching moment acting on the vehicle:

mpitch = Jxx ω̇xB + (Jzz − Jyy )ωyB ωzB − (bx + cx δl ) vl2 − (bx + cx δr ) vr2 .

(5.22)

Similarly, by combining and rearranging (5.4), (5.16), (5.17), and (5.18) we obtain an
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expression for the lift and drag force:

flif t = aBp,y m,

(5.23)

fdrag = fl + fr − aBp,z m,
where

(5.24)

2

ap

denotes the proper acceleration . An inertial measurement unit provides
B
B
measurements for the proper acceleration ap and for the body rates ω . Through
B
numerical dierentiation we obtain the angular acceleration ω̇ , and we assume that
B
an estimate of the current velocity v is available. Hence, we can evaluate (5.22), (5.23),
and (5.24) in order to obtain the aerodynamic torque and forces currently acting on the
vehicle. These values are then used to estimate the parameters

k(·)

with an extended

Kalman lter, as described for example in [79].

5.4 Control strategy
In this section, we introduce a global control strategy for tracking a desired trajectory. The
desired trajectory is given by position and velocity trajectory
and feed-forward acceleration

af f . If

pdes

and

v des ,

respectively,

the desired trajectory contains sequences where the

nominal aerodynamic forces vanish (such as hover), we might also specify a desired yaw
angle trajectory

ψdes .

(When the vehicle is hovering, the yaw angle corresponds to the

zI -axis.) We assume that an onboard state estimator delivers
a full state estimate of the vehicle, i.e. estimated position pest , estimated velocity v est ,
estimated attitude Rest , and estimated body rates ω est .

vehicle's rotation around the

We use a cascaded control architecture: Based on position and velocity errors an outer
control loop computes a desired attitude keeping the vehicle in coordinated ight, while
an inner control loop tracks the desired attitude using a lookup table with precomputed
optimal attitude trajectories. A owchart of the controller is shown in Fig. 5.3, and the
individual control blocks are introduced in the following.

Position control
As proposed in [9], a desired acceleration

ades

is computed based on position and velocity

errors. The control loop is shaped such that for each coordinate the system behaves like
a linear second-order system with some desired time constant

τp

and damping ratio

ζp .

The desired acceleration is thus given by

aIdes = aIf f +
2 In
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 2ζp I

1
I
I
I
p
−
p
+
v
−
v
.
des
est
des
est
τp2
τp

this context, proper acceleration refers to the acceleration relative to free fall.

(5.25)
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pest

v est

f l f r δl δr
fa
f des

position

coordinated

body rate

ight

control

control

attitude

Rdes
pdes

v des

af f

v ref

control

ω des
v ref

ψdes

ω est

Rest
5.3
Flowchart illustrating the control architecture. The controller is based on a
cascaded control scheme, and the individual control blocks are described in this section.
Figure

Subsequently, the desired acceleration is converted to a desired force vector


f Ides = aIdes − g I m,

(5.26)

which is then fed to the next controller block.

Coordinated ight
In the following, the average propeller thrust

fa

and the desired attitude

Rdes

are

3

computed such that two conditions are satised: 1) the vehicle is in coordinated ight ,
and 2) the resulting total force

f tot

acting on the vehicle matches the desired force

f des

demanded by the position controller.
The desired attitude can be written as three subsequent rotations:

Rdes = Rc Rb Ra ,

(5.27)

where the the individual rotations are introduced in the following. For a more intuitive
notation, we will describe the rotations using the axis-angle representation, i.e. a rotation

n denoting the rotation axis [35]. A vector x
(a)
expressed in the intermediate coordinate frame dened by Ra is denoted as x . Similarly,
vectors expressed in the coordinate frames dened by Rb Ra and Rc Rb Ra are denoted
(ab)
(abc)
as x
and x
, respectively.
The rst rotation Ra is a rotation that, starting from the inertial frame I , aligns the
is described by an angle

3 Here,

σ

and a unit vector

coordinated ight refers to a ight state with no sideslip and no lateral acceleration.
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vehicle's forward axis (i.e. the

zB -axis)

!
I
vref
,z
,
||v ref ||

σa = arccos
na =

where

|| · ||

with the current direction of ight:

(5.28)

!
I
I
−vref
vref
,y
,x
,
,0 ,
I
I
I
I
||(vref
,x , vref ,y , 0)|| ||(vref ,x , vref ,y , 0)||

denotes the Euclidean norm, and the reference velocity

(5.29)

v ref

can be chosen

v des or the estimated velocity v est . (For the experiments
I
use v ref = v des .) If the vertical velocity components vref ,x

to be either the desired velocity

presented in Section 5.5 we
I
and vref ,y are zero, then either the vehicle's forward axis is already aligned with the
I
I
direction of ight (vref ,z 6= 0) or the vehicle is hovering (vref ,z = 0). In both cases, the
rotation

Ra

can be chosen to be identity:

Ra = I 3 .
In

practice, we dene a
I
I
if ||(vref ,x , vref ,y , 0)|| < vth .
The second rotation
after rotating by

Ra )

Rb

threshold

vth

(5.30)

and

Ra

choose

rolls the vehicle around its current

according

zB -axis

to

(5.30)

(i.e. the

zB -axis

such that the desired total force has no lateral component and is

positive along the new

yB -axis.

The rotation

Rb

yields

(a)

!

fdes,y

σb = arccos

(a)

(a)

||(fdes,x , fdes,y , 0)||



(a)
nb = 0, 0, − sign fdes,x .

,

(5.31)

(5.32)

If the vehicle is hovering or if the desired force is parallel to the vehicle's direction of
(a)
(a)
ight, then both fdes,x and fdes,y are zero and the angle σb is undened. In this case, we

Rb

choose

where

ψdes

as

σb = ψdes ,

(5.33)

nb = (0, 0, 1) ,

(5.34)

is the desired yaw angle that is part of the desired trajectory. Note that if the

vehicle is hovering, then

ψdes

corresponds to the vehicle's rotation around the

Again, in practice we dene a threshold
(a)
(a)
if ||(fdes,x , fdes,y , 0)|| < fth .
Finally, the third rotation

xB -axis
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after rotating by

Ra

Rc

and

fth

and choose

Rb

according to (5.33) and (5.34)

rotates the vehicle around its current

Rb )

zI -axis.

such that the resulting total force

xB -axis (i.e.
f tot matches

the
the
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desired force

f des .

Consequently, the rotation axis is chosen as

nc = (−1, 0, 0) ,
and the rotation angle

σc

corresponds to the desired angle of attack

not hovering). Our objective is to choose the angle
thrust

fa

(5.35)

σc

α

(if the vehicle is

and the desired average propeller

such that the following condition is satised:

(abc)

f Btot = f des ,
where the total force

f Btot

(5.36)

is given by (5.16). Noting that the

x-component

of (5.36) is

trivially satised, the condition can be written as

(ab)

(ab)

(ab)

(ab)

flif t (σc , vref , fa ) = cos (σc )fdes,y + sin (σc )fdes,z ,

(5.37)

2fa − fdrag (σc , vref , fa ) = cos (σc )fdes,z − sin (σc )fdes,y .
Since the reference airspeed

vref

(5.38)

is invariant under a rotation around the

xB -axis, we

can

compute it with

vref

q
(ab)
(ab)
= (vref ,y )2 + (vref ,z )2 .

(5.39)

Hence, (5.37) and (5.38) describe a system of two equations for the two unknowns
and

fa .

For reasonably complex aerodynamic maps

flif t (α, v, fa )

and

fdrag (α, v, fa )

σc
no

closed-from solution to the above system of equations exists, moreover there might not
exist a solution at all. Therefore, we numerically minimize a quadratic residual function

r (σc , fa ) = ∆fy (σc , fa )2 + ∆fz (σc , fa )2 ,

(5.40)

with

(ab)

(ab)

∆fy (σc , fa ) = flif t (σc , vref , fa ) − cos (σc )fdes,y − sin (σc )fdes,z ,
(ab)

(5.41)

(ab)

∆fz (σc , fa ) = 2fa − fdrag (σc , vref , fa ) − cos (σc )fdes,z + sin (σc )fdes,y .
The rotation angle
propeller force

fa

σc

(5.42)

[−π, π], and we constrain the average
[flower , fupper ]. (The values for flower and fupper

is constrained to the interval

to be within the range
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are derived in Appendix 5.B.) We get the following optimization problem:

minimize
subject to

r (σc , fa )
σc ∈ [−π, π],

(5.43)

fa ∈ [flower , fupper ].
For every controller update, we apply 50 iterations of the Nelder-Mead method [80],
in order to nd a local optimum of the above optimization problem. This delivers the
desired rotation angle

σc

and the desired average propeller force

fa ,

and thus completes

the coordinated ight controller block.

Attitude control
We apply an attitude controller based on Optimal Control, enabling the vehicle to recover
from large attitude errors. The attitude control law is obtained by solving an optimal
control problem, with the objective of correcting large attitude errors by turning primarily
around the vehicle's strongly actuated

yB -axis.4 Solutions for a set of initial attitude errors

are precomputed and stored in a lookup table. For each controller update, the desired
body rates are obtained by reading the optimal body rates from this table:

ω Bdes = ω map (Rerr ) ,
where

ω map (·)

(5.44)

denotes the lookup table containing the optimal body rates, and

Rerr

is

the attitude error given by

Rerr = Rest (Rdes )−1 .
The derivation and computation of the lookup table

(5.45)

ω map (·) is described in Appendix 5.C.

For a better intuition of the attitude control law, we note that for small attitude errors
the map with the optimal body rates can be written as

ω Bdes ≈ −
where

τα

1
nerr σerr ,
τα

is a desired rst-order time constant, and

representation of the attitude error

nerr

(5.46)

and

σerr

describe the axis-angle

Rerr .

Body rate control
The body rate controller is designed such that the elements of the body rate error
vector follow three decoupled linear rst-order systems with desired time constant

4 Typically,

τω .

compared to the other axes, the control authority around the yB -axis is high. This is
because the control torque around this axis is directly produced by the propellers' dierential thrust.
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The desired torque is obtained by rearranging the angular dynamics (5.5), which yields

mBdes =


1
J ω Bdes − ω Best + ω Best × J ω Best .
τω

(5.47)

The actuator inputs are computed such that the desired torque is acting on the vehicle,
and such that we achieve the desired average propeller thrust. Hence, the following
conditions must be satised:

mBtot = mBdes ,
fl + fr = 2fa ,
where

mBtot

(5.48)
(5.49)

is given by (5.6). Solving for the actuator inputs yields

mBdes,y ρd
,
2ρdl − 4by

(5.50)

mBdes,y ρd
fr = fa +
,
2ρdl − 4by

(5.51)

fl = fa −

bz vr2 − bz vl2 + fl κ − fr κ + mBdes,z
δl =
2cz vl2
bx vl2 + bx vr2 − mBdes,x + mpitch (αref , vref )
+
,
−2cx vl2
bz vr2 − bz vl2 + fl κ − fr κ + mBdes,z
δr =
−2cz vr2
bx vl2 + bx vr2 − mBdes,x + mpitch (αref , vref )
+
,
−2cx vr2
where

αref

is computed by inserting

v ref

(5.52)

(5.53)

into (5.7). If the resulting actuator inputs

are not within their attainable range, we adapt the desired torque and propeller forces
with the following prioritization method: We adapt the desired average propeller force fa
B
such that we can achieve the desired torque mdes,y ; intuition and experiments indicate
that it is more important to align the thrust axis, rather than keep the desired thrust
B
B
value. Similarly, if we cannot achieve both mdes,x and mdes,z due to ap saturations, we
B
B
adapt mdes,z such that we can achieve mdes,x which is crucial for aligning the thrust axis
and thus considered to be more important.
Finally, these actuator inputs are then applied to the system and this completes the
derivation of the control algorithm.
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5.5 Results
In this section, we present results demonstrating the performance of the control strategy
proposed in Section 5.4. The IDSC Tailsitter (the design of which is introduced
in Appendix 5.A) is used for the experiments. A video of the vehicle performing
various maneuvers is available at

https://youtu.be/wfmf-eJ89T4.

The vehicle has

been showcased in front of a live audience during Raaello D'Andrea's talk at the TED
conference 2016, available at

https://youtu.be/RCXGpEmFbOw.

Onboard electronics
The vehicle is equipped with custom onboard electronics: The control algorithms run on
a

168 MHz Cortex M4F microcontroller with an update rate of 500 Hz. The onboard state

estimation algorithms and technology are provided by the ETH spin-o company Verity

5

Studios . (The localization is based on radio-frequency time-of-ight measurements.) The
vehicle is able to communicate with a ground station using a

2.4 GHz

radio connection.

Communication can be established for recording telemetry data or for sending high-level
commands to the vehicle, such as `take-o ' or `land'. However, the vehicle is able to y
autonomously and the trajectories being tracked are stored onboard.
For the plots shown in the following, the data is sampled at a rate of

25 Hz and for the

acceleration measurements a low-pass lter is applied in order to remove high-frequency
noise and generate more readable gures.

Parameter values
Table 5.1 shows the control and physical parameter values that are used for the
experiments. The propeller force boundaries, aerodynamic coecients, and torque-tothrust-ratio are measured on a load cell, and we assume that the values do not change
signicantly over the vehicle's ight envelope. The components of the rotational inertia
around the dierent axes are obtained with a CAD model of the vehicle.

Recovery maneuvers
In order to assess the performance of the attitude control strategy, we execute recovery
maneuvers from arbitrary initial states back to hover ight. Therefore, the vehicle is
manually thrown into the air and at a predened height of

2.5 m the controller is switched

on, where the desired state is set to hover ight at the current position. Fig. 5.4 illustrates
such a recovery maneuver. The experiments indicate that for most of these manual throws
the vehicle is able to recover; the only observed reason for failure is the limited space of
the Flying Machine Arena, i.e. the vehicle bounces into the oor during the recovery
maneuver.

5 http://www.veritystudios.com/

80

Chapter 5. A global controller for ying wing tailsitter vehicles

Table 5.1

Parameter values

parameter

value

description

fmin

0.1 N

fmax

1.2 N

δmin

−0.87 rad

δmax

0.79 rad

m

150 g

Jxx

4.62 × 10−4 kg m2

Jyy

2.32 × 10−3 kg m2

Jzz

1.87 × 10−3 kg m2

ρ

1.2 kg/m3

d

133 cm2

bx

7.46 × 10−6 Nm/(m/s)2

by

4.12 × 10−6 Nm/(m/s)2

bz

3.19 × 10−6 Nm/(m/s)2

cx

2.18 × 10−4 Nm/(m/s)2 /rad

cz

3.18 × 10−4 Nm/(m/s)2 /rad

l

14 cm

κ

8.72 × 10−3 N m/N

τp

0.6 s

ζp

1

τα

0.25 s

τω

0.05 s

minimum propeller force
maximum propeller force
minimum ap angle
maximum ap angle
mass of the vehicle
rotational inertia around xB -axis
rotational inertia around yB -axis
rotational inertia around zB -axis
air density
propeller disk area
aerodynamic coecient
aerodynamic coecient
aerodynamic coecient
aerodynamic coecient
aerodynamic coecient
propeller oset along xB -axis
torque-to-thrust ratio
position control time constant
position control damping ratio
attitude control time constant
body rate control time constant

Figure eight maneuvers
Using the control strategy described herein the vehicle can track arbitrary feasible
trajectories. As an example, we track a gure eight trajectory at a speed of about

6 m/s at

a constant height. The horizontal position trajectory consists of two half-circle segments
with a radius of

2.1 m

and two splines connecting the two segments. The order of the

6

splines is chosen such that the trajectory is continuous in snap.

Fig. 5.5 shows a top and

side view of the desired and estimated position during the gure eight maneuver, and in
Fig. 5.6 the attitude trajectory of the vehicle is illustrated. Further, in Fig. 5.7 the angle
of attack and aerodynamic force trajectories are shown.

6 Snap

is the second derivative of acceleration, and continuous snap implies a smooth trajectory
without discontinuities in the tailsitter's nominal actuator inputs.
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tth tctr
B
ωest,z

ω B [rad/s]

0
B
ωest,x

−10
B
ωest,y

−20

θ [rad]

π
θest
π
2

0
0

0.5

1

1.5

2

2.5

3

t [s]

Estimated body rate and tilt angle trajectories of a recovery maneuver. The tilt
angle θ is dened to be the angle between the vehicle's actual and desired zB -axis, and given
by (5.64) (see Appendix 5.C for more details). The vehicle is thrown into the air at time tth , with
a tilt angle near π (upside down). The controller is switched on at time tctr , and the setpoint is
chosen to be the hover state at the current position (i.e. the vehicle's position when the controller
is switched on). The body rate plot on the top shows that the initial attitude error is corrected by
turning primarily around the vehicle's strongly actuated yB -axis. Roughly 1 s after the controller
has been switched on, the vehicle has recovered to near-hover ight.
Figure 5.4

Transitions maneuvers
Transitions between hover and fast forward ight are an integral part of typical tailsitter
missions. Therefore, it is crucial that the controller can track trajectories that contain
such transitions. Fig. 5.8 shows the trajectory of a constant-height transition from hover
to forward ight.

5.6 Conclusion
We have introduced a global control strategy for a ying wing tailsitter vehicle, and its
performance has been analyzed in experiments where the vehicle performs recoveries from
arbitrary initial conditions, and autonomously tracks desired trajectories. The proposed
controller shows good tracking performance and is able to perform transitions between
hover and fast forward ight. However, the experiments also unveil some systematic
position tracking errors, and a bias between desired and estimated pitch angle in
forward ight is observed. The reason for this might be, among other things, unmodeled
aerodynamic eects or an artifact caused by the state estimation algorithms.
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pIdes

2

pIy [m]

1
0
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pIest
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−1

0
pIx

1
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3

4

5

6

[m]

Desired and estimated position of the vehicle while tracking a horizontal gure
eight trajectory. The plot on the top shows a top view of the maneuver, and the plot on the
bottom shows a side view. The position estimation accuracy depends on the orientation of the
vehicle, which might be the reason for the repeatable tracking osets in the dierent segments of
the trajectory. Another reason could be aerodynamic eects not captured by the rst-principles
model of the vehicle.
Figure 5.5

Future

work

includes

experiments

with

a

ground

truth

sensor,

such

that

the

performance can be quantied in a more rigorous way. Further, with experiments in
a larger ying space the controller's performance could be analyzed for higher velocities,
which might uncover additional aerodynamic eects.

5.A The IDSC Tailsitter
In this section we introduce the IDSC Tailsitter, a vehicle that has been developed at
the Institute for Dynamic Systems and Control (IDSC) as a testbed for novel control
algorithms. We motivate the design choices and give an introduction to the physical
characteristics of the vehicle.

Requirements
First, we introduce the major requirements that have to be fullled by the vehicle design.
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thc
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Attitude of the vehicle while tracking a gure eight trajectory. The plots show
data from ve executions of the maneuver, each line illustrates the trajectory of one execution.
For an intuitive illustration, the desired and estimated attitudes are converted to Tait-Bryan
angles being the yaw Ψ, pitch Θ, and roll Φ angle that are typically used to describe the attitude
of xed-wing airplanes [35]. The time when the vehicle enters a half-circle or a spline segment is
denoted with thc or tsp , respectively. The plot on the top shows the yaw trajectories, indicating
that the yaw angle tracking error is reasonably small. In the middle plot, showing the pitch
trajectories, we can observe that there is a systematic error between desired and estimated pitch
angle. The reason for this might be, for example, inaccurate models for the aerodynamic forces
that are used to compute the desired angle of attack, or an oset of the vehicle's center of
gravity. The plot on the bottom shows the roll trajectories, and we can see that a high roll angle
is required during the half-circle segments in order to make the turn. The plot also indicates that
the roll angle tracking exhibits some overshooting at the beginning of the turns. Note that the
scale of the vertical axes is not equal.
Figure 5.6

Tailsitter capabilities:

The purpose of the vehicle is to create a small tailsitter vehicle

for indoor ight, such that novel control strategies can be developed and evaluated in a
controlled environment. A tailsitter vehicle must be able to operate in two dierent ight
regimes: 1) hover in place, and 2) fast forward ight in xed-wing ight mode such that
the required lift is largely produced by aerodynamic forces on the wings.
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Angle of attack and aerodynamic forces that are acting on the vehicle during a
gure eight maneuver. The plots show data from ve executions of the maneuver, each line
illustrates the trajectory of one execution. The time when the vehicle enters a half-circle or a
spline segment is denoted with thc or tsp , respectively. The plot on the top shows the desired
and estimated angle of attack. The plot on the bottom shows the mass-normalized aerodynamic
forces acting on the vehicle, measured by the onboard accelerometer (where propeller forces are
subtracted). In the label of the vertical axis, g = 9.81 m/s2 denotes the gravitational acceleration.
Figure 5.7

Aerodynamics:

The aerodynamic prole should be designed such that for regular ight

the pitching moment vanishes for zero ap angle, and such that the aerodynamic neutral
point is close to the vehicle's center of gravity. The objective of this design is to enable
agile maneuvers for all ight regimes and to avoid ap angle saturation problems caused
by large trim angles.

Turning radius:

Typically, indoor testbeds for aerial vehicles provide limited space, hence

the vehicle must be designed such that it can y in a narrow environment. For hover
ight this is not an issue, the space requirements for xed-wing forward ight are thus
the limiting factor. An appropriate measure for the vehicle's space requirements is the
minimum turning radius during xed-wing level ight at a certain velocity above the
stall limit. This is a good indicator whether the vehicle can perform xed-wing ight
maneuvers in a given indoor ight space. We design the tailsitter such that it should be
able to y circles with a minimum radius of

rmin < 2 m,

such that the vehicle can y in

typical indoor testbeds. The major challenge when designing the tailsitter vehicle is to
achieve a turning radius that satises this design objective.

85

5.A The IDSC Tailsitter
thc

tsp

thc

||v|| [m/s]

6
||v est ||
3
||v des ||
0
π
2

α [rad]

αest
π
4

αdes
0

fdrag

flif t

/m

/m

g

f

/m [m/s2 ]

2g

0
0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

5

5.5

6

6.5

t [s]

Velocity, angle of attack, and aerodynamic force trajectories of a constant-height
transition from hover to forward ight. Due to space restrictions, the vehicle does not enter a
linear forward motion after the transition, but instead starts tracking a gure eight trajectory.
The time when the vehicle enters a half-circle or a spline segment is denoted with thc or tsp ,
respectively. The plot on the top shows desired and estimated total velocity increasing from 0 m/s
to 6 m/s. The plot in the middle shows the desired and estimated angle of attack during the
transition. The plot on the bottom shows the mass-normalized aerodynamic forces acting on
the vehicle, measured by the onboard accelerometer (where propeller forces are subtracted). In
the label of the vertical axis, g = 9.81 m/s2 denotes the gravitational acceleration. The massnormalized lift force becomes larger than the gravitational acceleration, because the vehicle
performs a turn in order to track the gure eight trajectory.
Figure 5.8

Vehicle design
In the following, we present and motivate the design choices. The design choices have been
obtained by iterating over the available hardware (such as motors, propellers, servos) and
available materials and manufacturing techniques, in order to nd a vehicle design that
satises the requirements introduced above.

Airframe:

A ying wing vehicle design is chosen, because, compared to other aircraft

types, it is a simple shape and easy to manufacture. Further, for a given maximum lift
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force, the size of the vehicle is relatively small in all three spatial directions. The airframe
of the vehicle is based on a Clark Y prole, which gives reasonable performance with
respect to its lift-to-drag ratio at low and medium Reynolds numbers. The prole has
gentle and relatively benign stall characteristics, which is benecial during low-speed
indoor ight and transitions between hover and xed-wing forward ight. Towards the
trailing edge of the wing, the prole is bent upwards, such that the resulting pitching
moment of the entire body vanishes for zero ap angle. All components of the vehicle are
attached to a skeleton consisting of a carbon ber sandwich panel with a Rohacell foam
core. This skeleton is a single piece (manufactured using a water jet cutter) and provides
a good trade-o between structural stability and stiness, and low weight. The surface
of the wing consists of a

2.2 mm

Selitac cover, that is attached to the skeleton through a

set of carbon ber wing ribs.

Electronics:

In order to save weight, custom electronics were designed; a single board

provides power management (battery voltage and current measurements,

5V

outputs),

actuator

interface

(four

PWM

ports

for

motor

and

3.3 V

servo

and

control),

processing (168 MHz STM32F4 microcontroller), oboard-communication link (2.4 GHz
NRF antenna), inertial sensor (MPU9250), and a micro SD card for onboard data logging.
For autonomous localization, additional electronics may have to be added. (For the
experiments presented in Section 5.5, an additional board, provided by Verity Studios,
was used for autonomous localization.)

Actuators:

In order to keep the design mechanically simple, we equip the vehicle with

the minimum number of actuators that still provide sucient control authority over all
ight regimes. We choose a conguration of four actuators: two propellers in front of the
wings, and two aps at the wings' trailing edges. The aps are placed in the slipstream
of the propellers, such that they are also eective when the vehicle is hovering. Since the
rotational dynamics around the wing axis are relatively fast and it is crucial that we have

7

sucient control authority around this axis , we choose a high-end aluminum alloy servo
with high precision, high torque, and fast response. A servo that meets these requirements
is the MKS DS65K. Without motors and propellers, the total weight of the vehicle yields
around

130 g.

Hence for hover ight, each motor-propeller pair must be able to produce

a thrust for lifting
with a

5×3

65 g

plus its own weight. We choose the motor model Hacker A05-13S

GWS propeller, together weighing

10 g.

With a two-cell LiPo battery, this

motor-propeller combination produces a maximum thrust of
thrust-to-weight ratio of around

1.47.

1.1 N, resulting in an overall

This allows for sucient trust margin for control

and maneuvering during hover ight.

A eet of four IDSC Tailsitters has been assembled and served as test platform during
the development of the control strategy presented in this chapter. One of the vehicles

7 Rotations

around the wing axis directly inuence the angle of attack and the thrust direction, hence
it is important to have sucient control authority around this axis.
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has also been showcased in front of a live audience during Raaello D'Andrea's talk at
the TED conference 2016, available at

https://youtu.be/RCXGpEmFbOw.

Fig. 5.1 shows

a picture of an IDSC Tailsitter.

5.B Propeller force boundaries
Due to actuator saturations, the attainable propeller forces are constrained to the

[fmin , fmax ]

range

(which might depend on the vehicle's current velocity). In order to

ensure that the aps do not lose eectiveness, we pose two additional constraints on the
propeller forces: Firstly, since the torques produced by the aps scale quadratically with

vs (as dened in (5.10)), we choose a minimum required
aps vmin . This denes an additional lower bound fv on the

the reference airspeed

reference

airspeed over the

propeller

force

fs ,

which can be computed by rearranging (5.9) and (5.10):

fv =



2
vmin

−

(vyB )2

− max

Secondly, we choose a maximum angle of attack
attack

αs

2
0, vzB

αmax

 ρd
2

.

(5.54)

on the wing, where the angle of

on the wing is dened as


B
αs = arctan2 vyB , vs,z
.

(5.55)

Doing so, we can avoid that the aps lose their eectiveness due to stall phenomena at
large angles of attack. Again, this denes an additional lower bound
force

fs .

fα

on the propeller

By rearranging (5.9) and (5.10) we get

fα =

!

(vyB )2
tan (αmax )


B 2

2

− max 0, vz

ρd
.
2

(5.56)

Even though these two additional constraints might narrow the range of allowed
propeller forces considerably, experimental results show that the benets of eective
aps outweigh this drawback. Consequently, the range of allowed propeller forces is given
by
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[flower , fupper ],

with

flower = max (fmin , fv , fα ),

(5.57)

fupper = fmax .

(5.58)
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5.C Attitude control
As mentioned above, one of the challenges when designing a global attitude controller for
a ying wing tailsitter vehicle is to cope with the limited torques that can be produced
around the

xB -axis.

The attainable torques around the

xB -axis

are small, because the

corresponding lever arm is short and the ap saturation boundaries are relatively tight.
In addition, large undesired aerodynamic torques may act on the

xB -axis,

which further

complicates the controller design. On the other hand, the attainable torques around the

yB -axis

are relatively high, since this torque is produced by the propellers' dierential

thrust. In the following, we propose a method for computing desired body rates in order
to control the vehicle's attitude, with the objective of turning preferably around the
better actuated

yB -axis

when large attitude errors have to be corrected. We assume that

an inner control loop perfectly tracks the body rates
set without any delay or dynamics.

ω,

such that they can be directly

8

Typically, large attitude errors occur in emergency situations, where it is crucial that
the vehicle quickly recovers to a safe hover state. Therefore, the main objective of the
proposed attitude controller is to align the vehicle's thrust axis (i.e. the
desired thrust direction. We dene the tilt angle

θ

zB -axis) with the

to be the angle between the desired

and actual thrust direction. This tilt angle, together with the tilt direction

φ

which will

be introduced below, describes a tilt error rotation, that is the shortest rotation which

zB -axis to the actual zB -axis. The attitude error's remaining degree of
described as a rotation around the zB -axis, and is denoted as the twist

rotates the desired
freedom can be
angle

ψ.

The control of this angle is considered to be less important because is does not

alter the direction of thrust. Consequently, the twist angle
angle

θ

ψ

is only controlled if the tilt

is below a certain threshold. Therefore, we split the vehicle's attitude error

Rerr

into two subsequent rotations:

Rerr = Rθ Rψ ,
where

Rθ

describes the tilt error and

Rψ

(5.59)

describes the twist error. The axis-angle

representation of the twist error can be computed with


ψ = 2 arctan


r31 + r13
,
r23 − r32

(5.60)

nψ = (0, 0, 1),
where

rij

denotes the matrix element of

Rerr

(5.61)

at row

i

and column

j.

Subsequently, the

tilt error is is obtained by rearranging (5.59):

Rθ = Rerr RTψ .

(5.62)

8 In

this section, the body rates ω are always expressed in the body frame B, and we drop the
superscript for a more convenient notation.
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In the following, we introduce control laws that control the tilt and twist error

Rθ and Rψ ,

respectively, to zero.

Tilt control
For the derivation of the tilt control algorithm, we describe the vehicle's tilt error
by a unit quaternion

qθ .

Rθ

(For more information on representing attitudes with unit

quaternions, see for example [35] and references therein.) The kinematics of an arbitrary
unit quaternion

q = (q0 , q1 , q2 , q3 )

representing an attitude are given by

1
q̇ = W T ω,
2
where

W

(5.63)

is the quaternion rate matrix [35]. As mentioned above, the tilt error can be

θ ∈ [0, π], describing the angle between the
zB -axis, and a tilt direction φ ∈ [−π, π], describing the direction of the
tilt error's rotation axis. (For example, a tilt direction of φ = 0 corresponds to a rotation
around the current xB -axis, and a tilt direction of φ = π/2 corresponds to a rotation
around the current yB -axis.) The two angles are given by
described by two parameters: a tilt angle
desired and actual

θ = arccos (q02 − q12 − q22 + q32 ),

(5.64)

φ = arctan2 (q0 q2 − q1 q3 , q0 q1 + q2 q3 ).

(5.65)

In order to control the tilt angle

θ

to zero, we choose the following cost function to be

minimized:

Z

tf

J=

cθ θ2 + (cx + cx,θ θ2 )ωx2 + cy ωy2 + cz ωz2 dt,

(5.66)

t0
where

t0

is the current time,

tf

denotes the time horizon, and

c(·)

indicates constant,

positive weight parameters. The dierent terms of (5.66) have the following interpretation:
2
The rst term cθ θ quadratically penalizes the tilt angle that should be controlled to
2
2
zero. The second term (cx + cx,θ θ )ωx penalizes the control eort around the xB -axis. As
mentioned above, the attainable torques around this axis are subject to tight bounds;
therefore we want to avoid that large tilt errors are corrected by turning around this axis.
Thus, the weight on the control input

ωx

is not constant, but contains a term that grows

θ, such that large errors are corrected by turning mainly
2
2
around the other two axes. Finally, the third and fourth term cy ωy and cz ωz , respectively,
quadratically with the tilt angle

penalize the inputs around the remaining two axes.
For a given initial tilt error
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qθ ,

the optimal control inputs

ω∗

solve the optimization
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problem
minimize
subject to

J
q̇ = 21 W T ω,

(5.67)

q(t0 ) = q θ ,
ω(t) ∈ R3 ∀ t ∈ [t0 , tf ].

In order to simplify this optimization problem, we leverage Pontryagin's Minimum
Principle [38] to derive necessary conditions for optimality, which are then used for
computing candidate optimal solutions. The Hamiltonian of the above problem is given
by

1
H = cθ θ2 + (cx + cx,θ θ2 )ωx2 + cy ωy2 + cz ωz2 + λT W T ω,
2
where

λ = (λ0 , λ1 , λ2 , λ3 )

denotes the costate vector. The costate equation

(5.68)

λ̇ = −∇q H

yields

d
H
dq0
d
λ̇1 = −
H
dq1
d
λ̇2 = −
H
dq2
d
λ̇3 = −
H
dq3
λ̇0 = −

= (λ0 k − λ1 ωx − λ2 ωy − λ3 ωz )/2,

(5.69)

= (−λ1 k + λ0 ωx − λ3 ωy + λ2 ωz )/2,

(5.70)

= (−λ2 k + λ3 ωx + λ0 ωy − λ1 ωz )/2,

(5.71)

= (λ3 k − λ2 ωx + λ1 ωy + λ0 ωz )/2,

(5.72)

with the shorthand notation

8(cθ + cx,θ ωx2 )θ
.
k=p
1 − (q02 − q12 − q22 + q32 )2

(5.73)

q(tf ) is free and costless, the costates satisfy the nal
∗
condition λ(tf ) = (0, 0, 0, 0). According to the Minimum Principle, the optimal inputs ω

Since

the

nal

state

minimize the Hamiltonian over the set of attainable controls. We do not impose any
and the cost function is quadratic in ω with positive
∗
weights c(·) . Thus, an expression for the optimal body rates ω can be obtained by setting

constraints on the body rates

ω,

the gradient of the Hamiltonian with respect to

ω

to zero:

−λ1 q0 + λ0 q1 + λ3 q2 − λ2 q3
,
4(cx + cx,θ θ2 )
−λ2 q0 − λ3 q1 + λ0 q2 + λ1 q3
ωy∗ =
,
4cy

ωx∗ =

(5.74)

(5.75)
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−λ3 q0 + λ2 q1 − λ1 q2 + λ0 q3
.
4cz

ωz∗ =

(5.76)

By substituting the expression for the optimal body rates (5.74), (5.75), and (5.76) into
the quaternion kinematics (5.63), the optimization problem (5.67) can be written as a
boundary value problem (BVP):

q̇ = 12 W T ω ∗ ,
q(t0 ) = q θ ,

λ̇ = −∇q H,

(5.77)

λ(tf ) = 0.

Hence, we can obtain candidate optimal solutions to the optimization problem (5.67) by
numerically solving BVP (5.77).

9

On an Intel i7-3520M processor, it typically takes between

10 s

and

30 s

to compute

a solution to BVP (5.77), which is not fast enough for real-time applications. Therefore,
we compute trajectories for a set of initial tilt errors {q θ } and create a lookup table for
∗
the candidate optimal body rates ω at the beginning of the trajectory. The domain of

q θ can be described by two
variables (a tilt angle θ ∈ [0, π] and a tilt direction φ ∈ [−π, π]). Symmetry considerations
indicate that it is sucient to compute body rates only for φ ∈ [0, π/2], and map these
solutions onto the full range φ ∈ [−π, π] using appropriate coordinate transformations.
We thus choose a uniformly sampled set over the space {(θ, φ) | θ ∈ [0, π], φ ∈ [0, π/2]},
which denes the set of initial tilt errors {q θ } for which solutions to BVP (5.77) are
the lookup table is two-dimensional, because each tilt error

computed.
Fig. 5.9 shows the resulting candidate optimal body rates

ω ∗ as function of tilt angle θ

φ, for a map that was computed as described above. As we can see in the
∗
plots, the maps for the optimal body rates ω are relatively smooth. Hence, we can either

and tilt direction

use linear interpolation, or we can approximate the desired body rates by tting functions
with a small number of parameters into the maps. For an onboard implementation where
memory is limited, the latter approach is benecial.

Twist control
Because the twist angle

ψ does not have a direct impact on the thrust direction, we assign

all available control authority to the tilt control if the tilt error is large. Consequently,
the twist control term is only active if the tilt angle is below a certain threshold

θth .

The

additional twist control term is chosen as

(
∆ωz =

where

τψ

if

0

else,

θ < θth ,

is a desired time constant.

9 Computations
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−ψ/τψ

are executed with Matlab [56], using the function bvp4c.

(5.78)
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Map of candidate optimal body rates ω ∗ for the xB -axis (top left), yB -axis (top
right), and zB -axis (bottom left). The black dots indicate elements of {q θ } for which BVP (5.77)
has been solved. The bottom right drawing shows a selection of candidate optimal tilt trajectories.
The top of the sphere corresponds to θ = 0, and the bottom to θ = π . Solutions are drawn for
the tilt direction range φ ∈ [0, π/2]. We can observe that the trajectories do not correspond to
the shortest rotation towards zero tilt, because the body rates around the dierent axes have
dierent weights in the cost function (5.66).
Figure 5.9

Desired body rates
For each controller update, the body rates

ω∗

for the current tilt error are read from the

precomputed maps, and the twist control term is added if the tilt error is small enough.
Hence, the map that gives the desired body rates can be written as

ω map = (ωx∗ , ωy∗ , ωz∗ + ∆ωz ).

(5.79)

This completes the derivation of the attitude control law.

Approximation for small attitude errors:

In order to enable a more intuitive interpretation
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of the attitude control law, we choose the weights and time constants such that for small
attitude errors the desired body rates can be approximated by

ω map ≈ −
where

τα

is a desired rst-order time constant, and

angle representation of the attitude error
horizon

tf

Rerr .

(5.80)

nerr

and

σerr

describe the axis-

This is achieved by choosing a large time

in the cost function (5.66), and by choosing the cost function weights

the twist angle time constant

τψ

c(·)

and

such that the following conditions are satised:

cx
= τα2 ,
cθ

94

1
nerr σerr ,
τα

cy
= τα2 ,
cθ

τψ = τα .

(5.81)

6
Future work
This chapter provides some ideas for possible future work based on the research presented
in this thesis.

Optimal placement of multiple ying vehicles on a shared payload
In Chapter 3, a method for carrying a payload that exceeds the lifting capacity of a
single vehicle is presented. It is assumed that multiple vehicles are attached to the
payload, such that the system is both observable and controllable. However, typically
these two constraints do not fully dene the conguration of the vehicles. Hence, the
conguration may be chosen such that a certain metric is optimized, for example
maneuverability or power consumption during ight. Depending on the metric, choosing
the optimal placement might be non-trivial, and an algorithm that computes the optimal
conguration for a given number of vehicles and for a given cost function could be an
interesting topic for future work.

Structural controllability of a exible payload carried by ying vehicles
Since the linear system matrices describing the dynamics of the ying payload in
Chapter 3 are sparse, the structural controllability theorem might be applied to
investigate for which conditions a particular vehicle conguration provides a structural
controllable system [81]. The results might also be used, for example, to simplify the
optimization problem mentioned above for computing an optimal vehicle conguration.

Identifying deformation modes of a exible payload
For payloads with a complex shape or made of unconventional material, it might be
involved to determine the signicant deformation modes based on rst-principles models
or numerical methods. Also, in some application scenarios the vehicles might have to carry
payloads with unknown properties and thus unknown deformation dynamics. This poses
a limitation to the method presented in Chapter 3, which is based on the assumption
that the signicant deformation modes are known. In order to overcome this limitation,
the method might be extended such that the relevant deformation modes are identied
in real-time during ight, and thus the payload properties do not have to be known
beforehand. Further, the deformation dynamics of a large class of payloads can be
reasonably approximated by a countable set of deformation modes. Hence, parameter
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learning schemes (such as the algorithm presented in Chapter 4) might be used to nd
the optimal controller gains acting on the relevant deformation modes.

Learning repetitive tasks from a human pilot
The learning method presented in Chapter 4 can be used to improve the performance of
an open-loop maneuver, assuming that an external pilot performs a recovery after the
maneuver has ended. In this work, the learning method has been veried by performing
the recovery with a high-level controller that requires a motion-capture system for
observing the vehicle's state. However, in principle the learning method is applicable
for recoveries performed by any external pilot, and a particular interesting scenarios is to
learn from a human pilot that stabilizes the vehicle after the open-loop maneuver. Trained
human pilots can y at a large range of conditions and do not rely on a motion-capture
system or any other localization technology. Thus, if the ying machine could learn from a
human operator, this would enable a variety of new applications. Therefore, the learning
algorithm introduced in Chapter 4 may be applied (and adapted if necessary) to the case
where a human pilot performs the recovery after the open-loop maneuver.

Optimal tailsitter trajectories
In Chapter 5 a global tailsitter controller is introduced, enabling robust ight with a small
ying wing tailsitter vehicle. The experimental results show that the controller is able to
hover, as well as to track trajectories with high velocities such that the vehicle enters the
xed-wing forward ight regime. However, the controller is based on a cascaded control
architecture, where the reference trajectories between the controller components do not
necessarily optimize a meaningful cost function. For example, the desired attitude and
thrust values are chosen such that a certain total force acts on the vehicle, however there
might be other solutions that result in the same force, but require less thrust. This leads
to suboptimal power consumption and consequently lowers the range and ight duration.
In future work, the controller blocks might be adapted such that the vehicle tracks ight
trajectories that are optimal with respect to some meaningful cost function. Also, the
problem of computing optimal position trajectories for tailsitters is an interesting topic
for future research and will further improve the eciency of these vehicles. (In this work,
the position trajectories that are being tracked are assumed to be given.)

Tailsitter MPC
The tailsitter controller presented in Chapter 5 is designed to be computationally
lightweight, such that it can be implemented on a typical microcontroller. However, as
computational units become increasingly powerful and less expensive, in recent years
model predictive control (MPC) has become a viable approach for controlling systems
with fast dynamics and tight input constraints such as small tailsitter vehicles [76]. Yet,
the eld of tailsitter MPC is rather unexplored and needs further investigation. The
tailsitter vehicle presented in Chapter 5 may be a useful tool for developing and testing
novel MPC-based control algorithms.
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Chapter 6. Future work

Learning aerodynamic properties of a tailsitter vehicle
The aerodynamics of a tailsitter vehicle are complex and dicult to model accurately.
For the control strategy introduced in Chapter 5, the aerodynamics are approximated
using an onboard parameter learning scheme. This is computationally lightweight and
accurate enough for controller design, however it does not provide a detailed insight into
the vehicle's aerodynamic properties. Therefore, using recorded ight data, a data-based
model of the tailsitter's aerodynamics may be computed for a better understanding of
the relevant aerodynamic eects, and for better predictions of the aerodynamic forces
acting on the vehicle along a particular trajectory. A detailed and accurate model of
the aerodynamics will be useful, for example, when designing a new vehicle optimized
for ecient ight, or when planning high-speed maneuvers with dominant aerodynamic
forces such that modeling errors signicantly distort the resulting trajectories.
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