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Abstract
Recent advances in deep learning have prompted a rich area of research
directions in many scientific fields. In this thesis we investigate two
(relatively) independent problems related to deep learning: (i) Subtype
Identification in Parkinson’s Disease, and (ii) Clustering by Jointly Embedding.
Parkinson’s Disease is a neurological condition which relates to a decline in dopamine neurotransmitter, causing movement disorders and
non-motor complications. The disease is a spectrum disease which
means that there is variability in its clinical profile, suggesting that
the disease may be divisible into subtypes. Defining subtypes is key towards understanding and developing personalized treatments. We aim
at identifying subtypes on the basis of clinical and MRI brain data using
deep unsupervised learning approaches. In particular, the models we
use seek to find hidden representations of the data by capturing complex non-linear relationships between variables. We show that deep
learning models identify two subtypes while classical cluster analysis
methods identify two or four subtypes. All found subtypes are profiled
according to the severity of rigidity, disease duration and progression.
Deep learning showed great promise in discovering rich hierarchical
generative models that can capture the data distribution of large data
sets. We continue the current line of research and investigate a simplification of a recently proposed deep generative model with the goal
of performing clustering and jointly embedding. We demonstrate that
our model simplification is able to extract the natural class information
contained in the data. Moreover, we evaluate the applicability and predictive performance on a large MRI brain data set with known labels.
Our experiments demonstrate the potential of clustering using deep
unsupervised generative models.
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Chapter 1

Introduction

Recent success stories of deep learning due to a combination of larger labeled data sets, increased computational power and better understanding
of the models motivated many fields to apply deep learning methods to
solve numerous machine learning tasks [34, 20]. Deep learning enabled
fast progress in computer vision [50, 33], revolutionized speech recognition [24] and great advances have been achieved in natural language understanding [43]. It has become a core method in machine learning and is
increasingly replacing traditional methods.
Despite having received a lot of attention from the research community, deep
learning offers a plethora of unexplored research directions. For example,
only recently deep learning has entered the medical field and its popularity
is increasing rapidly. Also, several important theoretical aspects of deep
learning remain open and offer interesting research directions.
In this thesis we investigate two independent problems:
1. Subtype Identification in Parkinson’s Disease: Parkinson’s disease (PD) is
a neurodegenerative disorder of the nervous system with severe cognitive and motoric consequences for the persons affected. The identification of subtypes (i.e. a specific group of symptoms) is an integral part
towards disease understanding and personalized medical treatment.
In this work we develop a deep learning clustering system that allows
to automatically determine subtypes.
2. Clustering by Jointly Embedding: Deep generative models can capture
rich hidden structures by embedding the input into a lower dimensional continuous space. Recent research investigated the idea of jointly
embedding and clustering using deep neural networks. This thesis extends the current research by investigating deep generative models
that aim at performing clustering by jointly embedding.
1
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1.1

The Search for Subtypes in Parkinson’s Disease

Parkinson’s disease relates to malfunction and death of vital nerve cells in
the brain. It is a chronic and progressive disease, meaning that the symptoms are persistent and worsening over time. The disease is becoming more
widespread, affecting approximately 0.3% of all people in industrialized
countries at the moment.
The cause of PD is unknown and is topic of current medical research. People suffering from PD slowly start to produce less and less dopamine in the
brain, which manifests in reduced ability to regulate movements and emotions. Typical motor symptoms are shaking, rigidity, akinesia (slowness of
movement) and difficulty in walking. Non-motor symptoms include depression, dementia and anxiety. The disease is a spectrum disease, which means
that there is a range of individual manifestations rather than a single one.
This suggests that PD can be differentiated into subtypes. Determining the
PD subtypes is a crucial step towards successful treatment, but so far even
the definition of appropriate subtypes remains debated.
Many works investigated the existence of subtypes based on clinical data
using data-driven methods, in particular cluster analysis. A major advantage of data driven methods is their ability to capture the potentially highly
complex dependencies between variables that might not be directly visible
or easy to see for humans. This allows to identify subtypes in PD that do not
necessarily manifest in only simple subtypes, such as tremor vs. non-tremor.
The goal of subtype identification in PD using cluster analysis is to gain new
insights and hence a better understanding of the disease. More specifically,
the question of how the subtypes manifest themselves in form of a clinical
profile is of interest.
Note that a potential pitfall of using data-driven techniques is to misinterpret the obtained results. To avoid this, a careful model design and experimental setup is required.

Previous Approaches
Health care data, such as clinical records, often falls into the category of
so-called mixed data. Mixed data denotes data where the description of the
objects is not numerical or exclusively categorical (e.g. the age of a patient
is numerical, but the gender is categorical). Both types of variables appear
simultaneously.
Clustering is the task of partitioning a set of objects into groups or clusters,
such that objects in the same cluster are similar to each other and dissimilar
to objects in other clusters. Thus, to perform clustering one needs to answer
what similar and dissimilar in the context of the objects mean. Many cluster
2
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analysis algorithms define similarity based on some distance metric. However, in the context of mixed data, what is the distance between male and
female? Or between red and blue? And more importantly, what do these
distances mean?
Most work in identifying subtypes using cluster analysis is based on analyzing clinical data [56, 16, 15, 44]. A comparison of cluster analysis studies is
presented by van Rooden et al. [57] and later by Marras et al. [41]. They
showed that studies using a comparable methodological design results in
clusterings with similar clinical profiles. This provides evidence that the
search for subtypes in PD can be supported by analyzing clinical data. However, most works do not pay special attention to the variable types involved
and just treat all variables as numeric. Classical models such as K-means [36]
or Gaussian Mixture Models [5] are applied directly. This approach could result in misinterpretation of the results due to the lack of adequate treatment
of mixed data.

Our Approach
Clustering mixed data requires paying special attention to the variable types
encountered. This requires that contemporary cluster analysis algorithms
are adapted to incorporate the individual types of variables. In this thesis
we thus first show how existing models can be adapted to work on mixed
data. We then attempt to identify PD subtypes by clustering clinical data
using mixed data adaption of mixture models.
It is well-known that the representation of the data plays a crucial role in
terms of the success that a particular machine learning method can achieve
on a certain task [4]. A common pipeline in machine learning is to first
extract hand-crafted features from the raw input and then apply models on
top of the extracted features. The results are thus heavily dependent on the
features used. Deep learning techniques can approach the problem from a
different perspective. Instead of relying on manually extracted features the
models can take the raw input and automatically extract suitable features.
We further use deep generative models to embed the clinical data into a
continuous space in which we subsequently perform cluster analysis. The
generative behavior of the model allows to sample clinical records which
provide further insights into the disease.
Moreover, we seek to identify the subtypes by clustering MRI brain data
from patients of the same cohort1 . To the best of our knowledge, none of the
previous works have attempted to identify PD subtypes based on MRI scans
of PD patient brains in combination with clinical and demographic features.
1 A cohort denotes a set of people with shared characteristics, e.g. people suffering from
Parkinson’s Disease.

3
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1.2

Clustering by Jointly Embedding

Many of the classical cluster analysis models, such as K-means or Gaussian
Mixture Models, are limited to operate in the input space and are thus unable to capture hidden hierarchical dependencies. Deep generative models
can capture hidden structures by mapping the input to a lower dimensional
continuous space. Cluster analysis models are then subsequently applied to
the learned latent representations.
The results of this clustering pipeline are, however, only moderately satisfying as both models are trained independently and thus no cooperation
occurs. Recent research investigated the idea of embedding the data into
a lower dimensional continuous space while the latent representations are
clustered simultaneously. In particular, this comprises the incorporation of
a discrete latent variable that estimates the cluster assignments.
While the approach of clustering and jointly embedding is promising and
great advances have been achieved, the resulting models are often composed
of hierarchies of stochastic latent variables. While this allows the model to
capture dependencies between the latent variables, the resulting models are
complex, difficult to implement and notoriously hard to train [8].

Our Approach
In this thesis we continue the current line of research in deep generative models. In particular, we simplify a recently proposed deep generative model
with the aim of performing unsupervised clustering. The goal is to make
the model more interpretable and easier to train. Moreover, we try to understand the impact of different priors in terms of the predictive performance
and model behavior. The model dynamics are studied and analyzed on the
well understood MNIST [35] image data.
Their applicability to MRI data is further evaluated on a large MRI data set.

1.3

Contributions

To summarize, this thesis makes the following contributions.
Subtype Identification
• We show that the incorporation of the variable types of mixed data
plays a crucial role in the design of cluster analysis algorithms.
• We propose possible definitions of subtypes based on the analysis of
clinical data: One with two subtypes and another with four subtypes.
The two subtypes are characterized by the severity of rigidity while the
4
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four subtypes are based on a combination of the disease duration and
progression, and the severity of rigidity. The latter subtypes mirror the
observation from other works.
• We provide in depth insights on how the clinical profile of subtypes are
expressed in terms of complex interactions between clinical variables.
• We cluster MRI brain data of the same cohort and show that this results
in less interpretable subtypes.
Clustering by Jointly Embedding
• We simplify a recently proposed model and show that our adaption
allows for a nice interpretation and is able to capture the natural class
information contained in the data.
• We investigate the model behavior of our adaption on well understood
image data and provide useful insights into deep generative models.
• We evaluate the applicability of Autoencoder based models on a large
MRI data set.
• We assess the influence of a multimodal prior in the framework of
Variational Autoencoders on the predictive performance of subsequent
cluster analysis algorithms applied to the learned latent representations.

1.4

Thesis Outline

The remainder of this thesis is organized as follows. In Chapter 2 we provide background information on the used models and show how they can be
adapted to work on mixed data. Our adaption of a recent model that deals
with clustering by jointly embedding is presented in Chapter 3. Chapter 4
gives an overview of selected experiments and lists the most important parameter values used. The experimental results are presented in Chapter 5. A
discussion of the results is given in Chapter 6 and future research directions
are outlined in Chapter 7. Finally, Chapter 8 concludes the thesis.
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Chapter 2

Clustering of Mixed Data

Most cluster analysis algorithms such as the prominent K-means [36] or mixture models [5] were specifically designed to operate on continuous data
only. Thus, the application of such algorithms on data which is composed
of continuous and non-continuous variables, commonly called mixed data,
might result in uninterpretable clustering solutions. The incorporation of
the different variable types such as numeric or discrete into the model is
therefore a crucial part in the context of clustering mixed data. The algorithms and models can basically be grouped into two categories, based on
how the problem is approached:
• The variables type are directly taken into account, i.e. considered in
the model design from the beginning. This requires that the model,
and in particular the cost function, is modified accordingly.
• The mixed data is first embedded into a continuous space with subsequent application of traditional clustering algorithms.
The structure of this section is as follows:
1. First we outline the related work and show how people did approach
the problem of clustering mixed data so far.
2. We then move on and review model classes which can be used for
cluster analysis, but are restricted to numeric data only.
3. Subsequently, we show how to incorporate the different variable types
in order to improve the clustering performance.
We begin by introducing the well-known model class of Mixture Models [5] in
which the data is assumed to be generated from a mixture of distributions.
After that we will briefly recap the framework of Autoencoders [49] which try
to find latent codes for the input. We then move on and make the connection to a more recent model class called Variational Autoencoders [32] which
7
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aims at modeling the density of the observed data by embedding it into a
latent space. Finally we give a quick overview about a recently proposed
method called Entity Embeddings [22] which aims at finding continuous representations of categorical variables by neural networks along with jointly
performing the actual task at hand, e.g. classification or regression.

2.1

Mixed Data

Data sets composed of a set of variables in which not all variables can take
values from the same set are referred to as mixed data. For example, imagine
a clinical data set which contains a variable that measures the dose of a
certain medication a patient receives. The dose is dependent on the disease
progression and many other factors and may hence vary from patient to
patient. Variables of this kind are called numeric variables. Further, suppose
that there are one or more variables which indicate the presence or absence
of a certain condition, e.g whether a patient has a certain gene or not. These
variables are called binary variables as they can only take the values on or off,
i.e present or absent respectively. Variables which can only take values from
a finite set of values are called discrete or categorical variables. The values
a categorical variables can take are called levels. Additionally, categorical
variables are further divided into nomial and ordinal variables. Nominal
variables do not have an natural ordering. For example, a variable color
might have the values red, blue and green. However, one cannot assign a
natural ordering to colors: Red is not better or greater than blue and vice
versa (and they are certainly not equal). Contrary, as the name suggests,
ordinal variables have a natural ordering. For example, the patient’s health
status could be quanitized into the values bad, normal or good. A health status
classified as good is certainly better than one classified as bad, there exists
a natural ordering. We will refer to this distinction based on the possible
values a variable can take as the nature of a variable.
One might now ask why it is important to take the nature of a variable into
account when doing cluster analysis? To answer the question we first recap
the traditional K-means algorithm [36]. The algorithm works as follows: The
goal is to minimize the so-called distortion J which is defined as
N

J ( µ1 , . . . , µ k ) =

K

∑ ∑ rik kx(i) − µk k

2

i =1 k =1

where rik ∈ {0, 1} is 1 if data point x(i) is assigned to cluster k and 0 otherwise. The vector µk denotes the centroid or representative of the k-th cluster.
The optimization is performed by iteratively alternating between assigning
8
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the i-th data point to the closest cluster center by calculating
(
1 if k = arg min j k x(i) − µ j k2
rik =
0 otherwise
and then moving the cluster representatives µk according to the center of
mass of all assigned data points.
µk =

∑iN=1 rik x(i)
∑iN=1 rik

This procedure is repeated until no data points get reassigned anymore.
It is worth mentioning that the K-means algorithm always converges to a
local, but not necessarily global minimum. Though the algorithm is very
appealing due to its simplicity and well-understood behavior, K-means has
some major limitations in practice.
First note that the K-means algorithm, and in general many other cluster
analysis algorithms, purely relies on pairwise distances between data points.
This is because distances are particularly useful as they measure something
meaningful. But in the context of mixed data, how is the distance between
two values of a categorical variable defined? What is the distance between
red and blue, and especially, how do we interpret this distance? Furthermore, in K-means the data points get assigned to the nearest centroid, which
one can think of as the mean representative“for that particular cluster. But
”
what is the mean of red and blue, and what does it mean?
Secondly, another problem arises in the context of mixed data. Consider
some discrete variable. A frequently used encoding scheme for discrete variables is the so-called one-hot encoding. For example, consider again the variable color with the three levels red, green and blue, i.e. c ∈ {red, green, blue}.
A one-hot encoding will transform the variable c into a vector x which has
the same dimension as the number of levels L. All the components of x
are set to 0, except one component is set to 1, corresponding to the value
which the variable has been set to, i.e. xk ∈ {0, 1} and ∑kL=1 xk = 1. However, this encoding scheme has some serious disadvantages: All distances
(at least w.r.t to the L p norm) between any two one-hot encoded data points
is always 1, and 0 only iff the two one-hot encoded data points are equal.
Additionally, many algorithms suffer from the curse of dimensionality [25]:
The concept of distances becomes less precise and eventually meaningless
as the number of dimensions is increased which obviously is the case if a
one-hot encoding of discrete variables is used, especially if the number of
levels is large.
Not only K-means was designed to work on continuous data preferably.
Many traditional cluster analysis algorithms in general were specifically designed to incorporate numerical data only. Hence, in order to improve the
9

2. Clustering of Mixed Data
performance and interpretability, specialized algorithms and models which
adequately take care of the nature of variables are needed to avoid and overcome typical problems that arise in the context of mixed data.
Note that in this thesis, for the sake of simplicity, we do not make any
distinction between ordinal and nominal variables as the modeling process
then would go out of scope of the thesis. Thus, in the subsequent chapters
and section we will only refer to the name of categorical variables.

2.2

Related Work

Although many real-world data sets fall into the category of mixed data,
there is only a limited amount of literature available which deals with algorithms and models explicitly designed for clustering of mixed data. Many
works restrict the discussion to categorical data, i.e. data sets which do
not contain any continuous variables. However, although in this thesis we
specifically focus on clustering mixed data, we also include brief outlines of
categorical data only algorithms for the sake of completeness. Additionally,
as already outlined in the introduction of this section, it is worth to mention that most available algorithms try to directly incorporate the variable
natures into the optimization target. Only a few try to embed the data into
a continuous space with subsequent cluster analysis algorithms applied to
it.
K-modes and K-prototypes are two simple centroid-based K-means adaptions both proposed by Huang et al. [27]. The K-modes algorithm was
designed to work on categorical data only and simply uses a dissimilarity
measure for categorical data instead of the Euclidean distance. The dissimilarity measure is called simple matching, which is 0 if the two categorical
values are equal, and 1 otherwise. The cluster means are further replaced by
modes. The K-prototypes algorithm combines the traditional K-means and
the K-modes by having two terms in the distortion measure: The squared
distance between the data points and the assigned clusters as in K-means,
and the simple matching dissimilarity as introduced by K-modes. The latter
is term is weighted by a hyper-parameter λ, which controls how much the
categorical variables contribute to the final distortion. A cluster centroid is
defined by using the mean for the continuous variables and by calculating
the mode for the categorical variables.
Couto et al. [9] adapted the original kernel K-means algorithm [12] to incorporate categorical data only. They proposed a kernel function for categorical
data that uses the Hamming distance to embed categorical data into an inner
product feature space through kernel functions. The inner products in the
feature space then implicitly define a distance metric in the original space.
10
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ROCK [21] is an agglomerative hierarchical clustering algorithm for categorical data that uses the concept of links between objects. A link between two
categorical variables is defined as the number of common values. They are
then defined as neighbors if their Jaccard coefficient exceeds a certain threshold θ, which is a hyper-parameter set by the user. The authors note that the
clustering performance heavily depends on the threshold θ.
Ahmad and Dey [1] extended the original K-means algorithm to work on
mixed data by proposing a new cost function and distance measure based
on co-occurrence of values. The cost function is decomposed into two distinct parts where the usual squared distance from K-means is used for the
continuous variables. Further there is a significance measure estimated from
the data for each variable which is incorporated in the continuous cost. The
cost for the categorical variables is calculated on the basis of their overall
distribution and the co-occurrence with other categorical values. The cluster
centroid w.r.t categorical values is then calculated by a proportional distribution of all its values in the cluster.
COOLCAT [2] is an entropy-based algorithm for categorical clustering only.
The algorithm aims to minimize the expected entropy of the clusters. Given
a set of clusters, COOLCAT will place the next point in the clusters where it
minimizes the overall expected entropy. A big advantage of their approach
is that no hand-crafted similarity measure is required. The algorithm purely
relies on the well-known concept of entropy. Additionally, the authors claim
that the parameters are easy to tune. However, the performance of the algorithm is heavily dependent on the data point ordering as the algorithm
makes frequent use of sub-sampling of the data set.
Mixed-Variate Restricted Boltzmann Machines [54] extends the well-known
model of Restricted Boltzmann Machines [17] to the case of modeling mixed
data. The model is adapated such that the individual marginal distributions
are chosen accordingly to the variable nature. The hidden variables however
are kept binary. The advantage of the model is that it may be able to capture
hidden latent structures that are not directly visible int the input space.
Boriah et al. [7] addressed the empirical evaluation of different similarity
or dissimilarity measures. They provide an extensive comparison of 14 different similarity measures for categorical variables. Although they only consider categorical data and not mixed data, it gives a rough overview which
similarity measures were proposed in the past years and briefly outlines
strengths and weaknesses. This is in particular useful as many existing cluster analysis algorithms can easily be adapted by changing the distortion
measure.
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2.3

Mixture Models

We will begin by showing how the variable nature can directly be incorporated into the cost function of mixture models. Mixture models are particularly appealing compared to K-means as they allow for more flexibility in
clusters shape and orientation since not only spherical clusters can be estimated. Further, the different clusters might overlap and the model assigns
soft-assignments rather than hard-assignments. In the following sections we
will derive the general formulas of mixture models, provide a brief recap of
the how training is accomplished and eventually show how this model can
be adapted to the case of mixed data.
A mixture model is a probabilistic graphical model where the data points
are assumed to be generated from a mixture of distributions. Suppose we
are given a data set X = { x(1) , . . . , x( N ) } composed of N i.i.d data points
x (i ) .
In a mixture model it is assumed that each data point x(i) is generated from
a multimodal density which can be written as a mixture of K individual
distributions p( x|θk ), each parameterized by θk .
K

p( x) =

∑ πk p( x|θk )

(2.1)

k =1

The πk are called mixing coefficients and in order to be a valid probability
distribution it must hold that 0 ≤ πk ≤ 1 and ∑kK=1 πk = 1. The individual distributions p( x|θk ) are referred to as mixture distributions or mixture
components. The goal is then to maximize the log-likelihood
ln p( X |π1 , θ1 , . . . , πk , θk ) =

N

K

i =1

k =1

∑ ln ∑ πk p(x(i) |θk )

(2.2)

w.r.t the parameters {θ1 , . . . , θk } and {π1 , . . . , πk }. In particular, given an
data point x(i) , we wish to infer which mixture distribution most likely generated the observation x(i) .
Optimization using the EM Algorithm Unfortunately, due to the sum over
the mixture components inside the logarithm, no closed form solution exists.
Maximization of Equation 2.2 is therefore accomplished by using the wellknown expectation maximization (EM) algorithm [11, 42]. The EM algorithm
is an iterative algorithm which can be used to find maximum likelihood estimates of parameters in latent variable models. The EM algorithm alternates
between performing an expectation (E) step which computes the expected
complete log-likelihood under the current parameter estimates, and a maximization (M) step which computes the new parameter values by maximizing
the expected log-likelihood computed in the E step. The procedure is then
iterated until convergence.
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Latent Variable Model Let us introduce a latent variable z(i) for each data
point x(i) that shall encode which component of the distribution in Equation
2.1 has generated the observation x(i) . We aim at finding an equivalent latent
variable formulation of Equation 2.1 which we can optimize using the EM
algorithm. In particular, z is a one-hot vector such that p(zk = 1) = πk .
Since z is a one-hot vector we can also write
K

p(z) =

∏ πk

zk

(2.3)

k =1

and similarly since p( x|zk = 1) = p( x|θk ) we can write p( x|z) as
K

p( x|z) =

∏ [ p(x|θk )]

zk

(2.4)

k =1

Using the laws of probability and incorporation of the newly introduced
latent variable z we can write Equation 2.1 also as
K

p( x) =

∑ p(z, x) = ∑ p(z) p(x|z) = ∑ πk p(x|θk )
z

z

k =1

where we have made use of Equations 2.3, 2.4 and the fact that z is a one-hot
vector over all K states. Figure 2.1 shows the corresponding graphical latent
variable model.
We have now found an equivalent formulation of the marginal likelihood
p( x) in terms of a joint distribution that incorporates a latent variable p( x) =
∑z p( x, z) = ∑z p(z) p( x|z) which we can maximize using the EM algorithm.
Performing clustering thus boils down to knowing which component generated the observation x. In the latent variable model we therefore wish to
infer z from x.

z

x
N

Figure 2.1: Graphical representation of a mixture model in the framework of latent variable
models. The marginal distribution of x is written in terms of a joint distribution of the observation
x and latent variable z, i.e. p( x) = ∑z p(z, x) = ∑z = p(z) p( x|z).
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2.3.1

Gaussian Mixture Model

If the entire data point x(i) is assumed to be continuous, i.e. x(i) ∈ RD ,
then it seems most natural to use Gaussian distributions as components of
the mixture distribution p( x|θk ) = p( x|zk ) = N ( x|µk , Σk ) where θk = zk =
{µk , Σk }. This model is known as Gaussian Mixture Model [5]. The marginal
likelihood from Equation 2.1 therefore becomes
p( x) =

K

K

k =1

k =1

∑ p(zk ) p( x|zk ) = ∑ πk N ( x|µk , Σk )

and the log-likelihood can be written as
N

K

i =1

k =1

ln p( X |π1 , µ1 , Σ1 , . . . , πk , µk , Σk ) =

∑ ln ∑ πk N (x(i) |µk , Σk )

The update equations of the parameters are found by taking the derivative
of the log-likelihood with respect to the parameters πk , µk and Σk and setting
it to zero:
p ( x (i ) | z k ) = N ( x (i ) | µ k , Σ k )
p ( z k | x (i ) ) =

π k p ( x (i ) | z k )
∑kK=1 πk p( x(i) |zk )
N

Nk =

∑ p ( z k | x (i ) )

i =1

NK
N
1 N
µk =
p ( z k | x (i ) ) x (i )
Nk i∑
=1

πk =

Σk =

1
Nk

N

∑ p(zk |x(i) )(x(i) − µk )(x(i) − µk )T

i =1

Interpreting the Update Equations The posterior p(zk | x(i) ) is obtained by
applying Bayes Rule and has the interpretation of how responsible the k-th
component is of creating or explaining data point x(i) . It can further be seen
that the location µk and shape Σk are updated by weighting each data point
according to how responsible the k-th component is for the particular data
point under consideration. The mixing proportion πk is updated according to the soft-fraction“of data points assigned to it compared to the total
”
number of data points.
The EM algorithm consists of iterating through the equations until convergence.
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2.3.2

Categorical-Gaussian Mixture Model

If a data point x is composed of not only continuous but also categorical
variables, then, in order to improve the performance of a Gaussian Mixture
Model, the nature of the variables should be taken into account.
Suppose that a data point is composed of continuous and one-hot encoded
categorical variables x = ( xr , xc )T where the subscript r denotes the set of
continuous variables (reals) and c the set of categorical variables. We assume
conditional independence between any pair of continuous and categorical
variables.
p ( x | θ ) = p ( xr | θ ) p ( x c | θ )
The continuous variables are again modeled by a Gaussian density, whereas
the categorical variables are modeled by a Categorical density, i.e.
p( xr |µ, Σ) = N ( xr |µ, Σ)
dc

p( xc |γ) =

xcj

∏ γj
j =1

The number of categorical variables is denoted by dc . The vector γ =
(γ1 , . . . , γdc )T contains the probabilities of observing each level of the categorical variable, thus ∑dj=c 1 γ j = 1 and θ = {µ, Σ, γ}
We can then write the marginal likelihood p( x) as
K

p( x) =

∑

K

p(zk ) p( x|zk ) =

k =1
K

=

∑ πk p( x|µk , Σk , γk )

k =1

∑ π k p ( xr | µ k , Σ k ) p ( x c | γ k )

k =1

and the log-likelihood becomes
ln p( X |π1 , µ1 , Σ1 , γ1 , . . . , πk , µk , Σk , γk ) =

=

N

K

i =1

k =1

N

K

i =1

k =1

∑ ln ∑ πk p(xr

(i )

∑ ln ∑ πk N (xr

(i )

|µk , Σk ) p( xc |γk )

(i )

dc

x

(i )

|µk , Σk ) ∏ γk,jc,j
j =1

(2.5)
Taking again the derivatives with respect to the parameters πk , µk , Σk , γk and
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setting them to zero we obtain the update equations for the parameters.
dc

x

(i )

p( x(i) |zk ) = N ( x(i) |µk , Σk ) ∏ γk,jc,j
j =1

p ( z k | x (i ) ) =
Nk =

p ( x (i ) | z

πk
k)
K
(
i
)
∑ k =1 π k p ( x | z k )
N
p ( z k | x (i ) )
i =1

∑

NK
N
1 N
(i )
µk =
p ( z k | x (i ) ) xr
∑
Nk i=1

πk =

Σk =
( j)

γk =

1
Nk
1
Nk

N

∑ p(zk |x(i) )(xr

i =1
N

(i )

(i )

− µk )( xr − µk )T

∑ p ( z k | x (i ) ) x c

( j)

i =1

( j)

The parameter γk is the centroid for the j-th categorical variable in component k. Note how the equations from the Gaussian Mixture Model are
simply modified to take into account only the continuous and categorical
variables, respectively. However, the weights p(zk | xi ) depend on both continuous and categorical variables.

2.4

Autoencoder

We continue adapting the model class of Autoencoders [49] with the purpose
to give preliminary knowledge for the Variational Autoencoder [32, 46] introduced later in Section 2.5. Thus, we first briefly recap the framework of
autoencoding and explain how the data type of the input plays an important
role in the design of the architecture. We then show a possible variant of a
loss function that can be used in the context of mixed data. Note, that in
contrast to mixture models, Autoencoders fall into the category of first embedding the data into a continuous space with the subsequent application
of cluster analysis algorithms.

2.4.1

Model

Autoencoders are a popular choice for machine learning problems with large
but unlabeled data sets. They are typically used for dimensionality reduction since they can uncover complex hidden structure in the data.
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An Autoencoder [49] is a particular type of neural network which aims to reconstruct the input x. It accomplishes this by reducing the dimensionality of
x through a so-called bottleneck layer, producing a vector z called latent code
or just code. This is called encoding and can mathematically be formulized
as z = f θ ( x) where f θ consists of the encoding layers of the Autoencoder,
parameterized by weights and biases denoted as θ. The encoding phase follows a decoding phase where the Autoencoder tries to reconstruct the input
x from the lower dimensional representation z, i.e. x̂ = gφ (z) = gφ ( f θ ( x)).
The function gφ (z) consists of the decoding layers of the network, parameterized by φ.

2.4.2

The Optimization Objective

The objective is to minimize the reconstruction error between x̂ and x over
the entire data set X = { x(1) , . . . , x( N ) } by finding suitable parameters θ
and φ. More specifically, the goal of the Autoencoder is to minimize the
empirical risk
θ ∗ , φ∗ = arg min
θ,φ

1
N

N

∑ L(x(i) , x̂(i) ) = arg min

i =1

θ,φ

1
N

N

∑ L(x(i) , gφ ( f θ (x(i) )))

i =1

where L( x(i) , x̂(i) ) is a loss function that quantifies the goodness of fit for a
data point x(i) and its reconstruction x̂(i) .
The functions f θ ( x) and gφ (z) are typically affine mappings followed by a
non-linearity. For example, a two layer Autoencoder can be written as
f θ ( x ) = f (W 1 x + b 1 )
g φ ( z ) = f (W 2 z + b 2 )
where f ( x ) is a element-wise non-linearity and θ = {W 1 , b1 } and φ =
{W 2 , b2 } are the model parameters.
The loss function needs to be specified based on the type of the input x. If
the input x is assumed to be continuous, i.e. x ∈ RD , then it is natural to
not have a non-linearity in the decoder. The decoder is then simply given
by gφ (z) = W 2 z + b2 and the loss of a single data point is defined as

L( x, x̂) = k x − x̂k22 = k x − gφ ( f θ ( x))k22
This can be justified by looking at the Autoencoder framework from a probabilistic perspective where the objective of minimizing the reconstruction
error is conceptually equivalent to minimizing the negative log-likelihood
L( x, gφ (z)) ∝ − ln p( x|z) (here we explicitly mention the dependence of the
loss on z). In the case of real-valued x the distribution p( x|z) is a Gaussian
2
p( x|z) = N ( x|z, σ2 I ) and hence ln p( x|z) ∝ k x − zk2 .
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In the case where the input x is binary, i.e. x ∈ {0, 1} D , a sigmoid σ( x) in
the decoder is suitable because the decoder needs to produce values in the
range gφ (z) ∈ [0, 1] D . Using the same argument but now p( x|z) = B( x|z)
the loss of a single data point is defined as
D

L( x, x̂) = − ∑ xi ln x̂i + (1 − xi ) ln (1 − x̂i ) = H( x, x̂)
i =1

where x̂ = gφ ( f θ ( x)). This loss function is generally known as cross-entropy
loss.
Extracting Useful Signals The bottleneck architecture of the Autoencoder
forces it to extract a lower dimensional representative code z which preserves the most relevant and meaningful signal of x, such that the Autoencoder is able to reconstruct the original higher dimensional input x from
z. From an information theory perspective, z can hence also be interpreted
as code for x, i.e. a compressed version of x. Vincent et al. [58] further
showed that autoencoding is mathematically equivalent to maximizing a
lower bound on the mutual information between x and z.
It is further known that linear Autoencoders are mathematically equivalent
to performing PCA [52].

2.4.3

Regularizing the Objective

It is well-known that the reconstruction criterion like squared-loss or crossentropy in itself may not be sufficient for learning useful representations.
Thus, regularization techniques such as Denoising Autoencoders [58] or Contractive Autoencoders [47] have been proposed to make Autoencoders learn
more useful representations.
Denoising Autoencoder A Denoising Autoencoder takes as input a with
noise perturbed version x̂ of the untouched input x and tries to reconstruct
the original x. The model should thus learn to denoise potentially corrupted
inputs and hence should be able to separate the signal from the noise [58].
Contractive Autoencoders Contractive Autoencoders in turn impose a con

∂h ( x) 2
straint on the partial derivatives of the hidden representations λ ∑i,j ∂xj i
which is added to the cost function. This regularization term helps to extract
robust features by constraining the smoothness of the hidden representations. This helps the autoencoder to find the local directions of variation in
the data [47].
18
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2.4.4

A Little Survey on Autoencoder-Training

While Autoencoders have been known for a long time, their full strength in
extracting feature hierarchies could not be unleashed because this requires
deep encoder and decoder architectures. Until recently, training deep networks was considered a prohibitively hard problem. Various reasons contributed to the fact that training deep networks was unsuccessful before
2006. For example, both sigmoid and hyperbolic tangent networks suffer
from the vanishing gradient problem in which at a certain depth the gradient becomes 0 during backpropagation. The network hence stops to learn
anything beyond these layers. This prevented efficient training of deep architectures [4].
In 2006, however, Bengio et at. [4] introduced the so-called Greedy LayerWise Training of Deep Networks in which Autoencoders were pre-trained using Deep Belief Networks (DBN) (which consists of stacked restricted Boltzmann Machines). Each layer of the Autoencoder was then pre-trained using
the corresponding layer of the DBN. This technique had quite an impact in
the research community because for the first time people were able to train
deep Autoencoders.
Fortunately, greedy layer-wise pre-training is not necessary anymore due to
many recent efforts in making training of deep networks easier and more
stable. For example, the ReLU activation function does less suffer from the
vanishing gradient problem than sigmoid and tanh activation functions [19].
Moreover, training gets speed up since a ReLU is computationally cheaper
to evaluate than a sigmoid.

2.4.5

Mixed Data Loss Function

The aforementioned loss functions are suitable for either numerical or binary
data only and are therefore not applicable as stand-alone loss function in the
context of mixed data. We thus need to combine both loss functions into a
single loss function that deals with numerical and categorical data at the
same time.
To this end, let x = ( xr , xc )T again be a data point composed of continuous
and one-hot encoded categorical variables where the subscript r denotes the
set of continuous variables (reals) and c the set of categorical variables. Let
us further decompose the loss function L( x, x̂) into two distinct parts: One
part which accounts for the continuous variables and another part that takes
care of the categorical variables.
L( x, x̂) = LContinuous ( xr , xˆr ) + βLCategorical ( xc , xˆc )
Not surprisingly we will choose the squared loss as the loss for the continu19
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ous variables and the cross-entropy loss for the categorical variables
N

LContinuous ( xr , xˆr ) =

∑ k xr

i =1
M

LCategorical ( xc , xˆc ) =

(i )

− xˆr (i) k22

∑ H( x c

( j)

, xˆc ( j) )

j =1

where i indexes over all N continuous variables and j over all M categorical
variables. β is a hyper-parameter to balance the two loss functions. This
is necessary because it might happen that the categorical loss lives on a
vastly different scale than the continuous loss and hence the optimization
will mainly focus on LCategorical ( xc , xˆc ) or LContinuous ( xr , xˆr ).
A simple variant is to have some form of loss normalization where each loss
is kept on the same scale. This can for example be accomplished by dividing LCategorical ( xc , xˆc ) by its moving average from previous iterations. Thus,

 −1
(t)
using this approach β = T1 ∑tT=−T1−w LCategorical ( xc , xˆc )
where w denotes
the window size of the moving average and the superscript (t) denotes the
respective loss of data points x at iteration t. The current iteration is denoted
by T.

2.5

Variational Autoencoder

We now introduce the Variational Autoencoder which models the density of
the observed data with the aim of jointly encoding it into a latent space. As
before, we further show how to extend the model to the context of mixed
data.
A Variational Autoencoder (VAE) [32, 46] is a directed probabilistic graphical model which aims to learn a lower dimensional representation z of the
input x. A VAE is called an Autoencoder because from a deep learning perspective it can be viewed as having an encoding and decoding phase like
traditional Autoencoders. The framework of Variational Autoencoers has
gained increasing popularity due to the ability to be able to perform efficient inference and learning in the presence of intractable posterior distributions and large data sets. Traditional variational Bayesian methods such as
mean-field approxmation [6] were either restricted to having a closed-form
analytical solution or were only applicable to small to moderate data sets.
By combining ideas from deep learning and statistical inference the VAE
elegantly overcomes this problem, providing a framework which allows to
efficiently learn the model parameters without extensive use of costly inference schemes such as MCMC algorithms.
A Variational Autoencoder can learn rich and disentangled latent representations. The learned representations can then be passed into subsequent
20
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z

φ

θ

x
N
Figure 2.2: Variational Autoencoder represented as graphical model. The solid lines represent
the generative part pθ ( x|z) pθ (z) and the dashed lines the variational approximation qφ (z| x) of
the true intractable posterior pθ (z| x).

models such as K-means where the performance is potentially increased
thanks to the disentangled representation. Clustering using the VAE thus
falls into the second category as it first embeds the input data into a continuous space with the subsequent application of cluster analysis algorithms
applied to the learned latent continuous representations.

2.5.1

Model

Let us again consider some data set X = { x(1) , . . . , x( N ) } composed of N
i.i.d data points x(i) . It is assumed that an observed data point x is generated according to some hidden (latent) process invoving an unobserved
continuous random variable z. It is further assumed that the latent process
works as follows:
1. First a latent z is chosen according to some prior distribtion pθ ∗ (z).
2. Then the observed data point x is generated from a conditional distribution pθ ∗ ( x|z).
In the framework of the VAE we assume that the prior and likelihood come
from a family of distributions parameterized by θ. The subscript θ ∗ in the
enumeration above denotes the true, in general unknown, parameterization
of the distribution.
The goal is to learn θ from the data X by maximizing the likelihood
pθ ( x) =

Z

pθ ( x|z) pθ (z)dz

Figure 2.2 shows a graphical representation (including the not yet introduced variational part) of the Variational Autoencoder.
We are in particularly interested in the latent variables z, i.e. we want to do
inference on z given input x, i.e.
pθ (z| x) =

pθ ( x|z) pθ (z)
p ( x|z) pθ (z)
=R θ
pθ ( x)
pθ ( x|z) pθ (z)dz
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This however requires the computation of the true posterior pθ (z| x), which
is often intractable due to the potentially very high dimensional integral in
the denominator. Many mean-field approximation algorithms typically impose the use of conjugate prior distributions in order to make the likelihood
tractable. Crucially, and in contrast to that, the VAE does not make the simplifying assumption that the marginal likelihood pθ ( x) and hence nor the
posterior needs to be tractable.
The Framework of Variational Autoencoding
We now show how training is performed in the framework of the Variational
Autoencoders. The key idea is to pose the inference problem as an optimization problem. In particular, we derive a lower bound on the log-likelihood
ln pθ ( x) which we then maximize by leveraging neural networks that learn
the parameters from the data. As always in the context of neural networks,
learning the parameters is done using the backpropagation algorithm [49].
Variational Inference The marginal log-likelihood can be written as a sum
of the marginal log-likelihoods of the individual data points
ln pθ ( X ) = ln pθ ( x(i) , · · · , x( N ) ) =

N

∑ ln pθ (x(i) )

i =1

due to the i.i.d assumption. For ease of notation, let us consider only one
data point x(i) at a time. By assumption, the marginal log-likelihood of data
point x(i) can be factorized as
(i )

ln pθ ( x ) = ln

Z

pθ ( x(i) |z) pθ (z)dz

(2.6)

Calculating this integral is inherently challenging. To see why, first note
that most z in Equation 2.6 will not contribute to the value of the integral
since pθ (z) will most likely be very close to 0 for most z. The naive attempt to sample M values {z1 , . . . , z M } from p(z) and then use these values
M
1
(i ) (m) ) would reto approximate the integral by ln pθ ( x(i) ) ≈ M
∑m
=1 p θ ( x | z
quire an extremely large M in order to get a sufficiently reliable estimate of
pθ ( x(i) ). To see this, consider the case of some high dimensional x where
pθ ( x|z) is Gaussian. The log-likelihood is then proportional to the squared
distance between z and x, which suffers from the well-known curse of dimensionality.
In the best case one knows the z which are most likely to generate x. However, this would require knowledge of the true posterior pθ (z| x) which in
general is intractable. The VAE overcomes this problem by approximating
22
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the unknown posterior pθ (z| x) by a tractable parameterized distribution
from the mean-field variational family
N

qφ (z| x) =

∏ q φ ( z | x (i ) )

(2.7)

i =1

where i indexes over the data points in X. More specifically, the VAE
chooses the variational family to be the set of independent Gaussians, i.e.
each qφ (z| x(i) ) is defined to be of Gaussian form where the mean and covariance are only dependent on x(i) and mutually independent between the
latent variables i.e.
qφ (z| x(i) ) = N (z|µ( x(i) ; φ), diag(σ 2 ( x(i) ; φ)))

(2.8)

The distribution in Equation 2.7 is called a variational distribution since for
every x(i) we can vary the parameters of qφ (z| x(i) ). The key idea is to learn
the parameters for each x(i) such that the distribution is placed among the
z that are most likely to have produced x(i) . In particular, the parameters
φ of µ( x(i) ; φ) and diag(σ 2 ( x(i) ; φ)) are learned jointly with the generative
parameters θ using neural networks.
This idea of approximating a complicated, hard to compute distribution by
a simpler, easy to compute one and posing the problem as an optimization
rather than an inference problem is known as Variational Inference [38, 6] and
is heavily used in Bayesian inference to approximate intractable integrals.
It is now easy to see that the encoding phase found in regular Autoencoders
is conceptually equivalent to performing inference on z given x, i.e. calculating the variational posterior qφ (z| x). The decoding phase is equivalent to
sampling from the generative distribution pθ ( x|z). Depending on the type
of data, the distribution pθ ( x|z) is either a Gaussian (usually with a diagonal
covariance matrix to keep the number of parameters small) or a Bernoulli in
the case of binary data
pθ ( x|z) = N (z|µ(z; θ ), diag(σ 2 (z; θ ))) or B(µ(z; θ ))
The Evidence Lower Bound One can now incorporate the variational distribution from Equation 2.7 into the log-likelihood and ends up with
"
#
(i ) )
p
(
z,
x
θ
ln pθ ( x(i) ) = DKL (qφ (z| x(i) )|| pθ (z| x(i) )) + Eqφ (z| x(i) ) ln
q φ ( z | x (i ) )

= DKL (qφ (z| x(i) )|| pθ (z| x(i) )) + L( x(i) ; θ, φ)
A complete derivation of the log-likelihood reformulation is given in Appendix A.2.1. The Kullback-Leibler divergence DKL (qφ (z| x(i) )|| pθ (z| x(i) ))
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vanishes if and only if qφ (z| x(i) ) = pθ (z| x(i) ), i.e. the variational approximation matches the true posterior perfectly. The second term
#
"
(i ) )
p
(
z,
x
L( x(i) ; θ, φ) = Eqφ (z|x(i) ) ln θ
q φ ( z | x (i ) )
is called variational lower bound or evidence lower bound (ELBO) or sometimes,
inspired from statistical physics, also free energy.
Since DKL (qφ (z| x(i) )|| pθ (z| x(i) )) ≥ 0 it follows that
h
i
ln pθ ( x(i) ) ≥ L( x(i) ; θ, φ) = Eqφ (z| x(i) ) ln pθ (z, x(i) ) − ln qφ (z| x(i) )
The ELBO is hence a lower bound to the hard to compute log-likelihood
and maximizing the ELBO ensures that the log-likelihood is at least as
large as the ELBO. The gap between the ELBO and log-likelihood is exactly
DKL (qφ (z| x(i) )|| pθ (z| x(i) )) and tight if and only if the variational approximation matches the true posterior.
By making use of pθ (z, x(i) ) = pθ ( x(i) |z) pθ (z) the ELBO can further be written as
h
i
L( x(i) ; θ, φ) = Eqφ (z|x(i) ) ln pθ ( x(i) |z) − DKL (qφ (z| x(i) )|| pθ (z))
(2.9)
as derived in Appendix A.2.2. It can be seen that the ELBO depends on
only one data point x(i) at a time, which allows for efficient minibatch
learning. An estimator of the marginal likelihood lower bound of the full
dataset X with N data points based on minibatches X M can be computed as
M
N
(i )
L( X; θ, φ) ≈ L M ( X M ; θ, φ) = M
is a minibatch
∑iM
=1 L( x ; θ, φ ) where X
of size M containing randomly sampled data points.
Interpreting the ELBO The formulation of the ELBO in Equation 2.9 allows for a nice interpretation. The first term in Equation 2.9 has the interpretation of a negative log-reconstruction error which forces the latent
representations to be peaked at its maximum a posteriori estimate. If the reconstruction is perfect, then pθ ( x(i) |z) = 1 and ln pθ ( x(i) |z) = 0. The second
term is a regularization term which acts on the latent representations z and
encourages the encoder to match the prior. The interpretation is that it is
cheap to encode information into z if z is close to the prior pθ (z) (since then
the KL divergence is small). Contrary, every time z is unlikely to come from
the prior the VAE incurs some KL cost.
Note that the regularization naturally evolves from the ELBO and no handcrafted regularization occurs. Such a regularization term is even necessary
since otherwise the VAE could learn to cheat and place the z uniformly
among the latent space, resulting in uninformative latent representations z
but perfect reconstruction.
24

2.5. Variational Autoencoder

2.5.2

Reparameterization Trick

We have seen that the objective of the VAE is to maximize the ELBO, i.e.
maximize a lower bound on the log-likelihood by learning the generative
parameters θ and variational parameters φ jointly. As usual, the parameters
are learned by using the backpropagation algorithm. Backpropagation calculates the gradient of the loss w.r.t to last layer parameters and propagates
the gradient back. At each layer the gradient is updated to incorporate the
local gradient information which is then further passed backwards to the
previous layers.
Problems now arise due the stochasticity of the VAE: What is the gradient
of sampled zs? The trick consists of reformulating or reparameterizing the
sampling process such that it consists of a continuous deterministic part
(which has a gradient) and a stochastic part which we can safely neglect
during backprop since there is no gradient information anyways.
Under certain conditions (see [32] for details) we can reparameterize the
continuous samples taken from the posterior z ∼ qφ (z| x) by using a differentiable vector-valued function gφ (ε, x) parameterized by φ and a noise variable ε. In particular, z̃ = gφ (ε, x) with ε ∼ p(ε) is the reparameterization of
z. Obviously, the reparameterization and in particular the function gφ (ε, x),
depends on the distribution from which x was drawn. In the framework of
the VAE, reparameterizing the z samples is necessary since it can be used
to rewriteh expectations
i w.r.t qφ (z| x), in particular the reconstruction term

Eqφ (z| x(i) ) ln pθ ( x(i) |z) . This allows to propagate the continuous gradient
back through the stochastic sampling process, effectively enabling training
of the parameters using the backpropagation algorithm. This problem and
the solution using the reparameterization is shown in Figure 2.3.
For example, if z ∼ N (µ, σ 2 I ) then z̃ = µ + σ ε where
denotes the
element-wise multiplication and ε ∼ N (0, I ) is a valid reparameterization
as Kingma et al. [32] showed.
Estimator for the Reconstruction Term The expectation of a function f (·)
w.r.t to the distribution qφ (z| x(i) ) is then approximated by combining the
reparameterizatoin trick and traditional Monte Carlo estimation. We obtain
h
i
1
Eqφ (z| x(i) ) [ f (z)] = E p(ε) f ( gφ (ε, x(i) )) ≈
M

M

∑ f ( gφ (ε j , x(i) ))

j =1

where ε j ∼ p(ε). Therefore, since by assumption pθ ( x(i) |z) is a Gaussian, the
h
i
reconstruction term Eqφ (z| x(i) ) ln pθ ( x(i) |z) is estimated by drawing M samples {ε1 , · · · , ε M } from ε j ∼ N (0, I ) and then computing

1
M

∑ jM=1 ln pθ ( x(i) |z̃ j )
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Figure 2.3: The left figure shows the computational graph we want to reparameterize: z gets
sampled from the variational distribution qφ (z| x) and f is any continuous function that takes z
as input. Backpropagation is not possible in this graph because of the stochastic nature of z that
blocks a path from f to φ containing deterministic continuous nodes only. Note that triangles
denote deterministic continuous operations while circles denote random processes. The right
figure shows the reparameterization of the left computational graph as obtained by incorporating
the deterministic continuous vector-valued function z̃ = gφ (ε, x). This graph has a path from
f to φ over deterministic continuous nodes only, thus backpropagation is possible. The dashed
red line shows the gradient flow.

where z̃ j = gφ (ε j , x(i) ). Kingma et al. [32] even argue that if the batch size
is large enough1 , it is sufficient to approximate the expectation by drawing
only one sample ε per data point x(i) .

2.5.3

Effect of the Prior

Recall that the goal of the VAE is to model the density of the observed data
by learning a rich lower dimensional latent distribution from which the data
can be generated.
Now the question arises what prior pθ (z) of the latent space should we
chose? Recent research has shown that the prior in fact plays an important
role w.r.t the latent representations learned by the VAE [53]. More specifically, the prior has great influence in mediating between the generative
decoder and the variational encoder. We will thus outline possible prior
variants and what effect could be excepted from such priors.

2.5.4

Isotropic Gaussian Prior: Implicit Disentangling

The original variant of the VAE as proposed by Kingma and Welling [32]
uses a centered isotropic multivariate Gaussian as prior pθ (z) = N (0, I ).
Note that in this case the prior lacks parameters. While such a choice might
be justifiable to keep the model simple, it also has quite an impact on the
resulting latent representations. In fact, such a prior helps to disentangle
1 In
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the underlying explanatory factors that make up the data. A possible interpretation is that the diagonal covariance matrix of p(z), which simply is
the identity matrix I in this case, acts as independence assumption on the
dimensions of the latent variables. This of course encourages and can help
the VAE to disentangle the underlying explanatory factors. This effect gets
further boosted by restricting the covariance of the variational posterior to
be diagonal.
Learning disentangled representations also means learning a distributed representation of the data [3]. This is a very powerful and efficient coding as
the network reacts on the basis of the similarity of an input w.r.t to all of the
data it has been trained on. Therefore, generalization is possible.
However, a major drawback of the isotropic Gaussian prior is its unimodality. This gives rise to an issue called over-regularization of the latent representations. The latent representations are somewhat clumsily centered around
the origin, resulting from too big attention to regularization costs. Eventually, this results in latent representations which are very uninformative in
terms of the extracted signal they capture from the input.

2.5.5

VampPrior: Making the Prior Multimodal

To counter the over-regularization issue encountered when using the isotropic
Gaussian prior, Tomczak and Welling [53] proposed a new type of prior
which they call the VampPrior, short for Variational Mixture of Posteriors Prior.
The VampPrior can be motived by considering yet another formulation of
the ELBO


L( x; θ, φ, λ) = Eqφ (z|x) [ln pθ ( x|z)] + H qφ (z| x) − Eq(z) [ln pλ (z)]
which contains two regularization terms instead of one: The entropy of the
variational posterior and the cross-entropy between the average encoding distribution q(z) = N1 ∑iN=1 qφ (z| x(i) ) and the prior p(z).
The first regularization term encourages the encoder to have large variance
while the latter tries to match the average encoding distribution and the
prior. If the prior would be defined to be equal to the average encoding
distribution, this regularization term would be zero. However, Tomczak
and Welling argue that this choice could potentially lead to overfitting and
the optimization would be very expensive.
In order to minimize the cross-entropy term, they introduced a new prior
which is a mixture of variational posteriors with pseudo-inputs
pλ (z) =

1
K

K

∑ qφ (z|uk )

k =1
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where K is the number of pseudo inputs and uk is a pseudo-input. One
can think of the pseudo-inputs as parameters of the prior λ = {u1 , . . . , uK }
which are learned during backpropagation. They showed that the gradient
w.r.t to a single weight φi for a single data point x(i) is close to zero as long
as qφ (z|uk ) ≈ qφ (z| x). The pseudo-inputs thus mimic real data points.
Multimodal Prior The VampPrior leads to cooperation of the prior and the
variational posterior, and very importantly, results in a multimodal prior,
thus effectively counteracting the over-regularization problem encountered
when using an unimodal prior. Moreover, in the context of clustering a
multimodal prior adequately reflects our belief that the data comes from different groups or clusters. Therefore, since a model using a multimodal prior
has several possibly distinct modes where each data point can be encoded,
a performance increase of subsequent cluster analysis models is expected.
Note that since the prior consists of a mixture of the variational posteriors,
the regularization term DKL (qφ (z| x)|| pλ (z)) has no closed form solution anymore. A low variance estimator of the regularization term is thus given in
Appendix A.2.4.

2.5.6

Categorical-Gaussian Variational Autoencoder

If a data point x is composed of variables of different types this should
certainly be reflected in the generative distribution pθ ( x|z).
Suppose that a specific data point x(i) is composed of continuous and one(i ) (i )
hot encoded categorical variables x(i) = ( xr , xc )T where the subscript r denotes the set of continuous variables (reals) and c the set of categorical variables. We assume that the generative distribution pθ ( x(i) |z) factorizes into
two parts: A continuous distribution that models the continuous variables
and a discrete distribution that models the categorical variables. Or put differently, we assume conditional independence pθ ( x|z) = pθ ( xc |z) pθ ( xb |z)
where θ denotes the shared hidden layers of the generative neural network.
The continuous distribution pθ ( xc |z) = N (µ(z; θ ), diag(σ 2 (z; θ )2 )) is the

x
usual Gaussian and pθ ( xb |z) = ∏dj=c 1 γ j (z; θ ) b,j is a categorical distribution where the number of levels of the categorical variable is denoted by dc .
The parameter γ(z; θ ) is a learned probability vector which holds the probabilities of observing each level of the categorical variable xb . Therefore, it
holds ∑dj=b 1 γ j (z; θ ) = 1. The density of the generative distribution pθ ( x|z) is
thus given by
dc 
x
pθ ( x|z) = N (µ(z; θ ), diag(σ 2 (z; θ )2 )) ∏ γ j (z; θ ) b,j
j =1
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2.5.7

Comparison to Regular Autoencoders

As already mentioned in Section 2.4.3, a sole reconstruction criterion alone
may not be sufficient to learn useful latent representations. In the framework of Autoencoders people have thus come up with regularization terms
which are incorporated together with the reconstruction criterion into a final
training objective.
Contrary to that, a regularization term in form of a Kullback-Leibler divergence DKL (qφ (z| x)|| p(z)) naturally evolves from ELBO in the framework
of the Variational Autoencoders, making it mathematically more appealing
because no hand-crafted regularization term is necessary. In a manner of
speaking, one can say that it is statistically more sound“.
”
Of course, another benefit of Variational Autoencoders compared to regular
Autoencoders is that they are generative models. Once you have learned
the parameters of the generative model (the decoder) you can generate data
from it. This can be very helpful to better understand the data. Sampling
from the generative distribution pθ ( x|z) is particularly efficient: It require
only one forward pass through the generative model.
On the other hand, common Autoencoders and their regularized version are
much easier to implement and training is much simpler and efficient due to
their deterministic nature.

2.6

Entity Embeddings as a Plug-In for General Neural
Network Architectures

Recent work proposed Entity Embeddings of Categorical Variables [22] which
address the issue of dealing with categorical variables in the context of neural networks in general. The authors proposed a new method to embed
categorical variables into continuous spaces using neural networks.
While neural networks are particularly strong and occupy a significant role
in processing unstructured raw input data such as images, they are not as
prominent when dealing with structured data. A potential explanation are
the underlying principles of neural network: They assume a certain degree
of continuity. Contrary to that, other models like decision trees can easily
deal with discrete states and are hence the preferred way to handle categorical or mixed data by many machine learning practitioners.
Recently Guo and Berkhan [22] came up with the idea of entity embeddings
which allow the efficient use of categorical variables in neural network models. The aim of the method is to replace the discrete categorical values with
continuous representations on which subsequent models can operate more
adequately. More specifically, the main idea is to combine the so-called
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entity embedding (EE) layers with subsequent neural networks models where
the EE layers precede the actual network and the representations are learned
jointly along with the actual task at hand, e.g. classification.

2.6.1

Entity Embedding Layers

The EE layers work as follows. Let x ∈ {0, 1} D denote a one-hot vector with
D levels. Each level xi , 0 ≤ i ≤ D, is mapped to a continuous vector representation using the entity embedding function ei : xi 7→ xi . More specifically,
the entity embedding functions ei can be written more compactly in matrix
notation
e = Wx
where e are the continuous representations that are passed down the pipeline
as input for subsequent neural networks. The entity embedding representations are stored in the weight matrix W and are learned during training
using the standard backpropagation algorithm. It is easy to see that the EE
layers are just linear layers which are placed between the input and the first
hidden layer.
The EE layers hence provide a simple linear transformation to deal with
discrete values. This allows the method to be used as canonical plug-in in
the context of neural networks and mixed data.
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Chapter 3

Clustering by Jointly Embedding

Many of the classical cluster analysis models such as K-means or Gaussian
Mixture Models are limited to operate in the input space and are thus unable to capture hidden, hierarchical dependencies. Deep generative models
like Variational Autoencoders can capture rich latent structures in which
the input data can be embedded with the subsequent application of classical clustering techniques. While this is a common cluster analysis pipeline,
the results remain unsatisfactory because both models are trained independently of each other and thus no cooperation occurs. The goal of recent
research is thus to jointly embed and cluster data using generative models
trained by deep neural networks.
In this chapter we will first review recent related works on unsupervised
clustering using deep generative models. After that we discuss a recently
proposed model known as Gaussian Mixture Variational Autoencoder [13] and
show how the model can further be simplified by changing the generative
distribution and inference model. The goal of this simplification is to come
up with a model in the context of clustering using deep generative models
that allows for a nice yet simple interpretation.

3.1

Related Work

Many recent studies proposed and investigated extensions to the Variational
Autoencoder framework with the aim of performing unsupervised clustering. Most of them incorporate some form of discrete variable that is mostly
used to infer the cluster assignments or to better help capturing a hierarchical representation of the data.
Xie et al. [59] proposed Deep Embedded Clustering, a model which maps the input to a lower-dimensional feature space using deep neural networks. This
allows to perform complex non-linear embeddings, in which subsequently
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Figure 3.1: The Gaussian Mixture Variational Autoencoder as proposed by Dilokthanakul et al.
shown as Bayesian Network. The solid lines denote the generative model p β,θ ( x, y, w, z) and the
dashed lines the variational part q β,φ (y, w, z| x).

a clustering objective is iteratively optimized. The model is based on the
concept of self-training where the model is trained in a supervised-fashion
based on by high confidence predictions, which can be viewed as unsupervised extension of semisupervised self-training.
Variational Deep Embedding [30] is a generative model which models the data
generating process using a Gaussian Mixture Model and deep neural networks. The model is trained using the reparameterization trick by optimizing the ELBO using backpropagation. The cluster assignments are determined using variational inference by jointly training along with the generative part of the model.
A recently proposed hierarchical two layer stochastic latent variable model
called Cluster-aware Generative Model [37] uses unlabeled data to infer a latent
representation of the input which models the natural clusters of the data.
Additionally, but not necessarily, feeding labeled data points may further
refine this clustering significantly. The purpose of the latent discrete variable
is mainly to help find a better representation of the data, which subsequently
helps to effectively use the second stochastic layer, thus counteracting the
inactive stochastic unit problem [8]. This enables to capture the natural
clusters of the data in the second stochastic layer

3.2

Gaussian Mixture Variational Autoencoder

Dilokthanakul et al. [13] proposed a new generative model called Gaussian
Mixture Variational Autoencoder which is based on the framework of Variational Autoencoders (GMVAE) with the aim of performing unsupervised
clustering. The model extends the VAE by incorporating a latent categorical variable which encodes the cluster membership. Thus, besides encoding
the input into a latent space, joint inference on a categorical variable z is
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performed. A graphical representation of the model is depicted in Figure
3.1.
The model works as follows. Let x denote the input, y the latent representation, z a one-hot vector that encodes the cluster membership and w an
auxiliary variable without any a priori interpretation. Let K further be the
number of components in the mixture model, i.e. the number of clusters.
Consider the likelihood specified in terms of the marginalization of a joint
distribution with latent variables y, w and z.
Z Z

p β,θ ( x) =

∑ pβ,θ (x, y, w, z)dwdy
z

The factorized joint distribution is
p β,θ ( x, y, w, z) = p(w) p(z) p β (y|w, z) pθ ( x|y)
and the individual generative distributions are further given by
p(w) = N (0, I )
p(z) = Cat(π )
K

p β (y|w, z) =

∏



N (µk (w; β), diag(σ 2k (w; β)))

 zk

k =1

pθ ( x|y) = N (µ(y; θ ), diag(σ 2 (y; θ ))) or B(µ(y; θ ))
where π = K −1 makes z uniformly distributed. The variational distribution
is chosen as
N

q β,φ (y, w, z| x) =

∏ q φ ( y | x (i ) ) q φ
y

w

(w| x(i) ) p β (z|y, w)

i =1

where qφy (y| x(i) ) and qφw (w| x(i) ) are specified to be Gaussian posteriors.
The z-posterior is derived by applying Bayes rule
p β (z j = 1|y, w) =

=

p(z j = 1) p β (y|z j = 1, w)
∑kK=1

p(zk = 1) p β (y|zk = 1, w)

π j N (y|µ j (w; β), diag(σ 2j (w; β)))
∑kK=1 πk N (y|µk (w; β), diag(σ 2k (w; β)))

This particular choice of generative model and variational family gives rise
to the following lower bound, the ELBO, of the log-likelihood
ln p β,θ ( x) ≥ L( x; φ, β, θ ) = Eqφy (y| x) [ln pθ ( x|y)]


− Eqφw (w|x) pθ (z|yw) DKL (qφy (y| x)|| pθ (y|wz))

− DKL (qφw (w| x)|| p(w))


− Eqφy (y|x)qφw (w|x) DKL ( p β (z|y, w)|| p(z))
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The first term is easily recognized as reconstruction term while all others are
regularization terms between the variational distributions and their generative distributions or priors, respectively.
The goal is to maximize the ELBO L( x; φ, β, θ ) by jointly learning the parameters β, θ and φ using neural networks, thus performing embedding and
clustering at the same time.

3.2.1

Discussion

While the idea of jointly embedding and clustering is appealing and very
promising, we identified several weaknesses in the model above.
1. The authors claim that the prior on the latent encoding variable y is
a mixture of Gaussians, thus the name Gaussian Mixture Variational
Autoencoder. However, it can be seen that in fact it is the posterior
p β (y|w, z) which is a mixture of Gaussians.
2. Further, note that there is a mixture of Gaussians for each data point x as
can by seen by the variational distribution q β,φ (y, w, z| x). Thus, it is not
a mixture of Gaussians but rather a mixture of arbitrary distributions.
3. We claim that the latent variable w is not necessary and just artificially
blows up the model complexity. Thus, one can get rid of it by reformulating the generate model resulting in a simpler ELBO which has an
interpretable formulation.
4. In their approach they make a heuristic modification to the ELBO. The
regularization term


Eqφy (y| x)qφw (w| x) DKL ( p β (z|y, w)|| p(z))
is thresholded to only kick in after a certain value is observed. Otherwise the model gets stuck in a bad local minimum and does not
encode anything useful in z.
We now show how the generative distribution and variational family can be
simplified, giving rise to another ELBO which we then maximize. We further
show how categorical variables can be incorporated as latent variables in the
context of continuous neural networks, enabling the use of backpropagation
to learn these variables.

3.2.2

Model Simplification

We specify the generative model in terms of marginalization of a joint distribution which incorporates latent variables y and z, i.e.
pθ ( x) =

Z

∑ pθ (x, y, z)dy
z
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where z is a one-hot vector that shall encode from which component of the
mixture model the observation x is sampled and y is the latent continuous
encoding of x. The joint distribution shall further factorize as
pθ ( x, y, z) = pθ ( x|y, z) pθ (y|z) pθ (z)
and the individual generative distributions are given by
p(z) = Cat(π )
K

pθ (y|z) =
pθ ( x|y, z) =

∏



k =1
K 

∏

N (µk (z; θ ), diag(σ 2k (z; θ )))

 zk

N (µk (y; θ ), diag(σ 2k (y; θ )))

 zk

k =1

We define the variational family to be the mean-field variational family
which factorizes according to
N

qφ (y, z| x) =

∏ q φ ( z | x (i ) ) q φ ( y | x (i ) , z )
i =1

( y | x (i ) )

The variational posterior qφ
is specified to be of Gaussian form and
the z-posterior estimates soft assignments and is given by a softmax
qφ (y| x(i) , z = k ) = N (µk ( x(i) ; φ), σ 2k ( x(i) ; φ))
qφ (z = k | x) = softmax(W k ( x; φ))
where W k denotes a linear layer on top of the neural network given by
parameters φ. Eventually, after training has finished and the model is converged, hard assignments α can then be obtained in the sense of the optimal
Bayes Classifier from the calculated soft assignments by
α = arg max qφ (z = k | x)
k

Figure 3.2 shows a graphical representation of the model. The solid lines
denote the generative model pθ ( x, y, z) and the dashed lines show the variational part qφ (y, z| x). One can see that we got rid of the latent variable
w and thus the model incorporates fewer parameters. This results in a less
complex model that is more interpretable.
By using the above introduced generative model and variational distributions the ELBO can be written as
ln pθ ( x) ≥ Eqφ (y| x,z)qφ (z| x) [ln pθ ( x|y, z)]


− Eqφ (z|x) DKL (qφ (y| x, z)|| pθ (y|z))

− DKL (qφ (z| x)|| pθ (z))

(3.1)
(3.2)
(3.3)

A derivation is given in Appendix A.2.3.
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Figure 3.2: Our adaptation to the Gaussian Mixture Variational Autoencoder. We got rid
of the latent variable w by changing the generative part pθ ( x, y, z) shown in solid lines and
variational family qφ (y, z| x) shown in dashed lines. Compared to Figure 3.1 it can be seen that
the model incorporates fewer latent variables and thus fewer parameters, making the model more
interpretable and easier to implement and train.

Interpretation The ELBO resulting from our adaption shown in Equation
3.1 has a nice interpretation. The first term is again easily recognized as
reconstruction term. The the second term is a regularization term which
tries to match the variational approximation qφ (y| x, z) to pθ (y|z), similar
to the regularization term encountered in regular VAEs. It encourages the
model to encode near the high density regions of pθ (y|z). The third term is
another regularization term for the class conditional distribution which tries
to match the encoding in the latent cluster assignment variable to match the
prior belief we express using the prior pθ (z), e.g. that all clusters are equally
likely.

3.2.3

Backpropagation Through Discrete Variables

Obviously, one cannot backpropagate any gradient information through discrete variables because due to its discrete nature the gradient is undefined.
We therefore need to find a solution that allows to backpropagate through
the discrete variable z which should learn the cluster membership encoding.
Gumbel-Softmax
A possible solution would be to use the continuous Gumbel-Softmax distribution [29] for p(z), which was recently proposed by Jang et al. The
Gumbel-Softmax is a continuous surrogate distribution for a discrete categorical distribution. It accomplishes this by making use of a softmax as a
smooth version for the discrete argmax that occurs in the Gumbel-Max trick.
The distribution is defined w.r.t to a temperature parameter τ which is then
smoothly annealed, making the distribution more and more peaked at its
most probable value until it eventually converges to a discrete distribution.
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Figure 3.3: Network architecture of the Gaussian Mixture Variational Autoencoder. The gray
blocks denote the shared hidden layers φ of the inference model which branch into K output
streams as shown in red, i.e. K variational posteriors. The blue blocks represent the shared
hidden layers θ of the generative model which also branch into K distinct output streams, i.e. K
generative distributions.

Since all operations are continuous it can be reparameterized, thus in fact
enabling backpropagation through a discrete-like variable.
Marginalization
However, there is an even simpler and more flexible solution. One leverage
the flexibility of neural networks and implement the marginalization over
the latent discrete cluster assignment variable z in a way such that there
are K output streams. The term output streams stems from the fact that they
all share the same hidden layers but branch into distinct output layers at
the end of the network. Figure 3.3 shows a visualization of the network
architecture of the GMVAE.
The subscript k denotes the k-th output stream, where φ indicates the shared
hidden layers of the inference network and θ the shared hidden layers of the
generative network. In particular, the inference output stream k branches
from the shared hidden layers φ and contains three layers, i.e. the variational
parameters µk (·; φ) and σ 2k (·; φ) of qφ (y| x, z) and the linear layer W k (·; φ) of
qφ (z| x). The generative output stream k branches from the shared hidden
layers θ of the generative network and contains the parameters of the k-th
generative distribution pθ ( x|y, z = k ). More precisely, in the case of a Gaussian density two layers, one for the mean µk (·; θ ) and one for the diagonal
of the covariance matrix σ 2k (·; θ ). In the base of a Bernoulli density only
one layer for the mean µk (·; θ ). Then there is actually no need to backprop
through the discrete variable z.
The advantage over the Gumbel-Softmax is that no annealing is necessary,
hence no annealing strategy must be defined. However, this approaches incurs some computational overhead: For each level of the categorical variable
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z there are three separate output streams for the parameters of each variational Gaussian posteriors qφ (y| x, z = k ) and qφ (z| x), and two (Gaussian) or
one (Bernoulli) for the generative distributions pθ ( x|y, z = k ). Thus, if there
are K clusters there are 5K or 4K output streams, respectively, additionally
to the shared hidden layers.
To perform the marginalization, all expectations and Kullback-Leibler divergences are written out into their most atomic form and the ELBO is adapted
to run over all K output streams. Formally,
K

ln pθ ( x) ≥

∑

qφ (z = k | x)

k =1
K

−

∑ qφ (z = k | x)

k =1
K

−

Z

Z

∑ qφ (z = k|x) ln

k =1

qφ (y| x, z = k ) ln pθ ( x|y, z = k )dy
qφ (y| x, z = k ) ln

qφ (y| x, z = k )
dy
pθ (y|z = k )

qφ (z = k | x)
pθ (z = k )

The integrals in the first and second term are approximated by sampling
from the variational posterior qφ (y| x, z = k ) and traditional Monte Carlo
estimation.

3.2.4

Conditional Prior Choice

Recall that the generative distribution for the latent codes is defined as
K

pθ (y|z) =

∏



N (µk (z; θ ), diag(σ 2k (z; θ )))

 zk

k =1

which requires choosing the parameters µk (z; θ ) and σ 2k (z; θ ) of the conditional prior pθ (y|z) for each cluster k. We will now introduce two different
conditional prior types and give hypotheses about the expected effect of
such conditional priors, since obviously this has implications on the relationships between clusters.
Standard Prior
Let µk = µ = 0 and σ 2k = σ 2 = 1. This imposes the conditional prior that
the continuous code y is independent of the latent class variable z. We will
call this the Standard Prior.
It is expected that this particularly simple prior choice results in latent embeddings which are not much structured by itself, i.e. without the latent
discrete cluster assignment. This happens because all cluster embeddings
heavily overlap around the origin, resulting in non-informative latent codes
w.r.t cluster membership.
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GMVAE Circle Prior p (y|z)
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Figure 3.4: 2-dimensional visualization of the circle prior for K = 10. The standard deviation
σ k is fixed to be 1 and the prior centers µk are placed on a 2-dimensional circle, such that the
clusters do not overlap but are tangent to each other.

Circle
By having different µk one can impose a topology on the latent space. We
will arrange the prior centers µk on a D-dimensional circle and call this
choice of conditional prior type Circle Prior. The placement of the cluster
centers and shapes is as follows.
1. First, we will fix the shapes diag(σ 2k (z; θ )) to be of the same form with
the same fixed standard deviation. In particular, we set σ 2k (z; θ ) = 1.
2. Further, we will place each cluster center µk (z; θ ) such that there is no
overlap between any two clusters, but the clusters are tangent to their
neighbors.
Figure 3.4 shows a visualization of the circle prior in R2 . It is expected that
this helps the model to find rich latent representations of the input since
for each cluster there is a separate region of high density which should be
favored during encoding.
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Chapter 4

Experimental Setup

This chapter provides an in-depth discussion of selected experiments. In
particular, the data sets and the goals of each experiment are discussed.
Also, for each experiment a list of selected parameters is provided.
In a nutshell, the experiments are designed to investigate
1. The performance of the mixed data clustering models introduced in
Chapter 2. The performance is evaluated on the Heart Data Set, which
has very similar characteristics as the clinical data, but the ground
truth is known.
2. Having assessed the performance of mixed data clustering models we
will turn our attention to the identification of subtypes on the basis of
Clinical Data of people suffering from Parkinson’s Disease.
3. We then move onwards to investigate the application of the models
from Chapter 3 to image data. In particular, we cluster the well-known
MNIST data set by jointly embedding and analyze the predictive performance.
4. Further, we investigate how the models from Chapter 3 perform on
a large MRI data set. Concretely, we will use the Alzheimer’s Disease
Neuroimaging Initiative data set with known labels.
5. Finally, we apply the models to MRI data from the same PD cohort
with the aim of identifying subtypes based on MRI data.
In order to keep the chapter compact we begin with a brief recap of the free
parameters of each model introduced in Chapter 2 and 3. We then state the
goal and design of each experiment. The results are presented in Chapter 5.
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4.1

Model Parameters

We briefly recap the most important parameters of the models introduced
in Chapter 2 and 3.
Mixture Models The parameters of the Gaussian Mixture Model (GMM)
and Categorical-Gaussian Mixture Model (CGMM) are as follows:
• The form of the covariance matrices Σk , i.e. diagonal or full matrix.
• The initialization method to find initial parameter values: K-means or
random. In the case of K-means initialization, the parameters πk , µk , Σk , γk
and the posterior p(zk | x) are estimated based on the clustering solution obtained by K-means.
• The number of clusters k.
Variational Autoencoders The parameters of the Variational Autoencoder
(VAE) and Categorical-Gaussian Variational Autoencoder (CGVAE) models
are as follows:
• The dimension dz of the latent space z.
• The architectures of the recognition model φ and generative model θ.
• Whether to use Entity Embedding (EE) layers or not.
• The number of Monte Carlo samples M.
Gaussian Mixture Variational Autoencoders The parameters of the Gaussian Mixture Variational Autoencoder (GMVAE) model are as follows:
• The number of clusters k.
• The dimension dy of the latent space y.
• The architectures of the inference model qφ (y, z| x) and generative model
pθ ( x|y, z).
• The choice of the prior, i.e. Standard or Circle.
• The number of Monte Carlo samples M.
Further, note that throughout all performed experiments we used Adam [31]
as optimizer. Moreover, to avoid exploding gradients that might occur due
to the stochastic sampling of the posterior qφ (z| x) (or qφ (y, z| x) in GMVAE),
all gradients are clipped w.r.t to their L2 norm to the range [0, 50].
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4.2

Heart Data Set: A Mixed Data Benchmark

The goal of the experiments performed on the Heart data set is to assess the
predictive performance of the models from Chapter 2, which we adapted to
work on mixed data. The data set was chosen because it is very similar to
the clinical data in terms of number of variables and their type. This choice
introduces some challenges:
1. The mixed data nature. The data set contains continuous, binary and
categorical variables.
2. In the context of neural networks, the data set is very small.
We first give a description of the data set and outline how we pre-process
and augment it. After that we state the experimental designs.

4.2.1

Data Set Description

The data set is a mixed data set of 270 patient records, each composed of 5
continuous, 3 binary and 5 categorical variables. Roughly half of the patients
suffer from a heart disease while the other half does not. A description of
the variables along with the their distributions is shown in the Appendix in
Table A.1. The goal is to identify the presence or absence of heart disease
for each patient based on the patient record, i.e. variables. The data set can
be downloaded from the website of the University of California1 .

4.2.2

Preprocessing and Augmentation

We standardized all continuous variables to be zero-mean and unit-variance
and one-hot encoded the categorical variables. For interpretation purposes
the variables are unstandardized though. We . Further, the data set contains
no missing values, thus no imputation is necessary.
Augmentation
The data set contains only 270 observations which is very small in the context of neural networks. Therefore, we augment the data by slightly perturbing the values of selected variables. It is expected that this helps the
neural networks to robustify against outliers and to avoid overfitting. More
precisely, the augmentation procedure works as follows:
1. A coin is flipped for each data point with fixed probability p, e.g. p =
0.2. This decides whether a data points gets augmented or not.
2. If the data point is augmented, a subset S of the available variables is
sampled.
1 http://archive.ics.uci.edu/ml/datasets/statlog+(heart)
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3. For each variable in S a perturbation value is sampled uniformly at
random from the perturbation range, which is then finally added to
the actual variable value.
The following variables were augmented where the perturbation range is
given in brackets. Recall that a description of all variables is shown in the
Appendix in Table A.1.

• Age [−1, 1]

• Resting Blood Pressure [−3, 3]

• Serum Cholestoral [−4, 4]

• Heart Rate [−2, 2]

4.2.3

Experiment Setup

We performed Experiments to assess the predictive performance of CGMM
and CGVAE compared to their numeric-only variants. Recall that the parameters of both models are listed in Section 4.1.
GMM vs. CGMM
In this experiment we performed a full grid search over all parameters given
in Section 4.1. We use the Bayesian Information Criterion (BIC)
BIC = −2 ln p( X |θ ) − ln(n) p

(4.1)

to assess the goodness of fit vs. model complexity for each parameter combination, i.e. model θ. The number of free parameters is denoted by p, n is
the number of data points and ln p( X |θ ) is the log-likelihood of the data set
under the current model θ. The BIC is an asymptotic quantity which determines the best model in terms of fit vs. model complexity. The model with
the lowest BIC was chosen and further investigated. We repeated each experiment 25 times where the best log-likelihood outcome was selected for the
parameter combination under consideration. To further assess the predictive
performance we compared CGMM with supervised shallow methods such
as Random Forest and SVM. The parameters of the supervised models were
found using extensive grid search.
VAE vs. CGVAE
We tested different values for the dimension dz ∈ {2, 5, 8} of the latent space.
To avoid overfitting, we used a two-layer MLP of width 50 and 20 with ReLU
activation functions for the recognition model φ and generative model θ, respectively. Additionally, we run the model with and without Entity Embedding layers to evaluate the change in performance. The number of Monte
Carlo samples was set to M = 1. Further, we used a Gaussian density for
the generative distribution pθ ( x|z). We used decaying learning rate starting
at 0.001 and a batch size of 128.
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4.3

Subtype Identification on the Basis of Clinical Data

The goal of the experiments in this section is to infer the hypothesized subtypes in Parkinson’s Disease (PD) based on clinical records. In particular,
we wish to infer how many subtypes exists and how each subtype manifests
itself in terms of a clinical profile.
We first recap the related work in the context of subtype identification based
on clinical data. We then introduce the data set and state the challenges that
come along with it. Finally, we perform and discuss cluster analysis using
the mixed data adaptions of the CGMM and CGVAE from Chapter 2.

4.3.1

Related Work

A comparison of studies that applied cluster analysis to clinical data is presented by van Rooden et al. [57] and later by Marras et al. [41]. They showed
that studies using a comparable methodological design resulted in clusterings with similar clinical profiles, i.e. phenotypes. This provides evidence
that the search for subtypes in PD can be supported by analyzing clinical
data.
As discovered during the past years, the identification of subtypes heavily
depends on the variables used, e.g. demograhic, motor, non-motor etc. However, a review by van Rooden et al. [57] showed that most studies consistently identified two clusters:
1. Rapid disease progression and old age at onset.
2. Slow disease progression and young age at onset.
Depending on the variables used in cluster analysis (e.g. motor, non-motor
etc.), some studies further report up to four clusters where the additional
two clusters can be summarized as
1. Tremor dominant.
2. Dominance of bradykinesia (slowness of movement) / rigidity
Van Rooden et al. [56] identified four distinct subtypes: 1) Mildly affected in
all domains, 2) Serve motor complications, 3) Non-dopaminergic domains
without prominent motor complications, and 4) severely affected on all domains. They used a model-based approach to cluster analysis in which they
fitted a regular Gaussian Mixture Model to the cohort data. The BIC was
used to determine the number of clusters. Cluster validation was carried out
by clustering a second data set of PD patients composed of the exact same
variables. χ2 -Tests were then performed to check whether the distributions
of variables among the two datasets significantly differ.
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Fereshtehnejad et al. [16] found three subtypes: Mainly motor / slow progression, 2) Diffuse / malignant and 3) Intermediate on all domains. They
used a two-step analysis that combines the K-means algorithm and agglomerative hierarchical techniques. The number of clusters was selected using
BIC.
Erro et al. [15] were able to identify four subtypes: 1) Benign pure motor,
2) Benign mixed motor-non-motor, 3) Non-motor dominant and 4) Motor
dominant. This work payed special attention to categorical variables. They
used the so-called Gower distance which is defined as a distance measure for
each categorical variable that is scaled to be between 0 and 1. The mean of
these individual distances is then used as a final similarity measure in the
K-means algorithm. The number of clusters was determined using statistical
tests, in particular the pseudo-F-Test. While using the Gower distance is a
reasonable approach, the particular choice of similarity measure is questionable because there are no interactions between any variables.
Mu et al. [44] combined data from two independent cohort studies and
identified four subtypes: 1) Mild on all domains, 2) Non-motor dominant, 3)
Motor-dominant and 4) Serve on all Domains. The authors applied K-means
independently to the motor and non-motor domains, and to individual nonmotor symptoms. After that an average-linkage hierarchical agglomerative
clustering was used to group symptoms together. They used the Gap Statistic to determine the number of clusters.
In fact, nearly all studies do not pay special attention to the variable nature
and just treat all variables as numeric. Classical models such as K-means or
Gaussian Mixture Models are applied directly. This approach could result
in misinterpretation of the results due to the lack of adequate treatment of
mixed data. For example, a common mistake is to misinterpret clusters such
as men only or women only. However, these clusters probably do not reflect
the real nature of the data. Instead, the algorithm might just have used the
variable sex / gender as discriminative variable, thereby only learning how
to separate men and women.

4.3.2

Data Set Description

The data set contains 128 clinical records of people suffering from Parkinson’s Disease. The data set is a mixed data set composed of 6 unique continuous and 4 unique binary variables and is presented in Table 4.1. Note
that the abbreviation UPDRS is short for Unified Parkinson’s Disease Rating
Scale [18], which is an international accepted rating scale that assesses the
progression of PD from a patient specific point of view. Further, note that
the tar-score is a subset of the UPDRS III in which only the rigidity specific
items have been evaluated.
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Continuous Variables
Age at Onset
Disease Duration
UPDRS III On
UPDRS III Off
Led
Tar-Score

Mean ± (Standard Deviation)
/ (Minimum, Maximum)

Description

64.55 (9.2) / (40, 83)
5.94 (4.44) / (1, 26)
16.79 (8.68) / (0, 49)
28.18 (11.36) / (8, 61)
576.67 (377.53) / (0, 1695)
0.34 (0.66) / (0, 5)

Age at diagnose
Duration since diagnosed
UPDRS III w/ medication
UPDRS III w/o medication
Unified medication score
Rigidity score

Value (Percentage)

Description

Binary Variables
Sex
Symptom Onset
ANKK 1
DRD 3

Male (73%), Female (27%)
Left (48%), Right (52%)
Absent (69%), Present (31%)
Absent (62%), Present (38%)

Gender
Brain half symptom onset
Gen marker
Gen marker

Table 4.1: The clinical data set as composed of unique variables only. The data set has 128
observations and consists of 6 continuous and 4 binary variables. The empirical distribution of
the variables is given in the second column.

We would like to emphasize that the variables listed in Table 4.1 are the
unique variables which cannot be derived from other variables. The complete list of variables is shown in the Appendix in Table A.2. There it can be
seen that some variables can be derived from others and are thus strongly
correlated. Such variables need to be excluded in the data analysis as the
result of cluster analysis is highly dependent on the model variables. Otherwise this would increase the importance of these variables.

4.3.3

Preprocessing, Augmentation and Imputation

All continuous variables were standardized to zero-mean unit variance before they are entered into the model. Further, all binary variables were
encoded as 0 or 1.
Augmentation
To avoid overfitting and to introduce invariances we augment the clinical
data by slightly perturbing the values of selected variables. The augmentation works exactly the same way as introduced in Section 4.2.2. We augmented the following variables with the perturbation sampled uniformly at
random from the range denoted in brackets

• Age at Onset [−1, 1]

• Disease Duration [−1, 1]

• UPDRS III On [−2, 2]

• UPDRS III Off [−2, 2]
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• Tar-Score [−0.05, 005]
Imputation of Missing Values
Unfortunately, there are several patients which have missing values for certain variables. In particular, from the continuous variables, 4 tar-score observations are missing while from the set of binary variables 9 DRD 3 and 7
ANKK 1 gen markers are missing. Since the sample size is rather small we
decided to impute them.
Imputation is done by training a regressor (or classifier for the binary variables) on the set of non-missing variables, i.e. all variables except for tarscore, DRD 3 and ANKK 1. The training set consists of all patients which
do not have any missing values. The missing values are then imputed by
prediction, given all other non-missing variables. We used Ridge Regression
for the continuous variables and Logistic Regression for the binary variables,
which are both implemented in sklearn2 . The hyper-parameters of both
models were selected using cross-validation which reports a regularization
strength α = 0.1 in Ridge Regression and a L1 penalty and inverse regularization strength C = 0.001 in Logistic Regression as best fitting models
(Sumatra: [20170410-153257]).

4.3.4

Experiment Setup

We performed experiments using the models CGMM and CGVAE. Recall
that the parameters of both models are listed in Section 4.1.
CGMM
We performed a full grid search over all parameters and use the BIC (cf. Equation 4.1) to perform model selection. Each experiment was further repeated
25 times where we chose the best fit as the outcome of the experiment.
CGVAE
We tested different values for the dimension dz ∈ {2, 5, 8} of the latent space.
To avoid overfitting we used a two-layer MLP of width 50 and 20 with ReLU
activation functions for the recognition model φ and generative model θ,
respectively. We did not use Entity Embedding layers as the experimental
results on the heart data set given in Table 5.2 showed that no increase in
performance was observable. The number of Monte Carlo samples was set
to M = 1. Further, we used a Gaussian density for the generative distribution pθ ( x|z). We a decaying learning rate starting at 0.01 and a batch size of
256.
2 http://scikit-learn.org/
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4.4

MNIST: Understanding the Gaussian Mixture Variational Autoencoder

The goal of the experiments carried out on the MNIST [35] data set is to
benchmark the predictive performance of the models from Chapter 2 and 3
on image data. We chose the data set because it has large training and test
sets, thus it is well suited in the context of neural networks. Moreover, it is
a standard data set in deep learning to showcase experimental results and
is therefore well understood. This allows to compare different models from
different works.
We are particularly interested in the predictive performance of the Gaussian
Mixture Model Variational Autoencoder (GMVAE) and the Variational Autoencoder with a VampPrior (VampVAE). We begin by describing the MNIST
data set and then turn out attention to the experimental design.

4.4.1

Data Set Description

The MNIST data set contains grayscale images of dimension 28 × 28 of handwritten digits 0, 1, . . . , 9. The test and training sets contain 100 000 and 600 000
images, respectively. Both the training and test set are balanced w.r.t to the
number of classes.
We binarized the images to contain the values {0, 1} as they contain continuous intensity values in the range [0, 1]. Thus, we set the value of a pixel to
1 if it exceeded a threshold of 0.5, or to 0 otherwise.

4.4.2

Experiment Setup

The goal of these experiments are two-fold
1. First, we want to assess the predictive performance and understand
the model behavior on well understood data, which allows to compare
different models.
2. Further, the goal of the VampVAE experiment is to find out whether a
multimodal prior is helpful in the context of performing cluster analysis in the latent space w.r.t to the accuracy achieved.
Recall that the parameters of the GMVAE and VampVAE models are listed
in Section 4.1 where for the VampVAE the number of pseudo-inputs K is an
additional parameter.
GMVAE
In the context of the GMVAE we seek to answer
1. How much information the model is encoding into discrete variable z.
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2. We aim at understading the model dynamics by investigating the effect
of different priors.
3. We generate images from a trained GMVAE, conditioned on different
values of z, with the hope that the model indeed can capture the natural class information contained in the data.
Although k is implicitly defined by the number of digits and thus k = 10,
we experimented with larger k to better understand the model behavior, i.e.
k ∈ {10, 30}. We used a three-layer convolution network for the inference
model φ and a three-layer deconvolution network for the generative model
θ, as described in detail in the Appendix Table A.3. We set the number
of Monte Carlo samples to M = 10 as Dilokthanakul et al. [13] reported
better accuracy for all tested parameter configurations when 10 Monte Carlo
Samples instead of 1 were used. Further, we tested different latent space
dimensions dy ∈ {2, 200} and priors, i.e. the prior is either the standard
Gaussian or the circle prior (cf. Section 3.2.4). Note that when using the circle
prior, for the sake of interpretability, we will restrict the latent embeddings
y to be two dimensional, i.e. y ∈ R2 . Further, we used a Bernoulli density
for the generative distribution pθ ( x|y, z). We used a fixed learning rate of
0.001 and a batch size of 128.
VampVAE
The goal is to better understand the effect of the prior in the framework
of Variational Autoencoders. In particular, we aim to answer the question
whether a multimodal prior helps to boost the predictive performance of
subsequent cluster analysis algorithms applied to the learned latent representations z.
The dimension of the latent space was set to dz = 40 and we again used a
three-layer convolution network for the inference model φ and a three-layer
deconvolution network for the generative model θ (see Table A.3). We set the
number of pseudo inputs to K = 500 and the number of clusters used in Kmeans was set to 10. Further, we used a Bernoulli density for the generative
distribution pθ ( x|z). We used a fixed learning rate of 0.001 and a batch size
of 128.

4.5

Alzheimer’s Disease Neuroimaging Initiative: Case
Study on a Large MRI Data Set

The goal of the experiments in this section is to evaluate the applicability of
Autoencoder based deep generative models to MRI data. As training deep
networks requires lots of data we showcase how the models from Chapter
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Figure 4.1: A T1-weighted MRI brain scan from a subject of the Alzheimer’s Disease Neuroimaging Initiative data set. The left image depicts the sagittal, the middle scan the coronal, and the
right scan the transversal axis. The three images can be combined into a 3D image of the human
brain.

2 and 3 perform on large MRI data set, such as the Alzheimer’s Disease Neuroimaging Initiative (ADNI) data set [28].

4.5.1

Data Set Description

Magnetic Resonance Imaging (MRI) is a technique to capture tissue images
from living beings without causing any harm. The technique is based on
the magnetization properties of atoms. In particular, this is accomplished
using a powerful magnetic field that aligns the atoms which are then interrupted by using radio waves. As the atoms return to the aligned state
they emit energy waves which are measured together with the emission location. These signals are converted into pixel intensities. Together with the
measurement location they give rise to grayscale images which can be displayed on a computer monitor. By varying the frequency of the radio waves
which perturb the aligned atoms, different energy waves are emitted from
the atoms which in turn are converted into different intensities. The technique is thus able to capture different contrasts, called modalities. Examples
are T1 or T2. The different modalities show the same tissue under different
contrasts. For example, doctors might use T1 images to detect tumors and
T2 for other analysis. The technique allows to acquire images in all three
planes, i.e. transversal, sagittal and coronal. Thus, MRI can be used to construct 3D images or volumes of tissue, such as human brains. Figure 4.1
shows the MRI brain scan of a subject of the ADNI data set.
The ADNI data set contains T1-weighted MRI brain scans of healthy normal controls (NC), subjects having mild cognitive impairment (MCI), and
patients with Alzheimer’s disease (AD). The data set contains 230 838 scans
from 10 832 distinct patients. In particular the set contains an annual scan of
each patient recorded over 10 years. Thus, on average there are 10 scans per
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patient. Each scan is of size 160 × 192 × 192.

4.5.2

Preprocessing

Preprocessing of the raw MRI scans is necessary for several reasons.
Brain Extraction First, we make sure that we separate the brain from the
skull as we are only interested in the brain itself. To this end, we used
the FSL Toolchain3 . In particular, we used the program bet -B -f 0.4 to
extract the brain from each scan where the flag -f 0.4 denotes the fractional
intensity thresholded. The -B flag stands for bias correction and takes care
of removing any scanner introduced biases.
Brain Alignment Having extracted the brain we need to make sure that all
MRI scans are aligned to the same coordinate system, such that voxels at
the same location correspond to the same brain location. Otherwise we end
up mixing different voxels from different locations. To this end, we used the
program flirt which aligns a scan to the coordinate system of a reference
brain. We chose the MNI 2mm Template4 as reference scan and aligned all
MRI scans to this template. We subsequently applied Gaussian smoothing
to reduce noise, e.g. introduced by the scanner.
Data Set Normalization Next, we normalized the entire data set to have
zero-mean and unit variance. For each voxel of every scan we subtracted the
mean data set voxel and divided by the standard deviation data set voxel.
All the computations are carried out using the fslmaths and fslstat tools.
Brain Normalization We normalized each brain separately to have zeromean and unit variance. Thus, we subtracted the mean of the brain and
divided by the standard deviation of the brain.
Dimensionality Reduction Finally, we performed dimensionality reduction
because an input of dimension 160 × 192 × 192 = 50 8980 240 (which is strictly
speaking only an upper bound as the bet commands clips the empty volume regions) is far too large to directly process. The dimensionality was
reduced by subsampling using the fslmath program. We ended up having
subsampled scans of dimensionality 91 × 109 × 91 = 9020 629. Note that in
the ideal case we could feed the raw 3D MRI scans directly into the network
and let the network figure out the important features.
3 https://fsl.fmrib.ox.ac.uk/fsl/fslwiki
4 scan://imaging.mrc-cbu.cam.ac.uk/imaging/Templates

52

4.6. Subtype Identification on the Basis of MRI Data
2D Slices instead of 3D Volumes The Autoencoder framework forces us
to consider 2D slices rather than the full 3D scan. To see this note that every
studied model has a decoder part which reconstructs the input. For example,
consider the simplest encoder-decoder based model using one MLP hidden
layer of the smallest (but > 1) dimension only, i.e. that corresponds to a
latent code of dimensionality 2. Using the raw 3D scans as input we end up
with 2 × 9020 629 + 9020 629 × 2 = 30 6100 516 parameters. Using the GMVAE
with k clusters multiplies this number by k. Thus, we will only consider
2D slices taken by fixing one axis. The 2D slices have dimensionality either
91 × 91 = 80 464 or 91 × 109 = 90 919, depending on which axis is fixed.
The data set has further been split into training and validation set. We used
220 638 scans for training and 10 200 for validation.

4.5.3

Experiment Setup

GMVAE
We tested different values for the dimension dy of the latent space. In particular, dy ∈ {100, 500, 1000}. The number of clusters k was fixed to k = 3.
Slices using the transverse and coronal axes were used as input. Further,
we used a three-layer convolution network for the inference model φ and a
three-layer deconvolution network for the generative model θ, as described
in detail in the Appendix Table A.3. The number of Monte Carlo samples
was set to M = 1 for computational efficiency reasons. Further, we used
a Gaussian density for the generative distribution pθ ( x|y, z). We used a
learning rate of 0.0001 and a batch size of 128.
VampVAE and VAE
We tested different values for the dimension dz ∈ {100, 500} of the latent
space and set the number of pseudo inputs of the VampVAE to K = 500.
Slices from the transversal and coronal axes were used as input. We used a
three-layer convolution network for the inference model φ and a three-layer
deconvolution network for the generative model θ, as described in detail in
the Appendix Table A.3. The number of Monte Carlo samples was set to
M = 1 for computational efficiency reasons. Further, we used a Gaussian
density for the generative distribution pθ ( x|z). We used a learning rate of
0.001 and a batch size of 128.

4.6

Subtype Identification on the Basis of MRI Data

We applied the Gaussian Mixture Variational Autoencoder (GMVAE) and
Variational Autoencoder (VAE) to MRI data from the patient cohort that
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was used in the analysis of the clinical data (cf. Section 5.2). The application
of the VAE with a VampPrior is left for future experiments.
The goal of the experiments is to use the MRI brain data to infer the number
of subtypes and how each subtype manifests itself in terms of a clinical
profile. In the best case one obtains clustered subtypes which mirror the
subtypes found based on the clinical data. This would provide empirical
evidence for the definition of the subtypes found.

4.6.1

Data Set Description

The data set is composed of Diffusion Tensor Imaging (DTI) weighted MRI
brain scans. A DTI-weighted MRI scan contains diffusion measurements of
water molecules in living tissue along different directions. The technique
exploits the fact that water diffuses more rapidly in the directions aligned
with the internal structure (such as brain fibers), and more slowly when it
is perpendicular to the internal structure. Thus, measurements in several
directions are performed which results in a star-like shaped diffusion measurement profile for each voxel. Compared to T1-weighted MRI scans this
means that DTI-weighted MRI scans have a 4-th dimension which stores the
diffusion measurements along each direction.
The data set contains 200 DTI-weighted MRI scans. For some patients there
are several scans while 4 subjects only have one scan. Four patients from the
clinical data have no MRI scan. Thus, the data set contains 200 DTI-weighted
MRI scans from 124 distinct patients.

4.6.2

Preprocessing

Diffusion Tensor Model Each DTI-weighted MRI scan is of size 128 × 128 ×
90 × 66 which corresponds to a feature vector of size 970 3200 960. Obviously,
it is not feasible to directly feed the raw 3D DTI-weighted MRI scan into
the network. A diffusion tensor model is therefore fitted to the diffusion
measurements. One can think of the diffusion tensor model as fitting an ellipsoid to the star-like shaped diffusion measurements. The ellipsoid, which
is fully described by the three axes (i.e. the eigenvectors), is then used as
proxy for the measurements. The eigenvalues of the fitted ellipsoid are then
used to compute the so-called Fractional Anisotropy (FA) which estimates
the direction of diffusion. A FA value of zero is called isotropic and means
that diffusion is unrestricted in all directions which corresponds to a fitted
sphere rather than an elongated ellipsoid. A value of one is called anisotropic
and means that diffusion occurs in only one direction and is fully restricted
along all other directions.
Fitting the ellipsoid and computing the FA values was carried out using the
program dtifit from the FSL Toolbox. The dimensionality of pre-processed
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Figure 4.2: Visualization of the diffusion tensor model. A fractional anisotropy (FA) value of zero
is called isotropic and means that diffusion is unrestricted in all directions which corresponds to a
fitted sphere. A FA value of one is called anisotropic and means that diffusion occurs in only one
direction and is fully restricted along all other directions. Image courtesy: diffusion-imaging.com

DTI-weighted MRI scans is thus 128 × 128 × 90 = 10 4740 560.
Further Pre-processing The pre-processing pipeline from the ADNI data
set was reused (cf. Section 4.5.2). In particular, this includes: 1) Brain Extraction, 2) Brain Alignment, 3) Data Set Normalization, 4) Brain Normalization.
2D Slices instead of 3D Volumes The Autoencoder framework forces us to
consider only 2D slices rather than the full 3D scan (cf. Section 4.5.2). Thus,
we only considered 2D slices taken by fixing one axis. The 2D slices have
dimensionality either 128 × 90 = 110 520 or 90 × 90 = 80 100, depending on
which axis was fixed.

4.6.3

Experiment Setup

GMVAE
The dimension dy of the latent space was set to 200. For the purpose of
model selection we tested several number of clusters k. In particular, we set
k ∈ {1, . . . , 5}. The model with the lowest ELBO was further investigated.
Slices were taken from the transverse axis. Further, we used a three-layer convolution network for the inference model φ and a three-layer deconvolution
network for the generative model θ, as described in detail in the Appendix
Table A.3. The number of Monte Carlo samples has was set to M = 10
since we have observed that this might improve the predictive performance
(cf. Section 5.3.1). Further, we used a Gaussian density for the generative
distribution pθ ( x|y, z). We used a learning rate of 0.001 and a batch size of
128.
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VAE
The dimension dy of the latent space was set to 200. Slices weere taken from
the transverse axis. We used a three-layer convolution network for the inference model φ and a three-layer deconvolution network for the generative
model θ as described in detail in the Appendix Table A.3. The number of
Monte Carlo samples was set to M = 10. Further, we used a Gaussian density for the generative distribution pθ ( x|z). We used a learning rate of 0.001
and a batch size of 128.
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Chapter 5

Experimental Results

In this chapter we present the results from the experiments introduced in
Chapter 4. We follow the same outline as in the previous chapter.
1. We first assess the predictive performance of the Categorical-Gaussian
Mixture Model (CGMM) and Categorical-Gaussian Variational Autoencoder (CGVAE) on the heart data set where the labels are known.
2. We then focus on subtype identification as obtained by clustering the
clinical data using CGMM and CGVAE.
3. Having discussed the clinical data we move on to large data sets composed of images where we investigate the performance and behavior
of the Gaussian Mixture Variational Autoencoder (GMVAE) and the
Variational Autoencoder with a VampPrior (VampVAE) on MNIST.
4. The applicability of GMVAE and VAE models are then assessed on
large data sets of MRI data where the labels are known.
5. Finally, we again aim at identifying subtypes based on MRI brain data
from the patient cohort as already used in the analysis of the clinical
data.

5.1

Heart Data Set: A Mixed Data Benchmark

The goal of the experiments performed on the heart data set is to benchmark the predictive performance of the models introduced in Chapter 2 on
mixed data. In particular, we focus on CGMM and CGVAE. Recall that the
experimental setups are given in Section 4.2.

5.1.1

Mixture Models

We begin by investigating how CGMM performs compared to a regular
Gaussian Mixture Model (GMM). More precisely, we first analyze the Bayesian
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Information Criterion (BIC) due to the purpose of model selection. Having
selected the model we investigate the predictive performance on the heart
data set. After that we turn our attention to CGVAE where we first evaluate the model behavior by analyzing the learned latent space. We finally
benchmark the clustering performance of K-means applied to the latent representations.
Model Selection
One possible variant to do model selection is choosing the model with the
lowest BIC score. Recall that the BIC is defined as 2 ln p( X |θ ) − ln(n) p
where p is the number of free parameters, n the number of data points
and ln p( X |θ ) the log-likelihood of the data under the current model θ. The
model with the lowest BIC is optimal in the sense of data fit vs. model
complexity.
The BIC scores of GMM and CGMM models on the heart data set are shown
in Figure 5.1. It can be seen that the BIC scores of GMM are not revealing
the ground truth k = 2. Further, it is visible that GMM models using a
diagonal covariance matrix fit the data better as k increases, suggesting that
the models overfit. The GMM models that use a full covariance matrix are
better in terms of recovering the true k judged on the fact that an increase in
the BIC is visible for k > 2 or k > 3.
Contrary, it can be seen that the BIC scores of CGMM are more consistent
among the different models. All models have an increase in the BIC as k > 2,
except for the model K-Means init (Full) which has a knee at k = 3.
In summary, the BIC scores of CGMM are more interpretable and consistent compared to the BIC scores of GMM. Moreover, GMM models using a
diagonal covariance matrix seem to overfit as k increases.
Predictive Performance
The BIC scores depicted in Figure 5.1 show that the CGMM model with k =
2, K-means initialization and diagonal covariance matrices is the preferred
model in terms of data fit vs. model complexity. The GMM model with the
exact same parameters has been used to compare the models. The predictive
performance in terms of accuracy is shown in Table 5.1.

Not surprisingly, CGMM outperforms GMM significantly. Further, a comparison with the supervised models Random Forest and SVM are made
to quantify the gap in the accuracy between unsupervised and supervised
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Figure 5.1: The BIC scores of the heart data set. It can be seen that CGMM allows for
better interpretation of the BIC scores. GMM seems to overfit for the models using a diagonal
covariance matrix. From the BIC scores of CGMM it is visible that an initialization with K-means
and diagonal covariance matrices give the best data fit vs. model complexity trade-off. Sumatra:
GMM [20170529-102721], CGMM [20170529-110037]

models. The optimal parameters of both supervised models were found using grid search (Sumatra: [20170822-151457]). It can be seen that the gap in
accuracy between CGMM and the supervised models is small while the gap
compared to GMM is large.

5.1.2

Variational Autoencoders

Next, we compare the performance of CGVAE to a regular VAE.
Model Behavior
We start by first looking at the latent space z of CGVAE to get an intuition
for the model behavior. The learned 2-dimensional latent space is shown in
Figure 5.2. It is visible that the model was trained using a centered isotropic

Model (k = 2)
GMM
CGMM
SVM
Random Forest

Log-Likelihood

Accuracy (%)

-4.04
-12.18

57.04
77.67

-

82.17
83.66

Table 5.1: The log-likelihood and accuracy of GMM and CGMM on the heart data set. The
parameters have been initialized using K-means and the covariance matrices have been restricted
to be diagonal to reduce the number of parameters. It can be seen that CGMM outperforms
GMM as expected. Sumatra: GMM [20170524-000112], CGMM [20170529-110037], SVM /
Random Forest [20170822-151457]
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Latent Space of the Heart Data Set (dz = 2)
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Figure 5.2: The learned 2-dimensional latent space of the heart data set using CGVAE. The
model was trained using a centered isotropic Gaussian N (0, I ) as prior which is clearly visible in
the plot. It can further be seen that there is a slight tendency to push the two clusters apart.
Sumatra: [20170815-234829]

Gaussian N (0, I ) as prior p(z). To see why, first note that there is a slight
tendency to push both clusters apart, which is, however, counter acted by
the regularization term. The regularization term encourages the model to
match the variational posterior qφ (z| x) to the prior p(z). Indeed, this is the
case as it can be seen that the data points are concentrated around the origin
and placed within the set [−3, 3]2 which is exactly the area where 99% of
the probability mass of the Gaussian density is concentrated, i.e. ±3σ = ±3
since σ = I.
Predictive Performance
Recall that we aim at outperforming a regular VAE by proper incorporation
of the variable nature which gave rise to CGVAE. To this end, we investigate
the clustering accuracy of K-means subsequently applied on the continuous
latent representations z. The results are shown in Figure 5.2.
It can be seen that CGVAE outperforms VAE in nearly all cases. The best
result is achieved using a 2-dimensional latent representations z without the
use of Entity Embedding layers. This provides empirical evidence that incor60
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Model (k = 2)

LELBO

Accuracy (%)

VAE (dz = 2, w/o EE)
VAE (dz = 5, w/o EE)
VAE (dz = 8, w/o EE)

-13.02
-7.46
-5.58

VAE (dz = 2, w/ EE)
VAE (dz = 5, w/ EE)
VAE (dz = 8, w/ EE)
SVM

Model (k = 2)

LELBO

Accuracy (%)

60.00
65.56
71.11

CGVAE (dz = 2, w/o EE)
CGVAE (dz = 5, w/o EE)
CGVAE (dz = 8, w/o EE)

-7.63
-8.14
-7.99

78.78
76.29
74.10

-9.17
-7.05
-6.60

55.18
57.40
66.66

CGVAE (dz = 2, w/ EE)
CGVAE (dz = 5, w/ EE)
CGVAE (dz = 8, w/ EE)

-7.58
-7.46
-8.20

60.01
64.81
61.11

-

82.17

Random Forest

-

83.66

Table 5.2: The predictive performance of VAE (left table) and CGVAE (right table) on the heart
data set under different model parameters. It is visible that nearly all CGVAE models result in
better accuracy compared to VAE models. Note that the CGVAE model dz = 2 without Entity
Embedding Layers is slightly more accurate than the others. Further, recall that supervised SVM
and Random Forest fits result in 82.17% and 83.66% accuracy, respectively.

porating the variable nature in the generative distribution pθ ( x|z) increases
the predictive performance of subsequent cluster analysis models which are
applied on the learned latent representations.
In our experiments we observed large variance in the ELBO. Recall that the
ELBO is a lower bound on the log-likelihood and we want to to maximize it.
Thus, model selection should not be performed on the basis of the ELBO as
also visible in Table 5.2. The variance is large because the VAE estimates the
reconstruction term by sampling. A possible variant to do models selection
in the framework of the VAE is by visual inspection of the learned latent
space.

5.2

Subtype Identification on the Basis of Clinical Data

The goal of the experiments in this section is to infer the subtypes based on
clinical records of people suffering from Parkinson’s Disease. In particular,
we want to find out how many subtypes exists and how each subtype manifests itself in terms of a clinical profile. We will use the mixed data model
adaption CGMM and CGVAE. Recall that the experimental setups are given
in Section 4.3.

5.2.1

Categorical-Gaussian Mixture Model

Model Selection
The BIC scores of CGMM models on the clinical data are depicted in Figure
5.3. It can be seen that the BIC scores do not reveal a clear superior model
in terms of data fit vs. model complexity. However, one could conclude
that the models Random Init (Full) at k = 2 or Random Init (Diagonal) at
k = 4 are candidate models and should be preferred to other models since
their BIC are the lowest and clear knees are visible. It is, however, worth
61

5. Experimental Results

CGMM BIC Scores
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Figure 5.3: The BIC scores of CGMM models on the clinical data. Though no clear favorite
model is visible, the models Random Init (Full) at k = 2 or Random Init (Diagonal) at k = 4 are
candidate models because of their low BIC and because a knee is visible, suggesting a good data
fit vs. model complexity. Further, one can see that the variance for k < 3 is very small while for
k > 3 the variance increases as k increases. Sumatra: [20170529-105623]

pointing out that the BIC is an asymptotic quantity. Thus, Figure 5.3 should
be interpreted with caution.
We select the aforementioned candidate models and investigate the identified subtypes. In the remainder of this chapter we will denote the model
CGMM Random Init (Full) by k = 2“as CGMM (A) and the model Ran”
”
dom Init (Diagonal) by k = 4“as CGMM (B).
Identified Subtypes
CGMM (A) Table 5.3 shows the subtypes identified by CGMM (a). The
variable distribution among both clusters is very similar, most notably, very
similar to the entire data set characteristics given in Table 4.1. The exception
is the tar-score. Recall from Table 4.1 that the tar-score is a measure of
rigidity. A possible interpretation for the subtypes in Table 5.3 is thus:
• Cluster 1: Dominance of rigidity
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Cluster Size
Age at Onset
Disease Duration
UPDRS III On
UPDRS III Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster 1

Cluster 2

38 Patients
61.50 (9.92)
6.51 (5.66)
15.66 (6.86)
27.55 (10.55)
530.03 (351.39)
0.99 (0.90)
76% Male, 24% Female
50% Left, 50% Right
76% Absent, 24% Present
68% Absent, 32% Present

90 Patients
64.41 (8.67)
5.69 (3.76)
17.27 (9.25)
28.44 (11.61)
596.37 (384.29)
0.06 (0.10)
71% Male, 29% Female
48% Left, 52% Right
66% Absent, 34% Present
60% Absent, 40% Present

Table 5.3: The clinical profile of the two subtypes identified by CGMM (A) using k = 2, random
initialization and full covariance matrices. The model has been selected using the BIC scores
depicted in Figure 5.3. Sumatra: [20170529-105623]

• Cluster 2: Absence of rigidity
CGMM (B) Table 5.4 shows the subtypes identified by CGMM (B) which
uses k = 4, random initialization and diagonal covariances. First note that
men and women and symptom onset are nearly equally distributed among
the different clusters. Further, no inter-cluster differences in age at onset are
visible. However, it can be seen that there is more variability between the
different clusters for all other variables. In particular, the clusters can be
interpreted as follows.
• Cluster 1: The disease duration is short and the UPDRS III scores show
a slow disease progression which in turn is also reflected in the led
as the patients need less medication. The rigidity is nearly absent.
Summarized: Short disease duration, slow disease progression, no rigidity.
• Cluster 2: The disease duration is long and the progression is fast. This
is also reflected in the led. Patients in this cluster suffer from very high
rigidity. Summarized: Long disease duration, fast disease progression, very
high rigidity.
• Cluster 3: This cluster is similar to cluster 2. Long disease duration and
even faster progression than cluster 2, thus the patients need more
medication. However, compared to cluster 2, only mild rigidity is
visible. Summarized: Long disease duration, fast disease progression, mild
rigidity.
• Cluster 4: This cluster is similar to cluster 1: Short disease duration and
slow progression. However, compared to cluster 1 the patients need
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Cluster Size
Age at Onset
Disease Duration
UPDRS III On
UPDRS III Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster Size
Age at Onset
Disease Duration
UPDRS III On
UPDRS III Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster 1

Cluster 2

43 Patients
63.23 (9.52)
3.43 (1.69)
11.91 (6.19)
21.26 (6.93)
436.78 (277.22)
0.01 (0.01)
72% Male, 28% Female
42% Left, 58% Right
74% Absent, 26% Present
58% Absent, 42% Present

10 Patients
65.90 (7.46)
11.10 (6.22)
20.10 (8.06)
36.50 (10.59)
717.78 (368.10)
1.80 (1.31)
90% Male, 10% Female
60% Left, 40% Right
60% Absent, 40% Present
70% Absent, 30% Present

Cluster 3

Cluster 4

40 Patients
64.38 (8.33)
9.25 (4.10)
23.85 (8.39)
39.05 (8.96)
883.57 (374.63)
0.10 (0.12)
70% Male, 30% Female
52% Left, 48% Right
65% Absent, 35% Present
60% Absent, 40% Present

35 Patients
62.31 (9.81)
3.76 (2.29)
13.77 (5.36)
21.89 (5.66)
357.50 (195.54)
0.61 (0.41)
71% Male, 29% Female
49% Left, 51% Right
69% Absent, 31% Present
69% Absent, 31% Present

Table 5.4: The clinical profile of the four subtypes identified by CGMM (B) using k = 4, random
initialization and diagonal covariance matrices. The model has been selected using the BIC scores
depicted in Figure 5.3. Sumatra: [20170529-105623]

less medication, but high rigidity is visible. Summarized: Short disease
duration, slow disease progression, high rigidity.
The clinical profile of these four clusters are related to the subtypes commonly reported by other studies as (cf. Section 4.3.1).

5.2.2

Categorical-Gaussian Variational Autoencoder

Model Selection
Model selection is performed by visual inspection of the learned latent space.
In particular, we want to select models which show intents to form clusters in the latent space. Therefore, dz = 2 seems to be appropriate for vi64
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Latent Space of the Clinical Data Set (dz = 2)
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Figure 5.4: The learned latent space z of the clinical data set. The dimension was set to dz = 2.
It is visible that two clusters have been formed. The clusters are color coded using K-means.
Sumatra: [20170526-134104]

sual inspection as shown in Figure 5.4. It is visible that CGVAE formed
two non-overlapping clusters. We further have observed that the same two
clusters are also formed if the dimensionality of the latent space is set to
dz ∈ {5, 8} [20170602-095845]. We will thus restrict the discussion to the
model dz = 2 as all models showed equivalent latent representations.
Identified Subtypes
K-means clustering is performed on the learned representations z. We chose
k = 2 by visual inspection. Figure 5.4 is color coded using the obtained cluster assignments and the clinical profiles are shown in Table 5.5. It is visible
that the characteristics of the variables of both clusters are again very similar to the entire data set characteristics presented in Table 4.1. Consequently,
both clusters do not differ much. The only exception is, again, the tar-score.
A possible interpretation for the subtypes shown in Table 5.5 thus might be
• Cluster 1: Dominance of rigidity
• Cluster 2: Absence of rigidity
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Cluster Size
Age at Onset
Disease Duration
UPDRS III On
UPDRS III Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster 1

Cluster 2

66 Patients
63.71 (9.64)
6.30 (4.59)
18.82 (9.20)
29.42 (11.24)
513.49 (299.51)
0.66 (0.79)
77% Male, 23% Female
47% Left, 53% Right
68% Absent, 32% Present
64% Absent, 36% Present

62 Patients
63.37 (8.62)
5.56 (4.21)
14.63 (7.43)
26.85 (11.24)
643.93 (433.23)
0.00 (0.00)
68% Male, 32% Female
50% Left, 50% Right
69% Absent, 31% Present
61% Absent, 39% Present

Table 5.5: The clinical profiles obtained by K-means clustering the latent representations z
learned by the CGVAE. The number of clusters k has been set to 2 by visual inspection of Figure
5.4. Sumatra: [20170526-134104]

Latent Space Walks
Since CGVAE is a generative model we can sample clinical records from
the learned model. To this end, we sample z from p(z), pass the samples
z through the generative network θ and eventually sample clinical records
from pθ ( x|z). We call this process latent walk.
We perform latent walks along the main axis of each cluster (cf. Figure 5.4)
to see what the clusters encode. Additionally, we perform a walk between
the two clusters to see how they differ. Formally,
Walk 1 : z1 ∈ [−2, 2] and z2 = 1
Walk 2 : z1 ∈ [−2, 2] and z2 = −1
Walk 3 : z1 = 0 and z2 ∈ [−2, 2]
Along each walk, 5 clinical records have been sampled. The sampled records
of the walks 1 - 3 are shown in Tables 5.6 - 5.8, respectively.
One can see that in walk 1 mainly the variables sex, symptom onset, disease
duration, UPDRS III On and Off, led and ANKK 1 vary. Slight changes
in DRD3 are visible while the tar-score stays constant with no change at
all. Contrary, in walk 2 all variables vary significantly, except for ANKK 1
which only shows slight changes. In walk 3 we observe moderate changes
in sex, symptom onset, led and UPDRS III On and Off. However, the disease
duration and tar-score vary much.
Interestingly, it can further be seen that in walk 1 all variables vary in a
monotone manner. Contrary to that, in walk 2 and 3 some variables vary
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non-monotonically. For example, the variable ANKK 1 in walk 2 first decreases and then increases again.
Encoding of z1 and z2 Interpreting the latent walks one can try to infer
what the individual latent dimensions encode. From to the observations
made from walk 1 and 2 as shown in Table 5.6 and 5.7 we conclude that z1
mainly encodes the variables

• Sex

• Disease Duration

• UPDRS III On

• UPDRS III Off

• Led

• ANKK 1

From walk 3 shown in Table 5.8 we can see that z2 mainly encodes

• Sex

• Disease Duration

• DRD 3

• Tar-Score

• Symptom Onset

i.e. most of the binary variables. It can further be seen that the variable age
at onset is mainly encoded by a combination of z1 and z2 .
However, the underlying principles of how the variables are encoded and
interact with each other are still unclear and further investigation is required
to understand the latent processes. It is though visible that the observations
made from the latent walks are related to the clustering solutions of CGMM
(A) and (B) (see Table 5.3 and 5.4).
Age at
Onset

Sex

Symptom
Onset

Disease
Duration

UPDRS
III On

UPDRS
III Off

Led

ANKK 1

DRD 3

Tar
Score

62.41
62.49
62.51
62.67
63.28

0.24
0.29
0.38
0.46
0.47

0.52
0.48
0.41
0.32
0.27

3.01
4.77
8.01
12.45
16.60

3.16
7.54
13.88
22.55
32.56

10.92
18.16
29.67
45.42
61.97

389.36
529.40
777.88
1116.30
1433.67

0.36
0.34
0.33
0.30
0.27

0.47
0.45
0.44
0.42
0.41

0.34
0.34
0.34
0.34
0.34

Table 5.6: Walk 1 performed on the learned latent space shown in Figure 5.4. Five clinical
records have been sampled from pθ ( x|z) while walking along z according to z1 ∈ [−2, 2] and
z2 = 1.
Age at
Onset

Sex

Symptom
Onset

Disease
Duration

UPDRS
III On

UPDRS
III Off

Led

ANKK 1

DRD 3

Tar
Score

62.04
61.59
61.37
61.01
56.87

0.28
0.28
0.26
0.21
0.06

0.57
0.55
0.52
0.47
0.17

1.66
2.95
5.21
8.90
21.92

8.04
11.52
17.25
24.08
19.67

12.05
17.65
27.01
39.64
55.14

207.23
321.99
508.77
796.53
1684.03

0.35
0.33
0.30
0.27
0.33

0.34
0.32
0.29
0.29
0.59

0.71
0.79
0.86
0.96
1.28

Table 5.7: Walk 2 performed on the learned latent space shown in Figure 5.4. Five clinical
records have been sampled from pθ ( x|z) while walking along z according to z1 ∈ [−2, 2] and
z2 = −1.
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Age at
Onset

Sex

Symptom
Onset

Disease
Duration

UPDRS
III On

UPDRS
III Off

Led

ANKK 1

DRD 3

Tar
Score

68.74
63.77
58.68
64.59
63.94

0.00
0.00
0.23
0.26
0.30

0.93
0.89
0.50
0.54
0.60

11.04
0.76
5.02
5.55
2.78

10.82
25.94
13.99
18.99
18.30

24.17
27.18
23.66
28.90
26.13

619.26
202.93
530.81
473.68
449.70

0.25
0.18
0.29
0.33
0.27

0.95
0.33
0.26
0.37
0.30

1.43
1.42
1.14
0.52
0.34

Table 5.8: Walk 3 performed on the learned latent space shown in Figure 5.4. Five clinical records
have been sampled from pθ ( x|z) while walking along z according to z1 = 0 and z2 ∈ [−2, 2].
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Figure 5.5: The latent space of the clinical data, color coded using the CGMM clustering
solutions presented in Table 5.3 (left plot) and Table 5.4 (right plot). The plot is best viewed
in colors. Sumatra: GMM (k = 2, Random init, Full Cov.) [20170529-105623], CGMM(k = 4,
Random init, Diag Cov.) [20170529-105623]

5.2.3

1

Relating the CGMM and the CGVAE

To better understand the model dynamics of CGMM and CGVAE and to
relate and compare them, we colored the learned latent space of CGVAE using the clustering solution obtained by CGMM (A) and (B). The results are
shown in Figure 5.5. From the left plot it can be seen that the model CGMM
(A) converges to a very similar solution as CGVAE, but a few subjects are assigned differently. This shows that CGMM and CGVAE end up in a similar
(local) optimum of the cost function. The right plot is colored using the cluster assingments from CGMM (B). It can be seen that the splitting into four
clusters is done by splitting not only each cluster into two smaller clusters,
but also in an inter-cluster manner.

5.3

MNIST: Understanding the Gaussian Mixture Variational Autoencoder

In this section we present results from experiments performed on the MNIST
data set using the Gaussian Mixture Variational Autoencoder (GMVAE) and
the Variational Autoencoder with a VampPrior (VampVAE). The goal of
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these experiments are to better understand the behavior of GMVAE and
VampVAE. Recall that the experimental setups are given in Section 4.4.

5.3.1

GMVAE

We begin by assessing the predictive performance of GMVAE by investigating the effect of the different model parameters. The assessment is carried
out using the evaluation protocol introduced by Makhzani et al. [39] which
works as follows. For each cluster, we query the data point with the highest
estimated probability belonging to the cluster. The true label of that data
point is obtained and then assigned to all data points in the clusters.
Figure 5.6 shows the test set accuracy of different GMVAE models. It is
visible that after around 70 epochs the models converge. Models using the
standard prior (in the legend denoted by (S)) converge at a test set accuracy around 77% - 85% while the circle prior models (denoted by (C)) only
achieve an accuracy of roughly 40%. Moreover, it can be seen that a larger
number of clusters K sometimes results in a boost in performance, but not
always. It is surprising that this does not result in an increase in performance every time since the model is allowed to use more clusters than actually needed. To see why, note that in this case the model could just separate
a particular cluster into two smaller distinct clusters, without any loss in
the predictive performance. For example, the model could exploit this to
separate the same digit according to style information. However, note that
convergence happens more slowly when using 30 clusters compared to the
case where we specified K = 10 clusters. Further, we observe that the dimension dy of the latent space does not seem to be a crucial parameter.
Table 5.9 shows a comparison to other recent methods. DEC is short for
Deep Embedded Clustering, AAE is short for Adversarial Autoencoders
which fuses the two models together, and VaDE stands for Variational Deep
Embedding. The models are briefly outlined in the related work in Section
3.1. The model VAE + K-means denotes the clustering accuracy as obtained
by clustering the latent representations learned by a regular VAE using kmeans.
It can be seen that our adaption is outperformed by the other models. We
conclude that our model simplification with the aim of more interpretability
and easier training comes at the cost of smaller predictive performance. Unfortunately, the performance of AAE is only reported with k = 30. Further
note that we observed great variance in the predictive performance during
training, suggesting great variation in the energy landscape of the model, i.e.
the model did no converge to a good local optimum. Thus, it might be that
there is still room for great improvement in our model w.r.t to predictive
performance by using a optimization method that incorporates curvature information. The variance of the accuracy is also visible in Figure 5.6 as shown
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Figure 5.6: The MNIST test set accuracy of different GMVAE models. The number of components is denoted by K, dy is the dimension of the latent codes y and the abbreviation (S) is
short for standard prior and (C) stands for the circle prior. Note that the solid curves are the
smoothed version of the dashed lines. Thus, it is visible that the models have large variance.
Sumatra: dy = 2, k = 10 [20170819-212335], dy = 200, k = 30 [20170821-093127]

by the dashed lines. Note that the authors of VaDE also reported great variation in the energy landscape [30]. They overcome this issue by pre-training
using stacked Autoencoders [58], which makes the training procedure more
stable.
To better understand the model behavior we will first have a closer look at
a specific GMVAE model using the standard prior. After that we turn our
attention to a model using the circle prior where we wish to narrow down
the cause of the poor predictive performance.

Model Behavior
We have observed that the dimension dy of the latent space is not a fragile parameter and thus, for the sake of simplicity, we will investigate the GMVAE
model with the parameters dy = 2 and K = 10 using the standard prior.
We start by evaluating the training process as shown in Figure 5.7. Recall
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Method

K

Accuracy (%)

VAE (Kingma et al. [32]) + K-means

10

72.22

DEC (Xie et al. [30])
AAE (Makhzani et al. [39])
VaDE (Jiang et al. [30])

10
30
10

84.30
95.90
95.90

GMVAE (Dilokthanakul et al. [13])
GMVAE (Dilokthanakul et al. [13])

10
30

82.31
89.27

GMVAE (Our adaption)
GMVAE (Our adaption)

10
30

77.96
85.01

Table 5.9: The predictive performance of recent works compared to our adaption of the GMVAE.
It can be seen that our adaption with the aim of simplification, more interpretation and easier
training comes at the cost of reduced predictive performance. Sumatra: [20170819-212335]

that the ELBO of the GMVAE can be written as
ln pθ ( x) ≥ Eqφ (y| x,z)qφ (z| x) [ln pθ ( x|y, z)]


− Eqφ (z|x) DKL (qφ (y| x, z)|| pθ (y|z))

− DKL (qφ (z| x)|| pθ (z))

(5.1)
(5.2)
(5.3)

where we will refer to the right-hand side term of Line 5.1 as Reconstruction
Loss, Line 5.2 as Latent Code Loss and Line 5.3 as Latent Categorical Loss.
ELBO Behavior It can be seen that the model converges at around 60
epochs. The regularization terms are present from the beginning of training. Recall that in the GMVAE variant proposed by Dilokthanakul et al. [13]
they needed to threshold a regularization term (which is equivalent to the
latent categorical loss in our model) to only kick in after a certain value was
measured. Otherwise they observed a complete breakdown of the model.
This effect is not visible in our variant of the GMVAE.
Latent Variable Behavior We will now investigate the behavior of the
learned latent variables y and z, i.e. the latent codes and latent cluster
assignments.
The learned latent space y is depicted in Figure 5.8 where the left plot is
color coded using the true labels and the right plot is color coded by the
estimated labels z as obtained by the GMVAE. Recall that we used the standard prior which is defined as pθ (y|z = k ) = N (0, I ). Thus, all learned
clusters are centered around the origin and heavily overlap. This is clearly
visible in Figure 5.8. Figure 5.9 shows the individual variational posteriors
qφ (y|z = k, x) conditioned on different values of z, color coded using the
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Figure 5.7: Recall the ELBO of the GMVAE given in Equation 5.1 where we refer to the term
Eqφ (y| x,z)qφ (z| x) [ln pθ ( x|y, z)] as reconstruction term and we name the two regularization terms


Eqφ (z| x) DKL (qφ (y| x, z)|| pθ (y|z)) latent code loss and DKL (qφ (z| x)|| pθ (z)) latent categorical
loss. It can be seen that the reconstruction loss get smaller during training while at the same
time the latent code loss and latent categorical loss get larger. Recall that in the GMVAE
variant proposed by Dilokthanakul et al. [13] they needed to threshold the latent categorical
loss. However, in our variant the regularization terms are present from the beginning of training.
Sumatra: [20170819-212335]

true labels. It is visible that the GMVAE aimed to match the variational
posterior qφ (y|z = k, x) of each cluster to the centered isotropic Gaussian
prior N (0, I ). Further, note that the majority of data points assigned in each
cluster is homogeneous. For example, consider the cluster k = 8. Most data
points are colored in orange and only few are colored differently. Additionally, none of the clusters k 6= 8 contain any orange data points. However,
some clusters are made up of data points from different natural clusters. For
example, consider the data points as colored in turquoise in clusters k = 7
which were miss-assigned as the majority of the turquoise data points end
up in clusters k = 5. Further, a break down of cluster k = 10 is visible. No
data points were assigned to this particular cluster. Thus, it must be the case
that at least one digit class is distributed among all other clusters.
To further narrow down the break down of cluster k = 10 we plot the latent
categorical variable z (evaluated on the test set) against the epochs as shown
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Figure 5.8: The learned 2-dimensional latent space of the MNIST data set. The standard prior
pθ (y|z = k) = N (0, I ) was used for the latent encoding variable y, thus all clusters heavily
overlap. Sumatra: [20170819-212335]
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Figure 5.9: Visualization of the variational posteriors qφ (y|z = k, x) conditioned on different
values of k. Each cluster is color coded using the true labels of the assigned data points. It is
visible that the clusters are able to capture the natural class information contained in the data.
Further, it can be seen that the variational posteriors take on the form of the standard prior.
However, note the break down in cluster k = 10 which does not have any data points assigned
to it. Sumatra: [20170819-212335]
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Figure 5.10: Visualization of qφ (z| x) evaluated on the test set during training. It can be seen
that, on average, each cluster gets assigned an equal portion of all data points, i.e. a tenth
of all data points since there are ten balanced classes (neglecting the break down of cluster
k = 10). The empirical distribution of qφ (z = k| x) for a fixed k has been approximated by
R
R
qφ (z = k) = qφ (z = k, x)dx = qφ (z = k| x) pθ ( x)dx ≈ N1 ∑iN=1 qφ (z = k| x (i) ). Sumatra: [20170819-212335]

in Figure 5.10. It can be seen that in the beginning of the training process
some clusters are preferred over others. For example, cluster k = 1 starts
with roughly 30% of all data points assigned to it and incurs a rapid decrease
to roughly 10% around epoch 20. At the same time, cluster k = 5 gets
assigned around 20% of the data points while it had none assigned before.
This is reminiscent of the deterministic annealed version of K-means [48]
where elongated-shaped cluster suddenly split into two smaller clusters at
a certain temperature. However, some of the clusters get an equal portion
assigned throughout the entire training phase as can be seen by the clusters
k = 8 and k = 9.
The break down of cluster k = 10 is also clearly visible in Figure 5.10. However, at the current state of knowledge the cause of the break down is unclear.
We hypothesize that it might be related to the inactive stochastic unit problem [8], but further investigation is required to confirm this. Note that other
works describe the observed effect of inactive stochastic units as well [13].
Moreover, note that after the model is converged, each cluster gets assigned
an equal portion of all data points, i.e. a tenth of all data points since there
are ten balanced classes (neglecting the break down of cluster k = 10).
Cluster Sampling We now sample from a the learned generative distribution pθ ( x|y, z = k ) conditioned on different values of k to see what the
different clusters encode. The samples are shown in Figure 5.3.1. Each row
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k=1
k=2
k=3
k=4
k=5
k=6
k=7
k=8
k=9
k = 10
Figure 5.11: Each row shows 10 samples drawn from the learned distribution pθ ( x|y, z = k)
where k denotes the cluster number. It can be sen that the GMVAE is able to capture the
natural class information from the data in the latent variables z and y. However, it can further
can be seen that the model encodes a superposition of a 1 and a 7 in cluster k = 8, resulting in
a x-shaped figure during sampling. The break down of cluster k = 10 discussed in Figure 5.10
is also visible. Further, some samples from cluster k = 1 look like a 7 instead of the usual 9.
Moreover, note that the samples are blurry which is a usual observed effect in the framework of
the VAE. Sumatra: [20170819-212335]

shows 10 samples of each cluster k. It can be seen that the GMVAE picks up
the natural clusters in the data. However, it can be seen that cluster k = 1 is
a mixture of the digits 7 and 9. In cluster k = 8 it is further visible that the
model assigned the digits 1 and 7 to the same clusters. This manifests itself
in a superposition of both digits while sampling, resulting in the x-shaped
form. This is probably due to the breakdown of clusters k = 10. Recall
from Figure 5.10 that no data points were assigned to cluster k = 10 during
training. According to the pigeonhole principle, two digits must end up in
the same cluster which is exactly what we observe.
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Circle Prior
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Figure 5.12: The learned latent space y of the GMVAE model with the parameters dy = 2
and K = 10. The black circles are a visualization of the circle prior as introduced in Section 3.2.4. Note how all learned latent representations end up in the third quadrant. Sumatra: [20170819-225627]

Circle Prior
We now investigate the behavior of GMVAE models using the circle prior.
In particular, we wish to determine why the circle prior results in poor
predictive performance (see Figure 5.6). The analysis is carried out on the
GMVAE model with parameters dy = 2 and K = 10.
Figure 5.12 shows the learned 2-dimensional latent space y where the black
circles are a visualization of the circle prior. Recall the definition of the circle
prior from Section 3.2.4: The standard deviations σ k are fixed to be 1 and the
prior centers µk are placed on a D-dimensional circle, such that the clusters
do not overlap, but are tangent to each other.
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Figure 5.13: Visualization of the learned variational distribution qφ (z = k| x) of the GMVAE with
a circle prior. The latent cluster variable z is learned during training and encodes the latent cluster
assignment. It can be seen that no data points are assigned to clusters k = 1, 2, 3. The reason
why this happens is unclear and requires further investigation. Sumatra: [20170819-225627]

Interestingly, the latent representations seem to concentrate in the third
quadrant. This effect has been observed in all performed experiments which
used the circle prior. Such latent representations as shown in Figure 5.12 are,
however, in theory not a local optimum of the GMVAE with the circle prior.
To see why, consider the j-th cluster which we chose to be the circle in the
top right corner. The model is then encouraged to put the latent codes of
data points assigned to cluster j near the top right corner, i.e. near to the
j-th prior
 pθ (y|z = j). For any other placement the model incurs a cost
Eqφ (z| x) DKL (qφ (y| x, z)|| pθ (y|z)) . Thus, a local optimum is achieved if the
learned latent codes of clusters j are placed within the center of mass of the
j-th prior.
To better understand the model behavior we will again plot the distribution
of the latent cluster assignments z evaluated on the test set during training.
The plots are shown in Figure 5.13. It can be seen that clusters k = 1, 2, 3
are not used at all. Thus, at least three digit classes out of the total ten are
distributed among the remaining 7 clusters. This explains the poor performance in terms of cluster accuracy.
In summary, the model is able to capture the natural class information contained in the data. However, inactive stochastic units which cause cluster
breakdowns were visible using both priors. Determining the cause is still an
open problem.
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Model

Accuracy (%)

VAE (Kingma et al. [32])
VampVAE (Tomczak et al. [53])

72.22
68.41

Table 5.10: The clustering accuracy of K-means subsequently applied to the learned latent
representations z. The accuracy has been calculated using Equation 5.4. It can be seen that the
multimodal prior of the VampVAE does not increase the performance of subsequent models, i.e.
the K-means algorithm. Sumatra: [20170820-125837]

5.3.2

VampVAE

The goal of this experiment is to assess whether the multimodal prior of
the Variational Autoencoder with a VampPrior (VampVAE) results in a performance increase of subsequent cluster analysis methods applied on the
learned latent representation z. To this end we make a comparison to a
regular Variational Autoenoder (VAE) that uses the usual centered isotropic
Gaussian prior. Recall that the experimental setups are given in Section
4.4.2.
To assess the clustering accuracy we apply K-means to the learned latent representations. We define the clustering accuracy for the VAE and VampVAE
as
∑ N 1 [yi = m(ŷi )]
ACC = max i=1
(5.4)
N
m∈M
where yi is the ground truth label, ŷi is the class label obtained by K-means,
and M is the set of all one-to-one mappings between cluster assignments
and labels. The best mapping can be efficiently computed using the KuhnMunkres algorithm [45].
The cluster accuracies of the VampVAE and VAE are shown in Table 5.10.
Surprisingly, no increase in the accuracy is visible. This was not expected as
a multimodal prior, in theory, allows the model to put the latent codes onto
several high density locations as determined by the prior. This should result
in separated latent representations w.r.t the natural class information contained in the data. Further, it reflects our belief that the data was generated
from different clusters, i.e. modes.
The learned 2-dimensional latent representations of the VampVAE and VAE
are shown in Figure 5.14. It can be seen that both latent spaces look similar.
The VampVAE though shows a slight tendency to push the clusters more
apart than the VAE.
In summary, the cause of the decrease in performance is yet unknown. However, we hypothesize that it might be related to the fact that the VampPrior
is a mixture of variational distributions, i.e. the prior is coupled to the variational posteriors. However, in the context of subsequent clustering it might
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Figure 5.14: The learned 2-dimensional latent representations. The left plot shows the VampVAE and the right plot the VAE with the standard prior. It can be seen that both latent spaces
look similar. The VampVAE though shows a slight tendency to push the clusters more apart
than the VAE. Sumatra: [20170827-142422]

be more beneficial to instead use a mixture of fixed distributions, e.g. the
circle prior (cf. Section 3.2.4).
Numerical Instabilities
Further, it is worth pointing out that the training process of the VampVAE
is subject to many numerical instabilities, which makes training considerably harder than training a regular VAE. Recall the VampPrior pλ (z) =
K
1
K ∑k =1 qφ ( z | uk ) where K is the number of pseudo inputs and uk is a pseudoinput (cf. Section 2.5.5).
In particular, numerical instabilities occur during the evaluation of the regularization term DKL (qφ (z| x)|| pλ (z)), which involves taking the logarithm
over a sum of variational posteriors, i.e. the logarithm of the VampPrior
ln K1 ∑kK=1 qφ (z(m) |uk ). The evaluation of this expression can numerically be
made much more stable by first shifting the center of the coordinate system
to the latent representation z with the largest magnitude, then computing
the expression (i.e. the logarithm of the VampPrior) and finally shifting the
coordinate system back to its original origin. An example is given in our implementation of the VampPrior (see Python class vae.py1 ). We further refer
the interested reader to Appendix A.2.4 where a low variance estimator of
the regularization term is shown.
Further, we empirically observed that the VampVAE requires so-called gated
networks [10] for the pseudo inputs in order to mimic real looking data as
1 https://gitlab.vis.ethz.ch/ise-squad/subtype-identification
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Figure 5.15: The learned pseudo inputs uk trained on MNIST. It can be seen that the pseudo
inputs mimic the real data points. Tomczak and Welling [53] showed that this happens because the gradient points to pseudo inputs which are dissimilar to the data points. Sumatra: [20170820-125837]

shown in Figure 5.15. Gated MLP layers are of the form f σ ( g) where
denotes point-wise multiplication and σ is the sigmoid function. Further,
f = W 1 x + b1 and g = W 2 x + b2 are separate linear layers. The authors
claim that the gating mechanism acts as booster for the generative distribution pθ ( x|y, z) [53]. We observed that if we use standard convolutional
neural networks, the model does not converge to pseudo inputs that look
like real data.

5.4

Alzheimer’s Disease Neuroimaging Initiative: Case
Study on a Large MRI Data Set

Having assessed the performance of the Gaussian Mixture Variational Autoencoder (GMVAE) and Variational Autoencoder with a VampPrior (VampVAE) on well understood image data, we are now interested in the applicability of the model on a large high dimensional MRI data set. Recall that
the experimental setups are given in Section 4.4.2.

5.4.1

Predictive Performance

The predictive performance of different GMVAE, VAE and VampVAE models are presented in Table 5.11. It can be seen that all models achieve roughly
the same accuracy of around 47%. We included supervised baselines to
show the accuracy of supervised shallow models and supervised neural networks. The current literature reports an accuracy of 63% for shallow methods [51] and an accuracy of around 85% for deep learning methods [23].
Note that since there are three classes, random guessing results in an accuracy of 33.33%.
It can be seen that neither the dimensionality of the latent spaces y and z nor
the axis of the MRI scan from which the slices are taken play an important
role.
We plotted the learned latent space for each of the three models using PCA
by projecting onto 2 dimensions. The result is shown in Figure 5.16. Interestingly, both the VAE and GMVAE learn a horseshoe formed figure. It
can be seen that the VampVAE performs best w.r.t to visual separation of
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dy or dz

K

Axis

Accuracy (%)

Sumatra

GMVAE
GMVAE
GMVAE
GMVAE

100
100
500
1000

3
3
3
3

Transversal
Coronal
Transversal
Transversal

47.39
47.22
47.13
44.61

[20170820-185906]
[20170820-184832]
[20170820-183952]
[20170820-180808]

VAE
VAE
VampVAE

100
100
500

-

Transversal
Coronal
Transversal

48.16
47.91
43.25

[20170820-175126]
[20170820-173813]
[20170820-170747]

-

-

-

63
85

-

Model

Supervised Shallow [51]
Supervised Deep [23]

Table 5.11: The predictive performance on the ADNI data of different models with different
parameters. All models use the same inference and generative networks, as described in Table
A.3. It can be seen that all models achieve roughly the same accuracy, except for the VampVAE
which is slightly below the others. We included supervised baseline to show what an accuracy
supervised shallow models and supervised neural networks achieve. It is visible that nor the
dimension dy (or dz ) of the latent space or the axis seem be crucial parameters. The accuracy
is defined as shown in Equation 5.4.
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Figure 5.16: The dimensionality of the latent representations has been reduced to 2 dimensions
using PCA. The left plot shows the latent space learned by the VampVAE, the middle shows the
VAE, and the right plot the latent space of the GMVAE. Note how the VAE and GMVAE form
a horseshoe formed figure.

the classes. The VampVAE shows a slight tendency to separate AD and NC
apart, with MCI distributed over both classes. The VAE distributed the AD
patients among the entire figure, resulting in the worst latent space w.r.t to
visual inspection. However, note that w.r.t accuracy the VAE performs best,
as can be seen in Table 5.11. The GMVAE is able to separate the NC patients
from the rest in a separate place in the latent space, though it puts some AD
and MCI patients there too.

5.4.2

Reconstructions and Pseudo-Inputs

To gain deeper insights we show reconstructions of some inputs for each
tested model and the learned pseudo inputs of the VampVAE. The results
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are presented in Figure 5.4.2.
Brain-shaped blurry ellipsoids are visible in the pseudo inputs in the top
row, i.e. the learned pseudo inputs indeed try to mimic real MRI brain slices.
However, it can be seen that the pseudo inputs are fully covered with a grid
like structure that looks like an overlay. At first glance one is tempted to
hypothesize that this might occur because the model and the pseudo inputs
are not converged yet. However, looking at the ELBO shown in Figure 5.18
we need to reject the hypothesis. In conclusion, the reason why this happens
is unclear and no current literature reports this effect.
Further, it can be seen that the reconstruction from the VampVAE all look
very similar. Contrary, the VAE and GMVAE show great variety in the reconstructions and the GMVAE is even able to reconstruct the images more
detailed and less blurry than the other models.

5.5

Subtype Identification on the Basis of MRI Data

We finally apply the Gaussian Mixture Variational Autoencoder (GMVAE)
and Variational Autoencoder (VAE) to MRI brain scans from the patient
cohort that was already used in the analysis of the clinical data in Section 5.2.
The application of the VAE with a VampPrior is left for future experiments.
Recall that the experimental setups are given in Section 4.6.
The experiments aim at identifying subtypes in Parkinson’s Disease by analyzing MRI data. In the best case one obtains clustered subtypes which
mirror the subtypes found based on the clinical data. This would provide
empirical evidence for the definition of the subtypes found. To the best of
our knowledge, this is a novel approach that has not been studied before.

5.5.1

GMVAE

Model selection has been done on the basis of the ELBO. We ran experiments
using the GMVAE with cluster sizes k ∈ {1, . . . , 5} and picked the model
with the lowest ELBO. Recall that choosing the model with the lowest ELBO
is equivalent to selecting the model with the largest lower bound on the
likelihood. The left plot in Figure 5.19 shows the ELBO of the GMVAE
against the number of clusters k. It can be seen that the ELBO is minimized
for k = 2. Note that the plot is reminiscent of the Bayesian Information
Criterion plot of the Gaussian-Categorical Mixture Model from Section 5.2.1
used for model selection where we picked k = 2 and k = 4. Therefore, we
will select the GMVAE models with k = 2 and k = 4 and show the clinical
profile of the resulting clustering.
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Pseudo Inputs

VampVAE

VAE

GMVAE

Figure 5.17: The reconstructed input of the tested models. The top row are the learned pseudo
inputs of the VampVAE, the second row shows reconstructions made by the VampVAE, the third
row shows the reconstructions of the VAE and the last row the reconstructions of the GMVAE.
The reconstructions made by the VampVAE and GMVAE both used a 500-dimensional latent
space and the VAE used a 100-dimensional space. It can be seen, that the reconstructions
made by the GMVAE are more detailed and less blurry compared to the the other reconstruction.
Further, it can be seen that the VampVAE learned an average reconstruction judged by the fact
that the variability in the reconstruction is very small.
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Figure 5.18: The training process of the VampVAE. It can be seen that the model just starts to
converge at epoch 100. Thus, we need to reject the hypothesis that the model and the pseudo
inputs as shown in Figure 5.4.2 are not converged. Sumatra: [20170820-170747]
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Figure 5.19: The left plot shows the ELBO of the GMVAE against the number of clusters
ranging from 1 to 5. The plot is used to perform model selection, i.e. to determine k on the
basis of the ELBO. The right plot shows the learned latent representations y by the GMVAE,
colored using the learned latent cluster assignments z. Sumatra: [20170820-222539]

Two Clusters
The clinical profiles of the obtained clustering using k = 2 are shown in Table
5.12. It can be seen that there is a big and a small cluster w.r.t to the number
of patients assigned to it. Cluster 1 consists of men only with a short disease
duration (note that the model did not use a variable such as sex or gender,
only image data was used). Cluster 2 is a mix of men and women with
moderate disease duration. Further, it can be seen that the led is higher in
cluster 2, which is in accordance with the longer disease duration and higher
UPDRS III scores. Recall that the led is a unified measure of medication a
patient receives. All other variables do not differ much from the empirical
sample means shown in Table 4.1. A possible interpretation for the subtypes
shown in Table 5.12 is thus
• Cluster 1: Men only, short disease duration
• Cluster 2: Moderate to long disease duration
Four Clusters
Table 5.13 shows the clinical profiles of the subtypes obtained by the GMVAE
with k = 4. Interestingly, the model only used two out of the available four
clusters to encode the data. The same behavior was also observed using
k = 3 and k = 5. Furthermore, the clustering obtained using k = 4 is very
similar to the clustering obtained by using k = 2 (see Table 5.12). The major
difference is that the model did not form a men only cluster, but rather a
mix of men and women.
This result might show evidence that there are two subtypes, though the
clinical profiles of the subtypes found are homogeneous. The interpretation
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Cluster Size
Age at Onset
Disease Duration
UPDRS On
UPDRS Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster 1

Cluster 2

7 Patients
62.00 (12.18)
3.43 (1.84)
15.43 (6.32)
24.71 (9.50)
412.86 (261.85)
0.23 (0.46)
100% Male, 0% Female
29% Left, 71% Right
86% Absent, 14% Present
71% Absent, 29% Present

117 Patients
63.80 (8.91)
5.97 (4.42)
16.76 (8.78)
28.44 (11.52)
582.63 (378.17)
0.32 (0.63)
70% Male, 30% Female
50% Left, 50% Right
67% Absent, 33% Present
62% Absent, 38% Present

Table 5.12: The clinical profile of the two subtypes as identified by the GMVAE using k = 2.
It can be seen that cluster 1 consists of only men having a short disease duration. Sumatra: [20170820-222539]

Cluster Size
Age at Onset
Disease Duration
UPDRS On
UPDRS Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster 1

Cluster 2

14 Patients
61.79 (7.07)
3.89 (3.13)
12.93 (5.85)
24.43 (7.41)
416.04 (325.15)
0.28 (0.52)
79% Male, 21% Female
29% Left, 71% Right
64% Absent, 36% Present
64% Absent, 36% Present

110 Patients
63.95 (9.34)
6.07 (4.42)
17.16 (8.85)
28.71 (11.78)
593.03 (375.78)
0.32 (0.63)
71% Male, 29% Female
51% Left, 49% Right
68% Absent, 32% Present
62% Absent, 38% Present

Table 5.13: The clinical profile of the two subtypes as identified by the GMVAE using k = 4.
Note that the GMVAE only used two clusters to encode the data out of the available four clusters.
Moreover, note how the cluster characteristics are very similar to the clustering shown in Table
5.12. Sumatra: [20170820-231132]
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Cluster Size
Age at Onset
Disease Duration
UPDRS On
UPDRS Off
Led
Tar-Score
Sex
Symptom Onset
ANKK 1
DRD 3

Cluster 1

Cluster 2

114 Patients
63.23 (9.08)
5.70 (4.30)
16.95 (8.62)
28.43 (11.53)
578.37 (384.37)
0.31 (0.64)
71% Male, 29% Female
46% Left, 54% Right
68% Absent, 32% Present
61% Absent, 39% Present

10 Patients
69.10 (8.01)
7.30 (4.67)
13.70 (8.59)
25.90 (10.17)
512.36 (227.94)
0.34 (0.31)
80% Male, 20% Female
70% Left, 30% Right
70% Absent, 30% Present
80% Absent, 20% Present

Table 5.14: The clinical profile of two subtypes as identified by K-means using k = 2 applied on
the learned latent representations as obtained by the VAE. We chose k = 2 since the GMVAE
preferred solutions having only two clusters. Note that the cluster characteristics are very similar
to the overall data set characteristics (see Table 4.1). Sumatra: [20170820-234614]

of the clustering is not straightforward as both clusters exhibit the same
characteristics. We thus refrain from presenting a possible interpretation.

5.5.2

VAE

In order to identify the subtypes using the VAE, we will first obtain latent
representations which we subsequently cluster using K-means. We will set
k = 2 since we have observed that the GMVAE prefers solutions with two
clusters. The clinical profile of the resulting clustering is shown in Table 5.14.
It can again be observed that there is a big and a small cluster. A comparison
with Table 4.1 shows that the cluster characteristics are very similar to the
overall data set characteristics.
The interpretation of the clustering presented in Table 5.14 is not straightforward as both cluster are very homogeneous. In particular, they are very
similar to the overall data set characteristics. We thus refrain from presenting a possible interpretation.
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Chapter 6

Discussion

In this section we briefly recap our findings and compare them to the results
reported by recent work.
Subtype Identification We have empirically shown that the incorporation
of the variable nature plays a crucial role in the design of cluster analysis
algorithms. Both CGMM and CGVAE outperformed their corresponding
numerical-only variants on mixed data sets with known labels.
We clustered the clinical data using the mixed data adaption CGMM and CGVAE and saw that model selection for CGMM based on BIC is not straightforward. There are two CGMM candidate models, one with two clusters (A)
and one with four clusters (B). The two subtypes reported by CGMM (A) are
characterized by the severity of rigidity while the four subtypes reported by
CGMM (B) mirror the observation from other works (cf. Section 4.3.1) and
are characterized by a combination of disease duration and progression, and
severity of rigidity.
CGVAE learned a latent space with two non-overlapping clusters. K-means
applied to the learned latent representations results in subtypes very similar
to the subtypes reported by CGMM (A). Walks in the learned latent space
have shown that there are monotonic and non-monotonic behavior of variables. Further, the binary variables are mostly in the same component of
the latent vector. Unfortunately, to the best of our knowledge, clinical data
of Parkinson’s Disease have never before been embedded using a generative
models. Thus, no comparison to other works can be made.
We clustered the MRI data using GMVAE and VAE and observed thats GMVAE encodes the data by consistently using only two clusters. However, the
clinical profile of the clustered subtypes obtained by both models are less
heterogeneous compared to the subtypes obtained on the basis of the clinical data. Thus, we could not empirically validate the the subtypes found
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in the clinical data. More precisely, the found clusters mirror the empirical
distribution of the data set. We thus refrain from presenting a possible interpretation. Since no study attempted to cluster MRI scans of PD patients
before, no comparison to other works can be made.
However, there are several considerations concerning the clinical data. First,
variables like age at onset, UPDRS III and tar-score are human defined metrics, assessed by human doctors. Of course, the assessment is subject to
personal sensation and thus in turn subject to noise. Second, the data set
(and hence the MRI data) is very small in the context of deep learning. Thus,
one needs to take care to not overfit or should consider approaches like transfer learning or Bayesian Networks [26]. Further, the data set consists of 10
unique variables only. In contrast, many works (cf. Section 4.3.1) used data
sets that contain several hundred to thousand subjects with roughly 40 variables each.
Clustering by Jointly Embedding We adapted GMVAE to come up with a
simple model in the context of jointly embedding and clustering that allows
for a simple yet nice interpretation, does not require any manual intervention and is easier to train than current models. We demonstrated that our
adaption of the GMVAE is able to pick up the natural clusters in the data,
but empirically observed that this comes at the cost of reduced predictive
performance compared to recent models which are more complex.
Although we were able to train the model in an end-to-end manner, training
deep generative models remains difficult. We observed that some discrete
latent variables which encode the cluster assignments incur a breakdown.
Therefore, some clusters are never used. The cause of the break down is
unclear, but is reminiscent of the inactive stochastic unit problem [8]. The
circle prior even amplifies this effect. Moreover, we empirically observed
that GMVAE shows large variance in the predictive performance. This has
been reported in previous work as well. [13].
We have assessed how the multimodal prior of VampVAE influences the
predictive performance of subsequent cluster analysis algorithms applied to
the learned latent representations. Unfortunately, the multimodal prior did
not improve the predictive performance. We hypothesize that this might be
related to the fact that the prior is a mixture of variational posteriors and
not a mixture of fixed distributions. Since VampVAE has been proposed
very recently, no comparison to other works can be made.
Clustering of MRI Data in the Autoencoder Framework We have applied
GMVAE, VAE and VampVAE models to a large MRI data set. Comparisons
can only be made to supervised methods as no work has attempted to cluster
similarly large MRI data sets before.
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The tested models achieve an accuracy of 47% whereas supervised shallow
models achieve around 63% and supervised deep learning models even 85%
accuracy. We experienced that we need to restrict the application to 2D slices
instead of using the full 3D MRI scan due to computational resources and
parameter explosion. This is because we used Autoencoder based models
which need to reconstruct the input. Contrary to that, the models from other
works are not based on Autoencoders. Thus, computational power is less of
an issue.
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Chapter 7

Future Work

This chapter outlines possible future research directions that are yet unexplored.
Subtype Identification Recall that CGMM decomposes p( x|θ ) into two distinct parts by assuming conditional independence between continuous and
categorical variables, i.e. p( x|θ ) = p( xr |θ ) p( xc |θ ) where xr denotes the continuous (reals) and xc the categorical variables. However, this might be a too
strong assumption as, by the definition of conditional independence, there
is no interaction between any continuous and categorical variables. The
same drawbacks are present in CGVAE. However, it is not straightforward
to model such interactions in a statistically coherent way. A possible solution would be to consider so-called Copula Models [14, 40] which are used to
describe dependencies between variables of different natures.
Validating the clustered subtypes is left for future work. For example, one
could validate the clustering on a second clinical cohort data set composed
of the same or similar variables. Additionally, statistical tests should be
carried out to evaluate the statistical significance of the found subtypes.
The application of VAE with a VampPrior to the MRI data is left for future
experiments. Further, GMVAE needs to be adapted to work on mixed data.
Clustering by Jointly Embedding The cause of the inactive stochastic unit
problem is still unknown and further investigations should be carried out to
gain deeper insights. Further, the incorporation of the Gumbel-Softmax [29]
could speed up training significantly as no costly marginalization (in terms
of computational resources) over the latent discrete variables needs to be
performed.
We have seen that the reduced predictive performance of the circle prior
is mainly caused by inactive latent cluster assignment variables. However,
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the reason why all latent representations concentrate in the third quadrant
remains unclear. Further experiments should be carried out to narrow down
the problem.
Moreover, the incorporation of the VampPrior pθ (y|z) = L1 ∑iL=1 qφ (y|z, ui )
and pθ (z) = L1 ∑iL=1 qφ (z|ui ) in GMVAE where the pseudo inputs ui are tied
could be a further extension One could go even further and assign probabilities to the pseudo-inputs. These probabilities are just additional parameters
of the prior pθ (y|z) = ∑iL=1 qφ (y|z, ui )qφ (ui ) and pθ (z) = ∑iL=1 qφ (z|ui )qφ (ui )
with ∑iL=1 qφ (ui ) = 1.
Additionally, we have seen that the VampVAE requires gated multilayer perceptron layers to boost the generative capabilities of the decoder. Without
gated layers the pseudo inputs do not mimic real input data. Tomczak and
Welling recently uploaded a version in which they use a PixelCNN and
gated convolution neural networks in the generative decoder [53, 55]. A
Tensorflow implementation of VampVAE using such generative models is
currently not available.
Clustering of MRI Data in the Autoencoder Framework We experienced
that GMVAE showed great variance in the predictive performance, especially when applied to small data sets. One could try to pre-train GMVAE, which should make the training process more stable. For example,
the model could be pre-trained using stacked Autoencoders or by training
a regular VAE that uses the same shared hidden layers as GMVAE and then
initialize the weights of the GMVAE using the converged weights of the
VAE.
A promising approach for future work could also be to adapt the models
to a semi-supervised setting. Moreover, it would be interesting to see the
performance of the models on a much larger data set of unique patients, for
example with the same size of training and test sets like MNIST.
Further, transfer learning of a GMVAE trained on ADNI and fine tuned on
the PD MRI data could result in more interpretable subtypes. This was not
possible in this work as the PD image data are DTI-weighted MRI scans
while the ADNI data set mostly consists of T1-weighted MRI scans. Thus,
one first needs to request T1-weighted MRI scans of the same PD cohort or
pre-train using DTI-weighted MRI scans.
Further, the high dimensionality of MRI data restricts the use of full 3D scans
as input due to the high demand on computational resources. However, the
current implementation does not utilize asynchronous computation which
could be used to speed up the data transfer to the GPU. For example, one
could use QueueRunners1 .
1 https://www.tensorflow.org/programmers_guide/threading_and_queues

92

Chapter 8

Conclusion

In this thesis we explored two (relatively) independent problems related
to deep learning: (i) Subtype Identification in Parkinson’s Disease, and (ii)
Clustering by Jointly Embedding.

Subtype Identification The highly heterogeneous clinical profile of Parkinson’s Disease (PD) motivated researchers to investigate the existence of subtypes using data-driven methods. Previous works clustered clinical data in
the input space without appropriate treatment of the different variable natures involved. We approach the problem by using classical cluster analysis
methods and deep generative models in which we specifically incorporate
the variable types. This allows us to accurately capture the data distribution
and hence design more realistic statistical models. A major advantage of
deep learning models is their ability to learn hidden representations of the
data by capturing complex dependencies of the input data in the learned
hidden variables.
We identified two subtypes using classical models and two or four subtypes
using deep learning methods. The four subtypes found are characterized by
disease duration, progression and severity of rigidity. This is in accordance
with the observations reported by existing works. The two subtypes found
are characterized by severity of rigidity only. Moreover, we provide in depth
insights into the disease by exploring the learned hidden space of the generative models from which clinical records can be sampled. The clinical profile
of PD subtypes is expressed by complex interactions between disease mechanism and treatment, rigidity, presence or absence of genes and gender. Our
experiments demonstrated that end-to-end training of deep neural networks
on small, high dimensional MRI data sets is difficult and methods such as
pre-training or transfer learning should thus be considered.
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Clustering by Jointly Embedding Deep generative models received a lot
of attention from the research community and great advances have been
achieved. Unfortunately, training these models remains notoriously difficult. Therefore, we simplified a recently proposed model and showed that
our adapted model allows for a nice yet simple interpretation. The evaluation of the model behaviour on the well understood MNIST data set demonstrated that the unsupervised clustering accuracy of our simplified model
is comparable with state-of-the-art deep generative models. Also, we laid
the foundation for further investigation on the effect of different priors. We
assessed the applicability of clustering high dimensional MRI data by using
deep generative models on a large MRI data set with known labels.
During our experiments we observed that processing full 3D MRI scans results in parameter explosion. Aside from computational inefficiencies, this
is particularly problematic given our small data set. Therefore, we had to
fall back on 2D slices. In summary, we demonstrated that models dealing
with clustering by jointly embedding show great promise, but model understanding and stable training remain challenging.
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Appendix A

Appendix

This appendix provides supplementary material such as derivations or lengthy
calculations. Further, a sketch of a novel idea which aims at directly maximizing the mutual information between the latent embeddings and the observations is outlined.

A.1

Embedding by Mutual Information Maximization

In this section we provide a sketch of a novel idea which aims at directly
maximizing the mutual information between the latent embeddings and the
observations. The idea is inspired by the Variational Autoencoder [32] and is
based on assuming parameterized distributions in which the parameters are
learned using neural networks. Note that the models is not well understood
yet.

A.1.1

Background

Previous works have already pointed out that Autoencoders actually maximize a lower bound on the mutual information I ( x, z) between the observed
variables x and the latent representations z [58]. The mutual information between x and z is given by
p( x, z)
dxdz
p( x) p(z)
Z Z
p( x|z) p(z)
dxdz
=
p(z| x) p( x) ln
p( x) p(z)

I ( x, z) =

Z Z

p( x, z) ln

= H( x ) +

Z Z

p( x) p(z| x) ln p( x|z)dxdz

R
where H( x) = − p( x) ln p( x) denotes the entropy of x. The last part is
easily recognized as a reconstruction term, which shows the equivalence of
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autoencoding and mutual information maximization. This point of view has
given rise to many probabilistic Autoencoder formulations.

A.1.2

Model

Inspired by the Variational Autoencoder [32] we assume a parametrized posterior distribution p(z| x) = pθ (z| x) with parameter θ. The mutual information between x and z can then be written as
p( x, z)
dxdz
p( x) p(z)
Z Z
pθ (z| x) p( x)
=
pθ (z| x) p( x) ln
dxdz
p( x) p(z)

I ( x, z) =

Z Z

=−

Z

p( x, z) ln

p( x)H [ pθ (z| x)] dx −

Z Z

pθ (z| x) p( x) ln p(z)dxdz

where H( pθ (z| x)) is the entropy of the posterior. Using the law of total
probability we can reformulate the equation to
Z

p( x)H [ pθ (z| x)] dx
Z

Z Z
−
pθ (z| x) p( x) ln
pθ (z| x̃) p( x̃)d x̃ dxdz

I ( x, z) = −

(A.1)

If all expectations w.r.t. the data x are replaced by empirical expectations, i.e.
by assuming p( x) = N1 where N is the number of data points, the remaining
expression depends only on the parametrized posterior pθ (z| x). The goal is
then of course to maximize the mutual information of x and z by finding
suitable parameters θ, i.e.
max I ( x, z)
θ

Optimization
The parameters θ are learned using neural networks and optimization is
performed using the backpropagation algorithm. For example, the posterior
pθ (z| x) can be specified to be Gaussian with parametrized mean and covariance pθ (z| x) = N (z|µ( x; θ ), σ 2 ( x; θ )). Equation A.1 could almost be directly
optimized in an end-to-end manner. Only the integrals encountered in the
second term require approximation by Monte Carlo estimation to compute
the gradient.
Interpretation
The interpretation is not straightforward. Obviously, it is not an encoderdecoder structure, there is only encoding.
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There is one interesting interpretation, though. The first sum in A.1 favors
concentrated embedding distributions pθ (z| x), i.e. the localization of each
embedding should be sharp. The second term in A.1 on the other hand
tries to push the individual embeddings apart by choosing z that are not
occupied much on average by other x.
According to this criterion, the individual embeddings should be peaked
and as far apart as possible, in order to avoid confusion. But how far is far
enough? In the worst case, could it even evolve into a uniform coverage of
peaked distributions in the z-space?

A.1.3

Approximation

To obtain a better understanding of the model behavior we replace all expectations w.r.t. to the data x by empirical estimates and derive an approximation of I ( x, z). The resulting approximation gives rise to another interesting
interpretation.
Let us consider some data set X = { x1 , . . . , x N } composed of N i.i.d data
points. Equation A.1 is then approximated by
I ( x, y) ≈ −

1
N

1
−
N

N

∑ H[ pθ (z|xi )]

i =1
N

∑

Z

(
pθ (z| xi ) ln

i =1

1
N

N

∑ pθ (z|x j )dz

)
(A.2)

j =1

We reformulate term A.2 by switching the integral and sum and further
decompose the sum over all data points into two sums: A sum which runs
over the clusters k and another sum over data point which are assigned to
cluster k. Formally,
1
−
N

=−

1
N

≈−

1
N

)
1 N
∑ pθ (z|xi ) ln N ∑ pθ (z|x j ) dz
i =1
j =1


Z K
1 K

p
(
z
|
x
)
ln
p
(
z
|
x
)
∑ ∑ θ i  N ∑ ∑ θ j  dz
k =1 i ∈ k
k̃ =1 j∈k̃
(
)
Z K
1
∑ ∑ pθ (z|xi ) ln N ∑ pθ (z|x j ) dz
k =1 i ∈ k
j∈k
N

Z

(

(A.3)

where in A.3 we assumed that ∑k̃ ∑ j∈k̃ pθ (z| x j ) is negligibly small ∀k̃ 6= k.
Further, let Pk (z) := ∑ j∈k pθ (z| x j ) be the unnormalized distribution obtained
by summing up the posterior pθ (z| x j ) of all variables x j assigned to cluster
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k. Term A.2 can then be approximated by
(
)
Z
1 N
1 N
− ∑ pθ (z| xi ) ln
pθ (z| x j ) dz
N i =1
N j∑
=1
)
(
Z K
1
1
≈−
∑ pθ (z|xi ) ln N ∑ pθ (z|x j ) dz
N k∑
j∈k
=1 i ∈ k

≈−
=−

K

1
N

Z

1
N

∑ H[ Pk (z)]

∑ Pk (z) ln { Pk (z)}dz

(A.4)

k =1
K

k =1

where in A.4 we omitted a constant factor of
approximated by
I ( x, z) ≈ −

1
N

1
N.

N

1

Thus, Equation A.1 can be
K

∑ H[ pθ (z|xi )] + N ∑ H[ Pk (z)]

i =1

(A.5)

k =1

Interpretation
In Equation A.5 there is a trade-off between making the posterior pθ (z| x)
concentrated and sharp while simultaneously maximizing the entropy of the
embedding distributions of data points assigned to the same cluster (note
the opposite signs).
However, the usefulness of this formulation is debatable: Is it desirable to
maximize H[ Pk (z)] for all data points assigned to the same cluster? Also,
what do we gain compared to regular autoencoding? Finally, the effect on
overlapping clusters remains unknown.

A.1.4

Connection to the VAE with a VampPrior

Recall the formulation of the ELBO which gave rise to the VampPrior [53]


L( x; θ, φ, λ) = Eqφ (z|x) [ln pθ ( x|z)] + H qφ (z| x) − Eq(z) [ln pλ (z)]
Writing out the last expectation and plugging in the VampPrior we get
Eq(z) [ln pλ (z)] =

=

Z
Z

q(z) ln pλ (z)dz
K

q(z) ln ∑ qφ (z|uk )dz
k =1

where uk are the pseudo-inputs. This is reminiscent of the last term of Equation A.1. The authors of the VampVAE even argue that the term Eq(z) [ln pλ (z)]
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is minimized by defining the prior to be N1 ∑nN=1 qφ (z| xi ), i.e. the average encoding distribution calculated over the entire data set. However, they also
mention that this is computationally very expensive and could further lead
to overfitting. Thus, the idea of the VampVAE is to restrict the prior to be a
mixture of K variational posteriors with learnable pseudo-inputs uk .
This shows a further connection of embedding by mutual information maximization and the framework of Variational Autoencoders.

A.1.5

Conclusion

We have seen that the model is computationally expensive due to taking the
logarithm of a sum that runs over the entire data set. This further restricts
the use of mini-batch learning as each data point is dependent on all other
data points. A possible solution to allow more efficient learning would be
1
to subsample the logarithm term ln N1 ∑iN=1 pθ (z| xi ) ≈ ln M
∑iM
=1 p θ ( z | x π i )
M
by using a subset X = { xπ1 , . . . , xπ M } of size M where π denotes some
sampling strategy.
We conclude that the model behavior is still not well understood and further
investigation is required.

A.2

Supplementary Model Material

In this section we provide some technical details for the studied models.

A.2.1

Derivation of the Lower Bound of the Variational Autoencoder

We derive a lower bound on the log-likelihood, commonly known as Evidence Lower Bound (ELBO). Recall that we consider latent variable models,
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i.e. for each observed x(i) there are latent z. We have
(i )

ln pθ ( x ) =

=
=
=

Z

qφ (z| x(i) ) ln pθ ( x(i) )dz

Z

qφ (z| x(i) ) ln

p θ ( z | x (i ) ) p θ ( x (i ) )
dz
p θ ( z | x (i ) )

Z

qφ (z| x(i) ) ln

pθ (z, x(i) )
dz
p θ ( z | x (i ) )

Z

qφ (z| x(i) ) ln

qφ (z| x(i) ) pθ (z, x(i) )
dz
p θ ( z | x (i ) ) q φ ( z | x (i ) )
q φ ( z | x (i ) )

(A.6)

pθ (z, x(i) )
dz
p θ ( z | x (i ) )
q φ ( z | x (i ) )
#
"
pθ (z, x(i) )
(i )
(i )
= DKL (qφ (z| x )|| pθ (z| x )) + Eqφ (z|x(i) ln
q φ ( z | x (i ) )

=

Z

qφ (z| x(i) ) ln

dz +

Z

qφ (z| x(i) ) ln

= DKL (qφ (z| x(i) )|| pθ (z| x(i) )) + L(θ, φ; x(i) )

(A.7)

where in A.6 we incorporated the variational distribution qφ (z| x(i) ). The first
term in Equation A.7 vanishes, if and only if qφ (z| x(i) ) = pθ (z| x(i) ), i.e. the
variational approximation matches the true posterior perfectly. Therefore,
since DKL (qφ (z| x(i) )|| pθ (z| x(i) )) ≥ 0 it follows that L(θ, φ; x(i) ) is a lower
bound on the log-likelihood.

A.2.2

Reformulation of the Lower Bound

The lower bound of the log-likelihood in the framework of the Variational
Autoencoders can be reformulated such that there are two terms: One term
which can be interpreted as reconstruction term and another term which
can be interpreted as regularization term. Formally,
"

L( x ; θ, φ) = Eqφ (z|x(i) )
(i )

pθ (z, x(i) )
ln
q φ ( z | x (i ) )

#

h
i
= Eqφ (z|x(i) ) ln pθ (z, x(i) ) − ln qφ (z| x(i) )
i
h
= Eqφ (z|x(i) ) ln pθ ( x(i) |z) pθ (z) − ln qφ (z| x(i) )
h
i
= Eqφ (z|x(i) ) ln pθ ( x(i) |z) + ln pθ (z) − ln qφ (z| x(i) )
"
#
h
i
(i ) )
q
(
z
|
x
φ
= Eqφ (z|x(i) ) ln pθ ( x(i) |z) − Eqφ (z|x(i) ) ln
pθ (z)
h
i
= Eqφ (z|x(i) ) ln pθ ( x(i) |z) − DKL (qφ (z| x(i) )|| pθ (z))
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The first term in Equation A.8 has the meaning of a negative reconstruction
term whereas the second term is a regularization term which tries to match
the variational posterior to the prior.

A.2.3

Derivation of the Lower Bound of the Gaussian Mixture Variational Autoencoder

Recall the generative model defined in Section 3.2.2 where the likelihood is
specified in terms of a joint distribution that incorporates latent variables z
and y, i.e.
Z
pθ ( x) =

∑ pθ (x, y, z)dy
z

z is a one-hot vector drawn from a categorical distribution and y is the
continuous encoding of x. We assume that the joint distribution further
factorizes as
pθ ( x, y, z) = pθ ( x|y, z) pθ (y|z) pθ (z)
The log-likelihood can be lower-bounded as follows.
ln pθ ( x) = ln

Z

∑ pθ (x|y, z) pθ (y|z) pθ (z)dy
z

pθ ( x|y, z) pθ (y|z) pθ (z)
dy
qφ (y, z, | x)
z


pθ ( x|y, z) pθ (y|z) p(z)
= ln Eqφ (y,z,|x)
qφ (y, z, | x)


pθ ( x|y, z) pθ (y|z) pθ (z)
≥ Eqφ (y,z,|x) ln
qφ (y, z, | x)
Z
p ( x|y, z) pθ (y|z) pθ (z)
dy
= ∑ qφ (y| x, z)qφ (z| x) ln θ
qφ (y| x, z)qφ (z| x)
z

= ln

=

Z

Z

∑ qφ (y, z, |x)

∑ qφ (y|x, z)qφ (z|x) ln pθ (x|y, z)dy

(A.9)

(A.10)

z

− ∑ qφ (z| x)

Z

− ∑ qφ (z| x)

Z

qφ (y| x, z) ln

qφ (y| x, z)
dy
pθ (y|z)

(A.11)

qφ (y| x, z) ln

qφ (z| x)
dy
pθ (z)

(A.12)

z

z

where we used Jensen’s inequality in A.9 and we further assumed that
qφ (y, z| x) = qφ (y| x, z)qφ (z| x). Term A.11 can be rewritten as

− ∑ qφ (z| x)
z

Z

qφ (y| x, z) ln



qφ (y| x, z)
dy = −Eqφ (z| x) DKL (qφ (y| x, z)|| pθ (y|z))
pθ (y|z)
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and Term A.12 becomes

− ∑ q(z| x )
z

qφ (z| x)
qφ (y| x, z)dy ln
pθ (z)
|
{z
}
Z

=1

= −DKL (qφ (z| x)|| pθ (z)))
Therefore, the variational lower bound on the log-likelihood (ELBO) can also
be written as
ln pθ ( x) ≥ Eqφ (y| x,z)qφ (z| x) [ln pθ ( x|y, z)]


− Eqφ (z|x) DKL (qφ (y| x, z)|| pθ (y|z))

− DKL (qφ (z| x)|| pθ (z))

A.2.4

Low Variance Estimator of the Regularization Term in the
VAE with a VampPrior

When using the VampPrior
pλ (z) =

1
K

K

∑ qφ (z|uk )

k =1

where λ = {u1 , . . . , uK } are the pseudo-inputs, i.e. hyper-parameters of
the prior, the regularization term DKL (qφ (z| x)|| pλ (z)) cannot be calculated
analytically anymore. Therefore, we approximate it by Monte Carlo estimation. However, another estimator of the Kullback-Leibler divergence can
be obtained by reformulating the regularization term and splitting it into a
part that can be computed analytically and a part that needs to be sampled.
We empirically observed that this reduces the variance of the regularization
term.
The regularization term can also be written as
DKL (qφ (z| x)|| pλ (z)) =

=

Z
Z

qφ (z| x) ln

qφ (z| x)
dz
pλ (z)

qφ (z| x) ln qφ (z| x)dz −

Z

qφ (z| x) ln pλ (z)dz
(A.13)

and according to [32]
Z
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qφ (z| x) ln qφ (z| x) = −

D
1
ln(2π ) −
2
2

D

∑ (1 + ln σ 2j )

j =1
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where D is the dimensionality of z and σ 2j is the j-th variational parameter
of the diagonal covariance matrix of qφ (z| x). By incorporating the Vamp
prior, the second term in Equation A.13 becomes

Z

qφ (z| x) ln pλ (z)dz =

Z

qφ (z| x) ln

1
K

K

∑ qφ (z|uk )dz

(A.14)

k =1

We approximate Equation A.14 by M MC samples and obtain

Z

qφ (z| x) ln

1
K

K

∑

qφ (z|uk )dz ≈

k =1

1
M

M

∑

m =1

ln

1
K

K

∑ qφ ( z(m) | uk )

k =1

where z(m) ∼ qφ (z| x). A low variance approximation of the regularization
term is thus given by

DKL (qφ (z| x)|| pλ (z)) ≈ −

A.3

D
1
ln(2π ) −
2
2

D

M

1

1

K

∑ (1 + ln σ 2j ) − M ∑ ln K ∑ qφ (z(m) |uk )

j =1

m =1

k =1

Supplementary Experiment Material

This section provides supplementary experiment material.

A.3.1

Heart Data Set Description

Table A.1 shows the variables types encountered in the heart data set together with their empirical distributions. The data set is composed of 5
continuous, 3 binary and 5 categorical variables and contains a total of 270
observations. Roughly half of the patients suffer from a heart disease while
the other half is healthy.
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Continuous Variables
Age
Resting Blood Pressure
Serum Cholestoral
Maximum Heart Rate
Old Peak
Binary Variables
Sex
Fasting Blood Sugar
Angina
Categorical Variables
Chest Pain (Angina)
Electrocardiographic
Slope Peak
Number of Major Vessels
Thal
Target Variable
Heart Disease

Mean ± (Standard Deviation)
54.43 (9.11)
131.34 (17.86)
249.66 (51.69)
149.68 (23.17)
1.05 (1.15)
Value (Percentage)
Male (32%), Female (68%)
Yes (15%), No (85%)
Yes (33%), No (67%)
Value (Percentage)
Typical (7%)/ Atypical (16%) /
Non-Anginal (29%) / Asymptomatic (48%)
Normal (48%) / Abnormal (1%) /
Showing Hypertrophy (51%)
Upsloping (48%) / Float (45%) /
Downsloping (7%)
1 (59%) / 2 (22%) / 3 (12%) / 4 (7%)
Normal (56%) / Fixed Defect (5%) /
Reversable Defect (39%)
Value (Percentage)
Absent (55%), Present (45%)

Table A.1: The variables of the heart data set and their distributions. The data set is composed
of 5 continuous, 3 binary and 5 categorical variables and contains a total of 270 observations.
Roughly half of the patients suffer from a heart disease while the other half is healthy.

A.3.2

Full Variables List of the Clinical Data Set

Table A.2 shows the full clinical data set together with the description of the
variables. Note that some variables can be derived from others (indicated
in the last column). The full data set is composed of 12 continuous and 4
binary variables and contains 128 patient records in total.
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Continuous Variables

Description / Derivation

ID
Age at Onset
Disease Duration
UPDRS III Off
UPDRS III On
LED
Tar-Score
Corr. % Designation
Disease Progression On
Disease Progression Off
Corr. Led
Percentage UPDRS III

Unique Patient ID
Age at which PD was diagnosed.
Duration of disease since diagnosed.
Unified assessmet of the progression
of PD without medication.
Unified assessmet of the progression
of PD with medication.
Unified rating scale for medication.
Measures the amount of medication.
Tremor-score and akinetic-rigid score
1− (UPDRS III On / UPDRS III Off)
/ Disease Duration
UPDRS III On / Disease Duration
UPDRS III Off / Disease
Led / Disease Duration
1− UPDRS III On / UPDRS III Off

Binary Variables
Symptom Onset
ANKK 1
DRD 3
Sex

Derived
No
No
No
No
No
No
No
Yes
Yes
Yes
Yes
Yes

Description

Derived

In which Brain half the Disease started
Gen marker: Present or Absence
Gen marker: Present or Absence
Gender

No
No
No
No

Table A.2: The full clinical data set shown using all variables. The full data set is composed
of 12 continuous and 4 binary variables and contains 128 patient records. UPDRS is short for
Unified Parkinson’s Disease Rating Scale [18], which is an international accepted rating scale that
assesses the progression of PD from a patient specific point of view. Note that some variables
can be derived from other variables.

A.3.3

Inference and Generative Network

Table A.3 shows the inference network φ and generative network θ frequently used in the experiments. The inference network is a three layer
convolutional neural network followed by a dense layer. The generative
network is a dense layer followed by a three layer deconvolutional neural
network.
Network

Symbol

Architecture

Inference Model

φ

Conv 16@7x7/(2,2)*, Conv 32@5x5/(2,2)*,
Conv 64@3x3/(2,2)*, Dense 500*

Generative Model

θ

Dense 500*, Deconv 64@3x3/(2,2)*,
Deconv 32@5x5/(2,2)*, Deconv 16@7x7/(2,2)*

Table A.3: Architecture of the inference network φ and generative netowork θ. The convolutional
layers are denoted by Conv using the encoding scheme #feature-maps@kernel-size/(stride).
Fully connected layers are denoted by Dense w where w is the layer width. A * denotes batch
norm with and a ReLU non-linearity.
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