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ABSTRACT

The Internet has become a de facto medium for data exchange as it incorporates critical functions of society, such as energy grids, transportation, and
financial infrastructures. As a result, networks today inherit the security
implications of real-world systems’ characteristics, such as their physical
locations, which are often used as a security factor. For example, banks use
customers’ locations to authorize transactions and detect frauds. Similarly,
user privacy is better protected against unwanted access when their data
is stored in countries with strict privacy regulations or when online services are hosted at protected data centers. Motivated by the importance of
location, this thesis improves network security by verifying the geographic
locations of online entities.
First, we propose Salve, a technique that achieves location-based server
authentication. Salve allows a client to verify a server’s presence at a legitimate geographic location. This provides users with an additional assurance of the server’s authenticity. Our solution prevents server impersonation attacks by remote adversaries with fraudulent certificates or stolen
private keys of the server.
Second, we propose Velo, a technique that achieves location-based network path validation. Velo allows a receiver in a communication channel
to verify the locations of intermediate nodes that forward network packets
from a sender. Using our solution, stakeholders can ensure that the message transmission satisfies desired geographic properties based on data
privacy regulations.
Finally, in addition to the technical solutions, we explore the effect of a
website’s location on security from the user’s perspective. We conducted
qualitative and quantitative studies to analyze how users make security
decisions based on location. Our findings showed that users factor location into their assessment of website trustworthiness and behave more cautiously when observing that a website’s location appears suspicious.
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Z U S A M M E N FA S S U N G

Das Internet ist zum Standardmedium für Datenaustausch geworden, da
auch gesellschaftlich systemrelevante Dienste, wie Energieversorgung, Logistik und Finanzverwaltung darauf beruhen. Dadurch erben heutige Netzwerke Sicherheitseigenschaften realer Systeme, wie ihre physischen Standorte, welche oft als Sicherheitsfaktor genutzt werden. Banken nutzen beispielsweise den Standort ihrer Kunden, um Transaktionen zu autorisieren
und Betrugsfälle aufzudecken. Gleichermassen ist die Privatsphäre von
Nutzern besser gegen ungewollte Eingriffe geschützt, wenn ihre Daten
in Ländern mit strengen Datenschutzbestimmungen gespeichert werden
oder wenn Onlinedienste in geschützten Datenzentren verwaltet werden.
Aufgrund der wachsenden Bedeutung des Standorts von Onlinediensten
fokussiert sich diese Arbeit darauf deren geographische Standorte zu verifizieren und damit die allgemeine Netzwerksicherheit zu verbessern.
Als erstes präsentieren wir Salve, eine Methode zur ortsgebundenen
Server Authentifizierung. Salve erlaubt es dem Klienten die Anwesenheit
eines Servers an einem legitimen, geographischen Standort zu verifizieren.
Dies ermöglicht Nutzern eine zusätzliche Absicherung der Authentizität
des Servers. Unsere Lösung verhindert Server-Imitations-Attacken, die von
Angreifern aus der Ferne mit Hilfe von betrügerischen Zertifikaten oder
gestohlenen, privaten Schlüsseln ausgeführt werden.
Als Zweites präsentieren wir Velo, eine Methode, um ortsgebundene
Netzwerkpfade zu validieren. Velo erlaubt es einem Empfänger die Standorte der Knoten eines Kommunikationskanals, welche die Pakete weiterleiten, zu verifizieren. Mit Hilfe unserer Lösung können die Nutzer sicherstellen, dass die Nachrichtenübermittlung gewünschte, geographische Eigenschaften erfüllt, die durch Datenschutzbestimmungen festgelegt wurden.
Zuletzt untersuchen wir neben den technischen Lösungen den Effekt,
den der Standort einer Website auf die Sicherheit aus Nutzerperspektive
hat. Wir haben qualitative und quantitative Studien durchgeführt, um zu
analysieren, wie Nutzer Sicherheitsentscheidungen anhand des Standorts
treffen. Unsere Untersuchungsergebnisse zeigen dass Nutzer den Standort
in die Einschätzung der Vertrauenswürdigkeit von Webseiten einfliessen
lassen und sich vorsichtiger verhalten, wenn der Standort einer Webseite
verdächtig erscheint.
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RIASSUNTO

Internet è oramai diventata, di fatto, il principale strumento per lo scambio di dati ed è essenziale per gestire molti aspetti critici della nostra società come le reti di distribuzione per l’energia elettrica, i trasporti, o le
infrastrutture finanziare. Per questo motivo, le reti oggi hanno ereditato le
implicazioni associate a varie caratteristiche dei sistemi fisici, come la posizione geografica, visto che tali caratteristiche sono utilizzate spesso come
ulteriori fattori di sicurezza. Per esempio, le banche utilizzano la posizione
geografica degli utenti per autorizzare transazioni e prevenire frodi. In modo simile, la privacy degli utenti è meglio protetta quando i loro dati sono
memorizzati in paesi con stringenti legislazioni a tutela della privacy od
all’intero di banche dati protette. Motivati dall’importanza della posizione
geografica come fattore di sicurezza, in questa tesi presentiamo soluzioni per migliorare la sicurezza delle reti tramite la verifica della posizione
geografica delle entità coinvolte.
Primo, proponiamo Salve, un metodo per l’autenticazione della posizione geografica. Salve permette ad un client di verificare la presenza di un
server in una precisa posizione geografica, e può quindi essere utilizzato
per ottenere ulteriori garanzie sull’autenticità del server stesso. Salve previene attacchi di impersonificazione dei server da parte di avversari che, in
remoto, utilizzano certificati fraudolenti oppure le chiavi private del server.
Secondo, proponiamo Velo, un metodo che permette ad un ricevitore
in un canale di comunicazione di verificare la posizione geografica dei nodi intermedi che inoltrato i messaggi mandati dal mittente. Utilizzando
Velo, è possibile assicurare che la trasmissione dei messaggi soddisfi precise proprietà geografiche basate, per esempio, sulle legislazioni a tutela
della privacy.
Infine, in aggiunta ai contributi tecnici, esploriamo l’effetto della posizione geografica di un sito web sulla percezione della sicurezza da parte
dell’utente. Abbiamo condotto studi quantitativi e qualitativi per analizzare come gli utenti reagiscono in base alla posizione geografica del sito web.
I nostri risultati mostrano che gli utenti tengono conto della posizione geografica nel valutare l’affidabilità dei siti web e si comportano in modo più
cauto quando la posizione geografica di un sito web è sospetta.
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Basin. I would like to thank them for their guidance during my studies and
their encouragement during challenging times. The academic environment
they created, the freedom of research topics, the engaging discussions, and
their prompt feedback played significant roles in my development as an
independent and communicative researcher.
I would like to express my gratitude to my examiners—Prof. Dr. Ivan
Martinovic and Prof. Dr. Laurent Vanbever—for allowing me to defend my
thesis, reading through my work, providing valuable critique, and offering
insightful feedback that broadens my research perspective.
The research results presented in this thesis owe thanks to my collaborators: Prof. Dr. David Barrera, Dr. Thomas Locher, Dr. Ramya Masti,
Prof. Dr. Aanjhan Ranganathan, Dr. Claudio Soriente, and Dr. Elizabeth
Stobert. Our countless discussions and iterations greatly refined our work
and my research methodology. I am also grateful for Prof. Dr. Christina
Pöpper for guiding me during the initial phase of my doctoral research.
A major part of my studies was funded by ABB Corporate Research, and
I would like to thank Dr. Thomas Locher, Dr. Sebastian Obermeier, and
Dr. Michael Wahler for their support.
The Institute of Information Security and the department as a whole
have been a lively environment. I would like to thank my colleagues who
have provided valuable feedback on my work, non-exhaustively including:
Carlos Cotrini, Aritra Dhar, Dr. Alexandra Dmitrienko, Prof. Dr. Arthur
Gervais, Dr. Marco Guarnieri, Nikolaos Karapanos, Dr. Kari Kostiainen,
Dr. Luka Malisa, Dr. Claudio Marforio, Dr. Ognjen Maric, Sinisa Matetic,
Daniel Moser, Hubert Ritzdorf, Benjamin Rothenberger, Dr. Ralf Sasse,
Lara Schmid, Hossein Shafagh, Mridula Singh, David Sommer, Dr. Petar
Tsankov, Dr. Ercan Ucan, and Thilo Weghorn. I am also greatly thankful
for the care provided by Barbara Pfändner on administrative matters.
During the composition of my thesis, Prof. Dr. David Barrera, Dr. Marco
Guarnieri, Dr. Ralf Sasse, Lara Schmid, and Dr. Elizabeth Stobert provided
insightful comments on my manuscript, for which I am extremely grateful.
I also thank Thilo Weghorn and Hubert Ritzdorf for the German translation and Dr. Marco Guarnieri for the Italian translation of the abstract.
vii

Research aside, I have also had the pleasure of making great friends at
ETH over the years. Non-exhaustively, I refer to Willy Lai for the arduous
bouldering sessions and rewarding dinners on Friday evenings, Yi Cheng
Ng for the weekly lunches and our skiing adventures, and Tony Wood for
the motivation and training with me at the gym.
Finally, I am fortunate to have my family’s support. I particularly thank
my brother Der-Yang Chia for taking care of things back at home, my
mother Wen-Ling Yu for her unwavering and sacrificial love, and my father
Hsiao-Chen Chia for providing everything and teaching me about character. This acknowledgment concludes with a revelation that the completion
of this thesis owes immeasurably to my loving girlfriend and caring wife,
Pei-Chieh Lee. At the time of writing, I am still realizing how lucky I am.

viii

CONTENTS

1

introduction
1.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.2 Organization . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2

background
2.1 Secure Localization . . . .
2.2 Server Authentication . .
2.3 Secure Routing . . . . . .
2.4 Security Decision-Making

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

I

Location-based Network Security

3

salve: location-based server authentication
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . .
3.2 Problem Statement . . . . . . . . . . . . . . . . . . .
3.3 Salve Design . . . . . . . . . . . . . . . . . . . . . .
3.4 Security Analysis . . . . . . . . . . . . . . . . . . . .
3.5 Formal Verification . . . . . . . . . . . . . . . . . . .
3.6 Implementation . . . . . . . . . . . . . . . . . . . . .
3.7 Evaluation . . . . . . . . . . . . . . . . . . . . . . . .
3.8 Discussion . . . . . . . . . . . . . . . . . . . . . . . .
3.9 Related Work . . . . . . . . . . . . . . . . . . . . . .
3.10 Summary . . . . . . . . . . . . . . . . . . . . . . . . .

4

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

1
4
7

9
. 9
. 12
. 16
. 18

21

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

23
23
26
27
31
32
39
40
48
54
55

velo: location-based network path validation
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . .
4.2 Problem Definition . . . . . . . . . . . . . . . . . . . .
4.3 Location-based Path Validation . . . . . . . . . . . . .
4.4 Security Analysis . . . . . . . . . . . . . . . . . . . . .
4.5 Implementation . . . . . . . . . . . . . . . . . . . . . .
4.6 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . .
4.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . .
4.8 Related Work . . . . . . . . . . . . . . . . . . . . . . .
4.9 Summary . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

57
57
59
63
74
76
79
85
89
91
ix

x

contents

II

Usability of Location-based Network Security

5

the
5.1
5.2
5.3
5.4
5.5
5.6
5.7
5.8

6

website location as a security indicator
6.1 Introduction . . . . . . . . . . . . . . . . . . . .
6.2 Research Overview . . . . . . . . . . . . . . . .
6.3 Design of LocationWatch . . . . . . . . . . . . .
6.4 Study Design . . . . . . . . . . . . . . . . . . .
6.5 Participants . . . . . . . . . . . . . . . . . . . .
6.6 Study Results . . . . . . . . . . . . . . . . . . .
6.7 Discussion . . . . . . . . . . . . . . . . . . . . .
6.8 Summary . . . . . . . . . . . . . . . . . . . . . .

7

93

effects of location on security decision-making
Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Research Overview . . . . . . . . . . . . . . . . . . . . . . . .
Study Design . . . . . . . . . . . . . . . . . . . . . . . . . . .
Participants . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Thematic Analysis . . . . . . . . . . . . . . . . . . . . . . . .
The Process of Decision-Making . . . . . . . . . . . . . . . .
The Role of Website Locations . . . . . . . . . . . . . . . . . .
Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

conclusion

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

95
. 95
. 97
. 97
. 98
. 99
. 104
. 106
. 108
109
. 109
. 110
. 111
. 115
. 117
. 118
. 126
. 128
129

a location proofs in ip packets for velo
133
a.1 Location Proof Structure . . . . . . . . . . . . . . . . . . . . . . 133
a.2 IPv4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
a.3 IPv6 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134
b

user interview data
137
b.1 Interview Script . . . . . . . . . . . . . . . . . . . . . . . . . . . 137
b.2 Thematic Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 139

bibliography

143

LIST OF FIGURES

Figure 1.1
Figure 2.1
Figure 2.2
Figure 2.3
Figure 3.1
Figure 3.2
Figure 3.3
Figure 3.4
Figure 3.5
Figure 3.6
Figure 3.7
Figure 3.8
Figure 4.1
Figure 4.2
Figure 4.3
Figure 4.4
Figure 4.5
Figure 4.6
Figure 4.7
Figure 4.8
Figure 4.9
Figure 4.10
Figure 4.11
Figure 4.12
Figure 5.1
Figure 6.1
Figure 6.2
Figure 6.3
Figure 6.4
Figure 6.5
Figure 6.6
Figure 6.7
Figure A.1
Figure A.2
Figure A.3

Overview of this thesis . . . . . . . . . . . . . . . . . . 3
The Location Service architecture . . . . . . . . . . . . 12
DNS address resolution . . . . . . . . . . . . . . . . . 14
The TLS handshake . . . . . . . . . . . . . . . . . . . . 16
Overview of Salve . . . . . . . . . . . . . . . . . . . . 27
Location-based server authentication . . . . . . . . . . 29
Cumulative distribution of Salve server-side latency 43
Bar plot of Salve server-side latency . . . . . . . . . . 44
Bar plot of Salve server-side throughput . . . . . . . 45
Salve server-side stable throughput . . . . . . . . . . 46
Salve server-side latency measured from PlanetLab . 47
Improved laTLS using aggregated location statements 53
System model for network path validation. . . . . . . 60
Location-based network path validation . . . . . . . . 64
Velo Location proof generation . . . . . . . . . . . . . 66
Randomized location proof generation . . . . . . . . . 70
Storing location proofs in public ledgers . . . . . . . . 74
Velo testbed . . . . . . . . . . . . . . . . . . . . . . . . 80
Processing latency on Velo routers . . . . . . . . . . . 82
Velo goodput measured on routers and the receiver 83
Ratio of goodput to throughput . . . . . . . . . . . . . 84
Processing latency on the alternative solution . . . . . 85
Throughput of the alternative solution . . . . . . . . . 86
Goodput of the alternative solution . . . . . . . . . . . 87
Our model of users’ decision-making . . . . . . . . . 105
LocationWatch flag indicator and popup . . . . . . 112
LocationWatch location tip . . . . . . . . . . . . . . 112
LocationWatch location warning . . . . . . . . . . . 113
Box plots of task completion by stage . . . . . . . . . 118
Box plots of login decision times . . . . . . . . . . . . 120
Box plots of task completion by website . . . . . . . . 122
SUS results of LocationWatch . . . . . . . . . . . . . 124
Packet format for a location proof . . . . . . . . . . . 133
IPv4 packet structure . . . . . . . . . . . . . . . . . . . 134
IPv6 packet structure using extension headers . . . . 135
xi

L I S T O F TA B L E S

Table 4.1
Table 6.1
Table 6.2
Table 6.3
Table 6.4
Table 6.5
Table 6.6
Table 6.7
Table B.1
Table B.2

xii

Threshold variables used in Velo . . . . . . . . .
Tasks and website locations for user study . . .
Statistics of task completion by stage . . . . . . .
Chi-squared tests of task completion by stage . .
Descriptive statistics of decision-making times .
t-tests of decision-making times by stage . . . .
Statistics of task completion by website . . . . .
Chi-squared tests of task completion by website
Open codes in the thematic analysis (part 1 of 2)
Open codes in the thematic analysis (part 2 of 2)

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

. 73
. 116
. 119
. 119
. 121
. 121
. 123
. 123
. 140
. 141

1
INTRODUCTION

Through its global deployment and adoption, the Internet has surpassed
geographic limits to become a pervasive medium for reliable and efficient
data exchange. This has enabled a wide range of applications to thrive
without the constraints and overheads of traditional communication. Today, users have instant access to a vast number of online services from
anywhere in the world, such as banking, stock trading, shopping, entertainment, and social networking.
While users benefit from the convenience of the virtualized world in
the seemingly borderless Internet, the physical locations of online entities
are still an important factor for security. In fact, the geographic locations
of communicating endpoints often have critical implications for the digital security and privacy for different stakeholders and parties. From the
perspective of online companies, customers’ locations often determine the
legitimacy of their transactions and availability of service [115, 127]. For
example, financial institutions prevent fraud by restricting the countries
from which users are allowed to access their accounts or initiate sensitive
transactions [53]. In many applications, location remains an important factor in various forms of access control [10, 156, 172]. As an example, media
content providers often restrict access from users in certain countries based
on various licensing restrictions [10]. Where user privacy is important, recent work also proposes many solutions that verify users’ locations in a
privacy-preserving way [40, 125, 185, 208].
From the perspective of end users, the location of online services also
affects the security of users’ data. For example, bank customers may desire
that online banking servers be hosted in private and protected data centers
that are owned by the bank for better data protection guarantees. In such
situations, the physical location of an online firm’s web servers also serves
as additional assurance that the client is receiving authentic information.
In terms of user privacy, recent trends in data localization [24, 90] reflect
government efforts to regulate the geopolitical regions in which sensitive
user data may be stored or transferred. For example, the European Union
1
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has established the Data Protection Directive [58] and the General Data
Protection Regulation [59], which prohibit data transfers to countries without adequate privacy protection. Similarly, Australia’s My Health Records
Act [186] places restrictions on the export of patient data that may be personally identifiable. Due to these real-world factors, the physical locations
of online data continue to play an indispensable role in the security and
privacy of the involved stakeholders.
Motivated by the importance of physical locations in general, there has
been a significant development in mechanisms that reliably and verifiably
estimate the location of entities. In mobile settings, the Global Positioning
System (GPS) has been a widely accepted solution for outdoor wireless localization. However, GPS is insufficient in providing secure and verifiable
location information since it is vulnerable to signal spoofing and replay
attacks [87, 188]. Additionally, GPS allows a receiver to compute its own
location but does not prevent it from sending false coordinates to other parties. Various techniques have been proposed to improve the verifiability of
locations, such as distance bounding [26, 106], secure multilateration [37,
42], location verification with hidden stations [38, 39], etc. These solutions
allow independent parties to estimate the locations of dishonest wireless
devices in a secure and verifiable way. The trend of reliable location tracking has also resulted in the development and utilization of modern infrastructures, such as the Location Service [1] and LoRa [174], which can be
adopted by a broad range of location-based services.
Since physical locations play an important role in network security [48],
these verifiable localization techniques have the potential to offer a trustworthy solution for improving the security and privacy of online communication. More specifically, the physical locations of online entities can be
leveraged as an additional factor to improve various security guarantees.
In this thesis, we explore the application of verifiable location information to strengthen the security and privacy guarantees of network-based
communication. Our work bridges the secure localization approaches with
problems and challenges in network communication security, thereby providing a foundation for using verified locations in modern applications.
We take a general approach and consider an end-to-end communication between two parties (a client and a server) and explore how verifiable
locations can be used to improve the security of online communication.
This work consists of two parts: technical solutions and usability analysis,
as shown in Figure 1.1. First, we propose location-based network security
techniques to strengthen the security and privacy guarantees in network
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Part I: Location-based Network Security

Part II: Usability

Server Authentication

Network Path Validation

Location Indicator

Server

Intermediate nodes

Client

Figure 1.1: Overview of this thesis. In the first part, we propose location-based
techniques to strengthen server authentication and network path validation. In the second part, we explore the usability of location as a
security indicator.

communication. Second, we evaluate the real-world usability and acceptability of location as a security indicator by conducting user studies on our
proposed techniques.
In the first part of this thesis, we focus on strengthening the security of
end-to-end network communication from the client’s perspective. In particular, we aim to validate two other components of network communication:
the server that sends data and the network path that the data takes to reach
the client. For the former, we focus on the property of server authentication;
for the latter, we focus on the property of network path validation.
Server authentication ensures that clients are connected to legitimate
website servers, as opposed to a potential adversary that impersonates online services (e.g., to steal user credentials). We propose the concept of
location-based server authentication, which uses the server’s geographic location as a second factor to verify server authenticity. This technique allows
clients to have higher security guarantees whenever the server is hosted in
a private and protected data center.
In addition to authenticating the server, the client may further prefer
to use a certain path to exchange messages. As a solution, network path
validation ensures that network packets transmitted by a sender are forwarded through a predefined sequence of intermediate nodes (e.g., routers
or switches) on a path. We propose a location-based network validation technique to verify the locations of the intermediate nodes, thereby additionally checking that packets traverse desired geographic locations. This approach is useful for online communication that is subject to geographic

3
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limitations or requirements, such as those specified by the EU regulations
for user privacy.
While location-based server authentication and network path validation
contribute to improving network security guarantees, their usability and
acceptability from the users’ perspective remain to be investigated. For
example, it is currently unclear how users process the knowledge of the
location of data centers and subsequently determine whether a website is
trustworthy. For location to be a usable security factor in network communication, we need to understand how users interpret their knowledge of
the physical locations of other entities on the Internet.
In the second part of this thesis, we adopt a user-centered approach to
explore the potential of website location as a usable indicator of online
security from a user’s perspective. To understand how location influences
the user’s decision-making process compared to other security factors, we
first conducted a series of qualitative interviews on how users treat their
online security. From the interview results, we learned that users consider
the physical locations of websites when assessing the trustworthiness of
online services.
While we found that location affects general user security awareness, it
was still unclear whether such considerations affect user behavior in realworld settings. For example, in case our location-based server authentication technique detects an invalid web server location and alerts the user, it
is unclear how the user would react to such a location warning. Therefore,
we first designed a security indicator as a browser extension that displays
website location information to users. We then conducted a user study
evaluating how the user’s security decisions are affected by the physical
locations of the websites that are presented to them in various scenarios.
1.1

contributions

We now summarize the research problems and contributions of this thesis.
In Part I, we leverage verifiable locations to improve network security by
proposing location-based server authentication and location-based network path
validation. In Part II, we evaluate the user acceptability of location-based
security solutions by conducting user studies and experiments.
Part I: Location-based Network Security
Location-based Server Authentication
Strong server authentication ensures that users only visit and exchange
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information with legitimate websites. It prevents website impersonation
attacks, during which an attacker may steal critical user data like login credentials. Typically, server authentication is achieved using Transport Layer
Security (TLS) [49] and certificates issued by certificate authorities (CAs).
However, there are still frequent risks of server impersonation [141] due
to incidents of CA compromise [55, 75, 120, 179] and flaws in the TLS
implementations [43], e.g., poor seeding of pseudorandom number generators [81, 116]. Such attacks have been addressed by a wide range of
solutions, such as certificate revocation [113, 138, 169], certificate or key
pinning [177, 179], multi-path probing [112, 196], and channel-bound credentials [14, 102]. However, these solutions do not fully defend against an
adversary that compromises the server’s secret key, potentially by exploiting zero-day software vulnerabilities [80]. Hence, existing approaches that
use certificates as a single factor do not provide strong server authentication guarantees to the user in the presence of strong attacks.
To address this issue, we develop Salve, a novel framework that uses the
geographic locations of the data center as a second factor to authenticate
a server. Compared to most related work that addresses fraudulent server
certificates, our solution resists server impersonation attacks where a remote attacker compromises the server’s secret key. Our approach can be
implemented using existing infrastructures and requires only minor modifications to existing software. We verify the security of Salve by modeling
it using Tamarin [131], an automatic tool for protocol verification. We further demonstrate the feasibility of Salve by means of a prototype implementation and a large-scale performance evaluation using PlanetLab [151].
Our benchmarks show that Salve incurs a minimal impact to client and
server performance, making it a suitable solution to strengthen server authentication.
Location-based Network Path Validation
We next explore the use of location as a security factor for network packet
forwarding. Recent trends in privacy and data localization have highlighted
the importance of where sensitive user data are transferred and stored. Geographic restrictions imposed by government authorities on data handling
have made the control and accountability of network paths an important
aspect of secure network communication. Relevant data protection regulations require service providers to ensure certain geographic properties of
the paths used to forward sensitive traffic. As a result, the verifiability of
physical locations of intermediate hops (e.g., routers, switches) become an
important characteristic of private online communication. Existing work
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on verifiable avoidance routing [108, 119] enables the exclusion of undesired entities (e.g., ISPs or countries) from the path. However, it is unclear
how one can verify the legitimacy of the locations of individual intermediate nodes on a path in a fine-grained manner.
To address this, we propose the concept of location-based network path validation, which allows a communication endpoint to check whether its received packets indeed traversed desired geographic locations. We present
and evaluate Velo, a location validation scheme that allows communicating parties to validate the sequence of locations along the path of their
data packets. To improve efficiency, we develop a randomized approach
for routers to embed location information in packets and provide probabilistic security guarantees to the receiver. Our solution makes use of existing localization services hosted by the telecommunication infrastructure
to provide verifiable location information about routers during packet forwarding. To evaluate the feasibility of Velo, we developed a prototype implementation and performed benchmarks on the Amazon EC2 platform.
Our evaluation of Velo in real-world settings showed that it incurs minimal latency and provides sufficient throughput for critical data, such as
cryptographic key exchange messages.
Part II: Usability of Location-based Network Security
Exploring Location as a Security Indicator
Ideally, information about the physical location of servers and network
packet paths is automatically used to improve communication security
without requiring user intervention. However, in the event of security exceptions (e.g., a website with an unlisted location), the actual location information can potentially help users better judge the trustworthiness of
the remote server. While there is significant research into security indicators [61, 62, 176, 183] to address the challenges on their usability [6, 8, 180],
the utility and impact of website location information on a user’s security awareness have not been explored in depth. Preliminary studies show
that users sometimes have preferences for where they desire personal data
to be stored due to various concerns such as cyber attacks or government
surveillance [94]. Yet the effects of the user’s security and privacy decisions
based on physical locations in combination with other security factors have
not been explored and evaluated in real-world settings.
Our proposed security solutions, such as location-based server authentication, also face a similar challenge in terms of user acceptance. Based on
the availability of location information in the future, we explore the usabil-
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ity of location information and how it affects the user’s decision-making
for security and privacy. We conducted a series of qualitative interviews to
learn how location can be integrated into the user’s decision-making for
security. Our findings suggest that location plays an implicit yet important
role among various trust factors on which users base their trust assertions.
We also discovered that users find location, in particular on the country
level, a tangible indicator for reasoning about their online privacy.
To examine user decisions in real-world scenarios, we designed a security indicator to alert the user to website locations and changes of locations
across subsequent visits. We implemented a proof-of-concept indicator as a
browser extension for Chrome. To evaluate our tool and its effects on user
behavior, we conducted a 44-participant user study and found that users
were less likely to perform critical tasks, such as uploading files, when our
indicator alerted them to website location changes. These findings suggest
that website location can be used as an effective indicator for the user’s
security assessments in sensitive online applications.
The research results in this thesis are presented in the following coauthored articles.
• “Salve: Server Authentication with Location Verification”
Der-Yeuan Yu, Aanjhan Ranganathan, Ramya Jayaram Masti,
Claudio Soriente, and Srdjan Capkun
In Proceedings of the ACM International Conference on Mobile Computing and Networking (MobiCom), 2016
• “Location-based Network Path Validation”
Der-Yeuan Yu, David Barrera, Srdjan Capkun, and David Basin
Technical report
• “Exploring Website Location as a Security Indicator”
Der-Yeuan Yu, Elizabeth Stobert, David Basin, and Srdjan Capkun
In Proceedings of the Workshop on Usable Security (USEC), 2018
1.2

organization

This thesis explores the use of verifiable locations on improving the security of end-to-end network communication. In the first part, we describe
two location-based techniques to strengthen communication security. In
the second part, we explore the usability aspect of our location-based secu-
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rity solutions by adopting a user-centered approach. The remaining chapters of this thesis are organized as follows.
In Chapter 2, we provide the background of this thesis. We summarize techniques for reliable and secure localization and modern platforms
for disseminating location information. We also describe existing solutions
needed for our technical contributions, namely, the Domain Name System,
Transport Layer Security, and the Border Gateway Protocol. For the usability aspect, we describe recent research findings on the user’s decisionmaking in online scenarios for security and privacy.
Part I: Location-based Network Security
In Chapter 3, we propose the concept of location-based server authentication. To address the shortcomings of existing certificate-based approaches,
we present Salve, which uses verifiable information about the server’s location as an extra factor for clients to check the server’s authenticity.
In Chapter 4, we propose the concept of location-based network path validation, which is motivated by recent trends in data localization. While
existing path validation techniques guarantee which routers are used to
forward online packets, we propose Velo to check where these routers are.
Part II: Usability of Location-based Network Security
In Chapter 5, we describe the design of the qualitative user interviews
and our findings. Using thematic analysis, we identify the influence of
locations in the user’s decision-making processes for security and privacy,
which motivates the quantitative user study in the next chapter.
In Chapter 6, we present our location tool, LocationWatch, which displays the locations of websites to users. We describe the design of a quantitative user study to evaluate user decisions given various website locations
shown by LocationWatch and analyze our findings.
In Chapter 7, we provide the conclusion of our research on locationbased network security and its usability. We also discuss topics for future
research and development.

2
BACKGROUND

In this chapter, we provide a background on the security of location estimation techniques and infrastructures as the basis of our approach. We also
summarize the technical backgrounds on server authentication and secure
routing, which are used to develop our security solutions. For the usability
aspect, we discuss users’ decision-making processes regarding their online
security and privacy.
2.1

secure localization

This thesis uses verifiable localization and location services as the foundation for location-based network security.
2.1.1

Localization Security and Verifiability

We refer to localization as estimating, with a certain accuracy and precision, the location of a given target device in a given space, which has been
widely explored in wireless settings due to its application in mobile scenarios [20]. Wireless ranging and localization have been widely applied in
today’s world, such as contactless payment, keyless entry of cars and location tracking of assets. Generally, the target device and a set of surrounding signal beacons first exchange radio signals to estimate their mutual
distances. The mutual distances are calculated using a wide range range
of techniques, such as measuring the received signal strength [30, 63, 200],
phase [123, 195], frequency [21], and time-of-flight [36, 78]. The target’s location is calculated by solving a set of geometric equations that describe
these mutual distances.
Global Navigation Satellite Systems (GNSS) such as GPS [84], Galileo [85],
and GLONASS [85] are popular localization solutions due to their wide deployment and accessibility by the public. In these solutions, a target device
receives navigation signals broadcast from satellites deployed to Earth’s
9
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orbit and estimates its own location from the signals’ travel times. However, GNSS solutions suffer from a wide range of signal attacks, such as
jamming and spoofing, which affect the reliability of location information
and its applicability in real-world scenarios. While there are recent proposals to allow the authentication of satellite navigation signals [197], they
do not fully prevent sophisticated attacks such as signal replay [149]. Recent research has resorted to detecting anomalies in signals from the same
satellite [155] and the use of multiple receivers to detect GPS spoofing attacks [99]. In a previous work, we also show that multiple GPS receivers
with known locations can cross-validate the signals they receive to detect
and locate a GPS spoofing attacker [205]. These proposals allow GPS receivers to more securely estimate their own locations.
Despite the improvements, GNSS localization generally does not allow
an external party to verify the location calculated and claimed by a receiver.
When a third party wishes to learn the location of a receiver, there is no
way to prevent a receiver from claiming an arbitrary and fake location.
While one solution is to implement GPS receivers in isolated and trusted
environments (e.g., as part of a hardware security module), it still requires
trusting some components on the target device.
As another approach, beacons can estimate their distances to the target
by sending request signals and measuring the time duration until they receive the corresponding response from the device. Using multiple distance
measurements, the beacons can collectively compute the target’s location.
However, a dishonest target may transmit the response preemptively or
with a delay, which misleads beacons into erroneous distance measurements and consequently inaccurate location information.
As a solution, Brands and Chaum [26] propose distance bounding, which
uses cryptographic challenges and responses in the exchanged signals to
provide verifiable guarantees on the distances between the target and its
nearby beacons. In these solutions, a beacon acts as a verifier and issues a
challenge signal, to which the target generates a corresponding response,
thus increasing the difficulty of distance frauds. Distance bounding greatly
improves the security of proximity-based applications, such as keyless access control and contactless payment. Based on distance bounding, Capkun and Hubaux [37] propose verifiable multilateration, which uses distance measurements from multiple distance bounding verifiers to collaboratively solve for the target’s true location.
There exist other approaches depending on the setup of the beacon infrastructure [167]. For example, Capkun et al. [38] propose a location verifi-
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cation technique using beacons whose locations are unknown to the target
device. Since the untrusted target does not know where the base stations
are, it does not compute the delays necessary to disrupt the accuracy of
the ranging measurements. As another example, in cellular communication, multiple base stations can receive the signals sent from a SIM device
and use Uplink Time-Difference-of-Arrival (U-TDOA) [29] techniques to
estimate the SIM’s location. In general, wireless localization is expected
to become more wide-spread with the development of next-generation
telecommunication networks, such as 5G [203].
2.1.2

Location Services

We now introduce an infrastructure based on telecommunication networks
that serves as a highly available source of location information on target
devices. This type of services provides a generic interface for a wide range
of applications to access device locations.
The Location Services (LCS) architecture has been proposed by telecommunication providers as a platform to disseminate information about the
locations of mobile devices with third parties. Once subscribed to the
service, the location of the customer Subscriber Identity Modules (SIM)
can be estimated by nearby base stations and disseminated to authorized
entities specified by the customer. The LCS enables a wide range of services, including emergency response, location-based advertising, and asset
tracking. As shown in Figure 2.1, LCS consists of the following components: mobile devices with SIMs, base stations and network switching centers of telecommunication operators, the Gateway Mobile Location Center
(GMLC), and third parties. A mobile device has a SIM that base stations
can localize using various established and accurate techniques previously
described, such as U-TDOA. The operator then stores the location information of each SIM at its network operator switching center. The location
information is provided to the Gateway Mobile Location Center (GMLC)
for authorized parties to query. In this thesis, we assume the presence of
a localization system and that accurate and precise SIM locations are estimated and updated at the LCS in a timely manner. We abstract away the
inner components (switching centers, GMLC, etc.) of the LCS and refer to
it as a whole.
As a generic interface, third parties communicate with the LCS using
the Mobile Location Protocol (MLP) [145] to request for the location of
a specific SIM. MLP is an XML-based application layer protocol that is
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Location Service (LCS)
Location information

Network Operator
Switching Center

Range measurements

Gateway Mobile
Location Center
(GMLC)
Query Location
(using MLP)

Base station

Authorized third parties
Figure 2.1: The Location Service architecture. The client SIM can be localized
using nearby base stations in a timely manner. Authorized third parties may then query the GMLC for the SIM’s latest location using the
Mobile Location Protocol.

independent of the underlying physical network and the localization infrastructure. It also supports query authentication, e.g., using credentials
or pre-established session identifiers. The LCS also allows the subscriber
of the SIM to provide access control policies that are used to ensure that
only authorized parties can request for its location. For example, a minimalist policy would be to allow only the subscriber itself to access its own
location.
2.2

server authentication

We summarize the two processes used by clients when connecting to a
server: looking up the server’s IP address using the Domain Name System
and establishing a secure connection with the server using Transport Layer
Security.

2.2 server authentication

2.2.1

Domain Name System

When developing location as a security factor for web communication, we
require a reliable source information against which the locations of web
endpoints are validated. For websites, the Domain Name Service (DNS) is
an existing infrastructure that serves as an authoritative source for information about the website, such as its IP address. Since DNS is frequently
used by modern browsers, it can also be used to store ground truth location information about the website. Furthermore, the development of DNS
Security Extensions (DNSSEC) [11, 12, 13] also strengthen the authenticity
and integrity of DNS data.
Browsers currently use DNS to obtain the IP addresses of websites to
establish connections. IP address information is provided by website owners to DNS servers during the domain registration process. DNS is a hierarchical service that translates domain names to IP addresses in a recursive manner, referred to as DNS lookup. A domain’s IP address can be
obtained from one or a group of DNS authoritative servers. The client starts
by querying a recursive server for the IP address of a target domain, such
as www.example.com. This recursive server then issues recursive queries to
various DNS servers starting from the root authoritative server. This is followed by requests to a series of authoritative servers (in this example, the
authoritative server of .com and then the one of example.com) until the IP
address of the domain in question is obtained.
The responses of the DNS servers are organized as resource records and
several types of resource records exist [135]. The most prominent among
them is the A record that contains the IP address of the server for a given domain (AAAA for IPv6). If the A record is not available, the authoritative server
provides a NS record which contains the IP address of the next authoritative server to be queried. Root DNS servers are maintained by ICANN,
and other DNS servers are usually maintained by various Internet Service
Providers or DNS registrars.
By design, DNS does not ensure the authenticity of resource records
and is vulnerable to attacks such as DNS cache poisoning. To address this,
DNSSEC, as shown in Figure 2.2, extends DNS with additional resource
records used to authenticate existing records. DNSSEC assumes a public
key infrastructure for the authoritative servers. Each authoritative server
includes three additional types of records in its reply: (i) RRSIG records,
containing the signatures on the other resource records, (ii) the DNSKEY
record, containing the authoritative server’s public key which can be used
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to verify the RRSIG records, and (iii) the DS record that includes the hash
of the public key of a child domain’s authoritative server (if any). The
public keys of the authoritative servers form a chain of trust starting at
the root server. For example, the root server supplies the DS record for the
authoritative server of .com which, in turn, supplies the DS record for the
authoritative server of example.com. The hash of the root server’s public
key is be known a priori by the querying client as a trust anchor, e.g.,
during browser installation.
2.2.2

Transport Layer Security

For end-to-end web communication, servers and clients typically use Transport Layer Security (TLS) [49] to ensure the security and privacy of their
exchanged data. TLS allows a client, such as a browser, to establish secure
connection sessions with a remote server while validating its authenticity. A TLS session is created through the process of a TLS handshake, as
shown in Figure 2.3, which consists of the following steps: (i) the server
sends its public key certificate to the client, who validates it to check the
server’s authenticity, (ii) the server optionally verifies the client’s authenticity in the same way, and (iii) the two peers engage in a key exchange
protocol to derive a shared master secret for secure communication.1 The
master secret is then used by both parties to generate symmetric session
keys for encryption and authentication of all future communication in the
TLS session.
Various key exchange protocols exist for TLS. Currently, TLS sessions
are often established using authenticated ephemeral Diffie-Hellman key exchange [51] since it provides additional security properties like perfect forward secrecy. It also widely used by major online firms such as Google [76]
and Twitter [83] in their web services. The security of the implementation
of Diffie-Hellman handshakes in modern TLS libraries have also been explored by Bhargavan et al. [23] and improved using the TLS Session Hash
and Extended Master Secret Extension [157]. In this thesis, we assume
the use of secure TLS sessions with proper implementations of ephemeral
Diffie-Hellman key exchange protocols.

1 More specifically, the client and the server first agree on a pre-master secret, which is then used
to derive the master secret and subsequently discarded from memory.
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Figure 2.3: The TLS handshake.

2.3

secure routing

For our research on location-based network path validation, we now provide some background on the Border Gateway Protocol and highlight current research on network path construction and validation to motivate our
work.
Routing on the Internet is currently performed by interconnected autonomous systems (AS) in a distributed manner using the Border Gateway
Protocol (BGP) [158]. ASes, managed by different ISPs, are assigned contiguous blocks of IP addresses, which are represented using IP prefixes
such as 8.8.8.0/24. Each AS sends BGP announcement messages to its
neighboring ASes to indicate an available path to its assigned IP prefixes.
A neighboring AS updates its best path to the IP prefixes according to
its routing policy and forwards the updated path information to its peers
by prepending its AS number to the route information. Other ASes recursively update their best paths and propagate the information further using
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BGP announcements. As a result, ASes throughout the network eventually
obtain a set of paths to send packets to various destinations.
Unfortunately, BGP is susceptible to a broad range of attacks, such as
false BGP announcements sent by malicious ASes or misconfigured routers.
To improve the security of BGP path creation, the Resource Public Key
Infrastructure (RPKI) [117] establishes a trust architecture among ASes and
IP address owners using public-key cryptography.
Based on RPKI, Route Origin Validation and Route Origin Authorization [32, 89, 118] ensure that an AS can only advertise routes to IP address
that it owns or controls. Secure Origin BGP (soBGP) has also been proposed to prevent one-hop hijacking [199]. Many proposals for BGP message authentication exist [33], with BGPSEC [181] gaining popularity and
seeing real-world deployment. However, these solutions only aim to improve the security of path construction by authenticating BGP advertising
messages. They do not assure communicating peers that their packets are
actually forwarded along the selected or desired paths. More specifically,
clients may currently only send packets to their ISPs without knowing the
actual path to the destination that it will take. The ISP can arbitrarily send
packets along different paths without the endpoints knowing it.
While current IP networks do not expose route information, endpoints
may obtain information about their paths when using solutions such as
pathlet routing [70], SCION [207], and source routing [154, 182]. To allow endpoints to check whether their packets are sent along a given path,
recent work explored the problem of path validation. ICING [140] allows
communicating endpoints and intermediate routers to generate shared
keys that routers use to append a packet-specific message authentication
code (MAC) as proof that they indeed forwarded the packets. The receiving endpoint retroactively checks the MACs of incoming packets to validate their paths. As an improvement, Kim et al. [107] develop Origin Path
Trace (OPT), which does not require intermediate nodes to keep state while
still efficiently signing forwarded packets. Kim et al. additionally propose
simplifications that allow the verification of the source and the authentication of the data. The security of these solutions is based on the keys owned
by the routers. However, they do not address the routers’ geographic locations for validation against data localization regulations.
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2.4

security decision-making

We now summarize recent research on users’ perceptions and decisions
related to their security and privacy as a background to the usability part
of this thesis.
Psychological research on decision-making has found that people tend
to underestimate risk. Since safety and security are abstract concepts, users
are unmotivated to pay attention to these risks. Research examining how
users make decisions about computer security has found that users inconsistently assess their gains or losses, and they are likely to over-prioritize
the cost of losses [198]. For security, because the gains are abstract and the
consequences seem random, users often focus on costs, which are immediate and tangible [198]. Hardee et al. [79] found that users consider gains,
such as protecting information, money, and property, but that they are unaware of risks relating to money and property loss online. Users are also
concerned about personal inconvenience in using online services.
Users’ security decisions often serve to protect their personal privacy.
Research has found that users’ privacy preferences are context-dependent
and can be easily influenced [5]. Users also experience high uncertainty
about whether and to what extent they should be concerned about data
privacy. Human decision-making can appear inconsistent, but it is governed by a complex calculus of decision-making [114] that factors in additional information such as social norms and emotional responses. Recent
surveys identify three categories of privacy concern in the general public [110]. First, some people are privacy fundamentalists who are highly
concerned about privacy and prioritize protecting their own information.
Second, privacy pragmatists show medium concern and will make privacy
tradeoffs for other benefits. Finally, those that are privacy unconcerned who
show little concern for information privacy. However, such a categorization
does not consider contextual factors that cause users to behave differently
when faced with situation-specific demands [204].
In terms of users’ perceptions to their data, there is little research to
date that analyzes how users understand online data storage and how
data is transmitted over the Internet. Kang et al. [101] conducted a qualitative study investigating users’ mental models of the Internet and found
that users had only a vague understanding of where data is stored online.
They also found that factors such as reputation and appearance were likely
to influence users’ perceptions of what was happening to their data. Ion
et al. [94] interviewed users about their data privacy awareness and their
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attitudes about where their online data should be kept. They found that
users generally preferred sensitive data to be stored locally rather than uploaded to cloud storage. They also identified cultural differences that affect
users’ understanding and preference for their online privacy. A large-scale
study of website credibility [66] found that websites were more believable
when they communicated the “real world” aspect of the organization, were
professional and easy to use and included indicators of trustworthiness. It
remains unexplored how users might integrate information about the website’s location into their evaluation of these environmental cues.
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S A LV E : L O C AT I O N - B A S E D S E R V E R A U T H E N T I C AT I O N

3.1

introduction

As introduced in Chapter 2, the Location Service architecture (LCS) [1] is
a platform in the telecommunication infrastructure that disseminates location information of mobile devices. It uses existing methods to estimate
the location of devices within the network and provides a unified interface for third-party access. Such information can be used in a variety of
location-based services, such as social networking, navigation, localized
advertising or emergency response. When estimated using secure localization methods, location further becomes a unique characteristic of the
mobile device.
Location information obtained from mobile networks can be used in critical security applications. In particular, we explore the adoption of location
information provided by LCS as a second factor of web server authentication. This is motivated by the fact that security-critical online services (e.g.,
financial services [128, 192], e-health services [165]) are often hosted at dedicated and physically-protected locations. The on-site protection makes it
difficult or expensive for an adversary to infiltrate such data centers. This
is especially true for remote attackers that are located far away from the
target server. As a result, the server’s presence in protected data center
locations can be regarded as an additional factor of its authenticity.
The need for another factor of authentication stems from the limitations
of current server authentication solutions. Currently, server authentication
is achieved using Transport Layer Security (TLS) and public key certificates issued by Certificate Authorities (CAs). However, recent incidents of
CA compromise [55, 75, 120, 179] and flaws in the trust model underlying
the public key infrastructure [43] have resulted in server impersonation attacks [141]. To prevent such attacks, a wide range of solutions that focus
on strengthening server authentication have been proposed. These include
approaches such as key pinning [177, 179], multi-path probing [112, 196],
certificate revocation [138, 169], short-lived certificates [191], or channel23
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bound credentials [14, 102]. These techniques mitigate attacks where the
adversary possess a fraudulent certificate binding the server’s domain
name to the adversary’s key. However, they do not thwart an attacker that
learns the secret key of the server. Some of them, such as certificate revocation or short-lived certificates, may at best reduce the time window of
attack.
In this chapter, we propose using location verification to strengthen the
current certificate-based TLS server authentication. In our approach, the
server must prove its location to the client in addition to presenting a
valid certificate. While the use of geographic location has been proposed
for client authentication [115, 125, 170], it has not been applied to server
authentication, which poses a number of new challenges. In order to use
location information for server authentication, we identify the following
three requirements: (i) an infrastructure to securely estimate the current
location of a server, (ii) an infrastructure to securely collect and disseminate
the legitimate locations of a server, and (iii) a mechanism that allows a
client to check that the current location of the server matches its legitimate
location during a TLS handshake.
This work is motivated by the physically-protected and private data centers. While Content Delivery Networks (CDNs) are a popular way of distributing web content, there is a growing trend towards the use of dedicated and protected data centers for hosting web services. This allows
protected server locations to be leveraged as a second factor for authentication. We analyze the top 20 websites listed by Alexa [7] and find that they
(e.g., Google [73]) are all hosted in dedicated data centers. Furthermore, financial institutions like VISA [192] and MasterCard [128] use data centers
with enhanced physical security. Standards like ISO/IEC 27001 for certifying the security measures of data centers have also been developed [96].
In practice, data centers used for security-critical applications are additionally protected by several on-site security measures. For example, Google’s
data centers [74] are protected using electronic access cards, perimeter fencing, biometrics, multifactor authentication, access logs, indoor and outdoor
surveillance cameras, etc. Additionally, data centers are increasingly being
built in remote areas to provide physical isolation and secure storage of
sensitive data [86]. In summary, as sensitive websites are attractive targets
for the adversary, they are increasingly deployed with strong physical protection. This motivates the use of website location as a unique attribute
of critical services that can be leveraged as an additional factor for server
authentication.

3.1 introduction

Our solution, Salve, is built on three existing technologies: the Location
Service (LCS), Domain Name Service (DNS) [135] and TLS. We extend LCS
to issue verifiable statements containing the location of a server. We use
DNS to securely collect and disseminate the set of legitimate locations of a
server, potentially deployed in different data centers globally. Using DNS
to disseminate server location information is seamlessly integrated with
the client since it already uses DNS to fetch the server’s IP address. The use
of DNSSEC further allows the client to verify the authenticity of DNS data.
Finally, we extend TLS to enable the client to verify the server’s location
statement, issued by LCS, and check that it matches the location fetched
via DNS. As a result, a remote attacker with a valid certificate but who
does not co-locate with the victim server is unable to impersonate it unless
it further compromises LCS or DNS. The design of Salve is backward
compatible and requires only small modifications to existing solutions and
the verification process is transparent to the user.
In this chapter, we make the following contributions. We present Salve,
a novel framework to authenticate a server using its geographic location
as a second authentication factor. Our solution resists server impersonation attacks where a remote attacker obtains a fraudulent server certificate or the server’s secret key. We also model and verify the security of
Salve using Tamarin [131], an automatic tool for protocol verification. We
further demonstrate the feasibility of Salve by means of a prototype implementation and perform a large-scale evaluation using PlanetLab [151].
Our results show that Salve does not incur a significant impact on overall
performance and only reduces server throughput (number of requests per
second) by 4.3% on average. Finally, we discuss extensions of our approach
and how it can be integrated with other existing solutions for improving
server authentication in TLS.
The rest of this chapter is organized as follows. In Section 3.2, we present
our problem statement. In Section 3.3, we describe the design of Salve, our
location-based server authentication framework. We analyze the security
of Salve in Section 3.4. We describe our formal model of Salve using
Tamarin to verify its security in Section 3.5. In Section 3.6, we describe
our prototype implementation. We further evaluate our implementation in
Section 3.7. In Section 3.8, we discuss possible extensions, optimizations
and limitations of Salve. Section 3.9 contains an overview of related work
and Section 3.10 summarizes our approach.
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3.2

problem statement

We now describe the problem we aim to solve using location-based server
authentication. We start by describing the system model, the setup, and
the attacker model.
System Model
We consider the typical scenario where a client (such as a browser) connects to a web service (e.g., online banking) using TLS. The service can
optionally be hosted at multiple servers deployed in different physicallyprotected data centers around the world. The objective is to allow the client
to only establishes a TLS connection with a legitimate server.
Prerequisites
We assume that the legitimate IP address and location information of the
web servers are provided by the domain owner to the DNS registrar. Legitimate locations can be stored in DNS using the existing LOC records [46].
We further use DNSSEC to authenticate DNS records. We also assume
the existence of the LCS architecture that can be used to localize the web
servers. Each web server has a dedicated SIM1 registered to the Location
Service (LCS). As discussed in Section 2.1, the telecommunication operator
regularly localizes the SIMs and updates their locations to the LCS, which
uses the Gateway Mobile Location Center (GMLC) to distribute location
information. The GMLC is configured such that the legitimate web servers
are the only parties authorized to query for the location of their own SIMs.
Communication with the GMLC occurs over a secure channel (e.g., using
TLS). The GMLC also has a public-private key pair, denoted by sk G and
pk G , respectively. The client knows the GMLC’s public key and the hash of
the root DNS server public key. This can be achieved, for example, during
the installation of the web browser or the operating system.
Attacker Model
We consider a remote Dolev-Yao [52] attacker that has access to the network between the client and the server. The attacker has either compromised the secret key corresponding to the server’s TLS certificate or obtained a valid TLS certificate for the server’s domain through a compromised CA.
The attacker may also possess one or more SIMs registered with LCS.
The SIMs allow the adversary to “appear” at certain locations with respect
1 SIMs can be attached to servers through interfaces such as PCI-E or USB. Antennas can be
installed outside the server room for a better signal reception.
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DNS
with DNSSEC

Location Service
Location statement

Location-Aware
DNS Lookup
(laDNS)
Attacker

Server

Location-Aware TLS Handshake
(laTLS)

Client

Figure 3.1: Overview of Salve. The client first fetches the legitimate server location information from DNS using the Location-Aware DNS Lookup.
The client then uses this information to authenticate the server during the Location-Aware TLS Handshake, which involves the GMLC
generating a location statement for the server. The attacker is remote
and has access to the communication channel between the client and
the server.

to LCS. Regarding his location, we assume the attacker to be remote and
is not co-located with the server. In other words, the location of the attacker’s SIMs and the location of any of the web server’s SIMs are always
different, according to LCS. Finally, we assume that the attacker does not
compromise LCS or DNS.
3.3

salve design

We now describe our solution for location-based server authentication.
3.3.1

Overview

As depicted in Figure 3.1, Salve consists of two phases: Location-Aware
DNS Lookup (laDNS) and Location-Aware TLS Handshake (laTLS).
During the first phase, the client fetches the server’s IP address and
legitimate locations from DNS with DNSSEC enabled. This is integrated
with the typical DNS lookup.
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In the second phase, the client and the server engage in a modified TLS
handshake, which involves the steps described below. The client first receives and validates the server’s certificate as in a standard TLS handshake.
If the validation is successful, the client verifies the server’s location as
an additional authentication factor as follows. During the handshake, the
GMLC issues the server a signed location statement that certifies the server’s
SIM location for this specific TLS session. The server forwards this statement to the client, who verifies its authenticity (using the public key of the
GMLC) and matches the location contained in the statement against the
server’s legitimate locations fetched via laDNS. We describe these phases
in further detail below.
3.3.2

Location-Aware DNS Lookup (laDNS)

During a Location-Aware DNS Lookup, the client learns the legitimate
server locations, in addition to the server’s IP address. As shown on the
left-hand side of Figure 3.2, we extend the standard DNS lookup to also
fetch all the legitimate locations of the servers of a given domain. Since
the web service could be deployed at multiple data centers, the legitimate
location information is composed of a set L of possible server locations.
Each location in L is encoded in a LOC resource record. The LOC records are
stored along with other records in the corresponding authoritative DNS
server. We employ DNSSEC during the DNS lookup to ensure the authenticity of resource records. At the end of this phase, the client stores the
legitimate server locations for later use.
We propose using DNS to store and disseminate legitimate server locations since it is already used to store their IP addresses. DNS is also used
by current browsers when visiting websites and is deployed on a large
scale. The added attack surface is minimal since the number of DNS server
keys relevant for a domain is small compared to the many CAs trusted
by browsers [43]. Aside from DNS, Salve can also use other trustworthy
online databases. Alternatively, browsers can store legitimate website locations in an offline manner, similar to certificate pinning [177].
3.3.3

Location-Aware TLS Handshake (laTLS)

The Location-Aware TLS Handshake is a modified TLS handshake where
the client verifies the server’s location in addition to validating its certificate. We design laTLS as a TLS extension, which we later implement in

GMLC public key
GMLC private key
Server location
Cryptographic hash function
Timestamp
Master secret of TLS channel

Location-Aware TLS Handshake (laTLS)

(ChangeCipherSpec)
LocationStatement: [h(k), `, t]sk G
Finished

Certificate, ClientKeyExchange
CertificateVerify, (ChangeCipherSpec)
Finished
h(k)

Server

ServerHello (with SALVE ext.)
Certificate, ServerKeyExchange
Certificate Request, ServerHelloDone

ClientHello (with SALVE ext.)

Client

[h(k), `, t]sk G

LCS

Figure 3.2: Location-based server authentication. Salve messages in laTLS are shown in gray. The GMLC, as part of LCS,
knows the location of the SIM attached to the server. The client learns the legitimate server locations through
laDNS. After exchanging keys with the client, the server sends a hash of the master secret k to the GMLC to
obtain a signed location statement. This statement is sent as the LocationStatement message to the client who
verifies the server’s location.

pk G
sk G
`
h
t
k

Notations

Location-Aware DNS Lookup (laDNS)

DNS
(with DNSSEC)

Server IP address
Server locations L

Location estimation
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modern TLS libraries (OpenSSL and NSS) as detailed in Section 3.6. Messages exchanged by the parties are shown on the right-hand side of Figure 3.2 where the gray boxes depict extra messages we add to the standard
TLS handshake.
The ClientHello message includes a custom extension type to indicate
the request for laTLS. Similarly, the ServerHello message contains the
custom extension type to indicate the server’s support. Other messages
used to negotiate the master secret, denoted by k, remain unmodified. As
mentioned in Section 3.2, we consider the use of ephemeral Diffie-Hellman
key exchange to provide forward secrecy.
Upon receiving the client’s Finished message, the server requests the
GMLC to issue a location statement for its SIM using the MLP protocol.
For efficiency, this request takes place over a long-term TLS connection
that lasts across different client connections. The request issued by the
server includes the hash of the master secret (i.e., h(k)) as an identifier of
the client-server handshake. The request also contains the server’s credentials to access the GMLC. The GMLC uses the credentials to check that
the requester (i.e., the server) is authorized to query for the SIM specified
in the request, and aborts if this check fails. If requester authentication
succeeds, the GMLC replies with a signature, computed using its private
key sk G , over h(k) and the latest location information of the server’s SIM.
Including the hash of the master key ensures the freshness of the location
statement. The location information in Figure 3.2 is composed of the location denoted by ` and the time t at which localization was performed.
We envision that the localization can be performed frequently, e.g., the infrastructure updates the location of the server every minute. The server
receives the signed location statement and forwards it to the client in a
new TLS message type—LocationStatement.
Upon receiving the location statement, the client verifies the signature
using the public key pk G of the GMLC. The client also checks that the hash
of the master secret in the statement matches the one computed locally, and
verifies that the server is at a legitimate location according to the set L. The
determination of whether the server location is legitimate is applicationdependent. For example, the server’s location in the location statement
is legitimate if it matches (exactly or is within a given threshold distance
from) one of the locations fetched from laDNS. For example, the legitimate
server location can be set to the center of the data center. The threshold can
be set to less than a quarter of the dimensions of the premises to prevent
an attacker at the edge of the data center from co-locating with the server.

3.4 security analysis

The client also checks for the timestamp t in the location statement and
rejects statements where the time of the localization is older than a given
threshold. If all these checks are successful, the client accepts the server’s
authenticity and both peers start exchanging application data. Otherwise,
the client raises an alert to indicate an error and quits the connection. We
adopt the alert protocol in TLS, used by clients to notify the server and quit
the connection upon various errors, such as an invalid server certificate,
a mismatch in the server’s Finished message, a decryption failure, etc.
To ensure the order of the messages, the client also raises an alert and
terminates the connection if it receives the Finished message before the
LocationStatement message.
3.4

security analysis

The adversary successfully impersonates a victim server if it obtains a location statement from the GMLC that the client accepts. Such a statement
must include the hash of the master secret h(k) expected by the client, a location that matches the set of legitimate server locations, and a timestamp
that is not later than a pre-defined threshold.
In order to account for our defined adversary who has the secret key of
the legitimate server, we focus on the DHE-variants of TLS (e.g., TLS_DHE,
TLS_ECDHE). In the case of RSA-based key exchange (e.g., TLS_RSA), the
client chooses the master secret and sends it encrypted using the server’s
public key. This allows the adversary who knows the server’s secret key
to decrypt the message and obtain the master secret. The adversary then
acts as a passive man-in-the-middle and lets the legitimate server carry out
the entire handshake (including the location verification). After the client
authenticates the server, the adversary uses the master secret to derive the
session keys of the TLS channel and effectively hijacks the connection.
DHE-based key exchange prevents a passive man-in-the-middle from
learning the master secret agreed upon by the client and the server. Therefore, the above attack would not work and, in the following, we only consider active man-in-the-middle attacks.
3.4.1

Active Man-in-the-Middle

An active man-in-the-middle attacker can engage in two TLS handshakes,
one with the client (acting as the server) and one with the server (acting as
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the client). This attacker then establishes two master secrets: one with the
client (denoted by k ca ) and one with the server (denoted by k as ).
For simplicity, let `s be the legitimate server location (the one expected
by the client) and let ` a be the adversary’s location. Since the adversary
is remote, `s 6= ` a . During laTLS, the client expects a location statement
containing [h(k ca ), `s , t]. If the adversary asks the GLMC for a location statement of its own SIM, it receives [h(k ca ), ` a , t], which would be rejected by
the client because the location does not match the expected one. If the adversary relays the location statement [h(k as ), `s , t] forwarded by the legitimate server, the client would reject the connection because the statement
does not contain the expected hash of the master secret.
Finally, we note that a location statement request carries the hash of the
master secret, so that the GMLC cannot learn the master secret and tamper
with the TLS channel between the client and the server.
3.5

formal verification

To provide further assurances on the security of Salve, we formally model
and verify laTLS using the Tamarin prover [131]. Tamarin is a state-ofthe-art tool for modeling and automatically verifying security protocols
against desired security properties in the symbolic model.
In this section, we briefly provide a background on Tamarin and describe our model of laTLS to verify its security.
3.5.1

Tamarin Background

Tamarin is a tool that is used to model protocol executions as messages
exchanged between different agents. Messages are modeled as terms, which
are constructed from functions using equational theory. The tool tracks the
state of a protocol’s execution using a multiset of facts, which are wrappers
of terms that represent the participating agent’s knowledge and messages
on the insecure network. The transitions of a protocol are modeled using
labeled multiset rewriting rules and defined using the syntax:
[ premises ]--[ actions ]-> [ conclusions ].

The premises are facts in the state that cause the execution of this rule,
such as receiving a client’s connection request ClientHello in TLS causes
the server to process the incoming request and generate a response. The
conclusions are the new facts added to the state and represent the output
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of this rule, such as sending a server’s response ServerHello. The actions
are facts that are not stored in the state but are logged in the protocol trace
when the rule is executed. Action facts represent various events during execution, on which security properties in Tamarin are specified. Tamarin
contains some special facts that are predefined. For example, Fr(x) represents generating a fresh value x that can be used as a cryptographic nonce
and is guaranteed to be unique by the semantics. In(x) and Out(x) represent receiving and transmitting the message x on the insecure network,
respectively.
To model adversarial influence, Tamarin assumes a Dolev-Yao adversary who learns all messages on the network, which is also assumed for
our attacker model in Section 3.2. More specifically, the attacker learns
all the messages that are sent to the network using the Out fact. The attacker may also perform operations on messages within its knowledge,
such as applying a hash or pseudorandom function to an intercepted message. Since the attacker is essentially the insecure network, it is able to
arbitrarily generate terms that are derived from its knowledge. These facts
can be received by other agents using the In fact, which may trigger rules
and alter the state of the protocol’s execution.
For protocol verification, Tamarin allows users to specify desired properties of a given protocol as lemmas using first-order logic on the action
facts and their order of occurrence in a trace. Given a property, Tamarin
searches through all possible traces of the protocol’s execution to find a
violation. If a violation is found, the tool shows the violating trace as a
counter-example to the property. If no violation is found, the tool reports
that the property holds. Note that it is possible that Tamarin does not terminate when verifying a property of a protocol, as the underlying problem
is undecidable [131].
3.5.2

Modeling laTLS in Tamarin

We model laTLS by incorporating it into a simplified Tamarin model of
the TLS 1.2 handshake by Meier [130], which also considers client authentication. We revise the model to use the ephemeral Diffie-Hellman key exchange instead of RSA. We now describe excerpts of our model, composed
of the set-up of a generic public-key infrastructure and the important parts
of the modified TLS handshake messages shown in Figure 3.2. For the full
syntax usage in Tamarin, we refer the reader to its official manual [187].
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Public-key Infrastructures
We first define the following rules to set up a public-key infrastructure.
rule Register_pk:
[ Fr(~ltkA) ]
-->
[ !Ltk($A, ~ltkA), !Pk($A, pk(~ltkA)), Out(pk(~ltkA)) ]
rule Reveal_ltk:
[ !Ltk(A, ltkA) ] --[ RevLtk(A) ]-> [ Out(ltkA) ]

The rule Register_pk registers a fresh (denoted by ~) long-term key ltkA
for the agent A who is publicly known (denoted by $) and outputs its corresponding public key pk(~ltkA) to the network. The exclamation mark !
marks the fact as persistent, allowing it to be consumed multiple times
as a premise of any rule. The rule Reveal_ltk models the case where the
attacker learns the long-term key of an agent (denoted by the action fact
RevLtk(A)), which is equivalent to sending the long-term key to the network.
Client Connection
The client initiates a connection by sending a fresh nonce and session ID
to the network.
rule Client_1:
[ Fr(~nc)
, Fr(~sid)
]
--[ Role($C, ’ClientRole’)
]->
[ Out(<$C, ~nc, ~sid>)
, State_Client_1($C, ~nc, ~sid) ]

where nc is the client’s nonce and sid is the session ID. The fact Role is
used to specify that this agent only plays the role of the client. Here, we
use the chevrons <> to represent the tupling of multiple terms to send to
the network. Facts beginning with State_ represent the state kept by the
agent for subsequent communication.
Server Response and Key Material
Upon receiving the client’s request, the server generates its own nonce ns
and a Diffie-Hellman secret value dh_Xs. The server then sends its nonce
and the Diffie-Hellman public value dh_Ys to the network, as shown below.
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rule Server_1:
let
dhPublic_server = ’g’^~dhSecret_server
in
[ In(<$C, nc, sid>)
, Fr(~ns), Fr(~dhSecret_server), !Ltk($S,ltkS) ]
--[ Role($S, ’ServerRole’), Role($C, ’ClientRole’)
]->
[ Out(<$S, ~ns, sid, dhPublic_server
, sign{$S, ~ns, sid, dhPublic_server}ltkS>)
, State_Server_1($S, $C, sid, nc, ~ns, ~dhSecret_server) ]

Here, we use ’g’ to model the generator and ˆ to model the group operation in the Diffie-Hellman key exchange. We use the function sign to
represent a signature generated by the server using its long-term key ltkS
on the outgoing messages, particularly the server’s Diffie-Hellman public
value. Similar as before, we use the Role fact to fix the agent who uses this
rule to the server role.
Client Response and Key Material
After receiving the server’s first response, the client generates its own
Diffie-Hellman secret value and sends it to the server. Since the client
learns the server’s key material in this step, it computes the pre-master
secret and derives the session keys for the symmetric encryption. As our
model considers client authentication, the client also sends a signature on
its Diffie-Hellman public value to the server.
rule Client_2:
let
dhPublic_client = ’g’^~dhSecret_client
pms = dhPublic_server^~dhSecret_client
ms

= PRF(pms, nc, ns)

Ckey = h(’clientKey’, nc, ns, ms)
Skey = h(’serverKey’, nc, ns, ms)
in
[ State_Client_1(C, nc, sid)
, In(<S, ns, sid, dhPublic_server
, sign{S, ns, sid, dhPublic_server}ltkS>)
, !Pk(S, pk(ltkS)), !Ltk(C, ltkC), Fr(~dhSecret_client) ]
--[ ClientRunning(S, C, ms)
]->
[ Out(< dhPublic_client, sign{ h(ns, S, dhPublic_client) }ltkC
, senc{ sid, ms, nc, C, ns, S}Ckey>)
, State_Client_2(S, C, sid, nc, ns, ms) ]

35

36

salve: location-based server authentication

Here, we use the function PRF to model the computation of the master secret using a pseudorandom function. We also use the function h to model
the derivation of the session keys using the nonces and the master secret. Note that the client consumes the state information generated from
its initial connection in rule Client_1. This rule uses pattern matching to
verify the server’s signature sign{...}ltkS with the server’s public key
pk(ltkS), which the client queries from the public-key infrastructure using !Pk(S, pk(ltkS)).2 The action fact ClientRunning represents that the
client is running a handshake with a server using the master secret ms,
which is used to verify agreement properties later.
Generating the Location Statement
After receiving the client’s Diffie-Hellman public value, the server also
computes the pre-master secret and derives the keys for the TLS session. It
then sends a corresponding location statement to the client.
rule Server_2:
let
pms

= dhPublic_client^dhSecret_server

ms

= PRF(pms, nc, ns)

Ckey = h(’clientKey’, nc, ns, ms)
Skey = h(’serverKey’, nc, ns, ms)
in
[ State_Server_1(S, C, sid, nc, ns, dhSecret_server)
, In(< dhPublic_client
, sign{ h(ns, S, dhPublic_client) }ltkC
, senc{ sid, ms, nc, C, ns, S}Ckey>)
, !Pk(C, pk(ltkC)), !Ltk($L,ltkL)
]
--[ ServerRunning(C, S, $L, ms), CommitToClient(S, C, ms)
]->
[ Out(<sign{’location’, h(ms)}ltkL>) ]

As before, ServerRunning represents that the server is running a handshake with a client using the pre-master secret. Here, we again model the
(optional) verification of the client’s certificate using pattern matching. The
server then generates the CommitToClient fact, indicating that it believes
the client’s authenticity in the current connection. Due to the equational
theory supported by Tamarin, the server and the client derive the same
pre-master secret.
2 Note that the client only learns the public key pk(ltkS) and does not learn the long-term key
ltkS of the server.
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In this part, we make an abstraction to the communication channel between the legitimate server and the GMLC of the Location Service. Since
the GMLC enforces authentication and authorization, the server is effectively the only agent that can access its own location to obtain a valid
location statement. Therefore, we model the signing of the location statement using the secret key (ltkL) of the publicly known (thus the $ prefix)
GMLC to be in the same rule as the server’s derivation of the master secret.
Client’s Location Verification
The client receives and verifies the server’s location statement using the
public key of the GMLC.
rule Client_3:
let
Ckey = h(’clientKey’, nc, ns, ms)
Skey = h(’serverKey’, nc, ns, ms)
in
[ State_Client_2(S, C, sid, nc, ns, ms)
, In(<sign{’location’, h(ms)}ltkL>)
, !Pk($L, pk(ltkL)) ]
--[ CommitToServer(C, S, $L, ms), SessionKeys(S, C, $L, Skey, Ckey)
, Role($L, ’LCSRole’)
]-> []

After verifying the signature of the locations statement and its contents
(represented by the string location), the client accepts the server’s authenticity and commits to the connection using the CommitToServer fact. The
rule also uses the SessionKeys fact to indicate that the client and the server
have successfully established session keys.
Finally, we use the following restriction, enforced by the semantics of
Tamarin, to limit each agent in the protocol trace to a distinct role: either
the client, the server, or the LCS.
restriction DistinctRoles_check:
" All agent role #i. Role(agent, role) @ i
==> not (Ex agent2 role2 #i2. Role(agent2, role2) @ i2
& (agent = agent2)
& not (role = role2) )
"

This restriction ensures that if an agent is assigned to a role, which is done
using the Role fact, it is not assigned to another role.
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3.5.3

Verifying Security Properties in Tamarin

We use Tamarin to model and verify two desired security properties of
Salve: server authentication and session key secrecy.
Server Authentication
We model injective agreement from the client’s perspective, which is considered a useful notion of server authentication [124].
lemma server_auth_injective_agree:
" All client server lcs ms #i.
CommitToServer(client, server, lcs, ms) @ i
==>
(Ex #j. ServerRunning(client, server, lcs, ms) @ j & j < i
& not(Ex client2 server2 lcs2 #i2.
CommitToServer(client2, server2, lcs2, ms) @ i2
& not(#i = #i2) )
)
| (Ex #r. RevLtk(client) @ r)
| (Ex #r. RevLtk(lcs)

@ r)

"

This lemma states that if a client commits to running a TLS session with a
server using a specific master secret, then there is a unique server that is
running a corresponding session with the same master secret. This lemma
also states that this property holds unless the long-term key of the client
or the Location Service is compromised. Note that this property allows
the server’s long-term key to be compromised (RevLtk(server)), which
matches the attacker model of Salve.
Session Key Secrecy
To verify that the session key established using laTLS is secret, we further
model the secrecy of the session keys established between the client and
the legitimate server.
lemma session_key_secrecy:
"not(
Ex server client lcs Skey Ckey #k.
SessionKeys(server, client, lcs, Skey, Ckey) @ k
& ( (Ex #i. K(Skey) @ i)
| (Ex #i. K(Ckey) @ i) )
& not (Ex #r. RevLtk(client) @ r)
& not (Ex #r. RevLtk(lcs) @ r)
)"

3.6 implementation

This lemma states that it cannot be the case that there exists a combination
of a server, a client, a Location Service instance, and keys for a TLS session
where the attacker knows the session keys unless it learns the client’s or
the Location Service’s long-term key.
Note that in the model for both properties, we allow the attacker to
learn the long-term key of the server. This implies that our solution preserves these properties even if the server’s key is compromised, as in our
considered attacker model in Section 3.2.
We successfully verified both properties using Tamarin running on a
workstation with an Intel Core i7-4770 CPU at 3.4GHz and 32GB RAM.
Verifying server authentication and session key secrecy took about 19.7
and 20.4 seconds, respectively.
3.6

implementation

We develop a proof-of-concept implementation of Salve by integrating and
modifying existing software. Our modifications consist of roughly 1200
lines of code. The implementation is composed of the following components: (i) a DNS server, (ii) the TLS libraries, (iii) the web server, (iv) the
client, and (v) the GMLC.
DNS
We use bind9 [93] to set up a DNS server to store an A and a LOC resource
record for the web server. We further enable DNSSEC support and populate all resource records with the necessary DNSSEC resource records
(RRSIG records) so that the DNS (particularly LOC) records can be authenticated. We use delv to issue laDNS queries from the client side for evaluation. No modifications are required here since the existing DNS and
DNSSEC are used.
TLS Libraries
We implement Salve in the OpenSSL (version 1.0.2a) and the Network Security Services (NSS, version 3.18 RTM) libraries. For all TLS handshakes,
we use the ephemeral elliptic curve Diffie-Hellman key exchange and use
SHA256 as the cryptographic hash function for generating the master secret. For laTLS, we use RSA with a 2048-bit key to sign and verify location
statements. As a result, a location statement including its signature (encoded using Base64) is around 490 bytes in the format of MLP.
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Web Server
We use the Apache HTTP Server 2.4.12 with the modified OpenSSL library
that supports laTLS. As mentioned in Section 3.3.3, to reduce the overhead
of re-establishing connections to the GMLC for every client connection,
we modify Apache to maintain persistent TLS connections to the GMLC
server.
Client
We use two HTTP clients: a Chromium browser and ApacheBench (ab) to
evaluate the client’s and the server’s performance, respectively. We compiled Chromium (version 44.0.2388.0) with the modified OpenSSL library
and ApacheBench (version 2.3) with the modified NSS library to support
laTLS.
Location Service and GMLC
We use RestComm GMLC [163], an existing GMLC implementation, and
modify it to include our extension to issue signed location statements. The
GMLC stores the location of the web server to issue location statements,
which are represented in XML format based on the MLP standard.
3.7

evaluation

We evaluate our implementation in a real-world deployment to demonstrate the feasibility of Salve.
3.7.1

Goals and Methodology

Our goal is to evaluate Salve’s overhead due to the modifications that the
location-aware DNS lookup (laDNS) and the location-aware TLS handshake (laTLS) entail. We now introduce the deployment of Salve components, the experiments executed, and the metrics used to quantify the
performance of the system.
Deployment
The DNS server runs on a machine with an Intel Core i7 CPU at 2.7 GHz
and 4 GB RAM. We run the web server on a workstation with an Intel Core
i7-4770 CPU at 3.40 GHz and 32 GB RAM in Switzerland. We envision
that the GMLC, as part of the Location Service, is deployed on a large
scale by telecommunication service providers, e.g., using a cloud platform.
Therefore, we deploy a GMLC server on Amazon EC2 in Germany using
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the instance type m4.xlarge, consisting of a quad-core 2.4 GHz Intel Xeon
E5-2676 processor and 16 GB RAM.
To reduce network effects, we first run the client locally on the same
machine that hosts the web server. To observe the real-world performance
impact on a large scale, we further deploy the client in Switzerland and
in the following countries using PlanetLab: Germany (Goettingen), the US
(Indiana) and Japan (Hiroshima).
Experiments
For laDNS, we use a locally-connected client to compare the performance
of 200 lookups for the (i) the server’s IP address and (ii) the server’s IP
address and location (encoded in a LOC record).
For laTLS, we evaluate the server-side performance with clients running ApacheBench from different locations. The benchmark is performed
with various levels of client concurrency (1 to 500 concurrent clients). Each
benchmark configuration is executed on 50,000 fresh TLS handshakes or
at least 10 minutes for both the standard TLS handshake and laTLS, sufficient for a stable throughput. For the client-side performance, we run
Chromium on the client to measure the overhead of verifying a location
statement. During the evaluation, we compare the performance of laDNS
and laTLS against their respective vanilla solutions.
Performance Metrics
For our evaluation, we quantify the performance of Salve in terms of latency and throughput measured during its two phases: laDNS and laTLS.
For laDNS, we focus on the latency experienced by the client when performing single lookups. More specifically, we measure the time between
the client issuing a DNS request to the reception and validation of the
retrieved records.
For laTLS, we focus on three aspects: (i) the server-side latency by measuring the time between the server receiving a ClientHello to finally sending the Finished message at the end of the handshake (this includes the
time for requesting the location statement from the GMLC and forwarding
it to the client), (ii) the throughput by computing the average number of
requests per second over a fixed period of time, and (iii) the client-side
overhead for verifying the signature of the location statement and its contained information.
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3.7.2

Location-Aware DNS Lookup

We expect the laDNS to be efficient since it only requires the client to
fetch the legitimate locations of the server while it fetches the IP address.
Since our web server is deployed at a single location, the client fetches one
LOC record during laDNS. The additional payload amounts to 420 bytes
(30 bytes for the LOC record and 390 bytes for its corresponding RRSIG
record, including record headers).
Our experiments show that the overhead of laDNS is reasonable compared to the time for a standard DNS lookup. A standard DNS lookup
takes 36.7 milliseconds on average (standard deviation 4.81 milliseconds).
A round of laDNS is 45.02 milliseconds on average (standard deviation
5.81 milliseconds), implying an increase of 8.3 milliseconds (23%). Regardless of whether the DNS lookup includes location information, the DNS
lookup time is typically amortized by caching the query results and using
them in future connections, as long as the DNS records do not expire. DNS
records expiration is defined in a time-to-live (TTL) field set by the authoritative DNS server. Given that typical DNS records can be valid for up to
5 days [16], the overhead of laDNS is acceptable as it does not need to be
performed for each client connection.
3.7.3

Location-Aware TLS Handshake

To reduce the effect of network latencies between the client and the server,
we first analyze the results measured locally on the server machine. For a
holistic view of server performance in a real-world setting, we further evaluate the performance using external client machines hosted on PlanetLab.
Server-side Latency
We first show that laTLS does not affect system stability in terms of the
latency of TLS handshakes. To demonstrate this, we observe the cumulative distribution of handshake latencies measured by the local benchmark
with different numbers of concurrent client connections. As shown in Figure 3.3, the distribution of laTLS latencies is shifted to the right compared
to the standard TLS handshake. The shift is due to the extra round-triptime (RTT) spent by the server for requesting a location statement for each
fresh client connection.
In further detail, laTLS adds a minor overhead to the TLS handshake
time. We compare its latency with the standard TLS handshake for various numbers of concurrent clients executed locally on the server (using
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Figure 3.3: Cumulative distribution of server-side TLS handshake times for different numbers of concurrent clients evaluated locally on the server.
laTLS adds a delay to the distribution of the standard TLS handshake, which increases with the addition of concurrent clients (heavier load).
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Figure 3.4: Server-side TLS handshake times for different numbers of concurrent clients evaluated locally on the server (median with standard
deviation). The added latency (0.03 to 0.23 seconds) is primarily due
to the round-trip communication between the web server and the
GMLC.

ApacheBench), as shown in Figure 3.4. laTLS takes roughly 0.03 to 0.23
seconds more than a standard TLS handshake. As before, this is attributed
to the round-trip communication between the server and the GMLC. Since
web pages loading times are on the order of a few seconds [98], such an
overhead is not easily perceptible.
Server-side Throughput
laTLS does not significantly impact server throughput. We observe the
number of requests the server handled during the benchmark time for
each client concurrency level, as shown in Figure 3.5. The number of requests per second is reduced by an average of 4.3% when compared to the
standard TLS handshake.
The server-side throughput is also stable across time. We measure the average requests per second every 15 seconds and observe a stable reduction
between laTLS and the standard TLS handshake, as shown in Figure 3.6.
This stable impact to throughput is also observed across different levels of
client concurrency.
Since server throughput is a key indicator for website performance, we
further evaluate Salve on a global scale using PlanetLab. We observe that
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Figure 3.5: Server-side TLS handshake throughput for different numbers of concurrent clients evaluated locally on the server. The average number
of requests per second is slightly reduced (2% to 5%) due to the
round-trip communication between the web server and the GMLC.

the server does not experience a noticeable performance penalty for remote
clients. As shown in Figure 3.7, the server handles connections from Germany, the US, and Japan with little or unnoticeable impact on throughput.
This is due to the network delays between the client and the server, which
overshadow the overhead due to the server-to-GMLC communication.
Client-side Verification
The verification of the location statement done on the client side is efficient. We measure the time required for the client to validate the location
statement in our modified Chromium browser. This includes checking the
GMLC’s signature on the location statement, verifying that the hash of the
master secret matches the one computed locally on the master secret of
the channel, and determining whether the location matches the legitimate
server location fetched via laDNS. It takes, on average, 132 microseconds
(standard deviation 40 microseconds) to verify a location statement. Since
web page loading times are typically on the order of a few seconds [98],
the sub-millisecond overhead of this verification is negligible for most web
applications and not noticeable by users.
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Figure 3.6: Server-side TLS handshake throughput for different numbers of concurrent clients evaluated locally on the server over 180 seconds, during which we observe stable performance. For all client concurrency
levels, laTLS incurs a minor reduction in the number of client requests that the server can handle concurrently.
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Figure 3.7: Server-side TLS handshake throughput for different clients in PlanetLab. The overhead of laTLS becomes unnoticeable as the client is
geographically more distant from the server.

47

48

salve: location-based server authentication

3.8

discussion

We first explore deployment and the integration with other web mechanisms and protocols. We then discuss the limitations of Salve and possible
improvements.
3.8.1

Deployment and Integration

We discuss how Salve can be practically deployed and how it can be integrated with existing techniques.
Incremental Deployment
Salve can be incrementally deployed since all modifications are backward
compatible (modifications to TLS and MLP are both implemented as extensions). First, the Location Service upgrades its GMLC to offer location statement issuing for subscribed SIMs. Web services then equip their servers
with SIMs and subscribe to the GMLC. They then register their server
locations into DNS and install TLS libraries that support laTLS. Finally,
browser developers can implement support for laDNS and laTLS to request location-based server authentication.
Salve is backward compatible with unsupported browsers that would
not request the Salve TLS extension. Unsupported websites would not
store location information in DNS and would not respond to the Salve
TLS extension type.
Modern websites use various protocol enhancements to improve the performance of TLS traffic. Therefore, we discuss how Salve can be seamlessly
integrated with them.
TLS Renegotiation
TLS renegotiation allows the client or the server to re-establish a TLS session using a new TLS handshake [159]. Our solution is implemented as
part of the TLS handshake and therefore supports TLS renegotiation. Since
the new TLS handshake is performed over an existing TLS session that has
already verified the server’s location, another location verification is optional and depends on the application or the server’s mobility.
TLS Resume
Salve supports TLS resumption as long as the server locations do not
change. Past TLS sessions can be resumed by the client, specifying the
past session identifier in the ClientHello message [49] to the server. The
session can be resumed with the same master secret if the server has the
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session in its cache. Upon resuming the session, the client may optionally
request a new verification of the server’s location by renegotiation.
TLS False Start
TLS False Start [111] allows TLS endpoints to send data before the handshake completes if the key exchange protocol is TLS_DHE or TLS_ECDHE
and the symmetric cipher used for application data is strong enough. Essentially, the Finished messages retroactively validate the success of the
handshake. In our laTLS, the LocationStatement message also acts as
another retroactive validation of the handshake using location-based authentication. Therefore, the client should not send sensitive data to or authenticate data from the server before receiving and verifying the location
statement. The same rationale applies to TLS 1.3 [161], which allows the
client to send data along with the ClientHello message in the 0-RTT mode,
before the server’s certificate is validated.
TLS Proxy
TLS proxies are often used to allow a network middlebox to analyze the
traffic (e.g., for malware detection) and apply security policies [129]. Middleboxes are often installed on the client’s gateway to the Internet and can
be perceived as a sanctioned man-in-the-middle. During the TLS handshake, the client establishes a TLS session with the proxy, which in turn
establishes a TLS session with the server. Since it is the TLS proxy that actually connects to websites, it should be in charge of verifying the locations
of all the connected servers using our approach.
Reverse Proxies
Some data centers often use reverse proxies at the network boundary of
their actual servers to improve efficiency [50]. Essentially, the TLS session
ends here and application data travels within the data center stripped of
the TLS layer. Therefore, laTLS should verify the locations of the reverse
proxies. Similarly, the DNS LOC records should specify the locations of
the reverse proxies, rather than the ones of the actual application servers.
Finally, the SIM of the server should be installed at the reverse proxy so
that the GMLC can provide location statements that match the legitimate
location distributed via laDNS.
Data Center Load Balancing
Websites often perform load balancing across different servers within the
same data center. If TLS connections terminate at these servers (instead of
a TLS proxy), then all server locations should be stored in the DNS for
laTLS to succeed. As an optimization, servers in the same data center can
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have their SIMs installed at the same location to reduce the number of
corresponding LOC records in DNS.
Datagram TLS
Datagram TLS realizes TLS on datagram traffic in UDP [162]. Since it uses
the same handshake protocol, laTLS is directly applicable to it.
SPDY and HTTP/2
SPDY [18] and HTTP/2 [19] are new protocols that improve network efficiency by multiplexing HTTP requests to the same domain over a single shared TLS channel. SPDY also provides IP pooling, allowing multiple
HTTP sessions to use the same TLS connection for servers with the same
IP address. Since laTLS checks the location statement against the locations
of the domain, server authentication succeeds when the IP address maps
to the same set of legitimate server locations.
Quick UDP Internet Connections (QUIC)
QUIC is an experimental protocol proposed by Google that achieves higher
performance over UDP [166]. To boost efficiency, clients can start sending
data to the server, encrypted with the server’s public key, before establishing the ephemeral session key. laTLS can be coupled with QUIC. However,
since we consider an attacker who compromises the server’s secret key, no
sensitive data should be sent before the ephemeral session key is established.
Keying Material Exporters
Key Material Exporters [160] is a mechanism that allows secrets derived
during a TLS handshake to be exported and used in the upper layer applications. In this work, we choose to implement Salve within the TLS
handshake since it is where the server is originally authenticated (using
its certificate). This also relieves developers of the burden to implement location verification for each desired application. However, we can also use
key material exporters to expose secrets to the upper-level applications
to perform location-based server authentication. For example, the hash of
the master secret, h(k), can be exposed to the server (Apache) and the
client (Chromium). The server can contact the GMLC to obtain the location statement and send it over the established TLS channel to the client to
be verified.
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3.8.2

Limitations and Challenges

Salve has some limitations due to the use of various components in our
system, from server deployment to the current state of LCS.
IaaS Clouds
This work is partly motivated by the trend of using private data centers
for security-critical applications. However, a web service may also be deployed in IaaS clouds like Amazon EC2. IaaS cloud deployments make
it easier for an attacker to be co-located with a target web service. If the
IaaS provider allows any customers to deploy SIM cards in its data centers,
an adversary may appear at a legitimate location of a target web service.
Therefore, Salve is only suited for security-critical applications hosted at
private sites that are difficult for an adversary to infiltrate.
Co-location can be prevented as a side-benefit of using reverse proxies
such as NGINX [136, 142], which are used to offload TLS encryption from
web servers in the public cloud. Since reverse proxies are often deployed
in private data centers with on-site security, the attacker cannot co-locate
with them and our solution applies.
Accuracy and precision of Location Estimation
The location of the server’s SIM is estimated by LCS using techniques such
as Cell ID, U-TDOA, or Enhanced Cell IDs. The accuracy and precision of
these localization techniques directly affect the security of Salve. If localization is coarse-grained, an attacker may easily be located at a position
that would be considered valid by the client. This is a risk for servers
located in remote or suburban areas where location estimation may be
limited due to fewer surrounding base stations. However, telecommunication operators often provide femtocells to increase cellular coverage. Such
hardware can hence improve localization accuracy and precision. In any
case, our proposal benefits from the MLP’s abstraction of the underlying
localization method, allowing future improved techniques to be used when
they become available.
Security of Localization Methods
Throughout the chapter, we assume the legitimate web server (and its SIM)
to be trusted. In the case of a dishonest server that tries to fake its location,
secure localization methods based on distance bounding [26, 37] can be
used to provide verifiable locations. Device locations can also be estimated
using base stations with undisclosed locations [39].
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3.8.3

Extensions and Optimizations

Salve can be further improved and adapted to fit into a larger application
space which we now describe.
Thwarting Co-Located Attackers
As discussed, web services are often deployed across multiple data centers. We now consider an attacker that is co-located with some data centers,
potentially due to on-site physical breach [184] or the inaccuracy of localization. To address this, the location statement can be extended to contain
all current server locations the server’s credential is allowed to request
from the GMLC. More specifically, the domain owner can specify all the
server’s credentials to be authorized to query for all the domain’s server locations from the GMLC. Upon request by the client, the server requests the
GMLC for a location statement that includes the locations of all the SIMs of
all the servers where the web service is deployed. The GMLC checks that
the server is authorized to request all SIM locations in the query. Upon receiving the location statement, the client checks that the locations of all the
servers included in the statement match all the legitimate locations fetched
from laDNS. While this extension may incur higher verification times, the
partially co-located attacker cannot impersonate the server.
Location Privacy
Server location may be a valuable asset which an online service provider
does not want to disclose. In scenarios where location privacy is desired,
the client should be able to check that the server is at the correct location
without learning its exact position. A simple way to achieve location privacy is to include coarse-grained location information in the LOC records.
Similarly, the GMLC should use the same coordinate resolution in the location statement. For example, the GMLC may allow the server to specify
the location accuracy and precision with which the object of the query
should be localized. Alternatively, our solution can use anonymous credentials [35] to realize the location statement in a privacy-preserving way.
Improved Concurrency Handling
In the current solution, the server requests a location statement for each
individual TLS connection. While our implementation demonstrates the
efficiency of communicating with the GMLC, such a mechanism can be
improved. One option is to leverage Merkle trees [133] and request a single
aggregated location statement for a series of client connections. In particular, given N incoming clients in a given time frame, the server constructs
a Merkle tree where the leaf nodes are the master secret hashes of the N
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Figure 3.8: Improved laTLS using aggregated location statements. Instead of
requesting the GMLC for a location statement for each client, the
server uses a Merkle tree to aggregate a set of master secrets with
the clients and requests only one statement that contains the top
hash of the tree.

TLS sessions. The root hash of the Merkle tree is computed and sent to the
GMLC. The resulting location statement consists of the root hash and the
server’s location. Using the LocationStatement message, the server sends
the location statement to each client along with the necessary sibling hash
values needed by each client to compute the root hash. As shown in Figure 3.8, for example, the server sends to Client 1 the location statement,
along with the hash values h(k2 ) and h1 , for Client 1 to compute and verify the root hash.
Prevention against Protocol Downgrades
Recall that during laTLS, the server echos the Salve extension type in the
ServerHello to indicate its support. To circumvent Salve, the attacker who
impersonates the server can leave out this extension type to claim that it
does not support laTLS. To prevent such an attack, an additional DNS
record may be defined and populated on the DNS server to indicate to
the client (during laDNS) the requirement and capability of Salve on the
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server side. Additionally, for known critical web services, the client may be
configured to strictly require laTLS and disconnect if the server does not
support it.
3.9

related work

There have been considerable research efforts on using location-based services for security [115, 125, 170]. They mostly focus on proving the location on the client side, while this work uses location to strengthen server
authentication. Other solutions exist for enhancing server authentication
in TLS and we summarize them below. We refer the reader to the work
by Clark and van Oorschot [43] for a more detailed treatment of current
HTTPS and TLS enhancements.
Enforcing HTTPS
To prevent attacks that steal user credentials by using HTTP (instead of
HTTPS), one could use the HTTP Strict Transport Security. This enables
the server to inform the client that only HTTPS sessions are allowed [97].
Furthermore, Upgrade Insecure Requests allow websites to embed information in HTTP headers that instructs the client browser to reconnect using HTTPS [194].
Certificate Revocation
Revocation mechanisms have been proposed for wrongly issued, fraudulent, or compromised certificates [138]. The Online Certificate Status Protocol (OCSP) allows the client to check the validity of the server’s certificate during the TLS handshake [169]. OCSP stapling is also proposed as a
TLS extension that allows the server to send certificate status to the client
during a TLS handshake [54]. Short-lived certificates enable the use of certificates with a shorter validity and therefore require CAs to issue fresh
certificates more frequently [191].
Multi-path Probing
Multi-path probing refers to verifying a server’s certificate based on evidence observed from different independent sources. Existing examples of
such solutions include the Certificate Transparency project [112] and the
use of Perspectives [196]. The Perspectives project allows a client to fetch
records related to the server’s key from trusted notaries that store the history of keys used by that server. The Certificate Transparency project proposes using a public log of certificates for auditing.
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Pinning
Key pinning solutions restrict the set of server public keys that are trusted
by a client. This prevents an attacker who obtains a fraudulent certificate
over his own public-private key pair from impersonating the server. CertLock is a Firefox add-on that caches the information of CAs used in a certificate [179]. Web servers may also provide pinning information to clients,
as proposed in the Public Key Pinning Extension for HTTP [177]. DANE
uses DNS and DNSSEC to store the pinning of CAs, server public keys,
and server certificates [82]. In general, browser developers may also include their own key pinning information; this is implemented, for instance,
in modern browsers, such as Firefox [137] and Chrome [43].
Comparison
The above solutions address server authentication by restricting the impact
of fraudulent certificates or reducing the adversary’s window of attack. In
contrast, we use an extra property of the server, its geographic location, to
realize second-factor server authentication.
Using laDNS and laTLS, Salve binds the server’s location to the current TLS session. Such a binding is similar to the concept of TLS sessionaware (TLS-SA) user authentication [146, 147]. TLS-SA achieves user authentication by binding the user’s credentials to the session of the authentic client; this allows the server to determine whether its session with the
client is the same as that observed by the client. The difference here is that
we apply such a binding on the server end and use an external party to
certify the server’s property (geographic location). As a result, the client
can check whether the TLS session is the same as the session over which
the server sends the location statement and defends against a man-in-themiddle attacker that compromises the server’s key.
3.10

summary

Remote web server authentication has been a challenging problem. As a
solution, we leveraged the server location as the second factor of its authenticity. We implemented location-based server authentication with only
minor modifications to existing software. Salve prevents server impersonation even if a remote attacker possesses the secret key of the victim server.
Our approach requires no user intervention and incurs minimal impact to
real-world performance. This work also motivates the future exploration of
other unique properties of data centers for stronger server authentication
guarantees.
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V E L O : L O C AT I O N - B A S E D N E T W O R K PAT H
VA L I D AT I O N

4.1

introduction

In the previous chapter, we focus on endpoint security in online communication and used location verification as a way of strengthening authentication. In this chapter, we direct our research to the network aspect and
explore how its location properties can improve communication security.
Online data privacy has drawn increased attention with respect to the
handling of personal information across various countries. Several countries have established laws related to data localization [24, 90], imposing
geographic restrictions on data transmission and storage. For example,
Australia’s My Health Records Act 2012 [186] places restrictions on the
export of health records that may be personally identifiable. Germany’s
Telecommunications Act [31] also requires ISPs to store metadata within
the country. These regulations emphasize the need to prevent unwanted
data interception during transit [72] by providing strong geographic guarantees regarding the sequence of ISPs along network paths.
Currently, sensitive web data, such as private communication, financial
transactions, and critical infrastructure data, are encrypted using end-toend solutions (like TLS). However, encrypted data still risks being intercepted by a strong adversary who may store it for future decryption. To
prevent any data from being intercepted, e.g., by nation states performing
mass surveillance, forwarding packets through desired countries has also
been identified as a useful primitive of secure routing [68, 140]. In addition to privacy incentives, geographic network path guarantees enable additional applications, such as ensuring the quality of network services. For
example, a corporate client that subscribes to an ISP’s premium route may
wish to verify that the route is actually used during packet transmission.
Motivated by the goal of providing geographic guarantees about network paths, we propose the concept of location-based path validation. More
specifically, a sender and a receiver first agree upon a sequence of desired
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locations on the network path that their packets should traverse. During
communication, routers on the path embed cryptographic proofs of their
locations into the packets. After data transmission, the receiver retroactively validates the network path against the sequence of locations to be
assured of the corresponding geographic properties.
Recent research has extensively explored the security of inter-domain
routing in the presence of adversarial behavior [126], such as prefix/subprefix hijacking [15, 150, 189, 190], route leaking [77], and other malicious or erroneous route announcements [153]. To improve routing security, mechanisms such as RPKI [117], ROV [32], ROA [118], soBGP [199],
and BGPSEC [181] have been standardized to provide validation and authentication of BGP path updates. However, these solutions aim to validate
BGP path information; they do not guarantee that packets actually traverse
the specified paths. Recently proposed path validation mechanisms such
as ICING [140] and OPT [107] ensure path validation during packet transmission. However, they neither report on geographic location information
about the routers nor do they ensure that ISPs are forwarding packets using routers operating in desired locations. Alibi routing [119] provides a
provable way of evading unwanted territories in network paths, but they
rely on partially trusting routers’ reported locations and do not address
the active verification of desired countries.
In this chapter, we present Velo, a location validation scheme that monitors verifiable geographic information of network paths to strengthen the
security and privacy guarantees of Internet communication. To achieve
location-based path validation, we require a trusted knowledge source
to provide up-to-date location information about ISP intermediate nodes,
such as routers and gateway switches. Our solution adopts the Location
Service (LCS) [1] infrastructure in mobile telecommunication, currently developed by wireless service providers to facilitate modern location-based
services. LCS estimates the locations of SIM devices using nearby base stations and serves as a reliable source of the location of routers that are each
equipped with a SIM. During packet forwarding, LCS provides proofs that
the packet has indeed traversed through the given locations. To improve
its efficiency, Velo adopts a randomized approach to obtaining location
proofs using Verifiable Random Functions [134]. The randomness can be
monitored by the receiver and verified upon suspicion of network attacks
or router dishonesty. The receiver examines the location proofs and compares them to reference legitimate router locations published by the hosting ISPs in RPKI repositories. As a result, the malicious party now has
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to invest in more efforts to compromise the routing infrastructure than
possessing the keys of the routers. This forces compromised or dishonest
routers to forward packets from legitimate locations on the path.
Velo achieves location-based path validation using existing infrastructures with minor extensions to existing software and standards. Velo also
supports partial deployment to allow for gradual adoption while providing increasing location guarantees. Furthermore, our solution is independent of the underlying routing protocols, such as BGP, and can be used in a
wide range of IP packet routing networks. We implement Velo using existing LCS software and a routing testbed and benchmark our systems using
a wide-area network on Amazon EC2. Our evaluation shows that Velo
adds less than 3 milliseconds of overall latency per hop, which is negligible from the end-user’s perspective. Moreover, the system throughput is
sufficient to transfer highly critical information, such as login credentials
or message exchanges in key agreement protocols.
In this chapter, we make the following contributions. We propose the
concept of location-based path validation to improve the security of packets in transit that addresses the needs of data localization. As opposed to
related work on verifiable and avoidance routing, Velo provides a means
of monitoring the geographic locations of routers on network paths during packet transmission. Our solution builds on top of existing solutions,
without requiring new infrastructures to be deployed.
The rest of this chapter is organized as follows. In Section 4.2, we describe the problem and define the goals of location-based path validation
and its desired properties. We present our location-based path validation
scheme and discuss alternative designs in Section 4.3. In Section 4.4, we
analyze the security of our scheme with respect to our attacker model
and common routing attacks. In Section 4.5, we present a proof-of-concept
implementation of our solution, which we evaluate in Section 4.6. In Section 4.7, we address various topics concerning the security and feasibility
of our approach. In Section 4.8, we summarize recent research related to
path validation and we draw conclusions in Section 4.9.
4.2

problem definition

In this section, we define the problem of location-based path validation. We
first introduce the system model and the attacker model. We then discuss
the objective of location-based path validation and additional desirable
properties.
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Resources

Location Service

Sender

Router

RPKI Repository

Router

Router

Receiver

Base stations
Figure 4.1: The system model for network path validation. A sender transmits
sensitive data to a receiver through a series of intermediate routers
located at designated locations. The system includes publicly available resources: the LCS with its widely deployed base stations and
public RPKI repositories.

4.2.1

System Model

We base our problem setup on previous literature on routing and path validation [107]. We consider a network consisting of multiple interconnected
routers that serve, among other endpoints, a pair of communication parties: the sender and the receiver. The sender A and receiver B agree on a
path for data communication. The path consists of a sequence of n routers,
publicly identified by R1 , ..., Rn with publicly-known locations `1 , ..., `n , respectively. This path could have been chosen by the two parties or selected
using the existing BGP routing policies of the participating routers. We illustrate our setup in Figure 4.1, where a sender transmits data to a receiver
through routers in a network.
The sender and receiver share a secure end-to-end communication channel, e.g., using Transport Layer Security (TLS). Similar to related work [107],
we focus on packet validation and assume that the path for between the

4.2 problem definition

sender and the receiver has already been selected based on some geographic policy and constraints. Namely, we assume that both the sender
and receiver know all the intermediate routers Ri and their locations `i
along the path.
We also include resources available to all parties in the model: a deployed Location Services infrastructure and some public RPKI repositories.
The LCS consists of base stations that are installed in the geographic regions surrounding the routers. The routers are equipped with SIMs so that
their locations can be measured and estimated by the LCS base stations.
However, we note that our system setup is not restricted to the Location
Service. Any trustworthy authority with the ability to estimate router locations with sufficient accuracy and precision can be used. We analyze and
discuss the accuracy and precision requirements in Section 4.7.3. We also
assume that routers adopt RPKI and publish their public key information
in RPKI repositories maintained by regional Internet registries, such as
ARIN, RIPE, or APNIC.
4.2.2

Attacker Model

Packet forwarding is performed by routers belonging to different ASes
along the chosen path. To ensure that packets traverse the geographic locations on this path, we consider the following on-path attackers that can
manipulate the direction of packet traffic.
1. Network Attacker: a Dolev-Yao [52] attacker that resides in the network
and can eavesdrop, drop, and inject packets. This also implies that it
can mount replay attacks by injecting packets it eavesdropped before.
Additionally, the attacker can also forward packets to any router that
is not on the next hop of the network path.
2. Compromised Router: a compromised router that is on the network
path but does not consistently reside at its publicly-known location.
The router has the same capabilities as the network attacker and may
be a dishonest ISP or an attacker that obtains a victim router’s secret
key [202].
Both types of attackers aim to route packets between the communicating
parties through geographic regions other than the sequence of locations (`i )
of the routers in the predetermined path. The attacker’s motivation may
be, for example, to subject communicating parties to geopolitical influence
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or loss of privacy or to lower the cost of routing packets by using cheaper
and slower paths.
Since the attacker’s goal is not to disrupt normal communication, we
do not consider denial-of-service attacks where packets are maliciously
dropped. We also do not address siphoning attacks, in which some component along the network (routers, switches, connections, etc.) sends a copy
of the data to an unintended party at an arbitrary location. We consider
siphoning attacks to be out of scope as we are concerned with ensuring
that received packets have traversed specific geographic locations.
4.2.3

Objectives

Our goal is to allow the receiver to monitor incoming packets and verify
that they traversed legitimate geographic locations defined in the network
path or announced by the routers, depending on the underlying network
infrastructure. We define location-based path validation as the following property: the receiver is able to verify that a received packet p from A has been
sent through the legitimate locations `1 , ..., `n in the correct order. Velo
does not verify the locations of unsupported routers, which can be addressed by using techniques such as avoidance routing or alibi routing [108,
119], which we discuss in Section 4.7.
To improve real-world adoption, we additionally identify the following
desired features for Velo:
Third-party Verifiability
With the growing amount of online data, many countries (like members
of the European Union) enter agreements to respect the privacy regulations of other countries [57]. This has led to legislation, such as the Privacy
Shield Framework [91], that imposes restrictions on where user data may
be transmitted and how it is processed. Third-party audit becomes an important part of regulatory compliance as the development of Internet data
privacy laws implies the need to monitor network traffic [91, 148]. Therefore, it is desirable that network paths are also verifiable by entities other
than the intended receiver.
Minimal Modification
Recent work has shown that even with standardized solutions (e.g., RPKI,
ROA) [69, 126], the rate of adoption of these solutions has been unsatisfactory due to the overhead of updating router software. Hence a locationbased path validation solution should be feasible to deploy on top of exist-
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ing solutions and requires minimal software upgrades or addition of extra
hardware components.
Supporting Partial Deployment
Partial deployment has been a common issue in routing security proposals since the immediate wide adoption of any proposal by multiple ASes
remains a challenge [126]. Hence our validation protocol should be incrementally deployable while gradually providing the desired security properties. More specifically, the receiver is able to validate individual routers’
locations as they become available and allows unsupported intermediate
hops to be traversed.
Efficiency
The overhead of validating the locations of network paths should still allow critical communication, such as login credentials or key exchange messages, to be efficiently delivered.
4.3

location-based path validation

In this section, we introduce our location-based path validation scheme
in Velo. We first provide an overview of our solution and subsequently
discuss its design in detail.
4.3.1

Overview

At a high level, we achieve location-based path validation by allowing the
receiver to monitor the geographic locations of routers that are traversed
by incoming packets. The routers’ physical locations are published in RPKI
repositories as their legitimate locations. When forwarding packets, routers
embed their current location inside packet headers. Receivers can inspect
the packet headers to verify that the packets were processed by intended
routers. The overall solution is shown in Figure 4.2.
System Setup
In our solution, routers are equipped with SIMs that are subscribed to
the Location Service, allowing the LCS to independently calculate router
locations. The LCS is modified such that when requested by a router, it
can issue a location proof : a certified confirmation that a packet traversed
the router at a geographic location. If ISPs consider SIM installation to
be costly, they could use delay-based measurements and rely on peers to
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( R1 , `ˆ 1 )
( R2 , `ˆ 2 )
( R3 , `ˆ 3 )
Routers’ current locations

( R1 , pk1 , `1 )
( R2 , pk2 , `2 )
( R3 , pk3 , `3 )
LCS

Location proofs

Routers’ public keys RPKI
and location
Routers’ information
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Sender

R1

R2

R3
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Figure 4.2: Location-based network path validation. Router locations are continuously estimated by nearby base stations and updated at the LCS,
who issues location proofs to routers for individual packets. The
proofs are embedded in the packets and verified by the receiver using information from RPKI.

provide certified location information. However, these solutions may be
less secure and less accurate [2].
Upon deployment, the routers publish their locations to the RPKI repositories. We assume that before engaging in sensitive communication, the
sender and receiver already know the paths that their packets will traverse.
This allows the receiver to retrieve the expected locations their packets will
traverse by looking up the routers’ registered locations in their respective
RPKI repositories.1
Packet Processing
When a router receives a packet, the router communicates with the LCS
and requests a location proof to certify its current location while processing
the packet. For efficiency, the router probabilistically determines whether
to do so by computing a Verifiable Random Function (VRF) and using it as
a seed for a pseudorandom sampling process. If yes, the routers send necessary information about the packet to the LCS, who issues a corresponding
1 In supported network architectures [70, 154, 182, 207], the source or destination may even
select paths based on router locations that match their predefined policy, e.g., only allowing
packets to remain in the same country.
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proof. The router embeds the location proof into the packet header and
sends the packet to the next hop.
Monitoring
The receiver monitors the packets’ traversed locations by inspecting the
location proofs. For each received packet, the receiver verifies the contained
location proofs to check if routers are forwarding the packets from their
legitimate locations. If the occurrence of location proofs for a particular
router is below an expected rate, the receiver challenges the router to prove
the correctness of its computed VRFs.
4.3.2

Location Registration in RPKI

Similar to how ASes publish their public keys, we also use RPKI to disseminate routers’ legitimate locations, which are later used as a reference
when the receiver monitors packet locations. Namely, the RPKI repository
stores the following information about a router:

( IDi , `i , pk i )
where IDi is the identifier of router Ri (such as its IP address or AS identifiers [105]), `i is its registered location of deployment, and pk i is the public
key corresponding to the router’s secret key sk i . The senders can lookup a
router’s location by querying its corresponding RPKI repository and cache
it for later use.
Remark
While router locations published in RPKI represent the correct location of
routers as reported by ISPs, they do not have to be obtained by the Location
Service or other localization infrastructures. The location information in
RPKI may also be used to select paths based on a geographic policy.
4.3.3

Location Proofs using LCS

A location proof is a certified statement that proves that a packet passed
through a geographic location ` during its transmission. A sequence of
location proofs hence allows the receiver to securely learn the packet’s
geographic path. Such location information can then be verified against the
routers’ information from RPKI or the sender and receiver’s preferences; it
can also be logged for various monitoring purposes.
In Velo, location proofs are generated by the LCS, an independent party
trusted by the receiver. This prevents a compromised router from falsely
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Current location `ˆ i

Ri

LCS

C (m)




C (m), Ri , `ˆ i , t , signature

Figure 4.3: Generation of a location proof. The router is continually localized
by the LCS using its SIM. The router sends a message commitment
C (m) to the LCS, which replies with the location proof. The signature
binds the message digest, router identifier, its current location, and
a timestamp together. Assuming routers do not collude with each
other, this proves that the router is able to maintain its presence at
the location while processing the packet.

claiming to be at a legitimate location while forwarding location-sensitive
packets. When a router receives a packet containing a message m, it requests a location proof by sending the LCS a commitment C (m) of the
message.2 The LCS processes the request by generating and signing the
message


C (m), ID, `ˆ i , t
using its private key, where ID is the public identifier of the router, `ˆ i is
the up-to-date estimated router location in the LCS database, and t is the
timestamp of when the query is processed. The router uses its authentication credentials to issue such a query using the Mobile Location Protocol.
The ISP also specifies to the LCS that the router is the only party (among
other LCS subscribers) allowed to query its location. The process is illustrated in Figure 4.3. After obtaining the location proof for a packet, the
2 Although web traffic are often secured using end-to-end encryption such as TLS, we do not
make assumptions here about whether m is encrypted.
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router embeds it in the packet header and sends it to the next router on
the path.
The reliance on the LCS to issue location proofs (to prevent false location claims by compromised routers) results in extra round-trip times for
every hop. An overly simplistic solution to achieve location-based path
validation is to simply require that every packet is accompanied by a location proof for every router it has passed through. However, this will lead
to significant overheads for intermediate routers to process packets. Therefore, we address this using a probabilistic approach to generating location
proofs.
4.3.4

Randomized Location Proof Generation

We now present a randomized solution that improves the efficiency of
Velo while providing communicating peers with probabilistic guarantees
on the location properties of their packets. Instead of providing verifiable
locations of every hop for a packet, each location proof is randomly requested and added to a set of proofs, denoted by L, that is included the
packet header. To realize this, upon receiving a packet, each router Ri performs a pseudorandom Bernoulli sampling, whose output, either yes or no,
decides whether a location proof should be requested and embedded to
the packet. We identify the following properties that our sampling strategy should achieve, given our attacker model:
1. Private sampling: the pseudorandom sampling for packets at a router
should only be computable by the router itself. This prevents other
entities in the network from anticipating the sampling outcome before it is handled by the router. Otherwise, the network attacker or
preceding routers may intercept a packet, simulate the sampling process of the next router, and forward it using an undesired route if the
sample is no.
2. Verifiable sampling: the computation of the pseudorandom sampling
should be verifiable. Otherwise, a compromised router could undetectably specify the sampling outcome such that a location proof is
not needed when the router is at an unspecified location.
3. Independent sampling: the pseudorandom sampling result across different routers and packets should be independent. This allows the
addition of location proofs to be randomized for each packet and at
every hop.
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Since the randomness of the sampling depends on its seed, we design
the seed to achieve the properties above. To achieve the first two properties,
we use a Verifiable Random Function (VRF) [71, 134] to compute sampling
seeds.3 A Verifiable Random Function4 is a pseudorandom function that
can only be privately computed but allows others to publicly verify that
its computation is correct.
Seed Generation using a VRF
In our work, we use the protocol provided by Franklin and Zhang [67],
executed by two parties: a prover and a verifier. The prover uses its secret
key to compute a pseudorandom function as its VRF output and generates
a zero-knowledge proof of the correctness of its computation, which can be
verified by the receiver. The verifier uses the prover’s public key and the
zero-knowledge proof to verify that the VRF is computed correctly. The
public parameters include: a multiplicative group G of order q, a generator
g ∈ G , a hash function h1 : {0, 1}∗ → G , and a hash function h2 : {0, 1}∗ →
Zq .
In Velo, the router and the receiver play the roles of the prover and
verifier, respectively. Each router Ri randomly selects a secret key sk i from
Zq and publishes the public key pk i = gski (along with its legitimate location) to an RPKI repository. When processing a packet, Ri computes the
following VRF using sk i and uses it as the pseudorandom sampling seed
s:
s = VRFski (m) = h1 (m)ski
(4.1)
The router can generate the zero-knowledge proof based on a given challenge r ∈ Zq :
c = h2 (m, gr , h1 (m)r )
t = r − c · sk i
The proof can be verified by checking if
c = h2 m, gt ( pk i )c , h1 (m)t sc



holds. The zero-knowledge proof can be made non-interactive using the
Fiat-Shamir construction [64], so routers can directly generate the proof by
setting the challenge r = h2 (m).
3 Primitives such as hash functions do not provide private sampling since the attacker can
compute them, thereby predicting the inclusion/exclusion of location proofs.
4 VRFs are also known as unique signatures. Nondeterministic signatures are unsuitable because the router can generate several different signatures for a given (m, n) as valid seed
values for pseudorandom sampling.
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To achieve the third property, independent sampling, the VRF takes as
input two variables: the packet content m and a nonce n specified by the
sender. Including the packet content m ensures that the VRFs are different
for different packets at each router and therefore different Bernoulli samples. The nonce n ensures that the VRFs are different for different packets
even if their message contents are the same. The VRF also outputs different
values for the same packet at different routers since they are keyed using
their secret keys. As a result, the sampling can be treated as independent
events across different packets and different routers.
By our design, each router uses its own computed VRF as the seed
for performing one Bernoulli sampling with a given success probability
α, where 0 < α < 1. If the output is yes, the router requests a location
proof from the LCS and adds the proof to L in the packet header. The
probability for yes can be set to a default value, such as 10%, or specified
by the sender in the packet header before transmission. The seeded pseudorandom sampling process for randomized proof generation is illustrated
in Figure 4.4.
Statelessness
By our design, Velo routers do not keep state for the communication established by the sender and receiver. The Bernoulli sampling and the location
proof generation can be done using just the packet’s message and nonce,
which the receiver can log. The router can discard all information about an
incoming packet once it is processed and forwarded.
Remark
Other solutions may be used instead of verifiable random functions, such
as establishing shared keys between routers and the receiver [107, 140].
However, our proposal requires only limited modifications to the routers
and enables gradual deployment. We discuss the advantages and drawbacks of other approaches in Section 4.7.
4.3.5

Location Validation

Upon packet reception, the receiver can verify the locations of a packet
against a predetermined set of locations by validating the location proofs
contained in the header. Initially, the receiver obtains the legitimate locations of all routers by querying the public RPKI repositories. This can occur
during an initialization step when the sender and receiver learn or choose
the path in several existing networking architectures [70, 154, 182, 207].
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Figure 4.4: Randomized location proof generation. Router Ri receives from the
previous hop Ri−1 the packet containing the message, the nonce, and
the current set of proofs. It then computes a VRF as the seed for a
Bernoulli sampler with success probability α. If success, Ri requests
a location proof from LCS and adds it into the set of proofs. The
updated packet is then forwarded to the next hop.

4.3 location-based path validation

During communication, the receiver examines the packet containing the
message
set of embedded location proofs L. For each location
 m and the 
proof C (m), ID, `ˆ , t in L, the receiver performs the following checks:
1. Check that the proof is authentic by verifying the proof’s signature
using the public key of the LCS.
2. Check that the proof’s timestamp t is fresh enough. The elapsed time
from the timestamp should be no more than a predefined threshold,
tht (such as one minute).
3. Reveal the commitment of the message in the proof and check that it
matches the message m.
4. Check if the location `ˆ is close enough to the published location of
router ID. The location in the proof is accepted if its distance to the
legitimate location does not exceed a certain threshold th` (such as
20 meters, depending on the accuracy and precision of the LCS).
If all the location proofs in L pass the above checks, the locations on the
network path are considered to be validated. The receiver retrospectively
performs the above validation process and conveys the result to the sender
using their existing secure channel. Based on the validation results, the
sender can thereby decide whether to continue transmitting packets.
Supporting Third-party Validation
Path validation in Velo can also be independently performed and audited
by a third party in a straight-forward manner. The necessary information
includes the packet message, the nonce, and its attached location proofs,
which can be publicly logged during transmission. The third party also
needs the router identities on the chosen path, which can be provided by
sender or receiver.
Our solution also needs to address false Bernoulli sampling. For example, a compromised router may process packets from undesired locations if
it can falsely claim the output of the Bernoulli sampling. Malicious changes
to the sampling process can be detected using VRFs, as we subsequently
discuss.
4.3.6

Verifying the Random Sampling Processes

To ensure that the routers correctly computed the seeds for their Bernoulli
sampling, we use the verifiability property of VRFs. The main idea is that
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the receiver continuously tracks the occurrences of location proofs from
each router and their corresponding distribution across multiple packet
receptions. If the distribution for a router does not resemble a Bernoulli
distribution, the receiver issues a challenge to the router to verify the correctness of its VRF outputs.
Likelihood Monitoring
We make use of the likelihood function of a Bernoulli distribution to monitor the frequency of location proofs for every router. This likelihood function is:
!
N
L( p| N, y) =
p y (1 − p ) N − y
(4.2)
y
where p is the success probability, N is the number of observations, and y
is the number of success samples observed. In our work, N translates to
the number of packets that have been received, and y is the total number
of location proofs for a specific router. The receiver persistently stores and
updates the likelihood of the predefined probability α, L(α| N, y), on every
incoming packet. To check whether the proofs are included at the specified rate, the receiver compares L(α| N, y) to the likelihood function of
the expected number of success samples, i.e., L(α| N, round(αN )). We define the following metric to evaluate the relative deviation of the observed
likelihood:
|L(α| N, y) − L(α| N, round(αN ))|
d=
.
(4.3)
L(α| N, round(αN ))
Based on the relative deviation, if d exceeds a threshold thd (such as 25%),
defined by the peers during path selection, the receiver can take action to
verify the router’s correctness in computing its VRFs. We summarize the
necessary thresholds for location validation and VRF verification in Velo
in Table 4.1.
Verifying Pseudorandom Samples
When the receiver has cause for suspicion (d > thd ), it challenges a router
to prove that its pseudorandom Bernoulli sampling for each packet is done
using the correct seed. Since the seeds have been taken from outputs of
VRFs, the router must issue proofs of the VRFs it has computed for any
packet that the receiver requests. The proof protocols based on our chosen
VRF construction.
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Symbol

Meaning

tht

Maximum allowed age of the timestamp
in a location proof

th`

Maximum tolerated difference between a
router’s location and its registered location

thd

Maximum tolerated deviation of the likelihood of a Bernoulli distribution with
probability α
Table 4.1: Threshold variables used in Velo.

4.3.7

Alternatives and Comparison

Our main solution for Velo results in additional round-trip communication between a router and an LCS server whenever a location proof is
required. For use cases where an additional round-trip is unacceptable,
we propose two ways of reducing the impact of the round-trip time and
discuss their tradeoffs.
Location Proofs in Public Ledgers
To reduce the packet forwarding overhead, its per-hop locations can be
logged for later verification instead of being embedded in the packets. As
shown in Figure 4.5, instead of embedding location proofs at each hop, the
router immediately forwards the packets and sends the commitment of the
message to the LCS, which stores it in a public log with the router’s upto-date location. The receiver can later verify the path of a received packet
by querying its location history from the respective LCS servers. Using
this approach, the LCS can passively receive and log packet information
without having to send explicit location proofs to the router. To improve
storage efficiency, logged data can be given limited a lifetime after which
it would be cleared to store fresh packet information.
Overall, this approach reduces the overhead of packet forwarding since
routers would be able to immediately forward the packets as before, without waiting for location proofs from the LCS. However, such a solution
requires a large amount of storage to log the location history of many
packets. For example, assuming a 32-byte commitment, a continuous data
stream over a 1 Gbps connection would require at least 2.7 MB of storage
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Figure 4.5: Storing location proofs in public ledgers. In this alternative approach,
the LCS does not issue location proofs but instead logs information
about the packet along with the up-to-date location of the router.
The receiver can later query the LCS to obtain and verify the router
location.

per second for every router if all the packets’ location history needs to be
logged. It may, therefore, be vulnerable to state exhaustion attacks where
the adversary overloads the network with packets that correspondingly
generate a large amount of log data at the LCS.
Separate Packets from Location Proofs
Routers can also immediately forward packets to the next hop and send
the location proofs after receiving them from the routers. This would reduce the impact of the extra round-trip time to the LCS. However, it also
increases the complexity of the receiver, since it does not know when it
will receive a location proof for a hop or whether one will arrive at all. It
also reduces network throughput since it results in additional packets in
the network that are linear to the number of intermediate hops.
4.4

security analysis

We analyze the security of our location-based path validation in the presence of the network attacker and the compromised router. The security of
our approach is based on the security of (i) the location proof signed by
the LCS, (ii) the Verifiable Random Function, and (iii) the probability α of
embedding a location proof. We also discuss the security implications of
opportunistic attacks that aim to violate the security goal.

4.4 security analysis

Our solution is probabilistically secure against the network attacker. In
the simplistic version, in which location proofs are added for every packet
at every hop, Velo allows the receiver to verify the location of every router
on the path. This prevents the network attacker from diverting packets
away from desired locations since the receiver would detect that location
proofs of the skipped hops are missing. The randomized location proof
generation is probabilistically secure against an opportunistic attack. Since
the sampling seed—computed by the router using a VRF—is unknown by
the attacker, it can only guess that a location proof could be generated at
the next hop with the confidence of the sampling frequency α. Therefore,
the attacker has a probability of 1 − α of cheating at a given router. The
overall probability of successfully cheating on all x routers on the path
exponentially decreases to (1 − α) x . The rational network attacker should
therefore honestly forward the packet to prevent possible detection.
For the compromised router, the simplistic solution allows the receiver
to examine the location proof to detect that it is not at its legitimate location. In the randomized approach, a malicious router may use a false
pseudorandom sampling seed other than the VRF output, as specified in
Equation 4.1. This allows it to pretend that the sampling process decides
that a location proof is not needed and subsequently forward the packet as
is. However, since the correctness of the VRF can be verified by the receiver,
false seeds for every forwarded packet can be detected if the likelihood of
the Bernoulli distribution of frequency α given the observed occurrences
of the location proofs is lower than the threshold dth . The receiver can then
challenge the routers for the proofs of correct VRF computation.
In addition to routing packets from undesired locations, a malicious
router may also attempt to divert traffic away from the next hop. Such
a router can be treated as a network attacker and be detected in the same
way. We also analyze the security of our Velo with respect to other known
attacks on packet routing.
Packet Injection
Except for the first router R1 and its connection to the sender, the receiver
is able to detect packet injection attacks using location proofs. Any subsequently compromised router or network attacker may inject packets into
the path, but they are not able to forge location proofs of its previous hops.
In the probabilistic solution, an injection attack after one hop can be detected with probability α, which is when the previous router embeds a
location proof. Since the attacker can guess that previous routers do not
embed a proof with probability 1 − α, the chance of the injected packet
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being detected is 1 − (1 − α) x where x is the number of preceding Velo
routers.
Packet Alteration
While packet integrity is typically achieved using upper-layer protocols
(e.g., TLS), location proofs from different routers can also be used to detect alteration attacks. More specifically, the receiver can open the commitments in all the location proofs and compare them to detect if any of the
messages have ever been modified. Similar to the case with injection attacks, altered packets can be detected with probability 1 − (1 − α) x for x
routers earlier on the network path.
Packet Replay
Packet replay attacks are limited by the freshness of the location proofs.
Namely, while validating the locations, the receiver checks that the timestamps in the location proofs are fresh enough (such as less than one minute).
Therefore, if the attacker replays a packet with old location proofs, the receivers can reject it.
Out-of-order Traversal
With a strong network adversary, packets may be sent along the path in an
incorrect order, e.g., to incur a higher latency. Velo partially detects this
attack by allowing the receiver to probabilistically receive location proofs
and check the order using the timestamps. More specifically, the order of
those routers that produced location proofs can be preserved by checking
if their timestamps are in the correct order.
Message Privacy
In addition to the attacker model, our solution also preserves the privacy
of packet messages from an honest-but-curious LCS. Only a commitment
to the message is sent to the LCS during the location proof request, while
no metadata (e.g., source, destination) is revealed. As a result, the curious
LCS, without the ability to monitor the network, is unable to track communication.5
4.5

implementation

In this section, we describe a prototype implementation of Velo.

5 We note that a powerful LCS may be able to monitor the network and track communication.
However, our defined network attacker is also able to eavesdrop messages. Peers may resort
to end-to-end encryption or onion routing to secure their communication.
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<svc_init xmlns="MLP_SVC_INIT_310.dtd">
<hdr>
<client>
<id>USERNAME</id>
<pwd>PASSWORD</pwd>
</client>
</hdr>
<slir>
<msids>
<msid type="IPV4">1.1.6.6</msid>
</msids>
<location_proof_extension>
<message_hash>HASH OF MESSAGE</message_hash>
</location_proof_extension>
</slir>
</svc_init>

Listing 4.1: Sample location proof request in MLP. Our extension location_proof
contains: (1) the username and password of the MLP client (the
router), (2) the requested ID for the location, and (3) the hash
h(n, m).

4.5.1

Location Service

As mentioned in Section 2.1, the LCS uses the Gateway Mobility Location
Center (GMLC) as the interface for client queries using the Mobile Location Protocol. Therefore, we design the router to request location proofs
from a GMLC using an extended version of MLP. We use the open-source
Java implementation of GMLC by Restcomm [163] and modify it to support issuing location proofs to routers. Each router acts as a client to the
LCS and may establish a persistent TLS connection to the GMLC to request
location proofs for different packets efficiently. To implement the commitment scheme for the packet message, we use the cryptographic hash function SHA256 with a nonce for efficiency. When originating the packet, the
sender specifies a nonce of length 128 bits.
Each router also has a GMLC credential associated with its SIM, which
has exclusive access to its own identity (ID) and stored at the GMLC.
We directly use the IPv4 or IPv6 addresses for the identity of the routers,
which is already supported by MLP. A sample MLP location proof request
is shown in Listing 4.1. The request contains the router’s credential, its
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<svc_result xmlns="MLP_SVC_RESULT_310.dtd">
<slia ver="3.1.0">
<pos>
...
</pos>
<location_proof>
<message_hash>HASH OF MESSAGE</message_hash>
<id>1.1.6.6</id>
<longitude>LONGITUDE</longitude>
<latitude>LATITUDE</latitude>
<time>1493132656</time>
<signature>SIGNATURE OF PROOF</signature>
</location_proof>
</slia>
</svc_result>

Listing 4.2: Sample location proof in MLP. Our extension location_proof
contains: (1) the hash h(n, m), (2) ID of the current router, (3) the
location of the current router (in longitude and latitude), (4) the
timestamp of this location proof, and (5) the signature.

identity in the query, and the cryptographic hash of the message with the
nonce.
The GMLC authenticates the router using its credentials and verifies that
it is authorized to access the location of the identity specified in the request.
On success, the GMLC looks up the router’s latest location `ˆ from the LCS
database. We represent the router location by its longitude long and latitude lat, each of 4 bytes, similar to the location records used in DNS [46].
The GMLC further records the current time in a 4-byte UTC timestamp t.
We use the Ed25519 [22] signature scheme to sign the necessary information:
h(n, m)| ID |long|lat|t
where n is the nonce specified by the sender and h is the SHA256 hash
function. The GMLC sends the location proof along with the signature to
the client in an MLP response, as shown in Listing 4.2. We encode binary
data such as the message hash and the signature using Base64. Our modifications to the Restcomm GMLC consists of only 105 lines of code.
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4.5.2

Routing Components

To evaluate the feasibility of Velo, we implement a simple packet routing
network using Go, consisting of the packet sender, the receiver, and the
intermediate routers that form a network path.
The sender continuously sends UDP packets each containing a nonce
and the desired pseudorandom sampling probability to the first router
on the path. Each router continuously receives the packets with multiple
threads and randomly requests and embeds location proofs using the VRF
and sends the packet to the next hop. For the VRF, we use the implementation by CONIKS [132], which is based on SHA3 and Ed25519. The receiver
continuously receives packets from the last router and validates all the
location proofs using their signatures.
In terms of embedding Velo data, IPv6 Extension Headers provide an
elegant way of incorporating it into the IP header. However, recent studies
have found that ISPs often drop packets containing standardized extension headers, such as Hop-by-Hop options [47], against the recommended
practice [100]. Therefore, to ensure that Velo data can be successfully transmitted with the packet to the receiver, we embed it as part of the IP packet
payload. We provide the details on the formatting of packet information in
Appendix A.
4.6

evaluation

We evaluate our implementation of Velo under real-world global settings
using the Amazon EC2 platform.
4.6.1

Methodology

Our goal is to evaluate the communication overhead due to the added computation of VRFs and the communication with the Location Service to obtain location proofs. We first introduce the deployment of the components
in Velo and afterward describe our benchmarking setup and performance
metrics.
Testbed Deployment
We set up a testbed on Amazon EC2 consisting of a sender, a receiver, and
four routers supporting Velo, as shown in Figure 4.6. The four routers
simulate four distinct ISPs in the real world, which is based on the findings by Chen et al. that most real-world connections use fewer than seven

79

velo: location-based network path validation

Sender

Router 1

Router 2

GMLC 3

Router 3

Asia Pacific
(Singapore)

GMLC 4
Location proofs

GMLC 2

US West
(Oregon)

Location proofs

GMLC 1

US East
(N. Virginia)

Location proofs

EU Central
(Frankfurt)

Location proofs

80

Router 4

Receiver

Figure 4.6: Velo testbed. Our testbed consists of two parties communicating
over four Velo routers distributed across four geographically distanced regions on Amazon EC2. Each router communicates with the
GMLC instance in its own region to fetch location proofs.

ISP hops [41]. Since Velo can be used in global communication among
countries with collaborative data localization agreements (like the EU’s
Privacy Shield), we deployed routers in four different geographic regions:
EU (Frankfurt), US East (N. Virginia), US West (Oregon), and Asia Pacific
(Singapore). Each region also contains a dedicated GMLC server to simulate the widespread deployment of the Location Service by their respective
telecommunication operators. The sender and the receiver are placed in the
same regions as the first hop and the last hop, respectively, since it is realistic that peers first connect to an ISP in their local area. All components
use individual m4.xlarge instances running on an Intel Xeon E5-2686 or
E5-2676 CPU with 16 GB of RAM.
Performance Measurement
We evaluate the performance of Velo by measuring its impact on packet
latency and transmission rates under load. For packet latency, we measure
the time used by routers to embed location proofs and their retrospective
verification by the receiver. To evaluate transmission rates, we measure the
routers’ goodput under load by measuring the total size of actual packet
payloads (excluding Velo header information and location proofs) per sec-
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ond. We also compare the goodput to the raw data throughput to observe
its effects due to transmitting location proofs.
Benchmark Experiments
We performed benchmarks using different configurations of packet sizes
and location proof sampling probabilities. For the packet size, we assume
the typical Maximum Transmission Unit (MTU) of around 1500 bytes for
Ethernet II frames to prevent packet fragmentation. Since the Velo data
consists of the nonce, sampling probability, and potentially up to four location proofs (one from each router), we reserve around 400 bytes and test
on packets sizes of 256, 512, 768, and 1024 bytes. For the probability of obtaining a location proof per hop, we performed tests on the following rates:
0%, 10%, 30%, 70%, and 100%. For probabilities 0% and 100%, routers directly forward the message or embed a location proof, respectively, without
needing to compute the VRF or performing the pseudorandom Bernoulli
sampling.
To measure packet latency, we configure the sender to transmit over
30,000 packets for every configuration. To measure system throughput and
goodput under load, the sender continuously transmits packets for 60 seconds in every configuration, sufficient to obtain stable measurements. We
use the system performance with sampling probability of 0% as the baseline for comparison.
4.6.2

Latency

Velo adds a minimal and tolerable overhead to the packet processing latency. In Figure 4.7, we show the latency of various phases of a packet
versus the baseline measured at each router. For all packet sizes, our solution adds roughly 2.1 milliseconds to the overall latency. Most of the time is
spent on communicating with the GMLC server to fetch the location proof,
roughly half of which is used by the GMLC to generate the signature for
the proof. The remaining extra time is used by the router to parse the response in the Mobile Location Protocol and embed the necessary data into
the packet.
While the extra round-trip between the Location Service plays a major
role in increased latency, it allows router locations to be independently
attested by a trusted party. Given that modern webpages loads in a few
seconds [175], the added latency with multiple Velo routers remains imperceptible to regular users.
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Figure 4.7: Processing latency on Velo routers with error bars representing one
standard deviation. We observe a tolerable and consistent increase of
2.1 milliseconds throughout all routers and for all packets.

Our solution also adds a tolerable overhead to end clients. The median
time for the receiver to verify a location proof is 0.13 milliseconds, with a
standard deviation of 0.04 milliseconds. We find that the client can perform
Velo validation efficiently, with the routers being the latency bottleneck.
4.6.3

Goodput and Throughput

In our experiments, the overall data rate is impacted due to the extra roundtrip TCP communication with the GMLC, as shown in Figure 4.8. The
goodput measurement for the baseline settings are 19.1 MB/s, 38.3 MB/s,
57.5 MB/s, and 76.6 MB/s for packet sizes 256 B, 512 B, 768 B, and 1024 B,
respectively. We observe a goodput of up to 2.1 MB/s when the routers
are forwarding 1024-byte packets and embedding location proofs with 10%
probability. All routers in our testbed perform similarly under load, and
we also obtain similar goodput statistics on the receiver side.

4.6 evaluation

Data rate (MB/s)

1.0
2.0
1.5
1.0
0.8
0.5
0.0
2.0
0.6
1.5
1.0
0.5
0.4
0.0

Router1

256

256

2.0
0.2
1.5
1.0
0.5
0.0
0.0256

512

768

Router3

512

768

Receiver

5120.2

768

1024

1024

0.4
1024

2.0
1.5
1.0
0.5
0.0
2.0
1.5
1.0
0.5
0.0

Router2

256

512

768

1024

256

512

768

1024

0.6

Router4

Payload size (bytes)

10% probability
30% probability
50% probability
70% probability
100% probability
0.8

1.0

Figure 4.8: Goodput measured on routers and the receiver. The probability of
adding a location proof significantly affects the router performance
due to the added communication with the Location Service.

While router forwarding performance is affected by embedding location
proofs, we have not observed saturation on the increasing trend of goodputs with respect to packet sizes. As observed in Figure 4.8, our benchmarks suggest that the performance of Velo may increase with the network’s support of larger MTUs.
We also compare the impact of Velo on the goodput by measuring the
goodput-to-throughput ratio, where throughput is defined as the data rate
of both the payload and the embedded Velo data. We observe that higher
probabilities of embedding location proofs lead to lower effective transmission rates for packet payloads. This reflects the tradeoff between secure
location validation and system performance. However, for larger packet
sizes, such as 1024 bytes, the ratio increases to above 90% even when lo-
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Figure 4.9: Ratio of goodput to throughput.

cation proofs are embedded by every router. These results show that the
performance of Velo is less impacted when using larger packets.
4.6.4

Performance of the Alternative Solution

In addition to the primary design choice for Velo, we also evaluate the
alternative solution where the LCS acts as a public ledger to store the
packets’ location history. As mentioned in Section 4.3.7, the router does not
embed location proofs in the packet and can immediately forward packets
to the next hop. To achieve this, we implement the router to send the MLP
request to the LCS server through a dedicated TLS channel in a separate
thread.
We performed benchmarks using the same settings as previously mentioned and noticed that the system performance was significantly improved.
As shown in Figure 4.10, the added processing latency on routers is reduced to 0.1 to 0.5 milliseconds on average. The added latency is now
primarily due to packet header inspection, which is comparatively faster
than the round-trip time between the router and the nearby LCS server.
This alternative of achieving location-based path validation incurs almost
no latency noticeable by the end user.
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Figure 4.10: Processing latency on the alternative solution with error bars representing one standard deviation. The gray bar represents the baseline and the white bars represent the alternative solution. Velo adds
minimal overhead (0.2 to 0.4 milliseconds) to the processing time on
each router for all packet sizes.

The ledger-based solution also improves data throughput to be on the
same order as the baseline setup. As shown in Figure 4.11, the throughput
is roughly 50% of the baseline on most routers and the receiver. Additionally, since the LCS is responsible for logging packet history, location
proofs do not have to be embedded in packet headers, thereby reducing
packet space overhead. This reduces the impact on data goodput, which is
now almost identical to the throughput, as shown in Figure 4.12. Overall,
the throughput of around 40 MB/s is a significant improvement from the
original method and can be useful for bulk data transmission.
4.7

discussion

We now address various practical aspects of Velo.
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Figure 4.11: Throughput measured on routers and the receivers for the alternative solution. The throughput here is approximately half of the
baseline setup.

4.7.1

Performance

The millisecond-level latency on Velo routers should not be noticeable
by end users in typical online applications. In contrast, the data goodput
is limited by the use of the Location Service as an independent source
to prove the router locations, which unavoidably adds a round-trip delay.
However, our evaluation shows that Velo can still be used for protecting
highly sensitive web traffic, such as TLS key exchange messages. We also
observe higher goodput with larger packet sizes, suggesting that our approach would provide higher performance when larger MTUs, such as
jumbo frames [56], are more widely supported. The efficiency of computing VRFs and signature schemes can also be improved using more efficient
elliptic curve implementations [171].
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Figure 4.12: Goodput measured on routers and the receivers for the alternative solution. Since packets do not carry location proofs, the overall
goodput is not noticeably affected.

To counter efficiency concerns, Velo can be adaptively used based on
the security of the data. For all traffic, the sender can use the randomized
approach to optimize transmission speed based on its own desired level of
guarantee on the network path locations.
The alternatives mentioned in Section 4.3.7 also help reduce the impact
on data throughput, since they do not require location proofs to be embedded before forwarding. However, such solutions require either a stateful
Location Service setup or induce extra messages on the path to the receiver.
These solutions may nonetheless be adopted depending on the application
scenario.
When data privacy is also desired, we propose two ways to improve
packet goodput on encrypted data to prevent attackers in unwanted locations from decrypting it in the future. One way is to use block cipher
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modes in encryption such as cipher block chaining [17] and to send the first
block with 100% location proof embedding probability. This ensures that
the first block’s network path is fully verified, while the adversary in unwanted locations cannot decrypt the remaining blocks without capturing
the first block. An alternative is also to apply all-or-nothing transforms [25,
164] on all packet data and only sending a few packets using Velo, thereby
requiring that such an adversary cannot reconstruct the message without
all the blocks. In both cases, Velo only needs to be applied to a minimal
number of packets, which introduces negligible impact on overall latency
and throughput.
4.7.2

Deployment and Integration

Velo can be deployed in modern networks with minimal extensions to
existing solutions. RPKI repositories can be expanded to store router location information provided by ISPs and publish them to Velo-enabled endpoints. RPKI standards [88] and implementations can also be updated to
support cryptographic algorithms used for Verifiable Random Functions.
ISPs can incrementally upgrade their routers with dedicated SIM devices,
allowing their locations to be measured by the LCS. Existing software in
the Location Service, like Restcomm GMLC, can be easily modified to support the issuance of location proofs, as we have shown with our prototype.
Our solution can also be integrated with other routing techniques. Alibi
Routing [119] uses self-reported GPS coordinates to prevent traffic from entering forbidden geographic regions. Velo can be used to provide stronger
confidence in its proof of avoidance by using existing telecommunication
infrastructures as a trusted component for location data. In packet validation techniques like ICING [140] and OPT [107], our solution can also
be adapted to ensure the path’s geographic property in addition to router
identities. Particularly, the shared keys with routers and the receiver can be
directly used as the seeds for pseudorandom sampling, thereby reducing
the overhead of computing VRFs.
4.7.3

Localization Security

We assume that the router does not rapidly move between the localization
processes by the LCS. However, compromised routers may exploit the time
of check to time of use (TOCTOU) issue to cheat on its location. This requires a suitable freshness threshold for location data stored at the GMLC
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and for the location proof. We also assume the SIM is not decoupled from
the router. In real-world settings, ISPs should physically secure their router
deployment sites to prevent attackers from intruding with relaying SIMs.
The LCS’s localization techniques also directly affect the security of Velo.
For example, location proofs with coarse-grained location data may allow
a compromised router placed near a country’s border to be erroneously
estimated to be its adjacent country. To address this, telecommunication
operators can install or lease femtocell base stations to such regions to improve the location accuracy and precision. The LCS can also use techniques
like secure multilateration [37] and hidden base stations [39] to reliably
estimate the location of a router. Alternatively, Velo may also use other
geolocation services such as LoRa [174] or delay-based measurements [3]
based on the desired reliability of location data.
4.7.4

Location Proof Stripping Attacks

In addition to our attacker model, we now discuss another attack where
the adversary aims to frame a router as dishonest. To achieve this, the
network adversary or any subsequent malicious router on the path inspects
the packets and removes the location proofs that are added by the victim
router. Since the receiver does not receive any location proofs from the
victim router, there is no guarantee on the router’s location. As a result, the
receiver would erroneously determine that the victim router is dishonest.
To prevent this attack, one can modify the design of Velo such that if the
router decides not to obtain the location proof for a packet, it embeds the
proof for the VRF in the packet header instead. This allows the receiver to
receive and verify either a VRF proof or a location proof for every hop of
the packet. While this incurs extra storage overhead in the packet header
(96 bytes in our chosen VRF construction), it prevents the adversary from
framing honest routers.
4.8

related work

We summarize and compare research related to location-based network
path validation.
Path Broadcast Verification
BGP has traditionally been known to be vulnerable to a range of attacks, often involving misconfigured or compromised routers announcing incorrect
or suboptimal paths that eventually affect a large region. Many attempts
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have therefore been made to ensure the integrity of path broadcasts via
authentication. S-BGP [104] uses a PKI to support the authentication of
BGP messages sent by ASes. The PKI uses ICANN as the root Certificate
Authority, which extends to Regional Internet Registries, and supports the
authorization of AS ownership by ISPs. soBGP [199] is similar to S-BGP
but adopts a web of trust using entity certification without requiring the
deployment of a PKI. Proposed by van Oorschot et al. [144], Pretty Secure BGP (psBGP) authenticates AS numbers using a single-level PKI and
verifies AS paths using a decentralized peer-based rating system. Recent
proposals such as RPKI, ROA, and BGPSEC also aim to secure the process
of BGP broadcasts and path selection. However, none of the discussed techniques monitor whether packets actually go through a given network path
during communication [122].
Path Validation
To assure path validation during communication, recent research proposes
using endpoints to retroactively validate the network paths of received
packets using per-packet Message Authentication Codes generated by each
intermediate hop. ICING [140] requires routers to share and look up keys
with other nodes while OPT [107] allows routers to efficiently compute
shared keys without needing to store state. Route verification is also being
explored in software-defined networking (SDN). Schiff et al. [173] consider
a threat model in which the control plane of SDNs is compromised by an
external attacker and mention location verification as a motivating use case
to pursue path validation research. These techniques focus on verifying the
identities of the routers and do not detect if they have moved locations or
leaked keys to a remote party.
Location-based Routing
Past work on location-based routing mostly considered the problem of
route construction in wireless communication or mobile ad-hoc networking (MANET) [103, 109, 121]. These proposals address path discovery for
reachability and do not provide assurances on path validation of data during transit. Oliveira et al. propose GIRO [143] for BGP route selection that
uses geographic information to improve network performance and reduce
routing table sizes. These solutions do not aim to monitor the actual network paths that packets take.
Avoidance Routing
The closest research to our work is avoidance routing, which aims to construct network paths that avoid unwanted territories. Kline and Reiher
propose avoidance routing [108] that allows users to specify regions they
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wish to avoid. Alibi routing [119] extends this work and proposes provable
avoidance routing, which prevents traffic from entering forbidden regions
on a per-packet level. Our work considers a complementary problem and
checks if packets have traversed desired locations.
4.9

summary

Data localization regulations foster increased user privacy by restricting
the flow and storage of online data. These regulations call for techniques
to ensure service provider compliance, which remains a challenge for the
current Internet. We propose location-based path validation and design
Velo to monitor the network paths and detect routers that use undesirable
locations. Our prototype adds a negligible overhead to packet delivery
latency and provides sufficient throughput for critical data. Our findings
show that Velo is a useful solution towards monitoring data localization
on the network plane.
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Part II
Usability of Location-based Network
Security

5
T H E E F F E C T S O F L O C AT I O N O N S E C U R I T Y
DECISION-MAKING

5.1

introduction

The techniques we propose so far in this thesis, Salve and Velo, improve
security and privacy by automatically verifying the location properties of
the communication channel. However, the user still needs to be involved to
make security decisions when exceptions occur. For example, when client
browser uses Salve and detects that the remote website server is not located at a known legitimate location, it is up to the user to determine
whether to proceed in interacting with it (e.g., sign in, upload data). Similarly, when a receiver uses Velo and detects that an incoming series of
data packets has not traversed desired geographic locations, users need
to be alerted of possible privacy risks. Motivated by the need for user intervention, we explore the user aspect of location-based security solutions
and how users factor location into their decision-making processes.
Users’ security decision-making has become important due to their increasing usage of the Internet for critical services, such as banking, data
storage, and private communication. For example, customers of online storage services need to assess the trustworthiness of the service provider and
determine whether to trust it with storing private data while protecting it
from unwanted access. However, users can currently do little to ascertain
whether their security is ensured and their privacy is respected by online
services.
Users’ trust in websites is strongly tied to the problem of server authentication, currently achieved using public key certificates and browser security warnings. Unfortunately, research has found that users frequently ignore or bypass related warnings, exposing themselves to online threats [6,
8, 180]. Users also often fail to notice or understand certificate information [60, 178], which has been partly addressed with improved interface
design [61, 62, 176, 183].
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In addition to Salve, recent research on strengthening server authentication has proposed using the server’s geographic location as an additional
trust factor [4]. Moreover, to protect users’ privacy, many countries have
recently established data localization laws, such as the EU’s General Data
Protection Regulation [59], that restrict the locations where sensitive data
can be stored and transmitted. While users do not typically consider security as a primary goal [201], website localization techniques and privacy
regulations suggest that location is increasingly being considered as a factor of online trust and accountability. However, the usefulness of website
location information depends critically on how it is presented to users and
how they, in turn, perceive and evaluate it. Until now, these questions have
been unexplored.
In this chapter, we analyze users’ decision-making processes regarding
their security when they are provided with the location information of
websites. Our goal is to understand users’ acceptance and utility of website localization techniques once they are deployed. We conducted semistructured interviews with 15 participants and applied thematic analysis
to identify issues relevant to online trust. Based on our themes, we developed a model of the factors in users’ trust and analyzed the role of website
locations in their decisions.
We found that users’ perceptions of online security and web authenticity are often intermixed with their concerns about privacy. Our participants often assessed their security on a conceptual level by gauging their
risks in terms of financial security and personal privacy. We also found
that participants, while describing various trust concerns about their online security, expressed preferences for particular locations when dealing
with sensitive information or transactions. These findings suggest that the
knowledge of website locations plays a potential role in how users make
security decisions. The interviews also allowed us to identify users’ incentives to maintain online security, learn how they typically interact with
security solutions, and understand how they incorporate the knowledge
of website locations into their trust assessment process.
The rest of this chapter is organized as follows. We first provide our research question and methodology in Section 5.2. We describe the design
of our interviews in Section 5.3 and our participants in Section 5.4. In Section 5.5, we discuss the results from our thematic analysis. In Section 5.6,
we organize our findings and describe our model of users’ decision-making.
We analyze the role of website locations in users’ decisions in Section 5.7.
In Section 5.8, we summarize our findings from the user interviews.

5.2 research overview

5.2

research overview

Based on recent trends in data localization and proposals for locationbased authentication, our goal is to explore how server location information can be leveraged as a part of users’ trust in online services. Since we
are investigating users’ involvement with location information, we inherit
the same attacker model proposed in related work on TLS [43] and website
location authentication [4, 206]. Specifically, we assume that the attacker is
able to impersonate the server by compromising its public key certificate,
e.g., by obtaining a fraudulent certificate from a compromised CA or learning the server’s private key. We also inherit the same assumption that the
remote attacker is unable to physically co-locate with the victim’s website and resides in a separate location. The attacker’s goals may consist of
stealing user data (e.g., passwords, credit card numbers, or personal files)
or providing false information (e.g., fake news).
In this chapter, we aim to answer the following research question about
user behavior: how do users currently make online security decisions and how
could location play a role in these decisions? To explore these problems, we
conducted a series of qualitative interviews and applied thematic analysis
to understand users’ decision-making processes for online security. The
themes we identified allowed us to develop a model of users’ trust assessment and derive design requirements for a website location tool for a
broad range of web users.
5.3

study design

We interviewed users about how they currently determine websites’ trustworthiness. We chose a semi-structured interview approach to ensure that
we covered topics of interest while giving participants the freedom to discuss their decision-making processes and concerns. Our interview covered
three areas: Internet use, security awareness, and location-related preferences. We carefully selected topics that might have associated security or
privacy concerns for different Internet usage scenarios: online file storage,
emails and calendars, online financial transactions (banking and shopping),
and social media. For each topic, we asked about how participants used
these services, the kinds of data they stored or obtained through those services, and what kinds of security and privacy concerns they had around
these activities. Regarding security awareness, we asked participants about
their general security and privacy precautions and where they thought In-
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ternet data was stored and served from. Because we were interested in the
development of a security indicator, we asked about how they currently
determine that websites are legitimate or trustworthy. In the final part of
our interview, we explained the concept of website location1 as a security
indicator, and asked participants how they might use it if it were available.
Our interview script can be found in Appendix B.1.
Because using location as a website security indicator is a novel concept,
we did not expect participants to explicitly identify it during the interviews.
We, therefore, framed our interview broadly and encouraged discussion
on a wide range of topics with relevant security and privacy concerns. By
eliciting detailed feedback about users’ current decision-making strategies,
we sought to understand how location is currently perceived and how it
can be used in users’ security decisions. In our interview design, we made
an effort to encourage discussion on a wide range of topics with relevant
security and privacy concerns. Rather than specifically introducing technical concepts of location-based authentication, we introduced topics that
naturally led to the subject of location. If participants did not bring up the
subject of location on their own, we attempted to steer the conversation in
that direction.
We audio-recorded the interviews to facilitate subsequent note-taking
and transcription for analysis. Participants also completed a brief demographic questionnaire before the interview. Each interview lasted between
30 and 60 minutes. All studies involving human subjects were approved
by the ethics committee of our institution.
5.4

participants

We wished to represent a diverse array of perspectives in our interviews,
so we recruited people of different genders, ages, education levels, occupations, and diverse nationalities. We deliberately recruited outside our
institution by posting advertisements on public bulletin boards around the
city, and by advertising our study on mailing lists and websites. While our
sample is likely not representative of the larger population, a wide variety
of viewpoints were expressed in our interviews. We also found that the
perspectives and experiences expressed by the participants were in line
with the results of similar studies [65, 101].
1 To make it easier for the user study participants to understand, we used the term “website
locations” in our user studies. We use the terms “website locations” and “server locations”
interchangeably throughout the rest of the chapter.

5.5 thematic analysis

We reached saturation at 15 participants (8 female, 7 male), who had already provided recurring opinions and aptitudes. They ranged in age from
20 to 59, with most (13) aged between 20 and 39 years old. Participants had
a variety of educational backgrounds, and their areas of specialty or occupation included social and natural sciences, engineering/informatics, and
healthcare. Their occupations included artist, scientist, and student (with 8
students making up the majority). To provide a rough measure of the participants’ level of international experience, we asked participants for their
nationality, and how many countries they had visited. Participants’ nationalities spanned 12 countries, and each participant had visited a median of
10 countries.
5.5

thematic analysis

We reviewed the audio recordings and transcribed each interview. This produced a qualitative dataset that we analyzed using thematic analysis [27],
a flexible qualitative analysis methodology that allowed us to identify
themes and relationships in the data. We began our analysis with open
coding. We traversed and reviewed the transcriptions line by line and assigned codes to recurring ideas. To ensure consistency, each interview was
coded by two researchers, and codes were cross-checked to improve reliability.
An example of our open coding is shown in the following quote, where
a participant was asked how she verifies website authenticity:
“I didn’t think of [authenticating websites] before. I think every
website will give us some legal documents to read before we
give information to them. I will scan the documents.” – P5
We assigned the code lack of awareness to highlight the participant’s lack of
concern. Because she mentioned her attention to legal documents, we assigned the code legal concern. We identified 46 open codes in our data, and a
complete list can be found in Appendix B.2. Following the process of open
coding, we refined the codes and classified them into themes, described in
the subsequent sections. These themes highlight patterns of typical behavior we observed, rather than representing categories of users.
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5.5.1

Trusting by Default

When asked about their online decision-making, many participants described taking the security of websites for granted without much investigation.
“[website authentication] is not something I think about. You
just go to the webpage, it looks familiar, and then it never
crosses your mind that it may have been forged.” – P12
This showed a common misconception that the website’s authenticity can
be intuitively judged by its appearance.
We also noticed users’ default approach to trust in the way they described their automatic use of various online services, such as synchronization of data (e.g., contacts and files) across different devices linked to the
same platform.
“I do use sometimes iCloud. I think it just come automatically
with my iPhone. Each two weeks, asking me if I want to store
it [...] I just let it.” – P1
This participant appeared to be unsure of how she used cloud storage and
was unconcerned about her profile information being transmitted outside
of her device. In general, we found that most participants embraced the
convenience of automated functions, such as allowing web email servers
to automatically store email addresses of frequent contacts.
When asked to think about their online security, most participants’ first
intuition was to trust that the default configurations are secure. Few participants mentioned looking out for browser security indicators, such as the
lock icon or website certificates. When asked about decision-making, participants did not frequently engage in discussions of security and privacy
until potential online risks were specifically brought up. Most participants
reported using the Internet by simply trusting the way it is.
“One keeps hearing about Internet security and all this, but
unless something happens, you don’t pay a lot of attention to
it.” – P12
There was an evident lack of awareness, which showed there is room for
improving browsers to aid users in their trust decisions.

5.5 thematic analysis

5.5.2

Having Diverse Areas of Concern

Although their default approach was to view the Internet as secure, most
participants were able to elaborate areas of specific concern regarding the
security and privacy of their data. Among these areas were concerns about
personal privacy, financial safety, and freedom of speech.
Personal privacy was a major concern that was brought up repeatedly
during the interviews. Participants discussed privacy concerns about sharing information with both online services and other users of those services
(and often conflated these two threats).
“I just kind of like the idea of not being very traceable, not
because I’m hiding something specifically but because it’s my
own business kind of, where I am, what people I’m seeing. I
don’t make my life very public...” – P14
Some participants were aware of data collection, but had decided to
ignore the implications, or did not perceive this as a threat.
“As a user, I don’t really see the problem. I mean, okay, [online
services] are going to have my numbers and other numbers,
but it doesn’t really affect me.” – P2
However, other participants acknowledged the necessity of disclosing
personal information, such as for professional networking. For example, P5
stated that “sometimes we have to be checked by other people” (referring
to public security). Others seemed to regard the purpose of the Internet
as being to share information and said that curtailing this sharing would
render their online presence less meaningful.
“If [the information is] professional then I put it [online]... That’s
not a problem because it actually helps me connect with other
people because they know where I worked.” – P15
Another major concern that was repeatedly mentioned was financial security. Many participants discussed security concerns around online banking and shopping. For example, many participants declined to allow websites to store their credit card information.
Regarding freedom of speech, a few participants were concerned about
the future consequences of sharing their opinions online.
“I don’t really trust that [what I say] might not one day be used
against me... I think a lot of this information is stored and it’s
just uncomfortable.” – P14
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We found that while users maintain a default trust as previously discussed, many users still worry about the risks and implications of their
online presence. In particular, these concerns exist in specialized domains
where sensitive user information may be abused.
5.5.3

Relying on Multiple Trust Factors

When discussing how they decided to trust websites, participants mentioned a variety of factors. While a few participants were aware of security indicators such as certificate validation, most participants associated
website trustworthiness with subjective impressions, such as familiarity of
brand presentation, the website interface, and the past experiences of themselves and friends. Even knowledgeable participants admitted to relying
on such non-technical cues.
“The first [thing I notice] would be the brand, the logo itself [...]
does it look the same? For example, I think certain brands are
associated with certain fonts and certain colors. So if the color
scheme is a bit different or the logo is different, that would raise
some alarm” – P2
One major trust factor was the company’s reputation. For example, when
asked about why they trust particular storage services, some participants
relied on the brand name: “I think having Apple’s name behind it, it’s
quite safe.” (P3) Participants also listed firms like Google and Amazon as
their trusted service providers. Many preferred to avoid unknown shopping websites and rely on payment services with buyer protection policies
(e.g., PayPal).
In addition to their own previous experiences, participants also relied on
experience from friends or website reviews to judge whether websites were
trustworthy. These social cues were used to help discern trustworthiness.
“[How do you choose where to shop online?] Um I usually,
usually based on the community. I usually read some forums
because I never trust the information even if the website says
that it’s safe to buy there. I always try to think or to ask friends
if they have ever bought something in that website.” – P10

5.5 thematic analysis

5.5.4

Taking Risks for Practicality

Users were generally concerned about online exposure and took steps to
preserve their privacy and anonymity. When discussing social networking,
some participants used pseudonyms and provided fake profile information:
“If I don’t know a platform and if I didn’t use it before..., I use
a nickname, and if I use a nickname I definitely do not give the
correct birth date.” – P7
People also described behaviors such as avoiding saving credit card information on websites and only buying from certain vendors. Expert participants referred to mechanisms such as two-factor authentication to improve
their security.
However, participants often admitted to making exceptions for practical
reasons. They often justified decisions by discussing the acceptability or
manageability of the potential risks, e.g., a small financial risk when ordering from an untrustworthy merchant. Such decisions often depended on
the urgency of the matter at hand.
“If I’m doing stuff on the Internet, I just want it done as fast as
possible so I can do something else.” – P14
Compromises were thus often made in the presence of security warnings.
Users put themselves in insecure situations (such as by ignoring the website certificate warnings) to ensure convenience and access to online services. In such situations, participants often described a tradeoff between
personal security and service accessibility when making their decisions.
Though security compromises were made, participants mentioned various
secondary measures to reinforce their decisions, such as obtaining tangible proofs of their transactions (“I want to have photocopy or paper as
proof” –P1) or contacting customer service.
5.5.5

Helplessness and Learning from Consequences

When discussing their decision-making processes and concerns, participants often expressed frustration over missing information or knowledge
that prevented them from behaving securely. Many expressed a kind of
learned helplessness relating to their inability to understand security measures.
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“[How do you know you are visiting the real website?] I don’t
think too much about these things because I don’t know exactly
how it works.” – P1
Another aspect of this helplessness originated from users’ inability to
affect corporate policy and their lack of control over where sensitive data
is stored. One participant stated that “a company could say one thing and
do another thing” (P2), suggesting their lack of control and distrust in the
honesty of companies.
Overall, many participants mentioned that they lack the necessary awareness and technical knowledge of how various security issues are currently
addressed on the Internet. For many security-related questions, such as
noticing server certificate indicators, many participants showed signs of
confusion.
However, while participants expressed a lack of contentment about not
being able to control the security of their information, some mentioned
that having that control could be a burden to them.
“If location would be available for me, I would have a feeling
that from that time I am the one who has to be responsible for
that.” – P7
Some users seemed to have developed a helpless attitude over time, and
described the process of making decisions online as akin to taking a leap
of faith:
“I make a wish... I wish nothing happens” – P6
A few participants mentioned that they increase their security awareness
only in retrospect of publicized incidents.
5.6

the process of decision-making

There was considerable variation in how individual participants made
trust decisions in online and real-life scenarios. Our participants described
many elements for decision-making, and they were left to combine these
elements into each single decision. This tension was often explicit – when
participants described rejecting security for pragmatic reasons, or when
trying to find an “acceptable” level of risk to assume in a dubious transaction. We identified a common model, as shown in Figure 5.1, of how users
reach a security-related decision based on various considerations.

5.6 the process of decision-making

Diverse Concerns
Practicality

Defeault Trust
Trust Factors

Users’ Security
Considerations

Past Experience

Security Decision

Consequences

Figure 5.1: Our model of a typical user’s decision-making process.

We found that the user’s decision-making process typically begins by
incorporating the materials used by the user to determine the trustworthiness of a website: their default trust, their varying concerns about security
and privacy, the list of factors that give them confidence, their past experiences in similar situations, and the demands of the primary task. During
decision-making, certain elements outweigh others, and the user must obtain a single decision that combines all of their priorities, concerns, and
trust. In our interviews, participants seemed unable to give clear descriptions of exactly how they weighted these varying considerations, and it
was clear that there was a complex personal calculus that formed each decision [114]. However, users did often describe the tensions of having to
make a single decision from an overload of information (and sometimes, a
lack of relevant information).
Following this decision, its consequences (e.g., improved security, identify theft) may impact not only a single user but also their friends and
family as other users look for information to feed into their own decisionmaking processes. If the user chose not to trust a website, they might have
a primary task that remains incomplete, and still be looking for ways to accomplish that task. If they did trust the website, and no security problems
result, they may relate that positive experience in user reviews or feedback
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to other users. In other situations, it may be unclear to the user what the
exact consequences of the decision are, but the experience of having to
make that decision may feed into feelings of a lack of a control or learned
helplessness.
5.7

the role of website locations

In the final segment of our interviews, we briefly explained the concept of
location-based website authentication to participants and asked them for
some feedback about how they thought it could (or could not) be useful
to them. While users were primed to discuss security in this part of the interview, their state of mind helped us understand how automated security
mechanisms could help them in this setting.
Unsurprisingly, participants had not typically related website locations
to Internet security. Similar to previous findings [94], they were also mostly
unaware of the geographic locations of websites and where their data was
stored. Several participants speculated that data must be stored in the same
countries where the parent companies were based, while some pointed out
online firms’ use of multiple data centers for efficiency. These responses
were sensible and expected since the infrastructure of the Internet abstracts
away the physical locations of website content and data storage. Participants also mostly conflated security (the authenticity of the website) with
privacy (where, how, and whether users’ data is stored or collected).
We noticed that participants who showed a higher level of default trust
were more indifferent to website locations. In general, the participants also
reacted in other ways to website locations, including fear of exposing personal profile to certain governments, something that is “very interesting to
know” (P5). The participants’ discussions on different locations primarily
remained on the country level.
When asked about the presentation of location information, most participants discussed the idea of location on the country level (as opposed to
the city or continent level). Participants often brought up the legal implications to do with having data stored in different countries (mainly in the
context of financial information). They also occasionally referred to public
disclosures of national level surveillance programs (e.g., mass surveillance
in the USA) and other data-gathering concerns when discussing where
they avoided sharing or storing personal data.
“It is important to be sure they are stored in countries with
high security levels... legal regulations [on] who is allowed to
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have access and under what conditions someone could have
access to such data. And in Europe, I would say such [legal
institutions] are on a high standard. I would prefer to be sure
that such data are stored in such places, such countries.” – P11
Some participants also remarked that the knowledge of website locations do not technically imply the existence of data protection or security
mechanisms. One participant argued that since cloud services providers often choose data center locations for practical reasons (such as cost), on-site
security would play a more important role.
“I wouldn’t really care that much about the location of the
server. Because at the end it’s just like a virtual machine located
somewhere. I will check the security of the site itself, not where
it’s located... most of the time you have a lot of nodes in the
cloud solutions so they will go perhaps to cheaper countries,
so for me it makes sense.” – P4
Many participants suggested that location can be incorporated into existing security mechanisms and be useful for sensitive applications.
“I think in the end it will be used everywhere because it would
be an adapted protocol. I think for me it would be useful [in]
banking scenarios where there is sensitive data. I would try to
keep track of these kinds of location.” – P4
Participants often related website location to the implication of disclosing their information to the corresponding governments. In addition to
a concern related to server impersonation attacks, the participants prominently cared about how foreign governments could harm their privacy
when websites are hosted abroad.
Regarding trust factors, we noticed that participants were more receptive
to discussions of website locations as opposed to traditional security solutions, such as public key certificates or authentication. Users had opinions
about locations and were willing to discuss how they might relate website
locations to other information about countries or services. One participant
discussed the utility of location information in relation to logistical concerns such as shipping and postage when shopping online. Another participant wanted to be able to consider environmental implications of web
server locations and discussed her concerns about the damage inflicted by
large heat-generating data centers. Another participant mentioned a similar concern but related her desire to know that her data was being stored
in a location where workers were being treated and paid fairly.
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Based on our findings, we found that geographic locations can affect
users’ security decisions and in our depiction in Figure 5.1. More specifically, location can be one of the trust factors and also one of the diverse
concerns users have with their online security and privacy.
5.8

summary

Authenticating websites is an important problem that affects users because
they must make decisions about whether a website is trustworthy. The
current certificate model forces users to interpret dense and unfamiliar
technical information, which results in users expressing confusion about
warnings or ignoring them in favor of non-technical cues [60]. Recent proposals suggest the addition of web server location authentication [4, 206]
to strengthen TLS. Our work is the first to explore the usability aspects of
these proposals. We analyzed how location information can fit into users’
decision-making processes, and whether location information affects the
decisions that users make about security-sensitive tasks.
Based on the results from our qualitative interviews, we find that location plays an implicit role in users assessment of the trustworthiness of
online services. While our study participants did not explicitly cite location
as a trust factor, they were engaged in conversations about data privacy in
different countries. The role of website location in users’ decisions calls for
a more detailed study to evaluate the real-world usability of location as a
security indicator, which we address in the next chapter.

6
W E B S I T E L O C AT I O N A S A S E C U R I T Y I N D I C AT O R

6.1

introduction

Our findings from the user interviews in the previous chapter identified
the influence of location in users’ decision-making processes for their online security and privacy. However, it remains unclear how users really
make decisions when they learn about the locations of websites. In this
chapter, we quantitatively explore the use of website location as a security
indicator to analyze how user behavior is affected in realistic settings.
For users to consider location when assessing website trustworthiness,
there need to be mechanisms that measure and display website location
to users. Using location as an authentication factor is increasingly possible due to the availability of pervasive location information, IP geolocation
services, and general localization techniques. A non-technical approach
to website localization is the use of public databases to record and disseminate the location of data centers. Online services often host their web
servers in data centers, whose locations are publicly known. For example,
online resources such as Data Center Knowledge [44] provide a public
listing of data center deployment and news about web hosting companies. Companies are also increasingly disclosing their server locations to
the public [9, 73], and using on-site security to protect critical online services from physical intrusion by malicious parties [74, 192]. In addition to
out-of-band channels, certificate authorities can also verify the locations of
online firms and store them in Extended Validation (EV) certificates [34],
which can be extracted by the browser. This allows the browser to learn
the legitimate server locations certified by the issuing CA. We envision
that techniques such as Salve and recent work on website localization [4]
could be adopted by these indicators in the future to provide verifiable
website location information.
Currently, IP geolocation is the most common source of website location
data. There also already exist software solutions showing IP geolocation
data to users, such as Flagfox [45] and IP Whois & Flags [139]. However,
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they do not guarantee that the web servers really are at these locations
upon client connection. Moreover, while some solutions support other features such as website safety checks and ratings, their impact on users’ security awareness and decisions has not been explored in depth.
Based on our qualitative analysis in Chapter 5, we derived requirements
for a location tool to inform users of website locations. We designed and
implemented LocationWatch, a Chrome extension that makes website
locations available to the users and alerts them to changes in website locations. Using LocationWatch, we conducted a user study with 44 participants to analyze how website locations affect their security decisions
in typical online applications, such as online banking, file storage, and
social networking. Our statistical analysis showed that participants’ decisions were significantly affected by website locations, with fewer users
completing sensitive tasks when the website location had changed. The
participants’ decisions also varied depending on the sensitivity of data in
different application scenarios.
The effects of website location knowledge on users’ decision-making
processes have not been investigated until now. With recent proposals for
strengthening authentication using website locations, this chapter provides
a first insight into how this information is perceived by users and how
it can be best leveraged in their decision-making processes. Our results
show that users are sensitive to website locations when informed in a nonintrusive way. This shows the promise of using location information as an
additional factor to improve user security and privacy.
The rest of this chapter is organized as follows. In Section 6.2, we describe our research question and our high-level approach to address it. In
Section 6.3, we present the design of LocationWatch, our custom browser
tool to display website location information. We present the design of our
user study in Section 6.4 and describe our participants in Section 6.5. We
analyze our experimental data in Section 6.6. In Section 6.7, we discuss various aspects of location as a usable security factor. Section 6.8 summarizes
our research findings.
6.2

research overview

In the previous chapter, we identify the role that location plays in users
security and privacy decisions. As a follow-up, we now explore the research question: does information about website locations affect users’ behavior
when they perform online tasks? We assume the same attacker model as men-

6.3 design of locationwatch

tioned in Section 5.2, where a remote attacker compromises the server’s
secret key and aims to impersonate the server.
Using a similar user-centered approach [95], we designed a user study
to experiment whether website location information really affects user decisions in real-life scenarios. Since browsers do not currently provide information on the location of websites, we designed a location tool that displays web server locations, which we implemented as a Chrome browser
extension. We then conducted a user study to evaluate the usability of
our location tool and analyze the impact of location knowledge on users’
decisions in real-world application settings.
6.3

design of locationwatch

Based on our qualitative analysis, we developed a set of design requirements for our location tool, LocationWatch. LocationWatch is intended
to act as a visual indicator to inform users about the result of server location verification, envisioned to use recently-proposed methods [4, 206].
We implemented LocationWatch as a Chrome extension featuring a flag
indicator, a location tip, and a warning message. In a real-world deployment, LocationWatch should be incorporated into existing security indicators; in this paper, we implemented a prototype as a browser extension
to prevent priming the user study participants of the experiment goal. Before website location verification methods are widely deployed, LocationWatch can use IP geolocation databases as a reference.
LocationWatch’s main features include a flag indicator, a location tip,
and a warning message. The flag indicator (Figure 6.1) is an icon near the
address bar showing the flag of the server’s residing country. It also shows
more information in a popup window when clicked by the user. The location tip (Figure 6.2) is a small window on the upper-right corner of the web
content that appears on the first visit to a website. The warning message
(Figure 6.3) appears when a website’s location has changed since the user’s
previous visit and allows the user to decide whether to continue visiting
it. In the event of a server impersonation attack (i.e., using a fraudulent
certificate or a compromised server’s private key), this tool would display
information about the location of the attacker’s server.
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Figure 6.1: The flag indicator and popup of LocationWatch.

Figure 6.2: The location tip shown on the initial visit to a website. By default, it
is displayed once per website to prevent unecessary obstruction to
user experience.

Figure 6.3: The warning when a website’s location has changed

6.3 design of locationwatch
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6.3.1

Design Rationale

We aimed to implement LocationWatch as an unobtrusive and effective
tool to assist users in assessing the inputs to their decision. Therefore, we
base our design on our findings from the thematic analysis in Section 5.5.
We developed LocationWatch as a separate browser indicator so that
users can independently evaluate website locations without being explicitly aware of its purpose for security. Considering that browsers already
use security indicators to represent server information, we discuss how we
envision its integration with LocationWatch in Section 6.7.
Default Trust
Since users often trust websites by default and without understanding security indicators, security information should be made intuitive for them.
Some may even prefer not to be bothered with location details since website security is not their primary task. We, therefore, designed LocationWatch to be non-intrusive by showing only the flag icon by default.
Diverse Concerns
We found that participants were generally concerned about how their private data was used or misused by governing nations in which the web
servers reside. Since legal protection laws differ across countries, the location of where data is stored or sent may prompt different user concerns and
influence subsequent decision-making. We, therefore, designed a popup
(Figure 6.1) that appears when the user clicks on the flag icon. This popup
shows the server’s governing country and information on that country’s
data protection laws for the users’ reference.
Trust Factors
While recent work has shown the potential of location as a trust factor,
most participants did not initially think of it. To strengthen users’ attention to location, the location tip appears on the user’s initial visit to a
website (Figure 6.2). While slightly obtrusive, this tip provides an attentive
user a first impression of where this website is originally located and it is
designed to only appear once by default. We also use the popup window
(Figure 6.1) to show more detailed information for interested users.
Past Experience
Past experience plays an important role since many participants considered the visual familiarity of websites as a primary factor for trust. Therefore, we chose to show a visual cue to inform the user when the website
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location has changed. This is realized using a warning message (Figure 6.3)
showing the current and previous website locations.
Practicality
As discussed, participants admitted to bypassing warnings for practical
reasons such as convenience or an acceptable level of risk. Our location indicator does not prohibit such choices, as is also available with certificate
warnings. In the warning message, we provided two buttons: “leave the
website” and “proceed carefully” (Figure 6.3). The phrasing of these buttons was aimed to hint that users should reconsider the security of their
decisions.
6.4

study design

We conducted a user study to evaluate the impact of website location on
users’ decision-making. First, we aimed to evaluate the usability of LocationWatch to see if it satisfied our design concepts and requirements.
Second, we aimed to evaluate how users’ security behavior changes when
website locations are provided. Since the interviewed participants mostly
relied on experiences and impressions, we hypothesized that website location changes across subsequent visits would alarm users and affect their
decisions.
To evaluate LocationWatch and users’ response to website locations,
we designed an experiment where participants used three web services
(file storage, social networking, and online banking) and performed routine but potentially sensitive tasks. We chose these services to prompt typical concerns from the qualitative analysis: personal privacy, identity safety,
and financial security. We aimed to measure how online behavior varied
when participants were given website location information using LocationWatch.
Our study had a mixed design, where the group was a between-subjects
factor and the stage was a within-subjects factor. There were two groups:
control and experiment. In the control condition, the location interface was
configured to show only the flag icon and the popup window (making it
similar to existing tools [45, 139]). In the experiment condition, participants
used the fully-featured version of LocationWatch, including the location
tip and the location change warning. The study had three stages and in
each stage, the participant was asked to perform three tasks, as shown in
Table 6.1. We used a Latin square design to shuffle the task order across
different participants in each stage to avoid order effects.
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account balance

Banking: check

account balance

Japan

United States

China

Switzerland

Sweden

United States

Switzerland

Flag

Flag

Flag

Flag

Flag

Flag

Flag

Flag

Flag

Ctrl features

Flag + Warning

Flag + Warning

Flag + Warning

Flag (+ Tip*)

Flag (+ Tip*)

Flag (+ Tip*)

Table 6.1: Tasks and location configurations for the control and experiment groups.

Flag + Tip

Flag + Tip

Flag + Tip

Expt features

*The tip is only shown if the participant checked the “always remind me” option in Stage 1.

with change

3rd

Facebook: upload party photo

Re-visit

account balance

Dropbox: upload credit card

Banking: check

2nd

Facebook: update status

Dropbox: upload password list

Banking: check

1st

Sweden

United States

Dropbox: upload passport scan

Facebook: update status

Website location

Tasks

3

without change

Re-visit

2

Initial visit

1

Stage

Available indicators

116
website location as a security indicator

6.5 participants

Each participant was given a brief introduction to the study’s purpose as
a usability evaluation of a software tool. All participants received the same
tutorial on LocationWatch, introducing the concept of geographic locations of websites, the flag icon, and the popup features. To avoid priming
users to expect location changes, we did not introduce the location tip and
warning (only available to the experiment group). Participants were then
given login information for the accounts and files created for the study and
instructed to treat them as if they were their own. LocationWatch was
pre-installed in the participants’ browser to prevent its installation process
from becoming a confounding factor to the user’s response.
6.4.1

Selecting Test Locations

We configured our tool to show three types of locations: countries associated with good privacy impressions (Sweden, Switzerland, Japan), a developed country with prominently reported data privacy breaches (the USA),
and a developing country with known Internet censorship (China). For the
last stage, we programmed LocationWatch to simulate location changes:
Dropbox from the USA to China, Facebook from Sweden to the USA, and
the online bank from Switzerland to Japan. For the control group, this led
to a change of the country flag and popup contents. For the experiment
group, the location change warnings were additionally shown.
Any choice of countries would naturally subject our study to various
user-side cultural biases, and we, therefore, fixed the country assignments
across different participants rather than randomizing them to minimize experiment variation. Since we were focused on observing whether location
plays a role at all, we leave the design of a more large-scale and ecologically
valid study as future work.
Each session lasted between 30 and 60 minutes. In addition to instrumented data collection about their interaction with the tool, participants
also completed three questionnaires during the study: demographics, a
pre-test questionnaire about their online decision-making habits, and a
post-test questionnaire about their impressions of the usability and security of LocationWatch.
6.5

participants

We recruited users who were aged 18 years or above, spoke English, and
had experience with the Internet, including experience with online bank-
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Figure 6.4: Box plots of task completion scores across different stages for all
websites.1

ing, file storage, and email. 44 participants completed the study (23 female
and 21 male), most of whom were students (32). They ranged in age from
20 to 59, with most (34) being between 20 and 29 years old. Participants’
nationalities spanned 17 countries. They come from various backgrounds,
including social sciences, humanities, natural sciences, and engineering.
They visited a median of 15 countries. Each study lasted between 25 and
40 minutes. All studies involving human subjects were approved by the
ethics committee of our institution.
6.6

study results

We evaluated participant behavior based on the number of completed tasks
and the decision-making time.
6.6.1

Task Completion

We recorded how often users completed the tasks in each stage and each
condition of the experiment and used task completion as a measure of
how location affected participants’ behavior. We defined task completion
as having logged into the web service and completed the given task. We
encoded completed tasks as 1, and uncompleted tasks as 0. For each stage,
1 The notches in the box plots represent the 95% confidence intervals around the median. When
the intervals fall outside the 1st or 3rd quartiles, the notches extend beyond the box.
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Control

Experiment

Stage

Mean

Median

SD

Mean

Median

SD

1

2.82

3

0.50

2.73

3

0.63

2

2.55

3

0.60

2.32

2

0.65

3

2.32

3

0.84

1.45

2

0.96

Table 6.2: Descriptive statistics of task completion across different stages.

Control
Stages

χ2

df

All

7.35

S1 vs. S2

Experiment
p

χ2

df

p

2

0.228

30.86

2

–

–

–

3.62

1

S1 vs. S3

–

–

–

26.15

1

S2 vs. S3

–

–

–

10.52

1

< 0.001
0.513
< 0.001
0.011

Table 6.3: Chi-squared tests of task completion across different stages using the
Bonferroni correction. We did not perform pairwise tests on the control condition since we found no significant differences between all
the stages.

we summed the scores from the three websites to produce an aggregate
score between 0 and 3.
Figure 6.4 shows the distributions of completion scores. While most control group participants completed all tasks in all stages, fewer experiment
group participants completed the task when the location changed, as also
evidenced in the statistics in Table 6.2.
We first looked for differences in task completion between the control
and experiment groups. Since task completion was based on counts, we
performed a between-subjects Chi-squared test on the sum of completion
scores across all stages and found a significant difference between the two
conditions (χ2 (1) = 9.44, p = 0.002). Post-hoc pairwise Chi-squared tests
using a Bonferroni correction showed that this difference occurred in Stage
3 (χ2 (1) = 10.52, p = 0.011), where the warning made participants in the
experiment group less likely to complete the task.
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Figure 6.5: Box plots of time spent deciding to log into websites, averaged over
all three websites in each stage.

In the absence of an omnibus test for categorical data, we conducted
Chi-squared tests to look for differences between the stages in each condition. We found a significant effect of stages in the experiment group
(χ2 (2) = 30.86, p < 0.001), but no effect in the control group (χ2 (2) =
7.35, p = 0.228). Table 6.3 shows the results of post-hoc pairwise Chisquared tests. We found significant differences in task completion between
Stage 1 and Stage 3 (χ2 (1) = 26.15, p < 0.001), and between Stage 2 and
Stage 3 (χ2 (1) = 10.52, p = 0.011) for the experiment group, showing
that the warning for location changes significantly affected whether participants completed critical tasks.
6.6.2

Decision-Making Times

As an indication of how much attention participants paid to making decisions about location, we recorded the time taken in the login process. We
measured the time between when the web page loaded and when the user
clicked the login button (in seconds). This measurement included the time
that the user spent deliberating about whether to log in. We aggregated the
times for each participant in each stage by taking the mean of the times
for the three websites. Figure 6.5 shows the distribution of times across the
three stages.
Table 6.4 shows descriptive statistics of the times that participants took to
log in by group and stage. The times in Stages 1 and 2 were similar across
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Cond
Ctrl

Expt

Stage

Mean

Median

SD

Skew

Kurtosis

1

33.77

28

13.13

0.61

-0.35

2

16.83

17

4.22

-0.59

1.44

3

18.29

14

16.91

3.01

10.93

1

34.32

33

8.61

0.85

0.86

2

16.64

15

6.63

0.30

-0.88

3

54.02

41

45.12

1.11

0.77

Table 6.4: Descriptive statistics of decision-making times.

Control

Experiment

Stages

t

df

p

t

df

p

S1 vs. S2

6.01

21

7.24

21

S1 vs. S3

3.52

21

-1.74

21

S2 vs. S3

-0.43

21

<0.001
0.019
1.000

-3.43

21

<0.001
0.868
0.023

Table 6.5: t-tests of decision-making times across different stages using the Bonferroni correction.

the two groups, the times decreased in Stage 2 (from ∼30 seconds to ∼17
seconds). In Stage 3, the experiment group spent more time considering
their login decision (54 seconds).
We conducted a mixed two-way ANOVA to analyze the differences in login times between the two conditions and between the stages. There were
significant effects of both condition (F (1, 41) = 12.73, p < 0.001) and stage
(F (2, 82) = 9.92, p < 0.001) and a significant interaction between condition
and stage (F (2, 82) = 10.65, p < 0.001). We then used post-hoc pairwise
t-tests to observe differences between the two groups. There were significant differences only in Stage 3 (t(21) = −3.08, p = 0.051), implying that
the warning made the experiment group spend more time than the control group. We further conducted post-hoc pairwise t-tests with a Bonferroni correction to look for differences within each group (Table 6.5 in Appendix). There were significant differences between Stages 1 and 2 for both
conditions (t(21) = 6.01, p < 0.001 for control, t(21) = 7.24, p < 0.001 for
experiment), possibly since participants became accustomed to the login
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Figure 6.6: Box plots of the task completion scores across different websites for
all stages.

process. The experiment group had significantly different login times between Stages 2 and 3 (t(21) = −3.43, p = 0.023), implying that the location
change warning affected the time spent deciding to log in.
6.6.3

Task Completion on Different Websites

So far, we aggregated completion scores within the same stage in our initial task completion analysis. Here, we performed an exploratory analysis
to investigate how users reacted to different location changes on different
websites. The scale of our study prevented us from exhaustively testing different websites and locations. However, in our study design, we attempted
to pick security-sensitive websites and to choose location changes that
might represent different attacks. We included location changes to countries that were neutral but implausible (Switzerland to Japan, banking),
locations with well-publicized privacy issues (USA to China, Dropbox),
and changes from plausible locations to other plausible locations (Sweden
to USA, Facebook). Our exploratory analysis evaluates whether there was
an effect of the website (and the corresponding country change) on task
completion.
Similar to analyzing task completion across stages, we defined a participant’s task completion score for each website, ranging between 0 (no tasks
completed) and 3 (tasks completed in all websites). The distributions of
website task completion scores for the control and the experiment groups
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Control

Experiment

Website

Mean

Median

SD

Mean

Median

SD

Bank

2.95

3

0.21

2.64

3

0.49

Facebook

2.73

3

0.70

2.45

3

0.96

Dropbox

2.00

3

1.15

1.14

1

0.91

Table 6.6: Descriptive statistics of task completion across different websites.

Control
Tasks

χ2

df

All

29.17

2

B vs. FB

2.41

1

B vs. DB

21.06

1

FB vs. DB

10.20

1

Experiment
p

χ2

df

p

<0.001
0.962
<0.001
0.011

32.07

2

0.53

1

23.32

1

15.99

1

<0.001
1.000
<0.001
<0.001

Table 6.7: Chi-squared tests of task completion across different websites using
the Bonferroni correction.

are shown in Figure 6.6. In both conditions, participants completed fewer
tasks on Dropbox (Table 6.6).
A Chi-squared test using a Bonferroni correction showed a significant
effect of website in both the control condition (χ2 (2) = 29.17, p < 0.001)
and the experiment condition (χ2 (2) = 32.07, p < 0.001). Post-hoc pairwise tests revealed that in both conditions, significantly fewer participants
completed the tasks on Dropbox than on Facebook or banking, as shown
in Table 6.7 in the Appendix.
6.6.4

Usability

We used the System Usability Scale [28] to evaluate the usability of our location interface, as shown in Figure 6.7. Both variants of our interface were
ranked as “excellent” (scores greater than 80) [168]. The average scores
were 81.61 for the control group and 82.2 for the experiment group. Using a Mann-Whitney test, we found no significant difference in usability
between the two versions (U = 254.5, p = 0.78).
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Q01 I would like to use the location tool frequently.
Ctrl 14%
Expt
9%

27%
14%

59%
77%

Q02 I found the location tool unnecessarily complex.
Ctrl 86%
Expt 91%

14%
9%

0%
0%

Q03 The location tool was easy to use.
Ctrl
Expt

5%
0%

5%
5%

91%
95%

Q04 I would need the support of a technical person to be able to use the location tool.
Ctrl 91%
Expt 86%

5%
9%

5%
5%

Q05 The various functions in the location tool were well integrated.
Ctrl
Expt

0%
5%

20%
19%

80%
76%

Q06 There was too much inconsistency in the location tool.
Ctrl 86%
Expt 81%

14%
5%

0%
14%

Q07 I would imagine that most people would learn to use the location tool very quickly.
Ctrl
Expt

5%
0%

5%
9%

91%
91%

Q08 I found the location tool very cumbersome to use.
Ctrl 73%
Expt 95%

9%
5%

18%
0%

Q09 I felt very confident using the location tool.
Ctrl
Expt

5%
5%

14%
14%

82%
82%

Q10 I needed to learn a lot of things before I could use the location tool.
Ctrl 95%
Expt 82%
100

Response

5%
18%
50

Strongly disagree

0%
0%

0
Percentage
Disagree

50

Neutral

Agree

100

Strongly agree

Figure 6.7: SUS results of LocationWatch using the Likert scale. Both variants
were considered useful by the participants and no statistically significant differences between them were found.
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6.6.5

Findings

Participants’ decisions were indeed affected by their knowledge and perception of the websites’ locations. There were statistically significant behavior changes in task completion when the locations changed in the experiment condition, as fewer participants completed the tasks. This suggested
that they were alarmed by the changes and some responded by avoiding
sensitive tasks. Participants who completed the tasks when the locations
changed mainly cited the website’s reputation as the main reason. Some
used extra steps to validate the websites’ authenticity. For example, when
the location changed, some participants tried connecting to the designated
website by searching for it using search engines.
Additionally, we noticed that when warned of website location changes,
two users in the experiment group still signed in to inspect the website
(Facebook and Dropbox) before refusing to perform the given task. This
suggests that for some users, the critical decision point for personal security or privacy sometimes lies past the sign-in process. This supports previous work on designing browser warnings [176] that prevent users from
leaking personal credentials to websites before ascertaining their trustworthiness. It also suggests that security indicators could be more useful when
presented right before the user presents sensitive information.
LocationWatch did not interrupt users in non-critical cases since both
groups took similar times in the login process in Stages 1 and 2. There was
a significant difference in Stage 3, during which warnings were shown to
the experiment group participants, who took extra time to look up reference information or decide whether to proceed. Combined with the task
completion, this showed that the tool managed to attract users’ attention
with the warning message.
We also found preliminary evidence that location information may have
increased influence in certain tasks that users perceive as sensitive. Significantly fewer participants completed the Dropbox tasks, citing that they
did not feel comfortable uploading personal information in such situations.
However, many participants still logged in despite warnings in the banking task, which our interview results showed to be the most sensitive. It
is difficult to know exactly why this occurred, but it suggests that participants interpret location information differently in different contexts.
Regarding our location tool, our evaluation also showed that LocationWatch was usable. SUS scores were good and similar for both groups, implying that the version with the location change warning was as usable as
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existing solutions which primarily show the country flag (control group).
The warning was also a desired feature that was suggested by many participants in the control group (8 out of 22) after the experiment.
6.7

discussion

The results of our studies suggest that website location is a promising
research direction for helping users authenticate websites. We now discuss
various aspects of using website location as a factor for users to relate to
their security and privacy.
6.7.1

Adoption and Deployment

With the trend of data localization [24], location verification could become
an important consideration for data center deployment, which is presently
concerned with infrastructure and sustainability [193]. Companies often
host their websites using content delivery networks (CDNs), which serve
data from servers closer to the clients (often to the same city or region). We
envision that market and regulatory pressure would encourage companies
to choose CDNs in preferred locations. We see the beginnings of this with
EV certificates [34], which contain verified information about company office locations. The security benefits of automatic and verifiable location
information would further encourage wider adoption.
In terms of real-world deployment, website owners could also opt in
to provide detailed, verifiable, up-to-date location information upon client
connection, as a service to concerned users for added security assurance.
We envision that LocationWatch would store a public list of legitimate
server locations for each supported website, which might consist of multiple locations. If the tool detects that the website is being served from
an unlisted location, a warning similar to that in LocationWatch would
be displayed. Our findings show that users’ security awareness could be
raised by such warnings, allowing them to take further caution with their
private data.
6.7.2

Challenges of Location Authentication

The first challenge with any added security mechanism is that it may distract or overwhelm users, who in response bypass or ignore warnings.
There is ongoing research to balance catching users’ attention with rele-
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vant warnings before their privacy or security are compromised without
overwhelming them [61]. While we implemented LocationWatch as a
separate tool to minimize the influence of other TLS warnings, we envision that it could be integrated with existing security indicators, allowing
users to inspect website location with other security information in a consolidated manner.
There are also challenges inherited from location-based authentication
techniques due to the Internet infrastructure. First, it is likely that many
websites are physically hosted from the same CDN server. This allows
an attacker that compromises a website to host a phishing website in the
same CDN, effectively serving arbitrary content from the same location.
This attack is not detectable in the currently proposed location-verification
protocols [4, 206] since the location ceases to be a unique factor of the
website for verification. However, critical websites can resist such attacks
if they host their login web pages on privately owned data centers. The
warnings of our location indicator are effective only if the TLS endpoint of
the website is served from unique and private locations.
Another limitation of location-based authentication stems from the use
of third-party resources (e.g., CSS, JavaScript), which can be served from
other locations. Like current security indicators, LocationWatch shows
the location of the top-level web server, while the locations of embedded
content are not displayed. This is a design choice made to avoid confusing
users, as they typically view complete web pages and do not consider individual web page elements. Creating a design that allows users to explore
the locations of individual elements in a single page is an open challenge.
Adversarial co-location and third-party resources are fundamental limitations of recent location-based authentication mechanisms. While our exploration of location as a security factor inherits such limitations, our results show that there is potential for location information as a comprehensible security indicator.
6.7.3

Study Limitations

This type of work is unavoidably affected by participants’ views. We chose
to conduct our studies in person to obtain richer data about users’ interactions with LocationWatch and how they perceived the warnings.
However, it limited the diversity of perspectives that we captured (both in
terms of participants and the number of websites and locations we could
present). In future work, it would be interesting to conduct a larger study
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using crowdsourcing platforms to evaluate location’s influence and a more
global perspective.
Our study was also affected by the aforementioned challenges of locationbased authentication. However, the in-person experiments allowed us to interactively observe users and their diverse contingent actions (e.g., retroactively deleting files or reasoning about warnings). Overall, our study explored the impact of users’ knowledge of website locations on their security awareness.
6.8

summary

Our analysis from the interviews in the previous chapter showed that location plays as an implicit yet vital role when users determine whether a
given website is trustworthy enough for them to use. The user study and
experiments in this chapter serve as a confirmation of our previous findings. We designed LocationWatch, a browser extension to notify users of
website locations and their changes. We conducted a user study and found
that when alerted to a location change, users understood the change and
interpreted it in light of their current task. As a result, they were less likely
to complete security-sensitive tasks when warned about location changes.
Our findings suggest that website location indication has the potential to
be a usable approach to helping users make informed decisions about privacy and security.

7
CONCLUSION

With its accommodation of more societal functions, the Internet inherits
real-world characteristics as it becomes the medium for sophisticated transactions and sensitive data exchange. The physical locations of Internet entities or data storage, in particular, are often accompanied by various security and privacy implications for the data’s stakeholders. For example, data
stored in geopolitical regions with stricter data protection laws benefits
from heightened privacy guarantees and these locations are consequently
more desirable for storing sensitive user information. In this thesis, we
identified the importance of the geographic locations of networked entities
and proposed mechanisms to provide location-based security guarantees
for network communication.
We first developed Salve, a location-based server authentication technique that uses verifiable location information as an additional security factor to validate a server’s identity. With minor extensions to existing architectures and software, our solution protects web clients against a stronger
attacker that compromises the secret key of the server. We formally verified the security of Salve using Tamarin and we empirically showed that
Salve can be deployed without significant impact on the overall performance of either the server or the client. As a result, location-based server
authentication prevents sophisticated website impersonation attacks that
aim to steal user credentials and sensitive data.
We then developed Velo, a location-based network path validation technique that allows packet receivers to verify the locations of intermediate
hops used to forward the packets. We proposed a randomized approach
to improve the performance of data transmission while preserving a probabilistic guarantee on the routers’ locations. Our evaluation shows that
Velo can be used for critical communication, such as key establishment
protocols, while we also propose some alternative path validation techniques that suit different application scenarios. As a result, location-based
network path validation ensures the use of desired geographic regions for
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data transmission, providing extra assurances on user privacy and compliance with geopolitical regulations like data localization.
In addition to enhancing security properties, we also explored the acceptability and usability of location-based security measures from the users’
perspective. Through our user interviews, we identified website location as
an influential factor in users’ decision-making processes for their security
and privacy. We further conducted a quantitative user study by developing
a browser-based location indicator. We found that users are more cautious
in online tasks when they are provided with location information, such
as warnings in the event that a website’s location has changed. Our findings show that due to its real-world implications on data privacy, location
has the potential of being an indicative characteristic of online services to
security-aware users.
Based on the results of this thesis and other related work, location is a
prospective element of online security and privacy solutions. During our
research, we also identified some exciting challenges and future directions
in the field of location-based network security.
• Tighter Location Verification Guarantees. As we discussed in Section 2.1, one can securely estimate the location of wireless devices
using techniques based on distance bounding. While the proposals
in this thesis assume that an infrastructure automatically estimates
device locations in a timely manner, one might desire that location
estimation can be actively triggered for more critical scenarios. For
example, when the client authenticates the server in Salve, it may alternatively generate a temporary key and request that the server uses
this key in the distance bounding protocol with nearby beacons. This
key can subsequently be included in the location statement, allowing
the TLS handshake to be directly linked to a particular execution of
secure localization, thereby providing tighter security guarantees to
the client. The challenge of this topic would be to develop an efficient solution that scales to multiple incoming client connections for
a server at the same time. The real-world evaluation of this approach
would also provide insight into its feasibility.
• Efficient Deployment of SIM Devices. In both Salve and Velo, the
server and the routers are equipped with SIM devices so that their
locations can be estimated by the infrastructure. To demonstrate the
feasibility of this concept, it is worthwhile to explore how to develop
SIM devices that can be easily integrated into existing server and
router hardware. There are many practical challenges underlying
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this direction, such as the efficiency of wireless channel access, the
security of the communication link between the device and the host
machine, or the protection of the device’s function in the presence of
a compromised host. This exploration would primarily benefit server
and AS administrators when they adopt our location-based security
solutions.
• Other Application-specific Security Properties. In this thesis, we focused on the security of a generic end-to-end communication channel. However, there are many forms of online communication based
on indirect channels. For example, emails are forwarded from the
sender to the receiver through individual connections between interconnected email servers. Similarly, in messaging applications, clients
often establish communication with one another using centralized
servers as directories. In these scenarios, the physical locations of
communicating peers may also be exposed to provide higher security guarantees and require application-specific research to realize.
One challenge in this topic is the display of location information that
can be effectively used by the users without disrupting their typical
behavior.
• Large-scale User Studies. In our user study, we identified some first
signs of users making security decisions based on their knowledge
and perception of websites’ locations. Due to the exploratory nature
of our approach, our findings were limited by the scale of the interviews and experiments. Additionally, we only explored user behavior by displaying website information and did not explore the
locations of the packet’s path. For a complete treatment of users’ perspectives on the physical locations of network entities, it is helpful
to design a user study that is broader in scale and application to
analyze their decisions. For example, a potential extension could be
to show users the locations through which their received data (e.g.,
email) has traveled and to study their resulting security decisions.
This exploration would benefit future efforts for a more user-friendly
adoption of location-based security solutions.
Secure localization and geographic network security have mostly been
separately addressed in past research. With this thesis, we bridge the two
fields and show that verifiable locations can be used to augment network
security in a feasible and usable way. We hope our work can motivate
future pursuit by the community to achieve a more secure Internet.
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L O C AT I O N P R O O F S I N I P PA C K E T S F O R V E L O

We discuss how we include location proofs into both IPv4 and IPv6 packets,
allowing the receiver to validate them. In our implementation, supported
routers can insert location proofs while unsupported routers can forward
packets without modification.
a.1

location proof structure

We illustrate the structure of a location proof in Figure A.1. It contains the
following information from the proof from the LCS: the router’s IP address,
its location information, the timestamp, and the signature. To conserve
packet space, we do not store the hash of the message with the nonce since
the receiver can compute it.
Router IP Address (4 or 16 bytes)
Longitude (4 bytes)
Latitude (4 bytes)
Time (4 bytes)
Signature (64 bytes)

Figure A.1: Packet format for a location proof.

a.2

ipv4

Due to the design restrictions of IPv4 [152], we implement our solution by
creating a separate header between the IP header and the data to store information necessary for location-based validation. When the packet is originated, the sender includes in header its desired probability (in IEEE 754
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binary16 format) of the Bernoulli sampling process and the nonce for hashing the message. Intermediate routers then append their location proofs
randomly as specified in Section 4.3.4. The sender and intermediate routers
also update the packet size field (Total Length) accordingly. Unsupported
routers may treat it as part of the payload.
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IPv4 Header
Sampling Probability (with padding)
Sender-specified Nonce (16 bytes)
Location Proofs
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Data
Figure A.2: IPv4 packet structure. The location proofs are inserted between the
IP header and the payload, allowing unsupported routers to forward packets as usual.

a.3

ipv6

We implement location validation in IPv6 [47] as an optional extension
header, as shown in Figure A.3. We define a new extension header using an unused Extension Type [92] value 0xAA and include it in the IPv6
header. Similar to IPv4, the extension header contains the sender-specified
sampling probability and the nonce, followed by location proofs which
routers append during transmission.

A.3 ipv6
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Figure A.3: IPv6 packet structure using extension headers.
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U S E R I N T E R V I E W D ATA

b.1

interview script

We attach our semi-structured interview script here. We prepared the following interview questions to ask participants about their Internet use,
location and security awareness, and preferences on location.
Online Storage
1. Do you use online file storage services (e.g., Dropbox, Apple iCloud,
Google Drive)? Please mention some examples of how you use them.
2. What kinds of data do you store online? Are there types of data that
you typically try not to put on the Internet?
3. Is there any information about yourself that you specifically try not
to store on the Internet?
Email, Calendars, Contacts
4. Do you use online calendars like the Google Calendar, or the iCloud
calendar? Can you elaborate on the types of events you mark on your
calendar that you store online?
5. Do you use a web-based email service? What do you use it for?
6. Do you store your contact information online? What kinds of information do you store?
Finance and Shopping
7. Do you use online banking? Could you mention some examples of
how you use it? E.g., just checking your balance, transferring funds,
stocks investment or financial planning.
8. Do you use your credit card to shop online?
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9. How do you choose where to shop online? What kind of considerations are likely to make you trust an online store? Will it make
a difference to you if you know you can access a brick-and-mortar
branch of that store?
10. When you are shopping online, how would you feel if store’s domain
indicates a foreign country?
11. What kind of precautions do you take around handling financial
transactions online (whether with credit cards or online banking)?
Do you store your credit card information online?
12. Are there any aspects of financial management that you would not
feel comfortable performing online?
Social Networking
13. Do you use social networking or messenger services, such as Facebook, Google Plus, Twitter, Instagram, etc.? This may also include
messaging services like WhatsApp.
14. Is there a difference in the kind of information you share to different
platforms? What kind of considerations do you make before putting
your information on different types of social media?
15. What are your concerns regarding your privacy on social networking
websites, such as Facebook, Twitter, or Instagram?
Knowledge of Locations
16. When you store your files (photos, videos, documents) online, where
do you think these files are stored?
17. When you visit a website, such as Wikipedia, Google Maps, or Yahoo
News, where do you think the web content is stored?
18. When you visit a website, such as online banking or online storage,
how do you know you are actually visiting the real website, as opposed to a forged website to steal your personal information? Are
there particular indicators that you pay attention to?

B.2 thematic analysis

Internet Service Location Preferences
Interviewer: We’ve so far talked about a lot of things you can do using the Internet. A lot of these services store your data in data centers located somewhere
in the world. Companies also use these data centers to store information that you
consume, such as news articles. Let’s talk about your trust or various preferences
regarding these data centers.
19. What are your privacy concerns about your data online? This might
include files stored online, personal information, or credit cards?
20. Do you have any concerns about where your data are being stored?
What kind of concerns? For example, where would you like your
data to be stored?
21. Does your preference of where your data is stored depend on the
type of data? Specifically, consider the following types of data: your
banking account data, online shopping history, chats, emails, social
networking data, hotel or flight bookings, etc.
22. Imagine that you are provided with information regarding the location of where your online services are. How would such information
influence your trust in these services?
23. What kind of location information do you have in mind? How detailed would you prefer such information to be presented?
24. Imagine that the location information can be presented to you when
you visit a website. How do you think this location information
should be displayed?
25. If you had location information available to you, in what kind of
services do you think it would be useful?
b.2

thematic analysis

We obtained the themes from our observations in the open coding process. The identified codes are organized by theme and shown in Tables B.1
and B.2.
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Code

Description

Theme: Trusting by Default
Lack of awareness

The user lacks awareness in security and privacy.

Misconceptions

The user exhibits misconception of online services.

Automatic use

The user uses automatic mechanisms to transfer data.

Theme: Having Diverse Areas of Concern
Security concern

The user is concerned with online security.

Privacy concern

The user is concerned with privacy.

Financial concern

The user is concerned with financial safety.

Credential concern

The user is concerned with identity safety.

Political concern

The user is concerned with the political stance

Legal concern

The user is concerned with legal regulations that govern online services.

Third-party concern

The user is concerned with non-official services

Indifference

The user is indifferent to security and privacy issues

Fear

The user worries about online security and privacy.

Theme: Relying on Multiple Trust Factors
Risk

The user weighs the potential risks of insecurity.

User interface cues

The user inspects web content to identify suspicious
websites.

Security indicators

The user pays attention to browser security indicators

Familiarity

The user feels more secure interacting with familiar online services.

Reputation

The user feels more secure interacting with well-known
online services.

First-party trust

The user trusts the original manufacturer or direct retailers more when shopping online.

Escrow reliance

The user relies on escrow services in online shopping.

Previous experience

The user uses past experience to evaluate the trustworthiness of a website.

Social reassurance

The user trusts a service because friends also use it.

Geopolitics

The user prefers countries with good legal frameworks.

Table B.1: List of open codes used in the thematic analysis (part 1 of 2).

B.2 thematic analysis

Code

Description

Theme: Practicality
Research

The user uses online resources like website reviews

Convenience

The user makes trust decisions driven by convenience.

Privacy unconcern

The user is not concerned with online privacy.

Out-of-band communication

The user contacts customer service.

Safe fallbacks

The user resorts to other means to complete their goals.

Limited presence

The user limits exposure when storing data online.

Fake profiles

The user submits false profile information.

Pragmatic approach

The user chooses practical solutions.

Leap of faith

The user asserts that an online service is secure.

Compromise

The user ignores security warnings to use service.

Usability tradeoff

The user weighs tradeoffs with usability.

Tangibility

The user maintains tangible proofs (e.g., paper) of online transactions.

Social pressure

The user uses online services driven by social pressure.

Theme: Helplessness and Learning from Consequences
Responsibility

The user treats security as a personal responsibility.

Lack of control

The user lacks means of controlling online exposure.

Lack of knowledge

The user lacks technical knowledge.

Confusion

The user is unsure of the implications of online actions.

Acknowledgment of
inability

The user acknowledges imperfect abilities and decisions.

Frustration

The user feels helpless due to repetitive frustration.

The Role of Website Locations
Locality

The user thinks that a firm’s website is located in the
firm’s country.

Cultural factors

The user’s trust is based on cultural factors or biases.

Ecological concern

The user is concerned with environment impact.

Surveillance

The user is informed of public surveillance.

Sensitivity

The user is sensitive to the topic website location.

Table B.2: List of open codes used in the thematic analysis (part 2 of 2).
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