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Abstract

In this thesis we study Unique Sink Orientations (USO). Those are
useful combinatorial objects that serve as an abstraction to many optimization problems, such as Linear Programming. The concept of USO
was originally introduced by Stickney and Watson [77], in the late 70s,
in the context of mathematical programming. Afterwards, it was essentially forgotten until revived by Szabó and Welzl [78] in 2001. Since
then, USO have been extensively studied and this thesis contains our
small contributions towards better understanding the concept and how
to use it as a tool in other contexts.
A USO is an orientation of the n-dimensional hypercube graph such
that every non-empty face induces a subgraph with a unique sink (in
the graph theory sense, i.e. a vertex with only incoming edges). In
particular, this implies that the whole cube has a unique sink, called
global, since it is a face of itself. The graph that corresponds to a USO
can either be cyclic or acyclic (in the latter case we call it an AUSO).
The algorithmic problem is to find the global sink. The computational
model assumes the existence of an oracle which, given a vertex, returns
the orientation of its incident edges. The goal then is to minimize how
many calls to this oracle are needed until the global sink is found. The
v

vi

Abstract

computational complexity of this problem is currently unsettled, with
the best known algorithms being superpolynomial. In the language
of USO, a polynomial-time algorithm is one that needs a polynomial
number of oracle calls.
Our contributions in this thesis are split into three parts. In the first
part, we settle the computational complexity of the problem of recognizing a (A)USO from a succinct description. Specifically, our input
consists of a Boolean circuit of length polynomial in n and the question
to answer is if this circuit represents the oracle of a USO. We prove that
this problem is coNP-complete. Afterwards, we turn our attention to
the acyclic case, which appears to be much more complicated. Firstly,
we give a construction of a cyclic USO which contains one unique cycle
of exponential length. This implies that the canonical representation
of a cycle (i.e. by listing its vertices) cannot serve as a short certificate
for cyclicity. Inspired by this fact, we eventually settle the complexity
of recognizing if the input Boolean circuit represents an acyclic USO
by proving that this problem is PSPACE-complete.
In the second part, we study some concepts that are relevant to understanding the behavior of Random Edge on AUSO. This is arguably
the most natural randomized pivot rule for the simplex algorithm: at
every vertex choose an outgoing edge uniformly at random from the set
of outgoing edges and proceed to the other endpoint of this edge. We
study this algorithm from a novel angle, by exploring some concepts
that were introduced by Welzl back in 2001 but remained unexplored
ever since.
Those are the concepts of reachmap and niceness of a USO. They provide natural upper bounds for the behavior of Random Edge on AUSO.
We settle the questions raised by Welzl by providing matching upper
and lower bounds for the niceness of AUSO. Furthermore, we make use
of the concept to show that the upper bounds obtained for Random
Edge through niceness are tight or almost tight in many interesting
cases. In addition and among other things, we make use of these conn
cepts to show that Random Edge is polynomial on at least nΩ(2 ) many
(possibly cyclic) USO. We also give a derandomization of the algorithm
which achieves asymptotically the same upper bounds.

vii
The last contribution of the second part is a study of the concept of
layeredness which was introduced recently by Hansen and Zwick [44].
This is a generalization of niceness. We explain the exact relationship
to niceness. Moreover, we translate the aforementioned derandomization to exploit the concept of layeredness. Our main result about
layeredness is a lower bound on the number of layers needed for an
AUSO.
In the third and final part of the thesis, we study the behavior of some
history-based pivot rules for the simplex algorithm on AUSO. These
algorithms decide their next step based on the actions they have taken
in the past. Specifically, we study Zadeh’s least entered, Cunningham’s
least-recently considered and Johnson’s least-recently basic rules. For
all three of them we give exponential lower bounds on AUSO, thus settling the corresponding questions that were posed in earlier literature.
Our results are the first superpolynomial lower bounds for Johnson’s
rule in any context and the first ones for Zadeh on AUSO. Our lower
bound for Cunningham’s serves as a simplification and small improvement of the previously known exponential lower bounds for AUSO. The
ideas and techniques we use are quite general and we believe they can
be applied in designing lower bounds for other deterministic simplex
pivot rules (history-based or not).
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Zusammenfassung

Gegenstand dieser Arbeit sind Unique Sink Orientations (USOs). Dabei
handelt es sich um kombinatorische Objekte, die viele Optimierungsprobleme abstrahieren, zum Beispiel das lineare Programmieren. Das Konzept
der USO entspringt einer Arbeit über mathematisches Programmieren
von Stickney und Watson [77] aus den späten 70er Jahren. Grossenteils in Vergessenheit geraten, wurden die USOs erst im Jahre 2001 von
Szabó und Welzl [78] wiederentdeckt. Heutzutage sind USOs gut untersuchte Objekte, und die vorliegende Arbeit enthält unseren kleinen
Beitrag fr ein besseres abstraktes Verständnis und zeigt auf, wie man
USOs als Werkzeuge anderweitig verwenden kann.
Eine USO ist eine Orientierung des n-dimensionalen Hyperwürfels, so
dass jede nicht-leere Seite einen Teilgraph mit eindeutiger Senke induziert (im Sinne der Graphentheorie, d.h. einen Knoten ohne ausgehende Kanten). Im speziellen bedeutet dies, dass der gesamte Würfel
eine eindeutige Senke besitzt, die sogenannte globale Senke. Der resultierende gerichtete Graph kann entweder Kreise enthalten oder kreisfrei sein. Im zweiten Falle spricht man dann auch von einer azyklischen
USO (AUSO).
Das algorithmische Problem besteht darin, die globale Senke zu finden.
ix
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Zusammenfassung

Das verwendete Rechenmodell stellt dabei ein Orakel bereit, das die
Orientierung aller indzidenten Kanten zu einem gegebenen Knoten
zurückgibt. Das Ziel besteht darin, die globale Senke zu finden und
gleichzeitig die Anzahl der Anfragen an das Orakel zu minimieren.
Die Komplexität des eben genannten Problems ist ungeklärt, und die
besten bekannten Algorithmen sind superpolynomiell. In der Sprache
der USOs ist ein polynomieller Algorithmus ein Algorithmus, der lediglich
eine polynomielle Anzahl von Anfragen an das Orakel benötigt.
Unser Beitrag in dieser Arbeit besteht aus drei Teilen. Im ersten
Teil untersuchen wir die Frage nach der algorithmischen Komplexität
der Erkennung einer (A)USO, die durch eine kompakte Beschreibung
gegeben ist. Bei dieser Beschreibung handelt es sich um einen booleschen Schaltkreis polynomieller Grösse, und die zu beantwortende
Frage ist, ob der gegebene Schaltkreis dem Orakel einer USO entspricht.
Wir zeigen, dass das genannte Problem coNP-vollständig ist. Danach
richten wir unser Augenmerk auf den kreisfreien Fall, welcher viel komplizierter zu sein scheint. Wir beginnen mit der Konstruktion einer
zyklischen USO, welche einen eindeutigen Kreis exponentieller Länge
enthält. Dies zeigt, dass die kanonische Beschreibung eines Kreises
(d.h. die Folge der entsprechenden Knoten) nicht als kurzer Beweis der
Kreisfreiheit verwendet werden kann. Darauf aufbauend zeigen wir
dann die PSPACE-Vollständigkeit des Problems, ob ein gegebener
Schaltkreis einer kreisfreien USO entspricht.
Im zweiten Teil untersuchen wir Konzepte, die wichtig für das Verständnis des Verhaltens von Random Edge auf AUSOs sind. Dabei handelt
es sich um die wohl natürlichste randomisierte Pivot-Regel für den
Simplex-Algorithmus: Bei jedem Knoten wähle zufällig gleichverteilt
eine ausgehende Kante und folge dieser Kante zum nächsten Knoten.
Wir betrachten diesen Algorithmus von einem völlig neuen Gesichtspunkt her. Dabei verwenden wir Konzepte, welche in 2001 von Welzl
eingeführt, aber seither nicht weiter erforscht worden sind.
Bei diesen Konzepten handelt es sich um die reachmap und niceness
einer USO. Diese liefern natürliche obere Schranken für das Verhalten
von Random Edge auf AUSOs. Wir beantworten mehrere offene Fragen
von Welzl, indem wir passende obere und untere Schranken für die nice-

xi
ness einer AUSO geben. Desweiteren zeigen wir, dass die natürliche
obere Schranke für das Verhalten von Random Edge in vielen interessanten Fällen entweder scharf oder beinahe scharf ist. Zusätzlich
n
zeigen wir, dass Random Edge auf mindestens nΩ(2 ) verschiedenen
USOs (kreisfrei oder nicht) nur polynomiell viele Schritte benötigt.
Wir beschreiben auch eine Derandomisierung dieses Algorithmus mit
der gleichen asymptotischen Laufzeit.
Der letzte Beitrag im zweiten Teil ist eine Untersuchung der sogenannten layeredness einer USO, welche erst kürzlich von Hansen und
Zwick [44] eingeführt wurde. Dabei handelt es sich um eine Verallgemeinerung der niceness einer USO. Wir geben einen genauen Vergleich
dieser beiden Konzepte an. Im weiteren beschreiben wir eine Modifikation der oben genannten Derandomisierung von Random Edge, welche
die layeredness einer USO besser ausnutzt. Unser Haupt-Ergebnis zu
layeredness ist eine untere Schranke fr die minimale Anzahl der Layers
einer AUSO.
Im dritten und letzten Teil dieser Arbeit untersuchen wir das Verhalten bestimmter adaptiver Pivot-Regeln für den Simplex-Algorithmus
auf AUSOs. Dabei handelt es sich um Algorithmen, welche Entscheidungen abhängig von früheren Beobachtungen treffen können. Im
speziellen betrachten wir Zadehs’s least entered, Cunningham’s leastrecently considered und Johnson’s least-recently basic Pivot-Regeln.
Wir geben exponentielle untere Schranken für alle drei Regeln in Bezug
auf AUSOs an. Unser Ergebnis beinhaltet die erste superpolynomielle
untere Schranke für Johnson’s Regel im allgemeinen, sowie die erste
untere Schranke für Zadeh’s Regel spezifisch in Bezug auf AUSOs. Die
untere Schranke für Cunningham’s Regel stellt eine Verbesserung sowie
Vereinfachung der bisherigen Schranken für AUSOs dar. Die verwendeten Ideen und Methoden sind sehr allgemein gehalten. Wir vermuten
deshalb, dass sie für den Entwurf weiterer unterer Schranken für andere
deterministische Pivot-Regeln (adaptiv oder nicht) verwendet werden
können.

xii

Zusammenfassung

Acknowledgments

This thesis would not have materialized without the kind support of
several people. First and foremost, my gratitude is directed to my
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1

Overview

1.1

Motivation
through Linear Programming and the Simplex method

Undeniably, Linear Programming (LP) is the most central problem in
optimization theory. This is not only because of the myriad of practical
applications but also because of the large volume of theory the study of
LP has produced. The computational problem is to maximize a linear
function with n variables subject to m inequality constraints. Every
LP can be written in the following form:
maximize cT x
subject to Ax ≤ b
Here, x is the vector of variables, of length n. The input of the LP
consists of vectors c ∈ Rn , b ∈ Rm and matrix A ∈ Rm×n . The problem
then is to find x ∈ Rn such that the inequality constraints are satisfied
1

2

Overview

and x maximizes cT x (where cT is the transpose of c). Then, we say
that the LP has n variables and m (inequality) constraints.
Dantzig introduced in 1947 the Simplex method which was a product of
his work for the U.S. military. One can say that the original motivations
that lead to the development of LP were very practical, like resource
allocation, scheduling workers and formulating military strategies. A
bit earlier, in 1939, Kantorovich who was in the U.S.S.R. formulated
a restricted class of LP and a method for solving them while he was
assigned with the reorganization of the timber industry of his country.
The Simplex method is roughly a path-following algorithm on the vertices of the polyhedron defined by the inequality constraints of the LP.
It stands at a vertex and at every step it chooses a neighboring vertex
that is better with respect to the objective function. Traditionally, its
computations are divided in two phases. In the first phase, an auxiliary
LP is solved which produces either the initial vertex or a certificate that
the constraints of the LP cannot be satisfied. In the second phase, the
original LP is being solved starting from the initial vertex produced
by phase 1. The algorithm will eventually reach a vertex (in the case
the LP is bounded) where no further progress is possible. This vertex
necessarily optimizes the linear objective function. In the case the LP
is unbounded the algorithm will produce a certificate for unboundedness. No polynomial upper bounds are known for the number of steps
of the Simplex method (for an introduction to the theory of LP, with
specific emphasis on the Simplex method, we recommend [31]).
On the other hand, polynomial time algorithms do exist for solving LP.
The first one, known as the ellipsoid method, came by Khachiyan in
1979 [50]. He basically showed that LP is solvable in polynomial time;
strong enthusiasm in the community sprung out of this. Nonetheless,
the ellipsoid method is known to perform poorly in practice. Soon
after, an alternative polynomial algorithm was proposed by Karmarkar
[49], known as the interior-point method. This algorithm improves the
theoretical upper bounds and is far more practical when compared to
the ellipsoid method. The two aforementioned algorithms are, however,
weakly polynomial. In particular, their running time is polynomial in
n, m and L, where L is the size of the encoding of the LP. This left

1.1. Motivation
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open the existence of an algorithm that is polynomial only in n and m,
the number of variables and inequalities.
On a different note, there has been an extensive body of research on
LP in small dimensions (small number of variables). The currently
fastest (and also simplest in this case) is a recent algorithm by Chan
[10] which builds on earlier work by Chazelle and Matoušek [11]. The
latter is a derandomization of Clarkson’s algorithm [12] in a line of
work started by Megiddo who was the first to discover an algorithm
that is linear when the dimension is fixed [58]. All of these algorithms
have a linear dependence on m and exponential dependence on n.
So many efforts and, yet, the Simplex method appeared to be the most
commonly used algorithm. It enjoyed a quite successful life in practical
applications but the theoretical community was unable to give mathematical reasons why this was the case. An approach towards this
direction was initiated by Borgwardt [9] in the late 70s. He showed
that the Simplex method converges in polynomial time when the input instance is drawn at random (according to some carefully selected
distribution) from the set of all instances.
The criticism towards this approach was that random instances are
probably not “typical”, i.e. instances that arise in practical situations. An alternative and celebrated approach was presented in 2004
by Spielman and Teng [75], coined as smoothed analysis. They proved
that the Simplex method can be polynomial on every LP instance after
small random perturbations to the input. These small perturbations
are thought of as a model of the noise that exists in real-life data. We
will not touch further upon this very interesting but unrelated to the
thesis topic; a very nice expository article can be found here [76].
What still remains one of the most prominent open questions in theoretical computer science is whether linear programs can be solved
in strongly polynomial time. This is heavily related to number 9 in
Smale’s list of open problems [74]. That is a list of “Mathematical
Problems for the Next Century”, similar to the famous Hilbert’s list
from 1900. By strongly polynomial we mean that the number of arithmetic operations is polynomial in n and m, the number of variables

4
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and constraints.
Note that the Simplex method is not a completely defined algorithm
without specifying how the next vertex is chosen when there is more
than one improving neighbor. This essential part of the algorithm is
known as the pivot rule: it decides which vertex to walk to next when
there is more than one candidate. It is open whether there exists a
pivot rule for the Simplex method whose number of steps is strongly
polynomial. For most deterministic pivot rules discussed in the literature, exponential lower bounds are known. The first such bound
was established for Dantzig’s rule by Klee and Minty in their seminal
1972 paper [51]; this triggered a number of similar results for many
other rules (for example [4], [39], [40], [46], [63]). These type of lower
bounds are still being discovered. Only in 2011, Friedmann solved a
longstanding open problem by giving a superpolynomial lower bound
for Zadeh’s rule [21] and in 2017 Avis and Friedmann published an
exponential lower bound for Cunningham’s rule [5].
On the other hand, there exists a randomized pivot rule, called Random
Facet, with an expected subexponential number of steps in the worst
case. This bound was found independently by Kalai [47] as well as
Matoušek, Sharir and Welzl [56] in 1992. The currently theoretically
fastest pivot rule is a variant of Random Facet, invented by Hansen
and Zwick [43]. It gave the first (minor) improvement on the upper
bound of the Simplex method in over 20 years, the previously best one
being the original Random Facet.
Interestingly, the proofs for the upper bounds of the Random Facet
pivot rule employ only a small number of combinatorial properties of
linear programs. As a consequence, the subexponential upper bound
for the Random Facet pivot rule holds in a much more general abstract
setting that encompasses many other (geometric) optimization problems for which strongly polynomial algorithms are still missing [56],
[24]. This observation sparked a lot of interest in abstract optimization frameworks that generalize linear programming. The most studied
such framework over the last 15 years and the cornerstone of this thesis
is the framework of Unique Sink Orientations.

1.2. Unique Sinks on the Hypercube

1.2

5

Unique Sinks on the Hypercube

The concept of Unique Sink Orientations was originally introduced by
Stickney and Watson [77], already in 1978, as an abstract model for
the P-Matrix Linear Complimentarity Problem (P-LCP). Although PLCP is a problem studied since at least the 60s, it is still unsettled if it
admits a polynomial time algorithm or not. However, it is outside the
scope of this thesis; for more details on the theory of P-LCP we direct
the interested reader to the thesis of Rüst [68].
After quite a few years of silence, the concept Unique Sink Orientations
(USO) was revived by Szabó and Welzl [78] in 2001. They coined the
name “Unique Sink Orientation”, gave formal definitions of USO as
abstract objects and described a few problems which can be reduced
to USO. In a nutshell, a USO is an orientation of the n-dimensional
hypercube graph, with the property that there is a unique sink in every
subgraph induced by a nonempty face. The algorithmic problem associated to a USO is that of finding the unique global sink, in an oracle
model that allows us to query any given vertex for the orientations of
its incident edges. Note that USO can be cyclic or acyclic. See the
example below.

(a)

(b)

Figure 1.1: An acyclic and a cyclic USO of the 3-dimensional cube: (a)
acyclic USO (b) cyclic 3-USO; the cycle has been highlighted.

Szabó and Welzl [78] gave two algorithms for solving USO, one deterministic and one randomized; in an enthusiastic but slightly embarrassed tone we should underline that these algorithms still remain the
fastest in many central cases (more details on this later in this section).
Subsequently, the structural and algorithmic properties of USO were

6
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studied extensively; we will give relevant references throughout this
thesis. It is worth to note already, in connection to the previous section,
that optimizing any LP can be reduced to finding the sink of a (possibly
cyclic) USO [34]. Of course, as we have mentioned before, P-LCP can
also be reduced to USO. There are also some interesting geometric
problems that can be reduced to USO; let us give a concrete example,
taken from [78].
Consider the problem of finding the smallest enclosing ball B(P ) of a
set P of n affinely independent points in Rn−1 . Every subset Q ⊆ P
naturally corresponds to a vertex of the hypercube, and we have a
directed edge from Q to Q ∪ {p}, p ∈
/ Q, if and only if p is outside of
b(Q), the smallest ball that has all points of Q on its boundary. This
ball b(Q) is easy to compute by solving a system of linear equations, so
we have a polynomial-time oracle at our disposal. Moreover, the global
sink S has the property that b(S) = B(P ), hence finding the global
sink solves our geometric problem. The USO approach also works for
the more general problem of finding the smallest enclosing ball of a set
of balls [20]. An extensive list of problems that can be reduced to USO
can be found in Schurr’s thesis [70].
Similar abstract objects. The concept of grid USO was first introduced by Gärtner et al. [38] in its planar form: that means a USO
where the underlying graph (instead of the cube) is the Cartesian product of two complete graphs. They showed that this situation arises
from LP where the defining polytope has special structure. This was
investigated further by Felsner et al. [19] who showed that every ndimensional polytope with exactly n + 2 facets corresponds to a planar grid and that LP on such polytopes induce USO on planar grids.
Following, Gärtner et al. [32] generalized the concept of grid USO to
arbitrary dimensions (so the underlying graph is the Cartesian product
of many complete graphs) and studied the structure. All the papers
mentioned so far studied randomized algorithms on grid USO. Later,
Barba et al. [8] gave the first deterministic algorithms for planar grid
USO. Finally, Milatz [59] recently published a paper that settles the
behavior of random walks on planar grid USO.

1.2. Unique Sinks on the Hypercube
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Inspired by the Simplex algorithm, the concept of acyclic USO on general polytopes (under different names) has been studied by Kalai [48]
and by Williamson-Hoke [84]. Moreover, Gärtner studies the concept of
Abstract Optimization Problems (AOP) [24]. In this paper, he shows
that Random Facet can be applied
in a hypercube-like environment
√
1/4 ln n)
n+O(n
2
, where n is the dimenand achieves upper bounds of e
sion of the AOP. An interesting property of AOP is that, in contrast to
the randomized approach, any deterministic algorithm needs at least
2n − 1 steps to solve the problem [24].
One of the most important abstractions of LP, LP-type problems, were
originally formulated by Sharir and Welzl [73]. The subexponential
upper bounds for Random Facet, by Matoušek, Sharir and Welzl [56],
were actually proven in the LP-type environment. The same holds for
the algorithm of Chan [10]. Furthermore, Gärtner et al. [30] generalize
the concept of LP-type problems to the concept known as violator
spaces.
Finally, there is also the very relevant concept of Numberings of the
hypercube. Because we make use of this concept in the thesis, we will
introduce it later in detail (Section 2.2).
Algorithms for finding the sink. Many algorithms have been explored in connection to USO and the results of this thesis definitely
add to the list. Some of these algorithms were specifically designed
for USO and others come from other problems, mostly LP. Currently,
the best deterministic algorithm for both cyclic and acyclic USO is
Fibonacci Seesaw with a runtime of O(1.608n ) [78]. The best randomized algorithm for cyclic USO is the Product algorithm with a runtime
of O(1.438n ) [78]; for acyclic USO the best randomized algorithm is
Random Facet. We have already explained how this algorithm was
originally designed for LP; Gärtner [25] translates Random Facet
in
√
the world of acyclic USO and proves that its running time is e2 n . An
almost matching lower bound has been shown by Matoušek [54].
Other algorithms that have been well-studied in the USO context are
jumping algorithms. The most natural of these is the so-called Jump al-
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gorithm which looks at the outgoing coordinates incident to the current
vertex and switches all of them simultaneously (jumps to the vertex
antipodal of the current vertex in the subcube spanned by its outgoing
edges). Note that this algorithm can cycle on cyclic orientations, for
example it can cycle on the cyclic USO of Figure 1.1. Since it is deterministic, its study makes sense only in the context of acyclic USO.
Non-trivial upper bounds are not known for this algorithm. Schurr and
Szabó gave exponential lower bounds of the form 2n/2 on acyclic USO
[72]. In addition, they show that if one would randomize the choice
of the starting vertex, an exponential lower bound is still possible. In
a quite different approach, Fearnley and Savani [18] show that it is
PSPACE-complete to decide if the Jump algorithm (on acylic USO)
will ever encounter a vertex that has a given coordinate outgoing. On
a more positive side, Hansen, Paterson and Zwick [42] have considered
Random Jump: that is an algorithm that switches a random non-empty
subset of the outgoing coordinates (while Jump switches all of them).
They showed an upper bound of O(1.5n ) for this algorithm.
In recent years, USO have in particular been looked at in connection
with another randomized pivot rule, namely Random Edge. This is arguably the most natural randomized pivot rule for the Simplex method,
and it has an obvious interpretation also on USO: at every vertex pick
an edge uniformly at random from the set of outgoing edges and let
the other endpoint of this edge be the next vertex. The path formed
constitutes a random walk. Ever since the subexponential bound for
Random Facet was proved in 1992, researchers have tried to understand the performance of Random Edge. This turned out to be very
difficult, though. Unlike Random Facet, the Random Edge algorithm
is non-recursive, and tools for a successful analysis were simply missing. A superexponential lower bound on cyclic USO was shown by
Morris in 2002 [62], but there was still hope that Random Edge might
be much faster on acyclic USO (AUSO).
However, in 2006 Matoušek and Szabó [57] found a a superpolynomial
(subexponential) lower bound for Random Edge on AUSO. Recently,
this was pushed even further by Hansen and Zwick [44]. These lower
bounds are in the abstract setting, i.e. they are not lower bounds for
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actual linear programs. These results do, nevertheless, demonstrate
that the known combinatorial properties of linear programming are
not sufficient to demonstrate that Random Edge is fast; this is a manifestation of the usefulness of the USO framework. Let us also note
that, in 2011, Friedmann, Hansen and Zwick [22] constructed a subexponential lower bound for Random Edge and Random Facet on actual
linear programs. Hence, there is no hope anymore that any of these
two pivot rules could be polynomial for LP.
Still, the question remains open whether Random Edge also has a
subexponential upper bound. As there already is a subexponential
algorithm, a positive answer would not be an algorithmic breakthrough;
however, as Random Edge is notoriously difficult to analyze, it might be
a breakthrough in terms of novel techniques for analyzing this and other
randomized algorithms. The currently best upper bound for Random
Edge (on AUSO) is an exponential improvement over the previous
upper bound [29] (which was roughly 2n /nlog n ), but the bound is still
exponential, O(1.8n ) [42].

1.3

Our Contributions

This thesis is accumulative. The main results are based on the following
three papers:
1. “The Complexity of Recognizing Unique Sink Orientations” by
B. Gärtner and A. Thomas [35].
2. “The Niceness of Unique Sink Orientations” by B. Gärtner and
A. Thomas [36] and [37].
3. “Exponential lower bounds for history-based Simplex pivot rules
on abstract cubes” by A. Thomas [79].
Accordingly, Chapter 3 corresponds to item 1 from above, Chapter 4
to item 2 and Chapter 5 to item 3.
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In Chapter 3, we study USO from a novel angle. While previous research mostly addresses the algorithmic problem of finding the global
sink in a USO, we deal with the more fundamental problem of recognizing a USO, given in succinct representation. Concretely, we are
interested in the computational complexity of deciding whether a succinct oracle indeed specifies a USO. In order to fit this problem into
standard complexity theory, we assume that the oracle is implemented
by a succinct Boolean circuit that in turn forms the input for the decision problem. Such a circuit has n input and n outputs, where n
is the dimension of the USO; it is customary to use Boolean circuits
in describing graphs succinctly (see e.g. [23]). By succinct Boolean
circuit, we mean that its size is polynomial in n.
Our two main results of Chapter 3 is that, if we are given a Boolean
circuit with n inputs and n outputs, it is coNP-complete to decide if it
represents a USO and PSPACE-complete to decide if it represents an
AUSO. These results may come as a surprise, given that the algorithmic
problem seems to be easier in the acyclic case.
In Section 1.2, we mentioned some problems (including LP) that reduce
to USO; in this case it is guaranteed that the digraphs these problems
reduce to are (A)USOs. Still, the complexity of recognizing an (A)USO
from a succinct description is interesting from a theoretical viewpoint.
In fact, similar theoretical results from the past include the recognizability of a P-Matrix, which is proved coNP-complete in [13]. Even
though from applications (e.g. solving simple stochastic games [33])
we do get P-Matrices, the question of recognizing if a given matrix is
a P-Matrix is still relevant. The same argument should apply to the
recognizability of (A)USOs.
The study of computational problems on graphs that are represented by
succinct Boolean circuits, has been initiated by Galperin and Wigderson [23]. They proved that a number of trivial graph properties become
NP-hard when the input of the graph is given in such a succinct way.
Subsequently, Papadimitriou and Yannakakis [67] proved that, under
the same representation, problems that are NP-complete when the
graph is given explicitly become NEXP-hard. Finally, in [6], Balcázar
et al. prove that it is PSPACE-hard to decide several fundamental
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properties in succinct graphs, such as the existence of an Eulerian circuit and of a path connecting two given vertices.
In Chapter 4, we initiate the systematic study of concepts that are
tailored to Random Edge on USO (not necessarily only AUSO). These
concepts — reachmaps and niceness of USO (definitions in Section 4.2)
— were introduced by Welzl [83], in a 2001 workshop as an interesting
research direction. At that time, it seemed more promising to work
on algorithms other than Random Edge; hence, this research direction
remained unexplored and the problems posed by Welzl remained open.
Now that the understanding of Random Edge on USO has advanced a
lot we hope that these “old” concepts will finally prove useful, probably
in connection with other techniques.
We settle the questions of Welzl by showing matching lower and upper
bounds for the case of cyclic and acyclic USO. Moreover, we provide
some algorithmic applications of the new concepts and some counting arguments. A new derandomization of Random Edge is presented
which is shown to have some interesting properties.
Finally, in the last section of Chapter 4 we compare our results from the
previous sections (of Chapter 4) to recent work by Hansen and Zwick
[44]. We explore the connections between the different concepts and
spend most of the section constructing a lower bound for the concept
of Hansen and Zwick. Note that this last part has not been published
before this thesis.
In Chapter 5, we study a family of deterministic pivot rules for the
Simplex algorithm known as history-based (or having memory). For
those, superpolynomial lower bounds seemed to be elusive until recently. Arguably, the most famous history-based rule is due to Zadeh.
Known as the least entered rule, it was described in 1980 with a technical report that was reprinted in 2009 [85]. This rule keeps a history of
how many times each improving direction has been used and, at every
step, chooses one that minimizes this history (a tie-breaking rule takes
care of ties). The least entered rule was specifically designed to attack
constructions similar to the Klee-Minty [51] by using the improving
directions in a balanced way (note that in this regard, it is similar to
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a random walk). With a letter to Klee in the 80s, Zadeh offered a
$1000 prize to anyone who can prove polynomial upper or superpolynomial lower bounds for the least entered rule. This prize was claimed
in 2011, by Friedmann [21], with a superpolynomial lower bound on
LP. No non-trivial upper bounds are known.
Another interesting rule was suggested by Cunningham [14], known as
the least-recently considered rule. First, it fixes an initial ordering on all
directions. Then, it considers each direction in a round-robin fashion,
starting from the last one used; the first direction that is available
will be selected and used. The history here is to remember which
was the last considered improving direction. Furthermore, the leastrecently basic rule, which Cunningham attributes to Johnson, was also
first discussed in the same paper [14]. That rule selects the improving
direction that left the basis least recently (in other words the direction
whose opposite was selected least recently). For a detailed exposition
of those and many other history-based pivot rules the interested reader
should look at Aoshima et al. [3].
In Chapter 5, we give exponential lower bounds on acyclic USO for the
three aforementioned history-based pivot rules.

CHAPTER

2

Preliminaries

In this chapter we introduce the basic notation, the concept of Unique
Sink Orientations (USO) and the relevant computational problems.
Moreover, we describe some alternative but similar concepts. We end
this chapter with defining the constructive tools which we will use
throughout the thesis.

2.1

Cubes

Let [n] = {1, . . . , n} and ±[n] = {−n, . . . , −1, 1, . . . , n}. Let Q[n] = 2[n]
be the set of vertices of the n-dimensional hypercube over coordinates
in [n]. Often we write Qn (the superscript indicates the dimension).
A vertex of the hypercube v ∈ Qn is denoted by the set of coordinates
it contains. Generally, with C ⊆ [n] we denote a set of coordinates.
The notation |v| denotes the number of elements in the set v. The
notation Qnk is used for the set of vertices that contain k coordinates,
13
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n
k

.

Consider two vertices v, u ∈ Qn . With v ⊕ u we denote the symmetric
difference of the two sets; |v ⊕ u| is the size of the symmetric difference
(equivalent to the Hamming distance) of the two vertices. Now, let
C ⊆ [n] and v ∈ Qn .
Definition 2.1. A face of the hypercube, F (C, v), is defined as the
set of vertices that are reached from v over the coordinates defined by
any subset of C:
F (C, v) = {u ∈ Qn |v ⊕ u ⊆ C}
The dimension of the face is |C|.
We call edges the faces of dimension 1, e.g. F ({j}, v), and vertices the
faces of dimension 0. Moreover, the faces of dimension n − 1 are called
facets. In general, for k ≤ n we call a face of dimension k a k-face.

2
∅

3
1

Figure 2.1: A 3-dimensional hypercube. The coordinates are labeled and
vertex ∅ is noted at bottom-left. Then two antipodal 2-faces are colored in
gray. The lower one is F ({1, 3}, ∅) and the upper one is F ({1, 3}, {2}).

An equivalent representation. In literature, the n-dimensional
hypercube is also often represented by the set of all binary words of
length n, i.e. {0, 1}n . We will also define this alternative representation
as we will use it in Chapter 3. So, let the hypercube be represented
by Qn = {0, 1}n . Then, a vertex v ∈ Qn is a binary bitstring of length
n. This alternative representation is, of course, equivalent to the representation we introduced before.
There is an explicit ordering on the coordinates and, given a vertex
v ∈ Qn with vi we denote the ith coordinate of the corresponding
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bitstring, where the first one is the rightmost. We use the term bitstring
to refer to an ordered string of binary bits. With |v| we denote the
Hamming weight of v, i.e. the number of ones in the bitstring v.
There is a one-to-one correspondence to our usual (set) representation.
For example, let v ∈ 2[n] and w ∈ {0, 1}n . The two vertices are in
correspondence if and only if for every j ∈ v, wj = 1, and for every
j∈
/ v, wj = 0.
In Chapter 3, we will be dealing with Boolean circuits. Naturally,
bitstrings come into play. In that (and only in that) chapter we will
use the bitstring representation for the hypercube and its vertices. The
concept of a face (or others that we will introduce later) will translate
in the obvious way.

2.2

Unique Sink Orientations

Let ψ denote an orientation of the edges of the hypercube Qn : For every
edge F ({j}, v), ψ defines if the edge is oriented towards v or towards
v ⊕ {j}. Consider two vertices v, u ∈ Qn and a coordinate j ∈ [n]. The
j

notation v →
− u (w.r.t ψ) means that F ({j}, v) = {v, u} and that the
corresponding edge is oriented from v to u in ψ. Sometimes we write
j
v → u, when the coordinate is irrelevant. An edge v →
− u is forward if
j ∈ u and otherwise we say it is backward. We use v
w to denote
(that there is) a directed path from v to w. Given a vertex v, we define
the neighborhood (or set of neighbors) of v as N (v) = {u| |v ⊕ u| = 1}.
Furthermore, let N + (v) = {u ∈ N (v)|v → u} denote the set of outneighbors of a vertex v, according to the corresponding orientation.
Definition 2.2. An orientation ψ of Qn is a Unique Sink Orientation
(USO) if every non-empty face of Qn has a unique sink.
Equivalently, every non-empty face of Qn has a unique source [78].
Since the whole cube is a face of itself, we have that there is a unique
vertex with all edges incoming, the global sink (and similarly there is
a unique global source). Note that USO can be acyclic (in which case
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we abbreviate as AUSO), and they can be cyclic. We write n-USO
(equivalently n-AUSO) to mean a USO of dimension n (a USO on
Qn ). An example can be found in Figure 1.1.
Moreover, we define the concept of the outmap. Intuitively, this is a
function that, given a vertex, returns the coordinates on which this
vertex has outgoing edges. Formally:
Definition 2.3. The outmap sψ (w.r.t. orientation ψ) is a function
sψ : Qn → 2[n] , defined as:
j

sψ (v) = {j ∈ [n]|v →
− v ⊕ {j}}, for all v ∈ Qn .
It follows that in an n-USO the global sink is the only vertex v which
has sψ (v) = ∅. Similarly, the global source is the only vertex v which
has sψ (v) = [n]. Quite interestingly, it has been proved that the
outmap function is bijective.
Lemma 2.4 ([78]). For every USO ψ, sψ is a bijection.
Let us now give an illustration of the outmap concept in the next figure.
The 3-AUSO is the same as in Figure 1.1a. In addition, we give the
outmap of each of its vertices to clarify the concept.
{1, 2, 3}
{2}
{3}
∅

{1}

vertex

outmap

∅

∅

vertex
{1, 2}

outmap
{2}

{1}

{1}

{1, 3}

{2, 3}

{2}

{1, 2}

{3}

{1, 2, 3}

{2, 3}
{1, 2, 3}

{1, 3}

{3}

Figure 2.2: A 3-AUSO given together with the outmap of each vertex. On
the figure we label the empty and the full vertex. In addition, the vertices
that constitute singleton sets. This way the labels of the coordinates can also
be extracted.

Often we write s(v) to denote the outmap of vertex v. The exact
orientation ψ will be clear from the context in that case. Furthermore,
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we want to underline an interesting dichotomy. Assume that we are
given an orientation ψ of the hypercube Qn such that sψ is bijective.
This property is not sufficient to conclude that sψ represents a USO
[78]. However, if we also have that ψ is acyclic then it is sufficient to
conclude that ψ represents an AUSO [84].
Moreover, there is a simple characterization of USO outmaps. This
was originally stated by Szabó and Welzl [78] and is described in the
next lemma.
Lemma 2.5 ([78]). A function s(v) : Qn → 2[n] is the outmap of a
USO if and only if (s(v) ⊕ s(u)) ∩ (u ⊕ v) 6= ∅, for every two distinct
vertices v, u ∈ Qn .
Intuitively, the above lemma says that an outmap belongs to a USO
if and only if every pair of distinct vertices has different outmaps in
the minimal face that contains both of them. The importance of the
existence of such a characterization will become apparent in Chapter 3.
Throughout this thesis we may use different symbols to refer to a USO.
Often, we say a USO ψ; in most cases, this refers to an orientation ψ
which is a USO. Some times we say a USO sψ or just s; this refers
to an outmap which corresponds to a USO. Moreover, we also say a
USO A (or other capital Latin letters) to refer to the digraph of the
USO. This notation will mostly be used when we deal with actual
USO constructions, e.g. lower bounds. In that case A corresponds to
a hypercube graph that is oriented according to some USO. Similarly,
when we refer to a face of an (A)USO some times we mean the digraph
that corresponds to the (A)USO of the subcube defined by that face.
It should be clear from the context what we mean. For example, in
Lemma 2.6 below we say that u is the sink of the face F ; this means
that u is the sink of the USO restricted to the face F .

The computational problem related to USO is to find the global
sink. The computational model is the vertex oracle model. We have
access to an oracle such that when we give it a vertex v, it replies with
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the outmap s(v) of v. This is the standard computational model in
USO literature and all the lower and upper bounds are about it.
Let us use d(v, u) to denote the length of the shortest directed path
from v to u; if there is no such path then we have d(v, u) = ∞ and
otherwise we have d(v, u) ≥ |v ⊕u|. The following lemma is well-known
and easy to prove by induction on |v ⊕ u|.
Lemma 2.6. For every USO ψ, let F ⊆ Qn be a face and u the sink
of this face. Then, for every vertex v ∈ F we have d(v, u) = |v ⊕ u|.
So, if we consider the face F to be F = Qn and u to be the global sink,
we have that every vertex v in the cube has a path to the sink u that
goes exactly once over each coordinate in v ⊕ u. The existence of a
short (length at most n) path from every vertex to the sink gives some
optimism on the difficulty of solving (A)USO.
Highly structured USO. Consider the cube Qn and a vertex v ∈
Qn . Orient all the edges towards this vertex v (this means that every
edge u → w is such that |u⊕v| > |w ⊕v|), which will become the global
sink. We call an orientation uniform when it is such that every edge
is oriented towards the global sink. Such an orientation is an AUSO.
In addition, we call forward (backward) uniform the orientation where
all edges are forward (backward).
Moreover, let a coordinate be combed if all edges on this coordinate
are oriented in the same way.
Definition 2.7. A cube orientation is decomposable if and only if there
is a combed coordinate in every face (of dimension at least 1) of the
cube.
The class of decomposable orientations, known to be AUSO, contains
the Klee-Minty cube [51] (note that the AUSO in Figure 1.1 is a 3dimensional Klee-Minty cube).
Decomposable n-USO can be solved in n + 1 steps by the Jump algorithm [71]. Moreover, it is known that a random walk needs Θ(n2 )

2.2. Unique Sink Orientations

19

steps to find the sink of decomposable USO; more on this in Chapter 4.
There, we will also study a generalization of the class of decomposable
USO, called 1-nice, and give counting arguments for both classes (in
Section 4.5).
Numberings. In Section 1.2, we mentioned a few concepts related
to AUSO. The most relevant such concept for this thesis is one that can
be represented by numberings of the vertices of the hypercube. This
concept, directly related to AUSO and quite well-studied, is called
Completely Unimodal Numberings:
Definition 2.8. A Completely Unimodal Numbering (CUN) on the
hypercube Qn is a bijective function φ : Qn → {0, . . . , 2n − 1} such
that in every face F there is exactly one vertex v (local minimum)
such that φ(v) < φ(u), for every u ∈ N (v) ∩ F .
It is easy to see that for every AUSO there is a corresponding CUN,
which can be constructed by topologically sorting the AUSO. Moreover,
we can obtain an AUSO from every CUN by orienting the edges from
larger to smaller numbers.
These numberings were studied by Williamson-Hoke [84] on general
polytopes and on the hypercube. Among other things, she showed that
if we have a numbering of the hypercube, where every 2-face is a CUN,
then the whole numbering is a CUN. In the language of AUSO this
translates as follows: if we have an acyclic orientation of the hypercube
where every 2-face is an AUSO then the orientation is an AUSO. In
this thesis, we will make use of the concept of CUN in one of our proofs
(Section 4.6.2) and we will study a concept that generalizes CUN, due
to Hansen and Zwick [44] (Section 4.8).
Furthermore, Hammer et al. [41] also studied these numberings by providing a hierarchy of classes of numberings on the hypercube: three
subclasses of CUN and two superclasses. They showed that these
classes strictly contain each other.
The superclass of CUN known as Unimodal Numberings in [41] was
studied by Aldous [2]. This is a numbering of the hypercube where
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there is a unique global sink and source (but not necessarily in every
face). Aldous showed that Θ(2n/2 ) steps are needed to solve a Unimodal Numbering (he provides both a lower bound and an algorithm
that matches it).
USO and Linear Programming. The connection of USO with
Linear Programs (LP) is well-documented in literature. A very detailed
exposition of the sources of USO (i.e. problems that reduce to finding
the sink of a USO) can be found in Schurr’s thesis ([70], Chapter 3).
Here, we will only mention a few main points.
Firstly, note that any LP whose defining polytope is combinatorially
equivalent to the hypercube immediately induces an AUSO. However,
it was not clear if arbitrary LP can be reduced to computing the sink
of a USO. This was settled by Gärtner and Schurr [34] who proved that
any LP with n nonnegative variables defined an n-USO. In particular,
the sink of the USO corresponds either to the optimal solution to the
LP or to a certificate for infeasibility or unboundedness.
The opposite direction does not go through however. There exist
AUSO that cannot be realized as LP. Gärtner and Kaibel [28] have
given a complete characterization of all 3-AUSO, in terms of realizability. They argued that there exist exactly two 3-AUSO (up to isomorphism) which are not realizable as LP. In a similar line of work,
Holt and Klee [45] proved a fundamental and exciting result. They
originally phrased their result for general polytopes but let us phrase
it for the hypercube: If a USO is induced by an LP then in every k-face
there are exactly k disjoint paths from the source to the sink of the
face. This is usually referred to in literature as the Holt-Klee property.
Note that the Holt-Klee property is more general than realizability.
Specifically, Morris [61] gives a 4-AUSO that satisfies the property but
cannot be realized as an LP. Moreover, Develin [15] shows that the
fraction of Holt-Klee orientations of the n-cube which are realizable as
LP goes to 0 as n gets large. Therefore, it is not enough to argue about
the Holt-Klee property for realizability. Note that there is no general
algorithm for USO of the hypercube that exploits the Holt-Klee prop-
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erty. There is, nevertheless, such an algorithm for the 2-dimensional
grid USO problem [8]. Moreover, note that Gärtner [25] made use of
the property when studying the AUSO produced by Matoušek as lower
bounds for Random Facet. He showed that Random Facet can solve
in quadratic time all the Holt-Klee AUSO from the Matoušek family,
thus, leaving specifically open if superpolynomial lower bounds existed
for this algorithm on LP (as we have mentioned this was later settled,
with subexponential lower bounds, by Friedmann et al. [22]).

2.3

The constructive lemmata

Schurr and Szabó [71] kickstarted a new direction for lower-bounding
algorithms on AUSO. Not only because they proved by an adversarial
argument that any deterministic algorithm needs almost a quadratic
number of steps to solve an AUSO. But, also, because they provided
the tools for constructing USO, which were used in most, if not all,
lower bound constructions that appeared afterwards. In this thesis we
make an extensive use of these tools and that is why we dedicate a
section to introduce them.
We are now ready to state the Product and Reorientation lemmas (due
to [71]) which are the building tools for the lower bound constructions
in this paper.
Lemma 2.9 (Product Lemma [71]). Let C be a set of coordinates,
0
C 0 ⊆ C and C̄ 0 = C \ C 0 . Let s̃ be a USO outmap on QC . For
0
0
each vertex u ∈ QC we have a USO outmap su on QC̄ . Then, the
orientation defined by the outmap
s(v) = s̃(v ∩ C 0 ) ∪ sv∩C 0 (v ∩ C̄ 0 )
on QC is a USO. Furthermore, if s̃ and all su are acyclic so is s.
The above lemma can be interpret in different ways. Let us give a few
examples. If |C 0 | = 1, the Product Lemma says that any two (n − 1)USO can be combined to an n-USO by taking them as antipodal facets
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and orienting all edges of the nth coordinate in the same direction. In
the case when |C 0 | = n − 1, the Product Lemma says that if we have
two copies of the same (n − 1)-USO in antipodal facets, we can direct
the edges on the nth coordinate arbitrarily.
Here is a very useful, for our purposes, interpretation of the Product
Lemma: Consider an n-AUSO A and take 2m copies of A. For every
vertex v ∈ A, take an m-AUSO Av . We call this the connecting frame
for v. Connect vertices in the copies of A with the corresponding frame.
The result is an (n + m)-AUSO.
The next corollary is a consequence of the Product Lemma. It states
that given a cube and two of its vertices, there exists an AUSO that
has its global source on one vertex and its global sink on the other.
Corollary 2.10 ([71]). For any two distinct vertices v, w ∈ Qn , there
exists an AUSO outmap s : Qn → Qn , with s(v) = ∅ and s(w) = [n].
Let C be a set of coordinates and s be a USO on QC . Let u ∈ QC ,
∅ ⊂ C 0 ⊂ C, and C̄ 0 = C \ C 0 . We call the face F (C 0 , u) a hypersink
if for every v ∈ F (C 0 , u), s(v) ∩ C̄ 0 = ∅. Intuitively, this means that
for every vertex in the face all the coordinates external to the face are
incoming. The Hypersink Reorientation lemma states that if F (C 0 , u)
is a hypersink then we can reorient it according to any |C 0 |-USO s̃.
Lemma 2.11 (Hypersink Reorientation [71]). Let C be a set of coordinates, C 0 ⊆ C and C̄ 0 = C \ C 0 . Let s be a USO on QC and let
F (C 0 , u), for some u ∈ QC , be a hypersink. Moreover, let s̃ be a USO
0
0
on QC ; then the outmap s0 (v) = s̃(v ∩C 0 ) for v ∈ QC and s0 (v) = s(v)
otherwise is a USO on QC .
Furthermore, if s and s̃ are acyclic, then so is s0 .
From the Hypersink Reorientation lemma one can get the next lemma
as a direct consequence. Intuitively, it states that if we have a USO
and there is a face, such that all the vertices in this face have the same
outmap on the edges external to the face, then we can reorient this
face according to any other USO.
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Lemma 2.12 (Corollary 6 in [71]). Let C be a set of coordinates,
C 0 ⊆ C and C̄ 0 = C \ C 0 . Let s be a USO on QC and let F = F (C 0 , u),
for some u ∈ QC , be a face of QC . If, for any two vertices v, w ∈
0
F, s(v) ∩ C̄ 0 = s(w) ∩ C̄ 0 and s̃ is a USO on QC , then the outmap
s0 (v) = s̃(v ∩ C 0 ) ∪ (s(v) ∩ C̄ 0 ) for v ∈ F and s0 (v) = s(v) otherwise is
a USO on QC .
Note that the above lemma does not necessarily maintain acyclicity
even when both orientations involved are acyclic (unlike the Hypersink
Reorientation lemma). Hence, we will have to explicitly argue about
acyclicity, when needed, after applying this lemma. An interesting case
arises when we apply the corollary above with |C 0 | = 1. Then, the face
F (C 0 , u) is an edge and the corollary says that this edge can be flipped
if the outmaps of the two incident vertices are the same except for the
edge that connects them. This operation gives rise to the following
family of USO.
Definition 2.13. Consider the family of orientations that arises when
we start with a uniform orientation, choose a matching, and reverse
the orientation of the edges of the matching. Call this flip-matching
orientations (FMO).
Based on Lemma 2.12 we conclude that every FMO is a USO. In this
thesis we will make use of the concept of FMO for some of our lower
bound constructions. Note that FMO can be cyclic, even for 3 dimensions. In particular, the cyclic USO from Figure 1.1 is an FMO:
it has only three forward edges which form a matching, one on each
coordinate.
FMO have been studied by Schurr and Szabó [71], who showed that
they can be solved deterministically with only five vertex queries. This
was somewhat surprising when it was proved in 2004 and as the authors
comment it was “encouraging for the general problem”. In addition,
2n −1
FMO were studied by Matoušek [55], who used it to provide ne
as a lower bound on the number of distinct USOs. He also proved an
n
upper bound of nO(2 ) by counting the number of orientations such
that every 2-face is a USO (the set of those orientations is a superset
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of the set of USO). Hence, the size of the set of USO is nΘ(2 ) . So the
n
fact that at least nΩ(2 ) of them can be solved with a constant number
of queries seems indeed encouraging. In Section 4.5 we will show a
different class of USO that is at least as large (asymptotically) as that
of FMO and can be solved with a quadratic number of queries.
The tools that we explained in this section were used by Schurr and
Szabó to prove the following theorem.
Theorem 2.14 ([71]). For any deterministic algorithm, there is nAUSO such that the algorithm needs Ω(n2 / log n) many queries to find
the sink.
To this day this almost quadratic lower bound of the theorem above
has not been improved.

CHAPTER

3

The Complexity of Recognizing USO

This chapter is based on [35] by B. Gärtner and A. Thomas.

3.1

Introduction

In this chapter we will prove two complexity theoretic results w.r.t. to
the recognizability of USO and AUSO. Of course, if a USO is given
explicitly, i.e. by the description of its whole graph, then deciding if
the graph represents a USO can be done with a number of queries that
is polynomial in the number of vertices of the graph, e.g. by checking
Lemma 2.5 for every pair of vertices. The situation though is different
when the (graph of the) USO is given by a succinct representation.
Concretely, we are interested in the computational complexity of deciding whether a given oracle indeed specifies a USO. In order to fit
this problem into standard complexity theory, we assume that the oracle is implemented by a succinct Boolean circuit that in turn forms
25
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the input for the decision problem. Such a circuit has n inputs and n
outputs, where n is the dimension of the USO; it is customary to use
Boolean circuits in describing graphs succinctly. This line of work was
initiated by Galperin and Wigderson [23]. By succinct, we mean that
the size of the circuit is polynomial in n. We prove the following two
main results.
1. It is coNP-complete to recognize USO, given in succinct Boolean
circuit representation (Theorem 3.1).
2. It is PSPACE-complete to recognize acyclic USO (AUSO), given
in succinct Boolean circuit representation (Theorem 3.4).
Our results in particular show that there are simple certificates for
non-USOs, but probably not for non-AUSOs. We explicitly show with
a family of examples that the list of vertices on a directed cycle is not
an efficient certificate for a non-AUSO, because such a list may have to
be superpolynomially long. The USO produced from our construction
(Theorem 3.3) are cyclic FMO (Definition 2.13).
Notation. In this (and only in this) chapter we will make use of the
bitstring notation, discussed in Section 2.1. This notation is natural
here as we use Boolean circuits to represent outmaps.
Let ψ be a Boolean function such that ψ : {0, 1}n → {0, 1}n . Moreover,
let Cψ be a Boolean circuit with n inputs and n outputs that represents
ψ. In this chapter Boolean functions will be always represented by such
circuits and we assume that these circuits have size that is at most
polynomial in n.
Then, given x ∈ Qn (which in this chapter represents a vertex of the
hypercube), ψ(x) represents the evaluation of ψ on x. Note that our
input will be a Boolean circuit that implements ψ and thus an evaluation of ψ means to evaluate the Boolean circuit. Furthermore, with
ψi (x) we denote the ith bit of ψ(x) (or the bit of the ith output gate of
the corresponding Boolean circuit). As a reminder, we write also here
(the definition is in Section 2.1) that in the ordering of the coordinates
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the first one is the rightmost. Finally, given two bitstrings x, y, with
x · y we denote their concatenation.
For the recognizability problems we are given such a Boolean circuit
Cψ and we are deciding if ψ represents the outmap of a (A)USO. The
translation of ψ(x) to an outmap in the set notation works in the same
way as for vertices: i ∈ [n] is in the outmap of vertex x if and only if
ψi (x) = 1.
Chapter outline. In Section 3.2 we prove coNP-completeness of the
USO recognition problem. The coNP membership can be directly obtained from Lemma 2.5 and hardness will follow by a simple reduction
from SAT. Section 3.3 shows that the canonical NO-certificate for the
AUSO recognition problem—an explicit list of vertices on a directed
cycle—cannot be used to establish coNP membership. To this end, we
explicitly construct an n-dimensional USO with a unique directed cycle
of length Ω(2n/3 ). Section 3.4 reveals the deeper reason for the failure
of the cycle certificate, namely that the AUSO recognition problem
is PSPACE-complete. For PSPACE membership, we use standard
results from complexity theory and the theory of succinct graphs; our
main contribution is PSPACE hardness, proved via a reduction from
satisfiability of quantified Boolean formulas.

3.2

Recognizing USOs

In this section we prove that recognizing a USO is coNP-complete.
The computational problem of interest is USO-Recognizability:
• USO-Recognizability: The input is a Boolean circuit Cψ , such
that ψ : Qn → Qn , and the question is if ψ represents a USO.
An upper bound for coNP can be directly derived from Lemma 2.5.
A pair of vertices x, y ∈ Qn , such that ψi (x) = ψi (y), ∀i ∈ I where
I = {i ∈ [n]|xi 6= yi }, constitutes a short NO certificate.
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Theorem 3.1. USO-Recognizability is coNP-complete.
Proof. We describe a reduction from SAT to the complement of our
problem. Let φ denote a SAT formula with n variables. By φ(x) we
mean the evaluation of φ on x ∈ {0, 1}n , which returns 0 for false
and 1 for true. Based on φ we construct the Boolean circuit Cψ , with
ψ : Qn+1 → Qn+1 . The function ψ is such that on input x ∈ Qn we
have ψ(x · 0) = x · 0 and ψ(x · 1) = x · φ(x). Here, φ(x) means the
opposite of φ(x). It is easy to see that x ∈ Qn is satisfying for φ if and
only if the pair x · 0, x · 1 violates the USO property. Furthermore, if φ
is not satisfiable then ψ is the backward uniform orientation.
Note that the hardness proof above really is about whether ψ represents
a valid orientation. Furthermore, we observe that it also works for
CUN (refer to Definition 2.8). Consider that we are given a CUN
χ : Qn → {0, . . . 2n − 1}. Of course, we can represent χ by a Boolean
circuit Cχ with n input and n output bits, such that the output is
the binary representation of the corresponding integer number. Then,
the computational problem of deciding if a given circuit represents a
CUN can be proved coNP-hard by slightly modifying the reduction
above. Moreover, CUN have short NO certificates (i.e. two vertices
that are both local minima of the same face) and thus recognizing if a
given circuit represents a CUN is coNP-complete. Even though CUN
induce AUSO by directing every edge from the larger to smaller values,
we will see in Section 3.4, that recognizing AUSO is even more difficult,
i.e. PSPACE-complete.

3.3

Long Cycles in USO

In this section, we present the construction of a cyclic USO that has
a unique cycle of superpolynomial size (number of involved vertices).
This demonstrates that we cannot expect a coNP upper bound for
cyclicity in USOs by listing the set of vertices that participate in a cycle.
This intuition is verified in the next section with Theorem 3.7, where
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we prove that it is actually PSPACE-hard to decide the cyclicity of a
USO.
In the following, we explain some notation regarding cycles in orientations of the hypercube. Let x ∈ Qn and remember that |x| denotes its Hamming weight. Note that a forward (backward) edge increases (decreases) Hamming weight by 1. Let A be a cyclic n-USO
and c = {v1 , . . . , vk } ⊆ Qn be a k-cycle in A, that is a cycle over k
vertices. Cycles are represented by the set of participating vertices,
which we write in order of appearance; the last vertex in the sequence
c has an outgoing edge to the first one.
The construction of this section will be an FMO (refer to Definition 2.13), starting from the forward uniform orientation; this means
that all the edges are forward except the ones we flip. In this section,
when we write FMO we mean this specific kind of FMO.
Firstly, let us explain a few observations regarding cycles in FMO (obtained from the forward uniform). Every vertex that participates in a
cycle in an FMO must have an incident backward edge. To see this,
let c ⊆ Qn be a cycle in an FMO and let v ∈ c be a vertex on the
cycle. Assume that v has no backward edge attached. Let v 0 be the
next vertex on c; we have that |v 0 | = |v| + 1 because the edge v → v 0 is
forward. The vertices that follow v 0 on the cycle have Hamming weight
at least |v|, because a lower Hamming weight would imply that there
are two consecutive backward edges, which is not allowed by our graph
being an FMO. By our assumption, v is reached with a forward edge;
but this will be from a vertex of Hamming weight at least |v|, which is
of course not possible. Hence, we have proved the following.
Lemma 3.2. Let A be an FMO. Let c ⊆ Qn be a cycle in A. Then,
every vertex in c has an incident backward edge. Furthermore, edges
on c alternate between forward and backward and reversing a backward
edge cannot create any new cycles.

The middle levels theorem. Let us now compare the result of this
section with relevant recent work. Mütze proved [64] that the middle
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levels graph of a hypercube is Hamiltonian. This was open as a conjecture for over 30 years and Mütze finally settled it to the affirmative.
In particular, the subgraph of the n-cube induced by the set of vertices
Qndn/2e−1 ∪ Qndn/2e is Hamiltonian for all odd n. Note that the cyclic
USO in Figure 1.1 is a manifestation of this theorem for n = 3. The
original proof [64] was existential; later, Mütze and Nummenpalo gave
first a constructive proof [65] and finally a constructive proof that is
also optimal for time and space complexity [66]. How do these results
compare to our goals in this section?
Consider a Hamiltonian cycle in the middle levels subgraph of an ncube, for n odd. Every vertex in Qndn/2e−1 has one incoming (backward)
edge and one outgoing (forward) edge to a vertex in Qndn/2e . Then if
we orient every other edge (not on the cycle) in the cube forward, the
result is a cyclic FMO. However, this construction does not satisfy the
goal of this section: here we are looking for a cyclic USO where every
cycle is of superpolynomial length. The middle levels theorem does
√
give a cycle that is exponentially long (Θ(2n / n) many vertices) but
this cycle has shortcuts. Every vertex in Qndn/2e−1 has n − 1 outgoing
forward edges to vertices in Qndn/2e but only one of these edges is part
of the Hamiltonian cycle. This creates smaller cycles (shortcuts) that
are completely included in the Hamiltonian cycle.
If any of these shortcuts has polynomial length, this would constitute a
short certificate for the cyclicity of a USO. Analyzing the constructions
from [65], [66], it can easily be seen that these Hamiltonian cycles
come with shortcuts of length 6 (the shortest possible cycle in the
middle level). The goal of this section is to construct a USO such
that all cycles have superpolynomial length. The result, described in
Theorem 3.3, is a cyclic USO that contains exactly one (shortcut-free)
cycle of exponential length.

Our construction. Following, we describe our lower bound construction. It is an inductive construction that builds an FMO of dimension n from an FMO of dimension n − 3. The base cases are FMO
that contain a unique cycle of size 2n for n = 3, 4, 5; those are easy
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to construct, as an example see the 3-dimensional cyclic FMO in Figure 1.1 (at least 3 dimensions are needed for a USO to be cyclic and 6
is the smallest size for a cycle in a USO).
In the following we will describe how to perform one inductive step
of the construction. Let An−3 be the (n − 3)-USO of the previous
inductive step; we will show how to construct n-USO An . Let c =
{v1 , v2 , . . . , vk } be the unique cycle, of size |c| = k in An−3 . Since
the smallest dimension that a USO can be cyclic is 3, we have k ≥ 6.
We name the vertices v1 , . . . , vk in order of appearance on the cycle.
We assume that the first edge of the cycle (v1 , v2 ) is forward. In our
construction we will use three variants of An−3 ; each one makes use of
Lemma 3.2, to turn the cycle to a path:
is derived from An−3 by reversing the backward edge (vk , v1 );
1. An−3
1
is derived from An−3 by reversing the backward edge
2. An−3
2
(vk−2 , vk−1 );
3. An−3
is derived from An−3 by reversing all the backward edges
3
except (vk−2 , vk−1 ) and (vk , v1 ).
Note that the three graphs above are all acyclic FMO. We obtain each
of these graphs by reversing edges that were backward in An−3 to
forward. The fact that the edges described in the first two items are
backward is because of the assumption that (v1 , v2 ) is forward and
Lemma 3.2.
We are ready to describe how to construct An based on the three USO
from above. Consider the set of faces F = {F ([n − 3], x · 0n−3 )|x ∈
Q3 }. These are the faces that appear as ellipsoids in Figure 3.1. We
embed the forward uniform (n − 3)-USO in all the faces of F, with
three exceptions: In face F ([n − 3], 110 · 0n−3 ) we embed A1n−3 , in face
F ([n−3], 101·0n−3 ) we embed An−3
and in face F ([n−3], 011·0n−3 ) we
2
n−3
embed A3 . At first, we orient all the edges at the extra 3 coordinates
forward. Then, we flip three edges by applying Lemma 2.12: F ({n −
2}, 010·v2 ), F ({n−1}, 100·vk ), F ({n}, 001·vk−2 ). This is safe since all
the participating vertices are incident to only forward edges. As a result
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the flipped edges are now backward. This concludes the construction
of An ; see Figure 3.1 for an illustration.
2
1

k-3

3
3

2
010

1

000

k-3

2

k-1

3

111

An−3
1
n

n−1
n−2

110

1

k

k-2
k-1

An−3
3
001

011

100

k

k-2
k-1

k-1

An−3
2
k-2

101

k-1

k

1
k-3

1

Figure 3.1: An illustration of the FMO and the included cycle. The ellipsoids represent the (n−3)-dimensional faces in F. The black edges (with filled
arrows) are forward and the red edges (with non-filled arrows) are backward.
The dotted arcs represent a sequence of edges that starts with a forward and
ends with a backward edge. We show only some of the vertices to illustrate
the construction. A vertex with label i denotes vi , the ith vertex on the cycle
of An−3 . The faces that contain the graphs An−3
, An−3
, An−3
are labeled.
1
2
3

Theorem 3.3. There exist cyclic n-dimensional FMO that contain a
n
unique cycle of size Ω(2 3 ).
Proof. Our construction, as we presented it above, satisfies the claimed
theorem. Consider An . By induction, the faces where we embed the
three variants of An−3 are acyclic FMO. The other (n − 3)-dimensional
faces in F contain the forward uniform orientation. The three new
coordinates also obey the uniform orientation except the three edges
that we reversed. All of the reversed edges are incident to vertices that
do not have other backward edges incident. Thus, An is an FMO.
From here on let us denote with c the cycle of An ; its existence can be
witnessed in Figure 3.1. Let us argue that this is the only cycle in An .
Firstly, note that there are no backward edges other than the ones that
are incident to c. Then, by Lemma 3.2, if some other cycle c0 exists
then it has to be a shortcut of c (a cycle that is completely included
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in c). The faces that are are oriented according to A1n−3 , A2n−3 , An−3
3
have no such shortcuts by induction.
There are three (n − 3)-faces which contain only one vertex that participates in the cycle, F ([n − 3], y · 0n−3 ) for y ∈ 001, 010, 100.
Since all the backwards edges are participating in the cycle c, the only
way a shortcut could be formed is through a forward edge. Let x ∈ c
j
and x →
− y be that forward edge. Firstly, let j ∈ {n−2, n−1, n}. Then,
, then
, An−3
if x is in one of the faces oriented according to A1n−3 , An−3
3
2
n−3
y is in the hypersink F ([n − 3], 111 · 0
). If x is not in one of these
faces then y ∈ c (this can be verified by inspecting Figure 3.1).
So, let j ∈ [n − 3] and assume y ∈
/ c. Then, there is no path from y
to a vertex in c, by induction. It can be easily verified that this is the
case no matter in which face x is.
Finally, let C(n) denote the length of the cycle (in vertices) of our
construction at dimension n. Then, we have the following recursive
n
formula: C(n) = 2(C(n − 3) − 1) + 5 + 3 = 2C(n − 3) + 6 = Ω(2 3 ).

3.4

Recognizing Acyclic USOs

We start the section with the formal definitions of the two computational problems of interest:
• AUSO-Accessibility: The input is a Boolean circuit Cψ , such that
ψ : Qm → Qm , and two vertices s, t ∈ Qm . The answer to an
instance is YES if and only if ψ represents an acyclic USO such
that there is a directed path from s to t.
• USO-Cyclicity: The input is a Boolean circuit Cψ , such that
ψ : Qm → Qm . The answer to an instance is YES if and only if
ψ represents a cyclic USO.
Both these problems can be seen to be in PSPACE. Firstly, as we argued in Section 3.2, we can check if ψ represents a USO in coNP (the
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relationship coNP⊆ PSPACE is well-known). Then, the standard
argument, that has been used to show that accessibility and cyclicity
in directed graphs given by succinct representations are in PSPACE
(see e.g. [6, 67]) suffices in our case too. By this argument, we decide the existence of a cycle in the following way: we fix a vertex
(non-deterministically) and pick the next vertex from the set of outneighbors (also non-deterministically). If we reach the same vertex
then we conclude that there is a directed cycle (formally here what we
need to decide is the non-existence of a cycle; we are using the fact
that all deterministic classes are closed under complement). Similarly,
to decide the existence of an s − t path, we fix vertex s and perform the
same process; if we reach t then we conclude that there is an s − t path.
These processes use only polynomial space (actually linear) and they
give non-deterministic PSPACE upper bounds, which is the same as
deterministic PSPACE by Savitch’s Theorem [69].
We are ready to present our first theorem which shows that it is
PSPACE-hard, and thus by the above argument PSPACE-complete,
to decide the problem AUSO-Accessibility.
Theorem 3.4. AUSO-Accessibility is PSPACE-complete.
The proof is by reduction from the problem of deciding the satisfiability of a Quantified Boolean Formula (QBF) which is the standard
PSPACE-complete problem. The input to the latter is a CNF formula Φ over n variables with n quantifiers (exactly one quantifier per
variable). In particular, a QBF is a pair (Q, Φ) such that
qn , . . . , q1 , Φ(xn , . . . , x1 ).
Here, Q = (qn , . . . , q1 ) is the ordered list of quantifiers, where each
qi ∈ {∃, ∀}. For us, the quantifiers are ordered in a descending way.
Moreover, xn , . . . , x1 are the variables and, thus, x ∈ Qn represents
an assignment to the variables of the QBF and Φ(x) the evaluation
of Φ on x. As before, when x ∈ Qn , the rightmost bit corresponds
to x1 . The construction is presented in an inductive fashion, where
the induction is on the number of variables of the QBF formula. The
base case corresponds to a 3-dimensional acyclic USO; then, for each
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variable we add 3 coordinates when the next quantifier is existential
and 4 coordinates when it is universal. All in all, the result of the
construction is ψ : Qm → Qm which represents an m-AUSO, such that
m ≤ 4(n − 1) + 3 = 4n − 1. Then, the question to be decided is if there
exists a directed path from 0m to 1m .
We have a special set of vertices, called active and denoted with AV ⊂
Qm . We call an edge F ({i}, x) active when F ({i}, x) ⊂ AV. We denote
with gray color the active edges in the illustrations for the base case
(Figure 3.2) and the faces that contain active edges in the illustrations
for the inductive steps (Figure 3.3). With AV l we denote the set of
active vertices after the lth inductive step. The size of AV is 4 for
the base case and it triples at each inductive step (|AV l | = 3|AV l−1 |).
The orientation of each active edge depends on one evaluation of Φ
for a given assignment that can be obtained by the coordinates of the
incident active vertices; this process will be explained later. We are
ready now to describe our construction.
The 3-dimensional base cases are presented in Figure 3.2. Note that
any orientation of the active edges results in both base cases being
AUSO. The intuition for the base case is that there is a path 03
13
if and only if at least one of the active edges is forward in the case q1
is ∃ and if and only if both active edges are forward in the case q1 is ∀.
In the inductive construction that is presented below, every inductive
step increases the number of active edges by a factor of three. What
we argued above for the base case will be an invariant for the inductive
construction: any orientation of the active edges results in a AUSO.
Because of this, we refer to incomplete orientations (i.e. with unoriented active edges) as AUSO.
Following, we will describe how to perform one inductive step of the
construction. Let Al denote the result after the lth induction step,
which is a k-AUSO, with k < 4l. In addition, let ql+1 = ∃. Then, we
introduce three extra coordinates. At coordinate (k + 1) and (k + 2)
all edges are forward. At coordinate (k + 3) all edges are backward
except the edges F ({k + 3}, 000 · 1k ) and F ({k + 3}, 010 · 0k ) which
are forward. Then, we embed Al in the faces F0 = F ([k], 000 · 0k ),
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1
2

3
(a) Base case for q1 = ∃.

1
2

3
(b) Base case for q1 = ∀.

Figure 3.2: An illustration of the two base cases of the inductive construction. The active edges are highlighted in gray. Note that any orientation of
the active edges leads to both orientations being AUSO.

F00 = F ([k], 100 · 0k ) and F1 = F ([k], 111 · 0k ). The rest of the k-faces
in F ∃ = {F ([k − 3], y · 0k−3 )|y ∈ Q3 } are all oriented according to the
backward uniform k-AUSO. See Figure 3.3a.
For the other case, let ql+1 = ∀. We introduce four extra coordinates.
At coordinate (k + 1) we have that the edges in face F ([k + 2], 0000 · 0k )
are backward while every other edge (not in this face) is forward. At
coordinate (k + 2) all edges are backward except the edge F ({k +
2}, 0000 · 1k ) which is forward. At coordinate (k + 3) all edges are
forward. At coordinate (k + 4) all edges are backward except the edge
F ({k + 4}, 0110 · 0k ) which is forward. Then, we embed Al in the faces
F0 = F ([k], 0000 · 0k ), F00 = F ([k], 0010 · 0k ) and F1 = F ([k], 1111 · 0k ).
The rest of the k-faces in F ∀ = {F ([k − 4], y · 0k−4 )|y ∈ Q4 } are all
oriented according to the backward uniform k-AUSO. See Figure 3.3b.
Note that in both cases the number of active vertices and active edges
triples. This is because we embed the AUSO Al three times in Al+1 .
The AUSO (in reality a partial orientation) An is the end product of our
reduction (after the nth induction step). We still have to describe the
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orientation of the active edges in An . Let v ∈ AV and e be the active
edge incident to v (it does not matter which of the two vertices incident
to e); its orientation is decided by the following simple algorithm:
• Let x ∈ Qn . Initialize j = 3 and x1 ← vj .
• For i = 2 to n repeat:
– If qi = ∃ then set j ← j + 3 and xi ← vj−1 .
– If qi = ∀ then set j ← j + 4 and xi ← vj .

• If Φ(x) = 1 then e is forward, otherwise it is backward.
For example, consider the following simple QBF: Φ = (x1 ∨ x2 ∨ x3 ),
q1 = q3 = ∃ and q2 = ∀. This gives rise to a USO over Q10 . We give
the vertex v = 1101111000 as input to the algorithm above (the bold
bits are the ones that the algorithm will extract). This is translated to
the 3-length bitstring x = 110 which means that variables x2 and x3
is set to true and x1 to false and thus Φ(x) = 1 and the corresponding
active edge is forward.
The intuition behind the algorithm we thus described (also based on the
figures) is the following: the bitstring of an active vertex v corresponds
to an assignment for the QBF Φ. Let v a vertex of An . For the
base case, v3 = 0 corresponds to setting the first variable to false and
v3 = 1 to true. So the 3rd coordinate defines the assignment of the
corresponding variable. For the inductive step and the case that the
quantifier is existential the coordinate that defines the assignment is
k + 2. Similarly, for the universal quantifier, the coordinate is k + 4.
Let us now prove that An is indeed an AUSO. Then, we can note that
the orientations of F0 and F00 are identical in both cases of quantifiers.
Claim 3.5. Aj is an acyclic USO, for any j = 1, . . . , n, and any
orientation of the active edges.
Proof. We will prove the statement by induction. It can be seen by
inspection that both base cases of the construction are 3-dimensional
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k+1

k+2

F1

k+3

F00

F0

(a) Al+1 with ql+1 is ∃. The k-dimensional faces in F ∃ appear as
2-faces here.

F1

k+4

F00
k+2

k+1

k+3

F0
(b) Al+1 with ql+1 is ∀. The k-dimensional faces in F ∀ appear as
2-faces here.

Figure 3.3: An illustration of the steps of the inductive construction. The
active faces (faces that contain active edges) are filled with gray color. The
reversed (forward) edges are depicted as dashed.
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AUSO, regardless of the orientation of the active edges. Then, we argue
that for every step of the induction the orientation remains an AUSO.
Consider the l+1th step of the induction and let ql+1 be ∃. It holds that
every face in F ∃ is an acyclic USO: for F0 , F00 , F1 it holds by induction
and in every other face we have the backward uniform orientation.
We interpret the construction in two steps: First, we use Lemma 2.9
to connect the faces in F ∃ with the 3-AUSO from Figure 3.3a, before
reversing the edges F ({k + 3}, 000 · 1k ) and F ({k + 3}, 010 · 0k ). The
result so far is an AUSO. In the next step we use Lemma 2.12 to reverse
the aforementioned edges. The result is a USO but the acyclicity has
to be verified (it is not guaranteed by the lemma). The orientation in
the face F ([k] ∪ {k + 3}, 0k+3 ) remains acyclic after reversing (F {k +
3}, 000 · 1k ) because the orientations in faces F0 and F00 are identical
(and a cycle in the former face would imply that F0 and F00 are cyclic;
this is the reason we orient F00 identically to F0 ). A similar argument
applies to reversing the edge F ({k + 3}, 010 · 0k ) within the face F ([k] ∪
{k+3}, 010·0k ). All the edges at coordinates k+1 and k+2 are forward
and thus a cycle that involves these is not possible. We conclude that
the result of such an inductive step is an AUSO.
The situation is similar when q l+1 is ∀. Again, we use Lemma 2.9 to
connect the set of faces F ∀ with the 4-AUSO from Figure 3.3b, before
reversing the edges F ({k + 2}, 0000 · 1k ) and F ({k + 4}, 0110 · 0k ).
The result of this operation is an AUSO. Then, we use Lemma 2.12
to reverse the two edges. Similarly to the previous paragraph, we
argue that reversing the edge F ({k + 2}, 0000 · 1k ) does not create
any cycles within the face F ([k] ∪ {k + 2}, 0k+4 ) and reversing the
edge F ({k + 4}, 0110 · 0k ) does not create any cycles within the face
F ([k] ∪ {k + 4}, 0110 · 0k ). The argument is exactly the same as before.
Remember that on the k + 2th coordinate all edges are backward and
on the k + 3th all edges are forward. Then, the two reversed edges do
not introduce any cycles. This is because the only path that connects
the two reversed edges is through coordinate k+3 which is combed.
The next claim is the last ingredient needed for Theorem 3.4.
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1m in An if and only if the input

Proof. First, note that for the base case 03 is connected to 13 if and
only if there is at least one forward active edge in the case q1 is ∃ and
if and only if both active edges are forward in the case q1 is ∀.
Then, consider the l + 1th step of the induction and let k be the dimension of Al . Consider the case that ql+1 = ∃. There is a directed path
from 0k+3 to 1k+3 if and only if at least one of the following is true:
Either there is a directed path from 0k+3 to 000 · 1k (in F0 ) or there is
a directed path from 111 · 0k to 1k+3 (in F1 ). If there is a directed path
from 0k+3 to 000 · 1k , then there is one from 0k+3 to 1k+3 through the
edge F ({k + 3}, 000 · 1k ). Otherwise, there is a path from any vertex
in F0 to the vertex 010 · 0k . From there, 111 · 0k is reachable through
edge F ({k + 3}, 010 · 0k ). Thus, in that case if there is a path from
111 · 0k to 1k+3 then there is a path from 0k+3 to 1k+3 .
Following, we consider the case that ql+1 = ∀. Then, there is a directed
path from 0k+4 to 1k+4 if and only if there is a directed path from 0k+4
to 0000 · 1k and one from 1111 · 0k to 1k+4 . Note that a path that
starts from 0k+4 needs to go through edge F ({k + 2}, 0000 · 1k ) to
reach the facet F ([k + 4] \ {k + 2}, {k + 2}) (the upper facet w.r.t.
k + 2). In addition, there must exist a path 0000 · 0k
0000 · 1k for
the aforementioned edge to be reachable from 0k+4 .
Moreover, a path that starts from 0k+4 needs to go also through edge
F ({k + 4}, 0110 · 0k ) to reach the facet F ([k + 4] \ {k + 4}, {k + 4}) (the
upper facet w.r.t. k + 4). This edge is in the upper facet w.r.t. k + 2
and, from the above discussion, a path 0000 · 0k
0000 · 1k must exist
for it to be reachable. Through this edge there is a path to 1111 · 0k
(and actually no other vertex in F1 ). It follows that there must also
be a path 1111 · 0k
1111 · 1k to have a path from 0k+4
1k+4 .
Thus, we have shown the existence of which paths is necessary, for the
existence of a directed path from the all-zero to the all-one vertex in
both cases. It remains to argue that these paths exist if and only if the
input QBF is satisfiable.
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Let j be such that 1 ≤ j ≤ n. Fix y ∈ Qn−j and let x0 be any
bitstring x0 ∈ Qj . Consider x = y · x0 (x ∈ Qn ) and its evaluation
Φ(x). We denote by Φy the formula resulting from Φ by fixing the last
n − j variables according to y and by Qj the ordered list of quantifiers
(qj , . . . , q1 ). Then, (Qj , Φy ) is a QBF over j quantified variables. Let
Ayj be the orientation after the jth inductive step with the active edges
oriented as follows: Let v be an active vertex incident to the edge in
question. We run the orientation-deciding algorithm up to j (instead
of up to n) and this gives us a bitstring x0 ∈ Qj . Eventually, the
orientation of the edge is decided by evaluating Φy (x0 ) which is the
same as evaluating Φ(x), x = y · x0 . By Claim 3.5, Ayj is an AUSO.
We prove by induction that, for all j, there is a path from the lowermost
to the uppermost vertex in Ayj if and only if (Qj , Φy ) is satisfiable.
The base case is for j = 1, y ∈ Qn−1 . Then, Ay1 is a 3-AUSO and
Q1 = (q1 ). In the case q1 = ∃, Ay1 is oriented according to Figure 3.2a
with the active edges being oriented forward if and only if Φ(y · x0 ) = 1.
Here x0 ∈ Q1 and its value depends on the third coordinate of the
corresponding vertex. One forward edge is enough for a path 03
13 .
Similarly, in the case q1 = ∀ we need both active edges to be forward
and thus it has to be the case that Φ(y ·x0 ) = 1 for both values of x0 . In
both cases, a path 03
13 exists if and only if (Q1 , Φy ) is satisfiable.
Now assume that the inductive claim is true for j = l, where the
corresponding AUSO is k-dimensional, and let us prove it for j = l + 1.
First, consider the case ql+1 = ∃. Then, Ayl+1 , y ∈ Qn−l−1 , is a (k + 3)dimensional AUSO. By induction, there is a path 000 · 0k
000 · 1k if
and only if (Ql , Φy·0 ) is satisfiable and there is a path from 111 · 0k
111 · 1k if and only if (Ql , Φy·1 ) is satisfiable. Therefore, there is a
path 0k+3
1k+3 in Ayl+1 if and only if at least one of (Ql , Φy·0 )
and (Ql , Φy·1 ) is satisfiable, which is equivalent to (Ql+1 , Φy ) being
satisfiable when ql+1 = ∃.
Now consider the case that ql+1 = ∀. Then, Ayl+1 is a (k + 4)-AUSO.
By induction, there is a path from 0000 · 0k
0000 · 1k if and only if
(Ql , Φy·0 ) is satisfiable and there is a path from 1111 · 0k
1111 · 1k if
l
y·1
k+4
and only if (Q , Φ ) is satisfiable. Therefore, a path 0
1k+4 in
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Ayl+1 exists if and only if both (Ql , Φy·0 ) and (Ql , Φy·1 ) are satisfiable,
which is equivalent to (Ql+1 , Φy ) being satisfiable when ql+1 = ∀.
This concludes the proof of the inductive claim. For j = n, |y| = 0 and
we have that no variables are fixed: Φy = Φ and Qn = Q. Hence, we
have proved that there is a path 0m
1m in An if and only if (Q, Φ)
is satisfiable.
In the next step we prove that USO-Cyclicity is PSPACE-hard based
on Theorem 3.4. This also implies PSPACE-completeness by the
arguments we gave in the beginning of this section.
Theorem 3.7. USO-Cyclicity is PSPACE-complete.
Proof. The reduction is from QBF. In a first step, we reduce to an
instance of AUSO-Accessibility as in the proof of Theorem 3.4. Then
we have An which is an AUSO ψ : Qn → Qn (we use this trick since
the formal definition of AUSO-Accessibility does not guarantee that
the input to the problem represents an AUSO) and vertices s and t
(the previous construction defines exactly these vertices but this is not
important for the proof here). Based on ψ we construct ψ 0 , where
ψ 0 : Qn+2 → Qn+2 , and the corresponding USO A0 .
To construct A0 we take four n-AUSO which we connect into an (n+2)AUSO with Lemma 2.9. In face F ([n], 10 · 0n ) we embed An which is
an AUSO. Let ψ 00 be the AUSO that results by applying Corollary 2.10
with ψ 00 (s) = 0n and ψ 00 (t) = 1n (this is an n-AUSO where s is the sink
and t is the source). We embed ψ 00 in faces F ([n], 00 · 0n ), F ([n], 01 ·
0n ) and F ([n], 11 · 0n ). The final step of the construction is to use
Lemma 2.12 to reverse the edges F ({n+1}, 00·s) and F ({n+2}, 01·t),
which are now backward. The crux of this construction is that these
two edge flips will introduce a cycle if and only if there is a path s
t
n
in An (and thus in face F ([n], 10·0 )). This concludes the construction
of A0 ; an illustration can be found in Figure 3.4.
Claim 3.8. There is a cycle in A0 if and only if there is a directed path
from s to t in An .
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An

s

t

s

t

t
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11

n+2
00

s

t

01

n+1

Figure 3.4: An illustration of A0 . The ellipsoids represent n-dimensional
USOs. The face F ([n], 10 · 0n ) contains An , the orientation of the AUSOAccessibility instance.

One can observe from the figure above that there is a path 10·t
00·s;
n
in F ([n], 01 · 0 ) there is a path 01 · t
01 · s because 01 · s is the sink
of the face. Therefore, if there is also a path 10 · s
10 · t then A0
is cyclic. It remains to argue that only a cycle that contains a path
10 · s
10 · t is possible.
The four n-faces depicted in Figure 3.4 are acyclic. Thus, any cycle
has to use the coordinates n + 1 and n + 2. A cycle that uses only
coordinate n + 1 would imply that there is a cycle in the orientations
embedded in the faces F ([n], 00 · 0n ) and F ([n], 01 · 0n ). But those are
produced by Corollary 2.10 and are, thus, AUSO. A cycle that involves
only coordinate n + 2 is not possible for the same reason. We conclude
that any cycle in A0 has to use both coordinates n + 1 and n + 2.
Note that the vertex 11 · t has only one incoming edge: 10 · t → 11 · t.
Thus, any path that goes through it has to use that edge. In addition,
the only vertex of face F ([n], 10 · 0n ) that is reachable from 11 · t is
10 · s. Hence, the only cycle that can use both coordinates n + 1 and
n + 2 is the one that involves a path 10 · s
10 · t.

With the above claim the proof of Theorem 3.7 is concluded.
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Remarks

The reductions that we described in the previous section result in USO.
The graph of the hypercube is of exponential size and we are interested
in a Boolean circuit that succinctly describes it. As we have already
stated, this is done by describing the outmap of the USO; this constitutes a succinct representation of the directed hypercube graph that
corresponds to the USO.
Nonetheless, the result of our reductions should formally be a Boolean
circuit. The size of such a circuit depends only on n, the number of
variables of the QBF. Balcázar et al. prove [6] a result similar to Theorem 3.4: given an undirected graph which is described succinctly by a
Boolean circuit and two distinct vertices of the graph, it is PSPACEcomplete to decide if the two vertices are connected with a path. They
also discuss how the techniques of Ladner [52] can be used to construct such a circuit in polynomial time. This approach also works in
our case. Therefore, we can assume that our reductions result in the
construction of a circuit which represents the corresponding USO.
Though, in our case, and because our constructions are very structured,
it is not too hard to explicitly describe the actual circuits for Theorems 3.4 and 3.7. The circuit for the first theorem needs to contain
internally another circuit that, given an assignment x ∈ Qn returns the
evaluation Φ(x). It is known that such evaluations can be performed
in polynomial time (see e.g. [53]); so, such a circuit is easy to obtain.
The rest of the orientation (and, thus, the circuit) is fixed. For Theorem 3.7, we could just use the circuit from Theorem 3.4 and only two
extra bits since the orientation of the two new coordinates is fixed.
Another curious application of Theorem 3.4 comes in the following
chapter, where we will use it to prove that deciding another interesting concept, regarding the path connectivity of vertices in USO, is
PSPACE-complete (see Section 4.2).

CHAPTER

4

Niceness and related concepts

This chapter is based on [36] by B. Gärtner and A. Thomas. A full
version of the extended abstract [36] is also available [37].

4.1

Introduction

This chapter is mostly dedicated to the study of reachmaps and niceness of USO, concepts that were originally introduced by Welzl [83] for
the study of Random Edge (RE for short). The reachmap of a vertex is
the set of all the coordinates it can reach. A coordinate can be reached
by a vertex if there is a directed path that starts from this vertex and
contains an edge on this coordinate. Then, a USO is i-nice if for every
vertex there is a directed path of length at most i to another vertex
with smaller reachmap. Welzl pointed out that the concept of niceness
provides a natural upper bound for the Random Edge algorithm. Furthermore, he asks the following question: “Clearly every unique sink
45
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orientation of dimension n is n-nice. Can we do better? In particular
what is the general niceness of acyclic unique sink orientations?”
We settle these questions, in Section 4.6, by proving that for AUSO
(n − 2)-nice is tight, meaning that (n − 2) is an upper bound on the
niceness of all AUSO and there are AUSO that are not (n − 3)-nice.
For cyclic USO we argue that n-nice is tight. Welzl might have hoped
for better niceness upper bounds for AUSO; the concept, however,
is interesting regardless of the lack of a good upper bound and we
will show several interesting results in this chapter. In Section 4.2,
we give the relevant definitions and we provide a proof that deciding
if a specific coordinate is in the reachmap of a vertex is PSPACEcomplete. Subsequently, in Section 4.3 we show an upper bound of
O(ni+1 ) for the number of steps RE takes on an i-nice USO. Moreover,
we describe a derandomization of RE which also needs at most O(ni+1 )
steps on an i-nice USO, thus matching the behavior of RE.
Furthermore, we provide the following observations and results as applications for the concept of niceness. In Section 4.4, we comment that
RE can solve the AUSO instances that have been designed as lower
bounds for other algorithms (e.g. Random Facet [54, 25] or Jump [72])
in polynomial time. In addition, we prove in Section 4.5 that RE needs
n
at most a quadratic number of steps in at least nΘ(2 ) many, possibly
cyclic, USO. The previous largest class of USO on which RE is polynomial (quadratic) is that of decomposable USO; we include a proof
n
that the number of those is 2Θ(2 ) and, thus, our new result is a strict
improvement.
Additionally, we provide an application for the concept of reachmap.
In Section 4.7, we describe a new algorithm that is a variant of the
Fibonacci Seesaw algorithm [78]. The number of vertex evaluations it
needs to solve a USO can be bounded by a function that is exponential
to the size of the reachmap of the starting vertex. In contrast, the
Fibonacci Seesaw needs a number of vertex evaluations that is exponential to the dimension of the USO.
Finally, in Section 4.8 we study the concept of AUSO layerings. This
was recently introduced by Hansen and Zwick [44] in the paper were
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they gave the currently best lower bound of RE on AUSO. We compare
layerings with the concept of niceness and that of CUN. Then, we give
some new results. Firstly, we show that our derandomization for i-nice
USO also works in the case of layerings. Secondly, and this is our main
contribution in this direction, we give a lower bound on the numbers
of layers needed for a layering of any AUSO.

4.2

Reachmap and niceness

We are now ready to define the concepts of reachmap and niceness.
Those are the central concepts of this chapter. Both were originally
defined by Welzl [83], who suggested their study.
Definition 4.1. The reachmap rψ : Qn → 2[n] of a vertex v ∈ Qn is
defined as:
rψ (v) = sψ (v) ∪ {j ∈ [n]|∃u ∈ Qn s.t. v

u and j ∈ sψ (u)}

Intuitively, the reachmap of a vertex contains all the coordinates that
the vertex can reach with a directed path. Moreover, we say that vertex
v ∈ Qn is i-covered by vertex u ∈ Qn , if d(v, u) ≤ i and rψ (u) ⊂ rψ (v)
(proper inclusion). This gives rise to the following definition.
Definition 4.2. A USO ψ is i-nice if every vertex v ∈ Qn (except the
global sink) is i-covered by some vertex u ∈ Qn .
Of course, every n-USO ψ is n-nice since every vertex v is n-covered
by the sink t. Moreover, rψ (v) ⊇ v ⊕ t, for every vertex v ∈ Qn .
It is not difficult to observe that every USO in 1 or 2 dimensions is
1-nice, but the situation changes in 3 dimensions. Consider the illustrations in Figure 4.1.
Let us note that the AUSO in Figure 4.1b is the largest-dimension
AUSO which is not (n − 2)-nice. As we prove in Theorem 4.13, every
n-AUSO with n ≥ 4 is (n − 2)-nice.
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v
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1
(a)
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Figure 4.1: Examples of 3-dimensional USO: (a) The 3-dimensional KleeMinty, which is 1-nice. (b) The only 2-nice 3-dimensional AUSO which is
not 1-nice. Consider the vertex v in the figure: the only vertices it can reach
in one step are u and w. However, both these vertices have full reachmaps,
i.e. rψ (u) = rψ (w) = [3], and, so, v is not 1-covered. (c) A cyclic USO in 3
dimensions, which is 3-nice. This is because all vertices except the sink have
full reachmaps.

4.2.1

Algorithmic properties of the reachmap

In the previous chapter, we proved that it is PSPACE-complete to
recognize if a given Boolean circuit represents an AUSO (Section 3.4).
In this section, we will prove that given an n-AUSO ψ over Qn , a vertex
v ∈ Qn and a coordinate j ∈ [n], it is PSPACE-complete to decide
whether j ∈ rψ (v); a claim that is similar to some recent results.
This line of work was initiated by Adler, Papadimitriou and Rubinstein
[1]. They study the path problem: Given a pivot rule R, an LP and
a basis B, does B appear on the path of R for this LP? They call a
pivot rule intractable if its path problem is PSPACE-complete. This
problem is relevant to the study of strongly polynomial pivot rules
because if an intractable pivot rule is strongly polynomial that implies
that PSPACE = P [1].
Immediately after, Disser and Skutella [16] proved (among other things)
that it is NP-hard to decide if a given variable enters the basis during
an execution of the Simplex algorithm with Dantzig’s pivot rule. This
problem was eventually settled by Fearnley and Savani [17] who prove
that it is PSPACE-complete. Following, the same authors prove that
deciding whether the Jump algorithm, started at vertex v will ever
visit a vertex v 0 such that j ∈ sψ (v 0 ), for a given coordinate j, is
PSPACE-complete [18].
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Below, we provide a related theorem: it is PSPACE-complete to decide if a coordinate is in the reachmap of a given vertex in an AUSO.
It is, thus, computationally hard to discover the reachmap of a vertex.
For this a very simple reduction from AUSO-accessibility suffices.
Theorem 4.3. Let ψ be an n-AUSO (described succinctly by a Boolean
circuit), v ∈ Qn and j ∈ [n]. It is PSPACE-complete to decide
whether j ∈ rψ (v).
Proof. We provide a reduction from AUSO-Accessibility, which was
shown to be PSPACE-complete with Theorem 3.4. The PSPACE
upper bound follows the same arguments that were used in Section 3.4.
The input consists of Cψ (the circuit), which represents the n-AUSO
ψ, and two vertices s, t ∈ Qn . We construct an (n + 1)-AUSO ψ 0 based
on ψ.
First, all the edges on coordinate n + 1 are backward, with one exception. We embed the orientation ψ in the faces A and B illustrated
in the figure below. We flip the edge F ({n + 1}, t) which is safe as
the outmaps of the two vertices involved differ only in the connecting
coordinate. An illustration of the construction appears in Figure 4.2.
A

s

B

s
t

t
n+1

Figure 4.2: An illustration of the construction. The vertices s and t are the
ones from the input of the AUSO-Accessibility instance. The flipped edge
appears dashed in the figure.

This defines ψ 0 . Note that ψ 0 is an AUSO follows from Lemma 2.9.
Consider the vertex s ∈ A (noted by a square in the figure). We have
that {n + 1} ∈ rψ (s) if and only if there is a path s
t.
Since RE is a randomized algorithm we cannot really achieve a theorem
similar to those of Fearnley and Savani. The reachmap, however, is the
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most appropriate deterministic concept: a coordinate that is not in the
reachmap of the starting vertex will never appear in the path of RE (or
any other path-following algorithm). On the other hand, a coordinate
might be in the reachmap but never appear in the path of RE.
Finally, we want to note that it is natural to upper bound algorithms
on AUSO by the reachmap of the starting vertex. Any reasonable
path-following algorithm that solves an AUSO ψ in cn steps, for some
constant c, can be bounded by c|rψ (s)| where s is the starting vertex. The reason is that the algorithm will be contained in the cube
F (rψ (s), s) of dimension |rψ (s)|. A necessary condition encompassed
by “reasonable” here is that the algorithm ignores incoming edges, i.e.
chooses the next edge by considering only the outgoing ones. Moreover, we claim that this is also possible for some algorithms that are
not path-following. As an example we give in Section 4.7 a variant
of the Fibonacci Seesaw algorithm of [78] that runs in time c|rψ (s)| for
some c ∼ φ (the golden ratio).

4.3

Random Edge on i-nice USO

In this section we describe how RE behaves on i-nice USO. We give
a natural upper bound and argue that it is tight or almost tight in
many situations. In addition, we give a simple derandomization of
RE, which asymptotically achieves the same upper bound. Firstly, we
consider the following natural upper bound.
Theorem 4.4. Started at any vertex of an i-nice USO, Random Edge
will perform an expected number of at most O(ni+1 ) steps.
Proof. For every vertex v, there is a directed path of length at most i to
a target t(v), some fixed vertex of smaller reachmap. At every step, we
either reduce the distance to the current target (if we happen to choose
the right edge), or we start over with a new vertex and a new target.
The expected time it takes to reach some target vertex can be bounded
by the expected time to reach state 0 in the following Markov chain
with states 0, 1, . . . , i (representing distance to the current target): at
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state k > 0, advance to state k−1 with probability 1/n, and fall back to
state i with probability (n − 1)/n. A simple inductive
proof shows that
Pi
state 0 is reached after an expected number of k=1 nk = O(ni ) steps.
Hence, after this expected number of steps, we reduce the reachmap
size, and as we have to do this at most n times, the bound follows.
Already, we can give some first evidence on the usefulness of niceness
for analyzing RE: As mentioned in Section 2.2, RE terminates in O(n2 )
steps on decomposable AUSO [84]. It is straightforward to argue that
such orientations are 1-nice and, thus, our upper bound from Theorem 4.4 is also quadratic. Moreover, quadratic lower bounds have been
proved for the behavior of RE on Klee-Minty cubes, by Balogh and
Pemantle [7]. This line of work was initiated by Gärtner et al. [27],
where the lower bound of Ω(n2 / log n) was proved, and it was finalized
in [7], where the lower bound of Ω(n2 ) was proved.
Since the Klee-Minty cube is decomposable and, thus, 1-nice, we conclude that, for 1-nice USO, the upper bound in Theorem 4.4 is optimal.
Let us note that, previously, the largest class of USO known to be solvable in polynomial time (specifically quadratic) by RE was the class
of decomposable USO. In Section 4.5 we prove that the class of 1-nice
USO is strictly larger than that of decomposable and, interestingly, it
contains cyclic USO.

4.3.1

A derandomization of Random Edge

In this section we will provide a derandomization of RE; that is, a deterministic algorithm that achieves the same upper bound as in Theorem 4.4.
Consider the join operation. Given two vertices u, v, join(u, v) is a
vertex w such that u
w and v
w. We can compute join(u, v) as
follows: by Lemma 2.4, there must be a coordinate, say j, such that
j ∈ sψ (u) ⊕ sψ (v). Assume, w.l.o.g., that j ∈ sψ (u). Consider the
j

neighbor u0 of u such that u →
− u0 . Recursively compute join(u0 , v).
It can be seen by induction on |u ⊕ v| that the join operation takes
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O(n) vertex evaluations. Similarly, we talk about a join of a set S
of vertices. A join(S) is a vertex w such that every vertex in S has
a path to it. We can compute join(S) by iteratively joining all the
vertices in S, with O(|S|n) many evaluations. Note that the join of a
pair —respectively set of vertices— is not uniquely defined
In the subsequent lemma, we argue that the vertices in N + (v) (the outneighbors of v) can be joined with linearly many vertex evaluations.
Lemma 4.5. Let ψ be an n-USO and v ∈ Qn a vertex with sψ (v)
already known. Then, there is an algorithm that joins the vertices in
N + (v) with |sψ (v)| many vertex evaluations.
Proof. We evaluate all the vertices in N + (v) with |sψ (v)| many evaluations. These are the only evaluations the algorithm will perform. We
maintain a set of active vertices AV and a set of active coordinates
AC. Initialize AV = N + (v) and AC = sψ (v). The algorithm keeps
the following invariants: every vertex that gets removed from AV has a
l
path to some vertex in AV ; also for every vertex u s.t. v →
− u, u ∈ AV
if and only if l ∈ AC.
Then, for each u ∈ AV : for each l ∈ AC: if l ∈
/ sψ (u) and {l} =
6 (u ⊕ v)
then we update AC ← AC \ {l} and AV ← AV \ (v ⊕ {l}). See
Figure 4.3 for an example.
l2

u1
l1
v

u2

Figure 4.3: We have u1 , u2 ∈ AV , l2 ∈ AC, l2 ∈
/ sψ (u1 ) and {l2 } =
6 (v ⊕ u1 ).
Thus, the edge F ({l1 }, u2 ) has to be outgoing for u2 ; otherwise, the 2-face in
the figure would have two sinks. Hence, u2
u1 and the algorithm removes
u2 from AV and l2 from AC.

If in the above loop the vertex u is the sink of the face F (AC, u) then
terminate and return v 0 = u. Of course, in this case every vertex in
AV has a path to u. Otherwise, the loop will terminate when there is
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no coordinate in AC that satisfies the conditions. In this case we have
that ∀u ∈ AV , u is the source of the face F (AC \ (u ⊕ v), u). That
is, it is the source of the face spanned by the vertex and all the active
coordinates AC except the one that connects it to v. In this case, we
return the vertex v 0 = (v ⊕ AC). We have that every vertex in AV has
a path to v 0 : this is because in any USO the source has a path to every
vertex (this can be proved similarly to Lemma 2.6).
Using Lemma 4.5, we can now argue that there exists a derandomization of Random Edge that asymptotically matches the upper bound of
Theorem 4.4.
Theorem 4.6. There is a deterministic algorithm that finds the sink
of an i-nice n-USO ψ with O(ni+1 ) vertex evaluations.
Proof. Let v be the current vertex. Consider the set Ri ⊆ 2[n] of
vertices that are reachable along directed paths of length at most i
from v. Since ψ is i-nice, we know that at least one of them has a
strictly smaller reachmap. In particular, any vertex reachable from all
the vertices in Ri has a smaller reachmap. Thus, we compute a join
of all the vertices in Ri .
Consider theP
set Ri−1 . The size of Ri−1 is bounded by |Ri−1 | ≤
P
i−1 k
i−1 n
i−1 ). Every vertex in
k=0 k ≤
k=0 n and, thus, |Ri−1 | = O(n
Ri can be reached in one step from some vertex in Ri−1 . Assume that
none of the vertices in Ri−1 is the sink; otherwise, the algorithm is
finished. Then, for every vertex u ∈ Ri−1 we join N + (u) with the
algorithm from Lemma 4.5, with O(n) vertex evaluations. Therefore,
with O(ni ) vertex evaluations we have a set S of O(ni−1 ) many vertices
and each u0 ∈ S is a join of N + (u) for some vertex u ∈ Ri−1 .
The next step is to join all the vertices in set S, using the algorithm
at the beginning of the current section, which takes O(n) for each pair
of vertices. Hence, the whole procedure will take an additional O(ni )
vertex evaluations. The result is a vertex w that joins all the vertices
in Ri and thus i-covers v. Because the size of the reachmap decreases
by at least one in each round, we conclude that this algorithm will take
at most O(ni+1 ) steps.
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Finally, note that to achieve this upper bound we do not need to know
that the input USO is i-nice. Instead, we can iterate through the different values of i = 1, 2, . . . without changing the asymptotic behavior
of the algorithm.

4.4

On the niceness of the known lower bound
constructions

As further motivation for the study of the niceness of USO, we want to
discuss that RE can solve the AUSO instances that were designed as
lower bounds for other algorithms in polynomial time. This is because
of provable upper bounds on the niceness of those constructions. With
similar arguments, upper bounds on the niceness of the AUSO that
serve as subexponential lower bounds for RE can be shown; thus, RE
has upper bounds on these constructions that are almost matching
to the lower bounds. This can be seen as a direct application of the
concept of niceness.
To argue about the upper bounds on the niceness of the known constructions, we will first discuss the constructive lemmas from Section 2.3 with regards to niceness.
Product Lemma. This lemma, when applied can maintain niceness
under certain conditions. Here, we repeat the statement of Lemma 2.9,
to which we add a condition that is sufficient to preserve niceness when
applying this lemma. The proof of the Product Lemma can be found
in [71]; here we will only prove the niceness add-on.
Lemma 4.7. Let C be a set of coordinates, C 0 ⊆ C and C̄ 0 = C \ C 0 .
0
0
Let s̃ be a USO outmap on QC . For each vertex u ∈ QC we have a
0
USO outmap su on QC̄ . Then, the orientation defined by the outmap
s(v) = s̃(v ∩ C 0 ) ∪ sv∩C 0 (v ∩ C̄ 0 )
on QC is a USO. Furthermore, if s̃ and all su are acyclic so is s.
Let z be the sink of s̃. If s̃ is i-nice and sz is i-nice then so is s.
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Proof. Let s̃ be i-nice and consider F (C̄ 0 , z), the |C̄ 0 |-dimensional face
that corresponds to z. Consider any vertex v 0 ∈ QC \ F (C̄ 0 , z) and let
0
u ∈ QC be such that v = v 0 ∩ C 0 is i-covered by u in s̃. Then, we have
that v 0 is i-covered by u0 = u ∪ (v 0 ∩ C̄ 0 ) in s. First, there is a path
from v 0 to u0 because there is such a path in s̃. Thus, we have that
r(u0 ) ⊆ r(v 0 ). By our assumptions, there exists a coordinate l ∈ C 0
such that l ∈ r̃(v) \ r̃(u) (r̃ is the reachmaps that correspond to s̃). It
is also the case that l ∈ r(v 0 ) \ r(u0 ). That means that r(u0 ) ⊂ r(v 0 )
and thus v 0 is i-covered by u0 .
Now, let v 0 ∈ F (C̄ 0 , z). Since every vertex in F (C̄ 0 , z) corresponds to
the sink z of s̃, it cannot be i-covered by a vertex outside of F (C̄ 0 , z).
Since, we have that sz is i-nice it is the case that v 0 is i-covered by
some vertex u0 ∈ F (C̄ 0 , z). Note that if sz is i0 -nice for i0 > i then s
would only be i0 -nice.
The first dimension where there are USOs that are not 1-nice is 3.
Therefore, when Lemma 2.9 is applied with |C̄ 0 | ≤ 2 and s̃ is 1-nice
then so is s.
Reorientations. Unfortunately, applying the Hypersink Reorientation Lemma 2.11 does not always preserve niceness. For example consider the following situation: Let s be an i-nice USO and let F (C 0 , w)
be a hypersink, where w is the global sink. Consider a vertex v that
is i-covered only by a vertex u, such that u ∈
/ F (C 0 , w) and such that
u ⊕ w does not contain any coordinate from C 0 (i.e. there is a path
from u to w that only uses coordinates not in C 0 ). In addition, let the
reachmaps be such that r(v) = r(u) ∪ {c}, where c ∈ C 0 . Now consider
a reorientation of the hypersink F (C 0 , w) that places the source of this
face on w. Then, v is not i-covered by u anymore since now c ∈ r(u).
Also note that Lemma 2.12 does not preserve niceness. The operation
of an edge flip, which is an application of this lemma, will be used in
the lower bound construction of Theorem 4.16. There, we start with
the uniform orientation which is decomposable and thus 1-nice and we
end up with a (n − 2)-nice AUSO.
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Niceness upper bounds

Firstly, we consider Random Facet. Matoušek provided a family of LPtype problems that serve as a subexponential lower bound for Random
Facet [54]. Later, Gärtner translated these to AUSO [25] on which
the algorithm requires a subexponential number of pivot steps that
is asymptotically matching the upper bound in the exponent. The
orientations that serve as a lower bound here are decomposable and,
thus, 1-nice; RE can solve them in O(n2 ) steps. This is the only AUSO
construction that we discuss in this section and is not based on the
lemmas above.
In the next three paragraphs we consider lower bounds that were constructed by applications of Lemma 2.9 and 2.11. The upper bounds
on the niceness that we claim below can be attained by looking at the
corresponding lower bound constructions. All of these constructions
are inductive and at every inductive step there is a hypersink. The
simple observation that leads to the claimed niceness upper bounds is
that every vertex is i-covered by any vertex in the hypersink. Thus,
i is defined by how many dimensions are added at each step of the
inductive construction.
Firstly, consider the Jump algorithm. No non-trivial upper bounds
are known for this algorithm. However,√Schurr and Szabó [72] have den
scribed AUSO on which Jump takes Ω( 2 ) steps. Their constructions
are 2-nice and, thus, RE can solve them with O(n3 ) steps.
Furthermore, we discuss the lower bound constructions for RE. The
first superpolynomial lower bound for RE on AUSO was proved by Matoušek and Szabó in [57]. Their construction achieves the lower bound
1/3
of 2Ω(n ) when Random Edge is started at a random vertex. The
1/3
construction is n1/3 -nice, which implies an upper bound of 2O(n log n)
which is close to the lower bound.
Recently, Hansen and Zwick [44] improved these lower bounds by
improving
the techniques of [57]. pThey achieve a lower bound of
√
2O( n log n) . Their construction
is n/ log n-nice; hence, we have an
√
O(
n
log
n)
upper bound of 2
which is asymptotically tight. Note that
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the authors of that paper [44] defined a concept similar to niceness to
show that RE has an upper bound on the AUSO that arise from their
construction that is also tight to the lower bound. We will study the
connection of their concepts to niceness and provide some lower bounds
in Section 4.8
Let us now discuss a lower bound for RE on cyclic USO, by Morris
[62]. The number of steps required when RE starts at any vertex of a
Ω(n) which is significantly larger than
Morris USO is at least n−1
2 ! = n
the number of all vertices. The lower bound implies that Morris USO is
i-nice for i = Ω(n); otherwise, the upper bounds of Theorem 4.4 would
contradict this lower bound. Indeed, as we explain in Section 4.6.1,
Morris USO are exactly n-nice and thus the upper bound we get by
Theorem 4.4 is tight to the lower bound.
In conclusion, using the niceness concept we can argue, firstly, that RE
can solve instances that serve as lower bounds for other algorithms in
polynomial time. Secondly, that on the lower bounds instances for RE
the upper bounds are tight or almost tight. We summarize the findings
of this section in the following table:

Algorithm
Random Facet
Jump
RE acyclic
RE acyclic
RE cyclic

4.5

Reference
[54],[25]
[72]
[57]
[44]
[62]

Lower √
bound
Θ(
2 √ n)
n
Ω( 2 )
1/3 )
2Ω(n
√
2Ω( n log n)
n−1
2 !

Niceness
1
2
1/3
n
p
n/ log n
n

RE
O(n2 )
O(n3 )
1/3

2O(n√ log n)
2O( n log n)
nO(n)

Counting 1-nice USO

We have mentioned that the class of decomposable USO (Definition 2.7)
are 1-nice in Section 4.3. This class is the previously known largest class
of USO, where Random Edge is polynomial. In this section we prove
that the number of 1-nice USO is strictly larger than the number of
decomposable USO. To the best of our knowledge a counting argument
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for decomposable USO did not exist in the literature. Thus, we provide one with Theorem 4.8 and prove that the number of decomposable
n
USO is 2Θ(2 ) .
Let us give an alternative definition of decomposable USO which will
be useful in the proof of the next theorem. Let D1 be the class of
all 1-dimensional USO (note that the class of all decomposable USO
is the same as the class of all USO when the dimension is 1). Let
Dk+1 be obtained from taking two (possibly different) decomposable
k-USO from Dk and combine them by putting them antipodally and
orienting all edges on the new coordinate in the same way (this is one
application of the Product Lemma 2.9 with |C 0 | = 1). Then, call an
n-USO decomposable if it belongs to the class Dn . It is known [71]
that this definition is equivalent to Definition 2.7; this fact is easy to
prove by induction on the dimension.
n

Theorem 4.8. The number of decomposable USO is 2Θ(2 ) .

Proof. Firstly, we analyze the following recurrence relation and then
we explain how it is derived from counting the number of decomposable
USO. Let
F (n) = P (n) · F (n − 1)2 ,

n > 0,

where P is some positive function defined on the positive integers,
and F (0) is some fixed positive value. Taking (binary) logarithms, we
equivalently obtain
log F (n) = log P (n) + 2 log F (n − 1),

n > 0.

If we substitute f (n) := log F (n) and p(n) := log P (n) we arrive at
f (n) = p(n) + 2f (n − 1),

n > 0.
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Simply expanding this yields
f (n) =

n−1
X
i=0

=

n
X

2i p(n − i) + 2n f (0)
2n−i p(i) + 2n f (0)

i=1

= 2

n

f (0) +

n
X
i=1

−i

!

2 p(i) .

P∞ −i
We conclude that f (n) = Θ(2n ), if the infinite series
i=1 2 p(i)
n
converges. A sufficient condition for this is p(n) ≤ c for c < 2, or
n
P (n) ≤ 2c .
Now, let us explain how the above recurrence is derived. Let F (n)
denote the number of different decomposable USO. Consider the coordinate n. We can orient it in a combed way: all edges are forward or
all edges are backward. In the two antipodal facets defined by this coordinate we can embed any decomposable orientation. Thus, we have
F (n) ≥ 2 · F (n − 1)2 .
The upper bound follows from the same procedure but now we allow to
choose the combed coordinate at every step. Again, for the coordinate
we choose we have two choices (edges oriented forward or backward).
Hence, we have F (n) ≤ 2n · F (n − 1)2 . Note that the construction we
suggest, i.e. taking any two (n − 1)-USO and connecting them with a
combed coordinate to an n-USO is safe by Lemma 2.9.
In conclusion, we have that 2 ≤ P (n) ≤ 2n and, thus, the infinite
series we discuss above converges and f (n) = Θ(2n ). It follows that
n
F (n) = 2Θ(2 ) .
We can now argue that the class of 1-nice USO is much larger than the
class of decomposable ones, and also contains cyclic USO. Actually,
n
we can give a lower bound of the form nc2 , for some constant c. To
achieve this lower bound, we use the same technique that Matoušek
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[55] used to give a lower bound on the number of all USO, which is by
counting flip-matching orientations (FMO).
n

Theorem 4.9. The number of 1-nice n-dimensional USO is nΘ(2 ) .

Proof. Consider the following inductive construction. Let A1 be any 1dimensional USO. Then, we construct A2 by taking any 1-dimensional
USO A01 and directing all edges on coordinate 2 towards A1 . In general,
to construct Ak+1 : we take Ak and put antipodally any k-dimensional
USO A0k . Then, we direct all edges on coordinate (k + 1) towards Ak .
This is safe by Lemma 2.9. This construction satisfies the following
property: for every vertex, the minimal face that contains this vertex
and the global sink has a combed coordinate. We call such a USO
target-combed. It constitutes a generalization of decomposable USO.
An illustration appears in Figure 4.4.

n

Figure 4.4: A target-combed n-USO. The two larger ellipsoids represent the
two antipodal facets An−1 and A0n−1 and, similarly, for the smaller ones. The
combed coordinates are highlighted. The gray subcubes can be oriented by
any USO.

The construction is 1-nice since for every vertex (except the sink) there
is an outgoing coordinate that can never be reached again. At every
iteration step from k to k +1 we can embed, in one of the two antipodal
k-faces, any USO. Thus, we can use the known lower bounds on the
2k−1
(assuming k ≥ 2) lower
number of USO [55], that give us a ke
bound for a k-face. This lower bound follows from counting different
FMO by using a lower bound on the number of perfect matchings of
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the hypercube graph. Summing up, we get:
uso1nice(n) ≥

n−1
X
k=1

uso(k) > uso(n − 1) =



n−1
e

2n−2

where uso1nice(n) and uso(n) is the number of n-dimensional 1-nice
n
USO and general USO respectively. Thus, uso1nice(n) = nΩ(2 ) . The
upper bound in the statement of the theorem is from the upper bound
on the number of all USO, by Matoušek [55].

4.6

Bounds on niceness

In this section we answer the questions originally posed by Welzl [83]
with providing matching upper and lower bounds on the niceness of
USO and AUSO.
The first question we deal with is “Is there a USO that is not (n − 1)nice?”. We answer this to the affirmative; thus, the corresponding
USO are only n-nice. They are, however, cyclic. After we settle this
we turn our attention to AUSO and prove matching upper and lower
bounds: every AUSO is (n − 2)-nice and there are AUSO that are not
(n − 3)-nice.

4.6.1

An n-nice lower bound for cyclic USO

In this section we will provide a lower bound for the niceness of cyclic
USO. The result is summarized in Theorem 4.11. First, consider the
following lemma which follows easily from the definition of reachmap.
Lemma 4.10. Consider an n-dimensional USO ψ and let C ⊂ Qn
be a cycle that spans every coordinate. Then, every vertex v ∈ C has
rψ (v) = [n].
The idea for the lower bound construction is intuitively simple and
follows from the lemma above. Let ψ be a cyclic n-USO over Qn that
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contains a directed cycle such that the edges that participate span all
the coordinates. Then, every vertex v on the cycle has rψ (v) = [n].
Now consider the sink t and assume the n vertices in N (t) participate
in the cycle. By Lemma 2.6, every vertex has a path to t. This path
has to go through one of the vertices in N (t). It follows that every
v ∈ Qn \ {t} has rψ (v) = [n]. Therefore, the vertex antipodal from t is
only n-covered (by t). This intuition is formalized in Theorem 4.11.
Note that the properties we just described are also satisfied by the
Morris USO. This can be verified easily; for the interested reader we
suggest Gärtner’s lecture notes [26] where there is a description of the
Morris construction as a USO (the paper by Morris [62] describes it as
a P-LCP). Thus, Morris USO are n-nice.
Here we describe a much simpler USO, which is also an FMO. The
reason we think this is interesting is because it demonstrates that there
are USO with large niceness, as in the example below, which RE can
solve fast. It should be clear by the construction below that RE can
solve it with polynomially many steps. In contrast, for Morris USO
RE will take more steps than the number of vertices of the hypercube.
Theorem 4.11. There exists a cyclic USO ψ which is not i-nice for
i < n.
Proof. We describe a family of cyclic FMO that contain a cycle which
spans all the coordinates. To achieve this we start with the forward
uniform orientation and flip n edges to create a cycle C with 2n vertices.
As explained before, the trick is to involve all the vertices in Qnn−1 in
the cycle. Consider the vertex [n] \ {n} ∈ Qnn−1 . Please remember
that the notation Qnk is used for the set of vertices that contains k
coordinates. We can construct the desired cycle as described in the
next figure:
Of course, we can create this cycle by flipping exactly n edges, one
in each coordinate. This concludes the construction of ψ, our target
USO. Thus, C spans all coordinates and by Lemma 4.10, every vertex
v ∈ C, has rψ (v) = [n].
Claim 4.12. We have rψ (v) = [n], ∀v ∈ Qn \ [n].
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[n] \ {1}
[n] \ {n, 1}

[n] \ {2}
[n] \ {1, 2}

. . . [n] \ {n − 1, n}

Figure 4.5: An illustration of the cycle. The dashed edges are flipped
backwards.

We have that ψ is an FMO and all backward edges are incident to
vertices in Qnk , for k = n − 2, n − 1. Thus, we have that all vertices in
S
n−3 n
n
k=0 Qk are only incident to forward edges. Every vertex in Qn−2 has
n
at least one forward edge to a vertex in Qn−1 . We already argued that
all vertices in Qnn−1 have full dimensional reachmaps. Therefore, every
S
n
vertex in n−2
k=0 Qk has a full dimensional reachmap too.

By the claim above, it follows that the only vertex that i-covers any
other vertex v is [n]. In particular, we have that the vertex ∅ is only
n-covered. This concludes the proof of the theorem.

Note that the 3-dimensional cyclic USO (depicted in Figure 4.1c) is
also an instance of the construction suggested in this section.

4.6.2

An upper bound for AUSO

Here, we prove an upper bound on the niceness of AUSO which, as we
will see in the next section, is tight.
We utilize the concept of CUN which is defined in Section 2.2. For
the proof of the theorem below we will use the following notation:
wk is the vertex that has φ(wk ) = k, w.r.t. some fixed CUN φ. An
easy, but crucial observation concerns the three lowest-numbered vertices w0 , w1 , w2 . Of course, w1 → w0 (where w0 is the global sink);
otherwise, w1 would have been a second global minimum. Moreover,
w2 → wj for exactly one j ∈ {0, 1}. It follows, that both w1 and w2
are facet sinks, i.e. have exactly one outgoing edge. We are ready to
state and prove the following theorem.
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Theorem 4.13. Any n-AUSO, with n ≥ 4, is (n − 2)-nice.
Consider the vertices w0 and w1 and let e be the edge that connects
them. Let w ∈ e be the unique out-neighbor of w2 and w0 the other
vertex in e. W.l.o.g. assume w = ∅, w0 = {1} and w2 = {2}. The
situation can be depicted as:
w=∅
w0 = {1}

w2 = {2}

These three vertices have no outgoing edges to other vertices. Their
outmaps and reachmaps are summarized in the table below.
vertex
w=∅
w0 = {1}
w2 = {2}

outmap
⊆ {1}
⊆ {1}
= {2}

reachmap
⊆ {1}
⊆ {1}
⊆ {1, 2}

is sink of the facet
F ([n] \ {1}, w)
F ([n] \ {1}, w0 )
F ([n] \ {2}, w2 )

More precisely, the reachmap of w2 is {2} if w = w0 , and it is {1, 2} if
w = w1 .
Lemma 4.14. With w, w0 as above, let v ∈ Qn \ {w0 , [n]}. Then v is
(n − 2)-covered by some vertex in {w, w0 , w2 }.
Proof. Vertex w1 is covered by w0 and w2 by w0 or w1 , so assume
that v is some other vertex. We distinguish three cases; please refer to
Figure 4.6.
Firstly, if v neither contains 1 nor 2, then it is in the (n − 2)-face
F ([n] \ {1, 2}, w), and d(v, w) ≤ n − 2, since w is the sink of that
face. Any coordinate that is part of the corresponding path is in the
reachmap of v but not of w (whose reachmap is a subset of {1}). Hence,
v is (n − 2)-covered by w.
Secondly, if v contains 2 but not 1, then v is in the (n − 2)-face
F ([n] \ {1, 2}, w2 ), and d(v, w2 ) ≤ n − 2. Again, any coordinate on
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a directed path from v to w2 within this face proves that v is (n − 2)covered by the sink w2 of the face.
Finally, if v contains 1, then v is in the facet F ([n] \ {1}, w0 ), and
|v ⊕ w0 | ≤ n − 2 since v 6= [n]. As before, this implies that v is (n − 2)covered by the sink w0 of this facet.

[n]
F ([n] \ {1, 2}, w2 )

w2

1
F ([n] \ {1}, w0 )

2
F ([n] \ {1, 2}, w)

w

w0

Figure 4.6: An illustration of the three cases in the proof of Lemma 4.14.
Each circle corresponds to a (n − 2)-face. The faces are labeled and so is
coordinates 1 and 2.

It remains to (n−2)-cover the vertex v = [n]. Let m > 2 be the smallest
index such that wm is not a neighbor of w, and assume w.l.o.g. that
wk = {k}, 3 ≤ k < m. We have wk → w for all these k by the vertex
ordering. Furthermore, all other edges incident to wk are incoming.
We conclude that each wk , 3 ≤ k < m has outmap equal to {k} and,
hence, is a facet sink. The reachmap of each such wk is ⊆ {1, k}.
Since wm has at least one out-neighbor in {w0 , w2 , . . . , wm−1 }, we know
that wm = {k, j} for some k < j ∈ [n]. Moreover, the vertex ordering again implies that the outgoing edges of wm are exactly the
ones to its (at most two) neighbors among w0 , w2 , . . . , wm−1 . Taking
their reachmaps into account, we conclude that the reachmap of wm is
⊆ {k, j, 1}. The situation is depicted as:
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w=∅
wm−1 = {m − 1} . . .

w2 = {2}

w0 = {1}

wm = {k, j}

Lemma 4.15. With wm as above and n ≥ 4, v = [n] is (n − 2)-covered
by wm .
Proof. We first observe that wm is the sink of the face F ([n]\{k, j}, wm ),
since its outmap is ⊆ {k, j}. Vertex v = [n] is contained in this (n − 2)face, hence there exists a directed path of length d(v, wm ) = n − 2 from
v to wm in this face. Since n ≥ 4, the path spans at least two coordinates and thus at least one of them is different from 1. This coordinate
proves that v is (n − 2)-covered by wm .
This concludes the proof of Theorem 4.13; we have now proved that
every n-AUSO, with n ≥ 4, is (n − 2)-nice. All AUSO in one or two
dimensions are 1-nice and the AUSO in three dimensions can be up to
2-nice (Figure 4.1b). This concludes the upper bounds on the niceness
of AUSO.

4.6.3

A matching lower bound for AUSO

In this section we prove the lower bound described in Theorem 4.16,
which is matching to the upper bound we proved in Theorem 4.13. In
the proof of the following theorem we make use of the flipping edges
operation (which is an application of Lemma 2.12).
Theorem 4.16. There exists an n-AUSO ψ which is not i-nice, for
i < n − 2.
Proof. We assume n ≥ 4. Let ψUF be the forward uniform orientation,
i.e. the orientation where all edges are forward. We explain how to
construct ψ, our target orientation, starting from ψUF . The idea here

4.6. Bounds on niceness

67

is to construct an AUSO
has its source at ∅ and has the property
S that
n has a full-dimensional reachmap.
Q
that every vertex in n−3
i
i=0
Pick v ∈ Qnn−3 and assume w.l.o.g. that v = [n] \ {1, 2, 3}. Consider
the 2-dimensional face F ({1, 2}, v) and direct the edges in this face
backwards. This is the first step of the construction and it results in
sψ (v) = {3}.

For the second step, consider the vertex v 0 = [n] \ {2}. We will flip
n − 3 edges in order to create a path starting at v 0 . First, we flip edge
F ({4}, [n] \ {2}). Then, for all k ∈ {4, . . . , n − 1} we flip the edge
F ({k + 1}, [n] \ {k}). This creates the path depicted in Figure 4.7.
[n] \ {2}

[n] \ {4}
[n] \ {2, 4}

[n] \ {5}
[n] \ {4, 5}

. . . [n] \ {n − 1, n}

Figure 4.7: An illustration of the path starting at v 0 . The dashed edges are
flipped backwards.

Let U3 be the set of vertices U3 = {u ∈ Qnn−3 |3 ∈ u}. That is all the
vertices of Qnn−3 that contain the 3rd coordinate. For every u ∈ U3
we flip the edge F ({3}, u) (that is the edge incident to u on the 3rd
coordinate). This is the third and last step of the construction of ψ.
Claim 4.17. ψ is a USO.
The first step of the construction is to flip the four edges in F ({1, 2}, v).
This is safe by by Lemma 2.12 since every vertex F ({1, 2}, v) has the
same outmap on the coordinates external to the face. All the edges
reversed at the second step of the construction (Figure 4.7) are between vertices in Qnn−1 and Qnn−2 , and, in addition those vertices are
not neighbors to each other and they do not interfere with the face
F ({1, 2}, v). Furthermore, all the edges reversed at the third step of
the construction are on coordinate 3 and between vertices in Qnn−3 and
Qnn−4 . Thus, all these edge flips are also safe by Lemma 2.12. As we
have already mentioned, edge flips might introduce cycles; hence, we
have to explicitly verify acyclicity.
Claim 4.18. There is no cycle in ψ.
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Clearly, a cycle has at least one backward and one forward edge in every
coordinate it contains. Thus, there cannot be a cycle that involves
coordinate 3 because no backward edge on a different coordinate has a
path connecting it to a backward edge on coordinate 3. So, we argue
separately about the two different facets separated by coordinate 3:
first, the upper and then the lower facet.
Consider the facet F ([n] \ {3}, [n]) and the USO ψ 0 , resulting from
restricting ψ to the aforementioned facet. We can notice that ψ 0 is
an FMO (because only the second step of the construction affects this
facet) and the only backward edges are the ones attached to the path
illustrated in Figure 4.7. Thus, a cycle has to use a part of this path.
However, this path cannot be part of any cycles: a vertex on the higher
level (vertices in Qnn−1 ) of the path has only two outgoing edges; one
to the sink [n] and one to the next vertex on the path. A vertex on the
lower level Qnn−2 has only one outgoing edge to the next vertex on the
path. Finally, the last vertex of the path [n] \ {n − 1, n} has only one
outgoing edge to [n] \ {n} which, in turn, has only one outgoing edge
to the sink [n].
The fact that the facet F ([n] \ {3}, v) has no cycle follows from the
observation that there are backwards edges only on two coordinates
which is not enough for the creation of a cycle (remember that in a
USO a cycle needs to span at least three coordinates). This concludes
the proof of Claim 4.18, which, combined with Claim 4.17, results in
ψ being an AUSO.
S
n
Claim 4.19. Every vertex in n−3
i=0 Qi has a full-dimensional reachmap.
Firstly, we argue that v has rψ (v) = [n]. We have sψ (v) = {3} ⊂ rψ (v).
3

Then, v →
− u = [n] \ {1, 2} and u has sψ (u) = {1, 2} ⊂ rψ (v). Vertex u
1

is such that u →
− v 0 = [n]\{2}; v 0 is the beginning of the path described
in Figure 4.7. The backwards edges on this path span every coordinate
in {4, . . . , n}. This implies that rψ (v 0 ) = {2, 4, . . . , n} and, since there
is a path from v to v 0 , rψ (v 0 ) ⊆ rψ (v). Combined with the above, we
have that rψ (v) = [n].
Secondly, we argue that ∀u ∈ Qnn−3 , rψ (u) = [n]. Vertex v is the sink
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of the facet F ([n] \ {3}, v). It follows, be Lemma 2.6, that every vertex
in Qnn−3 ∩ F ([n] \ {3}, v) has a path to v and thus has full dimensional
reachmap. The vertices in U3 (defined earlier), which are the rest of
the vertices in Qnn−3 , have backward edges on coordinate 3 and thus
have paths to F ([n] \ {3}, v). It follows that vertices in U3 also have
full dimensional reachmaps.
S
n
n
Any vertex in n−4
i=0 Qi has a path to a vertex in Qn−3 since there are
outgoing forward edges incident toSany vertex (except the global sink
n
at [n]). Thus, we have that ∀u ∈ n−3
i=0 Qi , rψ (u) = [n] which proves
the claim.
Finally, we combine the three claims to conclude that the lowest vertex
∅ can only be covered by a vertex in Qnn−2 . Therefore, ψ is not i-nice
for any i < n − 2, which proves the theorem. We include an example
construction, for five dimensions, in Figure 4.8 below.

5
v0
4
3

1
2

v
Figure 4.8: An example construction in 5 dimensions. Only the backward
edges are noted. Each coordinate is labeled over a backward edge. The 5dimensional cube is broken in 2-faces of coordinates 1,2. All the vertices in
Qnn−3 are noted with dots. Also, v and v 0 are explicitly noted.

4.7

Fibonacci Seesaw revisited

In this section we motivate further the concept of reachmap with one
more application. We introduce a variant of the Fibonacci Seesaw
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algorithm for solving USO (originally by Szabó and Welzl [78]). This
new variant is interesting because the number of oracle calls it needs
can be bounded by a function that is exponential to the size of the
reachmap of the starting vertex, see Theorem 4.22.
Let ψ be a USO. The Fibonacci Seesaw (FS) algorithm progresses by
increasing a variable j from 0 to n − 1 while it maintains the following
invariant: There are two antipodal j-faces A and B of Qn that have
their sinks sA and sB evaluated. For j = 0 this means to evaluate
two antipodal vertices. To go from j = k to j = k + 1, we take
a coordinate b ∈ sψ (sA ) ⊕ sψ (sB ). Such a coordinate has to exist
because of Lemma 2.4. Let b ∈ sψ (sA ) and b ∈
/ sψ (sB ). Let A0 be the
(k + 1)-face that we get by extending A with coordinate b and B 0 be
the corresponding face from B. We have that sB is the sink of B 0 . For
A0 we need to evaluate the sink. But this will lie in the k-face A0 \ A.
Thus, for this step we need t(k) evaluations, where t(k) is the number
of steps the FS needs to evaluate the sink of a k-USO.
When we reach two antipodal facets with j = n − 1 the algorithm will
terminate as either sA or sB will be the sink. Therefore, the total cost
of the algorithm is described by the recurrence t(n) ≤ 2 + t(0) + t(1) +
. . . + t(n − 2) (where t(0) = 1), which leads to an upper bound of
O(φn ), where φ is the golden ratio. In [78], some further adjustments
are given to push the upper bound lower to O(αn ), where α < φ is a
constant slightly smaller than φ. Here, we consider Algorithm 1.
Set index j = 0;
Pick a starting vertex v j ∈ Qn ;
Set evaluated coordinates E j = ∅;
while sψ (v j ) 6= ∅ do
Pick b ∈ sψ (v j );
v j+1 ← FS(F (E j , v j ⊕ {b}));
E j+1 ← E j ∪ {b};
j ← j + 1;
end
Algorithm 1: Reachmap-sensitive FS.
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After the jth iteration, the above algorithm has found the sink v j of
face F (E j , v j ). Then, it expands the set of coordinates by adding a
coordinate b that is outgoing for v j and solving, using the Fibonacci
Seesaw, the face F (E j , v j ⊕ {b}). The result is the sink of the face
F (E j+1 , v 0 ) which becomes vertex v j+1 . The algorithm terminates
when it has evaluated the global sink.
Lemma 4.20. Let ρ be the iteration in which Algorithm 1 terminates.
Then,
rψ (v 0 ) ⊇ rψ (v 1 ) ⊇ . . . ⊇ rψ (v ρ )
Proof. Consider v j for any j, 0 ≤ j ≤ ρ and let b ∈ sψ (v j ) be the next
coordinate that the algorithm will consider. In the next step, we will
have v j+1 which will be the sink of face F (E j , v j ⊕ {b}). Thus, there
is a path v j → v j ⊕ {b}
v j+1 . This means that rψ (v j ) ⊇ rψ (v j+1 ).
The lemma follows.
Using the above lemma, we can upper-bound the number of iterations
of Algorithm 1 in terms of the reachmap of the starting vertex.
Lemma 4.21. Let ρ be the iteration in which the algorithm terminates.
Then, ρ ≤ |rψ (v 0 )|.
Proof. After iteration j, Algorithm 1 has computed v j which is the sink
of a j-face. We have argued that rψ (v 0 ) ⊇ rψ (v j ) for every 0 < i ≤ ρ
with Lemma 4.20. This means that the coordinate we pick at any
iteration is in the reachmap of v 0 . In addition, the set of coordinates E j
grows at every iteration. If E j = rψ (v 0 ) (or equivalently j = |rψ (v 0 )|),
then v j will be the sink of the face F (rψ (v 0 ), v 0 ). This means that v j
will be the global sink, i.e. sψ (v j ) = ∅. Of course, it might happen
that v j is the global sink for E j ⊂ rψ (v 0 ); hence, the inequality.
We are now ready to state the theorem on the runtime of Algorithm
1. In the statement below φ represents the golden ration constant.
Theorem 4.22. Algorithm 1, when run on an n-USO ψ with starting
vertex v 0 ∈ Qn , needs at most O(αρ ) vertex evaluations, where α < φ
and ρ = |rψ (v 0 )|.
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Proof. The algorithm performs at most ρ iterations. In particular,
when progressing from the jth to the (j + 1)th iteration it calls the
Fibonacci Seesaw to solve a j-face of the USO. Thus, the number of
vertex oracle calls of Algorithm 1 can be bound by
ρ
X
k=0

αk =

aρ+1 − 1
= O(αρ )
α−1

where 1 < α < φ is the constant in the time bounds of the Fibonacci
Seesaw algorithm, i.e. α ≈ 1.61.
We have that Algorithm 1 is faster asymptotically than the Fibonacci
Seesaw when the size of the reachmap of the starting vertex is small,
i.e. |rψ (v 0 )|  n. We believe that similar variants as the one above
(adding one coordinate at a time and recursively running the algorithm in question) would provide upper bounds where the reachmap
of the starting vertex is in the exponent, for every non-path-following
algorithm.

4.8

Layerings

The work presented in this section has not been published previously.
The currently best lower bound for RE was given in a recent paper by
Hansen and Zwick [44]. At the end of their paper the authors describe
the concept of AUSO layerings. They use this concept to argue that
RE can solve the AUSO that are constructed as instances of their lower
bound method in a number of queries that is exactly tight to the lower
bound. Note the bounds we give based on the niceness of their AUSO
(in Section 4.4) are almost, but not exactly, tight.
Definition 4.23 ([44]). Consider A, an n-AUSO. A (k, l)-layering of
A is a partition L of its vertices into disjoint sets L = {L0 , . . . , Lk },
which we call layers. This partition has to satisfy three properties:
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1. L0 only contains the sink of A.
2. Let v ∈ Lj , with j > 0. Then, there exists u ∈ Li such that
d(v, u) ≤ l and i < j. In this case, we say that v is l-covered by
u (w.r.t. L).
3. For every v ∈ A, if v ∈ Li then there is no vertex u ∈ Lj such
that v
u and j > i.
We say that A is (k, l)-layered when it admits a (k, l)-layering but it
does not admit a (k 0 , l)-layering with k 0 < k.
Of course, if an AUSO admits a (k, l)-layering then it admits a (k 0 , l)layering for every k 0 ≥ k. Hansen and Zwick proved the upper bound
of klnl on the number of steps RE takes on an AUSO that admits a
(k, l)-layering [44]. Using the same proof as for Theorem 4.4 we can
obtain the following, slightly improved, upper bound.
Lemma 4.24. On an n-AUSO that admits a (k, l)-layering, RE performs at most O(knl ) many steps, from any starting vertex.
Connection to niceness and CUN. Essentially, layerings can be
thought of as a generalization of the concept of niceness. If an AUSO
is i-nice then it admits an (n, i)-layering: a vertex v is in layer Lj if
and only if |rψ (v)| = j. Note that the reverse is not necessarily true.
For example, consider the AUSO that we designed as a lower bound
for niceness in Theorem 4.16. Let us argue that it admits a (n, 4)layering. Let the sink be in layer L0 and let each vertex v ∈ Qnn−j , for
S
5 ≤ j ≤ n, be in layer Lj . Finally, let all vertices from n−1
Qn be
i=n−4
Sn−5i n
in layer L4 . This is a valid (n, 4)-layering. Every vertex from i=0 Qi
has only forward edges attached andSany forward edge leads to a vertex
n
in a smaller layer. Every vertex in n−1
i=n−4 Qi is in layer L4 and has a
path of length at most 4 to the global sink. Note that this is probably
not the best layering possible for this AUSO but it is sufficient for our
purpose. Even though, this AUSO admits a (n, 4)-layering (and, thus,
can be solved by RE with O(n5 ) many steps) it is only (n − 2)-nice.
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Another striking connection is to CUN. Note that a CUN φ can be
interpreted as (2n , 1)-layering, by placing each vertex v in layer Lφ(v) .
It would be very interesting to settle if all AUSO admit a (k, 1)-layering
with k < 2cn , for some constant c < 1. The lower bounds that we
present in this section, with Theorem 4.25, dictates that c ≥ 12 .
Our results. Firstly, note that the same derandomization as the one
of Section 4.3.1 is also possible here. The algorithm that is explained in
Theorem 4.6 can be also used in the context of layers. This is because
the main ingredient of the algorithm, Lemma 4.5, is independent of
the concepts of niceness and layeredness. The result is an algorithm
which takes O(knl ) vertex evaluations on any AUSO that admits a
(k, l)-layering, thus, matching the upper bound of Lemma 4.24 above.
However, the main result of this section is of a different nature and it
is summarized in the following theorem.
Theorem 4.25. There is an n-AUSO, inn every dimension n ≥ l + 1,
for which every (k, l)-layering has k ≥ 2 l+1 .
For the proof of the theorem above it suffices to prove the next lemma.
It says that when we are given a n-AUSO which is (k, l)-layered (remember that this means that it does not admit a (k 0 , l)-layering with
k 0 < k) we can construct an (n + l + 1)-AUSO which does not admit a
(2k − 1, l)-layering.
Lemma 4.26. Let U be any (k, l)-layered n-AUSO. Then, there is an
n0 -AUSO D, where n0 = n + l + 1, such that every (k 0 , l)-layering it
admits has k 0 ≥ 2k.
The proof of Lemma 4.26 is organized as follows. In Section 4.8.1,
we describe how to construct D based on U and we give a proof that
D constitutes indeed an AUSO. In Section 4.8.2, we prove a crucial
property for our construction (Lemma 4.28). Finally, in Section 4.8.3
we finalize the proof of Lemma 4.26 with proving that there is no
(2k − 1, l)-layering for D.

4.8. Layerings

4.8.1

75

The Construction

In this section we will show how to construct the (n + l + 1)-AUSO D
from the n-AUSO U , as described in Lemma 4.26. Our construction
draws ideas from the lower bound constructions of Schurr and Szabó
for the Jump algorithm [72]. Even though our purposes are completely
different, the method we use here can be thought of as a generalization
of the aforementioned one (the construction is the same when l = 1).
The construction is iterative in the following sense: let Al be the AUSO
resulting from the suggested construction for a given l. The process
we describe here will compute all AUSO A1 , . . . , Al−1 as intermediate
steps. The AUSO Al is what we call D in the statement of Lemma 4.26.
We now describe how to construct Al from U . Assume w.l.o.g. that
the sink of U is at ∅. The dimension of U is n. The first step of the
construction is to use the Product Lemma 2.9 to increase the number
of coordinates by two. We take 4 copies of U and then we connect
every vertex u of U with connecting frame Bu = K0 if |u| is even and
with connecting frame Bu = K1 if |u| is odd. The 2-AUSO K0 and K1
are described if Figure 4.9. Note that since the sink of U is at ∅, |u| is
also the Hamming distance of u and the sink. Let C be the resulting
AUSO (see Figure 4.10).
K0

K1

K2

K3

Figure 4.9: On the upper row we have an illustration of K0 and K1 . The
first is the standard 2-dimensional Klee-Minty cube, whereas the second is
with the roles of the two coordinates exchanged. The sink, in both cases, is
at ∅. Similarly on the lower row, we have an illustration of K2 and K3 which
have their source at ∅.
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n+1
U

U
n+2

A0
U0

U

Figure 4.10: An illustration of the (n + 2)-AUSO C depicted as four n-faces
connected by coordinates n + 1 and n + 2. The label in each of the four faces
indicates according to which AUSO it is oriented.

The dimension of C is now n + 2. The second step of the construction
is to reorient the face A0 = F ([n], ∅) (the lowermost n-face). The latter
is a hypersink and, thus, we can reorient it according to the Hypersink
Reorientation Lemma 2.11. The AUSO we choose to orient A0 with is
U 0 ; this is a rotation of U that has its source at ∅ (where the sink is
for U ). After performing the hypersink-reorientation in A0 we have the
final orientation for C. Please look at the illustration in Figure 4.10.
We note that this is also A1 . If we had that l = 1, our construction
would have been concluded.
n+1
U

U
n+2

U

U

Figure 4.11: Similarly to the previous figure, an illustration of C 0 .

For the rest we assume that l ≥ 2. The third (and final) step of
the construction is formally defined in Algorithm 2. As a preparatory
step, we construct a new (n + 2)-dimensional AUSO C 0 , by applying
Lemma 2.9 on U . Note that C 0 is different and independent from C;
we need both to build our construction. Again, we take 4 copies of U
and connect every vertex u of U with Bu = K2 if |u| is even and with
Bu = K3 if |u| is odd. An illustration of C 0 can be found in Figure 4.11.
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Then, we use Algorithm 2 to finish up the construction. This algorithm
takes C = A1 and builds iteratively A2 , . . . , Al . The iterative process
(Lines 3-11 of Algorithm 2) is run l − 1 many times. At the beginning
we set A1 to be equal to C.
1
2
3
4
5

6
7
8
9

10
11
12
13

Set index j = 1;
Set A1 ← C;
while j < l do
Let Cj0 be the forward uniform (n + 1 + j)-AUSO;
In Cj0 reorient the (n + 2)-face F ([n + 2], [n + j + 1]), the
uppermost (n + 2)-face in Cj0 , according to C 0 ;
Connect Aj with Cj0 by adding one new coordinate c = n + 2 + j;
Direct all edges on c backwards, i.e. towards Aj ;
Consider the n-face F ([n], [c]), the uppermost n-face;
Flip all the edges on coordinate c that are incident to face
F ([n], [c]). Now they are forward, pointing towards F ([n], [c]);
The result is Aj+1 ;
j ← j + 1;
end
D ← Aj ;
Algorithm 2: Construction of D from C
The result after the third step of the construction is Al of dimension
n + l + 1. This is the orientation D from the statement of Lemma 4.26.
We illustrate the construction with an example for l = 2 in Figure 4.12.
A more detailed illustration, for l = 4, can be found at the end of this
section (Figure 4.17). It remains to prove that the orientation D is
indeed an AUSO.
Lemma 4.27. D is an AUSO.
Proof. Firstly, the fact that C and C 0 are AUSO follows from the
application of the Product Lemma 2.9 with only AUSO involved. It
remains to argue that the steps in Algorithm 2 result in an AUSO.
The construction of Cj0 is described in lines 4-5. The result of line 5 is
an AUSO because we apply the Hypersink Reorientation Lemma 2.11
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U

U

n+1

U

U

U

n+3

n+2

U0

U

U

C10 = C 0
Figure 4.12: An illustration of A2 . The circles represent n-faces.

once and both USO involved, namely the forward uniform and C 0 , are
acyclic. The steps performed in Lines 6-7 definitely result in an AUSO,
since it is an application of the Product Lemma 2.9 with only AUSO
involved. Flipping the edges on coordinate c takes place in line 9. This
is safe by Lemma 2.12. As we have mentioned before, flipping edges
does not necessarily maintain acyclicity. We have argued that D is
a USO; for the last part of the current proof we argue that it is also
acyclic.
Note that A1 is acyclic by the arguments above. So, for the rest let us
assume that l > 1. For the sake of contradiction, we assume that there
is a cycle in D.
The cycle will have to use some of the edges that were flipped at line 9
of Algorithm 2. Let coordinate c, c > n + 2, be the highest coordinate
on which a flipped (forward) edge participates on the cycle. Let this
c
edge be F ({c}, u), and such that u →
− u0 . There must be a path P
from u0 to u that closes the cycle. Since no vertex in F ([n], u0 ) has
coordinate c outgoing, the path P has to use a coordinate external to
that face.
Because c is the highest coordinate participating on the cycle, the only
coordinates external to F ([n], u0 ) that can be outgoing are n + 1 and
n + 2. Moreover, it is the case that {n + 1, n + 2} ⊂ u, u0 . This means
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that edges on these coordinates must be used in both directions for
the path P . This is only possible if P also contains coordinates from
the set [n]: otherwise all edges on coordinates n + 1 and n + 2 that
are reachable from u0 have the same orientation (except from the edges
that are incident to the hypersink A0 ; but these edges cannot be part
of P ).
However, the fact that P uses edges on coordinates from the set [n]
is already a contradiction: we have that u ∩ [n] = u0 ∩ [n]; since the
orientation of every face F ([n], w) for any w 6= ∅ that is reachable from
u0 is the same (oriented according to U ) then there must be a cycle
that involves vertex u ∩ [n] in U . This contradicts the assumption of
Lemma 4.26 that U is an AUSO.

4.8.2

Existence of paths

In this section we prove a crucial property for AUSO D, which is described in Lemma 4.28 below. Let n0 = n + l + 1 be the dimension of
D. Remember that D = Al ; we prove this lemma by induction on l.
We will explicitly prove it for l = 1 in Lemma 4.29. This will be our
base case for the induction.
Let A = F ([n], [n0 ]) and let s be the sink of A; this is the uppermost nface, oriented according to U . Moreover, remember that A0 = F ([n], ∅)
is the lowermost n-face, oriented according to U 0 .
Lemma 4.28. Let v ∈ A, such that |v ⊕ s| ≥ l. For every u ∈
/ A such
that d(v, u) ≤ l, there is u0 ∈ A such that u
u0 and d(v, u0 ) ≤ l.
Here is an intuitive description of Lemma 4.28: let v be a vertex in A
that is at least l away from the sink of A. Then, for every vertex u not
in A that v can reach with a path of length at most l, there is a vertex
u0 in A such that v can reach u0 with a path of length at most l and,
furthermore, u has a path to u0 (and, so, u0 is in the same or smaller
layer as u). This means that if v is l-covered outside A, then it is also
l-covered in A. Before we prove this lemma, let us first prove the base
case for the induction.
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Lemma 4.29. Let l = 1, v ∈ A and v not the sink of A. For every
u∈
/ A such that d(v, u) = 1, there is a u0 ∈ A such that d(u, u0 ) = 2
and d(v, u0 ) = 1.
Proof. Firstly, note that in this case we deal with A1 which, by the
construction, is equal to C (is depicted in Figure 4.10). Remember
that the orientation of the edges adjacent to vertices in A that are on
coordinates n+1, n+2 depends on the parity of the Hamming distance
of these vertices to the sink of the face (which is at ∅ since A is oriented
according to U ). In the proof of this lemma and the next one when
we say the parity of |v| for a vertex v we mean the parity of |v| in the
input orientation U , i.e. the parity of |v ∩ [n]|. Here, we discuss the
case when the parity of |v| is odd; the other case is symmetric. Then,
the face F ({n+1, n+2}, v) is oriented according to K1 from Figure 4.9.
The situation is depicted in Figure 4.13.
u

w

n+1

v

A

u0

Figure 4.13: An illustration for the proof of Lemma 4.29. On the right side
we have the n-face A and on the left we have the n-face that neighbors with
A on coordinate n + 1.
n+1

We have that v −−→ u, while u ∈
/ A, as depicted in the figure above.
Since v is not the sink of A it has at least one outgoing edge, say to
vertex u0 . Clearly, the parity of vertex u0 is different than that of v.
But then the edge on coordinate n+1 is incoming for u0 . Let w be such
n+1
that w −−→ u0 . The four vertices v, u, w, u0 form a 2-face for which the
sink is u0 . It follows that d(u, u0 ) = 2.
With Lemma 4.29 at hand, we are ready to prove Lemma 4.28.
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Proof of Lemma 4.28. We prove this lemma by induction on l. The
base case is l = 1, which we proved with Lemma 4.29. As before, we
denote with A the n-face F ([n], [n0 ]). In addition, let us denote two
of its neighboring n-faces explicitly, S1 = F ([n], [n0 ] \ {n + 1}) and
S2 = F ([n], [n0 ] \ {n + 2}). Please take into account Figure 4.14.
S1
U

n+1

A
U

n+2

S2
U

U

Figure 4.14: An illustration of the (n + 2)-face F ([n + 2], [n0 ]). The n-faces
A, S1 and S2 are explicitly noted.

Let v ∈ A. The only vertices in N + (v) \ A are in S1 and S2 . This
is because every vertex in face A has outgoing external edges only on
coordinates n + 1 and n + 2 by the construction. Firstly, we prove that
the lemma holds in the case u ∈ S1 . By a symmetrical argument the
same can be proved when u ∈ S2 . After that, we will prove the lemma
in the case that u is not in S1 or S2 .
So, let u ∈ S1 such that d(v, u) ≤ l. Let w be the other endpoint of
the edge F ({n + 1}, u). We have two cases: The first is that |w| has
different parity than |v|. In this case, the edge F ({n+1}, u) is incoming
for w and, hence, the lemma holds with u0 = w. The other case is that
|w| has the same parity as |v|. Then the edge F ({n + 1}, u) is outgoing
for w. However, since w is not the sink of A (because d(v, s) ≥ l and
d(v, w) ≤ l − 1), there is a vertex w0 ∈ A such that w → w0 . Clearly,
|w0 | has different parity from |w| and, thus, from |v|. This means that
the edge F ({n + 1}, w0 ) is incoming for w0 . Therefore, there is a path
u
w0 . Then, d(v, w0 ) ≤ l and the lemma holds with u0 = w0 . In
Figure 4.15, we include an illustration of the arguments used here.
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S1









l−1 







A
v

n+1

u

w
w0

Figure 4.15: An illustration of the paths for u ∈ S1 .

It remains to argue about the case that u is not in S1 or S2 . So,
consider that u is in n-face S = F ([n], u) (different than S1 and S2 ).
The only outgoing edges incident to v are on coordinates n + 1 and
n + 2 and, thus, the only way that a path starting from v can get out
of the (n + 2)-face F ([n + 2], [n0 ]) is through S1 or S2 .
Then, let j, l > j ≥ 1, be as large as possible such that Al−j contains
u. This means that the path v
u contains at least j coordinates not
in the set [n + 2]. Let this set of coordinates be H; formally:
H = (v ⊕ u) ∩ {n + 3, . . .}, |H| ≥ j
Moreover, consider the n-face Au = F ([n], v \ H) which is the n-face
corresponding to A in Al−j . Let v 0 = v∩Au be the vertex corresponding
to v in Au . We have that v 0 , u ∈ Al−j and d(v 0 , u) ≤ l − j, since
d(v, u) = d(v, v 0 ) + d(v 0 , u). By the inductive hypothesis we can apply
the lemma statement to vertices v 0 and u, with l0 = l − j in the place
of l. This means that either u is already in Au or there is a vertex
u00 ∈ Au such that d(v 0 , u00 ) ≤ l0 and u
u00 .
By the flipped edges that where installed at Line 8 of Algorithm 1, we
have that there is a path of forward edges from u00 to a vertex u0 ∈ A.
To be more exact, there is a path:
n0 −j+1

n0

u00 −−−−−→ . . . . . . −→ u0
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Since d(v 0 , u) ≤ l − j, it follows that d(v, u0 ) ≤ l − j which proves the
inductive step.

4.8.3

The lower bound

Consider the sink s of A = F ([n], [n0 ]). Obviously, |s ∩ [n]| = 0 is even
and the edge F ({n + 1}, s) is incoming for s. Actually, s is a facet
sink in Al and the only outgoing edge is F ({n + 2}, s). Remember that
n0 = n + l + 1. There exists the following path s
∅:
n+2

n0

n0 −1

n+3

n+1

s −−→ s \ {n + 2} −→ s \ {n + 2, n0 } −−−→ . . . −−→ {n + 1} −−→ ∅
If l = 1 then the above path consists of only the first and last edge (as
depicted above). Let us name this path P : it goes through the last
(l + 1) coordinates. In addition, every vertex on the path, except ∅, is
a facet sink; the only outgoing edge for every vertex on P (except ∅)
is the one depicted above. The last vertex on the path is the source of
the face A0 = F ([n], ∅), the lowermost n-face. This is because of the
hypersink reorientation that installed U 0 in A0 .
Proof of Lemma 4.26. The sink of U and the source of U 0 is at ∅. Let
D be the AUSO Al . The n-face A is oriented according to U , and A0 ,
oriented according to U 0 .
Consider a (k 0 , l)-layering L = {L0 , . . . , Lk0 } of D. Since U is (k, l)layered we have that k 0 ≥ k. Since A0 is a hypersink in D, we have
that its vertices span at least k layers of L; in particular, the source ∅
of A0 is in layer Lk . In addition, every vertex u ∈
/ A0 has a path to ∅:
Since A0 is a hypersink every vertex that is not in A0 has a path to A0 .
Every n-face F ([n], u) that is oriented according to U has its sink at
its lowermost vertex. Thus, every vertex in such a face has a path to
a vertex u0 , such that u0 ∩ [n] = ∅ which, in turn, has a path to vertex
∅. Finally, every vertex in a face that is not oriented according to U ,
has a path to face A and the same argument as before can be applied.
It follows that every vertex u ∈
/ A0 is in a layer Lj with j ≥ k.
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Now consider the set of vertices on the path P , as defined above. These
can only reach vertices that are in A0 ∪ P . Let s = {n + 1, . . . , n + l + 1}
which is the sink of A. Since d(s, ∅) = l + 1 we have that s cannot
be in layer Lk . Otherwise, there would be no vertex in a smaller layer
reachable with at most l steps. We conclude that the smallest layer
that can contain s, is Lk+1 .
Moreover, we have (by Lemma 4.28) that every vertex v ∈ A such that
|v ⊕ s| ≥ l must be l-covered in A (if the vertex is l-covered outside of
A then it is also l-covered in A). However, a vertex u ∈ A such that
|v ⊕ s| ≤ l − 1 might be l-covered outside of A. In fact, it might be the
case that u is in the same layer as s in L. Look at Figure 4.16 for an
illustration.
A

v

l−1

u
s

Figure 4.16: An illustration of the face A. Its sink is s. Vertex v is such
that |v ⊕ s| ≥ l, while vertex u is such that |v ⊕ s| ≤ l − 1.

We are now ready to prove that k 0 ≥ 2k. For the sake of contradiction,
let us assume that k 0 ≤ 2k − 1.

Consider the subset L0 ⊂ L of layers which contain vertices from A.
The lowest layer in L0 is Lk+1 . Based on the assumption k 0 ≤ 2k − 1,
we will construct a (k 00 , l)-layering L00 = {L000 , . . . , L00k00 } for U such that
k 00 ≤ k−1. For every vertex w ∈ A such that w ∈ Lj , the corresponding
vertex in U , i.e. w ∩ [n], is in layer L00j−k . The only exception to this
rule is the sink of U which goes in layer L000 . This constitutes L00 . Since,
the largest layer in L is Lk0 then the largest layer in L00 is L00k00 , where
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k 00 = k 0 − k ≤ k − 1.

It remains to prove that L00 is indeed a (k 00 , l)-layering for U . Consider
v ∈ A such that |v ⊕ s| ≥ l and let v 0 be the corresponding vertex in U ,
i.e. v 0 = v ∩ [n]. Let w ∈ A be a vertex that l-covers v according to L.
This has to exist by Lemma 4.28. Similarly, let w0 be the corresponding
vertex in U . Then, w0 l-covers v 0 in U according to L00 .

Let u ∈ A be such that |v ⊕ s| ≤ l − 1 and let u0 be the corresponding
vertex in U . If u is l-covered by a vertex in A (w.r.t. L), then the
corresponding vertex covers it also in U (w.r.t. L00 ). However, as we
discussed above, u might only be l-covered by a vertex w ∈
/ A. Since
|u ⊕ s| ≤ l − 1, this would imply that u is in the same layer as s (w.r.t.
L). Then in L00 , u is in a layer L00j , j ≥ 1. Thus, it is (l − 1)-covered
by the sink of U which is in L000 .
We conclude that every vertex in U is l-covered under L00 . In addition,
there is no path from a vertex of a lower layer to a vertex of a higher
layer as then the same path would also cause a problem in L. It follows,
that L00 is a (k 00 , l)-layering, with k 00 ≤ k−1. This contradicts our initial
assumption that U is (k, l)-layered.
Therefore, every (k 0 , l)-layering of D has k 0 ≥ 2k.

Starting with a suitable base case, Lemma 4.26 yields a series of AUSO
which causes the number of layers to be doubled with adding l + 1
coordinates at every step. This gives rise to Theorem 4.25.

U0

U

A0

n+1

U

n+2

U

n+3

U

U

U

U

U

U

n+4

U

U

C10 = C 0

A3

n+5

U

U

U

U

A

Figure 4.17: An illustration of D = A4 , with l = 4, of dimension n + 5. As before, the circles represent n-faces.
We explicitly label the 5 new coordinates. Moreover, we label intermediate steps A1 and A3 (A2 can be found
in Figure 4.12). In addition, we show Cj0 for every j = 1, . . . , 3. Finally, A0 = F ([n], ∅) is the hypersink oriented
according to U 0 and A = F ([n], [n + 5]) is the n-face from the statement of Lemma 4.28. The orientation of some
of the n-faces is labeled (as U or U 0 ); for every unlabeled n-face the orientation is forward uniform.

A1 = C

C20

C30
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CHAPTER

5

Exponential paths for memory-based pivot rules

This chapter is based on [79] by A. Thomas. A full version of the
extended abstract [79] is also available [80].

5.1

Introduction

In this section we provide exponential lower bounds, on AUSO, for
three history-based pivot rules: Zadeh’s least entered rule, Johnson’s
least-recently basic rule and Cunningham’s least-recently considered
(or round-robin) rule. The work of this chapter was directly inspired
and answers open questions from earlier work.

Prior work and open questions. As mentioned in the first chapter, these rules where originally introduced to solve LP and, thus, to run
on general polytopes. In this chapter we follow the work of Aoshima et
87
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al. [3] who take the natural definitions of these algorithms on the hypercube. Moreover, they explore the possibility that there exist AUSO
on which history-based pivot rules take a Hamiltonian path. They
prove, with the help of computers, that Zadeh’s pivot rule admits such
Hamiltonian paths up to dimension 9 at least. On the contrary, they
show that Johnson’s rule (among others) does not admit Hamiltonian
paths and, so, they ask if it admits exponential paths on AUSO.
Recently, Avis and Friedmann [5] gave the first exponential lower bound
for history-based rules. Namely, they prove an exponential lower bound
for Cunningham’s rule on binary parity games (definitions in [5]). Their
constructions translate immediately to linear programs and also AUSO,
for which the lower bound is Ω(2n/5 ). The constructions of [5] are very
complicated and, thus, the authors ask if it is possible to prove exponential lower bounds for this rule, on AUSO, in a simpler manner.
Moreover, they compare their construction to the one for Zadeh’s rule
[21]. The latter gives a family of non-binary parity games (which correspond to linear programs), where√Zadeh’s rule takes a subexponential
number of steps, of the form 2Ω( n) (where n is the number of variables of the LP). Although binary parity games correspond directly to
AUSO, the same is not known for non-binary ones. Hence, Avis and
Friedmann ask [5] if superpolynomial lower bounds for Zadeh’s rule exist also on AUSO. In addition, Friedmann’s lower bound [21] is based
on a tie-breaking rule which is artificial in the sense that it always
works in favor of the lower bound designer. It is not described in the
paper because, as the author writes, it is “not a natural one”. Thus,
he raises the question [21] of whether it is possible to obtain a lower
bound with a natural tie-breaking rule.
Finally, Avis and Friedmann write [5]: “More generally it is of interest
to determine whether all of the history based rules mentioned in [3]
have exponential behaviour on AUSO”.
Our results. In this chapter, we report three lower bounds for the
aforementioned rules, on AUSO. In Section 5.2, we give an exponential lower bound for Johnson’s rule. To the best of our knowledge,
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this is the first superpolynomial lower bound for this algorithm in
any context. Our proof is via some simpler-looking algorithms and
on the way we also achieve a simpler proof (which also happens to be
slightly improved) for the exponential lower bound for Cunningham’s
rule. Moreover, we give an exponential lower bound for Zadeh’s rule,
in Section 5.3. This has a number of advantages compared to the
known construction: Firstly, it is exponential, whereas Friedmann’s
lower bounds [21] are subexponential (also, those do not translate to
AUSO). Secondly, our constructions are much simpler to describe. Finally, it is based on a tie-breaking rule that is essentially as simple as
possible: a fixed ordered list. These two lower bounds constitute the
main results in this chapter.
Therefore, we answer to the positive all the questions described in the
previous paragraph.

Lower bounds on AUSO. It is not clear if our constructions can
be realized as LPs. However, the abstract setting allows for simpler
proofs that are easy to communicate. We, thus, believe that such
constructions are relevant for understanding the behavior of the pivot
rules we study and the ideas could be used for the design of LP-based
exponential lower bounds.
For example, the first subexponential lower bounds for Random Facet
[54] and for Random Edge [57] were both proved by AUSO constructions. Indeed, as we have already mentioned, for these two rules subexponential lower bounds have been later proved on actual LP [22]. The
most recent lower bound on AUSO was by Hansen and Zwick in 2016
[44], where they improve the subexponential lower bound for Random
Edge. For the sake of completeness let us restate that for this rule
non-trivial exponential upper bounds are known in the general case
[42] and under assumptions (see Chapter 4).
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Exponential lower bound for Cunningham’s
and Johnson’s rule

In this section we will prove exponential lower bounds for Cunningham’s and Johnson’s rule. Our strategy is to provide one lower bound
construction for both algorithms. Firstly, in Section 5.2.1, we will formally define the two algorithms and explain the general approach. Secondly, in Section 5.2.2, we will define two simpler-looking algorithms
and prove the exponential lower bound for those. Then, we will show
how this proof also implies lower bounds for the two rules of interest
in Section 5.2.3.

5.2.1

The rules and the lower bound strategy

In this section, we will formally introduce the two rules of interest for
which we will prove the exponential lower bounds. Let us define these
rules in the spirit of Aoshima et al. [3]. Particularly, this means that
we define these rules on the hypercube and not for general polytopes
as in the original papers that introduced them. This will also be true
for Zadeh’s rule that will be formally introduced in Section 5.3.
Firstly, let us define the concept of a direction; some of the algorithms
that we study in this chapter have memory of the directions that have
been used so far. A direction is basically a signed coordinate. Let c ∈ C
be a coordinate; two different directions correspond to c, +c and −c.
At a vertex v the direction +c corresponds to a forward edge incident
to v and −c to a backward edge. We say that a direction is available at
vertex v if the corresponding edge is outgoing. Thus, at each vertex if
a coordinate is incoming then none of the directions is available and if
a coordinate is outgoing then exactly one of the directions is available.
d
Similarly to before, we write v −
→ u, for some direction d. Note that
+c
if we have v −→ v 0 (similarly −c) then at v 0 neither +c nor −c can
be available. Generally, we denote with D ⊆ ±[n] a set of directions.
Given a set of coordinates C, we say that D is the set of directions
that corresponds to C to mean D = {−c, +c | c ∈ C}. Often, we
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use d to denote a direction without specifying its sign; in addition,
−d to mean the opposite direction and |d| to mean the corresponding
coordinate (unsigned direction). We are now ready to introduce the
two algorithms of interest.
Cunningham’s rule. Consider that the algorithm runs on an nAUSO. It has an ordered list L that contains all 2n directions; let L[k]
indicate the kth direction on the list. There is a marker µ of which
direction was used last: if direction L[k] was used at the last step
then µ = k. At the next step the algorithm will start checking the
directions on the list from L[µ + 1] in a cyclic order (so if it reaches
L[2n] it continues from L[1]) and it chooses the first available one.
Initially, µ = 2n so that the first direction that the algorithm checks is
L[1].
Johnson’s rule. Formally, for a direction d, h(d) (the timestamp)
is the last step number when |d| ∈ v if d is positive and the last step
number when |d| ∈
/ v if d is negative. Here, v is the vertex on the
path of the algorithm that corresponds to this last step and |d| denotes
the coordinate that corresponds to direction d. Note that ties are
possible only for directions d with h(d) = 0. We assume that those
are broken lexicographically. The algorithm chooses from the set of
available directions, direction d which minimizes h(d). Intuitively, the
algorithm keeps the following history: Say direction d was used at step
x and let −d be the opposite of that direction. Then, at step x we have
h(−d) = x; this will stay intact until −d is used. On the other hand,
h(d) will keep increasing to the current step until −d is used.
Example runs of the two algorithms can be found in Aoshima et al. [3]
and Thomas [80].
Following, we give some general comments and definitions that are
relevant to all our constructions, including the one for Zadeh in the
next section. All the constructions that we present in this chapter are
inductive. Let Ai be the ith step of the induction. The base case is A0 .
We call Ci a bundle of coordinates; that is the set of coordinates that
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was added at the ith step of induction
S (and C0 are the coordinates of
the base case). Also, define Ci+ = ik=0 Ck . Then, Di denotes the set
of directions that corresponds to Ci and, similarly, Di+ to Ci+ .
Let vi0 be the starting vertex for Ai . Consider that there is a token,
which is initially on vi0 , and at every step moves according to the choice
of the given algorithm. The path that the token takes from vi0 to the
unique sink of Ai is denoted with Pi ; its length is denoted with |Pi |.
In addition, let us denote with si the sink of Ai .
To construct Ai+1 from Ai , we take 2m copies of Ai and connect their
vertices with m-dimensional connecting frames, for some constant m
(Lemma 2.9). Afterwards, we perform one reorientation (using either
Lemma 2.11 or Lemma 2.12). The token starts at the starting vertex
0
vi+1
and walks on a path P (in Ai+1 ) until it reaches a vertex that
has all coordinates from Ci+ incoming. This vertex corresponds to
the sink of some copy of Ai . If we project the path P to only the
coordinates from Ci+ we get exactly Pi . Then, the token will be taken
in a hypersink where the idea is to prove that if we project the rest
of the token’s path to the global sink, to only the directions from Ci+ ,
we get again Pi . Thus, |Pi+1 | > 2|Pi |. Let T (n) denote the length of
the corresponding paths on an n-AUSO. The recursion we get then is
T (n + m) > 2T (n). This gives rise to exponential lower bounds of the
form 2n/m . For Cunningham’s and Johnson’s rules (and two others
that we will see in the next section) the constant is m = 3 and for
Zadeh’s m = 6.

5.2.2

Proving the lower bound for two list based rules

In this section we will demonstrate a lower bound strategy on AUSO for
two list based rules. A list based rule is one that maintains an ordered
list of the coordinates (or directions) and at every step it chooses the
first available one and updates the list. The initial state is described
by the starting vertex v 0 with the starting list L0 . Then after step
i, the state of the algorithm is described by v i , Li . The final piece
missing to completely define such an algorithm is the way the list is
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being updated. We will now formally define two such algorithms, for
which we will prove exponential lower bounds in this section.
Least Recently Used Coordinate. This is possibly the most natural coordinate list based rule. It updates its list as follows: after every
step move the used coordinate to the end of the list. Formally, if the
c
ith move of the algorithm is to take edge v →
− u, then list Li is derived
from Li−1 by moving c to the end. Let us call this algorithm Least
Recently Used Coordinate (LRUC).
Least Recently Considered Coordinate. This algorithm keeps a
fixed cyclic order of the coordinates. After each coordinate is considered, regardless of it being used or not, it is moved to the end of the
list. This way the cyclic order of the coordinates remains fixed. Let
us call this algorithm Least Recently Considered Coordinate (LRCC).
Note that it is the coordinate version of Cunningham’s rule.
In this section we will demonstrate a method that will lead to the proof
of the following theorem.
Theorem 5.1. There exist n-AUSO such that LRUC and LRCC, with
a suitable starting vertex and list, take a path of length at least 2n/3 .
Let us now describe the general strategy for the proof of the above
theorem. As we have already mentioned, the construction is inductive.
The base case A1 is any 3-AUSO and the starting vertex v00 is any vertex
of A1 different than the sink. Again, consider that there is a token on
the starting vertex, which then moves according to the algorithm.
To construct Ai+1 from Ai we take 8 copies of Ai , which we connect with three different 3-dimensional frames F1 , F2 and F3 (to be
described later) such that all of them have their sink at the vertex ∅.
This is possible by applying the Product Lemma 2.9. A depiction is
provided below with Figure 5.1. Afterwards, we will use the Hypersink
Reorientation Lemma 2.11 to embed a rotation of Ai in the lowermost
|Ai |-face, noted as H in the figure.
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The idea is that the token will keep moving in the numbered faces in
the figure until it reaches the sink of Ai for the first time. During this,
it will have spanned the path Pi on the coordinates from Ci+ . Then,
the token will go in the hypersink, face H . Therein, it will span once
more that path Pi .
Let us define some notation in reference to the figure below; this will
be used in the rest of this chapter. As before, an AUSO (in the figures
of this section 3-AUSO) is given as a collection of 2-faces on the first
two coordinates. All coordinates are labeled. Each square represents a
face on coordinates Ci+ . The numbers are indicating in which order the
token will visit them. We refer to these faces in the text; for example,
we write 1 (in reference to the corresponding figure; here, in reference
to Figure 5.1) to mean the face F (Ci+ , {c1i+1 , c3i+1 }). Given a vertex v,
we write v⊥ 1 to mean the vertex v 0 ∈ 1 , such that v ∩ Ci+ = v 0 ∩ Ci+
(the corresponding vertex in 1 ). Moreover, we write 1
5 to mean
a path from a vertex in 1 to the corresponding vertex in 5 , using
only directions from Di+1 . In this case, the exact vertices will be clear
from the context. The face B is the one that contains the balancing
gadget, which is installed by use of Lemma 2.12. In the construction
of this section H is a hypersink (has all edges external to the face
incoming). In the construction of Section 5.3 there is no hypersink,
but there is a face B which contains a balancing gadget (this will be
defined in the next section).
4
c2i+1
H

5

3
c3i+1

c1i+1
6

2

1

Figure 5.1: An overview of how Ai+1 looks like. The face H will be a
hypersink. The role of the numbered faces 1 , . . . , 6 will become clear in
the analysis of the first phase.
0
The starting vertex will be vi+1
= vi0 ⊥ 1 . The initial list Li+1 will
be lexicographically ordered. By lexicographic order here we mean
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0

that ckj comes before ckj if k < k 0 (in the same bundle smaller-index
0
coordinates come first) and ckj comes before ckj 0 (bundles with smaller
index come first).
We split the analysis of the execution of the algorithm in two phases.
0
The first phase starts at the initial vertex vi+1
and lasts until the token
t reaches a vertex which has all edges on coordinates Ci+ incoming for
the first time (that would be the vertex that corresponds to sink si of
Ai ). During the first phase the following invariant is maintained:
Invariant 1. Outer steps (from coordinates in Ci+1 ) always come in
consecutive triples c1i+1 , c2i+1 , c3i+1 and each triple is preceded by at least
one inner step (from coordinates in Ci+ ).
In particular, Invariant 1 dictates that the coordinates from Ci+1 will
be always in consecutive lexicographic order (c1i+1 , c2i+1 , c3i+1 ) in the list
during the first phase. This is true for both LRUC and LRCC.
The second phase of the algorithm starts after the first phase is finished
and lasts until the end of the execution of the algorithm. We will now
prove the following lemma which will eventually lead to the proof of
Theorem 5.1.
Lemma 5.2. Consider either LRUC or LRCC and let P be the path
it takes in n-AUSO A. Then, there is (n + 3)-AUSO A0 such that the
same algorithm will take a path of length at least 2|P |.
As a first step towards the proof of Lemma 5.2, let us describe the three
connecting frames F1 , F2 and F3 , which we mentioned earlier. For the
first two we provide an illustration with Figure 5.2. F3 is simply the
backwards uniform orientation.
The construction is then considered as an adversary argument. Firstly,
for the starting vertex of Ai we use F1 and for the sink of Ai we use F3
as the connecting frame. Every time the algorithm is in 1 and uses
a direction from Ci+ , we change (or keep) the connecting frame to F1 .
Similarly, when the algorithm arrives in 4 and uses a direction from
Ci+ , we change the connecting frame to F2 (except if the algorithm has
reached the sink of Ai ). This operation is consistent with Lemma 2.9:

96

Exponential paths for memory-based pivot rules

F1 :

4
c2i+1

3
c3i+1
c1i+1
2

H

F2 :

4
c2i+1
H

1

5
c3i+1
c1i+1
6

1

Figure 5.2: The 3-AUSO F1 and F2 , used as connecting frames, are given
c1i+1

c2i+1

c3i+1

in this figure. F1 has a directed path 1 −−−→ 2 −−−→ 3 −−−→ 4 and F2
c1i+1

c2i+1

c3i+1

has a directed path 4 −−−→ 5 −−−→ 6 −−−→ 1 .

Every vertex is connected with the corresponding frame. The result of
this operation is A0i+1 which is not the final AUSO.
The final step for the construction of Ai+1 is to use Lemma 2.11 to
embed Āi in the face H . Āi is a rotation of Ai which will be defined
below in the analysis of the second phase.

First phase. We will give a simple step-by-step analysis of the run of
the algorithm for the first phase. The token is initially at the starting
0
vertex vi+1
= vi0 ⊥ 1 and the initial list Li+1 is ordered lexicographically. Since the starting vertex is not the sink of Ai coordinates from
Ci+ are initially available. In detail:
(1) The token is in 1 . Coordinates from Ci+ will be used, since
they have priority in the list. After some steps, the first available coordinate is from Ci+1 . The connecting frame will be F1 .
By the invariant, the coordinates from Ci+1 will come in consecutive lexicographic order in the list. The token then takes a path
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c2i+1
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c3i+1

1 −−→ 2 −−→ 3 −−→ 4 .
(2) The token is now in 4 . Again, coordinates from Ci+ will be used,
since they have priority in the list. After some steps, the first
available coordinate is from Ci+1 and the connecting frame will
be F2 . By the invariant, the coordinates from Ci+1 will come in
consecutive lexicographic order in the list. The token then takes a
c1i+1

c2i+1

c3i+1

path 4 −−→ 5 −−→ 6 −−→ 1 .
I Note that in both cases above Invariant 1 is maintained.
(3) The algorithm will keep looping between steps (1)-(2) until the
token reaches a vertex vsi such that s(vsi ) ∩ Ci+ = ∅ (equivalently,
vsi ∩ Ci+ = si ) for the first time. That is a vertex that corresponds
to the sink of Ai . When this vertex is reached the first phase is
concluded.
Second phase. The first phase ends with the token being on the
sink of Ai in either 1 or 4 (by Invariant 1, coordinates from Ci+ are
only used in these two faces). At that vertex the connecting frame is
F3 , the backward uniform orientation, which will take the token to the
hypersink H (since only outer steps are possible). The orientation in
H will be fixed to Āi which, as we have mentioned before, is a rotation
of Ai .
The algorithm arrives in H at the vertex v (in this case v = si ⊥ H , the
vertex that corresponds to the sink of Ai ). At this point we disregard
the coordinates from Ci+1 as they will not be available again. Thus, we
talk about the current list of the algorithm as if it is a permuted version
of Li . In reality it also contains the coordinates from Ci+1 which we
can ignore since in both LRUC and LRCC, their presence does not
affect the relative order of the other coordinates in the list. So, let the
list at this stage be π(Li ) = π(c10 ), π(c20 ), π(c30 ), . . . , π(c1i ), π(c2i ), π(c3i ),
where π is a permutation of the elements in Ci+ and π(L), for a list L,
is the list derived from applying the permutation at every element (as
above). Moreover, let us define π(u) = {π(cj )|cj ∈ u} for a vertex u.
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The goal is to make Āi look from v with list π(Li ) as Ai looks from
vi0 with list Li . This is achieved through the isomorphism R (please
remember that ⊕ represents the symmetric set difference):
R : w 7→ π(w ⊕ vi0 ) ⊕ v
We have w0 = w ⊕ {c} ⇔ R(w0 ) = R(w) ⊕ {π(c)} as a consequence
of the above definition. Hence, R is indeed a cube isomorphism. To
completely define Āi let us now describe its orientation as follows:
π(c)

c

R(w) −−→ R(w0 ) ⇔ w →
− w0

(5.1)

where the left hand side of (5.1) corresponds to the orientation of an
edge of Āi and the right hand side to the orientation of an edge of Ai .
Then, we can say that Āi = R(Ai ).
The effect is that the algorithm starting at v in Āi with order list π(Li )
behaves exactly like the algorithm starting at vi0 in Ai with Li . It is
simple to argue about this inductively. Firstly, for the base case we have
that the starting vertex in Āi is such that v = R(vi0 ) (by the definition
of R). Then, and the initial list is π(L0i ). Then, consider the algorithm
c
running in Ai : let v k →
− v k+1 being one move of the algorithm. Before
the move is executed the list is Lki and after it is Lk+1
; the latter
i
has c at the end. Then, let us assume that the algorithm running in
Āi at step k is at vertex R(v k ) with list π(Lki ) (so, exactly the state
corresponding to v k , Lki ). Then, the first available coordinate will be
π(c)

π(c). The algorithm will take a step R(v k ) −−→ R(v k+1 ), by (5.1). In
addition, it is the case that if we move π(c) to the end of π(Lki ) we get
π(Lk+1
). This argument shows that the algorithm will take exactly
i
the same (up to the isomorphism) path in Āi as in Ai . The proof of
Lemma 5.2 is now concluded.
Putting it together. With Lemma 5.2 at hand, we have that, for
any algorithm that satisfies the condition in the statement of the lemma,
we obtain the recursion T (n+3) > 2T (n) for the size of the paths it will
span on the lower bound constructions. In particular, notice that both
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LRUC and LRCC maintain the invariant when the initial list is ordered lexicographically. With any suitable base case, this immediately
implies Theorem 5.1.

5.2.3

About Cunningham’s and Johnson’s rules

We now want to apply this lower bound to the two main rules of interest
of this section, namely Cunningham’s and Johnson’s rule.
A lower bound for LRCC implies a lower bound for Cunningham’s rule. This is actually quite easy to see. Let A be an
AUSO and v 0 the starting vertex. Assume the initial list of LRCC
is (c1 , c2 , . . . , cn ). Then, Cunningham’s rule on A with initial list
(+c1 , −c1 , +c2 , −c2 , . . . , +cn , −cn ), starting from vertex v 0 will follow
exactly the same path as LRCC.
Johnson’s rule is equivalent to LRUC. Let us, firstly, define the
concept of possible direction that will help us to show the equivalence.
We say that a direction d is possible at vertex v when |d| ∈ v, if d
is negative, and when |d| ∈
/ v, if d is positive. For every coordinate,
exactly one of the two corresponding directions is possible at vertex
v. By the definition of function h for Johnson’s rule it follows that at
every step only possible directions are relevant: Assume the algorithm
is at timestamp t (after the tth move); then all possible directions have
timestamp at most t and all the non-possible ones have timestamp
exactly t. In particular, from the possible directions only the opposite
of the last direction used (which cannot be available) has timestamp t.
Then, let the current timestamp be t and let the current vertex be
v t . Let Lth be the list derived from history h, at timestamp t, in
the following way: Consider the set of possible directions at v t ; then,
Lth = (|d1 |, . . . , |dn |) such that h(di ) < h(di0 ) for i < i0 (or ordered
according to the tie-breaking rule if h(di ) = h(di0 ) = 0). So, Lth is an
ordered list of the coordinates. By definition, the algorithm will use
the first available coordinate from the list and, specifically, the possible
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direction that corresponds to that coordinate at v t . Let this be dj , such
dj

that v t −→ v t+1 . At v t+1 , we have h(dj ) = h(−dj ) = t + 1. This means
is the list derived from Lth by moving |dj | to the end. It
that Lt+1
h
follows that the two algorithms are equivalent.
From the above discussions, we can conclude that our lower bound
method of this section gives rise to exponential lower bounds for both
rules of interest. Our results are summarized in the following theorem.
Theorem 5.3. There exist n-AUSO such that Cunningham’s and Johnson’s rule, take paths of length at least 2n/3 .

5.3

Exponential lower bound for Zadeh’s Rule

Theorem 5.4. There exist n-AUSO such that Zadeh’s rule, with a
suitable starting vertex and tie-breaking rule, takes a path of length at
least 2n/6 .
In this section we will prove the above theorem. Firstly, let us define
formally Zadeh’s least entered rule. Consider that the algorithm runs
on an n-AUSO. It maintains a history function h which is defined on
all 2n directions. Given a direction d, h(d) is the number of times the
direction d has been used. At the beginning h(d) = 0, for all d. At
every step the algorithm picks one direction from the set of available
ones that minimizes the history function. In addition, there is a tiebreaking rule: this is an ordering of the directions and is invoked only
in case more than one have the minimum history size. As we have
already mentioned, our lower bound construction will have the simplest
possible tie-breaking rule, an ordered list which will be given explicitly.
This is in contrast to the lower bounds by Friedmann [21].
Secondly, let us define some tools that we will use for the analysis
of the algorithm. We have a balance function b, defined on all the
2n directions. Let dmax be the most used direction; then, b(d) =
h(dmax ) − h(d). This means that direction d has been used b(d) less
times compared to dmax . We say that a direction d is imbalanced when
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b(d) > 0 and that a set of directions D is balanced when b(d) = 0, for
all d ∈ D. We also define a balance function on any subset of directions:
Given set D we define b(D, d) to be the balance of direction d w.r.t.
the directions from D, i.e. the defining coordinate is now dmax ∈ D.
Furthermore, we define the concept of saturation. This is with regards
to the history and the current vertex in the algorithm run. Given a
set of directions D and a vertex v we say that v is D-saturated when
for every d ∈ D with b(d) > 0, the direction d is not available for v.
It follows that if a vertex v is D-balanced (i.e. D is balanced at that
vertex), then v is also D-saturated.
The construction
is inductive. Let Ai denote the ith inductive
step. The base case, A0 , is a 6-AUSO. This will be described later with
Figure 5.5. Following, every inductive step adds 6 new dimensions. As
before the bundle of coordinates Ci is the one added at the ith step
of induction (and C0 is the bundle for the base case). Also, with
Di we denote the directions that correspond to Ci and, similarly, for
Di+ . Thus, the AUSO Ai is 6(i + 1)-dimensional and the coordinates
that describe it are in the set Ci+ . For each Ai , the starting vertex is
vi0 = {c20 , . . . , c2i }.
Let us now describe how to construct AUSO Ai+1 from AUSO Ai . Let
the new bundle of coordinates be Ci+1 . We call IN the set of directions
Di+ and OU T the set of directions Di+1 . At every inductive step, the
tie-breaking rule will be formed such that the directions from IN have
priority over the ones from OU T . Thus, directions Dk have priority
over the ones from Dk0 , if k < k 0 .
0
The starting vertex for Ai+1 is v 0 = vi+1
= {c20 , . . . , c2i+1 }. Similarly to
the previous section, the first part of the construction is interpreted as
an adversary argument. To construct A0i+1 (not the final construction)
we take 26 = 64 copies of Ai and use three different 6-AUSO as connecting frames, utilizing Lemma 2.9. The frames F1 , F2 and F3 are given
in Figures 5.3 and 5.4. The fact that these frames are 6-AUSO can be
verified by inspection. For each vertex on the path of the algorithm we
choose the connecting frame according to the following rule:
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(1) We connect with F1 vertices that are not IN -saturated;
(2) We connect with F2 vertices that are IN -saturated;
(3) For the sink si of Ai we use F3 .
Note that the connecting frame is not important for vertices that are
not on the path of the algorithm. For the sake of completeness let us
connect these vertices using F3 as the connecting frame. The latter is
12 , has its sink at 12 and all other
a 6-AUSO that has a path 1
edges are forward. It will is described pictorially in Figure 5.4.
The result of this operation is A0i+1 . The latter is acyclic since it
arises by applying only Lemma 2.9. To obtain our final construction,
it remains to perform one reorientation. Namely, the balance-AUSO
will be embedded in the face B = F (Ci+ , {c1i+1 , c2i+1 , c3i+1 }), shown in
Figure 5.3. The balance-AUSO is the uniform 6(i+1)-AUSO which has
its sink at the vertex vi0 . Formally, the outmap of vertex v = v 0 ⊥ B
is such that s(v) ∩ Ci+ = ∅. The result of that reorientation will be the
final AUSO Ai+1 . Firstly, let us argue that Ai+1 is acyclic.
Lemma 5.5. Ai+1 is acyclic.
Proof. We already mentioned above that A0i+1 is acyclic; it remains
to argue that after the reorientation of B doe not introduce any cycles. Note that B has only forward edges incident on the coordinates
from Ci+1 in all three frames. From B there are paths to vertices
in faces from the set S1 = { 1 , . . . , 12 }; those are the only vertices
reachable from B that have incident backward edges on coordinates
from Ci+1 . However, in none of the frames there is path from any faces
in set S1 to some face from the set S2 = { 1 , . . . , 12 } ∪ {F (Ci+ , ∅) ∪
F (Ci+ , {c2i+1 , c3i+1 })}. The set S2 contains all the faces which have vertices with paths to B (in all three connecting frames). Therefore,
there is no cycle involving B and, then, Ai+1 is acyclic.
Secondly, let us give the figure that describes the frames F1 and F2
(Figure 5.3).
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Figure 5.3: Both orientations F1 and F2 are given in this figure. For simplicity, only the backward edges are explicitly oriented; every other edge is
forward. The frame F1 includes the dashed backward edges but not the dotted ones; F2 includes the dotted backward edges but not the dashed ones.
The solid backward edges are included in both frames. It can be verified by
inspection that these are indeed 6-AUSO.

In reference to Figure 5.3, let us present the intuitive idea of this lower
bound: The token will walk (in a projected way) along path Pi , while
walking between 1 and 12 . Then, it will go back to the start of Pi
in the balance-AUSO B . Then, it will walk the path Pi once again
(in a projected way), while walking between 1 and 12 .
The frame F3 , which is used to connect the vertices that correspond
to the sink si of Ai , is presented in the next figure (Figure 5.4). Note
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that the sink of the frame is at 12 , which also places the global sink
of Ai+1 in 12 . The frame F3 has two useful properties. The first is
that it has only forward edges attached at 1 . This will take the token
from there to B (w.r.t. the tie breaking rule). The second is that
there exists the same path 1
12 as in F2 (but the sink is at 12
for F3 ).
3

4
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12

11
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10

6

11

10

c6i+1
8

7

6

8

1

c2i+1
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c4i+1
2

B
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c3i+1
c1i+1
3

5

4

9

Figure 5.4: The frame F3 . Again, only the backward edges are explicitly
oriented. F3 is a 6-FMO.

Following, we give three crucial properties that will hold for our construction. The first one is about the base case A0 (refer to Figure 5.5).
(i) There is at least one (D0 )-saturated vertex, other than the starting vertex v00 and the sink s0 , in A0 . In addition, the sink s0 of
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A0 is at least two vertices away from the last vertex on the path
P0 that was (D0 )-saturated.
Property (i) will be utilized in the proof of Lemma 5.6. The other
two properties hold for every inductive step Ak of the construction
0 ≤ k ≤ i + 1.
(ii) Let the token t be at a vertex v such that v is Dk+ -saturated and
s(v) ∩ Ck+ 6= ∅. Then the algorithm will use each direction from
Dk+ at most once and it will reach another Dk+ -saturated vertex.
(iii) When the token reaches a vertex v, such that s(v) ∩ Ck+ = ∅ (one
that corresponds to the sink sk of Ak , there are exactly 4(k + 1)
negative imbalanced coordinates:
IMk = {−c30 , −c40 , −c50 , −c60 , . . . , −c3k , −c4k , −c5k , −c6k }.
For every d ∈ IMk we have b(d) = 1 and for every other d we
have b(d) = 0.
In the next figure we give the 6-AUSO for the base case A0 and argue
that Properties (i), (ii) and (iii) hold for it. The arguments will appear
in the caption of Figure 5.5.
In the step-by-step analysis, which comes later, we will argue that they
also hold for every inductive step of the construction. Also note, with
regards to Property (iii), that if the token takes the directions in IMk
from the sink sk , it will go back to the starting vertex vk0 . Such a
path is not available in any of the connecting frames; however, such a
path is available in the balance-AUSO of Ak+1 . We will now analyze
the behavior of Zadeh’s rule on AUSO Ai+1 . Firstly, let us define the
tie-breaking ordered list Ti+1 :
Ti+1 = Ti · (+1, −2, +3, −1, +4, −3, +5, −4, +6, −5, +2, −6).
Here, a number ±k indicates the direction ±cki+1 and · represents concatenation. Furthermore, the next lemma states that if the token is at
+
a Di+1
-saturated vertex that does not have all edges on Ci+ incoming,
then there is an outgoing edge from D0 to a neighboring vertex such
that the latter is not IN-saturated.
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Figure 5.5: The base case A0 . Only the backward edges are explicitly drawn.
The tie-breaking rule T0 is essentially the same as for the inductive step.
Specifically, T0 = (+1, −2, +3, −1, +4, −3, +5, −4, +6, −5, +2, −6). Here, a
number ±k indicates the direction ±ck0 . The numbers · in the figure indicate
the path that the token will take: 1
21 . Note that 12 is the first D0 saturated vertex while the sink is at 21 and, so, Property (i) is satisfied. The
initial vertex 1 is, of course, D0 -balanced and D0 -saturated. From there the
algorithm uses |D0 | − 1 different directions to reach vertex 12 which is D0 saturated. From the latter the algorithm uses |D0 | − 3 different directions to
reach vertex 21 which is the sink of A0 and, thus, D0 -saturated. Therefore,
Property (ii) is satisfied for the base case. After the sink is reached at 21 , we
have b(−3) = b(−4) = b(−5) = b(−6) = 1 and b(d) = 0 for all other d ∈ D0 .
This satisfies Property (iii) for the base case.
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+
Lemma 5.6. Let token t be at a Di+1
-saturated vertex v, such that
d

s(v) ∩ Ci+ 6= ∅. Then the next step of the token will be v −
→ v 0 such that
d ∈ D0 . Moreover, v 0 is not IN -saturated and s(v 0 ) ∩ Ci+ 6= ∅.
+
Proof. Since vertex v is Di+1
-saturated, the next direction that will be
chosen by the algorithm will be from the smallest index bundle that has
an available direction at v. Note that it is actually not possible that
+
s(v) ∩ C0 = ∅, v is Di+1
-saturated and s(v) ∩ Ci+ 6= ∅ at the same time:
if v was such that s(v) ∩ C0 = ∅ then, by Property (iii), the directions
from IM0 would not be balanced. By design, the token would go to
a balance-AUSO where the directions from |IM0 | are available. We
conclude that s(v) ∩ C0 6= ∅.

Then, the next direction chosen by the algorithm at v will be d ∈ D0 ,
d
+
v−
→ v 0 . After this move we will have that b(d0 ) > 0 for every d0 ∈ Di+1
,
0
0
d 6= d. Thus, v will not be IN -saturated. In addition, by Property
(i), v 0 will be such that s(v 0 ) ∩ C0 6= ∅.
Moreover, we introduce one last notation that will help us with the
T
upcoming step-by-step analysis: Let us denote with dOU
max the direction
that maximizes history over the OU T directions; similarly, we define
dIN
max as the direction that maximizes history over the IN directions.
Step-by-step analysis. We now give a description for the behavior
of the algorithm on Ai+1 . The token is initially at the starting vertex
0
v 0 = vi+1
= {c20 , . . . , c2i+1 }. In the rest we write ±k to mean ±cki+1 .
Note that in the analysis below we will also argue that Properties
(ii) and (iii) are inductively satisfied. For the latter, a very simple
accounting of the imbalanced coordinates at the end of the run of the
algorithm is enough; this will be provided at Step (10). For the former,
+
we basically have to show that when the token is at a Di+1
-saturated
+
vertex then it will use each direction from Di+1 at most once and
+
reach another Di+1
-saturated vertex. For the directions from IN the
inductive hypothesis will be employed. For the directions from OU T
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we will explicitly do the accounting. This will be found at Steps (2),
(5), (8) and (10) of the analysis.
(1) The token is at 1 . Directions from IN will be used, since they
have priority in Ti+1 . After some steps, an IN -saturated vertex
vs will be reached, by Property (ii) which holds for Ai by the
T
inductive hypothesis. At vs , we have that b(dOU
max ) = 1. The
connecting frame will be F2 . The directions from OU T will be
utilized and used in the order defined by Ti+1 . The token will take
a path 1
12 , where it will reach vs ⊥ 12 .
(2) When the token reaches 12 we have: b(−6) = 1 and for every
T
other direction d ∈ OU T , b(d) = 0; also, b(dOU
max ) = 0. The frame
is F2 and the dashed edge is not available: vs ⊥ 12 ← vs ⊥ 1 . This
+
means that vs ⊥ 12 is Di+1
-saturated (it is OU T -saturated and
IN -saturated). We conclude that Property (ii) also holds for the
new inductive step up to this point (the algorithm has used each
+
direction from OUT at most once since the previous Di+1
-saturated
vertex).
Then, the algorithm will use one direction from IN . The next
vertex v is not IN -saturated, by Lemma 5.6. Thus, the connecting
frame for v is F1 . Direction −6 (which is the only direction that
has b(−6) = 2 at this point) will be used and the token will go to
T
1 . Afterwards, b(OU T, d) = 0, for every d ∈ OU T , b(dOU
max ) = 1
and b(dIN
max ) = 0 (because some direction from IN has been used
once more).
(3) The algorithm will keep looping between steps (1)-(2) until the
token reaches a vertex vsi such that s(vsi ) ∩ Ci+ = ∅. That is a
vertex that corresponds to the sink of Ai . This will be evaluated
in 1 , by Lemma 5.6. At that vertex, we have that b(d) = 1, for
every d ∈ IMi , and b(d) = 0 for every d ∈
/ IMi , by Property (iii)
which holds inductively.
(4) The connecting frame for vsi is F3 . No direction from IN is available and, thus, the algorithm will choose +1, first, and then +3
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(only positive directions are available). The token is now at vertex vsi ⊥ B . In B we have a uniform orientation with the sink
at vertex v 0 ⊥ B . The token will move over all the imbalanced
directions from IMi , towards the sink of B , in exactly |IMi |
steps. After this, b(d) = 0 for every d ∈ IN and the token is at
v 0 ⊥ B . The connecting frame is F2 (since v 0 ⊥ B is IN -saturated
because IN is balanced). For the directions from OU T we have
that b(+1) = b(+3) = 0 and b(d) = 1 for every other d ∈ OU T .
(5) In the next step, the algorithm will choose +4 and then +5 and the
token will go to vertex v 0 ⊥ 8 . From there on, backwards edges will
12 , accordbecome again available. The token takes a path 8
0
ing to Ti+1 , where it ends up at vertex v ⊥ 12 . The connecting
frame is F2 and the dashed edge is not available: v 0 ⊥ 12 ← v 0 ⊥ 1 .
+
This means that v 0 ⊥ 12 is also OU T -saturated and, thus, Di+1
saturated. More specifically, we have b(−3) = b(−4) = b(−5) =
b(−6) = 1 and for every other d ∈ OU T , b(d) = 0. The algorithm
has used strictly less than |OU T | directions from OU T , each one
different to the other, and Property (ii) is satisfied up to this point.
I The token is currently at vertex v = v 0 ⊥ 12 , which is such that
v ∩ Ci+ = vi0 . Moreover, IN is balanced. Since the algorithm is
deterministic, all the steps that the token will take using directions
from IN will be consistent with the path Pi . This is because using
directions from OU T according to the tie-breaking rule Ti+1 it will
always be in a face from the set { 1 , . . . 12 } and all these faces
are oriented according to Ai .
(6) In the next step, the algorithm will use one direction d ∈ IN ,
d

v 0 ⊥ 12 −
→ v. The next vertex v is not IN -saturated, by Lemma 5.6
and, thus, the connecting frame is F1 . The algorithm will use direction −3 and the token will go to 1 . So, now b(−4) = b(−5) =
T
b(−6) = 1 and for every other d ∈ OU T , b(d) = 0; so, b(dOU
max ) = 0.
The connecting frame is still F1 .

(7) The token is at 1 . Directions from IN will be used, since they
have priority in Ti+1 , since only negative directions are imbalanced
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from OU T but no negative direction is available at 1 . After some
steps, an IN -saturated vertex will be reached, by Property (ii)
which holds for Ai by the inductive hypothesis. Let us call this
T
vertex vs . When this happens, b(dOU
max ) = 1 and b(OU T, −4) =
b(OU T, −5) = b(OU T, −6) = 1. The directions from OU T will be
utilized and used in the order defined by Ti+1 . The token will take
a path 1
12 . This is possible because the connecting frame
for vs is F2 and the dotted edges are available.

(8) When the token reaches 12 we have b(−3) = b(−4) = b(−5) =
b(−6) = 1 and for every other d ∈ OU T , b(d) = 0. The frame is
still F2 and the dashed edge is not available: vs ⊥ 12 ← vs ⊥ 1 .
This means that vs ⊥ 12 is also OU T -saturated and, thus, it is
+
Di+1
-saturated. We conclude that up to this point Property (ii)
also holds for the new inductive step (the algorithm has used each
+
direction from OUT exactly once since the previous Di+1
-saturated
vertex).
Then, the algorithm will use one direction from IN . The next
vertex v is not IN -saturated, by Lemma 5.6. Thus, the connecting
frame for v is F1 . Direction −3 will be used and the token will go
T
to 1 ; b(dOU
max ) = 1.
(9) The algorithm will keep looping between steps (7)-(8) until the
token reaches a vertex vsi such that s(vsi ) ∩ Ci+ = ∅. That is a
vertex that corresponds to the sink of Ai . It will be evaluated in
1 , by Lemma 5.6.
(10) The token is on vertex vsi ⊥ 1 ; hence, the connecting frame is F3 .
By the same arguments as for step (7), when the token reaches
T
vsi we have b(dOU
max ) = 1 and 1 = b(OU T, −4) = b(OU T, −5) =
b(OU T, −6). The token will take a path vsi ⊥ 1
vsi ⊥ 12 . The
global sink will be at vsi ⊥ 12 . After the sink has been reached
the balance for OU T will be the same as in the beginning of step
(8) above. Namely, b(−3) = b(−4) = b(−5) = b(−6) = 1 and
for every other d ∈ OU T , b(d) = 0. Thus, Property (iii) will
+
be satisfied inductively. Finally, the global sink is Di+1
-saturated
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and the algorithm has used each direction from OU T exactly once
+
since the previous Di+1
-saturated vertex. Therefore, Property (ii)
is satisfied.
With the above analysis, we have proved that the path Pi+1 will have
length that is larger than twice the length of path Pi . Therefore, we
obtain the recursion T (n + 6) > 2T (n) which leads to the proof of
Theorem 5.4.

5.4

Remarks

In this chapter, we have constructed AUSO on which the three pivot
rules of interest will take exponentially long paths. Several interesting
problems remain open: First and foremost is settling if Zadeh’s and
Johnson’s rules admit exponential lower bounds even on linear programs. Of course, non-trivial upper bounds for these rules would also
be of great interest. Moreover, it remains open to decide if Zadeh’s rule
admits Hamiltonian paths on AUSO, a direction suggested by Aoshima
et al. [3]. Finally, we are interested in exponential lower bounds for all
the history-based rules that are discussed in [3]. We believe that our
methods can be used to prove exponential lower bounds on AUSO for
all of these rules.
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[32] B. Gärtner, W. D. Morris Jr., and L. Rüst. Unique sink orientations of grids. Algorithmica, 51(2):200–235, 2008. doi:
10.1007/s00453-007-9090-x.
[33] B. Gärtner and L. Rüst. Simple stochastic games and P-matrix
generalized linear complementarity problems. In FCT 2005, pages
209–220, 2005. doi:10.1007/11537311_19.
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