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Abstract

The Internet is becoming increasingly popular as an infrastructure for
buyers and sellers to discover and trade different kinds of goods in a fast and
easy manner. As a result of the rapid technological progress, many more as
well as new types of products and services will be offered over the Internet in
the near future, which will attract even more customers. This vast amount of
goods and traders requires reliable trading mechanisms to be in place which
are truly scalable and efficient.
Existing online marketplaces like eBay typically rely on large, serverbased infrastructures. Such centralized systems are relatively easy to maintain and secure, however, they are often vulnerable against attacks and may
suffer from overload or even failures on these servers.
At the same time, an increasing number of applications in the Internet
benefit from the scalability and robustness of emerging peer-to-peer (P2P)
networks. P2P-based applications are fully decentralized systems leveraging
unused resources of peers and thus, they are able to provide much higher reliability and performance than traditional client/server-based applications.
In turn, the approach developed and termed PeerMart defines a decentralized and secure marketplace for trading any kind of services such as the provision of hardware and software resources over the Internet. It provides an
auction-based mechanism combining the economic efficiency of double auctions with the technical performance and robustness of P2P networks that enables reliable, market-based pricing of any service being offered.
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The pricing mechanism is complemented by a decentralized accounting
scheme called PeerMint which provides accountability for applications in a
secure and scalable way. The scheme developed uses multiple distributed account holders and session mediation peers to store and update accounting information of individual peers and sessions and enables to charge for a peer’s
service usage in an aggregated manner.
A prototype has been implemented on top of a structured P2P overlay
network to show the practical applicability and scalability of the mechanisms
developed. Detailed experiments were performed to provide evidence of the
mechanisms’ efficiency and reliability even in the presence of faulty or malicious peers.

Kurzfassung

Das Internet wird immer beliebter als Marktplattform für eine schnelle
und einfache Suche nach verschiedenen Gütern und deren Kauf und Verkauf.
Durch den raschen technischen Fortschritt werden in Zukunft noch mehr und
auch neue Arten von Produkten und Dienstleistungen über das Internet angeboten, was zusätzliche Käufer und Verkäufer anlocken wird. Diese Vielzahl
von Händlern und angebotenen Waren erfordert effiziente und skalierbare
Handelsinfrastrukturen.
Bestehende Marktplätze im Internet wie beispielsweise eBay basieren
üblicherweise auf grossen, Server-basierten Infrastrukturen. Solche zentralen
Systeme sind verhältnismässig einfach zu verwalten und abzusichern, sie
laufen jedoch durch ihre zentrale Lage Gefahr besser angreifbar zu sein und
eher überlastet zu werden oder sogar ganz auszufallen.
Gleichzeitig profitiert eine zunehmende Zahl von Anwendungen im Internet von der Skalierbarkeit und Robustheit neu aufkommender Peer-to-Peer
(P2P) Netzwerke. P2P-basierte Anwendungen sind vollständig verteilte Systeme welche die ungenutzten Ressourcen der Peers wirksam einsetzen und
dadurch in der Lage sind eine viel höhere Verlässlichkeit und Performance
zu erreichen als klassische Client/Server-basierte Anwendungen.
Der entwickelte Ansatz, genannt PeerMart, besteht aus einem vollständig
dezentralen und sicheren Marktplatz für den Handel von beliebigen Waren
und Dienstleistungen wie die Bereitstellung von Hardware und Software
Ressourcen über das Internet. PeerMart bietet einen Auktions-basierten
Mechanismus an, welcher die ökonomische Effizienz von Double-Auctions
v
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mit der technischen Performance und Robustheit von P2P Netzwerken kombiniert und so eine verlässliche, Markt-basierte Bepreisung von beliebigen
Gütern ermöglicht.
Dieser Pricing Mechanismus wird ergänzt durch ein dezentrales Accounting System namens PeerMint, welches einen sicheren und skalierbaren
Abrechnungsmechanismus für Dienste innerhalb von Anwendungen bereitstellt. Das entwickelte System benutzt mehrere verteilte Peers als Account
Holders sowie Session Mediators um die Abrechnungsinformationen einzelner Peers und Sessions fortlaufend nachzuführen und ermöglicht eine aggregierte Abrechnung der Dienstnutzung eines Peers.
Ein Prototyp wurde implementiert basierend auf einem strukturierten P2P
Overlay Netzwerk, um die praktische Anwendbarkeit und Skalierbarkeit der
entwickelten Mechanismen zu zeigen. Detailierte Experimente wurden mit
dem Prototypen durchgeführt, um den Nachweis zu erbringen, dass die
Mechanismen auch in Gegenwart von fehlerhaften oder bösartigen Peers
verlässlich und effizient funktionieren.
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Chapter 1

Introduction

The amount of goods available over the Internet is growing very fast on a
daily basis. Driven by the rapid technological progress, the Internet is becoming more and more popular as a fast and easily accessible infrastructure
for finding, trading, and using a wide variety of services, products, and resources being offered for free and for sale. The increase of broadband connections combined with the decrease of communication costs will attract
even more providers and consumers in the near future.
There is an emerging need for large-scale networked systems and applications supporting the exchange and provision of this vast amount of products
and services in a truly efficient and scalable manner. The World Wide Web
(WWW) and its associated standards [151] such as the Hypertext Transfer
Protocol (HTTP) and the Hypertext Markup Language (HTML) played and
1

2
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still play an important role in simplifying and improving the access to these
resources, and have led to a number of new, web-based applications like online shops, search engines, and marketplaces.
As the Web is based on the client-server architecture, most of these applications today rely on large, server-based infrastructures. While such centralized systems simplify system management with respect to, e.g., data
consistency or access control, they often lack scalability and resilience, and
may suffer from overload or even failures.
At the same time, an increasing number of systems and applications in the
Internet benefit from the scalability and robustness of emerging peer-to-peer
(P2P) systems (cf. [87] for an overview). P2P systems are fully decentralized
infrastructures which implement the idea that equal and autonomous peers
jointly achieve a task such as key lookup [107] or file storage, without relying on central components. Drawing on existing network infrastructure like
the Internet, P2P systems are building overlay networks providing transparent end-to-end connections between peers, thereby supporting the sharing of
resources such as content, storage capacity, computing power, and network
bandwidth.
By means of resource aggregation and replication, P2P-based applications like file-sharing or distributed storage benefit a lot from otherwise unused resources of peers and are, thus, able to provide a much higher
performance and robustness than traditional client/server-based applications,
even if individual peers are considered to be unreliable [98]. P2P systems are
highly extensible and generally scale well, as the system resources increase
linearly with the number of peers.
File sharing systems like KaZaA [132] or eMule [41] are currently the
most widespread P2P application. However, a number of additional applications are currently being developed like distributed storage systems or application-level multicast applications that will become more popular in future.
Emerging P2P infrastructures like Chord [137] or Pastry [127] support these
applications by providing scalable and efficient lookup and routing functionality.
However, it has been observed in existing P2P applications like Gnutella
[58] that only few peers are willing to collaborate by sharing their resources

.
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or offering services, if appropriate incentives are missing [1]. Thus, P2P systems may suffer from free-riders that benefit from other peers without contributing resources themselves, which can reduce the performance of these
systems heavily. This is a major shortcoming of the P2P approach, which is
due to the rationality, self-interest, and maliciousness of peers [135]. In order
to overcome these problems, peers need to be given appropriate economic
incentives to cooperate and behave correctly [59].
The key concept of this thesis is to build a fully decentralized, incentivecompatible marketplace, which provides efficient and reliable market mechanisms for peers to trade P2P services, while maintaining favorable scalability properties. Such a market requires a complete set of technical and
economic mechanisms. The economic P2P architecture depicted in Figure
1.1 defines the basic model of a decentralized marketplace where market
mechanisms are provided by intermediate peers in a P2P network. Apart
from suitable pricing mechanisms, supporting flexible and economically efficient pricing of goods, appropriate accounting and charging mechanisms
have to be in place in order to keep track of and charge for the service contribution and consumption by peers across several transactions.
Consumer

Provider
Service

Decentralized Marketplace
Pricing
Accounting
& Charging
Intermediates

Figure 1.1: Economic P2P Architecture
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Auction-based marketplaces like eBay [39] benefit from the flexibility to
adjust prices dynamically and enable to achieve efficient supply allocations
[49], [149]. However, those markets typically rely on a central component,
i.e. the auctioneer which collects price offers of all participants and performs
matches.
Accounting mechanisms such as barter-trade or bond-based schemes
have recently been adopted in a set of P2P applications. However, most of
these approaches such as BitTorrent’s tit-for-tat mechanism [31] or eMule’s
credit system [41] are mainly file sharing-oriented and purely local accounting mechanisms, which do not take into account the value of the services or
resources offered.

1.1 Thesis Goals and Contributions
Following the above considerations, the primary goal of this thesis is to
design and implement new, efficient and reliable trading mechanisms in support of the creation of a P2P-based market providing appropriate incentives
for peers to provide services, while taking into account the described problems. Economic, technical, and social aspects have to be considered in an integrated manner. Thus, the goal is to counter the economic weaknesses of
P2P networks, while maintaining their technical benefits and collaborative
nature.
While a pricing mechanism is needed to determine the economic value of
the goods offered by peers, the main goal of an accounting scheme is to provide the necessary technical means to aggregate this value and keep track of
a peer’s balance over several transactions. Together, the two mechanisms
should lead to an economically efficient allocation of the goods being traded.
As far as the technical realization is concerned, it is clear that any additional mechanism introduces some overhead. Thus, both mechanisms should
make efficient use of necessary technical resources to be able to maintain a
good performance even under a high load. Wherever possible, central components should be avoided, as they represent a single point of failure and
may not scale for a large number of peers. In general, the key goal is to find
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the right trade-offs between efficiency, scalability, security, and further important design measures.
In addition to that, it is important to take into account social aspects such
as malicious or selfish behavior of peers like cheating and collusion. As
peers are autonomous entities, they may or may not behave as intended by
the designer of a particular mechanism. Incorrect behavior of peers needs to
be detected and prevented, as otherwise correct behavior becomes unattractive.
This thesis makes the following contributions:
1. It defines and develops an economic P2P architecture in support of a
decentralized market for trading P2P services and provides a complete
design space for pricing and accounting mechanisms in P2P systems.
2. It designs and implements a new pricing mechanism termed PeerMart
combining the economic efficiency of auctions with the technical efficiency and scalability of structured P2P overlay networks.
3. It designs and implements a new decentralized, session-based accounting scheme termed PeerMint providing accountability for P2P applications in a scalable, secure, and economically flexible way.

1.2 Thesis Outline
The remainder of this thesis is organized as follows:
• Chapter 2 introduces P2P systems and overlay networks as the main
technical foundation of this work and formally defines key terms and
concepts as they are used in this thesis.
• Chapter 3 describes and analyzes the economic problems of P2P systems and outlines the key economic aspects considered. It gives an
overview on different approaches for designing incentive-compatible
P2P systems.
• Chapter 4 derives the requirements and presents the architectural economic framework that underlies this thesis. It models the key elements
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and mechanisms, and identifies core functionality needed to provide
economic support for any P2P-based application.
• Chapter 5 gives a detailed overview on the design space of pricing and
accounting mechanisms and summarizes related work.
• Chapter 6 introduces PeerMart and gives a detailed description of its
decentralized auction-based pricing mechanism. Furthermore, it presents the implementation of PeerMart on top of a structured P2P overlay network and discusses results from analytical simulations and
experiments with the implemented prototype.
• Chapter 7 develops PeerMint, a secure decentralized accounting mechanism for P2P applications. It is shown how the mechanism is implemented into a generic and modular accounting and charging system
and how it supports PeerMart towards a complete P2P marketplace.
• Finally, Chapter 8 summarizes and discusses in a result-driven manner
the key thesis contributions.

Chapter 2

P2P Systems and Overlay
Networks

This chapter describes the key technical characteristics of peer-to-peer (P2P) systems. First, the P2P paradigm is introduced and delineated from the traditional client/server architecture. Furthermore, an overview is given on different types of P2P
overlay network topologies and their key benefits and drawbacks. Finally, a set of
existing P2P-based applications are discussed. Thus, this chapter lays the technical
foundation for the following chapters that will deal with the economic aspects of
P2P systems.
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2.1 Peer-to-Peer versus Client/Server Systems
Today, most applications on the Internet are entirely based on centralized
client/server architectures.
Definition 2.1: A client/server (C/S) system or -architecture is a network architecture, in which a node acts as either a client or a server, i.e. each node
has a dedicated role. In a client/server system core management tasks like
data storage or access control are implemented on a centralized server which
is accessed by many clients (cf. [139]).
The client/server approach has certain benefits, but also some major
shortcomings, as it will be discussed below. Recently, peer-to-peer systems
have emerged as a promising counter approach to overcome these shortcomings.
Definition 2.2: A peer-to-peer (P2P) system is a decentralized system of
equal and autonomous nodes. In a P2P system all nodes, referred to as peers,
are able to act as clients and servers at the same time. All tasks and resources
are collaboratively provided by and replicated among the peers and, thus, no
centralized components exist. (cf. [131]).
In order to evaluate a particular concept and compare it with other approaches the relevant properties have to be determined first. An overview on
the key criteria and a comparison of the traditional C/S architecture with the
new P2P approach are outlined in Table 2.1 and discussed below.
Table 2.1: P2P versus C/S Systems (adapted from [105])
Properties

C/S Systems

P2P Systems

Manageability

+

-

Data consistency

+

-

Extensibility

-

+

Fault-tolerance

-

+

+/-

-

-

+

+/-

+

Security
Resistance to lawsuits
Scalability

2.2. P2P Overlay Networks
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Clearly, a key advantage of client/server systems is that they are generally
easy to manage and keep consistent and secure. However, since the capacity
of a server is often hard to extend (cf. [105]), the performance in a client/
server system typically decreases as more clients access the system. Thus,
for applications with a large number of users, a client/server system may not
be scalable or at least be associated with high costs for increasing the capacity in order to maintain the same performance.
In addition, as a central server represents a single point of failure, client/
server-based applications have often a low fault-tolerance (cf. [105]), i.e. if
for any reason the server fails, the entire system will not be available anymore. Therefore, the client/server approach is typically also vulnerable
against certain forms of attacks, e.g., Denial-of-Service (DoS) attacks or lawsuits.
The P2P approach removes the potential bottleneck of a central server
and enables the deployment of suitable load balancing mechanisms. The
more resources and management tasks are distributed and replicated among
several peers, the higher the overall fault-tolerance grows, i.e. the system reliability can be increased almost arbitrarily. Moreover, as every participating
peer compensates the additional workload on the system by providing own
resources, a P2P system typically scales well up to a large number of users.
However, manageability, data consistency, and security, which are relatively easy to achieve in a client/server system, are much more difficult to
deal with in a P2P system and require sophisticated maintenance mechanisms.

2.2 P2P Overlay Networks
P2P systems exist in many different areas, e.g., device-to-device communication in mobile ad-hoc networks, network-to-network peering in the Internet, or people-to-people interactions in everyday life. Although many ideas
and concepts described here might actually also be valid for other P2P systems, the focus of this thesis is on P2P systems which are based on the Internet.

10

Chapter 2 P2P Systems and Overlay Networks

Definition 2.3: Peers are autonomous devices located at the edges of the Internet, including, but not restricted to, personal computers and mobile devices communicating to other peers as equals.
Hence, three main characteristics are the basic ones for a P2P system:
• Decentralization: P2P systems are based on the assumption that no
centralized components exist.
• Equality: All peers are equal, i.e. they have the same capabilities and
are able to act in any role.
• Autonomy: Peers are autonomous entities, i.e. they are owned by individuals who cannot be controlled by any central authority.
The peers communicate over end-to-end connections on top of the Internet, i.e. they form an overlay network.
Definition 2.4: A P2P overlay network is a virtual network composed of direct connections between peers on top of an existing network infrastructure,
e.g., the Internet as shown in Figure 2.1 (cf. [34], [67] and [107] for a detailed definition and overview on overlay networks).
P2P Overlay
Network

Internet
Router
End Host
Peer

Internet

Figure 2.1: P2P Overlay Network
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The formation of a P2P overlay network, over which peers can communicate in a scalable and efficient manner, is a difficult task. In practice, different overlay network architectures exist. The choice for a particular
architecture heavily depends on the specific performance requirements and
functional needs of an application (cf. Section 4.1 for these requirements).
Definition 2.5: A P2P network architecture is a class of P2P systems with a
specific structure or overlay network topology.
P2P network architectures are classified into two main categories: unstructured and structured overlay networks (cf. [40]). An overview and evaluation on the benefits and drawbacks of the different architectures is given in
Table 2.2 and discussed in detail below (cf. Section 4.1 for a definition of the
different properties).
Table 2.2: P2P Network Architectures (adapted from [105])
Unstructured
Properties

Structured
Pure

Centralized

Hybrid

Manageable

-

+

-

+

Consistent

-

+

-

+

Extensible

+

+/-

+/-

+

Fault-tolerant

+

-

+/-

+

Secure

-

+/-

-

-

Resistant to lawsuits

+

-

+/-

+

Scalable

-

-

+/-

+

Deterministic

-

+

+/-

+

Efficient

-

+

+

+/-

2.2.1 Unstructured Overlay Networks
An unstructured or random overlay network is built, when peers can arbitrarily join the network. In the following, the three most wide-spread unstructured P2P network architectures, namely pure, centralized, and hybrid
P2P architectures are analyzed and their key benefits and drawbacks are discussed.
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Pure P2P Architecture
Figure 2.2 shows a P2P system in its purest form. In this architecture absolutely no central component exists, i.e. all relations are P2P. An example
for a pure P2P system is the Gnutella file sharing system [58]. While such
fully decentralized systems can easily be extended, they are usually difficult
to manage, as nodes can join and leave the network anytime. Furthermore,
pure P2P systems are generally not scalable, e.g., in the Gnutella network,
where requests are broadcasted to all neighbor peers, O(n) steps are required
to reliably locate a specific file [27].

Peer
P2PRelation

Figure 2.2: Pure P2P Architecture
Centralized P2P Architecture
In reality, applications using a pure P2P architecture are quite rare. Many
systems which are commonly referred to as P2P systems today, maintained
centralized components in them and are, therefore, called “centralized P2P”
systems (cf. Figure 2.3). In other words, they slightly deviate from the strict
P2P characteristics mentioned above.
An example for an application based on a centralized P2P architecture
was Napster [112], which heralded the first generation of P2P file sharing
systems. In Napster, only the file exchange itself was P2P, but file search and
lookup were based on a client/server relationship, i.e. the peers relied on a
central server for search.

2.2. P2P Overlay Networks
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A centralized P2P system is much easier to maintain and keep consistent.
Moreover, the lookup of objects is efficient and deterministic. However, the
fact that these systems rely on central components makes them less scalable
and, in particular, vulnerable against attacks and lawsuits. This fact made it,
e.g., possible, that Napster could be shut down by a court order in February
2001 due to copyright infringement.

Server
Peer
P2PRelation
C/SRelation

Figure 2.3: Centralized P2P Architecture
Hybrid P2P Architecture
Nowadays, many P2P-based applications apply a hybrid P2P architecture,
as shown in Figure 2.4. A hybrid P2P system obviates the problems of a centralized P2P system with respect to scalability and resistance to lawsuits, as it
distributes particular tasks over several nodes (called super-peers) rather than
relying on a single server.
Definition 2.6: A super-peer, or ultra-peer, is a high-performance peer with
a dedicated role or higher capabilities than a normal peer. Super-peers may,
e.g., be responsible for file search or file download tracking. Other than a
server, a super-peer can have P2P relations to other super-peers (cf. [152]).
Examples for applications using a hybrid P2P architecture are, e.g.,
eMule [41], KaZaA [132], or BitTorrent [31]. These systems are typically
more efficient than pure P2P systems. For example, like in a centralized system most file lookups in the eMule/eDonkey network require only one or
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two steps [142]. However, at the same time it is more difficult to keep these
systems consistent and a deterministic lookup of objects is harder to achieve.

Superpeer
Peer
P2PRelation
C/SRelation

Figure 2.4: Hybrid P2P Architecture

2.2.2 Structured Overlay Networks
A structured overlay network is a fully decentralized network which uses
a regulated rather than a random network joining process. The benefits of a
structured overlay are obvious: While being completely decentralized, certain predictions can be made about the node distance and the number of connections per node in the overlay network.
Many different approaches for structured overlays exist, e.g., Chord
[137], CAN [121], Pastry [127], or Kademlia [100]. They all guarantee, that
the node distance and the number of connections per node is O(log(n)),
where n is the number of nodes in the network. This is a good trade-off between scalability and efficiency.
A drawback of structured overlay networks is, however, that peers are expected to behave according to a common set of rules. Since peers are autonomous entities, this may not necessarily be the case. Thus, in reality the
performance of structured overlay networks may be worse than it can theoretically be expected. Appropriate mechanisms are needed to give peers an
incentive to behave correctly and to make these networks robust against potential maliciousness or failures. This will be discussed in more detail in
Chapter 3.

2.2. P2P Overlay Networks
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As an example for a structured overlay network, the Pastry network is
presented in the following. Pastry has been chosen, since it is used as implementation infrastructure for the mechanisms presented later on. Other approaches work in a very similar way.
Pastry
Figure 2.5 illustrates how the Pastry network looks like. In Pastry, all
nodes are given a unique 128-bit nodeId, which is calculated from the node’s
IP address or public key using a cryptographic hash function. Every node has
a routing table containing nodeIds associated with other nodes, which share
the first n digits of the nodeId, but whose n+1th digit has one of the possible
values other than the n+1th digit in the present node’s id (for details cf.
[127]). Each nodeId points to a node’s IP address and port number. When a
node sends a message towards a particular id (referred to as the key), it tries
to find a node, whose nodeId is one digit closer to the destination. Finally,
the node next to the key (called root node) receives the message.
O

NodeId 10233102

2128 - 1

Leaf set

d471f1
d467c4
d462ba
d46a1c
d4213f

10233033
10233001

SMALLER

10233021
10233000

LARGER

10233120
10233230

10233122
10233232

-2-2301203
1-2-230203

-3-1203203
1-3-021022
10-3-23302

Routing table
-0-2212102

1

0

1-1-301233
10-1-32102
102-1-1302
1023-1-000

10-0-31203
102-0-0230
1023-0-322
10233-0-01

1

0

2
102-2-2302
1023-2-121
10233-2-32
102331-2-0

3
3

2

Route(d46a1c)

65a1fc

d13da3

Neighborhood set
13021022
02212102

10200230
22301203

11301233
31203203

31301233
33213321

Example of a Routing Table
Figure 2.5: Pastry Routing [127]

A key can represent anything, e.g., the hash value of a file, a service description, or an accountId. A well-known algorithm for calculating a hash
value is, e.g., the MD5 algorithm [125]. A key characteristic in Pastry is the
notion of leaf-sets. A leaf-set represents the nodes with the l/2 numerically
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closest larger nodeIds and the l/2 numerically closest smaller nodeIds for a
particular node, as depicted in the figure. Leaf-sets can be used to replicate
objects related to a particular key.

2.3 P2P Applications
This section finally gives an overview on different existing and future applications of P2P networks.
Definition 2.7: A P2P application is the application of a P2P network for a
specific purpose (cf. Figure 2.6). P2P applications draw on the cooperation
of peers in the form of services these peers provide each other in order to
achieve a common goal.
A service can either be a performed task or a provided resource, e.g., a
file (cf. Section 4.2.2 for a more detailed definition of services and resources).
App1

App2
P2P Applications

Peers
P2P Overlay
Networks

End hosts

Internet

Figure 2.6: P2P Applications
As the traffic analysis of a Tier 1 Internet service provider (ISP) shows
(cf. Figure 2.7, captured in July 2004), P2P file sharing is by far the most
widely used application in the Internet today. Examples for P2P file sharing
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systems are, e.g., Gnutella [58], eMule/eDonkey [41], KaZaA [132], or BitTorrent [31], which have already been mentioned above.
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Figure 2.7: P2P File Sharing Traffic (adapted from [24])
However, the P2P approach is a networking concept that can be (and is)
used in many other applications which go far beyond pure file sharing. Existing applications which are based on P2P networking technology and will become more popular in future include:
• Distributed storage systems like OceanStore [92]
• Radio broadcasting networks like PeerCast [119]
• Distributed computing applications like SETI@home [90]
• Collaboration systems like Groove [62]
• Telephony applications like Skype [14]
• Host sharing testbeds like PlanetLab [29]
• Cooperative messaging systems like POST [108]
These and many new applications are the targeted ones that will benefit
from the economic mechanisms presented in this thesis.
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2.4 Chapter Summary
This chapter laid the technical foundation for the thesis. It gave an overview on detail the technical characteristics, benefits, and drawbacks of P2P
systems, which implement the idea that peers offer services to other peers
over the Internet, without having to rely on a centralized infrastructure.
Moreover, clear definitions were provided for the basic technical terms and
concepts that play a pivotal role in this thesis.
In particular, this chapter outlined different P2P network architectures
which were evaluated with respect to key properties. Structured P2P overlay
networks were identified as an efficient and scalable communication infrastructure for completely decentralized P2P systems.
Finally, a set of applications were outlined which are based on P2P networks and foreseen to benefit from the approach presented in this thesis.

Chapter 3

Economics of P2P Systems

In this chapter, the economic aspects of P2P systems are discussed in detail. First,
the key problem in P2P systems, namely the free rider problem is addressed and different behaviors of peers are discussed. In addition, game theoretic concepts are
outlined as a method to further analyze and evaluate these aspects. Finally, an overview is given on different approaches for designing incentive-compatible P2P systems, including reputation- and trade-based schemes, and a set of related work on
incentives is discussed.
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3.1 The Free Rider Problem
The P2P idea is based on the assumption, that peers collaboratively
achieve a common task (cf. Section 2.1). Collaboration in P2P systems
means that, ideally, each peer contributes as much of its resources as it utilizes from other peers. However, as peers are autonomous entities, they cannot
be forced to behave in a certain manner. It is, therefore, unlikely that this
kind of cooperation will happen in the absence of appropriate economic or
social mechanisms.
For example, it has been observed in the Gnutella filesharing application,
that without appropriate incentives for peers to cooperate, only few peers are
willing to offer resources. Almost 70% of the peers share no files at all, and
nearly 50% of all query responses are returned by only 1% of the peers (cf.
[1]), which leads to a major degradation of the overall system performance.
This observation, which has also been reported by [128], is known as the free
rider problem.
Definition 3.1: A free rider is a peer, which benefits from the effort of other
peers, e.g., by downloading or searching for files, without contributing any
resources or performing any tasks itself (cf. [65]).
In P2P systems, two different types of free riding can be distinguished:
• Peers not providing resources like files or hardware resources
• Peers not providing base functionality like forwarding search requests
While the first type of free riding is usually relatively easy to detect by
simply asking a peer for its resources, the second type can be quite hard to
determine. For example, it can be very difficult to figure out whether a peer
did forward a particular message or not.
Free riding and other forms of incorrect behavior is a key obstacle in P2P
systems as the above example shows. This is the key problem which is investigated by this thesis.
The fact that a peer does not cooperate or behave correctly according to a
certain protocol can be due to several reasons as discussed in the following.

3.1. The Free Rider Problem
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3.1.1 Selfishness
One of the main problems and reason for free riding is the rationality and
self-interest of peers [135]. In the absence of appropriate economic or social
mechanisms a rational peer has simply no incentives to cooperate, as cooperation is costly in terms of resources and may, thus, reduce the experience for
the local user.
Suitable mechanisms such as reputation- or trade-based schemes are
needed, in order to give peers appropriate incentives to behave correctly (cf.
[154]). An overview on these mechanisms will be given in Section 3.3.
However, the use of such incentive mechanisms is only feasible if a particular behavior is accountable, which is not always the case. For example, as
mentioned above, the forwarding of a search request is typically hard to determine and, therefore, difficult to account for. In addition, it seems not to be
technically feasible due to the enormous accounting effort that would be
needed and which may quickly exceed the effort for the actual task.

3.1.2 Maliciousness
Another important problem is malicious behavior of peers, i.e. a peer may
deliberately act maliciously against potential competitors for a particular resource in order to increase its own benefit. For example, a peer might deny
forwarding another peer’s search request, as he would otherwise lose the opportunity to get a particular resource.
Incentives like payments may not necessarily solve this problem, as the
compensation for providing the functionality would need to be higher than
the potential benefit for not providing it.
Note, that a malicious peer may also deliberately misuse or harm the system, e.g., by forwarding wrong or faked requests or query responses. This
can only be prevented by using public-key cryptography, which allows peers
to sign their messages and, thus, enables to verify their integrity and authenticity. This is discussed more detailed in Chapter 6 and Chapter 7.
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3.1.3 Unreliability
The fact that a peer does not behave correctly according to a certain protocol, does not necessarily mean that he behaves maliciously or selfishly. A
key problem which is often faced in P2P networks, is the fact that individual
peers are unreliable, i.e. they may be faulty due to misconfigurations or because of anomalies in the underlying Internet. In addition, peers may lose
messages or even stored data, as they join or leave the system. It is usually
not possible to determine whether a peer acts maliciously or is simply unreliable.
Incentives may again not help against this kind of technical problems.
Thus, the only way to achieve reliability in the presence of malicious or
faulty peers is to use redundancy, as suggested by [136].

3.2 Problem Analysis
In order to be able to design the right incentives for peers to behave correctly, it is inevitable to understand in detail the economic aspects of P2P
systems. In this section, the different behaviors of peers are analyzed using
game theory [50], and a detailed economic explanation for the free riding
problem is given.
The game theoretic approach has been used in many other works investigating the low cooperation rate in P2P systems (cf. [15], [20], [59], [91],
[94]). Game theory considers peers as strategic and rational players (or
agents) with a certain utility function describing their preferences for different outcomes of the game. The strategic choices by peers, such as whether to
cooperate or not, are analyzed using the notion of Nash equilibrium.
Definition 3.2: A Nash equilibrium is a set of strategies, one for each player,
such that no player has an incentive to change its strategy (cf. [113]).
Two different game theoretic approaches exist, which are often adopted to
explain non-cooperation in P2P systems, namely the “prisoner’s dilemma”
and the “tragedy of the commons”, as described below.

3.2. Problem Analysis
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3.2.1 The Prisoner’s Dilemma
The prisoner’s dilemma, which was first mentioned in [11], describes the
following decision problem1. Consider two peers in a file sharing scenario
which may both independently select to either cooperate (e.g., share files) or
defect (not share files). Assume that a peer’s utility uF for a file downloaded
from another peer is higher than the cost cF for providing a file (e.g., uF = 2,
cF = 1).
Thus, if both peers cooperate, their outcome would be uF - cF = 1, and if
they would both defect, their outcome would be 0. If, however, one peer cooperates and the other one does not, the outcome of the cooperating peer
would be -1, while the outcome of the defecting peer would be 2. The corresponding payoff matrix is shown in Table 3.1 and represents the outcomes
for the different strategies.
Table 3.1: Payoff Matrix for the Prisoner’s Dilemma
Peer 2

Cooperate

Peer 1
Cooperate
Defect

Defect
T=2

R=1
R=1

S=-1
S=-1

T=2

P=0
P=0

R represents the “reward” for each peer if both cooperate, while P denotes
the “punishment” if they both defect. T is the “temptation” that each peer receives if it alone defects and S is the “sucker” payoff that a peer receives if it
alone cooperates. The payoffs in this game are ordered T > R > P > S.
It becomes obvious that a rational peer will always select the defect strategy, no matter what strategy the other peer chooses, as the outcome for this
strategy is always higher (T > R, P > S). Hence, defection (non-cooperation)
is the dominant strategy in this game, although the overall outcome would be
the highest if both peers cooperate (2 R > T + S).
1.In the original version, the prisoner’s dilemma describes the decision problem of two separated prisoners, whether to betray the other (defect), or to remain silent (cooperate).
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A generalized version of the game with several peers, namely the multiplayer prisoner’s dilemma is adopted in [120]. The prisoner’s dilemma
shows, that in the absence of appropriate economic incentives a rational peer
will always chose to not cooperate.

3.2.2 The Tragedy of the Commons
The tragedy of the commons, described by Hardin in 1968 [64], is a metaphor to describe the conflict between the interests of individuals and a common public good.
Definition 3.3: A public good is one that is non-excludable in supply and
non-rival in demand, such as grassland or clean air (cf. [148]).
Non-excludability means that individuals cannot be excluded from consuming the resource, while non-rivalry denotes the fact that one individual’s
consumption does not diminish another user’s value of the good, since it is
constantly replenished.
The tragedy of the commons denotes the fact, that when individuals overuse the public good in order to maximize their own utility, they do not take
into account the external costs that have to be borne by everyone. As soon as
a majority follows this behavior, the public good can essentially become unusable for everyone. These external costs are also referred to as negative externality.
Definition 3.4: “An externality occurs when a decision (e.g., to pollute the
atmosphere) causes costs (negative externality) or benefits (positive externality) to individuals or groups other than the person making the decision”
[148] (cf. [143]).
However, the tragedy of the commons problem cannot be mapped directly to P2P systems. Although free riding in a P2P system has similar effects as
the overuse of a public good, the resources shared in P2P systems may not
always exhibit the properties of a public good (cf. [91], [10]). As long as
each peer compensates for the resources it uses, the resources can be considered as being non-rival. However, in the presence of free-riding, as some
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peers use more resources than they provide, the available resources become
rival unless other peers bear the additional costs.
Nevertheless, the tragedy of the commons problem shows again the need
for appropriate incentives for peers to not overuse the system by consuming
resources from other peers without contributing resources themselves.

3.3 Incentives for P2P Systems
In order to overcome the free riding problem in P2P systems, peers need
to be given appropriate incentives for cooperation with other peers. This section discusses and classifies different approaches for designing incentivecompatible P2P systems, which form the basis for the economic mechanisms
that will be presented in the following chapters.

3.3.1 Mechanism Design
Mechanism design is a part of game theory that investigates the design of
proper rules in order to achieve a desired outcome in a game (cf. [84]). The
art of mechanism design is to establish rules such that each player in the
game has an incentive to behave as intended by the designer.
However, mechanism design theory assumes that a central entity exists,
which is able to design proper rules for an entire system. Moreover, it requires that all players can agree on these rules. These assumptions conflict
with the decentralized and autonomous properties of P2P systems.
An extended form of mechanism design addressing the problems of P2P
systems is presented in [44]. The proposed concept, called DAMD (distributed algorithmic mechanism design), focuses specifically on incentive compatibility for decentralized systems. Another approach adopting decentralized
mechanism design principles to design incentive-compatible computing infrastructures is presented in [114]. The authors advocate the design of mechanisms which are limited in their scope and can coexist with other
mechanisms, in order to maintain the scalability properties and autonomous
nature of P2P systems.
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3.3.2 Incentive Schemes
Based on these initial guidelines, different incentive schemes for P2P systems are presented and evaluated in the following.
A set of economic incentive mechanisms are outlined and compared in
[8]. The authors distinguish between first-best schemes, where the system
designer has complete information about each peer’s payoff, non-personalized schemes, where the payoffs are known but cannot be mapped onto
peers, and incomplete information schemes, where the payoffs are not
known. In addition, rule-based and price-based schemes are compared.
Rule-based schemes require a peer to share a number of files, while with
price-based schemes a peer is paid a price per file shared. The authors conclude that in large P2P networks a simple fixed fee scheme can achieve a
high level of efficiency, if peers have incomplete information. However, this
scheme requires that all peers follow the same rules, which is hardly enforceable in P2P systems as mentioned above.
Another approach for comparing incentives is the taxonomy for incentive
patterns proposed by [117]. The taxonomy, which is depicted in Figure 3.1,
distinguishes between trust-based and trade-based patterns. The authors provide an evaluation of each pattern with respect to different characteristics
and performance properties.
incentive patterns
stimulated by
trust

stimulated by
action in return

trust based patterns

trade based patterns

remunerating
(dynamic)

static

collective pattern

community pattern

immediate

barter trade pattern

deferred

bond based patterns

Figure 3.1: Taxonomy of Incentive Patterns [117]
Trust- and Reputation-based Schemes
Trust- and reputation-based schemes draw on mutual trust relationships
or community-based reputation mechanisms. This approach has recently
been studied by several researchers. A good overview on reputation-based
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schemes is, e.g., given in [124]. A major problem of the reputation-based approach is scalability. Many reputation schemes are either based on a central
server or require to maintain global information at each peer. An approach
for managing trust in a scalable manner is proposed in [3]. The method
which is based on P-Grid [2] maintains trust information in a decentralized
way. Another distributed approach for trust inference based on Bloom filters
[17] has been proposed in the context of NICE [96]. Similar concepts are the
transaction-based reputation matrix presented in [93] and the approach called
EigenTrust [88] which aggregates and maintains trust information in a distributed way.
Another important issue in reputation systems is anonymity as addressed
in [4] and [36]. Reputation systems require that peers can be identified,
which may or may not conflict with the anonymity requirements of an individual application.
Trade-based Schemes
Trade-based incentive schemes may either be based on barter-trade (remuneration by providing service in return) or based on a form of bond (remuneration by a real or virtual currency). As described in [117], trade-based
schemes have several desirable properties such as anonymity, scalability, and
no need for trust relationships, which make them well suited for P2P systems.
In fact, barter-trade-based schemes are present in several existing P2P
filesharing applications. Examples are, e.g., BitTorrent’s tit-for-tat mechanism [31] or eMule’s credit system [42]. However, these approaches are
mainly file sharing-oriented and do not take into account the value of the resources offered. Thus, it is not possible that “credits” gained for, e.g., uploading a file to one peer can be spent for downloading a file from another peer or
be used in exchange for other types of services. Hence, for many applications
barter-trade patterns may not be suitable due to their limited flexibility.
The difference between barter-trade and bond-based patterns is illustrated
in Figure 3.2. While barter-trade patterns require an immediate service return
and only work bilaterally, bond-based patterns are more flexible in that they
allow for multilateral and deferred trading of goods, i.e. a peer can compen-
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sate a received service by providing service to another peer at a later point in
time. Moreover, barter trade requires that each peer provides as much as it
receives from other peers, i.e. the exchanged goods must be of equal value.
In the absence of an appropriate valuation mechanism this implicates that
only equal goods (e.g., equal-sized blocks of the same file) can be traded.

Trader
immediate
& bilateral

deferred &
multilateral

Good
Bond

Figure 3.2: Barter-Trade versus Bond-based Patterns
Bond-based patterns, in which a valuation mechanism is implicitly
present, simplify the trading of different goods with varying value. However,
as they draw on a form of money (“bond”) they typically face problems like
forgery and double-spending which require expensive counter measures and
can thus result in high transaction costs in comparison to the potentially low
value of goods.
Another problem of bond-based patterns is user acceptance. Approaches
to use bond-based patterns for small transactions have not succeeded in the
past due to missing user acceptance (cf. [134]). Examples for bond-based
schemes in P2P filesharing systems are, e.g., Altnet’s peer points manager
used in KaZaA [133] or the digital currency called “Mojo” used in Mojo Nation [109] to count contributions to the system.
Note that incentive schemes have also been studied in the scope of agoric
open systems, which focus on mechanisms for efficient allocation of computational resources (cf. [103], [104], and other articles in [80]). Recent work
focussing on economic aspects of grid computing is, e.g., presented in [21]
and [22]. An interesting approach to generalize incentives and combine the
benefits of reputation- and trade-based schemes using “stamps” is presented
in [110].
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An overview on the properties of the different incentive schemes discussed is given in Figure 3.2 (cf. Section 4.1 for a definition of the different
properties). As this figure shows, none of the approaches can fully address
the desired properties. Nevertheless, due to their inherent scalability tradebased patterns are a promising approach to address the incentive problem in
a feasible way. In the next chapter, a new trading scheme will be proposed,
that combines the characteristics and properties of barter-trade and bondbased schemes, and that is suitable for any application and P2P scenario.

Anonymity

Trust

Flexibility

Acceptance

Reputation-based

Persistence

Incentive Patterns
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Table 3.2: Properties of Incentive Patterns (adapted from [117])
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3.4 Chapter Summary
This chapter analyzed in detail the economic problems and characteristics
of P2P systems. The problem of free riding was identified and described as a
key obstacle for P2P systems, which may be caused by selfishness, maliciousness, or unreliability of peers.
In order to provide a better understanding of those problems in P2P systems, the different behaviors of peers were analyzed in detail and an explanation of the free rider problem was given based on game theoretic concepts,
i.e. the prisoner’s dilemma and the tragedy of the commons.
Finally, the chapter identified the need for appropriate incentives in order
to overcome these problems and gave an overview on the design and classification of incentive mechanisms for P2P systems.
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Chapter 4

Economic P2P Architecture

This chapter develops an economic P2P architecture addressing the technical and
economic aspects of P2P systems in an integrated manner. The architecture lays the
foundation for the economic mechanisms that will be presented in detail in the following chapters. First, the key requirements are derived that need to be met in order
to support P2P-based applications in an economically viable and technically feasible way. Furthermore, the key elements of a P2P trading infrastructure, namely the
services, the market, and the peers are defined, and a new trading scheme suitable
for any P2P application is presented. Based on the stated requirements the chapter
outlines the necessary technical functions in order to overcome the economic problems discussed in Chapter 3. Finally, these functions are mapped onto a set of core
functionality components.
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4.1 Requirements
To identify the components of an economic P2P architecture it is important to first have a closer look at the requirements. The core requirements
considered in this thesis are derived from the technical and economic aspects
discussed in Chapter 2 and Chapter 3, respectively. They are separated into
economic and technical requirements, which include both functional properties as well as qualifiable performance characteristics. Apart from those core
requirements there are further requirements that an application has to comply
with. These requirements underlie the presented architecture as a whole as
well as all the individual mechanisms the architecture provides.
To focus on the application-dependent major requirements and to minimize their contradictions as far as possible, a system may only address a subset of all requirements presented below. For example, an application with
strong privacy requirements may provide high anonymity, but it can only do
so at the cost of accountability. Specific trade-offs have to be made based on
the importance of the different goals. Thus, the overall requirement is to always find the right trade-offs which result in an optimal solution for a specific application.

4.1.1 Economic Requirements
The economic requirements refer to the core economic properties the architecture needs to offer:
Economic Efficiency
Definition 4.1: Economic efficiency is commonly defined as allocative or
pareto efficiency. Allocative efficiency is reached if “goods are allocated in a
way which maximizes the benefit through their use, i.e. no further gains are
possible”, while pareto efficiency means that “no individual can be made
better off without anyone being made worse off” (cf. [51], [148]).
In other words, the adopted economic mechanisms have to lead to an efficient allocation and use of goods being traded among the peers. In order to
measure economic efficiency, an appropriate valuation mechanism is needed, which enables to determine the value of a particular good based on quan-
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tity and quality parameters. Hence, valuation implies the quality of being
rateable or quantifiable. Note, however, that users might rate the value of a
good differently, depending on their interests or subjective quality reception.
In economic terms, valuation means the capability to evaluate something
in terms of its economic value. An example for such a value is, e.g., a tariff
or a monetary price that represents the corresponding value and that can be
accounted and charged for.
Accountability
Definition 4.2: Accountability is “the quality or state of being accountable”
or the capacity “to account for one’s actions” [101].
In P2P terms accountability means to make peers accountable for the services they use or provide (cf. [37]). As P2P systems rely on the cooperation
of peers, accountability is an important requirement, in order to be able to
monitor and keep track of the cooperation rate of each individual peer and
potentially exclude non-cooperating peers from the system. Appropriate accounting mechanisms are needed which enable to account for all services offered within an application.
An important pre-requirement for accountability, is the capacity to value
the services offered by peers in a P2P system (see above).

4.1.2 Technical Requirements
The main technical challenge is to design mechanisms that, on the one
hand, avoid central components whenever possible, while providing efficiency and scalability by maximizing the utility of the used resources. On the
other hand, reliability has to be ensured by taking into account malicious behavior of peers.
Decentralization
Definition 4.3: “Decentralization is any of various means of more widely
distributing decision-making to bring it closer to the point of service or action” [148].
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A true P2P-based system must only use P2P mechanisms which must be
able to function without any central components. Only this type of approach
offers the full advantage of the P2P concept and ensures that no central point
of failure exists. As a consequence of decentralization and the potentially
large size of a P2P network, the technical efficient and scalable design of the
different mechanisms is a difficult problem that has to be solved (see below).
Technical Efficiency
Definition 4.4: Technical efficiency is “the degree to which a system or
component performs its designated functions with minimum consumption of
resources” [82].
Depending on which resources determine the main bottleneck, particular
trade-offs have to be made. While, e.g., memory space and processing power
are usually plenty available in today’s commodity PCs, network resources
are still quite limited. In this situation, it is most reasonable to reduce size
and number of exchanged messages to a minimum at the expense of additional memory and processing power resources.
Scalability
Definition 4.5: “Scalability indicates the capability of a system to increase
performance under an increased load when resources are added” [148].
In other words, a solution is scalable if the system performance does not
decrease as the load increases. Many applications need to scale to up to millions of nodes. For example, the eDonkey file-sharing network has currently
around 3.5 million users [155].
A centralized, server-based system does typically not scale well under
these circumstances as the load on the server increases linearly with the number of clients. Thus, a central system can quickly become overloaded, especially if no centralized load balancing concepts are applied.
In contrast, P2P systems benefit from the characteristic that the load
caused by a participating peer can be compensated by those additional resources provided by that peer. Existing P2P overlay infrastructures like Pastry or Chord (cf. Section 2.2.2) benefit from this advantage and provide, in
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addition, scalable and efficient routing mechanisms that can be used for object replication and load balancing purposes.
Reliability
Definition 4.6: Reliability denotes “the probability that a functional unit
will perform its required function for a specified interval under stated conditions” [43].
Depending on the particular application and its use in a specific environment, a higher or lower level of reliability is required. Thus, appropriate
mechanisms are necessary, such as replication and load balancing techniques, to guarantee the required reliability of an application.
Security
Definition 4.7: Security is “a condition that results from the establishment
and maintenance of protective measures that ensure a state of inviolability
from hostile acts or influences” [43].
As peers make their resources available to other peers, it is essential that
appropriate security measures are provided to protect resources against unauthorized and potentially malicious use. Existing P2P overlay infrastructures
such as Pastry or Chord (cf. Section 2.2.2) have currently limited support
against malicious peers or insecure infrastructures.
In particular, security includes authenticity, integrity, and confidentiality
which requires appropriate security mechanisms such as authentication, authorization, access control, and encryption. Different levels of security may
be needed, depending on the value or privacy of a particular resource, and
the type of access to it such as read, write, or execute.
Availability
Definition 4.8: Availability is defined as “the ratio of the total time a functional unit is capable of being used during a given interval to the length of
the interval” [43].
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It is important that an application is available continuously and performs
correctly and securely even in the case of individual failures. Centralized
systems are often vulnerable against total failures or Denial-of-Service
(DoS) attacks which can basically make the system unusable. P2P systems
are by design more robust against such failures or attacks. But at the same
time they can suffer from the fact that those peers are autonomous entities,
which may not behave as intended by the designer of the mechanism.

4.1.3 Further Requirements
Apart from the core requirements presented above every application has
further individual functionality and performance needs which have to be fulfilled:
Persistency
Definition 4.9: (Data) persistency refers to the need for data to be stored
and persist over a certain time.
In some applications, e.g., file sharing or storage systems, data may need
to persist for an ideally unlimited time. Thus, suitable data protection or replication mechanisms are required to guarantee that a certain persistency is
achieved for data stored within an application.
Consistency
Definition 4.10: “Consistency denotes the degree of uniformity, standardization, and freedom from contradiction among the documents or parts of a
system or component” [82].
In many applications replicas of particular files or data items are stored
on several nodes to increase data persistency and availability. Appropriate
maintenance mechanisms are required which make sure that these different
replicas are always consistent.
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Flexibility
Definition 4.11: Flexibility indicates the capability of a system to adapt itself to different situations.
For example, the popularity of files in a file sharing application varies
heavily, it typically follows a log-quadratic distribution [28]. Popular items
such as a famous music song are downloaded more frequently and, therefore,
cause heavy loads on the provisioning infrastructure. There is a need for a
mechanism that enables an application to dynamically adapt to such situations, e.g., a dynamic increase of the number of replicas of a particular file,
and appropriate load balancing and scheduling algorithms providing access
to replicas in a fair manner.
Searchability
As the number and variety of services offered by peers increases, searchability, i.e. the ability to search for and locate service offerings based on a
certain description, becomes an important requirement. An appropriate
search mechanism should ideally be deterministic and scalable, i.e. find all
available offers within any number of peers and services.
Legality
The designer of an application may be held liable for the use of its application for a particular purpose, e.g., illegal file sharing. Appropriate counter
measures are needed, such as Digital Rights Management (DRM) mechanisms. However, these issues are not addressed in this thesis.

4.2 Architectural Models
Three basic models define the key elements of the economic P2P architecture, namely, peers, services, and a market. As depicted in Figure 4.1,
those models are closely related to each other.
• The service/resource model (cf. Section 4.2.2) delineates the types of
services or resources a peer can offer to other peers.

38

Chapter 4 Economic P2P Architecture

• The market model (cf. Section 4.2.3) provides the market-oriented
view of a P2P network, i.e. it models the P2P market over which peers
buy and sell services.
• The peer model (cf. Section 4.2.4) presents the internal structure of
peer, i.e. the functionality needed to provide services and uphold the
P2P market.
Peer
Model

Service
Model

Market
Model

Figure 4.1: Architectural Models
The architectural models are adapted from the Service Oriented Peer-toPeer System Architecture (SOPPS) (cf. [53], [55]). SOPPS has been developed within the MMAPPS project [102] and was successfully used for different applications.

4.2.1 Related Architecture Frameworks
Other approaches for architecture frameworks exist, which are closely related to the architectural models presented in this section. Figure 4.2 provides an overview on various frameworks in the area of P2P systems,
services, markets, and grids, which are briefly described below.
The JXTA [60] technology is a P2P framework targeted at a broad range
of applications. It builds completely on the P2P paradigm and has been used
as a basis for the implementation of SOPPS. Due to its broad focus and acceptance, the JXTA framework seems to have evolved into a quasi-standard
for P2P systems today.
At the same time, several frameworks have been developed for grid computing, e.g., the Globus toolkit [46] or Gridbus [61]. While being closely re-
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lated to P2P architectures, the main focus of these frameworks is on
aggregating computing power and other resources into large-scale virtual organizations that may not necessarily follow the P2P paradigm. But there are
also P2P-based frameworks targeted at markets for sharing computing power, e.g., the Compute Power Market (CPM) approach [22].
P2P
IRTL
JXTA

SOA

Services

WSA
SOPPS

CPM

OGSA

Globus
Gridbus

Markets and Grids

Figure 4.2: Related Architecture Frameworks
A third important area mainly related to the adopted service model includes the Reference Model for a Service-Oriented Architecture (SOA) [99]
and the Web Services Architecture (WSA) [18]. These frameworks provide
the basic terminology and concepts for a service-oriented approach in defining the capabilities and interfaces of network-based entities. As such they
have a big influence on P2P and grid architectures, which are more and more
adopting the service-oriented view. Apart from SOPPS, other frameworks
are making use of the SOA approach, e.g., the Open Grid Services Architecture (OGSA) [47] or the Information Resource Transaction Layer (IRTL)
[81].
As depicted in Figure 4.2, the key novelty of SOPPS and the architectural
models presented is the consideration of economic and technical aspects addressing P2P systems, services, and markets in an integrated manner.

4.2.2 Service/Resource Model
A clear delineation between services and resources is difficult. It heavily
depends on how services and resources are defined and what view - serviceor resource-oriented - one has. In many cases there is a duality between a service and its provided resource and the decision for either notation is a ques-
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tion of one’s viewpoint [55]. Within this thesis services and resources are
defined as follows:
Definition 4.12: “A service is a unit of work done by a service provider to
achieve desired end results for a service consumer” [78].
Depending on the specific application considered, a service may, e.g., be
the sharing of a file, the storage of data, or the computation of a task. In contrast to a service, a resource is defined as follows:
Definition 4.13: A resource is an “available source of (...) supply that can be
drawn upon when needed” [147].
For example, the computation of a task requires CPU and memory resources. In other words, resources are used for the provision of a service.
Without loss of generality it is assumed in the following, that everything a
peer may offer can be modeled as a service. For example, “the sharing of a
file” is considered the same as “a file which is shared”. The corresponding
service/resource model showing the relationship between services and different types of resources is depicted in Figure 4.3.
Service

Services
Other
Resources
…

CPU
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Hardware
Resources
Network
Links
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Resources
Storage

Content

Figure 4.3: Service/Resource Model (adapted from [53])
A service may involve one or several resources and can also rely on further services. The two main types of resources that can be distinguished are
hardware- and software resources. Hardware resources such as processors,
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network links, or storage are typically non-replicable and exclusive, i.e. the
use of them diminishes the total amount of the resource available.
In contrast, software resources such as content are replicable and usually
non-rival. Thus, other than hardware resources, software resources can be
transmitted over a network. Non-rival means that the consumption of content
by a user does generally not affect other users. However, software resources
need to be stored or processed on hardware resources at any time, otherwise
they would be lost. Thus, the consumption of other users can be diminished
through those resources which are involved in the content provisioning and
distribution process, i.e. storage and network resources. Hence, the overuse
of those hardware resources may result in a bad experience of the content
service for other consumers.
Further resources exist which may be involved in services offered by
peers, such as human manpower or other goods. However, those resources
are not further investigated here.
Resources are available either locally or remote. A remote resource needs
to be provided by a remote service and it is accessed through a local service
stub. A local resource can be accessed through a local service or just via the
local operating system.

Figure 4.4: Service Example [53]
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The service example in Figure 4.4 illustrates the above model. It shows a
content download service on Peer A that retrieves a remote software resource, i.e. a file called BritneySpears.mp3, from a content sharing service
on Peer B. S denotes a service, while RS and RH denote software- and hardware resources, respectively. The entity which refers to the software resource
on Peer A is named a service stub for a remote service. In order to provide
the content sharing service, Peer B further integrates a couple of local hardware resources to store and process the service and to deliver the provided
content. Apart from that, Peer B integrates a disk sharing service from Peer
C to store the provided content.
Note, that in the rest of this thesis, the terms service and resource will be
used mainly in technical discussions, while the term good will be used to describe the economic equivalent.

4.2.3 Market Model
In order to address the economic aspects of P2P systems, a P2P market
model has been developed. The model provides the market-oriented view of
a P2P system, i.e. it describes the system as marketplace over which peers
buy and sell services.
Definition 4.14: A P2P market or marketplace is a decentralized infrastructure that provides the necessary trading mechanisms for peers to trade goods
or services in an efficient and reliable manner.
In other words, a P2P marketplace offers the necessary means to trade
services over a P2P system with the help of all involved peers. The market
model is refined by defining the different roles and interactions of peers in
such a P2P market.
Consider a P2P market over which only one service with fixed parameters is traded. For the given service there are basically three different roles in
the network, namely:
• Consumers, i.e. peers searching and requesting a service for use
• Providers, i.e. peers advertising and offering a service for provision
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• Brokers, i.e. intermediate peers in the P2P network supporting consumers and providers in finding each other and defining and enforcing the
terms of service use.
Note that it is assumed that a peer can act in several roles at the same
time, especially if multiple services will be traded over the same P2P network.

Ser
req vice
ues
t

Broker peers
(Intermediate peers
in P2P network)

Se
r
of vice
fer

Service provision
Consumer peer

Provider peer

Figure 4.5: Market Model
An example for a market with only one service, e.g., the download of a
particular file at a certain bandwidth, is shown in Figure 4.5. The figure illustrates the basic roles of peers and their interactions within the considered
market.
The consumer peer tries to maximize its utility by finding a provider
which offers the particular service at a low price. Likewise, the provider’s
goal is to maximize its benefit by attracting a consumer which is willing to
pay a high price for the service offered. Intermediate peers are responsible to
match these needs in an efficient and optimal way, i.e. they need to forward
messages such as requests and offers for the service, as well as process and
store service-related information such as prices on behalf of others.
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Once the service offer and request phase has completed successfully, the
service provision can start. Other intermediate peers might again be relied
upon during or after service provision, e.g., for accounting purposes in order
to aggregate and store the peers’ accounting data. However, the service itself
is typically provided directly from the provider to the consumer without the
help of other peers.

4.2.4 Peer Model
Based the key requirements presented in Section 4.1 and the above service and market models, a peer model has been developed which represents
the internal structure and functionality of a peer, and its interfaces to other
peers. Flexibility of the peer model is the key, mainly to be able to address
any application’s requirements. The model, which is composed of four layers, is depicted in Figure 4.6.
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Figure 4.6: Peer Model [71]
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Major characteristics of the different layers and the interfaces they offer
are described in the following:
Local Resources
Each peer has a limited number of hardware- and software resources (cf.
previous section). Hardware resources considered are processing power,
memory or storage, and network links. Software resources are content or executable software applications. It is assumed that both types of resources are
offered to other peers.
Resource Encapsulation Services
To resolve the duality between resources and services, resource encapsulation services encapsulate access to local resources through the provisioning
of standardized interfaces. Drawing directly on local operating system functionality, resource encapsulation services provide access to local resources
for local as well as remote advanced services. Thus, their task is to abstract
away from the resource heterogeneity of peers. For example, any collection
of data being identified as content, e.g., a text document, an image, or a video, would be wrapped by a content encapsulation service. Thereby, the content may reside on any type of data source, such as a file system or an objectoriented database.
Advanced Services
Advanced services involve several resources and services to work together to provide a more sophisticated service. E.g., consider an image comparison service yielding a degree of similarity between images as its output.
Such a service builds on several local resources, i.e. the images, storage and
CPU resources, and an application providing the algorithm for the comparison. In the most extreme case these resources could all come from resource
encapsulation services on different peers.
Core Functionality
The core functionality layer provides the key mechanisms needed to uphold peer services. It is in charge of basic technical functionality as well as
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functionality supporting the economic requirements. These functions, which
draw directly on local resources, have been classified into different core
functionality components and will be described in detail in Section 4.4.
Interfaces
Every peer offers two different types of interfaces to other peers, core
functionality interfaces and service interfaces. Core functionality interfaces
are encapsulated within the respective functionality components. Examples
for these can be found in Chapter 6 and Chapter 7. Service interfaces depend
on the very specific functions a service offers. Every service provides its own
service-specific interface, which is encapsulated within the service itself.
There is no common interface which is provided by all services.

4.3 P2P Trading Scheme
This section derives the economic mechanisms that are necessary to enable peers to trade services over a P2P network. As shown in Section 3.3.2,
none of the existing incentive schemes seems to fit the specific characteristics and needs of P2P applications. A new trading scheme has been developed that enables peers to trade services in an efficient and scalable way and
that supports different P2P applications and usage scenarios in a flexible
manner. In particular, the P2P trading scheme combines the benefits of barter-trade and bond-based patterns by providing support for both schemes.
Over-consumer

Over-provider

Balanced Peer

Figure 4.7: P2P Trading Scheme
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The developed trading scheme for P2P systems is depicted in Figure 4.7.
The scheme takes into account that peers are able to compensate service consumption to some extent by providing own services to other peers. Thereby,
three different types of traders are distinguished:
• Balanced peers, which use more or less as much as they provide
• Over-providers, which use less than they provide
• Over-consumers, which use more than they provide
The basic idea of the scheme is the following: as long as a peer’s account
is “balanced”, i.e. the difference between consumption C and contribution P
does not exceed a certain threshold T ( C – P ≤ T ), where C and P are normalized values (C+P=1), the peer does not have to “pay” or “get paid” for
services (cf. Figure 4.8). However, when a peer starts overusing the system
and thus exceeds the given threshold ( C – P > T ), the overuse has to be
compensated, otherwise the peer would not be granted service anymore. This
compensation can either be achieved by providing service or by paying an
amount of money to another peer who has reached the threshold in the opposite way, as shown in Figure 4.7. Thus, similarly, a peer who is “under-using”
the system, is able to redeem the accumulated “credit” for money.
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OverBalanced
consumer
Peer

Overprovider

Figure 4.8: Trader Type Ranges
Hence, in principle the scheme supports remuneration by providing services to other peers, but it also allows to compensate for under- or overuse
through the transfer of money. Note that since the money transfer is not
bound to a single service transaction but rather independent from them, the
scheme can “aggregate” the outcome from several service transactions and
remunerate them together, which reduces the transaction costs.
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4.3.1 Economic Mechanisms
To implement the P2P trading scheme presented above, three important
economic mechanisms are necessary as outlined in Figure 4.9. These three
mechanisms determine the main focus of this thesis.

Pricing
Service

Accounting
Service
Value

Charging

Aggregated
Value

Money /
Currency

Figure 4.9: Economic Mechanisms
First of all, a pricing or service valuation mechanism is needed which
takes into account the amount and value of the different services offered. The
pricing mechanism maps a service onto a generic service value representation, e.g., a tariff function or a scalar value.
In order to be able to keep track of a peer’s balance over several transactions an accounting mechanism is necessary. Accounting aggregates the service value by evaluating the respective tariff and accumulating the result.
Finally, a charging or payment mechanism is required to enable a moneybased settlement between peers. Charging is responsible for mapping the aggregated value into a monetary charge. Note that the last mechanism is not
necessarily needed. It only comes into play when peers under- or overuse
services of other peers compared to the services they provide themselves.

4.4 Architectural Components
Implementing the above economic mechanisms within a P2P system in a
technically efficient and reliable way is a challenging problem, which will be
addressed in detail in the next chapters. This section shows how the economic mechanisms are mapped onto key technical functions and how they interact with other important technical mechanisms.
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4.4.1 Core Functionality
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A variety of functions need to be provided by peers on behalf of other
peers to enable the management and use of services offered by them, and to
meet the requirements described in Section 4.1. The different functions have
been classified into several core functionality components. These components and their interactions are depicted in Figure 4.10 and discussed in detail in the following.
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Figure 4.10: Core Functionality Components and Interactions [71]

Pricing Support
This functionality comprises valuation and pricing of services. The pricing component sets and disseminates prices for services. It may interact with
the user to negotiate dynamic prices. The resulting tariff is used by accounting to combine accounting information with the specified price to calculate
the corresponding service charge.
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Accounting and Charging Support
Accounting collects measurements or events of all types of transactions
and method invocations, including usage of core functionality components.
It combines this information with the user information collected by the security component to perform charge calculation and billing.
Resource Management
Resource management is needed to schedule and process service method
invocations and perform the allocation of corresponding resources. Different
scheduling methods may be in place, among them, e.g., algorithms that support real-time applications such as audio/video streaming.
Security Support
Security support includes mechanisms to meet various types of security
requirements, such as privacy, access protection, integrity, authenticity, and
non-repudiation. Different levels of security may be provided, from public
and anonymous to private and authenticated. Note that not all these requirements can be met in one support function. This functionality focuses in particular on access control, which requires the authentication of users, e.g.,
realized by a shared secret, and authorizes the access of services based on
this information. In addition, suitable encryption and signing mechanisms
may be adopted to meet further security requirements.
Service Support
Service support comprises versioning to keep track of different versions
of the services or services levels offered. In addition it enables the provisioning of personalized services, e.g., content in different languages, different
quality levels or different formats. If particular data is replicated on several
peers, versioning ensures that modifications are performed consistently
across all replicas.
Search Support
This functionality includes indexing and metadata management. Indexing
manages a list of services, available through the corresponding interfaces.
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This list may either be stored centrally or distributed, e.g., in a DHT. The
necessary information may be specified by the user or directly extracted
from the corresponding services. For example, content encapsulation services could automatically create a service description specifying the corresponding content metadata.

4.4.2 Further Aspects
The above components comprise only the major functions needed for a
generic support of P2P applications. A specialized system, which focusses
on a specific scenario may support additional or a subset of above functions
depending on the given requirements. Specific applications may, e.g., have a
need for group management or DRM support. More details on these and other functions can be found in [56] and [57].
Trust and Reputation Support
In order to cover those long-term effects of malicious behavior by peers
like DoS attacks that cannot be tackled by accounting and charging or security mechanisms, an additional function is needed that provides support for
building trust and reputation. This can, e.g., be achieved by relying on a reputation management system like NICE [96].
Configuration Policies
To enable a flexible use of core functionality components within different
applications, it is inevitable that the generic components can be configured
towards the specific needs of an application. This can be achieved by application-specific configuration policies, which configure the specific behavior
of the different components. Configuration policies need to be provided by
the application, and have to be stored locally on every peer. The access and
maintenance of configuration policies for different applications may be facilitated by a separate policy management component, which is not further discussed here.
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4.5 Chapter Summary
This chapter sketched the key elements of an economic P2P architecture
based on key economic and technical requirements identified. The peer architecture specified exactly the types of services that can be offered by peers,
discussed the underlying market model and defined the internal structure and
interfaces of a peer. Furthermore, a new P2P trading scheme was developed
supporting different applications and trading scenarios in an efficient and
scalable manner.
Finally, the necessary economic and technical mechanisms were derived
and mapped onto a set of needed core functionality components, in order to
support the trading of services within different applications in a generic and
flexible manner.

Chapter 5

Design Space

This chapter gives an overview on the design space for pricing as well as accounting
and charging mechanisms in P2P systems. First, the basic functionality of a pricing
mechanism is specified, and different price determination strategies are outlined.
Furthermore, efficient mechanisms to disseminate those prices over a P2P network
are discussed. Afterwards, the core functions of an accounting mechanism are presented and a set of related work is outlined and classified.
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5.1 Pricing
As introduced in Section 4.3.1, P2P pricing deals with the valuation of
services offered by peers. Recall that a service can, e.g., be the sharing of a
file, the storage of data, or the computation of a task (cf. Section 4.2.2). Numerous approaches exist for determining and disseminating prices for such
services based on different service parameters and pricing strategies. In the
following, the key tasks and design options for pricing are specified and discussed in detail.

5.1.1 Pricing Interactions
In general, pricing comprises a sequence of processes and interactions between one or several providers and potential consumers of a particular service, and optionally one or several broker peers (cf. Figure 5.1).
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Figure 5.1: Basic Pricing Interactions
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In most cases, a consumer peer sends a price request to a provider peer,
which answers with a quotation of the offered price as shown in Figure
5.1(a). A provider peer may also distribute price offers as advertisements
without being asked by the consumer first. However, both interactions may
also be reversed as shown in Figure 5.1(b), i.e. a consumer can take the active part and offer a price that he would be willing to pay to a potential provider.
In either case, the counterparty can accept the price or further negotiate it
with the corresponding peer. For example, a consumer could try to bargain a
cheaper price than the one offered by a provider.
Once the provider and the consumer agreed on a particular price, the use
of the particular service can start. In particular scenarios, e.g., for long-lived
services, it may even be reasonable to allow re-negotiation of prices after the
service has started. An approach supporting this is, e.g., RNAP which is presented in [146].

5.2 Pricing Functionality
On the basis of the described alternatives of P2P pricing interactions, the
different functions that a pricing mechanism needs to deal with, are grouped
into two different pricing functions as depicted in Figure 5.2 and defined in
the following:

Price
Dissemination
Price
Determination

Figure 5.2: Basic Pricing Functionality

56

Chapter 5 Design Space

Definition 5.1: Price determination defines the method that a peer applies
to calculate the price or tariff for a particular service. This includes the collection of information from local resources and/or other peers depending on
the pricing strategy that is followed by the peer.
Definition 5.2: Price dissemination defines the protocols and messages that
are used to request and distribute prices over the underlying network, i.e. the
mechanism how prices are communicated between peers.
Different strategies and protocols for price determination and price dissemination will be discussed more detailed below. Both pricing functions
may involve other peers (i.e. broker peers) apart from the provider and the
consumer, e.g., for storing and forwarding prices on behalf of other peers.
In many P2P scenarios there are typically several providers offering exactly the same service, e.g., the same file. A peer will, therefore, likely want
to collect many offers from different peers before accepting an offer from a
particular peer. This is a core aspect that will be dealt with in Chapter 6.
Even more complex is the situation where a service is provided simultaneously by several peers or used by several consumers, e.g., a parallel file
download from multiple sources or a multicast stream consumed by several
peers. This situation is considered as an advanced scenario which will not be
covered in this thesis.

5.2.1 Price Determination
Different economic models have been proposed to calculate prices for the
usage of hardware resources such as network links, computing power, storage, or software resources such as content (cf. [21], [32], [85], [144]). Clearly, each type of service has its own specific aspects and it is, therefore,
difficult to define a generic price determination mechanism that covers all
these aspects, which is rarely desired, either.
This section provides an overview over different price determination
strategies that may be applied by a peer. Only a peer knows the purpose of
providing or using a particular service and can decide, which strategy to follow. Depending on the service, further price determination methods might be
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needed that take into account individual service parameters. In addition,
peers may combine different strategies or develop further individual pricing
methods and set price parameters at their own discretion.
Cost-based Pricing
The cost-based pricing strategy calculates prices based on the direct costs
for creation, provisioning and distribution of a service plus an allowance for
profit (cf. [150]). The costs for the creation of the resources behind the service are typically fixed costs, while provisioning and distribution costs are
variable and accrue for every use of the service. In the case of software resources, the costs for creation are usually high, while those for reproducing
(providing) them are marginal. In a highly competitive market, like in a large
P2P network with many peers, the price for a software resource is therefore
likely to drop to the marginal costs (cf. [144]). In contrast, for hardware resources there is always a cost for providing them as these resources are exclusive (cf. Section 4.2.2).
The cost-based pricing strategy typically requires a high measurement effort, which is itself costly and technically hardly feasible. Thus, while the
cost-based pricing strategy is theoretically valid, it seems not to be a practically viable approach.
Demand-based Pricing
The demand-based pricing strategy is to set prices for services dynamically based on the current consumer demand (cf. [148]). In the P2P case, demand can be defined as the request rate for services on a particular peer. In
other words, demand-based pricing draws on local metering information
such as the request rates rF for an individual service or the total request rate
rT for all services provided by a peer. The resulting price would be calculated
as a function of rF and rT, i.e. p = fD (rF , rT), where fD is monotonic increasing function, e.g., fD = a rF + b rT, where a and b are positive parameters that
would be set by the peer.
Using the demand-based pricing strategy the price for a service increases
during peak times and therefore helps to avoid congestion. In addition, it enables a peer to control access to its local resources in a flexible and economic
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way. For example, if a peer uses local resources on its own, prices would automatically increase and thus less resources would be consumed by other
peers, which would in turn result in a better experience for the local user.
Demand-based pricing is mostly suitable for resources which determine a
bottleneck and are therefore likely to get congested, e.g., network resources
(cf. [32]). In contrast, storage and computing resources are usually plenty
available in today’s commodity PCs (cf. Section 4.1.2), and are therefore less
suited for demand-based pricing.
Market-based Pricing
The market-based pricing strategy determines prices based on supply and
demand (cf. [148]). This is similar to demand-based pricing, with the difference that demand is determined globally and supply is taken into account additionally. Thus, this strategy depends on global information, that needs to be
gathered with the help of other peers, e.g., through distributed metering of requests rates rF and rT, which would be averaged over all peers.
However, peers might not be trustworthy regarding their metering information or not be willing to provide such information at all. A better approach
would, therefore, be to collect prices instead of metering information. Since
it is hardly feasible to request prices from all peers, only a limited set of
peers could be asked. Alternatively, a distributed aggregation mechanism
could be adopted to calculate global prices for a particular service.
Using market-based pricing, service prices increase during global peak
times, regardless how much resources are currently used locally. This strategy would therefore be best suited for peers trying to maximize their revenue.
Value-based Pricing
Value-based pricing determines prices for services based on the user’s
utility (cf. [86]), which is not taken into account by the pricing strategies presented so far. Since not all services are worth the same, services with a higher
utility are priced higher. Thereby, peers have an incentive to offer services
with a higher utility.
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However, a user’s utility, e.g., measured as quality of service (QoS) perceived by the user, may be hard to determine. Other than hardware resources,
the perceived quality of software resources such as content is often user-specific. It can usually only be determined after a complete experience and depends heavily on a user’s interest and knowledge about a specific context.
Rating mechanisms like GroupLens [122] or PICS [123] represent a suitable
means which may be adopted to assess the quality of content.
Fixed Pricing
While such flexible approaches as the ones presented above stimulate
competition among peers, they may not necessarily achieve the highest social welfare. The fixed pricing scheme solves this problem by regulation of
the prices a peer is able to set (cf. [9]). A central authority, e.g., the system
designer, specifies rules that limit the range of allowed prices p, i.e., pMin < p
< pMax, which dominate the pricing strategies discussed above.
However, such an approach requires that the central authority has complete information to set optimal prices in advance. In addition, as there is
generally no control over the behavior of peers, the enforcement of rules
specifying such price limits can be difficult to achieve. It would require, that
misbehaving peers can be identified and, e.g., excluded from the network.

5.2.2 Price Dissemination
In order to build a complete market, the prices which are assigned to individual services need to be communicated among the peers participating in a
P2P application. The distribution or lookup of prices determines a typical
search problem for which there are again a number of possible solutions.
Two major dissemination paradigms that need to be distinguished are push
and pull. Following the pull paradigm price offers are explicitly requested by
peers, while the push paradigm enables peers to actively distribute offers as
advertisements to a particular group of peers or even to the whole network.
In the following, different price dissemination approaches are discussed in
detail.
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Central Price Lookup
The simplest approach would be a central broker, which collects and
stores price offers from all peers and answers corresponding price requests
with a list of matching offers. Many solutions existing today are based on
this approach, e.g., eBay [39]. However, the goal of this thesis is to avoid
central elements wherever possible.
Price Flooding
In the absence of a central authority the problem becomes technically
complex. Prices need to be communicated to other participants in a reliable
manner. Another simple approach is to assume that peers are connected in a
fully meshed P2P network. In this case, peers could ask all participants for
their prices (bilateral search / pull) or regularly send their price offers for services to all other participants in the network (posted offer / push). In each
case, a request or offer could directly be answered with a (counter-)offer by
any participant. An approach similar to this is adopted in [35]. Obviously,
such a solution generates a huge amount of traffic and does not scale.
A possible alternative is to assume a random P2P network, like in Gnutella [58]. Hence, peers would send price requests for particular services to all
their neighbors in the network, which forward them to their neighbors, and
so on. Similarly as above, each interested peer could directly answer with a
corresponding price offer. While such a solution would scale better since
peers are only connected to a limited number of neighbors, there are no guarantees about the reachability of all participants.
Distributed Price Storage
To reduce the number of messages sent over the network, price messages
could be stored (i.e. cached) at intermediate peers. If a price request for the
same service arrives again, intermediate peers could answer it directly and
would not need to forward the request again. Price messages could either be
removed from the storage after some time or deleted when losing their validity. Alternatively, price messages could regularly be updated by peers to refresh the stored information prior to expiration. While such a solution would
scale better, one has to consider that intermediate peers could behave maliciously and, e.g., fake price messages on behalf of other peers.
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A similar approach would be to store prices in a distributed hash table
(DHT), as provided by Pastry [127] or Chord [137]. The use of a DHT for
price storage will be discussed in detail in the next chapter.
Price-based Routing
Another scalable but rather complex approach would be to store price information in a form of routing table at intermediate peers in the network.
Those peers could use this information to route requests to the peer offering
the best price for a particular service rather than broadcasting them. However, it is again unclear how long such information should stay valid before being dropped from the routing table. Also, it is difficult to make a prediction
about the reliability of such an approach in the presence of malicious peers,
as much of the control is delegated to the intermediate peers.
In summary, as shown in Table 5.1, all the price dissemination mechanisms discussed have benefits and drawbacks with respect to the stated requirements. A new mechanism is needed which is able to provide a high
reliability, while being efficient and scalable.
Table 5.1: Price Dissemination Design Space
Central Price
Lookup

Price Flooding

Distributed
Price Storage

Price-based
Routing

Simplicity

+

+

+/-

-

Reliability

+

-

-

-

Efficiency

+

-

+

+

Scalability

-

-

+/-

+

Properties

5.3 Auctions
Auctions are a promising alternative to the approaches presented above in
terms of both economic and technical efficiency. An auction-based pricing
mechanism offers the flexibility of setting prices for goods dynamically and
economically efficient based on current supply and demand. Following the
above distinction between price determination and price dissemination functionality, auctions can be characterized as follows: In an auction, each trader
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has a reserve- or reservation price [6], i.e. a price limit, below or above
which a seller or buyer is unwilling to go. Based on this price limit and the
current prices offered by other traders, seller and/or buyers can quote prices
until the auction ends. All price offers are collected by the auctioneer, who at
the end of the auction reveals the winner and determines the final price.
Hence, prices are determined in a market-based way and disseminated over a
broker, i.e. the auctioneer.
An overview on the large design space of auction-based pricing is given
in Figure 5.3 and discussed below (a detailed description of different auction
types is, e.g., provided in [5]).
1-Sided Auctions
In a 1-sided auction such as the Second-Price Auction either providers or
consumers can offer prices. While 1-sided auctions are simple to implement,
they have the drawback to be either provider- or consumer-oriented and thus
asymmetric and not optimal in terms of the economic efficiency.
2-Sided Auctions
2-sided auctions like the Double Auction (DA) determine in comparison
to other pricing mechanisms, such as bilateral search, posted offer, or singlesided auctions the closest approximation to the ideal solution of an economically efficient market [49]. Justifications of this fact can be found in [111]
and [149].
Other than in single-sided auctions in a 2-sided auction both providers
and consumers can quote prices (bids or asks) in a symmetric way. These are
matched by the corresponding broker following a certain matching strategy.
Today, variants of the DA are, e.g., widely used in stock markets.
An attempt to implement a Double Auction in a P2P environment is, e.g.,
proposed in [118]. Their algorithm is based on agents which are connected in
a random P2P network. They consider only one commodity good being traded. Agents randomly join to build clusters and assign a single agent as the
cluster center which keeps a map of all agents in the cluster. Thus, the maximum cluster size has to be limited which implicates that the solution does not
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scale well. In addition, it is assumed that messages are never lost or delayed,
which is not a realistic assumption for a P2P network in practice.
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Figure 5.3: Design Space for Auctions (adapted from [49])
Another approach for implementing a P2P auction based on Law Governed Interaction (LGI) [106] is proposed in [45]. However, this approach relies on a centralized auction registry to register and lookup an auction, which
limits the scalability of the proposed mechanism. Another related approach
is presented in [35]. Both approaches do not rely on a broker, but use flooding to exchange price offers among the auction participants.
PeerMart (cf. [68], [69]), which will be presented in detail in Chapter 6, is
a new approach combining the economic efficiency of the Double Auction
with the scalability of structured P2P overlay networks. The basic idea of
PeerMart is to distribute the broker load of an otherwise centralized auctioneer onto clusters of peers, each being responsible for brokering a certain
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number of goods. PeerMart is different to existing work, such as [35] and
[118], since it applies a structured rather than a random P2P overlay network,
which enables deterministic location of brokers and is more efficient and
scalable. Moreover, through the use of redundancy PeerMart can provide a
high reliability even in the presence of malicious or unreliable peers.
An overview and evaluation of the different approaches for implementing
an auction, including 1-sided and 2-sided auctions as described in detail and
justified above, is given in Table 5.2.
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Table 5.2: Internet-based Auction Design Space

Centralized

eBay

+/-

+

+

nonea

LGI
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n/a

Single Agent
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Auction

-

-

n/a

nonea

EPFL’s P2P
Auction

n/a

-

+

Decentralized
and Redundant

PeerMart

+

+

+/-

a. Offers are flooded in a decentralized way to all other auction participants

5.4 Accounting and Charging
In order to be able to keep track of and charge the services provided and
used by peers, the core function of an accounting mechanism is essential.
Thus the main goal of designing an accounting mechanism (in the following
called accounting scheme) is to ensure accountability (cf. [37], [141]) by
providing a set of functionality that enables to keep track of contribution and
consumption of resources by peers within a particular application. As such it
gives peers an incentive to contribute their own resources and serves as a basis for a charging mechanism or to punish selfish behavior like free-riding.
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Vital accounting mechanisms are the processing of accounting events describing the amount of used resources, the application of respective tariffs, as
well as the creation and maintenance of accounts to store and aggregate the
accounting information and to keep track of the account balance. One of the
main challenges of an accounting mechanism is clearly to bind the accounting information to a real identity or making re-entries of peers under a new
identity costly and thus unattractive.
Accounting schemes may implement any specific type of accounting,
from simple local or centralized accounting to more sophisticated remote or
token-based accounting. Individual accounting schemes usually fulfill specific requirements with respect to efficiency, scalability, and economic flexibility, as well as security and trustworthiness, among which there is always a
trade-off. An overview and evaluation of the design space of P2P accounting
is given in Table 5.3 and discussed in the following.
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Cooperative
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Table 5.3: Design Space and Evaluation of Accounting Mechanisms
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a. For this design option the mediator role is not applicable.
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5.4.1 Local Accounting
With this design option, peers keep accounting information locally, e.g.,
based on receipts that are issued by the counterparty. Local accounting scales
very well, however, it typically features bad security properties, as a peer
may easily modify accounting information locally, e.g., by forging receipts.
Such a scheme would therefore only be suitable in trusted environments
where security is not important, or for local uses. To increase the trustworthiness of local accounting, receipts could be signed by both transaction partners, however, fraud is still possible through collaboration between peers.
Examples for local accounting schemes are, e.g., BitTorrent’s tit-for-tat
mechanism [31] or eMule’s credit system [42] that have been mentioned earlier. A related approach is SeAl [116], which creates digital receipts of every
transaction and stores them locally. Another possibility to increase trustworthiness is to require peers to make their local accounting information public
and auditable as proposed in [115].

5.4.2 Token-based Accounting
Token-based accounting is similar to local accounting as it stores accounting information in tokens which are used by peers in exchange for the
use of a service and can be aggregated locally. Tokens are different from receipts, as they are typically issued (and signed) by a trusted token issuer, e.g.,
a bank or a quorum of peers (cf. [75], [76]). Consequently, token-based accounting has usually a high trustworthiness.
The idea of this approach goes back to Chaum, who is regarded as the inventor of eCash, i.e. electronic payments (cf., e.g., [25]). One of the main
drawbacks of token-based accounting is that tokens may be forged or spent
twice like any other virtual currency. Thus, appropriate mechanisms have to
be in place which take these problems into account. Double spenders may,
e.g., be punished by being exposed, as suggested by [26].
An example for token-based accounting in P2P systems is Mojo Nation
[109], where tokens are issued by a central bank. Other token-based mechanisms designed for P2P systems are, e.g., KOM’s Token Accounting [97],
PPay [153] or the approach presented in [89]. A related concept is the Digital
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Silk Road (DSR) [66] which has been proposed in the context of agoric systems.

5.4.3 Remote Accounting
In contrast to local accounting presented above, remote accounting is
based on the idea that accounting information is held remotely on other
peers. Remote peers are third-party peers, which are typically different from
the peers currently providing or using a particular service that needs to be accounted for. Using remote accounting, accounting information can be distributed and replicated over several peers, which, if designed appropriately, can
increase the reliability and availability of the accounting data. In addition, a
higher credibility or trustworthiness can be achieved, when many peers are
involved in doing the accounting. The concept of remote accounting is very
general and covers several potential subtypes, such as central, hybrid, and
distributed accounting. An overview on the possible variants is given in the
following.
Central Accounting
This is the simplest form of remote accounting and is only mentioned for
completeness. Using this type of accounting, accounting information is kept
on a centralized place, i.e. on a central server. An example for an approach
which is based on a central server (trusted third party) is proposed in [79].
Another central solution is GridBank [13], which focusses accounting for
grid services. Central accounting is simple to maintain and control, and, thus,
is usually highly trusted. However, the goal is to avoid any central elements
in the network, as they represent a single point of failure and do not scale for
a large number of peers.
Hybrid Accounting
Hybrid accounting features the simplicity of central accounting, while being more scalable with respect to the number of peers. In hybrid accounting a
dedicated set of peers (so-called super-peers) are used to hold accounting information. Super-peers are typically peers which are highly trusted by a
group of peers (clients) attached to them. If the size of such a group is limited, the hybrid approach scales quite well.
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An example for hybrid accounting is given in Figure 5.4. It demonstrates
two peers (Peer A, Peer B) involved in a service, each having an account on
a particular super-peer (Super-Peer A, Super-Peer B). Each super-peer holds
several accounts of different peers. In order to update their accounts, both
peers have to send account updates to the two super-peers. The super-peers
have to verify the received accounting data and update the accounts accordingly.
Peer B
(Consumer)

Peer A
(Provider)
Service

Update
Account Update
t
coun
c
A
Super-Peer B

Update
Upd
Account
Acc ate
oun
t

Peer B‘s
Account

Other
Peers

Super-Peer A

Figure 5.4: Hybrid Accounting
However, appropriate incentives need to be given to super-peers, to provide the extra accounting efforts. For example, every peer may periodically
pay a flat fee to its super-peer covering the costs for keeping and updating
the accounting data. So far, the only accounting scheme which is partially
based on a hybrid approach is KOM’s Token Accounting [97]. This approach
uses several super-peers as a quorum of trustworthy peers to sign tokens.
Distributed Accounting
Distributed or fully decentralized accounting seems to be most promising
approach for P2P-based applications. It completely distributes the accounting load over all peers. As all peers are equally involved in doing the accounting the scheme scales very well and no payments are necessary to
compensate for any accounting costs.
The example depicted in Figure 5.5 demonstrates a distributed accounting
scenario again with two peers (Peer A, Peer B) involved in a service (1).
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Both peers have an account, each one held by a remote peer (Peer C, Peer D).
During the use of the service both peers forward account updates to the remote peers holding the respective accounts (2). If both peers agree on the
balance update (i.e. by sending equal updates), the peer accounts are updated
accordingly. If, for any reason, the two peers disagree, the peer accounts
would not be changed. In return the reputation of both peers could be decreased.
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Figure 5.5: Distributed Accounting
However, the described scenario faces a collusion problem. The two service partners could forward account updates only to the peer holding the provider’s account. Thus, the provider’s account would be updated, while the
consumer’s account remained unchanged. To prevent this, the account holders would need to interact with each other to decide whether the accounts
need to be updated or not, which highly increases the accounting overhead.
A similar approach is, e.g., followed in Karma [145], as depicted in Figure 5.6. In this approach, the consumer (A) sends an account update to the
provider (B), which forwards it to its account holder (Bank B). Bank B sends
the account update to A’s account holder (Bank A), in order to request permission to update B’s account. If this is confirmed, both accounts are updated accordingly, and the two peers will be notified about the successful
transaction so that the service transfer can start.
An alternative approach is depicted in Figure 5.7. In this scenario a remote peer (Peer C) acts as mediator peer for a particular service on behalf of
the respective provider and consumer peers. During service use, both peers
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send their account updates to the mediator peer which verifies them (1). The
service can immediately be terminated if the service partners disagree. In
contrast to the previous scenario, the peer accounts can only be updated by
the mediator peer (2).
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2. Obtain $15 from A

4. Confirm

1. {"Transfer $15 to B"} k

A

B

7. Transfer File / Transfer Receipt

A

File Transfer

Figure 5.6: Distributed Accounting in Karma [145]
An important aspect of distributed accounting is the redundancy of accounts. Non-redundant accounting describes the case, where every account is
held by only one peer, while redundant accounting refers to accounts being
replicated over several peers. A non-redundant accounting approach as the
examples shown in Figure 5.5 and Figure 5.7 above supersedes the need for
any synchronization between accounts, however, it has some severe drawbacks.
If for any reason a particular peer goes offline, accounts held by that peer
would temporarily not be accessible anymore. If a peer completely withdraws from the network, the corresponding accounting data would permanently be lost. In addition, a malicious peer could easily modify and
misreport the balance of an account it is responsible for. The use of redun-
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dancy, i.e. the replication of accounts over several peers can increase the robustness of distributed accounting.
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Figure 5.7: Distributed Accounting with Mediators
PeerMint [70] is an entirely new decentralized accounting scheme, which
will be presented in detail in Chapter 7. The approach uses multiple remote
peers to store and aggregate accounting information in a trustworthy and
scalable way. It applies a structured P2P overlay network to map accounts
onto a redundant set of peers and organize them in an efficient and scalable
manner. Other than Karma [145] and similar work (cf. [7], [115], [116]), the
proposed scheme uses session mediation peers to maintain and aggregate
session information about transactions between peers. This minimizes the
possibilities for collusion among peers trying to increase their account balance without actually contributing resources.
Additionally, PeerMint provides economic flexibility by supporting the
use of different types of tariffs. This enables to use the aggregated accounting information either to enforce fair sharing of resources between peers or
as a basis for additional charging and payment mechanisms. The proposed
scheme is secure in that it ensures the availability and integrity of the accounting data. However, it does not provide confidentiality or privacy, as every peer is, in principle, able to access the accounting data of any other peer.
Another distributed accounting approach is described in [7]. Similar ideas
are also pursued in the context of Grid computing (cf. [140]).
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5.5 Chapter Summary
This chapter explored the large design space of P2P pricing and accounting mechanisms. It provided a complete overview on the economic and technical design options of these mechanisms, which was used to classify and
evaluate related work and compare them with the solutions proposed in this
thesis.
PeerMart differs from existing work, as it follows a fully decentralized
Double Auction approach in which the auction lookup is performed based on
a structured overlay network. This solution together with the redundant design of brokers provides a highly reliable, efficient, and scalable pricing
functionality that performs well even in the presence of malicious peers.
Also PeerMint is different from existing work, in that it uses multiple remote peers to store and aggregate accounting information in a fully distributed manner, and by applying session mediation peers to maintain information
about sessions between peers and update accounts. By following this approach, PeerMint is able to provide a better trade-off between scalability, efficiency, and security than existing solutions.

Chapter 6

Decentralized Auction-based
Pricing with PeerMart

Driven by the newly designed approach PeerMart, the economic efficiency of auction-based pricing is combined with the technical performance and resilience of P2P
networks. The key functional advantage of PeerMart besides its technical efficiency
is due to superseding the need for a central auctioneer by distributing broker functionality across all peers in the network. A structured and redundant P2P overlay
network design is applied to achieve scalability and robustness even in the presence
of malicious peers.
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6.1 Model and Concept
This section defines the considered market model and the pricing concept
applied by PeerMart. As such, PeerMart covers the pricing support functionality that has been introduced as a key economic function in Section 4.2.4
and Section 4.4.1, respectively.
Market Model
The considered market model for PeerMart is the one presented in Section 4.2.3, which defines three different market roles, namely providers, consumers, and brokers, that can be taken by peers in relation to a particular
service. A peer can take several roles for several services at the same time.
Correspondingly, a service can be provided or consumed by several peers at
the same time and is brokered by 1 to n peers. This relationship is depicted in
Figure 6.1.

provides
0..*
Peer

0..*
0..*

0..*
consumes 0..*
Service
brokers

1..n

Figure 6.1: ER: Market Model
Pricing Concept
The pricing concept applied by PeerMart is a variant of the Double Auction (DA). The DA is an economically efficient pricing mechanism, which
has been introduced in Section 5.3.
The basic auction mechanism is depicted in Figure 6.2. The corresponding MSC is shown in Figure 6.3. Providers and consumers which are inter-
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ested in trading a particular service send a price request to the responsible
broker (1).
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Figure 6.2: Double Auction Mechanism
A broker answers requests for a particular service with the current bid
price (ask price), which is the current highest buy price (lowest sell price) offered by a peer. Based on this price information, providers and consumers
send price offers to the broker, using a particular strategy which can arbitrarily be chosen by the peer (2).
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Figure 6.3: MSC: Double Auction
Continuously, a broker runs the following matching strategy (cf. Figure
6.4):
• Upon every price offer received from a provider (consumer), there is
no match if the bid (ask) is lower (higher) than the current ask price
(bid price). However, the offer may be stored in a table for later use.
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• Otherwise, if there is a match, the offer will be forwarded to the consumer (provider) that made the highest bid (lowest ask).
The resulting price for the service is set to the mean price between the
two matching price offers.
Offer
lower/higher
than bid/ask
Price

N

No
match,
store
offer in
a table

Y
Forward offer to peer
with best counteroffer

Figure 6.4: Matching Strategy of Brokers

6.2 Requirements
To be able to apply a pricing mechanism within real-world applications,
key requirements need to be met during its design. Economic as well as technical and social aspects have to be considered in an integrated manner.
PeerMart has been designed with a strong focus on the technical feasibility and efficiency of implementing an auction-based pricing mechanism on
top of a P2P network. An analysis of the economic efficiency of the Double
Auction, however, is out of the scope of this thesis. Justifications of this fact
can be found in [111] and [149].
Based on the prerequisite discussion in Chapter 4, the following technical
performance requirements are formulated to determine the key design objectives of PeerMart, which need to be achieved as a whole and in a fully integrated, but decentralized manner:
• Technical Efficiency: As far as the technical design of the pricing
mechanism is concerned, an efficient use of hardware resources like
network capacity, memory space, and processing power has to be
achieved.
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• Scalability: With respect to the technical performance of the pricing
mechanism, the solution has to be capable to operate under any load,
i.e. any number of price offers for any number of goods being traded.
• Reliability: The pricing mechanism has to perform its task as reliable
as possible, independent of the reliability of individual peers, which
may act selfishly or maliciously. The pricing mechanism has to minimize the impact and prevent or discourage such behavior.

6.3 Design
This section defines in detail the design of PeerMart’s auction mechanism. The basic idea of PeerMart is to decentralize the role of the broker, i.e.
the auctioneer, onto clusters of peers such that each peer is responsible for a
set of auctions. A structured P2P overlay network (cf. Section 2.2.2) is applied to map service auctions onto peers and to locate other peers participating in PeerMart’s auction mechanism.
First, the key assumptions for the design of PeerMart are outlined. Based
on these assumptions, the design specifies how peers, services, and broker
sets are identified, and how the decentralized bidding, matching, and maintenance processes of PeerMart’s auction mechanism work in detail. Finally, an
example is given illustrating the complete design.

6.3.1 Assumptions
The following key assumptions underlie PeerMint’s auction mechanism:
• Each peer has a certified public/private key pair
• Each service has a fixed set of service parameters and can be mapped
onto a unique service ID
• Multiple services are available concurrently
• The service IDs are uniformly distributed

78

Chapter 6 Decentralized Auction-based Pricing with PeerMart

6.3.2 Peer Identification
Every peer participating in PeerMart’s auction mechanism is given a
unique 128-bit peer identifier (peer ID), which is calculated from the peer’s
public key using a secure hash function. It is assumed, that every peer has a
public/private key pair, which is also used to sign and verify messages [130].
To avoid sybil attacks [38], the public keys are bound to the peer IDs using
certificates which are signed offline by a trusted third-party. An alternative,
lightweight method to acquire a public/private key pair without having to
rely on a public key infrastructure is described in [23]. That method is based
on crypto puzzles and limits the rate at which new peers can join the system.

6.3.3 Service Identification
In order to be able to map auctions onto peers, each service being traded
over PeerMart needs to have a unique service identifier (service ID). Thus, a
separate mechanism is required which maps services onto service IDs. This
is achieved by calculating the hash value of the service content (if available)
together with a fixed set of parameters describing the service characteristics.
For example, the service ID for a file service is calculated by hashing the
file together with the set of service parameters specifying the allocated upload rate, maximum jitter, etc. The only parameter considered at this stage
that can vary is the price. The service ID needs to have at least the same
length as the peer ID, to be able to map the services onto the address space of
the peers.

6.3.4 Broker Set Creation
For each service exactly one auction is held. The set of n peers (called
broker set) which are numerically closest to the service ID are responsible to
act as brokers for the auction of that service. In particular, the broker set consists of the n/2 numerically closest larger peer IDs and the n/2 numerically
closest smaller peer IDs for a particular service ID.
Figure 6.5 shows how a new broker set is created. When a service is offered for the first time, the provider peer lookups the responsible broker set
using the overlay’s routing mechanism. The request is routed to the corre-
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sponding root node (i.e. the node numerically closest to the service ID) via
several intermediate nodes (i.e. nodes on the route to the service ID). The
root node notifies the other peers in the broker set about the new service and
returns the broker set to the requesting peer.
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Figure 6.5: MSC: Broker Set Creation
If an intermediate node or the root node is faulty or malicious and fails to
forward the request or initiate and return the broker set, respectively, the following fallback method is applied. Recursively, intermediate nodes are contacted, until a member of the broker set is found. This peer then temporarily
takes over the responsibility of the root node and returns the corresponding
broker set.
Each broker peer keeps a table for the corresponding auction. This table
has a fixed size of m rows and is used to store at most m/2 highest bids and
m/2 lowest asks.

6.3.5 Bidding Process
After the broker set has been established, the bidding process can start
(cf. Figure 6.6). A peer, e.g., a consumer which is interested in using the service, first has to lookup the corresponding broker set as defined above. Based
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on the received broker set the consumer requests the current ask price for the
service.
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Figure 6.6: MSC: Bidding Process
As a countermeasure against faulty or malicious peers, price requests are
always sent to f randomly selected broker peers in parallel ( 1 ≤ f ≤ n ). The
term f is a design parameter that has to be set very carefully with respect to
the ratio of malicious peers, desired reliability, and message overhead, for
which there is always a trade-off.
Every broker that is asked for a current bid or ask price, returns the corresponding value to the requesting peer. Based on these values, the peer performs a majority decision in order to determine the correct price.
Subsequently, the consumer peer sends own price bids to the broker
peers. Apart from the price, every offer contains a sequence number and a
valid time and is signed by the peer’s private key. The valid time cannot be
larger than a maximum time tV. The broker peers receiving an offer either reject it or store it in their tables according to the basic concept described in
Section 6.1 above. If the offer is accepted the corresponding peer is sent an
acknowledgement message. For every peer a broker only keeps the newest
offer. After an offer becomes invalid it will be removed from the table.
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6.3.6 Matching Process
The matching process is depicted in Figure 6.7 and works as follows: A
slotted time is used for every individual auction to tackle the problem of
message delays between peers. Each time slot has a fixed duration tS which
has to be longer than the maximum expected round trip time (RTT) between
any two peers (cf. [63] for estimating Internet RTT). Time slots have a sequence number starting at zero when a service is traded for the first time.
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Figure 6.7: MSC: Matching Process
Price offers from peers are being collected continuously. At the end of every even time slot, the potential candidates for a match are forwarded to the
other brokers and arrive there during an odd time slot. Candidates arriving
during even time slots are delayed if they arrive too early or dropped if they
arrive too late, depending on the sequence number of the forwarded candidates.
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Potential candidates for a match to be forwarded by brokers are pairs of
locally matching offers, and the next highest bid and next lowest ask, if they
have not already been sent earlier. As each offer is signed by the peer’s private key, brokers can easily verify the validity of a forwarded offer.
At the end of every odd time slot, the final matches are performed. Based
on the offers received from other brokers the current bid price (ask price) can
be determined and a globally valid matching can be performed by every broker. Due to the synchronization process all broker peers have the same information needed to match offers, and, thus, no matching conflict can occur.
In the rare case that several peers quoted exactly the same price within the
same time slot, a broker peer gives priority to the one that came in first. After
synchronization, the price offer which was prioritized by most brokers is selected. Asks and bids matching globally are finally forwarded to the corresponding peers by those broker peers which initially received them.
In this redundant approach message loss is implicitly considered. When a
message is lost accidentally between two brokers, it appears as if one of the
brokers would act maliciously.

6.3.7 Broker Set Maintenance
Whenever a peer joins or leaves the network, the broker sets that this peer
is (will be) responsible for have to be adjusted accordingly, i.e. for every peer
leaving a broker set a new peer joins the broker set. The new peer is notified
by the corresponding root node to become broker for a particular service auction as shown in Figure 6.8.
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Figure 6.8: MSC: Broker Set Maintenance
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Subsequently, the new broker requests the current bid and ask price, as
well as the sequence number of the current slot from every other peer in the
broker set. Based on the collected responses, the new broker performs a majority decision to determine the current state of the auction. If no majority decision can be taken (e.g., because the brokers are currently in the exchange
phase), the same procedure is repeated until a majority of brokers report a
consistent value.

6.3.8 Example
Finally, an example is given in Figure 6.9 to illustrate PeerMart’s decentralized auction mechanism. Providers (P1, P2) and consumers (C1) which
are interested to trade a particular service (x) first have to lookup the responsible broker set using the overlay’s routing mechanism (1). The request is
routed to the corresponding root node. The root node returns the responsible
broker set, which can now be contacted directly to get the current bid or ask
price.
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Figure 6.9: Double Auction in PeerMart
Note, that only the first request (to identify the broker set for a particular
service) is routed through the overlay network. All subsequent messages
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(namely price offers) are sent directly over the underlying IP network. Continuously, providers and consumers can now send asks or bids to the corresponding broker set (2). The broker peers match the received offers and will
notify the winners of the auctions, i.e. P1 and C1.
As it is assumed that multiple services are available, multiple broker sets
exist concurrently, each being responsible for a dedicated service. Since the
service IDs are uniformly distributed based on the applied hash function, every peer on average will be responsible for an equal number of services.

6.4 Implementation
The complete PeerMart concept and its design have been implemented as
a prototype (cf. [52], [77]). The prototype uses Pastry [127] as a structured
P2P overlay network, but in principle any other P2P overlay infrastructure
could have been applied, e.g., Chord [137] or Bamboo [12]. For Pastry, an
open source implementation in Java is available, which is called FreePastry
[48].
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Figure 6.10: PeerMart Implementation Architecture
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6.4.1 Implementation Architecture
The layered implementation architecture of PeerMart is depicted in Figure 6.10. The PeerMart component includes the complete auction mechanism as it has been designed above. It provides a generic bidding API, which
may either be used by a bidding agent as depicted in the figure, or directly
from a user application. FreePastry is used as the communication infrastructure for sending messages between the peers. The FreePastry component
provides an implementation of the Common API [33], which defines a generic interface between the structured P2P overlay network and the application using it.
PeerMart API
PeerMart offers four main bidding methods as outlined below.
public interface PeerMart {
public void getAsk(Id serviceId);
public void getBid(Id serviceId);
public void sendAsk(Id serviceId, Price price, long
validTime);
public void sendBid(Id serviceId, Price price, long
validTime);
}

The first two methods, getAsk and getBid, are used to request the current
highest bid price and lowest ask price for a particular service, respectively.
The latter two methods, sendAsk and sendBid, are used to send own price
offers. The return values are notified asynchronously through a corresponding callback method of the client interface shown below, that each application of PeerMart has to implement.
public interface PeerMartClient {
public void notifyAsk(Id serviceId, Price price);
public void notifyBid(Id serviceId, Price price);
public void notifySendAsk(Id serviceId, Price price,
boolean ack);
public void notifySendBid(Id serviceId, Price price,
boolean ack);
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public void notifySuccessfulAsk(Id serviceId, Price price,
Id peerId);
public void notifySuccessfulBid(Id serviceId, Price price,
Id peerId);

}

The methods notifyAsk and notifyBid return the current ask and bid price,
respectively. Infinite (zero) is returned, if no ask (bid) is available.
The methods notifySendBid and notifySendAsk, return the result of sending a price offer. They return true, if the offer could successfully be entered
into the table. Otherwise, if the price is lower (higher) than the m/2-highest
bid (m/2-lowest ask), they return false. In addition, they return the new ask or
bid price, which can be used by the peer to calculate its next offer, if the current offer does not lead to a match.
Finally, the methods notifySuccessfulBid and notifySuccessfulAsk notify
the peer about a matched offer. They return the resulting price as well as the
peer ID of the corresponding service partner.
Common API
On every FreePastry node, an instance of PeerMart is registered as an application of the underlying P2P infrastructure. As such PeerMart has to implement three main client methods, namely forward, deliver, and update, as
defined in the Common API that FreePastry relies on. Through these methods a FreePastry node notifies forwarded and received messages, and changes in its leaf-set, respectively. In order to send messages to other nodes
PeerMart uses the route method that is implemented by FreePastry. This
method allows to route messages through the overlay network based on a
destination ID, as well as send messages directly over the Internet based on a
destination’s node handle, i.e. its IP address and port number.

6.4.2 Implementation on Top of Pastry
The internal implementation structure of PeerMart and its interactions
with FreePastry are depicted in Figure 6.11.
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Messaging
All interactions between instances of PeerMart are encapsulated in Pastry
messages, which are sent via the local endpoint interface provided by FreePastry and either routed over the overlay network or sent directly to the corresponding destination node.
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Figure 6.11: Implementation of PeerMart on top of FreePastry
For each task there is a dedicated message. Based on their type, the messages are dispatched remotely by the MessageDispatcher which locally executes the corresponding methods. Whenever a reply message is expected,
e.g., containing a return value or an acknowledgement, a new thread is creat-
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ed and added to the list of waiting MessageThreads. The corresponding
thread is started, when the expected message has arrived or after a certain
time has passed. In the latter case, the corresponding message is sent again,
until the number of retries exceeds a certain threshold.
Auction Maintenance
The core task of PeerMart, the maintenance of auction tables including
timely exchange of matching candidates and forwarding of successful offers,
is performed by a dedicated AuctionThread. The AuctionThread contains a
sorted set of AuctionTasks which have to be executed at a specific time.
AuctionTasks can be scheduled by an auction. In addition, TimerTasks are
created, to remove offers from the auction table after becoming invalid.
Whenever a peer becomes responsible as a broker for a new auction, the
object manager is notified by the replication manager. Subsequently, a new
auction is added locally and fetches the necessary auction parameters from
the other brokers in the broker set.
Package Structure
The package structure of PeerMart is depicted in Figure 6.12. The implementation provides the following packages:
The net.peermart.auction package includes the main PeerMart interface
and its implementation class, as well as several main object classes, such as
the Auction class, the AuctionTable, and a generic ServiceOffer class which
encapsulates, apart from the offered price, the peer ID, the sequence number,
and the validity time of an offer.
The net.peermart.auction.messaging package includes one class for
each message type as shown in Table 6.1.
The net.peermart.auction.testing package includes several testing classes to test the different PeerMart functions.
The net.peermart.auction.threading package includes the main AuctionThread, which is used to schedule and run the different AuctionTasks. In
addition, it includes one MessageThread class for each message type which
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triggers asynchronous responses that have to be waited for. These classes are
used to collect the response messages and are executed after a certain timeout.
Table 6.1: PeerMart Messages [52]
Message Class

Description

Size
(Byte)

AuctionMessage

This message notifies candidates for a match to other
brokers

1089

FindMessage

This message is used to find the broker set for a
particular service

1027

NotifyMessage

This message notifies successful matches

1173

RequestMessage

The request message is used to get the current bid or
ask price, and to send own price offers

1143

ResponseMessage

The response message is a reply message for a
corresponding request message

1137

The net.peermart.auction.util package includes several utility classes,
such as the sequence number generator, which is implemented as a singleton
class, and the Price class. Furthermore, it contains the PeerMartProperties
class, which defines the key auction parameter such as the number of parallel
brokers f, and the size of the auction table m. In addition, the package includes wrapper classes for the sequence number and the request ID, which
relates response messages to a corresponding request message.
The net.peermart.messaging package includes the basic PeerMartMessage class that is inherited by all messages outlined in Table 6.1.
The net.peermart.security package includes basic security classes, such
as the SecurityUtils class, which serves as a wrapper class for the BouncyCastle crypto API [19], and is used to create new keys and certificates, verify
certificates, as well as to sign and verify messages.
The net.peermart.testing package includes a set of common testing
classes, mainly to test and debug the underlying communication infrastructure.
The net.peermart.userapp package includes a simple user application to
test the PeerMart interface methods.
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Finally, the net.peermart.util package includes a set of common utility
classes, such as a Logger class and a NodeFactory supporting the creation of
new Pastry nodes.
net
peermart
auction
messaging
testing
threading
util
messaging
security
testing
userapp
messaging
util

Figure 6.12: PeerMart Package Structure

6.5 Evaluation
To provide evidence about PeerMart’s applicability in today’s Internet,
the designed and implemented mechanism has been evaluated both analytically and experimentally with respect to efficiency, scalability, and reliability. In addition, possible attacks against PeerMart have been analyzed.

6.5.1 Analytical Results
The efficiency and scalability of PeerMart is shown by the overhead in
terms of states (storage space) that need to be kept and messages being generated by any peer depending on the number of peers in the network. The reliability is measured in terms of resistance against malicious and unreliable
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behavior of peers. An overview on the system variables and design parameters of PeerMart is given in Table 6.2.
Table 6.2: System Variables and Design Parameters
Parameter

Type

Description

N

System variable

Number of peers in the PeerMart network

s

System variable

Number of services per peer

n

Design parameter

Number of peers in a broker set

m

Design parameter

Offer table size, i.e. max. number of stored bids
and asks per broker

f

Design parameter

Number of peers used as parallel brokers

tV

Design parameter

Max. valid time of an offer

tS

Design parameter

Time slot duration

b

Design parameter

Overlay configuration parameter with typical
value 4 (cf. [127])

Efficiency and Scalability
There is a basic overhead for maintaining the Pastry overlay infrastructure. For a detailed analysis of the scalability and efficiency of Pastry itself
refer to [127]. Beyond that and covering PeerMart, there is an overhead for
the exchange of price offers as well as their storage and matching by the broker peers. An overview on the overhead of PeerMart is given in Table 6.3
and discussed below.
Table 6.3: Overhead of PeerMart
Costs
Message
costs

Storage costs

Cost driver

# Message / # States

Auction creation

n + 1 + O(logb(N))

Auction lookup

1 + O(logb(N))

Request price / send offer

2*f

Matching offer

f (n + 2)

Auctions

s*n*m

As outlined in the table, only the auction creation and auction lookup depend on the size of the network. Requesting the current bid/ask price and notifying a price offer generates a constant number of 2*f messages. When a
price offer leads to a match, an additional number of f*(n+2) messages are

92

Chapter 6 Decentralized Auction-based Pricing with PeerMart

generated in order to forward the offer as a matching candidate and notify it
to the winners of the auction.
The number of states which need to be kept by each peer results from
multiplying the number of auctions per peer with the size of the auction table
for storing price offers. As described above, the auction table has a fixed size
of m.
To calculate the number of auctions per peer the following assumptions
were made:
• Auctions for services in which no peer is involved in anymore (no valid offers exist) can be safely removed.
• The number of services increases linearly with the number of peers.
Thus, the total number of services results to s*N, where s is a constant
and N is the number of peers in the network. Additionally, each service requires n broker peers. Thus, the total number of needed brokers results to
s*N*n. As the auctions are uniformly distributed over all peers, consequently
each peer is on average responsible for s*n auctions. Hence, there is an average constant number of s*n*m states each peer has to maintain.

# Message per match and broker peer
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Figure 6.13: Redundancy Costs
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Reliability
With respect to reliability PeerMart relies on redundancy to resist against
unreliable peers and potential attacks by malicious peers. The redundancy of
PeerMart can be adjusted through the two parameters f and n, in order to
achieve the desired reliability of the mechanism, depending on the expected
number of malicious and unreliable peers.
The worst-case costs of redundancy (i.e. when all offers lead to a match)
are shown in Figure 6.13. As the figure shows, the costs increase linearly to
the fraction of parallel brokers f used within a broker set.

6.5.2 Experimental Results
In order to verify and complement those analytical results, a set of experiments with the implemented prototype have been performed to measure the
message overhead, scalability, and reliability of PeerMart.
The experiments were run on a testbed of 8 Pentium 4 CPUs with 1.8 to
2.4 GHz and 512 MB RAM each, using Java VM 1.4.2. On each machine a
set of nodes were deployed as shown in Figure 6.14.
Assumptions
For all experiments performed, the following assumptions were made:
• The number of traded services was increased linearly to the number of
peers.
• The price offers of the peers were normally distributed.
• Each peer was randomly assigned as a consumer or provider to a fixed
number of different services.
• All messages between peers were delayed randomly between 100 to
200 ms to simulate Internet latency.
• Malicious peers were modeled as brokers which did not forward offers
to other brokers.
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LAN with
simulated
latency

Testbed

P2P overlay network
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Figure 6.14: Experiment Setup
Bidding Strategy
Initially, the ZIP bidding strategy [30] was applied as an alternative to the
normal distribution to calculate price offers. The ZIP bidding strategy, which
is said to be close to human behavior, calculates price offers p as follows:
• Consumer: p = min(ask price + a*(bid limit - ask price), bid limit)
• Provider: p = max(bid price - a*(bid price - ask limit), ask limit).
Thereby, a is the learning parameter which had been set to 0.1. The offer
limits (i.e. reservation prices) of the peers were normally distributed, such
that 80% of the offers were leading to a match. The experiments were run
until all bidding tasks were either successfully completed or still unsuccessful after three retries. However, this bidding approach was discarded, as it
had no impact on the results of PeerMart’s scalability and reliability.
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Message Overhead and Scalability
Two experiments were run to measure the overhead of PeerMart, defined
as the total number of messages per match for a varying number of peers N in
the network. In the first experiment, the number of brokers was set to 16,
while the number of parallel brokers was varied (cf. Figure 6.15). In the second experiment, the number of parallel brokers was fixed (cf. Figure 6.16).
The depicted overhead is the averaged result from 6 rounds.
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Figure 6.15: PeerMart Overhead with Fixed Broker Set
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As it can be seen, the number of messages per match increases logarithmically, i.e. stays almost constant when the network becomes larger. Thus,
the results show that the system scales well with the number of peers in the
network and has a moderate overhead.
Security Overhead
The use of digital signatures (SHA1 with DSA) has the following impact
on the system performance: The overhead in terms of message size has been
measured and results to about 15%. However, as the size of all messages is
only around 1kB (cf. Table 6.1), the total size is still much smaller than the
maximum size of a UDP packet (64 kB). Thus, each message can still be sent
in just one packet.
Signing and verifying messages took between 10 to 20 ms on the test machine, which is about 5-10% of the average latency in today’s Internet (cf.
[63]). Thus, signing and verifying message only adds little to the latency of
messages exchanged between peers.
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Figure 6.17: PeerMart Reliability with Fixed Fraction of Parallel Peers
Reliability
The reliability of PeerMart is measured as the amount of correctly
matched offer pairs. Two different experiments were run, to measure Peer-
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Mart’s reliability depending on the amount of malicious peers in the broker
set. In the first experiment, the fraction of parallel peers was fixed to 50%,
while the number of broker peers was varied between 2 and 64. In the second
experiment, the size of the broker set was fixed to 32, while the fraction of
parallel brokers f/n was varied between 3% (i.e. 1/32) and 100%. Both experiments were run 6 times. The averaged results of both experiments are depicted in Figure 6.17 and Figure 6.18, respectively. As it can be seen, the
reliability fluctuates a lot, if the broker set is too small. But in both cases the
reliability grows as the number of brokers in absolute numbers is increased.
As the figures show, PeerMart can correctly match price offers with up to
about 70% malicious peers using 16 brokers in parallel (out of 32 brokers in
total). Under the assumption that the fraction of malicious peers is below
25%, even 4 parallel brokers (13%) provide a fairly good reliability.
100
90

Correctly matched offers [%]

80
70
60
50
40
f/n=3%
f/n=6%
f/n=13%
f/n=25%
f/n=50%
f/n=100%

30
20
10
0

0

10

20

30

40
50
60
70
Malicious broker peers [%]

80

90

100

n=32

Figure 6.18: PeerMart Reliability with Fixed Broker Set

6.5.3 Possible Attacks
The following outlines the possible attacks against PeerMart and how
these can be tackled.
Forgery: A peer may forge an offer, i.e. send an offer on behalf of another peer. However, this will be detected by the brokers, since any offer needs
to be signed by a peer’s private key and can thus be verified.
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Denial of Service Attack: A peer may continuously send offers and ignore any received match. This can be tackled by decreasing the reputation
value of a peer whenever it ignores an offer and increasing it upon every accept. If the reputation value falls below a certain threshold, a peer’s offers
could simply be dropped, so the peer will be excluded from the system.
Malicious Provider/Consumer: A peer may not stay to its promises, although having previously accepted an offer. This is out of control of PeerMart. Actually, those two peers involved may negotiate the price bilaterally,
if both peers agree. PeerMart has no means to prevent this. Otherwise, the
same reputation mechanism might be used as above.
Malicious Broker: A broker peer may not store or forward an offer.
While this is generally not a problem, if at least a few peers behave correctly
as shown above, it is still necessary to punish and thus prevent such behavior.
A broker peer which does not store an offer cannot immediately be detected.
However, if an offer is not forwarded by a broker peer, the receiver will detect it, since less than f messages are obtained. Again, the reputation of the
malicious peer can be decreased in this case.

6.6 Chapter Summary
This chapter presented PeerMart, a completely decentralized pricing
mechanism based on P2P networks, which can be used by peers to trade services in a double auction. Implemented on top of a redundant P2P overlay
network, PeerMart provides a reliable, attack-resistant market system at a
moderate overhead of messages and necessary storage space and scales well
even for a large number of peers trading services.
Using a redundant number of, e.g., 16 parallel brokers out of 32 in total,
PeerMart could correctly match offer pairs with up to an amount of 70% malicious peers. Based on real world experiments with a prototype, it was
shown that the overhead for running PeerMart is small and almost constant
independent of the number of peers.

Chapter 7

Secure Decentralized
Accounting with PeerMint

This chapter presents PeerMint, a fully decentralized and secure accounting scheme
which enables market management of P2P-based applications. The scheme applies
a structured P2P overlay network to keep accounting data in an efficient and reliable way. Session mediation peers are used to minimize the impact of collusion
among peers. A prototype has been implemented as part of a modular Accounting
and Charging system to show PeerMint’s practical applicability. Detailed experiments were performed to provide evidence of the scheme’s scalability and reliability.
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7.1 Model and Concept
This section presents the basic models and concepts underlying the developed accounting mechanism. The session model defines the notion of a session between two peers and their relation to different types of accounts,
while the transaction model specifies how those accounts can be updated. Finally, the distributed accounting concept that is applied by PeerMint discusses how the different accounts are located on peers. PeerMint covers the
accounting and charging support functionality that has been introduced in
Section 4.2.4 and Section 4.4.1, respectively.

7.1.1 Session Model
The basic session model is shown in Figure 7.1 and discussed in the following.
Session
Consumer Peer

SLA

Service
Instance

Provider Peer
Service
Instance

Service
Accounting
Events

Accounting
Events
Session
Account

SLA
incl.
Tariff

SLA
incl.
Tariff

Balance
Updates
Peer
Account

Peer
Account

Figure 7.1: Basic Session Model
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Definition 7.1: A session defines the use of a particular service or resource,
e.g., the download of a file or the use of some amount of computing power.
A session has always two session partners, a provider peer and a consumer
peer.
Definition 7.2: An account is defined as a repository which can be used to
keep and aggregate accounting information, e.g., the amount of MBs uploaded or downloaded or the number of CPU cycles used.
In general, accounting information could be any aggregatable data. However, for simplicity it is assumed in the following that accounting information is a set of integers.
Two types of accounts are distinguished, namely session accounts and
peer accounts. While session accounts are used to keep accounting information within a particular session, peer accounts aggregate information from
several sessions, e.g., the total amount of MBs uploaded and downloaded by
a particular peer. Peer accounts may also be used to keep information about a
peer’s reputation or trustworthiness based on its behavior in the past, such as
cheating or running a malicious attack.

7.1.2 Transaction Model
For every session there is a corresponding tariff. Its main purpose is to
specify how service usage needs to be accounted for. As such it is used to
process accounting events which are generated by the service instances running on both the provider and the consumer side of a session. A tariff is represented by a specific tariff formula and a set of tariff parameters which are
previously agreed upon by both session partners. For example, a volumebased tariff could be used to account for a file download. A tariff may also
contain further parameters that have to be computed dynamically during a
session, e.g., depending on the time of day or the balance of a particular account.
Based on the result from a tariff evaluation a generic balance update is
created and forwarded to a particular account as shown in the basic transaction model (cf. Figure 7.2). Note that the term balance update is used rather
than charge to make clear that this does not necessarily imply a monetary
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payment. Balance updates are handled like accounting events and can be
processed further. It depends on the applied tariff when and by how much the
balance of a particular session or peer account is updated. Through tariffs, a
variety of settlement schemes can be supported. For example, a peer account
may be updated at the beginning or at the end of a session, which can be used
to implement a pre-payment or post-payment scheme. In addition, more finegrained updates of peer accounts are possible during a session, e.g., after a
particular amount of the service has been provided or a certain time has
passed.
Service
Instance
Instantiate
Service

Session
Account

Peer
Account

Create
Session
Accounting
Event

Accounting
Event

Eval.
Tariff
Balance
Update
Eval.
Tariff
Balance
Update

Figure 7.2: MSC: Basic Transaction Model

7.1.3 Distributed Accounting Concept
PeerMint is based on the concept of distributed accounting, which has
been introduced in Chapter 3. Distributed accounting implements the idea of
holding accounts on several remote, i.e. third-party peers. In principle, both
session and peer accounts can be held on remote peers.
Figure 7.3 defines the case of distributed redundant accounting as it is
used in PeerMint. The corresponding message sequence chart (MSC) is
shown in Figure 7.4.
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Figure 7.4: MSC: Distributed Redundant Accounting
Both session and peer accounts are held by several independent peers.
Provider and consumer peers involved in a session send their balance updates to a redundant set of m session mediation peers which are responsible
for holding the session account for the current session (1).
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Each session mediation peer checks if the two peers agree and updates the
session account accordingly. Whenever a session account triggers a peer account update, the mediation peers send a balance update to the 2*p peers
holding the respective peer accounts (Phase 2). The two phases may be repeated several times independently. To overcome Byzantine failures
(cf. [95]), the resulting account balance is agreed upon using majority decisions. Only if the majority of mediation peers report the same balance update, the peer accounts will be updated. Whenever a peer goes offline or
permanently withdraws from the P2P network a new peer takes over its task.
The new peer (shown as dashed circle) obtains the current balance from the
other account holders.

7.2 Requirements
The design of the accounting scheme underlies exactly the same set of
technical requirements, as the pricing mechanism which has been presented
in the previous chapter:
• Technical Efficiency: The accounting scheme has to make efficient
use of hardware resources like network capacity, memory space, and
processing power.
• Scalability: With respect to the technical performance, the accounting scheme has to be capable to operate under any load, i.e. any number of balance updates for any number of ongoing sessions.
• Reliability: The accounting scheme has to perform its task as reliable
as possible, independent of the reliability of individual peers, which
may act selfishly or maliciously. The impact of such peers has to be
minimized or, if possible, prevented.
The efficient and reliable design of a distributed accounting mechanism
like the one sketched above determines a complex task. Major difficulties are
the mapping of accounts onto peers as well as necessary account maintenance and synchronization activities. These aspects will be addressed more
detailed in the following.
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7.3 Design
This section presents PeerMint’s design, which specifies the technical
processes and interactions of the accounting scheme, namely the scheme’s
initialization and the creation of new peer accounts and sessions. In addition,
account update and maintenance tasks, as well as the process of querying an
account are defined.

7.3.1 Peer Identification
It is assumed that all peers possess a public/private key pair which is used
for the peers’ identification and for digital signing of messages [130]. Every
peer is assigned a unique 128-bit peer ID, which is calculated from the peer’s
public key using a secure hash function. The peers’ public keys are certified
by a trusted third party, which guarantees that a peer can only acquire a limited number of identities. The keys are certified offline, i.e. prior to joining the
network, thus the certification process does not affect the performance of the
accounting mechanism itself. An alternative method to create secure keys in
a distributed way which may be adopted in future is presented in [23].

7.3.2 Overlay Network
A structured P2P overlay network is applied to connect all peers involved
in the accounting mechanism. As presented in Section 2.2.2, structured overlays are highly efficient and scalable networks providing deterministic lookup of objects. Note, that the overlay network itself is not maintained by
PeerMint. Rather, an existing solution is used for this purpose (cf. Section
7.4).
Every node has a routing table which is continuously updated as peers
join or leave the network. A number of n peers (called leaf-set) which are numerically closest to the current peer are part of this routing table. Similar to
Karma [145], leaf-sets are used in PeerMint to map accounts onto peers as
described in the following.
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7.3.3 Scheme Configuration
Every peer that participates in PeerMint’s accounting mechanism (i.e.
usually all peers in a particular application that uses PeerMint as underlying
accounting scheme) needs to configure an instance of the scheme locally.
The scheme configuration specifies the mapping function which is used to
map accounts onto peers. It is important that all peers within a particular application use the same mapping function.
Typically, the same hash function as used for calculating peer IDs is applied to calculate account IDs. While for peer accounts the hash value of the
peer ID is used as key, for session accounts a unique key (session ID) is calculated by hashing the peer IDs of the two session partners combined with an
additional timestamp. For every key there is a peer (root node) which is numerically closest to that key. The root node’s leaf-set is used to hold the respective account.
Apart from the mapping rule, the peer ID of another peer needs to be given to PeerMint and is used as bootstrap node to join an existing overlay network. Otherwise a new network is created. Also the number of redundant
peers used as account holders and session mediators can be configured. By
default all peers in a leaf-set are used, but it is also possible to use a subset of
the leaf-set.

7.3.4 Peer Account Creation
A new peer account is created when a peer joins PeerMint’s accounting
scheme for the first time. The peer contacts the responsible root node using
the structured overlay’s routing mechanism as shown in Figure 7.5. The root
node notifies all peers in the account holder set about the new peer account
and sends their node handles (i.e. peer ID, IP address, and port number) back
to the new peer. Peer accounts have an initial account balance, which is set to
zero.
There is a fallback mechanism to create an account in the presence of a
malicious root node. In this case, a peer tries to find another peer in the same
leaf-set by recursively contacting peers on the path to the root node. This
peer then temporarily takes over the role of the root node and notifies the
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corresponding peers. A peer can check if it is responsible for a particular account by verifying if the key of the account falls in the ID range of its own
leaf-set.
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Figure 7.5: MSC: Peer Account Creation

7.3.5 Session Setup
Session accounts are created in a similar way as peer accounts (cf. Figure
7.6). Before the session starts, the two session partners create an SLA which
contains the tariff, the two peer IDs, and the session ID. The SLA is signed
by both provider and consumer peer and sent to the corresponding root node
responsible for the session account. The root node then forwards the SLA to
all peers responsible for the new session account. In addition, the corresponding account holders are notified about the new session. The signed
SLA containing the session ID is used by the session mediation peers to
prove that they are eligible to update the corresponding peer accounts later
on. The account holders verify the session mediator set using the routing failure test described in [23]. Finally, the session mediators’ node handles are
sent back to both session partners.
Note, that overlay routing is only used once in the beginning. All subsequent messages are directly sent over the underlying IP network. In addition,
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all messages exchanged between peers are signed by the sender’s private
key, to be able to verify the message’s integrity and authenticity.
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Figure 7.6: MSC: Session Setup in PeerMint

7.3.6 Account Balance Updates
Once all necessary accounts are created and set up, a session can start. An
example for a session between two peers is given in Figure 7.7. The figure
shows all peers involved in the session and the balance updates exchanged
between them as described earlier. The two phases indicated correspond to
those shown in Figure 7.3.
Hash(peer IDA)

2128-1 0

Hash(peer IDB)

Peers holding
A‘s account

Peers holding
B‘s account
Balance
Update

2

e
nc
a
l
e
Ba pdat
U
Balance
Update

Peer B
Service

Session
Mediation
Peers

1

Balance
Update

Peer A
Hash(session ID)

Figure 7.7: Example Session in PeerMint
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The corresponding MSC is shown in Figure 7.8. The session partners regularly send balance updates to the session mediation peers (Phase 1). The
session mediators aggregate them and generate peer account updates as specified in the tariff. These are forwarded to the corresponding peer account
holders, which were identified during session setup (Phase 2).
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Figure 7.8: MSC: Account Balance Update in PeerMint

7.3.7 Account Maintenance
Peers continuously join and leave PeerMint’s overlay network. Whenever
a new peer joins the network, the local node notifies the corresponding instance of PeerMint that the leaf-set has changed. The maintenance of session
accounts is depicted in Figure 7.9. For each session the new peer becomes responsible for, the peer gets notified by the corresponding root node. The root
node also notifies the corresponding provider and consumer peer about the
new session mediator. Subsequently, the new peer obtains the balance of the
session accounts by sending account queries to all session mediators. Based
on the notified account balances, the new peer sets the balance according to
the majority of peers reporting the same balance. If no majority decision can
be taken (e.g., because the account is currently being updated, and therefore
too many peers report different values) the new peer retries to request the account balance until a consistent value is reported.

110

Chapter 7 Secure Decentralized Accounting with PeerMint

Consumer

Session
Root

Provider

Session
Mediators

New Sess
Mediator

becomeSessMediator
notifySessMediator

querySess
notifyAccBal
calcAccBal

Figure 7.9: MSC: Session Account Maintenance in PeerMint
Correspondingly, the new peer gets notified by the root nodes of each
peer account that the peer becomes responsible for, as shown in Figure 7.10.
The root node notifies the new account holder to the roots of all ongoing sessions that the peer corresponding to the peer account is involved in. In addition, the new peer obtains the current peer account balance as described
above.
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Figure 7.10: MSC: Peer Account Maintenance in PeerMint
Similarly, when a particular peer goes offline, the corresponding nodes
get notified about the change in their leaf-set. It is assumed that an offline
peer is detected by the other nodes in a leaf-set, as it, e.g., does not respond
to keep-alive messages anymore within a certain time. This means that other
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peers will become responsible for the session and peer accounts that were
held by the peer which went offline. These peers obtain the current account
balance in the same way like a new peer joining the overlay.
A peer which does not reply on query requests is also considered as being
offline. Whenever a peer goes offline, all peers within its leaf-set send a balance update to the leaving peer’s account holders to decrease its reputation.
This serves as an incentive for peers to stay online and behave correctly.

7.3.8 Account Queries
Any peer can query the balance of a particular peer account, e.g., to check
whether a peer which requests a service is “credit-worthy”. The same procedure as described in Section 7.3.4 is used to find the responsible peers holding the account. In contrast to peer accounts, session accounts can only be
queried by the corresponding session mediation peers and the two peers involved in the session. However, there is no guarantee for the privacy of these
accounts, i.e. it may be possible that a third-party peer which is not involved
in the session is able to obtain the balance of a session account.
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Figure 7.11: MSC: Account Query in PeerMint
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7.4 Implementation
A prototype of PeerMint has been implemented in Java. The prototype
uses Pastry [127] as underlying P2P network infrastructure and implements a
generic accounting scheme interface, which has been defined in the context
of the MMAPPS Accounting and Charging (A&C) system, and where a large
part has been performed by the author of this thesis [73], [74]. In the following, the A&C framework is quickly introduced. Thereafter, the implementation of PeerMint on top of Pastry is presented in detail.

7.4.1 MMAPPS Accounting and Charging System
The Accounting and Charging (A&C) system is a generic and modular
accounting framework in support of P2P-based applications. The system has
been developed in the scope of the MMAPPS project [102] and is a key component within a middleware for P2P applications [56], a prototype of which
has been implemented. The A&C system separates generic accounting and
charging functionality such as account configuration, session maintenance,
and tariff evaluation, from individual underlying accounting schemes. This
enables the implementation of various alternative accounting schemes with
different properties, independently from existing core functionality.
Through the use of tariffs, the system is able to support various settlement
schemes and can handle service-specific events in a generic fashion. The approach has been implemented and was successfully used with several accounting schemes in different applications, e.g., a file-sharing application
and a collaborative radiology diagnosis application.
An important feature of the A&C system is the ability to use different accounting schemes. As described in Section 7.1, the goal of an accounting
scheme is to provide individual mechanisms for book keeping of accounts,
i.e. storage and aggregation of balance updates and their exchange with other
peers. A set of accounting schemes that have been implemented into the
A&C system are described in [73]. PeerMint’s decentralized accounting
mechanism is one of these schemes.
Depending on the requirements of an application, different accounting
schemes may be used for individual session and peer accounts. For compati-
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bility reasons, however, it is important that all peers within an application
use the same set of schemes. Therefore, every application has to provide a
configuration policy that specifies which accounting schemes are used to
hold what type of accounts.
On every peer within an application an instance of the A&C system has to
be installed and configured properly. As depicted in Figure 7.12, the A&C
system has a core component which is further separated into an accounting
configuration (AC) module and session management (SM) module. While
the AC module enforces configuration policies provided by different applications, the SM module maintains accounting sessions and holds copies of
the corresponding SLAs.
Local Peer
A&C
Interface

A&C Core
Interface

Remote Peer
A&C System

SM

Session
incl. SLA

AC

A&C
Core

A&C Core

Accounting
Scheme
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Accounting
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Accounting Schemes

Peer
Accounts
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Figure 7.12: Accounting and Charging System
All communication between instances of the A&C system on different
peers is encapsulated within the specific accounting schemes deployed.
Hence, accounting schemes have to apply their own accounting protocol in
order to setup connections and exchange messages with remote peers.

7.4.2 Accounting and Charging Interfaces
The A&C system comprises three main interfaces as presented below.
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A&C Interface
The A&C interface is the only one that can be accessed from other middleware components. It is used to configure the A&C system, notify new sessions, send accounting events, and to query accounts.
public interface AccountingCharging {
public void configureAccounting (ConfigurationPolicy
acConf);
public void createSession (SLA sla, SessionCreationListener
scl);
public void notifyEvent (AccountingEvent ev);
public void queryAccount (Id accountId,
AccountBalanceListener abl);
}

A&C Core Interface
The A&C core interface is used by accounting schemes to report back the
balance of an account and to notify a third party peer about a new session.
public interface ACcore {
public void createSession (SLA sla);
public void removeSession (Id sessionId);
public void reportAccountBalance (Id sessionId,
AccountBalanceReport abr);
}

Accounting Scheme Interface
The accounting scheme interface needs to be implemented by every individual accounting scheme. This interface offers the following methods: The
configureScheme method is used to initialize the scheme with vital information like the peer ID of the local peer and further scheme-specific parameters. The methods createPeerAccount and createSessionAccount are used to
create peer and session accounts, respectively. Finally, notifyBalanceUpdate
and queryAccount are used to update or query accounts which are held by a
particular scheme.
public interface AccountingScheme {
public void configureScheme (SchemeConfiguration conf, Id
peerId, ACcore coreListener);
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createPeerAccount ();
createSessionAccount (SLA sla);
deleteSessionAccount (Id sessionId);
notifyBalanceUpdate (AccountBalanceUpdate abu);
queryAccount (Id accountId);

}

7.4.3 Accounting and Charging System Interactions
Figure 7.13 shows the system’s interactions with other middleware components and different accounting schemes. The corresponding MSC is depicted in Figure 7.14. Based on these interactions the use of the system is
described below.
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Figure 7.13: Accounting and Charging System Interactions
When a new application is started, an application-specific configuration
policy is handed over to the A&C system (1). The AC module uses the policy to instantiate the respective accounting schemes and creates a peer account for the local peer using the createPeerAccount method. Depending on
the nature of the scheme, the account is either allocated locally, on a central
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server or a set of remote peers. Note that peer accounts may be used in several applications if they use the same scheme.
Whenever a new session is notified by a service, the SM module creates a
new accounting session and keeps the provided SLA which includes the tariff (2). In addition, the SLA is forwarded to the AC module to create a new
session account.
Upon each accounting event sent by the service, the SM module selects
the corresponding tariff, which evaluates the service-specific information described in the event and generates zero or more balance updates (3).
Depending on the settlement scheme, accounts may report back their balance to the A&C core using the notifyAccountBalance method. Again, the
SM module selects the corresponding tariff which may generate further balance updates that either affect session or peer accounts. Balance updates for
peer accounts will be forwarded to the AC module (4). Based on the configuration policy, the balance updates are sent to the appropriate accounting
schemes using the notifyBalanceUpdate method.
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As mentioned above, accounts may also be held on third-party peers. To
enable a remote account to notify its balance, an accounting session needs to
exist on the remote A&C core containing the appropriate tariff. For this purpose the accounting scheme can create a new session on the remote peer using the A&C core interface (5).
Finally, any external component can query an account using the queryAccount method (6). The AC module forwards the query to the accounting
scheme which holds the respective account. The scheme uses a given listener
interface to reply the current account balance.

7.4.4 Implementation on Top of Pastry
PeerMint has been implemented on top of Pastry [127] for which an open
source implementation (FreePastry) is available. However, in principle any
other structured P2P overlay network (e.g. Chord [137]) could have been applied. Pastry provides an efficient prefix-based routing mechanism to find
other peers in the network. PeerMint uses Pastry for joining and leaving the
overlay network, for sending messages to other peers, and to locate the responsible session mediators and peer account holders by means of their peer
IDs.
Implementation Architecture
The implementation architecture of PeerMint is depicted in Figure 7.15.
Like PeerMart’s pricing mechanism, PeerMint uses the Common API [33] to
interact with its local instance of FreePastry. As such it also implements the
three main methods forward, deliver, and update, through which the local
node notifies forwarded and received messages, and changes in its leaf-set.
The MessageDispatcher receives the messages from FreePastry and forwards them to the corresponding module. All interactions between instances
of PeerMint are completely encapsulated in Pastry messages, which are either routed over the overlay network or sent directly to the corresponding
destination node. For each task there is a dedicated message. Based on their
type, the messages are dispatched remotely and the corresponding methods
are executed. Whenever a reply message is expected, e.g., containing a returned account balance, a new WaitingMessage is created, that is sent to the
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local node after a certain time-out has passed. Subsequently, the corresponding request message is sent again. After a number of retries, the sender module is notified that the message delivery has failed.
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Figure 7.15: Implementation of PeerMint on top of FreePastry

PeerMint Modules
The SessionAccountManager keeps and updates all the session accounts
for which the local node acts as session mediator. Correspondingly, the PeerAccountManager holds and maintains the peer accounts for which the node
is responsible for.
Whenever a new peer joins the leaf-set, FreePastry’s ReplicationManager
informs PeerMint about new objects, i.e. session or peer accounts, that have
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to be fetched or that can safely be removed. The ObjectManager notifies the
according manager to add or remove the corresponding account.
Each peer has a locally stored certificate and a private key, which are
maintained by the SecurityUtils module. It is assumed, that the certificate is
created offline by a Certification Authority (CA). The SecurityUtils module
provides generic security functionality and is mainly used for signing and
verifying objects like messages and SLA’s and for verifying other peers’ certificates based on the corresponding CA certificate. The module relies on the
BouncyCastle crypto package [19], which provides an implementation the
Java Cryptography Extension (JCE) interface [138].
Embedding PeerMint into the A&C System
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Designed as an accounting scheme for the A&C system presented above,
PeerMint implements the generic accounting scheme interface, which has
been described. Figure 7.16 shows how PeerMint is embedded into the system as an accounting scheme.
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Figure 7.16: Embedding PeerMint into the A&C System
Package Structure
The package structure of PeerMint is depicted in Figure 7.17. The implementation draws on several common utility and security classes of PeerMart
(cf. Section 6.4.2) and, additionally, provides the following packages:
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The net.peermart.peermint package includes the main PeerMint interface and its implementation class, as well as the different PeerMint module
classes, i.e. the PeerAccountManager and the SessionAccountManager.
The net.peermart.peermint.messaging package includes one class for
each message type that corresponds to a particular task.
The net.peermart.peermint.testing package includes several testing
classes to test the different PeerMint functions.
Finally, the net.peermart.peermint.util package includes a set of utility
classes for different object types, i.e. Account, Balance, BalanceUpdate, Session, SLA, and Tariff.
net
peermart
messaging
peermint
messaging
testing
util
security
testing
userapp
messaging
util

Figure 7.17: PeerMint Package Structure

7.5 Evaluation
PeerMint has been evaluated both analytically and through experiments
with the prototype with respect to efficiency (overhead), scalability, and reli-
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ability. The overhead and scalability of PeerMint were assessed by analyzing
the storage space that is needed to keep the accounting data as well as the
number of messages being exchanged between peers, while the reliability
was measured in terms of resistance against malicious and faulty peers. In
addition, possible attacks against PeerMart have been analyzed.

7.5.1 Analytical Results
Table 7.1 provides an overview on the system variables and design parameters of PeerMint.
Table 7.1: System Variables and Design Parameters
Parameter

Type

Description

N

System variable

Number of peers in the PeerMint network

f

System variable

Average fraction of peers being currently online

s

System variable

Average number of ongoing sessions

p

Design parameter

Number of account holders per peer account

m

Design parameter

Number of mediation peers per session account

b

Design parameter

Overlay configuration parameter with typical value 4 (cf.
[127])

The overhead of PeerMint is made up of costs related to maintaining the
structured P2P overlay network (Pastry), and costs related to maintaining the
accounts.
Pastry Overhead
The basic overhead for maintaining the routing table and sending messages over Pastry is O(logb(N)), i.e. routing tables have O(logb(N)) rows and
sending messages to other peers requires O(logb(N)) hops, where N is the
number of peers in the overlay network (cf. [127] for a detailed analysis of
Pastry’s efficiency and scalability).
PeerMint Overhead and Scalability
Apart from the overhead to maintain the underlying network infrastructure, the following effort is needed to operate PeerMint’s accounting scheme.
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Recall that p is the number of account holders per peer account, and m is the
number of mediation peers per session account. In addition, f describes the
average fraction of peers being currently online, and s is the average number
of ongoing sessions.
The overhead of PeerMint is shown in Table 7.2. The overall effort is
moderate and often constant in relation to N. The highest effort is needed to
update peer accounts. However, these updates are usually much less frequent
than session account updates. With respect to the scalability, one can see that
only session and account holder lookups needed for account creation and
queries depend on the size of the network.
Table 7.2: Overhead of PeerMint
Costs
Message
costs

Storage costs
/ peer

Cost driver

Peer Accounts

Session Accounts

Account creation

p + 1+ O(logb(N))

m+2*p+4+3*
O(logb(N))

Account update

2*m*p

4*m

Account maintenance

2(p - 1) + 1 + m

2(m - 1)+3

Account query

2 * p + O(logb(N))

-

Avg. #accounts per peer

p*N/f

m*s/f

Reliability
Reliability denotes the ability to perform correctly in the presence of malicious and unreliable peers. In PeerMint reliability is achieved using redundant sets of peers as session and peer account holders. The size of an account
holder or mediator set, p or m can be adjusted based on the fraction of malicious or faulty peers in the network. PeerMint has a statistically guaranteed
reliability, if the number of account holders is higher than 3r + 1, where r is
the number of malicious or faulty nodes in an account holder set. This is the
optimum that can be achieved [95].
The costs for the redundancy needed to achieve reliability for a single
session are depicted in Figure 7.18. These costs include the effort needed to
setup the session and send an accounting event, which results in one account
balance update. As the figure shows, the number of messages per session in-
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creases linearly with both the number of mediators and the number of account holders.
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Figure 7.18: Redundancy Costs

7.5.2 Experimental Results
To verify and complement those analytical results, the message overhead
and reliability of PeerMint has been measured in a set of experiments with
the implemented prototype.
The experiments were run on a Pentium 4 CPUs, 2.4 GHz, with 512 MB
RAM using Java VM 1.4.2. An overlay network with up to 10000 peers was
simulated using FreePastry’s Euclidean network simulator.
Message Overhead
The message overhead of PeerMint was measured by randomly assigning
peers as consumers and providers to sessions. Each session was updated
once, i.e. one accounting event was sent, which resulted in one account balance update. Two different experiments were run. In the first experiment, the
mediator set had a fixed size of 1, while the account holder set was varied
(cf. Figure 7.19). In the second experiment, the account holder set was fixed
(cf. Figure 7.20). For both experiments the messages overhead was measured
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as the number of messages per session and involved peer for a varying number of peers N in the network. The size of all messages is around 1kB. It can
be seen, that the message overhead increases logarithmically, as expected.
Hence, the mechanism scales well with the size of the network.
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Figure 7.19: PeerMint Message Overhead with Fixed Mediator Set
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Figure 7.20: PeerMint Message Overhead with Fixed Account Holder Set
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Reliability
The reliability of PeerMint has been measured as the amount of correct
balance updates depending on the fraction of malicious peers in the network.
In total, three experiments were performed. In the first experiment, malicious
peers were modeled as peers which were not colluding, i.e. they reported arbitrary false values, while in the second experiment, malicious peers were
colluding, i.e. they reported consistent false values. Thus, collusion was
modeled as two or more mediator peers that together determine a false balance update which they report to the account holders.
The results of the first two experiments are depicted in Figure 7.21 and
Figure 7.22, respectively. As it can be seen, the scheme performs better when
malicious peers are not colluding. Without collusion, the majority decision is
more likely to be successful, as malicious peers are not able to gain the majority. As expected, the reliability increases as the number of mediators is increased. In the case of collusion, however, the reliability drops quite quickly.
The results show, that PeerMint can correctly update accounts with up to
30% malicious colluding peers by using 32 mediator peers. Without collusion, reliability can even be achieved with as many as 50% or more malicious peers, if the number of mediator peers is higher than 8.
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Figure 7.21: PeerMint Reliability without Collusion

126

Chapter 7 Secure Decentralized Accounting with PeerMint

Reliability (correctness of balance updates) [%]

100
90
80
70
60
50
40
30
m=1
m=2
m=4
m=8
m=16
m=32

20
10
0

0

10

20

30

40

50

60

70

80

90

100

Fraction of malicious peers [%]

Figure 7.22: PeerMint Reliability with Collusion
In the third experiment, the amount of collusion among the malicious
peers was varied, while the size of the mediator set was fixed to 16. Figure
7.23 shows the impact on the reliability of PeerMint depending on the fraction of colluding peers, which is varied between 0% (no collusion) and 100%
(all malicious peers collude).
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Figure 7.23: Impact of Collusion
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7.5.3 Possible Attacks
The following outlines the possible attacks against PeerMint and how
these can be tackled.
Forgery: A peer may forge an accounting event or a balance update on
behalf of another peer. As all messages need to be signed with the sending
peer’s public key, a mediator or account holder can verify them, and thus detect a forged accounting event or balance update.
Denial of Service Attack: A peer may send a false accounting event.
This will be detected by the mediators, when comparing the accounting
events sent by the provider and the consumer, respectively. Consequently,
the corresponding accounts will not be updated. In addition, a reputation system may be applied to punish this type of behavior. However, as mediators
cannot detect which accounting event is false, they are not able to figure out
which peer has cheated. Therefore, both peers will be punished by decreasing their reputation value. If a peer continuously sends false accounting
events, its reputation value will fall below a certain threshold, and consequently, the peer may be excluded from the corresponding application.
Collusion between Provider and Consumer: A provider and a consumer may collaborate to update an account by sending faked accounting events.
However, as only a majority of mediators are able to update accounts, it is
guaranteed that whenever the account balance of a particular peer is increased, the account balance of the counterparty is decreased accordingly.
Malicious Mediators or Account Holders: Mediators or account holders may not forward a balance update or an account balance. This is tackled
by using redundancy, i.e. it is assumed that not all the peers are behaving maliciously. While this approach ensures that accounts are updated correctly,
the non-forwarding of balance updates still has to be punished, in order to
prevent this type of behavior. Again, a reputation system may be used to decrease the reputation value of peers that behave maliciously.
Collusion between Mediators or Account Holders: Mediators or account holders may collaborate in setting the balance of an account to an incorrect value. As an account balance is always determined by majority
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decisions, this is not a problem as long as enough peers provide the correct
value as shown above.

7.6 Chapter Summary
Accountability is the key to success for P2P systems. Based on PeerMint,
the accounting scheme presented in this chapter, it is possible to provide accountability for P2P applications in a secure and scalable manner. The chapter described, how trustworthiness and resilience of accounting data can be
achieved in the presence of malicious or faulty nodes, using redundant sets
of independent peers.
Implemented on top of an existing P2P infrastructure, PeerMint provides
scalable and reliable accounting functionality at a moderate overhead. Its integration into a modular and generic Accounting and Charging system enables the flexible use of PeerMint for a variety of P2P applications.
Based on experiments with the implemented prototype, it could be shown
that PeerMint is able to correctly update accounts with up to 30% malicious
colluding peers. Without collusion, reliability can even be achieved with as
many as 50% or more malicious peers, depending on the number of mediators.

Chapter 8

Summary and Conclusions

Peer-to-peer networks are the networking infrastructure of tomorrow’s Internet applications. Providing direct end-to-end connections between peers
on top of the Internet, these networks enable the development of new, easy
accessible, and cost efficient applications which provide a high reliability
and scale well up to millions of users, by relying on the cooperation of peers
and leveraging their otherwise unused resources.
However, the economic and social problems of P2P systems such as free
riding and malicious or selfish behavior, which are due to the autonomous
and rational nature of peers, are a key issue with a great impact on the performance and viability of these systems and, therefore, have to be considered.
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As this thesis showed, it is important to tackle the technical and economic
aspects of P2P systems in an integrated manner. While economic mechanisms are needed to provide appropriate incentives for peers to cooperate and
behave correctly, at the same time the technical benefits and collaborative
nature of P2P systems should not be violated.
The new auction-based pricing mechanism and the new accounting
scheme that have been presented in this thesis, allow for economically efficient trading of services in a decentralized, secure, and reliable manner by
applying suitable redundancy mechanisms. Moreover, designed and implemented on top of a structured P2P overlay network, the developed mechanisms are able to additionally provide technical efficiency and scalability.

8.1 Review of Contributions
The claims made in Section 1.1 are reviewed below:
1. It defines and develops an economic P2P architecture in support of a
decentralized market for trading P2P services and provides a complete
design space for pricing and accounting mechanisms in P2P systems.
Based on the key requirements derived from an analysis of the economic problems of P2P systems, a complete and integrated set of technical and economic models and mechanisms in support of a secure and
decentralized marketplace for trading services over a P2P network
have been defined [54], [55], [69]. A new P2P trading scheme has been
developed combining barter-trade and bonds, thus, supporting different
P2P applications and usage scenarios. The large design space of P2P
pricing and accounting mechanisms has been explored [68], [70], [72],
[75]. It provides a complete overview on the economic and technical
design options of these mechanisms, and has been used to classify and
evaluate a set of related work.
2. It designs and implements a new pricing mechanism combining the
economic efficiency of auctions with the technical efficiency and scalability of structured P2P overlay networks.
A new auction-based pricing mechanism, termed PeerMart, has been
designed and implemented as a prototype [68], [69]. PeerMart applies
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a structured and redundant P2P overlay network to achieve scalability
and robustness even in the presence of malicious peers. The developed
approach provides a reliable, attack-resistant infrastructure at a low
overhead of messages and storage space and scales well even for a
large number of peers trading services. Using a redundant number of
16 brokers out of 32 brokers in total, PeerMart could correctly match
offer pairs with up to an amount of 70% malicious peers. Based on real
world experiments with the prototype, it was shown that the overhead
for running PeerMart is moderate and almost constant independent of
the number of peers.
3. It designs and implements a new decentralized, session-based accounting scheme providing accountability for P2P applications in a scalable, secure, and economically flexible way.
A secure decentralized accounting scheme, termed PeerMint, has been
designed and implemented [70], [74]. The developed scheme uses remote account holders and session mediation peers to store and update
accounting information about service transactions of individual peers.
The scheme achieves trustworthiness and resilience of accounting data
in the presence of malicious or faulty nodes, using redundant sets of independent peers. Implemented on top of a structured P2P overlay network, the scheme provides scalable accounting functionality at a
moderate overhead. Its integration into a modular and generic Accounting and Charging system enables the flexible use of PeerMint for
a variety of P2P applications. As shown through experiments, PeerMint is able to correctly update accounts with up to 30% malicious colluding peers. Without collusion, reliability can even be achieved with
as many as 50% or more malicious peers, depending on the number of
mediators.

8.2 Critical Assessment and Applicability
The technical and economic models and functions defined by the economic P2P architecture are highly generic and should, therefore, also be applicable for future designs and implementations of market mechanisms for
P2P systems. The requirements that have been identified for the developed
architecture are valid for almost any application scenario and can, thus, also
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be used to assess and evaluate other approaches. The comprehensive design
space for P2P pricing and accounting mechanisms which has been applied to
classify many existing solutions, may also be used as a reference for future
approaches to design market mechanisms for P2P systems.
PeerMart’s pricing mechanism can be applied for pricing virtually any
services, including, but not limited to, software resources like content and
hardware resources like network bandwidth, storage space, or computing
power. As PeerMart is based on a double auction approach, the mechanism is
most suitable for services with many providers and many consumers, which
is typically the case in applications like distributed storage, file sharing, or
bandwidth trading. With only few adaptations, PeerMart could also support
any other type of auction. Although PeerMart can be used to trade a single
commodity service, its performance and reliability can only be achieved if
the number of different services being traded increases linearly with the
number of peers. This can, e.g., be achieved by differentiating the services
semantically or based on service quantities like volume or bit rate and service qualities like delay or jitter.
PeerMint’s accounting scheme provides generic accounting functionality
for the provision and use of services within any application. The support of
sessions and tariffs yields a high technical and economic flexibility, which
makes PeerMint suitable for almost any accounting and charging scenario,
including monetary and non-monetary settlements of services. PeerMint’s
accounting scheme is especially useful for applications with many services
that need to be accounted for differently or with sessions of long duration
that need to be accounted for continuously, e.g., the download of large files,
the use of application services, or the sharing of bandwidth. Otherwise, the
introduced complexity for generic support of services and sessions may be
wasted effort.
Both mechanisms are designed for large-scale applications in environments where peers may exhibit selfish or malicious behavior like cheating or
collusion. This is typically true for applications in open environments like
the Internet. However, in closed environments like a corporate intranet, this
assumption may not hold true. In that case, the applied redundancy mechanisms may produce unnecessary overhead.
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8.3 Future Work
There are four different areas, where this thesis leaves room for future
work: (a) design improvements, (b) reputation support, (c) real world experiments, and (d) applications.
The basic designs of PeerMart and PeerMint can be extended and their efficiency further increased. Especially the synchronization process between
the brokers of an auction which is currently based on broadcast can further
be optimized. Furthermore, while only the price for a service can be varied at
present, the case on how several dynamic service parameters can be supported may be investigated in future work.
While several forms of malicious or selfish behavior, such as forgery, collusion, or free riding, are tackled by the mechanisms presented, some other
forms of incorrect behavior are not. For example, a peer may continuously
send offers and ignore any received match or always send false accounting
events. While such forms of attacks are principally out of control of PeerMart or PeerMint, they could be tackled by an additional reputation mechanism that may, e.g., decrease the reputation value of a peer whenever such an
attack is detected. If the reputation value would fall below a certain threshold, the peer’s offers and session requests could simply be ignored, so it
would be excluded from the system.
The implemented prototype serves as a proof-of-concept for the designed
mechanisms and to show their practical applicability. In order to be used for
real world applications, the current prototype would have to be improved in
performance and thoroughly tested for security bugs. Furthermore, while the
prototype has so far only be tested on a local network testbed, real world experiments on top of the Internet would be needed, to test the mechanisms
with respect to Internet anomalies such as temporary link failures, that may
result in overlay network splitting.
Finally, in order for the mechanisms to be useful for the end-users, real
applications with user interfaces would have to be developed based on the
APIs provided by PeerMart and PeerMint. Especially for PeerMart, the implementation of a smart bidding agent that sends price offers on behalf of the
user would be very helpful.
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