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Abstract
In recent years, multiple-input multiple-output (MIMO) communication techniques have brought wireless communication to a new
performance level. MIMO communication employs multiple antennas
at the transmitter and at the receiver and transmits multiple data
streams concurrently within the same frequency band. This method,
known as spatial multiplexing, increases the spectral efficiency and link
reliability without requiring additional transmit power. However, the
benefits of MIMO communication come at the cost of, at least to some
extent, significantly increased computational complexity compared to
single antenna systems, especially in the receiver. To identify strengths
and weaknesses of new technologies (e.g., MIMO communication),
rigorous testing and experimentation is required. To this end, so-called
testbeds are built that serve as experimentation platform.
In this thesis, the design of a modular hardware platform (i.e.,
testbed) for testing and experimentation of MIMO communication
aspects is described. The field-programmable gate array (FPGA)-based
platform is able to operate in real-time, i.e., all the signal processing
tasks are carried out at least as fast as new data are arriving at the
radio frequency (RF)-input. To this end, the baseband MIMO physical
(PHY)-layer is implemented on two large FPGAs and a basic media
access control (MAC) layer has been realized on the PowerPC of one of
the FPGAs. The baseband processing of the MIMO PHY layer on the
testbed is similar to the IEEE 802.11a standard and uses orthogonal
frequency division multiplexing (OFDM) as modulation method.
The same hardware platform can also be used as offline testbed.
In this setup, the data are prepared on a personal computer (PC)
and transmitted over a real-world RF chain. On the receive side, the
data are recorded and again processed on a PC. The main advantage
of this setup is that different MIMO algorithms can be tested more
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efficiently over real-world RF chains and real-world channels. It is
not necessary to implement the algorithms in hardware description
language (HDL) and time-consuming synthesis problems like timing
closure can be avoided.
In a wireless receiver, MIMO detection is a crucial task to fully profit
from the MIMO gains. Therefore, the implementation of two MIMO
detection algorithms - conditioned ordered successive interference
cancellation (COSIC) detection and sphere decoding (SD) - is shown.
Both algorithms were also implemented on the testbed for real-time
operation. Architectural transformations are presented that improve
the efficiency of the original implementation. Especially, pipeline
interleaving and an approximation of the original enumeration scheme
lead to significantly improved implementation results.
Measurements were carried out mainly on the offline testbed for
different detection algorithms. Special emphasis is put on the characterization of the RF transmit path. It has been found that impairments
in the RF transmitter have a significant influence on the error-rate performance of optimum receive algorithms. This residual transmit noise
is characterized and a method to alleviate the problem is proposed
and supported by measurements.

Zusammenfassung
In den letzten Jahren hat sich die Mehrantennenkommunikation (auch
Multiple-Input Multiple-Output (MIMO)-Kommunikation genannt)
durchgesetzt, um mittels drahtloser Kommunikation mehr Durchsatz
zu erzielen und/oder die Zuverlässigkeit der Übertragung zu verbessern.
Die MIMO Technik verwendet mehrere Antennen am Sender und am
Empfänger und überträgt gleichzeitig mehrere Datenströme im gleichen
Frequenzband. Dies wird häufig als räumliches Multiplex-Verfahren
bezeichnet. Es verbessert die spektrale Effizienz und die Zuverlässigkeit einer drahtlosen Verbindung ohne die Leistung im Sender zu
erhöhen. Der Preis für diese Verbesserung ist eine deutlich höhere
Rechenkomplexität im Empfänger verglichen zu einer herkömmlichen
Punkt-zu-Punkt Verbindung.
Um neue Technologien wie zum Beispiel die MIMO Kommunikation
zu testen und damit zu experimentieren werden sogenannte Testbeds
gebaut. Ein Testbed ist eine Platform, die nicht unbedingt die gleiche
Leistung wie ein (später verfügbares) kommerzielles Produkt erbringt,
aber doch die neuen Technologien so verwendet, dass experimentell
damit gearbeitet werden kann.
Diese Arbeit zeigt zuerst den Aufbau einer modularen Hardware
Platform (Testbed) welche für MIMO Demonstrationen und Experimente verwendet werden kann. Das Kernstück des Testbeds sind drei
Field-Programmable Gate Arrays (FPGAs), welche für die Signalverarbeitung zuständig sind. Das Testbed kann im Echtzeit-Modus oder im
Offline-Modus betrieben werden. Für den Echtzeit-Modus ist die dazu
benötigte Signalverarbeitung in VHDL auf den FPGAs implementiert.
Sie basiert auf dem IEEE 802.11a Standard und benutzt Orthogonal
Frequency Division Multiplexing (OFDM) für die Modulation. Um
den Packetfluss zu kontrollieren und zu verwalten wurde auf einem der
FPGAs ein integrierter PowerPC in Betrieb genommen und darauf ein
ix
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einfaches Medium Access (MAC) Protokoll implementiert. Im OfflineModus werden die Datenpackete vor dem Senden offline, also zum
Beispiel in Matlab, vorbereitet und über die USB-Verbindung ins
FPGA geladen. Danach wird das Packet über das RF-board übertragen
und im Empfänger wieder gespeichert. Dort können die empfangenen
Daten von Matlab wieder abgeholt und weiterverarbeitet werden.
Mit Hilfe des Offline-Modus können Algorithmen sehr einfach in einem
’echten’ System (d.h., inklusive den Beeinträchtigungen durch den
RF-Pfad) ausprobiert werden.
FÃĳr die Leistung und Qualität eines MIMO Empfängers spielt der
Detektionsalgorithmus eine wichtige Rolle. Der Detektionsalgorithmus
ist mitentscheidend um möglichst stark von der MIMO-Technik zu
profitieren. Zwei MIMO Detektionsalgorithmen werden in dieser Arbeit im Detail betrachtet. Zum einen ist dies der Conditioned Ordered
Successive Interference Cancellation (COSIC) Algorithmus und zum
anderen der Sphere Decoding (SD) Algorithms. Verschiedene Architekturtransformationen und Annäherungen an die optimale Lösung
werden vorgestellt um möglichst effiziente Schaltungen zu erhalten.
Dank diesen Vereinfachungen kann die Grösse eines Detektors deutlich reduziert werden und erlaubt eine höhere Clock-Frequenz als in
vergleichbaren Arbeiten.
Im letzten Teil dieser Arbeit wird anhand von Simulationen und
Messungen in die Problematik von Rauschen im Sendepfad eingeführt.
Diese Beeinträchtigungen haben einen grossen Einfluss auf die Fehlerrate von optimalen Detektoren, wie zum Beispiel dem SD Algorithmus.
Die Fehlerrate wird klar verschlechtert. Um den Einfluss des Rauschens
zu reduzieren kann im Empfänger ein sogenanntes Whitening Filter
eingebaut werden. Dadurch wird der negative Einfluss wieder reduziert.
Diese Beobachtungen werden anhand von verschiedenen Simulationsund Messresultaten unterstützt.
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—All I know is that I know nothing.
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Introduction

In the last two decades, wireless communication has evolved from a
scarce technology used by professionals (e.g., government, military
or aerospace) for niche applications to consumer electronics. With
the advent of data-centric applications such as the Internet, mobile
communication, or wireless local area networks (WLANs), in the early
nineties, wireless communication started its way into everybody’s daily
life. New products (e.g., the iPhone or the iPad) and services (e.g.,
digital-TV or on-demand video streaming) call for higher throughput
and better quality of service which require new concepts and standards
for wireless communication.

1.1

Wireless Communication

Nowadays, almost all people use wireless technology in their daily life:
phone calls are carried out with cell phones, billions of text messages
(SMS) are written daily, or WLAN is used to access the Internet.
Only twenty years ago, all these services were almost unknown. What
1
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happened? Major improvements in integrated circuit (IC) technology
allowed for miniaturization, more complex circuits, cheaper products,
and more power-efficient products. New algorithms and transmission
schemes for wireless communication were developed to increase spectral
efficiency (bits per bandwidth) and reliability. Standardization efforts
helped to globalize wireless technology. These trends together with
the customer’s demand for high-throughput wireless products led to
today’s wireless-product diversity.
IC technology
Key enabling technology for the enormous success of wireless communication is the progress in IC technology. It started in the late 1950s/early
1960s with the production of the first metal oxide semiconductor fieldeffect transistor (MOSFET) [1] and with the idea of complementary
metal-oxide-semiconductor (CMOS) circuits [2]. In 1965, Gordon E.
Moore, co-founder of Fairchild Semiconductor, predicted the future
of integrated circuits in a famous Electronics article [3], projecting
that the number of transistors that can be placed on an IC doubles
every year. In 1975 he revisited his statement from 1965 to doubling
the number of transistors every two years [4]. This statement became
famous as Moore’s law and is still valid today, though it is open how
long it will hold. In order to keep up with Moore’s law, major advances in all areas involved in IC technology were necessary: electronic
design automation (EDA) software tools to handle larger and faster
chips, fabrication technologies to support new technology nodes, and
verification strategies for the increased circuit complexity.
The progress in CMOS IC technology made it possible to pack
more and more transistors onto the same area of silicon. This progress
allowed to realize increasingly complex functions on a small piece of
silicon. All of a sudden, the realization of a fast Fourier transform, a
real-time Viterbi algorithm, or an entire wireless baseband processor
on a single chip became feasible.
With the invention of field-programmable gate arrays (FPGAs)
in 1984 [5], when Xilinx Co-Founders Ross Freeman and Bernard
Vonderschmitt realized the first commercially viable product, a new
technology was born that is nowadays heavily used for verification purposes, rapid prototyping, field trials, and also for data processing tasks
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in end products. An FPGA is essentially an IC that can be configured
after manufacturing, whereas an application-specific integrated circuit
(ASIC) is manufactured according to the customers needs and cannot
be modified after fabrication. Advantages of FPGAs over ASICs are
the ability to update the design on the FPGA whenever necessary,
the low non-recurring costs compared to an ASIC design, and the
usually shorter time-to-market. On the other hand, an ASIC clearly
outperforms an FPGA in terms of clock frequency, power consumption, efficiency, and cost, when it comes to high-volume production [6].
Therefore, FPGAs are often chosen for the realization of a prototype or
a testbed, but ASICs remain the first choice when high volumes of the
same functionality are required, or highest performance is necessary.
Standardization Process
To employ a new technology successfully, the global players need to
agree on common protocols and interfaces. Therefore, standardization
groups with experts from industry and academia try to find a common denominator and finally release a standard, where all necessary
protocols, interfaces, and parameters are specified. In the following,
the standardization process of WLAN [7] is exemplified, as the testbed
presented in this thesis is based on this standard.
In 1985, the U.S. Federal Communications Commission (FCC)
decided to open several bands of wireless spectrum for use without
a government license. This decision was an unheard-of move at the
time and in retrospect, the beginning of publicly available wireless
communication. A few years later, in 1990, the IEEE 802.11 committee
was formed with the purpose of defining a WLAN standard [7]. In
1997, the first WLAN standard IEEE 802.11-1997 was released (though
pre-standard devices were already shipping) and clarified in 1999 as
IEEE 802.11-1999. Nowadays, this standard is obsolete and replaced
by its successor IEEE 802.11b. The modulation technique used in
IEEE 802.11 and IEEE 802.11b is direct-sequence spread spectrum.
It operates in the 2.4 GHz industrial, scientific, and medical (ISM)
band and achieves a throughput of up to 11 Mbit/s. In 1999, the
IEEE 802.11 committee also released IEEE 802.11a, which uses the
same data link layer protocol and frame format as IEEE 802.11b,
but the air interface is orthogonal frequency division multiplexing

4
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(OFDM), operating in the 5 GHz ISM band. In 2003, IEEE 802.11g
was ratified. It works in the 2.4 GHz ISM band (like IEEE 802.11b)
and also uses OFDM as modulation technique. It is fully backwards
compatible with IEEE 802.11b, but has the advantage of a higher
throughput (54 Mbit/s). Recently, in October 2009, IEEE 802.11n
was released. This standard improves IEEE 802.11a/b/g by adding
multiple-input multiple-output (MIMO) technology. MIMO technology
employs several antennas at the transmitter and the receiver to spatially
multiplex the transmit data, which significantly improves spectral
efficiency [8]1 . Among others, IEEE 802.11n also includes support for
40 MHz channels on the physical (PHY) layer, and frame aggregation
on the media access control (MAC) layer. With these techniques, the
maximum possible PHY layer throughput increases from 11 Mbps in
IEEE 802.11b to 600 Mbps in IEEE 802.11n.
Radio Spectrum
With the success of wireless communication, frequency bandwidth
became a scarce resource. Today, the available frequency spectrum is
strictly allocated to the different wireless technologies. For instance,
WLAN operates in the ISM-bands between 2.4 GHz and 2.5 GHz and
between 5.725 GHz and 5.875 GHz. In order to serve as many people
as possible with high data-rates, it is important to efficiently use the
available frequency spectrum.
One technique that makes efficient use of the frequency spectrum
is OFDM. It is a broadband multi-carrier modulation scheme were
the available bandwidth is subdivided into orthogonal narrow-band
sub-carriers. A good overview of OFDM for wireless communications
can be found in [9, 10]. OFDM is known since the late 1960’s [11],
but with the hardware technology of that time, it was extremely
difficult to implement (e.g., fast Fourier transform (FFT)). However,
the advances in semiconductor and computer technology made it a
practical method. For present communication technologies, especially
wireless communication technologies, OFDM is the modulation method
of choice (simplified channel equalization compared to single carrier
systems, more robust against frequency selective fading, high spectral
1 MIMO

technology will be introduced in more details in Section 1.2.
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efficiency, etc.). Some example standards that make use of OFDM
are: digital audio broadcasting (DAB), digital video broadcastingterrestrial (DVB-T), digital video broadcasting-handheld (DVB-H),
WLANs, WiMAX, the almost completed long-term evolution (LTE)
of the 4G cellular technology standard, and some proposals of the
short-range technology ultra wide band (UWB). OFDM is also used
for wired technologies. One of the first successful applications was in
data modems for asymmetric digital subscriber line (ADSL) and very
high-speed digital subscriber line (VDSL), which use a form of OFDM
known as discrete multi-tone.

1.2

MIMO Technology and Testbeds

In wireless communication, multiple-input multiple-output (MIMO)
describes the use of multiple antennas on both sides of the wireless
link, i.e. at the transmitter and at the receiver, to improve throughput
and/or quality of service. In the last fifteen years, MIMO technology
has attracted a lot of attention in the field of wireless communication,
since it offers significant increase in data throughput, link range and
coverage without additional bandwidth or transmit power. It achieves a
higher spectral efficiency (more bits per second per Hertz of bandwidth)
than single antenna systems by transmitting multiple data streams
concurrently and within the same frequency band. This method is
known as spatial multiplexing. However, there is no free lunch. Next to
the cost for multiple radio frequency (RF) chains, there is a significantly
increased computational complexity, especially in the receiver.
In the mid 1990s, researchers at Bell Labs and at Stanford University were looking for ways to increase system throughput without increasing bandwidth. In 1994 Paulraj and Kailath patented a technique
for increasing the capacity of a wireless link using multiple antennas at
both the transmitter and the receiver [12]. In 1995, I. E. Telatar published fundamental results on the capacity of multi-antenna Gaussian
channels in a Bell Labs technical report. These results were printed
later on in the European Transactions on Telecommunications [13].
In 1996, Foschini presented a layered space-time architecture, also
called Bell Laboratories layered space-time (BLAST) architecture, for
wireless communication [14], which in 1998 finally resulted in first

6
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laboratory demonstrations of MIMO communication [15].

MIMO Benefits
MIMO systems are considered the key technology for high-speed wireless communication. The benefits of MIMO communication are manifold [16]:
Array gain (also called power gain):
Array gain increases the receive signal-to-noise ratio (SNR)
by coherently combining the wireless signals at the receiver.
This gain may be realized through spatial processing at the
receiver and/or spatial pre-processing at the transmitter.
Diversity gain:
In a wireless channel, signal power fluctuates. Diversity
techniques are used to combat fading: the signal is transmitted over multiple (ideally) independent fading paths in
time, frequency, or space. Spatial diversity is preferred over
time or frequency diversity as it does not require additional
bandwidth or time.
Spatial multiplexing gain:
MIMO offers a linear (in the minimum number of transmit/receive antennas) increase in capacity or data rate by
transmitting independent data signals from the individual
antennas. The receiver obtains a noisy superposition of all
transmitted signals and can reconstruct the original signal
under conducive channel conditions such as rich scattering.
Interference reduction:
In wireless networks, multiple users share time and frequency
resources which results in interference. In MIMO systems,
it is possible to exploit the spatial dimension to increase the
separation between users, e.g., by directing signal energy
towards the intended user.
Not all of these benefits can be exploited concurrently due to conflicting
demands. Hence, depending on the purpose of the MIMO system, an
appropriate trade-off needs to be found.
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MIMO Detection
As already mentioned, MIMO technology comes at the cost of increased
transceiver complexity. Primarily, the task of the receiver, which is the
separation and detection of the superimposed data streams, becomes
much more demanding as the number of antennas increases. The
complexity of algorithms that achieve optimum error rate performance,
like the brute-force maximum likelihood (ML) algorithm, grows roughly
exponentially with the number of transmit antennas. But not only
the detection itself is a costly operation. Synchronization [17], channel
estimation [18], and MIMO preprocessing [19] also significantly account
for the increased complexity of a MIMO receiver.
In the last few years, a number of different detection algorithms,
approximations, and adjustments thereof, as well as very-large-scale
integration (VLSI) architectures were presented in literature. The
main goal of these detectors is (almost always) to optimize the error
rate performance while the required silicon complexity is kept as low
as possible. An algorithm that became famous with MIMO detection
is sphere decoding (SD); it achieves ML performance, but for many
practical problems at a much lower complexity than straightforward
ML detection, which is exponential in the number of transmit antennas.
The worst-case complexity, however, remains exponential [20].
MIMO Testbeds
Demonstrators, testbeds, and prototypes play an important role in
the development of a new technology. A testbed serves as platform
to assess theoretical results through practical implementations and
measurements. Testbeds are used as proof-of-concept, i.e., incomplete
realizations or demonstrations of new technologies, new methods, or
new algorithms. The terminology used in the field of demonstrators,
testbeds, and prototypes is often very loose. In [21], the three terms
were defined as follows:
• A demonstrator mainly serves to demonstrate a new technology
to customers. Usually, the technology is already established and
the product is finalized to some extent.
• A testbed is used for research in general. It is a vehicle that
allows to test or verify new algorithms or ideas under real-world
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conditions or even in a real-time setup. Practically, testbeds are
built in a modular manner to allow for reconfiguration, re-design,
or extension.
• A prototype is the first realization of a research idea or a standard that operates in real-time. It serves as proof-of-concept
or as vehicle for future developments and improvements. The
migration into a product is often intended.
From these definitions, it becomes obvious that testbeds and prototypes are mainly used in the research and development phase, while
demonstrators are used to show new technology to potential customers.
In this thesis, we further differentiate between real-time testbeds and
offline testbeds. The differences between the two are outlined in
Table 1.1.
Both types of testbed have their pros and cons. Depending on the
research goal, a real-time or an offline testbed might be better suited.
For instance, it is easier and faster to evaluate the performance of new
detection algorithms or to compare between different synchronization
methods on an offline testbed. On the other hand, a real-time testbed is
better suited for the evaluation of MIMO multi-user scenarios including
wireless feedback links. An offline testbed would probably be too slow
and the acquired channel state information would already be outdated
before they are actually used2 . Also, live demonstrations, as for
instance video streaming, are only possible on a real-time testbed.
In 1998, Bell Labs published first MIMO measurement results
that were obtained from their laboratory prototype and showed the
feasibility of the BLAST approach [15,22]. Since 2001, MIMO testbeds
and prototypes appeared in many research laboratories and universities
around the world. They were built with different purposes and scenarios
in mind, e.g., to demonstrate MIMO gains, to achieve new throughput
records, to verify theoretical system models and MIMO processing
algorithms, to evaluate the implementation complexity, to analyze the
impact of RF impairments, to show detection performance bottlenecks
and improvements, etc.

2 Channel state information is subject to change and strongly depends on the
environment.
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Table 1.1: Key properties of real-time and offline testbeds.
Real-Time Testbed
Link

Offline Testbed

Wireless transmission in real-time over a real-world or
emulated channel.
Data pro- Data is processed in real- Data is processed offline,
cessing
time, i.e., at least as fast as i.e., it is stored in the
it is arriving at the frontend testbed and processed af(no overflow allowed).
terward, e.g., on a personal
computer (PC).
Design
Design, re-design, debug- New algorithms and ideas
scope
ging, and adding new ex- can be implemented fast
tensions requires a consid- due to the availability of
erable amount of time.
high-level languages, e.g.,
Matlab running on the
host PC.
Precision
Usually fixed-point as the Usually floating-point, howsignal processing tasks are ever fixed-point signal proimplemented in hardware cessing is possible by adapton a FPGA.
ing the signal processing algorithm on the PC.
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1.3

Contributions

This thesis shows the design and architecture of a real-time testbed,
provides algorithmic considerations, architectural tradeoffs and VLSI
implementation results for MIMO detection, and analyzes measurement
results obtained on the testbed especially focusing on the transmit
path. More specifically, the main contributions of this thesis are the
following:
• The hardware architecture and implementation of a modular
bi-directional MIMO-OFDM testbed are presented. Depending
on the task the testbed needs to carry out, it can operate as
real-time testbed or as offline testbed. As real-time testbed, it is
equipped with a MIMO PHY layer and a basic MAC layer that
makes the testbed multi-user capable, and it allows to attach the
testbed to the Ethernet. For the offline testbed, the transmission
takes place in real-time and includes the entire RF-chain and
the wireless channel. On the receive side, the frame is stored
and processed afterwards (offline) in Matlab. In both cases,
the same RF-chain is used.
• For two popular MIMO detection algorithms - the SD algorithm
and the conditioned ordered successive interference cancellation
(COSIC) algorithm - algorithmic and architectural trade-offs as
well as VLSI implementation results are presented. For SD, a
new enumeration scheme together with interleaved pipelining
lead to superior VLSI implementation results compared to earlier
realizations. Also system-level considerations like scheduling and
early termination are presented.
• Special emphasis has been put on the evaluation of impairments
in the transmit path. These impairments were characterized by
measurements on real-world RF-chains. A system model that
considers impairments in the transmitter is proposed and verified
by measurements. Noise whitening is introduced as a means to
reduce the error-rate performance loss due to the impairments in
the transmit-path. Corresponding measurement results confirm
the benefit of noise whitening over a real-world RF-chain.
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Thesis Outline

The remainder of this thesis is outlined as follows. In Chapter 2, the
hardware platform of the testbed is introduced and the system level
architecture of the entire testbed is presented. It consists of three
subsystems: the Ethernet subsystem, the PowerPC subsystem, and
the MIMO PHY subsystem. Each subsystem is briefly introduced and
the partitioning onto the FPGAs of the testbed is shown. The testbed
can either operate in real-time or as offline processing platform.
Chapter 3 is dedicated to the VLSI implementation of MIMO detection algorithms. First, the MIMO detection problem is transformed
into a tree-search problem and the most common MIMO detection
algorithms are briefly introduced. Afterwards, the VLSI implementation of three different MIMO detection algorithms is explained in
more detail. It is started with the implementation of successive interference cancellation (SIC) on the testbed and corresponding FPGA
implementation results are presented. Then, the COSIC algorithm
and its implementation is introduced. VLSI implementation results
of the COSIC algorithm for different architectures are provided for
both FPGA and ASIC technology. The third algorithm discussed in
more detail is SD. The presented architectures of SD focus on the
efficiency in terms of the AT-product. To this end, the original SD algorithm is slightly modified by introducing a new enumeration scheme.
Furthermore, interleaved pipelining is applied to the SD architecture.
ASIC and FPGA VLSI implementation results of hard-output and
soft-output SD with the new architecture are presented. The last
section of this chapter proposes a system-level architecture that is able
to balance the variable throughput of detection algorithms like SD.
Chapter 4 starts with the characterization of the RF transmit-path.
Carrier-leakage, IQ-imbalance, phase noise, and non-linearities of the
testbed RF chain are measured and determined. The performance of
the entire transmit path is characterized by the error vector magnitude
(EVM). The system model is then changed such that impairments in
the transmit-path are also included and its impact on different detection
algorithms is analyzed. To reduce the performance degradation of these
impairments, noise whitening is proposed. These results are confirmed
by simulation and measurements results. Finally, measurement results
obtained form the real-time testbed are presented.
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Chapter 5 summarizes the main finding of this thesis and proposes
further ideas and experiments that could be carried out on the testbed.

—Isch jo scho immer gloffa
Running-Gag in the MIMO-Lab

2

MIMO-OFDM Testbed

A testbed provides convenient means for assessing theoretical findings
through practical implementations and measurements. Such a testbed
has been realized during this thesis on a completely new hardware
platform, designed for up to 4×4 MIMO-OFDM communication. It is
suitable for real-time MIMO-OFDM experiments, for real-time multiuser MIMO-OFDM experiments, and for offline processing MIMOOFDM experiments over real-world channels.

2.1

Hardware Platform

The requirements for the design of the new testbed are summarized in
Table 2.1. Compared to the predecessor testbed [23], also developed
at the Integrated Systems Laboratory (IIS), the new platform is ready
for real-time bi-directional communication, features a integrated RF
chain, contains a simple embedded MAC layer running on a PowerPC,
provides extensive signal processing resources, and comes with several
interfaces for connectivity and extensions.
13
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Table 2.1: Testbed requirements.

Bidirectional
and real-time
capable

For experiments that require feedback (e.g., channel state information at the transmitter), where
MAC layer tasks are involved (e.g., rate adaptation), or for demonstration purposes.

Integrated RF

RF chain as close as possible to commercial RF solutions used in wireless devices in order to obtain
meaningful measurement results.

MAC layer

For packet handling and control in real-time experiments and demonstrations, a basic MAC layer
needs to be implemented.

Extensive signal processing
resources

For comparison reasons, a variety of algorithms
and MIMO configurations shall fit onto the
testbed.

Flexible and
modular design

Possibility to extend the testbed and to use it for
many different experiments and applications.

Small form factor

Mobility of the testbed is desirable for simple
experiment configuration and demonstration purposes.

The predecessor of this testbed is shown in Figure 2.1 and is thoroughly described in [23]. It consists of one XILINX Virtex-II FPGA,
two digital-to-analog conversion (DAC) and two analog-to-digital conversion (ADC) modules, and four super-heterodyne RF chains. The
RF chains are built from Mini-Circuits components. Four of these RF
chains occupy about the volume of a desktop PC and require external
clock generation (Figure 2.1). Limited signal processing resources, the
bulky RF chains, and the need for multiple testbed terminals1 and
for a basic MAC layer led to the decision to design a new hardware
platform for a real-time, multi-user capable, MIMO-OFDM testbed.
1 Throughout this thesis, a testbed terminal denotes a fully functional MIMOOFDM transceiver.
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Figure 2.1: The testbed predecessor with external clock generation, a
bulky RF chain built from Mini-Circuits components, and a PC with
a FPGA board attached to the PCI interface.
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The new testbed consists of individual terminals, each providing
full 4-stream MIMO transmit and receive capabilities. It was successfully demonstrated at two MASCOT2 open-house events and at two
conferences: Wintech’2008 [24] and at ISCAS’2009 [25]. Figure 2.2
shows one testbed terminal consisting of three different types of printed
circuit boards (PCBs): the VAMP board, the BAT board, and four
WING boards.

2.1.1

VAMP Board

The VAMP board was designed in a Master’s Thesis in 2004 [26]. In
2007, it has been redesigned during the research project MASCOT.
It is a 12-layer PCB and serves as a general-purpose FPGA signalprocessing platform.
The VAMP board is mainly responsible for the heavy baseband
signal processing required on the real-time MIMO-OFDM testbed. It
also provides different interfaces for data transfers, configuration, and
debugging purposes. The signal processing resources on the VAMP
board are provided by two large XILINX Virtex-II Pro FPGAs with
embedded PowerPC CPUs. Furthermore, 4 MByte SRAM memory,
a socket for optional SDRAM, a Gigabit Ethernet interface, a PCI
interface, dedicated power supplies, FPGA configuration logic, and
digital-IO connectors for additional daughter boards are available. A
schematic diagram of the VAMP board is shown in Figure 2.3.

2.1.2

ASIC Adapter Board

An optional ASIC adapter board [19] can be plugged onto the VAMP
board. It is shown in Figure 2.4 and provides connectivity for two
ASICs (CLCC-84 packages with 84 pins) to allow for ’outsourcing’ of
timing-critical signal processing tasks. Moreover, the adapter board
contains two video ports for visualization and debugging purposes.

2 MASCOT stands for multiple-access space-time coding testbed. The new
testbed was developed within the MASCOT project and is often referred to as
MASCOT testbed.
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Figure 2.2: Overview of the testbed hardware platform (one MIMO
terminal).
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Figure 2.3: Schematic block diagram of the VAMP board.
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Figure 2.4: Adapter board containing two ASIC sockets and two VGA
ports.

2.1.3

BAT Board and WING Boards

The BAT board and the WING boards were designed at the same
time. Each WING board contains a complete RF chain and the BAT
board provides the digital interface [27, 28]. In total, up to four WING
boards (i.e., up to four RF chains) can be attached to one BAT board.
The BAT board contains one XILINX Virtex-4 FPGA, 1 MByte
SRAM memory, dedicated high-speed interconnects to attach up to
four WING boards, configuration logic, and universal serial bus (USB)
connectivity for user control. A schematic block diagram of the BAT
board is shown in Figure 2.5.
Each WING board is responsible for the analog-to-digital conversion (ADC) and digital-to-analog conversion (DAC), and the conversion
from baseband to RF and vice versa. A high-level block diagram of
the WING board is shown in Figure 2.6. The main components of the
WING board are a two-channel 10-bit, 80 MSps DAC/ADC chip (Analog Devices AD9861), a dual-band direct-conversion RF transceiver
chip (Maxim Integrated Products MAX2829 [29]) specifically designed
for OFDM 802.11 WLAN applications, and a front-end module for
filtering and amplification (Epcos R025B). A second ADC is available
on the WING board to digitize the received-signal-strength-indication
(RSSI) signal provided by the transceiver IC.
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Figure 2.5: Schematic block diagram of the BAT board.
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System Level Architecture

The real-time MIMO-OFDM testbed is realized on aforementioned
boards, the VAMP board, the BAT board and the WING boards. A
high-level block diagram of the real-time MIMO-OFDM testbed is
shown in Figure 2.7. The testbed consists of three main subsystems:
• The MIMO subsystem is responsible for everything that has to
do with MIMO processing. This includes the MIMO baseband
processing, the interface to the RF chains, as well as MIMO
transmit- and receive-buffers as interface to the other subsystems.
• The Ethernet subsystem (ETH subsystem) constitutes the wired
interface between testbed and the outside world. It is responsible
for the Ethernet MAC layer processing and the communication
with the external Ethernet PHY chip.
• The PowerPC subsystem is built around a PowerPC 405 CPU
which is embedded in the FPGA. It contains a software-based
MAC layer that handles the traffic from the MIMO subsystems
and the Ethernet subsystem.
The three subsystems are interconnected through a bus system
similar to the high-speed on-chip advanced microcontroller bus architecture (AMBA) [30]. From this architecture, the testbed uses
the advanced high-performance bus (AHB) for data transfers and a
slightly modified version of the advanced peripheral bus (APB) for
register configuration. Also, a SRAM control unit is attached to the
bus infrastructure. The SRAM serves as main repository for incoming
and outgoing frames, before they are transferred to either the MIMO
subsystem or the ETH subsystem.

2.2.1

Ethernet Subsystem

The Ethernet PHY layer processing is provided by a DP83865 IC, which
is a fully featured PHY layer transceiver from National Semiconductor
[31]. The ETH subsystem on the FPGA (shown on the bottom
left in Figure 2.7) contains a dedicated low-level MAC layer and an
AHB master interface with direct memory access (DMA) capability
for fast data transfers. The basic tasks of the low-level MAC layer
are error detection and flow control. In the transmit path, a cyclic
redundancy check (CRC) is appended and in the receive path, the
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CRC is checked. The interface to the PHY chip is defined by the
Gigabit media independent interface (GMII) standard. For the realtime testbed, the ETH link is configured in 1 Gbit mode. Further
details on the implementation of the low-level MAC can be found
in [32].

2.2.2

PowerPC Subsystem

The heart of the PowerPC subsystem is an embedded PowerPC 405
CPU available as hard-macro on the FPGA. The PowerPC CPU is
attached to a 128 kB instruction memory and a 128 kB data memory.
Both memories are built from FPGA-internal block RAMs. The
PowerPC and the Xilinx tools are designed to support CoreConnect,
a microprocessor bus architecture for system-on-a-chip (SoC) designs
by IBM. The testbed makes use of the processor local bus (PLB)
and the on-chip peripheral bus (OPB) provided by the CoreConnect
bus infrastructure. The PLB is used for high-bandwidth, low-latency
tasks while the OPB is used to attach slower peripheral cores. A
bridge is available to connect the PLB of the PowerPC subsystem
to the AHB, the main bus on the testbed. Another bridge in the
PowerPC subsystem is necessary to interconnect the PLB with the
OPB and its peripheral devices. The peripheral IP blocks are a timer,
an interrupt controller, a serial interface (RS232), and general purpose
I/Os (GPIO).
Basic MIMO MAC Layer
The high-level ETH MAC layer and MIMO MAC layer are implemented
on the PowerPC. For complexity reasons, it is a simplified IEEE 802.11n
MAC architecture.
The MAC layer assumes that one testbed terminal is configured as
access point (AP) and one or multiple testbed terminals are configured
as stations (STAs). The MAC then employs a simple point coordination function (PCF), i.e., the AP polls all STAs regularly according
to its internal scheduling algorithm. This centralized coordination
scheme was chosen in order to avoid complex scheduling algorithms
or sophisticated hardware-based carrier-sense mechanisms. Moreover,
the PCF-based approach allows for good controllability of the entire
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test setup, since only one master - the AP - is present in the system.
Last but not least, the PCF protocol allows only one device, AP or
STA, to transmit data, and thus avoids frame collisions completely.
Low-level protocol Figure 2.8 illustrates the low-level MAC protocol. Only the AP is allowed to initiate a sequence of transfers. The
STAs are only allowed to respond upon a specific request of the AP.
The protocol consists of three different types of transfers: request
(REQ), response (RSP), and an optional acknowledge (ACK). REQ
and RSP transfers may contain payload (DATA). The optional ACK
can be used to acknowledge successful reception of data from the STAs.
Frame structure The MAC frame structure is based on the frame
structure used for the testbed predecessor [18]. The PHY layer frame
is shown in Figure 2.9. It consists of four short preambles used for
timing and frequency synchronization, two long preambles used for
fine-tuning of the synchronization algorithms, four training symbols
used for channel estimation, one symbol for the signal field, and the
remaining symbols are used for payload data. Currently, the maximum
frame length on the testbed is limited to a total of 51 OFDM symbols.
The MAC layer appends a 32-byte MAC header at the beginning
of the payload data. It contains information on packet size, source and
destination address, a unique packet ID, and information on the type of
packet. Detailed information can be found in [33, 34]. Furthermore, a
four byte CRC is appended at the end of the frame. It is computed and
checked in hardware in the transmit and receive buffer, respectively.
Data flow By means of Figure 2.7, the data flow and the interaction
between the subsystems can be explained. An ETH frame arriving at
the ETH port is first processed by the ETH subsystem. It ends up in
the ETH receive buffer. The arrival of a new frame in the ETH receive
buffer is signaled by an interrupt to the PowerPC subsystem, i.e., the
MAC gets informed about the new frame. Then, the MAC initiates
a DMA transfer to move the frame from the ETH receive buffer to
the SRAM. The completion of the DMA transfer is again signaled to
the MAC layer, which now inspects the frame and decides on the next
tasks. If the frame needs to be transferred to the MIMO subsystem,
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Figure 2.8: Low level communication protocol of the MAC layer.

Figure 2.9: Low level communication protocol of the MAC layer.
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a DMA transfer from the SRAM to the MIMO transmit buffer in
the MIMO subsystem is set up. Furthermore, the MAC header is
appended to the frame. Afterwards, the frame is transmitted over the
MIMO subsystem. While transmitting, the CRC is computed and
appended at the end of the frame. When a frame is received at the
MIMO subsystem that needs to be transmitted to the ETH, the same
procedure takes place in reversed order.

2.2.3

MIMO PHY Subsystem

The MIMO PHY layer incorporates the baseband processing necessary
for bidirectional MIMO-OFDM communication. The implementation
of the MIMO-PHY layer is mainly based on the testbed predecessor [23]. However, since the entire testbed is built on a new hardware
platform, some blocks had to be redesigned or created from scratch.
Compared to [23], the baseband implementation is now distributed
over two FPGAs. The partitioning of the real-time testbed implementation onto the three FPGAs is shown in Figure 2.10. The ETH
subsystem, the PowerPC subsystem, and the channel coding/decoding
part of the MIMO PHY layer reside on the first FPGA of the VAMP
board. The second FPGA on the VAMP board is responsible for
synchronization, OFDM modulation and demodulation including FFT
and IFFT, channel estimation and MIMO detection including MIMO
preprocessing. The main task of the FPGA on the BAT board is upand downsampling and automatic gain control (AGC). In the following,
each main building block is explained briefly.
Transmit and receive buffer The transmit and the receive buffer
constitute the interface between MIMO PHY-layer and MAC-layer.
Both buffers are able to generate interrupts to trigger the MAC layer.
The following interrupts are implemented:
• AHB transfer completed informs the MAC layer that the initiated
AHB transfer is successfully done.
• Frame transmitted confirms the successful transmission of a
frame over the MIMO subsystem.
• Frame available announces a new frame in the MIMO receive
buffer.
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Figure 2.10: Partitioning of the MIMO PHY layer onto the three
FPGAs.
Transmit and receive buffers are attached through an AHB master
interface, an AHB slave interface, and an APB slave interface to the
AMBA bus infrastructure. CRC computation and check facilities are
available and FPGA internal block RAM is used for frame buffering.
OFDM modulation In the transmit path, the OFDM modulation
block maps the binary data to constellation points (CPs). Then, the
superposition of all modulated subcarriers is computed via an IFFT
and the time-domain signal is obtained. Finally, the cyclic prefixes
and preambles are added to the frame. In the receive path, the timedomain signal is transformed into frequency-domain by an FFT. FFT
and IFFT are carried out by a 64-point I/FFT processor. Details on
the implementation of the I/FFT processor can be found in [35].
Up- and downsampling and DAC/ADC interface Up- and
downsampling is implemented on the BAT board. Data is oversampled
by a factor four. The baseband frequency is 20 MHz and the sampling
frequency of the DAC/ADC is 80 MHz. The AD9861 is configured
in full-duplex mode. This mode supports concurrent receive and
transmit operation. The upper 10-bits of the digital interface are used
for transmit data while the lower 10-bits are used for receive data.
Transmit and receive interface apply/receive the I-/Q-part of the data
signal in interleaved fashion. Therefore, the DAC/ADC interface runs
at 160 MHz.
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The VAMP-BAT interface also works in an interleaved fashion.
The sampling frequency of the data stream is 20 MHz. The interface
itself runs at 80 MHz. This allows to share the same interface for up to
four streams, i.e., data are transferred to and from the VAMP board
by alternately applying one stream after the other.
Synchronization Synchronization is one of the most important
tasks in a MIMO-OFDM receiver. Synchronization involves the framestart detection (i.e., time synchronization) and the estimation and
compensation of the frequency offset between transmitter and receiver.
Without proper synchronization, it is not possible to successfully
perform MIMO detection.
For the real-time testbed, the same synchronization unit as in
the predecessor testbed [23] is used. Only some parameters were
adjusted to the new RF chain. The frame start detection algorithm
implemented on the testbed was developed at the IIS and is detailed
in [36]. The estimation of the carrier frequency offset is based on
the auto-correlation algorithm proposed by Schmidl and Cox [37].
With these algorithms, frame-start detection and carrier frequency
offset is estimated during the preamble phase of the MIMO-OFDM
frame. The remainder of the frame is then compensated with the
estimated carrier-frequency offset. Details on algorithms, architecture
and implementation results can be found in [17].
MIMO processing and channel estimation The MIMO processing block together with the channel estimation block in Figure 2.10
includes all tasks that are necessary to obtain estimations of the transmitted symbol vectors from a received frame (after Fourier transformation and synchronization). The main tasks are channel estimation,
pilot tracking, MIMO preprocessing, and MIMO detection.
• Based on the MIMO training sequence at the beginning of each
MIMO-OFDM frame, the channel estimation unit estimates the
channel coefficients. The implemented channel estimation algorithm on the testbed employs simple per-tone channel estimation,
i.e., each sub-carrier is trained exactly once. Better estimates
can be obtained with more advanced estimation algorithms or
more sophisticated MIMO training sequences. Details on the
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implemented channel estimation circuit can be found in [18].
• A pilot tracker is employed to keep track of the residual frequency
offset. The implemented frame structure provides four pilot tones
per OFDM symbol. These are sub-carriers where known symbols
is transmitted. Based on these pilot tones, the residual frequency
offset is estimated and tracked during the entire OFDM symbol.
The phase of the data subcarriers is continuously adjusted by
the estimated offset. Details on the implemented pilot tracking
algorithm is presented in a former Ph.D. thesis carried out at
the IIS [17].
• In a MIMO receiver, it is often distinguished between MIMO preprocessing and MIMO detection. MIMO preprocessing includes
all necessary tasks for MIMO detection, which can be computed
at frame rate. MIMO preprocessing is thoroughly treated in the
thesis by Lüthi [19]. Such computations need to be carried out
only at the beginning of a new frame or, more general, when
the channel-state changes. MIMO preprocessing often includes
a QR-decomposition to reduce the computational complexity of
the MIMO detection stage.
• MIMO-detection algorithms compute an estimate of the transmitted signal vector based on the received signal vector and
the channel estimates. MIMO-detection algorithms, their implementations, trade-offs, and complexity have attracted a lot of
research attention in the last decade. This thesis will provide
details on algorithmic and implementation aspects for MIMO
detection (see Chapter 3).

Channel coding/decoding Channel coding uses bit-interleaved
coded modulation (BICM) [38]. A block diagram of channel coding
and decoding is shown in Figure 2.11. In the transmit path, it consists
of a scrambling unit, a rate Rc = 1/2 convolutional encoder with
constraint length K = 7 and generator polynomials g0 = (133)8 and
g1 = (177)8 , a puncturing block to allow for higher coding rates than
1/2, and interleaving. In the receive path, these functions are reversed.
First, de-interleaving and de-puncturing are carried out. Then, a
Viterbi decoder is used for decoding. After de-scrambling, the original
data stream is reconstructed. Detailed information on this scheme
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can be found in [18]. The provided channel coding parameters are
summarized in Table 2.2.
Summary of the MIMO Subsystem
The physical layer of the testbed is based on IEEE 802.11a. The testbed
supports up to four spatial streams. The modulation parameters of the
implemented MIMO-OFDM testbed are listed in Table 2.3. From these
parameters and the channel coding parameters provided in Table 2.2,
the supported data rates can be computed. Table 2.4 shows them for
a MR = MT = 4.

2.2.4

RF Chain and Automatic Gain Control

Figure 2.12 shows a high-level block diagram of the RF chain. During
transmission, the digital baseband signal propagates from the FPGA
on the BAT board to the WING board. In the DAC, it is converted
from the digital to the analog domain. The differential output signal of
the in-phase (I)- and quadrature (Q)-component of the baseband signal
is then applied to the RF transceiver IC. It generates the RF signal by
mixing the incoming signal with the signal of the local-oscillator (LO).
The LO signal is generated on-chip by the integrated phase-locked
loop (PLL) which obtains a reference clock signal from the BAT board.
At the output of the RF transceiver IC in the transmit path, a power
amplifier (PA) amplifies the power of the RF transmit signal. A second
PA is provided by the auxiliary front-end module from Epcos in the
last stage of the transmit path. This frontend module also contains a
low-pass and a band-pass filter for spectral filtering in the transmit
path and a diplexer to switch between the 2.4 GHz and the 5 GHz ISM
band.
On the receive side, the signal enters the RF chain through the
antenna. After the band-pass filter, a low-noise amplifier (LNA) in
the transceiver IC adjusts the power of the incoming signal before it is
mixed down to the baseband frequency. The variable-gain amplifier
(VGA) adjusts the strength of the signal to exploit the 10 bit resolution
of the ADC most effectively. LNA and VGA are controlled by the
AGC unit implemented on the BAT board. The AGC unit obtains
the RSSI provided by the transceiver IC through a separate ADC. An
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Figure 2.11: Block diagram of the channel coding and decoding on the
testbed.

Table 2.2: Testbed channel coding parameters
Number of parallel encoders
Convolutional code rate
Generator polynomials (as in
IEEE 802.11a)
Punctured coding rates

4
1/2
g0 = (133)8 , g1 = (177)8
2/3, 3/4
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Table 2.3: Testbed modulation parameters
Channel bandwidth
Supported modulation schemes
Sub-carriers

OFDM symbol duration
Guard interval
Sub-carrier spacing

20 MHz
BPSK, QPSK, 16-QAM,
64-QAM
64 sub-carriers (48 data,
4 pilot, and 12 zero subcarriers)
4 µs
0.8 µs
312.5 kHz

Table 2.4: Supported MIMO-OFDM data rates for MT = MR = 4.
Modulation

Coding rate
Rc

PHY data rate
[Mb/s]

BPSK
BPSK

1/2
3/4

24
36

QPSK
QPSK

1/2
3/4

48
72

16-QAM
16-QAM

1/2
3/4

96
144

64-QAM
64-QAM
64-QAM

1/2
2/3
3/4

144
192
216
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BAT board
FPGA
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Auxiliary RF
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(Epcos R025B)
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AD9861

AD8061

ADC
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Figure 2.12: Simplified block diagram of the RF-chain of the testbed.
analysis and experiments with different AGC algorithms was carried
out on the testbed as part of a semester thesis in [39].
The RF chain plays a crucial role in wireless communications. Nonidealities and noise sources in e.g., amplifiers, mixers, filters, etc. are
responsible for impairments that degrade the performance of a wireless
communication system (see Chapter 4).

2.3

Offline Testbed

The real-time MIMO-OFDM testbed has a considerable complexity.
The need to meet stringent real-time requirements for the signalprocessing makes the integration and testing of new algorithms a
time-consuming task in such a complex system.
To reduce development time, the BAT and WING boards can
also be used as offline testbed as illustrated in Figure 2.13. In this
configuration, most of the signal processing takes place in Matlab.
Only the transmission from one terminal to another is carried out in
real-time. To this end, the time-domain transmit signal is written
into a buffer on the FPGA of the BAT board. When transmitting,
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BAT Board

WING Boards
Upsampling

FPGA 3 - Virtex 4

Downsampling

USB
RSSI

DAC
ADC

RF

DAC
ADC

RF

DAC
ADC

RF

DAC
ADC

RF

AGC
gain
settings

Figure 2.13: High-level block diagram of the BAT board as used for
the offline testbed.
the data in the buffer is upsampled and transmitted over the RF
chain to another terminal, where the incoming data is downsampled
and recorded, before it gets transferred to Matlab. Baseband signal
processing is done exclusively in Matlab.
The offline mode enables a convenient and flexible assessment of
new algorithms or protocols over real-world RF chains and real-world
channels. Less effort is required than on the real-time testbed. It
also allows to characterize the RF chain and simplifies debugging. For
configuration, the same registers on the BAT board as in the real-time
testbed can be accessed from Matlab through the USB port and over
the APB.
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3
Tree-Search Based MIMO
Detection

One purpose of the testbed is the performance evaluation of different
MIMO detection algorithms in a real-time setup and under real-world
conditions (e.g., including RF impairments). This chapter first introduces the MIMO detection problem as a tree-search problem and
briefly reviews different MIMO detection algorithms. Afterwards, architecture and VLSI implementation results for SIC, COSIC, and
SD are presented. The main focus of this chapter is addressed to
implementation aspects of COSIC detection and SD. The last part is
dedicated to system-level considerations, that are necessary to achieve
the throughput and latency constraints given by actual standards, e.g.,
IEEE 802.11n.
35
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3.1

MIMO Detection

MIMO technology enables high spectral efficiency by using multiple
antennas at both sides of the wireless link and by concurrently transmitting multiple data streams in the same frequency band. The task
of the MIMO detector is to separate the spatially multiplexed data
streams at the receiver. To this end, several algorithms exist that
differ in terms of error-rate performance, implementation complexity,
and computational complexity. Compared to single-antenna systems,
the required resources (i.e., circuit area, power consumption, etc.) for
MIMO detection are significantly increased. Therefore, the design of
low complexity, high performance receivers is a key challenge in MIMO
technology.

3.1.1

System Model

We consider a spatial multiplexing MIMO-OFDM system with MT
transmit antennas and MR ≥ MT receive antennas. The transmit
stream is mapped onto MT -dimensional transmit vectors s ∈ OMT ,
where O stands for the underlying complex-valued scalar constellation
with |O| = 2Q . Q denotes the modulation order (i.e, the number of
bits required to represent one CP). Each symbol vector s contains
MT Q bits denoted by
xi,b = [si ]b ,

i = 1, . . . , MT ,

b = 1, . . . , Q.

(3.1)

where [si ]b stands for the bth bit in the label of s. The input-output
relation of the MIMO channel is then given by
y = Hs + nr

(3.2)

where H denotes the (estimated) complex-valued MR × MT channel
matrix and nr is an MR -dimensional i.i.d. circularly symmetric complex Gaussian (CSCG) distributed noise vector with variance σr2 per
complex-valued entry, i.e., nr ∼ CN (0, σr2 IMR ). The transmit symbols
2
s are normalized such that E |si | = Es , ∀i. Throughout this thesis,
the SNR is defined as the average SNR per receive antenna according
to
MT E s
SNR =
.
(3.3)
σr2
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The task of a (hard-output) MIMO detector is to separate the
spatial streams, i.e. to find the most likely transmitted symbol vector
ŝ. The optimal solution to this problem in terms of minimizing the
probability that ŝ 6= s is given by the ML detection rule
2

ŝ = arg min ky − Hsk .

(3.4)

s∈O MT

Unfortunately, a straightforward solution to (3.4) with an exhaustive
search over all (|O|MT ) candidate vector symbols is only feasible for low
rates (e.g., MT = MR = 2, 64-QAM or MT = MR = 4, QPSK) [40].
For higher rates, the effort required for a brute-force inspection of all
possible candidate vector symbols quickly becomes prohibitive.

3.1.2

MIMO Detection as Tree-Search Problem

MIMO detection algorithms often require the inversion of the channel
matrix H. This can be circumvented by using the QR-decomposition to
decompose the channel matrix H into a unitary matrix Q of dimension
MR × MT and an upper-triangular matrix R of dimension MT × MT
according to
H = QR.

(3.5)

The system model given in (3.2) can now be left-multiplied by QH
and results in
ŷ , QH y = Rs + ñr ,

(3.6)

where ñr = QH nr has the same statistics as nr since Q is unitary.
Regularized QR Decomposition
In terms of either error-rate performance or computational complexity (depending on the detection algorithm), the column-sorted QR
decomposition of the regularized channel matrix H̄ is beneficial for
solving the MIMO detection problem [19, 41, 42]. The sorted QR
decomposition of the regularized channel matrix H̄ is given by






H
Qa
Qa R
H̄P =
P = QR =
R=
,
(3.7)
αIMT
Qb
Qb R
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where α is an appropriately chosen regularization parameter (e.g.
α = σr ). P is a MT × MT permutation matrix and describes the
sorting. Q is unitary of dimension (MR +MT )×MT , i.e., QH Q = IMT ,
and can be partitioned into Qa and Qb as shown in (3.7). R is uppertriangular of size MT × MT with non-negative real-valued entries on
the main diagonal. With (3.7) (P is neglected for the sake of simplicity
of exposition), it is obvious that
H
QH H̄ = QH
a H + αQb = R

(3.8)

holds [42]. As a byproduct from (3.7), the inverse of R is given by
R−1 =

1
Qb .
α

(3.9)

Hence, Qb must also be an upper triangular matrix. By left-multiplying (3.2) with Qa and using (3.8), the input-output relation becomes
ŷ = Rs + n̄r

(3.10)

H
with ŷ = Qa y and n̄r = −αQH
b s + Qa nr . Note that n̄r is no longer
i.i.d. CSCG distributed with variance σr2 per complex entry because
Qa and Qb are, in general, not unitary. The ML detection rule (3.4)
can be approximated as
2

ŝ ≈ arg min kŷ − Rsk .

(3.11)

s∈O MT

Tree-Search Description
Since R is upper-triangular, the minimization in (3.11) corresponds to
a tree-search problem, where the nodes on level i are associated with a
partial symbol vector s(i) = [si , . . . , sMT ]T and with
 a corresponding
squared partial Euclidean distance (PED)1 di s(i) . The squared PED
is given by
 


 2
di s(i) = di+1 s(i+1) + ei s(i)
(3.12)
1 The squared PED is computed instead of the PED to avoid the computation
of the square-root. However, the minimization problem and the solution to it is
not affected.
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with i = MT , MT − 1, . . . , 1. The distance increments ei s(i)
computed as


(i)

ei s



2

= ŷi −

MT
X



2

are

2

Rij sj

.

(3.13)

j=i

The tree-search is illustrated in Figure 3.1 for
 MT = 3 and QPSK
modulation. The distance increments |ei s(i) |2 denote the branch

weights and the squared PED di s(i) of a node corresponds to the
sum of the branch weights leading to that node. Note that the layers
are numbered in descending order, i.e., the top-most layer is denoted
with i = MT and the lowest layer corresponds to i = 1.
The squared Euclidean distance (ED) of the ML solution is given
by
 

dML = min d1 s(1)
(3.14)
s∈O MT

and the ML solution is the associated s(1) . With this illustration in
mind, the task of a MIMO-detector is to find the vector s(1) that leads
to the smallest PED, i.e., the leaf node with the smallest squared PED.
To this end, a vast amount of literature exists that presents algorithms
and approximations to process the tree in a clever way in order to
find the estimate ŝ with less computational effort than an exhaustive
search. The trade-off between the different approaches consists of
implementation complexity, error-rate performance, and throughput.

3.2

Review of MIMO Detection Algorithms

In the last decade, a lot of research has been carried out in order
to develop more elaborate MIMO detection algorithms and smart
implementations thereof. This section gives a brief overview of MIMO
detection algorithms.
The output of a MIMO detection algorithm is either a hard-output
decision (the estimate ŝ), or an a posteriori probability (APP) for
each bit of the transmitted symbol vector. To further improve the
performance of a MIMO detector, iterative MIMO detection algorithms
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Figure 3.1: MIMO detection as a tree search problem for MT = 3 and
QPSK modulation.
were introduced [43]. Figure 3.2 shows the frame error rate (FER)
performance for an optimum iterative soft-input soft-output (SISO)
MIMO detector with I = 4 iterations, for an optimum APP detector,
and for an ML hard-output detector [43]. With an iterative MIMO
detector, the best error rate performance can be achieved. However,
the associated performance gains come at the cost of a substantially
increased implementation complexity.

3.2.1

Hard-Output MIMO Detection

A hard-output MIMO detector delivers an estimate ŝ of the transmitted symbol vector s. Starting point is the input-output relation (3.2).
Several algorithms exist to obtain the estimate ŝ. In general, it is differentiated between linear detection, SIC detection, and ML detection
methods.
Linear MIMO Detection
A linear detector first separates the data streams with a linear filter
and then decodes each stream independently. The computational
complexity of linear hard-output MIMO detection is small compared
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Figure 3.2: Simulated FER performance for a hard-output MIMO
detector, a soft-output APP detector and a soft-input soft-output APP
with 4 iterations. The underlying MIMO system is a 4 × 4 MIMO
system simulated with a TGn-C channel model, 16-QAM modulation,
rate 1/2 802.11n convolutional code, 1024 information bits, and a
random interleaver.

to other detection schemes. However, the error-rate performance is
significantly worse compared to ML detection.

Zero-Forcing (ZF) Detection ZF detection inverts the effect of
the channel matrix H. The corresponding channel filter matrix GZF
is given by
GZF = H† = (HH H)−1 HH
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where H† is the Moore-Penrose pseudo-inverse of H. Left-multiplying (3.2)
with GZF yields the ZF estimate
ŷZF = GZF y = H† y = s + H† nr .
To obtain the symbol-vector estimate ŝ, the equalized noise H† nr is
ignored and each element of ŷZF is mapped to the closest CP according
to
 ZF 
ŝZF
, i = 1, . . . , MT
(3.15)
i = ŷi
O

ZF detection removes the inter-symbol interferece (ISI) and is the ideal
detector when the channel is noiseless, i.e., nr = 0. However, in a
real system, noise gets enhanced and correlated by GZF , which is the
main reason for the bad error-rate performance of ZF detection. This
phenomenon is known as noise-enhancement [44].

MMSE Detection Minimum mean-square error (MMSE) detection
reduces the effect of noise enhancement by minimizing the total error
(including the noise term), according to
GMMSE = arg min E{kGy − sk2 }.
G∈CMT ×MR

(3.16)

The MMSE estimator matrix GMMSE can be computed as done in [44]
and becomes

−1
MT
MMSE
H
G
= H H+
IM T
HH .
(3.17)
SNR

Left-multiplication of (3.2) by GMMSE yields
ŷMMSE = GMMSE y = H̃MMSE s + ñMMSE
r

(3.18)

with H̃MMSE = GMMSE H and ñMMSE
= GMMSE nr . The detection
r
step is carried out (analogous to ZF detection) by mapping ŷMMSE to
the closest CP


ŝMMSE
= ŷiMMSE O , i = 1 . . . MT .
i
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Note that this detector is also called biased MMSE detector as the
entries on the main-diagonal of H̃MMSE are, in general, not equal
to one2 . The MMSE detector suffers less from noise enhancement
and therefore achieves the better error-rate performance compared
to ZF detection. Note that the computational complexity remains
approximately the same as for ZF detection. The only additional
requirement is an estimate on the SNR.
Successive Interference Cancellation (SIC)
Starting point for SIC detection is the QR-decomposed system model (3.10). It is recalled here for SIC detection
ŷSIC = Rs + ñr .
The matrix R has the property of being upper-triangular and the
MT th stream can be detected according to
&
%
SIC
ŷM
SIC
T
ŝMT =
RMT ,MT
O

The remaining streams are detected according to the following recursion




MT
X

1
SIC
SIC
SIC 


ŝi = 
ŷi −
Ri,j ŝj
, i = MT − 1, . . . , 1.
 Ri,i
j=i+1
O

SIC detection resembles the procedure of ZF detection. However,
the streams are processed sequentially, one after another. This allows
to slice the estimate ŷiSIC to ŝSIC
immediately after its computation and
i
use the result to cancel out its influence on the subsequent streams.
This procedure (without the slicing operation) is also called backsubstitution.
SIC detection can also easily be described from a tree-search pointof-view. It is nothing else than a single tree-traversal from top to
2 Unbiased MMSE detection is obtained by determining the diagonal elements
of GMMSE such that the elements on the main diagonal of H̃MMSE are equal to
one. A slightly better error-rate performance can be obtained with the unbiased
MMSE detector. For further reference see [45].
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bottom always selecting the node with the smallest PED as shown in
Figure 3.3. The symbol vector leading to the leaf node is returned as
the SIC estimate. Note, that this estimate is not necessarily the ML
solution.
Maximum-Likelihood (ML) MIMO Detection
Under the assumption that all transmit symbol vectors are equally
likely, ML decoding is the optimum hard-output MIMO detection
method in terms of minimizing the symbol error-rate [44, 46]. Like
for SIC detection, the most intuitive way to describe ML detection is
from a tree-search point of view, where the task of an ML detector is
to find the leaf node with the smallest ED.
Brute-Force ML Detection A brute-force ML detector computes
the ED for all possible transmitted vector symbols, i.e., it visits all
leaf nodes of the tree. The ML solution then corresponds to the
vector symbol with the smallest ED. Obviously, the implementation
complexity of brute-force ML detection is prohibitively high, i.e., it
grows exponential in MT and amounts to 644 ≈ 16.8 M EDs for 64QAM and MT = 4. In [40], it was shown that the implementation of
a brute-force ML detector is feasible at a throughput of 50 Mbps for a
4×4 MIMO system with QPSK modulation, i.e., for 44 = 256 possible
vector symbols.
Sphere Decoding Instead of computing all possible EDs in a bruteforce manner, the ML detection problem can also be solved by the
SD algorithm. SD traverses the tree in a clever way such that the
search complexity, i.e., the number of computed EDs, is on average
and for many practical situations significantly reduced compared to a
exhaustive detection. The main idea behind SD is to search over only
those lattice points (defined as Hs) that lie within a hypersphere of
radius r around the received signal y [44].
From a tree-search point-of-view, the ML solution corresponds to
the leaf associated with the smallest ED (3.14). To find this leaf, SD
traverses the tree in a depth-first manner. The hypersphere around y
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Figure 3.3: SIC detection (dashed line) for MT = 3 and QPSK modulation.
corresponds to a pruning criterion
 
di s(i) < r2

(3.19)

called sphere constraint (SC) in the remainder of this thesis. Complexity reduction (compared to an exhaustive-search) is achieved by
pruning those nodes from the tree that
 violate the SC. Whenever a
node is computed with a PED di s(i) ≥ r2 , that branch is pruned
and no longer followed. In order to further reduce search complexity,
the following optimizations on algorithmic level can be applied:
• Radius reduction: The radius r is initialized to r = ∞ in order to
guarantee to find at least one leaf node. Once the first leaf node

is computed, the radius is updated according to r ← d1 s(1) .
Now, whenever a new leaf is found that fulfills the SC, the radius
is updated again. Radius reduction allows for more rigorous
tree-pruning while still finding the ML solution and therefore
leads to a reduced average number of visited nodes.
• Enumeration: Each node in the tree has several child-nodes3 .
The processing order of these child-nodes considerably influences
search complexity, especially if radius reduction is applied. With
radius reduction, it is desirable to find candidate solutions that
lie close to the ML solution as early as possible, such that the
3 The number of child-nodes depends on the modulation scheme, e.g. for
64-QAM, each node has 64 child-nodes.
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radius can be reduced as much as possible. A scheme proposed
by Schnorr and Euchner [47] and modified for finite lattices
in [48] visits the nodes of the same parent node in ascending
order of their PEDs.
SD with Schnorr-Euchner enumeration and radius reduction is usually
denoted as Schnorr-Euchner sphere decoding (SESD). Further details
on SD are presented in Section 3.5. A drawback of SD is the variable
run-time, which renders detection latency unpredictable. A solution
to this problem is presented in Section 3.6.
Close-to-ML MIMO Detection
The variable number of nodes that need to be visited in SD and the still
considerable implementation complexity lead to a variety of algorithms
that approximate the performance of SD. The prize for the reduced
implementation complexity or for the constant run-time is a slightly
worse but (often) still close-to ML error-rate performance.
Reduced Complexity Sphere Decoding Reduced complexity SD
aims at decreasing the computational effort to compute a PED. To this
end, the computation of the squared l2 -norm in (3.12) is approximated
∞
by the l1 -norm or the lf
-norm, respectively4 [49]. The l1 -norm of a
vector x is defined as
kxk1 = |<(x)| + |=(x)|

(3.20)

∞
and the lf
-norm of a vector x is defined as

kxkf
∞ = max{|<(x)|, |=(x)|} .
By application of the l1 -norm, (3.13) becomes
 
  
  
ei s(i) = < ei s(i)
+ = ei s(i)

and the PED in (3.12) can be computed according to
 


 
di s(i) = di+1 s(i+1) + ei s(i) .

(3.21)

(3.22)

(3.23)

4 Note, that in (3.12), the squared PED is computed while in this case, with
the l1 -norm or the l∞ -norm, the PED itself is computed.
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With this approximation, the squaring operation in (3.13) is saved,
which helps to reduce both, delay and circuit area in a potential
∞
implementation. For the lf
-norm, the distance increment in (3.13) is
computed according to
 
   
   
ei s(i) = max < ei s(i)
, = ei s(i)
(3.24)
and the PED in (3.12) becomes
 



 
di s(i) = max di+1 s(i+1) , ei s(i)
.

(3.25)

∞
In [49], it was shown that the application of the lf
-norm is beneficial in
terms of the number of visited nodes as well as in terms of circuit area
and clock frequency, while the error-rate performance is only slightly
∞
reduced compared to ML detection performance. In [50], lf
-norm SD
is analyzed from a theoretical point of view.

K-Best Detection The K-Best algorithm for MIMO detection was
first proposed in 2002 [51]. From a tree-search point-of-view, it resembles a breadth-first tree-search. On each level of the tree, only
the K nodes with the smallest PEDs are further extended. Compared
to SD, the throughput of the K-Best algorithm is constant. However,
the error-rate performance is, in general, slightly degraded compared
to SD and strongly depends on the chosen K. The K-Best algorithm
is also well suited for VLSI implementation due to the regular data
path and the simple control flow. Architectural transformations like
pipelining and resource sharing can easily be applied. Architectures
and implementation results are shown in [52–55] for example.
Fixed-Complexity Sphere Decoding (FSD) Another interesting algorithm for hard-output MIMO detection is the fixed-throughput
sphere decoding (FSD) algorithm [56]. It achieves close-to ML errorrate performance and, as the K-Best algorithm, exhibits a constant
throughput.
The FSD algorithm overcomes the problem of the variable complexity and the sequential behavior of SD by searching only over a fixed
but well-defined number of lattice vectors. A common configuration is
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to visit all nodes on the top level (i.e., on i = MT ) and only one node
per parent node on the lower levels. This procedure is also illustrated
in Figure 3.8.
A decisive factor that significantly contributes to the close-to ML
error rate performance of FSD is the order in which the streams are
processed (i.e., the alignment of the streams with the layers of the tree).
The ordering is determined according to the number of nodes that are
visited on the same layer. On the layers where all nodes of a parent
node are visited, the stream with the largest noise amplification is
chosen; on the other levels, the streams are selected in ascending order
of their noise-amplification. In [56], the ordering is called FSD ordering
and was obtained via vertical Bell Laboratories layered space-time
(V-BLAST) ordering and computed according to [15].
In Section 3.4, a slightly modified version of the FSD algorithm,
called COSIC algorithm5 , is presented, which was developed at the
IIS [59]. The ordering in the preprocessing slightly differs from the
original FSD algorithm [56]. It is based on a specially sorted QRdecomposition instead of using the V-BLAST algorithm for extraction
of the ordering.
Discussion and Simulation Results
Figure 3.4 shows the FER curves for the addressed hard-output MIMO
detection algorithms. The simulation results are for a 4×4 MIMOOFDM system with a rate-1/2 convolutional code. Each OFDM symbol
consists of 64 subcarriers and the employed modulation scheme is 16QAM. TGn type C channel realizations are used. For the simulation
results, perfect channel state information and perfect synchronization
was assumed.
The simulation results clearly show the large difference between
hard-output linear (ZF and MMSE) or SIC detection and ML detection. It also shows, that approximations to ML detection like K-Best
detection (with K = 5 and sorted QR-decomposition (SQRD) used
for preprocessing) or COSIC detection loose about 1 dB compared to
ML performance.
5 Also other algorithms like the Chase detector [57] or the parallel V-BLAST
detector [58] work similar to the FSD algorithm
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Figure 3.4: FER for hard-output MIMO-OFDM detection.

3.2.2

Soft-Output Detection

As already shown in Figure 3.2, better error-rate performance in a
coded MIMO-OFDM system compared to hard-output detection can
be achieved by computing the APP for each bit associated to the
transmitted symbol vector s. The APPs are usually expressed as
log-likelihood ratios (LLRs) [43, 60] and are computed according to

Li,b , ln


!
P xi,b = +1 y, H


P xi,b = −1 y, H

(3.26)

for all bits i = 1, . . . , MT and b = 1, . . . , Q. The sign of the LLR value
Li,b shows whether bit xi,b is more likely to be +1 or −1 and the magnitude of |Li,b | indicates the probability of the estimate. The channel
decoder takes advantage of the APPs and improves the estimate on
the transmitted bits.

50

CHAPTER 3. TREE-SEARCH BASED MIMO DETECTION

Soft-Output ML Detection
As shown in several publications (e.g., [18, 60–62]), (3.26) can be
computed according to
P
(+1) py (y|s, H)
s∈Z
Li,b = ln P i,b
,
(3.27)
(−1) py (y|s, H)
s∈Z
i,b

under the assumption of equally distributed transmit symbols s. The
(+1)
(−1)
sets Zi,b and Zi,b are subsets of O, where the bth bit of the ith
stream is equal to +1 and −1, respectively. The probability density
function py is given by


1
ky − Hsk2
py (y|s, H) =
exp
−
(3.28)
(πσr2 )MR
σr2
for i.i.d. zero-mean complex Gaussian noise. By using the well-known
max-log approximation, (3.27) can be simplified to
!
1
2
2
Li,b ≈ 2
min ky − Hsk − min ky − Hsk .
(3.29)
(−1)
(+1)
σr s∈Zi,b
s∈Zi,b
From (3.11), it is obvious that always one of the two minima in (3.29)
corresponds to the ML solution. The other minimum in (3.29) must be
found by some other means. Note that (3.29) can be transformed by
applying the QR-decomposition (as for ML detection in Section 3.1.2)
and then becomes
!
1
2
2
Li,b ≈ 2
min kŷ − Rsk − min kŷ − Rsk .
(3.30)
(−1)
(+1)
σr s∈Zi,b
s∈Zi,b
The APPs according to (3.30) can be computed by soft-output
SD for example. Another algorithm that approximates the solution
of (3.30) is list sphere decoding (LSD).
Soft-output sphere decoding SD can be used to compute the
LLRs in (3.30). In [63], the LLRs are computed based on a repeated
tree-search procedure. The first tree-search procedure returns the ML
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solution. Afterwards the search is restarted QMT times with the tree
pre-pruned such that all nodes from the search for which xi,b = xML
i,b
are excluded. Obviously, the resulting computational complexity of
this approach is prohibitively large for systems with stringent latency
requirements, as, for example, in IEEE 802.11n.
A computationally less expensive approach has been presented
by C. Studer et al. in [64, 65] and is based on the idea of parallel
soft-output SD by J. Jaldén et al. [66]. The main idea is to perform a
single-tree-search (STS), i.e., a concurrent search for the ML solution
and the required counter-hypotheses. With this approach, each node is
visited once at most and the minima for each bit xi,b being 0 and 1 are
stored while traversing the tree. In the remainder of this thesis, this
approach is denoted as STS-SD algorithm. Compared to hard-output
SD, in STS-SD, tree pruning is carried out separately for each bit
being 0 and 1. Furthermore, techniques like LLR clipping, sorting and
regularization, and run-time constraints can be applied to reduce the
complexity of STS-SD.

List Sphere Decoding LSD [60] computes (3.30) based on a list L
of candidate symbols. The candidate symbols are obtained by searching
the tree according to the hard-output SD algorithm. However, two
modifications are necessary: First, radius reduction is carried out at a
slower rate (e.g., based on the largest element in L). Second, whenever
a leaf is found, its PED is written to the list L. If L is already full and
the PED associated with the new leaf node is smaller than the largest
distance in L, it is replaced. The search complexity strongly depends
on the list size: a list size of 1 corresponds to hard-output sphere
decoding, while larger list sizes are approaching the APP error-rate
performance given in (3.30). In [67] for example, we presented VLSI
implementation results of LSD.
In LSD, it is possible that no transmit vector with bit xi,b equal
(a)
to a is contained in L (i.e., L ∩ Zi,b = ∅). In this case, the LLR
value is approximated by some means. In [60], it is proposed to set
these LLRs to an extreme value (e.g., ±8). In [67], these LLRs are set
to the maximum list element (i.e., ±r2 ). Both approaches lead to a
performance degradation compared to the exact solution of (3.30).
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Linear Soft-Output MIMO Detection
Linear soft-output MIMO detection is a low-complexity method to
obtain approximate LLR values. Based on the MMSE solution in
(3.18) and by using (3.29) the following approximate LLR values are
obtained
!
Li,b ≈ ρi

min

(−1)

s∈Zi,b

ŷiMMSE − s

2

− min

(+1)

s∈Zi,b

ŷiMMSE − s

2

, (3.31)

where ρi denotes the signal-to-noise-and-interference ratio (SINR) on
the ith stream and is given by [44]
ρi =

1
− 1.
MT σr2 [(HH H + MT σr2 IMT )−1 ]i,i

(3.32)

Of course, soft-output values can also be computed with the same
idea based on ZF detection. (3.29) then becomes
!
Li,b ≈ ρi

min

(−1)
s∈Zi,b

ŷiZF − s

2

− min

(+1)
s∈Zi,b

ŷiZF − s

2

(3.33)

with the SINR corresponding to
ρi =

1
MT [(HH H)−1 ]i,i

.

(3.34)

Discussion and Simulation Results
Figure 3.5 shows simulation results for soft-output MIMO detection
algorithms. Additionally, the FER for hard-output ML detection is
plotted for comparison. The simulation setup is the same as for hardoutput detection in Section 3.2.1. The performance of soft-output
MMSE detection is similar to that of hard-output ML detection. With
soft-output ML detection, hard-output ML detection can be outperformed by 3 dB when computing the max-log APPs. Furthermore, it
shows that soft-output ZF detection is no alternative. Soft-output
MMSE, which has about the same implementation complexity as softoutput ZF detection, achieves a clearly better error-rate performance.
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Figure 3.5: SER for soft-output detection algorithms and comparison
to hard-output ML detection.

Iterative Detection Methods
As shown in Figure 3.2, iterative detection methods can further improve the error-rate performance. In a iterative or turbo detector, the
APP is iteratively improved by feeding the result back to the input
of the detector. However, due to the required implementation complexity, iterative detection algorithms were not considered for testbed
implementation. Further information on iterative detection and its
implementation can be found in [43].

3.3

SIC Detection

The SIC algorithm was introduced in Section 3.2.1. It is a lowcomplexity method to estimate the transmitted symbol vector and
achieves a suboptimal error-rate performance.
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3.3.1

Architecture

With the tree-search in mind (see Figure 3.3), the basic task in a
SIC detector is to find the node with the smallest PED for a given
parent node. This task is carried out by the metric computation unit
(MCU). It computes the smallest PED and the corresponding partial
symbol vector. Figure 3.6 shows two high-level architectures for a
4-stream MIMO system that were considered for SIC detection. In
Figure 3.6(a), a pipelined SIC detector is shown. No control logic
is necessary and the processing rate is one symbol per clock cycle
by assuming that the MCU fulfills its task within one clock cycle.
A drawback of this architecture is the area requirement, i.e., four
MCUs are required. An iterative decomposed architecture (resource
sharing [6]) is shown in Figure 3.6(b) and was implemented on the
testbed. The MCU is shared among all layers and the throughput is
approximately MT -times lower compared to the pipelined version6 . A
finite state machine (FSM) is responsible for the application of the
correct elements ŷ and R to the MCU depending on the layer in the
tree.
Metric Computation Unit (MCU)
A key task of all tree-search algorithms is the computation of the
PEDs. It is carried out by the MCU whose task is to find the node
with the smallest PED of a given parent node. It returns the PED as
well as the corresponding partial symbol vector. The computation of
the PED given in (3.12) can be simplified by rewriting the distance
increment (3.13) as
 


ei s(i) = bi+1 s(i+1) − Rii si with
(3.35)
MT


X
bi+1 s(i+1) = ŷi −
Rij sj .

(3.36)

j=i+1


The term bi+1 s(i+1) given in (3.36) is independent of si and can
be computed in advance. In other words, while computing ei (s(i) ) on
6 Due to the necessary multiplexers and some control overhead, the delay in
the MCU is slightly increased and the throughput is slightly more than MT -times
lower compared to the parallel architecture.
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SIC - pipelined

MCU
FSM

MCU

MCU

MCU

MCU
SIC - seq.

(a) Pipelined architecture.

(b) Iterative decomposed architecture.

Figure 3.6: Pipelined and iterative decomposed high-level architectures
of SIC detection for a 4-stream MIMO system.
layer i, bi (s(i) ) can already be pre-compute for layer i − 1. It is given
by the recursion


bi (s(i) ) = b̃i s(i+1) − Ri−1,i si with
(3.37)


(i+1)

b̃i s



= ŷi−1 −

MT
X

Ri−1,j sj .

(3.38)

j=i+1


Again, the term b̃i s(i+1) given in (3.38) is independent of si . These
transformations are exploited in the architecture of the MCU shown
in Figure 3.7 and help to design an area-delay efficient MCU7 .
The block ’find si ’ in Figure 3.7 (i.e., Rii si in (3.35)) does not
explicitly try all si ∈ O to find the closest si . Instead, finding the
closest CP to bi (si+1 ) is obtained by checking a finite set of decision
boundaries, consisting of multiples of Rii (e.g., 2, 4, 6 for 64-QAM).
To keep implementation complexity low and reduce the numbers of
comparators, bi (si+1 ) is mirrored into the first quadrant. Thus only 6
comparators (three for the real part and three for the complex part)
are necessary for 64-QAM to find the closest CP. Furthermore, the
multiplications can be realized with shift and add logic only.

7 The block-diagram in Figure 3.7 also shows a pipeline register. The pipeline
register is only necessary when interleaved pipelining is applied in order to increase
the efficiency of the entire circuit.
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PDU

Figure 3.7: Pipelined MCU architecture

3.3.2

VLSI Implementation Results

The sequential architecture was implemented in VHDL and synthesized for ASIC and FPGA technology. Since the MCU contains one
pipeline stage, two MIMO symbols are processed simultaneously by
the detector (interleaved pipelining). Table 3.1 reports the achieved
ASIC implementation results in terms of maximum clock frequency
and the corresponding area. The FPGA implementation results in
Table 3.2 were obtained by synthesizing for a target clock frequency
of 80 MHz, which is the clock frequency of the baseband processing in
the testbed.
The implementation results show that SIC detection can be realized
with little hardware resources and a high throughput can be achieved.
However, the main drawback of SIC detection is the error-rate performance, which is clearly inferior to ML detection.
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Table 3.1: ASIC implementation results for SIC detection.
CMOS Technology
Frequency
Area
Area
Throughput

0.13 µm
588 MHz
14.1 kGE
0.07 mm2
3.5 Gbits

Table 3.2: FPGA implementation results for SIC detection.
FPGA
Frequency
FPGA resources
Slices
Multipliers
Throughput

Xilinx Virtex-II Pro (XC2VP70)
80 MHz
770
10
480 Mbits
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3.4

Conditioned Ordered Successive Interference Cancellation (COSIC)

As mentioned in Section 3.2.1, the COSIC algorithm is based on the
FSD algorithm, which was first introduced in [68]. It is a hard-output
detector that achieves close-to ML performance.

3.4.1

Algorithm

The basic idea of the COSIC algorithm is to perform SIC for each of
the |O| nodes on the top level of the tree. The algorithm starts the
tree-search breadth-first by computing all children of the root node
(i = MT ), which results in |O| PEDs. For each of these nodes, |MT −1|
SIC steps are carried out until the leaf level is reached (illustrated
in Figure 3.8 for QPSK modulation). Finally, |O| candidate vector
symbols have been computed and the one with the smallest ED is
returned as the symbol vector estimate ŝ.

Figure 3.8: COSIC tree for QPSK and MT = 3
The successive interference cancellation steps can either be carried
out in parallel (breadth-first) or sequentially (depth-first, i.e., one
branch after the other). In a sequential architecture, the concept of
radius reduction used for SD can also be applied. In this case, the
throughput is no longer fixed.
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Preprocessing
The FSD and the COSIC algorithm only work well if the spatial stream
associated with the smallest SNR is at the top level of the tree8 . The
reason for this arrangement of streams lies in the fact that the algorithm
considers all nodes on the top level but only one child per parent node
for the subsequent levels. Hence, if the weakest stream, which has
the largest probability of a wrong decision, is processed first, such a
wrong decision does not influence the final estimate, since all candidate
solutions for the weakest stream are considered. To obtain the best
possible error rate performance with this algorithm, the remaining
levels should be sorted according to the strongest-streams-first strategy.
In [68], the preprocessing was obtained via V-BLAST ordering and
computed according to [15]. In this thesis, the ordering procedure
is based on a slightly modified version of the SQRD algorithm [41].
Instead of the column with the smallest column-norm, the one with
the second smallest norm is chosen to be processed in each iteration
of the SQRD algorithm. Hence, the stream with the smallest column
norm remains and will be processed first in the detection stage. The
advantage of an SQRD-based ordering strategy compared to V-BLAST
ordering is that the costly matrix inversion is avoided. An efficient
hardware implementation of the SQRD algorithm together with the
special ordering required by the COSIC algorithm is described in [19].
Approximate PEDs
In [49], it was shown that the application of the simplified norms can
significantly reduce circuit complexity for SD with only a small impact
on the bit-error rate (BER) performance. The same holds true for
the COSIC algorithm. The squared Euclidean norm in (3.11) can be
∞
approximated by the l1 -norm defined in (3.20) or the lf
-norm given in
(3.21) to reduce the implementation complexity and the critical path
delay.
Figure 3.9 shows the coded BER performance of the COSIC algorithm for 64-QAM with different norms and with the aforementioned
modified SQRD preprocessing. The l1 -norm achieves almost the same
8 This is contrary to the SD algorithm, where usually the stream with the
highest SNR is chosen at the top level to reduce the detection complexity.
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Figure 3.9: Coded BER performance and visited nodes of the COSIC
algorithm for different norms (MT = MR = 4, 64-QAM, floatingpoint).
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∞
BER performance as the Euclidean norm, while the lf
-norm results
in a slightly higher BER performance degradation.

3.4.2

VLSI Architectures

The high-level VLSI architecture is depicted in Figure 3.10 and comprises three stages: The first stage denoted as top-level MCU initializes
the algorithm and computes the necessary PEDs on the top level. The
second stage is responsible for the computation of the (approximated)
PEDs and EDs for each branch according to (3.12), (3.23), or (3.25),
while the third stage searches the symbol with the smallest ED among
the outputs of the second stage.
Parallel Architecture
The processing of each branch in the second stage can be carried
out fully parallel, sequentially or in between these two extremes as
presented in [68, 69]. With the parallel approach, each branch needs a
separate MCU. Also, the first stage needs to follow a parallel approach
to deliver the necessary top level PEDs on time. The associated complexity can be reduced by expanding (3.13) according to (3.35) which
effectively reduces the number of costly operations as demonstrated
in [49].
Figure 3.10 shows a high-level block diagram of a parallel COSIC architecture. The parallelism can be adjusted by the number of branches
Nbr that are processed concurrently. For instance, if Nbr = 16, always
16 branches are processed in parallel. Thus, for 64-QAM, the same
hardware is reused four times (resource sharing) until all branches
are processed. In Section 3.4.3, implementation results for 64-QAM
modulation are presented for Nbr = 16 and Nbr = 11.
The main two problems of a fully parallel architecture are silicon
area and flexibility. Specifically, to support high-order modulation
schemes (e.g., 64-QAM), the number of necessary MCUs to compute
all branches in parallel is extremely high and most of them turn idle
as soon as a lower order modulation scheme is used. Hence, in the
following, the focus is more on a sequential architecture alternative
with only one or a few MCUs.
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Figure 3.10: Block diagram of a parallel COSIC detector using a
multiple MCUs.
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Sequential Architecture
A sequential architecture addresses the problem of the large silicon area
and the limited scalability of a parallel implementation. Instead of employing a dedicated MCU for each branch, this iteratively decomposed
architecture employs only a single MCU that processes the branches
sequentially. The sequential architecture is shown in Figure 3.11. However, this architecture can not keep up with a parallel approach in
terms of throughput, as the number of cycles required to detect a
vector symbol is increased compared to the parallel architecture.
Tree Pruning and Radius Reduction Traversing the entire tree
of the COSIC algorithm with a single MCU results in a runtime equal
to (MT − 1)|O| cycles. The number of visited nodes can (on average)
be reduced significantly by employing the radius reduction concept
known from SD. The main idea is to prune a branch of the tree
whenever the PED of a node exceeds a certain limit (radius), since the
PEDs are strictly increasing along each branch. This radius can be
initialized with the ED of the first leaf found in the tree. It can then
be dynamically reduced, whenever a better leaf is found. This concept
works most effectively if the branches are processed in ascending order
of their top-level PEDs, i.e., the most promising candidate symbols on
top level are evaluated first (see Section 3.5.2, Schnorr-Euchner (SE)
enumeration [47]). Tree pruning and radius reduction allows for power
saving and increases the average throughput.
Approximate PEDs The use of a simplified norm reduces silicon
area. However, attention has to be paid to the influence of different norms on the number of nodes that can be pruned in the tree.
Figure 3.9 shows that with the l1 -norm, more nodes have to be processed than with l2 -norm, which results in a higher average runtime
∞
and hence, in a lower throughput. The lf
-norm is more interesting
in combination with tree pruning since it reduces both the average
number of visited nodes and the delay.
Enumeration Schemes To process the nodes on the top level in
ascending order of their PEDs, the distances to the CPs need to be
ordered. The most straightforward way to achieve such an ordering is
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Figure 3.11: Block diagram of a sequential COSIC detector using a
single MCU.
to directly compute all distances and compare them. However, this
approach is inefficient as only one node from the top level is needed
at a time. A more sophisticated sorting strategy has been described
in [49] for 16-QAM, where the two-dimensional complex constellation
is divided into one-dimensional circular subsets containing CPs of
equal distance to the origin. The symbols within a subset can then be
sorted without explicit calculation of their distance.
For the implementation of the COSIC algorithm a new enumeration
scheme is chosen, that partitions the complex constellation into subsets
consisting of rows or columns. This results in fewer subsets for high
order modulation schemes and the decision for the closest point in each
subset can be done jointly for all subsets. Figure 3.12 illustrates the
two enumeration strategies. For the ordering of points across subsets,
the closest CP in each subset is selected, its distance is computed and
is stored in a cache. Amongst these, the node with the smallest PED
is chosen as the child node to be processed next. The chosen symbol
is then replaced by the next best candidate in its subset.
∞
If the lf
-norm is used, the complexity of the top-level MCU can
be simplified further. Together with the lattice structure, it already
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Figure 3.12: 16-QAM divided into one-dimensional subsets. The CPs
are labeled with numbers, which denote the order within each subset.
implies an ascending ordering strategy and makes the partitioning into
subsets obsolete.

3.4.3

Implementation Results

ASIC Implementation Results
A fully parallel architecture (Nbr = 16, 16-QAM) and a sequential architecture were synthesized for a UMC 0.25 µm 1P/5M CMOS technology
process. For both architectures, two versions have been implemented,
one using the Euclidean norm and one using a simplified norm. The
results are summarized in Table 3.3. Note that the fully parallel architectures have only been implemented for 16-QAM, since 64-QAM
versions would be clearly inferior to the sequential architecture due
to the large silicon area consumption. The l1 -norm is taken for the
parallel architecture, because it results in a better BER performance
and the number of visited nodes does not matter since the throughput
∞
is fixed, whereas for the sequential architecture the lf
-norm is better
suited due to the decreased number of visited nodes compared to the
l1 -norm. Additional implementation results for COSIC detection, also
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with other configurations of the parallelism, can be found in [70].
Figure 3.13 shows the BER performance of the implemented architectures for 16-QAM and 64-QAM with early termination (ET). ET
and block-processing will be described in Section 3.6. For reference
purposes the ML BER performance and the BER performance of the
SD with ET are also shown. Compared to the SD, the COSIC detector
suffers more from the runtime constraint at lower SNR, while the BER
performance of the SD degrades more at high SNR. The reason for
this effect is the higher variance in the number of visited nodes of the
SD algorithm.
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Figure 3.13: BER performance of the COSIC and the SD algorithm
with ET and scheduling MT = MR = 4.

FPGA Implementation Results
The FPGA implementation results were obtained by synthesizing
the architectures for a Xilinx XC2VP70 FPGA with speed grade -5.
Table 3.4 shows the implementation results for the different architectures and compares them to the results obtained by Barbero et. al. [69,
71]. All designs were implemented for a Xilinx Virtex 2 Pro (XC2VP70)
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Table 3.3: ASIC implementation results for the COSIC algorithm.

Architecture
Norm

COSIC par.
l2
l1

COSIC seq.
∞
l
lf

Modulations
Area A [kGEa ]
fclk [MHz]
Davg b
Throughp. Θ [Mbps]
[Mbps]
Efficiency: Θ
A [kGE]

16-QAM
117
83
200
200
3
3
1066 1066
9.1
12.8

4- ,16- ,64-QAM
50
25
100
128
7/10c
6/8c
228/240c
342/386c
c
4.5/4.8
13.7/15.4c

2

a Post

synthesis area. A gate equivalent (GE) corresponds to a two-input drive one
NAND gate; the numbers were computed by dividing the total area by the area of
a GE.
b Average

number of cycles to process a single vector symbol. Scheduling was

applied for the sequential architectures.
c The

numbers are given for 16-QAM/64-QAM
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FPGA. The resources utilized by each design in Table 3.4 are given
in percent of the available resources. Clock frequency of our architectures was constrained to 80 MHz, the clock frequency of the baseband
processing in the testbed.
The designs in [69, 71] were created by using the rapid prototyping
methods provided by Mathwork’s Matlab and Simulink and Xilinx’s
DSP System Generator. Our architectures are described on register
transfer level (RTL) in VHDL. The implementation results show that
the resource requirements are significantly reduced by describing the
architecture in VHDL instead of using high-level prototyping tools. In
terms of throughput, the architectures are approximately on par with
each other. By adding more pipeline registers in the data path of the
parallel architecture, clock frequency can be increased without using
significantly more hardware resources.

3.5

Sphere Decoding (SD)

The SD algorithm was introduced in Section 3.2.1. It has attracted
a lot of attention in the last couple of years. SD achieves ML performance at reduced complexity compared to an exhaustive-search.
The algorithm was first proposed by Pohst in [72] for finding the
closest point in a lattice. In 1992, SD was introduced in conjunction
with communications [73] and in 1999, SD was first applied to fading
channels [74]. One year later, SD was used to achieve ML error-rate
performance in MIMO systems [75]. Since 2000, SD triggered a vast
amount of publications, from theoretical aspects and algorithmic optimizations over approximations and modifications to implementation
and measurement results.
In 2004, the first ASIC implementation of SD was presented by
Burg et al. [76]. Later on, several improvements and extensions of
SD were presented by the IIS. For example, performance tradeoffs
regarding the ML criterion and the implementation of SE enumeration
were presented in [77]. In [49], the one-node-per-cycle architecture
was introduced and a more efficient node-enumeration scheme was
presented to reduce circuit area. Furthermore, the application of the
∞
lf
-norm helped to further improve the efficiency of SD. The impact
of early termination together with scheduling was analyzed in [78]
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Table 3.4: FPGA implementation results for different architectures.

Reference
Xilinx XC2VP70

[71]
FSD

[69]
FSD-B

This Thesis
COSIC

Par. branches Nbr
4
8
4
16
11
seq.
16-QAM 64-QAM 16-QAM BPSK – 64-QAM
Modulations
Slices (33’088)
38%
74%
16%
56% 44%
17%
LUTs (66’176)
24%
47%
13%
50% 37%
12%
48%
76%
23%
68% 61%
15%
Multipliers (328)
Block RAM (328)
25%
26%
3%
3% 3%
5%
100
150
80
80
80
80
fclk [MHz]
Davg a
4
8
4
4
6
10
Throughp. Θ [Mbps]
400
450
320
480 320
192b
a Average

number of cycles to process a single vector symbol. Scheduling was
applied for the sequential architectures.
b Assuming

64-QAM modulation.
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and interleaved pipelining was applied to the basic SD architecture to
increase efficiency in [79].
In this section, a new enumeration scheme is presented that significantly reduces the required circuit area compared to previous implementations and also helps to shorten the delay. Interleaved pipelining
is introduced to the SD architecture in order to increase the areadelay product (i.e., the efficiency). Finally, architecture and VLSI
implementation results for SD are presented [80].

3.5.1

High-Level Architecture

On the first level of hierarchy, the proposed SD architecture is similar
to the one originally proposed in [49]. In the following, this architecture
is summarized and a number of optimizations is described that result
in an improved area-delay product compared to previously reported
SD-implementations.
Figure 3.14 shows the high-level block diagram of the proposed SD
circuit. The design is comprised of a MCU, a metric enumeration unit
(MEU), an SC check unit, a level select multiplexer, and a cache.
The MCU is responsible for the forward-iteration of the depth-first
tree-traversal. In the implementation in [49], this forward iteration
includes the sequential evaluation of (3.36) and the computation of
the PED according to (3.12). In this circuit, a slicer-unit makes a
decision on the nearest CP and the MCU computes bi (instead of bi+1 )
in parallel to the PED of level i + 1 as proposed in [81]. bi is then used
in the next iteration (provided that the SC is met). This optimization
reduces the critical path, without the need for additional hardware.
Figure 3.17 shows a detailed RTL view of the MCU.
The MEU operates in parallel to the MCU. While the MCU is
processing a node on layer i, the MEU selects the next-best CP on
layer i + 1 according to an enumeration scheme and computes its
PED. Hence, once the SD algorithm needs to move upward in the tree,
the MCU can directly start the next forward iteration as all required
intermediate results have already been computed beforehand by the
MEU. The RTL architecture of the MEU (c.f., Figure 3.17) is similar
to the one of the MCU except for the slicer-unit that is replaced by
an enumeration unit that determines which CP should be considered
next on layer i + 1.
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Figure 3.14: High-level block diagram of the SD architecture. Note
that the shaded registers and the ring buffer (in the level cache) are
only required when interleaved pipelining is applied.
The cache stores the intermediate results for each level computed
by the MEU and the MCU. The SC check is carried out immediately
after the computation of the new PEDs. MEU, MCU, level cache, and
the result of the SC check decide on which layer the SD algorithm
proceeds next. If a leaf that fulfills the SC is found, the radius is
updated. Note that in this case, an additional clock cycle is necessary,
as the PEDs in the level cache need to be checked against the new
radius.

3.5.2

Enumeration Strategy

The enumeration strategy (implemented by the enumeration block in
the MEU) defines the order in which the children of a node are visited.
Radius reduction (cf. Section 3.2.1) is most efficient in combination
with SE enumeration [82], which visits the children of a node in
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ascending order of their PEDs. The advantages of this enumeration
strategy are that leaves that more likely lead to the ML solution are
found at early stages in the process, which expedites the pruning of the
tree. Moreover, enumeration of the children of a node can terminate
as soon as the first child violates the SC.
Implementation of Schnorr-Euchner Enumeration
For each visited node, SE enumeration is comprised of two types of
operations: The first operation is to initialize the enumeration of the
children by identifying the child associated with the smallest PED.
This task can easily be accomplished by comparing bi+1 in (3.36) to
a number of decision boundaries, i.e., by a slicing operation in the
MCU of Figure 3.14. The second type of operation is to enumerate
the remaining children in ascending order of their PEDs, which is a
non-trivial task for complex-valued constellations. In order to minimize
the AT-product of a SD implementation, an efficient realization of this
operation is of paramount importance.
Exhaustive Enumeration Exhaustive enumeration is a straightforward (but rather inefficient) solution to perform SE enumeration [49].
The straightforward idea is to first compute the PEDs of all children
of a node. During enumeration, a min-search (limited to the subset
of children that have not yet been visited) identifies the next child.
The main drawbacks of this solution are i) the area requirement to
compute the PEDs of all children of a node, ii) to store them in the
cache, and iii) the fact that min-search is costly in terms of area and
timing, especially for higher order constellations.
Subset Enumeration More elaborate solutions for SE enumeration
were presented in [49, 59, 60] and were applied to COSIC and SD
detection in Section 3.4.2. The main idea of these approaches is to
divide the complex-valued (two-dimensional) constellation into onedimensional subsets. Within each subset, zig-zag enumeration around
the closest CP is applied in order to identify the corresponding preferred
child. Only one PED per subset must be computed and stored, and
the dimension of the min-search is limited to one PED per subset.
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Figure 3.12 in Section 3.4.2 shows two possible decompositions of a
16-QAM constellation into subsets. The first approach [60] decomposes
the constellation into several phase-shift keying (PSK) subsets. The
second approach [59] bases on pulse-amplitude modulation (PAM)
subsets. Unfortunately, for both partitioning strategies, the number
of required subsets grows significantly for higher-order modulation
schemes. For example, 64-QAM modulation requires 8 PAM subsets
or 9 PSK subsets for SE enumeration. Maintenance of these subsets
occupies a significant amount of silicon area for the computation
and storage of the PEDs of the preferred children among all subsets.
Furthermore, due to the required comparators and multiplexers, the
enumeration unit also contributes to the critical delay.
Approximate SE Enumeration
The goal of considering approximations to SE enumeration is to perform the enumeration without the need for computing, caching, and
comparing PEDs for multiple candidate CPs of the same level. Such,
approximations to SE enumeration based on geometrical considerations
were first proposed in [83, 84]. The basic idea in these approaches is
to store predefined enumeration sequences in one or multiple look-up
tables (LUTs). A fixed sequence is chosen based on several geometric
rules that analyze the position of the received point bi+1 relative to
the closest CP. The accuracy of these techniques can be adjusted by
the number and complexity of the associated selection criteria together
with the number of predefined look-up tables (LUTs). The major
drawback of this approach is the rather poor scaling behavior of the
size of the LUTs required for higher-order modulation schemes.
∞
Ordered lf
-Norm Enumeration In the following, we describe an
approximation to SE enumeration that can be implemented efficiently
in hardware without the need for LUTs and therefore, scales well to
higher-order constellations (i.e., constellations including and beyond
64-QAM).
∞
Inspired by the lf
-norm SD algorithm presented by the IIS in [49]
∞
and analyzed in [85], the ordered lf
-norm enumeration was devel∞
f
oped [80]. The l -norm of a vector x is defined in (3.21). The starting
point for the enumeration is trivially determined by the closest CP (in
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Euclidean distance). However, the CPs are enumerated9 according to
∞
their lf
-norm distance
df
∞ = |bi+1 − Ri,i si |f
∞

= max{|<(bi+1 − Ri,i si )| , |=(bi+1 − Ri,i si )|} .

from bi+1 . To this end, the area around the closest CP is first subdivided into eight sectors as illustrated in the lower right corner of
Figure 3.15. The sector containing bi+1 is identified with simple geometric rules and defines the second CP in the enumeration and the
∞
direction for the ordered lf
-norm enumeration. CPs with identical
∞
f
l -norm form one-dimensional subsets. All nodes within the same
subset are processed before the algorithm selects the next subset. In
the example provided in Figure 3.15, the processing order of the onedimensional subsets is illustrated by the leading number attached to
each CP. Within each subset, zig-zag enumeration is applied around
the CP closest to bi+1 . This is illustrated by the trailing number in
Figure 3.15. Hence, the members of each subset are returned in SE
∞
order and subsets are enumerated in order of increasing lf
-norm.
RTL Architecture For the RTL implementation, the above-described
enumeration algorithm can be split into two basic tasks: i) tracking of
the position, size, and orientation of the linear subsets, and ii) zig-zag
enumeration within the subsets and checking for the boundaries of the
finite-size modulation alphabet. Both tasks can be implemented using
simple combinational logic, comparators, and three counters. Hence,
the required circuit complexity is low.
Impact on Error-Rate Performance and Number of Visited
Nodes Besides a reduction of the hardware complexity, the approximation to the SE enumeration has an impact on the number of visited
nodes and on the (error-rate) performance of the SD algorithm. The
reason for these impacts lies in the fact that the approximation does not
guarantee that the children of a node are always enumerated strictly
in ascending order of their PEDs (only the first three CPs always
9 We use the l∞
f -norm only for enumeration, whereas the algorithm in [49, 85]
also uses it for distance computations.
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∞
Figure 3.15: Linear subsets with equal lf
-norm distance for 64-QAM
modulation.
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correspond to the first three CPs obtained by SE enumeration). Hence,
numerical simulations are performed to analyze the loss in error-rate
performance and the impact on the number of visited nodes due to the
∞
ordered lf
-norm enumeration. The corresponding simulation results10
for SD under different conditions (hard-output, soft-output, and constrained soft-output [65]) are shown in Figure 3.16. It can be seen
that the loss in terms of the coded FER performance is negligible and
∞
that the number of visited nodes with lf
-norm enumeration is slightly
less (i.e., approximately 5 %) than for the exact SE enumeration.

3.5.3

Interleaved Pipelining

Pipelining cannot directly be applied to SD due to the first-order feedback path present in the architecture. Nevertheless, symbol-interleaved
pipelining can be used to shorten the critical path. The main idea
of this approach is to process multiple (independent) symbol-vectors
in parallel within the same circuit. This basic idea has already been
suggested for SD in [79] and [87], but neither details on suitable locations of the pipeline registers, nor a discussion of the number of
pipeline stages that yield an optimal area-delay (AT)-product has been
provided.
Figure 3.14 and Figure 3.17 show the location of the pipeline registers (in light grey) in the RTL architecture for three pipeline stages.
The location of these registers was manually chosen to approximately
balance the path delays between the pipeline stages and registerretiming during synthesis was allowed for further optimization. Besides adding the pipeline registers in the data path, the level cache
in Figure 3.14 was extended to a ring-buffer in which each entry is
associated with one of the symbols in the pipeline and corresponds to
one instance of the original level cache.

10 We consider coded (rate 2/3 convolutional code, constraint length 7, generator
polynomials [133o 171o ], and random interleaving across space and frequencies)
MIMO-OFDM transmission with MR = MT = 4, 64-QAM (Gray mapping),
64 OFDM tones. One frame corresponds to 1536 coded bits. A TGn type
C [86] channel model is used. We assume perfect channel state information at
the receiver and employ minimum mean-square error sorted QR decomposition
(MMSE-SQRD) [42] for SD-preprocessing. The SNR is per receive antenna.
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Figure 3.16: Top: Average number of visited nodes; Bottom: FER
∞
performance for ordered lf
-norm enumeration an for SE enumeration
(MT = MR = 4 using 64-QAM).
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Figure 3.17: RTL block diagram of the MCU with interleaved pipelining.

3.5.4

VLSI Implementation Results and Comparison

Figure 3.18 shows the implementation results of hard-output SD with
∞
ordered lf
-norm enumeration and interleaved pipelining. The proposed architectures have been implemented with support for multiple
modulation schemes (BPSK, QPSK, 16-QAM, and 64-QAM) and for
up to four spatial streams.
Results for Hard-Output SD
Figure 3.18 shows the AT-tradeoff for different numbers of pipeline
stages. The results were obtained by synthesizing the RTL with different timing constraints. The 3× interleaved pipelined architecture
achieves the best AT-product. In addition, the architectures with
more than three pipeline stages come close to AT-optimality, whereas
the architectures with fewer pipeline stages are clearly outperformed
in terms of hardware-efficiency. For comparison, implementation re-
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sults of previous hard-output SD implementations are also included
in Figure 3.18 and marked by stars. The same results are also shown
in tabular form in Table 3.5. The efficiency measure employed in
Table 3.5 corresponds to area (in kGE) divided by visited nodes per
second, i.e., it indicates the number of gates required for the processing of one node. This measure considers area, clock frequency, and
CMOS technology and corresponds to dividing the circuit area (in
kGE) by the clock frequency, which has been scaled to 0.25 µm CMOS
technology. All considered architectures require the same number of
clock cycles if fed with equal input data. It can be seen that the proposed unpipelined hard-output SD architecture outperforms previous
unpipelined reference designs by a least 23% in terms of area and by
at least 28% in terms of clock frequency, when all designs are scaled to
a 0.13 µm CMOS technology. Furthermore, the interleaved pipelined
architecture achieves an AT-product that is more than a factor of two
better than that of a previously reported implementation [79].

Application to Soft-Output SD
The proposed enumeration scheme and interleaved pipelining can also
be applied to soft-output SD. The corresponding architecture is based
on the soft-output STS algorithm proposed in [65]. Figure 3.16(b)
demonstrates that also for soft-output SD, the FER performance loss
∞
due to the proposed lf
-norm enumeration scheme is negligible and the
average number of visited nodes is slightly reduced. Implementation
∞
results for soft-output SD with the proposed lf
-norm enumeration
scheme are shown in Table 3.6 and compared to previous soft-output
detection implementations in [65, 84]. Note that the implementation
in [65] only supports 16-QAM modulation, which is the main reason
for the smaller area in the unpipelined case. For hard-output SD, 3×
interleaved pipelining showed to be pareto-optimal. As the additional
units required for soft-output SD do not influence the critical path, softoutput SD was also implemented with three pipeline stages. Table 3.6
shows that the AT-product is improved by more than 30 % due to
interleaved pipelining.
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Figure 3.18: AT-diagram of hard-output SD with different number
of pipeline stages. The optimal synthesis results (in terms of the
area/delay tradeoff) are highlighted by circles and implementation
results of previous architectures are indicated by stars. All designs are
scaled to 0.13 µm CMOS technology.

4×4

no
73 MHz
34.4 kGE
0.47

4×4

16-QAM

∞
lf
-norm
SE [47]

no

71 MHz
50 kGE
0.70

Modulation

Norm
Enumeration

Interleaved
Pipelining
Clock Frequency
Core Area
Efficiency
[kGE/(node/s)]

l2 -norm
SE [47]

16-QAM

0.25 µm

0.25 µm

[65]

CMOS Technology
Antennas

[49]

65 MHz
87 kGE
1.85

no

2×2,
3×3,
4×4
BPSK,
QPSK,
16-QAM
l2 -norm
SE [47]

0.18 µm

[88]

333 MHz
70 kGE
0.40

3×

∞
lf
-norm
SE [47]

16-QAM

4×4

0.13 µm

[89]

196 MHz
27.1 kGE
0.27

no

455 MHz
38.4 kGE
0.16

3×

625 MHz
55.3 kGE
0.17

5×

l2 -norm
ordered l -norm enumeration
∞
f

BPSK, QPSK, 16-QAM, 64-QAM

1×1, 2×2, 3×3, 4×4

0.13 µm

This work

Table 3.5: Comparison of various hard-output SD architectures.
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Table 3.6: Implementation results and comparison of soft-output SD
for a 4 × 4 MIMO-OFDM system.

CMOS Technology
Modulation
Enumeration
Pipeline stages
Areaa [kGE]
Area [ mm2 ]
Max. frequency [MHz]
AT-product [ nm2 s]
a One

[84]

[65]

This work

0.13 µm
64-QAM
tabular
no

0.25 µm
16-QAM
SE
no

0.13 µm
BPSK to 64-QAM
∞
ordered lf
-norm
no
3×

350
1.77
198
8.94

56.8
0.29b
137c
2.11

70.4
0.36
183
1.97

97.1
0.50
383
1.28

GE corresponds to the area of a two-input drive-one NAND gate.

b Area

in 0.25 µm technology has been scaled to 0.13 µm technology by multiplying
the GEs by the area of a two-input drive-one NAND gate.
c Clock

frequency 0.25 µm CMOS technology has been scaled to 0.13 µm by multiplying the clock frequency by 0.25/0.13.
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Receiver System-Level Design

In wideband MIMO systems, such as IEEE 802.11n, the requirements
on bandwidth and (error-rate) performance are high, even for advanced
technologies. As we have seen in Section 3.5 for SD, a single SD core
does not achieve sufficient throughput to fulfill the requirements of
600 Mbps of IEEE 802.11n. Hence, multiple (SD-)cores are necessary
to meet the throughput and performance requirements of wideband
MIMO systems.

3.6.1

Receiver Architecture Overview

The high-level system-architecture of a wideband MIMO receiver is
illustrated in Figure 3.19. The data flow starts with the demodulation.
During a training phase, received training symbols are delivered to the
MIMO preprocessing unit. This unit estimates the channel matrices H,
performs necessary pre-computations on H (i.e., the QR decomposition)
and stores the results. During the data phase, the demodulation unit
and the MIMO preprocessing unit forward the received vectors and the
results of the pre-computation of the corresponding channel matrices
to the MIMO detector at a constant arrival rate, which is essentially
given by the communication bandwidth of the system. In the MIMO
detector, the information required to decode a symbol is first queued in
a first-in first-out (FIFO) buffer. A scheduler reads the entries of the
FIFO and forwards them to the next idle detection core together with
a runtime constraint (i.e., a constraint on the number of nodes that are
allowed to be examined by the detector). When the FIFO fills up, the
runtime constraint is reduced to ensure that no data is lost. Note that
this reduction degrades the quality of the detection. The particularities
of the scheduling mechanism and the associated performance tradeoffs
will be briefly addressed in Section 3.6.2. The outputs from the (SD)
cores are collected and reordered since the variable runtime of certain
algorithms may cause decoded symbols to arrive out-of-order. The
reordered symbol estimates are then forwarded to the channel-decoding
block.
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Figure 3.19: System architecture of a wideband MIMO receiver.
Testbed Realization
Figure 3.20 shows a high-level block diagram of the MIMO receiver
implemented on the real-time testbed. Two channel-estimation units
are instantiated to estimate the channel matrix H for all subcarriers.
One channel-estimation unit is responsible for the even sub-carriers
while the other handles the odd sub-carriers. The QR-decomposition
is carried out by two external ASICs. The ASICs reside on an adapter
board attached to the VAMP board. Each ASIC contains two QRdecomposition cores. Thus, in total, four QR-decompositions can be
carried out in parallel. The four QR-decomposition cores achieve a
QR-decomposition throughput of 4 M SQRD/s for a 4×4 system at
a clock frequency of 80 MHz and results in an initial system latency
due to SQRD of 11.2 µs (see [19] for further reference). The matrices
Q and R are then stored in block RAMs on the FPGA. While the
QR-decomposition is running, the incoming data symbol vectors ŷ
buffered in an other FIFO. Once, the first results become available on
the FPGA from the QR-decomposition, ŷ = QH y is computed and
stored in a FIFO. A scheduler then applies ŷ and the corresponding
R to the available detection cores11 . The results are then stored in a
reorder buffer.

11 Further

details on the scheduling will be presented in Section 3.6.2.
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Figure 3.20: System-level architecture overview

Symbol Representation on the Testbed The CPs are usually
chosen such that the average transmit power equals one. However, the
CPs inside the detector are represented as a set of Gaussian integers to
simplify implementation complexity, (i.e., BPSK, QPSK and 16-QAM
are a subset of the 64-QAM constellation). To this end, Q and R
need to be scaled (and also rotated in the case of BPSK) according to
the used modulation scheme [70]. As the signal field inside the frame
structure is always transmitted in BPSK modulation, this post-SQRD
scaling can only be started after successful decoding of the signal field.
Figure 3.21 shows the interface between SQRD ASIC and the
FPGA (denoted as QR-manager in Figure 3.20). After SQRD, Q and
R of each sub-carrier are stored in two separate block RAMs on the
FPGA. Afterwards, Q and R are post-processed for BPSK modulation
to detect the signal field. Once the signal field is detected, Q and
R are post-processed to scale Q and R according to the modulation
scheme of data sub-carriers of the frame. Note that matrix R is stored
twice. This allows independent access to the matrix elements of R by
the two detection cores. Additionally, both RAMs contain R for all
sub-carriers as it is not known a priori, which sub-carrier is allocated

86

CHAPTER 3. TREE-SEARCH BASED MIMO DETECTION

to which core.

3.6.2

Multiple Detection Cores, Scheduling, and
Early Termination

In order to obtain real-time operation, a fixed throughput must be
guaranteed. A drawback of the radius reduction technique applied
in SD or sequential COSIC detection, is a random number of visited
nodes which finally results in a variable throughput. In [78], it was
shown that a combination of ET with block processing and proper
scheduling can be used to achieve a guaranteed throughput. The basic
idea is to establish a runtime constraint for a MIMO-OFDM symbol.
With the maximum-first scheduling strategy [90], the runtime for a
block is fixed by dynamically allocating a limited number of cycles for
the processing of each vector symbol.
Block processing In a system that employs OFDM, as specified in
IEEE 802.11n, the different OFDM sub-carriers that are transmitted
simultaneously can be processed as one block by the detector. On the
real-time MIMO-OFDM testbed, the detector obtains 48 data subcarriers per OFDM symbol and has 4 µs time to process them. This
results in 6.6 clock cycles per data sub-carrier on average. Note that
6.6 clock cycles are enough for SIC and parallel COSIC detection (with
Nbr = 11). However, for SD and sequential COSIC 6.6 clock cycles do
not suffice to obtain acceptable error-rate performance. Simulations
for hard-output SD or sequential COSIC detection have shown that
the average number of nodes to be visited is about twice as much.
For instance, Figure 3.16 shows that for SD in a 4×4 MIMO-OFDM
system, about 13 nodes are visited for 64-QAM modulation at 20 dB
SNR. (The higher the SNR, the lower the average number of visited
nodes.) Therefore, at least two detection cores are necessary for
real-time operation of hard-output SD or sequential COSIC on the
MIMO-OFDM testbed.
Run-time constraint The run-time of the SD algorithm or the sequential COSIC algorithm not only depend on the modulation scheme,
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Figure 3.21: Post-SQRD processing and memory management.
but also on the channel and the noise realization (SNR). In order to
guarantee a fixed throughput, ET needs to be applied [65, 78, 79].
A straightforward ET solution is to terminate the SD algorithm
after a maximum number of visited nodes Dmax . However, this solution
substantially degrades the error-rate performance as shown in, e.g., [78].
In general, the detection effort per sub-carrier is not known a priori
which renders scheduling necessary. The scheduling function is used
to distribute the available run-time among all data sub-carriers and
OFDM symbols of one OFDM frame.
Maximum-First Scheduling In [78], the maximum-first algorithm
is proposed to allocate the maximum runtime to the nth vector symbol
according to
Dmax = Dtotal −

n−1
X
i=1

D(i) − (N − n)MT

(3.39)

where D(i) denotes the number of visited nodes required by the ith
vector symbol, N the number of data sub-carriers per OFDM symbol,
and Dtotal = N Davg the total number of clock cycles available per
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OFDM symbol. Davg is the average number of clock cycles required by
a detection algorithm (e.g., SD). The scheduling can also be applied
across multiple or all OFDM symbols of the same MIMO-OFDM
frame.
FIFO-Scheduling FIFO scheduling was introduced in [90] and implemented on the real-time testbed. Figure 3.22 shows a high-level
block diagram of the scheduling algorithm. The received symbol vector
ŷ of each sub-carrier is stored in an FIFO buffer in ascending order
of their sub-carrier index. The two detection cores on the real-time
testbed have access to the first two entries of the FIFO buffer. This is
necessary, as it can happen, that each of the two cores concurrently
terminate the detection of one symbol. Therefore, the FIFO buffer
must be able to shift by one or by two. The detected symbols are
first stored in a block RAM denoted as reorder buffer at the position
corresponding to their sub-carrier index. This automatically reorders
the detected symbols as it can happen that one vector symbol terminates before another, due to the variable run-time. The reorder buffer
passes the vector symbols to the output FIFO in ascending order of
its sub-carrier index. An FSM is responsible to control this output
handling.
With this setup, the scheduling mechanism is handled with the
input FIFO and the reorder buffer. Early termination is initiated on
the symbol that has the longest run-time so far, whenever the input
FIFO becomes full or the gap between head and tail in the reorder
buffer becomes too large. In principle, the implemented reorder buffer
has a capacity of 8 MIMO-OFDM symbols and can carry out reordering
over 8 MIMO-OFDM symbols. However, in practice the maximum
allowed gap is much smaller, e.g., 2 OFDM symbols. To avoid excessive
processing delays at the end of a frame, a maximum number of clock
cycles is also defined after which the MIMO detector is forced to output
the OFDM symbol.

3.7

Summary

In MIMO systems, detection is a major challenge due to the significantly increased complexity compared to SISO systems. The design of

3.7. SUMMARY

89

Figure 3.22: Scheduling as implemented on the real-time testbed.
a detector that achieves optimum error-rate performance at a reasonable silicon complexity is a non-trivial task. This chapter started with
the transformation of the ML detection problem into a tree-search
problem. The tree-search nicely illustrates the task of a ML detector.
But not only ML detection can be illustrated by a tree-search, also
other algorithms like SIC, COSIC, FSD, K-Best, and other close-to ML
detection algorithms can be regarded with a tree-search in mind. The
main computational task of all these algorithms is the same; namely
the computation of a PED carried out by a MCU. The difference
between the algorithms is the way the tree is traversed and the number
of the nodes that are visited. Three different algorithms were examined
more closely in this chapter: SIC, COSIC, and SD.
SIC detection is a low-complexity method to estimate the transmitted symbol vector. Its error-rate performance is suboptimal. The
MCU, the heart of each tree-search algorithm, is described on the basis
of SIC detection. By expanding and rewriting the equation to compute
a PED, a highly efficient architecture of the MCU is obtained. This
unit also serves as foundation for the other tree-search algorithms.
COSIC detection is based on the FSD algorithm. To achieve closeto ML error-rate performance, a special ordering of the streams is
required in the preprocessing stage. The algorithm can be implemented
in a parallel fashion, such that it achieves a constant throughput. However, circuit area is significantly increased compared to SIC detection.
To reduce circuit size, a sequential architecture is also presented. With
the sequential architecture, radius reduction and scheduling techniques
known from SD are preferably applied to achieve a reasonable throughput with a single detector. However, by applying radius reduction, the
throughput is no longer fixed which is one benefit of a parallel COSIC
detector. Unfortunately, COSIC detection is limited to hard-output
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detection. So far, no solution has been found to compute reasonable
APPs from COSIC detection.
SD is the most promising algorithm to obtain ML error-rate performance. The algorithm traverses the tree in a clever way such that the
search complexity is far below an exhaustive search for most practical
scenarios. Efficient tree-pruning and tree-traversal requires a special
sorting of the nodes in the tree called enumeration. SE enumeration is
the optimum solution for the sorting of the nodes. Its implementation
for complex-valued CPs requires a significant amount of combinational
logic and storage. Therefore, an approximation to SE enumeration
is presented which results in reduced implementation complexity at
practically the same error-rate performance. Furthermore, the impact
of interleaved pipelining is analyzed. Three times interleaved pipelining showed to be pareto-optimal in terms of the AT-product. Both
techniques, the new enumeration scheme and interleaved pipelining,
can be applied to hard- and soft-output SD. The VLSI implementation
results outperform previous architectures in terms of efficiency by 50%.
The main drawback of SD is the variable runtime. To alleviate
this problem, block processing and scheduling is presented. To this
end, multiple detection cores are available. A scheduler distributes the
received symbol vectors among the cores. The scheduler is also able to
terminate the processing of a symbol vector to avoid excessive delays
or buffer overflows. This approach is suited for OFDM-based systems
(i.e., a OFDM frame consists of multiple OFDM symbols, a OFDM
symbols contains multiple sub-carriers and each sub-carrier poses a
independent detection problem).

—Wer misst, misst Mist!
German saying regarding
measurements

4
Transmit-RF Impairments and
Testbed Measurement Results

In real-world systems, signals are affected by non-idealities and imperfections. In the case of the testbed, the RF-chain in the transmitand receive-path is especially vulnerable to impairments. In this chapter, the main impairments in the transmit-path of the testbed are
identified and measured. The EVM is used to determine the overall
performance of the transmit chain. Then, the system model introduced
in Chapter 3 is changed such that impairments in the transmit-path
are also considered. The impact of impairments in the transmit-path
on different MIMO detection algorithms is illustrated by simulations
and measurements carried out on the offline-testbed. And last but not
least, performance measurements of the real-time testbed are shown.
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Transmit-Path Characterization

The data path from frame generation to the antenna output on the RFboard is denoted as the transmit-path. The baseband signal processing
is carried out on the FPGAs in digital domain and can thus be verified
by simulations and bit-true models. The RF-part of the transmitpath is more demanding in terms of characterization and verification.
Therefore, this section focuses on the RF impairments observed in
the transmit path and the characterization thereof. It is important
to know the limitations of the testbed, in order to understand the
results obtained by measurements later on. In general, three major RF
impairments of a wireless front-end are distinguished in literature [91]:
Phase noise, IQ-imbalance, and non-linearities.

4.1.1

Measurement Setup

The measurement setup, used to characterize the transmit-chain and
measure the impairments, consists of a BAT and a WING board, a
measurement PC, a spectrum analyzer, and a high-end oscilloscope.
The setup is shown in Figure 4.1. All measurements are controlled by
Matlab, which is running on the measurement PC and is connected
serially (USB, RS-232) to the BAT board and to the spectrum analyzer,
and via Ethernet to the oscilloscope. The oscilloscope is a highperformance device from LeCroy (SDA 808Zi) with 8 GHz bandwidth
and a maximum sampling rate of 40 GS/s. The spectrum analyzer
FSEB 30 is from Rhode & Schwarz and supports a frequency range
from 20 Hz to 7 GHz.

4.1.2

Carrier Leakage and Transmit IQ-Imbalance

Today’s radios are mostly equipped with direct-conversion architectures, also known as homodyne, synchrodyne, or zero-IF architectures.
The reason for this broad acceptance is simplicity and the ability
to reduce size, parts count and cost for a wireless radio [92]. However, care to image frequencies and carrier leakage (also known as LO
leakage) has to be taken in such architectures. To understand the
reason for LO leakage or IQ-imbalance, a short introduction to the
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Figure 4.1: Measurement setup overview.
direct-conversion quadrature modulator is given. For further details,
please refer to [91, 93, 94].
Ideal Direct-Conversion Quadrature Modulator
To explain the operating principle of an ideal direct-conversion quadrature modulator, it is assumed, without loss of generality, that a single
CP S ∈ O is transmitted. The symbol S is modulated by the baseband
frequency
ω0 which corresponds to a multiplication of S by ejω0 t with
√
j = −1. The baseband signal is then given by
sBB (t) = Sej(ω0 t)
= Aej(ω0 t+φ)
= A cos(ω0 t + φ) +j A sin(ω0 t + φ) .
|
{z
}
|
{z
}
IBB (t)

(4.1)

QBB (t)

where the complex-valued baseband signal sBB (t) is separated into its Icomponent IBB (t) and its Q-component QBB (t). In a direct-conversion
quadrature modulator, I- and Q-component of the baseband signal
are multiplied by the corresponding LO-signal with carrier frequency
ωc = 2πfc as exemplified in Figure 4.21 . The output of the mixer then
1 A block diagram of the direct-conversion quadrature modulator used for the
RF-chain of the testbed is shown in Figure 2.12.
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Figure 4.2: Block diagram of an ideal direct-conversion transceiver.

yields

A
cos(ωc t − ω0 t − φ) + cos(ωc t + ω0 t + φ)
2

A
A sin(ω0 t + φ) sin(ωc t) = cos(ωc t − ω0 t − φ) − cos(ωc t + ω0 t + φ) .
2

A cos(ω0 t + φ) cos(ωc t) =

Finally, both components are added and the RF transmit signal sRF (t)
becomes
sRF (t) = A cos(ωc t − ω0 t − φ).
In the receive path, the I- and Q- component of the baseband signal
are reconstructed by multiplying the RF input signal sRF (t) by the
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LO signal. Then, the down-converted signal becomes
A
cos(ωc t − (ωc t − ω0 t − φ))
2

+ cos(ωc t + ωc t − ω0 t − φ)
A
sRF (t) sin(ωc t) = sin(ωc t − (ωc t − ω0 t − φ))
2

− sin(ωc t + ωc t − ω0 t − φ) .

sRF (t) cos(ωc t) =

Finally, the resulting signal is low-pass filtered to remove the image
and reconstruct the original baseband signal
 A
 A
< sBB (t) =
cos(ωc t − ωc t + ω0 t + φ) = cos(ω0 t + φ)
2
2
 A
 A
sin(ωc t − ωc t + ω0 t + φ) = sin(ω0 t + φ).
= sBB (t) =
2
2
Carrier Leakage
The presence of a spectral component at the carrier frequency is called
carrier leakage or LO-leakage. At the output of a direct conversion
mixer, such a spectral component can often be observed. It results
from a DC current offset at the input of the mixer or is generated due
to imperfections in the mixer itself (e.g., transistor mismatch). The
offset can be compensated by adding or subtracting a DC current offset
to the signal before the mixer. More details on DC compensation on
the testbed are presented in the following calibration section.
IQ-Imbalance
In a real-world transmitter, gain and phase of the I- and Q- path are
never exactly equal and the input signal of the quadrature modulator
(4.1) becomes
sBB (t) = AI cos(ω0 t + φI ) +j AQ sin(ω0 t + φQ )
|
{z
}
|
{z
}
IBB (t)

QBB (t)
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and the final RF transmit signal sRF (t) yields
sRF (t) =

AI
(cos(ωc t − ω0 t − φI ) + cos(ωc t + ω0 t + φI ))
2
AQ
+
(cos(ωc t − ω0 t − φQ ) − cos(ωc t + ω0 t + φQ )).
2

We observe, that with IQ-imbalance, i.e. AI 6= AQ and φI 6= φQ , the
resulting RF signal sRF (t) has an image at the opposite frequency,
mirrored at the carrier frequency. By independently adjusting AI ,
AQ , φI , and φQ , this imbalance can be compensated and the image is
suppressed.
Figure 4.3 shows the uncalibrated spectrum at the output of the
transmitter. The DAC input signal is a sinus-function with f0 =
2.03125 MHz and the carrier frequency fc = 2.437 GHz. It shows
the wanted signal at 2.43903125 GHz, but it also shows the carrier
leakage and the unwanted image. The measured sideband suppression
is -43 dBc and the carrier leakage is -35 dBc.
Calibration
The DAC used on the testbed (AD9861 [95]) provides gain control
registers to adjust the output current of each path independently.
Additional registers are available to adjust the current offset for each
path individually. These registers allow to calibrate carrier leakage and
gain mismatch for I- and Q-path of the transmit chain and therefore are
able to reduce the impact of IQ-imbalance on the system performance.
The calibration algorithm is implemented in Matlab. The software
is connected via USB to these calibration registers. The calibration
algorithm works as described in the data sheet of the MAX2829
transceiver IC [29]: First, the DC offset is minimized by adjusting
the offset setting in the AD9861. Afterwards, the gain mismatch on
the two paths is compensated. The optimum register settings in the
AD9861 are found by a parabola fitting algorithm [28].
Figure 4.4 shows the spectrum of the calibrated transmitter for
the same board as in Figure 4.3. Carrier-leakage is virtually perfectly
removed, while the image is still existing. The sideband suppression
only improved from -43 dBc to -46 dBc. A possible reason is that at the
moment, only the gain imbalance is compensated but not the phase
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Figure 4.3: IQ-imbalance measurement (uncalibrated).
imbalance. Therefore, to further reduce the sideband suppression, the
phase imbalance should also be adjusted. However, with a sideband
suppression below -40 dBc, we are on the safe side [96] and IQ-imbalance
in the transmitter should not degrade the overall performance. Other
impairments will have a larger impact on the overall performance.
Thus, we did not further investigate on IQ-imbalance in the transmit
path.

4.1.3

Phase Noise

Imperfections in the oscillator lead to random frequency fluctuations
of its output. These fluctuations are commonly referred to as phase
noise in frequency-domain or as clock jitter in time-domain. Phase
noise and clock jitter are just two different ways to look at the same
phenomenon [97]. The sources for jitter are manifold: there are
system level aspects (e.g., crosstalk, dispersion effects, and impedance
mismatch), data-dependent phenomena, and random noise phenomena
(e.g., thermal noise, shot noise, or 1/f noise). Phase noise will more
and more become a limiting factor when high-performance OFDM
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Figure 4.4: IQ-imbalance measurement (calibrated).
systems with low-cost components are considered. A good overview in
compact form about jitter is given in [98]. A more elaborate treatment
of phase noise, its implications and how it can be compensated is given
in a vast amount of papers and books. In [99], Demir et al. published a
solid foundation for phase noise that is valid for any oscillator. Garcia
Armada investigated phase noise in OFDM systems in [100], while
Schenk et al. extended the horizon to the MIMO-OFDM case and
presented methods to mitigate phase noise [91].
As described in [91], the phase noise φ(n) becomes, asymptotically
as t → ∞, a Brownian motion (Wiener process). If we assume that
the transmit signal is only affected by phase noise φ(n), the error due
to phase noise can be decomposed into a common phase error and
inter-carrier interference [100].
• The common phase error results in a constant angle for all subcarriers and can be corrected at the receiver by using pilot tones
for example.
• Inter-carrier interference results in a complex number, which is,
in general, different for each sub-carrier, has the appearance of
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noise, and thus, cannot be corrected.
For the digital part of the testbed, jitter or phase noise is not an
issue since the baseband signal processing is designed strictly synchronous. However, phase noise comes into play in the DAC/ADC and
in the mixing stage of the wireless transceiver. Figure 4.5 provides
an overview of the clock distribution on the testbed. A 40 MHz clock
from the FPGA is input to the DAC/ADC chip, where an internal
PLL generates the necessary 160 MHz clock for the interface with the
FPGA. The 40 MHz clock for the RF transceiver chip is directly routed
from the clock divider IC on the Bat board to each Wing board. An
internal PLL in the RF transceiver IC is responsible for the generation
of the LO signal used for the mixer.

Measurement Results
The most common way to characterize the phase-noise in the transmitter is by the single-side-band phase-noise power density function L(fm ),
which represents the ratio between the single-side-band noise power
in a 1 Hz bandwidth at a distance fm from the carrier and the carrier
power. This characterization is normally performed by a spectrum
analyzer. In our case, we used the FSEB 30 spectrum analyzer from
Rhode & Schwarz and followed the application note [101] regarding
phase-noise measurements. A constant signal is written to the transmit
buffer of the FPGA to observe the carrier frequency at the RF output
only. For the measurement, the resolution bandwidth of the FSEB 30
needs to be chosen small enough to get accurate results but also large
enough for a reasonable measurement time. The FSE automatically
takes correction factors for the noise bandwidth of the IF filters, for
the logarithmic amplifier and for the weighting of the detectors into
account.
Table 4.1 lists the measured closed-loop phase-noise for different
frequency offsets and compares them to the data sheet of the RF
transceiver IC [29].
Figure 4.6 shows the single-side-band phase-noise-power density
function L(fm ). The variance σφ2 of L(fm ) can be computed by inte-
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Figure 4.5: Testbed clock distribution.

Table 4.1: Closed-loop phase-noise measurement vs. data sheet specification
Frequency offset

1 kHz
10 kHz
100 kHz
1 MHz
10 MHz
Closed-loop integrated
phase-noise σphi , from
10 kHz to 10 MHz

Data sheet
Phase
noise

Measurement
Resolution
Phase
bandwidth
noise

-84 dBc/Hz
-95 dBc/Hz
-92 dBc/Hz
-108 dBc/Hz
-124 dBc/Hz

0.1 kHz
0.1 kHz
1 kHz
10 kHz
100 kHz

-92 dBc/Hz
-96 dBc/Hz
-94 dBc/Hz
-110 dBc/Hz
-124 dBc/Hz

1 degree

N/A

0.77 degree
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grating over the bandwidth of interest:
Z B/2
σφ2 = 2
L(f )df

(4.2)
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Figure 4.6: Phase noise measurement.
As mentioned in the beginning of this section, phase noise and
jitter describe the same phenomenon. High-end oscilloscopes like the
SDA 808Zi from LeCroy are capable to carry out a jitter analysis.
Generally, jitter is defined as the deviation of the significant instances
of a signal from their ideal location in time [98, 102]. This allows for
many interpretations of jitter:
• Absolute jitter is the root mean square (RMS) evaluation of
many edge measurements form an expected location or absolute
time reference.
• Cycle-to-cycle jitter measures the time differences between successive edges of a signal.
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• Period jitter is an RMS calculation of the difference of each
period from a waveform average.
• Time interval error (TIE) represents the difference in time
between the actual threshold crossing and the expected transition
point (or derived clock edge).

For the jitter measurement in our system, we carried out a TIE
measurement on the SDA 808Zi oscilloscope from LeCroy. The TIE
measurement software emulates a PLL to reconstruct the clock and thus
removes wander from the signal as a real system would do. Figure 4.7
shows the measured TIE histogram together with the computed standard deviation.
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Figure 4.7: Measurement of the TIE jitter.

10

103

4.1. TRANSMIT-PATH CHARACTERIZATION
Impact of Phase-Noise on SNR

From the phase-noise or jitter measurements, it is possible to compute
the maximum achievable SNR due to phase noise only [97, 100]. The
relation between phase noise and clock jitter is given by
2
σφ2 = ωclk
σt2 ,

(4.3)

where σφ denotes the phase noise in RMS radians, σt the phase jitter
in RMS seconds, and ωclk the clock frequency in radians per second.
For a wide-band system with bandwidth B and under the assumption
of a flat spectrum uniformly distributed within B and the data having
zero mean, the SNR of the signal can be computed according to [97]
as follows
SNRsig =

4π 2 σt2

1
fc2 +

B2
12

(4.4)



with fc being the carrier frequency. Furthermore, as long as fc > 10B,
the bandwidth B can be neglected and (4.4) simplifies to the singlecarrier case:
SNRsig =

1
4π 2 σt2 fc2

(4.5)

If we plug-in the measured jitter σt and the measured integrated
phase noise σφ into (4.3) and (4.5), respectively, we obtain the SNR
values given in Table 4.2. The two measurement results do not exactly
match, but we can state that the achievable SNR due to phase noise
only is around 35 dB for the used clock source.
Table 4.2: Achievable SNR based on measured integrated phase noise
and on measured phase jitter.
Integrated phase
noise, from 10 kHz
to 10 MHz

approximate
SNR (4.5)

Phase jitter

approximate
SNR (4.5)

σφ = 0.0134 rad

37.4 dB

σt = 1.12 ps

35.3 dB
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Non-Linearities in the Transmitter

In a wireless front-end, the major sources for non-linearities in the
transmitter are the DAC and the power amplifier. Non-linearities
lead to harmonic and intermodulation distortions and can have a
considerable impact on the transmitter performance. Especially in
OFDM-based systems, non-linearities are no longer negligible due
to the high peak-to-average power ratio (PAPR) of the time-domain
signal [91].
In the following, we characterize the non-linearities of the transmit
RF chain of our Wing board. To this end, we carry out a two-tone
test [103] and measure the intermodulation distortion for different
input power settings. In principle, a linear system cannot produce
intermodulation, because the output signal of a linear time-invariant
system is always a signal of the same frequency as the input signal.
However, a non-linear system with a single frequency input signal
generates harmonics at integer multiples of the input frequency. If the
input signal is composed of two or more frequencies, intermodulation
distortion (IMD) occurs. In most RF applications, only odd-order
IMD products are of interest because they lie inside the transmission
bandwidth, while even-order IMD products are usually out-of-band.
Two-tone test
As the name two-tone test implies, the input signal of the device under
test, in this case the Wing board, consist of two tones at frequency
f1 and f2 . The distance between the two frequencies is ∆f . The
third-order intermodulation products occur at frequency (2f1 − f2 )
and (2f2 − f1 ), which is ∆f above and below the two test frequencies.
The fifth-order products show up again ∆f apart from the third-order
products and so on. Figure 4.8 shows the spectrum of the two-tone
test at the output of the RF chain with maximum gain settings. The
two tones used for this measurement are tone 9 of an OFDM symbol
at f1 = 2.433875 GHz and tone 10 at f2 = 2.4341875 GHz. The IMD
products can clearly be observed and the IMD suppression can be
measured.
A PA is usually characterized by a linear transfer function. But
towards saturation of the device, the deflection from the linear curve
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Figure 4.8: Spectrum of the two-tone test for the maximum output
power setting.
becomes larger. The result is a larger IMD product, i.e., less IMD
suppression, resulting in a more severe performance degradation. This
was measured at the antenna output for all four baseband gain settings
by sweeping the transmit VGA in the RF transceiver IC. The result is
shown in Figure 4.9 and clearly pronounces the effect of non-linearities
in the high gain regime. The IMD suppression goes down to only
28 dB for the highest gain setting.

4.1.5

Output Power

The output power for all possible gain settings in the transmitter was
measured after the RF transceiver chip and at the antenna output. It
was measured by applying a single tone at the RF input and measuring
the power within the 20 MHz bandwidth after the RF transceiver IC
and at the antenna output by a spectrum analyzer. The measured
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Figure 4.9: IMD suppression for different gain settings.

power after the RF chip and at the antenna output is about 3 dB
below the expected power. This is most likely due to cable losses
in the measurement setup and on the signal tracks of the PCB. The
relative gain in the PA is about 27 dB which is consistent with the
data sheet [104].
Surprisingly, the output power does not increase linearly with
increasing gain settings as shown in the data sheet [29]. There is
a range where the output power increases in staircase-shaped form.
So far, this phenomenon was not further investigated, as it does not
degrade the performance of the transmitter.
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Figure 4.10: Measured output power after the RF transceiver IC and
at the antenna output, i.e., after the Epcos chip.

4.2

Measurement of Residual Tx-RF Impairments

The Tx-RF impairments measured in the previous section distort the
signal before it actually exits through the antenna. The system model
(3.2) introduced in Section 3.1.2 does only account for CSCG noise in
the receiver (3.2), but neglects impairments in the transmitter. To
appropriately model and simulate real transmitters, the impact of
Tx-RF impairments needs to be considered [105]. To this end, the
MIMO system model is extended to also include Tx-RF impairments.
The statistical model for residual Tx-RF impairments is validated by
using real-world measurement results obtained from measurements
carried out on the offline-testbed.

108

4.2.1

CHAPTER 4. TESTBED MEASUREMENT RESULTS

Gaussian Model for Residual Tx-RF Impairments

The residual Tx-RF impairments result for example from additive noise,
from non-linear distortions in the power amplifier, from inter-carrier
interference due to phase noise, or from IQ-imbalance (see Section 4.1).
While only some of these impairments have been reported to match
well with Gaussian noise [106,107], measurement results carried out on
the testbed for the MIMO-OFDM case indicate that an i.i.d. additive
Gaussian noise model accurately describes the sum of all such residual
Tx-RF impairments. Furthermore, sufficient decoupling of the Tx-RF
chains is assumed such that the relevant impairments are statistically
independent across transmit antennas. The resulting Gaussian model
for the impaired transmitted signal s̃ is given by
s̃ = s + nt ,

nt ∼ CN (0, σt2 IMT )

(4.6)

and nt is referred to as Tx-noise in the remainder of this thesis.
In the RF-literature, the residual Tx-RF impairments are routinely
expressed in terms of the EVM, which is defined as a lump-sum measure
that characterizes the quality of the transmitted signal. Formally, the
EVM is defined as


E ks̃ − sk2
EVM =
E[ksk2 ]
which corresponds to EVM = σt2 for the model in (4.6). We emphasize
that the EVM is typically measured after calibration of the RF-chain
and after compensation of those impairments for which robust models
and corresponding practical compensation algorithms exist. Typical
EVM-values can be obtained from the minimum EVM requirements
specified in established standards and from publications of state-of-theart implementations. For example, IEEE 802.11n [108] specifies -28 dB
EVM for 64-QAM modulation and corresponding RF-chain implementations achieve EVMs ranging from -22 dB to -32 dB (depending on
the output power), e.g., [109–114].
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Testbed EVM Measurement

EVM measurements are used to describe the overall performance of a
wireless transmitter. The error vector is the difference between the ideal
reference signal and the measured signal, i.e. it is the residual noise
and distortion that remains after the ideal signal is subtracted [115].
The EVM is the RMS value of the error vector over many OFDM
symbols. In the standard 802.11n [108], the procedure to measure the
EVM is described and follows the tasks of an actual receiver:
1. Start of frame detection.
2. Establishing fine timing with one sample resolution.
3. Estimation of coarse and fine frequency offsets.
4. De-rotation according to the estimated frequency offset.
5. Channel estimation for each sub-carrier.
6. For each data-carrying OFDM symbol: transform it into frequency domain, estimate phase from pilot subcarriers, de-rotate
the subcarriers, and divide each sub-carrier value with a complex
estimated channel response coefficient.
7. Find the closest CP and compute the Euclidean distance from
it.
8. Compute the RMS average of all errors in a packet.
According to the IEEE 902.11n standard, this measurement shall be
carried out over at least 20 frames, each frame being at least 16 OFDM
symbols long and random data shall be used.
Measurement Results
The EVM measurement setup is illustrated in Figure 4.11. Matlab
running on a PC and connected to the FPGA via USB is used for
measurement control and signal processing. The FPGA baseboard
stores the data to be transmitted. Four calibrated RF-chains are used
and each RF-chain contains its own PLL2 . To measure the impact
of residual Tx-RF impairments only, a high-performance oscilloscope
(LeCroy, SDA 808Zi) is responsible for RF data acquisition at 2.4 GHz.
The measurements are performed as follows. Each transmitted
MIMO-OFDM frame is generated in Matlab and transferred to
2 This configuration is sub-optimal and requires that phase-noise tracking is
carried out on a per-stream basis.
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Figure 4.11: The EVM measurement setup consists of a PC with
Matlab, an FPGA base-board, four (calibrated) RF-chains, and an
SDA 808Zi oscilloscope.
the FPGA. Then, the entire frame is transmitted through the four
RF-chains and recorded (simultaneously) on the oscilloscope. The
recorded frame is then transferred back to Matlab, where mixing,
down-sampling, synchronization (i.e., in terms of frequency and timing),
and OFDM baseband-processing are performed (see Figure 4.17 for
more details).
Figure 4.12 shows the measured EVM for different transmit power
settings. The sweep over the transmit power was carried out to observe
the impact of non-linearities in the high output power regime. A slight
performance degradation is suspected at high output power. However,
non-linearities do not really degrade the EVM on this RF chain. The
reason is that the EVM is around -28 dB for all gain settings while
the IMD shown in Figure 4.9 is below -38 dB for low to medium gain
settings. Only for the highest gain settings, the IMD comes in the
region of the EVM. Note that due to the high PAPR in OFDMsymbols, a back-off (i.e., power is slightly reduced) is required for
OFDM symbols compared to the measurements carried out with a
single carrier3 . We can conclude, that the RF chain fulfills the transmit
EVM requirement given IEEE 802.11n (EVM=-28 dB for 64-QAM) for
most transmit gain settings.
3 In Figure 4.9, a sine-wave at full output swing was applied whereas for the
EVM measurement, random OFDM symbols were used.
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Figure 4.12: Measured EVM for different transmit gain settings.
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Transmit Noise Characterization

The assumption of i.i.d. Gaussian Tx-noise for modeling of residual
Tx-RF impairments must be validated. To this end, the (known)
transmitted signal is subtracted from the measured samples, in order
to isolate the residual Tx-RF impairments from the transmitted MIMOOFDM frame.
Statistics of Residual Tx-RF Impairments
Figure 4.13 compares a standard normal distribution with the measured samples from our Tx-RF chain implementation using a quantilequantile plot [116]. The samples used in Figure 4.13 correspond to
the real-part of the measured residual Tx-RF impairments resulting
from a single RF-chain and from one frame consisting of 40 OFDM
symbols. However, our measurements consistently show similar results
for the imaginary part and for the remaining RF-chains. To account
for crosstalk between RF-chains, four streams have been transmitted
simultaneously. For the sake of clarity of exposition, the resulting
data stream is normalized to unit variance. As it can be observed
in Figure 4.13, the assumption that the residual Tx-RF impairments
are Gaussian distributed is accurate. We emphasize that this observation is valid for the employed RF-chain and the considered OFDM
scenario, but not necessarily for other RF-chain implementations or
other transmission schemes.
Inter- and Intra-Stream Correlation
In order to validate the assumption that the Tx-noise can be modeled
as i.i.d. (among streams, real and imaginary parts) random variables,
we correlated the real and imaginary parts of the acquired residual
Tx-RF impairments. In addition, the empirical correlation between the
signals from the four RF-chains was computed. We neither observed
strong correlation between the four spatial streams nor between the
I- and Q-paths, which is mainly a result of calibrating the RF-chain
components previous to performing the measurements. In particular,
the strongest off-diagonal component of the empirical covariance matrix
was less than 19.5 dB below that of the diagonal entries. Hence, the
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Figure 4.13: Quantile-quantile plot comparing a real-valued standard
normal distribution with measured samples of our RF-chain implementation.
i.i.d. assumption holds for the employed RF-chain implementation and
the considered MIMO-OFDM scenario.

4.3

System Model and Detection with TxRF Impairments

Tx-noise has an impact on the MIMO system model and the error-rate
performance of the detection algorithm in the receiver.

4.3.1

System Model with Residual Tx-RF Impairments

Substituting s̃ defined in (4.6) for s in (3.2) leads to the following
input-output relation of a spatial multiplexing MIMO system with
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residual Tx-RF impairments:
y = H(s + nt ) + nr .

(4.7)

In contrast to the thermal noise, the Tx-noise appears as spatiallycolored noise at the receiver. By combining the two noise sources, i.e.,
ñ = Hnt + nr , the input-output relation in (4.7) can be rewritten in a
more compact form as
1

ỹ = Hs + K 2 w,

w ∼ CN (0, IMR )

(4.8)

where the covariance matrix of the aggregate noise at the receiver ñ is
given by
K = σt2 HHH + σr2 IMR
1

1

1

and K 2 is a square root of K, i.e., K 2 K 2

4.3.2

H

(4.9)
= K.

Impact of Tx-Noise on Performance of MIMO
Detection Algorithms

For practical purposes, the impact of residual Tx-RF impairments on
the performance of MIMO detection algorithms that were designed
under the idealistic assumption of impairment-free transmitted signals
(e.g., Chapter 3) is of particular interest.
For the investigation of this issue, first, numerical simulations are
carried out before measurement results shall confirm the simulated
results. A coded MIMO system with MT = MR = 4 using 16-QAM
modulation and a rate-1/2 convolutional code (generator polynomial
[133o 171o ], constraint length 7, and random interleaving) is considered. A block-fading scenario in which 64 symbol-vectors in a frame
(corresponding to 1024 coded bits) experience the same channel realization H is assumed. Coding is performed over all 64 transmit
vectors and the Viterbi algorithm is used for decoding. In the simulation, no phase-noise is assumed and hence, phase-noise tracking
is not performed. The Tx-RF impairments are modeled as described
in Section 4.3.1. An EVM of -30 dB, which is already at the upper
limit of state-of-the-art RF-chain implementations (see, e.g., [114])
and is, for example, 14 dB better than the minimum EVM required by
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Figure 4.14: Impact of -30 dB EVM to ZF, ML, and max-log APP
detection.
the IEEE 802.11n standard [108] for the transmission rate used in our
simulations.
In the following discussion, the system model with transmit noise
is used i.e., the impairment-free received vector y is replaced by the
impaired received vector ỹ (4.8). Figure 4.14 shows the error-rate
performance in without noise in the transmitter (−∞ dB transmitEVM) and in the presence of −30 dB transmit-EVM for ZF detection,
ML detection, and for ML-APP detection. Without residual Tx-RF
impairments, ZF detection achieves by far the worst performance of all
three MIMO detection algorithms and ML detection is outperformed
by the soft-output max-log APP detector. However, in the presence of
weak Tx-noise, it can clearly be observed that both ML and max-log
APP detection suddenly suffer from a substantial performance loss,
whereas the performance of ZF detection is only slightly affected.4
Note that the performance of ML detection is even worse than that of
4 Numerical simulations have shown that the impact on the performance of
linear hard-output MMSE detection is similar to that of hard-output ZF detection.
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ZF detection in the high-SNR regime.
ZF Detection
An intuitive explanation for the minor performance degradation of the
ZF detector in the presence of residual Tx-RF impairments can be
obtained by considering the output of the equalization stage
H† ỹ = s + nt + H† nr .

(4.10)

The Tx-noise nt is spatially white and independent of H. However, the
thermal-noise n̄ = H† nr after equalization is colored and suffers from
noise-enhancement. Hence, the equalized thermal-noise n̄ dominates
over a large SNR-range and the error induced by nt is small for
reasonably low EVMs.
ML Detection
In contrast to linear MIMO detection schemes, ML detection relies
heavily on the assumption that the noise at the receiver is i.i.d. CSCG,
which is not the case in presence of Tx-RF impairments. The simulation
results in Figure 4.14 clearly show that a mismatch between the actual
system model with Tx-RF impairments in (4.8) and the idealistic
model in (3.2) has a detrimental impact on the performance of ML
detection.
Max-Log APP Detection
The behavior of the max-log APP detector is similar to that of the
ML detector, since both algorithms rely on a Bayesian estimation
approach and suffer from the same mismatch of the noise statistics.
However, the impact of the Tx-noise on the max-log APP detector is
less pronounced (compared to that of ML detection) since max-log APP
detection reaches a given FER already at a lower SNR (compared to ML
detection), where the contribution of the residual Tx-RF impairments
to the overall noise is less significant.
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Mitigation of Residual Tx-RF Impairments

So far, we have argued that the ML and max-log APP detectors
both suffer significantly from residual Tx-RF impairments. In order
to mitigate this performance loss, MIMO detection algorithms can
either be formulated for the impaired system model (4.8) or the i.i.d.
CSCG noise distribution must be restored prior to MIMO detection.
In order to preserve the structure of well-established MIMO detection
algorithms, we shall focus on the second approach in the following [105].

4.4.1

Tx-Noise Whitening

Noise whitening offers a straightforward solution to restore the i.i.d.
CSCG distribution contained in the received signal of (4.8). To this
end, we define a noise-whitening filter W based on (4.9) as
1

W = σr K− 2 = σr σt2 HHH + σr2 IMR

− 21

(4.11)

assuming that the EVM (and hence σt2 ) is known at the receiver.
Application of (4.11) to the received vector in (4.8) yields
Wỹ = H̃s + ñr
where H̃ = WH is the effective channel matrix and the resulting
additive noise vector ñr ∼ CN (0, σr2 IMR ) has the same statistics as nr
in (3.2). Hence, the MIMO detection algorithms initially developed
for i.i.d. CSCG noise can now be applied to Wỹ and H̃ instead of ỹ
and H.

4.4.2

Numerical Performance Results for Tx-Noise
Whitening

Figure 4.15 shows the impact of Tx-noise whitening on the performance
of ZF, ML, and max-log APP detection in the presence of −30 dB EVM.
As expected, the performance of the ZF detector remains unaltered
since the whitening filter W cancels out when substituting H̃ for
H and Wỹ for ỹ in (4.10). However, Tx-noise whitening yields a
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Figure 4.15: Performance impact of Tx-noise whitening (denoted by
comp.) to ZF, ML, and max-log APP detection impaired by the i.i.d.
Gaussian model for residual Tx-RF impairments.
substantial improvement in terms of performance for both ML and
max-log APP detection compared to that of the mismatched MIMO
detectors used in Figure 4.14. A clear advantage of ML and max-log
APP detection over linear MIMO detection schemes is again visible. In
addition, max-log APP performance now outperforms ML detection by
approximately 6 dB SNR (for 1% FER), which implies that soft-output
detection in combination with coding additionally reduces detrimental
effects caused by Tx-RF impairments (see Section 4.3.2). Nevertheless,
a performance penalty remains for all MIMO detection algorithms
compared to the scenario without any residual Tx-RF impairments.

4.4.3

QRD-Based Tx-Noise Whitening Algorithm

Most of the additional computations required by the proposed noisewhitening algorithm are confined to the preprocessing of the channel matrices, which must only be performed when the channel-state
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1

changes. Nevertheless, straightforward computation of K− 2 in (4.11)
requires explicit computation of the covariance matrix K in (4.9)
followed by an Eigenvalue-decomposition or a Cholesky decomposition of K combined with matrix inversion. Both approaches suffer
from high computational complexity and require considerable arithmetic precision, which renders corresponding practical (fixed-point)
implementations difficult and potentially uneconomic.
Efficient Computation of the Whitening Filter
A computationally less complex and numerically more stable approach
for computing the whitening filter W in (4.11) is obtained from the
economy-size QR-decomposition (QRD) of

 

Qa
σt H H
=
R̃
(4.12)
Qc
σr IMR
where R̃ is an MR ×MR upper-triangular matrix with non-negative realvalued entries on the main diagonal and Qa and Qc are of dimension
MT × MR and MR × MR , respectively. With (4.12), the whitening
H
filter in (4.11) is immediately given by W = QH
c , since R̃ R̃ = K
−1
in (4.9) and Qc = σr R̃ . We emphasize that computation of the
whitening filter according to (4.12) avoids explicit computation of
the covariance matrix K, relaxing the precision requirements of the
subsequent steps, and does not require an Eigenvalue-decomposition
or a Cholesky decomposition followed by a matrix inversion.
Whitening for QRD-Based MIMO Detectors
Since most of the available (near-)optimum MIMO detection algorithms are based on the QRD of the channel matrix5 H, we show the
integration of our QRD-based Tx-noise whitening algorithm into a
QRD-based MIMO detector in Figure 4.16.
The preprocessing task of the channel matrix H starts with the
computation of the Tx-noise whitening filter W based on (4.12). Next,
the effective channel matrix H̃ = WH is calculated. Then, the QRD
5 The long list of QRD-based detection algorithms includes for example, sphere
decoding or any of the other tree-search based MIMO detection algorithms (see,
e.g., Chapter 3 or [60, 65]).
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Figure 4.16: Data-dependency graph of QRD-based Tx-noise whitening.
Note that only those tasks within the gray area need to be performed
at symbol-rate. Phase-noise tracking (PT) takes place after Tx-noise
whitening.
of the effective channel matrix H̃ = QR is obtained. The symbolrate tasks (i.e., tasks that need to be performed for each received
vector) correspond to i) application of the noise whitening filter W to
the received vectors ỹ = Wy, ii) compensation of phase-noise in the
whitened receive vector ỹ using the pilot tracker (PT) unit, and iii)
left-multiplication of the compensated vector ỹc by the matrix QH ,
i.e., ŷ = QH ỹc . The MIMO detector finally produces estimates of
the transmitted data symbols ŝ (or LLRs) based on ŷ and the uppertriangular matrix R.
Computational Complexity
In the above configuration, the complexity required by the Tx-noisewhitening algorithm is mainly in the preprocessing stage. In particular,
the additional preprocessing computations correspond to an economysize QRD of an (MR + MT ) × MR matrix and one matrix-by-matrix
multiplication. Note that the proposed algorithm offers potential for
reusing of arithmetic components that are already present in preprocessing units of many state-of-the-art MIMO receivers (see, e.g., [117]).
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The additional complexity required at symbol-rate only corresponds to
pre-multiplication of the received vectors y with the Tx-noise whitening
matrix W.

4.5

Real-World Measurement Results

In order to validate the i.i.d. Gaussian Tx-noise model for residual
transmit-RF impairments and the impact of Tx-noise-whitening as
a means to mitigate the associated performance degradation, realworld measurements on a 4-stream RF-chain implementation have
been performed. We characterize the statistics of real-world residual
Tx-RF impairments and show corresponding FER performance results
in a MIMO-OFDM setting.

4.5.1

FER Performance Measurements

In order to study the impact of real-world residual Tx-RF impairments
on the performance of MIMO-OFDM systems, FER performance
measurements were carried out. In addition, these FER results are
compared to simulation results using the Tx-noise model proposed in
Section 4.3.
FER Measurement Setup
FER measurements are carried out in a MT = MR = 4 MIMOOFDM scenario by transmitting frames that consist of four short
preambles, two long preambles, four MIMO-training symbols, a signal
field and 32 OFDM data symbols. Each OFDM data symbol contains
64 tones, where 48 are data sub-carriers and four are used for PT
(refer to [23,25] for more details on the employed MIMO-OFDM frame
structure). The rate-1/2 convolutional code described in Section 4.3.2
is used in combination with 16-QAM modulation, resulting in 3072
coded bytes (corresponding to 1536 information bytes) per frame.
Figure 4.17 illustrates the receiver that is used for the FER-performance
comparison between the Tx-noise model introduced in Section 4.2.1
and real-world measurements of residual Tx-RF impairments. For the
Tx-noise model simulation, −32 dB i.i.d. distributed Gaussian transmit
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Figure 4.17: Signal-processing of the MIMO-OFDM receiver used to
obtain measured and simulated FER performance results.
noise was added to the frames generated in Matlab. This amount
of Tx-noise results in an EVM of about −28 dB, since measuring the
EVM according to IEEE 802.11n [108] includes errors induced by
channel estimation and synchronization. In addition, the effective
channel of the Tx-RF chain (i.e., corresponding to up-sampling filters
etc.) and phase-noise was modeled (denoted by “model for RF-chain”
in Figure 4.17). In order to obtain the FER performance curves, the
following steps of the simulation are swept for different receive-noise
levels (according to the desired SNR) and 1000 frames were transmitted
over 1000 different TGn type C channel realizations [86]. The receiver
performs channel estimation, applies the Tx-noise whitening algorithm
described in Section 4.4.3, and compensates phase-noise after noise
whitening in the PT unit (based on pilot tones). The MIMO-processing
unit includes the QRD of the whitened channel matrix H̃ and MIMO
detection. Finally, the frame is decoded and the FER is computed.
FER Performance Results
Figure 4.18 shows the measured and simulated FER for ZF detection and ML detection. The measurement results show that Tx-noise
whitening significantly improves the FER in the presence of (realworld) residual Tx-RF impairments.6 We furthermore observe that
the performance associated with simulated Tx-RF impairments (cor6 The measurement results and the corresponding simulations differ from the
simulation curves provided in Figure 4.14 and Figure 4.15. For the simulations in
Section 4.4.1, a block-fading channel model is used and each frame consist of only
one OFDM symbol. In addition, perfect channel estimation, synchronization, and
no phase noise is assumed there.
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Figure 4.18: Measured FER for ZF and ML detection and the impact
of noise whitening (denoted by comp.). The dashed lines show the
corresponding simulation results based on the Tx-noise model.
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responding to the dotted lines) match well to the FER-performance
resulting from measured data. We therefore conclude that the proposed
Tx-noise model accurately characterizes residual Tx-RF impairments
in MIMO-OFDM systems.

4.6

Real-Time Testbed Measurements Results

In the following, results obtained from measurements carried out on
the real-time testbed are presented.
Digital Signal Processing
Figure 4.19 shows the constellation diagram for different modulation
schemes of the digital signal processing in the real-time testbed. To
this end, the AD9861 (DAC/ADC) is configured in loop-back mode.
In this mode, the digital transmit signal is directly returned into the
digital receive path of the testbed. In this setup, RF impairments are
excluded, but the entire baseband signal processing is exploited. The
measured constellation diagram shows the EVM performance with the
current VLSI implementation of the MIMO PHY layer. The measured
EVM is around EVM ≈ −34 dB.
Cable Channel
For the measurement in Figure 4.20, the transmitter is connected to
the receiver directly by cables and attenuators. In this setup, RF
impairments in the transmitter and the receiver clearly reduce the
EVM compared to the digital loop-back. The EVM in Figure 4.20 is
now around −19 dB. From the measurements of the transmit (Tx)-path,
we know that the transmit EVM is around -28 dB. For the remaining
loss, several possibilities come into consideration:
• RF impairments in the receive chain contribute to the total EVM.
A detailed characterization of the RF receive path is necessary to
gain insight into its limitations. A preliminary characterization
of the receive path was carried out in [28]. No major concerns
about the receive path where found.
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Figure 4.19: Constellation diagrams for different modulation schemes
in digital loop-back mode.
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• The measurements of the transmit RF-chain revealed a high
sensitivity to phase noise. Experiments with different clock
sources revealed that for certain oscillators, phase-noise was
much worse than for others. Probably, phase noise in the receive
RF path is a limiting factor. Further investigations on this topic
are required.
• The parameters for phase-noise tracking are computed and averaged across all receive streams. However, on the current hardware
platform, each transmit chain has its own PLL. Therefore, phasenoise compensation should be carried out on a per-stream basis.
Measurements on the offline testbed showed slight improvements
with this approach. A hardware implementation of this approach
is currently missing.

Real-World Wireless Channel
The constellation diagrams in Figure 4.21 show only a slight performance loss in terms of EVM compared to the measurements results
obtained over a cable channel. Therefore, we conclude that the same
problems as in the cable channel case lead to this rather bad EVM
value.
In summary, we can conclude that currently, the (RF) receive path
is limiting the performance of the testbed. Further work on this topic
needs to be carried out to find the limiting factors.

4.6.1

Latency and MAC-Layer Throughput

Latency Measurement Results
Latency in the transmit path of the testbed is kept short by storing
the preamble - which is the same for all frames - in time domain.
Measurement and simulation results revealed that the PHY layer
latency in the transmitter is less than 1 µs [34].
The design of a MIMO receiver with a little latency is a challenging
task since the complexity of the signal processing that is necessary
to separate the spatial streams, is drastically increased compared to
SISO systems.
There are several sources for latency in a MIMO receiver:
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Figure 4.20: Constellation diagrams for different modulation schemes
over the cable channel.
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Figure 4.21: Constellation diagrams for different modulation schemes
over a real-world wireless channel.
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• OFDM symbol latency: The transformation from time-domain
into frequency-domain introduces 4 µs latency because the FFT
transformation can only be applied when the entire symbol has
arrived.
• Preprocessing latency: Channel estimation and preprocessing
account for an initial latency at the beginning of each frame. The
frame structure of packet-based MIMO-OFDM systems poses
difficult challenges for the implementation of the channel estimation and the preprocessing stage of MIMO receivers, because
the initial training phase for channel estimation is immediately
followed by data. Since the detection of the data can only start
when the preprocessing of all channel matrices is done, the data
frames need to be buffered. This delay incurred by the preprocessing translates directly into detection latency. Further
information on this topic for the implemented MMSE detector
can be found in [118].
• Detection latency: The processing and detection of each received symbol vector introduces additional latency in the receive
path that strongly depends on the implementation of the used
detection algorithm.
• Decoding latency: Also the decoding stage accounts for some
latency. This includes metric computation, de-interleaving, decoding, and de-puncturing.
Table 4.3 shows the latency figures for the MMSE receiver. The
latency strongly depends on the frame length. Therefore, a lower and
an upper bound for the receive latency are computed. For long frames,
all the preprocessing latency can be caught up. However, for short
frames, the latency is dominated by the channel preprocessing.
For SIC, COSIC, and SD, the initial latency is reduced to 11.2 µs [19],
because the preprocessing for these detection algorithms is carried out
on the SQRD preprocessing ASICs.
Figure 4.22 shows the measured idle time of the medium, which
corresponds to the interval between the end of a received frame being
measured on the air and the start of the transmitted frame on the air.
This includes MIMO PHY layer receive latency, MAC layer latency,
and MIMO PHY layer transmit latency.
The latency consists of an initial latency in the MIMO PHY layer
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Table 4.3: MIMO PHY layer latency in the receive path for MMSE
detection.
Latency
Initial preprocessing latency
OFDM symbol latency
Detection latency
Decoding latency

58 µs
4 µs
3.2 µs
2.2 µs

Total PHY layer receive latency for short frames

67.4 µs

Total PHY layer receive latency for long frames

9.4 µs

due to channel estimation and preprocessing. This initial latency can
be caught up during reception of the subsequent part of the frame.
The measurement results show that it takes about 80 OFDM symbols
to catch up the initial training and preprocessing latency. Once, this
latency is caught up, the minimum inter-frame delay is almost constant
at 15 µs.
MAC-Layer Throughput Measurement Results
Throughput measurements with the MASCOT testbed were carried
out with the software tool Iperf. Iperf is a network assessment tool that
can create transmission control protocol (TCP) and user datagram
protocol (UDP) data streams to measure the throughput [119]. Measurements were carried out for four different scenarios. Table 4.4 lists
the average measured throughput over 100 seconds for each scenario
and modulation. For these measurements, MMSE detection was used.
• Scenario 1: Cable channel: Two testbed terminals are connected
with each other by RF cables and attenuators.
• Scenario 2: Very short distance line-of-sight propagation: In
this scenario two terminals are placed very close to each other.
The distance between the two terminals is 1 meter and there is
line-of-sight (LOS) propagation.
• Scenario 3: Short distance line-of-sight propagation: In this
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Figure 4.22: Measured interframe space for different number of payload
data symbols: delay between reception of a frame and transmission of
its response.
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scenario, the two terminals are placed about 5 meters apart from
each other. Again, there is LOS propagation.
• Scenario 4: Short distance non-line-of-sight (NLOS) propagation:
In this scenario, the two terminals are again placed about 5
meters apart from each other. However, now we have NLOS
propagation conditions as there is a wall in between the two
terminals.
The measurement results reveal the following observations:
• In scenario 1, the performance should actually be the best for
all modulation schemes. However, in the case of BPSK, better
throughput figures are achieved for the other scenarios. Further
investigations showed that with the cable connection some kind
of coupling occurs between the two stations. This results in
a larger probability of a wrong synchronization, which locks
the AGC and a frame arriving during this time will be overamplified and is therefore wrong. The reason why this effect is
very pronounced in BPSK mode, is the fact that Ethernet frames
have a maximum size of 1518 bits. This means that only in the
BPSK case all the latency introduced by the preprocessing can
be caught up.
• In scenario 2, where we have a very short line-of-sight propagation
path (1 m), the channel has not enough degrees of freedom to
allow other rates than rate 12 and low modulation orders.
• With the current setup, the highest sustained TCP throughput
is achieved with 16-QAM modulation and rate 12 .

4.7

Summary

This chapter started with a in-depth characterization of the RF transmit chain. Phase noise, I/Q-imbalance and non-linearities were measured and showed no major limitations. The performance of a transmit
RF chain is often described by the transmit-EVM (i.e., the relative
constellation error). The allowed transmit-EVM is also specified in
standards, e.g., in IEEE 802.11n the allowed relative constellation error
is given as EVM = −28 dB. For the testbed RF chain, the transmitEVM was determined to be around −28 dB across all transmit gain
settings.

Cable
channel
[Mbit/s]
Real channel, 1 m
distance,
LOS
[Mbit/s]
Real channel, 5 m
distance,
LOS
[Mbit/s]
Real channel, 5 m
distance,
NLOS
[Mbit/s]

11.9
NA

17.6

17.8

8.9
13.9

14.1

14.1

20.4

20.2

19.9

21.0

Rate

23.3

14.2

NA

25.9

3
4

QPSK
1
2

3
4

BPSK
1
2

Modulation

24.5

24.3

3.3

30.4

1
2

0.46

0.79

NA

23.5

3
4

16-QAM

1.7

1.7

NA

NA

NA

NA

4.8

2
3

64-QAM

18.8

1
2

NA

NA

NA

1.1

3
4

Table 4.4: Measured TCP throughput for different modulations and scenarios
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Afterwards, it is shown that the impairments in the transmit
path added by the used RF chain can accurately be modeled as i.i.d.
CSCG noise, called Tx-noise. Often, Tx-noise is neglected when the
performance of different detection algorithms is analyzed. Here, the
system model is extended to also consider Tx-noise which results
in colored noise in the receiver. Error-rate simulations based on
this system model showed a drastic performance degradation for ML
detection. Linear detection is less affected by Tx-noise. Noise whitening
is proposed to get rid of the colored noise in the receiver. It mitigates
the performance loss of ML detection. The noise whitening filter can
be implemented on the same hardware resources as already available
for QR-decomposition. However, latency will further increase.
Measurements were carried out on the offline testbed to verify
the simulation results obtained with Tx-noise. Without noise whitening, the error-rate performance of ZF detection and SD results in a
error floor. With noise whitening, the error-rate performance gets
significantly improved.
Finally, measurement results obtained on the real-time testbed are
presented. The EVM measured at the receiver is significantly lower
than the Tx-EVM. The reasons are not yet completely understood
and require a thorough characterization of the RF receive path. Nevertheless, as a proof of concept, MAC layer throughput measurements
were carried out. The highest MAC layer throughput achieved on the
testbed and over-the-air is around 25 Mbps. The MAC layer throughput includes the protocol overhead and latency issues. For comparison,
a commercial 802.11g device achieves in maximum about 20 Mbps
MAC layer throughput.

—Wie geht’s meiner Diss?
Prof. Fichtner’s favorite question

5

Conclusion and Outlook
5.1

Conclusion

Testbed Realization
The testbed presented in this thesis can serve as platform for realtime (multi-user) multiple-input multiple-output (MIMO)-orthogonal
frequency division multiplexing (OFDM) experiments and for offline
experiments over real-world channels to assess algorithms in a realworld environment. The addition of an embedded media access control
(MAC) layer to the physical (PHY) also enables experiments involving cross-layer, real-time, and space-division multiple access (SDMA)
aspects, such as, e.g., rate adaptation, feedback of channel state information, or multi-user scheduling algorithms. The total available digital
signal processing resources on the three field-programmable gate arrays (FPGAs) and on the application-specific integrated circuit (ASIC)
adapter supports experiments with high-performance algorithms.
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VLSI Implementation of MIMO Detection
The conditioned ordered successive interference cancellation (COSIC)
algorithm is a promising alternative to other reduced-complexity maximum likelihood (ML) algorithms such as the sphere decoding (SD)
algorithm. It achieves close-to ML bit-error rate (BER) performance
at reduced computational complexity. From an architectural point of
view, data path and control path are less complex compared to SD and
the architecture can easily be parallelized. The parallel architecture
achieves very high data rates and has a constant throughput. Unfortunately, the scalability of a fully parallel architecture is limited and
its silicon area requirement is high. Therefore, a sequential approach
is better suited, since the adaptation to different modulation schemes
is easy and the used silicon area is very small. The use of radius
reduction partially compensates for the throughput loss compared to
a parallel architecture. The use of simplified norms brings further area
reductions to both parallel and sequential architectures, while the BER
performance degrades only slightly and the achievable throughput per
silicon area becomes very high. The main drawback of the COSIC
algorithm is that no quality soft-output metrics can be extracted
from the computed distances which renders the COSIC algorithm less
attractive.
The SD algorithm achieves ML error-rate performance and is
able to produce high-quality soft-output metrics. However, to meet
the throughput and latency requirements of wideband systems (e.g.,
802.11n) with SD, multiple detection cores need to be instantiated.
Therefore, the efficiency or the area-delay product of a single SD
core needs to be optimized. To this end, two techniques, namely
∞
ordered lf
-norm enumeration and interleaved-pipelining, have been
proposed. The enumeration scheme allows to optimize the overall SD
architecture and significantly reduces circuit area and critical pathdelay. Simulations also showed, that the performance loss due to the
new enumeration scheme is negligible. With interleaved pipelining
multiple independent symbol vectors are processed in parallel and
the available hardware resources are better exploited. A design-space
exploration with different number of pipeline stages revealed that the
3× interleaved pipelined architecture is most efficient. With these
two approaches, the area-delay product is improved by almost 50 %
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compared to that of other SD implementations. Last but not least, it
was shown that both approaches can not only be applied to hard-output
SD but also to soft-output single-tree-search (STS) SD.
Residual Transmit-RF Impairments
Residual transmit (Tx)-radio frequency (RF) impairments are often
ignored in the literature on MIMO wireless communication systems.
In this thesis, it is demonstrated that residual Tx-RF impairments,
even for small error vector magnitudes (EVMs), can severely affect the
performance of (near-)optimum MIMO detection algorithms and should
therefore be taken into account in the corresponding performance
analysis. In particular, Bayesian MIMO detection algorithms with
excellent performance for systems without residual Tx-RF impairments
(such as, e.g., maximum-likelihood or soft-output max-log a posteriori
probability detectors), suffer significantly from such impairments.
Tx-noise whitening is proposed as an efficient means to mitigate this
performance loss. The corresponding Tx-noise whitening filter can be
computed efficiently with an economy-size QR-decomposition (QRD),
which approximately doubles the complexity of the preprocessing task,
but has no impact on the complexity of QRD-based MIMO detection
algorithms itself. These properties render the proposed mitigation
method suitable for implementation in practical systems.
Real-world measurements have been conducted in order to characterize the statistics and the impact of residual Tx-RF impairments
on the performance of MIMO-OFDM systems. The proposed i.i.d.
Gaussian Tx-noise model accurately reflects real-world residual TxRF impairments. It was also demonstrated that Tx-noise whitening
considerably mitigates the performance loss associated with residual
Tx-RF impairments in practical systems.

5.2

Outlook and Future Work

During the design of a new testbed, while carrying out measurements,
or when implementing new detection algorithms, often many ideas
cross one’s mind. However, time usually allows to focus only on certain
aspects. Therefore, in the following, improvements and extensions
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based on this work are presented and might lead to further research
results.
Testbed Implementation - Improvements and Extensions
Currently, three issues are identified on the real-time testbed that
are either missing, or need improvement to achieve a higher overallperformance.
• Phase-Noise Tracking The implemented phase-noise tracking
algorithm on the real-time testbed computes residual frequency
offset (RFO) and sampling rate offset (SRO) based on the pilot
symbols across all streams according to [17]. The current RFchains have their own phase-locked loop (PLL) for each transmit
stream. Even though each PLL obtains the same reference clock,
the phase noise at the output of each RF-chain slightly differs.
Therefore, phase-noise tracking should be carried out on a perstream basis instead of across all streams. However, this implies
that less samples are available to compute RFO and SRO and
the accuracy of these algorithms probably needs to be revisited.
• Noise Whitening Filter In this thesis, noise whitening is proposed
as a means to reduce the impact of Tx-noise on the error-rate
performance of ML and close-to ML detection algorithms. A
possible architecture is proposed in Section 4.4.1. However, verylarge-scale integration (VLSI) implementation results and the
impact of noise whitening on system level latency and throughput
is missing.
• RF Receive Path Characterization To completely understand the
measured receive-EVM, the RF receive path needs to be thoroughly characterized. Possibly, a calibration of the receive path
or a compensation of certain impairments (e.g. I/Q-imbalance)
is necessary.
MIMO Receive Algorithms - Analysis and Implementations
A lot of research has already been carried out in the field of MIMO
receive algorithms. However, there are still open issues on algorithmic
and architectural level. Two possible research aspects, also related to
this work, are introduced in the following.
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• Transmit-noise and pilot-tracking The impact of Tx-noise on
pilot-tracking is not completely analyzed in this thesis. First
measurement and simulation results revealed that pilot tracking
is especially sensitive to Tx-noise. For example, pilot-tracking
before noise-whitening does not seem to work at all.
• Iterative MIMO detection To our knowledge, implementation
and measurement results of a complete iterative detector (e.g.,
soft-input STS-SD together with a low-density parity check
(LDPC) decoder) have not yet been reported. Also, the impact
of transmit-noise on iterative detection is missing.
Multi-User Experiments and Measurements
The multi-user capabilities have not really been exploited so far. Only
conceptual experiments regarding simultaneous multi-user uplink communication have been carried out on the real-time testbed and on the
off-line testbed.
• Vector Perturbation An interesting experiment that could be
carried out on the off-line testbed is vector perturbation introduced in [120,121]. Vector perturbation can be used as precoding
scheme for the multi-user multiple-input single-output (MISO)
broadcast channel. The main idea is to have a base station with
multiple antennas to transmit simultaneously to multiple user.
Precoding based on vector perturbation follows the multi-user
paradigm "low-complexity users, high-complexity base stations":
Channel inversion is carried out at the base station followed by a
perturbation of the transmit vector in order to reduce transmit
power [121]. The users achieve optimal detection with very lowcomplexity: a scaling of the received signal followed by a modulo
operation and scalar symbol detection (called conventional vector
perturbation precoding [122]) is sufficient. An inherent problem
regarding fixed-point implementation and testbed measurement
of vector perturbation precoding is the large dynamic range
of the input signals at the detector input. In [122], a solution
to this problem was presented and supported by simulation results. However, VLSI implementation results and experimental
simulations on a real-world system are missing.
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