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Abstract
Fog computing denotes the paradigm of bringing the convenience of
cloud computing closer to the edge of the Internet and even further into
local area networks. This thesis focuses on application allocation in fog
environments of the Automation and Control industry. As little work
has been done in fog computing allocation, relevant work in the related area of cloud computing, especially Virtual Network Embedding,
is studied. This thesis presents a novel model for the problem of mapping of distributed applications optimally onto a fog network under certain constraints; the Fog Application Allocation Problem (FAAP). The
FAAP specifically addresses fog characteristics such as heterogeneous
resources, tasks that are bound to a location as well as specific latency
and bandwidth minimization objectives of fog applications. The FAAP
is formulated as a constrained optimization problem and NP-hard in
general.
An instance of the FAAP can be solved exactly using an integer linear programming formulation. We also present three greedy heuristics
which aim to exploit the problem structure of a typical fog application.
Due to infeasibility of creating suitable testing environments, we developed a simulation framework to evaluate the FAAP and the allocators.
Thereby, we show that the best performing heuristic has a comparable
performance to the optimal solution for many tested problem instances.
Finding the optimal solution using a solver becomes computationally
intractable even for relatively small instances with more than 20 nodes.
In contrast, the heuristics have a runtime in the range of milliseconds
with large instances involving more than 1000 nodes. This means that
using the heuristics, high quality allocations can be computed in near
real-time. Testing the solution approaches with a real fog application,
experiments show that the best performing heuristic has an optimality
gap of only 3.5%.

i

Acknowledgements
I would like to express my gratitude to Dr. Raphael Eidenbenz, my
thesis supervisor at ABB, for his valuable advice and assistance during
my work on this thesis. Furthermore, I would like to thank Prof. Ankit
Singla for his support as my supervisor at ETH as well as ABB Switzerland for giving me the opportunity to do my master thesis at the ABB
Research Center in Dättwil. Also, I would like to thank Dr. YvonneAnne Pignolet for interesting discussions and her advice at various
stages of my thesis.
On my way to the finalization of my masters degree, I could always
count on the unconditional support from my family and my girlfriend
which I am very grateful for.

Contents

Contents

v

List of Symbols

vii

1

Introduction
1.1 Common Terms and Concepts . . . . . . . . . . . . . . . . . .
1.2 Problem Characteristics . . . . . . . . . . . . . . . . . . . . . .
1.3 Thesis Structure . . . . . . . . . . . . . . . . . . . . . . . . . . .

1
2
3
4

2

Related Work
2.1 Fog Computing . . . . . . . . . .
2.2 Virtual Machine Placement . . .
2.3 Virtual Network Embedding . .
2.4 Service Function Chaining . . . .
2.5 Taxonomy of Related Literature .

3

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

5
5
6
6
7
8

Fog Application Allocation
3.1 Fog Application Allocation Problem
3.1.1 Allocation . . . . . . . . . . .
3.1.2 Cost Function . . . . . . . . .
3.1.3 Constraints . . . . . . . . . .
3.1.4 Formal Problem Definition .
3.1.5 Allocation Examples . . . . .
3.2 Complexity . . . . . . . . . . . . . . .
3.3 Allocation Algorithms . . . . . . . .
3.3.1 Optimal Allocator . . . . . .
3.3.2 Allocation Heuristics . . . . .
3.4 Model Variations . . . . . . . . . . .
3.4.1 Latency Constraints . . . . .
3.4.2 Constrained Network Links .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

11
11
13
14
15
16
16
18
20
20
22
35
35
36

.
.
.
.
.

v

4

5

Evaluation
4.1 Methodology . . . . . . . . . . . . . . . . . .
4.1.1 Problem Instances . . . . . . . . . . .
4.1.2 ABB Industrial Use Case . . . . . . .
4.2 Implementation of Experiments . . . . . . . .
4.2.1 Simulation Framework . . . . . . . . .
4.2.2 Allocation . . . . . . . . . . . . . . . .
4.2.3 Evaluation . . . . . . . . . . . . . . . .
4.2.4 Input/Output . . . . . . . . . . . . . .
4.3 Results . . . . . . . . . . . . . . . . . . . . . .
4.3.1 Problem Scale . . . . . . . . . . . . . .
4.3.2 ABB Control Application . . . . . . .
4.3.3 Latency Constraints Model Variation
4.3.4 Solver Comparison . . . . . . . . . . .
4.3.5 Improved Heuristic . . . . . . . . . . .
4.4 Conclusion . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

37
37
38
40
43
43
46
47
47
48
51
60
62
64
65
66

Summary and Future Work
5.1 Unresolved Issues . . . . . . . . . .
5.2 Future Work . . . . . . . . . . . . .
5.2.1 Work on Unresolved Issues
5.2.2 New Aspects . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

67
68
68
69
69

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

A Suitability of Cloud Orchestration Frameworks for the FAAP

71

B Latency Path Model Variation ILP-Formulation

73

Bibliography

75

List of Symbols

A
V
E
w
ω
F
V̂
Ê
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Chapter 1

Introduction

The cloud computing paradigm, which has gained a large amount of traction over the course of the last few years, has proven to be a powerful solution for many problems. Being able to quickly start up a number of machines
on a large cluster many kilometres away with the click of a button is a very
comfortable and flexible way to handle computing resources.
But of course, deploying an application into the cloud is not always the best
solution. There are a few reasons for preferring a more local solution over a
cloud deployment.
If an application is depending on a fast response or produces a large amount
of data, it might be advantageous to process the data locally, i.e. where the
data originates, and if necessary, only make use of the cloud for further
processing. This is where Fog Computing [3] comes into play. Fog computing
is a relatively new paradigm which was introduced in 2012 and aims to bring
the computation to the edge of the network.
Fog Computing has applications in many areas and is especially suited for
applications where a lot of data is generated by connected sensors and smart
devices e.g. in Internet-of-Things-scenarios [29]. In the literature, possible
applications involve smart vehicles, smart cities, content delivery networks
[29] as well as applications in the context of the Industrialization 4.0, which
for instance includes smart industrial sites like manufactures or power grid
substations [28]. Industrialization 4.0 is the target domain of this thesis.
Currently, the computing resources in industrial sites are usually handled
in a static way and are therefore fairly inflexible. Deploying new applications causes high effort and cost, as this process involves manual planning,
installation and maintenance.
We envision industrial sites with a fog network, where all computing resources are interconnected and ready to be used efficiently by applications
with different objectives and according to the changing demands. This
1

means that unused, spare resources can efficiently be utilized and that we
can allocate applications of different types flexibly and in a distributed manner. For instance, latency-sensitive streaming or control applications as well
as data-intensive batch processing applications shall be handled efficiently.
In a further step, multiple industrial sites could be connected together, forming a large network of shared resources, which spreads across many industrial sites.

1.1

Common Terms and Concepts

In this thesis, we focus on the particular problem of allocating distributed applications in the context of the fog. To denote the distributed fog application,
we use the term application or app interchangeably. The application consists
of several distinct parts, which we denote as app nodes. The exchange of data
between two app nodes is denoted as app edge. Furthermore, we denote the
physical machines in the fog as fog nodes which are interconnected by fog
links.
We introduce terms and concepts that are important for the understanding
of this thesis:
• Allocation: Denotes the assignment of resources of a resource providing entity to a specific resource consuming entity. In the particular
case of fog computing allocation, allocation refers to the assignment
of resources on the fog nodes for a specific application. The allocation can be subject to various constraints such as resource constraints,
restrictions and others.
• Scheduling: While allocation addresses the spatial aspect of resource
management, scheduling handles the temporal domain. This means
that a scheduler decides at which point in time a resource is allocated
and can be used by a resource consumer.
• Orchestration: Orchestration denotes the complete management of resources in a highly automated way. This includes various aspects that
go beyond allocation and scheduling such as redundancy handling,
failure recovery and others.
Orchestration is often mentioned in the context of cloud computing,
which is targeted to distributed homogeneous resources in data centers.
• Virtualization: Virtualization denotes the emulation of resources on
top of the physical hardware. Thereby a hypervisor acts as a link between the hardware and the virtual machine. The virtual machine includes a fully-functional operating system (OS) that runs independent
of the host OS and is completely encapsulated.

• Containerization: Containerization is a similar concept to virtualization. The difference lies in the level of the isolation of the virtualized
software. While in virtualization, a full virtual machine with an OS has
to be launched, containers run in a much more lightweight manner on
top of the host OS using a container engine and thereby avoiding a
costly emulation of hardware. This allows to deploy applications on a
machine running a container engine much more flexible and quickly
while using fewer resources. Currently, the most prominent container
engine is Docker 1 .

1.2

Problem Characteristics

We define following seven characteristics and objectives to be addressed
when allocating fog applications. Depending on the use-case, different characteristics are of high importance, while others can be ignored.
1. Constrained fog nodes (CN): Fog nodes have limited resources. For
example, a fog node has only a certain CPU or memory capacity.
2. Constrained fog links (CL): Like fog nodes, fog links can have limited
resources. This means that a link can only transfer data up to a certain
bandwidth limit.
3. Flexible placement (FP): The parts of the application can be freely
distributed on all fog nodes that meet given constraints.
4. Dynamic environment (DE): Applications can be dynamically deployed
and removed from the fog network.
5. Location-bound nodes (LBN): One or several application parts can
only be placed on a specific fog node, e.g. on a sensor or actuator. We
denote such app nodes as location-bound nodes.
6. Multiple applications with different objectives and scales (MAOS):
The fog network can host multiple applications of which some have
different objectives than others. For instance, a control application
might have latency limits, while for a data analytics application the
overall transferred data volume should be minimized. We consider
the minimization of the exchanged data volume on the fog network as
well as the minimization of latency the most important quality criteria
for the fog allocation problem. The applications can also highly vary
in their scale. While fog applications might only consist of only two
nodes, others might consist of several hundreds.
7. Heterogeneous fog nodes (HN): The fog network consists of all kinds
of computing devices. The resources capacity of the fog nodes can
1 https://www.docker.com/,

Accessed: 19.08.2018

range from very low to very high. For example, a fog network might
include a smart switch with very limited processing capacity as well
as a powerful multi-core server.

1.3

Thesis Structure

We have introduced the basic characteristics and objectives of fog application allocation in this Chapter. In the following Chapter 2, we will look at
related literature. Thereby we will determine what already has been done
and analyze how our objectives differ from previous work. The formal problem definition is presented in Chapter 3 and various solution approaches
are introduced. Chapter 4 is subdivided into three main sections and aims
to evaluate the model and the solution approaches. The three main sections
address the methodology and motivation of our choice of the experiments,
the implementation of said methodology and the results of the experiments.
In Chapter 5, we conclude our work with a summary and give some hints
to unresolved issues and possible topics for future work.

Chapter 2

Related Work

In this chapter, we take a look at what has already been done in terms of
application allocation in the fog. In the first Section 2.1, we discuss previous
work that specifically addresses allocation in the context of fog computing.
As there is a lack of relevant papers in this area, we go on to related work in
cloud computing, where there is a large amount of literature that addresses
aspects that are relevant for fog allocation (see Section 1.2). Mainly, we look
at the areas of Virtual Machine Placement (Section 2.2), Virtual Network
Embedding (Section 2.3) and Service Function Chaining (Section 2.4). To
conclude the chapter, the reviewed approaches are summarized in Section
2.5.

2.1

Fog Computing

Fog computing is a young discipline. Therefore exists few work concerning
the allocation of applications in the fog. Most papers, e.g. [3], [29], [28]
merely describe the concepts of fog computing in general or describe allocation only on an abstract level, e.g. [20] and [17].
[30] is about application provisioning in fog computing-enabled IoT. It introduces a formal allocation model, but addresses only applications of a
specific structure. We aim to use more general applications and therefore
address a fairly different problem.
There exist two technologies, which strongly support the recent developments in the area of fog computing: Network Function Virtualization (NFV)
and Software Defined Networking (SDN).
NFV aims to virtualize physical network devices such as hardware firewalls,
switches and similar devices with a minimal virtualization overhead. This
allows them to be easily deployed on any physical device in the network.
Fog computing benefits from this advance in virtualization technology as
5

fog applications have a need for flexibly deployable containers, which can
also include containers that virtualize network functions.
SDN allows for controlling the paths of the data flows in the network. This
is done by a separating the control plane, which controls the routing of
the data, from the data plane. For the bandwidth and latency sensitive fog
computing, it can be important to control the routing of the data to avoid
congestion and inefficient long paths for the processed data [29].
With the limited literature on fog application allocation, we go on to assess
the applicability of two areas currently applied within the homogeneous
data center networks of cloud computing.

2.2

Virtual Machine Placement

Virtual machine placement (VMP) is the problem of placing virtual machines
on physical machines under certain objectives such as resource usage minimization, performance optimization, network flow optimization and many
others. VMP targets mainly virtual machines that have to placed or migrated
in data centers [5]. It does not take data flow into account or only considers
data flows in setups with application types and network topologies of a restricted structure. As stated in [11], the problem resembles the bin-packing
problem. Several solution approaches have been developed which exploit
this problem structure. This includes exact, greedy, randomized and other
methods. One of the main aspects which VMP addresses, is the migration of
machines. Thereby the focus is on balancing the benefits from the migration
to the costs of the migration [18].
We aim to allocate applications of various complexity levels and do not consider the migration cost as one of the main characteristics of fog application
allocation. We therefore conclude that VMP is fairly different from fog application allocation.

2.3

Virtual Network Embedding

The Virtual Network Embedding (VNE) problem denotes the problem of
mapping an application onto the physical network under certain objectives
and constraints. The application and the physical network are modelled as
a graph and the mapping includes the mapping of the nodes as well as the
edges.
There exist many different variants of the problem, which differ in characteristics such as constraints (node constraints, edge constraints, node restrictions), objective functions (energy minimization, utilization maximiza-

tion, path length minimization), whether multiple apps should be mapped,
whether the problem is online or offline, and whether the path can be split.
Even the simplest formulations of VNE are NP-hard [8]. Therefore, besides
the exact solution with a solver, many heuristics have been developed. This
includes greedy heuristics, relaxations of the problem as well as metaheuristics including ant colony optimization, particle swarm optimization, neural
networks, genetic algorithms and simulated annealing [8]. One of the most
used approaches is splitting the problem into two subproblems. First, the
app nodes are mapped, which is denoted as node mapping problem. In a
second phase, app edges are mapped onto paths on the physical network,
which is denoted as path mapping problem. Those subproblems can be solved
more easily and different algorithms have been developed. While there exist various greedy approaches, one method is to relax the problem so that it
can be solved efficiently by a linear programming solver. The solution of the
solver is then rounded to find a valid node mapping. In a second step, the
solution to the path mapping problem is then found using a shortest path or
multi-commodity-flow algorithm [6]. This algorithm has been developed further and improved: for instance, [27] uses a randomized rounding method
and provides approximation guarantees for certain problem instance classes.
There are two main differences between VNE and the fog application allocation. First, location-bound nodes are not considered in any model of the
literature we have reviewed. There exist few papers that include constraints
of a similar kind. For instance, the model in [26] includes constraints for
node allocation, which restrict the set of fog nodes on which an app node
can be placed. In other words, for each app node, a set of fog nodes on
which the app node cannot be mapped is defined. Using this constraint, the
location-bound mapping constraint could be imitated, by restricting all fog
nodes but the one on which the location-bound app node is mapped.
The second difference of VNE is the focus on the path mapping problem,
which in turn lessens the importance of the node mapping phase. We focus
on the node mapping problem for two reasons. On the one hand, to explicitly specify paths on the fog network, SDN has to be used, which might
not always be available. On the other hand, explicit path mapping makes
the problem significantly more complex. We aim to maintain a low model
complexity.

2.4

Service Function Chaining

Service function chaining (SFC) denotes the mapping of sequences (chains)
of service functions (SF) onto a physical network. In SFC, one of main difference to fog application allocation is the structure of the application graph.
While a fog application can be a complex network of different app nodes

and app edges, a service function chain consists of a set of network functions, which is traversed in a well defined order [15]. In other words, a fog
application can be any directed graph, while a service function chain is restricted to be a directed line graph. Naturally this limits the applicability of
SFC. [23] relaxes the line graph limitation to general graphs, but addresses
still a fairly different problem.
Another difference is in the way application parts are viewed. SFs are virtualized network functions (e.g. firewall or network access translation (NAT)),
which can be placed dynamically in the network using NFV and replace the
statically placed network hardware. Thereby, the placed network functions
can be shared by different service chains. Service chains denote a sequence
of network functions which a make up a service. To route the traffic over
specific paths, SDN is used. The flexibility of SFC makes it possible to dynamically define SFCs up to the level of individual user requests.
Similar to VMP and VNE, in SFC, service functions are placed so as to optimize certain objectives. These objectives can range from maximizing the
acceptable flow rate, minimizing the energy costs [19], latency [1] to minimizing capital and operational expenditures [2].
The fact that SFs can be shared leads to significantly different requirements
than in fog application allocation, where equivalent application parts can not
be shared between applications. This limitation, combined with the distinct
line graph-structure of a service chain, are the main distinctions between
SFC and fog application allocation.

2.5

Taxonomy of Related Literature

As the reviewed papers have shown, many requirements have already been
studied. In Table 2.1, we compare the applicability of the previously reviewed research areas to the fog allocation characteristics defined in Section 1.2.
As we can see, none of the three examined research area addresse all of our
problem characteristics. VMP addresses only some characteristics, while
VNE shares many of our requirements, differing only for LB and HN. In
consequence, we can adopt some of the ideas of VNE for our work for the
context of fog allocation.
SFC shares several features of fog application allocation such as NC, LC, FP,
DE, LB. But considering the restricted complexity of the applications, we
only see a limited applicability for fog application allocation.

Table 2.1: Comparison of related work in terms of fog application allocation
characteristics from Section 1.2; Symbols: 3: Applicable, 7: Not Applicable,
B: Partly Applicable.
Characteristics
Constrained fog nodes (NC)
Constrained fog links (LC)
Flexible placement (FP)
Dynamic environment (DE)
Location-bound nodes (LB)
Multiple applications with
different objectives and scales (MAOS)
Heterogeneous fog nodes (HN)

Research Area
VMP VNE SFC
3
B
3
3
7

3
3
3
3
7

3
3
3
3
3

B

3

7

7

B

B

Chapter 3

Fog Application Allocation

Based on the characteristics of fog application allocation (Section 1.2) and the
insights gained from the literature analysis, we formally introduce the Fog
Application Allocation Problem (FAAP), which is a constrained optimization problem. Furthermore, we provide a proof that the FAAP is NP-hard in
general. Finally, we present different solution approaches, i.e the optimal solution by using a linear integer programming formulation as well as several
polynomial-time heuristics.

3.1

Fog Application Allocation Problem

In essence, the Fog Application Allocation Problem is the task of optimally
mapping a distributed application consisting of several app nodes to the fog
network nodes under certain constraints.
In the following, we present the formal model definition. We model the
application as a graph.
Definition 3.1 An app graph is defined by a 4-tuple A = (V, E, w, ω ).
Set V denotes the app nodes. The app edges model the directed data flow
between the app nodes and are denoted by E ⊆ V × V. Each app node
v ∈ V is assigned a weight by the weighting function
w : V −→ R,
which represents the resource requirements of v, e.g. the needed CPU capacity. Each app edge e is assigned a weight by the weighting function
ω : E −→ R.
Function ω represents the data bandwidth bandwidth required for the communication between the incident nodes or more general: the cost of communication between nodes.
11

A real application is likely to have changing resource demands. To limit the
complexity of our model, we assume that the workload of the app nodes
as well as the data flow of the app edges is constant over time, using worst
case values for node and edge weights. The app edges model the directed
exchange of data between the app nodes which is why we model the application graph as a directed graph.
The app graph can contain multiple distinct applications. In this case, the
graph is not connected and each component can each be seen as an individual
application.
Similar to the application, the fog network is characterized as a graph as
well.
Definition 3.2 A fog graph is defined as a 3-tuple F = (V̂, Ê, ŵ).
The set of fog nodes is denoted by V̂. The set fog links is denoted by Ê. There
is an edge e = (u, v) ∈ Ê if and only if there is a direct communication link
between u and v. Each fog node v ∈ V̂ has a limited capacity, which is
assigned by the weighting function
ŵ : V̂ −→ R.
S ⊆ V denotes the set of location-bound app nodes and is determined by
the mapping function σ.
Definition 3.3 The allocation of the location-bound app nodes is given a priori by
function σ:
σ : S −→ V̂.
It is possible that an instance has no location-bound nodes. In this case, S is
empty: S = ∅.
In conclusion, an instance of the FAAP consists of three different parts: the
application graph, the fog graph and the location-bound mapping. We denote such an instance by Q = ( A, F, S, σ).
Figure 3.1 illustrates an example of the allocation problem with a simple
problem instance. It shows an application graph on the left (green), the
physical fog network on the right (grey) and the location-bound mapping
illustrated by the dashed red arrows. The application graph has six nodes
with numbers inside the vertices which represent the computational costs
w of the app nodes. The numbers on the edges represent the used network bandwidth ω of the app edges. The fog nodes are labelled with their
resource capacity ŵ. The application nodes S1, S2 and Act (dotted) are
location-bound nodes which have to be mapped to their corresponding fog
nodes (blue border).

The application is a simple example of a possible application type we envision for fog deployment. It pictures a control loop with two sensors (S1, S2)
which send data to the receiver node (Rcv). The receiver node then forwards the data to a preprocessor (PreProc), which aggregates the data and
then sends it to a node which produces a decision (Decision). This decision
is then forwarded to an actuator (Act) which executes the decision. Control
loops of this kind are often used in industry. For example, this control loop
could be part of a manufacture process where faulty items are detected by
a camera (sensor) and removed from the assembly line automatically with
the detection involving several computation steps.
A p p Gr ap h

M ap p i n g

8
D eci si on

Fog Gr ap h

1

1

3

Act

8
15

4

Pr ePr oc

Rcv

20

1
S1

20

15

6

5

1

1

1
11 11

S2

Figure 3.1: Allocation problem from app example graph to a fog network

Besides its exemplary status, Figure 3.1 also introduces the visual notation
we will use consistently in our illustration of different aspects of the FAAP
in the further course of this thesis.

3.1.1

Allocation

Definition 3.4 The allocation of the app nodes onto the fog nodes is denoted by
function
µ : V −→ V̂
To define an optimal allocation, we will introduce a cost function and certain
constraints on µ in the following sections.
Shortest path A path P denotes a sequence of fog nodes. A mapped app
edge represents a path on the fog graph.

Definition 3.5 Function Π : V̂ × V̂ −→ P returns the shortest path between any
fog node pair. The shortest path is the path with the fewest hops.
Using Π, we can identify the fog links which are utilized by a specific app
edge. The shortest data path Pe of an app edge e = (u, v), where u, v ∈ V,
on the fog network F can be expressed by the mapping µ and the shortest
path Π as follows
µ(v)

Πµ(u) = Pe .
Definition 3.6 Cardinality function Π Pe denotes the number of hops in path Pe .
Figure 3.2 illustrates the shortest path function Π. It shows an app graph
with two app nodes u and v connected by a edge of weight 5. Both app
nodes are already mapped (illustrated by the red dashed arrow). The shortest path on the fog graph (right hand side) is shown by the dark green
µ(v)
curved line. For this example we find that Πµ(u) = ((10, 6), (6, 5)) and
µ(v)

Πµ(u) = 2.
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Figure 3.2: Illustration of shortest path Π

3.1.2

Cost Function

Having defined the necessary helper functions, we now introduce the cost
function.
Definition 3.7 The communication cost c is the total transferred data on the fog
network caused by a mapping µ:
c=

∑

(u,v)∈ E

µ(v)

( ω(u,v) · Πµ(u) ).

We use this cost function for several reasons. On the one hand, it minimizes
the bandwidth usage on the fog links. Bandwidth usage reduction is one of
the main objectives of fog deployment. To achieve minimal cost, connected
app nodes have to be placed closely together to avoid sending data over
multiple hops. On the other hand, this clustering of connected app nodes
implicitly reduces latency between app nodes as it reduces the path length.
The cost function therefore addresses both main objectives we have specified
in the problem characteristics in Section 1.2.
The communication cost for the previously shown example in Figure 3.2
would be 10 as we only have one app edge e, which is mapped to a path of
length 2 and weighted by a factor ω (e) = 5.

3.1.3

Constraints

To ensure that the fog nodes are not overloaded, we define the following
constraints.
Definition 3.8 Resource constraint:

∑

w(v) ≤ ŵ(v̂)

∀ v̂ ∈ V̂

v ∈ V s.t. µ(v)=v̂

This constraint makes sure that for each fog node v̂, the sum of the weights
w(v) of the app nodes which are mapped onto the fog node is smaller or
equal than the fog node capacity ŵ(v). This means that the allocated app
nodes do not exceed the fog node resources.
To simplify the notation of the mapping from fog nodes to application parts,
we define relation µ−1 (v̂).
Definition 3.9 Relation µ−1 returns the set of the app nodes which are mapped
onto fog node v̂
µ−1 (v̂) = { x ∈ V | µ( x ) = v̂}
This simplifies the notation of the resource constraint to:
Resource constraint :

∑

w(v) ≤ ŵ(v̂)

∀ v̂ ∈ V̂

v ∈ µ−1 (v̂)

To ensure the correct placement of the location-bound app nodes, we have
to introduce a second constraint.
Definition 3.10 Location-bound constraint:
µ(s) = σ(s)

∀s∈S

This constraint makes sure that app nodes that are location-bound are mapped
to their assigned fog node.

3.1.4

Formal Problem Definition

Having defined the cost function and the constraints, we can now state the
constrained optimization problem.
Definition 3.11 The Fog Application Allocation Problem (FAAP) is defined for a
given instance Q = ( A, F, S, σ) as finding a mapping µ : V −→ V̂ such that:
c=

minimize
µ

subject to

∑

µ(v)

( ω(u,v) · Πµ(u) )

(u,v)∈ E

∑

w(v) ≤ ŵ(v̂)

∀ v̂ ∈ V̂,

µ(s) = σ(s)

∀s∈S

v ∈ µ−1 (v̂)

and

The solution of this constrained optimization problem is a valid mapping µ
with optimal cost c.

3.1.5

Allocation Examples

To get a better feeling for the working of the cost function, we present two
different mappings for the previously shown example problem instance (Figure 3.1). The following mappings are chosen so that the resource as well as
the location-bound constraints are respected.

Optimal Allocation Figure 3.3 shows a possible allocation for the example
of Figure 3.1.
Using the cost function defined in Subsection 3.1.2 and defining helper funcµ(v)

tion c(u, v) = w(u, v) · Πµ(u) , the cost of this mapping results in
c = c(S1, Rcv) + c(S2, Rcv) + c(Rcv, PreProc) + c(PreProc,Decision) + c(Decision, Act)

= 11 · 1 + 11 · 2 + 20 · 1 + 8 · 1 + 1 · 1
= 62.
This mapping is an optimal allocation with respect to the problem Definition
3.11.
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Figure 3.3: Optimal mapping

There exists another optimal solution for this instance which would place
the app node Rcv onto the fog node weighted with 5, the PreProc-app node
onto the fog node weighted 15 and the app node Decision onto the fog node
weighted 20. This mapping also results in cost c = 62. As this is a small
example, the optimal solution was found by manually checking possible
allocations.

Suboptimal Allocation Figure 3.4 show another possible allocation for the
same example. This time, the costs are

c = 11 · 2 + 11 · 3 + 20 · 0 + 8 · 1 + 1 · 1

= 64.

This allocation results in a slightly higher cost than the previous allocation
although the allocation eliminates the highest weighing edge (Rcv,PreProc)
which is weighted by 20. This indicates that finding an optimal solution for
the FAAP is not trivial, which is confirmed in the next Section 3.2 about the
computational complexity of the FAAP.
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Figure 3.4: Suboptimal Allocation

3.2

Complexity

The FAAP is a computationally hard problem. Even the decision problem,
which is the problem of finding a mapping µ such that the constraints are
fulfilled, is NP-complete. We show this with following proof.
Theorem 3.12 The FAAP is NP-complete.
Proof The proof works by reduction from the decision variant of the variablesized bin packing problem, which is known to be NP-complete [11]. The
decision variant of the variable-sized bin packing problem is the problem
of packing items of various sizes into a predetermined number of bins of
different sizes.
Given an instance of the variable-sized bin packing problem, proceed as
follows to reduce the instance to a FAAP instance:
1. Generate the app graph by transforming each item into an app node.
The resource usage of the app node is the weight of its corresponding
item. The resulting app graph has no edges A = (V, ∅).
2. Generate the fog graph by transforming each bin into a fog node with
the resource capacity equivalent to the bin size. Add edges to the fog
graph arbitrarily until the fog graph becomes connected.
3. No location-bound nodes are used.
Find a solution to the decision variant of the initial bin packing problem
which is NP-complete. The packing of an item into a bin is equivalent to the

mapping of a app node onto a fog node. Therefore the decision variant of
the FAAP is NP-complete as well.

We illustrate the proof with a simple example in Figure 3.5, which shows an
instance of the bin packing problem. The red numbers denote the weight of
the items while the blue numbers denote the size of the bin.
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Figure 3.5: Bin packing instance

Figure 3.6 shows the resulting FAAP instance and the optimal mapping.
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Figure 3.6: FAAP instance and mapping
Remark 3.13 The edges of the app graph as well as the fog graph do not have an
influence on the decidability of the FAAP as its feasibility is only dependent on node
constraints.
Remark 3.14 In general, the location-bound nodes do not have an influence on the
complexity of the decision variant of the FAAP. If there are location-bound nodes, the
decision variant gets easier as some nodes are already decided. In turn the locationbound nodes have an influence on the complexity of the optimization variant. Quan-

tifying this influence is not trivial. For instance, if all nodes are location-bound, the
problem is trivial but adding location-bound nodes can make the problem harder in
some cases.
Corollary 3.15 The optimization variant of the FAAP is at least as hard as the
decision variant because finding an optimal mapping µ also yields a feasible bin
packing solution. Therefore the optimization variant of the FAAP is NP-hard in
general.

3.3

Allocation Algorithms

In this section, we present different allocation algorithms which aim to solve
the FAAP. We show how to solve the FAAP optimally with linear integer
programming techniques and then go on to introduce three different fast
heuristics.

3.3.1

Optimal Allocator

We can solve the FAAP optimally using linear programming techniques. In
the next section, we will briefly introduce linear programs in general, followed by the formulation of the FAAP as an integer linear program.
3.3.1.1

Integer Linear Programming

Linear programming is a well studied technique to formulate and solve problems with a linear structure. A linear program consists of a linear optimization function as well as a number of linear constraints on the variables. The
canonical standard form of a linear program has following structure:
minimize

cT x

subject to

Ax ≤ b

x

x≥0
Ordinary linear programs (where x ∈ R) can be solved optimally in polynomial time. Many approaches have been developed to solve linear programs
including the simplex method, which is one of the most applied methods
for this kind of problems. If the decision variables are constrained to be integers (Integer Linear Program or ILP), the problem becomes NP-complete. For
ILPs, there exist various optimization techniques such as branch-and-bound,
price-and-cut and preprocessing to improve the tractability of the problem.
There exist various tools which take the linear program as an input and
return the values for the variables such that the problem is solved optimally.
Those solvers make use of sophisticated optimization techniques.

The advantage of the linear programming approach is its general applicability. Every problem of linear nature can be formulated as a linear program
and in consequence also be solved optimally by a solver. While linear programs can be solved efficiently in polynomial time, ILPs can generally only
be solved in non-deterministic polynomial-time due to their complexity.
In this thesis, we make use of two commercially available solvers which are
free to use for academic purposes: Gurobi [14] and SCIP [12][13]. For a more
in-depth explanation about Integer Linear Programming, we recommend a
look at A Survey of Linear and Mixed-Integer Optimization Tutorials [24].
3.3.1.2

ILP Formulation of the Fog Application Allocation Problem

We can formulate the FAAP as an ILP with minor changes of the original
formulation introduced in Section 3.1.4. Having an ILP formulation of the
problem is a valuable advantage, as there exist solvers which can solve this
class of problems optimally.
The ILP formulation of the FAAP looks as follows:
minimize c =
y

∑

(ω (u, v) ·

(u,v)∈ E

∑

subject to

∑

Πv̂û · (z(u, v, û, v̂) + z(u, v, v̂, û))

(û,v̂)∈V̂ ×V̂

y(u, û) = 1

∀ u ∈ V,

(3.1)

∀ û ∈ V̂,

(3.2)

û ∈ V̂

and

∑

w(u) · y(u, û) ≤ ŵ(û)

u ∈ V

and

z(u, v, û, v̂) ≤ 1

(3.3)

and

z(u, v, û, v̂) ≤ y(u, û)

(3.4)

and

z(u, v, û, v̂) ≤ y(v, v̂)

(3.5)

and

z(u, v, û, v̂) ≥ y(u, û) + y(v, v̂) − 1

(3.6)

and

y(u, û) = 1

∀(u, v, û, v̂) ∈ E × V̂ × V̂,
∀ (u, û) ∈ S
(3.7)

In ILPs it is not possible to implement a mapping function like µ, as the
output of the function would have to be another object. In the case of µ it
would have to be a fog node. To circumvent this limitation, it is common to
use a binary indicator function which decides whether some condition for
an object is true or false. We use the function y : (V × V̂ ) −→ {0, 1} in our
ILP formulation which decides if an application node is mapped to a fog
node and is equivalent to the mapping function µ.
To decide if an application edge is mapped to a specific path between two
fog nodes we introduce function z : ( E × V̂ × V̂ ) −→ R+ . This function acts
pairwise and either returns 1 if app node u is mapped on fog node û and v
is mapped on fog node v̂ or vice versa. Although z is a positive real valued

function, its output is forced to be binary by four constraints (3.3, 3.4, 3.5,
3.6).
Indicator function z is needed in the cost function c where the shortest path
costs have to be summed up. The shortest path length between two fog
nodes Πv̂û is assumed to be available and is not computed by the solver.
Using only the shortest path length and not the explicit path has the advantage that we do not have to explicitly state the paths in the ILP formulation
as well. This reduces the overall complexity of the formulation.
The first constraint (3.1) makes sure that each app node is only mapped
to one fog node. The second constraint (3.2) makes sure that the fog node
capacities are not exceeded by the mapped app nodes. The following four
constraints connect the binary decision function y with the helper function
z. z is needed because otherwise there would be a nonlinearity in the cost
function (y(u, û) · y(v, v̂) = z(u, v, û, v̂)). For a more detailed explanation of
this binary linearization we refer to [21]. The last constraint (3.7) ensures
that all location-bound app nodes are mapped to their assigned fog node.
For the model variation with the latency deadline (Section 3.4.1), the ILP
formulation can be found in Appendix B.
Linear program relaxation D-ViNE, a solution approach for the VNE, solves
instances by a relaxation of the decision variables. We did a brief examination of the applicability of a relaxation solution approach for the FAAP
and came to the conclusion that a relaxation similar to the one in D-ViNE
does not lead to good solutions for the FAAP. A more in-depth study of
this approach with a sophisticated rounding technique might lead to better
solutions. This subject could be interesting to address in future work.

3.3.2

Allocation Heuristics

In this section, three heuristics to solve the mapping problem are presented
and motivated. Using a heuristic has the advantage of calculating a good
solution in reasonable time. In turn, the solution is not optimal most of the
time, which means that there is a trade-off between runtime and quality.
Although the three presented heuristics highly vary in their level of sophistication, they all share some common features. They all work greedily and
iteratively find mappings for the app nodes. Therefore they have to keep
track of the remaining resources already used on the fog nodes. They can
fail and return 0 if they deem a problem instance infeasible. Furthermore,
we present a runtime complexity analysis for all presented heuristics as well
as a performance worst case analysis using example problem classes. We
then go on to evaluate the heuristics empirically in the following Chapter 4
and also compare them to the optimal solution.

3.3.2.1

Node Constraints Allocation

The Node Constraints Allocator (NCA) is the most straightforward of the three
presented heuristics. As the name indicates, this algorithm aims to satisfy
the resource constraints of the fog nodes and therefore mainly aims to find
a feasible and not necessarily the optimal solution. It does not explicitly
optimize for communication cost. As the constraints are not dependent on
the connections i.e. edges between the nodes, the problem that the NCA
solves, is in essence a variation of the bin packing problem. As we have
seen in Section 3.2, the bin packing problem is known to be in NP-complete
and therefore we use the first-fit bin packing algorithm [11], which is a 2approximation for the bin packing problem.
The logic of the NCA is described in Algorithm 3.1. As a first step, the
app nodes and fog nodes are sorted by their weight. In line 4, a mapping
from fog node to the resources is created which also helps to keep track of
the available resources of the fog nodes. In a next step, all location-bound
nodes are added to the mapping (AddAllLocationBound, line 5). After
that, the remaining app nodes are mapped in order of their weight. Thereby
the sorted fog node list is traversed until a fog node with enough remaining
capacity is found in a first-fit manner (FindFirstFit). If no such fog node
is found, the problem instance is deemed infeasible. After all nodes are
mapped, the algorithm returns the mapping.
Algorithm 3.1 Node Constraints Allocation
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

procedure NodeConstrAlloc(AppNodes, FogNodes, LbNodes)
sAppNodes ← SortByWeight( AppNodes)
sFogNodes ← SortByWeight( FogNodes)
m ← new Mapping
AddAllLocationBound(m, LbNodes)
for all a ∈ sAppNodes do
if a ∈
/ LbNodes then
f = FindFirstFit(sFogNodes, a)
if IsDefined(f) then
AddMapping(a, f )
else
return 0
return m

The NCA implicitly reduces the cost as its first-fit approach makes it likely to
pack several app nodes onto one fog node which results in zero bandwidth

cost for connections between those app nodes. We also expect this algorithm
to perform well in finding a solution, but to produce results with suboptimal
costs for many problem instances as it strives for feasibility and not for
optimality.
Time Complexity The runtime of the algorithm is O(|V | · log(|V |) + |V̂ | ·
log(|V̂ |) + |V | · log(|V̂ |)), where |V | is the number of app nodes and |V̂ | the
number of fog nodes. Two factors contribute to the complexity. On the one
hand, the app node list as well as the fog nodes list has to be sorted, which
takes O(n · log(n)). On the other hand, the algorithm has to iterate over all
app nodes calling FindFirstFit. FindFirstFit takes O(log(|V̂ |)).
Worst Case Analysis We use the first-fit algorithm which is a 2-approximation for the bin packing problem. But we cannot provide an approximate
performance guarantee for the FAAP although the decision problem of the
FAAP is equivalent to the decision variant of the bin packing problem in
terms of computational complexity. This is explained by the different cost
functions of the problems. While the cost function of the FAAP relies on the
connections between the nodes, for the bin packing, only the node capacities
contribute to the cost.
To illustrate this, we develop a simple example which shows that the NCA
performs arbitrarily suboptimal even in very simple scenarios. Based on this
scenario we can show a lower bound for the worst case. In the scenario, we
have three weight classes of nodes and edges: large (L)  medium (M) 
small (S). For this scenario, we don’t have to assume a concrete size ratio
between the weight classes. Simply assuming that a larger app node does
not fit on a smaller fog node suffices (e.g. a medium app node doesn’t fit
on a small fog node). We look at a problem instance with following scheme
(left: application graph, right: fog graph):

L

L

L

L

L

S

L +?

k

The app graph is a trivial graph with two large nodes and a large edge in
between. The fog graph is a line graph which consists of two large nodes
followed by k − 1 small nodes and ends with a large node which has a
slightly higher capacity than a normal L-node (L + ε).
An optimal mapping would look like this:

L

L

L +?

S

k

L

L

L

Both app nodes are mapped as close as possible which results in cost cOPT =
L.
In turn, the NCA produces following mapping:

L

L

L +?

S

k

L

L

L

The first app node is mapped to the largest fog node (L + ε) and the second
to the next large fog node following the weights in descending order. Obviously this mapping is not optimal, as the data produced by the first app
node has to traverse k − 1 small fog nodes (k hops) until it finally arrives at
the second app node resulting in a cost of c NCA = kL.
Comparing the cost of the Node Constraints Heuristic to the optimal cost
cOPT = L, we find that the solution is at least k times worse than the optimal
solution in the worst case: Ω(k ) = Ω(|V̂ |).
3.3.2.2

Greedy Node Collocation Allocation

We have seen that the Node Constraints Allocator can produce results far
from optimal, even with simple problem instances. Therefore, we introduce
a more sophisticated allocator which we call the Greedy Collocation Allocator
(GCA). The idea of this algorithm is to minimize the cost by eliminating
the app edges with the highest edge weights. This is done by collocating
the app nodes of an edge on the same fog node one by one in descending
order of their edge weights. As the cost function minimizes the data that is
transferred over the fog links, trying to greedily eliminate the largest edge
weights seems a natural approach.

Algorithm 3.2 Greedy Node Collocation Allocation
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

procedure CollocationAlloc(AppGraph, FogNodes, LBNodes)
sEdges ← SortByWeight( AppGraph.edges)
m ← new Mapping
AddAllLocationBound(m, LbNodes)
for all ( a1, a2) ∈ sEdges do
( f 1, f 2) ← FindBestFogNode( a1, a2)
if IsDefined(f2) then
AddMapping(a1, f 1)
AddMapping(a2, f 2)
for all a ∈ GetUnmappedNodes(m, AppGraph) do
f ← GetGoodFogNode( a)
if IsDefined( f ) then
AddMapping(a, f )
else
return 0
return m

17:
18:
19:
20:
21:
22:
23:

procedure FindBestFogNode(a1, a2)
if BothNodesAlreadyMapped(a1, a2) then return 0
else if NoNodeMapped(a1, a2) then
return FindFogNodeWithEnoughCapacity(a1, a2)
else if OneNodeAlredyMapped(a1, a2) then
return FindClosestFogNodeToAlreadyMapped(a1, a2)

The detailed logic of the heuristic is described in Algorithm 3.2. In a first
step, a list of all app edges descendingly ordered by their weight is created
(line 2). Similar to the NCA, the algorithm proceeds to create a mapping
(line 3) and adds the location-bound nodes (line 4). After that, the main
loop of the algorithm tries to map all edges. This is done by iterating over
the sorted edge list and with the help of the FindBestFogNode-call (line
6). This call returns the two best possible fog nodes to map the app nodes
onto. Ideally, the best fog node is the same for both app nodes such that the
edge weight is eliminated. But as this is not always possible, the call has to
treat three different cases: if both app nodes are already mapped, it returns
nothing (line 19). If no node is mapped, it searches for a fog node which can
host both app nodes. If no fog node with enough capacity is found, it will
map the app nodes later and if there are several, a random one is chosen
(line 21). In the last case, one node of the app edge is already mapped (line

22). In this case it tries to map the other app node as close as possible to the
other on the fog network (line 23).
After the algorithm has finished iterating over the edges, it is possible that
there are some remaining unmapped app nodes. Those app nodes are the
ones which either did not fit in the previous loop or are single isolated
nodes in the app graph. The algorithm places them randomly on fog nodes
with enough remaining capacity which we will call good nodes in this context (lines 10-16). If it fails to find such a node, GetGoodFogNode returns
undefined and the instance is deemed infeasible.
Time Complexity The algorithm runs in O(| E| · log(| E|) + | E| · |V̂ | + |V | ·
log(|V̂ |)). First the app edges have to be sorted, which takes O(| E| · log(| E|)).
This is followed by two loops of which one iterates over all app edges | E| and
the other one over all fog nodes |V |. The first loop calls FindBestFogNode
which involves traversing the fog graph in order to find the closest fog node
with enough capacity left, which takes O(|V̂ |). The call GetGoodFogNode
of the second loop takes O(log(|V̂ )) assuming a heap data structure. On
many instances, the actual performance is much better than this worst case,
as FindBestFogNode doesn’t have to iterate over all fog nodes in most cases
and the second loop most likely only has to iterate over a small fraction of
all the app nodes.
Worst Case Analysis We develop a simple example which shows that the
Greedy Node Collocation Allocator performs suboptimally even in very simple scenarios. Based on this scenario, we can show a lower bound for the
worst case. As in the worst case scenario of the NCA, we again have three
classes of nodes and edges: large (L), medium (M) and small (S). For this
worst case analysis, we assume that L = 2M = 4S. We look at a problem
instance of following structure:
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On the app graph there are two large nodes with a large bandwidth usage
on the connecting edge. There is a (weakly) fully connected block with small
nodes interconnected with medium bandwidth usage.
An optimal mapping would look like this:
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The fully connected block is mapped completely to the fog node with the capacity of 2L. Thereby the edges of the fully connected block don’t contribute
to the cost function.
While the mapping of the GCA produces this mapping:

L

2L

L

M

M

M

S
L

L

L

M
M

M

M
M

M
M

This greedy mapping eliminates the large edge but now the 4 medium
weighted edges contribute to the cost function. This means that the cost
of the GCA are cGCA = 4M + S while the cost of the optimal solution are
cOPT = L + S. With our assumption about the ratios of the weight classes
we find that cGCA = 4 ∗ 2S + S = 7S and cOPT = L + S = 4S + S = 5S which
means that the GCA performs about 1.4 times worse than the optimal allocator for the presented example.
Generalized Example If we generalize this example by increasing the order of
the fully connected block K = (VK , EK ), we find that the cost of the heuristic
grows quadratically compared to the optimal solution under certain assumptions. With n = |VK |, we assume that the node capacity classes are as follows:
n2
L = nM
2 and the edge weight classes are as follows: S < M < L < b 4 c M.
This leads to the cost of the optimal solution still being cOPT = L + S while
2
the cost of the GCA becomes dependent on n: cGCA = b n4 c M + S. The fac2
tor b n4 c is the number of edges which contribute to the cost function if the
nodes of the fully connected block K are split equally and mapped onto two
neighboring fog nodes.

This shows a fundamental weakness of the greedy approach. By trying to eliminate the largest edge first, it misses the opportunity of eliminating a lot of
slightly smaller edges which, in combination, would reduce the cost much
more. Trying to fix this issue, the algorithm would have to collocate more
than one edge and chose the collocation which reduces the cost most. This
means that the algorithm would have to explore a larger area and only if it
would explore the whole instance it would be able to find the optimal solution. In consequence, this means it has to explore the instance on a global
level which is computationally intractable.
Worst case with location-bound nodes As this heuristic does not exploit the
knowledge about location-bound nodes, we can construct even simpler instances, which include location-bound nodes and lead to suboptimal solutions with this heuristic. The algorithm could place a node very far from
the area of the mapped location-bound node which results in a long path.
The following figures illustrate such a case with a fairly simple example. We
again assume that L = 2M = 4S for the nodes and and edges. The application graph contains a location-bound node S which is mapped on the fog
node S (blue border).
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An optimal mapping would look like this:
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The M-app nodes are mapped closely to the location-bound node and thereby
minimize the cost. The resulting mapping of the Greedy Collocation Allocator looks as follows:
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The M-app nodes are collocated on the fog node with the most remaining
resources disregarding the preallocated location-bound node. In this case
this has a large impact as this gap and therefore the cost grow with k. This
shows that the cost of the GCA is in Ω(k ) compared to the optimal solution
in such cases. Large fog graphs reinforce this phenomenon as it becomes
more likely that the heuristic places parts of the app graph in different areas
of the fog graph in a greedy manner.
To address this fragmentation problem, we have developed the Greedy Border
Allocator which solves instances of this kind optimally and is described in
the next section.
3.3.2.3

Greedy Border Allocation

The Greedy Border Allocator (GBA) approach is based on the idea of exploiting the knowledge about the mapping of the location-bound nodes. Starting
with the location-bound nodes, the algorithm greedily follows the edges by
taking the edges with the largest weight and trying to allocate the adjacent
node as close as possible. This way of traversing the graph solves the problem of fragmentation as we have encountered it with the GCA. The algorithm has two advantages: on the one hand, it implicitly reduced the node
weights by clustering the app graph densely in one area of the fog graph
and on the other hand it uses the edges of the location-bound nodes first. If
we assume that the location-bound nodes often output a large fraction of the
totally exchanged data (e.g. a periodically probing sensor), the algorithm is
able to minimize the contribution of those edges to the cost function first.
Algorithm 3.3 shows the detailed logic of the algorithm in pseudocode.
In a first step, it retrieves all edges which contain a location-bound node
(GetSortedBorderEdges). After this preparation step, the algorithm enters
a loop in which it iteratively adds the mappings. Inside the loop, as a first
step the next app node to map is determined. This is done by a call to
GetNextEdge, which retrieves the largest edge from the current edge list
(sBorderEdges). If there are no edges in this list, this means that the app
graph is unconnected or that there are no location-bound nodes. In this
case, the algorithm determines the app nodes which are disjoint to the already mapped and chooses one of them randomly . For this app node, a

random fog node with enough resources is then determined (line 19). If
there is none, the algorithm terminates. If there is one, the edges adjacent to
this app node are added to the border edges and the largest edge is returned
(lines 20-24).
Algorithm 3.3 Greedy Border Allocation
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

procedure BorderAlloc(AppGraph, FogNodes, LBNodes)
m ← new Mapping
AddAllLocationBound(m)
sBorderEdges ← GetSortedBorderEdges(AppGraph, m)
while IsIncomplete(m) do
( a1, a2) ← GetNextEdge(m, sBorderEdges)
f ← ClosestAvailableFogNode( a2, m( a1))
if IsDefined(f) then
AddMapping(a2, f )
else
return 0
UpdateBorderEdges(a2)
return m

14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

procedure GetNextEdge(m, sBorderEdges)
( a1, a2) ← GetLargestEdge(sBorderEdges)
if (IsDefined(m(a1)) then return ( a1, a2)
else
( a1, f ) ← GetNextRandomlyFromDisjointPart(m)
if IsDefined(f) then
AddMapping(a1, f )
UpdateBorderEdges(a1)
( a1, a2) ← GetLargestEdge(sBorderEdges)
if IsUndefined(a1) then goto 19:
return a1, a2
else
return 0

With GetNextEdge returning the edge with the already mapped app node
a1 and the next app node to map a2 (line 6) the algorithm proceeds as
follows. It chooses the fog node closest to the already mapped a1 with the
call to ClosestAvailableFogNode. This means that it chooses the same fog

node if there are enough resources left or the closest with enough resources
left in terms of hops determined by a breadth-first traversal. Having found
the fog node, it adds it to the mapping and adds all adjacent edges of a2 to
the sBorderEdges using UpdateBorderEdges. The call UpdateBorderEdges
also removes edges whose app nodes are both already mapped (lines 812). If no fog node with enough remaining capacity is found, the algorithm
deems the instance infeasible.
Time Complexity The algorithm has a runtime complexity of O(| E| · log(| E|) +
| E| · (|V | + log(|V̂ |) + log(| E|))). In a first step, the app edges are sorted and
stored as a max-heap in O(| E| · log(| E|)). In the main loop, the algorithm
implicitly iterates over all app edges O(| E|). Following, an overview of the
complexity of all calls in the main loop:
• The procedure GetNextEdge has a complexity of O(|V | + log(|V̂ |) +
log(| E|)) as it calls following procedures:
– GetLargestEdge: Involves a constant time look-up O(1), as the
border edges are stored in a max-heap data structure with a constant look up of the maximum element.
– GetNextRandomlyFromDisjointPart: Complexity of O(|V | +
log(|V̂ |)). The algorithm has to find the disjoint part as well as
find a fog node with enough capacity assuming a heap data structure.
– AddMapping: Constant time hash table update.
– UpdateBorderEdges: O(log(| E|)), as the additional edges has to
be inserted into the edge heap.
• ClosestAvailableFogNode O(log|V̂ |) as it has to do a search over all
fog nodes using a heap data structure.
• UpdateBorderEdges: O(log(| E|)) (see above) .
Combining these complexities we receive the complexity of all calls inside
the main loop: O(|V | + log(|V̂ |) + log(| E|) + log|V̂ | + log(| E|)) = O(|V | +
log(|V̂ |) + log(| E|)).
Worst Case Analysis The algorithm does not perform optimally in all situations. We develop an example which shows that the Greedy Border Allocator performs suboptimal in certain scenarios. Based on this scenario, we
can show a lower bound for approximation ratio. In the scenario we have
three classes of nodes and edges: large (L), medium (M) and small (S). As
for the worst case analysis of the GCA, we assume for this worst case that
L = 2M = 4S. Given an application graph of following structure:
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While the mapping produced by the GBA looks like this:
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The greedy border heuristic starts by collocating the two adjacent large app
nodes on the same fog node (2L). After that, it maps the medium app node
greedily as close as possible onto the medium fog node on the left of the 2Lfog node. This is the point where the heuristic takes a wrong turn and ends
up going into the wrong direction of the fog graph. After having mapped
the small app node even further to the left, the final large app node has to
be placed on the opposite side of the fog graph. As this is a large edge, it
contributes heavily to the cost function. The optimal solution avoids this by

allocating the medium app node on the right hand side of the 2L fog node.
The total cost of the solution of the GBA for this example is cGBA = S +
S + L(4 + k + 1) = 2S + L(5 + k ) while the cost of the optimal solution is
cOPT = 2S + kS + L = S(2 + k ) + L.
This means that the Greedy Border Heuristic is at least SL times worse than
the optimal solution in the worst case with k approaching infinity: Ω( SL ),
which is equivalent to Ω(1). In consequence, the GBA performs worse than
the optimal solution by a constant ratio. In this particular case, the ratio
between the large and small edge weights.
3.3.2.4

Heuristics comparison

As we have seen, although the presented heuristics are all of greedy nature
in the core, they have different advantages and disadvantages. If we look
at the worst case example of all three heuristics we can make an interesting
observation: the GCA would solve the instance where the GBA performed
suboptimally optimal, while the GBA solves the first worst case instance of
the GCA optimally in most cases and the instance with location-bound node
optimally in all cases. We expect the NCA to perform worse than the other
Allocators in most cases. Only when there are fog nodes with a significant
larger resource capacity than the average app node usage, the NCA could
have an advantage. In this case the NCA can pack sufficiently many app
nodes on a single fog node.
Table 3.1 shows an overview of the findings of this section. To simplify
the runtime complexity results, we assume that the fog graph order is only
different from the app graph order by a constant value c, i.e. |V̂ | = c · |V | =
n and that the number of edges is upper-bounded by O(| E|) = |V |2 .
Table 3.1: Summary of Allocator performance in terms of the runtime and
the lower bound of the approximation ratio.
Allocator
NCA
GCA
GBA

Time complexity

Approx. lower bound

O(nlog(n))
O(n3 )
O(n3 )

Ω(n)
Ω(n)
Ω (1)

Heuristic variation To improve the performance of our allocators without
a significant growth in runtime, we propose to do two things. First, running
all three heuristics on a problem instance and choosing the best result and
secondly, running the GCA and GBA multiple times. The first proposal
could work because the allocators have different performances on different
problem instances. The second proposal could work because of the non-

deterministic, random nature of those allocators.
We will present experimental results briefly for this improved heuristic in
Section 4.3.5.

3.4

Model Variations

In this section, two model variations which extend the model are introduced.
Those models aim to include the characteristics of fog application allocation
more precisely. For instance, the first model includes explicit latency constraints while the second model includes constraints on the fog network
links. As the model is extended, both variations incorporate additional constraints and thus increase the computational complexity of the problem in
general. This is why we concentrate mainly on the basic model of the FAAP
in the further course of this thesis.

3.4.1

Latency Constraints

We already have discussed the implicit reduction of the latency due to our
choice of the cost function. In a control loop environment, situations where
an application has to respond within a defined, hard time frame emerge.
For such instances our current cost function is not sufficient anymore. We
adapt the model therefore to include a latency limit constraint. This is done
by specifying a latency limit for a set of paths L on the application graph.
Each path l ∈ L is a sequence of app edges (e1 , . . . , en ) with ex ∈ E.
Definition 3.16 We define a function λ which assigns each latency path a maximum latency λ : L −→ R.
The maximum latency is defined in terms of hops on the fog graph, as we
have not explicitly assigned a latency to the fog link. We can add the latency
limit to the model by adding a latency constraint to the optimal allocation
formulation:
c=

minimize
µ

µ(v)

( ω(u,v) · Πµ(u) )

(u,v)∈ E

subject to
v ∈

and

∑

∑

w(v) ≤ ŵ(v)

∀ v̂ ∈ V̂,

µ(v)

∀ l ∈ L,

µ(s) = σ(s)

∀s∈S

µ−1 (v̂)

∑

Πµ(u) ≤ λ ( l )

(u,v)∈l

and

This means that each application path l mapped to the fog network gets
assigned a latency constraint. The latency thereby used is computed by
summing up all hops resulting from mapping the application path to the fog

network. We take a brief look into this variation of the model by formulating
it as an ILP and showing an experiment in Section 4.3.3.

3.4.2

Constrained Network Links

In this variation of the FAAP, we put a constraint on the fog links. The links
between the fog nodes might have an upper capacity, which should not be
exceeded when allocating containers on the fog nodes. Function ω̂ assigns
a weight to each fog link:
ω̂ : E −→ R, Link bandwidth
We explicitly define a mapping ϑ from the app edge to a path on the fog
network:
ϑ : E −→ Paths on F
A data path p of an app edge e = (u, v) with u, v ∈ V is represented by a set
of edges on the fog network:
ϑ (e) = { (µ(u), k̂1 ) , . . . , (k̂ n−1 , µ(v)) }
Similar to the definition of µ−1 , we can define the inverse mapping of ϑ, i.e.
the mapping from a fog link to the set of app edges mapped onto this link:
ϑ−1 (ê) = { x ∈ E | ê ∈ ϑ ( x )}
The optimal allocation problem is then adapted as follows:
c=

minimize
µ, ϑ

subject to

∑

µ(v)

( ω(u,v) · Πµ(u) )

(u,v)∈ E

∑

w(v) ≤ ŵ(v)

∀ v̂ ∈ V̂,

∑

ω(e) ≤ ω̂(ê)

∀ ê ∈ Ê,

σ(s x ) = v̂ x

∀ sx ∈ S

v ∈ µ−1 (v̂)

and

e ∈ ϑ −1 (ê)

and

With this adaptation, the model becomes more similar to the VNE-problem
which also incorporates link constraints. Algorithms like D-ViNE [6] would
present an approach for the solution of the problem with explicit path mapping. With explicit edge mapping, other aspects like path splitting might
also be interesting to address. This would shift the focus of the problem
from the node mapping problem to the path mapping problem.
We will not further look into this variation of the FAAP as the benefit of
having link constraints incorporated into the model currently does not seem
to outweigh the drawback of the added complexity. Therefore it is out of
scope for this thesis, but might be an interesting topic to address in future
work.

Chapter 4

Evaluation

In this chapter we evaluate the FAAP and the allocation algorithms presented in Section 4.3.5. In a first step, we describe the general methodology
used. We then go on to show how we implemented the methodology and
finally present the results and the insights from the conducted experiments.

4.1

Methodology

To evaluate the model and allocation algorithms derived in Chapter 3, our
goal is to answer two main research questions:
• How do the presented allocators perform for general setups with various configurations? How do they compare in terms of cost, runtime
and feasibility ratio, and for which instance types do they fail to produce good results?
• Is the model reasonable and applicable to real-world scenarios?
We thoroughly evaluated two options of empirical evaluation. It would be
beneficial to run experiments on a real fog environment, which is not possible, as there currently exist no industrial sites running a fog network. While
ABB has testbeds available which could serve as a fog computing environment, the scale of the netoworks is rather limited. Moreover, the networks
have largely static layouts, which would make it hard to explore a representatitve range of FAAP instances. In addition to this shortcoming, there
exists no readily available software framework for orchestration of fog applications. Such a framework would have to be able to reliably and flexibly deploy application containers onto the heterogeneous fog nodes. We
have carefully evaluated the applicability of the three most prominent cloud
orchestration frameworks for our purposes and present the results in Appendix A.
37

Due to the mentioned disadvantages, we decided not to run our experiments
on the testbed, but to develop a simulation framework instead. This simulation framework is able to generate, run and evaluate FAAP instances in
a very flexible manner. The simulator makes it possible to generate different kinds of problem instances, plug-in new allocators and even to modify
the cost function with a few lines of code. This allows us to run various
experiments and adapt them according to our needs.
In the following Section 4.1.1, we show which types of problem instances are
used in the experiments. The details of the simulator software are described
in Section 4.2.1.

4.1.1

Problem Instances

With the flexibility of the simulation approach, one has to be cautious about
the way the instances are generated. Taking careful assumptions about the
structure of the problem instances is crucial to generate instances with a
sufficient degree of realism. We introduce realistic fog and app graph classes
which serve as basic problem instances for the experiments. We also present
a real-world fog application currently deployed on industrial sites, in Section
4.1.2.
4.1.1.1

Cactus Graph - A Realistic Fog Graph

A cactus graph consists of connected trees and cycles with the restriction
that each edge can only be part of at most one cycle [25]. Figure 4.1 shows
an example of a cactus graph. This cactus graph consists of two cycles (1-2-3
and 3-4-5-6) which share node 3 but share no edges.

10
1
8
3

4

5

6

7

2

9

Figure 4.1: Example of a cactus graph.

Cactus graphs are good representations of physical fog networks. In previous work, it has been shown that 32% of all network topologies of wellknown internet topology-datasets belong to the family of cactus graphs [25].

This shows that it is reasonable to assume that a fog graph has the structure
of a cactus graph. For this reason we are using cactus graphs as our default
graph class for the fog network.

4.1.1.2

Series-Parallel-Decomposable Graphs - A Realistic App Graph

Series-parallel decomposable (SPD) graphs are a subclass of directed acyclic
graphs. It mimics an application with a data flow with splits and merges
and the well known structure of the map-reduce application models.
Series-parallel decomposability is defined recursively as follows: A directed
graph G = (V, E) is series-parallel decomposable if |V | = 1 or there are SPD
graphs G1 and G2 such that G = G1 ◦s G2 or G = G1 ◦ p G2 [7].
In this definition, ◦ p denotes the parallel composition which connects two
subgraphs in a parallel manner, i.e. the newly composed graph contains
both unconnected subgraphs without any new edges. The serial composition denoted by ◦s adds all possible edges going from the sink nodes (nodes
without any outgoing edges) of the first graph to the source nodes (nodes
without any incoming edges) of the second graph.
Figure 4.2 illustrates a possible SPD graph.
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Figure 4.2: Example of a SPD graph.
4.1.1.3

Connected Density Graphs

The connected density graph generator produces random graphs parametrized
by the graph order and density (degree of connection between nodes). The
density ratio ranges from 0 to 1. While a density of 0 denotes a simple spanning tree-graph, a density of 1 denotes a fully connected graph. We use this
graph class in an experiment where we study the influence of the density of
the fog network.

4.1.1.4

Location-bound nodes

For the location-bound nodes, we employ a simple generation approach.
We use a fixed ratio of all app nodes to be location-bound. Those app nodes
as well as the mappings to the fog nodes are chosen uniformly at random.
Additionally, we make sure that the random assignments do not violate capacity constraints of the fog nodes, by sampling only fog nodes with enough
remaining capacity.
We typically model sensors and actuators as location-bound app nodes, as
they have predetermined locations on the fog network. As we assume that
sensors produce a large fraction of the overall data, we could also assume
that edges coming from location-bound nodes tend to have larger edge
weights. In our generation approach we do not model such behavior. But as
we can see in the following section, this would be a reasonable extension for
our generation approach.

4.1.2

ABB Industrial Use Case

In this section, we present a concrete fog allocation use case with a real fog
application and a realistically modelled fog network.
4.1.2.1

Application

We use an application that is currently deployed on various industrial sites
as an exemplary fog application. As the details of the application are confidential, we call this application the ABB Control Application and use an
anonymized notation. Nevertheless, the application provided by ABB comes
with a detailed structure as well as weights for the node and edges. The
weights were gathered from a deployed application of this type.
The application itself consists of N control loops, of which each contains
a sensor and an actuator as well as a preprocessing block. The app graph
order |V | is dependent on N: |V | = 7N + 3. The output of all control loops is
aggregated in a global control state and then fed back to the actuators, which
are collocated on the same fog node as the corresponding sensor. There exist
two nodes, which act as partial aggregators and receive the output from
preprocessing blocks. Both partial aggregators receive an equal amount of
data. While Partial Aggr. 1 receives data from preprocessing blocks with
i ≤ N2 and Partial Aggr. 2 data where i > N2 ).
Figure 4.3 depicts the structure of the ABB Control Application. The figure
also shows the corresponding node and edge weights. The resource demand
of the app nodes ranges from 0.25 Million Instructions per Second (MIPS) for
the actuators to 27.55 MIPS and for the edges from 68 kbit/s to 3072 kbit/s
for the sensor output. The high sensor output, which is about a factor 10
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Figure 4.3: Scheme of the ABB Control Application
larger than the second largest edge, supports our assumption (Section 3.3)
that location-bound nodes tend to produce a large fraction of the exchanged
data.
4.1.2.2

Fog Network

We have already discussed the suitability of the cactus graph class to be
a reasonable assumption about the topography of a typical fog network.
Besides the topology, the choice of the resource capacity of the fog nodes
has a substantial impact on the performance of the allocators.
A brief investigation into typical scenarios of industrial sites such as factories or power grid substations, reveals that fog devices can be largely divided
into three classes. With the expected growth of the IoT, we estimate a realistic ratio of the three weights classes and the resource capacities measured in
MIPS for those classes to be uniformly distributed as follows:
1. Small IoT devices with low power make up about 60% of all fog devices.
They have a resource capacity range between 50-200 MIPS.

2. Medium-sized devices make up about 20% of all fog devices with a resource capacity ranging between 500-2000 MIPS.
3. Large devices, e.g multi-core server, make up about 20% of all fog devices. They have a resource capacity range between 4000-10000 MIPS.
In addition, we discount a utilization ratio of 50% from those capacities
to account for the operating system and other, non-fog software already
running on the machines.
Location-bound nodes To accommodate for the sensors and actuators, which
are location-bound, we generate N fog nodes in addition to the randomly
chosen cactus graph. Such an additional fog node can host exactly one sensor and one actuator.
The ratio between the number of all app nodes and the number of locationbound nodes is denoted as LocationBoundNodeRatio. For the ABB Control
Application, the LocationBoundNodeRatio is dependent on N. For N = 1,
there are 2 location-bound nodes by a total node count of 10. This ratio
is 0.2. In general, the LocationBoundNodeRatio is equal to 7N2N+3 for the ABB
Control Application. With N approaching infinity, we therefore see a LocationBoundNodeRatio of approximately 0.29.
Fog graph order The order of the fog network |V̂ | is chosen in relation to
the accumulated resource demand of the fog application. Thereby, we divide
the total resource usage of the application, ∑v∈V w(v) = 84.9N + 56.25, by
the average fog node capacity, denoted by v̂, and compute the fog graph
order as follows:
m
l
∑ v ∈V w ( v )
· q + N,
|V̂ | =
v̂
where q denotes the capacity ratio, i.e. the amount of spare capacity that
should available on the fog network after the applications have been allocated. We chose q to be q = 2.
This approach leads to comparably small scale fog graphs due to the scale
difference of the capacity classes. For example, the total resource usage of
the application for N = 1 is 141.15, while the average fog node capacity v̂
is equal to 862.5. Using the capacity ratio q of 2, we get 0.65 non-locationbound fog nodes. We use at least two non-location-bound fog nodes and
round the number of fog nodes up to the next integer for all cases. In addition to this, we add N location-bound nodes as described in the previous
paragraph.
Using the specified values for v̂, ∑v∈V w(v) and q, the order of the fog graph
is only dependent on N:
l 84.9N + 56.25 m
|V̂ | =
·2 +N
862.5
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Figure 4.4: Basic workflow of the simulator software

4.2

Implementation of Experiments

In this section, we explain the design of the simulation software and show
how we generated the previously presented problem instances.

4.2.1

Simulation Framework

We have chosen to develop the simulation framework in the programming
language scala1 . Scala combines functional elements, strong and static typing as well as a powerful type system with the established Java ecosystem.
To achieve full compatibility with Java, it runs on the Java Virtual Machine
(JVM).
For our simulator, we make use of the graph library scala-graph2 , which
offers a flexible graph data structure and simplifies graph operations like
graph traversal or shortest path finding.
The simulation software consists of four main parts: problem instance generation, allocation, evaluation and various input/output functionality. Figure
4.4 illustrates the simulator’s basic workflow.
In the following sections, different parts of the software are described in
detail. To test the performance of the different allocation strategies, they are
applied to different kinds of problem instances as described in Section 4.1.1.
The next section describes the process of generating FAAP instances.
We have published the simulation framework as open source software under the name FAAP Simulator. It can be found at following web address:
https://github.com/MSuter6/faap-simulator (date of publishment: 12.09.2018).
1 https://www.scala-lang.org/,
2 http://www.scala-graph.org/,
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4.2.1.1

Problem Instance Generation

To fully generate a complete FAAP instance Q, the application graph, the fog
graph as well as the location-bound mapping have to be generated. As we
have seen in Section 4.1.1, there are certain graph classes that are particularly
suitable for the mapping problem. Following, we show how to randomly
generate instances of the presented graph classes.
Cactus Graph To generate a cactus graph of order n, we use a procedure,
depicted in Algorithm 4.1.
Algorithm 4.1 Cactus Graph Generation
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

procedure CactusGraphGen(n, cycleTreeRatio, cycleCountRatio,
treeCountRatio)
nodes ← GenRandomNodes(n)
cycleN ← n ∗ cycleTreeRatio
singleCycleN ← cycleN ∗ cycleCountRatio
singleTreeN ← (n − cycleN ) ∗ treeCountRatio
g ← Graph.empty
while g.nodes != nodes do
r ← GetRandomNode(g)
if RandBool( ) == true then
g += GenRandTree(r, singleTreeN, nodes)
. Use r as root
else
g += GenRandCycle(r, singleCycleN, nodes)
. Cycle containing r
return g

To control the generation of the cactus graph, we utilize four parameters: the
order n; the cycleTreeRatio denoting the total ratio of nodes used to build
a cycle compared to a tree; the treeCountRatio which determines the node
count of the trees and the cycleCountRatio which is used to calculate the
node count of the cycles. Having computed the average tree size and cycle
size in lines 3-5, the algorithm starts to generate either a random tree or a
random cycle and adds it to the graph g. This is repeated until all nodes
have been added to the graph g.
Series Parallel Decomposable Graphs (SPDG) To generate a SPD graph
of order n we make use of the recursive definition of the SPD from Section
4.1.1.2 and show how to generate such a graph in Algorithm 4.2.

Algorithm 4.2 SPD Graph Generation
1:
2:
3:
4:
5:
6:

procedure SpdgGen(n, parallelSerialRatio, rangeSplitter)
if n == 0 then
return Graph.empty
else if n == 1 then
return Graph.singleNode
else

7:

(n1, n2) ← rangeSplitter (n)

8:

g1 ←SpdgGen(n1)

9:

g2 ←SpdgGen(n2)

10:
11:
12:
13:

if parallelSerialRatio < rand( ) then
return ParallelComposition(g1, g2)
else
return SerialComposition(g1, g2)

To control the generation of the SPDG, we utilize three parameters: the order
(n), the ratio between the number of parallel compositions and serial compositions (parallelSerialRatio) and the rangeSplitter: N −→ (N, N), which
determines the number of nodes which contribute to the first, respectively
the second subgraph in the recursion. Our default implementation of the
rangeSplitter is rangeSplitter (n) = (bn/2c, dn/2e)

Connected Density Graphs We generate the connected density graphs as
described in Algorithm 4.3. The algorithm works by first creating a random
tree which forms a spanning tree for the final graph. It then adds random
edges to the graph until the density level is achieved.
Algorithm 4.3 Connected Density Graph Generation
1:
2:
3:
4:
5:
6:
7:

procedure DensityGraphGen(n, density)
edgeCount ← (n − 1) ∗ (n − 1)2 ∗ density
baseGraph ← GenRandomSpanningTree(n)
edges ← Set.empty
while edges.size < edgeCount do
edges += GenRandomEdge(baseGraph)
return baseGraph.AddEdges(edges)

4.2.1.2

Location-Bound Mapping Generation

To generate location-bound nodes, we use the straightforward approach of
choosing a random app node and assigning it to a random fog node with
enough remaining capacity. We repeat the procedure until enough locationbound nodes are generated. The number of location-bound nodes is determined by the input parameter LocationBoundMappingRatio and denotes the
ratio of the number of location-bound nodes compared to all app nodes. In
certain cases, the generated fog graph makes it infeasible to find a suitable
number of location-bound nodes. We abort the problem instance generation
process in those instances.
4.2.1.3

Latency Path Generation

For the model variation with the latency paths (Section 3.4.1), we have to
generate paths in the app graph with latency limits. We generate the paths
by choosing a random app node and traverse its adjacent nodes randomly
until there are no adjacent nodes left or until a certain path length is reached.

4.2.2

Allocation

The simulation software provides a thin allocator interface which is implemented by different allocators. The allocators have to implement the runAllocation method which takes a FAAPInstance-object and returns a mapping.
4.2.2.1

Linear Program Solvers

To solve the FAAP exactly, it is formulated as an ILP and a solver is used. In
this thesis two different commercial Solvers were applied. While ILP-Solvers
typically have several proprietary input formats, most of them support the
.lp-format which is a non-standardized format but comes with a common
basic set of operations supported by all solvers. We use the program ZIMPL
[22] to generate the .lp-files, which are then processed by the solver. ZIMPL
is described by its developers as
“[...] a little language to translate the mathematical model of a
problem into a linear or nonlinear (mixed-) integer mathematical
program expressed in .lp or .mps file format which can be read
and (hopefully) solved by a LP or MIP solver.” 3
The two solvers we use are SCIP and Gurobi. SCIP is a solver developed
in Germany and free for use in an academic environment. Gurobi is a sophisticated commercial solver which is also free to use in academia. Gurobi
is generally known to have a good performance. Our experiences support
this claim, which is why we mainly use Gurobi for our experiments. A brief
3

Quote from http://zimpl.zib.de/, Accessed: 15.08.2018

empirical comparison between the runtime performance of both solvers applied to the FAAP can be found in Section 4.3.4.
Given a problem instance, we generate a ZIMPL file containing the ILP
formulation derived in Section 3.3.1.2. To compute the shortest paths - a
requirement for the ILP formulation - we utilize the the functionality provided by the scala-graph library. The generation step of the ILP takes a
certain amount of time. On one hand, all shortest paths have to be computed. This computation is completed in O(|V̂ |3 ) as we have to apply the
Dijkstra algorithm to all fog node pairs, also known as the Floyd-Warshall
algorithm [9]. On the other hand the .lp file has to be generated by ZIMPL.
The computational effort of both steps is negligible compared to the runtime of the ILP-solver. Therefore, the runtime of the whole generation step
is negligible compared to the actual runtime of the solution step of the ILP.
4.2.2.2

Heuristics

The heuristics were implemented following the scheme of the algorithms
in Section 3.3.2. As all heuristics have greedy components, we define a
common state which is inherited by all heuristics and extended for their
individual needs. The common state helps to keep track the mapping and
the remaining resources on the fog nodes.

4.2.3

Evaluation

In the evaluation step, the solution computed by the allocators is assessed.
In a first step, it is made sure that the solution does not violate any constraints. After that, the cost of the mapping is computed according to the
cost function (Definition 3.7). Using the Evaluator-interface, the simulation
software allows for alternative evaluators with different constraints and cost
functions to be plugged-in. We currently only use the default evaluator
which operates according to our formulation from Definition 3.11.

4.2.4

Input/Output

To improve the usability of the software, various importing and exporting
functionality was implemented.
4.2.4.1

Export

Problem instances The problem instances are exported to a human-readable
text-format without loss of information. This facilitates debugging in case of
error but in turn the plain text storage uses more memory. The graphs are

exported to the well-established dot-format4 which also allows for further
processing with external programs.
Plots One core component of the exporter is the generation of plots. The
simulation software supports the generation of line, bar and box plots which
are output into the native LATEX format tex. We were able to use the generated
plots directly in this thesis.
Visualization To get an immediate overview of the problem instances and
the solutions, visualizations of the graphs and the computed mapping can
be generated automatically. This is done with the Graphviz software suite5 ,
which comes with Latex support.
4.2.4.2

Import

With the importer, it is possible to re-import all previously generated artifacts exported by the exporter. This includes the generated problem instances, computed allocations as well as configuration parameters for the
experiment. This allows to easily rerun and reevaluate experiments using
different configurations.

4.3

Results

In this section, the performance of the allocators in terms of cost, runtime
and feasibility ratio is studied for a vast number of FAAP problem instance
configurations. We consider those three performance indicators the most important as we are interested in even finding a valid allocation, finding good
allocations and finding them in a reasonable time. In the first Section 4.3.1,
the impact of the problem scale is evaluated. The following Section 4.3.2
studies the performance for the specific industrial use case from ABB we
have described in Section 4.1.2. Section 4.3.3 briefly examines the variation
of the model with latency paths.
Runtime We denote the runtime of the allocators by t ALLOC where ALLOC
stands for the used allocator. For instance, the runtime of the GBA is denoted as tGBA . We use runtime and allocation time interchangeably.
Basic model configuration For the following experiments, the influence of
varying one configuration parameter was studied. Therefore, a configuration which serves as a basis is needed. We chose to run each experiment 100
times as a reliable sample size. We use a default app graph order |V | of 14
4 http://www.graphviz.org/doc/info/lang.html,
5 https://www.graphviz.org/,

Accessed: 14.07.2018
Accessed: 14.07.2018

Table 4.1: Basic model configuration for experiments.
Parameter

Base configuration

Experiment Repetitions
Allocators
App graph order |V |
Fog graph order |V̂ |
Fog Node Capacity ŵ
App Node Resource Usage w
App Link Bandwidth ω
LocationBoundMappingRatio
Fog graph type

100
Optimal (Gurobi) (OPT); NCA; GBA; GCA
14
7
uni f (0, 1)
uni f (0, 31 )
uni f (0, 21 )
0.1
Cactus Graph:
cycleTreeRatio: 0.6,
treeCountRatio: 0.2,
cycleCountRatio: 0.2
SPDG Graph:
parallelSerialRatio: 0.5,
rangeSplitter: (bn/2c, dn/2e)

App graph type

and a fog graph order |V̂ | of 7. We chose a relatively small problem scale in
order to be able to solve the instances with the optimal solver. Furthermore,
|
we chose an order ratio ||V
= 2, because we expect to run large or multiple
V̂ |
applications with more app nodes than fog nodes on our fog network. We
will run experiments up to a scale of 500 fog nodes and 1000 app nodes,
which is the scale we expect industrial fog networks and applications to
operate within.
We use uniformly drawn values for our fog and app node weights because
of our assumption of heterogeneous fog networks and applications. On
average, the fog node capacity of a single fog node is three times larger than
resource requirement of a single app node. Using a uniform distribution
to draw those values from, this ratio can vary highly, which is a desirable
effect, since we consider heterogeneous fog networks. Table 4.1 summarizes
the discussed parameter values. We ran our experiments on a machine with
a quad core CPU with a clock rate of 3.3 GHz and 24 GB of RAM.
Plots We use box plots and line plots to show results. If we use line plots
we do this for clarity and to visualize trends better. In turn we loose information about the variability of the result using line plots. To aggregate the
results of the 100 repetitions we use the median of all outcomes.
It is possible that the worst result of the optimal solution is worse than the
one of the heuristics. This is because the instances which are found to be

infeasible by the heuristics can actually be feasible and therefore contribute
to the worst cost of the optimal solution.
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Figure 4.5: Box plot scheme

We use the conventional way of showing box plots, as illustrated in Figure
4.5. The box plot shows a box ranging from the 1st to the 3rd quartile with
the median as a line in between. The upper fence (U-Fence) is computed by
adding the interquartile range IQR=(3rd quartile - 1st quartile) times 1.5 to
the 3rd quartile and the lower fence (L-Fence) equivalently by subtracting
the IQR · 1.5 from the 1st quartile. The upper whisker (U-Whisker) and
lower whisker (L-Whisker) are the largest respectively the smallest value
within the fence-range. Values outside of the fences are shown as outliers (x).
The box plots also contain a feasibility indicator which shows the percentage
of instances which were found to be feasible by the allocator. If the box is
completely filled by the respective color of the allocator, all instances were
feasible, in turn if its white, no instances were feasible.
Performance ratio plots We also make use of performance ratio plots, which
show how well an allocator performs compared to another. Usually, we use
those plots to compare the cost of the heuristics to the optimal cost.
Infeasible instances We show the results of all instances. If one allocator
deemed an instance infeasible, this instance won’t contribute to the cost
function. In cases where an allocator finds many infeasible instances this
can skew the results. We are aware of this phenomenon and keep it in mind
during the analysis of the experiments.
The plots contain legends which use the abbreviations of the allocator names
(Table 4.2).

Table 4.2: Abbreviations of Allocators

4.3.1

Allocator Name

Abbreviation

Optimal Allocator (ILP Solver)
Node Constraints Allocator
Greedy Border Allocator
Greedy Node Collocation Allocator

OPT
NCA
GBA
GCA

Problem Scale

In this section, we study the influence of various parameters related to the
problem scale. We look at the influence of graph order, graph density, node
resources and the location-bound node ratio.
4.3.1.1

Graph Order

In a first experiment, we examine the influence of the graph order (number
of nodes), which we expect to be the parameter of the FAAP with the highest
impact on cost.
Constant Ratio This experiment studies the influence of the graph order
of the application as well as fog graph on the problem when there is a
constant ratio between the orders of those graphs. The ratio is chosen to be
2 according to our basic configuration. A ratio of 2 means that the order of
the application graph is chosen to be two times larger than the order of the
fog graph (|V | = 2 |V̂ |).
In a first experiment, we ran the allocation algorithms with relatively small
instances, i.e. |V | ≤ 24. The reason for this is the exponentially increasing
runtime of the ILP solver Gurobi. The cost of this experiment are shown in
Figure 4.6. The figure reveals a few interesting observations.
As we expected, the NCA has the worst performance. While producing
significantly worse solutions in terms of cost, it also exhibits the largest
variability of all allocators. The GCA performs slightly better than the GBA
while also having a slightly higher variability. This is expected as we have
mentioned that for small instances we have almost no fragmentation of the
solution for the GCA. Also, the way we generate location-bound nodes is an
important factor. The GBA performs best if the weights of the edges leaving
location-bound nodes are large. As we place those nodes completely at
random, the GBA cannot perform optimal for those instances.
With the feasibility rate shown by the partly filled boxes below the box plots,
we can make a few observations. As we have expected, the NCA has the
best performance with respect to this measure and finds as many feasible

instances as the optimal allocator. The GCA shows the worst performance
in this regard, while the GBA is slightly better.
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Figure 4.6: Impact of graph order on cost; small scale with constant graph
order ratio.

Figure 4.7 shows the performance ratio rc of the heuristics compared to the
optimal solution rc = cOPT /c ALG . A value of 1 means that the heuristic
found an optimal solution while zero means that the heuristic was infinitely
worse than optimal solution. This graph allows for a finer grained view of
the performance of the different heuristics. We see that the performance of
the GBA improves while to the performance of the GCA get worse. For the
configuration with 6 fog nodes, the NCA performs only 0.171 times as good
as the optimal allocator on median, i.e. r NCA = 0.171. The values of the
other heuristics are rGBA = 0.413 and rGCA = 0.579.
The feasibility ratio on this graph is relative to the optimal feasibility ratio
and confirms that the NCA has found all feasible solutions.
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Figure 4.7: Cost ratio of heuristics compared to the optimal solution; growing graph order with constant order ratio between fog and app graph.

If we look at the runtime of the allocators in Figure 4.8, we make one main
observation. The solver is slowest by far, such that we have to use a logarithmic (log) scale to still see differences between the runtimes of the heuristics.
The linear growth of the solver runtime on the log scale also shows that the
runtime increases exponentially with growing problem scale. The hardest instance takes the solver about 500s to solve. Thereby, the variance also grows.
The heuristics have a consistent performance with a low variance in terms of
allocation time which is within the microseconds range. Thereby, the NCA
takes slightly less time than the GCA, which in turn takes slightly less time
than the GBA. This observation supports the time complexity analysis we
have conducted in Section 3.3.2.
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Figure 4.8: Impact of graph order on runtime; small scale with constant
graph order ratio.

Having looked at small instances in the previous experiments, we are now
interested in instances of larger scale. To visualize the trend better, we use
a line plot in Figure 4.9 (a). As all instances with |V̂ | ≥ 54 become feasible
for all allocators, we don’t show the feasibility rates. The cost reveal one
interesting result. The GBA performs significantly better than the GCA for
larger instances. This results supports our findings from the theoretical Section 3.3.2. We assume that this is mainly a result from the fragmentation
problem which occurs with the GCA if the fog graph gets too large.
If we look at the runtimes of the experiment in Figure 4.9 (b), we don’t
encounter any surprises. The runtimes look similar to the previous experiment. The NCA is significantly faster than the other allocators and seems
to have a near-linear growth, which supports our runtime analysis result
of O(nlog(n)). The others seem to grow polynomially with growing graph
order. This is also expected by our runtime analysis. Those times are still
in the sub-second range and therefore would still allow for near real-time
recomputation of the allocation with changing instances.
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Figure 4.9: Impact of graph order; large scale with constant graph order
ratio.
4.3.1.2

Impact of Fog Graph Order

In this experiment, we study the behaviour of the allocators with a growing
number of fog nodes and with a constant number of app nodes as we want
to gain insights about fog networks of different scales.
Figure 4.10 (a) shows the cost of this experiment. Interestingly, the optimal
cost stays almost constant. We suspect that the app nodes can be packed
with a similar density level for all fog graph sizes in this experiment. This
means that if the fog graph is sufficiently large, not the fog graph size but
the average capacity ratio is the limiting factor.
The NCA has a very high variability. As it chooses the mappings without
respecting the costs, we expect this result. Similar to the optimal solution,
the cost of the GBA stays relatively constant. This is because the GBA uses
the location-bound nodes to cluster the app graph in a dense region of the
fog graph and therefore reduces cost. In turn, the cost of the GCA grows
due to the fragmentation problem.
Figure 4.11 (a) shows the runtime of this experiment. The runtime of the
optimal allocator grows exponentially while the runtime of the heuristics is
slightly decreasing. Based on the runtime complexity analysis, we would
expect the runtime of the heuristics to grow. There are various factors that
can explain the observed behaviour. As the problem scales for this experiment are relatively small and the absolute runtimes are extremely small
(microseconds range), we believe that this runtime decrease is caused by
external factors like caching and JVM side-effects.

(a) Impact of fog graph order on cost.
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(b) Impact of app graph order on cost.
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Figure 4.10: Impact of variable graph order ratio on cost.

The first instances have a high infeasibility rate, since the fog graph is too
small: 4 fog nodes have to host 14 app nodes. Therefore this experiment
is also not informative in terms of cost as there are too few valid samples.
For larger scales, the feasibility rate becomes better, since more resources are
available.
4.3.1.3

Impact of App Graph Order

In this experiment, the behaviour of the mapping with growing app graph
order, while keeping the fog graph order constant, is studied.
Figure 4.10 (b) shows the cost and feasibility rate of this experiment. We see
that the feasibility decreases as the app graph becomes larger because there
are not enough available resources in the fog graph. The point where the
instances start to become infeasible is at 16 app nodes. The total amount of
resources which are available in the fog graph is computed by multiplying
the average fog node capacity by the number of fog nodes. If we look at
this measure, we see that for this experiment 0.5 ∗ 7 = 4.5 resources units
are available. For 16 app nodes we need 0.15 ∗ 16 = 2.4 resources units. The

ratio between available resources and the resource requirement becomes too
small, considering the ratio of the fog node capacity of 1 in contrast to the
the app node capacity of 0.3.
As the fog graph stays small, the GBA cannot leverage its clustering advantage and performs worse than the GCA. As usual, the NCA performs worst.
Regarding the runtime in Figure 4.11 (b), we see an exponential increase for
the solver. The heuristics have mostly constant runtime with small fluctuations which we expect to be caused by external factors.
(a) Impact of fog graph order on runtime.
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Figure 4.11: Impact of variable graph order ratio on runtime.
4.3.1.4

Impact of Fog Graph Density

The goal of this experiment is to examine the influence of the number of
edges in the fog graph compared to the number of nodes denoted as graph
density. As the cactus graph generator doesn’t allow for fine-grained control
of the edge count, the Connected Density Graph Generator (Section 4.2.1.1)
is used.
Figure 4.12 (a) shows the cost of the optimal mapping with instances with
increasing density of the fog graph. Interestingly, the density of the fog
graph seems to have no significant influence on the cost of the problem
besides the reduction of outliers with larger densities. We suspect that the
capacity of the fog nodes and not the number of links between the nodes is
the limiting factor in this experiment.
As the feasibility is determined only by node resource constraints, it is expected that the feasibility is not affected by the edge count which is confirmed by the plot.

Regarding the runtime in Figure 4.12 (b), we see a constant allocation time
for all density levels for the optimal solution. This is due to the way the ILP
is formulated. As all possible paths on the fog graph are included independent of the number of edges, the complexity of the ILP is not affected by the
graph density.
Similar to the previous experiment with the constant fog and app order
ratios, we see a slight decrease in allocation time for the heuristics. We
attribute those results again to external effects.
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Figure 4.12: Impact of graph density.
4.3.1.5

Impact of Fog Node Capacity

In this experiment, the influence of the relationship between app node resource usage w and fog node resource capacity ŵ is studied. We did not
use any location-bound nodes in this experiment as some generated graph
instances would not allow for the location-bound mappings due to node
constraints. While the application resource usage is constantly drawn from
uni f (0, 1), in this experiment the capacity of the fog nodes grows from
uni f (0, 0.1) to uni f (0, 3.1) in steps of 0.5. By letting the total resource capacity of the fog network grow much larger than the resource usage of the
application, we aim to simulate settings with high-capacity machines.
Figure 4.13 (a) shows the impact on costs for this experiments. It shows a
general cost decrease and a feasibility increase, as the capacities grow. This
is expected, as a fog node with a larger capacity allows to place more app
nodes on this fog node. The GCA performs better than the GBA but has a
higher variability and shows more outliers. The NCA starts to perform well
with larger fog node capacities, which can be explained by its greedy first-fit

nature.
We see an an interesting observation in Figure 4.13 (b). The runtime of all
allocators including the optimal allocator decreases. We suspect that this
can be explained on the one hand by the already mentioned side effects and
on the other hand by the fact that the heuristics don’t have to traverse large
parts of the fog graph as the app nodes can be placed densely in most cases.
We also think that similar effects explain the decrease for the solver. As the
solver acts as a black box, we are not able to give a final explanation for this
decrease.
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Figure 4.13: Impact of fog node resource capacity.
4.3.1.6

Impact of App Node Resource Requirements

In this experiment, we study the reverse case of the previous experiment by
using a constant fog node capacity while increasing the average app node
usage. We again do not use any location-bound nodes in this experiment.
Figure 4.14 (a) shows the cost of the problem with growing resource needs
of the application nodes. A look at the feasibility rate reveals that more
problems become infeasible as the resource demand of the app nodes grows.
As the feasibility is mainly determined by node resource constraints, this
result is not surprising. We see a slight increase for the cost which is likely
explained by the fact that the app nodes cannot be placed as densely, if they
need more resources.
For the instances with an average app node usage greater than 0.3, the values
for cost are not meaningful as there are too few valid samples. In terms of
feasibility, we see once again that the NCA has a comparable performance
to the optimal solution.

If we look at the runtime in Figure 4.14 (b), we see a small increase due to
the added complexity of finding a solution. Again, for the instances with a
large app node usage the results are not meaningful.
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Figure 4.14: Impact of app node resource requirement
4.3.1.7

Impact of Location-Bound Node Ratio

In this experiment we study the effect of the location-bound nodes. We
gradually increase the number of location-bound nodes from 0 until all app
nodes are location-bound. Since generating a location-bound mapping for
large LocationBoundMappingRatios is hard, given that the fog nodes have too
little capacity, we adjust the capacity accordingly. We draw the fog node
weights ŵ from uni f (0, 2) instead of uni f (0, 1).
Figure 4.15 (a) shows the cost. As expected, the costs converge for all allocators with growing LocationBoundMappingRatios. This is because the instances
loose a degree of freedom with each app node becoming location-bound. In
contrast to the other experiments, the GBA performs better than the other
allocators and also has less variability. This is due to the previously mentioned clustering effect. The feasibility rate is 100% for all allocators as the
fog capacity is enlarged, which means that there are enough resources available.
Figure 4.15 (b) shows the runtime. We suspect that it decreases as the problem gets easier with more location-bound nodes. For the solver, there is an
overhead caused by factors like the generation of the ILP file, the start up of
an external process and the parsing of the solution. This overhead is about
0.5 seconds and the reason why the solver is still significantly slower than
the heuristics.
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Figure 4.15: Impact of location-bound node ratio

4.3.2

ABB Control Application

In this section, we run experiments with the ABB Control App, which we
have introduced in Section 4.1.2.
Optimally solvable instances Figure 4.16 shows the cost for N’s ranging
from 2 to 27 in steps of 5. Interestingly, it is feasible to use the optimal
solver for much larger problem instances than in the generic experiments of
Section 4.3.1. With N = 27, we use 192 app nodes and 11 fog nodes, i.e. a
large ratio between the fog graph order and app graph order. The fog graph
order has a larger impact on the ILP formulation than the app graph order.
This is due to the quadratic number of fog node pairs which are included in
the ILP formulation due to the listing of all shortest paths.
N = 27 is a common scale for this kind of application in the industry and
the possibility to compute the allocation optimally is therefore of interest
for companies like ABB. We are confident that this number can be doubled
by further tweaking the ILP formulation, letting the solver run longer and
allocating more compute resources to the solver.
Compared to the previous experiments with more generic instances, we see
a significantly improved performance of the heuristics compared to the optimal solution. A look at the performance ratio rc = cOPT /c ALG in Figure 4.17
shows an increased performance and a decreased variability. For instance,
with N = 27, the GBA has a ratio of 0.964 which means that it only performs
3.6% worse than the optimal solution. The other heuristics have a ratio of
r NCA = 0.668 and rGCA = 0.868. For the GBA, the percentual deviation from
the optimal solution stays nearly constant, while for the other two heuristics

it gets slightly worse with growing N’s. If we look at the runtimes in Figure 4.17 (b) we see an exponential increase for the solver while the heuristics
stay nearly linear.
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on ABB Control App.
Large scale instances Figure 4.18 (a) shows the evaluation with N’s ranging from 2 to 499 in steps of 71. This means that for the largest instances,
there are 3496 app nodes and 197 fog nodes. As problems of this scale are
infeasible for the solver, we only use the heuristics.
Similar to the results from the previous experiments, the GBA performs best
overall. The GCA performs slightly worse for all instances. Also, there is
a very low variability. The NCA performs worst of all three and gets even
worse in comparison to the other heuristics with growing N.

All instance types show a high feasibility rate. This is explainable by the
categorization of the fog node capacity into classes. The largest class has a
capacity of 7000 on average which is enough to host a large fraction of the
app nodes.
A look at the runtime in Figure 4.18 (b) shows a familiar view. The NCA
performs best, followed by the GCA. The GBA performs worst in terms of
runtime. It also has a higher variability. This variability might be caused by
the way the algorithm (see Algorithm 3.3) is formulated. There is a while
loop which might have a disadvantageous influence on the performance and
cause the algorithm the run longer for some instances.
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Figure 4.18: Performance of heuristics on ABB control app for large instance

4.3.3

Latency Constraints Model Variation

In this section, the model variation with included latency limits on the application graph is studied (see Section 3.4.1). We use the default app graph
order of |V | = 14 but a larger fog graph with |V̂ | = 14 compared to the
default value of |V̂ | = 7. To compensate the larger fog graph, we reduce

the fog node capacities to be drawn from uni f (0, 3/2). As we do not have
developed a heuristic for this model variation, we only use the ILP solver.
The latency paths are generated according to Section 4.2.1.3 using a deadline limit drawn from N (n, 3), where n is the number of app nodes in the
latency path denoted as pathlength.
Figure 4.19 shows the costs of the instances with 1 to 5 paths with a latency
limit and compares the to the same instances without latency paths. The latency paths have a small influence on the feasibility rate. While all instances
are feasible without latency paths, with the introduction of latency paths,
some instance become infeasible.
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Figure 4.19: Impact of number of latency paths.

The incorporated latency paths do not seem to have a large influence on
the cost. For some instances, they even lead to a smaller median cost. We
suspect that this is caused by the infeasible instances, which in turn do
not contribute to the median cost for the latency paths. It is likely that
those infeasible instances have a high cost even without latency paths and if
they do not contribute to the median cost shown in the plot, the median of
those experiment outcomes improves. Interestingly, the runtime seems to be

smaller for the instances with latency paths. We assume that the solution for
this is twofold: on the one hand, the feasibility rate is lower for the instances
with latency paths. We have made the experience that the solver finds a
solution faster if an instance is infeasible. On the other hand, we suspect
that the additional constraint leads to a smaller solution space, which in
turn can be explored faster by the solver.

4.3.4

Solver Comparison

In this section, we compare the performance of the solvers SCIP and Gurobi.
Figure 4.20 (a) shows the runtime of both solvers for the experiment with a
constant ratio of 2 between the order of the fog graph and the order of the
app graph. We confirm that both solvers produce solutions with equal costs
and feasibility rate as expected. The plots show an impressive performance
discrepancy between both solvers. For the very small instances with |V̂ | ≤ 6,
SCIP has a similar performance as Gurobi. With |V̂ | = 8 SCIP is already
significantly worse and with |V̂ | = 10 it is already slower than Gurobi by
several orders of magnitude. There is also one extreme outlier at this scale
which was bounded by a time limit of 10’000s, which we set for both solvers.
Figure 4.20 (b) shows the performance ratio of SCIP compared to Gurobi
computed by dividing the runtime of Gurobi over SCIP: r = tGurobi /tSCIP .
This nicely illustrates the significant decrease of the performance of SCIP
compared to Gurobi. For the very small instances, SCIP even performs better
than Gurobi for some instances.
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Figure 4.20: Comparison of solver runtime with constant graph order ratio
|V |
= 2.
|V̂ |

Of course, we can’t make a statement about the general performance of
the solvers but based on this experiment and our general experiences we

recommend to use Gurobi as a solver for the FAAP.

4.3.5

Improved Heuristic

In this section, we run a small experiment to compare the improved heuristic
(IMPR) we have envisioned in Section 3.3.2.4. Figure 4.21 (a) shows the
experiment with constant graph order ratio and relatively large instances.
We see that the IMPR only achieves a small improvement with results very
similar to the GBA. For the largest instances with |V̂ | = 204, the performance
of the heuristic improves by 3.4% on median.
In terms of runtime, there is a exponential increase as shown in Figure 4.21
(b). This can be explained by the evaluation of the solution which includes
a costly shortest path computation of all paths. For small instances where it
is harder to find feasible solutions, the IMPR improves the feasibility rate as
it can leverage this strength of the NCA.
Based on this observation, we recommend to use the IMPR if there are many
infeasible instances or if finding a good solution is significantly more important than the runtime. It might be possible to improve the runtime performance by a more efficient implementation. For instance by using a memoization of the shortest paths computation.
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4.4

Conclusion

The experiments on general performance of the allocators with different
problem instance configurations reveal some interesting insights. We present
a short recapitulation of the most relevant results:
Instance complexity We found the graph order to be the parameter which
is the main contributor to the scale and complexity of a FAAP instance. We
were able to optimally solve instances of up to 12 fog nodes and 24 app
nodes using the solver. With the heuristics, instances with up to 500 fog
nodes and 1000 app nodes are solved within about 100-200 ms. We are
confident that allocations with more than 50’000 app nodes could be solved
efficiently using an optimized implementation.
Optimal solution Our experiments show that an ILP solver is only applicable for small instance scales, with runtimes of 1 to 20 seconds. With growing
instances, the runtime increases exponentially and a solution becomes computationally intractable.
Heuristics performance Overall, we can conclude that the GBA performs
best, especially if the instances are of larger scale. For smaller instances, the
GCA performs better than the GBA, especially if they contain unstructured
location-bound nodes. In terms of feasibility rate, the NCA has the best
performance, but performs significantly worse than the GCA and GBA for
allmost all instance types.
The runtime of the heuristics is in the range of milliseconds even for large
instances, which allows for near real-time allocation. The NCA is the fastest
of all allocators, followed by the GCA. The GBA is slowest of the heuristics.
Performance on real-world example For the ABB Use Case, we found the
heuristics to perform even better than for more general examples. We could
compare the heuristics to the optimal solution for N ≤ 27. For this instances,
we found the cost of the GBA is only about 3.5% worse than the cost of the
optimal solution, while the runtime is exponentially faster.

Chapter 5

Summary and Future Work

In this master thesis, we developed a novel model for the problem of allocating applications in the context of fog computing. We presented characteristics of such a problem and reviewed the relevant literature by looking at
related research areas of Virtual Machine Placement, Virtual Network Embedding and Service Function Chaining. Furthermore, we defined the Fog
Application Allocation Problem denoted as FAAP, which is a formal model
of our problem and introduced a constrained optimization problem formulation. We have also shown that the FAAP is NP-hard in general.
In a next step, we went on to formulate the problem as an integer linear program which allows us to solve small instances of the FAAP optimally. As
finding the optimal solution of such problems is computationally intractable
in general, we developed three polynomial-time greedy heuristics. For each
heuristic, we presented exemplary instance classes for which the particular
heuristic has a bad performance. By analyzing the structure of those instance classes and the heuristics solutions, we were able to learn more about
the properties of the particular heuristics. In turn, this allowed us to identify
their weaknesses. Based on those findings, we were able to show a theoretical lower bound of the worst case of the performance for all heuristics.
Following the theoretical analysis, we evaluated the model and the solution
approaches empirically using our own simulation framework. In a first step,
we introduced general problem instance types, which we consider realistic
for the FAAP. The allocators were tested thoroughly with different randomly
generated problem instances of those types. We found that the results from
the empirical analysis support the claims about the properties of the heuristics made during the theoretical analysis.
In a second series of experiments, we used a real-world industrial control
application provided by ABB as a benchmark. This allowed us to test the allocators for their applicability of realistic problem instances. We were able to
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show empirically that the best heuristic is only 3.5% worse than the optimal
solution for the real-world application.

5.1

Unresolved Issues

In the beginning of this thesis, we defined seven important characteristics
of application allocation in the fog. In following list, we briefly recapitulate
those characteristics and discuss the points which were out of scope for this
thesis:
1. Constrained fog nodes (CN): Our model supports constraints for the fog
links.
2. Constrained fog links (CL): The basic formulation of the FAAP doesn’t
support constrained fog links. We have presented an alternative formulation, which includes this constraint in Section 3.4.2 but not continued
to work on this alternative formulation.
3. Flexible placement (FP): Our model is based on the ability to place app
nodes flexibly and therefore addresses this characteristics.
4. Dynamic environment (DE): We didn’t address the scheduling perspective in our approach. Our model only addresses the allocation of
resources and no temporal aspects like the online problem or reallocation after failure.
5. Source and sink nodes (LBN): We have incorporated location-bound nodes
into our model and presented a heuristic, which exploits problem instances including location-bound nodes.
6. Multiple applications with different objectives and scales (MAOS): We defined a cost function which simultaneously optimizes for our bandwidth and latency minimization, out two main objectives. We also introduced a model variation which addresses latency limit constraints
explicitly if a finer-grained control is necessary.
7. Heterogeneous fog nodes (HN): Our model is capable of handling fog
nodes of different types. We also developed solution approaches which
work particularly well for hetergeneous fog nodes.

5.2

Future Work

For future work, we consider the two unresolved subjects of particular interest for the further work on a fog application allocation model.

5.2.1

Work on Unresolved Issues

Dynamic allocation Our model currently only addresses allocation in a
static manner, which means that it isn’t able to adapt to changes. To address
such changes, which for instance include the online problem with changing
application graphs or a dynamic fog network, one would have to modify the
model to include the temporal dimension. This would make it possible to be
able to address various aspects including the support for failure handling,
rejecting individual applications which would be infeasible to allocate or the
modelling of non-constant workloads such as bursts.
A simple way to address the online problem would be to recompute the optimal allocation and migrate the deployed applications accordingly. With this
approach, one would likely want to adapt the cost function to include the
migration costs, which would increase the complexity of the model significantly. Of course, it is necessary to carefully evaluate the trade-off between
the benefits of such expressive models and the added complexity.
Link constraints and explicit path mapping Having constraints on the links
of the fog network, e.g. bandwidth limitations, is likely an important characteristics of a fog allocation model. This requires knowledge of the mapped
paths. In the FAAP, the path mapping is done implicitly by assuming a
routing over the shortest path. An explicit path mapping, enabled by SDN,
might be able to improve the efficiency of the allocation and therefore an interesting subject to address in the future. To work further on this topic, we
recommend to apply methods from the field of virtual network embedding
(VNE) [8].

5.2.2

New Aspects

During the work on the thesis, we encountered topics of interest that we did
not have in mind in the beginning. We briefly address those in the following
paragraphs.
Additional node constraints and placement restrictions In the future, one
might want to adapt the model to include several node constraint types such
as for instance CPU, memory, storage and other constraints. In addition,
constraints that restrict the placement of certain app nodes on certain fog
nodes could be incorporated into the model. This could be motivated by
architectural incompatibilities or special resource types requirements such
as e.g. a need for Bluetooth support. We expect the incorporation of such
constraints to be relatively straightforward using additional node constraints
or a constraint similar to the location-bound constraint for the placement
restriction constraint.

Practical research On the practical side, we see three main points that
sould be addressed in order to advance the automated and optimized allocation of fog applications and eventually apply them in production.
1. Developing fog management software that supports reliable allocation
in the fog using the developed heuristics. This might be done by adapting cloud orchestration frameworks or using the IOx-platform1 . This
approach involves challenges that are outliened in Appendix A.
2. Another point is gathering the input for the allocators from the application and the given fog network. This would ideally include the
construction of the complete application and fog graphs using an automated resource consumption estimation as well as a resource-discovery
tooling.
3. Finally, the evaluation of allocation schemes on large scale environments or production-level industrial sites. This implies that a fog
ecosystem with orchestration tools and fog application containers has
to be available. We are convinced that in the years coming, fog computing will gain further traction and thereby eventually allow to run and
deploy production-grade fog applications in large-scale real-world fog
environments.

1 https://www.cisco.com/c/en/us/products/cloud-systemsmanagement/iox/index.html, Accessed: 05.09.2018

Appendix A

Suitability of Cloud Orchestration
Frameworks for the FAAP

Cloud Orchestration Frameworks provide various functionality. As we have
stated in Section 1.1, they handle tasks including scheduling, allocation, failure recovery, load balancing and many others. For the specific area of fog
application allocation, we are interested in a few requirements, which must
be fulfilled by a potential fog orchestration framework. In particular, we
consider to ability to implement a custom allocation scheme a critical feature, which includes the ability to be able to place a container on a predetermined machine, similar to the concept of location-bound nodes. Furthermore, the orchestration framework must support heterogeneous resources.
For instance, it must be able to run on multiple different architectures.
Following, we present a brief overview over three major cloud orchestration
frameworks currently available and an analysis about their suitability for
fog application allocation. All three frameworks are open source software.
Docker Swarm Docker Swarm1 is an extension for the normal docker engine, which allows to run docker containers in swarm mode. It includes
features such as load balancing, multi-host networking and automated state
management. It aims to be easy to use and to work out of the box. This leads
to a relatively low flexibility. For instance, it is not possible to implement
custom allocation and scheduling policies. It might be possible to imitate
an allocation policy by using capability restrictions, which allow for a basic
control of the allocation.
Kubernetes Kubernetes[4] was released in 2014 by Google. It makes use
of a centralized master which controls the Kubernetes nodes. Kubernetes
nodes can run multiple single processes denoted as pods. Similar to Docker
1 https://docs.docker.com/engine/swarm/,

Accessed: 27.08.2018
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Swarm, Kubernetes offers possibilities the control the allocation and scheduling of pods with many parametrization options. Those options include Quality of Service requirements, resource constraints and many others. Using
those options, an imitation of an allocation policy might be possible, similar
to the way we envisioned for Docker Swarm.
Mesos Mesos was developed in 2011 [16] and subsequently incubated by
the Apache Software Foundation. Mesos is described as follows:
“Apache Mesos abstracts CPU, memory, storage, and other compute resources away from machines (physical or virtual), enabling
fault-tolerant and elastic distributed systems to easily be built
and run effectively.”[10]
Mesos utilizes a two-level scheduler and makes use of a master which acts
as a coordinator for the frameworks running on top of Mesos. The master
makes resource offers to those framework which can decide autonomously
if they want to accept or decline. This makes the system very flexible and
offers a possibility to implement a custom framework and a corresponding
allocator for fog orchestration. The implementation of such a framework
would involve a lot of effort and experience in distributed systems software
engineering, which is why it is out of scope for this thesis.
Conclusions and alternative solutions To utilize one of the discussed cloud
orchestration frameworks, it would be possible to adapt the source code accordingly, because of the open source nature of those frameworks. For this
approach, there would have to be put a lot of effort into an adaption for fog
computing. If such an approach is chosen nevertheless, we would recommend to use Mesos, which seems to be flexible enough to build a custom
allocator and scheduler and therefore repurposing it for fog computing. Using the built-in parametrization support of the framework does not seem to
be a promising approach because of its limited flexibility.
With IOx2 , there exists an alternative to traditional cloud orchestration frameworks. IOx an closed-source fog resources management solution from the
company Cisco. It is specifically targeted to fog computing and aims to
address all aspects of fog computing. IOx utilizes a centralized manager
denoted as fog director for the orchestration. While still being at an early
stage of development, IOx seems a promising approach, especially as it is
backed by Cisco, on of the largest vendors of networking gear worldwide.
Currently IOx does not support the level of custom allocation policies we
need, but we recommend to follow the further development of IOx, as there
might be introduced support for such policies in the future.
2 https://www.cisco.com/c/en/us/products/cloud-systemsmanagement/iox/index.html, Accessed: 27.08.2018

Appendix B

Latency Path Model Variation
ILP-Formulation

ILP formulation of the FAAP adapted to include latency path constraints:
c=

minimize
y

∑

(ω (u, v) ·

∑

y(u, û) = 1
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