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Abstract
In cosmology, as well as in general machine learning, building generative models that can potentially produce images of any size is prohibited by memory/hardware constraints. Scaling existing generative
models - Generative Adversarial Networks (GANs) in our case - for arbitrary size 3-dimensional images is the main problem that we attempt
to solve in this work. We propose a novel training strategy for conditional image generation using GANs that can be used to train GANs
on images of as large size as we want. To this end, we train multiple GANs to learn the features at different scales, and these GANs are
trained independent of each other. We benchmark the performance of
this model, trained at multiple scales, against a model which did not
use this multi-scale approach, to prove that our model indeed learns
useful features at different scales to produce superior quality samples.
From a cosmology perspective, we want to train GANs on N-body
simulations. After successful training, we would be able to generate
N-body samples from our model, which would eliminate the need of
computationally expensive and time consuming N-body simulations.
We evaluate the quality of 3-dimensional N-body samples produced by
our model visually, as well as in terms of 3 summary statistics - Mass
Density Histogram, Peak Histogram and Power Spectral Density - that
the cosmology community is largely interested in. We have trained
and evaluated our model on cosmology data, but the same training
strategy can be extended to any image dataset. We also produce code
[1], our N-body dataset, and samples produced by our model, along
with this report as part of our work. The code and dataset are now
private. Interested readers can ask for permission, we will grant access
to the repository.
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Chapter 1

Introduction

Generative models are a field of extensive research nowadays. In a nutshell,
the task of a generative model is to generate samples that come from the
same probability distribution as the training data on which the model to begin with was trained. Visually, the samples generated by a generative model
should be indistinguishable from the samples contained in the training set.
Generative models are trained using unsupervised learning, though some
supervised labels of data could be used for class conditional generation.
From cosmology perspective, generative models are of particular interest,
when it comes to generating simulations of the ”Cosmic Web” using N-body
techniques. We will discuss more about the cosmic web in chapter 2. Various
fields of cosmology require many simulations of the cosmic web for their
research. A generative model inspired solution to simulate the cosmic web
would eliminate the need of computationally expensive and time consuming
N-body techniques, and acquiring large number of simulations of the cosmic
web would cease to be an impediment in the rapid progress of cosmological
research.
Below, we introduce the problem that we are trying to solve, explicitly jot
down the contributions of this work and mention state-of-the-art related
work. Then, in chapter 2, we review the necessary background that are
the building blocks of this work. In chapter 3, we explain our key concepts of conditioning on neighborhood information and multi-scale model,
use them to model the problem and finally explain the whole end-to-end
pipeline from N-body simulations to generation of N-body samples using
generative models. In chapter 4, we discuss the preparation of input data
for our generative model. In chapter 5, we discuss the details and results of
all our experiments, and finally we conclude in chapter 6.
1
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1.1

Generation of 3-Dimensional N-body Simulations

Large scale distribution of matter in the universe has evolved over time since
its creation in Big Bang. Since Big Bang, the universe has been ever expanding under the influence of gravity, and with this expansion the distribution
of matter has been evolving as well. In the early universe, the distribution
was well described by a Gaussian Random field, but the evolution caused
it to become increasingly non-Gaussian, displaying non-linear features such
as filaments, halos and sheets. This distribution is commonly referred to as
the cosmic web. Simulations of the cosmic web are done using the N-body
technique, which is computationally very expensive. Modern large scale
cosmological surveys aim to constrain cosmological models by studying the
evolution of the distribution of matter in the universe. This requires a large
number of simulations. A generative model has the potential to learn from
a small set of N-body simulations of cosmic web and then generate statistically similar instances of cosmic web, using only fraction of the time needed
by N-body simulations. Such a generative method would enable more massively accelerate the development in the field of cosmological simulations
and observational cosmology.
Generative models, such as GANs, have been performing increasingly well
in modelling complex high-dimensional data distributions such as images.
The ability to model complicated data distributions is built into GANs, but
the size of images on which we can train these GANs on, is limited. How
do we modify the current GAN architecture and how do we devise new
training strategy to overcome this size limitation, so that we can train GANs
on 3-dimensional N-body simulations of any size, however big they may be?
We discuss this further in the next section.
In our work here, we have used 30 simulations of the cosmic web generated
using the N-body technique as our training set. We used GANs, and its improved versions, as our generative model here. For evaluating the quality of
samples generated from the GAN, we have compared 3 summary statistics
- Mass Density Histogram, Peak Histogram and Power Spectral Density - of
the generated samples and the simulations present in the training set.

1.2

Problem of Scale

Given that we have GANs at our disposal, the question that we ask here is:
What is the size of the 3-dimensional N-body simulations that we can train
these models on, and how do we create new neural network architectures
that we can train on images of arbitrarily large size? In other words, how
do we scale these models for images of larger sizes, using limited hardware
resource? If we had unlimited RAM so that we can load images of any
size and neural networks with any number of parameters in the RAM, then
2
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this problem of scale would not be an issue at all. For example, training
GANs on images of size 32x32x32 would be the same as training GANs
on images of size 256x256x256. We would just need a bigger network with
more layers of convolution which can learn more complex data distributions.
But in reality, we are often limited by the capacity of RAM available to us.
Here, we use GPUs for training our GANs, hence we are restricted by the
GPU RAM. In context of the above example, we would like to achieve the
following:
Given that we can train a GAN on images of size 32x32x32 using the
hardware available to us, we would like to design an architecture to train on
images of size 256x256x256 (or of any size for that matter) using the same
hardware.

1.3

Contributions

The contributions of this thesis are the following:
• Designing the architecture of the Generator and the Discriminator of
the GAN in such a way that can scale for training set with images of
arbitrarily large size. The training set that we use here are N-body simulations, which are 3-dimensional images (histograms to be precise) of
size 256x256x256.
• A comparative study of learning a single GAN which learns features
at a single scale vs. learning multiple GANs, each of which learns
features at different scales, and proving that the multi-scale approach
indeed learns features at multiple scales, as evident by the visual quality of the samples drawn, as well as measured by summary statistics.
• A comparative study of different existing architectures - Residual Network, Inception Network and Deep Convolutional Network - being
used in the Generator and Discriminator networks.
• Handcrafted transformation functions, designed specifically for the Nbody simulations, which improves the quality of the images, both visually as well as statistically.

1.4

Related Work

Generative models that produce novel representative samples from highdimensional data distributions are increasingly becoming popular in various fields like speech synthesis [38], image-to-image translation [43][24][41],
image in-painting [32], image style transfer [12], to name a few. There are
many different deep learning approaches to generative models. Of them, the
most popular ones are Deep Belief Networks [18], Variational Auto-Encoder
3
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(VAE) [22][30], Autoregressive models such as PixelCNN [39], and Generative Adversarial Networks (GAN) [13]. None of these approaches scale to
images of arbitrarily large size. PixelCNN can scale to some extent, but
they are extremely slow to generate samples, as they build the output image
pixel-by-pixel in a sequential manner. We take inspiration from pixelCNN
to adopt a patch-by-patch approach, rather than a pixel-by-pixel approach
which significantly speeds up sample generation. Laplacian pyramid GANs
[8] introduced the idea of learning at different scales for high quality sample generation, but the final sample image size is still limited. We utilize
this multi-scale approach here in our work to boost the quality of samples.
Recently, progressive growing of GANs [21] have been proposed to improve
quality of samples and stabilize the training of GANs. This approach also
does not offer the scalability we are after here.
Astronomy and cosmology has also seen increasing use of deep generative
models recently. Astronomical image generation of galaxies [29][28], recovery of certain features from noisy astrophysical images [33] are some
areas where deep generative models have already been applied. GANs
have been used to generate samples of projected 2-dimensional mass distribution [25], 2-dimensional structure of the cosmic web without projection
[31]. Rodrı́guez et al.[31] suggested that the success of their method makes
a strong case for the development of deep learning methods to generate full
3-dimensional dark matter distributions. We are exactly trying to do that
here in this thesis.

4

Chapter 2

Background

In this chapter, we will review the essential building blocks that our complete end-to-end model relies upon.

2.1

Generative Models

The theoretical basis of generative models is the problem of learning a probability distribution or probability density, only by looking at the data points
sampled from the distribution. We assume that the training set was initially
generated by a probability distribution. Based on this assumption, we want
to build a model that learns this underlying probability distribution.
In comparison to a discriminative model, the task of a generative model is
much harder. A discriminative model just needs to learn a decision boundary that separates samples of one class from that of all the other classes in
contention. This decision boundary could be any of many possible boundaries. For example, in case of binary classification for linearly separable data,
Logistic Regression would learn any decision boundary that is good enough
to differentiate between the samples of the two classes, whereas a Support
Vector Machine would try to find a decision boundary that has maximum
margin on both sides of the decision boundary. Contrary to this, a generative model needs to learn or ”mimic” the whole data generation of a class,
rather that just learning decision boundaries.
Mathematically, by Bayes Theorem:
P(class|data) =

P(data|class) P(class)
P(data)

(2.1)

A discriminative model can directly model the posterior distribution P(class|data)
but a generative model has to model the likelihood distribution P(data|class)
5
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Figure 2.1: Architecture of GAN
which is a much harder problem. The difficulty of the problem increases
even more when the data distributions are high-dimensional like images,
or N-body simulations as is the case for us here. The curse of dimensionality says that the number of samples needed to estimate the data density
increases exponentially with increase in dimension. Maximizing the likelihood of the observed training set is a common method to fit the parameters of the generative model. Popular and widely used generative models
include Naı̈ve Bayes, Deep Belief Networks [18], Restricted Boltzman Machines [34], Variational Auto-Encoders (VAE) [22][30], Generative Adversarial Networks (GAN) [13]. We will talk about GANs in detail, as we have
used them in our work here.

2.1.1

Generative Adversarial Networks

Generative Adversarial Networks (GANs) are one of the most popular generative models, and are being extensively explored these days. GANs were
first introduced by Goodfellow et al.[13] in 2014. GANs are motivated by
Game Theory. Two neural networks - a generator and a discriminator - are
pitted against each other. The generator generates a sample, e.g., an image,
from a latent code. Ideally, the data distribution of this sample must be indistinguishable from the training data distribution. Another neural network,
the discriminator is trained to differentiate between original samples coming
from training data and fake samples generated by the generator. The generator tries to produce samples as close to the original data distribution as
possible so that it can fool the discriminator into believing that fakes are
original. On the other hand, the discriminator resists being fooled by the
generator. In this tussle, the generator becomes better with more and more
training. Since neural networks are differentiable, we can use gradient based
learning to steer both the generator and the discriminator in the right direction. One amazing thing about the above process is that the generator never
sees any real sample from the training set during the entire training process.
6
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It learns to convert the latent code into realistic samples, solely based on
the gradients that it receives from the generator. Hence, one can posit that
the chances of ”memorizing” the samples in the training set is very less. A
visualization of the architecture of GANs is in figure 2.1.
More formally, the generator G and the discriminator D play a two-player
game with minimax objective:
min max E [log D (x )] + E [log (1 − D (xe))],
G

D

x ∼ Pr

xe∼Pg

(2.2)

where Pr is the data distribution and Pg is the generator distribution implicitly defined by xe = G (z), z ∼ p(z). The latent code z is sampled from some
simple prior distribution p, like uniform distribution or Gaussian distribution.
If the discriminator is trained to optimality before each generator update,
then minimizing the value function 2.2 with respect to the generator parameters is equivalent to minimizing the Jensen-Shannon divergence between
Pr and Pg [13]. Initially, when the generator is not at all trained, the discriminator can easily discriminate between fake and real samples. Hence,
this leads to the saturation of the discriminator as the gradients almost
vanish. Goodfellow et al.[13] suggest that the generator instead maximize
Exe∼Pg [log D (xe)]. This corrects the problem to some extent. In practice, the
discriminator parameters are updated some number of time before each update of the generator parameters, rather than waiting for the discriminator
to obtain optimality.

2.1.2

Wasserstein GANs

The Jensen-Shannon divergence between the real data distribution Pr and
the generator distribution Pg , which GANs minimize has discontinuities
with respect to the generator’s parameters, as suggested by Arjovsky et al.[2].
They show that some very simple sequences of probability distributions
converge under the Earth-Mover distance a.k.a Wasserstein-1 but do not
converge under the Jensen-Shannon divergence. Hence, they use the EarthMover distance, instead of the Jensen-Shannon divergence, as the divergence
metric between Pr and Pg . Informally, the Earth-Mover distance, W (Pr ||Pg )
is the minimum cost of transporting mass in order to transform the distribution Pg into the distribution Pr . The cost is mass times the transported
distance. Arjovsky et al.[2] show that under mild assumptions, W (Pr ||Pg )
is continuous everywhere and differentiable almost everywhere, making it a
strong candidate for being used as the divergence metric in GANs. Applying
the Kantorovich-Rubinstein duality [40], we arrive at the WGAN objective:
7
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min max E [ D (x )] − E [ D (xe)],
G

D ∈D x ∼Pr

xe∼Pg

(2.3)

where D is the set of 1-Lipschitz functions and Pg is the generator distribution implicitly defined by xe = G (z), z ∼ p(z). The latent code z is again
sampled from some simple prior distribution p, like uniform distribution or
Gaussian distribution. If the discriminator (called a critic in the paper, since
it is not trained to classify) is trained to optimality before each generator update, then minimizing the value function 2.3 with respect to the generator
parameters is equivalent to minimizing the Earth-Mover distance between
the true data distribution and the generator distribution, W (Pr ||Pg ).
The training of WGANs is more stable than training of GANs, which is
well explained theoretically in the paper. The paper also empirically shows
that with increasing training iterations, as the WGAN objective function decreases as a result of the minimization, the visual quality of the samples
drawn from the generator improves. This establishes a nice correlation between the WGAN objective function and the quality of samples, which is
not the case for normal GANs.
One big constraint that the critic needs to satisfy is that it should be 1Lipschitz smooth. Informally, Lipschitz is a measure of smoothness of any
function. A differentiable function is 1-Lipschitz iff it has gradients with
norm at most 1 everywhere. The paper proposed to clip the weights of
the critic to lie within a compact space [−c, c]. Then the set of functions
that the critic comes from is a subset of the k-Lipschitz functions for some k
determined by the specific value of c as well as the critic architecture.

2.1.3

Improved Wasserstein GANs

Later, Gulrajani et al.[14] argued that enforcing a k-Lipschitz constraint via
weight clipping of the critic biases the critic towards very simple objective
functions. It also leads to exploding and vanishing gradients without careful
tuning of the clipping threshold c. The paper instead proposed a gradient
penalty mechanism to enforce 1-Lipschitz constraint on the critic. The new
objective after the gradient penalty became:

x )] + λ E [(||∇x̂x D (x̂x )||2 − 1)2 ],
min max E [ D (x )] − E [ D (e
G

D ∈D x ∼Pr

xe∼Pg

x̂x ∼Px̂x

(2.4)

where Px̂x is defined implicitly by sampling uniformly along straight lines
between pair of points sampled from the true data distribution Pr and the
generator distribution Pg . λ is the penalty coefficient. The paper empirically
8
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shows that the quality of the samples drawn further improve compared to
WGAN with critic weight clipping, as well as the property of correlation
between loss and visual quality is also preserved.

(a) The Cosmic Web

(b) 350 Mpc N-body cube

Figure 2.2: N-body Simulations

2.2

N-body Simulations

The distribution of matter, dark matter and other particles in the universe at
large scale, under the influence of gravity, forms a convoluted network-like
structure called the cosmic web [3][6][10][9]. A visualization of the complicated structures within cosmic web is in figure 2.2a. This distribution of
the cosmic particles in the cosmic web holds valuable information about our
universe, its formation, the different kinds of particles it is made of, and
the different kinds of forces that exist in our universe. There are different
computational cosmological models that give rise to cosmic web structures
with different distributions of the various cosmic elements. This distribution
contains within itself information which is vital to the study of dark matter,
dark energy, and the very laws of gravity [7][16][20]. Simulations of these
various computational cosmological models [35][27] lead to understanding
of the fundamentals of cosmic measurements [11][5], and many other details of our universe. These simulations are done using N-body techniques.
N-body techniques simulate the cosmic web using a set of particles, which
evolve with time. This evolution is governed by some underlying cosmological model, and the laws of gravity. The end result of an N-body simulation
is position of billions of particles in space. One toy visualization of an Nbody simulation is in figure 2.2b. These N-body simulations are extremely
resource intensive, as it takes days, or even weeks [37][4] to produce them.
For statistical accuracy, very many of these N-body simulations are needed,
9
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which makes the whole simulation process more time and computational resource intensive. This computational bottleneck opens up a leeway for deep
learning and generative models to offer an alternative solution to the problem. If our generative models can learn the underlying data distribution of
the N-body simulations, using a seed set of N-body samples to begin with,
then we can use the trained generative model to sample N-body samples,
rather than going through the whole process of N-body techniques. The
challenge, of course, is to ensure, both visually and through statistical measurements, that the samples drawn from the trained generative model is true
representative of the underlying true data distribution. We do not know this
true data distribution. We only have the N-Body samples drawn from this
true data distribution. In the next chapter, we will use deep learning and
generative models to model this problem.

10

Chapter 3

Modelling

In this chapter, we model the problem using WGANs. We propose an architecture and a training strategy - Conditioning on Neighborhood - that would
enable learning GANs with 3-dimensional images of potentially any size.
The same recipe can be applied to 2-dimensional conventional images as
well. Then, we propose a Multi-scale model that improves samples both visually and statistically by learning unique features present at different scales
of the N-body cubes. We explain the advantages of the multi-scale approach
over the single-scale approach, which is also a major contribution of this thesis. After explaining all the techniques that we use to tackle the challenges,
in the end of this chapter, we elaborate the whole end-to-end pipeline from
N-body simulations of the cosmic web to generation of N-body simulations
from WGANs.

3.1

Conditioning on Neighborhood

Due to hardware constraints, we cannot build a GAN, from whose generator we can sample an N-body cube of size, say 256x256x256. Hence, we
will design a conditional GAN to get around this. The hardware that was
available to us (16 GB of RAM) only allowed the generator to produce an
image of size 32x32x32. This is a 3-dimensional image with single channel.
Doubling the image size to 64x64x64 threw out of memory exceptions.
We will use 256x256x256 image size as our running example to explain everything in this thesis. But, this method could be used with images of any
size, however big they may be. We propose a design to produce the whole
256x256x256 image patch-by-patch, with each patch of size 32x32x32, instead of producing the whole image at once. This is very similar to the
pixel-CNN [39] approach where the 2-dimensional image is generated pixelby-pixel, rather than the whole picture being generated at once. The generation of a 32x32x32 patch is conditioned on the neighboring patches of
11
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Figure 3.1: Conditioning on neighborhood information: Given borders 1, 2
and 3, generate the 4th patch.
size 32x32x32. The generation is done in raster scan order. The generation
of a patch depends on seven neighboring patches produced before the current patch being generated. The process is illustrated in figure 3.1 for the
2-dimensional case. Everything remains the same in 3 dimensions, except
for the addition of 1 more dimension.
Consider a patch P of size 64x64x64 from an original 256x256x256 size image.
This patch P is divided into eight patches { p1 , p2 , p3 , ..., p8 }, each of size
32x32x32. We pose the problem of conditional image generation as follows:
Given the neighboring 7 patches { p1 , p2 , p3 , ..., p7 }, learn to generate the
8-th patch p8 .
In the generator, the neighborhood information is provided as extra channel. The generator takes in the 7 neighborhood patches { p1 , p2 , p3 , ..., p7 }
as conditional information, and produces the lowest rightmost patch, f 8 of
size 32x32x32 as output. With the gradients coming in from the discriminator, the generator would learn to generate f 8 in such a way that it is
indistinguishable from p8 . In the pathological case of edges where there is
no neighborhood information available, we pad zeroes.
The discriminator, at a time, sees patches of size 64x64x64. The real data
that is shown to the discriminator is { p1 , p2 , p3 , ..., p8 }. This patch of size
12
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Image
I3
I2
I1

Dimension
32x32x32
64x64x64
256x256x256

Table 3.1: Images and their dimensions

64x64x64 is now modified to prepare the fake data for the discriminator. The
corresponding fake data that is shown to the discriminator is { p1 , p2 , p3 , ..., f 8 }.
The advantage of this method is that it can scale to any image size. The
generator, at one go, only produces patches of size 32x32x32, irrespective of
the size of the whole bigger image. The downside is that the discriminator
has only a local partial view of the whole bigger image. The dependencies
that exist between patches that are far away, are not captured in this model.

3.2

Multi-scale Model

In the previous section, we took a single-scale approach to model the problem. We can extend the same methodology at different scales to capture
features at different frequencies, which the single-scale modelling of the previous section is incapable of. This is inspired by the Laplacian pyramid
GAN [8] approach. Refer table 3.1 for image to dimension mapping. Let’s
take a 256x256x256 image, I1 and down-scale it to an image of size 64x64x64,
I2 . This down-scaling is a simple averaging operation, where 4x4x4 pixels of
I1 are averaged to produce a single pixel in I2 . In actual code, this is a simple convolution operation, where the kernel is of size 4x4x4, each value is
1
, the stride of the convolution operation is 4, and there is no padding.
(4×4×4)
We further down-scale I2 to an image of size 32x32x32, I3 , using the same
averaging technique. Now, we want to train 3 different GANs, M1 , M2 and
M3 , independent of each other, whose responsibilities are to learn the data
distributions from I1 , I2 and I3 respectively. Now, we can pose the learning
problem of generating 256x256x256 images as a 3-step learning process as
follows:
1. Train GAN M3 , which learns data distribution of images I3 of size
32x32x32.
2. Given images I3 of size 32x32x32, train GAN M2 which learns data
distribution of images I2 of size 64x64x64.
3. Given images I2 of size 64x64x64, train GAN M1 which learns data
distribution of images I1 of size 256x256x256.
13
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Figure 3.2: Multiple GANs, each learning feature at different scales
One important thing to note is that these 3 GANs are trained in parallel
and independent of each other. This process is visualized in figure 3.2. We
already know that given our hardware constraints, we can only train GANs
whose generators can produce patches of size 32x32x32 at once. Hence, we
do not need the patch-wise approach for our GAN M3 . M3 is a normal
Deep Convolution GAN (DCGAN), which learns to produce down-scaled
samples of size 32x32x32. But, for GANs M2 and M1 , we need to condition
on the neighborhood, as described in the previous section.
Let’s consider problem 2 of learning GAN M2 . We have images I2 of size
64x64x64, I3 of size 32x32x32. We slice each I2 into 8 patches, { p1 , p2 , p3 , ..., p8 }
each of size 32x32x32. In the same way, slice each I3 into 8 patches, {q1 , q2 , q3 , .., q8 },
each of size 16x16x16. Hence, each qi is a down-scaled version of each pi ,
where the down-scaling factor is 2. Now the learning problem is as follows:
Given the neighborhood 7 patches { p1 , p2 , p3 , ..., p7 } and the down-scaled
version q8 , learn to generate the 8-th patch p8 .
Now, this problem can be modelled exactly in the same way, as described
in the previous section. The down-scaled information q8 of size 16x16x16 is
first up-scaled to size 32x32x32 using transposed convolution operation with
a constant kernel, then presented as channel information to the generator.
Now, let’s consider problem 3 of learning GAN M1 , which produces the final
desired images of size 256x256x256. Consider patches P of size 64x64x64
from images I1 . Slice each such patch into 8 further patches { p1 , p2 , p3 , ..., p8 },
each of size 32x32x32. Consider the down-scaled version of p8 , q8 of size
8x8x8. Here, the down-scaling factor is 4. Now, again we have the same
learning problem:
Given the neighborhood 7 patches { p1 , p2 , p3 , ..., p7 } and the down-scaled
version q8 , learn to generate the 8-th patch p8 .
For the GAN M1 , the modification of the single-scale approach of the previous section to consider down-scaled information learned by GAN M2 is
illustrated in figure 3.3. The illustration is again in 2 dimensions. To sum up,
a patch of size 4x4x4, produced by generator of GAN M3 , is up-scaled to a
patch of size 8x8x8 by the generator of GAN M2 , which is in turn up-scaled
14
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Figure 3.3: Multi-scale approach, along with conditioning on neighborhood
information: Given borders 1, 2 and 3, and the down-scaled version of the
4th patch, generate the 4th patch.

to a patch of size 32x32x32 by the generator of GAN M1 . This is visualized
in figure 3.4. We first used an up-scaling factor of 2 for GAN M2 and then
an up-scaling factor of 4 for GAN M1 . These up-scaling factors could be
anything, and the number of different GANs that we train at different scales
would be a design choice.
Two main advantages of this multi-scale approach, over the single-scale approach, are:
1. Different GANs learn useful features at different scales and frequencies, which contribute to the overall quality of the samples drawn from
the final GAN M1 . Later in the experiments section, we will see that
this is evident in the power spectral density of the samples produced.
2. The long, far away dependencies between patches that are not captured by the single-scale model is captured by this multi-scale approach. Later in the experiments section, we will see that this is evident in the visual quality of the samples produced.
15
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Figure 3.4: Up-scaling patches in 3-steps, using 3 different GANs

3.3

Training vs. Inference

For GAN M3 , during training, the generator takes in latent code, and produces images of size 32x32x32. The discriminator takes in both the images
produced by the generator, and real data, turn by turn. The real 256x256x256
images are first down-scaled to 32x32x32, then these became the true data
to be fed to the discriminator. At inference time, we feed the latent code to
the generator, and take the output of the generator as the sample drawn.
For GAN M2 , during training, the generator takes in latent code, neighborhood information as well as down-scaled information, exactly as described
in the above section. At inference time, we first draw a sample from the generator of GAN M3 . Now, we need to up-scale this sample of size 32x32x32 to
64x64x64. We slice the 32x32x32 sample to 8 patches, each of size 16x16x16.
Each patch would be up-scaled by a factor of 2, so that the output is also
up-scaled by a factor of 2, producing image of size 64x64x64. The generator
is fed 3 things: latent code, neighborhood information and down-scaled information. The down-scaled information is coming from the sample drawn
from GAN M3 . The neighborhood information is generated in an iterative
manner. When we generate the first patch of size 32x32x32, the neighborhood information is all zero. As we generate patches of size 32x32x32 in one
iteration, they become neighborhood information in subsequent iterations.
The generation is carried out patch-by-patch in raster scan order. We continue the generation patch-by-patch until we have reached the desired image
size, which is 64x64x64 for GAN M2 . The process of training and inference
is exactly the same for GAN M1 . The down-scaled information now comes
16
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from GAN M2 , and the output image of size 256x256x256 is generated in
exactly the same patch-by-patch manner. The process of building the output
image in patch-by-patch fashion is illustrated in figure 3.5

3.4

Whole Pipeline

Here, we will explain the whole pipeline - from converting N-body cubes
to 3-dimensional histograms to down-scaling them and training multiple
GANs on them. Firstly, the cosmologists fix an initial set of parameters,
which is fed into the N-body simulator to produce N-body simulations.
These N-body simulations are positions of billions of particles in the 3-D
space. These are Nx3 dimensional arrays, where each row is a particle with
its position in the 3-D space. For cosmological scale, distance is measure in
megaparsec (Mpc) (1 Mpc = 3.3 × 106 light-years). The N-body cubes that
we have used here for our experiments are of dimension 500 Mpc in each
dimension, and they contain 1, 0243 particles. We can imagine each N-body
cube as a box of size 500x500x500 Mpc3 in space. We used L-PICOLA [19]
to create 30 independent simulations. The cosmological model used was
ΛCDM with Hubble constant H0 = 100, h = 70km s−1 Mpc−1 , dark energy
density ΩΛ = 0.72 and matter density Ωm = 0.28. We used the particle
distribution at redshift z = 0.
Next, we want to convert these N-body cubes to 256x256x256 3-D histograms.
Each of the 3 dimensions of the N-body cube is sliced into 256 parts. Hence,
the whole space within the N-body cube is divided into 256x256x256 equal
smaller cubes. We count the number of particles that belong to each such
smaller cube, which is nothing but the 3-D histogram. Next, we apply a
point-wise forward transformation to the 3-D histograms. We talk more
about this transformation in the next chapter. Then, we apply random 90
degree rotations and translation along each of 3 dimensions to augment our
training set. This is now our training data, that we will feed to our generative
model. Then, after having trained this generative model, we draw samples
of size 256x256x256 from it. We apply point-wise backward transformation
to the samples drawn to get the 3-D histograms in the original space. Then,
the quality of these samples are measured statistically, using Mass Density
Histograms, Peak Histograms and Power Spectral Density. This whole process is visualized in figure 3.6.
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(a) Generate patch 1 with no neighborhood information

(b) Generate patch 2, after having generated patch 1

(c) Generate patch 3, after having generated patch 1
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(d) Generate patch 4, after having generated patch 1, patch 2 and patch 3

Figure 3.5: Building output image patch-by-patch at sampling time
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(a) Overview

(b) Detailed Pipeline

Figure 3.6: Whole Pipeline
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Chapter 4

Data Preprocessing

In this chapter, we will talk about the training data preparation and training
data augmentation.

4.1

Input Data Transformation

In the last chapter we saw that the N-body cubes are first converted into
3-D histograms. These 3-D histograms are supposed to be given to a GAN,
and then after successful training we should be able to sample these Nbody 3-D histograms from the generator of the GAN. The general practice
in machine learning is that the input data is first standardized before giving
to any machine learning model. Doing so shifts the origin to zero, and all
the different dimensions are brought to the same scale. This prevents the
level sets of the loss function to be elongated along any particular direction.
When we do gradient based learning, we follow the gradients of the loss
function to reach local/global minima which is what our ultimate objective
is. Having nice circular level sets of the loss function makes learning faster
as the gradients point to the shortest path possible to reach the local/global
minima.
The problem with our N-body 3-D histograms is that the range of data is
very high and the distribution is biased towards the smaller values with a
very elongated tail towards the larger values. Figure 4.1a shows the histogram of values in 3-D histogram of an N-body cube. The minimum value
is 0 and the maximum value is 185, 874. Hence, when we standardize the
data, the smaller values all map to very close proximity of each other. Before computing the summary statistics - Mass Density Histogram, Peak Histogram and Power Spectral Density - of the samples generated from the
trained GAN, we need to un-standardize them to map them back to the original space. The problem now is that even small errors made by the GAN in
the standardized space is blown up when we un-standardize the data back
21
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(a) Histogram of values in 3-D Histogram of an N-body cube

(b) Histogram of values in 3-D Histogram of an N-body cube after transformation

Figure 4.1: Histograms, with and without transformation

to the original space. Hence, the statistics of the generated samples become
very bad.
To preserve the sensitivity of the smaller values in the data, we could use
a logarithmic based transformation function. This will keep the smaller
values separated from each other. But, now the same problem of sensitivity
happens with the larger values in the data. The logarithmic based transform
maps all the larger values to very close proximity of each other. When
the sampled data are mapped back to the original space, the statistics are
again bad. Hence, to get around this problem, we need a transformation
function that is logarithmic for the smaller values and linear for the larger
values. We did exactly this and the statistics improved a lot as we will see in
the results in the next chapter. The exact forward transformation function,
y = f ( x, c, scale) and backward transformation function, x = b(y, c, scale)
are:
22
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Figure 4.2: Comparison of our forward transform f ( x, c = 8000, scale = 6)
with only the logarithmic part and only the linear part. The red vertical line
at x=8000 shows the point after which the transform abandons logarithmic
behavior and exhibits linear behaviour. Hence, the value of c determines
this transition point.

(
f 0 ( x, c) =

+1
loge ( xc+
1)
x +1
c +1 − 1

f ( x, c, scale) =
(

if x ≤ c
otherwise

f 0 ( x, c) − f 0 (0, c)
scale

e y ( c + 1) − 1
(y + 1)(c + 1) − 1

(4.1)

(4.2)

if y ≤ 0
otherwise

(4.3)

b(y, c, scale) = b0 ((y × scale) + f 0 (0, c), c)

(4.4)

b0 (y, c) =

c and scale are hyper-parameters. For our experiments here, c = 8, 000 and
scale = 6 produced the best results. After the forward transformation of
the above mentioned N-body cube, the histogram is shown in figure 4.1b.
Graphically, the comparison of our forward transform f ( x, c = 8000, scale =
6) with only the logarithmic part and only the linear part is shown in figure
4.2. We make sure that the transformation function satisfies the follow:
• 0 in the original space maps to 0 in the transformed space.
• the transformation function is continuous in the domain of the original
data.
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• the transformation is a bijective function.
• the transformation is monotonic.

4.2

Training Set Augmentation

To augment the training set, 3-D histograms of the N-body cubes are randomly rotated by multiple of 90 degrees, and randomly translated along
one of the 3 axes. This not only augments the training set which is always
good for machine learning models, but also introduces rotational and translational invariance in the model. These invariances are desired from cosmology perspective as well. The cosmological principle states that the spatial
distribution of matter in the universe is homogeneous and isotropic when
viewed on a large enough scale, since the forces are expected to act uniformly throughout the universe, and should, therefore produce no observable irregularities in the large-scale structuring over the course of evolution
of the matter field that was initially laid down by the Big Bang [42]. Hence,
the rotational and translational augmentations do not alter, in any way, the
data distribution that we are trying to model. These augmentations are extremely important given that we only have 30 N-body cubes in our training
set.
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Chapter 5

Experiments And Results

In this section, we will discuss the experiments that we ran and their results.
Refer table 3.1 for image to dimension mapping. As described in previous
sections, we breakdown the end-to-end learning problem into a 3-step gradual up-scaling process:
• First up-scale: GAN M3 takes in latent code and produces image I3
• Second up-scale: GAN M2 takes in latent code and image I3 sampled
from GAN M3 , produces image I2
• Final up-scale: GAN M1 takes in latent code and image I2 sampled
from GAN M2 , produces image I1
This whole process is depicted in figure 3.2. The basic essence is that we
want to do multiple steps of up-scaling to finally reach the desired output
dimension, which for our experiments here, is 256 × 256 × 256.
We used python and Tensorflow to code the models and trained them on
GPUs. The batch size is kept 8 for all the experiments. The optimization
algorithm is always RMS Prop [17]. The β 1 and β 2 parameters are always
0.9 and 0.999 respectively for all the experiments. All the GANs are WGANs.
The prior noise distribution is Gaussian.

5.1

First Up-scale (Latent Code to I3 )

For input data, as already described in previous sections, the I1 images are
down-scaled to I3 images using convolution with a constant filter.
The WGAN M3 is a Deep Convolution WGAN with inception modules. The
convolution operations are actually inception modules from the inception
net [36]. The inception modules have filters of 3 different sizes - 1 × 1 × 1,
3 × 3 × 3 and 5 × 5 × 5. The input tensor is convolved with all the 3 types of
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filter, using padding to keep the output shape same as the input shape. This
is ’SAME’ padding in Tensorflow terminology. Within the generator, when
we need to increase the dimension, we use transposed convolution. Within
the discriminator, when we need to reduce dimension, we use convolution
with strides. In both the cases, the padding is kept ’SAME’. The outputs of
the convolution of the input tensor with each of the 3 filters are concatenated
along the channel axis, to give the final output of the inception module.
The generator takes in latent code and produces image I3 . The latent code is
a column vector of size 100, whose each element is independently sampled
from a Gaussian. The first layer is a fully connected layer with 100 input
neurons and 64 output neurons. This layer transforms the latent code to a
column vector of size 64. Next, this column vector is reshaped to 2 × 2 × 2 ×
8. From here onwards, the generator has 8 layers of transposed convolution
with inception modules followed by Rectified Linear Unit (ReLU) [26] nonlinearity, which increases dimensions, and finally produces image I3 .
The discriminator takes in input images I3 , has 6 layers of convolution with
inception modules followed by ReLU non-linearity. Using the stride parameter, the convolution layers reduce the dimension to 8 × 8 × 8 × 2. Then, there
are 2 fully connected layers, which finally produce a single score as the output. Since we are using WGANs, the discriminator (a.k.a critic) does not do
binary classification with a logistic unit at the end, but simply produces a
single number.
Figure 5.1 shows a few slices from a 3-D I3 sample drawn from the generator
of the WGAN M3 after 27K iterations of training, as opposed to few slices
from real samples. The sample as a video can be viewed on youtube. This
video goes though the sample slice-by-slice where there are total 32 slices.
Figure 5.2 shows the Mass Density Histogram, Peak Histogram and Power
Spectral Density (PSD) of 30 samples drawn from the WGAN, compared
to that of the 30 real samples. As evident from all 3 statistics, the samples
drawn from the modelled data distribution are extremely similar to the real
samples from the the true data distribution.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 5.1: Slices from real and fake 32x32x32 images. The fake 32x32x32
image is generated from GAN M3
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(b)

(a)

(c)

Figure 5.2: Summary statistics of real and fake 32x32x32 images. The fake
32x32x32 image is generated from GAN M3 . The power spectrum density
is shown in units of h Mpc−1 , where h = H0 /100 corresponds to the Hubble
parameter.
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5.2

Second Up-scale (I3 to I2 )

For input data, the I1 images are down-scaled to I2 images using convolution with a constant filter. The modelling chapter explains in great detail
how the I2 images are used to prepare input for both the generator and the
discriminator.
The WGAN M2 is a conditional Deep Convolution WGAN with inception
modules and residual connections [15]. The inception modules are exactly
the same as described earlier. A single residual block is visualized in figure 5.3. These connections are repeated throughout the generator network.
One thing to notice is that the residual connections are only present in the
generator network, not in the discriminator network. This is because in the
discriminator, the dimensions are reduced with each passing layer, and for
residual connections to work the dimensions of the tensor from previous
layer should be exactly the same as the dimension of the tensor from the
current layer, as they need to be added together.
The generator takes in latent code, 7 neighborhood patches of size 32 ×
32 × 32, and the down-scaled target patch of size 16 × 16 × 16, produces the
target patch of size 32 × 32 × 32. The latent code has dimension 32 × 32 ×
32 × 1. The 4th axis is for the channel. Each element in the latent code is
independently sampled from a Gaussian. The 16 × 16 × 16 patch is first upscaled by a factor of 2, by transposed convolution with a constant filter. The
up-scaled patch, the 7 neighborhood patches and the latent code are stacked
along the channel axis to form a tensor of size 32 × 32 × 32 × 9. Now, there
are 8 layers of convolution with inception modules and residual connections
followed by ReLU non-linearity, which ultimately produces a patch of size
32 × 32 × 32.
The discriminator takes in patches of size 64 × 64 × 64, has 6 layers of
convolution with inception modules followed by ReLU non-linearity. Using the stride parameter, the convolution layers reduce the dimension to
8 × 8 × 8 × 2. Then, there are 2 fully connected layers, which finally produce
a single score as the output.
To visualize the quality of up-scaling achieved by the WGAN, we first downscale a real image I2 to image I3 , then give it to the WGAN M2 to up-scale it.

Figure 5.3: A single residual block
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(a)

(b)

(c)

(d)
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(e)

(f)

Figure 5.4: Slices from real and fake 64x64x64 images. The fake is generated
conditioning GAN M2 on the real image down-scaled to 32x32x32 image.
Figure 5.4 shows a few slices from a 3-D fake I2 sample after 87K iterations of
training, alongside the real down-scaled I3 image and the real I2 image. The
sample as a video can be viewed on youtube. This video goes though the
sample slice-by-slice where there are total 64 slices. As the figure suggests,
the up-scaled fake image is very similar to the real image. Figure 5.5 shows
the Mass Density Histogram, Peak Histogram and Power Spectral Density
(PSD) of some samples drawn from the WGAN, compared to that of real
samples. As evident from all 3 statistics, the samples differ slightly from
the true data at higher frequencies. This is because the WGAN finds it hard
to learn the extreme right tail of the true distribution, which can be seen in
figure 4.1.
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(b)

(a)

(c)

Figure 5.5: Summary statistics of real and fake 64x64x64 images. The fake
image is generated conditioning GAN M2 on the real image down-scaled to
32x32x32. The power spectrum density is shown in units of h Mpc−1 , where
h = H0 /100 corresponds to the Hubble parameter.

5.3

Final Up-scale (I2 to I1 )

The WGAN M1 is exactly the same as WGAN M2 . Only the training data is
different. To visualize the quality of up-scaling achieved by the WGAN, we
first down-scale a real I1 image to I2 , then give it to the WGAN M1 to upscale it. Figure 5.6 shows a few slices from a 3-D I1 sample drawn from the
generator of the WGAN after 116K iterations of training, alongside the real
down-scaled I2 image and the real I1 image. The sample as a video can be
viewed on youtube. This video goes though the sample slice-by-slice where
there are total 256 slices. The up-scaled fake image is very similar to the real
image. Figure 5.7 shows the Mass Density Histogram, Peak Histogram and
Power Spectral Density (PSD) of 500 samples drawn from the WGAN M1 ,
compared to that of real samples. As evident from all 3 summary statistics,
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(a)

(b)

(c)

(d)
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(e)

(f)

Figure 5.6: Slices from real and fake 256x256x256 images. The fake is generated conditioning GAN M1 on the real image down-scaled to 64x64x64.
the samples differ slightly from the true data at higher frequencies. This is
again because of the elongated tail of the true data distribution.
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(b)

(a)

(c)

Figure 5.7: Summary statistics of real and fake 256x256x256 images. The
fake image is generated conditioning GAN M1 on the real image downscaled to 64x64x64. The power spectrum density is shown in units of h
Mpc−1 , where h = H0 /100 corresponds to the Hubble parameter.

5.4

Full Multi-scale Pipeline

Now that we have all 3 WGANs trained, we use them to generate fake I1
samples. Figure 5.8 shows a few slices from a 3-D fake I1 image generated
using the full pipeline, alongside a random real I1 image. The sample as
a video can be viewed on youtube. Figure 5.9 shows the Mass Density
Histogram, Peak Histogram and Power Spectral Density (PSD) of 500 fake
samples, compared to that of real samples.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 5.8: Slices from real and fake 256x256x256 images. This fake is generated using the full multi-scale pipeline.
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(b)

(a)

(c)

Figure 5.9: Summary statistics of real and fake 256x256x256 images. This
fake image is generated using the full multi-scale pipeline. The power spectrum density is shown in units of h Mpc−1 , where h = H0 /100 corresponds
to the Hubble parameter.

37

5. Experiments And Results

5.5

Uni-scale vs Multi-scale Approach

To prove that the multi-scale approach actually learns features at different
scales, we compare its performance with that of a single WGAN trained
using uni-scale approach.
In the uni-scale WGAN Mu , the patch-by-patch building up of the final I1 image is same as the multi-scale WGAN M1 . But, here we train only one single
WGAN Mu , which takes in 7 neighborhood patches of size 32 × 32 × 32 and
produces the 8th patch of size 32 × 32 × 32. Notice that the WGAN is not conditioning on any down-scaled information. The conditioning is only done
on the neighborhood information. The strategy is much simpler than the
multi-scale approach, but this simplicity comes at the cost of performance
as we will see. At inference time, we simply feed the latent code to the generator of WGAN Mu , which then produces a patch of size 32 × 32 × 32. We
continue this process to produce the final desired image I1 patch-by-patch
in raster scan order, which is already described in great detail in Modelling
chapter.
Figure 5.10 shows comparison of a few slices from 3-D I1 sample drawn
from both WGAN Mu and the full multi-scale pipeline, as well as a random
real sample. The same as a video can be viewed on youtube. The long
streaks of halos are present in the sample from the multi-scale model, but
not in the sample drawn from WGAN Mu . Figure 5.11 shows the Mass
Density Histogram, Peak Histogram and Power Spectral Density (PSD) of
500 samples drawn from the WGAN Mu , compared to that of real samples.
If we compare these with figure 5.9, it is clear that the multi-scale approach
produces samples that have statistics much closer to the real data.
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(a)

(b)

(c)

(d)
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(e)

(f)

Figure 5.10: Slices from a random real and fake 256x256x256 single and
multi-scale samples
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(a)

(b)

(c)

Figure 5.11: Summary statistics of real and fake 256x256x256 images generated from single-scale model. The power spectrum density is shown in units
of h Mpc−1 , where h = H0 /100 corresponds to the Hubble parameter.
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5.6

Resnet vs Inception vs Deep Convolution Architecture

In this section, we compare different architectures for the generator and discriminator networks of WGAN M1 (I2 to I1 ). We compare 3 different architectures - simple deep convolution network, deep convolution network with
inception modules, and deep convolution network with inception modules
and residual connections.
Figure 5.12 shows the comparison of summary statistics of fake samples
drawn from WGANs with the 3 different architectures. The architecture
with inception modules and residual connections has slightly better summary statistics, hence we used them for all our above experiments.

42

5.6. Resnet vs Inception vs Deep Convolution Architecture

(a) DCGAN

(b) Inception

(c) Inception+Residue

(d) DCGAN

(e) Inception

(f) Inception+Residue

(g) DCGAN

(h) Inception

(i) Inception+Residue

Figure 5.12: Comparison of Mass Density Histogram, Peak Histogram and
Power Spectrum Density for simple DCGAN, DCGAN with Inception Modules, and DCGAN with Inception Modules and Residual Connections
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Conclusion

In this thesis, we proposed a solution that could be used to train GANs/WGANs on 3-dimensional images of arbitrarily large size, using an approach of patch-by-patch generation. The same methodology can be applied
to traditional 2-dimensional images as well. Given neighborhood patches,
WGANs are tasked to produce a patch of image. We then applied a multiscale approach, similar to Laplacian pyramid GAN [8], to learn multiple
WGANs at different scales that helps capture useful features at different
scales, which eventually increases the quality of samples both visually and
statistically. To sum up, we first proposed conditioning WGANs on neighborhood information, then we showed that using down-scaled information
to build a chain of WGANs, where a WGAN conditions on images produced
by the previous WGAN in the chain, boosts performance a lot.
In our current model, the discriminator has only a local partial view of the
final image. The dependencies that exist between far away patches are not
captured in the current model. Extending this model to allow the discriminator to have a more global view of the bigger image, with limited GPU
RAM, would be the next logical extension of this work. Also, we observed
that the extreme right tail of the histogram gives a hard time to the WGAN.
Designing architectures that would help WGAN capture these extreme tails
would further improve performance. During this work, we also tried to use
Network-within-Network [23] to learn the forward and backward transformations, instead of having to handcraft them, but this line of work did not
produce better results. Hence, we did not pursue or investigate this to great
length, but certainly this is an area of future work.
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Wasserstein GAN. arXiv preprint arXiv:1701.07875v3, 2017.

[3]

J. R. Bond, L. Kofman, and D. Pogosyan. How filaments of galaxies are
woven into the cosmic web. Nature, 380:603–606, April 1996.

[4]

M. Boylan-Kolchin, V. Springel, S. D. M. White, A. Jenkins, and G. Lemson. Resolving cosmic structure formation with the Millennium-II Simulation.
MNRAS, 398:1150–1164, September 2009.

[5]

M. T. Busha, R. H. Wechsler, M. R. Becker, B. Erickson, and A. E. Evrard.
Catalog Production for the DES Blind Cosmology Challenge. In American
Astronomical Society Meeting Abstracts, volume 221, page 341.07, January 2013.

[6]

P. Coles and L. Y. Chiang. Characterizing the nonlinear growth of large-scale
structure in the Universe. Nature, 406:376–378, July 2000.

[7]

DES Collaboration. Dark Energy Survey Year 1 Results: Cosmological
Constraints from Galaxy Clustering and Weak Lensing. ArXiv e-prints
arxiv.org/abs/1708.01530, August 2017.

[8]

Emily Denton, Soumith Chintala, Arthur Szlam, and Rob Fergus. Deep
Generative Image Models using a Laplacian Pyramid of Adversarial Networks.
Advances in Neural Information Processing Systems 28, 2015.

[9]

J. P. Dietrich, N. Werner, D. Clowe, A. Finoguenov, T. Kitching, L. Miller,
and A. Simionescu. A filament of dark matter between two clusters of galaxies. Nature, 487:202–204, July 2012.
47

Bibliography
[10] J. E. Forero-Romero, Y. Hoffman, S. Gottlöber, A. Klypin, and G. Yepes.
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