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Abstract
Research on Unmanned Ground Vehicles (UGVs) and Micro Aerial Vehicles (MAVs)
has made great progress in recent years. These platforms typically come with
different characteristics. Aerial robots can be rapidly deployed and survey large
areas. However, their payload and operation times are typically limited, allowing
only limited on-board computations, and sensor outfit. UGVs on the other side
offer extended operation times, and high payloads, but are considerably slower than
aerial robots. In contemporary applications, it is highly desirable to use teams of
such heterogeneous robots to exploit these complementary features. One major
application is the localization between these robots, e.g., by rapidly constructing
a map using a Micro Aerial Vehicle (MAV), and then localizing an Unmanned
Ground Vehicle (UGV) in this map. However, the localization between different
view-points and potentially different sensors is a difficult task. We therefore identify
a need to advance science on localization for heterogeneous robots.
The overall approach of this thesis is to investigate different abstractions of
robotic mapping data that yield invariance to the heterogeneities of ground and
aerial robots. We formulate the challenge of localization as a feature matching
problem. The first contribution is focused on localizing between Vision and LiDAR
data. Here, we propose an abstraction towards one of the data. Since localizing in
3 D data is more view-point invariant than image data, our choice is to represent the
data towards the LiDAR, i.e., as 3 D point-clouds. We therefore propose to either
perform a dense reconstruction from the vision data, or use sparse direct key-point
mapping. The main challenge is then to bridge the different sampling characteristics
of the data by a suitable data description. We find that 3 D descriptors can be
a promising avenue for the localization between the data. While established 3 D
descriptors can give good performance on matching between LiDAR and densely
reconstructed data, they suffer when using sparse 3 D key-point data from Visual
Inertial (VI) mapping. Inspired by successful invariant 2 D image descriptors, we
thus transfer their working principle to 3 D space, and propose a novel descriptor
based on binary density-comparisons of 3 D points. Our experiments show that the
descriptor works well for the challenge of localizing between Vision and LiDAR
data.
While our first contribution is applicable to localization between the two most
common mapping sensor configurations in robotic applications, we extend our
formulation in the second part of this thesis. Instead of using an abstract appearance
of an environment, e.g., as 3 D points, or image features, we take a step further
by considering the underlying structure of man-made environments. We find that
the underlying semantic meaning of scenes does not change due to view-point,
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appearance, or season. With recent advances in semantic scene understanding,
we therefore find that a localization based on semantics is a promising avenue
for localization. While preserving the overall formulation of the feature-based
localization architecture, we develop a novel map representation, and feature
extraction method that accounts for semantic information, and spatial topology
of scenes. Here, we propose to represent maps as graphs of connected semantic
instances. Therefore, the localization problem is reduced to searching a sub-graph,
i.e., the query, in a potentially large graph, i.e., the database. However, finding
a sub-graph of a graph is an np-complete problem and computation prohibitively
expensive for common robotic applications. Motivated by this, we propose to
use graph descriptors that can capture the local structure of sub-graphs and can
conveniently be matched in a K Nearest Neighbors (KNN) fashion, and can therefore
be used in our general abstraction-layer based localization framework. One concern
with the 3 D based methods is scaling as the computational efforts for matching
many high-dimensional features are generally high and scale linearly with the size
of the environment. Thus, using semantic graphs, we can represent the environment
very compactly with a single vertex per semantic object compared to multiple 3 D
key-points and features in our structure-based work. Hence, descriptor matching
becomes more light-weight in larger scale scenarios. We evaluate the effectiveness
of our approach on km-scale scenarios both on simulated and real data. The results
show a much higher degree of view-point invariance of the proposed approach
compared to state of the art appearance-based algorithms.

ii

Zusammenfassung
Die Forschung an Bodenrobotern (UGVs) und kleine Multikopter (MAVs) hat in
den vergangenen Jahren beeindruckende Fortschritte gemacht. Diese Plattformen
kommen in der Regel mit unterschiedlichen Charakteristiken. MAVs können schnell
einsatzbereit sein und in kurzer Zeit grosse Gebiete erkunden. Typischerweise
sind jedoch deren Flugzeit und Nutzlast stark begrenzt, somit können nur begrenzte Sensorik und Rechenkapazität untergebracht werden. Auf der anderen Seite
können UGVs für gewöhnlich grosse Nutzlasten transportieren und ausgestattet
mit grossen Batterien auch lange Einsatzzeiten gewährleisten. Sie sind jedoch
langsamer und nur auf dem Boden einsetzbar. In heutigen Anwendungen sind
die Vorteile beider Roboterprinzipien relevant, welche durch Teams heterogener
Roboter bereitgestellt werden können. Zum effizienten Einsatz ist in diesem Kontext
die Co-Lokalisierung der Roboter eine wichtige Aufgabe, z.B., durch das Generieren
einer Karte auf Daten eines MAV und anschliessendes Lokalisieren des UGV in
dieser Karte. Durch unterschiedlieche Blickwinkel und gegebenenfalls auch unterschiedliche Sensorausstattungen ist diese Aufgabe schwer. Motiviert durch die
hohe Relevanz der Awendung, schlagen wir zur Erweiterung des Stands der Tecknik
neuartige Lokalisierungsverfahren für heterogene Multi-Roboter Systeme vor.
Der grundlegende Ansatz dieser Arbeit ist die Untersuchung verschiedener Abstraktionsverfahren in der Roboter-gestützen Kartierung welche Invarianzen für
die Heterogenitäten von UGVs und MAVs haben. Wir formulieren das Problem
der Lokalisierung als Feature-Matching Problem. Im ersten Teil der Arbeit liegt
der Fokus auf Lokalisierung zwischen Kamera-Bild Daten und LiDAR Daten. Aufgrund der grösseren Invariant zu Blickwinkel-Änderungen von 3 D Daten ist unser
Ziel die Abstraktion der Daten zu erreichen indem wir Bild Daten verarbeiten,
sodass sie wie LiDAR Daten erscheinen und dann uni-modal mit 3 D Deskriptoren beschrieben werden können. Somit schlagen wir die Verwendung zweier
unterschiedlicher Verfahren zur Konvertierung der Bild Daten vor, entweder durch
Rekonstruktion der Szene oder key-point Detektion und Kartierung. Die HauptHerausforderung ist es dann die unterschiedlichen Sampling Chrakteristiken der
Daten durch passende Deskriptoren zu überbrücken. Unsere Erkenntnis ist, dass
3 D Deskriptoren eine geeignete Methode für das Beschreiben und spätere Matchen
der Daten ist. Während etablierte 3 D Descriptoren geeignet sind zwischen LiDAR
und rekonstruierten Daten zu Matchen, sind diese wenig performant auf key-point
Karten. Inspiriert von der hohen Performanz durch 2 D Descriptoren auf Bildern,
transferieren wir dieses Funktionsprinzip in den 3 D Raum und führen einen neuen
Deskriptor ein, welcher auf dem binären Vergleich von 3 D Punktdichten basiert.
Während der erste Teil dieser Arbeit den Fokus auf das Lokalisieren zwischen
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zwei der meist verbreiteten Kartierungsprinzipien setzt, erweitern wir im zweiten
Teil die Formulierung dieses Problems. Anstatt die Erscheinung anhand abstrakter
3 D oder Bild-Deskriptoren zu verwenden, gehen wir einen Schritt weiter und betrachten die Zugrundeliegende Struktur Mensch-gemachter Umgebungen. Unser
Ansatz basiert darauf, dass sich die zugrundeliegende semantische Bedeutung einer
Szenerie durch Änderung der Erscheinung, Jahreszeit und Blickwinkel unveränderlich bleibt. Weiterhin erreichte die Forschung grosse Fortschritte im semantischen
Verstehen von Szenen, weshalb die Verwendung semantischer Informationen in
der Lokalisierung ein vielversprechendes Forschungsobjekt darstellt. Auch für den
zweiten Teil behalten wir die Problem-Formulierung basierend auf Feature-Matching
bei. Wir entwickeln eine neuartige Karten-Representation und Feature Extraktionsmethode welche sich auf semantische Informationen und räumliche Topologien
dieser stützt. Wir repräsentieren Karten als Graphen semantischer Instanzen.
Somit ändert sich das Lokalisierungsproblem zu einer Graphen-Suche, nämlich dem
Finden eines Subgraphen in einem zweiten Graphen. Die Subgraphen-Suche in
einem Graphen ist jedoch ein np-vollständiges Problem und somit auf typischen
Robotikplattformen nicht in annehmbarer Zeit zu berechnen. Wir schlagen somit
vor, Graphen-Deskriptoren zu verwenden, welche die lokale Struktur eines Graphen
abbilden können. Darüber hinaus können diese Deskriptoren effizient in KNN-Weise
verglichen werden. Ein Problem der 3 D basierten Methode des ersten Teils ist das
Skalieren auf grosse Umgebungen, da somit der Rechenaufwand für das Matchen
hochdimensionaler Deskriptoren hoch ist und linear mit Grösse der Umgebung
steigt. Während auch das Matchen semantischer Deskriptoren linear mit der Grösse
der Umgebung ansteigt, ist deren Umgebungsrepräsentation sehr kompakt. Im
Vergleich benötigen wir pro semantischer Instanz einen Deskriptor, während für 3 D
Methoden viele key-points pro Instanz benötigt werden. Wir evaluieren die Effektivität des Asatzes in km-grossen Umgebungen auf simulierten und echten Daten.
Unsere Ergebnisse zeigen weitaus höhere Invarianz zu Blickrichtungs-Änderungen
als der aktuelle Stand der Technik.
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Preface
This is a cumulative doctoral thesis and as such consists of the most relevant
publications. The publications are grouped into two parts and attached at the end.
In addition to the individual publications an overarching introduction is provided
in Chapter 1. We start with explaining the relevance of this thesis, followed by
the objectives and the approach taken to fulfill these. In Chapter 2 we summarize
the current state-of-the-art and the most relevant literature to our work on global
localization and place recognition. For each contributing publication we explain
how it embeds into the overall goals of this thesis and highlight the relevance of
the research work in Chapter 3. Furthermore, we show how each paper is related
to our other publications. We close this thesis by a summary of the achievements
and provide an outlook for future directions and research in Chapter 4.

1

Chapter

1

Introduction
Teams of partly-autonomous, heterogeneous robots are becoming a reality in many
contemporary applications, from Search and Rescue (SaR), over digital farming to
urban driving. This shift of paradigm from single robot systems, and homogeneous
fleets of robots to heterogeneous teams bears great potentials to improve over the
current state of the art towards more flexible and customized robotic solutions.
Consider the time-critical, and potentially dangerous application of SaR, where
human lives are at stake. It is common that first responders have to access disaster
sites with little prior information on the hazards, and structural situation, risking
their health to locate victims or hotspots. Furthermore, these scenarios can be very
unstructured, e.g., a devastated village after an earthquake. Recently, special units
operating Micro Aerial Vehicles (MAVs), or Unmanned Ground Vehicles (UGVs)
were introduced to aid in disaster sites, to mitigate the danger to rescue personnel,
and improve situational awareness [101, 138, 163].
Here, MAVs and UGVs can have complementary advantages [101, 137]. While
MAVs can be deployed quickly to survey large areas, their flight time is limited,
accessibility to cluttered areas may be obstructed, and the payload is limited. UGVs
on the other hand can carry larger payloads and continuously operate for several
hours. Furthermore, they can safely access difficult terrain given they are equipped
with suitable locomotion. Yet, Unmanned Ground Vehicle (UGV)s are typically
slow, and it is desirable to only deploy them towards a limited area of operation.
However, at present time, these technologies are used disconnected from each other
and data sharing is a cumbersome manual process which diverts valuable resources
from the actual SaR task.
In urban driving on the other hand, technolgies for autonomous driving are
incrementally being deployed by various manufacturers [107]. Certain perception
solutions, e.g., based on cameras or LiDARs are becoming increasingly common [73].
However, a standard does not exist yet, and manufacturers apply different designs.
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1 Introduction
The placement, and types of sensors vary between different vehicles, and reusing data
amongst multiple vehicles is not straight-forward. One advantage in urban driving
is a certain structure of the applications. For efficient solutions, current assisting
technologies often deploy heuristic knowledge on the environment, e.g., assuming
lane-markings, road signs, and other cars. One particular interesting technology is
recent development in semantic scene understanding using Convolutional Neural
Networks (CNNs) [9, 141, 201]. These enable robots to automatically analyse scenes
towards their semantic contents. However, these technologies are only starting
to be applied to classic robotic problems, such as Simultaneous Localization and
Mapping (SLAM) [6, 188, 193].
One common challenge to both SaR and autonomous driving applications, is the
localization of a robot in previously gathered mapping data of another robot. This
is especially challenging in the outlined scenarios where sensor set-ups and possibly
modalities vary between the mapping and localization robots, or where view-points
are drastically different, e.g., driving in opposite directions, or aerial versus ground
views.
The goal of this thesis is the development of solutions for the mapping and
localization problem for heterogeneous mobile robots. In particular, this thesis
is based on the requirement for intermediate representations, i.e., abstractions
that add robustness towards the heterogeneities between the data. This leads to
two principle solutions on the problem within this thesis, i.e., localization using
geometrical, and semantic information.

1.1 Motivation and Objectives

(a) Earthquake

(b) Industrial disaster

(c) Car accident

Figure 1.1: Different simulated SaR sites considered within this thesis: Examples of SaR
scenarios are (left) earthquakes, as recorded in Pisa, Italy, (middle) industrial disasters, as
recorded in Dortmund, Germany, and (right) accidents, as recorded in Montelebretti, Italy.

Images of various disaster sites are shown in Fig. 4. These sites were visited in the
scope of this thesis, and depict the main attributes of a SaR scenario. Disaster sites
are typically limited to the extend of less than 1km2 , may not be easily accessible
by humans, and are composed of unusual structures. All of these environments have
in common that we cannot make strong assumptions on the situation beforehand
as drastic changes can have occurred since the last known state. Furthermore,
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these environments often consist of large outdoor areas and confined indoor spaces,
placing constraints on deployable robotic platforms.
Specifically, the industrial disaster sites (Fig. 1.1b) are usually cluttered, and
often have thin structures such as pipes, chimneys, grids and rails, which pose
a major challenge on robot perception and safety. Many of these sites are also
constructed from reflective or magnetic materials such as steel, which can affect
a robot’s sensing capabilities and degrade GPS performance. Typically, these
environments undergo only local changes from an explosion or leakage of hazardous
substances.
Natural disasters on the other hand, such as earth quakes (e.g., Fig. 1.1a) and
landslides can lead to the collapse of entire villages, changing a structured humanmade environment into an unstructured area, with considerable amount of rubble
and large-scale damages on the infrastructure. Also, the environments are typically
3 D, as even previously flat terrain can later be changed by collapsed objects or
landslides.
In such SaR scenarios, improved situational awareness can greatly help first
responders as usually very little information is available on the present state of
a disaster site. Here, Unmanned Aerial Vehicles (UAVs) can help to get a quick
visual survey and mapping of the environment without sending first responders into
immediate danger. However, UAVs may not be able to access all places of a site.
Furthermore, limited payload does not allow them to carry heavy sensors or large
amounts of rescue equipment. Therefore, one of the most relevant applications
apart from the mapping survey is an identification of points of interest that require
further analysis or action by other actors, e.g., UGVs or human rescuers. Another
relevant application is gathering of robotic sensor data for damage mitigation, e.g.,
providing detailed reconstructions of cultural heritages to plan conservation actions.
When we plan to deploy UGVs towards the identified points of interest these need
to be detectable across robotic platforms. Here, different techniques are possible
with increasing complexity. The most simple case is to have absolute position
measurements of all robots, such that points of interests can directly be shared,
e.g., GPS. In this case, the Unmanned Aerial Vehicle (UAV) mapping data can be
directly aligned with the reference frame of the UGV. However, in SaR scenarios
global positioning data is often unavailable, or unreliable due to robot operations
close to larger structures or indoors operation.
Then, the more complex variant of relative localization may be applicable. This
can be accomplished by directly detecting one robot relative to the other and
therewith aligning the reference frames. One possible avenue of achieving this is
visual detection of one robot by the other, using specific markers or visual feature
detection. Yet, direct detection is not always possible, or robots are deployed
asynchronously in the scenario.
In this most general case, where no global or relative positioning data is available,
the information sharing can be achieved by localizing one robot in the mapping
data of the other robot. However, when registering data between UAVs and UGVs,
the heterogeneity of the data poses several challenges. Firstly, the data may be
recorded from drastically different view-points. Secondly, the data may stem from
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various different sensor modalities, e.g., cameras on UAVs and LiDARs on UGVs.
This complicates not only the localization, but also the reusability of the data
across robots. It is not straightforward to use mapping data from vision sensors to
automatically plan missions using a LiDAR sensor on another robot.
To this end, we require solutions that overcome the challenges of localizing
robots under the presence of drastic view-point changes, and heterogeneous sensors
in challenging SaR scenarios. Also, it is desirable to use the data for further
functionality, e.g., mission planning, and low-level path planning. Another emerging
application is increasing autonomy in the automotive sector. While SaR scenarios
are usually limited to a medium large extent, urban driving applications can span
many kilometres. In most cases, cars are travelling on roads in a human augmented
environment. In contrast to the SaR scenarios, these scenes are structured and
bear common semantic meanings which may also be relevant for the robot’s task.
However, also in these scenarios robot localization can be a difficult task if no
external localization infrastructure is available, e.g., GPS or beacons. Similar to
the SaR scenario, on-board localization of heterogeneous multi-view data can be
required, e.g, if a car travels in the opposite direction of a road than before, or was
previously mapped by a robot with different sensor suite.
In the localization case, we face similar challenges like the SaR scenario. However,
especially for autonomous driving, the scale of the environment can be much larger.
Large scale environments not only challenge the localization itself, but in order
to work efficiently, also the representation requires to be light-weight and easily
queryable. Furthermore, the scenes bear semantic meanings which can be relevant
for the robots’ task. One common application can be a human trying to find a
specific place in a city by only remembering the semantic composition of the place,
e.g., “the square with the many trees surrounded by high buildings”.
From these observations, we derive the need for efficient large-scale localization
techniques. Solutions require to achieve close to real-time performance on typical
robotic hardware. Finally, leveraging semantic scene understanding is an emerging
need to enable meaningful interaction with the robotic system.
In summary, within this thesis, we identify the following objectives:
3 D heterogeneous localization in SaR The key challenges for localization in SaR
scenarios are the unstructured 3 D terrain, the heterogeneity of deployed robots,
and the little available prior knowledge of the environment. Furthermore,
the applications can be time critical, and it is desirable to deploy solutions
that automate the process of global localization. Another requirement on
these solutions is the effective re-use of data across robots for further tasks
than mere visualization, e.g., transferring UAV mapping data to UGVs that
can perform traversability analysis, and ultimately plan, and autonomously
execute path planning on the map. The typical deployment of heterogeneous
robots in SaR is performing an initial survey with an UAV equipped with
camera and Inertial Measurement Unit (IMU). Thereafter, places of interest
are identified that require further survey by UGVs. These UGVs typically use
LiDARs as their primary mapping sensor. We aim to automate the process
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of generating 3 D mapping data from UAV camera data, and UGV LiDAR
data, and localize the UGV in the map of the UAV.
Semantic map representation In environments bearing rich semantic meaning, e.g.,
urban driving, a semantic understanding of the scene can be beneficial both for
localization, and scene understanding. Semantics are by definition invariant to
appearance changes, sensor modality, and view-points [145]. Using semantics
has the potential to drastically reduce the amount of storage needed for
the data. Classic map representations such as 3 D point clouds, and visual
key-point maps store a large amount of 3 D points and visual descriptors
respectively. A map containing semantics may potentially only require the
storage of the object, or type of object, and its location. A guided search
in such a reduced space has the potential to accelerate the localization
time. Finally, a semantic map representation would enable more humanunderstandable interaction with the scene than abstract map representations.
Semantic localization Given a suitable semantic map representation, we aim to
localize robots leveraging this information. This has the potential to yield
several invariances that are desirable in localization and not easily achieved
using classic techniques. Firstly, semantics have the potential to increase
view-point invariance as a scene’s semantic content is usually consistent over
varying view-points. Furthermore, the invariance to heterogeneous sensors can
be increased given that data sources succeed to extract consistent semantic
representations. Finally, invariance to appearance changes can be increased
as the semantic meaning of a scene usually stays unchanged over different
times of the day, weather conditions, and seasons.

1.2 Approach
To accomplish our objectives, we first develop a general approach for heterogeneous
localization, as a variant of classic feature matching system, and then branch
the work into two parts. In Part A a framework for 3 D-based localization is
developed, and two principle variants shown, i.e., using sparse, and dense pointclouds respectively. Given the limitations of 3 D-based localization, we then propose
a semantics-based localization technique, and a novel map representation in Part B.
General framework
The localization problem has received much attention over the last decades, and
there exist several approaches. One of the most widely used solutions is feature
extraction and matching. Commonly, these approaches exist for uni-modal data
matching and treat inputs from different sources equally, i.e., data from all robots
is processed in the same manner. Our approach builds on these solutions, which
typically consists of a chain of operations on the data, as depicted in Fig. 1.2. For
the general localization scenario, the system has sensor input, which is then fed
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Figure 1.2: Principal global localization system overview. The inputs to the system are sensor
data, e.g., VI data, RGB-D data, or LiDAR scans. First, an abstraction layer serves to overcome
heterogeneities between the sensor data and the map representation. Then, features are extracted
on the abstracted data and consequently matched against the abstracted data of the Global map.
Finally, the matches are transferred to the localization back-end module to estimate the relative
localization between sensor data and global map. Consecutively, the relative localization can be
used for various purposes such as loop closure, or for visualization.

through a general abstraction layer. In this work, we present two different concepts
for abstraction layers, i.e., 3 D data (see, Part A), and semantics (see, Part B).
Next, features are extracted from the abstracted data and consecutively matched
against features of a database map. Finally, the matches are verified using an
estimation scheme, e.g., RANSAC, or a nonlinear optimization.
Part A: 3 D Descriptor-based Heterogeneous Localization
The goal of this part of the thesis is automatic 3 D localization between UAVs,
and UGVs. In order to achieve this goal, we divide this overall task into several
sub-tasks, i.e., 3 D mapping, system design, 3 D descriptor design, and datasets.
3 D mapping In many applications, 2 D mapping is sufficient to represent the
environments, especially when the flat ground assumption can be made.
However, this simplification does not apply to SaR scenarios. We therefore
choose 3 D information as our map representation. There exist three major
variants for 3 D map representations. The most straightforward representation
is a point-cloud, where maps are represented as unordered sets of 3 D points.
Another variant are voxel-based representations, where, the 3 D space is
discretized into a regular 3 D grid. Finally, 3 D maps may be represented as
meshes where 3 D surfaces are interpolated between discrete points. Since
our goal is the unification of heterogeneous data from different sensors, we
propose to use point-clouds as the map representation, as this preserves the
full mapping information, and does not impose assumptions on the nature
of the underlying data. We furthermore propose to evaluate different 3 D
mapping alternatives for different localization scenarios, i.e., pose-graph
assisted Iterative Closest Point (ICP) mapping for LiDAR data, as well as
sparse 3 D key-point mapping, and 3 D reconstruction for VI data.
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3 D features The global localization problem between 3 D point-cloud data is not
straightforward, due to different partial overlaps, the unordered character of
the data, and the potentially large amount of points. The use of 3 D features is
a promising avenue to balance computational complexity, and expressiveness
of place descriptions. Specifically, the matching of heterogeneous data poses
additional requirements on the description. Main differences between the
heterogeneous mapping data can be the sampling of 3 D point-clouds, and
their noise characteristics. For this purpose, we evaluate a range of existing
3 D descriptors, and furthermore propose a novel descriptor to work on sparse
3 D point-clouds.
Datasets An important task is to evaluate the proposed approaches on different
data. Most characteristics can be evaluated on datasets that are collected
under realistic conditions. Therefore, we aim to collect a large amount of
realistic data in different SaR scenarios for development, and verification of
our methods. Furthermore, we plan to make these data publicly available to
also help the community develop solutions for SaR mapping tasks.
Part B: Semantic Multi-View Localization
The goal of the second part of this thesis is to broaden the scope of the first part to
more adverse global localization scenarios aided by semantic scene understanding.
Semantic scene understanding, e.g., in the area of Convolutional Neural Network
(CNN)-based semantic image segmentation has made tremendous progress in recent
years. Considering this progress, using semantics is also a promising candidate as
an abstraction layer for global localization. However, to this point it is unclear
how semantic information can be effectively integrated in robotic localization. Also,
in order to perform semantic localization, map representations are required to
fuse the classic (visual / geometric), and semantic information. In the scope of
this thesis, we propose a novel semantic map representation, i.e., semantic graphs.
Furthermore, we propose several techniques to derive semantic descriptors from the
semantic graph representation that can be used to globally localize semantic query
sub-graphs in larger global graphs.
Semantic map representation Automatically generated semantic information is a
novel data source in the mapping process. Therefore, map representations,
incorporating the semantic information are required. There are different
requirements for mapping and localization applications. Here we focus on the
localization scenario, where efficient querying, light-weight representations,
and invariances to view-point, sensor, and appearance are desired. Hence,
we propose to represent semantic scenes as 3 D graphs of semantic instances,
where vertices are the semantic instances of different semantic classes, and
edges represent the neighborhood associations between semantic instances.
The localization problem then becomes a search of a sub-graph in a larger
graph. However, naturally, the approach requires to accommodate noise
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between the graphs, as scenes change or are perceived from different viewpoints and sensors. Using the underlying semantic meaning of a scene has
the potential to yield the desired invariances for localization, i.e., view-point,
sensor, and appearance.
Semantic features The computational complexity of searching sub-graphs within
larger graphs is NP-complete. Even the search in graphs of only several
tens of nodes is computationally infeasible on constrained systems such as
robots. Therefore, an effective way of describing graph structures is needed
to localize sub-graphs within larger graphs. Importantly, these descriptions
have to work on noisy data. The expected noise are both differences in
the number and locations of semantic objects, and the edges representing
neighborhood associations. To address this challenge, we investigated several
graph description methods and evaluated these on our problem. Specifically,
we used random walk descriptors, and histogram descriptors suitable for
machine learning systems.
Datasets To evaluate the approach, multi-view, multi-sensor, and ground-truth
segmented data is required. However, such data is rare. Either there exist
single view datasets, or datasets do not have semantic segmentation ground
truth as this has to be generated in a labour intense fashion on real data.
For instance, segmenting one image by hand into its semantic components
can take a user several hours. As we require thousands of data samples for
robotic application, the approach of hand-labeling data is infeasible. We
therefore propose to use simulated data to validate the approach. Photo
realistic simulations have rapidly developed over the last years. Furthermore,
modern simulations allow us to explicitly simulate different sensors, e.g.,
RGB, and depth. Simulation also has the advantage that once a simulation
is set-up, a vast amount of data can be generated. With these data, we
can explore the potentials of this localization regime, given contemporary
high-end semantic segmentation algorithms which can already yield highest
segmentation accuracies. To evaluate the algorithms on realistic data, we also
augment existing datasets with sate-of-the-art semantic segmentations and
evaluate our proposed system.
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Related work
Global localization is the task of metrically localizing a robot within a map without
prior estimate, given local observations of the environment [168]. It therewith
addresses the kidnapped robot, or wake-up problem [54]. Place recognition is a
highly related problem that deals with the recognition of a prior visited place
and is one of the major challenges during global localization [116]. The key
challenges in global localization are view-point invariance, appearance invariance,
sensor invariance, and computational efficiency. Over the last decades, tremendous
progress has been made in the areas of global localization, and place recognition
for mobile robots. Contemporary systems manage to bridge impressive perceptual
differences in appearance, view-point, and sensors.
There are different ways to structure the different approaches, e.g., by modalities
or data representations. Here, we adopt a hybrid approach, by first focussing
on different modalities, i.e., visual-appearance-based, structure-based, and multimodal. We further distinguish between two categories of data representation, i.e.,
topological, and semantic.

2.1 Global Localization
Localization and mapping has been widely researched in the past decades. We aim
to give a brief summary of some of the most relevant SLAM concepts in this section.
An extensive review of SLAM techniques can be found in [28].
Burgard et al. [26] propose a Markov Localization scheme. This is based on
traversing and observing an environment m to maximise the likelihood p(xn |Zn , m)
of a localization hypothesis for the robot pose xn , given m and set of observations
Zn = {z1 , z2 , ...zn }. The Markov property states that the current state’s probability distribution xn only depends on the previous state’s distribution xn−1 Here,
Zn could be noisy 2 D range measurements that are compared against m, resulting
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in a probability grid map P containing hypotheses for each xi in P . Eventually,
these hypotheses converge to a dominant hypothesis as the robot traverses the
environment and updates the probabilities for these hypotheses. The authors later
demonstrate the paradigm in an integrated robot [191].
Another variant of Markov Localization is Monte Carlo Localization (MCL) [60],
or Particle Filter (PF) that uses a sampling-based technique for robot localization.
Here, the posterior is represented by a set of N weighted samples, i.e., a approximation of the probability distribution that is updated with new sensor measurements.
By iteratively observing the environment, these samples converge to a distinct
localization estimate.
Another method for localization are sampling-based techniques, e.g., RANSAC.
Here, multiple hypotheses are tested for a maximum consensus, e.g., in terms of a
minimal transformation error between the hypotheses.
A large shift in paradigm is introduced with graph-based approaches [58, 117].
Here, localization and mapping are treated as an error minimization task. A set
of multiple observations Zj , and their associated weights Ωj constrain xi , with
j = 1, ..., k. Several observations of xi thus equate to the associated error ej (xi ).
These are summarized as squared errors, weighted by their uncertainties, and
subject to the minimization towards xi .
x∗i = argmin

X

ej (xi )T Ωj ej (xi )

(2.1)

j

The localization estimate xi emerges then from the nonlinear least-squares optimization of this weighted sum. Multiple extensions have been proposed to this
approach, e.g., using a continuous time formulation [22, 62], facilitating the sparsity
of the information matrix [92], or outlier rejection using robust estimators [104, 184].
The task of place recognition is in this context the generation of good hypotheses
for the localization.

2.2 Vision-based global localization
Vision-based global localization deals with estimating the pose of a robot using
appearance-based methods based on camera data. Lowry et al. [116] and Piasco
et al. [145] give excellent overviews of vision-based place recognition and localization
methods. The authors apply different classifications of the individual techniques.
In this section, we discuss solutions using camera-based methods.
Local image features are a common approach towards place recognition. Here,
visually salient points are detected and described in an image and later matched to
find candidate locations. There exists a large variety of hand-crafted local image
descriptors, e.g., SIFT [115], SURF [12], FREAK [2], BRISK [105]. These aim
to capture the characteristics of image patches in a low-dimensional and robust
manner. Numerous localization approaches using these local descriptors have been
proposed [106, 120, 168, 203]. The fundamental approach uses visual features and
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compute distances (e.g., L2) between the features to obtain localizations [168]. These
are then usually estimated using RANSAC, nonlinear least-squares optimization,
or Hough-Transform. The assembly of features can also be classified into different
categories to achieve categorical place recognition [149].
Analogously, Steder et al. [176] propose an approach that applies the same
principle on ranging data, by representing LiDAR measurements as depth images.
The authors develop specific key-point extractors and descriptors [175] to operate
on depth images and match them against a database of depth images. Liu and
Siegwart [114] propose a fast localization regime using image segmentation and
description on omnidirectional images. Instead of key-point extraction, the authors
segment images by detected vertical lines. These segments are then described by
their average color in YUV space and segment width, before matching against a
database of places.
An approach for fast matching retrieval is Bag of Words (BoW) [173]. Here,
similar local visual features are mapped to word clusters, and images are represented
as a distribution over these appearance words. This clustering can be performed
by simple K-means clustering. Place recognition can then be achieved by finding
the most similar distribution in a database. This was also implemented for binary
descriptors by Gálvez-López and Tardos [65].
Cummins and Newman [44] learn a generative model for BoW data that relates
common features and yields a Probability Density Function (PDF) over locations.
Jégou et al. [87] innovate over the BoW approach, by using Hamming embedding
and weak geometric consistency constraints. Efficient large-scale localization can
also be achieved using an inverted index. In this method, a query frame’s features
are assigned to their closest word in the fixed-size vocabulary. A search against
the database then yields the closest landmark. Thus, using the associated 3 D
key-points of the descriptors, the pose of the camera can be efficiently estimated
using RANSAC with low inlier ratio [119, 164].
One pitfall of classic appearance-based techniques are their sensitivity to perceptual changes. Several techniques address this problem. Pronobis et al. [149] propose
to use specifically designed visual feature extractors combined with trained Support
Vector Machines (SVM) classifiers to address illumination and slight appearance
changes of an environment. Similarily, McManus et al. [127] and Linegar et al. [113]
propose training of place-specific SVM classifiers to deal with strong appearance
changes.
Milford and Wyeth [131], propose to formulate the visual place recognition
problem as finding a sequence of matching images instead of using single observations,
thus robustifying the method against seasonal changes.
Knopp et al. [97] actively reject images that can harm place recognition performance due to self-similarities or drastic appearance changes. Besides good
performance using visual descriptors, the algorithm also rejects images that diversely match to many other images.
One major challenge are view-point differences between query and database
images. Therefore, Torii et al. [198] approximate locations of query images. They
warp these images using corresponding Google StreetView panoramic RGB and
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depth images. The query images are then reprojected into a synthetic view that is
more closely related and can be matched using classic visual descriptors.
With increasing map sizes, global localization becomes computationally more
expensive, and outlier rates increase. To address this, Svärm et al. [189] propose to
leverage the gravity vector to reduce the search complexity, and implement several
optimizations towards fast outlier rejection, and fast solvers. Similarily, Zeisl et al.
[212] evaluate multiple techniques for improved large-scale localization performance,
such as geometric outlier rejection, pose priors, ad 1-to-many associations.
The authors of [197] propose methods addressing repetitive structures in images
that can cause failure of the naive approach. Their solution is based on detecting
repeated structures by similar visual words in close spatial proximity, grouping
them, and updating the associated weights of the visual word. Jégou et al. [88]
deal with the related problem of ambiguous visual words in different locations and
propose multiple strategies to detect and down-weight their effect on the matching.
A related approach by Sattler et al. [165] deals with the additional problem of
also locally spatial consistent false matches. The authors propose to exploit geo-tags
from GPS, or Structure from motion (Sfm) to disambiguate these cases.
Lin et al. [111] localize ground-view images in aerial images, i.e., under extreme
view-point changes. They extract a set of visual features from a training set and
learn a transformation between corresponding images of different views. Finally,
they also train SVM to reject false matches. Using this technique, the authors
achieve localization of ground view images in aerial images without ground-view
training examples of the same location. In a different approach, Baatz et al. [8]
localize images in a digital elevation map based on the contours of mountains
detected in the images. Jacobs et al. [86] show localization of ground-based cameras
in satellite images by associating the temporal evolution of these data sources, i.e.,
how weather and daytime changes affect both data.
We follow a different approach to address seasonal change by projecting visual
features into 3 D space, and leveraing the sparse 3 D structure of the environments [38]. For achieving long-term localization, Bürki et al. [27] propose to use an
unsupervised selection method that discards unstable visual landmarks based on
co-observability statistics.
Recent advances in learning-based approaches enable training visual descriptors,
with increased robustness, e.g., using Linear Discriminant Analysis (LDA) [25] or
CNNs [4, 33, 170, 187, 215]. Balntas et al. [10] and Schönberger et al. [166] present
benchmarks of handcrafted and learning-based local descriptors, concluding that
contemporary learning-based descriptors can match the performance of hand-crafted
features, but may express strongly varying performance on different data. Han et al.
[78] go beyond training only a descriptor, by also learning matching network on
image patches. This method yields very low-dimensional but still well performing
descriptors. Several works base on learning CNN-based features for wide baseline
localization between ground and aerial images [112, 192, 204, 209].
Kendall et al. [93] train an end-to-end deep network for camera pose estimation
from monocular images.
One pitfall of many CNN-based place categorization approaches is their limita-
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tion to recognize places they were trained on, but not discover unknown places.
Sünderhauf et al. [188] propose a CNN-based architecture to recognize places, but
also employ a one-versus-all classifier to discover previously unknown places and
include them in future estimations. Furthermore, they employ Bayesian filtering to
leverage consecutive observations.

2.3 Structure-based global localization
3 D data is a rich information source for robot localization. A major distinction to
visual data is a natural view-point invariance of 2 D and 3 D points. While very
accurate methods exist for local registration of 2 D, and 3 D data, e.g., ICP [146], and
Normal Distributions Transform (NDT) [14, 121], these do not directly generalize
to the global localization problem, as their point associations are only weak features,
and an exhaustive comparison is usually computationally infeasible. Analogously to
the vision-based techniques, multiple approaches exist to derive salient structural
features, and match them. Firstly, approaches that apply a mapping from 3 D to
2 D depth image data render the use of 2 D visual features feasible. The works
from [176, 177, 217] derive various hand-crafted features from these rendered depth
images, and employ the remainder of standard feature matching pipelines.
In contrast to intensity gradients used for key-point detection on images, 3 D
key-point detection can be performed via surface normal gradients, e.g., Intrinsic
Shape Signatures (ISS) [214], or derivatives on a fitted quadratic surface, e.g.,
Harris3D [172]. Analogously, also features can be extracted on spacial data. Popular local 3 D point-cloud descriptors exist, e.g., FPFH [158], SHOT [196], 3 D
Gestalt [23], and NBLD [38]. Furthermore, global features have been proposed to
describe entire point-clouds, in contrast to patches around key-points, e.g., Ensemble of Shape Functions (ESF) [207], and Viewpoint Feature Histogram (VFH) [159].
Recently, also CNN-based 3 D descriptors on point-clouds have been introduced for
matching [46, 94, 213], scene classification [152], and object detection [96, 124].
In most solutions, LiDAR intensities are neglected for the global localization
task. Cop et al. [41] extend the purely structural localization using LiDAR intensity
histograms superimposed on point-clouds in a novel descriptor design. Barfoot et al.
[11] extract SIFT features on LiDAR intensity images. While this approach can
potentially be extended to address the global localization challenge, the authors
focus on its capabilities towards Visual Inertial Odometry (VIO).
Instead of 3 D key-point detection and description, Dubé et al. [52] propose to
segment 3 D point-clouds into segments and describe these using either hand-crafted
3 D features, or learned descriptors which can then efficiently be matched against a
database of segments.

2.4 Multi-modal global localization
Another challenge in localization is dealing with heterogeneous sensor data, e.g.,
for fusing localizations of multiple sensors, or between them.
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Pronobis et al. [150] propose an accumulation scheme to fuse place categorizations
from different sensor cues. The scheme facilitates confidence outputs of individual
classifiers and discriminating them using SVM classification [147]. Multiple works
have been proposed to generate multi-modal maps from both camera and LiDAR
sensors, and use either of the previously presented uni-modal localization schemes
within [83, 142, 199].
The second case of cross-sensor localization between cameras and ranging sensors
is addressed in various works [59, 68, 69, 208]. Approaches under such circumstances
typically aim to achieve matching in one of these domains, i.e., simulating visual
data from LiDAR scans [208], or performing a 3 D reconstruction from visual sensors,
and matching in the structural domain [59, 68, 69].
Wu and Rehg [210] propose a two-fold approach towards image-based place
recognition, combining local shape information using the Census Transform (CT),
and global shape using Principal Component Analysis (PCA).
Li et al. [109, 110] achieve impressive localization results in localizing camera
images in gigantic point-cloud data generated from Sfm. The approach localizes
the camera based on SIFT features associated to the Sfm model, exploiting cooccurrence prior in the transformation estimation step, and two-way matching
between the database and the query.
Aubry et al. [7] and Russell et al. [156] localize paintings of buildings in 3 D pointclouds by rendering representative views of the 3 D models, deriving discriminative
visual features, and matching them against features from the paintings using a
calibrated similarity score.

2.5 Topological global localization
Topological global localization approaches use an adjacency graph as a map representation. They attempt to determine the node, i.e., a place, of the graph that
corresponds to the robot’s location [103, 200], and eventually using local registration
techniques to refine the localization. Ulrich and Nourbakhsh [200] derive image
histograms from panoramic images and categorize them towards localization within
the adjacency graph in a nearest neighbor fashion. Building the adjacency graph is
however a manual process, where different places need to be manually labelled and
associated to training data. Works from Choset and Nagatani [35] and Beeson et al.
[13] are based on building Voronoi graphs on the free space of a 2 D map [34, 36].
Here, junctions of the Voronoi graphs are interpreted as places. The solutions derive
different topologies from these 2 D graphs to find similar patterns and thus localize
themselves within the graphs.
Mueller et al. [134] facilitate LiDAR measurements of cross-roads to aid robot
localization to gap GPS-denied passages in autonomous driving. Their method is
based on detecting crossroads from an occupancy grid map, and matching them
based on branch angles.
The approach from Tomatis et al. [195] is two-fold, combining coarse topological
localization and precise metric localization. The topological localization is based
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on searching the presently perceived edge of the local map topology against the
database map using 2 D LiDAR measurements. Their map representation relates the
coarse topology with metric sub-maps which are only used for precise localization
once the robot is localized within the topological map.

2.6 Semantic global localization
Robots often operate in environments made for humans that express a high degree
of structure and semantic meaning. In these environments, it is interesting to
aid the appearance-based and spatial mapping with semantic cues to increase the
desired invariances to view point and appearance changes [125, 148], or give a
prior for the localization in certain semantic spaces [71, 167]. It furthermore has
the potential to yield compact map representations. Pronobis and Jensfelt [148]
superimpose a metric map with a layer of semantic objects. Furthermore, they
add a conceptual layer that establishes a relation from objects to places in form of
a fixed ontology. With this approach they extract a fine-grained map of objects
furthermore related to spacial and appearance features of places from multi-modal
sensor data. McCormac et al. [125] probabilistically fuse multiple 2 D segmentations
using the output of a 3 D SLAM algorithm, yielding detailed semantically segmented
3 D scenes.
In [6, 24] the authors focus on the data association problem for semantic localization using Expectation Maximization (EM) and the formulation of the pose
estimation problem for semantic constraints as an error minimization. The semantic
extraction is based on a standard object detector from visual key-points.
Hybrid approaches proposed by Arandjelović and Zisserman [3] and Kobyshev
et al. [98] incorporate local semantic scene information into visual descriptors. This
improves descriptiveness of the features. Furthermore, the matching algorithms use
the additional semantic cue to filter false matches, yielding increased performance
on visual localization tasks. The authors of [132, 171] incorporate information
from semantic segmentations into the weighting of visual words in a modified BoW
approach. [193] leverage semantic segmentation of image data to derive simple line
features that are used for camera pose estimation.
Instead of visual or 3 D point features, Salas-Moreno et al. [162] use a database
of objects that are described in a geometrical way to both map and localize these
objects. McCormac et al. [126] go beyond this fixed database-approach, by also
discovering new objects on the fly and incorporating them in the estimation. The
work from Cohen et al. [39] is highly related in this context. The authors align
indoor and outdoor 3 D reconstructions based on window detections via semantic
segmentation.
One approach to aid place recognition is to limit the search to specific areas,
e.g., by labeling data into specific categories, e.g., rooms. Mozos et al. [133] use
classifiers learned on 2 D LiDAR data to distinguish semantic room categories. The
authors use a sequential AdaBoost classifier to learn strong place features from
a range of features extracted from horizontal 360◦ LiDAR scans in a supervised
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2 Related work
fashion.
Yu et al. [211] leverage semantic object detectors for aligning large-scale 3 D
data. Semantic features are extracted from 3 D data and matched at different
scales within a two-staged ICP algorithm. While this work is not performing full
global localization, it illustrates the benefit of different scale semantic features in
multi-scale localization tasks.
Our works [71] and the work of Stumm et al. [180] propose a semantic map
representation for global localization that relates class instances within a graph
structure. While Stumm et al. [180] use classic visual features to extract semantic
information, we leverage semantic segmentation algorithms to construct graphs
of rich semantic information and novel graph descriptors for matching [71]. Also
Fernández-Moral et al. [56] build small graphs of connected planes to localize in
indoor environments, facilitating a interpretation tree for matching graphs [76].
In a related setup Castaldo et al. [31] match descriptors extracted from semantically segmented images against a topological semantic GIS-map of a city. The
authors use descriptors binning spatial semantic information that are matched in a
nearest-neighbors fashion using L2 distance as similarity score. Christie et al. [37]
propose to use semantically augmented 3 D features for localizing ground images
in aerial maps. Also Schönberger et al. [167] propose a learning-based feature for
localization based on semantically labelled 3 D geometry.

2.7 Datasets
Numerous datasets and benchmarks were developed to facilitate development and
testing of localization algorithms. Here, we present several of the most popular
datasets.
Pronobis et al. [151] created a benchmark dataset for visual place recognition
tasks in indoor environments. The environment covers 5 office rooms that were
visited by multiple robots over multiple runs in a long period of time, undergoing
typical changes in daytime, and dynamics. The dataset also provides approximate
locations of image capturing. [215] provide the places dataset, a large collection of
annotated images for place categorization. Carlevaris-Bianco et al. [29] and Smith
et al. [174] provide multiple mobile robot dataset of indoor and outdoor sequences
featuring camera, LiDAR, ground truth poses, and [29] also varying perceptual
conditions.
A variety of urban driving datasets were made publicly available in recent
years [16, 18, 74]. One of the most widely used datasets and benchmark for urban
driving is the KITTI dataset [74], featuring multiple sequences of urban driving
with multiple cameras, 3 D LiDAR, IMU, and ground truth poses. Blanco et al.
[16], Blanco-Claraco et al. [18] also provide large scale datasets including multiple
cameras, LiDAR, and IMU, and partly ground truth poses.
Training deep neural networks typically requires enormous amounts of training
data. In this context especially semantic ground truth data is very rare since
manual annotating is very labor intensive. A popular dataset is the Cityscapes
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2.7 Datasets
dataset [43], featuring camera data, semantic segmentations and ground truth poses.
However, also photo-realistic simulations are becoming more popular due to the
possibility to automatically generate a large amount of ground truth data [91].
Here, the SYNTHIA dataset [153], Airsim simulator [169], and Carla simulator [47]
are notable frameworks.

19

Chapter

3

Contribution
In this chapter the scientific contributions achieved in the context of this thesis are
presented. All the presented work was conducted in strong collaboration with the
co-authors and supervisors. We first start with the core contributions in each of
the two parts. For each publication we provide some context and explain the key
requirements for effective heterogeneous multi-robot localization.

3.1 Part A: 3 D Descriptor-based Heterogenous Localization
3.1.1 Paper I
Titus Cieslewski, Elena Stumm, Abel Gawel, Mike Bosse, Simon Lynen, Roland
Siegwart, “Point Cloud Descriptors for Place Recognition using Sparse Visual
Information”. In Robotics and Automation (ICRA), 2016 IEEE International
Conference on, 2016.
Context
The key requirements for matching vision and LiDAR data are the effective abstraction layer, and feature description. In the literature on visual localization,
2 D binary descriptors have shown to yield excellent performance for localization.
However, under appearance changes, also the location of key-point changes, as these
are typically extracted in visually salient regions. Therewith, their location also
varies in 3 D space when projected from the image plane. Furthermore, the 2 D
descriptors themselves differ under these changes and cannot be reliably matched
between different view points. However, the principal locations of the features
in 3 D are comparable across appearance differences. Despite the differences in
sampling, the descriptors are usually sampled on the surfaces of structures, and
not in free space, exposing the rough 3 D structure of the environment. Therefore,
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a descriptor build upon the overall 3 D structure of the environment is a good
candidate for the matching between heterogeneous 3 D point-cloud data.
Contribution
We propose to use the sparsely sampled 3 D locations of a classic visual SLAM
pipeline to construct novel 3 D features for matching. Here, we take inspiration
from 2 D matching with binary descriptors and apply the concept to 3 D space.
Instead of applying a 2 D pattern on image data, we therefore apply a 3 D binning
pattern on the data. Then, the densities of points are compared across neighboring
bins, analogous brightnesses as done in binary 2 D keypoint description. The
resulting binary comparisons are concatenated in an n-dimensional vector for later
matching. We evaluate our algorithm on two public vision datasets, i.e., KITTI
and Nordlandsbanen.
Interrelations
The paper presents the design of 3 D features for visual localization. Here, the
aspect of heterogeneity in the sensors, i.e., matching vision against LiDAR is not yet
covered. However, we present a novel descriptor that is more robust to appearance
changes in the environment, and operates on 3 D point-clouds. In Section 3.1.3, we
extend this work towards descriptor-based matching between vision and LiDAR
data. There, we also use the same VI mapping method.
The new descriptors were jointly developed by the first and third author, and
then explored towards two direction, i.e., sparse vision point-cloud matching (first
and second author), and vision-laser matching (third author and first author,
Section 3.1.3).

3.1.2 Paper II
Renaud Dubé, Abel Gawel, Cesar Cadena, Roland Siegwart, Luigi Freda, Mario
Gianni, “3D Localization, Mapping and Path Planning for Search and Rescue Operations”. In Safety, Security and Rescue Robotics (SSRR), 2016 IEEE International
Symposium on, 2016.
Context
3 D LiDAR-based mapping of SaR sites is a difficult task, since simplifying assumptions on the environment can usually not be made. Specifically, flat ground
assumptions cannot be made, GPS positioning may not be available, and SaR
environments may not have the orderly structure of human-made environments.
While pose-graph-based SLAM has become the most popular SLAM paradigm
in recent years, its capabilities have not yet been exploited in the SaR scenario.
Furthermore, the merging and reuse of maps from different missions in these specfic
scenarios has not yet sufficiently been addressed in contemporary research.
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3.1 Part A: 3 D Descriptor-based Heterogenous Localization
Contribution
In this report, we present the pose-graph-based 3 D LiDAR SLAM algorithm used
throughout our consecutive publications in this part of the thesis. The report
presents an integration effort of several state-of-the-art technologies into a unified
system. We demonstrate the effectiveness of the SLAM algorithm in real world
experiments.
Interrelations
This is the basis of the LiDAR-based SLAM system used in the following papers,
i.e., Section 3.1.3-3.1.4.

3.1.3 Paper III
Abel Gawel, Titus Cieslewski, Renaud Dubé, Mike Bosse, Roland Siegwart, Juan
Nieto, “Structure-based vision-laser matching”. In Intelligent Robots and Systems
(IROS), 2016 IEEE/RSJ International Conference on, 2016.
Context
Localization between different sensor modalities requires a suitable mode which
allows to determine similarities between the data. Traditionally, localization between
sensor modalities has required a base map containing representations from all sensor
data, e.g., both point-cloud data for LiDAR localization and visual features for
vision-based localization. This representation is not efficient and does not scale well
to arbitrary sensors, as the base representation has to be augmented with each of
these data. Furthermore, the robot building the initial map may not be equipped
with the same sensors as the robot used to localize. Therefore, it would be beneficial
to find data representations that can be extracted from either modality and can
bridge the difference in modalities.
Contribution
In this paper we designed a vision-LiDAR matching algorithm that uses sparse
3 D point-cloud maps as the basis for localization. The principal idea is to give
the visual keypoint data an appearance closer to LiDAR data, by representing it
as a sparse 3 D point-cloud map. These point-clouds are obtained by projecting
2 D visual key-points into 3 D. On the other side the LiDAR data is used in our
LiDAR-SLAM system (see Section 3.1.2) to build a 3 D point-cloud map. It is
then sparsified to give it appearance closer to the visual point-cloud maps. We
then evaluate different 3 D descriptors for matching between the data, and apply
further filtering, i.e., dimensionality reduction, and clustering of places to increase
computational efficiency of the algorithm. We validate our approach on data from
an indoor experiment in a machine shop, and on a sequence of the publicly available
KITTI dataset.
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Interrelations
This paper applies the findings of Section 3.1.1 to a new problem and devises further
optimizations on the approach. While the improvements over state-of-the-art 3 D
descriptors is significant, a few limitations persist. Mainly, the required training
step for the dimensionality reduction is time consuming, and can be specific to the
considered environment, i.e., may not transfer well to other environments. Secondly,
the approach operates on sparse 3 D data and is solely meant for localization. In
order to reuse the data for further funcitonalities, e.g., traversability analysis of
the terrain, or structural analysis by experts, it would be beneficial to use more
dense 3 D representations. One approach addressing also the mapping aspect, and
dropping the training step is presented in Section 3.1.4. Furthermore, we later
show in Section 3.2.1, how we can leverage semantic data for the heterogeneous
localization case.

3.1.4 Paper IV
Abel Gawel, Renaud Dubé, Hartmut Surmann, Juan Nieto, Roland Siegwart, Cesar
Cadena, “3D registration of aerial and ground robots for disaster response”. In
Safety, Security and Rescue Robotics (SSRR), 2017 IEEE International Symposium
on, 2017.

Context
In the heterogeneous localization scenario between vision and LiDAR data, further
functionalities can benefit the application. One such application is the use of UAV
mapping data not just for localization, but direct integration into the UGV LiDAR
map. Here it is relevant to shift the representation of vision maps as sparse pointclouds, towards dense representations. While in Section 3.1.3 we could show that
sparse representations could be efficiently matched using 3 D descriptors, we lack a
study of the individual components of the typical descriptor matching algorithm in
the case of multi-modal localization.

Contribution
In this paper we develop a 3 D feature matching framework, incorporating modular
components for key-point detection, 3 D feature description, matching, and transformation estimation. This enables an evaluation of the different components to
design an effective multi-modal localization and mapping pipeline for SaR scenarios.
While the components of the approach are state-of-the-art, the structured analysis
of these techniques can benefit the community to choose the appropriate tools based
on indivdual localization applications.
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3.2 Part B: Semantic Multi-View Localization
Interrelations
With this work, we give researchers a guide towards designing a suitable multimodal localization method. It extends our research of Section 3.1.3 towards dense
representations, and further use of the mapping data. One pitfall of the solutions
are long processing times to construct the underlying map representations from
VI data. Furthermore, scaling the approach to large areas can be computationally
expensive, and it is not clear if the expressiveness of local 3 D descriptors will suffice
to disambiguate the global localization problem in large-scale scenarios. Our work
on semantic localization in Section 3 addresses these issues by leveraging efficient
semantic representations.

3.2 Part B: Semantic Multi-View Localization
The overall topic of this thesis is towards heterogeneous localization. While we
addressed the general case of 3 D-based localization between vision and LiDAR
data, we take a different view-point on the heterogeneous localization problem in
the second part. Inspired by the fast progress of semantic scene understanding, this
part focuses on leveraging semantic information for global robot place recognition
and localization. This approach also addresses the main limitations of the purely
3 D-based localization approaches, i.e., scalability and computational efficiency,
yielding close to real-time performance on typical robotic platforms.

3.2.1 Paper V
Abel Gawel, Carlo Del Don, Roland Siegwart, Juan Nieto, Cesar Cadena, “XView: Graph-Based Semantic Multi-View Localization”. In IEEE Robotics and
Automation Letters (RA-L), 2018.
Context
Humans navigate the environment based on semantic cues, e.g., recognizing places
as distinct arrangements of objects. This is drastically different form the abstract
localization regimes that robots typically use, e.g., 3 D points, or local visual
descriptors. One interesting aspect of semantics is their invariance to several
common localization challenges, e.g., view-point, and appearance. If robots can
perceive the semantic structure of scenes, this can potentially help in the localization
case. Furthermore, this can facilitate communication between robots and humans
in localization, and potentially lead to very lightweight map representations. Also,
semantic understandings of scenes are very lightweight and places can be identified
based on few semantic information.
Contribution
In this publication, we propose a novel localization regime between heterogeneous
data based on matching graphs of semantics. The approach is to represent a map
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as a large connected undirected graph, and locate smaller query graphs within this
database graph. Our main contributions are the map representation, description,
and matching using random walk descriptors. Furthermore, this is the first featurebased semantic localization system bridging the gap between multi-modal semantic
data. We demonstrate the effectiveness on several synthetic and a real-world dataset
and achieve processing times within real-time constraints on CPU.

Interrelations
This is our first publication towards semantic localization, following a new paradigm
for localization, i.e., semantic graphs. It is a continuation of our work on heterogeneous localization in Section 3.1.3, and 3.1.4, addressing the open challenges,
i.e., towards larger scale environments, and lightweight map representations. One
of our key findings, is the robustness of the approach towards drastic changes in
view-point, e.g., matching frontal views of a car against top-down views from a
UAV.

3.2.2 Paper VI
Abel Gawel, “Graph-Aided Semantic Cross-View Place Recognition: A study”. In
unpublished, 2018.

Context
Semantic information can be leveraged in localization scenarios. However, a sparse
semantic graph representation of a map is not well suited to perform fully accurate
localization. Conversely, these representations are well suited to perform coarse
localization and can therefore be useful in place recognition applications. Here,
a concept of semantic places needs to be developed on graphs of semantics. We
furthermore identify a need for effective graph representations that can be used with
modern learning-based techniques to achieve high accuracy in the place recognition
application.

Contribution
In this explorative study, we extend our previous work on semantic localization
towards a place recognition framework, incorporating a place voting mechanism.
We furthermore include depth sensing across the full pipeline to simplify the
graph construction process, and improve performance. Lastly, we also introduce
graph representations that can be effectively used in Neural Networks for matching
classification. We demonstrate the modified approach in initial experiments on
synthetic urban driving datasets.
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3.3 List of Publications
Interrelations
This is a technology report exploring further areas within the realm of semantic
graph-based localization and place recognition. We introduce substantial modifications to our initial paper 3.2.1. The modified pipeline has simpler graph extraction
methods, applying a range of well known techniques. On a broader focus, it
is our most recent work towards heterogeneous robot localization in cross-view
applications.

3.3 List of Publications
In the context of the author’s doctoral studies the following publications were
achieved. They are sorted by first author and year.
• H. Blum, A. Gawel, R. Siegwart, and C. Cadena. Modular sensor fusion
for semantic segmentation. In Proc. of the International Conference on
Intelligent Robot Systems (IROS), 2018
• T. Cieslewski, E. Stumm, A. Gawel, M. Bosse, S. Lynen, and R. Siegwart.
Point cloud descriptors for place recognition using sparse visual information. In Proceedings of the IEEE International Conference on Robotics and
Automation (ICRA), pages 4830–4836, 2016
• R. Dubé, A. Gawel, C. Cadena, R. Siegwart, L. Freda, and M. Gianni. 3d
localization, mapping and path planning for search and rescue operations. In
Safety, Security and Rescue Robotics (SSRR), IEEE International Symposium
on, pages 272–273, 2016
• R. Dubé, H. Sommer, A. Gawel, M. Bosse, and R. Siegwart. Non-uniform
sampling strategies for continuous correction based trajectory estimation. In
Proceedings of the IEEE International Conference on Robotics and Automation (ICRA), pages 4792–4798. IEEE, 2016
• R. Dubé, A. Gawel, J. Nieto, R. Siegwart, and C. Cadena. Online multi-robot
slam with 3d lidars: A full system. In Proc. of the International Conference
on Intelligent Robot Systems (IROS), 2017
• P. Fankhauser, C. D. Bellicoso, C. Gehring, R. Dubé, A. Gawel, and M. Hutter.
Free gait—an architecture for the versatile control of legged robots. In Humanoid Robots (Humanoids), 2016 IEEE-RAS 16th International Conference
on, pages 1052–1058. IEEE, 2016
• F. Furrer, T. Novkovic, M. Fehr, A. Gawel, M. Grinvald, T. Sattler, R. Siegwart, and J. Nieto. Mincremental database for multi-instance object completion. In Proc. of the International Conference on Intelligent Robot Systems
(IROS), 2018
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• A. Gawel, T. Cieslewski, R. Dubé, M. Bosse, R. Siegwart, and J. Nieto.
Structure-based vision-laser matching. In Proc. of the International Conference on Intelligent Robot Systems (IROS), pages 182–188, 2016
• A. Gawel, M. Kamel, T. Novkovic, J. Widauer, D. Schindler, B. P. von
Altishofen, R. Siegwart, and J. Nieto. Aerial picking and delivery of magnetic
objects with mavs. In Proceedings of the IEEE International Conference on
Robotics and Automation (ICRA), pages 5746–5752. IEEE, 2017
• A. Gawel, R. Dubé, H. Surmann, J. Nieto, R. Siegwart, and C. Cadena. 3d
registration of aerial and ground robots for disaster response: An evaluation of
features, descriptors, and transformation estimation. In IEEE International
Symposium on Safety, Security, 2017
• A. Gawel, C. Del Don, R. Siegwart, J. Nieto, and C. Cadena. X-view: Graphbased semantic multi-view localization. IEEE Robotics and Automation
Letters (RA-L), 2018
• A. Gawel, Y. Lin, T. Koutros, R. Siegwart, and C. Cadena. Aerial-ground
collaborative sensing: Third-person view for teleoperation. In Safety, Security
and Rescue Robotics (SSRR), IEEE International Symposium on, 2018
• T. Miki, M. Popovic, A. Gawel, G. Hitz, and R. Siegwart. Multi-agent timebased decision-making for the search and action problem. Proceedings of the
IEEE International Conference on Robotics and Automation (ICRA), 2018
• M. d. l. I. Valls, H. F. C. Hendrikx, V. Reijgwart, F. V. Meier, I. Sa, R. Dubé,
A. R. Gawel, M. Bürki, and R. Siegwart. Design of an autonomous racecar:
Perception, state estimation and system integration. Proceedings of the IEEE
International Conference on Robotics and Automation (ICRA), 2018
• L. Wellhausen, R. Dubé, A. Gawel, R. Siegwart, and C. Cadena. Reliable
real-time change detection and mapping for 3d lidars. In Safety, Security and
Rescue Robotics (SSRR), IEEE International Symposium on, pages 81–87.
IEEE, 2017

3.4 List of Supervised Students
Throughout the author’s doctoral studies big effort was spent supervising students.
For projects that resulted in a publication the citation is given.

Master Thesis
Master student, 6 months full time
• Florian Braun (Fall 2016): “Design of mechanisms for aerial manipulation”
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• Lorenz Wellhausen(Fall 2016): “LiDAR-based Environmental Change Detection for a Disaster Response Robot” [206]
• Dario Goglio (Fall 2016): “ComicBot - Robot Reading Companion”
• Carlo Del Don (Spring 2017): “Graph-Based Semantic Multi-View Localization” [71]
• Hermann Blum (Summer 2017): “Multimodal Semantic Segmentation” [19]
• Takahiro Miki (Fall 2017): “Multi-agent Time-based Decision-making for the
Search and Action Problem” [130]
• Steve Maassen (Winter 2017): “Parsing Block-World Scenes using an RGBD-Sensor”
• Maximilian Göttgens (Spring 2018): “3D Semantic segmentation.”
• Aziza Zhanabatyrova (Spring 2018): “Multi-View semantic segmentation.”
• Jiadong Guo (Spring 2018): “Intensity aided LiDAR localization.”
• Lukas Bernreiter (Spring 2018): “Rao-Blackwellized quaternion-based mapping for semantic SLAM to leverage loop closures”
• Nijanthan Berinpanathan (Spring 2018): “Sensor fusion for dynamic object
detection.”
• Miro Völlmy (Spring 2018): “Design of a robotic arm for construction sites.”
• Qianhui Zhao (Spring 2018): “Learning-based graph matching for Semantic
SLAM”

Semester Thesis
Master student, 3-4 months part time
• Marko Panjek (Spring 2016): “Change Detection in 3D LIDAR maps”
• Ryen Elith (Summer 2016): “Suitability of NBLD Description for Matching
vision to Lidar Maps”
• Hubertus Hendrix (Summer 2017): “State Estimation for an Autonomous
Race Car Using LiDAR”
• Fabio Meier (Summer 2017): “State Estimation for an Autonomous Race Car
Using LiDAR”
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• Sandro Berchier (Fall 2017): “Graph-Based Semantic Localization”
• Paul-Edouard Sarlin (Winter 2017): “Uncertainties in deep learning models
for computer vision”
• Theodore Koutros (Spring 2018): “Aerial-Ground collaborative sensing: ThirdPerson view for teleoperation” [72]
• Yukai Lin (Spring 2018): “Aerial-Ground collaborative sensing: Third-Person
view for teleoperation” [72]
• Nikhil Gosala (Summer 2018): “Cone and colour detection using 3-D LiDAR
point cloud”
• Andreas Bühler (Summer 2018): “Real-time, robust, multi-sensor SLAM for
an autonomous race car”
• Claas Ehmke (Summer 2018): “Real-time, robust, multi-sensor SLAM for an
autonomous race car”

Bachelor Thesis
Bachelor student, 3-4 months part time
• Silvan Fuhrer (Summer 2015): “Driving control for a wall racing robot”
• Benjamin Pfyffer von Altishofen (Spring 2016): “Design of a UAV-Mounted
gripper” [70]
• Thusheep Srikantan (Fall 2016): “Semantic SLAM”
• Iveta Rott (Spring 2017): “ComicBot - Comic Reading Companion”

Studies on Mechatronics
Bachelor student, literature review, 3-4 months part time
• Thusheep Srikanthan (Fall 2016): “Semantic SLAM”
• Iveta Rott (Fall 2016): “Semantic SLAM”
• Mathis Lamarre (Fall 2017): “Learning-based graph matching for Semantic
SLAM”

Focus Project
8-12 Bachelor students, 1 year project full time
• David Dubach, Luca Ebner, Tizian Jermann, Dominic Jetter, Tun Kapgen,
Flavio Regenass, Robin Schmid, Peter Zhang, Felix Crazzolara, Matteo
Guscetti (Summer 2018-2019): “Centaur”
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Conclusion and Outlook
Although numerous further ideas exist on extending the research of this thesis, we
conclude the thesis at this point with a summary of the most important findings.
We furthermore sketch potential directions for future research on heterogeneous
robot localization.

4.1 Heterogenous Robot Localization
We started with the definition of a general localization paradigm for heterogeneous
localization task. The main concept is the definition of the abstraction layer which
helps unifying the works of parts A, and B. While implementations and tools for
both main parts of this thesis differ, designing the abstraction layer is one of the
key insights when using heterogeneous data.

4.2 Part A: 3 D Descriptor-based Heterogenous Localization
In this first part, we used 3 D point-cloud data for map representations. We explored
different mapping, registration, and description techniques on heterogeneous data,
and proposed a novel 3 D point-cloud descriptor for registration between sparse
point clouds. Firstly, when considering sparse key-point clouds from visual featuremapping, the localization has to bridge the differences between dense LiDAR
point-clouds and sparse vision point-clouds. The sampling of the points is achieved
differently by both sensors. While the density of LiDAR points is mainly dependent
on the distance from the sensor, the vision key-points are unevenly sampled in
visually salient points. However, it is important to notice that the overall structure
is equal since both kinds of points are only sampled on physical surfaces. Therefore,
the data points are not sampled in the same places, but the overall structure is
similar. We found that 3 D features covering a larger extend of the environment
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capture well the coarse occupancies of regions.
When dealing with reconstructions from visual data, the characteristics of the
data are different than in the previous case. Both data are evenly sampled on
the surfaces of the environment. In contrast to the sparse clouds, it is possible
to compute 3 D key points on these data. One particularity of the used visual
reconstruction technique is that edges are typically smoothed in the reconstruction.
This renders normal computations, which both local reference techniques and some
3 D descriptors rely on, inaccurate. We found that in these cases it is important to
use descriptors that can compensate for these differences with SHOT descriptors
performing the best. Also, the registration accuracy with dense data was higher,
and data could directly be loaded on other robots for taversability analysis and
subsequent path planning.
Based on our findings, there are many interesting avenues to follow up on the
research of this thesis, i.e.,
Mapping algorithms In this work, we evaluated both sparse end dense vision point
clouds. While the dense data showed best results in registration, the long
reconstruction times using Multi-View Reconstruction Environment (MVE)
are a limiting factor for some applications. Here, it would be interesting to
use direct dense reconstruction methods in future work or use RGB-D sensing.
Map representations In the first part of this thesis, we facilitated point-cloud maps
as the representation to extract features and match the data. Over the
past decade further interesting 3 D representations have been proposed, e.g.,
meshes and occupancy grids. Meshes on one side explicitly model surfaces and
could lead to better normal estimations which are important for the reference
frame calculations of 3 D features. Occupancy grids on the other side can
explicitly model free, occupied and unknown space. These additional data
could help designing additional feature characteristics based on the observed
data.
3 D Features While we could show that hand-crafted 3 D features can be a good
variant to register vision with LiDAR data, neural network-based 3 D features
have emerged over the past years. It is therefore an interesting research avenue
to investigate their suitability for matching heterogeneous data. Potentially,
such features can more precisely learn the differences in the heterogeneous
data from different sensors.
Scale We have demonstrated the registration for typical SaR scenarios, e.g., large
scale industrial facilities. However, we have not yet investigated how the
3 D feature approaches scale to even larger environments, e.g., as it could
be relevant for other applications such as planetary exploration. Two major
aspects that might render this difficult are the required map sizes that will
be increasingly computationally expensive to query, and the uniqueness of
the local 3 D descriptors.
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4.3 Part B: Semantic Multi-View Localization
Fusion of data In our approach, we used only 3 D data and neglected other data cues
such as LiDAR intensity, and color information. Since these show comparable
gradients in the scenes, it could be beneficial to also include these information
in the localization features.

4.3 Part B: Semantic Multi-View Localization
While part A focused exclusively on the registration between camera and LiDAR
sensors, we extended these works towards arbitrary view-points and a wider range
sensor data in part B.
Our approach is based on abstracting heterogeneity in the data using semantics.
These semantics are extracted from scenes and instances of semantics connected in a
3 D graphs. On this graph we compute semantic descriptors for vertices that can be
efficiently matched between partial graphs. Here, the representation is much more
lightweight than in the geometry-based case and can therefore perform in real-time,
without computationally expensive 3 D reconstruction of the environment. This
also allows the approach to scale better than the 3 D localization. However, one
pitfall is the reliance on salient semantic information in the scene and its reliable
extraction. Furthermore, it does not achieve perfect localization, but is better
suited for place recognition applications.
Given our findings related to semantic localization, we could think of the following
future research:
Semantic Segmentation The approach rises and falls with the extraction of semantic
information from the scenes. In our work, we have focused on 2 D semantic
segmentation which are the most advanced semantic segmentation techniques
to date. However, a reliable segmentation is not guaranteed, especially from
view-points that are not common to most training data, e.g., aerial topdown views. We require methods to improve these segmentations. One
promising avenue towards improvements here, are the use of Generative
Adversarial Network (GAN)s that can potentially improve prediction quality
using unsupervised learning on unlabelled data. Another avenue for improved
semantic segmentation can be the inclusion of 3 D data in the segmentation,
or a continuous fusion of segmentations in a Bayesian fashion [125].
Semantic Graph Construction The goal of this step is to produce similar graphs
from different views or sensors. In our work, we project the centroids of
segmented objects from 2 D into 3 D using associated depth information. This
method has still residual view-point dependence. Depending on the view,
the centroids will be projected onto different places in 3 D. This introduces
positional noise on the vertices of the semantic graphs. More reliable projection
methods would be desirable for the vertex placement. It could be beneficial to
fuse several 2 D frames into 3 D semantically segmented objects. Another open
point is the treatment of semantics that are not approximately located in one
place, e.g., streets. Presently these get sampled on a fixed distance, however,
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4 Conclusion and Outlook
a more elaborate technique could benefit the graph extraction performance.
Finally, the establishment of edges is another interesting avenue to explore.
In the current system, these are established using neighbourhood in image
space or in 3 D. However, especially neighbourhood in image space does not
necessarily mean neighbourhood in 3 D. Also, in this point a reconstruction
or fusion of several frames could help establishing more meaningful edges.
Descriptors Since matching sub-graphs is an NP-complete problem, we have developed and tested different semantic graph descriptors for efficient graph
matching. We describe vertices of graphs using their neighbourhood. While
this technique is successful on inner parts of graphs, descriptors towards borders of the sub-graphs increasingly differ from the vertices of a full graph, this
sub-graph should be embedded in. Therefore, the borders of our sub-graphs
show poor matching behaviour. It would be beneficial to investigate further
graph-descriptors that effectively capture the information of the graphs, while
being able to accommodate for the noise within the graph.
Evaluation We have successfully evaluated our approach on several datasets spanning up to 1km. However, we were only able to perform the top-view against
forward view experiments on simulated data due to the lack of a reliable
top-down semantic segmenter. While we could show the performance on the
multi-view case on street level, it would be interesting to verify the results
also on the top-down scenario. Furthermore, it would be relevant to evaluate
larger datasets towards the scaling of the approach, as to see if semantically
similar places can sufficiently be handled by the system.
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Abstract
Place recognition is a core component in simultaneous localization and
mapping (SLAM), limiting positional drift over space and time to unlock
precise robot navigation. Determining which previously visited places
belong together continues to be a highly active area of research as robotic
applications demand increasingly higher accuracies. A large number of
place recognition algorithms have been proposed, capable of consuming a
variety of sensor data including laser, sonar and depth readings. The best
performing solutions, however, have utilized visual information by either
matching entire images or parts thereof. Most commonly, vision based
approaches are inspired by information retrieval and utilize 3D-geometry
information about the observed scene as a post-verification step. In this
paper we propose to use the 3D-scene information from sparse-visual feature
maps directly at the core of the place recognition pipeline. We propose a
novel structural descriptor which aggregates sparse triangulated landmarks
from SLAM into a compact signature. The resulting 3D-features provide a
discriminative fingerprint to recognize places over seasonal and viewpoint
changes which are particularly challenging for approaches based on sparse
visual descriptors. We evaluate our system on publicly available datasets
and show how its complementary nature can provide an improvement over
visual place recognition.
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1 Introduction and Related Work
Simultaneous localization and mapping has evolved as a central paradigm to provide
a solution for robotic navigation without relying on external sensors. Given noise in
the sensor signals, modeling inaccuracies and errors due to linearization of the inherently non-linear system models, even the most accurate state estimators [81, 108]
are subject to drift over distance traveled. In recent years the community has shown
substantial advances in camera as well as camera-imu based SLAM approaches
allowing visual-inertial online mapping [106, 139] over large distances. However,
place recognition still remains to play a vital role in eliminating positional error
accumulated over the course of a robotic operation by providing loop closures. As
a result, appearance based approaches to place recognition have been developed in
parallel to provide the required data associations. Many visual place recognition
techniques utilize bag-of-words algorithms borrowed from the text and image retrieval communities [140, 173], along with adaptations to probabilistic frameworks
which deal with perceptual aliasing [44]. In these approaches, local feature descriptors from an image are vector quantized and aggregated in a sparse histogram
which can subsequently be used to represent an image in a compact and invariant
manner. Extensions to such frameworks include working with binary descriptors
for improved computational efficiency [65], aggregating local features through a
Fischer vector for improved performance and efficiency [89], and grouping features
over covisible viewpoints for improved context [181]. Again taking inspiration from
image-search approaches [87], recent methods which utilize voting based frameworks
have shown to perform well even at a very large scale [178]. Here the database
contains individual descriptors from all previously observed images and the search
focuses on finding the n-nearest neighbors to the query descriptors. Every nearest
neighbor votes for a particular database image; with most highly voted images
being forwarded to geometric verification and pose recovery [118, 119, 164]. For
all the aforementioned approaches, geometric constraints play a crucial role as
a post-verification step prior to performing data association. However they only
implicitly use the underlying structural information instead of explicitly utilizing it
to guide the place recognition query. Instead minimal geometric solvers such as
perspective 3, 5 and N point algorithms embedded in a RANSAC loop are used
to filter outliers from the loop closure frontend. While there exist approaches
which include geometric verification directly during the query of the index [178],
only a subset of the work [90, 143, 179] loosely encode 3D-structure explicitly for
scoring candidate images. On the other hand, some methods therefore rather rely
on holistic image descriptors which implicitly require geometric consistency and
have been shown to be robust to appearance changes such as weather variations,
but lack viewpoint invariance as a result [131, 183].
Given the rich information contained in 3D structure we propose to use the
information as a signature for place recognition to complement vision based approaches. In particular we adopt approaches from laser based place recognition,
where structural descriptors such as the Gestalt descriptor [23] enable recognizing
places solely based on 3D points. Due to the fact that a single point is not discrim-
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(a) An overhead structure and an ap- (b) A curve along a textured wall and
proaching train.
some vegetation.
Figure 5.1: Landmarks extracted from a visual SLAM pipeline form the basis of the Neighbourbinary landmark density descriptor (NBLD) – a novel structure descriptor useful for place
recognition. The proposed local signatures provide a complementary source of information
to visual feature descriptors used in related work. We show that in particular for scenes
with challenging conditions due to appearance changes, the proposed method can provide an
advantage over using visual cues only.

inative, structural descriptors rely on the extraction of higher-level features from
point clouds, such as surface normals, planes and histograms over densities. As
an example, Point Feature Histograms (PFH) [157] use surface normals to derive
characteristics of all pairs of points within a neighbourhood and use histograms of
these characteristics to describe the neighbourhood. The Signature of Histograms
of Orientations (SHOT) [196] descriptor creates cells in a normalized sphere, and
derives the descriptor from histograms of normals in each cell. Sparse visual features
however do not provide the required point density to estimate surface normals, such
that neither of those descriptors can be directly applied to our approach.
The 3D Gestalt descriptor [23], however, can be evaluated without any surface
normals, and thus serves as a starting point for the work presented in this paper.
Taking inspiration from Gestalt we propose a novel 3D point-descriptor which is
better suited for place recognition from sparse point clouds such as those from
Structure from Motion (SfM) or SLAM. To demonstrate the complementary nature
of the proposed algorithm, we show how our approach outperforms vision-only
place recognition in particular on datasets which are challenging due to strong
appearance changes.
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Database and query trajectories with sparse visual features

Raw NBLD descriptors per landmark

Projected NBLD descriptors per landmark

Matching between database
and query landmarks

Landmark match aggregation

Place recognition results
Figure 5.2: The place recognition pipeline first assigns raw and then projected descriptors to
sparse visual feature landmarks, matches database and query landmarks according to those
descriptors and finally aggregates the matches to determine if a place has been recognized.

2 Methodology
In order to perform place recognition, a pipeline as outlined in Figure 5.2 is
implemented. The following sections describe the individual parts of the pipeline
in detail.

2.1 Sparse visual features
The 3D landmarks that we use for our descriptors can be obtained from Structure
from Motion algorithms with sparse data, such as Visual-Inertial Odometry [106].
Typically, such landmarks are obtained by tracking salient visual features, such as
corners, across a sequence of images, then triangulating their position based on the
estimated positions from which the images were taken.

2.2 Landmark description
With dense 3D point clouds, keypoint detection can be used to select relevant
areas of interest within a point cloud, which then serve as representative features
to summarize the environment (analogously to keypoint detection in 2D image
analysis). For example, the work of Hänsch et. al [79] describes and compares two
methods of 3D keypoint detection, namely normal aligned radial feature (NARF)
keypoints and 3D-SIFT keypoints, which analyze curvature properties of the points
to select relevant and stable locations within the point cloud. However, due to
the already sparse nature of sparse visual feature landmarks, no such keypoint
detection is necessary in our case. We hence evaluate descriptors for all points
in our point cloud. We then seek to calculate representative and discriminative
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(a) Gestalt bins

(b) NBLD bins

Figure 5.3: Bins used in the Gestalt and in the NBLD descriptor. The amounts of bins in each
direction (azimuthal, radial, vertical) are parameters of the descriptors.

structural descriptors for each individual landmark li , based on the distribution of
landmarks surrounding it, which is summarized as follows:
1. Determine all landmarks Li,Ω that are within a neighbourhood volume Ωi
around the position p
~i of landmark li .
2. Express the neighbouring landmark positions p
~L = {~
pj |j ∈ Li,Ω }, in a
normalized frame of reference TN .
3. Compute the descriptor in the normalized frame, using the positions of the
neighbouring points p
~L .
Since our descriptors will not be invariant to transformations of p
~L (such as
rotation), unlike for instance the PFH descriptor [157], we need to perform a
normalization transformation TN on p
~L . Here, we can make use of two assumptions:
Firstly, since the position of the described landmark p
~i with respect to p
~L is known,
we can center p
~L around p
~i . Secondly, point clouds can be aligned according to
the gravitational axis, such that only one rotational degree of freedom is unknown
(yaw). To select a yaw rotation for normalization, we use the method of Bosse
and Zlot [23]. First, the sample covariance CL of p
~L is evaluated. Let ~eC,0 be the
eigenvector of lowest eigenvalue of CL . Then, TN is chosen such that the projection
of ~eC,0 onto the horizontal plane is collinear with the x-axis. Since this can be
achieved in two ways, N is further chosen such that the bearing vector from p
~i to
the position of the first observer of li has a positive x-coefficient.
Similar to the Gestalt descriptor proposed by Bosse and Zlot [23], we draw
landmarks from a cylindrical neighbourhood Ωi aligned with the gravitational axis.
The Gestalt descriptor then uses bins in the horizontal plane as shown in figure 5.3a,
and uses mean height and height variation within each bin to describe li . In contrast,
we try to incorporate more information about the vertical landmark distribution.
To that end, we choose a vertical extent of Ωi , and introduce additional vertical
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subdivision, as shown in figure 5.3b. We then calculate the density of points within
each bin, and combine the information in the form of a descriptor. In particular, we
take inspiration from BRISK [105] and FREAK [2], that compare relative quantities
between pairs of bins instead of using absolute values. This results in increased
robustness, especially to changes in illumination. We aim for similar effects with
respect to change in landmark density for our descriptor. Landmark density can
change due to different
 illumination or different distances to structure. Instead
of considering all n
possible bin relationships, only nearby bins are considered.
2
In the end, our descriptor is obtained by subdividing the neighbourhood Ωi of a
landmark li with the bins shown in Figure 5.3b. Then, for each bin, the density of
landmarks is calculated. Finally, for each bin the density of landmarks is compared
to each adjacent bin in azimuthal, radial and vertical direction, and the results are
then concatenated into a binary descriptor. Accordingly, we name our descriptor
Neighbour-binary landmark density descriptor, or NBLD descriptor.

2.3 Place recognition: Definition
Place recognition can be defined as a function
x ∈ Q → f (x) ∈ D

(5.1)

where Q denotes a query set and D a database set. We distinguish between two
kinds of place recognition: On the one hand there is localization, which is done
between two trajectories, A and B. The places of one trajectory, say A, constitute
the database D, while places of the other trajectory B constitute the query Q. On
the other hand, there is loop closure, which is done within a single trajectory. Here,
the query and database are defined by a given time t and location at that time x(t),
Q(t) = {x(t)}
0

0

D(t) = {x(t )|t < t − ∆t}

(5.2a)
(5.2b)

where ∆t > 0 is a minimal time difference between query and match to avoid
self-queries.

2.4 Place recognition: Landmark voting framework
Since the focus of this work is on descriptors, place recognition will be evaluated
using the recognition of landmarks based on descriptor matching. To infer places
from matching landmark descriptors, we for now ignore recent advances in efficient
place recognition pipelines and instead focus on voting-based methods that match
query frames to database frames. In particular, we simply define Q and D to
be composed of visual frames. Doing this allows better understanding of the key
mechanisms in our pipeline and gives a more direct feedback on the performance
of our descriptors specifically. The remainder of this section provides more details
about each component in the pipeline.
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Voting scheme
The work of Jégou et al. [87] compiled a survey of frame matching methods, and
for our work, we have selected the described descriptor voting framework. In voting,
each frame in the database, d ∈ D, is assigned a vote count v(d) for each query
frame x, and f (x) is selected based on the number of votes each database frame d
receives. At first, each landmark lx observed as feature track by x casts votes for a
set of candidate landmarks of the database, ld . Then, each database landmark ld
gives as many votes as it has received from lx to each of the database frames d it
is observed from, resulting in each frame d in the database accumulating the final
number of votes v(d).
Landmark matching
In order for each query landmark lx to cast its votes, a set of candidate matching
landmarks needs to be retrieved from the database. These are the landmarks whose
descriptors are the k nearest neighbours of lx in Euclidian descriptor space. We use
the libnabo KD-Tree library [53] for matching. As it is most efficient when executing
multiple queries at the same time, we consolidate the loop-closure domains from
(5.2b) such that
Qi = {x(t)|t ∈ {i∆t, (i + 1)∆t}}
(5.3a)
and
Di = {x(t)|t ∈ {0, (i − 1)∆t}}

(5.3b)

The result of this consolidated loop closure is equivalent to (5.2b) where the new
∆t varies between ∆t and 2∆t.
Finally, to reject outliers, we introduce a threshold γd , such that landmark
matches di are rejected if ∆di > γd · ∆dk , where ∆di is the distance from query
descriptor to di , and ∆dk is the distance to the k-closest descriptor.
Descriptor projection
To speed up the nearest-neighbour search, we project the raw descriptors into
a lower-dimensional space. A principal component analysis (PCA) is applied,
as it weighs the original dimensions according to their information content and
orders the resulting dimensions in a way that expresses most variations with the
least amount of dimensions. A more sophisticated approach would be to evaluate
a projection, such that the distances between projected descriptors satisfy the
likelihood ratio test (LRT), as introduced by Bosse et al. [21] and also used by
Lynen et al. [118]. Instead of just normalizing the distribution of descriptors, this
projection minimizes distances between matches and maximizes distances between
non-matches, according to a provided ground truth. Due to the need for a ground
truth, it can’t be evaluated ad-hoc, and can be prone to over-fitting. Since it
furthermore precludes the variation of descriptor parameters such as Ωi extents
and bin counts, we refrain from using it for the time being.
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2.5 Place recognition: Decision making
Once descriptors are projected, matched, and votes are aggregated for database
frames, the remaining task is to determine which database frame, if any, is considered
recognized in a query frame. Before making this decision, two normalizations are
performed to remove biases.
A first bias is that voting treats database vertices with many landmarks preferentially. To illustrate, assume perfect landmark matching with k = 1. Then, if one
vertex observes a subset of landmarks that another landmark observes, and if the
database is queried with the vertex with fewer landmarks, both database vertices
receive the same amount of votes. As a remedy, we normalize the vote count of
each database landmark by the amount of landmarks that it observes.
A second bias that only affects loop closure is that the database size grows
throughout the trajectory. However, as we are always using k best matches for
all landmarks, this means that database vertices matched at the beginning of the
trajectory generally receive more votes than database vertices towards the end of
the trajectory. If strong outliers are present at the beginning of the trajectory, these
can have more votes than inliers at the end of the trajectory. To prevent this, we
multiply all votes with the database size at the given moment.
After applying these normalizations, the database frame with most votes is
selected for each query. However, it is not necessarily the case that a matching
database frame exists for each query. In order to cope with this, a threshold on the
vote count is used to reject matches.

3 Experiments
3.1 Quality measure
The quality of the place recognition is evaluated using precision-recall (PR) curves
and the Matthews Correlation Coefficient (MCC), obtained by varying a threshold
over the vote scores of the best match for each query frame. The evaluation is
equivalent to an evaluation of a binary classification where the collection of items
is Q × D. Here, at most one matching location from the database is assigned to
the query, d ∈ D to q ∈ Q. We consider (q, d) to be retrieved and (q, d0 )∀d0 6= d
not to be retrieved. Then the rules outlined in Table 5.1 are assigned to each query
q. The resulting counts of true positives, false positives, true negatives and false
negatives are then aggregated over all q ∈ Q. Note that the size of the database
|D| can vary over q in the case of loop closure applications. We use the same
time-based consolidation here that we used for place recognition. Different ground
truth tolerance radii re are hand-selected for different evaluation datasets, according
to their spatial extent.
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tp

fp

tn

fn

If database place d is assigned to query place q.
If |~
pq − p
~d | ≤ re
1
0
|D| − 1
0
Else, if ∃d0 ∈ D, |~
pq − p
~d0 | < re
0
1
|D| − 2
1
Otherwise
0
1
|D| − 1
0
If no database place is assigned to query place q.
If ∃d0 ∈ D, |~
pq − p
~d0 | < re
0
0
|D| − 1
1
Otherwise
0
0
|D|
0
Table 5.1: True positives, false positives, true negatives and false negatives accumulated for
each query place q. Here, p
~i are ground truth positions.

3.2 Evaluation datasets
Loop closure capabilities are evaluated using sequences from the KITTI visual
odometry dataset [74]. For localization, and to show results on visually challenging
datasets, the Nordlandsbanen videos [80], [186] are used. Here, we give a brief
account on how we used these datasets.
KITTI datasets
From the KITTI suite, we use the 2012 Odometry/SLAM evaluation sequences 00
(3.7km in 7 minutes 50 seconds), 05 (2.2km in 4 minutes 47 seconds), and 06 (1.2km
in 1 minute 54 seconds) due to the presence of loop closures. Since state-of-the-art
visual odometry algorithms are shown to perform with down to sub-percent drift on
the KITTI datasets [74], we assume that we have perfect visual odometry available.
Although, it would be relevant to also evaluate the effects of non-perfect poses, we
use the pose ground truth and triangulate 3D-landmarks from feature tracks.
Nordlandsbanen videos
The Nordlandsbanen videos have been previously used by Sünderhauf et al. [186]
for evaluating the image-based SeqSLAM [131], and therefore did not require a
precise pose estimate nor camera calibration parameters. However, in order to
properly triangulate landmarks from feature tracks, this information is necessary,
but not provided by NRKbeta [80]. What NRKbeta provides, however, are four
location-synchronized videos and a corresponding GPS track. We extract the
individual video frames and downsample them to a resolution of 960 × 480 pixels
and grayscale. The GPS track by itself is not useful due to noise and the lack of
attitude information. However, since the dataset was recorded on a train, we make
assumptions on acceleration and orientation. We perform the pose and calibration
estimates with the following steps (all numeric values used are explicited in Table
5.2):
Time synchronization We plot trajectory updates concurrently with corresponding images for different offset hypotheses. We then manually pick a time offset
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(a) Winter

(b) Spring

(c) Summer

(d) Fall

Figure 5.4: Frame 9873 for each of the four seasons in the Norldandbanen datasets.

tv,g such that the video time tv = tv,g + tg , where tg is the corresponding GPS
measurement time, given that the GPS measurement timestamps in the provided
summer dataset start at 0.
Position interpolation While camera measurements are available at 25Hz, GPS
measurements are available at 1Hz. Thus, we interpolate the GPS measurements
using cubic splines.
Position smoothing We then smooth the trajectory using a non-linear optimization [1] with error terms penalizing accelerations and deviations from the GPS
measurements.
Orientation recovery Next, we recalculate all pose attitudes such that the
camera is always aligned with the velocity vector, and such that roll is 0.
Camera calibration estimation Finally, with the smoothed trajectory, we
again use non-linear optimization with visual error terms to optimize the camera
calibration. Since the used camera is a television camera, we assume no distortion.
While we don’t claim that these steps result in the most accurate estimation of the
environment, the resulting point clouds sufficiently represent a realistic underlying
structure, as can be seen in Figure 5.1. Our current reverse-engineered parameters
for the Nordlandsbanen dataset are summarized in Table 5.2. We use only the first
eight minutes (∼ 10km) of the Nordlandsbanen trajectory for our evaluation.

3.3 Visual-feature based place recognition
As a comparison to the proposed algorithm, we put the BRISK descriptors from the
same landmarks that we used for NBLD through an analogous place recognition
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Video time of the first GPS
measurement tv,g
Acceleration error term for consecutive frame position triplets
{(~
pi−1 , p
~i , p
~i+1 )}
GPS error term for pose {~
pi }
and GPS measurement {m
~ i}
Focal length at 960 × 480
Principal point at 960 × 480

168s
p
~i−1 −2~
pi +~
pi+1
0.125m
∆t

, ∆t =

1
s
25

p
~i −m
~i
3m

495
(460, 202)

Table 5.2: A summary of parameters that can be used to extract sparse visual features from
the Nordlandsbanen [80] videos.

pipeline. Instead of using a PCA projection, a projection matrix proposed by Lynen
et al. [118] is used. The projection matrix has been trained using LRT training:
It maximizes the descriptor distances from different tracks while minimizing the
descriptor distances within the same track. We project to 10 dimensions, as this
has been shown to reach best performance. Since each landmark is observed several
times, where each 2D observation has its own descriptor, we match specific 2D
observations of landmarks, based on their descriptors. For k, the number of nearest
neighbours retrieved by each 2D observation, we use 5 neighbours, as this yields the
best results. Now, since specific 2D observations, and not landmarks, are matched,
the vote counting is adapted. The query vertex first votes for its 2D observations
of landmarks. These 2D observations in the query then vote for 2D observations
in the database that were also matched using nearest neighbour search. Finally,
the 2D observations in the database do not vote for their single observer vertices
directly, but instead for their corresponding landmarks first, who then vote for all
their observers. This ensures that the vote counting is more robust to viewpoint
changes.

3.4 Parameter Configuration
A list of free parameters in our system is given in Table 5.3. For all of our
experiments, we set the number of keypoints extracted per frame to 500. The
remaining parameters are tuned independently for the KITTI and Nordlandsbanen
datasets (see Table 5.4). These values were found by manually tuning individual
parameters until satisfactory results were obtained, while limiting some parameters,
such as the radius of Ωi , to values that realistically represent information that is
available within a couple of frames in a given dataset. Choosing a prior method for
parameter selection in different scenarios, such as finding keypoint scales, remains
a task for future work.
For the Gestalt evaluation that we perform on the Nordlandsbanen datasets we
use the same parameters as for NBLD.
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Ωi

|B|

s
k
γd
re

Descriptor domain extents (incl. temporal). Includes the radius r, the height h and the temporal
radius t.
Number of bins in all dimensions. Consists of
number of azimuthal, radial and vertical bins
(na , nr , nv ).
Number of dimensions after projection
Number of matches for landmark matching
Relative rejection threshold for matches
vote count threshold
Ground truth radius

Table 5.3: Parameters that can be varied in our system, in order of application.

Ωi
|B|
s
k
γd
re

KITTI
(r, h, t) = (9m, 18m, 60s)
(na , nr , nv ) = (16, 4, 8)
60
15
0.8
5m

Nordlandsbanen
(r, h) = (16, 18)m
(na , nr , nv ) = (12, 2, 8)
18
4
1
20m

Table 5.4: NBLD parameters used in the evaluation. The vote count threshold is varied over
the PR curves.

4 Results
The results for KITTI 00, 05 and 06 can be seen in figure 5.5. We can conclude
that with the given parameters, NBLD performs similarly to BRISK.
Since NBLD operates on 3D structure and ignores visual descriptors, it is interesting to see how it performs on data that has been recorded across seasons, since
such data is subject to changes in the visual information. As can be seen in Figure
5.6, NBLD performs better than both Gestalt and BRISK across the challenging
spring-winter pair from the Nordlandsbanen datasets. Still, the performance for
this dataset pair is several times worse than the performance across the easier
summer-fall combination or the performance with the KITTI datasets. We presume
that this is due to the fact that our structural descriptors rely on what landmarks
are detected by the structure from motion algorithm. Indeed, the results for other
season pairs are even worse than for spring-winter, for all evaluated descriptors.
Which landmarks are seen still varies with lighting. For instance, textured areas that
receive more light can potentially give rise to more landmarks than if they are dark.
As can be seen in Figure 5.4, the winter frames have illumination that is darker and
completely different than in the spring frames. Inspecting the Nordlandsbanen point
clouds indeed reveals that the spring dataset contains significantly more points than
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Precision-recall for KITTI datasets
1

Precision

0.8
0.6
NBLD KITTI0
NBLD KITTI5
NBLD KITTI6
BRISK KITTI0
BRISK KITTI5
BRISK KITTI6

0.4
0.2
0
0

0.2

0.4

0.6

0.8

1

Recall
Figure 5.5: Precision-recall curves for the three KITTI datasets that contain a discernible loop
closure. The used NBLD radius is 9 meters.

the winter dataset. Additionally, the tracking is more difficult as a window wiper
regularly passes in front of the camera. In spite of these challenging conditions, the
difference in structure still gives rise to less confusion than the difference in visual
information in the images. Moreover, the performance of NBLD can be improved
by increasing the radius of the descriptor domain Ωi . Figure 5.7 shows how the
MCC in the spring-winter pair increases as that radius is increased. Around a
radius of 40m a plateau is reached. The PR curve at this radius is included in
Figure 5.6. With the Nordlandsbanen dataset, Ωi becomes emptier as the radius
increases, since a bigger portion of the descriptor covers space where no landmarks
are present. This explains why performance stops increasing at a certain radius.
Furthermore, there is a caveat with increasing the radius: At a certain point, the
descriptor describes the shape of the trajectory instead of the landmark structure.
It would be worth investigating in future work at which radius this point is reached.
The timing of the spring-winter Nordlandsbanen evaluation (∼ 3000 000 landmarks
combined) is shown in Table 5.5. It is not possible to give an exact estimate of
the runtime in an online setting based on offline timing, especially since we employ
CPU data parallelism in many places. However, the results encourage us to believe
that our implementation could easily be adopted in a real-time online localization
application, especially since descriptor evaluation, PCA and projection for D could
be pre-processed.
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Precision−recall for Nordlandsbanen pairs
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Recall
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Figure 5.6: Precision-recall curves for summer-fall (blue) and spring-winter (red) of the
Nordlandsbanen datasets (first 10km). Gestalt and NBLD use a Ωi radius of 16 meters.
Additionally, NBLD has been evaluated with a radius of 40m on spring-winter.

MCC(r) for Nordlandsbanen spring-winter
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Figure 5.7: Increasing the radius of the descriptor domain Ωi increases the place recognition
performance up to a plateau.
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5 Conclusion
Descriptor evaluation
Principal component analysis
Descriptor projection
Landmark matching
Vote aggregation
Total

12s
63s
34s
106s
2s
217s

Table 5.5: Timing of the spring-winter Nordlandsbanen evaluation (∼ 3000 000 landmarks
combined). Each Nordlandsbanen trajectory has been recorded over 480 seconds.

5 Conclusion
In this work we have shown that sparse 3D points estimated by visual SLAM
can be aggregated into a structural descriptor, which is useful for large-scale
place recognition. The proposed descriptor, dubbed Neighbour-binary landmark
density descriptor (NBLD) can perform better than visual descriptors if the scene
undergoes appearance changes, such as in the Nordlandsbanen datasets recorded
across different seasons. However, since the points used by NBLD still originate
from visual cues, the appearance changes cannot be arbitrarily strong. While for
instance SeqSLAM [131] presents better results for stronger appearance changes, it
is very sensitive to viewpoint changes [186]. Since NBLD does not depend directly
on the image sequence, it would hence be very interesting to analyze the viewpoint
dependence of NBLD-based place recognition.
Other than providing robustness to lighting changes, we believe that the presented
work lays out how place recognition can be achieved in applications where availability
of visual data is limited, such as in future DVS SLAM pipelines [205].
In future work we propose to reduce the amount of free parameters, for instance
by deriving a keypoint scale from structural properties. Another very interesting
subject is direct fusion of point cloud descriptors with visual descriptors in order
to obtain a descriptor that incorporates both visual and structural information,
potentially combining the advantages of both approaches.
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Abstract
This work presents our results on 3D robot localization, mapping and path
planning for the latest joint exercise of the European project Long-Term
Human-Robot Teaming for Robot Assisted Disaster Response (TRADR).
The full system is operated and evaluated by firemen end-users in realworld search and rescue experiments. We demonstrate that the system is
able to plan a path to a goal position desired by the fireman operator in
the TRADR Operational Control Unit (OCU), using a persistent 3D map
created by the robot during previous sorties.

Published in:
Safety, Security and Rescue Robotics (SSRR), 2016 IEEE International Symposium on, 2016
Equal contributions from authors 1, 2, 5

Paper II: 3D Localization, Mapping and Path Planning for Search and Rescue Operations

1 Introduction
Teams of autonomous mobile robots have the potential to reduce human risks during
disaster response as well as the associated costs [190]. Different levels of robot
autonomy are required in order to effectively support a rescue squad performing
high-level tasks such as exploring the disaster area, detecting victims and taking
chemical samples. Moreover, long-term operation of robotic platforms is desired
for humans and robots to collaborate over several days of disaster intervention. To
this end, building and maintaining a persistent representation of the environment,
accurate localization, and efficient path planning are fundamental prerequisites.
Prior to this work, a SLAM strategy based on Iterative Closest Point (ICP) for
the robotic platform considered in this work was proposed in [146]. While providing
precise local reconstruction of an environment, this technique can not improve the
map in the event of place recognition. The localization algorithm presented in this
paper is therefore based on the pose-graph SLAM strategy as described in [77].
The 3D path planning and navigation methods presented in this paper are based
on the works [75, 100, 128]. The underlying modules provide functionalities such
as real-time point cloud segmentation and traversability analysis. A randomized A*
approach is applied on the current terrain structure interpretation.
In the remainder of this report, we concisely describe the localization, mapping
and path planning systems and present the results of experiments with firemen
end-users, at the latest TRADR Joint Exercise (TJEx).

2 System Description
While the Long-Term Human-Robot Teaming for Robot Assisted Disaster Response
(TRADR) system comprises an integrated framework spanning from low-level
perception functionalities to high-level reasoning, in this work we focus on presenting
the latest advances in the integrated SLAM and path planning.

2.1 Pose-graph based localization, mapping and map merging
The proposed SLAM system relies on a pose-graph optimization approach [77].
This framework computes a Maximum a Posteriori (MAP) estimate of a trajectory
of robot poses c(ti )∈SE(3) collected at times {ti }N
i=0 by optimizing a negative logposterior E (aka error function) which sums over constraints Θ(ci,j )=eT
i,j Ωi,j ei,j ,
with ei,j = zi,j − z̃i,j (ci,j ), and zi,j the observation, z̃i,j (ci,j ) the prediction and
Ωi,j the information matrix. In the present system the function E is obtained
by combining together (i) odometry constraints ΘO (ci,j ), fusing wheel encoders
and IMU data along the lines of [102], and (ii) laser scan-matching constraints
ΘS (ci,j ), from ICP matching the current scan against all previous scans within a
sliding time window [t − w, t]⊂R where t is the current time and w is the chosen
fixed time width. Let c(t1 :t2 ) denote the sequence of robot poses acquired in the
time interval [t1 , t2 ] ⊂R and CO and CS respectively the set of pairs of timestamps
for which odometry and scan-matching constraints exist over that time interval.
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Figure 6.1: Top-left: 3D laser map generated in a first sortie on mission day 1. Bottom-left:
Map generated during a second sortie on mission day 2. Top-right: TRADR UGV equipped with
multiple encoders, an IMU and a rotating laser-scanner. Bottom-right: TRADR OCU displaying
the merged map.

The robot trajectory c(t) is finally estimated by incrementally minimizing the error
E(c (t − w:t)) =

X
<ti ,tj >∈CO

ΘO (ci,j ) +

X

ΘS (ci,j )

(6.1)

<ti ,tj >∈CS

on the sliding window. This approach is flexible and allows registration of further
error terms, e.g., loop closure constraints. Further details of the used approach are
outlined in [51].
The global 3D map is the result of (i) projecting individual laser scans from their
respective recording locations c(ti ) into a world reference frame and (ii) optionally
applying point cloud post-processing filters, e.g., downsampling. For removing
dynamic objects in the map, the system offers a probabilistic filtering based on
octomaps.
The SLAM approach furthermore allows the reuse of previously recorded maps
in subsequent sorties. The current approach for map merging aligns the robot’s
previous world reference frame with the current one at starting time and loads the
previous map. The robot then continues mapping by constructing a new pose graph
from its starting location. Both the loaded map and the updates are accessible
to other robot modules, e.g., the path planner, giving rise to persistent use of
multi-sortie information.
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2.2 Path planning on built maps
The navigation module accepts as input both online registered point clouds and
maps built in past sorties. When new sensory data is available and if substantial
changes occurred in the map, the structure interpretation of the point cloud is
updated. As a first step, the point cloud is filtered and geometric features such as
normals and surface curvatures are computed. Then, segmentation is performed
and clusters are labeled according to geometrical constraints applied to surface
normal directions, mean curvatures and 3D-coordinates of points. This results in
a classification of the environment in regions such as walls, terrain, surmountable
obstacles and stairs/ramps [100, 128]. Traversability is then computed as a cost
function taking into account the point cloud classification and the local geometric
features [100, 128] (such as obstacle clearance, terrain roughness and point cloud
density).
Path planning is performed both on global and local scales. Given a set of
waypoints as input, the global path planner checks the existence of a traversable
path joining them. Once a solution is found, a local path planner drives the robot
towards the closest waypoint by continuously replanning a feasible path in a local
neighbourhood in order to take into account possible dynamic changes in the
environment. On both global and local scale, the connectivity of the traversable
terrain is captured by using a sampling-based approach. In particular, a tree is
expanded in the configuration space by using a randomized A* approach [100, 128].

3 Integrated Scenario Experiments
The full system was evaluated at the latest TJEx experiments where firemen
end-users performed a search and rescue mission by teleoperating two TRADR
UGVs. Amongst other sensors, these skid-steered vehicles are equipped with a 360◦
spherical camera and a rotating laser scanner as shown in Fig. 6.1, top-right.
An initial sortie was executed during the first mission day resulting in the map
depicted in Fig. 6.1. On the second mission day, a second sortie was performed
with a different robot, extending the map generated during the first sortie. The
resulting merged map was displayed to the end-users in the command post through
the TRADR OCU.
During each mission, the end-users were able to identify points of interest and
mark them as navigation waypoints on the traversability map (Fig. 6.2, left).
Each set of selected waypoints was fed into a task queue managed by the global
path-planner, which was always able to successfully compute a traversable path
(Fig. 6.2, left). At execution time, the local path-planner and the trajectory control
safely drove the vehicle along the planned paths (Fig. 6.2, right) by performing a
continuous replanning in order to manage possible low-dynamic changes occurring
in the environment. Autonomous waypoint inspection was successfully performed
allowing end-users to detect victims and possible gas leaks.
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Figure 6.2: Left: Segmentation of the merged map into obstacles (red) and traversable regions
(blue); a globally planned path (green line) is shown on the traversable region. Right: An
example of planned path (green line) joining a set of waypoints (green traffic cones) selected by
the end-user, directly on the traversability map.

4 Conclusion
In this report we have shown the results of the mapping and path planning systems
on the latest TJEx. A full map was obtained from different sorties by tele-operating
the robots for exploration of the disaster area. This allowed to reduce the level of
tele-operation in posterior sorties by automatically planning suitable paths on the
built map for further inspection of interest points. Remarkably, the firemen were
able to fully operate the robots by using the TRADR OCU which demonstrated
the robustness and reliability of our 3D localization, mapping, and path planning
systems. These results bring the goal of effective human-robot teaming closer to
reality.
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Abstract
Persistent merging of maps created by different sensor modalities is an insufficiently addressed problem. Current approaches either rely on appearancebased features which may suffer from lighting and viewpoint changes or
require pre-registration between all sensor modalities used. This work
presents a framework using structural descriptors for matching LIDAR
point-cloud maps and sparse vision keypoint maps. The matching algorithm
works independently of the sensors’ viewpoint and varying lighting and
does not require pre-registration between the sensors used. Furthermore,
we employ the approach in a novel vision-laser map-merging algorithm.
We analyse a range of structural descriptors and present results of the
method integrated within a full mapping framework. Despite the fact
that we match between the visual and laser domains, we can successfully
perform map-merging using structural descriptors. The effectiveness of the
presented structure-based vision-laser matching is evaluated on the public
KITTI dataset and furthermore demonstrated on a map merging problem
in an industrial site.
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Figure 7.1: The figure illustrates two different maps obtained with vision and lidar and the
final alignment resulted with our approach.

1 Introduction and Related Work
In multi-robot applications, heterogeneous teams of robots can be deployed in the
same environment in order to exploit the complementary advantages of different
platform characteristics. For instance, lightweight unmanned aerial vehicles (UAVs)
equipped with cameras can quickly reconnoiter an unknown terrain, while unmanned
ground vehicles (UGVs) can be used to carry heavy payloads. A typical application
of such heterogeneous setups is in search and rescue scenarios, which involve both
rapid exploration and presence on the ground [57, 122].
An important part of multi-robot applications is relative localization. For example,
if UAVs are used for reconaissance to be exploited by UGVs, the UGVs need to
be able to localize themselves within the maps created by the UAVs. How this
can be achieved depends on the sensors available on the mapping robot RM and
the sensors available on the robot RL that is localizing against the map. On the
one hand, if both RM and RL are equipped with cameras, visual place recongition
approaches such as presented in [65, 118, 136] can be used. On the other hand, if
both RM and RL are equipped with a LIDAR sensor, place recognition approaches
for dense maps such as [20], [23] can be used. Furthermore, if RM is equipped
with both cameras and a LIDAR sensor, multi-modal maps, such as presented in
[83, 142, 199] can be created, in which case either approach can be used, depending
on the sensors present on RL .
This paper focuses on the remaining case, in which either the mapping robot is
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equipped with a camera and the localizing robot with a LIDAR sensor, or vice versa.
For example, a UAV would be equipped with a camera due to weight constraints,
while a UGV would be equipped with a LIDAR sensor which provides a more robust
and accurate model of the ground, which is required for its path planning. Previous
approaches for achieving localization in such circumstances typically consist of
either simulating visual data in laser scans [208] or extracting the dense structure
that is characteristic for LIDAR maps from visual sensors [59]. The former approach
requires the ability to predict surface reflectivity from camera images. While this
has been shown to work in an urban environment, in particular on streets with lane
markings, this approach might not generalize to cluttered environments present
in search and rescue scenarios. In contrast, the latter approach has shown to be
more general. Extracting 3D structure from camera images can for instance be
achieved using patch-based multi-view stereo algorithms (PMVS) [64], structure
from motion [194] or the commercial Pix4D mapper software. However, these 3D
reconstruction techniques are very expensive computationally and often have trouble
with untextured surfaces. Furthermore, transmitting dense maps over networks
typically requires more bandwidth than the transmission of sparse visual maps.
Therefore one of our priorities is to use sparse visual data.
It was recently shown that sparse vision maps and dense LIDAR maps can be
aligned based on geometry with a good initial guess [30]. In contrast, we show
that sparse visual keypoint locations and LIDAR maps contain sufficient mutual
structural information and can be matched using structural descriptors without
prior registration.
We propose a framework for structure-based vision-laser matching and evaluate
it on a suite of structural descriptors operating solely on 3D structural data,
abstracting the neighbourhood around a keypoint location:
• the 3D Gestalt descriptor [23] stemming from the LIDAR mapping community,
as a representative of descriptors that performs well on dense LIDAR data,
• the neighbour-binary landmark density (NBLD) descriptor [38] designed for
visual feature tracking and performing well on sparse visual keypoint maps
and,
• the Boxli descriptor, a generic 3D occupancy descriptor, which essentially
downscales the point-cloud resolution.
Furthermore, keypoints are gravity aligned, i.e., IMU measurements are used to
estimate the z-axis of the keypoints. This step drastically increases efficiency in
searching descriptor matches. We assume limited local errors, i.e., a drift on the
open loop solution of up to 5% for odometry measurements and a maximum error
for the IMU-based z-axis estimation of 5%.
State-of-the-art methods are employed to efficiently yield high matching results at
good computational performance, including descriptor projection and dynamic place
segmentation. For efficient feature matching we downscale descriptor dimensionality
by employing descriptor projection as presented in [21]. Specifically, this paper
presents the following contributions:
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Figure 7.2: System diagram of the approach for matching and fusing vision-laser maps using
structural descriptors.

• The presentation of an algorithm using structural descriptors to merge sparse
vision and dense laser maps.
• A comparison of different structural descriptors w.r.t. vision-laser matching.
• Discussion of the parametrization of the proposed map merging pipeline.
• Evaluation of the approach on the public KITTI dataset [73], and demonstration on an industrial indoor dataset, as depicted in Fig. 7.1.

2 Approach
This section describes the steps of our approach starting with data acquisition,
filtering and registration, structural description, projection and matching, to place
recognition and verification. An overview of the approach is depicted in Fig. 7.2.
The approach requires no prior registration between the used vision and laser data.
The structural descriptors however use IMU measurements to estimate gravity
alignment of the z-vectors for their orientations’ reference frames.
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2.1 System input and registration
The proposed system has two separate inputs from the LIDAR and the vision
pipeline, i.e., depth and IMU measurements on one side, camera image stream and
IMU measurements on the other side.
Keypoint maps MV from vision- and IMU-only data are obtained using an efficient
visual inertial odometry algorithm. Our approach is experimentally evaluated using
ORB_SLAM2 [136] but is not limited to this choice. This process yields a loopclosed keypoint map, consisting of optimized camera tracks and sparse visual
keypoints.
Several options are available to build maps from LIDAR data. The registration
was tested using scan-registration with ICP and a pose-graph based continuous-time
framework which both yield sufficiently accurate maps. Since the vision keypoint
maps considered are sparse, the resulting LIDAR map can be density filtered to the
average density of the vision base map MV , resulting in the laser base map ML .
Optionally, the quality of the maps can be further improved by performing batch
post-processing e.g., loop-closure, which is not a prerequisite for the vision-laser
matching of Sec. 2.4.

2.2 Structural descriptors
A structural descriptor di ∈ Rn is an abstracted description of the surrounding
structure in the neighbourhood Ωi ⊂ M of a keypoint pi .
The n × m matrix of all descriptors is Σ = {d0 , d1 , ..., dm−1 }. We compare three
structural descriptor schemes on both ML and MV , i.e., 3D Gestalt [23], Boxli
and Neighbour-binary landmark density (NBLD) descriptors [38]. We select key
points PL and PV by choosing a random 10% subset of the point clouds ML and
MV , i.e., PL ⊂ ML and PV ⊂ MV respectively. For achieving rotation invariance
of the used descriptors, the descriptors are aligned relative to their neighbourhood
Ωi . Therefore the method by [21] is employed to normalize orientations.
The z-axis of each orientation’s reference frame is aligned with the gravity vector
g which is estimated by an IMU, leaving one rotational degree of freedom in yaw.
Let λi,j be the sorted eigenvalues in ascending order of the covariance matrix Ci
for each Ωi . The eigenvector ei,0 corresponding to the smallest eigenvalue λi,0
is derived, i.e., the surface normal. Subsequently ei,0 is projected on the ground
plane forming the local x-axis for the descriptor. As this operation has 2 possible
solutions, we force the x-component of ei,0 to point towards the observer of pi .
In some cases the calculated orientations may be unstable due to small noise
drastically changing their values:
1. If the shape of Ci is very cylindrical, i.e., the smallest eigenvalues are of
λ −λi,0
similar size Pi,1
< 0.9 the orientation may be any vector within a plane
2
j=0

λi,j

spanned by ei,0 and ei,1
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pi

pi

Figure 7.3: Left: Cylindrical binning shape used for NBLD and Gestalt descriptors. Right:
Cuboid 3D grid used for Boxli descriptor.

2. If the surface normal is almost parallel to the z-axis, i.e., arccos(ei,0 ·
(0, 0, 1)T ) < 10◦ ei,0 .
Descriptors with orientations fulfilling any of the two criteria are discarded.
Furthermore, the neighbourhood Ω has a temporal extent rt , meaning that only
points within the neighbourhood which were acquired close in time are considered
in the calculation, i.e., we prevent re-observations of places to be accounted for
in the same descriptor. In the following we define the three structural descriptor
schemes evaluated in this work.
Boxli Boxli descriptors define a cuboid 3D grid of expansion r and height h around
each keypoint into n3dim cells as illustrated in Fig. 7.3:
h h
Ωi = pi + {x ∈ R3 |x1 , x2 ∈ [−r, r], x3 ∈ [− , ]}
2 2

(7.1)

Each grid cell holds the count nk,l,m of encapsulated points. The Boxli descriptor
is then:
di = (n1,1,1 , n1,1,2 , n1,1,3 , ...)
(7.2)
3D Gestalt The 3D Gestalt has proven to be a very successful descriptor for
laser-based place recognition [23]. It defines a cylinder of radius r and infinite
height around each keypoint pi :
Ωi = pi + {x ∈ R3 |x3 ∈ (−∞, ∞), kx1 , x2 k ≤ r} ⊂ R3

(7.3)

Each cylinder is evenly divided into nra radial and naz azimuthal bins, where
2
each contains average height µaz,r and variance σaz,r
of the enclosed points, as
illustrated in Fig. 7.3. Additionally, the overall planarity pli and cylindricality
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cyi values are computed per cylinder from the eigenvalues, yielding the complete
descriptor di .
2λi,2 − 2λi,1
λi,1 − λi,0
, cyi = P2
(7.4)
pli = P2
λ
λ
i,j
j=0
j=0 i,j
2
2
di = (µ1,1 , σ1,1
, µ1,2 , σ1,2
, ..., pli , cyi )

(7.5)

The values pli and cyi are a measure for the planarity and cylindricality respectively
of a neighbourhood. The values range from 0 to 1.
NBLD Neighbour-binary landmark density (NBLD) is a structural descriptor
designed for sparse visual keypoints and uses binary comparisons between bins. It
has shown to be very successful in place recognition using the 3D locations of sparse
visual keypoints, also expressing high performance on data undergoing appearance
changes [? ]. Like the Gestalt descriptor, the NBLD operates on a virtual cylinder
around each keypoint pi . The cylinder is however bounded in z:
h h
Ωi = pi + {x ∈ R3 |kx1 , x2 k ≤ r, x3 ∈ [− , ]} ⊂ R3
2 2

(7.6)

Additionally to naz azimuthal and nra radial bins, NBLD also has a regular binning
nh in z. The descriptors’ binary values encode the density differences between bins,
i.e., each bin density ρaz,r,z is compared to all densities of its neighbouring bins
ρneighbours and the according feature dimension assigned 1 or 0:


bdaz,r,z =

1
0

ρaz,r,z > ρneighbours
ρaz,r,z ≤ ρneighbours

di = (bd1,1,1 , bd1,1,2 , bd1,1,3 , ...)

(7.7)
(7.8)

2.3 Descriptor projection
In practice, not every dimension of a generic structural descriptor design carries
useful information and therefore more dimensions in descriptors do not necessarily
increase the separability of matches and non-matches. However, the time required
for matching features, which is performed in the next step, increases quadratically
with descriptor dimensions. Using only a combination of most expressive descriptor
dimensions is desirable. We therefore find a projection Ab of the descriptors to a
lower dimensionality b that improves separability, which is a variant of the procedure
proposed in [21]:
Σb = Ab Σ
(7.9)
with Ab ∈ Rb×n ⊂ A ∈ Rn×n . For calculating A, artificial noise is added to
the keypoints while a matching between the keypoint and the noisy keypoint is
postulated. Then the distributions of matched and unmatched descriptors are
calculated. The best SNR lies in the descriptor dimension with largest eigenvalues
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for the distribution of differences, i.e., between the covariances CM and CU for
matched and unmatched descriptors respectively.
−1
−1
AT A = CM
− CU

(7.10)

This projection training can be performed in 3 different ways:
1. train on laser only,
2. train on vision only,
3. train on both, i.e., postulate matches between laser keypoint and corresponding
vision keypoint.
As expected, the third method provides the best results as it models the matching we
aim to perform. However, we want to avoid pre-training to be adaptive to unknown
environments and therefore assume no prior knowledge about the registration
between LIDAR and vision maps. Our design choice is therefore to train the
descriptors on either vision or laser. Intuitively, vision maps in general contain
higher noise and training on these may yield the identification of the most robust
dimensions. However, our experiments do not show one of the first two methods
being superior over the other. In our experiments, we use the vision trained
projection matrix AV for projecting the descriptors Σ to a lower dimensionality,
choosing the b best dimensions of AV . Fig. 7.4 shows an exemplary evaluation of
different descriptor dimensions projections. Matching quality saturates at much
lower descriptor dimensionality than using all descriptors dimensions. Since AV is
trained on real data, it needs to be retrained for different environments. However,
as we train AV uni-modal, i.e. either on vision or on laser data, AV can adapt to
new environments without supervision.

2.4 Descriptor matching
A kd-tree of the laser dataset’s descriptors Σb,L is built and queried for each
keypoints’ k nearest neighbours of the vision dataset Σb,V . The results are vote
scores ZL,V between the datasets. Fig. 7.5 illustrates a histogram over votes
between vision and laser. For creating the image, the same path is followed both by
a LIDAR and a camera system, resulting in the expected dominant main diagonal
of 1-to-1 correspondences of places and off-diagonals, which correspond to placerevisits, on the vote space. Please note that we chose to evaluate our approach
on a dataset where both sensors visit the same area to yield many possible place
matches. In the envisioned use-case of map merging, a vote space of distinct vote
clusters and not continuous diagonals of clustered votes are expected.
The voting space is further aggregated into places to enable analysis and improvements with place density thresholding.
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Figure 7.4: Comparison of the structural descriptor matching quality over the number of
projected descriptor dimensions using Matthews Correlation Coefficient.

2.5 Place segmentation and geometric verification
Places are commonly defined by spatial regions or keyframes that are queried in a
database of descriptors. One common problem in segmenting places is the choice of
a feasible place size to aggregate the votes within that region. Popular approaches
are fixed-sized grids in the time domain [23] or keyframe queries [45]. We found that
dynamic place segmentation, as proposed in [118] yields higher place recognition
quality than fixed-size grids or keyframes. In this approach the place segmentation
problem is treated as a continuous 2D probability estimate on the matching matrix,
i.e., places are segmented along path segments scoring high vote densities. Rotating
the vote space, facilitates the segmentation process, by enabling trajectory-aligned
vote-space segmentation.
The full rotated vote space is initialized as a single node in this decomposition.
The algorithm then recursively splits the space in x- and y-direction, based on density
gradients within a node. The decomposition stops if a maximal decomposition
depth is reached or if the maximal density gradient within a node is lower than
a threshold. Fig. 7.6 shows the segmentation of the 20 % densest matching
segmentations for the evaluation dataset. We threshold on the density for an
individual structural descriptor scheme above which segmented areas are considered
as place correspondence candidates. To account for varying robot velocities, the
time index of keypoints is converted into the travelled distance.
The approach assumes that maps are recorded following robot trajectories, i.e.,
both the query and the database data were recorded, travelling forward or backward
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Figure 7.5: The vision-laser vote space histogram accumulates all votes from the vision query
on the laser database. Areas of high density (black) correspond to the accumulation of many
votes. High densities on the main diagonal (highlighted with blue box) correspond to direct
place matches, off diagonals (red box and green box) correspond to revisits of places. The
corresponding trajectory segments of the evaluation dataset are illustrated on the top.
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Figure 7.6: Place segmentation candidates on rotated vote-space after dynamic place segmentation for KITTI05. The image shows the rotated vote-space of Fig. 7.5 and the resulting
high-density place-matching segments as small boxes overlaid. The 20% densest segments of
the evaluation dataset are illustrated as small boxes. Most high density segments accumulate
around the (rotated) main diagonal and off diagonals.

on close continuous trajectories. Since we cannot always assume robots to follow
similar trajectories in the context of map-merging, we limit the segmentation size
to a low maximal extent.
The place-correspondence candidates which are a collection of descriptor matches
ΣM can finally be checked for a consistent transform from one place to the matching
candidate. This is achieved by calculating the individual transforms Ti,j of each
keypoint match in a segmented region and building a histogram on the transformations. If the likelihood of the dominant transform exceeds a threshold, the
place-correspondence is accepted as a match.
Finally, the match constraint is propagated to the vision and laser maps yielding
a registration between them.

3 Experiments
The described procedure has been evaluated on the KITTI dataset [73] using data
from stereo cameras and 3D LIDAR data. We use sequence 05 of the dataset
consisting of a trajectory of 2.2 km in an urban environment, with several loop
closures. The particular sequence was chosen for its richer urban environment,
compared to highway sequences and the presence of several loop closures which
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visually aids understanding the vote histograms.
The vision and LIDAR data were independently converted into maps as described
in Sec. 2.1. For evaluating the descriptors’ performances both vision and laser
point-cloud were individually loop-closed and aligned using the GPS ground-truth.
The known transformation between stereo camera and 3D LIDAR is only used for
the evaluation against ground truth and not in the vision-laser matching system
itself.
We furthermore demonstrate the approach in a machine hall, an industrial indoor
environment on independently recorded data with partial overlap between vision
and LIDAR maps. In a first experiment, a UGV equipped with a 3D laser scanner
explored the machine hall. Later, a human carrying a camera explored some parts
of the machine hall and the nearby corridors (see Fig. 7.1).

3.1 Evaluation
Our evaluation point is set after place segmentation and before geometric verification,
as we regard geometric verification as an additional step, which can be applied to
place segmentations independent of the way segmentations were acquired. We use
precision, recall and Matthews Correlation Coefficient (MCC) to evaluate the quality
of the proposed method and the performance of different structural descriptors on
KITTI. A threshold on the vote-density td is used to distinguish between positives
and negatives. We mark a match as true positive, if the euclidean distance rL,V
between the matching keypoints is within the matching radius rgt,near , while the
density dL,V > td . False positives are accounted, if rL,V is greater than a threshold
rgt,f ar , while dL,V > td . True negatives fulfill the conditions rL,V > rgt,f ar and
dL,V < td . Finally false negatives are counted, if rL,V < rgt,f ar and dL,V < td .
As we do not have ground truth data for the machine hall dataset, we facilitate
this dataset for demonstration purposes of our method. The vision and laser machine
hall datasets were manually aligned, and we use the data to identify common true
positives and false positives, i.e., in which regions our method performs good or
bad.

3.2 Parametrization
The method requires several settings:
• the number of point-cloud points to use as keypoints,
• the dimensionality b of the descriptor projection Ab ,
• the number k of descriptor matches per query descriptor,
• the threshold td on the vote density to distinguish positive and negative votes,
• the ground truth radii rgt,near and rgt,f ar are only needed in the evaluation,
to assign the true or false predicate to matching candidates,
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Table 7.1: Parameters used in the evaluation.

Ωd
ndim
k
b
td
rgt

KITTI
(r, h, rt ) = (20m, 18m, 50s)
(naz , nra , nz ) = (16, 4, 8)
(nx , ny , nz ) = (5, 5, 8)
10
50
5%
(near, f ar) = (20m, 30m)

Machine hall
(r, h, rt ) = (6m, 6m, 20s)
(naz , nra , nz ) = (16, 4, 6)
10
50
3%
(near, f ar) = (6m, 10m)1

• the descriptor settings.
We hand-tuned the descriptors according to the following parametrization choices.
The number of keypoints can be chosen arbitrarily, but should not be too sparse.
We used 10% of our point-clouds as keypoints.
As shown in Sec. 2.3, the MCC score saturates with a much lower number of
descriptor dimensions and therefore most of the descriptor space can be captured
in a 50 dimensional subspace.
The number of nearest-neighbours k is set according to the keypoint density
within the neighbourhood of a keypoint, i.e. the estimate of self-similar keypoints
near an evaluated keypoint, a rule of thumb is to use 5 to 15 matches.
We furthermore set td to a value that maximizes the MCC performance of our
method, while providing good precision and recall rates. This corresponds to the
approximate spacial overlap of the datasets, i.e., the 5% densest regions are selected
as positives for full coverage, linearly scaling down with lower coverage.
The ground truth radii rgt for evaluation should be set equal to or greater than
the descriptor radius.
We found the binning of descriptors as depicted in Tab. 7.1 to provide good
results by trying different settings. The neighbourhood Ωd should be set according
to the environment, the sensor characteristic and estimated speed of the robot. The
radius r determines the minimal expected overlap between the vision and LIDAR
map. However, the choice of too large radii may encode the travelled trajectory
rather than the local structure. The height h can be set to values that realistically
capture the vertical extent of the measurements and rt corresponds to the minimal
time the robot requires to cover the area around a keypoint.
The parameters for our evaluation are collected in Tab. 7.1. Considering recent
advances in robust estimation lower precision rates are commonly acceptable as
false positives may be filtered [104, 184].
The overall best choices for feature matching however are the parametrizations
scoring highest correlation scores, such as MCC.
1

As we do not have external ground truth, these values were used for evaluating the manually
aligned dataset.
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Figure 7.7: Precision-recall curves for KITTI05, the parameters were chosen according to
Tab. 7.1. The points and values of the maximum MCC scores are illustrated.

3.3 Results on KITTI dataset
The precision-recall curves for KITTI05 are illustrated in Fig. 7.7. These results
were obtained by varying the density threshold td on the place segmentation.
Both the 3D Gestalt and the Boxli descriptors show poor performance throughout
the experiments, whereas NBLD yields good results at moderate precision values for
high recall. It turns out that the Gestalt descriptor is susceptible to the two different
modalities’ distribution characteristics. Gestalt’s mean and variance features show
to be poorly reproducible between the modalities. Furthermore, does Boxli perform
only slightly better than random. Our experiments indicate that the encoding
of point counts does not generalize well between modalities. This is mainly due
to different sampling characteristics of the sensor modalities’ mapping techniques
with laser equally sampling surfaces and vision being more densely sampled in well
textured areas.
Taking a closer look at the NBLD performance in contrast to the environment, we
can identify regions of high and low performance. In Fig. 7.8 map regions counted
as true positives (green) and false positives (red) are highlighted. In KITTI, the
matching shows best performance in regions with keypoints covering larger areas, i.e.
regions that have points widely distributed over the x-y-plane. Our experiments
show that the maximal descriptor radius of NBLD expresses best performance
above 15 meters for the KITTI dataset, which is a reasonable choice, meaning
that one descriptor can capture the local structure, i.e., street and neighbouring
houses on both sides. Since the environment is very homogeneous, we cannot
identify a special structural characteristic that has superior performance. The high
recall rates indicate that most place-matches are found by the proposed method.
Furthermore, consecutive steps can be applied to filter false positives, including
geometric verification or techniques of robust estimation.
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Figure 7.8: Overview of the KITTI dataset. The matching is illustrated shown for the 5%
densest matches and divided into true positive (green) and false positive (red) matches. For
illustration purposes we only plotted 10% of the true positives and false positives respectively.

y[m]

trajectories overlay
-15
-10
-5
0
5
10
15
20
25
30
-10

trajectory vision
trajectory laser
true positive match
false positive match

d
0

10 20 30 40 50

b

x[m]

c

a

Figure 7.9: Overview on the machine hall dataset. The matching is illustrated by the 3%
densest matches and divided into true positive (green) and false positive (red) matches. The
match a) - b) is an example of a true positive, c) - d) an example of a false positive. a) - d) are
further investigated in Fig. 7.10.

3.4 Results on Machine Hall dataset
We furthermore demonstrate the approach on the machine hall dataset which only
has partial overlap between the maps. For this dataset only the NBLD descriptor
was used, as it has shown superior performance over the other descriptor candidates.
Since the machine hall is an indoor environment, the extent of the descriptors
showed good performance on lower extent, i.e., a radius of 6 meters was chosen.
In the machine hall dataset, distinct structural corners and transitions between
open areas and corridors show best matching performance, whereas the algorithm
had difficulties with self-similar corridors. Fig. 7.9 illustrates the found true (green)
and false (red) positives in the machine hall dataset. In Fig. 7.10 we illustrate a
common case for a true positive and a false positive. Furthermore, we discovered a
matching trap. Here, the end of a corridor in the laser map received a cluster of
votes from several locations of a non overlapping corridor in the vision map, i.e. no
segment of this corridor was present in the laser database. This also implies that
one location in the laser database was allowed to receive many votes from different
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Figure 7.10: Example for a true positive match (top row) and a false positive match (bottom
row). On the left are the vision queries, on the right side the corresponding laser database
matches. The algorithm performs well in distinct structural regions, but fails in self-similar
corridors. The indices a) - d) correspond to the matching locations depicted in Fig. 7.9.

locations in the vision map. However, for the presented paper, we do not want to
exclude place revisits. We plan to investigate methods within the vote matching
and place segmentation step to mitigate this effect in future work.

4 Conclusions
Multi-modal matching is a very challenging and still unsolved problem. In this
paper, we have presented a variant of vision-laser matching based on structural
features and place recognition between those domains. The presented algorithm
requires only the point-cloud data of the different sources as inputs, independent
from specific visual features or laser intensity values. We have shown an approach
that can identify place matching candidates for data without prior registration.
These results demonstrate, that a density based descriptor, such as NBLD has
great potential for the matching between laser and vision in the application of
multi-modal map merging.
For future work we aim to reduce preliminary filtering and extend our evaluation
with a variety of datasets. Ultimately, we aim to design adaptive descriptors
that express good recognition rates without supervision and therefore adapting to
different environments as well as automatic ways for setting parameters.
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3D registration of aerial and ground robots
for disaster response
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Abstract
Global registration of heterogeneous ground and aerial mapping data is a
challenging task. This is especially difficult in disaster response scenarios
when we have no prior information on the environment and cannot assume
the regular order of man-made environments or meaningful semantic cues.
In this work we extensively evaluate different approaches to globally register
UGV generated 3D point-cloud data from LiDAR sensors with UAV generated point-cloud maps from vision sensors. The approaches are realizations
of different selections for: a) local features: key-points or segments; b)
descriptors: FPFH, SHOT, or ESF; and c) transformation estimations:
RANSAC or FGR. Additionally, we compare the results against standard
approaches like applying ICP after a good prior transformation has been
given. The evaluation criteria include the distance which a UGV needs to
travel to successfully localize, the registration error, and the computational
cost. In this context, we report our findings on effectively performing the
task on two new Search and Rescue datasets. Our results have the potential
to help the community take informed decisions when registering point-cloud
maps from ground robots to those from aerial robots.
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Figure 8.1: Global localization of a 3D UGV sub-map (red point-cloud) in a 3D UAV reference
map (coloured point-cloud). Green lines indicate the resulting matches associated to points in
the two point-clouds. The data stems from the Montelibretti outdoor dataset and drawn from
the complex experimental set-up.

1 Introduction
Multi-robot applications with heterogeneous robotic teams are an increasing trend
due to numerous advantages. An Unmanned Ground Vehicle (UGV) can often
carry high payloads and operate for extended periods of time, while an Unmanned
Aerial Vehicle (UAV) offers swift deployment and the opportunity to rapidly survey
large areas. This is especially beneficial in Search and Rescue (SaR) scenarios, see
Fig. 8.1 as an example. Here, an initial overview can be made using UAVs before
deploying UGVs for closer exploration in areas of interest. However, when it comes
to efficiently combining the strengths of such robotic teams, we face numerous
challenges. Additionally to the large difference in point of view, the sensor modalities
used for mapping and localization are often drastically different for UAVs and UGVs.
While UAVs typically use cameras as the prime sensor, UGVs often rely on LiDAR.
This poses a major challenge in efficiently exploiting the UAV data on a UGV as
registration between different sensor modalities is difficult to perform. Furthermore,
using advanced functionalities such as traversability analysis and path planning
for UGVs on UAV generated maps requires tight alignment between the data of
different modalities, active localization and suitable map representations.
One critical step in using maps across several robots is the identification of the
alignment between their maps. Several techniques are possible with increasing
generality [161]. Firstly it is possible to impose a common origin of different robots’
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maps, e.g., by using common starting locations as done by Michael et al. [129].
Another option is to use global positioning sensors that allow for a good initial
guess on the alignment of coordinate frames. In the case that several robots operate
concurrently, it is also possible to find an alignment by a relative localization of the
robots against each other [95]. However, the most challenging task is to register maps
without any prior information regarding their mutual alignment. Furthermore, for
the SaR application as in the Long-Term Human-Robot Teaming for Robot Assisted
Disaster Response (TRADR) project, the scenarios are completely unpredictable
which rules out the possibility of using supervised learning into the pipeline [213].
While our previous work on online multi-robot SLAM for 3D LiDARs [51]1
demonstrates a reliable registration among point-cloud maps taken from multiple
ground robots, there is still the issue of dealing with differences in modality and in
point of view between UAVs and UGVs.
The above mentioned challenges motivate us to evaluate several techniques to
globally localize a UGV using its LiDAR sensor in a point-cloud map generated using the Multi-View Reconstruction Environment (MVE) [61] from images recorded
by a UAV. The global registration (or localization) pipeline schematized in Fig. 10.2
consists of feature extraction, feature description and matching, and a 3D transformation estimation. We provide an evaluation and an analysis of the implementation
and performance of different choices for the modules in this registration pipeline.
These choices are:
• Local feature extraction: key-points or segments.
• Feature descriptors: Fast Point Feature Histogram (FPFH), Unique Signatures
of Histograms for Local Surface Description (SHOT) or Ensemble of Shape
Functions (ESF).
• Transformation estimation: RANSAC based or Fast Global Registration
(FGR).
The evaluation is conducted on two real world datasets of an indoor and an
outdoor SaR scenario. This paper presents the following contributions:
• Extensive evaluation of global registration realizations for registering UGV
and UAV point-clouds from LiDAR and camera data respectively.
• Two new datasets for multi-modal SLAM in SaR scenarios.

2 Related work
The field of 2D metrical map-merging based on overlapping map segments is well
studied in literature [15, 17, 160]. However, the task is increasingly difficult when
moving to 3D environments [161], especially when dealing with heterogeneous
1

Within this paper, this system will be referred to as LaserSLAM.
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robotic teams, where 3D data is generated from different sensors and with different
noise characteristics [28]. Michael et al. [129] demonstrate a system for collaborative
UAV-UGV mapping. The authors propose a system where a UGV equipped with
a LiDAR sensor performs 2.5D mapping, using the flat ground assumption and
consecutively merging scans using Iterative Closest Point (ICP). In dedicated
locations a UAV equipped with a 2D LiDAR is launched from the UGV and maps
the environment using a pose-graph SLAM algorithm. Maps generated from the
UAV are then fused online with the UGV map using ICP initialized at the UAV
starting location.
Forster et al. [59] go a step further in fusing UAV-UGV map data from different
sensors, i.e., RGB-D maps from the UGV and dense monocular reconstruction from
the UAV. The registration between the maps is performed using a 2D local height
map fitting in x and y coordinates with an initial guess within a 3m search radius.
The orientation is a priori recovered from the magnetic north direction as measured
by the Inertial Measurement Unit (IMU)s. In a related setting Hinzmann et al. [82]
evaluate different variants of ICP for registering dense 3D LiDAR point-clouds and
sparse 3D vision point-clouds from Structure from Motion (SfM) recorded with
different UAVs into a common point-cloud map using an initial GPS prior for the
map alignment.
Instead of using the generated 3D data for localizing between RGB and 3D
LiDAR point-cloud data, Wolcott and Eustice [208] propose to generate 2D views
from the LiDAR point-clouds based on the surface reflectivity. However, this work
focuses only on localization and it is demonstrated only on maps recorded from
similar points of view.
In our previous work [68] we presented a global registration scheme between sparse
3D LiDAR maps from UGVs and vision keypoint maps from UAVs, exploiting the
rough geometric structure of the environment. Here, registration is performed by
clustering of geometric keypoint descriptors matches between map segments under
the assumption of a known z-direction as determined by an IMU.
Zeng et al. [213] present geometric descriptor matching based on learning. However, this approach is infeasible in unknown SaR scenarios, as the descriptors do
not generalize well to unknown environments.
Dubé et al. [50] demonstrate better global localization performance in 3D LiDAR
point-clouds by using segments as features instead of key-points. This approach
has been demonstrated with multiple UGVs with the same robot-sensor set-up, but
it is still to be studied how the approach performs under large changes in point of
view.
Assuming good initialization of the global registration, Zhou et al. [216] perform
a robust optimization. The work claims faster and more robust performance than
ICP.
In summary, the community addresses the problem of heterogeneous localization.
However, there is a research gap in globally localizing from one sensor modality to
the other in full 3D without strong assumptions on view-point, terrain or initial
guess.
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Figure 8.2: Mapping System overview. The inputs to the system are the local UGV map and
the global UAV reference map. If a global registration is triggered, the key-points are computed
on both maps. Consecutively, the system performs descriptor extraction and matching. The
initial global transformation is then refined by a step of ICP between the global and the local
clouds, resulting in a fused map that is used for further functionalities of the system, such as
path planning.

3 Aerial-Ground robot mapping system
In this section, we present our SLAM system. It extends our LaserSLAM system
[51] with the component of global map alignment and localization in point-cloud
maps from different sources, as well as online extension of these maps. Fig. 10.2
illustrates the architecture of the proposed system. While the major LaserSLAM
system is running on the UGV, it also allows to load, globally align, and use
point-cloud maps from other sources. As example, maps generated via MVE from
UAVs or point-cloud maps resulting from bundle adjustment on data collected by
another LiDAR equipped robot can all be leveraged.

3.1 Mapping algorithms
In the proposed system, we use a dual map representation for the different tasks
of the robots, i.e., point-cloud maps and OctoMaps [84]. While the individual
robots maintain point-clouds and surface meshes, these are integrated in a global
OctoMap representation serving as the interface to other modules of the SaR system,
e.g., traversability analysis as shown in [48]. Another advantage of the unified
OctoMap representation is a persistent representation which also incorporates
dynamic changes detection.
On the UAV’s monocular image data we perform an SfM and Multi-View-Stereobased scene reconstruction using the MVE [61]. The MVE produces a dense surface
mesh of the scene by extensive matching and is therefore an offline method that
is computed off-board the UAV. The maps are scaled using GPS information, or
known geometrical references for indoor environments. Although, efficient online
mapping methods exist, we decide to use a method that produces high quality
maps, that can be further used in the TRADR system, e.g., on the UGV for path
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planning or for situation awareness of first responders.
On the UGVs we use a variant of the LaserSLAM system which estimates in realtime the robot trajectory alongside with the 3D point-cloud map of the environment.
LaserSLAM is based on the iSAM2 [92] pose-graph optimization approach and
implements different types of sequential and place recognition constraints. In this
work, odometry constraints are obtained by fusing wheel encoders and IMU data
using an extended Kalman filter while scan-matching constraints are obtained based
on ICP between successive scans.
After the creation of the UAV map, we facilitate a global registration scheme to
localize the UGV in the UAV map as described in Sec. 4.
For UGV-only mapping, the LaserSLAM framework enables multiple robots
to create consistent 3D point-cloud maps. However, a different regime must be
followed for generating and extending a consistent 3D map by fusing in the UAV
dense 3D maps. Since the UAV maps are the result of an offline batch optimization
process, the maps are already loop closed and represent a consistent initial basis
for the global map. Furthermore, we treat the UAV maps as static, i.e., the map
is taken as is. LaserSLAM is therefore extended to include a mode that allows
the robot to use a given base map. This base map is then treated as the fully
optimized map and extended with updates from the UGV LiDAR. It is important
to note that the point-cloud map is only the internal representation for the robot
to perform SLAM. All map updates as well as dynamic changes are maintained
in the OctoMap representation that is derived from the point-cloud updates and
serves as a unified representation for all processes using the mapping data.

3.2 Map usage
Thanks to the unified OctoMap interface, the merged map data can directly be
used on other modules of the TRADR system. Notably, it can directly be used
for traversability analysis and subsequent metrical path planning. The system
therewith enables the UGVs to also use UAV generated maps for path planning.
A UGV-loaded UAV map of one testing site (see Fig. 8.1) is depicted in Fig. 8.3
indicating traversable areas in green and non-traversable areas in red.
The OctoMap serves as interface for further modules of the system, such as
novelty detection which is a separate contribution and out of the scope of this work.

4 Global Registration
This section describes the pipeline that we use to globally register the UGV with
respect to the UAV point-cloud map. The evaluation of different choices within
this pipeline is the focus of our paper. The global registration consist of four
modules: feature extraction, description, matching and, estimation of the SE(3)
transformation.
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Figure 8.3: Resulting UGV traversability estimation on the outdoor Montelibretti dataset.
Traversable areas are marked in green, while non traversable areas are indicated with red. The
parametrization is identical to the parametrization for LiDAR traversability analysis.

4.1 Feature extraction
This module defines which components in the point-cloud map are going to be
used for the registration. Key-point are samples from the full point-cloud that have
some level of invariance to the point of view. Here, we use the Intrinsic Shape
Signatures (ISS) detector [214]. The next option, is to add more information by
clustering the point-cloud, resulting in segments. These segments are taken as the
local features with the potential of being more descriptive than just 3D points [50].
Here, we follow a Euclidean based clustering as the segmentation algorithm. We do
not explore global features as they are highly point of view dependent.

4.2 Descriptors
This module takes each feature and computes a descriptor with the aim of being
descriptive enough such that it is reproducible on different maps of the same location.
The descriptor is based on the key-point, and its neighborhood, or on the subset of
points that belong to a segment. Here, we explore three descriptors:
• Fast Point Feature Histogram (FPFH) [158].
• Unique Signatures of Histograms for Local Surface Description (SHOT) [196].
• Ensemble of Shape Functions (ESF) [207].
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Realization
FPFH
FPFH FGR
FPFH seg
SHOT
SHOT FGR
SHOT seg
ESF seg [50]

Feature
Key-point
Key-point
Segments
Key-point
Key-point
Segments
Segments

Descriptor
FPFH
FPFH
FPFH
SHOT
SHOT
SHOT
ESF

Trans. Estimation
RANSAC-based
FGR
RANSAC-based
RANSAC-based
FGR
RANSAC-based
RANSAC-based

Table 8.1: Global registration realization by different choices in the sub-modules.

4.3 Description Matching
The matching module is in charge of solving the data association problem between
features from both maps by comparing their descriptors. In our implementation we
use the nearest neighbor search in the space of the corresponding descriptor.

4.4 Transformation Estimation
Once a set of 3D point pairs is declared, this module computes the transformation
such that the 3D points from one map are moved to the location of their correspondences in the reference map. In absence of outliers, the problem could be solved by
minimizing a least square error function. Unfortunately, the presence of outliers is
unavoidable and this module must deal with them. Here we explore two alternative
methods. The first one is a RANSAC-based approach which is already available
in PCL. The second one is based on the recent proposed FGR [216]. FGR uses
the scaled Geman-McClure estimator as robust cost function into the optimization
objective to neutralize the possible outlier matches.

4.5 Realizations
We explore different global registration alternatives by choosing different methods
in each module. The realizations are as shown in Table 8.1.
As global registration strategies, the evaluation focuses on 11 different configurations. Those that are shown in Table 8.1 plus their combinations when removing
the ground plane prior to key-point detection, denoted by gr at the end. Ground
removal is done by RANSAC based plane fitting.

4.6 Performance metrics
For the evaluation metrics, we use transformation errors ∆T on the alignment
between the UGV and UAV maps that are represented as
∆T =

h

∆R
0

∆t
1

i

(8.1)
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with rotation matrix ∆R and translation vector ∆t = (∆x, ∆y, ∆z)T .
translational error et is computed as follows:

The

p

∆x2 + ∆y2 + ∆z2

(8.2)

trace(∆R − I)
2

(8.3)

et = k∆tk =
The rotational error er equates to:

er = arccos

It is important to note that the two map types are not perfectly aligned in all
locations due to the multi-modal nature of the data and we can therefore only
evaluate errors down to a positional resolution of 0.2m and angular resolution of 2◦
respectively. Furthermore, we register the data using ICP in the basic experiment,
to give an indication on the achievable alignment, as ICP always converged to a
good solution in our experiments given a good initial guess. Motivated by the
results of Hinzmann et al. [82], we consider registrations as successful when ICP is
able to perform the final local alignment. Therefore, the thresholds for translational
and rotational errors are set to et = 3m and er = 5◦ above the resulting ICP
solution of the basic experiment to count successful registrations.

5 Experiments
We evaluate our approach on two challenging SaR datasets recorded within the
TRADR project which we make available with this publication2 . The evaluation
focuses on the global registration of the multi-modal point-cloud data.

5.1 Datasets
The first of these datasets was generated in an outdoor firemen training location
in Montelibretti, Italy. The scenario simulates a car accident around a tunnel. It
consists of six UGV runs in partly overlapping locations of the disaster area and
one large UAV-generated map covering the whole site of approximately 80m × 80m
that was scaled using GPS information. The travelled trajectories of the robots
are 2 × 30m, 2 × 60m, and 2 × 110m of consecutive missions following the same
paths twice. For the evaluation we use one UGV run of each size. Here, the UGV
mapping data is fully covered in the UAV map, except for an indoor exploration of
the tunnel which was not accessible to the UAV. The scenario and the trajectories
are depicted in Fig. 8.4a.
The second dataset was recorded at a decommissioned power plant in Dortmund,
Germany, consisting of several UGV runs and several large UAV-generated maps
covering different parts of the power plant, including the entire machine hall which
was also visited by one UGV and has a size of 100m × 20m. The UGV run is fully
covered in the UAV map and has a travelled distance of approximately 80m, as
2

The datasets are available under http://robotics.ethz.ch/ asl-datasets/
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(a) Montelibretti outdoor dataset.

(b) Dortmund indoor dataset.
Figure 8.4: Top-down views of two SaR datasets considered in our experiments. The robot
trajectories are indicated in green, red, and blue and overlaid on the colored UAV point-clouds.
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illustrated in Fig. 8.4b. Since no GPS signals are available in the interior of the
building, the UAV maps were scaled using the buildings’ windows as reference to
the outside maps and scaled accordingly.

5.2 Experimental setup
We evaluate several global registration strategies on increasingly challenging experimental set-ups. All set-ups consider the iteratively growing UGV map produced
by laserSLAM as local map. For the basic set-up, the global map is a cropped
version of the UAV map, that approximately covers the space of the local map at
any iteration. The more challenging intermediate set-up uses the cropped UAV
map as seen at the last iteration of the UGV mapping as global map. Finally, the
complex set-up considers the full UAV map for global localization.
As global registration strategies, the evaluation focuses on the 11 configurations
presented in Sec. 4.5.

5.3 Registration performance
This section evaluates the global registration performance of the different algorithms
considered, using the metrics presented in Sec. 4.6.
Parametrization
We choose the parametrization of the FPFH and SHOT descriptors to yield good
performance across all data used, i.e., a histogram and search radius of 2.0m for
FPFH and SHOT respectively. Our parameter choice is further motivated by
extensive evaluation and shows plateauing performance in a large region around the
chosen size, indicating robust performance. The matcher is based on performing
fast nearest neighbor search in a FLANN tree [135], while the geometric verification
is based on RANSAC and clustering. Furthermore, FGR is parametrized for the
best possible performance we could find.

5.4 Results
Fig. 8.1 and Fig. 8.5 illustrate qualitative global registration between UGV submaps and global UAV maps on the tested datasets. In Fig. 8.6 and Table 8.2 the
quantitative performance of the evaluated approaches is depicted as averaged over
multiple runs with different initializations. While Fig. 8.6 shows translational and
rotational error of the individual approaches over all datasets, Table 8.2 reports
the minimal amount of cumulated UGV scans, i.e., the minimal travelled distance
for reliable global registration. Here, we define reliable global registration, if from
the associated UGV sub-map, the errors do not exceed the error thresholds et and
er for 90% of the cases. Note that we indicate combinations that failed to produce
result within this margin as N/A.
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In this experimental set-up the descriptor matching approach as described in
Section 4 performs best throughout all experiments. FPFH yields satisfying performance in the basic experiments. However, its performance drastically degrades in
the more complex cases.
SHOT on the other hand shows reliable performance throughout all experiments,
with the required overlap increasing with the complexity of our test-cases. Here,
the ground removal does not provide a significant performance boost, especially
since the ground plane extraction is unreliable on the large UAV map as we do not
have incremental pose-updates from the robot on segments of the map. However,
ground removal does not degrade the performance as it does for FPFH, expressing
robust performance of SHOT over varying conditions.
While the RANSAC-based geometric verification can reject a large amount of
mismatched descriptors and does not rely on the point of initialization, FGR is less
robust to poor initialization as done for the intermediate and complex experiments.
For the reduced search space in the basic and intermediate experiments, FGR
is able to achieve reasonable registration performance and therefore shows high
potential to be used for such reduced search problems, when carefully modelling its
robust cost function.
While the segmentation approach shows very good performance for reproducible
segmentations, e.g., single-modality localization [50], we found that the considered
parametrizations of Euclidean segmentation in combination with the considered
descriptors did not generalize well between the modalities and could not deliver
interesting results in the experiments. For the sake of clarity of the plots, we
therefore only show their performance in the basic experiments in Fig. 8.6. Since the
remainder of the matching algorithm is identical to the well performing descriptor
matching, we believe that given a reliable segmentation, the approach has the
potential to yield very good performance for the global registration case. However,
a purely geometric ground removal and segmentation on the full UAV point-cloud
that is comparable to the segmentation on the UGV map is a hard problem,
especially for cluttered SaR scenarios.
Timings
Additionally to the evaluation of residuals, computation times are an important
factor in the choice of algorithms in robotics. Table 9.1 lists the computational times
of the four main components of the global registration algorithms when executed
on an Intel i7-4600U CPU @ 2.10GHz. The computation times are reported per
UGV LiDAR scan which has an acquisition time of 3s on the considered platform.
Although our focus was not on maximizing computational efficiency, all approaches can be performed in this time window and therewith in real-time. We
are confident that they can be further improved to also yield faster processing
times. With key-point detection times increasing with the amount of points in the
point-cloud, the segmentation approach is the fastest in the first step. Descriptor
extraction, is fastest for SHOT descriptors, also scaling with the amount of points.
However, the largest contribution to the computational time has the descriptor
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Configuration
FPFH
FPFH gr
FPFH FGR
FPFH FGR gr
SHOT
SHOT gr
SHOT FGR
SHOT FGR gr
FPFH seg
SHOT seg
ESF seg

Mb
1
N/A
1
60
1
1
1
1
N/A
N/A
N/A

Mi
45
N/A
50
60
10
1
35
29
N/A
N/A
N/A

Mc
60
N/A
54
43
36
36
35
28
N/A
N/A
N/A

Db
2
N/A
3
3
1
1
1
1
N/A
N/A
N/A

Di
N/A
N/A
N/A
N/A
1
1
12
12
N/A
N/A
N/A

Dc
N/A
N/A
N/A
N/A
3
7
N/A
N/A
N/A
N/A
N/A

Table 8.2: Minimal number of LiDAR scans for successful global registration experiments. Here,
Mb , Mi , Mc , denote the basic, intermediate, and complex experiment on the Montelibretti
dataset, while Db , Di , and Dc denote the different experimental set-ups on the Dortmund data.
The UGV travels on average 0.8m between two scans.

Figure 8.5: Resulting global localization between 3D UGV sub-map (red point-cloud) and
global 3D UAV map (coloured point-cloud). Green lines indicate the resulting descriptor matches
associated to points in the two point-clouds. The data stems from the Dortmund indoor dataset
and drawn from the complex experimental set-up.
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Figure 8.6: Translational and rotational error of plots for the Montelibretti (outdoor) and
Dortmund (indoor) experiments on global registration. All errors are plotted over the number of
iterations, i.e., the growing size of the UGV map. Here, we indicate experimental configurations
as follows: SHOT, FPFH and ESF denote the used descriptors, an additional FGR denotes if we
used the fast global optimization instead of the RANSAC-based outlier filtering, and we add gr
for cases in which also ground removal was performed before descriptor extraction. The ICP
solution is illustrated for the basic experiments. Plots a- c illustrate the translational errors for
the Montelibretti experiment for the basic, indermediate, and complex set-up, while plots g- i
show the translational errors for the respective experiments on the Dortmund data. Figures d- f
illustrate the rotational errors for the Montelibretti experiment and Figures j- l the respective
rotational errors on the Dortmund data.
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Module

FPFH

FPFH
gr

FPFH
FGR

FPFH
FGR gr

SHOT

SHOT
gr

SHOT
FGR

SHOT
FGR gr

Seg

Key-point /
Segmentation

35.97
±13.17

22.92
±13.30

39.01
±16.04

24.57
±14.90

33.1
±12.16

18.97
±11.07

35.76
±13.30

23.06
±14.87

9.32
±5

Description

228.87
±61.99

122.59
±39.27

242.52
±64.34

136.63
±43.91

17.21
±8.82

12.30
±8.60

17.35
±8.51

13.52
±9.52

105.91
±50.72

Matching

293.32
±8.32

86.04
±27.41

291.76
±6.49

88.33
±25.25

2897.94
±44.01

1992.17
±40.36

2937.60
±65.13

2099.55
±42.31

429.11
±51.15

Geometric
consistency /
Optimization

15.91
±11.54

22.72
±17.28

2.38
±1.09

2.05
±1.05

7.55
±6.11

8.24
±6.79

2.23
±0.99

1.82
±0.94

0.80
±1.60

Total

574.07

254.27

575.67

251.58

2926.01

2031.68

2992.94

2137.95

545.14

Table 8.3: Mean computation times and standard deviations of the individual approaches in
the complex Montelibretti experiment per LiDAR scan in ms as computed on a single core of
an Intel i7-4600U CPU @ 2.10GHz.

matching which is longest for SHOT and low for FPFH. For the segmentation, we
report the timings for the high-dimensional ESF features and achieve low timings,
due to the compact representation of segments. Finally, RANSAC-based geometric
consistency is slower than the optimization-based FGR.

5.5 Discussion
The global registration of 3D UAV and UGV point-cloud data is a difficult problem.
Based on our evaluation, the most general solution that we devise is a key-point
descriptor matching algorithm using SHOT descriptors. In our evaluation, FPFH
descriptors performed well, with large overlap between the maps, but failed for the
more complex experiments, and showed to be sensitive to ground removal.
The segmentation showed to not deliver satisfying results, as it requires repeatable
ground removal and segmentation, which could not be achieved in the considered
configurations and scenarios. Key-point detection on the other hand performed
well.
SHOT descriptor matching is computationally more expensive than FPFH due
to high descriptor dimensionality, but showed best performance throughout. The
processing time can be speeded up by removing the ground in environments that
allow for reliable ground removal.
Finally FGR can yield additional speed up of the transformation estimation. Yet,
when using FGR, the cost function must be carefully considered as the technique
is prone to converge to local minima. While the RANSAC-based transformation
estimation takes generally longer than FGR the robustness to local minima is greatly
increased. Also, the additional computational time for RANSAC was negligible in
our experiments.

6 Conclusion
This paper presented global registration algorithms for UGV and UAV point-clouds
generated from heterogeneous sensors, i.e., LiDAR sensors for UGVs and cameras
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for UAVs, and drastically different view-points. The registration algorithm is based
on geometrical descriptor matching. The approach was integrated with a full
SaR robotic mapping system, bridging the gap between effective exploitation of
UAV mapping data on UGVs. We evaluated several different 3D descriptor-based
registration techniques and identify the best performing approach for the problem
of global point-cloud registration from heterogeneous sensors in SaR scenarios.
Future avenues of research could include point-cloud registration by using further
informative cues than the geometrical information alone for data registration
between the sensor modalities. This could benefit runtime and compactness of
point-cloud description of the proposed algorithm.
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Abstract
Global localization in multi-view robot data is a challenging task.
Appearance-based global localization approaches often fail under drastic
view-point changes, as representations have limited view-point invariance.
This work is based on the idea that human-made environments contain
rich semantics which can be used to disambiguate global localization. Here,
we present X-View, a Multi-View Semantic Global Localization system.
X-View leverages semantic graph descriptor matching for global localization,
enabling localization under drastically different view-points. While the
approach is general in terms of the semantic input data, we present and
evaluate an implementation on visual data. We demonstrate the system
in experiments on the publicly available SYNTHIA dataset, on a realistic
urban dataset recorded with a simulator, and on real-world StreetView data.
Our findings show that X-View is able to globally localize aerial-to-ground,
and ground-to-ground robot data of drastically different view-points. Our
approach achieves an accuracy of up to 85 % on global localizations in
the multi-view case, while the benchmarked baseline appearance-based
methods reach up to 75 %.
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1 Introduction
Global localization between heterogeneous robots is a difficult problem for classic
place-recognition approaches. Visual appearance-based approaches such as [44, 65]
are currently among the most effective methods for re-localization. However,
they tend to significantly degrade with appearance changes due to different time,
weather, season, and also view-point [4, 116]. In addition, when using different
sensor modalities, the key-point extraction becomes an issue as they are generated
from different physical and geometrical properties, for instance intensity gradients
in images vs. high-curvature regions in point clouds.
Relying on geometrical information, directly from the measurements or from a
reconstruction algorithm, on the other hand shows stronger robustness on view-point
changes, seasonal changes, and different sensor modalities. However, geometrical
approaches typically do not scale well to very large environments, and it remains
questionable if very strong view-point changes can be compensated while maintaining
only a limited overlap between the localization query and database [68, 69].
Another avenue to address appearance and view-point changes are Convolutional
Neural Network (CNN) architectures for place recognition [4, 33]. While these
methods show strong performance under appearance changes, their performance is
still to be investigated under extreme view-point variations.
Recently, topological approaches to global localization regained interest as a
way to efficiently encode relations between multiple local visual features [180, 182].
On the other hand, the computer vision community has made great progress in
semantic segmentation and classification, resulting in capable tools for extracting
semantics from visual and depth data [9, 66, 201].
Based on the hypothesis that semantics can help to mitigate the effects of
appearance changes, we present X-View, a novel approach for global localization
based on building graphs of semantics. X-View introduces graph descriptors that
efficiently represent unique topologies of semantic objects. These can be matched
in much lower computational effort, therefore not suffering under the need for
exhaustive sub-graph matching [40].
By using semantics as an abstraction between robot view-points, we achieve
invariances to strong view-point changes, outperforming CNN-based techniques on
RGB data. Furthermore, with semantics understanding of the scene, unwanted
elements, such as moving objects can naturally be excluded from the localization.
We evaluate our global localization algorithm on publicly available datasets of real
and simulated urban outdoor environments, and report our findings on localizing
under strong view-point changes. Specifically, this paper presents the following
contributions:
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Figure 9.1: X-View globally localizes data of drastically different view-points using graph
representations of semantic information. Here, samples of the experimental data is shown, i.e.,
semantically segmented images from the publicly available SYNTHIA and the Airsim datasets.
The localization target graph is built from data of one view-point (right images), while the query
graph is built from sequences of another view-point (left images). X-View efficiently localizes
the query graph in the target graph.

• A novel graph representation for semantic topologies.
• Introduction of a graph descriptor based on random walks that can be
efficiently matched with established matching methods.
• A full pipeline to process semantically segmented images into global localizations.
• Experimental evaluation on publicly available datasets.
The remainder of this paper is structured as follows: Sec. 2 reviews the related
work on global localization, followed by the presentation of the X-View system in
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Sec. 3. We present our experimental evaluation in Sec. 4 and conclude our findings
in Sec. 5.

2 Related Work
In this section we review the current state-of-the-art in multi-robot global localization in relation to our proposed system.
A common approach to global localization is visual feature matching. A large
amount of approaches have been proposed in the last decade, giving reliable
performance under perceptually similar conditions [44, 65, 116]. Several extensions
have been proposed to overcome perceptually difficult situations, such as seasonal
changes [38, 131], daytime changes [4, 27], or varying view-points using CNN
landmarks [33, 187]. However, drastic view-point invariance, e.g., between views of
aerial and ground robots continues to be a challenging problem for appearance-based
techniques.
In our previous work, we demonstrated effective 3D heterogeneous map merging
approaches between different view-points from camera and LiDAR data, based on
overlapping 3D structural descriptors [68, 69]. However, 3D reconstructions are
still strongly view-point dependent. While these techniques do not rely on specific
semantic information of the scenes, the scaling to large environments has not yet
been investigated, and computational time is outside real-time performance with
large maps.
Other approaches to global localization are based on topological mapping [85, 123].
Here, maps are represented as graphs G = (V , E) of unique vertices V and edges
E encoding relationships between vertices. While these works focus on graph
merging by exhaustive vertex matching on small graphs, they do not consider
graph extraction from sensory data or ambiguous vertices. Furthermore, the
computationally expensive matching does not scale to larger graph comparisons.
With the recent advances in learning-based semantic extraction methods, using
semantics for localization is a promising avenue [5, 24, 99]. In [5, 24] the authors
focus on the data association problem for semantic localization using Expectation
Maximization (EM) and the formulation of the pose estimation problem for semantic
constraints as an error minimization. The semantic extraction is based on a standard
object detector from visual key-points.
Stumm et al. [180] propose to use graph kernels for place recognition on visual
key-point descriptors. Graph kernels are used to project image-wise covisibility
graphs into a feature space. The authors show that graph descriptions can help
localization performance as to efficiently cluster multiple descriptors meaningfully.
However, the use of large densely connected graphs sets limitations to the choice
of graph representation. Motivated, by these findings, we propose to use graph
descriptors on sparse semantic graphs for global localization.
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In this section, we present our Graph-Based Multi-View Semantic Global Localization system, coined X-View. It leverages graph extraction from semantic input data
and graph matching using graph descriptors. Fig. 10.2 illustrates the architecture
of the proposed global localization algorithm, focusing on the graph representation
and matching of query semantic input data to a global graph. The localization
target map is represented as the global graph. X-View is designed to operate on
any given odometry estimation system and semantic input cue. However, for the
sake of clarity, we present our system as implemented for semantically segmented
images, but it is not limited to it.
Semantic
segmentation
Odometry system

Frame-wise
graph
extraction

Sub-graph
assembly

Random
walk
extraction

Descriptor
matching

Global
localization
estimation

loop closure
graph fusion
visualization
etc.

Global graph

Figure 9.2: X-View global localization system overview. The inputs to the system are semantically segmented frames (e.g., from RGB images) and the global graph Gdb . First, a local graph
is extracted from the new segmentation. Then, the sub-graph Gq is assembled and random
walk descriptors are computed on each node of Gq . The system matches the sub-graph random
walk descriptors to Gdb , e.g., recorded from a different view-point. Finally, the matches are
transferred to the localization back-end module to estimate the relative localization between
Gq and Gdb . Consecutively, the relative localization can be used for various purposes such as
loop closure, fusing Gq into Gdb or for visualization.

3.1 System input
We use semantically segmented images containing pixel-wise semantic classification
as input to the localization algorithm. These segmentations can be achieved using
a semantic segmentation method, such as [9, 201]. Also instance-wise segmentation,
i.e., unique identifiers for separating overlapping objects of same class in the image
space can be considered for improved segmentation, but is not strictly necessary
for the approach to work. Furthermore, we assume the estimate of an external
odometry system. Finally, we also consider a database semantic graph Gdb , as
it could have been built and described on a previous run of our graph building
algorithm as presented in the next sub-sections.

3.2 Graph extraction and assembly
In this step, we convert a sequence of semantic images Iq into a query graph Gq .
We extract blobs of connected regions, i.e., regions of the same class label lj in
each image. Since semantically segmented images often show noisy partitioning
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of the observed scene (holes, disconnected edges and invalid labels on edges), we
smooth them by dilating and eroding the boundaries of each blob. We furthermore
reject blobs smaller than a minimum pixel count to be included in the graph, to
mitigate the effect of minor segments. This process removes unwanted noise in the
semantically segmented images. The magnitude of this operation is 4 pixels, and
has a minor effect on the segmentation result. However, it ensures clean boundaries
between semantic segments. Furthermore, the center location pj of the blobs are
extracted and stored alongside the blob labels as vertices vj = {lj , pj }. In the case
that also instance-wise segmentation is available, it can be considered in the blob
extraction step, otherwise the extraction operates only on a class basis.
The undirected edges ej between vertices are formed when fulfilling a proximity
requirement, which can be either in image- or 3D-space. In the case of image-space,
we assume images to be in a temporal sequence to grow graphs over several frames
of input data. However, this is not required in the 3D case.
Using a depth channel or the depth estimation from, e.g., optical flow, the
neighborhood can be formed in 3D-space, using the 3D locations of the image
blobs to compute a Euclidean distance. The process is illustrated for image data in
Fig. 9.3 (top). Then, several image-wise graphs are merged into Gq by connecting
vertices of consecutive images using their Euclidean distance, see Fig. 9.3. To
prevent duplicate vertices of the same semantic instance, close instances in Gq are
merged into a single vertex, at the location of the vertices’ first observation. The
strategy of merging vertices into their first observation location is further motivated
by the structure of continuous semantic entities, such as streets. This strategy
leads to evenly spaced creation of continuous entities’ vertices in Gq .

3.3 Descriptors
X-View is based on the idea that semantic graphs hold high descriptive power, and
that localizing a sub-graph in a database graph can yield good localization results.
However, since sub-graph matching is an NP-complete problem [40], a different
regime is required to perform the graph localization under real-time constraints,
i.e., in the order of seconds for typical robotic applications. In this work, we extract
random walk descriptors for every node of the graph [144], and match them in a
subsequent step. This has the advantage that the descriptors can be extracted
and matched in constant or linear time, given a static or growing database-graph,
respectively.
Each vertex descriptor is an n × m matrix consisting of n random walks of
depth m. Each of the random walks originates at the base vertex vj and stores
the class labels of the visited vertices. Walk strategies, such as preventing from
immediate returns to the vertex that was visited in the last step, and exclusion of
duplicate random walks can be applied to facilitate expressiveness of the random
walk descriptors. The process of random walk descriptor extraction is illustrated in
Fig. 9.4.
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Figure 9.3: Extraction of semantic graphs from one image (top) and a sequence of images
(bottom). Vertices are merged and connected from sequences of input data. Note that we
omitted some vertices and edges in the sample graphs on the right side for visualization purposes
and reduced the graph to a planar visualization, whereas the semantic graphs in our system
are connected in 3D-space. The ellipses around each vertex were added for visualization and
represent a scaled fitted ellipse on a semantic instance of the segmentation image.

3.4 Descriptor Matching
After both Gq and Gdb are created, we find associations between vertices in the
query graph and the ones in the database graph by computing a similarity score
between the corresponding graph descriptors. The similarity measure is computed
by matching each row of the semantic descriptor of the query vertex to the descriptor
of the database vertex. The number of identical random walks on the two descriptors
reflects the similarity score s, which is normalized between 0 and 1. In a second
step, the k matches with highest similarity score are selected for estimating the
location of the query graph inside the database map.
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Figure 9.4: Schematic representation of the random walk extraction. (Left) From a seed vertex,
cyan star, the random walker explores its neighborhood. This results in the descriptor of n
random walks of depth m (here, m = 4). The highlighted path corresponds to the last line of
the descriptor on the right. (Right) Each line of the descriptor starts with the seed vertex label
and continues with the class labels of the visited vertices.

3.5 Localization Back-End
The matching between query graph and global graph, the robot-to-vertex observations, and the robot odometry measurements result in constraints θi ⊆ Θ(pi , ci )
on the vertex positions pi and robot poses ci with θi = eT
i Ωi ei , the measurement
errors ei , and associated information matrix Ωi . Specifically, these three types
of constraints are denoted as ΘM (pi ), ΘV (pi , ci ), and ΘO (ci ) respectively. The
matching constraints ΘM (pi ) stem from the semantic descriptor matching of the
previous step. These associations are added as identity transformations between
Gq and Gdb . The robot odometry constraints ΘO (ci ) are created using the robots
estimated odometry between consecutive robot poses associated to the localization
graph. The robot-to-vertex constraints encode the transformation between each
robot-to-vertex observation, i.e., ci and the projected 3D blob locations pi . Using
these constraints, we compute a Maximum a Posteriori P
(MAP) estimate of the
robot pose ci by minimizing a negative log-posterior E =
Θi , i.e.,
c∗i = argmin

X

Θi (pi , ci )

(9.1)

ci

with Θ(pi , ci ) = {ΘM (pi ), ΘV (pi , ci ), ΘV (pi )} This optimization is carried out
by a non-linear Gauss-Newton optimizer. Optionally, the algorithm also allows to
reject matching constraints either in a sample consensus manner, using RANSAC
or using a robust estimator [185] on all constraints between Gq and Gdb , excluding
the specific constraints from the optimization objective. We initialize the robot
position at the mean location of all matching vertices’ locations from Gdb .
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We evaluate our approach on two different synthetic outdoor datasets with forward
to rear view, and forward to aerial view, and one real world outdoor dataset with
forward to rear view. In this section, we present the experimental set-up, the results,
and a discussion.

4.1 Datasets
The first of the used datasets is the public SYNTHIA dataset [153]. It consists
of several sequences of simulated sensor data from a car travelling in different
dynamic environments and under varying conditions, e.g., weather and daytime.
The sensor data provides RGB, depth and pixel-wise semantic classification for 8
cameras, with always 2 cameras facing forward, left, backwards and right respectively.
The segmentation provides 13 different semantic classes which are labelled classwise. Additionally, dynamic objects, such as pedestrians and cars are also labelled
instance-wise. We use sequence 4, which features a town-like environment. The
total travelled distance is 970 m.
In the absence of suitable public aerial-ground semantic localization datasets,
we use the photo-realistic Airsim framework [169] to generate a simulated rural
environment1 . This environment is explored with a top-down viewing Unmanned
Aerial Vehicle (UAV) and a car traversing the streets with forward-facing sensors.
Both views provide RGB, depth and pixel-wise semantic classification data in 13
different classes with instance-wise labelling. Furthermore, both trajectories are
overlapping with only an offset in z-direction and have a length of 500 m each.
Please note that we used a pre-built environment, i.e., the objects in the environment
have not specifically been placed for enhanced performance.
Finally, we evaluate the system on a dataset gathered from Google StreetView
imagery. The RGB and depth data of a straight 750 m stretch of Weinbergstrasse
in Zurich are extracted via the Google Maps API 2 . Analogously to the SYNTHIA
dataset, we use forward and backward facing camera views.
While the travelled distance between two image locations in the Airsim dataset
is always 1 m, it varies between 0 m to 1 m in the SYNTHIA dataset, and is
approximately 10 m between two frames in the StreetView dataset. Sample images
of all datasets are depicted in Fig. 10.5.
Our approach relies on semantic representations of scenes. While we do not
propose contributions on semantic extraction from raw sensor data, recent advances
on semantic segmentation show ever increasing accuracies on visual and depth
data [9, 66, 141, 201]. We therefore evaluate the performance on SYNTHIA both
using semantic segmentation with AdapNet [201], and the ground truth as provided
by the dataset. On the Airsim data, we only use the segmentation from the dataset,
and on the StreetView dataset, we use semantic segmentation with SegNet [9].
1
2

http://robotics.ethz.ch/~asl-datasets/x-view/
https://goo.gl/iBniJ9
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SYNTHIA

AdapNet

Airsim

StreetView

Figure 9.5: Sample images from the datasets used in the experiments: (top) RGB image,
(middle) Depth image, (bottom) Semantic segmentation. (left) SYNTHIA with perfect semantic
segmentation, (middle left) SYNTHIA with AdapNet semantic segmentation, (middle right)
Airsim with perfect semantic segmentation, (right) StreetView with SegNet semantic segmentation.

4.2 Experimental Setup
We evaluate the core components of X-View in different experimental settings. In
all experiments, we evaluate X-View on overlapping trajectories and the provided
depth and segmentation images of the data. First, we focus our evaluation of the
different graph settings on the SYNTHIA dataset. We then perform a comparative
analysis on SYNTHIA, Airsim, and StreetView.
In SYNTHIA, we use the left forward camera for building a database map and
then use the left backward camera for localization. Furthermore, we use 8 semantic
classes of SYNTHIA: building, street, sidewalk, fence, vegetation, pole, car, and
sign, and reject the remaining four classes: sky, pedestrian, cyclist, lanemarking.
The AdapNet semantic segmentation model is trained on other sequences of the
SYNTHIA dataset with different seasons and weather conditions.
Analogously, we use the forward-view of the car in the Airsim dataset to build
the database map and then localize the UAV based on a downward-looking camera.
Here we use 6 classes (street, building, car, fence, hedge, tree) and reject the
remaining from insertion into the graph (powerline, pool, sign, wall, bench, rock),
as these are usually only visible by one of the robots, or their scale is too small to
be reliably detected from the aerial robot.
Finally, in the StreetView data, we use the forward view to build the database
and localize using the rear facing view. Out of the 12 classes that we extract using
the pre-trained SegNet model3 , we use five, i.e., (road, sidewalk, vegetation, fence,
car), and reject the remaining as these are either dynamic (pedestrian, cyclist),
unreliably segmented (pole, road sign, road marking), or omni-present in the dataset
(building, sky).
3
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We build the graphs from consecutive frames in all experiments, and use the 3D
information to connect and merge vertices and edges, as described in 3.2. The
difference between graph construction in image- and 3D-space is evaluated in a
separate experiment. No assumptions are made on the prior alignment between the
data. The ground-truth alignment is solely used for performance evaluation.
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Figure 9.6: PR curves for localization of the rear view semantic images against a database
graph built from the forward view on the SYNTHIA dataset (except (f)). For all plots we
accept a localization if it falls within a distance of 20 m from the ground-truth robot position.
This threshold corresponds to the value up to which query graph vertices of the same semantic
instance can be off from their corresponding location in the database graph, caused by the
graph construction technique. (a) illustrates the effect of different descriptor settings on the
localization performance. (b) shows the effect of increasing the amount of frames used for query
graph construction, while (c) depicts the effect of using coarser graphs, i.e., a large distance in
which we merge vertices of same class label. In (d) we compare the extraction methods in image-,
and 3D-space and in (e) the effect of including all semantic objects against including a subset
of semantic classes. Lastly, in (f), we evaluate the localization performance on a configuration
with the right frontal camera as query and the left frontal camera for the database, under the
effect of seasonal changes. In contrast to the other plots where we use the ground truth, we use
semantic segmentation with AdapNet on the data. The appearance-based techniques used are
visual BoW [65] and NetVLAD [4].

We generate the PR of the localization based on two thresholds. The localization
threshold tL is applied on the distance between the estimated robot position c∗i and
the ground truth position cgt . It is set as true, if the distance between c∗i and cgt is
smaller than tL , i.e., kc∗i − cgt k ≤ tL , and to false for kc∗i − cgt k > tL . The margin
tL on the locations is required, since Gq and Gdb do not create vertices in the exact
same spot. The same node can be off by up to twice the distance that we use for
merging vertices in a graph. Here, we use tL = 20 m for SYNTHIA and StreetView,
and tL = 30 m for Airsim. For the PR curves, we vary the consistency threshold tc

105

1.0

1.0

0.8

0.8

Precision

Precision

Paper V: X-View: Graph-Based Semantic Multi-View Localization

0.6

0.4

X-View SYNTHIA
X-View Airsim
NetVLAD SYNTHIA

0.2

0.0
0.0

0.2

0.4

NetVLAD Airsim
BoW SYNTHIA
BoW Airsim

0.6

0.6

0.4

X-View AdapNet SYNTHIA
X-View SegNet StreetView
NetVLAD SYNTHIA

0.2

0.8

0.0
0.0

1.0

0.2

0.4

Recall

(a) Perfect Semantic Segmentation.

0.8

1.0

(b) CNN-based Semantic Segmentation.
1.0

0.8

Success rate [%]

Success rate [%]

0.6

Recall

1.0

X-View SYNTHIA
X-View Airsim
NetVLAD SYNTHIA
NetVLAD Airsim
BoW SYNTHIA
BoW Airsim

0.6

0.4

0.2

0.0

NetVLAD StreetView
BoW SYNTHIA
BoW StreetView

0.8
X-View AdapNet SYNTHIA
X-View StreetView
NetVLAD SYNTHIA
NetVLAD StreetView
BoW SYNTHIA
BoW StreetView

0.6

0.4

0.2

0

20

40

60

80

Localization Accuracy [m]

(c) Perfect Semantic Segmentation.

100

0.0

0

20

40

60

80

100

Localization Accuracy [m]

(d) CNN-based Semantic Segmentation.

Figure 9.7: Localization performance of X-View on the SYNTHIA, Airsim, and the StreetView
data compared to the appearance-based methods [4, 65]. The operation points are chosen
according to the respective PR curves in (a) and (b), indicated as dots. (c) illustrates the
performance on perfectly semantically segmented data on SYNTHIA, and Airsim. (d) shows
the system’s performance on the SYNTHIA, and StreetView datasets using CNN-based semantic
segmentation.

that is applied on the RANSAC-based rejection, i.e., the acceptable deviation from
the consensus transformation between query and database graph vertices. The
localization estimation yields a positive vote for an estimated consensus value s of
s ≤ tc and a negative vote otherwise.
Firstly, we evaluate the effect of different options on the description and matching
using the random walk descriptors (i.e., random walk parameters, graph coarseness,
number of query frames, dynamics classes, graph edge construction technique,
and seasonal changes) as described in Sec. 3.2 - 3.4. To illustrate the contrast to
appearance-based methods, we also present results on two visual place recognition
techniques based on BoW, as implemented by Gálvez-López and Tardos [65], using
FAST keypoints [154] and ORB features [155], and NetVLAD [4] on the datasets’
RGB data. To generate the PR of the reference techniques, we vary a threshold on
the inverse similarity score for BoW, and a threshold on the matching residuals of
NetVLAD.
Furthermore, we show the performance of the full global localization algorithm on
the operating point taken from the PR curves. Our performance metric is defined
as the percentage of correct localizations over the Euclidean distance between c∗i
and cgt . As for BoW and NetVLAD, we take localization as the best matching
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image. The localization error is then computed as the Euclidean distance between
associated positions of the matched image and the ground truth image. To improve
performance of the appearance-based methods, we select the operating points with
high performances, i.e., high precisions in the PR curves.

4.4 Results
While we illustrate the effects of different attributes of X-View in Fig. 10.6 as evaluated on SYNTHIA, we then also show a comparison on all datasets in Fig. 10.6b.
Fig. 9.6a depicts the effect of varying the random walk descriptors on the graph.
Here, a descriptor size with number of random walks n = 200 and walk depth
m between 3 − 5, depending on the size of Gq perform best. Both decreasing n
or increasing m leads to a decrease in performance. These findings are expected,
considering query graph sizes ranging between 20 − 40 vertices. Under these
conditions, the graph can be well explored with the above settings. Descriptors
with larger walk depth m significantly diverge between Gq and Gdb , as the random
walk reaches the size limits of Gq and continues exploring already visited vertices,
while it is possible to continue exploring Gdb to greater depth.
Secondly, Fig. 9.6b presents PR-curves for different sizes of Gq , i.e., different
numbers of frames used for the construction of Gq . An increase in the query graph
size leads to a considerable increase of the localization performance. Also this
effect is expected as Gq contains more vertices, forming more unique descriptors.
However, it is also desirable to keep the size of Gq limited, as a growing query graph
size requires larger overlap between Gq and Gdb . Furthermore, the computational
time for descriptor calculation and matching grows with increased query graph size.
Thirdly, Fig. 9.6c shows the impact of increased graph coarseness, i.e., larger
distances of merging vertices. Here, the coarseness cannot be arbitrarily scaled to
low or high values, as it leads to either over- or under-segmented graphs. Our best
performing results were obtained with a vertex merging distance of 10 m for the
SYNTHIA dataset, and 15 m for Airsim and StreetView datasets, respectively.
Fourthly, Fig. 9.6d illustrates the effect of graph extraction in either image- or
3D-space. The extraction in 3D-space, taking advantage of the depth information as
described in Sec. 3.2 shows superior performance. However, X-View still performs
well when localizing a graph built in one space against a graph built in the other.
Fifthly, Fig. 9.6e explores the inclusion of different object classes. The configurations are: Only static object classes, static object classes plus dynamic object
classes, and all object classes. Here, the results are not conclusive on the SYNTHIA
dataset and more evaluations will be needed in the future.
Lastly, Fig. 9.6f shows X-View’s performance under seasonal change. We compare
the performance of localizing the query graph built from the right forward facing
camera of one season in the database graph built from the left forward facing camera
of another season. Here, we consider the summer and fall sequences of SYNTHIA.
The BoW-based techniques perform well in this scenario if the seasonal conditions
are equal. However, its performance drastically drops for inter-season localization,
while X-View, and NetVLAD suffer much less under the seasonal change.
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Module
Blob extraction

Construction of Gq
Random Walks Generation
Matching Gq to Gdb
Localization Back-End

Total

SYNTHIA
2.73 ± 0.65
337.39 ± 92.81

Airsim
1.76 ± 0.26
257.40 ± 28.30

1.38 ± 0.82

1.07 ± 0.56

7.30 ± 4.51

4.33 ± 1.25

22.50 ± 9.71

371.3 ± 108.5

5.15 ± 0.63

269.71 ± 31.0

Table 9.1: Timing results in ms, reporting the means and standard deviations per frame on
the best performing configurations on SYNTHIA and Airsim. The timings were computed on a
single core of an Intel Xeon E3-1226 CPU @ 3.30GHz.

The evaluation using PR-curves, and success rates over the localization error is
depicted in Fig. 10.6b. X-View has higher success rate in multi-view experiments
than the appearance-based techniques on both synthetic datasets at our achievable
accuracy of 20 m for SYNTHIA and 30 m on Airsim and using perfect semantic
segmentation inputs as depicted in Fig. 9.7c. These accuracies are considered
successful as node locations between Gq and Gdb can differ by twice the merging
distance with our current graph merging strategy. On the considered operation
point of the PR curve, X-View achieves a localization accuracy of 85 % within 30 m
on Airsim, and 85 % on SYNTHIA within 20 m.
Furthermore, X-View expresses comparable or better performance for multiview localization than the appearance-based techniques using CNN-based semantic
segmentation on the SYNTHIA, and StreetView datasets respectively. Here we
consider successful localizations within 20 m for both datasets. The achieved
accuracies on the chosen operation points are 70 % on SYNTHIA, and 65 % on
StreetView.
Finally, we also report timings of the individual components of our system in
Table 9.1. Here, the construction of Gq has by far the largest contribution, due
to iteratively matching and merging frames into Gq . As the graphs in SYNTHIA
consider more classes and smaller merging distances, these generally contain more
vertices and therefore longer computational times.

4.5 Discussion
Global localization with multi-view data is a difficult problem where traditional
appearance based techniques fail. Semantic graph representations can provide
significantly better localization performance under these difficult perceptual conditions. We furthermore give insights how different parameters, choices, and inputs’
qualities affect the system’s performance. Our results obtained with X-View show
a better localization performance than appearance-based methods, such as BoW
and NetVLAD.
During our experiments, we observed that some of the parameters are dependent
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on each other. Intuitively, the coarseness of the graph has an effect on the random
walk descriptors as a coarser graph contains fewer vertices and therefore deeper
random walks show decreasing performance as Gq can be explored with short
random walks. An increasing amount of frames used for localization has the reverse
effect on the descriptor depth as Gq potentially contains more vertices, and deeper
random walks do not show a performance drop as they do for smaller query graphs.
Also the success rate curves indicate that X-View outperforms the appearance
based methods particularly in the presence of strong view-point changes. While the
appearance-based methods fail to produce interesting results for the Airsim dataset,
they have a moderate to good amount of successful localizations on SYNTHIA and
StreetView. X-View has generally higher localization performance and does not
show a strong drop in performance among datasets. While computational efficiency
has not been the main focus of our research, the achieved timings are close to the
typical requirements for robotic applications.
Finally, we performed experiments both using ground truth semantic segmentation
inputs, and CNN-based semantic segmentation. The performance with semantic
segmentation using AdapNet [201] shows to be close to the achievable performance
with ground truth segmentation on SYNTHIA. Using the SegNet [9] semantic
segmentation on real image data from StreetView demonstrates the effectiveness of
our algorithm’s full pipeline on real data, resulting in better performance than the
best reference algorithm. Despite the high performance, our system still receives
a moderate amount of false localizations, which is due to similar sub-graphs at
different locations, and we hope to mitigate this effect by including it into a full
SLAM system in the future.
Furthermore, 3D locations of the vertices are presently positioned at the blob
centers of their first observation. Although, we split large objects at a maximum
distance in several objects, the locations remain slightly different for different view
points. We expect a more precise positioning technique to further disambiguate
the associations between graphs, and increase localization accuracy.

5 Conclusions
In this paper we presented X-View, a multi-view global localization algorithm
leveraging semantic graph descriptor matching. The approach was evaluated on one
real-world and two simulated urban outdoor datasets with drastically different viewpoints. Our results show the potential of using graph representations of semantics
for large-scale robotic global localization tasks. Alongside further advantages, such
as compact representation and real-time-capability, the presented method is a step
towards view-point invariant localization.
Our current research includes the investigation of more sophisticated graph
construction, and matching methods, the integration of X-View with a full SLAM
system to generate loop closures, and learning-based class selection for discriminative
representations.
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Recognition: A study
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Abstract
Place recognition continues to be a difficult problem. The problem is especially challenging in cross-view applications, where classic representations
express decreasing recognition rates. In this study, we extend a localization scheme towards place recognition in cross-view applications, based
on graphs of semantics. We present novel compact graph representations
suitable for learning classifiers, which can be leveraged to yield competitive
performance in cross-view place recognition applications and favorably
scales to large environments due to an efficient data representation. The
approach furthermore fuses semantic place recognition with classic depthsensing approaches for simplified graph extractions, and a two-stage process
for matching verification and final localization. The approach is embedded
in a full framework from semantic extraction to place recognition. We
report initial experimental results on synthetic data, indicating the merit of
the proposed approach, yielding place recognition rates of over 90%, while
the baseline reaches only 50%.
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Figure 10.1: Exemplary localization on the SYNTHIA dataset. The query graph is depicted on
the top of the image (embedded in white point-cloud), while the global graph is illustrated on
the bottom (embedded in the colored point-cloud). The resulting localizations between the two
graphs are depicted as vertical green lines. Point-clouds are added for visualization purposes
only.

1 Introduction
Globally identifying places with heterogeneous robots is a difficult problem, if no
absolute sensors such as GPS are available. This problem is especially difficult when
scenes are observed from drastically different view-points. Classically, this problem
is addressed using visual, or geometrical place recognition [23, 44, 65]. However,
each of these have modality-specific downsides. While visual features are usually
very distinctive and can achieve large-scale place recognition, they often do not
generalize well to adverse view points or changed appearance, e.g., due to season
or daytime [116]. Geometrical approaches on the other hand do not suffer under
the downsides of the visual features, as structural representations are typically less
dependent on view-point or appearance [68]. Yet, geometrical features are less
distinctive, computationally expensive, or suffer from occlusions [42, 69].
Recently, specifically designed machine learning-aided approaches showed improved performance for both visual, and geometrical place recognition [4, 52]. One
of the most promising avenues towards reliable place recognition is the incorporation
of semantic information into the localization process, as this information bears all
the relevant invariances, and potentially reduce the search space for localization to
a small set of semantic places [67, 71, 167].
In this work, we extend our previous work on graph-based semantic global
localization, coined X-View [71] towards a place recognition framework. In this
approach, we also incorporate the strengths of depth sensing. This avenue is
beneficial, as we can leverage the computational efficiency of coarse place recognition
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with semantic graphs, but can verify localizations using geometrical information.
Geometric information is also effective to perform final alignment after place
recognition.
We furthermore propose a new semantic graph-map extraction method, incorporating depth measurements and thus simplifying our previous method. This
method builds individual semantic graphs from each observation, which are then
merged using a simple distance-based metric. Since sub-graph matching is an
NP-complete problem [40], we present new sub-graph descriptors, suitable to be
used in combination with neural networks for place classification. The feature-based
representations have the additional benefit of being lightweight, and can be very
sparsely sampled across the map. In our experiments, the place recognition database
of a 1km trajectory consists of only 170 99-dimensional features.
We evaluate our approach on a challenging cross-view urban driving dataset,
showing the strengths and challenges of using sparse semantic graph-based map
representations for place recognition. In summary, the key contributions of this
paper are as follows:
• Simple, but effective semantic graph extraction method, leveraging depth
measurements
• Novel semantic sub-graph description methods incorporated into classifiers
boosting place recognition performance
• Initial experiments indicating the efficacy as well as limitations of the proposed
approach
The remainder of this study is structured as follows: Sec. 2 reviews the related
work on global localization, followed by the presentation of the place recognition
system in Sec. 3. We present our experimental evaluation in Sec. 4 and conclude
our findings in Sec. 5.

2 Related Work
Research in place recognition has made major progress in the last decade on multiple
fronts. We can structure approaches by appearance-based, structural, topological, or
semantic. For the sake of brevity, we will mainly focus on approaches incorporating
semantics in this review.
Robots often operate in environments made for humans that express a high
degree of structure and semantic meaning. In these environments, it is interesting
to aid the appearance-based and spacial mapping with semantic cues to increase
the desired invariances to view point and appearance changes [125, 148], or give a
prior for the localization in certain semantic spaces [71, 167]. It furthermore has
the potential to yield compact map representations. Pronobis and Jensfelt [148]
superimpose a metric map with a layer of semantic objects. Furthermore, they
add a conceptual layer that establishes a relation from objects to places in form of
a fixed ontology. With this approach they extract a fine-grained map of objects

113

Paper VI: Graph-Aided Semantic Cross-View Place Recognition: A study
furthermore related to spacial and appearance features of places from multi-modal
sensor data. McCormac et al. [125] probabilistically fuse multiple 2D segmentations
using the output of a 3D SLAM algorithm, yielding detailed semantically segmented
3D scenes.
In [6, 24] the authors focus on the data association problem for semantic localization using EM and the formulation of the pose estimation problem for semantic
constraints as an error minimization. The semantic extraction is based on a standard
object detector from visual key-points.
Hybrid approaches proposed by Arandjelović and Zisserman [3] and Kobyshev
et al. [98] incorporate local semantic scene information into visual descriptors. This
improves descriptiveness of the features. Furthermore, the matching algorithms use
the additional semantic cue to filter false matches, yielding increased performance
on visual localization tasks. The authors of [132, 171] incorporate information from
semantic segmentations into the weighting of visual words in a modified Bag of
Words (BoW) approach. [193] leverage semantic segmentation of image data to
derive simple line features that are used for camera pose estimation.
Instead of visual or 3D point features, Salas-Moreno et al. [162] use a database
of objects that are described in a geometrical way to both map and localize these
objects. McCormac et al. [126] go beyond this fixed database-approach, by also
discovering new objects on the fly and incorporating them in the estimation. The
work from Cohen et al. [39] is highly related in this context. The authors align
indoor and outdoor 3D reconstructions based on window detections via semantic
segmentation.
One approach to aid place recognition is to limit the search to specific areas,
e.g., by labeling data into specific categories, e.g., rooms. Mozos et al. [133] use
classifiers learned on 2D LiDAR data to distinguish semantic room categories. The
authors use a sequential AdaBoost classifier to learn strong place features from
a range of features extracted from horizontal 360◦ LiDAR scans in a supervised
fashion.
Yu et al. [211] leverage semantic object detectors for aligning large-scale 3D
data. Semantic features are extracted from 3D data and matched at different
scales within a two-staged ICP algorithm. While this work is not performing full
global localization, it illustrates the benefit of different scale semantic features in
multi-scale localization tasks.
Our works [71] and the work of Stumm et al. [180] propose a semantic map
representation for global localization that relates class instances within a graph
structure. While Stumm et al. [180] use classic visual features to extract semantic
information, we leverage semantic segmentation algorithms to construct graphs
of rich semantic information and novel graph descriptors for matching [71]. Also
Fernández-Moral et al. [56] build small graphs of connected planes to localize in
indoor environments, facilitating a interpretation tree for matching graphs [76].
In a related setup Castaldo et al. [31] match descriptors extracted from semantically segmented images against a topological semantic GIS-map of a city. The
authors use descriptors binning spacial semantic information that are matched in a
nearest-neighbors fashion using L2 distance as similarity score. Christie et al. [37]
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Figure 10.2: Semantics-based place recognition system. The inputs to the system are depth
measurements, e.g., depth images, and associated semantically segmented images. We then build
a graph of semantics from multiple consecutive frames which we then describe using efficient
semantic graph descriptors. Next, these features vote for places in a database, i.e., a global
semantic graph. If the votes for a place surpass a threshold, it is considered a place candidate,
and checked for geometric consistency.

propose to use semantically augmented 3D features for localizing ground images
in aerial maps. Also Schönberger et al. [167] propose a learning-based feature for
localization based on semantically labelled 3D geometry.

3 Graph-based Semantic Place recognition
In this chapter, we introduce the proposed semantic graph-based place recognition
algorithm. An overview of the system is depicted in Fig. 10.2. The system receives
depth measurements alongside semantic segmentations of the scene as inputs. These
are then converted into sparse graphs of semantics. After feature extraction from
local query graphs, a classifier votes for places in a global map represented by
sub-graphs and associated features. If a place candidate is identified, it is verified
using local geometric matching.

3.1 Input data
The primary source of data to our system are semantically segmented images,
consisting of pixel-wise semantic segmentation, such as extracted using popular
Convolutional Neural Network (CNN) semantic segmenters [9, 32]. Unlike our
previous work [71], which primarily focuses on using only semantic information, we
rely on an additional data stream to the system, i.e., depth measurements as they
can be taken using a separate sensor or estimated using optical flow and known
ego-motion. In our previous work, we concluded that a final geometric consistency
check is a crucial requirement for our localization system. Hence, we leverage the
information across the full place recognition pipeline. This allows for simplified
graph construction, and descriptor extraction. The depth channel also allows us to
compute odometry, which we use in the graph construction step.
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3.2 Semantic graph construction
Our work is based on the realization that topologies of semantic objects are
distinctive semantic place representations, as shown in previous works [31, 71]. We
use sequences of semantically segmented images to extract graphs both for the
localization query Gq , and the database map Gdb . In order to extract individual
objects from the scene, i.e., a semantically segmented image, we extract semantically
connected regions, using a simple blob extractor. However, semantic segmenters
typically do not distinguish between distinct objects in a scene, but only classes. It
is therefore not straight-forward to locate an object in a single place from its center
location in image space alone, or distinguish overlapping objects. We therefore oversegment these regions into multiple evenly spaced semantically uniform segments
using k-means clustering. The number of clusters is determined by the amount of
pixels. The found center locations are then projected into 3D using the associated
depth image, and known calibration. Next, we merge locations within a distance rm
into vertices with semantic label, and establish undirected edges between them based
on a maximum distance re , yielding a sparse semantic 3D graph representation of
the image. To grow the graph over multiple frames, we iteratively perform this
extraction, projection, merging, and edge connection method for consecutive frames.
While Gdb is continuously grown in this fashion, the growth of Gq is terminated at
a maximum number nv of vertices.

3.3 Graph descriptors
In recognition applications, it is common to detect key-points, i.e., distinctive
locations within query and map, that can reliably and reproducibly be detected,
and keep the complexity for finding matching descriptors low. In this work, we
leverage our semantic graph representation and only use vertices of chosen classes to
represent key-point locations, rendering an elaborate key-point detection obsolete
in this work. One difficulty in using undirected graphs as data representation is the
unordered nature of the data, i.e., varying amounts of vertices and edges. Unlike
image data that comes as an ordered matrix of fixed dimensions, an undirected
graph does neither have a straight-forward relation between vertices, nor a fixed
size. We address the latter issue by yielding approximately same sized graphs by
limiting the size of Gq to nv vertices, and applying sub-graph extraction of the
same size from Gdb .
In our previous work, we used random walk descriptors, capturing n sequences of
semantic labels starting from a root node. However, the descriptor dimensionality is
very high, and matching is an exhaustive search for common random walks between
vertices. Here, we leverage the explicit availability of 3D information, to extract
more compact descriptors, i.e., vertex, and edge histograms, see Fig. 10.3. These
histograms apply a gravity-aligned binning pattern r around a vertex. We then
perform histogram extraction, firstly counting vertices of different classes, resulting
in the descriptor dv . Rotation invariance of these descriptors is achieved by using
a circular binning pattern around the key-points. These descriptors are finally
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Figure 10.3: Schematic representations of the descriptor extraction. (Top) Radial binning
pattern for vertex histogram description. (Bottom) Extraction of edge histogram.

normalized to account for variations in vertex sampling densities. Additionally,
we extract edge histograms de from the semantic adjacency matrix binning the
different kinds of edges found within a sub-graph. These descriptors are defined as
follows:
dj = (b0 , b1 , ..., bmj )
(10.1)
with j = {v, e}, normalized categorical counts bi , and numbers of histogram bins mj .
The complete description for a vertex is thus D = {dv , de }. In our implementation,
de is defined over the full sub-graph of nv vertices, while dv applies a distance-based
radial binning pattern around vertices. These descriptors are fixed size, and can be
used for matching, and place voting.

3.4 Feature matching and place voting
Next, we match descriptors between query and database, followed by a place voting.
The matching, classification, and voting mechanism are depicted in pseudo code
in Algorithm 1 and schematically illustrated in Fig. 10.4. The used descriptors
represent categorical distributions. Therefore usual metric similarity measures
S(Da , Db ), such as the L2 distance seem not an ideal candidate for distance
computations between descriptors. However, the descriptors are extracted from
a 3D spatial distribution, rendering the L2 distance a viable distance metric. In
fact, initial evaluations show that L2 distance SL2 (Da , Db ), and cosine distance
Sc (Da , Db ) yield better separation of our data than further tested metrics, i.e., L1
distance, Jaccard similarity, and Sorensen similarity.
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vs.

Figure 10.4: Conceptual descriptor matching: (Bottom left:) a query graph is searched in a
database graph (bottom right). This is achieved by matching the corresponding descriptors (top).

Manually setting multiple thresholds on these similarity scores for accepting and
rejecting matches between Dq and Ddb is not practical. Furthermore, both scores
express different characteristics relevant for different cases. We therefore train a
shallow Neural Network classifier to accept or reject matches, and summarize the
similarities into a single score. We also evaluate the use of binary random forest
classifiers, and knn-matching.
Single local descriptor matches are not always able to retrieve the correct database
descriptor. Therefore, we employ a density-based place voting mechanism. This
mechanism iteratively computes spatial vote densities V around key-point vertices
in the global map. A place is thus considered a localization candidate, if the density
surpasses a threshold tplace in an area. Finally, these place matches are passed to a
geometric verification module that performs geometric localization, using the initial
guess from the place recognition system.
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Algorithm 1 Place matching and voting
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

procedure Match_and_vote
Dq ← descriptors of query graph
Ddb ← descriptors of database graph
SL1 ← SL1 (Dq , Ddb )
SJ ← SJ (Dq , Ddb )
S ← classify(SL1 , SJ )
V ← emtpy votes density vector
C ← empty place candidates vector
loop:
sj ← rowwise max(S)
ij ← position of sj in database graph
if sj > tsim then
V (ij ) ← V (ij ) + 1
end if
if V (ij ) > tplace then
C ← ij , j
end if
j ←j+1
goto loop.
end procedure

4 Experiments
In our experiments, we test the following two research hypotheses:
1. The chosen descriptor, and classifier options are effective in distinguishing
matching and non-matching locations for place recognition.
2. The place recognition performance of the proposed system is superior to
state-of-the-art vision-based place recognition algorithms in the cross-view
scenario.
To test our hypothesis, we evaluate our approach on a synthetic urban driving crossview dataset with forward to rear view. In this section, we present the experimental
set-up, the results, and a discussion.

4.1 Datasets
The dataset we use is the public SYNTHIA dataset [153]. It consists of several
sequences of simulated sensor data from a car travelling in different dynamic
environments and under varying conditions, e.g., weather and daytime.
The dataset contains simulated sensor data from RGB camera, depth camera,
ground truth trajectory, and pixel-wise semantic classification for 8 camera pairs,
pairwise facing front, right, back, and left. The segmentation provides 11 + 2
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Figure 10.5: Sample data from the SYNTHIA dataset used in the experiments: (top row)
Samples from a semantically rich city environment, i.e., sequence 5. (bottom row) Sample data
from a semantically poor highway environment, i.e., sequence 6. (left) RGB image, (middle)
Depth image, (right) Semantic segmentation.

(sky, miscellaneous) different semantic classes which are labelled class-wise. We
use sequence 4, and 5 which feature town-like environments. Furthermore, we use
sequence 6 containing a highway environment. Of these sequences, we use sequence
4 to train different classifiers and sequence 5, and 6 to evaluate the performance.
The total travelled distances are 970 m, 1006 m, and 1160 m for sequences 4, 5, and
6 respectively. Sample images of the datasets are depicted in Fig. 10.5.

4.2 Experimental Setup
We first evaluate the performance of the proposed graph descriptors for matching
on the SYNTHIA dataset. Therefore, we generate even amounts of matching
and non matching locations from query graphs and the database graph for both
sequences of SYNTHIA. We use the known ground-truth transformation between
the data to select vertices between query and database graphs as positive examples,
and random samples further than 30m apart as negative examples. We then train
different classifiers on SYNTHIA sequence 4 and test their performance on the other
sequences, recording the True Positive Rate (TPR) and False Positive Rate (FPR),
with the Area under Curve (AUC) of the Receiver Operator Characteristic (ROC)
curve as quality measure. Specifically, we use knn-matching, random forest, and
a shallow Neural Network with one hidden layer, and one regression output layer.
In addition to the isolated experiment, we also evaluate the full place recognition
pipeline in an integrated experiment, recording the success rate over the accuracies,
at fixed filtering threshold. As a reference algorithm, we use the NetVLAD visual
place recognition [4] on the RGB data with the best-performing pre-trained models
as provided by the authors, and applying a favourable similarity threshold rejecting
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Table 10.1: Parametrization of the algorithm for the experiments.

NN full

NN 2 feat

random forest

knn

0.928

0.928

0.872

0.868

Table 10.2: AUC evaluation of different methods.

an equal rate of recognitions as our proposed place voting mechanism (∼ 50%).
No assumptions are made on the prior alignment between the data. The groundtruth alignment is solely used for performance evaluation. Our parametrization is
shown in Table 10.1.
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Figure 10.6: Curves for localization of the rear view semantic images against a database graph
built from the forward view on the SYNTHIA dataset. A place recognition can be considered
successful, if it falls within a distance of 30 m from the ground-truth robot position. (a) shows
ROC curves. (c) depicts success rates on SYNTHIA sequence 6, i.e., a highway passage. (b)
illustrates the success rates on SYNTHIA sequence 5, i.e., a city environment. We also show the
NetVLAD [4] benchmark.

We generate the ROC curves (Fig. 10.6a) of the different classifiers as trained
on the SYNTHIA sequence 4, and tested on sequence 5. The similarity threshold
tsim on the classifiers’ similarity output is varied to generate the plot. We count
positives, once the predicted similarity of a match is higher than tsim , and negative
otherwise. A true match is counted, if the matched descriptor falls within a distance
of 30 m from the ground-truth location.
It can be seen in Table. 10.2 that our best performing classifiers are the Neural
Networks, with AUC scores of 0.928. However, all classifiers reach good AUC
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scores.
Next, we present the results on the full place recognition pipeline, in form of
success rates over the distance from the ground truth locations. These results
are depicted in Fig. 10.6b for different classifiers. It can be observed that our
Neural Network-based semantic place recognition performs best among all tested
configurations. The approach succeeds to recognize more than 90% of correct places
within 30m. We also show the Neural Network performance trained with only the
vertex histogram similarities, and can observe a clear drop in performance against
the best performing neural network trained on all four similarity measures. Finally,
we also show the performance of classic methods, i.e., random forest classifiers, and
knn, showing slightly lower performance than the Neural Networks. In Fig. 10.6b,
we plot the performance of the NetVLAD reference implementation, that our
approach is able to compete with or outperform. Notably, all our place candidates
lie within 40m for our best performing model prior to geometric consistency checking.
However, only candidates closer than 30m should be considered true matches, as
sub-graphs outside this area do not substantially overlap with the nearby graph
anymore.
Finally, we report the results on the highway sequence in Fig. 10.6c. In this
perceptually uniform environment, none of the tested approaches yields success
rates higher than 50%.

4.4 Discussion
In our experiments, we could show the efficacy of our approach, outperforming
a strong visual place recognition reference algorithm. However, the proposed
approach has some limitations. As a very lightweight place recognition method, it
only captures the coarse semantic structure of an area. It therefore is able to narrow
the search in semantically rich environments. Yet, in uniform environments such
as highways, the place recognition algorithm cannot support the localization with
meaningful detections. Although, we can employ several techniques for increasing
the quality of place recognitions (classifier similarity thresholding, density-based
place voting, and geometric verification), these environments continue to be a
challenging benchmark for our method.
Training a useful classifier for distinguishing matches and non-matches is a
challenging task. For training, usually balanced data is required, as otherwise
predictions will favor the over-represented class. However, the place recognition
application itself deals with highly imbalanced data, as there exists only small areas
that can be considered correct matches within large maps. This explains, why we
can achieve very good performance in the ROC curve evaluation, with balanced
data, while not achieving highest success rates in the integrated experiments.
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5 Conclusions
In this paper we presented an adaptation of X-View for semantic cross-view place
recognition. The previous work is extended by incorporating depth measurements in
the graph construction, and feature extraction method, yielding efficient semantic
graph descriptors that show expressive power in matching. We leverage these
descriptors in classifying matches and incorporating these in a simple place voting
scheme. We evaluated the approach on challenging urban driving datasets. The
approach shows its strength in coarse place recognition tasks by efficiently narrowing
the localization problem to few places in semantically rich environments. However,
we also point out the limitations of our approach that rises and falls with the
availability of meaningful semantic information. We believe that a combination
of semantic localization, with local geometric or appearance-based methods can
yield an effective global localization scheme, and represents a promising avenue for
future research.
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