DISS. ETH NO. 25643

Identifying Disease-Associated Patterns
in Single Cell-Resolved Data
by Weakly-Supervised Learning

A thesis submitted to attain the degree of

DOCTOR OF SCIENCES of ETH ZURICH
(Dr. sc. ETH Zurich)

presented by

Eirini Arvaniti
MSc, ETH Zurich
born on 05.01.1988
citizen of Greece

accepted on the recommendation of

Prof. Dr. Manfred Claassen
Prof. Dr. Constance Ciaudo
Prof. Dr. Gunnar Rätsch
Prof. Dr. Peter J. Wild

2018

Στη γιαγιά μου, Ειρήνη

Contents
Abstract

v

Zusammenfassung

ix

Part I. Introduction and Background

1. Introduction

1

1.1. Single-cell profiling unravels disease heterogeneity . . . . . . . . . . . . . . . .

1

1.2. Statistical approaches for single-cell molecular data analysis . . . . . . . . . .

6

1.3. Statistical approaches for histopathological image analysis . . . . . . . . . . .

11

1.4. Detecting disease-associated cellular patterns by weakly-supervised learning

14

Part II. Weakly-supervised learning for single-cell molecular data

2. Sensitive detection of rare disease-associated cell subsets by weakly-supervised
learning

29

2.1. Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

30

2.2. Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

31

2.3. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

39

2.4. Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

41

3. Identification of a pathogenic immune cell signature in multiple sclerosis

51

3.1. Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

52

3.2. Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

52

3.3. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

56

3.4. Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

57

i

4. Identification of adipose-derived stem cell subpopulations with enhanced
osteogenic potential

61

4.1. Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

62

4.2. Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

63

4.3. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

64

4.4. Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

66

Part III. Automated Gleason grading of prostate cancer tissue images

5. Automated Gleason grading of prostate cancer tissue microarrays via deep
learning

71

5.1. Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

72

5.2. Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

74

5.3. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

83

5.4. Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

85

6. Coupling weak and strong supervision for classification of prostate cancer
histopathology images

91

6.1. Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

92

6.2. Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

93

6.3. Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

94

6.4. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

97

Part IV. Concluding Remarks

7. Concluding remarks

103

Additional projects

111

Appendices

113

A. Supplementary material Chapter 2

115

A.1. Supplementary Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

115

A.2. Supplementary Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

122

ii

B. Supplementary material Chapter 5

133

B.1. Supplementary Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

133

B.2. Supplementary Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

140

List of Figures

142

Acknowledgements

143

Curriculum vitae

145

iii

Abstract
Single-cell profiling enables the study of complex organisms at their basic unit of organization, the individual cell. In recent years, there has been a surge in experimental technologies that comprehensively portray single cells at different molecular levels—genomic,
epigenomic, transcriptomic, proteomic—and even enable simultaneous multi-omic measurements of the same single cell. Moreover, several imaging technologies inherently offer
cellular, or even subcellular resolution, adding morphological and spatial information to the
acquired single-cell profiles. Such high-resolution measurements offer unique possibilities
for characterizing cellular heterogeneity, in both health and disease.
The combination of high-throughput and high-dimensionality in the readouts produced
by modern single-cell technologies constitutes a major challenge to study cellular heterogeneity. Statistical approaches for efficient information extraction from the resulting complex
datasets have been developed to address this challenge, and can be split into unsupervised
and supervised learning approaches. Unsupervised learning methods are utilized for data
exploration and characterization such as description of global cell population composition,
with dimensionality reduction and clustering techniques being the most popular examples
for unsupervised single-cell data analysis. Recently, single-cell data has been further considered as the basis for predictive systems, e.g. for patient stratification. Building of these predictive systems requires supervised learning approaches that incorporate external labels (e.g.
disease status, clinical outcome) into the model training procedure. However, their applicability to biological and medical analysis tasks is often limited, as expert-provided external
annotations are expensive or even impossible to obtain.
Weakly-supervised learning approaches address this limitation. Lying midway between
unsupervised and supervised learning, weakly-supervised learning relaxes the strong dependence on high-quality external annotations and offers efficient model training strategies in
the presence of limited or occasionally incorrect labels. Weakly-supervised approaches are
naturally suited to the analysis of single cell-resolved patient data, since such data is by default weakly labeled. For instance, clinicopathological annotations for individual patients
are often readily available from diagnosis, whereas labels for individual cells are typically
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unknown. Other examples of weak labels include domain-expert annotations that are inherently influenced by subjective interpretation (e.g. histological grading), or that had been
originally obtained for a different, but related, task.
In this thesis, we focus on the tasks of (a) patient stratification and (b) detection of diseaseassociated cell subpopulation patterns, using data obtained from two distinct types of measurements: (I) high-throughput single-cell molecular data and (II) histological image data,
routinely produced in pathology labs to characterize the structure of tissues at single-cell
resolution. We develop machine learning approaches for these tasks, either fully- or weaklysupervised, depending on the type of domain-expert annotations available in each setting.
In Chapter 2 we present CellCNN, a weakly-supervised machine learning approach for
the detection of disease-associated cell subsets from high-dimensional single-cell molecular
measurements. CellCNN is a neural network model, whose architecture is specifically tailored to the analysis of single cell-resolved donor samples. The model is trained end-to-end,
effectively combining the steps of extracting a cell population representation and associating it with patient-level annotations. This combination makes CellCNN capable of identifying low-abundant and/or poorly-separated cell subpopulations, which could be potentially
missed by traditional approaches relying on an initial unsupervised clustering step. CellCNN
exhibited competitive performance on a series of benchmark tasks, including identification
of paracrine signaling-, AIDS onset- and rare CMV infection-associated cell subsets in peripheral blood, as well as detection of rare leukemic blast populations in minimal residual
disease-like situations.
In Chapter 3, we apply CellCNN to identify disease-associated cell subpopulations in the
context of relapsing-remitting multiple sclerosis (RRMS). We studied a cohort of RRMS patients and identified a low-frequency GM-CSF-expressing subpopulation of T helper cells
that is expanded in peripheral blood of RRMS patients compared with the control group. The
identified immune cell signature was further validated on an independent test cohort, as well
as in the cerebrospinal fluid of RRMS patients. Subsequently, in Chapter 4, we use CellCNN
to characterize the process of human adipose-derived stem cell (hASC) differentiation to osteoblasts, and identify a subpopulation of hASCs with enhanced osteogenic predesposition.
In the next two chapters, we focus on patient stratification from histopathological image
data. In Chapter 5, we present a deep learning approach for automated histological grading of prostate cancer tissue microarray images. Histopathological grading was performed
on the basis of Gleason scores, which have been shown to correlate with patient prognosis.
Our system was trained using detailed Gleason annotations on a discovery cohort of 641 pa-
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tients and was then evaluated on an independent test cohort of 245 patients annotated by
two pathologists. Furthermore, we used the model’s Gleason score predictions to stratify patients into three prognostically distinct groups, achieving pathologist-level risk-stratification
performance.
Finally in Chapter 6, we address the limited availability of detailed Gleason annotations
and investigate how to efficiently use these in conjunction with the ubiquitously available
macroscopic Gleason scores on whole-slide tissue images from large public resources such
as The Cancer Genome Atlas (TCGA) database. We benchmarked different approaches for the
joint data analysis task, and proposed a novel label integration scheme, that efficiently couples weak and full supervision by assigning different relative importances to individual training examples. Our approach achieved superior performance when compared with standard
Gleason scoring methods. Importantly, the combination of weak and strong supervision signals has direct applicability to a variety of medical image analysis tasks, beyond histopathological prostate cancer grading.
To summarize, we address the tasks of patient stratification and detection of disease associated cell subpopulation patterns from a machine learning perspective, and employ weakly
supervised learning strategies to efficiently leverage information from the available expert
annotations. Given the increasing popularity of single-cell profiling technologies, in combination with the scarcity of domain-expert annotations, we expect that the approaches presented in this thesis will become increasingly relevant, and hopefully useful for generating
novel clinicopathological insights at single-cell resolution.
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Zusammenfassung
Mit Hilfe von Single-Cell-Profiling können einzelne Zellen, die Basiseinheiten komplexe Organismen, untersucht werden. In den letzten Jahren wurden neue experimentelle Technologien entwickelt, die einzelne Zellen auf verschiedenen molekularen Ebenen - Genomik, Epigenomik, Transkriptomik, Proteomik - umfassend messen können. Darüber hinaus ergänzen
verschiedene einzelzellaufgelöste Bildgebungsverfahren Einzelzellprofile durch morphologische und räumliche Informationen. Solche hochauflösenden Messungen bieten einzigartige
Möglichkeiten, um die zelluläre Heterogenität sowohl in Bezug auf gesunde als auch krankhafte Zustände zu charakterisieren.
Die Kombination von hohem Durchsatz und hoher Dimensionalität der Einzelzelldaten
stellt eine grosse Herausforderung für die Interpretation dieser Daten dar. Daher wurden
statistische Ansätze für die Interpretation zur effizienten Informationsextraktion entwickelt.
Solche statistischen Ansätze können in zwei Hauptkategorien unterteilt werden: unüberwachte und überwachte Lernmethoden. Unüberwachte Lernmethoden sind ideal für die globale
Exploration und Charakterisierung von Daten. Hierfür kommen vor allem Dimensionalitätsreduktions und Clustering-Techniken zum Einsatz. In letzter Zeit wurden Einzelzellendaten
als Basis für Vorhersagesysteme verwendet, beispielsweise für die Patientenstratifizierung.
Der Aufbau dieser Vorhersagesysteme erfordert überwachte Lernansätze, die externe Label
(z. B. Krankheitsstatus, klinisches Ergebnis) in das Modelltrainingsverfahren integrieren. Ihre Anwendbarkeit für biologische und medizinische Analyseaufgaben ist jedoch häufig limitiert, da von Experten bereitgestellte externe Label schwierig oder gar nicht zu erheben sind.
Sogenannte schwach-überwachte Verfahren adressieren diese Limitierung. Schwach überwachtes Lernen relaxiert die starke Abhängigkeit von qualitativ hochwertigen externen Labels und bietet effiziente Modell-Trainingsstrategien bei begrenzten oder gelegentlich falschen
Annotationen. Schwach überwachte Ansätze eignen sich naturgemäß für die Analyse einzelner zellaufgelöster Patientendaten, da diese üblicherweise schwach gelabelt sind. Klinischpathologische Annotationen für einzelne Patienten sind beispielsweise häufig durch Diagnosen verfügbar, wohingegen Phänotypen für einzelne Zellen typischerweise unbekannt
sind. Andere Beispiele für schwache Labels umfassen Expertenannotationen, die inhärent
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durch subjektive Interpretation (z. B. histologische Einstufung) beeinflusst werden oder die
ursprünglich für eine andere, aber verwandte, Aufgabe erhoben wurden.
In dieser Arbeit konzentrieren wir uns auf die Aufgaben (a) der Stratifizierung von Patienten und (b) der Erkennung krankheitsassoziierter Muster von Zellpopulationen unter Verwendung von Daten, die aus zwei unterschiedlichen Arten von Messungen erhalten wurden:
(I) molekularen Einzelzellendaten mit hohem Durchsatz und (II) histologische Bilddaten, die
routinemäßig in pathologischen Laboren erzeugt werden, um die Struktur von Geweben bei
der Auflösung von Einzelzellen zu charakterisieren. Für diese Aufgaben entwickeln wir maschinelle Lernansätze, entweder regulär- oder schwach-überwacht, abhängig von der Art der
Annotationen, die in jeder Aufgabe verfügbar sind.
In Kapitel 2 stellen wir CellCNN vor, einen schwach überwachten maschinellen Lernansatz
zum Nachweis krankheitsassoziierter Zellsubpopulationen aus hochdimensionalen molekularen Einzelzellmessungen. CellCNN ist ein neuronales Netzwerkmodell, dessen Architektur speziell auf die Analyse von einzelzellaufgelösten Patientenproben abgestimmt ist. Das
Modell wird End-to-End trainiert, wobei die Schritte zum Extrahieren einer ZellpopulationsRepräsentation und deren Zuordnung zu Annotationen auf Patientenebene effektiv kombiniert werden. Diese Kombination ermöglicht CellCNN schwach vorhandene und/oder schlecht
voneinander getrennte Zellsubpopulationen zu identifizieren, die möglicherweise von traditionellen Ansätzen, die auf einem anfänglichen, unüberwachten Clustering-Schritt beruhen,
möglicherweise übersehen werden. CellCNN war kompetitiv bei einer Reihe von Vergleichen,
einschließlich der Identifizierung von parakrinen Signalisierungs-, AIDS-Beginn und seltenen CMV-Infektionen assoziierten Zell-Untergruppen in peripherem Blut sowie dem Nachweis seltener Leukämie-Blast-Populationen in Situationen minimaler Restkrankheit.
In Kapitel 3 wenden wir CellCNN an, um krankheitsassoziierte Zellsubpopulationen im
Zusammenhang mit rezidivierend-remittierender Multipler Sklerose (RRMS) zu identifizieren. Wir untersuchten eine Kohorte von RRMS-Patienten und identifizierten eine niederfrequente GM-CSF exprimierende Subpopulation von T-Helferzellen, die im peripheren Blut
von RRMS-Patienten im Vergleich zur Kontrollgruppe expandiert. Die identifizierte Immunzellensignatur wurde in einer unabhängigen Testkohorte sowie in der Zerebrospinalflüssigkeit von RRMS-Patienten weiter validiert. Anschließend verwenden wir in Kapitel 4 CellCNN,
um den Prozess der Differenzierung von Stammzellen aus humanen Fettzellen (hASC) zu
Osteoblasten zu charakterisieren und eine Subpopulation von hASCs mit einer verbesserten
osteogenen Prädisposition zu identifizieren.
In den nächsten beiden Kapiteln konzentrieren wir uns auf die Stratifizierung von Pati-
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enten anhand histopathologischer Bilddaten. In Kapitel 5 stellen wir einen Deep-LearningAnsatz für die automatisierte histologische Einstufung von Tissue-Microarray-Bildern für Prostatakrebs vor. Die histopathologische Einstufung wurde auf der Grundlage von GleasonScores durchgeführt, von denen gezeigt wurde, dass sie mit der Prognose des Patienten korrelieren. Unser System wurde anhand detaillierter Gleason-Annotationen zu einer Entdeckungskohorte von 641 Patienten geschult und anschließend an einer unabhängigen Testkohorte
von 245 Patienten ausgewertet, die von zwei Pathologen kommentiert wurden. Darüber hinaus haben wir die Gleason-Score-Vorhersagen des Modells verwendet, um die Patienten in
drei prognostisch getrennte Gruppen zu unterteilen und so eine Risikostratifizierung auf Expertenniveau zu erreichen.
Abschließend untersuchen wir in Kapitel 6, wie die detaillierten Gleason-Annotationen der
Tissue-Microarray-Kohorte effizient für das Zuweisen von Gleason-Scores auf GanzfolienGewebebildern aus der Datenbank The Cancer Genome Atlas (TCGA) verwendet werden
können. Die größte Herausforderung bestand darin, dass TCGA-Bilder schwach markiert sind,
da nur Gleason-Werte auf Patientenebene angegeben werden. Wir verglichen verschiedene
Ansätze für die gemeinsame Datenanalyse und schlagen ein neuartiges Label Integrationsschema vor, das schwache und vollständige Überwachung effizient koppelt, indem den einzelnen Trainingsbeispielen unterschiedliche relative Bedeutung zugewiesen wird. Unser Ansatz erzielte im Vergleich zu Gleason-Bewertungsmethoden eine überlegene Leistung. Wichtig ist, dass die Kombination von schwachen und starken Überwachungssignalen über die
histopathologische Prostatakrebsbewertung hinaus direkt auf eine Vielzahl medizinischer
Bildanalyse-Aufgaben anwendbar ist.
Zusammenfassend behandeln wir die Aufgaben der Patientenstratifizierung und Erkennung von krankheitsassozierten Mustern in Zellsubpopulationen aus der Perspektive des maschinellen Lernens und setzen schwach überwachte Lernstrategien ein, um Informationen
aus den verfügbaren Expertenannotationen effizient zu nutzen. Angesichts der zunehmenden Verbreitung von Einzelzellmessverfahren in Kombination mit dem Mangel von hochwertigen Annotationen erwarten wir, dass die in dieser Arbeit vorgestellten Ansätze zunehmend
relevant und hoffentlich nützlich werden, um neuartige klinisch-pathologische Erkenntnisse
auf Einzelzellebene zu gewinnen.
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Part I.
Introduction and Background

Chapter 1
Introduction
1.1. Single-cell profiling unravels disease heterogeneity
The ability to interrogate molecular profiles of individual cells, as opposed to measuring bulk
cell populations, has generated novel insights into complex biological systems, such as multicellular organisms. In addition to single cell -omics measurements, several imaging technologies with inherent cellular resolution are routinely used to obtain morphological and
spatial information about individual cells, in both basic reserach and in the clinics. In this
section, we give a overview of current technologies with single-cell readouts, including imaging, and summarize their primary applications, with a focus on disease heterogeneity characterization.

Single-cell genomics. Single-cell genomic profiling has been primarily used to investigate
the effects of genetic mosaicism in the context of cancer [1]. Sequencing of individual DNA
molecules presents several technological challenges [2], related to the steps of single cell isolation, whole-genome amplification and genome assembly. Due to these challenges, current
methods achieve a rather low throughput in terms of high-quality profiled cells. Exome and
whole-genome sequencing approaches typically yield up to 200 high-quality single cell profiles [3, 4], while targeted sequencing approaches raise this limit up to 1000 cells [5]. Despite
technological challenges, impressive new insights have been generated by recent studies on
genomic diversity and clonal evolution in primary tumors [4–6], as well as on intra-tumor
heterogeneity between primary and metastatic sites [7]. In addition, single-cell genome sequencing has been very helpful in characterizing the diversity of rare cell populations, such
as circulating tumor cells [8], opening new frontiers for real-time non-invasive disease monitoring.
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Single-cell epigenomics. Epigenetic mechanisms are important regulators of tissue-specific
gene expression within genotypically identical cells [9]. To obtain a detailed characterization of epigenetic variability at single-cell resolution, an increasing number of approaches
developed originally for bulk epigenomic profiling are now applied to individual cells [10,
11]. For instance, bisulphite sequencing approaches have been applied to acquire singlecell DNA methylome profiles [12, 13]. ATAQ-seq (assay for transposase accessible chromatin
with high-throughput sequencing) and DNAse-seq (DNase I-hypersensitivity mapping) have
been adapted to profile the chromatine accessibility landscape of individual cells [14–16],
whereas CHIP-seq (chromatine immunoprecipitation with high-throughput sequencing) has
been applied to profile histone modifications at single cell resolution [17]. Comprehensive
characterization of the epigenetic landscape of individual cells can be used to investigate the
biological mechanisms that regulate cellular differentiation and shape cell fate decisions, as
for instance in the single-cell methylation study of Farlik et al. [18].

Single-cell transcriptomics. Experimental technologies for multiparametric profiling of
mRNA expression levels in single cells include microarrays [19], quantitative polymerase chain
reaction (qPCR) [20] and, more recently, single-cell RNA sequencing (scRNA-seq) [21]. From
the above technologies, scRNA-seq is currently by far the most popular choice, as it enables high-throughput and unbiased characterization of a cell’s transcriptomic state. Newer
droplet-based experimental protocols [22–24] enable simultaneous profiling of up to a million of single cells [24], at the cost of reduced mRNA capture rates in comparison with some
earlier well-based protocols [25–28]. Furthermore, scRNA-seq protocols have been combined with pooled genetic screens (e.g. perturb-seq [29]), allowing researchers to systematically characterize the transcriptional effects of single-cell genetic perturbations.
scRNA-seq is currently the most widely-used single-cell profiling technology, and has been
employed in numerous studies (reviewed in [30–32]), aiming to characterize cellular heterogeneity in healthy [26, 33] and diseased tissues [34, 35], or to investigate cellular differentiation trajectories [36, 37], among many others. Single-cell transcriptomic profiles are expected
to be a fundamental component of ambitious singe-cell profiling projects, such as the Human Cell Atlas [38], a recent multi-institutional collaborative effort with the aim to create a
reference map of all cell types in the human body.

Single-cell proteomics. While scRNA-seq readouts reveal extensive information about the
transcriptomic cell state, they do not necessarily reflect protein abundance in the cell. Singlecell proteomic approaches [39] directly measure protein abundances, and thus more pre-
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cisely characterize the cell’s phenotypic state. On the negative side, the most widely-used
experimental technologies in this field are antibody-based, and thus limited in the number
of proteins that can be simultaneously interrogated.
Flow cytometry is a well-established method for single-cell proteomic analysis. It uses
fluorescently-labeled antibodies to tag individual cells and can simultaneously interrogate
∼ 15 cellular markers (including protein epitopes and nucleic acids) [40, 41]. Spectral overlap among available fluorochromes hinders the simultaneous profiling of a larger number of
markers. This limitation of flow cytometry led to the development of mass cytometry [42, 43],
a more recent technique that is able to simultaneously interrogate ∼ 40 markers per cell. Mass
cytometry couples the multi-parametricity and sensitivity of mass spectrometry with the
high-throughput and single-cell resolution of flow cytometry, by replacing the fluorescentlylabeled reporters, used in flow cytometry, with heavy metal isotope tags. Stable heavy metal
isotopes are very rare in biological tissues and thus can be safely used as reporters. Detection of metal isotope reporters is performed at the single cell level via inductively coupled
plasma time-of-flight (ICP-TOF) mass spectrometry. CyTOF is the main commercial platform implementing mass cytometry, allowing for high-throughput measurements of ∼ 1000
cells/second. Mass cytomatry has been extensively used to characterize cell-to-cell variability from liquid donor biopsies, e.g. from peripheral blood and bone marrow samples [42, 44,
45]. It is also increasingly commonly applied to study cellular heterogeneity in the contexts
of cancer [46, 47] and autoimmune diseases [48, 49].
The maximum number of simultaneously interrogated protein markers was recently pushed
to ∼ 100 by novel approaches that use DNA-tags for antibody labeling [50, 51]. Furthermore,
with the aim of pushing the limit of simultaneously-measured proteins even further, Budnik
et al. [52] recently applied shotgun mass spectrometry to single cells, quantifying over 1000
high-abundant proteins with increased sensitivity. Their method is currently low-throughput
(8 cells per run) and can accurately only quantify high-abundant proteins, but it made a
promising step towards comprehensive characterization of the single cell proteome.

Single-cell multi-omic profiling. Technological advances in profiling individual molecular
types in single cells have also led to approaches that interrogate, in parallel, multiple molecular types from the same single cell [53]. Simultaneous genome and transcriptome profiling of
individual cells [54, 55] has been performed to analyze tumor heterogeneity, establishing a direct association between copy number genotype and gene expression in the same single cell.
Simultaneous transcriptome and DNA methylation profiling has also been performed [56,
57] to investigate gene regulation patterns within the same cell. More recently, Hou et al. [58]
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developed scTrio-seq, a method that allows simultaneous sequencing of the genome (copy
number variations), DNA methylome and transcriptome of the same single cell.
Approaches for simultaneous quantification of mRNA and corresponding protein levels
have also been developed. Frei et al. [59] developed PLAYR (proximity ligation assay for RNA),
a method that integrates proximity ligation (for probing of transcripts) with standard antibody staining used by flow and mass cytometry, allowing simultaneous interrogation of up
to ∼ 40 transcripts and proteins in the same cell. More recently, two additional approaches
have been developed: CITE-seq (Cellular Indexing of Transcriptomes and Epitopes by sequencing) [60] and REAP-seq (RNA expression and protein sequencing assay) [51], that both
couple the measurement of surface protein markers with simultaneous mRNA sequencing of
the same single cells, while maintening high-throughput. REAP-seq was used to quantify the
effects of a CD27 agonist on a population of naive CD8+ T cells, by monitoring abundance
levels of 80 cell surface proteins in addition to comprehensive single cell transcriptomes. The
levels of mRNAs and corresponding proteins from the same cell did not always correlate, and
protein abundances were more accurately defining response to stimulation, highlighting the
advantage of simultaneous proteomic and transcrptomic profiling.

Spatially-resolved single-cell profiling. Several imaging technologies inherently offer cellular, or even subcellular resolution, adding morphological and spatial context to the acquired single-cell profiles [61]. For example, immunohistochemistry-based imaging techniques have been traditionally applied to study the morphological and structural characteristics of heterogeneous tissues [62], while fluorescence in situ hybridization (FISH) [63,
64] techniques have been used to profile nucleic acid molecules within their spatial context.
Fluorescence-based imaging is also widely used to record morphological changes in individual cells in the context of high-content screening studies [65, 66].
Imaging flow cytometry [67] is a more recent technique that combines the high-throughput
capabilities of multiparametric flow cytometry with the spatial resolution of fluorescence
imaging. It can be used to obtain spatially-resolved profiles of up to 10 fluorescent markers in individual cells and, additionally, brightfield and darkfield images of the same cells.
Besides basic research applications [68–70], and thanks to its high-throughput and ease of
use, imaging flow cytometry has also shown potential as a diagnostic tool in the clinics [71,
72].
A limit of fluorescence-based methods is the number of markers that can be simultaneously interrogated, due to autofluorescence and spectral overlap issues. Imaging mass cytometry [73, 74], as well as proximity ligation assay-based imaging techniques [50] overcome
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to some extent these limitations, opening up exciting opportunities to study morphological,
structural and cell-to-cell communication patterns in complex heterogeneous tissues [75].

Histological profiling in the clinics: the era of digital pathology. Immunohistochemistry [62] is routinely used in pathology labs for diagnostic and stratification purposes, and
the assessment of immunohistochemically-stained tissue slides is traditionally performed
via microscopic inspection. However, in the recent years, an increasing number of hospitals
and health institutions have started adopting a digital pipeline, entering the so called era of
digital pathology [76].
A first example of digital pathology images are tissue microarrays (TMAs) [77], that are
compiled on the basis of tissue samples from hundreds of patients. For TMA construction,
punch biopsy tissue cylinders are extracted from primary tumor material of individual patients, fixed with formalin and embedded in a paraffin block. A thin slice is subsequently
cut from the block, stained with the antibodies of interest and finally digitized at high resolution. Tissue micorarrays have been widely used in biomarker studies [78], as they enable
highly-parallel profiling of uniformly-processed patient tissue samples.
With the advent of whole-slide imaging (WSI) high-resolution scanners, digital pathology
workflows have started to become slowly adopted for routine diagostic applications in the
clinics. Such workflows offer several advantages, such as fast retrieval of tissue slides for retrospective examination, easier data sharing options for simultaneous examination of challenging cases by several medical experts, as well as the possibility to integrate computer-assisted
diagnostic procedures. On the other hand, a digital pathology pipeline requires efficient data
storage and data processing systems, and involves a complete restructuring of the daily workflow of pathologists.
Digital pathology applications in the clinics have opened up new opportunities for computational pathology research. Hospitals that early on adopted digital pathology procedures,
have nowadays created uniquely large collections of archived histopathology images in digital form. In addition, publically available databases, such as the The Cancer Genome Atlas
(TCGA) [79] and GTEx [80] now also contain moderately-sized collections of digital pathology
images, typically using basic Hematoxylin and Eosin (H&E) staining that reveals structural
characteristics of tissues. Such publically available datasets are fundamental for prototyping and benchmarking novel image analysis algorithms, which should in turn lead to more
robust and accurate decision-support systems for future use in the clinics.
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1.2. Statistical approaches for single-cell molecular data
analysis
In this section, we review existing computational methods for knowledge extraction from
single-cell -omic measurements, in particular from scRNA-seq and mass cytometry experiments. We focus on approaches developed for characterizing disease heterogeneity and organize them in two groups. In Section 1.2.1, we describe unsupervised learning methods,
ideally suited for exploratory data analysis and detailed characterization of cell-to-cell variability. In Section 1.2.2, we move to supervised learning methods, whose goal is to associate
single-cell profiles with a specific endpoint of interest (e.g. disease or survival status).

1.2.1. Unsupervised learning methods
Removing batch effects. Joint analysis of single-cell datasets coming from different laboratories or measured at different time points is challenging because of batch effects present.
Batch effect correction is often performed by percentile normalization or linear regressionbased models, adopted from previous studies on bulk -omic measurements [81, 82]. These
approaches align the empirical distributions of two experimental batches assuming that the
cell type composition is pre-defined or identical between batches. This assumption, however,
might not always hold.
To overcome this limitation, Haghverdi et al. [83] recently proposed to align the data manifolds from two scRNA-seq experiments by matching of mutual nearest neighbours from the
two datasets, and demonstrated that their approach is superior when applied to datasets with
uneven cell type composition. Butler et al. [84] proposed an alternative data manifold alignment procedure based on canonical correlation analysis (CCA) [85], a dimensionality reduction technique whose basis vectors correspond to linear combinations of features that are
maximally correlated across data sets. The authors showed that their approach is effective for
aligning scRNA-seq datasets obtained across different conditions, technologies, or species,
and thus can facilitate a variety of joint downstream analyses on the combined datasets.

Data denoising/imputation. Contrary to single-cell proteomic measurements, scRNAseq protocols suffer from low capture rates, and as a result, genes with low expression are
frequently undetected in individual cells. This phenomenon is known as dropout in the
scRNA-seq community. Various data imputation methods have been developed to account
for gene dropouts, including approaches that leverage cell-to-cell [86, 87] and additionally
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gene-to-gene [88] similarities, as well as count-based autoencoders [89]. The latter uses an
autoencoder model with low-dimensional bottleneck layer and a zero-inflatted negative binomial (ZINB) loss function, designed to explicitly account for dropouts and overdispersion
in scRNA-seq data.

Characterizing sources of biological variation. Factor analysis models are commonly
used to disentangle the principal sources of biological variation in single-cell transcriptomic
profiles, and possibly remove biological cofounders, e.g. cell cycle effects [90]. Moreover, unknown factors of variation may be inferred from the data. For instance, Buettner et al. [91]
developed a factorial latent variable model (f-scLVM) that decomposes the observed cell-tocell variability into a set of pre-defined pathway-specific factors, as well as into additional
sparse factors with putative biological relevance. More recently, Argelaguet et al. [92] introduced Multi-Omics Factor Analysis (MOFA), a factor analysis method for disentangling the
shared and private sources of variation in multi-omics data sets, and used it to characterize
coordinated transcriptomic and epigenomic variation during cell differentiation.

Defining cell types. The primary objective of several single-cell studies is the characterization of cellular heterogeneity, and discovery of novel cell types. Clustering algorithms find
a natural application to this task [46, 93–96]. For instance, Phenograph [46] implements a
well-known community detection algorithm [97], based on graph modularity, whereas FlowSOM [94] is based on self-organizing maps. For discovery of rare cell types in particular, an
iterative k-means clustering approach was proposed by Grün et al. [98]. A first run of kmeans is performed to define initial clusters of highly-abundant cell types. Subsequently,
the method screens for within-cluster outlier cells, and subjects them to additional k-meansbased partitioning.
Cell type definition is often followed by differential expression analysis [99, 100]. A recent
extensive benchmark on the performance of 36 differential expression analysis methods [100]
reached the conclusion that methods specifically tailored to scRNA-seq data do not in general
outperform previous methods developed for bulk RNA-seq.

Data visualization. Data visualization is performed via dimensionality reduction techniques, including principal component analysis (PCA), diffusion maps[101] and t-Stochastic
Neighbour Embedding (t-SNE) [45, 102, 103]. The latter approach is very popular within the
single-cell community, as it emphasizes preservation of local over global distances, and thus
visually defines clusters of cells, corresponding to distinct cell types ot states. UMAP [104] is
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a recent dimensionality reduction approach that models both attractive and repulsive forces
between data points, as opposed to t-SNE that only models attractive forces, As a result,
UMAP is superior in preserving global structures of the data, and might be better suited for
data interpretation purposes in single-cell studies [105].
Data visualization approaches specifically tailored to mass cytometry measurements include SPADE [42] and Scaffold [106]. SPADE initially merges similar cell profiles into clusters,
and subsequently organizes the clusters along a minimum spanning tree, often capturing hierarchical structures encountered in developmental processes such as hematopoiesis. The
Scaffold framework can be used for visualizing and also merging datasets, possibly in the
presence of batch effects. It defines a "scaffold" of landmark nodes (e.g. known cell types)
from a reference experiment and uses a force-directed layout algorithm [107] to project cell
profiles from new experiments onto the reference scaffold. The mapping procedure is robust
and can be performed on the basis of the common markers shared between experiments.
On the negative side, the framework is built on the basis of pre-defined landmark nodes and,
thus, strong prior assumptions are incorporated into the visualization map.

Inferring trajectories from snapshot data. Complex cellular hierarchies, as the ones
formed during mammalian embryonic development, immune cell differentiation, or cancer
evolution, can be inferred from single-cell snapshot measurements by pseudotime-ordering
and bifurcation analysis approaches. Recently proposed methods for detecting branch points
in cell-state space are based on minimum spanning trees [108, 109], ensemble-of-trees analysis [110], diffusion map projections [111, 112] and optimal transport theory [113].
Recently, La Manno et al. [114] proposed an orthogonal approach for the analysis of singlecell gene expression dynamics, on the basis of RNA-velocity—in other words, the derivative
of the gene expression state. The researchers observed that the reads captured by modern
scRNA-seq protocols comprised up to 25% unspliced intronic sequences, and built a simple
model to estimate RNA velocity from the ratio between unspliced and spliced transcripts.

Inferring molecular interaction networks. Computational methods have also been developed for learning the structure of protein signaling networks from snapshot mass cytometry
measurements [115, 116], or the structure of gene regulatory networks e.g. from scRNA-seq
readouts obtained from genetic perturbation screens [29]. Expanding further on network inference approaches is beyond the scope of this introduction.
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Generative modeling of single cell molecular profiles. Modern unsupervised generative models, such as variational autoencoders (VAEs) [117] and generative adversarial networks (GANs) [118], make few or no assumptions regarding the data generating probability
distribution, and thus can be used to obtain very expressive models of cellular heterogeneity. Both GANs [119, 120] and VAEs [121–123] have recently been applied to approximate the
true data-generating distribution of single-cell transcriptomic profiles, and subsequently enhance downstream analyses.

1.2.2. Supervised learning methods
Supervised learning for data imputation. Supervised learning approaches have been
used to infer missing values in single-cell measurements. For instance, Angermueller et al.
[124] developed a deep learning model for imputation of single-cell genome-wide methylation profiles (DeepCpG). DeepCpG predicts missing methylation states in single cells by
leveraging information from DNA sequence and methylation profiles of neighboring sites
across all cells. Besides imputation, the trained model can also be used to identify DNA sequence motifs associated with methylation levels or cell-to-cell variability.

Building classifiers for individual cells. Classification of individual molecular profiles is a
task infrequently performed in single cell -omic studies, as labels for individual cells are typically not known in advance. In fact, the scope of most experiments is to obtain characteristic
labels for individual cells, e.g. cell type definition. Single-cell classifiers may be relevant in
the context of cell profile retrieval, e.g. to retrieve similar cell profiles from a different experiment, or as a means to automate manual gating procedures. In these contexts, deep neural network classifiers were recently proposed for the analysis of scRNA-seq [125] and mass
cytometry [126] datasets. However, it is not clear whether complex nonlinear models offer
a strong advantage, as a simpler linear discriminant analysis (LDA) model, used to classify
mass cytometry single-cell readouts into 57 distinct cell types, achieved similar performance
as the deep neural network approach [127].
On the other hand, complex nonlinear classifiers are frequently employed to annotate large
numbers of single cell images, produced e.g. by high-content screening [65] or imaging flow
cytometry experiments. Such classifiers have been traditionally trained using a variety of
subcellular-, cellular- and population-level features extracted from single cell images [66,
68, 128]. In more recent studies, convolutional neural networks—operating on raw pixels—
have become increasingly popular, as they achieve competitive classification accuracies [69,
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129, 130], and have facilitated the development of real-time image-activated cell sorting systems [70].

Identifying disease-stratifying cell subpopulations. The combination of high throughput with relatively low noise and costs has estalished single-cell proteomic technologies, such
as flow and mass cytometry, as the methods of choice for single-cell profiling of entire patient
cohorts. As a result, statistical approaches have been developed in this partially-supervised
context, with the aim of identifying cell subsets whose characteristics correlate with external
variables, e.g. clinical outcome.
Aghaeepour et al. [131] proposed an automated strategy (called FlowType) that (a) characterizes all cell types present in a multiparametric flow cytometry dataset, and (b) uses cell
type-characteristic features as input to a supervised learning model. To define possible cell
types, FlowType initially discretizes the intensity values of individual measured markers, partitioning them into 3 groups: low, medium and high. Subsequently, given a panel of n markers, it considers all possible 3n cell subset definitions. Even after prunning a large number
of sparsely-populated combinations, this approach does scale to datasets of higher dimensionality, as for instance mass cytometry measurements. To address this limitation, Bruggner et al. [132] proposed the CITRUS algorithm, that is based on a hierarchical clustering
approach, where all clusters of the defined hierarchy that contain a user-defined minimum
number of cells are retained for further analysis. Features extracted from the clusters, such
as per-sample cluster abundances or median marker intensities, are used as input to a sparse
predictive model, e.g. L 1 -penalized logistic regerssion classifier.
Nowicka et al. [133] proposed an alternative approach for detecting differentially abundant
cell populations, that does not rely on a predictive model. In contrast to previously-suggested
methods that model clinical outcome as the response variable, the proposed approach models individual cell population frequencies as response variables. The researchers developed a
pipeline where "high-quality" cell clusters are defined via a combination of automated clustering and subsequent human inspection and refinement (e.g. merging of clusters). Once
the clusters have been defined, the flexible family of generalized linear mixed models can be
used to test for differential abundance of individual cell populations, optionally accounting
for additional aspects of the experimental design (e.g. batch effects, paired samples etc.).
Weber et al. [134] extended the above framework via a fully-automated clustering procedure
based on the FlowSOM algorithm [94]. FlowSOM may be optionally instructed to retain a
large number of clusters (e.g. 400), which is a useful strategy for downstream discovery of
differentially abundant rare cell populations.
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A common characteristic of the above methods is their strong dependence on the output
of the initial clustering procedure. However, noisy single-cell measurements in combination
with low-abundant or poorly-separated cell populations may introduce ambiguities into the
definition of cell clusters. To address this issue, Lun et al. [135] proposed a method that does
not rely on a clustering step to define cell subpopulations. Instead, cells are allocated to overlapping hyperspheres, centered on existing cell positions in the high-dimensional marker
space, and sample-specific counts are derived for each hypersphere. Differential abundance
testing of cell counts assigned to each hypersphere is performed using a negative binomial
generalized linear model [136], while controlling the false discovery rate (FDR) among multiple hypersphere comparisons. This approach successfully addresses the clustering dependency issue, but, on the other hand, suffers from a combinatorial explosion of cell clusters
(hyperspheres) considered, as was the case in the approach of Aghaeepour et al. [131].
In principle, the approaches designed for detection of disease-associated cell subsets in
mass cytometry datasets can easily be extended to imaging mass cytometry. In the later case,
besides marker abundances, additional features can be extracted from individual cells, capturing morphological aspects (e.g. size, shape) as well as characterizing the cell’s microenvironment (e.g. neighbourhood composition, local crowding patterns) [75].

1.3. Statistical approaches for histopathological image
analysis
Histological assesment of disease has been traditionally performed by microscopic examination of patient tissue slides. With the advent of whole-slide imaging (WSI) high-resolution
scanners, pathology is undergoing a digital transformation, and as a result, computational
pathology has become a very active field of research. Below we review the past and current
trends in computational pathology, with a focus on prostate cancer detection and histological
grading.

Gleason grading of prostate cancer as case study. Prostate cancer is the second most
commonly occurring cancer in men [137]. Commonly used indicators to quantify patient
prognosis include Prostate Specific Antigen (PSA) blood levels, Gleason score, tumor stage
and surgical margin status, among others [138]. The Gleason score, in particular, is used
to quantify the tissue glandular structure and differentiation state, and is considered one of
the most powerful prognostic predictors [139]. This score, assigned by pathologists on the
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basis of microscopic examination of tissue slides, is computed as the sum of the primary and
secondary Gleason patterns observed in the tissue. Gleason patterns are local prostate gland
formations characteristic of different cancer grades. They are assigned a numeric value in the
range 1 − 5 indicating the grade, with 5 being the highest grade. The Gleason score is the sum
of the two most prevalent Gleason patterns, and thus takes a numeric value in the range 1−10.
In modern clinical practice, only Gleason patterns in the range 3 − 5 are reported, and thus
Gleason scores typically range from 6 to 10. Gleason scores ≤ 6 are considered low-grade
cancer, scores equal to 7 are intermediate-grade and scores ≥ 8 are high-grade. The most
challenging distinction is between the intermediate Gleason scores 7=3+4 and 7=4+3. Yet,
this distinction is important because the two subgroups have been associated with distinct
prognostic characteristics [140].

Advantages of computer-assisted pathology workflows. Microscopic assessment of patient tissue slides is a time-consuming and highly-subjective task, even among domain experts. For instance, in [141] five pathologists were asked to classify whether renal cell nuclei
appeared benign or malignant, reaching consensus for only 58% of the cases, even for this
highly-specific task. The assessment becomes more challenging when it needs to be performed on the basis of large and heterogeneous areas of tumor tissue, as for instance when
assigning Gleason scores on prostate cancer biopsies [142–146]. In light of this inter-observer
variability, automated decision-support systems offer a means to reduce human subjectivity
in diagnosis, as well as to reduce repetitive workload for pathologists, enabling them to allocate more time on the more challenging and interesting clinical tasks [147].

Feature engineering-based approaches. In the work of Fuchs and Buhmann [141], computational pathology is introduced as a systems-medicine discipline, combining experimental design, image analysis and medical statistics. The computational part of the workflow includes three main steps: (1) feature extraction from histopathological images, (2) supervised
machine learning guided by pathologists’ annotations, and (3) survival analysis, possibly by
integrating additional clinicopathological data. In practice, the majority of histopathological image analysis studies have focused on the first step of the pipeline: the design of a wide
variety of task-specific features for use in downstream supervised analysis.
For instance, for the task of prostate cancer detection and Gleason grading, earlier methods proposed a combination of morphological, textural and architectural features extracted
from either the global image [148, 149] or automatically segmented histological objects of interest (e.g. epithelial nuclei, lumen etc.) [150]. More recent works proposed the use of more
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elaborate and task-specific features [151–155], such as graph-based distances between nuclei [152] and local gland angularity co-occurence metrics [155]. The extracted features were
subsequently used as input to a classifier model (e.g. logistic regression, k-nearest neighbor or support vector machine-based classifier). The largest-scale feature-based study on
prostate cancer Gleason grading is the very recent work of Nir et al. [156], who analyzed a cohort of 333 tissue microarray cores. The authors extracted a large set of morphological, textural and architectural features from small image tiles and used them to train different classifier
models, on the basis of detailed Gleason annotations provided by six pathologists. The authors achieved best overall performance with a logistic regression model (Cohen’s κ = 0.51),
when the agreement among domain experts that participated in the study was in the range
κ = 0.56 ± 0.07.
Although most studies (including the ones described above for prostate cancer) have focused on the automation of diagnostic tasks, there are also examples where survival analysis on the basis of extracted image features revealed interesting clinicopathological relationships [157, 158]. For example, Beck et al. [157] analyzed breast cancer histopathology images
by extracting a rich set of morphological features from epithelial and stromal tissue areas. The
extracted set of features was used to train a prognostic model, predicting the binary outcome
of 5-year survival. The model-predicted scores were strongly correlated with survival, and
furthermore, systematic analysis of individual feature contributions highlighted a previously
unknown correlation of stromal features with patient prognosis.

Deep learning-based approaches. The record-breaking performance of AlexNet [159] on
the ImageNet large scale visual recognition challenge (LSVRC-2010) [160] marked a clear
transition point into the "deep learning" era [161] for the field of computer vision. Deep
learning models [162] correspond to multi-layered neural networks that are able to extract
increasingly complex, task-related features directly from the data. For image analysis tasks,
convolutional neural networks (CNNs) are very often the model of choice. The backbone of
CNNs is defined as a cascade of alternating convolution and pooling operations, where convolutions are used to extract local patterns from the input images, and pooling operations
are used to summarize the locally-detected patterns across the entire image, so that a final
image-level prediction can be made.
Deep learning-based approaches have become very successful in addressing a wide range
of biomedical image analysis tasks such as detection of melanoma from photographic images [163], detection of pneumonia on chest X-rays [164], accurate segmentation of brain
lesions in MRI images [165] and many others [166, 167]. Deep learning approaches have
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also been applied in computational pathology with very promising results (reviewed in [168–
170]). The first application of deep CNNs to histopathological image analysis was carried out
by Cireşan et al. [171], who trained a patch-based CNN classifier to detect mitotic cell nuclei on breast cancer tissue slides, winning the ICPR-2012 mitosis detection challenge [172]
by a large margin. Additional notable applications of CNNs in the field of computational
pathology include accurate tissue gland segmentation [173], detection of invasive [174] or
metastatic [175, 176] breast cancer, automated grading [177] and outcome prediction [178]
in brain cancers, as well as prediction of gene mutational status from histopathology images,
in the context of prostate [179] and non-small cell lung [180] carcinomas.

Deep learning on small datasets. Deep CNNs are extremely powerful predictors [181].
However, for proper training of their millions of parameters, large annotated datasets are required. Otherwise, the model might easily overfit to the training data. In medical imaging
applications, the number of annotated training examples is often limited. A common technique, that speeds up training and mitigates overfitting in limited-data settings, is to start
with a model pre-trained on a larger and more diverse dataset [160] and slowly adapt the
model’s parameters to solve the target task at hand. This knowledge trasfer strategy, known
as CNN fine-tuning, can be successful even in settings where the target domain is very different from the network’s original training domain (e.g. digital pathology versus natural images). This is because the early layers of a CNN typically extract low-level generic visual features, useful for most image processing tasks, while the top layers capture high-level taskpecific features [182]. Fine-tunning is usually performed on the top task-specific CNN layers, thus encouraging the reuse of elementary vision cues extracted from large natural image
databases. CNN fine-tuning for medical image analysis has been systematically explored by
Tajbakhsh et al. [183], who reached the conclusion that careful layer-wise fine-tuning outperforms model training from scratch, and in the worst cases it achieves equal performance.

1.4. Detecting disease-associated cellular patterns by
weakly-supervised learning
The majority of computational approaches described in Sections 1.2 and 1.3 are either fullyunsupervised or fully-supervised, and therefore, not always suitable for inferring endpointassociated cellular patterns. On the one hand, fully-supervised methods require extensive
domain-expert annotations, which are expensive or even impossible to obtain. On the other
hand, unsupervised methods aim to comprehensively characterize cell population and tis-
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sue heterogeneity, which is a more generic task compared with the focused detection of
endpoint-associated cellular patterns, and often challenging to solve. Mixed approaches that
rely on an initial unsupervised clustering step, followed by supervised analysis [131, 132, 134]
are also affected by this issue. If the unsupervised model fails to properly characterize a cellular pattern of interest, any downstream supervised analysis will have limited power.
Due to the above limitations, novel approaches are needed that (1) operate on the basis of
already-available (possibly imperfect) annotations and (2) more directly address the task of
interest (i.e. the detection of disease-associated cellular patterns), rather than first attempting to solve a more difficult task where success might be limited. Weakly-supervised learning approaches meet these requirements. In Section 1.4.1, we give an overview of weaklysupervised learning, with a focus on single cell-related problems. Subsequently, in Section 1.4.2,
we outline the thesis conrtibutions.

1.4.1. Weakly-supervised learning: working with limited and noisy labels
The term weakly-supervised learning [184, 185] describes a set of model training strategies
designed to efficiently leverage information from noisy and/or limited labels. The definition
of weakly-supervised learning is quite broad, due to the big diversity in settings that give rise
to noisy labels. According to the taxonomy presented by Zhou [184], there are three main
types of weak supervision: (1) inexact supervision (coarse-grained labels), (2) inaccurate supervision (occasionally wrong labels) and (3) incomplete supervision (only part of the dataset
is labeled). Probelms in the third category (partially labeled data) are typically addressed by
semi-supervised learning [186] and active learning [187] strategies. In this thesis, we use the
term weak supervision to refer to the first two types of annotations: (1) coarse-grained and
(2) occassionally incorrect. Below we describe these two settings in more detail.

Learning from coarse-grained labels. This task is traditionally referred to as MultipleInstance Learning (MIL) [188, 189]. Multiple-Instance Learning assumes that labels are available for bags (i.e. groups) of training examples, but not for individual instances. An example
from the field of computational pathology are global annotations regarding the presence of
cancer in entire whole-slide images, without specifying the exact tumor location for malignant cases. This example corresponds to the Standard Multiple-Instance (SMI) setting, where
a bag (i.e. whole-slide image) is labeled as positive if it contains at least one positive instance
(local tumor area), whereas negative bags contain only negative instances (healthy tissue areas).
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MIL-based approaches can be broadly grouped into two classes [189]: instance-level and
bag-level approaches. Instance-level approaches assume that individual instances are sufficient for predicting the global label of a bag. The simplest instance-level approach for MIL
problems is to assign the global label to all instances within a bag (e.g. in a tissue slide known
to contain cancer, we assume that the whole tissue area is cancerous). This approach is not
suitable for cases where only a small fraction of instances is positive. To account for this limitation, more advanced approaches have been proposed [190, 191], with MIL-tailored training objectives that incorporate instance-aggregating functions. A common choice for the
SMI setting are softmax functions (e.g. noisy-OR, generalized-mean), that represent smooth
versions of the max operation. For instance, MILBoost [191] is a popular approach that combines a softmax-based MIL objective with the gradient boosting algorithm [192]. In the field
of computational pathology, MILBoost has been applied for simultaneous classification, segmentation and clustering of colon cancer histopathology images [193].
Instance-level approaches cannot address the cases where the full bag composition must
be taken into account for predicting the corresponding label. For instance, a setting where
two cell types A and B are both present in healthy individuals, but at most one is present in
individuals with disease. Bag-level approaches have been designed to address such cases.
The most popular paradigm are embedding-based approaches, that initially define (possibly
overlapping) clusters of instances and subsequently create a bag-level embedding in terms
of e.g. count-based features extracted from individual instance clusters [189]. The FlowType [131] and Citrus [132] algorithms (Section 1.2.2), developed for identification of diseasestratifying subpopulations from single-cell proteomic measurements, can be categorized in
this class of approaches.
With the advent of deep learning, the multi-instance neural network paradigm [194] has
became popular. This paradigm integrates the inherent representation learning capability of neural networks with MIL instance-aggregating functions (either mean/max-pooling
or smooth softmax functions). Multi-instance neural network approaches have been successfully applied to histopathology images for the tasks of cancer detection [195] and subtyping [196], where only the whole slide-level information (about presence or subtype of
cancer) is provided. Hou et al. [196] trained a patch-based classifier with an expectationmaximization strategy for discarding patches from non-discriminative regions, while Campanella et al. [195] employed a max-pooling strategy over all patches corresponding to a specific whole-slide image, achieving excellent performance on a large-scale study that used
∼ 12, 000 whole-slide images from the Memorial Sloan Kettering Cancer Center (MSKCC)
archives. Deep learning-based MIL has also been applied to the analysis of fluorescence
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microscopy images from high content screening experiments [197], where the group label
characterizes the majority of cells in a microscopy image, as not all cells are equally affected
by the applied perturbations.

Learning from not-always-correct labels. In this setting, we perform model training with
labels that are occasionally incorrect. In computational pathology, noisy labels occur when
carrying out challenging annotation tasks, such as histological grading, where domain experts occasionally disagree on their assignments. To efficiently integrate disagreeing labels
from multiple annotators, majority voting is a commonly used approach [198]. In certain
cases, it may be useful to weight the opinions of different annotators, according to how well
they perform. Expectation maximization-based approaches [199, 200] have been proposed
to jointly estimate confidence weights for individual experts as well as the (hidden) ground
truth-label. This approach was recently applied to train a predicitve model on the basis of
Gleson pattern annotations provided by six different pathologists [156].
To reduce the need for expensive manual annotation from domain-experts, alternative
approaches have been proposed that generate a large amount of occasionally incorrect labels. One example is crowdsourcing [201], where the labeling task is performed by multiple
non-expert annotators. Other examples include the use of mouse-tracking or eye-tracking
data [202] as source of rapid annotations or writing simple rule-based computer programs
for automated label generation [203]. Another approach is to use labels that are readily available for a different, but related, task (a.k.a. distant supervision). For instance, Caicedo et al.
[204] recently proposed a weakly-supervised learning strategy in the context of high-content
screening, to obtain meaningful embeddings for chemical compounds. The main task of interest was to characterize active compound similarity. However, the compound embeddings
(needed for the main task) were derived from an auxiliary model: a convolutional neural
network trained to predict the compound label from images of single cells, treated with the
corresponding compound.
Incorporating external constraints into the learning framework is a further aspect of weaklysupervised learning. Jia et al. [205] developed an approach to segment cancerous regions
from digital pathology images coarsely-annotated with presence/absence of cancer. They
trained a fully convolutional model with a multiple-instance learning objective, aggregating over pixel-level (or superpixel-level) predictions. The pixel-level predictions were subsequently used to generate accurate segmentation maps of cancerous regions. Furthermore,
additional incorporation of tumor area constraints successfully regularized the size of predicted tumor instances, leading to improved segmentation maps.

17

Chapter 1

1.4.2. Thesis contributions
The first contribution of this thesis is CellCNN, a novel weakly-supervised learning method
for detecting endpoint-associated cell populations from single-cell molecular data. Similar
neural network-based supervised learning approaches are commonly applied to other data
modalities, e.g. images or text. Here it is for the first time applied to single cell molecular profiles, treating individual cell profiles as image pixels or word tokens. Alternative approaches for the cell subset detection task rely on clustering algorithms or overpartitioning
of the high-dimensional space, and may be limited in detecting poorly separated relevant cell
populations. Our algorithm is presented in Chapter 2, together with extensive benchmarking
on publically available datasets, demonstrating its capability to infer possibly low-abundant
disease-associated cell subpopulations.
In Chapter 3, we applied CellCNN to identify disease-associated cell subpopulations in the
context of relapsing-remitting multiple sclerosis (RRMS). We studied a cohort of RRMS patients and identified a low-frequency GM-CSF-expressing subpopulation of T helper cells
that is expanded in peripheral blood of RRMS patients compared with the control group.
Subsequently, in Chapter 4, we used CellCNN to characterize the process of human adiposederived stem cell (hASC) differentiation to osteoblasts, and identified a subpopulation of
hASCs with enhanced osteogenic predesposition.
A further contribution of this thesis is the design of a deep learning-based workflow for
histological grading of prostate cancer, according to the commonly used Gleason scoring system. Building an automated Gleason pattern classifier, as presented in Chapter 5, was made
possible thanks to the hard work of collaborator pathologists who provided detailed Gleason annotations for model training and evaluation. In addition to histopathological grading,
we used the model’s Gleason score predictions to stratify patients into three prognostically
distinct groups and achieved pathologist-level risk-stratification performance.
A limitation of the supervised learning workflow presented in Chapter 5 is the strong dependence on detailed manual annotations. Furthermore, application of the trained Gleason
pattern classifier to tissue images from another institution is not straightforward, due to differences in scanner models, thickness of tissue sections, as well as staining reagents and conditions. Obtaining domain-expert annotations for every new institution is prohibitively expensive in terms of pathologist workload. In Chapter 6, we address this limitation by proposing a novel strategy to efficiently integrate locally-annotated tissue-microarray images from
the Zurich University Hospital (UZH) with macroscopically-labeled whole-slide images from
The Cancer Genome Atlas (TCGA) database. Our approach is based on a novel label integra-
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tion scheme, that efficiently couples weak and full supervision by assigning different relative
importances to individual training examples. The proposed combination of weak and strong
supervision signals can potentially be applied to other medical image analysis tasks, where
detailed expert-level annotations are expensive to obtain and a cheap label-generating mechanism is readily available.

References
[1]

N. E. Navin. “The first five years of single-cell cancer genomics and beyond”. Genome Res. 25:10 (2015), pp. 1499–1507.

[2]

C. Gawad, W. Koh, and S. R. Quake. “Single-cell genome sequencing: current state of the science”. Nat. Rev. Genet. 17:3
(2016), pp. 175–188.

[3]

X. Xu, Y. Hou, X. Yin et al. “Single-cell exome sequencing reveals single-nucleotide mutation characteristics of a kidney
tumor”. Cell 148:5 (2012), pp. 886–895.

[4]

N. Navin, J. Kendall, J. Troge et al. “Tumour evolution inferred by single-cell sequencing”. Nature 472:7341 (2011),
pp. 90–94.

[5]

C. Gawad, W. Koh, and S. R. Quake. “Dissecting the clonal origins of childhood acute lymphoblastic leukemia by singlecell genomics”. Proc. Natl. Acad. Sci. U. S. A. 111:50 (2014), pp. 17947–17952.

[6]

Y. Wang, J. Waters, M. L. Leung et al. “Clonal evolution in breast cancer revealed by single nucleus genome sequencing”.
Nature 512:7513 (2014), pp. 155–160.

[7]

M. L. Leung, A. Davis, R. Gao et al. “Single-cell DNA sequencing reveals a late-dissemination model in metastatic colorectal cancer”. Genome Res. 27:8 (2017), pp. 1287–1299.

[8]

V. Ortiz and M. Yu. “Analyzing Circulating Tumor Cells One at a Time”. Trends Cell Biol. 28:10 (2018), pp. 764–775.

[9]

N. D. Heintzman, G. C. Hon, R. D. Hawkins et al. “Histone modifications at human enhancers reflect global cell-typespecific gene expression”. Nature 459:7243 (2009), pp. 108–112.

[10]

O. Schwartzman and A. Tanay. “Single-cell epigenomics: techniques and emerging applications”. Nat. Rev. Genet. 16:12
(2015), pp. 716–726.

[11]

S. J. Clark, H. J. Lee, S. A. Smallwood, G. Kelsey, and W. Reik. “Single-cell epigenomics: powerful new methods for
understanding gene regulation and cell identity”. Genome Biol. 17 (2016), p. 72.

[12]

H. Guo, P. Zhu, X. Wu et al. “Single-cell methylome landscapes of mouse embryonic stem cells and early embryos
analyzed using reduced representation bisulfite sequencing”. Genome Res. 23:12 (2013), pp. 2126–2135.

[13]

S. A. Smallwood, H. J. Lee, C. Angermueller et al. “Single-cell genome-wide bisulfite sequencing for assessing epigenetic
heterogeneity”. Nat. Methods 11:8 (2014), pp. 817–820.

[14]

D. A. Cusanovich, R. Daza, A. Adey et al. “Multiplex single cell profiling of chromatin accessibility by combinatorial
cellular indexing”. Science 348:6237 (2015), pp. 910–914.

[15]

J. D. Buenrostro, B. Wu, U. M. Litzenburger et al. “Single-cell chromatin accessibility reveals principles of regulatory
variation”. Nature 523:7561 (2015), pp. 486–490.

[16]

W. Jin, Q. Tang, M. Wan et al. “Genome-wide detection of DNase I hypersensitive sites in single cells and FFPE tissue
samples”. Nature 528:7580 (2015), pp. 142–146.

[17]

A. Rotem, O. Ram, N. Shoresh et al. “Single-cell ChIP-seq reveals cell subpopulations defined by chromatin state”. Nat.
Biotechnol. 33:11 (2015), pp. 1165–1172.

[18]

M. Farlik, N. C. Sheffield, A. Nuzzo et al. “Single-cell DNA methylome sequencing and bioinformatic inference of epigenomic cell-state dynamics”. Cell Rep. 10:8 (2015), pp. 1386–1397.

[19]

S. Esumi, S.-X. Wu, Y. Yanagawa et al. “Method for single-cell microarray analysis and application to gene-expression
profiling of GABAergic neuron progenitors”. Neurosci. Res. 60:4 (2008), pp. 439–451.

[20]

G. Guo, M. Huss, G. Q. Tong et al. “Resolution of cell fate decisions revealed by single-cell gene expression analysis from
zygote to blastocyst”. Dev. Cell 18:4 (2010), pp. 675–685.

[21]

F. Tang, C. Barbacioru, Y. Wang et al. “mRNA-Seq whole-transcriptome analysis of a single cell”. Nat. Methods 6:5 (2009),
pp. 377–382.

[22]

E. Z. Macosko, A. Basu, R. Satija et al. “Highly Parallel Genome-wide Expression Profiling of Individual Cells Using
Nanoliter Droplets”. Cell 161:5 (2015), pp. 1202–1214.

19

Chapter 1

[23]

A. M. Klein, L. Mazutis, I. Akartuna et al. “Droplet Barcoding for Single-Cell Transcriptomics Applied to Embryonic Stem
Cells”. Cell 161:5 (2015), pp. 1187–1201.

[24]

G. X. Y. Zheng, J. M. Terry, P. Belgrader et al. “Massively parallel digital transcriptional profiling of single cells”. Nat.
Commun. 8 (2017), p. 14049.

[25]

S. Picelli, Å. K. Björklund, O. R. Faridani et al. “Smart-seq2 for sensitive full-length transcriptome profiling in single
cells”. Nat. Methods 10:11 (2013), pp. 1096–1098.

[26]

D. A. Jaitin, E. Kenigsberg, H. Keren-Shaul et al. “Massively parallel single-cell RNA-seq for marker-free decomposition
of tissues into cell types”. Science 343:6172 (2014), pp. 776–779.

[27]

A. R. Wu, N. F. Neff, T. Kalisky et al. “Quantitative assessment of single-cell RNA-sequencing methods”. Nat. Methods
11:1 (2014), pp. 41–46.

[28]

C. Ziegenhain, B. Vieth, S. Parekh et al. “Comparative Analysis of Single-Cell RNA Sequencing Methods”. Mol. Cell 65:4
(2017), 631–643.e4.

[29]

A. Dixit, O. Parnas, B. Li et al. “Perturb-Seq: Dissecting Molecular Circuits with Scalable Single-Cell RNA Profiling of
Pooled Genetic Screens”. Cell 167:7 (2016), 1853–1866.e17.

[30]

O. Stegle, S. A. Teichmann, and J. C. Marioni. “Computational and analytical challenges in single-cell transcriptomics”.
Nat. Rev. Genet. 16:3 (2015), pp. 133–145.

[31]

S. Linnarsson and S. A. Teichmann. “Single-cell genomics: coming of age”. Genome Biol. 17 (2016), p. 97.

[32]

P. Angerer, L. Simon, S. Tritschler et al. “Single cells make big data: New challenges and opportunities in transcriptomics”. Current Opinion in Systems Biology 4 (2017), pp. 85–91.

[33]

A. Zeisel, A. B. Muñoz-Manchado, S. Codeluppi et al. “Brain structure. Cell types in the mouse cortex and hippocampus
revealed by single-cell RNA-seq”. Science 347:6226 (2015), pp. 1138–1142.

[34]

A. P. Patel, I. Tirosh, J. J. Trombetta et al. “Single-cell RNA-seq highlights intratumoral heterogeneity in primary glioblastoma”. Science 344:6190 (2014), pp. 1396–1401.

[35]

C. Zheng, L. Zheng, J.-K. Yoo et al. “Landscape of Infiltrating T Cells in Liver Cancer Revealed by Single-Cell Sequencing”. Cell 169:7 (2017), 1342–1356.e16.

[36]

B. Treutlein, D. G. Brownfield, A. R. Wu et al. “Reconstructing lineage hierarchies of the distal lung epithelium using
single-cell RNA-seq”. Nature 509:7500 (2014), pp. 371–375.

[37]

J. A. Griffiths, A. Scialdone, and J. C. Marioni. “Using single-cell genomics to understand developmental processes and
cell fate decisions”. Mol. Syst. Biol. 14:4 (2018), e8046.

[38]

O. Rozenblatt-Rosen, M. J. T. Stubbington, A. Regev, and S. A. Teichmann. “The Human Cell Atlas: from vision to reality”.
Nature 550:7677 (2017), pp. 451–453.

[39]

M. Wu and A. K. Singh. “Single-cell protein analysis”. Curr. Opin. Biotechnol. 23:1 (2012), pp. 83–88.

[40]

O. D. Perez and G. P. Nolan. “Simultaneous measurement of multiple active kinase states using polychromatic flow
cytometry”. Nat. Biotechnol. 20:2 (2002), pp. 155–162.

[41]

S. P. Perfetto, P. K. Chattopadhyay, and M. Roederer. “Seventeen-colour flow cytometry: unravelling the immune system”. Nat. Rev. Immunol. 4:8 (2004), pp. 648–655.

[42]

S. C. Bendall, E. F. Simonds, P. Qiu et al. “Single-cell mass cytometry of differential immune and drug responses across
a human hematopoietic continuum”. Science 332:6030 (2011), pp. 687–696.

[43]

M. H. Spitzer and G. P. Nolan. “Mass Cytometry: Single Cells, Many Features”. Cell 165:4 (2016), pp. 780–791.

[44]

B. Bodenmiller, E. R. Zunder, R. Finck et al. “Multiplexed mass cytometry profiling of cellular states perturbed by smallmolecule regulators”. Nat. Biotechnol. 30:9 (2012), pp. 858–867.

[45]

E.-A. D. Amir, K. L. Davis, M. D. Tadmor et al. “viSNE enables visualization of high dimensional single-cell data and
reveals phenotypic heterogeneity of leukemia”. Nat. Biotechnol. 31:6 (2013), pp. 545–552.

[46]

J. H. Levine, E. F. Simonds, S. C. Bendall et al. “Data-Driven Phenotypic Dissection of AML Reveals Progenitor-like Cells
that Correlate with Prognosis”. Cell 162:1 (2015), pp. 184–197.

[47]

S. Chevrier, J. H. Levine, V. R. T. Zanotelli et al. “An Immune Atlas of Clear Cell Renal Cell Carcinoma”. Cell 169:4 (2017),
736–749.e18.

[48]

F. J. Hartmann, R. Bernard-Valnet, C. Quériault et al. “High-dimensional single-cell analysis reveals the immune signature of narcolepsy”. J. Exp. Med. 213:12 (2016), pp. 2621–2633.

[49]

D. A. Rao, M. F. Gurish, J. L. Marshall et al. “Pathologically expanded peripheral T helper cell subset drives B cells in
rheumatoid arthritis”. Nature 542:7639 (2017), pp. 110–114.

[50]

S. Darmanis, C. J. Gallant, V. D. Marinescu et al. “Simultaneous Multiplexed Measurement of RNA and Proteins in Single
Cells”. Cell Rep. 14:2 (2016), pp. 380–389.

[51]

V. M. Peterson, K. X. Zhang, N. Kumar et al. “Multiplexed quantification of proteins and transcripts in single cells”.
Nature biotechnology 35:10 (2017), p. 936.

20

Chapter 1

[52]

B. Budnik, E. Levy, G. Harmange, and N. Slavov. “SCoPE-MS: mass spectrometry of single mammalian cells quantifies
proteome heterogeneity during cell differentiation”. Genome Biol. 19:1 (2018), p. 161.

[53]

I. C. Macaulay, C. P. Ponting, and T. Voet. “Single-Cell Multiomics: Multiple Measurements from Single Cells”. Trends
Genet. 33:2 (2017), pp. 155–168.

[54]

I. C. Macaulay, W. Haerty, P. Kumar et al. “G&T-seq: parallel sequencing of single-cell genomes and transcriptomes”.
Nat. Methods 12:6 (2015), pp. 519–522.

[55]

S. S. Dey, L. Kester, B. Spanjaard, M. Bienko, and A. van Oudenaarden. “Integrated genome and transcriptome sequencing of the same cell”. Nat. Biotechnol. 33:3 (2015), pp. 285–289.

[56]

C. Angermueller, S. J. Clark, H. J. Lee et al. “Parallel single-cell sequencing links transcriptional and epigenetic heterogeneity”. Nat. Methods 13:3 (2016), pp. 229–232.

[57]

Y. Hu, K. Huang, Q. An et al. “Simultaneous profiling of transcriptome and DNA methylome from a single cell”. Genome
Biol. 17 (2016), p. 88.

[58]

Y. Hou, H. Guo, C. Cao et al. “Single-cell triple omics sequencing reveals genetic, epigenetic, and transcriptomic heterogeneity in hepatocellular carcinomas”. Cell Res. 26:3 (2016), pp. 304–319.

[59]

A. P. Frei, F.-A. Bava, E. R. Zunder et al. “Highly multiplexed simultaneous detection of RNAs and proteins in single
cells”. Nat. Methods 13:3 (2016), pp. 269–275.

[60]

M. Stoeckius, C. Hafemeister, W. Stephenson et al. “Simultaneous epitope and transcriptome measurement in single
cells”. Nat. Methods 14:9 (2017), pp. 865–868.

[61]

N. Crosetto, M. Bienko, and A. van Oudenaarden. “Spatially resolved transcriptomics and beyond”. Nat. Rev. Genet.
16:1 (2015), pp. 57–66.

[62]

L. L. d. Matos, D. C. Trufelli, M. G. L. de Matos, and M. A. da Silva Pinhal. “Immunohistochemistry as an important tool
in biomarkers detection and clinical practice”. Biomark. Insights 5 (2010), pp. 9–20.

[63]

D. Pinkel, J. Landegent, C. Collins et al. “Fluorescence in situ hybridization with human chromosome-specific libraries:
detection of trisomy 21 and translocations of chromosome 4”. Proc. Natl. Acad. Sci. U. S. A. 85:23 (1988), pp. 9138–9142.

[64]

A. M. Femino, F. S. Fay, K. Fogarty, and R. H. Singer. “Visualization of single RNA transcripts in situ”. Science 280:5363
(1998), pp. 585–590.

[65]

M. Boutros, F. Heigwer, and C. Laufer. “Microscopy-Based High-Content Screening”. Cell 163:6 (2015), pp. 1314–1325.

[66]

P. Liberali, B. Snijder, and L. Pelkmans. “Single-cell and multivariate approaches in genetic perturbation screens”. Nat.
Rev. Genet. 16:1 (2015), pp. 18–32.

[67]

D. A. Basiji, W. E. Ortyn, L. Liang, V. Venkatachalam, and P. Morrissey. “Cellular image analysis and imaging by flow
cytometry”. Clin. Lab. Med. 27:3 (2007), pp. 653–70, viii.

[68]

T. Blasi, H. Hennig, H. D. Summers et al. “Label-free cell cycle analysis for high-throughput imaging flow cytometry”.
Nat. Commun. 7 (2016), p. 10256.

[69]

P. Eulenberg, N. Köhler, T. Blasi et al. “Reconstructing cell cycle and disease progression using deep learning”. Nat.
Commun. 8:1 (2017), p. 463.

[70]

N. Nitta, T. Sugimura, A. Isozaki et al. “Intelligent Image-Activated Cell Sorting”. Cell (2018).

[71]

L. F. Grimwade, K. A. Fuller, and W. N. Erber. “Applications of imaging flow cytometry in the diagnostic assessment of
acute leukaemia”. Methods 112 (2017), pp. 39–45.

[72]

M. Doan, I. Vorobjev, P. Rees et al. “Diagnostic Potential of Imaging Flow Cytometry”. Trends Biotechnol. 36:7 (2018),
pp. 649–652.

[73]

M. Angelo, S. C. Bendall, R. Finck et al. “Multiplexed ion beam imaging of human breast tumors”. Nat. Med. 20:4 (2014),
pp. 436–442.

[74]

C. Giesen, H. A. O. Wang, D. Schapiro et al. “Highly multiplexed imaging of tumor tissues with subcellular resolution by
mass cytometry”. Nat. Methods 11:4 (2014), pp. 417–422.

[75]

D. Schapiro, H. W. Jackson, S. Raghuraman et al. “histoCAT: analysis of cell phenotypes and interactions in multiplex
image cytometry data”. Nat. Methods 14:9 (2017), pp. 873–876.

[76]

L. Pantanowitz. “Digital images and the future of digital pathology”. J. Pathol. Inform. 1 (2010).

[77]

J. Kononen, L. Bubendorf, A. Kallioniemi et al. “Tissue microarrays for high-throughput molecular profiling of tumor
specimens”. Nat. Med. 4:7 (1998), pp. 844–847.

[78]

R. L. Camp, V. Neumeister, and D. L. Rimm. “A decade of tissue microarrays: progress in the discovery and validation of
cancer biomarkers”. J. Clin. Oncol. 26:34 (2008), pp. 5630–5637.

[79]

Cancer Genome Atlas Research Network, J. N. Weinstein, E. A. Collisson et al. “The Cancer Genome Atlas Pan-Cancer
analysis project”. Nat. Genet. 45:10 (2013), pp. 1113–1120.

[80]

GTEx Consortium. “The Genotype-Tissue Expression (GTEx) project”. Nat. Genet. 45:6 (2013), pp. 580–585.

21

Chapter 1

[81]

W. E. Johnson, C. Li, and A. Rabinovic. “Adjusting batch effects in microarray expression data using empirical Bayes
methods”. Biostatistics 8:1 (2007), pp. 118–127.

[82]

M. E. Ritchie, B. Phipson, D. Wu et al. “limma powers differential expression analyses for RNA-sequencing and microarray studies”. Nucleic Acids Res. 43:7 (2015), e47.

[83]

L. Haghverdi, A. T. L. Lun, M. D. Morgan, and J. C. Marioni. “Batch effects in single-cell RNA-sequencing data are corrected by matching mutual nearest neighbors”. Nat. Biotechnol. 36:5 (2018), pp. 421–427.

[84]

A. Butler, P. Hoffman, P. Smibert, E. Papalexi, and R. Satija. “Integrating single-cell transcriptomic data across different
conditions, technologies, and species”. Nat. Biotechnol. 36:5 (2018), pp. 411–420.

[85]

D. R. Hardoon, S. Szedmak, and J. Shawe-Taylor. “Canonical correlation analysis: an overview with application to learning methods”. Neural Comput. 16:12 (2004), pp. 2639–2664.

[86]

D. van Dijk, J. Nainys, R. Sharma et al. “MAGIC: A diffusion-based imputation method reveals gene-gene interactions
in single-cell RNA-sequencing data”. 2017.

[87]

W. V. Li and J. J. Li. “An accurate and robust imputation method scImpute for single-cell RNA-seq data”. Nat. Commun.
9:1 (2018), p. 997.

[88]

M. Huang, J. Wang, E. Torre et al. “SAVER: gene expression recovery for single-cell RNA sequencing”. Nat. Methods 15:7
(2018), pp. 539–542.

[89]

G. Eraslan, L. M. Simon, M. Mircea, N. S. Mueller, and F. J. Theis. “Single cell RNA-seq denoising using a deep count
autoencoder”. 2018.

[90]

F. Buettner, K. N. Natarajan, F. P. Casale et al. “Computational analysis of cell-to-cell heterogeneity in single-cell RNAsequencing data reveals hidden subpopulations of cells”. Nat. Biotechnol. 33:2 (2015), pp. 155–160.

[91]

F. Buettner, N. Pratanwanich, D. J. McCarthy, J. C. Marioni, and O. Stegle. “f-scLVM: scalable and versatile factor analysis
for single-cell RNA-seq”. Genome Biol. 18:1 (2017), p. 212.

[92]

R. Argelaguet, B. Velten, D. Arnol et al. “Multi-Omics Factor Analysis-a framework for unsupervised integration of multiomics data sets”. Mol. Syst. Biol. 14:6 (2018), e8124.

[93]

P. Qiu, E. F. Simonds, S. C. Bendall et al. “Extracting a cellular hierarchy from high-dimensional cytometry data with
SPADE”. Nat. Biotechnol. 29:10 (2011), pp. 886–891.

[94]

S. Van Gassen, B. Callebaut, M. J. Van Helden et al. “FlowSOM: Using self-organizing maps for visualization and interpretation of cytometry data”. Cytometry A 87:7 (2015), pp. 636–645.

[95]

L. M. Weber and M. D. Robinson. “Comparison of clustering methods for high-dimensional single-cell flow and mass
cytometry data”. Cytometry A 89:12 (2016), pp. 1084–1096.

[96]

A. Duò, M. D. Robinson, and C. Soneson. “A systematic performance evaluation of clustering methods for single-cell
RNA-seq data”. F1000Res. 7 (2018), p. 1141.

[97]

M. Girvan and M. E. J. Newman. “Community structure in social and biological networks”. Proc. Natl. Acad. Sci. U. S. A.
99:12 (2002), pp. 7821–7826.

[98]

D. Grün, A. Lyubimova, L. Kester et al. “Single-cell messenger RNA sequencing reveals rare intestinal cell types”. Nature
525:7568 (2015), pp. 251–255.

[99]

P. V. Kharchenko, L. Silberstein, and D. T. Scadden. “Bayesian approach to single-cell differential expression analysis”.
Nat. Methods 11:7 (2014), pp. 740–742.

[100]

C. Soneson and M. D. Robinson. “Bias, robustness and scalability in single-cell differential expression analysis”. Nat.
Methods 15:4 (2018), pp. 255–261.

[101]

L. Haghverdi, F. Buettner, and F. J. Theis. “Diffusion maps for high-dimensional single-cell analysis of differentiation
data”. Bioinformatics 31:18 (2015), pp. 2989–2998.

[102]

L. v. d. Maaten and G. Hinton. “Visualizing Data using t-SNE”. J. Mach. Learn. Res. 9:Nov (2008), pp. 2579–2605.

[103]

L. van der Maaten. “Accelerating t-SNE using Tree-Based Algorithms”. J. Mach. Learn. Res. 15 (2014), pp. 3221–3245.

[104]

L. McInnes and J. Healy. “UMAP: Uniform Manifold Approximation and Projection for Dimension Reduction” (2018).
arXiv: 1802.03426 [stat.ML].

[105]

E. Becht, C.-A. Dutertre, I. W. H. Kwok et al. “Evaluation of UMAP as an alternative to t-SNE for single-cell data”. 2018.

[106]

M. H. Spitzer, P. F. Gherardini, G. K. Fragiadakis et al. “IMMUNOLOGY. An interactive reference framework for modeling
a dynamic immune system”. Science 349:6244 (2015), p. 1259425.

[107]

T. M. Fruchterman and E. M. Reingold. “Graph drawing by force-directed placement”. Software: Practice and experience
21:11 (1991), pp. 1129–1164.

[108]

S. C. Bendall, K. L. Davis, E.-A. D. Amir et al. “Single-cell trajectory detection uncovers progression and regulatory
coordination in human B cell development”. Cell 157:3 (2014), pp. 714–725.

[109]

C. Trapnell, D. Cacchiarelli, J. Grimsby et al. “The dynamics and regulators of cell fate decisions are revealed by pseudotemporal ordering of single cells”. Nat. Biotechnol. 32:4 (2014), pp. 381–386.

22

Chapter 1

[110]

W. Macnair, L. De Vargas Roditi, S. Ganscha, and M. Claassen. “Tree-ensemble analysis tests for presence of multifurcations in single cell data”. 2017.

[111]

L. Haghverdi, M. Buettner, F. Alexander Wolf, F. Buettner, and F. J. Theis. “Diffusion pseudotime robustly reconstructs
lineage branching”. 2016.

[112]

M. Setty, M. D. Tadmor, S. Reich-Zeliger et al. “Wishbone identifies bifurcating developmental trajectories from singlecell data”. Nat. Biotechnol. 34:6 (2016), pp. 637–645.

[113]

G. Schiebinger, J. Shu, M. Tabaka et al. “Reconstruction of developmental landscapes by optimal-transport analysis of
single-cell gene expression sheds light on cellular reprogramming”. 2017.

[114]

G. La Manno, R. Soldatov, A. Zeisel et al. “RNA velocity of single cells”. Nature 560:7719 (2018), pp. 494–498.

[115]

S. Krishnaswamy, M. H. Spitzer, M. Mingueneau et al. “Systems biology. Conditional density-based analysis of T cell
signaling in single-cell data”. Science 346:6213 (2014), p. 1250689.

[116]

A. Klimovskaia, S. Ganscha, and M. Claassen. “Sparse Regression Based Structure Learning of Stochastic Reaction Networks from Single Cell Snapshot Time Series”. PLoS Comput. Biol. 12:12 (2016), e1005234.

[117]

D. P. Kingma and M. Welling. “Auto-encoding variational bayes”. arXiv preprint arXiv:1312.6114 (2013).

[118]

I. Goodfellow, J. Pouget-Abadie, M. Mirza et al. “Generative adversarial nets”. Advances in neural information processing
systems. 2014, pp. 2672–2680.

[119]

A. Ghahramani, F. M. Watt, and N. M. Luscombe. “Generative adversarial networks uncover epidermal regulators and
predict single cell perturbations”. 2018.

[120]

M. Marouf, P. Machart, D. S. S. Magruder et al. “Realistic in silico generation and augmentation of single cell RNA-seq
data using Generative Adversarial Neural Networks”. 2018.

[121]

D. Wang and J. Gu. “VASC: dimension reduction and visualization of single cell RNA sequencing data by deep variational
autoencoder”. 2017.

[122]

R. Lopez, J. Regier, M. B. Cole, M. I. Jordan, and N. Yosef. “Bayesian Inference for a Generative Model of Transcriptome
Profiles from Single-cell RNA Sequencing”. 2018.

[123]

C. H. Grønbech, M. F. Vording, P. N. Timshel et al. “scVAE: Variational auto-encoders for single-cell gene expression
data”. 2018.

[124]

C. Angermueller, H. J. Lee, W. Reik, and O. Stegle. “DeepCpG: accurate prediction of single-cell DNA methylation states
using deep learning”. Genome Biol. 18:1 (2017), p. 67.

[125]

C. Lin, S. Jain, H. Kim, and Z. Bar-Joseph. “Using neural networks for reducing the dimensions of single-cell RNA-Seq
data”. Nucleic Acids Res. (2017).

[126]

H. Li, U. Shaham, K. P. Stanton et al. “Gating mass cytometry data by deep learning”. Bioinformatics 33:21 (2017),
pp. 3423–3430.

[127]

T. Abdelaal, V. van Unen, T. Höllt et al. “Predicting cell types in single cell mass cytometry data”. 2018.

[128]

J. C. Caicedo, S. Cooper, F. Heigwer et al. “Data-analysis strategies for image-based cell profiling”. Nat. Methods 14:9
(2017), pp. 849–863.

[129]

C. L. Chen, A. Mahjoubfar, L.-C. Tai et al. “Deep Learning in Label-free Cell Classification”. Sci. Rep. 6 (2016), p. 21471.

[130]

O. Z. Kraus, B. T. Grys, J. Ba et al. “Automated analysis of high-content microscopy data with deep learning”. Mol. Syst.
Biol. 13:4 (2017), p. 924.

[131]

N. Aghaeepour, P. K. Chattopadhyay, A. Ganesan et al. “Early immunologic correlates of HIV protection can be identified from computational analysis of complex multivariate T-cell flow cytometry assays”. Bioinformatics 28:7 (2012),
pp. 1009–1016.

[132]

R. V. Bruggner, B. Bodenmiller, D. L. Dill, R. J. Tibshirani, and G. P. Nolan. “Automated identification of stratifying signatures in cellular subpopulations”. Proc. Natl. Acad. Sci. U. S. A. 111:26 (2014), E2770–7.

[133]

M. Nowicka, C. Krieg, L. M. Weber et al. “CyTOF workflow: differential discovery in high-throughput high-dimensional
cytometry datasets”. F1000Res. 6 (2017), p. 748.

[134]

L. M. Weber, M. Nowicka, C. Soneson, and M. D. Robinson. “diffcyt: Differential discovery in high-dimensional cytometry via high-resolution clustering”. 2018.

[135]

A. T. L. Lun, A. C. Richard, and J. C. Marioni. “Testing for differential abundance in mass cytometry data”. Nat. Methods
14:7 (2017), pp. 707–709.

[136]

D. J. McCarthy, Y. Chen, and G. K. Smyth. “Differential expression analysis of multifactor RNA-Seq experiments with
respect to biological variation”. Nucleic Acids Res. 40:10 (2012), pp. 4288–4297.

[137]

International Agency for Research on Cancer (IARC). WHO Classification of Tumours of the Urinary System and Male
Genital Organs. Fourth edition. 2016.

[138]

A. Buhmeida, S. Pyrhönen, M. Laato, and Y. Collan. “Prognostic factors in prostate cancer”. Diagn. Pathol. 1 (2006), p. 4.

23

Chapter 1

[139]

J. Gordetsky and J. Epstein. “Grading of prostatic adenocarcinoma: current state and prognostic implications”. Diagn.
Pathol. 11 (2016), p. 25.

[140]

J. I. Epstein, M. J. Zelefsky, D. D. Sjoberg et al. “A Contemporary Prostate Cancer Grading System: A Validated Alternative
to the Gleason Score”. Eur. Urol. 69:3 (2016), pp. 428–435.

[141]

T. J. Fuchs and J. M. Buhmann. “Computational pathology: challenges and promises for tissue analysis”. Comput. Med.
Imaging Graph. 35:7-8 (2011), pp. 515–530.

[142]

D. F. Gleason. “Histologic grading of prostate cancer: a perspective”. Hum. Pathol. 23:3 (1992), pp. 273–279.

[143]

S. O. Ozdamar, S. Sarikaya, L. Yildiz et al. “Intraobserver and interobserver reproducibility of WHO and Gleason histologic grading systems in prostatic adenocarcinomas”. Int. Urol. Nephrol. 28:1 (1996), pp. 73–77.

[144]

W. C. Allsbrook Jr, K. A. Mangold, M. H. Johnson et al. “Interobserver reproducibility of Gleason grading of prostatic
carcinoma: urologic pathologists”. Hum. Pathol. 32:1 (2001), pp. 74–80.

[145]

P. A. Rodriguez-Urrego, A. M. Cronin, H. A. Al-Ahmadie et al. “Interobserver and intraobserver reproducibility in digital
and routine microscopic assessment of prostate needle biopsies”. Hum. Pathol. 42:1 (2011), pp. 68–74.

[146]

E. N. Salmo. “An audit of inter-observer variability in Gleason grading of prostate cancer biopsies: The experience of
central pathology review in the North West of England”. Integr Cancer Sci Therap 2:2 (2015).

[147]

D. F. Steiner, R. MacDonald, Y. Liu et al. “Impact of Deep Learning Assistance on the Histopathologic Review of Lymph
Nodes for Metastatic Breast Cancer”. Am. J. Surg. Pathol. (2018).

[148]

K. Jafari-Khouzani and H. Soltanian-Zadeh. “Multiwavelet grading of pathological images of prostate”. IEEE Trans.
Biomed. Eng. 50:6 (2003), pp. 697–704.

[149]

R. Farjam, H. Soltanian-Zadeh, R. A. Zoroofi, and K. Jafari-Khouzani. “Tree-structured grading of pathological images
of prostate”. Medical Imaging 2005: Image Processing. Vol. 5747. International Society for Optics and Photonics, 2005,
pp. 840–852.

[150]

A. Tabesh, M. Teverovskiy, H.-Y. Pang et al. “Multifeature prostate cancer diagnosis and Gleason grading of histological
images”. IEEE Trans. Med. Imaging 26:10 (2007), pp. 1366–1378.

[151]

P. W. Huang, C.-H. Lee, and P.-L. Lin. “Support vector classification for pathological prostate images based on texture
features of multi-categories”. 2009 IEEE International Conference on Systems, Man and Cybernetics. San Antonio, TX,
USA: IEEE, 2009, pp. 912–916.

[152]

S. Doyle, M. D. Feldman, N. Shih, J. Tomaszewski, and A. Madabhushi. “Cascaded discrimination of normal, abnormal,
and confounder classes in histopathology: Gleason grading of prostate cancer”. BMC Bioinformatics 13 (2012), p. 282.

[153]

K. Nguyen, B. Sabata, and A. K. Jain. “Prostate cancer grading: Gland segmentation and structural features”. Pattern
Recognit. Lett. 33:7 (2012), pp. 951–961.

[154]

L. Gorelick, O. Veksler, M. Gaed et al. “Prostate histopathology: learning tissue component histograms for cancer detection and classification”. IEEE Trans. Med. Imaging 32:10 (2013), pp. 1804–1818.

[155]

G. Lee, R. Sparks, S. Ali et al. “Co-occurring gland angularity in localized subgraphs: predicting biochemical recurrence
in intermediate-risk prostate cancer patients”. PLoS One 9:5 (2014), e97954.

[156]

G. Nir, S. Hor, D. Karimi et al. “Automatic grading of prostate cancer in digitized histopathology images: Learning from
multiple experts”. Med. Image Anal. 50 (2018), pp. 167–180.

[157]

A. H. Beck, A. R. Sangoi, S. Leung et al. “Systematic analysis of breast cancer morphology uncovers stromal features
associated with survival”. Sci. Transl. Med. 3:108 (2011), 108ra113.

[158]

K.-H. Yu, C. Zhang, G. J. Berry et al. “Predicting non-small cell lung cancer prognosis by fully automated microscopic
pathology image features”. Nat. Commun. 7 (2016), p. 12474.

[159]

A. Krizhevsky, I. Sutskever, and G. E. Hinton. “Imagenet classification with deep convolutional neural networks”. Advances in neural information processing systems. 2012, pp. 1097–1105.

[160]

O. Russakovsky, J. Deng, H. Su et al. “ImageNet Large Scale Visual Recognition Challenge”. Int. J. Comput. Vis. 115:3
(2015), pp. 211–252.

[161]

Y. LeCun, Y. Bengio, and G. Hinton. “Deep learning”. Nature 521:7553 (2015), pp. 436–444.

[162]

I. Goodfellow, Y. Bengio, and A. Courville. Deep Learning. http://www.deeplearningbook.org. MIT Press, 2016.

[163]

A. Esteva, B. Kuprel, R. A. Novoa et al. “Dermatologist-level classification of skin cancer with deep neural networks”.
Nature 542:7639 (2017), pp. 115–118.

[164]

P. Rajpurkar, J. Irvin, K. Zhu et al. “CheXNet: Radiologist-Level Pneumonia Detection on Chest X-Rays with Deep Learning” (2017). arXiv: 1711.05225 [cs.CV].

[165]

K. Kamnitsas, C. Ledig, V. F. J. Newcombe et al. “Efficient multi-scale 3D CNN with fully connected CRF for accurate
brain lesion segmentation”. Med. Image Anal. 36 (2017), pp. 61–78.

[166]

C. Angermueller, T. Pärnamaa, L. Parts, and O. Stegle. “Deep learning for computational biology”. Mol. Syst. Biol. 12:7
(2016), p. 878.

24

Chapter 1

[167]

M. Wainberg, D. Merico, A. Delong, and B. J. Frey. “Deep learning in biomedicine”. Nat. Biotechnol. 36:9 (2018), pp. 829–
838.

[168]

A. Madabhushi and G. Lee. “Image analysis and machine learning in digital pathology: Challenges and opportunities”.
Med. Image Anal. 33 (2016), pp. 170–175.

[169]

U. Djuric, G. Zadeh, K. Aldape, and P. Diamandis. “Precision histology: how deep learning is poised to revitalize histomorphology for personalized cancer care”. NPJ Precis Oncol 1:1 (2017), p. 22.

[170]

D. Komura and S. Ishikawa. “Machine Learning Methods for Histopathological Image Analysis”. Comput. Struct. Biotechnol. J. 16 (2018), pp. 34–42.

[171]
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Abstract
Rare cell populations play a pivotal role in the initiation and progression of diseases such as
cancer. However, the identification of such subpopulations remains a difficult task. This work
describes CellCNN, a weakly-supervised representation learning approach to detect rare cell
subsets associated with disease using high-dimensional single-cell measurements. Using
CellCNN, we identify paracrine signaling-, AIDS onset- and rare CMV infection-associated
cell subsets in peripheral blood, and extremely rare leukemic blast populations in minimal
residual disease-like situations with frequencies as low as 0.01%.

2.1. Introduction
The health and disease status of multicellular organisms pivotally depends on rare cell populations, such as hematopoietic stem cells or tumor initiating cell subsets [1]. Advances in
single cell-resolved molecular measurement technologies have increasingly enabled the description of cell population heterogeneity, including rare subpopulations, in health and disease [2]. It is becoming routine to measure thousands of DNA, RNA [3] and dozens of protein [4] species in thousands of single cells, optionally including their spatial context [5–7].
Such multiparametric single cell snapshots have been used to define heterogeneous cell
population structure using unsupervised clustering techniques that generate a representation of a cell population, defined in terms of cluster-based features such as cluster medians [8]. While unsupervised machine learning constitutes a powerful exploratory tool, the
identification of disease-associated cell subsets requires a further supervised learning step to
associate the clustering derived representation with disease status. Unsupervised approaches
have been extended to the classification of single cell samples and have been successful
where disease association manifested itself in condition-specific differences of abundant cell
subpopulations [9, 10].
Unsupervised approaches describe general population features that are not necessarily
associated with disease status. Typically a large number of cell population features (thousands [10] or millions [9]) are required to detect rare cell subsets from high dimensional measurements (i.e. 20+ dimensions). Most such features are not relevant, leading to overfitting or
even precluding the identification of disease-associated rare cell populations. As this study
will demonstrate, this situation severely limits the capacity of existing approaches to take
advantage of novel highly multiparametric single cell measurements to yield insights into
the subpopulation-origin of diseases such as minimal residual disease or tumor-initiating
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cells [1].
CellCNN overcomes this critical limitation and facilitates the detection of rare diseaseassociated cell subsets. Unlike previous methods, CellCNN does not separate the steps of
extracting a cell population representation and associating it with disease status. Combining these two tasks requires an approach that (1) is capable of operating on the basis of a set
of unordered single cell measurements, (2) specifically learns representations of single cell
measurements that are associated with the considered phenotype and (3) takes advantage of
the possibly large number of such observations. We bring together concepts from multiple
instance learning [11] and convolutional neural networks [12] to meet these requirements.
In this study, we apply CellCNN in a classification setting to reconstruct cell type-specific
signaling responses in samples of peripheral blood mononuclear cells. We additionally apply
CellCNN in a regression setting to identify abundant cell populations associated with disease
onset after HIV infection, and achieve comparable prediction accuracy to a state of the art
analysis performed recently [10], however with computational cost reduced by several orders
of magnitude. Finally, we demonstrate the unique ability of CellCNN to identify extremely
rare phenotype-associated cell subsets by detecting memory-like NK cells associated with
prior CMV infection and leukemic blasts in minimal residual disease-like situations.

2.2. Results
CellCNN overview. CellCNN takes as input a set of observations of cellular populations
(multi-cell inputs) each associated with a phenotype, for example patient blood or tissue
samples with associated disease status or survival information. It is difficult to learn the
molecular basis of this association since it possibly manifests itself by differences of a priori
unknown cell subsets. To address this difficulty, CellCNN associates a multi-cell input with
the considered phenotype by means of a convolutional neural network. The network automatically learns a concise cell population representation in terms of molecular profiles (filters) of individual cells whose presence or frequency is associated with a phenotype (Fig. 2.1a,
Methods).
Convolutional neural networks were originally designed to process the two-dimensional
structure of images and typically consist of one or more sets of convolutional and pooling layers [12, 14]. We adapted the convolutional neural network architecture to process unordered
multi-cell inputs. Image patches correspond to individual cell measurements. The output
of the convolutional filter is evaluated for every cell measurement. The computation at the
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Figure 2.1.: CellCNN overview and demonstration. (a) CellCNN convolutional neural network architecture. CellCNN takes as input groups of single cell measurements (multi-cell inputs), where
each group is annotated with a phenotype. Node activities in the convolutional layer are defined as
weighted sums over single cell molecular profiles. Nodes in the pooling layer evaluate the presence
(max pooling) or frequency (mean pooling) of specific cell subsets. The output of the network estimates the sample-associated phenotype (e.g. disease condition, expected survival). Network training
optimizes weights to match training dataset phenotype. Trained filter weights correspond to molecular profiles of relevant cell subsets and allow for assignment of the cell subset membership of individual cells (cell filter response). (b) Illustration of cell filter response computations for individual
cells. For instance, marker profiles of cell 1 and 3 exhibit perfect/no match with weights of filter 1/2
and therefore result in a high/low (red/blue) cell filter response. (c) CellCNN classification of GM-CSF
(un-) stimulated peripheral blood mononuclear cell populations monitored with mass cytometry. tSNE [13] projection based on all cell type-defining surface markers (not used by CellCNN), coloured
by cell filter response. (d) Density-based clustering of high cell-filter-response regions using all cell
type-defining surface markers reveals two distinct cell types, namely monocytes (CD33+) and dendritic cells (CD123+). (e) Histograms of the signaling markers (used by CellCNN) showing greatest
differential abundance in terms of the Kolmogorov-Smirnov two-sample test between the whole cell
population and the selected cell subsets. (f ) Response of individual cells (grouped by manually gated
cell types) is shown for both conditions. Significantly higher cell filter response for monocytes and
dendritic cells in the stimulated sample.
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pooling layer consists of selecting the maximum (max-pooling), total average (mean-pooling)
or top-k average (top k-pooling) response within the multi-cell input [12, 14]. Pooling is performed separately for each convolutional filter. Max-pooling computes the maximum response over all members of a multi-cell input for a particular filter, and thereby measures the
presence of cells yielding high cell filter response. Mean-pooling evaluates the average cell
filter response of a multi-cell input, and thereby serves as an approximation of the frequency
of the cell subset strongly responding to a specific filter. Top k-pooling covers the whole spectrum between max- and mean-pooling, by computing the average cell filter response over the
k top-scoring cells for a particular filter. For regression problems the output layer contains a
single node, whereas for classification problems it contains one node per class. The output of
the network predicts the sample-associated phenotype (e.g. disease condition, expected survival). Network training optimizes weights so that the network-predicted phenotypes match
the true phenotypes.
Trained filter weights correspond to molecular profiles of relevant cell subsets and allow for
assignment of the cell subset membership of individual cells (cell filter response, Fig. 2.1b).
In some cases, a cell subset selected by a filter may comprise more than one cell type, each
being associated with the studied phenotype such as response to a stimulus. To detect such
situations, density-based clustering with respect to all measured markers is performed on
the group of cells selected by each filter. Finally, to identify the characteristic markers of each
selected cell type, a quantitative score, based on the Kolmogorov-Smirnov (KS) test statistic,
is derived for each marker, summarizing the difference in marker abundance distribution
between the whole cell population and the selected cell type.

Detecting cell types responding to cytokine stimulation. First, we applied CellCNN to
a mass cytometry dataset acquired from samples of peripheral blood mononuclear cells [15].
These samples were exposed to various paracrine agents and their proteomic responses recorded
at the single cell level with respect to 14 intracellular markers and 10 cell-surface markers
characteristic of immune cell type. CellCNN was trained for each paracrine agent to classify
stimulated and unstimulated samples using only the 14 intracellular markers. We investigated the cell type-specific filter responses and found very specific and sensitive enrichment
of the cell types expected to specifically respond to the considered agent, i.e. differential response by monocytes and dendritic cells in the case of GM-CSF exposure [16] (Fig. 2.1f, see
Supplementary Fig. A.1 for the remaining agents considered in [15]). For the GM-CSF stimulation experiment, CellCNN learned one filter positively associated with GM-CSF exposure
(see Supplementary Fig. A.2 for filter weights learned for this example as well as for the re-
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maining agents) and this filter was used to compute the weighted sum of the abundance
profile for each single cell (cell filter responses, Fig. 2.1c/f). It is possible that the cell subset
selected by this filter is characterized by a biological process that is active in various cell types.
To identify such a situation we conducted additional density-based clustering of the group of
cells exhibiting high cell filter response and found two distinct cell types, namely monocytes
and dendritic cells (Fig. 2.1d). Both selected cell types exhibit, as to be expected, high pStat5
levels after GM-CSF stimulation (Fig. 2.1e).

Detecting T-cell subsets prognostic of AIDS-free survival. We used CellCNN to identify T-cell subsets associated with increased risk of AIDS onset in a cohort of 383 HIV-infected
individuals [17]. Flow cytometry measurements of 10 T-cell related molecular markers from
peripheral blood, and AIDS-free survival time were available for each individual. Trained
on a subcohort of 256 individuals, CellCNN identified cell subsets with either elevated proliferation marker Ki67 or naive T-cell phenotype (Fig. 2.2b-c). The frequency of these cell
subsets has been reported to be associated with AIDS-free survival in previous studies [9, 10,
18]. CellCNN was further used to categorize the remaining set of 127 test individuals into a
low- and high-risk group (Methods). Kaplan-Meier curves of these groups are significantly
different (p-value = 3.03e-03, log-rank test, Fig. 2.2a). Citrus [10], a state of the art approach
to identifying clinically prognostic cell subsets, achieved a less significant dissection of the
two risk groups on the same training and test data partition (p-value = 2.97e-02 , (Fig. 2.2a).
CellCNN and Citrus identify the same strongly survival-associated cell populations (Supplementary Fig. A.4). Furthermore, to assess the robustness of our approach, we reduced the
size of the training cohort from 67% to 50% and 33% of the samples. In these more challenging settings, the stratification performance of CellCNN remained at equivalently high levels
(Supplementary Fig. A.3).

Detecting rare NK cell subsets associated with CMV infection. We went on to assess
CellCNN’s capability to detect rare disease-associated cell populations. Specifically, we analyzed a mass cytometry dataset acquired to characterize human natural killer (NK) cell diversity and associate NK cell subsets with genetic and environmental factors, namely prior Cytomegalovirus (CMV) infection [19]. This dataset comprises mass cytometry measurements
of 36 markers, including 28 NK cell receptors, for PBMC samples of 20 donors with varying
serology for CMV (Methods, section Datasets). Applied to the ungated single cell data, CellCNN identified two CMV seropositivity-associated cell populations (Fig. 2.3a, Supplementary
Fig. A.5). The most predictive cell population is rare (frequency ≤ 1%), positively associated
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Figure 2.2.: CellCNN analysis of immune cell populations associated with AIDS onset in HIV patients.
(a) Kaplan-Meier plots for high and low-risk patient cohort according to CellCNN survival prediction
(p=3.03e-03, log-rank test, computation time: 1 hour, single laptop core) and state of the art: Citrus
(p=2.97e-02, 3 days, 24 Intel Xeon cores). (b) Reconstruction of cell subsets predicting AIDS-free survival in HIV-infected patients. Cells selected by CellCNN filters are highlighted (in red) on the t-SNE
map computed from all test samples. A distinct area is occupied by each selected subpopulation.
Filters 1 and 2 are positively associated with survival, whereas filter 3 is negatively associated. Average frequency of the selected cell subsets in ten test patients with lowest/highest survival times is
reported. (c) Histograms of measured marker abundances for the whole cell population and the selected cell subsets.

with previous CMV infection and exhibits a memory-like NKG2C+, CD57+ NK cell phenotype
(Fig. 2.3b-c) as further described in [19]. The state-of-the-art cell population classifier Citrus
failed to identify this rare, predictive cell population (Fig. 2.3a-b) and, as a result, exhibited
inferior classification performance in comparison to CellCNN (Fig. 2.3d).

Detecting rare blast cell populations in leukemia. We next assessed the scope of CellCNN to detect extremely rare cell populations associated with minimal residual disease in
acute myeloid leukemia (AML). Specifically, we analyzed mass cytometry datasets of healthy
bone marrow samples with in silico leukemic blast spike-in subpopulations of decreasing
frequency to mimic the minimal residual disease (MRD) phenotype [20]. To objectively compare CellCNN with existing methods with respect to detecting rare phenotype-associated
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Figure 2.3.: Detection of rare CMV seropositivity-associated cell populations. (a) Visualization of the
cell subsets selected by CellCNN and Citrus across 100 Monte Carlo cross-validation (CV) repetitions.
Centroids of selected populations are highlighted on a t-SNE map computed from all samples using
20,000 cells per individual (see Methods for details). The cell population most frequently (81 out of
100 times) selected by CellCNN is positively associated with CMV prior infection, whereas the second
most frequent cell subset is negatively associated with CMV seropositivity. (b) t-SNE map color-coded
according to abundance of selected markers. The top-left subplot depicts the cell subset most frequently selected by CellCNN, corresponding to cluster 1 in (a), (see Methods for details). This cell
subset corresponds to a memory-like (NKG2C+, CD57+) NK (CD56+, CD3-) and NK T (CD56+, CD3+)
cell population. (c) Histograms of selected marker abundances for the whole cell population and the
cell subset most frequently selected by CellCNN. (d) Boxplot of area under the ROC curve (ROC AUC)
on the test samples for 100 Monte Carlo CV repetitions. The median test ROC AUC for CellCNN is
equal to 1.

cell populations, we assembled a benchmark dataset with clearly defined training/validation and test samples (Methods, section Datasets). Spike-ins from patients characterized as
cytogenetically normal (CN), as well as from patients with core binding factor translocation
[t(8;21) or inv(16)] (CBF) were considered. CellCNN was trained on the three-class classification problem of sample stratification as healthy, CN AML or CBF AML and correctly identified
the leukemic blast subsets in the test samples (not used for training) at a frequency as low as
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0.1% (500/500,000 blast/total cells) (Fig. 2.4a-b). We found that the predictive subsets for the
AML subgroups shared differentially abundant markers (CD34, CD45, CD44) but also exhibited several differences (Fig. 2.4e). For instance, CN AML blasts were CD7+, CD38+, CD117+,
whereas CBF AML blasts were CD15+, CD38mid. These results are in accordance with the
findings presented in the original study [20].
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Figure 2.4.: Identification of rare leukemic blast populations for two acute myeloid leukemia (AML)
subgroups (CN: cytogenetically normal, CBF: core binding factor translocation) (a) The spiked-in subset (frequency = 0.1%) of blast cells from a CN patient is highlighted in red on the left plot (ground
truth) and compared with cells identified by CellCNN, which are marked in red on the right plot. (b)
Similar setting as (a) for a spiked-in subset of blast cells from a CBF patient. (c-d) Similar settings as
(a-b) for spiked-in subsets of blast cells with even lower frequency (0.01%). (e) Histograms of selected
cell surface markers for the disease-associated cell populations identified by CellCNN. The markers
presented highlight the differences of blast cell immunophenotypic profiles between CBF and CN patients.

Due to the limited number of test samples available, we assessed the ability of CellCNN
to correctly predict the phenotype of new samples on the basis of the characteristics of the
learned representation. A good representation should clearly separate healthy, CN AML and
CBF AML samples. To this end, we computed a two-dimensional projection of each mass
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cytometry sample by projecting it to the two most relevant AML-specific filters. We refer to
this projection as the CellCNN-based representation. In a similar fashion, we computed a
two-dimensional Citrus-based representation by projecting each mass cytometry sample to
the two most relevant AML-specific clusters. Finally, we derived two-dimensional momentbased and autoencoder-based sample representations by projecting the full sample representations to their first two principal components (for details see Methods). The two-dimensional representations for the training, validation and test samples obtained by the different methods are visualized in Figures 2.5a-b, where it is illustrated that the CellCNN-based
representation achieves the clearest separation between the healthy, CN AML and CBF AML
samples.
Additionally, CellCNN was used for single cell classification, i.e. to identify individual cells
constituting the disease-associated cell subset. We compared CellCNN with (1) a state-ofthe-art distance-based outlier detection algorithm [22], constituting a quantifiable variant
of visually inspecting condition-specific projection map differences (e.g. t-SNE maps [23,
24]), (2) logistic regression, support vector machine and random forest classifiers that take as
input single cell profiles, (3) Citrus [10] and (4) single marker cutoff gates, all showing inferior performance at identifying the leukemic blast subsets (Fig. 2.5e, Supplementary Fig. A.7,
for details see Methods). We further considered more extreme situations with decreasing frequency of the blast spike-in cell subset down to 0.01% (50/500,000 blast/total cells) (Fig. 2.4cd, Fig. 2.5a/d). While the task of recovering the correct cell subset becomes increasingly difficult, both the whole-sample representation learned by CellCNN as well as its single-cell
classification precision stayed largely unchanged for all considered blast spike-in subset frequencies.
The above study is designed to identify disease-associated cell subsets that generalize to
new patients not seen during CellCNN training. We further evaluated a personalized-medicine
scenario where the same patient’s bone marrow samples are assessed with respect to coherent cell population changes across different conditions. On the basis of the AML and ALL
samples provided in [20, 23] we constructed sample pairs of healthy bone marrow and AML/ALL blasts of decreasing frequency. For this setting, CellCNN is able to faithfully recover
leukemic blast populations down to frequencies of 0.005% (Supplementary Methods, Supplementary Fig. A.8).
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Figure 2.5.: Benchmark results on the identification of in silico spike-in rare leukemic blast populations for two acute myeloid leukemia (AML) subclasses (CN: cytogenetically normal, CBF: core
binding factor translocation). (a) Whole-sample representation learned by CellCNN for various AML
blast cell population frequencies. The three classes are well separated (linearly separable) in the
CellCNN-based representation space (i.e. when projected to the two most relevant AML-specific filters). (b) Comparison to baseline methods for whole-sample representation (Citrus [10], momentbased: multi-cell input summary profiles, denoising autoencoder [21]) for AML blast population
at 0.1%. The three classes are not well separated in the representation space learned by these approaches. (c) Comparison to baseline methods for single cell classification (SVM: support vector machines, LR: logistic regression, outlier: distance-based outlier detection [22], RF: random forests on
single cell profiles, Citrus [10]) for AML blast population at 0.1%. For all methods except Citrus, average precision-recall curves for recovery of blast cells on the test samples are reported. Shadowed areas
indicate 95% confidence intervals. Citrus does not provide a precision-recall series, therefore a single
precision-recall point is computed for each test sample. (d) Single cell classification performance of
CellCNN for various low AML blast cell population frequencies. Average precision-recall curves on the
test samples are reported with shadowed areas indicating 95% confidence intervals.

2.3. Discussion
CellCNN achieves this high precision in the rare cell type setting by overcoming the inherent
limitations of the unsupervised feature engineering strategies of state of the art approaches.
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When analyzing samples from modern single-cell techniques with increasing multiparametricity, such as mass cytometry, these approaches enumerate thousands [10] or an exponential
number [9] of features, at the cost of accumulating many potentially uninformative, confounding features. This situation leads to both computational bottlenecks and loss of statistical power. CellCNN provides a solution to this limitation by jointly and thereby efficiently
solving the feature engineering, selection and association tasks in a single supervised learning step.
CellCNN analysis allows for description of the molecular makeup of phenotype-associated
cell populations. While a direct interpretation of the learned filter weights might not be sufficient for defining properties of the phenotype-associated cell populations, we suggest using
the learned filters to select and interpret the phenotype-associated cell populations in the
analyzed single cell data. Specifically, we evaluate the underlying potential multiplicity of
cell types by clustering and report statistics such as histograms on their marker profiles. It is
conceivable that CellCNN does not identify the entirety of phenotype-associated cell types.
Such a situation can arise if the association with the phenotype manifests itself by the activity
of multiple processes spanning various distinct cell subsets, as it is the case for AIDS onset in
HIV patients. In this case, CellCNN’s regularization mechanisms will favor a simple and yet
effective association via a fraction of these cell subsets. Iterative application of CellCNN with
explicit exclusion of already selected cell populations could be explored as a means to identify
further redundant, but possibly biologically relevant, phenotype-associated cell populations.
However, iteratively applying CellCNN to the HIV cohort dataset did not reveal further AIDS
onset-associated cell populations.
CellCNN can be used in conjunction with other cell population detection methods such as
Citrus. Since these follow a conceptually different approach, detection of a cell population by
both methods would be a strong indicator of this population’s association with the studied
phenotype. However, in addition to rare cell types, further situations are conceivable where
CellCNN would correctly detect a cell population that Citrus does not detect. In particular,
CellCNN should be better at finding cells that do not form distinct subset clusters in the space
defined by all measured markers (Supplementary Fig. A.9).
Furthermore, neural network training is efficient, scaling linearly with the number of measured components. Consequently, CellCNN is applicable to a variety of highly multiparametric single cell data sources beyond flow and mass cytometry, such as single cell RNA sequencing or imaging data. In this study, we have demonstrated the ability of CellCNN to ab
initio identify phenotype-associated cell subsets in publicly available datasets with known
ground truth. Given the expected increase in patient cohort sizes in concerted initiatives as
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the The Cancer Genome Atlas (TCGA) and concomitant rise in their analysis with single cell
technologies [25], we expect scalable representation learning approaches such as CellCNN
to uniquely take advantage of the resulting data by enabling the discovery of disease mechanisms mediated by rare cell populations, in both basic research and personalized medicine.

2.4. Methods
Datasets. The mass cytometry data set of peripheral blood mononuclear cells (PBMC) and
the flow cytometry dataset of HIV infected patients were adopted respectively from Bodenmiller et al. [15] and the U.S. Military HIV Natural History Study [17].
The mass cytometry dataset for the first rare cell type study is based on the dataset from
Horowitz et al. [19]. All analyses were performed on the ungated PBMC samples after filtering
out dead cells and doublets as described in [19]. The dataset comprises PBMC samples from
21 individuals with associated CMV serology status. Sample 008 was described in the original
study [19] as an outlier with respect to memory-like NK cell population abundance and was
therefore excluded from our benchmark analysis. The remaining samples (11 CMV-, 9 CMV+)
were randomly split into training and test sets using Monte Carlo cross validation.
The mass cytometry dataset for the second rare cell type study is based on the healthy and
acute myeloid leukemia (AML) bone marrow samples provided by Levine et al. [20]. We focused on the AML samples with at least 10% CD34+ blast cells (gating depicted in Supplementary Fig. A.12) and for which additional cytogenetic information was available. More specifically, patients SJ10, SJ12, SJ13 were characterized as cytogenetically normal (CN), whereas
patients SJ1, SJ2, SJ3, SJ4, SJ5 presented core binding factor translocations [t(8;21) or inv(16)]
(CBF). On the basis of these samples, we assembled a benchmark dataset for the three-class
classification problem of sample stratification as healthy, CN AML or CBF AML. Below we
describe the benchmark dataset generation strategy.
The training set comprises cells from 2 healthy bone marrows (BM1, BM2) as well as from
patients SJ10 (CN) and SJ1 (CBF). Cells from each healthy BM were split at random into two
mutually exclusive sets: (BM1a, BM1b) and (BM2a, BM2b) respectively. BM1a and BM2a are
the training samples from the healthy class. BM1b and BM2b are used to create synthetic
MRD samples. For each patient, we randomly drew 6 subsets of blast cells and computationally mixed each of these subsets with either BM1b or BM2b. In total, we have 2 healthy
samples, 6 samples from class CN and 6 samples from class CBF. The validation set comprises cells from 1 healthy bone marrow (BM3) as well as from patients SJ12 (CN) and SJ2
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(CBF). Cells from BM3 were split at random into two mutually exclusive sets: (BM3a, BM3b).
BM3a is the validation sample from the healthy class. BM3b is used to create synthetic MRD
samples. For each patient, we randomly drew 1 subset of blast cells and mixed it with BM3b.
In total, we have 1 healthy sample, 1 sample from class CN and 1 sample from class CBF. The
test set comprises cells from 2 healthy bone marrows (BM4, BM5) as well as from patients
SJ13 (CN), SJ3 (CBF), SJ4 (CBF) and SJ5 (CBF). BM4 and BM5 are the test samples from the
healthy class. BM4 and BM5 are also used to create synthetic MRD samples for testing. For
each patient, we randomly drew 6 subsets of blast cells and mixed each of these subsets with
either BM4 or BM5. In total, we have 2 healthy samples, 6 samples from class CN and 18 samples from class CBF. Using the procedure described above, three benchmark datasets were
created with blast spike-in frequencies of 0.1% (500 cells), 0.05% (250 cells) and 0.01% (50
cells).
The mass cytometry dataset for the “personalized medicine” study is based on the healthy
and AML bone marrow samples provided by Levine et al. [20] and on the ALL samples provided by Amir et al. [23]. MRD-like samples were created by computationally combining
CD34+ gated AML/ALL blast cells and cells from a healthy bone marrow sample into mixed
synthetic samples. Different mixed samples were created by combining different numbers of
blast cells from different patients with cells from each healthy bone marrow sample (5 matching healthy bone marrow samples were available for AML, 1 healthy bone marrow sample for
ALL). The considered numbers of blast cells are 1000, 500, 250, 100, 50 and 25. In each case,
cells from the healthy bone marrow were split at random into two mutually exclusive subsets. The first subset was used to create the MRD-like sample, while the second one served as
control sample for training CellCNN.

CellCNN network architecture and training. CellCNN takes as input groups of singlecell measurements (e.g. mass cytometry samples), each group annotated with a phenotype,
and aims at identification of phenotype-associated cell subpopulations. This is an example of
a multiple instance learning task [11] and it is addressed with a convolutional neural network
approach. CellCNN implements a variant of a convolutional neural network. Such networks
are artificial neural networks originally designed to process the two-dimensional structure
of images and typically consist of one or more sets of convolutional and pooling layers [12,
14]. Briefly, the convolutional layer comprises filters that evaluate the occurrence of specific
patterns in image patches and the pooling layer computes summaries of these occurrences.
We adapted the convolutional neural network architecture to process unordered multi-cell
inputs. Image patches correspond to individual cell measurements. Each cell measurement
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was evaluated with respect to every convolutional filter, i.e. to its fit to respective molecular
profile (cell filter response) in the convolutional layer.
The computation at the pooling layer consisted of selecting the maximum (max-pooling),
total average (mean-pooling) or top-k average (top k-pooling) response within the multi-cell
input. Pooling was performed separately for each convolutional filter. Max-pooling computes the maximum response over all members of a multi-cell input for a particular filter,
and thereby measures the presence of cells yielding high cell filter response. Max-pooling
was performed for the analysis of the peripheral blood and AML datasets, where cell presence was expected to be most informative. Mean-pooling evaluates the average cell filter
response of a multi-cell input, and thereby serves as an approximation of the frequency of
the cell subset strongly responding to a specific filter. Cell subset frequencies were expected
to be most informative for the analysis of the HIV dataset and therefore mean-pooling was
performed. Top k-pooling covers the whole spectrum between max- and mean-pooling, by
computing the average cell filter response over the k top-scoring cells for a particular filter.
Top k-pooling was used for the analysis of the NK cell dataset.
Finally, the pooling layer was connected to the output layer. For regression problems the
output layer contains a single node, whereas for classification problems it contains one node
per class. Nodes in the output layer compute a weighted sum over the pooling layer nodes,
followed by a nonlinear operation (hyperbolic tangent for regression and softmax for classification, further details in Supplementary Methods).
The convolutional filter weights and output layer weights were optimized for optimal association of multi-cell inputs with their phenotype labels using mini-batch stochastic gradient
descent with Adam [26] updates. Random search was used to optimize a set of important
hyperparameters (number of filters, learning rate, dropout), whereas the remaining ones
were kept fixed during all experiments (mini-batch size = 128, maximum number of training epochs = 100, early stopping after 5 epochs, L 2 weight decay = 1e-04). Network weights
were randomly initialized from a uniform distribution. Mean squared error was minimized
for regression problems and categorical cross entropy for classification. (More details on the
CellCNN methodology in Supplementary Methods.)

Characterization of identified cell subsets. Trained network filters are used to select
phenotype-associated cell populations in the analyzed single cell data. In our experiments,
we used a cutoff threshold of 0.5 * (maximum cell filter response achieved for a particular
filter) in order to define filter-specific cell subsets. It is expected that, in some cases, a filterspecific cell subset may comprise more than one cell type. In order to resolve such a situa-
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tion, density-based clustering using the DBSCAN algorithm [27] is performed on the group
of cells selected by each filter. Finally, for each cluster identified by DBSCAN, we quantified
the differences between univariate marker distributions of the whole cell population and the
cluster-specific cell population via the Kolmogorov-Smirnov (KS) two-sample test statistic.

Cell subsets as multi-cell inputs. To take advantage of high-content single cell techniques
like flow or mass cytometry, CellCNN optionally takes multiple random cell subsets of a specific cytometry sample as input to increase the effective number of data points for association. In all our experiments, random cell subsets, drawn with replacement from the original
cytometry samples, were used as multi-cell input training examples of CellCNN. In all cases,
we generated an equal number of multi-cell inputs associated with each label. The number
of multi-cell inputs and the number of cells in each multi-cell input were chosen on the basis
of the validation set. Our experiments on mass cytometry data showed that CellCNN is not
very sensitive to these two hyperparameters, as long as the multi-cell inputs are chosen sufficiently large to contain cells with the molecular profile of interest (Supplementary Fig. A.10).
To detect extremely rare populations (abundance ≤ 0.1%), we used a modified procedure for
creating multi-cell inputs. 50% of a multi-cell input was sampled uniformly at random from
the whole cell population whereas the other 50% was sampled from cells with high outlierness score. We define the outlierness score of each cell on the basis of the distances between
this cell and its closest neighbors from the control samples [22] (details in Supplementary
Methods).

Model selection and interpretation. PBMC dataset: Each sample was initially split into
a training (80%) and a validation (20%) set of cells. We trained 10 models, each comprising
2 filters, with initial weights drawn from a uniform distribution and selected the model with
highest predictive accuracy on the validation set. The filter with highest weight connection
to the output node corresponding to stimulation was chosen for the detection of stimulated
cells.
HIV-cohort dataset: The full patient cohort was randomly split into a training (2/3) and a
test (1/3) cohort. We used 5-fold cross validation on the training cohort resulting in 5 models, each trained on a different subset of the training cohort. For each cross validation fold,
random search was used to optimize over different hyperparameter settings and the model
achieving best predictive performance on the corresponding validation samples was chosen.
The hyperparameters finally adopted are the following: 3-5 filters (varying among cross validation folds), no dropout regularization, learning rate = 0.01. Finally, an ensemble model,
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consisting of the 5 best networks (one from each cross validation fold), was used to predict
survival times for the individuals in the test cohort. For the test phase, one subset of 3000
cells was used per individual. The output of CellCNN corresponded to predicted disease-free
survival time for each patient and was used to split the test cohort into a low-risk and a highrisk group. The threshold used for defining the two groups was the median predicted survival
time. The survival distributions of the low- and high-risk groups were compared using a logrank test, as the dataset contained several right-censored observations.
Information from all cross validation runs was used to select frequently occurring filters.
We compiled a matrix of all filter weights from the 5 networks and performed hierarchical
clustering using cosine similarity as metric (Supplementary Fig. A.3c). For each cluster of filters with at least 2 members, a cluster-specific cell population was defined as the intersection
of the sets of cells selected by the filters belonging to that cluster. The reported phenotypeassociated cell populations correspond to the cluster-specific cell populations defined using
the above strategy. To assess the robustness of our approach, the same procedure was repeated using 50% and 33% of the samples for training and, correspondingly, 50% and 67% of
the samples for testing (Supplementary Fig. A.3b,d).
NK cell benchmark dataset: A Monte Carlo cross validation (CV) procedure was used to randomly split the available mass cytometry samples (11 CMV-, 9 CMV+) into training and test
sets. We performed 100 Monte Carlo CV repetitions, each time using 7 CMV- and 7 CMV+
samples in the training set. The predictive performance of each trained model was evaluated
on the basis of the 6 left-out samples (test set). The area under the ROC curve for the test set
(test ROC AUC) was used as metric to quantify classifier performance. The test ROC AUC values from the 100 Monte Carlo CV repetitions are summarized in the boxplots of Figure 2.3d.
Within each Monte Carlo CV repetition, the corresponding training set was further split
into a training and a validation set using a 3-fold cross validation scheme (we refer to this
scheme as nested CV). For each nested CV fold, random search was used to optimize over
different hyperparameter settings and the model achieving best predictive performance on
the corresponding validation samples was chosen. The hyperparameters finally adopted are
the following: 3000 cells per multi-cell input, 200 multi-cell inputs per sample, 3-5 filters
(varying among cross validation folds), no dropout regularization, learning rate = 0.01, top kpooling with k corresponding to 1% of the total number of cells within each multi-cell input.
The network achieving the highest validation accuracy in the nested CV runs was used for the
final predictions on the test set. For the test phase, one subset of 20,000 cells was used per
individual.
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In order to interpret the trained models, we seeked to identify cell populations frequently
selected by the CellCNN filters across the 100 Monte Carlo CV runs. For each filter, a filterspecific cell subset was defined on the basis of cell filter responses, using a cutoff threshold of
0.5 * (maximum cell filter response achieved for this filter). Each filter-specific cell subset is
compactly represented by its centroid. Therefore, we computed filter-specific centroids and
used hierarchical clustering to group these centroids into clusters. By clustering the filterspecific centroids, we effectively assigned the filter-specific cell populations into similarity
groups. For each cluster of centroids, we then computed the number of occurrences of any
of its members in the 100 Monte Carlo CV runs. We followed a similar procedure to analyze
the trained Citrus models: we computed the centroids of cell clusters with non-zero logistic
regression coefficients, grouped these centroids via hierarchical clustering and counted the
number of occurrences of each cluster in the 100 Monte Carlo CV runs. For both CellCNN
and Citrus, we reported the centroids belonging to clusters that occurred in at least 20 of the
100 Monte Carlo CV repetitions. Centroids were projected to a t-SNE map obtained from all
samples by computing the nearest neighbour cell in marker space and using the projection
of that cell as the projection of the centroid (Fig. 2.3a). For CellCNN, the most frequently occurring cluster was selected in 81 out of 100 Monte Carlo CV runs. To further characterize this
frequently selected cluster, we chose a representative centroid (centroid with minimum sum
of distances to the other cluster members) and extensively characterized the corresponding
cell population from which the centroid was computed (Fig. 2.3b-c). The same analysis was
repeated for the second most frequently occurring cluster (Supplementary Fig. A.5).
AML benchmark dataset: The training, validation and test sets were defined as described previously (Methods, Datasets section). Training samples were used to fit the model, validation
samples were used to optimize over hyperparameters using random search and test samples
were used to evaluate the generalization performance of the best fitted model. The hyperparameters finally adopted are the following: 20 filters with dropout regularization, learning
rate = 0.01.
The validation samples were used to select AML-specific filters from the best performing
model. For each AML subgroup (CN and CBF), we selected the filter achieving the highest
difference of maximum cell filter responses (averaged over the top 30 cells) between healthy
and AML subgroup validation samples. Subsequently, the selected filters were used to (a)
obtain a representation of each sample in terms of maximum cell filter response, averaged
over the top 30 cells (Fig. 2.5a) and (b) compute precision-recall curves for the test samples
(Fig. 2.5c-d).
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Baseline methods. The following models were used for comparison with CellCNN.
Outlier detection: We used a state of the art distance-based outlier detection method [22].
A set S of s observations (single cell profiles) is randomly sampled from the inlier class (i.e.
the healthy control samples) and then used to evaluate the outlierness of single cell profiles
in the test samples. The outlierness of an observation is defined as the L 1 distance between
this observation and its closest neighbour in S. Results for different values of s are given in
Supplementary Figure A.11. We finally used s = 200000.
Single-cell input logistic regression/SVM/random forest: a logistic regression/support vector
machine/random forests classifier that takes as input single cell profiles from the multi-cell
inputs generated for CellCNN. Each single cell profile is labeled with the label (e.g. disease
condition, survival time) of its corresponding cytometry sample. Random search was used to
optimize over the hyperparameters of the classifiers.
Moment-based representation: a moment-based summary of a set of single cell measurements. The first four moments of the marker abundance distributions are computed.
Denoising autoencoder: an unsupervised representation learning model [21] that is trained
to reconstruct the original input from a corrupted version of it, e.g. after addition of gaussian
noise. In our experiments, we used the same multi-cell inputs and network architecture as
for CellCNN, but removed the pooling layer and substituted the output layer by the multicell input. Random search was used to optimize over the number of filters and the standard
deviation of gaussian noise added to the input.
Citrus: a state-of-the-art approach for detecting phenotype-associated cell subpopulations [10].
Citrus initially performs hierarchical clustering of single cell profiles from all considered cytometry samples, selects the clusters that contain at least a minimum number of cell events
(according to the minimum cluster size threshold that is defined by the user) and computes
cluster-based features (e.g. population medians or abundances) individually for each cytometry sample. The computed cluster-based features are used as input to a L 1 regularized predictor that detects phenotype-associated differentially abundant features. See Supplementary Methods for a detailed description of the parameters used in individual Citrus runs.

Computation of two-dimensional sample representations. Due to the limited number
of test samples available, the ability of different methods to correctly predict the phenotype
of new samples was assessed on the basis of the characteristics of the learned whole-sample
representation. A good representation should clearly separate healthy, CN AML and CBF
AML samples. For CellCNN and the denoising autoencoder, a sample representation was
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computed as the vector of maximum cell filter responses, averaged over the top 30 cells.
For Citrus, a sample representation was computed as the vector of cluster abundances for
all clusters with non-zero coefficients, as computed by the L 1 regularized classifier. For the
moment-based sample representation, we used the first four moments of the marker abundance distributions.
The high-dimensional representations computed by the different methods were visualized
via two-dimensional projections on the first two principal components (see Fig. 2.5b for the
moment- and autoencoder-based PCA projections, Supplementary Fig. A.6 for the CellCNNand Citrus-based PCA projections). Additionally, for CellCNN and Citrus we computed a
more intuitive two-dimensional projection. Instead of projecting a feature vector to the first
two principal components, we projected it to the two most relevant features (maximum cell
filter responses for CellCNN, cluster abundances for Citrus) (Fig. 2.5a-b). The two most relevant AML-specific filters/clusters are selected on the basis of the validation samples. For each
AML subgroup (CN and CBF), the filter achieving the highest difference of maximum cell filter responses (averaged over the top 30 cells) between healthy and AML subgroup validation
samples was selected.

Data availability. This study uses previously published datasets. These datasets are available at http://www.imsb.ethz.ch/research/claassen/Software/CellCNN.html. The
corresponding studies are cited in the respective sections.

Code availability. CellCNN is implemented in Python 2.7 and uses the neural network libraries Theano [28] and Keras. It is available for download at http://www.imsb.ethz.ch/

research/claassen/Software/CellCNN.html.
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Abstract
In this project, we used CellCNN to infer a cell subpopulation signature for the autoimmune
disease of multiple sclerosis (MS). We analyzed a cohort of 67 donor samples, including controls and MS patients, and identified a low-frequency GM-CSF+ subpopulation of T helper
cells that is expanded in peripheral blood of MS patients compared with the control group.
The identified immune cell signature was further validated on an independent test cohort, as
well as in the cerebrospinal fluid of MS patients.

3.1. Introduction
Multiple sclerosis (MS) is a chronic inflammatory disease of the central nervous system (CNS),
characterized by infiltration of immune cells across the blood-brain barrier, that eventually
leads to disruption of neuronal signaling [1]. Although its precise aetiology is currently unknown, multiple sclerosis is considered an autoimmune disease. During the disease course,
autoreactive lymphocytes get activated against CNS self-antigens, and subsequently attack
the CNS causing inflammation and tissue damage. Altered cytokine production by various
immune cell types (B cells, NK cells, T cells, myeloid cells) has been previously implicated in
MS pathophysiology [2–5]. However, a comprehensive characterization of MS-associated cytokine signaling patterns is still lacking. In this study, we analyzed peripheral blood mononuclear cell (PBMC) samples from relapsing-remitting MS (RRMS) patients and non inflammatory neurological disease control (NINDC) patients via high-dimensional mass cytometry, in
order to capture a broad spectrum of cytokine production patterns in different immune cell
types. The dataset was subsequently analyzed with the CellCNN algorithm with the goal of
detecting cell subpopulations, and corresponding cytokine profiles, whose frequency is predictive of the RRMS group.

3.2. Results
MS immune cell signature discovery. The training cohort comprised mass cytometry
PBMC samples from relapsing-remitting MS (RRMS) patients (n = 37) and age-matched noninflammatory neurological disease control (NINDC) patients (n = 30). The mass cytometry
panel comprised 35 proteins, including immune cell lineage-defining markers, trafficking
and activation markers, as well as a comprehensive list of thirteen cytokines (Fig. 3.1a). CellCNN was applied in a 3-fold stratified cross-validation setting and the model with the highest
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validation accuracy (63%) was used for subsequent analysis, i.e. the MS immune cell signature definition. To identify cell subpopulations strongly contributing to the model’s predictive performance, the default CellCNN filter interpretation analysis was performed. As
a first step, learned filter weight vectors were clustered via hierarchical clustering and one
representative filter per cluster was retained. As a second step, a score was derived for each
representative filter, measuring how well this filter alone can classify the validation samples
(details in Methods). Following the above steps, exactly one MS-associated filter was identified (Fig. 3.1b). The cell population selected by the MS-associated filter was an effector
memory (CD45RO+, CD45RA-, CCR7-) T helper (CD4+) cell population co-expressing the CX-C chemokine receptor type 4 (CXCR4), as well as the cytokines granulocyte-macrophage
colony-stimulating factor (GM-CSF), interleukin-2 (IL2) and tumor necrosis factor-α (TNFα) (Fig. 3.1a). This cell subset was expanded in peripheral blood of RRMS patients compared
with the control group (Fig. 3.1c-d).

Signature validation on an independent MS patient cohort. The identified T helper cell
signature was validated on an independent cohort of RRMS patients. The test cohort comprised PBMC samples from five groups, matched with respect to age distribution: healthy
controls (HC; n = 14), non-inflammatory neurological disorder controls (NINDC; n = 15), inflammatory neurological disorder controls (INDC; n = 15), clinically isolated syndrome (CIS;
n = 8) and relapsing-remitting multiple sclerosis (RRMS; n = 11). The three control groups
(HC, NINDC, INDC) are listed in order of increasing condition-similarity to the RRMS group,
whereas the clinically isolated syndrome (CIS) often refers to the first manifestation of multiple sclerosis.
The cell population identified by CellCNN (Fig. 3.2b) was more abundant in MS patients
(2.64% ± 0.88) compared with the three control groups and the CIS group (HC: 1.14% ± 0.74,
p = 0.0037; NINDC: 1.59% ± 1.05, p = 0.0073; INDC: 1.83% ± 01.07, p = 0.0260; CIS: 2.141% ±
1.39, p = 0.1731; two-sided Mann-Whitney rank test with Benjamini-Hochberg multiple testing correction, Fig. 3.2a). Furthermore, the abundance of the detected cell population was
found to be consistently increasing along the axis of condition-similarity to RRMS: healthy
controls exhibited the lowest abundance profiles, whereas CIS patients exhibited abundance
profiles more similar to RRMS patients. These results also indicated that the detected cell
signture is specific to multiple sclerosis, as the closest control group, comprising patients
with other inflammatory neurological disorders (INDC), exhibited strongly decreased abundance of the signature-specific cell population.
The predictive performance of the identified cell signature was quantified via ROC curve
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Figure 3.1.: MS immune cell signature discovery. (a) Empirical distribution densities of protein abundances for the entire cell population and the MS-asscociated cell subset selected by CellCNN. For
each protein, the distance between the two distributions is quantified via the Kolmogorov Smirnov
(KS) statistic. (b) Discriminative scores for individual filters, quantifying each filter’s discriminative
power on the validation samples. The unique filter that achieved a positive score was used to define
the MS-associated immune cell signature. (c) Boxplot of frequencies of the MS-associated cell subpopulation in NINDC and RRMS training samples. (d) Boxplot of frequencies of the MS-associated
cell subpopulation in NINDC and RRMS validation samples.

analysis (Fig. 3.2c). The classifier built on the basis of the frequency of the CellCNN-identified
cell population achieved AUC = 0.90 (95%C I : 0.76 − 1.00) when comparing the RRMS patient group with healthy controls. For the most challenging task of discriminating between
the RRMS and CIS groups, the classifier achieved AUC = 0.69 (95%C I : 0.44 − 0.92). When
comparing the RRMS group with the NINDC/INDC groups, the cell signature-based classifier
achieved AUC = 0.84 (95%C I : 0.68 − 0.98) and AUC = 0.78 (95%C I : 0.59 − 0.93), respectively.
Besides applying the immune cell signature-based classifier, we also tested whether the
full neural network model, learned from the training cohort, had captured additional discriminative information regarding multiple sclerosis. To this end, we repeated the ROC curve
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Figure 3.2.: Immune cell signature validation on an independent PBMC cohort. (a) Boxplot of frequencies of the MS-associated cell subpopulation in RRMS samples and four control groups (HC,
NINDC, INDC, CIS). P-values from two-sided Mann-Whitney rank test with Benjamini-Hochberg correction. (b) UMAP [6] projection color-coded according to abundance of selected proteins. The
upper-left subplot depicts the MS-associated cell subset selected by CellCNN. (c) ROC curves of the
immune cell signture-based MS classifier. (d) ROC curves of the full neural network MS classifier.

analysis, now using the full model as classifier (Fig. 3.2d). The results were very similar to the
signature-based analysis, and in some cases (RRMS vs HC, RRMS vs NINDC) the full model’s
predictive performance was lower than the signature-based model’s performance. A possible
explanation is overfitting of the model due to the limited sample size. From this analysis, we
concluded that the model did not capture additional MS-discriminative information, besides
the pathogenic T helper cell signature that we characterized in detail.

Signature validation in the cerebrospinal fluid of MS patients. The presence of the
immune cell signature detected in peripheral blood was further confirmed directly within the
central nervous system of MS patients, namely in the cerebrospinal fluid (CSF) compartment
(Fig. 3.3). To this end, we acquired paired samples from the PBMC and CSF compartments
of 9 RRMS patients and analyzed them via high-dimensional flow cytometry. We then used
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the Scaffold framework [7] to place the newly-acquired single-cell profiles on the "scaffold"
of reference nodes defined from the previous mass cytometry measurements. The placement
of a new node within the reference scaffold was determined by cell profile similarity, on the
basis of the markers measured in both the reference and the newly-mapped experiment.
We focused on the newly-acquired cell subset that was most closely mapped to the CellCNNdetected MS signature reference node. After confirming that the mapped subpopulation was
expressing the signature-defining cytokines (Fig. 3.3a), we quantified its abundance in the
PBMC and CSF compartments of individual patients. The MS signature-mapped cell population was extensively more abundant in the CSF compartment compared with peripheral
blood, with its frequency computed as the fraction over all immune cells, T helper cells and
memory T cells (Fig. 3.3b). This analysis confirmed that the immune cell signature, that was
detected in peripheral blood, is maintened—and even increased—in the central nervous system of MS patients.
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Figure 3.3.: Immune cell signature validation on CSF patient samples. (a) Characterization of the MS
signature-mapped cell population, derived from paired PBMC and CSF patient samples. (b) Frequencies of MS-signature cells in paired PBMC and CSF patient samples (n = 9). The frequencies were computed as the fraction of MS-signature cells over all immune cells, T helper (Th) cells and memory T
(Tmem) cells. P-values were obtained from paired Wilcoxon signed-rank tests between MS-signature
cell population frequencies in the PBMC and CSF compartments.

3.3. Discussion
In this project, CellCNN defined a GM-CSF-centric immune cell signature for multiple sclerosis, highlighting the importance of GM-CSF-producing T helper cells in MS pathogenesis. Besides GM-CSF, the detected cell subset exhibited high abundance of additional cy-
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tokines (IL2, TNF-α), as well as of the chemokine receptor CXCR4, which has been previously associated with leukocyte infiltration into the central nervous system of MS patients [8].
The involvement of GM-CSF-producing T helper cells in multiple sclerosis has also been reported in previous studies [9, 10], and here we were able to identify the low-abundant GMCSF+ pathogenic cell population in a hypothesis-free fashion, by directly analyzing the entire
PBMC population instead of pre-selected immune cell subsets. Notably, fully-automated detection of the disease-associated cell population was only possible when applying our supervised learning approach.
To conclude, our analysis identified a T helper cell subpopulation that is enriched in peripheral blood of MS patients compared with control groups, and is also extensively expanded
in MS patient cerebrospinal fluid. Taken together, these findings strongly suggest the implication of the detected cell population in MS pathogenesis, and additionally highlight the
potential of CellCNN for unbiased detection of disease-associated patterns.

3.4. Methods
Data pre-processing. Mass cytometry measurements were transformed using the inverse
hyperbolic sine (arcsinh) function with a cofactor of 5 and subsequently percentile-normalized
[11] on a per-marker basis, using the 99.9th percentile of each marker across the entire dataset.

Model training. In the training cohort, individual samples comprised 1, 000−100, 000 cells
with a median value of 25, 000. We trained our model on all samples comprising at least
2, 000 cells, which excluded 2 out of 69 samples. For each CellCNN cross-validation run, we
trained 15 neural networks with varying number of filters and top-k pooling frequencies. The
output layer was formed by a single neuron with sigmoid activation function and the training
objective was the binary cross entropy loss. Training examples (multi-cell inputs) comprised
2000 cells, sampled uniformly at random from the original mass cytometry samples. In total,
we sampled 500 training examples per class. The number of filters for each network was
randomly chosen in the range 5 − 20. For the top-k pooling layer, we considered values of
k such that the ratio of k over the multi-cell input size would be in the range 0.5% − 5%.
The model that achieved the highest validation accuracy had 13 filters, trained with dropout
regularization, and used top-k pooling frequency of 0.5%.
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MS signature definition. The MS-related pathogenic cell population was defined via the
default CellCNN filter interpretation analysis. Learned filter weight vectors of the three best
performing neural networks were clustered via hierarchical clustering and one representative
filter per cluster was retained. Then, a score was derived for each representative filter, measuring how well this filter alone can classify the validation samples. The score S for a filter
with weights w , connected to the output node via weight w out , was defined as follows:
S(w , w out ) = w out ∗

µ

1

X

n pos

X ∈C pos

g (w , X ) =

g (w , X ) −

1

X

n neg

X ∈C neg

¶
g (w , X )

1 X
max(0, 〈w , x j 〉)
k x j ∈X , j ≤k

In the above equations, X denotes an entire mass cytometry sample, x j a single-cell abundance profile and k the parameter of the top-k pooling layer. C pos and C neg denote the positive and negative classes, each with n pos and n neg examples, respectively. For the computation of the sample-specific score g (w , X ), the index j runs over cell profiles sorted in decreasing order with respect to their corresponding cell filter responses c j = 〈w , x j 〉. The single filter
that achieved a positive score S was used to define the MS signature. Cells j with positive filter response c j = 〈w , x j 〉 with respect to the selected filter w comprised the MS-associated
cell subpopulation.

MS signature validation on PBMC samples. In the validation cohort, the measured
samples comprised 250 − 215, 000 cells with a median value of 56, 000. We analyzed all samples comprising at least 10, 000 cells, which led to exclusion of 9 out of 72 samples. The scores
of the signature-based classifer were computed as the fraction of selected cells in individual
PBMC samples. When comparing the full neural network with the signature-based classifier,
we applied the neural network to the entire mass cytometry samples (and not to randomlysampled multi-cell inputs as the ones used during training).
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Abstract
In this project, we used CellCNN to study the process of in vitro human adipose-derived
stem cell (hASC)-to-ostoblast differentiation and identified a subpopulation of hASCs with
enhanced osteogenic potential. The detected cell population expressed high levels of alkaline phosphatase (ALP) and was present at low frequencies even in undifferentiated hASC
samples. We then monitored the abundance of the detected ALP+ cell population over the
first four days of differentiation, and confirmed its differential expansion between slow- and
fast-differentiating hASC lines.

4.1. Introduction
Despite bone’s intrinsic regenerative ability, severe bone fractures beyond a critical-size bone
defect are not able to heal without medical intervention [1]. In the recent years, tissue engineering with mesenchymal stem cells (MSCs) has emerged as a promising approach for
inducing or accelerating the bone fracture repair process [2–4]. Human adipose-derived
stem cells (hASCs), in particular, constitute a valuable source of adult stem cells, as they
are highly-abundant, can be extracted by minimally-invasive procedures and are capable
of multi-potent differentiation [5]. Nevertheless, the rate at which hASCs differentiate to
lineage-committed progenitor cells has been shown to exhibit high inter-donor variability [6].
A current hypothesis for explaining this variability is that hASCs constitute a heterogeneous
mixture of cells, and that specific hASC subpopulations exhibit a pre-determined enhanced
differentiation potential towards particular lineages [5].
In this study, following on the above hypothesis, we sought to identify hASC subpopulations with enhanced osteogenic pre-desposition. To this end, we performed in vitro osteogenic differentiation of 17 human ASC lines and monitored their differentiation trajectory
over the course of 21 days. Osteogenic differentiation status was quantified via Alizarin red
staining (which measures calcium deposition) after 21 days. Furthermore, mass cytometry
was used to profile the cell lines during the early days (days 0-4) of the differentiation process. We used the CellCNN algorithm to investigate whether it is possible to predict the differentiation status endpoint, as quantified by Alizarin red staining on day 21, from the mass
cytometry measurements performed on day 0. High predictive ability on this task would
hint towards the existence of hASC subpopulations with enhanced osteogenic differentiation
ability.
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4.2. Results
Osteogenic cell signature discovery. We applied CellCNN to mass cytometry measurements obtained on day 0 of the differentiation process (undifferentiated state). The task was
to identify cell subpopulations predictive of the differentiation status endpoint, as quantified by Alizarin red staining on day 21. More specifically, a differentiation score was derived
for each cell line, as the log-transformed median staining across three technical replicates.
The mass cytometry panel comprised 31 proteins, including the core mesenchymal stem
cell markers CD73, CD90, CD105, osteogenic, adipogenic and chondrogenic lineage-related
markers, as well as additional markers whose specific function during osteogenic differentiation is currently unknown (Fig. 4.1e).
Since the endpoint of interest takes continuous values, we performed CellCNN analysis in a
regression setting, i.e. using a linear output layer and the mean squared error (MSE) training
objective. We performed 3-fold cross validation and selected the model with lowest validation loss for subsequent analysis. To characterize cell subpopulations strongly contributing
to the model’s predictive performance, we employed the default CellCNN filter interpretation
analysis with an additional signature-sparsifying step (details in Methods). Our analysis identified a single filter whose predictions were strongly correlated with the differentiation scores
of individual cell lines in the validation set. We then proceeded in characterizing the cell
subset defined by this filter in more detail (Fig. 4.1). The selected cell population exhibited
high expression of alkaline phosphatase (ALP+) and low expression of the core mesenchymal
stem cell markers CD73, CD90 and CD105 (Fig. 4.1a-b). Furthermore, this population was
more abundant in fast-differentiating cell lines compared with their slower-differentiating
counterparts (Fig. 4.1c-d).

Signature validation on differentiation days 1-4. The ALP+ cell population identified
from day 0 measurements (undifferentiated state) was subsequently validated on later days
of the differentiation process (Fig. 4.2). Following our initial hypothesis on the existence of
specific hASC subpopulations with enhanced osteogenic capabilities, and assuming that the
detected ALP+ cell population is indeed such a predisposed cell population, we would expect
its abundance to increase over time, in particular in the fast-differentiating cell lines.
Indeed, we observed that the ALP+ cell subpopulation expanded in cell lines with enhanced
osteogenic ability, while it stayed at constant low levels in the slow-differentiating cell lines
(Fig. 4.2a,c). The increasing frequency of the selected cell population over the four initial days
of differentiation was also confirmed for individual cell lines (Fig. 4.3).
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Figure 4.1.: Osteogenic cell signature discovery on differentiation day 0. (a) hASC entire population visualized via UMAP projection and color-coded according to osteogenic differentiation potential (slow
vs fast-differentiating cell lines). Differences between the two cell line groups in the undifferentiated
state are not easily discernible by eye. (b)-(c) Characterization of the selected cell population using the
same UMAP projection as in (a). (d) Frequencies of the selected ALP+ cell subpopulation in different
cell lines versus corresponding osteogenic differentiation scores. (e) Empirical distribution densities
of protein abundances for the entire cell population and the ALP+ cell subset selected by CellCNN. For
each protein, the distance between the two distributions is quantified via the Kolmogorov Smirnov
(KS) statistic.

4.3. Discussion
In this project, we identified a hASC subset with enhanced osteogenic differentiation potential. Importantly, this cell subpopulation was detected from the undifferentiated state, when
it was still very low abundant. Differential expansion of the identified cell population be-
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Figure 4.2.: Validation of osteogenic cell signature on differentiation days 1-4. (a) Abundance of selected cell population in individual cell lines at day 0 (undifferentiated state) and at differentiation
days 1-4. Points correspond to cell lines. The correlation between selected cell population frequencies
and corresponding differentiation scores is quantified via the Pearson correlation coefficient (denoted
as r ). (b) Visualization of the selected cell population via UMAP projection. (c) Cell density plots on
the UMAP projection of subplot (b). Expansion of the ALP+ cell population is observed in cell lines
with enhanced osteogenic potential (fast-differentiating cell lines), whereas the increase of this cell
population in cell lines with lower potential (slow-differentiating cell lines) is considerably lower.

tween fast- and slow-differentiating cell lines served as preliminary validation of the population’s enhanced osteogenic pre-desposition. Our next validation step will be to isolate
the identified cell subset from new hASC samples and experimentally confirm its in vitro osteogenic differentiation capability.
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Figure 4.3.: Frequency of the selected ALP+ cell subpopulation across different time points and individual cell lines. Cell lines are sorted in decreasing order with respect to their corresponding osteogenic differentiation score.

4.4. Methods
Data pre-processing. Mass cytometry measurements were transformed using the inverse
hyperbolic sine (arcsinh) function with a cofactor of 5 and subsequently median-centered on
a per-marker basis.

Model training. Individual cell line samples comprised 85, 000 − 300, 000 cells with a median value of 150, 000. For each CellCNN cross-validation run, we trained 15 neural networks
with varying number of filters and top-k pooling frequencies. To perform regression analysis, we used a single-node output layer with linear activation function and minimized the
mean squared error (MSE) loss. Training examples (multi-cell inputs) comprised 1000 cells,
sampled uniformly at random from the original mass cytometry samples. In total, we sampled 100 training examples per cell line. The number of filters for each network was randomly
chosen in the range 5−20. For the top-k pooling layer, we considered values of k such that the
ratio of k over the multi-cell input size would be one of [1%, 3%, 5%, 50%, 100%]. The model
that achieved the highest validation accuracy had 17 filters, trained with dropout regularization, and used top-k pooling frequency of 1%.
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Defining a sparse osteogenic cell signature. To define the osteogenic cell signature,
we employed the default CellCNN filter interpretation analysis with an additional signaturesparsifying step. Initially, learned filters were clustered and a single represenative filter was
retained from each cluster. As a second step, for each representative filter, we computed the
Pearson’s correlation coefficient r between the differentiation score predicted by using exclusively this filter and the true differentiation score. A single filter achieved r > 0.5 consistently
across the 3 cross validation runs, and we proceeded in characterizing the cell subset defined
by this filter in more detail. However, due to the limited number of samples available in this
experiment, the learned filter weight vectors were very prone to ovefitting issues. To obtain a
more robust signature for the filter-specific cell population, we trained a L 1 -penalized logistic regression model to classify the filter-specific cell population versus the rest of the cells.
The resulting sparse classifier was used to quantify the ALP+ cell population freqeuncy in all
subsequent analyses (e.g. signature validation on later time points).
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Abstract
The Gleason grading system remains the most powerful prognostic predictor for patients
with prostate cancer since the 1960s. Its application requires highly-trained pathologists, is
tedious and yet suffers from limited inter-pathologist reproducibility, especially for the intermediate Gleason score 7. Automated annotation procedures constitute a viable solution to
remedy these limitations. In this study, we present a deep learning approach for automated
Gleason grading of prostate cancer tissue microarrays with Hematoxylin and Eosin (H&E)
staining. Our system was trained using detailed Gleason annotations on a discovery cohort
of 641 patients and was then evaluated on an independent test cohort of 245 patients annotated by two pathologists. On the test cohort, the inter-annotator agreements between the
model and each pathologist, quantified via Cohen’s quadratic kappa statistic, were 0.75 and
0.71 respectively, comparable with the inter-pathologist agreement (kappa=0.71). Furthermore, the model’s Gleason score assignments achieved pathology expert-level stratification
of patients into prognostically distinct groups, on the basis of disease-specific survival data
available for the test cohort. Overall, our study shows promising results regarding the applicability of deep learning-based solutions towards more objective and reproducible prostate
cancer grading, especially for cases with heterogeneous Gleason patterns.

5.1. Introduction
Prostate cancer is the second leading cause of cancer death in men [1]. Prostatic carcinomas
are graded according to the Gleason scoring system which was first established by Donald
Gleason in 1966 [2]. The Gleason scoring system is acknowledged by the World Health Organization (WHO) and has been modified and revised in 2005 and 2014 by the International
Society of Urological Pathology (ISUP) [3]. Despite several changes in clinical diagnosis of
prostate cancer, the histological Gleason scoring system is still the most powerful prognostic
tool [4]. The assessment is based exclusively on the architectural pattern of the tumour, i.e.
the Gleason patterns. Different histological patterns are assigned numbers from 1 (well differentiated) to 5 (poorly differentiated). Gleason pattern 3 describes well-formed, separated
glands, variable in size. Gleason pattern 4 includes fused glands, cribriform and glomeruloid
structures and poorly formed glands. Gleason pattern 5 involves poorly differentiated individual cells, sheets of tumour, solid nests, cords and linear arrays as well as comedonecrosis.
The final Gleason score is reported as the sum of the two most predominant patterns present
in the histological specimen, and in current clinical practice the lowest Gleason score as-

72

Chapter 5
signed is Gleason 6 (3+3) [5].
Immunohistochemistry is routinely generated in clinical laboratories with good reproducibility. However, the final Gleason score annotation of the stained tissue slides is dependent
on the evaluation of the respective pathologist, who thus constitutes an important factor for
stratification and therapeutic decisions. The histological assessment of human tissue—based
on visual, microscopy-based evaluation of non-trivial cellular and morphological patterns—
is time-consuming and often suffers from limited reproducibility [6]. For prostate cancer in
particular, intermediate-risk Gleason patterns 3 and 4 can be very difficult to assign unambiguously.
Automated computational approaches operating on digital pathology images bear the potential to overcome the above-mentioned limitations, deliver reproducible results and achieve
high throughput by multiplexing of computational resources [7]. Earlier computational approaches developed for this purpose build on explicit, a priori defined image features and
employ conventional regression or classification techniques to perform feature selection and
association with clinical parameters [8–10].
In recent years, deep learning has emerged as a disruptive alternative to the aforementioned feature engineering-based techniques. Deep learning systems rely on multi-layered
neural networks that are able to extract increasingly complex, task-related features directly
from the data. Recent developments in neural network architecture design and training have
enabled researchers to solve previously intractable learning tasks in the field of computer
vision [11]. As a result, deep learning-based approaches have become very successful in addressing a wide range of biomedical image analysis tasks [12–15].
Recent studies [16–19] have shown that deep learning systems can accurately detect malignancies in histopathological images. Prior work on the analysis of prostate cancer digital
pathology images includes detection of cancerous tissue [18], prediction of SPOP mutation
status [20] and of cancer recurrence [21], as well as tissue heterogeneity characterization via
unsupervised learning [22]. A first deep learning-based approach to Gleason score prediction is the study of Källén et al. [23]. However, the assessment of their method was limited to
tissue slides with homogeneous Gleason grading, despite the fact that, typically, tissue slides
contain heterogeneous Gleason pattern regions. In a more recent work, Zhou et al. [24] focused on intermediate Gleason scores. Their algorithm was tested on whole slide images
from The Cancer Genome Atlas (TCGA) [25] achieving an overall accuracy of 75% in differentiating Gleason 3+4 from Gleason 4+3 slides. Finally, del Toro et al. [26] also used prostate
cancer whole slide images from TCGA and trained a binary classifier to discriminate low (7 or
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lower) versus high (8 or higher) Gleason score images. The above studies suggest that automated Gleason grading via deep learning is a feasible task, but were all evaluated in a limited
setting—either on images with homogeneous Gleason patterns or as a binary classification
problem on a limited set of Gleason scores.

5.2. Results
In this study, we focus on a well annotated dataset of prostate cancer tissue microarrays [27]
and demonstrate that a convolutional neural network can be successfully trained as a Gleason score annotator. As opposed to previous studies, we both train and evaluate our model
on the basis of detailed manual expert Gleason annotations of image subregions within each
TMA spot image. Given the relatively small size of our training dataset (641 patients), we
find transfer learning, strong regularization and balanced mini-batches to be crucial for successfully training the classifier. We then evaluate the model’s predictive performance on a
separate test cohort of 245 patients, independently annotated by two specifically trained
uropathologists (K.S.F., J.H.R.). This design allows us to quantify the inter-pathologist variability on this particular test cohort and compare it with the neural network performance.
Additionally, we have benchmarked the deep learning approach against the two pathologists
on a survival analysis task. This task allowed an objective comparison since survival data
constitutes a precisely measurable ground truth as opposed to Gleason annotations which
can be subjective. We show that the Gleason score groups assigned by the neural network
achieve pathologist-level risk stratification of the prostate cancer patients in our test cohort.

Tissue microarray resource with Gleason score annotated subregions. Our dataset
comprises five tissue microarrays (TMAs), each containing 200-300 spots. Spots containing
artefacts or non-prostate tissue (e.g. lymph node metastasis) were excluded from the study.
The prostate TMA spots were annotated by a first pathologist (K.S.F.) by carefully delineating
cancerous regions and assigning a Gleason pattern of 3, 4 or 5 to each region. Examples of
annotated regions are depicted in Figure 5.1a. TMA spots without any cancerous region were
marked as benign. The distribution of Gleason scores across different tissue microarrays is
summarized in Table 5.1. TMA 80 contains the highest number of cases and was chosen as
the test cohort. TMA 76 was chosen as the validation cohort because it contains the most balanced distribution of Gleason scores. The other three TMAs were used as training cohort. The
TMA spots in the test cohort were independently annotated by a second pathologist (J.H.R.)
to allow for quantification of inter-pathologist variability.
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In addition to Gleason score annotations, clinical data including survival information was
available for three of the TMAs [27]. Prostate cancer is known to have a favorable prognosis
compared to other types of cancer, and therefore relatively few death events are present in the
dataset. Restricted to TMA spots considered in this study, TMA 80 has the highest number of
death events (n = 30), followed by TMA 111 (n = 7) and TMA 76 (n = 0).

Automated Gleason score annotation via deep learning. Small image regions (image
“patches”) were extracted from benign tissue and the cancer annotated regions and used to
train a patch-based classifier (Fig. 5.1b). Once trained, the patch-level classifier can be easily converted to a pixel-level annotator (details in Methods) and, therefore, can be used to
assign Gleason scores to entire TMA spot images (Fig. 5.1b). To choose a suitable classifier,
we explored different convolutional neural network architectures which have shown excellent performance on the ImageNet competition [28], namely VGG-16 [29], Inception-V3 [30],
ResNet-50 [31], DenseNet-121 [32] and MobileNet [33]. As expected, given the limited size of
our dataset, fine-tuning the networks pretrained on ImageNet achieved better performance
on the validation set than training from scratch (Supplementary Fig. B.1). Details about the
patch generation procedure and model training can be found in Methods.
In our benchmark, the best performing network architecture was MobileNet (using width
multiplier α = 0.5). MobileNets are designed as small models able to be trained on mobile
devices and, in this application, where dataset size is limited and feature space is restricted
in comparison to natural images, it turned out that the relatively low number of parameters
helped to avoid severe overfitting without causing a drop in performance. In the validation
cohort, MobileNet achieved a macro-average recall of 70% for classifying patches as benign,
Gleason 3, Gleason 4 or Gleason 5. Specifically for each class, the recall values were: Benign
63%, Gleason 3 72%, Gleason 4 58%, Gleason 5 88%. The full confusion matrix is shown in

Table 5.1.: Dataset Gleason annotation summary. Tissue Microarrays 111, 199, 204 were used as training set, TMA 76 as validation set and TMA 80 as test set.

TMA 76
TMA 80
TMA 111
TMA 199
TMA 204

Benign

6
(3+3)

7
(3+4, 4+3)

8 (4+4,
5+3, 3+5)

9
(4+5, 5+4)

10
(5+5)

Total

42
12
0
61
0

35
88
95
69
1

25
38
39
17
2

15
91
69
26
25

2
3
16
2
8

14
13
8
1
69

133
245
227
176
105
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a

b

Benign

Gleason 6 (3+3)

Gleason 7 (3+4)

Gleason 8 (4+4)

Gleason 9 (4+5)

Gleason 10 (5+5)

TRAINING
patch-level annotation

image patch

Benign
Gleason 3
Gleason 4
Gleason 5

...
entire image

pixel-level annotation
Benign

Gleason 3

Gleason 4

Gleason 5

convolutional neural network

EVALUATION

Gleason score: 7 (3+4)

Figure 5.1.: Overall annotation procedure (a) Examples of TMA spot Gleason annotations provided
by the pathologists (blue: Gleason pattern 3 region, yellow: Gleason pattern 4 region, red: Gleason
pattern 5 region). (b) During the training phase (top row), a deep neural network was trained as a
patch-level classifier. We used the MobileNet architecture, whose main building blocks are “depthwise separable” convolutions: a special type of convolution block with considerably fewer parameters
than normal convolutions. Convolution blocks are used to extract increasingly complex features from
the input image. Following the convolution blocks, a global average pooling layer computes the spatial
average of each feature map at the last convolution layer, effectively summarizing the locally-detected
patterns across the entire image. Finally, the output layer produced the final classification decision
for each input image patch by computing a probability distribution over the four Gleason classes considered in this study. During the evaluation phase (bottom row), the trained patch-level convolutional
neural network was applied to entire TMA spot images in a sliding window fashion and generated
pixel-level probability maps for each class. A Gleason score was assigned to a TMA spot as the sum
of the primary and secondary Gleason patterns detected (above a threshold) in the corresponding
output pixel-level maps.

Supplementary Figure B.2. In this cohort, the value of Cohen’s quadratic kappa [34] for patchlevel classification was 0.67.
We then evaluated the model’s predictions at the patch level in the test cohort (Fig. 5.2).
The results of comparing the model’s annotations with annotations from the first pathologist
(who has also annotated the training cohort) showed that, although there is no perfect agree-
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ment, most mis-classifications were found within neighbouring Gleason patterns (Fig. 5.2a).
For instance, 31% of patches annotated as Gleason 5 were predicted as Gleason 4, but only
5% were predicted as lower Gleason patterns. For this comparison, Cohen’s quadratic kappa
was 0.55 and macro-average recall was 0.58. Comparing the model’s annotations with annotations from the second pathologist, we observe a similar agreement pattern, resulting in a
kappa value of 0.49 and macro-average recall of 0.53 (Fig. 5.2b). Finally, we quantified the
inter-pathologist agreement on the test cohort (kappa = 0.67, macro-average recall = 0.71
considering the first pathologist’s annotations as ground truth), which is at higher but still
comparable levels as the agreement between model and pathologist annotations (Fig. 5.2c).

b

Benign

pathologist 1

pathologist 2 vs pathologist 1

model prediction

model prediction

d

c

model vs pathologist 2

pathologist 2

model vs pathologist 1

pathologist 1

a

Gleason 3
pathologist 1

Gleason 4
pathologist 2

pathologist 1

pathologist 2

pathologist 1

Gleason 5
pathologist 2

pathologist 1
pathologist 2

pathologist 2
model

model

model

model

Figure 5.2.: Model evaluation on test cohort (image patch level) and inter-pathologist variability. All
confusion matrices were normalized per row (ground truth label) reflecting the recall metric for each
class. (a) Patch-based model annotations compared with annotations by 1st pathologist. (b)Patchbased model annotations compared with annotations by 2nd pathologist. (c) Annotations by 2nd
pathologist compared with annotations by 1st pathologist. (d) Venn diagrams illustrating the overlap
in patch-level Gleason annotations produced by the deep learning model and the two pathologists.

The degree of overlap between model and pathologist annotations was also visually depicted via Venn diagrams in Figure 5.2d. Considering a patch-level prediction as correct when
the model assigned a class that coincides with at least one pathologist’s annotation, the precision values for the different classes were: Benign 58%, Gleason 3 75%, Gleason 4 86%, Gleason
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5 48%. It is expected that precision values are lower for the less frequent classes in our dataset
(Benign, Gleason 5). For instance, the 39 patches predicted as Benign uniquely by the model
correspond to only about 1% of the patches belonging to the other classes (Fig. 5.2a-b, “Benign” column in confusion matrices). Further inspection of the misclassified patches and visual comparison with correctly classified patches from the corresponding class revealed that
misclassfications are either hard-to-classify examples that mimic other Gleason patterns or
correspond to small tissue regions that were correctly annotated by the model but had been
labeled differently by the pathologists who take into account the whole picture of a TMA spot
for their annotations (Supplementary Fig. B.3). In particular, Benign model predictions were
mostly patches from stromal connective tissue or glands that indeed appear benign, but had
been included in a larger area annotated as cancerous by the pathologists. Gleason 5 model
predictions were mostly patches annotated as Gleason 4 by the pathologists. We noticed that
many of these patches contained single cells indicative of Gleason 5. Still, the presence of
gland structures in the corresponding TMA spots had led the pathologists to assign the Gleason pattern 4. Overall, our in depth comparison of the model and pathologist annotations for
small tissue regions revealed that the model has learned to consistently recognize the main
characteristics of Gleason patterns and highlighted its potential utility in drawing a pathologist’s attention to small atypical tissue regions that might be easily missed when examining
large areas of tissue.
As a next step, we evaluated the model’s predictions at the TMA spot level. To this end,
we generated pixel-level probability maps for each class by applying the trained neural network in a sliding window fashion (Fig. 5.3, for details see Methods). These pixel-level maps
enable visual comparison with human annotations and can be easily evaluated by pathology
experts. For instance, the TMA spot in Figure 5.3a was a clear Gleason 6 (3+3) case according
to both pathologists and model annotations. We also observed that the model annotated the
upper region of this TMA spot as benign, in accordance with the pathologists, except for a
small part that was annotated as Gleason pattern 3. Interestingly, retrospective assessment
of this part by the pathologists confirmed the presence of a small focus of atypical glands.
The TMA spot in Figure 5.3b was annotated as Gleason 8 (4+4) by the two pathologists and
the model. Here we observed some annotation errors made by the model in regions close
to tissue borders, often affected by tissue preparation artefacts. Such small mis-labeled regions do not influence the final Gleason score assignment for entire TMAs, as we only take
into account detected patterns that exceed a predefined threshold (details in Methods). As a
further example, the TMA spot presented in Figure 5.3c was annotated as Gleason 8 (4+4) by
the first pathologist and as Gleason 6 (3+3) by the second. The model annotations split the
TMA spot image into distinct Gleason pattern 3 and Gleason pattern 4 regions, resulting in a
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Gleason score 7 (4+3) final assignment. A third uropathologist (N.R.) indepentently evaluated
this case and his opinion coincided with the model’s annotations, assigning Gleason pattern
4 to the lower and right-most part of the TMA spot and Gleason pattern 3 to the upper and
left-most part. Similarly for the TMA spot presented in Figure 5.3d, which was annotated as
Gleason 8 (4+4) by the first pathologist and as Gleason 10 (5+5) by the second. The model
annotations split the TMA spot image into distinct Gleason pattern 4 and Gleason pattern 5
regions, resulting in a Gleason score 9 (5+4) final assignment. According to the third pathologist’s judgement, this TMA spot contained diffuse single cells which could be interpreted as
Gleason pattern 5, but overall he assigned a Gleason pattern 4. The region that the algorithm
strongly marked as Gleason pattern 5 contained artifacts because of tissue destruction at the
right-most edge.
Having focused here on cases most illustrative of the inter-pathologist variability in Gleason score assignments, we also note that there are several examples where the two pathologists and the model agree on their respective Gleason score assignments, as well as a few
examples where the model incorrectly annotated stromal tissue as Gleason pattern 3. Pixellevel probability maps for all TMA spots in our test cohort are provided as Supplementary
Data.
Summarizing the pixel-level Gleason annotation maps produced by either the pathologists
or the model (detailed description in Methods), a Gleason score in the range 6-10 was assigned to each TMA spot, as the sum of the two most predominant Gleason patterns. If no
cancer was detected, the TMA spot was classified as benign. For this task, the inter-annotator
agreement between the model and each pathologist reached kappa = 0.75 for the first pathologist and kappa = 0.71 for the second (Fig. 5.4). These values are at the same level as interpathologist agreement (kappa = 0.71).

Model interpretation identifies specific morphological patterns as determinants of
automated annotation performance. Complex machine learning models, such as deep
neural networks, are often criticized by clinicians as non-interpretable black boxes. To provide insight and gain trust in the model predictions, we visually studied image patches that
the model predicts correctly and with high confidence (Fig. 5.5). Furthermore, we evaluated
morphological patterns utilized by the model for assigning Gleason scores and compared
these patterns to the ones expected by a pathology expert. We observed clear differences
in the gland architecture among patches annotated with different Gleason patterns by the
model. Prostate glands in benign patches contained a well-formed outer layer of basal cells
and showed no evidence of cytological atypia. In Gleason 3 patches, glands were variable
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a

b

c

d

Figure 5.3.: Representative examples of model predictions as pixel-level probability maps and visual
comparison with pathologist annotations. Each subfigure (a-d) corresponds to a different TMA spot.
Within each subfigure (a-d), the subplots in the right-most column show the Gleason patterns assigned by the two pathologists (blue: Gleason 3 region, yellow: Gleason 4 region, red: Gleason 5 region). The other four subplots show the model’s Gleason annotations. (a) The annotation of the model
agrees overall with the two pathologists, except for a small tissue region in the upper part which is
marked as Gleason pattern 3 exclusively by the model. Retrospective assessment of this part by the
pathologists confirmed the presence of a small focus of atypical glands. (b) The model and pathologist annotations agree on Gleason pattern 4. (c) Disagreement in annotations (Gleason pattern 3
versus 4) by the model and the two pathologists. A third uropathologist indepentently evaluated this
case and his opinion coincided with the model’s annotations. (d) Disagreement in annotations (Gleason pattern 4 versus 5) by the model and the two pathologists. A third uropathologist indepentently
evaluated this case and assigned a Gleason pattern 4, noting however the presence of diffuse single
cells which could be interpreted as Gleason pattern 5.

in size but still round-shaped and well-formed. In Gleason 4 patches, we observed merged
glands, small in size and irregularly shaped, as well as implied cribriform pattern. Finally,
in Gleason 5 patches we found mostly the absence of gland formation and solid sheets of
tumour.
To evaluate morphological patterns utilized by the annotation model, we employed the
technique of class activation mapping (CAM) [35] and highlighted class-specific discriminative parts of the confidently-predicted image patches. According to CAM analysis, the model
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model vs pathologist 2

model prediction

c

pathologist 2 vs pathologist 1

pathologist 1

b

pathologist 2

model vs pathologist 1

pathologist 1

a

model prediction

pathologist 2

Figure 5.4.: Model evaluation on test cohort (TMA spot level) and inter-pathologist variability. Each
TMA spot is annotated with detected Gleason patterns (Gleason 3, 4 or 5) by the model and two pathologists. Then, a final Gleason score is assigned as the sum of the two most predominant Gleason patterns. If no cancer is detected, the TMA spot is classified as benign. We show confusion matrices for
the comparison of Gleason score assignments by (a) the model and the first pathologist, (b) the model
and the second pathologist, (c) the two pathologists.

is indeed focusing on the epithelium and ignoring stromal regions (Fig. 5.5). Especially for
predicting the Gleason 3 pattern, we observed that the model focuses on gland junctions,
making sure that the glands are not fused, which would lead to a Gleason 4 pattern annotation.

Automated Gleason score annotation yields pathology expert-level survival stratification. As a final step, for the test cohort, we studied survival stratification on the basis of the
model annotations and those obtained by pathology experts. Patients were split into three
risk groups on the basis of corresponding Gleason score assignments: low risk (Gleason ≤ 6),
intermediate risk (Gleason 7), high risk (Gleason ≥ 8). Kaplan-Meier estimators of diseasespecific survival showed differences for the individual risk groups considered (Fig. 5.6a). Results about overall survival and biochemical recurrence-free survival followed similar trends
(Supplementary Fig. B.4). We observed that the stratification achieved by the model for separating the low-risk and intermediate-risk groups was more significant (Benjamini Hochbergcorrected [36] two-sample logrank p-value = 0.098) than the one achieved by either pathologist (BH-corrected two-sample logrank p-values = 0.79 and 0.292). The model automatically annotated Gleason 3 and 4 pattern regions and, eventually, assigned the heterogeneous
Gleason score 7 in more cases than either pathologist. It is worth noting the inter-pathologist
variability regarding Gleason score 7: for this intermediate-risk group, the two pathologists
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Benign

Gleason 3

Gleason 4

Gleason 5

Figure 5.5.: Model interpretation via class activation mapping (CAM) [35]. For each class, we show two
examples of image patches that were confidently and correctly classified by the deep learning model.
In addition, the regions where the model is focusing on in order to make predictions are highlighted.
In each example, the first column shows the image patch. In the second column, a heatmap generated
by the class activation mapping technique is overlaid, highlighting the most important regions for the
model predictions. In the third column, only the highlighted part of the image is shown. Class activation maps are generated by projecting the class-specific weights of the output classification layer back
to the feature maps of the last convolutional layer, thus highlighting important regions for predicting
a particular class. The final CAM heatmap is computed as the sum of the resulting augmented feature
maps, followed by clipping negative values and subsequent scaling to the [0, 1] interval. Red color
indicates regions where the CAM heatmap values are close to 1, i.e. the most class-specific discriminative parts of the image.

agreed on 19 cases and disagreed on 50 cases (Fig. 5.6b). In addition, we observed that 59%
of the cases annotated as Gleason 7 by the first pathologist and, coincidentally, 59% of the
cases annotated as Gleason 7 by the second pathologist were also annotated as Gleason 7
by the model. For the cases assigned to the low-risk group (Gleason ≤ 6) by the model, no
disease-specific death event occurred. In contrast, for the cases labeled as low-risk by the first
pathologist and second pathologist, 3 and 2 disease-specific death events occurred, respectively. These results demonstrate that the automated procedure achieved a pathologist-level
survival stratification in this cohort of patients (see also Supplementary Table B.1).
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Figure 5.6.: Disease-specific survival analysis results. (a) Kaplan-Meier curves for patients who were
split into three risk groups according to Gleason score annotations by the model and two pathologists.
The shaded regions indicate 95% confidence bands. P-values for pairwise two-tailed logrank tests with
Benjamini-Hochberg correction are reported. (b) Venn diagrams illustrating overlap in model-based
and pathologist annotation-based assignment of patients into Gleason score groups.

5.3. Discussion
In this work, we have trained a convolutional neural network as Gleason score annotator and
used the model’s predictions to assign patients into low, intermediate and high-risk groups,
achieving pathology expert-level stratification results. The low-risk and intermediate-risk
groups defined by the model’s predictions were more significantly separated compared to
the corresponding groups defined by either pathologist’s annotations. To our knowledge,
this is the first study where deep learning-based predictions are used for survival analysis in
a prostate cancer cohort. Furthermore, visual inspection of morphological patterns obtained
via the class activation mapping technique confirmed that the network is capturing classdiscriminative information on prostate gland architecture for assigning Gleason scores.
This work is affected by some limitations, motivating future work. Inspection of the output
probability maps occasionally revealed misclassifications, particularly in stromal regions or
at the borders of the tissue microarray spots. Most misclassifications at the tissue borders are
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due to tissue preparation artefacts, which are not recognized by the network. Stromal regions
were occasionally predicted as Gleason pattern 3, possibly due to the fact that the training regions annotated as Gleason pattern 3 by the pathologists sometimes included stromal tissue.
To avoid such misclassifications in a clinical application, an additional neural network could
be trained to detect stromal and artefact regions and exclude them as a preprocessing step.
A more serious limitation, that is however not unique to our study, is the subjective nature
of the Gleason scoring system. Inter-pathologist variability regarding Gleason score annotations is non-negligible, as also shown in the current study. Consensus annotations from multiple pathology experts would enable more objective training of an automated Gleason annotation model. Furthermore, disagreement in Gleason score annotations is expected to be
even higher among pathologists from different hospitals, adhering to slightly different annotation guidelines and habits. Larger scale studies involving multiple medical centers are thus
necessary to further consolidate and potentially improve our patient stratification results,
and build a system that could be employed in clinical practice. Our study was performed
on resection specimens that were used for tissue microarray construction. A more clinically
relevant task would be the diagnosis of Gleason scores on needle core biopsies. Since the
Gleason scoring procedure does not change when applied to core biopsies, we expect our
approach to be directly applicable to needle core biopsies provided corresponding Gleason
annotations are available for a subset of those biopsies.
Furthermore, in current clinical practice, patients are stratified according to a novel prostate
cancer grading system [37] which is based on Gleason grading into five Grade Groups (corresponding to Gleason ≤ 6, Gleason 3+4, Gleason 4+3, Gleason 8, Gleason 9-10), each with
distinct prognosis characteristics. However, this more fine-grained stratification is typically
based on histological assessment of tissue areas larger than the TMA spots used in this study.
In future work, we will evaluate our approach on whole slide tissue images with accompanying survival information.
Despite the limitations described above, the results of this study demonstrate the potential
of the use of deep learning technology as assistance to pathologists in grading prostate cancer. Our study was performed on H&E stained tissue microarray spots, achieving pathology
expert-level performance by learning from a remarkably small training cohort of 641 TMA
spots. However, the approach is not specific to H&E staining and, therefore, similar strategies
can be applied to more specific stainings for studying the effect of gene expression, tumor
microenvironment or drug uptake on clinical outcome. Furthermore, in the presence of a
larger cohort annotated with survival information, a deep neural network could be trained
directly on survival endpoints, enabling the potential discovery of novel survival-associated
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morphological patterns and, ultimately, guiding towards the definition of a more objective
prostate cancer grading scheme.

5.4. Methods
Patient tissue samples. The study was approved by the Cantonal Ethics Committee of
Zurich (StV-No. 2007-0025, KEK-ZH-No. 2014-0604, 2014-0007, KEK-ZH-No. 2008-0040) and
the associated methods were carried out in accordance with the approved guidelines and
regulations. For TMA 199, informed consent was obtained from all subjects. For TMAs 76,
80, 111 and 204, no informed consent was obtained from patients with prostate cancer, in
accordance with ethical guidelines for the retrospective analysis of archival tissue samples.
These four TMAs have already been used and published in multiple other studies: e.g. TMAs
76 and 80 [27, 38], TMA 111 [39], TMA 204 [40]. The clinico-pathological data used in this
study have already been published by Zhong et al. [27].

Tissue Microarray Gleason annotation. Tissue microarrays were digitized at 40× resolution (0.23 microns per pixel) at the University Hospital Zurich (NanoZoomer-XR Digital slide
scanner, Hamamatsu). Tumour stage and Gleason scores were assigned according to the International Union Against Cancer (UICC) and WHO/ISUP criteria. Cancerous regions were
delineated and labeled with corresponding Gleason patterns using the TMARKER [41] software. In addition, TMA spots containing only benign prostate tissue were marked as “benign”
by the two pathologists.

Automated tissue detection. Tissue regions were automatically detected in each TMA
spot by the following pipeline. Gaussian filtering was initially performed to remove noise,
followed by Otsu thresholding that separated tissue from background. The tissue mask was
further refined via morphological operations (dilation to fill in little holes in the tissue, followed by erosion to restore borders). Detected tissue regions were subsequently used to extract tissue patches and compute pixel-level probability maps.

Patch creation. The original image resolution of individual TMA spots was 3100 × 3100
pixels. For model training, small image regions of size 750 × 750 were sampled from each
TMA spot, using a step of 375 pixels. We also experimented with smaller image patches of
size 300 × 300, but achieved inferior results on the validation set. Each patch was labeled
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according to the annotation in its central 250 × 250 region. Patches containing no or multiple
annotations in the central region were discarded.

Training details and model selection. We first conducted a model selection experiment,
during which we evaluated training neural networks from scratch or fine-tuning them starting from ImageNet-learned parameters. The model variants considered were VGG-16, Inception V3, ResNet-50, MobileNet and DenseNet-121.
We only used the convolutional part of each model’s architecture, removing all fully-connected
layers. On top of the last convolutional layer, we added a global average pooling layer, followed by the final classification layer that uses softmax non-linearity. For training from scratch,
we used the Adam [42] optimization technique with initial learning rate of 0.001. For finetuning the networks, we used SGD with learning rate 0.0001 and Nesterov momentum 0.9.
DenseNet and MobileNet were trained with dropout of 0.2. In all cases, the categorical crossentropy loss was used as minimization objective function.
Image patches were initially resized to 250 × 250. Data augmentation was applied during
training to combat overfitting. We performed random cropping of 224 × 224 regions followed
by random rotations, flipping and color jittering. Training with balanced mini-batches was
crucial for achieving good validation performance across all classes. We used mini-batches
of size 32 and, at each iteration, an equal number of examples from each class was randomly
selected. All networks were trained for 50000 iterations.
We used three tissue microarrays for model training (TMAs 111, 199, 204) and one for validation (TMA 76). The results of this experiment are depicted in Supplementary Figure S1.
We observed that the networks trained from scratch converged in the first 20000 iterations.
Fine-tuned networks converged earlier and remained at lower validation loss levels than their
randomly-initialized counterparts. We also noticed that several model variants converged
to a validation accuracy close to 65% but at the same time exhibited increasing validation
loss curves. This contrasting behaviour was more pronounced in the networks trained from
scratch and can be explained by the following argument: networks trained from scratch (or
lacking appropriate regularization) perfectly overfit to the training set and, thus, become very
confident in all their predictions, producing higher cross-entropy loss in case of misclassifications. On the contrary, fine-tuned networks that are additionally regularized by dropout,
such as MobileNet and DenseNet, do not reach 100% accuracy in the training set and do not
exhibit an explosion in the validation cross-entropy loss scores. The best validation loss trajectory was achieved by the MobileNet network (using width multiplier α = 0.5) and, therefore, MobileNet was selected for further evaluation on the test cohort.
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Selected model architecture. The MobileNet [33] network architecture is built as a series of “depthwise separable” convolution blocks. A depthwise separable convolution block
consists of 3x3 convolutions applied separately to each input channel (depthwise), followed
by 1 × 1 (pointwise) convolutions that combine the depthwise convolution outputs to create
new features. Depthwise convolutions are occasionally performed with a stride s = 2 to reduce the dimensionality of the output feature maps. The coupled pointwise convolutions are
then always doubling the number of output channels. A full MobileNet network starts with
32 channels at the first convolutional layer and increases up to 1024. The width multiplier
parameter α can be used to build thinner networks, having even fewer parameters. In this
study we used α = 0.5, thus starting with 16 channels and increasing up to 512. After the
convolution blocks, a global average pooling layer is used to compute the spatial average of
each feature map at the last convolution layer. Finally, the output layer uses a softmax activation function to compute an output probability distribution over the four Gleason classes
considered in this study.

Evaluation on test cohort. Choice of metrics: Throughout the manuscript, we use two
metrics for quantifying inter-annotator variability. The first one is Cohen’s kappa statistic [34],
which is widely used for measuring inter-rater agreement. Cohen’s kappa takes into account
the possibility of agreement occurring by chance, resulting in a value of 0 for agreement occurring by chance and a value of 1 for perfect agreement. For ordered classes, weighted
Cohen’s kappa is more appropriate because it penalizes more strongly the inter-annotator
disagreement occurring between more distant classes. Here, we use the quadratic weighted
kappa statistic defined as follows:
i,j

wi , j Oi , j

i,j

wi , j Ei , j

P

κ = 1− P

,

wi , j =

(i − j )2
(N − 1)2

where N is the total number of considered classes or rating scores and the indices i , j refer
to the ordered rating scores 1 ≤ i , j ≤ N . O i , j denotes the number of images that received
rating score i by the first expert and rating score j by the second and E i , j denotes the expected
number of images receiving rating i by the first expert and rating j by the second, assuming
no correlation between rating scores.
In addition, we use macro-average recall as a metric that receives equal contribution from
all classes, irrespective of class imbalance. Macro-average recall is computed as the unweighted average of recall values for individual classes.
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Patch-level evaluation: For the confusion matrices in Figure 5.2, we only included patches
annotated by both pathologists, so that model-versus-pathologist and inter-pathologist variability are quantified on the same set of examples.
TMA spot-level evaluation: To compute pixel-level output probability maps (Fig. 5.3), the
network was converted to an equivalent fully convolutional architecture. The global average
pooling layer, which acted on a 7 × 7 dimensional input when training on patches, was replaced with a local 7-by-7 average pooling layer with stride s=1. The final classification layer
was replaced with an equivalent convolutional layer with four output channels, one for each
Gleason class. Finally, an upsampling layer with factor 32 was used to restore the dimensions
of the input image and produce the pixel-level output probability maps.
The network-based composite Gleason score was assigned on the basis of the predicted
probability maps. Let o ik, j be the predicted probability for class k in location (i , j ). An initial
P
k
i , j oi , j
weighted score was computed for each class as w k = P
. The final score was assigned
k
i , j ,k o i , j
to each class as w kf i nal = I w k >c ∗ w k , where I denotes the indicator function and c is a predefined threshold value. We set c = 0.25 to ensure that at least one class has a non-zero final
score, since there are four output classes considered. The primary and secondary Gleason
patterns were assigned on the basis of the final scores for each class and the composite Gleason score was computed as the sum of the primary and secondary patterns.
Model interpretation: Patches predicted with high confidence (probability > 0.8 for the
correct class) were pre-selected and visualized. Within these high-confidence patches, we
seeked to identify class-specific discriminative subregions. To this end, we applied the class
activation mapping (CAM) technique [35], which is particularly suitable for networks with a
fully convolutional architecture and a global average pooling layer immediately before the
final classification layer. Class activation maps are generated by projecting the class-specific
weights of the output classification layer back to the feature maps of the last convolutional
layer, thus highlighting important regions for predicting a particular class.

Code availability. Model training and evaluation were performed in Python 3 using the
deep learning library Keras with Tensorflow backend. Survival analysis was performed in
R using the packages survival and survminer. The scripts are available on Github (https:

//github.com/eiriniar/gleason_CNN).
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Data availability. All tissue microarray images used in this study will be made publicly
available upon publication, together with corresponding Gleason annotations provided by
the pathologists. Patient survival data have been previously published by Zhong et al. [27]
and are available upon request from the authors of that study.
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Abstract
Automated grading of prostate cancer histopathology images is a challenging task, with one
key challenge being the scarcity of annotations down to the level of regions of interest (strong
labels), as typically the prostate cancer Gleason score is known only for entire tissue slides
(weak labels). In this study, we focus on automated Gleason score assignment of prostate cancer whole-slide images on the basis of a large weakly-labeled dataset and a smaller stronglylabeled one. We efficiently leverage information from both label sources by jointly training
a classifier on the two datasets and by introducing a gradient update scheme that assigns
different relative importances to each training example, as a means of self-controlling the
weak supervision signal. Our approach achieves superior performance when compared with
standard Gleason scoring methods.

6.1. Introduction
Therapeutic decisions for prostate cancer, the second most common cancer in men [1], are to
a large extent determined by the Gleason score [2, 3]. The Gleason score, assigned by pathologists on the basis of microscopic examination of patient tissue slides, is computed as the sum
of the primary and secondary Gleason patterns observed in the tissue. Gleason patterns are
local prostate gland formations characteristic of different cancer grades. They are assigned
a numeric value in the range 3 − 5 indicating the grade, with 5 being the highest grade. The
Gleason score is the sum of the two most prevalent Gleason patterns, and thus takes a numeric
value in the range 6−10. Gleason score assignment is a time-consuming and challenging task
even for domain experts, with high inter-pathologist variability rates [2, 4, 5] due to the need
to examine large and heterogeneous areas of tissue. Thus, an automated decision-support
solution would be highly desirable.
One of the main obstacles in designing such a solution is the scarcity of high-quality pixelor ROI-level Gleason pattern annotations, as typically only the overall Gleason score is reported for each patient, e.g. Gleason 6=3+3, Gleason 7=4+3 etc. (a.k.a. weak labels). Recent
work on whole-slide image (WSI) Gleason score classification has focused on standard supervised learning [6, 7] and unsupervised domain adaptation [8], always on the basis of Gleason
score weak labels available from either The Cancer Genome Atlas (TCGA) [1] or in-house
private datasets. Recently, Arvaniti et al. [5] published a Tissue Microarray (TMA) dataset
with ROI-level Gleason pattern annotations, which is a complementary resource providing a
smaller but strongly-labeled dataset. In this study, we focus on classification of TCGA whole-
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slide images into low (≤ 7) and high (≥ 8) Gleason score classes on the basis of the TCGA
and TMA datasets, and propose a new approach that efficently leverages information from
the two sources, combining weak and strong labels. Our approach is similar in nature to [9],
where a confidence network was used to provide weights for controlling the weak supervision
signal. Here, we do not have access to a confidence score-generating mechanism and, as an
alternative, propose to obtain per-example confidence weights from the target network itself.

6.2. Methods
Problem formulation. Let S denote a strongly-labeled dataset with examples (x s , y s ) and
W a weakly-labeled dataset with examples (x w , y w ). In our case, (x s , y s ) correspond to TMA
image patches with local Gleason annotations and (x w , y w ) correspond to WSI image patches
that adopt the Gleason label of the entire WSI. The task is to build a classifier on the categories
C in W , using the data in W ∪S. The challenges associated with this task are that (a) the
images in S and W do not follow the same distribution and (b) the labels in S and W describe
the corresponding images at a different level (locally in S vs globally in W ).

Addressing the covariate shift. A classifier is likely to benefit from additional training
data when this new data follows the distribution of the domain of interest. However, the TMA
and TCGA datasets were generated by different institutions, which implies possible differences in tissue preparation, staining and digitization. As a first step, we investigated which
data transformations/training strategies are necessary for obtaining good predictions on the
TCGA dataset (target domain), if we exclusively use the TMA labels (source domain) for training. We considered the following approaches and applied them incrementally (e.g. stain
transfer also performs color augmentation etc.):
−only w/o color augmentation. Trains a classifier using exclusively data from S.
• S−
−only w/ color augmentation. Performs random image color perturbations prior to
• S−
training. Brightness, contrast, saturation and hue values are simultaneously jittered.
−only w/ stain transfer. For each source domain example, randomly selects an example
• S−
from the target domain and transfers its stain colors [10] to the source domain example.
• Symmetric domain adaptation. Obtains a domain-invariant classifier by jointly training on the source and target domain. We considered methods that encourage domaininvariant features via MMD minimization [11], feature covariance alignment (CORAL) [12]
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and domain adversarial training [13].

Combining weak and strong supervision. As a second step, and assuming we have already selected a strategy for reducing the covariate shift, we investigated how to best integrate
the two available data sources. The following approaches were considered:
−only, W ∪ S. Supervised learning using exclusively weakly-labeled data (W−only), or
• W−
both weakly- and strongly-labeled data (W ∪S).
• MIL-based Weak Supervision (MIL-WS). In the spirit of recent multiple instance learning
(MIL)-based approaches in computational pathology [14, 15], back-propagates only the
top k most confident predictions within each weakly-labeled mini-batch. We set k to 1/4
of the mini-batch size.
• Self-Weighted Weak Supervision (SW-WS). Our proposed approach is described in Algorithm 1. The classifier can be trained using exclusively weak labels (W−only) or both weak
and strong labels (W ∪S). In either case, the weak supervision signal is weighted by selfcomputed confidence scores, corresponding to the predicted probability for the correct
(weak) label. Therefore, image patches that are not characterized by the overall Gleason
score label assigned to their respective WSI may contribute less to the gradient updates.
Algorithm 1 Training algorithm combining weak and strong labels
1:
2:
3:
4:
5:
6:
7:
8:

Input: model M with parameters θ, strongly-labeled dataset S, weakly-labeled dataset
W , learning rate η, number of classes K .
for each training iteration t do
Sample data batches b s = (x s , y s ) ∼ S, b w = (x w , y w ) ∼ W
Compute model predictions ŷ s = M (x s ; θ2t )
|b |
η Ps
Back-propagate strong labels θ2t +1 ← θ2t − |b s |
∇θ2t L (y s(i ) , ŷ s(i ) )
i =1

Compute model predictions ŷ w = M (x w ; θ2t +1 )
K
P
(i )(k)
(i )
Compute per-example confidence scores c i =
ŷ w
I {y w
== k}
k=1
|bP
w|

η

Back-propagate weak labels θ2t +2 ← θ2t +1 − |b w |

i =1

(i ) (i )
c i ∇θ2t +1 L (y w
, ŷ w )

6.3. Experiments
Data preprocessing. The dataset characteristics are summarized in Table 6.1 and represenative image patches are presented in Figure 6.1. Both datasets comprised formalin-fixed
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paraffin-embedded (FFPE) tissue samples, stained with Hematoxylin and Eosin (H & E) and
digitized at 40×/20× resolution. We extracted image patches of size 400 × 400 at 20× resolution and downsized them to 224 × 224. For the TMA dataset, we used all patches from the
annotated ROIs. Benign and Gleason pattern 3 patches were considered low grade, whereas
Gleason pattern 4 and 5 patches were considered high grade. For the WSIs, we used the Blue
Ratio transform [7] to prioritize patches with high concentration of cell nuclei and extracted
the top 2000 patches per image. Image patches from WSIs with Gleason score ≤ 7 were considered low grade, whereas the ones from WSIs with Gleason score ≥ 8 were considered high
grade.
Table 6.1.: Summary statistics of the TCGA and TMA datasets.

dataset

# patches

# cases

Gleason low/high

≤6

7=3+4

7=4+3

8

9-10

TCGA
TMA

∼ 300’000
∼ 25’000

447
886

261/186
524/362

44
403

125

92

65
226

121
136

121

CH

2A

4L

EJ

FC

TMA76

TMA199

G9

HC

J4

KK

M7

TMA111

TMA204

MG

QU

TP

V1

VP

WW

X4

XJ

XK

Y6

TMA80

YL

Figure 6.1.: Example image patches from the TCGA and TMA datasets. For TCGA patches, the twoletter codes denote their corresponding institutions.
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Training details. In all experiments, we used a convolutional neural network with ResNet18
[16] architecture. Network weights were initialized from a pretrained model and fine-tuned
to our datasets. Initial experiments with training from scratch resulted in slower convergence
times and no performance gain. The networks were trained via stochastic gradient descent
using the Adam [17] optimizer with base learning rate 0.0001, batch size 32 for the TMA data
and 128 for the TCGA data. Categorical cross entropy was used as loss function. During
training, we always performed data augmentation by random image cropping, rotations and
mirroring.

Evaluation metrics. Model performance was evaluated via 5-fold cross validation. Within
each CV fold, 20% of the training TCGA data was held out and used for early stopping. For
testing, a final score was derived for each WSI as the ratio of predicted high-grade patches
over all patches. We report ROC AUC and accuracy for the binary classification task, as well
as the Kendall’s τ correlation coefficient between the WSI rankings produced by (a) the predicted scores and (b) the Gleason score groups (6, 7=3+4, 7=4+3, 8, 9-10) used in clinical practice [3].

Results. In Table 6.2 we summarize the results of our first experiment, where we compared
different strategies for reducing the inter-domain distribution shift during training. We observed that color-jittering augmentations on H&E-stained images improve model generalization across institutions, in line with the findings in [18, 19]. The stain transfer strategy further
improved model predictions on the target domain, whereas additional domain adaptation
constraints did not have a big impact. Based on this analysis, we adopted the stain transfer
and color-jittering augmentations in our subsequent data integration experiments.
Table 6.2.: Results of the covariate shift reduction benchmark on TCGA WSIs (5-fold CV).

AUC (stdev)

accuracy (stdev)

Kendall’s τ (stdev)

w/o color augm.
w/ color augm.
stain transfer

0.738
0.771
0.799

(± 0.062)
(± 0.042)
(± 0.034)

0.682
0.721
0.734

(± 0.049)
(± 0.032)
(± 0.045)

0.370
0.408
0.445

(± 0.078)
(± 0.041)
(± 0.049)

MMD
CORAL
adversarial

0.786
0.797
0.802

(± 0.037)
(± 0.030)
(± 0.032)

0.723
0.741
0.738

(± 0.043)
(± 0.033)
(± 0.023)

0.434
0.438
0.447

(± 0.046)
(± 0.030)
(± 0.044)

In the data integration experiments (Table 6.3), we observed that the classifiers utilizing the
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TMA labels performed better than the ones trained exclusively on TCGA weak labels. Furthermore, adding self-weighted weak supervision to the jointly-trained classifier resulted in the
best overall performance.
Table 6.3.: Results of the data integration benchmark on TCGA WSIs (5-fold CV).

AUC (stdev)
W−only
W−only (MIL-WS)
W−only (SW-WS)
W ∪S
W ∪S (MIL-WS)
W ∪S (SW-WS)

0.814
0.815
0.778
0.845
0.839
0.882

(± 0.057)
(± 0.030)
(± 0.055)
(± 0.065)
(± 0.020)
(± 0.024)

accuracy (stdev)

Kendall’s τ (stdev)

0.754
0.756
0.734
0.799
0.792
0.848

0.445
0.446
0.385
0.510
0.504
0.540

(± 0.042)
(± 0.032)
(± 0.047)
(± 0.051)
(± 0.011)
(± 0.010)

(± 0.071)
(± 0.038)
(± 0.097)
(± 0.072)
(± 0.027)
(± 0.032)

We further analyzed the best-performing model, i.e. the joint classifier with self-weighted
weak supervision, by evaluating its predictive performance on individual subtasks, defined
on the basis of the Gleason score groups (6, 7=3+4, 7=4+3, 8, 9-10) used in clinical practice [3]
(Figure 6.2). We observed high discriminative power for the challenging subtasks of classifying Gleason 7=3+4 versus 7=4+3 patients, as well as Gleason 7=4+3 versus 8 patients, with
mean AUC values of 0.75 and 0.73 respectively. The discriminative power for the other two
subtasks (Gleason 6 vs 7=3+4, Gleason 8 vs 9-10) was considerably lower. However, this was
not unexpected given that we originally trained our model for the task of binary Gleason classification into low grade (≤ 7) and high grade (≥ 8) cases. Therefore, the classifier focused on
extracting discriminative features for separating the intermediate score cases.

6.4. Discussion
We have presented an approach that efficiently leverages weak and strong supervision signal
for histopathological image classification. This project is still at a preliminary stage. The next
important step will be to validate the accuracy of the model-generated Gleason annotation
maps on whole-slide images by working in close collaboration with domain-experts.
Besides Gleason grading, we believe that other medical image analysis tasks are likely to
benefit from similar approaches, as medical expert annotations at the ROI-level are challenging to obtain, whereas patient-level information is often readily available.
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0.8
0.6
0.4
0.2

AUC = 0.51 ± 0.15

0.0
0.0

0.5

False Positive Rate

0.8
0.6
0.4
0.2

AUC = 0.75 ± 0.05

0.0

1.0

(a) Gleason 6 vs 7=3+4

1.0

0.0

0.5

False Positive Rate

0.8
0.6
0.4
0.2

AUC = 0.73 ± 0.03

0.0

1.0

0.0

(b) Gleason 7=3+4 vs 7=4+3

0.5

False Positive Rate

1.0

(c) Gleason 7=4+3 vs 8

1.0

0.8
0.6
0.4
0.2

AUC = 0.58 ± 0.06

0.0
0.0

0.5

False Positive Rate

True Positive Rate

1.0

True Positive Rate

True Positive Rate

1.0

True Positive Rate

True Positive Rate

1.0

0.8
0.6
0.4
0.2

AUC = 0.88 ± 0.02

0.0

1.0

0.0

(d) Gleason 8 vs 9-10

0.5

False Positive Rate

1.0

(e) Gleason (≤ 7) vs (≥ 8)

Figure 6.2.: ROC curves evaluating the best-performing model on individual subtasks, defined on the
basis of the Gleason score groups used in the clinics. Results shown on corresponding test sets from
5-fold cross validation analysis.
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Chapter 7
Concluding remarks
Hypothesis-free detection of disease-associated cell subsets in single-cell
molecular data.
Methodology. Recent advances in single-cell technologies have opened the way for highdimensional, high-throughput and high-resolution measurements of biological systems. However, knowledge extraction from the resulting single cell-resolved datasets is still challenging,
and often relies on prior assumptions e.g. established immune cell types. Yet, for discovery of new—possibly unexpected—patterns, hypothesis-free computational approaches are
instrumental. Several approaches have been recently developed for exploratory unsupervised single-cell data analysis, some of them integrating a downstream supervised analysis
step [1, 2]. However, end-to-end-trained supervised analysis methods for disease stratification from single cell-resolved patient samples have not yet been unexplored. To fill this gap,
we have designed CellCNN, a weakly-supervised learning approach for the detection of patient status-associated cell subsets from high-dimensional single-cell measurements. Our
algorithm has the potential to discover novel clinicopathological associations, as it does not
depend on manually defined cell types. We believe that it serves a complementary purpose to
clustering-based approaches, that are essential for characterizing the full spectrum of disease
heterogeneity.
CellCNN was developed with two tasks in mind: the sample-level classifier serves a patient
stratification purpose, whereas individual model filters correspond to instance-level cell classifiers that define cell population signatures for disease states. In the datasets analyzed so far,
we observed that using individual filter-based classifiers for patient stratification was more
robust than using the full neural network model. However, we expect that the full model will
be necessary for stratifying larger and more heterogeneous patient cohorts, as for instance
the HIV cohort [3] analyzed in Chapter 2.
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CellCNN has a number of tunable hyperparameters, and the default values provided have
been shown to perform well in most settings. The two most important hyperparameters are
(1) the size of multi-cell inputs and (2) the number of cells being considered by the pooling
operation (top-k pooling). A possible improvement with respect to the pooling operation
would be to try different generalized softmax functions as replacement of top-k pooling, and
additionally learn the hyperparameter that defines the pooling neighbourhood. However, we
think that larger-size cohorts are necessary for evaluating such experiments. Similarly with
respect to the size of multi-cell inputs, in an ideal situation where a large number of samples
is available, subsampling would not be necessary and entire samples could used as inputs.
Finally, an interesting research direction, not considered in this work, is encouraging the
model to discover multiple discriminative cell types, e.g. via introducing orthogonality constrains among filter weight vectors.

Single-cell proteomics applications. We evaluated CellCNN’s ability to detect diseaseassociated cell subsets on several benchmark datasets. These included a classification setting to infer cell type-specific signaling responses in samples of peripheral blood mononuclear cells and a regression setting to identify cell populations associated with disease onset
after HIV infection. Moreover, we demonstrated CellCNN’s ability to identify rare patientphenotype-associated cell subsets by detecting memory-like NK cells associated with prior
CMV infection and leukemic blast populations in minimal residual disease-like situations.
Besides benchmark analyses, we used CellCNN in two collaboration projects to address
two different biological questions: (1) detection of disease-associated cell subpopulations in
relapsing-remitting multiple sclerosis (RRMS) and (2) detection of human adipose-derived
stem cell (hASC) subpopulations with enhanced osteogenic differentiation potential. In both
examples, CellCNN suggested the presence of a phenotype-associated low-abundant cell
population, whose predictive relevance was validated with follow-up experiments. As the size
and complexity of phenotype-annotated mass cytometry patient cohorts have now started
to increase [4–6], we anticipate supervised single-cell analysis methods, such as CellCNN, to
become increasingly useful for identifying disease-associated subpopulations of cells, and
possibly hinting towards specific molecular mechanisms underlying disease states.

Applicability to other single-cell data modalities. Besides mass cytometry, our approach can be easily extended to other single-cell data modalities, as soon as corresponding
patient cohort datasets become available. Preliminary experiments on synthetic benchmark
scRNA-seq datasets, created on the basis of 10x Genomics immune cell readouts [7], showed
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promising results on the task of detection of endpoint-associated cell subsets. However, the
approach remains to be validated on real-world settings. Profiling of a medium/large number
of samples is currently prohibitive for individual laboratories due to the high costs of scRNAseq experiments. In the near future, collaborative multi-institutional projects, such as the
Human Cell Atlas [8], are likely to address this limitation and give rise to larger scRNA-seq
sample cohorts.
Imaging flow cytometry (IFC) [9] datasets are a further example of data modality that could
benefit from a weakly-supervised learning approach. The main difference in this setting is
that a more complex convolutional neural network architecture will be necessary to process
the input single-cell images. We have performed successful preliminary experiments for the
detection of (a) trypanosome (unicellular parasitic eukaryote) images spiked into a heterogeneous mixture of human cell line images and (b) mitotic cell images spiked into a pool of
resting cell images [10, 11]. Given the potential of IFC for use in clinical diagnostics [12, 13],
we anticipate a CellCNN-like approach to be helpful for detecting disease-associated morphological signatures in IFC patient cohorts.

Machine learning paradigms for histopathological image analysis
Weakly-supervised learning. De-identified digital pathology images archived in large hospital databases constitute a valuable source of real-world data [14], i.e. medical data collected
in a non-interventional or non-controlled setting [15]. Associated clinicopathological annotations provide a rich source of labels, that in principle could be used to train predictive models (e.g. of disease recurrence). However, since these annotations have not been collected for
the purpose of training machine learning models, they may not be suitable for use in standard supervised learning approaches. Histological grading annotations are a characteristic
example, as they are assigned on a macroscopic level, on the basis of high-resolution gigapixel tissue images, and therefore, characterize the entire giga-pixel image, but not specific
locations within the image. When multiple tissue slides are available from the same patient,
a unique score is often assigned, characterizing the majority but possibly not all tissue slides.
By additionally taking into consideration the inter-pathologist variability rates observed in
clinical grading annotations [16], it becomes evident that we need flexible algorithms that
efficiently learn from global-level and possibly subjective labels.
Weakly-supervised and multiple-instance learning approaches address this need, and have
been successfully applied in the field of computational pathology, primarily to the tasks of
cancer detection [17] and subtyping [18]. Histological Gleason grading is especially chal-
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lenging for multiple-instance learning approaches because it violates the standard multipleinstance learning assumption, i.e. that a bag of instances is positive iff it contains at least one
positive instance.
Given the difficulty of the task in combination with the coarse-grained nature of Gleason score labels, we hypothesized that the performance of a Gleason score predictor can be
boosted by additionally using a limited amount of locally annotated examples. However, after
having obtained the local annotations, we still face the challenge of efficiently integrating the
two types of labels. To address this challenge, we introduced a model training scheme that
assigns different relative importances to individual examples, as a means of self-controlling
the weak supervision signal. Our approach was evaluated on a set of whole-slide images from
the TCGA database, and achieved superior performance in comparison with baseline Gleason scoring methods. Importantly, the combination of weak and strong supervision signals
has direct applicability to a variety of medical image analysis tasks, beyond histopathological
prostate cancer grading.

Deep learning versus feature-engineering. Deep learning offers a unified framework for
several computational pathology tasks: solving a new task does not require manual taskspecific design of features. Furthermore, deep learning algorithms have high scalability and
thus can easily process the giga-pixel-size images produced by WSI scanners (by splitting
them in local image tiles). For tasks involving detection and segmentation of primitive histological elements, such as cell nuclei or glands, deep learning algorithms have been shown
to outperform feature-based approaches [19–21]. The main bottleneck for successful application of deep CNNs to more complex computational pathology tasks is the lack of detailed
expert-level annotations. Therefore, the focus of many studies has been shifted from the design of smart features to the design of smart training strategies, that efficiently utilize the
available data and labels in conjunction with deep neural networks. Transfer learning [22] is
one example of such training strategies, in its simplest form implemented as fine-tuning of a
CNN pre-trained on a larger and more diverse dataset. Weakly-supervised learning is another
example, that we also adopted in the methods proposed in this thesis.

Interpretability of deep learning models. Understanding why a trained model makes
specific predictions is one of the biggest challenges regarding deep learning systems [23].
Several techniques have been proposed for model interpetation. For instance, visualizing the
inputs that maximize responses of individual neurons [24, 25], or examining adversarial examples [26, 27]. Another class of techniques aims to explain model predictions for individual
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input instances. This includes saliency maps computed via back-propagation of the error signal with respect to input pixels [28–31], class activation mappings [32, 33], trainable attention
mechanisms typically used in sequence prediction problems [34], as well as model-agnostic
interpretation techniques that locally approximate a complex model with a simpler and more
interpretable one [35]. These techniques have made important contributions towards model
interpretability. However, extensive further research in this direction will be necessary before deep learning systems could be actually used e.g. for diagnostic assistance in the clinics,
where especially false negative predictions need to be confidently ruled out.

Outlook
Weakly supervised learning-enabled scientific discoveries. A feature of deep weaklysupervised learning algorithms that has not yet been fully demonstrated is their potential
for scientific discoveries from biomedical data. Although using a small neural network, CellCNN is an approach in this direction, allowing the discovery of possibly unexpected diseasestratifying cellular patterns, whose putative implication in disease can be investigated in subsequent experiments. In the near future, we expect a rise in the number and cohort-sizes
of single cell-resolved biomarker studies, as it has already hapenned for classical bulk-omic
biomarker discovery. And we hope that CellCNN will be useful for identifying cell population
signatures as putative disease biomarkers.
The discovery component in digital pathology data analysis also remains largely unexplored. In the future, we anticipate several studies to focus on prediction of quantitative
clinicopathological annotations, such as mutation status, mRNA/protein biomarker levels,
response to treatment or disease recurrence. Such studies have the potential to achieve even
super-human performance by discovering patterns not yet identified by domain experts.
Training powerful models on large heterogeneous patient cohorts—using weakly-supervised
learning strategies to integrate available annotations—in combination with advanced model
interpretation techniques will be crucial for identifying such novel patterns, and extensive
further research is needed into this direction.

References
[1]

R. V. Bruggner, B. Bodenmiller, D. L. Dill, R. J. Tibshirani, and G. P. Nolan. “Automated identification of stratifying signatures in cellular subpopulations”. Proc. Natl. Acad. Sci. U. S. A. 111:26 (2014), E2770–7.

[2]

L. M. Weber, M. Nowicka, C. Soneson, and M. D. Robinson. “diffcyt: Differential discovery in high-dimensional cytometry via high-resolution clustering”. 2018.

107

Chapter 7

[3]

A. C. Weintrob, A. M. Fieberg, B. K. Agan et al. “Increasing age at HIV seroconversion from 18 to 40 years is associated
with favorable virologic and immunologic responses to HAART”. J. Acquir. Immune Defic. Syndr. 49:1 (2008), pp. 40–47.

[4]

C. Krieg, M. Nowicka, S. Guglietta et al. “High-dimensional single-cell analysis predicts response to anti-PD-1 immunotherapy”. Nat. Med. 24:2 (2018), pp. 144–153.

[5]

Z. Good, J. Sarno, A. Jager et al. “Single-cell developmental classification of B cell precursor acute lymphoblastic leukemia
at diagnosis reveals predictors of relapse”. Nat. Med. 24:4 (2018), pp. 474–483.

[6]

S. Chevrier, J. H. Levine, V. R. T. Zanotelli et al. “An Immune Atlas of Clear Cell Renal Cell Carcinoma”. Cell 169:4 (2017),
736–749.e18.

[7]

G. X. Y. Zheng, J. M. Terry, P. Belgrader et al. “Massively parallel digital transcriptional profiling of single cells”. Nat.
Commun. 8 (2017), p. 14049.

[8]

O. Rozenblatt-Rosen, M. J. T. Stubbington, A. Regev, and S. A. Teichmann. “The Human Cell Atlas: from vision to reality”.
Nature 550:7677 (2017), pp. 451–453.

[9]

D. A. Basiji, W. E. Ortyn, L. Liang, V. Venkatachalam, and P. Morrissey. “Cellular image analysis and imaging by flow
cytometry”. Clin. Lab. Med. 27:3 (2007), pp. 653–70, viii.

[10]

T. Blasi, H. Hennig, H. D. Summers et al. “Label-free cell cycle analysis for high-throughput imaging flow cytometry”.
Nat. Commun. 7 (2016), p. 10256.

[11]

P. Eulenberg, N. Köhler, T. Blasi et al. “Reconstructing cell cycle and disease progression using deep learning”. Nat.
Commun. 8:1 (2017), p. 463.

[12]

L. F. Grimwade, K. A. Fuller, and W. N. Erber. “Applications of imaging flow cytometry in the diagnostic assessment of
acute leukaemia”. Methods 112 (2017), pp. 39–45.

[13]

M. Doan, I. Vorobjev, P. Rees et al. “Diagnostic Potential of Imaging Flow Cytometry”. Trends Biotechnol. 36:7 (2018),
pp. 649–652.

[14]

R. Mahajan. “Real world data: Additional source for making clinical decisions”. Int J Appl Basic Med Res 5:2 (2015), p. 82.

[15]

A. Makady, A. de Boer, H. Hillege et al. “What Is Real-World Data? A Review of Definitions Based on Literature and
Stakeholder Interviews”. Value Health 20:7 (2017), pp. 858–865.

[16]

E. N. Salmo. “An audit of inter-observer variability in Gleason grading of prostate cancer biopsies: The experience of
central pathology review in the North West of England”. Integr Cancer Sci Therap 2:2 (2015).

[17]

G. Campanella, V. W. K. Silva, and T. J. Fuchs. “Terabyte-scale Deep Multiple Instance Learning for Classification and
Localization in Pathology” (2018). arXiv: 1805.06983 [cs.CV].

[18]

L. Hou, D. Samaras, T. M. Kurc et al. “Patch-based Convolutional Neural Network for Whole Slide Tissue Image Classification”. Proc. IEEE Comput. Soc. Conf. Comput. Vis. Pattern Recognit. 2016 (2016), pp. 2424–2433.

[19]
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Supplementary material Chapter 2
A.1. Supplementary Methods
Data preprocessing for mass cytometry samples. Mass cytometry measurements were
transformed using the inverse hyperbolic sine (arcsinh) function with a cofactor of 5. In the
PBMC experiment, we combined data from the same donor that were analyzed in different
mass cytometry runs introducing batch effects (systematic shifts in univariate marker distributions between samples). We used manually gated CD4+ T-cells as reference for correcting
these batch effects in intracellular marker expression. Assuming that the univariate marker
distribution of a specific cell type in the unstimulated condition is identical across different
runs, a shift was applied to marker expression values so that unstimulated CD4+ T-cells from
all runs have the same mean expression. The run-specific shift applied to unstimulated CD4+
T-cells was then applied to all cells measured in the same run. For the PBMC, NK cell, AML
and ALL analyses, all univariate marker distributions were scaled on the basis of the training
data to have mean equal to 0 and standard deviation equal to 1.

Data preprocessing for the HIV-cohort dataset. Data compensation and gating of live
T-cells was performed as described in the original study [1]. Raw measurements were transformed using the inverse hyperbolic sine (arcsinh) function with a cofactor of 150. Markers
used for gating were excluded from our analysis. The remaining markers were scaled on the
basis of the training data to have mean equal to 0 and standard deviation equal to 1.

Creating multi-cell inputs. We provide two different modes for creating multi-cell inputs:
random and biased towards outlier observations.
Random: Multi-cell inputs are sampled uniformly at random from the original samples. We
used this mode for the PBMC, HIV and NK cell datasets.
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Biased towards outliers: When expecting informative cell populations with very low frequency
(≤ 0.1%), we used a biased procedure for creating multi-cell inputs from the non-control
samples so as to enrich for presence of “abnormal” cells. 50% of a multi-cell input was sampled uniformly at random from the whole cell population whereas the other 50% was sampled from cells with high outlierness score. We used the top 10% outlier cells and sampled
from them with probability proportional to their outlierness score. The algorithm used for
outlier detection is described in (Supplementary Methods, subsection outlier detection).

CellCNN network architecture and hyperparameter selection. CellCNN is a convolutional neural network with one convolutional, one pooling and one output layer. The convolutional layer has a predefined number of filters and each filter computes a weighted sum
of its input vector (single cell profile) followed by a nonlinear operation, namely ReLU (x) =
max(0, x). Pooling is performed separately for each convolutional filter, but across all cells
of the multi-cell input. The pooling layer is connected to the output layer, which differs between classification and regression problems. For classification, each class is represented by
an output node with softmax nonlinearity and training is performed via minimizing the categorical cross entropy cost function. For regression, the output layer comprises one node with
hyperbolic tangent nonlinearity and training is performed via minimizing the mean square
error between the network prediction and the true label.
The objective that is minimized while training a neural network is highly non-convex and,
thus, the network might easily underfit (get stuck in a local optimum) or overfit (perform
very well on the training data but not be able to generalize to new data). A validation set is
necessary to control this behaviour. Multi-cell inputs from the validation set are not used for
training, but instead are used to monitor the predictive performance of the neural network
after each training loop (epoch) and select the best-performing model.
In our experiments, we used random search to optimize a set of important hyperparameters (number of filters, learning rate, dropout), whereas the remaining ones were kept fixed
(mini-batch size = 128, maximum number of training epochs = 100, early stopping after 5
epochs, initial weights sampled from a uniform distribution U (−0.01, 0.01), L 2 weight decay
= 1e-04). During random search, the learning rate was sampled on a logarithmic scale from
the range [0.001, 0.1] and the number of filters was selected uniformly at random from a list
of choices: (2, 3, 4, 5, 10, 20, 50). Dropout regularization was performed when including 10
filters or more to avoid spurious co-adaptation between filters [2].

116

Appendix A

Analysis of the PBMC dataset. Multi-cell inputs: Each sample was initially split into
a training (80%) and a validation (20%) set of cells. Within the training/validation sets, 4096
multi-cell inputs, each comprising 200 cells were drawn for each phenotype. Best-performing
network: The convolutional layer comprised 2 filters. Max-pooling was performed on the
output of each filter in order to detect presence of stimulated cells.

Analysis of the HIV-cohort dataset. From the initial cohort of 416 patients, we excluded
those with negative disease-onset survival times and also those with samples containing
fewer than 3000 cells. The resulting cohort comprised 383 patients, who were split into training (2/3, 256 individuals) and test set (1/3, 127 individuals). We used stratified cross validation to ensure that the same ratio of censored and uncensored events is present in the
training and test set. Within the training set, only samples from patients with uncensored
survival times were used for fitting the model, since the mean-squared-error objective used
for training the neural network is not compatible with censored data. Uncensored survival
times were ranked and mapped to the [−1, 1] interval and subsequently used as labels to be
compared with network output.
Multi-cell inputs: 400 multi-cell inputs, each comprising 500 cells, were generated per patient. Best-performing network: The best performing architecture comprised 3-5 filters (varying among cross validation runs). Mean-pooling was performed on the output of each filter
in order to detect varying cell population frequencies across samples. We found that meanpooling of the top 50 cells for each filter combined with regularization of the cell filter activity
enables the network to identify a greater variety of cell types and therefore adopted this strategy.
Cross validation and representative filters: 5-fold cross validation (CV) was used on the
training set in order to build a model that would be evaluated on the test set. Patients were
initially split into 5 folds. The cross validation scheme was designed so that each fold contained multi-cell inputs from different patients. For each cross validation fold, we trained 10
networks with varying number of filters and learning rate and selected the one with best predictive performance on the validation set of the respective fold. The 5-fold cross validation
procedure resulted in 5 different networks, which were further analyzed in order to select frequently occurring filters. We compiled a matrix of all filter weights from the 5 networks and
performed hierarchical clustering using cosine similarity as metric. For each cluster of filters
with at least 2 members, a cluster-specific cell population was defined as the intersection
of the sets of cells selected by the filters belonging to that cluster. The reported phenotypeassociated cell populations correspond to the cluster-specific cell populations defined using
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the above strategy.
Predictions on the test cohort: An ensemble model, consisting of the 5 best networks (one
from each cross validation fold), was used to predict survival times for the individuals in the
test cohort. For the test phase, one subset of 3000 cells was used per individual. The output of
CellCNN corresponded to predicted disease-free survival time for each patient and was used
to split the test cohort into low- and high-risk groups. The threshold used for defining the
two risk groups was the median predicted survival time.

Analysis of the NK cell benchmark study. Multi-cell inputs: 200 multi-cell inputs, each
comprising 3000 cells, were generated per individual. Best-performing network: The best
performing architecture comprised 3-5 filters (varying among Monte Carlo cross validation
runs). Average pooling of the top 1% of cells was performed on the output of each filter.

Analysis of the AML rare-cell-type benchmark study. Multi-cell inputs: For each phenotype, 4096 multi-cell inputs were used for training and 1024 for validation. Each multi-cell
input comprised 1000 cells. Best-performing network: The convolutional layer comprised 20
filters and training was performed using dropout regularization with dropout probability 0.5.

Analysis of the "personalized medicine” study. Multi-cell inputs: In this setting, only a
single sample is available per phenotype (healthy/diseased). For each sample, 4096 multi-cell
inputs were used for training and 1024 for validation. Each multi-cell input comprised 1000
cells. Best-performing network: The convolutional layer comprised 20 filters and training was
performed using dropout regularization with dropout probability 0.5.

Outlier detection. We used a distance-based outlier detection approach based on the method
described in Sugiyama and Borgwardt [3]. A set S of s observations (single cell profiles) is
sampled uniformly at random from the inlier class (i.e. the healthy control samples) and
then used to evaluate the outlierness of single cell profiles in the test samples. The outlierness of an observation is defined as the L 1 distance between this observation and its closest
neighbour in S. The size of the set S is the only parameter of the algorithm that needs to
be tuned. Our benchmark results (Supplementary Fig. A.6) suggest that setting s ≥ 100000
achieves best performance on mass cytometry data. We have used s = 200000 for the comparison with CellCNN.
Multi-cell input generation: When creating multi-cell inputs biased toward outlier obser-
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vations, we used s = 100 and sampled the set S using the kmeans++ initialization strategy in
order to get a more uniform coverage of the reference class. This choice achieved a good balance between sensitive outlier detection and low running time. As a preprocessing step for
outlier detection, values lower than the 0.5t h percentile or higher than the 99.5t h percentile
of each univariate marker distribution were normalized to the 0.5t h /99.5t h percentile values
of the reference class, respectively. This preprocessing step prioritizes as outliers cells with
abnormal combinations of markers, rather than cells with extreme values in e.g. one marker.

Parameter settings for Citrus. HIV-cohort study: We have performed the analysis described in the original Citrus publication [4] on the same random data partition - into training/test cohort - as the one used with CellCNN. The analysis was performed using Citrus
version v0.7 because the latest version v0.8 does not support survival analysis with censored
data. In summary, 3000 cells were drawn per sample and the minimum cluster size threshold
was set to 0.5% of the total cell events. Cluster frequencies on a per sample basis were computed as features and fed into a L 1 penalized Cox regression model. 10-fold cross validation
was used on the training set to determine the optimal penalty term for the regularized Cox
model. Subsequently, 3000 cells were drawn from each test sample and mapped to the training clusters. Cluster frequency-based features were extracted from the test samples and were
subsequently used as input to the regularized Cox regression model, in order to compute the
predicted relative risk for each individual in the test cohort.
NK cell study: The analysis was performed using the latest Citrus version v0.8. The same
100 Monte Carlo cross validation partitions into training and test set, that were used for CellCNN, were also used for Citrus. During training, Citrus was instructed to pre-select 20000
cells from each sample and used a minimum cluster size threshold of 0.05% of the total cell
events. Cluster abundances on a per sample basis were computed as features and used as input to a L 1 penalized logistic regression model. 3-fold cross validation was used on the training set to determine the optimal penalty term for the regularized logistic regression model.
For testing, 20000 cells were drawn uniformly at random from each test sample and mapped
to the training clusters. Cluster frequency-based features were extracted from the test samples and were subsequently used as input to the regularized logistic regression model, in order to compute the predicted CMV serology status for each individual in the test cohort.
AML rare cell type study: The analysis was performed using the latest Citrus version v0.8.
Samples from the predefined training and validation sets (see Methods, section Datasets)
were provided for training. For a three-class classification problem, Citrus uses the nearest
shrunken centroid method and ideally needs at least 8 samples per class in order to avoid
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spurious results [4]. We provided 15 samples from each class (healthy, CN AML, CBF AML)
by randomly splitting the original samples into non-overlapping parts. During training, Citrus was instructed to pre-select 10,000 cells from each sample and used a minimum cluster
size threshold of 0.03% of the total cell events. Cluster abundances on a per sample basis
were computed as features and used as input for the nearest shrunken centroid algorithm.
For testing, all cells from the test samples were mapped to the closest cluster defined during
training and, subsequently, cluster abundances were computed on a per sample basis.

Parameter settings for baseline methods. Single-cell input logistic regression/SVM/random forests: a logistic regression/support vector machine/random forests classifier that takes
as input single cell profiles from the multi-cell inputs generated for CellCNN. Each single cell
profile is labeled with the label (e.g. disease condition, survival time) of its corresponding
cytometry sample. Random search was used to optimize over the following hyperparameters
of the classifiers: type (L 1 /L 2 ) and strength of weight regularization for logistic regression and
SVM, number of trees (20 trees finally used) and tree-specific parameters (such as maximum
depth, minimum number of samples required to split an internal node, minimum number
of samples in newly created leaves, function to measure the quality of a split) for random
forests. We used the implementations of these algorithms available in the Python machine
learning library scikit-learn.
Denoising autoencoder: an unsupervised representation learning model [5] that is trained
to reconstruct the original input from a corrupted version of it, e.g. after addition of gaussian noise. We used the same multi-cell inputs and network architecture as for CellCNN, but
removed the pooling layer and substituted the output layer by the multi-cell input. Random
search was used to optimize over the number of filters (we considered 5, 10, 20, 50 or 100 filters) and the standard deviation of gaussian noise added to the input. The standard deviation
was drawn from a uniform distribution U (0.1, 0.5).
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A.2. Supplementary Figures

Figure A.1.: Cell responses to the filter (a) positively associated with the stimulated condition and (b)
negatively associated with the stimulated condition, for the paracrine agents considered in Bodenmiller et al. [6]. Cell filter responses are grouped by manually gated cell types.

Figure A.2.: Filter profiles learned by CellCnn for the paracrine agents considered in Bodenmiller et al.
[6]. Filter profiles for filters (a) positively associated with the stimulated condition and (b) negatively
associated with the stimulated condition.
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Figure A.3.: Supplementary figures for the CellCnn analysis of the HIV cohort dataset. (a) Abundance
profile of individual markers across the t-SNE projection used throughout the manuscript. The tSNE projection was computed using samples from individuals belonging to the test cohort. (b) Filter
weights learned by CellCnn when using 67% of the samples for training and 33% for testing. Hierarchical clustering revealed 3 distinct groups of filter weight vectors. (c) CellCnn analysis using 50% of
the samples for training and 50% for testing. Kaplan-Meier plot for high- and low-risk patient cohort
according to CellCnn survival prediction (left). Reconstruction of the cell subsets predicting AIDSfree survival in HIV-infected patients (right). Filter 1, selecting naive CD8+ T cells (similar to filter 1 in
Fig. 2.2b), was positively associated with survival. Filter 2, selecting a Ki67+ T-cell population (similar
to filter 3 in Fig. 2.2b), was negatively associated with survival. (d) Similar as (c) but using 33% of the
samples for training and 67% for testing. Filter 1, selecting naive CD4+ T cells (similar to filter 2 in
Fig. 2.2b), was positively associated with survival. Filter 2, selecting a Ki67+ T-cell population (similar
to filter 3 in Fig. 2.2b), was negatively associated with survival.
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Figure A.4.: Citrus analysis with publicly available code [4] of the HIV dataset on the same training/test
data partition as used for CellCnn. 2/3 of the samples were used as training set and 1/3 as test set.
Eight cell clusters were selected in total. From these, four clusters exhibited a CD4+ naive T cell phenotype and were positively associated with survival. The other four clusters (two Ki67+ clusters and
two CCR5+ CD28- CD8+ clusters) were negatively associated with survival. The regression coefficient
of Cluster 767932 (Ki67+ cluster) was one order of magnitude higher than the other coefficients denoting strong phenotype-association of this subpopulation.
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Figure A.5.: Histograms of all measured marker abundances for the whole cell population and the
cell subsets most frequently selected by CellCnn. (a) Cell population representative of cluster 1 in
Figure 2.3a. (b) Cell population representative of cluster 2 in Figure 2.3a. Details on the selection of
representative populations are given in Methods.
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Figure A.6.: CellCnn-based and Citrus-based whole-sample representations for the AML rare cell type
study projected to the first two principal components. The frequency of the rare blast population
considered is indicated in parenthesis.

Figure A.7.: Precision-recall curves on the test samples for the AML rare cell type study using single
markers as predictors. The markers are ordered in decreasing order according to the area under the
precision-recall curve achieved. The (+) or (-) sign indicates that overexpression/underexpression of
a specific marker was used to detect the blast population.
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Figure A.8 (previous page): Precision-recall curves and corresponding filters used to obtain the curves
for the “personalized medicine” setting. Low-frequency leukemic blast populations from (a) different AML patients and (b) one ALL patient were computationally spiked into healthy bone marrow
samples in order to create synthetic MRD samples. For each patient, different curves correspond to
different numbers of blast cells considered. Five different healthy bone marrow samples were considered for AML and one for ALL. Therefore, average precision-recall curves are presented for AML, with
shadowed areas indicating the 95% confidence interval. In the absence of validation samples, the
precision-recall curves reported here were obtained using the filter that achieved the highest area under the precision recall curve (AUPRC) score among other learned filters. While overfitting cannot be
assessed in this setting, our results demonstrate that, in the vast majority of cases considered, at least
one filter learns to detect the rare leukemic blast population. The filter weights of the corresponding
highest-scoring filters are depicted in the heatmaps.
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Figure A.9.: CellCnn is able to detect phenotype-associated populations that do not form distinct subset clusters. A synthetic example is presented here on the basis of the PBMC dataset, only considering
the ten cell surface markers measured for each cell. These markers clearly define distinct cell types.
We assume two different phenotypes A and B. The only difference between these phenotypes is the
activity level of one biological process that is active in a cell subset. This activity level is monitored
by the abundance of an additional indicative marker (called “flag”). Samples from phenotype A only
contain cells negative for the “flag” marker, generated from a normal distribution N (µ = −1, σ2 = 1).
Samples from phenotype B contain cells negative for the “flag” marker, but also a subpopulation of
cells (frequency = 0.25%) that is positive for the “flag” marker, generated from N (µ = 1, σ2 = 1). The
“flag”-positive cell subset is identified by CellCnn but cannot be identified by Citrus. (a) The cell subset exhibiting high cell filter response coincides with the cell subset expressing the “flag” marker, although this cell subset does not form a clear cluster in terms of the measured markers. (b) Hierarchical representation of the clusters formed during the Citrus analysis. On the left subplot, clusters are
color-coded according to median expression of the “flag” marker. On the right subplot, the clusters finally selected by Citrus are highlighted in red. The Citrus plots were produced using publicly available
code [4].
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Figure A.10.: CellCnn performance for different choices of multi-cell input size and number of multicell inputs. Grid points correspond to the different multi-cell input size/number combinations and
their color-coding indicates the area under the precision-recall curve (AUPRC) of the respective CellCnn model. The average AUPRC is reported for three synthetic MRD samples, each generated by
computationally spiking 300 leukemic blasts (frequency = 0.04%) from an AML patient into a healthy
bone marrow sample. Each synthetic MRD sample was then compared with a pool of healthy cells
from four different healthy bone marrow samples.

Figure A.11.: Evaluation of the outlier detection algorithm on a synthetic AML MRD-like sample (AML
blast frequency = 0.2%) for different values of the parameter s = |S|, where S is a set of observations
randomly sampled from the reference class. The outlierness score for individual test observations is
defined as their distance to their closest neighbor in the set S. We finally used s = 200, 000 for comparing with CellCnn.
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Figure A.12.: Gating scheme for isolating CD34+ CD45mid blast populations in different AML patients.
We have further analyzed samples from patients with total blast frequency ≥ 10%.
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B.1. Supplementary Figures

Figure B.1.: Model selection benchmark. Cross-entropy loss and accuracy over training iterations
for model variants (a) trained from scratch, and (b) initialized with ImageNet pre-trained weights.
Training and validation mini-batches were balanced with respect to Gleason class labels.
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Figure B.2.: Model evaluation on validation cohort. (a) Confusion matrix of patch-based model predictions versus pathologist annotations. The confusion matrix is normalized per row (ground truth
label) reflecting the recall metric per class. (b) Gleason score model predictions for each TMA spot
compared with Gleason score assignments by the pathologist. This confusion matrix is not normalized.
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Figure B.3 (previous page): Comparison of misclassified versus correctly classified small tissue regions
(image patches), corresponding to Figure 5.2d. Patches predicted by the model as (a) Benign, (b)
Gleason 3, (c) Gleason 4, (d) Gleason 5. For each class, we show both example patches for which the
model agrees with both pathologists and example patches for which the model does not agree with
either pathologist. In all cases, 20 clusters of image patches were obtained via k-means and, from each
cluster, the patch with highest predicted probability for the corresponding class was visualized.

Figure B.4.: (a) Overall survival and (b) recurrence-free survival analysis results. Kaplan-Meier curves
for patients who were split into three risk groups according to Gleason score annotations by the model
and two pathologists. The shaded regions indicate 95% confidence bands. P-values for pairwise twotailed logrank tests with Benjamini-Hochberg correction are reported.
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B.2. Supplementary Tables
Table B.1.: Univariate Cox proportional hazards regression results for patients who were split into
three risk groups (Gleason ≤ 6, Gleason 7, Gleason ≥ 8) according to Gleason score annotations by the
model and two pathologists. Hazard ratios for 1-unit increase in the explanatory variable (risk group
1, 2 or 3) are reported.

Overall survival
Hazard Ratio
(95% CI)
Model
Path. 1
Path. 2

2.063
(1.192-3.571)
1.784
(1.145- 2.781)
1.831
(1.037-3.231)

p-value
0.0097
0.0106
0.0369

Disease-specific survival
Hazard Ratio
(95% CI)
3.048
(1.319-7.042)
2.164
(1.141-4.106)
2.79
(1.150-6.770)
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p-value
0.0091
0.0181
0.0233

Recur.-free survival
Hazard Ratio
(95% CI)
1.441
(0.962-2.159)
1.361
(0.976-1.899)
1.508
0.990-2.298)

p-value
0.0763
0.0694
0.0556
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