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A B S T R A C T

This thesis addresses both control and design aspects of legged robots. Re-
garding control, I propose two learning-based control approaches that
make a legged robot run faster, more energy-efficiently, and more robustly
than ever before. This is possible thanks to an effective modeling technique
and a simulation tool, both of which are developed in this thesis. Further-
more, the proposed approaches significantly reduce the laborious process
of controller design, which hinders the practicality of prior methods. Only
by defining a cost function and initialization/termination strategies, natu-
ral behaviors that are realizable on the robot arise. Regarding design, I pro-
pose a cable-pulley-based efficient transmission concept which is realized
as a single-legged hopping system. The constructed system exhibits re-
markable efficiency and power while having a simple structure. Although
these two contributions seem disconnected, they cannot be addressed sepa-
rately. Both control and design aspects of robotics should complement each
other to create a great legged machine. A great control algorithm exploits
the dynamics of the hardware, and well-designed hardware accounts for
the characteristics of existing control approaches.

Prior control approaches for controlling legged systems are highly tai-
lored for a specific task; as a result, a complex control architecture has to be
designed for every new task. Such arduous workflow and the complexity
have deterred the advancement of legged robotics. This is the primary is-
sue that this thesis addresses with new learning-based control approaches.

Reinforcement learning approaches promote a natural discovery of be-
haviors through a high-level cost function, unlike the prior approaches
that hand-code each behavior. However, they have limited success on real
robots due to their extensive data requirements. With the approach pro-
posed in this thesis, a policy trained in a simulated environment can be
seamlessly transferred to a real robotic system. Consequently, a develop-
ment process of a control policy can be automated. The enormous com-
plexity of control algorithms is now managed by a parameterized function
– a deep neural network – relieving humans from the cognitive labor.

The proposed approaches are also uncompromising in performance: a
sampling-based search can often find an effective solution near the global
optimum even in some highly non-convex problems. The resulting behav-
ior is thus highly performant with respect to the cost function. In addi-
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tion, the training is performed using a very detailed physics model of the
system, whereas many of the prior control methods are based on highly
approximated models. Consequently, the performance of the proposed ap-
proaches on the real robot is likely to be higher.

As the core of the proposed approaches for control relied heavily on sim-
ulation, they can be greatly aided by a high-performance physics simulator.
With a new novel numerical optimization scheme, a rigid-body simulator
was developed in this thesis. The simulator solves a rigid-body contact
problem faster, more stably, and more accurately compared to previous
approaches. This simulator ensures the computational practicality and the
transferability of the proposed control approaches.

One of the proposed approaches for control was tested on ANYmal, a
dog-sized versatile quadrupedal robot. Without any modification, tuning
or filtering, the trained policies manifest highly agile and complex behav-
iors: ANYmal precisely follows random combinations of command veloci-
ties, balances under high external perturbations, runs faster than ever be-
fore, and recovers itself from a fall. This proves the effectiveness of the
proposed approaches for simulation and control, respectively.

This thesis also introduces an ambitious new legged robotic platform:
Capler-Leg. Capler-Leg is equipped with nearly frictionless cable-driven
transmission systems, thereby increasing the energy efficiency and the
power output. Through comprehensive evaluations, I observed unmatched
results. A robot that weighs only about 4 kg outputs more than 4 kW of
instantaneous power, while recuperating more than 97 % of kinematic en-
ergy back to the battery. It is a promising approach for constructing high
performance legged robots.

The contributions of this thesis are key technologies for advancing
legged robotics. It is my firm belief that further efforts in the outlined
directions will soon make legged robots meaningfully aid humans in
multiple domains.
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Z U S A M M E N FA S S U N G

Diese Arbeit befasst sich mit dem Entwurf und der Regelung von Robo-
tern, die sich auf Beinen fortbewegen. Für deren Regelung schlage ich
zwei auf maschinellem Lernen basierte Regelungsansätze vor, die schnel-
leres, energieeffizienteres, und robusteres Laufen als je zuvor ermöglichen.
Ausserdem beseitigen diese den mühsamen Prozess des Reglerentwurfs
welches die Anwendung der klassischen Methoden erschwert. Für den Ent-
wurf eines Roboterbeines schlage ich ein effizientes Konzept mit Kabelzug
Übersetzung vor, welches als einbeiniges Sprungsystem realisiert wurde.
Das physische Sprungsystem zeichnet sich durch seine aussergewöhnliche
Effizienz und seinen einfachen Funktionsmechanismus aus. Obwohl die
Beiträge in der Regelung und dem Systementwurf unabhängig erscheinen
können sie nicht separat angegangen werden. Beide Aspekte der Robotik
sollten sich ergänzen um einen grossartigen Roboter zu erschaffen. Ein
überlegener Regelungsalgorithmus nutzt die Dynamik des Systems aus
und gut entworfene Hardware zieht die Charakteristiken des existieren-
den Regelungsansatzes in Betracht.

Bisherige Lösungsansätze für solche Roboter sind nur für eine spezifi-
sche Aufgabe anwendbar. Deshalb muss eine neue Architektur bei jeder
neuen Aufgabe entworfen werden. Dieser mühsame Prozess und die Kom-
plexität haben die Weiterentwicklung beiniger Roboter verhindert. Diese
Arbeit befasst sich hauptsächlich damit, dieses Problem anhand von Rege-
lungsalgorithmen basierend auf maschinellem Lernen zu lösen.

Reinforcement learning fördert die natürliche Entdeckung verschiede-
ner Verhaltensweisen durch eine hochstufige Kostenfunktion, im Gegen-
satz zu früheren Ansätzen die jedes Verhalten manuell definieren. Sie ha-
ben jedoch aufgrund ihres hohen Datenbedarfes begrenzten Erfolg auf ech-
ten Robotern. Mit der in dieser Arbeit vorgeschlagenen Herangehensweise
kann die Regelungsstrategie nahtlos von einer Simulationsumgebung auf
das echte System übertragen werden.

Daraus folgend kann der Entwicklungsprozess der Regelungsstrategie
automatisiert werden. Die enorme Komplexität des Regelungsalgorithmus
wird nun von der parametrisierten Funktion verwaltet – einem neuronalen
Netzwerk – welches dem Menschen die kognitive Arbeit abnimmt.

Die Leistung der vorgeschlagene Methode ist kompromisslos: eine
sampling-basierte Suche macht die Strategieoptimierung selbst für Kom-
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plexe Probleme robuster. Verglichen mit bestehenden Reglern ermöglicht
die vorgeschlagene Methode das Trainieren eines Reglers welcher dem Ro-
boter erlaubt schneller, robuster und energieeffizienter zu laufen, während
zur selben Zeit weniger Drehmoment und Rechnerkapazitäten benötigt
werden. Dies ist der Fall, da die Trainingsprozedur die volle Systemdyna-
mik verwendet, wohingegen viele existierende Regelungsmethoden das
Systemmodell nur annähern.

Da die vorgeschlagene Methode stark von der Simulationsumgebung ab-
hängt, war die Entwicklung eines Hochleistungssimulators der nächste lo-
gische Schritt. Basierend auf einem neuartigen numerischen Optimierungs-
verfahren wurde ein Starrkörper Simulator entwickelt. Dieser Simulator
löst kontakt-basierte Starrkörper Probleme schneller, stabiler, und genauer
als bisherige Lösungen. Dadurch stellt er die praktische Anwendbarkeit
und Übertragbarkeit der vorgeschlagenen Regelungsansätze sicher.

Die Wirksamkeit der vorgestellten Regelungsansätze hängt dennoch von
der Leistung des Roboters ab: sie funktionieren am besten wenn die Dy-
namik der System vorhersagbar ist. Aus diesem Grund wurde ein nahezu
reibungsloses Getriebe entwickelt und in ein System namens Capler-Leg
integriert. Anhand umfassende Bewertungen habe ich unübertroffene Re-
sultate beobachten können. Dieser Roboter, der nur 4 kg wiegt, hat eine
Leistung von mehr als 4 kW und besitzt die Fähigkeit, mehr als 97 % der
kinetischen Energie zu rekuperieren. Es ist ein vielversprechender Ansatz,
um komplexere Roboter mit Beinen zu konstruieren.

Die Beiträge dieser Arbeit sind Technologien, die Roboter, die sich auf
Beinen fortbewegen, weiterentwickeln. Ich bin fest davon überzeugt, dass
weitere Bemühungen in der beschriebenen Richtung bald beinige Roboter
dazu bringen werden, Menschen in verschiedenen Bereichen sinnvoll zu
helfen.
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1
I N T R O D U C T I O N

Imagination is more important than knowledge. For
knowledge is limited, whereas imagination embraces
the entire world, stimulating progress, giving birth to
evolution.

— Albert Einstein

1.1 motivation and objectives

Legs are designed for the natural environment, and our artificial environ-
ment is designed for legs. Legged robotics is thus not a mere imitation of
nature but an inevitable choice for many practical applications. We need
robots to carry payloads up stairs, rescue injured people in mountains,
explore other planets, inspect unstructured underground tunnels, and ac-
cess a devastated nuclear power plant – tasks at which legged robots can
truly excel. Once we are capable of creating such legged systems, they will
change our lives as much as wheeled machines did in the past.

The major challenge in legged robotics is to develop sufficient intelli-
gence to make legged robots locomote. This control/planning problem
often involves multiple unspecified contacts with the environment, the
complicated kinematic structure of a robot, uncertain and partially known
dynamics, and many physical constraints. Traditional approaches have
shown limitations in dealing with such complexities. In Sec. 1.3, this is-
sue is highlighted and in Paper 1-4 new approaches that can address the
limitations of existing ones are presented.

Another challenge in legged robotics is associated with mechanical de-
sign. Constructing capable legged systems for real applications still ex-
ceeds the capabilities of current technologies. Although state-of-the-art
robots have shown impressive performance, their real-world applicability
is still questionable. Their complicated design makes them expensive, unre-
liable and fragile. Unpredictable dynamics of the actuators makes control
challenging. Limited power from the actuators further narrows their range
of applications. Paper 5 addresses this issue with an efficient cable-driven
transmission system.
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2 1.2 history of modern legged robotics

The goal of this thesis is twofold. The primary goal is to introduce a
method of developing intelligence for legged locomotion. A quadrupedal
robot called ANYmal [1] is employed as a main platform for performing
the necessary hardware experiments. The secondary goal is to investigate a
way of constructing high-performance hardware that can potentially better
utilize the intelligence studied in this thesis.

1.2 history of modern legged robotics

Humans have strived to build legged machines that move like animals
for many centuries. These efforts resulted in many excellent robots that we
now know today. In 1980’s, Raibert et al. introduced dynamically balancing
systems, including the 3D One-Legged Hopper [2], which could balance
with one leg in 3D; the 3D Biped robot [3], which could perform a back-flip;
and the Quadruped robot [4], which could trot, pace, bound and perform
transitions between the gaits. Even at today’s standard, these robots are
highly inspiring. His work formed a fundamental basis for much of later
research in legged robotics.

Since then, with advancements in integrated circuit and sensor technolo-
gies, many robots with on-board power and computation appeared. An
excellent example is Honda’s family of bipedal robots that started to ap-
pear in 1980’s in Japan. Among them, the most well-known robot is ASIMO
(Fig. 1.1D), which has shown several impressive abilities. It could run fast
(9 km/h), interact with a human via voice, manipulate objects using both
hands, and identify objects using cameras [5]. Compared to other legged
robots existing at that time, it was visually appealing and highly functional
as well; consequently, it gained publicity. Unfortunately, Honda announced
that they ceased the development of legged robots in 2018.

In the last decade, the development of legged robots geared towards
robust outdoor locomotion. The most successful development is undoubt-
edly Boston Dynamics’ Bigdog project (Fig. 1.1E). Led by Marc Raibert, the
founder of Boston Dynamics and the former lead of the MIT Leg Labora-
tory, his team developed legged machines that climb mountains, stabilize
against high impulses on the body, recover from foot slippage, and carry
payloads as much as 40 % of their own weight [6]. The persistent develop-
ment resulted in excellent successors such as Petman [7], Atlas (Fig. 1.2E),
LS3, Spot (Fig. 1.2I), Wildcat (Fig. 1.2D) and SpotMini (Fig. 1.2H). Most of
their earlier robots were equipped with hydraulic actuators and an inter-
nal combustion engine, which produces high power and torque. However,
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these robots often generate a large amount of noise and smoke, and thus
are not suited for indoor applications. The recent development thus has
been focused on miniaturization of the machines using electrical actuators
and/or electrical power sources. Unfortunately, details of the designs have
not been disclosed to the public.

In Europe, our team developed a series of legged robots which are
small enough to be deployed by a single operator. Among them, Star-
lETH [8] (Fig. 1.2A) is the first robot that received international attention.
It is equipped with 12 Series Elastic Actuators (SEA) which make it robust
against impacts, energy-efficient, and able to accurately measure torque at
the joints. Gehring et al. demonstrated StarlETH trotting at 0.7 m/s [9] and
performing multiple dynamic maneuvers [10]. Further development led to
the ANYmal robot [1] (Fig. 1.2C), which can run at 1.5 m/s as will be pre-
sented in Chapter 7. The huge leap in the performance can be attributed
to the new custom components which made the new robot lighter, more
powerful, and easier to repair. ANYmal was also proven to be robust and
versatile in international robotic competitions [11]. It is the main research
platform of this thesis.

Semini et al. created another family of legged robots using hydraulic ac-
tuators at the Italian Institute of Technology (IIT). The first robot created in
this direction is HyQ [12] (Fig. 1.1H) which has been used as their primary
research platform for many years. It can trot at 1.3 m/s [13] using its pow-
erful actuators. However, it suffers from a few limitations. First, it relies on
an external power supply due to its low power efficiency. In addition, due
to the use of an internal combustion engine, it is not applicable of indoor
applications. Its recent successor HyQ2Max [14] is a downscaled version
of HyQ and aims to solve aforementioned issues. It features compact and
lightweight hydraulic actuators and thus has a potential to have an on-
board power supply. IIT has also been developing a series of legged robots
equipped with electrical actuators which show better power/actuation au-
tonomy. The most well-known robot is WALK-MAN [15] which demon-
strated complex manipulation and locomotion skills in DARPA Robotics
Challenge (DRC) [16]. It is equipped with multiple SEA modules which
enable high-fidelity torque control at joints. These recent robots show a
shift in the development direction from research platforms to more prac-
tical robots that are capable of operating only with an on-board power
source.

However, optimization at component level alone cannot achieve a sig-
nificant improvement. This is why some researchers focus on innovating
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1983 • 3D One-Leg Hopper [2] (Figure 1.1A)

1986 • OSU Hexapod [20] (Figure 1.1B)

1992 • 3D Biped [3] (Figure 1.1C)

2000 • ASIMO [5] (Figure 1.1D)

2005 • BigDog [21] (Figure 1.1E), HUBO (KHR-3) [22] (Figure 1.1F)

2007 • LittleDog [23] (Figure 1.1I), Salamander [24] (Figure 1.1G)

2010 • ALoF [25]

2011 • HyQ [12] (Figure 1.1H)

2012 • LS3 [21], StarlETH [8] (Figure 1.2A)

2013 • WildCat [26] (Figure 1.2D), Atlas [27] (Figure 1.2D), MIT
Cheetah [17] (Figure 1.2G), SCHAFT [28],
Valkyrie [29] (Figure 1.2B), Cheetah-cub [30], Coman [31]

2014 • Lauron V [32], TORO [33]

2015 • RoboSimian [34]

2016 • ANYmal [1] (Figure 1.2C), SpotMini [35] (Figure 1.2H),
Weaver [36], Minitaur [37] (Figure 1.2F)

2017 • Handle [38], Cassie [39] (Figure 1.2J), Laikago [40]

Table 1.1: Modern legged robots arranged by the date of their first public ap-
pearance.

actuation principles for legged robotics. One of the most popular electrical
actuators was introduced by Seok et al. [17] at the Biomimetic Robotics
Lab at MIT. Their proposed design incorporates a low ratio planetary gear
set and a large-gap-radius motor, resulting in a superior power density.
The resulting quadrupedal robot MIT Cheetah is thus capable of highly
dynamic maneuvers [18, 19] that previous robots could not achieve with
other types of electrical actuators. This is a highly promising direction for
legged robots.

There are many more robots that contributed to the advancement of
legged robotics. However, this thesis omits many of them for brevity. In-
stead, several selected robots are arranged chronologically in Tab. 1.1 and
a few of them are shown in Fig. 1.1 and 1.2.
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Figure 1.1: Modern legged robots, part I
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Figure 1.2: Modern legged robots, part II
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1.3 control methods for legged robots

Traditional nonlinear control approaches, characterized by Lyapunov sta-
bility, are often ineffective for general locomotion problems. They can be
used to track a trajectory but not to generate it. Highly underactuated
and nonlinear system dynamics of legged systems make the conventional
paradigm of decoupling planning and tracking ineffective, wherefore spe-
cialized approaches have been proposed. Some of them rely on an accurate
dynamics model, whereas the rest attempt to solve it without any explicit
model. In the following subsections, both groups are discussed in detail.

1.3.1 Model-Based Control

A model of legged locomotion can be arbitrarily sophisticated to capture
even minor details of the physics. However, complex models often lead
to unmanageable complexities in the control. Therefore, many researchers
focus on developing a rather simple model called template [41]. A tem-
plate is a dynamics model of a minimum complexity necessary to exhibit
a targeted behavior. A famous example of a template is the Spring-Loaded
Inverted Pendulum (SLIP) model, which approximates a legged system as
a single mass and a spring and exhibits hopping motion with a minimum
complexity. Such simplified models may also help researchers to under-
stand the nature of animal locomotion [42, 43].

From a simplified template to a full rigid body model, a wide range
of models exists for control. In what follows, I categorize the control ap-
proaches for a legged robot into two groups depending on the complexity
of the model employed. The first group is a modular controller design,
wherein each module employs a template or a heuristic. The second group
is optimal control which aims to compute a trajectory that minimizes a
single high-level cost function. Note that there is a gray area where trajec-
tories are optimized with simplified models [44, 45]. I categorize them as
the former group in this thesis but it is up to interpretation.

1.3.1.1 Modular Designs

In robotics, a complicated control problem is often split into multiple parts
that are solved in sequence, usually via optimization, learning or heuris-
tics. Decoupled and well-defined subproblems are often easier to solve
than the original problem. A control module assigned to each subproblem
has a well-defined input-output interface and can be swapped by another
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module for generating a different behavior. The outputs of the modules
are interpretable by humans: each of them is a desired value for a physical
quantity. In general, a modular controller is more scalable and easier to
manage from a software perspective.

Many researchers have contributed to the development of new modules
for legged locomotion. The seminal work of Raibert [46] is probably the
most influential work in this direction. In his book, he describes various
minimal models (e.g., the inverted pendulum model) that provide good
intuition for control. These models can simplify a complicated system as-
suming for instance a symmetry or low acceleration/velocity of the links
to reduce the complexity of control problem. His work has been adapted
or modified by many succeeding researchers [47, 48] and still remains as a
fundamental basis for control of legged systems.

The simplified models often represent only a single aspect of control. For
example, the inverted pendulum model is used to compute only the foot
placement position. Consequently, the whole control architecture contains
multiple small controllers that operate in concert. One advantage of this
approach is that each module can be individually tuned by comparing
their outputs to reference values obtained from for instance their animal
counterparts.

These control architectures have performed exceptionally well on real
systems. Kalakrishnan et al. [49] successfully implemented such a con-
troller for a quadruped robot called LittleDog (Fig. 1.1I). Their controller
consists of five modules: a footstep planner, a pose finder, a body trajec-
tory generator, a foot trajectory planner, and a tracking controller. As their
names indicate, each module produce desired values of physical quanti-
ties. This controller was very successful in the Learning Locomotion (L2)
program and, even now, after a decade of research, remains as a state of
the art in rough-terrain legged locomotion control.

Bellicoso et al. [45] developed another impressive modular controller.
This controller can perform multiple dynamic gaits, including trot, gallop,
pace, lateral walk and bound, and switch between them seamlessly. One
notable feature is the Zero-Moment Point (ZMP) [50]-based motion opti-
mizer which computes the optimal trajectory with a simplified model.

The majority of the existing model-based controllers that have shown ex-
cellent performance on a real robot can be identified as modular. Hyun et
al.’s work [51] on the MIT Cheetah robot [17], Barasuol et al.’s work [52] on
the HyQ robot [12], and Gehring et al.’s work [9] on the StarlETH robot [8]
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all use a modular control architecture. Apparently it is the most perfor-
mant and most reliable form of a controller for legged systems.

However, a modular controller design has shown a few fundamental
limitations. Firstly, a development process is long and tedious due to its
complexity. Such control architectures are designed and programmed by
experts for many months or even many years. Often, they have to be mod-
ified drastically for every new task. For example, a walking controller of
this type cannot crawl with the knees to pass through tight spaces since
the contact points are predefined. Secondly, a series of simplifications and
not accounting for coupling effects between the modules lower the over-
all control performance. For example, this type of controllers often neglect
dynamic effects due to velocities and accelerations of the limbs and, as
a consequence, performs poorly in dynamic maneuvers. Lastly, the most
complicated part of the problem still remains even in a modular control
architecture: the contact schedule has to be optimized. This combinatorial
problem is far beyond the capabilities of the existing algorithms, and all
controllers of this kind still use a heuristic or a hand-coded contact sched-
ule instead.

1.3.1.2 Optimal Control

Some researchers have focused on emerging behaviors from optimization
algorithms. Instead of designing a specific architecture for a robot, a single
optimization framework can generate natural-looking motions for diverse
tasks if an effective cost function is employed.

Optimization of smooth and convex objective functions with multiple
linear constraints has been studied for nearly a century. Most widely used
methods are Linear Programming (LP) and Quadratic Programming (QP),
which form a backbone of many fields of applied mathematics.

Unfortunately, common optimization approaches cannot plan a trajec-
tory for legged systems due to the complexity of the problem; as a re-
sult, a series of strong assumptions are made. One assumption is that only
few and prespecified points can make contacts with the environment. This
assumption is to eliminate the complexity of working with 3D collision
primitives of the links. Given the possible contact points, finding an opti-
mal contact trajectory boils down to a combinatorial problem. The existing
algorithms can be categorized by the way they handle this combinatorial
problem.

One popular approach is to soften the dynamics such that readily avail-
able convex optimization tools can be employed. Mordatch, Todorov and
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Popović [53] demonstrated impressive character animation in this direc-
tion. In their work, two animated characters can work together to carry
an object and to reach a high goal point that neither of them can reach
individually. This level of complexity had not been reported to the com-
munity in prior literature. This successful demonstration was possible due
to their method of softly complying to contact dynamics via a novel cost
function. However, a common criticism on their work is that their method
lacks realism since the generated motion violates the physical constraints.

Another standard method is predefining the contact sequence and ef-
fectively converting the model to a switched system with time-dependent
switching [54]. The contact timings can also be optimized in some frame-
works [55, 56].

Algorithms in this direction have an advantage that the behaviors are
naturally emerging from a high-level cost function. This fact, in theory,
eliminates the necessity of designing a task-specific controller. However, it
is often not the case in practice since the existing approaches cannot op-
timize motions from scratch. The contact points and sequence have to be
defined a priori, and, due to non-convexities of most problems, a good ini-
tial guess has to be provided. In addition, the huge computational cost of-
ten makes online optimization impossible for legged systems. For example,
the work of Mardatch et al. [53] takes time on the order of minutes. Conse-
quently, the motion is optimized offline and the stabilization is dependent
on a tracking controller. This often translates to serious compromises in
performance.

1.3.2 Model-Free Control

Most model-free control approaches use a parameterized control policy
representation. The parameters can be optimized by using learning-based
methods or by hand-tuning the parameters. In what follows, I discuss the
two most popular approaches: Central Pattern Generator (CPG) and Rein-
forcement Learning (RL). Note that RL methods can optimize even CPG.
The categorization here is from a historical perspective, not by their funda-
mental difference.

1.3.2.1 Central Pattern Generator

In biology, a CPG is a neurological circuit that stimulates a rhythmic mo-
tion of animals such as walking, swimming, and flying. A CPG often has
input nodes for command (e.g., speed and frequency) and connections to
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muscles that generate motion. An example of a hypothetical CPG structure
for mammalian movement-control is illustrated in [57].

In control engineering, an artificial CPG is a bio-inspired cyclic graph
that generates a rhythmic pattern for control. Unlike the deep learning
community which wants to find a general representation for multiple pur-
poses, the CPG community wants to find a minimum representation that
sufficiently describes behaviors of a specific animal/robot. Consequently,
a CPG usually requires more experience and craftsmanship to use.

A CPG was a popular choice for controlling legged systems [24, 58–60].
Ijspeert et al.’s work [24] on the Salamander robot (Fig. 1.1G) is probably
the most notable work in this direction. They demonstrated legged locomo-
tion, swimming, and smooth transitions between them with a single CPG
architecture.

CPG’s can often be regarded as a special form of Artificial Neural Net-
works (ANN); therefore, training methods for ANN can be applied to some
CPG’s as well. For example, if the desired trajectories of the motions are
given, a common supervised learning method, backpropagation [61], can
be used. More often, due to their small size, CPG’s are hand-coded.

1.3.2.2 Reinforcement Learning

An RL agent incrementally improves a control policy via interactions with
the environment, where it gets a reward and observes the state that it is
situated in. The goal of the agent is to perform an action that maximizes
the cumulative reward it gets over a certain time horizon. There are two as-
pects in this maximization: the agent can maximize the immediate reward
or place itself in a favorable state where it can get more rewards in the
future steps.

The downside of this approach is the long interaction process that has to
be performed on the real robot. To obtain a sufficiently effective policy, an
RL agent might have to repeat the task over days or even weeks. Although
this tedious process seems highly inefficient at first glance, there are practi-
cal reasons why it is still preferred over model-based approaches in some
cases. First, the previous approaches require a series of approximations
due to the inherent limitations of their methods. However, RL is based on
a very generic problem setup that relies on only a single scalar reward
to improve the policy. RL is not fundamentally limited to certain types of
problems: any control problem including stochastic, nonlinear, nonconvex,
and nonsmooth ones might be solved using RL with sufficient samples.
Furthermore, RL does not require a human-designed control architecture:
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a general function approximator (e.g., a deep neural network) is sufficient
in most cases. This advantage relieves a human from a laborious process
of controller design required by other approaches.

Many researchers have demonstrated RL methods on simple robotic
tasks in 90’s and 2000’s [62–64]. Genetic algorithm and other types of
gradient-free optimizers were a popular choice. The most famous work is
undoubtedly the one reported by Sims [65]. He emulated evolution using a
genetic algorithm to create creatures that swim, walk, run and play compet-
itive games. Geijtenbeek, van de Panne and van de Stappen’s work [66] was
in the similar direction but focused on muscle morphology and bipedal
locomotion. The two aforementioned works were highly inspiring to the
legged locomotion community.

In deep learning era, many new algorithms tailored for deep neural
networks [67–72] made it possible to work with more complicated sim-
ulated systems. Peng et al.’s work [73] is the most well-known example. In
their work, an animated bipedal character can traverse through randomly
placed obstacles. This achievement was possible thanks to the hierarchical
policy structure that separates control from planning. The Convolutional-
Neural-Network (CNN) High-Level Control (HLC) module interprets the
terrain and guides the Low-Level Control (LLC) module to safe footholds.
Although their work is inspiring, the bipedal model used in the work does
not resemble a realistic robotic system. Xie et al.’s work [74] is based on
a model of a real robotic system Cassie (Fig. 1.2J) and is more relevant to
this thesis. They made the simulated Cassie robot walk over hills with a
prespecified reference motion and a neural-network-based feedback con-
troller.

Although both Peng et al.’s and Xie et al.’s controllers are promising,
they rely on prespecified motion trajectories. Generating the motion trajec-
tories is not only tedious and expensive but also compromises the perfor-
mance of the controller since the optimal trajectory is not known a priori.
Many impressive works [69, 75] on RL control do not require a predefined
motion trajectory, but their resulting behaviors do not appear to be directly
applicable to real robots.

Like the aforementioned works, so far, most of the RL-based controllers
were demonstrated on a simulated system. Training a control policy with a
complicated robotic system requires a tremendous amount of money and
time resources [76]. One way to bypass this problem is to utilize a simulator
to train a policy for real robots. Tan et al. [77] demonstrated that a policy
trained only in a simulation could be transferred to a real system (this
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approach is referred to as "sim-to-real transfer" hereinafter). The trained
policy could make the Minitaur robot (Fig. 1.2F) run in a straight line.
Even though the robot is simple and the controller could make it only run
forward, it is the first step in transferring a legged locomotion policy to a
real robot.

The downside of training a policy in simulation is that RL algorithms can
potentially exploit any imperfection of the simulation. Unlike the previous
approaches where humans define intuitive motions, RL algorithms can
explore any region of the state space even where the modeling is inaccurate.
This necessitates an accurate simulation; however, tedious modeling is also
a huge downside.





2
C O N T R I B U T I O N S

This chapter discusses the publications included in this thesis. The first
publication investigates how a learning-based method can aid the exist-
ing model-based control framework for legged locomotion. Here a learned
controller replaced a foothold module of a existing model-based modu-
lar control framework. The trained policy made a simulated quadrupedal
robot stabilized itself from various external disturbances.

The bottleneck of this work was the lack of a fast simulation environ-
ment: the training process took about three days. This training process is
often repeated multiple times in order to tune the cost function. Therefore,
the second publication introduces a new method of solving contact dy-
namics of rigid-body systems and the physics engine developed using the
proposed method. Thorough benchmarking [78] leads to the conclusion
that the developed simulation is about a magnitude faster while being
more accurate than existing simulators.

Using this new tool, the next two papers demonstrate policy training us-
ing reinforcement learning methods, particularly sim-to-real transfer. The
presented approach can exploit a complicated model of the system to
achieve highly dynamic and agile maneuvers. The resulting control poli-
cies made a quadrotor stabilize from a challenging hand launch, and made
a quadrupedal robot run energy-efficiently and robustly. The later achieve-
ment was possible thanks to a learned actuator model presented in Paper
4. The hybrid simulation approach, that includes the accurate rigid-body
simulator (Paper 2) together with this actuator model, achieved a sufficient
accuracy to allow the sim-to-real transfers. Comprehensive evaluation con-
firms that the control policies, trained using the approach presented in this
thesis, can reach higher speed while using less energy and less torque. It
also allows complex recovery behaviors that could not be achieved with
prior methods.

The strength of the presented learning-based control approaches is that
it enables highly dynamic, energy-efficient, agile motions that are close
to the limits of the hardware. This motivated the last publication which
presents the single-legged system Capler-Leg, which exhibits a higher
power density and a higher energy-recuperation rate than existing systems
of similar type. It continuously jumped about 2.5 times its leg-length,
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demonstrated 97% of recuperation of kinematic energy, and robustly
jumped for extended period of time. This extremely powerful system
in conjunction with the proposed control approach is highly promising
avenue for future research.

2.1 paper 1

Direct State-to-Action Mapping for High DOF Robots Using ELM, Jemin
Hwangbo, Christian Gehring, Dario Bellicoso, Péter Fankhauser, Roland
Siegwart and Marco Hutter, 2015 IEEE/RSJ International Conference on
Intelligent Robots andSystems (IROS), 2015.

Context

The well-known inverted pendulum model is accurate only when the
body is not rotating fast and the accelerations of the limbs are low. When
these assumptions are violated, the controller based on this model per-
forms poorly. The alternative proposed in this paper is a sampling-based
method that utilizes a rigid-body simulation. In a simulation, a control
policy can be trained with complicated dynamics simply by examining
the action and the resulting state transition.

Contribution

In this paper, a method of constructing a foothold policy using super-
vised learning is presented. The trained policy was used in conjunction
with the existing control framework. Unlike many existing foothold
module based on the inverted pendulum model, the proposed method can
exploit the full dynamics of the robot by utilizing a rigid-body simulation.
In addition, the method uses Extreme Learning Machine (ELM) and
Multi-Response Sparse Regression (MRSR) to effectively represent the
control policy even with a small network. This approach generates a
control policy that is computationally cheap and memory-efficient at
the same time. The trained policy outperformed the existing controller
regarding robustness against random disturbances (19.1 % to 29.3 %).

Interrelations
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The work presented here demonstrates that learning-based foothold
policies can work together with the existing model-based controllers.
On the other hand, the following papers introduce pure learning-based
approaches. This work was necessary to provide a qualitative comparison
between the two approaches.

2.2 paper 2

Per-Contact Iteration Method for Solving Contact Dynamics, Jemin Hwangbo,
Joonho Lee and Marco Hutter, IEEE Robotics and Automation Letters
(RA-L), 3, 895, 2018

Context

Rigid-body simulation is an important tool in robotics. It is often the
only way to test a control algorithm safely and economically. Furthermore,
it is crucial for sim-to-real transfer which will be presented later in
this chapter. Many simulation tools exist, but they are slow and often
inaccurate for robotics applications. This is primarily due to the fact that
the simulators are designed primarily for different applications (e.g., video
games or animation). Therefore, a fast and accurate rigid-body simulator
is of a high value for robotics.

Contribution

In this paper, a new novel numerical scheme was developed to solve
a rigid-body-contact problem. The proposed method is based on the
block Gauss-Seidel method which iteratively solves a coupled system
by splitting it into multiple groups of problems. The proposed method
is compared to the existing Projected Gauss-Seidel (PGS) method with
respect to speed and accuracy. Within the various tested scenarios, the
proposed method significantly outperformed the PGS method.

Interrelations

The numerical solver presented in this paper is essential to the rest of
the works in the thesis. Training a control policy for complicated systems
takes extensively long time even in a simulated environment with the
existing tools. Thus, this fast simulator is of high value for RL. The
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following two papers use it to train a control policy in a relatively short
time (5 min to 11 hours).

2.3 paper 3

Control of a Quadrotor with Reinforcement Learning, Jemin Hwangbo, Inkyu
Sa, Roland Siegwart and Marco Hutter, IEEE Robotics and Automation
Letters (RA-L), 2, 2096, 2017

Context

Many control algorithms have been successful on a multi-rotor system
due to its low complexity. However, limited on-board computational
resources make the existing optimal control methods unfavourable. An
alternative is a trained neural network control policy which can compress
a complex control architecture to a relatively small set of parameters.
However, training directly on a real system is both costly and dangerous.
A promising alternative is sim-to-real transfer which utilizes a physics
simulator to train a control policy instead.

Contribution

The contributions of this paper are twofold. First, we demonstrate
that a dynamic control policy that was trained only in simulation
can be directly transferred to a real system. Although there are a few
demonstrations of sim-to-real transfers on flying vehicles, they largely
focus on image perception and high-level command rather than low-
level control. In this work, we show that a control policy can directly
map state to action without any handcrafted controller. The second
contribution is to develop an open-source learning framework which
made such sim-to-real transfer possible. The framework is available at
https://bitbucket.org/leggedrobotics/rai.

Interrelations

This work heavily uses the numerical tools developed in Paper 1. Be-
sides, it introduces a learning framework which is used in Paper 4. Most
importantly, this work is a convincing proof that sim-to-real transfer can

https://bitbucket.org/leggedrobotics/rai
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be a practical alternative to existing control methods for highly dynamical
systems.

2.4 paper 4

Learning Agile and Dynamic Motor Skills for Legged Robots, Jemin Hwangbo,
Joonho Lee, Alexey Dosovitskiy, Dario Bellicoso, Vassilios Tsounis, Vladlen
Koltun and Marco Hutter, Science Robotics, 2018

Context

Control of legged systems is still an unsolved problem. The complex
behaviors of legged animals cannot be achieved by humans. The existing
methods that are based on simplified models have a large reality gap
which often leads to highly compromised performance. On the other hand,
the methods that are based on Trajectory Optimization (TO) are prone to
being trapped at local minima due to their local optimization schemes
whereas sampling-based approaches often take impractically long time.
RL-based control methods are a promising alternative since they discover
complex behaviors automatically with minimum human intervention.
However, they have a high risk of damaging the robot during training
on the real system. Therefore, the method investigated in this paper is
sim-to-real transfer. It is a promising research direction since it employs a
safe training environment without the risk of damaging the real robot.

Contribution

The contribution of this paper is twofold. First, it is the first sim-to-real
demonstration on a complex legged system. Forward running on a sim-
pler legged robot [77] has been demonstrated, but it is still significantly
less capable than the existing model-based controllers. In this paper,
we execute multiple behaviors that existing controllers are not able to
demonstrate. Our evaluation shows that the developed controller also
uses less power/torque than the existing model-based controllers. The
second contribution is an introduction of a new modeling technique which
made the presented sim-to-real transfers possible. The technique involves
training of a neural network which we call "actuator net", that learns the
peripheral dynamics that are not modeled by the rigid-body simulator



20 2.5 paper 5

(developed in paper 3).

Interrelations

This work achieves the objective of this thesis: achieving agile and
dynamic legged locomotion using a learning-based approach. Knowledge,
experience, and skills obtained throughout this thesis made this achieve-
ment possible. In particular, the physics engine developed in paper 2 and
the learning framework developed in paper 3 were useful for this work.

2.5 paper 5

Cable-Driven Actuation for Highly Dynamic Robotic Systems, Jemin Hwangbo,
Vassilios Tsounis, Hendrik Kolvenbach and Marco Hutter, IEEE/RSJ
Interna-tional Conference on Intelligent Robots and Systems (IROS),
Accepted, 2018

Context

Many of the existing legged systems are inefficient, inaccurate, weak,
and expensive for practical applications. The primary reason is their
transmission systems: they create high friction which translates to low
torque transparency. Therefore, a new transmission system is highly desir-
able to advance legged robotics. One promising option is a cable-pulley
transmission which is nearly frictionless and extremely lightweight.

Contribution

In this paper, a cable-pulley transmission design for legged robotic
systems is presented. Compared to the existing transmission systems,
the proposed design weighs an order of magnitude less and offers much
higher torque transparency. The proposed transmission system is realized
as a new single-legged robotic system which we call Capler-Leg. It is
evaluated in multiple aspects: power output, energy recuperation, speed,
robustness, and torque. The robustness of the design is evaluated in the
longevity test, where Capler-Leg survived over 45 hours of hopping with
no maintenance or repair required. In the high jump test, Capler-Leg was
able to jump to 1.22 m height, which was about 2.5 times higher than its
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leg length.

Interrelations

The performant control approaches presented in previous papers re-
quire a great robot to perform highly dynamics motions, wherefore this pa-
per aims to provide a high-performance legged platform. The low-friction
characteristic of the proposed design makes the system dynamics more
smooth and, consequently, easier to model. In addition, the proposed pow-
erful and energy-efficient system can enable highly dynamic maneuvers
that previous studies could not achieve. In this light, this research empow-
ers the aforementioned control methods.
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C O N C L U S I O N A N D O U T L O O K

A person who never made a mistake never tried
anything new.

— Albert Einstein

This chapter summarizes the main results and outlines prospective re-
search directions.

3.1 control of legged robots

3.1.1 Achievements

In this thesis, I demonstrated that an RL-based control method could over-
come the limitations of the existing model-based controllers for legged
robots. A control policy trained using the presented method could run
faster and more energy-efficiently while using less torque and computa-
tional resources. This was possible thanks to a control policy that exploits
the low-level actuator dynamics. The trained actuator model along with
the accurate rigid-body simulator made a realistic environment for an RL
agent. Consequently, the trained policy could outperform the existing con-
trollers by accounting the provided details of the system dynamics.

Unlike the existing methods that heavily rely on human expertise, the
presented method uses an automated policy generation scheme and re-
quires only a high-level cost function for a new behavior. After system
identification and learning-based actuator modeling, control policies for
many different tasks can be trained within a few days. Furthermore, the
approach utilizes a sampling-based optimization scheme which makes the
policy training more robust against local minima. Lastly, the proposed ac-
tuator modeling technique can exploit many different aspects of system
dynamics that are not properly taken into account in prior methods. For
example, the proposed modeling approach can capture time delays and
mechanical response time, which are highly important to control a legged
system for fast motions.

The use of the new simulator developed in this thesis was also greatly
conducive to the achieved results. Due to its efficient algorithms, the train-
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ing becomes possible with an inexpensive computing device. This improve-
ment made my control approach more practical.

3.1.2 Future work

Although the achievements are promising, the presented controller is still
insufficient for a variety of terrains since it was trained only on flat terrain
in a simulation. In order to train a control policy applicable to outdoor en-
vironments, more diverse terrains have to be simulated for training. Rigid
ground is relatively easy to simulate with the current approaches, but sim-
ulating non-rigid terrains, especially ones that deform permanently (e.g.,
sand), is more complicated. Even though there are many existing models,
an efficient method to compute the forward dynamics of such models have
to be studied further.

The current approach relies on randomization to obtain a robust control
policy. A better method is to identify the system parameters (e.g., inertial
parameters) during runtime and use a more tailored control strategy for
the estimated parameters. Furthermore, it will be more beneficial if this
system identification process is encrypted in the policy network such that
a human does not have to design it manually. This will be another exciting
direction for future work.

3.2 design of legged systems

3.2.1 Achievements

Capler-Leg achieved superior energy efficiency and power density to the
existing robotic legs. This was possible thanks to the highly efficient trans-
mission design presented in this thesis. The design is nearly frictionless
and thus increases the torque transparency of the overall system. Conse-
quently, almost all of the kinetic energy can be recuperated by the actua-
tors during landing. Besides, the lightweight design is translated to a high
power density system: about 60 % of the mass is attributed to the active
components (e.g., motors). Consequently, Capler-Leg can jump over 1.2 m,
which is more than twice its height.
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3.2.2 Future work

The presented transmission design is still a research prototype. To test its
applicability for a practical legged system, it has to be further developed
into a bipedal or a quadrupedal system. However, the presented compre-
hensive evaluations are compelling proofs that the design is applicable to
more complicated systems.
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4.1 abstract

Methods of optimizing a single trajectory are mature enough for plan-
ning in many applications. Yet such optimization methods applied to high
Degree-Of-Freedom robots either consume too much time to be real-time
or approximate the dynamics such that they lack physical consistency. In
this paper, we present a method of precomputing optimized trajectories
and compressing the information to get a compact representation of the
optimal policy function. By varying the initial configuration of a robot and
optimizing multiple trajectories, the controller gains knowledge about the
optimal policy function. Such computation can be performed on a power-
ful workstation or even supercomputers instead of an on-board computer
of the robot. The precomputed optimal trajectories are stored in a Sin-
gle hidden Layer Feedforward neural Network (SLFN) using Optimally
Pruned Extreme Learning Machine (OP-ELM). This ensures minimal rep-
resentation of the model and fast evaluation of the SLFN. We first explain
our method using a simple time-optimal control problem with an analyti-
cal solution. We then demonstrate how this method can work even for high
dimensional state by optimizing a foothold strategy of a full quadruped
robot in simulation.

4.2 introduction

Typical robotic learning algorithms obtain a control policy for a specific
task represented by a set of parameters. These parameters can be elements
in a look-up table that map states into actions, e.g. Q-learning [79], or num-
bers that approximates a controller, e.g. spline parameters. There is always
a trade-off in parameterization. The more general and less approximated
the parameterization is, the higher the number of parameters becomes. As
the number of parameters increases, storing and sometimes even evaluat-
ing the policy function becomes problematic.

27
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The common goal of typical robotic learning algorithms is to find the op-
timal parameter set from a given parameterization. Our previous work on
parameter optimization [80] has shown that parameterized control policies
can be optimized with a limited number of rollouts even when we do not
have an analytical solution of the gradient. Policy gradient methods [81],
sampling based methods [82] and other numerous methods are designed
to find policy parameters.

However, to generate a general state-to-action mapping for a high di-
mensional system, optimizing the mapping using ‘trial and error’ basis
has limitations due to the fact that a single trajectory (i.e. one episode) only
visits a very small part of the state space. To address this issue, methods of
learning a policy based on optimized trajectories have been suggested [83,
84]. These methods accumulate multiple optimized trajectories and learn
the mapping using a supervised learning algorithm.

The method proposed in the paper differs from them in a few aspects.
To learn a high dimensional policy, we have to obtain an appropriate sub-
set of the state space that is likely to be visited. In many cases, the robot
will visit only a small fraction of it. Our method explores the state space
by disturbances. Along optimized trajectories, we disturb the state and/or
action to create a set of new initial conditions and the system is determin-
istic thereafter. By bounding the disturbance, we can conveniently define
the region of interest. After necessary post-processing, we obtain a training
data that evenly covers the region of interest. Here we do not model the
distribution of the action/state as presented in [84] since the disturbances
we are interested in robotics is generally due to external causes (i.e. kick-
ing a robot, stepping on an unexpected object, etc). We cannot model the
distribution of such disturbances easily. In stead, we define the region of
interest and uniform distribution of state within in. This assumption also
completely decouples regression from trajectory optimization such that we
do not have to solve them iteratively.

Our method optimizes the paramters as well as the underying parame-
terization. Optimizing a parameterization means that we find an approx-
imation of the policy function with a low memory requirement and fast
evaluation time of the function. A simple parameterization of a policy
function such as locally weighted regression, e.g. [85], requires the number
of parameters exponential to the dimension of the state. A good parame-
terization method can bypass this problem by exploiting the underlying
structure of the optimal policy function.
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We approximate the optimal control policy using Single-hidden Layer
Feedforward neural Network (SLFN) and minimize the size of the model
using Optimally Pruned Extreme Learning Machine (OP-ELM) [86].
OP-ELM is based on Extreme Learning Machine (ELM) [87] and Multi-
Response Sparse Regression (MRSR) [88]. ELM converts a nonlinear
regression problem to a linear problem by randomly sampling all the
variables except the hidden node weights. Following ELM, MRSR chooses
a subset of the hidden nodes that best predicts the target variables. MRSR
is a multi-variable version of Least Angle Regression [89].

To demonstrate our method, we first optimize a control strategy of a
simple time-optimal problem. Then we apply the same method for op-
timization of foothold selection policy for a full quadruped robot with
18 Degrees-Of-Freedom (DOF) and compare it to the commonly used In-
verted Pendulum (IP) -based model. The resulting controller is a direct
mapping from state to the desired foothold for each foot.

4.3 method

Since this section refers to works from different research areas, different
words might convey the same meaning.1

4.3.1 Problem Definition

The dynamical system with state x(t) ∈ X ⊂ Rd, control input u(t) ∈ U ⊂
Rm (m ≤ d) has the form

ẋ(t) = f (x(t), u(t)), x(0) = x0, (4.1)

where f is an arbitrary nonlinear time independent function.
We define the control input as u(x(t), a(t)) where a ∈ A ⊂ Rn is re-

duced to as action. a∗ is the optimal action that minimizes the expected
value of a cost function J, which is defined over a finite time horizon [0, te]
as

J = E[h(x(te)) +
∫ te

0
g(x(t), u(x(t), a(t)), C)dt]. (4.2)

h is a terminal cost and g is a cumulative cost. u is a control input and
C is a higher level command to the controller. For example, a can be a

1 "Basis function" in regression can also be referred as "kernel", "activation function" or "feature".
We use "kernel" since it is used in [86]. "Artificial neural network" can be shortened as "neural
network" in this paper and a few others. SLFN is sometimes referred as ELM network when
it works with ELM.
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reference trajectory of a joint position and u can be a set of joint torques
commanded to the motors to follow that trajectory. C is the command or
task variable which can be either a command from a different controller
or a command from a human operator. It is important to note that we
consider J as a function of C. In case the robot cannot follow the command
from the human perfectly, it should balance the degree of violation of the
command and the rest of the cost function. For this reason, we define the
command as a soft constraint.

Due to the presence of C, our optimal action is no longer defined by
the state x only. To avoid a confusion, we introduce another variable X =
[xT , CT ]T ∈ Xt. The optimal action is now a function of X only.

In existing optimal control methods, the goal is to find an optimal policy
π∗ : X → a∗. Our goal is to find π† : X → a† which satisfies

π† = arg min
π

∫

x
4aT M4 a dX,

4a = a(X|π∗)− a(X|π),

subject to S < τS

(4.3)

where S is the size of the memory required to store the policy and τS is the
threshold for memory size. M is a positive definite constant metric tensor
that defines distance in the action space.

It is most likely we cannot express a(X|π∗) with common elementary
functions. If we can, it is probably due to the fact that a(X|π∗) has an
analytical solution. We want to express a(X|π∗) with high accuracy in a
limited memory space.

4.3.2 Approximation of the Reconstruction Error

Evaluation of 4a requires a(X|π∗) which is not available in our problems.
We approximate this quantity using optimal trajectories. It is easier to find
a∗k (t), which is the optimal action sequence from a given initial condition
X(0) = Xk and 0 < t < t f . There exists many methods of optimizing
a single trajectory [90]. These methods give us pairs of a∗k (t) and X∗k (t)
which satisfies a∗k (t) = a(X(t)|π∗). Then we numerically approximate the
minimization in (4.3) as

π† ≈ π̃† ≡ arg min
π

∑
L

εT Mε,

ε = a∗k (t)− a(X(t)|π),

subject to S < τS ,

(4.4)
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where L is a subset of D = {(X∗k (t), a∗k (t))|k ∈ K, 0 < t < t f } and K is
a set of initial conditions where we obtain optimal trajectories. In order
for π̃† to be a good numerical approximation of π†, at least in the region
of interest, we need training points uniformly distributed over either Xt
or the region of interest. It is likely that the points are densely located
near a certain manifold (e.g. limit cycle). Therefore, using D directly for
learning the mapping will likely result in unsatisfactory results. Assuming
sufficiency of training points, we sparsify the data by rejecting one of two
points that are closer than a given threshold. We use Mahalanobis metric
to define the distance of two points.

If the dimension of the state space is low, we can subsample K to get
a low-discrepancy set in Xt. However, if that is not the case, it might be
too time-consuming to do so. Alternatively, we define a disturbance space
O = E× A, where E is a space of possible external disturbances and the
symbol × represents a Cartesian product. We sample a disturbance o ∈ O
and apply it to already optimized trajectories to get new initial conditions.
Here we make an assumption that the state can be disturbed only by ex-
ternal disturbances and mistakes in commanding actions. This method is
simplified for systems with a unique optimal limit cycle (e.g. legged lo-
comotion on a flat terrain) since all trajectories will approach to the limit
cycle.

4.3.3 Policy Representation

In this work, we choose SLFN to store our policy. The structure of our
SLFN can be mathematically modeled as

aj =
N

∑
i=1

βijzi(wix + bi), (4.5)

where βij is the connection weight between ith hidden node and jth output
layer, wi = [w1i, w2,i, ..., wdi] is the connection weights between input layer
and ith hidden node and zi is the ith hidden node. Following the SLFN for-
mat, we can redefine the problem as minimizing the reconstruction error
of SLFN with a given number of hidden layer nodes.

4.3.4 Optimization of SLFN

Suppose that we have obtained some of the optimal actions a∗k (t) and their
corresponding states X∗k (t), MRSR [88] first normalizes a∗k (t) and X∗k (t) to
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unit normal distributions. Then, given a pool of the hidden layer kernel G,
MRSR sequentially selects an kernel from G and adds it to a SLFN, which is
initialized to zero hidden node. The added kernel is the one which has the
highest sum of absolute correlation with the residuals from the previous
SLFN prediction. Consequently, if we stop the algorithm at pth step, we
obtain a smaller pool of kernels H ⊂ G with |H| = p that accurately
predicts the action. The expression |H| represents the cardinality of H.

To obtain G, we sample w, b and types of z. For this step, we are free to
use a different regression model. However, as Miche et. al. [86] suggested,
SLFN structure can successfully reconstruct many different types of func-
tions.

We dropped the Leave-One-Out validation method of OP-ELM since we
have a fixed memory size and it is computationally expensive to rank the
whole G. This modification leads to a larger G and consequently a lower
average reconstruction error for the same number of kernels. Over-fitting
is generally not a problem since |D| � |H| but we check the quality of the
regressor with a separate training set.

4.4 demonstration with a simple task

To illustrate our method, we introduce a simple problem. We want to find
time-optimal control of

ẋ1 = x2 + u1, ẋ2 = u2

x1(T) = x2(T) = 0

U = {(u1, u2), u2
1 + u2

2 ≤ 1}.
(4.6)

This problem was originally introduced by Pontryagin et. al. [91] and the
numerical solution is described in [92]. We want to find the time-optimal
trajectory and its corresponding action trajectory. Problem (4.6) can be con-
verted to boundary value problem using Pontryagin’s minimum principle
as,

ẋ1 = x5(x2 +
x3√

x2
3 + x2

4

),

ẋ2 = x5
x4√

x2
3 + x2

4

,

ṗ1 = 0, ṗ2 = −x5x3, ẋ5 = 0,

x1(1) = 0, x2(1) = 0, x3(1)2 + x4(1)2 = 1,

(4.7)
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Figure 4.1: Trajectories generated by the ELM-based controller and the con-
troller obtained from MDP+VI are plotted. Optimal trajectories ob-
tained using Pontryagin’s minimum principle (Opt) are plotted as a
reference.

By solving the converted problem with a given initial condition, we ob-
tained the sequence of actions as

u1 =
x3√

x2
3 + x2

4

, u2 =
x4√

x2
3 + x2

4

. (4.8)

We generated 1,000 trajectories by solving this boundary value problems
with initial condition for both x1 and x2 (i.e. K) sampled from U (−2.0, 2.0),
which is a continuous uniform distribution in the given interval. Note that
these trajectories are numerically optimized even though they are very
close to the true optimal solution due to the simplicity of the problem.

We extract about 10,000 state-action pairs (i.e. L) from all the trajectories
and sample 20,000 random kernels consists of linear, sigmoid and Gaus-
sian kernels for regression. We additionally generate 100 trajectories with
random initial states and extract about 1,000 state-action pairs as a testing
set. Using MRSR, we choose the best 300 kernels which results in 0.08 er-
ror from the testing set. Higher number of kernels resulted in lower testing
error but we picked a reasonable number to demonstrate low memory re-
quirement of our method. We will call this policy πELM. We simulate the
system with 5 different initial points sampled from U (−1.5, 1.5) and with
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Figure 4.2: StarlETH model responds to an Impulse (Ix = 20, Iy = 15 kgm/s)
following a command (vx = 0.6 m/s, ωz = 0.0 rad/s) with optimized
footholds (Top) and with IP based controller (Bottom). Red arrows
represent the ground reaction forces.

both policies. We also find the optimal trajectory obtained from boundary
value problem solver, bvp4C function in MATLAB. Even though this trajec-
tory is not the true optimum due to the fact that it is a numerical solution,
it is very close to the true optimum and we call it an optimal trajectory for
simplicity. Since none of the methods can reach the final point perfectly,
we terminate the simulation if ||x|| < 0.01 or t > 5.0.

We also tested a common method which is modeling the system as a
Markov Decision Process (MDP) and solving it by Value Iteration (VI). To
model the system as MDP, we need to convert it to a discrete system with
bounded state. We build the discrete set of states S, discrete set of possi-
ble actions A, the transition matrix T and the transition cost R. We force
bounding of the states simply by projecting it to the surface when it is
outside the state bounds, (−2.0, 2.0). We used discretization level n = 85,
which means that there are 85× 85 discrete states and 85× 85 possible ac-
tions. We obtain discrete mapping π∗MDP using value iteration and linearly
interpolate it for control.

The summary of the result can be found in Tab. 4.1 and Fig. 4.1. Note
that none of the trajectories from MDP approached the terminal state close
enough to terminate. πELM generates much better solutions with less mem-
ory space. The biggest problem of MDP is the discretization of the system
dynamics. The value function is formed by small groups in where the cost-
to-go’s are the same. Consequently, the controller simply finds the first one
it sees as the optimal control and becomes biased to one direction. Such
weakness is manifested in the trajectory in Fig. 4.1. This problem can be
solved with much finer discretization level but n = 85 case already takes
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Table 4.1: Quality of Trajectories

N. to store Avg. time taken Avg. time to compute

Our method 906 1.047 s 0.005 s

MDP 14,450 5.0 s N/A

Optimal N/A 0.990 s 0.52 s

too long to be practical. Note that the size of the transition matrix T is
already 2× 852. We only have two rows since the system is deterministic
and we only store the indices of the states. Computation time to build a
SLFN takes a couple of minutes including the generation of optimal tra-
jectories whereas the computation time to solve MDP with VI is several
hours. Computation time to evaluate the SLFN is two magnitudes lower
than generating an optimal trajectory for this particular problem but the
gap is generally bigger for high dimensional systems.

4.5 demonstration with a high dimensional system

In this section, we will show an example of optimization of foothold strat-
egy of a quadruped robot. The system we have chosen is a model of
StarlETH [8]. StarlETH has 4 legs and 3 actuators per leg forming hip
abduction/adduction (HAA), hip flexion/extension (HFE), and knee flex-
ion/extension (KFE) joints. It is about 25 kg in weight and 60 cm in height.

The human operator gives a velocity command to the robot C = [vx, ωz]
which is a set of heading velocity and turning rate. The robot should learn
how to follow the command from the human and decide where to step
while considering its current state. In this way, the controller can also work
with a high level planner which plans the global path of the robot.

Our work will be built on top of a locomotion controller described in [9].
The controller decides where to step using an IP model which is a standard
model in legged robot control [93, 94]. The parameters of the IP model is
hand tuned to work the best for StarlETH. Our goal is to develop a new
foot placement strategy that is more robust in disturbance.

The gait chosen for this task is walking trot. The gait pattern generation
defines the contact timing and virtual model controller [95] stabilizes the
torso.
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All the simulations for optimization and testing are performed in
MULE [96] and ODE [97] environment. In this work, MULE is used for
optimization mainly due to its speed and accuracy in dynamics and ODE
is used for validating the final controller.

4.5.1 Task

The task of a single trajectory optimization is to trot for 5.0 seconds while
maintaining stable torso height and orientation. The cost function which
can be written as

J = ∑
0≤i≤Nc

wiCi(θ, q, q̇, τ, C). (4.9)

It consists of four different cumulative costs which are energy consump-
tion, control command violation, height instability and orientation insta-
bility. There are also three limit costs that penalize the violation of the
hard limits joint position, joint velocity and power output. These costs are
acting as constraints to guide the optimizer to a feasible solution. Lastly,
there is one failure cost which penalizes the robot falling.

4.5.2 Optimization of Individual Trajectories

We use the optimization framework used in [98]. The framework is rollout-
based and requires many forward simulation of the dynamics. Currently it
is running on four cores of an Intel i7-3740QM and the total optimization
time is 3 days.

Generating a good set of initial condition K is very important for the
final result. Since the dimensionality of O is very large and our computa-
tion power is limited, we picked impulses on the main body as our distur-
bances. The intuition is from the IP-based controllers, which only considers
the main body velocity and still shows a great performance in many robots.
We apply −20 < Ix < 20 kgm/s and 0 < Iy < 15 kgm/s randomly where
x is the heading axis and y is the lateral axis. Note that we apply only pos-
itive impulses in y axis since the robot is symmetric but both negative and
positive impulses in x axis since the robot is only running forward in the
training. This is not the only correct combination but a correct combination
is important not to have a redundant data set.

We use the symmetry of the robot to speed up the training. The op-
timized footholds for all four feet can be transfered to all other feet by
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changing the coordinate system of x and a. Consequently, we only have to
train one model.

For optimizing such a highly unstable system, it is important to have a
good initial policy. We will set the initial policy using IP-based controller
which is known to be stable in most cases. We then optimize the correction
vector to the IP-based controller.

Starting from no impulse case, we gradually increase the magnitude of
the impulse. To speed up the convergence, we get the initial guess of the
optimal footholds by averaging previously optimized footholds with simi-
lar impulse cases. Therefore, computation time is sub-linear to the number
of trajectories. Optimization of one of the impulse cases is depicted in
Fig. 4.2. The optimized policy on the top is able to avoid falling whereas
the IP-based controller cannot.

Figure. 4.3 shows scatter plot of the obtained data projected on a 2D
plane formed by y-component of the torso velocity and y-component of
the foothold position. It can be clearly observed that these two variables
are highly correlated. This result shows the same trend as in IP-based con-
troller when the yaw rate of the torso is zero. However, by varying the yaw
rate, we can obtain very dramatic change in the action. This shows that our
policy incorporates the effect of all variables.

4.5.3 Building π†

The last step of our method is compressing the previously optimized ac-
tions. 880 different trajectories were used to extract a set of 60,000 state-to-
action tuples L.

We assume that the state of the stance legs are well described by the
body states due to the fact that the robot operates relatively close to the
limit cycle. Therefore, we simplified the leg states to the swing phase. The
human operator is commanding velocities in body frame so there are only
nine relevant states from the main body, namely six velocities and three
positions (height, roll and pitch). Including the command C = [vx, ωz] and
the gait phase in X, we get X ∈ R12. The action we get is the location of
the desired foothold relative to the hip, which gives us a ∈ R2. It is also
possible to model each axes of a separately but it will results in a bigger
model. By having a single model, many of the hidden nodes are reused for
different variables.

OP-ELM requires predefined kernel types. We use linear and sigmoid
kernels for this problem. Gaussian, trigonometric and polynomial kernels
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Figure 4.3: Training data projected on 2D plane formed by y-axis of the torso
velocity and y-axis of the foothold position is plotted (blue dots).
IP-based foothold position is plotted in dark green dotted line. In
the case of our optimized policy, we vary both yaw rate and lateral
velocity and plot the output with solid lines with different colors.

are all good choices in general due to their simplicity and low cost of com-
putation. We sample 30,000 kernels that best fit to the testing set. We obtain
testing set by optimizing 100 trajectories with initial condition generated
with random impulses. The average reconstruction error from the testing
set with 1,000 kernels is 7 mm.

4.5.4 Result and Discussion

The resulting SLFN is stored in a single XML file which takes less than
600 kB. Evaluation time of SLFN is around 68 µs on one core of an Intel
i7-3740QM.

The resulting controller reads the continuous velocity command of
xcom = [vx, ωz] from an operator and state xint from the robot and
outputs a foothold for each foot accordingly. We first tested our con-
troller with a joystick command while the robot is free to move. Fig 4.4
shows how the controller responds when it is disturbed with a 4 kg
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Figure 4.4: The final foothold controller responds to the disturbance by a 4 kg
ball thrown at 6 m/s in ODE environment. vx = 0.6 m/s and ωz =
0.25 rad/s is commanded by the human operator.
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Figure 4.5: The robot is disturbed at 1,000 different impulse cases with both
IP-based controller (left) and optimized controller (right) with the
failure rate of 29.3% and 19.1% respectively.

ball thrown at 6 m/s while following velocity command of vx =0.4 m/s
and ωz=0.25 rad/s. The related video demonstration can be found at:
http://youtu.be/9h17wxgaIlM

More quantitative analysis is done with impulses. We test our controller
and the IP-based controller for 1,000 randomly sampled disturbances and
measured the failure rate (torso hitting the ground) and the average cost
for the successful cases for both controllers. The disturbances are sampled
in a uniform distribution as Ix ∼ U(−20, 20) and Iy ∼ U(0, 15) in a
unit of kgm/s. We also randomly sample the impact timing to make sure
that we measure the robustness for the entire gait cycle. The result of the
simulation is shown in Fig. 4.5. The optimized controller fail only 19.1 %
of the time whereas the IP-based controller fail 29.3 %. The average costs
for successful cases are 905.0 and 1202.2 respectively.
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4.6 conclusion

We presented a method of compressing optimized trajectories in a form of
direct mapping from states to action. Since this method allows to precom-
pute the optimal trajectories, more computational power and time were
available. This allowed us to use more accurate model for optimization
which was not possible for controllers that run in real time on real robots.
To overcome "the Curse of dimensionality" of the current policy represen-
tation methods, we employed OP-ELM to learn and compress the policy.
The resulting mapping from states to action is compact and can be evalu-
ated in very short time. We first demonstrated our method with a simple
time-optimal control problem. It worked almost as well as the optimum
trajectories with very little computation time. Our method also success-
fully built a controller that outputs desired foothold locations for a high
DoF quadruped robot. The resulting controller file was less than 600 kB in
XML format and its computational cost was also very low.

We are planning to work on building more memory efficient and par-
allelizable algorithm to regress the function. We will also investigate on
building the whole robot control using our method.
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PA P E R 2 : P E R - C O N TA C T I T E R AT I O N M E T H O D F O R
S O LV I N G C O N TA C T D Y N A M I C S

5.1 abstract

This paper introduces a new iterative method for contact dynamics prob-
lems. The proposed method is based on an efficient bisection method
which iterates over each contact. We compared our approach to two ex-
isting ones for the same model and found that it is about twice as fast
as the existing ones. We also introduce four different robotic simulation
experiments and compare the proposed method to the most common con-
tact solver, the projected Gauss-Seidel (PGS) method. We show that, while
both methods are very efficient in solving simple problems, the proposed
method significantly outperforms the PGS method in more complicated
contact scenarios. Simulating one time step of an 18-DOF quadruped robot
with multiple contacts took less than 20 µs with a single core of a CPU. This
is at least an order of magnitude faster than many other simulators which
employ multiple relaxation methods to the major dynamic principles in or-
der to boost their computational speed. The proposed simulation method
is also stable at 50 Hz due to its strict adherence to the dynamical princi-
ples. Although the accuracy might be compromised at such a low update
rate, this means that we can simulate an 18-DOF robot more than thousand
times faster than the real time.

5.2 introduction

The objective of this work is to build a fast rigid-body dynamics simu-
lator that can be used to generate realistic data for various robotic tasks.
Generating realistic data can be difficult for two reasons: our lack of un-
derstanding of the true physics and our lack of abilities to solve what we
believe to be an accurate model of the true physics. The first reason is crit-
ical in many dynamic simulations but we believe that contacts between
rigid bodies that do not manifest bouncing behaviors can be fairly accu-
rately simulated. Fortunately, this is the case for many robotic tasks that

41
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Figure 5.1: Rendering of ANYmal simulation.

we are interested in, e.g. legged locomotion, manipulation of hard objects
and building construction.

Developing very accurate models is an active research area [99, 100] but
the focus of this paper is to develop a very fast contact solver which uses
less approximations than the existing simulators. There are three funda-
mental principles that are commonly used to model rigid body contacts:
the Signorini condition, the Coulomb’s friction cone constraint, and the
maximum dissipation principle. Most existing simulators relax all of them
in order to make the problem tractable. Although these well-known prin-
ciples are also approximations to the true physics, we believe that they
are better than the models that are artificially modified just to make the
problem easier.

A common approximation is a polytope approximation to the friction
cone which effectively transforms the Nonlinear Complementarity Prob-
lem (NCP) to a Linear Complementarity Problem (LCP) [101]. Such ap-
proximation usually compromises the accuracy severely when simulating
slipping condition and the solution is also highly affected by the polytope
approximation scheme. In addition, the LCP based contact solvers are rel-
atively slow and require a further approximation which usually results in
relaxation of the Signorini condition. This results in even more unrealistic
contact forces and the physical realism is sometimes lost in complicated
contact scenarios.

Another common approximation that is employed in the existing simu-
lators is a relaxation to the complementarity constraint. Chrono1 and Mu-
JoCo [102] are probably the most established simulators of this kind. The
downside of this method is that the objects can penetrate each other. Some

1 https://projectchrono.org/
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of the simulators are also unable to simulate different restitution character-
istics of materials. Consequently, the simulation results might appear to be
unrealistic.

The most common way to solve unapproximated Coulomb’s friction
model is the over-relaxed projected Gauss-Seidel method (PGS) [103, 104]
which works very similarly to Gauss-Seidel algorithm for linear systems.
It is a main solver for many of the aforementioned simulators. The idea is
to exploit the fact that the Delassus operator is generally diagonal domi-
nant. This is particularly true for granular physics simulation where there
are many spherical particles. However, it does not hold true for articulated
robotic models due to their many bilateral constraints. In such case, the
PGS method usually shows poor performance. This is due to the fact that
individually updating the contact force components might negate the ef-
fect of the previous updates. Per-contact iteration methods, which have
been well-studied in [105], might be more practical for robotic simulations.
They solve a multi-contact problem by iteratively solving single contact
problems. This leads to an algorithm that can fully account for the effect
of the off-diagonal elements of an inverse apparent mass matrix.

In this paper, we propose a new per-contact iteration method for solving
contact dynamics and evaluate it on robotic examples. We use a bisection
method to find the optimal solution for a single contact problem and a
successive over-relaxation to find the optimal solution to a multi-contact
problem. We compare it to the PGS method in robotic simulations and
analyze the computation costs of each algorithm.

5.3 background

We consider a case where a single robot with a floating base making con-
tacts with a static environment. The theory here is not limited to such case,
but this will lead to a more concise description and be more relevant to the
systems of our interest. We use bold symbols for vector/matrix quantities
for clarity. The robot’s generalized coordinates q ∈ SO(3)×Rn−3 and gen-
eralized velocity u ∈ Rn are expressed by a minimal set of coordinates. At
each instance of time, the robot makes N contacts with the environment.
The resulting contact forces acting on the robot are denoted as f ∈ R3N .
The dynamics of the robot can be written as

M(q)u̇ = τ − h(q, u) + JT(q) f , (5.1)
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where M(q) is the mass matrix, τ is the actuation torque, h(q, u) is the
nonlinear forces and J(q) is the Jacobian mapping the generalized veloc-
ity to the contact space velocity v which is a concatenation of all contact
velocities expressed in each contact frame. The contact frames are defined
such that z-axes are always parallel to the respective normal vectors. The
directions of x- and y-axes can be arbitrary since we limit our scope to
isotropic friction. From here on, we abuse the notation and omit function
arguments for brevity.

It is well-known that simulating impacts with Coulomb’s friction law
in force-acceleration context is inconsistent and results in no solution in
some cases (i.e. Painlevé paradox). To avoid this problem, we use a simple
discretization scheme

M(u+ − u−) = ∆t(τ − h) + JTλ

Mu+ = Mu− + ∆t(τ − h) + JTλ

u+ = u− + M−1{∆t(τ − h) + JTλ},

where λ is the contact impulses and ∆t is the simulation time step. The
superscript + and − denote the next and the current time-step respectively.

Here we only deal with contact impulses instead of forces. It is implicitly
assumed that the impacts occur over ∆t under this discretization scheme.
We convert the equation to express it in each contact frame by multiplying
Ji, which is the three rows of J related to ith contact, to both sides as

Jiu
+ = Jiu

− + Ji M
−1{∆t(τ − h) +

N

∑
k=0

JT
k λk} (5.2)

v+
i = τ∗i + Ji M

−1
N

∑
k=0,k 6=i

JT
k λk + Ji M

−1 JT
i λi, (5.3)

where τ∗ ≡ Jiu− + Ji M
−1∆t(τ − h) is the sum of all constant terms. The

index i is for the contact of interest and the index k is for all other contacts.
Introducing a new symbol M−1

i,k ≡ Ji M
−1 JT

k , which describes the linear
relationship between kth contact impulse and ith contact velocity, we can
rewrite the equation as

v+
i = τ∗i +

N

∑
k=0,k 6=i

M−1
i,k λk + M−1

i,i λi. (5.4)
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When we are solving a single contact problem assuming that all other
contact impulses are constant, we can further simplify Equ. (5.4) to

v+
i = ci + M−1

i,i λi (5.5)

by combining the constant terms and the other contact impulse terms to ci.
As a result, we get the contact velocity as a affine function of λi.

The contact impulse solution is based on the following conditions and
principles.

• Signorini condition:
λz ≥ 0, gi ≥ 0 and λzgi = 0

• Coulomb’s friction cone constraint:
λ2

x + λ2
y ≤ µ2λ2

z or |λi,T | ≤ µλi,z

• the maximum dissipation principle

The symbol gi denotes a gap between ith contact bodies, and the subscript
i,T represents tangential components (i.e. x-y components) of the ith contact.
In this work, we make an additional assumption of pure inelastic contact
since elastic contact behaviors are not common in robotics. However, it can
be easily extended to different values of coefficient of restitution. We also
express the Signorini condition in velocity space for computational simplic-
ity (i.e. λz ≥ 0, vi,N ≥ 0 and λzvi,N = 0). To the best of our knowledge, this
simplification is employed in all major simulators. A drift in the position
level constraint is possible, but due to the accuracy of our solvers, it was
not visible at all in our simulation. The physical realism of this simplifi-
cation might be questionable in some special cases and interested readers
are referred to [106].

The most common friction model is Coulomb’s friction law which can
be expressed as

if |v+
i,T | > 0 then λi,T = −µiλi,zv+

i,T/|v+
i,T |, (5.6)

which simply states that the tangential contact force always opposes
the tangential velocity. Many approaches were developed to solve the
Coulomb’s friction problem, e.g. the projected Gauss-Seidel method [103],
bipotential method [107], analytical solution [108], Newton type algo-
rithms, etc. This model is rather difficult to solve due to the non-convexity
of the problem [109]. A possible convexification was introduced by
Anitescu et. al. [110] which relaxes the Signorini condition as

λi = arg min
λi∈Fi

v+T
i Mi,iv+

i . (5.7)
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where Fi is a set of points satisfying the friction cone constraint of the ith

contact. By relaxing the Signorini condition, the contact shows bouncing
behavior.

A promising alternative to this model was recently introduced in [105].
The idea is to separate the problem into two cases. If the unconstrained
motion results in an opening contact, the contact force is trivially zero. If
the contact is closing, the author assumes

λi = arg min
λi∈Si

v+T
i Mi,iv+

i , (5.8)

where Si is the feasible set formed by the velocity space Signorini condition
and the Coulomb’s friction cone constraint of the ith contact. This model
assumes that the normal impulse is also a part of the optimization variable
that minimizes the kinetic energy of the contact point. For a single contact,
this model leads to convex optimization with a unique solution, under an
assumption that the inverse apparent mass matrix M−1

i,i is full rank2.
Equation (5.6) is generally the better accepted model. It was reported

that the results from Equ. (5.8) is very similar to Equ. (5.6). in granular
simulation [105]. As it will be shown in the discussion section, the solutions
of the two models are very similar for a quadrupedal model as well. In this
paper, we evaluate both Equ. (5.6) and Equ. (5.8) with a different numerical
scheme.

5.4 bisection method

We first go through how we can solve a single contact problem described in
the Equ. (5.8) and then extend it to a multi-contact problem with nonlinear
block Gauss-Seidel method.

5.4.1 Solving for a Contact

In this section, the index i is dropped since we only talk about a single
contact. There are three cases for a single contact: an opening contact, a
slip and a stick. In the case of an opening contact, the optimal solution is
λ = 03×1, where 03×1 is a 3×1 zero vector. In the case of a stick contact,
the optimal solution is λ = −Mc. Since these two cases are trivial, we only
discuss a slip case in details.

2 degenerate M−1 means that the point is locked in a certain direction. For example, a contact
between ground and a link which is connected to the ground by a rotational joint.
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Assuming a slip on ith contact, we have an optimization problem with
the two equality constraints, h1(λ) = M(r3)λ + cz = 0 and h2(λ) = λ2

x +

λ2
y − µ2λ2

z = 0, which are the zero normal velocity constraint and the
Coulomb’s friction cone constraint. Note that the Signorini condition is
reduced to the zero normal velocity constraint given that a slip occurs.
The subscript (r3) means the third row of the matrix. The gradients of the
constraints are ∇h1(λ) = M(r3) and ∇h2(λ) = [2λx, 2λy,−2µ2λz].

First order Karush-Kuhn-Tucker (KKT) condition states that, if x is op-
timal respect to the cost function L, ∂L/∂x lives only in the constrained
space (i.e. span of ∇h’s). This simply means that the gradient projected to
the unconstrained space is zero and can be mathematically written as

∂L
∂x

η = 0, (5.9)

where η represents a matrix whose columns are basis vectors pointing
to the unconstrained directions. In a single contact dynamics, we have 3

variables with 2 constraints, so η becomes a vector as shown in Fig 5.2.
Using the orthogonality to ∇h’s, η can be computed as

η =
∇h1(λ)×∇h2(λ)

|∇h1(λ)×∇h2(λ)|
. (5.10)

We assume that this problem has a unique solution since the degenerate
M−1 leads to a 1D or 2D problem where the solution can be trivially ob-
tained.

In some cases, there might be two vectors satisfying the stationarity
condition so it alone is not a sufficient condition for optimality. Fortu-
nately, [105] introduces a simple “line of sight" check that guarantees the
global optimality. If a minimum is in line of sight of the zero velocity so-
lution, the solution is globally minimal. Informal proof can be given as
following. Let’s denote the line connecting any feasible point and the zero-
velocity solution as l. If the point is out of sight, it cannot be a global
minimal since the intersection between l and the boundary of Si has lower
cost. In addition, due to the strict convexity of both Si and the objective
function, the line of sight region is unimodal. So a local minimum in the
line of sight region must be a global minimum. A formal proof can be
found in [105].

Note that the plane and the boundary of the cone forms a conic section
which is the feasible set. Thus the contact problem in Equ. (5.8) can be
transformed into a problem of finding the closest point on the conic section
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Figure 5.2: Friction cone (green) and zero normal velocity constraint (blue plane)
are shown. The slip condition occurs on the boundary of the inter-
section.

to a point with a constant metric tensor. We denote this conic section as C.
Then, we can rewrite the problem as

λ = arg min
λ∈C

1
2
(c + M−1λ)T M(c + M−1λ). (5.11)

We change the equation to a more intuitive form

λ = arg min
λ∈C

1
2
(Mc + λ)T M−1(Mc + λ)

︸ ︷︷ ︸
E

. (5.12)

−Mc is the unconstrained optimum (i.e. zero velocity solution) which is
denoted as λv=0 in Fig. 5.2. The minimization is essentially finding the
closest point to it in C with the given metric tensor M−1.

Let’s denote the intersection between λz axis and the zero velocity plane
as λT=0. We define a projection EC(·), which maps any point λ on the zero
velocity plane to the intersection between the conic section and the line
connecting λT=0 and λ. This mapping is illustrated in Fig. 5.2.

We use λ0 = EC(λv=0) as an initial guess of our numerical solver. Note
that the projected point is always dissipative since it is closer to the zero
velocity point than the center point λT=0. Strict dissipativity of the center
point can be proven by substituting the center point into the energy for-
mula (Mc + λ)T M−1(Mc + λ) but we do not show this here due to its
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simplicity. This initial guess is globally optimal only in some special cases
(e.g. if M can be written in a form cI where c is a positive real number and
I is an identity matrix).

We work in polar coordinates for computational benefits. The tangen-
tial impulse can be represented as [rcos(θ), rsin(θ)]. Then the projection
EC(λv=0) is reduced to θ0 = atan2(λv=0

y , λv=0
x ).

The bisection method requires the sign of the gradient at every mid
point. We tested three different methods to compute the sign of the gra-
dient. The most naive way is computing dE

dλ η. It has the same sign as dE
dθ .

Another way is changing to polar coordinates and compute dE
dθ directly as

described in [105]. Although this method is probably the best way to find
the energy directly, it actually leads to more computation cost than the
following hybrid form.

The z-component of the impulse can be obtained from our zero normal
velocity constraint M−1

(r3)λ + c(z) = 0. After a few algebraic manipulation,
we get

λz =
−ci(z) −M−1

(zx)rcos(θ)−M−1
(zy)rsin(θ)

M−1
(zz)

. (5.13)

Now we substitute the above equation to the slipping impulse condition

µλz =
√

λ2
x + λ2

y = r, we can express r as a function of θ as,

r =
−c(z)

M−1
(zz)
µ + M−1

(zx)cos(θ) + M−1
(zy)sin(θ)

. (5.14)

In the bisection method, we only compute θ and r without computing the
full impulse. The sign of the gradient along η can be computed only with
the tangential impulse as

dE
dλ

η̆ = (M−1λ + c)η̆ = (M̄−1
λT + c̄)η̆, (5.15)

where η̆ any vector with the same direction as η. η̆ results from skipping
the normalization steps of η.

The hybrid properties M̄−1 ∈ R3×2 and c̄ ∈ R3 can be found by substi-
tuting Equ. (5.13) to the above equation as

M̄−1 = M−1
(c1,c2) −M−1

(c3)

[ M−1
(zx)

M−1
(zz)

,
M−1

(zy)

M−1
(zz)

]

c̄ = c−M−1
(c3)(c(z)/M−1

(zz)).

(5.16)
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We observed that this hybrid method is about 30 % more efficient than com-
putation of dE

dλ η and about 10 % more efficient than full polar coordinate
formulation.

Starting from the initial guess, we perform the bisection method, which
finds a root of (5.9). The bisection method first performs an incremental
stepping which moves the estimated minimum in the opposite direction
of the projected gradient. This is to find an interval in where the global
minimum lies. We always check the line of sight and positiveness of r to
make sure that the global minimum actually lies in that interval.

The bisection part of the algorithm is simple. We bisect the angle and
compute the projected gradient at the mid point. The new interval is set
such that the global minimum lies within in. We stop when the desired
precision is met.

The pseudocode is shown in Algorithm 1. For clarity, it shows a simpli-
fied version of the contact solver. In the actual solver, many normalization
steps are skipped and the aforementioned hybrid method of computing
the gradient is employed.

5.4.2 Expansion to multi-contact

Once the per-contact solution is obtained, it is easy to expand to multi-
contact cases. Inspired by the existing contact solvers, we use nonlinear
block Successive Over-Relaxation (SOR) method [111] to handle a multi-
contact problem. Nonlinear block SOR method only takes a partial step to-
ward the solution in coupled problems so that the solver converges more
reliably. We use a successive relaxation of a form X ← αX∗ + (1− α)X,
where X is the current estimated solution, X∗ is the optimal solution
assuming that the other coupled variables are fixed and α is an over-
relaxation parameter. Algorithm 2 summarizes the overall algorithm. The
algorithm essentially 1) finds an optimal solution for a single contact 2)
update the current solution as a weighted average of the current solution
and the optimal solution and 3) decays the relaxation factor.

Since we compute the numerically accurate solution for every contact,
we can compute how much the current solution violates the physical con-
straints as well. Therefore, we can have a reliable terminal condition.
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Algorithm 1 Bisection method for a single slip contact

1: Given hyperparameters β1, β2, β3 and γ
2: θ ← 6 λ0

T
3: Find r and λz as per Equ. (5.14) and (5.13)
4: λ← [rcos(θ), rsin(θ), λz]T

5: D0 ← dE
dλ η

6: α← −β1sgn(D0)
7: loop . Initial stepping
8: θp ← θ . Store old angle
9: λp ← λ

10: θ ← θ + α
11: Find r and λz as per Equ. (5.14) and (5.13)
12: λ← [rcos(θ), rsin(θ), λz]T

13: if ∇h2(λ) · (λ− λv=0) < 0 or r < 0 then
14: α← β2α and θ ← θp . back to old param
15: else
16: Find dE

dλ η as per Equ. (5.15)
17: if ( dE

dλ η)D0 > 0 then . Zero-crossing
18: α← β3α
19: else
20: break
21: end if
22: end if
23: end loop
24: repeat . Bisection
25: θ4 ← 1

2 (θ + θp) . Compute mid-point
26: Find r4 and λ4z as per Equ. (5.14) and (5.13)
27: λ4 ← [r4cos(θ4), r4sin(θ4), λ4z ]T

28: if ( dE
dλ |λ=λ4η4)D0 > 0 then

29: θp ← θ4

30: else
31: θ ← θ4

32: end if
33: until |λp − λ| < γ
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Algorithm 2 Solving multi-contact dynamics

1: while λ not converged do
2: for each active contacts do
3: if ci(z) > 0 then . if opening
4: λi ← (1− α)λi
5: else if µλv=0

i,z ≥ |λv=0
i,T | then . if sticking

6: λi ← αλv=0
i + (1− α)λi

7: else . if slipping
8: Compute λ∗i as per Algorithm 1

9: λi ← αλ∗i + (1− α)λi
10: end if
11: end for
12: α← αmin + γ(α− αmin)
13: end while

5.5 projected gauss-seidel

The bisection method introduced in the previous section iterates over con-
tacts. Another possible scheme is an iteration over each force component
as in the PGS method [104]. The PGS method for purely inelastic collisions
can be written as,

λi,z ← proxz(λi,z − ri,zvi,z)

λi,T ← proxT(λi,T − ri,Tvi,T).
(5.17)

where proxz(·) is equivalent to max(0, ·) and proxT(·) is an Euclidean pro-
jection onto the Coulomb’s friction disc given the current estimate of λz.
The constants rz and rT can be tuned using the apparent inertia matrix as

ri,z =
α

M−1
i,i(zz)

and ri,T =
α

max(M−1
i,i(xx), M−1

i,i(yy))
, (5.18)

where the subscript (xx) represent the row and column indices.
The PGS method has been proven to be effective in granular matter sim-

ulations in where thousands or sometimes millions of spherical objects
interact with each other. We also believe that the PGS method is the best
option when we only deal with spherical objects since their apparent iner-
tia matrix is diagonal assuming homogeneity of the density. However, the
focus of this paper is on robotic systems. Convergence of the PGS method
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Figure 5.3: ANYmal has 4 legs, 12 joints and 4 feet. The schematic is simplified
for clarity.

can be extremely slow when the off-diagonal elements in the Delassus ma-
trix become large [112].

5.6 numerical experiments

Here we present numerical experiments to demonstrate the performance
of the proposed bisection method.

5.6.1 Experimental Setup

Our interest lies in the field of robotics, especially in articulated robots.
Therefore, we chose a model of ANYmal [1], illustrated in Fig. 5.3, to val-
idate the proposed bisection method and compare it to the PGS method.
ANYmal is a quadrupedal robot weighing about 35 kg. The collision ge-
ometry is defined only at the four feet and the torso for simplicity. The
feet are modeled as spheres and the torso is modeled as a box. We test the
following four scenarios:
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• Trotting: The model of ANYmal runs forward at 1.5 m/s with its legs
moving in diagonal pairs. The maximum possible number of contacts
is 4.

• Hanging: The model of ANYmal is thrown in the air with zero initial
velocity and 1 m height. The unilateral constraints keep only the feet
(not the torso) above the ground, emulating upside down hanging
behavior. The maximum possible number of contacts is 4.

• Drop: The model of ANYmal is thrown into the air with 1 m/s ini-
tial tangential velocity and 1 m initial height and the unilateral con-
straints keep both the feet and the torso above the ground. The simu-
lation resets when there is no significant motion observed. The max-
imum possible number of contacts is 8.

• Random: The model of ANYmal is thrown into the air. The joints
are controlled by a PD controller and the reference inputs are given
randomly with 1 rad2 variance. The simulation resets every 5 s. The
maximum possible number of contacts is 8. Note that this is a process
of collecting data for reinforcement learning, which is implemented
in RAI framework [113].

All experimental results are from a single framework and only the rel-
evant parts of the code are modified to implement different algorithms.
All numerical computations are based on Eigen3 library [114] except sym-
metric positive definite matrix inversion using Cholesky factorization. We
used our custom implementation which seems to be faster by about 30 %.
One core of Intel Xeon E5-1620 (3.6 GHz), which is not a high-end cpu
in today’s standard, is used for all experiments. For time measurement,
CLOCK_MONOTONIC of the posix-timers under Linux was used. For comput-
ing articulated-body dynamic properties, we use RBDL library3 which is
based on the algorithms described in [115]. We use ∆t =1 ms for all ex-
periments. For unactuated tasks, the simulation is stable even when a very
large time step (e.g. ∆t =20 ms) is employed but the accuracy is highly
compromised with such a large time step.

3 https://rbdl.bitbucket.io/
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Bisection Golden Section Analytical

Costs (µs) 0.58 µs 1.2 µs 1.6 µs

Table 5.1: Computation cost of a single contact optimization.

5.6.2 Single-Contact Solver Performance

Preclik et. al. suggested two solvers of solving the same contact model [105,
116], namely the golden section method and the analytical method. We
compare the proposed bisection method against these two methods.

The golden section uses the values of a function whereas the bisection
method uses the sign of the gradient. Using the hybrid gradient computa-
tion method described in Sec. 5.4.1, the computation of the sign of the gra-
dient is just 10 % more expensive than the value. For the analytical method,
we tested four free quartic solvers available online and picked the fastest
one. We further had to modify the code so that it is seamlessly integrated
to our code and inlined in the main solver loop. In addition to the quartic
solver, we also integrated coefficient computation and all necessary checks
described in [116].

We ran all four tasks and collected 100,000 samples from each task. We
terminated the optimization when the impulse interval goes below 10−6 Ns
for both the bisection and the golden section method. The computation
costs of each solver is shown in Tab.5.1.

5.6.3 Multi-Contact Solver Performance

For the bisection method, we set a relaxation factor α = 1 with a decay
factor γ = 0.99 and a minimum relaxation factor αmin = 0.7. For the PGS
method, we set α = 0.6 and keep it constant. The parameters here are fairly
tuned to show good performance in all tasks. We could not use the same
relaxation factor scheduling on the PGS method since recomputing rz and
rT resulted in a significant increase in the computation cost without much
performance gain.

The two algorithms have a different termination condition so it is tricky
to compare them fairly. The PGS method computes the error by summing
the magnitude of the impulse updates and the norms of the penetration
velocities. The bisection method computes the error by adding the exact
violations of the physical constraints. Therefore, the termination condition
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Trot Hang Drop Random

Bisection (s) 1.98 2.57 2.62 1.90

PGS (s) 1.81 5.92 4.35 2.88

Table 5.2: Computation cost per 100k time steps

for the bisection method is much more strict and reliable. We terminate
when the error is below 1 µNs or µm/s unless otherwise specified.

The rendering of the simulation is shown in Fig. 5.1 to aid understand-
ing of the experiment. Fig. 5.5 and 5.4 show the computation cost and the
number of iterations taken by each algorithm. Since all the code include
logging, the total computation time does not necessarily reflect the true
computation time taken by the simulation. We perform the same test with-
out logging, and the total computation time is shown in Table. 5.2. Since
we do not have the ground truth, it is hard to measure the validity of the
simulation. However, we provide two statistics here. First, we measure the
difference between the two solvers. While we simulate with the bisection
method, we ran the PGS solver as well and measure the relative difference
as |λb−λp |

|λp | . The histogram of the samples of the differences is shown in

Fig. 5.6. Here we set the termination threshold of PGS to 10−20 to make
sure that we are measuring the correct difference.

Figure 5.4: Number of iterations taken by the bisection method and the PGS
method are shown. The bin edges increase by a factor of two (log
scale). The y-axis represents the percentage. In average, the bisection
method takes significantly less iterations to solve a contact problem.

Another meaningful measure of accuracy is the penetration depth of the
feet, which is shown in Fig. 5.7. We get the meaningful penetration depth
only in task 2 since the other tasks are actuated and the feet often leaves
the ground. In task 2, the robot still swings around due to the conservation
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of energy but the feet stays on the ground all the time except the first two
second when the robot falls.
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shown.

Figure 5.6: Error between Coulomb’s friction model and the maximum dissipa-
tion model.
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5.7 discussion

We found a significant performance improvement with the proposed bisec-
tion method in a single contact problem. There are a few reasons why it
outperforms the golden section method. First, the interval size decreases
by 50 % for the bisection and 38 % for the golden section method. Sec-
ond, the proposed bisection method starts with a good guess which is a
Euclidean projection of the zero-velocity condition, whereas the golden
section method proposed in [105] searches within the two end points of
the line-of-sight region. In most cases, we found that the Euclidean projec-
tion to be near the optimal solution and the bisection method converges in
just two steps. Lastly, following the method presented in [105], the golden
section method has an initial overhead to find the interval which is quite
significant. The proposed bisection method just requires a single atan2 call
for initialization.

The analytical method was the slowest. In addition to its quartic solver,
the computation of the coefficients and the post checking processes com-
bined took as much as the quartic solver.

We observed that the inverse apparent inertia matrix at the feet is al-
most always diagonal-dominant when ANYmal is trotting. It is not very
surprising to see the PGS method performing the best in such cases since
it only involves a few elementary operations per iteration. Considering the
computation cost of the solver only, the PGS was about twice faster. How-
ever, the computation cost of the overall algorithm was not significantly
different since the total time was dominated by the computation cost of
the dynamic properties (updating the Jacobians, the mass matrix and the
non-linearities).

The performance of PGS algorithm quickly drops when the kinematics
is not favorable. It is outperformed by the bisection method by a significant
margin for hanging and drop tests. As shown in Fig. 5.4, the iteration taken
by the PGS method is about a magnitude higher than that by the bisection
method. We also noticed that the PGS method becomes extremely slow at
the impacts. In the hang and drop task, the PGS took more than 20,000

iterations to solve the contact problem at the impact. This was the main
reason that the performance gap between the two methods became very
large in the two tasks.

In the random motion task, the bisection method again outperformed
the PGS method. Considering the solver time only, the bisection method
was about 4 times faster. Considering the total simulation time, the bi-
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section method took about 35 % less time. We suspect that the big per-
formance gap is due to the frequent slippages at the feet which are not
observed in the trotting task.

In terms of the penetration depth, the bisection method seems much
more accurate than the PGS method at the same termination threshold as
shown in Fig 5.7. Even when the threshold is lowered to 10−8, the PGS was
outperformed by the bisection method. The tighter termination condition
was translated to about 50 % increase in solver time for the PGS. Note that
since the system is nonlinear and discrete, the penetration in unavoidable.
Practically, this rate of penetration can be adjusted by introducing a small
spring term.

The difference between the two models is shown in Fig. 5.6. More than
99.6 % of the time, the difference remained below 1 %. The resulting mo-
tions were visibly indistinguishable as well. This shows that the two mod-
els are highly similar, supporting the claims made in [116].

We believe there is enough room to improve the computation of the dy-
namic properties and the Delassus matrix using a faster implementation
and vectorization. This will make the performance gap between the two
solvers more significant. Although it is not within the scope of this pa-
per, we found that a proper implementation of Featherstone’s algorithms
outperforms the RBDL by a factor of 4.

It was unexpected that the computation cost of the Delassus operator
became significant. It was as expensive as the contact solvers. In a four-
contact case, computing the Delassus operator costs 6,480 double precision
floating point multiplications and a similar number of addition operations.
The high number of instructions is due to its quadratic relationship to both
the DOF (18) and the number of contacts.

We do not believe that it is easy to prove the convergence of our method
just like most of the methods that are based on the nonlinear Gauss-Seidel
method. The solver is extensively tested (>100 years in simulation time)
through our reinforcement learning frameworks [113] with two different
robotic models, ANYmal and a humanoid model. No convergence issue
was observed yet. However, the robustness of the solver has to be tested in
more broad varieties of robotic systems in the future.

The solution of the impulse might not be unique when there can be
a residual force. This is a well-known problem in contact dynamics. In
real life, the residual force is highly dependent on the geometry and the
rigidity of the material. The proposed solver is just computing one of all
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feasible solutions. However, the velocity solution is unique if the solver
fully converges.

5.8 conclusion

We introduced the bisection method for solving contact dynamics which
accounts for the non-diagonal dominant nature of the inverse apparent
mass matrix. We found that it outperforms the two existing methods for
a single contact problem at least by a factor of two. In addition, we fairly
compared it against the PGS method on four robotic simulation tasks. The
proposed method showed fast and consistent performance on all tasks
whereas the PGS became significantly slow on complicated tasks. Our re-
sult shows that the proposed method can be a promising alternative to the
existing contact solvers which employ many relaxations of the physical
principles.



6
PA P E R 3 : C O N T R O L O F A Q U A D R O T O R W I T H
R E I N F O R C E M E N T L E A R N I N G

6.1 abstract

In this paper, we present a method to control a quadrotor with a neural net-
work trained using reinforcement learning techniques. With reinforcement
learning, a common network can be trained to directly map state to actu-
ator command making any predefined control structure obsolete for train-
ing. Moreover, we present a new learning algorithm which differs from the
existing ones in certain aspects. Our algorithm is conservative but stable
for complicated tasks. We found that it is more applicable to controlling
a quadrotor than existing algorithms. We demonstrate the performance of
the trained policy both in simulation and with a real quadrotor. Experi-
ments show that our policy network can react to step response relatively
accurately. With the same policy, we also demonstrate that we can stabi-
lize the quadrotor in the air even under very harsh initialization (manually
throwing it upside-down in the air with an initial velocity of 5 m/s). Com-
putation time of evaluating the policy is only 7 µs per time step which is
two orders of magnitude less than common trajectory optimization algo-
rithms with an approximated model.

6.2 introduction

Reinforcement learning is successful in solving many complicated prob-
lems. Its advantage over optimization approaches and guided policy
search methods [117] is that it does not need a predefined controller
structure which limits the performance of the agent and costs more
human effort. Recent works (e.g. [118, 119]) show that well trained
networks perform even better than human experts in many complicated
tasks. They also show promising results in learning tasks with continuous
state/action space [120] which are closely related to robotics. Although
reinforcement learning has been used in robotics for many decades, it
has largely been confined to higher-level decisions (e.g. trajectory) rather
than low actuator commands. In this work, we demonstrate that an
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Figure 6.1: The quadrotor stabilizes from a hand throw. The motor was enabled
after it left the hand

aerial vehicle can be fully controlled using a neural network which was
trained in simulation using reinforcement learning techniques. Our policy
network is a function directly mapping a state to rotor thrusts so there
are only a few assumptions made with respect to the structure of the
controller. This proves that a unifying control structure for many robotics
tasks is possible.

Policy learning on an aerial vehicle is often demonstrated in literature.
Guided policy search with a MPC controller [121] is demonstrated in sim-
ulation. This work uses a policy that maps the raw sensor data to the rotor
velocities. Quadrotor control with reinforcement learning policy is demon-
strated in [122] with a real flying vehicle. The authors used model-based
reinforcement learning to train a locally-weighted linear regression policy.
They achieved a limited amount of success in controlling a quadrotor for a
step response and hovering motion. In this work, we show more dynamic
motion (i.e. dynamic stabilization from an upside-down throws) can be
achieved with reinforcement learning.

We also introduce a new learning algorithm that we used to train a
quadrotor. The new algorithm is a deterministic on-policy method which
is not common in reinforcement learning. We demonstrate that, using zero-
bias, zero-variance samples, we can stably learn a high-performance policy
for a quadrotor. In addition, due to the fact that we are using small number
of high quality samples, there is only a small burden in neural network
computation compared to many state-of-the-art algorithms. This makes
our method very practical for optimization in simulation where network
related computations are usually heavier than dynamic simulation.
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We also present in detail what dynamic model is used, how we set up
the problem and how the learning is performed. We demonstrate the per-
formance of the trained policy both in simulation and on the real flying
vehicle. In simulation, we demonstrate recovery from random initial states
(i.e. random twist and pose). The same controller is tested on the real hard-
ware for waypoint tracking and recovery from manual throws. We present
the results from all tests and compare the differences between the results
from simulation and those from the real world.

The advantages of neural network policies are not limited to their ver-
satility. It is extremely cheap to evaluate due to their approximated rep-
resentation. The computation time to evaluate the policy in the present
example is only 7 µs (measured with a single core of Intel Xeon E5-1620).
This offers more computational resources for other algorithms running on
the robot. It can be easily extended to combine other functionalities (e.g.
state estimation and object detection) but they lie outside of the scope of
this project.

The remainder of this paper is structured as follows. Section 6.3 intro-
duces related works. Section 6.4 describes the proposed value and policy
networks, their exploration strategy, and training approach. We demon-
strate our simulation and experimental results in Section 6.6 and conclu-
sions are drawn in Section 6.7.

6.3 background

The presented approach is built on deterministic policy optimization
using a natural gradient descent [123]. Deterministic policy optimization
has three main advantages over stochastic policy optimization. Firstly,
value/advantage estimate from on-policy samples have lower variance
(zero when the system dynamics is deterministic), which makes the
learning process more stable. Secondly, it is possible to write the policy
gradient in a simpler form which makes it computationally more attrac-
tive. Lastly, we do not want the quadrotor to be controlled by a stochastic
policy, since this can lead to poor and unpredictable performance.

On the contrary, a deterministic policy gradient method requires a good
exploration strategy since, unlike stochastic policy gradient, it has no clear
rule for exploring the state space. In addition, stochastic policy gradient
methods tend to solve more broad classes of problems from our experience.
We suspect that this is due to the fact that stochastic policy gradient has
less local optima that are present in deterministic policy gradient.
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In reinforcement learning, we obtain samples from a black-box system
or from a real robot of which we do not assume any model. Starting from
an initial state which is distributed according to d0(s), we choose a series
of actions a ∈ A for T steps in order to obtain a trajectory (s1:T+1, a1:T , r1:T)
where s ∈ S is the state and r ∈ R is the value of the deterministic cost
function R : S × A → R. Our goal is to find a parameterized policy πθ ,
where θ is called policy parameter, which minimizes the average value over
states

L(πθ) = E
s0,s1...

[
∞

∑
k=0

γkrt+k] =
∫

S
dπθ (s)Vπθ (s)ds,

where, Vπθ (s) = E
st+1,st+2...

[
∞

∑
t=t

γtrt|st = s, πθ ].
(6.1)

It describes the averaged value over the stable state distribution of policy
π assuming that such distribution exists. We also assume that the discount
factor γ ∈ [0, 1) limits the values of the value function V to be finite such
that it is well-defined.

According to [124], a deterministic policy gradient w.r.t. the policy pa-
rameters exists. For simplicity, we ignore the discount in the state distribu-
tion and write the gradient as

∇θ L(πθ) = E
s∼dπθ (s)

[∇θπθ(s)∇aQπθ (s, a)|a = πθ(s)], (6.2)

where Qπθ (st, at) = Est+1 [r(st, at) + γVπθ (st+1)] is called action-value func-
tion. Its output can be interpreted as a value of taking a particular action at
a particular state and following the policy thereafter. We use the baseline
function Vπθ (s) and rewrite the policy gradient as

∇θ L(πθ) = E
s∼dπθ (s)

[∇θπθ(s)∇a Aπθ (s, a)|a = πθ(s)], (6.3)

where Aπθ (s, a) = Qπθ (s, a)− Vπθ (s) is called advantage function, whose
value can be interpreted an advantage in value gained by taking a certain
action over the action from the current policy πθ(s).

6.4 method

This section describes the method that we used to train our policy for a
quadrotor. The validity of this method on other tasks should be further
analyzed in the future.



paper 3 : control of a quadrotor with reinforcement

learning 65

Orientation Position Angular/Linear Velocity

Rotor Thrust

64 nodes, Tanh

64 nodes, Tanh

Figure 6.2: Policy network.

6.4.1 Network Structure

There are two networks used for training, namely a value network and a
policy network. Both networks have the state as an input. We used nine
elements of the rotation matrix Rb to represent the rotation and the rest of
the states are trivially represented by position, linear velocity and angular
velocity of the system, with adequate scaling that makes the states roughly
follow a normal distribution. A more common rotation parameterization
method is a unit quaternion which has a certain pitfall in our case. It is
that there are two values representing the same rotation (i.e. q = −q), thus
either requiring double the training data or end up with a discontinuous
function when we limit our domain to one of the hemispheres of S3. The
rotation matrix is a highly redundant representation but simple and free
from such pitfall.

Consequently, we have a 18-dimensional state vector and a 4-
dimensional action vector. We use 2 hidden layers of 64 tanh nodes
for each. The structures are illustrated in Fig. 6.2 and Fig. 6.3. The struc-
ture is not optimized in any sense. In fact, we did not try different number
of nodes and layers. From our experience, neural networks are quite
versatile and can cope with variety of problems with a single structure.

6.4.2 Exploration Strategy

We consider a simple exploration strategy that is described in [125, 126] as
shown in Figure 6.4. The trajectories are separated into three categories: ini-
tial trajectories, junction trajectories and branch trajectories. The initial and
branch trajectories are on-policy and the junction trajectories are off-policy
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Figure 6.3: Value network.
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Figure 6.4: Exploration strategy.

generated with an additive Gaussian noise with covariance Σ. The branch
trajectories are on-policy trajectories starting from some state along the
junction trajectories. The idea here is to get an unbiased advantage/value
estimation when both the policy and the environment are deterministic.
The motivation of having junction trajectories longer than one time step
is to get more broadly distributed samples, since the borders of the sam-
pling region are usually not well approximated with neural networks. Too
long junction trajectories mean that our assumption that junctions are dis-
tributed according to dπ(s) is violated. However, it does not affect the
performance in practice if the junction trajectories are still far shorter than
initial trajectories. In addition, using the new broad distribution make it
less prone to being trapped in a local minimum in some problems. In our
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problem, since the random initialization solved the state exploration prob-
lem, both one-step and multi-step junction trajectories were performing
similarly. The length of the junction trajectories is a tuning parameter for
different problems when a single step junction trajectories are not suffi-
cient.

Note that there are many simulations running in one core of CPU but
they are synchronized such that we can forward evaluate the policy net-
work with a batch of states. We chose this setup since the actual com-
putation time of the simulation was relatively short and minimizing the
network calls significantly reduced the computation time. This approach
can optimize the use of the GPU1.

In practice, since all trajectories have a finite length, the tail costs (i.e.
value of the terminal states) are estimated using the approximated value
function V(s|η), where η is the value function parameter vector. Longer
branch trajectories means that the learning step requires more evaluations
per iteration but the estimate has lower bias. The quadrotor simulation is
noiseless and there is zero variance with our deterministic policy. So ad-
vantage estimates from longer trajectories are always more accurate. Since
our focus is not on fast convergence but rather on stable and reliable con-
vergence, we use long trajectories in this work. For noisy systems, adequate
lengths for the trajectories have to be found. Alternatively, we can draw on
a general advantage estimation method [127] to improve the performance.

6.4.3 Value Function Training

The value function is trained using Monte-Carlo samples that are obtained
from on-policy trajectories. Since the trajectories have finite length, we ob-
tain the terminal value from the current value function. Mathematically,
we can write it as

vi =
T−1

∑
t=i

γt−irp
t + γT−iV(sT |η), (6.4)

where η is the parameters of the approximated value function and T is the
length of the trajectory. When the system has no noise, assuming we only
update at the end of episodes, this method is always better than temporal
difference learning or TD(λ) [128]. We are exploiting the fact that our sys-
tem is deterministic. TD(λ) can be superior with noisy systems when λ is
well tuned.

1 one NVIDIA GeForce Titan X (Maxwell), used for training.
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We use all the states from on-policy trajectories. We run the optimizer
for 200 iterations per learning step but terminate if the loss goes below
0.0001. Instead of squared error function, we use Huber loss [129].

6.4.4 Policy Optimization

We perform policy optimization using natural gradient descent. The com-
mon way to define a distance measure in stochastic policy optimization is
with average Kullback–Leibler (KL) divergence [130], which describes the
distance between two distributions. The respective Hessian (the first order
is zero) is given by the Fisher Information Matrix (FIM) which is a common
metric tensor in the policy parameter space. Since we want to describe the
distance between the sample distribution and the new deterministic policy,
an intuitive alternative is the Mahalanobis metric. In our setup, we use an
analytical measure, which describes the distance between the action dis-
tribution and our new policy, instead of using the sample distribution for
computational simplicity. We define our policy optimization as following:

Aπ(si, a f
i ) = r f

i + γv f
i+1 − vp

i ,

L̄(θ) =
K

∑
k=0

Aπ(sk, π(sk|θ)),

θj+1 ← θj −
α

K

K

∑
k=0

nk,

s.t. (αnk)
T Dθθ(αnk) < δ, ∀k,

(6.5)

where nk is per-sample natural gradient defined as a vector that satisfies
Dθθnk = gk, where D is the squared Mahalanobis distance and the double
subscript means that it is a Hessian w.r.t. the subscripted variable. We use
i for time index, k for junction index, and j for iteration index. We denote
the on-policy transitions with superscript p and the off-policy transitions
with a superscript f to avoid confusion with branching trajectories. The bar
denotes that L̄ is an approximation of L from samples which are sampled
from the distribution dπ(s).

It is not trivial to find dL̄(θ)/da since we only have a discrete samples
of Aπ rather than the model. We use a linear model of the two points
as an approximation, which yields gk ≈ Aπ

k (a f
k − ap

k )/||(a f
k − ap

k )||
2. The

inequality constraint is called trust region constraint which limits the up-
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date contribution of each sample, since our gradient estimate might be
extremely large for a small noise vector (a f

k − ap
k ).

The inverse of Daa maps the policy gradient w.r.t. action to the natural
gradient w.r.t. action. Such mapping is one-to-one (i.e. both Daa and D−1

aa
exist) as long as the covariance is full rank. However since we are interested
in the Hessian w.r.t. the policy parameters, Dθθ is not full rank and we can-
not find its inverse. TRPO [126] use conjugate gradient to overcome the
problem of finding the inverse Hessian matrix explicitly, but this method
gives only an approximate solution. We use the Singular Value Decomposi-
tion (SVD) method to find the pseudoinverse of the Hessian matrix which
gives an exact solution. Note that since the per-sample gradient gk =

∂A
∂a

∂a
∂θ

lives in the support of the Hessian matrix Hθθ = ∂a
∂θ

T
Daa

∂a
∂θ = JT Daa J, the

linear equation Hθθnk = gk has a solution and it can be obtained by pseu-
doinverse2.

Since directly computing the pseudoinverse of the Hessian Hθθ is pro-
hibitively expensive for neural networks, we use the following algebraic
tricks:

H+
θθ = (JT Daa J)+ = (JT LaaLT

aa J)+

= (LT
aa J)+((LT

aa J)+)T = VΣ+
v UTUΣ+

v VT

= V(Σ+
v )

2VT ,

(6.6)

where Laa is a Cholesky factor of Daa. Since Daa = Σ−1, it is symmetric
and positive-definite and hence the Cholesky factor exists. We use thin
SVD, LT

aa J = VΣvUT , to simplify the computation. Thin SVD only finds
the non-zero singular values and their corresponding blocks of U and V
such that Σv is a square matrix and V has the same dimension as J. Note
the notational difference between the singular value matrix Σv and our
noise covariance Σ. The computation time of Σ+

v is negligible because the
operation is just an element-wise inverse. Hence only SVD is computa-
tionally costly in this formulation. Even SVD has favorable computational
complexity O(min(mn2, m2n)), i.e. square to the cardinality of the action
space and linear to the number of parameters, so it is applicable to larger
neural networks as well. For the given network structure in sec 6.4.1, the
Cholesky decomposition and the SVD takes about 20 % of the whole pol-
icy optimization. Our benchmark test shows that it takes about 0.35 ms
per sample while conjugate gradient with 10 iterations takes 1.1 ms for

2 given rank(J) ≥ |a|, where | · | is the cardinality function. It is almost always satisfied with a
neural network and we assume that it is true.
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the given Jacobian used in this work which is a 4×5636 real matrix. How-
ever, in terms of accuracy, conjugate gradient method is also near the exact
solution in practice. We did not observe an error more than 10−10 with
conjugate gradient. We believe that the difference is becomes significant
when the covariance matrix is ill-conditioned.

In many other algorithms, the noise covariance Σ is often updated using
a policy gradient. However, Σ is for exploration and not a variable to be
optimized in a deterministic policy. An adequate Σ is the one that is big
enough to allow exploration and whose inverse is proportional to the av-
erage metric in the action space. The metric of the action space for policy
optimization is intuitively defined as Qπ

aa(s, a) which, roughly speaking,
gives us a sense of the scale of the action. As it is noted, such metric is
state-dependent and it is not just a single matrix. However, since it is not
practical to have different noise depending on the state, we use a single
matrix for noise. We define such noise manually since we usually have
a good idea of the scale of the actions. Automatic covariance adjustment
method will be an interesting future work in this regard.

The full algorithm is summarized in Alg. 3

Algorithm 3 Policy optimization

1: Give initial parameters of V(s|η) and π(s|θ)
2: while j = 1, 2, 3 ... until convergence do
3: Collect data according to section 6.4.2
4: Compute MC estimate of vp

i using Equ. 6.4
5: Update V(s|η) for nvs times using Huber loss
6: Update P(s|θ) once using junction pairs and natural gradient de-

scent as in Equ. 6.5
7: end while

6.5 policy optimization in simulation

We developed a software framework called Robotic Artificial Intelli-
gence (RAI)3. In contrast to the existing frameworks (e.g. [131]), RAI is
written in C++ for fast computation. One of the big advantages of RAI is
that it offers numerous utilities for logging, timing, plotting, 3D animation
for visualization and video recording of the simulation. They lead to faster
debugging and better analysis on computational resource consumption.

3 https://bitbucket.org/leggedrobotics/rai

https://bitbucket.org/leggedrobotics/rai
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We also used our own code to simulate the quadrotor in order to en-
sure that it is numerically accurate and stable. Since the simulation is also
written in C++, the computation time of integrating dynamics was far less
than network training time.

6.5.1 Robot model for simulation

We used a very simple model for the simulation. Note that we do not
intend to model every detail of the quadrotor. We ignore all drag forces
acting on the body and use a simple floating body model with four thrust
forces acting on the body. The equation of the motion can be written as,

JTT = Ma + h (6.7)

where J is the stacked Jacobian matrices of the centers of the rotors,
T is the thrust forces, M is the inertia matrix, a is the generalized accel-
eration and h is the coriolis and gravity effect. The propellers can only
produce positive force (upward force on the quadrotor) and we simply
threshold the thrust to zero in the simulation whenever we detect negative
thrust. Since we only have a single floating body, the equation collapses to
Newton-Euler equation. The inertia matrix is block-diagonal matrix for a
floating body and the forward dynamic computation is extremely efficient.
In fact, we even simplified it to a diagonal matrix since we did not mea-
sure the inertia. We use a very simple model to point out that it is often
possible to have a good performance even without taking much effort to
model many details of physics.

We use a boxplus operator [132] to improve the accuracy of the integra-
tion since the motion of the quadrotor is very dynamic and the simulation
might become inaccurate. This let us use a big time step in integrating the
dynamics (0.01 s).

6.5.2 Problem Formulation

We are interested in waypoint tracking with a quadrotor without generat-
ing a trajectory. In addition, we want to stabilize the system in any configu-
ration whenever it is physically possible (i.e. upside down with a random
linear and angular velocity). During policy optimization, we train it to go
to the origin of the inertial frame. During operation, we input the state sub-
tracted by the waypoint location to the policy. This way we do not have to
train waypoint tracking explicitly. The quadrotor is initialized in a random
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state (position, orientation, angular/linear velocities are all random) with
a reasonable bound such that we can easily explore the feasible state space.

We added a simple Proportional and Derivative (PD) controller for atti-
tude with low gains along with our learning policy. The sum of the outputs
of the two controllers are used as a command. While training, we noticed
that the simulation sometimes become unstable (get NaN in simulation)
when the angular velocity becomes very high. We suspect that this is due
to the fact that the algorithm initially explores a large region where we
cannot simulate accurately. In addition, the gradient observed when the
quadrotor is upside-down is very low and discontinuous. This means that
the gradient-based algorithms take very long time to learn. Note that, as it
will be shown in the following section, this PD controller alone is simply
insufficient and generates very high costs. The quadrotor simply flies away
since it is initialized with a high initial velocity. The PD controller is used
to stabilize the learning process but it does not aid the final controller since
the final controller manifests much more sophisticated behaviors, as will
be shown in the following sections.

We use a PD controller in the following form:

τb = kpRTq + kdRTω, (6.8)

where τb is the virtual torque produced on the main body as a result
of the thrust forces, q and R are the orientation of the quadrotor in Euler
vector and rotation matrix forms respectively, and ω is the angular velocity.
All elements of the controller gains kp and kd are set to −0.2 and −0.06
respectively except for the z-direction gains which are set to one sixth
of the those of other axes. Note that a PD controller on Euler angles is
insufficient for us since we explore all orientations including the ones near
the singularity. This PD controller ensures that the rotors apply torque
in the direction of the minimum path. In addition to the PD controller, we
also use a bias on rotor thrust that is just enough to compensate for gravity
when the quadrotor is flying in nominal orientation.

The cost is defined as

rt = 4× 10-3||pt||+ 2× 10-4||at||+ 3× 10-4||ωt||+ 5× 10-4||vt||, (6.9)

where pt, ωt and vt are position, angular velocities and linear velocities
respectively. Only the position has a high cost coefficient since that is what
we care about the most. We roughly set the rest of the coefficients such that
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the other cost terms have about one tenth of the magnitude of the position
error. We used a discount factor of γ = 0.99.

6.5.3 Network Training

As described in section 6.4, we train the value network using the on-policy
samples. Since we are not focusing on fast, but rather on stable and reli-
able convergence, we set the algorithmic parameters to conservative values.
We used 512 initial trajectories and 1024 branching trajectories with noise
depth of 2 which corresponds to 1.0 million time steps per iteration. Al-
though this number seems high, it took less than ten seconds per iteration
due to parallelization of rollouts. Note that our conservative method of get-
ting advantage estimate is sample-expensive but the whole optimization is
relatively cheap because it only uses a subset of transition tuples for policy
update. We simulate the rollouts in a batch for one time step, collect the
states and forward the network in a batch. This was extremely helpful in re-
ducing the learning time. After 10 minutes of training, the performance of
the policy was visually good but the average cost value decreased slightly
but continuously for 25 minutes. The average performance for the policy
was evaluated using 10 rollouts at the end of every iteration and the result
is shown in Fig. 6.5. We also ran the learning task on TRPO and DDPG.
DDPG was not able to converge to adequate performance in reasonable
amount of time. TRPO managed to reach the same performance (cost of
0.2∼0.25) as the proposed method but for much longer period of time.
TRPO and the proposed method performed similarly when compared in
performance per simulation time. However, since the simulation time is
relatively short compared to the neural network back propagation and the
conjugate gradient used in TRPO, the proposed method was far more prac-
tical. The computational resource consumption of the proposed method is
illustrated in Fig. 6.6.

6.5.4 Performance in Simulation

We assessed the stability of the policy by randomly placing the quadrotor
in different states and recorded the failure rate. Here the failure means
that the quadrotor was touching the ground. We used a linear MPC con-
troller [133] as a baseline controller for the performance evaluation. The
orientation was sampled uniformly in SO(3) and all other quantities are
sampled uniformly from [−1, 1]. The learned policy and MPC policy had
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a failure rate of 4 % and 71 % respectively for 100 rollouts. As expected, it
was impossible to recover from certain initial conditions, e.g. upside-down
with full downward speed. However, the overall performance shows that
the learned policy is reliable in recovery. Some of the trajectories from sim-
ulation with the learned policy will be shown in the later section together
with the experimental results.

The policy network code was ported to a series of Matrix arithmetics
using the Eigen library and it took about 7 µs to evaluate the policy for
a given state. This makes it nearly computation-free. In comparison, the
linear MPC controller [134] takes about 1,000 µs for one time step.

6.6 experiments

Without further optimization, we evaluated the policy learned in the sim-
ulation on the real quadrotor. We used a Hummingbird quadrotor from
Ascending Technologies whose physical parameters are listed in Tab. 6.1.
The vehicle carries an Intel Computer Stick that is 0.059kg and has 1.44GHz
quad-core Atom processors for onboard calculation. Note that we used the
same model parameters in the simulation. A Vicon motion capture sys-
tem4 provides reliable state information and a multi-sensor fusion frame-
work [135] fuses the measurement from the onboard IMU in order to com-
pensate for the time delay and low update frequency of the Vicon system.
The ascending Technology framework [136] is exploited to interface with
the vehicle as shown in Fig. 6.7.

Table 6.1: Quadrotor physical parameters

Parameter value

mass 0.665 kg

dimension 0.44 m, 0.44 m, 0.12 m

Ixx, Iyy, Izz 0.007, 0.007, 0.012 kgm2

We noticed major dynamical differences between simulation and the real
quadrotor. First, how the motor controllers regulate the motor speed is un-
known. The rotors can be accelerated relatively fast but decelerates quite

4 http://www.vicon.com

http://www.vicon.com
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Figure 6.9: Experimental/simulation results are shown. All trajectories start
close to upside-down configuration and the quadrotor flips over in
midair. All launches started with initial velocity around 5 m/s. The
stroboscopic images are generated with 0.1 s intervals.
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slowly. We do not get any feedback of the motor speed and the identi-
fication of its dynamics is missing at this point. Second, the aerodynam-
ics change significantly near the ground floor. This effect is not modeled
to simplify the simulation. Third, we noticed that there are changing dy-
namic parameters such as battery level and weight distribution (mostly
during battery change). The hovering rotor speed kept changing due to
these factors. Fourth, the communication delay in wireless communication
and the state estimation error influenced the performance.

We performed a waypoint tracking test with 4 points at the vertices of
a 1 m-by-1 m square and the result is shown in Fig. 6.8. There is a mi-
nor tracking error but it is not a significant amount. Since the policy was
not trained with various external disturbances, it was expected that it has
higher tracking error than classical controllers with high gains.

Another test we performed was a manual launch to mimic a recovery
scenario when the quadrotor becomes unstable. We manually threw the
quadrotor in a very challenging configuration (e.g. upside-down with
high linear/angular velocities) and activated the controller when it started
falling. In addition, after recording the launch state, we simulated a
quadrotor with the same state and the controller. The trajectories from
both the experiments and the simulation are shown in Fig. 6.9. Unintu-
itively, the quadrotor in the real world showed more stable behavior. We
believe that this is due to the unmodeled air drag forces and gyroscopic
effect that stabilized the motion of the quadrotor.

One of the trajectories at 45 deg is shown in Fig. 6.1. It shows that our
policy generates smooth and natural motion while stabilizing the quadro-
tor at high velocity.

6.7 conclusion

We presented a neural-network policy for a quadrotor that is trained in a
model-free fashion. Although the simulation is based on the model, not
making any use of the model during training frees us from engineering
a sophisticated control structure that exploits the model. The trained pol-
icy shows outstanding performance and remains computationally cheap
at the same time. We also presented a new learning algorithm which out-
performed two famous algorithms for this task in terms of computation
time. The presented algorithm uses many simulation steps but it is compu-
tationally efficient since it minimizes the neural network training steps. It
is also a conservative algorithm. There was no issue of divergence during
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our training which is the main reason why we decided to use it for this
project.

In simulation, we performed way point tracking and recovery tests. We
had a small steady state error (1.3 cm) which can be easily diminished with
a constant state offset. It managed to perform waypoint tracking task for
extensive time without failure. The tracking error was higher than opti-
mization based controllers. We believe that this is due to the fact that the
quadrotor was trained without any disturbances which were present in the
real environment. The manual throw test was more successful. The quadro-
tor was very stable; in fact, it was more stable than what we observed in
the simulation. We believe that this is due to the fact that the air drag
and gyroscopic effect, which were not present in the simulation, helped to
stabilize the system.

Future work will consider ways of introducing more accurate model
of the system into the simulation using our parameter estimation tech-
niques [137]. However, the long term goal is to train RNN which can adapt
to errors in modeling automatically. In addition, transfer learning on the
real system can further improve the performance of the policy by capturing
totally unknown dynamic aspects of the system.





7
PA P E R 4 : L E A R N I N G A G I L E A N D D Y N A M I C M O T O R
S K I L L S F O R L E G G E D R O B O T S

7.1 abstract

Legged robots pose one of the greatest challenges in robotics. Dynamic
and agile maneuvers of animals cannot be imitated by existing methods
that are crafted by humans. A compelling alternative is reinforcement
learning, which requires minimal craftsmanship and promotes the natu-
ral evolution of a control policy. However, so far, reinforcement learning
research for legged robots is mainly limited to simulation, and only few
and comparably simple examples have been deployed on real systems.
The primary reason is that training with real robots, particularly with dy-
namically balancing systems, is complicated and expensive. In the present
work, we report a new method for training a neural network policy in
simulation and transferring it to a state-of-the-art legged system. Thereby
we leverage fast, automated, and cost-effective data generation schemes.
The approach is applied to the ANYmal robot, a sophisticated medium-
dog-sized quadrupedal system. Using policies trained in simulation, the
quadrupedal machine achieves locomotion skills that go beyond what had
been achieved with prior methods: ANYmal is capable of precisely and
energy-efficiently following high-level body velocity commands, running
faster than ever before, and recovering from falling even in complex con-
figurations.

7.2 summary

This paper introduces a novel method of generating a realistic robotic simu-
lation and using it to train a control policy that can be seamlessly deployed
on the real robot.

7.3 introduction

Legged robotic systems are attractive alternatives to tracked/wheeled
robots for applications in rough terrain and complex cluttered environ-
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ments. Their freedom to choose contact points with the environment
empowers them to overcome obstacles comparable to their leg length.
With such capabilities, legged robots may one day rescue people in forests
and mountains, climb stairs to carry payloads in construction sites, inspect
unstructured underground tunnels, and explore other planets. Legged
systems have the potential to perform any physical activity humans and
animals are capable of.

A variety of legged systems are being developed in the effort to take us
closer to this vision of the future. Boston Dynamics introduced a series of
robots equipped with hydraulic actuators [7, 138]. These have advantages
in operation since they are powered by conventional fuel with high energy
density. However, systems of this type cannot be scaled down (usually >
40 kg) and generate smoke and noise, limiting them to outdoor environ-
ments. Another family of legged systems is equipped with electric actua-
tors, which are better suited to indoor environments. MIT Cheetah [17] is
one of the most promising legged systems of this kind. It is a fast, efficient,
and powerful quadrupedal robot designed with advanced actuation tech-
nology. However, it is a research platform optimized mainly for speed and
has not been thoroughly evaluated with respect to battery life, turning ca-
pability, mechanical robustness, and outdoor applicability. Boston Dynam-
ics’ newly introduced robot, SpotMini, is also driven by electric actuators
and is designed for both indoor and outdoor applications. Although the de-
tails have not been disclosed, a series of public demonstrations and media
releases [35] are convincing evidence of its applicability to real-world op-
eration. The platform used in this work, ANYmal [1], is another promising
quadrupedal robot powered by electric actuators. Its bioinspired actuator
design makes it robust against impact while allowing accurate torque mea-
surement at the joints. However, the complicated actuator design increases
cost and compromises the power output of the robot.

Designing control algorithms for these hardware platforms remains
exceptionally challenging. From the control perspective, these robots
are high-dimensional and non-smooth systems with many physical con-
straints. The contact points change over the course of time and depending
on the maneuver being executed and, therefore, cannot be prespecified.
Analytical models of the robots are often inaccurate and cause uncer-
tainties in the dynamics. A complex sensor suite and multiple layers of
software bring noise and delays to information transfer. Conventional con-
trol theories are often insufficient to deal with these problems effectively.
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Specialized control methods developed to tackle this complex problem
typically require a lengthy design process and arduous parameter tuning.

The most popular approach to controlling physical legged systems is
modular controller design. This method breaks the control problem down
into smaller submodules that are largely decoupled and are therefore eas-
ier to manage. Each module is based on template dynamics [41] or heuris-
tics and generates reference values for the next module. For example, some
popular approaches [48, 139–141] use a template-dynamics-based control
module that approximates the robot as a point mass with a massless limb
to compute the next foothold position. Given the foothold positions, the
next module computes a parameterized trajectory for the foot to follow.
The last module tracks the trajectory with a simple Proportional-Integral-
Derivative (PID) controller. Since the outputs of these modules are phys-
ical quantities, such as body height or foot trajectory, each module can
be individually hand-tuned. Approaches of this type have achieved im-
pressive results. Kalakrishnan et al. [49] demonstrated robust locomotion
over challenging terrain with a quadrupedal robot: to date this remains the
state-of-the-art for rough terrain locomotion. Recently, Bellicoso et al. [45]
demonstrated dynamic gaits, smooth transitions between them, and agile
outdoor locomotion with a similar controller design. Yet despite their at-
tractive properties, modular designs have limitations. First, limited detail
in the modeling constrains the model’s accuracy. This inherent drawback is
typically mitigated by limiting the operational state domain of each mod-
ule to a small region where the approximations are valid. In practice, such
constraints lead to significant compromises in performance, such as slow
acceleration, fixed upright pose of the body, and limited velocity of the
limbs. Second, the design of modular controllers is extremely laborious.
Highly trained engineers spend months to develop a controller and to ar-
duously hand-tune the control parameters per module for every new robot
or even for every new maneuver. For example, running and climbing con-
trollers of this kind can have drastically different architectures and are
designed and tuned separately.

More recently, trajectory optimization approaches have been proposed to
mitigate the aforementioned problems. In these methods, the controller is
separated into two modules: planning and tracking. The planning module
uses rigid-body dynamics and numerical optimization to compute an opti-
mal path that the robot should follow to reach the desired goal. The track-
ing module is then used to follow the path. In general, trajectory optimiza-
tion for a complex rigid-body model with many unspecified contact points
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is beyond the capabilities of current optimization techniques. Therefore,
in practice, a series of approximations are employed to reduce complexity.
Some methods approximate the contact dynamics to be smooth [53, 142],
making the dynamics differentiable. Notably, Neunert et al. [142] demon-
strated that such methods can be used to control a physical quadrupedal
robot. Other methods [56] prespecify the contact timings and solve for sec-
tions of trajectories where the dynamics remain smooth. A few methods
aim to solve this problem with little to no approximation [143, 144]. These
methods can discover a gait pattern (i.e., contact sequence) with hard con-
tact models and have demonstrated automatic motion generation for 2D
robotic systems but, like any other trajectory optimization approach, the
possible contact points are specified a priori. While more automated than
modular designs, the existing optimization methods perform worse than
state-of-the-art modular controllers. The primary issue is that numerical
trajectory optimization remains challenging, requires tuning, and in many
cases can produce suboptimal solutions. Besides, optimization has to be
performed at execution time on the robot, making these methods compu-
tationally expensive. This problem is often solved by reducing precision or
running the optimization on a powerful external machine, but both solu-
tions introduce their own limitations. Furthermore, the system still consists
of two independent modules that do not adapt to each other’s performance
characteristics. This necessitates hand-tuning of the tracker; yet accurately
tracking fast motion by an underactuated system with many unexpected
contacts is nearly impossible.

Data-driven methods, like reinforcement learning (RL), promise to over-
come the limitations of prior model-based approaches by learning effec-
tive controllers directly from experience. The idea of RL is to collect data
by trial and error and automatically tune the controller to optimize the
given cost (or reward) function representing the task. The process is fully
automated and can optimize the controller end-to-end, from sensor read-
ings to low-level control signals, thereby allowing for highly agile and ef-
ficient controllers. On the downside, RL typically requires prohibitively
long interaction with the system to learn complex skills – typically weeks
or months of real-time execution [76]. Moreover, over the course of train-
ing, the controller may exhibit sudden and chaotic behavior, leading to
logistical complications and safety concerns. Direct application of learning
methods to physical legged systems is therefore complicated and has only
been demonstrated on relatively simple and stable platforms [145] or in a
limited context [146].
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Due to the difficulties of training on physical systems, most advanced
applications of RL to legged locomotion are restricted to simulation. Re-
cent innovations in RL make it possible to train locomotion policies for
complex legged models. Levine and Koltun [84] combined learning and
trajectory optimization to train a locomotion controller for a simulated 2D
walker. Schulman et al. [67] trained a locomotion policy for a similar 2D
walker with an actor-critic method. More recent work obtained full 3D lo-
comotion policies [68, 73–75]. In these papers, animated characters achieve
remarkable motor skills in simulation.

Given the achievements of reinforcement learning in simulated environ-
ments, a natural question is whether these learned policies can be deployed
on physical systems. Unfortunately, such simulation-to-reality transfer is
hindered by the reality gap – the discrepancy between simulation and the
real system in terms of dynamics and perception. There are two general
approaches to bridging the reality gap. The first is to improve simulation
fidelity either analytically or in a data-driven way; the latter is also known
as system identification [147–152]. The second approach is to accept the
imperfections of simulation and aim to make the controller robust to vari-
ations in system properties, thereby allowing for better transfer. This ro-
bustness can be achieved by randomizing various aspects of the simula-
tion: employing a stochastic policy [153], randomizing the dynamics [77,
154–156], adding noise to the observations [157], and perturbing the sys-
tem with random disturbances. Both approaches lead to improved transfer;
however, the former is cumbersome and often impossible, while the latter
can compromise the performance of the policy. Therefore, in practice, both
are typically employed in conjunction. For instance, the recent work of Tan
et al. [77] demonstrates successful sim-to-real transfer of locomotion poli-
cies on a quadrupedal system called Minitaur via the use of an accurate
analytical actuator model and dynamics randomization. Although achiev-
ing impressive results, the method of Tan et al. [77] crucially depends on
accurate analytical modeling of the actuators, which is possible for direct-
drive actuators (as used in Minitaur), but not for more complex actuators
such as servomotors, Series-Elastic Actuators (SEAs), and hydraulic cylin-
ders, which are commonly used in larger legged systems.

In this work, we develop a practical methodology for autonomously
learning and transferring agile and dynamic motor skills for complex large
legged systems, such as the ANYmal robot [1]. Compared to the robots
used in [77], ANYmal has a much larger leg length relative to footprint,
making it more dynamic, less statically stable, and therefore more difficult
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to control. In addition, it features 12 SEAs, which are difficult to control
and for which sufficiently accurate analytical models do not exist. Gehring
et al. [10] have attempted analytical modeling of an SEA but, as we will
show, their model is insufficiently accurate for training a high-performance
locomotion controller.

Our approach is summarized in Fig. 7.1. Our key insight on the simula-
tion side is that efficiency and realism can be achieved by combining clas-
sical models representing well-known articulated system and contact dy-
namics with learning methods that can handle complex actuation (Fig. 7.1,
steps 1 and 2). The rigid links of ANYmal, connected through high-quality
ball bearings, closely resemble an idealized multi-body system that can be
modeled with well-known physical principles [158]. However, this analyt-
ical model does not include the set of mechanisms that map the actuator
commands to the generalized forces acting on the rigid-body system: the
actuator dynamics, the delays in control signals introduced by multiple
hardware and software layers, the low-level controller dynamics, and com-
pliance/damping at the joints. Since these mechanisms are nearly impos-
sible to model accurately, we learn the corresponding mapping in an end-
to-end manner – from commanded actions to the resulting torques – with
a deep network. We learn this “actuator net” on the physical system via
self-supervised learning and use it in the simulation loop to model each of
the 12 joints of ANYmal. Crucially, the full hybrid simulator, including the
multi-body system solver [158], the contact solver, and the actuator nets,
runs at nearly 500K time steps per second, which allows the simulation to
run roughly a thousand times faster than real time. About half of the run-
time is used to evaluate the actuator nets, and the remaining computations
are efficiently performed via the method of Hwangbo et al. [159]. Thanks
to efficient software implementations of the simulator and the policy net-
work, we did not need any special computing hardware, such as multi-core
or multi-GPU servers, for training. All training sessions presented in this
paper were done on a personal computer with one CPU and one GPU, and
none lasted more than eight hours.

We use the hybrid simulator for training controllers via reinforcement
learning (Fig. 7.1, step 3). The controller is represented by a multi-layer
perceptron that takes as input the history of the robot’s states and produces
as output the joint position target. Specifying different reward functions for
RL yields controllers for different tasks of interest.

The trained controller is then directly deployed on the physical system
(Fig. 7.1, step 4). Unlike the existing model-based control approaches, our
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proposed method is computationally efficient at runtime. Inference of the
simple network used in this work takes 25 µs on a single CPU thread,
which corresponds to about 0.1% of the available onboard computational
resources on the robot used in the experiments. This is in contrast to model-
based control approaches that often require an external computer to oper-
ate at sufficient frequency [56, 142]. Also, by simply swapping the network
parameter set, the learned controller manifests vastly different behaviors.
Although these behaviors are trained separately, they share the same code
base: only the high-level task description changes depending on the behav-
ior. In contrast, most of the existing controllers are task-specific and have
to be developed nearly from scratch for every new maneuver.

We apply the presented methodology to learning several complex motor
skills that are deployed on the physical quadruped. First, the controller
enables the ANYmal robot to follow base velocity commands more accu-
rately and energy-efficiently than the best previously existing controller
running on the same hardware. Second, the controller makes the robot run
faster than ever before, breaking the previous speed record of ANYmal by
25 %. The controller can operate at the limits of the hardware and push
performance to the maximum. Third, we learn a controller for dynamic
recovery from a fall. This maneuver is exceptionally challenging for exist-
ing methods, since it involves multiple unspecified internal and external
contacts. It requires fine coordination of actions across all limbs and must
use momentum to dynamically flip the robot. To the best of our knowl-
edge, such recovery skill has never before been achieved on a quadruped
of comparable complexity.

7.4 results

Movie S1 summarizes the results and the method of this work. In the fol-
lowing subsections, we describe the results in detail.

7.4.1 Command-Conditioned Locomotion

In most practical scenarios, the motion of a robot is guided by high-level
navigation commands, such as the desired direction and speed of motion.
These commands can be provided for instance by an upper-level planning
algorithm or by a user via teleoperation. Using our method, we trained
a locomotion policy that can follow such commands at runtime, adapting
the gait as needed, with no prior knowledge of command sequence and
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timing. A command consists of three components: forward velocity, lateral
velocity, and yaw rate.

We first qualitatively evaluate this learned locomotion policy by giving
random commands using a joystick. Additionally, the robot is disturbed
during the experiment by multiple external pushes to the main body. The
resulting behavior is shown in movie S2. The video shows about 40 seconds
of robust command following. We also tested the policy for five minutes
without a single failure, which manifests the robustness of the learned
policy.

Next, we quantitatively evaluate this learned locomotion policy by driv-
ing the robot with randomly-sampled commands. The commands are sam-
pled as described in section S2. The robot receives a new command every
two seconds and the command is held constant in between. The test is per-
formed for 30 seconds and a total of 15 random transitions are performed,
including the initial transition from zero velocity. The base velocity plot is
shown in Fig. 7.7. The average linear velocity error was 0.143 m/s and the
average yaw rate error was 0.174 rad/s.

We now compare the learned controller to the best-performing existing
locomotion controller available for ANYmal [45]. or this experiment, we
used a flying trot gait pattern (trot with full flight phase), since this is the
only gait that stably reaches 1.0 m/s forward velocity. We used the same ve-
locity command profile which results in the base velocity shown in Fig. 7.8.
The average linear velocity error was 0.231 m/s and the average yaw rate
error was 0.278 rad/s. Given the same command profile, the tracking error
of the model-based controller is about 95% higher than our learned con-
troller with respect to linear velocity and about 60% higher with respect to
yaw rate. In addition, our learned controller used less torque (8.23 Nm vs.
11.7 Nm) and less mechanical power (78.1 W vs. 97.3 W) in average.

The control performance was also evaluated and compared in forward
running. To this end, we sent a step input of four different speed com-
mands (0.25, 0.5, 0.75, and 1.0 m/s) for 4.5 s each. The results, including
a comparison to the prior method [45], are shown in Fig. 7.2. Figure 7.2A
shows the flying trot pattern discovered by the learned controller. Note that
this flight phase disappears for low-velocity commands and ANYmal dis-
plays walking trot as shown in movie S2. Even without specifying the gait
pattern, the learned policy manifests trot, a gait pattern that is commonly
observed in quadrupedal animals. Figure 7.2B shows the velocity tracking
accuracy of the policy both in simulation and on the real robot. Note that
the oscillation of the observed velocity around the commanded one is a
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well-known phenomenon in legged systems, including humans [160]. In
terms of average velocity, the learned policy has an error of 2.2 % on the
real robot, 1.1 % higher than in a simulation.

Figure 7.2C, 7.2D, and 7.2E compare the performance of the learned con-
troller to the approach of Bellicoso et al. [45] in terms of accuracy and
efficiency. We used two gaits from [45] for the comparison: flying trot, the
only gait that can achieve 1 m/s, and dynamic lateral walk, the most ef-
ficient gait. First, we compare the velocity error at various commanded
velocities in Fig. 7.2C. The learned controller is more accurate than the
prior controller for all commanded velocities: by a factor of 1.5 to 2.5 com-
pared to the dynamic lateral walk and by a factor of 5 to 7 compared to
the flying trot, depending on the speed. Figure. 7.2D shows the mechanical
power output as a function of the measured velocity. The learned controller
performs similarly to the dynamic lateral walk and more efficiently than
the flying trot by a factor of 1.2 to 2.5, depending on the speed. Finally,
Fig. 7.2E plots the average measured torque magnitude against the mea-
sured velocity. The learned controller is significantly more efficient in this
respect than both prior gaits, using 23 % to 36 % less torque depending
on the velocity. This large improvement in efficiency is possible since the
learned controller walks with 10 to 15 degree straighter nominal knee pos-
ture. The nominal posture cannot be adjusted to this level in the approach
of Bellicoso et al. since this would drastically increase the rate of failure
(falling).

Next, we compare our method to ablated alternatives: training with an
ideal actuator model and training with an analytical actuator model. The
ideal actuator model assumes that all controllers and hardware inside the
actuator have infinite bandwidth and zero latency. The analytical model
uses the actual controller code running on the actuator in conjunction with
identified dynamics parameters from experiments and Computer-Aided
Design (CAD) tools. Some parameters, such as latency, damping, and fric-
tion are hand-tuned to increase the accuracy of predicted torque in rela-
tion to data obtained from experiments. The training procedure for each
method is identical to ours.

Both alternative methods could not make a single step without falling.
The resulting motions are shown in movies S3 and S4. We observed violent
shaking of the limbs, probably due to not accounting for various delays
properly. Even though the analytical model contains multiple delay sources
that are tuned using real data, accurately modeling all delay sources is
complicated when the actuator has limited bandwidth. SEA mechanisms
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effectively generate an amplitude-dependent latency, and manual tuning
of latency parameters becomes challenging. We have tuned the analytical
model for more than a week without much success.

7.4.2 High-Speed Locomotion

In the previous section, we evaluated the generality and robustness of the
learned controller. Now we focus on operating close to the limits of the
hardware to reach the highest possible speed. The notion of high speed
is in general hardware-dependent. There are some legged robots that are
exceptional in this regard. Park et al. [19] demonstrated full 3D legged
locomotion at over 5.0 m/s with the MIT Cheetah. The Boston Dynamics
WildCat has been reported to reach 8.5 m/s [26]. These robots are designed
to run as fast as possible whereas ANYmal is designed to be robust, reli-
able, and versatile. The current speed record on ANYmal is 1.2 m/s and
has been set using the flying trot gait [45]. Although this may not seem
high, it is 50 % faster than the previous speed record on the platform [10].
Such velocities are challenging to reach via conventional controller design
while respecting all limits of the hardware.

We have used the presented methodology to train a high-speed locomo-
tion controller. This controller was tested on the physical system by slowly
increasing the commanded velocity to 1.6 m/s and lowering it to zero after
10 meters. The forward speed and joint velocities/torques are shown in
Fig. 7.3. ANYmal reached 1.58 m/s in simulation and 1.5 m/s on the phys-
ical system when the command was set to 1.6 m/s. All speed values were
computed by averaging over at least 3 gait cycles. The controller used both
the maximum torque (40 Nm) and the maximum joint velocities (12 rad/s)
on the physical system as shown in Fig. 7.3B and 7.3C. This shows that the
learned policy can exploit the full capacity of the hardware to achieve the
goal. For most existing methods, planning while accounting for the limita-
tions of the hardware is very challenging, and executing the plan on the
real system reliably is harder still. Even state-of-the-art methods [45, 161]
cannot limit the actuation during planning due to limitations of their plan-
ning module. Modules in their controllers are not aware of the constraints
in the later stages and, consequently, their outputs may not be realizable
on the physical system.

The gait pattern produced by our learned high-speed controller,
shown in Fig. 7.3D, is distinct from the one exhibited by the command-
conditioned locomotion controller. It is close to a flying trot but with
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significantly longer flight phase and asymmetric flight phase duration.
This is not a commonly observed gait pattern in nature and we suspect
that it is among multiple near-optimal solution modes for this task. The
behavior of the policy is illustrated in movie S5.

7.4.3 Recovery from a Fall

Legged systems change contact points as they move and are thus prone
to falling. If a legged robot falls and cannot autonomously restore itself to
an upright configuration, a human operator must intervene. Autonomous
recovery after a fall is thus highly desirable. One possibility is to represent
recovery behaviors as well-tuned joint trajectories that can simply be re-
played: an approach that has been taken in some commercial systems [162].
Such trajectories have required laborious manual tuning. They also take a
very long time to execute since they do not take dynamics into account
in the motion plan or the control. Some robots are designed such that re-
covery is either unnecessary or trivial [163, 164]. However, such a design
may not be possible for bigger and more complex machines. Morimoto et
al. [165] demonstrated that a standing-up motion can be learned on a real
robot. However, a simple three-link chain was used for demonstration and
the method has not been scaled to realistic systems.

Fast and flexible recovery after a fall, as seen in animals, requires
dynamic motion with multiple unspecified contact points. The collision
model for our quadruped is highly complicated: it consists of 41 collision
bodies, such as boxes, cylinders, and spheres (Fig. 7.1, step 1). Planning
a feasible trajectory for such a model is immensely complicated. Even
simulating such a system is challenging since there are many internal
contacts. We use the approach of Hwangbo et al. [159] due to its ability to
handle such simulation in numerically stable fashion.

Using the presented methodology, we trained a recovery policy and
tested it on the real robot. ANYmal is passively stable only at three config-
urations: lying on its left, lying on its right, and sitting upright. Since the
upright configuration is the target pose, we tested the other two cases five
times each with random leg configurations. In all ten tests, ANYmal suc-
cessfully flipped itself upright. This is a remarkable achievement in light
of the fact that the community has been actively working on this problem
with model-based algorithms for many years without success. Dynamic
motion control involving multiple unspecified contact points with a com-
plex real robot has not been previously reported in the literature: this is
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the first presentation of its kind. An example motion is shown in Fig. 7.4
and movie S6.

7.5 discussion

The learning-based control approach presented in this paper achieved a
new level of locomotion skill based purely on training in simulation and
without tedious tuning on the physical robot. The system achieved more
precise and energy-efficient motions than the prior state of the art. It out-
performed the previous speed record by 25 % and learned to consistently
restore the robot to an operational configuration by dynamically rolling
over its body.

Existing controllers are created by human engineers. A model with ad-
equate complexity has to be designed and a control strategy has to be
developed, tested, and tuned. This process typically takes months and has
to be repeated for every distinct maneuver. In contrast, the simulation and
learning framework used in this work are applicable to any rigid body
system. For applications to new tasks, our method only requires a task de-
scription, which consists of the cost function, the initial state distribution,
and randomization. With the current workflow, it only takes a couple of
days to define a new cost function and train the respective policy.

With prior methods, the reality gap arising from model inaccuracies has
to be mitigated by arduous hand tuning. In our method, learned actuator
dynamics significantly reduce the reality gap, while stochastic modeling
guides the policy to be sufficiently conservative. The recovery task was
successful on the very first attempt on the hardware. We then further im-
proved the success rate to 100 % by relaxing the joint velocity constraints.
The results presented here were obtained on the second day of experiments
on the physical system.

Training took several hours on an ordinary desktop PC, while infer-
ence on the robot required less than 25 µs using a single CPU thread.
Our method shifts nearly all computational costs to the training phase,
where we can use external computational resources. Prior controllers re-
quire much heavier onboard computation. These demanding requirements
limit the level of sophistication and thus the overall performance of the
controller.

One limitation of our approach is that the cost function has to be de-
signed and tuned for each task. This process takes about two days on
average for the tasks described in this work. It also requires some exper-
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tise in the field in order to specify an effective cost function structure. The
required level of craftsmanship by human designers is still not negligi-
ble. In addition, a single neural network trained in one session manifests
single-faceted behavior that does not generalize across multiple tasks. In-
troducing hierarchical structure in the policy network can remedy this and
is a promising avenue for future work [73].

7.6 method

This section describes in detail the simulation environment, the training
process, and the deployment on the physical system. An overview of our
training method is shown in Fig. 7.5. The training loop proceeds as follows.
The rigid-body simulator outputs the next state of the robot given the joint
torques and the current state. The joint velocity and the position error are
buffered in a joint state history within a finite time window. The control
policy, implemented by a multi-layer perceptron with two hidden layers,
maps the observation of the current state and the joint state history to the
joint position targets. Finally, the actuator network maps the joint state
history and the joint position targets to 12 joint torque values, and the loop
continues. In what follows we describe each component in detail.

7.6.1 Modeling Rigid-Body Dynamics

To efficiently train a complex policy within a reasonable time and transfer
it to the real world, we need a simulation platform that is both fast and
accurate. One of the biggest challenges with walking robots is the dynam-
ics at intermittent contacts. To this end, we utilize the rigid body contact
solver presented in our previous work [159]. This contact solver employs
a hard contact model that fully respects the Coulomb friction cone con-
straint. This modeling technique can accurately capture the true dynamics
of a set of rigid bodies making hard contacts with their environment. The
solver is not only accurate but also fast, generating about 900,000 time steps
per second for the simulated quadruped on an ordinary desktop machine.
Because we need hundreds of millions of samples to train a complicated
policy, this solver was key to our work.

The inertial properties of the links are estimated from the CAD model.
We expect up to about 20 % error in the estimation due to unmodeled
cabling and electronics. More extensive parameter identification is not per-
formed since doing so for every new robot is cumbersome and error-prone.
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Instead, we robustify the policy by training with 30 different ANYmal
models with stochastically sampled inertial properties. The center of mass
positions and the masses of links are randomized by adding uniformly
distributed noise with magnitude U(−2, 2) cm and U(−15, 15)%, respec-
tively.

7.6.2 Modeling the Actuation

Actuators are an essential part of legged systems. Fast, powerful,
lightweight, and high-accuracy actuators typically translate to dynamic,
versatile, and agile robots. Most legged systems are driven by hydraulic
actuators [12] or electric motors with gears [17], and some even include
dedicated mechanical compliance [1, 31]. These actuators have one thing in
common: they are extremely difficult to model accurately. Their dynamics
involve nonlinear and nonsmooth dissipation and they contain cascaded
feedback loops and a number of internal states that are not even directly
observable. Gehring et al. [10] extensively studied SEA actuator modeling.
The model of Gehring et al. includes nearly one hundred parameters
that have to be estimated from experiments or assumed to be correct
from data sheets. This process is error-prone and time-consuming. Many
manufacturers do not provide sufficiently detailed descriptions of their
products and, consequently, an analytical model may not be feasible.

We use supervised learning to obtain an action-to-torque relationship
that includes all software and hardware dynamics within one control loop.
More precisely, we train an actuator network that outputs an estimated
torque at the joints given a history of position errors (the actual position
subtracted from the commanded position) and velocities. Note that the
states of the actuators are only partially observable because the internal
states of the actuators cannot be measured directly. We assume that the
network can be trained to estimate the internal states given a history of
position errors and velocities, since otherwise the given information is sim-
ply insufficient to control the robot adequately. We use a sparsely sampled
subset of the history rather than the full set since the data, collected at
400 Hz, is highly correlated. This subset consists of the current state and
two past states that correspond to t − 0.01 and t − 0.02 seconds. The ac-
tuator is revolute and radially symmetric, so absolute angular position is
irrelevant given the position error.

To train the network, we collected a dataset consisting of joint position
errors, joint velocities, and the torque obtained in the controller layer. We
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use a simple parameterized controller that generates foot trajectories in the
form of a sine wave; the corresponding joint positions are computed using
inverse kinematics. The feet constantly make or break a contact with the
ground during data collection so that the resulting trajectories roughly
mimic the trajectories followed by a locomotion controller. To obtain a
rich set of data, we varied the amplitude (5∼10 cm) and the frequency
(1∼25 Hz) of the foot trajectories and disturbed the robot manually during
data collection. We found that the excitation must cover a wide range of
frequency spectra since, otherwise, the trained model generates unnatural
oscillation even during the training phase. Data collection took less than
4 min since the data can be collected in parallel from the 12 identical ac-
tuators on ANYmal. Data was collected at 400 Hz, therefore the resulting
dataset contains more than a million samples.

The actuator network is a multi-layer perceptron (MLP) with 3 hidden
layers of 32 units each (Fig. 7.5, “Actuator net” box). After testing with
three common activation functions – tanh, ReLU, and softsign [166] – we
chose the softsign activation function, since it is computationally efficient
and provides a smooth mapping. Evaluating the actuator network for all 12

joints takes 12.2 µs with softsign, 31.6 µs with tanh, and 11.0 µs with ReLU.
As shown here, the tanh activation function results in higher computa-
tional cost and is therefore less preferred. All activation functions resulted
in approximately the same validation error (0.7∼0.8 Nm in RMS). The val-
idation result with the softsign function is shown in Fig. 7.6. The trained
network nearly perfectly predicts the torque from the actuator, whereas
the ideal actuator model fails to produce a reasonable prediction. Here the
ideal actuator model assumes that there is no communication delay and
that the actuator can generate any commanded torque instantly (i.e., in-
finite actuator bandwidth). Training takes about 30 minutes. The trained
model has an average validation error of 0.772 Nm, which is not far from
the resolution of the torque measurement (0.2 Nm) and much smaller than
the error of the ideal actuator model (4.2 Nm). We noticed that the network
accurately predicts low-frequency excitations but not high-frequency ones
(> 40 Hz). We suspect that this is due to the sparse sampling of the his-
tory and the inherent measurement errors due to time discretization. We
employ two strategies to mitigate this: using a smooth activation function
in the policy network and penalizing stiff changes in action while training
the policy. These two strategies resulted in noticeable improvements in the
trained policies.
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7.6.3 Observation and Action

The observations in our method should be observable on the real robot
and relevant for the task. The joint angles, velocities, and body twist are
all observable and highly relevant. Measuring the body orientation is not
straightforward since only two degrees of freedom in the orientation are
observable with an Inertial Measurement Unit (IMU). The set of observ-
able degrees in the orientation is in bijection with S2, or with a unit vec-
tor, which can be interpreted as the direction of the gravity vector ex-
pressed in the IMU frame. We denote this unit vector as φg. The height
of the base is not observable, but we can estimate it from the leg kine-
matics, assuming the terrain is flat. A simple height estimator based on
a 1D Kalman filter was implemented along with the existing state estima-
tion [167]. However, since this height estimator cannot be used when the
robot is not on its feet, we removed the height observation when train-
ing for recovery from a fall. The whole observation at t = tk is defined
as ok = 〈φg, rz, v, ω, φ, φ̇, Θ, ak−1, C〉, where rz, v, and ω are height, linear,
and angular velocities of the base, φ and φ̇ are positions and velocities of
the joints, Θ is a sparsely sampled joint state history, ak−1 is the previ-
ous action, and C is the command. The joint state history is sampled at
t = tk − 0.01 s and t = tk − 0.02 s.

The joint state history was essential in training a locomotion policy. We
hypothesize that this is due to the fact that it enables contact detection. An
alternative way to detect contacts is to use force sensors that give a reliable
contact state estimate. However, such sensors increase the weight of the
end-effectors and consequently lower the energy efficiency of the robot.

There are multiple reasons for training a policy for low-impedance joint
position commands, as we do. Peng et al. [168] found that a Proportional-
Derivative (PD) controller can outperform a torque controller in both train-
ing speed and final control performance. Even though there is always a
bijective map between them, the optimal policies from the two action pa-
rameterizations have different smoothness and thus different training dif-
ficulty. In addition, a position policy has an advantage in training since it
starts as a standing controller whereas a torque controller initially creates
many trajectories that result in falling. Thus we use a PD controller with
fixed gains (kp = 50 Nm/rad and kd = 0.1 Nm/rad/s) and a zero velocity
target. Note that the position policy we use here is different from position
controllers commonly used in robotics. Position controllers are sometimes
limited in performance when the position reference is time-indexed, which



paper 4 : learning agile and dynamic motor skills

for legged robots 97

means that there is a higher-level controller that assumes that the position
plan will be followed at high accuracy. This is the main reason that torque
controllers have become popular in legged robotics. However, our control
policy is state-indexed and does not suffer from the limitations of common
PD controllers. The policy is trained to foresee that position errors will
occur and even uses them to generate acceleration and interaction forces.

7.6.4 Training in Simulation

The control policies presented in this work were trained only in a simula-
tion. Although many researchers have demonstrated RL on similar systems
in a simulation, we have additional challenges due to the necessity of us-
ing a realistic observation space as described in the previous subsection.
Training a locomotion policy with a fixed reward function did not work
and resulted in either a very unnatural gait or a standing controller. We
solved this problem by introducing a curriculum [169]. A simple curricu-
lum was generated by modulating the coefficients of the cost terms and the
disturbance via a multiplicative curriculum factor. The curriculum factor
describes the progression of the curriculum: c = c0 ∈ (0, 1) corresponds
to the start of the curriculum and c = 1 corresponds to the final diffi-
culty level. The intermediate values are computed as ck+1 ← (ck)

cd , where
cd ∈ (0, 1) is the advance rate, which describes how quickly the final dif-
ficulty level is reached, and k is the iteration index of RL training. All of
the disturbances and cost terms are multiplied by this curriculum factor,
except the cost terms related to the objective (i.e., base velocity error cost
in command-conditioned and high-speed locomotion task and base orien-
tation cost in recovery task). This way, the robot first learns how to achieve
the objective and then how to respect various constraints.

For command-conditioned and high-speed locomotion, we represent a
command by three desired body velocity values: forward velocity, lateral
velocity, and the turning rate. During training, the commands are sampled
randomly from predefined intervals (see table S1 and S2 for details) and
the cost defined in section S3 is employed. The initial state of the robot is
sampled either from a previous trajectory or a random distribution, shown
in table S3, with equal probability. This initialization procedure generates
data containing complicated state transitions and robustifies the trained
controller. Each trajectory lasts 6 seconds unless the robot reaches a termi-
nal state earlier. There are two possibilities for termination: violating joint
limits and hitting the ground with the base.
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For training recovery from a fall, the collision bodies are randomized in
size and position. Samples that result in unrealistic internal collisions are
removed. The cost function and the initial state distribution are described
in section S4 and Fig. 7.9, respectively. A special initialization method is
needed to train for this task since naive sampling commonly results in
interpenetration and the dynamics become unrealistic. To this end, we
dropped ANYmal from a height of 1.0 m with randomized orientations
and joint positions, ran the simulation for 1.2 s, and used the resulting
state as initialization.

Another crucial detail is that joint velocities cannot be directly measured
on the real robot. Rather, they are computed by numerically differentiating
the position signal, which results in noisy estimates. We model this imper-
fection by injecting strong additive noise during training (up to 0.5 rad/s).
This way we ensure that the learned policy is robust to inaccurate velocity
measurements. We also add noise during training to the observed linear
velocity (up to 0.08 m/s) and angular velocity (up to 0.16 rad/s) of the base.
The rest of the observations are noise-free. Interestingly, removing veloci-
ties from the observation altogether led to a complete failure to train, even
though in theory the policy network could infer velocities as finite differ-
ences of observed positions. We suspect that the learning algorithm cannot
learn from the minuscule differences between consecutive position values.
For similar reasons, input normalization is necessary in most learning pro-
cedures.

We implemented the policy with an MLP with two hidden layers, with
256 and 128 units each and tanh nonlinearity (Fig. 7.5). We found that the
nonlinearity has a strong effect on performance on the physical system.
Performance of two trained policies with different activation functions can
be very different in the real world even when they perform similarly in
simulation. Our explanation is that unbounded activation functions, such
as ReLU, can degrade performance on the real robot, since actions can
have very high magnitude when the robot reaches states that were not
visited during training. Bounded activation functions, such as tanh, yield
less aggressive trajectories when subjected to disturbances. The policy was
trained with reinforcement learning, as described in the next subsection.

7.6.5 Reinforcement Learning

We represent the control problem in discretized time. At every time step
t the agent obtains an observation ot ∈ O, performs an action at ∈ A,
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and achieves a scalar reward rt ∈ R. We refer to reward and cost inter-
changeably, with cost being the negative of the reward. We denote by
Ot = 〈ot, ot−1, . . . , ot−h〉 the tuple of recent observations. The agent se-
lects actions according to a stochastic policy π(at|Ot), which is a distribu-
tion over actions conditioned on the recent observations. The aim is to find
a policy that maximizes the discounted sum of rewards over an infinite
horizon:

π∗ = argmax
π

Eτ(π)

[
∞

∑
t=0

γtrt

]
, (7.1)

where γ ∈ (0, 1) is the discount factor and τ(π) is the trajectory distribu-
tion under policy π (the distribution depends both on the policy and the
environment dynamics). In our setting, the observations are the measure-
ments of robot states provided to the controller, the actions are the position
commands to the actuators, and the rewards are specified so as to induce
the behavior of interest.

A variety of reinforcement learning algorithms can be applied to the
specified policy optimization problem. We chose Trust Region Policy Op-
timization (TRPO) [67], a policy gradient algorithm that has been demon-
strated to learn locomotion policies in simulation [69]. It requires almost no
parameter tuning; we use only the default parameters (as provided in [67,
69]) for all learning sessions presented in this paper. We used a fast custom
implementation of the algorithm [113]. This efficient implementation and
fast rigid-body simulation [159] allowed us to generate and process about
a quarter of a billion state transitions in roughly four hours. A learning
session terminates if the average performance of the policy does not im-
prove by more than a task-specific threshold within 300 TRPO iterations.
For training command-conditioned and high-speed locomotion, TRPO fin-
ished training in nine days of simulated time, which corresponds to four
hours of computation in real time. For training for recovery from a fall,
TRPO took 79 days of simulated time, which corresponds to eleven hours
of computation in real time.

7.6.6 Deployment on the Physical System

We use the ANYmal robot [1], shown in step four of Fig. 7.1, to demon-
strate the real-world applicability of our method. ANYmal is a dog-sized
quadrupedal robot weighing about 32 kg. Each leg is about 55 cm long and
has three actuated degrees of freedom, namely Hip Abduction/Adduction
(HAA), Hip Flexion/Extension (HFE), and Knee Flexion/Extension (KFE).
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ANYmal is equipped with 12 SEAs [170, 171]. An SEA is composed of
an electric motor, a high gear ratio transmission, an elastic element, and
two rotary encoders to measure spring deflection and output position. In
this work, we use a joint-level PD controller with low feedback gains on
the joint-level actuator module of the ANYmal robot. The dynamics of the
actuators contain multiple components in succession, as follows. First, the
position command is converted to the desired torque using a PD controller.
Subsequently, the desired current is computed using a PID controller from
the desired torque. The desired current is then converted to phase voltage
using a Field-Oriented Controller (FOC), which produces the torque at the
input of the transmission. The output of the transmission is connected to
an elastic element whose deflection finally generates torque at the joint [10].
These highly complex dynamics introduce many hidden internal states
that we do not have direct access to and complicate our control problem.

After acquiring a parameter set for a trained policy from our hybrid sim-
ulation, the deployment on the real system was straightforward. A custom
MLP implementation and the trained parameter set were ported to the
robot’s onboard PC. This network was evaluated at 200 Hz for command-
conditioned/high-speed locomotion and at 100 Hz for recovery from a fall.
We found that performance was surprisingly insensitive to the control rate.
For example, the recovery motion was trained at 20 Hz but performance
was identical when we increased the control rate up to 100 Hz. The latter
frequency was used for experiments because it made less audible noise.
Even at 100 Hz, evaluation of the network uses only 0.25 % of the compu-
tation available on a single CPU core.

7.7 conclusion

Controllers presented in this paper, trained in a few hours in simulation,
outperformed the best existing model-based systems, which were designed
and tuned over many years. Our learned locomotion controllers ran faster
and with higher precision while using less energy, torque, and computa-
tion. The recovery controller exhibits dynamic roll-over involving multiple
contacts with the environment; such behavior has not been achieved with
any of the existing optimization schemes. We see the results presented in
this paper as a step towards comprehensive locomotion controllers for re-
silient and versatile legged robots.
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Figure 7.1: Creating a control policy. In the first step, we identify the physical
parameters of the robot and estimate uncertainties in the identifica-
tion. In the second step, we train an actuator net that models complex
actuator/software dynamics. In the third step, we train a control pol-
icy using the models produced in the first two steps. In the fourth
step, we deploy the trained policy directly on the physical system.
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Figure 7.2: Quantitative evaluation of the learned locomotion controller. (A)
The discovered gait pattern for 1.0 m/s forward velocity command.
(B) The accuracy of the base velocity tracking with our approach. (C)-
(E) Comparison of the learned controller against the best existing
controller, in terms of power efficiency, velocity error, and torque
magnitude, given forward velocity commands of 0.25, 0.5, 0.75, and
1.0 m/s.
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Figure 7.3: Evaluation of the trained policy for high-speed locomotion. (A) For-
ward velocity of ANYmal. (B) Joint velocities. (C) Joint torques. (D)
Gait pattern.
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Figure 7.4: A learned recovery controller deployed on the real robot. The
learned policy successfully recovers from a random initial configu-
ration in less than 3 seconds.
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Figure 7.5: Training control policies in simulation. The policy network maps
the current observation and the joint state history to the joint position
targets. The actuator network maps the joint state history to the joint
torque, which is used in rigid-body simulation. The state of the robot
consists of the generalized coordinate q and the generalized velocity
u. The state of a joint consists of the joint velocity φ̇ and the joint
position error, which is the current position φ subtracted from the
joint position target φ∗.
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Figure 7.6: Validation of the learned actuator model. The measured torque and
the predicted torque from the trained actuator model are shown. The
“ideal PD controller” curve is computed assuming a perfect actuator
and is shown for comparison. Note that the measured ground truth
is nearly hidden since the predicted torque from the trained actuator
network accurately matches the ground-truth measurements.
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7.10 supplementary materials

S1. Nomenclature

c coefficient for a cost term. It can be a vector or scalar depending
on the cost term.

vC
AB linear velocity of B frame respect to A frame expressed in C frame
ω angular velocity
·̂ desired quantity
τ joint torque
φ angular quantity
v f linear velocity of a foot
p f linear position of a foot

vc,n linear velocity of the n-th contact point
ic,n contact impulse of the n-th contact
gi gap function of the i-th possible contact pair
Ic index set of all contacts

Ic, f index set of foot contacts
Ic,i index set of internal contacts
|·| cardinality of a set or l1 norm
||·|| l2 norm
0n n-dimensional vector of zeroes
q generalized coordinate
u generalized velocity

S2. Random command sampling method employed for evaluating the learned
command-conditioned controller.

The motivation of having a special sampling method is the limited size of
the experimental area. A sufficiently long unconstrained sequence of ran-
domly sampled velocity commands may drive the robot outside the limits
of the physical space available. We therefore use the following sampling
scheme. We first sample a command from the distribution described in ta-
ble S1. Then we simulate a position trajectory by assuming that the body
follows the velocity command perfectly. If the position of the body goes
outside the perimeter of the available space, we reject the sampled com-
mand, reset the position to the previous position, and resample a velocity
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command. This loop continues until the desired number of commands are
sampled.

S3. Cost terms for training command-conditioned locomotion and high-speed loco-
motion

We used a simple kernel to define a bounded cost function K : R →
[−0.25, 0) which is defined as

K(x) = − 1
ex + 2 + e−x . (7.2)

The symbols used in this section are defined in section S1.
angular velocity of the base cost

cwK(|ω I
IB − ω̂ I

IB|) (7.3)

linear velocity of the base cost

cv1K(|cv2 · (vI
IB − v̂I

IB)|) (7.4)

torque cost
cτ ||τ||2 (7.5)

joint speed cost

If |φ̇i| > |φ̇jsmax|, cjs||φ̇i − φ̇jsmax||2 ∀i ∈ {1, 2..., 12} (7.6)

foot clearance cost

c f ( p̂ f ,i,z − p f ,i,z)
2||v f ,i||, ∀i, gi > 0, i ∈ {0, 1, 2, 3}, p̂ f ,i,z = 0.07 cm (7.7)

foot slip cost
c f v||v f ,i||, ∀i, gi = 0, i ∈ {0, 1, 2, 3} (7.8)

orientation cost
co||[0, 0,−1]T − φg|| (7.9)

smoothness cost
cs||τt−1 − τt||2 (7.10)
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S4. Cost terms for training recovery from a fall

We use angleDiff : R × R → [0, π] that computes the minimum angle
difference between two angular positions to define a cost function on the
joint positions. The symbols used in this section are defined in section S1.
torque cost

cτ ||τ||2 (7.11)

joint speed cost

If φ̇i > cjsmax, cjs||φ̇i||2 ∀i ∈ {1, 2...12} (7.12)

joint acceleration cost

cja||φ̈i||2 ∀i ∈ {1, 2...12} (7.13)

HAA cost
cHAA||φHAA||2 (7.14)

HFE cost
cHFEK(angleDiff(φHFE, φ̂HFE)) (7.15)

KFE cost
cKFEK(angleDiff(φKFE, φ̂KFE)) (7.16)

contact slip cost

ccv
∑n∈Ic ||v

I
c,n||2

|Ic|
(7.17)

body contact impulse cost

ccimp
∑n∈Ic\Ic, f

||iI
c,n||

|Ic| − |Ic, f |
(7.18)

internal contact cost
ccint|Ic,i| (7.19)

orientation cost
co||[0, 0,−1]T − φg||2 (7.20)

smoothness cost
cs||τt−1 − τt||2 (7.21)
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min max

forward velocity -1.0 m/s 1.0 m/s

lateral velocity -0.4 m/s 0.4 m/s

turning rate -1.2 rad/s 1.2 rad/s

Table 7.1: Command distribution for the command-conditioned locomotion
task. During training the command was varied randomly as shown
in this table. The range was selected to match the capabilities of the
existing controllers.

min max

forward velocity -1.6 m/s 1.6 m/s

lateral velocity -0.2 m/s 0.2 m/s

turning rate -0.3 rad/s 0.3 rad/s

Table 7.1: Command distribution for the high-speed locomotion task. During
training the command was varied randomly as shown in this table.
Only the forward velocity command has a large variation since this
task focuses only on high speed.

Figure 7.9: Sampled initial states for training a recovery controller



paper 4 : learning agile and dynamic motor skills

for legged robots 115

m
ea

n
st

an
da

rd
de

vi
at

io
n

ba
se

po
si

ti
on

[0
,0

,0
.5

5]
T

1
.5

cm

ba
se

or
ie

nt
at

io
n

[1
,0

,0
,0
]T

0
.0

6
ra

d
(a

bo
ut

a
ra

nd
om

ax
is

)

jo
in

t
po

si
ti

on
[0

,0
.4

,−
0.

8,
0,

0.
4,
−

0.
8,

0
.2

5
ra

d

0,
−

0.
4,

0.
8,

0,
−

0.
4,

0.
8]

T

ba
se

lin
ea

r
ve

lo
ci

ty
03

0
.0

1
2

m
/s

ba
se

an
gu

la
r

ve
lo

ci
ty

03
0

.4
ra

d/
s

jo
in

t
ve

lo
ci

ty
012

2
ra

d/
s

Ta
b

l
e

7
.2

:I
ni

ti
al

st
at

e
di

st
ri

bu
ti

on
fo

r
tr

ai
ni

ng
th

e
co

m
m

an
d-

co
nd

it
io

ne
d

an
d

hi
gh

-s
pe

ed
lo

co
m

ot
io

n
co

nt
ro

ll
er

s.
Th

e
in

it
ia

ls
ta

te
is

ra
nd

om
iz

ed
to

m
ak

e
th

e
tr

ai
ne

d
po

lic
y

m
or

e
ro

bu
st

.





8
PA P E R 5 : C A B L E - D R I V E N A C T U AT I O N F O R H I G H LY
D Y N A M I C R O B O T I C S Y S T E M S

8.1 abstract

This paper presents the design and experimental evaluations of an artic-
ulated robotic limb called Capler-Leg. The key element of Capler-Leg is
its single-stage cable-pulley transmission combined with a high-gap ra-
dius motor. Our cable-pulley system is designed to be as lightweight as
possible and to additionally serve as the primary cooling element, thus
significantly increasing the power density and efficiency of the overall sys-
tem. The total weight of active elements on the leg, i.e. the stators and the
rotors, contribute more than 60% of the total leg weight, which is an order
of magnitude higher than most existing robots. The resulting robotic leg
has low inertia, high torque transparency, low manufacturing cost, no back-
lash, and a low number of parts. The Capler-Leg system itself, serves as
an experimental setup for evaluating the proposed cable-pulley design in
terms of robustness and efficiency. A continuous jump experiment shows a
remarkable 96.5 % recuperation rate, measured at the battery output. This
means that almost all the mechanical energy output during push-off is
returned back to the battery during touch-down.

8.2 introduction

Legged locomotion is a promising option for mobile systems which must
navigate through difficult terrains. Many practical solutions were devel-
oped, but we believe that they are still far from their full potential. Specifi-
cally, some of the major problems of existing systems include:

1. Prohibitively high cost in manufacturing legged robots.

2. Complex designs resulting in low degree of robustness.

3. Insufficient autonomy in terms of battery power and energy effi-
ciency.

4. Insufficient joint acceleration and torque capabilities.

117
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Figure 8.1: Front view of the Capler-Leg prototype mounted on the vertical rail.
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The above problems are commonly associated with the currently avail-
able transmission systems, such as harmonic drives, planetary gears, belt
and chain drives, etc. Harmonic drives in particular, add significant weight
and complexity to the system due to their sealing requirement, and most
importantly are highly inefficient. Commonly reported values for their effi-
ciency are misleading since they are measured at the maximum efficiency
condition. The actual efficiency is strongly dependent on temperature, load
and speed.

Planetary gear systems on the other hand add significant weight to the
system. They are typically constructed with hardened steel and are usu-
ally heavier than the motor. Thus, the overall torque density drops sig-
nificantly. In addition, planetary gears suffer from backlash and require
constant maintenance when they are not properly sealed. Sealing is also
costly in terms of weight and complexity. Moreover, a high ratio planetary
gear system can be prone to damage during high-velocity impacts which
are common in legged locomotion.

The proposed alternative is a cable-pulley system based on Capstan
drive with a synthetic fiber. Although such solution already exists in the
literature [172], we push its capabilities further with a few advances in the
design. First, by integrating the pulley to the link itself, our system shows
higher power density and lower volume. This made much more dynamics
maneuvers possible, as will be presented in Sec. 8.7. Second, a better choice
of material for the cable significantly increased the lifetime of the system,
made the design a practical choice for legged systems. Our cable survived
after half a million cycles of hopping. Third, we demonstrate extremely
high recuperation rate, which is computed using the measurements at the
battery output.

There are other notable cable-pulley designs for legged systems. They
are usually applied in combination with other types of transmissions such
as a planetary gear systems [173], or they become bulky and heavy when
using a steel cable [174]. Our cable-pulley system is directly attached to a
Permanent-Magnet Synchronous Motor (PMSM) to maximize the torque
transparency and the torque density. The resulting system is very simple
thus lowering the likelihood of a malfunction.

The proposed solution also has a few similarities to [17]. Both systems
are designed to maximize the torque transparency and power density.
The proposed solution’s advantage is that its transmission is extremely
lightweight. It can be machined directly on the links which makes the



120 8.3 pulley transmission design

transmission nearly free of weight. Since there is no direct mechanical
friction, it is more efficient as well.

However, there are several challenges in designing a legged robot with
a cable-pulley system: finding a creep resistant cable material, designing a
compact and lightweight pulley and making a robust mechanical connec-
tion between a pulley and a cable. In this paper we present our solution
for cable-driven actuation that addresses all of these challenges.

For this purpose, we initially developed a single-actuator test-bench for
the cable-pulley system and conducted multiple experiments to show the
performance and efficiency of the system. Moreover, we designed and con-
structed a single-limb system Capler-Leg to demonstrate our concept in
a simplified planar setting of legged locomotion. The leg weighs approxi-
mately 4.0 kg and is 57 cm in leg length when fully extended. Although it
is a relatively small robotic system, it outputs nearly 5,000 W of power. We
performed a high jump experiment where Capler-Leg hops according to
the various commanded heights. The maximum height reached was 1.5 m
while bearing an added weight of 2.0 kg. Since the system is so efficient,
almost no energy is lost in the transmission. Overall, the design achieves a
remarkable (96.5 %) recuperation rate while executing continuous jumps.

8.3 pulley transmission design

8.3.1 Cable Material Selection

Stainless steel is the most popular cable material since it does not creep and
termination can be implemented easily using crimping tools. However, this
solution is usually inapplicable to legged robots since they require a high
D-to-d1 ratio and have lower tensile strength than fiber cable materials.

Dyneema® SK70 and SK95 were widely used [175], [173], and [176] due
to their high tensile strength. However, the main problem with fiber cable
systems is that they are prone to creep. Creeping of the rope results in fre-
quent maintenance and can cause unstable behaviors during locomotion.
This pitfall makes them impractical in real applications.

However, there is a new promising alternative to the aforementioned
materials. Dyneema® DM20 [177] retains all of their desirable properties
while showing high resistance to creep. It is a cable material designed for
permanent mooring, which has similar loading conditions (i.e. sinusoidal)
to our application. Since the material is relatively new (it first appeared in

1 maximum bending diameter to the cable diameter
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the literature in 2012), we could not find any reliable source investigating
its applicability in robotics. A few tests on basic material tests can be found
in [178].

In Tab. 8.1, we compare several different cable materials. An important
characteristic of cable materials is their resistance to UltraViolate (UV) ra-
diation. Since we are interested in outdoor applications, the cable must
be highly resistant to UV radiation. Initially a few non-UV-resistant cables
with a jacket were tested but none of the jackets survived after a few thou-
sand cycles of Cyclic Bending Over Sheave (CBOS) tests. Abrasion resis-
tance is vital in CBOS applications. Since the pulley material is most likely
to be bare or anodized aluminum, the selection of cable material must also
take this into account.

Considering all the aspects of the materials, the best material we identi-
fied was Dyneema® DM20. The only apparent downside is that it quickly
deteriorates at high temperature which limits the robot’s maximum op-
erating temperature to well below 80 ◦C. The stiffness of DM20 is much
lower than that of other fiber materials but is still comparable to that of
Aluminum. Extensive creep tests were performed [177] for over a period
of 100 days at 70 ◦C and the authors reported a total creep of less than
0.3 %. This set of experimental condition and duration corresponds to 25

years of operation at room temperature.

8.3.2 Pulley Design

One of the goals of this research is to minimize both the number of parts
as well as the overall size of the transmission system. To do so, we directly
machined the groove features on the rotor hub as well as the output pulley
groove on the link. The exact shape is further illustrated in Sec. 8.5 and in
Fig. 8.3. Two cables form helices on both pulleys. This topology ensures
that the cable length remains the same at any angle. The cables on the
rotor hub share the helix groove to minimize the size. These two pulleys
are tightly placed such that there is almost zero moment produced by the
two cables.

8.3.3 Cable Mounting and Tensioning

The critical design challenge of the cable-pulley system lies in forming
the cable terminations. Since the fiber cables exhibit a much higher ten-
sile strength than metal, it is insufficient to directly press them between
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Figure 8.2: Eye-splice termination.

metal parts as presented in many literatures. Doing so causes loosening
and eventual failure of the terminations.

In our proposed design, the cable-ends are eye-spliced as shown in
Fig. 8.2. An eye-splice forms a loop at each end such that it can be hung
on pins. However, a single eye-splice did not meet our creep resistant re-
quirement in tensile tests when they are repeatedly loaded and relaxed.
Therefore, we splice it multiple times to create a creep resistant termina-
tion. This type of termination led to very reliable cable termination. In our
experience, common knot terminations are not robust against long periodic
loading. Clamping may work by forming multiple loops on metal pieces
if it is well-designed. However, the coefficient of friction of Dyneema ca-
bles is from 0.05 to 0.08. It is very challenging to make a good mechanism
to hold it. Therefore, clamping will result in a bulky and unreliable solu-
tion. To the best of our knowledge, there is no test data available regarding
creep/loosening for such a type of cable termination. In [177], the authors
performed numerous tests with eye-splices, and we consider it is to be the
most robust and compact option.

8.4 experimental test bench

To evaluate the cable-pulley design, a test-bench was constructed, as shown
in Fig. 8.3. We selected a RoboDrive 115×25 [179] stator-rotor servo-kit
for the actuation, and a single PWB AS50 absolute encoder [180] used
simultaneously for both commutation and joint state feedback. Lastly, we
used an Elmo Guitar 2 to control the current applied to the armatures of
the stator.

The low-level motor controller consists of two simple cascaded loops:
the outer torque loop running on the host PC computes desired current

2 http://www.elmomc.com
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Figure 8.3: Test bench setup.

1
m2

, k

Electro

magnetic

force

load
m

Figure 8.4: Model of the testbench.

using the linear relationship τm = KTi∗a , and the current loop running on
the motor drive performs current tracking to generate the desired motor
torque. Since the cable flattens out, the exact pulley radius cannot be mea-
sured. We thus computed the exact current-to-torque mapping using an
external torque sensor. However, we found that these values deviated by
less than 1% from the pulley radius ratio multiplied by the torque constant
provided by the motor manufacturer.

We model the rotor and output pulley as one large link as is shown in
Fig. 8.4. m1, m2 correspond to the rotor and joint inertia respectively.

We performed a comparative test between the model above in simula-
tion and experiments conducted on the test-bench to observe the behavior
of the generated torque at the joint. For this purpose, we mounted a torque
sensor at the end of the link pulley (m2) and applied step commands with
varying magnitudes. For the simulation, we calculated the spring constant
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according to Young’s modulus given by the manufacturer of the cable and
the geometry of the cable-pulley system. The spring constant was calcu-
lated to be 1614 Nm/rad, which is actually in the same order of magnitude
as spring constants reported for harmonic drives. The spring damping,
however, was found experimentally as it cannot be efficiently computed
otherwise. Thus, as can be seen in Fig. 8.5, the measured torque from the
experiment was found to be very close to the one predicted by the sim-
ulation model, with the exception of the time delay which is due to the
sampling rate (500 Hz) of the measurement device. The average steady-
state error was below 0.4 %. This shows that the proposed transmission
system is nearly frictionless.

We would like to note that we observed that the deflection of the cable
induced the effective discrepancy in angular position of the joint. At the
maximum torque, this deflection was measured to be around 2 deg.

Lastly, we tested the torque tracking at various frequencies and the re-
sults are shown in Fig. 8.6. Torque tracking up to 30 Hz at 12 Nm was
reasonably accurate. Note that all the tests are conducted with a simple
open-loop current given by the motor drive manufacturer. We did not tune
the controller specifically for the experiments.
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8.4.1 Comparison to Existing Transmission Systems

To evaluate transmission systems appropriate for legged robots, we use the
following criteria: 1) backlash, 2) torque density, 3) torque transparency 4)
regeneration efficiency 5) size and 6) cost. Note that friction, efficiency, and
torque transparency are directly related to each other, and thus we consider
only torque transparency here.

For the comparison, we examined market leading manufacturers of the
transmission systems as well as relevant literature. Since accounting only
for the transmission system can constitute an unfair comparison, we con-
sider the whole actuation assembly, assuming that they all use RoboDrive
motors as we do. We selected the systems that can produce the same
torque as our system. For the systems that cannot produce the required
joint speed, we picked the one which matches as closely as possible. The
transmission systems we compare in this paper are:

1. Harmonic Drives (HD) [181]

2. Harmonic Drives with a Torque Sensor (HD-TS) [182]

3. Series Elastic Actuators (SEA) [183]

4. single-stage Planetary Gear systems [184] (PG)

5. Cycloidal Gear systems (CG) [185]

6. Belt/Chain Drives (B/C D) [186]

7. Direct Drive systems (DD) [179]

8. the proposed Cable-Pulley (CP) system

The comparison is shown in Tab. 8.2. For the exact specifications, we used
the data from the manufacturers which can be found in the corresponding
references.

The belt drive efficiency from the manufacturer can be misleading since
the measurements are measured without pretension. When they are taut,
the efficiency is lower than our system since ours consists of an antagonis-
tic pair of cables that produces zero net force on the pulleys. This mech-
anism results in nearly zero friction at the bearings. The backlash is con-
ceptually hard-to-define since many zero-backlash drives show stick-slip
behaviors. Although stick-slip behaviors are less severe than backlashes,
they are still undesirable for control. Harmonic drives, cycloidal gears, and
belt/chain drive all show slip-stick behavior.
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For variables which are hard to quantify, we used qualitative ratings
from 1 to 5. The weights reflect the additionally required parts, e.g., sealing
and housing for harmonic drive and sprockets for belt/chain drives.

Since we require minimal or zero backlash, we assume that the drive
train is tensioned tightly. A carbon-fiber-reinforced belt system [186] was
the best belt material we could find, but the whole actuation system be-
comes impractically large due to our high torque requirements. Gear trains
can be pressed together to remove the backlash, but they wear out much
faster and creates high frictional forces. Direct drives are nearly ideal, but
to produce the same amount of torque as our cable-pulley system, it be-
comes impractically big and heavy.

8.5 capler-leg design

The results from the test-bench and our thorough analysis led us to design
a single leg called Cable-pulley driven legged robot (or Capler for short)
Leg. Capler-Leg is a two-joint planar legged robot prototype designed to
test the proposed actuation system under conditions closer to that of full
legged robots. This section describes the overall design of the single leg
prototype.

8.5.1 Capler-Leg

The design of Capler-Leg is shown in Fig. 8.1 and its interior is shown in
the two cross-section views in Fig. 8.7 and Fig. 8.8. The pulley grooves that
are directly machined on the motor housing also act as a heat-sink to dis-
sipate heat generated by the knee motor. The thigh is designed to be fully
enclosed, due to considerations regarding potential water-proofing assem-
bly in the future. However, as of yet, we have not performed any sealing
test. The leg is also designed to be rugged so to withstand falls and crashes
which are possible since it is capable of highly dynamic maneuvers.

Since the motor is placed at the hip, the power has to be transferred
to the knee. In order to do so, two straight pulley grooves are added at
the knee pulley and the knee axle. This additional transmission has a gear
ratio of 1.33. A thicker cable (3 mm) was used for this transmission in
order to increase the stiffness. The overall gear ratios of the hip and the
knee actuator are 5 and 5.33 respectively.

The specifications of the leg are summarized in Tab. 8.3. The resulting
output torque is enough for the leg to sustain seven times of its weight even
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Stator
Rotor
Hub Motor

Housing

Figure 8.7: Hip cross section view.

Properties Values Properties Values

Weight 4.0 kg Max. torque 70 Nm

Link lengths 24, 25 cm Max. joint speed 40 rad/s

Max. Power 4200 W Range of motion 300, 180 deg

Leg inertia3
0.062 kgm2 torque resolution 0.07 Nm

Static torque error 0.1 Nm Payload4
20 kg

Torque constant5
4.58 Nm/

√
W

Table 8.3: Specifications of Capler-Leg.



paper 5 : cable-driven actuation for highly dynamic

robotic systems 131

Motor
Controller

Stator

Rotor Stator
Housing Thigh link

Absolute
Encoder

Rotor
hub

Knee
Pulley1

Knee
Axle/pulley2

Figure 8.8: Thigh cross section view.
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while in the most torque-demanding configuration (i.e., fully crouched).
The maximum joint speed allows the foot to move at about 20 m/s when
fully stretched. The extra weights which were placed for the experiments
add 2.0 kg of mass to the system, making it 6.0 kg in total.

8.5.2 Experimental Setup

Actuation at each joint is implemented using the aforementioned pair of
RoboDrive (115×25) and PWB (AS25 and AS50) encoder. Control of each
motor is performed by an embedded motor driver from Elmo Motion Con-
trol®6 with a maximum operating voltage of 100 V and peak output current
of 50 A. A linear absolute encoder from SICK7 was used to measure the po-
sition and velocity of the base. Measurements of position and velocity are
provided by a standard CAN bus at 100 Hz, with a resolution of 0.01 mm.

8.6 locomotion control

In this section, we describe both the control method used to test the op-
eration of Capler-Leg, as well as the respective implementation using our
software framework.

8.6.1 Stance Phase Controller

The primary methods we employed for locomotion control are those of a
Virtual Model Controller (VMC) [187] for stance phases (i.e. contact with
the ground). We have modeled the rigid body dynamics of the system in
generalized coordinates

q =
[
zb φHFE φKFE

]>
, (8.1)

where zb is the vertical position of the base w.r.t. the ground, and φHFE
and φKFE are the joint angles of the Hip and Knee Flexion-Extension joints
respectively. Thus the full dynamics of the system is expressed as

M(q)q̈ + b(q, q̇) + g(q) = I J>c (q) I f c + S>τ, (8.2)

where M(q) is the generalized mass matrix, b(q, q̇) consists of the gen-
eralized Coriolis and centripetal forces and g(q) is the total generalized

6 Elmo Gold-line Twitter
7 https://www.sick.com
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forces due to gravity. We assume that the external forces I f c due to contact
with the ground are acting at a pre-specified point at the center of the foot
link. This contact force is mapped to generalized forces via the respective
Jacobian matrix I Jc corresponding to the absolute linear motion of the foot.
The left subscript denotes that the Jacobian matrix and Cartesian forces are
expressed in the inertial reference frame I. Finally, the selection matrix S
projects the vector of joint torques τ to the dimensions of the generalized
forces.

When a contact is detected, we apply VMC to emulate a spring acting
vertically between the base and the ground. This virtual spring, for a given
setting of stiffness ks and damping ds, applies a Cartesian force I f s along
the inertial z axis as

I f s = ks




0

0

(z∗b − zb)


+ ds




0

0

−żb


 . (8.3)

Using a quasi-static approximation of the full dynamics, we can neglect
the terms involving M(q) and b(q, q̇). Moreover, the contact force acting
at the foot can be approximated as I f c = [0, 0,−mg]>, where m is the
total mass of the robot and g is the gravitational acceleration. Thus, given
the aforementioned assumptions and desired virtual force, we apply the
instantaneous joint torques

τ∗VMC = S(I J>BF(q) I f s −I J>c (q) I f c + g(q)), (8.4)

where I J>BF is the translational Jacobian matrix which maps generalized
velocities to the Cartesian velocity of the foot with respect to the base.

8.6.2 Flight Phase Controller

While the foot is in a flight phase, i.e. the contact with the ground is open,
we apply inverse dynamic control in joint-space with a desired acceleration
q̈∗j specified using a linear PID law on desired joint position q∗ and zero
joint velocity

q̈∗ = KP (q∗ − q) + KI

∫ t f

t0

(q∗ − q) dt− KDq̇. (8.5)
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KP, KI and KD are specified as diagonal matrices to allow for easy tuning of
these gains. The final torque command resulting from the inverse dynamic
controller is computed as

τ∗IDC = S (M(q)q̈∗ + b(q, q̇) + g(q)) . (8.6)

To perform repetitive hopping motions, we selected a relatively low
spring damping and tune it so that, when excited sufficiently by an exter-
nal disturbance, the VMC virtual spring oscillates mildly, causing the leg
to jump upwards eventually. Furthermore, we activate the flight-phase con-
troller when the leg extends beyond 0.4 m. These heuristics allow Capler-
Leg to passively perform continuous hopping, without the need for any
type of motion planning.

8.7 experiments

We performed two sets of experiments which we present in this section: a
high jump test which tests the capabilities of Capler-Leg, and a longevity
test which tests its endurance under realistic loading conditions. The fol-
lowing quantities were used for our analysis:

1. Power consumption of the battery: the average battery power out-
put and is computed as Pbatt = Vbatt Ibatt, where Vbatt is the battery
voltage, and Ibatt is the battery current.

2. Thermal losses of the motors: the resistive losses of the motors and
is computed as PJ = Rm I2

m, where Rm is the single-phase equivalent
motor resistance, and Im is the single-phase equivalent motor current.

3. Motor controller power consumption (Pmc): the average power re-
quired to run the motor controllers at idle state, mainly used to
power the logic circuits and the communication layer of the motor
controllers.

4. Mechanical power: the mechanical power from the motors, and is
computed as Pmech = ωmτm, where ωm is the rotor speed and τm is
the motor torque.

5. Mechanical losses: the average power lost due to various friction
sources such as the guide rail, the transmission, and the foot im-
pacts. It is computed as an average of mechanical power. Note that
this is accounting for the recuperated energy, so only the lost energy
is computed.
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Figure 8.9: Power and height trajectories during high-jump test. The acronyms
stand for, BO: Battery Output, MO: Mechanical Output of the motors,
TL: Thermal losses of the motors. Note that power consumption can
be greater than the power supply since there is a capacitor regulating
the bus voltage.

8.7.1 Continuous High Jump

To test the performance limits of Capler-Leg, we conducted a high-jump ex-
periment, whereby Capler-Leg is mounted on a vertical rail of 1.5 m height,
and, using the simple locomotion controller described in Sec. 8.6, jumped
multiple times with various target heights. During these high-jumps, the
base was often crashing onto the foot while landing and high mechanical
losses arose. However, we present the power computation for complete-
ness.

Figure 8.1 show the snapshots of the leg while jumping. The measured
states of the leg are shown in Fig 8.10. The maximum torque and the joint
velocity observed during the experiment were 52.0 Nm and 35.1 rad/s re-
spectively. The maximum achieved height was 1.22 m.

The power-related statistics from the experiments are shown in Fig. 8.11.
The consumed power was 70.20 W including the 9.0 W from the electronics.
At equilibrium, the temperature of the motor was found to be 32.8 ◦C at
most.
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Figure 8.10: Generalized coordinate and velocity trajectories during the high-
jump test.

8.7.2 Longevity Test

The longevity experiments were mainly designed to test the endurance
of the cables over a long period of operation, but also provided means
to evaluate the system under realistic operating conditions. We require
that the cable should last at least half a million cycles before needing re-
tensioning or replacement. Assuming that the robot moves 40 cm in every
step, this test corresponds to 200 km of total travel distance.

During these experiments, Capler-Leg continuously hopped with an av-
erage base height change of 35 cm and a foot clearance of 20 cm. These
jumps simulate the loading condition of moderate running on flat terrain.
The power and height trajectories for one period of a jump are shown in
Fig. 8.13. Some statistics on different power values are shown in Fig. 8.14.
During hopping, the average positive power of the motors was 28.83 W
and the average negative power of the motors was 27.85 W. The mechani-
cal power output was measured at the motor, but the negative power was
computed as

Precup = PJ + Pmech + Pmc − Pbatt. (8.7)

This directly computes the difference between the energy supply and en-
ergy consumption, which can be explained by the recuperated energy.
Therefore, this is the true value for the energy returned to the battery due
to negative mechanical power. These measurements mean that 96.5 % of
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Figure 8.11: Power losses during the high-jump test is shown. The total power
loss, 70.20 W, was measured at the battery.

the mechanical energy was recuperated at the motors. The efficiency re-
garding electrical to mechanical conversion could not be measured since
there are many electrical energy storages (capacitance and inductance) and
the recuperation energy was also present. Only 4.5 % of the total energy
consumption was contributed by the mechanical losses such as transmis-
sion losses, impact losses, and friction losses. 14.04 W of power was lost at
the motors due to Joule heating. Although it contributes more than 50 %
of the power consumption, it was not enough to increase the surface tem-
perature of the motor by 3

◦C at equilibrium. The motor controllers are
consuming a significant amount of power as well, mainly due to the fast
communication protocol (EtherCAT).

The total test lasted about 42 hours. The jumping behavior did not
change throughout the experiment which is indicative that there are no
significant degradations in the cables. We also visually inspected the
cables for any possible damage or creep, and the cables were visually
intact.

8.8 conclusion

This paper presented a novel cable-pulley system and the derived single
legged robotic limb, Capler-Leg. The proposed system has a gear ratio
of 5 which is much lower than the transmissions in most legged robots.
However, in conjunction with a high gap-radius motor, we show that the
combined system is not just efficient, but also extremely powerful. We con-
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Figure 8.14: Power losses during the longevity test. The total power loss, 25.12 W,
was measured at the battery.

ducted several tests for torque tracking, and it was extremely accurate both
for static and dynamic cases. We presented a high-jump test of 1.2 m only
using 80 % of the torque capacity with an extra weight which is 50 % of
the robot’s weight. We also showed a longevity test of half a million cy-
cles and proved that the cable is durable in practical scenarios. During the
longevity test, Capler-Leg recuperated 96.5 % of the total mechanical power
on average. This test shows that the transmission has extremely low fric-
tion. Therefore, we conclude that the proposed solution is very well-suited
for legged robotics.
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