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Abstract

To overcome these difficulties, we would like to have computers generate human-interpretable control logic. We explore this task in the context of adaptive bitrate video streaming, where the core control logic must use network and client
state to decide on what quality to fetch future video chunks
at. We tackle two problems: (a) reconstructing existing ABR
algorithms that are deployed in the wild, but are unknown to
us; and (b) synthesizing new ABR algorithms that attempt
to learn from oracles that use knowledge of future network
conditions to make decisions.
Both these problems are of independent interest. Synthesis could reduce the burden on human designers of control
systems. On the other hand, reconstruction of existing but
unknown algorithms helps understand otherwise opaque systems and their interactions with the environment. For ABR,
not knowing the control logic used by large video streaming
providers like Netflix and YouTube implies that we do not understand the behavior of most Internet traffic. This is limiting
for researchers and network operators working on designing
underlying systems like transport and rate-limiting, and for
understanding issues like if and why this traffic is un/fair to
other traffic on the Internet. Likewise, for transport, large companies can customize transport algorithms atop QUIC [18],
potentially in a manner opaque to external observers.
Both reconstruction and synthesis require similar tools —
it is largely immaterial whether one infers an algorithm from
data collected from an existing service, or from the decisions
made by simulated oracles. In either case, our goal is to use
the data to create succinct, human-interpretable logic / pseudocode that mirrors the decision-making observed in the data.
Nevertheless, this is an ambitious goal, with the current
tools available for general-purpose program synthesis still
being fairly limited, especially with noisy data, or when synthesizing larger programs. However, there are two reasons for
optimism if we can suitably narrow our scope: (a) often, the
core pieces of logic in networked algorithms are fairly simple,
e.g., TCP’s additive increase multiplicative decrease behavior;
and (b) it is easy to collect large amounts of curated data for
analysis. Thus, in our exploration of ABR, we ignore startup
logic and other corner cases, and systematically collect data
that covers the potential decision-making outcomes.
We investigate two methods for generating pseudocode
tailored to ABR algorithms: (a) extracting rule-sets from an
ensemble of decision trees; and (b) a nested-function approximation. These are both built on our experience with known
ABR algorithms. The rule-based approach captures the observation that simple ABR logic maps the environment to a small
set of discrete video chunk qualities. The function approxima-

For complex problems, machine-generated control may provide an appealing alternative to human-designed procedures.
Recent work has explored this for video streaming algorithms
and transport. However, past efforts in this direction only yield
blackbox solutions, which do not lend themselves to human
interpretation. We thus investigate to what extent it is possible
to generate human-interpretable networked algorithms, using
the example context of adaptive bitrate video streaming.
We explore both the reconstruction of already existing but
unknown networked algorithms, and the synthesis of new
algorithms given look-ahead oracles. We find that attaining a
high degree of agreement with a target algorithm’s decisions
is possible by (a) encoding domain knowledge into learning
methods; and (b) training on traces of controlled interactions
with the target algorithms. This also translates into similar endto-end video quality-of-experience. Naturally, the extent to
which a target can be reconstructed depends on its complexity.
We also find that by learning from look-ahead oracles, instead of existing algorithms, it is possible to create an adaptive
bitrate video algorithm that achieves performance similar to
opaque, blackbox, machine-generated control.
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INTRODUCTION

For a variety of systems, we need to exercise control under uncertainty about the current and future state of the environment.
Congestion control and adaptive bitrate video streaming are
examples of such control systems in networking. These are
both complex problems, with a large and rapidly growing
body of work addressing each. The complexity of designing
control logic for such problems has recently generated interest in exploring whether we can have machines automatically
generate such control, instead of requiring human design.
However, past efforts in this direction have relied on blackbox machine learning methods like neural networks [19] and
large rule-sets [14], that are not open to human interpretation.
This is limiting because the opaque generated control does not
yield an understanding of its workings. This hinders reasoning about its interactions with other control systems, e.g., the
interaction between a neural network based video algorithm
and an underlying transport mechanism. It also makes it more
challenging to make manual changes if needed, and faces
reluctance from operators who lack confidence in deploying
control systems they do not understand. Further, ensuring robustness of such blackboxes is difficult – there is substantial
literature on generating adversarial inputs, which potentially
also implies the existence of benign-but-bad corner cases.
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tion approach imposes an ordering on the common primitives
used in ABR: gathering some estimate of network throughput
(directly, or indirectly via client buffer occupancy), using it
to estimate what maximum video quality could be achieved
without incurring rebuffering, and finally making decisions
based on this maximum achievable quality and other considerations like reducing variability in output. For both methods,
to obtain succinct pseudocode, we also make common primitives like moving averages available for use in the learned
algorithm. We find that exploiting such domain knowledge is
crucial to accurate and succinct algorithm inference.
We find that using these methods, one can obtain succinct,
human-interpretable pseudocode that is usually able to mimic
the decisions made by the target algorithm. In particular,
Vimeo’s deployed approach can be reconstructed with high
agreement (90%) with the target algorithm’s decisions. Such
reconstruction results in simple and short pseudocode, with
< 10 lines. For YouTube, our generated code can achieve reasonable agreement (71%) with the observed quality decisions
YouTube makes.1 We hypothesize that interference from advertising content and potentially a larger decision space (e.g.,
YouTube also varies lengths of video segments) result in this
substantial gap.2 Mirroring a target algorithm’s decisions also
translates into similar video QoE performance.
We also train our approaches by using oracles that make
optimal decisions by having access to future network behavior.
This allows the synthesis of new algorithms. Our early results
in this direction are positive: we find that we can construct
concise pseudocode that matches the performance (in terms of
quality of experience over a set of network traces) of blackbox
approaches such as Pensieve [19].
While our ambitious effort shows signs of success, it also
reveals several important limitations, two of which are likely
fundamental: (a) encoding domain knowledge still entails
manual effort; and (b) in practice, a lot of human engineering time is likely spent on finding and addressing the corner
cases, which our approach as-is is unlikely to help with.3 A
third issue is that our current implementation offers limited
generalization in two ways. First, our approach of outputting
quality labels limits us to settings with the same number of
bitrate levels available per video. Second, for some videos, we
find a larger gap between performance of the oracle and the
synthesized pseudocode. We believe using regression trees
instead of decision trees, such that we output estimates of
bitrate (rather than the sparser bitrate levels), would help with
generalization, but this is future work for now.
Our results indicate promise for tailoring learning methods
based on domain knowledge such that accurate and concise
reconstruction and synthesis are possible. These first results

raise interesting questions, such as about the tradeoffs between how much effort is invested in embedding domain
knowledge, and the conciseness and accuracy of the inferred
pseudocode; generalizing this approach to other networking problems, like transport algorithms, and newer problems
where we have more limited experience, such as multipath
transport; and how online service providers may obscure their
logic against reconstruction, if so desired.
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RELATED WORK

Prior work on machine-generated algorithms for networking
has been limited to approaches that yield outputs that are not
human interpretable. In this vein, TCP Remy [14] generates a
potentially large rule set to tackle congestion control, while
Pensieve [19] uses neural networks for ABR.
There is a larger body of work on reconstructing existing
but unknown algorithms. One may approach this using code
analysis, like Ayad et al.’s analysis of Javascript code for
some online video services [13]. However, such code may not
always be accessible on the client side, or may be too large
and obfuscated – YouTube, for instance, comprises 80,000+
lines of obfuscated Javascript. We used JS NICE [26], the
state-of-the-art in Javascript deobfuscation, but even coupled
with a step-through debugger, this provided little insight.
Manual experimentation and analysis can also be applied.
For instance, Mondal et al. [21] used network traces to experimentally study the behavior under changing network conditions, and then manually draw coarse inferences, such as that
YouTube’s requested segment length varies with network conditions. An earlier effort on inferring Skype’s adjustment of its
sending rate [17], was based on the researchers making experimental observations, then manually hypothesizing a control
law, and finally tuning its parameters to fit the observations.
In contrast to the above efforts, our goal is to generate
code or pseudocode directly from network traces. Beyond
networking efforts, program synthesis is, of course, a rich
discipline in its own right. An example of synthesis work that
one might consider applying is that on using a limited set of
given primitives (e.g., sort, sum, reverse) to create algorithms
automatically [8]. However, such work does not address noisy
input-output data, which is the default in networking. Tackling
this issue, [24] proposes a noise-resilient program generator
framework, but unfortunately, it is unclear how to extend this
approach to accommodate useful domain knowledge to make
a more guided search through the large program space.
To the best of our knowledge, ours is the first work to explore human-interpretable inference of networked algorithms.

3

1 We

give context on interpreting agreement in §7.2.
2 Netflix’s terms of service prohibit such automated experimentation on
their platform, so we did not experiment with Netflix.
3 It may be possible to learn the primitives we manually encode from a
corpus of hand-designed algorithms, but this is a challenging task.

DATA PREPARATION

For the reconstruction of a target algorithm, we must collect
traces of its behavior. For ABR algorithms, this implies collecting the video player’s state (in terms of selected video
quality and buffer occupancy) across controlled network con2

quality 0 → TN−1 ≤ 4.99
quality 1 → TN−1 > 4.99 & TN−1 ≤ 6.97
quality 2 → TN−1 > 6.97
Fig. 2: Minimal rule-set for a reservoir-based algorithm,
which uses only the throughput estimate from the last chunk
fetched to pick one of three quality levels.
output. The inputs are all the other collected measurements
over the past m seconds and n requests before request t.
The throttler varies network throughput using available real
traces [25] and synthetic ones. The details are left to §7.1.
Before learning on the data we preprocess the obtained samples. We first balance the output labels by under-sampling,
because if there’s label imbalance in the training data, our
learning methods may learn to preferentially predict the majority label. Further, our interest is in stable-state behavior,
instead of startup logic, which may be driven by different
heuristics and algorithms entirely. We thus remove the first
25% of requests from the data. Similarly, we also remove
requests which result in re-downloads of segments.

Fig. 1: Our online sampling architecture throttles (1) the
throughput on the client (2) and logs all the data available
at and going from the client (3),(5). This data is augmented
with video metadata from the server (6).
ditions. This network manipulation may follow existing traces
from real networks [25] or be generated synthetically.
The generic architecture for collecting such traces is illustrated in Fig. 1. Our implementation (in Python3, and using
Selenium browser automation framework to interact with the
online service) currently works for Vimeo and YouTube.
While watching the video we throttle the throughput (1)
at the client (2) using tc (Traffic control, a Linux tool). The
state of the client (e.g., current buffer occupancy) is captured
by the sampler (3) every a seconds. All requests sent from the
client (2) to the server (4) are logged by a proxy (5). These
requests also allow us to derive the throughput measurements
the client has taken. We also obtain metadata about the video
from the server (e.g., at what bitrate each video quality is
encoded). All information gathered from the three sources
— the proxy, the sampler and the server — is aggregated (6).
This process yields the following measurements:
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RULE-SET BASED INFERENCE

We shall first consider a motivating example for why rulesets are a simple and potent representation for our type of
target algorithms, and then present our recipe for constructing
succinct rule-sets that capture the target algorithm’s behavior.

4.1

Motivating example

Let us examine a simple throughput-based ABR algorithm,
similar to that described in prior work [12]. It uses only the
throughput estimate for the last video chunk fetched, TN−1 ,
and two thresholds: reservoir and cushion. If TN−1 < reservoir, the lowest quality is served. If TN−1 > reservoir + cushion, the highest quality is served. For other values of TN−1 ,
quality is linearly interpolated between these levels.
This algorithm, regardless of its specific instantiation with
particular values of the the thresholds, can be easily expressed
as a set of rules. For a simple instantiation with only 3 quality
levels, and both reservoir and cushion set to 4 Mbps, this
rule-set is shown in Fig. 2.4 The rule-set is inferred (which
is why the rules contain imprecise values like 6.97) by the
process we shall describe next.

• Tt : throughput, from the download time for request t
• Qt : quality level requested in request t
• St : segment length (seconds) downloaded for request t
• Cthist : segment size (Mb) downloaded for request t
i

• Ctcurrent : segment size of quality level i for request t
• Rthist : segment bitrate (Mbps) for request t
i

• Rtcurrent : segment bitrate for quality level i for request t
• Bn : buffer size (seconds) after n seconds of streaming
• Fn : frame-drop rate after n seconds of streaming. Each
second in a video can be divided in frames. If the algorithm can not decode a frame in time it is dropped.
Frame dropping occurs if the CPU is overburdened.

4.2

Overview of rule-set inference

We use the following ingredients to infer the rule-set for a
target algorithm:

Thus, we capture the characteristics of the video (what segment sizes and bitrates of different quality levels were available for each segment), those of actual playback (what segment lengths, sizes and bitrates; frame-drop rate; and quality
level were seen), and the network and client state in terms of
throughput and buffer size. In terms of modeling the ABR algorithm’s inputs and outputs, the requested quality, Qt , is the

• We first learn binary decision trees [16] that encode
conditions that result in specific outputs, in our case, the
4 Readers may expect the rule-set in Fig. 2 to mean that reservoir = 5 and
cushion = 2. The discrepancy stems from the discreteness of the interpolation:
for some TN−1 > reservoir i.e., TN−1 ∈ [4, 5], quality 0 will be chosen.
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account and we do not, leading us to associate the chunk
quality requested with the wrong measurement.
To address this issue, we use an ensemble method, which
combines several simple estimators to cope with noise and
make the estimators more predictive in combination. Specifically, we use Random Forests [4], which train many trees
on sub-samples of the data, and average their output to get a
robust predictor.
Feature selection: From our decision tree ensemble, we
would like to eliminate features (measurements) that do not
have a substantial impact on the output (quality decisions).
We assign each feature an importance score: the number of
times it has been used to split a tree, i.e., in a conditional at a
tree node. We can then iteratively remove the lowest scoring
feature, as long as the accuracy does not drop [10].5
Clustering rules: After addressing noise and eliminating unnecessary features, we would like to condense the many rules
contained in our random forest ensemble into a small, interpretable rule-set. Given that the random forest trains many
trees on sub-samples of the same data, many of the rules
contained therein will be similar. We use methods from past
work [9] [2] to cluster similar rules, and then extract the most
accurate rule from each cluster.

Fig. 3: The big image is the target decision plane, with 2
labels. On the right are its approximations with decision trees
of different rule-lengths, going from 1 to 4.
video quality levels requested. Every path in such a tree
from the root to a leaf can be interpreted as a rule.
• To address noise in the data, which would lead to unnecessary and erroneous splits in the decision trees, we use
ensemble methods, namely random forests [4].
• We then use rule clustering [9] and recursive feature
selection [10] to make the rule-set more compact.

4.4

• Lastly we use feature engineering in order to improve
the conciseness of the inferred rules.

4.3

Feature engineering

While the above pipeline can in fact yield accurate results, it
often results in overly complex rules. For instance, if the target
algorithm uses the mean throughput across the last 2 video
chunk fetches, the rules will contain complex conditionals
across both TN−1 and TN−2 . Fig. 4 shows this visually. The
T
+T
target decision plane uses the mean, N−1 2 N−2 to decide
between three video qualities. Rules of length 2 and 5 yield
poor accuracy, necessitating much longer (complex) rules.
Of course, if we knew that the building block for throughput
estimation is the mean, we could simplify such rules substantially by expressing them in terms of the mean. Thus, we
can consider adding common estimators, based on our domain knowledge, to the feature-set available to our learning
pipeline. Then, instead of only learning across primitive literals (like each individual chunk’s throughput), more compact
representation across these non-primitive literals becomes
possible. We thus explore three such non-primitive features
that are intuitive and likely commonplace in ABR design.
Lookback: Often, in control decisions, there will be a limit on
how much past history (“lookback”) to incorporate in decision
making. Our first goal thus, is to estimate what this lookback
is for a target algorithm.6 We want to identify the minimum
number of past samples that can match the accuracy of an

From decision trees to rules

There are standard methods for learning binary decision (classification) trees from data samples [16]. Further, in such a
decision tree, each path from the root to a leaf can be naturally
interpreted as a descriptive rule capturing the conditions for
the outcome at the leaf to be reached.
Consider a single-threshold decision: “If throughput < 5,
pick low quality; otherwise, pick high quality.”. This can be
captured in a 3-node tree with the conditional at its root, and
the two outcomes as leaves. In this case, the rule-lengths, i.e.,
the path lengths from the root to the leaves, are 1; and so is
the number of “splits” in the tree. Fig. 3 shows a more complex target decision plane. The rules are generated recursively,
splitting the labels in the 2-dimensional feature space as homogeneously as possible. Restricting the lengths of the rules
(and equivalently, the number of splits) limits how accurately
the decision plane can be captured by this representation.
Handling noise: Consider a somewhat different scenario than
Fig. 3, such that now the true decision plane features a square
region for label 1, but a few erroneous data samples that
should have been labeled 0 are labeled 1. A certain set of
such erroneous labels can trick the decision tree learning
procedure into ending up with the decision plane of Fig. 3,
which is now incorrect. Such mislabeling can occur in practice
for various reasons. For instance, if the target ABR algorithm
takes throughput measurements from aborted downloads into

5 We measure accuracy by k-fold cross-validation. We partition the training data into k pieces. We train on k-1 pieces and calculate accuracy on the kth ,
using each piece turn by turn as the one for evaluation. Such cross-validation
yields good results in accuracy generalization estimation [15].
6 In general, there may be different lookbacks for different features; this
can be handled in the same way.
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Fig. 4: Here, the target decision plane (big, left) is governed
by the mean of TN−1 and TN−2 . The smaller figures show that
we need long rules to approximate this if we are restricted to
using individual literals (TN−1 and TN−2 ) in our rules.

Fig. 5: The GPO maintains a confidence interval for the
optimum across the search landscape. Here, we show three
steps of its convergence towards the optimum value of α.

approach that uses unlimited lookback. Note that having more
available lookback never decreases accuracy (substantially,
beyond noise), because the learning approach would simply
not use data that is not useful. Thus, given this monotonic
characteristic, it is easy to efficiently search for the optimal
lookback using binary search.
Non-monotonous estimators: Beyond simple estimators
like the mean over a certain lookback, in networking, the
use of moving averages is common. Consider an exponential
weighted moving average (EWMA) of throughput as below:

Tt0 ,
t = t0
St =
α · Tt + (1 − α) · St−1 , t > t0

Fig. 6: In a similar vein to Fig. 4, here we see that a decision
plane comparing the throughput estimate to the chunk bitrate
is difficult to capture without long rules if rules can only be
framed in terms of the individual literals.

This estimator uses two parameters, α and t0 . α captures
the weight assigned to newer data samples, and t0 captures the
lookback. For a fixed α, our lookback search can identify the
best t0 . Identifying the best α, however, requires additional
work, because the accuracy depends non-monotonically on α.
If α is too large, prior samples are not given enough weight,
and if it is too small, newer samples are ignored.
Instead of trying every possible value for α, we use a black
box optimizer to suggest potentially useful values. Such function agnostic tools, given parameter-accuracy pairs, approximate the accuracy landscape conditioned on the parameter.
Specifically, we use a gaussian process optimizer (GPO) [20].
A GPO estimates the function values to be distributed as a
multi-variant normal distribution. Taking the posterior for a
parameter returns a distribution over the likely corresponding
accuracy values. The estimate comes with confidence interval.
This process is visualized in Fig. 5.

requires a comparison: is the throughput larger than a particular step in the bitrate ladder? Unfortunately, while decision
trees can capture such comparisons, they often require a large
number of rules to do so. This is illustrated in Fig. 6, where
the decision tree with rules of length 2 and 5 do not accurately
represent a simple comparison-based target decision plane.
Thus, obtaining concise rules requires encoding potential
comparisons of this type as non-primitive features. These can
also be parametrized with thresholds etc. in a similar manner
to the estimators and lookback as discussed above.

4.5

Summary and limitations

Our final “recipe” for generating rule-sets from data samples
can be summarized as shown in Algorithm 1. The algorithm
works by addressing unnecessary information and noise, and
building in domain knowledge.
The process involved clearly illustrates the underlying
tradeoff: without encoding domain expertise that provides

Comparisons: Decisions often depend on not just thresholding of certain primitive or non-primitive features, but also
on comparisons of features. For instance, generalizing even
our simple rate-based algorithm (§4.1) to work for arbitrary
videos encoded at different sets of bitrates (“bitrate ladders”),
5

Algorithm 1 RULE EXTRACTOR

and for the other cases, quality is an interpolation. By making
this differentiable, we can enable numerical optimization of
the parameters, and obtain the original code.

data ← sample_provider()
data ← remove_unnecessary features(data)
data ← optimize_lookback(data)
data ← optimize_estimator(data)
data ← add_quality_estimator(data)
6: rules ← train_ensemble(data)
7: rule_cluster ← cluster_rules(rules)
8: top_rules ← extract_top(rule_cluster).
1:
2:
3:
4:
5:

5.2

We use the following steps to obtain a function approximating
a target algorithm:
• We frame a template in the form of an intuitive sequence
of functions: estimating future throughput and buffer
occupancy, computing a feasible quality based on these,
and optionally applying heuristics to decide the final
requested quality.

TN−1 + TN−2
2
phigh = Test > (res + cush)
Test = TN−1 or

• We create several potential estimators based on past experience with ABR for use in the template.

plow = Test < res
QN = (1.0 − plow )(phigh 2 + (1.0 − phigh )d

• The functions are parametrized, such that they can be
optimized based on the data.

Test − res
2e)
cush

• Optimization must be done numerically, so we must
make the contained primitives (including booleans and
strict choices between multiple outcomes) differentiable.

Fig. 7: A template that approximates the example from §4.1.
at least the basic, intuitive building blocks in play, accurate
results can still be obtained, but at the expense of uninterpretable complexity. The more the effort spent in encoding
such non-primitive building blocks, the more concise the output obtained. One potential way of addressing this in future
work, is that such building blocks be automatically learned
from a corpus of any available hand-designed algorithms,
which do not necessarily solve the precise problem being
addressed, but a related problem in the broader domain of
networked algorithms.
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5.3

Template structure, parametrization

Our templates specify the ordering of sets of primitives: we
may first use throughput and buffer estimators, then quality
estimators, and finally apply any number of heuristics to refine quality estimates. We force choices at each step, e.g.,
only one from a handful of throughput estimators must be
chosen, such that the use of both a mean and an EWMA is
not accommodated.
Available estimators: The throughput estimators are the
same set as available to the rule-based approach, with their
parameters left open for the optimization step. We add the possibility of using the minimum of two estimators. For quality,
we encode the following options:

FUNCTION BASED INFERENCE

We also explore a second approach, which constrains the
structure more deliberately towards ABR algorithms.

5.1

Overview of function approximation

• Reservoir1 : comparisons of the throughput estimate with
thresholds like for the reservoir-cushion example.

Motivating intuition

• Reservoir2 : like Reservoir1 , except with buffer size.

Not only are a core set of primitives (like throughput estimation and buffer occupancy) used in the ABR, but there
is also an intuitive ordering on how these are used. For instance, throughput may be estimated first (in a variety of
ways), following which one may ascertain what quality could
be plausibly fetched (e.g., highest bitrate which is lower than
the future estimate). Finally, one may apply a set of heuristics,
such as “if quality changed often recently, don’t switch”.
Fig. 7 shows such a template for the rate based algorithm
from §4.1. Here, we assume that the throughput estimator
T
+T
is either TN−1 or N−1 2 N−2 . The parameters res and cush
are also learned from the data. This example computes two
intermediate results, phigh and plow , which are binary variables
dependent on the outcomes of their respective conditionals.
Finally, the quality is a function of these and the throughput
estimate: if phigh = 1, QN = 2; otherwise, if plow = 1, QN = 0,

• Bitrate: chooses the highest available bitrate below the
throughput estimate, with a parametrized discount applied to the throughput estimate.
• Segment: we compare the amount of data in the buffer to
available bitrates, again using a parametrized discount.
• Download: the highest bitrate for which the estimated
fetch time exceeds the buffer by a threshold.
• QoE: the bitrate that greedily maximizes the expected
linear QoE [27], with the weights for rebuffering and
bitrate utility parametrized.
Heuristics: After choosing throughput and quality estimators,
we use heuristics that refine the quality decision from the
quality estimator:
6

• Framedrop: estimate the framedrop rate, and if it exceeds
a threshold, use either the lowest quality level, or the
lowest among the last 15 decisions, or a quality lower
than the quality estimator’s output by a parametrized
number of quality steps.
• Quality-change: thresholds on changes in quality level.
• Bitrate-change: thresholds on changes in bitrate.
During later training, we try various heuristic combinations,
choosing the one that works best on the validation data.

5.4

Function optimization

Several aspects of our templates make optimization nontrivial. Given that being able to automatically derive analytical solutions for complex functions is unlikely, we must use
numerical optimization, with methods like stochastic gradient
descent (SGD). This requires (a) avoiding local minima; (b)
obtaining gradients from only data samples; and (c) making
our functions differentiable.

Fig. 8: Approximating the boolean “if reservoir = 4 . . . ”. The
reservoir is modeled as a normal distribution, enabling us
to compute P(Test ≥ reservoir). This likelihood distribution
will yield more ‘1’ samples if this probability is large.
optimize the reservoir model (i.e., parameters µ and σ). Fig. 8
illustrates this process.

Avoiding local minima: SGD moves in the direction of the
calculated gradient, but risks getting stuck at local minima.
We use the standard technique of “Momentum” to avoid this
problem. Momentum keeps a moving average of the gradient,
thus dampening local changes, and allowing us to escape local
minima. We use the ADAM optimizer [7] to this end.

5.5

Summary and limitations

Algorithm 2 FUNCTION EXTRACTOR
data ← sampleProvider()
template ← addThroughputEstimator()
template ← addQualityEstimator(template)
template ← addHeuristicEstimator(template)
parameter ← trainTemplateSGD(template,data)
formula ← extractLikelyPath(template,parameter)

Gradient from data samples: Bayesian learning [22] enables estimation of the gradient from data samples. We use a
likelihood-weighted average over the samples QN to estimate
the expected value of the distribution. From this value, we
can calculate the mean square error, and obtain the gradients.
Differentiability: Making boolean statements (for comparisons) and the or operator (that imposes choice amongst multiple estimators) differentiable requires additional effort.
Consider the problem of choosing one throughput estimator,
Test , from among many choices, requiring the or operator.
We can model a multinomial distribution across the options,
such that we have a distribution over the right estimator. The
parameters of this distribution capture which option is the
most preferable. We simply use the likeliest option, based on
these parameters.
We also approximate boolean statements. This is best explained with an example. Consider a statement of the type:
“if throughput exceeds reservoir . . .”. We model the reservoir
through a normal distribution, its mean, µ, being our current
estimate, and variance, σ, capturing confidence in this estimate. We calculate the likelihood that the throughput exceeds
our current estimate of the reservoir. Next, we sample from a
Bernoulli distribution with this likelihood. If the likelihood is
large that the throughput exceeds the reservoir, we will likely
sample a ‘1’ from the Bernoulli distribution. If we do this
several times, we obtain a distribution for the outcome of the
boolean statement, conditioned on our reservoir model. These
outcomes are already present in the data, and thus enable us to

Out final recipe for generating a template and then optimizing it is shown in Algorithm 2. The algorithm first generates
a template based on domain knowledge, and then adapts the
contained parameters and primitives based on the data.
Here the algorithm imposes stricter structure, and if this
structure is inaccurate, or the available building blocks are
incomplete, then it will yield poor results. Naturally, it can
yield results with potentially higher interpretability because
of the imposed structure. One way of addressing these issues
may be to attempt to learn both templates and building blocks
from existing, known solutions. But unlike for the rule-set
approach, in this case, these known solutions likely will need
to be limited to the same problem domain.
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Implementation

Rule-set method: We implement the rule inference pipeline
in Python. We use the XGBoost library’s implementation of
gradient boosted trees (GBT) [5] as our ensemble. This is
similar to random forests, in that it uses several trees, but here
we have a global loss, which we minimize by successively
adding trees. We use 200 trees for this ensemble, with each
7

tree having a maximum depth (rule length) of 3. We use
defaults for other parameters.
We set the maximum lookback to be the last 15 segments
and the last 15 seconds for time-dependent features like buffer
size. We add the mean, median, harmonic mean, and weighted
moving average as parameter-free estimators for throughput. For these, only the lookback (bounded by the maximum) must be ascertained as discussed in §4.4. We also add
EWMA, double-EWMA, and a custom weighted average, as
the parameter-dependent features. The first and last measurements contained in the custom weighted average are weighted
with the learnable parameters “start” and “end”; the weights
for other values are linearly interpolated. For optimizing these
parameters, as discussed in §4.4, we use the GPyOpt library’s
implementation of GPO [3]. We use GPyOpt’s default parameters and limit the number of iterations to 15.
We add two features for quality estimation from throughput
estimates. The first returns the ratio of the bitrates available at
the request and the throughput estimators. This emulates the
rate-based decisions. The other feature estimates the future
buffer size, were a certain bitrate chunk to be downloaded.
Our rule clustering procedure is an adaptation of the implementation in the skope-rules library [2]. We use the same
parameters as for the GBT, with no hyperparmeter tuning, as
we have not seen substantial improvements when doing so.
Unless noted otherwise, we keep this configuration.

2.

3.

4.

5.

Negative results: Our exploration reveals several limitations.
First, manually encoding some domain knowledge is crucial
to the succinctness of the generated pseudocode. Second, our
methods are not suitable for handling corner cases, which
a substantial amount of human engineering time is likely
spent on. Third, our current implementation’s generalization
is limited in two ways: (a) our generated code is specific to the
number of video quality levels; and (b) across videos, there
is still substantial variation in performance. While the first
two limitations are likely fundamental to our approach, we
believe generalization can be addressed by using regression
based methods. Regressing on bitrates, instead of predicting
sparser quality labels, should yield a more robust solution.
Finally, with regards to reconstruction, more complex targets
like YouTube can only be partially reconstructed as yet.

Function-based method: We implement all primitives for
the function inference with the deep learning tool Keras [6]
using the underlying implementation of Tensorflow [1] in
python. We train each network for 250 epochs and use
ADAM’s default parameters. When calculating the loss we
estimate the distribution over the output QN with 15 samples.
We set the maximum lookback to be the last 15 segments
and the last 15 seconds for time-dependent throughput estimators (e.g., take the mean over throughput estimates gathered
in the last 15 seconds). Our implementation uses the mean,
percentile, weighted average, and EWMA as throughput estimators; and all the quality estimators discussed in §5.3. We try
various heuristic combinations, choosing the one that works
best on the validation data.
A limited-lookahead oracle: Lastly, for synthesis, we implement an oracle with limited knowledge of the future. It
simulates, for a limited number of future requests, all combinations of possible quality choices. At every request, we
assume the oracle uses the best choice, i.e., the one maximizing the linear QoE across the lookahead horizon. This process
generates samples for training our learners (offline) to attempt
to match the oracle’s decisions.
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that for simpler targets like Vimeo, we can achieve high
agreement with their decisions, but for more complex
targets like YouTube, there’s a substantial gap in agreement. Further, the degree of agreement translates into
similarity in video QoE performance.
When synthesizing from an oracle, how does our approach compare (on QoE) to Pensieve [19]’s blackbox
approach? We find that rule-set inference can match the
performance of Pensieve’s available neural network [11]
(testing on the same video Pensieve was trained for).
How succinct and interpretable are the results? We find
that the rule-set for the oracle-synthesis mainly bases its
choice on the predicted download time and the ratio of
the predicted throughput to the available bitrates. Using
only up to 4 comparisons per quality, it is succinct. More
broadly, we find that for every target algorithm, there’s an
optimal rule length for which agreement is maximized.
How does performance depend on the amount of training
data? We find that performance saturates beyond a small
amount of training data (1500 samples, which takes a
few hours online, and minutes offline).
How does performance depend on the amount of domain
knowledge we encode? We find that more knowledge
helps, but the extent of improvement varies across the
types of knowledge and the target algorithms.

7.1

Experimental setup

Network traces: We combine real-World and synthetic traces.
We use the mobile broadband traces from a Norwegian
provider [25], available with Pensieve [11]. This set contains 142 traces with throughput (average over time for each
trace) ranging from 0.149 to 8.034 Mbps, with an average of
1.66 Mbps across traces. The length of the traces ranges from
43.78 sec to 317 sec, with an average of 261.34 sec. If a trace
doesn’t cover the length of a test video, we simply repeat it.
The highest bitrate used in our experiments (19203 Kbps)
is 4.35× that in Pensieve’s (4300 Kbps). Thus, we test a
scaled-up version of the above traces as well.

Evaluation

We evaluate the following aspects of the performance of ruleset and function inference as described above:
1. How well can we reconstruct target algorithms? We find
8

Label
V1
V2
V3
V4
V5

Length (sec)
193
315
627
297
1200

#Chunks
48
53
105
(variable)
(variable)

Resolutions available (Kbps)
{300, 750, 1200, 1850, 2850, 4300}
{471, 1304, 2364, 4428, 9673, 19203}
{485, 1300, 2094, 4219, 8156, 15948}
{89, 166, 299, 511, 1002, 1807, 4419, 12458}
{93, 175, 381, 719, 1477, 2650, 8778, 17571}

Location / link
Pensieve’s GitHub
Vimeo 1
Vimeo 2
YouTube 1
YouTube 2

Table 1: Our 5 test videos show very different characteristics in terms of their bitrate ladders.
We also evaluate over a randomly generated trace: every
0.5 seconds, the available throughput at the client is chosen
uniformly at random in a range. This range is configured
depending on the video bitrate.
To evaluate the generalization capabilities of synthesis,
we also generate 120 synthetic network traces following the
methodology of Pensieve [19]. We adapt the method to generate network traces with a maximum average throughput of
12 Mbps to account for more diversity in the videos.
Videos: For each target algorithm, we obtain data from at
least two different videos. Using data from videos with different bitrate ladders should help generalization of rules across
videos. The videos we use are listed in Table 1.
We also employ the technique used in [19] to generate 100
synthetic videos.The bitrates from which we choose include
the DASH-based set in Pensieve, together with a larger range
corresponding to the ones we have seen on YouTube and
Vimeo: {200, 254, 324, 413, 527, 671, 856, 1091, 1390, 1771,
2257, 2876, 3665, 4671, 5952, 7585, 9665, 12316, 15695,
20000}. The default segment length is 6 seconds. Chunk sizes
are noisy: each chunk’s size is the average size (based on the
6-sec length and average bitrate) scaled by N (1, 0.25). We
restrict each video to have only 6 different bitrate levels.

Fig. 9: F1 score for our two methods for reconstructing Vimeo
and YouTube, and synthesis from a limited-lookahead oracle.
For context, the scores for black-box inference (loosely interpretable as an upper bound) and a rate-based algorithm (a
generic ‘reasonable’ algorithm) are included as indicative of
the maximum achievable and minimal utility scores.
F1 score. The macro-F1 score of black box solutions like
GBT/NN (loosely) provides an upper bound on what macroF1 is achievable from the given data and target. On the other
end of the spectrum, for a given target, if the inferred algorithm does not achieve a substantially higher macro-F1 than a
generic ‘reasonable’ algorithm, then it is useless.
Quality, QoE: We calculate quality of experience using the
linear function from Pensieve [19]. To eliminate the impact
of startup behavior, we define a simple rate-based startup
behavior for the first 15 decisions (same as the maximum
lookback) that we force each algorithm tested offline to adhere
to. Decisions after this are made with the target algorithm or
our inferred rules. For the rule-set approach, if no rule is
matched in the current state, we default back to this simple
alternative. For experiments with online services, we exclude
any re-downloads for QoE calculation.

ABR Algorithms: We use the following targets:
1. Vimeo: We can obtain the actual algorithm for comparison, by analyzing the Javascript at https://vimeo.
com/. We collect data over video V2 using the Norway
traces, and over V3 using synthetic traces.
2. YouTube: The true algorithm is unknown due to the large
and obfuscated code. We collect data over V4 using the
Norway traces, and over V5 using synthetic traces.
3. Oracle: We use an oracle with a limited lookahead as
our target. We collect data in an offline environment for
V1, using the Norway traces with and without scaling.
Evaluation metrics: We quantify success using two metrics,
one to measure agreement, and another to measure quality.
Agreement, F1 score: For each output label (video quality
level), we compute the precision and recall of the inferred
algorithm with respect to the target. The F1 score is the harmonic mean of these. F1 ∈ [0, 1], with 1.0 being optimal.
We average F1 scores across the labels to arrive at a macro-

7.2

Results

Agreement, F1 (Fig. 9): For Vimeo, our rule-set approach
can obtain very high agreement of nearly 90% (i.e., F1 =
0.892±0.006) in the decisions made by our learnt rule-set and
the algorithm. Even the black box is only marginally better
(F1 = 0.916±0.008)). The function-based approach performs
9

Fig. 11: QoE for rule-based and function-based methods for
the YouTube target, calculated for (scaled) Norway traces on
V4: the rule-set lags YouTube on QoE.

Fig. 10: QoE for rule-based and function-based methods for
the Vimeo target, calculated for (scaled) Norway traces on
V2: the rule-set closely matches Vimeo.
substantially worse (F1 = 0.606±0.001), but still improves on
the rate baseline (F1 = 0.322±0.006).
For YouTube, the results show a substantial agreement
gap even for the rule-set (F1 = 0.712±0.004). This could
be for two reasons: (a) YouTube’s decision space is larger,
as it is also varies segment length, implying that our decision process is inherently limited; and (b) there is interference from advertising content. Note that achieving even this
score is non-trivial: the rate-based algorithm achieves a much
lower score (F1 = 0.342±0.002). Again, the function-based
approach yields poorer results than rule-based.
For learning from the oracle, first note that even the blackbox scores much lower (F1 = 0.755±0.000), capturing the
natural advantage even a limited oracle has. The rule-set approach achieves nearly the best-possible agreement score,
only 10.6% lower than the blackbox.
Part of the explanation for function-based inference’s worse
performance is rooted in its more complex training. If we can
use a larger number of samples to estimate the output distribution during training, performance improves substantially:
e.g., using 40 samples instead of 15 improves the F1 score
for Vimeo from 0.606±0.001 to 0.718±0.007. In our current
implementation, unfortunately, this is not practical, but we
are looking into ways of speeding up training for this method.

Fig. 12: QoE for rule-based and function-based methods
learning from the oracle, calculated for Norway traces on V1:
the rule-set matches Pensieve’s (mean) QoE.

QoE (Fig. 10, 11, 12): QoE performance largely reflect the
agreement results. For Vimeo (Fig. 10) and YouTube (Fig. 11),
our better-performing rule-set method achieves mean QoE
lower by 2.4% and 30% respectively than the target. When
synthesizing from the oracle, we achieve mean QoE larger
by 7.9% of that achieved by Pensieve on V1. V1 is the same
video for which Pensieve’s single-video trained neural network is available. Unfortunately, the generalized multi-video
version of Pensieve is not available, and the paper’s results
are rooted in the single-video version.

Fig. 13: Results on agreement (F1 ) are best for a limited rulelength, and there is no improvement from using 2 rules per
quality label instead of just 1.
Succinctness of rule-sets (Fig. 13, 14): For the rule-based
method, we find that longer rules tradeoff recall for precision
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– they learn more specific cases, sacrificing generality. Thus,
as Fig. 13 shows, for each target algorithm, there is a point beyond which increasing the rule-length deteriorates agreement
or, at least, does not improve it substantially. Rules of length
3 are sufficient for our tested targets regardless of whether 1
or 2 rules per output quality label are allowed. Also, using
2 rules per quality label does not yield substantially better
results than just 1 rule per quality.
As an example, we also include in Fig. 14, a full rule-set
synthesized using the oracle. The rules are largely based on
chunk bitrates relative to throughput estimators, with some
use of buffer capacity. The DoubleEWMA first uses larger
weights for more recent measurements, and then smoothes the
estimate. Time-reliant throughput estimates, TM−m:M , only
take into account measurements obtained in the last m seconds.
These are usually the last 2 to 3 throughput measurements.
There are visible artifacts in the rule-set, e.g., the lowest quality, q0 is explicitly encoded to not be chosen towards the
video’s end. Most likely, this stems from the fact that conservative quality decisions before this point usually result
in high-enough buffer occupancy that even low throughput
estimates do not necessitate fetching q0. Of course, in practice, this would not work for traces where throughput is low
throughout, but such traces are absent from our data.

step

α0.78,0.59 ← EWMADouble (TN−11:N−1 ,
α1 = 0.78, α2 = 0.59)
step
α0.82
step
TWMA
αtime
0.78,0.59

← EWMA(TN−11:N−1 , α1 = 0.82)
← WeightedMovingAverage(TN−11:N−1 )
← EWMADouble (TM−11:M ,
α1 = 0.78, α2 = 0.59)

αtime
0.82
Ttime
WMA

← EWMA(TM−11:M , α1 = 0.82)
← WeightedMovingAverage(TM−11:M )
3

q0 →

5

Rcurrent
Rcurrent
N
> 3.48 & Nstep > 7.5
time
α0.82
α0.82

& N ≤ 44.5
1

q1 →

Rcurrent
N

> 0.86 & BM −

step

TWMA

Ccurrent
N
step

5

> −45.6

α0.78,0.59

5

& BM −

Ccurrent
N
≤ −9.86
αtime
0.82
0

q2 →

5

Rcurrent
Ccurrent
N
N
>
0.25
&
B
−
≤ −6.13
M
median(T
Ttime
N−11:N−1 )
WMA
5

Impact of adding more data (plot omitted): Adding more
data is always beneficial. We find substantial improvements
for both our inference methods up until roughly 1500 data
samples, with 1.5%±1.2 average increase in F1 per 250 additional samples. After this, there is only marginal improvement,
with only 0.12%±0.3 average increase in F1 per 250 samples.

& BM −

Ccurrent
N
> −19.78
αtime
0.82
0

q3 →

Rcurrent
N
> 0.18
αtime
0.82
4

&

Impact of adding knowledge (Fig. 15, 16): In general, encoding more domain knowledge improves inference, but there
are usually a few additions that result in a big improvement,
with minor changes from subsequent additions.
Fig. 15 shows how the rule-set approach reacts to additional
building blocks being available for the rules. The benchmark
is the blackbox approach’s F1 score. The ‘vanilla’ rule-set
is directly computed on the data described in § 3, without
any hand-designed primitives. For Vimeo and YouTube, the
rule-set approach sees its largest improvement from adding
the throughput estimators described in §4.4 (without any lookback optimization). For oracle-based synthesis, adding comparison estimators also provides a substantial gain.
For the function-based approach, the largest improvement
comes from being able to compare the available bitrates to the
throughput estimate and buffer occupancy (‘+ Bitrate and Segment’ in Fig. 16). Deteriorations from adding more primitives
can be explained by the tendency to overfit on complex primitives. We could potentially resolve this using “dropout” [23],
which randomly resets weights in neuronal networks to make
them more robust to noise in the training data.

Rcurrent
N
≤ 2.89
median(TN−11:N−1 )
5

& BM −

Ccurrent
N
> −10.52
αtime
0.78,0.59
5

0

q4 →

Rcurrent
N

> 0.108 &

step

TWMA

Rcurrent
N
step

≤ 3.32

TWMA
5

& BM −
q5 →

Ccurrent
N
> −3.576
αtime
0.78,0.59

Rcurrent
N
step

1

2

≤ 0.68 &

α0.78,0.59

Rcurrent
N
step

≤ 0.51

TWMA
5

Ccurrent
N
& BM − time
> 8.07
α0.78,0.59
Fig. 14: Example code from oracle-based synthesis.

synthesis, as the offline analysis involved makes it feasible to
use a large number of synthetic videos. Given a video, every
network trace results in a series of quality decisions made by
the rule-set and the oracle. The rule-set’s agreement with the
oracle remains stable across videos: F1 = 46.6±1, and similar

Performance across different videos (Fig. 17): We limit
our analysis of generalization across videos to oracle-based
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zero. There is indeed a substantial spread in performance
across videos, but the results for V1 from Fig. 12 are not an
extreme outlier. Recall that for V1, we were able to match
Pensieve’s performance, but unfortunately, we are unable to
include Pensieve for a fuller comparison here, as its multivideo version is not available. We find that a Pensieve-like
analysis of generalization is insufficient: such a methodology
involves comparing the learner’s performance on V1 when it
is either trained specifically for V1 or trained over synthetic
videos. We are also able to produce a positive result on such
a test, but this does not capture the issue that V1 could be an
“easier” video, e.g., with lower chunk-to-chunk variation.
Our results thus show a shortcoming of our approach: a
generalization gap. We believe this is grounded in training for
the brittle decisions about quality levels, which vary substantially across the video set we evaluate. The use of regression
trees instead of decision trees, such that instead of outputs
being sparse quality labels, we output bitrate estimates, could
potentially address this gap. Closing this gap is a significant
item on our future agenda.

Fig. 15: The rule-set benefits from domain knowledge.
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CONCLUSIONS

We take the first steps towards an ambitious goal: having machines generate human-interpretable networked algorithms.
In the context of video ABR, we test two approaches for such
inference of algorithms: rule-sets and a function template.
The function-based approach imposes greater structure (to
aid interpretability) but at the cost of accuracy and performance. The rule-set approach can approximate the behaviour
of a popular video streaming service, as well as a blackbox
machine-generated approach, both in under 10 short rules.
While our work shows the promise of this approach, it
also exposes several shortcomings: (a) the need to encode
domain knowledge; (b) not handling corner cases; and (c)
poor performance on some videos. The former two are likely
fundamental limitations of our approach, and possibly even
more broadly, of human-interpretable algorithmic inference in
general. We believe the latter could potentially be addressed
by a regression-tree approach instead of rule-sets: rule-sets
must predict sparse quality labels, the interpretation of which
differs across videos, while by using regression trees to predict
video bitrates, and then mapping to quality labels, a more
robust solution may be possible. This is thus a key item on
our future research agenda.
Beyond these improvements, this work raises several interesting questions for future exploration, including about
the tradeoffs between the effort needed for encoding domain
knowledge versus the conciseness and accuracy of inferred
algorithms; generalizing this approach to other networking
problems, especially ones where our experience is limited
thus far, such as multipath transport; and finally, how online
service providers may obscure their logic against such reconstruction, if so desired.

Fig. 16: Function approximation gets its largest improvement
from having the ‘Bitrate’ and ‘Segment’ primitives available.

Fig. 17: While the video V1 we used for earlier results is not
an extreme outlier, for some videos, it is difficult to achieve
QoE similar to the oracle’s.
to the analysis for V1 in Fig. 12.
In QoE terms, we note that even the lookahead oracle’s
performance shows substantial variation across videos, with
negative QoE for 10% of videos. To enable normalization
with respect to the oracle, we exclude these videos from the
rest of our evaluation. Across the remaining videos, Fig. 17
shows the QoE performance of our rule-set approach relative to the lookahead oracle. Only the 5-95 percentile range
is shown, as the normalization does not yield meaningful
results at the extremes, e.g., when QoE for the oracle is near12
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