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Abstract
We present a fully convolutional neural network for semantic 3D reconstruction by using octree representation. Our network embeds variational regularization and octree splitting together to predict the semantic label for each voxel in a coarse-to-fine manner. In each resolution level, the network performs numbers of unrolled iterations of
variational optimization with shared weights and then learns to propagate and split set of certain voxels for optimization in next resolution level. In contrast to previous networks that work on dense voxel
grids, our network is much more efficient in terms of memory consumption and inference efficiency, while achieves almost equivalent reconstruction performance. This allows a high resolution reconstruction
in case of limited memory. We perform experiments on the synthetic
SUNCG dataset and the recently released ScanNetv2 dataset, and our
network shows comparable reconstruction results compared with the
corresponding dense network while consuming less memory.
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Chapter 1

Introduction

1.1

Motivation

Semantic 3D scene reconstruction from images aims at reconstructing the
geometry of a scene and labeling its different parts. It has been a longstanding important research topic in computer vision: 3D reconstructions
can help create content for graphics applications. Besides, virtual and augmented reality applications rely on obtaining high-quality 3D models from
the surrounding environments. 3D scenes usually can be represented in
mesh, or point cloud, or voxel grid. In this paper, we focus on the voxel
grid based scene reconstruction. With the rise of deep learning recent years,
per-pixel semantic segmentation in 2D images has led to remarkable results [5, 4, 17, 24]. Extended from 2D context, dense voxel grid based semantic 3D segmentation and scene completion also have gained satisfactory
results [30, 9, 7, 10]. However, different from 2D scenarios, the memory
usage and inference time for deep learning approaches increases cubically
with 3D volume size, which makes the training and especially inference on
large scenes difficult.
The scaling issue in dense voxel grid based 3D methods can be resolved by
exploring structure in the grid data. For example, if all neighboring eight
voxels share the same value, they can be represented by one node instead
of same repetitive nodes. In this case, the grid data can be represented as
octree [12], a 3D grid structure with adaptive cell sizes. Since the same
voxels are merged into one cell in octree, this can significantly reduce the
amount of voxels the network deals with, which as a result leads to memory
savings. Recent works such as OctNet [29], O-CNN [33], and Adaptive
O-CNN [34] focus on developing networks that works with octree input
representation, and is optimized for CNN training and evaluation. They
assume the octree structure is known in input, and do not change/predict
octree structure in the output, however, this is not applicable in our semantic
1
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reconstruction task, because the octree structure of semantic reconstruction
output might be different from the octree structure of input. Tatarchenko et
al. [31] proposed a network for generating high resolution 3D shapes in
octree format, but it is not designed for 3D semantic segmentation task, and
cannot be used to predict semantics of the voxel and do scene completion.

1.2

Focus of This Work

In this work, we are interested in learning semantic 3D reconstruction on
octrees, predicting both the semantics and the octree structure of the scene.
The recent published work by Cherabier et al. [7] presents a novel lightweight
3D semantic reconstruction network that performs a fixed number of unrolled coarse-to-fine variational optimization iterations with shared interaction weights to learn the semantic reconstruction from few training data.
We adopt the same idea, and our network embeds variational regularization
and octree splitting together to predict the semantic label for each voxel in a
coarse-to-fine manner. In each resolution level, the network performs numbers of unrolled iterations of variational optimization with shared weights
to allow the semantic and geometry information propagation. Then it learns
to propagate and split set of certain voxels for optimization in next resolution level. The propagated cells are most likely to contain surface details and
thus should be further processed. Then the octree output is comprised of the
octree cells that remain in every resolution level. The network is optimized
by two losses in each level, one is the sigmoid loss for predicting whether
the octree cell should be split, and the other one is the cross entropy loss for
per voxel semantic classification.

1.3

Contributions

In summary, we make the following contributions:
• We present a novel framework for multi-view semantic 3D reconstruction
that takes the octree of TSDFs fused from different camera views as input,
and generates an octree as semantic reconstruction output. Our network
simultaneously learns the octree structure, i.e., which cells should be subdivided, and the semantic segmentation labeling.
• We propose to build the network in a coarse to fine manner, and learn
the network in an end to end way. In each level, we apply variational
optimization iterations to help propagate the semantic information across
octree cells, and predict which set of octree cells contains fine details and
thus propagate them to next resolution level. In this way, large uniform
areas such as floor, wall and ceiling are only processed in coarse levels
and thus the network help save memory.
2

1.3. Contributions
• Compared to existing deep learning approaches on octrees, to our best
knowledge, we are the first one to design networks on learning semantic
reconstruction on octree.
• Our experiments on both synthetic and real 3D scene datasets demonstrate that our network operating on octrees can achieve comparable reconstruction and scene completion performance to the corresponding dense
network in [7], while we use significantly less memory.

3

Chapter 2

Related Work

In this chapter, we first review existing approaches and recent progress
for semantic 3D reconstruction in Section 2.1. Then we discuss the octreebased networks used in different 3D vision and graphics applications in
Section 2.2.

2.1

Semantic 3D Reconstruction

Semantic 3D reconstruction has been an important research topic in computer vision for many years. Several years ago, Ladicky et al. [23] presented
a model for joint semantic segmentation and stereo matching. They considered simple height-above-ground properties as constraints between semantics and 3D geometry. Kim et al. [21] proposed a conditional random
field (CRF) model for labeling the 3D voxel space based on a single RGB-D
image and solved the CRF using graph cuts. Joint volumetric 3D reconstruction and semantic segmentation in a multi-view setting has been tackled
by Häne [15, 16] using variational optimization. Extensions to this seminal work consider object-class specific shape priors [14, 25], scalable dataadaptive data structures [1], or larger semantic label spaces [6]. Kundu et
al. [22] define a conditional random field to jointly infer semantics and occupancy from monocular video sequences.
A common drawback of these variational methods is that employed priors
are either hand-crafted or not rich enough to capture the complex relationships of our 3D world. Recently, deep learning based approaches have been
proposed for 3D vision tasks including depth map fusion [18], 3D object
recognition [20, 26], or 3D shape completion [35, 11, 32, 30, 13, 8] using
dense voxel grids as input.
Several deep learning based approaches have also been proposed targeting
for 3D semantic reconstruction and scene completion. Dai et al. [9] intro5
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duced ScanComplete, an approach taking an incomplete 3D scan of a scene
as input and predicting a complete 3D model along with per-voxel semantic
labels. The presented fully convolutional network is in a coarse-to-fine inference strategy in order to produce high-resolution output. Later they also
presented 3DMV [10], a novel method for 3D semantic scene segmentation
of RGB-D scans in indoor environments using a joint 3D multi-view prediction network. They combines both data modalities (geometry and 2D RGB
data) in a joint, end-to-end network architecture.

Full

These networks usually require a very large number of parameters and enormous amounts of training data. Recently Cherabier et al. [7] proposed a
light-weight neural network architecture (see Fig. 2.1) which unifies the advantages of variational methods with those of deep neural networks, resulting in a simple, generic, and powerful model. It embeds variational regularization into the neural network, taking the tsdf-fused data cost as input and
performing a fixed number of unrolled multi-scale primal dual optimization
iterations with shared interaction weights to optimize the semantic probability likelihoods. Therefore it requires a moderate number of parameters, and
can be trained from few scenes.
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Figure 2.1: Illustration of network structure in the work of Cherabier et al. [7]. (This demo is
referred from the original paper [7]): While the boxes represent data entities, the blue circles
represent concurrent primal-dual (PD) processing steps with the iteration number as subscript.
j
The weights Wi indicate the information flow (adjoint, primal and dual variables are omitted for
brevity). The graph shows an example of our multi-scale optimization for three scales, however,
their number is flexible.

In this work, we are interested in adapting the network in Cherabier et al. [7]
to predict both the semantics and octree structures, aiming for much less
memory usage and comparable reconstruction performance.

2.2

Deep Neural Network on Octrees

Deep learning based approaches have gained huge success in 2D vision tasks
recent years, and many works start to explore the neural network in 3D vision applications. However, because of cubic scaling of computational and
6
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memory requirements, training convolutional/deconvolutional neural networks becomes infeasible for high-resolution three-dimensional inputs/outputs. This poor scaling issue can be resolved by exploiting octree structure
within the voxel grid data. Below subsections describe some of seminal
recent networks working on octrees.

2.2.1

OGN

Tatarchenko et al. [31] presented an octree generating network (OGN) for
generating high resolution 3D shape/geometry, A coarse network structure
is shown in Fig. 2.2. Similar to a usual up-convolutional decoder for gen-

Figure 2.2: Illustration of a forward pass for generating 3D output in octree in OGN (This demo
is referred from the original paper in OGN [31]): OGN represents its volumetric output as an
octree. Initially estimated rough low-resolution structure is gradually refined to a desired high
resolution. At each level only a sparse set of spatial locations is predicted. This representation
is significantly more efficient than a dense voxel grid and allows generating volumes as large as
5123 voxels on a modern GPU in a single forward pass.

erating 3D output, the representation is gradually convolved with learned
filters and up-sampled. The difference is that, starting from a certain layer
in the network, dense regular grids are replaced by octrees, and only octree
cells that need to be further refined will be propagated to later layers for
subsequent processing such as convolution and deconvolution. Therefore,
the OGN predicts large uniform regions of the output space already at early
decoding stages, saving the computation for the subsequent high-resolution
layers. Only regions containing fine details are processed by these more
computationally demanding layers.
However, it has not considered 3D semantic scene reconstruction task, and
is mainly designed for generating 3D geometry, i.e., predicting the occupancy of the voxel grid. Therefore it does not exploit the characteristics of
reconstruction tasks and is hard to be applied to our task. Our proposed
network adopts the octree generating idea, and predicts the voxel semantics
7
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by employing unrolled primal dual iterations and octree split structure together. Starting from a coarse voxel grid, not all cells will be processed in
later layers and only cells containing surfaces and fine details will be split
and propagated to later layers.
The set of octee cells in OGN is represented by a hash table of (key, value)
pairs, with the key encoded from the resolution and coordinated information of the octree cell, and the value containing the corresponding features.
Our network uses the same octree representation.

2.2.2

O-CNN

Wang et al. [33] proposed an octree-based convolutional neural networks, i.e.,
O-CNN, for 3d shape analysis. Built upon the octree representation of 3D
shapes, it takes the average normal vectors of a 3D model sampled in the
finest leaf octants as input and performs 3D CNN operations on the octants
occupied by the 3D shape surface (see Fig. 2.3).
A novel octree data structure is designed to efficiently store the octant information and CNN features into the graphics memory and execute the entire
O-CNN training and evaluation on the GPU. O-CNN supports various CNN
structures and works for 3D shapes in different representations. By restraining the computations on the octants occupied by 3D surfaces, the memory
and computational costs of the O-CNN grow quadratically as the depth of
the octree increases, which makes the 3D CNN feasible for high-resolution
3D models.

Figure 2.3: Illustration of the octree-based convolutional neural network O-CNN (This demo is
referred from the original paper [33]). The method represents the input shape with an octree
and feeds the averaged normal vectors stored in the finest leaf octants to the CNN as input.
Numbers inside the blue dashed square denote the depth of the octants involved in computation.

However, it is very different from our work in two aspects. First of all,
our work generates the octree structure as the one of the outputs while OCNN assumes the octree structure is known in input, and is optimized for
CNN training and evaluation. Second, the octree in O-CNN only encode
8
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the surface information of 3D shape, whereas our work also cares about the
inner occupancy voxel grid.

2.2.3

OctNet

OctNet was proposed by Riegler et al. [29], and designed for deep learning
with 3D sparse data.It hierarchically partitions the 3D space into a set of
unbalanced octrees. Each octree splits the 3D space according to the density
of the data. More specifically, it recursively splits octree nodes that contain
a data point in its domain, i.e., 3D points, or mesh triangles, stopping at the
finest resolution of the tree. Therefore, leaf nodes vary in size, e.g., an empty
leaf node may comprise up to 83 = 512 voxels for a tree of depth 3 and each
leaf node in the octree stores a pooled summary of all feature activations of
the voxel it comprises. The convolutional network operations are directly
defined on the structure of these trees. Therefore, the network dynamically
focuses computational and memory resources, depending on the 3D structure of the input. This leads to a significant reduction in computational and
memory requirements which allows for deep learning at high resolutions.

Figure 2.4: Hybrid grid-octree data structure used in OctNet (This figure is referred from the
original paper [29]). This example illustrates a hybrid grid-octree consisting of 8 shallow octrees
indicated by di↵erent colors. Using 2 shallow octrees in each dimension with a maximum depth
of 3 leads to a total resolution of 163 voxels.

However, it is also different from our octree network in the application range
and octree structure. On the one hand, similar as O-CNN, OctNet assumes
the octree structure to be known at test time, and the network does not do
the octree structure prediction task. However, in 3D semantic reconstruction
scenario, the structure of the octree is not known in advance and must be
9
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predicted. OctNet obviously is not applicable in this case. On the other
hand, OctNet adopts a grid of shallow octrees to encode the voxel grid, the
maximal depth of each shallow octree is 3 (as shown in Fig. 2.4), which
becomes less efficient than the full-voxel-based solution when the volume
resolution is lower than 643 .

10

Chapter 3

Method

We first give a brief introduction to the octree representation used in our
network in Section 3.1, then present our network structure in Section 3.2.
Our customized operations on octree is described in Section 3.3.

3.1

Octree

Figure 3.1: An Illustration of octree of depth 3.

An octree is a 3D grid structure with adaptive cell sizes. It can be generated
by starting from a single cell representing the entire 3D space and recursively partitioning cells into eight octants. If every voxel within a cell has
11
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the same value, this cell is not subdivided and becomes a leaf of the tree.
Therefore it allows memory reduction while does not lose any information
compared with regular voxel grid. The recursive subdivision process can
also be started not from the whole volume, but from some initial coarse resolution. Then the maximal octree cell size is given by this initial resolution.
We refer the set of cells at a certain resolution as an octree level. Our network generates the octree semantic reconstruction output by starting from
a coarse voxel grid, and in each level learning to infer the semantic probabilities for the corresponding octree level, as well as predicting the cell split
supervised by the ground truth octree structure.
As done in [31], we use hash table to represent an octree so as to achieve
O(1) access time for each cell. An octree cell ( x, l ) with spatial coordinates
x = ( x, y, z) at level l is represented as a key-value pair (k, v) in the hash
table. k is encoded from ( x, l ) by Z-order function [12], i.e., morton code
k = Z ( x, l ), and v can be a scalar or vector representing the value of an
octree cell. The morton code can be efficiently computed/decoded using bit
shifts. In a word, an octree O is represented as a set of all key-value pairs
O = {(k, v)}.

3.2

Network Structure

Our proposed network takes the octree of data cost as input and generates
an octree as semantic reconstruction output: both the structure, i.e., which
cells are split, and the predicted semantic label. The data cost is encoded by
truncated signed distance fusion [16] (TSDF) computed via fused depth maps
(e.g., from stereo or Kinect) and semantic scene segmentations (e.g., obtained
from a semantic segmentation algorithm) [16]. Instead of generating 3D volume data cost as in [7], we directly yield the data cost in octree representation by splitting the cells that are observed by the cameras and are set by the
TSDF. The octree cells in data cost can also be further merged if the values
for the eight octants are the same.
We build the network level by level. Each level is responsible for optimizing
the semantic label likelihoods, as well as predicting the octree splits. The
octree cells which need to be split indicate the existence of surfaces within
the cell, and thus are split and propagated to next level. Their semantic label
likelihoods will be further refined. More specifically, each level is composed
of five parts:octree split, data cost encoder, unrolled primal dual, probability decoder, and propagation predictor. We now describe these five components by
taking level l as an example.
12
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datacost query
&& encoder

groundtruth

datacost

…

octree split

unrolled primal dual
&& decoder

propagation

...

prop predictor

propagated features
not propagate
propagate
weighted average of sub-cell values

Figure 3.2: Network block in one level

3.2.1

Octree Split

We start the network from the coarsest level l0 , where we take a uniform
distribution among semantic labels in regular grid of size (2l0 , 2l0 , 2l0 , C ) as
initial (C is the number of classes), and convert it to a set of octree cells, i.e.,
key-value pairs stored as a hash table (with values being semantic probabilities). The input to the subsequent level l is a set of octree cells of resolution
(2l 1 , 2l 1 , 2l 1 , C ) propagated from the previous level l 1. Specifically, the
value of each cell is the optimized semantic probability from the unrolled primal dual block in the previous level and is expected to be further optimized
in this level. We thus split each cell into eight sub-cells by repeating its values, this will produce a new set of octree cells with resolution (2l , 2l , 2l , C ).
We denote this octree level as Sl = {( x, l 0 )|l 0 = l }. Then this will be passed
to the unrolled primal dual block.

3.2.2

Data Cost Encoder

The data cost shows the evidence for each label in each voxel. We summarize
the data cost to an octree (denoted by Od ) as a global input to the whole
network. When training the network, we wish to generate an octree close
to the ground truth semantic probability, which is also encoded as an octree
Ou . These two octrees might be different. For each octree cell in Sl , we query
the corresponding data cost from octree Od . We will discuss this operation
in Section 3.3 in more details. Then we obtain the corresponding data cost
Old for level l, which will be the input of the encoder: a residual unit that has
two pairs of convolution-ReLU operations followed by a final convolution
13
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without activation.The convolutions are all with stride of one. According
to [7], the encoder normalizes the influence of the different semantic classes
with respect to each other and the data term as a whole, and it also helps in
reducing low-level noise in the data cost.

3.2.3

Unrolled Primal Dual

The block is composed of unrolled iterations of the primal-dual (PD) algorithm for minimizing the semantic reconstruction energy. Each PD update
equation defines a layer in the network. Cherabier et al. [7] proposed to embed the variational optimization in a multi-scale network by unrolling the
primal-dual (PD) algorithm of Pock and Chambolle [28]. The energy minimization formulation is tailored to the multi-label semantic 3D reconstruction, and is parameterized by replacing the gradient operator with matrix
convolutions which model the interaction of semantics and geometry for
efficient label propagation. This already shows satisfactory performance in
semantic 3D reconstruction. Therefore we adopt the same strategy. The difference is, every single PD step needs to be updated by propagating across
different scales in [7], while our each PD update propagates information
within one scale and only split octree cells will be optimized in next scale.
Besides, in each scale, we only look at the cells in that level, while [7] looks
at the regular fine grids in the corresponding level. Therefore our network
greatly reduces memory usage.

3.2.4

Probability Decoder

The outcome of the unrolled primal dual block, is passed to a residual decoder with the same structure as the data cost encoder to post process the
optimized probability. Then a softmax activation layer is applied to normalized the semantic probability. The decoder aims to smooth and increase
contrast, enabling stronger decisions on the final labeling and thereby improving accuracy.

3.2.5

Propagation Predictor

After we obtain the probability from the decoder, then we need to decide
which cells in Sl need to be propagated to next level, and the rest stay in current level. We make this prediction by applying a convolution layer over the
decoder output with kernel size of 3 and stride of 1, followed by a sigmoid
function to convert the convolution output into a propagation probability.
We believe that looking at the semantic probability distributions of its neighboring cells can help decide whether there exist surfaces within the cell, i.e.,
whether the cell should be split. In the final level, the octree does not need
to split and thus there is no propagation predictor.
14

3.3. Customized Operations on Octree
The network was trained by two supervisions in each level: (1) The categorical cross-entropy loss for semantic segmentation for the cells in the octree
level that is not propagated to next level (2) The sigmoid cross-entropy loss
for binary classification of propagation for octree cells in Sl .

3.3

Customized Operations on Octree

We present a detailed description of our customized operations on octree in
this section.

3.3.1

Data Cost Query

In each level l, we need to query the corresponding data cost value for each
octree cell ( x, l ) in Sl from the global data cost input Od . Then we obtain the
data cost Old for the corresponding octree level and this will be the input of
the data cost encoder. Specifically, we search the key k = Z ( x, l ) of the cell
in the global data cost hash table. There exists two situations: 1) Z ( x, l ) is
stored at a level l or lower than l in Od , the queried data cost value can be
uniquely determined. 2) Z ( x, l ) does not exist in Od , which means this cell
is subdivided in Od , and we denote this set of sub-divided cells by O( x,l ) .
O( x,l ) ⇢ Od and is a sub-octree rooted in cell ( x, l ). In this case, we take the
weighted average of the data cost values in O( x,l ) . The corresponding weight
is 8l10 l where l 0 is the level of the cell in O( x,l ) . We formalize this data cost
querying process from data cost octree Od through function qd (k, Od ):
8
0
0
d
>
<v, if 9l  l 0: ( Z ( x, l ), v) 2 O
v
qd (k, Od ) =
Â
0 , otherwise
8l l
>
0
0
0
:(Z( x ,l ),v )

(3.1)

2O( x,l )

3.3.2

Convolution

Each primal dual update step involves convolution/transposed convolution
with stride of one on dual/primal variable. Besides, the residual encoder
and decoder, as well as the propagation predictor are also based on one
stride convolution on octree cells. We implement this convolution with
stride of one and arbitrary kernel size on octree cells in Caffe [19], which
originally transforms convolution into matrix multiplication by laying out
all patches in a feature tensor into a matrix. Then the convolution is achieved
by multiplying the matrix with the kernel weight. The conversion between
the feature tensor and the matrix with laid out patches is realized through
im2col function, and col2im reversely.
In our case, the convolution is implemented not on regular feature tensor,
but on hash table based sparse features. We customize the im2col and col2im
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function, then the convolution is finalized also by matrix multiplication.The
octree generating network in [31] also customizes this function on hash table
based octrees, however, it realizes this on CPU by searching the neighbors
within a patch in the hash table. Then the matrix multiplication is done
in GPU. The frequent data transfer between CPU and GPU takes time and
thus is not efficient. We improve this by maintaining the neighbor indices
for each cell in every octree level, which is a minor storage overhead, but can
avoid hash table search in CPU. In this way, our convolution can all be done
in GPU. Note that our convolution could also be extended to any stride.
Discussions. Currently we maintain the hash table in CPU, so there are
still some operations such as octree propagation, and some utility functions
such as computing the neighbors for each octree cell, are done unavoidably
in CPU. The communication between CPU and GPU makes the network run
slower compared to the network fully run on GPU.

3.3.3

Primal Dual Update

For each octree level Sl in our network, we embed the following energy
minimization in the unrolled primal dual block.
minimize
u

Z

Sl

(||Wu||2 + f u)dx

(3.2)

s.t. 8 x 2 Sl , Â uc ( x ) = 1
c

where u denotes the semantic probability for each level for octree cell x, and
f indicates the corresponding data cost for each semantic label. This convex
energy can be optimized by the PD algorithm [28], which transforms the
problem into a saddle point energy minimization:
minimize max hWu, x i + h f , ui + v(Â uc
u

||x ||• 1

1)

(3.3)

c

where x denotes the dual variable, and v is the Lagrangian variable. For
iteration t + 1, with step size s and t, the update is as follows [28]:
vt+1 = vt + s(Â ūtc

1)

c

x t+1 = P||·||1 [x t + sWut ]
ut+1 = P[0,1] [ut
ūt+1 = 2ut+1
here W ⇤ means the adjoint of W.
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t (W ⇤ x t+1 + f + vt+1 )]

ut

(3.4)

3.4. Network Loss

3.4

Network Loss

Our proposed network is optimized by two losses in each resolution level,
one is the sigmoid loss for predicting whether a octree cell should be split,
and the other one is the cross entropy loss for predicting the semantic likelihoods.

3.4.1

Loss for Octree Propagation

For each set of octree cell Sl in level l, we compute the following sigmoid
cross entropy binary classification loss:

Ls =

|S |

1 l
[ pn log p̂n + (1
|Sl | nÂ
=1

pn ) log(1

p̂n )]

(3.5)

where pn 2 {0, 1} and p̂n denotes the predicated propagation probability.

3.4.2

Cross Entropy Loss for Semantic Segmentation

For each set of octree cell Sl in level l, we only compute the cross entropy
semantic classification loss for a subset of octree cell Sl0 = {( x, l 0 )|l 0 = l, x 2
Ou }, where each cell must exist in the groundtruth octree Ou .

As done in the work of Cherabier et al. [7], several important modifications
to the standard definition of cross entropy loss are necessary in practice as
the ground truth is often not completely observed or labeled. We therefore
introduce a separate label `˜ for unlabeled regions, which, for example, were
not labeled during annotation or could not be labeled unambiguously. Unobserved regions are modeled as a uniform distribution UL in the label space.
To make the loss function agnostic to unobserved areas in the ground truth
and to not penalize our solution in unlabeled regions, we use the weighted
loss:
Z
H (u, û) =
w(x) u(x) log û(x) dx ,
(3.6)
W

using the per-voxel weighting function

w(x) = DKL (û(x), UL )DKL (û(x), d`˜ )

(3.7)

which returns zero if the ground truth at x is not unobserved or unkown.
Here, DKL is the KL-divergence where the first term measures the similarity
between the ground truth and a uniform distribution and the second term
the similarity to a Dirac distribution with center `˜ .
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Chapter 4

Experiments

4.1
4.1.1

Datasets and Settings
Datasets

We evaluate our network on two indoor datasets. The first one is the synthetic
SUNCG dataset [30], and the other one is the recently released real ScanNetv2 dataset [9]. The SUNCG dataset contains over 45K different scenes
with manually created realistic room and furniture layouts. The dataset provides synthetic depth maps and volumetric ground truth annotation. All of
the scenes are semantically annotated at the object level with 35 semantic
classes, including ceiling, floor, wall, window, door, chair, table, bed, sofa, closet,
and so on. The ScanNetv2 dataset [9] comprises 1513 scene scans with finegrained mesh semantic labeling. It also provides 2D segmentation labels for
each frame view. We adopt the NYU [27] labeling with 40 semantic classes.
For both datasets, we use a voxel size of 5 cm. In the SUNCG dataset, we
randomly choose 400 scenes for training and 100 scenes for test. In the ScanNetv2, we train our network on the 1201 scenes among the provided 1513
scenes, and evaluate it in the remaining 312 scenes.

4.1.2

Data cost generation and octree encoding

For both datasets, we integrate the provided depth maps and 2D semantic
segmentations using TSDF [7, 15] based on the provided camera poses every
50th frame to establish voxelized data costs. The data cost for each semantic
label and free space for each voxel is accumulated over the available 2D
depth images and 2D image segmentations. For each image view and each
voxel, by projecting the voxel into the 2D depth image and color image,
we have the corresponding observed depth d,ˆ and the probability for each
semantic label si . The actual depth of the voxel is denoted by d. The data
cost f i for each semantic label i for a voxel is computed as follows:
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(1) If dˆ d > d, the voxel is most likely in the freespace, and we set the
data cost for the free space as b 1 . The data cost for semantic labels
are not set.
(2) If dˆ

d > 0 and dˆ

(3) If dˆ

d < 0 and dˆ

d < d, f i = si ⇤ b 2 .
d>

d, f i =

si ⇤ b 2 .

where b 1 indicates free space vote, and b 2 indicates the occupied space vote.
d is the truncated distance.
Since the ScanNetv2 dataset only provides the ground truth semantic labeling in mesh format, we establish the voxelized ground truth by re-integrate
the depth maps and 2D segmentations using all frames, which will provide
very strong evidence. Then we apply multi-label TV-L1 [2, 3] optimization
with W = r in Eq. 3.2 to obtain ground truth semantic probability distributions. The total variation (TV) norm corresponds to minimizing the surface
area of a 3D shape.
We adopt a level of 3 for octree encoding. For ground truth encoding in
the SUNCG dataset, we recursively merge every eight voxels only if their
semantic labels are the same until the depth 3 is reached. Since the ground
truth for every scene in ScanNetv2 is our estimated probability distributions
among the semantic labels, we merge the voxels if their most likely classes
are the same, and the merged values take the average. For data cost encoding in both datasets, we merge the voxels only if the voxel values for every
class are the same.

4.1.3

Training and inference settings

For the ease of data transformation, such as random rotation and flipping,
we train on random crops of fixed size 32 ⇥ 32 ⇥ 32, and perform data augmentation by randomly rotating and flipping around the gravity axis. Then
we do octree encoding on the fly during training. For all the convolution
layers, we use a kernel size of 3. We build the network in three levels, and
for the first level, we unroll the primal dual for 50 iterations, and for the last
two levels, we unroll 10 iterations. For the coarsest level, it is necessary to
apply more primal dual iterations to do scene completion, and for the last
two levels, we can use less iterations to refine the details. We use a batch
size of 4 and learning rate of 0.0001. Besides, we adopt ADAM optimizer
for training the network.
Since our network is fully convolutional, we can accept arbitrary sized input.
However, for the ease of octree encoding, we pad the rectangular scenes into
square scenes. During inference, we adopt an octree input with maximum
levels of 7, i.e., 128 ⇥ 128 ⇥ 128, and output the reconstructed segmentation
result in octree structure.
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4.2

Reconstruction Performance Evaluation

We mainly compare our network with the corresponding dense one in [7] in
terms of semantic accuracy which measures the semantic classification accuracy among the occupied voxels, and free space accuracy which measures
the classification accuracy among the free space voxels. The overall accuracy
measures the classification accuracy among all voxels. On the ScanNetv2
dataset, we also measures the mIOU among the 20 labels including bathtub,
bed, bookshelf, cabinet, chair, counter, curtain, desk, door, floor, other furniture, picture, refrigerator, shower, curtain, sink, sofa, table, toilet, wall, window. IOU refers
to intersection-over-union metric, and is computed as follows,

IoU =

TP
TP + FP + FN

(4.1)

where TP, FP, and FN are the numbers of true positive, false positive, and
false negative voxels, respectively. The comparison results on the ScanNetv2
dataset and SUNCG dataset are shown in Table 4.1 and Table 4.2 respectively.

Cherabier et al.
Ours, prop known
Ours, prop pred

freespace
0.96
0.96
0.95

semantic
0.91
0.86
0.84

overall
0.96
0.94
0.93

mIOU
0.47
0.47
0.45

Table 4.1: Reconstruction performance comparison w.r.t. accuracy and mIOU on the ScanNetv2
dataset. ”prop known” means using the groundtruth octree split structure to propagate the cells,
while ”prop pred” means using the predicted octree split to propagate the octree cells.

Cherabier et al.
Ours, prop known
Ours, prop pred

freespace
0.98
0.95
0.94

semantic
0.80
0.79
0.76

overall
0.96
0.93
0.92

Table 4.2: Reconstruction performance comparison w.r.t. accuracy on the SUNCG dataset.
”prop known” means using the groundtruth octree split structure to propagate the cells, while
”prop pred” means using the predicted octree split to propagate the octree cells.

On both datasets, with ground truth octree split as propagation reference,
the performance is comparable to the corresponding network working on
regular voxel grids in Cherabier et al. ’s work, and with the propagation
predictor as reference, the accuracy drops within 4 points, which is in a reasonable range. On the ScanNetv2 dataset, the mIOU is almost equivalent
to Cherabier et al. ’s work. We also show some reconstruction visualization
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examples on the ScannNetv2 dataset and SUNCG dataset in Fig. 4.1 and
Fig. 4.2. Both figures indicate that our network can produce visually similar
reconstructions compared to the network working on voxel grids. In addition, on the ScanNetv2 dataset, we can see that our network can also do
scene completion given the missing floor, wall, and so on.
Therefore we can draw the following conclusions given the experiment results on both datasets: a) Our network learning on octrees can achieve
comparable reconstruction accuracy to the corresponding network learning
on dense voxel grids, and almost equivalent visualization results. b) Our
method can also produces results which are visually more pleasing than the
ground truth used for training because of its scene completion function. c)
The propagation predictor still needs to be improved to predict the octree
split in a better way.

4.3

Memory Efficiency Evaluation
Cherabier et al.
Ours, prop pred

niters 1
11.8G
4.32G

niters 10
N/A
14.67G

niters 30
N/A
20.2G

niters 50
N/A
22.1G

Table 4.3: Inference memory usage comparison on the ScanNetv2 dataset. N/A means not
available, i.e., the memory usage exceeds the current GPU memory (32G).

Cherabier et al.
Ours, prop pred

niters 1
10.67G
3.2G

niters 10
N/A
9.3G

niters 30
N/A
15.7G

niters 50
N/A
21.06 G

Table 4.4: Inference memory usage comparison on the SUNCG dataset. N/A means not available,
i.e., the memory usage exceeds the current GPU memory (32G).

To show the memory usage advantage of our octree primal dual network
over the corresponding dense one, we list the peak memory consumption
during inference with scene input size of 1283 . We further vary the number
of primal dual iterations in each network level to show the memory usage
comparison. The inference is done in Caffe and on a Nivida Quadro GV100
GPU with 32G memory.
As shown in Table 4.4 and Table 4.3, with primal dual iteration numbers
larger than 1 in each level, the dense network cannot fit even one test scene
in 32G GPU card, while ours use significantly less memory.
However, Caffe itself is a naive framework and does not do memory optimization so neural network training and inference. Therefore even our pro22
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posed network already reduces memory usage, the Caffe framework itself
still takes a lot of memory. One future direction is to implement our network using state-of-the-art deep learning frameworks, such as Tensorflow
and PyTorch.

23

4. Experiments
Groundtruth

Cherabier et al.

Ours, prop known

Ours, prop pred

Figure 4.1: 3D reconstruction results for ScanNet for di↵erent scenes and methods.
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Groundtruth

Cherabier et al.

Ours, prop known

Ours, prop pred
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Figure 4.2: 3D reconstruction results for SUNCG for di↵erent scenes and methods.

Chapter 5

Conclusions and Future Works

In all, we successfully design and implement a network working on learning semantic 3D reconstruction, as well as its octree representation. Experiments on the synthetic SUNCG dataset and realistic ScanNetv2 dataset both
show our proposed network could achieve comparable reconstruction performance to the corresponding network working on full dense voxel grids,
while using significantly less memory.
Future works include:
• Incorporate the data cost TSDF fusion part into the network, so that the
network can directly learn from 2D images instead of from fused data
cost.
• Implement the network using state-of-the-art deep learning frameworks,
such as Tensorflow and PyTorch. As shown in the experiment, Caffe itself
is a naive framework and does not do memory optimization. Therefore
even for our octree network, the framework still takes a lot of memory.
• Implement the hash table in GPU, so that the network could be run fully
on GPU. Currently we maintain the hash table in CPU, so there are still
some layers such as octree propagation, and some utility functions such
as computing the neighbors for each octree cell, are done in CPU. Besides,
the communication between CPU and GPU also takes some time, which
makes the network run slower.

27

Bibliography
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[2] Xavier Bresson, Selim Esedoḡlu, Pierre Vandergheynst, Jean-Philippe
Thiran, and Stanley Osher. Fast global minimization of the active contour/snake model. Journal of Mathematical Imaging and Vision, 28(2):151–
167, 2007.
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[23] Lubor Ladický, Paul Sturgess, Chris Russell, Sunando Sengupta, Yalin
Bastanlar, William Clocksin, and Philip H. S. Torr. Joint Optimization
for Object Class Segmentation and Dense Stereo Reconstruction. International Journal of Computer Vision, 100(2):122–133, November 2012.
[24] Jonathan Long, Evan Shelhamer, and Trevor Darrell. Fully convolutional networks for semantic segmentation. In Proc. International Conference on Computer Vision and Pattern Recognition (CVPR), 2015.
[25] Rabeeh Karimi Mahabadi, Christian Hane, and Marc Pollefeys. Segment based 3d object shape priors. In Proc. International Conference on
Computer Vision and Pattern Recognition (CVPR), pages 2838–2846, 2015.
[26] Daniel Maturana and Sebastian Scherer. Voxnet: A 3d convolutional
neural network for real-time object recognition. In IEEE/RSJ International Conference on Intelligent Robots and Systems, Pittsburgh, PA,
September 2015.
[27] Pushmeet Kohli Nathan Silberman, Derek Hoiem and Rob Fergus. Indoor segmentation and support inference from rgbd images. In ECCV,
2012.
31

Bibliography
[28] Thomas Pock and Antonin Chambolle. Diagonal preconditioning for
first order primal-dual algorithms in convex optimization. In International Conference on Computer Vision (ICCV), 2011.
[29] Gernot Riegler, Ali Osman Ulusoy, and Andreas Geiger. Octnet: Learning deep 3d representations at high resolutions. In Proc. International
Conference on Computer Vision and Pattern Recognition (CVPR), 2017.
[30] Shuran Song, Fisher Yu, Andy Zeng, Angel X. Chang, Manolis Savva,
and Thomas A. Funkhouser. Semantic scene completion from a single
depth image. In Proc. International Conference on Computer Vision and
Pattern Recognition (CVPR), 2017.
[31] M. Tatarchenko, A. Dosovitskiy, and T. Brox. Octree generating networks: Efficient convolutional architectures for high-resolution 3d outputs. In Proc. International Conference on Computer Vision (ICCV), 2017.
[32] Shubham Tulsiani, Tinghui Zhou, Alexei A. Efros, and Jitendra Malik. Multi-view supervision for single-view reconstruction via differentiable ray consistency. In Proc. International Conference on Computer
Vision and Pattern Recognition (CVPR), 2017.
[33] Peng-Shuai Wang, Yang Liu, Yu-Xiao Guo, Chun-Yu Sun, and Xin Tong.
O-CNN: Octree-based Convolutional Neural Networks for 3D Shape
Analysis. ACM Transactions on Graphics (SIGGRAPH), 36(4), 2017.
[34] Peng-Shuai Wang, Chun-Yu Sun, Yang Liu, and Xin Tong. Adaptive
O-CNN: A Patch-based Deep Representation of 3D Shapes. ACM Transactions on Graphics (SIGGRAPH Asia), 37(6), 2018.
[35] Zhirong Wu, Shuran Song, Aditya Khosla, Fisher Yu, Linguang Zhang,
Xiaoou Tang, and Jianxiong Xiao. 3d shapenets: A deep representation for volumetric shapes. In Proc. International Conference on Computer
Vision and Pattern Recognition (CVPR), pages 1912–1920, 2015.

32

Declaration of originality
The  signed  declaration  of  originality  is  a  component  of  every  semester  paper,  Bachelor’s  thesis,  
Master’s  thesis  and  any  other  degree  paper  undertaken  during  the  course  of  studies,  including  the  
respective electronic versions.
Lecturers may also require a declaration of originality for other written papers compiled for their
courses.

__________________________________________________________________________
I hereby confirm that I am the sole author of the written work here enclosed and that I have compiled it
in my own words. Parts excepted are corrections of form and content by the supervisor .
Title of work (in block letters):

LEARNING 3D SEMANTIC RECONSTRUCTION ON OCTREES

Authored by (in block letters):
For papers written by groups the names of all authors are required.

Name(s):

First name(s):

WANG

XIAOJUAN

With my signature I confirm that
− I have  committed  none  of  the  forms  of  plagiarism  described  in  the  ‘Citation etiquette’  information  
sheet.
− I have documented all methods, data and processes truthfully.
− I have not manipulated any data.
− I have mentioned all persons who were significant facilitators of the work .
I am aware that the work may be screened electronically for plagiarism.
Place, date

Signature(s)

ETH Zurich, 01.03.2019

For papers written by groups the names of all authors are
required. Their signatures collectively guarantee the entire
content of the written paper.

