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S YSTEM -AWARE A LGORITHMS F OR M ACHINE L EARNING

A BSTRACT
The design of machine learning algorithms is often conducted in a system-agnostic manner.
As a consequence, established methods may not be well aligned with the particularities of the
systems on which they are deployed. This can lead to suboptimal performance caused by underutilization of hardware resources. In this thesis we demonstrate the huge potential for improving
the performance and efficiency of machine learning applications by incorporating system characteristics into the algorithm design. We develop new tools and methods for training machine
learning models that are theoretically sound and enable the systematic utilization of individual
hardware resources available in heterogeneous systems. In particular, we focus on lowering the
impact of slow interconnects on distributed training and exploiting hierarchical memory structures, compute parallelism and accelerator units. The contributions of this thesis are threefold:
1) We introduce a theoretical, algorithm-independent framework for analyzing the convergence behavior of training algorithms for generalized linear models. Our framework is
built on duality theory and enhances existing algorithms with quality certificates. These
certificates provide an upper-bound on the suboptimality of the trained model and can be
evaluated to diagnose the progress of a training procedure. In this thesis we will build on
these certificates to take design decisions for performance optimizations at runtime.
2) To develop system-aware training algorithms we abstract typical building blocks of modern compute systems and develop versatile algorithmic components aligned with their
characteristics. a) We develop variants of popular training algorithms that are designed to
take advantage of multiple levels of compute parallelism in massively parallel processors.
b) We devise techniques to deal with memory limitations on accelerator units by deciding at runtime which part of the data helps the optimization procedure the most. c) We
develop communication-efficient methods for distributed learning and propose a flexible
communication pattern to take advantage of non-uniform interconnects between compute
units in heterogeneous systems.
3) We present Snap ML, a new software framework for fast training of generalized linear
models. Snap ML implements and combines the different algorithmic innovations of this
thesis in a nested manner. We demonstrate that Snap ML can achieve up to two orders
of magnitude reduction in training time compared to well-established general purpose
software frameworks by incorporating our novel system-aware algorithmic components
into the training procedure.
i

K URZFASSUNG
Im Bereich der künstlichen Intelligenz wird die Entwicklung von Lernalgorithmen oft systemunabhängig durchgeführt. Dies hat zur Folge, dass weitverbreitete Algorithmen oft nicht gut auf
die heutigen Rechenarchitekturen abgestimmt sind. Daher ist es bei deren Umsetzung schwierig
das Potenzial des zur Verfügung stehenden Rechners vollumfänglich zu nutzen. In dieser Arbeit zeigen wir auf, dass die Effizienz solcher Algorithmen stark gesteigert werden kann, indem
die Eigenschaften des Systems in das Design der Lernalgorithmen miteinbezogen werden. In
diesem Zusammenhang entwerfen wir neue Methoden für maschinelles Lernen, die darauf ausgelegt sind einzelne Komponenten eines modernen Rechners systematisch zu nutzen. Dazu
beschränken wir uns in dieser Arbeit auf die Klasse von generalisierten, linearen Modellen, die
im maschinellen Lernen prominent vertreten sind. Wir starten mit einer theoretischen Analyse
von Lernalgorithmen und entwickeln daraus vielseitig einsetzbare algorithmische Bausteine.
Die Beiträge dieser Arbeit sind in den folgenden drei Punkten zusammengefasst:
1) Wir führen ein theoretisches Konzept zur Analyse von Lernalgorithmen ein. Damit können
wir das Konvergenzverhalten beliebiger Lernalgorithmen für die berücksichtigte Klasse
von Modellen untersuchen. Dieser Ansatz beruht auf der Dualitätstheorie und erlaubt
es uns existierende Algorithmen mit Qualitätszertifikaten auszustatten. Diese Zertifikate
können zur Laufzeit ausgewertet werden, um den Fortschritt des Lernalgorithmus festzustellen. Im Verlauf dieser Arbeit verwenden wir diese Zertifikate um dynamisch Anpassungen und Optimierungen an unseren Algorithmen vorzunehmen.
2) Wir konzentrieren uns auf einzelnen Bestandteile von modernen Rechensystemen und entwickeln Algorithmen, die auf deren Eigenschaften abgestimmt sind. 1) Wir entwickeln Algorithmen, die für die mehrstufige Parallelisierung auf Prozessoren und Hardwarebeschleunigern geeignet sind. 2) Wir entwerfen Methoden um Hardwarebeschleuniger trotz ihres
kleinen Speichers effizient für das Lernen auf grossen Datensätzen einsetzen zu können,
indem wir zur Laufzeit entscheiden auf welchem Bruchteil der Daten wir arbeiten sollen.
3) Wir betrachten das Lernen von Modellen in verteilten Systemen, wo der Austausch
von Information zwischen einzelnen Prozessoren mit grossen Verzögerungen behaftet ist.
Wir entwerfen neue Methoden, die an diese Bedingungen angepasst sind. Dabei berücksichtigen wir die unterschiedlichen Datenübertragungsraten zwischen einzelnen Prozessoren in hierarchischen Systemen und passen die Häufigkeit des Informationsaustausches
entsprechend an.
iii

3) Wir stellen Snap ML vor, ein neues Software Framework für maschinelles Lernen. Snap
ML implementiert und kombiniert die einzelnen Innovationen dieser Arbeit. Wir zeigen
auf, dass unser Framework durch diese Erfindungen generalisierte lineare Modelle bis zu
100 Mal schneller lernen kann als andere moderne und weit verbreitete Frameworks.
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1

I NTRODUCTION
The widespread adoption of machine learning and artificial intelligence has been, in part, driven
by the ever-increasing availability of data. Large datasets enable training of more expressive
models, thus leading to higher quality insights. However, when the size of such datasets grows
to billions of training examples and/or features, the training of even relatively simple models
becomes prohibitively time consuming. This long turn-around time (from data preparation to
inference) can be a major obstacle for research productivity as well as for development and
deployment of large-scale machine learning models in practice.
In order to reduce training time, there are different routes to take; theoreticians develop more
efficient algorithms to reduce computational load of the overall training procedure, and system
experts develop highly optimized implementations of the respective algorithms in order to reduce their execution time. However, these approaches are often conducted independently and,
as a consequence, it may not be possible to fully utilize available hardware resources even with
highly optimized implementations. We see a large potential to accelerate training at this interface by designing algorithms while keeping characteristics of the system they are deployed on
in mind. This requires a thorough understanding of the mathematics of the optimization algorithm as well as the characteristics of modern systems in order to carefully trade-off theoretical
optimality and run-time efficiency of a particular algorithm.
The diversity of machine learning models deployed in practice is huge. Such models range
from simple linear models, support vector machines, over decision trees and random forests to
diverse implementations of deep neural networks. Given by this diversity, different specialized
techniques have been established for training each of these models. The goal of this thesis is to
focus on one important class of models, namely generalized linear models, and rethink popular
training algorithms in order to more systematically allow for the optimal utilization of every
single component of modern systems. We have chosen generalized linear models because they
play an critical role in industry as revealed in the survey by Kaggle (2017) and because they
come with strong theoretical guarantees.
1

1.1 S YSTEM C HARACTERISTICS
In this section we discuss the different aspects of modern compute architectures which we consider in the design of our training algorithms. These aspects interplay and give rise to different
trade-offs. We incorporate these trade-offs into the algorithm design by offering hyperparameters in order to adapt to diverse system characteristics.
Compute Parallelism. The first aspect is compute parallelism, which is offered at many levels
in modern compute systems; for example across different machines in a cluster,
across multiple CPUs in a NUMA system, or across multiple cores of a processor.
These levels differ in their degree of parallelism, as well as in the way information
can be exchanged between parallel processes. From an algorithmic point of view
we distinguish two types of parallelism; 1) parallelism across compute units where
shared memory is available to all parallel processes, and 2) parallelism across compute units where memories are separate and the communication bandwidth limits
the exchange of information. We develop separate parallelization techniques for
the two scenarios with the goal to achieve optimal run-time by leveraging the full
compute power across multiple levels of a distributed system without suffering from
synchronization and communication bottlenecks.
Communication Bandwidth. The second aspect is the communication bandwidth between compute units or processes, which can vary a lot across the different levels of the system.
Communication between compute units within the same physical device is typically
much faster than communication between compute units across the network – and
even the communication over the network in a cluster can vary by several orders of
magnitude depending on the available network bandwidth. Our goal is to design algorithms that respect the hierarchical network structure and can adjust the frequency
of communication according to the properties of the respective interconnect in order
to optimally trade-off algorithm convergence and communication overhead.
Memory Hierarchy. In modern systems different types of memory are available, spanning from
fast on-chip caches on one extreme, to slower hard disk drives on the other extreme.
These memories are structured hierarchically where the memories of different levels
differ in their size, response time and access bandwidth. A memory that is located in
a lower level is usually smaller and faster than a memory at a higher level. For data
intensive workloads, such as training of machine learning models on large-scale
datasets, it can be challenging to effectively take advantage of low-level memories.
This is mainly because of the random access pattern and the relatively high cost
of moving data between memories. Our goal is to develop techniques that can
effectively exploit the memory structure of such modern systems and take advantage
I NTRODUCTION | 2

of the fast small memory by applying novel techniques to selectively loading small
amounts of data to be processed.
One particular parallel processor that we consider in this thesis is the Graphic Processing Unit
(GPU). GPUs serve as accelerator units and augment traditional computers or servers. Their
massively parallel architecture offers high compute power through multiple levels of parallelism
– GPUs can support thousands of threads that are grouped into blocks which are executed on
different parallel processors and within a block threads are grouped into warps that are further
parallelized. GPUs come with local random access memory (RAM) and a small, fast, on-chip
shared memory. GPUs are usually connected to the host server via a fast interconnect, e.g.,
NVLink or PCIe, that enables the exchange of data between the host and the accelerator. From
an algorithm point of view GPUs can be viewed as additional compute units that operate in
parallel to the CPUs, and come with their own separate, hierarchically structured memory and
compute resources.

1.2 G ENERALIZED L INEAR M ODELS
In this thesis we focus on training procedures for generalized linear models (GLMs) (McCullagh and Nelder, 1989). These models are popular in machine learning, because of their simple
structure and the relatively small amount of parameters that need to be trained. Thus, in comparison to neural networks, GLMs are easier to train and easier for humans to rationalize. As a
consequence, GLMs are often preferred in large-scale, or time-critical applications. In mathematical terms, GLMs refer to models of the form
m(x) = `(Dx)
where ` is a convex, potentially nonlinear function that depends on the model parameters x
through the linear map Dx. In machine learning ` represents a loss function that measures the
discrepancy between the predicted labels ŷ = Dx and the true labels y. The model parameters
x are then trained on labeled data to minimize the loss `. In addition, it is common to introduce
a regularization term r to the optimization to prevent the model from overfitting. Thus, the
resulting training objective becomes
min `(Dx) + r(x).
x

(1.1)

In practice the regularization term r is typically chosen as a norm penalty on the model parameters. This could, for example, be an L2 -norm penalty, r(x) = λ2 kxk22 , an L1 -norm penalty,
r(x) = λkxk1 , or a combination thereof. The regularization parameter λ ∈ R+ controls the
regularization strength. Popular examples of such generalized linear models include:
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• Linear Regression where the loss term measures the mean squared error (MSE) between
the predicted labels ŷ = Dx and the true labels y on the training data;
min
x

1
kDx
2

− yk22 + r(x).

(1.2)

If the regularization term r is chosen to be an L2 -norm penalty the model is also referred
to as ridge regression and if the regularization is L1 it is referred to as lasso regression.
Due to its simplicity, linear regression is often used as a baseline for development or as a
toy example for theoreticians.
• Support Vector Machines have a long history and are one of the most popular tools for
classification. The core idea of a support vector machine (SVM) is to learn a separating hyperplane that maximizes the margin to the closest training data points. The SVM
training objective is a combination of the hinge loss and a regularization term:
X
(1.3)
min
hi (d>
i x) + r(x),
x

i

>
>
where the hinge loss is defined as hi (d>
i x) = max[0, 1 − yi di x] with di denoting the
ith row of the data matrix D, representing a training example and yi ∈ {±1} the corresponding label.

• Logistic Regression is a powerful tool for classification and the most popular machine
learning model used in industry today as by Kaggle (2017). In its binary form, logistic
regression can be expressed as the following optimization problem
X
min
log(1 + exp(−yi d>
(1.4)
i x)) + r(x),
x

i

where again d>
i denotes the ith row of the data matrix D, yi ∈ {±1} the corresponding
label, and r the regularization term.

1.3 C ONTRIBUTIONS
The main contribution of this thesis is a system-aware framework for training large-scale generalized linear models on distributed heterogeneous compute systems. Our framework is fast,
scalable and resource-savvy and its design is closely tied to the architecture of modern compute systems. It is built on several new algorithmic building blocks devised in this thesis. Our
contributions are illustrated in Figure 1.1 and include:
1. A powerful primal-dual framework to analyze training algorithms for GLMs and their
convergence properties. Our framework is algorithm-independent and equips existing
algorithms with duality gap certificates. These quality certificates can be evaluated at
runtime to diagnose the progress of an optimization algorithm.
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Mathematical Tools
Equipping training algorithms
with quality certificates.

(Chapter 3)
Refined convergence
analysis of Stochastic
Coordinate Descent (SCD)
(Chapter 4)

Algorithmic Building Blocks
Scaling up the SCD training algorithm on a single GPU processor

Scaling out learning algorithms
across heterogeneous compute
devices

(Chapter 5)

(Chapter 6)

Scaling out learning across multiple nodes in a cluster
A hierarchical communication
pattern
(Chapter 7)

A communication-efficient
framework for distributed
optimization
(Chapter 8)

Snap ML: A scalable and resource-savvy hierarchical
framework for training GLMs on distributed,
heterogeneous infrastructure.
(Chapter 9)

Figure 1.1.: Contributions of this thesis.

2. A refined analysis of primal/dual coordinate and block coordinate descent methods within
our framework. We consider arbitrary sampling, which yields new insights into the convergence properties of the algorithm and motivates a new greedy coordinate selection
scheme. In addition, we extend existing primal-dual convergence guarantees of coordinate descent to a broader class of functions including the important Lasso problem.
3. The first implementation of a stochastic coordinate descent algorithm tailored to the massively parallel architecture of a modern GPU accelerator. Our implementation offers up
to 10× faster training than equivalent implementations on a CPU. These results motivate
the use of GPUs for accelerating stochastic algorithms.
4. A novel technique for training GLMs across heterogeneous compute units with nonuniform compute power and memory resources. This technique enables the application
of GPU accelerated algorithms for the training of GLMs on large-scale datasets that
exceed the memory capacity of the accelerator at hand.
5. A novel approach for efficient training of GLMs across multiple nodes in a cluster. This
framework forms the basis for scaling out the previously developed techniques and circumventing the memory limitation of a single node.
6. The identification and discussion of two hyperparameters for adapting distributed algorithms to various network characteristics. First, we demonstrate the benefit of tuning the
communication computation trade-off of distributed algorithms for achieving optimal
performance across applications. Second, we propose a novel two-level communication
pattern for exploiting non-uniform interconnects in hierarchical systems.
7. The design and implementation of a software framework which combines all our different building blocks in a nested manner to enable fast, scalable and resource-savvy
training of GLMs on tera-scale datasets.
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1.4 O RGANIZATION OF THE T HESIS
In Chapter 2 our mathematical framework and the general primal-dual setting are introduced.
In Chapter 3 we enhance algorithms that fall into this framework with duality gap certificates
and respective convergence guarantees. In Chapter 4 we focus on the particular algorithm class
of stochastic primal-dual coordinate methods, analyze these methods within our framework and
generalize previous convergence analyses. We show that duality gap certificates come with an
additional application for these algorithms; they serve as a proxy for the impact of individual coordinates on the optimization procedure. In Chapter 5 we propose an implementation
of stochastic coordinate descent on a modern GPU accelerator and demonstrate that GPUs offer high potential to speed up stochastic algorithms. To make GPU acceleration applicable to
datasets that exceed the memory capacity of a single device we then develop techniques to
scale out the algorithm across heterogeneous compute devices in Chapter 6 and across multiple
nodes in a cluster in Chapter 7 and Chapter 8. In Chapter 7 we first analyze the bottlenecks of
distributed learning and propose a hierarchical communication pattern to exploit non-uniform
communication bandwidth in heterogeneous systems. Then, in Chapter 8, we propose a novel
distributed second-order algorithm for communication-efficient training of machine learning
models. We conclude this work with Chapter 9 that presents Snap ML, a ready-to-use, scalable
and resource-savvy, framework for training GLMs. It combines the different building blocks
devised in the previous chapters in a nested manner.
Throughout this thesis we limit mathematical proofs to proof sketches to underpin critical
steps for the reader to retrace the derivation of the results. The extended proofs have been
offloaded to Appendix A. In Appendix B we provide explicit expressions of critical equations
that are required in order to implement our approaches and we give details on the datasets used
for our experiments.

1.5 M ATHEMATICAL P RELIMINARIES
1.5.1 N OTATION
We denote vectors by bold letters v, sets by calligraphy letters S, and matrices by capital letters
A. vi denotes the ith coordinate of vector v. We use the notation i ∈ [N ] to denote i ∈
{1, 2, . . . , N }. R denotes the set of real numbers, R+ the set of positive real numbers. k.k
denotes an arbitrary norm if not further specified. We use the notation v[S] to denote a vector
v ∈ Rn with non-zero coordinates v[S] i = vi for coordinates i ∈ S ⊂ [n] and zeroes otherwise.
We use the same notation for matrices where A[S] denotes the matrix A with non-zero columns
only for indices i ∈ S. We use f ∗ to denote the convex conjugate of the function f . ∇f denotes
the gradient and ∂f the subgradient of the function f . v> denotes the transpose of the vector v.
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1.5.2 F UNCTION P ROPERTIES
Definition 1 (Convexity). A function h : Rd → R is called convex, if
h(tu + (1 − t)w) ≤ th(u) + (1 − t)h(w)

∀u, w ∈ Rd ∀t ∈ [0, 1].

(1.5)

Definition 2 (µ-Strong Convexity). A function h : Rd → R is called µ-strongly convex w.r.t. a
norm k.k, for µ ≥ 0, if
h(u) ≥ h(w) + h∇h(w), u − wi +

µ
ku − wk2
2

∀u, w ∈ Rd .

(1.6)

And analogously if the same holds for all subgradients, in the case of a general closed convex
function h.
Definition 3 (γ-Smoothness). A function h : Rd → R is called γ-smooth w.r.t. a norm k.k, for
γ > 0, if it is differentiable and its derivative is γ-Lipschitz continuous w.r.t. k.k, or equivalently
γ
h(u) ≤ h(w) + h∇h(w), u − wi + ku − wk2
2

∀u, w ∈ Rd .

(1.7)

Definition 4 (L-Lipschitz Continuity). A function h : Rd → R is L-Lipschitz continuous w.r.t.
a norm k.k if ∀u, w ∈ Rd , we have
|h(u) − h(w)| ≤ Lku − wk .

(1.8)

Definition 5 (B-Bounded Support). A function h : Rd → R has B-bounded support if its
effective domain is bounded by B w.r.t. a norm k.k, i.e.,
h(u) < +∞ ⇒ kuk ≤ B .

(1.9)
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CHAPTER

2

P RIMAL -D UAL F RAMEWORK
In this chapter we introduce the theoretical framework that we use throughout this thesis to analyze the training of generalized linear models (GLMs). In the introduction we have seen that the
training of GLMs can be formulated as a convex optimization problem. This perspective on our
problem has the advantage that it allows us to borrow well established tools from optimization
theory for analyzing them. In particular, we build on the powerful concept of duality theory
originating from Rockafellar (1970) which allows us to put our problem (1.1) in a primal-dual
setting. Meaning, we can construct a dual problem that forms a lower bound on (1.1) together
with a mapping that relates the respective parameter vectors. In that way we can analyze the
two problems jointly which comes with several practical and theoretical benefits as will become
evident throughout this thesis. The resulting pair of optimization problems that we consider is
the following:

minn

h

D(α) :=

f (Aα) + g(α)

min

h

P(β) :=

f ∗ (β) + g ∗ (−A> β)

α∈R

β∈Rd

i
,
i
.

(A)
(B)

The two problems (A) and (B) are dual to each other, in the sense that D(α) ≥ −P(β) for
every pair of vectors α ∈ Rn and β ∈ Rd . Thus, by solving either of the two problems we can
establish a lower bound on the respective optimal solution to the other problem. Our problems
are associated with a given data matrix A ∈ Rd×n , and the primal-dual correspondence holds
for arbitrary closed convex functions f : Rd → R and g : Rn → R. The functions f ∗ , g ∗
in formulation (B) are defined as the convex conjugates of their corresponding counterparts
f, g in (A) – the definition is given in Section 2.1.1. In the following we will first derive the
primal-dual relationship of our problem pair, then, we discuss optimality conditions that relate
the model vectors α and β and, finally, we discuss some useful properties and add-ons that
come with this notion of duality.
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2.1 P RIMAL -D UAL R ELATIONSHIP
The relation of the primal and dual problems (A) and (B) is a special case of the concept of
Fenchel Duality. In particular, using the combination with the linear map A as in our case, the
relationship is called Fenchel-Rockafellar Duality, see, e.g., Theorem 4.4.2 in Borwein and Zhu
(2005) or Proposition 15.18 in Bauschke and Combettes (2011). For completeness we include
a short derivation of the dual problem via the Lagrangian:
Derivation. Starting with the formulation (A) we introduce a helper variable v ∈ Rd and
restate the optimization problem (A) as a constraint optimization problem:
min

α∈Rn

f (v) + g(α) such that v = Aα .

(2.1)

Introducing the Lagrange multipliers β = [β1 , . . . , βd ] for the equality constraint v = Aα, the
Lagrangian function is given by:
L(α, v; β) := f (v) + g(α) + β > (Aα − v) .

(2.2)

From L the dual objective follows after eliminating the primal variables by taking the infimum
with respect to α and v:


inf L(β, α, v) = inf f (v) − β > v + inf g(α) + β > Aα
α,v
v
α
 >

= − sup β v − f (v) − sup (−β > A)α − g(α)
v

α

= −f ∗ (β) − g ∗ (−A> β) .

(2.3)

where f ∗ , g ∗ denote the convex conjugate of the respective function f, g as defined in (2.4)
below. It remains to change signs and turn the standard maximization of the dual problem (2.3)
into a minimization and we arrive at the dual formulation (B) as claimed.

2.1.1 C ONVEX C ONJUGACY
The two problems (A) and (B) are related through the definition of the convex conjugate of the
functions f, g as given below.
Definition 6 (Convex Conjugate). The convex conjugate of a function h : Rd → R,
denoted h∗ is defined as
h∗ (v) := sup v> u − h(u).

(2.4)

u∈Rd

The two functions h and its dual h∗ satisfy some useful properties (see Boyd and Vandenberghe,
2004, Section 3.3.2) which we state here for completeness:
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(i) Double conjugate:

(h∗ )∗ = h if h is closed and convex.

(ii) Value Scaling: (for c > 0)

h(u) = cg(u) ⇒ h∗ (v) = cg ∗ (v/c).

(iii) Argument Scaling: (for c 6= 0)

h(u) = g(cu) ⇒ h∗ (v) = g ∗ (v/c).
P
P
h(u) = i φi (ui ) ⇒ h∗ (v) = i φ∗i (vi ).

(iv) Conjugate of a separable sum:

Furthermore, the definition of the convex conjugate (2.4) gives rise to the Fenchel–Young inequality which states that for every v ∈ dom(h? ) and every u ∈ dom(h) it holds that:
h∗ (v) ≥ v> u − h(u),

(2.5)

where equality is attained for all v ∈ ∂h(u). For such an optimal v it holds that h∗ (v) + h(u) =
v> u.

2.2 O PTIMALITY C ONDITIONS
The first-order optimality conditions for our pair of model vectors (α, β) in problems (A) and
(B) can be derived from the Lagrangian of the model parameters
L(α, β) = inf L(α, v; β) = −f ∗ (β) + β > Aα + g(α)
v

(2.6)

through (sub-)differentiation. They are given by
Aα? ∈ ∂f ∗ (β ? ) ,
−A> β ? ∈ ∂g(α? ) ,

(2.7a)
(2.7b)

duality

⇐⇒

β ? ∈ ∂f (Aα? ) ,

(2.8a)

duality

α? ∈ ∂g ∗ (−A> β ? ) ,

(2.8b)

⇐⇒

where β ? is an optimal solution of (B) and α? an optimal solution of (A). These conditions
allow us to relate the optimal model parameters of the two problems (A) and (B).

2.3 D UALITY G AP
One particular add-on that comes from our primal-dual approach is the definition of the duality
gap which acts as a certificate for the approximation quality of any model vector α or β. Recall
that from the definition of the dual problems (A) and (B) in terms of the convex conjugates,
we always have P(β) ≥ P(β ? ) ≥ −D(α? ) ≥ −D(α). The optimal solutions β ? and α? of
(B) and (A) respectively are related through the first order optimality conditions (2.7a) - (2.8b).
This gives rise to the definition of the general non-negative duality gap
G(β, α) := P(β) + D(α).

(2.9)
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Let us assume, for the remainder of this thesis, that f is a differentiable function. Then the
duality gap (2.9) can be used more conveniently: Given a parameter vector α ∈ Rn s.t. Aα ∈
dom(f ), let us consider a parameter vector β(α) ∈ Rd which is optimal with respect to α, i.e.,
β and α are coupled through (2.8a). This yields the following correspondence
β = β(α) := ∇f (Aα) .

(2.10)

Enforcing this primal-dual mapping, the duality gap (2.9) can now be written as a function of
α only as
G(α) := P(β(α)) + D(α).
(2.11)
This expression can further be simplified if we exploit that the Fenchel-Young inequality (2.5)
holds with equality for β as given in (2.10), i.e., f ∗ (β) + f (Aα) = β > Aα. Thus, the duality
gap can be computed as
G(α) := β > Aα + g(α) + g ∗ (−A> β).

(2.12)

For any α, and corresponding β, the duality gap provides an upper bound on the suboptimality
D(α) − D(α? ) as well as P(β) − P(β ? ). This is very useful in practice since the optimal
values, and thus the suboptimality, are often unknown. Furthermore, if the objectives functions
P and D are convex and continuous, strong duality holds by the Fenchel biconjugation theorem
(Borwein and Lewis, 2006), and we have P(β ? ) = −D(α? ) with β ? = β(α? ). This implies
that the duality gap attains zero for an optimal pair of vectors, i.e.,
G(α? ) = 0.
Thus, the duality gap serves as a useful certificate for the approximation quality of a particular
model vector α and helps to diagnose the state of any iterative algorithm applied to either of the
two problems (A) or (B).

2.4 S YMMETRY
A powerful features of this general duality structure is that the two problems (A) and (B) are
fully symmetric when changing respective roles of f and g. This means a problem of the form
(1.1) can be mapped to either of the two objectives, i.e., the data dependent loss term ` can
either be interpreted as f or g ∗ . In the remainder of the thesis we will not make any assumption
on this mapping and focus on algorithms to optimize the objective (A). These algorithms can be
considered as a primal solver for any problem mapped to (A) or as a dual solver for a problem
mapped to (B). For the latter case the final primal model can be retrieved from the respective
dual model parameters through the mapping (2.10). We would like to note here that for most
of our convergence results we pose some assumptions on the properties of f or g, such as, e.g.,
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smoothness of f . These assumptions may restrict the mapping of a particular machine learning
problem (1.1) to one of the two objectives, (A) or (B), depending on the properties of ` and r.
In this context, the following two lemmas will be important to link properties of the individual
terms of (A) to those of (B) and vice versa.
Lemma 1 (Duality between Smoothness and Strong Convexity, (Kakade et al., 2009,
Theorem 6)). Assume h is a closed and convex function. Then, it holds that h is γsmooth w.r.t. the norm k.k if and only if h∗ is (1/γ)-strongly convex w.r.t. the dual
norm k.k∗ .
Lemma 2 (Duality between Lipschitzness and L-Bounded Support). Given a proper
convex function h, it holds that h is L-Lipschitz continuous w.r.t. the norm k.k if and
only if h∗ has L-bounded support w.r.t. the dual norm k.k∗ .
Definition 7 (Dual Norm). Let k.k be a norm on Rn . Then, the associated dual
norm, denoted k.k∗ , is defined as
kxk∗ := max y> x
y:kyk=1

(2.13)

Proof. For the proof of duality between smoothness and strong-convexity as stated in Lemma 1
we refer to Kakade et al. (2009). Lemma 2 generalizes results of Rockafellar (1970, Corollary
13.3.3) from the L2 -norm to a general norm k.k and we refer to Appendix A.1.1 for the detailed
derivation.
To conclude this section, let us give a concrete example of how Lemma 1 will be used: Assume
we derive convergence guarantees for an algorithm A solving (A) under the assumption that f
is a smooth function. Then, this result holds for A applied as a primal solver to GLMs with a
smooth loss term `, such as, e.g, Linear Regression (1.2) or Logistic Regression (1.4). On the
other hand, this result also holds for A applied as a dual solver to GLMs with a strongly convex
regularizer, such as any L2 -regularized objective. In this case the regularizer is mapped to f ∗
in (B) and by Lemma 1 the term f in (A) is smooth. Thus, depending on the properties of the
model, algorithm A can be applied as a primal solver, as a dual solver, or both.
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CHAPTER

3

P RIMAL -D UAL
R ATES AND C ERTIFICATES
In this chapter we analyze general iterative optimization procedures for solving problems of
the form (A) – this covers primal as well as dual solvers for learning generalized linear models.
Our main contribution is to equip existing algorithms with duality gap certificates and respective
convergence guarantees. Such certificates are very useful in practice since they provide an easily
verifiable guarantee for the quality of an optimization procedure. For example, they can serve
as a stopping criterion for the optimizer or they can help to pin down if bad performance of a
predictive model comes from slow optimization, or from poor modeling choices. We will build
on these certificates throughout this thesis to diagnose the state of an optimization procedure
and take design decisions for performance optimizations at runtime.

3.1 O UTLINE
So far, the majority of popular optimization algorithms for learning applications come without a
notion of duality gap; either the duality gap is not well defined, or no corresponding convergence
guarantees exist. In this chapter we will improve upon both issues and proceed as follows: In
Section 3.2 we will first present algorithm-independent results to relate the suboptimality of an
algorithm to the respective duality gap value. Then, in Section 3.3, we derive tools to translate
existing suboptimality convergence rates into respective convergence rates of the duality gap.
This gives rise to new primal-dual convergence guarantees for several algorithms. Finally, in
Section 3.4 we introduce a technical trick to extend the class of functions, for which duality gap
certificates can be computed, to include important machine learning problems with non-strongly
convex regularizers, such as Lasso.
This Chapter is based on the ICML conference paper, Primal-Dual Rates and Certificates, by Dünner, Forte,
Takáč, and Jaggi (2016). We present a reworked version of the convergence proofs.
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3.2 R ELATING S UBOPTIMALITY AND D UALITY G AP
A key step in our analysis is to relate the suboptimality of an arbitrary algorithm running on (A)
to the value of the respective duality gap certificate as defined in (2.12). This result, presented
in Lemma 3, is algorithm-independent and covers a broad range of machine learning models.
Lemma 3. Consider an optimization problem of the form (A). Let f be γ-smooth
w.r.t. a norm k.kf and let g be µ-strongly convex with convexity parameter µ ≥ 0
w.r.t. a norm k.kg . The general convex case µ = 0 is explicitly allowed, but only if
g has bounded support. Then, for any iterate α ∈ dom(D) and any s ∈ (0, 1], it
holds that


µ(1 − s)
s2
2
2
?
γkA(u − α)kf −
ku − αkg , (3.1)
D(α) − D(α ) ≥ sG(α) −
2
s
where G(α) is the duality gap function defined in (2.12) and
u ∈ ∂g ∗ (−A> ∇f (Aα)).

(3.2)

The key message of this result is that if the suboptimality of a model vector α with regard to
problem (A) is small we can also provide an upper bound on the suboptimality of the corresponding dual model vector β(α) with regard to (B). This bound relates to the suboptimality
of α on (A) through the parameters γ and µ. Considering s = 1 in (3.1) we can establish an
upper bound P(β(α)) − P(β(α? )) ≤ γ2 kA(u − α)k2f on the suboptimality of (B). Where we
note that an optimal model vector α? minimizing (A) fulfills the optimality condition (2.8b).
Thus, it lies in the subgradient ∂g ∗ (−A> β(α? )) and so does u. Our bound bears similarity to
the results of Bach (2015, Prop 4.2) for the case of an extended Frank-Wolfe algorithm and the
proof of Shalev-Shwartz and Zhang (2013, Lemma 19) for SDCA on L2 regularized objectives.
However, in contrast to these prior results, our result here is algorithm-independent and poses
only weak assumptions on the structure of the objective (A). In particular, it covers non-strongly
convex functions g which is a crucial generalization over previous results.

P ROOF OF L EMMA 3
In the following we will outline the proof of Lemma 3 which is inspired by Shalev-Shwartz
and Zhang (2013) and will provide a useful tool for upcoming results. The key step is to lower
bounding the suboptimality, by constructing a model vector α0 such as to obtain an upper bound
D(α? ) ≤ D(α0 ). This construction is such that the resulting lower bound attains a desirable
structure and can be expressed in terms of the duality gap.
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Proof. We start from the definition of our objective (A) which yields
D(α) − D(α? ) = D(α) − min
D(α0 )
α0


0
0
= max
g(α) − g(α ) + f (Aα) − f (Aα ) .
0
α

Now, let us consider a particular, not necessarily optimal, model vector α0 . Let this model be
parameterized as α0 = (1 − s)α + su for some u ∈ Rn . Then, the following inequality holds
for every s ∈ (0, 1] and every u ∈ Rn ;
D(α) − D(α? ) ≥ g(α) − g((1 − s)α + su) + f (Aα) − f (A(α + s(u − α)).

(3.3)

To lower bound (3.3) we use the quadratic bounds on the two functions f, g given by γsmoothness of f and the µ-strong convexity of g, which yields
µ
s(1 − s)ku − αk2g
2
γ
− s∇f (Aα)> A(u − α) − s2 kA(u − α)k2f .
2

D(α) − D(α? ) ≥ sg(α) − sg(u) +

(3.4)

In the final step, we examine the relation of the equation above with the duality gap (2.12)
and pick a particular u such that the expression can be simplified. We focus on the two terms
−g(u) − ∇f (Aα)> Au and recall the definition of the convex conjugate from (2.4). We note
that by Fenchel-Young (2.5) the inequality −g(u) − ζ > u ≤ g ∗ (−ζ) holds with equality for any
u ∈ g ∗ (ζ). Thus,
−g(u) − ∇f (Aα)> Au = g ∗ (A> ∇f (Aα))
holds for any u ∈ ∂g ∗ (−A> ∇f (Aα)). With this in mind, the non-quadratic terms in inequality
(3.4) can be absorbed in the duality gap (2.12) and the bound can be rewritten as


s2
µ(1 − s)
?
2
2
D(α) − D(α ) ≥ sG(α) −
ku − αkg .
γkA(u − α)kf −
2
s
Note that for u to be well defined, i.e., the subgradient ∂g ∗ (−A> ∇f (Aα)) not to be empty, we
need the domain of g ∗ to be the whole space; for µ > 0 this is given by strong convexity of
g, while for µ = 0 this follows from the bounded support assumption on g, see Lemma 1 and
Lemma 2.
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3.3 A LGORITHM -I NDEPENDENT
D UALITY G AP C ONVERGENCE G UARANTEES
In this section we build on Lemma 3 to equip arbitrary optimization algorithms applied to
problem (A) with duality gap convergence guarantees. In the following we will present several
results that translate suboptimality convergence rates of algorithms running on (A) to primaldual guarantees. Detailed proofs of these results can be found in Appendix A.2.

3.3.1 L INEAR C ONVERGENT A LGORITHMS
Let us first consider algorithms which are known to have a linear convergence rate on (A), i.e.,
the algorithm produces a sequence of (possibly random) iterates {α(t) }∞
t=0 such that there exists
C ∈ (0, 1], D ≥ 0 such that


E D(α(t) ) − D(α? ) ≤ (1 − C)t D.

(3.5)



Thus after t ≥ C1 log Dε iterations, we would have a suboptimality E D(α(t) ) − D(α? ) ≤ ε.
For strongly convex g the rate (3.5) is achieved by many first order algorithms, including SDCA
by Shalev-Shwartz and Zhang (2013) or proximal gradient descent by Nesterov (2013). The
convergence of these methods depends on the strong convexity parameter µ of g through the
√
condition number κ ∼ µ as C ∼ κ and can be improved to C ∼ κ using accelerated SDCA by
Lin et al. (2015). Also for the dual SVM problem, where g is non-strongly convex, it has been
shown by Wang and Lin (2014) as well as Ma et al. (2015b) that this rate is achieved by any
feasible descent method. In the following we will show that for these methods when applied to
our problem class of interest (A), the respective duality gap certificate G(α) also converges at a
linear rate. Furthermore, we will quantify the number of additional iterations that are required
to attain an ε bound on the duality gap.
Proof Sketch. We start from Lemma 3 which allows us to relate the duality gap to the suboptimality and thus the linear rate (3.5) as follows:


s2
µ(1 − s)
2
2
(1 − C) D ≥ sG(α) −
γkA(u − α)kf −
ku − αkg ∀s ∈ (0, 1].
2
s
t

(3.6)

To proceed, and establish a convergence rate for the duality gap, we consider the case of strongly
convex and non-strongly convex g separately. The main difference in the proof of the two results
is that for strongly convex g with µ > 0 we can choose s such that the quadratic terms in the
lower bound (3.6) can be lower bounded by zero, whereas in the case where µ = 0, we have to
deal with a negative additive term in the lower bound (3.6). For details of the proofs we refer to
Appendix A.2.
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In the following we state the two convergence results which depend on the data matrix through
2
σ := maxα6=0 kAαkf /kαkg which defines the squared spectral norm of A in the Euclidean
norm case.
Theorem 4 (strongly-convex g). Assume the function f is γ-smooth w.r.t. a norm
k.kf and g is µ-strongly convex (µ > 0) w.r.t. a norm k.kg . Suppose we are using a
linearly convergent algorithm as specified in (3.5). Then, for any
t ≥ T :=

D(γσ + µ)
1
log
C
µε

(3.7)



it holds that E G(α(t) ) ≤ ε.
This result tells us that by performing C1 log γσ+µ
additional iterations we can achieve an ε
µ
guarantee on the duality gap from an ε guarantee on the suboptimality.
Theorem 5 (convex g with bounded support). Assume that the function f is γsmooth and g has L-bounded support w.r.t a norm k.k. Then, for any linearly convergent algorithm as specified in (3.5) it holds that for any
t ≥ T :=

2D max{1, 4σL2 γ/ε}
1
log
C
ε

(3.8)



we have E G(α(t) ) ≤ ε.
Thus, for the case where g is non-strongly convex we need C1 log(2 max{1, 4σL2 γ/ε}) additional iterations to get the same primal-dual guarantee. In contrast to Theorem 4 this number
depends on the suboptimality ε; the closer to the optimum we get the more additional iterations
we need to perform to achieve the same primal-dual guarantee. With our Theorem 5 we can
extend existing results of Wang and Lin (2014) and Ma et al. (2015b) that prove linear convergence rate for any feasible descent method, including stochastic coordinate methods, when
applied to the dual of an SVM, and provide novel linear convergence guarantees on the duality
gap for SVM applications.

3.3.2 S UBLINEAR C ONVERGENT A LGORITHM
An algorithm with sublinear convergence rate when applied to optimization problem (A) is
assumed to produce a sequence (of possibly random) iterates {α(t) }∞
t=0 such that


C
E D(α(t) ) − D(α? ) ≤
,
D(t)

(3.9)

where D(t) is a function which has usually a linear or quadratic growth (i.e. D(t) ∼ O(t) or
D(t) ∼ O(t2 )). In this section we limit our analysis to non-strongly convex functions g because
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for strongly convex g many existing algorithms are available which converge with a linear rate
and would thus be preferred in practice.
Theorem 6 (convex g with bounded support). Assume the function f is γ-smooth
and g has L-bounded support w.r.t. the norm k.k and we are using a sublinearly
convergent algorithm as quantified by (3.9). Then, for any t ≥ 0 such that


C 8CγσL2
,
(3.10)
D(t) ≥ max
,
γσL2
ε2


it holds that E G(α(t) ) ≤ ε.
Let us comment on Theorem 6 stated above, whereas we refer to Appendix A.2.4 for a detailed
proof.
(i) Our result is very general and recovers previous results of Hush et al. (2006) for SVM
as a special case.
(ii) Shalev-Shwartz and Zhang (2013) showed that SDCA (when applied on L-Lipschitz
continuous g ∗ ) has sublinear convergence rate with D(t) ∼ O(t) and they also showed
that for an averaged solution (over few last iterates) only O(ε−1 ) iterations are required
to obtain a duality gap G(α) ≤ ε. With Theorem 6 we can give a bound on the duality
gap for individual iterates as opposed to averaged solutions, however we require O(ε−2 )
iterations which motivates averaging in SDCA for non-strongly convex objectives.
(iii) As a direct consequence of our Theorem 6 we can show, e.g., that FISTA by Beck and
Teboulle (2009) (aka. accelerated gradient descent algorithm) or APPROX by Fercoq
and Richtárik (2015)1 (a.k.a. accelerated coordinate descent algorithm) will need O(ε−1 )
iterations to produce an iterate α such that G(α) ≤ ε. Indeed, e.g., for APPROX,
the function D(t) = ((t − 1)τ + 2n)2 (where τ is the size of a mini-batch) and C
is a constant which depends on the initial suboptimality and τ . Hence, to obtain an
(3.10)


iterate α(t) such that E G(α(t) ) ≤ ε it is sufficient to choose τ ≥ 1 such that t ≥
q
√
1
C
1 − 2n
, L 4Cγσ} is satisfied.
+
max{
τ
τ
γσL2 ετ

3.4 E XTENDING D UALITY TO G ENERAL C ONVEX F UNCTIONS
Our results from the previous section apply to objectives (A) where the g part is either stronglyconvex or has bounded support. Technically, these assumptions are necessary in order to guarantee that the subgradient ∂g ∗ and hence the duality gap (2.11) are well defined. In this section
we will show that these results can be generalized to general convex functions, given that the
1

APPROX requires g being separable.
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iterate sequence {α(t) }∞
t=0 of the algorithm will stay within some bounded set. Knowing this
set we can then apply a technical modification to the function g in order to fulfill the bounded
support assumption from Theorem 5 and Theorem 6 without modifying the domain of the algorithm or its optimal solutions. Thus, our approach leaves the iterate sequence of any algorithm
untouched. This is desirable in practice since it preserves model properties and allows the
reusability of existing application-specific solvers. This is not the case for previous approaches
that rely on the classical Nesterov-smoothing approach to put general functions into a similar
primal-dual setting, see, e.g., Nesterov (2005, 2012); Tran-Dinh and Cevher (2014); Richtárik
and Takáč (2014); Shalev-Shwartz and Zhang (2014) – by adding a small amount of L2 to g, the
objective becomes strongly convex. This technique comes with strong convergence guarantees,
however the appropriate smoothing strength is difficult to tune. It impacts the chosen algorithm,
the resulting convergence rate, as well as the tightness of the resulting duality gaps. The line
of work by Tran-Dinh and Cevher (2014, 2015) provides duality gaps for smoothed problems,
rates for proximally tractable objectives and also objectives with efficient Fenchel-type operator
(Yurtsever et al., 2015). We lift all these assumptions.
Our approach adopts the Lipschitzing trick proposed by Forte (2015) in order to generalize
previous results of Theorem 5 and Theorem 6 to general convex functions; this includes L1 norm regularized objectives, but also objectives with more structured regularizers such as group
lasso or TV norm which are popular for image analysis (Chambolle et al., 2009). That is, we
modify the function g as follows:

Bounded-Support Modification. Let B ⊂ Rn be some closed, bounded convex set.
We modify g : Rn → R by restricting its support to the set B, i.e.,

g(α) if α ∈ B
ḡ(α) :=
.
(3.11)
+∞
otherwise

This approach is also called Lipschitzing Trick, because by Lemma 2, the bounded support
modification makes its conjugate function ḡ ∗ Lipschitz continuous, whereas the conjugate of
the original function g ∗ may not be well defined on the entire domain Rn . For example, for
the important case where g(α) = λkαk (e.g., L1 -norm, TV-norm or group lasso), the dual
function g ∗ (A> β) is only defined on the support set of the unit ball of the dual norm, i.e.,

β : kA> βk∗ ≤ λ . Thus, with the bounded support modification (3.11), and an appropriate
choice of B, the function g ∗ becomes Lipschitz and its subgradient is well defined. This allows us to compute duality gap certificates and generalize our previous convergence result of
Theorem 5 as well as Theorem 6 as stated in Corollary 7.
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Corollary 7. For an arbitrary optimization algorithm running on problem (A), let
α(t) denote its iterate sequence. Assume there is some closed convex set B s.t. α(t) ∈
B ∀t. Then, the same optimization algorithm run on the modified problem — given
by the bounded support modification of g ∗ using B — would produce exactly the
same iterate sequence. Furthermore, Theorem 5 as well as Theorem 6 give primaldual convergence guarantees for this algorithm (for L such that B is L-bounded).
This corollary requires the existence of a set B containing all iterates of the algorithm. For
monotonically decreasing algorithms, such as stochastic coordinate descent, such a set is naturally given by the D(α(0) )-level set of D which is guaranteed to contain all future iterates.
Thus, when applied to norm regularized problems with g(α) = λkαk, B can be conveniently
be chosen by the k.k norm-ball of radius B where, B = λ1 D(α(0) ). For the same algorithm
tighter certificates can be obtained by only considering future iterates at any stage t of the algorithm and choosing B to be the D(α(t−1) )-level set of D. This could be the norm ball of
radius Bt = λ1 D(α(t−1) ) for norm regularized problems. We will show experimental results
that demonstrate the usefulness of this approach for the use-case of coordinate descent methods
in the next chapter. Note that for algorithms where the set B can not easily be obtained a priori,
one could observe the iterate sequence, measure the maximal norm and then use Corollary 7 to
obtain convergence rate via an a posteriori analysis.

3.4.1 D UALITY G AP C OMPUTATION
Using the bounded support modification (3.11) we can define the duality gap on the modified
problem f (Aα) + ḡ(α) as
Ḡ(α) = β(α)> Aα + ḡ(α) + ḡ ∗ (−A> β(α)).

(3.12)

The evaluation of this modified duality gap Ḡ(α) is not harder than the computation of the
original gap G(α); it requires one pass over the data, assuming the choice of a suitable set B.
Note that the modified duality gap (3.12) is defined on the entire domain Rn whereas the original
gap not necessarily is. For example, for the case where g corresponds to a norm-regularizer, we
have seen that g ∗ is only defined on the support set of the dual-norm and thus the unmodified

duality gap G(α) is only defined on the set α : kA> β(α)k∗ ≤ λ . Previous approaches to
address this issue, such as Mairal (2010, Sec. 1.4.1 and App. D.2), have defined an alternative
duality gap by shrinking the parameter vector β until it becomes feasible in kA> βk∗ ≤ λ. This
however changes the iterate sequence of the original algorithm.
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3.5 S UMMARY
We have enhanced existing optimization algorithms for training generalized linear models with
duality gap certificates and corresponding rates of convergence. This allowed us to generalize
existing convergence results for popular machine learning algorithms, that have been derived
in the primal only setting, to new primal-dual convergence guarantees for these methods. As a
consequence, we can show that the same algorithm optimizing (A), simultaneously optimizes
the dual objective (B) and can thus be used as an effective dual solver.
Also, we have shown that applying the bounded support modification technique, our results
can be generalized to general convex functions, where duality gap certificates have not been
globally defined before. The mathematical tools and proof techniques introduced in this chapter, as well as our generalized duality gap certificates, will provide an important tool for the
remainder of this thesis.
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CHAPTER

4

P RIMAL -D UAL
C OORDINATE D ESCENT M ETHODS
In this chapter we will analyze the popular coordinate descent algorithm within our primal-dual
framework using tools from the previous chapter. We will first focus on the per-iteration improvement of the algorithm applied to our problem class of interest. Our results yield novel
insights into how the progress of the algorithm depends on the respective coordinate being sampled, which we will later build on in Chapter 6 for developing a greedy coordinate sampling
scheme. Then, we will establish refined primal-dual convergence guarantees for stochastic coordinate descent and block coordinate descent methods under a bounded support assumption
on gi . This will allow us to generalize our results to general convex functions using the Lipschitzing Trick introduced in Section 3.4 and, as a key contribution, obtain the first primal-dual
convergence guarantees of coordinate descent on the Lasso problem.

4.1 BACKGROUND
Primal and dual coordinate descent/ascent methods have become state-of-the-art for many machine learning applications such as training of generalized linear models (see Hsieh et al., 2008;
Friedman et al., 2010). Coordinate descent methods treat the global optimization problem as a
sequence of one-dimensional subproblems and can thus achieve low iteration complexity. For
example the influential Stochastic Dual Coordinate Ascent (SDCA) framework proposed by
Shalev-Shwartz and Zhang (2013) was motivated by the L2 -regularized SVM, where coordinate descent is very efficient on the dual SVM formulation, since every iteration only requires
This Chapter is based on the second part of the ICML conference paper, Primal-Dual Rates and Certificates, by
Dünner, Forte, Takáč, and Jaggi (2016) and covers parts of the theoretical contributions of the NIPS conference
paper, Efficient Use of Limited Memory Accelerators for Linear Learning by Dünner, Parnell, and Jaggi (2017b).
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access to a single data point. In contrast to primal stochastic gradient descent (SGD) methods that also operate on a single data point in every iteration, the SDCA algorithm family is
often preferred as it is free of learning-rate parameters, and has a fast linear (geometric) convergence rate. Due to these favorable properties primal-dual coordinate descent methods form a
core algorithm for training GLMs in many widely-used software packages such as scikit-learn
(Pedregosa et al., 2011), Spark MLlib (Meng et al., 2016) and TensorFlow (Abadi et al., 2015).
Coordinate methods are studied for a widely used subclass of optimization problems where
P
the objective function becomes partially separable, i.e., g(α) = i gi (αi ) for a sequence of
convex functions gi : R → R. Conveniently, in this case, the conjugate of g also separates as
P
g ∗ (u) = i gi∗ (ui ). Therefore, our two optimization problems (A) and (B) write as
h
i
X
D(α) :=
f (Aα) +
minn
gi (αi )
,
(Â)
α∈R

min

β∈Rd

i

h

P(β) :=

∗

f (β) +

X

gi∗ (−c>
i β)

i

,

(B̂)

i

where ci denotes the ith column of the data matrix A. Theoretical convergence rate guarantees
for coordinate descent applied to problems of the form (Â) have been widely studied in a primalonly setting, for example by Nesterov (2012) or Richtárik and Takáč (2014). More recently coordinate descent methods have also been studied in a primal-dual setting by Lacoste-Julien et al.
(2013) for the SVM problem and in a more general L2 -regularized setting by Shalev-Shwartz
and Zhang (2013, 2014). The SDCA algorithm family and recent extensions by Takáč et al.
(2013); Shalev-Shwartz and Zhang (2014); Qu et al. (2015); Shalev-Shwartz (2015); Zhang
and Lin (2015b) achieve a linear primal-dual convergence rate, however, all require gi to be
strongly convex in their analysis. This has been relaxed by Ma et al. (2015b) who have shown
a linear rate for the primal-dual convergence of SDCA under the assumption of weak strong
convexity introduced by Necoara (2015). However, these previous analyses do not cover the
Lasso problem, where coordinate descent algorithms on the primal formulation have become
the state-of-the-art, as in GLMnet by Friedman et al. (2010) and extensions Shalev-Shwartz and
Tewari (2011); Yuan et al. (2012, 2010).
Algorithm 1: Stochastic Coordinate Descent on (Â)
1:
2:
3:
4:
5:
6:
7:
8:

Input: Data matrix A.
Starting point α(0) := 0 ∈ Rn .
for t = 0, 1, . . . T − 1 do
Pick i ∈ [n]
Find ∆αi minimizing D(α(t) + ei ∆αi )
α(t+1) ← α(t) + ei ∆αi
end for
PT
1
(t)
Return α(T ) or ᾱ = T −T
t=T0 +1 α
0
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4.2 S TOCHASTIC C OORDINATE D ESCENT
WITH

A RBITRARY S AMPLING

4.2.1 P ER -S TEP I MPROVEMENT
In the stochastic coordinate descent procedure, as described in Algorithm 1, a one-dimensional
optimization task is solved in every iteration. To analyze the decrease in suboptimality of such
an iteration we build on Lemma 3 from the previous chapter; let us assume that instead of
optimizing for the full vector α we only optimize for a single coordinate. Then, we can exploit
the separability of g which implies that the duality gap (2.12) separates over coordinates of α
assuming β is given, i.e.,
G(α) =

X

Gi (αi )

∗
>
Gi (αi ) := αi c>
i β + gi (αi ) + gi (−ci β).

(4.1)

i

Thus, applying minimal changes to the proof of Lemma 3, as detailed in Appendix A.3.1, we
obtain the following bound on the one-dimensional coordinate optimization problem, and hence
the per-iteration improvement of Algorithm 1:
Lemma 8. Consider problem (Â) and let f be γ-smooth w.r.t. a norm k.k and gi be
µ-strongly convex with parameter µ ≥ 0 ∀i ∈ [n] (for the case µ = 0 we need the
additional assumption of gi having bounded support). Then, for any α ∈ dom(D)
and s ∈ (0, 1], it holds that
D(α) − min D(α + ej δ) ≥ sGj (αj ) −
δ

s2
Fj (α),
2

(4.2)

where


(1 − s)µ
Fj (α) := γkcj k −
s
2



2
uj − αj ,

(4.3)

and uj ∈ ∂gj∗ (−c>
j ∇f (Aα)).
The above lemma explains how the per-iteration improvement of Algorithm 1 depends on the
respective coordinate being sampled, while previous results, see, e.g., Lemma 19 in ShalevShwartz and Zhang (2013), analyze the per-step improvement of coordinate descent in expectation over randomly selected coordinates. From Lemma 8 we learn that the contribution of
individual coordinates to the duality gap is indicative for their potential to decrease the objective; the larger Gj (αj ), the more we can gain by optimizing coordinate j ∈ [n] at the current
state of the algorithm. We will leverage this insight in our contribution of Chapter 6 where we
evaluate duality gaps at runtime to select coordinates, or blocks of coordinates, to be minimized.
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4.2.2 C ONVERGENCE A NALYSIS
In the following we will build on Lemma 8 to analyze the convergence properties of Algorithm 1 applied to a general objective composing as (Â). We will first provide convergence
results for strongly-convex gi and gi with bounded support, and then, generalize these results to
general convex functions using tricks from Section 3.4. To analyze the impact of the coordinate
sampling scheme on the convergence of the algorithm we define
(t)

ρt,j :=

Gj (αj )
P
(t)
1
i∈[n] Gi (αi )
n

(4.4)

which quantifies the contribution of coordinate j to the duality gap G(α) at iteration t. Thus,
assuming coordinate j is optimized at iteration t of Algorithm 1, the expected resulting decrease
in the objective can be lower bounded as follows:
s
s2
ρt,j G(α(t) ) − Fj (α(t) ).
(4.5)
n
2
To establish a convergence result for Algorithm 1 from (4.5), let us denote the suboptimality of
Algorithm 1 at iteration t as ε(t) := D(α(t) ) − minα D(α). Then, we can exploit that the duality
gap provides an upper bound on the suboptimality to get the following recursion on ε(t) :


s2
s
(4.6)
ε(t+1) ≤ 1 − ρt,j ε(t) + Fmax ,
n
2
where the expectation is over the selection of coordinates j at iteration t and Fmax is an upper
bound on Fj (α(t) ) ∀j, t. For deriving a convergence rate we exploit that Fj implicitly depends
on s and choose s to establish a bound Fmax of desirable structure. This bound will depend
on the strong-convexity parameter of gi in that it is possible to show Fmax = 0 for stronglyconvex gi whereas for general convex functions we have to deal with a positive term Fmax .
The convergence guarantees together with the corresponding primal-dual guarantee are given
in Theorem 9 and Theorem 10.
D(α(t) ) − D(α(t+1) ) ≥

S TRONGLY C ONVEX O BJECTIVES
Let R be such that kci k ≤ R. Then, for strongly convex gi , where µ > 0, we can choose
s = γRµ2 +µ such that Fj as defined in (4.3) can be upper bounded by Fmax = 0. Thus, from (4.6)
we can establish the following linear convergence rate on the suboptimality of Algorithm 1:



t
 (t) (0) 
µ
E ε |α
≤ 1−
ρmin ε0 .
(4.7)
n(γR2 + µ)


where ρmin := mint Ej ρt,j |α(t) captures the dependency on the applied coordinate sampling
2 +µ)
scheme. This result tells us that after t ≥ n(γR
log( εε0 ) iterations Algorithm 1 achieves a subµρmin
optimality ε(t) ≤ ε. Using Theorem 4 we can translate the suboptimality guarantee (4.7) into a
primal-dual guarantee as presented in Theorem 9. For more details we refer to Appendix A.3.2.
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Theorem 9. Consider Algorithm 1 applied to (Â). Assume kci k ≤ R ∀i ∈ [n].
Assume f is a γ-smooth function w.r.t. the norm k.k. Then, if gi is µ-strongly convex
for all i, it suffices to have a total number of

 
µ + γnR2 ε0
n(γR2 + µ)
log
T ≥
ρmin µ
µ
ε


iterations to get E G(α(T ) ) ≤ ε.
This result again captures the dependency on the sampling scheme through the quantity ρmin .
For the classical randomized coordinate descent algorithm where coordinates are sampled uni

formly at random in every iteration, we have Ej ρt,j |α(t) = 1 and thus ρmin = 1. However,
if we employ a non-uniform sampling scheme that can take advantage of the non-uniformity
in the duality gaps, we can provably improve our convergence rate. Randomized coordinate
descent has previously been analyzed in a primal-dual setting by Shalev-Shwartz and Zhang
(2013). But the analysis of SDCA is restricted to L2 regularized objectives. In addition, we
can provide the same convergence guarantees, which they derived for averaged iterates ᾱ, for
every individual iterate α(t) . This suggests, that averaging iterates at the end of the algorithm
as suggested by Shalev-Shwartz and Zhang (2013), is not crucial to achieve a linear rate of
convergence for coordinate descent when gi are strongly-convex.

N ON -S TRONGLY C ONVEX gi WITH B OUNDED S UPPORT
For the case where µ = 0 we have to deal with positive Fj terms, which prevents us from
achieving a linear convergence rate for Algorithm 1. Thus, the recursion (4.6) on the suboptimality holds for some Fmax > 0. To proceed and derive a convergence guarantee we choose
s ∈ (0, 1] such as to achieve the tightest upper bound in (4.6) while remaining in the interval
(0, 1]. After some reformulation this yields
ε(t) ≤

n(Fmax n + ρmin ε0 )
.
tρ2min

(4.8)

We refer to Appendix A.3.3 for more details on the derivation of this bound. From (4.8) the
convergence result on the suboptimality of Algorithm 1 from Theorem 10 follows immediately.
To further obtain a rate on the duality gap from (4.8) we could use Theorem 6 which gives us
√
a O(1/ t) rate on G(α(t) ). In contrast to the strongly convex case we found that this rate can
be improved to a O 1/t) rate by considering averaged iterates as suggested by Shalev-Shwartz
and Zhang (2013).
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Theorem 10. Consider Algorithm 1 applied to (Â). Assume kci k ≤ R ∀i ∈ [n].
Assume f is a γ-smooth function w.r.t. the norm k.k and gi have L-bounded support
∀i. Then, it suffices to have a total number of
2n(4nL2 R2 γ + ρmin ε0 )
ρ2min ε


iterations to obtain a suboptimality bound of E D(α(T ) ) − D(α? ) ≤ ε. Furthermore, to bound the expected duality gap as E [G(ᾱ)] ≤ ε it suffices to have


4L2 R2 γn2
T ≥ T0 + max n,
ε
T ≥

iterations where T0 ≥

4n
(4L2 R2 γn
ρ2min ε

+ ρmin ε0 ).

Similar to Theorem 9 this result captures the dependency of the convergence on the sampling
scheme through the quantity ρmin and extends existing convergence proofs of primal-dual coordinate descent by Shalev-Shwartz and Zhang (2013) from L2 -regularized objectives to our
general setting (Â). The above theorem shows that for convex gi with bounded support, Algorithm 1 has O(ε−1 ) convergence in the suboptimality and O(ε−1 ) convergence in G(ᾱ), where
the average is taken over an increasingly long sequence of at least n iterates. Comparing this
result to Theorem 6 which suggests O(ε−2 ) convergence in G(α) for O(ε−1 ) convergent algorithms, we see that averaging the model parameters, as suggested by Shalev-Shwartz and Zhang
(2013) crucially improves our obtained convergence rate for non-strongly convex gi .

4.2.3 C OORDINATE D ESCENT ON L ASSO
Using the bounded support modification from Section 3.4 we can generalize the convergence
results of Theorem 10 to general convex functions. This allows us to give primal-dual guarantees for coordinate descent applied to any norm-regularized problem, including the important
Lasso problem where coordinate descent has established as the solver of choice in practice.
Importantly, in the coordinate-wise setting we can exploit the separability of the L1 -norm regularizer g(α) := λkαk1 to apply the bounded support modification coordinate-wise; for each
(t)
coordinate we choose B to be the interval [−Bi , Bi ] where Bi is such that |αi | ≤ Bi ∀t. B is
then defined as B = maxi Bi and can be up to a factor of n smaller than in the non-separable
setting. The bounded support modification for the scalar function gi (αi ) = λ|αi | is illustrated
in Figure 4.1. Exploiting that coordinate descent as stated in Algorithm 1 is a monotonically
decreasing algorithm, we know that the iterates stay within the initial level-set and thus B can
be determined from the initial model α(0) . The resulting generalized convergence result is presented in Corollary 11.
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g ∗ (u)

g(α)
()∗

−→
−B

B

α

u

Figure 4.1.: Illustration of the Bounded Support Modification for the scalar function g(α) = |·|

with B = {x : |x| ≤ B}. The gray, solid line illustrates the function before the modification
and the red, dashed line after the modification.

Corollary 11. Consider Algorithm 1 running on (Â). Assume kci k ≤ R ∀i ∈ [n].
(t)
Assume f are γ-smooth and gi are convex functions. Let B be such that |αi | ≤ B
∀i, t. Then, the total number of iterations needed on the Lasso problem to get a
duality gap of the average iterate bounded as E [G(ᾱ)] ≤ ε is


4B 2 R2 γn2
T ≥ T0 + max n,
ε
where T0 ≥

4n
(4B 2 R2 γn
ρ2min ε

+ ρmin ε0 ) and ε0 denotes the initial suboptimality.

4.2.4 E XPERIMENTAL R ESULTS
To illustrate the usefulness of our approach and the proposed gap certificates we have implemented Algorithm 1 for the ridge regression, the lasso and the dual SVM problem as introduced
in Section 1.2. In Figure 4.2 we plot the value of the suboptimality as well as the duality gap
over the course of the algorithm for the three problems, where one epoch refers to n randomized coordinate updates. The results show that our easily computable duality gap certificates
provide a good measure for the suboptimality of the coordinate descent algorithm. In particular,
we see that our certificates for Lasso, which are obtained by applying the Lipschitzing trick,
provide a useful bound. For scenario (1) we determine B from the initial model parameters as
(0)
B = D(αλ ) . For scenario (2) we are dynamically shrinking the norm-ball B throughout the
(t−1)
algorithm by choosing B (t) = D(αλ ) , as discussed in Section 3.4. This yields tighter certificates as can be seen in Figure 4.2c. The results shown in Figure 4.2a and Figure 4.2b verify
our results of Theorem 4 and Theorem 5 from the previous chapter. These theorems specify the
number of additional iterations required for getting an ε duality gap bound from an ε bound on
the suboptimality. They suggest that for strongly-convex functions gi this number is a constant
depending on the model parameters whereas for non-strongly convex gi the number depends on
ε. This is in line with our observations.
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Figure 4.2.: Convergence of Algorithm 1 in suboptimality and duality gap for ridge regression,

SVM and lasso on the publicly available mushroom dataset (LIBSVM, 2018). For lasso we show
the duality gap certificate using (1) bounded support modification with fixed B and (2) bounded
support modification with adaptive B.

4.3 R ANDOMIZED B LOCK C OORDINATE D ESCENT
The analysis of stochastic coordinate descent presented in Section 4.2 can be extended to a block
coordinate minimization scheme as stated in Algorithm 2. In each iteration a block P ⊆ [n] of
m coordinates is selected and the following optimization problem is solved repeatedly
arg min D(α(t) + ∆α[P] ).

(4.9)

∆α[P] ∈Rn

4.3.1 A PPROXIMATE U PDATES
Let us assume the optimization problem (4.9) is not necessarily solved exactly in every step of
Algorithm 2, but approximately. For block coordinate updates this relaxation to approximate
updates is particularly important in practice, since the optimization problem (4.9) requires the
joint optimization of m parameters and can rarely be solved in closed form. Thus, an iterative
procedure is often applied and it would be prohibitively time consuming to run this algorithm
until the exact minimum is reached. To capture this mathematically we use the notion of relative
accuracy as introduced by Ma et al. (2015a):
Definition 8 (θ-Approximate Update). The update ∆α ∈ S is θ-approximate on S iff
∃θ ∈ [0, 1) : D(α + ∆α) ≤ (1 − θ)D(α + ∆α? ) + θD(α)

(4.10)

where ∆α? ∈ arg min∆α∈S D(α + ∆α).
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Algorithm 2: Approximate Block Coordinate Descent
1:
2:
3:
4:
5:
6:

Initialize α(0) := 0
for t = 0, 1, 2, ... do
select a subset P ⊂ [n] with |P| = m
∆α[P] ← θ-approx. solution to arg min∆α[P] D(α + ∆α[P] )
α(t+1) := α(t) + ∆α[P]
end for

From a theoretical perspective the above definition is convenient because existing convergence
results for first- and second-order optimization methods are typically given in multiplicative
form, i.e., relative to the initial suboptimality. Thus, this notion lets us conveniently relate
existing suboptimality bounds on the exact updates to the bound on the approximate updates.
Applying Definition 8 to block coordinate updates, i.e., S := {∆α ∈ Rn : ∆αi = 0 ∀i ∈
/ P}
the θ-approximate block coordinate update ∆α[P] can be related to the exact update through the
following equation

D(α(t) ) − D(α(t) + ∆α[P] ) ≥ (1 − θ) D(α(t) ) − D(α(t) + ∆α[P] ? ) .

(4.11)

Note that the accuracy parameter θ does not have to be chosen a priori; our convergence results
will depend on the upper bound on the actual empirical values θ obtained during Algorithm 2.

4.3.2 C ONVERGENCE A NALYSIS
To analyze the convergence properties of the approximate block minimization scheme in Algorithm 2, we generalize ρt,j as defined in (4.4) to more than one simultaneously selected coordinate and define
P
1
(t)
j∈P Gj (α )
P
.
(4.12)
ρt,P = m
1
(t)
j∈[n] Gj (α )
n
This gives a measure for the contribution of coordinates i ∈ P to the duality gap and thus the
suboptimality of the coordinate block P. As a next step we generalize Lemma 8, bounding the
per-iteration gain of coordinate descent, to arbitrary large blocks of coordinates and approximate updates. This requires only minor modifications to the proof of Lemma 8 as detailed in
Appendix A.4. Based on this modified lemma we adapt Theorem 9 and Theorem 10 accordingly. This yields the following two main results for Algorithm 2:
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Theorem 12. For Algorithm 2 running on (Â) where f is γ-smooth and gi is µstrongly convex with µ > 0 for all i ∈ [n], it holds that
t
µ
m
ρmin ε(0)
(4.13)
γσP + µ n


where σP := kA[P] k2op and ρmin := mint EP ρt,P | α(t) . Expectations are over the
choice of coordinate block P ⊆ [n] with |P| = m.


EP ε(t) | α(0) ≤


1 − (1 − θ)

That is, for strongly convex gi , Algorithm 2 has a linear convergence rate. This is consistent
with our results of Theorem 9 for the special case of stochastic coordinate updates with m = 1.
A similar dependence on the sampling scheme can be found for non-strongly convex gi :
Theorem 13. For Algorithm 2 running on (Â) where f is γ-smooth and gi has Lbounded support for all i ∈ [n], it holds that

 2n(nFmax + mρmin ε0 ) 1
EP ε(t) | α(0) ≤
m2 (1 − θ)ρ2min
t

(4.14)



with Fmax := 2γL2 σP where σP := kA[P] k2op and ρmin := mint EP ρt,P | α(t) .
Expectations are over the sampling of P.
Note that for the special case where in each iteration a single coordinate is selected uniformly at
random, and optimized exactly, our convergence result of Theorem 13 recovers the primal-dual
coordinate descent results from Theorem 10.

4.4 S UMMARY
In this chapter we have analyzed coordinate descent methods within our primal-dual framework. Our refined analysis has lead to novel insights into how individual coordinates help the
progress of the algorithm. This finding will be key for our contribution in Chapter 6 where we
will propose a novel greedy coordinate selection scheme in the context of learning on limited
memory compute resources. Further, in Section 4.2 we have established convergence results
for stochastic coordinate descent applied to our partially separable setting (Â) under only weak
assumptions on the objective. These guarantees enable us to evaluate and apply duality gap
certificates to analyze the progress of the coordinate descent algorithm applied to a broad class
of machine learning models. In Section 4.3 we have further generalized our results to a coordinate block minimization scheme where block updates are only computed approximately. These
results again are novel in the sense that they explain the dependence on the sampling scheme
and allow to provably improve convergence by employing a coordinate sampling scheme that
can take advantage of the non-uniformity in the duality gaps.
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CHAPTER

5

S TOCHASTIC L EARNING ON GPU S
In this section we focus on the implementation of the stochastic coordinate descent algorithm,
discussed in the previous chapter, on a modern Graphics Processing Unit (GPU). We start by reviewing existing techniques for scaling up stochastic algorithms on multi-core CPU processors
and then discuss features, particular to GPU devices, that are suited for efficiently implementing
this algorithm. We propose TPA-SCD, the first implementation of stochastic coordinate descent
tailored to the massively parallel architecture of a GPU and provide a detailed description of
how we map stochastic coordinate descent to the GPU architecture.

5.1 BACKGROUND
5.1.1 PARALLEL C OORDINATE D ESCENT ON CPU S
The parallelization of stochastic algorithms is challenging because of their sequential nature.
A promising direction is to implement the algorithm asynchronously using multiple threads,
whereby each thread is assigned the computation of a different stochastic update. This technique
has first been proposed in the context of stochastic gradient descent methods by Recht et al.
(2011) how proposed the famous Hogwild! algorithm. Later, these ideas have been adopted
by Liu et al. (2015); Hsieh et al. (2015); Tran et al. (2015) for the parallelization of stochastic
coordinate descent methods. The first asynchronous implementation of stochastic coordinate
descent (SCD) was proposed by Liu et al. (2015). The proposed algorithm, AsySCD, operates
in epochs and repeatedly divides the n shuffled coordinates amongst the parallel threads. Each
thread then operates asynchronously: reading the current state of the model α, computing a
coordinate update for one of their coordinates and writing out the updated value of αj . A very
This Chapter is based on the FGCS journal article, Tera-scale Coordinate Descent on GPUs, by Parnell, Dünner,
Atasu, Sifalakis, and Pozidis (2018) which itself extends the IPDPS workshop paper on Large-Scale Stochastic
Learning Using GPUs by Parnell, Dünner, Atasu, Sifalakis, and Pozidis (2017)
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crucial feature of AsySCD is that since, within a given epoch, no two threads can be assigned
the same coordinate, there can never be any issue of write contention: no two threads will
ever try to write to the same memory location at the same time thus the algorithm is well
suited to be scaled out across a large number of threads. In sequential coordinate methods it
has been shown that the computational complexity of a coordinate update can significantly be
reduced by keeping auxiliary information in memory to avoid recurring computations. That
is, the linear map v = Aα is kept in memory and updated as the algorithm proceeds – if
coordinate j is updated as αj = αj + δj then v is incremented as v = v + cj δj to keep the
correspondence. However, when trying to incorporate this trick into parallel, asynchronous
algorithms we run into a problem. Consider the case where two threads may be computing
updates for two different coordinates j and j 0 . Furthermore, assume that there is some overlap
in the non-zero entries of cj and cj 0 . If the shared vector v is maintained in a memory that is
shared between the two threads, and the two threads try to write out their update to the shared
vector simultaneously, then the situation can arise that both threads are trying to change the
exactly same location of v at once.
Hsieh et al. (2015) have proposed a family of algorithms (PASSCoDe-Lock, PASSCoDeAtomic and PASSCoDe-Wild) where each of them proposes a different approach to address the
write contention problem on v. PASSCoDe-Lock implements explicit locking while PASSCoDeAtomic updates the shared vector using atomic operations. The latter was shown to be more
robust to delays and thus scales better to a large number of parallel updates. Furthermore, the
authors were able to prove that PASSCoDe-Atomic does indeed converge, under a bounded
delay condition. Finally, the authors show that the algorithm that allows undefined behavior
(PASSCoDe-Wild), despite converging significantly faster than all other algorithms considered,
it may converge to an inexact solution of the global problem. The approach using atomic

Algorithm 3: A-SDCA Tran et al. (2015) / PASSCoDe-Atomic Hsieh et al. (2015) for (Â)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

Initialize α = 0, v = 0.
for t = 1, 2, . . . , Nepochs do
parfor j ∈ R ANDOM P ERMUTATION(n) do
Read current state of coordinate α̂j = R EAD(αj )
Read current state of shared vector v̂ = R EAD(v)
δ = arg minδ∈R f (v̂ + cj δ) + gj (α̂j + δ)
W RITE(αj , α̂j + δ)
for i = 1, 2, . . . , n do
ATOMIC A DD(vi , δAi,j )
end for
end parfor
end for
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instructions was also proposed independently in Tran et al. (2015). They propose an asynchronous, parallel variant of stochastic dual coordinate ascent (A-SDCA) and further propose
an extension (SA-SDCA) that periodically re-computes the shared vector after a predefined
number of epochs to improve convergence. The general approach using atomic operations as it
applies to our setup, is defined in Algorithm 3.

5.1.2 GPU P ROCESSORS
When mapping the coordinate descent procedure of Algorithm 3 to a GPU device we leverage
two features specific to the GPU hardware: 1) the massively parallel compute architecture and
the different levels of parallelism offered by modern GPU devices and 2) the built-in atomic
arithmetic operations on floating point numbers. In the following we will give some necessary
background on these two features before we explain how we exploit them.
Atomic Operations. Modern GPU devices offer atomic arithmetic operations, such as add and
subtract, on 32bit and 64bit floating point numbers. In contrast, modern CPUs only
support atomic arithmetic operations on integer values. Thus, to implement Algorithm 3 on a CPU, either explicit locking has to be used, as suggested in PASSCoDeLock by Hsieh et al. (2015), or atomic operations have to be enforced by doing a
compare-and-swap after performing the operation on a local copy of the data. Atomic
operations on the shared vector are crucial for the convergence of the asynchronous
coordinate descent algorithm as demonstrated by Hsieh et al. (2015) and hence the
support of atomic floating point addition is an important feature that we can take advantage of to implement SCD on modern GPUs.
Compute Parallelism. A GPU offers compute parallelism at different levels. A GPU consists
of a number of streaming multi-processors (SMs), where each SM composes of a
large number of cores that can execute multiple threads concurrently. For instance, the
NVIDIA Tesla P100 comprises 56 SMs where each SM supports up to 2048 threads
(NVIDIA, 2016). In order to map a computational task onto the GPU, the developer
must write a kernel function that arranges the work that needs to be done into thread
blocks (NVIDIA, 2018a). When the kernel function is launched, each thread block
gets assigned to one of the SMs for execution. All thread blocks are executed asynchronously. Each SM can execute multiple thread blocks concurrently and there is
almost no limit to the total number of thread blocks that can be launched by a kernel.
However, to be able to exploit this massive compute power of a GPU the computational
workload has to be structured in the right way. When mapping a massively parallel
computation onto a GPU, one should try to structure the kernel so that the dimension
that exhibits the highest degree of parallelism is mapped across thread blocks. However, within each thread block, quite the opposite is true. For execution on the SM, the
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threads within a block (there can be up to 1024 of them) are subdivided into so-called
warps consisting of 32 threads each. Each warp is executed in parallel (in a single
instruction multiple data (SIMD) fashion (Patterson and Hennessy, 2013)) on the SM.
Thus, in order to achieve maximal performance, the work performed by each thread
within the same warp should be very tightly coupled. We follow three important rules
for designing a warp:
(i) Threads should perform the same arithmetic operations. Logic that causes
threads within a warp to diverge will lead to bad performance.
(ii) Threads should access contiguous memory regions. Memory requests are issued per-warp and accesses to contiguous memory regions can be aggregated
into a single request, more effectively making use of the available memory
bandwidth.
(iii) Where possible, threads should make use of the low-latency shared memory
that is available on the SMs.

5.2 C OORDINATE D ESCENT U PDATE
In this section we examine the computational parts of Algorithm 3, in particular, the coordinate
update computation in Step 6 of the algorithm and then discuss how it can effectively be mapped
to the GPU. We adapt the notion of approximate updates from Definition 8 and define the
quadratic auxiliary model used for the update computation in our GPU solver.

5.2.1 AUXILIARY M ODEL
Instead of computing an exact coordinate update on (Â) we will consider the computation of an
update based on a local quadratic approximation to the objective. That is, in every epoch t of
Algorithm 3 the coordinate updates in Step 6 are computed on the following auxiliary model
X
γ
(t)
gi (αi + ∆αi ).
(5.1)
min f (Aα(t) ) + ∇f (Aα(t) )> A∆α + kA∆αk2 +
∆α
2
i
Under the assumption that this subproblem is solved θ-approximately in each epoch, it can be
shown that such a procedure converges to the global minimizer of (Â). To prove this it is crucial
to note that the modified objective (5.1) forms a global upper bound to (Â) by smoothness of f
and thus any decrease we achieve on the modified objective (5.1) lower bounds the decrease on
the original problem. For more details we refer to Appendix A.5.

5.2.2 U PDATE C OMPUTATION
Let us consider an individual coordinate update computation on the objective (5.1) in more
detail. Assume within one epoch the coordinates of α are sampled without replacement. Thus,
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for every coordinate j ∈ [n] the following one-dimensional optimization problem is solved
γ
(t)
δ ? = arg min ∇f (Aα(t) )> A(∆ + ej δ) + kA(∆ + ej δ)k2 + gj (αj + δ)
2
δ

>
γ
(t)
= arg min ∇f (Aα(t) ) + γA∆ cj δ + δ 2 kcj k2 + gj (αj + δ)
2
δ

(5.2)

where ∆ denotes the update applied to α(t) on previously sampled coordinates within the same
epoch. The exact computation of such an update depends on the structure of f and g: it may
allow a closed form solution, or one may attempt to solve it by iterative methods that involve
successive evaluations for different values of δ (for instance, Newton’s method). In the latter
case the generalization of coordinate descent to approximate updates is crucial since it is not
affordable and also not necessary (as we will see) in practice to compute exact updates. In either
case, since the norms kcj k22 can be pre-computed, the most computationally intensive operation
that one must perform to solve (5.2) is the evaluation of the inner product:

>
Z = ∇f (Aα(t) ) + γA∆ cj .

(5.3)

This operation involves the evaluation of [∇f (Aα(t) ) + γA∆] which has complexity O(dn)
(or the number of non-zero elements in the data matrix for sparse data) and the inner product
computation with cj which has complexity O(d). To reduce the former cost and avoid the
evaluation of Aα(t) in every iteration we adopt the shared vector trick by Tran et al. (2015);
Hsieh et al. (2015) who propose to keep an auxiliary vector v = Aα ∈ Rd in memory and
update it as the algorithm proceeds. Thus, we track v(t) = Aα(t) across epochs as described
in Algorithm 3. In addition, we propose to introduce a second auxiliary vector z ∈ Rd to
accumulate updates within each epoch. We define the vector z recursively for each epoch as
z(0) := ∇f (v(t) );

z(i) = z(i−1) + γδcj(i) .

(5.4)

Leveraging these auxiliary vectors the inner product (5.3) can be simplified to
Z = z> cj =

n
X

zi × Ai,j

(5.5)

i=1

and the complexity of each coordinate update step has been reduced to O(n) while we only
require O(n) additional memory to store z and v. Furthermore, if the columns cj of the data
matrix A are sparse, the complexity of (5.5) is in fact O(nnz ) where nnz denotes the number of
non-zero elements in the column cj . The introduction of the shared vector recursion (5.4) is a
crucial step for the efficiency of our SCD implementation. It does not alter the convergence of
the SCD algorithm in any way but leads to significantly faster run time. In that sense, it can be
viewed as merely a trick for an efficient implementation.
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5.3 M APPING C OORDINATE D ESCENT ON GPU S
Modern GPUs offer peak floating point performance that exceeds that of multi-core general
purpose CPUs. In order to fully benefit from the potential parallelism provided by such devices,
it is important that one’s computational task be partitioned in the correct way. The algorithm
presented in this section is designed to benefit from GPU parallelism on two levels (both across
thread blocks and within thread blocks) and thus we have named it Twice Parallel Asynchronous
SCD (TPA-SCD). Similar to parallel versions of coordinate descent that have been proposed for
multi-core CPUs by Liu et al. (2015); Tran et al. (2015) and Hsieh et al. (2015) we turn to an
asynchronous implementation of SCD in order to achieve parallelism across thread-blocks. In
particular, we will launch an individual thread block to perform every coordinate descent update
step within an epoch. In the following we detail how we design the threads within each thread
block so that the coordinate update can be computed in such a way that the rules (i), (ii) and
(iii) discussed in Section 5.1.2 are satisfied. Therefore, let us revisit the coordinate update (5.2)
where we identified the inner product computation
Z = z> cj

(5.6)

to be dominating the performance of the update computation. This inner product computation
is naturally amenable to parallel computation within a thread block. In fact, computing inner
products is a canonical example, see Sanders and Kandrot (2010), of GPU programming. For
both dense and sparse data, it is possible to divide the summation (5.6) amongst the threads
in a highly effective way. Since each summand can be computed using the same arithmetic
operations, rule (i) is satisfied by default. In order to satisfy rule (ii), one can interleave the
work so that threads within the same warp access contiguous regions of both ẑ and cj . Finally,
to satisfy rule (iii), each thread should accumulate its partial sum in shared memory. Once all
partial sums have been computed, one simply needs to perform a classical in-memory reduction
to obtain the final value of the inner product. This procedure is detailed in Step 8 – Step 15 of
Algorithm 4.
Then, given Z, the pre-computed value Rj = kcj k2 , and the current value of the model, α̂j , the
coordinate update can be computed on the following one-dimensional optimization problem
γ
arg min Zδ + δ 2 Rj + gj (α̂j + δ).
2
δ

(5.7)

This problem has closed form solution for many common machine learning models (choices of
g) and can thus be solved exactly as a scalar function of the pre-computed quantities Z and Rj .
If this is not the case, we opt to perform a gradient step on the respective coordinate, again a
scalar operation. The computational cost of this step is thus negligible.
As mentioned in the introduction, if we consider asynchronous, parallel variants of SCD, updating the shared vector can lead to write-contention between different threads and, depending
S TOCHASTIC L EARNING ON GPU S | 40

Algorithm 4: TPA-SCD for (Â)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:

Initialize α = 0, v = 0.
for t = 1, 2, . . . , Nepochs do
Set z = ∇f (v)
Cache z0 = z
parfor j ∈ R ANDOM P ERMUTATION(n) do
Read current state of coordinate α̂j = R EAD(αj )
Read current state of shared vector ẑ = R EAD(z)
parfor tid = 1, . . . , Nthd do
Ztid = 0
for i0 = 1, 2, . . . , (n/Nthd ) do
i = (i0 − 1) × Nthd + tid
Ztid = Ztid + ẑ × Ai,j
end for
end parfor
P
In-memory reduction: Z = tid Ztid
δ̂ ← approximate update on (5.7)
W RITE(αj , α̂j + δ̂)
parfor tid = 1, . . . , Nthd do
for i0 = 1, 2, . . . , (n/Nthd ) do
i = (i0 − 1) × Nthd + tid
ATOMIC A DD(zi , γ δ̂Ai,j )
end for
end parfor
end parfor
increment v = v + γ1 (z − z0 )
end for

on how this is handled, the algorithm may fail to converge. On the GPU we can benefit from the
hardware support for atomic floating point arithmetic operations to address this write contention
issues on the shared vector z. Furthermore, we can benefit from the thread-level parallelism
within a thread block and have multiple threads issuing atomic additions to update the shared
vector. While for sparse data this access pattern does not normally correspond to continuous
memory regions (i.e., we violate rule (ii)), one can still update the shared vector faster than
one could otherwise and thus accelerate convergence. The full TPA-SCD iterative procedure is
defined in Algorithm 4.
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5.3.1 A DAPTIVE DAMPING
A challenge that arises in highly asynchronous algorithms is that a thread block on the GPU
may have an inconsistent view of the shared vector v if it is reading the vector while another
thread block has only partially written its updates to the same vector in memory. These inconsistencies can lead to divergence in the coordinate descent algorithm. We found that the
robustness of the algorithm increases with the sparsity level of the data which is consistent with
existing convergence analyses of asynchronous stochastic algorithms that require sparsity to
provide convergence guarantees, such as Recht et al. (2011) or Hsieh et al. (2015). To alleviate
convergence issues for dense data and develop a more reliable implementation we introduce a
damping parameter to the algorithm. This damping parameter scales down the update δ̂ and
thereby artificially slows down the model updates in order to achieve a more robust convergence behavior; this heuristic is similar to the PASSCoDe-fix modification proposed by Zhang
and Hsieh (2016). We initialize the algorithm with the damping parameter set to 1 (i.e., no
damping) and after every epoch on the GPU, verify that the value of the local subproblem has
sufficiently decreased. If it has not, we discard the current round of model updates, halve the
value of the damping parameter and proceed. This adaptive scheme introduces the additional
cost of evaluating the value of the local subproblem at the end of every epoch. However this cost
can be mostly amortized into the TPA-SCD kernel to avoid repeated computations and it only
requires an additional reduce operation, for which we use the DeviceReduce operator provided
by the CUB library (NVIDIA Research, 2018). These computations can also be reused for evaluating duality gap certificates or the implementation of automatic stopping. An alternative to
the damping approach would be to reduce the number of coordinate updates that can overlap in
time by introducing some empty computation jobs to the algorithm or by increasing the number of threads per thread-block significantly. We found that some kind of damping heuristic is
crucial to achieve reliable convergence across diverse datasets and models on a modern GPU
device.

5.3.2 I NCORPORATING S ECOND -O RDER I NFORMATION
The TPA-SCD Algorithm as stated in Algorithm 4 and proposed by Parnell et al. (2017, 2018)
can be extended to incorporate coordinate-wise second-order information in the auxiliary model
(5.1). As we will see in the experimental section, this additional curvature information can
significantly improve the convergence of TPA-SCD on non-quadratic objectives such as logistic
regression. Instead of using the quadratic model in (5.1) we propose to use coordinate-wise
Hessian information and solve the following subproblem at epoch t:
min f (Aα(t) ) + ∇f (Aα(t) )> A∆α +
∆α

X
1X
(t)
(A∆α)> D(t) (A∆α) +
gi (αi + ∆αi ) (5.8)
2 i
i
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(t)

where D(t) ∈ Rd×d is a diagonal matrix with Di,i = ∇2i,i f (Aα(t) ). We acknowledge that this
model no longer provides an upper bound to the objective (Â) and thus, this approach does
not provably converge to a global minimizer of (Â) for arbitrary θ-approximate updates. To
deal with this uncertainty in practice, our adaptive damping approach from the previous section
serves two purposes: avoid divergence due to inconsistencies and avoid divergence due to a
bad modelling choice. This is similar to the widely-used backtracking line-search approach
employed to achieve convergence of approximate second-order methods such as by Wang et al.
(2017). Importantly, the computation of the coordinate update on (5.8) still complies with the
TPA-SCD compute pattern if we perform a Newton step on the objective (5.8) in every iteration,
i.e., δ is computed on
1 00 (t)
1
(t)
(t)
2
0
min ∇f (Aα(t) )> A∆ + (A∆)> D(t) cj δ + c>
j D cj δ + gj (αj )δ + gj (αj ).
δ
2
2

(5.9)

This can be seen if we rearrange terms in (5.9) as follows
h
i
1 00 (t)
1
−1
(t)
(t)
2
0
min ∇f (v(t) )> D(t) + (A∆)> D(t) cj δ + c>
j D cj δ + gj (αj )δ + gj (αj ) (5.10)
δ
2
2
where, again, ∆ denotes the updates applied to α(t) on previously sampled coordinates within
(t)
the same epoch. Let us pre-compute Di,i for every i ∈ d from v(t) at the beginning of every
(t) > (t)−1
epoch and initialize z as z>
then, the update computation (5.10) has the
0 = ∇f (v ) D
same complexity as (5.2) and can be mapped to the GPU using the same machinery as described
in Algorithm 4. Furthermore, (5.10) has a closed form solution, i.e.,
ẑ> Dcj + gj0 (α̂j )
.
δ= >
cj Dcj + gj00 (α̂j )

(5.11)

This general abstraction of the coordinate descent update procedure is very valuable when implementing the TPA-SCD algorithm in production – it allows to minimize code redundancy in
the core of a library that supports diverse models.

5.4 E XPERIMENTAL E VALUATION
We will now analyze the performance of the TPA-SCD algorithm on the webspam dataset of
Wang et al. (2012) for three different machine learning applications: Lasso regression, ridge
regression and SVM. For lasso we apply TPA-SCD as a primal solver and for ridge as well as
SVM we use it as a dual solver. We consider sparse as well as dense data matrices A; for dense
data each column vectors cj is stored as a contiguous array in GPU memory and for sparse
data each column cj is efficiently stored using two arrays, representing indices and values of
the non-zero elements. The GPU that was used for the experiment is a GeForce GTX 1080Ti
which has 11GB of on-board memory (the size of the training set is around 8GB). In all cases,
the regularization parameter λ was optimized to give the best predictive performance on the
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Figure 5.1.: Convergence behavior of TPA-SCD on the webspam dataset.

unseen test data. For the regression applications (lasso and ridge), we evaluate on the test set by
measuring the mean square error (MSE) between the predicted values and the real labels and for
the classification application (SVM) we measure the hinge loss or F1 -score. For reference, we
compare with the sequential CPU implementation of the SCD algorithm (using a single thread)
and the multi-core implementations PASSCoDe-Atomic, implementing compare-and-swap, and
PASSCoDe-Wild, not implementing any locking mechanism. These implementations were run
on a 8-core Intel Xeon E5-2650 CPU and PASSCoDe, in both cases, uses all available cores
and threads (16 threads in total).

5.4.1 C ONVERGENCE B EHAVIOR
In Figure 5.1, we plot the training suboptimality as a function of training epochs. For the
primal solver on lasso, in Figure 5.1a, we observe that the convergence of all multi-threaded
algorithms suffers from the out-dated model information used when computing the update steps.
We observe that TPA-SCD converges faster than PASSCoDe and is significantly closer to the
convergence of sequential SCD. For the dual solver on ridge regression and SVM, Figure 5.1b
and Figure 5.1c, the effect of out-dated model information is almost unnoticeable. However, we
observe that PASSCoDe-Wild does not converge to the global optimum. This behavior can be
explained by the model α and the shared vector v becoming inconsistent due to lost updates on
v and thus, the update in PASSCoDe-Wild being performed under the wrong assumption that
the value stored in v is equivalent to Aα. This behavior was previously reported by Hsieh et al.
(2015).
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Figure 5.2.: Run time of TPA-SCD on the webspam dataset.

We now study the convergence behavior as a function of run time rather than epochs. In
Figure 5.2, we plot the training suboptimality as a function of execution time for the three different applications. Across all applications we observe that PASSCoDe-Atomic converges only
slightly faster than the single-threaded SCD (in the best case 2×). We attribute this poor performance to the lack of native floating point atomic addition on this processor. For PASSCoDeWild, we consistently observe a better speed-up than PASSCoDe-Atomic. However this performance gain comes at the price of undefined convergence behavior. The best speed-up observed
using PASSCoDe-Wild relative to SCD is 5× for the SVM application. However, with TPASCD we are able to achieve significant speedups over SCD while preserving atomic operations
to guarantee consistency in the algorithm. We see that TPA-SCD converges at least 10× faster
(lasso: 13×, ridge: 10×, SVM: 11×) than the best algorithm running on the CPU (PASSCoDeWild). Thus, it appears that TPA-SCD is able to provide convergence that is close to SCD, as
well as faster run time for all three machine learning applications.

5.4.2 G ENERALIZATION P ERFORMANCE
The ultimate metric for evaluating a machine learning application is not the training suboptimality, but the predictive power of the model that has been learned on the unseen test data. Thus
we have measured the mean square error (MSE) for lasso and ridge and the hinge loss for SVM,
on the test set after 20 training epochs. For lasso the generalization performance of the found
solutions is similar for all algorithms, however, we observe an increase in the test MSE of 20%
for PASSCoDe-Wild and 3% for PASSCoDe-Atomic because these algorithms have not fully
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Table 5.1.: Performance of TPA-SCD vs. PASSCoDe-wild vs. SCD for training an SVM classi-

fier on different datasets. The measurements report time for reaching a training suboptimality
of 2 · 10−5 .
Dataset
news20.binary
λ = 10−5

Measurement

SCD

PASSCoDe-wild

TPA-SCD

F1-score (Test)
Time (s)

0.968
0.191

0.966
0.065

0.967
0.019

url
λ = 10−4

F1-score (Test)
Time (s)

0.973
20.2

0.973
5.25

0.974
1.54

kdda
λ = 10−5

F1-score (Test)
Time (s)

0.862
71.6

0.862
12.4

0.862
1.15

kddb
λ = 10−6

F1-score (Test)
Time (s)

0.883
216

0.882
56.4

0.882
4.5

converged after 20 epochs. For ridge regression and SVM, the deviation in test performance for
all algorithms is below 1%; and they all converge to almost the same model. Thus, is seems
that although PASSCoDe-Wild did not converge to the true optimum in the training objective,
the predictive power of the model that it learned is almost indistinguishable from the algorithms
that succeeded in finding the global optimum. However, this is not necessarily true across diverse datasets. We have investigated the generalization performance for the SVM task on 4
other datasets; the results are summarized in Table 5.1. To get these numbers we have stopped
each algorithm as soon as the decrease in training objective across 5 iterations was smaller than
a threshold and measured the convergence time as well as the F1-score on the test set. More
details about the datasets can be found in Table B.1 in Appendix B. The main observation from
these results is that TPA-SCD is consistently faster than PASSCoDe-Wild and, at the same time,
finds a better model in that it preserves the consistency between α and v which was given up in
PASSCoDe-wild for the sake of performance.

5.4.3 A LGORITHM P ROFILING
To analyze the quality of our implementation we have profiled the TPA-SCD kernel using the
profiling tool nvprof by NVIDIA (2017) (v7.5.18). We have considered the task of training a
ridge regression classifier on sparse as well as dense data. One kernel execution performs one
pass through the data and updates all the coordinates exactly once. The profiling results are
summarized in Table 5.2. The metrics are reported as average values across the complete kernel
execution for each individual SM as described by NVIDIA (2018b). The metric description of
the user manual is attached in Appendix A.5.2. Each number is averaged over 10 kernel runs.
Let us comment on these metrics:
• The first metric we report is branch efficiency. It measures the ratio of non-divergent
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Table 5.2.: Profiling of the TPA-SCD kernel for training a ridge regression model on an NVIDIA

GeForce GTX 1080Ti GPU.
Problem

#examples
# features
sparsity

Metrics

branch efficiency
warp execution efficiency
achieved occupancy
eligible warps per cycle
gld efficiency
dram read throughput
global hit rate
l2 atomic throughput
flop dp efficiency

Scenario 1

Scenario 2

10’000
10’000
1

10’000
10’000
0.1

99.76%
98.85%
98.1 %
12.7%
92.3%
151.2 GB/s
18.7%
149.5 GB/s
39.8 %

99.76%
99.03%
97.9%
15.1%
87.07%
260.3 GB/s
38.4%
129.5 GB/s
33.9%

branches to the total branches of the kernel. The high number, close to 100%, illustrates
that the TPA-SCD algorithm is well suited for parallelization.
• To investigate how effectively the TPA-SCD algorithm is mapped to the parallel architecture of the GPU we report two metrics; achieved occupancy and warp execution efficiency.
Let us recall that each SM of a GPU can process multiple warps at once where the theoretical occupancy limits the upper most number of parallel warps. Within one warp the
workload is further parallelized across threads, where there is a maximum on the number
of supported threads per SM. The two reported metrics measure the effective occupancy
during run-time; the achieved occupancy measures the number of active warps per cycle
as a fraction of the theoretical occupancy and the warp execution efficiency, measures
how many threads per warp are active, compared to the maximum number of threads supported by the SM. The high values for both metrics shows that the TPA-SCD algorithm
offers a high degree of parallelism and the workload is well balanced across warps and
threads.
• A high achieved occupancy per se does not mean that all the active warps can readily
be executed. For example, issues like execution dependencies or missing data in cache
can stall their progress. This gives rise to the distinction between eligible warps and stall
warps. How many warps are indeed eligible during run-time is reported by the metric
eligible warps per cycle; it measures the number of eligible warps per cycle as a fraction
of the total number of warp that can be executed on the SM, which corresponds to the
number of warp schedulers and is 4 in our case. The reason for stall warps is analyzed
in Figure 5.3. We observe that for large data, data request is the most frequent stall
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Figure 5.3.: Warp Stall Reason analyzed for different data set size with fixed dimensions and

varying sparsity.
issue. In TPA-SCD every warp updates a different coordinate and thus needs access to a
different column of the data matrix which needs to be fetched from memory before it can
be processed. For smaller data more frequent synchronization is required which becomes
the dominant issue.
• To analyze the memory access pattern of our implementation we report the global load
efficiency; gld efficiency. This metric captures how good the data access pattern is strided
across threads of the same warp. Data is loaded from cache in chunks of 32 byte, and
to achieve a high efficiency threads within a warp should access contiguous memory regions, see NVIDIA (2018a) for a detailed explanation. An efficiency of 90% indicates
an efficient utilization of all the 32 bytes loaded. We see that for dense data this is more
effectively achieved by TPA-SCD than for sparse data.
• The dram read throughput number is reported to illustrate the high memory throughput
of this data-intensive application. The maximum bandwidth of the GPU is 484 GB/s and
thus the GDDR5X link is utilized on average 31% and 54% for the two scenarios. Note
that the measured throughput of the application is by an order of magnitude higher than
the bandwidth a modern CPU could offer.
• The l2 atomic throughput number allows for two conclusions: 1) the high number of
atomic operations emphasizes the importance of the GPU support for floating point atomic
arithmetic operations for an efficient implementation of TPA-SCD. 2) The ratio between
dram read throughput and l2 atomic throughput is ∼ 1 for dense data and ∼ 2 for sparse
data. This tells us that for every data value that is loaded from DRAM, one atomic operation on the shared vector is performed. Recall that for sparse data we have to load two
values per non-zero entry. Hence, we can assume the data is only loaded once and the
model, the shared vector and some auxiliary data structures are kept in cache.
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• All the operations of our algorithm are executed in double precision. This choice was
made due to overflow issues encountered in the addition of 32-bit floating point numbers
in Step 12 of the TPA-SCD algorithm. The flop dp efficiency measures the utilization of
the double-precision floating point unit during active cycles. This measured number of
39% is remarkably high for this very data intensive workload. To put this into context
Bell and Garland (2008) achieve 20.5% double precision floating point unit utilization
for a highly optimized implementation of sparse matrix-vector multiplication on an older
GeForce GTX 280 GPU.

5.4.4 S ECOND -O RDER I NFORMATION
In Section 5.3.2 we have proposed a modified subproblem formulation for TPA-SCD to incorporate coordinate-wise second-order information. We now investigate how this additional
curvature information changes the convergence behavior of the algorithm. Therefore, we have
trained a logistic regression classifier on a random sparse dataset using both, the original subproblem (5.1) and using the modified subproblem (5.8). The results are shown in Figure 5.4. We
observe that for logistic regression this modification significantly improves convergence and the
effect is particularly emphasized in the high accuracy regime, where it is hard to make progress
when operating close to the optimum using a quadratic approximation to the logistic function.

TPA-SCD; subproblem (5.8)
TPA-SCD; subproblem (5.1)

101
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10−5

103
Training Suboptimality

Training Suboptimality
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Figure 5.4.: Convergence of TPA-SCD with (subproblem (5.8)) and without (subproblem (5.1))

coordinate-wise second-order information for training a logistic regression classifier on the
random dense datsets from scenario 1 (a) and on the random spase dataset from scenario 2 (b).
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5.5 S UMMARY
We have proposed a twice parallel asynchronous implementation of stochastic coordinate descent (TPA-SCD) tailored to the compute and memory architecture of a modern Graphics Processing Unit. Our GPU implementation has several benefits over an equivalent CPU implementation: 1) the support for atomic floating point arithmetic operations provides an efficient
way to achieve correct execution of parallel asynchronous algorithms; 2) the single instruction
multiple data (SIMD) parallelism across threads within a warps enables a very efficient computation of the individual coordinate updates; 3) the high memory bandwidth of GPUs allows for
a good hardware utilization. We have verified that these elements are effectively leveraged by
our implementation and we have demonstrated over an order of magnitude speedups compared
to state-of-the art parallel CPU implementations. This good performance makes TPA-SCD very
well suited for acceleration of the GLM training procedure.
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CHAPTER

6

L INEAR L EARNING
ON H ETEROGENEOUS S YSTEMS
In the previous chapter we have seen, at the example of stochastic coordinate descent, that
algorithms for training machine learning models can efficiently be implemented on a GPU accelerator in order to speed up the training procedure. However, such a GPU implementation is
designed under the assumption that the training data can be stored inside the memory of the device and accessed efficiently. In this chapter we address this limitation and devise a technique to
scale out machine learning training algorithms across heterogeneous compute resources which
will allow us to learn from data that exceeds the primary memory capacity of the device. In contrast to existing techniques for exploiting external storage memories, our approach is designed
to also leverage the compute power of the host in addition to its memory.

6.1 H ETEROGENEOUS S ETUP
We consider a setting where two heterogeneous compute units are available for training a machine learning model. This setting is illustrated in Figure 6.1. We use the generic notation of
unit A and unit B for the two different compute units. As illustrated we make the following
assumptions on the properties of A and B:
1. The memory capacity of unit B is smaller relative to its peer unit A.
2. The compute power1 of unit B is larger relative to its peer unit A.
3. The two units, A and B, are able to communicate with each other over some interface, as
shown by the red arrow, but there is a cost associated with doing so.
This chapter is based on the NIPS conference paper, Efficient Use of Limited-Memory Accelerators for Linear
Learning, by Dünner, Parnell, and Jaggi (2017b).
1
We refer to compute power as the ability to process the workload. The advantage of B over A could, e.g., be due
to faster compute or due to higher memory bandwidth.

51

Unit A

Unit B

⚙

⚙⚙⚙⚙

Figure 6.1.: Heterogeneous setup with compute units A, B: The compute power of unit A is

smaller and its memory capacity is larger relative to its peer unit B. They can communicate
with each other over some interface, as shown by the red arrow.

6.1.1 A PPLICATIONS
Such a generic building block covers many essential elements of modern heterogeneous compute systems. As mentioned earlier, we are particularly interested in the case where unit B
corresponds to a GPU accelerator and unit A to the host CPU it is attached to. However, unit B
could also correspond to a different accelerator unit such as, for example, an FPGA or a custom ASIC. In addition, such a generic algorithmic building block could be applied more widely
than just for training on two heterogeneous compute units – it could serve as a component of
larger training algorithms or pipelines thereof as we will see in Chapter 9. For example, in a
distributed training setting, this building block can allow each individual node to locally benefit
from its own accelerator and thereby speeding up the overall task on a cluster. Orthogonal to
such a horizontal application, it can also be used as a building block that is vertically integrated
in a system and serves the efficiency of several hierarchical levels of acceleration.

6.1.2 C HALLENGES
The main challenge of efficiently using such a building block for the training of large-scale
machine learning models is the memory limitation of B in combination with the usually high
cost of exchanging data between A and B. For small problems, where the training data can fit
into the memory of unit B, the problem can be solved trivially; the entire data is moved to B,
which exploits its superior compute power by using an appropriate solver, such as, e.g., TPASCD on the GPU, and returns the model to unit A at the end or the training procedure. However,
if the data exceeds the memory capacity of B, which is very likely in today’s machine learning
applications, the accelerator can only run the training algorithm on a subset of the training data
at every point in time. Thus, it is challenging to achieve a net speed-up using the accelerator at
the first place.
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6.2 BACKGROUND
Existing algorithms to deal with memory limitations in machine learning training have been
considered in the context of limited RAM and the full data residing on disk. Approaches have
been adapted from application-agnostic out-of-core methods that are designed to exploit external storage to work on large data volumes that exceed the memory capacity of the primary
memory, see e.g. Vitter (2001). In this context, the most popular approach is to process data in
batches because it enables contiguous chunks of data to be loaded from disk. This idea has been
applied to the training of an SVM by Yu et al. (2012a) who propose to split data samples into
blocks which are then loaded and processed sequentially (on B). This approach has been generalized to the training of GLMs by Yen et al. (2015). They propose an approach where sequential
blocks to be loaded are selected randomly to improve convergence of machine learning algorithms. Such schemes are efficient from a systems perspective, however, they treat data samples
uniformly. This issue was addressed by Chang and Roth (2011) and Matsushima et al. (2012)
who proposed to selectively load and keep informative samples in memory in order to reduce
disk access. However, this approach is specific to support vector machines and from a theoretical standpoint the authors are unable to quantify a possible benefit of their selection scheme.
They only showed that the linear convergence rate on SVMs is preserved asymptotically, but
not necessarily improved.
The approach we present here is theoretically justified and generic in that it can be applied to
any machine learning model fitting (Â), including empirical risk minimization problems with a
strongly convex regularizer, such as SVM, as well as sparse models, such as lasso. In contrast
to the related line of research by Yu et al. (2012a); Chang and Roth (2011); Matsushima et al.
(2012) that investigated the limited RAM scenario, our approach is the first designed to take
advantage of the compute resources available on A in addition to those on B for accelerating
training of machine learning models.

6.3 C ORE I DEA
For training machine learning models on heterogeneous compute resources as illustrated in
Figure 6.1, we suggest to systematically split the optimization workload into two distinct tasks –
a more data-intensive but less compute-intensive task for unit A, and a more compute-intensive
but less data-intensive task for unit B. These workloads are designed such that they can be
executed in parallel, enabling full utilization of both resources while keeping the amount of
idle time and the necessary communication between the two units minimal. Our scheme is
illustrated in Figure 6.2.
The core idea of our approach is to repeatedly identify a subset of columns of the data matrix
A which are most prone to improving the model at the current stage of the algorithm. These
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Figure 6.2.: Illustration of our heterogeneous learning scheme. The workload is split between

the two compute units A, B.
data columns are then moved to the memory of B which can exploit its superior compute power
to locally update the model parameters. While compute unit B is running the algorithm on
the local data, compute unit A is assigned the task of identifying important data columns as
the algorithm proceeds and the model changes. Through this systematic split of workloads our
scheme enables full utilization of both compute units A and B. The core question that remains
to be answered is the following:
How do we decide which part of the data the accelerator should learn from?
To answer this question we rely on the findings of Chapter 4 that indicate that the training data
is non-uniform and not all columns of the data matrix are equally important to the learning
procedure. With this in mind, we aim to identify the most informative data columns at every
round of the optimization, while keeping the scheme efficient and not introducing too much
computational overhead. This is implemented by storing and updating a vector φ ∈ Rn in
memory where the individual coordinates φi represent the importance of the respective column
ci of A. In the next section we present one approach of how these importance values can be
evaluated and propose an implementation based on coordinate-wise duality gap certificates.

6.3.1 D UALITY G AP -BASED DATA S ELECTION S CHEME
Our data selection scheme is motivated by the convergence analysis of coordinate descent from
Chapter 4. The result from Lemma 8 tells us that the decrease in suboptimality that we can
expect from optimizing a single coordinate i depends on the contribution of this coordinate to
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the overall duality gap – the more it contributes to the duality gap, the more we can decrease
the suboptimality by optimizing it. In Section 4.3 we have also shown that this result can be
generalized to blocks of coordinates being optimized jointly. In addition, we have learned from
Chapter 5 that the computation of a single coordinate update requires access to only the respective column ci of the training data matrix, assuming the shared vector v = Aα is available
along with the model vector α. These two observations motivate that the coordinate-wise duality gap is a good measure of importance for individual columns of the training data matrix A.
We propose the following greedy strategy for repeatedly selecting the block P of coordinates
to optimize during training of GLMs:
P := arg max

X

P⊆[n]:|P|=m j∈P

(t) 

Gj αj

.

(6.1)

Recalling the convergence results of block coordinate descent from Section 4.3 we see that
this strategy is optimal in the sense that it maximizes ρt,P in every iteration and thus yields
the maximum function decrease. Furthermore, the selection scheme (6.1) guarantees ρt,P ≥ 1
which quantifies the relative gain over random uniform sampling and thus by Theorem 12 and
Theorem 13 our approach provably improves convergence guarantees over random uniform
sampling of coordinate blocks. In contrast to previous importance sampling schemes suggested
by Zhao and Zhang (2015); Qu and Richtárik (2016) and Fercoq and Richtárik (2016) which
assign static probabilities to individual coordinates, our selection scheme (6.1) is dynamic and
adapts to the current state α(t) of the algorithm, similar to that proposed by Osokin et al. (2016)
or Perekrestenko et al. (2017) in the standard non-heterogeneous setting.

6.4 D UALITY G AP BASED
H ETEROGENEOUS L EARNING S CHEME (D U HL)
Combining the approach presented in Section 6.3 with the coordinate selection scheme (6.1) we
propose our duality gap-based heterogeneous learning scheme, henceforth referred to as DuHL,
for short. DuHL, summarized in Algorithm 5, can be viewed as an instance of the iterative
block minimization scheme presented in Algorithm 2, implementing a time-delayed version
of the duality gap-based selection scheme (6.1). In short, in every round DuHL identifies a
block P of coordinates based on the duality gap information stored in φ, and then moves the
corresponding data columns, A[P] , to the memory of B. Compute unit B can then exploit its
superior compute power by using an appropriate solver to locally find a block coordinate update
∆α[P] . At the same time, compute unit A, is assigned the task of computing duality gap values
for randomly sampled data vector and update the respective elements of φ to keep track of the
importance of coordinates as the algorithm proceeds and the iterates change.
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Algorithm 5: D U HL
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

Initialize α(0) := 0, v(0) := 0, φ := 0
for t = 0, 1, 2, ... do
determine P according to (6.3)
refresh memory of B to contain A[P] .
on B do:
∆α[P] ← θ-approx. solution to (6.2) based on α(t) , v(t)
in parallel on A do:
while B not finished
sample j ∈ [n]
(t)
update φj := Gj (αj )
α(t+1) := α(t) + ∆α[P]
v(t+1) := v(t) + A∆α[P]
end for

6.4.1 AUXILIARY M ODEL
In our heterogeneous setting compute unit B only has access to its local subset A[P] of the
training data matrix in order to compute an update to the model α in (Â). To decouple the
coordinate block from the rest of the data, we consider the computation of the block update
based on the following auxiliary problem,
X
γ
gi ((α + ∆α[P] )i ),
arg min f (v) + ∇f (v)> A∆α[P] + kA∆α[P] k22 +
2
∆α[P] ∈Rn
i∈P

(6.2)

where the shared vector v := Aα ∈ Rd is made available to B together with the model vector
α. Since the objective of the auxiliary problem (6.2) forms a quadratic upper bound on D(α +
∆α[P] ), any decrease achieved on (6.2) lower bounds the decrease on the original objective
(Â). Thus, assuming the local subproblem (6.2) is solved θ-approximately for θ ∈ [0, 1), as
defined in Definition 8, we decrease the objective (Â) with every update step. Furthermore, it
can be shown that the convergence guarantees of the iterative block minimization scheme from
Theorem 12 and Theorem 13 equivalently hold if the block coordinate update is computed on
(6.2) instead of (Â). We refer to Appendix A.6 for more details. Note that for the computation
of the update ∆α[P] on unit B an arbitrary solver can be used. This enables the reuse of existing
optimized solvers for the compute architecture of B, such as, e.g., TPA-SCD as presented in
Chapter 5 for the case where B corresponds to a GPU.
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6.4.2 A T IME -D ELAYED G AP M EASURE
In order to enable parallel execution of the workloads on A and B we have introduced a gap
memory in DuHL as stated in Algorithm 5. This is an n-dimensional vector φ where φi mea(t0 )
sures the importance of coordinate i. We have φi := G(αi ) where t0 ∈ [0, t] and the different
0
elements of φ are allowed to be based on different, possibly stale iterates α(t ) . Thus, the entries
of φ can be continuously updated during the course of the algorithm. At the beginning of every
round the new block P is chosen based on the current state of φ as follows:
X
φj .
(6.3)
P := arg max
P⊆[n]:|P|=m j∈P

In DuHL, keeping φ up to date is the job of compute unit A. Hence, while B is computing
the block coordinate update ∆α[P] , A updates φ by randomly sampling coordinates from the
entire training data. Then, as soon as B is done, the current state of φ is used to determine P
for the next round and data columns on B are replaced if necessary. Note, that the freshness of
the gap memory φ depends on the relative compute power of A versus B, as well as θ which
controls the amount of time spent computing on unit B in every round. In Section 6.5.1 we will
experimentally investigate the effect of staleness of the values φi on the convergence behavior
of DuHL.
The introduction of the memory component is an essential step to achieve an efficient implementation. Without this modification a naive application of the selection scheme (6.1) would
(t)
require knowledge of the duality gap values Gi (αi ) for every coordinate i ∈ [n] at a given
iterate α(t) . This is not feasible in practice since it would imply a computationally expensive
selection step at the beginning of every round which would have to be performed in sequence
to the update step and would lead to idle times on compute unit B.

6.5 E XPERIMENTAL E VALUATION
We analyze the DuHL scheme for the particular use-case where A corresponds to a CPU with
attached RAM and B corresponds to a GPU. A and B communicate over the PCIe bus. We use
an 8-core Intel Xeon E5 x86 CPU with 64GB of RAM, which is connected over PCIe Gen3
to an NVIDIA Quadro M4000 GPU which has 8GB of RAM. In such a setting we wish to
apply DuHL to accelerate training of GLMs and benefit from our optimized TPA-SCD solver
introduced in the previous chapter.

6.5.1 A LGORITHM B EHAVIOR
The first set of experiments serves to illustrate the properties of DuHL. For this purpose we use
the publicly available epsilon dataset by Wang et al. (2012) (a fully dense dataset with 400’000
samples and 2’000 features). We assume that the GPU fits 25% of the training data, i.e., m = n4
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and show results for training the sparse lasso as well as the ridge regression model. For the
lasso case we have chosen the regularizer to obtain a support size of ∼ 12% and we apply the
coordinate-wise Lipschitzing trick from Section 4.2.3 to the L1 -regularizer in order to allow the
computation of the duality gaps.
Validation of Faster Convergence. We first validate the gain in convergence speed of our greedy
data selection scheme over random sampling. By Theorem 12 we expect that during
any given round t of Algorithm 2, the relative gain in convergence rate of one sampling scheme over the other should be quantified by the ratio of the corresponding
values of ρt,P (for the respective block P of coordinates processed in this round).
To verify this, we trained a ridge regression model implementing a) the gap-based
selection scheme (6.1) and b) random selection. We perform a fixed, equal number
of TPA-SCD update steps in each round for both schemes. Then, in every round t of
our experiment, we record the value of ρt,P for both schemes, as defined in (4.12),
and measure the decrease in objective of the gap-based scheme relative to the random scheme. In Figure 6.3a we plot the effective gain of our scheme, and observe
that this gain almost perfectly matches the improvement predicted by our theory as
measured by ρt,P - we observe a small average deviation of 12%. Both numbers are
calculated relative to plain random selection. In Figure 6.3b we see that the gapbased selection can achieve a remarkable 10× improvement in convergence over
the random reference scheme. When running on sparse problems instead of ridge
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Figure 6.3.: Validation of faster convergence: (a) theoretical quantity ρt,P (blue), versus the

practically observed speedup (red) – both relative to the random scheme baseline, (b) convergence of gap selection compared to random selection.
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regression, we have observed an even larger gain. For lasso for example, ρt,P of the
n
gap-based selection scheme converges to m
within only a few iterations because the
support of the problem is smaller than m and fits on the GPU.
Effect of Gap-Approximation. In this section we study the effect of using stale, inconsistent
gap-memory entries for coordinate selection on the convergence of DuHL. In a real
setting the freshness of the memory entries is determined by the relative compute
power of unit B over unit A and the relative accuracy θ. However, in this experiment, we artificially vary the number of gap updates that are performed during each
round while keeping θ fixed. For this purpose we train the lasso model and show,
in Figure 6.4a, the number of rounds needed to reach a suboptimality of 10−4 , as a
function of the number of gap entries updated per round. As a reference we show
o-DuHL which has access to an oracle providing the true duality gaps. We observe
that our scheme is robust to stale gap values and can achieve performance within
a factor of two compared with the oracle scheme up to an average delay of 20 iterations (corresponding to 5% gap updates per round). As the update frequency
decreases we observed that the convergence slows down in the initial rounds because the algorithm needs more rounds until the active set of the sparse problem is
correctly detected.
103

DuHL
o-DuHL
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DuHL (20%)
# swaps

# rounds to reach ε ≤ 10−4
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Figure 6.4.: Effect of stale entries in the gap memory of DuHL: (a) number of rounds needed to

reach suboptimality 10−4 for different update frequencies compared to o-DuHL, (b) the number
of data columns that are replaced per round for update frequencies of 5% and 20%.

I/O Efficiency. The efficiency of our scheme regarding I/O operations is demonstrated in Figure 6.4b, where we plot the number of data columns that are replaced on B (#
swaps) in every round of DuHL. Here the lasso model is trained assuming a gap
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update frequency of 5% and 20%. We observe that the number of required I/O
operations of our scheme is decreasing over the course of the algorithm. When
increasing the freshness of the gap memory entries we observe that the number of
swaps gets small faster.

6.5.2 P ERFORMANCE A NALYSIS
For our large-scale experiments we use an extended version of the Kaggle Dogs vs. Cats ImageNet dataset as presented by Heinze et al. (2016), where we additionally double the number
of samples, while using single precision floating point numbers. The resulting dataset is fully
dense and consists of 40’000 samples and 200’704 features, resulting in over 8 billion non-zero
elements and a data size of 30GB. Since the memory capacity of our GPU is 8GB, we can put
approximately 25% of the data on the GPU.
In Figure 6.5 and Figure 6.6 we show the convergence behavior as a function of time for training
a lasso model, a ridge regression model as well as linear L2 -regularized SVM. For lasso we
choose the regularization to achieve a support size of 12%, and for the SVM the regularizer was
chosen through cross-validation. For all three tasks, we compare the performance of DuHL to
the following four reference schemes:
1. Sequential block selection. The most widely-used scheme for using a GPU to accelerate
training when the data does not fit into the memory of the GPU, is the sequential block
selection scheme proposed by Yu et al. (2012a). Here the data columns are split into
blocks of size m which are sequentially put on the GPU and operated on (the data is
efficiently copied to the GPU as a contiguous memory block).
2. Random selection. The second reference scheme is a random scheme where in every
round a subset P ⊆ [n] of size m is selected uniformly at random. Thus in expectation,
a constant number of data columns are replaced in every round.
3. Importance sampling. The third reference scheme is based on importance sampling as
presented by Zhao and Zhang (2015) and referred to as IS. In this approach probabilities
assigned to individual data columns are static and thus in every round of Algorithm 5
we sample m data-columns non-uniformly. We use the CPU to perform the sampling to
hide its cost behind the GPU solver. As we will see, data column norms often come with
only small variance, in particular for dense datasets. Therefore, importance sampling
often fails to give a significant gain over uniformly random selection.
4. Single-threaded CPU. Our last reference scheme is a single-threaded CPU implementation of a stochastic coordinate descent solver and serves to put the achieved training
times into perspective. This implementation was also used as a reference implementaL INEAR L EARNING ON H ETEROGENEOUS S YSTEMS | 60
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Figure 6.5.: Performance results of DuHL on the 30GB ImageNet dataset. I/O cost (top) and

convergence behavior (bottom) for (a) lasso and (b) SVM.

tion in Chapter 5. It serves to demonstrate that with DuHL, the use of a GPU in such a
setting indeed yields a significant speedup over a straight forward CPU implementation
despite the high I/O cost of repeatedly copying data on and off the GPU. To the best of
our knowledge, we are the first to demonstrate this for out-of-core learning on GPUs.
For all competing schemes, we use TPA-SCD as the solver to efficiently compute the block
update ∆α[P] on the GPU. The accuracy θ of the block update computed in every round is
controlled by the number of randomized passes of TPA-SCD through the coordinates of the
selected block P. For a fair comparison we optimize this parameter for the individual schemes.
In Figure 6.5 we compare the performance of DuHL to the above mentioned reference
schemes, for the training of a lasso and an SVM model. We observe that for both applications DuHL converges more than 10× faster than any reference scheme. The origin of this
performance gain of DuHL is achieved by a) improved convergence – quantified through ρt,P
– and b) reduced I/O cost. The former accounts for approximately 3× in this experiment. To
illustrate the I/O gain we show, in Figure 6.5a and Figure 6.5b, the number of data columns that
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Figure 6.6.: Performance results of DuHL for training a ride regression classifier on the 30GB

ImageNet dataset; (a) convergence behavior, (b) number of data copy operations in each round.
are copied over the interconnect for each round of the training. The results in Figure 6.5 also
show that DuHL achieves a 15× speedup over our single threaded CPU implementation. This
is significantly more than could be achieved with a state-of-the-art parallel CPU solvers such
as PASSCoDe by Hsieh et al. (2015) (see Figure 5.2 for a comparison). This result justifies the
use of an accelerator in the first place. In Figure 6.6 we show the same comparison for the task
of training a ridge regression model. These results show that the application of DuHL is not
limited to sparse models. Also for ridge regression DuHL significantly outperforms all the reference schemes considered in this study, however, the gain is less significant due to constantly
high I/O traffic.

6.6 S UMMARY
We have proposed DuHL, a generic scheme for the efficient use of limited memory accelerators for training of generalized linear models. Our approach builds on the theoretical insights
from Chapter 4 and exploits coordinate-wise duality gap certificates to prioritize data vectors
for processing on the accelerator unit. In contrast to existing out-of-core techniques DuHL is
tailored to machine learning applications and can take advantage of the compute power of the
host unit in addition to the accelerator unit for speeding up training. Importantly, DuHL is flexible in the sense that an arbitrary solver can be used to perform training on the accelerator units.
This makes our scheme versatile because it enables the reuse of existing well-tuned solvers for
diverse accelerator units. For the example of joint training in a CPU plus GPU environment,
on a dataset that exceeds the memory capacity of our GPU, we have demonstrated that DuHL
outperforms existing approaches for limited-memory training by over 10× for lasso and SVM
models.
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CHAPTER

7

T HE C OMMUNICATION
B OTTLENECK IN D ISTRIBUTED L EARNING
In this chapter we discuss the challenges of scaling out learning algorithms across multiple
nodes in a cluster. We first present an empirical study to analyze the performance bottlenecks of
distributed, data-parallel learning algorithms, and then discuss strategies to alleviate these bottlenecks. For our study we use the popular C O C OA method by Smith et al. (2018) and demonstrate that the communication-efficiency and flexibility of the algorithm is crucial for achieving
good performance across different applications. In particular, we show that the ability to carefully trade-off computation and communication costs can decide upon orders of magnitude in
performance. With this in mind, we propose an extension of the popular C O C OA method that
enables an additional level of adaptation to system characteristics: we introduce a hierarchical communication scheme that can not only adapt to the network bandwidth of a particular
system, but also take non-uniform communication costs across different levels of distributed
environments into account.

7.1 BACKGROUND
Distributed approaches for training machine learning models have become tremendously important with the ever increasing availability of large-scale datasets. They allow one to bypass
the hardware limitations of a single machine and train machine learning models on large-scale
datasets that exceed the memory capacity of a single device. However, the design and impleThe first part of this chapter is based on the IEEE Big Data conference paper, Understanding and Optimizing
the Performance of Distributed Machine Learning Applications on Apache Spark, by Dünner, Parnell, Atasu,
Sifalakis, and Pozidis (2017a) – Copyright © 2017 IEEE. The second part on the hierarchical communication
pattern extends Section 2.1 of the NeurIPS conference paper, Snap ML: A Hierarchical Framework For Machine
Learning, by Dünner, Parnell, Sarigiannis, Ioannou, Anghel, Ravi, Kandasamy, and Pozidis (2018b).
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mentation of efficient distributed machine learning algorithms is challenging, mainly because of
the high cost associated with the exchange of data or model information between workers. As
a consequence the runtime of highly efficient parallel algorithms, such as PASSCoDe by Hsieh
et al. (2015) or Hogwild! by Recht et al. (2011) can be vastly dominated by the communication
bottleneck when applied in a distributed setting; either their convergence suffers from large delays, or they require synchronization between parallel processes after every single update. Thus,
a different class of algorithms is required for data-parallel training across machines in a cluster
where memories are separate and exchange of data is expensive. Recently, with the increased
accessibility of cloud infrastructures, researchers started to realize this need and began to more
systematically take system limitations into account when designing distributed algorithms. In
particular, large emphasis was put on communication efficiency.

7.1.1 T HE C O C OA F RAMEWORK
One very popular approach for communication-efficient training of GLMs is the C O C OA framework proposed by Ma et al. (2015a) and extended by Smith et al. (2015, 2018); it has been
adapted by TensorFlow (Abadi et al., 2015) and A PACHE F LINK (Apache, 2018) as a standard
solver for training GLMs thanks to its efficiency. C O C OA assumes the data matrix A is partitioned column-wise across K workers, in such a way that each worker k ∈ [K] has access to a
subset Ik of the columns of the data matrix A, where Ik are disjoint index sets such that
[
k

Ik = [n], Ii ∩ Ij = ∅ ∀i 6= j.

(7.1)

Given such a partitioning C O C OA defines independent data-local optimization tasks for each
worker. These tasks are based on a block separable quadratic upper bound on the objective (Â),
where each worker k ∈ K is assigned the following subproblem:
arg min M(k) (∆α[k] ; α, v)

(7.2)

∆α[k]

with
M(k) (∆α[k] ; α, v) := f (v)+∇f (v)> A∆α[k] +

X
γσ
kA∆α[k] k2 +
gi ((α+∆α[k] )i ), (7.3)
2
i∈I
k

where γ denotes the smoothness parameter of f and σ ∈ R is a model parameter. Recall that x[k]
denotes a vector with only non-zero entries for i ∈ Ik and thus, the task (7.2) only require access
to the local partition of the training data, the respective coordinates of the model, and the shared
vector v. This shared vector v is periodically exchanged over the network to synchronize the
work between the different nodes, as detailed in Algorithm 6. Note that, a) the more frequently
this synchronization step is performed, the less computation is required for the algorithm to
converge and, b) each synchronization step comes with a cost. This gives rise to what we call
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the communication-computation trade-off in distributed learning. Thus, to achieve optimal performance in distributed environments it is necessary to adapt the frequency of communication
to the communication bandwidth of the system it is deployed on in order to carefully trade
off theoretical optimality and runtime efficiency. To enable this level of adaptivity, Ma et al.
(2015a) have introduced the notion of approximate subproblem accuracy, as discussed earlier
in Definition 8. The flexibility to tolerate approximate solutions to the local subproblems (7.2)
allows the user to control the amount of work that is done by the individual workers between
two consecutive rounds of communication and thus perform deployment-specific adaptations of
the algorithm.
Algorithm 6: C O C OA Smith et al. (2018)
1:

2:
3:
4:
5:
6:
7:
8:
9:

Input: Data matrix A distributed column-wise according to partitioning (7.1).
Model parameter σ for the local subproblems M(k) (∆α[k] ; α, v).
Starting point α(0) ∈ Rn , v(0) = Aα(0) ∈ Rd .
for t = 0, 1, 2, . . . do
for k ∈ {1, 2, . . . , K} in parallel across workers do
∆α[k] ← θ-approximate solution to the local subproblem (7.2)
(t+1)
(t)
update local variables α[k] := α[k] + ∆α[k]
return updates to shared state ∆vk := A∆α[k]
end for
P
reduce and broadcast v(t+1) := v(t) + K
k=1 ∆vk
end for

7.2 A S TUDY OF THE C OMMUNICATION -C OMPUTATION
T RADE -O FF IN D ISTRIBUTED L EARNING
In this section we present a study of the communication-computation trade-off of distributed
algorithms and of how it impacts performance. We do this for the example of the C O C OA
approach where we opt to implement SCD as given in Algorithm 1 as a local solver in Step 4
of Algorithm 6. For the purpose of our study we introduce the trade-off parameter H which
measures the number of passes through the local coordinates performed between two consecutive rounds of communication. Thus, H serves as a proxy for the approximation quality θ of
the local update. We are interested in understanding how the performance of C O C OA depends
on this parameter, what the optimal trade-off parameter is, and how sensitive it is to particularities of a given system, implementation or framework. For this purpose we have developed
five different implementations of C O C OA that are mathematically equivalent but have different
characteristics and costs associated with communication and computation.
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7.2.1 I MPLEMENTATION D ETAILS
Our different implementations of C O C OA are built on three different programming frameworks
to handle the communication of updates between workers during training. The first four implementations are all based on Apache Spark (Zaharia et al., 2012) but make use of different language bindings and, in some cases, leverage APIs to expose data stored within RDDs to native
code. The fifth implementation is built using MPI (MPI Forum, 1994).
(A) Spark. We use the open source implementation of C O C OA by Smith and Jaggi (2015)
as a reference implementation for our algorithm. This implementation is based on
Spark and entirely written in Scala.
(B) Spark+C. We replace the local solver of implementation (A) by a Java native interface (JNI) call to a compiled and optimized C++ module implementing SCD. The C++
code is able to directly operate on the RDD data (with no copy) by making use of the
GetPrimitiveArrayCritical functions provided by the JNI.
(C) pySpark. This implementation is equivalent to that of (A) except it is written entirely
in Python/pySpark. The local solver makes use of the NumPy package by van der Walt
et al. (2011) for fast linear algebra.
(D) pySpark+C. We replace the local solver of implementation (C) with a function call to a
compiled and optimized C++ module, using the Python-C API. The data is passed into
the C++ module as a list of NumPy arrays which are exposed as pointers to their raw
data and thus there is no need to copy data into any additional C++ data structures.
(E) MPI. The MPI implementation is entirely written in C++. To initially partition the data
we have developed a custom load-balancing algorithm to distribute the computational
P
load evenly across workers, such that i∈Ik kci k0 is roughly equal for each partition.
This partitioning was found to perform comparable to the Spark partitioning.
Note that the C++ code that implements the local solver in implementations (B), (D) and (E) is
identical up to specific JNI/Python-C API functions and therefore these implementations are
absolutely equivalent with regard to the solver’s computational cost. This allows us to accurately
analyze the overheads of the different frameworks in a language independent manner (in as far
as it is possible).

7.2.2 I NFRASTRUCTURE
All our experiments are run on a cluster of 4 physical nodes interconnected in a LAN topology
through a 10Gbit-per-port switched interconnection. Each node is equipped with 64GB DDR4
memory, an 8-core Intel Xeon E5 x86 64 CPU and solid-state disks using PCIe NVMe 3.0 x4
I/O technology. The software configuration of the cluster is based on Linux kernel v3.19, MPI
v3.2, and Apache Spark v2.2. Spark is configured to use 8 Spark executors with 24 GB of
memory each, 2 on each machine.
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Figure 7.1.: Implementation Profiling: Total runtime for 100 iterations with H = 1 split into
compute time and overheads for our different implementations of C O C OA. © 2017, IEEE

7.2.3 I MPLEMENTATION P ROFILING
To profile the five different implementations (A)-(E) discussed in Section 7.2.1 we train a ridge
regression model on the publicly available webspam dataset released by Wang et al. (2012). We
ran every implementation for 100 rounds, doing one pass through the local data in each round,
i.e., H = 1, and measured the execution time for the following three sections of the code:
Ttot
Tworker
Tmaster
Toverhead

:
:
:
:

Total runtime
Time spent computing on each worker
Time spent computing on the master
Overheads := Ttot − Tworker − Tmaster

where Toverhead measures overheads related to the 100 communication rounds, including data
transfer as well as serialization/deserialization overheads. These measurements allow us to
separate computational cost from framework and communication related overheads for each
implementation. The results of this analysis are illustrated in Figure 7.1 where we show the
execution time for every implementation (A)-(E) broken down into these three sections. We
make the following observations:
• For all implementations the time spent aggregating the updates on the master is negligible
and the execution time comprises of the worker computation time and the overheads
associated with each communication round.
• The local execution time of the C++ code is roughly the same for implementation (B),
(D) and (E) and these implementations differ solely in the respective cost associated with
communication.
• We see that the performance of the MPI (E), Spark (A) and pySpark (C) implementations
is dominated by the time spent in the local solver (dotted area). However, if we replace
T HE C OMMUNICATION B OTTLENECK IN D ISTRIBUTED L EARNING | 67

the local solver of (A) and (C) with C++ modules we can significantly speed up the computational part which shifts the bottleneck of these implementations from computation
towards communication.
• The overheads (dashed area) of the pySpark implementation are much larger than those of
the reference Spark implementation written in Scala. This performance loss of pySpark
was also observed in earlier work, i.e., Karau (2016), and can be attributed to the Python
API which introduces additional serialization steps and overheads associated with initializing Python processes and copying data between the JVM and the Python interpreter.
Furthermore, we see that calling the C++ modules from Python adds some additional
overhead on top of the pySpark overhead. This increase can be attributed to the large
number of Python-C API calls that are required.

7.2.4 T RADE - OFF A NALYSIS
The ultimate goal of our analysis was to understand how the characteristics of the different
implementations, as measured in the previous section, impact the optimal algorithm configuration and its performance. For this purpose, we introduce a simple performance model for our
distributed algorithm that decouples system characteristics from algorithmic properties: Let us
denote Nε (H) the number of communication rounds needed to achieve a suboptimality ε given
H and let Tε (H) be the corresponding execution time. Then, we can write
Tε (H) = Nε (H) (τ1 + τ2 H) ,

(7.4)

where τ1 denotes the fixed time overhead of a single communication round (including communication and aggregation cost), and τ2 denotes the execution time to perform one pass through
the local data on the workers. Since Nε (H) is a decreasing function in H and (τ1 + τ2 H) is increasing in H, there is an optimal value H ? minimizing the execution time Tε in a given setting.
As we will demonstrate, this optimal value is very sensitive to the properties of the respective
implementation.
For our implementations the values of τ2 and τ1 in our performance model (7.4) can be derived from the profiling results of Figure 7.1 and are summarized in Table 7.1. We have seen
that these parameters τ1 , τ2 vary a lot across implementations and thus we also expect the optimal value H ? minimizing Tε to be different. This is confirmed by the results presented in
Figure 7.2 where we measure the time to achieve a suboptimality of 10−3 as a function of H for
the five different implementations (A)-(E). We see that there is indeed an optimal trade-off for
every implementation and the optimal value of H varies significantly across implementations.
Hence, in order to get the best performance out of every implementation, it is crucial that H
be tuned individually to the characteristics of the particular implementation. Failure to do so
may degrade performance dramatically. Indeed, we can see that the best performance of the
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Figure 7.2.: Trading-off communication vs. computation. Training of a Ridge Regression

classifier on the webspam dataset. Time to achieve training suboptimality 10−3 as a function of
H for implementations (A)-(E) profiled in Figure 7.1. © 2017, IEEE
pySpark implementation (B) is achieved for H = 0.2, i.e., every worker performs 0.2nk coordinate updates in every round. However, for the accelerated pySpark implementation (D) the
optimal value of H is more than 25× larger because the computational cost is significantly reduced relative to the vanilla pySpark implementation (see Figure 7.1). Hence, if the algorithm
was not adapted when replacing the local solver by C++ modules, the gain observed would be
only 15× instead of 75×. Further, comparing implementation (D) to the MPI implementation
(E) for which the computation cost is the same but communication is much cheaper, we see that
adapting H in order to communicate more frequently is beneficial. While the overheads are less
significant, the same reasoning applies for the Scala implementations. These results emphasize
the need for flexible algorithms and demonstrate the large degree of improvement an algorithm
developer can expect when tuning the respective hyper-parameters.

(A) Spark
(B) Spark + C
(C) pySpark
(D) pySpark + C
(E) MPI

τ1 [s]

τ2 [s]

τ1 /τ2

H∗

82.2
20.8
143.2
186.5
0.99

310
60.7
740
53.7
42.7

0.265
0.343
0.193
3.473
0.023

1
2
0.3
5
0.2

Table 7.1.: Implementation Specifications.
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7.2.5 O PTIMAL A LGORITHM C ONFIGURATION
Let us recall the performance model for the runtime of an iterative distributed algorithm introduced in (7.4). Thus, if we knew Nε we could use this model to derive an estimate for
the optimal value for H ? in different settings. We found that for our experimental setting the
function Nε (H) can accurately be modelled by
Nε (H) =

a
+ b,
H

(7.5)

where a, b ∈ R are constants. Plugging this into (7.4) and solving for the optimal value of H
minimizing the expected runtime yields
H? = c

p

τ1 /τ2

(7.6)

for some constant c ∈ R. Thus, the optimal value H ? is proportional to the square-root of
the ratio between communication and computation cost. In Figure 7.3 we demonstrate that this
theoretical estimate precisely agrees with the measurements from Figure 7.2. Thus, if we would
develop a new implementation of C O C OA we could measure the values τ1 , τ2 in a pre-training
phase and derive a good estimate for the optimal hyper-parameter H from (7.6). However, let us
emphasize that this model is specific to our experimental setting and may not generally apply to
arbitrary datasets and algorithms. It would be an interesting research question to derive a more
general formulation Nε (H) for how the convergence depends on H.
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Figure 7.3.: Trading-off communication vs. computation. The optimal value of H as a function

the ratio τ1 /τ2 of communication time and normalized computation time. Markers illustrate
the values obtain from our experiments in Figure 7.2 and the dashed line represents our model
(7.6).© 2017, IEEE
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7.3 H IERARCHICAL C OMMUNICATION PATTERN
In this section we propose a hierarchical version of the popular C O C OA method that enables a
new level of adaptivity of the algorithm to non-uniform interconnects across different levels of
hierarchical systems. In such systems the communication bandwidth between different nodes
in close vicinity is usually higher than the communication bandwidth between nodes located
further apart, as illustrated in Figure 7.4.
worker group

worker group
worker

worker

worker

worker
worker

worker

Figure 7.4.: Illustration of non-uniform communication bandwidth, thick arrows indicate fast

interconnects while thin arrows indicate slow interconnects.
One example of such a scenario is a distributed system spread across the globe where the bandwidth between servers located in the same data center is typically much higher than the bandwidth between servers located on different continents. A different example is a distributed system consisting of multiple servers where each server has multiple GPUs attached; here GPUs
located in the same physical node can benefit from fast interconnect while communication between servers over the network can be orders of magnitude slower. Let us assume we have
K1 groups of workers composed of K2 workers each. Then, in the standard C O C OA setting
the work would be partitioned across the K = K1 K2 different workers by defining K local
subproblems and assigning one subproblem to each worker. This, however, requires synchronization of the shared vector v across all workers in each communication round of the algorithm.
Thus, performance is limited by the slowest interconnect link. To avoid this and take advantage
of potentially faster interconnects within groups of workers to better utilize compute resources,
we propose a hierarchical, nested version of the C O C OA method. Our hierarchical approach
offers the possibility to perform multiple inner communication rounds within distinct worker
groups within one outer communication round across groups.
Data Partitioning. We assume the data is partitioned into K1 distinct partitions as described
1
in (7.1) indexed by {Ik }K
k=1 . Each of these partitions is again split into K2 disjoint partitions,
K1
2
giving rise to K1 K2 partitions {{Ik,` }K
`=1 }k=1 .

T HE C OMMUNICATION B OTTLENECK IN D ISTRIBUTED L EARNING | 71

Algorithm 7: Hierarchical Distributed Framework
1:

2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

Input: Data matrix A distributed column-wise across K1 worker groups with K2 workers
K1
2
each according to a partitioning {{Ik,` }K
`=1 }k=1 , where Ik,` are disjoint index sets ∀`, k.
Model parameters σ1 , σ2 for the local subproblems (7.7).
Number of inner communication rounds T2 .
Model vector α ∈ Rn and shared vectors v, v2 ∈ Rd .
Starting point α := 0, v := 0.
for t1 = 0, 1, 2, . . . do
for k ∈ {1, 2, . . . , K1 } in parallel across worker groups do
v2 = 0
for t2 = 0, 1, 2, . . . T2 − 1 do
for ` ∈ {1, 2, . . . , K2 } in parallel across workers do
(k,`)
∆α[k,`] ← θ-approx. solution to min∆α[k,`] Mσ1 ,σ2 (∆α[k,`] ; α[k,`] , v, v2 )
update local model parameters α[k,`] := α[k,`] + ∆α[k,`]
(`)
return updates to shared state ∆v2 := A∆α[k,`]
end for
P 2
(`)
reduce v2 := v2 + K
`=1 ∆v2
end for
return updates to shared state ∆v(k) = v2
end for
P 1
(k)
reduce v := v + K
k=1 ∆v
end for

7.3.1 DATA -L OCAL S UBPROBLEMS
The local subproblems M(k) in C O C OA for each worker k ∈ [K] have been defined in (7.2).
For our nested algorithm we apply this separable approximation recursively to the respective
subproblem. For worker ` in group k this yields a subproblem of the form
arg min M(k,`)
σ1 ,σ2 (∆α[k,`] ; α[k,`] , v, v2 ),

(7.7)

∆α[k,`]

(k,`)

where we refer to Appendix A.7.1 for an explicit statement of the local subproblems Mσ1 ,σ2 .
Our hierarchical procedure is described in Algorithm 7.

7.3.2 C ONVERGENCE A NALYSIS
To give convergence guarantees for our hierarchical scheme presented in Algorithm 7 we combine the convergence rates of C O C OA from Smith et al. (2018) with tight convergence guarantees of C O C OA applied to the inner level optimization which we derived by exploiting the
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quadratic structure of the subproblem objective. That is, we can show that this inner optimization task (7.2) can be solved in a distributed manner using C O C OA across K2 workers with a
linear rate of convergence, i.e.,
(0)

(t )

εM2(k) ≤ (1 − η)t2 εM(k)

(7.8)

for some η ∈ (0, 1) specified in Appendix A.7.1. Hence, after T2 inner iterations of C O C OA the
local subproblem M(k) is solved with relative accuracy θ = (1 − η)T2 according to Definition 8.
Plugging this into the convergence result of C O C OA derived by Smith et al. (2018, Theorem 2,
Theorem 3) we get the following convergence results for our hierarchical C O C OA scheme. We
refer the reader to Appendix A.7.2 for detailed proofs.
Theorem 14. Consider Algorithm 7 applied to (Â) with subproblem parameters
σ1 = K1 and σ2 = K2 . Let f be γ-smooth and gi be general convex functions with
L-bounded support. Then, after T1 outer iterations with T2 inner iterations each we
can bound the suboptimality ε := D(α) − minα D(α) as



E [ε] ≤ 

4L2 K1 γcA


1 − 1 − (1 −

θ) K12

 1
T2 
T1

(7.9)

where cA := kAk2 .
For the case where gi are strongly-convex we can get a faster linear rate, given in Theorem 15
below.
Theorem 15. Consider Algorithm 7 applied to (Â) with subproblem parameters
σ1 = K1 and σ2 = K2 . Let f be γ-smooth and gi µ-strongly convex functions.
Then, after T1 outer iterations with T2 inner iterations each we can bound the suboptimality ε := D(α) − minα D(α) as
!T1

T2 #
K1 γcA + µ
µ
1 − 1 − 1 − (1 − θ)
ε(0) (7.10)
K1 K2 γcA + µ
µ + K1 γcA
"

E [ε] ≤

where cA := kAk2 .
Note that for the special case where we choose to only perform a single update in the inner
level, i.e., T2 = 1, we recover the classical C O C OA method and the convergence results of
Smith et al. (2018, Theorem 2, Theorem 3) with K = K1 K2 workers.
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7.3.3 O PTIMAL A LGORITHM C ONFIGURATION
Assume we want to achieve the best accuracy within a fixed time budget. Then, there is an
optimal value for T2 depending on the interconnect bandwidth and the compute power of the
individual nodes. Let us assume there is a delay c1 associated with communicating the shared
vector v between workers of different groups and a delay c2 with communicating v2 between
workers of the same group. Then, for a given time budget C, the optimal algorithm configuration can be obtained by optimizing the right-hand side of (7.9), (7.10) respectively, for T1 , T2
under a cost constraint
T1 T2 ccomp + T1 c1 + T1 T2 c2 ≤ C
where ccomp denotes the cost of computing a θ-approximate solution on the subtasks in Step 7
of Algorithm 7.

7.3.4 E XPERIMENTAL E VALUATION
In this section we evaluate the gain that can be achieved by introducing the additional second
level of communication to the C O C OA algorithm. For this purpose we have chosen two implementations of C O C OA from Section 7.2.1, namely the pySpark+C implementation (D) and the
MPI implementation (E), and extended them to support an additional inner level of communication rounds. Our experiments are run on the same infrastructure and dataset as used in the
previous section, see Section 7.3. We use two nodes of our cluster and simulate four workers on
each node. Thus, the costs c1 of the first level of communication rounds across the two nodes,
as well as the computation cost ccomp , are determined by the respective implementation and can
be read from Figure 7.1. For both implementations we know the optimal value for H for the
classical C O C OA scheme with 8 workers from Figure 7.2 which are H ? = 5 and H ? = 0.2,
respectively. Thus, to achieve a fair comparison we use these values of H and investigate the
gain that can be achieved by introducing additional inner communication rounds. The cost of an
inner communication round is simulated to illustrate different interconnect configurations. The
results are shown in Figure 7.5 where we plot the expected runtime with increasing number of
inner communication rounds g for different costs associated with them. We make the following
observations:
• On top of the gain achieved by tuning H and optimizing the one-level setting, we can
further improve significantly by adding a second level of communication rounds for both
implementations. Note that we did not tune H explicitly for the two-level scheme.
• The values of H ? are very different for the two implementations. As a consequence,
we see that the MPI implementation, where the optimal H is much smaller than for the
pySpark implementation and thus frequent communication is performed even by the single level-scheme, the additional gain of adding an inner level of communication is much
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Figure 7.5.: Performance of the hierarchical C O C OA scheme from Algorithm 7 for different

trade-offs (c1 , c2 , ccomp ). The cost c1 and ccomp are given by the respective implementation. The
different colors illustrate different costs c2 , associated with a inner communication round.
smaller. But still, for MPI where H = 0.2 we can reduce the run time by 30% when
adding inner iterations. For pySpark, where H = 5, we can achieve a significant gain of
more than 4×.
• The different curves in Figure 7.5 correspond to different interconnect configurations. Let
us give a practical example: assume the two worker groups are two nodes in a cluster with
4 GPUs attached to each node. Let us consider a 10Gbit Ethernet network, as we have it
in our cluster, and assume the GPUs are connected via PCIe Gen3 which has a bandwidth
∼ 10GB/s. Thus, the communication of the shared vector v2 (1MB) among GPUs takes
c2 = 0.1ms. Comparing this to the overheads measured in Figure 7.1 which are c1 = 1ms
for MPI and c1 = 1.865s for pySpark these scenarios would be reflected by the curves
c1 /c2 = 10 for MPI and c1 /c2 = 104 for pySpark. While this is a realistic example, the
discrepancy between interconnects could even be much larger in practical deployments,
e.g., in a shared public cloud, or if GPUs are connected using a faster interconnect such
as NVLink.

7.4 S UMMARY
In the first part of this chapter we have demonstrated that communication can be a critical
bottleneck in distributed learning applications. We have highlighted the diversity of practical
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environments which can have a large impact on the optimal algorithm configuration. The two
main take-aways from this study are:
1. As an algorithm designer it is very important to design flexible algorithms that can adapt to
various system characteristics so they can efficiently be deployed in various applications.
2. As a user you can expect very large gains by tuning parameters of the algorithm to the
respective system, framework or implementation being used.
In the second part of this chapter we have proposed a novel hierarchical optimization framework that can take advantage of non-uniform interconnects between nodes on different levels of
hierarchical systems. Such a scheme, for example, can enable the efficient training on multiple
GPU accelerators spread across different nodes in a public cloud environment. Note that we
have presented our hierarchical scheme in a two-level setting, however, it would be straightforward to extend our approach, including the convergence results, to a multi-level scheme applied
to, e.g., a data center – rack – server – socket – GPU setting.
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CHAPTER

8

A N A DAPTIVE , D ISTRIBUTED
S ECOND -O RDER M ETHOD
In this chapter we propose our own approach for communication-efficient training of machine
learning models across multiple nodes in a cluster. Our distributed algorithm can be considered
as an extension to the popular C O C OA method by Smith et al. (2018); it augments C O C OA
with local second-order information to improve convergence while preserving the flexibility
and communication-efficiency of the original method.

8.1 BACKGROUND
We have emphasized in the previous chapter that communication can be a severe bottleneck for
distributed learning algorithms. In this chapter we advocate the use of second-order methods in
order to improve the communication-efficiency of distributed algorithms.
Second-Order Methods. Second-order methods benefit from faster rates of convergence compared to their first-order (gradient-based) counterparts, and hence require less communication
rounds to achieve the same accuracy. However, second-order methods have a significant drawback that impedes their wide adoption: the necessity to compute and store, and potentially
communicate, a large Hessian matrix. Exact methods are therefore elusive for large datasets
and one has to resort to approximate methods. In this chapter we propose a method where every
worker uses local Hessian information only (i.e., with respect to the local parameters on that
worker) and does not require any second-order information to be communicated. Conceptually,
this approach relies on approximating the full Hessian matrix with a block-diagonal version
which is similar to previous approaches by Hsieh et al. (2016); Lee and Chang (2018); Lee and
This chapter is based on the ICML conference paper, A Distributed Second-Order Algorithm You Can Trust, by
Dünner, Lucchi, Gargiani, Bian, Hofmann, and Jaggi (2018a).
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Wright (2018). However, in order to guarantee convergence, previous approaches need to be
combined with an expensive line-search procedure to guarantee sufficient function decrease. In
our work we take a different avenue and borrow ideas from trust-region methods in order to
provide global convergence guarantees.
Trust-region methods. The idea of trust-region methods is to use a simple surrogate model to
locally approximate the objective function within a region around the current iterate. The size
of the trust region is expanded or contracted according to the fitness of the surrogate model to
the true objective. For efficiency reasons, the surrogate model is often a quadratic model such
as suggested by Conn et al. (2000) or Karimireddy et al. (2018), but cubic models are also used,
e.g., by Nesterov and Polyak (2006). Though trust-region methods have been extensively used
in a single-machine setting, to the best of our knowledge, we are the first to apply a trust-regionlike approach in a distributed setting.

8.2 M ETHOD D ESCRIPTION
Our proposed second-order method is iterative and based on an adaptive block-separable auxiliary model to the objective (Â). This separable model defines local subtasks for each worker
that can be operated on in parallel and are based on locally available data only. In order to guarantee convergence we build on ideas from trust-region methods by Cartis et al. (2011) to define
a strategy for dynamically adapting the separable surrogate model to account for modelling
errors.

8.2.1 B LOCK -S EPARABLE AUXILIARY M ODEL
At each step of our algorithm, we optimize a block-separable auxiliary model that acts as a
surrogate for the objective (Â). The separability of the auxiliary model is aligned with the partitioning of the training data and thus, it can be operated on in parallel by the different workers.
In every iteration of our algorithm, we consider the following auxiliary model replacing (Â):
Mσ (∆α; α) := fˆ(Aα, A∆α) +

X

gi (αi + ∆αi ),

(8.1)

i

where fˆ(Aα, A∆α) is a second-order approximation of the data-dependent term in (Â), i.e.,
σ
fˆ(Aα, A∆α) := f (Aα) + ∇f (Aα)> A∆α + ∆α> H̃(α)∆α.
2

(8.2)

The parameter σ ∈ R+ is introduced to enable adaptivity of the auxiliary model; its role will
be detailed in Section 8.2.3. Let us first discuss (8.2) for two special cases:
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• We consider the case where H̃(α) is chosen to be the Hessian matrix ∇2α f (Aα). Then,
the auxiliary model (8.1) with σ = 1 corresponds to a classical second-order approximation of the function f . While this provides a powerful model, this choice of H̃(α) is
not feasible in a distributed, data-parallel setting because the computation of the Hessian
matrix requires access to the entire data matrix.
• A different approach tailored to the distributed setting is C O C OA proposed by Smith et al.
(2018) and discussed in the previous chapter. They choose H̃(α) = H̃ independently of
the model vector α as a block diagonal version of A> IA so that (8.2), for an appropriate
choice of σ, provides a global upper bound on f by smoothness. While this approach is
suitable for a data-parallel setting (7.1), it does not exploit any second-order information
of the model which negatively impacts its convergence.
Our goal is to exploit second-order information while preserving the applicability in a distributed environment. We suggest choosing H̃(α) to be a block diagonal approximation to the
Hessian matrix ∇2α f (Aα) aligned with the partitioning of the model parameters, such that
X
(8.3)
∆α> H̃(α)∆α =
∆α[k] > H̃(α)∆α[k] .
k

For simplicity we use the notation u[k] instead of u[Ik ] to denote the vector u with only non-zero
coordinates for i ∈ Ik . As a consequence of (8.3) the model presented in (8.1) splits over the
K partitions, i.e.,
X
M(k)
(8.4)
Mσ (∆α; α) =
σ (∆α[k] ; α[k] , v),
k

(k)
subproblem Mσ

where each
only requires access to the local data indexed by Ik , the respective
coordinates of the model α, as well as the shared information v := Aα:
M(k)
σ (∆α[k] ; α[k] , v) :=

1
σ
f (v) + ∇f (v)> A∆α[k] + ∆α[k] > H̃(α)∆α[k]
KX
2
+
gi ((α[k] + ∆α[k] )i ).
i∈Ik

(8.5)

Hence, in a distributed setting, each worker is assigned the subproblem corresponding to its
partition. These individual subproblems can be optimized independently and in parallel across
the different workers. We note that this requires access to the shared information v similar to
the C O C OA method; we will explain how this can be achieved in the next section. A significant
benefit of this model is that it is based on local second-order information and does not require
sending gradients and Hessian matrices to the master node, which would incur a significant cost
in terms of communication.

8.2.2 A LGORITHM P ROCEDURE
The pseudo-code of our proposed Adaptive Distributed Newton Method, denoted ADN, is summarized in Algorithm 8 and the four-stage iterative procedure is illustrated in Figure 8.1. We
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Figure 8.1.: Four-stage algorithmic procedure of ADN; Every worker only has access to its

local partition of the data matrix and the respective block of the Hessian matrix. Arrows indicate
the (synchronous) communication per round.
focus on a master-worker setting in this thesis, but our algorithm could similarly be applied
in a non-centralized fashion. Specifically, in every round, each worker k works on its local
subproblem (8.5) to find an update ∆α[k] to its local parameters of the model (stage 1). Then,
each worker communicates the respective update to the shared vector, ∆vk , to the master node
(stage 2), which aggregates the updates, decides whether to apply them or not, and determines
a new σt+1 for the next iteration (stage 3). Finally, the master node broadcasts the new model
together with σt+1 to every worker (stage 4) for the next round.
The computation of the model update ∆α[k] on every worker (stage 2) can be done using
any arbitrary local solver, depending on user preference or the available hardware resources.
As in Smith et al. (2018), the amount of computation time spent in the local solver is a tunable
hyper-parameter. This allows the algorithm to be optimally adjusted according to the relative
costs of communication vs. computation of a given system. To reflect this flexibility in our
theory we will assume that the local subproblems (8.5) are not necessarily optimized exactly
but θ-approximately according to Definition 8.

8.2.3 A DAPTIVE AUXILIARY M ODEL
A key feature in our adaptive approach presented in Algorithm 8 is the possibility for adapting
the surrogate model over iterations to enable dynamic adjustments to modelling errors. For this
purpose we have introduced the parameter σ in the local model (8.5). We will establish that this
σ parameter has a central role for the convergence and the practical performance of our method.
Therefore we need an efficient way to choose and update this parameter in an adaptive manner.
Here we suggest updating σ at each iteration of the algorithm using an update rule inspired
by trust-region methods (Cartis et al., 2011), where σ acts as the reciprocal of the trust-region
radius. That is, in every step the misfit of the model is evaluated by comparing the function
D ISTRIBUTED L EARNING F RAMEWORK | 80

Algorithm 8: Adaptive Distributed Newton Method (ADN)
1:
2:
3:
4:
5:
6:
7:
8:

Input: α0 ∈ Rn and σ0 > 0, ξ ∈ (0, 1) and θ ∈ [0, 1)
for t = 0, 1, . . . , until convergence do
for k ∈ [K] in parallel do
(k)
(t)
Obtain ∆α[k] by minimizing Mσt (∆α[k] ; α[k] , v(t) ) θ-approximately
return update to shared vector ∆vk = A∆α[k]
end for
P
Reduce and broadcast ∆v = k ∆vk
Evaluate (distributed over workers)
κt :=

9:
10:

D(α(t) ) − D(α(t) + ∆α)
D(α(t) ) − Mσt (∆α; α(t) )

for k ∈ [K] do
(t+1)
(t)
if κt ≥ ξ : α[k] = α[k] + ∆α[k] and v(t+1) = v(t) + ∆v
(t+1)
α[k]

(t)
α[k] +∆α[k]

if κt < ξ :
=
12:
end for
13:
Adapt model by updating σt → σt+1
14: end for
11:

and v

(t+1)

(t)

= v +∆v

(8.6)

(successful)
(unsuccessful)

decrease to the model decrease as quantified by
κt :=

D(α(t) ) − D(α(t) + ∆α)
,
D(α(t) ) − Mσt (∆α; α(t) )

(8.7)

and then σ is adapted based on the value of κt . Thus, the role of the σ parameter introduced in
(8.1) is to account for the loss of information that arises by enforcing the approximate Hessian
matrix of f to have a block diagonal structure. The better the approximation, the closer to 1 κt
will be and the less correction through σ is needed. However, if the Hessian approximation at
the current iterate is unreliable, the model should be adapted accordingly; σ should be decreased
for the next iteration if the model over-estimates the objective and increased if it under-estimates
the objective. This can be thought of as adjusting the trust in the current approximation of the
Hessian. Our strategy is described in Algorithm 9.

Algorithm 9: Update Auxiliary Model

Input: σt , κt , ζ > 1, ζ1 > ξ, η

2: Set

1


 η σt
σt+1 :=
σt



ησt
1:

>1
if κt > ζ
if ζ ≥ κt ≥
if

1
ζ

1
ζ

(8.8)

> κt
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8.2.4 C OMMUNICATION -E FFICIENT F UNCTION E VALUATION
Let us discuss how the quantity κt in Step 9 of Algorithm 8 can be evaluated efficiently without
central access to the model α. Therefore, we consider the individual terms in (8.7) separately:
a) The cost D(α) is known from the previous iteration and can be stored in memory. b) The
P
cost at the new iterate D(α + ∆α) = f (A(α + ∆α)) + i gi ((α + ∆α)i ) is composed of
P
two terms, where the first term can be computed on the master locally as f (v + k ∆vk )
and the second term needs to be computed in a distributed fashion; every node computes
P
g(k) :=
i∈Ik gi ((α[k] + ∆α[k] )i ) based on its local model parameters and sends the resulting value to the master node, which adds the overall sum to the first term, completing the
evaluation of the new objective value. c) The model cost Mσt (∆α; α) is computed similarly;
(k)
every node independently evaluates Mσt (∆α[k] ; α[k] , v) and then shares the result. Note that
the computation of κt is equally computationally expensive than performing one single step of
line-search. It requires one pass through the local data on every node.

8.3 C ONVERGENCE A NALYSIS
The strategy to adapt the surrogate model through σ over iterations, as presented in Algorithm 9,
enables us to provide strong convergence guarantees for Algorithm 8. To establish convergence
rates we proceed in two steps: first, we build on our primal-dual framework from Chapter 3
to establish convergence of Algorithm 8 in the number of successful iterations for which κt ≥
ξ > 0. Then, in a second step, we show that the number of non-successful iterations is bounded
given the update strategy presented in Algorithm 9. To achieve this we borrow techniques
from trust-region methods by Cartis et al. (2011) to show that under the assumption that the
sequence {σt } is bounded above by σsup the total number of iterations is at most twice the
number of successful iterations plus some penalty term for potentially bad initialization of σ. In
Appendix A.8.3 we explicitly derive such a bound σsup for two scenarios. For proof details we
refer to Appendix A.8. In the following we state our two main convergence results:
Theorem 16 (non-strongly convex gi ). Let f be γ-smooth and gi be convex functions. Assume the sequence {σt }t≥0 is bounded by σsup . Then, Algorithm 8 reaches
a suboptimality D(α(t) ) − D(α? ) ≤ ε within a total number of
σ  2
1
sup
log
+ C1 σsup
log(η)
σ0
ε
iterations, where C1 > 0 is a constant defined as C1 :=
(t)

0 are such that |αi | < L
suboptimality.

(8.9)
2(4γL2 R2 +ε0 )
ξ(1−θ)

where L, R >

∀i, t ≥ 0 and kA:,i k < R ∀i, and ε0 is the initial
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For the special case where gi are strongly-convex, Algorithm 8 achieves a faster, linear rate of
convergence as described in the following theorem.
Theorem 17 (strongly-convex gi ). Let f be γ-smooth and gi µ-strongly convex.
Assume the sequence {σt }t≥0 is bounded by σsup . Then, Algorithm 8 reaches a
suboptimality D(α(t) ) − D(α? ) ≤ ε within a total number of


ε 
σsup
1
2
0
log
log
+
−1
log(η)
σ0
ε
log(C2 )
iterations, where C2 ∈ (0, 1) is a constant defined as C2 := 1 − ξ(1 − θ) cA γσµsup +µ
with cA = maxk kA[k] k2 and ε0 measures the initial suboptimality.
Note that for strongly-convex functions gi , similar global rates of convergence to the one derived in Theorem 17 are obtained by existing distributed second-order methods such as Lee
and Chang (2018); Lee and Wright (2018); Hsieh et al. (2016); Wang et al. (2017); Zhang and
Lin (2015a). The approaches by Lee and Chang (2018); Lee and Wright (2018) and Hsieh
et al. (2016) rely on a line-search approach to establish global linear convergence guarantees
for strongly convex functions. Zhang and Lin (2015a) propose an inexact damped Newton
method using conjugate gradient steps and achieve a linear rate of convergence for the class
of self-concordant functions. Wang et al. (2017) were able to show a local linear-quadratic
convergence rate, but this requires the local subproblems to be solved to high accuracy in each
iteration, which is often prohibitive for large-scale datasets. For the more general case where
gi are non-strongly convex functions, including applications such as L1 -regularized logistic
regression or lasso, we are not aware of any result similar to Theorem 16 for distributed secondorder methods. Existing second-order methods for distributed L1 -regularized problems such as
by Andrew and Gao (2007) come without convergence guarantees.

8.4 E XPERIMENTAL E VALUATION
We devote the first part of this section to analyzing and understanding the properties of our
adaptive scheme. Therefore we use a medium scale dataset. In the second part we evaluate
the performance of ADN for distributed training on four large-scale benchmark datasets and
compare it to three representative state-of-the-art distributed solvers for training a logistic regression model regularized with L1 and L2 regularization. All algorithms presented in this
section are implemented in C++, they are optimized for sparse data structures and use MPI to
handle communication between workers. If not stated otherwise, we use K = 8 workers for
our experiments.
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Figure 8.2.: Robustness to initialization: Training the dual logistic regression model on a sub-

sample of the criteo dataset for different σ0 with η = 1.1, ζ = 1.1 and ξ = 0.

8.4.1 A LGORITHM P ROPERTIES
To first investigate the properties of our algorithm and study the sensitivity to parameter choices,
we use the dataset released by Criteo Labs (2014) as part of their Kaggle competition, referred
to as criteo-kaggle. It composes of 45’840’617 examples and 1’000’000 features.
1.) Robustness to Initialization. In Figure 8.2 we demonstrate that ADN is robust to the
initialization of σ. We see that our adaptive scheme dynamically finds an appropriate
value of σt , independently of the initialization. Such self-tuning properties of machine
learning algorithms are increasingly important for practical applicability, given the wide
dissemination of machine learning models to diverse fields.
2.) Parameter-Free Update Strategy. In addition to σ0 there are three more parameters introduced in our strategy for adapting σt as described in Algorithm 9 – namely ζ, η and
ξ. The most natural choice for ξ is a small positive value, as we do not want to discard updates that would lead to a function decrease. The convergence of Algorithm 8 is
guaranteed for any choice of ζ, η > 1, and we found empirically that the performance is
not very sensitive to the choice of these parameters. Also, the optimal values are robust
across different datasets (as a reference point, η = ζ ≈ 1.2 is generally a good choice).
However, to completely eliminate these parameters from the algorithm we suggest the
following practical parameter-free update schedule:
σt+1



f (A(α(t) +∆α)) − f (Aα(t) ) + ∇f (Aα(t) )> A∆α
:=

 σt .
fˆ(Aα(t) , A∆α) − f (Aα(t) ) + ∇f (Aα(t) )> A∆α

(8.10)
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Figure 8.3.: Comparison of using an adaptive approach for σ vs. using a fixed safe value for
σ for different numbers of workers (K). Training L2 logistic regression on a subsample of the
criteo dataset.

This scheme is not only parameter-free, but it also adapts σ proportionally to the misfit
of the block-separable Hessian approximation. Note that for this scheme to meet the
required conditions of convergence presented in Section 8.3, we need to ensure that σ is
increased if κt > 1 and decrease if κt < 1 which is guaranteed by (8.10). Thus, if the
sequence {σt } is bounded by σsup and the algorithm is initialized at a value σ0 < σsup
this scheme is guaranteed to converge. Note that the evaluation of the scaling factor in
(8.10) does not add any additional computation to the evaluation of κt . Thus, due to
the efficiency and the appealing property of not requiring any tuning we will use this
strategy for the following experiments.
3.) Gain of Adaptive Strategy. In this section we investigate the benefits of using an adaptive
σ as opposed to a static one. We focus on a dual L2 -regularized logistic regression model
where f is a quadratic function and thus, its Hessian corresponds to a scaled identity
matrix. This allows us to study the effect of adaptivity in isolation. It also allows us to
compare to a reference model with σ = K which comes with convergence guarantees,
see Smith et al. (2018). In Figure 8.3 we compare the two approaches and observe
that with an increasing number of workers, the gains provided by the adaptive approach
increase. This comes from the fact that, the more workers we have, the less accurate the
block diagonal approximation in the auxiliary model (8.5) is, and thus it is increasingly
difficult to establish a safe fixed value for σ that covers any partitioning of the data in an
ad-hoc fashion. Note that the adaptive strategy does not only improve over the safe fixed
value of σ as shown in Figure 8.3, but it also enables convergence for objectives to be
guaranteed where no tight practical bound is known.
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8.4.2 P ERFORMANCE E VALUATION OF ADN
In this section we analyze the performance of ADN for training a Logistic Regression model
on multiple large-scale datasets and compare it to different state-of-the-art distributed reference
methods. In the first set of experiments, we will consider L1 -regularized logistic regression,
where – to the best of our knowledge – the only existing baselines that come with convergence
guarantees are C O C OA Smith et al. (2018) and slower mini-batch proximal SGD. In a second
set of experiments we focus on L2 regularization, which results in a strongly convex objective
function and enables the application of a broad rang of existing methods.
Baselines. 1) We compare our approach to Giant as a representative scheme for the class of
approximate Newton methods. This approach was shown by Wang et al. (2017)
to achieve competitive performance to other similar algorithms such as DANE by
Shamir et al. (2014) or DiSCO by Zhang and Lin (2015a). The main difference
between these methods and ours is that they build updates based on a local approximation of the full Hessian matrix, whereas we work with exact blocks of the full
Hessian matrix. In order to establish a fair comparison, we re-implemented Giant
using MPI while following the open source implementation provided by the authors1 . We use conjugate gradient descent as a local solver and implemented the
suggested backtracking line-search approach to determine the stepsize.
2) Our second baseline is the approach presented in Lee and Chang (2018) which
is similar to ADN as it builds on the same block diagonal approximation of the
Hessian matrix. However, it uses a fixed model and relies on a backtracking line
search approach to achieve convergence. We will refer to this reference scheme as
LS in our experiments.
3) The third baseline is C O C OA which approximates the Hessian ∇2 f (.) by a scaled
identity matrix using the smoothness property of f . Their quadratic model is fixed
and performs well if f is indeed a quadratic function such as the least squares loss
or the dual of the L2 regularizer. However, we will see that this is not a good model
for the logistic loss function.

L1 Regularization. In our first set of experiments we train an L1 -regularized logistic regression
classifier on four different publicly available datasets (details can be found in Table B.1 in Appendix B). In Figure 8.4 we compare C O C OA and LS to ADN, all applied as a primal solver to
the L1 problem. The results show significant gains of ADN over C O C OA. This can be attributed
to the additional second-order information incorporated in the ADN subproblems. ADN comes
1

https://github.com/wangshusen/SparkGiant
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Figure 8.4.: Performance comparison of different primal solvers for L1 -regularized Logistic

Regression on four different datasets.

with additional overheads of evaluating and adapting the subproblems in comparison to C O C OA, but this seems to be negligible compared to the gains achieved in convergence. The
performance of LS is similar or slightly worse than our approach, depending on the dataset.
However, as shown in Figure 8.4c, LS can be unstable since the line-search approach used
in Lee and Chang (2018) does not come with any theoretical guarantees for functions that are
not strongly-convex.
L2 Regularization. For L2 -regularized logistic regression, C O C OA, ADN and LS implement a
dual solver. The performance results are presented in Figure 8.5. We show the dual suboptimality for these three dual solvers and also the respective primal suboptimality for comparison
to the Giant algorithm. Our first observation is that the C O C OA method is more competitive
compared to the other schemes as opposed to the L1 case. This is because a dual solver is used
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Figure 8.5.: Performance comparison for L2 -regularized logistic regression on the url dataset

(top) and on the criteo dataset (bottom).
for which f is a quadratic function and thus the block diagonal approximation of the Hessian
matrix used by C O C OA is identical to the one used by ADN. All the more, the gain of ADN
over C O C OA for this application is remarkable. It demonstrates that the additional cost for
performing function evaluations in order to adapt the model can be compensated by the convergence gains achieved through adaptivity. Finally, for very high accuracy solutions (< 10−6 ), a
solver that uses the full Hessian should be preferred if affordable.

8.5 S UMMARY
We have proposed ADN, a novel algorithm for distributed training of GLMs. Our method is
based on a block-separable approximation to the Hessian matrix which makes the optimization
task easily parallelizable. Each worker can work on its own local model and communication efficiency is achieved by avoiding the communication of an expensive Hessian matrix and only reD ISTRIBUTED L EARNING F RAMEWORK | 88

quiring minimal information to be exchanged between workers. A unique feature of our method
is the adaptivity based on feedback from the previous iteration; the surrogate model is changed
based on how well it was able to model the objective. The implemented adaptation strategy is
inspired by trust-region methods and allows us to provide convergence guarantees for general
convex functions. For the special case of strongly-convex functions we can recover convergence
results derived by existing second-order methods. From a practical side, we have proposed a
parameter-free adaptation scheme and experimentally demonstrated the superiority of our approach compared to state-of-the art first and second-order methods across several large-scale
benchmark datasets for the task of logistic regression. Importantly, our method is flexible in the
sense that an arbitrary solver can be used to perform the local optimization tasks. This enables
the application of our innovations from Chapter 5 and Chapter 6 to accelerate the individual
subtasks as part of our distributed method. Furthermore, ADN can also be augmented with an
additional inner level of C O C OA or ADN to implement a hierarchical optimization framework.
This approach would allow us to benefit of the improved convergence of ADN, and, at the same
time, take advantage of the adaptivity to non-uniform interconnects proposed for the C O C OA
scheme in Section 7.3. We will discuss how these building blocks can be combined in the next,
final chapter of this thesis.
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CHAPTER

9

S NAP ML:
A H IERARCHICAL F RAMEWORK
FOR T RAINING GLM S
In this chapter we describe a new software framework for training generalized linear models
(GLMs). We name it Snap Machine Learning (Snap ML) because it enables the training of
machine learning models in a snap. Our framework is built on the different building blocks
devised in the context of this thesis to enable effective GPU acceleration for training of GLMs
in both single-node and multi-node environments. In the following we will describe the architecture of Snap ML, explain how effective GPU acceleration is achieved at large scale and
discuss several implementation challenges that come with the deployment of such a framework
in production. Finally, we demonstrate the superior performance of Snap ML compared to existing general-purpose frameworks on the task of training a logistic regression classifier on a
tera-byte benchmark dataset. Snap ML1 has been productized and is available as part of the
IBM analytics offerings through Power AI since June 2018 (IBM, 2018).

9.1 BACKGROUND
There is a high demand from industry as well as research for fast, scalable, and resource-savvy
machine learning frameworks. One reason is the ever increasing availability of large amounts
of data that makes the training of even relatively simple models prohibitively time consuming.
This can be a major obstacle for research productivity but also for the deployment of large-scale
models in industry. But it is not only these large-scale applications where training time can
This Chapter is based on the NeurIPS conference paper, Snap ML: A Hierarchical Framework for Machine Learning, by Dünner, Parnell, Sarigiannis, Ioannou, Anghel, Ravi, Kandasamy, and Pozidis (2018b).
1
https://www.zurich.ibm.com/snapml/
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become a bottleneck; for example in real-time or close-to-real-time applications, one’s ability
to react to events as they happen and adapt models accordingly can be critical even when the
data itself is relatively small. Also, a growing number of small and medium enterprises rely on
machine learning as part of their everyday business. Such companies often lack the on-premises
infrastructure required to perform the compute-intensive workloads that are characteristic of the
field. As a result, they may turn to cloud providers in order to gain access to such resources.
Cloud resources are typically billed by the hour and thus the time required to train machine
learning models is directly related to outgoing costs. For such an enterprise cloud user, the
ability to use resources more effectively and train models faster can have an immediate effect
on their profit margin.
Today there is an abundance of general-purpose environments, offering a broad class of functions for machine learning model training, inference, and data manipulation. In the following
we will list some of the most prominent and broadly-used ones along with certain advantages
and limitations.
scikit-learn (Pedregosa et al., 2011) is an open-source module for machine learning in Python.
It is widely used due to its user-friendly interface, comprehensive documentation and the wide
range of functionality that it offers. While scikit-learn does not natively provide GPU support,
it can call lower-level native C++ libraries such as LIBLINEAR to achieve high-performance.
A key limitation of scikit-learn is that it does not scale to datasets that do not fit into the memory
of a single machine.
Apache MLlib (Meng et al., 2016) is Apache Spark's scalable machine learning library. It provides distributed training of a variety of machine learning models and provides easy-to-use
APIs in Java, Scala and Python. It does not natively support GPU acceleration, and while it can
leverage underlying native libraries such as BLAS, it tends to exhibit slower performance relative to the same distributed algorithms implemented natively in C++ using high-performance
computing frameworks such as MPI (see Dünner et al. (2017a) for a comparison).
TensorFlow (Abadi et al., 2015) is an open-source software library for numerical computation
using data flow graphs. While TensorFlow can be used to implement algorithms at a lowerlevel as a series of mathematical operations, it also provides a number of high-level APIs that
can be used to train generalized linear models (and deep neural networks) without needing to
implement them oneself. It transparently supports GPU acceleration, out-of-core operation,
multi-threading and can scale across multiple nodes. When it comes to training of large-scale
linear models, a downside of TensorFlow is the relatively limited support for sparse data structures, which are frequently important in such applications.
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9.2 S YSTEM A RCHITECTURE
In this section we provide a high-level, conceptual description of the structure of our Snap ML
framework. Snap ML combines the diverse building blocks presented in the previous chapters
in a nested manner to reflect the hierarchical compute, memory and interconnect structure of
distributed systems.

9.2.1 C OMPUTE AND DATA PARALLELISM
Our framework implements three hierarchical levels of parallelism, as illustrated in Figure 9.1,
in order to partition the workload among different nodes in a cluster, taking full advantage of
accelerator units and exploiting multi-core parallelism on the individual compute units.
Level 1. The first level of parallelism spans across individual worker nodes in a cluster. The data
is distributed across the worker nodes that communicate via a network interface. This
data-parallel approach serves to increase the overall memory capacity of our system
and enables the training on large-scale datasets that exceed the memory capacity of a
single machine.
Level 2. On the individual worker nodes we can leverage one or multiple accelerator units such
as, e.g., GPUs, by systematically splitting the workload between the host and the
accelerator units. The different workloads are then executed in parallel enabling full
worker

worker

worker

worker

CPU

CPU

GPU

GPU

Level 1

GPU

GPU

Level 2

Level 3

Figure 9.1.: Snap ML abstraction of the hierarchical structure of modern distributed systems.
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utilization of the available hardware resources on each worker node, thus achieving a
second level of parallelism, across heterogeneous compute units.
Level 3. To efficiently execute the workloads assigned to the individual compute units we leverage the parallelism offered by their respective compute architecture. We use speciallydesigned solvers to take full advantage of the massively parallel architecture of modern
GPUs and implement multi-threaded code for processing the workload on CPUs. This
results in an additional, third level of parallelism across cores.

9.2.2 H IERARCHICAL O PTIMIZATION F RAMEWORK
Snap ML uses a hierarchical version of ADN to distribute the training of GLMs across compute
units on different levels of the distributed system. This approach combines the hierarchical
communication pattern devised for C O C OA in Chapter 7 with the extension to incorporate
local second-order information in the subproblems as suggested in Chapter 8. In particular,
ADN is used at the outer level of the hierarchical scheme in Algorithm 7 to partition the work
across worker groups and C O C OA2 is used at the inner level to solve the ADN subproblems in
a distributed manner, e.g., across multiple GPUs or NUMA nodes. The convergence proof for
this method is a straightforward generalization of the hierarchical C O C OA scheme discussed in
Section 7.3 and provided in Appendix A.9.1 for completeness.
Hierarchical Communication Patterns. The two-level communication pattern allows Snap ML
to take advantage of the fast interconnects among the GPUs of the same physical node, by
offering the possibility to perform multiple inner communication rounds across GPUs locally
within one outer communication round over the network. The flexibility of this communication scheme enables an effective deployment of the Snap ML framework in diverse compute
configurations, ranging from high performance clusters to cloud environments.
Local Optimization Tasks. The local optimization tasks are solved θ-approximately in each
iteration of the training procedure. The hierarchical ADN scheme is flexible in the sense that an
arbitrary local solver can be used to compute this update. This allows us to apply the techniques
devised in Chapter 5 and Chapter 6 to accelerate the local training using GPUs.

9.3 I MPLEMENTATION D ETAILS
In this section we will describe in detail how Snap ML is implemented to effectively combine
the different building blocks presented in Chapter 5, Chapter 6, Chapter 7 and Chapter 8 at its
core and offer a user friendly API. We have attempted to highlight the components that are most
2

We use a slight modification of the C O C OA algorithm to benefit of the local second-order information available
in the ADN subproblems, see Appendix A.9.1 for more details.
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critical in terms of performance, in the hope that some of these ideas may be applicable to other
machine learning software, including popular deep learning frameworks.

9.3.1 S OFTWARE A RCHITECTURE
C++ Template Library. The core functionality of Snap ML is implemented in C++/CUDA as
a header-only template library: libglm. It provides class templates for CPU, GPU,
multi-CPU and multi-GPU local solvers that can be instantiated with arbitrary data
formats (e.g., sparse, dense, compressed) and any objective function fitting (Â). libglm
implements primal and dual coordinate descent as a local solver with the specialized
implementation of TPA-SCD (Algorithm 4) for GPU acceleration. To implement the
GPU solver in an model-independent way, the general update formulation introduced
in Section 5.3.2 is exploited.
Python API. We provide a Python module, snap-ml-local, that adheres to the scikit-learn API
and can be used to accelerate training of GLMs in a non-distributed setting. This API
is targeted at single-node users who wish to accelerate existing scikit-learn-based applications using one or more GPUs that are attached locally. This module exploits the
functionality offered by libglm while being flexible in that it can be readily combined
with additional functionality from scikit-learn such as data loading, pre-processing
and evaluation metrics. The API and this similarity to scikit-learn is illustrated in
Figure 9.2a.
MPI API. For users with large data, who wish to perform training in a distributed environment,
we provide an additional Python module: snap-ml-mpi. By importing this module,
the users can describe their application using high-level Python code and then submit
an MPI job on their cluster using mpirun specifying the nodes to be used for training.
At runtime, the Python code makes calls to libglm via an intermediate C++ layer
that executes MPI operations to coordinate the training. The module also provides
functions for efficient distributed data loading and evaluation of performance metrics.
An illustrative example is given in Figure 9.2b.
Spark API. Finally, for users who wish to perform distributed training on Apache Spark-managed
infrastructure we provide snap-ml-spark. This module is essentially a lightweight
Py4J (Dagenais, 2018) wrapper around an underlying jar package that interacts with
libglm via the Java Native Interface. Apache Spark introduces a number of additional
layers into the software stack and thus a number of associated overheads. For this
reason, we typically observe that the performance of the Spark-based deployments of
Snap ML are slower than those using MPI, as observed in our experimental study in
Section 7.2.
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(a) snap-ml-local API

(b) snap-ml-mpi API

Figure 9.2.: The users of Snap ML can describe their single-node and multi-node applications

using high-level APIs in Python. See our Snap ML API documentation (IBM, 2018) for more
details.

9.3.2 GPU ACCELERATION IN A PACHE S PARK
As mentioned above we provide an API to Snap ML from A PACHE Spark. To efficiently implement our hierarchical communication scheme from Algorithm 7 and enable GPU acceleration
within the Spark framework we have developed several modifications to the standard Spark
code.
Persistent Local Memory. Spark does not allow for local variables on the workers that can
persist across stage boundaries, that is, the algorithm rounds. Thus, for example the C O C OA
algorithm as stated in Algorithm 6, when implemented in Spark, requires the communication
of O(n + d) numbers instead of O(min(n, d)) because it is not possible for workers to store
their dedicated coordinates of the model parameters α locally in memory. Thus, in addition
to the shared vector v, the model vector α needs to be communicated to the master and back.
The same holds for ADN and our hierarchical approach stated in Algorithm 7. However, it is
relatively straightforward to provide such functionality from within the C++ extension modules
as described in Section 7.2.1 (implementation (B) and (D)). Globally-scoped arrays can be
allocated upon first execution of the local solver that store the local α vectors. The state of these
arrays persists into the next stage of execution in Spark, and thus the additional communication
is no longer necessary. It should be noted that this extension comes at the expense of a violation
of the Spark programming model in terms of consistency of external memory with the lineage
graph. For Snap ML we can tolerate this loss of fault tolerance because the runtime of the
applications is very short (seconds or minutes) and in case of a node failure the application
could simply be relaunched. However, it would be straightforward to enable warm-start of
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machine learning algorithms in case of a node failure without refactoring every step of the
algorithm procedure; it would be sufficient to periodically store the model vectors v and α to
a shared file-system and when restarting a machine the algorithm would be initialized with the
most recently stored pair of model vectors.
Meta-RDDs. Spark does not natively support GPU acceleration, since it does not provide a type
of RDD that could live in GPU memory. To nevertheless enable GPU acceleration for Snap
ML we follow an approach similar to Hunter (2016) and Samuel et al. (2016); we work with
RDDs that consist purely of meta-data (e.g. feature indices) and handle all loading and storage
of the training data from within underlying native functions. While some additional effort is
required to ensure data resiliency, Spark is still being used to schedule execution of the local
workers, to collect and aggregate the local updates and broadcast the updated vectors back to
the workers. In addition, meta-RDDs allow us to overcome significant overheads related to the
RDD data structure, which are particularly pronounced in pySpark as we have seen in Figure 7.1
in Chapter 7.

9.3.3 C OMMUNICATION PATTERNS
Intra-Node Communication. Within a single node, communication of the shared vector between
the GPUs is handled within a single process using multi-threading. A thread is spawned to
manage each GPU and within each local iteration, the updated shared vector is copied onto all
devices using asynchronous CUDA memcpy operations. The GPU performs its updates and the
changes to the shared vector are asynchronously copied back to the CPU and aggregated. After
a number of local iterations are completed, the local changes to the shared vector are aggregated
over the network interface. How exactly the updates to the shared vector are aggregated depends
on whether the Spark or MPI API to Snap ML is used.
Inter-Node Communication. When using Spark, each node is managed by a Spark executor
and the changes to the global shared vector are copied over the JNI from the underlying shared
library into the JVM memory space and aggregated using Spark’s reduce operator. The data is
represented using raw byte arrays in order to minimize serialization/deserialization cost. The
updated value of the shared vector is then communicated to each node using Spark’s broadcast
operator. When using MPI, an MPI process is spawned on each node and the global shared
vector is updated in place using MPI’s Allreduce operator.
NUMA Locality. In order to achieve the maximal bandwidth provided by the CPU-GPU interconnect it is essential that the software framework is implemented in a NUMA-aware manner.
Specifically, if the software is deployed on a two-socket node in which two GPUs are attached
to each socket, it is critical that the threads that manage data transfer to those GPUs be pinned
to the correct socket. This can be easily enforced using the functionality provided in the MPI
rankfile that assigns the cores to each MPI process.
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9.3.4 O UT- OF -C ORE C OMPUTATION
When the data partition of each node is too large to fit into the aggregate GPU memory attached
to that node, we must employ out-of-core techniques to benefit from GPU acceleration and
move the data in and out of GPU memory.
DuHL. For sparse models (e.g., L1 -regularized problems or SVM) Snap ML implements the
DuHL technique, as proposed in Chapter 6, to dynamically determine which part of the data is
most beneficial to be moved into the GPU memory and be processed by the accelerator. This
scheme leverages dynamic importance sampling techniques to effectively utilize the compute
power of the CPU and the GPU accelerator in parallel. In the scenario where multiple GPUs
are attached to a single CPU, the data as well as the cores of the CPU are partitioned among
the different accelerator units which are then treated as separate workers in a distributed setting
and DuHL is performed independently for each data partition. Again, it is important to respect
NUMA locality when grouping GPUs and CPU cores.
Sequential Batch Processing Approach. For dense models (e.g., ridge regression and logistic
regression) we opted to implement a sequential batching technique as opposed to the DuHL
scheme. The reason is that compared to sparse models, where we have seen that DuHL can
almost eliminate I/O costs, continuous data transfer is required during training of dense models,
as illustrated in Figure 6.6. This poses a limit on the performance gains that can be achieved
by DuHL. This is particularly pronounced for sparse data structures where additional overheads
are coming with data transfer and data management in DuHL. As a consequence, we found that
it is beneficial to develop a novel, more hardware-efficient approach for out-of-core training of
dense models, at the cost of sacrificing some favorable convergence properties of DuHL. Our
alternative technique is similar to the sequential batching technique by Yen et al. (2015) in that
the data is split into batches which are sequentially processed on the local GPUs. This has the
advantage that data can be moved over the CPU-GPU interconnect as contiguous chunks of data.
Our novel contribution is how we efficiently implement this sequential data batching approach
in Snap ML in order to best take advantage of the available interconnect and utilize the compute
power of the CPU in addition to the GPU to accelerate the training. For this purpose we have
developed a novel 3-stage asynchronous data streaming pipeline as illustrated in Figure 9.3 and
explained in the following:
• Parallel Data Streaming. We partition the GPU memory into an active buffer and a swap
buffer. Using CUDA streams, we can then perform TPA-SCD on the data in the active buffer
while, at the same time, copying the next batch of data into the swap buffer. This pipelined
approach can allow one to completely hide the data transfer time behind the computation
time when using high-speed interconnects such as NVLink.
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Figure 9.3.: Three-stage data streaming pipeline for processing batches of data sequentially.

• Streaming Permutation Generation. To also utilize the compute power of the CPU to accelerate the TPA-SCD procedure we introduce a third pipelining step, the Streaming Permutation
Generation. This serves to accelerate the generation of the random permutation of the active coordinates used in the TPA-SCD algorithm (Step 5 of Algorithm 4). We use the CPU
to generate a set of 32-bit pseudo-random numbers for the batch of data that is currently
being transferred into the swap buffer. At the start of the next round, we copy the random
numbers onto the GPU device and use the DeviceRadixSort operator provided by CUB to
sort the integers by index thus resulting in the required permutation in GPU memory. The
sorting function templates provided by CUB have a significant advantage over those provided by the Thrust library NVIDIA (2018c) in that they properly support CUDA streams.
Thrust’s sort by key internally allocates memory which is a blocking operation on the GPU,
whereas CUB explicitly requires that all memory be allocated upfront. In order to ensure
that the pseudo-random number generator does not become a bottleneck we implement a
multi-threaded version of the highly efficient XORSHIFT algorithm by Marsaglia (2003).

9.4 P ERFORMANCE E VALUATION
Finally, we evaluate the performance of Snap ML and compare it with some widely-used ML
frameworks in a single-node environment and a multi-node environment. Additionally, we will
provide an analysis of our novel batch processing approach for out-of-core computations.

9.4.1 I NFRASTRUCTURE
The results in this section were obtained using a cluster of 4 IBM Power Systems AC922 servers.
Each server has 4 NVIDIA Tesla V100 GPUs interconnected to the host and to each other via
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the NVLINK 2.0 interface. The nodes are connected via both an InfiniBand network as well
as a slower 1Gbit Ethernet interface. For evaluation of the pipeline performance we also used
an Intel x86-based machine (Xeon Gold 6150 CPU@2.70GHz ) with a single NVIDIA Tesla
V100 GPU attached using the PCI Gen3 interface.

9.4.2 A PPLICATION AND DATASETS
We will focus on the application of click-through rate prediction (CTR), which is a binary classification task that drives the multi-billion-dollar industry of online advertising (Kumar et al.,
2015). For our multi-node experiments we will use the Terabyte Click Logs dataset, referred to
as criteo-tb, released by Criteo Labs (2015). It consists of 4.2 billion examples with 1 million
feature values. We use the data collected during the first 23 days for the training of our models
and the last day for testing. The size of the training data is 2.3TB in SVM Light format and it
is thus one of the largest publicly available datasets, making it ideal for evaluating the performance of distributed Machine Learning frameworks. For our single-node experiments we use
the smaller dataset released by Criteo Labs (2014) as part of their Kaggle competition, referred
to as criteo-kaggle; the dataset has 45 million training examples and 1 million features. We perform a random 75%/25% train/test split. We obtained the pre-processed data for both datasets
from LIBSVM (2018).

9.4.3 S INGLE -N ODE P ERFORMANCE
We benchmark the single node performance of Snap ML for the training of a logistic regression
classifier, which is the model of choice for CTR (Kumar et al., 2015), against an equivalent
solution in scikit-learn and TensorFlow. The same value of the regularization parameter was
used in all cases. The different frameworks are used as follows:
Scikit-learn. We load a pickled version of the dataset and train a logistic regression classifier in
scikit-learn, with the option to solve the dual formulation enabled which allows faster
training for this application. Under the hood, scikit-learn is calling the LIBLINEAR
library (Fan et al., 2008) to solve the resulting optimization problem. It operates in
single-threaded mode and can not leverage any available GPU resources.
TensorFlow. For the TensorFlow experiment, we first convert the svmlight data into the native
binary format for TensorFlow (TFRecord) using a custom parser. We then feed the
TFRecord to a TensorFlow binary classifier (tf.contrib.learn.LinearClassifier), treating the TFRecord features as sparse columns with integerized features. We use the
stochastic dual coordinated ascent (SDCA) optimizer provided by TensorFlow, using
the optimizer and train input function options suggested by Google (Github, 2017).
We use a batch size of 1M, and a number of I/O threads equal to the number of physical processors – settings which we have experimentally found to perform the best. The
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Figure 9.4.: Single node benchmark on the criteo-kaggle dataset.

implementation is multi-threaded and can leverage GPU resources (for the classifier
training and evaluation) if available. In this case we let TensorFlow use a single GPU
since we found it was faster than using all four.
Snap ML. We load a pickled version of the dataset and train a logistic regression classifier in
Snap ML using the snap-ml-local API. To compare with TensorFlow, we allow Snap
ML to only use a single GPU. Since the criteo-kaggle dataset fits into GPU memory,
the out-of-core functionality of Snap ML is not active in this experiment.
In Figure 9.4, we compare the performance of the three aforementioned solutions. TensorFlow
converges in approximately 500 seconds whereas scikit-learn takes around 200 seconds. This
difference may be due to the specialization of scikit-learn to single node applications. Finally,
we can see that Snap ML converges in around 20 seconds, an order of magnitude faster than the
well-established scikit-learn and TensorFlow framework.

9.4.4 H IERARCHICAL C OMMUNICATION S CHEME
We evaluate the benefit of the hierarchical communication pattern described in Section 9.2.2 in
our experimental setup. Therefore, we train the first billion examples of the criteo-tb dataset
using all 16 GPUs of the cluster. This data is around 200GB and thus fits into the aggregated
GPU memory. We train a logistic regression model from snap-ml-mpi and evaluate the time
to reach a target training suboptimality ε as a function of the number of local communication
rounds (T2 ) performed within an outer round using both, the fast network interface (InfiniBand),
and the slow network interface (1Gbit Ethernet). The results are plotted in Figure 9.5; we can
see that for the fast network, the gain of setting T2 > 1 is relatively small, because the communication cost is negligible compared to computation and thus little can be saved by restricting
communication rounds locally.
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Figure 9.5.: Profiling of the hierarchical communication pattern in Snap ML for different net-

work configuration.
However, for the slow network we see significant benefit from doing more inner iterations
since the communication costs at the different levels of the system are more imbalanced. There
is an optimal point at around T2 = 32 inner iterations, at which the training performance on the
slow network matches closely with the performance on the fast network. If more than 32 inner
iterations are performed, the slow-down in convergence starts to dominate and leads to worse
performance. We expect the gain of our scheme to be more pronounced in a shared cloud-based
deployment where high-performance networking is not normally available.

9.4.5 T HREE -S TAGE DATA S TREAMING P IPELINE
In order to evaluate the performance of the three-stage streaming pipeline implemented in Snap
ML we train a logistic regression model using a single GPU for the first 200 million training
examples of the criteo-tb dataset. This dataset is around 50GB in raw format whereas the
memory capacity of the GPU is only 16GB. We profile the execution on a machine that uses the
PCI Gen3 interconnect and a machine that uses the NVLink 2.0 interconnect. In Figure 9.6a,
we show the profiling results for the PCI-based setup. On stream S1, the random numbers for
the next batch are copied (Init) and then the sorting and TPA-SCD are performed (Train chunk),
which takes around 90ms. In stream S2 we copy the next data chunk onto the GPU which
takes around 318ms and is thus the bottleneck. In Figure 9.6b for the NVLink-based setup, we
observe that the copy time is reduced to 55ms (almost a factor of 6), due to the faster bandwidth
provided by NVLink 2.0. This speed-up hides the data copy time behind the kernel execution,
effectively removing the copy time from the critical path and resulting in a 3.5x speed-up per
algorithm iteration.
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(b) NVLINK 2.0 Interconnect

Figure 9.6.: Pipelined performance ‘out-of-core’.

9.4.6 T ERA -S CALE B ENCHMARK
To evaluate the performance of Snap ML on the criteo-tb dataset we use the snap-ml-mpi interface to train a logistic regression classifier using all 16 GPUs in the cluster. This dataset exceeds
the aggregated GPU memory of the 16 GPUs and thus for this experiment all the features of
Snap ML, including the out-of-core components are active. We obtain a logarithmic loss on
the test set of 0.1292 in 1.53 minutes. This is the total runtime including data loading, initialization and training time. There have been a number of previously-published results on this
same benchmark, using different machine learning software frameworks, as well as different
hardware resources. We will briefly review these results:
• LIBLINEAR. In an experimental log posted in the libsvm datasets repository LIBSVM (2018),
the authors report using LIBLINEAR-CDBLOCK Yu et al. (2012b) to perform training on a
single machine with 128GB of RAM.
• Vowpal Wabbit. In Rambler Digital Solutions (2017), the authors evaluated the performance
of Vowpal Wabbit, a fast out-of-core learning system. Training was performed on a 12 core
(24 thread) machine with 128GB of memory using Vowpal Wabbit 8.3.0 using the first 3
billion training examples of criteo-tb.
• Spark MLlib. In the same benchmark by Rambler Digital Solutions (2017), the authors also
measured the performance of the logistic regression provided by Spark MLlib. They deploy
Spark 2.1.0 a cluster with total 512 cores and 2TB of memory. Each executor is giving 4 cores
and 16TB of memory.
• TensorFlow. Google have also published results where they use Google Cloud Platform to
scale out the training of a logistic regression classifier from TensorFlow, see Sterbenz (2017).
They report using 60 workers machines and 29 parameter machines for the training of the full
dataset.
• TensorFlow on Spark. Criteo have published code Criteo Labs (2018) to train a logistic regression model that uses TensorFlow together with Spark for distributing the training across
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Figure 9.7.: Previously-published results for training a logistic regression classifier on the Tera-

Byte Click Logs dataset.
multiples node. They also provide results that were obtained using 12 Spark executors.
In addition to these reported results we have also run distributed TensorFlow on our infrastructure, composed of 4 AC922 servers, that we used to benchmark Snap ML. We have used the
optimizer and train input function options suggested by Google (Github, 2017) (similar to Section 9.4.3) and tuned learning rate and batch size. In Figure 9.7, we provide a visual summary
of all these results. We can observe that Snap ML on 16 GPUs is capable of training the logistic regression model 500x faster than TensorFlow deployed on exactly the same hardware and
46x faster compared to the best previously reported result on this benchmark, which was using
TensorFlow and was deployed on 89 machines.

9.5 S UMMARY
We have presented Snap ML, a framework for accelerating the training of GLMs. Snap ML
is built on the different innovations of this thesis to exploit modern computing infrastructure
consisting of multiple machines that contain both CPUs and GPUs. In addition to the previous
innovations we have proposed a novel three-stage data streaming pipeline to accelerate randomized out-of-core algorithms executed on a GPU accelerator. We have described in detail how
this pipeline can be combined with the different innovations of this thesis into a unified framework. Finally, we have demonstrated that Snap ML can provide significantly faster training
than existing frameworks in both single-node and multi-node benchmarks.
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C ONCLUSIONS AND F UTURE W ORK
In this thesis we have focused on the training of generalized linear models on heterogeneous
compute infrastructure. We have started with a theoretical analysis of training algorithms and
enhanced them with duality gap certificates. Then, we have considered stochastic primal and
dual coordinate descent and block coordinate descent methods in more detail and investigated
how the optimization of individual model parameters helps the convergence of the algorithm.
Building on these results we have proposed several algorithmic building blocks to partition the
training workload across different compute units in heterogeneous systems. With the goal of
effectively utilizing the available hardware resources we have focused on: avoiding network
bottlenecks in distributed systems, exploiting heterogeneous interconnects, dealing with memory limitations on accelerator units and leveraging massively parallel compute architectures.
Finally, we have combined all these different innovations in the implementation of the Snap ML
framework, which is a direct result of this work and has been productized by IBM in June 2018.
For the important task of click-through rate prediction we have demonstrated that Snap ML
can train a logistic regression classifier on one of the largest publicly available labeled dataset
over two orders of magnitude faster compared to existing general purpose machine learning
frameworks deployed on the same hardware.

C ONCLUSIONS
Machine learning frameworks, such as scikit-learn (Pedregosa et al., 2011) and TensorFlow
(Abadi et al., 2015), are used daily by thousands of scientists and researchers, all around the
globe. The comparison of Snap ML to these frameworks, which demonstrates over an order
of magnitude reduction in training time, unveils the large potential to make today’s machine
learning more efficient. Lower training time can significantly improve the productivity of the
research community as it enables shorter time-to-insight. Furthermore, designing the algorithms in line with system characteristics and making them more efficient, can also contribute
to reduced resource requirements and power savings.
Building efficient and system-aware machine learning algorithms is a task that requires innovations from both sides, algorithms and systems. The algorithms used for training machine
learning models are typically not suited to be executed efficiently on high-performance hard105

ware. The reason is that most algorithms are highly stochastic and require synchronization of
the model vector after every single update, which itself only comprises of a small computational
load. Thus, these workloads make if difficult to fully exploit massively parallel compute architectures. Even worse, as the training data grows, the algorithms have to be scaled out across
multiple nodes because the data can no longer be stored in a single machine. In such a setting,
communication and synchronization become another bottleneck.
Improving the efficiency of such algorithms is a trade-off between achieving theoretically
optimal convergence properties and implementation efficiency. How this trade-off should be
chosen depends on the characteristics of the specific system being used and can vary a lot
across applications. Due to this reason we found that it is important to identify bottlenecks of
today’s machine learning applications and design flexible algorithms that can be adjusted to the
use-case at hand. We have seen that there is a significant value in designing modular building
blocks, such as the heterogeneous learning scheme DuHL (Chapter 6) or the distributed method
ADN (Chapter 8) because such building blocks allow the re-use of existing well-tuned solvers
for performing the local training. In that way the innovations of this thesis are versatile and
complementary.

F UTURE W ORK
In this work we have mainly focused on the training of generalized linear models on clusters
composed of CPUs and GPUs. Our ideas could be generalized in several directions:
The general approach underlying our innovations is to systematically partition the workload
into parallelizable homogeneous or heterogeneous tasks that can be worked on simultaneously
to train a machine learning model. We have shown that this approach is suitable for partitioning
the workload across multiple CPUs and GPUs in a heterogeneous cluster. However, we could
also consider a broader range of heterogeneous systems with more levels of heterogeneity and
non-uniform nodes. Instead of GPU accelerators, our algorithmic innovations from Chapter 6
could readily be applied to other accelerators with small local memory, such as e.g., FPGAs,
TPUs by Google (2016) or quasi-ASICs, such as FFSA by TOSHIBA (2015). It would remain
to develop a custom solver for the respective accelerator. In addition, our hierarchical communication pattern presented in Chapter 7 could be extended to several hierarchical levels to
support training across datacenters, racks, servers, sockets and accelerators.
Our approach could also be useful to execute machine learning training on modern machines
that build elaborate systems with complex topologies, memory hierarchies, and CPU pipelines
on their own. DuHL, for example, has motivated a new parallelization paradigm for manycore systems such as the Xeon Phi processor where scratch-pad memory is available; Wszola
et al. (2018) have shown that abstracting the device with homogeneous cores into two distinct
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compute units and assigning separate workloads to the two units can be very effective. Also,
on modern multi-core multi-NUMA machines it can be beneficial to partition the training into
separate subtasks. Thereby, huge traffic on a centralized model vector can be avoided, which
turns out to be a significant bottleneck with increasing parallelism. Ioannou et al. (2018) have
applied ideas from distributed learning, such as those discussed in Chapter 7, in this context and
showed promising results.
On the other hand it would be an interesting research direction to investigate how our theoretical ideas and practical insights from this thesis can be transferred and generalized to different
classes of machine learning models, including non-convex models such as popular deep learning models. The training of such models is generally more compute intensive than the training
of GLMs. This makes it easier to exploit compute parallelism and accelerator units, but at the
same time other system bottlenecks such memory limitations and small interconnect bandwidth
become more severe. In deep learning, system-awareness at the algorithm level, is only slowly
gaining attention in the research community, and considering the similarities to the setting considered in this thesis in terms of the training routines and hardware systems, we can expect to
also see large performance improvements in the near future, coming from incorporating system
characteristics into the algorithm design. In this context, ideas and approaches from this thesis
of how to treat heterogeneous compute units in distributed systems might be useful. In particular, we could envision a similar concept for partitioning workloads across multiple nodes in a
cluster and performing application-specific data prioritization for dealing with memory limitations during training. Considering that, we would need to rethink our duality-based importance
measures and find appropriate choices for the respective algorithms and models at hand. To
realize such a scheme, we believe that our system innovations such as the three-stage streaming
pipeline from Chapter 9, could readily be incorporated.
We hope that the insights of this work will help to improve the efficiency of existing machine
learning frameworks, including popular deep learning frameworks, and possibly even guide the
design of novel machine learning hardware, such as, customized ASICs or AI processors.
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APPENDIX

A

D ETAILED P ROOFS
A.1 F ENCHEL -ROCKAFELLAR D UALITY
A.1.1 P ROOF OF L EMMA 2
Proof. For the proof of Lemma 1 on duality between smoothness and strong convexity, see
(Kakade et al., 2009, Theorem 6). Here we give a proof of the duality between Lischitzness and
bounded support. Our Lemma 2 generalizes the result of Rockafellar (1970, Corollary 13.3.3)
from the L2 -norm to a general norm k.k. We recall that for h to be L-Lipschitz continuous it is
necessary and sufficient that h be finite everywhere and
|h(z) − h(x)| ≤ Lkz − xk ∀x, z

(A.1)

for a real number L ≥ 0. This is equivalent to having
h(x + y) − h(x) ≤ Lkyk, ∀x, y.

(A.2)

To show equivalence between (A.2) and the support of h∗ being L-bounded we follow the line
of proof by Rockafellar (1970, Corollary 13.3.3) and build on the following results:
(i) It can be assumed that h is closed, as h and its closure cl(h) have the same conjugate.
(ii) The Lipschitz condition (A.2) is satisfied by h if and only if it is satisfied by its closure
cl(h).
(iii) By (Rockafellar, 1970, Theorem 13.3) we know
h0+ (y) :=

sup

h(x + y) − h(x)

(A.3)

x∈dom(h)

is the support function of dom(h∗ ).
(iv) By (Rockafellar, 1970, Theorem 10.5) we know: dom(h∗ ) is bounded if and only if h0+
is finite everywhere.
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(v) By (Rockafellar, 1970, Corollary 13.2.2) we know that any finite positively homogeneous convex function is the support function of a non-empty bounded convex set.
Thus, we can argue as follows: By definition (A.3) of h0+ together with Lipschitzness of h
(A.2) we have
h0+ (y) ≤ Lkyk, ∀y
(A.4)
where ĥ(y) := Lkyk is a finite positively homogeneous convex function. Thus, on the one
hand, by (v), we know that ĥ is the support function of a non-empty bounded convex set. Call
this set S. On the other hand, from (iii) we know that h0+ is the support function of dom(h∗ )
and thus (A.4) relates the two support sets as cl(dom h∗ ) ⊂ S. These two observations show
that the Lipschitz condition (A.2) on h holds for some L if and only if x? ∈ S ∀x? ∈ dom(h∗ ).
Hence, it remains to show that the set S can be written as S = LB with B being the k.k∗ -norm
ball. This follows from the definition of the dual norm (Definition 7). Therefore, recall that the
support function of a set C is defined as
δC (y) := suphy, xi.
x∈C

Hence, by Definition 7 it is straightforward to see
Lkyk = L max hy, xi = max hy, xi
x:kxk∗ ≤1

x:kxk∗ ≤L

and hence ĥ is the support function of the set S := {x : kxk∗ ≤ L}. This proves equivalence
between the Lipschitz condition (A.2) and kx? k∗ ≤ L for every x? ∈ dom(h∗ ), i.e., h∗ is
L-bounded.

A.2 P RIMAL -D UAL C ERTIFICATES
A.2.1 AUXILIARY R ESULTS
Lemma 18. Let g be a convex function with L-bounded support w.r.t. the norm k.k.
Then, for any α, u ∈ Rn such that α ∈ dom(g) and u ∈ ∂g ∗ it holds that
ku − αk2 ≤ 4L2

Proof. The bounded-support assumption on g implies that for α ∈ dom(g) we obtain kαk < L.
Furthermore, from Lemma 2 we know that if g has L-bounded support w.r.t. the norm k.k then
g ∗ is L-Lipschitz w.r.t. the norm k.k∗ . Thus, from the standard characterization of Lipschitzness
as by bounded subgradient norm (see e.g. Shalev-Shwartz (2011, Lemma 2.6)) we have for any
u ∈ ∂g ∗ (x) the subgradient norm is bounded as kuk ≤ L. Hence for any u, α we must have
ku − αk2 ≤ 4L2 by the triangle inequality.
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A.2.2 P ROOF OF T HEOREM 4
To prove Theorem 4 we start from Lemma 3 which holds for any s ∈ (0, 1]. By definition of σ
µ
we can upper bound the
we have kA(u − α)kf ≤ σku − αkg and thus with the choice s = γσ+µ
sum of the two quadratic terms in (3.1) with zero. Thus, we arrive at the following inequality
(3.5)

 (3.1)


µ
(1 − C)t D ≥ E D(α(t) ) − D(α? ) ≥
E G(α(t) ) .
γσ + µ
After multiplying the equation above by
by ε we find

γσ+µ
µ

t≥

log

and requiring the expression to be upper bounded
µε
D(γσ+µ)



log(1 − C)
and our claimed convergence bound (3.7) follows from the inequality log(1 + x) ≤ x.

A.2.3 P ROOF OF T HEOREM 5
To prove Theorem 5 we use Lemma 3 with µ = 0 which states:
s2
γkA(u − α)k2 .
(A.5)
2
In order to upper bound kA(u − α)k2 we use the bound of Lemma 18 which states ku − αk2 ≤
4L2 , together with the definition of σ as the squares spectral norm of A which yields
(3.5) 1

 (3.1) 1 

E G(α(t) ) ≤ E D(α(t) ) − D(α? ) + 2sγσL2 ≤ (1 − C)t D + 2sγσL2 . (A.6)
s
s
ε
Now, let us choose s = min{1, 4γσL2 } and we can see that for each of the two terms on the
right-hand side of (A.6) be upper bounded by 2ε it is enough to choose
D(α) − D(α? ) ≥ sG(α) −

ε
log(s 2D
)
t≥T =
log(1 − C)

and the claimed convergence bound (3.8) follows from the inequality log(1 + x) ≤ x.

A.2.4 P ROOF OF T HEOREM 6
Using Lemma 3 and together with the bound ku − αk2 ≤ 4L2 from Lemma 18, we have that
(3.9) 1 C

 (3.1) 1 

E G(α(t) ) ≤ E D(α(t) ) − D(α? ) + 2sγσL2 ≤
+ 2sγσL2 .
s
s D(t)
q
(3.10)
C
1
Now, by choosing s = D(t)
∈ (0, 1] we obtain that
2γσL2
s
(A.7)


8CγσL2
E G(α(t) ) ≤
.
D(t)

(A.7)

(A.8)

We see that the bound (3.10) guarantees that that s ∈ (0, 1] and that the RHS of the above
inequality is upper bounded by ε, as claimed.
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A.3 S TOCHASTIC C OORDINATE D ESCENT M ETHODS
A.3.1 P ROOF OF L EMMA 8
The proof of Lemma 8 is motivated by Shalev-Shwartz and Zhang (2013, Lemma 19) but
we crucially extend it from L2 -regularized problems to a more general setting including nonstrongly convex gi . We proceed along the lines of the proof of Lemma 3 in Section 3.2 where
we analyzed the per-iteration improvement of a general algorithm running on (Â). However,
we exploit the particularity of the algorithm to refine that bound; in a single step of coordinate
descent on (Â), i.e., α(t−1) → α(t) , only one coordinate of α is changed. Without loss of generality we assume coordinate i is samples at step t. Then, the improvement in the objective (Â)
can be written as
i
h
i h
(t)
(t−1)
D(α(t−1) ) − D(α(t) ) = f (Aα(t−1) ) + gi (αi
) − f (Aα(t) ) + gi (αi ) .
{z
} |
{z
}
|
(Γ)

(Λ)

Let us consider the second term independently; by definition of the update in Step 5 of Algorithm 1 we have
h
i
(t−1)
(Λ) = min f (A(α(t−1) + ei ∆αi )) + gi (αi
+ ∆αi )
∆αi

(t−1)

≤ f (A(α(t−1) + ei δ)) + gi (αi

+ δ) ∀δ.

(t−1)

(t−1)

), where we will exploit the freedom to choose
− αi
Now parameterizing δ as δ = s(ui
(t−1)
in the course of the proof. Then, the following bound holds for every s ∈ (0, 1] and
ui
(t−1)
:
ui
i

h 
(t−1)
(t−1)
(t−1)
(t−1)
(t−1)
+ s(ui
− αi
))
) + gi (αi
(Λ) ≤ f Aα(t−1) + ci s(ui
− αi
Now, using the quadratic lower bound on gi given by µ-strong convexity, i.e.,
(t−1)

gi (αi

(t−1)

+ s(ui

(t−1)

− αi

(t−1)

)) = gi (sui

(t−1)

≤ sgi (ui

(t−1)

+ (1 − s)αi

)

(t−1)

) + (1 − s)gi (αi

(t−1)

) − µ2 s(1 − s)(ui

(t−1) 2

− αi

),

and the quadratic upper bound on f given by γ-smoothness
(t−1)

f (Aα(t−1) ) + s(ui

(t−1)

− αi

(t−1)

)ci ) ≤ f (Aα(t−1) ) + ∇f (Aα(t−1) )> s(ui
γ
2
(t−1)
(t−1)
+ s(ui
− αi
)ci
2

(t−1)

− αi

)ci

we find that
(t−1)

(t−1)

(t−1)

) − µ2 s(1 − s)(ui

(t−1)

− αi
)2
γ
2
(t−1)
(t−1)
(t−1)
(t−1)
+f (Aα(t−1) ) + s(ui
− αi
)∇f (Aα(t−1) )> ci +
s(ui
− αi
)ci .
2

(Λ) ≤ sgi (ui

) + (1 − s)gi (αi
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Rearranging terms yields:
µ
γ
(t−1)
(t−1) 2
(t−1)
(t−1)
s(1 − s)(ui
− αi
) + ks(ui
− αi
)ci k2
2
2
(t−1)
(t−1)
(t−1) >
(t−1)
(t−1)
+ gi (αi
) + f (Aα
) +s(ui
− αi
)ci ∇f (Aα
).
|
{z
}
(t−1)

(Λ) ≤ sgi (ui

(t−1)

) − sgi (αi

)−

(Γ)

(t−1)

(t−1)
At this point, let us choose ui
∈ ∂gi∗ (−c>
)). This choice will allow us to relate
i ∇f (Aα
the upper bound on (Λ) to the duality gap (4.1). Therefore, recall the Fenchel-Young inequality
from (2.5), saying
(t−1)

gi (ui

(t−1) >
ci ∇f (Aα(t−1) )

) + ui

(t−1)
= −gi∗ (−c>
))
i ∇f (Aα

(t−1)

(t−1)
for ui
∈ ∂gi∗ (−c>
)). This gives raise to the following bound on the per-iteration
i ∇f (Aα
improvement of coordinate descent:

D(α(t−1) ) − D(α(t) ) = (Γ) − (Λ)
i
h
(t−1) >
(t−1)
(t−1)
(t−1)
c
∇f
(Aα
)
)
+
α
≥ s gi∗ (−c>
∇f
(Aα
))
+
g
(α
i
i
i
i
i


2
s (t−1)
µ(1 − s)
(t−1) 2
− (ui
− αi
) γkci k2 −
.
2
s
In the above inequality we recognize the expression (4.1) for the coordinate-wise duality gap,
and thus the bound of Lemma 8 follows:
D(α(t−1) ) − D(α(t) ) ≥ sGi (α(t−1) ) −
where
Fi (α

(t−1)


)=

(t−1)
ui

−

(t−1) 2
αi



s2
Fi (α(t−1) ).
2

(1 − s)µ
γkci k −
s
2


.

A.3.2 P ROOF OF T HEOREM 9
To complete the proof of Theorem 9 we note that for s = γRµ2 +µ it holds that


(1 − s)µ
2
≤0
γkci k −
s
and hence the expression Fi (α(t) ) as defined in (4.3) is upper bounded by Fmax = 0. Thus, after
taking expectation over the sampling of coordinate j at iteration t it follows that




 (t+1) (t) 
 (t)

µ
(t)
Ej ε
|α
≤ 1−
ε .
Ej ρt,j |α
n(γR2 + µ)
Then recursively applying the tower property of conditional expectations, see Wolpert (2010),
which states
 




E E ε(t+1) |α(t) |α(t−1) = E ε(t+1) |α(t−1)
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the linear convergence rate (4.7) on the suboptimality follows. Then, using Theorem 4 with
µρmin
C = n(γσ+µ)
and D = ε0 allows us to relate this suboptimality guarantee to the respective
duality gap guarantee and obtain the primal-dual convergence result presented in Theorem 9
where we used the upper bound σ ≤ nR2 on the spectral norm of A.

A.3.3 P ROOF OF T HEOREM 10
To complete the proof of Theorem 10 in Section 4.2.2 it remains to establish a bound Fmax on
Fi (α(t) ). To do so, we rely on Lemma 18 which states that |αi − ui |2 ≤ 4L2 and thus
Fi (α(t) ) ≤ Fmax := 4L2 γR2 ∀t ∀i.

(A.9)

Hence, from (4.6) the following recursion on the suboptimality follows

 

s2
s
(A.10)
E ε(t+1) |α(t) ≤ 1 − ρmin ε(t) + Fmax
n
2


where ρmin = mint Ej ρt,j |α(t) . To get the tightest bound we choose s to
n minimizeothe above
(t)

min ε
upper bound while still remaining in the interval s ∈ (0, 1], i.e., s = min 1, ρnF
max
us consider the two cases separately:

ε(t) ≥

nFmax
:
ρmin

. Now let

In this case we choose s = 1. Thus, from (A.10) we get



ρmin  (t) ρmin (t) 
ρmin  (t)
ρmin  (t) 1
ε + Fmax ≤ 1 −
ε +
ε = 1−
ε . (A.11)
ε(t+1) ≤ 1 −
n
2
n
2n
2n
ε(t) <

nFmax
:
ρmin

In this case we choose s =

ρmin ε(t)
nFmax

ε(t+1) ≤ ε(t) −

and hence from (A.10) we get

ρ2min (t) (t)
ε ε .
2n2 Fmax

(A.12)

Note that the inequalities (A.11) and (A.12) together with non-negativity of ε(t) imply that
ε(t+1) ≤ ε(t) and thus {ε(t) } is a decreasing sequence. Combining the two inequalities (A.11)
and (A.12) we get the following bound which holds for both cases considered above and thus
for every t:


ρmin
ρmin
ρmin ε(t)
ρmin ε(t)
(t+1)
(t)
ε
≤ε −
min
, 1 ε(t) ≤ ε(t) −
ε(t) . (A.13)
2n
nFmax
2n (nFmax + ρmin ε0 )
where we used ε0 ≥ ε(t) ∀t > 0. Dividing both sides by ε(t) ε(t+1) and rearranging terms yields
1
ε(t+1)

≥

1
ρ2min
+
.
ε(t) 2n(nFmax + ρmin ε0 )

(A.14)

Applying this bound recursively we arrive at following bound on the suboptimality
 2

2n Fmax 2nε0 1
(t)
ε ≤
+
.
ρ2min
ρmin t

(A.15)
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From here we could use Theorem 6 to get a bound on the duality gap (2.11) for individual
iterates. In the following we will show that this bound can be improved is we consider the
PT
1
(t)
duality gap of an averaged iterate ᾱ = T −T
t=T0 +1 α . Therefore, let us combine (A.15)
0
with (4.5) which yields

 s
s2
E D(α(t) ) − D(α(t+1) ) ≥ ρmin G(α(t) ) − Fmax .
n
2

(A.16)

Now let us consider this decrease in suboptimality over a span of t = T0 + 1, . . . , T iterations.
We find
T

 s ρmin X
1
s2
E D(α(T0 +1) ) − D(α(T +1) ) ≥
G(α(t) ) − Fmax .
T − T0
n T − T0 t=T +1
2

(A.17)

0

Using Jensen’s Inequality which states f (E [x]) ≤ E [f (x)] for any convex function f we get a
bound on the duality gap of the average iterate ᾱ,


n
1
sn
E D(α(T0 +1) ) − D(α(T +1) ) +
Fmax
sρmin T − T0
2ρmin


n
1
sn
E ε(T0 +1) |α(0) +
Fmax
≤
sρmin T − T0
2ρmin


snFmax
n 2n(Fmax n + ρmin ε0 ) 1
+
≤
.
2
s
(T0 + 1)(T − T0 ) ρmin
2ρmin

G(ᾱ) ≤

(A.18)

n
For the case where we average over at least n iterates, i.e., T ≥ n + T0 we can choose s = T −T
0
to reduce the dependency of the upper bound in (A.18) from n3 to n2 . For this choice of s we
2
max n
can see that T ≥ Fερ
+ T0 with T0 ≥ ερ4n
(Fmax n + ρmin ε0 ) is a sufficient condition for
2
min
min
each of the two terms in (A.18) be upper bounded by 2ε and thus the duality gap G(ᾱ) be upper
bounded by ε. The convergence guarantee of Theorem 10 follows. Note that the sequence
length (T − T0 ) depends on ε, the closer we get to the optimum, the more iterates we need
to include in the average to preserve the O(1/t) rate. Thus, for individual updates we cannot
achieve a O(1/t) rate with our analysis.

A.4 B LOCK C OORDINATE D ESCENT M ETHODS
In order to analyze the block coordinate descent algorithm as stated in Algorithm 2 we build on
the following Lemma which generalizes Lemma 8 from single coordinate updates to approximate block updates.
D ETAILED P ROOFS | 115

Lemma 19 (Per-Iteration Improvement of Algorithm 2). Consider problem formulation (Â). Let f be γ-smooth. Further, let gi be µ-strongly convex with convexity
parameter µ ≥ 0 ∀i ∈ [n]. For the case µ = 0 we need the additional assumption
of gi having bounded support. Then, in any iteration t of Algorithm 2 the following
bound on the decrease in the objective holds for any s ∈ (0, 1]:






s2 (t)
m
(t)
(t)
(t)
(t+1)
(t)
≥ (1 − θ) s EP ρt,P |α G(α ) − FP
EP D(α ) − D(α
)|α
n
2
with
(t)
FP



µ(1 − s)
(t)
(t)
2
(t)
(t)
2
(t)
:= EP γkA(u − α )[P] k −
k(u − α )[P] k α
, (A.19)
s
(t)

(t)
where ui ∈ ∂gi∗ (−c>
i ∇f (Aα )) and expectations are over the choice of the coordinate block P.

Proof. The proof of Lemma 19 differs from the proof of Lemma 8 in that in every iteration
α(t) → α(t+1) , not only a single coordinate, but a block of coordinates i ∈ P is changed.
Under the assumption that the block coordinate update ∆α[P] in every iteration is solved θapproximately we can bound the improvement ∆tD := D(α(t) ) − D(α(t+1) ) in the objective (Â)
at iteration t as
∆tD

=
(4.11)

≥
=

D(α(t) ) − D(α(t) + ∆α[P] )


D(α(t) ) − θD(α(t) ) + (1 − θ)D(α(t) + ∆α[P] ? )


(t)
(t)
(1 − θ) D(α ) − min D(α + ∆α[P] ) .
∆α[P]

(A.20)

In order to lower bound (A.20) we apply a similar trick as used in the proof of Lemma 3; we
(t)
(t)
consider a specific update direction: ∆α[P] = s(u(t) − α(t) ) with ui ∈ ∂gi∗ (−c>
i ∇f (Aα ))
(t)
(t)
for i ∈ P (ui = αi otherwise) and some s ∈ (0, 1]. Recall that for the subgradient ∂gi∗ to be
well defined even for non-strongly convex functions gi we need the bounded support assumption
on gi . This yields


∆tD ≥ (1 − θ) D(α(t) ) − D(α(t) + s(u(t) − α(t) ))


= (1 − θ) f (Aα(t) ) − f (A(α(t) + s(u(t) − α(t) )))
|
{z
}
∆f
X
(t)
(t)
(t)
(t) 
+(1 − θ)
gi (αi ) − gi (αi + s(ui − αi )) .
{z
}
|
i∈P

∆g i

First, to bound ∆f we use the fact that the function f : Rd → R has Lipschitz continuous
D ETAILED P ROOFS | 116

gradient with constant γ which yields
γ
∆f ≥ −∇f (Aα(t) )> As(u(t) − α(t) ) − kAs(u(t) − α(t) )k2
2
X
γs2
(t)
(t)
>
(t)
= −
ci ∇f (Aα )s(ui − αi ) −
kA(u(t) − α(t) )k2 .
2
i∈P

(A.21)

Then, to bound ∆gi we use µ-strong convexity of gi together with the Fenchel-Young inequality
>
∗
>
∗
gi (ui ) ≥ −ui c>
i β − gi (−ci β) which holds with equality at ui ∈ ∂gi (−ci β) and find
(t)

(t)

(t)

(t)

∆gi ≥ −sgi (ui ) + sgi (αi ) + µ2 s(1 − s)(ui − αi )2
(t)

>
(t)
(t)
∗
= sui c>
i ∇f (Aα ) + sgi (−ci ∇f (Aα )) + sgi (αi )
(t)

(t)

+ µ2 s(1 − s)(ui − αi )2 .

(A.22)

Finally, recalling the definition of the coordinate wise duality gap Gi from (4.1) and combining
(A.21) and (A.22) yields
∆tD ≥ (1 − θ) ∆f + (1 − θ)

X

∆gi

i∈P

≥ (1 − θ)

X
i∈P

(t)
sGi (αi )



(1 − θ)s2
µ(1 − s) (t)
(t) 2
(t)
(t) 2
ku − α k .
−
γkA(u − α )k −
2
s

P
(t)
To conclude the proof of Lemma 19 we substitute i∈P Gi (αi ) = m
ρ G(α) by definition
n t,P
of ρt,P as in (4.12), and then take the expectation over the (deterministic or randomized) choice
of the coordinate block P.

A.4.1 P ROOF OF T HEOREM 12
(t)

For strongly convex function gi we have µ > 0. We can choose s in Lemma 19 such that FP is
negative and can be upper bounded by Fmax = 0. That is s = γσPµ+µ , where
σP := kA[P] k2 = maxn
v∈R

kA[P] vk2
.
kvk2

(A.23)

This yields


EP D(α(t) ) − D(α(t+1) )|α(t) ≥ (1 − θ)



µ
m
EP ρt,P |α(t) G(α(t) ).
γσP + µ n

Now rearranging terms and exploiting that the duality gap always upper bounds the suboptimality we get the following recursion on the suboptimality ε(t) := D(α(t) ) − D(α? ):



 (t+1) (t) 

(1 − θ)µ m
(t)
EP ε
|α
≤
1−
EP ρt,P |α
ε(t) .
γσP + µ n
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Defining ρmin := mint EP ρt,P | α(t) and recursively applying the tower property of conditional expectations, see Wolpert (2010) we find

t
 (t+1) (0) 
µ
m
≤
1−
EP ε
|α
(1 − θ)ρmin ε(0)
γσP + µ n
which concludes the proof of Theorem 12.

A.4.2 P ROOF OF T HEOREM 13
For the case where µ = 0 the term FP in Lemma 19 can be bounded as
 Lemma 18

(t)
FP = γEP kA(u(t) − α(t) )k2 | α(t)
≤
Fmax := 4L2 γσ
where σ denotes the spectral norm as defined in (A.23). Thus, using Lemma 19 the per-iteration
decrease in of Algorithm 2 can be bounded as




(1 − θ)s2
m
(t)
(t)
(t)
(t+1)
(t)
Fmax .
EP D(α ) − D(α
)|α
≥ s(1 − θ) EP ρt,P |α G(α ) −
n
2
Now rearranging terms we attain the following recursion on the suboptimality for non-strongly
convex gi :




(1 − θ)s2
m
EP ε(t+1) | α(t) ≤ 1 − s(1 − θ) ρmin ε(t) +
Fmax
(A.24)
n
2


where ρmin := mint EP ρt,P | α(t) . To reformulate this expression and prove a sub-linear
convergence rate we can follow a similar argument
as used
 in the proof of Theorem 10 in

mρmin ε(t)
to minimize the upper bound in
Appendix A.3.3. First, we choose s = min 1, nFmax
max
max
(A.24). Then, we consider the two cases ε(t) ≥ nF
and ε(t) < nF
separately and following
mρmin
mρmin
the line of argument from (A.11) and (A.12) we get the following bound


m(1 − θ)ρmin
mρmin (t) (t)
(t+1)
(t)
ε
≤ε −
min 1,
ε
ε .
(A.25)
2n
nFmax

Again, using the same trick as in (A.14), (A.15) we can reformulate this to get the following
convergence result:
ε(t) ≤

2n(nFmax + mρmin ε(0) ) 1
m2 (1 − θ)ρ2min
t

(A.26)

which concludes the proof of Theorem 13.
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A.5 TPA-SCD: T WICE -PARALLEL
A SYNCHRONOUS S TOCHASTIC C OORDINATE D ESCENT
Algorithm 10: Optimization procedure of TPA-SCD on surrogate model (A.27)
1:
2:
3:
4:
5:

Initialize α = 0, v = 0.
for t = 1, 2, . . . , Nepochs do
∆(t) ← θ-approximate solution to arg min∆∈Rn D̂(α(t) + ∆)
α(t+1) = α(t) + ∆(t)
end for

A.5.1 Q UADRATIC S UBPROBLEM
In this section we show that Algorithm 10, where in each epoch a θ-approximately update is
computed on the modified objective D̂, converges to a global minimizer of D. Thereby, it is
crucial that the modified objective D̂ as defined in (5.1) forms a global upper bound on the
original objective (Â) which is given in our case by γ-smoothness of f , i.e.,
γ
f (A(α + ∆α)) ≤ f (Aα) + ∇f (Aα)> A∆α + kA∆αk2
2
and thus the auxiliary model
X
γ
D̂(α, ∆α) := f (Aα) + ∇f (Aα)> A∆α + kA∆αk2 +
gi ((α + ∆α)i )
2
i

(A.27)

upper bounds the objective (Â) for every ∆α. Given that the update ∆α computed on (A.27)
is θ-approximate it further holds that


(4.11)
D(α) − D(α + ∆α) ≥ D(α) − D̂(α, ∆α) ≥ (1 − θ) D(α) − D̂(α, ∆α? ) . (A.28)
where ∆α∗ = arg min∆α D̂(α, ∆α). To prove convergence to the minimizer minα D(α) we
proceed along the lines of Lemma 3. We first note that D̂(α, ∆α? ) ≤ D̂(α, s) ∀s ∈ Rn and
thus
"
#
X
γ
D(α) − D(α + ∆α) ≥ (1 − θ)
[gi (αi ) − gi ((α + s)i )] − ∇f (Aα)> Aα − kAsk2 ∀s
2
i
We choose the particular direction s = s(u − α) and together with µ-strong-convexity of gi this
yields

µ
D(α) − D(α + ∆α) ≥ (1 − θ) sg(α) − sg(u) + s(1 − s)ku − αk2g
2

γ
>
−s∇f (Aα) A(u − α) − s2 kA(u − α)k2f .
2
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For u ∈ ∂g ∗ (−A> ∇f (Aα)) we can simplify the lower bound using the definition of the duality
gap (2.11). This yields


µ(1 − s)
s2
2
2
γkA(u − α)kf −
ku − αkg .
D(α) − D(α + ∆α) ≥ (1 − θ) sG(α) −
2
s


Assume in each step the model is updated as α(t+1) = α(t) + ∆α where ∆α is a θ approximate update to min∆α D̂(α(t) + ∆α) and let us denote the suboptimality as ε(t) :=
D(α) − minα(t) D(α). Then,
ε(t+1) ≤ (1 − s(1 − θ))ε(t) +


µ(1 − s)
s2 (1 − θ) 
γkA(u − α)k2f −
ku − αk2g
2
|
{z s
}
≤Fmax

where Fmax follows from Lemma 18. Then, following the line of argument in the proof of
Theorem 12 in Appendix A.4.1 for block-size m = n we can show a linear rate of convergence
on the suboptimality ε(t) as
ε

(t)


≤

µ
1 − (1 − θ)
µ + σγ

t

ε(0)

for strongly-convex gi . And similarly following the line of analysis in Appendix A.4.2 we can
derive a sub-linear convergence for general convex gi , i.e.,
ε(t) ≤

2(4L2 γσ + ε0 )
.
(1 − θ)t

Thus, if the subproblem D̂ as defined in (5.1) is repeatedly solved θ-approximately in each
epoch, this iterative procedure converges to the minimizer minα D(α).

A.5.2 P ROFILING M ETRICS
We include the documentation of the metrics used to profile our GPU solver in Section 5.4.3.
The descriptions are obtained from NVIDIA (2018b).
Ratio of non-divergent branches to total branches expressed as
percentage
Ratio of the average active threads per warp to the maximum numwarp execution efficiency
ber of threads per warp supported on a multiprocessor
Ratio of the average active warps per active cycle to the maximum
achieved occupancy
number of warps supported on a multiprocessor
dram read throughput
Device memory read throughput.
branch efficiency
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Ratio of requested global memory load throughput to required
global memory load throughput expressed as percentage.
Memory read throughput seen at L2 cache for atomic and reducl2 atomic throughput
tion requests
Ratio of achieved to peak double-precision floating-point operaflop dp efficiency
tions
eligible warps per cycle Average number of warps that are eligible to issue per active cycle
gld efficiency

A.6 H ETEROGENEOUS L EARNING
In the DuHL algorithm proposed in Section 6.4, we have suggested to replace the local optimization problem
arg min f (A(α + ∆α[P] )) +

∆α[P] ∈Rn

X

gi ((α + ∆α)i )

(A.29)

i∈P

with a quadratic surrogate model
X
γ
arg min f (Aα) + ∇f (Aα)> A∆α[P] + kA∆α[P] k22 +
gi ((α + ∆α)i ).
2
∆α[P] ∈Rn
i∈P

(A.30)

The advantage of this surrogate model is that it can be solved locally on B with only access to
its local data and does not depend on ci for i ∈
/ P other than through v.
In the following we will show that the surrogate problem (A.30) is theoretically justified and
an iterative block minimization scheme as detailed in Algorithm 2 where the block coordinate
update ∆α[P] is computed on (A.30) instead of (A.29) in every iteration still converges to a
global solution of (Â).
Proposition 20. The convergence results of Theorem 12 and Theorem 13 similarly
hold if the update in Step 4 of Algorithm 2 is performed on (A.30) instead of (A.29),
i.e., a θ-approximate solution is computed on the modified objective (A.30).

Proof. Note that for quadratic functions f the two problems (A.29) and (A.30) are equivalent
and the proof is trivial. This applies to ridge regression, Lasso as well as L2 -regularized SVM.
For functions f where the Hessian ∇2 f cannot be expressed as a scaled identity, such as for the
logistic regression loss, (A.30) forms a second-order upper-bound on the objective (A.29) by
γ-smoothness of f . Let us denote the objective of the auxiliary model as
X
γ
D̂(α(t) , v, ∆α[P] ) := f (Aα) + ∇f (Aα)> A∆α[P] + kA∆α[P] k22 +
gi ((α + ∆α)i )
2
i∈P
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Assume the update step ∆α[P] performed in Step 4 of Algorithm 2 is a θ-approximate solution
to (A.30), then we can bound the per-step improvement in any iteration t as:
D(α(t) ) − D(α(t+1) )

≥
(4.11)

≥

D(α(t) ) − D̂(α(t) , v, ∆α[P] )
h
i
(1 − θ) D(α(t) ) − min D̂(α(t) , v, s[P] ) .
s[P]

where we used D̂(α(t) , v, 0) = D(α(t) ) and D(α(t) + ∆α[P] ) ≤ D̂(α(t) , v, ∆α[P] ) which
follows by smoothness of f . Hence, the following inequality holds for an arbitrary block update
s̃[P] :
h
i
D(α(t) ) − D(α(t+1) ) ≥ (1 − θ) D(α(t) ) − D̂(α(t) , v, s̃[P] )

(A.31)

Next, we plug in the definitions of D(α(t) ) and D̂(α(t) , v, s̃P ) and split the expression into
terms involving f and terms involving gi , i.e.,
h
γ
(t)
(t+1)
D(α ) − D(α
) ≥ (1 − θ) f (Aα) − f (Aα) − ∇f (Aα)> As̃[P] − kAs̃[P] k22
2
i
X
X
gi ((α + s̃[P] )i ) .
+
gi (αi ) −
i

i∈P

Then, following the proof in Appendix A.4 by considering a specific update direction, (i.e.,
s̃ = s(u − α) where ui ∈ gi∗ (−c>
i ∇f (Aα)), s ∈ (0, 1]), we recover the bounds (A.22) and
(A.21) for the respective terms. If we then proceed along the lines of the proof of Lemma 19
we arrive at the same bound on the per step improvement as in Lemma 19. The convergence
guarantees from Theorem 12 and Theorem 13 follow immediately.

A.7 H IERARCHICAL D ISTRIBUTED L EARNING F RAMEWORK
A.7.1 S UBPROBLEM F ORMULATION
We introduce a second level of C O C OA, where the local subproblems (7.2) assigned to each
worker are solved in a distributed manner across K2 workers, e.g., across multiple GPUs within
one node. Let us without loss of generality focus on a particular subproblem k ∈ [K1 ] and for
reasons of readability we denote the local data partition Ak of the data matrix by B ∈ Rd×nk .
Then, with a change of variables, the local subproblem M(k) as stated in (7.2) can be rewritten
as a problem on the local model coordinates only as
X
1
σγ
kBdk2 +
gi ((α[k] + d)i ). (A.32)
arg min F (k) (d; v) := f (v) + ∇f (v)> Bd +
K
2
d∈Rnk
i∈[nk ]

In order to apply a nested C O C OA to this problem we map (A.32) to the general framework
(Â) which is the initial situation for C O C OA; we choose f¯(Bd) := K1 f (v) + ∇f (v)> Bd +
σγ
kBdk2 and ḡi (di ) = gi (αi + di ) such that our local optimization task (A.32) becomes
2
X
ḡi (di ).
(A.33)
arg min f¯(Bd) +
d

i
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Note that f¯ is γ̄ = γσ-smooth and ḡi is µ̄ = µ-strongly convex. Thus, we can define local
subtasks for solving (A.33) in a distributed fashion across K2 workers according to the C O C OA
subproblem formulation (7.2):
We introduce the separability parameter σ̄k on the local data partition B := Ak , i.e.,
σ̄ ≥ σ̄max := max σ̄k

kAk dk2
.
2
`∈[K2 ] kAk d[`] k

P
σ̄k := max
n
d∈R

k∈[K1 ]

k

Letting v̄ := Bd be the local shared vector that is synchronized during inner rounds among
workers in the same worker group. Then, the second level subtask of worker ` in worker group
k can be defined as
(k,`)

arg min Mσ,σ̄ (∆d[`] ; d[`] , v̄, v)
∆d[`]

∈Rnk

where
(k,`)

X
1 ¯
γ̄ σ̄
kB∆d[`] k2 +
ḡi ((d[`] + ∆d[`] )i )
f (v̄) + ∇f¯(v̄)> B∆d[`] +
K2
2
i∈Ik,l


γσ
1
1
>
2
=
f (v) + ∇f (v) v̄ +
kv̄k + [∇f (v) + γσv̄]> B∆d[`]
K2 K1
2
X
σγ σ̄
kB∆d[`] k2 +
ḡi ((d[`] + ∆d[`] )i ).
(A.34)
+
2

Mσ,σ̄ (∆d[`] ; d[`] , v̄, v) :=

i∈Ik,l

In the two-level scheme described in Algorithm 7, the local shared vector v̄ is aggregated
across workers of the same group with each inner communication round and the shared vector
v is aggregated across worker groups with every outer communication round.

A.7.2 C ONVERGENCE OF C O C OA
The following two theorems defining the convergence behavior of C O C OA as given by Smith
et al. (2018) for strongly convex and non-strongly convex gi . We define the suboptimality as
2
ε(t) := D(α(t) ) − D(α? ) and cA := maxx kAxk
.
kxk2
Theorem 21 ((Smith et al., 2018, Theorem 3)). Consider the C O C OA algorithm
as defined in Algorithm 6. Let θ be the approximation quality of the local solver
according to Definition 8. Let f be γ-smooth and gi µ-strongly convex. Then the
suboptimality after t iterations can be bounded as

t
µ
(t)
ε ≤ 1 − (1 − θ)
ε(0) .
µ + σγcA
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Theorem 22 (modification of Smith et al. (2018, Theorem 2)). Consider the C O C OA algorithm as defined in Algorithm 6. Let θ be the approximation quality of
the local solver according to Definition 8. Let f be γ-smooth and gi be a convex
function with L-bounded support. Then the suboptimality ε̄ after t > 0 iterations
can be bounded as
  4L2 cA σγ 1
E ε(t) ≤
.
(1 − θ) t

Proof. we follow the proof of Smith et al. (2018, Theorem 2) but when choosing the free parameter s in Smith et al. (2018, Eq. (50)) we use the explicit minimizer along the lines of the proof
in Appendix A.3.3 which simplifies the final rate in that it holds for every t ≥ 0 as opposed to
t ≥ t0 .

A.7.3 C ONVERGENCE OF H IERARCHICAL C O C OA
To prove of the convergence rate of the hierarchical C O C OA scheme proposed in Algorithm 7
we build on the follow corollary:
Corollary 23. Consider the C O C OA Algorithm as defined in Algorithm 6 applied
to the quadratic problem of the form (A.32). Let θ̄ be the approximation quality of
the local solver according to Definition 8. Let f be γ-smooth and gi be a µ-strongly
convex functions. Then, the suboptimality after t ≥ 1 iterations can be bounded as

t
γσcA + µ
ε̄ ≤ 1 − (1 − θ̄)
ε̄(0) .
(A.35)
γ σ̄cA + µ
Corollary 23 tells us that C O C OA enjoys a linear convergence rate for strongly convex, as well
as general convex gi , when applied to objectives that have the specific structure of the C O C OA
subproblem (A.32). A proof is given in Appendix A.7.4.
To derive the convergence results for the full two level hierarchical C O C OA scheme presented
in Theorem 15 and Theorem 14 we combine Corollary 23 with the convergence guarantees of
C O C OA given in Theorem 21 and Theorem 22 in a nested manner. The key observation is the
following: By Corollary 23 we know that C O C OA enjoys a linear convergence rate in the inner
level, i.e., when applied to the C O C OA subproblem (A.32), this allows us to specify the relative
accuracy of the solution ∆d as a function of the number of inner iterations t̄. That is, using the
definition of relative subproblem accuracy (Definition 8) the recursion (A.59) tells us that after
t̄ iterations of C O C OA applied to (A.32), the inner subproblem is solver with accuracy

t̄
γσcA + µ
.
θ = 1 − (1 − θ̄)
γ̄ σ̄cA + µ
D ETAILED P ROOFS | 124

Thus, plugging this into the results of Theorem 21 and Theorem 22 we get the results presented
in Theorem 15 and Theorem 14.

A.7.4 P ROOF OF C OROLLARY 23
Proof. In the following we prove the linear convergence rate of C O C OA applied to an objective
of the form (A.32). Let us consider the subproblem objective F (k) as defined in (A.32) for one
particular k ∈ [K1 ]. Then, the subtasks for solving this problem in a distributed fashion across
K2 workers are defined in (A.34). By definition they upper bound the objective as follows:
F (k) (d + ∆d; v) ≤

X

(k,`)

Mσ,σ̄ (∆d[`] ; d, v̄, v).

`
(k,`)

Now exploiting that the individual subtasks Mσ,σ̄ (∆d[`] ; d, v̄, v) are solved θ̄-approximately,
we can upper bound the suboptimality as follows
F (k) (d + ∆d; v) − F (k)
≤

X

?

(A.36)

(k,`)

Mσ,σ̄ (∆d[`] ; d, v̄, v) − F (k)

?

`

=F

(k)

(d; v) − F

(k) ?

!
−

F

(k)

(d; v) −

X

(k,`)
Mσ,σ̄ (∆d[`] ; d, v̄, v)

`
(4.11)

≤ F

(k)

(d; v) − F

(k) ?



+ (1 − θ̄) min

X

∆d[`]

(k,`)
Mσ,σ̄ (∆d[`] ; d, v̄, v)

−F

(k)


(d; v)

`

{z

|

}

Λ

?

where F (k) := min∆d F (k) (d+∆d; v). Plugging in the definitions of the first level subproblem
(k,`)
F (k) from (A.32) and the second-level subproblems Mσ,σ̄ from (A.34), we find
Λ := min ∇f (v)> B∆d + γσv̄> B∆d +
∆d

+

X

σ̄γ̄ X
kB∆d[`] k2
2 `

ḡi ((d + ∆d[`] )i ) − ḡi ((d[`] )i ).

i∈Ik,`

We proceed by bounding the term Λ. Therefore, we consider a not necessarily optimal update
∆d = λ(x − d) where x ∈ Rnk will be specified favorably in the course of the proof. Thus, the
following inequality holds for every λ ∈ (0, 1) and x ∈ Rnk :
Λ ≤ min λ∇f (v)> B(x − d) + λγσv̄> B(x − d) +
λ

+

X

ḡi ((1 − λ)di + λxi ) − ḡi (di ).

σ̄γ̄λ2 X
kB(x − d)k k2
2
k
(A.37)

i
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Now, using µ̄-strong-convexity of ḡi (µ = 0 for the general convex case) we have
X

ḡi ((1 − λ)di + λxi ) − ḡi (di ) ≤

i

X

−λḡi (di ) + λḡi (xi ) −

i

µ̄λ(1 − λ)
kx − dk2 .
2

Further, augmenting the first term in (A.37) to extract the subproblem objective we find


γσ
γσ
Λ = min λ F (k) (x; v) − F (k) (d; v) − λ kBxk2 + λ kBdk2
λ
2
2
2 X
σ̄γ̄λ
µ̄λ(1
− λ)
+λγσv̄> B(x − d) +
kx − dk2 .
kB(x − d)k k2 −
2
2
k
Now, note that v̄ = Bd and thus
−λ

γσ
γσ
kBxk2 + λ kBdk2 + λγσv̄> B(x − d)
2
2
γσ
γσ
= − λ kBxk2 − λ kBdk2 + λγσ(Bd)> Bx
2
2
1
= − λσγ kB(x − d)k2 .
2

This yields
Λ ≤ min λ F
λ

(k)

(x) − F

(k)




σ̄γ̄λ2 cA
γσcA µ̄λ(1 − λ)
(d) +
−λ
−
kx − dk2
2
2
2

(A.38)

where we define cA such that kBdk2 ≤ cA kdk2 . To finalize the proof of Corollary 23 we let
A +µ
x = arg mind F (k) (d) and choose λ = γ̄γσc
such that the last term in (A.38) is negative. We
σ̄cA +µ
get the following recursion on the suboptimality:
F

(k)

(d + ∆d; v) − F

(k) ?


≤

γσcA + µ
1 − (1 − θ̄)
γ̄ σ̄cA + µ



?

(F (k) (d; v) − F (k) ). (A.39)

Applying this bound recursively and using σ ≤ K1 and σ̄ ≤ K2 the bound of Corollary 23
follows.

A.8 C ONVERGENCE A NALYSIS OF ADN
In this section we prove the convergence results of ADN presented in Theorem 16 and Theorem 17. In a first step we establish a bound on the decrease of the auxiliary model (8.5) for
every step of the algorithm, given that each local subproblem is solved θ-approximately. This
bound on the model decrease Mσt (0; α) − Mσt (∆α; α) can be established using an argument
along the lines of Lemma 3.
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Lemma 24. Assume f is γ-smooth and gi are µ-strongly convex with µ ≥ 0. Then,
the per-step model decrease of Algorithm 8 can be lower bounded as:


s2 (t)
(t)
(t)
(t)
Mσt (0; α ) − Mσt (∆α; α ) ≥ (1 − θ) sG(α ) − R
,
2
where G(α(t) ) denotes the duality gap, s ∈ (0, 1] and
R(t) := σt (u(t) − α(t) )> H̃(α)(u(t) − α(t) ) −

µ(1−s)
kα(t)
s

− u(t) k22

(t)

(t)
with ui ∈ ∂gi∗ (−c>
i ∇f (Aα )).

Recall that the auxiliary model Mσt (∆α; α) serves as a surrogate to minimize the objective
(Â). Let us denote an iteration for which κt ≥ ξ a successful iteration. Thus, for any successful
iteration the construction of Algorithm 8 allows us to relate the model decrease from Lemma 24
to the function decrease through the parameter ξ as follows:


D(α(t) ) − D(α(t) + ∆α) ≥ ξ Mσt (0; α(t) ) − Mσt (∆α; α(t) ) .

(A.40)

This together with Lemma 24 yields a lower bound on the function decrease for every successful
update. From here we can derive a convergence rate of Algorithm 8 in the number of successful
iterations. Thus, let us denote the set of successful iterations by S and let UT and ST be two
disjoint index sets, which represent the un- and successful steps that have occurred up to some
iteration T > 0;
ST := {t ≤ T : t ∈ S}

UT := {t ≤ T : t ∈
/ S}

Then we can derive the following two convergence results
Lemma 25. (non-strongly convex gi ) Let f be γ-smooth and gi be convex with Lbounded support. Assume the sequence {σt }t≥0 is bounded above by σsup . Then, we
can bound the suboptimality of Algorithm 8 as
D(α(T ) ) − D(α? ) ≤

2(C5 σsup + ε0 ) 1
ξ(1 − θ) |ST |

where |ST | counts the number of successful updates up to iteration T , ε0 := D(α0 )−
D(α? ) and C5 = 4γR2 L2 with kA:,i k ≤ R ∀i.

D ETAILED P ROOFS | 127

Lemma 26. (strongly convex gi ) Let f be γ-smooth and gi µ-strongly convex with
µ > 0. Assume the sequence {σt }t≥0 is bounded above by σsup . Then, we can bound
the suboptimality ε(t) := D(α(t) ) − D(α? ) as
(t)



?

D(α ) − D(α ) ≤

1 − ξ(1 − θ)

µ
cA γσsup + µ

|St |

ε(0)

where cA = maxk kA[k] k2 and |St | denotes the cardinality of the set St which counts
the number of successful updates up to iteration t.
At this stage, we have shown that after a large enough number of successful iterations we can
achieve any level of accuracy. However, unsuccessful iterations (for which κt < ξ) do not
decrease the objective and overall convergence to an optimum can only occur if the number
of these iterations is limited. The next step is therefore to bound the number of unsuccessful
iterations. This is accomplished by showing that the construction of the sequence {σt }t≥0 is
such that the number of successive unsuccessful iterations is bounded and, hence, increasing σ
will eventually yield a successful iteration that will allow us to decrease the objective function.
Let us for now assume there is a σsup such that for every σ ≥ σsup we have a successful
iteration. Then we can bound the number of unsuccessful iterations as follows: Given the
update strategy in Algorithm 9 we have
σt+1 = ησt ∀t ∈ UT
1
σt+1 ≥ σt ∀t ∈ ST
η
and we deduce inductively
σ0 η −|ST | η |UT | ≤ σT ≤ σsup .
Using η > 1 this yields the following upper bound on the number of unsuccessful steps:
σ 
1
sup
|UT | ≤
log
+ |ST |.
(A.41)
log(η)
σ0
Thus it remains to combine the results of Lemma 25, Lemma 26 and (A.41) in order to bound
the total number of iterations T = |ST | + |UT | required by Algorithm 8 to reach a required
suboptimality. Doing so results in the convergence results of ADN presented in Theorem 16
and Theorem 17.

A.8.1 P ROOF OF L EMMA 25
For non-strongly convex gi (i.e., µ = 0) we know from (A.40) and Lemma 24 that for any
successful update (∆α, σt ) the function decrease at iteration t can be lower bounded as


s2 σt (t)
(t) >
(t)
(t)
(t)
(t)
(t)
(t)
D(α ) − D(α + ∆α) ≥ ξ(1 − θ) sG(α ) −
(u − α ) H̃(α )(u − α ) .
2
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for any s ∈ (0, 1]. For our block diagonal hessian approximation
2
>
2
H̃(α) = diag(A>
:I1 ∇ f (Aα)A:I1 , . . . A:IK ∇ f (Aα)A:IK )

(A.42)

the last term can be bounded as
(u(t) − α(t) )> H̃(α(t) )(u(t) − α(t) ) ≤ γkA(u(t) − α(t) )k2 ≤ 4γR2 L2

(A.43)

with kA:,i k ≤ R ∀i and Lemma 18. Further, let us assume that the sequence {σt }t≥0 is bounded
by σsup which yields
ε(t+1) ≤ (1 − sξ(1 − θ))ε(t) + ξ(1 − θ)2s2 γR2 L2 σsup .

(A.44)

Let a, b being positive constants defined as a = ξ(1 − θ) and b = 4γR2 L2 σsup , then the above
inequality can be written as
s2
ab
(A.45)
2
and holds for any s ∈ (0, 1]. Now let us choose s to minimize the right-hand side of (A.45)
which yields s = 1b ε(t) and to have s ∈ (0, 1] we further constrain s to


1 (t)
s = min 1, ε
.
b
ε(t+1) ≤ (1 − sa)ε(t) +

Now let us consider the two cases separately:
(i) ε(t) ≥ b. In this case we choose s = 1. Thus, from (A.45) we get
a (t) 
a  (t)
ab
(t)
(t+1)
(t)
≤ (1 − a)ε + ε = 1 −
ε
ε
≤ (1 − a)ε +
2
2
2

(A.46)

(ii) ε(t) < b. In this case we choose s = 1b ε(t) and hence from (A.45) we get
ε(t+1) ≤ ε(t) −

a (t) (t)
ε ε .
2b

(A.47)

Note that the inequalities (A.46) and(A.47) together with non-negativity of ε(t) and a ∈ (0, 1)
imply that ε(t+1) ≤ ε(t) and thus {ε(t) } is a decreasing sequence. Combining the two inequalities
(A.46) and (A.47) we get the following bound which holds for both cases and thus for every t:




a
1 (t)
a
1
a 1
(t+1)
(t)
(t)
(t)
(t)
ε
≤ ε − min
ε , 1 ε ≤ ε − min
ε , 1 ε(t) ≤ ε(t) −
ε(t) ε(t) .
2
b
2
b + ε0
2 b + ε0
where we used ε0 ≥ ε(t) ∀t > 0. Thus it holds that
ε(t+1) ≤ ε(t) −

a 1
ε(t) ε(t+1)
2 b + ε0

Dividing both sides by ε(t) ε(t+1) yields
1
ε(t+1)

≥

1
a 1
−
.
(t)
ε
2 b + ε0

Applying this bound recursively and plugging in the definition of a, b concludes the proof.
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A.8.2 P ROOF OF L EMMA 26
For µ-strongly convex gi with µ > 0 we can choose s such that R(t) ≤ 0 in Lemma 24. Namely
µτ
ŝ =
cA σt + µτ
kA

xk2

[k]
since where cA = maxk maxx kxk
.
2
Hence, by Lemma 24, for successful updates (∆α, σt ), the function decrease at iteration t can
be lower bounded as


µτ
(t)
(t)
G(α(t) ).
D(α ) − D(α + ∆α) ≥ ξ(1 − θ)
cA σt + µτ

While, by construction of Algorithm 8, the iterate remains unchanged over unsuccessful iterations. Then, using the fact that the duality gap always upper bounds the suboptimality, i.e.,
G(α(t) ) ≥ D(α(t) ) we get the following recursion:



µ
(t+1)
ε
≤ 1 − ξ(1 − θ)
ε(t) .
cA γσt + µ
And using that fact that the sequence {σt }t≥0 is bounded by σsup we can establish the following
rate of convergence
|St |


µ
(t)
ε(0) .
ε ≤ 1 − ξ(1 − θ)
cA γσsup + µ

A.8.3 B OUNDEDNESS OF THE SEQUENCE {σt }t≥0
So far we have assumed that there exists a σsup < ∞ that bounds the sequence {σt }t≥0 generated by Algorithm 8. In the following we will explicitly give such an upper bound under
different conditions on f . To achieve this we prove that if σ is large enough the auxiliary model
(8.5) builds a global upper bound on the objective function and thus Algorithm 8 must yield a
successful step.
1) f with Lipschitz continuous Hessian. We will derive a theoretical upper bound σsup on the
sequence {σt }t≥0 produced by Algorithm 8 under the following assumptions:
Assumption 1. Assume the Hessian of f (Aα) and H̃(α) agree along this direction
of the step, i.e.,
k(A> ∇2 f (v)A − H̃(α))∆αk k ≤ Ck∆αk ∀t > 0 and some C > 0.

Assumption 2. Assume the Hessian of f is globally Lipschitz continuous, i.e.,
k∇2 f (x) − ∇2 f (y)k ≤ Lkx − yk ∀x, y ∈ Rn and some L > 0.
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To show this, let us bound ∆(t) := F (α(t) + ∆α) − Mσt (∆α; α(t) ) as follows:
h
i
σ
∆(t) ≤ f (A(α(t) + ∆α)) − f (Aα(t) ) + ∇f (Aα(t) )> A∆α + ∆α> H(α(t) )∆α
2
h
i
1
∆α> A> ∇2 f (Aα̂(t) )A − σ H̃(α(t) ) ∆α
≤
2
for some α̂(t) on the line segment (α(t) , α(t) + ∆α). We continue by using Assumption 1 and
Assumption 2 which yields
h
i
1
∆(t) =
∆α> A> ∇2 f (Aα̂(t) )A − σt H̃(α(t) ) ± A> ∇2 f (Aα(t) )A ± H̃(α(t) ) ∆α
2
1 > 2
≤
kA ∇ f (Aα̂(t) )A − A> ∇2 f (Aα(t) )Akk∆αk2
2
1
1
+ k(A> ∇2 f (Aα(t) )A − H̃(α(t) ))∆αkk∆αk + (1 − σt )kH̃(α(t) )kk∆αk2
2
2
L
C
1
2
3
(t)
≤
k∆αk + k∆αk + (1 − σt )kH̃(α )kk∆αk2
2
2
 2

L C 1
3
2
(t)
≤ max(k∆αk , k∆αk )
+ + (1 − σt )kH̃(α )k .
2
2
2
Thus we can see that for
σsup =

γ
(L + C + 1)
2kH̃(α(t) )k

the RHS of the above upper bound is negative which guarantees D(α(t) +∆α) ≤ Mσt (∆α; α(t) )
and hence a successful step for any ξ ∈ (0, 1).
2) f quasi-self concordant. As a second scenario we will consider functions f that are quasi
self-concordant Bach (2010) and derive a bound on σt . This assumption is not very restrictive
and fulfilled by most prominent machine learning applications including logistic regression. We
will first state the definition of quasi-self concordance together with some useful properties and
then explicitly state an upper bound σt .
Definition 9 (multivariate quasi self-concordant functions). f is quasi selfconcordant if ∀w, v ∈ Rn the function φ(t) = f (w + tv) satisfies |φ000 (t)| ≤
Mf kvk2 φ00 (t) for some Mf ≥ 0.
Proposition 27. (Bach, 2010, Proposition 1) Let f be a quasi self-concordant function with constant Mf , then
f (w + v) ≤ f (w) + v> ∇f (w) +

v> ∇2 f (w)v Mf kvk2
(e
− Mf kvk2 − 1)
Mf2 kvk2

and
∇2 f (w + v)  eMf kvk2 ∇2 f (w).
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Under the assumption the f is a quasi-self concordant function according to Definition 9 we
can derive the following bound on σt :
Lemma 28 (safe bound on σt ). Assume f be a quasi self-concordant function. Then,
for every iteration t ≥ 0 of Algorithm 8 we have σt ≤ σsup , where
#
"
eMf k∆αk2 − Mf k∆αk2 − 1
.
(A.48)
σsup := 2Kη
Mf2 k∆αk2
σ

Proof. To prove Lemma 28 we show that for σt ≥ γsup the model (8.5) forms an upper bound
on the objective, i.e. Mσt (∆α; α(t) ) ≥ F (α(t) + ∆α) ∀∆α. Hence, for every η-approximate
update ∆α we have κt ≥ 1 ≥ ξ and hence a successful step. In order to establish this bound on
σt we use Proposition 27 which yields
f (α(t) + ∆α) ≤ f (Aα(t) ) + ∇f (Aα(t) )> A∆α + (A∆α)> ∇2 f (Aα(t) )A∆αρ
where ρ :=

h

Mf k∆αk2

e

−Mf k∆αk2 −1
Mf2 k∆αk2

(A.49)

i
.

Using Jensen’s inequality for convex functions, i.e., f ( n1
(A∆α)> ∇2 f (Aα(t) )A∆α

≤

K

X

K

X

P

i

xi ) ≤

1
n

P

i

f (xi ) we can bound

(A[k] ∆α[k] )> ∇2 f (Aα(t) )A[k] ∆α[k]

k
(A.42)

=

∆α[k] > H̃(α(t) )∆α[k]

k

Using this together with (A.49) we get
f (α(t) + ∆α) = f (Aα(t) ) + ∇f (Aα(t) )> A∆α + K

X

∆α[k] > H̃(α(t) )∆α[k] ρ.

k

and hence
F (α(t) + ∆α) = f (α(t) + ∆α) +

X

gi ((α(t) + ∆α)i )

i
(t)

≤ Mσt = 1 σsup (∆α; α )
η

since any σ > η1 σsup is guaranteed to yield a successful step and in every iteration σ is at most
increased by η, hence, σsup provides an upper bound on {σt }t≥0 .
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A.9 S NAP ML
A.9.1 H IERARCHICAL ADN
Assuming we use ADN to distributed the work across K1 worker groups, then each worker
group k ∈ K1 is assigned a subproblem of the following form, see (8.5),
arg min F (k) (d; v, α[k] ) :=
d∈Rnk

1
σ
2
f (v) + ∇f (v)> Ak d + d> A>
k ∇ f (v)Ak d
K
2
X
gi ((α[k] + d)i ).
i∈[nk ]

(A.50)

In the hierarchical optimization framework implemented in Snap ML this task is solved in a
distributed manner across K2 > 0 workers. To split the local work (A.50) across K2 workers
we use a C O C OA-like approach, as described in Algorithm 6, but we introduce a slight modification the the C O C OA local subproblems so we can take advantage of the local second-order
information provided by ADN. Let us apply a change of variables to rewrite (A.50) as
arg min f¯(Bd) +
d∈Rnk

X

ḡi (di ).

(A.51)

i∈[nk ]

where we define f¯(Bd) := K1 f (v)+∇f (v)> Bd+ σ2 d> B > ∇2 f (v)Bd and ḡi (di ) = gi (αi +di ),
where B := Ak denotes the local data partition. Note that f¯ if γ̄ = σ smooth and ḡi is µ̄ = µ
strongly-convex. We now define the following subproblem for each worker ` ∈ [K2 ] in worker
group k ∈ [K1 ]:
F (k,`) (∆d[`] ; d[`] , v̄, v) :=

1 ¯
γ̄K2
f (v̄) + ∇f¯(v̄)> B∆d[`] +
kB∆d[`] k2∇2 f (v)
K2
2
X
+
ḡi ((d[`] + ∆d[`] )i ).
(A.52)
i∈[nk,` ]

where v̄ := Bd. This subproblem differs from the inner level subproblems of our hierarchical
C O C OA method presented in Section 7.3 in that the local Hessian ∇2 f (v) enters the subproblem explicitly, whereas for C O C OA it is upper bounded as ∇2 f (v)  γI. However, crucially
we still preserve the following property of the subtasks:
F (k) (d + ∆d; v, α[k] ) ≤

X

F (k,`) (∆d[`] ; d[`] , v, v̄).

(A.53)

`

Thus, using a similar approach as in Appendix A.7.4 we get the following convergence result
for the inner level optimization.
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Corollary 29. Consider the C O C OA Algorithm as defined in Algorithm 6 applied to
the ADN subproblem of the form (A.50). Let the K2 subtasks be defined as in (A.52).
Let θ̄ be the approximation quality of the local solver according to Definition 8. Let
f be γ-smooth and gi be a µ-strongly convex functions. Then, the suboptimality after
t ≥ 1 iterations can be bounded as
t

σc̄A γ + µ
ε̄(0)
(A.54)
ε̄ ≤ 1 − (1 − θ̄)
σK2 c̄A γ + µ
where c̄A = max∆d[`]

kA∆d[`] k∇2 f
.
k∆d[`] k∇2 f


t2
σc̄ B +µ
Thus, the ADN subproblems (A.50) are solved θ = 1 − (1 − θ̄) K2 c̄AA Bff +µ
approximately
after t2 inner iterations. Plugging this into the convergence results of ADN from Theorem 16
and Theorem 17 we can obtain convergence guarantees for our two level scheme.

A.9.2 P ROOF OF C OROLLARY 29
Proof. For the proof of the linear convergence rate of Corollary 29 we consider the ADN subproblem objective F (k) as defined in (A.50) for one particular k ∈ [K1 ]. We assume this
problem is solved in a distributed fashion across K2 workers. The subtasks F (k,`) assigned to
worker ` in group k is defined in (A.52). We will first prove the claim (A.53):
σK2 X
F (k,`) (∆d[`] ; d[`] , v̄, v) = f¯(v̄) + ∇f¯(v̄)> B∆d +
kB∆d[`] k2∇2 f (v)
2
`
`∈[K2 ]
X
+
ḡi ((d + ∆d)i )
X

i∈[nk ]


>
σ
≥ f¯(v̄) + ∇f (v) + σv̄∇2 f (v) B∆d + kB∆dk2∇2 f (v)
2
X
+
ḡi ((d + ∆d)i )
i∈Ik

= f¯(Bd + ∆d) +

X

ḡi ((d + ∆d)i )

(A.55)

i∈Ik

P
and thus F (k) (d + ∆d; v) ≤ ` F (k,`) (∆d[`] ; d, v, v̄) as claimed in (A.53). To prove convergence of the inner level C O C OA with subproblem (A.52) applied to (A.50) we exploit that each
of the individual subtasks F (k,`) is solved θ̄-approximately according to Definition 8. Thus, we
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can upper bound the suboptimality of (A.50) as
F (k) (d + ∆d; v, α) − F (k)
≤

X

?

(A.56)

F (k,`) (∆d[`] ; d[`] , v̄; v) − F (k)

?

`

= F (k) (d; v, α[k] ) − F

(k) ?

!
−

F (k) (d; v, α[k] ) −

X

F (k,`) (∆d[`] ; d[`] , v̄, v)

`
(4.11)

≤ F (k) (d; v, α[k] ) − F

(k) ?



X
+ (1 − θ̄) min
F (k,`) (∆d[`] ; d[`] , v̄, v) − F (k) (d; v, α[k] )
∆d

`

{z

|

}

Λ

?

where F (k) := min∆d F (k) (d + ∆d; v, α). Further, plugging in the definitions of the subproblem F (k) from (A.50) and the inner level subtasks F (k,`) from (A.34), we find

>
σK2 X
kB∆d[`] k2∇2 f (v)
Λ := min ∇f (v) + σv̄∇2 f (v) B∆d +
∆d
2
`
X
+
ḡi ((d + ∆d)i ) − ḡi ((d)i ).
i∈[nk ]

We proceed by bounding the term Λ by considering an not necessarily optimal update ∆d =
λ(x − d) where x ∈ Rnk will be chosen favorably in the course of the proof:
Λ ≤ min λ∇f (v)> B(x − d) + λσ(v̄∇2 f (v))> B(x − d) +
λ

X

+

σK2 λ2 X
kB(x − d)[`] k2∇2 f (v)
2
`

ḡi ((1 − λ)di + λxi ) − ḡi (di ).

(A.57)

i∈[nk ]

Now, using µ-strong-convexity of gi we have
X

ḡi ((1 − λ)di + λxi ) − ḡi (di ) ≤

i∈[nk ]

X

−λḡi (di ) + λḡi (xi ) −

i∈[nk ]

µλ(1 − λ)
kx − dk2 .
2

Augmenting the second term in (A.57) to extract the subproblem objective (A.50) we get

σ
σ
Λ ≤ min λ F (k) (x; v, α[k] ) − F (k) (d; v, α[k] ) − λ kBxk2∇2 f (v) + λ kBdk2∇2 f (v)
λ
2
2
2 X
σK
λ
µλ(1
− λ)
2
+λσ(v̄∇2 f (v))> B(x − d) +
kB(x − d)k k2∇2 f (v) −
kx − dk2 .
2
2
k
Note that since v̄ = Bd we can summarize the following term
−λ

γσ
γσ
kBxk2∇2 f (v) + λ kBdk2∇2 f (v) + λγσ(v̄B)>
∇2 f (v) (x − d)
2
2
γσ
γσ
= − λ kBxk2∇2 f (v) − λ kBdk2∇2 f (v) + λγσ(Bd)>
∇2 f (v) Bx
2
2
1
= − λσγ kB(x − d)k2∇2 f (v) .
2
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This yields
Λ ≤ min λ F
λ

(k)

(x) − F

(k)




σK2 γλ2 c̄A
σγc̄A µλ(1 − λ)
(d) +
−λ
−
kx − dk2 (A.58)
2
2
2

where we exploit smoothness of f which yields ∇2 f (v)  γI and define c̄A such that
kBdk2∇2 f (v) ≤ c̄A kdk2∇2 f (v) .
To finalize the proof of Corollary 29 we let x = arg mind F (k) (d; v, α[k] ) and choose
λ=

σc̄A γ + µ
σK2 c̄A γ + µ

such that the last term in (A.58) is negative. We get the following recursion on the suboptimality:


σc̄A γ + µ
?
(k)
(k) ?
F (d + ∆d; v, α[k] ) − F
≤ 1 − (1 − θ̄)
(F (k) (d; v, α[k] ) − F (k) ).
σK2 c̄A γ + µ
Applying this bound recursively and using σ ≤ K1 the bound of Corollary 29 follows.
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APPENDIX

B

S UPPLEMENTARY M ATERIAL
B.1 C OORDINATE D ESCENT U PDATE C OMPUTATION
In this section we explicitly state the coordinate update formulation for the machine learning
models discussed in the experiments during this thesis. The coordinate update is a solution to
the following optimization problem:
1
arg min ∇f (Aα)cj δ + A(α + ej δ)> ∇2 f (v)A(α + ej δ) + gj0 (αj )δ + gj00 (αj )δ 2
2
δ

(B.1)

which is a quadratic approximation to the objective (Â). Note that, if f, gi are quadratic function,
δ is the exact coordinate descent update on (Â) and for non quadratic functions it determines a
Newton step on the objective (Â). This update is used in the TPA-SCD algorithm which forms
the core of Snap ML.
Ridge Regression. For the ridge regression model as stated in (1.2), the approximation (B.1) is
exact and δ is the optimal coordinate descent step. If (1.2) is mapped to (Â) the primal
model update can be computed as

δ=−

c>
j (v − y) + λαj
kcj k22 + λ

where the columns cj of the data matrix A denote the features. If (1.2) is mapped to
(B̂), the dual model update can be computed as

δ=−

1 >
c v + αj − y j
λ j
1
kcj k22 + 1
λ

where the columns cj of the data matrix A denote the examples.
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Lasso. For the lasso regression model as stated in (1.2), the update step on the primal model
can be computed as

δ=S

c>
j (v − y)
αj −
kcj k22

λ
kcj k2
2

!
− αj

where Sτ (x) = sign(x)[|x| − τ ]+ denotes the soft-threshold operator. Note that for the
Lasso objective we cannot provide a dual solver because the regularizer is not strongly
convex.
L2 -regularized SVM. For the problem of L2 -regularized SVM, the objective (1.3) can only be
mapped to (B̂) and the dual model update is exact and can be computed as

δ = yj max 0, min 1, yj

αj −

1 >
c v − yj
λ j
1
kcj k22
λ

!!!
− αj

where the columns cj of the data matrix A denote the examples.
L2 -regularized Logistic Regression. For L2 -regularized Logistic Regression we can apply primal and dual solvers. If (1.4) is mapped to (Â) the primal model update can be computed as

δ=− −

X
i

exp(−yi vi )
cj,i yi
+ λαj
(1 + exp(−yi vi ))

!
X
i

exp(−yi vi )
c2j,i
+λ
(1 + exp(−yi vi ))2

!−1

where the columns cj of the data matrix A denote the features. If (1.4) is mapped to
(B̂), the dual model update can be computed as
1 >
cj v

δ = −λ

+ yj log(αj yj ) − yj log(1 − αj yj ))
1
kcj k22 + αj1yj + 1+α1j yj
λ

where the columns cj of the data matrix A denote the examples.
L1 -regularized Logistic Regression. For L1 -regularized Logistic Regression the update step on
the primal model can be computed as
"
δ = Sλ
ξ

αj − −

X
i

#
!
exp(−yi vi )
cj,i yi
ξ −1 − αj
(1 + exp(−yi vi ))

where Sτ (x) = sign(x)[|x| − τ ]+ denotes the soft-threshold operator with threshold
P
exp(−yi vi )
parameter τ and ξ := i c2j,i (1+exp(−y
2 . Note that for L1 -regularized objectives we
i vi ))
cannot provide a dual solver because the regularizer is not strongly convex.
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B.2 D UALITY G AP C OMPUTATION
The duality gap forms a core of our DuHL scheme. It is evaluated to determine the importance
of individual data columns for the optimization. In the following we state the expression for the
duality gap explicitly for the machine learning models implemented in this thesis.
Ridge Regression. Since the L2 -norm is self-dual the computation of the duality gap (2.11) for
the case where (A) corresponds to the ridge regression objective (1.2) is straightforward:
X
1 > 2 λ 2
(c β) + αi
G(α) =
αi c>
i β+
2λ i
2
i∈[n]

where α corresponds to the primal model and the dual model is defined as β := v − y
where v := Aα.
Lasso. Using the Lipschitzing trick with B such that |αi | ≤ B ∀i ∈ [n] we can compute the
duality gap (2.11) for the case where (A) corresponds to the lasso regression objective
(1.2) as
X
 >

G(α) =
αi c>
i β + B |ci β| − λ + + λ|αi |
i∈[n]

where, again, α corresponds to the primal model and the dual model is defined as
β := v − y with v := Aα.
L2 -regularized SVM. We can compute the duality gap (2.11) for the case where (B) corresponds
to primal SVM objective (1.2) and (A) to its dual, as

G(α) =

X

>
αi c>
i β + max[0, 1 − yi ci α] − yi αi

i∈[n]

where α corresponds to the dual model and the respective primal model is given as
β := λ1 v with v := Aα.
L2 -regularized Logistic Regression. For the case where (A) corresponds to the logistic regression objective (1.4) with L2 regularization the duality gap can be computed as
G(α) =

X
i∈[n]

αi c>
i β+

1 > 2 λ 2
(c β) + αi
2λ i
2

where α corresponds to the primal model parameters and the dual model is defined as
yi exp(−yi vi )
βi := − 1+exp(−y
, where v := Aα.
i vi )
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L1 -regularized Logistic Regression. For the case where (A) corresponds to the logistic regression objective (1.4) with L1 regularization the duality gap can be computed as
X

 >
G(α) =
αi c>
i β + B |ci β| − λ + + λ|αi |
i∈[n]

where α corresponds to the primal model parameters and the dual model is defined as
yi exp(−yi vi )
, where v := Aα.
βi := − 1+exp(−y
i vi )

B.3 DATASETS

Name

Raw Size
(Train)

# features

70 MB

url

# examples
Train

Test

fraction
non-zeroes

1’355’191

15’899

4’097

3.36E-04

1.77 GB

3’231’961

1’917’285

478’845

3.58E-05

kdda

2.49 GB

20’216’830

8’407’752

510’302

1.80E-06

kddb

4.53 GB

29’890’095

19’264’097

748’401

9.84E-07

webspam

8.34 GB

16’609’143

280’419

69’581

2.24E-04

mushrooms

1.36 MB

112

8’124

-

0.187

3.2 GB

2’000

400’000

100’000

1

Dogs vs Cats

32.1 GB

200’704

40’000

-

1

criteo-kaggle

11GB

1’000’000

45’840’617

6’042’135

1.95 E-06

1.3 TB

1’000’000

4’195’197’692

178’274’637

3.9 E-05

news20.binary

epsilon

criteo-tb

Table B.1.: Publicly available datasets from LIBSVM (2018) used throughout the thesis.
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C. Dünner, M. Gargiani, A. Lucchi, A. Bian, T. Hofmann and M. Jaggi. “A Distributed SecondOrder Algorithm You Can Trust”, in Proceedings of the International Conference on Machine
Learning (ICML), Stockholm, Sweden, July, 2018.
T. Parnell, C. Dünner, K. Atasu, M. Sifalakis and H. Pozidis. “Tera-Scale Coordinate Descent
on GPUs”, in Journal of Future Generation Computer Systems (FGCS), May, 2018.
C. Dünner, T. Parnell and M. Jaggi. “Efficient Use of Limited-Memory Accelerators for Linear
Learning on Heterogeneous Systems”, in Advances in Neural Information Processing Systems
(NIPS), Long Beach, CA, December, 2017.
C. Dünner, T. Parnell, K. Atasu, M. Sifalakis and H. Pozidis. “Understanding and Optimizing
the Performance of Distributed Machine Learning Applications on Apache Spark”, in Proceedings of the IEEE International Conference on Big Data (IEEE Big Data), Boston, MA,
December, 2017.
T. Parnell, C. Dünner, K. Atasu, M. Sifalakis and H. Pozidis. “Large-Scale Stochastic Learning
using GPUs”, in Proceedings of the 6th International Workshop on Parallel and Distributed
Computing for Large Scale Machine Learning and Big Data Analytics (ParLearning), Orlando,
Florida, May, 2017.
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