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Abstract
Modeling the visual world is the cornerstone of solving many important
problems in engineering and science. Those problems include augmented/virtual reality (AR/VR), artificial intelligence (AI) and robotics. The
goal of modeling is usually to distill the perceived world into a form which
is suitable for solving a range of tasks.
Over the years of research, multiple approaches to modeling the world
were proposed. Currently, three most widely used approaches are: explicitly reconstructing the world from images, keeping the knowledge implicitly as weights of a neural network and representing the world as a collection of neural embedding instances. The first approach relies on human
geometric priors about the process by which the images were obtained.
Those priors provide geometric constraints which allow to determine the
3D model which is consistent with the observed evidence. The second and
the third approaches are based on learning — that is, fitting the weights
of a parametric function while solving some human-designed optimization
problem. The second approach does not keep explicit memory of individual instances of experience — all the information is distilled into the
weights. The third approach preserves the instances of interaction with the
world as individual embedding instances. Embedding neural network extracts those instances from experience and other neural networks operate
on them — for example, to determine similarities between pairs of experiences. In this thesis, we analyze different modeling approaches and make
three novel contributions to them.
First, we propose a very accurate reconstruction method called Ray Poi

tentials, which takes into account ray priors on how world images are obtained in the first place. This is done by modeling visibility relations along
the rays and proposing an efficient optimization method based on a novel
Visibility Consistency constraint — which turns out to be crucial for the
approach to work. The resulting method achieves state-of-the-art results on
a few reconstruction benchmarks, especially shining on reconstructing thin
objects.
Second, we propose a novel way to represent the environment as neural
embedding instances which we call Semi-parametric Topological Memory.
The main idea is to use the action and time signal from the interaction
of the agent with the environment to learn embeddings and neural operators on those embeddings in the self-supervised manner. We apply this
representation to the visual navigation problem and show that our method
achieves excellent results, generalizing to novel environments significantly
better than end-to-end reinforcement learning methods which represent the
world in the weights of a neural network.
Third, we develop a new method for determining visual novelty based
on neural embedding instances which is called Episodic Curiosity. This
is done by using the time signal to learn a similarity function and then
by applying this similarity to the memory buffer of previous instances of
experience to verify if the current experience is novel or not. The novelty
estimate is further used to construct an augmented reward function of a
reinforcement learning agent which motivates it to explore its environment.
Our method achieves state-of-the-art results in exploring visually complex
mazes and allows a simulated quadruped robot to learn locomotion from
maximizing the perceived novelty.

Zusammenfassung
Die Modellierung der visuellen Welt ist der Grundstein für die Lösung vieler wichtiger Probleme in Technik und Wissenschaft. Diese Probleme umfassen Erweiterte Realität / Virtuelle Realität (AR / VR), Künstliche Intelligenz (KI) und Robotik. Das Ziel dieser Modellierung besteht gewöhnlich
darin, die wahrgenommene Welt in eine Form zu bringen, die zur Lösung
einer Reihe von Problemen geeignet ist.
Im Laufe der vergangenen Jahre wurden mehrere Ansätze zur Modellierung der Welt vorgeschlagen. Gegenwärtig gibt es drei Ansätze, basierend auf neuronalen Netzwerken, welche die Welt aus Bildern modelliert.
Hierbei wird das Wissen implizit als Gewicht eines neuronalen Netzwerks
repräsentiert und die Welt als Sammlung neuronaler Einbettungsinstanzen
dargestellt. Der erste Ansatz basiert auf dem menschlichen geometrischen
Vorwissen darüber, wie Bilder erzeugt werden. Dieses Vorwissen kann genutzt werden, um geometrische Zwangsbedingungen zu formulieren, die
es ermöglichen das 3D-Modell zu bestimmen, welches mit den Beobachtungen übereinstimmt. Der zweite und der dritte Ansatz basieren auf den
Paradigmen der künstlichen Intelligenz, wobei hier Gewichte einer parametrischen Funktion gelernt werden, um ein vom Menschen entworfenes
Optimierungsproblem zu lösen. Der zweite Ansatz speichert nicht explizit einzelne Erfahrungsinstanzen, sondern destilliert die Information in einzelne Gewichte. Der dritte Ansatz bewahrt die Instanzen der Interaktion
mit der Welt als einzelne Einbettungsinstanzen. Durch das Einbetten eines neuronalen Netzwerks werden diese Instanzen aus der Erfahrung extrahiert, und andere neuronale Netzwerke arbeiten mit ihnen, um beispielsiii

weise Ähnlichkeiten zwischen Erfahrungspaaren zu bestimmen. In dieser
Arbeit werden unterschiedliche Modellierungsansätze analysiert und drei
neue Verfahren vorgeschlagen.
Zunächst schlagen wir eine neuartige Rekonstruktionsmethode vor, welche wir Strahlenpotential nennen. Bei dieser Methode werden sogenannte
Strahlen-Prior berücksichtigt, wie sie bei der Entstehung eines Bilds beobachtet werden. Dazu werden Sichtbarkeitsbeziehungen entlang der Strahlen modelliert und eine effiziente Optimierungsmethode vorgeschlagen, die
auf einer neuartigen Sichtbarkeitskonsistenzbeschränkung basiert — die für
das Vorgehen von entscheidender Bedeutung ist. Die daraus resultierende
Methode erzielt auf unterschiedlichen Rekonstruktionsbenchmarks, insbesondere bei der Rekonstruktion dünner Objekte, Ergebnisse welche dem
neuesten Stand der Technik entsprechen.
Zweitens schlagen wir eine neue Methode vor, um die Umgebung als
Instanzen neuronaler Einbettung darzustellen, die wir als semiparametrisches topologisches Gedächtnis bezeichnen. Die Hauptidee besteht darin,
die Aktion und das Zeitsignal aus der Interaktion des Agenten mit der Umgebung zu verwenden, um Einbettungen und neuronale Operatoren auf diesen Einbettungen in selbstüberwachter Weise zu lernen. Wir wenden diese
neuartige Darstellung auf das Problem der visuellen Navigation an und zeigen, dass unsere Methode hervorragende Ergebnisse erzielt und sich deutlich besser auf neue Umgebungen verallgemeinert lässt, als das herkömmliche Ende-zu-Ende Bestärkende Lernen, welches die Welt in unterschiedlichen Gewichten in eines neuronalen Netzwerks darstellt.
Als drittes schlagen wir eine neue Methode zur Bestimmung der visuellen Neuheit basierend auf Instanzen der neuronalen Einbettung vor, die
wir Episodische Neugier nennen. Dies erfolgt durch Verwendung des Zeitsignals, um eine Ähnlichkeitsfunktion zu lernen. Diese Funktion wird verwendet, um aktuelle Erfahrungen auf Ähnlichkeit mit anderen Erfahrungen
aus dem Erfahrungsspeicher zu testen und so festzustellen, ob die aktuelle
Erfahrung neu ist oder nicht Die Neuheitsschätzung wird ferner verwendet, um eine erweiterte Belohnungsfunktion eines Verstärkungslernmittels
zu konstruieren, die es motiviert, seine Umgebung zu erkunden. Unsere
Methode erzielt modernste Ergebnisse bei der Erkundung visuell komple-

xer Irrgärten und ermöglicht es einem simulierten vierbeinigen Roboter,
die Fortbewegung aus der Maximierung der wahrgenommenen Neuheit zu
lernen.
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Chapter 1

Introduction
1.1

Motivation

In this thesis we investigate different approaches to representing the visual world. Arguably, there is no single best way to do this and the right
approach is problem-dependent. We thus investigate a few classes of problems and analyse advantages and disadvantages of different modeling approaches. This chapter introduces those classes of problems, the challenges
of modeling the visual world with respect to them and how these challenges
can be approached.

1.1.1

What is a model of the world?

To begin with, we need to define what we mean by “world”. We are going
to use the notions of “world” and “environment” interchangeably in this
thesis. James Jerome Gibson, one of the greatest perception psychologists
of the 20th century, dedicated a whole chapter of his book (Gibson, 2014) to
define this notion. We are loosely following his definition. Very briefly, the
environment consists of substances comprising solid things, medium where
agents (animals) can move and surfaces which separate substances from
medium and provide visual/tactile guidance for the movement of agents.
The agents themselves are also considered part of the environment.
1
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In this thesis, a model of the world is some representation of the world
which allows to solve a range of problems that we care about (usually called
“downstream tasks”). Note that the notion of a model is always relative to
the downstream tasks this model is designed to solve.
An important distinction is whether we model the dynamics of the
world or not. Depending on a problem, a model might describe how the
world evolves or just describe the permanent state of it. Describing the
evolution might be very challenging as this evolution is normally stochastic
and unstable with respect to initial conditions (Ladicky et al., 2015).
In this thesis, we limit ourselves to the classes of problems where the
world is assumed to be largely static. The only exception is the agent moving in this world — in which case our modeling will mostly concern the
location of the agent in the environment. Modeling the dynamic world is a
challenging topic of the future work.
We also limit ourselves to modeling from images. While many other
sensors are currently available (e.g., depth sensors), the images remain the
most ubiquitous and cheapest to obtain — at the same time retaining a lot
of information about the world.

1.1.2

Measuring the quality of a model

To make progress in visual world modeling, one needs to introduce measures of model quality. Here we propose one approach to doing this.
As it was mentioned before, each model is designed to solve a range of
downstream tasks. Thus, it would be natural to take quality measures from
those downstream tasks and average them to evaluate the model.
More formally, let us define the sequence of observations (images) used
to build the model as o = (o1 , . . . , on ). The model is a function of those
observations and the parameters θ:
M = M (o, θ).
After we build the model, it is used in the downstream tasks T1 , . . . , Tm
with quality measures Q1 , . . . , Qm . We could thus measure the quality of
a model as an average of those quality measures:
2
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m
P

Q(o, θ) =

Qi (M (o, θ))

i=1

m

.

Now, one could improve the model quality Q by adjusting the parameters
vector θ. However, this optimization is non-trivial: even if M (o, θ) is a
differentiable function of its arguments, the quality measures Qi (·) are often not. One option is to use techniques from Reinforcement Learning to
deal with this non-differentiable optimization. Another option is to construct differentiable proxy tasks and optimize θ with respect to them in a
hope that improvement in those tasks would lead to improvement in the
downstream quality Q.

1.1.3

Importance of modeling

Static modeling of the world is important for many problems in engineering
and science. Here we list a few downstream tasks, most relevant to this
thesis:
• AR/VR. To mix the real world with an imaginary one, software needs
to know where real objects are and what is the structure of those objects. Otherwise imaginary objects might be submerged into the floor
or not accessible to the user. Also, we often want to place virtual
objects into the scene which resemble real objects and interact with
them — thus we need to generate a representation of an object which
can be visually rendered into the user’s field of view, potentially under a different angle and with different illumination. Finally, AR/VR
tasks typically require accurate modeling of the user’s position to update the imaginary content according to the user’s movement.
• AI/robotics. Intelligent agents need to interact with the world, so
knowledge about the world should be obtained and preserved. An
example would be a robot which needs to navigate in a warehouse
and deliver goods between different locations.
3
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• Physical structures management. We might want to audit the condition of physical objects (Ham et al., 2016) or to do physical object
measurements (Kolev et al., 2014) by visually observing the world.
For example, we may want to establish that electricity transmitting
lines are not broken after a hurricane by sending a drone along the
lines to capture them on video and then automatically analyzing this
video. Another example would be measuring the size of furniture
with a smartphone to determine if it will fit into your home or not.

1.2

Modeling the world

In this section we introduce the challenges of modeling the world with respect to previously identified classes of downstream tasks, and the modeling approaches. We also discuss how those approaches address some of
those challenges and how suitable each approach is for each task.

1.2.1

Challenges

Let us outline a range of questions which underline the modeling challenges:
• Sample efficiency. How much data model consumes before becoming reasonably good for the task? Alternatively, how many interactions with the environment are needed to construct a good model of
it?
• Prior robustness. Is it likely that the model’s prior assumptions are
violated in the world? How robust is the model to those violations?
• Scaling with data. Does the model scale well computationally when
the amount of input data grows?
• Complexity of integration into the task pipeline. Does a model
on its own provide enough information for solving the task or do we
need to write special “glue” code to integrate it into the pipeline?
4
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• Ability to self-improve. Does the model propose a principled way
to collect the data for improving the completeness of itself?
• Interpretability. Do we understand how the model works? Can
we examine its inner structure? This question also largely relates to
safety: we cannot fully trust the model with our lives if we do not
understand how it works.

1.2.2

Modeling approaches

Over the many years of research, several classes of world models were
proposed:
1. Explicit geometric reconstruction. It comprises both dense 3D reconstruction (world as a mesh, Pollefeys (1999)) and sparse 3D reconstruction (world as a collection of points, Hartley (1993)). Such a
reconstruction is done with geometric priors which take into account
how the images were obtained in the first place. Modeling the position of the agent is sometimes done together with the reconstruction
(in SLAM systems, Davison (2003)) but often is done separately (in
visual localization tasks, Robertson & Cipolla (2004)).
2. Neural representation. It comprises the following sub-classes:
(a) Weight-based. Knowledge is stored in the weights of a neural network. There are two approaches. In the first one, the
knowledge is captured implicitly: the neural network is solving
some particular problem in the environment and the knowledge
about the environment is retained in the weights as much as
it helps to solve this problem (Rumelhart et al., 1988; LeCun
et al., 1989; Hochreiter & Schmidhuber, 1997). In the second
one, the knowledge about the world is explicit: the agent predicts the perceived consequences of its own actions and these
predictions are done by a neural network (Werbos, 1989; Pathak
et al., 2017; Ha & Schmidhuber, 2018; Hafner et al., 2018).
5
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(b) Instance-based (episodic memory). Knowledge is stored as
a collection of embeddings, corresponding to instances of experience (Bahdanau et al., 2014; Vinyals et al., 2016; Vaswani
et al., 2017; Snell et al., 2017; Sung et al., 2018; Savinov et al.,
2018; Triantafillou et al., 2019). This collection could be used
for more than one task. For those collections to be useful, neural operators are trained to process them. This type of modeling is also known under different names: examplar models, relational networks, attention models, prototypical networks. A
modification of this type of model exists where the instances
mix with each other in the attention-based writing procedure
(Graves et al., 2014, 2016; Santoro et al., 2016; Blundell et al.,
2016; Pritzel et al., 2017; Wayne et al., 2018). In this thesis,
we still consider them closer to instance-based models than to
weight-based.
The difference between the two types of neural representations is illustrated in Figure 1.1. Note that recurrent neural architectures (for example,
LSTM proposed by Hochreiter & Schmidhuber (1997)) are to some extent in-between these two: the knowledge is preserved both in the weights
and in the current memory cell activations. However, those activations are
normally not attributed to specific instances of past experience — and empirically such neural networks struggle to preserve knowledge over longer
time horizons (Hochreiter et al., 2001; Vaswani et al., 2017). Thus, they
better fit into weight-based models for the purposes of our discussion.

1.2.3

Spectrum of end-to-endness

How could one meaningfully organize the previously proposed modeling
approaches into a unified picture? Here we suggest one such way.
Arguably, one could order those approaches by the degree to which they
optimize for downstream quality versus intermediate proxy quality.
At the one end of the spectrum are neural weight-based approaches.
They try to optimize for downstream quality end-to-end, usually tackling a
hard non-differentiable optimization problem through Reinforcement Learn6
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(a)

(b)

Figure 1.1: (a) weight-based neural representation, (b) instance-based neural representation.

ing (RL). Such RL approaches get a sequence of images as the input and
make almost zero assumptions about the data and how the world is structured. As a result, they are much less data efficient — but also much more
flexible since the representations coming from them do not have human
engineered assumptions.
At the other end of the spectrum are explicit geometric reconstruction
approaches. Those approaches usually construct intermediate proxy tasks
instead of end-to-end optimization for downstream quality. These proxy
tasks rely on strong human assumptions about the world. As a result, the
derived representation — 3D model — is strongly structured and allows
for powerful inference procedures. However, a certain downside is that
optimization for proxy tasks might be misaligned with downstream tasks.
In the middle of the spectrum are neural instance-based approaches.
They often use proxy tasks (to train neural operators on embeddings) together with end-to-end optimization — which increases sample-efficiency
but also introduces more assumptions that could create misalignment with
downstream tasks.
7
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1.2.4

How suited different modeling approaches are for solving
modeling challenges and different classes of problems

In this section we go through the major challenges identified previously and
summarize how well each type of models addresses them:
• Sample efficiency is typically better for reconstruction-based models. However, the instance-based neural models discussed in this thesis can also be equally efficient (with the caveat that the neural networks which compute the embeddings and operate on them need to
be pre-trained on larger data). To give concrete numbers, reconstruction models are usually very efficient: 100s of images are enough for
representing large urban environments encompassing a few buildings
and open spaces (Häne et al., 2013). Instance-based neural models
also can be quite efficient — requiring 1000s of images for representing very large mazes (Savinov et al., 2018). Weight-based neural
models are typically not sample-efficient and often require millions
of images for representing moderate-sized environments like mazes
(Mirowski et al., 2017). One exception to this general tendency is
a recently introduced family of model-agnostic meta-learning algorithms (MAML, Finn et al. (2017)) which could be considered purely
weight-based. However, a recent study (Triantafillou et al., 2019)
shows that even MAML could profit from remembering embedding
instances — proposing a new instance-based neural model ProtoMAML which significantly outperforms MAML on a range of fewshot learning problems.
• Reconstruction-based models have worse robustness to prior assumptions violation. This is due to the fact that they are constructed based
on numerous priors. Unfortunately, some of those priors are often
unsatisfied in the wild. For example, textureless/non-lambertian areas and adversarial lighting conditions are particularly challenging
for reconstruction-based models because they violate basic assumptions of those models. On the other hand, neural representations of
the world are based less on priors and more on learning — and could
potentially ignore world’s “imperfections” if they are irrelevant for
8
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the task at hand. For example, if a robot is standing in a textureless
corridor, trying to reconstruct/localize could be counter-productive
for navigation. However, just moving forward along this corridor
to reach a textured area is a natural thing to do — and this is what
a neural-based model could learn (Mishkin et al., 2019). Introducing such robustness into reconstruction models is non-trivial as this
would require a hand-crafted rule for every difficult situation, detectors of such situations and smart “switches” between different rules.
• The best computational scaling with data is currently provided by
reconstruction-based models: impressive results were achieved when
reconstructing whole cities from 100 million images in just six days
on a normal PC (Heinly et al., 2015). This is possible because those
models use expert knowledge which allows them to avoid unnecessary computations. The neural weight-based models are currently
only able to work with lower-resolution images like those from ImageNet (Deng et al., 2009) and generally do not allow processing 100
million images outside of large corporate data clusters. The neural
instance-based models are currently the least efficient since they typically require pairwise comparisons with instances in the memory —
which becomes prohibitively expensive as the memory grows. They
are normally used with sequences of no more than a few 1000s of
images (Savinov et al., 2018; Girdhar et al., 2018).
• Complexity of integration into the task pipeline is usually more favorable for neural models. This is because neural representations
are typically constructed/trained with the final tasks in mind. Reconstruction models do not address any particular task and require more
effort to integrate. In particular, their errors are not known apriori to
the system which uses them, and some tuning is required on the interface between this system and the model. That said, instance-based
neural models are slightly more complicated to integrate than weightbased ones because of increased computational efficiency costs and
the lack of universal understanding on how those models should be
implemented.
9
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• Neural instance-based models provide a more principled way to improve themselves than other models. At the core of self-improvement
lies the notion of not-yet-observed — that is, “novel” — experience
in the world. Once this notion is defined, we could obtain more complete models by optimizing data collection for novelty. When dealing
with instances, the notion of novelty could be easily formulated by
computing similarities from the current instance of experience to past
instances (Savinov et al., 2019). Doing the same with neural weightbased models is non-trivial: when a neural network has not seen anything like the current input before, it is going to return some arbitrary
output — which does not provide guidance for exploration. Recently,
a new branch of weight-based neural models started giving auxiliary
tasks to a neural network and using the prediction error of those tasks
for self-improvement — encouraging experience collection in the areas with high error to reduce it (Pathak et al., 2017). However, the
most recent investigations (in particular, in this thesis) show that this
approach is not fully working yet for visually rich environments. As
for reconstruction-based models, the ways to determine novelty are
limited. This is because geometrical cues utilized by those models to
determine similarity are only a fraction of information available for
similarity judgements — and neural-based models could in principle
be more powerful.
• Interpretability is the best for reconstruction-based models. This is
due to the fact that they are built on expert geometric priors. The neural weight-based models are least interpretable because we generally
do not understand what is computed in the hidden layers of a neural
network. Moreover, recent studies show that the supervision provided to neural networks does not lead to their understanding of the
task in a human sense (Goodfellow et al., 2014) — hence adversarial
examples arise which fool neural networks but not humans. The neural instance-based models are slightly better in this regard because
the accesses to instances in the memory buffer could be tracked and
analyzed (Vaswani et al., 2017). This could potentially tell us which
past experiences the neural network mostly relied on when making
10
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the current decision.
Table 1.1 summarizes the discussion above. However, there is still one factor which we have not analyzed yet: how compatible existing task pipelines
are for each type of models. To close this gap, we further discuss currenttime suitabilities of different approaches to different classes of tasks outlined before:
• AR/VR. Reconstruction-based systems currently represent state-ofthe-art in this task: they are able to generate reasonably dense reconstruction of whole cities given millions of images of those cities.
Neural weight-based models have approached this application area
from two angles. First, some methods try to generate whole reconstructions from just images without using geometric priors — however, the resolution of such reconstructions is typically very coarse
(Choy et al., 2016). Second, other methods try to circumvent the reconstruction and render the objects directly from new angles. However, those renderings are not production-quality yet (Eslami et al.,
2018). Finally, neural instance-based methods (Flynn et al., 2016; Ji
et al., 2017; Xia et al., 2018) have been applied to this application
area with reasonable success — but cannot provide a seamless experience to a user yet because of unrealistic flickering when moving
through the environments and sometimes blurred boundaries. Most
importantly, while neural models have been applied to parts of the
AR/VR pipeline, they have not been demonstrated for the whole task
end-to-end (i.e., simultaneous tracking of the user, rendering novel
views and mixing imaginary objects with the real ones).
• AI/robotics. While none of the modeling approaches currently provides production-ready solutions, neural models show promising results in simulation (Savinov et al., 2018) and, in some cases, in the
real world (Andrychowicz et al., 2018). Reconstruction models on
their own are not sufficient for interacting with the world and need
to be paired with a controller — which creates additional difficulties
as the controller needs to adapt to the reconstruction errors like scale
drift (Mishkin et al., 2019). However, under favorable conditions
11
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SLAM-based reconstruction models can provide high-quality metric maps and excellent localization (Cadena et al., 2016). Somewhat
in-between neural instance-based models and SLAM-based metric
reconstruction models lies a large body of powerful neuroscienceinspired semi-topological SLAM systems (Milford & Wyeth, 2008,
2010; Ball et al., 2013). Those models also show impressive results
in terms of map building and localization, successfully handling large
variations in visual appearance — even though the problem of controller pairing remains.
• Physical systems management. Currently, only reconstruction models have been successfully applied to these kinds of tasks (up to our
knowledge) — because they provide direct accurate measurements
of distances and their output models can be analyzed by experts to
establish the integrity of the system. In general, estimating distances
from multiple images is hard to do accurately with neural weightbased models because they operate on lower-resolution images and
coarse voxel grids. The lack of interpretability of these models also
hinders their application to these tasks. Finally, neural instance-based
methods have not been applied to this application area (up to our
knowledge).
We summarize these arguments in Table 1.2. One observation from this
table is that not all of the tasks are in principle suitable to be tackled by
neural models. In those tasks where safety is critical, the human experts
want to examine the model to be sure that the system is in order — and
this can only be transparently done with reconstruction-based models. Another observation is that neural models hold some promise for the tasks like
AR/VR — especially in the area of direct new view rendering — but did
not fully express their potential yet.

1.3

Areas of application

This thesis mostly concerns the following areas of application:
• Dense 3D reconstruction of real environments.
12
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Table 1.1: Comparison of how different classes of models (columns) address different modeling challenges (rows).
Reconstruction

Neural weights

+
+
+

+
+/+
+/-

Sample efficiency
Prior robustness
Scaling with data
Easy integration
Self-improvement
Interpretability

Neural instances
+/+
+/+
+/-

Table 1.2: Comparison of how well different classes of models (columns)
address different classes of problems (rows).

AR/VR
AI/robotics
Physical systems management

Reconstruction

Neural weights

Neural instances

+
+/+

+/+
-

+/+
N/A
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• Navigation in visually rich simulated 3D environments.
• Robot locomotion in visually rich simulated 3D environments.
As mentioned before, all the environments in this thesis are represented by
images and assumed to be static (besides the controlled agent operating in
those environments).

1.4

Contributions

This thesis tackles a few of the challenges identified before and encompasses both the reconstruction and neural representation sides of world
modeling.
On the reconstruction side, it aims at more accurate and complete reconstructions — one of the biggest bottlenecks of developing better AR/VR
systems. It develops a new technique called Ray Potentials which allows to
more accurately infer both the geometry and semantic classes of objects in
the world based on images. It thus increases prior robustness of reconstruction models by better filtering outliers coming from spurious point-to-point
correspondences.
On the neural representation side, it aims at better sample efficiency and
ability of the model to self-improve. In particular, it addresses the following
two problems:
• The problem of navigation in novel environments while using an
instance-based neural representation based on very few interactions
of the environment. We have shown how to split the knowledge about
the world into a non-parametric component (graph) and two parametric neural networks which operate on this graph. The resulting
system has shown good navigation abilities in novel environments.
• The problem of how to encourage agents to collect data for building
better navigational models (exploration). The intricate point here is
that to do a good job at exploring the environment for building the
model, the agent already needs some model of the environment to
understand where it has or has not been before.
14
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1.5

Structure of the thesis

This thesis consists of seven chapters, the first one being this introduction.
In chapter 2, we cover the background with a broad discussion of the
prior art, underlying concepts and the general landscape of the research
topic of this thesis.
In chapter 3, we start with our contribution to dense semantic 3D reconstruction — the Ray Potentials framework. We first formulate it in a
discrete domain and show that Ray Potentials can work, thus obtaining a
proof of concept.
Chapter 4 shows how a significant improvement to the initial model
is achievable through the idea of visibility consistency constraint which is
easier to formulate in the continuous domain. We also show how to combine Ray Potentials with the existing continuous surface prior frameworks,
thus improving both accuracy and completeness at the same time.
Chapter 5 continues with our work on another branch of world models — the one based on neural representations. We show how instancebased episodic memory allows for successful navigation in novel environments based on just a few interactions with those environments.
In chapter 6, we conclude with our take on one of the most important
question of building the world models — how to make them self-improving.
Our exploration method achieves state-of-the-art results in exploring visually rich 3D environments and allows a simulated ant robot to learn locomotion as a by-product of the desire to explore.
Finally, chapter 7 summarizes the contributions, proposes avenues for
future work and concludes the thesis.
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Chapter 2

Background
In this chapter we introduce the basic concepts and the key methods in static
world modeling from images that have been developed over the years.

2.1

Explicit geometric reconstruction

Our knowledge about the world allows us to formulate geometric constraints and algorithms which permit to model the world by explicitly reconstructing it. In this section we review this knowledge and the proposed
algorithms, as well as the ways to measure the reconstruction quality.

2.1.1

Camera model

The classic reconstruction models build on knowledge of how the image
is formed in a camera or a mammalian eye. The mammalian eye model is
more complicated and will not be discussed here. We further focus solely
on the camera model. This model will be used extensively in the parts of
this thesis devoted to Ray Potentials.
The easiest to describe and the most commonly used is the pinhole
camera model (Hartley & Zisserman, 2004). It means that all the light rays
enter the camera through a small hole and hit photoreceptors on the image
plane — which record number of photons along with their frequencies. The
17
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Figure 2.1: Camera model overview.
recordings from photoreceptors can then be converted to digital images —
RBG color values on a discretized 2D grid.
The image formation is summarized in Figure 2.1. Every world 3D
point X projects on the image plane by a line from the camera center C.
The camera center C is actually the location of the pinhole — but it is
shown on the other side of the image plane for convenience. The projected
point x receives the color information of the point X, assuming this point
belongs to an unoccluded 3D object and radiates light in the direction of
the camera center.

2.1.2

Reconstruction pipeline

To obtain reconstructions in the form of point clouds or surfaces (potentially with semantic class labels), a set of images from the environment
undergo multiple stages of processing. This process is nicely described in
a recent manuscript (Schönberger, 2018). The Ray Potential technique discussed later in this thesis constitutes one of the later stages in the pipeline.
The whole pipeline is summarized in Figure 2.2. On a high level, first
we need to find point-to-point correspondences between images (correspondence search). Those correspondences then allow us to simultaneously
estimate the relative orientation of camera positions and 3D locations of
point correspondences (sparse 3D reconstruction, also known as structurefrom-motion). Finally, dense correspondences are found for the majority of
18
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Figure 2.2: Overview of the 3D reconstruction pipeline.
pixels in the images — from which we obtain depth estimates of those pixels and use those depth estimates together with the camera model to obtain
the surface which could have plausibly produced them after the reprojection
to image planes. Below we describe each stage in more detail.
Correspondence search
First, a sparse set of “prominent” image points like corners and blobs are
extracted from all images (feature extraction). A common algorithm for
doing this is DoG (Lindeberg, 2013). For each such point (feature), we
compute a descriptor of a point — a vector which ideally uniquely identifies this point based on the image content around it. One commonly used
descriptor is SIFT (Lowe, 1999). The descriptors are then compared between pairs of images and pairs of features to determine which features
correspond to the same location in 3D (feature matching). Finally, the tentative correspondences are verified in terms of consistency with the camera
movement estimated from all of them and outliers are filtered out (geometric verification, usually performed with the RANSAC algorithm (Hartley &
Zisserman, 2004)).
Sparse reconstruction
First, some pair of images with estimated point-to-point correspondences is
used to compute preliminary 3D points locations and relative camera poses
(initialization). Then other images are added incrementally to this pair. The
camera poses of those images with respect to already processed images
are estimated (image registration). This process also allows to add new
19
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Figure 2.3: Overview of sparse reconstruction stages.
3D points to the reconstruction (triangulation). Those stages are illustrated
in Figure 2.3 and described in great detail in (Pollefeys, 1999). Finally, all
the 3D point locations and camera poses are jointly fine-tuned with gradient
descent by optimizing reprojection error (bundle adjustment, Triggs et al.
(1999)) — which essentially tries to achieve that all estimated 3D points
project correctly to their originating 2D locations in all images.

Dense reconstruction
First, correspondences are found for the majority of pixels in well-overlapping images (multi-view stereo, commonly done with the Plane Sweep algorithm by Zach et al. (2008)). The estimated pixel depths (and potentially
object classes from the image semantic segmentation) are back-projected
into the volume along the corresponding rays and aggregated into discrete
volumetric grid cells (voxels or tetrahedrons). Then occupancy (and potentially class labels) of the volumetric cells is estimated with some optimization procedure, incorporating smoothness priors to obtain continuous surfaces and filter outliers (multi-view fusion, one popular algorithm
is TV-Flux by Zach (2008)). Finally, surface is extracted from the volumetric cells by ignoring inter-cell boundaries within objects and within
freespace (surface reconstruction, often done with the Marching Cubes algorithm by Lorensen & Cline (1987)).
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2.1.3

Measuring reconstruction quality

As 3D reconstruction is usually performed by a pipeline rather than a single
algorithm, the quality for each part is typically measured separately. In this
thesis, we concentrate on the last part — dense reconstruction — which
also represents the output of the whole pipeline. Thus, we will review how
the quality is measured for this last part.
Measuring the quality of dense 3D reconstruction necessarily involves
collecting the ground truth data. To obtain the ground truth, non-imagebased techniques are used, for example, laser scanning. Such techniques
provide a rather dense point cloud, which can be readily converted into a
surface. Some popular dense 3D reconstruction benchmarks include: Middlebury (Seitz et al., 2006), Strecha (Strecha et al., 2008), DTU Robot Image Data Set (Aanæs et al., 2016), ETH3D (Schöps et al., 2017) and Tanks
and Temples (Knapitsch et al., 2017).
The main measures of 3D reconstruction quality are based on two notions: accuracy and completeness of the 3D model, as introduced in the
seminal work (Seitz et al., 2006). Following their notation, let us denote
the ground-truth model as G and the evaluated reconstructed model as R.
Informally, the goal of the evaluation will be to establish how close R is to
G (accuracy) and how much of G is covered by R (completeness). Both
models are assumed to be triangle meshes.
To measure accuracy, one starts with choosing an empirical quantile QA
(usually around 90%). Then one could iterate over vertices in R, find the
corresponding closest points on the mesh G, measure distances to them and
take the QA -quantile of those distances — let us denote it as A (thus QA
portion of vertices in R will have neighboring G-points within the distance
of A). The quantity A will be a measure of accuracy. The concept of
accuracy is illustrated in Figure 2.4 (a).
To measure completeness, one starts with choosing an empirical distance threshold TC (usually around 1.25mm). Then one could iterate over
vertices in G, find the corresponding closest points on the mesh R and
check what percentage of them fits within TC . This percentage C will be
a measure of completeness. The concept of completeness is illustrated in
Figure 2.4 (b).
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Figure 2.4: The concepts of accuracy and completeness illustrated. (a)
To compute accuracy, for all vertices of the reconstructed evaluated model
R the nearest neighbors are found on the ground truth mesh G. (b) To
compute completeness, for all vertices of the ground truth model G the
nearest neighbors are found on the reconstructed evaluated mesh R.
Both measures are essential for a fair comparison between algorithms.
If only accuracy is optimized, the comparison would favor algorithms which
produce estimated points with high certainty while omitting points with
lower certainty. If only completeness is optimized, the comparison would
favor algorithms which put points everywhere, irrespectively of the evidence for free space. Some benchmarks (like Middlebury, Strecha and DTU
Robot Image Data Set) only report both numbers unaggregated while others
(like ETH3D, Tanks and Temples) use some aggregated measures of both,
like F1 -score (harmonic mean of accuracy and completeness). In our experiments we follow the reporting strategy suggested by the corresponding
benchmark.
An attentive reader might wonder how reprojection error would fit into
the above measures. Indeed, why not reproject the reconstructed mesh onto
the input depth maps, compute the projected depths and compare them with
input depths? To get a single comparable number, one could count a relative
proportion of correctly guessed pixels in the ground truth depth map. In our
view, this would be a good alternative measure, although it is currently not
very popular. The reason is likely a lack of understanding what to do with
mesh-based ground truth 3D models, which are commonly used for eval22
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Figure 2.5: Reprojection error as an alternative way to evaluate reconstructed models. (a) Traditional binary 3D reconstruction produces mesh
as an output. This mesh could be projected onto the input depth maps and
compared to them. We could optimize to bring both original and reprojected depth maps closer together, thus providing a good objective for the
reconstruction task. (b) Semantic 3D reconstruction tasks additionally estimates class labels for all occupied voxels. When reprojected onto input
images, those class labels allow for comparison with the input 2D segmentations. By optimizing the number of consistent pixels, we could create a
good objective for the semantic 3D reconstruction task.

uating even those models which were produced based on depth maps. Do
we want to project them onto some views? What views would we project
them onto? One meaningful option would be to project them onto input
image/depth map views, as mentioned before. That way we only ask the
algorithm to accurately reconstruct what was given to it as an input. But
what to do about the areas unobserved in the input data? Do we want to
ask an algorithm to hallucinate some likely surfaces in those areas? While
in our view reconstructing those areas goes beyond what explicit geometric
modeling methods should aim for, this is a question open for debate. In
any case, while not very popular as an evaluation measure, the reprojection error actually proves instrumental in formulating powerful ray-based
reconstruction methods presented later in this thesis. The idea of direct
reprojection error minimization is illustrated in Figure 2.5 (a).
In case we not only want to reconstruct the objects in 3D, but also establish more fine-grained labeling of volumetric cells into different classes
(like building, ground, vegetation and so on), the established benchmarks
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are yet to emerge. The progress in this direction is hindered by the lack of
appropriate datasets which in turn comes from the fact that suitable annotations should be done in 3D and thus are very expensive to obtain. As a
result, for semantic 3D reconstruction the evaluation is often done qualitatively, as proposed in the foundational work of Häne et al. (2013). While it
might be challenging to evaluate semantic 3D reconstruction numerically,
direct reprojection error minimization can still be performed based on noisy
2D input segmentations, along with noisy 2D input depth maps — see Figure 2.5 (a, b).

2.2

Neural weight-based models

Arguably, humans and animals are able to operate in the world without
explicitly reconstructing it. Instead, the knowledge about the world is believed to be encoded in their neural systems. In this section we review
the mechanisms which were aimed to imitate similar functions in artificial
neural networks.
But before we delve into the details, one remark is due. Neural-based
models generally make few assumptions about the nature of input sensory
data, so they can be applied to non-visual data as well. This makes them
more general than previously discussed explicit geometric 3D reconstruction models — which need to make strong assumptions about the structure
of the input data to derive appropriate priors.

2.2.1

Connectionist models

An idea of how brain could be functioning was proposed by an influential
cognitive science movement called “connectionists”, in particular, the PDP
research group led by Rumelhart and McClealland. They famously postulated that a system of simple computational units could implement complicated AI-like computations if they are connected into a network (McClelland et al., 1986). The strength of those connections would encode the type
of computations performed. Those computational units are normally taken
to be McCulloch-Pitts-model neurons (McCulloch & Pitts, 1943):
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m
X
hk = φ 
wkj xj + bk 

(2.1)

j=0

where hk is the output of k-th neuron, xj is the j-th input to the neuron, wkj
are connection strength weights, bk are bias constants and φ is a non-linear
activation function (normally, the ReLU function (Hahnloser et al., 2000)
or sometimes the sigmoid/tanh function).
The connections — that is their weights wkj — are where the information is preserved when the network learns something new. The overall
system is organized into layers of computations, where each neuron in each
layer obeys the formula above. The very first layer is essentially input sensory data — image for our purposes. The output layer provides, depending
on the task, the probabilities of classes (if the task is categorization) or just
real values (if the task is regression). The whole system is shown in Figure 2.6.
A few classes of neural network architectures were proposed. The simplest one is the fully-connected architecture described above. More complicated architectures evolved due to the need to insert inductive biases into a
neural network — making them more suitable for particular types of problems. One of those more advanced architectures is the convolutional neural
network (LeCun et al., 1998). It asserts two crucial assumptions: a neuron
in the next layer is only connected to a local 2D neighbourhood of neurons
in the previous layer and the weights are shared between neurons in the
same layer. This architecture is shown in Figure 2.7. Another popular architecture is the recurrent neural network — in particular, Long Short-Term
Memory (LSTM, Hochreiter & Schmidhuber (1997)). It processes sequential data and assumes that every step is processed with the same connection
weights. The recurrent neural architecture is shown in Figure 2.8.
Learning algorithms
The PDP group not only envisioned the structure of today’s neural networks
but also proposed an algorithm for gradually updating connection strengths
in a manner which allows desired outputs to be computed from inputs. This
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Figure 2.6: Schematic representation of the fully-connected neural architecture.
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Figure 2.7: Schematic representation of the convolutional neural architecture.

algorithm is called backpropagation (Rumelhart et al., 1988) and it is currently the most successful algorithm for training neural networks.
The backpropagation is essentially an efficient algorithm for computing the gradient of the loss function — the measure of how well network
outputs fit the desired outputs — with respect to connection weights. After
the gradient is computed, it is usually applied with a small step to the connection weights. Such a procedure is empirically known to require many
input-output pairs for learning — which is presumably different from the
human ability to learn rapidly from few examples (Lake et al., 2017).
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Figure 2.8: Schematic representation of the recurrent neural architecture.

2.2.2

Modeling environments

When an agent is encouraged to perform some task in an environment, there
are two ways it could approach modeling.
First, it could just try to solve some problem end-to-end — that is, optimize the objective it is given, normally a supervised or reinforcement learning loss. In this case, the knowledge about environment is implicit as the
environment is only experienced through the loss function for some particular task. This approach is called model-free learning (Sutton & Barto,
2018).
Second, the agent could try to learn about the consequences of its actions on the world around it. The mathematical way of expressing this relies
on approximating the forward dynamics equation of the environment:
st+1 = f (st , at |w)

(2.2)

where st , st+1 are the current and next states of the system, at is the action taken by an agent, f is a parametric approximator (often a neural network), w is the weight vector of this approximator. Here we assume a
non-stochastic environment for simplicity.
An explicit model could be learned with gradient descent. The advan27
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tage of explicit models is that they are not dependent on the task itself but
rather try to model the world in general. Thus, the learned model could
be applied to many tasks. The way it could be applied is by unrolling the
“decision tree”, that is, what happens if we take action aj and then action
ak and so on. By judging the quality of the states we arrive to, we can plan
in advance what sequences of actions would lead to desired outcomes. This
approach is called model-based learning (Sutton & Barto, 2018).
Importantly, both types of weight-based modeling are prone to slow
learning because they save information in the weights through slow gradient updates. While model-based learning is generally considered more
sample efficient, it is still limited by gradient descent. This is going to be a
problem in novel environments where an agent, for example, might need to
remember where it has or has not been.

2.3

Neural instance-based models

Another kind of neural models relies on instances of experience rather than
weights for absorbing new information. Remembering instances is powerful because every new instance can significantly change the behaviour of
the agent for a very long time horizon. This approach dates back to simple nearest-neighbour classifiers. The comparison with training examples
allowed them to rapidly react to new instances and even new classes. However, the critical question has always been how to get a good metric for
making similarity comparisons.
The most common name for this kind of models is called attention,
which we are now going to discuss in detail.

2.3.1

Attention

Attention was proposed in the field of neural machine translation as a way
to formulate the model such that instance similarity metric is learnable.
Bahdanau et al. (2014) noticed that remembering the instances of past experience was beneficial for translation because long-term memories could
be preserved better than with plain LSTM memory cells. The question was
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Figure 2.9: Visualization of the attention mechanism.
how to keep the whole model differentiable, so that generic “operators”
working on instances could be learned. The following model was proposed:
V =

X

C(Q, Ki |w)Vi

(2.3)

i

where Ki and Vi are keys and values of past experience, Q is the current
instance query, C is the parametric comparison function and V is the value
retrieved from the model. Sometimes C metric function is normalized over
all experiences through softmax — but not always. The memory retrieval
process is summarized in Figure 2.9.

2.3.2

Learning comparison function

There are essentially two ways to learn the comparison function introduced
before.
Implicit comparison
If the retrieved value is further used in a differentiable way, then the comparison function could be learned end-to-end through learning the final
task (Bahdanau et al., 2014).
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Explicit comparison
A task-agnostic self-supervised learning is also possible. One good signal,
at least in robotics, could be the time signal. This introduces an inductive
bias: experiences closer in time are more related to each other than those
far in time. Thus, if we have sequential experiences, this allows us to train
a comparison function C in a supervised manner (Savinov et al., 2018).

2.4

Navigation

One particular task considered in this thesis is navigation. In this section we
review some popular settings for this task as well as established approaches
for solving it.

2.4.1

Task settings

Navigation tasks differ in terms of perceptual information available to the
agent and how the navigation goal is specified. The maximum set of sensors
for navigations problems consists of:
• First-person view,
• Depth map,
• Noisy coordinates of the agent.
It is known that humans are able to navigate using only the first-person
view. This is the only sensor available, for example, in computer games.
Thus, we will concentrate on this setting. In terms of specifying the goal,
two settings are common:
• Image of the goal location,
• Relative coordinates of the goal with respect to the agent’s current
location.
While both scenarios are meaningful, we will focus on the first one in our
thesis.
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2.4.2

Navigation approaches

Over the years, two major kinds of approaches to navigation were developed: classic approaches which purely consist of hand-crafted modules and
learning approaches which try to learn all or some of the modules. We further describe those two approaches.
Classic approaches
The classic pipeline for navigation consists of 4 modules (according to a
recent review by Mishkin et al. (2019)):
• Localization. The agent determines its own location with respect to
the map. One common algorithm for doing this is ORB-SLAM2 (MurArtal et al., 2015). This is done by feature point matching with respect to sparse 3D reconstruction of the environment.
• Mapping. The map of the environment is built from sensory observations — with the goal to further localize the agent and establish which
parts of the environment are traversable and which contain obstacles.
Such a map could be build from a sparse 3D reconstruction of the environment, produced by ORB-SLAM2 (Mur-Artal et al., 2015). The
points from 3D reconstruction could be quantized into grid cells by
xy-coordinates and counted with some threshold to determine free
and occupied cells.
• Planning. Depending on where the agent and the goal are, some path
connecting them is found. A waypoint is selected on this path —
the current subgoal for the agent to reach. Note that the obtained
path is not necessarily the shortest one and sometimes it is not even
traversable (e.g., it could go through a wall — but the agent does not
yet know about this wall). This largely depends on having the precise map of the environment and the precise localization. However,
even when mistakes happen, the selected waypoint along the path
motivates the agent to move — and discover new information. One
common algorithm for planning is D* Lite (Koenig & Likhachev,
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2002). The main idea of this algorithm is that it assumes unexplored
grid cells to be traversable and computes the shortest path based on
this assumption. When this assumption turns out to be wrong, the
agent arrives to the obstacle, updates the map and re-plans.
• Locomotion. Given the waypoint in relative coordinates, the agent
needs to produce actions which lead to this waypoint. This could
be done with a proportional-integral-derivative (PID) controller (Ang
et al., 2005). This controller assumes that actions like “move 1 meter
forward and 0.5 meters to the left” are available to agent (through
low-level controllers) but are prone to some noise. Thus it updates
the velocity of the agent based on it becoming closer or further away
from the waypoint.
Learning-based approaches
Learning navigation could be done in several ways depending on how much
the workings of the pipeline are specified apriori versus learned. If the
whole pipeline is learned, the task is usually formulated as a reinforcement
learning problem: the agent is given reward for approaching or reaching
the goal. An agent tries to maximize such a reward. There are some established algorithms like A3C (Mnih et al., 2016) and PPO (Schulman et al.,
2017) for optimizing the reinforcement learning problems. The resulting
model of the world is implicit: the weights of the agent represent both the
world and the actions/consequences for the agent itself. Such a formulation was proposed by Mirowski et al. (2017). On the other hand, there
are some approaches which do not learn navigation end-to-end but rather
learn some navigational modules and hard-code the others. In particular,
SPTM (Savinov et al., 2018) learns localization, mapping and locomotion
but uses explicit planning. Two other recent methods Neural Map (Parisotto
& Salakhutdinov, 2018) and CogMap (Gupta et al., 2017) learn mapping,
planning and locomotion — however assume knowledge of ground-truth
localization.
Now that we have reviewed the relevant concepts, in the next chapter
we start with our first contribution — Ray Potentials for 3D reconstruction.
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Discrete semantic 3D
reconstruction with ray
potentials
In this chapter we are studying the problem of jointly inferring dense 3D
geometry and semantic labels from multiple images. This task is called
semantic 3D reconstruction — see Figure 3.1 for the summary. We formulate this task as an optimization over rays. The problem of dense 3D
reconstruction from images and semantic segmentation is up to date still a
hard problem. A particularly powerful approach to the problem of dense
3D reconstruction from images is to pose it as a volumetric labeling problem. The volume is segmented into occupied and free space (the inside and
the outside of an object) and the surface is extracted as the boundary in
between. Traditionally, the data costs are extracted from the input images
either directly by computing matching scores per voxel or by first computing depth maps and deriving a per pixel unary potential based on the depth
maps. In both cases after the image data has been converted to a per voxel
unary term the input images are discarded. Unary terms, approximately
modeling the likelihood the depth for a given pixel agrees with the estimate, typically encourage voxels in an interval just before the matched 3D
point to take the free-space label and voxels in an interval right after the
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Depth maps

Volumetric 3D model

Input images

Semantic class likelihoods

Semantic 3D model

Class- and direction-dependent surface area penalization

Figure 3.1: Semantic 3D reconstruction task setting. The input to our
method are noisy depth maps and per-pixel semantic class likelihoods, estimated based on input images. Class- and direction-dependent surface area
penalization additionally allows to model statistical likelihoods of label interfaces at particular orientations (for example, vertical building-air transitions are quite likely so they should have low cost). Surface area penalization typically belongs to one of the two main classes: continuous or discrete
penalization. Continuous area penalization allows to model more complex
interactions — we will use it in the next chapter. In this chapter, however,
we concentrate on light-weight discrete area penalization for the sake of
simplicity while developing the ray potentials data term.
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matched 3D point to take the foreground label. However, this assumption
does not hold in general. The interval right behind the corner of an object does not necessarily have to belong to foreground. Failures due to this
problem lead to blowing up corners, roofs of buildings or thin objects. The
problem can be partly fixed by decreasing the length of an interval, however, in that case in presence of noise the matched neighbouring points start
to compete against each other. Another problem of unary approximation
is that the unary potential does not model, whether the voxel is visible. If
there is a hole in the wall and a matched object behind, there is no penalty
associated with a data term for closing the hole, which might get filled in
by regularization. This problem can also be partially resolved by penalizing
foreground for all pixels in front of the matched voxel, however such solution is not robust to outliers. Both problems are summarized in Figure 3.2.
The standard approach is also not suitable for incorporating multiple candidate matches along the viewing ray in the optimization together.

Traditional data term: unary potentials

We do: higher-order ray potentials

input

unary

input

ray

Fixing wrongly closed holes

unary

ray

Avoiding ridges/corners inflation

Figure 3.2: Our method brings a range of benefits with respect to traditional
unary data costs, including better reconstruction of openings and ridges.

35

CHAPTER 3. DISCRETE SEMANTIC 3D RECONSTRUCTION WITH
RAY POTENTIALS
We propose to formulate an optimization problem which measures the
data fidelity directly in image space while still having all the benefits of
a volumetric representation — see Figure 3.3. The main idea is to use
a volumetric representation, but describe the data cost as a potential over
rays. Traversing along a ray from the camera center we observe free space
until we first hit an occupied voxel of a certain semantic class and we cannot assume anything about the unobserved space behind. The potential
we introduce correctly assigns for each ray the cost, based on the depth
and semantic class of the first occupied voxel along the ray. The key to
make such a formulation feasible is the transformation of the potential into
a graph-representable form under QPBO relaxation (Boros & Hammer,
2002), solvable using graphcut-based methods. Our proposed optimization method can be directly used also for multi-label problems by applying
α-expansion (Boykov et al., 2001) with QPBO used to calculate each expansion move. Our method demonstrates that optimization over rays for
semantic 3D reconstruction is indeed feasible and the results do not suffer
from ray potentials approximation artifacts.

≈
≈
2D input data

MAP solution

Figure 3.3: We base our approach on the idea of measuring data fidelity
directly in image space while using 3D voxel-based regularization.
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3.1

Related work

Generating dense 3D models out of multiple images is a well-studied problem in computer vision. An overview is given in Seitz et al. (2006). Posing
the problem of dense 3D reconstruction as a volumetric segmentation was
first proposed in Curless & Levoy (1996). The initial formulation does
not use any regularization. However, often the data is contaminated by
noise and strong assumptions about the smoothness have to be made. Regularizing the surface by penalizing the surface area has been proposed in
the discrete graph cut formulation (Lempitsky & Boykov, 2007; Vogiatzis
et al., 2005) and also as continuous convex optimization formulation (Zach,
2008). The solution space is not restricted to regular voxel grids. Vu et al.
(2012) uses a thetrahedronization of the space. The data cost is formulated
as a pairwise potential along viewing rays. They put a unary prior for a
tetrahedron right behind the initial estimated depth match and a penalty for
every cut before it. The photo-consistency of faces is used as a weight for
the cost to cut a ray with a given face. A Markov Random Field (MRF) formulation over rays has been proposed to estimate surface geometry and appearance jointly (Liu & Cooper, 2010, 2011). The energy is formulated as
a reprojection error of the reconstructed voxels to the input images, which
jointly estimates voxel occupancy and color. The high quality refining of
approximate mesh has also been formulated as a reprojection error minimization (Vu et al., 2009; Delaunoy & Pollefeys, 2014).
The silhouettes of objects in the input image contain important information about the geometry. They constrain the solution, such that for every ray passing through the silhouette there must be at least one occupied
voxel, and every ray outside of the silhouette consists of free space voxels only. This constraint has been used in form of a convex relaxation
in Cremers & Kolev (2011). Hernandez et al. (2007) proposes an intelligent unary ballooning visibility term based on the consensus from different
views. In Sinha et al. (2007), the silhouettes are handled in a two-stage
process, where the initial surface is reprojected into each image and the interior is heuristically corrected using the sets of erroneous pixels, by finding
the most photo-consistent voxels along the ray. Recently, also approaches
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which jointly reason about geometry and semantic labels have been proposed (Häne et al., 2013). For volumetric 3D reconstruction in indoor environments a Conditional Random Field (CRF) model was proposed in Kim
et al. (2013). It includes higher order potentials over groups of voxels to
include priors from 2D object detections and 3D surface detections in the
raw input depth data. Furthermore, potentials over rays are used to enforce
visibility of only one voxel along a ray.

3.2

Ray energy formulation

We are interested in finding the smooth solution, whose projection into each
camera agrees with the depth and semantic observations. Thus, the energy
will take the form:
X
X
E(x) =
ψr (xr ) +
ψp (xi , xj ),
(3.1)
r∈R

(i,j)∈E

where each xi ∈ L is the voxel variable taking a label from the label set
L with a special label lf ∈ L corresponding to free space; R is the set
of rays, ψr (.) is the ray potential over the set of voxels xr , E is the set of
local voxel neighbourhoods, and ψp (·) is a smoothness enforcing pairwise
regularizer. Each ray r of length Nr consists of voxels xri = xri , where
i ∈ {0, 1, ..Nr − 1}. The ray potential takes the cost depending only on the
first non-free space voxel along the ray K r (if there is any):
(
min(i|xri 6= lf ) if ∃xri 6= lf
r
K =
(3.2)
Nr
otherwise.
The ray potential is defined as:
ψr (xr ) = φr (K r , xrK r ),

(3.3)

where xrN r = lf . The costs for each depth and semantic label φr (.) could
be arbitrary and typically come from the corresponding semantic and depth
classifiers or measurements.
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3.2.1

Optimization of the 2-label ray potentials

Let us first consider the two label case. Each variable xi may take a value
from the set {0, 1}, where xi = 0 corresponds to the occupied voxel and
xi = 1 corresponds to free space lf . The ray potential (3.3) for arbitrary costs could be non-submodular even for a ray of the length 2 making the 2-label problem NP-hard in general. Thus, we propose a solution
using QPBO relaxation (Boros & Hammer, 2002), where the energy E(x)
is transformed to a submodular energy E(x, x) with additional variables
xi = 1 − xi , and solved by relaxing these constraints.
In our case, the non-submodular ray potentials are of larger order than
2. To make our problem solvable using graph-cut, our goal is to transform
these potentials into a pairwise energy with additional auxiliary variables
z, such that:
ψr (xr ) = min ψq (xr , xr , z),
(3.4)
z

where ψq (.) is pairwise submodular. Additionally, to keep the problem
feasible, our goal is to find a transformation, for which the number of edges
in the graph with auxiliary variables grows at most linearly with length of
a ray. We achieve this goal using these five steps:
1. Polynomial representation of the ray potential,
2. Transformation into higher order submodular potential using additional variables x,
3. Pairwise graph construction of a higher order submodular potential
using auxiliary variables z,
4. Merging variables (Ramalingam et al., 2011) to get the linear dependency of the number of edges on length,
5. Transformation into a normal form, symmetric over x and x, suitable
for QPBO (Boros & Hammer, 2002).
Next we describe in details each one of these steps. The two-label
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equivalent of the ray potential takes the form:
(
φr (min(i|xri = 0)) if ∃xri = 0
r
ψr (x ) :=
φr (Nr )
otherwise,

(3.5)

where φr (i) := φr (i) is the cost taken, if i is the first foreground pixel along
the ray, and φr (Nr ) is the cost for the whole ray being free space. We would
like to transform this potential into the polynomial representation - the sum
of products:
NX
i
r −1
Y
ψr (xr ) = k r +
cri
xrj .
(3.6)
i=0

j=0

P
r
r
Applying to equation (3.5), we get φr (K) = k r + K−1
i=0 ci , thus k =
r
φr (0) and ci = φr (i + 1) − φr (i), ∀i ∈
..Nr − 1}.
Q{0,
i
r
It is well-known that the product ci j=0 xrj is submodular only if cri ≤
0 (Freedman & Drineas, 2005). For cri > 0 we can transform the product
into submodular function using additional variable xri = 1 − xri as:
cri

i
Y

xrj = cri (1 − xri )

j=0

i−1
Y

xrj = −cri xri

j=0

i−1
Y

xrj + cri

i−1
Y

xrj .

(3.7)

j=0

j=0

That means, that starting from the last term we can iteratively check if
cri ≤ 0, and if it is not, we transform the term using (3.7) and update
cri−1 := cri−1 + cri . The transformation algorithm is explained in details
in Algorithm 1.
Ignoring the constant term we transform the potential into:

NX
i
i−1
r −1 
Y
Y
ψr (xr ) =
− ari
xrj − bri xri
xrj .
(3.8)
i=0

j=0

j=0

Each product in the sum is submodular and graph-representable using one
auxiliary variable zi ∈ {0, 1}. The standard pairwise graph constructions (Freedman & Drineas, 2005) for a negative product terms are:


i
i
Y
X
r
r
r
r
− ai
xj = ai min − zi +
zi (1 − xj )
(3.9)
j=0

zi

j=0
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Algorithm 1 Transformation into submodular potential.
Input: cr , Nr
Output: ar , br
i = Nr − 1;
while i ≥ 0 do
if cri ≤ 0 then
ari = −cri , bri = 0
else
ari = 0, bri = cri
if i > 0 then cri−1 = cri−1 + cri
end if
i=i−1
end while

−bri xri

i−1
Y

xrj

=

bri


min
0
zi

j=0

+

i−1
X

zi0 (1

− zi0 + zi0 (1 − xri )

−

xrj )


,

(3.10)

j=0

however, such constructions for each term in the sum would lead to a
quadratic number of edges per ray. Instead, we first build a more complex graph constructions with (i + 1) auxiliary variables zi ∈ {0, 1}i+1 and
z0 i ∈ {0, 1}i+1 respectively with the foresight, that this will lead to a graph
construction with linear growth of the number of edges:

−ari

i
Y

xrj

=

j=0

+

ari min
zi
i−1
X



− zii + zii (1 − xri )

i
(zj+1
(1

j=0
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zji )

+

zji (1

(3.11)


−

xrj ))
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−bri xri

i−1
Y

xrj

=

j=0

+

bri


min
0
z

i−1
X

i

i

− z 0 i + z 0 i (1 − xri )

(3.12)

i

i
(z 0 j+1 (1

−

zi0j )

+

i
z 0 j (1



−

xrj ))

,

j=0

where the (one of the) optimal assignment for auxiliary variables is:
∀j ∈ {0, .., i} : zji

=

i

z0i =
i

∀j ∈ {0, .., i − 1} : z 0 j

=

j
Y

xrk

(3.13)

k=0
i−1
Y
xri
xrk
k=0
j
Y
xrk
k=0

(3.14)

(3.15)

Both equations are structurally the same, so we just prove (3.11). It can
be easily checked, that given the assignments of auxiliary variables (3.13)
every term is always going to be 0 except −zii , that is by definition (3.13)
equal to the negative product of all xr on the left side of (3.11). Next we
have to show, that if xr 6= 1, there is no assignment of auxiliary variables
leading to a negative cost. Let us try to construct such xr . The only term,
that could be potentially negative is −zii , thus zii = 1. However, to keep the
whole expression negative, the remaining terms must be 0 and thus:
i
i
(zj+1
(1 − zji ) = 0) =⇒ ((zj+1
= 1) =⇒ (zji = 1))

(zji (1

−

xri )

= 0) =⇒

((zji

= 1) =⇒

(xrj

= 1)).

(3.16)
(3.17)

(3.16) implies zi = 1 and then (3.17) implies xr = 1. Thus, the assignment (3.13) is always optimal and (3.11) holds. There could be more possible optimal assignments, however for the next step we only need this one
to exist. The alternative graph construction leads to much more complex
graphs than the standard one, however, we can decrease its growth in terms
of edges by applying the merging theorem (Ramalingam et al., 2011). The
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Figure 3.4: The process of merging for ray of the length 3. Because the optimal assignment of auxiliary variables is the same for every construction, the
variables can be merged and thus we can build the final graph just by summing up corresponding edges in each one of these 6 graphs. The weights
in the final graph will be f0 = a2 + a1 + a0 + b2 + b1 , f1 = a2 + a1 + b2
and f2 = a2 .

theorem states, that if for every assignment of input variables x there exists
at least one assignment of two or more auxiliary variables zi , ..zj , such that
zi = .. = zj , these variables can be replaced by a single variable without
altering the cost for any assignment
In our graph constructions we can
Qj of x.
i
r
see (3.13), that the value zj = k=0 xk is independent on i, and thus:

∀i ∈ {0, .., Nr − 1}, ∀j, k ∈ {0, .., i} : zij = zik .

(3.18)

Furthermore, based on (3.15):

j

∀i ∈ {0, .., Nr − 1}, ∀j, k ∈ {0, .., i − 1} : z 0 i = zik .

(3.19)

After removing the unnecessary top index zij = zi and z 0 ii = zi0 , and
summing up all corresponding weights, the resulting pairwise construction
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takes the form:

NX
r −1 

r

ψr (x ) = min0
z,z

+
+

− ari zi − bri zi0

(3.20)

i=0

fir (1

−

zi )xri

+

NX
r −2 

r
(fi+1
(1

bri (1

−

zi )xri

− zi+1 )zi +



bri (1

−

0
zi+1
)zi

!
,

i=1

P r −1 r PNr −1 r
where fir = N
aj + i+1 bj . Unlike standard graph construction,
i
this one leads to a number of edges growing at most linearly with the length
of the ray. The process of merging is visually depicted in Figure 3.4.
Finally, the potential is converted into a symmetric normal form, suitable for QPBO (Boros & Hammer, 2002) as:

ψr (xr ) =

1
2



min ψ r (x, x, z)
z


+ min ψ (1 − x, 1 − x, 1 − z) ,
r

z
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leading to the symmetric quadratic representation:

r

ψr (x ) =
+
+

+

1
min
2 z,z0 ,z,z0
fir (1

−

 NX
r −1 

(3.22)

i=0

zi )xri

NX
r −2 

bri (1

+

r
fi+1
(1

i=1
NX
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To remove fractions, we multiply all potentials by a factor of 2. The resulting graph construction is shown in Figure 3.5. Our method inherits the
properties of the standard QPBO for pairwise graphs (Boros & Hammer,
2002). The set of variables, for which xi = 1 − xi , is the part of the
globally optimal solution. The remaining variables can be labelled using
Iterated Conditional Modes (ICM, Besag (1986)) iteratively per variable.

3.2.2

Optimization of the multi-label ray potentials

To solve the multi-label case, we adapt the α-expansion algorithm. The
moves proposed by α-expansion (Boykov et al., 2001), are encoded by a
binary transformation vector t, which encodes, how should the variable xi
change after the move. There are two distinct cases - expansion move of
the free space label lf and expansion move of any other foreground label
l 6= lf .
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For the free space label we define the transformation function as:

lf if ti = 1
(3.23)
Tlf (xi , ti ) =
xi if ti = 0
Next we have to find the 2-label projection of multi-label ray potential (3.3)
under this transformation function Tlf (.). Let s(r) be the ordered set of
variables in a ray r, which before the move do not take the label lf : s(r) =
{ri |xri 6= lf }. After the move, the first occupied voxel of r will be the first
occupied voxel of s(r), and thus the ray potential (3.3) projects into 2 labels
as:
(
s(r)
s(r)
φr (K(t), xK(t) ) if ∃ti = 0
r
ψr (t ) =
(3.24)
φr (Nr , lf )
otherwise,
s(r)

where K(t) = min(i ∈ s(r)|ti = 0). The projection takes the form of
(3.5), and thus can be solved using the graph-construction (3.22).
For l 6= lf we define the transformation function as:

Tl (xi , ti ) =

l if ti = 0
xi if ti = 1

(3.25)

After the move the first non-free space label could be only in front of the
first non-free space label of the current solution. Let s0 (r) be the ordered
set of variables in front of current first occupied voxel Kr : s0 (r) = {ri |i ≤
Kr } (including Kr if Kr exists). The ray potential will project into:
(
s0 (r)
φr (K(t), l)
if ∃ti
=0
r
ψr (t ) =
(3.26)
s0 (r)
φr (Ns0 (r) , xKr ) otherwise.
The projection also takes the form of (3.5) and can be solved using (3.22).

3.3

Implementation details

As an input our method uses semantic likelihoods, predicted by a pixel-wise
context-based classifier from Ladicky et al. (2009), and depth likelihoods
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obtained by a plane sweep stereo matching algorithm using zero-mean normalized cross-correlation. In general the ray costs for a label l take the
form:


φr (i, l) =

(λsem C(l) + λdep C(d(i)) d(i)2 ,

(3.27)

where C(l) is the semantic cost for label l (or sky for free space label lf ),
C(d(i)) is the cost for depth d(i) of a pixel i, and λsem and λdep are the
weights of both domains. Because each pixel corresponds to patch in a
volume, which scales quadratically with distance, thus the costs have to be
weighted by a factor of d(i)2 to keep constant ratio between ray potentials
and regularization terms. In theory, our method allows for optimization
over the whole depth cost volume, however this would require too much
memory to store. In practice, a few top matches (in our case we used at
most 3) for each pixel contain all the relevant information and all remaining
scores are typically random noise. In our experiments the costs for given
depth took the form:
(
wn (−1 +
C(d(i)) =
0

|d(i)−dn
top |
)
∆

if |d(i) − dntop | ≤ ∆
otherwise.

(3.28)

where wn is the weight of the n-th match with the depth dntop , calculated as a
ratio of confidence scores of the n-th match with respect to the best one. As
a smoothness enforcing pairwise potential we used the discrete approximation (Kolmogorov & Boykov, 2005) of the continuous anisotropic pairwise
regularizer from Häne et al. (2013). To deal with the high resolution of the
3D we use a coarse-to-fine approximation with 3 subdivision stages. As a
graph-cut solver, we eventually used the IBFS algorithm (Goldberg et al.,
2011) algorithm, which was typically 5 − 50× faster than commonly used
Boykov-Kolmogorov algorithm (Boykov et al., 2001) optimized for lattice
graphs. The run-time depends not only on the resolution, but also on the
number of rays sampled. For example for the Castle dataset with 50 million voxels and 150 million rays the optimization took approximately 40
minutes on 48 CPU cores, which is comparable or faster than other methods (Häne et al., 2013). To extract mesh out of voxelized solution we used
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Marching cubes algorithm (Lorensen & Cline, 1987). Final models were
smoothed using Laplacian smoothing to reduce discretization artifacts.

3.4

Experiments

We tested our algorithm on 6 datasets - South Building (Häne et al., 2013),
Catania (Häne et al., 2013), CAB (Cohen et al., 2012), Castle-P30 (Strecha
et al., 2008), Providence (Häne et al., 2013) and Vienna Opera (Cohen et al.,
2012). The number of images ranged from 30 for Castle to 271 for Opera.
The semantic classifier (Ladicky et al., 2009) for 5 classes (building, tree,
ground, clutter and sky) was trained on the CamVid (Brostow et al., 2008)
and MSRC datasets (Shotton et al., 2006), with additional training data
from Häne et al. (2013). Figure 3.6 shows the qualitative results for all
datasets. Our method managed to successfully reconstruct all 3D scenes
with a relatively high precision. Minor problems were caused by insufficient amount of input data and incorrect prediction of semantic and depth
estimators. The comparison of models with the state-of-the-art volumetric
3D reconstruction algorithm is shown in the Figure 3.7. Our method managed to fix systematic reconstruction artifacts, caused by approximations in
the modelling of the true ray likelihoods - thin structures tend to be thickened (see columns, roof or tree trunk in the South Building datasets) or
openings in the wall (such as arches or doors) undesirably closed, because
there is no penalty associated with it.

3.5

Contributions

In this chapter we have made the following contributions:
• We proposed a feasible optimization method for volumetric 3D reconstruction by minimization of reprojection error.
• Unlike several state-of-the-art methods, our algorithm does not suffer
from the systematic errors due to the approximations of corresponding ray potentials.
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Figure 3.5: The graph construction for ray with 7 voxels. Each variable has
at most 3 outgoing edges, thus the total number of them grows linearly with
the length of the ray.
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Example
Image

Depth
Map

Semantic
Segmentation

Reconstructed
3D model

Figure 3.6: Qualitative results on 6 data sets (from top to bottom): Castle,
South Building, Catania, Providence, CAB and Opera. Our method successfully reconstructed challenging 3D data with high level of detail. Minor errors in the reconstructions were caused by the combination of errors
of the semantic classifier, insufficient amount data from certain viewpoints
or errors in the depth prediction for smooth texture-less surfaces.
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Joint Volumetric Fusion
(Häne et al., 2013)

Our Method

Figure 3.7:

Comparison of method with the state-of-the-art dense volumetric
reconstruction (Häne et al., 2013) on South Building (Häne et al., 2013) and Castle datasets (Strecha et al., 2008). Incorporation of true semantic and depth ray
likelihoods in the optimization framework led to the corrections of systematic reconstruction artifacts, due to the approximations in the formulation of the problem.
As can be seen in the South Building reconstruction - state-of-the-art methods, enforcing estimated label in the range behind the depth match, typically causes thickening of the thin structures - columns, tree branches or building corners. Furthermore, as seen in the reconstruction of the Castle, the regularization, minimizing
the surface, often closes openings in the flat walls, such as arches in this case,
because there is no cost associated. In our framework, such solution has a higher
cost, because it disregards otherwise valid matches behind the arch.
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• We showed that a direct optimization of the higher order potentials by
transformation into pairwise graph under QPBO relaxation is indeed
feasible in practice even for high resolution models.

3.6

Future work

We see and further address the following avenues of future work:
• It would be valuable to perform quantitative evaluation of ray potentials with respect to other 3D reconstruction algorithms. Note that
this chapter is devoted purely to semantic 3D reconstruction, which
is an emerging field and does not have good quantitative benchmarks
yet — thus we resort to qualitative evaluation, following the practice
established by Häne et al. (2013). In the next chapter we devote a
more extensive effort to a quantitative evaluation on a more standard
binary 3D Reconstruction task — see Figure 4.5 for the results on the
Middlebury benchmark.
• It could be impactful to achieve better handling of contradicting variable labeling coming from QPBO. Note that if QPBO returns labels
like x = 0 for the main variable and x̄ = 0 for its negation (which
are not constrained to be consistent because it is a relaxation), it is
not possible to establish the right label for the unrelaxed problem.
Fortunately, when operating inside alpha-expansion framework, the
energy is guaranteed not to increase if we keep the old values of such
variables. However, this is not enough for achieving nice smooth
surface boundaries and post-labeling by ICM does not completely
overcome the issue either. While empirically the percentage of such
variables is low, the majority of them concentrate around boundaries,
making the solution “bumpy” around them — see Figure 4.1 in the
next chapter.
• Finally, one more direction would be to investigate the possibility
of incorporating reprojection-minimizing ray potentials into other
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frameworks such as continuous-based formulations. An implicit advantage with such formulations (besides more powerful class- and
direction-dependent surface area penalization) is that issues similar
to contradicting QPBO variable labeling become more obvious there
and thus easier to fix — see Figure 4.4 in the next chapter.
We address those suggestions in the next chapter which incorporates the
ray potential framework into continuous formulations and at the same time
discovers a crucial missing constraint making ray potentials stronger. There
we further investigate the “bumpiness” issue around surfaces and discover
that this issue originates because of QPBO voxel labeling issues. While
the QPBO-based algorithm still works because of reasonable initialization
heuristics and alpha-expansion iterations, it fails completely when starting with a random initialization. On the other hand, after adding the nonconvex constraint from the next chapter, the formulation becomes powerful
enough to work well with random initialization.
The parallel between QPBO and some convex relaxations has been extensively studied in the literature (roughly, variables unlabeled by QPBO
correspond to 0.5 values in the solution of some particular convex relaxation, Kohli et al. (2008)), so the fact that both fail under similar conditions
seems intuitively clear. While different convex relaxations could theoretically have different strength, the empirical data suggests that such relaxations might not be well-suited for ray-based formulations: once the formulation allows to take profit from multiple positions along the ray, the
solution is likely to be in-between 0.5 everywhere. We investigate and address this issue in the next chapter.
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Chapter 4

Continuous semantic 3D
reconstruction with ray
potentials
One of the major goals in computer vision is to compute dense 3D geometry
from images. Recently, also approaches that jointly reason about the geometry and semantic segmentation have emerged (Häne et al., 2013). Due to
the noise in the input data often strong regularization has to be performed.
Optimizing jointly over 3D geometry and semantics has the advantage that
the smoothness for a surface can be chosen depending on the involved semantic labels and the normal direction to the surface. Eventually, this leads
to more faithful reconstructions that directly include a semantic labeling.
Posing the reconstruction task as a volumetric segmentation problem
(Curless & Levoy, 1996) is a widely used approach. A volume gets segmented into occupied and free space. In case of dense semantic 3D reconstruction, the occupied space label is replaced by a set of semantic labels
(Häne et al., 2013). To get smooth, noise-free reconstructions, the final labeling is normally determined by energy minimization. The formulation of
the energy comes with the challenge that the observations are given in the
image space but the reconstruction is volumetric. Therefore each pixel of an
image contains information about a ray composed out of voxels. This nat55
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Figure 4.1: Left to right: example image, close-ups of Häne et al. (2013),
Savinov et al. (2015) and our proposed approach.

urally leads to energy formulations with potential functions that depend on
the configuration of a whole ray. Including such potentials in a naive way
leads to (on current hardware) infeasible optimization problems. Hence,
many approaches try to approximate such a potential. One often utilized
strategy is to derive a per-voxel unary potential (cost for assigning a specific label to a specific voxel). However, this is only possible in a restricted
setting and under a set of assumptions that often do not hold in practice.
By modeling the true ray potential, more faithful reconstructions are obtained (Savinov et al., 2015). Thus, efficient ways to minimize energies
with ray potentials, while at the same time being able to benefit from the
joint formulation of 3D modeling and semantic segmentation, are desired.
In this chapter, we propose an energy minimization strategy for ray
potentials that can be directly used together with continuously inspired
surface regularization approaches and hence does not suffer from metrication artifacts (Klodt et al., 2008), common to discrete formulations on
grid graphs. When using our ray potential formulation for dense semantic 3D reconstruction, it additionally allows for the usage of class-specific
anisotropic smoothness priors. Continuously inspired surface regularization approaches are formulated as convex optimization problems. We identify that a convex relaxation for the ray potential is weak and unusable
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in practice. We propose to add a non-convex term that handles visibility
exactly and optimize the resulting energy by linearly majorizing the nonconvex part. By regularly re-estimating the linear majorizer during the optimization, we devise an energy minimization algorithm with guaranteed
convergence.

4.1

Related work

Visibility relations in 3D reconstructions were studied for computing a single depth map out of multiple images (Kolmogorov & Zabih, 2002; Kolmogorov et al., 2003). To generate a full consistent 3D model from many
depth maps, a popular approach is posing the problem in the volume (Curless & Levoy, 1996). To handle the noise in the input data a surface regularization term is added (Lempitsky & Boykov, 2007; Zach et al., 2007).
A discrete graph-based formulation is used in Lempitsky & Boykov (2007)
and continuous surface area penalization in Zach et al. (2007). One of the
key questions is how to model the data term. Starting from depth maps,
Lempitsky & Boykov (2007); Zach et al. (2007) model the 2.5D data as
per-voxel unary potentials. Such a modeling utilizes information contained
in the depth map only partially. Using a discrete graph formulation Labatut
et al. (2007); Vu et al. (2012) propose to model the free space between the
camera center and the measured depth with pairwise potentials.
Another approach to modeling the data term is to directly use a photoconsistency-based smoothness term (Sinha et al., 2007; Hernandez et al.,
2007; Kolev & Cremers, 2008). To resolve the visibility relations, image
silhouettes are used. This is done either in the optimization as a constraint,
meaning that the reconstruction needs to be consistent with the image silhouettes (Sinha et al., 2007; Kolev & Cremers, 2008), or by deriving pervoxel occupancy probability (Hernandez et al., 2007). Silhouette consistency is achieved through a discrete graph-cut optimization in Sinha et al.
(2007), and with a convex-relaxation-based approach in the continuous domain in Kolev & Cremers (2008). The resulting relaxed problem in the
latter case is not tight and hence does not generate binary solutions. Therefore, to guarantee silhouette consistency a special thresholding scheme is
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required. Handling visibility has also been done in mesh-based photoconsistency minimization (Delaunoy & Prados, 2011).
To fully address the 2.5D nature of the input data, the true ray potential should be used, meaning the data cost depends on the first occupied
voxel along the ray. What happens behind is unobserved and hence has
no influence. This was formulated in Pollard & Mundy (2007); Gargallo
et al. (2007); Liu & Cooper (2010, 2014); Ulusoy et al. (2015) as a problem
of finding a voxel labeling in terms of color and occupancy such that the
first occupied voxel along a ray has a similar color as the pixel it projects
to. One of the limitations all these works share is that they only compare
colors of single pixels, which often does not give a strong enough signal
to recover weakly textured areas. We use depth maps that are computed
based on comparing image patches and interpret them as noisy input data
containing outliers. We use regularization to handle the noise and outliers
in the input data, but in contrast to other approaches with ray potentials that
use a purely discrete graph-based formulation (Gargallo et al., 2007; Liu
& Cooper, 2010, 2014) our proposed method is the first one that combines
true ray potentials with a continuous surface regularization term. This allows us to set a new state of the art on two commonly used benchmark
datasets. Unlike in any previous volumetric depth map fusion approach,
thin surfaces do not pose problems in our formulation, due to an accurate
representation of the input data.
Most earlier formulations of ray potentials are for purely geometrybased 3D reconstruction. Ours is more general and also allows to incorporate semantic labels. Savinov et al. (2015) shows that by using a discrete graph-based approach the true multi-label ray potential can be used
as data term. Several artifacts present in the unary potential approximation
(Häne et al., 2013) can be resolved using a formulation over rays. However,
utilizing a discrete graph-based approach it is not directly possible to use
the class-specific anisotropic regularization proposed in Häne et al. (2013).
We bridge this gap and show how the full multi-label ray potential can be
used together with continuously inspired anisotropic surface regularization
(Chambolle et al., 2012; Zach et al., 2014).
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4.2

Formulation

In this section we will introduce the mathematical formulation that we are
using to represent the dense semantic 3D reconstruction as an optimization
problem. The problem is posed over a 3D voxel volume Ω ⊂ N3 . We
denote the label f = 0 as the free space label and introduce the set L =
{0, 1, . . . , L} of L semantic labels, which represent the occupied space,
plus the free space label. The final goal of our method is to assign a label
` ∈ L to each of the voxels. The label assignment is formalized using
indicator variables x`s ∈ {0, 1} indicating if label ` is assigned at voxel
s ∈ Ω, (x`s = 1) or not.
We denote the vector of all per-voxel indicator variables as x. Finally,
the energy that we are minimizing in this chapter has the form
E(x) = ψR (x) + ψS (x)
X
subject to
x`s = 1,
x`s ∈ {0, 1},

(4.1)

`∈L

P
where `∈L x`s = 1 guarantees that exactly one label is assigned to each
voxel. The objective contains two terms. The term ψR (x), the ray potential,
contributes the data to the optimization problem. This is in contrast to many
other formulations where the data term is specified as local per-voxel preferences for the individual labels. The second term ψS (x) is a smoothness
term, which penalizes the surface area of the transitions between different labels. For this term, we utilize formulations originating from convex
continuous multi-label segmentation (Chambolle et al., 2012). As we will
see in Sec. 4.4 this smoothness term allows for class-specific anisotropic
penalization of the interfaces between all labels. Due to the continuous nature of the regularization term, it does not suffer from metrication artifacts
like most of the graph-based formulations. The straightforward way to utilize such a smoothness term would be to use a convex relaxation of the
ray potential. Unfortunately, convex relaxations of the ray potential do not
seem to lead to strong formulations (c.f . Fig.4.4). In this chapter we show
how to resolve this problem by adding a non-convex constraint. In Sec. 4.3
we introduce the convex relaxation formulation of the ray potential and its
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Π2

Π1

`
yri

x`s

Π3

Π1

View from Camera Π1

Global View

Figure 4.2: Variable Types: (left) the global x`s , indicate the label assigned
` describe the visible surface.
to each voxel, (right) the per-ray variables yri
non-convex extension. The regularization term and optimization strategy
are discussed in Sec. 4.4.

4.3

Ray potential

The main idea of the ray potential (Savinov et al., 2015) is that for each
ray, originating from an image pixel, a cost is induced that only depends
on the position of the first non-free space label along the viewing ray or the
ray is all free space. This means that the potential can take only linearly
many (in the number of voxels along a ray) values, which is the reason why
optimization of such potentials is tractable. Note that this is not a restriction
we impose, it represents the fact that it is impossible to see behind occupied
space. We denote the cost of having the first occupied space label at position
i with label ` ∈ L as c`ri and the cost of having the whole ray free space as
cfr .
The vector of indicator variables x`s belonging to ray r ∈ R is denoted
as xr . To index positions along a ray, we denote sri ∈ Ω as the positions of
all the voxels belonging to ray r ∈ R, where i ∈ {0, · · · , Nr } denotes the
position index along the ray. Note that there exists only one x`s variable per
label for each voxel s ∈ Ω, if sri evaluates to the same position for different
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rays it refers to the same variable. Now we can state the ray potential part
of the energy as a sum of potentials over rays
ψR (x) =

X

ψr (xr )

(4.2)

r∈R


ψr (xr ) =

Nr
X X

`∈L\{f} i=0







c`ri min xfsrj x`sri+ cfr min xfsrj
j≤i−1

j≤Nr

with L\{f} meaning the set of all labels excluding the free space label. The
term (minj≤i−1 xfsri )x`sri is 1 iff the first occupied label along the ray r is
` at position i. Similarly, minj≤Nr xfsrj equals 1 iff the whole ray r is free
space. Thus, in Eq. 4.2 only one term is non-zero, and its coefficient equals
the desired cost of the ray configuration.
To make the derivations throughout the chapter compact, we omit the
last term without loss of generality by shifting the costs by a constant, c`ri ←
c`ri − cfr and cfr ← 0.

4.3.1

Visibility variables

Before we state a convex relaxation of the ray potential, which we eventually augment with a non-convex constraint, we rewrite the potential using
` indicatvisibility variables. First, we introduce the visibility variables yri
ing that the ray r only contains free space up to the position i − 1 and the
label assigned at position i is ` ∈ L.
f
`
yri
= min(yr,i−1
, x`sri )

(4.3)

To anchor the definition we assume that the -1st voxel of the ray has free
f
space assigned, yr,−1
= 1. Note that if we insert all the nested definitions
f
for a free space variable we get yri
= minj≤i xfsrj . Note that this variables
are per-ray local variables and multiple ones can exist per voxel in case
multiple rays cross that voxel in contrast to the global per-voxel variables
xs , which exist only once per voxel (c.f . Fig. 4.2). In the remainder of
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Figure 4.3: Example of variable assignments along a single viewing ray for
a three-label problem.

Sec. 4.3 we will drop the index r at most places for better readability. We
now state a reformulation of the ray potential as

ψr (xr ) =

N
XX

c`i yi`

(4.4)

`∈L i=0

subject to

f
yi` = min(yi−1
, x`si ) ∀` ∈ L, ∀i,

Here we introduced costs along the ray also for the free space label cfi =
0, ∀i. This does not change the potential but is required for our next step,
where we reformulate the non-convex equality constraints as a series of inequality constraints. To make sure that the corresponding equalities are still
satisfied in the optimum, we show that the costs c`i can be replaced by nonpositive ones without changing the minimizer of the energy. This means
that the yi` are bounded from above by the linear inequality constraints and
are tight from below through the minimization of the cost function, so the
resulting constraints model the same optimization problem. The inequality
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constraints read as follows
f
0 ≤ yi` ≤ yi−1
,

yi` ≤ x`si

∀` ∈ L

(4.5)

To derive the transformation to non-positive costs, we P
first notice that after
f
applying min(yi−1
, ·) to both sides of the constraint `∈L x`si = 1 from
Eq. 4.1, we can plug in the constraints of Eq. 4.4 to obtain
X
f
yi−1
=
yi` .
(4.6)
`∈L

Intuitively, this means if position i − 1 is in the observed visible free space
then the next position is either free space or one of the occupied space labels
and if i − 1 is in the occupied space then all the yi` are 0 (see Fig. 4.3). The
cost transformation is done for every ray separately. Starting with the last
position i = N , we add the following expression, which always evaluates
to 0, to the ray potential.
!


X
f
`
`0
yi−1 −
yi = 0
(4.7)
max
ci
0
` ∈L

`∈L

This moves one non-negative term to the previous position and make all the
c`i for the current position non-positive.
0

cfi−1 ← cfi−1 + max
c`i
0
c`i

←

c`i

−

` ∈L
0
max
c`i
0
` ∈L

∀` ∈ L

(4.8)

This is done iteratively for all i ∈ {N, . . . , 0}, leaving just a constant,
which can be omitted.

4.3.2

Convex relaxation and visibility consistency

So far our derivation has been done using binary variables x`s ∈ {0, 1}
and hence also all the yi` ∈ {0, 1}. To minimize the energy, we relax this
constraint by replacing x`s ∈ {0, 1} with x`s ∈ [0, 1] in Eq. 4.1. This directly leads to a convex relaxation of the ray potential. Unfortunately, this
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Figure 4.4: Evaluation of the convex relaxation for two-label problem:
(left) a reconstruction of the model obtained by our non-convex procedure,
slices through the volume (0 black, 1 white, 0.5 grey) in the non-convex
formulation (middle) and the convex formulation (right).

relaxation is weak and therefore inapplicable in practice. In Fig. 4.4 we
evaluate the convex relaxation on a two-label example (Lemon dataset), using surface area penalization via a total variation (TV) smoothness prior.
The convex relaxation fails entirely, producing variable assignments to the
x`s that are 0.5 up to machine precision and hence no meaningful solution
can be extracted. A comparison of the energies reveals that there is a significant difference between the non-convex and the convex solution (626614
and 431893, respectively), which indicates that the relaxed problem is far
from the original binary one. Most importantly, our earlier convex formulation (Savinov et al., 2015) shares this behavior of not making a decision for
any voxel, when run without initialization on a two-label problem. The aspects of initialization, heuristic assignment of unassigned variables, move
making algorithm, and a coarse-to-fine scheme are essential elements of the
algorithm in Savinov et al. (2015).
The reason for the weak relaxation is that Eq. 4.6 is unsatisfied for the
solution of the convex relaxation. This equation ensures that the per camera
local view is consistent with the global model (c.f . Fig. 4.2). Concretely,
the equation states that the change in visibility is directly linked to the cost
that can be taken by the potential e.g. a surface can only be placed iff the
occupancy along the ray changes. Hence we propose a formulation that
directly enforces this constraint, which we will call visibility consistency
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constraint. Eq. 4.6 can be reformulated using the definition of yif as
X

f
f
f
f
yi` = yi−1
−yif = yi−1
−min(yi−1
, xfsi ) = max(0, yi−1
−xfsi ).

`∈L\{f}

(4.9)
This means that we can only have an occupied space label ` ∈ L\{f} assigned as the visible surface at position i, if position i does not have free
f
space assigned and yi−1
= 1 and hence the whole ray from the camera
center to the position i − 1 has free space assigned (see Fig. 4.3).
Since we minimize the objective with non-positive c`i , the visibility consistency constraint is equivalent to the inequality
X

f
yi` ≤ max(0, yi−1
− xfsi ).

(4.10)

`∈L\{f}

Our final formulation for the ray potential is

ψr (xr ) =
s.t.

N
XX

c`i yi`

(4.11)

`∈L i=0
f
≤ yi−1
, yi` ≤ x`si , yi`
X
f
yi` ≤ max(0, yi−1
`∈L\{f}

yi`

≥ 0 ∀` ∈ L, ∀i
− xfsi )

∀i

The above potential is non-convex because of the non-convex inequality which describes visibility consistency. We follow the strategy of using
a surrogate convex constraint for the non-convex one that majorizes the objective of the non-convex program. The majorization, as we will see in
Sec. 4.4, happens during the iterative optimization. Therefore, at each iteration, we have a current assignment to the variables, which we denote by
x(n) and y(n) . Here we introduced the notation that variable assignments
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at iteration n are denoted with a superscript (n). Replacing
X
f
yi` ≤ max{0, yi−1
− xfsi }
`∈L\{f}

by

f,(n)

f
yi` ≤ g(xfsi , yi−1
|xf,(n)
, yi−1 )
si

X

(4.12)

`∈L\{f}

with the linear majorizer,
f,(n)
f
g(xfsi , yi−1
|xf,(n)
, yi−1 )
si

=

(
0
f
yi−1
− xfsi

f,(n)

f,(n)

f,(n)

f,(n)

if yi−1 ≤ xsi

if yi−1 > xsi

(4.13)

leads to a surrogate linear (and therefore convex) ray potential, which we
(n)
will denote by ψr (x, y|x(n) , y(n) ). The variables x(n) and y(n) denote
the position of the linearization. We handle the corner case where both
branches are feasible to always take the first branch. In numerical experiments we observed that this choice is not critical, it makes no significant
difference which branch is used in this case.
Next we state a Lemma that will be a crucial part of the optimization
strategy detailed in Sec. 4.4.
Lemma 1. Given x(n) , with x(n) ≥ 0 point-wise, we can find ỹ(n) such
that all the constraints of the ray potential Eq. 4.11 are fulfilled and the
value of the potential is minimal.
Intuitively, the lemma states that given the global per-voxel variable
assignments x`s , an assignment to the per-ray variables yi` can be found.
This is not surprising given that the whole information about the scene is
contained in the variables x`s (c.f . Fig. 4.2). We prove the lemma by giving
a construction.
Proof. We provide an algorithm that computes ỹ(n) for each ray individf,(n)
f,(n)
f,(n)
f,(n)
ually. First we set ỹi
= minj≤i xsj , which satisfies ỹi
≤ ỹi−1 ,
P
(n)
`,(n)
`,(n)
ỹi` ≥ 0. Now we iteratively increase ỹi
such that `∈L\{f} ỹi
≤
f,(n)

`,(n)

max(0, ỹi−1 − xfsi ) and ỹi
≤ x`si . For an optimal assignment we do
this procedure in an increasing order of c`i . The observation holds by construction.
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4.4

Energy minimization strategy

Before we discuss the proposed energy minimization, we complete the formulation by including the regularization term.

4.4.1

Regularization term

There are several choices of regularization terms for continuously inspired
multi-label segmentation that can be inserted into our formulation (Zach
et al., 2008; Chambolle et al., 2012; Strekalovskiy & Cremers, 2011; Zach
et al., 2014). They are all convex relaxations and are originally posed in
the continuum and discretized for numerical optimization. The main differences are the strength of relaxation and generality of the allowed smoothness priors. We directly describe the strongest, most general version, which
allows for non-metric and anisotropic smoothness (Zach et al., 2014). We
only state the smoothness term and explain the meaning of the individual
variables. For a thorough mathematical derivation we refer the reader to the
original publications (Zach et al., 2014; Häne et al., 2013).
X
ψS (x, z) =
ψs (x, z) with
(4.14)
s∈Ω

ψs (x, z) =

X

`m
m`
φ`m
s (zs − zs )

`,m:`<m

s.t.

x`s

=

X
m

zs`m


k

, x`s =

X
m

m`
zs−e
k


k

, ∀k, zs`m ≥ 0.

The variables zs`m ∈ R3 describe the transitions between the assigned labels. They indicate how much change there is from label ` to label m along
the direction they point to and are hence called label transition gradients.
For example, if there is a change from label ` to label m at voxel s along the
first canonical direction, the corresponding zs`m is [1, 0, 0]T . The zs`m need
to be non-negative in order to allow for general, non-metric smoothness priors (Zach et al., 2014). Therefore the difference zs`m − zsm` is used to allow
for arbitrary transition directions. The variable ek denotes the canonical
+
3
basis vector for the k-th component, i.e. e1 = [1, 0, 0]T . φ`m
s : R → R0
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are convex positively 1-homogeneous functions that act as anisotropic regularization of a surface between label ` and m. Note that the regularization
term takes into account label combinations. This enables us to select classspecific smoothness priors, which depend on the surface direction and the
involved labels and are inferred from training data (Häne et al., 2013). For
example, a surface between ground and building is treated differently from
a transition between free space and building. The following lemma will be
necessary for our optimization strategy.
`,(n)

Lemma 2. Given x(n) , z(n) , with xs
≥ 0 ∀s, ` an assignment z̃(n) can
be determined that fulfills the constraints of the regularization term.
Before delving into the formal derivation, let us state the main idea of
the proof. In a first step we project our current solution onto the space
spanned by the equality constraints. This leads to an initialization of the
z̃(n) which fulfills the equality constraints but might lead to negative assignments to the zs`m . To get a non-negative solution, we notice that as long
0
0
as there is a zs` ,m which is negative we can find `00 and m00 such that we
0
0
00
0
0
00
00
00
can increase zs` ,m by  along with changing zs` ,m , zs` ,m , zs` ,m by the
same  in order not to affect the equality constraints. Now, let us conduct
the formal proof.
Proof. For readability we drop the iteration index (n). First we note the
following. If we fix k and s each (zs`m )k only appears in two linear equation
systems with L equations.


X
X
x`s =
zs`m , x`s+ek =
zsm`
∀` ∈ L
(4.15)
m

k

m

k

Hence, this constraints can be written in the form Awsk = b for each k and
s, where wsk is a vector containing the variables (zsm` )k ∀`, m. b contains
the values of x`s and x`s+ek . The variables z̃ are initialized by projecting the
variables z to the affine space defined by the equation system Awsk = b for
each s,k combination individually. To also ensure that the non-negativity
constraints on the zs`m are fulfilled, the following substitution is applied
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0

0

until there are no more negative z̃s`m . Assuming z̃s` ,m < 0, from x`s ≥ 0 it
0
00
00
0
follows that there are z̃s` ,m > 0 and z̃s` ,m > 0. Hence, we update
0

0

0

0

00 ,m00

z̃s` ,m ← z̃s` ,m + 
`0 ,m00

z̃s

`0 ,m00

← z̃s

z̃s`

`00 ,m0

−

z̃s

00 ,m00

← z̃s`

`00 ,m0

← z̃s

+

(4.16)

− .

(4.17)

Note that this substitution does not affect the original constraints if we
choose  such that non-negative variables stay non-negative. The above
substitution is iteratively applied until no more non-negative variables are
left. By always choosing  as big as possible, meaning such that either the
0
0
non-positive variable z̃s` ,m or one of the positive variables gets 0, the number of iterations of the algorithm is bounded by O(L2 ). This holds because
for each negative variable there is a maximum of O(L) steps that can be
made to increase it.

4.4.2

Optimization

The goal of this section is to minimize the proposed energy using the nonconvex ray potential Eq. 4.11. Optimizing non-convex functionals is an
inherently difficult task. One often successfully utilized strategy is the so
called majorize-minimize strategy (for example, Lange et al. (2000)). The
idea is to majorize the non-convex functional in some way with a surrogate
convex one. Alternating between minimizing the surrogate convex energy,
which we will call the minimization step in the following, and recomputing the surrogate convex majorizer, which we will denote the majorization
step, leads to an algorithm that decreases the energy at each step and hence
converges.
Note that we already discussed the majorization step of the ray potential in Sec. 4.3, Eq. 4.13. Together with the regularizer we end up with a
surrogate convex but non-smooth program.
(n)

E (n) (x, y, z) = ψR (x, y|x(n) , y(n) ) + ψS (x, z)
X
s.t.
x`s = 1 ∀s, x`s ∈ [0, 1] ∀s ∈ Ω, ∀` ∈ L.
`∈L
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This energy can be globally minimized using the iterative first order primaldual algorithm (Pock & Chambolle, 2011). However, there is no guarantee
that the energy during the iterative minimization decreases monotonically
nor that the constraints are fulfilled before convergence. One solution is
to run the convex optimization until convergence however in practice this
leads to slow convergence. Therefore, we follow a different strategy where
we regularly run the majorization step during the optimization of the energy. Before we can state the final algorithm we present the following
lemma.
Lemma 3. Given x(n) , y(n) , z(n) , in the optimization problem Eq. 4.18,
which do not necessarily fulfill the constraints. A feasible solution x̃(n) ,
ỹ(n) , z̃(n) to the ray potential Eq. 4.11 and the regularization term Eq. 4.14
can be constructed in a finite number of steps.
P
Proof. To fulfill the constraints `∈L x`s = 1 and x`s ∈ [0, 1] we project
the variables x(n) individually per voxel s to the unit probability simplex
(Duchi et al., 2008). Subsequent application of Lemma 1 and 2 leads to the
desired result.
Our final majorize-minimize optimization strategy can now be stated as
follows:
• Majorization step. Using the current variables x(n) , y(n) , z(n) and
Lemma 3 a feasible solution x̃(n) , ỹ(n) , z̃(n) can be found. If the new
energy is lower or equal than the last known energy the linearization
Eq. 4.13 is applied and the new optimization problem is passed to the
minimization step. Otherwise the whole majorization step is skipped
and the old variables x(n) , y(n) , z(n) are passed to the minimization
step.
• Minimization step. The primal-dual algorithm (Pock & Chambolle,
2011) is run on the surrogate convex program for a fixed number of
p iterations. For guaranteed convergence, the primal dual gap η can
be evaluated and the minimization step can be restarted until we have
η ≤ f (n) with a function f (n) → 0 for n → ∞. In practice, we get
a good convergence behavior without a restart.
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Our Method
Galliani et al. (2015)
Zhu et al. (2015)
Li et al. (2015)
Wei et al. (2014)
Xue et al.
Furukawa & Ponce (2010)

Temple Full
Acc / Comp

Temple Ring
Acc / Comp

Temple S. Ring
Acc / Comp

Dino Full
Acc / Comp

Dino Ring
Acc / Comp

Dino S. Ring
Acc / Comp

0.41 / 99.7
0.39 / 99.2
–
–
0.34 / 99.4
–
0.49 / 99.6

0.5 / 99.5
0.48 / 99.1
0.4 / 99.2
0.73 / 98.2
–
–
0.47 / 99.6

0.69 / 97.8
0.53 / 97.0
0.45 / 95.7
0.66 / 97.3
–
–
0.63 / 99.3

0.26 / 99.8
0.31 / 99.9
–
–
0.42 / 98.1
–
0.33 / 99.8

0.25 / 99.9
0.3 / 99.4
0.38 / 98.3
0.28 / 100
–
–
0.28 / 99.8

0.34 / 99.7
0.38 / 98.6
0.48 / 95.4
0.3 / 100
–
0.3 / 99.1
0.37 / 99.2

Figure 4.5: Middlebury multi-view stereo benchmark: (top) reconstructions of the Dino Ring (left) and Temple Ring (right) datasets computed
by our algorithm, shown from two different viewpoints, (middle) benchmark’s competitive methods in inverse chronological order (smaller Acc
and higher Comp numbers are better), (bottom) Acc vs. Ratio (lower curve
better) and Comp vs. Error (higher curve better) plots for the Dino Full
dataset (for details on these plots see Seitz et al. (2006)).
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The majorization step either does no changes to the optimization state or
finds a better or equal solution with a new linearization of the non-convex
part because the linearization does not change the energy. If no changes are
done this can be due to two reasons. Either the current solution was worse
than the last known one, or the majorization stayed the same. In the latter
case the primal-dual gap could reveal convergence and as a consequence
we know that we arrived at a critical point or corner point of the original
non-convex energy. In any other case the minimization step is run again
and due to the convexity of the surrogate convex function a better solution or the optimality certificate will be found. The above procedure could
stop at a non-critical point1 due to the kink in the maximum in Eq. 4.12.
To guarantee convergence to a critical point, the visibility consistency constraint Eq. 4.6 can be smoothed slightly, for example, using the algorithm
from Nesterov (2005). Again, in our experiments this was unnecessary to
achieve good convergence behavior.

4.5

Experiments

Before we discuss the experiments, we describe the input data and state the
costs c`ri used for the ray potentials.

4.5.1

Input data

We are using our approach for two different tasks: standard dense 3D reconstruction and dense semantic 3D reconstruction. In both cases, the initial
input is a set of images with associated camera poses. Those camera poses
are either provided with the dataset (as in the Middlebury Benchmark (Seitz
et al., 2006) or in the Thin Road Sign dataset (Ummenhofer & Brox, 2013))
or computed via structure from motion algorithm (Cohen et al., 2012) (as in
the semantic reconstruction experiments). We computed the depth maps using plane sweeping stereo for Middlebury Benchmark and semantic reconstruction datasets, while utilizing those already provided with the dataset
for the experiment with Thin Road Sign. The patch similarity measure for
1

similar to block-coordinate descent based message passing algorithms
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stereo matching was zero-mean normalized cross correlation. For the dense
semantic 3D reconstruction experiments, we computed per-pixel semantic
labels using Ladicky et al. (2009), trained on the datasets from Brostow
et al. (2008), Shotton et al. (2006) and Häne et al. (2013).

4.5.2

Ray potential costs

In case of a two-label problem, there exists only one single label ` ∈ L.
This allows us to directly insert the visibility consistency, Eq. 4.9, into the
objective. In this case the majorization can directly be done on the objective
instead of the visibility constraint, leading to a more compact optimization
problem with a smaller memory footprint. Like Häne et al. (2013), we
assume exponential noise on the depth maps and define the assignments to
the costs c`ri , given the position of the depth measurement along the ray r
as i0 as
c`ri := min{0, λ|i − i0 | − K}.
(4.19)
The parameters λ ≥ 0 and K are chosen such that the potential captures
the uncertainty of the depth measurement.
For the multi-class case we also assume exponential noise on the depth
data and independence between the depth measurement and the semantic
measurement. Therefore the combined costs read as
c`ri := min{0, λ|i − i0 | − K} + σ ` ,

(4.20)

with σ ` being the response of the semantic classifier for the respective pixel.
This is the same potential that Häne et al. (2013) approximates with unary
potentials.

4.5.3

Middlebury multi-view stereo benchmark

We evaluate our method for dense 3D reconstuction on the Middlebury
benchmark (Seitz et al., 2006). We ran our algorithm on all 6 datasets
(using the same parameters). Two quantitative measures are defined in this
benchmark paper: accuracy (Acc) and completeness (Comp). In terms of
accuracy our algorithm sets a new state-of-the-art for the Dino Full and
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Example
Images

TV-Flux
(high)

TV-Flux
(medium)

TV-Flux
(low)

Our Method

Figure 4.6: Reconstructions of the street sign dataset from Ummenhofer &
Brox (2013) using the TV-Flux fusion from Zach (2008) with three different
smoothness settings (high/medium/low), and our proposed method.

Input Image

Häne et al.
(2013)

Savinov et al.
(2015)

Proposed
Method

Figure 4.7: Semantic 3D reconstructions: we improve in weakly observed
areas and resolve unary potential artifacts at the same time. Five semantic
labels are used: ground, building, vegetation, clutter, free space.
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Dino Ring datasets (c.f . Fig. 4.5). An actual ranking of the benchmark is
difficult because there is no default, commonly accepted, way to combine
the two measures. Taking into account both measures we are close to the
state-of-the-art on all datasets (results can be found online 2 ).
In addition, we provide accuracy (Acc) and completeness (Comp) plots
for Dino Ring dataset in Fig. 4.10. We also show additional renderings of
reconstructions in Fig. 4.11.
Overall, besides being accurate (as shown in the chapter), our algorithm produces reconstructions with very high completeness: for 5 out of 6
datasets our reconstructions have completeness above 99.5%.

4.5.4

Street sign dataset

A challenging case for volumetric 3D reconstruction are thin objects. When
approximating the data term, which is naturally given as a ray potential in
the 2.5D input data, by unary or pairwise potentials the data terms from
both sides are prone to cancel out. Similarly, when using visual hulls a
slight misalignment of the two sides might generate an empty visual hull.
These are the reasons why thin objects are considered to be a hard case in
volumetric 3D reconstruction. We evaluate the performance of our algorithm for such objects on the street sign dataset from Ummenhofer & Brox
(2013). The dataset consists 50 images of a street sign with corresponding
depth maps. As depicted in Fig 4.6 the thin surface does not pose any problem to our method, thanks to an accurate representation of the input data in
the optimization problem. To illustrate the result obtained with a standard
volumetric 3D reconstruction algorithm we ran our implementation of the
TV-Flux fusion from Zach (2008) on the same data. Note that this dataset
is particularly hard because the two sides actually interpenetrate as detailed
in Ummenhofer & Brox (2013).
2

http://vision.middlebury.edu/mview/eval/
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4.5.5

Dataset “Head”

We test our algorithm on a challenging specular "Head" dataset from Cremers & Kolev (2011). It was shown in that paper that the results of traditional dense 3D reconstruction methods can be improved by utilizing the
silhouette information. This information was included in their formulation
as energy over rays. We show even more improvement by using our nonconvex ray potential formulation in Fig. 4.9.

4.5.6

Multi-label experiments

We evaluate our formulation for dense semantic 3D reconstruction on several real-world datasets. We show our results side-by-side with the method
of Häne et al. (2013) and Savinov et al. (2015) in Figs. 4.7 and 4.1. Our
method uses the same smoothness prior as Häne et al. (2013). For all the
datasets we observe that the approximation of the data cost with a unary
potential in Häne et al. (2013) artificially fattens corners and thin objects
(e.g. pillars or tree branches). In the close-ups (c.f . Fig. 4.1) we see that
such a data term recovers significantly less surface detail with respect to
our proposed method. This problem has been addressed in Savinov et al.
(2015), but their discrete graph-based approach suffers from metrication
artifacts, cannot be combined with the class-specific anisotropic smoothness prior and does not lead to smooth surfaces (c.f . Fig. 4.1). Moreover,
their coarse-to-fine scheme produces artifacts in the reconstructions. Our
approach takes the best of both worlds, the ray potential part ensures an accurate position of the observed surfaces, while the anisotropic smoothness
prior faithfully handles weakly observed areas. Additional reconstructions
are shown in Fig. 4.8.

4.6

Analysis

First, we give an intuition why the convex formulation, which was introduced in Section 4.3.2, provides a very weak solution. Then we show convergence experiments for our algorithm.
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4.6.1

Why is convex formulation so weak?

In this section we give a small intuitive example why the convex relaxation
gives a solution which is far from binary. We give this example for a 2label problem without regularization and use the following notation for the
labels: o means occupied, f means free-space. Consider one ray of the
length N = 3 with costs co0 = −2, co1 = −3, co2 = −2 and the rest of
the costs are 0. This is a realistic example since it corresponds to allowing
the uncertainty around the estimated depth position i = 1 (for example,
camera sees the wall and stereo matching provides an estimate of depth,
but this estimate is noisy in practice, so the uncertainty window along the
ray is very desirable). Since we only consider single ray, the ray index r is
omitted and the voxel space indexing function si simplifies to just position
i along the ray. The exact problem, which we are solving, would be (as a
f
reminder, y−1
is always set to be 1):
ψ = − 2y0o − 3y1o − 2y2o → min
x, y

(4.21)

f
f
s.t. yio ≤ yi−1
, yif ≤ yi−1
,

yio ≤ xoi , yif ≤ 1 − xoi ,
xoi ∈ [0, 1], ∀i.
The desired solution to this problem would be
xo0 = 0, xo1 = 1, xo2 = 0,
y0o
y0f

= 0,
= 1,

y1o
y1f

= 1,
= 0,

(4.22)

y2o = 0,
y2f = 0.

This means taking the best position in the uncertainty window. This solution has the cost cbinary = −3. Unfortunately, the solution where all the
variables above take value 0.5 has a better cost: c0.5 = −3.5.
Our preliminary investigations indicate that the "all-0.5" solution will
always be the optimal solution to the convex relaxation as long as the best
cost comin = min coi is larger than the sum of other occupied costs (as it is
i
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the case in the example above, −3 versus −4). This kind of cost distribution is very common because it is essential for modeling data uncertainties
— which makes the convex relaxation unsuitable for real-world data with
significant noise.
Fortunately, the visibility consistency constraint eliminates the "all0.5" solution by making it infeasible. By incorporating this constraint into
optimization, the algorithm finds the meaningful tight solution with cost
cbinary = −3. The source code for this example, empirically demonstrating the convex and non-convex approaches, is available online3 .

4.6.2

Convergence analysis

In this section we analyze the convergence behavior of our method.
First, we evaluate how fast the algorithm converges using different minimization intervals in between the majorization steps. In Fig. 4.12 we can
see that a frequent execution of the majorization step has a very beneficial
effect on the convergence. Additionally, we see that for a broad range of
values we reach similar (in energy) critical points of our cost function. This
is a strong indication that our method is robust against bad solutions.
Second, we analyze tie handling in Eq. 4.13. As a reminder, this equation describes linear majorizer as
f,(n)

f
g(xfsi , yi−1
|xf,(n)
, yi−1 )
si

=

(
0
f
yi−1
− xfsi

f,(n)

f,(n)

f,(n)

f,(n)

f,(n)

if yi−1 ≤ xsi
if yi−1 > xsi

f,(n)

(4.23)

In that equation the tie case is yi−1 = xsi and it is possible to choose
f
any of the two branches in this case: 0 or yi−1
− xfsi . Our experiment
in Fig. 4.13 shows that the difference in final energies between these two
choices is very small, 0.25% of their values.
3

https://github.com/nsavinov/ray_potentials/
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Input Image

Häne et al.
(2013)

Savinov et al.
(2015)

Proposed
Method

Figure 4.8: Additional semantic 3D reconstructions.

4.7

Contributions

In this chapter we have made the following contributions:
• We proposed an approach for using ray potentials together with continuously inspired surface regularization.
• We demonstrated that a direct convex relaxation is too weak to be
used in practice.
• We resolved this issue by adding a non-convex constraint to the formulation.
• Further, we detailed an optimization strategy and gave an extensive
evaluation on two-label and multi-label datasets.
• Our algorithm allows for a general multi-label ray potential, at the
same time it achieves volumetric 3D reconstruction with high accuracy.
• In semantic 3D reconstruction we are able to overcome limitations of
earlier methods.

4.8

Future work

We see the following avenues for future work:
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Original
Images

Vogiatzis
et al. (2005)

Hernandez
et al.
(2007),
Kolev et al.
(2007)

Cremers &
Kolev
(2011)

Our
Method

Figure 4.9: Rendering of the results on the "Head" dataset. The columns
from two to four are reported by Cremers & Kolev (2011). It has been
shown in Cremers & Kolev (2011) that ray information can help in reconstructing the thin pole on which the head is mounted. Our algorithm
successfully reconstructs this pole as well.
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Figure 4.10: Acc vs. Ratio (lower curve better) and Comp vs. Error (higher
curve better) plots for the Dino Ring dataset of the Middlebury benchmark
(for details on these plots see Seitz et al. (2006)).

Dino Full

Dino Sparse

Temple Full

Temple Sparse

Figure 4.11: Additional renderings of Middlebury results.
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Figure 4.12: Evolution of the energy over time for different numbers of iterations the convex minimization algorithm is run in between the execution
of the majorization step.

Figure 4.13: Evolution of the energy over iterations for two different remajorization strategies. "Linear" means that the tie case is handled with the
linear branch, "zero" means that constant branch with 0 value is taken.
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• It would be valuable to speed up the whole framework. Currently the
optimization takes on the order of days for the datasets mentioned
in this chapter. Using an adaptive space subdivision instead of the
regular voxel grid might be an option for achieving a speed-up.
• Even the most accurate reconstruction methods like ray potentials
will fail in the poorly observed areas. Are there alternatives to accurate reconstruction of the environments (at least for some classes of
tasks)?
We embark on the last mentioned challenge in the next chapter which
introduces the new neural episodic memory framework for representing the
environments without accurately reconstructing them.
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WITH RAY POTENTIALS
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Chapter 5

Semi-parametric topological
memory for navigation
Deep learning (DL) has recently been used as an efficient approach to learning navigation in complex three-dimensional environments. DL-based approaches to navigation can be broadly divided into three classes: purely
reactive (Dosovitskiy & Koltun, 2017; Zhu et al., 2017), based on unstructured general-purpose memory such as LSTM (Mnih et al., 2016; Mirowski
et al., 2017), and employing a navigation-specific memory structure based
on a metric map (Parisotto & Salakhutdinov, 2018; Gupta et al., 2017).
However, extensive evidence from psychology suggests that when navigating through environments, animals do not rely strongly on metric representations (Gillner & Mallot, 1998; Wang & Spelke, 2002; Foo et al.,
2005). Rather, animals employ a range of specialized navigation strategies
of increasing complexity. According to Foo et al. (2005), one such strategy is landmark navigation — “the ability to orient with respect to a known
object”. Another is route-based navigation that “involves remembering specific sequences of positions”.
In this chapter, we propose novel semi-parametric topological memory
(SPTM) — a deep-learning-based memory architecture for navigation, inspired by landmark-based navigation in animals. SPTM consists of two
components: a non-parametric memory graph G where each node corre85
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sponds to a location in the environment, and a parametric deep network
R capable of retrieving nodes from the graph based on observations. The
graph contains no metric relations between the nodes, only connectivity information. While exploring the environment, the agent builds the graph by
appending observations to it and adding shortcut connections based on detected visual similarities. The network R is trained to retrieve nodes from
the graph based on an observation of the environment. This allows the
agent to localize itself in the graph. Finally, we build a complete SPTMbased navigation agent by complementing the memory with a locomotion
network L, which allows the agent to move between nodes in the graph.
The R and L networks are trained in self-supervised fashion, without any
manual labeling or reward signal.
We evaluate the proposed system and relevant baselines on the task
of goal-directed maze navigation in simulated three-dimensional environments. The agent is instantiated in a previously unseen maze and given a
recording of a walk through the maze (images only, no information about
actions taken or ego-motion). Then the agent is initialized at a new location
in the maze and has to reach a goal location in the maze, given an image of
that goal. To be successful at this task, the agent must represent the maze
based on the footage it has seen, and effectively utilize this representation
for navigation.
The proposed system outperforms baseline approaches by a large margin. Given 5 minutes of maze walkthrough footage, the system is able to
build an internal representation of the environment and use it to confidently
navigate to various goals within the maze. The average success rate of the
SPTM agent in goal-directed navigation across test environments is higher
than the best-performing baseline by a factor of three. Qualitative results
and an implementation of the method are available online1 .

1

https://sites.google.com/view/SPTM
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5.1

Related work

Navigation in animals has been extensively studied in psychology. Tolman
(1948) introduced the concept of a cognitive map — an internal representation of the environment that supports navigation. The existence of cognitive maps and their exact form in animals, including humans, has been
debated since. O’Keefe & Nadel (1978) suggested that internal representations take the form of metric maps. More recently, it has been shown
that bees (Cartwright & Collett, 1982; Collett, 1996), ants (Judd & Collett,
1998), and rats (Sutherland et al., 1987) rely largely on landmark-based
mechanisms for navigation. Bennett (1996) and Mackintosh (2002) question the existence of cognitive maps in animals. Gillner & Mallot (1998),
Wang & Spelke (2002), and Foo et al. (2005) argue that humans rely largely
on landmark-based navigation.
In contrast, navigation systems developed in robotics are typically based
on metric maps, constructed using the available sensory information —
sonar, LIDAR, RGB-D, or RGB input (Elfes, 1987; Thrun et al., 2005;
Durrant-Whyte & Bailey, 2006). Particularly relevant to our work are
vision-based simultaneous localization and mapping (SLAM) methods (Cadena et al., 2016). These systems provide high-quality maps under favorable conditions, but they are sensitive to calibration issues, do not deal well
with poor imaging conditions, do not naturally accommodate dynamic environments, and can be difficult to scale.
Modern deep learning methods allow for end-to-end learning of sensorimotor control by directly predicting control signal from high-dimensional
sensory observations such as images (Mnih et al., 2015). DL approaches
to navigation vary both in the learning method — reinforcement learning
or imitation learning — and in the memory representation. Purely reactive
methods (Dosovitskiy & Koltun, 2017; Zhu et al., 2017) lack explicit memory and do not navigate well in complex environments (Savva et al., 2017).
Systems equipped with general-purpose LSTM memory (Mnih et al., 2016;
Pathak et al., 2017; Jaderberg et al., 2017; Mirowski et al., 2017) or episodic
memory (Blundell et al., 2016; Pritzel et al., 2017) can potentially store information about the environment. However, these systems have not been
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demonstrated to perform efficient goal-directed navigation in previously
unseen environments, and empirical results indicate that LSTM-based systems are not up to the task (Savva et al., 2017). Oh et al. (2016) use an
addressable memory for first-person-view navigation in three-dimensional
environments. The authors demonstrate that the proposed memory structure supports generalization to previously unseen environments. However,
Oh et al. (2016) experiment with relatively small discrete gridworld-like
environments, while our approach applies to large continuous state spaces.
Most related to our work are DL navigation systems that use specialized map-like representations. Bhatti et al. (2016) augment a DL system
with a metric map produced by a standard SLAM algorithm. Parisotto &
Salakhutdinov (2018) use a 2D spatial memory that represents a global map
of the environment. Gupta et al. (2017) build a 2D multi-scale metric map
using the end-to-end trainable planning approach of Tamar et al. (2016).
Our method differs from these approaches in that we are not aiming to
build a global metric map of the environment. Rather, we use a topological
map. This allows our method to support navigation in a continuous space
without externally provided camera poses or ego-motion information.
While contemporary approaches in robotics are dominated by metric
maps, research on topological maps has a long history in robotics. Models
based on topological maps have been applied to navigation in simple 2D
mazes (Kuipers & Byun, 1991; Meng & Kak, 1993; Schölkopf & Mallot,
1995) and on physical systems (Hong et al., 1992; Bachelder & Waxman,
1995; Franz et al., 1998; Thrun, 1998; Fraundorfer et al., 2007). Trullier
et al. (1997) provide a review of biologically-inspired navigation systems,
including landmark-based ones. Milford and colleagues designed SLAM
systems inspired by computational models of the hippocampus (Milford &
Wyeth, 2008, 2010; Ball et al., 2013). We reinterpret this line of work in
the context of deep learning.

5.2

Method

We consider an agent interacting with an environment in discrete time steps.
At each time step t, the agent gets an observation ot of the environment
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Figure 5.1: A navigation agent equipped with semi-parametric topological
memory (SPTM). Given the inputs – the current observation o and the goal
observation og – SPTM provides a waypoint observation ow . This waypoint and the current observation o are fed into the locomotion network L,
which outputs the action a to be executed in the environment.
and then takes an action at from a set of actions A. In our experiments,
the environment is a maze in a three-dimensional simulated world, and the
observation is provided to the agent as a tuple of several recent images.
The interaction of the agent with a new environment is set up in two
stages: exploration and goal-directed navigation. During the first stage,
the agent is presented with a recording of a traversal of the environment
over a number of time steps Te , and builds an internal representation of
the environment based on this recording. In the second stage, the agent
uses this internal representation to reach goal locations in the environment.
This goal-directed navigation is performed in an episodic setup, with each
episode lasting for a fixed maximum number of time steps or until the goal
is reached. In each episode, the goal location is provided to the agent by
an observation of this location og . The agent has to use the goal observation and the internal representation built during the exploration phase to
effectively reach the goal.

5.2.1

Semi-parametric topological memory

We propose a new form of memory suitable for storing internal representations of environments. We refer to it as semi-parametric topological mem89
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ory (SPTM). It consists of a (non-parametric) memory graph G where each
node represents a location in the environment, and a (parametric) deep network R capable of retrieving nodes from the graph based on observations.
A high-level overview of an SPTM-based navigation system is shown in
Figure 6.3. Here SPTM acts as a planning module: given the current observation o and the goal observation og , it generates a waypoint observation ow , which lies on a path to the goal and can be easily reached from
the agent’s current location. The current observation and the waypoint observation are provided to a locomotion network L, which is responsible
for short-range navigation. The locomotion network then guides the agent
towards the waypoint, and the loop repeats. The networks R and L are
trained in self-supervised fashion, without any externally provided labels
or reinforcement signals. We now describe each component of the system
in detail.
Retrieval network
The network R estimates the similarity of two observations (o1 , o2 ). The
network is trained on a set of environments in self-supervised manner,
based on trajectories of a randomly acting agent. Conceptually, the network
is trained to assign high similarity to pairs of observations that are temporally close, and low similarity to pairs that are temporally distant. We cast
this as a classification task: given a pair of observations, the network has to
predict whether they are temporally close or not.
To generate the training data, we first let a random agent explore the environment, resulting in a sequence of observations {o1 , . . . oN } and actions
{a1 , . . . aN }. We then automatically generate training samples from these
trajectories. Each training sample is a triple hoi , oj , yij i that consists of
two observations and a binary label. Two observations are considered close
(yij = 1) if they are separated by at most l = 20 time steps: |i − j| ≤ l.
Negative examples are pairs where the two observations are separated by
at least M · l steps, where M = 5 is a constant factor that determines the
margin between positive and negative examples.
We use a siamese architecture for the network R, akin to Zagoruyko &
Komodakis (2015). Each of the two input observations is first processed by
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a deep convolutional encoder based on ResNet-18 (He et al., 2016), which
outputs a 512-dimensional embedding vector. These two vectors are concatenated and further processed by a small 5-layer fully-connected network,
ending with a 2-way softmax. The network is trained in supervised fashion
with the cross-entropy loss. Further details are provided in the supplement.
Memory graph
The graph is populated based on an exploration sequence provided to the
agent. We denote the observations in the sequence by (oe1 , . . . , oeTe ). Each
vertex vi in the graph stores an observation of the environment, ovi = om
i .
Two vertices vi and vj are connected by an edge in one of two cases: if they
correspond to consecutive time steps, or if the corresponding observations
are very close, as judged by the retrieval network R:
eij = 1 ⇔ |i − j| = 1 ∨ R(ovi , ovj ) > sshortcut ,

(5.1)

where 0 < sshortcut < 1 is a similarity threshold for creating a shortcut
connection. The first type of edge corresponds to natural spatial adjacency
between locations, while the second type can be seen as a form of loop
closure.
Two enhancements improve the quality of the graph. First, we only
connect vertices by a “visual shortcut” edge if |i − j| > ∆T` , so as to
avoid adding trivial edges. Second, to improve the robustness of visual
shortcuts, we find these by matching sequences of observations, not single
observations:
median{R(ovi−∆Tw , ovj−∆Tw ), . . . , R(ovi+∆Tw , ovj+∆Tw )} > sshortcut .
(5.2)
Finding waypoint
At navigation time, we use SPTM to provide waypoints to the locomotion
network. As illustrated in Figure 5.2, the process includes three steps: localization, planning, and waypoint selection.
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Figure 5.2: The use of semi-parametric topological memory for navigation. (a) The retrieval network R localizes in the graph the vertices v a
(blue) and v g (orange), corresponding to the current agent’s observation o
and the goal observation og , respectively. (b) The shortest path on the graph
between these vertices is computed (red arrows). (c) The waypoint vertex
v w (yellow) is selected as the vertex in the shortest path that is furthest from
the agent’s vertex v a but can still be confidently reached by the agent. The
output of the SPTM is the corresponding waypoint observation ow = ovw .
In the localization step, the agent localizes itself and the goal in the
graph based on its current observation o and the goal observation og , as
illustrated in Figure 5.2(a). We have experimented with two approaches
to localization. In the basic variant, the agent’s location is retrieved as the
median of k = 5 nearest neighbors of the observation in the memory. The
siamese architecture of the retrieval network allows for efficient nearest
neighbor queries by pre-computing the embeddings of observations in the
memory.
An issue with this simple technique is that localization is performed
per frame, and therefore the result can be noisy and susceptible to perceptual aliasing — inability to discriminate two locations with similar appearance. We therefore implement a modified approach allowing for temporally consistent self-localization, inspired by localization approaches from
robotics (Milford & Wyeth, 2012). We initially perform the nearest neighbor search only in a local neighborhood of the previous agent’s localization,
and resort to global search in the whole memory only if this initial search
fails (that is, the similarity of the retrieved nearest neighbor to the current
observation is below a certain threshold slocal ). This simple modification
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improves the performance of the method while also reducing the search
time.
In the planning step, we find the shortest path on the graph between
the two retrieved nodes v a and v g , as shown in Figure 5.2 (b). We used
Dijkstra’s algorithm in our experiments.
Finally, the third step is to select a waypoint on the computed shortest
path, as depicted in Figure 5.2(c). We denote the shortest path by
hv0sp , v1sp , . . . , vnsp i , v0sp = v a , vnsp = v g

(5.3)

sp
, with a fixed D. HowA naive solution would be to set the waypoint to vD
ever, depending on the actions taken in the exploration sequence, this can
lead to selecting a waypoint that is either too close (no progress) or too far
(not reachable). We therefore follow a more robust adaptive strategy. We
choose the furthest vertex along the shortest path that is still confidently
reachable:

v w = vlsp ,

l = max{i, s.t. R(o, ovisp ) > sreach },
i

(5.4)

where 0 < sreach < 1 is a fixed similarity threshold for considering a vertex
reachable. In practice, we limit the waypoint search to a fixed window
i ∈ [Hmin , Hmax ]. The output of the planning process is the observation
ow = ovw that corresponds to the retrieved waypoint.

5.2.2

Locomotion network

The network L is trained to navigate towards target observations in the
vicinity of the agent. The network maps a pair (o1 , o2 ), which consists
of a current observation and a goal observation, into action probabilities:
L(o1 , o2 ) = p ∈ R|A| . The action can then be produced either deterministically by choosing the most probable action, or stochastically by sampling
from the distribution. In what follows we use the stochastic policy.
Akin to the retrieval network R, the network L is trained in a selfsupervised manner, based on trajectories of a randomly acting agent. Random exploration produces a sequence of observations {o1 , . . . oN } and actions {a1 , . . . aN }. We generate training samples from these trajectories by
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taking a pair of observations separated by at most l = 20 time steps and the
action corresponding to the first observation: ((oi , oj ), ai ). The network
is trained in supervised fashion on this data, with a softmax output layer
and the cross-entropy loss. The architecture of the network is the same as
the retrieval network.
Why is it possible to learn a useful controller based on trajectories of a
randomly acting agent? The proposed training procedure leads to learning
the conditional action distribution P (a|ot , ot+k ). Even though the trajectories are generated by a random actor, this distribution is generally not uniform. For instance, if k = 1, the network would learn actions to be taken to
perform one-step transitions between neighboring states. For k > 1, training data is more noisy, but there is still useful training signal, which turns
out to be sufficient for short-range navigation.

5.2.3

Implementation details

Inputs to the retrieval network R and the locomotion network L are observations of the environment o, represented by stacks of two consecutive
RGB images obtained from the environment, at resolution 160×120 pixels.
Both networks are based on ResNet-18 (He et al., 2016). Note that ResNet18 is much larger than networks typically used in navigation agents based
on reinforcement learning. The use of this high-capacity architecture is
made possible by the self-supervised training of our model. Training of a
network of this size from scratch with pure reinforcement learning would
be problematic and, to our knowledge, has never been demonstrated.
The training setup is similar for both networks. We generate training
data online by executing a random agent in the training environment, and
maintain a replay buffer B of recent samples. At each training iteration,
we sample a mini-batch of 64 observation pairs at random from the buffer,
according to the conditions described in Sections 5.2.1 and 5.2.2. We then
perform an update using the Adam optimizer (Kingma & Ba, 2015), with
learning rate λ = 0.0001. We train the networks R and L for a total of 1 and
2 million mini-batch iterations, respectively. Further details are provided
later in the chapter.
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Figure 5.3: SPTM-based agent navigating towards a goal in a threedimensional maze (a). The agent aims to reach the goal, denoted by a
star. Given the current agent’s observation (b) and the goal observation (d),
SPTM produces a waypoint observation (c). The locomotion network is
then used to navigate towards the waypoint.
We made sure that all operations in the SPTM are implemented efficiently. Goal localization is only performed once in the beginning of a
navigation episode. Shortest paths to the goal from all vertices of the graph
are also computed once. The only remaining computationally expensive
operations are nearest-neighbor queries for agent self-localization in the
graph. However, due to the siamese architecture of the R-network, we can
precompute the embedding vectors of observations in memory and evaluate
only the small fully-connected network during navigation.

5.3

Experiments

We perform experiments using a simulated three-dimensional environment
based on the classic game Doom (Kempka et al., 2016). An illustration of
an SPTM agent navigating towards a goal in a maze is shown in Figure 5.3.
We evaluate the proposed method on the task of goal-directed navigation in
previously unseen environments and compare it to relevant baselines.

5.3.1

Setup

We are interested in agents that are able to generalize to new environments.
Therefore, we used different mazes for training, validation, and testing. We
used the same set of textures for all labyrinths, but the maze layouts are
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very different, and the texture placement is randomized. During training,
we used a single labyrinth layout, but created 400 versions with randomized
goal placements and textures. In addition, we created 3 mazes for validation
and 7 mazes for testing. Layouts of the training and test labyrinths are
shown in Figure 6.5; the validation mazes are shown later in the chapter.
Each maze is equipped with 4 goal locations, marked by 4 different special
objects. The appearance of these special objects is common to all mazes.
We used the validation mazes for tuning the parameters of all approaches,
and used fixed parameters when evaluating in the test mazes.
The overall experimental setup follows Section 5.2. When given a new
maze, the agent is provided with an exploration sequence of the environment, with a duration of approximately 5 minutes of in-simulation time
(equivalent to 10,500 simulation steps). In our experiments, we used sequences generated by a human subject aimlessly exploring the mazes. The
same exploration sequences were provided to all algorithms — the proposed method and the baselines. Example exploration sequences are shown
on the project page2 .
Given an exploration sequence, the agent attempts a series of goaldirected navigation trials. In each of these, the agent is positioned at a
new location in the maze and is presented with an image of the goal location. In our experiments, we used 4 different starting locations, 4 goals per
maze, and repeated each trial 6 times (results in these vary due to the use of
randomized policies for all methods), resulting in 96 trials for each maze.
A trial is considered successfully completed if the agent reaches the goal
within 5,000 simulation steps, or 2.4 minutes of in-simulation time.
Hyperparameters
We set the hyperparameters of the SPTM agent based on an evaluation on
the validation set, as reported in Table 5.3. We find that the method performs well for a range of hyperparameter values. Interestingly, the approach is robust to temporal subsampling of the walkthrough sequence.
Therefore, in the following experiments we subsample the walkthrough se2

https://sites.google.com/view/SPTM
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Figure 5.4: Layouts of training and test mazes.
quence by a factor of 4 when building the SPTM graph. Another important
parameter is the threshold sshortcut for creating shortcuts in the graph. We
set this threshold as a percentile of the set of all pairwise distances between
observations in the memory, or, in other words, as the desired number of
shortcuts to be created. We set this number to 2000 in what follows. When
making visual shortcuts in the graph, we set the minimum shortcut distance
∆T` = 5 and the smoothing window size ∆Tw = 10. The threshold values
for waypoint selection are set to slocal = 0.7 and sreach = 0.95. The minimum/maximum waypoint distances are set to Hmin = 1 and Hmax = 7.

5.3.2

Baselines

We compare the proposed method to a set of baselines that are representative of the state of the art in deep-learning-based navigation. Note that we
study an agent operating in a realistic setting: a continuous state space with
no access to ground-truth information such as depth maps or ego-motion.
This setup excludes several existing works from our comparison: the full
model of Mirowski et al. (2017) that uses ground-truth depth maps and egomotion, the method of Gupta et al. (2017) that operates on a discrete grid
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given ground-truth ego-motion, and the approach of Parisotto & Salakhutdinov (2018) that requires the knowledge of ground-truth global coordinates of the agent.
The first baseline is a goal-agnostic agent without memory. The agent
is not informed about the goal, but may reach it by chance. We train this
network in the training maze using asynchronous advantage actor-critic
(A3C) (Mnih et al., 2016). The agent is trained on the surrogate task of
collecting invisible beacons around the labyrinth. (The beacons are made
invisible to avoid providing additional visual guidance to the agents.) In the
beginning of each episode, the labyrinth is populated with 1000 of these invisible beacons, at random locations. The agent receives a reward of 1 for
collecting a beacon and 0 otherwise. Each episode lasts for 5,000 simulation steps. We train the agent with the A3C algorithm and use an architecture similar to Mnih et al. (2016). Further details are provided later in the
chapter.
The second baseline is a feedforward network trained on goal-directed
navigation, similar to Zhu et al. (2017). The network gets its current observation, as well as an image of the goal, as input. It gets the same reward
as the goal-agnostic agent for collecting invisible beacons, but in addition
it gets a large reward of 800 for reaching the goal. This network can go
towards the goal if the goal is within its field of view, but it lacks memory,
so it is fundamentally unable to make use of the exploration phase. The
network architecture is the same as in the first baseline, but the input is the
concatenation of the 4 most recent frames and the goal image.
The third and fourth baseline approaches are again goal-agnostic and
goal-directed agents, but equipped with LSTM memory. The goal-directed
LSTM agent is similar to Mirowski et al. (2017). At test time, we feed
the exploration sequence to the LSTM agent and then let it perform goaldirected navigation without resetting the LSTM state. When training these
networks, we follow a similar protocol. First, the agent navigates the environment for 10,000 steps in exploration mode; that is, with rewards for
collecting invisible beacons, but without a goal image given and with no reward for reaching a goal. Next, the agent is given a goal image and spends
another 5,000 steps in goal-directed navigation mode; that is, with a goal
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Goal-agnostic feedforward
Goal-agnostic LSTM
Goal-seeking feedforward
Goal-seeking LSTM
Ours

Test-1

Test-2

Test-3

Test-4

Test-5

Test-6

Test-7

mean

26
53
30
34
100

25
39
24
27
100

27
45
29
15
100

23
18
18
25
100

32
27
24
16
100

20
36
27
33
100

20
19
22
4
100

24.7
33.9
24.9
22
100

Table 5.1: Comparison of the SPTM agent to baseline approaches. We
report the percentage of navigation trials successfully completed in 5,000
steps (higher is better).
image given and with a high reward for reaching the goal (while also continuing to receive rewards for collecting the invisible beacons). We do not
reset the state of the memory cells between the two stages. This way, the
agent can learn to store the layout of the environment in its memory and
use it for efficient navigation.

5.3.3

Results

Table 5.1 shows, for each test maze, the percentage of navigation trials
successfully completed within 5,000 steps, equivalent to 2.4 minutes of
real-time simulation. Figure 5.5 presents the results on the test mazes in
more detail, by plotting the percentage of completed episodes as a function
of the trial duration. Qualitative results are available online3 .
The proposed SPTM agent is superior to the baselines in all mazes. As
Table 5.1 demonstrates, its average success rate across the test mazes is
three times higher than the best-performing baseline. Figure 5.5 demonstrates that the proposed approach is not only successful overall, but that
the agent typically reaches the goal much faster than the baselines.
The difference in performance between feedforward and LSTM baseline variants is generally small and inconsistent across mazes. This suggests that standard LSTM memory is not sufficient to efficiently make use
of the provided walkthrough footage. One reason can be that recurrent
networks, including LSTMs, struggle with storing long sequences (Good3

https://sites.google.com/view/SPTM
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Figure 5.5: Percentage of successful navigation trials as a function of trial
duration. Higher is better.

fellow et al., 2016). The duration of the walkthrough footage, 10,000 time
steps, is beyond the capabilities of standard recurrent networks. SPTM is
at an advantage, since it stores all the provided information by design.
Why is the performance of the baseline approaches in our experiments
significantly weaker than reported previously (Mirowski et al., 2017)? The
key reason is that we study generalization of agents to previously unseen
environments, while Mirowski et al. (2017) train and evaluate agents in the
same environment. The generalization scenario is much more challenging,
but also more realistic. Our results indicate that existing methods struggle
with generalization.
Interestingly, the best-performing baseline is goal-agnostic, not goaldirected. We see two main explanations for this. First, generalization performance has high variance and may be dominated by spurious correlations
in the appearance of training and test mazes. Second, even in the training
environments the goal-directed baselines do not necessarily outperform the
goal-agnostic ones, since the large reward for reaching the goal makes reinforcement learning unstable. This effect has been observed by Mirowski
et al. (2017), and to avoid it the authors had to resort to reward clipping; in
our setting, reward clipping would effectively lead to ignoring the goals.
Figure 5.6 (left) shows a trajectory of a walkthrough provided to the
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Walkthrough

Track 1

Track 2

Track 3

Figure 5.6: A walkthrough trajectory (left) and three goal-directed navigation tracks in the Val-3 maze (right). In the walkthrough trajectory, the
shortcuts automatically found in the SPTM graph are shown in red. Goaldirected navigation trials shown in Tracks 1, 2, and 3 were all successful,
but Track 3 was excessively long. Start positions are shown in green, goals
in red.

Ours – no visual shortcuts
Ours – per-frame localization
Ours – full

Val-1

Val-2

Val-3

85
95
100

55
87
98

50
52
100

Table 5.2: Ablation study on the SPTM agent. We report the percentage of
navigation trials successfully completed in 5,000 steps in validation mazes
(higher is better).
algorithms in the Val-3 maze. The shortcut connections made automatically
in the SPTM graph are marked in red. We selected a conservative threshold
for making shortcut connections to ensure that there are no false positives.
Still, the automatically discovered shortcut connections greatly increase the
connectivity of the graph: for instance, in the Val-3 maze the average length
of the shortest path to the goal, computed over all nodes in the graph, drops
from 990 to 155 steps after introducing the shortcut connections.
Figure 5.6 (right) demonstrates three representative trajectories of the
SPTM agent performing goal-directed navigation. In Tracks 1 and 2, the
agent deliberately goes for the goal, making use of the environment representation stored in SPTM. Track 3 is less successful and the agent’s trajectory contains unnecessary loops; we attribute this to the difficulty of
vision-based self-localization in large environments.
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Table 5.2 reports an ablation study of the SPTM agent on the validation set. Removing vision-based shortcuts from the graph leads to dramatic
decline in performance. The agent with independent per-frame localization performs quite well on two of the three mazes, but underperforms on
the more challenging Val-3 maze. A likely explanation is that perceptual
aliasing gets increasingly problematic in larger mazes.
Further on, we report method/baseline details and additional experiments: performance in the validation environments, robustness to hyperparameter settings, an additional ablation study evaluating the performance
of the R and L networks compared to simple alternatives, experiments in
environments with homogeneous textures, and experiments with automated
(non-human) exploration.

5.4
5.4.1

Method details
Network architectures

The retrieval network R and the locomotion network L are both based on
ResNet-18 (He et al., 2016). Both take 160 × 120 pixel images as inputs.
The networks are initialized as proposed by He et al. (2016). We used an
open ResNet implementation4 .
The network R admits two observations as input. Each of these is processed by a convolutional ResNet-18 encoder. Each of the encoders produces a 512-dimensional embedding vector. These are concatenated and
fed through a fully-connected network with 4 hidden layers with 512 units
each and ReLU nonlinearities.
The network L also admits two observations, but in contrast with the
network R it processes them jointly, after concatenating them together. A
convolutional ResNet-18 encoder is followed by a single fully-connected
layer with 7 outputs and a softmax. The 7 outputs correspond to all available actions: do nothing, move forward, move backward, move left, move
right, turn left, and turn right.
4
https://github.com/raghakot/keras-resnet/blob/master/
resnet.py
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5.4.2

Training

We implemented the training in Keras (Chollet, 2015) and Tensorflow (Abadi
et al., 2016). The training setup is similar for both networks. We generate training data online by executing a random agent in the environment,
and maintain a replay buffer B of size |B| = 10,000. We run the random agent for 10,000 steps and then perform 50 mini-batch iterations of
training. For the random agent, as well as for all other agents, we use action repeat of 4 — that is, every selected action is repeated 4 times. At
each training iteration, we sample a mini-batch of 64 training observation
pairs at random from the buffer, according to the conditions described in
Sections 5.2.2 and 5.2.1. We then perform an update using the Adam optimizer (Kingma & Ba, 2015), with learning rate λ = 0.0001, momentum
parameters β1 = 0.9 and β2 = 0.999, and the parameter ε = 10−8 .

5.5

Baseline details

The baselines are based on an open A3C implementation5 . We have used
the architectures of Mnih et al. (2016) and Mirowski et al. (2017). The feedforward model consists of two convolutional layers and two fully-connected
layers, from which the value and the policy are predicted. In the LSTM
model the second fully connected layer is replaced by LSTM. The input to
the networks is a stack of 4 most recent observed frames, resized to 84×84
pixels. We experimented with using RGB and grayscale frames, and found
the baselines trained with grayscale images to perform better. We therefore always report the results for baselines with grayscale inputs. We train
the baselines for 80 million action steps, which corresponds to 320 million
simulation steps because of action repeat. We selected the snapshot to be
used at test time based on the training reward.
5

https://github.com/pathak22/noreward-rl
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Val-1

Val-2

Val-3

Figure 5.7: Layouts of the mazes used for validation.
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Figure 5.8: Percentage of successful navigation trials as a function of trial
duration, in the validation mazes. Higher is better.

5.6

Additional experiments

Layouts of the validation mazes are shown in Figure 5.7. Plots of success
rate as a function of trial duration on each validation maze are shown in
Figure 5.8. Performance of an SPTM agent with varying hyperparameters
is shown in Table 5.3.

5.6.1

Homogeneous textures and automated exploration

To evaluate the robustness of the approach, we tried varying the texture distribution in the environment and the properties of the exploration sequence.
In the previous experiments we used mazes with relatively diverse (although repetitive) textures, see for example Figure 5.3. We re-textured
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several mazes to be qualitatively similar to Mirowski et al. (2017): with
mainly homogeneous textures and only relatively sparse inclusions of more
discriminative textures. When testing the method with these textures, we
re-trained the networks R and L in a training maze with similar texture
distribution, but kept all other parameters of the method fixed.
For previous experiments, we used walkthrough sequences recorded
from humans exploring the maze. An intelligent agent should be able to
explore and map an environment fully autonomously. Effective exploration
is a challenging task in itself, and a comprehensive study of this problem is
outside the scope of the present chapter. However, as a first step, we experiment with providing our method with walkthrough sequences generated
fully autonomously — by our baseline agents trained with reinforcement
learning. This is only possible in simple mazes, where these agents were
able to reach all goals. We used the best-performing baseline for each maze
and repeated exploration multiple times, until all goals were located.
The results are reported in Table 5.4. The use of automatically generated trajectories leads to only a minor decrease in the final performance,
although qualitatively the trajectories of the SPTM agent become much
noisier (not shown). The different texture distribution affects the results
more, since visual self-localization becomes challenging with sparser textures. Yet the method still performs quite well and outperforms the baselines by a large margin.

5.6.2

Additional ablation study

To better understand the importance of the locomotion and retrieval networks, we performed two experiments. First, we substituted the retrieval
network R with simple per-pixel matching. Second, we substituted actions
predicted by the locomotion network L by actions from the exploration sequence (teach-and-repeat). Note that this second approach uses information
unavailable to our method — actions performed during the walkthrough sequence. It thus cannot be considered a proper baseline. We further discuss
the exact settings and the results.
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With normalization

Without normalization

Figure 5.9: Graphs constructed using per pixel matching. Shortcut connections are shown in red. Most shortcuts connections are wrong — they
connect distant locations.
Per-pixel comparison
This experiment was inspired by the approach of Milford & Wyeth (2012).
To compute the localization score, we downsample images to the resolution
40 × 30, convert to grayscale and then compute cosine distances between
them. We experiment with two variants of this method: with local contrast normalization (similar to Milford & Wyeth (2012)) and without. To
perform the normalization, we split the downsampled grayscale image into
patches of size 10×10. In each patch, we subtract the mean and divide by
the standard deviation.
Table 5.5 indicates that the per-pixel comparison baseline performs
poorly. As shown in Figure 5.9, the visual shortcuts made with this technique are catastrophically wrong. Local normalization only makes the results worse because it discards information about absolute color intensity,
which can be a useful cue in our environments.
Teach-and-repeat
To be able to use actions from the exploration sequence, a few modification
to our method are necessary. First, we introduce no shortcut connections
in the graph, as we would not know the actions for them. The graph thus
turns into a path, making the shortest paths longer. Second, to allow the
agent to move along this path in both directions, we select an opposite for
every action: for example, the opposite of moving forward is moving back106
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ward. Finally, we found that taking a fraction of completely random actions
helps the agent not to get stuck when it diverges far from the exploration
track and the recorded actions are not useful anymore. We found 10% of
random actions to lead to good results. Overall, the method works as follows. First, the goal and the agent are localized using the same procedure
as our method. Then the agent has to move either forward or backward
along the exploration graph-line. If forward, then the action corresponding
to the agent’s localized observation is taken, if backward – the opposite of
the recorded action.
As Table 5.5 suggests, this method works significantly worse than our
method, even though it makes use of extra information — the recorded actions. We see two reasons for this. First, there are no shortcut connections,
which makes the path to the goal longer. Second, as soon as the agent diverges from the exploration trajectory, the actions do not match the states
any more, and there is no mechanism for the agent to get back on track. For
instance, imagine a long corridor: if the agent is oriented at a small angle to
the direction of the corridor, it will inevitably crash into a wall. Why does
the approach not fail completely due to the latter problem? This is most
likely because the environment is forgiving: it allows the agent to slide
along walls when facing them at an angle less than 90 degrees. This way,
even if the agent diverges from the exploration path, it does not break down
completely and still makes progress towards the goal. Videos of successful
navigation trials for this agent can be found online6 .

5.7

Contributions

We have made several contributions in this chapter:
• We have proposed semi-parametric topological memory (SPTM), a
memory architecture that consists of a non-parametric component —
a topological graph, and a parametric component — a deep network
capable of retrieving nodes from the graph given observations from
the environment.
6

https://sites.google.com/view/SPTM

107

CHAPTER 5. SEMI-PARAMETRIC TOPOLOGICAL MEMORY FOR
NAVIGATION
• We have shown that SPTM can act as a planning module in a navigation system.
• This navigation agent can efficiently reach goals in a previously unseen environment after being presented with only 5 minutes of footage.
• The proposed system outperforms relevant baselines by a large margin.

5.8

Future work

We also see several avenues for future work:
• Improving the performance of the networks R and L will directly
improve the overall quality of the system.
• While the current system explicitly avoids using ego-motion information, findings from experimental psychology suggest that noisy
ego-motion estimation and path integration are useful for navigation.
Incorporating these into our model can further improve robustness.
• In our current system the size of the memory grows linearly with the
duration of the exploration period. This may become problematic
when navigating in very large environments, or in lifelong learning
scenarios. A possible solution is adaptive subsampling, by only retaining the most informative or discriminative observations in memory.
• It would be interesting to integrate SPTM into a system that is trainable end-to-end.
• It might be interesting to apply SPTM to non-navigational problems.
The current method is limited to goal-directed tasks. A possible generalization to deterministic RL problems (at least) could be achieved
by assigning rewards to SPTM graph edges. The planning can then
be done with dynamic programming. One possible way to estimate
108

5.8. FUTURE WORK
edge rewards is by using the Monte-Carlo method. These ideas essentially go in the direction hierarchical reinforcement learning and
the options framework proposed by Richard Sutton.
• In terms of practical applications, it would be valuable to train the
whole SPTM in the real world. The short-term goal might be picking
up things by a robotic arm, while in the long-term we might aim at
the factory work automation in general. The high-level idea would
be the following: the worker provides demonstration of how things
work and various goal observations, then SPTM reaches those goal
observations.
• The exploration sequence for the system is provided externally. It
would be valuable if the system could generate such a sequence on
its own, by gradually building the neural model of the environment.
The last challenge is the most crucial one as solving it could greatly
improve the autonomy of the whole system. This challenge is addressed in
the next chapter which introduces Episodic Curiosity — a new method to
explore environments based on memory.
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Parameters

Environment

#shortcuts

Subsamp.

slocal

sreach

Val-1

Val-2

Val-3

0
10

2000
2000

4
4

0.7

0.95
0.95

95
100

88
98

52
100

10
10
10

1000
2000
4000

4
4
4

0.7
0.7
0.7

0.95
0.95
0.95

99
100
100

92
98
98

90
100
100

1
5
10

2000
2000
2000

4
4
4

0.7
0.7
0.7

0.95
0.95
0.95

100
100
100

70
96
98

26
99
100

10
10
10

2000
2000
2000

4
4
4

0.7
0.7
0.7

0.9
0.95
0.97

100
100
100

95
98
97

100
100
100

10
10
10

2000
2000
2000

4
4
4

0.6
0.7
0.8

0.95
0.95
0.95

100
100
100

95
98
97

100
100
99

10
10
10
10

2000
2000
2000
2000

1
2
4
8

0.7
0.7
0.7
0.7

0.95
0.95
0.95
0.95

76
97
100
66

47
85
98
92

73
95
100
66

5
10
20
40

8000
4000
2000
1000

1
2
4
8

0.7
0.7
0.7
0.7

0.95
0.95
0.95
0.95

99
100
100
97

84
95
98
94

93
98
100
85

Loc. smooth.

Table 5.3: Effect of hyperparameters, evaluated on the validation set. We
report the percentage of navigation trials successfully completed in 5,000
steps (higher is better).
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Ours - homogeneous textures
Ours - automated exploration
Ours - full

Val-3

Test-1

Test-4

Test-5

55
100

98
94
100

76
93
100

75
91
100

Table 5.4: Evaluation of the SPTM navigation agent with homogeneous
textures and automated exploration. We report the percentage of navigation
trials successfully completed in 5,000 steps (higher is better).

Per-pixel comparison with normalization
Per-pixel comparison without normalization
Teach-and-repeat
Ours - full

Val-1

Val-2

Val-3

6
10
45
100

2
8
36
98

1
7
30
100

Table 5.5: Additional ablation study of the SPTM navigation agent. We
report the percentage of navigation trials successfully completed in 5,000
steps in validation mazes (higher is better).
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Chapter 6

Episodic curiosity
Many real-world tasks have sparse rewards. For example, animals searching for food may need to go many miles without any reward from the environment. Standard reinforcement learning algorithms struggle with such
tasks because of reliance on simple action entropy maximization as a source
of exploration behaviour.
Multiple approaches were proposed to achieve better explorative policies. One way is to give a reward bonus which facilitates exploration by
rewarding novel observations. The reward bonus is summed up with the
original task reward and optimized by standard RL algorithms. Such an approach is motivated by neuroscience studies of animals: an animal has an
ability to reward itself for something novel — the mechanism biologically
built into its dopamine release system. How exactly this bonus is formed
remains an open question.
Many modern curiosity formulations aim at maximizing “surprise” —
inability to predict the future. This approach makes perfect sense but, in
fact, is far from perfect. To show why, let us consider a thought experiment. Imagine an agent is put into a 3D maze. There is a precious goal
somewhere in the maze which would give a large reward. Now, the agent
is also given a remote control to a TV and can switch the channels. Every switch shows a random image (say, from a fixed set of images). The
curiosity formulations which optimize surprise would rejoice because the
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result of the channel switching action is unpredictable. The agent would be
drawn to the TV instead of looking for a goal in the environment (this was
indeed observed in (Burda et al., 2018a)). So, should we call the channel
switching behaviour curious? Maybe, but it is unproductive for the original
sparse-reward goal-reaching task. What would be a definition of curiosity
which does not suffer from such “couch-potato” behaviour?
We propose a new curiosity definition based on the following intuition.
If the agent knew the observation after changing a TV channel is only one
step away from the observation before doing that — it probably would not
be so interesting to change the channel in the first place (too easy). This
intuition can be formalized as giving a reward only for those observations
which take some effort to reach (outside the already explored part of the
environment). The effort is measured in the number of environment steps.
To estimate it we train a neural network approximator: given two observations, it would predict how many steps separate them. The concept of
novelty via reachability is illustrated in Figure 6.1. To make the description
above practically implementable, there is still one piece missing though.
For determining the novelty of the current observation, we need to keep
track of what was already explored in the environment. A natural candidate for that purpose would be episodic memory: it stores instances of the
past which makes it easy to apply the reachability approximator on pairs of
current and past observations.
Our method works as follows. The agent starts with an empty memory at the beginning of the episode and at every step compares the current
observation with the observations in memory to determine novelty. If the
current observation is indeed novel — takes more steps to reach from observations in memory than a threshold — the agent rewards itself with a
bonus and adds the current observation to the episodic memory. The process continues until the end of the episode, when the memory is cleared.
We benchmark our method on a range of tasks from visually rich 3D
environments VizDoom, DMLab and MuJoCo. We conduct the comparison with other methods — including the state-of-the-art curiosity method
ICM (Pathak et al., 2017) — under the same budget of environment interactions. First, we use the VizDoom environments from prior work to
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establish that our re-implementation of the ICM baseline is correct — and
also demonstrate at least 2 times faster convergence of our method with
respect to the baseline. Second, in the randomized procedurally generated
environments from DMLab our method turns out to be more robust to spurious behaviours than the method ICM: while the baseline learns a persistent
firing behaviour in navigational tasks (thus creating interesting pictures for
itself), our method learns a reasonable explorative behaviour. In terms of
quantitative evaluation, our method reaches the goal at least 2 times more
often in the procedurally generated test levels in DMLab with a very sparse
reward. Third, when comparing the behaviour of the agent in the complete
absence of rewards, our method covers at least 4 times more area (measured in discrete (x, y) coordinate cells) than the baseline ICM. Fourth, we
demonstrate that our curiosity bonus does not significantly deteriorate performance of the plain PPO algorithm (Schulman et al., 2017) in two tasks
with dense reward in DMLab. Finally, we demonstrate that an ant in a MuJoCo environment can learn locomotion purely from our curiosity reward
computed based on the first-person view. The source code for our approach
is available online 1 .

6.1

Method

We consider an agent which interacts with an environment. The interactions
happen at discrete time steps over the episodes of limited duration T . At
each time step t, the environment provides the agent with an observation
ot from the observational space O (we consider images), samples an action
at from a set of actions A using a probabilistic policy π(ot ) and receives a
scalar reward rt ∈ R together with the new observation ot+1 and an endof-episode indicator. The goal of the agent is to optimizePthe expectation of
the discounted sum of rewards during the episode S = t γ t rt .
In this work we primarily focus on the tasks where rewards rt are
sparse — that is, zero for most of the time steps t. Under such conditions
commonly used RL algorithms (e.g., PPO Schulman et al. (2017)) do not
1

https://github.com/google-research/episodic-curiosity/
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Observations
in memory
Far from memory –
takes > k steps to reach
(novel)

Reachable from memory
in ≤ k steps (not novel)

Figure 6.1: We define novelty through reachability. The nodes in the
graph are observations, the edges — possible transitions. The blue nodes
are already in memory, the green nodes are reachable from the memory
within k = 2 steps (not novel), the orange nodes are further away — take
more than k steps to reach (novel). In practice, the full possible transition
graph is not available, so we train a neural network approximator to predict
if the distance in steps between observations is larger or smaller than k.
work well. We further introduce an episodic curiosity (EC) module which
alleviates this problem. The purpose of this module is to produce a reward
bonus bt which is further summed up with the task reward rt to give an
augmented reward rbt = rt + bt . The augmented reward has a nice property from the RL point of view — it is a dense reward. Learning with such
reward is faster, more stable and often leads to better final performance in
terms of the cumulative task reward S.
In the following section we describe the key components of our episodic
curiosity module.

6.1.1

Episodic curiosity module

The episodic curiosity (EC) module takes the current observation o as input
and produces a reward bonus b. The module consists of both parametric
and non-parametric components. There are two parametric components:
an embedding network E : O → Rn and a comparator network C : Rn ×
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o6 a 6

o1

Embedding
network

Comparator
network

a7

negative

o7

o8

Reachability network

Figure 6.2: Left: siamese architecture of reachability (R) network. Right:
R-network is trained based on a sequence of observations that the agent
encounters while acting. The temporally close (within threshold) pairs of
observations are positive examples, while temporally far ones — negatives.
Rn → [0, 1]. Those parametric components are trained together to predict
reachability as parts of the reachability network — shown in Figure 6.2.
There are also two non-parametric components: an episodic memory buffer
M and a reward bonus estimation function B. The overview is shown in
Figure 6.3. Next, we give a detailed explanation of all the components.

Embedding and comparator networks
Both networks are designed to function jointly for estimating within-k-stepreachability of one observation oi from another observation oj as parts of
a reachability network:
R(oi , oj ) = C(E(oi ), E(oj )).

(6.1)

This is a siamese architecture similar to (Zagoruyko & Komodakis, 2015).
The architecture is shown in Figure 6.2. R-network is a classifier trained
with a logistic regression loss: it predicts values close to 0 if probability of
two observations being reachable from one another within k steps is low,
and values close to 1 when this probability is high. Inside the episodic curiosity the two networks are used separately to save computation/memory.
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Episodic memory
The episodic memory buffer M stores embeddings of past observations
from the current episode, computed with the embedding network E. The
memory buffer has a limited capacity K to avoid memory and performance
issues. At every step, the embedding of the current observation might be
added to the memory. What to do when the capacity is exceeded? One solution we found working well in practice is to substitute a random element in
memory with the current one. This way there are still more fresh elements
in memory than older ones, but the older ones are not totally neglected.
Reward bonus estimation module
The purpose of this module is to check for reachable observations in memory and if none is found — assign larger reward bonus to the current time
step. The check is done by comparing embeddings in memory to the current
embedding via comparator network. Essentially, this check insures that no
observation in memory can be reached by taking only a few actions from
the current state — our characterization of novelty.

6.1.2

Bonus computation algorithm

At every time step, the current observation o goes through the embedding network producing the embedding vector e = E(o). This embedding vector is compared with the stored embeddings in the memory buffer
M = e1 , . . . , e|M| via the comparator network C where |M| is the current number of elements in memory. This comparator network fills the
reachability buffer with values
ci = C(ei , e),

i = 1, |M|.

(6.2)

Then the similarity score between the memory buffer and the current embedding is computed from the reachability buffer as (with a slight abuse of
notation)

C(M, e) = F c1 , . . . , c|M| ∈ [0, 1].
(6.3)
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Current
embedding

Current
observation

Reward
bonus
Embedding
network

Comparator
network
Memory buffer

Reachability Reward
buffer
bonus
estimation
module

Append to memory if large curiosity reward

Figure 6.3: The use of episodic curiosity (EC) module for reward bonus
computation. The module take a current observation as input and computes
a reward bonus which is higher for novel observations. This bonus is later
summed up with the task reward and used for training an RL agent.
where the aggregation function F is a hyperparameter of our method. Theoretically, F = max would be a good choice, however, in practice it is
prone to outliers coming from the parametric embedding and comparator
networks. Empirically, we found that 90-th percentile works well as a robust substitute to maximum.
As a curiosity bonus, we take
b = B(M, e) = α(β − C(M, e)),

(6.4)

where α ∈ R+ and β ∈ R are hyperparameters of our method. The value of
α depends on the scale of task rewards — we will discuss how to select it in
the experimental section. The value of β determines the sign of the reward
— and thus could bias the episodes to be shorter or longer. Empirically,
β = 0.5 works well for fixed-duration episodes, and β = 1 is preferred if
an episode could have variable length.
After the bonus computation, the observation embedding is added to
memory if the bonus b is larger than a novelty threshold bnovelty . This
check is necessary for the following reason. If every observation embed119
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ding is added to the memory buffer, the observation from the current step
will always be reachable from the previous step. Thus, the reward would
never be granted. The threshold bnovelty induces a discretization in the embedding space. Intuitively, this makes sense: only “distinct enough” memories are stored. As a side benefit, the memory buffer stores information
with much less redundancy. We refer the reader to the video2 which visualizes the curiosity reward bonus and the memory state during the operation
of the algorithm.

6.1.3

Reachability network training

If the full transition graph in Figure 6.1 was available, there would be no
need of a reachability network and the novelty could be computed analytically through the shortest-path algorithm. However, normally we have
access only to the sequence of observations which the agent receives while
acting. Fortunately, as suggested by (Savinov et al., 2018), even a simple observation sequence graph could still be used for training a reasonable approximator to the real step-distance. This procedure is illustrated
in Figure 6.2. This procedure takes as input a sequence of observations
o1 , . . . , oN and forms pairs from those observations. The pairs (oi , oj )
where |i − j| ≤ k are taken as positive (reachable) examples while the pairs
with |i − j| > γk become negative examples. The hyperparameter γ is necessary to create a gap between positive and negative examples. In the end,
the network is trained with logistic regression loss to output the probability
of the positive (reachable) class.
In our work, we have explored two settings for training a reachability
network: using a random policy and together with the task-solving policy
(online training). The first version generally follows the training protocol proposed by (Savinov et al., 2018). We put the agent into exactly the
same conditions where it will be eventually tested: same episode duration
and same action set. The agent takes random actions from the action set.
Given the environment interaction budget (2.5M 4-repeated steps in DMLab, 300K 4-repeated steps in VizDoom), the agent fills in the replay buffer
2

https://youtu.be/mphIRR6VsbM
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(a)

(b)

(c)

(d)

Figure 6.4: Examples of tasks considered in our experiments: (a) VizDoom
static maze goal reaching, (b) DMLab randomized maze goal reaching, (c)
DMLab key-door puzzle, (d) MuJoCo ant locomotion out of first-personview curiosity.

with observations coming from its interactions with the environment, and
forms training pairs by sampling from this replay buffer randomly. The
second version collects the data on-policy, and re-trains the reachability
network every time after a fixed number of environment interactions is performed. We provide the details of R-network training later in the chapter.

6.2

Experimental setup

We test our method in multiple environments from VizDoom (Kempka et al.,
2016), DMLab (Beattie et al., 2016) and MuJoCo (Todorov et al., 2012;
Schulman et al., 2015). The experiments in VizDoom allow us to verify
that our re-implementation of the previous state-of-the-art curiosity method
ICM (Pathak et al., 2017) is correct. The experiments in DMLab allow us
to extensively test the generalization of our method as well as baselines —
DMLab provides convenient procedural level generation capabilities which
allows us to train and test RL methods on hundreds of levels. The experiments in MuJoCo allow us to show the generality of our method. To
simplify the narrative, the MuJoCo experiments are described later in the
additional experiments Section 6.5. The examples of tasks are shown in
Figure 6.4.
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6.2.1

Environments

Both VizDoom and DMLab environments provide rich maze-like 3D environments. The observations are given to the agent in the form of images.
For VizDoom, we use 84 × 84 grayscale images as input. For DMLab, we
use 84 × 84 RGB images as input. The agent operates with a discrete action set which comprises different navigational actions. For VizDoom, the
standard action set consists of 3 actions: move forward, turn left/right. For
DMLab, it consists of 9 actions: move forward/backward, turn left/right,
strafe left/right, turn left/right+move forward, fire. For both VizDoom and
DMLab we use all actions with a repeat of 4, as typical in the prior work.
We only use RGB input of the provided RGBD observations and remove all
head-on display information from the screen, leaving only the plain firstperson view images of the maze. The rewards and episode durations differ
between particular environments and will be further specified in the corresponding experimental sections.

6.2.2

Basic RL algorithm

We choose the commonly used PPO algorithm from the open-source implementation3 as our basic RL algorithm. The policy and value functions are
represented as CNNs to reduce number of hyperparameters — LSTMs are
harder to tune and such tuning is orthogonal to the contribution of this work.
We apply PPO to the sum of the task reward and the bonus reward coming
from specific curiosity algorithms. The hyperparameters of the PPO algorithm are given later in the chapter. We use only two sets of hyperparameters: one for all VizDoom environments and the other one for all DMLab
environments.

6.2.3

Baseline methods

The simplest baseline for our approach is just the basic RL algorithm applied to the task reward. As suggested by the prior work and our experiments, this is a relatively weak baseline in the tasks where reward is sparse.
3

https://github.com/openai/baselines
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As the second baseline, we take the state-of-the-art curiosity method
ICM (Pathak et al., 2017). As follows from the results in (Pathak et al.,
2017; Fu et al., 2017), ICM is superior to methods VIME (Houthooft et al.,
2016), #Exploration (Tang et al., 2017) and EX 2 (Fu et al., 2017) on the
curiosity tasks in visually rich 3D environments.
Finally, as a sanity check, we introduce a novel baseline method which
we call Grid Oracle. Since we can access current (x, y) coordinates of the
agent in all environments, we are able to directly discretize the world in 2D
cells and reward the agent for visiting as many cells as possible during the
episode (the reward bonus is proportional to the number of cells visited). At
the end of the episode, cell visit counts are zeroed. The reader should keep
in mind that this baseline uses privileged information not available to other
methods (including our own method EC). While this privileged information
is not guaranteed to lead to success in any particular RL task, we do observe
this baseline to perform strongly in many tasks, especially in complicated
DMLab environments. The Grid Oracle baseline has two hyperparameters:
the weight for combining Grid Oracle reward with the task reward and the
cell size.

6.2.4

Hyperparameter tuning

As DMLab environments are procedurally generated, we perform tuning on
the validation set, disjoint with the training and test sets. The tuning is done
on one of the environments and then the same hyperparameters are re-used
for all other environments. VizDoom environments are not procedurally
generated, so there is no trivial way to have proper training/validation/test
splits — so we tune on the same environment (as typical in the prior RL
work for the environments without splits). When tuning, we consider the
mean final reward of 10 training runs with the same set of hyperparameters
as the objective — thus we do not perform any seed tuning. All hyperparameter values are listed later in the chapter. Note that although bonus
scalar α depends on the range of task rewards, the environments in VizDoom
and DMLab have similar ranges within each platform — so our approach
with re-using α for multiple environments works.
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(a)

(b)

(c)

Figure 6.5: Examples of maze types used in our experiments: (a) VizDoom
static maze goal reaching, (b) DMLab randomized maze goal reaching, (c)
DMLab randomized maze goal reaching with doors.

6.3

Experiments

In this section, we describe the specific tasks we are solving and experimental results for all considered methods on those tasks. There are 4
methods to report: PPO, PPO + ICM, PPO + Grid Oracle and PPO + EC
(our method). First, we test static-maze goal reaching in VizDoom environments from prior work to verify that our baseline re-implementation is
correct. Second, we test the goal-reaching behaviour in procedurally generated mazes in DMLab. Third, we train no-reward (pure curiosity) maze
exploration on the levels from DMLab and report Grid Oracle reward as an
approximate measure of the maze coverage. Finally, we demonstrate that
our curiosity bonus does not significantly deteriorate performance in two
dense reward tasks in DMLab. All the experiments were conducted under
the same environment interaction budget for all methods (R-network pretraining is included in this budget). The videos of all trained agents in all
environments are available online4 .
For additional experiments we refer the reader to Section 6.5: there we
show that R-network can successfully generalize between environments,
demonstrate stability of our method to hyperparameters and present an ablation study.
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Figure 6.6: Task reward as a function of training step for VizDoom tasks.
Higher is better. We use the offline version of our algorithm and shift the
curves for our method by the number of environment steps used to train
R-network — so the comparison is fair. We run every method with a repeat
of 3 (same as in prior work (Pathak et al., 2017)) and show all runs. No
seed tuning is performed.

6.3.1

Static maze goal reaching

The goal of this experiment is to verify our re-implementation of the baseline method is correct. We use the MyWayHome task from VizDoom. The
agent has to reach the goal in a static 3D maze in the time limit of 525 4repeated steps (equivalent to 1 minute). It only gets a reward of +1 when
it reaches the goal (episode ends at that moment), the rest of the time the
reward is zero.
The task has three sub-tasks (following the setup in (Pathak et al.,
2017)): “Dense”, “Sparse” and “Very Sparse”. The layout of the maze is
demonstrated in Figure 6.5(c). The goal is always at the same room but the
starting points are different in those sub-tasks. For the “Dense” subtask, the
agent starts in one of the random locations in the maze, some of which are
close to the goal. In this sub-task, the reward is relatively dense (hence the
name): the agent is likely to bump into the goal by a short random walk.
Thus, this is an easy task even for standard RL methods. The other two
sub-tasks are harder: the agent starts in a medium-distant room from the
goal (“Sparse”) or in a very distant room (“Very Sparse”). Those tasks are
hard for standard RL algorithms because the probability of bumping into a
4

https://sites.google.com/view/episodic-curiosity
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rewarding state by a random walk is very low.
The training curves are shown in Figure 6.6. By analysing them, we
draw a few conclusions. First, our re-implementation of the ICM baseline
is correct and the results are in line with those published in (Pathak et al.,
2017). Second, our method works on-par with the ICM baseline in terms
of final performance, quickly reaching 100% success rate in all three subtasks. Finally, in terms of convergence speed, our algorithm is significantly
faster than the state-of-the-art method ICM — our method reaches 100%
success rate at least 2 times faster. Note that to make the comparison of the
training speed fair, we shift our training curves by the environment interaction budget used for training R-network.

6.3.2

Procedurally generated random maze goal reaching

In this experiment we aim to evaluate maze goal reaching task generalization on a large scale. We train on hundreds of levels and then test also on
hundreds of hold-out levels. We use “Explore Goal Locations Large” (we
will denote it “Sparse”) and “Explore Obstructed Goals Large” (we will
denote it “Sparse + Doors”) levels in the DMLab simulator. In those levels,
the agent starts in a random location in a randomly generated maze (both
layout and textures are randomized at the beginning of the episode). Within
the time limit of 1800 4-repeated steps (equivalent to 2 minutes), the agent
has to reach the goal as many times as possible. Every time it reaches a
goal, it is re-spawned into another random location in the maze and has to
go to the goal again. Every time the goal is reached, the agent gets a reward
+10, the rest of the time the reward is zero. The second level is a variation
of the first one with doors which make the paths in the maze longer. The
layouts of the levels are demonstrated in Figure 6.5(b,c).
We found out that the standard task “Sparse” is actually relatively easy
even for the plain PPO algorithm. The reason is that the agent starting
point and the goal are sampled on the map independently of each other
— and sometimes both happen to be in the same room which simplifies
the task. To test the limits of the algorithms, we create a gap between the
starting point and the goal which eliminates same-room initialization. We
report the results for both the original task “Sparse” and its harder version
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“Very Sparse”. Thus, there are overall three tasks considered in this section:
“Sparse”, “Very Sparse” and “Sparse + Doors”.
The results demonstrate that our method can reasonably adapt to everchanging layouts and textures — see Table 6.1 and training curves in Figure 6.7. We outperform the baseline method ICM in all three environments
using the same environment interaction budget of 20M 4-repeated steps.
The environment “Sparse” is relatively easy and all methods work reasonably. In the “Very Sparse” and “Sparse + Doors” settings our advantage
with respect to PPO and ICM is more clear. On those levels, the visual inspection of the ICM learnt behaviour reveals an important property of this
method: it is confused by the firing action and learns to entertain itself by
firing until it runs out of ammunition. A similar finding was reported in a
concurrent work (Burda et al., 2018a): the agent was given an action which
switched the content on a TV screen in a maze, along with the movement
actions. Instead of moving, the agent learns to switch channels forever.
While one might intuitively accept such “couch-potato” behaviour in intelligent creatures, it does not need to be a consequence of curious behaviour.
In particular, we are not observing such dramatic firing behaviour for our
curiosity formulation: according to Figure 6.1, an observation after firing
is still one step away from the one before firing, so it is not novel (note that
firing still could happen in practice because of the entropy term in PPO).
Thus, our formulation turns out to be more robust than ICM’s prediction
error in this scenario. Note that we do not specifically look for an action set
which breaks the baseline — just use the standard one for DMLab, in line
with the prior work (e.g., (Espeholt et al., 2018)).
The result of this experiment suggests to look more into how methods
behave in extremely-sparse reward scenarios. The limiting case would be
no reward at all — we consider it in the next section.

6.3.3

No reward/area coverage

This experiment aims to quantitatively establish how good our method is
in the scenario when no task reward is given. One might question why this
scenario is interesting — however, before the task reward is found for the
first time, the agent lives in the no-reward world. How it behaves in this
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Sparse

Very Sparse

Sparse + Doors

No Reward

No Reward - Fire

Dense 1

Figure 6.7: Reward as a function of training step for DMLab tasks. Higher
is better. “ECO” stands for the online version of our method, which trains
R-network and the policy at the same time. We run every method 30 times
and show 5 randomly selected runs. No seed tuning is performed.
case will also determine how likely it is to stumble into the task reward in
the first place.
We use one of the DMLab levels — “Sparse” from the previous experiment. We modify the task to eliminate the reward and name the new
task “No Reward”. To quantify success in this task, we report the reward
coming from Grid Oracle for all compared methods. This reward provides
a discrete approximation to the area covered by the agent while exploring.
The training curves are shown in Figure 6.7 and the final test results in
Table 6.1. The result of this experiment is that our method and Grid Oracle
both work, while the ICM baseline is not working — and the qualitative
difference in behaviour is bigger than in the previous experiments. As can
be seen from the training curves, after a temporary increase, ICM quality
actually decreases over time, rendering a sharp disagreement between the
prediction-error-based bonus and the area coverage metric. By looking at
the video4 , we observe that the firing behaviour of ICM becomes even more
prominent, while our method still shows reasonable exploration.
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Finally, we try to find out if the ICM baseline behaviour above is due
to the firing action only. Could it learn exploration of randomized mazes
if the Fire action is excluded from the action set? For that purpose, we
create a new version of the task — we call it “No Reward - Fire”. This task
demonstrates qualitatively similar results to the one with the full action
set — see Table 6.1. By looking at the videos4 , we hypothesise that the
agent can most significantly change its current view when it is close to the
wall — thus increasing one-step prediction error — so it tends to get stuck
near “interesting” diverse textures on the walls.
The results suggest that in an environment completely without reward,
the ICM method will exhaust its curiosity very quickly — passing through a
sharp peak and then degrading into undesired behaviour. This observation
raises concerns: what if ICM passes the peak before it reaches the first
task reward in the cases of real tasks? Supposedly, it would require careful
tuning per-game. Furthermore, in some cases, it would take a lot of time
with a good exploration behaviour to reach the first reward, which would
require to stay at the top performance for longer — which is problematic
for the ICM method but still possible for our method.

6.3.4

Dense reward tasks

A desirable property of a good curiosity bonus is to avoid hurting performance in dense-reward tasks (in addition to improving performance for
sparse-reward tasks). We test this scenario in two levels in the DMLab
simulator: “Rooms Keys Doors Puzzle” (which we denote “Dense 1”) and
“Rooms Collect Good Objects Train” (which we denote “Dense 2”). In the
first task, the agent has to collect keys and reach the goal object behind a
few doors openable by those keys. The rewards in this task are rather dense
(key collection/door opening is rewarded). In the second task the agent has
to collect good objects (give positive reward) and avoid bad objects (give
negative reward). The episode lasts for 900 4-repeated steps (equivalent to
1 minute) in both tasks.
The results show that our method indeed does not significantly deteriorate performance of plain PPO in those dense-reward tasks — see Table 6.1. The training curves for “Dense 1” are shown in Figure 6.7 and
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Table 6.1: Reward in DMLab tasks (mean ± std) for all compared methods. Higher is better. “ECO” stands for the online version of our method,
which trains R-network and the policy at the same time. We report Grid Oracle reward in tasks with no reward. The Grid Oracle method is given for
reference — it uses privileged information unavailable to other methods.
Results are averaged over 30 random seeds. No seed tuning is performed.
Method

Sparse

Very Sparse

Sparse+Doors

No Reward

No Reward - Fire

Dense 1

Dense 2

PPO

27.0 ± 5.1

8.6 ± 4.3

1.5 ± 0.1

191 ± 12

217 ± 19

22.8 ± 0.5

9.41 ± 0.02

PPO + ICM

23.8 ± 2.8

11.2 ± 3.9

2.7 ± 0.2

72 ± 2

87 ± 3

20.9 ± 0.6

9.39 ± 0.02

PPO + EC (ours)

26.2 ± 1.9

24.7 ± 2.2

8.5 ± 0.6

475 ± 8

492 ± 10

19.9 ± 0.7

9.53 ± 0.03

PPO + ECO (ours)

41.6 ± 1.7

40.5 ± 1.1

19.8 ± 0.5

472 ± 18

457 ± 32

22.9 ± 0.4

9.60 ± 0.02

PPO + Grid Oracle

56.7 ± 1.3

54.3 ± 1.2

29.4 ± 0.5

796 ± 2

795 ± 3

20.9 ± 0.6

8.97 ± 0.04

for “Dense 2” — in Figure from Section 6.5. Note that we use the same
bonus weight in this task as in other DMLab tasks before. All methods
work similarly besides the Grid Oracle in the “Dense 2” task — which performs slightly worse. Video inspection4 reveals that Grid Oracle — the
only method which has ground-truth knowledge about area it covers during training — sometimes runs around excessively and occasionally fails to
collect all good objects.

6.4

Discussion

Our method is at the intersection of multiple topics: curiosity, episodic
memory and temporal distance prediction. In the following, we discuss the
relation to the prior work on those topics.

6.4.1

Curiosity in visually rich 3D environments

Recently, a few works demonstrated the possibility to learn exploration behaviour in visually rich 3D environments like DMLab (Beattie et al., 2016)
and VizDoom (Kempka et al., 2016). (Pathak et al., 2017) trains a predictor for the embedding of the next observation and if the reality is signif130
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icantly different from the prediction — rewards the agent. In that work,
the embedding is trained with the purpose to be a good embedding for predicting action taken between observations — unlike an earlier work (Stadie
et al., 2015) which obtains an embedding from an autoencoder. It was later
shown by (Burda et al., 2018a) that the perceptive prediction approach has
a downside — the agent could become a “couch-potato” if given an action
to switch TV channels. This observation is confirmed in our experiments
by observing a persistent firing behaviour of the ICM baseline in the navigational tasks with very sparse or no reward. By contrast, our method does
not show this behaviour. Another work (Fu et al., 2017) trains a temporal distance predictor and then uses this predictor to establish novelty: if
the observation is easy to classify versus previous observations, it is novel.
This method does not use episodic memory, however, and the predictor is
used in way which is different from our work.

6.4.2

General curiosity

Curiosity-based exploration for RL has been extensively studied in the literature. For an overview, we refer the reader to the works (Oudeyer & Kaplan, 2009; Oudeyer et al., 2007). The most common practical approaches
could be divided into three branches: prediction-error-based, count-based
and goal-generation-based. Since the prediction-based approaches were
discussed before, in the following we focus on the latter two branches.
The count-based approach suggests to keep visit counts for observations and concentrate on visiting states which has been rarely visited before — which bears distant similarity to how we use episodic memory.
This idea is natural for discrete observation spaces and has solid theoretical
foundations. Its extension to continuous observation spaces is non-trivial,
however. The notable step in this direction was taken by works (Bellemare
et al., 2016; Ostrovski et al., 2017) which introduce a trained observation
density model which is later converted to a function behaving similarly to
counts. The way conversion is done has some similarity to prediction-errorbased approaches: it is the difference of the density in the example before
and after training of this example which is converted to count. The experiments in the original works operate on Atari games (Bellemare et al.,
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2013) and were not benchmarked on visually rich 3D environments. Another approach (Tang et al., 2017) discretises the continuous observation
space by hashing and then uses the count-based approach in this discretised space. This method is appealing in its simplicity, however, the experiments in (Pathak et al., 2017; Fu et al., 2017) show that it does not
perform well in visually rich 3D environments. Another line of work, Novelty Search (Lehman & Stanley, 2011) and its recent follow-up (Conti et al.,
2018), proposed maintaining an archive of behaviours and comparing current behaviour to those — however, the comparison is done by euclidean
distance and behaviours are encoded using coordinates, while we learn the
comparison function and only use pixels.
Finally, our concept of novelty through reachability is reminiscent of
generating the goals which are reachable but not too easy — a well-studied
topic in the prior work. The work (Held et al., 2017) uses a GAN to differentiate what is easy to reach from what is not and then generate goals
at the boundary. Another work (Baranes & Oudeyer, 2013) defines new
goals according to the expected progress the agent will make if it learns
to solve the associated task. The recent work (Péré et al., 2018) learns an
embedding for the goal space and then samples increasingly difficult goals
from that space. In a spirit similar to those works, our method implicitly
defines goals that are at least some fixed number of steps away by using
the reachability network. However, our method is easier to implement than
other goal-generation methods and quite general.

6.4.3

Episodic memory

Two recent works (Blundell et al., 2016; Pritzel et al., 2017) were inspired
by the ideas of episodic memory in animals and proposed an approach to
learn the functioning of episodic memory along with the task for which this
memory is applied. Those works are more focused on repeating successful
strategies than on exploring environments — and are not designed to work
in the absence of task rewards.
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6.4.4

Temporal distance prediction

The idea to predict the distance between video frames has been studied
extensively. Usually this prediction is an auxiliary task for solving another
problem. (Sermanet et al., 2017) trains an embedding such that closer in
time frames are also closer in the embedding space. Multiple works (Fu
et al., 2017; Savinov et al., 2018; Aytar et al., 2018) train a binary classifier
for predicting if the distance in time between frames is within a certain
threshold or not. While (Sermanet et al., 2017; Aytar et al., 2018) use only
the embedding for their algorithms, (Fu et al., 2017; Savinov et al., 2018)
also use the classifier trained together with the embedding. As mentioned
earlier, (Fu et al., 2017) uses this classifier for density estimation instead
of comparison to episodic memory. (Savinov et al., 2018) does compare to
the episodic memory buffer but solves a different task — given an already
provided exploration video, navigate to a goal — which is complementary
to the task in our work.

6.5

Details and additional experiments

The section is organized as follows. First, we describe the MuJoCo locomotion experiments. Then we provide training details for R-network. After
that, we list hyperparameter values and the details of hyperparameter search
for all methods. Then we show experimental results which suggest that Rnetwork can generalize between environments: we transfer one general Rnetwork from all available DMLab30 levels to our tasks of interest and also
transfer R-networks between single environments. After that, we present
the results from a stability/ablation study which suggests our method is stable with respect to its most important hyperparameters and the components
we used in the method are actually necessary for its performance (and measure their influence). Then we demonstrate the robustness of our method
to the environments where every state has a stochastic next state. After
that, we discuss computational considerations for our method. Finally, we
provide the training curves for the “Dense 2” task in DMLab experiments.
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6.5.1 MuJoCo ant locomotion out of first-person-view curiosity
Equipped with our curiosity module, a MuJoCo ant has learned5 to move
out of curiosity based on the first-person view6 .
First, let us describe the setup:
• Environment: the standard MuJoCo environment is a plane with a
uniform or repetitive texture on it — nothing to be visually curious
about. To fix that, we tiled the 400 × 400 floor into squares of size
4×4. Each tile is assigned a random texture from a set of 190 textures
at the beginning of every episode. The ant is initialized at a random
location in the 200 × 200 central square of the floor. The episode
lasts for 1000 steps (no action repeat is used). If the z-coordinate of
the center of mass of the ant is above 1.0 or below 0.2 — the episode
ends prematurely (standard termination condition).
• Observation space: for computing the curiosity reward, we only use
a first-person view camera mounted on the ant (that way we can use
the same architecture of our curiosity module as in VizDoom and DMLab). For policy, we use the standard body features from Ant-v2 in
gym-mujoco7 (joint angles, velocities, etc.).
• Action space: standard continuous space from Ant-v2 in gym-mujoco.
• Basic RL solver: PPO (same as before).
• Baselines: PPO on task reward, PPO on task reward plus constant
reward 1 at every step as a trivial curiosity bonus (which we denote
PPO+1, it optimizes for longer survival).
Second, we present quantitative results for the setting with no task reward after 10M training steps in Table 6.2 (the first row). Our method
outperforms the baselines. As seen in the videos8 , PPO (random policy)
5

Behaviour learned by our method, third-person view: https://youtu.be/
OYF9UcnEbQA
6
Behaviour learned by our method, first-person view: https://youtu.be/
klpDUdkv03k
7
https://gym.openai.com/envs/Ant-v2/
8
https://sites.google.com/view/episodic-curiosity
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dies quickly, PPO+1 survives for longer but does not move much and our
method moves around the environment.
Additionally, we performed an experiment with an extremely sparse
task reward — which we call “Escape Circle”. The reward is given as
follows: 0 reward inside the circle of radius 10, and starting from 10, we
give a one-time reward of 1 every time an agent goes through a concentric
circle of radius 10 + 0.5k (for integer k ≥ 0). The results at 10M training
steps are shown in Table 6.2 (the second row). Our method significantly
outperforms the baselines (better than the best baseline by a factor of 10).
Finally, let us discuss the relation to some other works in the field
of learning locomotion from intrinsic reward. The closest work in terms
of task setup is the concurrent work (Burda et al., 2018a). The authors
demonstrate slow motion9 of the ant learned from pixel-based curiosity
only. Other works use state features (joint angles, velocities, etc.) for formulating intrinsic reward, not pixels — which is a different setup. One
work in this direction is the concurrent work (Eysenbach et al., 2018) —
which also contains a good overview of the literature on intrinsic reward
from state features.

Table 6.2: Learning locomotion for MuJoCo Ant. For “No reward”, the
task reward is 0 (so plain PPO is a random policy), and Grid Oracle rewards
are reported (with cell size 5). Results are averaged over 30 random seeds
for “No reward” and over 10 random seeds for “Escape Circle”. No seed
tuning is performed.
Task
No Reward
Escape Circle

9

PPO

PPO+1

PPO + EC (ours)

1.4 ± 0.02
0.59 ± 0.54

1.7 ± 0.06
0.45 ± 0.39

5.0 ± 0.27
6.53 ± 3.57

https://youtu.be/l1FqtAHfJLI?t=90
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6.5.2

Reachability network training details

For training R-network, we use mini-batches of 64 observation pairs (combined within episodes). The training is run for 50K mini-batch iterations
for VizDoom and 200K mini-batch iterations for DMLab. At the beginning
of every pass through the buffer, we re-shuffle it. We use Adam optimizer
with learning rate 10−4 . The R-network uses a siamese architecture with
two branches (see Figure 6.2), each branch is Resnet-18 with 512 outputs,
with a fully-connected network applied to the concatenated output of the
branches. The fully-connected network has four hidden layers with 512
units, batch-normalization and ReLU is applied after each layer besides the
last one, which is a softmax layer. Observations are RGB-images with resolution 160 × 120 pixels.
For online training of the R-network, we collect the experience and
perform training every 720K 4-repeated environment steps. Every time the
experience is collected, we make 10 epochs of training on this experience.
Before every epoch, the data is shuffled.

6.5.3

Hyperparameters

The hyperparameters of different methods are given in Table 6.3 for VizDoom environment, in Table 6.4 for DMLab environment, and in Tables 6.5,
6.6 for MuJoCo Ant environment. The hyperparameters for DMLab are
tuned on the “Sparse” environment for all methods — because all methods
work reasonably on this environment (it is unfair to tune a method on an
environment where it fails and also unfair to tune different methods on different environments). We use the PPO algorithm from the open-source implementation10 . For implementation convenience, we scale both the bonus
and the task reward (with a single balancing coefficient it would not be
possible to turn off one of those rewards).
10

https://github.com/openai/baselines
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Table 6.3: Hyper-parameters used for VizDoom environment.

Learning rate
PPO entropy coefficient
Task reward scale
Curiosity bonus scale α
ICM forward inverse ratio
ICM curiosity loss strength
EC memory size
EC reward shift β
EC novelty threshold bnovelty
EC aggregation function F

PPO

PPO + ICM

PPO + EC

0.00025
0.01
5
0
-

0.00025
0.01
5
0.01
0.2
10
-

0.00025
0.01
5
1
200
0.5
0
percentile-90

Table 6.4: Hyper-parameters used for DMLab environment.

Learning rate
PPO entropy coefficient
Task reward scale
Curiosity bonus scale α
Grid Oracle cell size
ICM forward inverse ratio
ICM curiosity loss strength
EC memory size
EC reward shift β
EC novelty threshold bnovelty
EC aggregation function F

PPO

PPO +
ICM

PPO +
Grid
Oracle

PPO +
EC

0.00019
0.0011
1
0
-

0.00025
0.0042
1
0.55
0.96
64
-

0.00025
0.0066
1
0.052
30
-

0.00025
0.0021
1
0.030
200
0.5
0
percentile90
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Table 6.5: Hyper-parameters used for MuJoCo Ant “No Reward” environment. For the PPO+1 baseline, the curiosity reward is substituted by +1
(optimizes for survival). The curiosity bonus scale is applied to this reward.

Learning rate
PPO entropy coefficient
Task reward scale
Curiosity bonus scale α
EC memory size
EC reward shift β
EC novelty threshold bnovelty
EC aggregation function F

PPO

PPO+1

PPO + EC

0.0003
8e-6
0
0
-

0.00007
0.0001
0
1
-

0.00007
0.00002
0
1
1000
1
0
10th largest

Table 6.6: Hyper-parameters used for MuJoCo Ant “Escape Circle” environment. For the PPO+1 baseline, the curiosity reward is substituted by +1
(optimizes for survival). The curiosity bonus scale is applied to this reward.

Learning rate
PPO entropy coefficient
Task reward scale
Curiosity bonus scale α
EC memory size
EC reward shift β
EC novelty threshold bnovelty
EC aggregation function F

6.5.4

PPO

PPO+1

PPO + EC

0.0001
1.21e-06
1
0
-

0.0001
1.43e-06
1
0.85
-

4.64e-05
1.78e-06
1
0.25
1000
1
0
10th largest

R-network generalization study

One of the promises of our approach is its potential ability to generalize
between tasks. In this section we verify if this promise holds.
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Training R-network on all DMLab-30 tasks
Could we train a universal R-network for all available levels — and then
use this network for all our tasks of interest? Since different games have
different dynamics models, the notion of closely reachable or far observations also changes from game to game. Can R-network successfully handle
this variability? Table 6.7 suggests that using a universal R-network slightly
hurts the performance compared to using a specialized R-network trained
specifically for the task. However, it still definitely helps to get higher reward compared to using the plain PPO. The R-network is trained using 10M
environment interactions equally split across all 30 DMLab-30 tasks.
Table 6.7: Reward on the tasks “No Reward” and “Very Sparse” using a
universal R-network. Two baselines (PPO and PPO + EC with a specialized
R-network) are also provided.
Method

No Reward

Very Sparse

PPO
PPO + EC with specialized R-network

191 ± 12
475 ± 8

8.6 ± 4.3
24.7 ± 2.2

PPO + EC with universal R-network

348 ± 8

19.3 ± 1.0

Training R-network on one level and testing on another
This experiment is similar to the previous one but in a sense is more extreme. Instead of training on all levels (including the levels of interest
and other unrelated levels), can we train R-network on just one task and
use if for a different task? Table 6.8 suggests we can obtain reasonable
performance by transferring the R-network between similar enough environments. The performance is unsatisfactory only in one case (using the
R-network trained on “Dense 2”). Our hypothesis is that the characteristics of the environments are sufficiently different in that case: single room
versus maze, static textures on the walls versus changing textures.
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Table 6.8: Reward on the environments “No Reward” and “Very Sparse”
(columns) when the R-network is trained on different environments (rows).
We provide a result with a matching R-network for reference (bottom).
R-network training environment

6.5.5

No Reward

Very Sparse

Dense 1
Dense 2
Sparse + Doors

320 ± 5
43 ± 2
376 ± 7

18.5 ± 1.4
0.8 ± 0.5
16.2 ± 0.7

Matching environment

475 ± 8

24.7 ± 2.2

Stability/ablation study

The experiments are done both in “No Reward” and “Very Sparse” environments. The “No Reward” environment is useful to avoid the situations
where task reward would hide important behavioural differences between
different flavors of our method (this “hiding” effect can be easily observed
for different methods comparison in the dense reward tasks — but the influence of task reward still remains even in sparser cases). As before, for
the “No Reward” task we report the Grid Oracle reward as a discrete approximation to the area covered by the agent trajectories.

Positive example threshold in R-network training
Training the R-network requires a threshold k to separate negative from
positive pairs. The trained policy implicitly depends on this threshold.
Ideally, the policy performance should not be too sensitive to this hyperparameter. We conduct a study where the threshold is varied from 2 to 10
actions (as in all experiments before, each action is repeated 4 times). Table 6.9 shows that the EC performance is reasonably robust to the choice of
this threshold.
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Table 6.9: Reward in the “No Reward” and “Very Sparse“ tasks using different positive example thresholds k when training the R-network.
Threshold k
2
3
4
5
7
10

No Reward

Very Sparse

378 ± 18
395 ± 10
412 ± 8
475 ± 8
451 ± 4
455 ± 7

28.3 ± 1.6
20.9 ± 1.6
31.1 ± 1.2
24.7 ± 2.2
23.6 ± 1.0
20.8 ± 0.8

Memory size in EC module
The EC-module relies on an explicit memory buffer to store the embeddings
of past observations and define novelty. One legitimate question is to study
the impact of the size of this memory buffer on the performance of the ECmodule. As observed in table 6.10, the memory size has little impact on the
performance.
Table 6.10: Reward for different values of the memory size for the tasks
“No Reward” and “Very Sparse”.
Memory size
100
200
350
500

No Reward

Very Sparse

447 ± 6
475 ± 8
459 ± 6
452 ± 6

19.4 ± 1.9
24.7 ± 2.2
23.5 ± 1.4
23.8 ± 2.0

Environment interaction budget for training R-network
The sample complexity of our EC method includes two parts: the sample
complexity to train the R-network and the sample complexity of the policy
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training. In the worst case – when the R-network does not generalize across
environments – the R-network has to be trained for each environment and
the total sample complexity is then the sum of the previous two sample
complexities. It is then crucial to see how many steps are needed to train
R-network such that it can capture the notion of reachability. R-network
trained using a number of environment steps as low as 1M already gives
good performance, see Table 6.11.
Table 6.11: Reward of the policy trained on the “No Reward” and “Very
Sparse“ tasks with an R-network trained using a varying number of environment interactions (from 100K to 5M).
Interactions
100K
300K
1M
2.5M
5M

No Reward

Very Sparse

357 ± 18
335 ± 9
383 ± 13
475 ± 8
416 ± 5

12.2 ± 1.3
16.2 ± 0.7
18.6 ± 0.9
24.7 ± 2.2
20.7 ± 1.4

Importance of training different parts of R-network
The R-network is composed of an Embedding network and a Comparator
network. How important is each for the final performance of our method?
To establish that, we conduct two experiments. First, we fix the Embedding
network at the random initialization and train only the Comparator. Second,
we substitute the Comparator network applied to embeddings e1 , e2 with
the sigmoid function σ(eT1 e2 ) and train only the Embedding. According
to the results in Table 6.12, we get a reasonable performance with a random embedding: the results are still better than the plain PPO (but worse
than with the complete R-network). However, without the Comparator the
quality drops below the plain PPO.
This experiment leads us to two conclusions. First, training the Embedding network is desired but not necessary for our method to work. Second,
using the Comparator is essential for the current architecture and it cannot
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be naively omitted.
Table 6.12: Reward on the “No Reward” and “Very Sparse“ tasks using
ablated versions of the R-network.
Method

No Reward

Very Sparse

PPO
PPO + EC with complete R-network

191 ± 12
475 ± 8

8.6 ± 4.3
24.7 ± 2.2

PPO + EC with random Embedding
PPO + EC without Comparator network

392 ± 12
48 ± 3

16.2 ± 1.4
5.8 ± 2.4

6.5.6

Improving R-network architecture by un-sharing siamese
branches

Even though the ablation experiments in the previous section discourage us
from naively omitting the Comparator network, it is not the end of the story.
There are still compelling reasons to desire an architecture with a simpler
Comparator:
• Faster reachability computation. Indeed, if we used σ(eT1 e2 ) instead
of a complex Comparator, we could compute all reachability queries
through a single matrix-vector multiplication and a point-wise application of the sigmoid function — which is going to be significantly
faster than applying a few fully-connected layers to the concatenation
of the embeddings.
• Potential for approximate reachability computation. With a dot-product-based Comparator, it might be possible to use hashing techniques like locality-sensitive hashing (LSH) for approximate computations of reachabilities to a large memory buffer.
We have been able to identify a simple architectural modification which
allows us to use σ(eT1 e2 ) without loss of quality. It is sufficient to un-share
the weights of the two siamese branches. With a complex Comparator, the
validation accuracy for R-network is around 93%. With shared branches
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(a)

(b)

Figure 6.8: Examples of randomized environments: (a) Image Action, (b)
Noise.
and a simple Comparator, it is reduced to 78% (which means 3 times higher
error rate and leads to unsatisfactory exploration results in the previous
section). However, if we un-share branches and use a simple Comparator,
we re-gain the validation accuracy of 93%!
Why would un-sharing branches help? While the in-depth reasons are
still to be investigated, one superficial explanation could be that with unshared branches R-network implements a strictly larger family of functions.
It is notable that similar effects were observed by Zagoruyko & Komodakis
(2015) — however, the difference was milder in their case (the architecture
with un-shared branches is called pseudo-siamese in that work).

6.5.7

Randomized environments

Previously, we observed how the firing action confused the surprise-based
curiosity method ICM. This was a manifestation of the hardness of future prediction performed by ICM. Importantly, there could be more than
one reason why future prediction is hard (as observed in the concurrent
work (Burda et al., 2018b)): partial observability of the environment, insufficiently rich future prediction model or randomized transitions in the
environment. Since our own method EC relies on comparisons to the past
instead of predictions of the future, one could expect it to be more robust to
those factors (intuitively, comparison to the past is an easier problem). The
goal of this section is to provide additional evidence for that.
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We are going to experiment with one source of future prediction errors which we have used in the thought experiment from the introduction:
environment stochasticity. In particular, we analyze how different methods behave when all the states in the environment provide stochastic next
state. For that, we create versions of the DMLab environments “Sparse”
and “Very Sparse” with added strong source of stochasticity: randomized
TV on the head-on display of the agent. It is implemented as follows: the
lower right quadrant of the agent’s first person view is occupied with random images. We try a few settings:
• “Image Action k”: there are k images of animals retrieved from the
internet, an agent has a special action which changes an image on the
TV screen to a random one from this set. An example is shown in
Figure 6.8(a).
• “Noise”: at every step a different noise pattern is shown on the TV
screen, independently from agent’s actions. The noise is sampled
uniformly from [0, 255] independently for each pixel. An example is
shown in Figure 6.8(b).
• “Noise Action”: same as “Noise”, but the noise pattern only changes
if the agent uses a special action.
The results at 20M 4-repeated environment steps are demonstrated in
Tables 6.13, 6.14. In almost all cases, the performance of all methods deteriorates because of any source of stochasticity. However, our method turns
out to be reasonably robust to all sources of stochasticity and still outperforms the baselines in all settings. The videos11,12 demonstrate that our
method still explores the maze reasonably well.

6.5.8

Computational considerations

The most computationally intensive parts of our algorithm are the memory reachability queries. Reachabilities to past memories are computed
11
12

Image Action: https://youtu.be/UhF1MmusIU4
Noise: https://youtu.be/4B8VkPA2Mdw

145

CHAPTER 6. EPISODIC CURIOSITY

Table 6.13:
Reward in the randomized-TV versions of DMLab task
“Sparse” (mean ± std) for all compared methods. Higher is better. “Original” stands for the non-randomized standard version of the task which we
used in the experiments before. “ECO” stands for the online version of our
method, which trains R-network and the policy at the same time. The Grid
Oracle method is given for reference — it uses privileged information unavailable to other methods. Results are averaged over 30 random seeds. No
seed tuning is performed.
Image Action

Method

Noise

Noise Action

Original

11.6 ± 1.9

9.8 ± 1.5

27.0 ± 5.1

7.7 ± 1.1

7.6 ± 1.1

23.8 ± 2.8

13.1 ± 0.3

18.7 ± 0.8

14.8 ± 0.4

26.2 ± 1.9

26.6 ± 2.8

18.5 ± 0.6

28.2 ± 2.4

18.9 ± 1.9

41.6 ± 1.7

37.1 ± 0.7

37.4 ± 0.7

38.8 ± 0.8

39.3 ± 0.8

56.7 ± 1.3

3

10

30

PPO

11.5 ± 2.1

10.9 ± 1.8

8.5 ± 1.5

PPO + ICM

10.0 ± 1.2

10.5 ± 1.2

6.9 ± 1.0

PPO + EC (ours)

19.8 ± 0.7

15.3 ± 0.4

PPO + ECO (ours)

24.3 ± 2.1

PPO + Grid Oracle

37.7 ± 0.7

Table 6.14: Reward in the randomized-TV versions of DMLab task “Very
Sparse” (mean ± std) for all compared methods. Higher is better. “Original” stands for the non-randomized standard version of the task which we
used in the experiments before. “ECO” stands for the online version of our
method, which trains R-network and the policy at the same time. The Grid
Oracle method is given for reference — it uses privileged information unavailable to other methods. Results are averaged over 30 random seeds. No
seed tuning is performed.
Image Action

Method

Noise

Noise Action

6.3 ± 1.8

8.7 ± 1.9

6.1 ± 1.8

8.6 ± 4.3

4.9 ± 0.7

6.0 ± 1.3

5.7 ± 1.4

11.2 ± 3.9

10.2 ± 0.8

7.4 ± 0.5

13.4 ± 0.6

11.3 ± 0.4

24.7 ± 2.2

17.8 ± 0.8

16.8 ± 1.4

26.0 ± 1.6

12.5 ± 1.3

40.5 ± 1.1

35.9 ± 0.6

36.3 ± 0.7

35.5 ± 0.6

35.4 ± 0.8

54.3 ± 1.2

3

10

30

PPO

6.5 ± 1.6

8.3 ± 1.8

PPO + ICM

3.8 ± 0.8

4.7 ± 0.9

PPO + EC (ours)

13.8 ± 0.5

PPO + ECO (ours)

20.5 ± 1.3

PPO + Grid Oracle

35.4 ± 0.6
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in parallel via mini-batching. We have shown the algorithm to work reasonably fast with a memory size of 200. For orders of magnitude larger
memory sizes, one would need to better parallelize reachability computations — which should in principle be possible. Memory consumption for
the stored memories is very modest (400 KB), as we only store 200 of 512float-embeddings, not the observations.
As for the speed comparison between different methods, PPO + ICM
is 1.09x slower than PPO and PPO + EC (our method) is 1.84x slower
than PPO. In terms of the number of parameters, R-network brings 13M
trainable variables, while PPO alone was 1.7M and PPO + ICM was 2M.
That said, there was almost no effort spent on optimizing the pipeline in
terms of speed/parameters, so it is likely easy to make improvements in this
respect. It is quite likely that a resource-consuming Resnet-18 is not needed
for the R-network — a much simpler model may work as well. In this
chapter, we followed the setup for the R-network from prior work (Savinov
et al., 2018) because it was shown to perform well, but there is no evidence
that this setup is necessary.

6.5.9

Additional DMLab training curves

Figure 6.9: Reward as a function
of training step for the DMLab task
“Dense 2”. Higher is better. We
shift the curves for our method by the
number of environment steps used to
train R-network — so the comparison
between different methods is fair. We
run every method 30 times and show
5 randomly selected runs. No seed
tuning is performed.
We show additional training curves for DMLab experiments in Figure 6.9.
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6.6

Contributions

In this chapter we have made the following contributions:
• We propose a new model of curiosity based on episodic memory and
the ideas of reachability.
• This new method allows us to overcome the known “couch-potato”
issues of prior work and outperform the previous curiosity state-ofthe-art method ICM in visually rich 3D environments from VizDoom
and DMLab.
• Our method also allows a MuJoCo ant to learn locomotion purely out
of first-person-view curiosity.

6.7

Future work

We see the following avenues of future work:
• It would be useful to make policy aware of memory not only in terms
of receiving reward, but also in terms of acting. Can we use memory content retrieved based on reachability to guide exploration behaviour in the test time (see Figure 6.10)? This could open opportunities to learn exploration in new tasks in a few-shot style — which
is currently a big scientific challenge.
• R-network still requires millions of environment interactions to train.
It is inspiring that it could generalize between environments but we
need to investigate the limits.
• Memory reachability queries are expensive. The current system performs well with thousands of memory slots but it is probably hard to
scale it to millions. Some caching strategy could help in doing that.
Another idea would be to distill the memory slots into weights as we
get more and more instances.
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Current
embedding

Policy

Comparator
network

Reachability
buffer

Memory buffer

Figure 6.10: Potential line of future work: could we give the retrieved
contents of the memory as the input to the policy?
• The current system works in the episodic setup — no memory between episodes. On the one hand, it could be considered more general as we do not assume it is the same environment between episodes.
However, it could be suboptimal if the environment is indeed the
same.
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Chapter 7

Conclusion & discussion
In this thesis we have investigated different models of the static world perceived through images. This chapter summarizes the findings and outlines
the potential directions for future work.

7.1

Findings

This section describes our findings chapter-by-chapter:
• Chapter 3 introduces ray potentials as a way to achieve accurate
dense semantic 3D reconstruction by directly minimizing reprojection error. We propose a feasible discrete optimization algorithm for
ray potentials and discover the advantages of this approach with respect to simpler prior methods which do not use rays. In particular,
our method does not lead to “bloating” of reconstructed models along
the edges and keeps holes and arches from being wrongly closed by
the smoothing regularizer.
• Chapter 4 investigates the possibility to combine ray potentials with
continuous surface prior methods introduced before us. Along the
way we discover a crucial constraint which would have benefited the
model in Chapter 3 as well. We call this constraint the “visibility
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consistency constraint”. It prevents the model from taking an “inbetween” (half-occupied, half-empty) solution throughout the whole
volume as a way to resolve contradicting evidence along different
rays. We discuss the reasons for this behaviour and demonstrate how
the constraint cuts out the useless “in-between” solutions from the
optimization domain. Interestingly, the constraint has a similar functional form to the ReLU activation units used in neural networks.
As it is the case with neural networks, the addition of this constraint
makes the optimization problem non-convex and requires a special
optimization method. However, we show that such an increase in optimization complexity is worthwhile by achieving state-of-the-art accuracy results on a few datasets from the Middlebury benchmark and
showing improvement in semantic 3D reconstruction with respect to
our previous discrete ray potentials method.
• Chapter 5 introduces a novel episodic instance-based neural memory which allows to navigate to goals in a new environment based
on a short walkthrough video of the environment. As a result, very
few environment interactions are needed in test environments. At the
core of the proposed episodic memory lies R-network — a temporal distance classifier trained from self-supervision — which is used
as a metric for retrieving relevant memories. The power of such selfsupervised classification is surprising — given how simple the source
of the training signal is. To allow the agent to act, R-network is paired
with another network trained through self-supervision which we call
L-network. Together, both networks operate on a non-parametric
graph of memories and show excellent navigational results.
• Chapter 6 discovers that an episodic instance-based neural memory
based on R-network can be easily encouraged to self-improve. We
construct a well-performing novelty bonus which allows a reinforcement learning agent to explore its environment, visit yet unvisited
areas and collect data in them thus improving its own model of the
world. It is very inspirational to see that the applicability of this exploration bonus goes beyond navigation and allows a simulated robot
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learn how to use its limbs purely out of the desire to see more of the
world. We also conduct an extensive study of properties and limitations of R-network and discover a few interesting facts. First, it
is essential for R-network to have a fully-connected part on top of
two siamese branches — simpler “merging” functions do not seem
to work in our experiments. Second, R-network has the ability to
generalize between very different environments thus increasing its
practical value. Finally, R-network shows favorable resistance to randomized environments.

7.2

Future work

In this section we outline a few fundamental problems which in our opinion
should give rise to important directions for future research:
• Combining reconstruction-based with neural-based models. At
the current point, the two modeling approaches have complementary
strengths and the question arises if it is possible to bring them together. For example, would we want to insert the knowledge about
how light travels and about visibility relations into neural network architectures? How to do this without hindering performance of neuralbased models and at the same time increase their sample-efficiency?
This question requires a careful design of the right inductive biases.
The first step in this direction was taken by Tulsiani et al. (2017)
which utilized our original ray potential formulation from (Savinov
et al., 2015) as an inductive bias for a neural network architecture.
However, scaling such architectures to detailed reconstructions with
many voxels remains challenging.
• Sample-efficiency of neural-based models. While more and more
sample-efficient neural instance-based models are appearing, they
still lack the impressive performance achievements by data-hungry
neural weight-based models (like solving Atari, Dota2, StarCraft2).
More effort is required to break this tendency. One particular way
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we envision is developing better self-supervised metric learning algorithms — something along the lines of R-network, but potentially
utilizing the massive video data available online.
• Model self-improvement. This remains the crucial component of
any model aimed at developing truly autonomous agents. Future
challenges include balancing short-term versus long-term knowledge
and identification of what parts of the world need to be retained as
relevant to the practical tasks and what can be safely omitted.
• Modeling dynamic world. This kind of modeling is both very broad
and very challenging. Currently, it is mostly done with finite-element
approximation schemes for differential equations which model the
physical properties of gas, fluids, rigid bodies and robot actuators.
The community is currently trying to challenge those knowledgebased models by creating much faster neural models which would
retain the relevant knowledge and make it usable, for example, by
AI agents. The hope would be to acquire knowledge in a form similar to what children were shown to have — some kind of “intuitive
physics” knowledge (Lake et al., 2017). However, the progress is
very slow in this direction and more work is required. Most importantly, physics is not the only thing which needs to be modeled —
when the environment contains other agents, they also need to be
modeled by an intelligent entity. Thus, “intuitive psychology” (Lake
et al., 2017) also deserves attention — even though it currently lacks
good quantitative models. Both for physics and psychology modeling, one essential question remains uncracked: how to retain only
knowledge relevant for your own good and not some excessive details?

7.3

Concluding remarks

We are only at the beginning of our path to developing useful visual world
models. At this point, many important questions remain. Are neural models
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going to be effective for the applications traditionally tackled with reconstruction models such as AR/VR? Do traditional AI/robotics tasks profit
from reconstruction-based models in the long term? To what extent is it
possible to model the dynamics of the world? We believe to resolve these
and numerous other questions in visual world modeling, the key would be
communication between different research communities, dissemination of
orthogonal ideas and solid benchmarking efforts. We are optimistic about
the future of visual world modeling and thrilled to see new emerging applications of this technology.
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