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Abstract
Man-made infrastructure requires performing regular inspection and maintenance
such that any structural damages or degradation can be resolved in a timely manner. Themed environments pose the need for cleaning and painting large and
complex 3D structures on a regular basis in order to maintain their aesthetic appeal. Aerial robots could provide a faster and economical way to maintain large
areas in a shorter time. This thesis aims to investigate the feasibility of using
Unmanned Aerial Vehicles (UAVs) for performing such tasks. In particular, we
aim to investigate the type of design, sensing and planning frameworks needed to
enable UAVs to perform precise maintenance tasks in close proximity to complex
structures. While we develop our robotic solution for themed environments, the solutions presented and findings are relevant in other areas of structural maintenance
as well.
The primary contribution of this thesis is the design of an aerial platform suitable to perform large-scale painting on 3D surfaces. Developing such a solution demanded solving several crucial elements. For a UAV to be able to paint a generic 3D
surface, it needs to accurately adjust its location with respect to the target surface.
Specifically, the UAV has to maintain a certain distance and orientation at each
point. This requires very accurate perception of the UAV’s surroundings. Hence,
our first contribution is the development of a graphics processing unit (GPU) accelerated dense reconstruction and localization pipeline that runs completely onboard
the UAV with limited computation capabilities. Our perception stack can run at
60Hz fully onboard. Along with the ability to accurately localize relative to the 3D
surface, the proposed approach can generate sub-centimeter maps of the surface
using a hybrid GPU-CPU framework. These maps form a crucial backbone for
other parts of the thesis.
The following part of the thesis focuses on the hardware design of the PaintCopter UAV and several software components that allow automated spraying on
a given surface. PaintCopter is designed as a tethered platform, with dedicated
power and paint lines, allowing extended mission duration times. With the spray
gun mounted on a Pan-Tilt Unit (PTU), targeted spraying on precise locations
is achieved, despite the platform disturbances. We show the capability of PaintCopter in being able to paint any desired linear pattern on generic 3D surfaces in
a fully autonomous fashion. However, such an approach makes it extremely hard
to accurately modify the surface’s appearance. Therefore, the next contribution is
the development of a Virtual Reality (VR) technology based user interface for the
PaintCopter UAV. This interface allows the user to immerse in a virtual environment consisting of the 3D model of the surface. The user will be able to virtually
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paint at desired locations on the target surface using a virtual spray gun. The information from the virtual environment is processed to execute a painting mission
by the PaintCopter to generate a similar output as in the virtual environment.
In this way, the painter will be able to paint the structure in a similar fashion as
he/she would in the real-world. The final part of the thesis focuses on automating
the process by performing end-to-end planning of a painting process. With this
approach, the user provides the desired appearance of the structure in the form of a
colored 3D model and our software plans the entire mission including what to paint
and where to paint in order to achieve the desired appearance. Our data-driven
approach is fully self-supervised and does not require any sort of intervention from
a human expert.
Through this thesis, we show that UAVs can be designed to perform accurate and
fast cleaning/painting jobs on large 3D surfaces. We provide solutions to address
the challenges involved in painting or cleaning such structures with high precision.
We develop software that allows planning and executing (a) semi-autonomous missions with human supervision, or, (b) fully autonomous end-to-end missions. The
proposed solutions have been extensively tested on the field, over extended periods
of time, validating the reliability and effectiveness of the system.
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Zusammenfassung
Die von Menschenhand geschaffene Infrastruktur erfordert eine regelmäßige Inspektion und Wartung, damit etwaige strukturelle Schäden oder eine Verschlechterung
rechtzeitig behoben werden können. In thematischen Umgebungen müssen große
und komplexe 3D-Strukturen regelmäßig gereinigt und bemalt werden, um ihre
ästhetische Attraktivität zu erhalten. Flugroboter könnten eine schnellere und
wirtschaftlichere Möglichkeit bieten, große Flächen in kürzerer Zeit zu warten.
Ziel dieser Arbeit ist es, die Machbarkeit des Einsatzes von unbemannten Luftfahrzeugen (Unmanned Aerial Vehicles, UAVs) für solche Aufgaben zu untersuchen.
Unser Ziel ist es insbesondere, die insbesondere, Varianten von Design-, Sensorikund Plannungsmodelle zu untersuchen, die erforderlich sind, damit UAVs präzise
Wartungsaufgaben in unmittelbarer Nähe komplexer Strukturen ausführen können. Während wir unsere Roboterlösung für thematische Umgebungen entwickeln,
sind die vorgestellten Lösungen und Ergebnisse auch in anderen Bereichen der
strukturellen Instandhaltung relevant.
Der Hauptbeitrag dieser Doktorarbeit ist der Entwurf einer fliegender Plattform,
die sich für grossflächige Bemalung auf 3D-Oberflächen eignet. Die Entwicklung
einer solchen Lösung erforderte die Lösung mehrerer entscheidender Elemente.
Damit ein UAV eine allgemeine 3D-Oberfläche malen kann, muss seine Position
in Bezug auf die Zieloberfläche genau angepasst werden. Insbesondere muss das
UAV an jedem Punkt einen bestimmten Abstand und eine bestimmte Ausrichtung einhalten. Dies erfordert eine sehr genaue Wahrnehmung der Umgebung des
UAV. Daher ist unser erster Beitrag die Entwicklung einer GPU-beschleunigten
dichten Rekonstruktions- und Lokalisierungspipeline, die vollständig im UAV mit
eingeschränkten Rechenkapazitäten ausgeführt wird. Unser Wahrnehmungsmodul
kann mit 60 Hz vollständig auf dem UAV lauen. Nebst der Fähigkeit sich relativ zur
3D-Oberfläche genau lokalisieren zu können, kann der vorgeschlagene Ansatz, unter
der Verwendung unseres hybriden GPU-CPU-Modells, Karten der Oberflächen im
subzentimeter Bereich erstellen. Diese Karten bilden ein wichtiges Rückgrat für
andere Teile der Arbeit.
Der folgende Teil der Arbeit befasst sich mit dem Hardwaredesign des PaintCopter UAV und verschiedenen Softwarekomponenten, die ein automatisiertes Spruehen auf eine bestimmte Oberfläche ermöglichen. PaintCopter ist als angebundene
Plattform mit zwecksbestimmten Strom- und Farbleitungen konzipiert, die längere Einsatzzeiten ermöglichen. Mit der auf einer Schwenk-Neige-Einheit montierten Sprühpistole wird trotz Plattformstörungen ein gezieltes Sprühen an exakten Stellen erreicht. Wir zeigen, dass PaintCopter in der Lage ist, beliebige lineare
Muster auf allgemeinen 3D-Oberflächen völlig autonom zu zeichnen. Ein derar-
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tiger Ansatz macht es jedoch äußerst schwierig, das Erscheinungsbild der Oberfläche genau zu modifizieren. Daher ist der nächste Beitrag die Entwicklung einer
auf Virtual Reality (VR) basierenden Benutzeroberfläche für PaintCopter UAV.
Über diese Schnittstelle kann der Benutzer in eine virtuelle Umgebung eintauchen,
die aus dem 3D-Modell der Oberfläche besteht. Der Benutzer kann mit einer
virtuellen Spritzpistole virtuell an den gewünschten Stellen auf der Zieloberfläche
malen. Die Informationen aus der virtuellen Umgebung werden vom PaintCopter
verarbeitet, um eine Malaufgabe auszuführen und ein ähnliches Resultat wie in der
virtuellen Umgebung zu generieren. Auf diese Weise kann der Maler die Struktur
auf ähnliche Weise wie in der realen Welt malen. Der letzte Teil der Arbeit befasst
sich mit der Automatisierung des Prozesses durch eine durchgängige Planung des
Malprozesses. Bei diesem Ansatz stellt der Benutzer das gewünschte Erscheinungsbild der Struktur in Form eines farbigen 3D-Modells bereit, und unsere Software
plant die gesamte Mission, einschließlich was zu malen ist und wo zu malen ist,
um das gewünschte Erscheinungsbild zu erzielen. Unser datengetriebener Ansatz
ist vollständig selbstüberwacht und erfordert keinerlei Eingriffe eines menschlichen
Experten.
In dieser Arbeit zeigen wir, dass UAVs so konstruiert werden können, dass sie
präzise und schnelle Reinigungs- und Malarbeiten auf großen 3D-Oberflächen ausführen. Wir bieten Lösungen, um den Herausforderungen beim Bemalen oder
Reinigen solcher Strukturen mit hoher Präzision zu begegnen. Wir entwickeln Software, mit der (a) halbautonome Missionen unter menschlicher Aufsicht oder (b)
vollständig autonome End-to-End-Missionen geplant und ausgeführt werden können. Die vorgeschlagenen Lösungen wurden vor Ort über einen längeren Zeitraum
ausgiebig getestet und bestätigen die Zuverlässigkeit und Wirksamkeit des Systems.
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Preface
This is a cumulative doctoral thesis and as such consists of the most relevant
publications. The publications are attached at the end.
In addition to the individual publications, an overarching introduction is provided in Chapter 1. We start with explaining the relevance of this thesis, followed
by the objectives and the approach taken to fulfill these. For each contributing
publication we explain how it embeds into the overall goals of this thesis and highlight the relevance of the research work in Chapter 2. Furthermore, we show how
each paper is related to our other publications. We close this thesis by a summary
of the achievements and provide an outlook for future directions and research in
Chapter 3.

1

Chapter

1

Introduction
Structural maintenance with robots is a cheaper, faster and safer alternative to a
human worker. Cost savings can be achieved by eliminating need for additional
infrastructure such as scaffolds or rope access. Asset down time can be reduced
or even fully eliminated, avoiding huge losses. A speed-up of the maintenance
process can be achieved using fast mobile robotic platforms. Robots excel in doing
repeatable tasks accurately and hence can achieve a better end result as compared
to a human. By keeping the human away from harm’s way, the maintenance can
be performed in a safer way.
Research on Unmanned Aerial Vehicles (UAVs) is an exciting topic in the field
of mobile robotics. In the past decade, several advancements have been made that
make it possible to deploy them in challenging real-life scenarios. Last few years
has seen a growth in the size of UAVs, improved sensing technology, and, advanced
onboard computational abilities. This has opened up the possibility of using UAVs
in industrial/construction environment for performing maintenance tasks in a fully
autonomous fashion. However, most of the commercially available UAVs rely on a
skilled pilot to fly them, with some low-level assistance such as obstacle avoidance,
object tracking and most importantly, approximate position hold using Global
Positioning System (GPS). Operating in indoor environments, densely populated
areas or close to structures (needed in maintenance tasks) can lead to loss of GPS.
For accurate modifications to the surface, precise state estimation is necessary. This
motivates the need for using light-weight sensors such as cameras which provide rich
information of the UAV’s surroundings and Inertial Measurement Units (IMUs)
which provide accurate motion information.
Several maintenance tasks require a sensor such as Ultrasonic thickness sensor
to be in contact with the surface being inspected, requiring necessary modifications to the UAV design and also the control algorithms. However, there are also
situations where a contact is not required, such as, surface coating, cleaning and
painting, which is quite an under-explored research area. This comes with its own
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challenges, such as, development of a light-weight and accurate material delivery
system, hardware modifications to allow longer deployment times, software algorithms to perform automated missions by processing user provided information.
Themed environments have lots of man-made 3D structures. Performing maintenance tasks on such structures requires ability to navigate the UAV along the
non-planar surface. Even for a skilled pilot, flying close to desired areas on the
surface using a traditional radio controlled transmitter can be extremely challenging. A novel interface is needed for equipping a UAV with the ability to perform
maintenance tasks at desired locations on the 3D surface.
Artistic installations in themed environments are painted by artists on a regular
basis to retain their visual appeal. Artists have a good understanding of the painting process in order to achieve a desired appearance. Gaining such a skill requires
years of training. Performing such painting tasks with UAVs requires developing
unique solutions. For this, we provide an end-to-end solution for planning an entire painting mission from a given desired appearance of the target surface. Such
a method can add value by automating the entire maintenance process.
The goal of this thesis is development of an autonomous UAV suited for performing accurate and repeatable contact-less maintenance tasks such as surface coating,
cleaning and painting. The platform development is centered around the “maintenance of themed environments” use case. Each individual contribution addresses
different building blocks of this problem including design, perception, user-interface
and autonomy. The platform is designed keeping in mind the real-world demands
and by rigorously testing in various scenarios.

1.1 Motivation and Objectives
Typical maintenance tasks that do not require a contact with the target surface
include surface coating, cleaning and painting. Fig. 1.1a shows a picture of a building façade with human painters accessing through a rope system. Fig. 1.1b shows
a picture of a themed environment with artists accessing using a scaffold. Fig. 1.1c
shows workers cleaning a building façade using a cherry-picker. Automating such
tasks, which are routinely performed by humans in hazardous environments involves proposing novel solutions. Each of these individual use cases bring out
different challenges that guide the design of the UAV platform.
All the above applications require making accurate modifications to the target
surface from a close distance. Operating at such close proximity to a large structure
can result in GPS loss. To be able to maintain precise positioning of the material
delivery system, the UAV needs accurate position control. In such GPS denied
environments, visual-inertial sensors provide an attractive alternative. Depending
on the task, a path needs to be planned, which requires an accurate globallyconsistent map of the target surface. A sparse map suffices for applications such
as visual inspection where the onboard camera needs to be approximately placed
at desired locations. However, in maintenance tasks, an accurate positioning of
the end-effector demands the need for a denser map with sub-centimeter details.
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(a) Painting a building (b)
Touch-up work of (c) Cleaning a building
façade using a rope-access
themed environments using façade using cherry-pickers
a scaffold

Figure 1.1: Humans performing various surface maintenance tasks. All pictures
license.
are licensed under Creative Commons CC BY:
C

Depth cameras offer a cheap and light-weight sensing of the surface. But such
sensors are typically noisy and need sophisticated algorithms to generate accurate
dense maps from the data.
Surface maintenance requires application of appropriate material at desired locations using a material delivery system. For accurate surface treatment, the material
delivery system has to be able to adjust to disturbances in the platform’s position.
Such disturbances are emphasized due to turbulent air flow close to the structure.
Furthermore, since the payload of a UAV is limited, these material delivery systems have to be light-weight. Carrying material onboard limits the duration and
addressable area of the mission. So, scaling up to larger target surfaces, requires
material to be delivered from an offboard location. A vast majority of the UAVs
are battery operated and this is a limiting factor for missions requiring longer
deployment times. So, improvements to power delivery systems is also necessary.
Most commercially available UAVs are piloted by an expert human. Despite
several levels of assistance provided through various onboard sensors, a human
requires several hours of training in order to operate such UAVs. Surface maintenance requires flying at close proximity to the surface which makes it extremely
difficult for even an expert human to accurately position the UAV at desired position and orientation at a centimeter resolution. So, an alternative interface is
needed that enables even an inexperienced user to use the UAV to perform such
maintenance tasks.
The painting application can be further divided into uniform surface coating
(building façades) and non-uniform textured painting (themed environments or
graffiti). While uniform surface coating is a relatively easier problem and has been
explored in the literature using coverage planners, non-uniform texture painting
is a complex process requiring deep understanding of the surface properties, paint
mixing and paint delivery system. An artist gains such understanding with years of
experience and teaching a machine to perform such tasks requires unique solutions.
In the scope of this thesis, we therefore want to advance the current state-of-
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the-art in mobile maintenance robots with the following objectives:
Dense perception Surface treatment applications, such as cleaning and painting,
requires material to be applied at precise locations. The material density
could vary within few centimeters. So, planning the UAV’s path that can
apply appropriate amounts of material at desired locations requires that the
UAV has a dense map of the surface. A dense 3D model also aids in precise
state estimation of the UAV by localizing the depth sensor data within the
map. Typically, the target surfaces tend to be over several tens of square
meters large, hence the mapping framework needs to be scalable to such
dimensions. Onbaord localization needs to run at real-time in order to avoid
any latencies in state estimation, which can lead to undesired behavior or
worse, even collision with the surface. Additionally, localization has to run
fully onboard for the UAV to keep functioning despite communication loss.
This sets the requirement that the mapping framework has to be dense and
should be scalable to larger areas. The localization should run fully onboard
at real-time.
UAV design Battery powered UAVs have limited payload and operation time. Additionally, to treat large surfaces with UAVs, one needs to find a way to have
continual supply of material and power. Centimeter accurate surface treatment requires the material delivery system to be precisely positioned at all
times, however this is a challenging task for UAV’s operating in outdoor
environment close to structures. Despite best state estimation and control
algorithms, keeping the UAV within centimeter accuracy is highly challenging. Typically, UAVs have varying levels of autonomy inbuilt. At its lowest
level, most UAVs available in the market can perform attitude stabilization.
On top of this some provide position stabilization using GPS or onboard sensors such as cameras, lasers etc. This makes it easy for most humans to pilot
a UAV. However, surface maintenance applications require flying at close
proximity to a surface. Maintaining desired position and orientation to a
non-planar surface is challenging even for experienced pilots. So, additional
levels of autonomy are a key requirement to operate UAVs that are suitable
for surface maintenance tasks.
Planning Painting a linear pattern requires planning a trajectory for the UAV
that follows a particular path along the surface and spray paint at desired
locations. While painting on 2D surfaces can simply be achieved by executing
the reference pattern as a trajectory in a 2D plane offset from the target
surface, painting on 3D surfaces is a more complex task, since the UAV has
to constantly adjust its position to stay at a desired distance and adjust
its orientation and position the end-effector such that the paint is sprayed
along the surface normal. Solving this planning problem requires taking into
consideration the hardware design, target surface geometry and platform
limitations.
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1.2 Approach
Human-Robot Interface An autonomous UAV has the benefit that a human is
only needed for providing high-level supervision. A human-robot interface
that allows exploiting full potential of such a platform, while needing minimal acquaintance time, is highly attractive. The ability to guide the UAV
accurately along 3D surfaces and get instant feedback of the activity is a
basic requirement for designing a good interface.
Robot Learning A human artist develops a deep understanding of a complex activity such as painting through years of experience. Teaching a robot to develop
such expertise requires a framework for trying and evaluating different painting techniques in order to achieve a given end-result. So, a crucial part of
this framework is development of a simulator that allows a robot to try and
learn from its experience. Furthermore, efficient algorithms are needed to
process the vast amounts of data during this learning process. One possible
way to solve this problem is to have an expert human to teach the machine in
a supervised fashion. However, this requires tremendous amounts of data to
be collected. Moreover, painting techniques can vary from person to person.
So, a framework to teach the UAV to paint any given texture on a generic
3D surface in a self-supervised fashion is a valuable asset in maintenance of
a themed environment’s artistic appeal.

1.2 Approach
In this section, we address each of the individual objectives highlighted in Section 1.1. The decisions taken in the duration of this thesis are made by keeping in
mind the goal of designing a fully autonomous UAV suitable for performing several surface maintenance tasks in a themed environment. Even though the focus
is mainly on painting, the same technology has been used to show applicability in
use cases such as water based surface cleaning and targeted chemical treatment.
Such a technology has the potential to address a wide range of applications.
Dense perception Most existing dense perception methods are designed for handheld sensor setups. While such techniques can be easily integrated to work
with ground robots, they tend to fail when used on more dynamic and agile
platforms such as UAVs. To build a robust camera tracking pipeline, we
propose using visual-inertial odometry in addition to alignment of onboard
depth sensor data with a dense 3D map of the environment. However, dense
mapping at sub-centimeter resolution has a high computational demand and
poses large memory requirement. So, we developed a graphics processing
unit (GPU) accelerated mapping routine for fast run-times. To overcome
the limited GPUs memory constraint, in Paper I, we propose a memory
management routine that allows scalable, globally consistent mapping by
using a memory swapping paradigm. Keeping only the relevant parts of
the map within the active GPU memory and storing the rest in the central
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1 Introduction
processing unit (CPU) memory, GPU memory consumption is kept bounded
at all times.
UAV design Most commercially available UAVs are battery powered with limited
flight time and payload capabilities. We address this limitation by designing
a tethered UAV with power and material being supplied from ground. By
mounting the spray gun on an end-effector with pan and tilt degrees of freedom, we provide the ability to independently control the spray gun to spray
precisely on a chosen target location. This adds additional robustness against
platform disturbances due to turbulence close to a surface. Along with the
hardware design details, Paper II describes software components that allow
the UAV to autonomously follow trajectories along any 3D surface. This
avoids the need for an expert human to fly at close proximity to a surface.
Planning Having the spray gun attached to a Pan-Tilt Unit (PTU) offers additional
degrees of freedom in controlling the spray gun’s position. This redundancy
allows us to plan smooth feasible trajectories for the UAV while the spray-gun
is positioned at desired distance and orientation with respect to the target
surface that can potentially have sharp changes in curvature. We address this
planning problem by formulating the trajectory generation as an optimization
problem that maximizes the quality of the paint result and smoothness of
the trajectory, while respecting the platform constraints such as maximum
translational velocity, angular velocity and PTU’s pan/tilt limits.
Human-Robot Interface Virtual Reality technology offers a possibility for the human supervisor to have a very immersive experience. The user can navigate
in a virtual environment with the exact 3D replica of the target surface. A
head mounted display is used to show a high quality render of the virtual
scene with real-time feedback of the UAV’s actions. This aids in an increased
situational awareness for the user. Using the versatile hand controllers, the
user can navigate efficiently around the target surface and also paint with a
virtual spray-gun, exactly as in a real-life scenario. Using a realistic paint
simulator, an instant visual feedback of the painting activity is provided to
the user. By keeping the experience close to real-life painting scenario, the
acquaintance time for a new user to operate the UAV can be drastically
reduced.
Robot Learning Variational Autoencoders (VAEs) are proven to be extremely efficient in understanding generative tasks. So, in our work we use a VAE to
build generative model for the painting task by processing large amounts of
texture data. Painting a texture is typically a long, iterative process. Oneshot prediction of the entire process can be extremely complicated to achieve
using deep learning methods. However, a progressive refinement approach
greatly simplifies the complexity of this problem. Additionally, it also gives
the opportunity for the network to use the feedback from the painting activity
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and make necessary adjustments for the successive actions. So, we propose
to use Recurrent Neural Networks (RNNs) as encoder and decoder in the
VAE network. Painting in 3D space on generic surfaces can also complicate
the learning process, needing a way to encode the surface geometry in some
way within the network architecture. To avoid this, we use a well-established
mesh parametrization technique to bridge the gap between 2D and 3D world.
While the network processes user-defined surface appearance in the form of
textures in 2D, we propose a way to extend them to robot commands in 3D.
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Contribution
Paper I
Anurag Sai Vempati, Igor Gilitschenski, Juan Nieto, Paul Beardsley, Roland Siegwart, “Onboard Real-time Dense Reconstruction of Large-scale Environments for
UAV”. In IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS), 2017.
Context
A key requirement for precise surface treatment is the ability to position the material delivery system accurately. The surface curvature and deformations such as,
edges and bumps need to be accounted for, while planning the UAV’s path. So, a
dense mesh representation of the target surface is a minimal requirement.
Dense 3D mapping is a highly researched topic. However, the focus of this work
is to make it possible to perform dense mapping at real-time fully onboard the
UAV with limited compute. For generating the dense maps, we leverage the well
established TSDF representation. GPUs are commonly used in dense mapping
frameworks to speed-up the process via parallelization of several submodules in
the pipeline. But GPUs are limited in the memory, making it impossible to map
areas beyond a certain extent. So, a dense mapping framework suitable for scaling
up to surfaces larger than several tens of square meters is supposed to have an
efficient memory management routine. Furthermore, existing works are limited in
their ability to handle abrupt motions of a UAV and this results in camera tracking
failures.
Contribution
Our primary contribution is to enable scalable dense mapping of an environment
on a GPU with limited memory. We achieve this scalable mapping by using voxel

11

2 Contribution
hashing method for only allocating memory for occupied space in the UAV’s environment. Additionally, by swapping out the parts of the map that haven’t been
updated in recent time to the CPU memory, we only retain a moving TSDF volume of the environment in the active memory. This keeps the memory consumption
bounded at all times irrespective of the size of environment being explored. On
revisiting an area, the corresponding voxels from swapped out parts of the map
are transferred back to the active memory. A novel raycasting algorithm was developed that allows incrementally building a pointcloud representation of the area
from the previous visit. Our raycasting algorithm doesn’t require all the voxels to
be available at a time and can incrementally update the pointcloud as more voxels
are transferred into the active memory. As a result, we make sure that the limited CPU-GPU communication bandwidth is not a bottleneck. By comparing this
pointcloud with our current map, we accurately quantify the drift in camera pose
estimate. Using a pose-graph backend, we correct the camera drift and modify the
map such that it’s globally consistent.
To address the problem of a fast moving camera on a UAV, we incorporate a
visual-inertial odometry within the camera tracking pipeline. By relying on color,
depth and inertial cues, we achieve a robust tracking at high camera speeds.
Interrelations
This Simultaneous Localization and Mapping (SLAM) paper forms the backbone
for all our successive works. Camera tracking data is fused with the UAV’s onboard
IMU using an Extended Kalman Filter (EKF) for obtaining high-rate, accurate
state estimation of the UAV. In Paper II, this information is used for accurately
controlling the PaintCopter UAV’s motion and positioning the spray-gun. In Paper III, the dense 3D meshes obtained using this method are used for planning
trajectories for the UAV, given a desired surface appearance specified by a human supervisor. The surface geometry and color information from the 3D meshes
is used in Paper IV to directly generate commands for a spray-painting robot in
order to achieve the desired appearance.

Paper II
Anurag Sai Vempati, Mina Kamel, Nikola Stilinovic, Qixuan Zhang, Dorothea
Reusser, Inkyu Sa, Juan Nieto, Roland Siegwart, Paul Beardsley, “PaintCopter:
An Autonomous UAV for Spray Painting on 3D Surfaces”. In IEEE Robotics and
Automation Letters, 2018.
Context
Designing a UAV for surface treatment applications such as painting, surface cleaning, chemical treatment etc. is a relatively new development. A few commercial
prototypes exist, but this area is still unexplored within the research domain. Furthermore, these commercial prototypes still need a human to pilot them and there
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is a need for some software based assistance in order to enable accurate surface
treatment.
Within the scope of this thesis, we designed a UAV that can address multiple
surface treatment applications, including painting, cleaning and targeted spraying. The design objectives for such a UAV are, (a) the ability to spray at precise
locations, (b) cover large areas up to several tens of square meters, and, (c) full
autonomy that only requires high-level supervision from a human operator.
Contribution
In this work, we focus mainly on the design of the PaintCopter UAV and the software components that make it function autonomously. We modify a commercially
available UAV platform to suit our needs. A spray-gun attached to an actuated
end-effector with pan/tilt degrees of freedom is used to precisely control the areas
being treated at all times. The UAV is designed as a tethered system, with material and power being supplied from an offboard location. This allows the UAV
to operate for longer durations and treat larger areas without the need to replace
batteries or replenish the material reservoir frequently.
In the later part of the work, we provide details regarding all the software components involved, including, state-estimation, control and planning. Our prior work
lays the foundation for high-rate, accurate state estimation of the UAV while it
is navigating around a 3D surface. We developed a pipeline that allows painting
linear patterns and area-fill on both planar and non-planar surfaces. A GUI is
developed, that allows the user to specify the desired appearance by projecting a
desired linear pattern on the 3D surface from a desired view-point, which is then
processed by the planner to generate trajectories for the UAV. We present results showing PaintCopter performing surface cleaning and painting on different
3D surfaces.
Interrelations
A simple proof-of-concept user-interface is proposed in this work. However, it
would be beneficial for the human supervisor to be able to accurately modify
specific areas of the surface, instead of using some pre-defined patterns. Such
a system is highly beneficial for applications requiring targeted spraying, such
as chemical treatment. Paper III describes the design of a Virtual Reality (VR)
interface that allows the human supervisor to accurately modify the target surface.
This work proposed a simple planner that performs surface normal smoothing
to obtain smooth and feasible UAV trajectories. A more advanced planner that
performs an optimization routine to maximize the painting quality while respecting
platform constraints is highlighted in Paper III.
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Paper III
Anurag Sai Vempati, Harshit Khurana, Vojtech Kabelka, Simon Flueckiger, Roland
Siegwart, Paul Beardsley, “A Virtual Reality Interface for an Autonomous Spray
Painting UAV”. In IEEE Robotics and Automation Letters, 2019.
Context
Human supervision of an autonomous UAV requires designing an appropriate interface that is highly intuitive and provides full flexibility for the operator. Humanrobot interaction is an active research field and the literature consists of designing
various unique interfaces for UAVs. The design of an interface is typically application driven. A suitable interface for surface maintenance task has to allow the user
to accurately specify the desired appearance on a 3D surface. This means that the
interface should be able to guide the UAV along arbitrary paths on 3D surfaces.
It should be able to visualize and interpret data in 3D space. Additionally, the
interface should have low latency and be able to provide instant feedback of the
activity to the human supervisor.
Most commercial UAVs are successful because they provide several forms of
assistance and safeguards that allow even people with no prior experience to pilot
them. Going a step further, within this thesis, the interface was designed in a way
that lets the user focus on the supervision of the maintenance task rather than the
aspect of flying a UAV. This makes it possible for even an inexperienced pilot to
guide the UAV at close proximities to a surface.
Contribution
The GUI developed in our earlier work allowed the human supervisor to only
project pre-defined linear patterns on the 3D surface for specifying the desired
appearance. To address this limitation we developed an interface using VR technology that allows the user to accurately specify the desired appearance of the
surface by waving a virtual spray-gun in a virtual environment consisting an exact
replica of the surface being treated. To keep the user experience very similar to
the real-life spraying scenario, we developed a very intuitive interface that even an
inexperienced user can operate. Furthermore, the VR interface has the additional
benefit of providing the user with instant feedback of the painting activity, which
helps in better supervision of the activity. To achieve this, we developed a realistic paint simulator that renders the appearance of the target surface in virtual
environment as the user paints it.
We provide details regarding how the data from the VR interface is processed
and used for planning painting mission for the UAV. The proposed planner maximizes the paint quality while respecting the platform constraints. We describe
an efficient formulation of this optimization objective that takes the form of a
Quadratic Program with linear constraints. We show that the interface allows the
user to perform targeted spraying on a 3D surface in a mock-up chemical treatment scenario. Additionally, we perform an extended painting activity with the
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PaintCopter UAV, to accomplish multi-color painting on a 3D surface.
Interrelations
This work mainly addresses the limitations of the user interface developed in Paper II. A more intuitive and immersive interface is developed using VR technology. However, a human supervisor is still needed to perform artistic painting
with PaintCopter UAV. An end-to-end learning based method to directly generate robot commands that achieve a desired appearance on any given 3D surface
is proposed in Paper IV. Additionally, the paint simulator developed in this work
aids in qualitative assessment of the proposed learning framework.

Paper IV
Anurag Sai Vempati, Roland Siegwart, Juan Nieto, “A Data-driven Planning Framework for Robotic Texture Painting on 3D Surfaces”. In Submitted to IEEE International Conference on Robotics and Automation (ICRA), 2020.
Context
In this work, we focus on the challenges involved in the process of performing
artistic painting on 3D surfaces. Such a work has applications in maintenance
of themed environments. Performing such art works requires human artists with
years of experience, who have developed an understanding of tools being used, the
way the colors mix and the geometry of the target surface. Several works in the
past have tried to address such artistic painting problems using carefully designed
optimization routines. However, such methods are slow and computationally expensive. Advancements in machine learning techniques provides the opportunity
to perform end-to-end learning of the painting process. So, the focus of this work
is to design a framework that can process a user-defined appearance of a generic
3D model and generate robot commands that can achieve the desired appearance.
Instead of a supervised approach that would require extensive annotated data,
the aim of this work is to formulate this planning problem as a self-supervised,
data-driven learning task.
Contribution
Painting is an iterative process, hence we designed a RNN based framework for
generating the painting commands. Our network uses the feedback of the painting
activity to generate successive commands. We propose a VAE architecture that
allows encoding the reference texture image and the feedback image as a latent
vector, which is then decoded to generate robot commands. The encoder uses an
attention mechanism to focus on relevant parts of the input data. The decoder
generates painting commands such as paint density and position of the spray-gun
with respect to the canvas. Both encoder and decoder are designed as RNNs
which remember previous actions and propose successive painting commands that
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eventually lower the error between provided reference texture and the achieved
result. Typically RNNs are unrolled for a pre-determined number of time-steps.
However, textures have varying amounts of detail. So, we propose a way to use
appropriate number of time-steps depending on the provided texture image by
predicting a latent variable that decides whether the RNN needs to be inferred for
an additional time-step. We show results on simple MNIST digit painting task and
a more complex texture painting task.
To be able to paint on generic 3D surfaces, we propose using mesh parametrization techniques in order to (a) extract a reference texture image from a provided
colored 3D mesh model of the target surface, and, (b) generate robot commands in
3D from the RNN output. We show our system’s ability to process two generic 3D
models and generate painting commands for a robot equipped with a spray gun.
Interrelations
This paper forms the missing element in developing a fully automated solution to
the problem of artistic painting on a 3D surface. One of the key findings of this
work is the efficiency with which the plan generated in 2D can be extended to
3D using mesh parametrization techniques. The proposed network is however still
limited in its ability to process larger textures and capture long-range dependencies
in the painting activity.

2.1 List of Publications
In the context of the author’s doctoral studies the following publications were
achieved. They are sorted by first author and year.
• X. Chen, A. S. Vempati, and P. Beardsley. Streetmap-mapping and localization on ground planes using a downward facing camera. In 2018 IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS), pages
1672–1679. IEEE, 2018
• J. Kümmerle, T. Hinzmann, A. S. Vempati, and R. Siegwart. Real-time detection and tracking of multiple humans from high bird’s-eye views in the
visual and infrared spectrum. In International Symposium on Visual Computing, pages 545–556. Springer, Cham, 2016
• A. Mylaeus, A. Vempati, B. Tranter, R. Siegwart, and P. Beardsley. A survey
on the pain threshold and its use in robotics safety standards. In Robotics
and Well-Being, pages 149–156. Springer, Cham, 2019
• A. S. Vempati, G. Agamennoni, T. Stastny, and R. Siegwart. Victim detection
from a fixed-wing uav: experimental results. In International Symposium on
Visual Computing, pages 432–443. Springer, Cham, 2015
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2.2 List of Patents
• A. S. Vempati, I. Gilitschenski, J. Nieto, P. Beardsley, and R. Siegwart. Onboard real-time dense reconstruction of large-scale environments for uav. In
2017 IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS), pages 3479–3486, 2017
• A. S. Vempati, M. Kamel, N. Stilinovic, Q. Zhang, D. Reusser, I. Sa, J. Nieto,
R. Siegwart, and P. Beardsley. Paintcopter: An autonomous uav for spray
painting on three-dimensional surfaces. IEEE Robotics and Automation Letters, 3(4):2862–2869, 2018
• A. S. Vempati, H. Khurana, V. Kabelka, S. Flueckiger, R. Siegwart, and
P. Beardsley. A virtual reality interface for an autonomous spray painting
uav. IEEE Robotics and Automation Letters, 4(3):2870–2877, 2019

2.2 List of Patents
The work presented in this thesis has resulted in two patents.
• P. Beardsley, A. S. Vempati, J. Nieto, and I. Gilitschenski. Large-scale environmental mapping in real-time by a robotic system, Feb. 28 2019. US
Patent App. 15/693,092
• P. A. Beardsley, M. S. F. Kamel, N. Stilinovic, and A. S. Vempati. Dronebased painting system, May 2 2019. US Patent App. 15/798,601

2.3 List of Supervised Students
Throughout the author’s doctoral studies big effort was spent supervising students.
For projects that resulted in a publication the citation is given.

Master Thesis
Master student, 6 months full time
• Julius Kümmerle (Spring 2016): “Real-time detection and tracking of multiple human targets from aerial vehicles using thermal imagery” [41]
• Kailai Li (Fall 2016): “Towards globally consistent, dense 3D reconstruction
onboard a UAV”
• Vaibhav Sawhney (Fall 2016): “Design and Control of a hybrid aerial blimp
to scan indoor environments”
• Maximilian Wulf (Fall 2017): “Ground-Based Localization on a Mobile Robot”
• Hermann Blum (Fall 2017): “Multi-modal semantic segmentation”
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• Maximilian Göttgens (Spring 2018): “Semantic Segmentation of 3D Outdoor
Environments for Robot Localization”
• Anne-Cathérine Kranz (Spring 2019): “Haptic Interaction with an Omnidirectional MAV for Push- and - Slide Tasks”

Semester Thesis
Master student, 3-4 months part time
• Fabian Stelling (Fall 2017): “Towards Active Object Classification with PointNet”
• Simon Maurer and Maximilian Wulf (Fall 2017): “Sensor Fusion on Mobile
Robot Platform”
• Mathis Lamarre (Fall 2017): “Learning-based graph matching for SLAM”
• Emilio Benenati (Spring 2018): “Robust back-end for semantic SLAM”
• Qianhui Zhao (Spring 2018): “Learning-based graph matching for SLAM”

Bachelor Thesis
Bachelor student, 3-4 months part time
• Kevin Schneider and Alexis Mueller (Spring 2017): “Intuitive Control for an
Omnidirectional Hexacopter”
• Frederic Letsch (Spring 2019): “Tilt Estimation for a Two-Wheeled Mobile
Robot”

Studies on Mechatronics
Bachelor student, literature review, 3-4 months part time
• Iveta Rott (Spring 2017): “Semantic SLAM - current approaches”
• Alice Mylaeus (Spring 2017): “A Survey on the Pain Threshold and Its Use
in Robotics Safety Standards” [52]

Internships
Master student, 3-6 months part time
• Nikola Stilinovic (Spring 2017): “Hardware Development of PaintCopter
UAV”
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2.3 List of Supervised Students
• Qixuan Zhang (Fall 2017): “Onboard Dense Reconstruction for PaintCopter
UAV”
• Xu Chen (Fall 2017): “StreetMap - Mapping and Localization on Ground
Planes using a Downward Facing Camera” [12]
• Vojtech Kabelka (Spring 2018): “Virtual Reality Interface for PaintCopter
UAV”
• Dorothea Reusser (Spring 2018): “Paint Delivery System for PaintCopter
UAV”
• Simon Flückiger (Fall 2018): “Software Development for PaintCopter UAV”
• Harshit Khurana (Fall 2018): “A Realistic Renderer for Spray Paint Nozzles”

Focus Project
6-8 Bachelor students, 1 year project full time
• Ilyas Besler, David Krummenacher, Reto Bischoff, Yvain de Viragh, Johann
Diep, Thomas Eppenberger, Marc Neumann, Timo Strässle, Leonie Traffelet,
Remo Glauser, Salem Imadjane, Roman Paysen-Petersen (Fall 2015-2016):
“SCUBO: Robot for Underwater Scanning”
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Conclusion and Outlook
In the scope of this thesis, we explored the idea of using UAVs for a novel application. Structural maintenance tasks can greatly benefit from speed, accuracy and
cost savings possible with autonomous UAVs. Despite the idea being still unexplored within the research community, the core components of our system, such
as state estimation, perception, control and planning are an integral part of any
autonomous robot design. Advancements in these areas will greatly benefit the
system as a whole. While we had the opportunity to explore several new ideas
encompassing these areas, there is always a scope for further improvement. So,
we provide a brief summary of all the findings of this thesis and lay down several
avenues for future research that can improve the system.
We started the work by developing a dense perception pipeline suited for deployment on UAVs. We addressed the problems of robust camera tracking and scalable
dense mapping. Our framework is highly GPU parallelized and can run on embedded computing devices with limited computational ability. First, we found that by
incorporating visual-inertial odometry, we can drastically improve the robustness
of camera tracking. Second, by maintaining only a Truncated Signed Distance
Field (TSDF) submap of the environment in the GPU memory and swapping out
the rest to CPU memory, we could perform dense mapping of areas much larger
than what can be stored on a GPU. We propose ways to obtain globally consistent
dense mesh representation of the environment. However, during loop closures, we
only performed bundle adjustment on this mesh and not the TSDF submaps. So,
our system is not capable of producing globally consistent TSDF of the environment.
In the next paper, we focused on the design of the PaintCopter UAV. Our
UAV, designed as a tethered platform, allowed us to perform long duration flights
and spray large amounts of material. PaintCopter is equipped with a spray gun
attached to a pan-tilt unit (PTU) extending out on an arm. We showed that
the additional degrees of freedom offered by the PTU, provides better control on
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the spraying accuracy by counteracting the platform disturbances. We found that
having a dense 3D model of the target surface aids in better state estimation and
also in planning trajectories to achieve precise surface treatment. To the best of our
knowledge, PaintCopter is the first UAV capable of autonomously spray painting
generic 3D surfaces.
A human supervisor provides a desired surface appearance in the form of a linear
pattern on the target surface. In order to paint this pattern, PaintCopter needs
to navigate along a certain trajectory and orient its spray gun to point at desired
locations along the pattern. For a good painting quality, the spray gun has to be
situated at a constant distance to the surface and oriented normal to the surface.
While this greatly constrains the state space of the spray gun, we found that having
the spray-gun attached to the PTU allows us to find a feasible UAV trajectory even
with such rigid constraints on the end-effector’s position.
To accurately specify a desired surface appearance, we needed to come up with
a new interface design that lets the human supervisor precisely control the way
PaintCopter paints. Moreover, if the interface is intuitive to use, human supervisor needs very little acquaintance time. We found that VR technology provides an
opportunity to address both these objectives. Designing a virtual environment in
which the user can have a real-life painting experience, we found that even inexperienced users can quickly get familiarized with the interface. The VR interface
allowed us to perform paintings in close resemblance to the user description. In
addition, we found that such an interface is also relevant in chemical treatment of
specific areas of the target surface, which can be valuable for certain maintenance
tasks. While using VR interfaces for planning the robot’s mission is not something
new, this is the first time it has been used for such an application.
In the final paper, we explored the idea of being able to generate an entire
painting mission for a robot such as PaintCopter, given a desired surface description
in the form of a textured 3D model of the target surface. The system has to decide
by itself how to decompose the given texture into set of linear patterns to be
painted on the surface. Additionally, while navigating the chosen path, the nozzle
has to be actuated by the software to dispense appropriate amounts of paint.
Using ideas from recent research in deep learning community, we found that this
planning problem can be solved very efficiently in a fully self-supervised fashion.
However, extending this to 3D required a way to encode the surface geometry in
the network. We found that this requires a lot more training data and increases the
problem complexity. So, instead, using mesh parametrization techniques allowed
us to extract a 2D representation of the surface, which can then be processed by
the network to generate painting instructions. To the best of our knowledge, such
an idea has been used for the first time and it greatly helps to decouple the 3D
geometry from the planning problem.
Over the span of this thesis, we developed a fully functional autonomous UAV
being used for painting, cleaning and targeted spraying applications. However,
there are several areas for possible future research to advance this technology,
which are listed below.
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Robust state estimation We currently have multiple estimators in our system.
Visual-inertial odometry is estimated as a separate module, providing a pose
estimate, which is then fused with the onboard IMU using an additional estimator. Instead, having a unified estimator will help in increased robustness.
A unified framework allows for better probabilistic estimation of the process,
which in turn aids in better outlier rejection capabilities.
Globally consistent map Performing bundle adjustments on the mesh can lead to
discontinuities. On the other hand, if we can generate globally consistent
TSDF representation of the environment, a mesh can be regenerated that
wouldn’t have such discontinuities. Furthermore, such a TSDF representation
can be valuable for fast collision-free path planning for UAVs.
Omnidirectionality Increased maneuverability can be achieved with an omnidirectional UAV design. Omnidirectional controllability allows us to decouple the
position and orientation control of the UAV. Such a design is advantageous
when trying to maintain a stable orientation of the spray gun close to a structure. The UAV can be efficiently oriented according to the variations in surface geometry while the position can be independently controlled. Moreover,
being able to hold the position in any desired orientation allows to perform
surface maintenance tasks on overhanging structures, such as underneath a
bridge or on a building roof.
Nozzle design For PaintCopter, we mainly used High-Volume Low-Pressure (HVLP)
airbrush sprayers since they are lightweight and operate at safe pressures. We
typically performed our experiments with airbrushes with dedicated compressed air and paint supply lines. While airbrushes are ideal for precision
spraying, they are not suited for coating large surfaces. Moreover, they tend
to clog with paint after even a few minutes of downtime. So, development of
light-weight airless sprayers with some sort of self-cleaning mechanism can be
valuable for surface coating applications. Additionally, having a nozzle with
adjustable flow-rate and multi-color support will help in achieving a broad
range of textures for artistic painting applications.
Painting feedback In our final paper we noticed that having a feedback of the
painting allows for making proper adjustments for the future actions. However, in our real experiments we never used the feedback from the painting
process. We believe having this information could benefit in improving the
overall quality by tuning nozzle parameters on the fly.
Paint simulator While our paint simulator can provide a decent amount of realism by accurately modeling the paint flow and multi-color layering, it still
lacks in the ability to model properties such as external lighting and surface
absorption. Modeling these phenomena aids in increased realism, which will
help the human supervisor in making better choices.
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3 Conclusion and Outlook
Generative models for longer sequences We used RNNs for modeling the painting
process. However, RNNs are known to suffer from the exploding/vanishing
gradient problem which makes it hard to capture long-range dependencies
in sequence data. Training such networks for modeling long sequences is
challenging and can get quickly unstable. While gradient clipping and Long
Short-Term Memorys (LSTMs) offer some benefits in such situations, we
found that our network design is still limited in the size of texture patches
that it can process.
Contact based maintenance While within the scope of this thesis we have only
explored spraying based structural treatment, having the ability to contact
the surface will open up several new opportunities. Applications such as NonDestructive Testing (NDT), brush/roller based painting, drilling etc. can be
achieved if appropriate modifications to the hardware design and controller
are made to handle external forces.
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Abstract
In this paper, we propose a graphics processing unit (GPU) parallelized
Simultaneous Localization and Mapping (SLAM) system capable of using
photometric and inertial data together with depth data from an active
RGB-D sensor to build accurate dense 3D maps of indoor environments.
We describe several extensions to existing dense SLAM techniques that
allow us to operate in real-time onboard memory constrained robotic platforms. Our primary contribution is a memory management algorithm that
scales to large scenes without being limited by GPU memory resources.
Moreover, by integrating a visual-inertial odometry system, we robustly
track the camera pose even on an agile platform such as a quadrotor
Unmanned Aerial Vehicle (UAV). Our robust camera tracking framework
can deal with fast camera motions and varying environments by relying
on depth, color and inertial motion cues. Global consistency is achieved
via regular checking for loop closures in conjunction with a pose graph,
as a basis for corrective deformation of the 3D map. Our efficient SLAM
system is capable of producing highly dense meshes up to 5mm resolution
at rates close to 60Hz fully onboard a UAV. Experimental validations both
in simulation and on a real-world platform, show that our approach is fast,
more robust and more memory efficient than state-of-the-art techniques,
while obtaining better or comparable accuracy.
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1 Introduction
Dense representations of the environment are key for many robotics applications
such as navigation, scene understanding, and scene manipulation. Research in
dense methods for SLAM has recently grown with the advancements in computational power. This enables to implement real-time applications that use complete
images, without the need for pre-processing such as feature detection and descriptor
evaluation. Powerful Graphics Processing Units (GPU) are now widely available,
allowing vision algorithms to harness the power of parallelization, thus enabling
higher amounts of data to be processed in real-time. KinectFusion [54] is one
such approach that is capable of building dense 3D maps in real-time using the
commercially available Kinect1 sensor.
Several challenges need to be addressed in order to make dense SLAM suitable
for real-world applications. For instance, many existing dense SLAM systems do
not scale to large scenes because they are constrained by GPU memory. Another
limitation is the inability to handle fast and abrupt camera motion, which is particularly important for agile drones or handheld devices. Finally, camera tracking
may drift over time, resulting in inaccurate maps of the environment. Going beyond state-of-the-art approaches addressing some of these issues, we propose a
framework that offers new levels of accuracy and robustness suitable for robotics
applications.
Overall, the contributions of our work can be summarized as follows:
• An efficient Memory Management pipeline that enables scalable highly-dense
map building in real-time, while guaranteeing a fixed GPU memory footprint
(Sec. 4.3).
• A new raycasting technique which generates maps of previously visited areas.
This enables robust drift quantification during loop closures, without having
to additionally store submaps or depth measurements from previous time
instants (Sec. 4.4, 4.5).
• A method to robustly track the camera under fast camera motions or complex
scene geometry by integrating visual-inertial odometry together with depth
and photometric cues (Sec. 4.1, 4.2).
Our SLAM framework further involves a pose graph system capable of performing bundle adjustments on the dense map whenever loop closures are detected,
thus resulting in globally optimal 3D maps (Sec. 4.6). The proposed system is
lightweight and is capable of real-time performance on embedded platforms onboard commercially available quadrotor UAVs (Fig. 5.1). Our modular framework
with a Frontend and Backend architecture is presented in Section 3.

1

https://dev.windows.com/en-us/kinect
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Figure 5.1: UAV performing onboard real-time scan and the dense mesh being generated in the GUI. Our lightweight system is capable of generating subcentimeter resolution meshes at rates upto 60Hz.

2 Related Work
With advances in GPU architectures and GPGPU algorithms, vision and robotics
communities have seen a rise in real-time dense mapping algorithms. DTAM [55]
is one of the first SLAM systems that uses dense methods for scene reconstruction
from an RGB camera in real-time using a parallelized framework based on a GPU.
In contrast, we focus on the use of low-cost RGB-D sensors such as Microsoft Kinect
and Intel RealSense2 as they are widely available and readily provide accurate
depth information.
A prominent example using this sensing modality is KinectFusion [54], which
performs accurate real-time mapping of complex indoor scenes, harnessing the
parallel computing power of a GPU. A single global implicit surface model of the
observed scene is generated and rendered in real-time resulting in a highly-accurate
reconstruction with a great level of detail. A 6DOF pose of the camera is estimated
by performing coarse-to-fine Iterative Closest Point (ICP) algorithm for aligning
the current depth scan with the global scene. Variants of KinectFusion involve
ElasticFusion [80], which builds dense globally consistent surfel-based maps online in an incremental fashion, without needing pose graph optimization or any
post-processing steps. Local surface loop closure optimizations are applied to detect overlapping mapped regions and non-rigidly deform the whole scene model to
maintain global consistency. Though this method achieves high quality consistent
maps, it is known to not scale well for larger datasets.
Dense SLAM methods are in general constrained by the memory available onboard a GPU, thus limiting the size of the area that can be mapped. Several
methods in the past have tried to optimize the GPU memory usage to achieve
scalable mapping of larger areas by moving memory in and out of a GPU. Kintinuous [78] addresses this problem by only keeping the local environment in the
GPU and perform dynamic memory updates as the camera moves. They propose
a moving TSDF volume method which involves a technique to virtually translate
the TSDF grid and relocate the camera to the origin of the grid as it starts to move
2

software.intel.com/en-us/realsense/r200camera
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outside of it. All the voxels that fall out of the grid as a result of this operation
are transferred out of the GPU. In [79], the authors further extended this to include pose graph optimization for non-rigid deformation of the dense map, enabling
loop closures on large datasets. However, both these works [78] [79] represent all
the space using voxels, regardless of it being occupied or not. Our method on
the other hand, only allocates memory for occupied space using the advantages of
voxel hashing technique proposed in [56]. Patch Volumes [31] try to combine accuracy of GPU based volumetric methods with global consistency of RGB-D SLAM
systems. There, a dynamic patch swapping algorithm is proposed for swapping
whole patches in and out of GPU memory to map larger areas. But, this results
in unknown time lags depending on patch-size, thus compromising its real-time
performance. Similarly, [36] tries to address this problem by building submaps
which are actively swapped in and out of the GPU. However, their submap-based
graph optimization only accounts for transformations between pairs of submaps
and hence cannot correct for drifts if they occur within a submap. These problems
do not arise in our method as it does not require storing and managing any additional submaps/patches of previously visited areas in the CPU, thus maintaining
a lower memory footprint. In addition, unlike all these methods, we have an upper limit on the number of memory transfers in each iteration, thus ensuring the
transfer delay is always bounded.
The goal of the present paper is to make dense mapping suitable for robotics
applications by robustifying the system. Specially, it was found from our experiments that the works presented in [54] [80], do not deal well with fast motions and
scenes with clutter. On the other hand, unlike works that use an additional odometry stage for achieving robustness in camera tracking, such as [79], our approach
does not require uninterrupted availability of depth data. Therefore we are not
limited by the requirement that at least some objects in the mapped environment
need to remain within the range of the depth sensor, thus limiting the possible
applications.

3 System Overview
We choose a modular approach where the system architecture is divided into Frontend and Backend processing blocks. The Frontend involves all the main processing performed every time a new image from the sensor is received. The Backend
involves all the processes running in the background asynchronously that assist
Frontend operations. Such an architecture allows for a distributed operation where
one or more UAVs could be running the Frontend and a base station platform could
be running the computationally expensive Backend. Fig. 5.2 depicts a flowchart
illustration of all the individual modules and the data being transferred between
them. A detailed description of modules with significant contributions are further
elaborated in Section 4.

30

3 System Overview

Figure 5.2: Flowchart indicating individual modules and data transfers. Modules
with major contributions are indicated with a ?.

3.1 Frontend
The Frontend consists of the Main Processing Pipeline which is heavily GPU
parallelized. Our volumetric representation is based on a voxel grid of truncated
signed distance function (TSDF) entries and we use parts of the framework from
InfiniTAM [35], which extends KinectFusion by implementing voxel based hashing
with efficient data structure handling and several optimizations in data allocation,
data transfers, and raycasting. The Main Processing Pipeline consists of basic
components originally proposed in KinectFusion with some crucial changes. Data
Pre-processing performs data acquisition from the depth sensor and performs preprocessing involving conversion of disparity readings to depth point clouds, hole
filling in depth data, finding pixel colors for depth measurements using calibration
data and building image pyramid. The Camera Tracking module performs camera
pose estimation using photometric, visual-inertial odometry estimates and depth
data. Depth Fusion module performs data integration of new depth data into a
locally stored voxel grid containing TSDF values. The Raycasting module shoots
rays along the current camera viewing direction to evaluate zero crossing points
in the TSDF voxel grid, which will be used to build surface maps for performing
tracking in the next iteration.
In our framework, each voxel consists of an sdf value, time it was last updated
at, its color and nobs observations that are fused so far. Each hash table entry
consists of a pointer ptr to a voxel grid entry and its position pos in global reference
frame.
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3.2 Backend
The Backend involves several crucial extensions to KinectFusion. A Visual-Inertial
EKF (Extended Kalman Filter) is used to obtain robust odometry estimates to assist the Camera Tracking module. The Memory Management module moves data
between active memory (GPU) and inactive memory (CPU) and always maintains
only a relevant section of the voxel grid within the active memory of GPU. It also
involves a Meshing process that performs marching cubes [48] on moved-out voxel
blocks before storing them in inactive memory. We propose a novel Incremental
Raycasting technique together with a Place Detector which incrementally builds
a map from previous visit of a place. Drift Quantification is performed every few
frames to detect smaller drifts in the pose estimates and a Pose Graph module involves the creation of a factor graph and graph optimization. Finally, a Graphical
User Interface (GUI ) is designed to visualize the camera trajectory and 3D map
being built in real-time.

4 Approach
In this section we describe, in detail, various stages of our pipeline that involve
modules (please refer to Fig. 5.2) with our main contributions and how we differ
in our design choices as compared with other earlier works.

4.1 Camera Tracking
We chose to implement a modular design for the Camera Tracking module in order
to cope with data streams arriving at different frame rates and/or intermittent
sensory data. Since our framework is ROS based, we use callbacks whenever sensory
data is available, which allows us to incrementally update the camera pose without
having to wait for other sensory data.
For each odometry measurement available from the EKF, we perform an Odometry Update which evaluates a differential pose change and updates camera pose
as follows:
 

−1 
−1
i
i,t+1
i,t
Tgc,t+1
=
T
T
T
Tci Tgc,t
(5.1)
c
go
go
c
c
i,t
where, Tgc,t
c , Tgo are camera and IMU pose at time t referenced with respect to
their respective inertial frames gc and go . The transformation Tci is the extrinsic
calibration parameter describing misalignment between IMU and camera.
We further minimize two different metrics for better alignment of depth data
with the scene, while also maintaining color consistency. The first is a point-toplane metric:
X
EtD (pt ) =
k{(Rcgc ,t pt + tgc c ,t ) − ps }T Ns (ps )k22
(5.2)
pt

where, pt is a live depth measurement point at time t and ps is a corresponding
point on the surface with a normal value Ns (ps ), obtained using projective data
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association during ray-casting stage. This metric is evaluated between current
depth image and raycasted point map obtained from the TSDF voxel grid, and is
minimized by employing an ICP based tracker. Tcgc ,t = [Rcgc ,t , tgc c ,t ] are initialized
to the estimates from Odometry Update and an incremental transform is applied
using a small angle assumption to get an updated transform. Linearizing around
previous estimate allows for an iterative solution for minimizing Equation 5.2, a
GPU parallelizable implementation of which is provided in [54]. We also employ a
hierarchical approach based on image pyramid of varying resolutions, which allows
for faster convergence.
To ensure color consistency between the current color image and the scene, we
also minimize the following photometric error:
 

X
EtC (ps ) =
kCt π Rgc,t
p + tc,t
− Cs (ps )k22
(5.3)
gc
c s
ps

which is evaluated for each scene point ps obtained during ray-casting with color
values Cs (ps ) and projecting it into color image Ct at time t with projection matrix
π. During our experiments, using the photometric error term was found to help in
avoiding mis-alignments in scenes containing predominantly flat areas.
We further employ Mahalanobis distance based outlier rejection and the camera
pose is reverted back to previous best estimate in case of an outlier.

4.2 Visual-Inertial EKF
We use the robust visual-inertial EKF system (ROVIO) described in [7], where
inertial measurements from an IMU are used for filter propagation while multilevel feature patches in the image are tracked for performing filter updates. The
odometry estimates from ROVIO are fed into the Camera Tracking module to
perform odometry update step as mentioned in Section 4.1.
ROVIO has several parameters to be defined, making it difficult to be used out
of the box for a new type of sensor. It was found that its performance is quite
sensitive to the IMU used, since the prediction routine of the EKF is performed
solely based on IMU readings. As we use two different visual-inertial sensors (refer
to Section 5) for our experiments, we had to tune the prediction parameters of
EKF to fit the particular IMU. More specifically, we had to tune for covariance
parameters related to the prediction of position, velocity, attitude along with the
gyroscope and accelerometer biases. First, we estimate the IMU intrinsics using
extended version of Kalibr [60]. The accelerometer and gyroscope noise parameters
obtained through Kalibr are then used to obtain decent initial estimates for EKF
covariance parameters. To further improve the parameters, we collected various
datasets with different motion patterns within the motion capture area. A simple
non-linear, local optimization script is then executed to find best fitting parameters
for the EKF such that the RMS error on the camera trajectory is minimized. We
used a derivative-free, bound-constrained BOBYQA algorithm [58] as implemented
in the NLopt non-linear optimization package [34].
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Figure 5.3: Submap corresponding to the active memory and the regions (1-4)
affected during each memory management iteration.
Having a high-frequency odometry system together with our modular Camera
Tracking module allows continuous tracking despite sensory drop outs in RGB-D
cameras.

4.3 Memory Management
In this section, we describe the voxel operations involved in GPU-CPU memory
transfers. Fig. 5.3 shows an instant of the submap inside the GPU which is stored
in the form of a voxel grid and a corresponding hash table. As the camera spans
across the scene (t → t + 1), the following actions are performed: (a) Voxels which
have not been updated for more than told sec (Region 1) are moved out to the
inactive memory. (b) Voxel locations belonging within the truncation bandwidth
µ around the new depth measurement Dt+1 (Region 2+3) are updated as follows:
In the absence of a voxel at a required location, its memory is allocated in the
active memory, else, the new depth measurement is integrated and that voxel’s
entry is updated in the Depth Fusion stage. (c) Inactive memory is searched for
presence of previously stored voxels belonging to Region 2+3. In case of a hit,
the required voxel entries are requested by the active memory. (d) Finally, the
voxels moved in as a result of previous request (Region 3+4) are integrated into
the active memory. We use transfer buffers as described in [35] for implementing
voxel transfers between GPU and CPU.

4.4 Incremental Raycasting
In the previous Section 4.3, we mentioned how voxels that are earlier moved out to
inactive memory are requested by the active memory when a place is revisited. In
this section, we describe a novel raycasting technique that incrementally estimates
the zero crossing of these moved-in voxels, thus making it possible to detect drift by
comparing it against the current raycast output. Further details on drift detection
and quantification are explained in Section 4.5.
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Figure 5.4: Incremental raycast technique. Zero crossing of the TSDF voxel grid
is incrementally estimated as the voxels are moved-in from the inactive memory.
Among the voxels being moved in, the ones with smaller SDF values (sdf ) and the
ones with higher number of fused observations in evaluating the SDF value (nobs )
are considered more reliable. So, we define voxel reliability measure R(v) ∈ [0, 1]
for a voxel v as follows:




nobs
|sdf |
R(v) = α
(5.4)
+β 1−
nmax
µ
where, nmax is the maximum number of observations after which no more observations are fused for evaluating the SDF value, and µ is the truncation bandwidth
for the SDF values. α and β are weights for the individual reliability terms.
Each individual voxel v and its corresponding hash entry h can then be used to
estimate a point p0,v on zero crossing surface using its SDF value as follows:
r=

h.pos − pc
kh.pos − pc k

(5.5)

p0,v = h.pos + {rsdf }
For each voxel v moved in at time t, a raycast estimate Rt? can be generated by
forward projecting the corresponding p0,v onto the camera’s image plane. In the
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Figure 5.5: Drift quantification using a Place Detector
case where multiple p0,v s project into the same pixel location, one with highest
reliability score is stored in R? along with the corresponding score. As the time
passes, more voxels are moved in and the raycast estimate can be further refined
incrementally. As depicted in Fig. 5.4, by picking the most reliable zero-crossing
entry among the newly moved-in voxels at time t + 1 and remapped raycast es?
?
timates Rt→t+1
from time t, the new raycast estimate Rt+1
can be obtained as
follows:
n
o

?
Rt→t+1
(u, v) = max Rt? (ú, v́) 3 Ft+1 Rt? (ú, v́) = (u, v)
R(.)

n
o
?
?
Rt+1
(u, v) = max Rt→t+1
(u, v) ∪ {p0,v 3 vVin }

(5.6)

R(.)

where, R(.) is the reliability measure associated with a zero-crossing/raycast estimate and Ft+1 is the forward projection operation for time t + 1.
It was observed in our experiments that the remapping stage results in sparsification due to multiple raycast entries falling into same pixel location during
forward projection operation. By initializing a random pixel entry neighboring to
the collision pixel location with the most reliable raycast estimate among the colliding candidates, one can quickly obtain dense raycast maps. The reliability score
associated with the newly initialized entry is same as the score of most reliable
candidate, but scaled by a fixed factor.
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4.5 Drift Quantification
Despite having an accurate Camera Tracking pipeline, over longer sequences the
system will drift in the pose. As can be seen in Fig. 5.5, the estimated camera
trajectory has drifted significantly from the actual camera trajectory over time.
This can cause problems in Depth Fusion stage, specially when a particular section
of the scene is re-visited after some time. A slight drift in pose can result in
wrongly fusing new depth values within the voxel grid resulting in a deformed
map. However, this problem can be easily addressed by not fusing the movedin voxels until the drift is quantified and corrected. This section explains how a
raycast of the scene from previous time visit (Section 4.4) can be used to quantify
drift in the camera pose.
Incremental Raycast module assumes that the previously visited part of the
voxel grid is within a truncation bandwidth search region around the current depth
measurement. Though this assumption is valid in cases of smaller drifts, it does
not hold true for larger drifts such as in Fig. 5.5. Increasing the search region could
solve this problem but comes with a heavy computational price. To address this
problem we use a Place Detector to provide a candidate pose from previous time
instants that resembles closest to the scene being observed. The Place Detector
module consists of a binary bag-of-words (BoW) database generated with local
image features, together with temporal consistency checks, as mentioned in [24].
But in addition to their database consisting of hierarchical bag of words, direct
and inverse indices, we also store the camera poses.
Now instead of using the current pose estimate for generating the incremental
raycast R? , we use the resulting pose of this Place Detector to generate the raycast
map. The drift can then be quantified by performing a simple ICP routine between
R and R? . If considerable drift is detected, a bundle adjustment is triggered within
the Pose Graph stage (explained in Section 4.6). As can be seen in the Fig. 5.5, the
resulting R? (Red) overlaps very well with the current scene’s raycast R (Cyan)
after applying the correction (Green).

4.6 Global Consistency
We use GTSAM [15] to perform global optimization on the 3D maps, after a
bundle adjustment trigger is set off by Drift Quantification stage (Section 4.5).
Pose estimates from the Camera Tracking module are used to link consecutive
nodes of the graph, while measurements are fed in the form of a triangular mesh
from Meshing stage. We use unary factors to impose priors on the graph and
a bundle adjustment is performed using Levenberg-Marquardt optimization. To
summarize, Algorithm 1 describes how globally consistent mapping is achieved,
over large scale, using the routines mentioned in previous sections.
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Algorithm 1: Large Scale Mapping Algorithm
Input: It is the current image. Vin and Vout are list of voxels moved-in and
moved-out respectively. Hin are hash entries and R? ray-casting
output corresponding to Vin generated using viewpoint TR? . Hout
are hash entries and M is mesh output corresponding to Vout .
Result: Corrected trajectory T ? and corrected 3D map M?
M ← toMesh(Vout , Hout )
// Sec. 4.3
if isPlaceRevisited(It ) then
// Sec. 4.5
TR? ← queryBoWDataBase(It )
else
TR? ← Tgc,t
c
? ,V ,H )
Rt? ← raycast(TR? , Rt−1
in
in
Tdrif t ← quantifyDrift(Rt? , Rt )
if Tdrif t 6= I4×4 then
T ? ← performBundleAdjustment()
M? ← deformMesh(M, T ? )

// Sec. 4.4
// Sec. 4.5
// Sec. 4.6

5 Experimental Setup
We perform thorough evaluations both in simulation and also in real-world. Our
real-world experiments include indoor datasets collected both with a hand-held
sensor-rig and a modified DJI Matrice M100 UAV3 (Fig. 5.6). The hand-held unit’s
sensor-rig comprises of a Visual-Inertial sensor and a Kinect for depth sensing. Our
DJI UAV is equipped with a sensor-rig comprising of a DUO-MLX visual-inertial
sensor4 and a Intel Realsense R200 camera for depth sensing. The UAV further has
a NVIDIA Jetson TX1 embedded GPU platform5 onboard for real-time computation. Simulator datasets are collected with a UAV in RotorS gazebo simulation
platform [21]. Ground truth for camera pose is available from OptiTrack motion
capture system6 providing sub-millimeter accuracy. To measure the accuracy of reconstructed meshes, we compare our optimized meshes against groundtruth scans
obtained from Leica Multistation MS507 laser scanner providing sub-millimeter
precise scene structure.

6 Results
In this section, we illustrate several experiments with results from our pipeline
in terms of scalability to large scenes, computational efficiency, camera tracking
3

www.dji.com/matrice100
duo3d.com/product/duo-minilx-lv1
5
www.nvidia.com/object/jetson-tx1-dev-kit.html
6
www.optitrack.com/
7
leica-geosystems.com
4
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Figure 5.6: DJI M100 UAV used for real-world experiments.
accuracy and scene reconstruction quality. We provide quantitative results for five
different datasets. We had to use custom datasets since there were not any open
source RGB-D datasets with IMU measurements and groundtruth scene for realworld scenario, with the kind of variation in camera motion and scene size needed
for our experiments. Though, note that we use the synthetic living room scene
from ICL-NUIM RGB-D dataset [30] for our simulator environment, but scaled
by a factor of 2 in size. Our dataset collection includes: (1) A Loopy dataset
with a very loopy camera motion, thus resulting in a lot of small loop closures
happening. (2) A Fast dataset with high translational and rotational velocities
of camera. (3) A Long dataset with camera motion spanning very long distances
resulting in meshes with tens of millions of vertices. (4) A RotorS dataset collected
with a UAV simulated in RotorS [21] simulation environment. (5) A UAV dataset
collected with our custom UAV in an indoor space. Some relevant statistics for
each dataset are presented in Table 5.1.
To benchmark our results against earlier works, we evaluated the performance
of InfiniTAM [35] and ElasticFusion [80] on our datasets. Our framework is shown
to perform comparable or better for all the above datasets as compared with the
benchmarks.

6.1 Scalability
Our efficient Memory Management module enables scalable mapping over longer
sequences. To monitor the GPU memory footprint, we collected a minute long
dataset and plotted the memory consumption. Fig. 5.7 shows the memory usage
on the GPU (in MB) as the camera explores new areas. As can be seen, in the
implementation without the memory management, more and more voxels had to
be allocated as new area is explored. As a result very soon the memory usage hits
the maximum limit of 1200 MB. Whereas, in the implementation with proposed
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Dataset

Loopy
Fast

Long †
RotorS
UAV

Source

Handheld
rig
Handheld
rig
Handheld
rig
Simulator
DJI
M100

Distance
covered
(total /
end-toend)

Average speed
(translational
/ rotational)

Volume
covered

Duration

#
frames

185 s

2784

42.379 m /
0.808 m

0.1650 m/s /
14.209 ◦ /s

149.649
m3

29.3 s

427

16.734 m /
0.893 m

0.4392 m/s /
35.484 ◦ /s

77.469
m3

84 s

1246

50.4 m /
6.2 m

0.4054 m/s /
20.895 ◦ /s

549.828
m3

58.8 s

1762

55.4 s

3308

20.731 m /
0.512 m
9.46 m /
0.84 m

0.3002 m/s /
14.235 ◦ /s
0.1732 m/s /
12.131 ◦ /s

1214.933
m3
56.549
m3

Table 5.1: Dataset statistics. Note the variation in platform used, camera speeds,
sequence length and volume covered.
memory management algorithm, the memory footprint has always stayed within
300-600 MB and only used half of the allocated memory despite more new area being covered. This proves that our technique can scale very well to longer sequences
covering large areas, while maintaining a bounded memory footprint on the GPU.
Consequently, our system is capable of generating highly dense meshes of about
20m × 10m × 3m large indoor spaces at resolution of 1cm resulting in a mesh
containing several tens of millions of vertices, as shown in Fig. 5.10b.

6.2 Timing
Timing results for our SLAM system are shown in Fig. 5.8. From our experiments,
run time performance is found to be affected by sensors used, computational platform involved and also most importantly on the voxel size used. Results for Simulator and Hand-held rig are computed on a Desktop PC running Ubuntu 14.04
with an Intel i7 PCU running at 3.4GHz, 39GB RAM and an NVIDIA GeForce
GTX 980 graphics card with 4GB memory. The difference in timing between these
two setups was due to the fact that Simulator has a wide-angle depth camera
which resulted in more voxels being viewed in each frame, thus resulting in higher
computation times. Results for Onboard and Onboard+ are computed on a Jetson TX1 embedded platform running Ubuntu 14.04, with RGB-D data available at
60Hz. For the Onboard setup, running the original system as is doesn’t achieve
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Figure 5.7: GPU memory usage with and without Memory Management. Note
that, with memory management, less than half the allocated GPU memory is used
at all times.
desired run-time efficiency. So, to improve computational speeds, in Onboard+
setup, we suppress the heavy visualization routines used in the GUI, since raycasting is one of the most expensive processes in the pipeline. Only the visible part
of scene is raycasted for performing camera to model tracking. We further speedup the performance by skipping ICP routine every few frames and only employ
odometry and color based tracking for every frame. In this setup we only raycast
the scene when ICP routine is performed otherwise just forward render the raycast
from previous iteration. Having a modular tracking pipeline allows us to easily
implement such changes. By saving time on raycasting and also the ICP routine,
we achieve real-time performance at frame rates close to 60Hz.

6.3 Camera Tracking
To evaluate the performance of camera tracking pipeline, we compared the estimated camera poses against the ground truth trajectories. Calibration between
sensors is performed using Kalibr [20]. Calibration between visual and motion
capture marker frame is done using batch estimation as described in [9]. Inertial
reference frames for motion capture and scanning framework are aligned offline in
a similar fashion for each dataset. A section of the ground truth aligned trajectory
from Loopy dataset can be seen in Fig. 5.9.
Tracking results for individual datasets are provided in Table 5.2. As it can
be noted, the tracking accuracy only barely degrades despite translational and
rotational velocities in Fast dataset being more than two times higher as compared
with Loopy dataset.
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Figure 5.8: Average per-frame timing results on different platforms with varying
voxel sizes. Reference red dashed lines indicates time corresponding to 30Hz and
60Hz performance.

6.4 Meshing
To measure the accuracy of reconstructed meshes, we compared our optimized 3D
meshes against groundtruth scans obtained from a high precision laser scanner.
CloudCompare [26] is used to register the point clouds and evaluate alignment errors. Some sample meshes produced from various datasets can be seen in Fig. 5.10.
Mesh accuracy results for individual datasets are provided in Table 5.2, showing
our superior reconstruction quality compared to benchmark methods.

7 Conclusion
In this work, we described a framework for GPU accelerated dense SLAM using
RGB-D + Inertial sensors with robust camera tracking and globally optimal map
generation, that can scale well to large areas. We particularly showed satisfactory
performance for different kinds of datasets involving variations in camera motions
and size of the mapped area, both in simulation and real-world scenarios. Our
results have shown that a robust camera tracking pipeline is crucial for using dense
SLAM methods on agile robotic platforms such as a quadrotor UAV. Moreover we
have proven that its possible to achieve highly accurate mapping at very high frame
rates even on computationally constrained platforms. In future work, we plan to
test our framework for much longer sequences spanning even larger areas.
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Figure 5.9: Loopy dataset: Comparison of a segment of estimated trajectory with
groundtruth from motion capture system.

Dataset
Loopy

Fast

RotorS

Method

Tracking
accuracy

Mesh accuracy
(mean ± std)

Ours
ElasticFusion
InfiniTAM
Ours
ElasticFusion
InfiniTAM
Ours
ElasticFusion
InfiniTAM

11.93 cm
12.16 cm
29.17 cm?
12.14 cm
23.88 cm?
84.41 cm?
3.08 cm
3.37 cm
3.21 cm?

24.06 mm ± 14.97 mm
25.79 mm ± 32.45 mm
41.16 mm ± 25.83 mm∗
24.98 mm ± 15.46 mm
50.42 mm ± 64.70 mm∗
highly distorted
5.25 mm ± 4.99 mm†
6.41 mm ± 4.80 mm
5.34 mm ± 5.23 mm∗

Table 5.2: Tracking and reconstruction results for some datasets. Compared to
benchmark results from ElasticFusion [80] and InfiniTAM [35], our results show
significant improvement. (? - Tracking fails halfway through the dataset. † - While
our system achieved better mean, ElasticFusion achieved slightly better standard
deviation in RMS error. ∗ - evaluated only until the point where tracking fails and
the mesh gets distorted thereafter. )
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(a) Loopy dataset

(b) Long dataset

(c) RotorS dataset

Figure 5.10: Meshing results from various datasets.
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Abstract
This paper describes a system for autonomous spray painting using a
Unmanned Aerial Vehicle (UAV), suitable for industrial applications. The
work is motivated by the potential for such a system to achieve accurate
and fast painting results. The PaintCopter is a quadrotor that has been
custom fitted with an arm plus a spray gun on a pan-tilt mechanism.
To enable long deployment times for industrial painting tasks, power and
paint are delivered by lines from an external unit. The ability to paint
planar surfaces such as walls in single color is a basic requirement for a
spray painting system. But this work addresses more sophisticated operation that subsumes the basic task, including painting on 3D structure, and
painting of a desired texture appearance. System operation consists of (a)
an offline component to capture a 3D model of the target surface, (b) an
offline component to design the painted surface appearance, and generate
the associated robotic painting commands, (c) a live system that carries
out the spray painting. Experimental results demonstrate autonomous
spray painting by the UAV, doing area fill and versatile line painting on a
3D surface.
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1 Introduction
Robotic painting using a UAV has the potential to produce accurate (predictable
and repeatable) painted appearance, to be low-cost, and to avoid the need for
scaffolding and ladders. This motivates our work on PaintCopter for autonomous
spray painting. A basic painting task is to paint a planar surface such as a wall in
a single color. This paper attacks a larger challenge that subsumes the more basic
task in two ways - with the ability to paint on 3D structure, and to paint texture.
Fig. 6.1 provides an illustration in which painting is being done on a synthetic rock,
and the goal is to paint a uniform base color and then to overlay color striations, in
order to produce a (user-designed) rock-like surface appearance. This type of task
- with the two dimensions of painting on a 3D object and painting a texture for
theming/styling - is the motivation for our work. It requires a more sophisticated
approach than the single color wall painting problem, and explains design choices
that might have been avoided with more basic functionality - for example, the use
of a spray gun on a pan-tilt unit (PTU) instead of on a rigid mount.
This paper describes a fully integrated pipeline from 3D capture of a target
structure, through a user’s design of the desired surface appearance, through to
a live autonomous system with two modes of spray painting - area-fill and line
painting. The contributions of the work are (a) the first demonstration to our
knowledge of an autonomous UAV for spray painting, and (b) a complete case study
with an exposition of application challenges, adopted solutions, and quantitative
and qualitative experimental results.
In the remainder, Section 2 describes related work, Section 3 describes design
and hardware, Section 4 covers software architecture, Section 5 covers control of the
UAV and spray gun, and Section 6 describes the full painting pipeline as a multistage mission. Section 7 provides experimental results and finally we conclude with
some remarks in Section 8.

2 Related Work
Painting is one of the earliest applications of industrial robots. Several systems
have been proposed to achieve desired spray patterns on complex surfaces. Among
the early works on trajectory planning for spray painting applications is the work of
Suh [72]. The proposed method is iterative and takes into account the geometry of
the object to be painted, coating uniformity and painting time. The approach has
been demonstrated on planar surfaces. In [1] an improved trajectory generation
framework for spray painting is presented that takes into account the tool model,
paint distribution and coating uniformity. The approach has been validated on
various curved surfaces. A method to achieve photorealistic gray-scale images on
large planar surfaces has been presented in [68]. The algorithm generates toolpath based on image segmentation and a timing algorithm computes tool speed
at each path point to avoid oversaturation. Handheld sprayers are combined with
automatic control for the paint delivery in [59, 70]. These proposed systems mainly
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(a)

(b)

(c)

(d)

Figure 6.1: (a)-(b) The PaintCopter is a modified commercial quadrotor UAV.
An arm holds a spray gun on a pan-tilt unit, outside of the reach of rotor wash.
Power and paint are supplied from an external source, to enable unconstrained
flight time. Spray painting experiments are done either with paint on a canvas (c)
or with water (d), in which case the spray pattern is visualized with a thermal
camera.
focused on coverage coating for automotive industry using industrial manipulators
in structured environments.
UAVs are growing increasingly prominent within the precision agriculture domain for applications such as pesticide spraying. Commercial products such as DJI
MG-1S1 are already in use and research systems for efficient pesticide delivery [18]
are being developed. Using UAVs for painting is relatively new. In [23] a method
to create stippling prints using quadrotor UAV was presented. Their method exclusively used an external motion capture system and was demonstrated only on
planar canvas for short flight durations. In [22] the authors improved the system
by supplying power via tether, thus being able to paint for extended durations.
However, no painting delivery method was proposed and as a result the UAV has
to regularly refill the ink by dabbing on a sponge filled with the ink. The work
1

www.dji.com/mg-1s
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Figure 6.2: PaintCopter and its hardware components
presented in this paper aims to achieve complex spray patterns on 3D surfaces for
extended periods and it is not limited to working under motion capture systems.

3 Hardware Description
The PaintCopter and its hardware components are shown in Fig. 6.2. It has the
following components: (a) A modified quadrotor platform with a custom arm and
spray gun mounted on a pan-tilt unit, (b) Onboard electronics - a sensor rig and
two computers, and (c) A tether composed of a power line and a paint line, leading
to offboard power and paint sources.

3.1 Platform
The UAV hardware consists of a DJI Matrice 1002 that is augmented with a custom
arm and a spray gun mounted on a pan-tilt unit (PTU), as shown in Fig. 6.3.
The arm consists of three carbon fiber tubes in a triangular configuration, with
3D printed aluminum mounts, and a total weight of 140g. The PTU has two
Dynamixel3 AX-12A servo motors to allow yaw ±90◦ and pitch ±45◦ control of
the spray gun. An additional servo actuates the spray release, with controllable
2
3

https://www.dji.com/matrice100
http://www.robotis.us/dynamixel/
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Figure 6.3: Spray gun mounted on a Pan-Tilt Unit (PTU)
aperture between closed and open positions. A compliant spring - as depicted in
Fig. 6.2 - is placed at the end of the arm beyond the spray gun, to prevent damage
in case of accidental contact with the painting surface. The spring is located above
the center-of-mass with the effect that, in case of contact with a surface, the UAV
is pushed backwards in a predictable way (rear-end tip) with no loss of control.
The onboard electronics have been shifted as far as possible to the opposite side
of the UAV from the arm, to counter-balance the weight on the arm. As a result,
the center-of-mass remains close (40mm) to the center axis of the platform. The
total weight of the modified UAV is 4200g.
The UAV is tethered to provide a continuous supply of power and paint, to avoid
constraints on deployment time. The tether consists of a paint line and compressed
air line, a power line, and an ethernet cable for data streaming, and arrives from
above the UAV. A rotor cage prevents the tether from coming into contact with
the propellers. The length of the tether can be adjusted depending on the size of
the UAV’s workspace. Having the tether arrive from above or below the UAV is
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an application-dependent choice. For a tether that arrives from below, the drag
limits maximum altitude. For a tether that arrives from above, drag is avoided but
the external power and paint units must be above the painting surface, say on the
roof of a building or on a cherry picker that is positioned above the painting area.
Though we tested both choices, for our small scale experiments we work mainly
with the first choice since the drag is minimal.

3.2 Onboard Electronics
The onboard sensor rig consists of a S360 stereo camera4 sensor, an ADIS IMU5 ,
and an Intel RealSense R200 depth camera6 . The sensors are calibrated against
each other using Kalibr [20]. The S360 is used for visual-inertial odometry, while
the RealSense offers depth and color information.
PaintCopter has two computers for performing onboard operations. An Intel UP
board7 is used for flight control software and processing visual-inertial odometry.
A Jetson TX2 board8 is used for performing GPU processing involving dense 3D
mapping and localization. It is also used to direct the spray gun (more detail in
Section 5.3). Both these boards are communicating via ethernet with a base station
for high-level inputs via a graphical user interface (GUI). Note: All processing is
performed onboard to avoid unexpected behavior in cases of communication loss
or time delays.

3.3 Offboard Electronics
Offboard power is realized using a ground unit (1600W 220AC/400DC step-up converter) and onboard unit (2400W 400DC/24DC step-down converter). The UAV
battery was replaced by a custom high voltage DC/DC converter, along with associated modification to the communication protocol to cater for the modification.
The advantage of a high voltage tether between the offboard unit and the platform
is that it can be realized using thin wires (22-24 AWG). The offboard paint unit
consists of an air compressor operating at 1-4 bar, and a paint reservoir.

4 Software Architecture
The software runs on three computers - the Intel UP board, Jetson TX2, and a
base station. All processes critical to the UAV operation are executed onboard and
not on the base station, so that communication failure or time delays cannot cause
a malfunction of the UAV operation. Fig. 6.4 shows an overview of the software
packages. In the rest of this section, we briefly describe each module integrated or
developed in our system.
4

http://www.zurichsense.com
http://www.analog.com
6
https://software.intel.com/en-us/realsense
7
http://www.up-board.org/
8
https://developer.nvidia.com/embedded-computing
5
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Figure 6.4: Flowchart indicating individual packages and data transfers.
Modules involved in autonomous flight are executed on the Intel UP board.
The S360 driver module provides the grayscale images and IMU data from the
S360 camera. ROVIO [7] performs visual-inertial state estimation - inertial measurements from the IMU are used for filter propagation while multi-level feature
patches in the image are tracked for performing filter updates. The Pose Sensor
Fusion [49] module uses an Extended Kalman Filter (EKF) to further fuse the
pose estimates from ROVIO with the UAV’s IMU data, to give high frequency
odometry estimates. A ROS interface for the DJI platform provides an interface
for the onboard autopilot developed by the manufacturer. The Position Controller is based on non-linear model predictive control [37] and uses the odometry
data together with position commands to provide attitude commands to the DJI
autopilot. The controller is explained in more detail in Section 5.
Modules related to the PTU control and SLAM modules are executed on
the Jetson TX2 platform. The R200 driver module provides the depth and
RGB images from Realsense camera. We integrated the SLAM system from our
previous work [75], which uses odometry data from the Pose Sensor Fusion
module together with the depth and RGB images to provide accurate UAV pose.
Modifications made to the SLAM system are detailed in Section 6. The PTU
driver module provides ROS interface to the dynamixel motors and the servo.
The PTU control module uses the pose estimates from the Pose Sensor Fusion
module along with the target spray points on the painting surface to provide motor
commands to the PTU.
The Base Station is a Linux machine running the GUI for launching different
processes on both the onboard computers. The GUI is also used to visualize
data streams from the various sensors and to monitor the core processes, such as
SLAM and UAV control. The user can send high-level commands to the UAV,
for example, to initiate autonomous flight mode, to provide a painting command
sequence etc. The Relocalization Node aligns the map from the current mission
with the previously scanned map of the environment, to ensure a consistent global
frame of reference.
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5 UAV Control
5.1 Trajectory Tracking Controller
A model-based predictive controller [37] is used to follow the reference trajectory generated by the task planning module. The controller is based on a cascade
scheme, where a high level trajectory tracking controller is generating attitude commands to be followed by the low level attitude controller running on the platform
autopilot. The trajectory tracking controller takes into consideration the physical
limitations of the platform and compensates for external disturbances such as wind
and forces due to the power and paint lines as described in [37, 64].

5.2 System Identification
The behaviour of the inner attitude loop is taken into account in the trajectory
tracking controller. To this end, a system identification procedure is followed [65].
We apply an excitation input of the platform in the form of attitude commands
and the system responses are recorded. A first order model of the system behaviour
is derived following frequency domain system identification techniques.

5.3 Spray Gun Control
Given that the UAV is in vicinity of the desired target location, the pan-tilt motors
have to be controlled such that the spray gun is always pointing in the direction
G =
of a given target spray point in space. Now, given a target spray point Pref
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(6.1)

6 Painting a Surface
body
0
where, TG
is the pose of the UAV’s body frame in G and Tbody
and η are hardware design parameters. Please refer to Fig. 6.3 for coordinate system convention
and other notation.
Furthermore, the servo actuating the spray gun’s nozzle is opened only when
the spray gun is within a defined distance from the target spray point. See more
on the spray gun’s operational range in Section 7. Modulating the paint release
between barely open to fully open aperture depending on the distance to the rock
was found to have barely noticeable effect on the end result so it’s always fully
open when in operational range from the target spray point.

6 Painting a Surface
The proposed painting pipeline has been designed as a multi-session process. First
the target surface is scanned and a Truncated Signed Distance Field (TSDF) plus
associated data (mesh, hash table) is stored to disk9 . Next is an offline stage, in
which a user can specify a desired surface design, using the 3D model visualized in
a GUI. Note that the user is specifying appearance only, and not anything to do
with UAV control. The desired surface design is used to automatically compute
waypoints for the UAV, and target spray points on the surface for the painting.
Finally in an online painting session, the UAV uses the stored 3D model to relocalize itself against the target surface, and follows the trajectory defined by the
waypoints. The spray gun is directed according to the target spray points on the
surface.

6.1 Scanning the Target Surface
The target surface is scanned using the method presented in [75] with the UAV
under manual control, as shown in Fig. 6.5a. The scan generates a TSDF which is
stored on disk with an associated mesh and hash table. The scanning framework
is a GPU parallelized SLAM system capable of using photometric data, depth
data, and visual-inertial odometry from an active RGB-D sensor to build accurate
dense 3D maps of indoor environments at high frame-rate. The system has been
designed to be robust to abrupt camera motion typically observed on dynamic
systems such as a UAV. A hybrid CPU-GPU framework enables scanning of large
scale environments that exceed GPU memory alone.

6.2 Specifying the Surface Design, and Task Planning
The stored 3D model is used in two ways - firstly to enable a user to specify the
surface design for the painted surface, and secondly as a basis for generating metadata that defines the painting mission - the UAV waypoints and the target spray
points on the surface.
9

The term ‘3D model’ is used in the remainder to refer to this data.
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The generation of painting commands for arbitrary textures, which would include
effects like color gradients, is out of scope for this work. Here we address two types
of painting - area fill and line painting - that are sufficient for painting a base color
with overlaid striations. Area fill is currently based directly on the line painting,
with the user manually specifying a lawn mowing line pattern to cover the desired
area of the target surface (although this is clearly amenable to be automated). Line
painting is specified in a GUI that shows a visualization of the stored 3D model,
and allows the user to specify an arbitrary line for painting, as shown in Fig. 6.5b.
The desired painting is first split into set of continuous line segments and a
painting mission is generated for each individual segment. Each line segment on
the target surface defines the target spray points for the spray gun control described
in Section 5.3. The preliminary waypoints for the UAV are generated as follows.
For each target spray point, its surface normal is projected onto the ground plane.
A corresponding waypoint for the UAV is generated at a fixed offset from the spray
point along its projected surface normal, while the orientation of the UAV points
towards the target spray point. The preliminary waypoints are then smoothed
using a LOWESS filter [13] by fitting a locally-weighted polynomial regression,
and a final set of waypoints is generated (Fig. 6.5c). As seen in Fig. 6.6 , this
smoothing avoids crossovers and high accelerations in the UAV trajectory arising
from areas of high curvature on the target surface.
The mesh of the scanned target surface is also used to generate feature descriptors
that are used for relocalization in the painting session. In summary, the data for
the target surface after this stage of processing consists of the TSDF, mesh, hash
table, UAV waypoints, target spray points on the surface, and feature descriptors
for the surface.

6.3 Painting Session
The flowchart for the online system is shown in Fig. 6.7. The three components
of the painting session are (a) initialising the coordinate frame at startup, (b)
waypoint traversal (c) the painting itself.
Initialising the coordinate frame at startup
To be able to use the 3D model plus associated meta-data such as waypoints and
target spray points obtained from the task planning stage, we need a way to operate
the UAV in the same global reference frame as that of the pre-scan session. So,
on startup, the coordinate frame of the UAV is initialised by aligning it to the
coordinate frame of the stored 3D model as follows. The TSDF and hash table of
the stored 3D model are loaded. The UAV scans the target surface for a few seconds
using the SLAM system, in an arbitrary coordinate frame determined by its start
location. The scanning is performed in reserve memory in the GPU, and does not
affect the loaded 3D model. A TSDF is generated for the live view of the target
surface which is used to generate a point cloud with associated normals, and the
Relocalization Node computes the transformation between the live point cloud
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and the stored 3D model.
For relocalization, global alignment between the live point cloud and the stored
3D model is achieved using fast global registration [82].10 . ICP is then performed
between the two point clouds to refine the transformation. The computed transformation is supplied to the Camera Tracking module of the SLAM system as a
pose alignment correction, thus putting the SLAM system into the same coordinate
frame as the stored 3D model. The transient scene data in reserve GPU memory is
discarded, and the SLAM system proceeds according to its normal operation but
with Depth Fusion turned-off (since the 3D model is not being updated).
Waypoint traversal
Waypoints for the painting mission are part of the meta-data computed earlier
during the task planning. These waypoints are input to the Path Planning
module, which performs polynomial trajectory optimization to generate feasible
polynomial trajectory segments for the UAV . The implementation is based on [61]
with extensions to the non-linear optimization described in [8]. The optimization
is performed such that the snap space of the polynomial segments is continuous,
while respecting the constraints on maximum UAV velocity and acceleration. After receiving a high level input from the base station to initiate painting, these
polynomial segments are sampled by the Trajectory Sampler module to obtain
feasible reference waypoints for the Position Controller (Fig. 6.5d).
Painting
During waypoint traversal, the direction of the spray gun is adjusted using the
PTU to direct paint at the target spray points on the surface, as described in
Section 5.3 (Fig. 6.5e). The UAV motion is coupled to the control of the PTU by
defining a velocity vref = ℘/ttraj , where ℘ is the total length of the painting curve
on the surface, and ttraj is the estimated time for executing the full trajectory,
as obtained from the Path Planning module. Iterating through the target spray
points at vref ensures that the drone trajectory and painting proceed in a coupled
way and terminate at the same time, assuming that the UAV is moving at uniform
speed. The latter assumption is not guaranteed but the PTU has a large workspace,
and the system is able to compensate for deviations in the UAV’s speed from the
average speed.

7 Experimental Results
The system has been tested in simulation and in real-world indoor experiments.
Simulation tests were performed using the RotorS [21] gazebo simulation platform.
10

There are alternative ways to realise this stage in our application, for example the UAV may
be starting from an approximately known position, which is a practical option that can be
encoded in the meta-data for the stored 3D model.
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Indoor tests used either the Vicon motion capture system11 or the SLAM system
for localization - in the remainder, it is stated explicitly when SLAM is used.
At take-off, AprilTag fiducials [57] viewed by a downward-facing camera are used
to supplement the SLAM system. This was needed to remove accumulated drift
during take-off due to drastic scale changes in the downward facing camera. This
is special-purpose, used for robustness at launch only. Most of the paintings are
done with water instead of paint. A FLIR thermal camera12 is used to show the
spray pattern on the surface. The work of this paper can be illustrated with water
spraying, and that is much more convenient to use. Nevertheless, in Section 7.4,
we provide a result when actual paint is used. Outdoor experiments are future
work - items to be investigated are the effects of wind, and the effect of a longer
tether length.
In the remainder of the section, quantitative and qualitative experimental results
are provided for area fill and for line painting. Various representational designs are
painted to demonstrate line painting - this differs from our application goal which is
to paint abstract themed/styled texture, however the representational line painting
aids evaluation.

7.1 Tracking Accuracy
During painting, the spray gun is positioned in the 5-15cm range from the rock
surface. For line segments to have uniform line thickness on the surface, a constant
distance (about 10cm) of the spray gun from the surface is maintained.
The quality of the painting result depends on the accuracy of camera tracking,
and a comparison of the pose estimates of the SLAM system with ground truth
from the Vicon motion capture system is shown in Fig. 6.8. The trajectory is
more than 150m in total length and is several minutes long with several sharp
accelerations. The total Root-Mean-Square (RMS) error is around 7cm, indicating
that the SLAM tracking accuracy is precise enough for the UAV to operate in close
proximity with the target surface.

7.2 Painting Accuracy
Three different metrics are used to evaluate the accuracy of a painted pattern.
For the first metric, the location of the physical spray pattern on the surface is
inferred by intersecting the spray gun direction with the 3D model of the surface
throughout the mission. (The nozzle produces a conical spray, and the axis of the
cone is intersected with the 3D model). This inferred spray pattern is compared
with the pre-specified spray pattern, and a plot of error over time is shown in
Fig. 6.9a. This is a typical experiment, and the error in the spray location is
almost always within 4cm and the RMS error is 2.12cm. The second metric is the
error in actual yaw and pitch of the spray gun during the experiment compared
11
12

https://www.vicon.com/
https://www.flir.com/
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with the desired yaw and pitch at each time instant. This is shown in Fig. 6.9b.
The error in both yaw and pitch is almost always within ±5◦ , with the RMS error
of 2.05◦ and 3.94◦ in yaw and pitch respectively. Due to the conical nature of the
spray, to get uniformly thick line paintings, it’s crucial that the nozzle stays at a
fixed distance from the target surface. So, as a third metric, we compare the error
in nozzle’s distance to the target surface. This is shown in Fig. 6.9b. The error in
distance from the surface is almost always within ±5cm, with a standard deviation
of 1.88cm.
The PTU is needed for painting in concavities, in which case the system aligns the
spray direction as nearly as possible with the surface normal. The PTU also allows
dexterity in doing painting without needing to do aggressive UAV maneuvers. To
evaluate the contribution of the PTU, the spraying accuracy is compared with and
without an actuated PTU. Fig. 6.9a shows that spraying accuracy degrades by
almost 4 times when the PTU is not actuated. Further, one can see jumps in error
when using a non-actuated PTU (between 90-95 and 105-110 s), which is not the
case when using an actuated PTU. This happens when the UAV passes through
curved regions on the target surface where the need for an actuated PTU is more
evident.

7.3 Need for a Dense 3D Model
This section describes how having a dense 3D model of the target surface is essential
to painting quality. During Task Planning, the 3D model is used in the generation
of the UAV trajectory that ensures it is at all times close to the target surface.
But further, the dense point normals are used to determine spray gun orientation,
to ensure that paint is sprayed in a direction normal to the surface. This generates
a uniform painting result even on a surface with convexities and concavities. In a
scenario where the dense 3D model is not available, one can imagine performing an
experiment where the UAV follows the provided painting pattern in a 2D plane close
to the target surface with the spray gun always pointing forward. This particular
experiment is chosen as a baseline to compare our approach. Fig. 6.10 shows a
qualitative comparison of the painting result obtained from the baseline experiment
versus our approach for a given pattern. The latter performs significantly better,
justifying the approach and the need for a dense 3D model of the target surface.

7.4 Qualitative Results
Fig. 6.11 shows examples of area filling and line painting in thermal imagery.
Fig. 6.11a, 6.11d are painted on a 3D rock surface, whereas, Fig. 6.11b, 6.11c are
painted on a flat surface. This shows the adaptability to different target surfaces.

8 Conclusion
This paper has described the PaintCopter, an autonomous UAV for spray painting.
The motivation is to do accurate themed/styled painting on 3D surfaces, while
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avoiding the need for scaffolding and ladders. We demonstrated the ability to
do area fill painting in order to lay down a base color on a 3D surface, and line
painting to overlay striations. A key future challenge is to paint color gradients.
In summary, this paper has defined a general formulation for the robotic spray
painting problem, has described challenges and proposed solutions, and hopefully
has provided valuable insights into the problem by showing a full pipeline and
experimental results.
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(a) Target surface is scanned and a
3D model is stored to disk

(b) A GUI-based tool allows a
user to specify the surface design on the 3D model

(c) UAV waypoints plus target
spray points on the surface, automatically generated during task
planning

(d) The UAV follows the specified
waypoints by localizing against the
3D model

(e) The PTU is controlled to direct
spray at the target spray points on the
surface

Figure 6.5: Steps in specifying and doing area fill painting for a square region on
a target surface.
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Figure 6.6: Effect of heading direction smoothing in generating the UAV trajectory. Note: Using raw heading directions results in a UAV trajectory with
crossovers and sharp turns, which result in high UAV accelerations (red arrows)
(Fig. 6.6b). In contrast, the trajectory generated from smoothed heading directions has no crossovers or high accelerations, and is a much smoother trajectory
(Fig. 6.6c).
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Figure 6.7: Flowchart indicating individual modules and data transfers involved
in the online SLAM pipeline. Only showing relevant modules. Please refer to [75]
for a full description.
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Figure 6.8: SLAM position estimates as compared with ground truth. The average RMS error (in red) is about 7cm.

61

Error in spray point location (in cm)

Paper II: PaintCopter: An Autonomous UAV for Spray Painting on 3D Surfaces

16

Actuated PTU
Non-actuated PTU

14
12
10
8
6
4
2
0
90

95

100

105

110

120

115

Tim e (in sec)

Error in Yaw, Pitch (in degrees)
and distance to target (in cm)

(a) Error in spray location
20

15

Yaw error
Pitch error
Distance error

10
5
0
-5

-10
-15
90

95

100

105

Time (in sec)

110

115

120

(b) Errors in yaw, pitch and distance to target surface

Figure 6.9: Results for painting accuracy during line painting.

(a) User
pattern

provided

(b) Painting result when 3D
model is not used

(c) Result from our approach
that uses the 3D model

Figure 6.10: Improvement in painting quality by using 3D model.
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(a) Bear

(b) Matterhorn

(c) ASL-DRZ

(d) Area-fill

Figure 6.11: Area fill and line painting results. Note: For longer duration missions
(a, c), images at earlier and later timesteps have been overlaid to show the full
design, because the water evaporates quickly from the surface and its thermal
signature disappears. (a-c) use motion capture system for UAV tracking whereas
(d) uses SLAM. (b) uses paint and the rest use water.
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Abstract
PaintCopter is an autonomous unmanned aerial vehicle (UAV) capable of
spray painting on complex 3D surfaces. This work aims to make PaintCopter more user-friendly and to enable more intuitive human-robot interaction. We propose a virtual reality interface that allows the user to
immerse in a virtual environment, navigate around the target surface and
paint at desired locations using a virtual spray-gun. A realistic paint simulator provides a real-time pre-visualization of the painting activity that can
either be processed right away or stored to disk for later execution. An efficient optimization based planner uses this information to plan the painting
task and execute it. The proposed planner maximizes the paint quality
while respecting the spray nozzle constraints and platform dynamics. Our
experiments show that the interface allows the user to make precise modifications to the target surface. Finally, we demonstrate the use of virtual
reality interface to define a painting mission, and then the PaintCopter
carrying out the mission to paint a desired multi-colored pattern on a 3D
surface.
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1 Introduction
Painting is a key element of maintaining an artificial structure’s visual appeal. It
needs to be precise and repeatable to maintain the original artistic value. Robotic
painting offers a low-cost solution for painting high-rise buildings and structures
by eliminating the need for scaffolding. Furthermore, by automating the entire
painting process, humans can avoid working in hazardous environments.
PaintCopter [76] is an autonomous UAV that was designed to be able to autonomously spray paint on complex 3D surfaces. In that work, a painting mission
is defined by starting from a 2D line drawing that is projected onto a target surface from a desired viewpoint. Though this is a useful interface, it doesn’t provide
complete flexibility to the user in being able to accurately modify the target surface. In the real-life scenario, a painter is used to painting on the surface by freely
waving a spray gun in order to achieve the desired effect. So, the purpose of the
proposed interface is to enable the user to have similar capabilities in controlling
the UAV. Such an interface has the benefit of being most intuitive to use, even for
an inexperienced user.
For a multi-color texture on a 3D surface, the automatic generation of the
painting mission is a complex task [16]. This paper proposes an alternative and
manually-guided approach in which a human painter works naturally to paint a
surface in a virtual environment, and the human activity is converted to painting
commands.
Ideally, the chosen interface should meet the following criteria: (a) Provide a
close to real-life painting experience. (b) Be able to capture valuable information
such as hand motion, colors used and the produced end result. (c) Provide valuable
visual feedback to the user regarding the painting activity.
Virtual Reality (VR) technology has made great progress in recent years. Though
traditionally the technology was mainly used for gaming applications, it is being
increasingly used for various robotics applications. VR devices come with a head
mounted display (HMD) which allows the user to be fully immersed in a virtual
environment. In addition, a pair of hand controllers allow the user to perform
actions and manipulation tasks that can be used to command robots in the real
world. Moreover, most of the commercial VR devices take advantage of powerful
gaming engines such as Unreal and Unity which allow users to develop a wide range
of realistic scenarios, intelligent characters and objects with realistic dynamics and
kinematics [63]. Hence, a VR interface is chosen as the interface to command
PaintCopter.
This work describes the design choices and details regarding various features of
the proposed VR interface. The main contributions of this work are:
• Design of an intuitive VR interface to enable high-level control of an autonomous spray painting UAV.
• Development of a paint simulator that can generate realistic renderings of
the painting session.
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(a)

(c)

(b)

(d)

Figure 7.1: A user (a) in the virtual environment (b) can intuitively operate the
PaintCopter (c) while getting instant feedback of the painting activity (d).
• Formulation of an efficient optimization based planning strategy to generate
commands for the UAV.
In the remainder, Section 2 highlights some related work, Section 3 describes
design of the VR interface and how the data from the VR environment is processed,
Section 4 describes the paint simulator which generates realistic pre-visualization
of the painting activity that serves as a valuable feedback to the user and Section
5 describes the formulation of the optimization based task planner that provides
commands to the UAV. Section 6 provides experimental results and finally we
conclude with some remarks in Section 7.
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2 Related Work
Human-robot interaction is a vast field with several advances made in the
design of unique interfaces for many robots. Depending on the robot and the application at hand, the interfaces and the level of human involvement can widely
vary. In the context of this work, we are mainly interested in interfaces that only
provide high-level inputs to autonomous robots. Interfaces for human interaction
with UAVs include [53], [51] where face detection along with hand gesture recognition is used to command a UAV. Such methods, however, have a limited library of
possible UAV actions and lack precise control of the trajectory that is needed for
an application such as painting 3D surfaces.
Virtual and Augmented reality headsets allow for more immersive interaction
with robots. A study on user interfaces for multi-robot scenario [62] shows that
virtual reality improves situational awareness without increasing the workload of
operators. The authors in [44] use an augmented reality headset that allows the user
to provide paths to the UAV by drawing them on a 3D model of the terrain. The
live camera feed from the UAV is then streamed back to the user as feedback. VR
technology is used to address several UAV applications, such as area coverage and
target following in [32], highlighting the endless possibilities for such a technology
in robotics.
Painting robots have traditionally been used in industrial setting for surface
coating [11], [2]. Robot manipulators are commonly used for such applications and
are predominantly used within the automotive industry. However, there is also a
line of research focusing on artistic painting. A visual feedback guided mechanism
to paint using acrylic colors is mentioned in [45]. An optimization routine solves for
appropriate color and stroke placement on the canvas at each time instant. The
authors in [67] use a 6DOF manipulator to produce watercolor paintings while
giving the user control to occasionally adjust the parameters such as brush type,
dilution etc. during the process. A 7DOF manipulator equipped with a pen is used
in [71] to produce line drawings on arbitrary surfaces using impedance control.
Using UAVs for painting is relatively new. UAVs have larger workspace compared
to industrial manipulators and can be a lot more dynamic. A tethered platform
can fly for longer duration and cover larger areas, making them an ideal choice for
painting related applications. In [22], an ink-soaked sponge attached to a tethered
UAV is used to paint stipples on a canvas to generate dotted paintings. Our
previous work [76] describes a fully autonomous UAV that is capable of painting
a reference line drawing on arbitrary 3D surfaces. This work aims to design an
immersive and interactive interface for a user to operate such a UAV.

3 VR Interface
In this section, the design of the VR interface and processing of the data from the
VR environment are described.
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3.1 Interface Design
The device of choice is HTC Vive. It has an HMD, two base stations and two
hand controllers, namely navigation controller and painting controller. The user is
physically present in a replica of a painter’s cradle. The physical cradle is stationary
at all time and it defines the operation space for the user. The cradle design is
inspired from what one typically finds on cherry-pickers for lifting painters to high
and inaccessible areas.
The virtual environment is developed within Unreal game engine. Even though
the software was designed to work with HTC Vive, the proposed system is not
limited to work with a particular VR headset. Switching to an alternative VR
system would only require modifying the interface to Unreal game engine. The
virtual environment consists of a 3D scan model of the target surface and a virtual
cradle on which the user stands. The 3D scan model can be obtained either by the
UAV [75] or by a Leica Multistation. The virtual cradle is an exact model of the
physical one and can be operated with the navigation controller. The cradle has
an additional tracker that is used to initialize the pose of the virtual cradle at the
start, to make sure that the user always starts by facing the 3D model. A view of
the virtual environment and the user in a cradle can be seen in Fig. 7.1.
The functionality of the virtual cradle is similar to the real-life scenario where the
user has to first navigate and reach the target location to paint. Using the trackpad
on the navigation controller, the user can navigate anywhere in space and stand in
a desired orientation, thus having 4DOF control in positioning the virtual cradle.
The painting controller can be used in two different modes, painting mode or
viewing mode. Painting mode is active when the trackpad is pressed. In this
mode, the user can paint on the virtual 3D surface using a virtual spray-gun.
Viewing mode is active when the user presses the trigger on the controller. In this
mode, the UAV can be commanded to inspect the target surface with its onboard
camera. This mode is useful for the user to get feedback of the painting mission
before any further modifications to the target surface.
The VR data captures the user activity and it consists of VR state messages
(s) which are published at 90 Hz. Each state message stores 6DOF virtual spraygun pose (nozzle_pose), 4DOF virtual cradle pose (cradle_pose) and paint-hit
(paint_hit) locations. Each state message belongs to one of the three different
modes: idle, painting or viewing. The state messages are by default in idle mode.
The state messages are in painting or viewing mode if the painting controller is in
painting or viewing mode respectively. In idle mode the navigation controller’s pose
is published as cradle_pose at all times. In both viewing and painting mode, the
painting controller’s pose is used as nozzle_pose. Additionally, in painting mode,
paint_hit comprises of 3D location along with a normal of the surface where the
virtual spray-gun is currently painting.
Visual feedback to the user is vital for improved situational awareness. We
modify the appearance of the rock surface in real-time depending on the usecase below. This is accomplished by projecting a color image onto the target
surface in Unreal engine. Visual feedback using a paint simulator - the paint
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simulator is used to render the appearance of the rock model from a fixed viewpoint.
In addition, the user can see a ray emerging from the virtual spray-gun’s nozzle
to get an intuition for the paint hit location. Visual feedback from a live
painting mission - the images arrive from the onboard camera on the UAV and
the estimated camera pose is used for obtaining the projection matrix.
The VR interface can be used either in an offline session or a live session.
During the offline session, the VR data can be stored to disk and processed for
execution by the UAV at a later point of time. In the live session, the user can
command the UAV instantly, as shown in Fig. 7.1c. Based on the visual feedback,
the user has the ability to make the needed adjustments.

3.2 Processing VR Data
In this section, we describe how the data from VR interface is processed in order
to plan a mission for the PaintCopter. VR data is broken down into “segments"
(S) and each segment is processed sequentially to plan a “task". Task planning
(PlanTask (S, mode)) involves processing a segment to generate waypoints for the
UAV and the Pan-Tilt Unit (PTU) that controls the spray-gun. If the resulting
path is not in collision with the obstacles, the task is executed. More details
regarding this can be found in [76]. Depending on whether the VR data is from
an offline session or from a live session, it’s segmented and processed in different
ways. In processing pre-recorded data, a segment consists of all the states from
the moment the trigger/trackpad is pressed till the moment it’s released. In live
session, VR state messages are pushed to a queue (Q) as and when they arrive and
are processed ‘oldest-first’ to avoid skipping any messages. The queue is broken
into segments based on a threshold ∆seg .
During the live processing, it’s important that the user feels like they are painting
instantly without any latencies. However, latencies usually occur due to time
consumed in processing each segment and also from the fact that the UAV is usually
incapable of painting at the speeds as that of a free waving hand. Having large
latencies can deteriorate the user experience. So, the live processing is designed
in a way such that the latencies are minimized and the user experience is least
affected.
The latency is reduced by making the following choices: (a) As the user is
navigating around the target surface, whenever the virtual cradle is farther than
a threshold (∆seek ) from the UAV’s current position (r), the UAV is commanded
to seek the virtual cradle to avoid large latency in getting into start position at
the beginning of a viewing/painting activity. (b) When the user is painting on the
surface from a very large distance (≥ ∆f ar ), large sections of the surface can be
painted in a short time. Painting such a large pattern can take much longer time
than what is needed to paint it in the virtual environment. Also, considering the
fact that painting from a very large distance to the target surface is unrealistic,
we restrict the user from painting on far away target locations. In addition, visual
text feedback is sent to the user to move closer to the rock (SendFeedback()). (c)
Since messages are processed in segments, the UAV doesn’t start moving until the
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hand moves a certain distance. To avoid this, an interrupt is generated when the
trigger/trackpad is pressed and the first VR state message is used to move the
UAV from its current position to this state. (d) If the user is painting at faster
speeds, a virtual UAV pops up in the user’s field-of-view, indicating the current
UAV position in the real-world. This acts as a feedback that tells the user to paint
slower if the UAV is not able to catch up to the speed of the hand. (e) Once the
trigger/trackpad is released an interrupt is generated that stops any more incoming
VR state messages from entering the queue and the user is notified to wait before
painting again. Any new states are accumulated only once the entire queue is
empty. This ensures that there is no buffer over-flow as time progresses. Though
having the user to wait is undesirable, usually this wait time is less than a few tens
of seconds.
Data processing during a live session can be summarized in Algorithm 2, where,
back(), pop_front() and push_back() are vector operations for (a) accessing last
entry, (b) extracting first entry and (c) adding a new entry. In our experiments,
we typically use ∆seek = 1m and ∆f ar = 1m.
Algorithm 2: Process VR states queue Q
if Q.isEmpty() then PlanTask (S, S.back().mode); return;
s ← Q.pop_front();
if s.mode == painting then
if ks.paint_hit - rk ≥ ∆f ar then
SendFeedback(“Move closer to the rock");
S.clear(); dseg = 0; return;
dseg += ks.paint_hit - S.back().paint_hitk;
S.push_back(s);
if dseg ≥ ∆seg then PlanTask (S, painting);
else if s.mode == viewing then
dseg += ks.nozzle_pose - S.back().nozzle_posek;
S.push_back(s);
if dseg ≥ ∆seg then PlanTask (S, viewing);
else
if ks.cradle_pose - rk ≥ ∆seek then
PlanTask (s, viewing);
if s.isFirstState() then PlanTask (s, s.mode);

4 Paint Simulator
To get a pre-visualization of the appearance of paint on the target surface, we
developed a paint simulator. The need for such a simulator is two-fold: (a) To
provide instant feedback to the user in VR environment during the live session
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and (b) to evaluate the accuracy of the painting when the offline session data
is processed and the mission is executed inside the RotorS simulator [21]. Paint
simulator uses the nozzle dynamics, the nozzle properties (cone angle and flow rate)
and the paint properties (scatter and reflectance) to figure out how the target
surface would look like after spray painting. This is achieved, at real-time, by
accurately modeling the appearance of the surface (with a certain background
color) being sprayed by multiple layers of different colors, with variable thickness
of paint layers. Hence, in essence, the paint simulator provides a substitute for real
visual feedback. Some features are absent from the current simulator, in particular,
surface properties (absorption), paint runs and ability to vary ambient lighting, but
are envisaged for future work.
Nozzle dynamics dictate the position and orientation of the nozzle at each time
instant. In the live session the user’s hand orientation in the VR environment,
whereas, in offline session, the nozzle on the virtual UAV in the RotorS simulator is used as the nozzle orientation. While the visualization for the first mode is
instantly available and helps the user in getting a quick preview of the painting
commands, the visualization in second mode is useful for evaluating the end-result
of a painting mission after the UAV executes the commands in the RotorS simulator, thus providing an intuition for what to expect if the mission is executed on
the PaintCopter.
The paint flow from the nozzle has been modeled according to the findings
of [5]. The atomized flow through the nozzle is found to be spraying out in a
conical manner with the amount of paint distributed in a Gaussian manner. The
parameters for this model, such as nozzle cone angle and the flow rate are found
empirically from experiments. The orientation of the nozzle and its distance to the
rock surface is used to keep track of the amount of paint deposited on each triangle
on the mesh representation of the rock surface. A very well-established KubelkaMunk (KM) theory [40] is then used to model the appearance of rock surface with
layered painting involving multiple colors. Finally, an image rendering of the rock
surface is transferred to the VR environment so that the user can visualize the
painted rockwork and get a preview.

5 Task Planning
Task Planning involves generating feasible waypoints for the UAV and the reference
joint angles for PTU. In our previous work, we proposed a smoothing planner for
generating smooth trajectories for the UAV. While the UAV executes this trajectory, the PTU is controlled to spray at the reference points on the target surface.
In such an approach, the PTU is used mainly to correct for the UAV’s disturbances from the planned trajectory and hence the PTU is not used to its full
potential. Moreover, the smoothing results in the nozzle spraying further away
from the surface’s normal direction and it has been shown in the previous work
[76] that spraying away from the surface normal results in lower quality in the end
result.
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In this work, we propose an optimization based planner, that can produce better painting quality while respecting the spray nozzle constraints and platform
dynamics. To illustrate the improvement over the smoothing planner, we choose
an ideal scenario where the UAV is perfectly following the planned trajectory. For
this chosen scenario, Fig. 7.2a shows reference PTU angles, UAV’s heading and
the nozzle’s deviation from the surface normal direction over time. In the case
of the smoothing planner, since the UAV is always perfectly aligned towards the
target spray location, the reference joint angles for the PTU are zero. Moreover,
the deviation of the nozzle from the surface normal direction is large (4.5 cm on
average and up to 10 cm at times). Alternatively, as seen in Fig. 7.2b, in the case
of the proposed planner, the PTU is utilized to a greater extent, which results
in minimal deviation of the nozzle from the surface normal direction (0.4 cm on
average and less than 2 cm at all times) and thus producing better quality painting. Furthermore, the reference UAV heading and PTU joint angles are smooth,
respecting the physical constraints of the UAV and the PTU.

5.1 Optimal Planner
Notation: UAV states are defined as suav = [x, y, z, ψ, θ1 , θ2 ], where r = [x, y, z]
is the UAV’s position, ψ is its yaw and θ1 , θ2 are the pan and tilt values of the PTU.
Nozzle states are defined as snozzle = [px , py , pz , ψ1 , ψ2 , ψ], where p = [px , py , pz ]
is the nozzle’s position, h is the nozzle’s heading with ψ1 ∈ [0, 2π) as its azimuthal
angle and ψ2 ∈ [0, π] as its polar angle (see Fig. 7.3).
To get an optimal path for painting, we start by determining suitable states for
the nozzle at each time instant. Each triangle (with vertices t1 , t2 , t3 , center
t and normal n) in the mesh, that is affected by the painting action, defines
an initialization for a nozzle state along with a set of constraints limiting the
space within which the nozzle states are sampled (see Fig. 7.3). Then, a two-step
optimization approach is used to sample better states in successive iterations. In
the first stage of optimization, the states are defined as s = [px , py , pz , ψ1 , ψ2 ], and
in this stage, new states are sampled while avoiding big changes in nozzle’s position
and orientation. Then a second stage evaluates the desired UAV orientation ψ by
minimizing changes in the UAV’s position and heading. Optimization is terminated
when the maximum iteration limit is reached. Finally, UAV states are obtained
from the nozzle states using inverse kinematics equations.
Initialization for each nozzle state is chosen as:
s0nozzle = [t + d∗ n, ψ1 ([−ny , −nx ]),
cos−1 (−nz ), tan−1 (−ny , −nx )]
where, d∗ is the desired distance for a nozzle to be spraying from.
such that it is in the range [0, 2π).
A set of constraints are imposed on the nozzle states to ensure
is always spraying at the desired target location on the surface.
the nozzle position p = [px , py , pz ] ensure that the nozzle stays

(7.1)
ψ1 (.) is defined
that the nozzle
Constraints on
within a range
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Figure 7.2: For a chosen scenario, PTU reference angles, distance of nozzle from
the target spray location and deviation of nozzle’s location from the surface normal,
vs. time.
[dmin , dmax ] from the target location t and furthermore, the nozzle is spraying
at an incidence angle no greater than θinc . These constraints are similar to ones
proposed in [6], and are formulated as follows:
 


(p − t)T n
d
  min 

T
(7.2)
−(p − t) n ≥ −dmax , i ∈ {1, 2, 3}
0
(p − ti )T ni
where, ni are normals of separating hyperplanes that define the state space respecting the maximum incidence angle constraint, as shown in Fig. 7.3. Constraints on
the nozzle heading [ψ1 , ψ2 ] ensure that the nozzle is always spraying towards the
target location t = [tx , ty , tz ]. Assuming a nozzle’s output is typically characterized by a cone with an aperture angle θ, these constraints can be formulated as
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Figure 7.3: Optimal planner notation.
follows:
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, if ty ≥ py
, otherwise

(7.3)

#
± θ/2

where, β = kt − pk.
The constraints can be further simplified as:


ti − pi
cos(ψi ) ∈
cos(θ/2) ± αi
β

(7.4)

i
where, i ∈ {1, 2}, t1 = tx , t2 = tz , p1 = px , p2 = pz and αi = sin(cos−1 ( ti −p
)) sin(θ/2).
β
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By using small angle assumption on changes in heading between successive iterations ψi − ψik−1 , cos(ψi ) can be written as cos(ψik−1 ) − sin(ψik−1 )(ψi − ψik−1 ).
As a result, at each iteration k, the constraints in Eq. 7.4 can be linearized to give:
ti cos(θ/2)
cos(θ/2)
− γi − αi ≤
pi − sin(ψik−1 )ψi
β
β
ti cos(θ/2)
− γi + αi
≤
β

(7.5)

where, i ∈ {1, 2}, γi = cos(ψik−1 ) + ψik−1 sin(ψik−1 ) and, αi and β are evaluated
using pk−1 .
The optimization objective for evaluating the state sk at iteration k is to minimize the squared distance to preceding and succeeding states sk−1
, ssk−1 along
p
with the estimate of the state from previous iteration, sk−1 . As highlighted in
[6], the intuition behind this is to shorten the tour by minimizing the jumps in
position and orientation of the nozzle and also to limit the improvement from the
previous iteration. This small improvement is essential to justify our small angle
assumption made in obtaining Eq. 7.5. In addition to these, we also minimize the
squared distance of the nozzle from the normal direction kn × (p − t)k2 . This cost
term pushes the nozzle to spray from a position closer to the normal direction of
the target triangle.
The resulting convex optimization problem takes the shape of a Quadratic Program (QP) with linear constraints and can be formulated as follows:
min
s

s.t.

(s − sk−1
)T A(s − sk−1
) + (s − sk−1
)T A(s − sk−1
)
p
p
s
s
+ (s − sk−1 )T B(s − sk−1 ) + qT Cq


0
−nz
ny
0
−nx  (p − t),
q =  nz
−ny
nx
0

(7.6)

constraints(7.2)&(7.5)
where, A = diag([ca , ca , ca , cb , cb ]), B = diag([cc , cc , cc , cc , cc ]), C = diag([cd , cd , cd ])
and diag(u) is a diagonal matrix with elements in u along the diagonal. ca , cb , cc , cd
are tuning parameters. We use qpOASES [19] to solve the above QP.
The second stage optimization solves for the heading of the UAV ψ by minimizing
its difference to previous and successive state’s heading ψp , ψs along with the UAV’s
squared distance to previous and successive position rp , rs . This is achieved by
minimizing the cost function:
min (ψ − ψpk−1 )2 /dp + (ψ − ψsk−1 )2 /ds + ce d2p + ce d2s
ψ

s.t.

dp = kr − rk−1
k2 , ds = kr − rpk−1 k2 ,
p
isN otInCollision(r, ψ)
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where, isN otInCollision(r, ψ) checks if the UAV with position r and heading ψ is
in collision with the target surface. ce is a tuning weight parameter. A brute-force
search is used to solve for the UAV heading ψ by searching at fixed increments in
the range [0, 2π). Given the optimal states s from the first stage optimization, the
position of the UAV r is evaluated for each ψ using inverse kinematics equations.
In practice, more than one previous and successive states are used to evaluate
the cost function described in Eq. 7.7. This is found to generate much smoother
trajectories.
The output of the above optimization routine is a set of waypoints defined by
suav . These waypoints are connected with minimum-snap polynomial trajectories (segments). These trajectory segments are of fixed time and are defined by
independent polynomials for each of the flat-output variables [x, y, z, ψ]. The polynomials are evaluated using the unconstrained QP solution provided in [61]. We
use two different time-allocation policies for evaluating segment times: Uniform
and Gradient preserving. Uniform: The user defines a fixed painting speed for
each individual segment, to get uniform paint density along the pattern. Gradient
preserving: The segment times are evaluated as per the user’s painting speed in
the VR environment, thus preserving the gradients in the end result. Fig. 7.4 illustrates the end result when employing the two different time allocation policies
for a single given dataset where the user paints multi-color strokes at an increasing speed to obtain a gradient. In the rare cases where the user paints at speeds
not feasible for the UAV, the time per each segment is scaled up and the nozzle
flow rate is scaled down by the same factor so that the desired gradient effect is
obtained while keeping the trajectory feasible. However, this has only been tested
in simulation since our nozzle doesn’t support adaptive control of the flow-rate.

6 Experimental Results
In this section, experimental results are provided for paintings of various colors on
a rock surface of approximately 4.6 m×2.2 m at a height of 2.6 m above ground
(Fig. 7.5a). Experiments to evaluate the interface and validate the paint simulator
are provided below. Finally, some qualitative results of a long painting activity are
shown at various stages, both in simulation and in real-world.

6.1 Interface Accuracy
To test the accuracy of the VR interface, we simulated a maintenance task of
spraying mildewcide to treat mold growth on a rock surface. The mold is simulated
by applying hydrochromic paint along a contour on the rock surface, as seen in
Fig. 7.5a. On contact with water, hydrochromic paint turns transparent, revealing
the texture beneath. So, by spraying water on the contour, we simulated the
scenario of spraying mildewcide. In such a setup, the accuracy of the system can
be visually evaluated.
Within the virtual environment, the user is able to identify and spray along
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(a) Uniform

(b) Gradient preserving

Figure 7.4: Different time-allocation policies for path planning result in different
appearances.
the chosen contour, as seen in Fig. 7.5b. A painting mission is then planned and
executed by the UAV to spray water along the chosen contour, as seen in Fig. 7.5c.
This experiment demonstrates that a user in the virtual environment can clearly
identify visual features on the target surface and paint accurately along the desired
contour. The end result (Fig. 7.5d) shows no trace of the hydrochromic paint, which
emphasizes the accuracy of the painting.

6.2 Interface Latency
During a live VR session, the VR states are processed in segments, as mentioned
in Section 3.2. In such a scenario, the user observes latency between the paint-hit
location of the virtual spray gun and the UAV’s nozzle. For a chosen scenario,
where the user was spraying a 7.75 m long area-fill pattern at an average speed
of 8 cm/s, we show in Fig. 7.6 the latency metrics as a function of time. The
latency in time (LT) is defined as the difference between the timestamps of the
current incoming VR state and the first VR state of the segment currently being
processed. This latency depends on the speed at which the user is painting and
also the threshold ∆seg . In addition to the above factors, the time needed for task
planning plus the time needed to execute the segment results in the UAV falling
behind the user’s hand. The latency in distance (LD) is defined as the distance by
which UAV’s nozzle is lagging behind the virtual nozzle along the pattern.
In Fig. 7.6a, ∆seg is chosen as 1 m, resulting in 8 segments in total. The
average processing time for planning a task is 356 ms per segment and the UAV is
commanded to paint at the speed of 8 cm/s. In this configuration, LT is between
10-15 sec and LD is between 1-1.5 m. Alternatively, in Fig. 7.6b, ∆seg is chosen as
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0.5 m, resulting in 16 segments in total. The average processing time for planning
a task is 189 ms per segment and the UAV is commanded to paint at the speed of
15 cm/s. In this configuration, LT is between 5-8 sec and LD is between 0.3-0.9 m.

6.3 Task Planner Comparison
In Section 5, with an example scenario, we showed that the optimal planner exploits
the full potential of the PTU to generate better quality end result. Fig. 7.7 shows
the PTU angles from a real experiment and it can be clearly noted that in the case
of the smoothing planner, the PTU is merely used for correcting for deviations
from the planned path whereas, in the case of the optimal planner it’s used to a
greater extent.

6.4 Paint Simulator Validation
This section describes the experiments performed to validate the models and assumptions made in the design of the paint simulator (Section 4). For this, we
use a laser printer to print layers of colors on a non-fluorescent sheet of paper.
Non-fluorescence is required as we do not want the reflected light to affect the
color measurements. Fig. 7.8a shows the printed specimen for a sample yellow
color. From right to left, there are 1, 2, 4, 8 and 16 layers of the same color. The
increase in the number of layers printed increases the thickness of the color and
tends to saturate as the thickness tends to increase to infinity. A picture of the
non-fluorescent paper is captured so that we can eliminate the uneven illumination
mathematically in the calculation of reflectance. Fig. 7.8b shows theoretical plots
as compared with experimental data, and we see that the trend of the reflectance
values obtained from the KM model is similar to those obtained by measuring
through a camera.

6.5 Qualitative Results
In this section, we provide some qualitative results of the user’s painting activities
involving area-fill and line drawings with multiple colors. The data from the VR
environment is processed by the task planner to generate painting missions for each
individual activity. Renderings of the surface as generated by the paint simulator
and the images captured from the real-world are compared at various stages in
Fig. 7.9, showing the close resemblance between the simulation and reality. But,
despite using human operator’s commands to execute a painting, there are several
differences in the painting process and the end result achieved by the UAV in
comparison to the human: (a) We found that the UAV is significantly faster than
a human in painting large areas. This arises from the fact that the user has to
navigate using the cradle for accessing areas beyond the hand’s reach, whereas, the
UAV can perform the painting in one continuous motion. (b) An expert human
is very good at choosing the painting parameters that minimize undesired effects
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such as paint run. Our UAV at the moment doesn’t model these while planning
its path and hence is incapable of tuning the necessary parameters in the flight.

7 Conclusion
In this paper, we presented a virtual reality interface for a spray painting UAV. The
proposed interface is immersive and allows even an inexperienced user to command
the autonomous UAV. As a part of this work, we developed a paint simulator that
allows for quick pre-visualization of the user’s painting activity. Furthermore, we
proposed an optimization based planner for generating higher quality paintings
compared to our earlier work. Our experimental results show that the interface
is accurate enough to have precise control over the painting activity and has low
latencies. However, we occasionally notice undesired effects such as paint run. In
the future, we envision being able to tune painting parameters in the flight so as
to avoid such artifacts.
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(a) Contour defined by applying hydrochromic paint.

(b) VR user view

(c) Progress

(d) End result

Figure 7.5: Accuracy test: spraying water on a specific contour.

81

Paper III: A Virtual Reality Interface for an Autonomous Spray Painting UAV

4

Latency in time (in sec)
Latency in distance (in m)

3.5
3
2.5
2
1.5
1
0.5
0

0

40

20

60
time (sec)

80

100

2
1.8
1.6
12
1.4
10
1.2
1
8
0.8
6
0.6
4
0.4
2
0.2
0
0
120
0
16

Latency in time (in sec)
Latency in distance (in m)

14

(a) ∆seg = 1m, speed = 8cm/s

20

40

60
time (sec)

80

100

8
7.2
6.4
5.6
4.8
4
3.2
2.4
1.6
0.8
0
120

(b) ∆seg = 0.5m, speed = 15cm/s

Figure 7.6: Latency metrics.

(a) Smoothing planner
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Figure 7.7: Optimal planner uses the PTU to a greater extent.
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Figure 7.8: Paint simulator validation experiment. (a) Non-fluorescent paper
with layered paint of increasing thickness (right-to-left) (b) Measurements follow
theoretical model.
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(a) Simulator output

(b) Real-world painting

Figure 7.9: Qualitative results comparing the multi-color painting activity, (a)
as rendered by the Simulator, and (b) as captured in the real-world. The activity
involves drawings made in the VR and projection of pre-defined patterns onto the
surface.
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A Data-driven Planning Framework for
Robotic Texture Painting on 3D Surfaces
Anurag Sai Vempati, Roland Siegwart, Juan Nieto

Abstract
Painting textures on 3D surfaces requires an understanding of the surface
geometry, paint flow and paint mixing. This work formulates automated
painting as a planning problem and proposes a solution based on a selfsupervised learning framework that enables a robot to paint monochromatic non-uniform textures on 3D surfaces. We developed a method that
iteratively decides the actions to take based on constant feedback of the
painting process. Inspired by recent results, we formulate our solution using a recurrent neural network (RNN) to decide where and what to paint
on the surface at each time instant. Specifically, the paint delivery tool’s
flow rate, orientation and position relative to the surface at each time instant are evaluated. This data can then be processed by a robot’s planner
of choice for generating a painting mission that can achieve the desired end
result. We evaluate the proposed approach by providing qualitative and
quantitative results of the different components. Furthermore, we validate
the effectiveness of the approach for the application by providing renderings from a paint simulation environment and show how a robot executes
the planned painting mission on a generic 3D surface.
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1 Introduction
In small workspaces, such as, automotive paint shop, robots are widely used to
perform very accurate painting tasks on a variety of surfaces. Such robots can
show superhuman levels of performance in being able to coat a surface in a uniform way. A complete coverage and uniform thickness across the entire surface
is easily achievable. However, robot painting in large scale environments, such as
a construction site, requires a mobile robotic platform. Some recent works, such
as Pictobot [2] and PaintCopter [76], have developed mobile robotic solutions for
painting large areas in much faster and economical ways. However, such robots
lack human levels of dexterity when it comes to generating non-uniform textures,
for example, in the case of artistic painting. The task is further complicated when
having to paint on 3D surfaces, for instance, in maintenance of themed environments. While an artist has a deep understanding of how a desired appearance
can be achieved by applying appropriate strokes with right colors, achieving the
same with a robot is quite complicated. This work aims to present an approach for
automated painting of textures on 3D surfaces based on a self-supervised learning
framework. The proposed approach is flexible to be used by any mobile painting
robot.
Typical robot art techniques involve pointillistic art [23], brush strokes [67],
among others. Pointillistic art is easy to accomplish since it is just a simple mapping
between pixel intensity of the texture and the paint thickness of the tool. In brush
stroke techniques, the types of brushes used is limited. However, spray painting
is the preferred method for spraying large scale areas to achieve better painting
quality in a faster and economical way [2]. But, in the case of spray painting,
the paint distribution is more complicated and each point on the surface could be
affected by different spray commands. Hence, the decomposition problem is more
complex.
Recently deep learning methods have been developed to understand the inverse rendering problem of going from an appearance to the process that created
it [17, 25, 28, 29, 81]. While these methods generate compelling results for simple
datasets, such as digit generation, they perform poorly on complicated textures
with greater details. Moreover, traditionally, automated painting robots have been
limited to 2D surfaces. Such robots are limited to operate in a 2D space. Our
work aims at providing a computationally efficient solution to this inverse rendering problem using a data-driven approach. Our method is suited for spray-painting
in 3D space, using robots such as [76].
The contributions of this work are:
• A data-driven formulation of the planning problem in automated painting,
based on self-supervised learning framework.
• The use of mesh parametrization techniques to enable (a) extracting texture from a given 3D model, and, (b) generating robot commands from the
network’s output that can be used to plan a robot’s path in 3D space.
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Figure 8.1: A user-defined appearance of the 3D surface is processed by our
algorithm to directly plan a path for a mobile painting robot to achieve the desired
result. Modules in green are part of this work and the others are part of our
previous works.

2 Related Work
Robots could offer a cheap, flexible, fast and safer alternative to a human painter.
Automated painting using robots in an industrial setting has become prevalent,
typically in places such as an automobile body paint shop. Using just the CAD
model, paint gun trajectories can be generated automatically for free-form surfaces [10, 69], such that paint thickness and uniformity is guaranteed. Robotic
manipulators are very precise and can be programmed to do repetitive tasks such
as surface coating of an object. Much recently, mobile robots are being used in
situations when either farther areas need to be reached or larger areas need to be
painted [2, 76]. Such robots while being superior to humans in terms of precision
and speed, lack drastically in the creative abilities. Artistic painting with robots
involves painting non-uniform textures on a canvas, typically involving multiple
colors and tools. An optimization algorithm is proposed in [68] to generate photorealistic images by applying increasingly finer strokes to the canvas in an iterative
way. A similar iterative approach for acrylic painting with different stroke styles
is provided in [45]. Watercolor painting using a 6DOF manipulator is proposed
in [67], where occasionally a human expert can intervene to make parameter ad-
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justments and hardware variables. Though such optimization based techniques
generate compelling results, they require heavy computation times.
Deep learning is an attractive alternative to traditional optimization based techniques that try to solve the inverse imaging problem of going from a given texture
image to a process that generates the texture as the end result. The authors
in [81] use reinforcement learning to generate policies for painting strokes. Stroke
generation is modeled as a Markov Decision Process and policy gradient method is
used for updating the policies during learning stage. A sequence-to-sequence variational auto-encoder (VAE) based approach for generating sketches is proposed
in [29]. This work is however only limited to simple doodles. The RNN architecture proposed in [17] infers latent space parameters from an image using an
iterative approach by attending to one object at a time. In [25], an adversarially
trained agent generates a program which is executed by a graphics engine to interpret and sample images. The proposed model discovers pen strokes that give
rise to MNIST [43] and OMNIGLOT [42] characters and brush strokes that give
rise to celebrity faces. However, the results for the CELEBA dataset [47] are of a
lower quality. The authors in [16] propose a solution for automated spray painting
with mobile robots. However, their system produces a “command map" which only
provides information on where to paint what at discretized locations in space. In
this work, we are interested in obtaining the continuous process that resulted in
the end result. A recurrent encoder-decoder network to generate binary and RGB
images is proposed in [28]. An encoder encodes the reference image and gives out
a latent distribution which is then sampled by the decoder to generate the image
after a fixed number of time steps. This approach is best suited for our application
and hence we use it as a starting point to design our network.
All the above mentioned works only work on 2D canvas. Extending the problem
to 3D greatly increases the complexity of the problem and is non-trivial. Using
ideas from computer graphics literature, we propose a method that allows operating
the network in 2D domain, while the robot is commanded to operate in 3D domain
to paint any generic surface.

3 Methodology
Fig. 8.1 shows the overview of our method. We start off with a monochromatic
textured 3D model in the form of a 3D mesh with associated color information.
Mesh parametrization of the surface geometry allows us to extract a UV map. UV
mapping is a well know 3D modelling procedure that defines a mapping between
a texture’s pixel location and 3D model’s coordinates and is commonly used to
apply a texture to a 3D surface. The UV map allows us to project the mesh
onto a 2D plane. A texture image Iref is then extracted from the 2D mesh’s color
information. A layering procedure generates successive layers for the paint network
to process using Iref and the current canvas state cref . Given a reference layer
Lref , paint network generates paint commands consisting of, paint location, paint
volume and spray pattern for each time instant t using an RNN. The paint network
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decides the painting commands iteratively based on the feedback from the canvas
state ct . After painting for a total of T time-steps, the canvas state cT is read out
as cref for extracting the next layer.
Finally, after several layers of painting, by using the UV mapping of the surface,
output of the network is exported as waypoints for the robot path planner. As
the robot executes the desired trajectory in a simulated environment, the result of
this painting activity is rendered in real-time using a paint simulator. This aids in
qualitative assessment of the executed painting mission. Please note that the robot
planner and the paint simulator are not the focus of this work. We only included
them in Fig. 8.1 to illustrate the entire pipeline.

3.1 Texture Extraction
In modern day computer graphics software, such as Blender, a digital artist typically modifies the appearance of a 3D mesh by the method of texture painting.
A typical artist workflow involves performing a UV unwrapping of a 3D mesh,
followed by painting, using a tool of choice, either directly on the 3D surface or on
the texture map in 2D. Since there are various options available for UV unwrapping, there could be instances where the paint pattern looks very different on 3D
surface as compared to the 2D projection. This could include pattern distortions
and discontinuities (adjacency is not necessarily preserved in UV unwrapping. So,
spraying adjacent faces on 3D mesh, could affect non-adjacent pixels in the UV
map). So, instead of being confined to using a specific UV mapping or edit the 3D
mesh in certain ways, we keep our approach agnostic to the editing phase. Given a
3D mesh with certain appearance, we propose a way to extract a 2D texture image
from the model that is later processed by the network. Another benefit of such an
approach is that a scanned 3D model of the surface can be directly used within
our pipeline.
UV unwrapping involves performing a mesh parametrization. Mesh parametrization involves finding an R2 mapping for the vertices (and hence faces) of a 3D mesh
that is defined in R3 . Mesh parametrization almost always results in distortion of
the mesh faces, though several methods exist that can minimize this distortion. We
choose as-rigid-as-possible (ARAP) mesh parametrization [46] provided by LibIGL
library [33] for UV unwrapping since both distances and angles are preserved to the
best possible extent while parametrizing the mesh. As a result the faces preserve
their shape when projected into 2D space and hence the distortion is minimized.
While this approach works best for our use case, more complex geometries would
require making cuts along high distortion areas, which will then result in multiple
patches of texture that can then be individually processed by the network. For this
work, we use single patch ARAP parametrization on simpler geometries (shown in
Fig. 8.2a, 8.2c), for the sake of simplicity and to provide a proof-of-concept.
The spray gun generates a spray pattern of radius 5 cm with paint density
distributed in a Gaussian fashion. In our network, we process texture patches of
32 × 32 pixels and spray it with pattern of radius 4 pixels. This defines the scale
for the mapping between texture image and the R2 mesh. Now, given a mesh
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Figure 8.2: (a, c) 3D models used within this work to define a desired appearance.
(b, d) Textures extracted from them.
projected to R2 , we fit a bounding box around it and generate a texture image
by reading the pixels from the OpenGl display buffer. The size of the texture
image is calculated based on the dimensions of the bounding box. A larger texture
image would require the network to process higher number of patches. Hence, to
minimize the size of the resulting texture, we first fit a minimal area bounding box
around the 2D mesh using rotating calipers method [73] and then rotate the mesh
such that the bounding box is axis aligned. Within the scope of this work, we
only address monochromatic textures, since having multiple colors will require an
understanding of how paints mix and how the appearance varies when individual
layers of different colors are overlaid. So, all the extracted textures are converted
to grayscale at this point.

3.2 Layering
A texture can have sharp gradients in intensity and hence a modulated spray nozzle
will have to spray along regions with less jumps in the paint density. Another way
to reduce this variation is to paint in multiple layers. Each layer has minimal
variation in the paint density distribution over the surface, however, when added
up, the resulting appearance can have desired gradients.
The given texture image is separated into several layers based on the intensity of
the texture image. If the texture image is imagined as a topographical map with
height corresponding to the intensity value, the layers are obtained by slicing this
map at various levels of intensity. By subtracting the existing paint on the surface
from this slice, we obtain the reference layer for the next iteration of painting.
An ideal network would be able to paint the layer perfectly, however, a spray
nozzle is unable to generate sharp details such as edges and corners. Hence, as a
baseline for our network, we generate a best possible outcome for spray painting
by applying a Gaussian filter on individual layers and generating the end result
by accumulating them, as seen in Fig. 8.3a. It can be observed in Fig. 8.3b that
the network manages to get acceptable levels of accuracy at each layer. However,
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some details are blurred and paint strokes are visible in the base layer.

(a) Ideal spray paint output

Reference
Texture

Base
layer

Layer 1

Layer 2

Layer 3

Layer 4

Final
reconstruction

(b) Actual spray paint output

Figure 8.3: Layer-wise paint result for the monochrome texture extracted from
MILAN model.

3.3 Paint Network
PAINT Dataset: We use images from the ETHZ synthesizability [14] dataset to
generate data for training and validating the paint network. Each image is first
resized to 32 × 32 size and converted to an 8-bit grayscale image since we focus on
painting monochromatic textures as a part of this work. Each grayscale image is
then divided into 4 layers based on intensity thresholds, as described in Section. 3.2.
The intensity threshold for base layer is the 20th percentile of the pixel intensities
of the image. The successive layers are thresholded at intervals of multiples of 50.
Each layer is first eroded off by applying erosion filter and is in addition smoothed
by a Gaussian filter with standard deviation of half the paint spray radius. This is
done to avoid small and sharp features such as edges and corners in the data which
are anyway not achievable with a spray nozzle. The smoothed layers are rotated
in multiples of 90◦ to get 4 different textures per layer. This results in a total of
256740 images, of which 80% are used as training dataset, 10% as the validation
set and the remaining 10% as the test set.
Network Architecture: The paint network processes a given image and produces the spray paint parameters at each instant of time. The paint network’s
architecture is based on the idea of a variational auto-encoder [39], since they are
proven to be extremely efficient in understanding generative tasks. An encoder
network captures salient information in the input data x by modeling the distribution of the latent code z. From this latent code distribution, a decoder network
tries to identify controllable parameters determining the spray paint output on the
canvas. Our network is inspired by the DRAW network proposed in [28], where
both the encoder and decoder are RNNs making decisions based on the history.
Additionally, the encoder is aware of the decoder’s response from previous iteration
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and decoder modifies the canvas incrementally by only making decisions regarding
“what to paint" and “where to paint" at each time step. This process is named
PAINT mechanism. Similar to the DRAW network, we employ attention mechanism to determine what part of the input data has to be shown to the encoder
RNN, named as READ mechanism. The network architecture is shown in Fig. 8.5,
with some modifications as mentioned below.
Canvas variable c stores the amount of paint at each pixel location. Paint is
only added to the canvas at each time instant and tanh() non-linear function maps
the volume of paint on canvas to the pixel brightness intensity of the painting
result. tanh() is chosen over sigmoid as in DRAW network, since at zero volume
the canvas is supposed to be plain. Though, in reality, the mapping between
volume of paint and color is a more complex mapping, we choose tanh() for the
sake of simplicity and having a differentiable mapping between paint volume and
pixel brightness. READ mechanism is same as the one proposed with attention
mechanism in DRAW network. It decides to either read larger patches of the input
image at lower resolution or smaller patches at higher resolution. Please refer
to [28] for more details. PAINT mechanism however is modified to resemble the
output of a spray nozzle in the form of a scaled Gaussian distribution. A Gaussian
spray distribution model is chosen since it has been validated for an airbrush in a
previous work [66]. The parameters of this distribution, such as, the spray location
∈ R2 , standard deviation (indicating the spread of the paint), paint volume (which
represents the nozzle flow-rate) are obtained from the output of a 2-layer fully
connected network on the decoder RNN output. We use ReLU activation at the
hidden layer.
DRAW network unrolls the RNN for a fixed predetermined number of time steps.
However, we noticed that in certain cases this results in redundancy in the painting
process, where the same parts of the canvas are modified multiple times. For a
sample test batch from MNIST dataset, this behavior can be seen in Fig. 8.4.
To address this issue, we estimate a paint decision variable z paint at each time
step based on the decoder RNN output to decide whether to continue painting
for another iteration or to stop. Instead of using a discrete Bernouli variable as
in [17], we estimate a continuous variable in the range [0-1]. This is done using
continuous relaxation of a discrete variable using a concrete random variable, as
proposed in [50]. The random variable is sampled from a concrete distribution with
temperature 1. Additionally, we have seen better performance when the stopping
criteria for painting was formulated as a running sum Sstop of (1−σ(z paint )) values
at each time step exceeding certain threshold ∆stop , as done in [27]. The sigmoidal
activation on z paint is needed for normalizing the variable to the range [0-1], so
that it models the probability of the presence of paint in the current iteration
conditioned upon the decoder output.
The paint network implements the routine shown in Algorithm. 3.
Loss Term: Since the output of the network (tanh(cT )) is a Bernouli distribution, we use binary cross entropy metric as the reconstruction loss. We had better
reconstructions when using binary cross entropy loss than when using L2 loss. As
proposed in DRAW network, given the sequence of latent distribution from the
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Sample #

3 Methodology

Time
Figure 8.4: MNIST generation without stopping criteria. The network has the
tendency to paint over previously painted areas, as indicated in cyan and magenta
boxes.
Algorithm 3: Paint network routine
while Sstop ≤ ∆stop & t ≤ T do
x̂t = x − tanh(ct−1 )
rt = read(xt , x̂t , hdec
t−1 )
dec
henc
= RN N enc (senc
t
t−1 , [rt , ht−1 ])
zt ∼ Q(Zt | henc
)
t
hdec
= RN N dec (sdec
t
t−1 , zt )
ct = ct−1 + paint(hdec
t )
ztpaint ∼ Q(Ztpaint | hdec
t )
Sstop = Sstop + (1 − σ(ztpaint ))

encoder RNN, sum of KL divergence of latent distribution from the latent prior is
used as latent loss. In addition to the ones proposed in DRAW network, we add the
following loss terms: (a) For the z paint concrete random variable, we use Monte
Carlo sample of concrete KL-divergence. (b) The absolute change in volume (Total
Variation TV) of the paint deposited between successive iterations, to avoid high
variances in spray output, since typical spray nozzles are limited in adjusting the
spray flow rate at high frequency. The loss term consisting of reconstruction loss,
latent variable losses and TV loss is minimized using ADAM optimizer [38] with a
learning rate of 10−4 going down to 10−7 exponentially.

3.4 Exporting to Robot Commands
Each time instant the paint network sprays on a certain location on the image
canvas. As mentioned in Section. 3.3, the output of the paint network provides,
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Figure 8.5: Paint network architecture
the location, paint volume v and spread σ of the spray pattern. We identify which
face F of the 2D flattened mesh is affected by the spraying action along with the
barycentric coordinates bi of the paint hit location, with respect to the vertices of
F , namely Vi2D . UV mapping provides the mapping between Vi2D and Vi3D of the
face F . The waypoint for the spray nozzle (position wpos , direction wdir , flow-rate
wf ), can then be evaluated according to the following equations:
p3D =

3
X

bi Vi3D ;

−
→
n = (V13D − V03D ) × (V23D − V03D )
(8.1)

i=1

wdir
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→
= −−
n;

3D

wpos = p

→
2σ −
n
;
+
tan θ

v
wf =
∆T

4 Experimental Results

Dataset

image
size

Time
steps

z size

RNN
size

read
size

spray
radius

∆stop

MNIST
PAINT

28 × 28
32 × 32

64
100

100
200

256
400

3×3
6×6

3
4

25
45

Table 8.1: Network hyperparameters.
where, θ is the half cone angle of the spray nozzle and ∆T is the time step. A
paint simulator, such as the one in [77], can then be used to render the appearance
of the 3D surface as the robot navigates along the waypoints.

4 Experimental Results
For the evaluation of the paint network, we use both MNIST dataset [43] and
PAINT dataset. MNIST is relatively easier dataset for generating good results,
owing to the low variation in the data. In addition MNIST is widely used in the
literature and helps to compare our network with existing methods. NOTE: In
the case of MNIST digit generation, we paint white color on a black canvas and
vice-versa for the PAINT dataset. Conversion between black and white needs to
be done only during reading the image and rendering the reconstructed image.
Network Parameters: Table 8.1 shows the hyperparameters of the paint network for both MNIST and PAINT datasets.
Qualitative Results: Fig. 8.6 shows a sample test batch provided as reference
to the paint network and the corresponding reconstruction achieved by the paint
network for both MNIST dataset and PAINT dataset.
Variable Time Generations: The paint decision variable z paint allows us to
choose appropriate inference times for the RNN based on the texture image. We
show the reconstruction results from a sample test batch from both MNIST and
PAINT datasets. Fig. 8.8 shows progress with time. Red boxes denote READ
attention window and green boxes denote spray location. For the MNIST data
batch, it can be observed in Fig. 8.8a that the network addresses each location
on the canvas only once and doesn’t have the tendency to paint over a location it
has previously visited, as in the case of Fig. 8.4. Starting with attention over the
entire image, one can see that the network learns to focus on the relevant parts
while painting and at the end, the attention dilates again to check if the entire
digit has been painted. Furthermore, notice that the network doesn’t paint at all
instances till the end, but only when the attention focuses on a certain region, i.e,
when the network is more confident about what to paint. For the PAINT data
batch, in Fig. 8.8b, we can notice that the network doesn’t paint for an empty
sample (Sample #7) and stops painting after appropriate number of time steps for
the sample with a hole (Sample #9).
Loss terms: Adding the TV loss on paint volume forces the network to paint
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with gradually changing intensity levels of paint. Fig. 8.7c,8.7d shows the paint
intensity values for a batch size of 100 samples, as the time progresses. Without
the TV loss, fluctuations in paint volume is more emphasized. Reconstruction loss
convergence for MNIST and PAINT datasets can be seen in Fig. 8.7a,8.7b, showing
no tendency of the network to over-fit to the training data.
Painting in 3D: We use an off-the-shelf paint simulator such as the one in [77]
to render the visual appearance of the painting activity as the robot executes the
exported commands. Reference 3D model (in monochrome) and the corresponding
model at various stages of painting can be seen in Fig. 8.9. While our method
achieves good local quality, the boundaries between neighboring patches is clearly
visible. This is due to the network’s inability in being able to process textures
larger than 32 × 32 pixels.

5 Conclusion
In this work, we have presented a new formulation for automated painting and
proposed an efficient method that uses a recurrent neural network to learn to paint
monochromatic, non-uniform textures on a generic 3D surface. With a combination of state-of-the-art learning methods and computer graphics techniques, we
proposed a novel way to teach a robot to paint 3D surfaces in a self-supervised
fashion. We have shown that a great variety of textures can be painted on complex
surface geometries without complicating the learning problem. However, training
the network gets highly unstable for processing textures larger than 32 × 32 pixels,
which limits us to do patch-wise processing of larger textures. Our current work
focuses on methods to scale the network to process larger amounts of information
over longer time steps, and additionally be able to paint multi-color textures.
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(a) MNIST test batch

(b) Painting result

(c) PAINT test batch

(d) Painting result

Figure 8.6: Qualitative results: Reference test batch and the resulting reconstruction.
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(b) PAINT batch

Figure 8.8: Painting progress for sample test batches from MNIST dataset and
PAINT dataset.
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(a) Reference

(b) Before painting

(c) Progress-1

(d) Progress-2

(e) Final result

Figure 8.9: Painting progress on CALI 3D surface.
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