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Abstract
Many problems in science and engineering can be cast as discrete time, continuous space,
infinite horizon stochastic optimal control problems. The so-called value function and
Q-function both characterise the solution of such problems, but are both intractable to
compute in all but a few special cases. This thesis focuses on methods that approximate
the value function and Q-function.
We consider the linear programming approach to approximate dynamic programming, which computes approximate value functions and Q-functions that are point-wise
under-estimators of the optimal by using the so-called Bellman inequality. For this
approximation method we provide theoretical guarantees on the value function and Qfunction approximation error, and also for the sub-optimality of a policy generated using
such lower-bounding approximations. In particular, the online performance guarantee
is obtained by analysing an iterated version of the greedy policy, and the fitting error
guarantee by analysing an iterated version of the Bellman inequality. These guarantees
complement the existing bounds that appear in the literature.
Given a collection of lower-bounding approximate value functions, an improved approximation can be constructed by taking the point-wise maximum over the collection,
however, the challenge is how to compute the collection itself. To address this challenge,
we introduce a novel formulation, referred to as the point-wise maximum approach to
approximate dynamic programming, and use this to propose algorithms that iteratively
construct a collection of lower-bounding value functions with the objective of maximising
the point-wise maximum of the collection. We empirically demonstrate the advantages
of the proposed algorithm through a range numerical examples that indicate classes of
problems where the proposed algorithms improves upon state-of-the-art methods. A key
result from the numerical studies is that the proposed algorithm can provide practically
useful sub-optimality bounds for the online performance of any policy, even when the
collection of approximate value functions is itself impractical to use for a policy.
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Zusammenfassung
Viele Probleme in Wissenschaft und Technik können als zeitdiskrete stochastische optimale Steuerungsprobleme mit kontinuierlichem Zustandsraum und mit unendlichem
Horizont betrachtet werden. Die sogenannte Wertefunktion und die Q-Funktion charakterisieren beide die Lösung derartiger Probleme, sind jedoch beide in allen außer einigen
speziellen Fällen schwer zu berechnen. Die vorliegende Dissertation konzentriert sich auf
Methoden, welche die Wertefunktion und die Q-Funktion approximieren.
Wir betrachten den linearen Programmieransatz für die annähernde Dynamische Programmierung, bei welchem Wertefunktionen und Q-Funktionen approximiert werden,
welche punktweise unter den Schätzungen des Optimums liegen, indem die sogenannte
Bellman’sche Ungleichung verwendet wird. Für diese Approximationsmethode geben
wir theoretische Garantien für den Approximationsfehler der Wertefunktion und der
Q-Funktion sowie für die Suboptimalität eines mit solchen Approximationen erzeugten
Regelgesetzes. Genauer, wird die theoretische Garantie der Leistung des Regelgesetzes
durch das Analysieren einer iterierten Version des Greedy-Regelgesetzes hergeleitet. Um
die theoretische Garantie des Approximationsfehlers herzuleiten, wird eine iterierende
Version der Bellman’schen Ungleichung verwendet. Diese Garantien ergänzen die bestehenden Garantien, welche in der Fachliteratur dokumentiert sind.
Bei einer Sammlung von approximierten Wertefunktionen welche jeweils eine untere
Beschränkung der optimalen Wertefunktion darstellen, kann eine verbesserte Näherung
konstruiert werden, indem das punktweise Maximum über die Sammlung genommen
wird. Die Herausforderung besteht jedoch darin, eine Methode zu entwickeln welche
in einer brauchbaren Sammlung resultiert. Um dieser Herausforderung zu begegnen,
führen wir eine neuartige Formulierung ein, welche als punktweiser Maximalansatz für
die annähernde Dynamische Programmierung bezeichnet wird. Weiter schlagen wir Algorithmen vor, welche iterativ eine Sammlung von Funktionen mit unterer Beschränkung
aufbauen, um das punktweise Maximum der Sammlung zu maximieren. Wir demonstrieren die Vorteile des vorgeschlagenen Algorithmus empirisch anhand numerischer
Beispiele, welche auf Problemklassen hinweisen, bei denen die vorgeschlagenen Algorithmen den Stand der Technik verbessern. Ein Schlüsselergebnis der numerischen Studien
ist, dass der vorgeschlagene Algorithmus nützliche Suboptimalitätsbeschränkungen für
die Leistung jedes beliebigen Regelgesetzes bereitstellen kann, selbst wenn das durch die
Sammlung von approximierten Wertefunktionen definierte Regelgesetz nicht implementierbar ist.
v
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CHAPTER

Introduction
1.1

Motivation and problem setting

Many engineering problems can be cast in the framework of stochastic optimal control
(SOC). To name a few examples: (1) Building climate control, where the comfort of the
occupants is to be ensured in the face of uncertain weather conditions and with the monetary incentive to minimise energy consumption, [Zha+13; Old+14]. (2) Robotic systems,
where the goal is to complete some task or track some trajectory while minimising the
time taken or the energy expended, and where interaction with the environment gives
rise to unpredictable forces acting on the robot. (3) Inventory management, where a
product or commodity is purchased, stored, and sold, with the intention to make a profit
despite varying degrees of uncertainty in the buy and sell prices, the supply and demand
of the product in question, the operational costs, and the change in product quality over
the storage duration, [TP07].
In general terms, an SOC problem involves a dynamical system whose behaviour is
to be controlled to minimise (or maximise) some performance criteria. The behaviour of
the dynamical system is influenced by two types of inputs: (1) the control decisions that
can be adjusted as the system’s behaviour evolves over time, these are also referred to as
control actions, or sometimes simply actions or decisions, and (2) the exogenous inputs
that evolve independent of the system’s evolution and cannot be influenced or adjusted,
these are also referred to as disturbances. The rule used for making a control decision,
given a measurement of the system’s current state, is referred to as a policy, and the
performance criteria is described by a loss function that penalises the time evolution of
the system’s state and the control decisions taken. Thus, the goal of an SOC problem is
to design a policy that minimises the cumulative loss. Note that the performance criteria
may instead be described by a reward function, in which case the goal is to maximise the
cumulative reward. For example (1) above, the building is the dynamical system to be
controlled, the control decisions are the heating, cooling, and other building services that
can be actuated, the performance criteria is a combination of penalising deviations from
a comfortable climate inside the building and the energy bill for running the building
1
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services, and the exogenous inputs are the ambient temperature outside the building and
solar irradiation impacting the building.
An SOC can be classified based on whether the system evolution is described as
continuous time or discrete time, whether the time horizon for performance assessment
is finite or infinite, and whether the state of the dynamical system is finite (for example
number of chocolate bars in inventory) or continuous (for example air temperature inside
a room). The infinite horizon performance criteria have three common sub-classes:
(1) Discounted cost, where the importance of a penalty is discounted by a factor that
decays monotonically to zero as the time proceeds to infinity, hence an SOC in this
setting is concerned with the transient behaviour of the system.
(2) Average cost, where the performance criteria is only concerned with the system’s
behaviour once it has settled to a steady state, hence an SOC in this setting is
concerned with the long-term behaviour of the system and ignores any transient
behaviour required to reach the steady state.
(3) Total cost, where the performance criteria is the sum of all penalties incurred over
the infinite horizon, hence an SOC in this setting is concerned with both the longterm and transient behaviour of the system.
In this thesis we consider the class of discrete time, infinite horizon, discounted cost SOC
problems over continuous state, action, and disturbance spaces. Many results for one
class of SOC have a counterpart for the other classes, but it generally requires differing
assumptions and analysis techniques to derive the counterpart results, see for example
[TV97a; TV99; TV02; Kon02; Sal19].
Dynamic programming (DP) is a widely researched method for finding the solution of
an SOC problem, first suggested in the 1950’s by Bellman [Bel52] for finite space problems. For continuous spaces problems, the DP method is not computationally tractable
in all but a few special cases, with the sources of intractability commonly referred to
as the curse of dimensionality. As such, a significant body of literature is dedicated to
approximation techniques that are based on the DP method and find sub-optimal solutions of an SOC problem, hence these techniques are labelled as approximate dynamic
programming (ADP), see [Pow11; Ber12] for a broad overview. These methods range
from model-based ADP, for example [PP91; DV03; RL06; VGM13; GTW19], where an
explicit model of the dynamics, loss function, and disturbance distribution are leveraged
to synthesise approximations, to model-free ADP, for example [BB96; BT96; Boy02;
JJ14; Si+14; Sok+15; DM17; Sil+17; Has+19], where approximations are computed
based only on data that is collected through interactions with the system. In this thesis
we focus on the model-based ADP method referred to as the linear programming (LP)
approach to ADP [SS85], which we often refer to as simply the LP approach.
An open challenge for the model-based LP approach to ADP, and also for many
ADP methods, is to find a good trade-off between the computational requirements of
2
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a proposed method and the sub-optimality of a computed approximation, and also to
reduce the quantity and sensitivity of parameters that are left for the practitioner to
select. In order to introduce more specifically the challenges of the LP approach, we now
establish a minimal amount of notation. Let π denote a policy and let V (π, x) denote
the performance achieved when playing that policy given that x is the initial state of
the system at time zero, and is within the feasible state space X . With Π as the set of
feasible policies under consideration, the SOC problem is concisely stated as,
min V (π, x) =: V ∗ (x) ,
π∈Π

∀x ∈ X ,

where V ∗ (x) is thus the optimal cost-to-go when the system is in state x and the optimal
policy is played, referred to as the optimal value function. DP methods provide the
theory to characterise and compute V ∗ , and many ADP methods are developed to find
approximations of V ∗ , commonly referred to as an approximate value function and which
we denote as V̂ throughout the thesis. Thus, the LP approach to ADP is stated succinctly
as,
(1) the practitioner specifies a region of interest from the state space, and a set of
basis functions that are used to construct approximate value functions as a linear
combination of the basis functions;
(2) the practitioner then solves an optimisation problem to find an approximate value
function that is a point-wise under-estimator of the optimal value function, i.e.,
V̂ (x) ≤ V ∗ (x) for all x ∈ X , and best approximates it over the region of interest.

Step (1) highlights the two key parameters that are selected at the discretion of the
practitioner and which have a significant influence on the quality of the approximation
computed in step (2). The parameter used to specify the region of interest is commonly
referred to as the state relevance weighting, with [DV03, Section 3] providing further discussion about it importance. The LP approach uses the so-called Bellman inequality to
compute approximations that are point-wise under-estimators of the optimal value function, and the choice of basis functions, together the description of the system, determines
the computational requirements for step (2).
Given a family of point-wise under-estimators of V ∗ , each computed via the LP
approach, a natural way to get an improved approximation is to take the point-wise
maximum over the family, as suggested in [OWB11; OWB13; WOB15]. However, it is
left to the practitioner to adjust the state-relevance weighting parameter for computing each member of the family. The improvement in approximation quality is readily demonstrated for low-dimensional examples using a family with only a handful of
under-estimator approximate value functions in the point-wise maximum combination.
However, for problems of appreciable size it is not clear how to use problem-specific
intuition for tuning the parameters to achieve the same improvements, where the family
of approximate value functions may involve hundreds or thousands of members. Moreover, in order to compute a good approximation of V ∗ , [OWB13; WOB15] proposed the
3

Chapter 1. Introduction
so-called iterated Bellman inequality to improve the approximation quality when computing each member of the family. However, the size of the optimisation problem to
be solved for computing each approximate value function increases with the number of
Bellman inequality iterations, and for systems of appreciable size this significantly increases the computation times required to compute a single approximate value function
with sufficient approximation quality.
In the context of the motivation and problem setting provided above, this thesis
contributes towards the open challenges for the LP approach to ADP in the following
aspects:
(1) We provide theoretical guarantees in the continuous space setting for the policy
performance achieved and approximation quality when computing approximate
value functions via the LP approach to ADP.
(2) We propose novel algorithms that explicitly include the point-wise maximum combination of multiple approximate value functions as part of the LP approach, hence
we label our proposed algorithms as the point-wise maximum approach to ADP.
This approach offers a new trade-off between computational requirements and approximation quality.
Moreover, we provide numerical studies for problems of appreciable size demonstrating the improvement compared to the state-of-the-art, with minimal problem intuition
required.
For the algorithms proposed in this thesis, we focus primarily on computing improved
under-estimators of V ∗ without explicitly being concerned about the sub-optimality of
the resulting policy. The justification for this is two-fold:
(1) an improved under-estimator approximation of V ∗ provides a tighter sub-optimality
certificate for the performance achieved by any policy, and
(2) the computational requirements for an approximation of V ∗ and a policy often
differ, where the former is typically computed off-line as part of system analysis,
and the later must be evaluated in real-time as the system evolves.
The expectation is that improved under-estimator approximations of V ∗ can inform the
synthesis of a policy with improved performance. In Chapter 7 we provide an outlook
for how the result of the proposed algorithms, which approximate V ∗ as a point-wise
maximum of many functions, can be used to synthesise a practically useful policy.
The remainder of this chapter is structured as follows. Section 1.2 reviews the literature most relevant to the contributions of this thesis. Section 1.3 provides a detailed
outline of the thesis and states the contributions of each chapter. Section 1.4 lists the
articles submitted or published by the author during the author’s time as a doctoral
candidate.
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Literature review

A plethora of methods developed in the literature address SOC problems using the theory
of DP. This section reviews those works most relevant to the content of this thesis.

1.2.1

LP approach to DP

In the finite space setting, the LP approach for computing V ∗ as the solution of the
Bellman equation was developed as early as the 1960’s for a number of different SOC
problem classes, see for example [DEp60; De 60; Man60; Der62; WD62; Jew63; Fox66;
Den67; DF68; OM68]. The results in these works rely on the fact that the state, input,
and disturbances spaces are finite, and hence the linear program formulated to compute
V ∗ requires only a finite number of decision variables and constraints. For the continuous space setting, including where the spaces and loss function may be unbounded,
a significantly different analysis is required, using tools from real-analysis and measure
theory to address issues of measurability, boundedness, attainment, and convergence. Of
most relevance to this thesis is the work of [HL96] where the authors work with possibly
unbounded Borel-spaces and use tools from infinite-dimensional linear programming to
analyse the LP approach to DP for the infinite horizon, discounted cost, discrete time
SOC setting. A tutorial style overview of the relevant results from [HL96] is given in
Chapter 2 of this thesis, with the key results summarised as:
(1) the solution of the SOC problem, V ∗ , is the point-wise minimal solution of the
Bellman equation, and
(2) the LP approach to DP recovers solutions of the Bellman equation up to sets of
measure zero with respect to the initial state distribution.
The infinite horizon, average cost setting is considered in [HL96] by analysing an adaptation of the discounted cost case in the limit that the discount factor increases to one.
A number of other works also analyse the DP method applied to continuous space
SOC problems. Of particular note is [BS96] where the authors build up the measuretheoretic results required to analyse both the finite and infinite horizon application of the
DP method, contrasting results for the stochastic case with those for the deterministic
case. They do not address the LP approach to DP, but they do address the case of
imperfect state information, and in [Her89] they consider a setting where the dynamical
system depends on an unknown parameter that needs to be estimated based on data
collected while playing a policy. The LP approach to DP is considered in [Kle86], but
with a focus on dynamic systems arising from inventory control problems. We refer to
the reader to [HL96, Section 1.4] and the references therein for a thorough overview of
the many works that apply mathematical programming and analysis tools to study the
DP formulation of various SOC problem classes.
5
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1.2.2

LP approach to ADP

The potential of the LP approach ADP, first proposed by [SS85], has enjoyed recent
empirical success stories for continuous space applications, including power electronics [SGG17], model helicopter flight [Sum+13], and non-linear energy storage problems
[HWL18]. Motivated by these empirical successes, a key challenge is to provide theoretical guarantees on the quality of the value function approximation and the online
performance. This challenge is addressed in the finite space setting by [DV03], where the
authors provide theoretical guarantees for the variant of the LP approach considered.
They provide three guarantees for the value function formulation: (1) a bound on the
online performance of the control policy, (2) a bound on how close the approximate value
function is to the optimal in an infinity norm sense, and (3) a bound on how close the
approximate value function is to the optimal using a Lyapunov-based analysis. A number
of works use [DV03] as a basis for deriving additional performance guarantees. An online
performance bound for Q-functions is developed in [Cog+06] for the finite space setting.
An infinity norm bound for value function approximation is provided in [WOB15] for the
continuous space setting by considering an iterated version of the Bellman inequality. A
Lyapunov-based bound is presented in [DFM09; DFM12] for finite spaces by analysing a
smoothed version of the LP approach. As many practical control problems involve continuous state, action, and disturbance spaces, it is valuable to derive online performance
and Lyapunov-based bounds for the continuous space setting.
The iterated version of the Bellman inequality proposed in [WOB15] significantly
improves the lower bound on V ∗ , as computed for the examples considered in that work,
however, the topic of choosing the state relevance weighting is not addressed. The related
work [OWB13] avoids the need for a state relevance weighting by focusing on the design
of policies rather than providing tighter lower bounds. In [Sum+13] the authors use
sum-of-squares programming techniques to compute high-order polynomial approximate
value functions using the iterated Bellman inequality. The use of sufficiently high-order
polynomials is expected to reduce the difficulty of choosing the state relevance weighting,
however, the optimisation problem to solve becomes formidable. This challenge of computing approximate value functions using high-order polynomials is also a motivation
for considering a point-wise maximum combination: it allows a richer class of functions
to be described by the same basis functions and potentially improves the approximation
quality. For example, a problem with soft constraints featuring a non-smooth stage cost
generally leads to a non-smooth optimal value function [KM00]. In this case, a pointwise maximum of low order polynomial functions is a more natural approximation choice
than a single high-order polynomial. In [OWB11] the authors propose using the pointwise maximum over the basis function directly in the online policy, thus approximating
the LP formulation and decision making problems simultaneously. This yields an online policy with good empirical performance, albeit with onerous online computational
6
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requirements.
The LP approach to ADP has been formulated for value functions [DV03] and Qfunctions [Cog+06], though much of the model-based LP approach literature focuses
on value function approximation, while a wide range of model-free, data-driven ADP
methods also use the Q-function, see for example [Wat89; KT03; Mic03; Mni+15; DM17].
The Q-function is defined on the state-by-action space, i.e., Q(x, u), and represents the
cost-to-go when the system is in state x, the action u is taken, and then the optimal
policy is played from the next time step onwards. A feature of the Q-function that makes
it interesting to use for motivating approximation techniques is that the optimal control
policy can be expressed without involving any of the terms that describe the dynamics,
loss function, or disturbance. This feature is a key reason for the prevalence of Qfunctions in model-free ADP methods, however it was also exploited in model-based ADP
[Cog+06] where approximate Q-functions are used to synthesize decentralized control
policies in a finite space setting.
A thorough comparison of model-based and model-free approaches to ADP is beyond
the scope of this thesis, thus we simply review a few results from the model-free literature that contrast with the model-based results reviewed thus far. We refer the reader
to [SB18, Chapter 8] for further discussion on comparing model-based and model-free
approaches. Model-free approaches, such as temporal difference (TD) learning [Sut88]
and Q-learning [Wat89], aim to optimise the control policy based only on data collected
through interactions with the system. By contrast, model-based approaches assume
complete and accurate knowledge of the underlying system model when synthesizing a
control policy, and through this provide theoretical analysis and performance guarantees.
As described, the LP approach to ADP ensures that the approximate value functions
and Q-functions are point wise under-estimators of V ∗ and Q∗ , thus facilitating the
theoretical guarantees presented in [DV03; Cog+06; WOB15].
Similar to the LP approach, many variants of TD learning also use a linearly parameterized function space for the approximation architecture, for example, [Sut88; BB96;
Boy02]. In [TV97b] the authors provide theoretical guarantees on the approximation
quality of the solution from TD learning. In particular, [TV97b, Theorem 1] provides
an approximation quality bound that is reminiscent of the infinity norm guarantee of
[DV03, Theorem 2]. However, as TD learning is designed for autonomous systems, there
is no notion of an online performance guarantee. For a controlled system, the ActorCritic algorithm in [KT03] uses TD learning in the critic step, and in the actor step it
makes gradient updates in the control policy space. The authors show convergence of
their Actor-Critic algorithm to a local minimum with respect to the parametrisation of
the control policy. However, they do not provide any bound on the sub-optimality of
the resulting policy. By contrast, the model-based LP approach to ADP allows one to
compute online performance guarantees such as those offered by [DV03, Theorem 1].
7
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1.2.3

Alternative approaches for computing point-wise underestimators of the optimal value function

The feature that distinguishes the LP approach to ADP is the use of the Bellman inequality for computing point-wise under-estimators of V ∗ , and we review now a range
of methods that use other theoretical tools to compute under-estimator approximate
value functions. The stochastic dual dynamic programming (SDDP) algorithm, proposed
by [PP91], computes under-estimators of V ∗ using Benders’ decomposition arguments
[Ben62], and demonstrated empirical success for operation of a hydro-power system. In
[PP91] the authors consider finite horizon problems with a continuous state and action
space, linear dynamics, a loss function that is a point-wise maximum of linear functions,
and use a sample average approximation for the disturbance. The approximate value
function is represented as a point-wise maximum over a family of linear functions, denoted V̂PWM , all of which are under-estimators of V ∗ , and with members added to the
family in an iterative fashion. The key steps of the algorithm proposed for constructing
an approximate value function are summarised as:
(1) Let V̂PWM (x) denote the point-wise maximum of linear functions computed thus
far;
(2) Select a point in the state space x̂ ∈ X ;

(3) Solve the application of the so-called Bellman operator to V̂PWM at the selected x̂;

(4) Construct a new under-estimator function, denoted V̂ (x), by using a Benders’
decomposition argument to generalise the solution of step (3) to the whole state
space;
(5) Update the point-wise maximum representation, V̂PWM (x) ← max{V̂PWM (x), V̂ (x)},
and repeat.
The algorithm proposed in [PP91] generates the points used in step (2) by simulating a
policy forward in the so-called forward pass, and performs steps (3)–(5) in the so-called
backward pass, computing a separate approximate value function for each time step of
the finite horizon.
A number of works prove the convergence of the SDDP algorithm in various settings
and under various assumptions, see for example [CP99; LP05; PG08; GLP15], showing
that the approximate value function converges in finite iterations to V ∗ along the trajectories generated by the forward pass. We note that these guarantees of convergence
and optimality are given relative to the fixed set of samples used in the sample average
approximation of the disturbance. These results provide reassurance that the SDDP algorithm computes sensible updates, however, the convergence rate can be prohibitively
slow [Sha11]. For this reason, recent works propose adaptations of the SDDP algorithm
and empirically demonstrate improved convergence rates, see for example [BDZ17; AP18;
Lec+18].
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The robust dual dynamic programming (RDDP) algorithm, proposed in [GTW19],
addresses finite horizon SOC problems with the objective to minimise the worst-case
loss in the face of the exogenous inputs, and, it allows the linear dynamics, constraints,
and loss function to all be influenced by the exogenous input. The RDDP and SDDP
algorithms both maintain a deterministic lower bound on V ∗ , both of which are refined
using Benders’ decomposition arguments. A novelty of the RDDP algorithm is that
it also maintains a deterministic upper bound on the cost-to-go function, this offers
the benefit that a deterministic convergence criteria can be used for terminating the
algorithm, in contrast to SDDP which only maintains a stochastic upper bound on the
cost-to-go. The optimisation problems to be solved for refining the upper bound in the
RDDP algorithm are significantly more computationally intensive than that required for
refining the lower bound, however the authors argue and empirically demonstrate that
the convergence rate, in terms of computation time, is significantly faster than applying
an SDDP algorithm to the same problem.
The algorithm proposed in [HWL18], called moment dual dynamic programming
(DDP), addresses finite horizon SOC problems with polynomial dynamics and loss function, and combines elements from the LP approach to ADP and from SDDP. The moment
DDP algorithm also involves performing a sequence of forward and backward passes to
refine the approximate value function, which is represented as a point-wise maximum of
polynomial functions. The backward pass uses the point-wise maximum combination in
the Bellman inequality to compute the next refinement of the approximate value function, and in the forward pass the algorithm propagates forward in time moments of the
state distribution, in contrast to SDDP that propagates trajectories. We note that the
approach presented in [BWL17] (and included in Chapter 5 of this thesis) and [HWL18]
use a similar approach for including a point-wise maximum of fixed approximate value
functions in the Bellman inequality.
For the deterministic setting, the Benders’ decomposition argument was extended
to optimal control problems with general dynamics, loss function, and constraints, presented as the generalised dual dynamic programming (GDDP) algorithm [WBL19]. The
approximate value function computed by GDDP is also a point-wise under-estimator of
V ∗ and is also represented as point-wise maximum of functions. The novelty of GDDP
is that the approximate value functions are parametrised by the dynamics, loss, and
constraint functions. The algorithm is developed for the infinite horizon discounted cost
setting, and random sampling of the state space is used in place of a forward pass. In
the same setting, [War19] develops Benders’ decomposition arguments for approximating
the Q-function, and suggest both off-policy and on-policy variants in place of a forward
pass.
The relaxed dynamic programming algorithm [LR02; RL06] addresses deterministic,
infinite horizon optimal control problems and constructs lower and upper bound approximations of the optimal value function, V ∗ , by considering a point-wise under- and
9
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over- estimator of the loss function. The algorithm is a relaxed version of value iteration
where the approximate value function, V̂ , computed at each iteration is bounded below
(above) by value iteration applied to the previous V̂ using the under- (over-) estimator
of the loss function. Once the convergence criteria is met, a performance guarantee is
provided for the difference between V̂ and V ∗ in terms of the under- and over- estimator loss function chosen. The authors demonstrate the effectiveness of the algorithm on
switched linear systems with quadratic loss functions, linear systems with the loss function as a point-wise maximum of linear functions, and partially observable finite space
Markov decision processes. A modified version of the relaxed DP algorithm is studied
in [Ran05; Ran06], the convergence properties are analysed, and a in-depth application
to switched linear systems is presented. The modified version uses an implicit upper
bound constraint in the relaxed value iteration that is essentially the Bellman inequality
with the over-estimator loss function used in place of the true loss function. The main
conclusion from the convergence analysis is that finding a near-optimal policy “requires
complex computations only if the cost function is complex” [Ran06].

1.3

Outline and contributions

In the context of the literature review above, we now outline the content of this thesis
and highlight the contributions.
Chapter 2: Problem Formulation and Dynamic Programming Preliminaries
This chapter provides the formal statement of the SOC problem considered throughout
the thesis. It then collates the relevant material from [HL96] for solving the SOC problem
using an infinite dimensional linear programming approach to DP. To this end, Chapter 2
provides the assumptions, definitions, and results that are required for the contributions
presented in Chapters 3 and 4.
Chapter 3: Alternative Dynamic Programming Formulations
This chapter applies that same analysis techniques as [HL96] to the Q-function and
iterated Bellman inequality formulation of the LP approach to DP. To the best of the
author’s knowledge, this analysis has not been previously carried through in the setting of
continuous, and potentially unbounded, spaces. We then introduce a novel formulation
of DP that we call the point-wise maximum approach to DP, which explicitly uses a
point-wise maximum of multiple functions for computing the optimal value function. In
particular, the contributions of Chapter 3 are:
(1) We prove that the Q-function formulation of the LP approach to DP recovers solutions of the SOC problem in the setting of continuous, and potentially unbounded,
10
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spaces.
(2) Similarly, we prove that the iterated Bellman inequality formulation of the LP
approach to DP, for both value functions and Q-functions, recovers solutions of
the SOC problem in the setting of continuous, and potentially unbounded, spaces.
(3) We propose the point-wise maximum formulation of DP and prove that it is equivalent to the LP approach.
The statement and equivalence proof for the point-wise maximum formulation of DP
seem redundant at first sight, however, this formulation is crucial for motivating the
approximation techniques proposed in Chapter 5.
Chapter 4: Performance Guarantees
This chapter derives novel theoretical guarantees for the value function and Q-function
approximation using the LP approach to ADP in continuous spaces. In particular, the
contributions of Chapter 4 are:
(1) We prove a continuous space online performance bound by analysing an iterated
version of the greedy policy. When using the non-iterated greedy policy, our bounds
form the counterpart to the bounds derived in [DV03, Theorem 1] and [Cog+06,
Theorem 1] for finite spaces.
(2) We prove a continuous space Lyapunov-based bound by analysing the iterated
Bellman inequality. When using the non-iterated Bellman inequality, our bounds
form the counterpart to the bound derived in [DV03, Theorem 3] for finite spaces.
Additionally, our bounds contain [WOB15, Section 4.2] as a special case with a
Lyapunov function that is constant for all states and inputs.
In support of these contributions, we evaluate the performance guarantees for a simple
example to provide insight into the interpretation and usefulness of the bounds.
Chapter 5: Point-wise Maximum Approach to Approximate Dynamic Programming
This chapter proposes novel value function approximation algorithms based on finding
feasible solutions of the point-wise maximum formulation introduced in Chapter 3. The
formulation from Chapter 3 is non-convex and non-linear in both the constraint, referred
to as the point-wise maximum Bellman inequality, and the objective, referred to as the
point-wise maximum objective. Hence the proposed approximation algorithms are collectively named the point-wise maximum approach to ADP. In particular, the contributions
of Chapter 5 are:
(1) We propose a iterative algorithm that constructs a value function approximation
that is a point-wise maximum taken over a family of functions and is feasible for
the point-wise maximum Bellman inequality. Compared to existing approximation
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techniques, a novelty of the proposed algorithm is that is uses all previously computed approximate value functions as fixed problem data when computing the next
function to add to the family. The approximation steps are chosen so that each
iteration of the algorithm can be solved using convex optimisation techniques.
(2) We propose a conditional gradient ascent algorithm for finding approximate solutions based on the point-wise maximum objective, and prove that it converges
to stationary points. We provide an interpretation of the gradient ascent steps as
an algorithmic choice of the state relevance weighting for the non-convex problem
of maximising the point-wise maximum objective. Although previous works have
highlighted that maximising the point-wise maximum objective is a sensible goal,
to the best of the author’s knowledge, this is the first work to explicitly leverage
the structure of the point-wise maximum objective for designing an algorithm.
(3) We propose an algorithm for computing initial conditions for the gradient ascent
and prove that it converges in finite iterations for any tolerance. This algorithm is
required because, for non-convex problems, the quality of a gradient ascent solution
is influenced by the initial condition.
In support of these contributions, we provide numerical results to demonstrate the
sub-optimality bounds achieved and computation time required. We also contrast the
proposed algorithms with existing approximation techniques, and we provide a numerical
comparison with the sub-optimality bounds achieved by those existing techniques.

Chapter 6: Practical Implementation and Examples
This chapter collects together a number of results to demonstrate that the approximation
techniques and algorithms presented and proposed in Chapters 4 and 5 offer benefits for
the examples considered. The following examples are presented:
(1) Approximating the Q-function using the LP formulation can be computationally
demanding. We provide a condition that substantially decreases the optimisation
problem size for the Q-function formulation, making the method suitable for practical applications.
(2) We provide numerical results on high dimensional systems to demonstrate the
performance of the iterated policy, and the potential of Q-functions for continuous
space applications.
(3) We consider a distributed control setting and demonstrate the potential of using
Q-functions to synthesize decentralised and distributed control policies.
(4) We investigate the potential and the benefits of using penalty functions to encode
state constraints in the LP approach to ADP.
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Publications

Publications

The research conducted during the author’s time as a doctoral candidate involved close
collaboration with a number of colleagues, and this section list all the articles submitted
or published during that time. The list is split in two, separated by whether or not the
contributions of the article appear in this thesis.

Appearing in this thesis
The results presented in Chapters 3 and 4 are taken from the following papers:
[BGL16]

P. N. Beuchat, A. Georghiou, and J. Lygeros. “Alleviating tuning sensitivity in approximate dynamic programming”. In: IEEE European Control
Conference (ECC). Aalborg, Denmark, June 2016, pp. 1616–1622.

[BGL19]

P. N. Beuchat, A. Georghiou, and J. Lygeros. “Performance guarantees for
model-based approximate dynamic programming in continuous spaces”. In:
IEEE Transactions on Automatic Control (Early Access) (2019).

The results presented in Chapter 5 are taken from the following papers:
[BL17]

P. N. Beuchat and J. Lygeros. “Approximate dynamic programming via
penalty functions”. In: IFAC World Congress. Toulouse, France, July 2017,
pp. 11814–11821.

[BWL17]

P. N. Beuchat, J. Warrington, and J. Lygeros. “Point-wise maximum approach to approximate dynamic programming”. In: IEEE Conference on
Decision and Control (CDC). Melbourne, Australia, Dec. 2017, pp. 3694–
3701.

[BWL19]

P. N. Beuchat, J. Warrington, and J. Lygeros. “Accelerated point-wise maximum approach to approximate dynamic programming”. In: arXiv:1901.03619
(2019).

Chapter 6 collects practical and numerical results from the papers listed thus far, as
well as presenting some new examples not appearing in any of the articles listed.

Other works
The following papers have a close connection to the content of this thesis. The work
[WBL19] was initially developed as a point of comparison for the ADP method presented
in Chapter 5 of this thesis. The work [Rom+19] is an application of the algorithm
presented in Section 5.2 of this thesis to control a quadcopter.
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[Rom+19] A. Romero, P. N. Beuchat, Y. R. Stürz, R. S. Smith, and J. Lygeros. “Nonlinear control of quadcopters via approximate dynamic programming”. In:
IEEE European Control Conference (ECC). Naples, Italy, June 2019.
[WBL19]

J. Warrington, P. N. Beuchat, and J. Lygeros. “Generalized dual dynamic
programming for infinite horizon problems in continuous state and action
spaces”. In: IEEE Transactions on Automatic Control (Early Access) (2019).

The contributions of following papers are un-related to the content of this thesis,
they study the use of optimisation based methods for 3D Cartesian space localisation of
a moving sensor that receives distance measurements from a set fixed sensors dispersed
across the region of interest. The works are focused on experimental implementation
with measurements taken using ultra-wideband (UWB) technology and the optimisation
problems solved on resource constrained internet of things (IoT) devices.
[Beu+18]

P. N. Beuchat, H. Hesse, A. Domahidi, and J. Lygeros. “Optimization based
self-localization for IoT wireless sensor networks”. In: IEEE World Forum
on Internet of Things (WF-IoT). Singapore, Feb. 2018, pp. 712–717.

[Beu+19]

P. N. Beuchat, H. Hesse, A. Domahidi, and J. Lygeros. “Enabling optimization based localization for IoT devices”. In: IEEE Internet of Things Journal
(Early Access) (2019).

The following paper presents the software developed and used to offer the electrical
engineering bachelor students at ETH Zurich a hands-on experiment-based course where
the control techniques taught in other courses are applied to achieve stable control of a
quadcopter.
[BSL19]

P. N. Beuchat, Y. R. Stürz, and J. Lygeros. “A teaching system for hands-on
quadcopter control”. In: IFAC Symposium on Advances in Control Education
(ACE). Philadelpia, USA, July 2019.

The following paper is the result of the author’s masters thesis work, it is an application of generalised decision rules to power system dispatch in the presence of unknown
intermittent power injections from renewable energy sources connected to the grid.
[Beu+16]

P. N. Beuchat, J. Warrington, T. H. Summers, and M. Morari. “Performance
Bounds for Look-Ahead Power System Dispatch Using Generalized Multistage Policies”. In: IEEE Transactions on Power Systems 31.1 (Jan. 2016),
pp. 474–484.
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CHAPTER

Problem Formulation and Dynamic
Programming Preliminaries
This chapter formalises the class of stochastic optimal control (SOC) problems considered
in this thesis, as briefly introduced in Chapter 1, and reviews mathematical programming
approaches used to study the dynamic programming (DP) formulation of the problem.
We work in the same setting as [HL96, Chapter 6] where the authors show the equivalence
between the infinite dimensional linear programming approach to DP and the solutions
of the Bellman Equation (referred to in that work as the discounted cost optimality
equation). Section 2.1 provides the formal SOC problem statement and Section 2.2
states the assumptions that hold throughout the thesis, required to ensure that the SOC
is well posed and to define the vector spaces used in the mathematical programming
approaches. Section 2.3 provides the Bellman equation for value functions and states the
equivalence between solutions of the Bellman equation and the SOC problem. Section 2.4
defines the vector spaces needed for the linear programming approach, specifically the
spaces of real-valued measurable functions and finite signed measures. Section 2.5 then
presents the LP approach to DP for value functions, and summarises the steps followed
in [HL96, Section 6.3] to prove that the infinite dimensional LP recovers solutions of
the Bellman equation for value functions. The reason for summarising the proof steps is
that it provides the key results used in Chapter 3 for stating and proving the conuterpart
for Q-functions, i.e., an infinite dimensional LP that recovers solutions of the Bellman
equation for Q-functions.

2.1

Stochastic optimal control problem statement

In this thesis, we consider a discrete time, infinite horizon SOC formulation with a discounted cost objective over continuous state, action, and disturbance spaces. The state
of the system at time t is denoted by xt ∈ X ⊆ Rnx . The system state is influenced by the
control actions ut ∈ U ⊆ Rnu , and by the stochastic exogenous disturbance ξt ∈ Ξ ⊆ Rnξ ,
distributed according to probability measure µξ . In this setting, the state evolves ac15
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cording to the dynamics function g : X ×U ×Ξ → X as,
xt+1 = g (xt , ut , ξt ) ,

t ∈ N0 ,

with x0 given,

and the sequence of disturbances ξt , t ∈ N0 , are independent and identically distributed
(i.i.d.) with common distribution µξ and independent of the initial state x0 . In order
to obtain an additional representation of the dynamics as a stochastic kernel, we let
K(· | ·, ·) denote the discrete time transition kernel describing the state evolution under
the dynamics, the exogenous inputs, and control actions, i.e., given a Borel set B ∈ B(X ),
K(B | x, u) := µξ ( {ξ ∈ Ξ | g(x, u, ξ) ∈ B} ) = E [ IB (g(x, u, ξ))] ,
where IB (·) is the indicator function of the set B, and the expectation is taken with
respect to the µξ distribution of the disturbance. In this way, K(B | xt , ut ) represents
the probability that state xt+1 will be in set B given that the system is currently in state
xt and action ut is played.
To control the system, we consider deterministic stationary policies and denote such
a policy by π : Rnx → Rnu . We do not consider non-stationary or randomised policies
because it is not required for the setting under consideration and the results derived,
and hence would unnecessarily complicate the presentation. By Π we denote the set of
all feasible deterministic stationary policies, defined as,
Π = { π : Rnx → Rnu | π(x) ∈ U, ∀ x ∈ X } ,

(2.1)

with π(·) measurable, see [HL96, Definition 2.3.2(e)]. Given a deterministic stationary
policy π ∈ Π and an initial state distribution represented by ν as a probability measure
on X , then the process xt , t ∈ N0 , is a homogeneous Markov process with transition
kernel K(· | ·, π(·)), see [HL96, Proposition 2.3.5]. By Pπν we denote the probability
measure of the state at all times t given that the initial condition x0 is drawn according
to probability measure ν on X and the policy π is played, i.e., for every B ∈ B(X ) and
t ∈ N0 ,
Pπν [ xt+1 ∈ B | x0 , . . . , xt ] = Pπν [ xt+1 ∈ B | xt ] = K(B | xt , π(xt )) ,
where the first equality holds as the process is Markovian, and the second equality follows
from the definition of the transition kernel. See [HL96, Section 2.2] for the canonical
construction of Pπν on the sample space of state-by-action histories. Note that when the
initial state distribution ν is a Dirac delta distribution centred at x ∈ X , then we use Pπx
to denote the probability measure. The Ionescu-Tulcea theorem ensures the existence
and uniqueness of the probability measures Pπν and Pπx , see [HL96, Proposition C.10].
At each time step, the penalty (or loss) incurred is γ t l (xt , ut ), where the loss function
l : X × U → R represents the cost of being in state xt and taking control action ut , and
the discount factor γ ∈ [0, 1) reduces the cost over time. Given an initial state x ∈ X and
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a feasible policy π ∈ Π, the expected infinite horizon discounted cost, which we refer to
as the online performance, is given by,
V (π, x) :=

Eπx

" ∞
X

#

γ l(xt , ut ) ,
t

t=0

(2.2)

where Eπx [·] is the expectation taken with respect to the probability measure Pπx . Thus,
the SOC problem we consider is concisely stated as: find a policy xt 7→ π (xt ) that
minimises the online performance, i.e.,
inf V (π, x) =: V ∗ (x) ,

π∈Π

∀x ∈ X .

(2.3)

This statement of the SOC problem defines the function V ∗ : X → R that represents the
optimal cost-to-go from any state of the system if the optimal control policy is played
and is referred to as the optimal value function. When the initial state is distributed
according to ν, then we overload the notation for the online performance and optimal
R
R
value function as: V (π, ν) = X V (π, x) ν(dx), and V ∗ (ν) = X V ∗ (x)ν(dx).

2.2

Assumptions

To ensure the existence of an optimal value function and optimal policy, V ∗ and π ∗
respectively, that are Borel measurable and attain the infimum of the SOC problem, we
make the following assumptions.
Assumption 2.1. The loss function l(x, u) is measurable, lower-semi-continuous, nonnegative, and inf-compact, i.e., for every r ∈ R+ , the set {(x, u) ∈ X × U | l(x, u) ≤ r} is
compact.
Assumption 2.2. The stochastic kernel that describes the state evolution is strongly
continuous, also known as strongly Feller.
We denote by Π0 the set of policies for which the online performance of the policy is
finite for all initial conditions, i.e.,
Π0 = { π ∈ Π | V (π, x) < ∞ , ∀x ∈ X } .

(2.4)

Assumption 2.3. The set Π0 is non empty.

Assumptions 2.1-2.3 are equivalent to [HL96, Assumptions 4.2.1(a), 4.2.1(b), 4.2.2] respectively. The following provides some remarks about each assumption:
• The compact lower level-sets part of Assumption 2.1 implies that either the X ×U
space is bounded, or l(x, u) → ∞ as k(x, u)k → ∞, where k · k is any norm. Note
that without loss of generality the non-negative part of Assumption 2.1 can be
replaced with the loss function being bounded below. This is because the loss
function can be shifted by a finite constant to obtain an equivalent problem with
a non-negative loss.
17
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• Assumption 2.2 ensures that (x, u) 7→ E [V (g (x, u, ξ))] is a continuous and bounded
function whenever V : X → R is a measurable and bounded function. See [HL96,
Appendix C] for the definition of strong continuity for stochastic kernels. This
assumption holds if, for example, the dynamics function g is continuous, and the
disturbance distribution has a continuous density with respect to Lebesgue measure, see [HL96, Example C.8].
• Assumption 2.3 ensures that there exists a feasible policy with finite expected
infinite horizon cumulative loss, i.e., a solution that stabilises the system away
from regions of unbounded loss function faster than the decay rate of the discount
factor.
We refer the reader to [HL96, page 51, Notes on §4.2] for further discussion about the
assumptions, and to [HL96, Section 4.7] for a discussion about examples with linear
dynamics and quadratic loss function in light of the assumptions. A notable difference
to the usual assumptions for an unconstrained linear-quadratic setting is that Assumption 2.1 requires both the state and control action parts of the loss function to be positive
definite.

2.3

Bellman equation and greedy policy

The Bellman equation [Bel52] was first derived for problems with finite state and action
spaces. For continuous state and action spaces, we say that a measurable function
V : X → R is a solution of the Bellman equation if it satisfies:
V (x) = min l(x, u) + γ E [V (g(x, u, ξ))] ,
u∈U

=: (TV V ) (x) ,

∀x ∈ X
∀x ∈ X .

(2.5)

The operator TV is known as the Bellman operator; the subscript is used to indicate that
the operator applies to measurable functions on X . As per [HL96, Theorem 4.2.3(a)], we
have that under Assumptions 2.1-2.3 the optimal value function, V ∗ , of the SOC problem
is the point-wise minimal solution of the Bellman equation, i.e., V ∗ (x) = (TV V ∗ ) (x), for
all x ∈ X , and if V is another solution of (2.5), then V (x) ≥ V ∗ (x), for all x ∈ X . The
optimal policy can be defined using the optimal value function V ∗ by,
π ∗ (x) = arg min l(x, u) + γ E [V ∗ (g(x, u, ξ))] ,

(2.6)

u∈U

commonly referred to as the greedy policy because it selects the action u that is greedy
with respect to V ∗ . Note that evaluating (2.6) requires knowledge of the loss function,
dynamics, and expectation with respect to ξ; this distinction becomes relevant when we
work with approximations of V ∗ in the subsequent chapters.
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Bounded function and moment spaces

It is clear from the definition that the Bellman operator TV is monotone, i.e., given
any two measurable functions V1 , V2 : X → R, then,
V1 (x) ≤ V2 (x) , ∀ x ∈ X ,

⇒

(TV V1 ) (x) ≤ (TV V2 ) (x) , ∀ x ∈ X .

Lastly, we define an additional operator Tu that is similar to the Bellman operator TV
but without the minimisation over the action space, i.e., given a measurable function
V : X → R,
(Tu V ) (x, u) := l(x, u) + γ E [V (g(x, u, ξ))] .

This operator is used to condense the presentation that follows.

2.4

Bounded function and moment spaces

Before considering the infinite dimensional linear program that recovers V ∗ , we first
define the vector spaces used in the optimisation programs, namely, the space of measurable and bounded functions, and the space of finite signed and bounded measures. The
following positive adaptations of the loss function are used to define the sense in which
the spaces are bounded,
w(x, u) := l0 + l(x, u) > 0 ,
w0 (x) := l0 + min l(x, u) > 0 ,
u∈U

∀x ∈ X, u ∈ U ,

(2.7)

∀x ∈ X ,

where l0 > 0 is an arbitrary but fixed number and exists by Assumption 2.1, and it is
further assumed that w0 is measurable, see [HL96, Appendix D] for conditions on l and
U that ensure w0 is measurable.
Definition 2.1. F(X ) (resp. F(X ×U)) is the vector space of real-valued measurable
functions V on X (resp. Q on X ×U) with
kV kw0

|V (x)|
= sup
< ∞,
x∈X w0 (x)

resp. kQkw =

sup

(x,u)∈X ×U

!

|Q(x, u)|
< ∞ .
w(x, u)

Definition 2.2. M(X ) (resp. M(X ×U)) is the vector space of finite signed measures
ν on X (resp. µ on X ×U) such that
Z

X

w0 (x) |ν|(dx) < ∞ ,




 resp.

Z

X ×U

w(x, u) |µ|(d(x, u)) < ∞ 
,

where |ν| (resp. |µ|) denotes the total variation of ν (resp. µ).
19
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These definitions corresponds to [HL96, Definition 6.3.2, 6.3.4]. We define the following
bilinear forms on these vector spaces,
hν, V i :=
hµ, Qi :=

Z

V dν ,

X

Z

Q dµ ,

X ×U

ν ∈ M(X ) ,

V ∈ F(X ) ,

µ ∈ M(X ×U) ,

Q ∈ F(X ×U) ,

with respect to which (M(X ) , F(X )) and (M(X ×U) , F(X ×U)) are dual pairs, see
[HL96, Definition 6.2.1]. We introduce also the non-negative cones for each,
F+ (X ) := { V ∈ F(X ) | V (x) ≥ 0, ∀ x ∈ X } ,

M+ (X ) := { ν ∈ M(X ) | ν(B) ≥ 0, ∀ B ∈ B(X ) } ,
and note that M+ (X ) is the dual cone of F+ (X ) and vice versa. The non-negative
cones F+ (X ×U) and M+ (X ×U) are defined similarly and are also the dual cones of
one another.
The following assumption is required for the infinite dimensional LP approach introduced and analysed in Section 2.5.
Assumption 2.4. The map (x, u) 7→ E [w0 (g(x, u, ξ))] is in F(X ×U), i.e.,
sup

(x,u)∈X ×U

E [w0 (g(x, u, ξ))]
< ∞.
w(x, u)

Specifically, this assumption is required to apply duality theory, to show that given any
V ∈ F(X ), then the function Tu V is in F(X ×U), and to show that the sequence of value
iteration functions starting from the zero function are all in F(X ).

2.5

Linear programming approach for value function
formulation

Assumptions 2.1, 2.2, 2.3, and 2.4 are considered to hold throughout this section. If
ν ∈ M+ (X ) assigns positive mass to all open subsets of X , and if V ∗ is in F(X ), then it
is shown in [HL96, Section 6.3 ] that the solutions of the following infinite dimensional
LP,
max
V

Z

X

V (x) ν(dx)

(2.9a)

s. t. V ∈ F(X )

(2.9b)

V (x) ≤ (Tu V ) (x, u) , ∀ x ∈ X , u ∈ U ,
20
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2.5

Linear programming approach for value function formulation

satisfy the Bellman equation (2.5) for ν-a.a. x ∈ X . A key feature of the LP formulation
is that any choice of ν(·) that places mass over the whole state space X leads (2.9) to
recover a solution of the SOC problem. In the case that V ∗ is not in F(X ), then it is
shown that the optimal value of problem (2.9) is still V ∗ (ν), however, this value is not
attained by a feasible decision variable, i.e., max is actually a sup.
We first sketch the proof for this equivalence between the solutions of (2.5) and (2.9)
in the case that V ∗ ∈ F(X ). Observe the following for constraint (2.9c),
⇔

⇒

V (x) ≤ (Tu V ) (x, u) ,

∀x ∈ X, u ∈ U

V (x) ≤ V (x) ,

∀x ∈ X ,

V (x) ≤ (TV V ) (x) ,
∗

∀x ∈ X

where the equivalence is by definition of the minimisation over u in the TV operator,
and the implication follows from [HL96, Lemma 4.2.7(b)] for any V ∈ F(X ). Hence constraint (2.9c) is referred to as the Bellman inequality and it implies that any V ∈ F(X )
feasible for problem (2.9) is a point-wise under-estimator of V ∗ , sometimes referred to as
a sub-solution of the Bellman equation (2.5). Hence, if V ∗ is in F(X ), then optimising
over V ∈ F(X ) is rich enough to satisfy V ≤ Tu V with equality point-wise for all x ∈ X ,
u ∈ U, and hence solutions of problem (2.9) recover V ∗ in regions of the state space where
ν places positive mass.
That a function satisfying the Bellman inequality (2.9c) is a sub-solution of the
Bellman equation (2.5) is often proven by showing that the Bellman operator TV is γcontractive, and then calling on the Banach fixed point convergence theorem, see [HL96,
page 51, Notes on §4.2]. Due to the consideration of possibly unbounded spaces and
loss function, [HL96, Lemma 4.2.7(b)] uses an alternative approach that we summarise
now as it is a key result used in Chapter 3. Given any measurable function V : X → R
satisfying V ≤ TV V they show that the following inequality,
h

i

γ t l(xt , ut ) ≥ Eπx γ t V (xt ) − γ t+1 V (xt+1 ) xt , ut ,

holds for any π ∈ Π and any x ∈ X . Taking expectation with respect to Pπx , summing
over t = 0, 1, . . . , n − 1, and letting n → ∞, we have
lim

n→∞

Eπx

" n−1
X
t=0

γ l(xt , ut )
t

#!

≥ V (x) − lim ( Eπx [ γ n V (xn ) ] ) .
n→∞

The limit on the left-hand-side is the definition of the online performance, i.e., V (π, x),
and for any V ∈ F(X ) the limit on the right-hand-side is zero for any policy with finite
online performance, i.e., for any π ∈ Π0 . As the inequality holds for an arbitrary policy
and state, the result follows that any V ∈ F(X ) satisfying V ≤ TV V is a point-wise
lower-bound of V ∗ .
It may seem that there is a contradiction between [HL96, Theorem 4.2.3(a)] that V ∗
is the point-wise minimal solution of the Bellman equation, i.e., V ∗ = TV V ∗ , and [HL96,
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Lemma 4.2.7(b)] that the Bellman inequality implies point-wise under-estimators, i.e.,
V ≤ TV V ⇒ V ≤ V ∗ . The apparent contradiction arises because it would seem that the
solutions of the Bellman equation from [HL96, Theorem 4.2.3(a)] that are not point-wise
minimal would satisfy the Bellman inequality but violate the implication V ≤ V ∗ , and
hence violate [HL96, Lemma 4.2.7(b)]. To see that there is in fact no contradiction, it is
necessary to note that, compared to [HL96, Theorem 4.2.3(a)], [HL96, Lemma 4.2.7(b)]
additionally assumes that the following holds,
lim γ n Eπx [V (xn )] = 0, ∀ π ∈ Π0 , x ∈ X ,

n→∞

(2.10)

for the measurable function V : X → R satisfying V ≤ TV V . Requirement (2.10) is satisfied for the proof sketch above because it instead uses the requirement V ∈ F(X ).

We now sketch the proof steps provided in [HL96, Section 6.3] for the case that
V ∈
/ F(X ). These steps motivate the key definitions, identities, and techniques that we
use in Section 3.3 to prove a similar equivalence for the Q-function formulation. Given
a policy π ∈ Π and initial state distribution ν ∈ M+ (X ), we introduce two measures:
the expected discounted state-action frequency, µπν defined on X ×U, and its marginal on
the state space, µ̃πν defined on X , called the expected discounted state frequency. For any
Borel sets Γ ∈ B(X ×U) and B ∈ B(X ) the measures are defined as:
∗

µπν (Γ) :=

∞
X
t=0

µ̃πν (B)

γ t Pπν [(xt , ut ) ∈ Γ] ,

:= µπν (B

× U) =

∞
X

γ

=

Z

t

t=0

Pπν

[xt ∈ B] .

(2.11)

These are sometimes referred to as the discounted occupancy measures, and it is readily
shown that (1 − γ) µπν is a probability measure by evaluating µπν (X ×U). The online
performance can thus be expressed in terms of the loss function and the frequency
measure as,
V (π, x) :=

Eπx

" ∞
X

γ l(xt , ut )
t

t=0

#

l(x, u) µπx (d(x, u)) ,

(2.12)

X ×U

where the first equality repeats the definition (2.2), and the second equality follows
from (2.11). When the left hand side is integrated over the an initial state distribution
R
ν, then µπν is used accordingly, i.e., V (π, ν) = l dµπν .

In order to formulate the SOC problem (2.3) as an optimisation over expected discounted state-action frequency measures, a constraint is required that restricts the feasible space of measures to those that are consistent with the given initial state distribution
and a feasible policy. Given a policy π ∈ Π and initial state distribution ν ∈ M+ (X ),
then for any Borel sets Γ ∈ B(X ×U) and B ∈ B(X ) the following relation holds,
ν(B) = µ̃πν (B) − γ

Z

x∈X

K(B | x, u) µπν (d(x, u)) ,
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as per [HL96, eq. (6.3.10)]. Thus the SOC problem is cast as the following infinite
dimensional LP over measures,
min
µ

Z

X ×U

(2.14a)

l(x, u) µ(d(x, u))

s. t. µ ∈ M+ (X ×U)

ν(B) = µ̃(B) − γ

(2.14b)

Z

X ×U

K(B | x, u) µ (d(x, u)) , ∀ B ∈ B(X ) ,

(2.14c)

referred to as the primal problem, and of which (2.9) is the dual. In [HL96, Theorem 6.3.7] it is shown that there is a mapping back-and-forth between feasible policies of
the SOC problem (2.3) and feasible measures of problem (2.14). Additionally, it is shown
that the minimum of problem (2.14) is attained and equals V ∗ (ν), and moreover that
there exists a measure attaining the minimum that maps to a deterministic stationary
policy feasible for the SOC problem.
Finally, to complete the proof that that the optimal value of (2.9) is also V ∗ (ν), it is
shown in [HL96, Theorem 6.3.8] that there is no duality gap between the primal problem
over measures and the dual problem over functions, i.e., between (2.14) and (2.9). To
show this, the authors consider a sequence of functions generated by value iteration as,
F(X ) 3 V0 (x) := 0 ,

Vn (x) := (TV Vn−1 ) (x) , ∀ x ∈ X ,

(2.15)

for which Assumption 2.4 gives that Vn is in F(X ) for all n ∈ N0 , and for which it is
clear that all Vn are feasible for the Bellman inequality constraint (2.9c). The last step
uses the result from [HL96, Lemma 4.2.8] that the value iteration sequence monotonically
increases to the optimal value function, i.e., Vn ↑ V ∗ , and hence the sequence of objective
values converges to the optimal value of (2.14), i.e.,
sup
n∈N0

Z

Vn dν = lim

n→∞

Z

Vn dν =

Z

V ∗ dν = V ∗ (ν) = min (2.14) .

Summarising the result for both cases,
(1) If V ∗ ∈
/ F(X ), then sup (2.9) = min (2.14) = V ∗ (ν).
(2) If V ∗ ∈ F(X ), then max (2.9) = min (2.14) = V ∗ (ν), hence we have the conclusion
that solutions of problem (2.9) satisfy the Bellman equation (2.5) for ν-a.a. x ∈ X .
We close this section by noting that although the proof that problem (2.9) recovers V ∗
can be completed without formulating the LP over measures, see [HL96, page 144, Notes
on §6.3], valuable insights and connections are achieved by applying infinite dimensional
linear programming duality theory. In the material above the benefit is that the primal
problem over measures, i.e., problem (2.14), has a direct connection to optimising over
policies. In the next chapter where we analyse the LP approach for Q-functions, duality
theory offers benefits for interpreting the η parameter used in the objective there.
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CHAPTER

Alternative Dynamic Programming
Formulations
In this chapter, we consider alternative infinite dimensional mathematical programming
approaches that, similar to Chapter 2, recover the dynamic programming (DP) solution
of the stochastic optimal control (SOC) problem. Section 3.1 establishes the motivation
for studying alternative formulations, which only becomes fully clear in the subsequent
chapters where we compute approximations of the optimal value function. The first
alternative we consider relates to the so-called Q-function with Section 3.2 providing
the relevant definitions. The Q-function formulation of the LP approach to ADP has
been studied in the literature for the finite space setting, and in Section 3.3 we provide
some counterpart results for the continuous space setting, i.e., building upon the results
presented in Chapter 2 we prove that an infinite dimensional LP recovers the optimal
Q-function. Section 3.4 reviews the iterated Bellman inequality approach, proposed
by [WOB15] for a value function formulation, and also presents the counterpart for a
Q-function formulation. Again, building upon the results presented in Chapter 2, we
prove that the formulations recover the optimal value function and optimal Q-function
respectively. Section 3.5 proposes what we call the point-wise maximum approach to DP.
This approach formulates an infinite dimensional non-convex optimisation program that
also recovers solutions of the Bellman equation for value functions. Looking ahead to the
subsequent chapters, the linear programs introduced in Section 3.4 are the starting point
for the approximation techniques analysed in Chapter 4, and the non-convex program
introduced in Section 3.5 is the starting point for the novel approximation techniques we
develop in Chapter 5.

3.1

Motivation for studying alternative formulations

In the context of approximate DP, the benefit of studying the the infinite dimensional
linear program introduced in Section 2.5 is that it does not require knowledge of the
optimal value function. Hence, in Chapter 4, problem (2.9) is readily approximated by
25
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restricting the decision variable to linear combinations of a finite number of basis functions. However, as the Bellman inequality constraint used in those problems is only a
sufficient condition for the decision variable to be a point-wise under-estimator of V ∗ ,
the approximate solution that results from restricting the decision variable can be significantly sub-optimal compared to V ∗ . The problem formulations studied in Sections 3.3,
3.4, and 3.5 have the following features and motivation:
(1) They use an alternative sufficient condition for the decision variable to be a pointwise under-estimator of V ∗ . The motivation is that such a condition can be directly
used as a constraint in an optimisation program with a simple maximisation objective, similar to problem (2.9).
(2) They also recover V ∗ when optimising over the vector spaces of real-valued, measurable, bounded functions F(X ) and F(X ×U). This justifies that the formulations
are sensible to use for computing approximations of V ∗ .
(3) They have a “larger” feasible region than problem (2.9), where the precise meaning
of “larger” is discussed when each formulation is introduced. Although a “larger”
feasible is seemingly unnecessary as problem (2.9) already recovers V ∗ , it can improve the approximation quality when restricting the decision variable to a linear
combination of basis functions This improvement in the approximation quality is
studied theoretically and empirically in the subsequent chapters.
Figure 3.1 provides a schematic representation for the motivation described by points (1)–
(3) above. See the figure caption for the explanation of the schematic.

3.2

Bellman equation for Q-functions

The optimal Q-function, denoted Q∗ : X ×U → R, is defined as the cost for making
decision u given that the system is currently in state x, and then playing optimally from
the next time step onwards, i.e.,
Q∗ (x, u) := l(x, u) + γ E [V ∗ (g(x, u, ξ))] .

(3.1)

Thus it is clear that V ∗ (x) = minu∈U Q∗ (x, u), and hence we say that a measurable function Q : X ×U → R is a solution of the Q-function Bellman equation if it satisfies:




Q(x, u) = l(x, u) + γ E min Q (g(x, u, ξ) , v) ,




v∈U

=: TQ Q (x, u) ,

∀x ∈ X, u ∈ U ,

(3.2)

∀x ∈ X, u ∈ U .

We refer to the operator TQ as the Q-function Bellman operator; the subscript is used to
indicate that the operator applies to measurable functions on X ×U. It is clear from the
26
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Vector space of real-valued, measurable, bounded functions V ∈ F(X )
V∗

Linear space used for
computing approximations

V ∈ F(X ) satisfying
Bellman inequality

V ∈ F(X )
satisfying the
alternative condition

Figure 3.1: A schematic representation of the motivation described in Section 3.1. As
labelled, the grey region represents the vector space of functions V ∈ F(X ), of which
the optimal value function V ∗ , assumed to be in F(X ), is indicated by the black dot.
The blue region represents those functions that satisfy the Bellman inequality constraint
V ≤ Tu V , i.e., the feasible region of problem (2.9). The red region, which contains the
blue region, represents those functions that satisfy an alternative condition for encoding
that a function V ∈ F(X ) is a point-wise under-estimator of V ∗ , with such alternative
conditions given in Sections 3.3, 3.4, and 3.5. The dotted black line represents a linear
sub-space that is used for computing approximations to V ∗ , and the solid blue and
red lines indicate where this intersects the respective region. This highlights the main
motivation for considering alternative conditions: when approximations are computed
by restricting to a sub-space, the feasible region is larger, and thus the approximation
quality is potentially improved.
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definitions that the TQ operator is monotone, i.e., given any two measurable functions
Q1 , Q2 : X ×U → R, then,
Q1 (x, u) ≤ Q2 (x, u) , ∀ x ∈ X , u ∈ U ,









⇒ TQ Q1 (x, u) ≤ TQ Q2 (x, u) , ∀ x ∈ X , u ∈ U .
The optimal policy can also be defined using the optimal Q-function Q∗ as,
π ∗ (x) = arg min Q∗ (x, u) ,

(3.3)

u∈U

which selects the action u that is greedy with respect to Q∗ . Note that evaluating (3.3)
requires only Q∗ , in contrast to the policy (2.6) that requires knowledge of the loss
function, dynamics, and expectation with respect to ξ in addition to V ∗ .

3.3

Linear programming approach for Q-Function
formulation

Considering problem (2.9) where the Bellman inequality is used as a constraint, the
natural counterpart to consider for finding the optimal Q-function is,
max
Q

Z

X ×U

Q(x, u) η(d(x, u))

s. t. Q ∈ F(X ×U)




Q(x, u) ≤ TQ Q (x, u) , ∀ x ∈ X , u ∈ U ,

with η ∈ M+ (X ×U). However, this raises the following questions:
(1) The constraint Q ≤ TQ Q is non-linear due to the operator having a minimisation
nested inside the expectation. Is there an equivalent reformulation of the constraint
that is linear in the decision variable?
(2) The weighting η in the objective is now a measure on the X × U space. How should
this measure be chosen to recover solutions of the Q-function Bellman equation for
η-a.a. (x, u) ∈ X ×U?
These questions are answered in [Cog+06] for the finite state and action space setting.
To the best of the author’s knowledge, these questions have not previously been answered
in the setting of continuous, and possibly unbounded, state and action spaces. To answer
the first question we provide the following proposition that reformulates the TQ -operator
inequality as a set of linear inequalities.
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Proposition 3.1. Given any V ∈ F(X ), and Q ∈ F(X ×U) that together satisfy,
Q(x, u) ≤ (Tu V ) (x, u) ,

V (x) ≤ Q(x, u) ,

(3.5)

for all x ∈ X , u ∈ U, then the following hold:




(1) Q(x, u) ≤ TQ Q (x, u) for all x ∈ X , u ∈ U.
(2) V (x) ≤ V ∗ (x) for all x ∈ X .
(3) Q(x, u) ≤ Q∗ (x, u) for all x ∈ X , u ∈ U.
Proof. For (1): V (x) ≤ Q(x, u) for all x ∈ X , u ∈ U, implies that V (x) ≤ minu∈U Q(x, u)
for all x ∈ X , and hence we have,
Q(x, u) ≤ l(x, u) + γ E [V (g(x, u, ξ))]








≤ l(x, u) + γ E min Q (g(x, u, ξ) , v) = TQ Q (x, u)
v∈U

where the inequalities and equivalence hold for all x ∈ X , u ∈ U.

For (2): from the hypothesis (3.5) we directly have that V (x) ≤ (Tu V )(x, u) for all
x ∈ X , u ∈ U and hence by [HL96, Lemma 4.2.7] and the hypothesis V ∈ F(X ) we have
that V (x) ≤ V ∗ (x) for all x ∈ X .
For (3): we have that,

Q(x, u) ≤ l(x, u) + γ E [V (g(x, u, ξ))]

≤ l(x, u) + γ E [V ∗ (g(x, u, ξ))] = Q∗ (x, u) ,

where the inequalities and equivalence hold for all x ∈ X , u ∈ U. The first inequality holds
by the hypothesis (3.5), the second inequality holds by conclusion (2), and the equality
holds by definition of Q∗ as per (3.1).
Note that with Proposition 3.1 we do not attempt to show that conclusion (1) implies the
hypothesis (3.5) to avoid the complication of assuming that minu∈U Q(x, u) is measurable
for any Q ∈ F(X ×U).
Based on Proposition 3.1, we propose the following infinite dimensional LP to recover
solutions of the Q-function Bellman equation (3.2) for η-a.a. x ∈ X , u ∈ U,
sup
V,Q

Z

X ×U

(3.6a)

Q(x, u) η(d(x, u))

s. t. V ∈ F(X ) , Q ∈ F(X ×U)
Q(x, u) ≤ (Tu V ) (x, u) ,
V (x) ≤ Q(x, u) ,
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(3.6b)
∀x ∈ X, u ∈ U ,

∀x ∈ X, u ∈ U .

(3.6c)
(3.6d)
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The cases V ∗ ∈ F(X ) and V ∗ ∈
/ F(X ) are considered separately in the theorems below.
∗
For the case V ∈ F(X ), Theorem 3.1 shows that the supremum of problem (3.6) is
attained, and the proof does not use any duality arguments. Instead, the proof of
Theorem 3.1 shows that optimising over V ∈ F(X ) and Q ∈ F(X ×U) simultaneously is
rich enough to satisfy conclusions (2) and (3) of Proposition 3.1 with equality point-wise
for all x ∈ X , u ∈ U. For the case V ∗ ∈
/ F(X ), Theorem 3.2 provides a requirement on η
R
to ensure that the optimal value of problem (3.6) is Q∗ dη. The proof of Theorem 3.2
formulates the dual of problem (3.6) in order to reason about the requirement on η.
Theorem 3.1. Suppose that Assumptions 2.1–2.4 hold, and let η ∈ M+ (X ×U) be chosen to assign positive mass to all open subsets of X ×U. If V ∗ is in F(X ), then the
supremum of problem (3.6) is attained, and the solutions of problem (3.6) satisfy the
Q-function Bellman equation (3.2) for η-a.a. x ∈ X , u ∈ U.
R

Proof. Together with Proposition 3.1, the constraints of problem (3.6) imply that Q∗ dη
is an upper bound on the optimal value of problem (3.6). Thus we complete the proof by
showing that Q∗ is feasible for problem (3.6). Consider the choice of decision variables,
V 0 (x) := V ∗ (x)
Q0 (x, u) := l(x, u) + γ E [V ∗ (g(x, u, ξ))]





= (Tu V ∗ ) (x, u) = Q∗ (x, u) .

(3.7)

Constraint (3.6c) is satisfied with equality by definition of the Tu operator, and constraint (3.6d) is satisfied as,
V 0 (x) = V ∗ (x) = min (Tu V ∗ ) (x, u) ≤ (Tu V ∗ ) (x, u) = Q0 (x, u) ,
u∈U

for all x ∈ X , u ∈ U. To show that Q0 is in F(X ×U), first note that by Definition 2.1 and
the hypothesis V ∗ ∈ F(X ) we have |V ∗ (x)| ≤ kV ∗ kw0 w0 (x) for all x ∈ X , thus,
0

kQ kw ≤
≤

sup

l(x, u)
w(x, u)

sup

l(x, u)
w(x, u)

(x,u)∈X ×U
(x,u)∈X ×U

!
!

+γ

sup

(x,u)∈X ×U

+ γ kV kw0

E [ V ∗ (g(x, u, ξ)) ]
w(x, u)

sup

(x,u)∈X ×U

!

E [w0 (g(x, u, ξ))]
w(x, u)

!

(3.8)

where the first inequality holds as the supremum of the two terms is separated and the
absolute magnitude is dropped by Assumption 2.1 that l is non-negative, and the second
inequality follows from V ∗ ∈ F(X ). The first term here is finite by definition of w in
terms of l (see (2.7)), and the second term is finite by Assumption 2.4. Finally, by
Assumptions 2.1 and 2.2 we have that Q0 is measurable, and hence Q0 = Q∗ is feasible
for problem (3.6). Thus we have that the optimal value of problem (3.6) is attained by
a feasible solution, and by [Dur10, Section 1.4] we have that any solution attaining the
optimal value satisfies,
Z

Q dη =

Z

Q∗ dη

⇔

Q = Q∗ , for η-a.a. x ∈ X , u ∈ U.
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Hence, the solutions of problem (3.6) satisfy the Q-function Bellman equation (3.2) for
η-a.a. x ∈ X , u ∈ U.
Theorem 3.2. Suppose that Assumptions 2.1–2.4 hold, and let η ∈ M+ (X ×U) be chosen to assign positive mass to all open subsets of X ×U such that
ν(B) = γ

Z

X ×U

K(B | x, u) η(d(x, u)) , ∀ B ∈ B(X ) ,

(3.9)

assigns positive mass to all open subsets of X . If V ∗ is not in F(X ), then the optimal
R
value of problem (3.6) is Q∗ dη.

Proof. We start by formulating the dual of problem (3.6) and using this to show that
R ∗
Q dη is indeed an upper bound on the optimal value. When then use the value iteration
sequence (2.15) to construct a sequence of feasible decision variables whose objective
R
value converge to Q∗ dη in the limit. In order to formulate the dual of problem (3.6),
we first introduce adjoint operators. Given a V ∈ F(X ) and Q ∈ F(X ×U), the operator,
D∗ : F(X ) × F(X ×U) → F(X ×U) × F(X ×U) ,
is defined as
D∗

" #!

V
Q

"

Q(x, u) − γ E [V (g(x, u, ξ))]
(x, u) :=
V (x) − Q(x, u)

#

(3.10)

and thus represents the decision variables collected together for constraints (3.6c) and (3.6d).
Given µ1 , µ2 ∈ M(X ×U), the operator,
D : M(X ×U) × M(X ×U) → M(X ) × M(X ×U) ,
is defined for any B ∈ B(X ) and any Γ ∈ B(X × U) as,
"

µ
D 1
µ2

#!

(B, Γ) :=

"

µ̃2 (B) − γ

R

#

X ×U K(B | x, u) µ1 (d(x, u))
µ1 (Γ) − µ2 (Γ)

(3.11)

where µ˜2 denotes the marginal of µ2 on the X space, i.e., µ̃2 (B) = µ2 (B × U). Thus
the first component of operator D is the difference between the marginal of the second
measure and the discounted propagation of the first measure through the stochastic
kernel, and the second component is the difference between the two measures. We define
the following bilinear forms on these vector spaces,
*" # " #+

*"

ν
V
,
µ
Q
# "

µ1
Q
, 1
µ2
Q2

#+

:=
:=

Z

X

Z

V dν

X ×U

+

Q1 dµ1 +

Z

X ×U

Z

X ×U

Q dµ ,
Q2 dµ2 ,
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ν ∈ M(X ),
V ∈ F(X ),

µ ∈ M(X ×U)
,
Q ∈ F(X ×U)

µ1 ∈ M(X ×U), µ2 ∈ M(X ×U)
,
Q1 ∈ F(X ×U), Q2 ∈ F(X ×U)
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with respect to which




M(X ) × M(X ×U) , F(X ) × F(X ×U)



M(X ×U) × M(X ×U) , F(X ×U) × F(X ×U)



are dual pairs. The weighted supremum norms k · kw0 and k · kw (see Definitions 2.1
and 2.2) are defined for the product spaces as the sum of the weighted supremum norm
for each space, for example, given real-valued measurable functions V : X → R and
Q : X × U → R, then,
" #

V
Q

= kV kw0 + kQkw = sup
x∈X

w0 ,w

|V (x)|
+
w0 (x)

sup

(x,u)∈X ×U

|Q(x, u)|
.
w(x, u)

To show the the operators D∗ and D are indeed the mappings defined, we need to
show that the right-hand-sides of equations (3.10) and (3.11) have a finite weighted
supremum norm, k · kw,w and k · kw0 ,w respectively. For (3.10), this is readily shown
using the same arguments as (3.8), and for (3.11) we use the total variation identities in
[HL96, Appendix A] as follows,
kµ̃2 kw0 =

Z

X

Z

w0 (x) |µ̃2 |(dx) ≤

X

Z

w0 (x)

U

|µ2 |(dx×du) ≤

Z

X ×U

w(x, u) |µ2 |(d(x, u)),

which shows that the marginal of µ2 is bounded when µ2 is in M(X ×U). For the
discounted propagation of µ1 we have,
γ
≤γ
=γ

Z

Z

X ×U

y∈X

K(· | x, u) µ1 (d(x, u))

w0 (y)

Z

(x,u)∈X ×U

Z

(x,u)∈X ×U

Z

y∈X

w0

K(dy | x, u) |µ1 |(d(x, u))

w0 (y) K(dy | x, u)

≤ γ kE [w0 (g(·, ·, ξ))]kw

Z

(x,u)∈X ×U



|µ|1 (d(x, u))

w(x, u) |µ|1 (d(x, u)) ,

where the final inequality holds by Assumption 2.4 and hence the final line is finite when
µ1 is in M(X ×U). Finally, we write out the adjoint relation of D∗ and D, i.e., given
any µ1 , µ2 ∈ M(X ×U), any V ∈ F(X ), and any Q ∈ F(X ×U), we have,
*"

=
=
=

Z

#

X ×U

Z

X ×U

*

" #+

µ1
V
, D∗
µ2
Q

"

Q d(µ1 − µ2 ) −
Q d(µ1 − µ2 ) −
#

" #+

Z

(x,u)∈X ×U

Z

y∈X

γ

Z

y∈X

V (y) γ

Z

V (y) K(dy | x, u) µ1 (d(x, u)) +

(x,u)∈X ×U

µ
V
D 1 ,
µ2
Q
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K(dy | x, u) µ1 (d(x, u))

Z

!

X

+

V dµ̃2
Z

X

V dµ̃2
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where the second equality exchanges the order of integration by Fubini’s theorem, using
the same argument as (3.8) for V ∈ F(X ) and Assumption 2.4 to show that the integral
is finite.
Thus we can directly write down problem (3.6) and its dual in terms of the operators
and inner products introduced as follows,

max
V,Q

*" #

" #+

0
V
,
η
Q

min

µ1 ,µ2

s. t. V ∈ F(X ) , Q ∈ F(X ×U)
" #

l
−
0

D

∗

" #!

V
Q

*"

#

" #+

µ1
l
,
µ2
0

s. t. µ1 , µ2 ∈ M+ (X ×U)
"

F+ (X ×U)
∈
×F+ (X ×U)

µ
D 1
µ2

#!

=

" #

0
η

For the problem over measures, we use the second equality constraint to make the substitution µ1 (Γ) = µ2 (Γ) + η(Γ) for all Γ ∈ B(X ×U), and writing out the operator D for
the first component, the problem is equivalent to,
min
µ

Z

X ×U

l(x, u) µ(d(x, u)) +

s. t. µ ∈ M+ (X ×U)

ν(B) = µ(B) − γ

Z

X ×U

Z

X ×U

l(x, u) η(d(x, u))

(3.14a)
(3.14b)

K(B | x, u) µ (d(x, u)) , ∀ B ∈ B(X ) ,

(3.14c)

where we have used hypothesis (3.9) for the constraint (3.14c). As problem (3.14) is
R
equivalent to problem (2.14), up to the additive constraint ldη in the objective, we have
R
by [HL96, Theorem 6.3.7] that the optimal value of problem (3.14) is V ∗ (ν) + ldη.

To complete the proof we construct a sequence of feasible decision variables for problem (3.6) for which the objective value converges to the optimal value of problem (3.14).
Consider the sequence of decision variables,
F(X ) 3 V0 (·) := 0 ,

F(X ×U) 3 Q0 (·) := l(x, u) ,

Vn (x) := (TV Vn−1 ) (x) , ∀ x ∈ X ,

Qn (x) := (Tu Vn ) (x, u) , ∀ x ∈ X , u ∈ U.

where the sequence Vn , n ∈ N0 , is the same value iteration sequence as (2.15) that is used
in the proof of [HL96, Theorem 6.3.8]. Following the proof of [HL96, Theorem 6.3.8] we
directly have that Vn ∈ F(X ) for all n ∈ N0 , and that (Vn , Qn ) satisfy constraints (3.6c)
and (3.6d) for all n ∈ N0 . That Qn is in F(X ×U) follows from Vn ∈ F(X ) by the same
arguments as (3.8). Thus we have that, for this sequence of feasible decision variables,
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the sequence of objective values satisfies,
sup
n∈N0

= sup
n∈N0

= lim

n→∞

=
=
=
=

Z

ZX ×U
X ×U

Z

X ×U

Z

X ×U

Z

X ×U

Z

X ×U

Z

X ×U

Qn (x, u) η(d(x, u))





l(x, u) + γ E [Vn (g(x, u, ξ))] η(d(x, u))
l(x, u) + γ E [Vn (g(x, u, ξ))] η(d(x, u))

l(x, u) + γ E [V ∗ (g(x, u, ξ))] η(d(x, u))

l(x, u) η(d(x, u)) +
l(x, u) η(d(x, u)) +
l(x, u) η(d(x, u)) +
R

Z

(x,u)∈X ×U

Z

y∈X

Z

y∈X

γ

V (y)
∗

Z

y∈X

γ

Z



V ∗ (y) K(dy | x, u) η(d(x, u))

(x,u)∈X ×U

V ∗ (y) ν(dy) =

Z

K(dy | x, u) η(d(x, u))

!

ldη + V ∗ (ν) ,

where the fourth line equals Q∗ dη by definition of Q∗ in terms of V ∗ (see (3.1)). The
first equality uses the definition of Qn in terms of Vn , the second and third equality hold
by [HL96, Lemma 4.2.8] that the sequence Vn monotonically increases to the optimal
value function, i.e., Vn ↑ V ∗ . The fourth equality follows from the definition of the transition kernel, the fifth equality exchanges the order of integration by Fubini’s theorem,
and the sixth equality applies the hypothesis (3.9). Thus the result follows as there is
no duality gap holds between problems (3.6) and (3.14), i.e.,
Z

ldη + V (ν) ≤ sup (3.6) ≤ min (3.14) =
∗

Z

ldη + V ∗ (ν) ,

where the first inequality holds as the sequence Qn is feasible for problem (3.6) and the
second inequality holds by weak duality.
Summarising the result for both cases,
(1) If V ∗ ∈
/ F(X ), then sup (3.6) = min (3.14) = V ∗ (ν).
R

(2) If V ∗ ∈ F(X ), then max (3.6) = Q∗ dη, hence we have the conclusion that solutions of problem (3.6) satisfy the Q-function Bellman equation (3.2) for η-a.a.
x ∈ X , u ∈ U.

We close this section by noting that problem (3.6) has an additional decision variable
compared to problem (2.9). This difference becomes relevant in Chapter 4 as it increases
the computation requirements when solving tractable restrictions of problem (3.6) to obtain approximations of Q∗ , compared to solving tractable restrictions of problem (2.9) to
obtain approximations of V ∗ . This difference in also relevant in the context of Section 3.1
and Figure 3.1: although the feasible space of V ∈ F(X ) is the same for problems (2.9)
and (3.6), when solving tractable restrictions of problem (3.6) the additional decision
variables may allow the approximations of Q∗ to be more expressive.
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In [WOB15] the authors suggest using a iterated version of the Bellman inequality as a
sufficient condition for a function to be a point-wise under-estimator of V ∗ . In that work,
they consider compact state and decision spaces, and hence use the contractive property
of the Bellman operator to reason that any function V : X → R satisfying V ≤ TVM V ,
with M ∈ N, is a point-wise under-estimator of V ∗ , where TVM denotes M applications
of the TV operator. Thus the optimisation problem considered for the value function
formulation, and its counterpart for the Q-function formulation are,
max
V

Z

X

V (x) ν(dx)

s. t. V ∈ F(X )


max
Q



V (x) ≤ TVM V (x), ∀ x ∈ X ,

Z

X ×U

Q(x, u) η(d(x, u))

s. t. Q ∈ F(X ×U)




Q(x, u) ≤ TQM Q (x, u), ∀ x ∈ X , u ∈ U,

where the constraint is referred to as the iterated Bellman inequality. In the context
of Section 3.1 and Figure 3.1, it is clear from monotonicity of the TV operator that
any function V ∈ F(X ) that satisfies V ≤ TV V also satisfies V ≤ TVM V , however, the
reverse is not necessarily true. Thus, even in the setting of optimising over V ∈ F(X ),
the iterated Bellman inequality encodes a feasible region of point-wise under-estimators
that strictly contains that of problem (2.9).
To show that this iterated Bellman inequality formulation is also sensible for the
setting of possibly unbounded spaces, as considered in this thesis, we now extend [HL96,
Lemma 4.2.7(b)] to the iterated Bellman inequality. A key tool needed for the proof of
the lemma is the n-step transition probability, as introduced in [HL96, page 21, Notes
on §2.3]. Letting π ∈ Π be a feasible deterministic stationary policy as per (2.1), the
n-step transition probability is denoted by K n (· | ·, π) and defined for any B ∈ B(X ) and
any xt ∈ X as,
K n (B | xt , π(xt )) := Pπx [ xt+n ∈ B | xt ] , n ≥ 0.

Hence the 1-step transition probability is K 1 (· | xt , π(xt )) = K(· | xt , π(xt )), and the 0step transition probability, K 0 (· | xt , π(xt )), is simply a probability measure concentrated
on xt .

Lemma 3.1. Suppose that Assumptions 2.1–2.3 hold. If V : X → R is a measurable
function such that TVM is well defined for M ∈ N, and, in addition V ≤ TVM V and
lim γ n Eπx [V (xn )] = 0, ∀ π ∈ Π0 , x ∈ X ,

n→∞

(3.15)

then V ≤ V ∗ .
Proof. Let π ∈ Π and x ∈ X be arbitrary and recall that the resulting process is Markovian. We start by considering the M -step discounted expected value of the function V
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conditional on the current state,
h

Eπx γ t+M V (xt+M ) xt
=γ

Z

t+M

V (xt+M ) K M (dxt+M | xt , π)

xt+M ∈X

=γ

Z

t+M

Z

xt+M −1 ∈X xt+M ∈X

=γ

t+M −1

 ZZ

V (xt+M ) K(dxt+M | xt+M −1 , π) K M −1 (dxt+M −1 | xt , π)

l (xt+M −1 , π) + γ V (xt+M ) K(dxt+M | xt+M −1 , π) K

− γ t+M −1
≥ γ t+M −1

i

Z

Z

M −1



(dxt+M −1 | xt , π)

l (xt+M −1 , π) K M −1 (dxt+M −1 | xt , π)

xt+M −1 ∈X

(TV V ) (xt+M −1 ) K M −1 (dxt+M −1 | xt , π)

− γ t+M −1 Eπx [ l(xt+M −1 , ut+M −1 ) | xt ] .
The first equality holds by the definition of the M -step transition probability and the
second equality uses a recursive expression for K M (· | ·, π). The third inequality adds
and subtracts the loss function so that the first term contains (Tu V )(xt+M −1 , π) written
in term of the transition kernel, where we have used (·, π) as shorthand for (·, π(·))
and dropped the limits of integration for space reasons. The inequality holds as the
minimisation in the TV operator gives that the first term satisfies (Tu V )(·, π) ≥ (TV V )(·),
and the second term is simply the (M −1)-step transition probability written as an
expectation.
Repeating the same arguments and using the hypothesis that V ≤ TVM V we get,
h

Eπx γ t+M V (xt+M ) xt
≥γ

t

≥γ

t

Z

xt ∈X



TVM V

V (xt ) −



i

0

(xt ) K (dxt | xt , π) −

M
−1
X

γ

i

Eπx

i=0

M
−1
X
i=0

γ

t+i

Eπx

[ l(xt+i , ut+i ) | xt ]

!

!

[ l(xt+i , ut+i ) | xt ] ,

and re-arranging we thus have,
γ

t

M
−1
X
i=0

h

i

γ i Eπx [ l(xt+i , ut+i ) | xt ] ≥ Eπx γ t V (xt ) − γ t+M V (xt+M ) xt .

Thus taking expectations with respect to Pπx the conditional on xt is dropped, and
summing over t = 0, M, 2M, . . . , nM , we get,
Eπx

" nM −1
X
t=0

γ l(xt , ut )
t

#

h

i

≥ V (x) − Eπx γ (n+1)M V (x(n+1)M ) .
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Letting n → ∞, the left-hand-side converges to V (π, x) and by hypothesis (3.15) the
second term on the right-hand-side goes to zero for any π ∈ Π for which V (π, ·) is finite.
As the arguments hold for any arbitrary π and x, the proof that V (x) ≤ V ∗ (x) for all
x ∈ X is complete.
The iterated Bellman inequality constraints are both non-linear in the respective decision
variable for any M ≥ 2 because of the nested expectations and minimisations. Thus we
provide the following proposition that reformulates the iterated Bellman inequalities as
a set of linear inequalities.
Proposition 3.2. Given any Vj ∈ F(X ), j = 0, . . . , M −1, that together satisfy,
Vj (x) ≤ (Tu Vj+1 ) (x, u) ,

VM −1 (x) ≤ (Tu V0 ) (x, u) ,

j = 0, . . . , M − 2 ,

(3.16)

for all x ∈ X , u ∈ U, then the following hold:




(1) Vj (x) ≤ TVM Vj (x) for all x ∈ X , j = 0, . . . , M −1.
(2) Vj (x) ≤ V ∗ (x) for all x ∈ X , j = 0, . . . , M −1.
Proof. For (1): V1 (x) ≤ (Tu V2 ) (x, u) for all x ∈ X , u ∈ U, implies that V1 (x) ≤ (TV V2 ) (x)
for all x ∈ X . Hence, starting from the last inequality in (3.16) and recalling that the
operator TV is monotone, we establish the following chain of inequalities,
TV V0 ≥ VM −1 , ⇒ TV2 V0 ≥ TV VM −1 , ⇒ TV2 V0 ≥ VM −2 , ⇒ . . . , ⇒ TVM V0 ≥ V0
where the inequalities and implications hold for all x ∈ X . As the inequalities (3.16) are
cyclically indexed, this same argument holds starting from any Vj , j = 0, . . . , M −1.
For (2): this follows directly from conclusion (1) and Lemma 3.1, with the hypothesis
Vj ∈ F(X ) ensuring that the requirement (3.15) of Lemma 3.1 is satisfied.

Proposition 3.3. Given any Vj ∈ F(X ), Qj ∈ F(X ×U), j = 0, . . . , M −1, that together
satisfy,
Qj (x, u) ≤ (Tu Vj ) (x, u) , j = 0, . . . , M −1 ,
Vj (x) ≤ Qj+1 (x, u) ,

VM −1 (x) ≤ Q0 (x, u) ,

j = 0, . . . , M − 2 ,

for all x ∈ X , u ∈ U, then the following hold:




(1) Qj (x, u) ≤ TQM Qj (x, u) for all x ∈ X , u ∈ U, j = 0, . . . , M −1.
(2) Vj (x) ≤ V ∗ (x) for all x ∈ X , j = 0, . . . , M −1.
(3) Qj (x, u) ≤ Q∗ (x, u) for all x ∈ X , u ∈ U, j = 0, . . . , M −1.
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Proof. The proof directly combines the arguments used in the proof of Propositions 3.1
and 3.2 and is included for completeness.
For (1): following the same arguments as Propositions 3.1(1) we have that Qj ≤ TQ Qj+1
for j = 0, . . . , M − 2, and QM −1 ≤ TQ Q0 . Recalling that the operator TQ is monotone,
we thus establish the following chain of inequalities,
TQ Q0 ≥ QM −1 , ⇒ TQ2 Q0 ≥ TQ QM −1 , ⇒ TQ2 Q0 ≥ QM −2 , ⇒ . . . , ⇒ TQM Q0 ≥ Q0

where the inequalities and implications hold for all x ∈ X , u ∈ U. As the inequalities (3.17)
are cyclically indexed, this same argument holds starting from any Qj , j = 0, . . . , M −1.

For (2): from the hypothesis (3.17) we directly have that Vj , j = 0, . . . , M −1 satisfy (3.16), hence the result follows from Proposition 3.2(2).
For (3): we have for each j = 0, . . . , M −1 that,

Qj (x, u) ≤ l(x, u) + γ E [Vj (g(x, u, ξ))]

≤ l(x, u) + γ E [V ∗ (g(x, u, ξ))] = Q∗ (x, u) ,

where the inequalities and equivalence hold for all x ∈ X , u ∈ U.

Based on Proposition 3.2 the following iterated infinite dimensional LP, as first proposed
in [WOB15], recovers solutions of the Bellman equation (2.5) for ν-a.a. x ∈ X ,
Z

sup

X

Vj

V0 (x) ν(dx)

s. t. Vj ∈ F(X ) ,

Vj (x) ≤ (Tu Vj+1 ) (x, u) ,

VM −1 (x) ≤ (Tu V0 ) (x, u) ,

(3.18a)
j = 0, . . . , M −1 ,
∀x ∈ X, u ∈ U ,

∀x ∈ X, u ∈ U .

(3.18b)
j = 0, . . . , M −2 ,

(3.18c)
(3.18d)

Similarly, based on Proposition 3.3 we propose the following iterated infinite dimensional
LP to recover solutions of the Q-function Bellman equation (3.2) for η-a.a. x ∈ X , u ∈ U,
sup
Vj ,Qj

Z

X ×U

Q0 (x, u) η(d(x, u))

s. t. Vj ∈ F(X ) , Qj ∈ F(X ×U) ,

(3.19a)
j = 0, . . . , M −1 ,

Qj (x, u) ≤ (Tu Vj ) (x, u) ,

∀x ∈ X, u ∈ U ,

VM −1 (x) ≤ Q0 (x, u) ,

∀x ∈ X, u ∈ U .

Vj (x) ≤ Qj+1 (x, u) ,

∀ x ∈ X , u ∈ U,

(3.19b)
j = 0, . . . , M −1 ,

j = 0, . . . , M −2 ,

(3.19c)
(3.19d)
(3.19e)

We note that as the constraints in problems (3.18) and (3.19) are cyclic, the choice of
which Vj or Qj to use in the respective objective functions in arbitrary. To prove the
equivalence, the case V ∗ ∈ F(X ) is considered by Corollaries 3.1 and 3.2 below, where
the result follows from the arguments used to prove equivalence for the non-iterated
counterparts.
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Corollary 3.1. Suppose that Assumptions 2.1–2.4 hold, and let ν ∈ M+ (X ) be chosen
to assign positive mass to all open subsets of X . If V ∗ is in F(X ), then the supremum
of problem (3.18) is attained, and the solutions of problem (3.18) satisfy the Bellman
equation (2.5) for ν-a.a. x ∈ X .
Proof. Together with Proposition 3.2, the constraints of problem (3.18) imply that
R ∗
V dν is an upper bound on the optimal value of problem (3.18). Thus we complete the
proof by showing that V ∗ is feasible for problem (3.18). Consider the choice of decision
variables Vj = V ∗ , for j = 0, . . . , M −1, for which all the constraints of problem (3.18)
coincide with the constraints of problem (2.9) and thus by [HL96, Theorem 6.3.8] this
choice is feasible. Thus we have that the optimal value of problem (3.18) is attained by
a feasible solution, and by [Dur10, Section 1.4] we have that any solution attaining the
optimal value satisfies the Bellman equation (2.5) for ν-a.a. x ∈ X .
Corollary 3.2. Suppose that Assumptions 2.1–2.4 hold, and let η ∈ M+ (X ×U) be chosen to assign positive mass to all open subsets of X ×U. If V ∗ is in F(X ), then the
supremum of problem (3.19) is attained, and the solutions of problem (3.19) satisfy the
Q-function Bellman equation (3.2) for η-a.a. x ∈ X , u ∈ U.
Proof. Together with Proposition 3.3, the constraints of problem (3.19) imply that
R ∗
Q dη is an upper bound on the optimal value of problem (3.19). Thus we complete the
proof by showing that Q∗ is feasible for problem (3.19). Consider the choice of decision
variables Vj = V ∗ , Qj = Tu V ∗ , for j = 0, . . . , M −1, for which all the constraints of problem (3.19) coincide with the constraints of problem (3.6) and thus by Theorem 3.1 this
choice is feasible. Thus we have that the optimal value of problem (3.19) is attained by
a feasible solution, and by [Dur10, Section 1.4] we have that any solution attaining the
optimal value satisfies the Q-function Bellman equation (3.2) for η-a.a. x ∈ X , u ∈ U.
We close this section by remarking that the reformulation of the iterated Bellman inequality as a set of linear constraints is crucial for the approximation techniques studied
in Chapter 4. Moreover, the additional decision variables and constraints, compared to
approximating problem (2.9), does indeed increase the feasible region as demonstrated
in the numerical examples. This leads to a trade-off between approximation quality and
computation time when using a larger number of Bellman inequality iterations.

3.5

Point-wise maximum approach

The Bellman inequality, and its iterated version, are used in the previous sections to
restrict consideration to functions that are point-wise under-estimators of the optimal
value function V ∗ . Thus when the approximation techniques described in Chapter 4 are
applied, the approximations are also point-wise under-estimators of V ∗ , and in most cases
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loose under-estimators. A natural way to get a equivalent or better representation of
V ∗ , as suggested in [WOB15], is to first compute a family of functions, each of which is a
(loose) point-wise under-estimators of V ∗ , and then to take the point-wise maximum over
the family. In this section we consider a fundamentally different approach that considers
the point-wise maximum as part of computing a family of under-estimator functions, and
thus we refer to this as the point-wise maximum approach to DP. To do this we use the
point-wise maximum of J ∈ N separate functions in the Bellman inequality constraint
and propose the following infinite dimensional optimisation program,
max
Vj

Z

X

VPWM (x) ν(dx)

(3.20a)

s. t. Vj ∈ F(X ) ,

j = 1, . . . , J ,

VPWM (x) ≤ (Tu VPWM ) (x, u) , ∀ x ∈ X , u ∈ U ,
VPWM (x) = max Vj (x) ,
j=1,...,J

∀x ∈ X ,

(3.20b)
(3.20c)
(3.20d)

where we refer to constraint (3.20c) as the point-wise maximum Bellman inequality,
and we include the equality constraint (3.20d) simply to define VPWM and make the
statement of the optimisation problem clearer. Note that VPWM is not considered as a
decision variable because it can be directly substituted as maxj=1,...,J Vj with Vj as the
decision variables.
Before providing the formal proof of equivalence between problem (3.20) and the
solution of the Bellman equation, we make the following observations:
(1) In the context of Section 3.1 and Figure 3.1, the increase in feasible region by
considering the point-wise maximum Bellman inequality is less clear that for the
iterated Bellman inequality. As the space F(X ) is closed under a finite pointwise maximum, if a family of functions Vj , j = 1, . . . , J is feasible for the constraint (3.20c), then VPWM is feasible for problem (2.9). However, each of the
individual functions Vj does not necessarily have to satisfy the Bellman inequality,
i.e., Vj (x) > (Tu Vj )(x, u) may hold for some x ∈ X and u ∈ U.
(2) For any family of functions Vj , j = 1, . . . , J, feasible for problem (3.20), each individual function is a point-wise under-estimator of V ∗ . To see this, consider that,
Vj (x) ≤ max Vj (x) = VPWM (x) ≤ V ∗ (x) , ∀ x ∈ X
j=1,...,J

where the first inequality holds by definition of the maximum, and the second
inequality holds by [HL96, Lemma 4.2.7(b)] as VPWM is in F(X ) and satisfies the
Bellman inequality.
(3) The function VPWM is jointly convex in the decision variables Vj , j = 1, . . . , J, clear
from its definition as a maximum of a finite number of functions, and moreover is
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is potentially non-differentiable. Hence, as integration is a linear operation, even
for non-differentiable functions as per [Ber73, Lemma 2.1], the objective is convex
and the constraint (3.20c) is non-convex for each x and u. Thus problem (3.20) is
a non-convex optimisation problem due to both the objective and the constraints.
In contrast to the previous sections, we are not aware of a linear reformulation for
problem (3.20), and thus the approximation techniques proposed in Chapter 5 are more
involved than “just” replacing the space F(X ) by a finitely paramterized linear combination of basis functions. Moreover, we cannot apply the infinite dimensional linear
programming techniques to directly study a equivalence between problem (3.20) and the
solutions of the Bellman equation (2.5). In the following theorem we instead show an
equivalence to problem (2.9).
Theorem 3.3. Problems (2.9) and (3.20) are equivalent in the sense that there exist
mappings between the feasible solutions and the optimal solutions of the two problems.
Proof. In one direction, given V ∈ F(X ) feasible for problem (2.9), construct Vj = V
for all x ∈ X , j = 1, . . . , J, as a candidate solution for problem (3.20). Thus VPWM = V
for all x ∈ X and constraint (3.20c) is satisfied by the assumption that V is feasible for
problem (2.9). In the other direction, given Vj , j = 1, . . . , J, feasible for problem (3.20),
construct V = VPWM for all x ∈ X as a candidate solution for problem (2.9). As the space
F(X ) is closed under a finite point-wise maximum, we have that V is in F(X ), and
constraint (2.9c) is satisfied by the assumption that VPWM is feasible for problem (3.20).
R
For both directions the objective values are equivalent by construction, and thus V ∗ dν
is the optimal value for both problems (2.9) and (3.20).
This Theorem provides an initial justification that problem (3.20) is sensible to consider
for motivating approximation techniques, with all further analysis and approximation
steps of the point-wise maximum approach given in Chapter 5.
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CHAPTER

Performance Guarantees
4.1

Introduction

In Chapter 3, a number of infinite dimensional mathematical programs were introduced,
each of which recovers the optimal value function V ∗ under the assumptions stated in
Section 2.2. Several techniques have been developed in the literature to compute suboptimal solutions of those infinite dimensional programs by considering restrictions that
render the optimisation problem solvable using standard software. The sub-optimal
solutions computed by such techniques are referred to as approximate value functions or
approximate Q-functions accordingly, and all such approximations we consider are, by
construction, point-wise under-estimators of V ∗ and Q∗ . In this Chapter, we provide the
following types of theoretical performance guarantees for approximate value functions
and Q-functions computed for continuous space problems:
(1) A bound on the online performance of an iterated version of the greedy policy
generated from any approximate value functions and Q-functions that is a pointwise under-estimator of V ∗ and Q∗ respectively. The control policy considered is
described in Section 4.2.5, the performance bounds are given in Section 4.3.1, and
the proofs are given in Section 4.3.4.
(2) A bound on how close an approximate value function or Q-functions computed via
the iterated Bellman inequality method is to V ∗ or Q∗ respectively in an infinity
norm sense. These performance bounds are given in Section 4.3.2, and the proofs
are given in Section 4.3.5.
(3) A bound of the same type as point (2) above, i..e, a bound on the approximation
quality, where the difference is that a Lyapunov-based analysis is used to derive
the bound. These performance bounds are given in Section 4.3.3, and the proofs
are given in Section 4.3.6.
When using the non-iterated greedy policy, the online performance bounds we propose
form the counterpart to the bounds derived in [DV03, Theorem 1] and [Cog+06, Thoerem 1] for finite spaces. When using the non-iterated Bellman inequality, the Lyapunov43
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Finite
Space

Table 4.1: Road map to performance guarantees for the LP approach to ADP.
Iterated

Value functions

Q-functions

Value functions

Q-functions

Online performance

[DV03, Thm. 1]

[Cog+06, Thm. 1]

—

—

Infinity norm

[DV03, Thm. 2]

—

—

—

Lyapunov-based

[DV03, Thm. 3]

—

—

—

Thm. 4.1

Thm. 4.2

Thm. 4.1

Thm. 4.2

[WOB15, §4.2]

Thm. 4.4

[WOB15, §4.2]

Thm. 4.4

Thm. 4.5

Thm. 4.6

Thm. 4.5

Thm. 4.6

Online performance

Continuous
Space

Non-iterated

Bound
Type

Infinity norm
Lyapunov-based

Note: The bold entries represent contributions of this thesis, and entries marked with
“—” are bounds that do not exist in the literature for the finite space setting.

based bounds forms the counterpart to the bound derived in [DV03, Theorem 3] for finite
spaces. Additionally, the Lyapunov-based bounds contain the infinity-norm bounds as
a special case with a Lyapunov function that is constant for all states and inputs. The
online performance bounds in Section 4.3.1, the Q-function infinity-norm bound in Section 4.3.2 and Lyapunov-based bounds in Section 4.3.3 are novel for the continuous
space setting, represent a contribution of this thesis, and were published in [BGL16] and
[BGL19]. To assist the reader, Table 4.1 summarizes the proposed bounds and those
found in the literature, [DV03], [Cog+06], and [WOB15].
Section 4.2 introduces the restrictions of the infinite dimensional linear programs
that are used to compute approximate value functions and Q-functions, and the control
policies considered. Section 4.3 provides the statements and proofs of the performance
guarantees in the continuous space setting for both the value function and Q-function formulations. Section 4.4 provides some discussion on the assumptions of the performance
guarantees and how they match with the techniques used to compute approximate value
functions and Q-functions. Section 4.5 evaluates the performance bounds for a simple
1-dimensional example to provide some further insights.

4.2
4.2.1

Approximate LP approach to ADP
Difficulties of the infinite dimensional formulations

Solving any of the infinite dimensional optimisation problems presented in Chapter 3
for obtaining V ∗ or Q∗ is in general intractable. Moreover, even if V ∗ or Q∗ is somehow
known for a general problem instance, implementing the greedy policy (2.6) or (3.3) is
also intractable in general. In order to be specific about how the various approxima44
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tion techniques considered and proposed make the optimisation problems tractable, we
categorise the difficulties of the infinite dimensional optimisation problems as follows.
(D1) F(X ) and F(X ×U) are infinite dimensional spaces;

(D2) The objectives involves a multidimensional integral over X or X ×U;

(D3) The operator Tu involves a multidimensional dimensional integral over Ξ;

(D4) The Bellman inequality constraint involves an infinite number of constraints;
(D5) Since V ∗ and Q∗ can be any element of F(X ) and F(X ×U) respectively, the greedy
policy (2.6) and (3.3) may be intractable;
(D6) The point-wise maximum Bellman inequality constraint is non-convex in the decision variables;
(D7) The point-wise maximum objective is a maximisation of a convex function;
In this chapter we do not consider the point-wise maximum formulation of Section 3.5,
and thus difficulties (D6) and (D7) are not relevant for this chapter but included in the list
for completeness. Difficulties (D6) and (D7) are the focus of Chapter 5 where, in addition
to the approximation techniques discussed in this chapter, we propose approximation
techniques to address those difficulties.

4.2.2

Restricted function spaces

To overcome difficulty (D1), as suggested in [SS85], we restrict the candidate value functions and Q-functions to the span of a finite family of Borel-measurable basis functions.
(k)
(k)
We denote the basis functions as φj : X → R, for k = 1, . . . , KV , and ψj : X ×U → R,
for k = 1, . . . , KQ , and thus parametrize the restricted function spaces as,
n

o

F̂j (X ) := α>φj (x) α ∈ RKV ,
n

h

(1)

(KV )

with φj (·) = φj (·), . . . , φj
o

F̂j (X ×U) := β >ψj (x, u) β ∈ RKQ ,

h

(1)

i>

(·)

(KQ )

with ψj (·, ·) = ψj (·, ·), . . . , ψj

(·, ·)

i>

(4.1)

for j = 0, . . . , M −1, where M ∈ N, and the symbol M is chosen because in the sections
that follow it relates to the notation for the number of Bellman inequality iterations as
first used in Section 3.4. The benefit of this parametrisation is that it is linear in the
parameters α and β. For the numerical examples given throughout the thesis we use the
space of polynomial functions up to a certain degree by choosing the φ(k) and ψ (k) to be
each of the monomials up to that degree.
Some further comments about notation. The subscript j in (4.1) is used to highlight
that the restricted function space can be different for each of the value functions and
Q-functions. If desired, all of the restricted spaces can be taken to be the same, in
which case the subscript is dropped. By V̂ ∈ F̂j (X ) and Q̂ ∈ F̂j (X ×U) we denote
that V̂ and Q̂ are elements from the respective restricted function spaces. When V̂ or
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Q̂ is indicated as a decision variable in an optimisation problem, then it is clear that
the decision variable is the α ∈ RKV or β ∈ RKQ from (4.1), however, for conciseness,
we do not always explicitly write this out. Subscripts and superscripts on V̂ or Q̂ are
defined when introduced, and the corresponding α or β has the identical subscript and
superscript.

4.2.3

Approximate LP

An approximate solution of problems (2.9) and (3.6), i.e., the infinite dimensional LP
approach to DP, is obtained for the value function formulation by the linear program:
Z

max

X

V̂

V̂ (x) c(dx)

s. t. V̂ ∈ F̂0 (X )


(4.2a)
(4.2b)



V̂ (x) ≤ Tu V̂ (x, u) , ∀ x ∈ X , u ∈ U ,

(4.2c)

and for the Q-function formulation by the linear program:
max
V̂ ,Q̂

Z

X ×U

(4.3a)

Q̂(x, u) c(d(x, u))

s. t. V̂ ∈ F̂0 (X ) , Q̂ ∈ F̂0 (X ×U)




Q̂(x, u) ≤ Tu V̂ (x, u) ,
V̂ (x) ≤ Q̂(x, u) ,

∀x ∈ X, u ∈ U ,
∀x ∈ X, u ∈ U ,

(4.3b)
(4.3c)
(4.3d)

where, compared to (2.9) and (3.6), F̂0 (X ) replaces F(X ), and F̂0 (X ×U) replaces
F(X ×U). As mentioned above, the optimisation variables are now the α and β in
the definition (4.1), and the term Tu V̂ written out is,




Tu V̂ (x, u) = l(x, u) + γ α> E [φ (g(x, u, ξ))] ,

making it clear that this term is linear in the decision variable.
The other change, compared to (2.9) and (3.6), is that the weighting in the objective
functions, previously ν and η, are now denoted by some other measure c that we refer
to as the state(-by-input) relevance weighting. The reason for using a different weighting
in the objective is that, in general, a solution of (4.2) or (4.3), denoted V̂ ∗ and Q̂∗
respectively, does not solve the Bellman equation (2.5) or (3.2). This is in contrast to
problems (2.9) and (3.6) where the specific choice of ν(·) and η(·, ·) does not affect the
optimal solution of those problems. Hence the choice of c(·) and c(·, ·) plays a central
role in determining the quality of V̂ ∗ and Q̂∗ . The following lemma, which follows from
[DV03, Lemma 1], provides the intuition that V̂ ∗ is the closest under-estimator of V ∗
weighted by c(·), hence the name relevance weighting. The same holds for Q̂∗ and Q∗
weighted instead by c(·, ·).
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Lemma 4.1. Let C denote a constraint set on an optimisation variable V̂ ∈ F̂(X ) such
that,
V̂ ∈ C

⇒ V̂ (x) ≤ V ∗ (x), ∀ x ∈ X ,

then V̂ ∗ is an optimal solution of maxV̂ ∈F̂0(X )
optimal solution of the following program
min

V̂ ∈F̂0(X )

nR

V ∗ − V̂

s. t. V̂ ∈ C .

V̂ dc V̂ ∈ C

1,c(x)

o

if and only if it is an

(4.4)

Proof. As V̂ ≤ V ∗ for all V̂ ∈ C, an optimal solution of problem (4.4) is also optimal
R
R
R
when the objective is replaced by V ∗ dc − V̂ dc. As the term V ∗ dc is a constant
relative to the decision variable, the proof is complete by dropping this term from the
objective.
The reason for considering a generic constraint set in Lemma 4.1 is that inner approximations of the Bellman inequality constraint in problems (4.2) and (4.3) are required to
make the problems solvable using standard software. Lemma 4.1 is used for a key step
in the proofs of the infinity-norm and Lyapunov-based bounds, and the consideration of
a generic constraint set is central to the discussion given in Section 4.4. Note that if the
restricted function space is chosen such that V ∗ ∈ F̂0 (X ), and the constraint set such
that V ∗ ∈ C then the optimal solution of (4.2) is V ∗ as long as c(·) assigns positive mass
to all open subsets of X . In this case problem (4.4) attains the optimal value of zero.
The same reasoning holds when Q∗ ∈ F̂0 (X ×U) and c(·, ·) assigns positive mass to all
open subsets of X ×U.
Problems (4.2) and (4.3) overcome difficulty (D1) as F̂(X ) and F̂(X ×U) are parameterised by a finite dimensional decision variable. However, difficulties (D2)–(D4) are
still present, and there are a number of choices of F̂(X ) and F̂(X ×U) that overcome
these remaining difficulties. The possible choices depend on the class of the loss function and dynamics, the description of X and U, and the distribution of the exogenous
disturbance. Table 4.2 summarises examples found in the literature, where the applicability, approximation quality, and computational burden depends on the problem data
and design choices made when a practitioner implements the chosen algorithm.

4.2.4

Iterated approximate LP

For the iterated Bellman inequality, as proposed by [WOB15] and introduced Section 3.4
of this thesis, using the restricted function space to overcome difficulty (D1) leads to the
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Table 4.2: Examples of overcoming (D1)–(D4)
Ref.

Problem instance
studied:

Class of basis
functions

Overcome
(D4) by:

[WOB15], [OWB11],
[OWB13]

Linear-quadratic
problems

Quadratic

S-procedure

[SLD09], [WOB15],
[Sum+13]

Polynomial problems

Polynomial

Sum-of-squares

[DV04], [KB12],
[SEL14]

Finite, linear-quadratic,
non-linear

Finite, quadratic,
non-linear

Sampling

[Kar+13], [Kar+17]

Stochastic reachability

Radial basis functions

Sampling

[Dar+10], [Kri+11]

Perimeter surveillance

Piecewiseconstant

Exact
Reformulation

following optimisation problems:

max

V̂ ∈F̂0(X )

max

Q̂∈F̂0(X×U )

Z

X

Z

V̂ (x) c(dx) V̂ (x) ≤

X ×U



TVM V̂



(x, u), ∀ x ∈ X , u ∈ U ,

Q̂(x, u) c(d(x, u)) Q̂(x, u) ≤





TQM Q̂



(4.5a)

,

(x, u), ∀ x ∈ X , u ∈ U ,



, (4.5b)

where M ∈ N is the number of Bellman inequality iterations. As discussed in Section 3.4,
problems (4.5a) and (4.5b) are non-linear due to the nested expectations and minimisations in both the iterated TV and TQ operators. Thus the techniques summarised in
Table 4.2 cannot be applied to render these problems solvable using standard software.
Instead, for the purpose of computing approximate value functions and Q-functions, we
consider the following approximate iterated LP version of problem (3.18) for the value
function formulation,

max
V̂j

Z

X

V̂0 (x) c(dx)

s. t. V̂j ∈ F(X ) ,


(4.6a)


V̂j (x) ≤ Tu V̂j+1 (x, u) ,




V̂M −1 (x) ≤ Tu V̂0 (x, u) ,

j = 0, . . . , M −1 ,
∀x ∈ X, u ∈ U ,

∀x ∈ X, u ∈ U ,
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(4.6b)
j = 0, . . . , M −2 ,

(4.6c)
(4.6d)
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and similarly, the approximate iterated LP version of problem (3.19) for the Q-function
formulation,
max
V̂j ,Q̂j

Z

X ×U

Q̂0 (x, u) c(d(x, u))

s. t. Vj ∈ F(X ) , Qj ∈ F(X ×U) ,




Q̂j (x, u) ≤ Tu V̂j (x, u) ,
V̂j (x) ≤ Q̂j+1 (x, u) ,

V̂M −1 (x) ≤ Q̂0 (x, u) ,

(4.7a)
j = 0, . . . , M −1 ,

∀x ∈ X, u ∈ U ,
∀ x ∈ X , u ∈ U,

∀x ∈ X, u ∈ U .

(4.7b)
j = 0, . . . , M −1 ,

j = 0, . . . , M −2 ,

(4.7c)
(4.7d)
(4.7e)

Again, the use of the restricted function spaces has overcome difficulty (D1) for these
problems, and relevance weightings are used in the objectives. Moreover, as all the
constraints in problems (4.6) and (4.7) have the same form as the constraints in problems (4.2) and (4.3) respectively, it is now clear that the approximation techniques summarised in Table 4.2 can be applied to render problems (4.6) and (4.7) solvable using
standard software.
The following are a few important insights about these optimisation problems for
computing approximate value function and Q-functions.
(1) Given a V̂ feasible for the problem (4.5a), i.e., V̂ ≤ TVM V̂ , there may not exist a
V̂j , j = 0, . . . , M −1, with V̂0 = V̂ , that is feasible for problem (4.6). Conversely,
given a set V̂j , j = 0, . . . , M −1, feasible for problem (4.6), each function is feasible
for problem (4.5a), i.e., V̂j ≤ TVM V̂j for j = 0, . . . , M −1. Thus, optimal solutions
of problem (4.6) are not necessarily optimal solutions of problem (4.5a).
(2) For the infinity-norm and Lyapunov-based bounds, presented in Section 4.3 below,
it is assumed that an optimal solution of the iterated optimisation problems (4.5)
is found, despite those problems not being tractable to solve. We discuss in Section 4.4 that the bounds still apply for optimal solutions of problems (4.6) and (4.7)
even after the chosen approximation techniques from Table 4.2 are applied.
(3) Under the Assumption 2.1 that the loss function is non-negative, all of the optimisation problems (4.2)–(4.7) are feasible for the choice α = β = 0 for all decision
variables.

4.2.5

Approximate greedy policy

A natural choice for the online policy is to replace V ∗ or Q∗ in greedy policy (2.6) or (3.3)
with an approximate value function or approximate Q-function, i.e.,
h

i

π̂(x) = arg min l(x, u) + γ E V̂ (g(x, u, ξ)) ,
u∈U

= arg min Q̂(x, u) ,
u∈U
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sometimes referred to as the approximate greedy policy. A good approximation of the
optimal value function or Q-function is one for which the online performance of (4.8)
is near optimal. Although Lemma 4.1 shows that V̂ ∗ is the closest approximate value
function for a given set of basis functions, it reveals nothing about the sub-optimality of
policy (4.8). The online performance bound given in Section 4.3.1 shows that the online
performance of (4.8) can be bounded by how well V̂ approximates V ∗ , and similarly for
Q-functions.
Although the approximation techniques summarised in Table 4.2 overcome difficulties (D1)–(D4) for computing an approximate value function or Q-function, it is not
clear that policy (4.8) is tractable for any given V̂ ∈ F̂(X ) or Q̂ ∈ F̂(X ×U). Hence,
a further restriction may be required to overcome difficulty (D5) and ensure that policy (4.8) can be evaluated online. For examples with linear dynamics, convex quadratic
loss function, polytopic spaces, and using the space of quadratics for F̂(X ), then problems (4.2) and (4.6) for computing an approximate value function can be solved with
standard software even when V̂ is not restricted to be a convex quadratic function. However, policy (4.8a) requires V̂ to be convex in order to overcome difficulty (D5). Thus,
the space of convex quadratics should be used for F̂(X ) if the intention is to use V̂ for
implementing policy (4.8a) online.
The following policy attempts to bridge the gap between finite horizon and two stage
problems. Given D ∈ N0 and an approximate value function, we define the iterated greedy
policy by
h

i
π̂(x) = arg min l(x, u) + γ E TVD V̂ (g(x, u, ξ)) .
(4.9)
u∈U

The policy may improve upon (4.8a) for any D ≥ 1, where we use the convention that
TV0 V = V and hence (4.8a) and (4.9) coincide when D = 0. However, computing this
iterated policy is complicated by the nested expectations and minimisations arising from
the TVD V̂ term. Using similar arguments, an iterated greedy policy using an approximate
Q-function, Q̂, is,
π̂(x) = arg min F D Q̂(x, u) ,
(4.10)
u∈U

which also involves nested expectations and minimisations, and coincides with the usual
greedy policy for D = 0.
Writing out the iterations of the TV or TQ operator, it can be seen that the iterated
greedy policy is exactly the generic form of a D-stage stochastic programming problem [SDR14, Section 3.1]. Popular approximate solution methods for such stochastic
programs are model predictive control (MPC) [RMD17; CB07] and affine decision rules
(ADR) [Ben+04; GWK15]. In [BBM17] the authors analyse and provide algorithms
for computing an MPC policy parametric in the current state x, referred to as explicit
MPC. For example, when the dynamics are linear and the loss function quadratic, as is
the case in the Section 4.5 example, the explicit MPC policy is shown to be piecewise
linear [BBM17, §6.3]. Solving (4.9) or (4.10) with an MPC approach would be equivalent
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to a finite horizon MPC formulation, with a time horizon of D steps, and V̂ or Q̂ as the
terminal cost. Further details on the connection between ADP and MPC policies are
given in [Ber05].
In Section 4.3, we give a bound on the sub-optimality of the online performance
achieved by (4.9) or (4.10). This indicates that a tighter performance bound can be
achieved through the iterated greedy policy. In Section 6.2 we use numerical examples
to demonstrate the potential of this interpretation for systems with a high state and
action dimension.

4.3

Statements of the performance guarantees

The performance guarantees are first stated in Sections 4.3.1–4.3.3, with discussion provided for each type of guarantee. Subsequently the proofs for each performance guarantee
are provided in Sections 4.3.4–4.3.6. Note that the online performance guarantee, stated
in Section 4.3.1, is valid for any approximate value function that is a point-wise underestimator of V ∗ . In contrast, the guarantees in Section 4.3.2 and 4.3.3 apply only for a
solution of the iterated LP approach to ADP and in Section 4.4 we provide discussion
about the applicability of these guarantees. Note also that the guarantees in Section 4.3.2
and 4.3.3 require that the restricted functions spaces (4.1) are all the same, which we
denote as F̂(X ) and F̂(X ×U) throughout this section.

4.3.1

Online performance bound

We present first a bound on the online performance of playing the iterated greedy policy
(4.9) or (4.10). These bounds only require the approximate value function or Q-function
to be a point-wise under-estimator of V ∗ or Q∗ respectively. Recall the expected discounted state-action frequency, µπν , and its marginal on the state space, µ̃πν , defined
in (2.11) (on page 22) for a given policy π ∈ Π and initial state distribution ν ∈ M+ (X ).
Recall also that the online performance of playing a given policy π ∈ Π from an initial
state x ∈ X is denoted as V (π, x) and defined in (2.2) (on page 17). Given a function
Q : X ×U → R, define the following: Q|π (x) := Q(x, π(x)).
Theorem 4.1. Let V̂ : X → R be such that V̂ (x) ≤ V ∗ (x) for all x ∈ X , and let π̂ : X → U
be a D-iterated policy defined in (4.9). If π̂ ∈ Π0 (see (2.4)), then the sub-optimality of
the online performance is bounded as,
k V (π̂, ·) − V ∗ k1,ν ≤

1
1−γ

The proof is given in Section 4.3.4.
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Theorem 4.2. Let Q̂ : X × U → R be such that Q̂(x, u) ≤ Q∗ (x, u) for all x ∈ X and all
u ∈ U, and let π̂ : X → U be a D-iterated policy defined in (4.10). If π̂ ∈ Π0 (see (2.4)),
then the sub-optimality of the online performance is bounded as,
k V (π̂, ·) − V ∗ k1,ν ≤

1
1−γ



Q∗ |π̂ − TQD Q̂



π̂

1,(1−γ)µ̃π̂
ν

.

The proof is given in Section 4.3.4, it is a minor adaptation of the proof of Theorem 4.1.
Notice that for D = 0, Theorems 4.1 and 4.2 are reminiscent of the finite space versions, [DV03, Theorem 1] and [Cog+06, Theorem 1] respectively. The proofs, however,
require a different analysis due to the consideration of continuous spaces. The following
insights apply to Theorems 4.2 and 4.1:
• They provide the reassurance for continuous space problems that when policy (4.9)
or (4.10) uses an under-estimator, the sub-optimality of the online performance is
bounded by how closely V̂ or Q̂ fits V ∗ or Q∗ respectively.
• They motivate the potential benefit of considering a D-iterated policy based on
an under-estimator. Although TV and TQ are not contractive with respect to the
weighted 1-norm, it is expected that the right hand side gets smaller as D increases,
and hence the online sub-optimality is more tightly bounded.

4.3.2

Infinity-norm bound

We present now a result that bounds the fitting of Q̂∗ or V̂ ∗ relative to Q∗ or V ∗ , by how
close Q∗ or V ∗ is to the span of the basis functions. The bound for aproximate value
functions was reported in [WOB15] and is included here for completeness.
Theorem 4.3. Let V ∗ be the solution of (2.5) and V̂ ∗ be the solution of (4.5a) for a
given choice F̂(X ) and c(·) then,
V ∗ − V̂ ∗

1,c(·)

≤

2
1 − γM

inf

V̂ ∈F̂(X )

V ∗ − V̂

∞

.

The proof is given in [WOB15, Section 4.3].
Theorem 4.4. Let Q∗ be the solution of (3.2) and Q̂∗ be the solution of (4.5b) for a
given choice F̂(X ×U) and c(·, ·) then,
Q∗ − Q̂∗

1,c(·,·)

≤

2
1 − γM

inf

Q̂∈F̂(X×U )

Q∗ − Q̂

∞

.

The proof is given in Section 4.3.5.
Comparing the left-hand-side in Theorem 4.3 to the right-hand-side in Theorem 4.1,
the choice c(·) = (1−γ)µ̃π̂ν (·) means that the online performance is bounded by Theorem 4.3. For Theorems 4.4 and 4.2 to be combined in a similar way, the relevance
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Q∗ |π̂ − F D Q̂
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1,µ̃π̂
ν (·)

π̂

= Q∗ − Q̂

1,c(·,·)

.

In both cases, choosing c as described is a difficult task since it is a circular requirement:
the choice of c affects the solution of the approximate LP, which in turn affects the
approximate policy, which affects the expected state frequency µ̃π̂ν , which in turn affects
the desired relevance weighting c. The following insights apply to Theorem 4.3 and 4.4:
• As kV ∗ − V̂ k∞ and kQ∗ − Q̂k∞ may be very large, the bounds may be too conservative for practical use. We investigate this limitation, which affects all similar
bounds in the literature, through a numerical example in Section 4.5.
• The right-hand-side of the bounds hold for any choice of the relevance weightings.
Thus, the bounds do not provide any intuition for how to choose c(·) or c(·, ·).
• A large M tightens the bound via the γ M term. The upper bound on M is dictated
by the size of the approximate LP that can be solved in the time frame available.

• The right-hand-side of the bounds may be infinite in some cases. Consider for
example a linear-quadratic problem on unbounded spaces where V ∗ is known to
be quadratic. If F̂(X ) is the space of affine functions, then kV ∗ − V̂ k∞ is infinite
for all elements from F̂(X ).

4.3.3

Lyapunov-based bound

Finally, we derive Lyapunov-based bounds that are novel for the continuous space setting.
To this end, for functions V : X → R we define an operator HV ,
(HV V ) (x) = max E [V (g(x, u, ξ))] ,
u∈U

and for functions Q : X ×U → R we define an operator HQ ,




HQ Q (x, u) = max E [Q (g(x, u, ξ), v)] .
v∈U

Given that the system is in state x, the function (HV V )(x) represents the worst case
expected value of V at the next state. For Q-functions, given further that action u is
applied, the function (HQ Q)(x, u) represents the worst case expected value two times
steps into the future. It is readily shown that both HV and HQ are monotone operators.
Given function V : X → R++ and Q : X ×U → R++ , let,
βV = max γ
x∈X

(HV V )(x)
,
V (x)

βQ =

max

(x,u)∈X ×U

γ

(HQ Q)(x, u)
,
Q(x, u)

be the maximum ratio of the worse case expected value at a future time step, to the
value in the current state(-by-input).
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Definition 4.1. A function V : X → R++ is called a Lyapunov value function if βV < 1.

Definition 4.2. A function Q : X ×U → R++ is called a Lyapunov Q-function if βQ < 1.

As noted in [DV03], if the discount factor γ is taken to be 1, then Definition 4.1 would
imply (HV V )(x) < βV V (x) for all x ∈ X . This is essentially a Lyapunov stability condition for a policy that, as defined by HV , selects the action u to maximise the expected
value at the next time step.
For any positive function, V : X → R++ , let 1/V denote the map x 7→ 1/V (x), and
similarly for a positive Q : X ×U → R++ . We now state the bounds.
Theorem 4.5. Let V ∗ be the solution of (2.5) and V̂ ∗ be the solution of (4.5a) for a
given choice F̂(X ) and c(·). Then, for any Lyapunov value function V̂ + (x) ∈ F̂(X ),
∗

V − V̂

∗

2 V̂ +

1,c(·)

≤

The proof is given in Section 4.3.6.

1−

1,c(·)
inf
M
βV̂ + V̂ ∈F̂(X )

V ∗ − V̂

∞,1/V̂ +

.

Theorem 4.6. Let Q∗ be the solution of (3.2) and Q̂∗ be the solution of (4.5b) for a given
choice F̂(X ×U) and c(·, ·). Then, for any Lyapunov Q-function Q̂+ (x, u) ∈ F̂(X ×U),
∗

∗

Q − Q̂

2 Q̂+

1,c(·,·)

≤

1,c(·,·)

M
1 − βQ̂
+

inf

Q̂∈F̂(X×U )

Q∗ − Q̂

∞,1/Q̂+

.

The proof is given in Section 4.3.6, it follows the same steps as the proof for Theorem 4.5
modified accordingly for the Q-function formulation. When M = 1, Theorem 4.5 is reminiscent of the finite space version [DV03, Theorem 3]. The proof requires an adapted
analysis due to the consideration of the iterated Bellman inequality. The following insights apply to Theorem 4.5 and 4.6:
• Theorems 4.3 and 4.4 are a special case of Theorems 4.5 and 4.6 respectively, because the function that returns a constant value for all x ∈ X , u ∈ U is a Lyapunov
function with βV = βQ = γ.
• As the inverse of the Lyapunov function weights the infinity norm term, the bounds
may be tighter than Theorems 4.3 and 4.4. To see this, consider that in regions
where V ∗ or Q∗ are large, the Lyapunov function may also be chosen to be large
and hence reduce the worst case error in those regions. Section 4.5 provides an
example where, for larger M , the bound tightening is significant.
• The relevance weighting, c, now appears on the right-hand side of the bound. This
indicates that an appropriate choice of relevance weighting is the one which gives
the tightest bound. However, finding the combination of a relevance weighting and
Lyapunov function that yields the tightest bound is, in general, a difficult problem.
We refer to [DV03, Section 5] for some discussion on the choice of Lyapunov functions
for finite space problems.
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Proof for the online performance guarantee

Before providing the proofs of the online performance guarantees, we introduce the
following adjoint operators that are required for the proof. Given a measure ρ ∈ M(X )
(see Definition 4.2), a feasible policy with finite online performance π ∈ Π0 , and a Borel
set B ∈ B(X ), define the operator Tπ : M(X ) → M(X ) as,
( Tπ ρ ) (B) := ρ(B) − γ

Z

(4.11)

K(B | x, π(x)) ρ(dx) .

x∈X

Thus Tπ represents the discounted difference in occupancy measure between two time
steps of the stochastic process. Given a function V ∈ F(X ), and the same feasible policy,
consider also the operator Tπ∗ : F(X ) → F(X ) defined as,
(Tπ∗ V )(x) := V (x) − γ

Z

y∈X

V (y) K(dy | x, π(x))

(4.12)

= V (x) − γ E [V ( g(x, π(x), ξ) )] ,

where the second line of this equation is provided purely as a reminder for how the
transition kernel K and the dynamics function g are related. Thus Tπ∗ represents the
expected value of discounted difference between two time steps of the stochastic process.
To show that Tπ∗ V is indeed in F(X ) for any V ∈ F(X ) we follow steps similar to
[HL96, page 138] with π ∈ Π0 used in place of [HL96, Assumption 6.3.5]. First consider
that, by Definition 2.1, for any V ∈ F(X ), the inequality |V (x)| ≤ w0 (x)kV kw0 holds for
all x ∈ X . Hence, for Tπ∗ V we have that,
|Tπ∗ V (x)| ≤ |V (x)| + γ

Z

y∈X

|V (y)| K(dy | x, π(x))

≤ kV kw0 w0 (x) + γ kV kw0
≤ kV kw0 w0 (x) + γ kV kw0

Z

y∈X



w0 (y) K(dy | x, π(x)) ,

l0 +

= kV kw0 w0 (x) + kV kw0 ( γ l0 +

Z

l(y, π(y)) K(dy | x, π(x))

y∈X
π
Ex [γ l(xt=1 , ut=1 )] )



,

(4.13)

,

≤ kV kw0 w0 (x) + kV kw0 ( γ l0 + V (π, x) ) ,
where the inequalities hold for all x ∈ X . The first inequality follows by the triangle
inequality, the second inequality holds as V is in F(X ), the third inequality uses the
definition w0 (x) = minu∈U l0 + l(x, u) as per (2.7) (on page 19), the equality holds as the
process xt , t ∈ N0 , is a Markov process, and the final inequality holds by definition of
the online performance as per (2.2) (on page 17). Thus kTπ∗ V kw0 is finite for any policy
π ∈ Π0 as this ensures that V (π, x) is finite for all x ∈ X . Similar arguments are used to
show that Tπ ρ is indeed in M(X ) for any ρ ∈ M(X ), see [HL96, Appendix A] for useful
identities relating to the total variation of a measure. Hence operators Tπ∗ and Tπ define
continuous linear maps on the corresponding spaces.
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As mentioned above, Tπ∗ is the adjoint operator of Tπ , i.e., given any ρ ∈ M(X ) and
any V ∈ F(X ), we have,
h Tπ ρ , V i =
=

Z

V (y) (Tπ ρ) (dy)

y∈X

Z

y∈X

=

Z

y∈X

=

Z

z∈X

=

Z

z∈X

V (y) ρ(dy) −

Z

y∈X

V (y) ρ(dy) − γ



 V (z)

−γ



Z

y∈X

V (y)  γ

Z



x∈X




Z

y∈X



Z

x∈X

K(dy | x, π(x)) ρ(dx) 


V (y) K(dy | x, π(x)) 
 ρ(dx)

(4.14)




V (y) K(dy | z, π(z))  ρ(dz)

(Tπ∗ V ) (z) ρ(dz) = h ρ , (Tπ∗ V ) i ,

The first equality is the definition of the bilinear form h·, ·i, and the second equality is the
definition of the Tπ operator. The third equality first takes V (y) inside the integral with
respect to x, and then exchanges the order of integration by Fubini’s theorem, where
the finite requirement of the integral is shown using the same arguments as (4.13). The
fourth equality combines, by linearity of integration, the integrals with respect to the
measure ρ. The fifth equality is the definition of the Tπ∗ operator, and the final equality
is the definition of the bilinear form. The online performance bound for finite space is
proven by inverting the transition kernel matrix, see [DV03, Theorem 1]. The adjoint
property of Tπ and Tπ∗ can be seen as a counterpart to inverting the transition kernel.
Recalling the definition of the expected discounted state frequency measure, defined
in (2.11) (on page 22) for a given ν ∈ M+ (X ) and π ∈ Π, we observe that the identity (2.13) can be expressed in terms of the Tπ as follows,
ν(B) =

µ̃πν (B)

−γ

Z

x∈X

K(B | x, π(x)) µ̃πν (dx) = ( Tπ µ̃πν ) (B)

(4.15)

for any Borel sets Γ ∈ B(X ×U) and B ∈ B(X ). Observe also that the online performance, expressed in (2.12) in terms of µπν , can also be expressed in terms of µ̃πν as,
V (π, ν) =

Z

l(x, u) µπν (d(x, u)) =

X ×U

Z

l(x, π(x)) µ̃πν (dx) ,

(4.16)

X

We now have all the tools required to prove Theorems 4.1 and 4.2.
Proof of the online performance guarantee for value function formulation
Proof of Theorem 4.1. For all k ∈ N, monotonicity of the TV -operator gives us that,
V̂ (x) ≤ V ∗ (x)

⇒
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TVk V̂ (x) ≤ V ∗ (x) ,

(4.17)
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for all x ∈ X . It is clear that V ∗ (x) ≤ V (π̂, x), for all x ∈ X , and hence we have,

=
≤
=
=
=

=
≤

k V (π̂, ·) − V ∗ k1,ν
Z

(V (π̂, x) − V ∗ (x) ) ν(dx)

Zx∈X

l(x, π̂(x)) µ̃π̂ν (dx) −

Zx∈X 
Zx∈X

Z

l(x, π̂(x)) µ̃π̂ν (dx)

x∈X

Zx∈X
x∈X



l(x, π̂(x)) µ̃π̂ν (dx) −

x∈X

Z





TVD+1 V̂

V

1
=
1−γ



V (π̂, x) − TVD V̂ (x) ν(dx)

∗



V

−

Z

(x) µ̃π̂ν (dx)



−

TVD V̂

Z





Zx∈X 
x∈X

x∈X

−

(x) µ̃π̂ν (dx)
∗

+

Z

x∈X

−


Z







TVD V̂ (x) Tπ µ̃π̂ν (dx)


Tπ∗ TVD V̂

Z

y∈X



x∈X



TVD V̂




(x) µ̃π̂ν (dx)


(y) K(dy | x, π(x)) (x) µ̃π̂ν (dx)

TVD V̂ (x) µ̃π̂ν (dx)

Zx∈X 

TVD V̂







TVD V̂ (x) µ̃π̂ν (dx)

(x) µ̃π̂ν (dx)

1,(1−γ)µ̃π̂
ν

The first equality holds by the point-wise ordering of V ∗ and V (π̂, ·), and the first
inequality holds by the point-wise ordering of (4.17). The second equality uses (4.16)
for the first term and (4.15) for the second term. The third equality uses (4.14) under
the hypothesis π̂ ∈ Π0 , while the fourth uses (4.12) to expand the Tπ∗ -operator, and the
fifth applies the definition of the TV -operator and the chosen policy to construct the
first term. The final inequality follows from the point-wise ordering of (4.17), and final
equality from the definition of the 1-norm. The factor (1−γ) was introduced so that the
scaling in the 1-norm is a probability measure.

Proof of the online performance guarantee for Q-function formulation
Proof of Theorem 4.2. For all k ∈ N, monotonicity of the TQ -operator gives us that,
Q̂(x, u) ≤ Q∗ (x, u)

⇒

TQk Q̂(x, u) ≤ Q∗ (x, u) ,

(4.18)

for all x ∈ X and u ∈ U, and hence also for all u = π̂(x) ∈ U. Recalling the notation
Q|π (x) := Q(x, π(x)), it is clear that V ∗ (x) ≤ Q∗ |π̂ (x) ≤ V (π̂, x), for all x ∈ X , and hence
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we have,
=
≤
=
=
=

=
≤

k V (π̂, ·) − V ∗ k1,ν
Z

x∈X

Z

Zx∈X

Zx∈X
x∈X

Z

x∈X

Z

Zx∈X
x∈X

(V (π̂, x) − V ∗ (x) ) ν(dx)







V (π̂, x) − TQD Q̂

l(x, π̂(x)) µ̃π̂ν (dx) −



TQD+1 Q̂

Q

∗



π̂

Z



Zx∈X 

l(x, π̂(x)) µ̃π̂ν (dx) −
l(x, π̂(x)) µ̃π̂ν (dx)

Z

+

x∈X

x∈X

−
(x) µ̃π̂ν (dx)
π̂

|π̂ (x) µ̃π̂ν (dx)

−



(x) ν(dx)

Z

Z

Z

y∈X

x∈X



Z



π̂



x∈X



 



π̂



π̂

π̂



TQD Q̂

(x) µ̃π̂ν (dx)



TQD Q̂

TQD Q̂



TQD Q̂





(x) Tπ µ̃π̂ν (dx)

Tπ∗ TQD Q̂

γ

−

x∈X





TQD Q̂

π̂

(y) K(dy | x, π(x)) µ̃π̂ν (dx)

(x) µ̃π̂ν (dx)
π̂



(x) µ̃π̂ν (dx)

(x) µ̃π̂ν (dx)



1
Q∗ |π̂ − TQD Q̂
π̂ 1,(1−γ)µ̃π̂
1−γ
ν
The first equality holds by the point-wise ordering of Q∗ |π̂ and V (π̂, ·), and the first
inequality holds by the point-wise
of (4.18) and that the policy π̂ is greedy with
 ordering

D
D
respect to TQ Q̂ implies that TQ Q̂ (x) < V ∗ (x) for all x ∈ X . The second equality
π̂
uses (4.16) for the first term and (4.15) for the second term. The third equality uses (4.14)
under the hypothesis π̂ ∈ Π0 , while the fourth uses (4.12) to expand the Tπ∗ -operator,
and the fifth applies the definition of the TQ -operator and the chosen policy to construct
the first term. The final inequality follows from the point-wise ordering of (4.18), and
final equality from the definition of the 1-norm. The factor (1 − γ) was introduced so
that the scaling in the 1-norm is a probability measure.

=

4.3.5

Proof for the infinity-norm guarantee

The proof of Theorem 4.4 uses two lemmas that are presented first, and then we present
the proof of Theorem 4.4. Lemma 4.2 provides a point-wise bound on how much the
M -iterated TQ -operator inequality is violated for any given function, from the restricted
function space or otherwise. This is used in the proof of Lemma 4.3, which shows
that given a Q̂ ∈ F(X ×U), it can be down-shifted by a constant amount to satisfy the
iterated TQ -operator inequality. The constant by which it is down-shifted relates directly
to the constant on the right-hand-side of Theorem 4.4. The proof here is an adaptation
to Q-functions of the proof for value functions that is given in [WOB15, Section 4.3].
Lemma 4.2. For any Q : X × U → R and M ∈ N iterations,








Q(x, u) − 1 + γ M kQ∗ − Qk∞ ≤ TQM Q (x, u) ,
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for all x ∈ X and all u ∈ U.
Proof. Starting from the terms not involving γ,
Q(x, u) − k Q∗ − Qk∞ −

≤ Q∗ (x, u) −
≤







TQM Q∗





TQM Q (x, u) ,

−



TQM Q

≤ γ M k Q∗ − Q k∞ .





TQM Q (x, u)
∀x ∈ X, u ∈ U

∞

The first inequality follows from the ∞-norm term being non-negative, the second inequality comes from Q∗ (x, u) = (TQ Q∗ )(x, u) and the ∞-norm definition, and the final
inequality is due to the γ-contractive property of the TQ -operator. Re-arranging, the
result follows.
Lemma 4.3. Let Q̂(x, u) ∈ F̂(X ×U) be an arbitrary element from the basis functions
set, and let Q̃(x, u) be defined as,
1 + γM
kQ∗ − Q̂k∞ ,
M
1−γ

Q̃(x, u) = Q̂(x, u) −

|

{z

downwards shift term

(4.19)

}

then Q̃(x, u) satisfies the iterated TQ -operator inequality, and if F̂(X ×U) allows for
affine combinations of the basis functions, then Q̃ is also an element of F̂(X ×U).
Proof. Let β ∈ R denote the constant downwards shift term for notational convenience.
Using the definition of the TQ -operator we see that for any function Q : X × U → R,




TQ (Q + β) (x, u)

= l(x, u) + γ min E [ Q(g(x, u, ξ), v) + β ]


v∈U



= TQ Q (x, u) + γ β ,

where the equalities hold for all x ∈ X , u ∈ U, and (Q + β) is the function (x, u) 7→ Q(x, u) + β.
The first equality comes from the definition of the TQ -operator, and the second equality
holds as β is an additive constant in the objective of the minimisation.
Iterating the same argumentation M -times leads to






TQM (Q + β) (x, u)


= TQM −1 TQ (Q + β)


= TQM −1


= TQM −2
= ...












TQ Q + γβ


(x, u)



TQ2 Q + γ 2 β

= TQM Q (x, u) + γ M β ,
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where the equivalences hold point-wise for all x ∈ X , u ∈ U. Now we show that Q̃ satisfies
the iterated TQ -operator inequality,




TQM Q̃ (x, u)

!

1 + γM
=
(x, u) − γ
kQ∗ − Q̂k∞
1 − γM
!


1 + γM
M
∗
M
∗
−γ
Q − Q̂
≥ Q̂(x, u) − 1 + γ
kQ − Q̂k∞
∞
1 − γM




TQM Q̂

M

= Q̃(x, u) ,

where the equivalences and inequality hold for all x ∈ X , u ∈ U. The first equality comes
from (4.20), the inequality is a direct application of Lemma 4.2 to the term (TQM Q̂), and
the final equality follows from (4.19) as an algebraic manipulation.
Finally, if F̂(X ×U) allows for affine combinations of the basis functions, then Q̂ ∈ F̂(X ×U)
implies Q̃ ∈ F̂(X ×U) as the downward shift term is an additive constant.

Proof of the infinity-norm guarantee for Q-function formulation
Proof of Theorem 4.4. Given any Q̂ ∈ F̂(X ×U), construct Q̃ ∈ F̂(X ×U) following Lemma 4.3
to be feasible for the approximate iterated LP. Working from the left hand side of the
bound,
Q∗ − Q̂∗
≤ Q∗ − Q̃
∗

≤ Q − Q̃
∗

≤ Q − Q̂
= Q∗ − Q̂
=

2
1 − γM

1,c(·,·)
1,c(·,·)
∞
∞
∞

+
+

Q̂ − Q̃

1+γ
1 − γM
M

Q∗ − Q̂

∞

∞

Q∗ − Q̂

∞

,

where the first inequality holds by Lemma 4.1 because Q̃ is also feasible for (4.5b), the
second inequality by assuming without loss of generality that the relevance weighting
c(x, u) is a probability measure, the third inequality is an application of the triangle
inequality, the first equality stems directly from the definition of Q̃, and the final is an
algebraic manipulation. As this argumentation holds for any Q̂ ∈ F̂(X ×U), the result
follows.
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Proof for the Lyapunov-based guarantee

The proof of Theorem 4.5 uses four lemmas that are that are presented first, and then
we present the proof of Theorem 4.5. Lemma 4.4 bounds the difference after applying
M iterations of the TV -operator to two different functions. The bound is given by M
iterations of the HV -operator introduced in Section 4.3.3 and is used in Lemma 4.5 to
give a bound on how much the M -iterated TV -operator inequality is violated for any
given function, from the restricted function space or otherwise. This constraint violation
bound is given in terms of a Lyapunov function and is used in Lemma 4.7 to prove that
given any V̂ ∈ F̂(X ), it can be down-shifted by a scalar multiple of a Lyapunov function
to satisfy the M -iterated TV -operator inequality. The Lyapunov function appearing in
the down-shift term relates directly to the Lyapunov function and relevance weighting on
the right-hand-side of the Theorem 4.5 bound. The proof of Theorem 4.5 is reminiscent
of that for [DV03, Theorem 3], but requires an adapted analysis for consideration of the
iterated TV -operator inequality and continuous spaces.
Lemma 4.4. For any two functions V1 , V2 : X → R,












TVM V1 (x) − TVM V2 (x) ≤ γ M HVM (|V1 − V2 |) (x) ,

for all x ∈ X , and any M ∈ N.

Proof. The lemma will be proven by induction. For M = 1, we first show that the
inequality holds without | · |. Letting u∗1 denote the minimiser for TV V1 and u∗2 for TV V2 ,
(TV V1 )(x) − (TV V2 )(x)

= (Tu V1 ) (x, u∗1 ) − (Tu V2 ) (x, u∗2 )

≤ (Tu V1 ) (x, u∗2 ) − (Tu V2 ) (x, u∗2 )


≤ γ max (Tu V1 )(x, u) − (Tu V2 )(x, u)
u∈U



(4.21)

≤ γ max E [V1 (g(x, u, ξ))] − E [V2 (g(x, u, ξ))] ,
u∈U

where the inequalities hold for all x ∈ X . The first equality is the definition of TV in
terms of Tu , the first inequality holds by definition of u∗1 being the minimiser for TV V1 ,
the second inequality holds as the same u∗2 appears in both terms, and the final inequality
holds by definition of Tu and | · |.
An entirely analogous argument establishes that (TV V2 )(x) − (TV V1 )(x) is bounded
above by the same final term in (4.21). Hence the result for M = 1 follows as,
|(TV V1 )(x) − (TV V2 )(x)|

≤ γ max E [V1 (g(x, u, ξ))] − E [V2 (g(x, u, ξ))]
u∈U

≤ γ max E [ | V1 (g(x, u, ξ)) − V2 (g(x, u, ξ)) | ]
u∈U





= γ HV (| V1 − V2 | ) (x) ,
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where the equivalence and inequalities hold for all x ∈ X . The first inequality follows
from (4.21), the second inequality uses [Chr10, Lemma 1.7.2] to exchange the expectation
and absolute value, and the final equivalence is the definition of HV as per Section 4.3.3.
Assume the statement holds true for some k ∈ N, i.e.,












TVk V1 (x) − TVk V2 (x) ≤ γ k HVk (|V1 − V2 |) (x) ,

and show it therefore holds true for k + 1,

=

(TVk+1 V1 )(x) − (TVk+1 V2 )(x)


≤ γk

≤ γk



TVk ( TV V1 ) (x) −




= γ k+1

HVk







| (TV V1 ) − (TV V2 ) |

HVk γ HV ( |V1 − V2 | )




TVk ( TV V2 ) (x)







(x)

(x)

HVk+1 ( |V1 − V2 | ) (x) ,

where the equivalences and inequalities hold for all x ∈ X . The first equivalence splits
TVk+1 so that the induction assumption can be used to establish the first inequality,
the second inequality uses (4.22) and the monotonicity property of HVk , and the final
equivalence follows by algebraic manipulation.
By induction the claim holds for any integer M ≥ 1.
Lemma 4.5. For any positive function V + : X → R++ , any function V : X → R, and
any M ∈ N,












V (x) − TVM V (x) ≤ V + (x) + γ M HVM V + (x)  ,
for all x ∈ X , where  = kV ∗ − V k∞,1/V + .
Proof. First we find a relation between V + , V , and V ∗ based on the weighted infinity
norm.
 V + (x) = kV ∗ − V k∞,1/V + V + (x)




≥ | V ∗ (x) − V (x) | 1/V + (x) V + (x)
= |V ∗ (x) − V (x)|

(4.23)

≥ V (x) − V ∗ (x) ,

where the equivalences and inequalities hold for all x ∈ X . The first equality is the
definition of , the first inequality comes from the definition of the weighted ∞-norm,
the second equality holds as V + is a strictly positive function, and the final inequality
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stems from the definition of | · |. Thus,

V (x) − (TVM V )(x)





≤  V + (x) + V ∗ (x) − TVM V (x)
≤  V + (x) +









TVM V ∗ (x) − TVM V (x)




≤  V + (x) + γ M HVM ( |V ∗ − V | ) (x)




≤  V + (x) + γ M HVM  V +






(x)

=  V + (x) + γ M  HVM V + (x)








= V + (x) + γ M HVM V + (x)  ,
where the equivalences and inequalities hold for all x ∈ X . The first inequality is a
consequence of (4.23), the second inequality uses the fact that V ∗ = TVM V ∗ and the
definition of | · |, the third inequality is a direct application of Lemma 4.4, the fourth
inequality uses (4.23) and the monotonicity of operator HVM , and the two equalities follow
from algebraic manipulation.
Lemma 4.6. Given any Lyapunov function V (Definition 4.1), and its respective Lyapunov constant βV , then,
V (x) + γ

M



HVM V



!




2
M
M
−
1
V
(x)
−
γ
H
V
(x)
,
V
1 − βVM

(x) ≤

for all x ∈ X .

Proof. By the definition of the Lyapunov function that (HV V )(x) ≤ (βV /γ) V (x) for all
x ∈ X , we get that,




HVM V (x) = HVM −1 (HV V ) (x)




≤ HVM −1 ((βV /γ)V ) (x)


= (βV /γ) HVM −1 V



(x) ,

where the inequality holds for all x ∈ X by the monotone property of HVk for any k ∈ N.
Iterating the same argumentation M -times leads to,


HVM V



(x) ≤ (βV /γ)M V (x) ,

for all x ∈ X , which together with V strictly positive and βV < 1, implies that,
2
2
−
1
≤
− 1,
M
M
γ (HV V )(x)
1 − βVM
1−
V (x)
for all x ∈ X . Manipulating the left-hand-side,
2

1−

γM

(HVM V
V (x)

)(x)

−1 =

2V (x)
V (x) + γ M (HVM V )(x)
−
1
=
.
V (x) − γ M (HVM V )(x)
V (x) − γ M (HVM V )(x)

Hence the result follows.
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Lemma 4.7. Let V̂ + (x) be a Lyapunov function (Definition 4.1) and V̂ ∈ F̂(X ) arbitrary, and define Ṽ as,
!

2
− 1 V̂ + (x) ,
1 − βV̂M+

Ṽ (x) = V̂ (x) − 


(4.24)



where  = kV ∗ − V̂ k∞,1/V̂ + , then Ṽ (x) ≤ TVM Ṽ (x) for all x ∈ X , i.e., it is feasible for
the approximate iterated LP. Additionally, if V̂ + ∈ F̂(X ) then Ṽ is an element of F̂(X ).
Proof. Starting from the right-hand-side of the iterated TV -operator inequality,
(TVM Ṽ )(x)
= (TVM V̂ )(x) − (TVM V̂ )(x) + (TVM Ṽ )(x)

≥ (TVM V̂ )(x) − (TVM V̂ )(x) − (TVM Ṽ )(x)
≥ (TVM V̂ )(x) − γ M
= (TVM V̂

)(x) − γ


M





!



2
M
+
−
1
H
V̂
(x)
V
1 − βV̂M+

+

M

+

M

≥ V̂ (x) −  V̂ (x) + γ


= Ṽ (x) −  V̂ (x) + γ
≥ Ṽ (x)



HVM V̂ (x) − Ṽ (x)



HVM V̂ +





HVM V̂ +



(x) − γ



(x)



M



!


2
M +
−
1
H
V̂
(x)
V
1 − βV̂M+
!

2
−1
+
1 − βV̂M+

+

V̂ (x) − γ

M



HVM V̂ +



(x)

where the equivalences and inequalities hold for all x ∈ X . The first equality an algebraic
manipulation, the first inequality is from the definition of | · |, the second inequality is
a direct application of Lemma 4.4, the second equality follows from the definition of
Ṽ given in (4.24), the third inequality stems from applying Lemma 4.5 to the (TVM V̂ )
term, the last equality again uses the definition of Ṽ , and the last inequality follows from
Lemma 4.6.
By (4.24), Ṽ is a linear combination of V̂ and V̂ + , hence if V̂ and V̂ + are both
elements of F̂(X ), then so is Ṽ .

Proof of the Lyapunov-based guarantee for value function formulation
Proof of Theorem 4.5. Given any V̂ ∈ F̂(X ), construct Ṽ ∈ F̂(X ) following Lemma 4.7
to be feasible for the approximate iterated LP. Working from the left hand side of the
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bound,
V ∗ − V̂ ∗
∗

≤ V
=

Z

≤

Z

=

− Ṽ

≤ V̂

1,c

V̂ (x)
V̂ + (x)
+

x∈X



1,c

!

V ∗ (x) − Ṽ (x) c(dx)

+

x∈X

V̂ +

V̂ (x) c(dx)
1,c

+

= V̂ +

1,c
1,c







sup

V − V̂

2
1 − βV̂M+

∞,1/V̂ +

∞,1/V̂ +

!

V̂ + (z)

z∈X

V ∗ − Ṽ
∗

V ∗ (z) − Ṽ (z)

+ V̂ − Ṽ

V ∗ − V̂

∞,1/V̂ +

∞,1/V̂ +



,

where the equivalences and inequalities hold for all x ∈ X . The first inequality follows
from Lemma 4.1 and Lemma 4.7. The first equality is the definition of the weighted
1-norm and holds as V̂ + is strictly positive. The second inequality holds because the
objective of the supremum is non-negative for all z ∈ X . The second equality is the
definition of the weighted 1-norm and weighted ∞-norm. The final inequality follows
by the triangle inequality. The final equality stems from using (4.24) by taking the
weighted ∞-norm of (V̂ − Ṽ ) and then some algebraic manipulations. As the inequality
established holds for any V̂ ∈ F̂(X ), it also holds when the infimum over all V̂ ∈ F̂(X )
is taken on the right-hand-side.

Lemmas required for Q-function Lyapunov-based guarantee
The following four lemmas are the counterpart of Lemmas 4.4–4.7 for the Q-function
formulation. The proof steps follow the same reasoning and are included for completeness.
Lemma 4.8. For any two functions Q1 , Q2 : X × U → R,












TQM Q1 (x, u) − TQM Q2 (x, u) ≤ γ M HQM (|Q1 − Q2 |) (x, u) ,

for all x ∈ X , u ∈ U, and any M ∈ N.
Proof. The lemma will be proven by induction. For M = 1, we first show that the
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inequality holds without | · |. Letting v1∗ denote the minimiser for TQ Q1 and v2∗ for TQ Q2 ,
(TQ Q1 )(x, u) − (TQ Q2 )(x, u)








= γ E min Q1 (g(x, u, ξ) , v) − γ E min Q2 (g(x, u, ξ) , v)


v∈U

v∈U



= γ E min Q1 (g(x, u, ξ) , v) − min Q2 (g(x, u, ξ) , v)
v∈U

v∈U

= γ E [Q1 (g(x, u, ξ) ,

≤ γ E [Q1 (g(x, u, ξ) ,


v1∗ )
v2∗ )

− Q2 (g(x, u, ξ) , v2∗ )]

− Q2 (g(x, u, ξ) , v2∗ )]

≤ γ max E [Q1 (g(x, u, ξ) , v) − Q2 (g(x, u, ξ) , v)]
v∈U

(4.25)



≤ γ max E [Q1 (g(x, u, ξ) , v) − Q2 (g(x, u, ξ) , v)] ,
v∈U

where the equivalences and inequalities hold for all x ∈ X , u ∈ U. The first equality is
the definition of TQ with the stage cost terms cancelled out, the second equality is by
linearity of the expectation, and the third equality is by definition of v1∗ and v2∗ as the
respective minimisers. The first inequality holds by definition of v1∗ being the minimiser
for TQ Q1 , the second inequality holds as the same v2∗ appears in both terms, and the
final inequality holds by definition of | · |.

An entirely analogous argument establishes that (TQ Q2 )(x, u) − (TQ Q1 )(x, u) is bounded
above by the same final term in (4.25). Hence the result for M = 1 follows as,
(TQ Q1 )(x, u) − (TQ Q2 )(x, u)

≤ γ max E [Q1 (g(x, u, ξ), v) − Q2 (g(x, u, ξ), v)]
v∈U

≤ γ max E [ | Q1 (g(x, u, ξ), v) − Q2 (g(x, u, ξ), v) | ]
v∈U





= γ HQ (| Q1 − Q2 | ) (x, u) ,

(4.26)

where the equivalence and inequalities hold for all x ∈ X , u ∈ U. The first inequality
follows from (4.25), the second inequality uses [Chr10, Lemma 1.7.2] to exchange the
expectation and absolute value, and the final equivalence is the definition of HQ as per
Section 4.3.3.
Assume the statement holds true for some k ∈ N, i.e.,












TQk Q1 (x, u) − TQk Q2 (x, u) ≤ γ k HQk (|Q1 − Q2 |) (x, u) ,

and show it therefore holds true for k + 1,
=

(TQk+1 Q1 )(x, u) − (TQk+1 Q2 )(x, u)


≤ γk

≤ γk



TQk

HQk γ HQ ( |Q1 − Q2 | )



TQk




= γ k+1



HQk


TQ Q1
 




(x, u) −




TQ Q1 − TQ Q2




TQ Q2
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(x, u)

HQk+1 ( |Q1 − Q2 | ) (x, u) ,



(x, u)
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where the equivalences and inequalities hold for all x ∈ X , u ∈ U. The first equivalence
splits TQk+1 so that the induction assumption can be used to establish the first inequality,
the second inequality uses (4.26) and the monotonicity property of HQk , and the final
equivalence follows by algebraic manipulation.
By induction the claim holds for any integer M ≥ 1.
Lemma 4.9. For any positive function Q+ : X × U → R++ , any function Q : X × U → R,
and any M ∈ N,












Q(x, u) − TQM Q (x, u) ≤ Q+ (x, u) + γ M HQM Q+ (x, u)  ,
for all x ∈ X , u ∈ U, where  = kQ∗ − Qk∞,1/Q+ .

Proof. First we find a relation between Q+ , Q, and Q∗ based on the weighted infinity
norm.
 Q+ (x, u) = kQ∗ − Qk∞,1/Q+ Q+ (x, u)




≥ | Q∗ (x, u) − Q(x, u) | 1/Q+ (x, u) Q+ (x, u)
= |Q∗ (x, u) − Q(x, u)|

(4.27)

≥ Q(x, u) − Q∗ (x, u) ,

where the equivalences and inequalities hold for all x ∈ X , u ∈ U. The first equality is the
definition of , the first inequality comes from the definition of the weighted ∞-norm,
the second equality holds as Q+ is a strictly positive function, and the final inequality
stems from the definition of | · |. Thus,
Q(x, u) − (TQM Q)(x, u)





≤  Q+ (x, u) + Q∗ (x, u) − TQM Q (x, u)
≤  Q+ (x, u) +









TQM Q∗ (x, u) − TQM Q (x, u)




≤  Q+ (x, u) + γ M HQM ( |Q∗ − Q| ) (x, u)




≤  Q+ (x, u) + γ M HQM  Q+






(x, u)

=  Q+ (x, u) + γ M  HQM Q+ (x, u)








= Q+ (x, u) + γ M HQM Q+ (x, u)  ,
where the equivalences and inequalities hold for all x ∈ X , u ∈ U. The first inequality is
a consequence of (4.27), the second inequality uses the fact that Q∗ = TQM Q∗ and the
definition of | · |, the third inequality is a direct application of Lemma 4.8, the fourth
inequality uses (4.27) and the monotonicity of operator HQM , and the two equalities follow
from algebraic manipulation.
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Lemma 4.10. Given any Lyapunov function Q (Definition 4.2), and its respective Lyapunov constant βQ , then,
Q(x, u) + γ

M





HQM Q

(x, u) ≤

!





2
M
M
−
1
Q(x,
u)
−
γ
H
Q
(x,
u)
,
Q
M
1 − βQ

for all x ∈ X , u ∈ U.
Proof. By the definition of the Lyapunov function that (HQ Q)(x, u) ≤ (βQ /γ) Q(x, u)
for all x ∈ X , u ∈ U, we get that,








HQM Q (x, u) = HQM −1 (HQ Q) (x, u)




≤ HQM −1 (βQ /γ)Q






(x, u)

= (βQ /γ) HQM −1 Q (x, u) ,

where the inequality holds for all x ∈ X and u ∈ U by the monotone property of HQk for
any k ∈ N. Iterating the same argumentation M -times leads to,






HQM Q (x, u) ≤ βQ /γ

M

Q(x, u) ,

for all x ∈ X , u ∈ U, which together with Q strictly positive and βQ < 1, implies that,
2
1−

M Q)(x,u)
γ M (HQ
Q(x,u)

−1 ≤

2
− 1,
M
1 − βQ

for all x ∈ X , u ∈ U. Manipulating the left-hand-side,
2
1−

M Q)(x,u)
γ M (HQ

Q(x,u)

−1 =

Q(x, u) + γ M (HQM Q)(x, u)
2Q(x, u)
−
1
=
.
Q(x, u) − γ M (HQM Q)(x, u)
Q(x, u) − γ M (HQM Q)(x, u)

Hence the result follows.
Lemma 4.11. Let Q̂+ (x, u) be a Lyapunov function (Definition 4.2) and Q̂ ∈ F̂(X ×U)
arbitrary, and define Q̃ as,




2
Q̃(x, u) = Q̂(x, u) −  
− 1 Q̂+ (x, u) ,
M
1 − βQ̂+




(4.28)

where  = kQ∗ − Q̂k∞,1/Q̂+ , then Q̃(x, u) ≤ TQM Q̃ (x, u) for all x ∈ X , u ∈ U, i.e., it is
feasible for the approximate iterated LP. Additionally, if Q̂+ ∈ F̂(X ×U) then Q̃ is an
element of F̂(X ×U).
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Proof. Starting from the right-hand-side of the iterated TQ -operator inequality,

(TQM Q̃)(x, u)
= (TQM Q̂)(x, u) − (TQM Q̂)(x, u) + (TQM Q̃)(x, u)

≥ (TQM Q̂)(x, u) − (TQM Q̂)(x, u) − (TQM Q̃)(x, u)
≥ (TQM Q̂)(x, u) − γ M



HQM Q̂(x, u) − Q̃(x, u)








2
 H M Q̂+ (x, u)
= (TQM Q̂)(x, u) − γ M  
−
1
Q
M
1 − βQ̂
+




≥ Q̂(x, u) −  Q̂+ (x, u) + γ M HQM Q̂+








= Q̃(x, u) −  Q̂+ (x, u) + γ M HQM Q̂+ (x, u)


≥ Q̃(x, u)









2
 H M Q̂+ (x, u)
−
1
(x, u) − γ M  
Q
M
1 − βQ̂
+




!



2
− 1 Q̂+ (x, u) − γ M HQM Q̂+ (x, u)
+ 
M
1 − βQ̂+

where the equivalences and inequalities hold for all x ∈ X , u ∈ U. The first equality
an algebraic manipulation, the first inequality is from the definition of | · |, the second
inequality is a direct application of Lemma 4.8, the second equality follows from the
definition of Q̃ given in (4.28), the third inequality stems from applying Lemma 4.9 to
the (TQM Q̂) term, the last equality again uses the definition of Q̃, and the last inequality
follows from Lemma 4.10.
By (4.28), Q̃ is a linear combination of Q̂ and Q̂+ , hence if Q̂ and Q̂+ are both
elements of F̂(X ×U), then so is Q̃.

Proof of the Lyapunov-based guarantee for Q-function formulation
Proof of Theorem 4.6. Given any Q̂ ∈ F̂(X ×U), construct Q̃ ∈ F̂(X ×U) following Lemma
4.11 to be feasible for the approximate iterated LP. Working from the left hand side of
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the bound,
Q∗ − Q̂∗

1,c

∗

≤ Q − Q̃
=
≤
=

1,c

Z

Q̂+ (x, u)
Q̂+ (x, u)

(x,u)∈X ×U



Z

Q̂+

1,c

+

= Q̂+

Q∗ (x, u) − Q̃(x, u) c(d(x, u))

+

(x,u)∈X ×U

≤ Q̂

!

1,c

1,c








Q̂ (x, u) c(d(x, u))
Q∗ − Q̃
∗

Q − Q̂

!

sup

(z,v)∈X ×U

∞,1/Q̂+

∞,1/Q̂+



+ Q̂ − Q̃

2
 Q∗ − Q̂
M
1 − βQ̂+

∞,1/Q̂+

∞,1/Q̂+

Q∗ (z, v) − Q̃(z, v)
Q̂+ (z, v)



,

where the equivalences and inequalities hold for all x ∈ X , u ∈ U. The first inequality
follows from Lemma 4.1 and Lemma 4.11. The first equality is the definition of the
weighted 1-norm and holds as Q̂+ is strictly positive. The second inequality holds because the objective of the supremum is non-negative for all (z, v) ∈ X ×U. The second
equality is the definition of the weighted 1-norm and weighted ∞-norm. The final inequality follows by the triangle inequality. The final equality stems from using (4.28) by
taking the weighted ∞-norm of (Q̂ − Q̃) and then some algebraic manipulations. As the
inequality established holds for any Q̂ ∈ F̂(X ×U), it also holds when the infimum over
all Q̂ ∈ F̂(X ×U) is taken on the right-hand-side.
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Discussion of the performance bounds

As mentioned in Section 4.2.4, the infinity-norm and Lyapunov bounds assume that
V̂ ∗ or Q̂∗ is a solution of the iterated Bellman inequality formulations given in (4.5),
i.e., with V̂0 ≤ TVM V̂ or Q̂0 ≤ TQM Q̂ as the constraint. However, both problems (4.5a)
and (4.5a) are intractable to solve due to the nested expectations and minimisations
in the iterated TV and TQ operators. This raises the question: are the bounds still
applicable for solutions of problems (4.6) and (4.7) even after the chosen approximation
techniques in Table 4.2 are applied?
To answer this question, we observe that the assumption of V̂ ∗ or Q̂∗ solving problem (4.5a) or (4.5b) respectively is only used in the first step of proving the bound, i.e.,
for the prototypical step,
Q∗ − Q̂∗

1,c

≤
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Q∗ − Q̃

1,c

,

(4.29)
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where Q̃ is constructed via an appropriate lemma. The reason this inequality holds is
that, by Lemma 4.1, Q̂∗ minimises the left-hand-side of (4.29) subject to Q̂∗ satisfying the
iterated Bellman inequality, and as Q̃ is constructed to also satisfy the iterated Bellman
inequality it must be sub-optimal relative to the same objective function. However,
Lemma 4.1 is more generic in that Q̂∗ minimises the left-hand-side of (4.29) subject
to whichever constraints were used when solving for Q̂∗ . Thus if Q̃, constructed via
Lemma 4.3 for the infinity-norm bound or Lemma 4.11 for the Lyapunov-based bound,
is feasible for the constraints used when solving for Q̂∗ , then the bound applies without
any modification necessary.
For the infinity-norm bound given by Theorem 4.4, the Q̃ defined by Lemma 4.3 is
simply
Q̃(x, u) = Q̂(x, u) − “a non-negative constant” ,

where the lemma only assumes that Q̂ ∈ F̂(X ×U), and not that Q̂ already satisfies
the iterated Bellman inequality. Thus, if the Q̃ defined by Lemma 4.3 is feasible for
the constraints of problem (4.7) after applying the chosen approximation techniques,
then the infinity-norm bound of Theorem 4.4 still applies. We now formalised this as a
corollary.
Corollary 4.1. Let C denote a constraint set on an optimisation variable Q̂ ∈ F̂(X )
such that,
Q̂ ∈ C ⇒ Q̂(x, u) ≤ Q∗ (x, u), ∀ x ∈ X , u ∈ U ,
nR

o

and let Q̂∗ be an optimal solution of maxQ̂∈F̂0(X×U ) Q̂dc Q̂ ∈ C , then, for any M ∈ N,
n
o
2
∗
Q∗ − Q̂∗
≤
inf
Q
−
Q̂
Q̃(
Q̂,
M
)
∈
C
,
1,c(·,·)
∞
1 − γ M Q̂∈F̂(X×U )

where Q̃(Q̂, M ) denotes the function Q̃ : X ×U → R defined as per Lemma 4.3 for the
given Q̂ and M .
Proof. By Lemma 4.1 we have that Q̂∗ minimises the left-hand-side of the bound relative
to the constraint Q̂ ∈ C. Restricting the infimum on the right-hand-side to those Q̃ that
satisfy the same constraint, the result follows from the proof of Theorem 4.4.
Corollary 4.1 can be similarly stated for the Lyapunov-based bounds of Section 4.3.3,
i.e., by restricting the infimum on the right-hand-side of the respective bounds so that
the respective Q̃ used in the proof satisfies the same constraints used to compute Q̂∗ .
As Q̃ depends on Q∗ for the particular problem instance, it is not possible to say in
general how loose the bound of Corollary 4.1 is compared to Theorem 4.4. However,
as Q̃ is defined by subtracting a positive number from the given Q̂, the infimum on the
right-hand-side of Corollary 4.1 may still consider Q̂ ∈ F̂(X ×U) that are not point-wise
under-estimators of Q∗ . Figure 4.1 provides a schematic representation for the difference
between the bound of Corollary 4.1 and that of Theorem 4.4. See the figure caption for
the explanation of the schematic.
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Vector space of real-valued, measurable, bounded functions Q ∈ F(X ×U)
Q∗
Q ∈ F(X ×U) satisfying Q ≤ Q∗

Q̂ : Q̃(Q̂, M ) ∈ C

Q̂ ∈ C

Linear space F̂(X ×U)

Q̂ ≤ TQM Q̂

Figure 4.1: A schematic representation of the difference between the bound of Corollary 4.1 and that of Theorem 4.4, as discussed in Section 4.4. The grey region represents
the vector space of functions Q ∈ F(X ×U), of which the optimal Q-function Q∗ , assumed
to be in F(X ×U), is indicated by the black dot. The blue region represents those functions that are point-wise under-estimators of the optimal Q-function, i.e., Q ≤ Q∗ . The
dotted black line represents the linear sub-space F̂(X ×U) that is used for computing
approximations to Q∗ , with the solid red line indicating those elements from the linear
sub-space that satisfy the iterated Bellman inequality Q̂ ≤ TQM Q̂. The solid blue line
indicates those elements from the linear sub-space that satisfy a sufficient condition for
the the iterated Bellman inequality, denoted C, and hence the blue line is contained with
the red line. The solid black line indicates those elements from the linear sub-space for
which the right-hand-side of Corollary 4.1 applies, i.e., for which Q̃ constructed as per
Lemma 4.3 satisfies the same sufficient condition for the the iterated Bellman inequality.
By contrast the right-hand-side of Theorem 4.4 holds for all elements Q̂ ∈ F̂(X ×U). It
is not clear how the set {Q̂ : Q̃(Q̂, M ) ∈ C} relates to the blue region of under-estimators,
suffice to say that it may include elements that are not point-wise under-estimators of
Q∗ . This highlights the main point of the discussion in Section 4.4: where the bound of
Theorem 4.4 uses an infimum over the full linear sub-space F̂(X ×U), Corollary 4.1 uses
an infimum over Q̂ such that Q̃ ∈ C and hence the bound is potentially looser.
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Numerical evaluation of the performance guarantees

Numerical evaluation of the performance guarantees
Running example for visual insight

To provide visual insight into the theory presented in this chapter, and into the algorithms presented in subsequent chapters, we introduce a running example with a 1dimension state, input, and disturbance space, i.e., with nx = nu = nξ = 1. The benefits of
considering a 1-dimensional example are: (1) we can compute the optimal value function
using a discretisation method, as described further below, (2) we can use plots to provide visual insight into the approximate value functions computed, and (3) we can use a
brute force approach to perform computations are impractical in higher dimensions. The
running example is taken from [WOB15], with the dynamics, loss function, constraints,
disturbance distribution, and initial state distribution given by,


√
xt+1 = xt − 0.5ut + ξt ,
|u| ≤ 1 ,
ξ ∼ N 0, σξ2 ,
with σξ = 0.1 ,


√
l(x, u) = x2 + 0.1u2 ,
γ = 0.95 ,
x0 ∼ ν = N 0, σν2 , with σν = 10 .
The value function was computed on the interval X = [−12σν , 12σν ] discretised using
104 evenly spaced points, and the input space U = [−1, 1] was discretised using 103
evenly spaced points. The disturbance space Ξ = [−6σξ , 6σξ ] was discretised using 2.103
evenly spaced points, and when evaluating an expectation with respect to the disturbance
each point is weighted by the probability density function of the distribution integrated
appropriately for each sample. The value function was computed by performing value
iteration, initialised with zero at each point and run until the change in value at every
point was less than 10−9 , with linear interpolation used to obtain the value at g(x, u, ξ).
The resulting optimal value function V ∗ and initial state distribution ν are shown in
Figure 4.2.

To provide some verification that the V ∗ computed is accurate, we simulated the
greedy policy induced by the computed V ∗ starting from evenly spaced initial conditions
on X = [−12σν , 12σν ]. The expectation with respect to ξ is empirically evaluated using
105 extractions from the disturbance process, different for each initial condition, and
each is simulated for 500 time steps. After this time horizon all trajectories converged to
P
t
−10
within a neighbourhood of the origin and ∞
, hence the truncated costs
501 γ < 2.10
are considered negligible. Figure 4.3 shows the difference between the truncated online
performance and V ∗ , shown as a percentage of V ∗ for each initial condition simulated;
the difference is less that 0.2% in all cases. Although V ∗ should be less than the online
performance of any policy, the empirical evaluation of the expectation with respect to
ξ leads to some variance in the result. Hence the values shown in Figure 4.3 are both
positive and negative, and that they are approximately normally distributed about zero
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Value Function

1,500
1,000
500

ν(x)

0

−4σ

0

4σ

−4σ

0
State Space, X = R

4σ

0.10
0.05
0

Figure 4.2: The optimal value function V ∗ (upper axis) and the initial state distribution
ν (lower axis) for the running example introduced in Section 4.5.1. The discretisation method used to compute V ∗ is described Section 4.5.1, and the optimal value is
R ∗
V dν = 38.3.
Percentage Difference

0.20
0.10
0

−0.10
−0.20
−12σ

−8σ

−4σ
0
4σ
State Space, X = R

8σ

12σ

Figure 4.3: Difference between the truncated online performance of the greedy policy
induced by V ∗ and V ∗ itself, shown as a percentage of V ∗ . Although all trajectories
converged to a neighbourhood of the origin, the red dots indicate those initial conditions
for which at least one of the 105 extractions from the disturbance process caused the
trajectory to violate the boundary of X = [−12σν , 12σν ]. This result provides verification that the V ∗ computed by discretisation is an accurate representation of V ∗ for the
continuous space system.
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indicates that the V ∗ computed is accurate. The red dots in Figure 4.3 indicate those
initial conditions for which at least one of the extractions from ξ caused the trajectory
to exit the space X = [−12σν , 12σν ] for some time steps. That the red dots only appear
in a small region at the extremes of the state space indicates that computing V ∗ by
discretising on the compact state space is reasonable.
Integrating the V ∗ computed with respect to the initial state distribution gives an
R
optimal value of V ∗ dν = 38.3, which is different from the optimal value of 37.8 quoted
in [WOB15, Table I]. Unfortunately, the details used for computing the optimal value
function, and hence the optimal value, are not provided in [WOB15]. Hence, based on
the verification described above, we take V ∗ shown in Figure 4.2 as the optimal value
function and 38.3 as the optimal value of the running example.

4.5.2

Computing approximate value functions

To compute approximate value functions, as suggested in [WOB15], we use the space of
univariate quadratics as F̂(X ), without a linear term due to the problem symmetry, and
we choose the state-relevance weighting as the initial state distribution, i.e.,
n

o

F̂(X ) = p x2 + s p, s ∈ R ,

c(·) = ν(·) .

We compare approximate value functions, solved via the iterated approximate LP with
M = {1, 10, 200} and their respective approximate policies. For the running example, a
single Bellman inequality of the form V̂i ≤ Tu V̂j is reformulated for a standard solver as,
pi x2 + si ≤ x2 + 0.1u2 + γ E


h

pj (x − 0.5u + ξ)2 + sj
m

i

,

n

o

∀ x ∈ R, u ∈ R u2 ≤ 1 ,


−pi + 1 + γ pj
−0.5 γ pj
0



, λ∈R ,
0   −0.5 γ pj
0.1 + 0.25 γ pj + λ
0
+

2
0
0
−si + γ E [ξ ] pj + γ sj − λ
where the discount factor is γ = 0.95, the disturbance variance is E [ξ 2 ] = 0.1, and the
λ ∈ R+ is an additional decision variable introduced by the S-procedure reformulation of
the input constraint u2 ≤ 1. In general the S-procedure reformulation is only sufficient
(i.e., ⇑), but in this example it is tight because the constraint set is described by a single
quadratic inequality [PUS00, Section 4.2]. The approximate value functions are shown
in Figure 4.4 compared to V ∗ . The approximate value function V̂LQR is computed by
fixing the S-procedure λ decision variable to the feasible choice λ = 0 and solving for p
and s with M = 1 Bellman inequality iteration.
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(a)

1,500

(b)

20

1,000
500
0

0
−4σ

0
State Space
Legend

Symbol
V∗
V̂M∗ =200
V̂M∗ =10
V̂M∗ =1
V̂LQR

4σ

−σ

Equation
N/A
3.444 x2 − 6.238
2.489 x2 − 2.955
1.623 x2 − 0.146
1.302 x2 + 2.474

R

0
State Space

σ

V dν
38.3
28.2
21.9
16.1
15.5

Figure 4.4: The optimal value function V ∗ (solid black) and the the approximate value
functions computed using M = {1, 10, 200} Bellman inequality iterations (solid, dashed,
dotted red respectively), and also an approximate value function computed using an
unconstrained action space, i.e., U = R, (dashed blue). (b) is a zoomed view of (a)
allowing the differences between the approximate value functions to be more clearly
distinguished in the region around the origin. This shows that although V̂M∗ =200 achieves
the tightest lower-bound on the optimal value (see tabulated values), it is a significantly
worse approximation of V ∗ in the region around the origin.
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Summary of the bounds

We now use the 1-dimensional running example from Section 4.5.1 to evaluate the performance guarantees of Section 4.3. We evaluate performance guarantees only for the value
function formulation because it simplifies the computation of Lyapunov functions (see
Definition 4.1). The main feature of the results presented in this section is that although
the iterated value function gives an tighter lower bound of the optimal cost-to-go, it can
have both worse online performance, and a worse online performance bound. Table 4.3
shows the bound of Theorem 4.1, and Table 4.4 shows the bounds of Theorems 4.3 and
4.5. The details on the computation of V ∗ , V̂ , Vπ̂ , µ, and the Lyapunov functions are
given in Section 4.5.4.
Table 4.3: Online performance bound of Theorem 4.1 for the running example of Section 4.5.1. Evaluated numerically using 108 Monte Carlo simulations per controller.
M

D

LQR
1
0
10 0
200 0
200 1
200 2
200 3
200 4
200 5

kVπ̂ −V ∗ k1,ν
0.061
0.061
0.069
0.079
0.061
0.061
0.061
0.061
0.061

≤
≤
≤
≤
≤
≤
≤
≤
≤
≤

1
1−γ



V ∗ − TVD V̂
73.2
113.7
138.0
168.5
158.5
150.1
142.6
135.8
129.4



1,(1−γ)µ̃

Table 4.4: Bounds for the running example of Section 4.5.1. The last column is the
percentage decrease from the right-hand-side of Theorem 4.3 to the right-hand-side of
Theorem 4.5, and βV + is for the Lyapunov function that gives the smallest value for
right-hand-side of Theorem 4.5.
M
1
10
200

LHS of Thm.
4.3 & 4.5
22.2
16.4
10.1

RHS of
Thm. 4.3
28158
3509
1408

RHS of
Thm. 4.5
27831
3161
541

βV +
0.970
0.972
0.988

%↓

1.2
9.9
61.6

Table 4.4 shows that, for this example, the bounds of Theorems 4.3 and 4.5 are
conservative, but the Lyapnov-based approach tightens the bound for all values of M .
Interestingly, the benefit of the Lyapunov-based bound is more pronounced for larger M .
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To understand the reasoning, for this example, see that that a βV + closer to 1 coincides
with a Lyapunov function that minimises the term:
V̂ +

min

1,c(x) V̂ ∈F̂(X )

V ∗ − V̂

∞,1/V̂ +

.

However, a larger M is required to ensure that the denominator term 1 − βV̂M+ does not
dominate the bound. For each value of M , there is a sweet spot that gives the tightest
bound, see Section 4.5.4. This highlights the benefit of deriving the Lyapunov-based
bound using the iterated Bellman formulation.
As indicated by the dependence on M , the right-hand-side of Theorems 4.3 and 4.5
are improved by more than an order of magnitude in going from M = 1 to M = 200.
However, as the bounds are anyway conservative, it is not clear that in general the lefthand-side of Theorem 4.3 and 4.5 should decrease as M increases. For this example, the
choice c(·) = ν(·) means the left-hand-side is the under-estimation error of the optimal
R
cost-to-go, V ∗ dν.

Table 4.3 shows that, for this example, the online performance bounds of Theorem
4.1 is also conservative, and that the iterated policy tightens the bound. The difficulty
in choosing the state-relevance weighting is highlighted by the fact that the approximate
value function with M = 200 gives a better lower-bound of V ∗ but has worse online
performance. For the M = 200 approximate LP, it would be possible to choose a c(x)
different from ν that yields a value function similar to V̂ ∗ with M = 1. Thus there is
an inherent discrepancy between choosing a c(x) that maximises the lower-bound of V ∗ ,
useful for assessing sub-optimality, and choosing a c(x) that achieves the best online
performance.
The bottom five rows of Table 4.3 show that, as expected, the iterated policy improves both the online performance and the online performance bound. A nice feature
of this bound is that it theoretically converges to 0 as D increases. However, for higher
dimensional systems the Bellman operator can only be approximated for a low number
of iterations. We study this in more detail for the higher dimensional examples presented
in Section 6.2.

4.5.4

Further details on evaluating the bounds

As explained in Section 4.5.1, the optimal value function was computed at 104 discretisation points, evenly spaced on the interval X = [−12σν , 12σν ]. The online performance,
V (π, ·), and the expected discounted state-action frequencies, µ and µ̃, are computed for
104 samples from the initial state distribution, x0 ∼ ν. The expectation with respect to ξ
is empirically evaluated using 104 extractions from the disturbance process, different for
each x0 , and each is simulated for 103 time steps. The boundary of X = [−12σν , 12σν ]
was not reached by any sample.
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β

1 (a)

(b)

1

0.98

0.98

0.96

0.96
0

0.005
0.010 −12σν −6σν
0
6σν
quadratic coefficient, p
State Space

HV V /V

4.5

12σν

Figure 4.5: (a) Set of Lyapunov functions, parametrized by the quadratic coefficient,
for the 1-dimensional running example of Section 4.5.1 and the corresponding Lyapunov
constant β. (b) The function (HV V )(x)/V (x), each line is the function evaluated for a
particular choice of V (x) = px + 1, the maximum value corresponds to the β for that
function, and hence to a point on the line shown in (a).
To explain the computation of Lyapunov functions, first recall that the restricted
function space used for the 1-dimensional example is the space of univariate quadratics,
with p ∈ R as the quadratic coefficient, s ∈ R as the constant offset, and the linear term
omitted. From the definition of βV and the HV operator, it is clear that if a function
V is a Lyapunov function then aV : x 7→ a V (x), with a ∈ R++ , is also a Lyapunov
function. Moreover, the right-hand-side of Theorem 4.5 is unchanged by this positive
scaling. Thus, without loss of generality we fix s = 1 and parametrise candidate Lyapunov
functions by the quadratic co-efficient.
To compute the set of Lyapunov functions and their corresponding βV value, we take
a brute force approach. As discussed in Section 4.3.3, a constant function, i.e., p = 0,
is a Lyapunov function with βV = γ. For this system, with stable linear dynamics, βV
increases with p. To find the set of Lyapunov functions, we increase p > 0 in small
increments, and compute the value of βV by discretising the state space on a sufficiently
large interval. The relationship of βV versus p is shown in Figure 4.5(a), and the function
(HV V )(x)/V (x) is shown in Figure 4.5(b) for the Lyapunov functions computed to have
a Lyapunov constant βV = {0.96, 0.97, 0.98, 0.99, 0.999}.
All Lyapunov functions yield a valid bound, and the Lyapunov function that yields
the tightest bound changes based on the number of Bellman inequality iterations M . To
provide some insight, Figure 4.6 shows the right-hand-side of Theorem 4.5 for the choice
c(·) = ν(·) versus the β of the Lyapunov function used for evaluating the bound.
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RHS of Theorem

1,500

M = 500
M = 200
M = 100

1,000

500
0.95

0.96
0.97
0.98
0.99
β of the Lyapunov value function

1

Figure 4.6: Right-hand-side of Theorem 4.5 versus the β value of the Lyapunov function
from Figure 4.5(a), evaluated for the running example of Section 4.5.1 and the choice
c(·) = ν(·). The limits of the vertical axis are chosen to show only the curves for higher
values of M because, as per the results in Table 4.4, the right-hand-side of Theorem 4.5
is significantly larger for M = {1, 10}. The value of each curve at β = 0.95 = γ corresponds
to the infinity-norm bound. The circles mark the minimum for each curve, showing that
for each M , a different Lyapunov function achieves the tightest bound.
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CHAPTER

Point-wise Maximum Approach to
Approximate Dynamic Programming
5.1

Introduction

This chapter focuses on developing algorithms that compute approximate solutions to
the infinite dimensional point-wise maximum approach to DP introduced in Section 3.5,
hence the algorithms proposed in this chapter are collectively referred to as the pointwise maximum approach to ADP. Section 4.2 presented a number of techniques in the
literature for computing approximate solutions of the LP approach to ADP, however,
those existing techniques do not overcome the difficulties specific to the point-wise maximum approach, namely that the objective and constraints are non-convex. The novel
approximation steps and algorithms we propose in this chapter differ from the existing
approximation techniques summarised in Table 4.2 in the following aspects:
(1) they are motivated by finding feasible solutions of the point-wise maximum formulation introduced in Section 3.5;
(2) they lead to iterative algorithms that approximate the optimal value function by
solving a sequence of optimisation problem, each one using information from all
the previous solutions. This is in contrast to the existing techniques that solve
multiple independent optimisation problems and then combine all the solutions in
a simple algebraic step.
(3) although the relevance-weighting parameter retains the same meaning, the way
it is used in the proposed algorithm alleviates, to some extent, the difficulty a
practitioner encounters when tuning this parameter.
Sections 5.2 and 5.3 present the proposed approximation steps and algorithms for respectively addressing: the non-convex point-wise maximum inequality constraint, and
the non-convex point-wise maximum objective. Section 5.2.8 contrasts the algorithm
proposed with the most closely related approximation technique in the literature. Section 5.4 provides the proof of convergence for the main algorithm we propose, while
81

5

Chapter 5. Point-wise Maximum Approach to Approximate Dynamic Programming
Section 5.5 provides numerical examples to demonstrate the benefits on specific problem
instances.
For convenience of reference, we now repeat the infinite dimensional mathematical
program that is the point-wise maximum approach to DP, the difficulties of finding
solutions of this optimisation problem, and the restricted function spaces used in the
approximation steps, as presented in Sections 3.5, 4.2.1, and 4.2.2 respectively. Recall
that F(X ) is the vector space of real-valued, measurable, bounded functions on X ,
as per Definition 2.1, and thus for any given J ∈ N the following infinite dimensional
optimisation program,
max
Vj

Z

X

VPWM (x) ν(dx)

(5.1a)

s. t. Vj ∈ F(X ) ,

j = 1, . . . , J ,

(5.1b)

VPWM (x) ≤ (Tu VPWM ) (x, u) , ∀ x ∈ X , u ∈ U ,
VPWM (x) = max (Vj ) (x) ,
j=1,...,J

(5.1c)
(5.1d)

∀x ∈ X ,

recovers V ∗ under Assumptions 2.1–2.4 and that V ∗ ∈ F(X ). The difficulties of solving
problem (5.1) are categorised as follows.
(D1) F(X ) is an infinite dimensional space;

(D2) The objective involves a multidimensional integral over X

(D3) The operator Tu involves a multidimensional dimensional integral over Ξ;

(D4) The Bellman inequality constraint involves an infinite number of constraints;
(D5) Since V ∗ can be any element of F(X ), the greedy policy (2.6) may be intractable;

(D6) The point-wise maximum Bellman inequality constraint is non-convex in the decision variables;
(D7) The point-wise maximum objective is a maximisation of a convex function;

Hence overcoming difficulties (D6) and (D7) is the focus of Sections 5.2 and 5.3 respectively. We overcome difficulty (D1) by restricting candidate approximate value functions
to the span of a finite family of Borel-measurable basis functions. The basis functions
are denoted φ(k) : X → R, for k = 1, . . . , KV , and thus the restricted function space is
defined as,
n

o

h

i>

F̂(X ) := α>φ(x) α ∈ RKV , with φ(·) = φ(1) (·), . . . , φ(KV ) (·) ,

(5.2)

where, compared to Section 4.2 we use a single restricted function space throughout this
chapter for notational convenience. Consistent with Chapter 4, V̂ ∈ F̂(X ) denotes that
V̂ = α>φ is an element from the restricted function space, and when V̂ is indicated as
a decision variable in an optimisation problem, then the actual decision variable is the
α ∈ RKV from (5.2). Subscripts and superscripts on V̂ are defined when introduced, and
the corresponding α has the identical subscript and superscript.
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The following approximation steps and algorithm overcome difficulties (D3), (D4), and
(D6) for computing feasible solutions of problem (5.1).

5.2.1

Jensen’s inequality and epigraph reformulation

The point-wise maximum constraint (5.1c) is equivalent to J separate constraints, where
the Tu VPWM term has a maximum nested inside the expectation, i.e.,
Vj (x) ≤ l(x, u) + γ E





max Vk (g(x, u, ξ)) ,

k=1,...,J

∀ x ∈ X , u ∈ U, j = 1, . . . , J. (5.3)

As max(·) is a convex function, by Jensen’s inequality a sufficient condition for constraint (5.1c) is,
Vj (x) ≤ l(x, u) + γ max

k=1,...,J

n

o

E [Vk (g(x, u, ξ))] ,

∀ x ∈ X , u ∈ U, j = 1, . . . , J. (5.4)

The numerical results from [OWB11] suggest that Jensen’s inequality can maintain a
good approximation quality for practical examples. The intuition is that when the influence of the disturbance is small, then for many x and u, significant mass in the
expectation integral of (5.3) may be on a single element in the max. The application of Jensen’s inequality allows the approximation techniques summarised in Table 4.2
(page 48) to
difficulty (D3), i.e., we require that for each basis
h be used for overcoming
i
(k)
function E φ (g(x, u, ξ)) has an analytic expression. In the case of polynomial basis
functions and polynomial dynamics, this requires knowledge of the moments of the distribution µξ up to the maximum degree of ξ in φ(k) (g(x, u, ξ)). If the required moments
are not analytically available, then Monte Carlo sampling can be used to approximate
them, and, as the distribution µξ is assumed to be stationary, this only needs to be
computed once.
An exact epigraph reformulation can now be applied to the point-wise maximum
of functions E [Vk (g(x, u, ξ))] appearing additively on the right-hand-side of (5.4). We
denote the epigraph variable sV and hence reformulate the constraint as,
Vj (x) ≤ l(x, u) + γ s2V ,

∀ (x, u, sV ) ∈ S, j = 1, . . . , J ,

where the set S is defined as,
S =

n

x, u, sV

x ∈ X , u ∈ U, sV ∈ R, s2V ≥ E [Vk (g(x, u, ξ))] ∀ k = 1, . . . , J

(5.5)
o

.

We choose to square the epigraph variable without loss of generality because Assumption 2.1 implies that V ∗ is non-negative. This choice implicitly includes the zero function
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in the max of (5.4) and improves the tractability of the algorithm proposed in this section.
For completeness, the following proposition formalises the exact epigraph reformulation
applied to go from (5.4) to (5.5).
Proposition 5.1. For any functions f, hj : Rn → R, j = 1, . . . , J, and given a set X ⊆ Rn ,
then the following are equivalent,
(1) 0 ≤ f (x) + max hj (x), ∀ x ∈ X ,
j=1,...,J

(2) 0 ≤ f (x) + s, ∀ (x, s) ∈





(x, s) x ∈ X , s ≥ max hj (x) ,
j=1,...,J

in the sense that any f, hj for which (1) holds, then (2) also holds, and vice versa.
Proof. For (1) ⇒ (2): let f 0 and h0j , j = 1, . . . , J, be functions for which (1) holds, then
starting from the right-hand-side of the inequality for (2) we have,
f 0 (x) + s ≥ f 0 (x) + max h0j (x) ≥ 0,
j,...,J

∀x ∈ X,

where the first inequality follows from the definition of the robust set in (2), and the
second inequality uses the assumption that (1) holds for f 0 , h0j .
For (2) ⇒ (1): let f 00 and h00j , j = 1, . . . , J, be functions for which (2) holds, then
starting from (2) we have,
0 ≤ f (x) + s, ∀ (x, s) ∈
00



(x, s) x ∈ X , s ≥

max h00j (x)
j,...,J



,

⇓

0 ≤ f (x) + max h00j (x), ∀ x ∈ X ,
00

j,...,J

where the implication follows from the fact that (2) holds for s = maxj,...,J h00j (x) for all
x∈X .

5.2.2

S-procedure reformulation

The next approximation step uses the S-procedure [PUS00] to obtain a sufficient condition for (5.5). Applying the S-procedure to the epigraph part of the set S leads to,
Vj (x) ≤ l(x, u) + γ s2V −

J
X

k=1





λk s2V − E [Vk (g(x, u, ξ))] ,

(5.6)

∀ x ∈ X , u ∈ U, sV ∈ R, j = 1, . . . , J,

with λk ∈ R+ as the non-negative decision variables introduced by the S-procedure. Reformulation (5.6) still suffers from difficulty (D6): there are J bilinear terms of the form
λk E [Vk (g(x, u, ξ))] in each of the J constraints. An equivalent or tighter approximation
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can be found by allowing the S-procedure multipliers to depend on the state and input,
i.e., λk : X ×U → R+ , however, this would lead to more bi-linear terms.
The following implications summarise the approximation steps described thus far,
(5.1c)

(Jensen)

⇐

(5.4)

(Epigraph)

⇔

(5.5)

(S-procedure)

⇐

(5.6) .

In words, (5.6) is sufficient in the sense that if a family of functions V1 , . . . , VJ satisfies
(5.6) then it also satisfies (5.1c), but not necessarily the other way around.

5.2.3

Algorithm for point-wise maximum inequality

To overcome the difficulty of solving a large bi-linear optimisation problem we propose
Algorithm 5.1 that iteratively constructs a feasible solution. The algorithm requires
initialisation with an approximate value function that satisfies the sufficient reformulation (5.6) of the point-wise maximum inequality constraint. To present the algorithm in
full generality, for initialisation we consider a family of functions defined by a finite set
Acon ⊂ RKV and parametrised by αcon ∈ Acon . We then define,
V̄con (x) =

max

αcon ∈Acon

(5.7)

>
αcon
φ(x) , ∀ x ∈ X ,

>
φ(·), with
and assume that the set Acon is selected such that the family V̂con (·) = αcon
αcon ∈ Acon , satisfies (5.6). The algorithm then computes a new candidate to add to the
set Acon by solving an optimisation problem with only one bi-linear term of the form
in (5.6), i.e., λk E [Vk (g(x, u, ξ))], and thus can be tractably solved by searching over the
feasible space of the scalar decision variable λk . As detailed below, when the solution
of this optimisation problem is added to Acon , the updated set still satisfies (5.6), hence
Algorithm 5.1 repeats the steps of computing and adding (lines 7 and 8 respectively)
until Acon has J elements.

Given V̄con as fixed problem data that satisfies (5.6), the optimisation problem for
finding a new function V̂ ∈ F̂(X ) such that max{V̂ , V̄con } satisfies the sufficient condition (5.6) is the following,
max

V̂ ,λ{1,2,3,4}

Z

X

V̂ (x) c(dx)

s. t. V̂ ∈ F̂(X ) ,

(5.8a)

λ1 , λ2 , λ3 , λ4 ∈ R+


h



h

i

V̄con ≤ l(x, u) + γ s2V − λ1 s2V − E V̄con (g(x, u, ξ))
V̂ ≤ l(x, u) + γ s2V



h

i

h

i

− λ2 s2V − E V̂ (g(x, u, ξ))

− λ3 s2V − E V̄con (g(x, u, ξ))


− λ4 s2V − E V̂ (g(x, u, ξ))
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Algorithm 5.1 Overcoming difficulty (D6) by iteratively constructing a feasible solution
for the point-wise Bellman inequality.
1: procedure PointwiseMaximumInequality
2:
Select Acon according to Section 5.2.4
3:
Select relevance weightings {cj (·)}Jj=1 according to Section 5.2.6
4:
j ← |Acon |
5:
repeat
6:
j ←j+1
nR
o
7:
αj∗ ← arg max X α>φ(x) cj (dx) ; (5.9b), (5.9c) ,
with bi-linearity in (5.9c) handled according to Section 5.2.5
8:
Acon ← αj∗ ∪ Acon
9:
until j = J.
10:
return Acon
where the inequality constraints (5.8c) and (5.8d) hold for all x ∈ X , u ∈ U, sV ∈ R, the
lambda multiplier decision variables from the S-procedure are indexed by {1, 2, 3, 4} for
simplicity, and we have not written out the epigraph reformulation of V̄con for conciseness.
At this stage, the relevance weighting c(·) in the objective is a parameter to be chosen by
the practitioner and, similar to Section 4.2.3, it plays a crucial role in the approximation
quality of the solution. Algorithm 5.1 line 3 points out that c(·) can be chosen differently
each time problem (5.8) is solved, and the potential advantage of this is demonstrated
in the numerical examples.
Observe that the feasible decision λ2 = 0 makes constraint (5.8c) redundant. To see
this, first observe that the decision variables λ1 , λ2 appear only in constraint (5.8c), and
therefore, if they can be chosen such that constraint (5.8c) is satisfied for any V̂ ∈ F̂(X ),
then the constraint is redundant. Under the choice λ2 = 0, constraint (5.8c) reduces to
V̄con ≤ Tu V̄con , which is satisfied under the assumption that V̄con satisfies (5.6). Thus,
removing constraint (5.8c) and writing out the epigraph reformulation of V̄con , problem (5.8) is equivalent to the following optimisation problem for computing a new element α>φ = V̂ ∈ F̂(X ) to add to Acon ,
max

α,λBL ,λαcon

Z

X

(5.9a)

α>φ(x) c(dx)

s. t. α ∈ RKV , λ, λαcon ∈ R+ ,





α>φ(x) ≤ l(x, u) + γ s2V − λBL s2V − α> E [φ (g(x, u, ξ))]
−

X

αcon ∈Acon





(5.9b)

>
λαcon s2V − αcon
E [φ (g(x, u, ξ))] ,

∀ x ∈ X , u ∈ U, sV ∈ R

(5.9c)

where the expectation of the vector φ is taken element-wise, and the subscript on λBL
stands for bi-linear, chosen to make it explicit that that term in constraint (5.9c) is the
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only bi-linear term, i.e., between the decision variables λBL and α. Hence, problem (5.9)
can be tractably solved by searching over the feasible space of λBL . For a fixed λBL ,
constraint (5.9c) is linear in the decision variables, hence difficulty (D6) is overcome,
and difficulty (D4) is overcome by applying the existing approximation techniques. See
Table 4.2 (page 48) for a summary of the existing techniques, and Section 5.5.1 where
the semidefinite program (SDP) reformulation of problem (5.9) is written out for the
linear-quadratic problems considered. The feasible region of λBL is determined from
constraint (5.9c), which is satisfied for all sV ∈ R only if the coefficient of s2V is nonnegative, i.e.,
γ − λBL −

X

αcon ∈Acon

λαcon ≥ 0,

⇒

λBL , λαcon ∈ [0, γ] .

(5.10)

Section 5.2.5 discusses techniques to search over λBL ∈ [0, γ].

5.2.4

Initialisation choices of Acon

The initialisation of Acon such that V̄con satisfies (5.6) can, for example, be the zero
function or the function minu∈U l(x, u) if it is well defined and in F̂(X ). For all the
numerical examples, we use a solution of the LP approach to ADP, i.e.,
max

V̂ ∈F̂(X )

Z

X





V̂ (x) c(dx) V̂ (x) ≤ Tu V̂ (x, u) , ∀ x ∈ X , u ∈ U



,

(5.11)

where F̂(X ) is chosen to overcomes difficulties (D1)–(D4), and the state-relevance weighting c(·) is chosen as described for the example. We choose this initialisation as a trade-off
between the computation time required to solve problem (5.11) and the the approximation quality of the initialisation. In terms of approximation quality, a solution of
problem (5.11) is generally better than the analytic choices of the zero function or
minu∈U l(x, u). In terms of computation time, problem (5.11) is a similar complexity
as problem (5.9) that is solved at every iteration of Algorithm 5.1, and is significantly
lower complexity than computing a solution using the the iterated Bellman inequality
approach, i.e., problem (4.6) (on page 48). In fact, in the numerical examples we see
that in less computation time than one solve of the iterated Bellman inequality approach,
multiple iterations of Algorithm 5.1 can be run to achieve the same approximation quality.

5.2.5

Choice of λBL at each iteration of Algorithm 5.1

As stated, Algorithm 5.1 line 7 involves solving (5.9) to optimality. Various algorithms could be designed to find an optimal λBL , and in the numerical examples we
grid λBL ∈ [0, γ]. We refer to this as the greedy choice of λBL because it maximises with
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respect to the objective of only the current iteration, and may not be optimal with respect
to the motivating problem (5.1). From (5.10) it is clear that the choice λBL = γ reduces
problem (5.9) to the initialisation problem (5.11). If the solution of problem (5.11) is
used for initialisation, then for all λBL ∈ [0, γ) the solution of (5.11) is feasible for (5.9),
and thus λBL < γ allows for a potentially different solution.
As mentioned, a sub-optimal choice of λBL ∈ [0, γ] at each iteration need not lead
Algorithm 5.1 to return an updated set Acon that is point-wise lower than taking the
greedy choice of λBL at each iteration. The S-procedure arguments imply that given any
α>φ = V̂ ∈ F̂(X ) feasible for problem (5.9), then max{V̂ , V̄con } satisfies the sufficient
condition (5.6). Hence, to save computational effort, a single fixed λBL can be chosen
at each iteration of Algorithm 5.1, and the potential of this choice is demonstrated in
the numerical examples. In principle, parallel computations can be used when gridding λBL ∈ [0, γ] for the greedy choice of λBL , however, this is considered to be more
computational effort that solving problem (5.9) once for one fixed choice of λBL .
In the numerical examples we use λBL = 0 as the fixed choice because it is differentiated from any λBL ∈ (0, γ] in the following aspects:

(1) When fixing λBL = 0 in problem (5.9), the decision variable α is eliminated from
the right-hand-side of constraint (5.9c), and hence the constraint is a less complicated function of α. In testing we noticed that, for the examples considered, the
optimisation problem with λBL = 0 solves faster than with λBL ∈ (0, γ], by up to
an order of magnitude for some instances.
(2) Initialising Acon such that V̄con ≤ V ∗ satisfies (5.6), and hence V̄con ≤ TV V̄con , then
with λBL = 0, the sequence of V̄con functions constructed by the iterations of Algorithm 5.1 are point-wise under-estimators of the sequence of value iteration functions constructed from the V̄con used for initialisation, i.e., TV V̄con , TV2 V̄con , TV3 V̄con ,
. . . and so on. To show this, denote αj∗ as the solution on line 7 of Algorithm 5.1,
and observe that an iteration of Algorithm 5.1 gives,
αj∗> φ ≤ TV V̄con ,

|

{z

by problem (5.9)

and thus,

}

V̄con ≤ TV V̄con
|

{z

}



n

by initialisation assumption

n

, ⇒ max αj∗> φ, V̄con

∗>
αj+1
φ ≤ TV max αj∗> φ, V̄con

o

o

≤ TV V̄con ,

≤ TV2 V̄con ,

where the second inequality holds by monotonicity of the Bellman operator, and
the first inequality is the constraint used in the next iteration of Algorithm 5.1,
with αj∗> as a fixed parameter. Thus the statement follows by a simple induction
argument. This suggests that for the choice λBL = 0 the rate of convergence to V ∗
is limited by the rate of convergence of value iteration, and so, in examples where
this rate is slow, there may be a benefit in using the greedy choice of λBL .
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(3) Initialising Acon such that V̄con ≤ V ∗ , but not necessarily satisfying (5.6), then, with
λBL = 0, the Acon returned by Algorithm 5.1 also satisfies V̄con ≤ V ∗ . This follows
from monotonicity of the Bellman operator, as constraint (5.9c) with λBL = 0 is a
sufficient condition for α>φ ≤ TV V̄con , i.e.,
V̄con ≤ V ∗

5.2.6

monotonicity

⇒

n

TV V̄con ≤ TV V ∗ = V ∗ , and thus: max α>φ, V̄con

o

≤ V ∗.

Choice of relevance weighting

The objective chosen for problem (5.9) influences the αj∗ computed at each iteration
of Algorithm 5.1 line 7. As described above, all feasible solutions of problem (5.9) are
point-wise under-estimators of V ∗ , and ensure that V̄con satisfies the point-wise maximum
Bellman inequality at every iteration of Algorithm 5.1. The objective can be modified
by the practitioner at each iteration in an attempt to improve the point-wise maximum
objective (5.1a) on termination. For this reason we allow a different choice cj (x) at
each iteration of Algorithm 5.1, and, in the context of referring to cj (x) as the relevance
weighting, this can be seen as a method for iteratively exploring the region of interest.
We demonstrate in Section 5.2.7 the potential benefit of choosing a different cj (x)
at each iteration, however, this places a significant burden on the practitioner to determine a sequence of cj (x) weightings that achieves a good approximation quality for the
problem at hand. The approximation steps in Section 5.3 partially alleviate this burden by considering the point-wise maximum objective and using this to algorithmically
determine the choice of cj (x) at each iteration.

5.2.7

Visual insight on the running example

Based on the discussions in Sections 5.2.4–5.2.6, we now provide insight into four variants
of Algorithm 5.1 by showing the results for the 1-dimensional running example introduced
in Section 4.5.1. All four variants use the solution of problem (5.11) for initialisation of
Acon with one element, denoted α1∗ , and computed using c(x) = ν(x) ∼ N (0, σν2 = 10) in
the objective of problem (5.11). The four variants then proceed as follows:
(Variant 1) The objective weighting is kept constant as cj = ν for every iteration. The
greedy choice of λBL is used at each iteration by solving problem (5.9) for 100 evenly
spaced values of λBL ∈ [0, γ], and taking the solution with the largest objective value.

(Variant 2) The objective weighting is kept constant as cj = ν and λBL = 0 is used for
every iteration when solving problem (5.9).

(Variant 3) The objective weighting is chosen as a sequence of Gaussian distribution
with zero mean and increasing variance, starting at c1 ∼ N (0, (0.2σν )2 ) and increasing to c8 ∼ N (0, (1.6σν )2 ) over the iterations. The greedy choice of λBL is computed
in the same manner as (Variant 1).
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(Variant 4) The objective weighting is chosen as the same sequence of Gaussian distribution as (Variant 3) and λBL = 0 is used for every iteration when solving problem (5.9).
Figure 5.1 summarises the results from running these four variants of Algorithm 5.1 on
the 1-dimensional example. As described, the initialisation function, V̂1∗ (dashed blue),
is the same for all four variants, and the functions computed in subsequent iterations, V̂j∗
for j = 2, . . . , 8 (solid red), increase in curvature with each iteration in all cases except the
first iteration of Variant 3. The reason for this exception is that the objective weighting
used for iteration j = 2 of Variant 3 have a smaller variance, and for this problem instance
solving problem (5.11), i.e., λBL = γ, achieved a better objective than any other value of
λBL . The space of univariate quadratics was used for F̂(X ), with the linear term included,
but at every iteration Algorithm 5.1 line 7 returned a function with zero coefficient for
the linear term.
The objective value and bilinear multiplier are tabulated in Figure 5.1 for each iteration, and the last row shows the lower bound on the optimal value given by the
approximate value function returned after J = 8 iterations of Algorithm 5.1, recalling
R
that the optimal value for this example is V ∗ dν = 38.3. The main observations from
the tabulated results are:
R

(1) The objective value, V̂j∗ dν of Variants 1 and 2 converges within a handful of
iterations. We do not explicitly analyse the convergence of Algorithm 5.1 to simply
its exposition, but the convergence proofs for the algorithms in Section 5.3 readily
establish that convergence is expected for Variants 1 and 2.
R

(2) Comparing the final lower bound of the optimal value, VPWM dν, we see that
Variant 1 with the greedy choice of λBL returns a lower estimate that Variant 2
with the fixed choice of λBL = 0. The converse is true comparing the final lower
bound of Variants 3 and 4, i.e., on this example the greedy choice of λBL was better
for the sequence of objective weightings used. This highlights the point that a suboptimal choice of λBL at one iteration may lead the algorithm to an improved final
lower bound, but it is not clear how to choose λBL at each iteration to maximise
the final lower bound.
(3) Variants 3 and 4 with the increasing sequence of objective weightings both return a
significantly better lower bound on the optimal value compared to Variants 1 and
2. Looking at the plot of the functions returned it is clear that Variants 3 and 4
compute a wider variety of functions, which, in this example, achieves a better fit
both in regions near the origin and regions far from the origin. We do not claim that
the sequence of objective weightings used is the best, but it highlights the point
that the flexibility for the practitioner to choose a different objective weighting at
each iteration can significantly improve the final lower bound computed.
We note from the data tabulated in Figure 5.1, that for Variant 1 the greedy choice of
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(Variant 1)

300

(Variant 2)

300

200

200

100

100

j

0
0.3
0.2
0.1
0

−2σν

300

0

j

0
0.3
0.2
0.1
0

2σν

(Variant 3)

300

200

−2σν

0

2σν

(Variant 4)

200
j

100

0

0

0.3
0.2
0.1
0

0.3
0.2
0.1
0

−2σν

0
State Space

(Variant 1)
R ∗
λBL
V̂j dν
—
16.1
0.62
23.9
0
24.9
0
24.9
0
24.9
0
24.9
0
24.9
0
24.9
R
28.1
VPWM dν
j
1
2
3
4
5
6
7
8

2σν
(Variant 2)
R ∗
λBL
V̂j dν
—
16.1
0
21.0
0
24.0
0
25.3
0
25.4
0
25.4
0
25.4
0
25.4
29.6

j

j

100

j

cj (x)

Value Function

cj (x)

Value Function

5.2

−2σν

(Variant 3)
R ∗
λBL
V̂j dcj
—
16.1
0.95
4.6
0.34
8.7
0.22
16.1
0.18
27.4
0.16
43.5
0.17
65.0
0.17
92.6
35.1

0

2σν

State Space
(Variant 4)
R ∗
λBL
V̂j dcj
—
16.1
0
2.6
0
7.0
0
14.6
0
26.0
0
42.1
0
63.7
0
91.2
33.0

Figure 5.1: Providing visual insight for Algorithm 5.1 using the 1-dimensional running example described in Section 4.5.1 and the four algorithm variants described in
Section 5.2.7. On the value function axes, V ∗ is shown by dotted black, the same initialisation function (dashed blue) is used for each variant, and the functions computed
at subsequent iterations are shown in solid red, with the arrow indicating the direction
of the iterations. On the other axes, the relevance weighting in the objective function is
shown; for variants 1 and 2 this is the initial state distribution ν = N (0, 10). Tabulated
is the greedy λBL found at each iteration of Variants 1 and 3, the objective at each iteration relative to the weighting used for that iteration, and the final approximate value
function VPWM = max1,...,8 V̂j∗ integrated with respected to ν using 106 Monte Carlo
samples.
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S-procedure multiplier, λBL ∈ [0, γ]
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0.25
0.5
0.75 0.95
S-procedure multiplier, λBL ∈ [0, γ]

Figure 5.2: Variants 1 and 3 of Algorithm 5.1 select the greedy value of the bilinear
multiplier, λBL , at each iteration by gridding the range λBL ∈ [0, γ] using 100 evenly
spaced points. These plots show the objective value versus λBL computed at each iteration for each variant, with the index on the vertical axis indicating the iteration number.
The circles highlight the point where each curve attains its maximum value, and thus
corresponds to the values tabulated in Figure 5.1.
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bilinear multiplier was zero in all iteration except j = 2, whereas for Variant 3 the greedy
bilinear multiplier was non-zero for all iterations. To provide more insight, Figure 5.2
shows the objective value versus the λBL for iteration j = 2, . . . , 6 for Variants 1 and 3,
with the greedy choice highlighted by the circle. This illustrates that the curve may be
neither monotone, nor concave, nor quasi-convex, indicating that gridding the bilinear
multiplier is required to find the greedy choice at each iteration. Most interesting is that
for iterations j = 3, . . . , 6 of Variant 3, the objective value achieved by the greedy choice
of λBL is very similar to the objective value for λBL = 0.

5.2.8

Comparison with the iterated Bellman inequality formulation

As a point of comparison for the formulation, algorithms, and numerical examples, we use
an adaptation of the iterated Bellman approach analysed in Chapter 4. The adaptation
was suggested in [OWB13], referred to as the iterated approximate value function (AVF)
approach, and is described and contrasted in this section. The authors of [OWB13] consider a infinite horizon, discrete time, discounted cost stochastic optimal control (SOC)
setting and aim to compute approximate value functions along a trajectory starting from
a particular point in the state space. They propose the following adaptation of the iterated Bellman inequality approach that also involves M ∈ N Bellman inequality type
constraints,
sup
V̂j

Z

X

V̂0 (x) c(dx)

s. t. V̂j ∈ F(X ) ,


(5.12a)


V̂j (x) ≤ Tu V̂j+1 (x, u) ,




V̂M −1 (x) ≤ Tu V̂M −1 (x, u) ,

j = 0, . . . , M −1 ,
∀x ∈ X, u ∈ U ,

(5.12b)
j = 0, . . . , M −2 ,

∀x ∈ X, u ∈ U .

(5.12c)
(5.12d)

The only difference to the iterated Bellman inequality approach is that constraint (5.12d)
uses V̂M −1 on both sides of the constraint, in contrast to (4.6d) (page 48) that uses
V̂M −1 ≤ Tu V̂0 for that constraint. In [OWB13] the authors comment that the solutions
of (5.12) “generally gives better numerical bounds” than the solutions of (4.6).
From the indexing of constraints (5.12c) and (5.12d) it is clear that the solutions of
problem (5.12) satisfy,




V̂j (x) ≤ TVM −1−j V̂M −1 (x) , ∀ x ∈ X .

(5.13)

Moreover, as V̂M −1 satisfies the Bellman inequality, we have that all V̂j , j = 0, . . . , M −1,
are point-wise under-estimators of the optimal value function V ∗ . In other words, given
a sequence of value iteration functions constructed from the V̂M −1 used for initialisation,
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i.e., TV V̂M −1 , TV2 V̂M −1 , TV3 V̂M −1 , then V̂j is a point-wise lower bound on the (M −1−j)th
function in the sequence.
The authors of [OWB13] interpret the solution problem (5.12), V̂0∗ , . . . , V̂M∗ −1 , as
a time-sequence of approximate value functions. By analysing the dual variables of
constraints (5.12c) and (5.12d) for linear-quadratic examples, they conclude that the
relevance weighting implicitly used for each V̂j∗ is the trajectory of occupancy measures
that emanate from an initial state distribution described by the relevance weighting c(x)
used in objective (5.12a). The results in [OWB13] focus on examples with a known initial
state, however, it is not clear how this method performs when c(x) places weight over a
large region of the state space.
The following list contrasts a solution of problem (5.12) with the family of approximate value functions returned by Algorithm 5.1,
(1) As described in Section 5.2.4, a reasonable choice for Algorithm 5.1 line 2 is to
initialise Acon with a solution problem (5.11), and hence a function that satisfies
constraint (5.12d) of the iterated AVF approach.
(2) As explained in Section 5.2.5, using the choice λBL = 0 at every iteration of Algorithm 5.1 line 7 means that the sequence of approximate value function computed
by Algorithm 5.1 is a point-wise lower bound on the sequence of value iteration
functions starting from the V̄con chosen for initialisation on line 2. This is the same
as inequalities (5.13) that the solution of the iterated AVF approach satisfy.
(3) As the family of M approximate value functions from a solution of the iterated AVF
approach are each point-wise under-estimators of V ∗ , as the authors of [OWB13]
suggest, the point-wise maximum of the family can be taken to give the best
estimate of V ∗ . Similarly, the point-wise maximum of the family computed by
Algorithm 5.1 gives the best estimate of V ∗ .
(4) A key difference is that Algorithm 5.1 requires the practitioner to choose a sequence
of state relevance weightings, where as the iterated AVF approach only has one
relevance weighting parameter. Although this gives Algorithm 5.1 a high burden
of parameter selection, it also allows the for choices of relevance weightings that
explores in ways different to trajectories.
(5) Another key difference can be the computational burden of sequentially solving
multiple iterations of Algorithm 5.1 versus one solve of problem (5.12), for M = J.
For the linear-quadratic problems consider in Section 5.5, problem (5.12) is reformulated as a SDP with M positive semidefinite (PSD) cones of size (nx +nu +1).
In contrast, each iteration of Algorithm 5.1 line 7 requires solving an SDP with
only one PSD cone of size (nx +nu +1). In the Section 5.5.3, we highlight how this
influences the computation time.
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Approximation steps for the point-wise maximum objective

The following approximation steps and algorithms build upon those introduced in Section 5.2, addressing difficulties (D2) and (D7) for computing feasible solutions of problem (5.1) that at each iteration aim to maximise the point-wise maximum objective.

5.3.1

Monte Carlo samples and auxiliary problem formulation

The inclusion of the point-wise maximum value function in the objective (5.1a) is pivotal
in the algorithm we propose, however, it precludes the use of previous approaches for
evaluating the integral in the objective. To overcome difficulty (D2) we replace ν by a
finitely supported relevance weighting measure denoted c. Specifically, we choose c as a
c
finite sum of Nc Dirac pulses located at {xc,i }N
i=1 ⊂ X . This violates the hypothesis in
Chapter 2 for the equivalence between solutions of the Bellman equation (2.5) and the
infinite dimensional LP approach to DP (2.9), but reduces the multidimensional integral
in (5.1a) to a sum over the locations of the Dirac pulses.
For clarity of presentation, we consider now an auxiliary problem that highlights our
proposed approach for overcoming difficulty (D7). Similar to the set and function, Acon
and V̄con , defined in Section 5.2.3, for the point-wise objective we consider a family of
functions defined by a finite set Aobj ⊂ RKV and parametrised by αobj ∈ Aobj . We then
define,
>
V̄obj (x) = max αobj
φ(x) , ∀ x ∈ X ,
(5.14)
αobj ∈Aobj

and assume that the set Aobj is selected such that V̄obj is a non-negative point-wise underestimator of the optimal value function. Additionally, we introduce fpwm : RKV → R as
the point-wise maximum objective function when adding an additional approximate value
function α> φ(x) = V̂ ∈ F̂(X ) to the function V̄obj , i.e.,
fpwm (α) =

Nc
n
o
1 X
max α> φ(xc,i ), V̄obj (xc,i ) ,
Nc i=1

(5.15)

where xc,i are the points selected to overcome difficulty (D2). The auxiliary problem for
maximising fpwm in the presence of V̄obj and V̄con is,
max fpwm (α)

α∈RKV

(5.16a)




s. t. α> φ(x) ≤ Tu V̄con (x, u) , ∀ x ∈ X , u ∈ U .

(5.16b)

where, in light of the discussion in Section 5.2.5, constraint (5.16b) implies the choice
λBL = 0. Hence, with V̄con as fixed parameters in (5.16) the constraint is convex in the
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decision variable α and difficulty (D6) is overcome. The algorithms we propose next
iteratively add elements to both Aobj and Acon in a fashion that is greedy with respect
to the objective (5.16a), thus alleviating the requirement for the practitioner to choose
an objective weighting at each iteration of Algorithm 5.1 from Section 5.2 above. To
simplify the presentation, we introduce the notation,
α ∈ BI (Acon ) ⊆ RKV ⇒ α satisfies (5.16b) ,
to represent the convexified Bellman inequality constraint (5.16b) after the approximation steps for overcoming difficulties (D3) and (D4) are applied.
Despite the convex constraint, (5.16) is still a non-convex problem due to difficulty
(D7). In general, problem (5.16) will have multiple distinct local maxima and stationary points. The convexity of the objective function means that given an element of
the sub-differential, constructed at a particular point in the decision variable space α,
it parametrises a hyperplane that is a point-wise lower-bound on the objective function. Thus we propose to iteratively maximise along subgradient directions to overcome
difficulty (D7), and in Section 5.3.2 we introduce the algorithm and its convergence
properties.

5.3.2

First-order method for the point-wise maximum objective

We propose Algorithm 5.2 to improve fpwm from a given feasible initial condition α(0)
using only first-order information of the objective function. The objective fpwm is in
general non-smooth as it is a maximum of functions, thus in line 4 we use the upper
sub-differential for selecting gradient ascent directions, denoted as ∂ + fpwm and defined
in Section 5.4.1; an upper sub-differential is considered because problem (5.16) is a
maximisation problem. Given a non-zero element from the upper sub-differential, i.e.,
an upper subgradient, in line 8 we update the decision variable by maximising along
the subgradient direction within the feasible region. The algorithm terminates when the
change in objective value between two subsequent iterations is less than a pre-specified
tolerance.
To compute an element from the upper sub-differential of fpwm , as used in line 4 of
Algorithm 5.2, we introduce the following assumption on the basis functions.
n

Assumption 5.1. The basis functions in the set φ(k)
and include the constant function.

oKV

k=1

are continuous for all x ∈ X

Without loss of generality we take φ(1) (x) = 1 for all x ∈ X . For a general choice of basis
functions φ(k) it is difficult to characterise the upper sub-differential set at non-smooth
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Algorithm 5.2 Find points satisfying necessary optimality conditions of problem (5.16)
with c as a sum of Dirac pulses
procedure InnerProblem( α(0) , Aobj , Acon ,  )
2:
k←0
3:
repeat


4:
d(k) ← an element from ∂ + fpwm α(k)

1:

5:
6:
7:
8:
9:

10:
11:





if d(k) = 0 then
α(k+1) ← α(k)
else
n
o
α(k+1) ← arg max α> d(k) ; α ∈ BI(Acon )
k←
 k + 1



(k)
(k−1)
until fpwm α
− fpwm α
< .
return α(k)

points. Instead, we work with a particular element from the upper sub-differential of
fpwm that is readily computable at α under Assumption 5.1,


Nc 
φ(xc,i ) if α> φ(xc,i ) ≥ V̄obj (xc,i )
1 X
,
∂ + fpwm (α) 3
Nc i=1 0
if α> φ(xc,i ) < V̄obj (xc,i )

(5.17)

where the term inside the sum is an element from the upper sub-differential of
n

o

max α> φ(x), V̄obj (x) .
Given the element d¯ ∈ ∂ + fpwm (ᾱ) computed as per (5.17) at a point ᾱ ∈ RKV , the hyperplane
(α − ᾱ)> d¯ + f (ᾱ)
is a supporting hyperplane of the convex function fpwm . However, we note that for
maximisation of a convex function not all supporting hyperplanes are in the upper subdifferential. In the proof of Theorem 5.1 we show that (5.17) is indeed an element of the
upper sub-differential.

Algorithm 5.2 can be seen as a method that iteratively adjusts the objective of line 8
along subgradient directions of problem (5.16). To ensure that an element from the
argmax can always be computed in line 8, we introduce the following assumption on the
choice of basis functions and inner approximation set.
n

oKV

Assumption 5.2. The basis function set φ(k)
, Bellman inequality inner approxik=1
mation set BI(Acon ), and problem data are such that the following optimisation problem,
max
K

α∈R

V

n

α> φ(xc,i ) ; α ∈ BI(Acon )

c
attains its maximum for all {xc,i }N
i=1 .
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This assumption is not overly restrictive as it can be ensured for any general problem
instance by placing an upper bound on a norm of α, see [Moh+18] for example. For a
particular problem instance the assumption can be verified by, for example, showing the
existence of a strictly feasible point in the dual of (5.18) [VB96, Theorem 3.1] [Roc70,
Corollary 30.5.2].
(0)
Theorem 5.1. Under Assumptions 5.1 and 5.2, for any initial condition
 α  ∈ BI(Acon )
and any  > 0, Algorithm 5.2 generates a non-decreasing sequence fpwm α(k)  and terminates after a finite number of iterations. With  = 0, the sequence fpwm α(k) , converges
to a finite value, and the sequences α(k) , d(k) , satisfy the following necessary optimality
condition for maxα∈RKV {fpwm (α); α ∈ BI(Acon )} in the limit,

lim

k→∞

min

α∈BI(Acon )



α−α


(k) >

d

(k)

!

= 0.

Proof. see Section 5.4.
Theorem 5.1 guarantees that if the initial condition α(0) strictly improves on fpwm (0),
then fpwm (α(i) ) returned also strictly improves on fpwm (0). The convergence in finite
iterations ensures that the algorithm is practical to implement, and the limiting behaviour suggests that in the best case the α(i) returned could be close to a local maxima.
Although Theorem 5.1 provides no insight into the rate of convergence, the numerical examples in Section 5.5 demonstrate that significant improvement in fpwm can be achieved
with only a handful of iterations.
Algorithm 5.2 is a so-called Minorise Maximise algorithm [OR70; HL04] for maximising a convex function, and we now contrast with generic algorithms that exist in
the literature for this same purpose. In the case where fpwm is differentiable, then line
4 of Algorithm 5.2 becomes d(k) ← ∇fpwm (α(k) ) and is a special-case of the so-called
convex-concave procedure introduced in [YR03], and for which convergence guarantees
are given in [LS09, Theorem 4]. Algorithms applicable for non-smooth problems like
(5.16) are presented together with convergence guarantees in [PL97, Theorem 3] and
[KW18, Proposition 1]. Applying the algorithm from [PL97] or [KW18] to problem
(5.16) would require using the lower sub-differential of fpwm in line 4 of Algorithm 5.2.
For a non-smooth convex function the lower sub-differential contains the upper subdifferential, thus allowing more flexibility on line 4 of Algorithm 5.2. However, [PL97]
and [KW18] use the lower sub-differential also for defining necessary optimality conditions. This means that, compared to Algorithm 5.2, the algorithms from [PL97] and
[KW18] may have additional points in their convergence set that are not local maxima
of the non-smooth convex maximisation problem.
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Point-wise maximum ADP algorithm

In this section we propose Algorithm 5.3, which iteratively updates the value function
estimates used in the objective and constraints of problem (5.16), i.e., V̄obj and V̄con . At
each iteration of lines 7–11, a candidate approximate value function α(0) is generated by
solving (5.18) with xc,i as one of the Dirac pulse locations from c. Algorithm 5.2 is called
to refine this candidate before it is added to the collections Aobj and Acon . This process
of generating, refining, and adding is repeated for all xc,i , i = 1, . . . , Nc . The algorithm
terminates when the improvement in V̄obj is below some pre-specified threshold. Theorem
5.2 below formalises the convergence properties of Algorithm 5.3.
Algorithm 5.3 Maximise the value of
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

R

V̄obj dc

procedure OuterProblem
c
Select Aobj , Acon , {xc,i }N
i=1 according to Section 5.3.5
Select IN , OUT < 0
m←0
repeat
!
f (m) ←

1
Nc

N
Pc

i=1

max

αobj ∈Aobj

>
φ(xc,i )
αobj

c
for all {xc,i }N
i=1 do

n

α(0) ← arg max α>φ(xc,i ); α ∈ BI(Acon )


o

α̃ ← InnerProblem α(0) , V̄obj , V̄con , IN

Aobj ← α̃ ∪ Aobj
Acon ← α̃ ∪ Acon
m←m+1
f (m) ←


1
Nc

N
Pc

i=1

max

αobj ∈Aobj

>
φ(xc,i )
αobj





!

until f (m) − f (m−1) < OUT ,
return Aobj , Acon

Theorem 5.2. For any sets Aobj and Acon such that V̄obj and V̄con are point-wise underestimators of V ∗ , and for any IN , OUT > 0, Algorithm 5.3 terminates after a finite
number of iterations.
Proof. By Theorem 5.1 we have that line 9 of Algorithm 5.3 terminates after finite
iterations for all IN > 0. The sequence f (m) in non-decreasing by definition as a pointwise maximum of functions and because elements are never removed from the set Aobj .
99

Chapter 5. Point-wise Maximum Approach to Approximate Dynamic Programming
The same reasoning as Section 5.4.4 establishes that
V̄obj (xc,i ) =

max

αobj ∈Aobj

>
αobj
φ(x) < ∞ for i = 1, . . . , Nc ,

(5.19)

at all iterations of Algorithm 5.3. Hence f (m) is bounded above and is thus a convergent
sequence. Therefore, for all OUT > 0 there must exist an m ≥ 1 such that the condition
on line 14 triggers.
The convergence of Algorithm 5.3 is guaranteed even without the refinement steps of Algorithm 5.2. However, our numerical results in Section 5.5 show that without refinement
convergence tends to be much slower, and that significant improvements are achieved
with only a few iterations of Algorithm 5.2. Hence, the gradient-based motivation and
theoretical guarantees of Theorem 5.1 suggests that performing the refinement steps of
Algorithm 5.2 is beneficial.
The objective α> φ(xc,i ) in line 8 of Algorithm 5.3 is chosen so that the α(0) passed to
Algorithm 5.2 has a non-zero subgradient d(0) (line 4 of Algorithm 5.2). To see this, note
that the subgradient in (5.17) is non-zero if α> φ(xc,i ) weakly dominates V̄obj (xc,i ) for
at least one i = 1, . . . , Nc . Thus, by Assumption 5.2, line 8 of Algorithm 5.3 computes
an α(0) that weakly dominates V̄obj at the chosen point xc,i if such a solution exists in
the feasible set α ∈ BI(Acon ). Different objectives for line 8 of Algorithm 5.3 can be
considered and still enjoy the convergence guarantee of Theorem 5.2.

5.3.4

Visual insight on the running example

We now provide insight into the iterations of Algorithms 5.2 and 5.3 by showing the
results for the 1-dimensional running example introduced in Section 4.5.1. The results
are summarised across Figures 5.3–5.5 that are collected together at the end of this
section.
As discussed in Section 5.2.4, we initialise Aobj and Acon with the solution of problem (5.11) using c(x) = ν(x) in the objective, hence this represents the lower bound as
proposed in [DV03]. Choosing c for Algorithms 5.2 and 5.3 as Nc = 106 samples from the
initial state distribution, Figure 5.3 summarizes Algorithm 5.3 lines 8 and 9 and hence
the iterations of Algorithm 5.2 until the termination criteria is met. Sub-figure (a) shows
the V̄obj initialisation function (solid black), the xc,1 sample from the state space (blue
dot), and the candidate α(0) function computed by Algorithm 5.3 line 8 (solid blue).
The lower axis of each sub-figure shows a histogram of the samples xc,i , i = 1, . . . , Nc ,
with the grey bars showing all 106 samples, and the coloured bars show the samples
where the approximate value function of the same colour is greater than V̄obj . Hence the
subgradient computed the first time Algorithm 5.2 line 4 is run is represented by the
blue bars in sub-figure (a).
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Figure 5.3(b) shows the function computed by Algorithm 5.2 line 8 (dashed red, α(1) )
with the blue bars in sub-figure (a) as the subgradient. This immediately shows that,
for this example and at this iteration, one step of the conditional gradient method of
Algorithm 5.2 significantly improves the point-wise maximum objective value, with the
objective values as:




fpwm α(0) =




fpwm α(1) =

1
Nc
1
Nc

XNc

n

1
Nc

XNc

i=1

V̄con (xc,i ) = 16.09 ,

i=1

max α(0)> φ(xc,i ) , V̄con (xc,i )

i=1

max α(1)> φ(xc,i ) , V̄con (xc,i )

XNc

n

o
o

= 16.14 ,
= 20.85 .

The zoomed view of Figure 5.3(b) (bottom left) shows that the computation of α(1)
has a slightly lower value in the region around the xc,1 sample (blue line versus dashed
red line around the blue dot), but significantly higher values over the remainder of the
state space. The zoomed view also shows that the candidate α(0) function computed
by Algorithm 5.3 line 8 does in fact improve upon V̄obj (solid black line) at the selected
sample xc,1 (blue dot), but the improvement is very slight.
Figure 5.3(c,d) summarise the remaining two iterations of Algorithm 5.2 until the
exit criteria is satisfied. Figure 5.3(c) shows the function computed by Algorithm 5.2
line 8 (dashed red, α(2) ) with the red bars in sub-figure (b) as the subgradient. Similarly,
Figure 5.3(d) shows α(3) (solid red) compute with the red bars in sub-figure (c) as
the subgradient. Algorithm 5.2 terminated at iteration three because the increase in
objective value fell below the 0.1% relative tolerance,




fpwm α(2) =

1
Nc

fpwm α(3) =

1
Nc





XNc

i=1
XNc
i=1

n

max α(2)> φ(xc,i ) , V̄con (xc,i )
n

max α(3)> φ(xc,i ) , V̄con (xc,i )

o
o

= 21.63 ,
= 21.64 ,

hence the solid red line in Figure 5.3(d) is the α̃ returned at Algorithm 5.3 line 9.
Figure 5.4 summarises the same information as Figure 5.3, except for the next iteration of Algorithm 5.3 lines 8 and 9. Hence the state space sample (blue dot) is now xc,2
and the V̄obj (solid black line) is a point-wise maximum of two quadratics (i.e., max of
the solid black line and solid red line from Figure 5.3(d)). The insights are similar:
(1) The candidate α(0) function computed by Algorithm 5.3 line 8 (solid blue) improves
upon V̄obj (solid black line) at the selected sample xc,2 (blue dot).
(2) The iterations of Algorithm 5.2, {α(1) , α(2) , α(3) } (dashed and solid red lines),
trade-off a lower value at xc,2 (blue dot) for higher values in other regions of the
state space.
(3) The iterations of Algorithm 5.2 converge to within 0.1% relative tolerance after
a handful of iterations and improve the point-wise maximum objective value, although in this case the improvement is less pronounced


fpwm α(k)



= { 21.64 , 21.71 , 21.77 , 21.79 } , for k = 0, 1, 2, 3.
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Figure 5.5 continues on from Figures 5.3 and 5.4 summarising the next four iterations
of Algorithm 5.3 lines 8 and 9. For clarity, Figure 5.5(a–d) do not show the refinement
iterations of Algorithm 5.2, instead showing the V̄obj at the start on the iteration (solid
black), the function generated by Algorithm 5.3 line 8 (solid blue, α(0) ), and the function
refined by Algorithm 5.3 line 9 (solid red, α̃). Figure 5.5(e) summarises the point-wise
maximum objective value, fpwm , for Figures 5.3, 5.4, and 5.5(a–d). As guaranteed by
construction of the approximate value function as a point-wise maximum of functions,
the objective value is monotonically increasing as more functions are added. We see that
for the fourth function added to V̄obj , i.e., Figure 5.5(a), the refine steps of Algorithm 5.2
lead to a significant increase in the point-wise maximum objective value. By contrast,
for the sixth and seventh functions added to V̄obj , i.e., Figure 5.5(c,d), we see that
Algorithm 5.2 exited after one iteration. In other words, the sub-gradient computed
based on α(0) (blue bars), and used in the first iteration of Algorithm 5.2 line 8 returned
a function, α(1) , for which the relative exit criteria used for Algorithm 5.2 line 10 is
satisfied, i.e.,




fpwm α(1) − fpwm α(0)
< IN = 10−3 .
(5.20)
(0)
fpwm (α )
A relative exit criteria is used in this example, and all the examples in Section 5.5 to avoid
the order of magnitude of fpwm having a large influence on the number of conditional
gradient steps performed.
It is also possible that Algorithm 5.2 exits without performing any iterations. This
occurs when the function represented by α(0) is greater than V̄obj at only one point being
the same point xc,i used to generate α(0) on Algorithm 5.3 line 8. In Section 5.5.2 we give
the results for 104 iterations of running Algorithm 5.3 on this same example, showing that
for many of the later iterations Algorithm 5.2 exits without performing any refinement
steps.
(The remainder of this page is intentionally blank)
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Figure 5.3: Insight for Algorithm 5.3 lines 8 and 9 on the running example. Upper
axes show: V ∗ (dotted black line), V̄obj (solid black line), and the function computed by
Algorithm 5.3 line 8 (solid blue line, α(0) ). Lower axes show: histogram of the Nc = 106
samples used in fpwm (grey bars), and the single point xc,1 (blue dot). Blue and red bars
are samples where the line of the same colour is greater than V̄obj . (b) red dashed line
is result of Algorithm 5.2 line 8 computed with the blue bars in (a) as the subgradient,
i.e., α(1) . Similarly, (c) red dashed line is α(2) computed with the red bars in (b) as the
subgradient, and (d) shows α(3) computed with red bars in (c) as the subgradient.
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2σν
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Histogram of {xc,i }N
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Samples where α(i) ≥ V̄obj

State Space

Figure 5.4: Same information as Figure 5.3, except for the next iteration of Algorithm 5.3
lines 8 and 9. Hence, the blue dot is the sample xc,2 used Algorithm 5.3 line 8 to compute
the initial condition α(0) (blue line) passed to Algorithm 5.2 for refinement.
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Figure 5.5: Continuing from Figures 5.3 and 5.4, Algorithm 5.3 lines 8 and 9 are summarised in (a–d) for the next four iterations. Solid black line is V̄obj , solid blue line
represents α(0) generated on line 8, and solid red represents α̃ returned after the refinement steps of line 9. (e) shows the point-wise maximum objective value when, for the
respective iteration, the maximum of the solid black line and the line of the same colour
is integrated with respect to the Nc samples. The coloured bars (blue or red) show the
sub-gradient used to compute the solid red line, i.e., for (c) and (d) the refinement steps
of Algorithm 5.2 exited after one iteration.
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5.3.5

Discussion and extensions

Selecting samples for the objective
R

Considering the motivating problem (5.1) with objective VPWM dν, the obvious choice
for c is to draw samples from ν, and to choose ν as the initial state distribution. HowR
ever, sampling c in different ways may improve the objective VPWM dν. The subgradient
computed by (5.17) effectively sub-samples the points from c where the current approximate value function dominates the fixed V̄obj . Thus Algorithm 5.2 can be seen a method
for automatically choosing the state relevance weighting parameter to maximise fpwm ,
R
i.e., the surrogate for VPWM dν.

If the goal is to optimise the on-line performance of the greedy policy, it is again
likely that different choices of ν, and hence different samples for c, lead to differing online performance. Motivated by the online performance bounds provided in Theorem 4.1
(page 51), a reasonable choice is to place Algorithm 5.3 inside another iteration that
updates ν as the discounted occupancy measure for the current greedy policy, computed
empirically by simulating the system evolution using Monte Carlo sampling.
Multi-starting for the conditional gradient algorithm
As problem (5.16) is a non-convex problem and Algorithm 5.2 at best finds locally optimal solutions, it may be possible to further improve the point-wise maximum objective
value by multi-starting [Mar03]. To implement this, Algorithm 5.3 line 8 would be solved
for multiple different samples xc,i , or perhaps multiple different objective vectors. In the
numerical examples we multi-start using the following: (1) the same objective vectors as
Algorithm 5.3 line 8 for the given sample, i.e., φ(xc,i ), and (2) an objective vector that
represents a Gaussian distribution centred at the given sample location, xc,i , and with
a narrow variance. The intention is that the first option achieves the maximum value
at the given sample location xc,i , while the second option encourages the function computed to “maximise” the curvature in the neighbourhood of xc,i . An increased curvature
can mean that the function computed on Algorithm 5.3 line 8 is the maximum at more
of the samples used in the point-wise maximum objective, and hence this changes the
subgradient element used in the first iteration of Algorithm 5.2.
The refinement steps of Algorithm 5.2 are then performed separately for all the
α initial conditions generated from Algorithm 5.3 line 8. Then on lines 10–11 of
Algorithm 5.3, the practitioner can choose how many of the refined functions to add to
the sets Aobj and Acon . For example, if it is desired it to keep the cardinality of Aobj low,
then a reasonable choice is to add only the refined function with the greatest value of
the point-wise maximum objective fpwm . In contrast, if the computation time does not
increase significantly with the cardinality of Acon , then it is reasonable to add all of the
refined functions to Acon as this gives the largest feasible region at the next iteration of
(0)
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Figure 5.6: A repeat of Figure 5.5(a) used to visualise the explanation given in Section 5.3.5 under the topic multi-starting for the conditional gradient algorithm. As a
reminder, the dotted black line is V ∗ , the solid black line is V̄obj , and the solid blue line
is α(0) as computed on line 8 of Algorithm 5.3 using φ(xc,i ) as the objective vector, with
the location of xc,i and the objective value represented by the blue dot. The grey dashed
lines are quadratic functions that are feasible for constraint (5.16b) because they are
point-wise lower-bounds of the blue line, and achieve the same objective value because
they all pass through the blue dot.
Algorithm 5.3.
Interesting to note is that when the refinement on line 9 of Algorithm 5.3 is not performed, then the inclusion of the multi-start option with a narrow variance has a significant influence on the lower bound returned by Algorithm 5.3. We explain the intuition
for this observation in the context of examples with linear dynamics, quadratic stage
costs, polytopic spaces, and using the space of quadratics for F̂(X ). Given a solution
α(0) for Algorithm 5.3 line 8 with φ(xc,i ) as the objective vector, then any other α ∈ RKV
that satisfies α> φ(x) ≤ α(0)> φ(x) for all x ∈ X is also feasible for constraint (5.16b) (even
after the approximation steps to convert the constraint to α ∈ BI(Acon )). From those
feasible lower-bounds, there are an infinite number that obtain the same objective value,
i.e., α> φ(xc,i ) = α(0)> φ(xc,i ). This is illustrated in Figure 5.6 for the running example.
Intuitively speaking, the multi-start option with a narrow variance computes the highest
curvature quadratic that (almost) achieves the same value at xc,i .
Online policy computations and sub-optimality guarantees
For real-time applications where the greedy policy must be computed very fast, it is necessary that the cardinality of Aobj is small, and perhaps even a singleton. For examples
with linear dynamics, quadratic stage costs, polytopic spaces, and using the space of
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quadratics for F̂(X ), then the greedy policy is a Quadratically Constrained Quadratic
Program (QCQP), with the number of quadratic constraints equal to the cardinality of
Aobj . In such examples, a low cardinality of Aobj has clear benefits from an on-line computation perspective. In these cases it is beneficial to run Algorithm 5.3 twice. First,
Algorithm 5.3 is run for as long as practical to achieve a good under-estimate of V ∗ ,
with a simple initialisation, for example Aobj = Acon = {0}. Second, Algorithm 5.3 is run
for as many iterations as the desired cardinality of Aobj , with Acon initialized as the
under-estimate resulting from the first run.
The approximate value function computed by Algorithm 5.3 can be used off-line to
certify the empirical performance of alternative policies that do not use the approximate
value function. In this case Algorithm 5.3 is run for as long as practical, then the chosen
policy is simulated from a particular initial state, x̂, for a time horizon such that γ t has
decayed sufficiently. The approximate value function evaluated at the initial state is a
lower bound on V ∗ (x̂) and thus provides a bound on the sub-optimality of the policy,
and hence indicates the potential benefit of considering further alternatives.
Making use of parallel computations
In Section 5.2 the value function decision variable was also included in the right-hand-side
of constraint (5.16b), i.e.,




n

o

α> φ(x) ≤ Tu max α> φ(x), V̄con (x)

(x, u) , ∀ x ∈ X , u ∈ U .

This results in a bi-linear term in the constraint, and requires additional computational
effort to grid the multiplier, λBL , of the bi-linear term. In principle, this can be performed
every time a problem (5.16) is solved, though it may be better to invest the additional
computation time in multi-starting Algorithm 5.2.
Algorithm 5.2 can be extended to fit multiple new lower bounding functions at the
same time. To exemplify, consider the case of adding two new lower bounding functions.
The non-convex optimisation problem then becomes,
maxK

α,β∈R

Nc
n
o
1 X
max α> φ(xc,i ), β >φ(xc,i ), V̄obj (xc,i )
Nc i=1

s. t. α ∈ BI(Acon ) , β ∈ BI(Acon ) .

We construct an element from the upper subdifferential in a similar fashion,


n

o

∂ + max α> φ(x), β >φ(x), V̄obj (x)
=

h
i>

>

φ(x)
,
0


h
i>

0, φ(x)>




[0, 0]>

n

if α> φ(x) ≥ max β >φ(x), V̄obj (x)
n

if β >φ(x) > max α> φ(x), V̄obj (x)
n

if V̄obj (x) > max α> φ(x), β >φ(x)
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As the constraints are separable we see that once the subdifferential element is computed,
then line 8 of Algorithm 5.2 can be solved in parallel for α and β, differing only in the
objective vector.
Point-wise maximum approach to ADP for Q-functions
In Chapter 4 we stated the approximation techniques and theoretical guarantees analogously for both value function and Q-functions, this begs the question: what benefits
does the Q-function formulation offer for the point-wise maximum approach to ADP?
Letting Q̄con : X ×U → R be a fixed approximate Q-function defined analogous to V̄con ,
then based on the approximate LP for Q-functions (see (4.3) on page 46), the counterpart
of (5.9) is,
max
V̂ ,Q̂

Z

X ×U

(5.22a)

Q̂(x, u) c(d(x, u))

s. t. V̂ ∈ F̂(X ) , Q̂ ∈ F̂(X ×U)


n

Q̂(x, u) ≤ Tu max V̂ , V̄con
n

o

(5.22b)
(x, u) ,
o

V̂ (x) ≤ max Q̂(x, u), Q̄con (x, u) ,

∀x ∈ X, u ∈ U ,
∀x ∈ X, u ∈ U .

(5.22c)
(5.22d)

To write down (5.22) we assumed that V̄con and Q̄con are initialised as a solution of problem (4.3), and hence the same arguments as Section 5.2.3 establish that the additional
constraints,


n

Q̄con (x, u) ≤ Tu max V̂ , V̄con
n

o

(x, u) ,
o

V̄con (x) ≤ max Q̂(x, u), Q̄con (x, u) ,

∀x ∈ X, u ∈ U ,
∀x ∈ X, u ∈ U ,

(5.23a)
(5.23b)

are redundant. One immediately sees that reformulating the constraints (5.22c) and
(5.22d) using the same approach as Section 5.2 would results is a bilinear term for each
constraint, and hence the approach of gridding the bilinear term becomes significantly
less practical. As described in Section 5.2.5, the choice λBL = 0 removes V̂ and Q̂ from
the point-wise maximum, and thus the constraints of problem (5.22) become,




Q̂(x, u) ≤ Tu V̄con (x, u) ,
V̂ (x) ≤ Q̄con (x, u) ,

∀x ∈ X, u ∈ U ,
∀x ∈ X, u ∈ U .

(5.24a)
(5.24b)

This means that the next Q̂ for the family is constrained by V̄con , and the next V̂
constrained by Q̄con . However, V̂ does not appear in the objective, nor influence the
feasible region of Q̂ when using constraints (5.24), hence it would seem better to retain
one of the bilinear terms arising from constraints (5.22c) and (5.22d), or perhaps alternate
between the two.
Given that problem (5.22) has more constraints than the problems to be solved for
the value function formulation of the point-wise maximum approach to ADP, we suggest
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using Algorithm 5.3 to compute a good estimate V̄obj , and then fit an approximate Qfunction to that. Letting Q̄obj : X ×U → R be a fixed approximate Q-function defined
analogous to V̄obj , then the following optimisation problem,
sup
Q̂

Z

X ×U

n

o

max Q̂(x, u), Q̄obj (x, u) c(d(x, u))

s. t. Q̂ ∈ F̂(X ×U)




Q̂(x, u) ≤ Tu V̄obj (x, u) ,

(5.25a)
(5.25b)

∀x ∈ X, u ∈ U ,

(5.25c)

fits the approximation framework of Section 5.3 and thus Q̄obj can be constructed iteratively using algorithms analogous to Algorithms 5.2 and 5.3.

5.4

Convergence proof for conditional gradient algorithm

The material in this section is formulated for a minimisation optimisation objective,
chosen to make the results readily comparable with existing optimisation literature.
Problem (5.16) and Algorithm 5.2 are readily converted to minimisation problems by
taking the negative of the objective.

5.4.1

Differentiability definitions

We provide for completeness the definitions of the regular and general sub-differential
as taken from [RW09, Sections 7.D and 8.B]. The definition of the sub-differential
commonly used for convex optimisation problems is special case of the regular subdifferential defined below [RW09, Proposition 8.12], required here because (5.16a) is
non-convex when cast as a minimisation problem. We require additionally the general
sub-differential definition because (5.16a) is non-smooth.
Given a function f : Rn → R ∪ {−∞, ∞}, a vector d ∈ Rn is a regular lower subgradient of f at the point x ∈ Rn if the following one-sided limit condition holds,
lim inf

z→x, z6=x

f (z) − f (x) − (z − x)> d
≥ 0.
kz − xk

ˆ (x) is the set of regular lower
The regular lower subdifferential of f at x, denoted ∂f
subgradients of f at x. A vector d ∈ Rn is a general lower subgradient of f at the point x
f
f
ˆ (x(i) ), where the notation →
if there exists sequences x(i) → x and d(i) → d with d(i) ∈ ∂f
stands for f -attentive, defined as,
x(i) → x
f

⇔

x(i) → x with f (x(i) ) → f (x) .
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The general lower subdifferential of f at x, denoted ∂f (x) is the set of general lower
ˆ (x) are
subgradients of f at x. At a point x where f is finite, the set ∂f (x) and ∂f
ˆ (x) convex and ∂f
ˆ (x) ⊆ ∂f (x). The function f is subdifferentially regular
closed, with ∂f
ˆ (x) = ∂f (x). These definitions and properties correspond to [RW09,
at a point x if ∂f
Definition 8.3, Theorem 8.6, Definition 7.25]. Note that if f is differentiable at x, then
ˆ (x) = {∇f (x)}, i.e., a singleton, and if additionally f is smooth on a neighbourhood
∂f
of x, then ∂f (x) = {∇f (x)} also. For the standard definitions of the gradient ∇f (x)
of a function f at a differentiable point x, the reader is referred to [Ber16, §B.5]. The
regular and general upper subdifferential are computed as −∂ˆ (−f ) and −∂ (−f ), and
denoted ∂ˆ+ f and ∂ + f , respectively.

5.4.2

Necessary condition for local optimality

A function f : Rn → R is proper, for a minimisation objective, if f (x) < +∞ for at least
one x ∈ Rn , and f (x) > −∞ for all x ∈ Rn . Consider the minimisation of a proper, lowersemi-continuous function f : Rn → R over a closed set C ⊆ Rn , i.e., minx∈C f (x). As per
[RW09, Theorem 8.15], a necessary condition for the local optimality of a point x ∈ C is:
0 ∈ ∂f (x) + NC (x) ,

(5.26)

where NC is the general normal cone of the set C at the point x, see [RW09, Definition 6.3].
If in addition C is a convex set, then this condition is equivalent to the existence of a
d ∈ ∂f (x) satisfying
(z − x)> d ≥ 0 , ∀ z ∈ C .

(5.27)

see [RW09, Theorem 6.9]. Note further that if f is convex then these conditions are necessary and sufficient for x to be globally optimal. A stationary point of the optimisation
problem minx∈C f (x) is one satisfying
0 ∈ ∂ (f (x) + δC (x))
where δC is the indicator function of the set C. All stationary points satisfy (5.26) as,
∂ (f (x) + δC (x)) ⊆ ∂f (x) + ∂δC (x) = ∂f (x) + NC (x) .
If C is convex, then the inclusion becomes an equality at a point x where f is subdifferentially regular, [RW09, Corollary 10.9]. We note that [RW09, Theorem 8.15]
requires fulfilment of a constraint qualification on the horizon subdifferential of the function f relative to NC , see [RW09, Definition 8.3(c)] for the definition of the horizon
subdifferential. We assume that the constraint qualification holds whenever the necessary condition (5.26) is used.
111

Chapter 5. Point-wise Maximum Approach to Approximate Dynamic Programming

5.4.3

Proof of convergence for a more general problem statement

To streamline the proof of Theorem 5.1, we consider now a more a general problem statement, and then in Section 5.4.4 below we show that problem (5.16) and Algorithm 5.2
has this form. Given a proper, lower-semi-continuous, concave function f : Rn → R
and a convex constraint set C ⊆ Rn such that f is bounded below on C, we consider
the optimisation problem,
min f (x), s. t. x ∈ C .
(5.28)

We show that Algorithm 5.4 finds points that satisfy (5.27); note that in line 4 we use
the lower sub-differential because (5.28) is a minimisation problem.
Algorithm 5.4 Find points satisfying necessary optimality conditions of problem (5.28)
procedure MinimiseConcaveFunction( x(0) ,  )
2:
k←0
3:
repeat


4:
d(k) ← an element from ∂f x(k)

1:

5:
6:
7:
8:
9:





if d(k) = 0 then
x(k+1) ← x(k)
else
n
o
x(k+1) ← x∗ ∈ arg min x> d(k) , s. t. x ∈ C

k ←k+1
 





10:

until f x(k) − f x(k−1)

11:

return x(k)



< ,

Theorem 5.3. For any initial
x(0) ∈ C and any  > 0, Algorithm 5.4 generates
 condition

a non-decreasing sequence f x(k) and terminates after a finite number of iterations.
With
= 0, and assuming that the arg min on line 8 is always attained, the sequence

(k)
f x , converges to a finite value, and the sequences x(k) , d(k) , satisfy condition (5.27)
in the following sense,
lim

k→∞





min x − x
x∈C


(k) >

d

(k)



= 0.

Proof of Theorem 5.3. The sub-differential gives majorizing functions




Given any element of the general lower subdifferential, d(k) ∈ ∂f x(k) , we first show
that the surrogate function,


sk (x) = x − x(k)

>
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d(k) + f x(k) ,

(5.29)
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is a point-wise upper-bound of the concave function f . This is trivial for a differentiable
point x(k) as we have that the gradient is the only element of both the general lower
and upper subdifferential of f at x(k) and hence sk (x) is a global upper-bound of f .
Pathological functions where the gradient is not an element of the general subdifferential
at a differentiable point are excluded by virtue of the f being concave.
At a non-differentiable point x(k) , as f is concave, the regular lower subdifferential is
empty at this point. Thus the general lower subdifferential is defined by the limits along
all sequences of differentiable points leading to x(k) . As the regular lower and upper
subdifferential are equal at all points along any such sequence we have that,
∂f (x(k) ) ⊂ −∂ (−f ) (x(k) ) .
Thus is remains to show that ∂ (−f ) (x(k) ) contains only supporting hyperplanes of the
hypograph of f at x(k) . As −f is convex, we have by [RW09, Proposition 8.12] that the
general lower subdifferential of −f is,
=









∂ −f (x(k) ) = ∂ˆ −f (x(k) )


−d ∈ R

n

(k)



f (x) ≤ f (x ) + x − x


(k) >

d , ∀x ∈ X



,

Thus we have shown that the surrogate function sk (x) is a point-wise upper-bound of
the concave function f at any point x(k) that it is constructed.
Termination in finite iterations
By definition, the minimisation problem on line 8 returns x(k+1) satisfying the optimality condition,

>
x − x(k+1) d(k) ≥ 0 , ∀ x ∈ C .
(5.30)
Combining the properties of the surrogate function sk with the definition of line 8 as a
minimisation problem, we have that,
















f x(k) = sk x(k) ≥ sk x(k+1) ≥ f x(k+1) ,

(5.31)

with x(k) , x(k+1) ∈ C ensured by the constraints of line 8. The equality is by (5.29), the
first inequality is by definition of the minimisation on line 8, and the final inequality is
by the fact that the surrogate is a point-wise upper-bound.












By the assumption that f is bounded below on C, the sequences f x(k) and sk x(k) ,
for k ≥ 0, are convergent, hence Cauchy. Therefore, for all  > 0 there must exist a k ≥ 1
such that the condition on line 10 triggers.
Convergence to necessary conditions for optimality





For  = 0 we have from the argument above that the sequences f x(k) and sk x(k)
converge to a finite value. To show that the sequence x(k) satisfies condition (5.27) in
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the limit, we need to show that,


lim 

k→∞



sup

d∈∂f (x(k) )



min x − x(k)
x∈C



>



d  ≥ 0.

To show this it is sufficient to show that the sequence x(k) converges to an optimal point
of minx∈C sk (x), i.e., we show that sequences x(k) , d(k) , satisfy,
lim

k→∞





min x − x
x∈C


(k) >

d

(k)



= 0.

(5.32)

The min here is attained by the hypothesis in the theorem statement that line 8 of
Algorithm 5.4 attains at every iteration. To show that the limit in (5.32) exists and
equals zero, we first consider for the sake of contradiction that the sequences x(k) , d(k)
satisfy,




min x − x(k)

lim inf

x∈C

k→∞

>

d(k)

= −δ < 0 .

By definition of the lim inf, for every k ≥ 0 there exists a j ≥ k for which,


min x − x(j)
x∈C

>

d(j) ≤ −

δ
.
2

(5.33)

By definition of line 8 as a minimisation problem we have for this pair k, j that,


sj+1 x(j+1)

 (5.31)



≤ sj x(j+1)

(5.29)

=

(5.33)





x(j+1) − x(j)

>



d(j) + f x(j)



δ
+ f x(j)
2


(5.31)
δ
≤ − + sk x(k) .
2



≤ −

Repeating this argument starting from j + 1, we readily establish that,


lim sup sk x
k→∞

(k)





≤ lim sup s0 x
N →∞

(0)



δ
−N
2

!


= −∞ ,


which contradicts the previous conclusion that the sequence sk x(k) converges to a finite
value. Moreover we have that,


min x − x(k)
x∈C

>

d(k) ≤ 0 , for k ≥ 0,

because x(k) ∈ C, for k ≥ 0. Thus, by contradiction we have shown that,




0 ≥ lim sup min x − x
k→∞

≥ lim inf
k→∞



x∈C



min x − x
x∈C


(k) >


(k) >

and hence the limit in (5.32) exists and equals zero.
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(k)

d

d

(k)





≥ 0,
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Note that if line 5 of Algorithm 5.4 triggers, then the subgradient is zero and condition
(5.27) is satisfied. In this case the x(k) returned is a global maximiser of the concave
function
that for a positive , if the condition on line 10 triggers with

 f . Note also

(k)
(k−1)
f x
=f x
, then x(k−1) satisfies (5.27). To show this, first note that by (5.29)
and (5.31) we have,


f x(k−1)

 (5.31)



= sk−1 x(k)

(5.29)

=





x(k) − x(k−1)

>





d(k−1) + f x(k−1) .

From this we substitute x(k)> d(k−1) = x(k−1)> d(k−1) into the
 optimality condition (5.30)
(k)
(k−1)
(k−1)
that x satisfies, and we get that the d
∈ ∂f x
from line 4 of Algorithm 5.4
(k−1)
satisfies condition (5.27) at x
.

5.4.4

Proof of convergence for Algorithm 5.2

Proof of Theorem 5.1. We show that the objective function fpwm and the convex constraint α ∈ BI(Acon ) satisfy the assumptions of Theorem 5.3. Casting (5.16) as a minimisation problem, the objective is,
− fpwm (α) = −

Nc 
X

n

o

max α> φ(xc,i ), V̄obj (xc,i )

i=1

.

The two elements of the max are linear in the decision variable α, and thus the objective
is concave in α.
We now show that −fpwm is bounded below on the constraint set. The assumption
that V̄con satisfies (5.6) means that for any α satisfying constraint (5.16b), the function
α> φ(x) is also a point-wise lower bound of V ∗ (x) for all x ∈ X , see Section 5.2.3 for details.
Moreover, under Assumptions 2.1–2.3 we have that V ∗ (x) is finite for all x ∈ X . As V̄obj
is assumed to be a point-wise under-estimator of V ∗ , we have that all elements of the
sum in fpwm are bounded above, and hence −fpwm is bounded below for all α ∈ BI(Acon ).

Next we show that equation (5.17) correctly computes an element of the general
upper subdifferential of fpwm . For an α where fpwm is differentiable, we have that
α> φ(xc,i ) 6= V̄obj (xc,i ) for all i = 1, . . . , Nc , and thus equation (5.17) computes the gradient at this point. The objective function fpwm is non-differentiable for an α where
α> φ(xc,i ) = V̄obj (xc,i ) for at least one point i = 1, . . . , Nc . Letting I< (α), I= (α), and
I> (α) denote the indices i = 1, . . . , Nc where α> φ(xc,i ) is respectively less than, equal,
and greater than V̄obj (xc,i ), we define δmin (α) as,
δmin (α) =
i∈



min
I< (α) ∪ I> (α)



α> φ(xc,i ) − V̄obj (xc,i ) .

Recall that under Assumption 5.1, φ(1) is taken to be the constant function and let e1
denote a vector with 1 as the first element and zero otherwise. Thus for all δ ∈ (0, δmin )
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we have that fpwm is differentiable at (α + δ e1 ) with gradient given by equation (5.17).
For any sequence δ → 0, the sequence (α + δ e1 ) is fpwm -attentive, i.e.,
fpwm (α + δ e1 ) → fpwm (α)

by continuity of fpwm . As the gradient is the same for all δ ∈ (0, δmin ), equation (5.17)
correctly computes an element of the general upper subdifferential of fpwm at α.
Finally, we need to show that the maximum on line 8 of Algorithm 5.2 is always
attained. First note that the objective coefficient vector on line 8 of Algorithm 5.2 is
given by,
X

 φ(x ) .
d(i) =
c,i
(i)
(i)
I> (α

By Assumption 5.2 we have that,
max
K

α∈R

V

) ∪ I= (α

)

n

o

α> φ(xc,i ) ; s. t. α ∈ BI(Acon )

attains its maximum for all xc,i , i = 1, . . . , Nc , and denote fi∗ as the optimal value. Thus
the hyperplanes α> φ(xc,i ) ≤ fi∗ are all supporting hyperplanes of the convex constraint
set BI(Acon ). The following finite dimensional linear program relaxation of line 8 of
Algorithm 5.2 also attains its maximum,
max
K

α∈R

V

X

(I> ∪ I= )

α> φ(xc,i )

s. t. α> φ(xc,i ) ≤ fi∗ , i = 1, . . . , Nc .

(5.34)
P

To show this, first observe that (5.34) is feasible and bounded above by (I> ∪ I= ) fi∗ ,
and thus by [Roc70, Corollary 27.3.2] problem (5.34) attains its maximum. Finally, by
[Roc70, Corollary 27.3.3] we have that attainment for (5.34) implies attainment for line 8
of Algorithm 5.2.
We have shown that the assumptions of Theorem 5.1 satisfy also the assumptions of
Theorem 5.3 and hence the claims follow from Theorem 5.3.

5.5

Numerical examples for input constrained linear
quadratic problems

In this section we apply the algorithms from Sections 5.2 and 5.3 to SOC problem instances with linear dynamics, quadratic loss function, and hyper-rectangle constraints
on the control actions. Section 5.5.1 establishes the problem setting, the basis functions
used, and details how the optimisation problems are formulated for a standard solver.
Section 5.5.2 presents results for the 1-dimensional running example, and Section 5.5.3
presents results for a higher dimensional example. In Section 5.5.3 and 5.5.4 we also provide a numerical comparison with alternative methods from the literature for computing
point-wise under-estimators of the optimal value function.
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Problem setting and solver formulations

A reminder of the relevant notation: diag(·) places the vector argument on the diagonal
of an otherwise zero matrix; trace(·) denotes the trace of a square matrix; and ei is the
standard basis column vector with 1 in the ith element and zeros elsewhere, with the
dimension clear from context.
Dynamics, loss function, and control action constraints
We consider input constrained linear-quadratic systems, and, as a reminder, the state,
action, and disturbance dimensions are denoted nx , nu , nξ respectively. The linear system
dynamics take the form,
xt+1 = A xt + Bu ut + Bξ ξt ,
where A, Bu , and Bξ are matrices of compatible size, and the quadratic loss function is
restricted to the form,
 > 
  
x
Q 0 0
x
  
  





l(x, u) = u  0 R 0 u

1
0 0 0
1
|

{z
L

}

x
u
with Q ∈ Sn++
and R ∈ Sn++
as the quadratic coefficient of the penalty on the state and
nx +nu +1
action respectively. The notation L ∈ S++
is introduced to condense the notation
when formulating the optimisation problems for a standard solver. We note that the
solver formulations do not rely on this structure for L, a dense matrix is possible. The
initial state is normally distributed as x0 ∼ N (0, Σν ) and the disturbance is normally
distributed as ξt ∼ N (0, Σξ ) for all time steps. To define the hyper-rectangle constraints
on the control actions, we use ui , ui ∈ R, i = 1, . . . , nu , with ui < ui , to denote the lower
and upper bounds that describe each coordinate of the U ⊆ Rnu space.

Quadratic Basis Functions
The space of quadratic functions is parameterized by a constant offset s ∈ R, a linear
co-efficient p ∈ Rnx , and a quadratic coefficient as a symmetric matrix P ∈ Snx . Thus
we express the restricted function space as,
F̂(X ) =

(

)

V (x) = x> P x + p> x + s
V̂ (x)
.
P ∈ Snx , p ∈ Rnx , s ∈ R

(5.35)

Thus the α is the stacked vector of s, p, and the unique elements of P , and the basis
functions φ are the monomials of x up to degree two, which clearly satisfy Assumption
5.1. Similar to Sections 5.2 and 5.3 we use a subscript on s, p, and P to label the
approximate value function they correspond to, for example, V̂j ∈ F̂(X ) is equivalent
to V̂j (x) = x> Pj x + p>
j x + sj for all x ∈ X . The space of convex quadratic functions is
considered by restricting matrix P to be positive semi-definite.
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Formulating the iterated Bellman inequality approach to ADP for a standard
solver
To cast the necessary optimisation problems for a standard solver, we first overload the
notation V̂ and introduce the notation V̂ and U as the following matrices,




1
p
2 

P 0


V̂ =  ? 0
? ?

(5.36a)

0
,
s





1 >
A> P A A> P Bu
A p + A> P Bξ E [ξ]
2


1 >
B p + Bu> P Bξ Eh [ξ] i
Bu> P Bu
V̂ = 
2 u
 ?
,
>
>
?
?
s + trace Bξ P Bξ E ξξ



0
0
 nx ×nx
Ui = 
−diag(ei )
 ?
?
?



0

1
,
(u
+
u
)e
i
i
i

2
−ui ui

(5.36b)

(5.36c)

where ? indicates that the matrix is symmetric. Again, any subscript V̂(·) , V(·) also applies
to s, p, and P . All three matrices are symmetric with dimension (nx + nu + 1). To solve
the iterated Bellman inequality formulations, i.e., problems (4.6), (5.11) and (5.12),
each inequality of the form V̂j (x) ≤ (Tu V̂k )(x, u) for all x ∈ Rnx , u ∈ U is sufficiently
reformulated as the following linear matrix inequality (LMI):
0  − V̂j + L + γ Vk −

nu
X

λi U i

i=1

where the λi ∈ R+ , i = 1, . . . , nu , are the auxiliary variables introduced when using the
S-procedure to reformulate the for all u ∈ U part of the constraint.

The objective function of problems (4.6), (5.11) and (5.12) is linear in the decision
variables and evaluation of the objective requires the first and second moments of the
relevance weighting parameter. Thus the objective is:
max

P0 ,p0 ,s0

trace (P0 Σc ) + µ>
c p0 + s0 ,

where µc ∈ Rnx and Σc ∈ Snx are the first and second moments of the measure c(x).
Formulating the point-wise maximum approach to ADP for a standard solver
Using the notation V̂ , V̂, and U i from (5.36), the point-wise maximum Bellman inequality
(5.9c), is sufficiently reformulated as the following LMI:
"

#

"

#

"

#

"

#

nu
X
Ui 0
L 0
0 0
V̂ 0
0 −
+
+
−
λi
? 0
? γ
? 0
? 0
i=1

− λBL

"

#

−V̂ 0
−
? 1

X

αcon ∈Acon

118

λαcon

"

#

−V̂αcon 0
.
?
1

(5.37)
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The s, p, and P in V̂ and V̂ are decision variables, as well as the λi , λαcon ∈ R+ , with
everything else as fixed problem data. The λi are the auxiliary variables introduced when
using the S-procedure to reformulate the for all u ∈ U part of the constraint. The λαcon are
the auxiliary variables described in Section 5.2.3, with λBL as the S-procedure multiplier
that must be set to a fixed value λBL ∈ [0, γ] for (5.37) to be a feasible LMI. Note that
for constraint (5.16b) the fixed value λBL = 0 is used. For this problem setting and
these approximation steps, (5.37) corresponds to the notation α ∈ BI (Acon ) introduced
in Section 5.3.1, with α as the decision variables s, p, and P .
The objective function of Algorithm 5.2 line 8 is linear in the decision variables, and
when computed as per Algorithm 5.2 line 4 it requires computation of the first and
second moments of the xc,i for the indices, i = 1, . . . , Nc , where the approximate value
function under consideration dominates V̄con . Letting µc and Σc denote the first and
second moments respectively, the problem on Algorithm 5.2 line 8 becomes,
max
s,p,P

n

o

trace (P Σc ) + p> µc + s , s. t. (5.37) ,

(5.38)

Note that the constraint P  0 can be added to restrict to the space of convex quadratic
functions.

5.5.2

Running example for many iterations

Continuing with the results from the visual insight of Section 5.3.4, we run Algorithm 5.3
for 104 iterations on the running example of Section 4.5.1, both with and without the
refinement steps of Algorithm 5.2. To ensure the terminology used is clear, Algorithm 5.3
with refinement means the algorithm is run as stated, and Algorithm 5.3 without refinement means that Algorithm 5.3 line 9 is replaced with α̃ ← α(0) . Figure 5.7 (top) shows
the lower bound and optimal value function integrated with respect to the Nc = 106 samples from the initial state distribution. This shows that 1000 iterations of Algorithm 5.3
combined with the refinement steps of Algorithm 5.2 (red line) achieves a lower bound
within 1.5% of the optimal value. Without the refinement steps (blue line) the suboptimality of the lower bound is 4.5%, even after 104 iterations. Figure 5.7 (bottom)
shows the number of iterations of Algorithm 5.2 performed at each iteration of Algorithm 5.3. Together with Figure 5.7 (top), this shows that the handful of Algorithm 5.2
iterations improves the lower bound (red line) with an order of magnitude fewer iterations
than Algorithm 5.3 without refinement (blue line). In fact, computations performed for
105 iterations empirically suggest that Algorithm 5.3 without refinement will not give
better than a 4.5% sub-optimality bound within a practical number of iterations, for this
example.
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Objective, fpwm
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Figure 5.7: Results for the algorithms presented in Section 5.3 for the 1-dimensional
running example described in Section 4.5.1. Top: the point-wise maximum objective
integrated with respect to the Nc samples, the blue line show the results from running
Algorithm 5.3 without using Algorithm 5.2 to refine the solution at each iteration, while
the red line show the results with refinement. Bottom: the number of iterations of
Algorithm 5.2 until the -convergence criterion is triggered, i.e., the number of refinement
steps performed. To make the bottom figure readable, the results are grouped between
the deciles of each order of magnitude, with the horizontal red line showing the average
number of iterations, and the grey box spanning the minimum and maximum. The
dotted black line on the top figure shows the optimal value function integrated with
respect to the same Nc samples.
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Point-wise maximum algorithm for higher dimensional
problems

To empirically demonstrate how the results of Section 5.5.2 generalise to higher dimensional systems, we consider an example with dimension nx = 10, nu = 3, and nξ = 10.
The A and Bu matrices are randomly generated, with the A matrix scaled to be marginally
stable, i.e., a spectral radius equal to 1, and Bξ is an identity matrix. The quadratic
stage cost is chosen as l(x, u) = x> x + 0.5u> u, the discount factor is γ = 0.99, and the
variance of the disturbance distribution is Σξ = 0.12 Inξ . The variance of the initial state
distribution is Σν = 32 Inx and the hyper-rectangle input constraints are chosen such
that the constraints are relevant for many initial conditions, but mostly inactive once
the system state is near the origin.
Appendix B provides more details on how the example considered here is generated,
specifically, the system used for the results in this section is ID 14. More over, Appendix B summarises the same results as described is this Section for a number of other
randomly generated systems of the same dimension. The reason for including the additional results in the appendix is to empirically demonstrate the that trends observed in
this section are not specific to the one example considered.
Results for Algorithm 5.3 with and without refinement
We now show results similar to Section 5.5.2 with the important difference that the
multi-starting described in Section 5.3.5 is used for Algorithm 5.3 lines 8 and 9. We
solve Algorithm 5.3 line 8 for two different objective vectors: (1) the same φ(xc,i ) as
stated in the algorithm, and (2) an objective vector that represents a relevance weighting
of N (xc,i , 0.0052 Inx ), i.e., a Gaussian centred at xc,i and with a narrow variance. The
use of multi-starting has a beneficial influence on the result of Algorithm 5.3 both with
and without refinement, however, the results were not overly sensitive to the choice
of 0.0052 Inx for the variance, with 0.0012 Inx and 0.022 Inx yielding essentially the same
results. The same convergence tolerance as Section 5.5.2 is used for Algorithm 5.2, i.e.,
an 0.1% increase in the point-wise maximum objective value.
Figure 5.8 (a) shows the lower bound achieved by running Algorithm 5.3 without
(blue) and with (red) the refinement iterations of Algorithm 5.2, with the number of
refinement iterations and cumulative computation time in seconds shown in Figure 5.8
(b) and (c) respectively. As per Section 5.2.4, the sets Aobj and Acon are initialised with
the solution of (5.11), with the relevance weighting c(x) chosen as the initial distribution,
i.e., the lower bound achieved by the method proposed in [DV03]. The key features of
the results in Figure 5.8 are:
(1) Although Algorithm 5.3 without refinement is guaranteed to converge, the number of iterations required to reach a reasonable lower bound is significant. Algo121
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rithm 5.3 with refinement, on the other hand, achieves a significantly better lower
bound with orders of magnitude fewer iterations
(2) Algorithm 5.3, both with and without refinement, improves significantly on the
lower bound achieved by the method proposed in [DV03], i.e., 378 versus 609 and
527 respectively.
(3) Only a handful of Algorithm 5.2 refinement iterations are required to achieve the
additional improvement of red versus blue, and the number of refinement iterations trends towards zero as more functions are added to Aobj and Acon . Thus
the computation time is not significantly increased by performing the refinement
steps of Algorithm 5.2. Comparing computation times and lower bound, the results show that, for this example, Algorithm 5.2 with refinement achieves the same
lower bound as Algorithm 5.2 without refinement with almost two orders of magnitude few functions in Aobj and Acon and almost three orders of magnitude less
computation time.
(4) Although computing a lower bound is an off-line problem, the number of iterations
of Algorithm 5.3 without refinement may be so large that computing a lower bound
similar to that found with refinement may not be possible in a reasonable amount
of time.
Certification of online performance
The improvement in the lower bound achieved with the refinement steps of Algorithm 5.2
is only meaningful if it significantly tightens the online performance bound for a particular policy. It requires an impractical amount of computation to simulate a policy
from all Nc = 106 initial condition samples for sufficiently many disturbance realisations.
Instead, we simulate a clipped LQR policy starting from 103 samples from ν, each simulated for 103 time steps, and 103 extractions from the disturbance distribution used
to evaluate the expectation. In Figure 5.10 we plot the percentage sub-optimality as
certified by Algorithm 5.3 without (blue) and with (red) refinement for each of the initial conditions. As the initial conditions are drawn randomly, we make the figure more
readable by ordering the samples such that the red line is monotonically increasing.
Averaging over the 103 initial condition samples, Algorithm 5.3 with refinement (red)
certifies this policy to be within 6.5% of the optimal, while without refinement (blue) a
13.2% sub-optimality certificate is provided. Although the approximate value functions
computed are all point-wise under-estimators of V ∗ , Figure 5.10 shows negative values
for about 80 samples, this is likely due to the empirical evaluation of the expectation
with respect to the disturbance when computing the online performance. The figure also
shows that the online performance of the clipped LQR policy is within 10% of the optimal
for the majority of the initial conditions sampled, and upto to 300% sub-optimal (not
shown for clarity) in the worst cases. This information could be used by the practitioner
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Figure 5.8: Results for the algorithms presented in Section 5.3 for the 10-dimensional
example described in Section 5.5.3, shown in the same manner as Figure 5.7. (a) the
point-wise maximum objective integrated with respect to the Nc samples. (b) the number of iterations of Algorithm 5.2 until the -convergence criterion is triggered, i.e., the
number of refinement steps performed. (c) the cumulative computation time, for Algorithm 5.3 without refinement this is the time to solve Algorithm 5.3 line 8, while for the
results with refinement this is additionally the time to solve Algorithm 5.2 line 8.

123

Percentage sub-optimality

Chapter 5. Point-wise Maximum Approach to Approximate Dynamic Programming
15
10
5
0
100

200

300

400

500

600

700

800

900

1,000

Samples from the state space
Algorithm 5.3 without refinement

Algorithm 5.3 with refinement

Lower bound computed by
Avg. over 103 samples
Algorithm 5.3 with refinement
6.5%
Algorithm 5.3 without refinement
13.2%
Algorithm 5.1 with c(x) increasing
23.4%
Iterated Bellman inequality [OWB13]
51.6%
Note: the last two rows are not shown on the plot for the sake of clarity, they correspond to
dotted green and solid green respectively in Figure 5.10.

Figure 5.9: Percentage sub-optimality of a clipped LQR policy for 103 randomly selected
initial conditions, as certified by the lower-bound computed by Algorithm 5.3 without
(blue) and with (red) refinement. For each initial condition, the online performance is
empirically evaluated, hence the percentage sub-optimality is slightly negative for a few
samples. Averaged over the 103 initial conditions, the table shows that the policy is
certified to within 6.5% of the optimal by Algorithm 5.3 with refinement.
to guide an improved policy design by, for example, clustering the samples with similar
sub-optimality and looking for patterns in the data.
Comparison with Algorithm 5.1
As discussed in Section 5.2.6, a benefit and disadvantage of Algorithm 5.1 is that the
practitioner must select a sequence of state relevance weightings, and the results for
the running example indicate that it can be beneficial to adapt the weighting at each
iteration. Inspired by the sequence of relevance weightings used in Section 5.2.7 (Variant
4), we choose for this 10-dimensional example a sequence of Gaussian distributions with
zero mean and variance increasing from 0.22 Σν to 22 Σν over 20 iterations, and this
sequence is repeated five times, i.e., we perform 100 iterations of Algorithm 5.1. A
number of different sequences were tested and the one described resulted in the best
lower bound. The result is shown by the dotted green lines in Figure 5.10, showing that
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Figure 5.10: Comparison with Algorithm 5.1 (dotted green) and the iterated Bellman
inequality method described in Section 5.2.8 (solid green) on the 10-dimensional example
of Section 5.5.3. (a) the point-wise maximum objective integrated with respect to the Nc
samples, (b–c) the number of iterations of Algorithm 5.2 until the -convergence criteria
is triggered, (d) the cumulative computation time. The 100 functions computed by each
is used to initialise Aobj and Acon for running Algorithm 5.3 without (blue) and with
(red) refinement.
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the first 20 iterations achieve the majority of the lower bound of 476.
We use the 100 approximate value functions computed by Algorithm 5.1 to reinitialize the sets Aobj and Acon and run Algorithm 5.3 without (dotted blue) and with
(dotted red) the refinement steps of Algorithm 5.2. The lower bound is improved by
10.3% and 27.7% to 525 and 608 respectively. As per Figure 5.10(b), only a handful of
refinement steps of Algorithm 5.2 is required to achieve the improvement in the lower
bound. Interesting to note is that Figure 5.10(b) again shows the trend that the average
number of refinement iterations tends towards zero as more functions are added to Aobj
and Acon . In the context of the sub-optimality certificate shown in Figure 5.9, averaging
over those 103 initial condition samples, Algorithm 5.1 provides a 23.4% sub-optimality
certificate on that policy.

Comparison with iterated Bellman inequality approach
As another point of comparison, we use the iterated Bellman inequality method proposed in [OWB13] and described briefly in Section 5.2.8 of this thesis. We use 100
Bellman inequality iterations and ν as the state relevance weighting in the objective of
problem (5.12), the result is shown by the solid green lines in Figure 5.10, achieving a
lower bound of 391. This method computes 100 approximate value functions from the
solution of one optimisation problem, hence the computation time in Figure 5.10(d) is
constant for the first 100 iterations, while the lower bound increases because we add the
100 approximate value functions sequentially to the point-wise maximum approximation.
We note that using more Bellman inequality iterations did not improve the bound. In
the context of the sub-optimality certificate shown in Figure 5.9, averaging over those
103 initial condition samples, this iterated Bellman inequality result provides a 51.6%
sub-optimality certificate on that policy.
Again, we use the 100 approximate value functions computed to initialize the sets Aobj
and Acon and run Algorithm 5.3 without (solid blue) and with (solid red) the refinement
steps of Algorithm 5.2. The lower bound is improved by 33.8% and 56.0% to 523 and 610
respectively. Interesting to note is that Figure 5.10(c) also shows that only a handful of
iterations of Algorithm 5.2 is required to achieve the improvement and that the number
of iterations tends towards zero.
The combination of results in Figure 5.8(a) and Figure 5.10(a) suggests that the lower
bound achieved by Algorithm 5.3 with refinement (red lines) is not overly sensitive to
the initialisation of Aobj and Acon , provided that a reasonable number of iterations are
performed. The results also suggest that Algorithm 5.3 without refinement (blue lines)
requires an impractically large number of iterations to achieve comparatively smaller
improvements of the lower bound. Figures 5.8 and 5.10 together show that the same
computation time required to solve the iterated Bellman formulation (i.e., 2.8 seconds
to solve problem (5.12)), can be used to achieve a better lower bound via the other
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three methods shown. This supports the comment in Section 5.2.8 (discussion point (5))
about the computational advantage of solving a sequence of smaller SDPs versus solving
one larger SDP. It is also interesting to note that both Algorithm 5.1 and the iterated
Bellman inequality method have a rather small number of iterations beyond which extra
computation did not improve the lower bound.
Sensitivity to the choice of ν
The results presented thus far indicate that Algorithm 5.3 with refinement computes
the tightest lower bound on the optimal value when compared with the other methods
considered, given that 103 –104 functions are added to the families Aobj and Acon . If the
xc,i parameters are drawn from the initial state distribution ν (as per the discussion in
Section 5.3.5), this means that there is no parameters to be selected by the practitioner.
However, as mentioned in the discussion, it may be the case that drawing the xc,i samples
from a distribution different to ν leads to a lower bound that is tighter when integrated
with respect to ν. Moreover, ν is not always clearly defined for an application, and thus
a more general goal is to maximise the lower bound across the whole state space.
To this end, we now provide a cross-validation type result to investigate the sensitivity
of the lower bound to the choice of ν from which the xc,i samples are drawn. The different
c
sets of {xc,i }N
i=1 samples for comparison are generated by first choosing a distribution
ν, and then drawing Nc = 106 samples from the distribution. For each set of samples,
Algorithm 5.3 with refinement is run for 104 iterations and the resulting output V̄obj
is stored. A single lower bound value is then computed by integrating each V̄obj with
respect to each set of samples separately, i.e., by evaluating,
1
Nc

XNc

i=1

V̄obj (xc,i ) ,

c
for each combination of V̄obj and {xc,i }N
i=1 samples.

In total we perform the comparison across seven different distributions, made up of
three Gaussian distributions, three normal distributions, and one final distribution that is
a mixture of the other six. Letting ν̄ ∼ N (0, Σν̄ = 9Inx ) denote the baseline distribution,
we choose the following three Gaussian distributions by scaling the covariance,




ν1 ∼ N 0, 0.52 Σν̄ ,

ν3 ∼ N (0, Σν̄ ) ,





ν5 ∼ N 0, 22 Σν̄ .

We choose the three uniform distributions, ν2 , ν4 , ν6 , as symmetric uniform distributions
with the same covariance as ν1 , ν3 , ν5 respectively. Finally, ν7 is defined as a mixture
distribution of ν1 –ν6 , i.e., to draw a sample from ν7 , we first select a distribution ν1 –ν6
with uniform probability, and then draw a sample from the selected distribution.
Table 5.1 shows a significant sensitivity of the lower bound quality across the distributions considered. To make the results clearer, for each set of samples the lower bound
values are normalized by the lower bound value achieved when V̄obj was computed for
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Table 5.1: Sensitivity analysis for choosing the same number of xc,i samples each from
differing ν distributions. As described in the text, ν1 , ν3 , ν5 are Gaussian distributions
with different covariances matching that of the uniform distributions ν2 , ν4 , ν6 , and ν7
is a mixture distribution of ν1 –ν6 .

Distribution used
for computing V̄obj
via Algorithm 5.3
with refinement

ν1
ν2
ν3
ν4
ν5
ν6
ν7

Distribution used for evaluating the point-wise
maximum objective
ν1
ν2
ν3
ν4
ν5
ν6
ν7
1
0.999 0.843 0.932 0.292 0.369 0.383
0.998
1
0.799 0.894 0.252 0.320 0.339
0.993 0.993
1
0.997 0.819 0.902 0.883
0.992 0.991 0.991
1
0.666 0.781 0.754
0.964 0.967 0.933 0.908
1
0.989 1.006
0.958 0.963 0.920 0.888 1.001
1
1.010
0.993 0.994 0.981 0.973 0.987 0.979
1

Note: the values for each column are scaled by the value achieved when computing V̄obj
with the same distribution, hence the diagonals are identically 1.
that set of samples, i.e., the columns are normalized by the diagonal element of that
column. Hence a V̄obj , represented as a row of Table 5.1, provides a good lower bound
for other set of samples if all values in the row are close to one. The final row of Table
5.1 shows that the V̄obj computed using the mixture distribution ν7 is least sensitive to
c
the samples used for evaluating the lower bound. This demonstrates that the {xc,i }N
i=1
samples required to carry out Algorithm 5.3 with refinement can be selected to combine
a number of differing relevance weightings.
We note that a similar sensitivity analysis was performed keeping ν fixed and drawing
the xc,i samples using different seeds. The results showed virtually no sensitivity on this
example when using for Nc = 106 samples, however, the sensitivity increases when fewer
samples are drawn, i.e., Nc when is smaller.
Summary
The results on the higher dimensional example considered in this section empirically
support our claim that sub-gradients of the point-wise maximum objective function are
effective for computing tighter lower bounds. The same observations are made for other
randomly generated systems, see Appendix B. The key observations are:
(1) only a few conditional gradient steps are required to achieve tighter lower bounds,
hence the increase in computation time is minimal,
(2) the benefits are rather insensitive to the initialisation choice of Aobj and Acon , and
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(3) the choice of distribution from which to draw the xc,i samples does influence the
lower bound computed, however, it is reasonably straight-forward to combine multiple choices.

5.5.4

Comparison with generalised dual dynamic programming
(GDDP)

As introduced in Section 1.2.3, generalised dual dynamic programming (GDDP) [WBL19]
uses Benders’ decomposition arguments to iteratively construct an approximate value
function that is a point-wise under-estimator of V ∗ and is represented as a point-wise
maximum of functions. The GDDP algorithm with which we compare is essentially the
same as Algorithm 5.3 without refinement, with the following differences:
(1) The α(0) on Algorithm 5.3 line 8 is computed using Benders decomposition arguments.
(2) The sets Aobj and Acon are initialised on Algorithm 5.3 line 2 using the state part of
the loss function, i.e., x> Qx, which in these examples is the function minu∈U l(x, u).
The GDDP method is derived for deterministic systems in [WBL19], and in Appendix C
we detail how the Benders decomposition arguments are carried over to the stochastic
setting by using Jensen’s inequality arguments similar to Section 5.2.1. The initialisation
with the state part of the loss function means that the objective value of the initialisation
is lower than all the methods discussed in Section 5.5.3. However, as explained in
Appendix C, this offers improved computational scalability of the GDDP algorithm.
Figure 5.9(a) shows the results of the GDDP algorithm on the 1-dimensional running example, and (b–c) show the results on the 10-dimensional example considered in
Section 5.5.3. For the 1-dimensional example, Figure 5.9(a) shows that the GDDP algorithm achieves a very similar bound to Algorithm 5.3 without refinement with a similar
number of functions added to Aobj . The results for the 10-dimensional example are quite
different. Figure 5.9(b) shows that the initialisation with x> Qx for the GDDP algorithm
is significantly lower than the solution of problem (5.11) for the other methods, i.e., 90
versus 378. However, Figure 5.9(c) shows that the computations for the GDDP algorithm are almost 2 orders of magnitude faster, allowing many more GDDP iterations to
be performed in the same time. Despite this computational benefit, the GDDP lower
bound achieved after 5.104 iterations barely reached that of the initialisation for the
other methods. In summary, for higher dimensional examples it seems the performance
of the GDDP algorithm is restricted by the fact that the lower bounding functions computed all have the same quadratic coefficient, i.e., the state part of the loss function (see
Appendix C).
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Figure 5.11: Comparison of the GDDP algorithm (solid green) with the results from
Sections 5.5.2 and 5.5.3. (a) is equivalent to Figure 5.7(top), with the addition of the
GDDP result, i.e., for the 1-dimensional running example. (b) and (c) are equivalent to
Figure 5.8(a) and (c), with the addition of the GDDP result, i.e., for the 10-dimensional
example considered.
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6.1

Efficient Q-function formulation for ADP

In this section, we consider cases for which the Q-function formulation of the iterated
Bellman inequality approach to ADP can be simplified. The main results is the condition
which facilitates this simplification, thus making the Q-function formulation computationally more efficient. We provide two problem classes that satisfy the condition.

6.1.1

Condition for equivalence

Recall the iterated Bellman inequality approach to ADP presented in Section 4.2.4, we
repeat now the LP to solve for computing an approximate Q-function,
sup
V̂j ,Q̂j

Z

X ×U

Q̂0 (x, u) c(d(x, u))

s. t. Vj ∈ F(X ) , Qj ∈ F(X ×U) ,




Q̂j (x, u) ≤ Tu V̂j (x, u) ,
V̂j (x) ≤ Q̂j+1 (x, u) ,

V̂M −1 (x) ≤ Q̂0 (x, u) ,

(6.1a)
j = 0, . . . , M −1 ,

∀x ∈ X, u ∈ U ,
∀ x ∈ X , u ∈ U,

∀x ∈ X, u ∈ U ,

(6.1b)
j = 0, . . . , M −1 ,

j = 0, . . . , M −2 ,

(6.1c)
(6.1d)
(6.1e)

which has M value function decision variables, M Q-function decision variables, and 2M
infinite constraints. Now consider the following formulation with M −1 fewer Q-function
decision variables and M −1 fewer infinite constraints,
sup

V̂j ,Q̂0

Z

X ×U

Q̂0 (x, u) c(d(x, u))

s. t. Q0 ∈ F(X ×U) , Vj ∈ F(X ) ,




Q̂0 (x, u) ≤ Tu V̂0 (x, u) ,




Vj−1 (x, u) ≤ Tu V̂j (x, u) ,
V̂M −1 (x) ≤ Q̂0 (x, u) ,

(6.2a)

j = 0, . . . , M −1 ,

∀x ∈ X, u ∈ U ,
∀x ∈ X, u ∈ U ,
∀x ∈ X, u ∈ U .
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(6.2b)
(6.2c)
j = 0, . . . , M −1 ,

(6.2d)
(6.2e)

6
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We now provide a condition for when these two formulations are equivalent.
Lemma 6.1. If the sets F̂j (X ) and F̂j (X ×U) are chosen such that for all V̂j ∈ F̂j (X )
there exists a Q̂j ∈ F̂j (X ×U) with




Q̂j (x, u) = Tu V̂j (x, u) , ∀ x ∈ X , u ∈ U ,

(6.3)

for j = 1, . . . , M −1, then the approximate LP (6.1) and (6.2) have the same optimal
value and there is a mapping between feasible and optimal solutions in both problems.
Proof of of Lemma 6.1. We shall show that any feasible solution of (6.1) corresponds to
a feasible solution of (6.2) with the same objective value, and vice versa. Note that for
the proof superscript (·)0 indicates a decision variable of problem (6.2).
Suppose that Q̂j , V̂j , j = 0, . . . , M −1 is a feasible solution of (6.1), and take the
following decision variables for (6.2),
Q̂00 = Q̂0 , V̂j0 = V̂j , j = 0, . . . , M − 1 .
We now check feasibility for the constraints of (6.2).
Q̂00 (x, u) = Q̂0 (x, u) ≤ Tu V̂0 (x, u) = Tu V̂00 (x, u) , ∀ x ∈ X , u ∈ U ,
thus (6.2c) is satisfied. We have that for j = 1, . . . , M −1,
0
V̂j−1
(x) = V̂j−1 (x) ≤ Q̂j (x, u) ≤ Tu V̂j (x, u) = Tu V̂j0 (x, u) , ∀ x ∈ X , u ∈ U ,

thus (6.2d) are satisfied. Finally,
V̂M0 −1 (x) = V̂M −1 (x) ≤ Q̂0 (x, u) = Q̂00 (x, u) , ∀ x ∈ X , u ∈ U ,
thus (6.2e) is also satisfied, and the considered decision variables are feasible for problem
(6.2). As Q̂00 = Q̂0 , the objective values are equal. This completes the equivalence in one
direction.
Suppose that Q̂00 , V̂j0 , j = 0, . . . , M −1 is a feasible solution of (6.2), and take the
following decision variables for (6.1),
Q̂0 = Q̂00 , , V̂j = V̂j0 , j = 0, . . . , M − 1 , Q̂j = Tu V̂j0 , j = 1, . . . , M − 1 ,
where the choices of Q̂j are valid by the hypothesis (6.3). We now check the feasibility
for the constraints of (6.1).
Q̂0 (x, u) = Q̂00 (x, u) ≤ Tu V̂00 (x, u) = Tu V̂0 (x, u) , ∀ x ∈ X , u ∈ U ,

Q̂j (x, u) = Tu V̂j0 (x, u) ≤ Tu V̂j (x, u) , ∀ x ∈ X , u ∈ U , j = 1, . . . , M − 1 ,

thus (6.1c) are satisfied. We have that for j = 0, . . . , M −2,

0
V̂j (x) = V̂j0 (x) ≤ Tu V̂j+1
(x, u) = Q̂j+1 (x, u) , ∀ x ∈ X , u ∈ U ,

132

6.1

Efficient Q-function formulation for ADP

thus (6.1d) are also satisfied. Finally,
V̂M −1 (x) = V̂M0 −1 (x) ≤ Q̂00 (x, u) = Q̂0 (x, u) , ∀ x ∈ X , u ∈ U ,
thus (6.1e) is also satisfied, and the considered decision variables are feasible for problem
(6.1). As Q̂0 = Q̂00 , the objective values are equal.

6.1.2

Input constrained, linear-quadratic control

In the case of linear dynamics, quadratic loss function, and control actions constrained
to lie in a polytopic feasible set, then the value function and Q-function is known to be
piece-wise quadratic [BBM17, Theorem 6.7]. Hence, quadratic basis functions defined
as,
(
)
Vj (x) = x> Pj x + p>
j x + sj
F̂j (X ) = V̂j (x)
,
(6.4)
Pj ∈ Sn+x , pj ∈ Rnx , sj ∈ R





" #>

" #

" #





x
x
x

Qj (x, u) =
PjQ
+ pQ
+ sQ
j
j
F̂j (X ×U) = Q̂j (x, u)
.
u
u
u



Q
Q
Q


nx +nu
Pj ∈ S+
, pj ∈ Rnx +nu , sj ∈ R

(6.5)

are reasonable choices, see [WOB15, Section 6]. The α’s and β’s from (4.1) are the
coefficients of the monomials. In this setting, for any quadratic value function, the term




h

i

Tu V̂ (x, u) = l(x, u) + γ E V̂ (g(x, u, ξ)) ,

is quadratic in (x, u), and requires knowledge of the first and second moments of the
exogenous disturbance. As F̂j (X ×U) is taken to be the space of all quadratic functions
in (x, u), the condition of Lemma 6.1 is satisfied.

6.1.3

Structured Q-functions for decentralised control

Consider a decentralised control problem with N agents. The input for each agent,
> >
u = [u>
1 , . . . , uN ] , can only depend on a locally available portion of the state vector,
x1 , . . . , xN , i.e., a decentralised policy is of the form,
h

u = πDecent (x) = π1 (x1 )> · · · πN (xN )>

i>

.

This framework is not readily addressed by traditional DP formulations.
As the greedy policy (4.10) is a constrained optimisation problem, decentralised
control is realised if both the objective and constraint set have the required separable structure. For the constraint u ∈ U we assume that the set is separable, i.e.,
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U = U1 × · · · × UN . As the Q-function is the objective of (4.10), with D = 0, it is separable if the Q-function is a sum of per-agent Q-functions that only depend on ui and xi .
Let S denote the set of functions with the separable structure:
S =

(

Q̂(·, ·) Q̂(x, u) =

N
X
i=1

Q̂i (ui , xi ) + q(x)

)

(6.6)

where q(x) can be any function of the full state vector. The term q(x) is allowed because
it does not affect the decision made by evaluating the greedy policy. This separable
Q-function structure is as suggested in [Cog+06].
It is necessary to enforce the structural constraint (6.6) on Q̂0 in both (6.1) and (6.2).
The remaining Q-functions and value functions need not have the decentralised structure
enforced. Lemma 6.1 allows a different restricted function space for Q̂0 , and hence can
be applied to this decentralised control formulation. The value function formulation can
also be used to approximate a solution to the decentralized control problem. It requires
the assumption
thatil(x, u) ∈ S, and the restriction on the approximate value function
h
that E V̂ (g(x, u, ξ)) ∈ S. We provide numerical results for a for decentralised control
example in Section 6.3.

6.2

Comparisons on 50-dimensional examples

In this section we consider high dimensional input constrained linear quadratic regulator
(LQR) problems to highlight:
(1) the potential of the iterated greedy policy based on both value functions and Qfunctions (described in Section 4.2.5, page 49),
(2) the benefit of using the iterated Q-function formulation of the iterated Bellman inequality approach for computing lower lower on V ∗ , compared to the lower bounds
computed using the value function formulation (see Section 4.2.4, page 47),
(3) further results for the the point-wise maximum approach to ADP on high dimensional examples (described in Section 5.3, page 95).
The system dynamics are xt+1 = Axt + Bu ut + Bξ ξt , with xt ∈ R50 , ut ∈ R6 , ξt ∈ R50 , and
the matrices A, Bu , Bξ , of compatible size, describe the linear dynamics. The A and Bu
matrices are randomly generated with A scaled to be marginally stable, and the results
are averaged over the performance on 20 separate extractions for each γ = {0.95, 0.99}.
In all cases Bξ is an identity matrix, and the exogenous disturbance and initial condition
are distributed as ξt ∼ N (0, 0.1I50 )) and x0 ∼ N (0, 9I50 ) = ν, respectively. The X space is
unconstrained, while the U space is a hyper-rectangle with the lower and upper bounds
chosen to make the constrains relevant for the whole horizon.
Tables 6.1 and 6.2, for γ = 0.99 and γ = 0.95 respectively, present the online performance results of using quadratic approximate value functions and Q-functions, parametrised
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as in (6.4) and (6.5). We solve (4.6) and (6.2) with M = 1 and M = 50 and simulate both
the greedy policy (4.8), and the iterated greedy policy (4.9) and (4.10) with D = 4. As
discussed in Section 4.2.5, the iterated greedy policy is approximated with a model predictive control (MPC) policy, where D = 4 corresponds to a prediction horizon of T = 5.
For a comparison controller, we use an MPC policy with prediction horizon T = {5, 10}
and the Riccati equation solution as the terminal cost function, implemented with the
batch approach as detailed in [BBM17, Section 8.2]. The online performance is computed
as
##
"
"
V (π̂, ν) u Eν Eξ

2000
X

γ t l(xt , ut ) x0 , π̂(·)

,

t=0

using 500 Monte Carlo samples from ν, and the expectation with respect to ξ computed from 500 Monte Carlo simulations each of length 2000 time steps. The tables
also present lower bounds on the optimal value implied by each approximation, and
additionally the lower bound computed via the point-wise maximum approach to ADP
presented in Section 5.3, specifically Algorithm 5.3 without hand with
the refinement
stepsi
i
h
of Algorithm 5.2. The lower bounds are computed as Eν V̂ (x) and Eν minu Q̂(x, u)
respectively, with the expectations computed using the same 500 Monte Carlo samples
from ν.
For these examples, Q̂∗ with M = 50 gives a tighter lower bound when compared to
Q̂∗ with M = 1, the same trend as for the 1-dimensional example of Section 4.5.3. By
contrast, the online performance of the greedy policy using Q̂∗ with M = 50 is improved
compared to using Q̂∗ with M = 1. The iterated greedy policy achieves a noticeable
improvement in the online performance, compared to the standard greedy policy, both
for the value function and Q-function formulation.
The most striking feature of this numerical example is the similarity between the
iterated greedy policy and the MPC controller used for comparison. They only differ
in the time horizon and choice of terminal cost function. The results in both Table 6.1
and 6.2 highlight that the V̂ ∗ and Q̂∗ encode a sufficient approximation of the cost-togo function to allow for a shorter horizon to be used; for example, using D = 4 for the
iterated greedy policy results in comparable performance to an MPC policy with horizon
T = 10 and an LQR based terminal cost, but at a fraction of the computation time. In
all cases, computing the policy involves solving a quadratic program with the number of
decision variables and constraints proportional to the prediction horizon.
This numerical example also indicates that for a system where the input constraints
are active at the end of the MPC prediction horizon, choosing an approximate value
function or approximate Q-function for the terminal cost can lead to improved online
performance. This comes at the expense of solving the approximate LP (4.6) or (6.2),
which for larger M is more computationally demanding than solving the Riccati equation.
The computation time was 20 seconds for M = 1 and 24 minutes for M = 50 on a 4.0Ghz
Intel Core i7 processor, with Section 5.5.1 (page 117) providing details of how the problem
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Table 6.1: Results averaged over 20 randomly generated 50-dimensional examples each
with γ = 0.99. For the online performance, the expectation over x0 ∼ ν is computed
using 500 samples, and expectation with respect to ξ is computed from 500 Monte Carlo
simulations each of length 2000 time steps. For the lower bounds the expectation over
x0 is computed from the same 500 samples. In order to aggregate results across different
systems, the costs and computation times are normalised with respect to the average
performance of the MPC controller with horizon T = 10. The column “Controller” relates
to the average computation time in milliseconds to compute the control action at each
time step, using a single thread on a 3.00Ghz Xeon processor. The ratio to the controller
with the highest computation time is shown in the “speed-up" column.

Online
Performance

Description
LQR
Q̂∗ with
V̂ ∗ with
V̂ ∗ with
Q̂∗ with
MPC: T
Q̂∗ with
V̂ ∗ with
V̂ ∗ with
Q̂∗ with
MPC: T

M = 1, D = 0
M = 1, D = 0
M = 50, D = 0
M = 50, D = 0
= 5, lT = lqr
M = 1, D = 4
M = 1, D = 4
M = 50, D = 4
M = 50, D = 4
= 10, lT = lqr

Normalized cost, γ = 0.99
avg.
σ
min. max.
1.1805
1.0257
1.0254
1.0110
1.0109
1.0027
1.0025
1.0025
1.0008
1.0008
1.0000

Lower
Bound

Optimal, V ∗ , and Q∗
Alg. 5.3 with refinement
Alg. 5.3 without refinement
Q̂∗ with M = 50
V̂ ∗ with M = 50
Q̂∗ with M = 1
V̂ ∗ with M = 1

0.266
0.187
0.186
0.176
0.176
0.174
0.174
0.174
0.173
0.173
0.172

0.652
0.602
0.602
0.607
0.608
0.598
0.598
0.598
0.598
0.598
0.598

4.439
2.6111
2.605
2.515
2.510
2.478
2.472
2.470
2.459
2.459
2.458

not available
0.924
0.916
0.892
0.872
0.864
0.833

0.155
0.150
0.139
0.132
0.121
0.113
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0.545
0.541
0.510
0.512
0.522
0.518

2.140
2.113
1.924
1.826
1.673
1.516

Controller
time(ms) speed-up
−
0.014
0.014
0.014
0.014
0.225
0.225
0.225
0.225
0.225
1.175

−
80.6
80.8
81.4
81.4
5.2
5.2
5.2
5.2
5.2
1.0

−

−

−
−
−
−
−
−

−
−
−
−
−
−
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Table 6.2: Results averaged over 20 randomly generated 50-dimensional examples each
with γ = 0.95. The results are computed and presented in the same fashion as described
in the caption of Table 6.1. The controller computation times are not shown because
the results are essentially the same as in Table 6.1.
Normalized cost, γ = 0.95
avg.
σ
min. max.

Online
Performance

Description
LQR
Q̂∗ with M = 1, D = 0
V̂ ∗ with M = 1, D = 0
V̂ ∗ with M = 50, D = 0
Q̂∗ with M = 50, D = 0
MPC: T = 5, lT = lqr
Q̂∗ with M = 1, D = 4
V̂ ∗ with M = 1, D = 4
V̂ ∗ with M = 50, D = 4
Q̂∗ with M = 50, D = 4
MPC: T = 10, lT = lqr

1.1577
1.0110
1.0107
1.0055
1.0055
1.0024
1.0006
1.0006
1.0004
1.0004
1.0000

Lower
Bound

Optimal, V ∗ , and Q∗

0.370
0.276
0.276
0.271
0.271
0.271
0.270
0.270
0.269
0.269
0.269

0.400
0.368
0.368
0.374
0.375
0.367
0.367
0.367
0.367
0.367
0.367

8.249
3.322
3.322
3.249
3.248
3.239
3.226
3.226
3.223
3.223
3.222

not available

Q̂∗ with M = 50
Alg. 5.3 with refinement
V̂ ∗ with M = 50
Alg. 5.3 without refinement
Q̂∗ with M = 1
V̂ ∗ with M = 1
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0.917
0.902
0.900
0.894
0.865
0.831

0.244
0.249
0.235
0.242
0.217
0.205

0.274
0.273
0.280
0.273
0.274
0.268

2.511
2.599
2.342
2.440
2.122
1.947
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was reformulated for a standard solver. As the approximate LP only needs to be solved
once for a particular system, this computation can be performed off-line, and the result
offers improvements for the online performance and computation as demonstrated by
this example.
To compute an alternative lower bound, the point-wise maximum approach to ADP
was applied to each system in the same fashion as described in Section 5.5.3. The
sets Aobj and Acon are initialised with the solution of problem (5.11) (i.e., the same
as problem (4.6) for M = 1), and Nc = 2.106 samples are drawn from the initial state
distribution ν for approximating the point-wise maximum objective. Algorithm 5.3 is
run without and with refinement until 103 approximate value functions are added to
the sets Aobj and Acon , requiring 1–2 hours of computation time on a 3.00Ghz Xeon
processor. Multi-starting, as described in Section 5.3.5, is performed with two different
objective vectors for Algorithm 5.3 line 8: (1) the same φ(xc,i ) as stated in the algorithm,
and (2) an objective vector that represents a relevance weighting of N (xc,i , 0.0052 Inx ),
i.e., a Gaussian centred at xc,i and with a narrow variance.
Compared with the results of Section 5.5.3, the improvements achieved by Algorithm 5.3 on these examples are less pronounced . Averaged over the examples with
γ = 0.99, Algorithm 5.3 without and with refinement improved by 8.3% and 9.1% respectively on the initialisation, i.e., an improvement relative to the lower bound of “V̂ ∗ with
M = 1”, see Table 6.1. For Algorithm 5.3 with refinement, this is a 3.2% improvement
over the best lower bound computed using the iterated Bellman inequality approach,
i.e., an improvement relative to the lower bound of “Q̂∗ with M = 50”. Averaged over the
examples with γ = 0.95, the improvement by using the refinement steps of Algorithm 5.2
was similar.
The main feature of the results averaged over the examples with γ = 0.95, is that
Algorithm 5.3 with refinement provides a worse lower bound than the best iterated
Bellman inequality approach, i.e., 1.5% less than “Q̂∗ with M = 50”. In attempt to gain
insight into this, Figure 6.1 plots for each system separately the point-wise maximum
objective, i.e., the lower bound on V ∗ , normalised in the same fashion as for Tables 6.1
and 6.2, versus the number of functions added to the set Aobj and Acon . This shows that
the iterations of Algorithm 5.3 proceed in a similar fashion to the results of Section 5.5.3
for the systems with γ = 0.99 and also with γ = 0.95. This suggests that the structure of
the systems is not limiting Algorithm 5.3, but perhaps the lower discount factor benefits
the iterated Bellman inequality approach more in these examples.
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Figure 6.1: Results of the point-wise maximum approach to ADP from Section 5.3 for
the 50-dimensional examples described in Section 6.2 Each line represents the result of
running Algorithm 5.3 without (blue) and with (red) refinement. The normalisation
used for the vertical axes is the same as that described for Tables 6.1 and 6.2, hence a
lower bound of 1 would correspond to certifying the “MPC: T = 10, lT = lqr” policy as
optimal. The results stated in the tables are based on the approximate value function
once 103 functions are add to the set Aobj , i.e., the right-hand-end of each line. Overall,
this collection of results shows a similar trend to that observed in Section 5.5.3, namely
that the gradient-based refinement steps of Algorithm 5.2 increase the objective value
with fewer functions add to Aobj compared to without the refinement steps.
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6.3

Distributed Q-functions for a coupled oscillator

To demonstrate the application of Q-functions for distributed control we use a string
of coupled oscillators, visualised as a spring-mass-dampener system in Figure 6.2(left).
Each mass is considered as a separate system, and needs to take its control action based
on the measurement of its own state, and possibly that of its nearest neighbours.
The coupled oscillator can be modelled by a linear system readily derived by writing
the equations of motion for each mass. The state vector is the position and velocity of
each mass, denoted as xi and ẋi respectively. Each mass can be controlled by a driving
force ui ∈ R applied to the mass. The exogenous driving force is ξ ∈ R and the factor
αi ∈ R represents an external influence. The spring constant and dampening ratio of the
elements connecting mass i to mass j are denoted by kij and cij respectively. The fixed
wall is represented as i = 0.
The online performance of the distributed control policies are compared to the optimal centralised policy. To be able to compute the centralised optimal, we use a quadratic
loss function and unconstrained state and action spaces. The loss function for each mass
is li (xi , ẋi , ui ) = 0.5x2i + ẋ2i + 0.2u2i , with a discount factor of γ = 0.99, and the dynamics
is converted to discrete time with a 0.05 second sampling time. Figure 6.2(left) shows a
system with 3 masses for clarity, but for the numerical results in Figure 6.3 we simulate
a system with 20 masses.
As described in Section 6.1, an approximate Q-function can lead to a decentralised
greedy policy if given an appropriate structure. The Q∗ is quadratic for this coupled
oscillator example and due to the dynamic coupling the optimal greedy policy does not
have a separable structure. Thus, for the restricted function space F̂(X ×U) we use
quadratic functions parametrised as in (6.5) with the P Q matrix restricted to have the
structure shown in Figure 6.2(right). The structure is shown for a three mass example
and is readily extended for a longer string of masses. The approximate greedy policy
is decentralised if the shaded structure is used, and distributed with nearest neighbour
communication if additionally the patterned elements are non-zero. Note that Q∗ ∈
/
F̂(X ×U).
Figure 6.3 presents the online performance results of using structured approximate
Q-functions for decentralised and distributed control of the coupled oscillator system
with 20 masses and the parameters randomly drawn from a uniform distribution on
the following ranges: mi ∈ [0.5, 1.5], kij ∈ [3.0, 4.0], cij ∈ [0.01, 0.05], αi ∈ [0.04, 0.08]. The
exogenous disturbance and initial condition are assumed to be distributed according to
ξt ∼ N (0, 1), xi ∼ N (0, 0.5), and ẋi ∼ N (0, 1) respectively.
We solve (6.2) with M = {1, 10, 20} and simulate greedy policy (4.8). The online
performance is computed using 5000 Monte Carlo samples from the initial state distribution, and the expectation with respect to ξ is computed from 500 Monte Carlo
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Figure 6.2: (left) Schematic of coupled oscillator model used to demonstrate using Qfunctions for distributed control. The constituent sub-systems are the masses mi , that
respectively make decision ui based on state measurements xi and ẋi in the decentralised
setting, and may also have access to the state measurements of neighbouring masses in
the distributed setting. (right) Quadratic approximate Q-function structure used for the
P Q matrix from (6.5), i.e., each square represents the coefficient of an order 2 monomial.
When only the dark shaded elements are non-zero the greedy policy is decentralised, and
when additionally the patterned elements are non-zero the greedy policy is distributed
with nearest neighbour communication.
M =1
M = 10
M = 20

Value

850
800
750
0

1
2
3
Number neighbour communication

4

Figure 6.3: Online performance (upper three lines) and lower bounds (lower three lines)
for the coupled oscillator example versus the communication connections. The centralised optimal 757.4 for this example is where the upper and lower lines converge.
The horizontal axis is the number of neighbouring oscillators, in each direction, from
which state measurements are available for making control decisions. Thus, 0 represents a decentralised controller, and 1 represents a controller with nearest neighbour
communication.
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simulations each of length 2000 time steps. As a datum, the online performance of the
centralised LQR controller is 757.4 which lies between the upper and lower bound curves
in Figure 6.3. For each approximate Q-function, the lower-bound is computed from the
same initial condition samples. Note that these are all lower bounds on the centralised
LQR performance because problem (6.2) is formulated to approximate the centralised
problem.
The results in Figure 6.3 show that, for this example, the decentralised/distributed
ADP approach using Q-functions, can produce near centralised optimal performance:
within 6.3% in the decentralised case, within 1.4% in the distributed, nearest neighbour
communication, case. The online performance is significantly influenced by the choice of
M.

6.4
6.4.1

Penalty function approach for state constraints
Motivation for using penalty functions

The examples thus far consider stochastic optimal control (SOC) problems with linear
dynamics, convex quadratic loss functions, and input constraints. However, for many
practical problems, we require the state trajectories to stay within a certain subset of
the state space, denoted Xsafe ⊂ X , and system failure or significant penalties may occur
for excursions outside of Xsafe . When implementing an MPC policy, this requirement is
encoded by constraints of the form xt ∈ Xsafe for all time steps of the horizon, referred to
as hard-constraints, and for which recursive feasibility of the policy is an issue addressed
in the literature, see [BBM17, Chapter 12] for example. For the LP approach to ADP,
hard constraints can be encoded by defining the loss function as +∞ for states outside
of Xsafe . Hence the Bellman inequality becomes,




V̂ (x) ≤ Tu V̂ (x, u) , ∀ x ∈ Xsafe , u ∈ U ,

(6.7)

i.e., the approximate value function, V̂ , is unconstrained for states x ∈
/ Xsafe . Such an
encoding of hard constraints has two main drawbacks:
(1) Assumption 2.3 is violated because for those states {x ∈ X |x ∈
/ Xsafe }, the online
performance is infinite for any policy. Moreover, the online performance may be
infinite for all x ∈ Xsafe if for every policy there is a non-zero measure sequence of
disturbance realisations that drives the state trajectory outside of Xsafe .

(2) When (6.7) is used as a constraint for the approximation approaches described in
Chapters 4 and 5, if the relevance weighting places weight outside of Xsafe , then
the solver often returns the unbounded or numerical issues flag.
Both of these drawbacks could be addressed by redefining the state space to be X := Xsafe ,
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but then the dynamics are assumed to be the mapping, g : Xsafe ×U ×Ξ → Xsafe , and
hence the system satisfies the constraints for any policy.
To encode state constraints in the LP approach to ADP we suggest using a soft
constraints description by designing the loss function to apply high penalty for x ∈
/ Xsafe ,
where a number of different choices can be considered for designing the loss function.
Motivated by the point-wise maximum approach to ADP presented in Chapter 5 we now
consider loss functions of the form,
lsoft (x, u) = max li (x, u) ,
i=1,...,nl

(6.8)

i.e., a point-wise maximum of functions. This form is attractive for the following reasons,
(1) The epigraph and S-procedure reformulation of Sections 5.2.1 and 5.2.2 are directly
applicable. Moreover, as the li components of the loss function are fixed problem
data, the reformulation is linear in the decision variables introduced by the Sprocedure.
(2) If Xsafe is a convex polytopic set, the li can be automatically designed to encode a
high penalty for states x ∈
/ Xsafe . Moreover, if the nominal loss function is convex
for states x ∈ Xsafe , then the components can be designed such that lsoft is convex.

(3) If Xsafe is non-convex, the point-wise maximum form of lsoft allows some possibility
for encoding high penalty outside of Xsafe . We demonstrate this for the stylised
collision avoidance example in Section 6.4.3

6.4.2

ADP formulation using penalty functions

With lsoft as the loss function in either a Bellman inequality constraint, or a point-wise
maximum Bellman inequality constraint, we first apply the epigraph reformulation of
Section 5.2.1,
V1 (x) ≤ lsoft (x, u) + γ E [V2 (g(x, u, ξ))] , ∀ x ∈ X , u ∈ U,
m (Proposition 5.1)

n

o

V1 (x) ≤ s2l + γ E [V2 (g(x, u, ξ))] , ∀ (x, u, sl ) ∈ x ∈ X , u ∈ U, sl ∈ R s2l ≥ li (x, u) ,
(6.9)
where V1 , V2 are used to generically represent the function appearing in that position.
Next, we apply the S-procedure reformulation of Section 5.2.2 as,
V1 (x) ≤

s2l

−

nl
X
i=1

λi



s2l



− li (x, u)

!

+ γ E [V2 (g(x, u, ξ))] , ∀ x ∈ X , u ∈ U, sl ∈ R,

(6.10)
where the λi are the additional decision variables introduced by the S-procedure and
hence (6.10)⇒(6.9). As mentioned in Section 5.2.2, an equivalent or tighter approximation can be found by allowing the S-procedure multipliers to depend on the state and
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input, i.e., λi : X ×U → R+ , however, this can introduce a significant number of additional decision variables. Similar to Section 5.2.1, we square the epigraph variable without loss of generality because of Assumption 2.1 that the loss function is non-negative.
This choice implicitly includes the zero function in the point-wise maximum description
of lsoft .
Sufficient reformulation (6.10) casts the SOC problem with lsoft in a form that allows
for direct application of both the iterated Bellman inequality approach (see [WOB15]
and Chapter 4) and also the point-wise maximum approach to ADP algorithms proposed in Chapter 5. The main question to answer is whether a point-wise maximum
of lower bounding functions can be found to approximate the optimal value function of
such problems with lsoft as the loss function. Answering this question for the iterated
Bellman inequality approach, the key insight is that potentially many Bellman inequality iterations are required; the empirical justification for this insight is given in [BL17].
We instead focus on empirically answering this question for the point-wise maximum
approach, specifically for Algorithm 5.3 as proposed in Section 5.3, by considering a
stylised collision avoidance example in Section 6.4.3.
Constructing lsoft for Polytopes
When the set Xsafe is described by a polytope, a reasonable design of lsoft can be automatically generated using convex quadratic li components. Denoting each half-space
in the polytope as ai x ≤ bi , each li is designed to: (1) be zero on the boundary of the
half-space, (2) have a specified gradient m ∈ R along this boundary, and (3) satisfy
li (x, u) ≤ 0 for all x ∈ Xsafe , u ∈ U, Thus the design for each component is,




li (x, u) = x> ma>
i ai x + m(bi + bi )ai x + mbi bi
where bi = arg min {ai x : x ∈ Xsafe }. This method for constructing the li cost components
is attractive for problems of any dimension because it only requires the solution of one
linear program for each half-space that defines the polytope, and it does not require
visualisation of the constraint set or nominal loss function.

6.4.3

Stylised collision avoidance example

We consider an SOC problem with two sub-systems that represents two separate pointmass objects moving around on a horizontal plane. Both sub-systems are modelled by
double integrator dynamics, one for each Cartesian coordinate of the plane. One of the
sub-systems can be controlled by the two control actions that represent a driving force
in each of the coordinate directions. The other sub-system is uncontrolled and maintains
constant velocity, with the two disturbances representing an exogenous driving force in
each of the coordinate directions. We use a quadratic loss function to encode the primary
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objective that the controlled sub-system should go to the origin, and a penalty on the
distance between the sub-system locations to encode the objective that a collusion should
be avoided.
We model the system in continuous time and use 0.05 second sampling time to convert
to discrete time, hence the equations of motion for a single coordinate direction of a single
sub-system are,
ẋ(0)

"

#

" #

0 1
0
=
x(0) +
u(0)
0 0
1

⇒

x(0),t+1

"

#

"

#

1 0.05
0.00125
=
x(0),t +
u(0),t ,
0 1
0.05
|

{z

}

A0

{z

|

B0

}

where the subscript (0) distinguishes these states and input from those that follow. In
standard units this represents a point-mass weighing 1 kilogram, with the first component
of the state as the position in metres, the second component as the velocity in meters
per second, and the control action as the driving force in Newtons. Thus the dynamics
of the combined system are,

x(full),t+1













A0 0 0 0
B0 0
0 0






 0 A0 0



0
0
 x(full),t +  0 B0  u(full),t +  0
 ξ(full),t ,
= 




0 A0 0 
0
0

0

B0 0 
0 0 0 A0
0 0
0 B0

where the subscript (full) is indicates that this is the state, action, and disturbance for
the entire system being modelled. We denote each element of the full state vector as,
h

i

x(full) = x(u) ẋ(u) y(u) ẏ(u) x(ξ) ẋ(ξ) y(ξ) ẏ(ξ) ∈ R8 ,

where x, ẋ and y, ẏ represent the position and velocity in each of the coordinate directions
of the horizontal plane, subscript (u) indicates the states of the controlled sub-system
that is driven by the actions u(full) ∈ R2 , and subscript (ξ) indicates the uncontrolled
sub-system that is driven by the disturbances ξ(full) ∈ R2 . The loss function component
that encodes the objective of navigating the controlled sub-system to the origin is,
l1 (x(full) , u(full) ) =





2
2
0.5 x2(u) + y(u)
+ 10−2 x2(ξ) + y(ξ)





2
2
+ 0.1 ẋ2(u) + ẏ(u)
+ 10−2 ẋ2(ξ) + ẏ(ξ)




,

where a small penalty is applied to the uncontrolled states to ensure that the overall loss
function satisfies the inf-compact part of Assumption 2.1. The loss function component
that encodes the collision avoidance objective is the following concave quadratic,
l2 (x(full) , u(full) ) = −200



x(u) − x(ξ)

2



+ y(u) − y(ξ)

2 

+ 50 ,

which gives a penalty of 50 when the location of the sub-systems coincide, and drops
to zero when the distance between the sub-system locations is 0.5. Thus the full loss
function is,
lsoft (x, u) = max {l1 (x, u), l2 (x, u)} .
(6.11)
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Despite that fact that the position of the uncontrolled system diverges for any initial condition with a non-zero velocity, Assumption 2.3 is still satisfied because the discounting
decays faster that the divergence of the state.
Each element of the control actions u(full) is constrained to the interval [−1, 1], and the
disturbance distribution is ξ(full) ∼ N (0, 0.42 I2 ), chosen so that the exogenous forces acting on the uncontrolled sub-system are somewhat similar to the maximum force possible
on the controlled sub-system. To give some feeling for the strength of the control action,
if a single coordinate direction starts at x(0),0 = (0, 0) and the maximum action u(0),t = 1
is applied for 20 time steps, i.e., 1 second, then the state accelerates to x(0),20 = (0.525, 1).
The discount factor is chosen as γ = 0.97, which means that γ t drops to 0.048 after 100
time steps, i.e., 5 seconds.
As the state dimension is too high for visualisation, we use slices of the loss function
and approximate value functions to gain insight. For all figures we leave the location
of the controlled sub-system free, i.e., x(u) and y(u) , and we fix all other states to the
values specified in the respective figure. Additionally, the level sets used in the figures all
have the same quadratically spaced sequence of values {12 , 22 , 32 , . . . }. Figure 6.4 shows
the loss function with all velocities set to zero and the uncontrolled system located at
(x(ξ) , y(ξ) ) = (1.5, 1). This shows that the loss function is a convex quadratic over most
of the state space, with a strongly peaked concave quadratic centred at the location of
the uncontrolled system.
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x(u)
Figure 6.4: Slice of the 8-dimensional loss function for the stylised collision avoidance
example of Section 6.4.3. All velocities fixed to zero, i.e., ẋ(u) = ẏ(u) = ẋ(ξ) = ẏ(ξ) = 0, and
the fixed position the uncontrolled sub-system is shown by the red dot. The value of the
level sets follow the quadratically spaced sequence {12 , 22 , 32 , . . . }.
To approximate V ∗ we use the space of quadratics as F̂(X ) and run Algorithm 5.3 to
construct an approximation that is a point-wise maximum of 2000 quadratic functions.
Note that we do not restrict to convex quadratic functions because the non-convexity of
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the loss function implies that the optimal value function is also non-convex. The sets Aobj
and Acon are initialised with the solution of problem (5.11) and Nc = 106 samples are
drawn from the initial state distribution ν ∼ N (0, 2I8 ) for approximating the point-wise
maximum objective. Algorithm 5.3 is run with refinement, multi-starting, as described
in Section 5.3.5, is performed with two different objective vectors for Algorithm 5.3
line 8 that represent a relevance weighting of N (xc,i , 0.0052 Inx ) and N (xc,i , 0.052 Inx ),
i.e., Gaussians centred at xc,i and with a narrow variance. The objective vector φ(xc,i ),
as stated on Algorithm 5.3 line 8, is not used because the solver returned the numerical
issues flag for the majority of instances with this objective vector. Each objective vector
is generated for 10 different xc,i samples, hence 20 multi-starts in total, and only the
function with the largest point-wise maximum objective is added to the sets Aobj and
Acon . The computation of 2000 approximate value functions for sets Aobj and Acon
required 3–4 hours on a 3.00Ghz Xeon processor.
Figure 6.5 shows slices through the approximate value function for various fixed values
of the states that are not visualised. In all plots the velocity of the controlled sub-system
is set to zero, i.e., ẋ(u) = ẏ(u) = 0, the position of the uncontrolled sub-system is shown
by the red dot, and the velocity of the uncontrolled sub-system is shown by direction and
length of the red arrow, i.e., the head of the arrow is how far the uncontrolled sub-system
would move in 20 time steps if zero exogenous force is applied. Although the optimal
value function is not possible to compute due to the high dimension of the system, the
results show that the approximate value function encode features that we intuitively
expect. Mainly, the region of high cost due to an unavoidable collision extends in the
direction of the velocity of the uncontrolled sub-system.
Figure 6.6 shows slices through the approximate value function at various points
during the running of Algorithm 5.3, with the number of functions in the point-wise
maximum representation labelled on the plots. The fixed value for those states not
visualised are the same as Figure 6.5(c). This sequence of slices indicates that, for
this example, many iterations of Algorithm 5.3 are required to encode a reasonable
approximation of how the collision avoidance penalty term influences the system. This
means that the approximate greedy policy, based on the final approximation with a
maximum of 2000 quadratics, is an onerous non-convex optimisation problem to solve
online. However, for this system, a simple policy can be designed by predicting forward
the trajectory of the uncontrolled system, thus, the approximate value function provides
the designer of such a simple policy with the ability to bound its sub-optimality.
(The remainder of this page is intentionally blank)
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Figure 6.5: Slices of the approximate value function as a point-wise maximum of 2000
quadratics for the stylised collision avoidance example of Section 6.4.3. Each contour
plot is a slice through the 8-dimensional function with velocities of the controlled system
fixed to zero, i.e., ẋ(u) = ẏ(u) = 0, and the position and velocity of the uncontrolled subsystem shown by the red dot and arrow respectively. The level sets are the same value
in all plots, and the same as used in Figure 6.4.
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Figure 6.6: Slices of the approximate value function at various points during the running
of Algorithm 5.3 for the stylised collision avoidance example of Section 6.4.3. Each
contour plot is a slice through the 8-dimensional function with the fixed value of the
states the same as Figure 6.5(c). The number of functions in both Aobj and Acon is the
same and is noted on the plots. The level sets are the same value in all plots, and the
same as used in Figure 6.6.
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This example highlights that Algorithm 5.3 offers an approach with minimal tuning effort for approximating the value function of SOC problems with soft constraints
encoded through a penalty function of the form (6.8), and hence it motivates further
investigation and testing on a wider range of examples. Summarised, this example highlights the potential of the following key features:
(1) Non-convex components can be used in the point-wise maximum construction of
a loss function without affecting the tractability of Algorithm 5.3, and the approximate value function computed is able, to some extent, to represent how such
non-convexities influence the optimal value function.
(2) An uncontrolled state can be included in the system description and the approximate value function computed is, to some extent, parametric in the states that
represent the uncontrolled part of the system.
These points also highlight the main open questions: how well can Algorithm 5.3 approximate the value function of problems with penalty-type loss functions, and what
type of parametric encodings with uncontrollable states are amenable to approximation.
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CHAPTER

Conclusions and Outlook
This thesis focused on the theoretical analysis and algorithmic development of modelbased approximate dynamic programming (ADP) techniques for discrete time, infinite
horizon, discounted cost stochastic optimal control (SOC) problems with continuous
spaces. The theoretical results presented in Chapter 3 focused on the infinite dimensional
mathematical programming formulations of dynamic programming (DP) that motivate
the approximation techniques studied throughout the thesis. We showed that the Qfunction formulation, iterated Bellman inequality formulations, and point-wise maximum
formulation all recover the optimal value function and optimal Q-function of the SOC
problem. These results are important because they indicate that the approximation
techniques studied are well motivated by aiming to compute feasible solutions of the
infinite dimensional DP formulations.
With Chapter 4 we addressed the challenge of providing theoretical guarantees on
the quality of value function and Q-function approximations and the online performance
of the induced greedy policy, providing performance guarantees that are novel for the
continuous space setting. We showed that given any approximate value function, V̂ ,
that is a point-wise under-estimator of the optimal value function, V ∗ , then the greedy
policy induced by the approximate value function achieves an online performance that
is bounded by a 1-norm difference between V̂ and V ∗ , and similarly for Q-function approximations. This online performance guarantee supports the intuition that computing
the tightest approximation of the optimal value function may lead to improved online
performance of the greedy policy. We focused on the iterated Bellman inequality approach to ADP for providing performance guarantees on the approximation quality of a
value function and Q-function, using a Lyapunov-based analysis to provide tighter guarantees than those existing in the literature. The Lyapunov-based performance guarantee
supports the intuition that a richer class of basis functions should lead to improved approximation quality, and for the numerical example considered it provided a significant
tightening relative to the bound presented in [WOB15].
We proposed the point-wise maximum approach to ADP, a novel variant of the linear
programming (LP) approach, that considers the point-wise maximum of multiple func151
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tions in both the objective and the Bellman inequality constraint. The main algorithm
we proposed addresses the non-convexities of the point-wise maximum formulation by
iteratively constructing an approximate value function that is represented as a point-wise
maximum of many functions. A key advantage of the algorithm is that, compared to existing approaches, minimal parameter selection burden is placed on the practitioner. We
use a range of numerical examples and sensitivity studies to demonstrate the benefits,
namely a tightening of the sub-optimality bound on the online performance of any policy compared to existing approaches, with the same or lower computation requirements.
The numerical examples focus on problems with linear dynamics, convex quadratic loss
function, and constraints on the action space. Additionally, we demonstrated the potential for distributed control applications and examples with a non-convex loss function
used to encode state constraints. The remainder of this chapter provides ideas and motivation for extensions and improvements, including more complex dynamical systems
and alternative SOC settings.

7.1
7.1.1

Future research directions
Controller simplification

For most of the examples presented, Algorithm 5.3 achieved the tightest lower bound of
the optimal by constructing a approximate value function as a point-wise maximum of
many functions, in the order of hundreds to thousands of functions. However, for many
systems solving the greedy policy based on such an approximate value function may not
be computationally possible within the decision making time-frame. We suggest three
possible directions that can be considered for reducing the computational complexity of
the greedy policy.
Run Algorithm 5.3 twice
As suggested in the discussion of Section 5.3.5, Algorithm 5.3 can be run once to get a
first approximate value function represented using, for example, 104 functions, and then
run a second time with the function used in the point-wise maximum Bellman inequality
constraint initialised with the result of the first approximation. This idea was tested for
the 10-dimensional example from Section 5.5.3 and the results are shown in Figure 7.1.
This shows that, with respect to the point-wise maximum objective, a second pass of
Algorithm 5.3 requires only 100 functions to get within 1% of the objective found by
the first pass of Algorithm 5.3 that uses 104 functions. This reduction by two orders of
magnitude in the number of functions used to describe the approximate value function
significantly reduces the computational requirements of the greedy policy. The main
question to investigate is by how much the online performance of the greedy policy is
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affected. The online performance bound of Section 4.3.1, suggests that the greedy policy
based on the first pass and the second pass have a similar sub-optimality bound because
they achieve a similar lower-bound on the optimal value function, albeit integrated with
respect to a different measure.
Restrict the basis functions
The comparison with generalised dual dynamic programming (GDDP) in Section 5.5.4
highlights that for linear-quadratic examples, if the quadratic coefficient is identical for
all functions in the point-wise maximum approximation of V ∗ , then the greedy policy
is a quadratic program (with linear constraints) instead of a quadratically-constrained
quadratic program. Even when there are many functions in point-wise maximum approximation of V ∗ , this change of problem class significantly reduces the computation
requirements of the greedy policy. However, the results in Section 5.5.4 suggest that
with the quadratic coefficient of the loss function used as the quadratic coefficient of
the approximate value functions, an impractically high number of iterations ( 104 ) is
required to achieve a reasonable approximation of V ∗ . An advantage of the point-wise
maximum approach to ADP (and also of the LP approach to ADP) is that the basis
functions can be restricted to have any fixed quadratic coefficient. For the input constrained linear-quadratic examples considered a reasonable choice for the fixed coefficient
would be the solution of the Riccati equation as this is itself a lower bound on V ∗ and
has higher curvature than the quadratic coefficient of the loss function. A pragmatic
approach is to run a first pass of Algorithm 5.3 as shown in Figure 7.1, and then on
the second pass fix the quadratic coefficient to the solution of the Riccati equation at
every iteration. The main question to investigate is how to adjust the options for the
second pass of Algorithm 5.3 so that a similar approximation quality is achieved with a
reasonable number of functions.
Lookup table for potentially active approximate value functions
For implementing the greedy policy based on an approximate value function represented
as a point-wise maximum of functions, would we use Jensen’s inequality to switch the
order of expectation and maximisation, as suggested in [OWB11], i.e.,
h

i

π̂(x) = min l(x, u) + γ max E V̂j (g(x, u, ξ))
u∈U

j=1,...,J

= min l(x, u) + γ t ,
u∈U ,t

h

i

s. t. t ≥ E V̂j (g(x, u, ξ)) , j = 1, . . . , J ,
where the second formulation simply introduces an epigraph variable. This provides the
intuition that, for a given x, only those V̂j functions active at the optimal solution are
needed when solving the greedy policy for that particular x. It is clear that we do not
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Objective, fpwm

600
550
500
450
400
100

101

102
103
Number of Functions in Aobj

Algorithm 5.3 first pass

104

Algorithm 5.3 second pass

Figure 7.1: Lower bound achieved by running Algorithm 5.3 with refinement twice for
the 10-dimensional example from Section 5.5.3. The result of the first pass (solid red)
is identical to the line of the same style in Figure 5.8. The result of the second pass
(dashed red) uses the approximate value function computed by the first pass to initialise
the function used in the point-wise maximum Bellman inequality constraint, i.e., Acon
is initialised with 104 functions, but uses the normal LP approach to ADP to initialise
the function used in the point-wise maximum objective, i.e., Aobj is initialised with
1 function. For each function added to Aobj in the second pass, 200 candidates are
considered by multi-starting the conditional gradient method, and the candidate selected
is the one that maximises the point-wise maximum objective fpwm . The final lower bound
achieved by the second pass is almost the same as that for the first pass, 603 versus 609,
but with two orders of magnitude fewer functions. The computation time for the first
pass was 72 minutes using a single thread on a 3.00Ghz Xeon processor, while the second
pass required an additional 4.1 hours due to the multi-starting.
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know a priori which functions are active at the optimal solution, however, it may still
be possible to discard many functions a priori.
For many
h
i problem instances, the basis
functions are chosen such that the term E V̂j (g(x, u, ξ)) has an analytical expression,

thus only those V̂j attaining the maximum within the reach of the constrained control
action u ∈ U need to be included when solving the greedy policy for a particular x. The
main question to investigate is what methods, exact or heuristic, can be used to generate
a lookup table that quickly maps a state x to a subset of V̂j for inclusion in the greedy
policy. Remembering that by construction of the point-wise maximum, every subset still
describes a point-wise under-estimator of V ∗ , hence a heuristic approach for generating
the lookup table does not forfeit this property.
The motivation for this suggestion comes from the objective used when fitting each
of the approximate value functions computed by Algorithm 5.3 line 8, namely that the
objective aims to maximise the function in a small volume around a particular state
space location. Empirical support for this motivation comes from considering each of
the 106 state space locations used in the computing the point-wise maximum objective
for the 104 approximate value function computed by the first pass of Algorithm 5.3. For
the result shown in Figure 7.1 (solid red), slightly under 50% of the functions are not
active at any of the 106 state space locations samples, another 48% of the functions are
active at less than 103 state space samples, and the remaining 264 functions are active
at between 103 and 5.104 state space samples. The hope is that any particular function
is active on only a small number of disjoint regions of the state space.

7.1.2

Finite horizon problems with predictions

We use a building climate control example to motivate this future research direction.
For building climate control, the weather prediction information plays an important role
in the design and execution of near optimal control policies. However, the prediction
information does not readily fit the infinite horizon requirement that the problem data
is time-invariant, hence receding horizon control with a sufficiently long time-horizon
is extensively considered in the literature for building climate control research. The
point-wise maximum approach presented in Chapter 5 can be readily converted to a
finite horizon setting with a separate point-wise maximum value function approximation
computed for each time step, however, every update to the prediction information would
require the approximate value functions to be re-computed, which is not practical given
that the numerical examples in this thesis required multiple hours of computation.
Motivated by the stylised collision avoidance example of Section 6.4.3, the main
question to investigate is whether an approximate value function can be computed for
a building climate control example with the weather prediction information included
parametrically in the state. One naive approach would be to augment the state with
an element for the mean prediction at every time step, for example add 24 states for
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the hourly mean ambient temperature over the coming day. An idea for adding fewer
states is to compress the weather prediction information using, for example, a principle
component analysis, and discard those components that explain little of the variance
in the predictions. Letting (κ) indicate quantities related to the principle component
analysis, and considering linear system dynamics of the usual form xt+1 = Axt + But ,
the augmented dynamics would be,
"

xt+1

x(κ),t+1

#

"

A A(κ),t
=
0 Inκ

# "

xt
x(κ),t

#

+

" #

B
ut ,
0

(7.1)

where nκ is the number of principle components retained, x(κ),t ∈ Rnκ is the part of the
state vector encoding the current prediction, and A(κ),t maps the principle components to
their influence on the state of the system. Similar to the uncontrolled sub-system in the
Section 6.4.3 example, the x(κ),t part of the state is uncontrolled. Hence, the hope is that
the approximate value function computed for dynamics of the form (7.1) parametrically
encodes through x(κ),t the influence of the prediction information on the controlled part
of the system.

7.1.3

Distributed Q-functions via the point-wise maximum approach to ADP

The examples of Sections 6.1 and 6.3 suggested that structured approximate Q-functions
can be an interesting method for synthesising distributed control policies, however, the
greedy policy using a point-wise maximum of structured Q-functions is no longer distributed. Using the same notation as equation (6.6), a natural extension to consider
is:


Q̂(x, u) =

N
X
i=1

max Q̂i,j (ui , xi )

j=1,...,J

+ q(x)

(7.2)

where i indexes the separate sub-systems and j indexes the point-wise maximum representation. As suggested in Section 5.3.5, this could be initialised with a constraint of
the form,
N
X
i=1





Q̂i,1 (ui , xi ) + q(x) ≤ Tu V̄obj (x, u) , ∀ x ∈ X , u ∈ U ,

with V̄obj as fixed problem data and computed by Algorithm 5.3 as point-wise underestimator of V ∗ for the centralised problem. Now consider the following constraint for
computing the next element of each point-wise maximum,
N
X
i=1

n

o





max Q̂i,1 (ui , xi ), Q̂i,2 (ui , xi ) + q(x) ≤ Tu V̄obj (x, u) , ∀ x ∈ X , u ∈ U , (7.3)

with Q̂i,1 as fixed problem data and Q̂i,2 as decision variables. The naive reformulation,
similar to Section 5.2.1 results in N J constraints, i.e., one constraint for every combination of N sub-systems and J elements in the point-wise maximum representation
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that could be active across all states and actions. For systems of appreciable size this
would quickly lead to optimisation problems that are too large to be solved by standard
software. Hence the main question to investigate is whether a sufficient reformulation
of (7.3) can be found that computes meaningful structured approximate Q-functions of
the form (7.2).

7.1.4

Robotics on manifolds in a lifted state space

Although the point-wise maximum approach to ADP presented is Chapter 5 is general
enough to approximate the value function of system with polynomially described dynamics, loss function, and spaces, many robotics problem involve trigonometric functions in
the dynamics, for example, an inverted pendulum or a quadcopter. In [Rom+19] a quadcopter model was considered and a third order Taylor expansion of the dynamics was
used to apply Algorithm 5.1 for computing an approximate value function. However,
the drawbacks are that: polynomial approximation of the dynamics is only valid in the
neighbourhood of the point used for the Taylor expansion, increasing the order of the
Taylor expansion significantly increases the size of the optimisation problem to be solved
for computing approximate value functions, and it is not clear how the optimal value
function for the approximated dynamics relates to that of the original problem.
The dynamics for many robotics problems can be written in a purely polynomial
form, in continuous time, by considering a non-minimal state vector, for the example of
the quadcopter this corresponds to using quaternions to describe the orientation instead
of Euler angles. The result is that the continuous time polynomial dynamics of the lifted
state imply a constraint on the state vector, and hence the lifted state evolves on a
manifold, in the quadcopter example the four elements of the state vector representing
the quaternion always have a unit norm. Hence, the value function in the lifted space is
only meaningful on the manifold that describes valid states of the system. The hope is
that by approximating the value function in the lifted space, we can synthesise a policy
that performs well over the entire original state space. This concept was investigated
through the master thesis work [Die19] and there are a number of open challenges for
future investigation:
(1) What is the trade-off for the various time discretisation methods, where the key
aspects are whether the discrete-time dynamics evolve on the manifold or a small
volume around it, and the order of the resulting discrete time polynomial dynamics. Both of these factors influence the approximate value function in terms of
approximation quality and computation requirements.
(2) What order and form of the polynomial basis functions is most appropriate for a
particular application, where the choice is generally a trade-off between computation requirements and expressiveness.
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(3) Using a sum-of-squares reformulation for the point-wise maximum inequality constraint leads to large semi-definite programs and performing 100 iterations of Algorithm 5.3 may be impractical for small to medium sized robotics problems. Hence
it is necessary to investigate how decomposition methods, for example [Zhe+19],
and other sufficient conditions for polynomial constraints, for example [AM19],
influence the computation requirements and approximation quality.
(4) Can theoretical guarantees be provided for the asymptotic convergence of the pointwise maximum approximate value function to a neighbourhood of V ∗ . For example,
by using a value iteration type argument and showing that at each iteration the approximate value function computed attains the value iteration value at a particular
point in the state space.
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Notation
A.1

Abbreviations

ADP approximate dynamic programming
ADR affine decision rules
DDP dual dynamic programming
DP dynamic programming
GDDP generalised dual dynamic programming
i.i.d. independent and identically distributed
LMI linear matrix inequality
LP linear program
LP linear programming
MPC model predictive control
PSD positive semidefinite
RDDP robust dual dynamic programming
SDDP stochastic dual dynamic programming
SDP semidefinite program
SOC stochastic optimal control
TD temporal difference
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A.2

Symbols

:=
N0 , N
R, R+ , R++
1n
ei

equal by definition
set of natural numbers, including zero
set of real number, non-negative real numbers, positive real numbers
column vector of length n with all entries equal to 1
standard basis column vector with 1 in the ith element and zeros elsewhere, with the dimension clear from context
A  0 ( 0) square matrix A is positive (semi-) definite
Sn , Sn+ , Sn++ set of symmetric matrices of size Rn×n , symmetric positive semidefinite matrices, symmetric positive definite matrices
In
identity matrix In ∈ Rn×n
diag(·)
places the vector argument on the diagonal of an otherwise zero matrix
trace(·)
trace of a square matrix
kf k∞
infinity norm for a function f : X → R as kf k∞ = supx∈X |f (x)|
R
kf k1,c
weighted 1-norm for a function f : X → R as kf k1,c = X |f (x)|c(x)dx
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Extra Numerical Results for Higher
Dimensional Problems
This appendix describes in more detail the 10-dimensional linear-quadratic example introduced and studied in Section 5.5.3. As part of preparing the results, a total of 24
systems were considered and the results equivalent to Section 5.5.3 are summarised in
this appendix. The 24 systems were construct as all combinations of:
(1) Discount factor γ = {0.95, 0.99};
(2) Stochastic and deterministic;

(3) Six different random linear systems, using a different seed for each, and constructed
in the following ways:
• ID {01,02,03,04}: Each element of the A matrix was drawn from a uniform
distribution in the range [−1, 1].
• ID {05,06,07,08}: The A matrix was generated with approximately 20% of
the elements set to zero and the remaining elements drawn from a standard
normal distribution.
• ID {09,10,11,12}: Each element of the diagonal of the A matrix was drawn
from a normal distribution N (1, 0.22 ), and 30% of the remaining elements
were drawn from N (0, 0.22 ).

• ID {13,14,15,16}: Each element of the diagonal of the A matrix was drawn
from a normal distribution N (1, 0.22 ), and 80% of the remaining elements
were drawn from N (0, 0.152 ).
• ID {17,18,19,20}: A continuous time A matrix was generated with approximately 60% of the elements set to zero and the remaining elements drawn
from a standard normal distribution. The discrete time A matrix was then
computed using a sampling time of 81 .

• ID {21,22,23,24}: A continuous time A matrix was generated with approximately 50% of the elements set to zero and the remaining elements drawn
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from a standard normal distribution. The discrete time A matrix was then
computed using a sampling time of 17 .
Each of the A matrices was scaled to have a spectral radius of 1, and the poles for each
are shown in Figure B.1. This shows the distinctly different structures for the A matrices
considered. The four IDs for each A matrix are ordered as follows:
n

o

deterministic γ = 0.99 , stochastic γ = 0.99 , deterministic γ = 0.95 , stochastic γ = 0.95 ,

and the example used for Section 5.5.3 is ID 14. For each A matrix, the accompanying
Bu matrix is generated with no two inputs affecting the same state. In all cases the loss
function is l(x, u) = x> x + 0.5u> u, and the variance of the initial state distribution is
Σν = 32 Inx . For the stochastic systems, Bξ is an identity matrix, and the variance of the
disturbance distribution is Σξ = 0.12 Inξ .
Figures B.2–B.13 summarise the same results as presented and discussed in Section 5.5.3 using four plots for each system (labelled only on Figure B.2):
(a) Shows the same results as Figure 5.8(a), namely Algorithm 5.3 without (blue) and
with (red) refinement.
(b) Shows the same results as Figure 5.10(a), namely a comparison with Algorithm 5.1
(dotted green) and the iterated Bellman inequality method described in Section
5.2.8 (solid green), each followed by Algorithm 5.3 without (blue) and with (red)
refinement.
(c–d) Shows the number of iterations of Algorithm 5.2 to reach the convergence tolerance
of a 0.1% increase in the point-wise maximum objective value fpwm . The solid and
dotted red correspond to the result of the same style in plot (b).
The main feature of this set of results is that Algorithm 5.3 with refinement consistently computes the tightest lower bound relative to the samples used in the point-wise
maximum objective.
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Figure B.1: Poles for the 10-dimensional discrete time systems.
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Figure B.2: Results summarised from 10-dimensional systems with ID 01 and 02.
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Figure B.3: Results summarised from 10-dimensional systems with ID 03 and 04.
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Figure B.4: Results summarised from 10-dimensional systems with ID 05 and 06.
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Figure B.5: Results summarised from 10-dimensional systems with ID 07 and 08.
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Figure B.6: Results summarised from 10-dimensional systems with ID 09 and 10.
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Figure B.7: Results summarised from 10-dimensional systems with ID 11 and 12.
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Figure B.8: Results summarised from 10-dimensional systems with ID 13 and 14.
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Figure B.9: Results summarised from 10-dimensional systems with ID 15 and 16.
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Figure B.10: Results summarised from 10-dimensional systems with ID 17 and 18.
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Figure B.11: Results summarised from 10-dimensional systems with ID 19 and 20.
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Figure B.12: Results summarised from 10-dimensional systems with ID 21 and 22.
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Figure B.13: Results summarised from 10-dimensional systems with ID 23 and 24.
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APPENDIX

Generalised Dual Dynamic Programming
(GDDP) for Linear-Quadratic Systems
The generalised dual dynamic programming (GDDP) algorithm, as proposed in [WBL19],
is derived for deterministic systems with arbitrary dynamics and loss functions and the
main requirement that a one-stage problem can be solved and the dual variables for the
constraints computed. As the name suggest, GDDP is a generalisation of dual dynamic
programming (DDP), an algorithm first proposed in [PP91] in a finite horizon setting for
systems with linear dynamics and a max of linear functions for the loss function. When
an additive exogenous disturbance influences the dynamics, the so-called stochastic dual
dynamic programming (SDDP) algorithms address the stochastic elements by using a
sample average approximation, i.e., the exogenous disturbance is reduced to a finite
set of samples. Due to the sampling approach, the computation requirement of an
SDDP algorithm is significantly higher than the DDP algorithm, and much of the SDDP
literature is devoted to techniques that reduce the computation requirement for achieving
a sufficiently accurate solution. We do not attempt to combine a sampling approach with
the GDDP algorithm to avoid the many variants possible that would detract from the
main purpose of the comparison.
To adapt GDDP to a stochastic setting, we use a Jensen’s inequality argument that
is analogous to that used in Section 5.2.1 for approximating the point-wise maximum
Bellman inequality. Let V̄J : X → R denote the initialisation function for the GDDP
algorithm, which is a point-wise maximum of functions hj : X → R, j = 1, . . . , J and
chosen to satisfy,
V̄J (x) := max hj (x) ≤ V ∗ (x) .
j=1,...,J

The algorithm constructs a new lower bounding function by solving the optimisation
problem TV V̄J (x̄) for a particular x̄ ∈ X , and using the dual variables of the solution,
when they are available, to construct a function that is a point-wise lower-bound of
TV V̄J (x) for all x ∈ X , denoted hJ+1 : X → R, and hence the new approximation is
V̄J+1 ← max{hJ+1 , V̄J }. That this new approximation is a point-wise lower-bound of
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V ∗ follows directly from the monotonicity of the Bellman operator, i.e.,
V̄J ≤ V ∗

monotonicity

⇒

by constrution

TV V̄J ≤ V ∗

hJ+1 ≤ V ∗ ⇒ max{hJ+1 , V̄J } ≤ V ∗ .

⇒

Using Jensen’s inequality to swap the finite maximum and expectation in the TV operator
we get,
min l(x, u) + γ max E [hj (g(x, u, ξ))]
u∈U

j=1,...,J

≤ min l(x, u) + γ E
u∈U



(C.1a)



max hj (g(x, u, ξ)) := TV V̄J (x)

j=1,...,J

(C.1b)

Hence for a stochastic variant of GDDP we solve (C.1a) for a particular x̄ ∈ X and use
the dual variables of the solution to construct a function that is a point-wise lower-bound
of (C.1a) for all x ∈ X . These steps make the relation between GDDP and the point-wise
maximum approach to ADP more clear, i.e., (C.1a) is essentially the right-hand-side of
the point-wise maximum Bellman inequality, and hj , j = 1, . . . , J, are the fixed functions
>
φ for αcon ∈ Acon .
αcon
We now write out the derivations for this stochastic variant of GDDP for the linear quadratic examples considered in Section 5.5. As a reminder, the linear dynamics,
quadratic loss function, input constraints, and moments of the disturbance distribution
are denoted as,
xt+1 = A xt + Bu ut + Bξ ξt ,

u ≤ u ≤ u,
h

l(x, u) = x> Q x + u> R u , with Q, R  0 ,

i

E [ξ] , E ξξ > known .

The derivation below shows that if each fixed function hj is a quadratic with the state
loss coefficient Q as the quadratic coefficient, then the new function generated from
the dual variables of problem (C.1a) is quadratic and also with Q as the quadratic
coefficient. Hence we choose V̄1 (x) := h1 (x) = x> Qx for initialisation, and derive the
new function hJ+1 assuming that each of the fixed functions hj , j = 1, . . . , J, has the
form hj (x) = x> Qx + p>
j x + sj . This shows a key computational advantage of the GDDP
algorithm:
V̄J (x) := max hj (x) = max
j=1,...,J

j=1,...,J



x> Qx + p>
j x + sj



= x> Qx + max

j=1,...,J





p>
j x + sj ,

i.e., the epigraph of V̄J can be expressed using constraints that are linear in x. For this
setting, simple algebraic manipulation of the term E [hj (g(x, u, ξ))] gives,
E [hj (g(x, u, ξ))]



h

= hj (g(x, u, E [ξ])) + trace Bξ> Q Bξ E ξξ >
|

i

{z

:=cξ

− E [ξ]> Bξ> Q Bξ E [ξ]

= g(x, u, ξ)> Q g(x, u, ξ) + p>
j g(x, u, ξ) + sj + cξ
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where cξ , as defined by (C.2), is simply a constant scalar for this setting. Hence the onestage-problem (C.1a), for a fixed x̄ ∈ X , is equivalent to the following quadratic program,
JP (x̄) = min x̄> Q x̄ + u> R u + x>
+ (γ Q) x+ + γ α + γ cξ
u,x+ ,α

s. t. u ∈ Rnu , x+ ∈ Rnx , α ∈ R

(C.3a)
(C.3b)

x+ = A x̄ + Bu u + Bξ E [ξ]

(C.3c)

u−u ≤ 0

(C.3d)

p>
j x+ + sj ≤ α , j = 1, . . . , J ,

(C.3f)

u−u ≤ 0

(C.3e)

where the decision variable x+ and equality constraint (C.3c) are added because they are
necessary for the GDDP arguments that follow. The function JP : X → R denotes the
optimal value of this problem, referred to as the primal GDDP problem, and is always
attained by compactness of the constraints on u.
We now formulate the dual of problem (C.3). Allocating duals variables π ∈ Rnx ,
λu ∈ Rn+u , λu ∈ Rn+u , λα ∈ RJ+ to the linear constraints (C.3c), (C.3d), (C.3e), (C.3f)
respectively, the Lagrangian of problem (C.3) is given by,


L u, x+ , α, π, λu , λu , λα



= x̄> Q x̄ + u> R u + x>
+ (γ Q) x+ + γ α + γ cξ
+ π > ( x+ − A x̄ − Bu u − Bξ E [ξ] )

>
+ λ>
u ( u − u ) + λu ( u − u )

+ λ>
α

h

p>
j

iJ

j=1



x+ + [sj ]Jj=1 − 1J α ,

where the notation [(·)j ]Jj=1 indicates that the arguments are stacked on top of each other,
and 1J is a column vector of ones of length J. Re-arranging the terms in the Lagrangian
to collect the primal variables together we get,


L u, x+ , α, π, λu , λu , λα
= u> R u +



>
λu> − λ>
u − π Bu

+ x>
+ (γ Q) x+ +
+





γ − λ>
α 1J





α

h



u

>
π > + λ>
α pj

iJ

j=1



x+

J
>
>
>
+ π > ( − A x̄ − Bξ E [ξ] ) + λ>
u u − λu u + λα [sj ]j=1 + x̄ Q x̄ + γ cξ .

The minimisation of the Lagrangian with respect to the primal variables u and x+ is
finite for all feasible dual variables because it is assumed the the cost coefficients Q and
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R are positive definite. The minimisation with respect to the primal variable α is finite
only if its coefficient is zero. Hence the dual of problem (C.3) is given by,
JD (x̄) =




1  >
>
λu − λ>
R−1 λu − λu − Bu> π
u − π Bu
4
!
h i
>

h iJ 
1
−1
>
>
>
> J
+−
(γ Q)
π + pj
λα
π + λα pj
j=1
j=1
4

max

−

π,λu ,λu ,λα

J
>
>
+ π > ( − A x̄ − Bξ E [ξ] ) + λ>
u u − λu u + λα [sj ]j=1 +

+ x̄> Q x̄ + γ cξ

(C.4a)

(C.4b)

s. t. π ∈ R , λu ∈ R , λu ∈ R , λα ∈ R
nx

nu

nu

J

λ>
α 1J = γ,

(C.4c)

where the function JD : X → R denotes the optimal value of this problem, and strong
duality holds between problems (C.3) and (C.4), i.e., JD (x) = JP (x) for all x ∈ X such
that the solutions of both problems are finite. A key feature of problem (C.4) is that
the constraint (C.4c) does not depend on the parameter x̄. Hence, given an optimal
∗
∗
∗
solution of problem (C.4) for a particular parameter x̄ ∈ X , denoted π̄ ∗ , λ¯u , λ¯u , λ¯α ,
this solution is feasible and likely sub-optimal for every other parameter x ∈ X , i.e.,
JD (x) ≥





JD (x̄) + π̄ ∗ A x̄ − x̄> Q x̄ − π̄ ∗ A x + x> Q x .

Thus, by (C.1) and weak duality between JP and JD , we have,
JD (x) ≤ JP (x) =





min l(x, u) + γ max E [hj (g(x, u, ξ))]
u∈U

j=1,...,J

≤ TV V̄J (x) ≤ V ∗ (x) ,

and hence the new function to add given the solution of problem (C.4) for a particular
x̄ ∈ X is,


hJ+1 (x) = JD (x̄) + π̄ ∗ A x̄ − x̄> Q x̄ − π̄ ∗ A x + x> Q x .
(C.5)
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