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Abstract
Robotic systems have shown impressive results at navigating in previously mapped areas, in
particular in the domain of assisted (and autonomous) driving. As these systems do not perform
physical interaction with the environment, the map representations are optimized for precise
localization and not for rapidly changing scenes. Environment changes are only incorporated
into these maps when observed repeatedly. On the other hand, when physical interaction between the robot and the environment is required, it is crucial that the map representation is at
any time consistent with the world. For instance, the new location of a manipulated (or externally moved) object must be constantly updated in the map. In this thesis, we argue that object
based maps are a more suitable map representation for this purpose. Our solutions build on the
hypothesis that object based representations are able to deal with change and as they contain or
gather knowledge about physical objects, they apprehend what parts of the environment can be
jointly modified.
This thesis aims to find such environment representations that are well suited for robotic mobile manipulation tasks. We start by creating a system that takes measurements from localized
RGB-D cameras and integrates them into an instance based segmentation map. This is done
by segmenting each incoming depth frame with a geometric approach into locally convex segments. These segments are integrated into a 3D voxel grid as a Truncated Signed Distance
Field (TSDF) with an associated instance label. By updating these labels as new segments are
integrated a consistent segmentation map is formed. Each segment is stored with its observed
position in a 3D object model database, which represents the environment using object-like
segments. But in addition to represent the environment, the database can be used to match and
merge newly extracted map segments and complete the scene as repeating instances appear or
if an instance has been observed in a previous session.
To acquire such maps and to enable robots to interact with the environment, we show that
it is beneficial to fuse information of multiple sensor modalities. For instance, cameras have
shown to be a great source for creating sparse localization maps, whereas measurements from
depth sensors can create dense reconstructions even in textureless regions of the environment.
However, before using multiple sensors together, a challenging problem is to spatially and temporally align the sensor measurements. Hence, we focus on how to get robotic actuators and
multiple sensors into a common place and time frame to allow the fusion of measurements
and to let the robot act and interact in such a frame. We show how filtering and optimization
techniques improve initial time-synchronizations and hand-eye calibrations.
Next, we use the tools and techniques developed for the mapping and object discovery task
in the context of manipulation. Using a set of rocks, we want to form vertical balancing towers
with a robotic arm equipped with a wrist-mounted RGB-D camera. By identifying previously
scanned rocks in a tabletop scene, we perform a set of simulation iterations using a physics
engine with the detected objects to assess the stability of possible stack configurations. In a
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greedy manner, we select the next best rock to place and find and execute a grasping and placing
motion.
The segmentation map presented in this thesis allows to extract single geometric instances
in a priori unknown environments. An incremental object database is built, which can match
and merge re-observed or repeating object segments. These merged instances improve the raw
extracted 3D models over time and, finally, the approach even allows to complete unobserved
parts of the scene. Compelling results are exhibited in extracting and creating singulated object models from RGB-D images of household objects in cluttered warehouse distribution box
scenes, furniture in indoor scenes, and cars in a parking garage. We show that our matching
approach can be used to identify an object’s pose in a scene accurately enough to solve delicate manipulation tasks. Together with a newly introduced greedy next best object target pose
planning algorithm, we can stack stones to vertical balancing towers. We demonstrate that our
new hand-eye calibration framework is applicable to many different robotic use cases. The integration of a time-alignment step takes away the burden of manually getting time-aligned pose
sets, whereas filtering and optimization techniques improve calibration results in all evaluated
datasets.
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Zusammenfassung
Bei der autonomen Navigation von Robotern in Gebieten mit bereits existierenden Karten
wurde in den letzten Jahren ein beeindruckender Stand erreicht, insbesondere in Verbindung
mit Anwendungen im assistierten (und autonomen) Fahren. Da diese Systeme jedoch keinen
physikalischen Kontakt mit der Umwelt suchen, sind die entsprechenden Karten für eine präzise
Lokalisierung optimiert und nicht fr̈ Andwendungen wo sich die Welt ständig verändert. Das
führt dazu, dass Veränderungen in der Umwelt erst nach wiederholter Beobachtung in die
Karten integriert werden. Wenn jedoch physikalische Interaktionen erforderlich sind, ist es
essentiell, dass die Karten zu jedem Zeitpunkt mit der Umwelt übereinstimmen. Wenn beispielsweise ein Roboter (oder ein externer Akteur) ein Objekt verschiebt, muss die Lage des Objekts
im Raum kontinuierlich aktualisiert werden. In dieser Doktorarbeit wollen wir zeigen, dass
objektbasierte Karten die geeignetere Repräsentation für diese Zwecke ist. Unsere Lösungen
basieren auf der Annahme, dass objektbasierte Repräsentationen besser für die Darstellung von
Veränderugen in der Umgebung geeignet sind. Eine Intuition hinter dieser Annahme ist, dass
objektbasierte Repräsentationen Informationen darüber enthalten, welche Teile der Welt sich
durch eine phsyikalische Interaktion gemeinsam verändern oder verschieben.
Ziel dieser Arbeit ist, Formen der Darstellung von Umgebungen zu finden, die für Anwendungen im Bereich der mobilen Objektmanipulation mit Robotern geeignet sind. Als ersten Schritt
in diese Richtung erstellen wir ein System, das Messungen von lokalisierten RGB-D-Kameras
in eine instanzbasierte Segmentierungskarte integriert. Dies wird erreicht durch Segmentierung in lokal konvexe Segmente jedes eingehenden Tiefenbildes mittels eines geometrischen
Ansatzes. Diese Segmente werden als TSDF in ein 3D-Voxelraster integriert, zusammen
mit den zugehörigen Instanzbezeichnungen. Durch Aktualisieren dieser Instanzbezeichnungen bei jeder Integration neuer Segmente wird eine konsistente Segmentierungskarte erzeugt.
Jedes Segment wird zusammen mit der Position, an der es beobachtet wurde, in einer 3DObjektmodelldatenbank gespeichert. Diese erlaubt es wiederum, die Umgebung mit objektartigen Segmenten darzustellen. Darüber hinaus kann die Datenbank verwendet werden, um neu
extrahierte Kartensegmente mit bestehenden zu vergleichen und zu vereinen. Dies erlaubt es,
die aktuelle Szene auf Basis von Beobachtungen sich wiederholender oder zuvor gesichteter
Instanzen zu vervollständigen.
Wir zeigen, dass die Vereiningung verschiedener Sensormodalitäten von grossem Nutzen ist
bei der Erstellung solcher Karten sowie bei physischen Interaktionen von Robotern mit ihrer
Umgebung. Auf der einen Seite eignen sich Kameras beispielsweise insbesondere für die Erstellung von punktbasierten Lokalisierungskarten, wohingegen Messungen von Tiefensensoren
dichte Rekonstruktionen von Strukturen der Umgebung erzeugen können, selbst wenn diese
wenig oder gar keine Textur aufweisen. Bevor jedoch mehrere Sensoren zusammen verwendet
werden können, besteht die Herausforderung darin, die Sensormessungen räumlich und zeitlich
in Verbindung zu bringen. Daher konzentrieren wir uns darauf, wie man Roboteraktuatoren
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und mehrere Sensoren in ein einheitliches Zeit- und Ortsfenster bringt, um die Fusion von Messungen zu ermöglichen und den Roboter in einem solchen Fenster agieren und interagieren zu
lassen. Wir zeigen, wie Filter- und Optimierungstechniken die gefundene Zeitsynchronisation
und Auge-Hand-Kalibrierung verbessert.
In einem weiteren Schritt verwenden wir die Werkzeuge und Techniken, die für die objektbasierte Kartierung entwickelt wurden, im Kontext von Manipulationsaufgaben. Wir versuchen,
aus einem Roboter zur Verfügung stehenden Natursteinen vertikale Steintürme zu bauen. Der
dazu verwendete Roboterarm ist mit einer am Handgelenk montierten RGB-D-Kamera ausgestattet. Dazu werden zunächst die zuvor gescannten Steine auf einem Tisch lokalisiert,
um darauf basierend eine Reihe von Iterationsschritten in einer physikalischen Simulationsumgebung durchzuführen. Dabei evaluieren wir die Stabilität möglicher Turmkonfigurationen.
Mithilfe eines Greedy-Algorithmus wählen wir den Stein aus, der am nächstbesten zum Stapeln
geeigenet ist, und führen dann mit diesem eine Greif- und Platzierbewegung aus.
Die in dieser Arbeit vorgestellten Segmentierungskarten erlauben es, einzelne geometrische
Instanzen aus zunächst unbekannten Umgebungen zu extrahieren. Es wird eine inkrementelle
Objektdatenbank aufgebaut, die wiederholt beobachtete oder sich in der Umgebung wiederholende Objektsegmente einander zuordnen und zusammenführen kann. Diese zusammengeführten Instanzen helfen, die rohen extrahierten Segmente zu verfeinern und es werden mit der
Zeit 3D-Modelle immer weiter vervollständigt. Schliesslich erlaubt es dieser Ansatz, selbst unbeobachtete Teile einer Umgebung zu vervollständigen. Überzeugende Ergebnisse werden bei
der Extraktion und Erstellung von separaten Objektmodellen aus RGB-D-Bildern von Haushaltsobjekten in Verteilerboxen, Möbeln in Innenräumen sowie Autos in einem Parkhaus gezeigt.
Wir zeigen, dass unsere Objektlageerkennung dazu verwendet werden kann, um die Position
und Orientierung eines Objekts in einer Szene genau genug zu identifizieren, um herausfordernde Manipulationsaufgaben zu lösen. Zusammen mit einem neu vorgestellten GreedyNächstbesten-Pose-Algorithmus können wir Natursteine zu vertikalen Türmen stapeln. Wir
demonstrieren unser vielseitig einsetzbares neues Framework für die Auge-Hand-Kalibrierung.
Dank eines speziell entwickelten Zeitsynchronisierungsschrittes wird das manuelle Erstellen
von Paaren zeitgleicher Positions- und Orientierungsschätzungen zweier Sensoren überflüssig. Schlussendlich belegen wir, dass unsere Filter- und Optimierungstechniken die Kalibrierungsergebnisse für alle betrachteten Datensätzen verbessern.
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Preface
This thesis is a cumulative dissertation and as such includes a selection of the most relevant
publications. The publications are collected into three parts and included at the end of the thesis
in full-length in Part A, Part B, and in Part C. Chapter 1 provides an introduction to the research
topics, states the objectives and discusses how we approached them. In Chapter 2, we highlight
the contributions of the included publications, how each one fits into the overall goal of the
thesis and how they relate to each other. Chapter 3 summarizes the findings and provides an
outlook to potential future research directions in the field.

1

Chapter

1

Introduction
We live in an interesting time in the area of robotics: Mobile robots are moving out of perfectly
controlled factories and find their way into our homes as cleaning devices, drones spread out
across the consumer market with an increasing autonomy factor and we can find the first selfdriving vehicles on our streets which can already safely handle a broad range of traffic scenarios.
These are challenging applications which all need to account for uncertainty in the environment.
However, these applications do not require physical interactions with the environment.
Robots that require physical interaction with the environment are still constrained to wellknown environments like factories or warehouses. In addition to their surrounding, also the
manipulated objects and tools are usually well known. Most applications try to abstract the
changing environment, so that these robots observe the world as constant as possible. The
robots identify objects under favourable conditions and are often controlled centrally to navigate
through environments, which are often augmented by external infrastructure such as markers.
Real world environments, on the other hand, are changing and it is not always feasible to
provide extra infrastructure. Accordingly, when no external infrastructure is present for localization, robots need to handle these evolving environments. In current approaches, robots often
use maps consisting of abstract points extracted from Lidar sensors or cameras. Typically, a
3D position gets assigned to each of these points. As the robot identifies some of these points
when revisiting the same area it can localize itself. These maps have shown great capabilities
in localizing a robot, e.g. [118], even in changing environments. But one big drawback with
such maps is that they tend to forget or ignore changing parts of the environment. That means,
points in the map that were observed on an object the first time, will be inconsistent within
the map if the object gets moved before the second visit. All the points will remain at their
previously observed position, until it is clear that each one of them is not present anymore, and
the information about these points are thrown away as soon as they are removed from the map.
Because today this approach is still the best way to map the environment and localize itself in
it, manipulating the environment is disadvantageous and will invalidate parts of the map and
degrade the localization performance.
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This thesis aims to build tools for robotic mobile manipulation tasks in unknown and changing environments. In the first part of this thesis, we tackle some of the problems related to how
we can generate maps of virtual representations of physical objects instead of abstract points.
We create 3D models of objects incrementally and we show that we can reuse information gathered from one object to repeating objects in the scene or to re-observed objects at different
points in time and space.
But to capture such unknown environments, where conditions change and objects can vary,
there is a need for a robotic system to be equipped with multiple sensors that cover a large range
of modalities. For instance, RGB cameras are very suitable to identify objects, but lack the
ability to work in the dark or in foggy environments and images change drastically with weather
and seasonal changes. On the other hand, active depth and laser based sensors are lighting
condition agnostic, but fail at returning measurements on light absorbing materials or give noisy
measurements on reflective materials. Often it is hard to identify what is present in single laser
scans. Other sensors like ultrasound devices can be used to identify transparent objects that are
invisible to the aforementioned sensors. If no data is perceived from the environment, we can
still use sensors like Inertial Measurement Units (IMUs), to estimate how we move in space
at a high-frequency, however, with drift, as they cannot provide absolute measurements. To
get the benefits of the individual sensors, we want to fuse the sensor data. In order to fuse
the measurements properly, the spatial and temporal relations between the sensors need to be
known. The second part of this thesis looks at how we can deal with noisy and not time-synced
measurements of different sensors and presents an open-source software stack to extrinsically
calibrate these.
As we are looking at environments where manipulation tasks can no longer be preprogrammed or improved with only slightly modified repetitions of previously executed motions,
the last part of this thesis, focuses on manipulation scenarios where motions cannot be programmed a priori because the environment and the solutions are unknown. We show that we
can detect objects in a scene and form vertical balancing towers with a robotic arm equipped
with a wrist mounted RGB-D camera.
In the scope of this thesis, we show applications of our approaches in the field of robotic
construction and object based environment mapping, using different RGB-D cameras.

1.1 Motivation and Objectives
We start by looking at the integration of robotic systems in the constructions sector. Currently,
robotics in construction is limited to manipulating known objects, with only few exceptions.
A discussion of current applications of robotics in construction can be found in [105]. Many
applications are still performed in well-defined environments and are part of a pre-fabrication
process, e.g. to build timber structures [35]. In contrast to pre-fabrication, on-site approaches
have been demonstrated in known [52] and unknown, however, structured environments where
manipulation objects are fed by a mechanism and become part of the environment only once
they are placed at their final location [29, 116]. Object models are available beforehand and
specific building plans are given as instructions to the robots.
To overcome this limitation, this thesis aims at developing tools to allow construction in unknown environments using found unknown discrete objects. The map representation presented
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in this thesis is built to support changing environments, where objects are being moved around
and remain an essential part of the map.
Building structures using found objects, such as rocks, has a long tradition and brings many
benefits. By using local material, the need to transport construction materials can be reduced.
Such a reduction is in particular interesting in extraterrestrial environments, where the transportation is extremely expensive or even unfeasible. When structures are built by assembling
found objects into stable compositions, cement or other binding materials can be reduced.
Even though, such structures are not well suited if there is an exact requirement of their
appearance but they become very interesting as separation structures. Such as avalanche or
containment barriers, river dams, temporary support structures in disaster sites.
Very skilled masons have learned how to form stable structures over thousands of years
and typically form these according to some heuristics. Such heuristics can be found in books
like [144]. Example instructions for building stone walls are depicted in Fig. 1.1.

(a)

(b)

Figure 1.1: Example illustrations on how to build a stone wall, taken from [144].
Some computational frameworks for structural stability analysis in masonry have been developed in the last century, e.g. [81, 82]. But these frameworks require contact points to be
known, which are typically not known when dealing with irregularly shaped objects. And these
frameworks are not creating a building sequence, but are rather analyzing the stability of what
has been built so far. So generally, there is a rough plan (from an operator or an architect) what
a structure should look like. The challenge here is to form such a structure using found objects
and to ensure that the structure is stable.
But to even start such a building process in an arbitrary environment, we need to take one
step back. A system for automated construction will need to infer what objects are available in
the scene and how they can be manipulated. Therefore, our next challenge focuses on how to
perform manipulation tasks in unknown environments. Or how do we get from a completely
unexplored scene to one where we can pick and place objects. Raw sensor data gives us an idea
of what the surrounding looks like at a precise moment, but if we can track a sensor’s position
and orientation and accumulate the data, we can create a map. Accordingly, the map contains
accumulated data points of many sensor measurements. Such a map has proved to be good for
localization purposes [118], but we still lack the notion of what parts of the environment are
manipulable. This can be solved by either finding a way to directly map sensor data into instructions to an agent, as shown in [14], or by segmenting the scene into parts that are building
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blocks in manipulation tasks: objects. As real world environments are typically changing over
time, one way to find such objects is to find parts that move together. By using this, we can
extract such objects in changing environments [37]. But to interact with the environment, an
agent should not have to rely on someone changing the environment before it can start interacting. Therefore, we look at geometric properties of objects. Physical objects always form closed
shapes, most of them consist of locally convex regions. On the other hand, at object boundaries
and object intersections we often find depth discontinuities or concave regions. We use this
as the main motivation for the geometric segmentation of each depth frame of the incoming
RGB-D camera stream, used throughout this thesis. In addition to the per frame segmentation,
we want to form maps that consist of object-like segments that serve as basis for manipulation
tasks.
In order to capture the environment and to use the models for physical interaction we also require an agent. Such an agent has to be able to sense the environment in order to identify what it
can manipulate and it requires a certain amount of actuation capabilities to interact with the environment. In the context of this thesis, this agent is a robot with sensors that provide the desired
data. We use off-the-shelf components, such as robotic arms, mobile robotic platforms, RGB-D
cameras, and inertial measurement units. To make these components work well together, we
need to calibrate the sensors to each other and to the robot’s actuators. This involves to handle
different (unknown or changing) frame rates, the components running on different clocks and
having unknown noise levels. For the robot to combine the sensor data, it is beneficial to get
all sensor data into a common frame, hence, we need to know the transformations between the
different sensors and actuators.
In the scope of this dissertation, we aim to advance the state-of-the-art on object based map
creation. We show that we can fuse the extracted segments in an incremental 3D object model
database and show an automated robotic construction application with irregularly shaped objects. In addition to this, we create a framework to broaden and simplify the use of hand-eyecalibration frameworks. The thesis has the following objectives, listed in the order as presented
in this dissertation:
Incremental Object Database Create an end-to-end system that generates unique 3D object models from RGB-D input streams. In order to use all the captured data and to build
3D models over time, we seek a system that can fuse the information and create better
models over time. For this we want to be able to identify whether incoming sensor data
has been previously observed and already formed an object that can be extended or if we
need to start with a new model. Such a system also identifies repeating objects in the
scene, which allows to complete unobserved parts by inferring these parts by observations of other instances at different times or different locations.
Calibration in Robotic Settings Most robotic systems in research are built on top of offthe-shelf components, whereas research in estimating transformations among such sensors often assumes these components work perfectly well together. Hence, in the second
part the thesis, we investigate in finding transformations between robotic components.
To cope with a large variety of components an approach to solving this problem has to
handle noise and outliers. Measurements can drift and have unknown and potentially
large time-offsets.
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Structure Formation In typical scenarios, an overall target shape of a structure is given as
input. Using found objects, we want to approximate such a target shape as closely as
possible. In the last part of the thesis, we present an application, where a robot can detect
grasp and place objects to form structures following a design input. In particular, we
show how we can form structures by following thrust line inputs, and that we can create
vertical balancing towers with irregularly shaped rocks.

1.2 Approach
The objectives of the dissertation are achieved in three parts that are also reflected in the organization of this thesis. A real-world application to illustrate the different parts, at the example
of a robotic platform in a construction scenario, is shown in Fig. 1.2. In Part A, we tackle
the problem that in a general setting models of the objects are not available beforehand and
generate a segmentation map of the scene. Instances from the segmentation map are inserted
into a database, matched and completed over time. This results in databases that ideally only
contain one model of each object kind with associated instance locations in a map. With such
an approach, we can build more complete models of objects that are observed multiple times
or of which multiple instances are present in a scene (as the bricks in Fig. 1.2). In Part B, we
tackle the problem of unknown extrinsic calibrations between sensors and between the robotic
systems. We also consider unknown timings of the different components. In Part C, we develop a framework for generating stable composition out of irregularly shaped objects. We use
a simulation framework to sample poses of the objects near a given thrust line. Based on a
cost function, we evaluate these poses on their stability and select the best scoring object at its
best pose. In a next step, we plan a feasible robot arm motion to grasp and place one of the
detected objects. At this stage, we assume we know the models of the objects. We showcase
our approach based on rocks that are stacked to form vertical towers using a robot arm and an
end-effector mounted RGB-D camera.
Part A: Incremental Object Database
In this part, we develop a system to create segmentation maps suitable for manipulation tasks.
Using the aforementioned geometric properties of physical objects, we want to segment RGBD input images into object-like segments. Hence, we process every incoming depth image
separately and integrate it into a voxel grid with an associated instance label. By keeping track
of the dominant label in the map, we form a representation of the world where ideally each
object gets a label and forms a segment. We insert these map segments into an initially empty
database to centrally keep track of what objects are available in our scenes. In the database,
we try to match incoming segments to segments already present in the database. For this, we
use a combination of 2D and 3D feature matching and Iterative Closest Point (ICP) to register
segments. Using verification steps, we ensure that the registered segments only get merged if
they do not violate the already mapped world. With this approach, we can complete objects
over time and ideally keep a single object model per object kind in the database.
Depth Segmentation Incoming depth images are segmented using geometric properties of
physical objects. First, we compute surface normals for each point in the depth image by
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Hand-Eye Calibration
Formation Building

Segmentation Map

Modelify Database

Figure 1.2: An overview of this thesis divided into the different parts. The first part (Part A)
of this thesis is shown in blue and is about building a segmentation map and inserting and
combining these segments in a 3D model database. The green part is discussed in the second
part (Part B) of the thesis and is about hand-eye calibration. Red indicates the last part (Part C)
on how to autonomously form structures, using a robotic system.
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looking at neighboring pixels. Using the estimated normals, we compute a local convexity measure for each pixel. In addition to this, we find depth discontinuities. Connected
convex regions that are not separated by depth discontinuities make up the segments.
Our initial approach is presented in Paper I while we improved the convexity measure
in Paper II and made it publicly available in https://github.com/ethz-asl/
depth_segmentation.
Segmentation Map Individual segments from the depth segmentation are integrated into a
segmentation map to form a consistent representation of the world, which ideally consists of objects. To do this, we assign an ID to each depth segmentation segment. We
integrate these segments into a scene reconstruction based on a TSDFs representation,
with additional per voxel labels (or IDs). In order to keep consistent labels in the map,
we first query the volume where a new segment is integrated for all the contained labels. The new segment gets the label that occupied the most voxels in the integrated
space. Every segment gets an exclusive label, either one already a map or if its integration volume is unallocated, a new label. The approach is made publicly available in
https://github.com/ethz-asl/voxblox-plusplus.
Object Matching and Merging By detecting and describing 3D (in Paper I), in combination with 2D (in Paper II) keypoints, we match segments. In consecutive steps, we find
initial alignments that we refine with an ICP step. Using a TSDF representation of the
segments, we can merge the individual aligned segments simply by averaging the TSDF
voxel values. We use the fact that the TSDF representation also captures free space to
ensure that merged segments are not violating this.
Incremental Object Database In the incremental object database, we ensure to have a minimal set of objects to describe the scenes. By identifying previously observed objects,
our approach allows to complete even unseen parts of the environment by reprojecting
the merged objects at the detected locations.
Part B: Time-Offset and Hand-Eye Calibration with Noisy Measurements
This part is addressing the issue that off-the-shelve robotic components have unknown transformations when stitched together to form a robotic system. Such robotic components can be
any type of actuated system (e.g. a manipulator or a drone) or sensor (e.g. a camera, or a Light
Detection and Ranging (LiDAR) sensor) that directly outputs pose sequences or using its data
there is a way to estimate such pose sequences (e.g. using visual odometry, e.g. [15, 99], or
ICP [10]). This part also tackles the problem of unsynchronized measurements arriving at unknown times. Our approach consists of first estimating angular velocity norms of the sensors
estimated pose sequences and then timely align the measurements by correlating these angular
velocity norm signals. By resampling the measurements of the different sensors at the same
time instance, we want to find an initial alignment using a hand-eye calibration approach. But
as these measurements may contain a large number of erroneous measurements, we investigate
in different outlier rejection techniques to find good initial solutions. One approach to refine the
hand-eye-calibration is by using an optimization framework, we will explore this option.
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Time Alignment In this step, we find timely-aligned pose pairs. Using the correlation of the
norm of the angular velocities of the sensors motions, we find an initial time alignment.
By interpolating the measured datapoints and ensuring that extreme values are excluded,
our approach can handle sensor outages and noisy measurements.
Initial Hand-Eye Calibration and Filtering After eliminating outlier pose pairs, we apply
a dual quaternion based hand-eye-calibration approach using the remaining pose pairs
to find the transformations between the different sensor frames. To reject outliers, we
compare transformations stemming from the first feasible dual-quaternion pair to random sampling based approaches using Random Sample Consensus (RANSAC) and to
exhaustve methods evaluating all possible pairs. We also implemented a method to eliminate pose pairs that contain similar information to reduce computation times.
Optimization As pose-trajectories are estimated individually and kept fix in the traditional
hand-eye-calibration, we apply a batch estimation with a continuous-time representation
for the trajectory.
Open-Source Framework The framework is described in Paper III and is publicly available as open-source software: https://github.com/ethz-asl/hand_eye_
calibration.
Part C: Robotic Formation of Structures using Irregularly Shaped Objects
The goal of this part is to be able to create stable object compositions following a user design
input. The compositions are constructed using a robotic arm equipped with an RGB-D sensor.
For this part, we assume that we know the objects we are manipulating beforehand. To get these
models, we create 3D models using an accurate 3D scanner and define a set of grasping points
on these models. We build a pipeline that is able to detect these objects in the scene and get
their accurate pose. Using a 3D physics simulation, we sample poses of the identified objects
around a given thrust line, and apply attracting forces between the ground or the already built
stack. Then we let the simulation run for a couple of steps to evaluate the stability based on a
cost function based on some heuristics. We do this for all the available objects and a set of initial
poses for each of them. For the best scoring object, we find a feasible approach path to one of the
pre-defined grasping locations on that object. After a successful grasp, we identify the in-hand
pose of that object. With the detected in-hand object pose, we compute a path to the desired
target pose obtained by the simulation framework. When an object is placed successfully the
last placed object’s pose gets again detected and the current composition gets updated using the
newly placed object and serves as the base composition for the next simulation iteration. This
process gets repeated until either all objects become part of the composition or the identification
of the last placed object states the placing was not successful.
Object Detection As the robotic system needs to know what the state of the environment is,
we take a series of depth images from a single location. Like this, the system localizes
rocks three times: as the rocks are lying on a table, once the robot grasped a rock and
once the rock is placed on a stack. Similarly as in Part A for the matching part, we use
a keypoint based approach to localize the pre-scanned rocks in the depth image. This
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localized pose is refined by applying ICP to the initially identified pose. By using the
end-effector pose and a hand-eye calibration as in Part B we can transform the localized
object in the depth frame into a robot frame.
Next Best Pose The goal of this approach is to identify, which of the available rocks is the
most stable rock at its best pose. We evaluate the stability of a set of possible next
placement poses for each detected rocks in simulation. For this, we evaluate a heuristic
cost function after applying an attraction force between the already existing stack and the
placement candidates in thrust line direction until we have three contact points. From an
initial placement pose, local gradient descent is performed to find a local optimum. The
heuristic cost function contains the area of the support polygon, the remaining kinetic
area, the deviation of the support polygon’s normal to an input thrust line direction, and
the difference of the center of mass of the newly placed object to the center of mass of
the previously placed object,
Object Manipulation To grasp the rocks, we identified a set of grasping locations in an offline step for each model. Using a motion planning library, we find feasible paths from
the robot’s end effector to the grasping pose at the selected rock to be placed. For the
object placement, we follow a similar approach, where we plan a path using a motion
planning library to a point above the target location. From there we apply a constant
downward velocity until we identify an impact with a force-torque sensor.
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Contribution
In this chapter, we discuss the scientific contributions achieved within the scope of this dissertation. We provide the context for each publication, explain how the dissertation objectives are
addressed and explain their core contributions as well as how they relate to other publications.
Finally, a list of all publications, student projects, and open-source releases are given.

2.1 Part A: Incremental Object Database
In this section, we highlight the contributions of our publications on how to create segmentation
maps and how instances from such maps can be used together with additional observations to
form more complete models in an incremental object database. The first publication introduces
the incremental object database concept. The second publication adds improvements in the
object matching process with additional 2D feature matches and speed improvement by utilizing
a clustering approach for the selection of merge candidates. Additionally, it is evaluated on
diverse RGB-D datasets.

Paper I
Fadri Furrer, Tonci Novkovic, Marius Fehr, Abel Gawel, Margarita Grinvald, Torsten Sattler,
Roland Siegwart, and Juan Nieto, “Incremental Object Database: Building 3D Models from
Multiple Partial Observations”. In IEEE International Conference on Robotics and Systems
(IROS), 2018.
Context
Manipulation approaches benefit from having 3D models of the objects present in the scene.
Typically it is beneficial to also know about the parts of the objects that are not observed, as
this allows to make contact with the objects also at these locations. While in many industrial
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applications models of the manipulated objects can be captured beforehand, models are mostly
unknown in scenarios outside of a factory. In this paper, we aim at building a pipeline to build
object models incrementally, while not specifically scanning objects but rather combining all
captured measurements from RGB-D input streams. The information of identified, repeating
objects is fused into single object models.
Contribution
We present an approach to segment depth images into object-like segments, which are integrated into a volumetric TSDF grid using a localized camera. Like this we form a 3D instance
segmentation map. Individual instance segments are inserted into a database where they are
matched to previously inserted segments. We combine different techniques to perform matching and merging of object segments. Specifically, we combine keypoints from two 3D keypoint
detectors and describe them with a feature detector. If overlapping segments are identified, they
are merged into more complete models. To avoid wrong merges, we introduce two new merge
verification steps, where we compare overlapping voxel values of aligned TSDF grids. The first
on a object to object level. If the error is within a certain bound, we compare the merged model’s
TSDF voxel values with the overlapping values at all locations of the participating segments in
the scene. These object models can be reprojected to the original object locations and with it
complete unobserved parts of the scene.
Interrelations
In this publication, we focused on getting a complete system from RGB-D input streams to a
database of 3D object models. We did limit our evaluations on scenes where we have objects
of distinct geometry. To overcome this limitation, we extended the whole system in Paper II.
As we wanted to avoid adding domain knowledge in these two publications, we neglected the
use of semantic information. But to also show that this can be of great benefit, we extended the
first part of this pipeline by introducing an additional semantic segmentation that gets jointly
integrated into the maps to form semantic instance maps [53]. The matching and registration
approaches presented in this publication are used in a similar fashion in Paper IV to detect
pre-scanned rock models in a table-top scene and in the robotic gripper.

Paper II
Fadri Furrer*, Tonci Novkovic*, Marius Fehr, Margarita Grinvald, Cesar Cadena, Juan Nieto,
and Roland Siegwart
(* contributed equally), “Modelify: An Approach to Incrementally Build 3D Object Models for Map Completion”. In Submitted to The International Journal of Robotics Research, 2019.

Context
This work builds on top of Paper I. While the previous paper is unable to match segments that
lack local 3D features, as we find matching segments solely on matching 3D descriptors of
3D keypoints. In this publication, we focus on how to overcome this shortcoming. A second
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drawback of the previous approach is that it scales very badly, with many matching segments.
We tried to form merge candidates among all matching segments and picked the one with most
segments that still passes the object-scene verification step. To show that we can address both
these shortcomings, we apply our approach to a larger variety of datasets, with objects that do
not have distinct geometries and where brute force approaches would become infeasible.
Contribution
In this publication, we introduce an additional matching method, based on 2D keypoints and
features. We incorporate 2D keypoints and features detected in the RGB images into an additional feature layer overlapping the TSDF and label layer. The 2D keypoints are stored at
3D locations and are projected to closest surface point of the extracted mesh vertices. With
this approach, we can match segments based on 2D keypoints and features, in addition to the
previously introduced 3D variant.
We improved the brute-force matching approach from the previous publication and now only
match an incoming segment to all segments in the database once. We compute a score for each
matched pair and use it as an edge weight in a graph. From the graph we then extract clusters
of segments that form merged object model candidates. This makes the approach scale linearly
with the amount of segments.
To reject a larger fraction of bad merges before the clustering step, we introduce a new measure in the object-object verification step, where we look at the distribution of errors in a histogram. Good matching segments tend to have minimal errors in a large number of overlapping
voxels, while bad matches have larger variation in the error distribution.
With this publication, we also release a new dataset in a large garage that has both inside and
outside sections. The dataset includes data from a RGB camera, a depth sensor and an IMU. In
addition to the raw data, we also provide optimized camera poses, that are also used to evaluate
our approach.
Interrelations
In addition to 3D keypoint and feature matching in Paper I, we introduced 2D keypoint detections projected to the 3D surfaces of extracted segments and described using 2D descriptors.
These additional matches proved to be very beneficial, especially for cases, where the local
geometry itself is not very descriptive. While in Paper I, we focused on evaluating the method
on one dataset, in this publication, we showed that it is applicable to scenarios with objects
of different scale. In contrast to the previous publication, we started to address the scalability
issue and made the approach scale linearly with the amount of segments in the database. In this
publication, we also included evaluations of a dataset where we used the hand-eye-calibrations
introduced in Paper III.

2.2 Part B: Calibration
This part of the thesis discusses our publication on hand-eye calibration with time offset estimation. We address the problem of static time-offset estimation, with potentially missing data,
as well as solving the hand-eye calibration problem with substantial noise. We demonstrate the
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applicability of the approach on a variety of datasets and show that calibration errors can be
reduced by using an optimization based refinement step.

Paper III
Fadri Furrer, Marius Fehr, Tonci Novkovic, Hannes Sommer, Igor Gilitschenski, and Roland
Siegwart, “Evaluation of Combined Time-Offset Estimation and Hand-Eye Calibration on
Robotic Datasets”. In FSR 2017, the 11th Conference on Field and Service Robotics, 2017.

Context
As in robotics most systems are built from a set of components, we need to extrinsically calibrate
them to fuse measurements of different sensors and bring them in a meaningful reference frame,
where observations can be mapped to actuator actions. Often, sensor measurements are received
at unknown times and CAD models of the robotic setups are inaccurate, miss information of
the different components frames or are missing completely. Current systems that do handeye calibration often require perfectly time-synced measurements or assume that data can be
retrieved where the components are not moving, as in the case of a camera attached to a robotic
arm. More recent optimization based hand-eye calibration frameworks require a good initial
guess to not end up in local optima. To that end, we built an open source framework to do
time-alignment and solve the hand-eye calibration. We first do the time-alignment, then solve
the calibration with a traditional approach, where we additionally exclude outliers, and as a last
step perform an optimization based refinement.
Contribution
We have developed a hand-eye calibration framework that can deal with noisy and timely unaligned measurements. Time alignment is solved by correlating angular velocity norms, to
handle noise and missing data, we cap the signals to the 99th percentile before convoluting
the signals. By introducing and comparing a set of outlier rejection methods, we enable the
approach to also handle noisy or wrong pose measurements. In a final step, we incorporate
a batch optimization technique to refine the hand-eye-calibration with a continuous-time representation for the trajectory. This work is extensively evaluated on different datasets, which
are made publicly available together with this publication. The tools containing this work are
released as open source software.
Interrelations
As extrinsic calibrations are required in most robotic applications, this work brings benefits
in manipulation tasks as in Paper IV. But also in mapping tasks as in Paper I and Paper II,
when the data is captured with a robotic system, the presented approach is of great benefit.
This method was also used in two of our later publications. In [100], we created a dataset
of cluttered warehouse distribution box scenes with a set of wrist-mounted RGB-D cameras.
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And in [101], where we used a reinforcement learning approach to interactively find objects in
cluttered scenes.

2.3 Part C: Robotic Formation of Structures using
Irregularly Shaped Objects
The publication in this part focuses on autonomous stacking of objects with a robotic manipulator. By forming vertical balancing towers using unprocessed irregular rocks, the presented
system shows capabilities to identify poses of known rock models at different stages of the
pipeline with an end-effector mounted RGB-D camera. The rock placement poses with respect
to the previously built stack are found with a next best pose planning algorithm in a physics
simulator. The approach is demonstrated by letting the robot repeatedly form vertical towers
using a set of rocks.

Paper IV
Fadri Furrer*, Martin Wermelinger*, Hironori Yoshida*, Fabio Gramazio, Matthias Kohler,
Roland Siegwart, Marco Hutter
(* contributed equally), “Autonomous Robotic Stone Stacking with Online next Best Object Target Pose
Planning”. In 2017 IEEE International Conference on Robotics and Automation (ICRA), 2017.

Context
In architecture and construction there have been recent advances to use robots for precise manipulation tasks to achieve unseen structures [52]. But most of these approaches require a good
knowledge of the environment and a building plan is designed offline and given as instructions
to a robot. Also, building block locations are known beforehand or a feeding mechanism is
providing the objects to the robot. In contrast to these works, we focus on an application where
neither a building plan can be constructed beforehand nor are manipulation object locations
known.
Contribution
In this work, we present a robotic system that can form object compositions following a highlevel design input. We introduce a simulation framework, where we can sample possible object
poses for a next construction step with the goal to form vertical stacks. A new heuristic cost
function is introduced, based on the area of the support polygon, the distance between the center
of mass projected to the previous support polygon plane and the support polygon, the normal
deviation of the support polygon with respect to an input thrust line direction and the kinetic
energy after applying attraction forces between the already formed composition and the new
object. To show that this approach can be used in a real-world setting, we apply it on a robotic
manipulator with a wrist-mounted RGB-D camera. We implemented a robust object registration
pipeline based on 3D keypoints and features. Using this pipeline, previously scanned objects
are localized in the scene to perform grasping actions. To verify the success of each grasp,
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objects are again detected in the robotic hand. Shifts introduced by the grasping action are
corrected for the following steps based on the feedback of the in-hand object detection. Using
a motion planning library, we find feasible end-effector motions to place the next best object at
the location determined by the simulation step.
Interrelations
The object detection pipeline of this publication served as basis for the publications presented
in Paper I and Paper II. While the hand-eye-calibration in this paper was done by using one of
the available methods [25], we decided to build our own hand-eye-calibration framework, that
can deal better with outliers and includes the estimation of unknown time offsets Paper III. Here,
we pre-scanned object models but of course in the long run an approach as the one presented
in Paper I and Paper II would be required to apply this in a real-world scenario, where object
models are not available beforehand.

2.4 List of Publications
This section provides a list of the publications that were made in the scope of this dissertation.
The most relevant papers have been selected and are included in full-length in this thesis.

Journal articles:
• T. Novkovic, F. Furrer, M. Panjek, M. Grinvald, R. Siegwart, and J. Nieto. Clubs: An
rgb-d dataset with cluttered box scenes containing household objects. The International
Journal of Robotics Research, 2019. doi: 10.1177/0278364919875221
• M. Breyer, F. Furrer, T. Novkovic, R. Siegwart, and J. Nieto. Comparing task simplifications to learn closed-loop object picking using deep reinforcement learning. IEEE
Robotics and Automation Letters, 4(2):1549–1556, 2019. doi: 10.1109/LRA.2019.
2896467
• M. Grinvald, F. Furrer, T. Novkovic, J. J. Chung, C. Cadena, R. Siegwart, and J. I. Nieto.
Volumetric instance-aware semantic mapping and 3d object discovery. IEEE Robotics
and Automation Letters, 4(3):3037–3044, 2019. doi: 10.1109/LRA.2019.2923960
• F. Furrer, T. Novkovic, M. Fehr, M. Grinvald, C. Cadena, J. Nieto, and R. Siegwart.
Modelify: An Approach to Incrementally Build 3D Object Models for Map Completion.
The International Journal of Robotics Research, Submitted 2019
• T. Novkovic, R. Pautrat, F. Furrer, M. Breyer, R. Siegwart, and J. Nieto. Object finding
in cluttered scenes using interactive perception. IEEE Robotics and Automation Letters,
Submitted 2019
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2.5 List of Supervised Students

Conference papers:
• M. Neunert, C. de Crousaz, F. Furrer, M. Kamel, F. Farshidian, R. Siegwart, and J. Buchli.
Fast nonlinear model predictive control for unified trajectory optimization and tracking.
In 2016 IEEE International Conference on Robotics and Automation (ICRA), 2016. doi:
10.1109/ICRA.2016.7487274
• M. Fehr, F. Furrer, I. Dryanovski, J. Sturm, I. Gilitschenski, R. Siegwart, and C. Cadena.
TSDF-based change detection for consistent long-term dense reconstruction and dynamic
object discovery. In 2017 IEEE International Conference on Robotics and Automation
(ICRA), pages 5237–5244, 2017. doi: 10.1109/ICRA.2017.7989614
• F. Furrer, M. Wermelinger, H. Yoshida, F. Gramazio, M. Kohler, R. Siegwart, and M. Hutter. Autonomous robotic stone stacking with online next best object target pose planning. In IEEE International Conference on Robotics and Automation (ICRA), 2017. doi:
10.1109/ICRA.2017.7989272
• F. Furrer, M. Fehr, T. Novkovic, H. Sommer, I. Gilitschenski, and R. Siegwart. Evaluation
of combined time-offset estimation and hand-eye calibration on robotic datasets. In 11th
Conference on Field and Service Robotics, 2017. doi: 10.1007/978-3-319-67361-5_10
• M. Wermelinger, F. Furrer, H. Yoshida, F. Gramazio, M. Kohler, R. Siegwart, and M. Hutter. Greedy stone tower creations with a robotic arm. In Proceedings of the TwentySeventh International Joint Conference on Artificial Intelligence (IJCAI-18). Lawrence
Erlbaum Associates, 2018. doi: 10.24963/ijcai.2018/760
• F. Furrer, T. Novkovic, M. Fehr, A. Gawel, M. Grinvald, T. Sattler, R. Siegwart, and
J. Nieto. Incremental object database: Building 3d models from multiple partial observations. In IEEE/RSJ International Conference on Intelligent Robots and Systems, pages
6835–6842, 2018. doi: 10.1109/IROS.2018.8594391

Book Chapters:
• F. Furrer, M. Burri, M. Achtelik, and R. Siegwart. Rotors—a modular gazebo mav simulator framework. In Robot Operating System (ROS): The Complete Reference (Volume 1).
Springer International Publishing, 2016. doi: 10.1007/978-3-319-26054-9_23

2.5 List of Supervised Students
This section lists all student projects that have been conducted in collaboration with the author
and are sorted by the type of the project.

Master Thesis:
Master student, 6 months full time
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• Allak, Eren (2016): “Next Best View Path Planning for Object Reconstruction using
Robot Arms“
• Gomes, Carlos (2017): “Grasping Pose Detection and Selection for Complex Geometries“
• Panjek, Marko (2017): “Object Detection Using RGB-D Cameras“
• Stäehli, Patrick (2017): “Object Based SLAM“
• Grinvald, Margarita (2017): “Truncated Signed Distance Function based Incremental
Global Segmentation Map“
• Breyer, Michel (2017): “Reinforcement Learning for Object Manipulation“
• Ochsner, Marc (2017): “3D Model Capturing System“
• Murer, Clemens Jost (2017): “Soft Robotic Gripper with Embedded Pressure Sensing“
• Fuentes Alonso, Javier (2018): “Object Segmentation Using Streams of Multimodal Images“
• Anschau Schwarzer, Kevin (2018): “Interactive Object Segmentation with Reinforcement Learning“
• Stähli, Ian (2019): “Learning from Demonstration in Virtual Reality“
• Pautrat, Rémi 2019: “Interactive perception for object detection”

Semester Thesis:
Master student, 3-4 months part time
• Isler, Linus (2015): “Geometric Structure Following Control for Multicopters“
• Bischoff, Michael (2016): “Augmented Reality Application for Object Placement with
Online Feedback“
• Forni, Luca and Zimmermann, Yves (2016): “Detection and Manipulation of Irregularly
Shaped Objects“
• Grinvald, Margarita (2016): “Efficient Database Management System for 3D Objects“
• Stäehli, Patrick (2016): “Object Based SLAM“
• Schroeter, Julien (2016): “Parameter Evaluation of 3D Keypoint Detectors“
• Wang, Shiheng (2016): “Sampling-based Cooperative Motion Planning for Planar Dual
Arm Manipulator“
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• Dubois, Fabio (2017): “Object Recognition and Pose Estimation of Household Objects“
• Foerderer, Nicolaj (2017): “Real-time point-cloud summarization“
• Walder, Dominik (2017): “3D Line Detection and Clustering With RGB-D Data“
• Franklin, Perry (2017): “State Estimation for an Omnidirectional Platform“
• Temmy Bounedjar, 2017: “Structured Modeling of Indoor Environments“
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• Harley, Oliver (2017): “How to Tidy Your Room“
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Robotics:
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• Sikchi, Harshit Sushil (2017): “Pose Detection and Localization of Household objects“
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2.6 List of Open-source Software
Within the scope of this thesis multiple open source frameworks have been developed, in the
context of Unmanned Aerial Vehicle (UAV) simulation, hand-eye calibration, segmentation and
mapping, and creating incremental object databases. The most relevant open-source releases
while working on this dissertation are:
• rotors: RotorS is a multi-rotor helicopter and airplane simulator. It allows to easily
assemble new models and includes a set of attachable sensors.
https://www.github.com/ethz-asl/rotors_simulator
• hand_eye_calibration: A library for hand-eye calibration, time offset estimation, and
outlier filtering.
https://www.github.com/ethz-asl/hand_eye_calibration
• depth_segmentation: A package to do geometric instance segmentation of depth images
and an interface to semantic instance segmentation of RGB images.
https://www.github.com/ethz-asl/depth_segmentation
• voxblox++: A framework for incrementally building volumetric object-centric maps during online scanning with a localized RGB-D camera.
https://www.github.com/ethz-asl/voxblox-plusplus

22

Chapter

3

Conclusion and Future Directions
In this thesis, we built important building blocks for mobile manipulation tasks in unknown
environments. These include methods for incrementally building 3D object based maps and
object model databases, make hand-eye-calibration methods applicable to noisy data, and we
presented an application to form stone stacks using a robotic manipulator. We showed that
we can create object based maps, extract newly discovered objects from these maps online to
build a 3D object model database incrementally, and that we can use complete object models,
scanned in an offline step, to create impressive structures using a robotic manipulator. However,
we did not yet proof that objects created with our incremental object database approach are
directly applicable for manipulation tasks. In this chapter, we summarize our findings and
discuss potential future directions for research in these topics.

3.1 Part A: Incremental Object Database
In the first part of this thesis, we worked on environment representations that are suitable for
mobile manipulation tasks. We showed in Paper I that we can build instance segmentation
maps from RGB-D streams, where the depth images are used to segment input image pairs and
the color images are used to assign colorize the segments. Segments from such maps can be
inserted into a database and matched and merged with previously inserted segments. For this we
used solely the geometries of the segments. Using the set of merged segments, we showed that
we can improve and complete the 3D models of single instances over consecutive observations
and even complete scenes by inserting the merged models at the observation locations of the
raw segments. In Paper II, we extended this approach and showed that a combination of 2D
and 3D features gives us better results in the matching and merging process. We improved the
brute-force database matching and merging process such that it scales linearly with the number
of raw segments in the database. Together with this publication, we released a new dataset
recorded with a custom sensor setup with time-synchronized RGB, depth, and inertial sensors.
The method was shown to be applicable in a variety of scenarios, from detecting warehouse
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objects in cluttered distribution boxes to merging car models in the newly released parking
garage dataset.
We showed that building an incremental object database is feasible but there are still many
open research directions:
Segmentation As we focused on database creations in completely unknown environments,
robots mostly operate in areas where domain knowledge can be acquired beforehand.
Using such knowledge it has been shown that learned instance segmentation approaches
outperform purely geometric ones. We also showed that a combination of the two results
in better segmentation maps [53], which in turn simplifies the matching and merging
process. Instead of per image segmentation, other segmentation approaches such as video
segmentation, or segmenting the reconstructions, could be beneficial to extract better and
more complete segments from the environment.
SLAM Camera poses are currently not estimated through our framework to build the segmentation maps and we expect them as input data together with the RGB-D images. But as
we are estimating segment alignments, we can of course also use our framework to detect
loop closures. And as we have depth information and 2D features, we could also estimate
the camera poses online, as has been shown in [115] and [88].
Scalability While we showed that our approach is applicable to database sizes of a bit more
than 100 object segments, the approach quickly becomes infeasible when there are thousands of database entries. For this, large scale matching approaches, like a bag-of-word
approach [128], or matching global segment descriptors, as in [30], would be beneficial.
But in addition to more efficient matching methods, including semantic information per
segment, if available, would greatly speed up the process. If a class is assigned to a segment with a sufficient certainty, we could limit the matching process to segments of the
same or similar classes. Or we could assign context classes to each segment, such that if
a segment is found in a bathroom, we only match it to segments also found in bathrooms.
Or if we are in a living room, we rarely find real-sized car models.

3.2 Part B: Time-Offset and Hand-Eye Calibration with
Noisy Measurements
In Paper III, we presented a hand-eye calibration framework that is designed to work for many
robotic scenarios with imperfect data. We showed the applicability of our initial time alignment
step, of pose estimations that are received asynchronously. Our filtering techniques can successfully exclude outlier time-aligned pose pairs and deal with missing data. A final refinement step
using a batch optimization has shown to reduce the calibration error drastically in all the evaluated datasets. Even though our approach showed satisfying results, we think that calibration
errors can still be reduced. Firstly, by implementing synchronization standards on hardware,
and secondly, by doing online calibration.
Better Hardware While we showed that we can estimate hand-eye calibration even with large
initial time offsets due to unsynchronized clocks, time offsets are typically not constant.
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3.3 Part C: Robotic Formation of Structures using Irregularly Shaped Objects
Hence, time-offset estimation is merely useful to estimate the hand-eye calibration, and
to get an idea how far off clocks can get. To not get drifting time-offsets it is, therefore,
better to synchronize the clocks via hardware interfaces. Even though there are methods to synchronize clocks online, a standardized communication protocol that integrates
clock synchronization would remove the issue of unsynchronized sensor measurements.
Online Calibration In our method, we focused on offline calibration and assumed that the
transformations between the different robotic components are static. This assumption
is true to a great extent for many applications in regulated environments, where there
is no physical interaction taking place. But as soon as the components are exposed to
temperature changes and mechanical impacts transformations might change drastically.
In this regard, there has been recent research focusing on calibration of visual-inertial
systems, but applicable to any calibration problem [119].

3.3 Part C: Robotic Formation of Structures using
Irregularly Shaped Objects
In the last part of this thesis, we have shown a robotic application where we can stack rocks
into vertical balancing towers. We proved that using a heuristic cost function evaluated in short
physics simulations allows to perform real world stone stacks using a robotic arm equipped
with a wrist-mounted RGB-D camera. A vision pipeline proved to be successful in determining
accurate locations of known rock models in table-top scenarios and in in-hand rock pose detections. Our simulation framework provided us with a next best target locations of one of the
identified rocks on the already built stack. By integrating a motion planning library to grasp and
place the rocks, we showed that our system could successfully stack up to four rocks, despite
the greedy nature of our next rock placement strategy.
However, the simulation in this part of the thesis requires to have access to complete rock
models beforehand. We additionally assumed that objects are placed on a flat surface and are
isolated, which makes this pipeline not directly transferable to real-world scenarios:
Working with incomplete models One possible direction to tackle this problem would be
to find matching opposing parts that establish stable connections in the overall structure. Another possible research track, as we do not know what the right solutions to
this problem is, could be to exploit reinforcement learning to create stable formations
while following a given design input. We already showed that grasping motions can be
learned [14].
Online feedback In our application, we used the camera information solely to detect object
locations on the table, once when grasped, and once when the object is placed on the
stack. In addition to the camera, we used a force-torque sensor to detect impacts during
the approach of our rock placements. Hence, a first improvement here could be achieved
by trying different placement strategies. A possible approach could be to try to place the
first available rock and use sensor feedback to identify whether we can find a stable placement on the stack or not. Once in contact local micro-movements could be performed to
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find a stable configuration. If no solution is found the next rock is picked and attempted
to be placed. Such an approach could also work with incomplete object models.
Other design input Instead of forming vertical stacks but any target shape, it would be interesting to see if there is a limited set of object categories that form building blocks. From
such a category one element could be selected to be placed at certain locations within the
building process. Or in a similar fashion, as described above in working with incomplete
models, reinforcement learning could be used to form target shapes, by giving an agent
rewards if objects are place by matching a target shape.
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Models from Multiple Partial Observations
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Abstract
Collecting 3D object datasets involves a large amount of manual work and is time
consuming. Getting complete models of objects either requires a 3D scanner that
covers all the surfaces of an object or one needs to rotate it to completely observe it.
We present a system that incrementally builds a database of objects as a mobile agent
traverses a scene. Our approach requires no prior knowledge of the shapes present
in the scene. Object-like segments are extracted from a global segmentation map,
which is built online using the input of segmented RGB-D images. These segments
are stored in a database, matched among each other, and merged with other previously
observed instances. This allows us to create and improve object models on the fly and
to use these merged models to reconstruct also unobserved parts of the scene. The
database contains each (potentially merged) object model only once, together with a
set of poses where it was observed. We evaluate our pipeline with one public dataset,
and on a newly created Google Tango dataset containing four indoor scenes with some
of the objects appearing multiple times, both within and across scenes.
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1 Introduction
Humans have an excellent understanding of an environment’s structure. Once we observe the
objects in a scene, we efficiently memorize them and can easily recall the complete shape of
these objects regardless of occlusions or only partial observations. We can furthermore apply the
knowledge of repeating objects to immediately recognize them in new scenes, and even hallucinate their full shape despite partial observations. However, modern robotic systems usually lack
a notion of objects and merely work based on their sensor data, e.g., storing scenes as abstract
point clouds. This can be highly inefficient for scene reconstructions, as any structure needs
to be observed from multiple view-points and leads to large map sizes. During the reconstruction process, repetitive structures typically result in ambiguous data associations. Furthermore,
such systems exhibit a lack of scene understanding, creating a need for post-processing steps
that perform object recognition. Contemporary approaches for 3D object recognition require
databases of pre-recorded objects to be able to match these to the scene data. Typically, the
creation of these databases involves significant human labor in terms of either hand-modeled
3D meshes [77] or 3D models obtained via careful manual scanning [115].
In this work, we present an automatic system to incrementally build a database of 3D object
models using depth sensing. Rather than aiming to detect a fixed set of objects in the RGB
images provided by an RGB-D sensor [26, 113, 125], our approach segments the depth image
provided by the sensor based on an edge and convexity map similar to [135, 142]. In subsequent
steps, the initial depth segments are integrated into a TSDF stored in a voxel grid resulting in a
Global Segmentation Map (GSM). From this Global Segmentation Map (GSM), raw segments
are extracted if the corresponding voxels are untouched for a certain time, described using
features, and inserted in an object database as object models. In the database they are matched
to existing object models, which get refined and completed over time. By re-projecting the
merged object models to all locations where the object instances were observed a scene can be
completed. This process is illustrated in Fig. 4.1.
One of the advantages of our approach is that we do not need to pre-define which objects
we want to detect, rather, we automatically detect objects based on a segmented scene reconstruction. This is a prerequisite for building a system that makes scanning objects as simple as
walking through an everyday scene, without the need to place the objects in front of a scanning
setup, e.g. a turn-table. Our method can be used to construct 3D maps consisting of planar
segments, which are geometrically not distinctive, and a set of (potentially incomplete) object
models. Since these maps are constructed incrementally, our approach is directly applicable to
scenarios where a robot (or another type of autonomous agent) needs to interact with the world
on an object level in order to solve its tasks.
This paper makes the following contributions:
• A novel approach to incrementally build a database of objects from one or multiple sessions.
• Object completion capabilities, facilitating TSDF merging of multiple occurrences of the
same object.
• Integration of the proposed automatic object database building with a full scene reconstruction framework.
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2 Related Work
• The release of the Tango RGB-D dataset to serve as benchmarks for comparisons.

2 Related Work
In order to create a database of 3D objects, our approach first segments the input depth data,
constructs a GSM and then inserts all the segments into the database. Newly detected segments are then compared with the object models in the database to determine whether a new
object model is required or an existing model needs to be updated. In the following, we review
literature relevant to the individual stages of our approach.

Figure 4.1: Input depth images, top left, get segmented using a geometrical segmentation (3.1),
the individual depth segments, top right, are integrated into a GSM (3.2), middle right, from
which we can extract raw segments. We put these raw segments in a database of object models
and describe their keypoints (3.3), middle left, and try to match and merge them with other
models built from observations of instances of the same object kind (3.3, 3.3), bottom left. With
these merged object models, we can reconstruct the scene and complete it by combining the
data of all observed object instances, bottom right. Different colors indicate different segments.
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Scene segmentation is a very active research topic in the computer vision community and
often a necessary prerequisite for certain tasks in robotics such as manipulation [70], object detection [56], scene understanding [68], etc. Numerous approaches have been developed in order
to obtain meaningful segments from a scene. These can be extracted from RGB images [60],
RGB-D data [56, 135, 142], image sequences [122], or 3D data such as point clouds [31],
meshes [38, 68], voxel grids [37], or using deep neural networks [56, 60, 122]. However, due to
the requirement for large computational resources, deep neural networks are not applicable on
most hardware constrained robotic systems. Uckermann et al. [142] demonstrated a real-time
capable segmentation method on depth images, based on a surface normal edge map which captures discontinuities of depth measurements, sudden changes of surface normals at object edges,
and performs region growing of surface patches into segments. The same idea was explored by
Tateno et al. [135] to provide a fast segmentation method for depth images. Karpathy et. al [68]
demonstrated an approach that partitions a scene mesh.
Our segmentation approach is similar to that of [141]. We modified the normal estimation
such that instead of just using three points in the vicinity of the midpoint, we use a kernel,
resulting in a smoother normal map. Additionally, instead of using the original edge map, we
consider edges from a depth discontinuity map calculated based on [126].
Often, it is beneficial to fuse multiple segmented frames into a consistent map. Finman et
al. [40] implemented a method that incrementally stores segmented depth data. They use an
incremental variation of the algorithm from [38] to segment new data and a voting algorithm
for recomputing parts of the GSM based on this new data, which ensures global consistency.
In their approach, the GSM relies on a 3D TSDF representation [23]. Tateno et al. [136] use
a TSDF volumetric surface representation for the GSM and a SLAM system to keep track of
the camera poses. Our approach is based on [136]. In contrast to [136], we keep track of the
entire history of segment labels associated to a TSDF voxel and assign that voxel to the segment
with the highest count. This approach increases robustness to noisy per-frame segmentation and
allows us to deal more efficiently with merges of multiple segments into one, or splits of one
segment into multiple ones.
From the GSM, raw segments can be extracted and added to the database of objects. In contrast to some of the object datasets that are generated offline in controlled conditions [115, 126],
the GSM allows us to add segments to the database at any point during a mapping session. Furthermore, if new information is observed, object models can easily be updated and completed
online, without any post-processing required. Dai et al. [24] developed a shape completion
method that predicts and fills in the missing data from the input. First, a fixed-size voxel volume is predicted using a 3D CNN and then a higher resolution model is synthesized based on
an offline shape database. A similar approach was developed by Han et al. [57]. However,
both approaches can only complete shapes that they have been trained for. Our approach does
not require any a-priori knowledge about the objects and, furthermore, does not approximate
objects but rather uses previously observed data to complete unobserved parts. This also means
that objects in the database will not be completed unless the missing data is observed in one of
the sessions on at least one of the object instances.
Learning-based object detection methods usually try to classify patches in images [80, 109],
however, the number of classes such algorithms can detect is restricted by the training data
provided to the algorithm. Alternatively, database-assisted approaches such as [77] rely on a
limited number of pre-defined objects in the database, which are then detected in the scene
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using keypoints and descriptors. In this work, we do not make assumptions on the objects in
the scene. Therefore, once we obtain the raw segments from the GSM, we use keypoints [127,
150] and descriptors [114] to represent those, and then match them to the previously obtained
object models in the database. Our approach is similar to [135], however, instead of global
descriptors we use local descriptors and keypoints, allowing us to match individual parts of the
models. After we obtain the good correspondences from matching, we detect the pose using
RANSAC [41] and ICP, as in [2]. The main difference of our approach to [136] is that we
are able to, by merging individual segments, complete models of objects that we have not seen
before, and therefore do not need to know them beforehand.

3 Method
In this section, we describe how we get from RGB-D images to object models in the database.
First, we use a geometric approach to segment input depth images. In a second step, we employ
a TSDF-based Global Segmentation Map (GSM). The GSM not only fuses depth measurements
into a 3D reconstruction but obtains improved and temporally consistent labels, which ideally
means one label per object instance. Segments which remain unchanged in the GSM for a
certain time are extracted (raw segments) and inserted into an initially empty database. Once
these raw segments are in the database, we call them object models. Afterwards, we match them
to other models in an attempt to combine them into more complete and accurate object models.
Thus, we are trying to match them to either models of other instances of the same object or
partial models of the same instance, created due to the oversegmentation of the GSM. A third
option is to match to object models from separate recordings.

3.1 Depth Segmentation
In order to segment RGB-D images, we use the fact that the objects we want to segment always have a closed shape. Therefore, we apply similar filters as described in [135, 142] to the
depth images. In a first step, we inpaint the depth image to obtain more continuous areas with
valid depth values. This step is optional and its necessity depends on the specifications and
configuration of the RGB-D sensor. In a second step we detect edges that exhibit strong depth
discontinuities. Next, we compute surface normals based on a local pixel neighborhood and use
them to determine the local convexity of each pixel. In a final step, we combine the convexity
map and the depth discontinuity filter to form closed regions and extract contours which we
fill with a label. However, these labels are not consistent across different frames and a nearly
identical region might be assigned a different label in the next frame. The depth measurements
of each region can then be used to obtain a labeled 3D segment. The results of the different
steps are shown on a sample depth image of a Lenovo Tango Phab 2 Pro in Fig. 4.2

3.2 Global Segmentation Map
The goal of the GSM is to merge the frame-wise segmentation into a more accurate and globally
consistent object instance segmentation. To that end, the segments extracted from each depth
image are incrementally integrated into a TSDF-based voxel grid capable of storing and fusing
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Figure 4.2: The output of our depth segmentation for a single frame of the Tango dataset. Top
left: rectified depth image, bottom left: filtered depth image, top center: depth discontinuity
edges, bottom center: convexity map, top right: normal map, bottom right: labeled image.

labels for every voxel. The proposed GSM serves the same purpose and shares some of the
concepts with the surfel-based segmentation map proposed in [135]. Since our proposed system
does not include a camera pose estimation stage, the camera poses for each depth map must be
provided by an external estimation pipeline or ground truth data.
The GSM builds on top of Voxblox [102], a real-time reconstruction framework based on
a volumetric TSDF surface representation. The Voxblox framework has been extended with a
second volume, the label volume, storing the segment label associated with each voxel in the
TSDF grid. At each frame, the set of point clouds representing the 3D shapes of all the identified
segments are fused into the voxel-based representation, with the GSM ensuring consistency
in the segment labels across different frames. The computational complexity of the method
does not depend on the size of the map or the number of merged frames, and the resulting
segmentation and reconstruction of the scene are obtained at interactive rates.
The main difference between our method and [135] lies in the way the label volume is updated at each new segmented input depth map. Instead of storing just one segment label and
one confidence value at each voxel, we store the complete history of all the segment labels that
have ever been merged into this voxel, together with the respective counts. The label with the
highest count is then set to be the main segment label associated with that voxel. At the cost of
additional memory usage, this approach is more robust towards noise in the per-frame segmentation. Correct frame-wise segmentation outputs can contribute to the highest label observation
count in a voxel, independently of whether they have been followed by a number of different
improper ones. This, in contrast, is not possible when approximating all the votes with a single
value as in [135]. Furthermore, our method enables lossless merging of two or more segments
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(a) Erroneous match but good ICP score, TSDF verification required

(b) Correct match with good ICP score

Figure 4.3: The keypoints are matched among two point clouds (green and red), the green
cloud is registered to the red one using RANSAC (blue) and this registration is refined using
ICP (magenta). Green lines indicate the good matches. Both images result in a match with a
good ICP Root Mean Square Error (RMSE). (a) will be rejected by the geometric verification
step described in Section 3.3, whereas (b) is a correct match.

in the map which have been detected to be part of the same object. In the frames leading up
to the segments getting merged, some of them are updated with the labels of the others, until
it is detected that those multiple different labels are actually one. When only one label count
is stored in a voxel as in [135], these updates lead to the lowering of the previously gained
confidence for the merged segments, while our approach allows to recover the total number of
correct votes for each voxel by simply summing up the label counts for the merged segments.
For each 3D segment representing a distinct object in the scene and uniquely identified by a
label, the GSM also implicitly stores its pose in a world frame. A segment is extracted from the
GSM when none of the voxels corresponding to the segment have been updated for a certain
period of time. The TSDF grid of this extracted raw segment is sent to the database together
with the corresponding segment label and its world pose.

3.3 Incremental Object Database
The object models si in the database Ω consist of the following components: a set Ti of poses
Tk 1 for all model observations constituting si , where the first element of the set Ti defines the
base frame of the model si , a TSDF-grid ti retaining the 3D shape of the model, the corresponding surface as a point cloud with normals ci , as well as 3D keypoints ki , and their 3D
feature descriptors di .
Upon insertion into the database, the labeled segments extracted from GSM are not full object
models yet. In this section we first explain how we complete the object model with keypoints
and descriptors followed by the matching and merging of object models.
1

All the transformations with one subscript denote transformations from the world origin to the object model base frame.
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Point Cloud Extraction
In order to merge raw segments extracted from the GSM into complete object models, we need
to match and register these segments. First we use the marching-cubes surface reconstruction
algorithm [83] on the TSDF grid to obtain a point cloud with surface normals, which is required
to extract keypoints and descriptors for matching. We use a RANSAC-based planarity check to
exclude planar segments from merging as they do not provide enough constraints to allow for
meaningful matches, based on their geometry.
Keypoints and Descriptors
From the remaining segments, we extract keypoints and describe their neighborhood in the point
cloud using descriptors. We use a combination of Intrinsic Shape Signatures (ISS) [150] and
Harris3D [127] keypoints. The two types of keypoint detectors complement each other well
for our application. The ISS detector is very efficient at the cost of reduced repeatability [139],
therefore, we used it to extract a larger number of keypoints even in smoother areas, whereas
Harris3D was tuned to provide fewer but more repeatable keypoints.
To describe the resulting keypoints, we use Fast Point Feature Histograms (FPFH) descriptors [114], a very efficient but low-dimensional descriptor that is based on the surface normals
in a spherical neighborhood of radius r. While the efficiency of FPFH allows fast matching to
a large number of object model candidates, it requires strong geometric consistency checks to
compensate for the limited expressiveness.
Matching and Registration
After obtaining an object model as defined at the beginning of this section, we want to find
database entries that match this newly created object model. In contrast to other state-of-the-art
approaches [86, 115], we do not assume any prior information about the environment, local
relation between several segments, their semantics, or rely on any prior object models. However, it is possible to incorporate prior knowledge (e.g. semantic segmentation) to support the
matching process and improve speed and accuracy.
We apply a three-step registration process that allows for global registration of two point
clouds based on their geometry. First, we conduct an efficient nearest neighbor search in descriptor space using a kd-tree to obtain matching 3D descriptors. For every keypoint we select
the best kN N matches with a descriptor similarity score above tsim .
Secondly, we use RANSAC to find a geometrically consistent set of inlier matches as well
coarse between models s and s . If no consistent set of feature
as the initial transformation Ti,j
i
j
matches is found, the candidate is rejected.
In the refinement step, Point-to-Plane ICP is applied to the coarsely registered models, yieldf ine
ing an improved registration transformation Ti,j
. We apply a threshold e∗ICP to the RMSE
of ICP to reject unsuccessful registrations. The final transformation between the models si and
sj is then obtained as follows:
f ine coarse
Ti,j = Ti,j
Ti,j
.
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(a) Match rejected by model to model verification:
The surfaces are registered upside down, thus the
ICP score is good, but the TSDF values have opposite signs.

(c) Match accepted by model to model verification.

(b) Model to model verification failed to reject
match between a chair and a fire extinguisher. Model
to scene verification required.

(d) Model to scene verification. Correctly rejects erroneous match of (b) and accepts match of (c).

Figure 4.4: Geometric verification of object models. The evaluated models are represented by
the cyan and magenta point clouds. The TSDF errors between the two voxel grids of the models
are visualized as one point per overlapping voxel, colored green to red, where red represents a
high error.
Fig. 4.3 shows two examples of the descriptor matching and the intermediate states of the model
registration process.
Merging and Verification
After obtaining a registration for an object model candidate, we verify the match using a twostage geometric consistency check, only if it succeeds, we merge model si into model sj . We
perform these verification steps based on the models’ TSDF grids ti and tj . First, we transform
the TSDF grid ti of model si into the TSDF grid tj of model sj using trilinear interpolation
t0i = Ξ(Tj,i · ti ) .

(4.2)

The first model to model verification step is performed by counting the overlapping voxels
(oT SDF ) and calculating the RMSE of all voxel pairs (eT SDF ) of the aligned voxel grids. We
enforce a maximum RMSE (e∗T SDF ) and a minimum overlap (o∗T SDF ) between t0i and tj :
q
e∗T SDF > (tj − t0i )2 ,
(4.3)
o∗T SDF < tj ∩ t0i

.

(4.4)
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If the match is accepted, the aligned grids are merged by taking the weighted average of each
voxel pair:
t̂j = tj ⊕ t0i .
(4.5)
In a final model to scene verification step, the merged TSDF grid t̂j , is transformed into all
observed locations in the GSM and their geometric consistency with the scene TSDF tscene is
verified based on the same metrics as above. Both verification steps are depicted in Fig. 4.4.
The whole process of inserting a new segment into the database is furthermore outlined in
Algorithm 1.
Algorithm 1 Incremental 3D object database
1: procedure match_and_register()
coarse ←matching_and_RANSAC(k , d , k , d )
2:
Ti,j
i
j
j
j
coarse c )
3:
Ti,j , eICP ←ICP(cj , Ti,j
i
4: end procedure
5: procedure insert_segment_in_database(si )
6:
candidates ← ∅
7:
while sj ←load_next_segment(Ω) do
8:
Ti,j , eICP ←match_and_register(si , sj )
9:
if eICP > e∗
ICP then
10:
skip sj
11:
end if
12:
t0i ← Ξ(Tj,i · ti )
13:
eT SDF , oT SDF ←geom_consistency(t0i , tj )
∗
14:
if eT SDF > e∗
T SDF ∨ oT SDF < oT SDF then
15:
skip sj
16:
end if
17:
t̂j ← tj ⊕ t0i
18:
for all Tk ∈ Ti ∪ Tj do
19:
t̂0j ← Ξ(Tk · t̂j )
20:
eT SDF , oT SDF ←geom_consistency(t̂0j , tscene )
∗
21:
if eT SDF > e∗
T SDF ∨ oT SDF < oT SDF then
22:
skip sj
23:
end if
24:
end for
25:
ŝj ←compute_object_model(t̂j )
26:
candidates ← (ŝj , eT SDF )
27:
end while
28:
ŝ ←get_lowest_rmse(candidates)
29:
Ω ←insert(ŝ)
30: end procedure

4 Experiments
To evaluate our system, we perform experiments on sequence 66 of the SceneNN dataset [65],
where multiple identical objects are present, shown in Fig. 4.5, and on four indoor datasets
collected with a Tango phone, and released with this paper2 , see Fig. 4.6.
The indoor datasets were recorded with a Lenovo Phab 2 Pro, which is equipped with the
Google Tango sensor suite, i.e., an RGB-D sensor and a grayscale fisheye camera for motion
2

The datasets are available at https://projects.asl.ethz.ch/datasets/.
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Figure 4.5: top: The output of GSM on the SceneNN [65], scene 066. Different colors indicate
different segments. bottom: Ground truth segmentation reported by the authors of the dataset.

tracking. The Google Tango system provides accurate camera pose estimates using a keyframebased visual inertial SLAM algorithm, including post-processing with loop closure detection
and full bundle-adjustment. The datasets were recorded in a lounge area, with different arrangements of objects, i.e., 17 objects from 11 different object categories (cow (1), round chair (3),
cube chair (1), fire extinguisher (3), gas cylinder (2), helmet (2), round table (1), square table (1), large box (1), small container (1), floor (1)).
Firstly, we show the segmented reconstruction output of the GSM. Secondly, we evaluate
the benefits of an incremental object database with its merging capabilities. Finally, we demonstrate the system for single- and multi-session scene completion. We report the most relevant
parameters of the system in Table 4.1.
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Figure 4.6: Labeled surface mesh of the GSM for the three large Google Tango dataset scenes.
Every scene contains eleven distinguishable objects, some of which appear multiple times, e.g.
the round chair.
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Harris3D

ISS

FPFH

Matching

Merging

rH = 3 cm
min = 10
kN
N
tcurv = 0.07
tresp = 10−6

rb = 2 cm
rs = 6 cm
rnm = 8 cm
min = 5
kN
N

r = 10 cm

tsim = 0.4
kN N = 5
e∗ICP = 2 cm

e∗T SDF = 2 cm
o∗T SDF = 104

Table 4.1: Parameters of ISS/Harris3D keypoint detectors, FPFH descriptor, Kd-tree Matching,
and TSDF merging.

4.1 Depth Segmentation and GSM
The depth segmentation of a single depth image on the Tango dataset is shown in Fig. 4.2. After
the integration of multiple segmented frames into the GSM, we obtain the initial segmented
scene, depicted in Fig. 4.6. In this scene, multiple instances of the same object can be observed,
e.g., multiple chairs of the same kind. From the GSM output, it is visible that some objects
are segmented into multiple parts, showing the need to merge segments and observation of
repetitive objects. Similarly, the SceneNN dataset contains multiple instances of one chair and,
hence, akin observations can be made on the GSM output, shown in Fig. 4.5.
The implementation of depth segmentation is currently the bottleneck of the GSM pipeline
in terms of processing speed, able to process VGA resolution depth maps at only ∼ 3 Hz. The
GSM can integrate segmented depth maps at VGA resolution at ∼ 8 Hz. Hence, for real-time
performance, VGA depth maps need to be down-sampled. The Tango devices, on the other
hand, provide depth maps at a lower resolution (224x172 px) at 5 Hz and can be processed in
real-time.

4.2 Incremental Object Database
The main goal of our incremental object database is to improve the quality and completeness of
our object models by merging the knowledge of multiple observed object instances. We show
this and the reduction of raw segments, extracted from the GSM, by matching and merging
them to object models previously inserted into the database if the verification steps indicate
equal object instances, in Fig. 4.7.
From an initial set of 330 raw segments, recorded over three sessions, we recognize 48 raw
mergeable segments that are reduced to 27 database object models. Six of these objects consist
of two or more merged segments.
In Table 4.2, we report the computational times of the individual steps of the database from
point cloud extraction from TSDF grids up to the verification steps among segments and to the
scene, computed on a Intel Xeon CPU @ 2.80 GHz (8 cores) running in a single thread. On
average we spend 32.0 ms on extracting the point cloud, 95.4 ms on keypoint extraction and
107.3 ms on computing descriptors for a single segment. The timings show that the most time
consuming step is the object model matching, more specifically the ICP refinement step. Please
note that the timings reported for matching, merging and verification are highly dependent on
the dataset and the resulting database.
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Figure 4.7: Extracted GSM raw segments from three Google Tango recordings of a scene that
contained eleven distinguishable objects, with one or more instances of each object. From
originally 330 raw segments, 48 mergeable (non-planar) raw segments remained (top). They
are processed by the database and combined into 27 object models, of which 8 (bottom) are
the result of merging several raw segments: cow (3), round chair (10), fire-extinguisher (4), gas
cylinder (4), box(2), cube chair (2). The algorithm produces only a single erroneously merged
object model (2nd object bottom row).
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Table 4.2: Computation times for processing the large three scenes of the Tango dataset: Point
cloud extraction (P, 3.3) from the TSDF grid, the Keypoint extraction (K, 3.3), the Descriptor
computation (D, 3.3), the Matching & Registration (MR, 3.3), the Merging & model to model
Verification (MV, 3.3), and model to Scene Verification (SV, 3.3).
Time [s]

P

K

D

MR

MV

SV

Σ

11.9

22.4

24.4

1267.6

21.6

24.7

1372.6

4.3 Single- & Multi-Session Scene Completion
Finally, we demonstrate the performance of our system in completing scenes by using detected
merged instances of objects in single- and multi-session applications. The difference between
these applications is that in the first case, our system starts with an empty database, while
the second setup operates with an existing database (from the previous sessions, which gets
extended). In Fig. 4.8, we depict two scenes in which multiple object models were detected
and inserted, one from the SceneNN66 and one from the Tango dataset. During inclusion, only
models that align well with the TSDF grid of the scene are included. Note, how the object model
inclusion succeeds to accurately align with the partial views in the scene (blue) and manages to
fill gaps of unobserved parts (red).

4.4 Limitations
We have shown that our system can perform well on different datasets, however some challenges
still remain:
• Planar structures and geometrically uninteresting objects, such as cylinders and cubes
are not descriptive enough when partially observed and are, therefore, very hard to merge.
Thus, we exclude planar objects from matching. One potential solution to this problem
could be to include the visual appearance into the description.
• Objects with thin surfaces are very hard to represent by a TSDF because of the truncation
distance. This is an inherent problem of the representation and can be avoided by using
a different one, such as point clouds, meshes, etc.
• In the segmentation step, we make that assumption that object can be represented with
convex regions, although this is not always the case. In order to deal with non-convex
shapes, different segmentation techniques could be applied.
• For some object models, descriptors and keypoints were not descriptive enough, failing
to properly match even if the same instance of the object in the scene was observed. An
alternative would be to use more descriptive features, such as global descriptors, TSDFbased descriptors or learning based descriptors.
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Figure 4.8: Inserting the completed object model instances into the reconstructions results in
a more complete and accurate model of the scenes. The images show distances of the points
from the completed reconstruction to the points on the originally observed scene (red: high to
green: low). The original reconstructions are shown at the top of Fig. 4.5 and the bottom scene
of Fig. 4.6.

5 Conclusion and Future Work
In this work, we have presented a novel database system for incremental 3D object model generation. The presented method is capable of automatically discovering new object models and updating, improving, and completing existing models with new observations. We showed that the
knowledge of merged object models can be used to complete scenes and, hence, improve scene
reconstructions. No prior information about the objects is required for the entire database generation and updating, facilitating a completely unsupervised object detection scheme. Finally, we
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evaluated our methodology on one publicly available and on four newly created RGB-D object
datasets. The latter are released with this publication.
The presented object database expedite several emerging applications. In robotic navigation,
for instance, object based SLAM approaches can make use of this system without prior knowledge or strong assumptions about the objects present in the mapped environment. This gives
rise to broader applicability of such mapping systems. Furthermore, the segment matching and
registration procedures within such a mapping system may be simultaneously used for detection of loop closures. In future work, we wish to incorporate semantic information to the object
models, for a faster matching procedure. We furthermore believe that systems based on other
depth sensing modalities, e.g., laser range finders, can benefit from the proposed object database
framework in an equal fashion as RGB-D.
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Abstract
The capabilities of discovering new knowledge and updating the previously acquired
one are crucial for deploying autonomous robots in unknown and changing environments. Spatial and objectness concepts are on the basis of several robotic functionalities and are part of the intuitive understanding of the physical world for us humans.
In this paper, we propose a method, we call Modelify, to incrementally map the environment at the level of objects in a consistent manner. We follow an unsupervised
approach, where no prior knowledge of the environment is required. The approach
works on an RGB-D camera stream, where object like segments are extracted and
stored in an incremental database. Segment description and matching is performed
by exploiting 2D and 3D information, allowing to build a graph of all segments. Finally, a matching score guides a Markov clustering algorithm to merge segments, thus
completing object representations. Our approach allows to get single instances of repeating objects, objects that were observed from different viewpoints, and objects that
were observed in previous mapping missions. Thanks to our matching and merging
strategies this also works with only partially overlapping segments. We perform evaluations on indoor and outdoor datasets recorded with different RGB-D sensors and
show the benefit of using a clustering method to form merge candidates and keypoints
detected in both 2D and 3D. Our new method shows better results than previous approaches, while being significantly faster. A newly recorded dataset and the source
code are released with this publication.
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Figure 5.1: Our system is able to build object model database incrementally from RGB-D
sensor streams. Here, we illustrate how the approach generates 3D models of household objects
from distribution box scans. As we match and merge new segments with models already in the
database, we improve the models over time and can even complete unobserved parts of scenes.
Highlighted in the first two rows is a repeating object in the same session, which is merged in the
database (2nd column) and can be used to complete the reconstructed scene (3rd column). From
top to bottom, more segments are added to the database, while repeating objects get merged.
Columns 3-6 show scene completions of the different times with the objects available at these
time instances. The last row is a scene with the isolated object. Using such scenes that contain
entire objects, the box scenes can be completed even more, best visible in the bottom row. Red
color indicates parts of the objects that are completed using information from the other sessions.

1 Introduction
When the first robots appeared in industrial production lines, they have been considered as tools
capable of performing only one specific task in an isolated environment. Because of the very
strict requirements on accuracy, precision and robustness, it has been very hard to claim safety
and performance outside of these constrained conditions. However, recent advances in robotics
are slowly changing the perspective and robots are gradually shifting towards solving more
general tasks in less structured environments [11, 106].
Nevertheless, current systems are still not able to fully autonomously operate in real-world
environments [22, 75]. Among the main challenges that still remain are general (unknown)
environment understanding, robust mapping, and robot-environment interaction. Even though
recent advances in certain areas such as instance segmentation, object detection, or localization,
which solve parts of these challenges, perform very well for specific tasks, a system that is
robust enough to operate in the real-world is still unseen.
In a scenario where a robot has to interact with the environment, these challenges become
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even more obvious. Such a task requires a robot not just to plan paths around objects but also
to get close to them and, eventually, move certain objects by either pushing or grasping and
placing them. For humans, identifying objects based on geometry and appearance is simple, as
we typically have a very good notion of what constitutes an object, whereas, for robots we either
need to learn or define such properties. In a general scenario, a robot does not know about the
objects in the environment and, therefore, has no prior knowledge to what it might encounter.
Furthermore, the robot needs to figure out which parts of the environment are relevant and it
needs to be able to segment single objects such that it can interact with them. If the environment
changes, either caused by the robot itself or another agent, the robot should still be able to
localize and manipulate the objects. Because of these reasons, it is beneficial to have a map
representation where parts of the environment which do not change over time with respect to
each other (i.e., move jointly) are grouped together and form object-like structures. In addition
to this, if such a part is observed multiple times, either through multiple missions or repeating
instances, this information should be used to infer unobserved parts of the environment.
This paper presents a system to address some of the aforementioned challenges. Specifically,
without any prior knowledge, we maintain a 3D reconstruction of the environment, which is
composed of object models stored in an incrementally generated database. Multiple instances
or observations of an object are associated, fused and finally used to complete the 3D models
online. In addition to geometry, our approach also provides an estimate of free-space, which is
crucial for planning robot motions. In contrast to other approaches, we can do this without any
domain knowledge in a completely unsupervised manner.
This paper builds upon our previous work [49], with the following new contributions:
• a novel merging strategy based on TSDF RMSE and Markov clustering,
• object matching and merging based on both 2D and 3D keypoints and descriptors,
• a time-synced and calibrated inertial RGB-D dataset with optimized poses,
• evaluations of the system on multiple datasets,
• source code of the system.

2 Related Work
Our system for incrementally creating 3D object models from RGB-D input data can be separated into three main components: segmentation and mapping; object description, matching
and merging; and object clustering. We start by showing the image, depth, and scene segmentation literature, with a focus on instance segmentation, and how such techniques can be used
to perform mapping on an object level. Then, we present the most relevant keypoint extraction,
description and matching techniques, both in 2D and 3D to find, align, and merge corresponding
object segments. Finally, we discuss clustering methods that can be applied to determine which
object segments should belong together, and show the most relevant systems that are similar to
ours.
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2.1 Segmentation and Mapping
Image based segmentation is a well studied problem with a large number of works focusing on
instance segmentation in RGB images. Traditional approaches try to group pixels with similar properties into superpixels and use optimization methods to refine their boundaries [143].
More recent, state-of-the-art methods use neural networks to predict object instances in images [13, 17, 60, 66]. These mostly focus on finding instances of countable things, while leaving uncountable stuff unlabeled. To addressed this issue a panoptic segmentation approach has
been proposed by [71]. In addition to the RGB, there are also approaches that take advantage
of the additional information provided by the depth channel of an RGB-D camera. Methods
by [142] and [135] segment regions in depth images based on surface normals and depth discontinuities, and [56] combines both RGB and depth image segmentation. Since robotic systems
typically provide streams of images, the segmentation predictions can also be made on image
sequences [122].
In contrast to RGB and depth images, [32] proposed a method that first reconstructs the
scene and then segments the object instances from the map. Furthermore, methods have been
shown that segment the objects in the scene by tracking changes over time, either in live camera
streams [18], or in post processing [37]. Surveys presenting methods for segmenting object
instances in point clouds and meshes are provided by [96] and [121].
To obtain information about the segments in the map, i.e. to recognize to which object they
belong, segments can be matched to a database of known 3D models [115, 136]. Alternatively,
a mapping framework (such as the one by [147]) can be used in combination with neural networks that provide per-frame predictions from a bounding-box object detector [92, 134, 149]
or semantic information together with the instance-segmentation [53, 64, 88, 112]. Because all
of these approaches require prior knowledge about the objects to detect, either in the form of
their corresponding 3D models or as extensive amounts of training samples, their applicability
to unknown real-world environments is limited.
Our approach builds upon our previous work [49], where we use a depth segmentation
method, inspired by [142], and integrated the obtained segments into a TSDF volumetric map,
similar to [136]. In contrast to our previous work, this approach uses a modified convexity
measure in the segmentation.

2.2 Segment Matching and Merging
To complete the object models, a matching and merging step is required. Traditional approaches
use distinctive points, either in 2D, based on image gradients [84], or in 3D, using surface
normal gradients [127, 150]. Descriptors are computed using their local neighbourhood [114,
138]. A review of methods that use local photometric features in 2D images was presented
by [89], and in 3D by [55]. Recently, self-supervised methods [27] have shown very promising
results for feature prediction and description.
After obtaining and describing the features for each segment, matching is performed. This
can be done by using a kd-tree structure of the descriptor space [91], or by clustering descriptors in the descriptor space and using these clusters as higher-level features [129]. Among
other approaches, one can use large scale global matching, as presented by [79]. From a set
of corresponding descriptors, an alignment between the segments can be obtained using sam-
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pling based methods RANSAC [41], least-squares fitting on the two 3D point clouds [7], or
with optimization-based global registration [151]. These initial transformation estimations can
be refined using ICP [2, 10] approaches. Recent work by [8] used learning methods to find
alignments of CAD models to reconstructed scenes.
In contrast to traditional approaches that perform feature matching and registration, recent
learning-based methods can detect objects in 2D images [59, 78], RGB-D frames [107, 120] or
in 3D point clouds [123, 152]. We want to be independent of any prior environment and object
knowledge, therefore, we rely on traditional methods for feature extraction and registration.
Previously [49], we used 3D keypoint detectors and descriptors to obtain features in point
clouds. Then the Fast Library for Approximate Nearest Neighbors (FLANN) [91], RANSAC,
and a final ICP step, were used to obtain feature matches, and the alignment of the segments.
Our current approach, in addition to 3D features, also uses 2D features obtained from RGB
images. We use the depth information to project 2D features into 3D, and integrate them into a
volumetric 3D feature map based on Voxblox [102], similar to our segmentation map. Finally, a
matching step is performed for both 2D and 3D features and the transformation which provides
the better merging measure is retained.

2.3 Clustering
Our goal is to create object models from an unknown number of geometric segments, extracted from a segmentation map. A naive approach is to try all combinations of matching
segments [49]. A more scalable way is to merge only certain disjoint sets of segments. This
can for instance be achieved by forming clusters in a graph with pairwise segment matching
scores as edge weights. Clustering methods, where the number of clusters does not have to be
specified, are shown by [28] and [42]. Affinity propagation [42] works by computing similarities among all segments (vertices) in a graph. Markov Clustering [28] and Repeated Random
Walks [85] on the other hand, try to separate clusters at locations where there are only few or
week connections. Here, we have selected Markov Clustering to be integrated in our system.

2.4 Systems
Systems like [33, 93, 136] can map the environment on an object level using known objects
from a database. However, these approaches cannot update the existing models with new observations. The closest works compared to ours are the ones that extract 3D object models in
changing environments. In this regard, change detection has been applied on a frame to map
basis using RGB-D data [62] or a scene to scene comparison, by comparing TSDF grids [37] of
different recordings and by extracting point clusters, as in Meta-rooms [4, 5]. To the best of our
knowledge, no prior work (except for our previous approach [49]) has demonstrated the ability
to incrementally extract and update object models.

3 Method
In our method, we tackle the problem of building segmented 3D maps of the environment and
simultaneously constructing 3D models of the objects present in the scene. We first integrate
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Figure 5.2: The Modelify pipeline. Depth images are used to segment the current frame into
geometric segments which are integrated into a segmentation map. 2D features are extracted
from the RGB images and integrated with the depth information into a feature map. Single segments from the segmentation map are described and matched to previously observed segments.
With the score from the verification steps as edge weights and the segments as nodes, we create
a graph and a clustering algorithm is used to propose merge candidates which undergo another
scene verification step.

segments extracted from RGB-D sensor data into a volumetric map of the scene that contains
the geometry and a label per segment. Once these segments are no longer in the current camera
frustum, we insert them into a database. We store the TSDF grids representing the segments,
together with keypoints and descriptors, and their poses in the map. Keypoints and descriptors
are obtained from 2D (RGB images), and 3D data (extracted geometry from the segmentation
map). In the database, we try to match and align these new segments with segments inserted
previously. If we get a successful pairwise match, we perform an evaluation step where we
check if the updated, fused object model fits the scene geometry at the pose of each observed
object instance. Based on these scene evaluations, we compute a matching score and use a
graph based clustering approach to allow merging of multiple segments (see Fig. 5.2).
Every new run of our pipeline is considered a new session and during each session a local map
is created. This map, together with the geometric object segments, is stored in the database. The
map is required to evaluate merge candidates at all occurrences in all the scenes where individual
segments, that constitute the merge candidate, appear.

3.1 Segmentation
The depth segmentation approach we use does not require any prior knowledge about the scene
and it uses geometric properties of physical objects to segment input depth images. The method
is based on depth discontinuity and local convexity measures that are combined to obtain closed
sets of points which geometrically belong together and form geometric segments.
The convexity measure, in contrast to our previous approach, is obtained by taking the minimum value of all convexities in a given kernel of size N by N :
Φ(u) =

min
i,j∈[1,N ]
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{Φi,j (u)} ,

(5.1)
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Figure 5.3: The steps of the depth segmentation illustrated on the tango dataset. Top row, left
to right: raw depth image, RGB image, normal map. Bottom row left to right: discontinuity
map, convexity map, output segmented depth image.
where u is the kernel anchor (center point of the kernel) pixel location in the image and Φi,j (u)
is the convexity of u using the (i, j) coordinate of the kernel, and is equal to

1,



1,
Φi,j (u) =
1,



0,

if (vi,j − v) · nproj > tmask
else if nplane · nproj > tproj
proj > t
else if nproj
i,j · n
otherwise.

(5.2)

The point locations in 3D, v and vi,j at pixel locations u and ui,j respectively, are used to
calculate the normal of the plane that goes through these points and that contains the z axis:
nplane =

z × (vi,j − v)
|z × (vi,j − v)|

(5.3)

The normalized plane normal nplane and the normal n at pixel location u are then used to
obtain the normal projected into previously defined plane:
nproj =

n − (n · nplane ) · nplane
n − (n · nplane ) · nplane

(5.4)

With the projected normals nproj and nproj
i,j at locations u and ui,j , and specified thresholds
tmask , tproj , and t, we can obtain the convexity measure for a specific kernel location Φi,j (u).

53

Paper II: Incremental Object Database
Once the convexity measure is calculated at all kernel locations, the minimum is taken as the
final convexity for location u, Φ(u).
If the threshold tmask is set to 0, the first condition in Eq. 5.2 defines the convex regions as
the ones where the vector from the anchor to the current kernel point is oriented in the same
direction as the projected normal at the anchor point, i.e. the dot product is larger than 0. By
modifying the threshold tmask , we can adjust the number of points that are considered to be
in a convex neighborhood. For example, even vectors that do not point in the same direction
can be considered convex if we set the threshold tmask < 0. The second condition in Eq. 5.2
discards directions for which the point normal n is almost perpendicular to the normal of the
projection plane nplane , since such convexity measurements are unreliable, i.e. a small change
in the normal direction drastically changes the projection. The last condition in Eq. 5.2 provides
a measure of convexity for the remaining points and t specifies a threshold above which the
points will be considered convex.
The main differences to our our previous approach are twofold. Firstly, we are using normals
projected into planes defined by the anchor point, the point at the current kernel position and
the z axis, instead of actual 3D normals. And secondly, we have added an additional filtering
condition, i.e., the second condition in Eq. 5.2, which rejects directions where the convexity
measure might be unreliable. The resulting segmentation using the new convexity measure can
be observed in Fig. 5.3.
Even though we use a geometric segmentation approach, our system is flexible and any other
segmentation that provides a set of segments (as point clouds) can be used. Furthermore, even a
pre-trained network for semantic instance segmentation, as we have shown in [53], can be used
to obtain semantically meaningful segments.

3.2 Segmentation and Feature Map
The segments from the previous step are integrated into a volumetric map based on TSDFs.
As described in detail in our previous work [49, 53], we assign each segment that we integrate
a label which is consistent with the labels in the map. For each voxel in the map we keep the
history of labels that appeared at that location with the corresponding frequency of observations.
This results in a segmentation map, of which an example is shown in Fig. 5.4b. When a segment
gets extracted, the label that has the most observations is assigned to it.
Along with the segmentation map, we build a feature map where we integrate 2D features,
extracted from RGB images, at their 3D location in a map, Fig. 5.4a. 2D features represent
salient points in RGB image whose 3D location is obtained from the registered depth image
and the current camera pose. We use a volumetric representation for our scene creation that is
based on Voxblox [102]. The volume is split up into blocks that contain multiple voxels that
can be addressed using unique hashes [98]. In addition to the voxel blocks, we created a new
block type that only contains features. Therefore, inserting new features into the feature map
is very efficient as it requires only a single lookup in the hash map to obtain the proper block
index. Each feature block contains a vector of all the features that were observed in this volume.
Whereas, each feature represents the keypoint’s location in 3D, its response, and its descriptor.
Additionally, before inserting any new feature, an online brute force matching to all the features
already contained in the block is performed. If the new feature is too similar to any of the
features already in the block, it is discarded. The feature map is compatible with any type of 2D
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(a) Feature Map, green blocks contain more features.

(b) Segmentation Map, colors indicate segments.

Figure 5.4: The feature and segmentation maps of a single car scene, (a) and (b) are observed
from the same view-point.
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features. In our experiments we use SIFT [84] because it provides very descriptive features and
we can afford to compute it since the bottleneck of our pipeline is depth segmentation, which
runs at approximately 3Hz.
Since the underlying structure of the blocks in the segmentation and the feature map is the
same, the same hashing function can be used to access the same locations in space. Therefore,
once we extract a segment, the same volume in space is extracted from both maps. This volume
contains a TSDF grid, a segment label, and a grid with feature blocks containing 2D features in
3D which is then transferred to the incremental database, Fig. 5.2. The features in each block
are sorted by their keypoint response and the maximum number of extracted features per block
is specified as a parameter.

3.3 Incremental Object Database
Once a segment from the segmentation map is received by the database, the first step is to
check if it is planar. Then we find keypoints and compute descriptors. If we fail to find 2D and
3D keypoints, we mark the segment as unmergeable, as we are unable to match it with other
segments. Before we insert the described segment into the database, we match it with all the
segments that are already in the database to find matching segments. Afterwards, we evaluate
all the matching segments and perform a graph-based Markov clustering to obtain candidate
merges. This merge candidates are reprojected at each observed location of the segments present
in the cluster and checked for consistency in all the scenes. We accept merges that are consistent
with the scene at all their occurrences.
Segment Description
As described in Section 3.2, segments received by the database contain two grids, a TSDF and
a feature grid. We extract a mesh from the TSDF volume using the Marching Cubes algorithm [83]. Afterwards, we convert the mesh vertices to a pointcloud with vertex normals and
remove duplicate points. We use RANSAC-based plane fitting to check if the segment is planar.
We allow to merge planar segments in the database only with a disabled ICP step to avoid unconstrained alignments. During registration of planar segments (using ICP with point-to-plane
error metric) there are infinitely many solutions with an optimal error, i.e. any transformation
for which surfaces just slide along the plane results in the same (or a similar) error. We compute
the cloud resolution to scale the parameters of the used Harris [127] and ISS [150] 3D keypoint
detectors. Finally, FPFH [114] descriptors are computed for the detected 3D keypoints.
From the feature layer we extract the 2D features, as 3D points. Since these points are no
longer on the surface of the segment, due to TSDF averaging and pose inaccuracies, for each
2D feature we find the nearest neighbor (within a distance threshold) in the segment pointcloud
and insert it into a keypoint cloud of the 2D keypoints. Each of these points in the keypoint
cloud also has an accompanying 2D descriptor and keypoint response. Once all the 2D features
are assigned to a point in the segment point cloud, we perform a non-max suppression step, to
only keep a certain amount of keypoints, the ones with the highest keypoint response, within a
certain radius. This way, we reduce and bound the total amount of 2D keypoints and only keep
the best ones. We depict one segment with the associated 2D and 3D keypoints in Fig. 5.5.
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Figure 5.5: A textured car model with 2D keypoints in red and 3D keypoints in yellow. The
right half of the car is colored by vertex normals.
Matching and Merging
In the matching step, we first find initial 2D and 3D feature correspondences, using FLANN,
by [91], for the 3D features, and brute force matching with L2 norm for the 2D features, illustrated in Fig. 5.6. Then we perform a RANSAC step to find initial alignments for both the 2D
and 3D feature matches, and refine these alignments using a point-to-plane ICP step [19].
To generate instances of these merge candidates, we align the segments with the estimated
transformations, from the RANSAC and ICP steps, with both 2D and 3D alignments, shown in
Fig. 5.7a. We use trilinear interpolation to align the TSDF grid of the transformed segment. By
comparing the TSDF values of the overlapping voxels from the two aligned segments, we can
compute a RMSE denoted as the segment-segment score
1 X q
eT SDF =
(tj,k − t0i,k )2 ,
(5.5)
|O| ∀k∈O
where tj and t0i , are the TSDF grids of segment j and segment i aligned to the j segment, and
O is the set of indices of the overlapping voxels. An example of a TSDF value comparison is
depicted in Fig. 5.7b. In addition to this average error value eT SDF , we noticed that properly
matching segments have a large portion of the overlapping voxels at low errors, but sometimes
suffer from larger errors at the boundaries of the segments. This often resulted in an average
error that was higher than the one of not matching segments that just happened to be nicely
aligned in the ICP step. Hence, we bin the error values of the segment-segment evaluation into
a histogram H, with equally sized bins. The values of bins hi are the counts of values in the
bin range
(
X 1 if eT SDF,k ∈ [i · hw , (i + 1) · hw ) ,
hi =
(5.6)
0 otherwise,
k∈O
where hw is the bin width. In our approach it is sufficient to ensure that the first bin captures a
higher portion of the error values than a threshold t1st bin . If both 2D and 3D alignment proposal
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(a) Matched 3D keypoints.

(b) Matched 2D keypoints.

Figure 5.6: Matching two car segments using FLANN and FPFH (a) and SIFT (b) descriptors
of Harris3D (a) and SIFT (b) keypoints (yellow), with discarded matches (red) and accepted
matches (blue).
pass these verification steps, we discard the proposal with the higher segment-segment score
eT SDF .
As an additional step, we check if the resulting object model from merging segments conforms with the reconstructed scene(s) by reprojecting the model to all the locations where the
single segments were observed. This check again gives us an RMSE, which we denote as
object-scene score ss . This value is then used to compute a matching score for the clustering
step.
Clustering
In this step, we obtain clusters based on the previously computed matching scores. We do this
by forming a graph, where each node represents a geometric segment. Edges are inserted into
the graph if matching, merging, and evaluations among two segments were successful. For the
edge weight w we use the scene evaluation score in a normalized form

2
1
− l·s
s
,

w = 1.0 − e

(5.7)

where l is a parameter that indicates the width of the function and can be set based on the
object-scene RMSE threshold. We chose to use Markov clustering [28] to form clusters for
two reasons, it allows to form an unknown number of clusters in a graph and it allows to have
sparse graphs and ensures that no vertices are connected that do not have an actual connection.
An example outcome of our clustering is shown in Fig. 5.9. Each cluster, a merge proposal, is
merged and again verified in the scene. If a scene verification fails, we remove all edges between
the newest segment in the graph and the failing cluster vertices. In order to not duplicate checks,
we do scene evaluations only for clusters with at least 3 segments (as we already did the scene
verification for segment pairs) and we keep a list of already performed scene evaluations. We
redo an already existing scene evaluation only if it contains the latest segment.
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(a) Aligned segments.

(b) TSDF error.

Figure 5.7: The two matched segments from Fig. 5.6 are aligned using ICP (a) and result in a
per voxel TSDF error in (b), where green indicates a low error and red a large error.
End-of-Session Merging
With the advantage that the clustering approach gives us clusters, as segments change in the
scene, it has the drawback that sometimes it also separates segments belonging to one object
in multiple clusters. To overcome this limitation, we can perform a final merging step after a
session is terminated, among all the clusters (including clusters of size 1).
The end-of-session merging is an iterative process that first tries to find merges between all
single unmerged segments. Then all the merged segments are matched against each other. This
step is followed by an iteration where all single unmerged segments are matched to the merged
ones. Finally, another iteration of matching between merged segments is performed. If there
are any matches that pass the same conditions as explained before, they are merged and added
to the database. In contrast to the clustering based merging strategy where we only match
segment pairs, the end-of-session merging can perform matching and merging between merged
segments. This has the advantage to work with more complete data and can merge segments
that otherwise would not match.

4 Results
For the evaluations, we use a set of publicly available datasets, released in previous publications, in addition to a newly recorded dataset with a custom RGB-D-I sensor. We show both
quantitative and qualitative results for map creation and segment merging.As to the best of our
knowledge, there is no other system that merges object instances and uses them to complete
scenes. Hence, we only compare with our previous method, both in terms of quality and timing.

4.1 Datasets
We show results on an indoor dataset recorded with a Google Tango device, which also served
as the main evaluation dataset in our previous work [49]. In addition to this, we show that
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this method can be used to automatically create 3D models of household objects in cluttered
box scenes [100]. Finally, we collected a new RGB-D-I (using a color and depth camera,
and an IMU) dataset that contains sequences in a parking garage. We show that the method
is applicable also for such large scenes and that we can extract and merge segments even in
outdoor environments with changing light conditions.
Tango
This dataset contains indoor scenes with two kind of chairs, two small tables, a set of fire
extinguishers and gas bottles, two kind of helmets, a cylindrical and a box-shaped container,
as well as an artistic cow. The three reconstructed session scenes are displayed in Fig. 5.10.
Session 1 and 2 are two runs on the same scene, whereas the objects are rearranged in Session 3.
The camera poses are optimized poses obtained by the tango mapping framework.
CLUBS
As presented in a previous publication [100], this dataset contains RGB-D images of household
objects captured with cameras attached to a robotic end-effector. There are two different kinds
of scenes: cluttered warehouse distribution box scenes containing up to 40 objects, and object
scenes where an isolated object is placed on a table. In box scenes only a limited portion of
each object is visible, whereas, objects are visible as a whole, except for the bottom, in object
scenes. To also capture the bottom of the object, the dataset contains two object scenes per
object, where in the second scans the objects are rotated upside down. For the purpose of this
work, we optimized the camera poses of box scenes using a bundle adjustment approach that
includes 2D feature matches and a point-to-plane ICP error metric.
From this dataset, we selected 4 iterations from boxes 13 and 14, and 6 iterations from box
23. These were selected because they contain repeated instances of objects, their configurations
of the objects in the box are random, and a large number of objects can be found in more than
one of the three boxes. We used the depth data from the PrimeSense sensor and the color images
from the RealSense D435 for the box scenes, and depth and color from the RealSense D435 for
the object scenes. To obtain cleaner depth images, the box in the background is subtracted from
each depth image for the box scenes. In a warehouse robotic setting, it can be assumed that
locations of scanned boxes are precisely known, which then allows to remove boxes from depth
images. We apply our approach, as depicted in Fig.5.1, to incrementally form a dataset of the
contained objects.
Garage
The garage dataset contains 5 sequences, split into 9 sessions, recorded with a custom-built
RGB-D-I sensor. We combined a FLIR BlackFly S 1.6 MP RGB camera, a pico monstar timeof-flight depth camera, and an ADIS-16448 IMU. These sensors are timely synced and triggered
by an arduino zero and calibrated using the kalibr software [110].
The RGB and the IMU data were processed using maplab [118] to generate optimized camera
poses, for every sequence. As our approach currently still relies on localized cameras and we
are not using our segment matches to improve the localization, we can not just use a visual-
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Figure 5.8: Top-down view on the reconstructed scenes of the garage dataset Sessions 1-9. For
visualization purposes we put all the sessions into the same frame. Each session is colored differently and we highlight some regions and show the reconstructions from individual sessions.
The right side is the outside part of the garage.
inertial state estimation framework, as this suffers from too much drift that would corrupt our
segmentation maps. Hence, maplab gives us globally optimized camera poses per sequence. As
four sequences still contain substantial amount of drift and we end up with double surfaces in
the scene reconstructions, we split these into two sessions each. Three sequences are recorded
indoors (Session 1-6), one sequences outdoors (Session 7-8), and one sequence starts outdoors
and transitions to the indoor part of the garage (Session 9). The scene reconstructions of the 9
sessions are shown in a top-down view in Fig. 5.8.
The floor in the garage is very dark, except for the line markings, therefore, we only get depth
camera returns when we point the camera downwards, this is similar as in the Tango dataset.

4.2 Metrics
In order to evaluate our system, we have compared the number of detected instances, segment
matches, and merged segments with the ground truth data. Furthermore, we analysed the performance by timing each step of the pipeline.
Ground Truth Annotation
To be able to evaluate the system properly, we first created a tool to manually annotate each
segment in the segmentation map. In this process, we assign the same label to the same objects
that appear in the same, or multiple, sessions. This way we can automatically obtain the number
of ground truth matches and merges by computing all the positive and negative segment pairs,
i.e. ones that belong to the same ground truth label and ones that do not. Segments that contain

61

Paper II: Incremental Object Database
too few points or belong to the background are assigned a special label and are not considered
in the evaluation (in our case floors, walls, and ceiling). Furthermore, if the same object is
observed from two different sides, without any overlap, these two segments would get the same
label, however, our system would not be able to merge them. Additionally, even if we have
small indistinct parts of the object, we still label them with the proper label meaning that the
ground truth can also contain merges which are impossible. This should be taken into account
when interpreting the results of our evaluation.
Matching and Merging
By having the ground truth annotations, we can extract all the segment pairs that belong together.
Therefore, we can use these pairs to evaluate the correctness of our matching and merging.
Based on the matching results that we obtain from our incremental database, we can count
the number of correct matches, i.e., true positives (TP) and true negatives (TN), as well as
incorrect matches, i.e., false positives (FP) and false negatives (FN). Furthermore, we can count
the number of correct (CO), partial (PA), missing (MI), and wrong (WR) merges. A match
is considered successful if the ICP algorithm converged and the final error is below a certain
threshold. Furthermore, if a single object is split into multiple partial merges, we count this as
one partial merge.
Runtimes
We time every major step of our pipeline individually for each new segment that we process.
Therefore, we show the timings per segment, as well as the average times for each algorithm
step.

4.3 Evaluation
We show the results obtained by running our incremental database on different datasets and
compare it with the results obtained in our previous work [49]. A summary of the number of
available segments, how many of them are identified as mergeable, and matching and merging
results are presented in Table 5.1.
We list numbers for matches and merges in the individual Tango and CLUBS sessions, as they
contain repeating instances in one session and for the Garage dataset we only report numbers
at the end, as there are no repeating objects within one session. While the segmentation map
typically oversegments the scene, our matching and merging results are very satisfying. In the
Tango datasets, we kept the old segmentation approach with some undersegmented parts, such
as the helmets, to have comparable results, even though with the new convexity measure we
can successfully segment these objects. Matching numbers for the end-of-session merging step
(datasets marked with M) are excluded since it is not possible to count them properly, as the
end-of-session merging is allowed to match and merge already merged segments.
We get the best possible result on the Tango 1 session, as we get 3 out of 4 repeating objects
completely merged. The missing merge is not possible to merge with our approach, there is
no overlap of the segments, as they originate from the same instance, visible in Session 1 in
Fig. 5.9 and Fig. 5.10, where the square (red) chair is split into two segments. Slightly worse
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53
72
91
216
216
236
236
331
331

Box 13
Box 14
Box 23
Box 13, 14, 23
Box 13, 14, 23 M
Box 13, 14, 23 OB
Box 13, 14, 23 OB M

Garage 1-9
Garage 1-9 M
98
98

53
71
91
215
215
235
235

13
20
15
48
48
48
92
92

Mergeable

Segments

50
50

29
46
68
156
163
167
174

8
3
6
34
38
27
37
37

Merged

3
-

2
2
2
1
1
-

9
7
9
10
5
-

TP

55
-

94
94
96
97
97
-

66
61
75
66
69
-

TN

41
-

0
0
0
0
0
-

24
25
9
18
17
-

FP

Matches (%)

1
-

4
4
2
2
2
-

1
7
7
6
9
-

FN

6
8
10
23
23
24
23
8
8

5(6)*
5(6)*

0
1
1
4
3
5
7
7

PA

4
3
7
6
6
7
9

3
0
1
2
3
1
0
0

CO

6
6

4
4
4
6
6
6
5

1
4
2
1
1
1
2
2

MI

Merges

1(0)*
1(0)*

0
0
0
0
0
0
0

0
0
0
0
0
1
0
0

WR

21
21

14
15
21
35
35
37
37

4
5
4
7
7
7
9
9

GT

Table 5.1: Ground truth merge count vs modelify merge count for the different datasets. TP - true positive, TN - true negative, FP false positive, FN - false negative, CO - complete, PA - partial, MI - missing, WR - wrong, GT - ground truth. M denote the result
after the end-of-session merging and O indicate the results obtained previously [49], P indicates including planar segments, and OB
are results with added object scenes.
*We labeled a sports version and a standard version of VW Passat car as two different models, but our approach merged the two segments, see also Fig. 5.16

102
143
77
322
322
322
322
322

Total

Tango 1
Tango 2
Tango 3
Tango 1-3
Tango 1-3 M
Tango 1-3 O
Tango 1-3 P
Tango 1-3 P M

Dataset
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Figure 5.9: Clusters formed while evaluating the three sessions of the tango dataset. The vertex
colors indicate to which cluster the segments belong and the edges indicate that there was a
match between two segments. The line width indicates the matching score.
Time [s]

SD

MR

MV

CL

SV

EM

Σ

[49]
Ours
Ours with EM

58.7
45.4
45.4

1267.6
386.8
386.8

21.6
21.6
21.6

112.4
112.4

24.7
18.2
18.2

160.4

1372.6
584.4
744.8

Table 5.2: Computation times for processing the three sessions in the Tango dataset: Segment
Description (SD), the Matching & Registration (MR), the Merging & segment-segment Verification (MV), CLustering(CL), object-Scene Verification (SV), and End of session Merging
(EM).

results we get in the Tango 3 session, where we only merge the three white chairs completely,
and we partially match the fire extinguishers and the gas tanks. The two missing merges are
again impossible matches for our system, as the cow and the square chair consist of multiple
segments. In the Tango 2 dataset, we miss some merges, the worse performance here can be
explained with the noisier poses in this session, leading to non-smooth surfaces, with sometimes
even multiple surfaces in the reconstruction.
When using our method without the end-of-session merging Tango 1-3, we can merge the
gas tanks and the grey box models with all the mergeable segments. The fire extinguishers and
the cube chair are split into two models as can be seen in Fig. 5.11a, where we show all merged
objects. The cow, fire extinguishers, the round chair, and the cube chair are missing 3, 2, 4,
and 3 mergeable segments, visible in Fig. 5.11b. In the mergeable but unmerged segments, we
additionally have two segments that are not repeating (within the mergeable segments): a helmet
together with a cushion of the round chair (top row right), and a helmet (middle row right). Our
method fails at merging the little white cylindrical container segments, that are mergeable in
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Figure 5.10: Qualitative results of the three session of the tango dataset (Session 1 (left), Session 2 (middle), Session 3 (right). The rows show the scene reconstructions (top row), the
ground truth annotated segments (2nd row), the output of the segmentation map (3rd row), and
the completed reconstructed scenes (bottom row).

Session 1 and 2. In the bottom of Fig. 5.10, we also show how the merged segments can be used
to complete the reconstructed scenes.
When applying the end-of-session merging Tango 1-3 M, we can additionally merge the remaining 3 round chair segments. And when we compare Tango 1-3 M with Tango 1-3 O, we
can see that with our new method we can get more completely merged object models, have
no wrong merges while being substantially faster, as shown in Table 5.2. If we additionally
allow segments that are more planar, we can almost double the mergeable segments, as noted
in Tango 1-3 P. To avoid getting wrong merges, we had to tighten our object-scene verification
parameters, as almost planar segments can geometrically match to many surfaces. We show
that we additionally get merged cushions of the round chair in Fig. 5.11c, one with and one
without a helmet. But we also lose some of the previous successfully merged segments due
to the tighter object-scene verification parameters. 2D features contribute to around half of the
correct matches in this dataset, which is also one of the reasons for obtaining slightly better
results compared to Tango 1-3 O.
In the CLUBS dataset, we selected 3 box scenes at different stages in the box emptying
process. In the first box, box 13, we selected iterations 25, 18, 15, and 0, to evaluate our
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(a) Tango 1-3 merged objects.

(b) Tango 1-3 unmerged objects.

(c) Tango 1-3 P merged objects.

Figure 5.11: Merged objects in the tango dataset, Tango 1-3 and Tango 1-3 P. In our previous
paper: cow(3), round chair(10), fire-extinguisher(4 in 2 objects), gas cylinder(4), box(2), cube
chair(2), and 1 wrong merge. Now in (a): fire-extinguisher (8 in 2 objects), box(2), round
chair(11), cow(4), cube chair(4 in 2 objects), gas cylinder(5), and no wrong merges. If we
use the end-of-session merging the round chair model is fused with 3 additional segments and
the cube chair with 1 additional segment. In (b) we show the mergeable segments that are not
merged with any other segment from the Tango dataset without flat objects (Tango 1-3). In (c)
we depict the merged objects with including flatter segments Tango 1-3 P: cow(7 in 2 objects),
round chair(12), fire-extinguisher(4), gas cylinder(4), box(2), cube chair(4 in 2 objects), butt
cushion (4 in 2 parts).
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Figure 5.12: A set of the CLUBS objects generated by merging the models of the two object
scenes. In the CLUBS dataset, each object was scanned twice. After a first scan, each object
was rotated upside down to also capture the bottom side of the object.
system. In the second, box 14, we selected iterations 19, 8, 1, 0 and in the third, box 23,
37, 33, 28, 14, 9, and 4. In contrast to the other two dataset, we accept completely planar
segments, as many household objects are composed of planar segments, and often only single
sides are observed. Furthermore, we only used 2D features for matching since planar segments
do not provide any geometrically distinctive 3D features. The scene evaluation is not a good
measure for planar segments, therefore, we can only accept the best matches. For this reason,
we aimed at getting very low false positive matches. This also results in having slightly higher
false negative matches compared to the other datasets. While we are able to merge segments
originating from a single depth frame, as indicated in Fig. 5.1, we are missing some matches in
favour of avoiding wrong merges. Nevertheless, the numbers show that a large portion of the
discovered object segments are matched at least once to a segment from the same household
object (156 of 215). With the end-of-session merging strategy, we achieved even slightly better
results (163 of 215). If we start by processing 40 singulated object scenes (20 objects in two
orientations) first, and then insert them into a database before processing the box scenes, we can
improve these numbers even more. We show the resulting 3D models of processing solely the
object scenes in Fig. 5.12. The object models after end-of-session merging of the box scenes
only and with processing the object scenes first are depicted in Fig. 5.13.
For the Garage dataset, we only show results after processing all the sessions in the dataset,
as there is no session with repeating car models (except for Session 9, but we did not label it as a
repeating model, as the model is slightly different, Table 5.1* ). Similar as in the Tango dataset,
our segmentation map tends to oversegment the scene, as is visible in Fig. 5.14. Fig. 5.15
shows which segments from the different sessions got matched by our approach. We added the
floorplan of the garage in the background and aligned all the sessions to the floorplan frame
for visualization purposes (the processing was done in the original session frames). While we
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(a) Box 13, 14, 23 M merged objects.

(b) Box 13, 14, 23 OB M merged objects.

Figure 5.13: The 48 merged objects from the CLUBS dataset after processing the box scenes
with end-of-session merging in (a) and the 47 merged objects after processing the 40 object
scenes of the 20 objects in Fig. 5.12, followed by processing the 3 box scenes and the endof-session merging in (b). While the quality of the object models degraded compared to the
ones extracted solely in object scenes, these models still provide good approximations of the
real objects. The models can be re-detected in new scenes, and are accurate enough to perform
manipulation tasks.
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(a) Scene reconstruction.

(b) Segmentation map.

(c) Ground truth.

Figure 5.14: The reconstruction of the garage Session 3, with the segmentation map and the
ground truth segments (purple indicates background).
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are missing 6 potential merges, we are able to get the maximum possible number of segments
merged into one model for 5 objects, 8 models are partially merged and 1 merge is wrong. The
wrong merge is depicted in Fig. 5.16 and is only wrong as we labeled two different models
of one car type differently (Table 5.1* ), if the two segments would have been assigned to one
model this wrong merge would be counted as a completed merge, as shown in Table 5.1. Both,
2D and 3D features are not very distinctive in this dataset, as cars have very similar sizes and
keypoints appear at similar places on different car models (e.g. on lights, door handles, license
plates). Therefore, we accept more matches and allow to have a large number of false positives.
However, we can be strict in the scene evaluation. Most of the matches were provided by the 2D
features, as they tend to match more often and often give better initial alignments. Our method
managed to merge segments originating from two different Skoda Octavia cars, as shown in
Fig. 5.17. The cars have different colors and were observed under very different lighting conditions, visible also in the figure. As shown in Fig. 5.16, the TSDF-based merging of the two
geometric segments reduces noise at overlapping areas in the merged object.
In Fig. 5.18, we show the models of the merged cars. Using these models, we demonstrate
in Fig. 5.19 that we can substantially complete scenes. The results are presented for Session 9
with the information gained over the other eight sessions. In Fig. 5.20, we show that the overall
processing time per segment scales linearly with the amount of segments in the database.

4.4 Discussion
We have shown that our system can perform well on different types of data, however there are
some inherit limitations to what we can achieve. Some of these are discussed below.
Segmentation and Segmentation Map
Even though our geometric segmentation performs well for certain environments and objects,
it still does not capture the notion of an object. Furthermore, we are able to segment convex
regions but if these are consistently under segmenting the objects there is currently no way to
separate them in the segmentation map. To ensure that our approach is applicable in completely
unknown environments, we focused on a purely geometric approach. However, different segmentation techniques could be used to provide better segments, and if the method is applied
in an environment where semantic information can be learned, semantic instance segmentation
mapping methods [53] could be employed. Adding semantics could additionally be used to exclude segments with certain classes like person or cat, which might be undesired in some maps
or tasks.
Memory Consumption
We based our implementation on Voxblox [102] and therefore suffer from the same memory
limitations. Since we are keeping the whole map as a TSDF grid in the memory, running a very
large dataset (that does not revisit the old locations) might hit memory limits. To address this
issue, sub-mapping and keyframing methods could be used to reduce the memory requirements,
as shown by [90]. An other approach would be to work only on a local map, e.g., using a sliding
window (i.e. a volume around the current position).
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Figure 5.15: Clusters formed while evaluating all 9 sessions of the garage dataset. The segments
(circles) are overlaid on a floor plan of the garage. All the sessions are transformed into a
common frame to better visualize the correctness of the proposed clusters. Note that the pink
cluster between Sessions 5-9 is a cluster of two identical car models as shown in Fig. 5.17.
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Figure 5.16: A sports version and a default version of a VW Passat (labeled as different models
in the ground truth), are merged into one model. The highlighted regions show that noisy regions
get improved over time. One of the geometric segments contains double surfaces, as the camera
poses are not ideal in this part of the dataset.

Runtime Scalability
As shown in Section 4.3, matching step scales linearly with the number of segments in the
database. Since we match the new segment to all the segments in the database, our approach
takes a considerable amount of time, once the database gets large. We can parallelize segmentsegment matching and evaluations, but this still does not scale with very large databases. An
approach, like Bag-of-words [128] could be used to reduce the matching time.

Accurate Poses Required
In our approach we assume that we have very accurate camera pose estimates. If this is not
the case, the segments we obtain are very noisy and hard to match and register. Furthermore,
the TSDF evaluations will have a larger RMSE and will fail more often. That is why for our
datasets poses are optimized in a post-processing step.
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Figure 5.17: The method could successfully merge segments of two different Skoda Octavia
models, despite the different lighting conditions. The two segments on top right were recorded
in the outside part of the garage (Session 7 and 8) and are from a different car than the other
three segments recorded in the inside part of the garage (Session 5, 6, 9).

Figure 5.18: The merged car models from all the sessions of the garage dataset.
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(a) Session 9 completed scene.

(b) Reconstructed highlighted volume in (a) without completion.

(c) Completed scene reconstruction of the highlighted volume.

Figure 5.19: The original (non-background) segments of Session 9 of the garage dataset (in
blue) could be corrected and completed by using the merged segments from the other sessions
(green to red) (a). The impact of the scene completion of the highlighted region in (a) is shown
in (b) and (c).
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Figure 5.20: Timings per mergeable segment update received from the segmentation maps of
the nine sessions in the garage dataset. The processing times per segment increase linearly
with the amount of num_raw_mergeable segments. Segments are published at the end of each
session, indicated with the increase in num_scenes.

5 Conclusion
We presented a system that is able to extract and fuse object segments on a variety of RGBD datasets. The use of 2D features projected to their 3D location generally outperforms the
use of 3D information alone, while 3D features are still valuable for segments with little texture. A combination also proved to be very useful to handle strong illumination changes. The
error histogram based verification step helped to reject segment merges that had low RMSE.
The clustering approach makes our method scale linearly with the amount of segments for the
matching and merging part, with only few missing merges. Using our approach, we showed
that we can substantially complete scenes with merged object models. The results show that
our verification steps can minimize the number of wrong merges. This opens possibilities to
solve robotic spatial understanding for physical interaction (e.g. manipulation tasks) in initially
completely unknown scenes. With our system, a robot is able to build its own object database
over time.
Our system is very well suited to be combined with a Simultaneous Localization and Mapping (SLAM) system as the object-based representation. To overcome limitations of our seg-
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mentation maps, introducing a co-observability measure would allow to merge segments that
have been observed at identical relative poses multiple times. Similarly, it would be beneficial
to introduce a measure to split a segment such that if one segment matches to multiple nonoverlapping segments with inconsistent relative transformations, it is likely that it belongs to
different physical entities. As we focused on completely unknown scenes, we restricted the presented approach to use a purely geometrical segmentation. Nevertheless, we strongly believe
that combining geometrical knowledge with data-driven approaches will improve image and
scene segmentation.
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1 Introduction
The hand-eye calibration problem is among the most important calibration scenarios in robotics.
Its name refers to the problem of calibrating the pose of a camera coordinate system relative to
the reference frame of the robot arm’s end effector on which it is rigidly mounted. Another
important instance of the problem is inferring the relative pose of two sensors, such as cameras,
even if their views do not overlap. More generally, hand-eye calibration systems aim at finding
the transformation between two reference frames that are rigidly mounted with respect to each
other.
Formally, solving the hand-eye calibration problem comes down to solving the AX = XB
equation in which A, B, and X represent rigid body motions. This formulation, originally
proposed in [124], has been subject of an extensive body of research which focused on finding a
solution to this equation. However, practical implementations of a hand-eye calibration system
may present significant additional challenges. For instance, time-alignment needs to be taken
into account when the two reference frames stem from sensors / actuators running on different
systems. This is particularly true when these systems need to be (re-)calibrated on-line during
regular operation and, therefore, cannot be specifically controlled for calibration.
For practical applications it is of particular interest to be able to solve the aforementioned
problems within a single system making it widely applicable to different practical instances of
the hand-eye calibration problem. Unfortunately, the broad body of research on the hand-eye
calibration problem is not adequately matched by thorough evaluations in different scenarios
and freely available software packages.
The goal of this work is to fill this gap by providing an open source toolbox1 for hand-eye
calibration that can be easily used within a broad range of applications and is at the same time
easily adaptable to incorporating further algorithms and calibration procedures. Contributions
presented in this paper not only involve the presentation of the software package but also its
applicability to robotic systems. This is achieved through thorough evaluations on different
types of datasets involving a robotic arm and multiple hand-held devices. Furthermore, we make
all our datasets publicly available in order to simplify future evaluation of hand-eye calibration
algorithms. The contributions of this work can be summarized as follows:
• A collection of datasets using different sensors and sensor configurations.
• Thorough validation of the hand-eye calibration system with different filtering methods
on these datasets.
• A software toolbox for hand-eye calibration including time-alignment and handling noisy
data.
The remainder of the paper is structured as follows. In the next section, we study related
work. An overview of the methodology implemented in the proposed calibration toolbox is
presented in Section 3. The datasets that are used for evaluation are presented in Section 4
followed by the validation of the proposed method. A conclusion with an outlook is provided
in Section 6.
1

https://github.com/ethz-asl/hand_eye_calibration
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The problem of hand-eye calibration has been well studied in the late 80’s and 90’s. Classical
approaches to solving the AX = XB problem decoupled rotational and translational parts of
the calibration, resulting in simpler but more error-prone solutions [131]. Shiu and Ahmad [124]
demonstrated how a hand-eye calibration problem can be expressed using an angle-axis representation and solved for rotation, then translation using a least squares fitting. Similar, but a
more efficient approach was developed by Tsai and Lenz [140] using a closed-form solution.
Wang [145] proposed another formulation using angle-axis representation and conducted an
early comparison of the three methods, reporting that the one by Tsai and Lenz [140] performed
the best on average. Formulation of the same problem using quaternions for rotations was introduced by Chou and Kamel [21]. Park and Martin [104] have formed an alternative closed-form
solution using Lie group theory to simplify the problem, and Fassi and Legnani [36] demonstrated how to solve the calibration problem, in a least squares manner, first for rotation and
then translation in presence of noisy data.
The same AX = XB problem can be solved simultaneously for hand-eye rotation and
translation. Horaud and Dornaika [63], in addition to proposing another closed-form solution
using quaternions for the decoupled problem, also proposed an iterative method for solving the
orientation (represented by quaternions) and translation components simultaneously. They applied a Levenberg-Marquardt technique, a robust non-linear optimization method, to obtain the
solution. Furthermore, they performed a stability analysis for both of their approaches and the
method proposed by Tsai and Lenz [140], concluding that the non-linear optimization method
is the most robust with respect to measurement errors and noise, and much more accurate than
the classical formulation by Tsai and Lenz [140]. Daniilidis [25] proposed another formulation, based on screw-theory, for the simultaneous hand-eye calibration. He obtained a Singular
Value Decomposition (SVD)-based solution by using a dual-quaternion representation for both
rotations and translations. His work was extended by Schmidt et al. [117] who also implemented the screw-axis based selection of movement pairs for increasing numerical stability and
RANSAC-based elimination of outliers. Another iterative method based on a parameterization
of a stochastic model was introduced by Strobl and Hirzinger [131]. In order to evaluate optimality of different algorithms, they introduced a metric on the group of the rigid transformations
SE(3) and the corresponding error model for non-linear optimization.
Andreff and Espiau [6] demonstrated robot hand-eye calibration using structure-from-motion
for computing camera motions, up to an unknown scale factor which is introduced in a linear
formulation of the calibration problem. They also showed that their method is very accurate
in rotation, however, for translations, in case of noisy data, other methods by Daniilidis [25]
and Horaud and Dornaika [63] perform better. A modification to the structure-from-motion approach was presented by Heller et. al. [61] which addresses the scale ambiguity by formulating
the estimation of the hand-eye displacement as an L∞ -norm optimization problem.
In most practical applications, in addition to estimating the hand-eye calibration, and due to
asynchronous clocks from different devices, it is necessary to perform temporal alignment of
the data. Ackerman et. al. [1] used invariant quantities, coming from screw theory, between
two pairs of measurements to align uniformly asynchronous data and account for data with
gaps. Alignment was based on correlation of the measurement invariants using the Discrete
Fourier Transform (DFT), however, the approach was evaluated only on simulated data. In their
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motion-based calibration method, Taylor and Nieto [137] compute the likelihood of a timing
offset based on an angle through which each sensor rotates, taking the associated uncertainty
into account. Additionally, using a probabilistic framework and based on the estimated motion
of each individual sensor, estimated accuracy of each sensor’s readings and appearance information, they compute the final calibration. Rehder et. al. [111] have demonstrated a general
framework, using a continuous-time state representation, for joint calibration of temporal offsets and spatial transformations between multiple sensors. In this approach, the time offset is
estimated using basis functions which allows them to treat the problem within the rigorous theoretical framework of maximum likelihood estimation. An alternative approach, formulating
the temporal calibration as a registration task, using an iterative closest point (ICP) algorithm,
was introduced by Kelly and Sukhatme [69]. TICSync, an open source library implementing software for time-alignment was developed by Harrison and Newman [58]. They used a
two-way timing mechanism to estimate the offset and realize unified and precise timing across
distributed networked systems. Since sensors rarely have support for this two-way mechanism,
another open-source framework, TriggerSync by English et. al. [34] was developed based on
TICSync library. This framework is used for synchronizing multiple triggered sensors with
respect to the local clock.
Our approach is based on the method by Daniilidis [25] with a similar outlier rejection and
motion selection as in Schmidt et al. [117]. However, our method incorporates several additional outlier rejection techniques, of which we prove that they can significantly improve the
performance of the original algorithm. Furthermore, we perform initial time-alignment based
on correlation between the angular velocities. As a final refinement step we perform non-linear
maximum likelihood batch estimation with a continuous-time state representation as described
in [45]. The overall approach for the this step is very similar to the one proposed in [111].

Figure 6.1: The transformations relevant for the and-eye calibration. Black are the transformations of the first pose pair and in grey the second pose pairs. Solid lines indicate static
transformations, where dashed lines indicate transformations that change over time.
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In the presented work, we allow inputs to the hand-eye calibration to be pose estimations or
camera images from which we estimate poses relative to a visual target. Therefore, we split this
section into the subsections for target extraction, time-alignment, hand-eye calibration, and the
refinement step. The pose estimations from camera images are described in Section 3.1. We use
interpolated angular velocity norms for the time-alignment, which we describe in Section 3.2.
With two timely aligned sets of poses, we perform the hand-eye calibration with outlier rejection, as described in Section 3.3. Using the results from time-alignment and (global) hand-eye
calibration as initial guesses, we additionally perform a final local refinement step using nonlinear optimization to find a local, joint spatiotemporal maximum likelihood solution. This last
step we describe in Section 3.3.

3.1 Target Extractor
In order to use the time-alignment and hand-eye calibration methods presented in the following
sections, two sets of poses are required. There are several well known methods to estimate
poses from camera images, based on feature matching, optical flow, etc. To avoid drift in the
measurements it is beneficial to find features of an object that is known to be stationary in the
environment. Camera pose estimates from matched features suffer from an unknown scale, in
order to solve this issue, one can look for pairs of features with known metric distances, or use
additional sensors with metric information, such as inertial measurement units, range sensors,
radar, motor, or wheel encoders.
In our approach, we use visual AprilTag targets [103] of known size. We assume that the
intrinsic camera calibrations are known2 . When the target is visible in the camera frame, corner features are extracted. Additionally, by detecting AprilTags on the calibration target, the
detected corners can produce one to one matches among different images. The successful observations of the target are appended to a vector. For all these observations we check, using
a RANSAC based Perspective-n-Point method, if they agree with the camera model from the
intrinsic calibration and extract a pose estimation of the camera (or eye) E, TW E i , in the target
(or world) frame W . If the corresponding inlier ratio λi is greater then an inlier threshold λth
we keep the pose estimate TW E i along with its timestamp tE i for the next steps.

3.2 Time Alignment
In order to compare poses originating from different sensors one can rarely rely on hardwaresynchronized device clocks as the sensors might not be communicating at all, e.g. when calibrating a camera tracked by an external motion capture system. That is why the synchronization
of the two sensor clocks, or to be more precise the two sets of timestamped sensor data is the
first crucial step for hand-eye calibration. A popular method of computing the time-alignment
for signals with constant time-offsets is to correlate the angular velocity norms of both pose signals. To that end, we first resample the poses at the lower frequency of the two pose signals and
then compute the angular velocity norm based on both sets of quaternions. In order to make the
2

For intrinsic camera calibration, the Kalibr framework (https://github.com/ethz-asl/kalibr) was used and
we refer the reader to [43, 44, 87] for more details.
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Figure 6.2: Time-alignment result: The plot provides an intuitive understanding of the direction
and magnitude as well as the quality of the alignment.
time-alignment more robust to outliers or missing data, e.g. caused by a signal drop, we first cap
the signal at the 99th percentile of the magnitude and then apply a low-pass kernel. The time
offset can then be computed from the maximum value of the convoluted signal. In order to provide feedback about the quality of the time-alignment, the user is presented a comprehensible
graphical representation of the alignment results (see Figure 6.2).

3.3 Hand-Eye Calibration
To perform a hand-eye calibration, at least two pose pairs are required. As depicted in Figure 6.1, we can then solve the hand-eye calibration equation:
−1
TBH1 THE T−1
W E1 = TBH2 THE TW E2 ,

(6.1)

where B is the body frame, H the hand frame, W and E, the world and eye frame introduced
earlier. This can be reformulated using the transformation between consecutive poses of the two
−1
pose sources, using TH1 H2 = T−1
BH2 TBH1 , and TE1 E2 = TW E2 TW E1 , respectively,
into TH1 H2 THE = THE TE1 E2 .
In the context of this paper, the method presented in [25] was used for the hand-eye calibration. Therefore, we are solving the hand-eye calibration using dual quaternions q̌H1 H2 =
q̌HE q̌E1 E2 q̌−1
HE . However, this method is sensitive to outlier and noise as it employs an SVD
to solve the hand-eye calibration problem.
Filtering
To improve the robustness and the accuracy of the calibration results, we implemented and
evaluated several outlier rejection and filtering methods. First, in order to reduce the amount of
data points we need to process, we employ the following filtering technique:
Pose Filtering (PF) Since usual datasets can contain very large number of pose pairs for
calibration, in the first step of our approach, we apply a filtering method based on [117]. This
method first computes the screw motion axis of each dual quaternion representing one transformation. The dot products for each combination of the screw-axis from the hand data, as well as
the dot products of each combination of the eye data are computed. If one of these dot products
is higher than a threshold then the respective hand-eye pair gets filtered out. The main idea for
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this filtering is that if the dot product is high, it means that the screw-axis for these transforms
are almost parallel, meaning that they contain similar information and that we can filter one
of them out since it is not so informative. Using this filtering method we can greatly reduce
the number of pose pairs that will be passed to the calibration algorithm, thus, improving the
efficiency, however, slightly reducing the accuracy.
RANSAC “Classic” (RC) In a first, step we reduce the number of dual quaternion pairs
using the filtering method described above. RANSAC (see Algorithm 2) draws n (n ≥ 2) timealigned quaternion pairs at random, the sample. As described in [25], the scalar parts of two dual
quaternions representing the same screw need to be equal in order for this method to succeed.
We made use of this condition to first reject any samples that violate it early on. RANSAC then
proceeds by identifying inliers that agree with the hand-eye calibration. Therefore, the standard
way is to first estimate the calibration based on the drawn samples. This resulting calibration
is then used to transform the quaternion pairs into the same base frame. We then compare
their position and orientation errors which allows us to apply thresholds λt,min (position) and
λr,min (orientation) to identify inliers and outliers. The calibration is refined by repeating the
hand-eye calibration method on the inliers found in the previous step. We repeat the evaluation
step we used to identify the inliers and compute the RMSE of position and orientation across
all the quaternion pairs. Finally, we keep the calibration that exhibits the lowest RMSE.
RANSAC Scalar (RS) based inlier check Furthermore, we propose and compare a second
variant of this algorithm that employs a different, more efficient way of identifying inliers.
We reduce the sample size to 1 and omit the sample-based hand-eye calibration computation
and its expensive evaluation, and directly select the inliers based on the compatibility of the
quaternion pairs’ scalar values. The algorithm then continues like the previous RANSAC
variant by computing the calibration on the inliers and evaluating it based on the RMSE of
position and rotation error of the aligned quaternion pairs.
We compare our proposed improvements to the following two algorithms.
• Baseline (B): Finds the first subset of quaternion pairs that fulfills the scalar value equality condition and compute the hand-eye-calibration.
• Exhaustive search (EC and ES): Is algorithmically identical to the proposed RANSAC
algorithms, except that all possible sample combinations are explored. In order to keep
the runtime within reasonable limits we employ this method only on the filtered set of
quaternion pairs.

Refinement Step
In Sections 3.2 and 3.3 we address the global extrinsic spatiotemporal hand-eye calibration
problem. However, the expected accuracy is limited mostly due to the fact that the assumed
pose-trajectories are estimated individually and kept fix when aligning them to find the handeye calibration. A joint maximum likelihood optimization of calibration and trajectory given the
measurements allows higher accuracy. This optimization is hard to solve as global problem but
using the results from our global approach as an initial guess a local likelihood maximization
can improve the accuracy of the calibration. We perform this joint batch estimation step with
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Algorithm 2 RANSAC based input pose pair selection for Eq. 6.1.
1: Data: A pair of vectors with time-aligned dual quaternions: Pa,b = [a, b]
h

iT

h

iT

2: a = q̌a,1 · · · q̌a,k , b = q̌b,1 · · · q̌b,k , RM SEbest = ∞
3: Result: Static transform dual quaternion q̌a,b and corresponding RMSE
4: procedure HandEyeCalibrationRANSAC(Pa,b )
5:
Fa,b ← FilterPairs(Pa,b ) // PF
6:
while not reached probability of at least one inlier sample do
7:
Sa,b ← SamplePairs(Fa,b )
8:
if not AllScalarPartsEqual(Sa,b ) then next
9:
end if
10:
if RC or EC then
11:
q̌0a,b ← ComputeHandEyeCalibration(Sa,b )
12:
13:
14:
15:
16:
17:
18:
19:

Ia,b ← GetInliersBasedOnPoseError(Fa,b , q̌0a,b , λt,min , λr,min )
else // RS or ES
Ia,b ← GetInliersBasedOnScalarPartsEquality(Sa,b , Fa,b )
end if
if |Ia,b | < required number of inliers then
next
end if
q̌0a,b ← ComputeHandEyeCalibration(Ia,b )

20:
(RM SE, Ia,b ) ← EvaluatePairs(Pa,b , q̌0a,b )
21:
if RM SE < RM SEbest then
22:
RM SEbest ← RM SE
23:
q̌a,b ← q̌0a,b
24:
end if
25:
end while
26:
return (RM SEbest , q̌a,b )
27: end procedure

a continuous-time representation for the trajectory, as in [45, 111], and overall very similar to
what is described in [111]. Except for that we use Lie group valued B-splines, [130], to represent
SO(3)-trajectories instead of vector space valued B-splines in an unconstrained parameter space
of SO(3) [45, 111] 3 . To solve the non-linear optimization we use an extension of LevenbergMarquardt to Lie groups (as documented e.g. in [130]).
More specifically, we model the joint problem with one trajectory for the moving hand frame,
H, TBH (t) =: X(t). The eye-frame, E, is assumed to be rigidly connected to the hand frame
by the spatial calibration, THE , as depicted in Figure 6.1. The pose measurement timestamps
for H and E are assumed to be connected through a fixed time-offset ∆t. Their errors we
assume to be generated from isotropic multivariate Cauchy distributions4 with three degrees of
freedom independently for both translation (with zero mean) and rotation (with identity mean)5
with respect to B and W -frame respectively. Or, if the eye is only emitting relative pose estimates (as, e.g., in visual inertial odometry), the same type of error source is assumed but
with respect to the pose of the last measurement event. This yields the following negative log
3

Traditional B-splines in parameter space are not equivariant with respect to transformations of the world and body frame.
Therefore, for a given trajectory the local expressiveness of such a representation typically depends on where the trajectory
is in that segment. Furthermore, they can go through ambiguous or unstable regions of the parameter space. The Lie-group
valued B-splines we use are bi-equivariant [130] and are neither locally ambiguous nor unstable.
4
This is equivalent to least squares with a Cauchy loss function.
5
Approximated with zero-mean Cauchy distributions in the Lie algebra projected to SO(3) using the exponential map.
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likelihood function, l, which we minimize:


l TW E , THE , ∆t, X (TW E i , tE i )ki=1 , (TBH i , tH i )li=1
=

kE
X


ρ(kdE TW E i−1 , TW E i , TW E (tE i−1 ), TW E (tE i ) k2ΣE )

i=2

+

kH
X


ρ(kdH TBH i−1 , TBH i , TBH (tH i−1 ), TBH (tH i ) k2ΣH ),

(6.2)

i=2

where TW E (t) := TW B TBH (t − ∆t)THE , TBH (t) = X(t), ρ(s) = log(1 + s) the
Cauchy-loss, and dE and dH are either relative, (A0 , A, B0 , B) 7→ d(A0−1 A, B0−1 B), or
absolute (A0 , A, B0 , B) 7→ d(A, B) 6 . As displacement vector d(A, B) ∈ R6 on SE(3) we
use coordinates of (logSO(3) (R), u) with respect to a fixed positive orthonormal basis, where
u is a translation and R a proper rotation such that (uniquely) u ◦ R := A−1 B. Please note
that l becomes independent of TW E iff dE is relative because then it cancels out in B0−1 B.

4 Datasets
In the scope of this work, we evaluated our calibration framework on three different systems.
Firstly, an RGB-D sensor with a visual target in an external tracking system. Secondly, a robot
arm with an RGB-D sensor mounted close to the end effector. And, lastly, we have mounted
three Tango tablets on a rigid profile, and used it for recording two datasets with different
motions.
RGB-D-Sensor in external motion caption system: In the first experiments, we recorded
color images from a PrimeSense RGB-D sensor, which was tracked using a Vicon tracking
system. We placed a visual target in front of the camera to be able to use the camera pose
estimation described in Section 3.1.
Robot Arm with RGB-D-Sensor: We recorded two datasets with a UR-10 robot arm
equipped with a RealSense SR300 RGB-D sensor, mounted rigidly to a sensor mount close
to the end effector. The first dataset is simulated and recorded in the Gazebo robotic simulator [74]. In this dataset, we can extract the ground truth hand-eye transformation from the setup
of the robot model. The second dataset is a similar setup, but recorded on a real robot. In both,
the simulation and the real world experiment, there is an AprilTag target placed on the robot
base to estimate the camera motion.
Rig with Three Tango Tablets: The next datasets contain pose estimations from three
Google Tango tablets [51] that are rigidly mounted on an aluminum profile. The datasets are
recorded in an indoor environment. In order to improve the accuracy of the Tango pose estimation, we used the Tango framework to find loop closures and create optimized localization
maps based on the individual trajectories and then exported the self-localized pose estimates of
the Tango tablet.
6

For absolute dE , dH the corresponding first measurements, i = 1, are assumed to be dummy variables while the real
measurements start with i = 2.
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5 Results
Evaluating hand-eye calibrations is inherently difficult, as ground truth values are not available
for real systems. In order to evaluate the initial hand-eye calibration results, we use the same
evaluation method also employed for the sample evaluation in the RANSAC algorithm, i.e.,
we transform the pose pairs into a common frame and compute the RMSE of the position and
orientation. For the datasets with more than one sensor pair, we further evaluate the accumulation of position / orientation error that occurs when all sensor pair calibrations are combined
to form a loop, hence ideally resulting in the identity transform. In order to evaluate the different components of the proposed system we compare the PF_RC, NF_RC, PF_RS, NF_RS,
PF_B, NF_B, PF_EC, PF_ES variants (see Section 3.3) on the datasets described in Section 4.
As a refinement step, we apply the refinement described in Section 3.3 to the individual initial
guesses.
Furthermore, we compare the runtimes of the different algorithms. All non-deterministic algorithms (i.e. RC and RS) are run 20 times and the results are accumulated using box-plots. For
the Tango datasets, we additionally accumulated the measurements of all 3 hand-eye calibration
pairs.
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In order to demonstrate the importance of filtering the angular velocity norm prior to the correlation used for time-alignment, we show how the RMSE results of the ES algorithm improve,
see Table 6.1 and Figure 6.3. For the PrimeSense and the robot arm dataset we see an improve-

Figure 6.3: Time-alignment with (top) and without (bottom) capping and low-pass filtering.
ment of the calibration result. This corresponds with the observation, that there is more noise
on the orientation for those datasets. If the time offset, which is a multiple of the discrete time
steps of the timestamped poses, is the same with and without filtering, the results are identical,
as observed for the datasets: robot arm sim and Tango triplet.
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RMSE
(position/orientation)
filtering
no filtering

PrimeSense
(0.0213/0.0213)
(0.0227/1.8399)

Tango triplets
short
(0.0364/0.6389)
(0.0364/0.6389)

robot arm
real
(0.0118/0.6619)
(0.0120/0.8972)

robot arm
sim
(0.0034/0.2677)
(0.0034/0.2677)

Table 6.1: RMSE (position [m] / orientation [deg]) results for the ES algorithm with and without
angular velocity norm filtering.

5.2 Hand-Eye Calibration
Hand-Eye Calibration Method Timings

10 4

tango_1
10 3

tango_2

Time [s]

primesense_1
10 2

10 1

primesense
robotarm
robotarm_sim

10 0

10 -1

PF_B

B

PF_RC

RC

PF_RS

RS

PF_EC

PF_ES

Figure 6.4: The timings of the differently filtered algorithms on all datasets.
We show evaluations of the runtimes, in Figure 6.4, and of the RMSE of position and orientation for every dataset and algorithm in Figure 6.5. The two different RANSAC based algorithms
(RS and RC) both outperform the B in terms of calibration quality, which is to be expected as
the random sampling has a higher chance of finding inliers. Furthermore, both algorithms result in a calibration quality that is very close to the ES and EC algorithms, which naturally
represent the upper bound without using the refinement step. The gap in calibration quality of
the RANSAC based algorithms comes at the cost of runtime, i.e. RS and RC are significantly
slower than the B algorithm. While intended as a baseline algorithm to provide an upper bound
for the calibration quality of RS, the ES algorithm proves to be efficient and therefore a valid
candidate. This is due to the fact, that it only requires a single sample and, therefore, the number of combinations to explore is only the number of input poses, which has been significantly
reduced by the selection of informative pose pairs. That is why it is only slightly slower than
the RANSAC based algorithms. The EC algorithm on the other hand uses a sample size of n
(n >= 3) and, hence, has to explore a far greater number of combinations, which is reflected
in the runtime plot. Surprisingly, the prefiltering of the poses generally had a negligible effect
on both calibration quality and runtime, with the exception of the above mentioned exhaustive
search, which would not have been feasible without it.
We plot the circular calibration error of the three sensors in the Tango datasets, see Figure 6.6.
After the refinement step we get a mean circular position and orientation error of 4.02 mm and
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Figure 6.5: Evaluation of the different filtering methods on the different datasets.
0.091◦ for the Tango 1 dataset, and 7.19 mm and 0.139◦ for the Tango 2 dataset, which is a
significant improvement over the initial calibration.

6 Conclusion
In this paper we presented a hand-eye calibration system that can easily be used out of the box
in a variety of scenarios and environments. In order to substantiate that claim, our system is
thoroughly evaluated on different datasets stemming from multiple types of platforms. Taking
a holistic view on the hand-eye calibration problem, we consider aspects such as time offset
estimation as well as detection and rejection of outliers. All the datasets were made publicly
available together with the entire software toolbox, which was designed in a modular way to
ensure extendability.
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Abstract
Predominately, robotic construction is applied as prefabrication in structured indoor
environments with standard building materials. Our work, on the other hand, focuses
on utilizing irregular materials found on-site, such as rubble and rocks, for autonomous
construction. We present a pipeline that detects randomly placed objects in a scene that
are used by our next best stacking pose searching method employing gradient descent
with a random initial orientation, exploiting a physics engine. This approach is validated in an experimental setup using a robotic manipulator by constructing balancing
vertical stacks without mortars and adhesives. We show the results of eleven consecutive trials to form such towers autonomously using four arbitrarily in front of the robot
placed rocks.
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1 Introduction
Over the last decade, robotics has been introduced to architectural construction not only for
safer and more efficient construction, but also for exploring diverse forms [52]. However, there
are still intensive manual labor works involved for on-site assembly of these components [72].
Digital fabrication has explored applications of autonomous robots in on-site operation scenarios [29], but are restricted to build with regular materials. Building structures with irregular
shaped objects was presented in [94], however they apply glue to increase stability. To reduce
the environmental impact we aim to use such material without additional adhesives, to build
dry-stack compositions. Therefore, our work focuses on developing an automated fabrication
process using irregular objects, which are not processed but found on-site.
As a case study, discrete rigid elements, such as stones or concrete rubble, are targeted as a
building material. Our goal is to construct a balancing vertical tower with found objects, while
maintaining the structure in static equilibrium using a robotic manipulator. To achieve this, we
developed a holistic work-flow including precise object detection, motion control, and planning
the next target pose (see Figure 7.1). As part of this work-flow, we describe an algorithm suggesting stable poses for stacking, validated by an implementation of this autonomous stacking
work-flow in a real-world experiment. Due to the instability of vertical tower, it is natural to
observe errors between a desired target pose and an actual stacked pose. Thus, the work-flow
puts emphasis on the resultant pose evaluation and a dynamic re-planning of the target pose.
This paper makes the following contributions regarding handling irregularly shaped objects:
– a pose searching algorithm considering structural stability using a physics engine
– an object detection pipeline
– an autonomous system for constructing balancing vertical towers using a manipulator

2 Related Work
Research in architecture and digital fabrication investigates novel production techniques in
which material behavior is linked to fabrication and assembly tasks [39]. Recently, it has been
shown that robots bring new capabilities to construction sites, an uncontrolled environment full
of uncertainties [29]. Whereas some works, like [116], show how to localize a mobile robot in
such an environment, our work focuses on handling building materials of arbitrary shape, such
as found irregularly shaped stones. The use of such objects reveals the following challenges.
Firstly, individual object instances need to be identified. Secondly, grasping and stacking poses
are not obvious, requiring a novel algorithm to pick a ‘good’ next pose among infinitely many.
Thirdly, the stacking task may be performed in unstable situations; for example vertical tower
stacking in our case, requiring recurring structural evaluation and target re-planning after each
object placement.
Computational structural analysis methods have been explored with rigid discrete elements,
such as simple brick-like geometries. Livesley [81, 82] set a basis of a numerical method for
limit analysis of discrete rigid block structures. Block and colleagues employed graphical statics in interactive design tools with structural analysis feedback [12], and Whiting et al. [148]
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Figure 7.1: In an offline step we scan a set of objects (top). These objects, or a subset of it, can
be distributed arbitrarily on the work-space and get detected by our object detection pipeline
(middle-left). From the detected objects the presented pose searching algorithm proposes the
next stable stack (middle-right). A motion planner (bottom-right) is used to generate the trajectories to replicate the proposed stack with the robot arm (bottom-left). After placing the object,
its pose is measured and used as base for the subsequent pose searching step.

extended the limit analysis by Livesley to design a guidance system by adding infeasibility metrics. While these works analyzed a static equilibrium of given geometric configuration with
obvious geometric contact surfaces (or support polygons), in our case with irregularly shaped
elements, we need to start from contact detection, which is a core function of physics engines,
and then acquire a contact surface.
From an architectural design motivation, simulation with physics engine has been explored
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by Nielsen et al. [97] but their construction input was to place the next stone at the lowest possible location. As for design with irregularly shaped objects, Lambert and Kennedy developed
an application for guiding masonry construction with a geometric packing algorithm in two
dimensional convex shapes, but it is limited to two dimensional tiling [76].
Humans synthesize the Center of Mass (CoM) position and the support polygon to infer the
stability of objects [20]. On the other hand, physics engines, such as Open Dynamics Engine
(ODE), have been used for evaluating structural stability of object compositions [9]. Similarly,
our algorithm employs a physics engine to extract the CoM position and dynamic characteristics, as well as the contact points between the irregularly shaped objects.
Integrated autonomous systems dealing with object detection and picking these objects with
robotic arms have been proposed for industrial applications [73, 133]. These works have successfully detected irregularly shaped stone-like objects for geometric packing, but are limited
to place these objects in containers, and hence, did not need to consider structural stability.

3 Object Detection
Before starting with the stacking algorithm, we need to find the objects in the scene. Additionally, during the course of the object stacking, we want to be able to track the locations of the
objects. In the scope of this work, we are only considering pre-scanned (the scanning method is
described in Section 5) models of the objects to be detected in the scene. Therefore, we present
an object detection pipeline that consists of the following steps. We start by extracting 3D keypoints from raw point clouds of an RGB-D sensor. These keypoints are then described using
keypoint descriptors and matched to keypoints from a pre-scanned object in a descriptor matching step. Using these matches and a clustring step, we find an initial alignment of the scene
and the pre-scanned object, which is then refined by applying an ICP algorithm. As a final step
of the object detection pipeline, we verify that we have enough inlier points by applying the
identified pose transform of the object to the scene.

3.1 Keypoint Extraction and Description
From an RGB-D sensor we get a scene point cloud PC , in camera frame C. To get keypoints,
we used two methods, a simple voxel based subsampling, as well as the Point Cloud Library
(PCL) implementation of ISS [150], which can not only describe the keypoints, but also used as
a keypoint detector. Besides the ISS descriptor we tested two additional descriptors, namely the
FPFH descriptor [114] and the Rotational Projection Statistics (RoPS) descriptors [54]. Here,
the RoPS descriptors were giving us the best results in the matching step, at a slightly higher
computational cost.

3.2 Descriptor Matching and Clustering
We compare a keypoint kC,scene of a scene point cloud with a keypoint of a point cloud of a prescanned object kO,object in object frame O. To find a pair of corresponding keypoints kC,scene
and kO,object , we set up a kd-tree in descriptor space to find the nearest neighbors. Then we use
an approach, presented in [16], to verify that the matched keypoints are geometrical consistent.
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We select the b best transforms TCO,j,matching , j ∈ {1, . . . , b} that give the most geometrical
consistent matches. The transforms TCO,j,matching project the object point cloud PO,object into
the camera frame C.

3.3 Transform Refinement and Verification
Using an ICP step we refine these transforms TCO,j,matching , to get better alignments of the two
complete filtered point clouds PC,scene and PO,object . We denote these refined transforms by
TCO,j,refined . In a last step, we check for the inlier ratios of the transformed point clouds and
we then select the one which has the highest ICP-score, given that we have an inlier ratio of
the model points larger than a threshold value; in our application we set this threshold value to
20 % resulting in the final transform TCO .

3.4 Object in Robot Arm Frame
To transform the point cloud of the localized object PO,object into the robot arm frame R, we
apply the previously detected best transform TCO , a fixed pre-calibrated transform TT C from
the camera frame C to the robot arm tooltip frame T , and the transform given by the robot state
TRT between the robot arm frame R and the tooltip frame T :
PR,object = TRT · TT C · TCO · PO,object .

(7.1)

4 Pose Searching
The global goal is to construct a vertical tower consisting of irregularly shaped objects from
a subset S of available objects oi ∈ S ⊆ O, where O denotes the complete set of given
objects. Within the set S, we want to find the best object and its target pose. The search space
is twofold: discrete object space and continuous pose space. To find a stable pose on a vertical
stack, our pose searching method places each object oi on the top object of the existing stack
in a dynamic simulation using a physics engine. For evaluating each object’s ‘goodness‘ with
a certain pose pi , we introduce a cost function that maximizes the support polygon Si ’s area
Ai of the newly placed object oi and minimizes other considerable parameters, such as kinetic
energy. Throughout this process, several initial poses are tested with fixed initial positions
but randomized orientations. We are sampling our initial orientations randomly, to keep the
problem viable in large problem sets, where a holistic pose sampling would become intractable.
The returned cost value is interchangeable among available objects in S, thus we find the best
object o∗ with the best pose p∗ .

4.1 Overview of the algorithm
The pose searching algorithm iteratively evaluates poses with valid contacts (support polygon)
between a newly placed object oi and the existing stack. Once a pose with valid contacts is
found, the algorithm refines the pose with gradient descent. To find a valid contact pose, we set
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the object to an initial pose in simulation that is close to the existing stack, but not yet touching
it. The initial pose pinit,i of a new object oi ∈ O consists of its initial position rinit,i and its
initial orientation qinit,i . The initial position is set with an offset from the centroid Cj of the
last placed object’s support polygon Sj along the normal direction nj of Sj (see Figure 7.3).
To obtain the initial orientation, the detected object orientation is rotated around a randomized
axis with the random angle θ ∈ [−θinit , θinit ].
Based on the initial pose pinit,i , the valid contact pose pcontact,i is found by a sub-routine
named valid pose search by applying an attraction force F parallel to a thrust line input (in our
case along the gravitational axis). We then run gradient descent (see the right in Figure 7.2)
to iteratively improve the contact pose pcontact,i using the cost function presented below. After
the local optimum pose p∗local,i is found, the orientation of the initial pose pinit,i is randomized
again to find the next valid contact pose pcontact,i . After computing certain number x of local
minima, we find the pose p∗i with the lowest cost as the solution pose of oi . We iterate the
process over the available subset S to find the best object o∗ .
To avoid jittering effect in physics simulation, the whole algorithm performs physics engine
update steps only when it is necessary. Objects in an existing stack are set to be immobile in the
whole process, except when the cost is calculated.

4.2 Valid pose search
Algorithm 3 Valid pose search algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

function VALID P OSE S EARCH(oi , pinit,i )
set oi ’s pose to pinit,i
do
apply force F to oi
step physics simulation once
if Pi0 6∈ Sj then return false
end if
while Ncontact (pi ) < 3
pause physics simulation
pcontact,i ← current pose
if Ekin (pcontact,i ) < Ekin,stable then return true
else return false
end if
end function

For evaluating physical stability of object oi , it is a valid approach to analyze whether Pi0 , the
projection of the CoM position Pi onto the support polygon Si , is inside the support polygon or
not (see Figure 7.4). In order to find a valid support polygon Si for an irregularly shaped object
oi , we consider the contact points of the object to other objects. The assumed contact situations
are simple; either on a flat surface for the first stack, or collision between two rigid body objects
with parallel contact normals.
The valid pose search method is detailed in Algorithm 3. To assure that pinit,i results in a
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Figure 7.2: Illustration of our pose searching algorithm to find the best pose for object oi .
The valid pose search sub-routine is described in Algorithm 3 and the cost calculation in Algorithm 4. The gradient descent sub-routine is further depicted on the right.

valid contact pose pcontact,i , we apply an attraction force F along the thrust line direction vector
vi to the object oi (see Figure 7.3). During this process, we continuously check whether the
projection Pi0 of the CoM position lies within the support polygon (see Figure 7.4). As soon
as the number of contacts Ncontact (pi ) between oi and the existing stack is at least three (see
Figure 7.4), the resulting pose pcontact,i is evaluated by oi ’s kinetic energy Ekin (pcontact,i ) with
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Figure 7.3: (1) The initial position rinit,i of object oi is set along the normal direction nj of Sj
of the previously placed object oj . (2) The initial pose of object oi with attraction force F.

Figure 7.4: (3): Projection Pi0 of the CoM position Pi onto the support polygon Sj . (4):
Contact pose pcontact,i resulting from the valid pose search algorithm.
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a threshold value Ekin,stable . By evaluating the kinetic energy, we limit the viable set of poses
to the ones that cause minimal motion of the existing stack. This approach for finding a valid
contact pose pcontact,i guarantees to satisfy the following constraints:
Ekin (pcontact,i ) ≤ Ekin,stable
Pi0 ∈ Sj

(7.2)

Ncontact (pcontact,i ) ≥ 3.

4.3 Cost calculation
We assign a cost to each valid contact pose pcontact,i to compare its ‘goodness’ in terms of a
robust object poses, which allows further stacking. Therefore, we maximize the area of the
support polygon Si as well as minimize other considerable parameters, such as kinetic energy
Ekin , and surface normal deviation from the thrust line ni for reducing sheer forces. To robustly find the support polygon Si from the sparse contacts between oi and the existing stack,
contacts over several simulation update steps, in our case 10 steps, are collected and simplified [3]. After acquiring 3D point sets, Principal Component Analysis (PCA) is performed for
dimension reduction from 3D to 2D point set. Processing the 2D point set with Delaunay triangulation [67], the polygon mesh Si is created for calculating its area Ai and surface normal
nc,i (see Figure 7.4).
Given the area Ai of the support polygon Si , the kinetic energy Ekin (pcontact,i ), the dot
product kni · vi k, where vi is the thrust line direction vector, the length krPj Pi k between Pi
and the CoM of the previously stacked object Pj , we define the cost function1 as
f (pcontact,i ) = w1 A−1
+ w2 Ekin (pcontact,i )
i
+ w3 krPj Pi k + w4 (1 − kni · vi k),

(7.3)

s.t. wj ≥ 0 ∀j ∈ 1, . . . , 4
where wj are manually selected weights of the individual energy function components. An
overview of the cost calculation algorithm can be seen in Algorithm 4.
After assigning the cost to the valid contact pose pcontact,i , gradient descent is performed for
searching the local optimum pose p∗local,i , as depicted in the right of Figure 7.2. In this process,
we iteratively calculate a small pose step ∆p consisting of δr̂ and δq̂, as given in Eq. (7.5) and
Eq. (7.6), to obtain an updated initial pose for valid contact pose searching2 :
plocal contact,i [n + 1] = plocal contact,i [n] + ∆p
,
s.t. ∆p = (δr̂, δq̂)

(7.4)

where plocal contact,i [0] = pcontact,i . The translation δr̂ assigns a positive constant offset zconst
in contact normal direction to avoid placing the object oi at invalid poses overlapping with the
existing stack. Given r as a small value, Ti as a homogeneous transformation matrix from
world frame to the thrust line aligned frame at Cj (see Figure 7.3), and zconst , we obtain δr̂ as:
1
2

This is an updated formula, as there was a mistake in the original submission.
This is a corrected notation compared to the original submission.
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Algorithm 4 Cost calculation
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

function C ALCULATE C OST(oi , pcontact,i )
set all objects in stack mobile
contactsArray[] ← 0
for k ← 0, k < 10 do
step physics simulation once
contactsArray[] ← current contacts set
end for
contacts ← simplify(contactsArray[])
contactPlane ← PCA(contacts)
contacts ← projection(contacts,contactPlane)
Si ← 2D DelaunayTriangulation(contacts)
get Ai (Si ), Ekin (pcontact,i ), krPj Pi k, kni · vi k
reset poses of all objects in stack
set all objects in stack immobile
cost ← f (pcontact,i )
return cost
end function

∂f −1 ∂f −1
,
, zconst ),
∂rx
∂ry
δr
,
s.t. zconst ≥ 0.
and δr̂ = r
kδrk
δr = Ti (

(7.5)

For rotation, we describe the orientation with a quaternion q in axis-angle representation as
(axis, angle). Given q as small rotation angle, and Ti , we obtain δq̂ as:
vaxis = Ti (

∂f −1 ∂f −1 ∂f −1
,
,
)
∂qx
∂qy
∂qz

(7.6)

and δq̂ = (vaxis , q )
For minimization of the cost, we iterate the process described in Eq. (7.4) until the difference of returned cost becomes smaller than the threshold γ as f (plocal contact,i [n]) −
f (plocal contact,i [n + 1]) < γ. We write the optimization process as,
p∗local,i = argmin f (plocal contact,i )
plocal contact,i

(7.7)

s.t. Ai (Si ) ≥ Amin ,
where Amin is the minimal support polygon area.
After finding a local optimum pose p∗local,i , a new randomized rotation is assigned to the
initial pose pinit,i and the process is repeated until x local solutions are found, as shown in the
left of Figure 7.2. The pose with minimum cost is selected as a solution p∗i for object oi . We
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iterate the entire process over all objects of the available subset S, returning the best object o∗
with the best pose p∗ .

5 Experimental Setup
To show the applicability and repeatability of the presented pose searching and object detection
methods, we implemented the algorithms, using Robot Operating System (ROS) [108], on a
robotic platform to perform autonomous dry-stacking as in Figure 1. The goal is to create a vertical tower out of randomly placed irregularly shaped objects whose mechanical and geometric
properties are known.

5.1 Experimental Setup
We use a set of six natural lime stones (Figure 7.5) as objects because they show challenging
properties for the stacking task like irregular shape and low friction coefficient. The point cloud
and mesh model of the object’s geometric shape were previously acquired with an ATOS Core
high precision scanner. These models are used for detecting the objects in the scene, as well as
for simulating in a physics engine used in the pose searching algorithm. To lower the computation cost, we reduced the mesh model for the pose searching algorithm to a homogeneously
triangulated mesh with 500 faces. This showed to be a reasonable trade-off between reducing
the computation cost and being able to generate a contact situation that correlates with the real
world. The weight, CoM position, and moment of inertia of each stone were measured and
added to the geometric model description. The friction coefficient was estimated with a low
value of µstone = 0.1. For manipulating the objects, we use a robotic arm equipped with a
three-finger gripper as depicted in Figure 7.6. The object detection is performed with an RGBD depth camera mounted on the robot arm. The size of the objects are selected to fit in the
finger stroke of the gripper. We are using MoveIt! [132] to generate collision free motions of
the robot. A force-torque sensor mounted at the attaching point of the gripper is used to detect
impact during the placing of the object.
The work-flow of autonomously creating a vertical stack of arbitrarily placed stones is shown
in Figure 7.1. This task is performed by continuously executing a loop consisting of object
detection, pose searching and object manipulation. First, the objects are detected and localized
in the scene, resulting in a set of available stones S. For each trial we used an alternating subset

Table 7.1: Parameters
Parameter

Value

Parameter

Value

w1
w2
w3
w4
x

0.179
0.472
0.094
0.255
5

Amin
F
Ekin,stable
θinit

1e−5 m2
100 N
20 J
π
rad
4
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Figure 7.5: Lime stones with irregular shape are used to create vertical stacks.
of four stones from the complete set of the six lime stones. From this set S, the presented pose
searching algorithm proposes the next stable stack. To replicate the proposed stack, a collision
free grasping configuration from a predefined set of feasible configurations is chosen and a
motion planner generates executable trajectories. After placing the stone at the proposed pose,
we detect the updated pose and validate if the stacking was successful. The updated stone pose
is used as a foundation for the next pose searching step. If the robot could successfully execute
the proposed stack, the next proposed stable stack is computed from the remaining set of stones.
The stacking task is terminated once the pose searching does no longer find a feasible solution
from the available objects or the stacking was not successful.

5.2 Results
The robotic system performed the vertical stacking task in eleven consecutive runs with an
alternating set of four stones3 . In two of these runs, the system succeeded to construct a stack
out of all four available stones. In six cases the system was able to vertically stack three stones,
but failed to place the fourth stone, and in three cases the system did not succeed to stack the
third stone. For the pose searching algorithm presented in Section 4, we used the parameters
given in Table 7.1. The average cost of the last pose the system was able to successfully stack
was 0.7425. Whereas, in the case where the robot failed to place the object the average cost
was 1.8018, which shows that these poses were already identified as less favourable compared
3

Watch the accompanying video: https://www.youtube.com/watch?v=bXz52KMGUng
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Figure 7.6: An overview of the used hardware setup: a ROBOTIQ 3-finger gripper, a FT150
force torque sensor, and a Intel®RealSense™ SR300 RGB-D camera are attached to a UR10
arm.

Task
Pose search
Object detection
Manipulation
Other tasks

Mean time (s)

σ time (s)

Fraction (%)

66.2
17.0
166.7
21.1

7.0
4.4
17.2
4.1

24.4
6.3
61.5
8.8

Table 7.2: Mean execution times.

to the ones that were successfully stacked. If the cost at a previous step is high, the probability
increases that the following stone placement will fail. See for example the high cost of the
second stone in run 6 and 7 (see Figure 7.7).
Table 7.2 shows the mean execution times of the different parts of the presented approach,
although computational and execution speed was not a focus of this paper.
On average, a trial to construct a vertical stack lasted 271.0 s. The main fraction of this time
is spent for the manipulation task that includes path planning, arm and gripper motion. This is
mainly due to the fact that the robot, for safety reasons, is operated with reduced speed. The
remaining time is spent for the pose searching algorithm itself, object detection and other tasks,
such as visualization and stopping the motion before capturing depth images. The stacking
work-flow is not yet optimized in terms of construction time and could be greatly improved
by parallelizing manipulation with pose searching and object detection, and by increasing the
operation speed.
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Figure 7.7: The cost of the selected target pose of an individual stone for all eleven runs at each
level of the stack. A higher cost indicates a less preferable target pose. ’+’ denotes a successful
stacking, failed attempts are represented with a ’x’. Each color corresponds to an individual
run.

6 Conclusion
In this paper, we introduced an autonomous robotic system that constructs a balancing vertical
tower out of irregularly shaped stones without using mortars or extra materials. Its work-flow
consists of a continuous loop with object detection, target pose search, physical manipulation,
and evaluation. We presented an object detection pipeline suited to localize irregularly shaped
objects in a scene and a target pose searching algorithm to generate stable stacks. The proposed
algorithms were implemented on a robotic system and tested in an experimental setup (a fixed
platform in a controlled environment with a flat terrain, and pre-scanned objects). The system showed to be able to perform stacking tasks autonomously, contributing to a preliminary
setup for detecting irregularly shaped objects and also validating the proposed pose searching
algorithm.
As a next step to improve the stability of the planned stack in this setup, the pose searching
could consider the future cost by simulating several steps ahead. Aiming at more practical
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situations, we want to focus on construction with unseen objects. This involves the segmentation
of unknown objects in a scene and their handling with incomplete information.
Furthermore, we aim at creating more complex target shapes, such as arches or walls. These
shapes can create structures where each object is in contact with more than two objects. In such
a situations, not just a vertical or single thrust line, but a more complex thrust line network needs
to be analyzed.
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