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Abstract
High-resolution 3D velocimetry estimation of fluids is a key problem in experimental fluid
mechanics. It offers important applications for aero- and hydrodynamic measurements
in academia and industry and facilitates fundamental research in turbulent flows. By
injecting tracer particles into a fluid and observing their displacements over time from
multiple view-points, a dense velocity field can be obtained. However, with increased
particle seeding densities, ambiguities in the 3D particle reconstruction arise, which, in
turn, affect the reconstruction accuracy of the underlying flow field. Existing approaches
are limited to low seeding densities, which limit the spatial resolution of the flow field,
or require long time sequences to heuristically resolve ambiguities of large, self-occluding
particle sets.
This thesis focuses on novel, physically-motivated approaches for high accuracy 3D
flow estimation from few time steps. Multiple contributions are presented to tackle high
seeding densities and, thus, facilitate high-resolution velocity field estimation. First, a
variational formulation of the 3D flow estimation problem is introduced. The coarseto-fine optimization scheme allows incorporation of physical priors, such as the incompressible stationary Stokes equations. To counteract the high memory requirement of
voxel-based representations, a sparse particle reconstruction approach is subsequently
proposed, combined with a sparse descriptor for 3D correspondence matching. Finally, a
joint energy formulation is presented that optimizes both the sparse 3D particle locations
and the dense motion field. Taking into account all available input views and both time
steps jointly results in a better disambiguation of particle reconstructions and a more
detailed flow field estimation. This favorable formulation is further extended to multiple
time steps, allowing to further improve the particle reconstruction. Hence, even higher
particle seeding densities can be supported. The proposed approaches were quantitatively
validated on synthetic fluid simulations and delivered compelling results on experiments
in water and air.
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Kurzfassung
Die hochauflösende Schätzung von dreidimensionalen Geschwindigkeitsfeldern ist ein zentrales Problem in der experimentellen Strömungsmechanik. Sie bietet wichtige Anwendungen für aero- und hydrodynamische Messungen in Wissenschaft und Industrie und
ermöglicht Grundlagenforschung für Turbulenzströmungen. Durch Injizieren von TracerPartikeln in das Fluid und Beobachten ihrer zeitlichen Bewegungen aus mehreren Blickwinkeln kann ein dichtes Geschwindigkeitsfeld bestimmt werden. Allerdings entstehen bei
erhöhter Partikelanzahl Mehrdeutigkeiten bei der 3D-Rekonstruktion der Partikel, welche
wiederum die Rekonstruktionsgenauigkeit des zugrundeliegenden Strömungsfeldes beeinträchtigen. Bestehende Ansätze sind auf niedrige Partikeldichten beschränkt, welche die
räumliche Auflösung des Strömungsfeldes begrenzen, oder erfordern lange Zeitsequenzen,
um die Mehrdeutigkeiten in der Partikelrekonstruktion heuristisch aufzulösen.
In dieser Dissertation werden neue, physikalisch motivierte Ansätze für hochaufgelöste 3D Strömungsfeldschätzung von Fluiden aus wenigen Zeitschritten präsentiert.
Es werden mehrere Konzepte vorgestellt, die den Umgang mit hohen Partikeldichten
verbessern und damit eine hochauflösende Geschwindigkeitsfeldschätzung ermöglichen.
Zunächst wird eine Variationsformulierung des 3D-Bewegungssschätzungsproblems gezeigt. Das dafür entwickelte hierarchische Optimierungsschema ermöglicht die Einbeziehung von physikalischen Formeln, wie den inkompressiblen stationären Stokes Gleichungen. Um dem hohen Speicherbedarf von voxel-basierten Darstellungen entgegenzuwirken
wird anschließend ein Ansatz zur Rekonstruktion diskreter Partikel verfolgt, kombiniert
mit einem Sparse-Deskriptor für den 3D-Korrespondenzabgleich. Schließlich wird eine
kombinierte Energieformulierung präsentiert, welche diskrete 3D-Partikelpositionen und
das dichte Bewegungsfeld gemeinsam optimiert. Durch die kollektive Berücksichtigung
aller verfügbaren Kamerabilder und beider Zeitschritte wird ein verbessertes Auflösen
von Mehrdeutigkeiten in der Partikelrekonstruktionen erreicht, wodurch eine detaillierte
Strömungsfeldschätzung ermöglicht wird. Diese erfolgreiche Formulierung wird zusätzlich
auf mehrere Zeitschritte erweitert, was zu einer weiteren Verbesserung der Partikelrekonstruktion führt und somit die Verwendung von noch höheren Partikeldichten ermöglicht.
Die vorgeschlagenen Ansätze wurden mittels synthetischer Fluidsimulationen quantitativ
evaluiert und lieferten überzeugende Ergebnisse bei Experimenten in Wasser und Luft.
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Introduction

Understanding the dynamics of fluids is important in physics and engineering. A key
element to understand and analyze fluid motion is visual observation. Early attempts of
fluid observation and qualitative visualization have already been performed by Leonardo
da Vinci in his studies of water (Kemp, 2019). With the rise of photographic recording
accelerated also the field of flow visualization. First quantitative experiments date back
to the early 20th century (Nayler and Frazer, 1917). Some examples of early flow visualizations are shown in Figure 1.1. Since then, the field of experimental fluid mechanics
has advanced significantly, due to both improvements in hardware and algorithms. Novel
observation techniques help to advance fundamental research in fluid mechanics, e.g. to
analyze three-dimensional structures in complex flow fields, such as turbulent boundary
layers (Holzner et al., 2008, Schröder et al., 2011). Applications range from measurements of aerodynamic properties of aircrafts, cyclists or raptors (Eaton and Johnston,
1981, Jux et al., 2018, Usherwood et al., 2020) to the flow analysis in prosthetic heart
valves (Yoganathan et al., 2005).
Optical measurement techniques require some form of visual markers in the fluid to
allow the observation of motion. Examples of such markers can be seen in Figure 1.1:
Prandtl (1936) injected small tracer particles into a water current while NASA researchers
used colored smoke to visualize the air flow from the wing of an aircraft. Quantiative
properties of the fluid, such as the velocity field, can be inferred from observed temporal
displacements of visual markers. Among the most prominent techniques for velocity field
estimation in experimental fluid mechanics are Particle Image Velocimetry (PIV) and the
closely related Particle Tracking Velocimetry (PTV) (Adrian, 1996, Raffel et al., 2018).
For both techniques, tracer particles are injected into the fluid. Those seeded particles are

Figure 1.1.: Flow visualizations through time. Left: Leonardo da Vinci, Studies of Water,
c. 1510-12, Royal Collection, RCIN 912660. Middle: Measurements with injected tracer particles on the formation of vortices in water currents (Prandtl,
1936). Right: Wake vortex at the wingtip of an aircraft, made visible with
colored smoke, 1990, NASA Langley Research Center.

1

1. Introduction
required to follow the flow faithfully without disturbing it or influencing the properties
of the fluid. In PIV, flow is estimated at regular grid locations by matching of particle
constellations over subsequent time steps. This relates to an Eulerian specification of the
flow field, i.e. fluid properties are observed at fixed locations in space over time. In PTV,
also known as Lagrangian particle tracking, individual particles are tracked through space
and time. Typically, the individual particle correlation of tracking based approaches is
less robust compared to PIV, reducing the feasible particle seeding density. While traditionally only a thin slice of the fluid is illuminated to allow for planar 2D measurements
in x and y direction, in recent years also 3D variants have gained increasing recognition
(Maas et al., 1993, Elsinga et al., 2006, Schanz et al., 2016). The step from 2D to 3D
comes with additional challenges. Instead of a thin slice, a measurement volume is illuminated. Hence, additional to the particles’ movement also their locations in 3D space
have to be determined. Such approaches estimate a three-dimensional, three-component
(3D3C) velocity field or particle tracks within a volume of interest, i.e. the three flow
components (u, v, w) are observed at 3D locations (x, y, z). Most 3D approaches use a
multi-camera setup to obtain the particle position. Even so, the problem is heavily underconstrained. Ambiguities in particle matching over multiple views as well as occlusions
of particles need to be handled, especially with increasing particle seeding densities. Low
seeding densities, on the other hand, lead to a low spatial resolution of the observed flow
field, impairing the observation of small-scale fluid structures.
Overriding research questions. Most existing 3D methods are oblivious about the
underlying physics of fluids during reconstruction. Furthermore, rather heuristic approaches are used to tackle the problem of ambiguities in the particle reconstruction.
Consequently, current approaches can only handle limited particle seeding densities and
often require the recording of long time sequences to converge. In this thesis a different
approach is proposed, taking inspiration from advances in the fields of computer vision
and optimization. In this context the following questions are asked:
1. Can we cast 3D fluid motion estimation as an optical flow problem and solve it
using variational methods, as successfully employed in many computer vision applications?
2. Can we derive physically plausible regularizers from the governing fluid equations
to guide and constraint the flow estimation?
3. Can we make use of mulitple views and time steps jointly to deal with ambiguities
in the particle reconstruction and, thus, handle large particle seeding densities for
increased spatial resolution?

1.1. Outline & Contributions
This cumulative thesis incorporates multiple articles published in journals and conferences in the fields of computer vision and experimental fluid mechanics. The key papers
are included in Chapters 3 - 6. A summary of their methodology and contributions is
described in Subsections 1.1.1 - 1.1.4. Complementing the technical chapters, the current
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1.1. Outline & Contributions
chapter gives an introduction to this thesis, including the overriding research questions,
the methodology used and the relevance of this work to science and economy. In Chapter 2
a review of particle-based velocimetry estimation and related topics is given. Basic concepts of fluid dynamics and variational optimization are introduced. Finally, Chapter 7
completes this thesis with conclusions and an outlook for future research possibilities.

1.1.1. Variational Tomo-PIV with Physical Priors - Chapter 3
In Chapter 3, the velocity field estimation step of Tomographic Particle Image Velocimetry (Tomo-PIV) is revisited. Inspired by variational optical flow approaches, a global
smoothness constraint is introduced. The additional regularizer allows to reduce the size
of local matching windows when correlating the two time steps. Further, a physically
based regularizer, derived from the stationary Stokes equations, is used to constraint the
fluid to be divergence free and penalize the spatial gradient of the flow.
Contributions
1. A warping-based variational optical flow approach is adapted to volumetric particle
flow estimation. To account also for larger displacements between time steps, a
coarse-to-fine pyramid scheme is implemented. An efficient primal-dual optimization approach is used to minimize the energy, which is formulated as a saddle-point
problem.
2. The energy formulation is derived from the stationary Stokes equations, which
model the incompressibility and viscosity of the fluid. Both, a hard constraint and
an alternative soft constraint variant on the flow divergence are integrated into the
variational framework. The Euler-Lagrange equations of the energy reveal that the
viscosity of the fluid can be accounted for via quadratic regularization of the flow
gradient.
3. To handle also large measurement volumes, a semi-dense formulation is introduced.
It takes into account the individual requirements of particle reconstruction and
flow estimation. While the data term is evaluated at full resolution, the flow field
is regularized at a lower spatial resolution.
4. Extensive evaluations are carried out for different data terms and regularizers. Further, ablation studies on the matching window size, seeding density and stepsize
of the semi-dense formulation are performed, justifying the chosen parameters and
the effectiveness of the presented approach.

1.1.2. Energy-Based IPR & Sparse Descriptors - Chapter 4
A voxel-grid-based particle representation with regular-grid matching windows does not
represent well the sparse, continuous nature of seeded particle locations. Hence, in Chapter 4 a sparse particle representation is introduced, which significantly reduces the memory footprint of the approach. A sparse-descriptor-based data term is proposed to replace
the local 3D matching windows from Chapter 3. Further, a new energy-based iterative
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1. Introduction
particle triangulation variant replaces and outperforms the grid-based tomographic approach.
Contributions
1. Inspired by the heuristic Iterative Particle Reconstruction (IPR) method of Wieneke
(2013), an energy-based formulation for the iterative triangulation approach is introduced.
2. The non-convex and non-smooth energy is optimized using the inertial Proximal
Alternating Linearized Minimization (iPALM) method (Bolte et al., 2014a, Pock
and Sabach, 2016), which guarantees to converge to a stationary point of the energy.
3. Extensive evaluations demonstrate that the energy-based IPR formulation can handle ambiguities in the particle reconstruction much better than a tomographic reconstruction method, resulting in more accurate flow estimates at higher seeding
densities.
4. A novel, sparse descriptor formulation is introduced. The descriptor can be directly applied on the sparse particle reconstructions, allowing for a small memory
footprint.

1.1.3. Joint Particle and Flow Estimation - Chapter 5
The flow reconstruction accuracy of volumetric approaches is inherently dependent on the
accuracy of the 3D particle reconstruction. However, ambiguities for triangulation from
few views lead to wrong reconstructions, limiting the feasible seeding density. Combining
data not only from multiple views but alsow from multiple time steps can help counteract
these ambiguites. Hence, in Chapter 5 instead of a sequential particle reconstruction and
flow estimation, a joint formulation is proposed. The novel energy formulation jointly
reconstructs both the sparse tracer particles and the dense flow field over two time steps.
Contributions
1. The novel joint optimization uses a hybrid PIV/PTV representation to model both
the sparse particle set and the dense flow field. While the dense flow field facilitates
incorporation of physical constraints, such as incompressibility and viscosity, the
modeling of sparse, explicit particles offers a memory friendly representation and
facilitates the evaluation of the data term directly in 2D image space.
2. The generic formulation of the projection operator from 3D space to 2D images
allows for both pinhole camera models, for experiments with gases, and polynomial
camera models, for multi-media setups with liquids.
3. Quantitative evaluation of the approach reveals that indeed the joint optimization
results in improved particle reconstruction accuracy. Thus, it allows for higher
seeding densities and improved accuracy of the resulting flow field compared to a
sequential baseline.

4

1.2. Relevance to Science and Economy
4. Besides quantitative experiments on synthetic data, qualitative results are shown
for experiments in water and air.

1.1.4. Multi-Time-Step Extension for High Seeding Densities Chapter 6
In Chapter 6 a multi-time-step extension of the joint formulation from Chapter 5 is
presented. Evaluations show that additional information from a third time step helps to
further resolve ambiguities in the 3D particle reconstruction. This facilitates the use of
higher seeding densities, which in turn increases the spatial resolution of the reconstructed
flow field.

Contributions
1. The energy of Chapter 5 is extended to model both the forward motion to the next
time step and the backward motion to the previous time step.
2. Including an additional third time step increases the available data observation by
50%. This additional information allows for better reconstruction disambiguation
and thus higher seeding densities.
3. Quantitative experiments prove the improved particle reconstruction performance
and thus increased flow estimation accuracy at seeding densities up to 0.2 particles
per pixel (ppp).

1.2. Relevance to Science and Economy
The contributions presented in this thesis are directly applicable to fluid mechanics experiments in gases and liquids. The general framework allows for both simple setups in
air and more complex multi-media setups. The implemented polynomial camera model of
Soloff et al. (1997) can account for optical distortions due to the air-glass-water interface
in experiments in water. For setups in air, a simple pinhole camera model suffices, after
calibartion and correction of the radial lens distortion.
The presented approach can handle high seeding densities in a two-pulse setup,
where images are taken at just two subsequent time steps. This allows for cheaper
setups compared to multi-pulse or time-resolved sequence measurements. Further, due
to hardware limitations, time-resolved measurements have a limited temporal acquisition
frequency compared to two- or four-pulse experiments. In case that additional time
steps are available, the multi-time-step extension from Chapter 6 can be used to further
disambiguate the particle reconstruction.

Open Source. Relevant source code, implemented in the course of this thesis, is available under an open source license at https://github.com/lasinger/3d-fluid-flow.
In particular, the joint particle reconstruction and flow estimation approach of Chapter
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1. Introduction
5 together with the extension to multiple time steps of Chapter 6 are made accessible to
interested researchers and engineers. This facilitates the use in fluid mechanics experiments. Moreover, it is intended to initiate further development and advance the field of
particle-image-based 3D estimation of fluid properties.
Scientific Recognition. The contributions and content of this thesis are based on
seven publications that have gained recognition in the scientific communities of computer
vision and experimental fluid mechanics. In total, five publications have been presented at
workshops, symposia and conferences and two extended versions have been published at
renowned journals in the fields. For instance, the work presented in Chapter 4 was selected
for publication in the Special Section on the 12th International Symposium on Particle
Image Velocimetry (PIV 2017) in the journal of Measurement Science and Technology.
The conference paper version of Chapter 5, Lasinger et al. (2019), has been awarded
Honorable Mentions at the German Conference on Pattern Recognition 2018.
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2

Background

This chapter introduces the underlying concepts and principles of fluid dynamics, variational optimization and particle-based velocimetry estimation relevant for this thesis.
Further, some of the more relevant methods related to the contributions introduced in
this thesis are discussed. For a comprehensive overview of related literature the reader is
directed to the related work sections of the individual technical chapters. For a general
introduction to experimental fluid mechanics and related measurement techniques the
reader is referred to Tropea et al. (2007), Raffel et al. (2018) and Adrian and Westerweel (2011). A practical introduction to fluid dynamics and simulation from a computer
graphics perspective is given by Bridson (2015). For a comprehensive introduction to
continuous optimization for imaging problems the reader is referred to Chambolle and
Pock (2016).

2.1. Fluid Dynamics
Fluid dynamics is the study of movements in fluids, i.e. liquids and gases. Important
properties of fluids are density ρ, pressure p, temperature T , velocity v and dynamic viscosity µ. Those properties as well as other internal and external factors influence the fluid
motion, which can be categorized into laminar and turbulent flow. While laminar flow is
characterized by smooth motion, turbulent flow is necessarily unsteady, containing seemingly chaotic, multi-scale motions. Furthermore, eddies and vortices are more prominent
in turbulent flow. Although fluid flow has very diverse and complex characteristics, it
can be described accurately by physical equations. In the following, a short introduction
to fluid dynamics specifications and equations is given. It should be noted that in this
thesis only incompressible flows are considered, i.e. flows for which the change of density
of a fluid particle over time can be neglected. For experimental and also often theoretical
purposes, gases are considered to be incompressible for low subsonic flows, i.e. flows with
a Mach number of less than 0.3, with Mach 1 defining flow velocities equal to the speed
of sound.

Lagrangian and Eulerian Specification. Fluid motion can be described from an
Eulerian or an Lagrangian viewpoint. In the Lagrangian specification, flow is described
by individual fluid parcels which are tracked through space and time. A particle is
identified by its reference position ξ0 at reference time t0 , resulting in a particle trajectory
ξ = ξ(t; ξ0 , t0 ). The velocity of a particle is then denoted as dξ/dt. In the Eulerian
specification, fluid properties and their changes are observed at fixed locations in space.
I.e. v(x, t) describes the velocity at a fixed location x at time t. Flow properties are
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described as fields within the control volume, facilitating the use of vector operations
such as divergence, curl or gradient.
Equations of fluid motion. The governing equations for incompressible fluid motion
are the incompressible Navier-Stokes equations:
ρ

Dv
− µ 4v + ∇p = ρf ,
Dt
∇·v = 0,

(2.1)
(2.2)

where f is the body force acting on the fluid. ∇, 4 and ∇· denote the gradient, Laplacian
is the material
(also often represented as ∇2 ) and divergence operators, respectively. Dv
Dt
derivative of the velocity, also known as the material acceleration of the fluid. The
material derivative of a quantity q is defined as
Dq
∂q
=
+ v · ∇q.
Dt
∂t

(2.3)

Hence, the material derivative of the velocity contains the non-linear part v · ∇v, the
convective acceleration. For flows with very low Reynolds numbers (Re  1), e.g., flows
of low velocity, large viscosity or small characteristic length, the acceleration terms can
be neglected and the diffusion term µ 4v becomes the dominant part of the governing
equations. This leads to the simpler linear variant of the Navier Stokes equations, the
stationary Stokes equations:
− µ 4v + ∇p = f ,
(2.4)
∇·v = 0.

(2.5)

Especially since for most problems in this thesis only two time steps are observed, only
the stationary Stokes equations are considered in the remainder of this thesis. For flows
that do not satisfy the simplified formulation of (2.4), the equations can still serve as a
regularization term, as demonstrated later in this thesis. However, the pressure field and
body-forces can no longer be considered physically accurate.

2.2. Variational Methods
A very prominent class of optimization techniques in computer vision is formed by variational methods. The basic principle of variational methods is that an energy, formulated
in continuous space, is minimized with numerical algorithms, typically first-order decent
methods. Since in many cases the underlying objective function is non-smooth, potentially large-scale and sometimes even non-convex, specialized algorithms adapted to the
structural properties of the problem need to be applied. Two such algorithms, which are
also used in the remainder of this thesis, are shortly introduced in this section, namely
the first-order primal-dual algorithm (Pock et al., 2009, Chambolle and Pock, 2011) and
the inertial variant of the Proximal Alternating Linearized Minimization (PALM) algorithm (Bolte et al., 2014a, Pock and Sabach, 2016). In both algorithms the problem is
split up into simpler subproblems, discretized and solved iteratively. For specifics on the
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individual energy terms and their discretization, the reader is referred to the technical
chapters. An important application in computer vision, that is also closely related to
topics in this thesis, is optical flow estimation. An introduction to the problem and how
to tackle it with variational methods is presented in the third part of this section.
Prior knowledge in functional analysis and optimization is assumed for the topics
in the remainder of this section. The reader is refereed to textbooks in optimization
(Nocedal and Wright, 2006, Nesterov, 2013) for a general introduction.

Primal-dual method. The primal-dual algorithm can be applied to problems of the
form:
min F (Dx) + G(x),
(2.6)
x∈X

where F, G are proper, convex, lower-semicontinuous functions and D : X → Y is a
linear operator. Throughout this thesis G denotes the discretized version of the data
term and F the regularizer. Note that these functions are not necessarily smooth. The
minimization problem can be written as a convex-concave saddle-point problem, i.e. the
primal-dual formulation:
min maxhDx, yi − F ∗ (y) + G(x),
x∈X y∈Y

(2.7)

where F ∗ (y) denotes the convex conjugate of F . The saddle-point problem can be solved
by alternating a gradient descent in x and ascent in the dual variable y:
xk+1 = proxτ G (xk − τ DT y k ),

(2.8)

y k+1 = proxσF * (y k + σDxk+1 ),

(2.9)

where proxτ G (v) = (I + τ ∂G)−1 v is the proximal operator of the convex function G(x)
evaluated at point v. The diagonal preconditioning scheme of Pock and Chambolle (2011)
can be used to find step sizes τ and σ that lead to convergence. For faster convergence,
an over-relaxation step in the primal variable can be performed by replacing xk+1 with
2xk+1 − xk in (2.9).

PALM. The proximal alternating linearized minimization algorithm can be used to
solve a class of nonconvex and nonsmooth optimization problems. In particular the
algorithm is suited for problems where the variable set can be split into blocks of variables
and the energy E takes the form
min
x=(x1 ,x2 ,...,xn )

E(x) := H(x) + F1 (x1 ) + F2 (x2 ) + · · · + Fn (xn ).

(2.10)

The coupling function H(x) is required to be smooth, but not necessarily convex, while
F1 , F2 , . . . Fn are nonsmooth and simple functions. The problem is solved by alternating
proximal forward-backward steps per variable block. I.e. for variable block xi an explicit
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forward step on the smooth function H is followed by a (proximal) backward step on Fi :
xk+1
= proxτik Fi (xki −
i

1
∇ H(·, xki , ·)).
k xi
τi

(2.11)

The step size τik needs to be set in accordance with the partial Lipschitz moduli of H. I.e.
the partial gradient function of H w.r.t. a variable block xi must be globally Lipschitzcontinuous with modulus Li at the current solution:
k∇xi H(·, xi,1 , ·) − ∇xi H(·, xi,2 , ·)k ≤ Li (·, ·)kxi,1 − xi,2 k, ∀xi,1 , xi,2 .

(2.12)

Hence, for a valid update xk+1
the decent lemma
i
E(·, xk+1
, ·) ≤ E(·, xki , ·) + h∇xi H(·, xki , ·), xk+1
− xki i +
i
i

τik k+1
kx
− xki k2
2 i

(2.13)

needs to be fulfilled by adapting τik accordingly, e.g. with a backtracking scheme. The
convergence of the approach can be accelerated with an extra inertial step, motivated by
the heavy ball method (Polyak, 1964). Simply put, a part of the old direction is added
to the new direction of the algorithm. Hence, the update step in (2.11) is replaced by:
yik = xki + αik (xki − xik−1 ),

(2.14)

zik = xki + βik (xki − xk−1
),
i

(2.15)

xk+1
= proxτik Fi (yik −
i

1
∇x H(·, zik , ·)).
τik i

(2.16)

Optical Flow. A common application for variational methods in computer vision is
optical flow estimation. Optical flow denotes the observable 2D displacement vector field
between two recordings of a scene, i.e. the apparent motion of intensity patterns from
one image to another. Considering two images I0 , I1 , for each pixel x = (x, y)T in I0 the
aim is to obtain the corresponding 2D displacement vector u(x) = (u, v)T that fulfills the
brightness constancy assumption:
I0 (x) = I1 (x + u(x)).

(2.17)

Assuming there are no illumination changes or occlusions, the pixel-wise correspondence
from one image to the other can be fully modeled by the optical flow u per pixel. However,
this problem is heavily underconstrained, as only one measurement, the pixel intensity, is
given for two unknowns (u, v). This issue can be illustrated with the aperture problem, as
depicted in Figure 2.1. In the shown example the motion of a line structure is ambiguous,
i.e. multiple different motion vectors fulfill the brightness constancy assumption and only
motion perpendicular to the 1D structure can be observed. Even less information is
given at homogeneous regions. Hence, additional information is required to determine
the correct flow field.
To further constraint the problem, two classical approaches have evolved. Patch- or
window-based methods assume that motion within a local neighborhood is approximately

10

2.3. Particle Image Velocimetry

I0

I1

u=?

u=

Figure 2.1.: Optical flow estimation is ill-posed, as demonstrated by the aperture problem:
The 2D motion of a partly-occluded 1D structure cannot be fully determined
without additional information.
constant and perform patch-based correspondence matching between images. A trade-off
has to be found between large patch sizes, to handle also larger homogeneous areas or
noisy data, and a small enough patch size, so that the constant motion assumption for
a single patch still holds. Alternative to this purely local approach, Horn and Schunck
(1981) have developed a variational approach that includes an additional global smoothness constraint. The basic intuition is that the motion vector for a specific pixel is not
independent of its neighborhood but has, for example, similar orientation and magnitude
as its local neighbors. Hence, regularization can be used to penalize large spatial flow
derivatives. The problem can then be formulated as an energy function of the form
min ED (I0 , I1 , u) + λES (u)
u

(2.18)

and minimized with appropriate optimization techniques. For instance, the primal dual
method can be used to allow for non-smooth regularizers ES or data terms ED . Variational approaches still often use local image patches instead of a pixel-wise brightness
constancy assumption for the data term, but usually require much smaller window sizes
than local methods. To deal with non-convex data terms and avoid local minima when
large displacements are present, Brox et al. (2004) have proposed a coarse-to-fine warping
strategy. A coarse solution of the problem is first found at smoothed, down-scaled images
and iteratively refined at increasing image resolutions.

2.3. Particle Image Velocimetry
PIV is an optical method to measure the velocity of fluids from injected particles and
their displacement over time. It can be seen as a special case of optical flow estimation.
However, the image data is very different from typical scenes in computer vision applications. I.e., instead of differently textured, larger objects that occlude one another and
move rather rigidly (e.g., cars and pedestrians in autonomous driving scenes), in PIV individual particles of similar size and appearance are seeded into the fluid of interest and
captured with high-speed cameras. Further, the fluid motion is constrained by physical
laws, i.e., the governing fluid equations. This results in motion patterns different from
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Figure 2.2.: Schematic visualization of experimental PIV setups to observe fluids seeded
with tracer particles. A measurement area of interest is illuminated by a light
source and captured by one or more cameras. Left: Traditional 2D setup
with a thin illumination slice and one high-speed camera capturing multiple
frames. Right: 3D setup where a measurement volume is illuminated and
captured by multiple synchronized cameras over two or more time steps.
those typically present in computer vision applications, where piecewise-rigid motion and
sharp motion discontinuities at object boundaries are predominant and accounted for
with appropriate regularizers. In this section, a brief introduction to typical PIV setups,
their specifics and algorithms is given.

Experimental Setup. The basic setup for PIV measurements is depicted in Figure
2.2. Tracer particles are added to the fluid, i.e. liquid or gas. The measurement plane or
volume is illuminated by a pulsed light source, e.g. a laser, light emitting diodes (LEDs)
or a white light source. The measurement area is illuminated only for short time intervals
to avoid motion blur while capturing the particle image sequences. The light pulses need
to be synchronized with the camera recording frequency. Note that throughout this
thesis only single-exposure PIV techniques are considered, i.e. per image the particle
distribution of a single time step is captured, in contrast to multi-exposure techniques
that capture two or more time steps in a single image.
For 2D measurements, only a thin slice of the fluid is illuminated. The measurement area is then captured by a single camera viewing the illuminated plane. From the
displacement between two time steps the x and y components of the flow field can be
estimated. The principal flow direction should be aligned with the measurement plane
to reduce out-of-plane motion of particles. However, for highly three-dimensional flows
this setup is inadequate. The third flow component cannot be captured and out-of-plane
motion leads to distortions in the estimated 2D flow field.
Stereoscopic PIV was introduced to counteract this issue. A second camera is used to
view the measurement area from a slightly different perspective. Typically, both cameras
are tilted and a Scheimpflug lens arrangement is used to tilt the image plane relative to
the lens plane to keep the full measurement plane in focus. This setup allows to observe
displacements in the third flow component within the thin illumination slice, resulting in
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two-dimensional three-component (2D3C) flow estimation.
A natural extension to this setup is a full 3D3C flow estimation, as depicted in Figure
2.2 on the right. Now, instead of a thin plane, a 3D volume is illuminated and observed
by three or more cameras. However, the volumetric illumination requires the additional
3D localization of particles per time step. Ambiguities in the triangulation and occlusions
have to be handled with appropriate algorithms.

Tracer particles. Tracer particles are required to follow the fluid faithfully, i.e. the
density of individual particles should be similar to the fluid density. Further, particles
need to be distributed equally over the whole area of interest with the right seeding
density. Too low seeding density leads to limited spatial resolution while a too high
density cannot be resolved properly. For experiments in water it is often sufficient to mix
small solid particles into the fluid initial to the experiment. Depending on the desired
particle size different materials are available. Seeding of gases is typically more difficult
due to their lower density. For experiments in air, helium-filled soap bubbles can be
injected with dedicated nozzles. Since the bubbles are filled with a material lighter than
air, the weight of the soap film can be compensated and larger particle diameters are
feasible. However, the particles are only suitable for low-speed measurements.
The ideal particle size depends on the camera magnification and image resolution.
Particles should have a diameter of at least two pixels so that sub-pixel accurate measurements can be performed and peak locking effects can be avoided. The seeding density
of an experiment is measured in particles per pixel (ppp). Due to the thicker illuminated
measurement volume, comparable particle seeding densities in the fluid for 2D and 3D
setups result in much higher per-pixel particle concentrations in the observed camera
views of 3D setups. Algorithms that can deal with high seeding densities are required to
support high spatial resolutions.

Camera calibration. Camera calibration is needed to obtain the metric velocity field
from estimated pixel displacements and to map between multiple camera views. This
can be achieved with the use of a calibration target, e.g. of a regular dot pattern. The
target should cover the measurement area as much as possible to avoid extrapolation at
image borders. For multi-camera setups, precise calibration of the entire measurement
volume is required to accurately map between the 2D image and the 3D physical space.
Hence, 3D calibration patterns, or multiple recordings of the calibration pattern placed at
different depth locations are needed. Further, volume self-calibration techniques can be
used to improve the initial calibration (Wieneke, 2008). For experiments in air, generally
a simple pinhole camera model can be assumed, after eliminating radial distortion from
the input images (Zhang and Yang, 2015). However, for experiments with liquids, the
camera model has to account for optical distortions due to refraction at the air-glass-liquid
interface. Soloff et al. (1997) proposed a polynomial camera model for such multi-media
setups.
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Temporal Correspondence Estimation. To obtain a velocity field, the visual correspondence between a specific reference time step and one or more subsequent time steps
has to be established. Two standard techniques have evolved: Lagrangian PTV and Eulerian, cross-correlation-based PIV. In PTV individual particle positions are identified and
tracked over time. Geometric constraints over multiple time steps or neighboring tracks
help to disambiguate the correspondence matching problem. I.e., smooth motion over
time and space is assumed. Nevertheless, a sufficiently low seeding density is required to
avoid spurious matches of individual particles.
A more robust alternative to tracking of individual particles is the matching of larger
particle constellations for temporal correspondence estimation. In PIV, a widely used
method is to use cross-correlation based correspondence matching between two time
steps. I.e., per pixel a local neighborhood, the interrogation window, is used to find
a matching region in the second time step. The velocity vector is determined from the
2D displacement. The requirement of large local patches reduces the spatial accuracy
of individual particle motion estimation, but allows for a direct estimation of the dense
velocity field.
Variational PIV. Variational optical flow estimation methods, as introduced in the
previous section, can also be applied to PIV. Compared to local cross-correlation approaches, this allows to incorporate spatial context with appropriate global regularization
terms. However, the specific characteristics of PIV require dedicated data and smoothness terms. Ruhnau and Schnörr (2007) have demonstrated that appropriate regularizers
can be obtained from physical constraints, i.e. the stationary Stokes equations. A comprehensive review of variational PIV approaches is given by Heitz et al. (2010).
3D Particle Reconstruction. For the 3D velocity estimation of a fluid, the 3D location of particles within the measurement volume has to be determined. Maas et al.
(1993) proposed a 3D-PTV approach to tackle this problem. Particles are triangulated
from three or more synchronized camera views and particle tracks are generated by tracking those particles over time. Triangulation is performed by first identifying individual
particles in the 2D images and then searching for potential matches along the epipolar
lines of all remaining camera views. Ambiguities in both triangulation and tracking arise
with increasing seeding density. Hence, for a three-camera system a relatively low seeding
density of 0.005 ppp is recommended.
Elsinga et al. (2006) proposed an alternative 3D PIV approach, namely Tomographic
Particle Image Velocimetry (Tomo-PIV). Volumetric reconstruction is performed using
a Multiplicative Algebraic Reconstruction Technique (MART). The space-carving-like
approach estimates the voxel occupancy probabilities in a regular 3D voxel grid. I.e., each
pixel intensity is projected back into the 3D space and its intensity is distributed over all
voxels that intersect with the viewing ray. The iterative approach leads to high occupancy
propabilities in areas where all camera views indicate a particle, based on their intensity
values. Ambiguities, where the 2D intensity patterns can be explained by multiple 3D
particle configurations, lead to so-called “ghost particles”. However, they tend to have
lower probabilities than true particles. Flow estimation can be performed similar to
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Figure 2.3.: Schematic visualization of particle reconstruction for a simplified setup of
two 1D row cameras and a 2D measurement volume. Left: Simple triangulation along epipolar lines might not resolve ambiguities: The camera images
can be explained by the two green dots and just one of the red dots. It
remains unclear which of the two proposals corresponds to a true particle.
Right: MART distributes individual intensity values of pixels over the voxel
grid (blue and red) and iteratively derives joint occupancy probability values
(green). In case of ambiguity, the obtained probability will be lower.
the 2D PIV setting, i.e. cross-correlation of 3D interrogation windows is performed on
the voxel occupancy volumes of two subsequent time steps. Elsinga et al. (2006) have
reported feasible seeding densities of up to 0.05 ppp. Figure 2.3 shows a comparison of
the two reconstruction approaches for a simplified 1D setup.
The voxel-based representation is memory intensive due to the required high resolution voxel grid. However, the majority of voxels have zero intensity due to the sparsity
of particles in 3D. Atkinson and Soria (2009) have reduced the required memory consumption and accelerated the reconstruction speed with an improved variant of MART,
named MLOS-SMART. Potential non-zero intensity voxels are identified in an initial
Multiplicative Line-Of-Sight (MLOS) estimation step: For each voxel in the volume the
corresponding pixel values of the 2D projected locations in all camera views are multiplied, leading to zero intensity if there is no particle present in at least one of the views.
Only these sparse non-zero voxel locations are considered in the subsequent simultaneous
MART iterations, which are required to reduce the intensity of ghost particles.
Moving back to a particle-centric perspective, Wieneke (2013) proposed the Iterative
Particle Reconstruction (IPR) approach. The iterative method backprojects initial 3D
particle estimates and compares the reconstruction to the original input images. Particle
locations can be refined and particles of low intensity are deleted. This iterative refinement helps to resolve particle occlusions and ambiguities. The iterative procedure has
similarities to the deconvolution algorithm CLEAN in radio astronomy (Högbom, 1974),
where iteratively the point source of highest value in the image is identified and subsequently subtracted from the residual map. Experiments have shown that IPR achieves a
similar reconstruction performance as MART, with feasible particle seeding densities up
to 0.05 ppp. Hence, the method improves significantly over the single-pass triangulation
approach of 3D-PTV.
Schanz et al. (2016) further expanded this idea to their particle-tracking-based Shakethe-Box (StB) approach. In an initialization phase of the first four time steps short
particle tracks are identified. This track information is used to transport particles to
future time steps and avoid full particle reconstruction from scratch per time step. IPR
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is still used to refine particle locations and add new particles over time. Particles that
do not fit to extracted trajectories are identified as ghost particles and removed. The
additional temporal information helps to resolve ambiguities and, thus, allows for seeding
densities of 0.125 ppp. However, for such high seeding densities a convergence phase of
> 20 frames is required to resolve ambiguities in the particle reconstruction and find all
particle tracks.
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Abstract
In experimental fluid dynamics, the flow in a volume of fluid is observed by injecting
high-contrast tracer particles and tracking them in multi-view video. Fluid dynamics
researchers have developed variants of space-carving to reconstruct the 3D particle distribution at a given time-step, and then use relatively simple local matching to recover
the motion over time. On the contrary, estimating the optical flow between two consecutive images is a long-standing standard problem in computer vision, but only little work
exists about volumetric 3D flow. Here, we propose a variational method for 3D fluid flow
estimation from multi-view data. We start from a 3D version of the standard variational
flow model, and investigate different regularization schemes that ensure divergence-free
flow fields, to account for the physics of incompressible fluids. Moreover, we propose
a semi-dense formulation, to cope with the computational demands of large volumetric
datasets. Flow is estimated and regularized at a lower spatial resolution, while the data
term is evaluated at full resolution to preserve the discriminative power and geometric
precision of the local particle distribution. Extensive experiments reveal that a simple
sum of squared differences (SSD) is the most suitable data term for our application. For
regularization, an energy whose Euler-Lagrange equations correspond to the stationary
Stokes equations leads to the best results. This strictly enforces a divergence-free flow
and additionally penalizes the squared gradient of the flow.

3.1. Introduction
The basis of experimental fluid dynamics is to observe the flow in a volume of fluid. In
order to densely visualize the flow of the (transparent) fluid in the whole volume, one
can use a method called Particle Imaging Velocimetry (PIV) (Adrian and Westerweel,
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Figure 3.1.: Volumetric flow estimation. From 3D particle distributions at consecutive
time-steps (top), reconstruct a dense motion field V. xyz-components of the
estimated flow field (bottom).
2011, Raffel et al., 2018): Tracer particles are injected into the fluid and their motion is
recorded with multiple high-speed cameras. The 3D setup is illustrated in Figure 3.1 and
an exemplary video frame is shown in Figure 3.2.
Applications include the analysis and design of hydrodynamically efficient vehicles
and machines, or behavioral studies of aquatic organisms that live in flowing water. While
early variants of PIV operated in a 2D plane (implemented by illuminating only a thin
slice of the volume with a laser light-sheet), the trend is to observe fluid flow in 3D. The
(synchronized) multi-view video is processed in two steps. First, per time-step, all views
are used to recover the 3D particle distribution, often using variants of space-carving (socalled tomographic particle imaging velocimetry, or Tomo-PIV). Second, motion vectors
are estimated by dense matching between consecutive 3D reconstructions. From the
perspective of computer vision, the matching step employs rather simplistic methods,
essentially exhaustive winner-takes-all matching of local 3D windows, followed by some
sort of heuristic smoothing. Here, we ask the obvious question: Can we improve PIV with
modern optic flow estimators, while still handling realistic, high-resolution fluid dynamics
data?
We base our approach on a 3D extension of the primal-dual solution (Chambolle and
Pock, 2011, Pock et al., 2009) of variational flow estimation (Horn and Schunck, 1981).
Modeling the problem in the 3D domain allows us to exploit the physical properties of
our scenario for regularization, which no longer hold in a 2D image projection. Here,
we prefer a variational approach and first-order methods (Chambolle and Pock, 2011),
because these methods have a manageable memory footprint and offer the possibility to

18

3.1. Introduction

Figure 3.2.: Particle image from one view, with zoomed detail.

include the aforementioned physical constraints. As in the 2D case, Chen and Koltun
(2016), Steinbrücker et al. (2009), Vogel et al. (2013a), we prefer to use window-based data
terms rather than per-pixel brightness constancy. For our (soft, probabilistic) particle
volumes, where all particles look the same, we posit that matching information can still
be found in the local patterns of the particles.
Standard regularizers, like a quadratic penalty on the the gradients of the flow field
or total variation (TV), do not consider the special properties of liquids, which are incompressible and thus should have a divergence-free flow field. Regularizers which penalize
divergence have been tried for both 2D and 3D problems (Alvarez et al., 2009, Gregson
et al., 2014, Heitz et al., 2010). Here, we propose an energy whose optimality conditions
correspond to the stationary Stokes equations. This energy formulation integrates nicely
into our optimization framework and leads to the desired incompressibility constraint on
the flow field.
A challenge of 3D flow estimation is the high computational cost, as the number
of voxels, respectively variables, increases cubically with the resolution. On one hand,
one could argue that lower-resolution reconstruction is sufficient, because the effective
resolution of PIV is limited by the particles’ size and density. On the other hand, naively
down-sampling the volume will drastically smooth out the local particle likelihood, and
thereby destroy both robustness against mismatches and localization accuracy. We therefore propose a semi-dense approach, where flow vectors are computed (and regularized)
on a lower-resolution grid, while the data-term is evaluated at full resolution to retain
the precision and robustness of the original particle distribution. We demonstrate that
the results of the semi-dense approach are comparable to per-voxel flow estimation, but
able to handle large volumetric datasets recorded with modern high-resolution sensors.
In our experiments, the proposed method is superior to simple local flow estimation and,
without any post-processing, delivers results comparable with the best available 3D fluid
flow methods.
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3.2. Related Work
In experimental fluid mechanics, particle imaging velocimetry (PIV) is the estimation
of a dense velocity field in a fluid volume with the help of tracer particles and optical
images (Adrian and Westerweel, 2011, Raffel et al., 2018). Though traditionally focusing on 2D motion on a single laser sheet, recent PIV approaches also tackle 3D velocity
fields (Elsinga et al., 2006, Schanz et al., 2016). Elsinga et al. (2006) were the first to
handle high particle densities in 3D with their tomographic particle image velocimetry
(Tomo-PIV) method. Per time-step, the particle distribution in the volume of interest is
reconstructed from multi-view imagery. The velocity field is estimated by subsequent 3D
cross-correlation of large local 3D windows (in PIV terminology “interrogation volumes”)
containing the reconstructed particles. The large size of the interrogation volumes, determined by the practically viable particle density, limits the spatial resolution of the
reconstructed flow field. More recent methods have focused on post-processing multiple
consecutive two-view velocity fields with the help of a dynamic model to increase reconstruction quality (Novara et al., 2010). Technical approaches include iterative volume
deformation with adaptive window sizes (Discetti and Astarita, 2012), methods in the
spirit of Lucas-Kanade tracking (Cheminet et al., 2014) and reconstructing trajectories
of particle patterns over time (Lynch and Scarano, 2013). Schanz et al. (2016) propose
tracking of individual particles over long time sequences instead. While tracking individual particles is certainly an option to refine PIV results, the basic two-frame case is
arguably better captured by dense flow estimation, which more naturally matches the
continuous and physically constrained nature of flowing fluids. Furthermore, individual
particle tracking recovers the flow only at particle locations. Hence, additional postprocessing is needed to interpolate sparse tracks to a grid and to apply the relevant
physical constraints (Gesemann et al., 2016, Schneiders and Scarano, 2016). Heitz et al.
(2010) point out potential research directions for variational PIV and advocate the use of
correct physical constraints, focusing mainly on 2D problems. Alvarez et al. (2009) were,
to our knowledge, the first to present a variational model of 3D-PIV that accounts for the
physical properties of incompressible fluids. However, their method is applicable only as
refinement after an initial flow estimation with another (not physically grounded) model.
Even so, results are only shown for small toy volumes (up to 256 × 128 × 144 voxels).
Also related is work by Gregson et al. (2014), who propose a flow reconstruction
algorithm for dye-injected two-media fluids, primarily aiming for visually pleasing results
over small volumes (≈ 1003 voxels). Their data contains more structural information
than our particle images, hence the step from 2D to 3D is less ambiguous. On the other
hand, spatial information is available only in areas where dye is visible, thus multiple
time steps are needed to densely cover the domain. Technically, they show that the
pressure-projection step, commonly used for fluid simulations, is equivalent to a projection
on the divergence-free subspace, which they formulate as a proximal operator. Like
theirs, our scheme is also motivated by physical properties of fluids, additionally we
show that our regularizer emerges from a proper energy formulation, naturally derived
from the stationary Stokes equations. It is therefore not necessary, to perform the –
computationally expensive – reprojection onto the subspace of divergence-free motion
fields in each iteration of the algorithm. Instead, we can include incompressibility as
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a hard constraint. With modern optimization techniques, this leads to a much more
efficient algorithm.
In the field of medical image processing, volumetric flow estimation is used to register
3D scans from different imaging modalities, e.g., computer tomography (CT) and magnetic resonance imaging (MRI). In medical imaging, 3D flow estimation (Hermann and
Werner, 2014, Mansi et al., 2011, Oliveira and Tavares, 2014, Pock et al., 2007) is further
important for applications that aim to compensate 3D organ motion in time-resolved
medical image sequences (e.g., due to respiration).
Recently, 2D optical flow benchmarks have been dominated by label-based methods
(Chen and Koltun, 2016, Menze et al., 2015), propagation methods (Bailer et al., 2015,
Hu et al., 2016), neural regression networks (Dosovitskiy et al., 2015b) and models that
exploit scene-specific properties like semantics (Sevilla-Lara et al., 2016, Bai et al., 2016).
Most of these models do not scale well to the volumetric domain and struggle heavily with
memory consumption. Further, it is not obvious how to incorporate physical properties
of the problem into any of them. Finally, our particle data does not provide any semantic,
structural or textural cues. Consequently, we feel that a variational approach is the most
suitable one for our application scenario.

3.3. Approach
Our 3D flow estimation pipeline from multiple perspective images is depicted in Figure 3.3. Starting from ≥ 3 synchronous images of the volume, seeded with tracer particles, we perform a 3D reconstruction with our own implementation of the tomographic
reconstruction technique – essentially a soft version of space-carving, which outputs a 3D
voxel space of “particle presence probabilities”, see Section 3.3.1. Two such 3D volumes
from consecutive time-steps then serve as input for 3D flow estimation. We prefer to
work with floating-point scores that indicate the probability of a voxel being occupied,
rather than take hard decisions about the presence or absence of particles. Our main
contribution, the volumetric flow estimation, is described in Section 3.3.2. We review the
primal-dual approach, introduce data terms, regularizers and complete cost functions for
the 3D fluid case, and explain the semi-dense flow estimation.

Figure 3.3.: Flow estimation pipeline. (left) 2D input data, (middle) 3D reconstruction,
(right) 3D flow estimation from 2 time steps.
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3.3.1. Tomographic Reconstruction
For 3D reconstruction we follow the Tomo-PIV approach and implement the MART
algorithm (Herman and Lent, 1976). Additionally, after each MART iteration we apply
anisotropic Gaussian smoothing (3×3×1 voxels) to the reconstructed volume, to account
for elongated particle reconstructions along the z-axis due to the camera setup (Discetti
et al., 2013). MART is an iterative solver for the inverse problem
X
ωi,j E(Xj , Yj , Zj ) = I(xi , yi ) ,
(3.1)
j∈Ri

where I(xi , yi ) denotes the observed pixel intensities, E(Xj , Yj , Zj ) the unknown voxel
intensities and Ri is a list of all voxels traversed by the viewing ray through pixel (xi , yi ).
The weight ωi,j ∈ [0, 1] depends on the distance between the voxel center and the line
of sight and is essentially equivalent to an uncertainty cone around the viewing ray, to
account for aliasing of discrete voxels. For each pixel i in every camera, and for each
voxel j, the following update step is performed:

.X
ωi,j
E(Xj , Yj , Zj )k+1 = E(Xj , Yj , Zj )k · I(xi , yi )
ωi,j E(Xj , Yj , Zj )k
.
(3.2)
j∈Ri

The result of the 3D reconstruction is a N × M × L voxel space with a scalar intensity
value per voxel, where high intensity indicates high likelihood that the voxel is occupied
by a particle. With increasing number/density of particles the ambiguity increases, since
multiple 3D configurations are plausible that would reproject to the given images. These
ambiguities lead to so-called “ghost particles” (Maas et al., 1993), which cannot be ruled
out with the available evidence. Therefore, our flow estimation algorithm will have to
deal with particles that do not actually exist. Ghost particles are on average lower in
intensity than true particles. However, the imaging setup also leads to intensity variations
between true particles, such that ghost particles cannot be filtered by thresholding. We
prefer not to heuristically resolve ambiguities at an early stage, and instead use the soft,
noisy occupancy probabilities as input for 3D flow estimation.
MART tends to decrease also the probabilities of true particles, see Figure 3.4. We
found it advantageous to apply non-linear contrast stretching to the volume before the
subsequent flow computation: Eout = (Ein )γ , with γ = 0.7.

3.3.2. Volumetric Flow
Given two 3D volumes V0 , V1 : Ω → R+ , defined over the volumetric domain Ω ⊂ R3 ,
we aim to reconstruct the 3D motion field v : Ω → R3 . The functional v = (u, v, w)T
represents a mapping of points p in V0 to points (p + v) in V1 .
Like 2D optical flow, the problem is ill-posed when relying only on the local similarity
ED (V0 , V1 , v). The solution is to incorporate prior information into the model, in the form
of a regularizer ES (v). The optimal flow field can then be found by minimizing the energy
λED (V0 , V1 , v) + ES (v) → min .
v
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Figure 3.4.: Histogram of true and ghost particle intensities after non-linear contrast
stretching.

To minimize (3.3), we write the problem as a saddle-point problem and apply the primaldual algorithm, following Chambolle and Pock (2011). Despite the high frame-rate of
the cameras, particles travel multiple voxels between successive frames. To handle these
larger motions, we embed the problem in a coarse-to-fine scheme and repeatedly linearize
V1 at the intermediate solution, to obtain a convex approximation of our data term. The
coarse-to-fine scheme implicitly uses a larger neighborhood for the data term at coarser
pyramid levels.
Historically, optical flow estimation tries to avoid local assumptions about the motion
and use pixelwise brightness constancy (BCA) as data cost ED (Horn and Schunck, 1981).
However, BCA turns out to not work well for noisy data, and recent work prefers patchbased data terms from the stereo matching literature, e.g. Chen and Koltun (2016),
Steinbrücker et al. (2009), Vogel et al. (2013a). The weakness of BCA is aggravated by
the low density of the evidence in PIV data (in our case ≈ 0.0003 particles per voxel).
To alleviate this problem, we tried different patch-based data costs and found the sum of
squared differences (SSD) in a neighborhood window to work well. We also tried more
robust data terms like Census and CSAD (Vogel et al., 2013a), but found them to perform
worse. It appears that for particle flow setups, the focus lies on high accuracy of the flow
vectors, whereas robustness is less crucial due to controlled lighting and high contrast
particles. Thus, there is no need to sacrifice sensitivity for robustness of the similarity
measure.
We further experimented with different regularizers ES . In the flow literature, regularization usually amounts to smoothing the flow field. The ancestral smoothness term is
quadratic regularization (QR) (Horn and Schunck, 1981), later it emerged that the more
robust Total Variation (TV) (Rudin et al., 1992, Zach et al., 2007) was often preferable.
Formally, these regularizers are defined as
Z
|∇u| + |∇v| + |∇w|dx,
TV(v) =
ΩZ
(3.4)
1
2
2
2
QR(v) =
|∇u| + |∇v| + |∇w| dx.
2 Ω
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In our work we choose | · | := k · k2 . Our main focus lies on the estimation of flow in
fluids, especially water. The incompressibility of water – and many other fluids – implies
a divergence-free flow field, it is thus natural to regularize by prohibiting or penalizing
divergence. To that end, we investigate the stationary Stokes equations:
− µ 4v + ∇p = f

subject to ∇·v = 0.

(3.5)

Here, the Laplace operator 4 is applied component-wise on the flow field v. Eq. (3.5)
can be interpreted as follows: An external force field f acts on the fluid and leads to
a deformation. Both, incompressibility and viscosity (viscosity constant µ) prevent the
fluid from simply following f . The pressure field p has to compensate for differences in
force and motion field, leading to an equilibrium. It should be mentioned that (3.5) lacks
the transport equations (inertia part) of the full Navier-Stokes model of fluid dynamics.
However, the basic optical flow model only looks at 2 frames, and for very short time
intervals (3.5) can serve as reasonable approximation.
The stationary Stokes equations (3.5) correspond to the Euler-Lagrange equations
of the following energy:
Z
µ
(|∇u|2 + |∇v|2 + |∇w|2 ) + h∇·v, pi − hv, f idx
(3.6)
min max
v
p
2
Ω
In this saddle-point problem, the pressure p takes the role of a Lagrange multiplier for
the incompressibility condition. In our reconstruction task, the role of the term hv, f i for
the force field is filled by the data term, i.e. we can interpret the remaining terms as a
regularizer. Eq. (3.6) suggests to employ quadratic regularization on the flow field, and
to apply the incompressibility condition as a hard constraint:
Z
1
QRD∞ (v) =
|∇u|2 + |∇v|2 + |∇w|2 + δ{0} (∇·v)dx,
(3.7)
2 Ω
with δC the indicator function of the convex set C. Indeed, this physically motivated
regularization scheme nicely fits into our optimization framework, and leads to the best
results for our data.
A price to pay is that the regularizer is no longer strongly convex, so we cannot
accelerate the optimization as in Chambolle and Pock (2011). We therefore also test a
version where the incompressibility constraint is replaced by a soft penalty, while keeping
the the quadratic regularization of the gradients:
Z
1
QRDα (v) =
|∇u|2 + |∇v|2 + |∇w|2 + α (∇·v)2 dx.
(3.8)
2 Ω

Estimation Algorithm. We minimize our proposed energy functional (3.3) in a discrete setting and partition the domain Ω into a regular voxel grid. The objective is
to assign a displacement vector vp := v(p) ∈ R3 to each voxel p ∈ p = {1 . . . N } ×
{1 . . . M } × {1 . . . L}, so v ∈ V := R3N M L . We briefly review the primal-dual approach
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(Chambolle and Pock, 2011) for problems of the form
min F (Dv) + G(v) ,
v

(3.9)

where D : V → Y is a linear operator that depends on the form of the regularizer. G
denotes the discretized version of the data term from (3.3) and F one of the investigated
regularizers from (3.4, 3.7, 3.8). In case of QR or TV, the linear mapping D implements
the finite differences to approximate the spatial gradient of the flow in each coordinate
direction, which leads to Y := Y 1 × Y 2 × Y 3 = R3N M L × R3N M L × R3N M L . In order
to base our regularizer also on the divergence of the flow field, either as hard (3.7)
or as soft (3.8) constraint, we extend the linear mapping D accordingly. Through a
linear approximation of the 3D divergence based on finite (backward) differences, we
arrive at Y := Y 1 × Y 2 × Y 3 × Y 4 . Here Y 4 ∈ RN M L holds the dual variables for the
incompressibility constraint, respectively penalty; the pressure field (3.5). For convex F
and G we get the primal-dual form
min max hDv, yi − F ∗ (y) + G(v) ,
v∈V

y∈Y

(3.10)

where F ∗ (y) := maxv∈V vT y −F (y) denotes the conjugate of F . In this form the problem
can be solved by iteratively updating v and y according to
vk+1 =(I + τ ∂G)−1 (vk − τ DT yk )
yk+1 =(I + σ∂F ∗ )−1 (yk + σD(2vk+1 − vk )).

(3.11)

The data and smoothness terms are decoupled and the updates of the primal and dual
variables can be solved pointwise, c.f . Chambolle and Pock (2011). In particular, the
proximal operator for F ∗ for TV is given by the pixel-wise projection ∀p ∈ p:



(I + σ∂F ∗ )−1 (yi ) =
p

ypi
max(1, kypi k2 )

(3.12)

onto the unit ball for i = 1, 2, 3. Similarly, for QR and QRDα the proximal operator is
defined as


αi
(I + σ∂F ∗ )−1 (yi ) = ypi i
,
(3.13)
α +σ
p
with αi = 1. In case of QRDα we additionally have α4 := α. In case we utilize hard
incompressibility constraints, elements from Y 4 remain unchanged and are only affected
by the explicit gradient steps. For further details refer to Chambolle and Pock (2011),
Vogel et al. (2013a).

The SSD data cost has the form
Z Z
SSD(v) =
[V0 (x) − V1 (x + v(z))]2 BN (z − x)dxdz,
Ω

(3.14)

Ω

where BN is a box filter of width |N |. After discretization we arrive at the following cost
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for a single pixel p:
SSD(p, vp ) =

X

|V0 (q) − V1 (q + vp )|2 ω(q − p),

(3.15)

q ∈ N (p)

where we have set ω(q −p) = |N 1(p)| . A locally valid, convex approximation would be a 1st order Taylor-expansion around q + vp for all voxels q ∈ N (p). However, this requires, at
each location, the computation of the gradient for all |N (p)| voxels in the neighborhood.
A computationally more efficient idea is to expand (3.15) around the current flow estimate
v0,q for each voxel q. I.e., after multiplying with λ we use as convexified data term:
GSSD (p, vp ) = λ

X

|V0 (q) − V1 (q + v0,q ) − (vp − v0,q )T ∇V1|(q+v0,q ) |2 ω(q − p).

(3.16)

q∈N (p)

With this formulation the gradients and volumes must be evaluated only once per
voxel, namely at the current flow estimate. The proximal map for the SSD at pixel p
amounts to solving a small quadratic problem per voxel to update vp :

1
(I + τ ∂G)−1 (v̂) p = arg min (v̂p − vp )2 + GSSD (p, vp ).
2τ
vp

(3.17)

Semi-Dense Flow. For large volumes the global optimization of (3.10) is both computationally expensive and memory-hungry. However, fluid flow is somewhat special: The
need for very high image resolution arises mainly from the data term. Image gradients
are present only along particle silhouettes, hence, the resolution must be chosen such that
a voxel is at most 21 particle diameter, to ensure individual particles are visible. Moreover, the PIV literature recommends particle diameters >2 pixels in order to avoid peak
locking effects (bias towards integer values) (Prasad et al., 1992, Raffel et al., 2018). On
the contrary, by reconstructing the flow field only from the particles one makes an implicit assumption that each particle’s motion is representative of the surrounding volume
– patterns smaller than the spacing between two particles cannot be resolved for lack of
evidence. The effective resolution of the flow is thus significantly lower.
We exploit that situation: Flow vectors are estimated at a lower grid resolution (per
default we use a spacing of h = 4 original voxels), whereas the data cost is nevertheless
evaluated at full resolution, so as to preserve the particle boundaries implicit in the
high-frequency gradients. If required, missing flow vectors can be interpolated from the
sparser grid, without significant loss of accuracy. We do this in our evaluation. Note,
besides computational savings the sparser flow grid has the additional advantage that the
regularizer operates over larger, more meaningful spatial scales.

Local Flow Baseline. As a baseline, and to assess different data costs independent
of the regularization scheme, we implement a simple local flow estimation similar to the
local correlation schemes used in standard PIV. The baseline crops a 3D interrogation
volume around each pixel of the first volume, and exhaustively computes the similarity
to the second volume at all possible voxel positions within ±5 voxels per dimension. The
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best position is refined to sub-voxel accuracy by fitting a quadratic polynomial to the
similarity scores in a 3 × 3 × 3 neighborhood.
The local matching strategy, without any explicit regularization, requires very large
interrogation volumes to guarantee a fairly unique particle distribution. E.g., Elsinga
et al. (2006) suggest 41 × 41 × 41 voxels, so that each volume contains on average 25
particles. Note, the overlap between these large interrogation volumes also reduces the
effective resolution of the flow field considerably, therefore also local methods often compute only a semi-dense flow field (Elsinga et al., 2006).

3.4. Evaluation
For a quantitative evaluation of our fluid flow method we use data from the Johns Hopkins
Turbulence Database (JHTDB) (Li et al., 2008, Perlman et al., 2007), which provides
a direct numerical simulation of isotropic turbulent flow in incompressible fluids. To
separate the mutual influence of tomographic and 3D flow reconstruction, we show results
for the full pipeline, including our simple particle reconstruction from images, and when
computing the flow from noise-free, ground truth, particle volumes. Moreover, we analyze
the influence of different cost functions, window sizes, particle densities and spacings of
flow vectors and compare various regularizers. Additional evaluation results, also on
experimental data, can be found in the supplemental material.
Setup. We follow the test setup of “test case D” of the 4th International PIV Challenge
(Kähler et al., 2016). The challenge took place in conjunction with the 17th International
Symposium on Applications of Laser Techniques to Fluid Mechanics, where participants
from industry and academia handed in results of their approaches on provided input data.
Unfortunately no ground truth data of the challenge is provided, such that we had to
generate new data with similar specifications using existing flow-fields from the JHTDB.
Following the guidelines in Kähler et al. (2016), we use the same discretization level as
Kähler et al. (2016) to obtain a volume of 1024×512×352 voxels and read out the ground
truth flow fields at each voxel position. The average magnitude of the 3D displacements
is 1.9 voxel units, with a maximum of 5.4 voxels. To generate input data, tracer particles
were randomly sampled inside the volume and rendered to four symmetric camera views
with viewing angles of ±35◦ w.r.t. the yz-plane of the volume, respectively ±18◦ w.r.t.
the xz-plane. Images have 1500×800 pixels, with intrinsics chosen such that the area
of one projected voxel matches approximately the pixel area, and have standard 8-bit
intensity range. The amount of particles is chosen to yield a density of 0.1 particles per
3
particles. per 3D voxel, or 0.4 particles in
pixel in image space, corresponding to ≈ 10000
a 11 × 11 × 11 window. Particles are rendered with varying diameters up to a maximum
of 3 pixels, and varying brightness. Figure 3.2 shows the rendered image for one of the
four cameras.

Tomographic Reconstruction. We reconstruct the particle volume for each timestep with 5 MART iterations (+ anisotropic Gaussian smoothing after each iteration, see
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above) and run the 3D flow estimation on the raw MART outputs. I.e., we do not attempt
to reconstruct explicit 3D particle locations, but rather continue with a 3D dense map
of occupancy scores. In contrast, the quality metrics for our tomographic reconstruction
pipeline requires discrete particles. T obtain them, we threshold the occupancy scores at
Imin = 0.01 and run non-maxima suppression with a 3 × 3 × 3 kernel (c.f . Kähler et al.
(2016)). To control the experiments for errors and ambiguities of the reconstruction step,
we additionally generate noise-free occupancy volumes directly from the simulation, using
trilinear interpolation to map non-integer particle coordinates to particle intensities.
As a quality metric for the static reconstruction part in isolation, Elsinga et al. (2006)
defined the quality factor
P
E(i) · E r (i)
,
(3.18)
Q = pP
P
E(i)2 · E r (i)2
where E(i) and E r (i) are the voxel intensity values of the estimated reconstruction and
the reference volume. A further common metric, the power ratio, is defined as
PR =

NT  hIT i 2
,
NG hIG i

(3.19)

with NT , NG the number of true and ghost particles, and hIT ihIG i their mean intensities.
For details see Kähler et al. (2016).
With our basic re-implementation of MART, we reach a quality factor Q = 0.77.
Our method reconstructs 98% of the true particles, but generates approximately three
times as many ghost particles (3.32 · NT ), leading to a power ratio of PR = 13.1. Note,
most ghost particles have lower intensities than true particles (see Figure 3.4). The
reconstruction algorithm was not the focus of our work and ranks in the middle of the
field when compared to other participants of the PIV challenge (Kähler et al., 2016). The
best, highly engineered methods achieve quality factors little below 1 and power ratios
> 100. Nevertheless, even with this simple reconstruction front-end, our flow estimation
is competitive with the best published methods – see below.

Volumetric Flow. In all tests we use coarse-to-fine estimation with a pyramid scale
factor of 0.95, 8 pyramid levels, 20 warps and 30 inner iteration per pyramid level. Unless
specified otherwise, we use SSD with an IV of size 113 as data-term, QRD∞ for regularization, step-size h = 4 in the semi-dense approach, and a particle density of 0.1 particles
per pixel. We use the average endpoint error (AEE) and average angular error (AAE)
as error metrics for our evaluation. To illustrate the reconstruction quality, we visualize
a single xy-slice (z = 60) of the flow field’s u-component in Figure 3.5. Although a few
small-scale details are lost, our method provides a fairly detailed picture of the flow.

Regularizers. In Table 3.1 we show results of our approach for different regularizers.
In contrast to 2D flow, our volume setup is not a projection of the 3D world, there are
no discontinuities due to occlusion boundaries. Modeling in the 3D domain allows us
to utilize physical constraints, which would be much harder in a 2D projection. In our
opinion, this is why simpler, but physically less accurate proxy constraints like piece-
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wise constancy (TV) work better in 2D, but not for our volumetric fluid flow. Overall,
quadratic gradient regularization combined with a hard constraint on the divergence of
the flow field (QRD∞ ) achieves the best results. Furthermore, we tested different values
of α for the soft penalty variant QRDα in Table 3.2, reporting also the average absolute
divergence (AAD) of the resulting flow field.
Table 3.1.: Average endpoint error (AEE) and average angular error (AAE) for different
regularizers. Volume: 1024 × 512 × 352.
TV
QR
QRDα QRD∞
AEE 0.462 0.408 0.371
0.369
AAE 12.664 11.541 10.553 10.478

Table 3.2.: Average endpoint error (AEE) and average absolute divergence (AAD) for
varying α.
α
0
1
12
32
64
128
AEE 0.408 0.400 0.380 0.373 0.371 0.375
AAD 0.023 0.023 0.012 0.010 0.009 0.010

Interrogation Volume Size. We further investigated different sizes of the interrogation volume IV (i.e. the 3D matching window used for data cost computation) and show
results in Table 3.3. Our experiments suggest an IV size of 113 , which compares favorably
with the large windows (413 ) needed by local methods. A bigger IV size of 133 or 153
leads to no significant improvement.
Table 3.3.: Reconstruction quality in dependence of the IV size.
IV
7
9
11
13
15
AEE 0.406 0.380 0.369 0.364 0.365
AAE 11.523 10.783 10.478 10.351 10.408

Particle Density. In order to be comparable with Kähler et al. (2016), we chose a
particle density of 0.1 particles per pixel (ppp) for our experiments. The performance
for different densities is compared in Table 3.4. Best results are achieved with 0.075ppp,
indicating that, at higher densities, ambiguities in the 3D reconstruction impair the flow
estimation.
Stepsize. To justify our semi-dense flow computation at reduced resolution, we compare
the results with different spacing h for a smaller volume of 256 × 256 × 256, for which
computation at full resolution is still tractable. Table 3.5 confirms that discretizing the
flow field at a bit lower resolution than the data term causes no loss in quality. In fact,
h = 2 gave the best results, even beating the full resolution h = 1. This suggests that
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Table 3.4.: Influence of the particle density per pixel (ppp) on the reconstruction quality.
ppp
0.05 0.075
0.1
0.125
0.15
AEE 0.349 0.340 0.369 0.448 0.571
AAE 9.810 9.571 10.478 12.929 16.736
realistic flow fields are indeed locally smooth at the resolution of single particles, and
longer-range regularization improves the result. For the full volume (1024 × 512 × 352)
and a step-size of h = 2 we get an AEE of 0.341 voxel. We point out that the underlying
flow field was generated for the PIV competition as a realistic example to challenge stateof-the-art flow estimation. The complexity (respectively, smoothness) of the flow pattern
is representative of real, relevant fluid dynamics experiments.
Table 3.5.: Average endpoint error (AEE) and average angular error (AAE) for flow vector
spacing. Volume: 256 × 256 × 256.
h
1
2
4
6
AEE 0.347 0.342 0.362 0.468
AAE 10.484 10.334 10.859 14.383

Noise-free Input. Next, we test the flow algorithm alone, starting from a noise-free
particle volume, see Table 3.6. Performance improves significantly, suggesting that the
flow estimation would perform even better in conjunction with a more sophisticated 3D
reconstruction, e.g. using data from multiple time-steps to discard ghost particles (Novara
et al., 2010, Wieneke, 2013).
Table 3.6.: Flow estimation from noise-free particle volume for different particle densities.
ppp
0.05 0.075 0.1 0.125 0.15
AEE 0.298 0.253 0.227 0.210 0.199
AAE 8.301 7.064 6.326 5.860 5.538

Multiple Time-steps. Even though focusing on flow estimation between two timesteps we tried a simple extension to multiple time-steps. Following Gregson et al. (2014),
the flow at the current time-step is initialized by the estimated fluid motion of the previous
time-step. This allows one to skip coarser pyramid levels and compute the flow directly at
the highest resolution. However, the quantitative gain in performance is marginal (AEE
of 0.362 after 3 time-steps instead of 0.369 for two-frame result).
Comparison with other Methods. Since we do not have access to the ground truth
from the PIV Challenge (Kähler et al., 2016), or to any of the participating methods, we
unfortunately cannot directly compare to their results. However, we have generated our
test setup according to the specifications of the challenge, using the same flow database.
Hence, we believe that the results are roughly comparable. The best performing methods
in the challenge are DLR, LaVision and TUD. All three use information from more
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Figure 3.5.: xy-slice of the flow in X-direction. left: Ground truth. center: Estimated
from noise-free particle distribution. right: Estimated from MART reconstruction.

than 2 time steps to improve both the filtering of the 3D reconstruction and the motion
estimation. DLR uses a combined PIV and particle tracking approach termed “shake
the box” (Schanz et al., 2016). In a post-processing step they penalize divergence and
high spatial frequencies. LaVision, a heavily engineered commercial software, and TUD
both use a form of motion tracking-enhanced MART for reconstruction (Novara et al.,
2010). For the actual 3D PIV processing both methods use a combination of iterative
volume deformation per time-step (Discetti and Astarita, 2012) and fitting of secondorder polynomial trajectories to corresponding particle patterns over multiple time-steps
(Lynch and Scarano, 2013). Apparently, the two competitors only differ in their choice
of parameters. In the challenge, DLR achieved best results with ≈ 0.25 voxels endpoint
error (at a reconstruction power ratio of > 100), LaVision and TUD reach endpoint errors
≈ 0.32 voxels. All other challenge participants report AEE >0.45 voxels.
Assuming that the datasets are indeed comparable, our result is the best for a 2frame method, and close to LaVision and TUD, who both exploit temporal coherence and
highly optimized particle reconstruction codes. Moreover, the results for the noise-free
particle reconstruction suggest that with a more sophisticated 3D reconstruction frontend, even the DLR result is within reach with only 2 time steps. We reiterate that, while
we did our best to match the specifications of the PIV challenge, there inevitably will be
differences between the datasets and the comparison is not exact.
To establish a reasonable 2-frame baseline for our method on the exact same dataset,
we compare it to the exhaustive local flow baseline described in Section 3.3.2. The results
are displayed in Table 3.7 for different cost functions. We show results for both the whole
pipeline with 3D particle reconstruction and a noise-free particle volume (c.f . Table 3.6).
For efficiency we only estimate and evaluate the local flow on a sparse grid with 16 voxel
spacing (this does not change the result of local exhaustive search).
As discussed, the local method requires large neighborhood sizes to compute the
similarity. Thus, high-frequency variations of the flow cannot be recovered well. Best
results are achieved with SSD and NCC as data term, using an IV size of 413 . Even so,
all tested cost functions have end point errors > 0.4 voxels. Especially for the noise-free
particle volume, errors are significantly higher than for our divergence-free variational
scheme.
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Table 3.7.: Average endpoint error (AEE) for the local flow baseline. Best result of the
proposed scheme (SSD+QRD∞ ) carried over from Table 3.1 and 3.6 for comparison.
SSD NCC SAD Census QRD∞
reconst.
0.457 0.438 0.483 2.455
0.369
0.227
noise-free 0.416 0.408 0.425 0.446

3.5. Conclusion
We have presented a volumetric flow estimation method, primarily aimed at fluid flow reconstruction via particle imaging velocimetry. Technically, our method is a 3D version of
the canonical model for variational optical flow, augmented with a physically based regularizer for incompressible fluids. To handle realistic, high-resolution PIV data, we exploit
that the flow field inherently has lower resolution than the particle images and process
the data at two different resolutions: High resolution for the data term, which depends
on small tracer particles, and lower resolution for the flow vectors and the regularization.
Our method delivers high-quality flow estimates that compete with the state-of-the-art,
although it is based on a rather naive particle reconstruction step and uses only information from two consecutive time steps. These limitations directly determine our future
work: The next steps are flow estimation over longer time intervals, in order to exploit
additional temporal consistency constraints; and a tighter coupling between flow estimation and 3D reconstruction, so as to mitigate the errors in the current (precomputed and
frozen) particle volumes.
On a general note, there is still room for improvement in particle imaging velocimetry. We believe that a closer cooperation between researchers from fluid dynamics and
computer vision could significantly boost the development of future 3D-PIV systems.
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Abstract
3D Particle Imaging Velocimetry (3D-PIV) aim to recover the flow field in a volume of
fluid, which has been seeded with tracer particles and observed from multiple camera
viewpoints.
The first step of 3D-PIV is to reconstruct the 3D locations of the tracer particles from
synchronous views of the volume. We propose a new method for iterative particle reconstruction (IPR), in which the locations and intensities of all particles are inferred in one
joint energy minimization. The energy function is designed to penalize deviations between
the reconstructed 3D particles and the image evidence, while at the same time aiming
for a sparse set of particles. We find that the new method, without any post-processing,
achieves significantly cleaner particle volumes than a conventional, tomographic MART
reconstruction, and can handle a wide range of particle densities.
The second step of 3D-PIV is to then recover the dense motion field from two consecutive particle reconstructions. We propose a variational model, which makes it possible
to directly include physical properties, such as incompressibility and viscosity, in the estimation of the motion field. To further exploit the sparse nature of the input data, we
propose a novel, compact descriptor of the local particle layout. Hence, we avoid the
memory-intensive storage of high-resolution intensity volumes. Our framework is generic
and allows for a variety of different data costs (correlation measures) and regularizers.
We quantitatively evaluate it with both the sum of squared differences (SSD) and the
normalized cross-correlation (NCC), respectively with both a hard and a soft version of
the incompressibility constraint.
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4.1. Introduction
Experimental fluid dynamics requires a measurement system to observe the flow in a fluid.
The main method to reconstruct the dense flow field in a (transparent) volume of fluid is
to inject neutral-buoyancy tracer particles, tune the illumination to obtain high contrast
at particle silhouettes, and record their motion with multiple high-speed cameras. The
flow is then reconstructed either by Particle Tracking Velocimetry (PTV) (Ohmi and Li,
2000), meaning that one follows the trajectories of individual particles and interpolates
the motion in the rest of the volume; or by Particle Imaging Velocimetry (PIV) (Adrian
and Westerweel, 2011, Raffel et al., 2018), where one directly estimates the local motion
everywhere in the volume from the displacements of nearby particle constellations.
Early approaches operated essentially in 2D, focusing on a thin slice of the volume
that is selectively illuminated with a laser light-sheet. More recently, it has become common practice to process entire volumes and recover actual 3D fluid motion. A popular
variant is to directly lift the problem to 3D by discretizing the volumetric domain into
voxels. The standard approach is to process the multi-view video in two steps. First, a
3D particle distribution is reconstructed independently for each frame, often by means
of tomographic PIV (Tomo-PIV) (Elsinga et al., 2006, Atkinson and Soria, 2009, Discetti
and Astarita, 2012, Champagnat et al., 2014), and stored as an intensity/probability
volume, representing the particle-in-voxel likelihood. A second step then recovers motion vectors, by densely matching the reconstructed 3D particles (respectively, particle
likelihoods) between consecutive time frames. The most widely used approach for the
latter step is local matching of relatively large interrogation volumes, followed by various post-processing steps, e.g. Elsinga et al. (2006), Champagnat et al. (2011), Yegavian
et al. (2016). In computer vision terminology, this corresponds to the classic LucasKanade (LK) scheme for optical flow computation (Lucas and Kanade, 1981). While LK
is no longer state-of-the-art for 2D flow, it is still attractive in the 3D setting, due to
its simplicity, and to the efficiency inherent in a purely local model that lends itself to
parallel computation. Optical flow, i.e., dense reconstruction of apparent motion in the
2D image plane, is one of the most deeply studied problems in computer vision. Countless variants have been developed and have found their way into practical applications,
such as medical image registration, human motion analysis and driver assistance. The
seminal work of Horn and Schunck (1981), and its contemporary descendants, e.g. Brox
et al. (2004), Zach et al. (2007), Werlberger et al. (2010), address the problem from a
variational perspective. A setting we also follow here. Flow estimation from images is
locally underconstrained (aperture problem). Imperfect particle reconstructions and the
ambiguity between different, visually indistinguishable, particles further complicate the
task. The normal solution for such an ill-posed, inverse problem is to introduce prior
knowledge that further constrains the result and acts as a regularizer.
Indeed, modeling the problem in the volumetric domain opens up the possibility to
incorporate physical constraints into the model, e.g., one can impose incompressibility of
the fluid. These advantages were first pointed out in Heitz et al. (2010). Alvarez et al.
(2009) were among the first to exploit physical properties of fluids, however, only as a
post-process to refine an initial solution obtained with taking into account the physics.
Following our own previous work (Lasinger et al., 2017), we base regularization on the
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Figure 4.1.: Variational flow estimation from 3d particle reconstructions of two time
steps.
specific properties of liquids and propose an energy, whose optimality conditions correspond to the stationary Stokes equations of fluid dynamics. This strictly enforces a
divergence-free flow field and additionally penalizes the squared gradient of the flow,
making explicit the viscosity of the fluid.
Figure 4.1 depicts our basic setup, a 2-pulse variational flow estimation approach
from initial 3d reconstructions.
By operating densely in the 3D domain, our approach stands in stark contrast with
methods that build sparse particle trajectories over multiple time-steps from image domain data (Schanz et al., 2016). Here, 3D information is used only for matching, in
particular to constrain the local search for matching particles in the temporal domain,
while regularization is introduced by demanding for smooth 2D trajectories. Physical
properties like incompressibility are much harder to model without the consideration of
3D spatial proximity. Hence, these methods have to fit a dense, volumetric representation to the discovered, sparse particle tracks in a separate step. There, relevant physical
constraints (Gesemann et al., 2016, Schneiders and Scarano, 2016) can be included, yet
cannot influence the particles’ 3D motion any more. While multi-frame analysis is certainly well-suited to improve the accuracy and robustness of PIV over long observation
times, we argue that the basic case of two (or generally, few) frames is better captured
by dense flow estimation in 3D.
The proposed variational energy naturally fits well with modern proximal optimization algorithms (Lasinger et al., 2017), and it produces only little memory overhead,
compared to conventional window-based tracking in 3D (Elsinga et al., 2006, Champagnat et al., 2011) without a-priori constraints. In particular, we have shown in Lasinger
et al. (2017) that the sparsity of the particle data and the relative smoothness of the
3D motion field requires highest resolution only for matching. The 3D motion field can
therefore be parameterized at a lower resolution, such that the whole optimization part
requires about one order of magnitude less memory than storing the intensity volume.
According to the classical variational formulation (Horn and Schunck, 1981), matching should directly consider the smallest entities (pixel in 2D, voxel in 3D) in the scene.
However, particles are sparsely distributed and of high ambiguity, such that one rather
compares a constellation of particles in a larger interrogation volume, trading off robust-
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ness for matching accuracy. Note that, compared to purely local methods (Elsinga et al.,
2006, Champagnat et al., 2011), our global model also allows us to consider a smaller
neighborhood size for matching.
A popular alternative to matching raw spatial windows is to compress the local intensity patterns into descriptors, e.g. Lowe (2004), Dalal and Triggs (2005). A descriptor
can be designed to support robust matching of different entities, like key-points in different views (Mikolajczyk and Schmid, 2005), pedestrians (Dalal and Triggs, 2005) or to
provide robustness against illumination changes (Zabih and Woodfill, 1994). Descriptors
also improve optical flow computation in several real-world settings (Liu et al., 2011).
Here, we construct our own descriptor specifically for 3D-PIV, that seeks to balance
precision and robustness.
Our descriptor can be constructed on-the-fly and does not require storage of a highresolution intensity volume, rather it works directly on the locations and intensities of
individual particles. Recall that the resolution of the intensity voxel grid (Elsinga et al.,
2006, Champagnat et al., 2011, Lasinger et al., 2017), is directly coupled to the maximal
precision of the estimated motion – this dependency is overcome by the new descriptor. At typical particle densities, constructing descriptors on-the-fly saves about three
orders of magnitude in memory (compared to a conventional voxel volume), but obtains
comparable precision of the motion field. Moreover, it allows one to fully exploit our
memory-efficient optimization procedure.
Although a particle-based representation can also be extracted from tomographic
methods (Schröder et al., 2011), it appears more natural to directly reconstruct the particles from the multi-view image data. Iterative particle reconstruction methods (IPR),
e.g. Wieneke (2013), deliver exactly that, and often outperform Tomo-PIV methods especially in particle localization accuracy (Wieneke, 2013). Building on these ideas, we
pose IPR as an optimization problem. Since such a direct energy formulation is highly
non-convex, we add a proposal generation step that instantiates new candidate particles.
That step is alternated with energy optimization. The energy is designed to explain
intensity peaks that are consistent across all views; while at the same time discarding
spurious particles that are not supported by sufficient evidence, with the help of a sparsity
prior. Especially at large particle densities, our novel IPR-based technique outperforms
a tomographic baseline in terms of recall as well as precision of particles (respectively
number of missing and ghost particles), which in turn leads to significantly improved
fluid motion.
We also present a deep analysis of our IPR based particle reconstruction model,
where we analyze the effect of particle quality and density on the motion estimation, and
quantitatively study the influence of the main parameters, including different layouts of
the sparse descriptor.

4.2. Method
We follow Horn and Schunck (1981) and cast fluid motion estimation directly as a global
energy minimization problem over a (cuboid) 3D domain Ω ⊂ R3 . Emerging from vari-
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Figure 4.2.: Flow estimation pipeline. (left) 2D input data, (middle) 3D reconstruction,
(right) 3D flow estimation from 2 time steps.
ational principles, the energy of that inverse problem can be divided into a data fidelity
term and a regularizer. As input, the basic model requires a set of 3D particles, reconstructed individually for each time step, see Figure 4.2. It is described in more detail in
Section 4.2.1.
As a baseline for particle reconstruction we utilize a well-known tomographic reconstruction technique (MART) (Elsinga et al., 2006), which we briefly describe next at the
start of the technical section. Afterwards, we present the novel, energy-based IPR solution, which combines a simple image-based data term with an l0 sparsity. At this point
we also detail the optimization procedure, which alternates between particle generation
and energy minimization. Then follows an explanation of the proposed sparse descriptor,
which exploits the low density of the particles within the fluid in Section 4.2.2.
The second part, Section 4.2.3, describes the volumetric model for fluid motion
estimation. We start with the regularizer which, following Lasinger et al. (2017), is based
on the physical properties of the fluid, such as incompressibility and viscosity. Next we
review the standard sum-of-squared-distances (SSD) data cost, that we use as a baseline
in our framework in Section 4.2.3, and show how our sparse descriptor can instead be
integrated into the energy function as data cost. Importantly, the energy is constructed
to be convex, in spite of the rather complex data and regularization terms. Hence, it is
amenable to a highly efficient optimization algorithm, which we describe at the end of
Section 4.2.3.

4.2.1. 3D Reconstruction
The first objective of our pipeline is to reconstruct a set of particles Q := {(pl , cl )}Q
l=1 ,
Q
3
consisting of a set of 3D positions P := {(pl )}l=1 , pl ∈ R and an associated set of intensities
+
C := {(cl )}Q
l=1 , cl ∈ R , that together define the data term of the energy function. This
is in contrast to voxel-based intensity volumes, e.g. Elsinga et al. (2006). These dense
volumetric representations can be obtained by tomographic reconstruction methods, as
traditionally used for 3D-PIV. We compare two techniques to obtain the set of particles:
a tomographic method built on MART, and an iterative particle reconstruction (IPR)
(Wieneke, 2013) method that directly obtains sparse 3D particles and intensities from
the 2D input images. To extract 3D particle locations and intensities in continuous space
from the tomographic MART reconstruction, we perform peak detection and subsequent
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sub-voxel refinement. Note that the mapping from dense to sparse is invertible, in our
experiments we also utilize our IPR variant to generate a high resolution intensity volume
on which we define the voxel-based SSD data term (Lasinger et al., 2017), as a baseline
for our sparse descriptor.
In the following, we assume that the scene is observed by k = 1 . . . K calibrated
cameras in the images Ik and define for each camera a generic projection operator Πk .
To keep the notation simple, we refrain from committing to a specific camera model at
this point. However, we point out that fluid dynamics requires sophisticated models to
deal with refractions, or alternatively exhaustive calibration to obtain an optical transfer
function (Wieneke, 2008, Schanz et al., 2012). Note that we reconstruct the particles
individually for each time step, and denote the two consecutive time steps as t0 and t1 .

MART. Tomographic reconstruction assigns each voxel i of a regular grid V an intensity
value U (i). A popular algebraic reconstruction technique, originally proposed for threedimensional electron microscopy, is MART (Gordon et al., 1970). MART solves the
convex optimization problem:
X
U (i) log U (i) subject to
EMART (U ) :=
i∈V
X
(4.1)
ωi,j U (i) = Ik (j) ∀k and U (i) ≥ 0.
i∈Rj

Here, I(j) denotes the observed intensity at pixel j, U (i) the unknown intensities of voxel
i, and Rj is the set of all voxels traversed by the viewing ray through pixel j. The weight
ωi,j ∈ [0, 1] depends on the distance between the voxel center and the line of sight and
is essentially equivalent to an uncertainty cone around the viewing ray, to account for
aliasing of discrete voxels. For each pixel j in every camera image Ik , and for each voxel
i, the following update step is performed, starting from U (i)0 := 1:
ωi,j

.X
n
n+1
n
U (i)
= U (i) · Ik (j)
ωi,j U (i)
.
(4.2)
i∈Rp

After each MART iteration, we apply anisotropic Gaussian smoothing (3 × 3 × 1
voxels) of the reconstructed volume, to account for elongated particle reconstructions
along the z-axis due to the camera setup (Discetti et al., 2013). Furthermore, we found
it advantageous to apply non-linear contrast stretching before the subsequent particle
extraction or flow computation: Eout = (Ein )γ , with γ = 0.7.
Given the intensity volume U , sub-voxel accurate sparse particle locations P are
extracted: first, intensity peaks are found through non-maximum suppression with a
3 × 3 × 3 kernel, then we fit a quadratic polynomial to the intensity values in a 3 × 3 × 3
neighborhood.

IPR. As an alternative to memory-intensive tomographic approaches, IPR methods iteratively grow a set of explicit 3D particles. They are reported to achieve high precision
and robustness, c.f . Wieneke (2013). In contrast to the effective, but somewhat heuristic
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Wieneke (2013), our variant of IPR minimizes a joint energy function over a set of candidate particles to select and refine the optimal particle set. The energy minimization
alternates with a candidate generation step, where putative particles are instantiated by
analyzing the current residual images (the discrepancies between the observed images and
the back-projected 3D particle set). Thus, in every iteration new candidate particles are
proposed in locations where the image evidence suggests the presence of yet undiscovered
particles. Energy minimization then continually refines particle locations and intensities
D
(P,C). At the same time, the minito match the images, minimizing a data term EIPR
S
. The overall
mization also discards spurious ghost particles, through a sparsity prior EIPR
energy is the sum of both terms, balanced by a parameter η:
S
D
(C).
(P, C) + ηEIPR
EIPR (P, C) := EIPR

(4.3)

We model particles as Gaussian blobs of variance σ and integrate the quadratic
difference between prediction and observed image Ik over the image plane Γk of camera
k:
Q
K Z
X
X
2
D
Ik (x) −
Πk (cl · N (pl , σ)(x)) 2 dx.
(4.4)
EIPR (P, C) :=
k=1

Γk

l=1

The model in (4.4) assumes that particles do not possess distinctive material or shape
variations. In contrast, we explicitly model the particles’ intensity, which depends on the
distance to the light source and changes only slowly. Apart from providing some degree
of discrimination between particles, modeling the intensity allows one to impose sparsity
constraints on the solution, which reduces the ambiguity in the matching process c.f .
Petra et al. (2009). In other words, we prefer to explain the image data with as few
particles as possible and set
S

EIPR (C) :=

Q
X

|cl |0 + δ{≥0} (cl ).

(4.5)

l=1

The 0-norm in (4.5) counts the number of particles with non-zero intensity, and has the
effect that particles falling below a threshold (modulated by η) get discarded immediately.
In practical settings, the depth range of the observed volume is small compared to the
distance to the camera. Consequently, the projection Π can be assumed to be (almost)
orthographic, such that particles remain Gaussian blobs also in the projection. Omitting
constant terms, we can simplify the projection in (4.4) to
Π(N (·, σ)(x)) ≈ N (Π(·), σ)(x) ∝

1
−|Π(·) − x|2
exp(
),
σ2
σ2

(4.6)

such that we are only required to project the particle center. In practice, we can restrict
the area of influence of (4.6) to a radius of 3σ. While still covering 99.7% of a particle’s
total intensity, this avoids having to integrate particle blobs over the whole image in (4.3).

Starting from an empty set of particles, our particle generator operates on the current
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residual images
Z
Ik (x) −

Ik,res :=
Γk

Q
X

Πk (cl · N (pl , σ)(x))dx

(4.7)

l=1

and proceeds as follows: First, peaks are detected in all k 2D camera images. The
detection applies non-maximum suppression with a 3 × 3 kernel and subsequent sub-pixel
refinement of peaks that exceed an intensity threshold θ. For one of the cameras, k = 1,
we shoot rays through each peak and compute their entry and exit points to the domain
Ω. In the other views the reprojected entry and exit yield epipolar line segments, which
are scanned for nearby peaks. For each constellation of peaks that can be triangulated
with a reprojection error <  in all views, we generate a new (candidate) particle. The
initial intensity is set depending on the observed intensity in the reference view, and on
the number of candidate particles to which that same peak contributes. In particular, for
each of the m detected particles {pl }m
l=1 corresponding to the same peak in the reference,
we set cl := I1 (Π1 (pl ))K/(K −1+m).
We run several iterations during which we alternate proposal generation and energy
optimization. Over time, more and more of the evidence is explained, such that the
particle generator becomes less ambiguous and fewer candidates per peak are found. We
start from a stricter triangulation error  and increase the value in later iterations.
To minimize the non-convex and non-smooth energy in (4.3) we apply (inertial)
PALM (Bolte et al., 2014b, Pock and Sabach, 2016). Being a semi-algebraic function
(Bolte et al., 2014b, Attouch et al., 2013), our energy (4.3) fulfills the Kurdyka-Lojasiewicz
property (Bolte et al., 2007), so the sequence generated by PALM is guaranteed to converge to a critical point of (4.3). To apply PALM we arrange the variables in two blocks,
one for the locations of the particles Q and one for their intensities. This gives two vectors p := (pT1 , . . . , pTQ )T ∈ R3Q and c := (c1 , . . . , cQ )T ∈ RQ . The energy is already split into
a smooth part (4.4) and non-smooth part (4.5), where the latter is only a function of
one block (c). In this way, we can directly apply the block-coordinate descent scheme of
PALM. The algorithm iterates between the two blocks p and c and executes the steps of
a proximal forward-backward scheme. At first, we take an explicit step w.r.t. one block
D
of variables z ∈ {p, c} on the smooth part EIPR
, then take a backward (proximal) step on
S
the non-smooth part EIPR w.r.t. the same block of variables – if possible.
That is, at iteration n and z ∈ {p, c}, we perform updates of the form
t
ES
S
z n+1 =proxt IPR (z) := arg min EIPR
(y) + ky − zk2
2
y
with

n

−1

D

(4.8)

n

z = z − t ∇z EIPR (·, z ),

with a suitable step size 1/t for each block of variables.
Throughout the iterations, we further have to ensure that the step size in the update
of a variable block z ∈ {p, c} is chosen in accordance with the Lipschitz constant Lz of
D
the partial gradient of function EIPR
at the current solution:
D
D
k∇z EIPR
(·,z1 )−∇z EIPR
(·,z2 )k ≤ Lz (·,·)kz1 −z2 k ∀z1 ,z2 .
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Algorithm 1 iPalm implementation for energy (4.3)
1: procedure ipalm(p0 , c0 )
2:
p−1 ← p0 ; c−1 ← c0 ;
3:
τ ← √12 ; Lp ← 1; Lc ← 1;
4:
for n:=0 to nsteps do
5:
p̂ ← pn + τ (pn − pn−1 ); // inertial step
6:
while true do
D
7:
pn+1 := p̂ − 1/Lp ∇p EIPR
(p̂, cn );
8:
if pn+1 , Lp fulfill (4.10) then break;
9:
else Lp = 2Lp ;
10:
ĉ ← cn + τ (cn − cn−1 ); // inertial step
11:
while true do
D
12:
c := ĉ − 1/Lc ∇c EIPR
(pn+1 , ĉ);
13:
cn+1 := proxFLcc (c); // (4.12)
14:
if cn+1 , Lc fulfill (4.10) then break;
15:
else Lc = 2Lc ;

In other words, we need to verify whether the step size t in (4.8), used for computing the
update z n+1 , fulfills the descent lemma (Bertsekas and Tsitsiklis, 1989):
t
D
EIPR (·, z n+1 ) ≤ EIPR (·, z n ) + h∇z EIPR
(·, z n ), z n+1 − z n i + kz n+1 − z n k2 .
2

(4.10)

Otherwise the update step has to be recalculated with a smaller step size. In practice,
D
only has to be checked locally at
the Lipschitz continuity of the gradient (4.10) of EIPR
the current solution. Hence, we employ the back-tracking approach of Beck and Teboulle
(2009), which is provided in pseudo-code in Alg. 1.
For simple proximal operators, like ours, it is recommended to also increase the step
sizes as long as they still fulfill (4.10), instead of only reducing them when necessary
(lines 9,15 in Alg. 1). Taking larger steps per iteration speeds up convergence. We also
take inertial steps (Pock and Sabach, 2016) in Alg. 1 (lines 5,10). Inertial methods can
provably accelerate the convergence of first-order algorithms for strongly convex energies,
improving the worst-case convergence rate from O(1/n) to O(1/n2 ) in n iterations, c.f .
Beck and Teboulle (2009). Although there are no such guarantees in our non-convex case,
these steps significantly reduce the number of iterations in our algorithm by a factor of
five, while leaving the computational cost per step practically untouched.
The proximal step on the intensities c can be solved point-wise. It can be written
as the 1D-problem
t
ES
proxt IPR (c̄) := arg min η|c|0 + δ{≥0} (c) + |c − c̄|2 ,
2
c
which admits for a closed-form solution:

S
0 if tc̄2 < 2η or c̄ < 0,
EIPR
proxt (c̄) :=
.
c̄ else.

(4.11)

(4.12)
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4.2.2. Sparse Descriptor
In PIV, particle constellations are matched between two time steps. To that end, an interrogation window at the location for which one wants to determine velocity is considered
as the local “descriptor”. Velocity information is obtained from the spatial displacement between corresponding patches, typically found via (normalized) cross correlation
((N)CC). For 3D-PIV this requires the storage of full intensity voxel volumes, like those
obtained with tomographic reconstruction. Discretizing the particle information at this
early stage has the disadvantage that the resolution of the voxel grid directly limits the
maximal precision of the motion estimate. Especially when considering multiple time
steps, storing intensity voxel volumes at high resolution is demanding on memory, although the actual particle data is sparse. Moreover, large window sizes are needed to
obtain robust correspondence, which (over-)smoothes the output, trading off precision
for robustness. Notably, in practical 3D-PIV these required interrogation volumes are
very large, e.g. Elsinga et al. (2006) recommend 413 . For typical particle densities, such
an interrogation window contains only 25 particles on average. Finally, IPR-type methods reportedly outperform MART in terms of reconstruction quality, and directly deliver
sparse particle output.
These findings motivate us to investigate a new feature descriptor that directly works
on the sparse particle data. In order to replace the conventional correlation window, our
novel descriptor must be defined at arbitrary positions in Ω and lead to sub-voxel accurate
measurements. To use the descriptor in our variational setup we further demand that it
be differentiable. Finally, the descriptor should be independent of the distance metric,
such that we can use standard measures like SSD or (negative) NCC.
Similar to an interrogation window, the descriptor considers all particles within a
specified distance around its center location. Its structure is defined by a radius r, the
arrangement of a set of vertices H, and an integer count k. All particles within a distance
smaller than r contribute to the descriptor vector. For such a particle q = (p, c), we
further define the set of k nearest neighbors in H, NHk (p), to which the intensity c of the
particle is distributed. We weight the contribution of q to the vertex h ∈ NHk (p) with
a radial distance function exp(−kp − hk/2) and normalize the k weights induced by the
particle to sum to one. In computer graphics, such a 3D-to-2D projection by weighted
soft-assignment is called splatting. Apart from higher precision of the descriptor, c.f .
Lowe (2004), Dalal and Triggs (2005), the splatting strategy leads to smoother descriptor
changes when the nearest neighbor set changes after a spatial displacement of the particle.
More importantly, it guarantees that the descriptor is at least piecewise differentiable.
Note, when arranging H in a regular orthogonal grid and setting k = 8, the descriptor
closely resembles a conventional interrogation volume. Instead, we propose to arrange the
vertices on spherical shells with different radii. A 2-dimensional illustration with k = 3
is shown in Figure 4.3. Vertices are depicted in red and particles in blue.
Any descriptor is constructed to fulfill some set of desirable properties (Frome et al.,
2004, Scovanner et al., 2007, Le et al., 2014). Designing one specifically for our application
has the advantage that it can be tuned to the specific scenario. In our case we do not seek
rotational invariance, and all directions should be considered equally (i.e. same vertex
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density on poles and equator). Further, our input is unstructured (in contrast to, for
instance, laser scan points that adhere to 2D surfaces). Similar to Le et al. (2014) we prefer
to distribute the vertices H uniformly on the surface of multiple spheres. Accordingly,
we place them at the corners of an icosahedron (or subdivisions of it) for each sphere.
We further seek equidistant spacing between neighboring spheres and chose the distance
of the radii in accordance with the distances of vertices on the inner shell. Because
particles close to the center are more reliable for its precise localization, we place more
points towards the descriptor center, for a more fine-grained binning of close particles.
In contrast, particles that are further away are more likely have different velocity and
are splatted over a wider area. Hence, these particles mainly contribute to disambiguate
the descriptor. The precision argument also suggests to weight particle closer to the
center more strongly than those further away. Similarly, we compensate the fact that the
vertices near the center represent a smaller volume than those further away, by weighting
their contributions accordingly. To evaluate our descriptor centered at a given location
in Ω, we must detect the particles within a radius r of that location, and also find the k
nearest neighbours for each particle within r. Recall that in our scheme we pre-compute
a set of particles Q consisting of location and intensity at both time steps. To find
the particles we construct a KD-tree (Friedman et al., 1977) once for each time step,
to accelerate the search. In our low-dimensional search domain (Ω ⊂ R3 ), with limited
number of particles (≈ 3 orders of magnitude smaller than voxels in an equivalently
accurate intensity volume), the complexity of the search is quite low, O(log |Q|). To find
the k nearest vertices for each contributing particle we can use a mixed strategy: We
partition the descriptor volume into a voxel grid and pre-compute the nearest neighbors
for the corners of the voxels, storing the k nearest neighbor if that set is unique. In
this way, the k-NN search can be done in constant time for a large majority of all cases.
To handle the rare case of particles falling in voxels without a unique neighbor set, we
pre-compute a KD-tree for the rather small set of vertices H and query the neighbors of
the concerned particles. We use the KD-tree implementation proposed in Muja and Lowe
(2014). Overall, we find that, in spite of the need to frequently query nearest neighbours,
our descriptor can be evaluated efficiently for any realistic particle density, while saving
a lot of memory.
We have tested different layouts and have decided for a structure of six layers. The
descriptor vertices are depicted in Figure 4.3 on the right. On each layer, points are
positioned on an icosahedron or subdivisions of it. The point and layer arrangement
is described in Table 4.1. In total the descriptor is a vector DQ (x) ∈ R331 with 331
dimensions (vertices).
We empirically chose a radius of r = 10.5. Note that this leads to a larger influence
area than the interrogation volume of 133 suggested in Lasinger et al. (2017). However,
in Lasinger et al. (2017) a squared area is used for matching whereas our descriptor has
a spherical form. Furthermore, as stated above, particles closer to the descriptor center
are weighted higher than further away particles.
Finally we splat the intensity value of each particle over k = 5 neighbors in the
descriptor. Vertices are weighted according to their distance to the descriptor center by
P
wg = exp(−kgk/10) and subsequent normalization such that
wg = 1. We point out
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Table 4.1.: Layered structure of our descriptor.
Distance to
Distance to
Layer #Points Radius neighbor points lower layer
0
1
0
1
12
1
1.052
1
2
42
2.205
1.205
1.205
3
92
3.484
1.278
1.278
4
92
5.503
2.019
2.019
5
92
8.693
3.190
3.190

Figure 4.3.: Left: Schematic visualization of a 2D sparse descriptor with descriptor vertices (red) and particle locations (blue), whose intensities are splatted over
the 3 nearest neighbors. Right: 3D descriptor vertices (with layer based
color-code).
that an interrogation volume of comparable metric size, i.e. 173 voxels, would consist of
4913 voxels to represent the same particle distribution captured in our 331-dimensional
descriptor.

4.2.3. Volumetric Flow
Motion estimation starts from two particle sets Q0 , Q1 for consecutive time steps t0 and
t1 , with particles located in the cuboid domain Ω ⊂ R3 . Our goal is to reconstruct the
3D motion field v : Ω → R3 , represented as a functional v = (u, v, w)T , which maps
points p inside the domain Ω at t0 to points (p + v) in R3 (but not necessarily inside Ω)
at t1 . Just like 2D optical flow, the problem is severely ill-posed, if the estimation were
to be based solely on the data term ED (Q0 , Q1 , v). As usual in optical flow estimation,
we thus incorporate prior information into the model, in the form of a regularizer ES (v).
The optimal flow field can then be found by solving the energy minimization problem
arg min λED (Q0 , Q1 , v) + ES (v).
v
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4.2. Method
With the help of a convex approximation of the (non-convex) data term, e.g., a firstorder or convexified second-order Taylor approximation, we can cast (4.13) as a saddlepoint problem and minimize it with efficient primal-dual algorithms such as Chambolle
and Pock (2011). In spite of the high frame-rate of PIV cameras, particles travel large
distances between successive frames. We use the standard technique to handle these
large motions and embed the computation in a coarse-to-fine scheme (Brox et al., 2004),
starting from an approximation of ED at lower spatial resolution and gradually refining
the motion field. Downsampling the spatial resolution smoothes out high-resolution detail
and increases the radius over which the linear approximation is valid.
We employ an Eulerian representation for our functional v, although our sparse
descriptor would equally allow for a Lagrangian representation, for instance employing
Smoothed Particle Hydrodynamics (Monaghan, 2005, Adams et al., 2007). Naturally, we
decide to evaluate the data term on the same regular grid structure, and the proposed
descriptor (Section 4.2.2) is used as a drop-in replacement for the interrogation volume
in the classical Tomo-PIV setup.

Data Term. Recall that we can apply any distance measures S on top of our descriptor
DQ (x). Here, we have tested sum of squared differences S := SSD and negative normalized cross-correlation S := − NCC. In previous evaluations for 3D-PIV (Lasinger et al.,
2017), more robust cost functions that are popular in the optical flow literature (Vogel
et al., 2013a) performed worse than both of the measures above, presumably due to the
controlled contrast and lighting. Our (generic) similarity function S : R331 × R331 → R
takes two descriptor vectors DQ ∈ R331 as input and outputs a similarity score, which is
integrated over the domain to define the data cost:
Z
t0
t1
S
ED (Q0 , Q1 , v) :=
S(DQ
(x), DQ
(x))dx.
(4.14)
Ω
SSD
As a baseline we further define the SSD data cost EU,D
, evaluated within an interrogation window N in a high-resolution intensity voxel space (in our experiments, generated
by MART). In Lasinger et al. (2017) we showed that for high-accuracy motion estimates
it is crucial to use a finer discretization for the data term than for the discretized Eulerian
SSD
flow field v. In that case the corresponding data cost EU,D
takes the form
SSD
(U0 , U1 , v)
EU,D

Z Z
=
Ω

[U0 (x) − U1 (x + v(z))]2 BN (z − x)dxdz,

(4.15)

Ω

where BN is a box filter of width |N | and U0 , U1 : Ω → R+ are intensity volumes, defined
over the same cuboid domain Ω but sampled at a different discretization level.

Regularization. In the variational flow literature (Horn and Schunck, 1981, Brox et al.,
2004, Werlberger et al., 2010) regularization usually amounts to simply smoothing the
flow field. The original smoothness term from Horn and Schunck (1981) is quadratic
regularization (QR), later the more robust Total Variation (TV) (Rudin et al., 1992,
Zach et al., 2007) was often preferred. An investigation in Lasinger et al. (2017)) revealed,
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however, that TV does not perform as well for 3D fluid motion. Hence, we only provide
a formal definition of the QR regularizer:
Z
1
QR(v) =
|∇u|2 + |∇v|2 + |∇w|2 dx.
(4.16)
2 Ω
Here we choose | · | := k · k2 .
In this work, we are mainly concerned with incompressible flow, which is divergencefree. Prohibiting or penalizing divergence is thus a natural way to regularize the motion
field.
Let us recall that the motion field approximates the displacement of particles over
a time interval ∆t, reciprocal to the camera frame rate. I.e., v ≈ ∆tv̄, where v̄ denotes
the velocity field. We now investigate the stationary Stokes equations:
− µ 4v̄ + ∇p = f

subject to ∇·v̄ = 0,

(4.17)

where the generalized Laplace operator 4 operates on each component of the velocity
field v̄ individually. The equation (4.17) describes an external force field f that leads to
a deformation of the fluid. The properties of the fluid, incompressibility and viscosity
(viscosity constant µ), prevent it from simply following f . To arrive at an equilibrium
of forces, the pressure field p has to absorb differences in force and velocity field v̄.
Compared to the full Navier-Stokes model of fluid dynamics, (4.17) lacks the transport
equations and, hence, does not consider inertia. Nevertheless, for our basic flow model
with only 2 frames (4.17) provides a reasonable approximation, because of the short time
interval.
We can identify the stationary Stokes equations (4.17) as the Euler-Lagrange equations of the following energy:
Z
µ
(|∇ū|2 + |∇v̄|2 + |∇w̄|2 ) + h∇·v̄, pi − hv̄, f idx.
(4.18)
min max
v̄
p
2
Ω
To come back to our time-discretized problem, and to justify the construction of a
suitable regularizer for our motion field v, we chose the time unit as ∆t = 1, without
loss of generality. In the saddle-point problem above, the role of the Lagrange multiplier
for the incompressibility condition is taken by the pressure p. In our reconstruction task,
we do not know the force field, but we do observe its effects, such that the role of the
term hv, f i is filled by the data term. Hence, we can interpret the remaining terms as
a regularizer. In particular, Eq. (4.18) suggests to utilize a quadratic regularizer on the
flow field, and to employ the incompressibility condition as a hard constraint:
Z
1
QRD∞ (v) =
|∇u|2 + |∇v|2 + |∇w|2 + δ{0} (∇·v)dx.
(4.19)
2 Ω
Here, we let δC denote the indicator function of the convex set C. This physically motivated regularization scheme is compatible with our optimization framework, and leads
to the best results for our data. Still, without the hard constraint the regularizer (4.18)
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would be strongly convex, making it possible to accelerate the optimization (Chambolle
and Pock, 2011), similar to Alg. 1. Theqrefore, we also consider a version where we keep
the quadratic regularization of the gradients, but replace the incompressibility constraint
with a soft penalty.
Z
1
QRDα (v) =
|∇u|2 + |∇v|2 + |∇w|2 + α(∇·v)2 dx.
(4.20)
2 Ω
Larger α lead to similar regularization effects as (4.18), but also require more iterations
to reach convergence.

Estimation Algorithm. To discretize the energy functional (4.13) we partition the
domain Ω into a regular voxel grid V := {1 . . . N } × {1 . . . M } × {1 . . . L}. Our objective
is to assign a displacement vector vi := v(i) ∈ R3 to each voxel i ∈ V, so v ∈ V, V :=
R3N M L . We briefly review the primal-dual approach (Chambolle and Pock, 2011) for
problems of the form
min F (Dv) + G(v) .
(4.21)
v

Here D : V → Y is a linear operator whose definition depends on the form of the
regularizer. G denotes the discretized version of the data term from (4.14) or (4.15), and
F one of the investigated regularizers from (4.16, 4.19, 4.20). In case of QR, the linear
mapping D approximates the spatial gradient of the flow in each coordinate direction
via finite differences, which leads to Y := Y 1 × Y 2 × Y 3 = R3N M L × R3N M L × R3N M L .
If we base our regularizer also on the divergence of the flow field, either as hard (4.19)
or as soft (4.20) constraint, we expand D with a linear operator for the 3D divergence
that is based on finite (backward) differences. We arrive at Y := Y 1 × Y 2 × Y 3 × Y 4 .
In that case Y 4 ∈ RN M L contains the dual variables for the incompressibility constraint,
respectively penalty; the pressure field (4.17). For convex F we can convert (4.21) to the
saddle-point form
min max hDv, yi − F ∗ (y) + G(v) ,
(4.22)
v∈V

y∈Y

where we use F ∗ (y) := supz∈Y zT y − F (z) to denote the convex conjugate of F . In this
form the problem can be solved by iterating the steps of a proximal forward-backward
scheme, alternating between primal v and dual variables y:
vn+1 =(I + τ ∂G)−1 (vn − τ DT yn ),
yn+1 =(I + σ∂F ∗ )−1 (yn + σD(2vn+1 − vn )).

(4.23)

The step sizes τ and σ are set such that τ σ ≤ 1/kDk22 . In the saddle-point form, data
and smoothness terms are decoupled and the updates of the primal and dual variables
can be solved point-wise, c.f . Chambolle and Pock (2011).
The proximal operator of F ∗ for QR and QRDα is a pixel-wise operation that can
be applied in parallel ∀i ∈ V:



(I + σ∂F ∗ )−1 (yk ) = yik
i

αk
,
αk + σ

(4.24)
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with αk = 1, ∀k, except in the case of QRDα where we additionally have α4 := α. If we
employ hard incompressibility constraints, elements from Y 4 remain unchanged and are
solely affected by the explicit gradient steps. For further details refer to Chambolle and
Pock (2011), Vogel et al. (2013a).
To discretize our data terms for the sparse descriptor, we use a simple first order
approximation, fitting a linear function in the vicinity of the current solution. This leads
to the discretized data cost, expanded at the current solution for the motion vector at
voxel iv0,i := v(i) for S ∈ {λ SSD, −λ NCC}:
t0
t1
t0
t1
S(DQ
(i), DQ
(i + vi )) ≈ GS,Q0 ,Q1 (i, vi ) := S(DQ
(i), DQ
(i + v0,i )) + hfi , v0,i − vi i. (4.25)

This generic treatment allows for a simple implementation and evaluation of different
distance metrics. For instance, the negative NCC cost function is not convex and does
not possess a closed form solution for the proximal map. Although also a (more accurate) second-order Taylor expansion could be used to build a convex approximation
(Werlberger et al., 2010, Vogel et al., 2013a), we opt for a numerical solution. Due to
the rather low evaluation time of our descriptor, the additional computation time for
a numerical solution is quite small. In our implementation, we approximate the linear
t0
t1
function hfi , ·i, fi ∈ R3 via least-squares fit to the six values S(DQ
(i), DQ
(i + v0,i ± hek )),
with ek being the unit vector in direction k and a small h. To find a solution for the
proximal step one must solve the following quadratic problem per voxel i:

1
(I + τ ∂G)−1 (v̂) i = arg min (v̂i − vi )2 + GS,Q0 ,Q1 (i, vi ).
2τ
vi

(4.26)

We also briefly review the proximal step for the SSD data term (4.15), operating on
the intensity voxel volumes U0 , U1 . Discretizing (4.15) leads to the following cost for a
voxel i:
X
SSD(i, vi ) =
|U0 (j) − U1 (j + vi )|2 ω(j − i),
(4.27)
j ∈ N (i)

with ω(j − i) = |N1(i)| . A direct convex approximation would be to use first-order Taylorexpansion around j + vi on all the voxels j ∈ N (i) in the interrogation window. This
treatment would introduce a significant computational burden, since at each location
we would have to compute the gradient for all |N (i)| voxels in the neighborhood. A
computationally more efficient procedure is to expand (4.27) around the current flow
estimate v0,j for each voxel j. After multiplying with λ we arrive at our convexified data
term:
X
GSSD,U0 ,U1 (i, vi ) = λ
|U0 (j) − U1 (j + v0,j ) − (vi − v0,j )T ∇U1|(j+v0,j ) |2 ω(j − i). (4.28)
j∈N (i)

With this formulation we only have to evaluate the gradients and volumes once per
voxel, namely at the current flow estimate. The proximal map for the SSD at voxel i
again amounts to solving a small quadratic problem to find the update for vi :

1
(I + τ ∂G)−1 (v̂) i = arg min (v̂i − vi )2 + GSSD,U0 ,U1 (i, vi ).
2τ
vi
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Figure 4.4.: Detail of rendered 2D particle images for particles densities of 0.075, 0.125
and 0.175 (from left to right).
As already mentioned, we embed the optimization of (4.13) into a coarse-to-fine
scheme and adjust the data term by moving the particles. Depending on the representation this step is often called warping (Brox et al., 2004). After warping, the convex
approximation of the data term is computed and several iterations of (4.23) are applied to
find an update of the flow estimate. The coarse-to-fine scheme can easily be implemented
by increasing the radii in the descriptor. To perform warping we need to rebuild the
KD-tree for the first time-step, moving the particles based on the current flow estimate.
Their motion v(pi ) is found by bilinear interpolation of the flow at grid locations, which
is in accordance with our discretization of the operators ∇ and ∇·. Note that the chosen
optimization scheme (Chambolle and Pock, 2011) is rather generic and allows us to test
different regularization and data terms. Apart from allowing for acceleration, the smooth
(and strongly convex) soft-constraint regularizer (4.20) removes the need for a second
forward-backward step, and with that the need to store any dual variables at all. E.g.,
one can employ the fast iterative shrinkage-thresholding algorithm (FISTA) (Beck and
Teboulle, 2009) to perform the optimization. We point out that the descriptor scheme
implies an overall memory footprint about an order of magnitude smaller than any algorithm, which requires to explicitly store the dense voxel volume, e.g., Lasinger et al.
(2017).

4.3. Evaluation
To quantitatively evaluate our approach and to compare different parameter settings we
have generated synthetic data using the Johns Hopkins turbulence database (JHTDB) (Li
et al., 2008, Perlman et al., 2007). The database provides a direct numerical simulation
of isotropic turbulent flow in incompressible fluids. We can sample particles at arbitrary
positions in the volume and track them over time. Additionally, we sample ground truth
velocity flow vectors on a regular voxel grid.
Our setup consists of four cameras and particles rendered into a volume of 1024 ×
512 × 352 voxels. The cameras are arranged symmetrically with viewing angles of ±35◦
w.r.t. the yz-plane of the volume and ±18◦ w.r.t. the xz-plane. Camera images have a
resolution of 1500 × 800 pixels, where a pixel is approximately the size of a voxel. In this
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Figure 4.5.: xy-slice of the flow in X-, Y- and Z-direction (left to right). Top: Ground
truth. Bottom: Estimated flow for ppp = 0.125.

evaluation the maximum magnitude between two time steps is 4.8 voxels.
3D particles are rendered to the image planes as Gaussian blobs with σ = 1 and
intensity varying between 0.3 and 1, where the same intensity is used in all four cameras.
We test different particle densities from 0.075 to 0.2 particles per pixel (ppp). A density
3
of 0.1 leads to a density of ≈ 10000
particles per voxel. Exemplary renderings for particle
densities of 0.075, 0.125 and 0.175 are shown in Figure 4.4.
We compare our method to Lasinger et al. (2017) and test different particle densities
and parameter settings. Our main evaluation criterion is the average endpoint error
(AEE) of our estimated flow vectors, measured in voxels w.r.t. to the resolution of our
test volume (1024×512×352). Standard parameter settings for our coarse-to-fine scheme
are 9 pyramid levels and a pyramid scale factor of 0.95 between adjacent pyramid levels.
Note that larger velocity magnitudes would require more pyramid levels. We chose 10
warps and 20 inner iterations per pyramid level. Unless otherwise specified we use SSD
as data cost. We also select our physically based regularizer QRD∞ for our quantitative
evaluation. According to Lasinger et al. (2017), quadratic penalizing the gradient vectors
of the flow, while enforcing a divergence-free vector field, performed better than other
tested regularizers. For IPR we chose an intensity threshold of θ = 0.04, inner iterations
nsteps = 40 and 24 triangulation iterations, starting from a triangulation error  = 0.8
and increasing it up to  = 2.0. Note that for lower particle densities less iterations
would already be sufficient. However, most particles will be triangulated already in
earlier iterations, such that the additional runtime demand for more iterations becomes
negligible. Flow vectors are estimated on every fourth voxel location per dimension, i.e. a
256 × 128 × 88 voxel grid, and subsequently upscaled to 1024 × 512 × 352 in order to
be compared with the ground truth flow field. As shown in Lasinger et al. (2017) flow
estimation on the down-sampled grid can be performed with virtually no loss in accuracy,
but with the benefit of faster computation and lower memory demands. In Figure 4.5 we
visualize a single xy-slice (z=72) of the flow field for both, ground truth and our estimated
flow, with standard settings at a particle density of ppp = 0.125.
In addition to the quantitative evaluation we show qualitative results on test case D
of the 4th International PIV Challenge (Kähler et al., 2016).
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Table 4.2.:

Comparison of different
vs. HACKER).
Particle Density (ppp)
0.075
MART
Avg. endpoint error 0.2768
Undetected particles 1412
3.21%
Ghost particles
22852
51.89%
Avg. position error 1.681
IPR
Avg. endpoint error 0.2505
Undetected particles 18
0.04%
Ghost particles
4
0.01%
Avg. position error 0.001
HACKER Avg. endpoint error 0.2503

initialization
0.1
0.2817
6283
10.7%
44752
76.21%
1.672
0.2388
24
0.04%
3
0.01%
0.001
0.2382

methods

0.125
0.2927
13918
18.96%
79356
108.11%
1.663
0.2250
35
0.05%
14
0.02%
0.002
0.2244

0.15
0.3119
24141
27.41%
107276
121.79%
1.654
0.2260
582
0.66%
4344
4.93%
0.029
0.2229

(MART
0.175
0.3363
37215
36.22%
118476
115.29%
1.647
0.2522
14187
13.81%
107286
104.40%
0.188
0.2140

vs.

IPR

0.2
0.3500
51190
43.59%
129791
110.52%
1.638
0.2950
33936
28.90%
176176
150.01%
0.301
0.2068

4.3.1. 3D Reconstruction & Particle Density
We start by comparing different initialization methods for various particle densities. Additional to our implementations of MART and IPR we also provide results for starting the
flow reconstruction from the ground truth particle distributions. Following the naming
convention of Kähler et al. (2016), we refer to this version as HACKER. In Table 4.2
we compare the estimated flow w.r.t. the AEE and furthermore show statistics on the
particle reconstruction of time step 0, for both reconstruction techniques, MART and
IPR. Reconstructed particles with no ground truth particle within a distance of 2 voxels
are considered as ghost particles. As expected, assuming perfect particle reconstruction
(HACKER) the flow estimation is still improving with higher particle densities. However,
for increasing particle densities the reconstruction gets more ambiguous, as can be seen
from the increased number of ghost particles, as well as missing particles for both MART
and IPR. The numbers suggest that the current bottleneck of our pipeline can be found
in the particle reconstruction. Furthermore, IPR consistently outperforms MART at all
particle densities. Here, MART already starts to fail at lower particle densities while our
IPR implementation yields results similar to HACKER up to a particle density of 0.15.

4.3.2. Descriptor & Data Cost
We evaluate two different distance metrics for our sparse descriptor: sum of squared
distances (SSD) and (negative) normalized cross-correlation (NCC). In addition to our
spherical-shaped descriptor introduced in Section 4.2.2, we evaluate our approach with
a descriptor based on a regular grid structure. A grid point is set at every second voxel
position per dimension (i.e. -2,0,2) within a radius of 8, resulting in 257 grid points.
Particles within a radius of d = 10.5 are considered for the descriptor estimation. Here,
we splat particles to k = 8 regular grid points, and utilize k = 5 for our standard layer
based descriptor (with denser sampling closer to the descriptor center). The impact
of these choices on the estimated flow vectors are summarized in Table 4.3 for various
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Table 4.3.: Comparison of average endpoint error
tialization.
Particle Density (ppp)
NCC Layered spherical descriptor (331, d=21)
Regular spherical grid (257, d=21)
SSD Layered spherical descriptor (331, d=21)
Regular spherical grid (257, d=21)

for different descriptors with IPR ini0.075
0.2492
0.2630
0.2505
0.2643

Table 4.4.: Average endpoint error of dense method for
(MART vs. IPR vs. HACKER).
Particle Density (ppp) 0.075
0.1
MART
0.2470 0.2717
IPR
0.2266 0.2107
HACKER
0.2270 0.2112

0.1
0.2359
0.2498
0.2388
0.2436

0.125
0.2270
0.2405
0.2250
0.2362

0.15
0.2286
0.2431
0.2260
0.2374

different initialization methods
0.125
0.3144
0.2001
0.2000

0.15
0.3735
0.2057
0.1923

particle densities. Here both distance metrics, SSD and NCC, perform similarly well. Our
spherical, layer based descriptor appears to work slightly, but also consistently, better
than the descriptor based on the regular grid.

4.3.3. Comparison to Dense VolumeFlow
We compare our method to Lasinger et al. (2017) where the data term is based on a highresolution voxel grid, as obtained from MART. Additionally to MART reconstruction we
also show results for IPR and HACKER, where particles were rendered into the volume
by tri-linear interpolation to their nearest 2 × 2 × 2 voxels. For the flow estimation we
chose the recommended parameter set of Lasinger et al. (2017): SSD with IV size 133 ,
QRD∞ and stepsize h = 4. Average endpoint errors are shown in Table 4.4 for different
particle densities. Performance is slightly better than for our sparse descriptor variant,
with the drawback that a memory demanding high resolution intensity volume is needed
for the inherently sparse data. By adding more grid points to our descriptor (i.e. a grid
point at every voxel location) we could effectively rebuild a dense matching approach with
our sparse data. However, we opt for a more compact representation that allows faster
computation and less memory requirements. Furthermore, our sparse descriptor can
be adapted to any kind of similarity measure, where the use of numerical differentiation
allows for a simple and quick evaluation. Here, it would be interesting to test also learned
similarity functions, which could benefit from our compact representation (Yi et al., 2016,
Žbontar and LeCun, 2016, Khoury et al., 2017).

4.3.4. PIV Challenge Data
Test case D of the 4th International PIV Challenge (Kähler et al., 2016) consists of 50 time
steps of a volume of size 4096 × 512 × 352 and a particle density of 0.1. Unfortunately
no ground truth is provided, however, we can visually compare our results to results
stated in the challenge. In Figure 4.6 we show result of our method for snapshot 23 of
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Figure 4.6.: Visualization of xy-slice (z=-5.2mm) of snapshot 23 of the 4th International
PIV Challenge (Kähler et al., 2016) with discrete color coding to visually
compare to results of participators of the challenge. Top: Ground truth (with
additional visualization of vortices). Middle: StB (Schanz et al., 2016), the
best performing method of the challenge. Bottom: Our result. Images of
ground truth and StB reproduced from Kähler et al. (2016).
the challenge, as well as the ground truth and the result of the top-performing method
Shake-the-box (StB) (Schanz et al., 2016). The motion fields appear comparable, flow
details are recovered. Note that our method uses only two frames to estimate the motion
field, while StB relies on multiple time steps.

4.4. Conclusion
Our method is based on and extends work of a conference publication Lasinger et al.
(2017). In particular, we adopt their physically motivated regularization scheme and follow the same optimization methodology. We extend Lasinger et al. (2017) with a novel,
energy based IPR method that allows for more accurate and robust particle reconstructions. Relying on the quality of the 3D particle reconstruction, these advantages also
affect the accuracy of our motion estimation technique, which before was based on the
tomographic reconstruction model of MART. To further exploit sparsity of the directly
reconstructed particles in the volume, we propose a novel sparse descriptor that can be
constructed on-the-fly and possess a significantly lower memory footprint than a dense
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intensity volume, which is required in high resolution to deliver motion reconstructions
of similar quality.
A current draw-back of our model is that the initially reconstructed particles are
kept fixed and the mutual dependency of fluid motion and particle reconstruction is not
considered. Hence, an interesting path to investigate in the future would be to combine
particle reconstruction and flow estimation in a joint energy model.
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Abstract
The standard approach to densely reconstruct the motion in a volume of fluid is to inject
high-contrast tracer particles and record their motion with multiple high-speed cameras.
Almost all existing work processes the acquired multi-view video in two separate steps,
utilizing either a pure Eulerian or pure Lagrangian approach. Eulerian methods perform
a voxel-based reconstruction of particles per time step, followed by 3D motion estimation,
with some form of dense matching between the precomputed voxel grids from different
time steps. In this sequential procedure, the first step cannot use temporal consistency
considerations to support the reconstruction, while the second step has no access to the
original, high-resolution image data. Alternatively, Lagrangian methods reconstruct an
explicit, sparse set of particles and track the individual particles over time. Physical constraints can only be incorporated in a post-processing step when interpolating the particle
tracks to a dense motion field. We show, for the first time, how to jointly reconstruct
both the individual tracer particles and a dense 3D fluid motion field from the image
data, using an integrated energy minimization. Our hybrid Lagrangian/Eulerian model
reconstructs individual particles, and at the same time recovers a dense 3D motion field
in the entire domain. Making particles explicit greatly reduces the memory consumption
and allows one to use the high-resolution input images for matching. Whereas the dense
motion field makes it possible to include physical a-priori constraints and account for
the incompressibility and viscosity of the fluid. The method exhibits greatly (≈ 70%)
improved results over our recently published baseline with two separate steps for 3D reconstruction and motion estimation. Our results with only two time steps are comparable
to those of state-of-the-art tracking-based methods that require much longer sequences.
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Figure 5.1.: From 2D images of a fluid injected with tracer particles, recorded at two
consecutive time steps, we jointly reconstruct the particles Q and a dense
3D motion field U. The example shows the experimental setup of Michaelis
et al. (2006).

5.1. Introduction
Motion estimation of fluids is a challenging task in experimental fluid mechanics with
important applications in research and industry: Observations of fluid motion and fluidstructure interaction form the basis of experimental fluid dynamics. Measuring and understanding flow and turbulence patterns is important for aero- and hydrodynamics in
the automotive, aeronautic and ship-building industries, e.g. to design efficient shapes
and to test the elasticity of components. Biological sciences are another application field,
e.g., behavioral studies about aquatic organisms that live in flowing water, or the analysis
of the flight dynamics of birds and insects (Michalec et al., 2015, Wu et al., 2009).
To capture fluid motion, one common approach is to inject tracer particles into the
fluid, which densely cover the illuminated area of interest, and to record them with one
or multiple high-speed cameras. From this idea two strategies have evolved in experimental fluid mechanics: particle image velocimetry (PIV) and particle tracking velocimetry
(PTV) (Adrian and Westerweel, 2011, Raffel et al., 2018). PIV outputs a dense velocity field (Eulerian view), while PTV computes a flow vector at each particle location
(Lagrangian view).
In the standard 2D-PIV setup, a thin slice of the measurement area is illuminated
by a laser scanner, allowing only for 2D in-plane motion estimation. Motion vectors are
recovered on a dense regular grid by correspondence matching of local support windows
(in PIV terminology “interrogation windows”). In contrast, particle tracking velocimetry
(PTV) employs a Lagrangian view of the problem by tracking individual particles over
multiple time steps and effectively describing the motion of the fluid only on those sparse
locations. Since individual particles have to be identified, the maximum allowed seeding
density is usually lower than for PIV measurements, where particle constellations are
matched instead.
In the 3D setup, a measurement volume is illuminated with a thick laser slice and
observed by synchronized cameras from multiple viewpoints. We illustrate the basic setup
in Figure 5.1: 3D Particle locations and a dense motion field are recovered from a set of
input images from two consecutive time steps. There is a trade-off regarding the seeding
density of the particles: A higher density delivers an increased effective spatial resolution,
but also raises the ambiguity of the matching.
Both Eulerian and Lagrangian approches have been proposed to tackle the problem
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in 3D (c.f . Maas et al. (1993), Elsinga et al. (2006), Champagnat et al. (2011), Discetti
and Astarita (2012), Cheminet et al. (2014), Lasinger et al. (2017), Schanz et al. (2016)),
coming with their individual architectural problems. Eulerian approaches perform 3D
reconstruction and motion estimation in two sequential steps and require large voxel volumes to represent the high-frequency particle data. Lagrangian approaches, on the other
hand, require tracking over multiple time steps to resolve ambiguities in the triangulation,
and cannot directly incorporate physical constraints.
In this work we propose a joint energy model for the reconstruction of the particles
and the 3D motion field from two time steps, so as to capture the inherent mutual dependencies. The model uses the full information – all available images from both time
steps at full resolution – to solve the problem. We opt for a hybrid Lagrangian/Eulerian
formulation: particles are modeled individually, while the motion field is represented on
a dense grid. Recovering explicit particle locations and intensities sidesteps the costly
3D parameterization of voxel occupancy, as well as the use of a large matching window. Instead, it directly compares evidence for single particles in the images, yielding
significantly higher accuracy.
To represent the motion field, we opt for a trilinear finite element basis. Modeling
the 3D motion densely allows us to incorporate physical priors that account for incompressibility and viscosity of the observed fluid, similar to our previous work (Lasinger
et al., 2017). This can be done efficiently, at a much lower voxel resolution than would
be required for particle reconstruction, due to the smoothness of the 3D motion field
(Cheminet et al., 2014, Lasinger et al., 2017).
We model our problem in a variational setting. To better resolve particle ambiguities, we add a prior to our energy that encourages sparsity. In order to overcome weak
minima of the non-convex energy, we include a proposal generation step that detects
putative particles in the residual images, and alternates with the energy minimization.
For the optimization itself, we can rely on the very efficient inertial Proximal Alternating Linearized Minimization (iPALM) (Bolte et al., 2014b, Pock and Sabach, 2016). It
is guaranteed to converge to a stationary point of the energy and has a low memory
footprint, so that we can reconstruct large volumes.
Compared to the baselines of Elsinga et al. (2006) and our own previous work
(Lasinger et al., 2017), which both address the problem sequentially with two independent
steps, we achieve particle reconstructions with higher precision and recall, at all tested
particle densities; as well as greatly improved motion estimates. The estimated fluid flow
visually appears on par with state-of-the-art techniques like Schanz et al. (2016), which
use tracking over multiple time steps and highly engineered post-processing (Schneiders
and Scarano, 2016, Gesemann et al., 2016).
The present paper is based on the preliminary version (Lasinger et al., 2019). We
have extended the original approach by integrating also the polynomial camera model by
Soloff et al. (1997). This model compensates for refractions at air-glass and glass-water
transitions and thus allows for experiments with liquids, such as water. Furthermore, we
have added additional experiments and visualizations for setups both in water and air.

57

5. 3D Fluid Flow Estimation with Integrated Particle Reconstruction

5.2. Related Work
We focus here on 3D-PIV and PTV approaches, and refer to Adrian and Westerweel
(2011) or Raffel et al. (2018) for an exhaustive review of 2D techniques. The first method
to operate on 3D fluid volumes was the Lagrangian 3D-PTV method (Maas et al., 1993),
where individual particles are detected in different views, triangulated and tracked over
time. Yet, as the seeding density increases the particles quickly start to overlap in the
images, leading to ambiguities. Therefore, 3D-PTV is only recommended for densities
< 0.005 ppp (particles per pixel). To handle higher seeding densities, Elsinga et al.
(2006) introduced the Eulerian Tomo-PIV method. They first employ a tomographic
reconstruction (e.g. MART) (Atkinson and Soria, 2009) per time step, to obtain a 3D
voxel space of occupancy probabilities. Cross-correlation with large local 3D windows
(≥ 353 ) (Champagnat et al., 2011, Discetti and Astarita, 2012, Cheminet et al., 2014) then
yields the flow. Effectively, this amounts to matching particle constellations, assuming
constant flow in large windows, which smooths the output to low effective resolution.
Recently, a new Lagrangian particle tracking method Shake-the-Box (StB) was introduced
(Schanz et al., 2016). It builds on the idea of iterative particle reconstruction (IPR)
(Wieneke, 2013), where triangulation is performed iteratively, with a local position and
intensity refinement after every triangulation step. In subsequent time steps, particle
locations are predicted from trajectory information from previous time steps, and refined
by small perturbations in all directions (”shaking”) to find the location with the lowest
reprojection error.
None of the above methods accounts for the physics of (incompressible) fluids during
reconstruction. In StB (Schanz et al., 2016), a post-process interpolates sparse tracks to
a regular grid. At that step, but not during reconstruction, physical constraints can be
included (Schneiders and Scarano, 2016, Gesemann et al., 2016). Variational approaches
that impose physically consistent regularizers were first proposed for the 2D PIV setup.
Ruhnau and Schnörr (2007) presented an optical flow-based approach that incorporates
physical priors using the Stokes equations. In (Ruhnau et al., 2006) this idea was further
extended to the full Navier-Stokes equations. With the help of the vorticity transport
equation they obtain a spatio-temporal regularization that can model turbulent fluids.
A drawback of the method is that the vorticity is usually not known beforehand, thus it
has to be initialized with ω = 0, and observations from several time steps are needed for
the estimation to converge (≈ 5 in their experiments).
In our earlier work (Lasinger et al., 2017) we have proposed a 3D variational approach
that combines TomoPIV with variational 3D flow estimation. We account for physical
constraints with a regularizer derived from the stationary Stokes equations, similar to
Ruhnau and Schnörr (2007). However, the voxel-based data term requires a huge, highresolution intensity volume, and a local window of 113 voxels for matching, which lowers
spatial resolution, albeit less than earlier local matching. To overcome the memory
bottleneck, we have further proposed a sparse particle representation (Lasinger et al.,
2018). 3D particle reconstruction and motion estimation are still performed sequentially.
Then local particle constellations are encoded in a descriptor and matched. The need to
rely on spatial context limits the spatial resolution of the resulting flow field.
Gregson et al. (2014) proposed an approach similar to Lasinger et al. (2017) for dye-
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injected two-media fluids. Their aim are visually pleasing, rather than physically correct
results, computed for relatively small volumes (≈ 1003 voxels). We note that dye leads
to data that is very different from tracer particles, i.e., it produces structures along the
transition surface between water and dye that can be matched well across time, but does
not afford data evidence in large parts of the volume. Dalitz et al. (2017) use compressive
sensing to jointly recover the location and motion of a sparse, time-varying signal with a
mathematical recovery guarantee. Results are only shown for small grids (2563 ), and the
physics of fluids is not considered. Barbu et al. (2013) introduce a joint approach for 3D
reconstruction and flow estimation, however, without considering physical properties of
the problem. Their purely Eulerian, voxel-based setup limits the method to small volume
sizes, i.e., the method is only evaluated on a 61 × 61 × 31 grid and a rather low seeding
density of 0.02 ppp. Xiong et al. (2017) propose a joint formulation for their single-camera
PIV setup. The volume is illuminated by rainbow-colored light planes that encode depth
information. This permits the use of only a single camera with the drawback of lower
depth accuracy and limited particle seeding density. Voxel occupancy probabilities are
recovered on a 3D grid. To handle the ill-conditioned problem from a single camera,
constraints on particle sparsity and motion consistency (including physical constraints)
are incorporated in the optimization. The method operates on a “thin” maximum volume
of 512 × 270 × 20. The single-camera setup does not allow a direct comparison with
standard 3D PIV/PTV, but can certainly not compete in terms of depth resolution.
In contrast, by separating the representation of particles and motion field, our hybrid
Lagrangian/Eulerian approach allows for sub-pixel accurate particle reconstruction and
large fluid volumes. Finally, Ruhnau et al. (2005) propose a hybrid discrete particle and
continuous variational motion estimation approach. Particle reconstruction and motion
estimation are performed sequentially, and without physically plausible regularization of
the flow.
Volumetric fluid flow is also related to variational scene-flow estimation, especially
methods that parameterize the scene in 3D space (Basha et al., 2010, Vogel et al., 2011).
Like those, we search for the geometry and motion of a dynamic scene and exploit multiple
views, yet our goal is a dense reconstruction in a given volume, rather than a pixel-wise
motion field. Scene flow has undergone an evolution similar to the one for 3D fluid flow.
Early methods started with a fixed, precomputed geometry estimate (Wedel et al., 2011,
Rabe et al., 2010), with a notable exception (Huguet and Devernay, 2007). Later work
moved to a joint reconstruction of geometry and motion (Basha et al., 2010, Valgaerts
et al., 2010, Vogel et al., 2011). Likewise, Elsinga et al. (2006) and Lasinger et al. (2017)
precompute the 3D tracer particles before estimating their motion. The method described
in the present paper is, to our knowledge, the first multi-camera PIV scheme that jointly
determines the explicit locations of all particles and the physically constrained motion of
the fluid.
Several scene flow methods (Vogel et al., 2013b, 2015, Menze and Geiger, 2015)
overcome the large state space by sampling geometry and motion proposals, and perform
discrete optimization over those samples. In a similar spirit, we employ IPR to generate
discrete particle proposals, but then combine them with a continuous, variational optimization scheme. We note that discrete labeling does not suit our task: The volumetric
setting would require an excessive number of labels (3D vectors), and enormous amounts
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of memory. And it does not lend itself to sub-voxel accurate inference.
The discretization of our motion field is based on the finite element method (FEM)
(Courant, 1943, Reddy, 1993, Brezzi and Fortin, 1991). FEM has been applied to variational problems in computer vision, including 2D PIV (Ruhnau et al., 2006, Ruhnau and
Schnörr, 2007) and semantic 3D reconstruction (Richard et al., 2017).

5.3. Method
To set the scene, we restate the goal of our method: densely predict the 3D flow field in a
fluid seeded with tracer particles, from multiple 2D views acquired at two adjacent time
steps.
We aim to do this in a direct, integrated fashion. The joint particle reconstruction
and motion estimation is cast into a hybrid Lagrangian/Eulerian model, where we recover
individual particles and keep track of their position and appearance, but reconstruct
a continuous 3D motion field in the entire domain. A dense sampling of the motion
field makes it technically and numerically easier to adhere to physical constraints like
incompressibility. In contrast, modeling particles explicitly takes advantage of the low
particle density in PIV data. Practical densities are around 0.1 particles per pixel (ppp) in
the images. Depending on the desired voxel resolution, this corresponds to 10-1000 times
lower volumetric density. Our complete pipeline is depicted in Figure 5.2. It alternates
between generating particle proposals (Section 5.3.2) based on the current residual images
(starting from the raw input images), and energy minimization to update all particles and
motion vectors (Section 5.3.3). The corresponding variational energy function is described
in Section 5.3.1. In the process, particle locations and flow estimates are progressively
refined and provide a better initialization for further particle proposals.
Particle triangulation is highly ambiguous, so the proposal generator will inevitably
introduce many spurious “ghost” particles (Figure 5.3). A sparsity term in the energy
reduces the influence of low intensity particles that usually correspond to such ghosts,
while true particles, given the preliminary flow estimate, receive additional support from
the data of the second time step. In later iterations, already reconstructed particles vanish
in the residual images. This allows for a refined localization of remaining particles, as
particle overlaps are resolved.

Notation and Preliminaries. The scene is observed by K calibrated cameras Kk , k =
1, . . . , K, recording the images Ikt at time t. Parameterizing the scene with 3D entities
obviates the need for image rectification. Fluid experiments typically need sophisticated
models to deal with refraction (air-glass and glass-water), or an optical transfer function
derived from volume self-calibration (Wieneke, 2008, Schanz et al., 2012). We keep the
formulation general with a generic projection operator Πk per camera. For convenience,
we include two important cases of Πk , the pinhole camera model (e.g. for measurements
in air) and a polynomial camera model designed for multi-media experiments (air-glasswater) (Soloff et al., 1997).
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Figure 5.2.: Particle position and flow estimation pipeline. We alternate between joint
optimization of 3D particle positions and dense flow vectors, and adding new
candidate particles by triangulation from the residual images.

The dependency on time is denoted via superscript t0 , t1 , and omitted when possible.
We denote the set of particles Q := {(pi , ci )}Q
i=1 , composed of a set of intensities C :=
Q
Q
+
{ci }i=1 , ci ∈ R0 and positions P := {pi }i=1 , where each pi ∈ R3 is located in the
rectangular domain Ω ⊂ R3 . The 3D motion field at position x ∈ Ω, between times t0 and
t1 , is u(x, U). The set U contains motion vectors u ∈ R3 located at a finite set of positions
y ∈ Y ⊂ Ω. If we let these locations coincide with the particle positions, we would
arrive at a fully Lagrangian design, also referred to as smoothed particle hydrodynamics
(Monaghan, 2005, Adams et al., 2007). In this work, we prefer a fixed set Y and represent
the functional u(x, U) by trilinear interpolation, i.e. we opt for an Eulerian description
of the motion. Our model is, thus, similar to the so-called particle in cell design (Zhu
and Bridson, 2005). Without loss of generality, we assume Y ⊂ Ω ∩ Z3 , i.e., we set up a
regular grid of vertices i ∈ Y of size N × M × L, which induce a voxel covering V (Ω) of
size N − 1 × M − 1 × L − 1 of the whole domain. We use a trilinear FEM discretization,
i.e., each grid vertex i = (i1 , i2 , i3 )T is associated with a trilinear basis function:

bi (x) :=

3
Y

max(0, 1 − |xl − il |), for x = (x1 , x2 , x3 )T .

(5.1)

l=1

The elements ui ∈ U now represent the coefficients of our motion field function
u(x, U), x ∈ Ω that is given by:
T
u(x, U) = u1 (x, U), u2 (x, U), u3 (x, U)
X
with ul (x, U) =
bi (x)ui,l , l = 1,2,3.

(5.2)

i∈Y

Finally, in our energy formulation we make use of the indicator function δC defined
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for a (not necessarily convex) set C (Boyd and Vandenberghe, 2004, Bertsekas, 1999):

0
if x ∈ C,
δC (x) :=
.
(5.3)
∞
else.

5.3.1. Energy Model
With the definitions above, we can write the energy
λ
1
E(P, C, U) := ED (P, C, U) + ES (U) + µESp (C),
2
2

(5.4)

with a data term ED , a smoothness term ES operating on the motion field, and a sparsity
prior ESp operating on the intensities of the particles.

Data Term
To compute the data term, the images of all cameras at both time steps are predicted from
the particles’ positions and intensities, and the 3D motion field. ED penalizes deviations
between predicted and observed images:
P
K Z
X
1 X
2
t0
Ik (x) −
Πk (ci · N (pi , σ)(x)) 2 dx +
ED (P, C, U) :=
K k=1 Γk
i=1
P
K Z
X
X
1
2
Ikt1 (x) −
Πk (ci ·N (pi + u(pi , U), σ)(x)) 2 dx.
K k=1 Γk
i=1

(5.5)

Following an additive (in terms of particles) image formation model, we integrate
over the image plane Γk of camera k. Individual particles (p, c) ∈ Q are represented
by Gaussian blobs with variance σ 2 . Particles do not exhibit strong shape or material
variations. Their distance to the light source does influence the observed intensity. But
since it changes smoothly and the cameras record with high frame-rate, assuming constant
intensity is a valid approximation for our two-frame model.
In practical setups, the depth range of the volume Ω is small compared to the distance
from the cameras. Therefore, the projection is close to orthographic, such that particles
undergo almost no perspective distortion, and their image projections are 2D Gaussian
blobs. In that regime, and omitting constant terms, the expression for a projected particle
simplifies to



Π N (·, σ)(x) ≈ N Π(·), σ (x) ∝ σ −1 exp − |Π(·) − x|2 σ −2 .

(5.6)

When computing the derivatives of (5.5) w.r.t. the set of parameters, we do not
integrate the particle blobs over the whole image, but restrict the area of influence of
(5.6) to a radius of 3σ, covering 99.7% of its total intensity.
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Camera Model. For measurements in air a simple pinhole camera model is sufficient
to model the camera geometry. However, when performing experiments in water, cameras
are positioned outside of the water tank. Hence, light gets refracted at air-glass and glasswater transitions. To model this complex setup, Soloff et al. (1997) proposed a polynomial
camera model which is commonly used for 3D-PIV/PTV measurements. Both proposed
camera models are special cases of the cubic rational polynomial camera model (Hartley
and Saxena, 1997).
The projection operator ΠK (pi ) maps 3D particle locations pi to 2D camera coordinates (uK,i , vK,i ). We omit the subscript K per camera and the particle index i in the
following for better readability. For the pinhole camera model the mapping is defined as
follows:
P 2T p
P 1T p
(5.7)
u = 3T , v = 3T .
P p
P p
For the polynomial camera model by Soloff et al. (1997), 38 parameters ai ∈ R2 , i =
0 . . . , 18 are needed to model the cubic dependencies in x and y direction and the quadratic
dependency in z direction (assuming the thinnest extend in z direction). Also note that
the perspective division is omitted, which is possible due to the specific 3D-PIV/PTV
setup with thin measurement volumes:

(u, v) = a0 + a1 px + a2 py + a3 pz + a4 p2x + a5 px py + a6 p2y + a7 px pz
+ a8 py pz + a9 p2z + a10 p3x + a11 p2x py + a12 px p2y + a13 p3y
+

a14 p2x pz

+ a15 px py pz +

a16 p2y pz

+

a17 px p2z

+

(5.8)

a18 py p2z .

Sparsity Term
The majority of the generated candidate particles do not correspond to true particles.
To suppress the influence of the large set of low-intensity ghost particles one can exploit
the expected sparsity of the solution, e.g. Petra et al. (2009). In other words, we aim to
reconstruct the observed scenes with few, bright particles, by introducing the following
energy term:
Q
X
ESp (C) :=
|ci | + δ{≥0} (ci ).
(5.9)
i=1

Here, δ∆ (·) denotes the indicator function of the set ∆. Note, this term additionally
excludes negative intensities. Although not directly related to sparsity, we identified
(5.9) as a convenient place to include this constraint. Popular sparsity-inducing norms
| · | are either the 1- or 0-norm (| · | = | · |1 , respectively | · | = | · |0 ). We have investigated
both choices and prefer the stricter 0-norm for the final model. The 0-norm counts the
number of non-zero intensities and rapidly discards particles that fall below a certain
intensity threshold (modulated by µ in (5.4)). While the 1-norm only gradually reduces
the intensities of weakly supported particles.
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Smoothness Term
As in our previous work (Lasinger et al., 2017) we employ a quadratic regularizer per
component of the flow gradient and a term that enforces a divergence-free motion field
to define a suitable smoothness prior:
ES (U) :=

Z X
3


|∇ul (x, U)|22 + δ{0} ∇·u(x, U) dx.

(5.10)

Ω l=1

In (Lasinger et al., 2017) we have shown that (5.10) has a physical interpretation, in that
the stationary Stokes equations emerge as the Euler-Lagrange equations of the energy
(5.10), including an additional force field. Thus, (5.10) models the incompressibility of
the fluid, while λ represents its viscosity. In (Lasinger et al., 2017) we also suggest a
variant in which the hard divergence constraint is replaced with a soft penalty:
ES,α (U) :=

Z X
3

|∇ul (x, U)|22 + α|∇·u(x, U)|2 dx.

(5.11)

Ω l=1

This version simplifies the numerical optimization, trading off speed for accuracy. For
adequate (large) α, the results are similar to the hard constraint in (5.10). Eq. (5.10)
requires the computation of divergence ∇· and gradients ∇ of the 3D motion field. Following the definition (5.2) of the flow field, both entities are linear in the coefficients U
and constant per voxel v ∈ V (Ω). A valid discretization of the divergence operator can
be achieved via the divergence theorem:
Z

Z
∇·u(x)dx =

v

hν(x), u(x)idx =
∂v

XZ
i

3

1X
bi (x)hν(x), ui idx =
4 l=1
∂v

X

ui,l − uj,l ,

(i,j)∈Y∩v:i−j=el

(5.12)
where we let ν(x) denote the outward-pointing normal of voxel v at position x ∈ v and el
the unit vector in direction l. The final sum considers pairs of corner vertices (i, j) ∈ Y ∩v
of voxel v, adjacent in direction l. The definition of the per-voxel gradient follows from
(5.2) in a similar manner.

Our approach ressembles that of conforming FEM, with a trilinear basis for the
velocity field and a per-voxel constant basis for the dual functions (constant pressure per
voxel). Consequently, for velocity fields contained in the trilinear subspace of functions
Eq. (5.12) computes the divergence for every point of the continuous domain contained
in the interior of voxel v. Despite being popular and in many applications adequate
(Langtangen et al., 2002), our pair of trial and test FEM spaces does not fulfill the
Babuska-Brezzi condition (Brezzi and Fortin, 1991). In our experiments, we did not
observe any artifacts in the estimated flow fields, however, within our framework it is
straightforward to apply various known stabilization techniques (Langtangen et al., 2002),
or to switch to a FEM representation that does satify the condition, for instance the
Taylor-Hood element (Taylor and Hood, 1973).
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5.3.2. Particle Initialization
To find putative particles, we employ a direct detect-and-triangulate strategy like IPR
(Wieneke, 2013). Having found an initial set of particles, we minimize the energy (5.4),
reproject the reconstructed 3D particles, compute residual images, and rerun the particle
detection to find additional particles. This alternation scheme continues until no new
particles are found (c.f . Figure 5.2).
Particle triangulation is extremely ambiguous and not decidable with local cues (Figure 5.3). Instead, all plausible correspondences are instantiated. One can interpret the
process as a proposal generator for the set of particles, which interacts with the sparsity
constraint (5.9). This proposal generator creates new candidate particles where image
evidence remains unexplained. The sparsity prior ensures that only “good” particles
survive and contribute to the data costs; whereas those of low intensity, which do not
contribute to lowering the energy, fade to “zero-intensity” particles (particles of very low
intensity are uncommon in reality). After each iteration the zero-intensity particles are
actively discarded from Q to reduce the workload. Note that this does not change the energy of the current solution. After the first particles and a coarse motion field have been
reconstructed, a better initialization is available to spawn further particles, in locations
suggested by the residual maps between predicted and observed images. Particles that
contribute to the data are retained in the subsequent optimization and help to refine the
motion field, etc.
The procedure is inspired by the heuristic, yet highly efficient, iterative approach of
(Wieneke, 2013). They also refine particle candidates triangulated from residual images.
Other than theirs, our updated particle locations follow from a joint spatio-temporal
objective, and thus also integrate information from the second time step.
In more detail, each round of triangulation proceeds as follows: first, detect peaks in
2D image space for all cameras at time step t0 . RIn the first iteration this is done inthe
P
t0
raw inputs, then in the residual images Ik,res
:= Γk Ikt0 (x) − Q
i=1 Πk (ci · N pi , σ)(x) dx.
Peaks are found by non-maximum suppression with a 3 × 3 kernel, followed by subpixel refinement of all peaks with intensity above a threshold Imin . We treat one of the
cameras, k = 1, as reference and compute the entry and exit points to Ω for a ray passing
through each peak. Reprojecting the entry and exit into other views yields epipolar line
segments, along which we scan for (putatively) matching peaks (Figure 5.3). Whenever
we find peaks in all views that can be triangulated with a reprojection error below a
tolerance , we generate a new candidate particle. Its initial intensity is set as a function
of the intensity in the reference view and the number of candidates: if m proposals pi are
generated at a peak in the reference image, we set ci := I1 Π1 (pi ) K/(K − 1 + m) for
each of them.

5.3.3. Energy Minimization
Our optimization is embedded in a two-fold coarse-to-fine scheme. On the one hand,
we start with a larger value for σ, so as to increase the particles’ basins of attraction
and improve convergence. During optimization, we progressively reduce σ until we reach
σ = 1, meaning that a particle blob covers approximately the same area as in the input
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Figure 5.3.: A particle in the reference camera (circle) can lead to multiple epipolarconsistent putative matches (circles). However, only a subset of them represents true 3D particles (triangles). Left: 1D-illustration. Right: peak
in reference camera (0.1ppp). Bottom: other camera view with 5 putative
matches that are consistent over all 4 cameras. Moreover, one true particle
has initially not been found, due to visually overlapping ones that bias peak
detection; but will be found in subsequent iterations, when the overlapping
particles have been reconstructed and removed from the residual images or
the triangulation threshold has been relaxed.

images. On the other hand, we also start at a coarser grid Y and refine the grid resolution
along with σ.
To minimize the non-convex and non-smooth energy (5.4) for a given σ, we employ
PALM (Bolte et al., 2014b), in its inertial variant (Pock and Sabach, 2016). Because our
energy function is semi-algebraic (Bolte et al., 2014b), it satisfies the Kurdyka-Lojasiewicz
property (Bolte et al., 2007), therefore the sequence generated by PALM globally converges to a critical point of the energy. The key idea of PALM is to split the variables
into blocks, such that the problem is decomposed into one smooth function on the entire
variable set, and a sum of non-smooth functions in which each block is treated separately.
We start by arranging the locations and intensities of the particles Q into two separate
vectors p := (pT1 , . . . , pTQ )T ∈ R3Q and c := (c1 , . . . , cQ )T ∈ RQ . Similarly, we stack the
coefficients of the trilinear basis u := (uTi,1 , uTi,2 , uTi,3 )Ti∈Y ∈ R3N M L . With these groups, we
split the energy functional into a smooth part H and two non-smooth functions, Fc for
the intensities c and Fu for the motion vectors u:
E(p, c, u) := H(p, c, u) + Fc (c) + Fu (u) + Fp (p),
with
H(p, c, u) := ED (p, c, u) + λ
Fc (c) := µESp (c),
Fu (u) := δ{0} (∇·u),
Fp (p) := 0.
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X3
l=1

k∇ul k2 ,

(5.13)

5.3. Method
For notation convenience, we define Fp (p) := 0. The algorithm then alternates the
steps of a proximal forward-backward scheme: take an explicit step w.r.t. one block of
variables z ∈ {p, c, u} on the smooth part H of the energy function, then take a backward
(proximal) step on the non-smooth part Fz w.r.t. the same variables. That is, we alternate
steps of the form
t
z n+1 = proxFt z (z) := arg min Fz (y) + ky − zk2 ,
2
y
1
with z = z n − ∇z H(·, z n , ·),
t

(5.14)

with a suitable step size 1/t for each block of variables. Here and in the following, the
placeholder variable z can stand for c, p or u, as required.
A key property is that, throughout the iterations, the partial gradient of function
H w.r.t. a variable block z ∈ {p, c, u} must be globally Lipschitz-continuous with some
modulus Lz at the current solution:
k∇z H(·, z1 , ·) − ∇z H(·, z2 , ·)k ≤ Lz (·, ·)kz1 − z2 k ∀z1 , z2 .

(5.15)

In other words, before we accept an update z n+1 computed with (5.14), we need to verify
that the step size t in (5.14) fulfills the descent lemma (Bertsekas and Tsitsiklis, 1989):
t
E(·, z n+1 , ·) ≤ E(·, z n , ·) + h∇z H(·, z n , ·), z n+1 − z n i + kz n+1 − z n k2 .
2

(5.16)

Note that Lipschitz continuity of the gradient of H need not be tested globally, but can be
verified locally at the current solution. This property allows for a back-tracking approach
to determine the Lipschitz constant, e.g. Beck and Teboulle (2009). Algorithm 2 provides
pseudo-code for our scheme to minimize the energy (5.13). To accelerate convergence we
apply extrapolation (lines 4/8/12). These inertial steps, c.f . Pock and Sabach (2016),
Beck and Teboulle (2009), significantly reduce the number of iterations in the algorithm,
while leaving the computational cost per step practically untouched. We also found it
useful to not only reduce the step sizes (lines 7/11/15 in Alg. 2), but also to increase them,
as long as (5.16) is fulfilled, so as to make the steps per iteration as large as possible.
One last thing needs to be explained, namely how we find the solution of the proximal
steps on the intensities c and flow vectors u. The former can be solved point-wise, leading
to the following 1D-problem:
t
proxFt c (c̄) := arg min µ|c| + δ{≥0} (c) + |c − c̄|2 ,
2
c

(5.17)

which admits for a closed-form solution for both the 0-norm |c|0 and the 1-norm |c|1 :

0 if tc̄2 < 2µ or c̄ < 0
|·|0
proxt (c̄) :=
,
(5.18)
c̄ else,
|·|

proxt 1 (c̄) := max(0, c̄ − µ/t).

(5.19)
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Algorithm 2 iPalm implementation for energy (5.13)
1: procedure ipalm(p0 , c0 , u0 )
2:
p−1 ← p0 ; c−1 ← c0 ; u−1 ← u0 ;
3:
τ ← √12 ; Lp ← 1; Lc ← 1; Lu ← 1;
4:
for n:=0 to nsteps and while not converged do
5:
p̂ ← pn + τ (pn − pn−1 ); // inertial step
6:
while true do
7:
pn+1 := p̂ − 1/Lp ∇p H(p̂, cn , un );
8:
if pn+1 , Lp fulfill (5.16) then break;
9:
else Lp = 2Lp ;
10:
ĉ ← cn + τ (cn − cn−1 ); // inertial step
11:
while true do
12:
c := ĉ − 1/Lc ∇c H(pn+1 , ĉ, un );
13:
cn+1 := proxFLcc (c); // Eq. (5.14)
14:
if cn+1 , Lc fulfill (5.16) then break;
15:
else Lc = 2Lc ;
16:
û ← un + τ (un − un−1 ); // inertial step
17:
while true do
18:
u := û − 1/Lu ∇u H(pn+1 , cn+1 , û);
19:
un+1 := proxFLuu (u); // Eq. (5.14)
20:
if un+1 , Lu fulfill (5.16) then break;
21:
else Lu = 2Lu ;

The proximal step for the flow vector, proxFt u (ū) := arg minu δ{0} (∇·u) + 2t ku − ūk2 ,
requires the projection of ū onto the space of divergence-free 3D vector fields. Hence,
given ū, the solution is independent of the step size 1/t, which we omit in the following.
We construct the Lagrangian by introducing the multiplier φ, a scalar vector field whose
physical meaning is the pressure in the fluid (Lasinger et al., 2017):
1
min max ku − ūk2 + φT ∇ · u.
u
φ 2

(5.20)

To prevent confusion, we introduce Du as matrix notation for the linear divergence
operator (∇·u) in (5.12). The KKT conditions of the Lagrangian yield a linear equation
system. Simplification with the Schur complement leads to a Poisson system, which we
solve for the pressure φ to get the divergence-free solution:
proxFt u (ū) := ū − DT φ with DT Dφ = DT ū.

(5.21)

Again interpreted physically, the divergence of the motion field is removed by subtracting
the gradient of the resulting pressure field. For our problem of fluid flow estimation, it
is not necessary to exactly solve the Poisson system in every iteration. Instead, we keep
track of the pressure field φ during optimization, and warm-start the proximal step. In
this way, a few (10-20) iterations of preconditioned conjugate gradient descent suffice to
update φ.
If we replace the hard divergence constraint with the soft penalty ES,α from (5.11),
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Figure 5.4.: Detail of rendered 2D particle images for particle densities of 0.125, 0.175
and 0.225 ppp (from left to right).
we add ES,α to the smooth function H in (5.13). Then only the proximal step on the
intensities c is needed in Alg. 2. We conclude by noting that accelerating the projection
step is in itself an active research area in fluid simulation (Ladický et al., 2015, Tompson
et al., 2017a).

5.4. Evaluation
Since there is no other measurement technique that could deliver ground truth for fluid
flow, we follow the standard practice and generate datasets for quantitative evaluation via
direct numerical simulations (DNS) of turbulent flow, using the Johns Hopkins Turbulence
Database (JHTDB) (Li et al., 2008, Perlman et al., 2007). This allows us to render
realistic input images with varying particle densities and flow magnitudes, together with
ground truth vectors on a regular grid. We evaluate how our approach performs with
different smoothness terms, particle densities, initialization methods, particle sizes and
temporal sampling rates. Additionally, we show results on “test case D” of the 4th
International PIV Challenge (Kähler et al., 2016) and quantitatively compare to the best
performing method (Schanz et al., 2016).
Simulated dataset. We follow the guidelines of the 4th International PIV Challenge
(Kähler et al., 2016) for the setup of our own dataset: Randomly sampled particles are
rendered to four symmetric cameras of resolution 1500 × 800 pixels, with viewing angles
of ±35◦ w.r.t. the yz-plane of the volume, respectively ±18◦ w.r.t. the xz-plane. If
not specified otherwise, particles are rendered as Gaussian blobs with σ = 1 and varying
intensity. We sample 12 datasets from 6 non-overlapping spatial and 2 temporal locations
(t = 0.364 and t = 8.364) of the forced isotropic turbulence simulation of the JHTDB.
Discretizing each DNS grid point with 4 voxels, identical to Kähler et al. (2016), each
dataset corresponds to a volume size of 1024 × 512 × 352. Standard temporal difference
between two consecutive time steps is ∆t = 0.004. For each dataset we sample 480, 000
seeding particles at random locations within the volume and ground truth flow vectors at
each DNS grid location. A subset of those particles is rendered on the actual camera views
depending on the desired particle seeding density. In Figure 5.4 we show 100×100 patches
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Table 5.1.: Endpoint error (AEE), angular error (AAE) and absolute divergence (AAD)
for different regularizers (0.1 ppp).
ES
ES,64 ES,0 Lasinger et al. (2017)
AEE 0.136 0.135 0.157
0.406
AAE 2.486 2.463 2.870
6.742
AAD 0.001 0.008 0.100
0.001

Figure 5.5.: Detail from an xy-slice of the flow in X-direction. Left to right: Ground
truth, our method and result of Lasinger et al. (2017).
of rendered camera views with seeding densities of 0.125, 0.175 and 0.225 ppp. Note that
with higher seeding densities particle occlusions and overlaps increase. For our flow fields
with flow magnitudes up to 8.8 voxels, we use 10 pyramid levels with downsampling
factor 0.94. At every level we alternate between triangulation of candidate particles and
minimization of the energy function (at most 40 iteration per level).
The effective resolution of the reconstructed flow field is determined by the particle
density. At a standard density of ≈ 0.1 ppp and a depth range of 352 voxels, we get a
density of ≈ 0.0003 particles per voxel. This suggests to estimate the flow on a coarser
grid. We empirically found a particle density of 0.3 per voxel to still deliver good results.
Hence, we operate on a subsampled voxel grid of 10-times lower resolution per dimension
in all our experiments, to achieve a notable speed-up and memory saving. The computed
flow is then upsampled to the target resolution, with barely any loss of accuracy.
We always require a 2D intensity peak in all four cameras to instantiate a candidate
particle. We start with a strict threshold of  = 0.8 for the triangulation error, as
suggested in (Wieneke, 2013), which is relaxed to  = 2.0 in later iterations. The idea is
to first recover particles with strong support, and gradually add more ambiguous ones,
as the residual images become less cluttered. We set λ = 0.04 for our dataset. Since λ
corresponds to the viscosity it should be adapted for other fluids. We empirically set the
sparsity weight µ = 0.0001.

Regularization. Our framework allows us to plug in different smoothness terms. We
show results for hard (ES ) and soft divergence regularization (ES,α ). Average endpoint
error (AEE), average angular error (AAE), and average absolute divergence (AAD) are
displayed in Table 5.1. Compared to our default regularizer ES , removing the divergence
constraint (α = 0), increases the error by ≈ 15%. With the soft constraint at high α = 64,
the results are equal to those of ES . We also compare to our previous sequential Eulerianbased approach (Lasinger et al., 2017). Our joint model improves the performance by
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Table 5.2.: Influence of particle density on our joint approach, as well as several baselines.
ppp
0.1
0.125
0.15
0.175
0.2
0.225
0.25

IPR joint
AEE prec. recall
0.136 99.98 99.95
0.124 91.00 99.95
0.115 82.82 99.95
0.111 71.37 99.93
0.108 55.43 99.86
0.113 34.39 99.87
0.134 24.54 99.51

IPR sequential
AEE prec. recall
0.136 99.97 99.96
0.157 61.55 97.55
0.310 33.46 85.09
0.332 26.63 71.07
0.407 19.42 64.26

AEE
0.232
0.270
0.323
0.385
0.506

MART
prec. recall
70.39 83.93
48.51 73.83
44.61 70.17
40.89 65.29
36.88 58.13

true particles
AEE prec. recall
0.136 100 100
0.125 100 100
0.118 100 100
0.110 100 100
0.105 100 100
0.101 100 100
0.098 100 100

≈ 70% over that recent baseline, on both error metrics. In Figure 5.5 we visually compare
our results (with hard divergence constraint) to those of Lasinger et al. (2017). The figure
shows the flow in X-direction in one particular xy-slice of the volume. Our method
recovers a lot finer details, and is clearly closer to the ground truth.

Particle Density & Initialization Method. There is a trade-off for choosing the
seeding density: A higher density raises the observable spatial resolution, but at the
same time makes matching more ambiguous. This causes false positives, commonly called
“ghost particles”. Very high densities are challenging for all known reconstruction techniques. The additive image formation model of Eq. (5.5) also suggests an upper bound
on the maximal allowed particle density. Table 5.2 reports results for varying particle
densities. We measure recall (fraction of reconstructed ground truth particles) and precision (fraction of reconstructed particles that coincide with true particles to < 1 pixel).
In Figure 5.6 visualizations of our estimated flow fields for two different particle densities
are shown.
To provide an upper bound, we initialize our method with ground truth particle
locations at time step 0 and optimize only for the flow estimation. We also evaluate a
sequential version of our method, in which we separate energy (5.4) into particle reconstruction and subsequent motion field estimation. In addition to our proposed IPR-like
triangulation, we initialize particles with the popular volumetric tomography method
MART (Elsinga et al., 2006). MART creates a full, high-resolution voxel grid of intensities (with, hopefully, lower intensities for ghost particles and very low ones in empty
space). To extract a set of sub-voxel accurate 3D particle locations we perform peak
detection, similar to the 2D case for triangulation. Since MART always returns the same
particle set we run it only once, but increase the number of iterations for the minimizer
from 40 to 160.
Starting from a perfect particle reconstruction (true particles) the flow estimate improves with increasing particle density. Remarkably, our proposed iterative triangulation
approach achieves results comparable to the ground truth initialization, up to high particle densities and is able to resolve most particle ambiguities. In contrast, MART and
the sequential baseline struggle with increasing particle density, which supports our claim
that joint energy minimization can better reconstruct the particles.
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Figure 5.6.: Visualization of center xy-slice (z = 176) of the flow for two of our tested
datasets. Left to right: Ground truth, 0.0125ppp, 0.0225ppp. Top to bottom:
X-,Y-,Z-component and magnitude. Note that with higher particle density
details are recovered better, but the method starts to fail in certain areas
(see highlighted areas in first row).
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Figure 5.7.: xy-slice of the flow field for snapshot 10 of the 4th PIV Challenge. Top
to bottom: X, Y, Z flow components. Left: multi-frame StB Schanz et al.
(2016). Right: our 2-frame method.
Table 5.3.: Influence of different sparsity norms: 0-norm vs. 1-norm (0.2 ppp).
Norm | · |0
| · |1
AEE 0.108 0.110
prec. 55.43 25.23
recall 99.86 99.94
Sparsity Term. In Table 5.3 we show a comparison between the two proposed sparsity
norms and their influence on precision of the particle reconstruction and the flow endpoint
error. The 0-norm performs slightly better than the 1-norm by eliminating more ghost
particles that occur at high seeding densities.
Particle Size. For the above experiments, we have rendered the particles into the
images as Gaussian blobs with fixed σ = 1, and the same is done when re-rendering for
the data term, respectively, proposal generator. We now test the influence of particle
size on the reconstruction, by varying σ. Table 5.4 shows results with hard divergence
constraint and fixed particle density 0.1, for varying σ ∈ [0.6 . . . 1.6]. For small enough
particles, size does not matter, very large particles lead to more occlusions and degrade
the flow. Furthermore, we verify the sensitivity of the method to unequal particle size.
To that end, we draw an individual σ for each particle from the normal distribution
N (1, 0.12 ), while still using a fixed σ = 1 during inference. As expected, the mismatch
between actual and rendered particles causes slightly larger errors.
Temporal Sampling. To quantify the stability of our method to different flow magnitudes we modify the time interval between the two discrete time steps and summarize
the results in Table 5.5, together with the respective maximum flow magnitude |u|2 .
For lower frame rate (1.25x and 1.5x), and thus larger magnitudes, we set our pyramid
downsampling factor to 0.93.
PIV Challenge. Unfortunately, no ground truth is provided for the data of the 4th
PIV Challenge Kähler et al. (2016), such that we cannot run a quantitative evaluation on
that dataset. However, Schanz et al. (2016) kindly provided us results for their method,
StB, for snapshot 10. StB was the best-performing method in the challenge with an
endpoint error of ≈0.24 voxels (compared to errors >0.3 for all competitors). The average
endpoint difference between our approach and StB is <0.14 voxels. In Figure 5.7 both
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Figure 5.8.: PIV Challenge: Streamline visualizations of our results for snapshot 10 of the
4th PIV Challenge Kähler et al. (2016) with y component of the flow color
coded.
Table 5.4.: Influence of particle size
σ
0.6
0.8
1
AEE 0.194 0.135 0.136
AAE 3.388 2.465 2.486

on reconstruction quality (0.1 ppp).
1.2
1.4
1.6 N1,0.12
0.140 0.217 0.235 0.155
2.561 4.002 4.575 2.879

results appear to be visually comparable, yet, note that StB includes a tracking procedure
that requires data of multiple time steps (15 for the given particle density 0.1). Figure
5.8 shows a streamline visualization of our results at snapshot 10.

5.5. Experimental Data
We show qualitative results of two experiments in both air and water, utilizing the pinhole
camera model and the polynomial camera model respectively.

Experiment in air. We test our approach on experimental data provided by LaVision 1
(see Michaelis et al. (2006)). The experiment captures the wake flow behind a cylinder,
which forms a so-called Karman vortex street (see Figure 5.1 and 5.9). Data is provided in
form of a tomographic reconstruction of the particle volume. In order to run our method,
we backproject the particle volume to four arbitrary camera views (we take the same as
for our simulated dataset) and use those backprojected images as input to our method.
Since particle densities allow it and the provided reference flow is of low resolution, we
downsample the input volume by a factor of 2 from 2107 × 1434 × 406 to 1054 × 717 × 203
and render to 2D images of dimensions 1500 × 1100 with particle size σ = 0.6. Note,
that since those camera locations do not necessarily coincide with the original camera
locations, ghost particles in the reconstructed volume may lead to wrong particles in
the backprojected image. However, as results in Figure 5.10 indicate, our algorithm
is able to recover a detailed flow field that corresponds with the reference flow despite
1

Package 9 in http://fluid.irisa.fr/data-eng.htm
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Table 5.5.: Varying the sampling
Temp. dist. 0.75x
AEE
0.102
Max. |u|2 6.596

distance between frames (0.1 ppp).
1.0x 1.25x
1.5x
0.136 0.170 0.283
8.795 10.993 13.192

these deflections in the data. In addition to our own result, we show results provided by
LaVision. The provided reference flow field was estimated with TomoPIV (Elsinga et al.,
2006), using a final interrogation volume size of 483 and an overlap of 75%, i.e. one flow
vector at every 12 voxel locations. It can be seen in Figure 5.10 that our method recovers
much finer details of the flow, due to the avoidance of large interrogation volumes. In
order to cope with flow magnitudes up to 15.5 voxel we chose 16 pyramid levels and a
pyramid downsampling factor of 0.92. Note, that in the resulting flow field the cylinder
is positioned to the right of the volume and the general flow direction is towards the left.
Effects of the Karman vortex street can be primarily seen in the z component of the flow
(periodically alternating flow directions with decreasing magnitude from right to left).

Experiment in water. To test our polynomial camera model we show results of an
isotropic turbulence experiment in water. The experimental setup includes a cylinder
filled with water and two discs, located on the top and bottom of the cylinder, which are
rotating in opposite direction. This setup is also known as French washing machine. The
rotating discs lead to a turbulent flow, with multiple rotational patterns. In Figure 5.11
we show one of the input camera images together with visualizations of the resulting flow
field, obtained from two time steps. The arrow size encodes the magnitude of the flow and
the color denotes its motion in X-direction (red positive, blue negative). One can see a
clock-wise rotating vortex on the left side of the volume and a counter-clockwise rotating
vortex with lower magnitude on the right. The camera was calibrated from 20000 point
correspondences, which were kindly provided together with the data by Daniel Schanz
(DLR). Following Hartley and Saxena (1997), we use DLT to get an initial estimate of the
38 parameters of the polynomial camera model and optimize the result using the iterative
Levenberg-Marquardt method. Input images have a resolution of 2560 × 2600. Based
on the given point correspondences and the image resolution we chose a down-sampled
volume of 162 × 114 × 36 voxels for our motion field estimation.

5.6. Conclusion
We have presented the first variational model that jointly solves sparse particle reconstruction and dense 3D fluid motion estimation in PIV/PTV data for the common multicamera setup. The sparse particle representation allows us to utilize the high-resolution
image data for matching, while keeping memory consumption low enough to process large
volumes. Densely modeling the fluid motion in 3D enables the direct use of physically
motivated regularizers, in our case viscosity and incompressibility. The proposed joint
optimization captures the mutual dependencies between particle reconstruction and flow
estimation. This yields results that are clearly superior to traditional, sequential methods
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(Elsinga et al., 2006, Lasinger et al., 2017); and, using only 2 frames, competes with the
best available multi-frame methods, which require sequences of 15-30 time steps. We
have validated the performance of our approach both quantitatively on synthetic data
and qualitatively on real experiments in water and air.
In our experiments we have demonstrated that the proposed joint formulation allows
for much higher seeding densities than traditional sequential approaches, by implicitly
utilizing information of both time steps also for the particle reconstruction, thus reducing
the amount of wrongly reconstructed ghost particles.
One limitation of our current regularization scheme is that it does not account for
turbulent (non-Stokes) flow of high Reynolds numbers. Here, an extension in the spirit of
Ruhnau and Schnörr (2007) could be a promising future direction. Another interesting
extension is to put more focus also on the recovery of the pressure field. To that end one
might again follow Ruhnau and Schnörr (2007) and move to a discretization scheme with
mixed finite elements, which fulfills the Babuska-Brezzi condition (Brezzi and Fortin,
1991). Our approach could further be extended to more than two time steps to even
better exploit temporal consistency. Besides resolving some of the remaining ambiguities
of the particle reconstruction, this would also facilitate the use of additional physical
constraints, e.g., incorporating the transport equations (inertial part) of the NavierStokes model (c.f . Ruhnau et al., 2006). Such an integrated model over multiple time
steps will considerably increase the computational cost, and may require additional efforts
to make energy minimization more efficient. Also, when dealing with longer sequences
one will have to account for the possibility that particles enter or leave the measurement
volume, and for particles’ intensity changes over time.
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Figure 5.9.: Experimental setup in air: Top: Karman street behind cylinder. Middle and
bottom: Streamline visualizations of our results with color coding based on z
component of the flow (where the Karman street can be observed best).
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Figure 5.10.: Experimental setup in air: xy-slice of the flow at z = 203. Left: Reference flow field provided by LaVision (TomoPIV). Right: Results with our
approach. (top to bottom: flow in X, Y and Z-direction).
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Figure 5.11.: Experimental setup in water: Top: Input camera image for one view. Bottom: Visualization of flow vectors with X-flow for color coding and flow
magnitude for vector size.
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Abstract
We present a hybrid Lagrangian/Eulerian approach for 3D velocity field estimation from
multi-view particle image sequences. By jointly optimizing over a sparse 3D particle
representation and a dense velocity field we combine advantages of both 3D-PIV and 3DPTV techniques. The sparse, explicit particle representation allows for memory-friendly,
high-resolution particle reconstructions while the dense motion field representation facilitates incorporation of physical constraints. Our approach can handle high particle
seeding densities in two-pulse setups. Furthermore, we present a simple extension to
multiple time steps. Extra image information from an additional third time steps helps
to resolve ambiguities in the particle reconstruction and allows for even higher particle
seeding densities, up to 0.2ppp. We quantitatively evaluate our method on a synthetic
dataset with varying seeding densities.

6.1. Introduction
Traditionally, there is a strict methodological distinction between Eulerian 3D-PIV and
Lagrangian 3D-PTV for volumetric fluid velocity measurements from particle image sequences. Representative of the Eulerian formulation, Tomo-PIV (Elsinga et al., 2006)
operates in voxel space and consists of two sequential steps: tomographic reconstruction
and 3D velocity field estimation. While operating on a voxel grid allows for a straightforward integration of physical priors (e.g., Heitz et al., 2010, Lasinger et al., 2018) and
facilitates motion estimation also for two-pulse setups, major drawbacks of the method
are the voxel-based particle representation and the necessity of large interrogation volumes for matching, leading to limited spatial resolution and large memory requirements.
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Furthermore, the sequential nature of the setup precludes the use of the subsequent motion estimates to improve particle locations and to remove of ghost particles. Lagrangian
3D-PTV methods such as Shake-the-Box (Schanz et al., 2016) directly reconstruct sparse
3D particle locations using iterative particle reconstruction (IPR, Wieneke, 2013) and
track those particles over multiple time-steps. However, physical priors are only incorporated in a post-processing step, where the velocity field is interpolated onto a regular
voxel grid.

In previous work (Lasinger et al., 2019) we have proposed a hybrid formulation that
combines the memory-efficient, sparse representation of Lagrangian 3D particle locations
with a dense, grid-based representation of the velocity field. The model can incorporate physical priors into the optimization of the motion field and, most importantly,
makes it possible to jointly perform particle reconstruction and motion estimation, hence
improving both. Specifically, we have derived a regularizer from the stationary Stokes
equations, which is a reasonable approximation for a two-pulse setup (c.f., Ruhnau and
Schnörr, 2007). In experiments with synthetic data it was quantitatively validated that
this joint formulation supports higher particle seeding densities than traditional sequential
approaches, by drastically reducing the amount of falsely reconstructed ghost particles.
Thus, improving spatial resolution and accuracy of the estimated flow field.

Here we extend the joint approach to three consecutive time steps, in order to make
further use of additional image information to better disambiguate particle locations and
reduce ghost particles. I.e., for a given time step we do not only consider the forward flow
to the next time step but also the backward flow to a previous time step. This allows
the handling of even higher particle seeding densities, as we will show in an extensive
quantitative evaluation.

It is worth noting that, when considering multiple time steps, temporal coherence
can be incorporated into the regularizer. Ruhnau et al. (2006) have derived an energy
formulation from the incompressible vorticity transport equation for spatio-temporal regularization of 2D particle sequences. That energy is then minimized in an online fashion
for consecutive image pairs. Besides penalizing the divergence of the estimated flow field,
their energy term enforces smoothness between the estimated current vorticity and the
vorticity field obtained from the previous image pair. Since vorticity is not known a-priori,
the approach requires multiple initial time steps to converge.

For the scope of this paper we do not consider higher-order regularization but rather
focus on the reduction of ghost particle generation, via joint optimization over multiple
time steps. In Section 6.2 we recapitulate the joint optimization approach of Lasinger
et al. (2019). Our extension to multiple time steps is presented in Section 6.3. Finally,
we quantitatively evaluate our approach on synthetic data for varying seeding densities
in Section 6.4 and show that information from additional time step helps to resolve
ambiguities in the particle reconstruction.
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Figure 6.1.: Our joint particle reconstruction and flow estimation pipeline: We alternate between triangulating new candidate particles from the residual images
and jointly optimizing 3D particle positions and dense flow vectors. While
triangulation is performed only for a single reference time step, the joint
optimization can be performed over two or more consecutive time steps.

6.2. Joint Optimization
We briefly summarize our 2-pulse approach for joint 3D particle reconstruction and flow
estimation (Lasinger et al., 2019). An overview of the approach is given in Figure 6.1.
The input to our method are images taken from three or more camera views observing the
illuminated measurement volume of a fluid seeded with tracer-particles. We obtain the
velocity field at a reference time step tr from the estimated displacement field between the
multi-view particle image sets obtained at tr and tr+1 . To that end we alternate between
generating new candidate 3D particles from triangulation at tr , and a joint optimization
of 3D particle positions and the dense motion field Ur→r+1 , while enforcing sparsity of
the particles set. Particles are represented at sparse 3D locations P := {pi }Pi=1 , pi ∈ R3
3
with intensities C := {ci }Pi=1 , ci ∈ R+
0 , within the rectangular domain Ω ⊂ R . The motion
field Ur→r+1 contains motion vectors u ∈ R3 at a finite set of positions y ∈ Y ⊂ Ω, which
are arranged on a regular grid.
For particle proposal generation we follow a triangulation strategy similar to IPR
(Wieneke, 2013). We start with a stricter triangulation threshold for the initial generation
of putative particles and relax the threshold in later iterations. Triangulation is performed
on the residuals between original camera images and synthetic images rendered from the
currently estimated particle positions. The energy for the joint optimization consists of a
data term ED , a smoothness term ES , operating on the motion field, and a sparsity term
ESp operating on the intensities of the particles:
λ
1
E(P, C, U) := ED (P, C, U) + ES (U) + µESp (C).
2
2

(6.1)

The data term ED has the following form:
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ED (P, C, U) :=

K Z
X
k=1 Γk
K Z
X
k=1

Iktr (x) −

P
X

2

Πk (ci · N (pi , σ)(x)) 2 dx+

i=1
t

Ikr+1 (x) −

Γk

P
X

(6.2)
2

Πk (ci · N (pi + u(pi , Ur→r+1 ), σ)(x)) 2 dx.

i=1

Following an additive (in terms of particles) image formation model, we integrate over the
image plane Γk of camera k. Πk (.) denotes the projection from 3D to camera k, which
can be implemented for both a pinhole and a polynomial camera model (Soloff et al.,
1997). For the rendering we model particles (pi , ci ) as Gaussian blobs with variance σ 2 .
Simply put, the data term penalizes differences between the original camera images at
both time steps and corresponding images generated by re-projecting the estimated 3D
particle locations. Note that particle triangulation is only performed for the first time
step tr . For rendering tr+1 , particles pi are translated by the estimated motion field
Ur→r+1 .

The smoothness term ES is derived from the stationary Stokes equations and enforces
a divergence-free motion field as well as a quadratic regularization per component of the
flow gradient (corresponding to the viscosity of the fluid):
ES (U) :=

Z X
3


|∇ul (x, U)|22 + δ{0} ∇·u(x, U) dx.

(6.3)

Ω l=1

The sparsity term ESp enforces sparsity of the reconstructed particle set, by suppressing (low-intensity) ghost particles. Furthermore, negative intensities are excluded
from the set of feasible solutions:
ESp (C) :=

Q
X

|ci |0 + δ{≥0} (ci ).

(6.4)

i=1

To minimize energy (6.1) we employ the inertial variant of the proximal alternating
linearized minimization method (PALM), which is suitable for our nonconvex and nonsmooth problem (Bolte et al., 2014a, Pock and Sabach, 2016). The key idea of PALM is
to split the variables into blocks, such that the problem is decomposed into one smooth
function on the entire variable set, and a sum of non-smooth functions in which each
block is treated separately. Furthermore, the optimization is embedded in a coarse-tofine scheme, where we start with both a coarser grid Y for the dense motion field and a
larger particle size for rendered particles to increase their area of influence. Both properties are refined in later iterations. We refer the reader to Lasinger et al. (2019) for further
details about the method, as well as the choice of its free parameters.
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Figure 6.2.: 2D Visualization of flow estimation at two selected grid locations (orange and
blue vectors). The estimated flow field is obtained at discrete grid locations
from data evidence at nearby particle locations (ED ) and a spatial regularization based on the stationary Stokes equations (ES ). Left: For two time
steps, reconstructed particles at tr are advected to the subsequent time step
tr+1 with the estimated forward flow Ur→r+1 . Right: In case of three time
steps, particle locations are additionally advected by the estimated backward
flow Ur→r−1 to coincide with input images from the previous time step. This
significantly reduces the generation of ghost particles and leads to a more
accurate flow estimation.

6.3. Multiple Time Steps
In a multi-pulse setup, data from multiple time steps can be used to improve particle
reconstruction and flow estimation. I.e., image data from additional time steps can
help resolve ambiguities and reduce the number of ghost particles in the reconstruction.
Moreover, temporal coherence can be enforced, e.g., by deriving an energy formulation
from the full (incompressible) Navier Stokes equations. In this paper we focus only on
improved 3D particle reconstruction and leave a possible extension to spatio-temporal
regularization as future work. For a 2D version of the spatio-temporal regularizer, refer
to Ruhnau (2006).
We extend the model of Lasinger et al. (2019) by an additional third time step. In
addition to the estimated forward motion Ur→r+1 we estimate the backward motion from
the reference time step to the previous time step tr−1 . Starting from tr , we estimate the
two motion fields Ur→r+1 and Ur→r−1 jointly, together with the 3D particle reconstruction
at tr . This requires adaptions of the data term and the smoothness term. Since particle
triangulation is still performed only for the reference time step, the sparsity term remains
unaltered. We schematically summarize the approach in Figure 6.2.
By extending (6.2) to three time steps we obtain the following data term:
Q
r+1
K Z
X
1 X X
2
tj
Ik (x)−
Πk (ci ·N (pi +[j 6= r]·u(pi , Ur→j ), σ)(x)) 2 dx.
ED (P, C, U) :=
K j=r−1 k=1 Γk
i=1

(6.5)
The smoothness term (6.3) is performed on both the forward flow Ur→r+1 and the
backward flow Ur→r−1 . Alternatively, one could average over the two flow fields and
enforce (6.3) on the flow field Ur = 12 (Ur→r+1 − Ur→r−1 ).
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6.4. Evaluation
To quantitatively compare our extension to the 2-pulse baseline and to evaluate the influence of different particle seeding densities, we generate synthetic particle tracks and
ground truth velocity fields using the Johns Hopkins Turbulence Database (JHTDB, Li
et al., 2008, Perlman et al., 2007). We follow the setup of test case D in the 4th International PIV Challenge (Kähler et al., 2016), where a symmetric four-camera setting
was proposed with ±35◦ w.r.t. the yz-plane of the volume, respectively ±18◦ w.r.t. the
xz-plane. However, we reduce the spatial extent in x-direction by a factor of four and
use an image resolution of 1500 × 800 pixels. The ground truth velocity field is obtained
at discrete DNS grid locations for a measurement volume of 256 × 128 × 88 DNS points.
Utilizing the proposed discretization level of the PIV challenge of 20 vox/mm the measurement volume correpsonds to 1024 × 512 × 352 voxels. Note that the size of a voxel
roughly corresponds to the size of a pixel in this setup. Particles are randomly sampled as
floating point values within the z-range of 0-352. The x- and y-ranges were extended to
both sides in order generate also particles outside the measurement region, reproducing
experimental conditions of a thick laser illumnation. Particles are rendered to the camera
images as Gaussian blobs with σ = 1 and varying intensity. We sampled data from the
forced isotropic turbulence simulation of the JHTDB with a time difference of ∆t = 0.004
between consecutive frames, resulting in a maximum flow magnitude of ≈ 7 voxels.
We compare our approach to two additional baseline methods. IPR - sequential
independently performs sequential optimization of first the particle locations then the
flow vectors. I.e., we separate (6.1) into particle reconstruction and subsequent motion
field estimation. The second baseline (HACKER) isolates the flow estimation from the
particle reconstruction. It starts from the ground truth 3D particle locations, hence no
triangulation is required and no ghost particles occur. Since neither of the two baseline
methods optimizes particle reconstruction and flow estimation together, their results for
two and three time steps are identical.
In order to avoid triangulation and flow estimation issues at the border of the measurement volume, we extend the volume to both sides in x- and y-direction by 256 and
128 voxels respectively, resulting in 1536 × 768 × 352 voxels. This allows to reconstruct
also particles outside of the original measurement volume. For HACKER we chose to
include only 3D particles that are visible in all four camera views. For quantitative evaluation only particles and flow estimates within the original measurement volume were
considered.
Table 6.1 shows quantitative results of the four tested methods for seeding densities
ranging from 0.075 to 0.225 particles per pixel (ppp). We measure the average endpoint
error (EPE) between the estimated flow field Ur→r+1 and the ground truth velocity field
at tr in voxels. Furthermore, we state precision and recall of the reconstructed 3D particle
set at tr . The performance of HACKER serves as upper bound for the other methods.
Based on a perfect particle set, it naturally improves with increasing seeding densities,
due to the increased spatial evidence that allows for more accurate motion estimation. We
observe that the sequential IPR approach starts to degrade already at relatively low seeding densities. Our joint approach handles higher seeding densities much better, resulting
in both better particle reconstruction and flow estimation. The proposed extension to
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Table 6.1.: Performance of different reconstruction methods under varying seeding density: our joint approach for two and three time steps, a sequential IPR approach, and velocity estimation from the ground truth particle locations. For
the flow estimatoin error we measures the average endpoint error (EPE) in
voxels, precision and recall of the particle reconstruction are stated in percentage (%).

ppp
0.075
0.1
0.125
0.15
0.175
0.2
0.225

2
EPE
0.174
0.149
0.138
0.125
0.122
0.122
0.128

IPR time steps
prec. recall
90.23 99.86
89.14 99.79
84.14 99.70
77.00 99.29
72.34 98.00
61.54 96.00
47.53 92.59

joint
3
EPE
0.163
0.140
0.126
0.116
0.110
0.108
0.111

IPR - sequential
time steps
prec. recall
93.19 99.87
91.50 99.84
89.70 99.79
83.48 99.67
75.33 99.30
75.42 98.28
61.94 96.26

EPE
0.169
0.171
0.235
0.304
0.361
0.393
0.444

prec. recall
91.46 99.20
70.99 96.20
32.55 74.41
22.59 53.46
17.58 40.35
14.17 34.28
11.57 27.44

HACKER
EPE
0.148
0.132
0.122
0.114
0.110
0.108
0.106

Figure 6.3.: Visualization of xy-slice at z = 40 of the X-component of the flow estimated
with our joint approach from 3 time steps. Left to right: 0.1ppp, 0.2ppp,
ground truth. Note that with higher particle density details are recovered
better.
three time steps outperforms the two-time step variant in all tested seeding densities.
Performance is on-par with HACKER up to 0.2ppp. Only at the highest tested seeding
density of 0.225 the error of the estimated flow field starts to increase slightly. In Figure 6.3 we visualize the X-component of the flow field estimated with our joint 3-time-step
approach for seeding densities of 0.1 and 0.2ppp togheter with the corresponding ground
truth. Details at high frequency changes are recovered better with the higher seeding
density.

6.5. Conclusion
We have presented a joint particle reconstruction and flow estimation approach for variational multi-camera 3D-PIV measurements. Our hybrid Eulerian/Lagrangian formulation
makes it possible to handle high particle seeding densities, even in two-pulse setups. It
also allows the use of the Stokes prior to obtain divergence-free motion fields. As a first
step towards joint optimization over longer time sequences, we have extended the method
to three time steps and demonstrated empirically that this already reduces ambiguities in
the particle reconstruction and makes it possible to handle even higher seeding densities.
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Natural directions for future work are to use longer multi-pulse sequences, and to incorporate temporally coherent physical priors for multi-pulse sequences, e.g., by employing
the full incompressible Navier-Stokes equations. While such upgrades will likely yield
relatively small, diminishing returns in terms of the reconstructed velocity fields, they
would allow one to extract additional properties of the fluid volume, such as for instance
accelerations.
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Conclusions

In this thesis, novel concepts for multi-view 3D motion estimation of fluids with injected
tracer particles were introduced and evaluated. First, an energy-based formulation for the
3D flow estimation was presented that allowed incorporation of physical priors, i.e. the
stationary Stokes equations. Accounting for the sparse nature of particle sets and their
continuous 3D coordinates, a particle-based representation was subsequently proposed to
replace memory-hungry voxel intensity volumes. Finally, the concepts of energy-based
optimization and sparse particle representation were combined to a joint 3D particle
reconstruction and flow estimation approach, which was further extended to multiple time
steps. This concluding chapter reflects on these contributions, limitations are identified
and discussed and an outlook on potential future research directions is given.

7.1. Lessons Learned
Reflecting on the individual chapters and their contributions, a continuous development
over time can be observed. While the physically-based regularization of the flow field,
introduced in Chapter 3, remained an integral part in all technical chapters of this thesis,
the 3D particle field representation and the integration of particle reconstruction and flow
estimation were refined and improved in subsequent chapters.
Data Representation. In all approaches presented in this thesis, a 3D regular-grid
discretization was chosen for the velocity field. This Eulerian representation facilitates
the use of physics-based regularization, since vector operators, such as divergence and
gradient, can be directly applied. In literature, there exist also approaches based on
Lagrangian particle tracking for time resolved (Schanz et al., 2016) and recently also twoand four-pulse setups (Jahn et al., 2017, Novara et al., 2019). However, those approaches
do not take into account physical priors of the estimated flow field.
For the 3D particle representation, initially the volumetric voxel representation of
Elsinga et al. (2006) was adopted. The tomographic reconstruction approach MART was
used to obtain an intensity voxel grid per time step. However, this representation is quite
memory intensive, since high resolution volumes are needed to capture the high frequency
particle field. I.e., to avoid peak-locking effects and allow for sub-voxel accurate estimates
the voxel size should be smaller than the size of a single particle. This results also in
a large amount of voxel cells with zero intensity. To counteract these issues, a sparse
particle representation was introduced in Chapter 4. The tomographic reconstruction
was replaced by an energy-based iterative particle reconstruction. For the subsequent
motion estimation, instead of a voxel-grid Interrogation Volume (IV) a sparse descriptor
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was evaluated at regular grid locations of the flow field. Quantitative evaluation revealed
that, besides the improved memory footprint, the iterative particle reconstruction resulted
in less ghost particles and, hence, more accurate particle reconstructions for higher seeding
densities.

From Sequential to Joint Reconstruction. The approaches presented in Chapters
3 and 4 perform individual 3D particle reconstructions per time step followed by the
dense flow field estimation. For the motion field only the reconstructed 3D representation is used, omitting the original 2D input images. Hence, errors introduced in the
3D reconstruction, for instance wrong reconstructions of ghost particles or missing true
particles, cannot be corrected. To counteract these issues, in Chapter 5 a joint approach
was introduced. By formulating the data term directly in 2D space and evaluating the
2D reprojection error, the original input images are directly incorporated in the energy
optimization. The optimization is performed jointly over all camera views and time steps
and directly incorporates the estimation of the dense 3D motion field with physically
based regularization. The performance improvement of this joint formulation compared
to sequential baselines was quantitatively validated on synthetic data.

7.2. Limitations
The quantitative and qualitative experiments in this thesis are evidence of the applicability and effectiveness of the proposed approaches for 3D velocity field estimation in
various experimental setups. They prove specifically valuable for high seeding densities
in two-pulse setups. There are, however, certain shortcomings of the proposed methods
that need to be considered, in particular when focusing on the estimation of additional
fluid properties or time resolved setups. Further, the quantitative evaluation of 3D fluid
estimation itself is limited due to the lack of accurate and dense ground truth data for
real experiments. In this section, important limitations of the contributions in this thesis
are discussed.

Datasets. An inherent problem of 3D velocity estimation of fluids is that, to date, there
exists no method to obtain accurate, dense ground truth motion data of real flows. This
is one of the reasons that makes this problem so interesting to solve. However, it hinders
quantitative evaluation of algorithms. Furthermore, experimental setups are expensive
and generation of data is time consuming and requires expert knowledge.
Consequently, no benchmarking datasets of real data to compare different algorithms
exist up to now. In 2014, the 4th PIV Challenge (Kähler et al., 2016) took place in conjunction with the 4th International Symposium on Particle Image Velocimetry. Test case
D of the challenge offered synthetic image data for 3D velocimetry measurements based
on time resolved Direct Numerical Simulation (DNS) of turbulent flow. Projected images
of four cameras were provided with a seeding density of 0.1 ppp. However, the challenge is no longer open for participation. Only the input image sequence of 50 snapshots
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without ground truth data is accessible1 . A new challenge on 3D Lagrangian particle
tracking is planned for the 3rd Workshop and 1st Challenge on Data Assilimlation &
CFD Processing for PIV and Lagrangian Particle Tracking in November 20202 . Again,
only synthetic data is provided, with seeding densities up to 0.16 ppp for the two-pulse
case. Note that the aim of the tracking-based challenge is to identify individual particles
and their velocity. This is different from the algorithms presented in this thesis, where
the dense flow field at regular grid locations is estimated. Nevertheless, the execution
of new challenges shows a promising direction for future development and comparison of
new and existing approaches.
Quantitative evaluation in this thesis was performed on synthetic data generated
from the Johns Hopkins Turbulence Database (JHTDB). The forced isotropic turbulence
dataset, created using DNS, was used to generate input images of various seeding densities and ground truth velocity fields for multiple time steps (Perlman et al., 2007, Li
et al., 2008). Particles were rendered as Gaussian blobs of different grey-value intensities.
However, the generated data does not account for common error sources present in real
measurements, i.e. errors caused by the system components, calibration errors, optical
aberrations, out-of-focus particles, change of particle intensity over time etc. Consequently, additional experiments on real data were performed to show the applicability of
the proposed ideas for experiments in air and water.

Physical model. The regularizer used throughout this thesis is based on the incompressible stationary Stokes equations. Consequently, for flows that do not satisfy these
equations the underlying physical relations are not sufficiently modeled. Hence, the auxiliary pressure field, obtained during optimization, has no correct physical interpretation
for such flows. Further, only stationary flows are considered, which is a reasonable simplification for two pulse setups. Extending the regularizer to, i.e., the incompressible
Navier Stokes equations is not straight forward, due to the non-linear part of the material derivative. However, for time resolved measurements, estimation of flow acceleration
as additional property would be very relevant and an interesting direction for future work.

FEM discretization. In Chapter 5 a first-order Finite Element Method (FEM) discretization (Courant, 1943, Reddy, 1993, Brezzi and Fortin, 1991) has been used. More
precisely, for the velocity field a trilinear basis was used on a mesh of cubes (Q1 ) while
for the pressure field a per-voxel constant basis was applied. However, this discretization does not fulfill the Babuska-Brezzi condition (Brezzi and Fortin, 1991), resulting in
oscillating checker-board patterns in the estimated pressure field. Alternatively, a discretization based on generalized Hood-Taylor elements could be considered (Boffi et al.,
2008). For instance, for the Q2 − Q1 element, triquadratic basis functions ψ are used for
the velocity field and trilinear basis functions φ for the pressure field. A comparison of
these basis functions in 1D is shown in Figure 7.1. The quadratic term requires a finer
grid with mid nodes (in 3D this would relate to nodes on the edge and face centers of the
cube), while the linear basis function is only attached to the corner nodes.
1
2

https://www.pivchallenge.org/pivchallenge4.html
https://w3.onera.fr/first_lpt_and_da_challenge/
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Figure 7.1.: Linear (φi ) and quadratic
(ψi ) basis functions for a 1D element (grey area)
J
with corner nodes
and mid nodes .
Preliminary experiments with Q2 −Q1 and Q2 −Q0 discretizations have led to inferior
results for the estimated flow field, potentially due to the higher-order representations
and, thus, demand for higher seeding densities to increase the spatial resolution. Since this
thesis focused on the estimation of the velocity field, the simpler first-order discretization
proved sufficient. However, for future work with a stronger focus on a physically correct
pressure field, higher-order representations would need to be considered, similar to the
work of Ruhnau and Schnörr (2007) on 2D PIV.

Processing speed. The accompanying implementations of the proposed, optimizationbased flow estimation methods require a long time for convergence, especially for high
resolution measurement grids and high particle seeding density. In comparison, heuristic,
tracking-based approaches, such as StB, are computationally more efficient. For instance,
with standard settings the joint approach of Chapter 5 requires a computation time of
approximately 6.5 hours for a flow grid of 154 × 77 × 36 and input images of 1400x800
pixel with a seeding density of 0.175 ppp (104,776 ground-truth particles in the measurement volume) on an Intel Xeon CPU with 3.50GHz and 6 physical cores. Potentially,
optimized implementations and parallel processing of image sequence subsets could be
used to improve the processing speed. For faster estimates one could also reduce the
number of triangulation steps, inner iterations and the grid resolution.

7.3. Outlook
The contributions presented in this thesis push the state of the art in 3D motion estimation of fluids. However, some open problems and challenges remain, as also acknowledged
in the previous section. Furthermore, advances in measurement hardware and algorithmic development open up new possibilities for future research directions. In this section,
some of these promising future directions are discussed.

Estimation of additional fluid properties. Ruhnau et al. (2006) have proposed an
approach for 2D-PIV measurements that employs the full incompressible Navier-Stokes
equations. In particular, the vorticity transport equation was used for spatio-temporal
regularization of image sequences. However, multiple time steps are needed to obtain an
accurate estimate of the vorticity field. Hence, the approach is only suitable for timeresolved measurements.
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Schneiders et al. (2016) also made use of the vorticity transport equation to approximate the temporal velocity derivative and subsequently pressure from a single 3D velocity
snapshot obtained from Tomo-PIV. This approach is closely related to the Vortex-InCell-Plus (VIC+) technique (Schneiders and Scarano, 2016), where fluid properties are
interpolated onto a regular grid from time-resolved 3D-PTV measurements. Vorticity, velocity and its material derivative are obtained from the sparse particle tracks by solving
an optimization problem based on the vorticity transport equation.
Gesemann et al. (2016) proposed an alternative approach to obtain velocity, pressure and acceleration fields from time-resolved 3D particle tracks. First, B-splines are
fitted into the noisy particle tracks, allowing the computation of first and second order
derivatives at any point in time. In a second step the FlowFit algorithm uses the estimated velocity and acceleration information to optimize for gridded velocity, pressure
and acceleration fields with optional physically-based constraints, such as penalization
of the divergence of the veloctiy field or the curl of the acceleration field. In case of
joint optimization over the velocity and pressure fields a nonlinear weighted least squares
problem has to be solved.
Van Gent et al. (2017) performed a comparison of these and further pressure estimation approaches of 3D flows. Note that in contrast to the work of Ruhnau et al. (2006)
all proposed 3D approaches start from already obtained particle tracks or velocity estimates at regular grid locations, i.e. additional fluid properties are only obtained during
post-processing. A joint formulation, for instance, an extension in the directions of Ruhnau et al. (2006) and the approach presented in Chapters 5 - 6 could be an interesting
future direction to incorporate more accurate physical priors and obtain additional fluid
properties.

Machine Learning. In recent years, machine learning, or more specifically deep learning, has gained huge popularity in the computer vision community and related fields
(Goodfellow et al., 2016). While important algorithmic concepts, such as back-propagation
(Werbos, 1974, Rumelhart et al., 1986) and convolutional neural networks (LeCun et al.,
1998), have been proposed already decades ago (see also Schmidhuber (2015)), efficient
parallel processing (Krizhevsky et al., 2012) and the introduction of large scale data
sources (Deng et al., 2009) were needed for the wide-spread attention of deep learning
in recent years. Among many other applications, deep learning has been successfully
applied to optical flow estimation (Dosovitskiy et al., 2015a, Sun et al., 2018), feature
matching (Žbontar and LeCun, 2016) and volumetric 4D reconstruction of non-rigid objects (Niemeyer et al., 2019).
The machine learning wave has recently also reached the PIV community. For instance, Lee et al. (2017) have proposed a cascaded setup of convolutional networks to
obtain the planar motion field of two-pulse 2D PIV data. In 2019, the International
Symposium on PIV has held a session on deep learning & data assimliation for the first
time3 . The presented approaches utilize deep architectures for either calibration and
pre-processing (Cierpka et al., 2019, Go and Lee, 2019) or end-to-end, optical-flow based
3

https://www.unibw.de/ispiv2019/program

93

7. Conclusions
2D PIV (Ohmi, 2019, Cai et al., 2019, Lagemann et al., 2019). However, all proposed
approaches ignore the underlying physical constraints of the fluid and no end-to-end 3D
approaches have been presented so far.
In contrast, in computational fluid dynamics and computer graphics, learning-based
3D fluid simulation is gaining increasing popularity. For instance, in computer graphics
data-driven approaches are used to accelerate fluid simulation for real-time visualizations of fluids, such as smoke or splashing water (Ladický et al., 2015, Li et al., 2019,
Ummenhofer et al., 2020). Physical knowledge can also be directly incorporated into
the network’s loss function, i.e., to solve partial differential equations (Tompson et al.,
2017b, Sirignano and Spiliopoulos, 2018, Raissi et al., 2019, 2020). Um et al. (2020)
recently proposed a hybrid approach that integrates a differentiable physics solver into
the recurrent learning loop. The coarse-resolution solver interleaved with the learned
correction function combine the advantages of fast inference time of learned approaches
and the generalization ability of physical models. Applying these learning-based concepts
to 3D fluid reconstruction, i.e. to speed up the optimization or to integrate more complex
physical models, would be a very interesting future research direction.

Alternative hardware setups. In this thesis, only multi-view setups of (typically
four) high-speed cameras with standard CCD or CMOS sensors were explored. Recently,
alternative setups have been proposed for which the proposed contributions in this thesis
could potentially be adapted as well. With continued hardware developments some of
those setups become increasingly relevant.
For instance, as an alternative to multi-camera setups a single plenoptic camera can
be used for particle-based 3D flow estimation (Fahringer et al., 2015, Li et al., 2020).
This single-camera configuration is particularly interesting for microscopic setups with
limited optical access (Carlsohn et al., 2016). Event cameras, or dynamic vision sensors,
are another interesting sensor technology, that have been applied to various vision tasks
(Gallego et al., 2019). The sensors capture per-pixel brightness changes as asynchronous
events, facilitating high temporal resolution and high dynamic range. Borer et al. (2017)
have used this technology in a multi-view setup for 3D-PTV. Recently, Wang et al. (2020)
have proposed a physically-based 3D-PIV approach for stereo event-camera setups. Xiong
et al. (2017) have proposed rainbow PIV, a single-camera approach that encodes depth
via color by illuminating the measurement volume with a continuum of light planes.
However, spatial resolution of the depth component is limited due to light scattering
issues and the relatively low sensitivity of the camera to wavelength changes. Variational
optimization with physical priors is used for the 3D flow estimation. In all the presented
approaches a sequential 3D reconstruction and flow estimation routine is used. A joint
formulation, such as the one proposed in Chapter 5 could be an interesting extension.
However, current hardware limitations restrict the feasible image resolutions and seeding
densities. These constraints need to be addressed when applying the concepts proposed
in this thesis.
A prominent fluid visualization technique, besides seeded tracer particles, is to inject
dye or colored smoke into fluids (Dahm et al., 1992). The work of Gregson et al. (2014)
starts from low-resolution tomographic reconstructions of dye concentrations and uses a
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variational approach to reconstruct high resolution, physically plausible velocity fields.
Eckert et al. (2019) have presented a similar approach for physics-based reconstruction
of smoke plumes. Physical simulation and optimization are used to jointly reconstruct
the smoke density and velocity field. The injected dye or smoke produces visible flow
structures at the intersection of colored and uncolored fluids, which can be tracked over
time. However, extrapolation is needed at areas where no dye or smoke is present or
colored fluids are occluding large areas of the measurement volume. Hence, the focus
of these approaches lies more on physically-plausible, high resolution rendering and rerendering for computer graphics applications. Nevertheless, combining simulation and
reconstruction could also be an interesting future direction for particle image approaches.
Also for the classical (multi-view 3D or single-view 2D) PIV setup there exist different recording techniques. Raffel et al. (2018) distinguish between methods that capture multiple time steps in a single frame (double- or multi-exposure) and methods that
capture an individual image per time step (single-exposure). In this thesis only multiframe/single-exposure techniques were considered. For time resolved measurements of
long sequences, current hardware is limited to flow velocities below ≈ 40m/s (Novara
et al., 2019). Double-shutter systems allow for higher acquisition frequencies. Hence,
two-pulse systems are dominant for experiments with higher flow velocities. To facilitate
also the estimation of material acceleration and pressure, four-pulse systems with either
multiple independent camera systems or double-exposure illumination can be applied
(Lynch and Scarano, 2014, Novara et al., 2016, 2019). While the first setup requires a
more complex hardware arrangement and needs to handle changing viewing directions,
the double-exposure variant allows only for a reduced seeding density, since the resulting
particle density per image is doubled. Following an experimental comparison of these two
setups, Novara et al. (2019) concluded that the double-exposure recording technique has
the potential of becoming the method of choice for multi-pulse estimation of high-speed
flows. Given the capabilities of dealing with large seeding densities, adapting the methods proposed in this thesis to double-exposure setups would be another promising future
research direction.
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Schanz, D., Gesemann, S., Schröder, A., Wieneke, B., Novara, M., 2012. Non-uniform
opticaltransferfunctionsinparticle imaging: calibration and application to tomographic
reconstruction. Measurement Science & Technology 24.
Schmidhuber, J., 2015. Deep learning in neural networks: An overview. Neural networks
61, 85–117.
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Steinbrücker, F., Pock, T., Cremers, D., 2009. Advanced data terms for variational optic
flow estimation. VMV .
Sun, D., Yang, X., Liu, M.Y., Kautz, J., 2018. Pwc-net: Cnns for optical flow using
pyramid, warping, and cost volume. Conference on Computer Vision and Pattern
Recognition .
Taylor, C., Hood, P., 1973. A numerical solution of the Navier-Stokes equations using
the finite element technique. Computers & Fluids 1, 73–100.

105

A. Bibliography
Tompson, J., Schlachter, K., Sprechmann, P., Perlin, K., 2017a. Accelerating eulerian
fluid simulation with convolutional networks, in: International Conference on Machine
Learning (ICML).
Tompson, J., Schlachter, K., Sprechmann, P., Perlin, K., 2017b. Accelerating eulerian
fluid simulation with convolutional networks, in: International Conference on Machine
Learning, pp. 3424–3433.
Tropea, C., Yarin, A.L., Foss, J.F., 2007. Springer handbook of experimental fluid mechanics. Springer Berlin Heidelberg.
Um, K., Fei, Y., Brand, R., Holl, P., Thuerey, N., 2020. Solver-in-the-Loop: Learning
from Differentiable Physics to Interact with Iterative PDE-Solvers, in: Advances in
Neural Information Processing Systems.
Ummenhofer, B., Prantl, L., Thuerey, N., Koltun, V., 2020. Lagrangian fluid simulation
with continuous convolutions, in: International Conference on Learning Representations.
Usherwood, J.R., Cheney, J.A., Song, J., Windsor, S.P., Stevenson, J.P.J., Dierksheide,
U., Nila, A., Bomphrey, R.J., 2020. High aerodynamic lift from the tail reduces drag
in gliding raptors. Journal of Experimental Biology 223.
Valgaerts, L., Bruhn, A., Zimmer, H., Weickert, J., Stoll, C., Theobalt, C., 2010. Joint
estimation of motion, structure and geometry from stereo sequences. European Conference on Computer Vision .
Van Gent, P., Michaelis, D., Van Oudheusden, B., Weiss, P.É., de Kat, R., Laskari, A.,
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