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ABSTRACT
We present a method that operates an electrolyzer to meet the demand of a hydrogen refueling station
in a cost-effective manner by solving a model-based optimal control problem. To formulate the underlying
problem, we first conduct an experimental characterization of a Siemens SILYZER 100 polymer electrolyte
membrane electrolyzer with 100 kW of rated power. We run experiments to determine the electrolyzer’s
conversion efficiency and thermal dynamics as well as the overload-limiting algorithm used in the electrolyzer.
The resulting detailed nonlinear models are used to design a real-time optimal controller, which is then
implemented on the actual system. Each minute, the controller solves a deterministic, receding-horizon problem
which seeks to minimize the cost of satisfying a given hydrogen demand, while using a storage tank to take
advantage of time-varying electricity prices and photovoltaic inflow. We illustrate in simulation the significant
cost reduction achieved by our method compared to others in the literature, and then validate our method by
demonstrating it in real-time operation on the actual system.

1. Introduction
In recent years, hydrogen gas has emerged as an increasingly attractive energy carrier. Hydrogen can be used for transportation by
powering automotive fuel cells, combined with biomass to produce
synthetic methane, or injected directly into the natural gas grid [1].
Hydrogen can also be used for long-term storage of electrical energy
when coupled with energy conversion devices like fuel cells.
Hydrogen can be produced by various processes. A common method
is via steam methane reformation, which transforms natural gas into
hydrogen, but also simultaneously produces CO2 [2]. Water electrolysis
is a method that produces high purity hydrogen, and relies entirely
on (potentially carbon-free) electrical energy to split water molecules
into hydrogen and oxygen. An increasingly common device for water
electrolysis is the Polymer Electrolyte Membrane (PEM) electrolyzer.
These can produce high purity hydrogen at pressures of more than
100 bar. While the one-way conversion efficiency of 60%–80% [3] is not
as efficient as other storage devices such as lithium-ion batteries (which
have charging/discharging efficiencies of 90+% [4]), gas storage tanks
are readily expandable, comparatively cheaper to build and maintain,
and have very low self-discharge rates. This makes them attractive for
many energy storage applications.

Electrolyzers can play an important role in incorporating various
sources of renewable energy into the electricity grid to meet climate
goals. A typical application combines an electrolyzer with a fluctuating
source of renewable energy like a photovoltaic (PV) array or wind
turbine to produce hydrogen gas during periods of excess renewable
infeed [5]. Electrolyzers can also act as controllable industrial loads and
take advantage of time-of-use and other electricity rate structures [1].
Current research into operational strategies for electrolyzers aims to
provide computationally tractable, near-optimal schemes for different
combinations of electricity rate structures, ancillary service provision,
and associated energy sources. These approaches are often heuristic,
e.g., using a threshold-based strategy to operate a plant subject to
time-varying electricity rates [6] or using a genetic algorithm to maximize hydrogen production over a nonlinear model of the temperature
dynamics and conversion efficiency [7].
The present work aims to operate an electrolyzer in a near-optimal
manner by combining system identification and nonlinear model predictive control (MPC) techniques to minimize the cost of producing
hydrogen gas for a hydrogen refueling station. While several works
experimentally identify electrolyzer models [6,7], and others control
electrolyzers in an MPC setting [5,8–10], combinations of the two
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overload power of 50 kW for a limited period of time; this behavior is
characterized subsequently in Section 3.3. Hydrogen is produced and
stored in tanks at a pressure between 25 and 40 bar. A diagram of the
electrolyzer inputs and outputs is shown in Fig. 1.
As in [9], the low level control system for the electrolyzer is
implemented by Siemens using a programmable logic controller (PLC)
and industrial monitoring system. The low level controller accepts
power commands and in turn controls the individual components of
the electrolyzer, including various actuators and pumps. The system
power command is split into powers for each stack, with resulting stack
currents and voltages as discussed in Section 3.4. The controller also
calculates the cumulative overload current on a per-stack basis, leading
to reduced power output if a given limit is violated, as explored in
Section 3.3.
The electrolyzer takes roughly five minutes to pressurize and start
up from an off state. When pressurized, the system is able to operate
at any input power from 0-200 kW. This paper focuses on modeling the
system when on.
To keep the temperature of the stacks below the upper bound, the
PLC uses a cooling loop with hysteresis. The cooling loop has three usersettable parameters: the turn-on and turn-off temperatures (defaults
= 50 ◦C and 40 ◦C respectively), as well as the temperature setpoint
(default = 60 ◦C). When the temperature of any stack exceeds the
cooling loop turn-on temperature, the local coolant pump ((7) in Fig. 1)
runs, exchanging the process heat from the stacks with the environment
via a fan. When the temperature of all stacks drops below the cooling
loop turn-off temperature, the heat exchange with the environment is
bypassed. When running, the proprietary Siemens controller seeks to
control the temperature of the stacks to the desired setpoint, using a
PID controller which actuates the three-way valve of the local cooling
loop.

approaches either identify simple models (e.g., considering constant
conversion efficiencies [11]), or linearize the identified models for
use in MPC. Examples include considering constant energy conversion efficiencies [5], and using greedy approximations of dynamic
programming to avoid poor scaling due to state/input size [8]. These
simplifications can lead to suboptimal results. The authors believe the
approach presented here is the first to combine the two approaches and
exactly solve an MPC problem that uses nonlinear models which reflect
the underlying complexities of the electrolyzer operation.
We present the experimental modeling and optimal control of a
production-ready Siemens SILYZER 100 electrolyzer which was installed at the Paul Scherrer Institute (PSI) in Villigen, Switzerland in
2015. The electrolyzer is part of Energy System Integration Platform
(ESIP), which serves as a demonstration of how hydrogen can be
used in several interconnected pathways, including energy storage and
methanation of biomass. The platform also contains a novel fuel cell
developed by Swiss Hydrogen [12], a ReiCat gas cleaner, PanGas/Linde
hydrogen and oxygen storage tanks, and an Ansaldo gas turbine.
The pilot run of the production-scale version of the electrolyzer, the
SILYZER 200, was installed in the Energiepark Mainz in 2015 [13].
The plant, which consists of three units, each with a nominal power
of 1.3 MW and a maximum capacity of 2 MW, was the largest ever
PEM electrolyzer-based power-to-gas plant when it was unveiled. The
initial results from operation of the Mainz plant are presented in [3],
with a focus on the energy conversion efficiency and economics of
operation. Two scenarios are considered for optimal scheduling of
the electrolyzer: operating on the EPEX SPOT day-ahead market, and
balancing overproduction from wind farms. Notably for an optimal
control setting, the plant operates at rated power but does not use
the flexibility afforded by the ability to operate at the maximum rated
power for short periods.
We claim three main advances relative to prior results in literature.
First, our accurate gray-box models are based on our experimental
data from a real electrolyzer, and capture the nonlinear energy conversion efficiency, thermal dynamics, and overload-limiting behavior
of the electrolyzer. Second, we demonstrate the accuracy benefit of our
derived nonlinear and piecewise-affine models, which notably include
the internal temperature as a state. Finally, we formulate a deterministic nonlinear optimal control problem, minimizing the cost of an
electrolyzer supplying a synthesized hydrogen demand corresponding
to hydrogen use by fuel cell cars. We note that these three elements
provide a path from hardware to controller, which we demonstrate
for the real-time operation of the actual electrolyzer, with operational
decisions made every minute.
The paper is structured as follows. In Section 2, we provide a
general overview of the electrolyzer. Section 3 presents a model of the
energy conversion efficiency, along with a description of the system
identification experiments conducted. In Section 4, we derive a system
thermal model from experimental data. In Section 5, we formulate the
MPC problem to be solved in real time, and present the results of online
experiments in Section 6. Finally, in Section 7, we conclude with ideas
for refinement of our model.

2.2. Electrolyzer communication and measurement setup
The communication and measurement hierarchy is depicted in
Fig. 2. The optimal controller proposed in this paper, denoted as the
high level control (HLC), computes the desired electrolyzer power by
solving an optimal control problem in MATLAB. The power command
is sent to the mid level control (MLC) via a Labview interface. This
serves as a translation layer that passes the command to the low level
control (LLC) Siemens PLC on the electrolyzer.
For each electrolyzer stack, the temperature, voltage, and current
measurements are available. Furthermore, the input AC power into the
electrolyzer, as well as the produced hydrogen and oxygen gas flow
rates are measured for the entire electrolyzer. These measurements
are automatically logged every second on the PLC. Due to the sensor
interface design, the temperature, current, and gas flow measurements
are all quantized to integer values (in units of ◦C, A, and Nm3 ∕h
respectively). The AC power measurement is quantized to the nearest
0.1 W, while the stack voltage is quantized to the nearest 0.01 V.

2. System description
We consider a simplified version of ESIP which consists of a Siemens
SILYZER 100 electrolyzer with attached lossless gas storage tanks. The
system modeling is described in Section 3, while the underlying control
and measurement architecture is summarized here.

3. Energy conversion system identification
We run experiments to characterize the hydrogen gas production
efficiency, thermal dynamics, and overload limiting logic of the electrolyzer. Our goal is to provide a level of modeling detail that captures
the underlying performance and controller logic, but can be used
subsequently in an online optimal control problem. In this section,
we derive the various relationships between the quantities depicted
in Fig. 3. Section 4 will discuss the thermal dynamics of the system.
Identified system parameters are also summarized in the Appendix.

2.1. Electrolyzer description
The Siemens SILYZER 100 electrolyzer used by ESIP is a selfcontained system that fits within a 30 foot shipping container. The
system consists of four stacks, each of which has a nominal rated power
of 25 kW, for a total power of 100 kW. The stacks can each be run at an
2
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Fig. 1. Simplified piping and instrumentation diagram for Siemens SILYZER 100
electrolyzer. Components include (1) subsystem consisting of stacks 1 and 2, (2)
subsystem consisting of stacks 3 and 4, (3) electrical grid connection for system power,
(4) hydrogen output, (5) deionized water supply, (6) glycol coolant loop that releases
heat from power electronics into district cooling network, and (7) local glycol coolant
loop that releases heat from electrolyzer stacks to environment. The measurements of
stack temperatures are in yellow. (For interpretation of the references to color in this
figure legend, the reader is referred to the web version of this article.)

Fig. 2. Simplified multi-level controller structure on ESIP for Siemens SILYZER 100
electrolyzer.

3.1. Energy conversion efficiency determination
We control the electrolyzer by commanding a given DC system
power 𝑃 el to be applied to the stacks. In response, the electrolyzer
pumps water through the energized stacks, where it is split into hydrogen and oxygen gas.
The electrolyzer provides measurements of the produced gas rate
𝑉 , in Nm3 ∕h. The energy embodied in the output hydrogen gas is
3 kWh∕Nm3 , which considers the lower heating value of hydrogen gas.
Thus, 𝐸 el = 3𝑉 𝛥𝑡 , where 𝐸 el is the energy embodied in the gas produced
over the time period 𝛥𝑡 and has the unit of kW h. Note that by using
the lower heating value here, we assume that the heat contained in the
water vapor produced during future conversion of the hydrogen gas to
other energy forms is not captured.
We wish to model the electrolyzer energy conversion efficiency,
from the DC system power 𝑃 el to the output energy 𝐸 el in the gas
produced in time 𝛥𝑡 . As illustrated in Fig. 3, this can be divided into two
steps: from 𝑃 el to average stack current 𝑖, and from 𝑖 to 𝐸 el . While the
relation between the stack power and current is important for stack 1 in
Section 3.2 below, here we instead fit a piecewise-affine (PWA) model
directly to the relationship between 𝑃 el and 𝐸 el [14]. We assume that
the produced energy is a linear function of stack temperature and a
PWA function of the input power. We introduce a breakpoint at the
nominal system power (𝑃 nom = 100 kW). This serves as a constraint
vertex in the subsequent MILP (8), resulting in operation at the nominal
power level if no other constraints are active. We use the model

Fig. 3. Diagram of relations between electrolyzer DC system power 𝑃 el , stack current
𝑖, produced gas output 𝐸 el , and overload counter 𝐶. 𝑃 el,1 and 𝑖1 are corresponding
quantities for stack 1. Dashed circle indicates that 𝑖 is not modeled.

3
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Fig. 5. Conversion from input power to current on stack 1. Model is also dependent on
temperature, but temperature axis is not depicted. PWA fit is evaluated at experimental
data points.

Fig. 4. Conversion efficiency from input DC system power 𝑃 el to output energy 𝐸 el
embodied in produced gas, if device were run at input power level for 1 h. Model is
also dependent on temperature, but temperature axis is not depicted. Piecewise-affine
(PWA) fit is evaluated at experimental data points.

has a nominal power of 25 kW, but can run at powers up to 50 kW for
15 min. After running at high power for a certain amount of time, the
power output is restricted to the nominal level.
From analysis of data gathered during multiple experiments on the
SILYZER 100, we propose the following functional model of the power
output restriction: at timestep 𝑡, the counter 𝐶 (𝑗) integrates the current
relative to a nominal current for each stack 𝑗 ∈ {1, 2, 3, 4} as

(
)
𝐸 el =𝑓 𝐸 (𝑃 el , 𝑇 ) = 𝛥𝑡 𝑚𝑇 𝑇 + 𝑘𝐸 +
{
𝑚low (𝑃 el − 𝑃 nom ) if 0 ≤ 𝑃 el ≤ 𝑃 nom
𝛥𝑡
𝑚high (𝑃 el − 𝑃 nom ) if 𝑃 nom < 𝑃 el ,
𝐸 el ≥ 0

(1)

(𝑗)
𝐶𝑡+1
= max(𝐶𝑡(𝑗) + 𝛿𝑡 (𝑖𝑗𝑡 − 𝑖nom ), 0).

where parameters 𝑚low , 𝑚high , 𝑚𝑇 , and 𝑘𝐸 are derived from a leastsquares fit of the experimental data. We furthermore require the energy generated to be non-negative, but note that this may result in
mandatory positive power commands for low system temperatures.
Fitting this model to data collected over several experimental runs
with 𝛥𝑡 = 1 min, we find that 𝑚low = 0.5521 kWH2 ∕kWel , 𝑚high =
0.4698 kWH2 ∕kWel , 𝑚𝑇 = 0.1029 kWH2 ∕◦C, and 𝑘𝐸 = 51.4613 kWH2 . As
seen in Fig. 4, the energy stored in the output gas is a concave nondecreasing function of the input power, with the conversion efficiency
decreasing at higher input powers. The benefit of including the temperature is evident from the fitted parameters. The difference in efficiency
between operating at 20 ◦C versus 60 ◦C, while running at a nominal
100 kW, is about 7.7%.

Here, 𝛿𝑡 is a short integration timestep. The nominal stack current of
𝑖nom = 300 A is determined experimentally — we observe that when
the pre-set counter limit is reached, the low level controller prevents
the stack from exceeding 300 A until the counter returns to zero. We
model this in Section 5 as a hard constraint — we wish to avoid counter
saturation, as this requires us to reset the counter to zero before being
allowed to run above 𝑖nom again.
To determine the counter limit 𝐶 max , we gather experimental data
for settings where the overload cutoff occurs, and use them to drive
a simulation of a running counter integrating the value as in (3). An
example experiment on stack 1 is depicted in Fig. 6. Initially, a pseudorandom binary signal is commanded, with the command switching
between 25 kW and 50 kW until the overload cutoff occurs and the
maximum current is automatically reduced to 𝑖nom = 300 A. After a
period to allow for the counter to reset to zero before attempting a
new command, the stack power is run at its maximum of 50 kW until
the overload cutoff occurs. This is done three times in a row. In each
case where the overload cutoff occurs, the counter reaches a cumulative
75 A h above 𝑖nom . This overload cutoff limit is also achieved to within
our measurement tolerances (𝛿𝑡 = 1 s in (3)) in other experiments with
multiple stacks. Thus, we confidently state that 𝐶 max = 75 A h for each
stack.
Note that while we continuously receive real-time measurements of
the stack current and can thus track whether the overload cutoff limit
has been reached after the fact, the stack current and current overload
counter models in (2), (3) are still necessary to predict cutoffs in the
MPC setting of Section 5.

3.2. Stack power to current conversion
For reasons detailed in Section 3.3, we are also interested in modeling the relationship between the input DC power 𝑃 el,1 and current 𝑖1
for stack 1. As in the previous section, we model this relationship using
a PWA approximation, with a breakpoint at the nominal stack power
of 𝑃 nom,1 = 25 kW:
𝑖1 =𝑓 𝑖,1 (𝑃 el,1 , 𝑇 ) = 𝑚𝑇 ,1 𝑇 + 𝑘𝑖 +
{
𝑚low,1 (𝑃 el,1 − 𝑃 nom,1 ) if 𝑃 el,1 ≤ 𝑃 nom,1
𝑚high,1 (𝑃 el,1 − 𝑃 nom,1 )

if 𝑃 el,1 > 𝑃 nom,1 ,

1

𝑖 ≥ 0.

(3)

(2)

Fitting this model to experimental data, we find that 𝑚low,1 =
10.9871 A∕kW, 𝑚high,1 = 8.9992 A∕kW, 𝑚𝑇 ,1 = 0.6731 A∕◦C, and 𝑘𝑖 =
235.2359 A. As seen in Fig. 5, 𝑖1 is a concave nondecreasing function
of 𝑃 el,1 , similar to [15]. As in Section 3.1, the requirement that the
stack current be non-negative might require a positive running power
at certain system temperatures.

3.4. Power distribution between stacks
Having determined the logic behind the overload cutoff, we must
deal with an additional complication: the low level controller does
not allow the user to command power to stacks individually. Instead,
the power is distributed among the four stacks according a rule-based
scheme. In the experiment shown in Fig. 7, we commanded the electrolyzer DC system power to ramp from 0 to 200 kW. For low power
levels, all power is routed to stack 1. When the current on stack 1
reaches the nominal current of 300 A (at roughly 25 kW), the system
power is divided between stacks 1 and 3. Note that, as shown in Fig. 7,

3.3. Overload limiting controller dynamics
Siemens offers limited details about the workings of the low level
controller used in the SILYZER series of electrolyzers [16]. The main
piece of information presented for the SILYZER 100 is that each stack
4
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Fig. 8. Conversion efficiency between DC and AC input power. Nonzero offset at
zero DC power is the result of the standby power used by auxiliary systems on the
electrolyzer.

the optimization problem (8) formulated subsequently, it is sufficient
to track the overload counter for stack 1. Unfortunately, the relation
between DC system power and power in stack 1 is nonconvex. We can
approximate the power in stack 1 as

𝑃
Fig. 6. Overload counter emulation for stack 1, with corresponding measured stack
current and power. Overload cutoff, where the current is restricted to at most 𝑖nom =
300 A, occurs when the emulated current overload counter reaches 75 A h above 𝑖nom .
Cutoff is hit four times: once when switching stack power between 25–50 kW, and three
times while running at 50 kW.

el,1

⎧𝑃 el
⎪
(𝑃 ) = ⎨𝑃 nom ∕4
⎪ el
⎩𝑃 ∕4
el

if 𝑃 el < 𝑃 nom ∕4
if 𝑃 nom ∕4 ≤ 𝑃 el ≤ 𝑃 nom

(4)

if 𝑃 el ≥ 𝑃 nom .

We model this relation using a binary variable that encodes whether 𝑃 el
is greater than 𝑃 nom ∕4 = 25 kW, the nominal power for a stack. Next, we
use an approximation that takes advantage of the relative shape of the
problem. For cases where 𝑃 el is greater than 𝑃 nom ∕4, we can represent
the resulting power using an epigraph variable, obviating the need for
a second binary variable to track whether 𝑃 el is greater than 𝑃 nom .
To avoid overload cutoff, we wish to use an overapproximation of
𝑃 el,1 , as this will likely lead to a conservative estimate of 𝑖1 and the
counter value as well. However, the stack power peaks in Fig. 7 slightly
exceed the nominal 25 kW. This is due to stack degradation — as the
stack ages over time, the cell voltage increases. Since the cell voltage
has increased on the tested system, a current of 300 A results in a peak
of roughly 27 kW for stack 1.
We note two points regarding the stack degradation. First, if we
wish to use an overestimate of 𝑃 el,1 , we can modify (4) to include
the observed maximum power on stack 1. We did not do so in this
experimental setting because of the low level of degradation, but (4) is
thus not an overestimate. Second, driving a given power requires less
current on a degraded stack, resulting in a longer overload period but
also less ohmic heating. This suggests that the current-based overload
rule is effective regardless of the level of system degradation.

Fig. 7. Dynamic distribution of power ramp from 0–200 kW among the four stacks.
Note that the shape depends on power ramping constraints and the stack power
management logic. The curves are plotted by stack number, so when they overlap,
the blue curve is hidden behind the red, which is hidden behind the yellow, etc. Also
depicted is the approximation of stack 1 power given in (4). (For interpretation of the
references to color in this figure legend, the reader is referred to the web version of
this article.)

3.5. DC-AC conversion efficiency
While we have modeled the system thus far using the DC system
power 𝑃 el , we incur energy charges based on the AC power 𝑃 el,AC
drawn from the electrical grid. We fit a linear model to the experimental DC and AC input power data depicted in Fig. 8. Considering only
points with nonzero DC input power, we model the relation as

the total power momentarily drops as the power in stack 3 ramps up
to meet the command. When the system power is sufficiently high that
the currents on stacks 1 and 3 reach 300 A (at roughly 50 kW of system
power), power is divided between stacks 1, 3, and 4. Finally, when
these stacks have reached 300 A (at around 75 kW of system power),
power is divided equally among all four stacks.
From Fig. 7, since the power of stack 1 is greater or equal to that
of the other individual stacks by design, stack 1 will always have the
highest overload counter value. As we wish to avoid overload cutoff in

𝑃 el,AC = 𝑚AC 𝑃 el + 𝑘AC ,

(5)

with 𝑚AC = 1.0675 kWAC ∕kWel and 𝑘AC = 9.2578 kWAC . There are
two types of conversion losses. First, the constant term is the result of
auxiliary system power. Second, the term depending on the DC power
includes losses due to power electronic converters and variable cooling
system power usage.
5
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multiple hours to drop below 40 ◦C. The benefit of the enhanced lowtemperature modeling of a hybrid thermal model is thus limited to the
initial time periods. As we see in the experimental analysis of Section 6,
the temperature prediction of the linear model is sufficiently accurate
for the optimal control application considered here.
5. Deterministic cost minimization problem
We present an optimal control problem based on the model developed above. The objective is to operate an electrolyzer to supply the
hydrogen demand of a fleet of fuel cell vehicles at a minimum cost.
Power to the electrolyzer is supplied by a known PV inflow, as well as
by the electricity grid (incurring time-dependent energy costs).
The following deterministic mixed-integer linear program (MILP)
seeks to minimize the cost of satisfying the given hydrogen demand:

min

Fig. 9. Fitting and validation of linear model for electrolyzer temperature dynamics.
Intermediate jump between the fit and validation data is due to model temperature
reinitialization.

s.t.

𝑁−1
∑

buy

grid

+ 𝑝term 𝐸𝑁

𝑝𝑡 𝑃𝑡

𝑡=0
grid
𝑃𝑡

(8a)

+ 𝑃𝑡PV ≥ 𝑃𝑡el,AC

(8b)

𝐸𝑡+1 = 𝐸𝑡 + 𝐸𝑡el − 𝐸𝑡dem
min

≤ 𝐸𝑡 ≤ 𝐸

4. Thermal system identification

𝐸

To model the temperature dynamics of the electrolyzer stacks, we
use a model of the form

0 ≤ 𝑃𝑡el
grid
𝑃𝑡
≥

d𝑇
= 𝐾1 𝑄̇ gen − 𝐾2 𝑄̇ loss − 𝐾3 𝑄̇ cool
d𝑡

(6)

+ 𝑔𝑘 ,

(8e)

0

(8f)

𝑇𝑡 ≤ 𝑇 max

(8g)

𝐸𝑡el
𝑖1𝑡

extracted [17].
To use (6) in a discrete-time optimal control problem, we approximate the evolution of the average stack temperature 𝑇𝑡 as the linear
system
𝑇𝑡+1 =

(8d)

C,max

𝐶𝑡 ≤ 𝐶 max

where the change in temperature of the stack depends on the heat 𝑄̇ gen
generated inside the stack, the loss 𝑄̇ loss due to Newton’s law of cooling
from interactions with the environment, and the cooling power 𝑄̇ cool

𝑔𝑇 𝑇𝑡 + 𝑔𝑃 𝑃𝑡el

≤𝑃

(8c)

max

=𝑓

𝐸

𝑖,1

= 𝑓 (𝑃

𝐶𝑡+1 =

(8h)

(𝑃𝑡el , 𝑇𝑡 ),
el,1

𝐸𝑡el

≥0

(𝑃𝑡el ), 𝑇𝑡 ),

max(𝐶𝑡 + 𝛿𝑡 (𝑖1𝑡

𝑖1𝑡

−𝑖

(1)
≥0

nom

), 0)

𝑃𝑡el,AC = 𝑚AC 𝑃𝑡el + 𝑘AC
𝑇𝑡+1 =

𝑔𝑇 𝑇𝑡 + 𝑔𝑃 𝑃𝑡el

+ 𝑔𝑘

(2, 4)
(3)
(5)
(7)

∀ 𝑡 = 0, … , 𝑁 − 1

(7)

𝐸𝑁 ≥ 𝐸 term

where 𝑔𝑇 , 𝑔𝑃 , and 𝑔𝑘 are parameters. We include the final constant
term to account for constant heat input from the environment as well
as power-independent active cooling. We assume that the ambient air
temperature is constant over the optimization period. If measurements
of the ambient temperature are available, (7) can easily be modified to
include a term linear in the ambient temperature.
We fit the linear temperature model to the experimental data, and
depict the results in Fig. 9. Here, the model is fit to the first 80% of the
data, and validated on the last 20%.
By fitting the linear model over multiple experiments, we find that
𝑔𝑇 = 0.9584, 𝑔𝑃 = 8.7217 ∗ 10−3 ◦C∕kW, and 𝑔𝑘 = 1.5496 ◦C. The
parameters imply that when 𝑃 el = 0 kW, the temperature tends to its
steady state of 37.3 ◦C. This is a relic of the fitting process, which is
based on data collected while the electrolyzer is running. In reality, the
stack temperature would eventually approach the ambient temperature
over a sufficiently long period, but this has minimal effect on the use
of our model for control below.
The state of the electrolyzer’s cooling system, described in Section 2,
also affects the thermal dynamics. To model this more accurately,
instead of the linear model (7), one could use a hybrid model, with
a separate linear regression for each state (on/off) of the cooling
system. Additional binary variables would be necessary to capture this
model and its accompanying hysteretic loop, increasing the complexity
of the optimal control problem. In practice, during experiments the
temperature quickly rises above 50 ◦C, and the cooling system turns
on. The system thermal time constants are such that if the system
subsequently remains on (even with zero power), the temperature takes

𝐸0 , 𝑇0 , 𝐶0 , 𝑃0el

(8i)
given.

We optimize over a horizon of 𝑁 timesteps, choosing the DC system
power 𝑃𝑡el at each timestep 𝑡.
Features of the optimization problem include
• Objective and terminal cost (8a): At each timestep 𝑡 we incur
buy
grid
a per-unit cost of 𝑝𝑡 when purchasing power 𝑃𝑡
from the
electricity grid.
Additionally, we assign the terminal storage level 𝐸𝑁 a value
based on the conversion efficiency at a particular operating point.
From experimental observations, we assume that the electrolyzer
can operate at nominal power 𝑃 nom and at fixed temperature
𝑇 𝑎 for an arbitrary number of periods, incurring the average
electricity cost over the entire horizon 𝑝buy at each period. Solving
for 𝛥𝑡 in (1) returns the length of time the electrolyzer must
operate at 𝑃 nom and 𝑇 𝑎 to produce 1 kW h of hydrogen gas.
Multiplying the operating time by 𝑝buy and nominal AC power
𝑃 nom,AC = 𝑚AC 𝑃 nom +𝑘AC , the terminal per-unit value is
𝑝term = −𝑝buy 𝑃 nom,AC ∕(𝑚𝑇 𝑇 𝑎 + 𝑘𝐸 ) < 0.

(9)

Here we assume that energy can be purchased at the average
electricity price over the given time period. Other terminal costs,
such as buying electricity at the minimum price, including the
historical or predicted distribution of electricity prices in the
terminal cost, or selling gas at market prices, can result in different solutions. As the experiments described in Section 6 focus
6
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•

•

•

•

on system model (rather than terminal cost) comparisons, using
terminal cost (9) is still instructive. If a terminal cost were not
included, for a sufficiently long horizon the optimal terminal
storage level would be 𝐸 term . The horizon length would strongly
affect the system behavior, an effect we want to reduce.
Power balance (8b): The AC power used by the electrolyzer 𝑃𝑡el,AC
grid
is supplied by power purchased from the grid 𝑃𝑡
as well as by
PV
PV inflow 𝑃𝑡 . The inequality (rather than equality) allows for PV
curtailment. During times of high PV inflow, without curtailment
the electrolyzer might hit thermal or overload limits. However,
this constraint relaxation is only valid for positive electricity
grid
prices — negative prices could lead to unbounded 𝑃𝑡 .
Storage model (8c): Energy can be stored in a hydrogen storage
tank, which is modeled using a simple discrete-time integrator
model. We assume that any gas produced by the electrolyzer can
be stored in the tank without additional loss or self-discharge
over time. The gas discharge to the fuel cell vehicles is also
modeled as lossless. In reality, an additional compressor would
likely be needed to fuel vehicles at higher pressures, but this
would likely operate in a just-in-time manner that does not affect
the optimization problem presented here.
Maximum temperature limit (8g): While the experimental data
shows that higher temperatures improve the electrolyzer’s energy
conversion efficiency, excessively high temperatures can reduce
the life of the stacks.
Terminal constraint (8i): The terminal state 𝐸 𝑁 is constrained
to be at least 𝐸 term . This improves the practical feasibility of
solutions to the problem, as modeling errors could otherwise drive
the storage level to 𝐸 min over time, eventually violating (8d).

Fig. 10. Deterministic experimental data used for optimal control experiment. PV
production data from Villigen, Switzerland on June 1, 2018. Simulated demand data
of 15 fuel cell vehicles, each refueling 30 kW h over three minutes, randomly arriving
over eight hours. Price data adapted from EPEX German intraday continuous auction
price for June 1, 2018.

Note that (8) is a MILP, with integer variables used in (4) to
distinguish between the intervals where different approximations hold.
The PWA approximations (1), (2), and (3) can be transformed into
linear inequalities by using epigraph variables that take advantage of
the underlying problem structure, while all other relations in (8) are
linear equality or inequality constraints.

The PV data is taken from the output on June 1, 2018 of an array
located on the PSI campus in Villigen, Switzerland. The data has been
linearly interpolated to the desired minute timestep from the original
sample rate (which varies from several seconds to several minutes per
sample).

6. Online optimization and experimental results

To test the dynamic response and output power range of the electrolyzer, we opted for electricity prices that change frequently and
have a large range. We chose the EPEX Spot intraday auction prices
for Germany, which are updated every 15 min. We then shifted, timereversed, and scaled price data from June 1, 2018 so that the prices
over the desired time period ranged from 1–4.57 ¢∕kWh. When solving
(8), this price range results in the electrolyzer operating at maximum
power when prices are particularly low, in spite of the lower conversion
efficiency at higher powers. The corresponding terminal cost 𝑝term is
−3.96 ¢∕kWh.

We run a set of optimal control experiments in real time on the
Siemens SILYZER 100 electrolyzer located at PSI, solving problem (8)
in an MPC fashion with decision and counter integration timesteps of
one minute (𝛥𝑡 = 𝛿𝑡 = 1 min), and a four hour control horizon (𝑁 = 240
timesteps) that initially extends from 9:30–13:30 in the data described
subsequently.
Every timestep, the problem is re-solved using the corresponding
indices of the deterministic data and latest measured average stack
temperature, as well as the estimated next-step overload counter value
and stored gas volume produced by the MILP model. A new charging
power 𝑃0el for the next timestep is then provided to the system. To
ensure that variation in the computation time does not have an effect on
the period for which an output decision is applied, the charging power
𝑃0el for the next timestep is chosen in the current timestep. For the initial
timestep, the charging power is set to zero. The storage level could also
be updated using measurements of the produced gas, but this is not
done due to limitations of the existing experimental infrastructure.

We synthesize hydrogen usage for a fleet of 15 fuel cell vehicles,
inspired by [18]. The vehicles arrive according to a Poisson process
from 9:30 to 17:30, and each refuel 30 kW h over 3 min. Taking the fuel
efficiency of the 2019 Toyota Mirai as an example, 30 kW h of hydrogen
corresponds to roughly 95 km of driving range [19]. For reference, the
electrolyzer takes about 30 min at its nominal power of 100 kW to
produce the energy needed for one vehicle to fill up.

To formulate the optimization problem (8), we selected model
parameters according to ‘‘average’’ operating conditions, including temperature 𝑇 𝑎 = 50 ◦C and nominal power 𝑃 nom = 100 kW. As in
Section 3.3, 𝐶 max = 75 A h. The maximum temperature limit 𝑇 max is set
to 70 ◦C, based on an upper bound on temperatures measured during
testing. We set 𝐸 term to 30 kW h, the amount of energy one fuel cell
vehicle fills up at a time. We set the storage limits as 𝐸 min = 0 kW h
and 𝐸 max = 4200 kW h to match the storage capacity of ESIP. Only a
small fraction of the storage capacity is used during operation.

6.1. Deterministic PV, demand, and price data
We solve problem (8) using the deterministic PV, demand, and
price data depicted in Fig. 10. The data is chosen so that the electrolyzer and energy storage exhibit sufficiently interesting behavior.
This would not be the case, for example, if the PV production always
exceeded the energy demand — the resulting optimal policy would be
straightforward [5].
7
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Fig. 12. Experimental comparison of measured and predicted gas output energy 𝐸 el
with corresponding error over time. Gas flow is converted to energy stored over a one
minute decision timestep.

the predicted output energy over that timestep. The difference between
the two quantities comes from the error in temperature prediction as
well as in the assumed PWA model (1). In Fig. 12, the accuracy of model
used in the optimization can be evaluated. The RMSE is 0.0276 kW h.
Any mismatch between the measured and predicted output energy is
balanced in practice using the attached storage. The error is accounted
for in the terminal cost, since the stored hydrogen will be different than
expected.

Fig. 11. Measured versus predicted next step temperature 𝑇 , depicting associated
one-step-ahead prediction error and corresponding commanded power 𝑃 el . Close-up
in temperature plot depicts cyclic behavior that is not predicted by linear model.

6.2. Experimental model validation
We solve problem (8) in an MPC fashion, apply the resulting commands to the real electrolyzer, and examine the model’s prediction of
temperature, gas output, and running cost.
Every time the optimization routine is run, a new power command is
calculated and sent to the electrolyzer. Independently, power, temperature, voltage, current, and produced gas flow data are measured every
second on the electrolyzer. To compare the predicted versus measured
values for subsequent analysis, we synchronize the two datasets by finding the points in the measured power data corresponding to changes in
the commanded power data.

6.2.3. Running cost prediction
We measure the AC power used by the electrolyzer, convert the
power to the running cost, and compare this to the predicted cost using
the model fit in (5). The RMSE of the cost error is 0.0148 ¢, which is low
compared to the objective values reported subsequently.
6.2.4. Power ramping constraints
When the command changes, the response is not instantaneous —
the electrolyzer takes roughly 20 s to change the power up or down
by 100 kW. Smaller changes in output power take proportionally less
time. This is similar to the performance listed on the SILYZER 200
datasheet [16], 10% of nominal power per second. Although this is a
non-negligible fraction of the minute for which we desire to produce
power, we do not consider it in the optimization problem, as adjacent
periods often have similar power levels.

6.2.1. Temperature prediction
Even though the MPC model propagates the temperature model
over the entire optimization horizon, the most critical prediction is
that of the next step, as it directly affects the feasibility of the power
command output. For that reason, we consider the one-step ahead
prediction error, which is depicted in Fig. 11. The root mean square
error (RMSE) of the one-step ahead temperature prediction is 0.6641 ◦C.
For comparison, the RMSE of the persistence method prediction, where
the current temperature is used as forecast of the next temperature, is
0.9214 ◦C. Note that this temperature error has a small effect on the
energy conversion efficiency in (1) — for reference, a 1 ◦C change at
100 kW nominal load corresponds to a 0.2% difference in efficiency.
The PWA temperature model used is quite simple, and does not
capture all of the device dynamics. The close-up in the temperature
plot of Fig. 11 depicts cyclic temperature behavior that occurs despite
a constant power input of 100 kW. This is likely due to additional
complexity of the cooling system controller which is not captured in
our model.

6.3. Real-time control experiment results
We solve the MILP (8) in an MPC fashion for 240 timesteps, setting
𝑃0el = 0 kW and 𝐸0 = 100 kW h for the initial timestep. We apply the
resulting command at each timestep to the real electrolyzer, and measure the corresponding system behavior. The resulting output achieves
an objective of 0.2694 EUR, which consists of 3.7644 EUR of running
cost (based on the electrolyzer’s measured consumed AC power) and
a terminal cost of −3.4949 EUR. For comparison, solving the 240
timestep MILP once in simulation results in an estimated objective of
0.2263 EUR.
To assess the benefit of using the mixed-integer linear model for
online control, we consider a linearized version of (8). The nonlinearity
in the MILP results from the modeling of the relationship between 𝑃 el
and 𝑖1 , as depicted in Fig. 3. To linearize the problem, we fit a PWA
approximation between 𝑃 el and 𝑖1 directly, with two separate regions

6.2.2. Hydrogen gas output prediction
We measure the gas output flow directly, convert it to embodied energy in gas produced in a one minute timestep, and then compare it to
8
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flexibility and accuracy of the MILP approach could be further advantageous in other problem settings, e.g., when considering an objective
with nonlinear fixed costs.
We next analyze the effect of including the stack temperature as
a state in our system. We expect this to be beneficial because when
(1) and (2) are fit to data, they exhibit a non-negligible dependence
on the temperature. By modeling the temperature, we can also avoid
hitting temperature limits. When simulating the MPC problem using the
MILP model (8), if we remove constraint (7) and instead assume that
the temperature remains at the most recently measured temperature
for the entire horizon, this results in an objective of 0.2803 EUR. If we
assume the temperature remains at 50 ◦C, this results in an objective of
0.2957 EUR. These schemes would likely yield higher objectives when
tested on the true system. In experiments, we see that when the system
operates at high powers, the thermal constraint is never active — the
overload constraint typically becomes active instead. This indicates that
the overload constraint, hard-coded in the low level controller, is overly
restrictive from a thermal point of view.
Finally, to further justify the relative complexity of the MILP model
presented here, we compare our method with the naive approach of
always running the electrolyzer at 100 kW. If we start with an initial average stack temperature of 20 ◦C and assume that the first timestep we
apply zero power (as done in the MILP and LP experiments above), then
simulating this solution using the developed thermal and efficiency
models results in an objective of 0.5643 EUR. While the trajectory is
feasible in the considered instance (meaning that there is enough stored
hydrogen to meet demand at each timestep), in general this method is
not guaranteed to be feasible.

Fig. 13. Convex PWA approximation between input DC system power 𝑃 el and current
in stack 1 𝑖1 , used in linearized version of (8). The two line segments coincide where
𝑃 el = 100 kW. Note that the temperature axis is not depicted here, but is present in the
approximation.

6.4. Treatment of infeasibility
Since we choose the power for the next timestep before the corresponding data and sensor measurements are revealed, it is possible for
the chosen command to be infeasible for that timestep. For example,
if the system temperature is incorrectly predicted, this can lead to a
situation where too much or too little hydrogen gas is produced and
the constraint (8d) is violated at 𝑡 = 1.
We distinguish between two types of infeasibility. First, demand
infeasibility occurs when insufficient hydrogen gas is stored or can
be produced in the current timestep to satisfy the given demand,
thus violating (8d). In this case, no feasible command for the given
timestep exists. Second, general problem infeasibility occurs if any of
the other problem constraints in (8) are violated. In this case, a separate
controller would project the command onto the feasible set of inputs.
In our experiments, we did not observe demand infeasibility. However, general problem infeasibility was encountered several times. For
example, in initial experiments with different deterministic data than
that presented here, we encountered several instances where the linearized model hit the overload cutoff, and the system power was
limited. In these cases, the low level controller projected the requested
command to a feasible input, and previously stored hydrogen gas
served as a buffer to ensure that demand was met for the given
timesteps.

Fig. 14. Experimental comparison of charging power and storage level for MILP and
LP approaches. The MILP approach uses a more realistic model of the overload counter,
allowing for operation at higher powers without hitting counter limits.

for 𝑃 el ∈ (0, 100] kW and 𝑃 el > 100 kW as shown in Fig. 13 (we also
include a term linear in 𝑇 ). This approximation can be transformed
into a set of linear inequalities. When solving the linearized problem
in real time and applying the commands to the electrolyzer (as done
above with the MILP), the resulting output achieves an objective of
0.4302 EUR. For comparison, solving the LP once in simulation returns
an objective of 0.2023 EUR. This is further from the attained objective
than in the MILP setting, suggesting that the MILP model is more
accurate.

6.5. Calculation details

Solving the online optimal control problem using the MILP model
results in a lower cost of meeting the demand compared to using
the linearized model. A comparison between the outputs of the two
methods is given in Fig. 14. The suboptimality of the linear approach
is due to the inaccurate linearization of the highly nonlinear overload
counter dynamics. While the conservatism of the linearized model
could be changed by choosing a different choice of the slope of the lowpower line segment in Fig. 13, there is a trade-off between reducing
conservatism and potentially hitting overload limits. The modeling

The MILP is formulated in MATLAB using YALMIP [20]. The optimization problem incorporates the time-varying problem data (price,
demand, and PV data, as well as measured 𝑇0 , estimated 𝐶0 and 𝐸0 ,
and given 𝑃0el ) in a parametric manner, allowing for the time-intensive
problem formulation to be done only once. Then, the MILP is solved on
an Intel i7-5820 3.30 GHz CPU with 16 GB RAM every minute using
Gurobi, with a maximum allotted solver time of 45 s. None of the MILP
solver calls took the maximum 45 s, while all LP solver calls took less
than one second.
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7. Conclusion

Parameter

Value

𝐶 max

75 A h

𝛥𝑡

1 min

𝐸 max

4200 kW h

𝐸 min

0 kW h

𝐸 term

30 kW h

𝑔𝑘

1.5496 ◦C

𝑔𝑃

0.0087 ◦C∕kW

𝑔𝑇

0.9584

The problem formulation presented can be refined in several ways.
A longer prediction horizon would be beneficial if prices, demand, or
renewable inflow exhibit cyclic behavior longer than the four hour
time horizon used here. To extend the horizon while retaining computational tractability, we could use a two-stage approximation where
the first part of the horizon is represented exactly, and the second part
is linearized [21]. A stochastic scenario approach that minimizes an
expected cost summed over sampled temperature, hydrogen demand,
and photovoltaic production forecasts would also be more practical
than the deterministic setting considered here.

𝑖nom

300 A

𝑘AC

9.2578 kWAC

𝑘𝐸

51.4613 kWH2

𝑘𝑖

235.2359 A

𝑚AC

1.0675 kWAC ∕kWel

𝑚high

0.4698 kWH2 ∕kWel

𝑚high,1

8.9992 A∕kW

𝑚low

0.5521 kWH2 ∕kWel

𝑚low,1

10.9871 A∕kW

Additional modeling complexity would be beneficial for real-time
operation of a hydrogen fueling station. For one, the tank pressure
should be taken into account. Also, periodically refitting model parameters based on the most recent observed data would also be beneficial.
Additional
savings
could
result
from
incorporating
the
startup/shutdown dynamics into the optimal control problem, for example by allowing operating costs to be avoided when the system is
turned off.

𝑚𝑇

0.1029 kWH2 ∕◦C

𝑚𝑇 ,1

0.6731 A∕◦C

𝑁

240 timesteps

𝑃 nom

100 kW

𝑃 nom,1

25 kW

𝑝term

2.3754 EUR∕Nm3

𝑇𝑎

50 ◦C

𝑇 max

70 ◦C

We present the results of online experiments for the real-time optimal control of an electrolyzer, where using our developed mixedinteger linear program model results in the supply of a given hydrogen demand at a lower cost comparing to when using a linearized
model. The experimentally-derived, detailed model captures nonlinear attributes of the electrolyzer and is incorporated into a recedinghorizon optimization problem that can be re-solved on a desktop computer every minute.

As a final note, the performance of this method depends on the
specific application. For example, in settings with higher ratios of
demand to maximum electrolyzer charging power, less optimizing and
shifting of storage times can be done [5]. Nevertheless, the methodology presented here is flexible and can be adapted to take different data
and electrolyzer models into account.

References
[1] Eichman J, Harrison K, Peters M. Novel electrolyzer applications: providing more
than just hydrogen. National Renewable Energy Laboratory; 2014, p. 1–24.
[2] Carmo M, Fritz DL, Mergel J, Stolten D. A comprehensive review on PEM water
electrolysis. Int J Hydrogen Energy 2013;38(12):4901–34.

CRediT authorship contribution statement

[3] Kopp M, Coleman D, Stiller C, Scheffer K, Aichinger J, Scheppat B. Energiepark
Mainz: Technical and economic analysis of the worldwide largest power-to-gas
plant with PEM electrolysis. Int J Hydrogen Energy 2017;42(19):13311–20.

Benjamin Flamm: Conceptualization, Methodology, Software,
Writing - original draft. Christian Peter: Software, Validation, Writing
- review & editing. Felix N. Büchi: Writing - review & editing, Supervision. John Lygeros: Conceptualization, Writing - review & editing,
Supervision.

[4] Koller M, Borsche T, Ulbig A, Andersson G. Review of grid applications
with the Zurich 1 MW battery energy storage system. Electr Power Syst Res
2015;120:128–35.
[5] Carr S, Zhang F, Liu F, Du Z, Maddy J. Optimal operation of a hydrogen
refuelling station combined with wind power in the electricity market. Int J
Hydrogen Energy 2016;41(46):21057–66.
[6] Nguyen T, Abdin Z, Holm T, Mérida W. Grid-connected hydrogen production via
large-scale water electrolysis. Energy Convers Manage 2019;200.

Declaration of competing interest

[7] Khalilnejad A, Riahy GH. A hybrid wind-PV system performance investigation
for the purpose of maximum hydrogen production and storage using advanced
alkaline electrolyzer. Energy Convers Manage 2014;80.

The authors declare that they have no known competing financial interests or personal relationships that could have appeared to
influence the work reported in this paper.

[8] Grüger F, Hoch O, Hartmann J, Robinius M, Stolten D. Optimized electrolyzer
operation: Employing forecasts of wind energy availability, hydrogen demand,
and electricity prices. Int J Hydrogen Energy 2019;4:4387–97.
[9] Fischer D, Kaufmann F, Hollinger R, Voglstätter C. Real live demonstration of
MPC for a power-to-gas plant. Appl Energy 2018;228:833–42.

Acknowledgments

[10] Fischer D, Kaufmann F, Selinger-Lutz O, Voglstätter C. Power-to-gas in a
smart city context – Influence of network restrictions and possible solutions
using on-site storage and model predictive controls. Int J Hydrogen Energy
2018;43(20):9483–94.

The authors acknowledge the assistance provided by members of
the ESIP group at PSI, including Martin Ammann, Marcel Hofer, and
Markus Obrist.

[11] Valverde L, Bordons C, Rosa F. Power management using model predictive
control in a hydrogen-based microgrid. In: 38th annual conference on IEEE
industrial electronics society, 2012. p. 5669–76.
[12] Büchi FN, Hofer M, Peter C, Cabalzar UD, Bernard J, Hannesen U, et al. Towards
re-electrification of hydrogen obtained from the power-to-gas process by highly
efficient H2 /O2 polymer electrolyte fuel cells. RSC Adv 2014;4(99):56139–46.

Appendix. Table of experimental parameters

10

Applied Energy 281 (2021) 116031

B. Flamm et al.
[13] Energypark mainz technical data. 2019, https://www.energiepark-mainz.de/en/
technology/technical-data/. [Last accessed: 4 December 2019].
[14] Gabrielli P, Flamm B, Eichler A, Gazzani M, Lygeros J, Mazzotti M. Modeling
for optimal operation of pem fuel cells and electrolyzers. In: Environment and
electrical engineering (EEEIC), 2016 IEEE 16th international conference on. IEEE;
2016, p. 1–7.
[15] Santarelli M, Medina P, Calì M. Fitting regression model and experimental validation for a high-pressure PEM electrolyzer. Int J Hydrogen Energy
2009;34(6).
[16] Hydrogen solutions (website), Siemens AG. 2019, https://new.siemens.com/
global/en/products/energy/renewable-energy/hydrogen-solutions.html. [Last accessed: 20 November 2019].

[17] Nehrir M, Wang C. Principles of operation and modeling of electrolyzers. In:
Modeling and control of fuel cells. 2009, p. 9–64.
[18] Harris CB, Webber ME. An empirically-validated methodology to simulate
electricity demand for electric vehicle charging. Appl Energy 2014;126:172–81.
[19] USDepartment of Energy. Compare fuel cell vehicles. 2019, https://www.
fueleconomy.gov/feg/fcv_sbs.shtml. [Last accessed: 10 September 2019].
[20] Löfberg J. YALMIP: a toolbox for modeling and optimization in MATLAB. In:
2004 IEEE international conference on robotics and automation, 2004. p. 284–9.
[21] Flamm B, Eichler A, Warrington J, Lygeros J. Dual Dynamic Programming for
Nonlinear Control Problems over Long Horizons. In: 2018 European control
conference, 2018. p. 471–6.

11

