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Abstract
An increasing number of devices are wirelessly connected and equipped with sensors and
logics. One of the radio technologies employed by such device and sensor networks is
ultra-wideband (UWB). This offers low-power communication and localization capabilities. This thesis investigates three specific topics aimed at increasing the location awareness of UWB radio-equipped devices, namely accurate ranging, angle of arrival (AOA)
estimation, and environment sensing via radar.
The UWB range measurement model presented compensates for ranging error induced
by the antenna and the structure surrounding it. Often antennas are integrated into
the device case or structure and, depending on the AOA of an UWB signal, it might
have to pass through the device’s electronics before reaching the antenna. The resulting
increase in the signal’s noise is captured by the sparse Gaussian process-based model. A
maximum likelihood calibration approach is presented for such models, making ground
truth measurements obsolete.
The AOA estimation method presented utilizes the same effects for which the range
measurement model compensates to infer the AOA of a UWB signal. The antenna and
the structure surrounding it induce not only noise, but also repeatable angle-dependent
variations in the channel impulse response (CIR), on which the range measurements
are based. A data-driven model mapping these variations to the AOA is presented and
experimentally evaluated. While common AOA estimation techniques require multiple
antennas, a single, static antenna is sufficient for the presented technique. This allows
the augmentation of existing range-based localization systems with this AOA estimation
technique at no additional hardware costs.
The CIR measurement capabilities of UWB-equipped devices enable not only data
decoding, ranging and AOA estimation, but also sensing the environment. The multistatic radar network investigated in the last part of this thesis is formed by devices
equipped with off-the-shelf UWB radios. The UWB signals adsorbed and reflected by the
human body cause variations in the CIR which can be filtered out and shared among the
devices. By fusing these measurements, a person walking in space occupied by the network
can be tracked in-real time. The CIR filtering algorithm employed is computationally
light-weight enough to be run by various devices equipped with standard microcontrollers
in real-time, and could therefore enable a wide range of novel UWB-based, smart-home
and security applications.
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Kurzfassung
Immer mehr Geräte sind mit Prozessoren und Sensoren ausgestatted und drahtlos miteinander verbunden. Solche Netwerke der Dinge und Sensoren verwenden unter anderem die
Ultrabreitband (UWB)-Funktechnologie. Sie ermöglicht die Kommunikation und Lokalisierung der Geräte bei niedrigem Energieverbrauch. Die vorliegende Arbeit befasst sich
mit drei Aspekten, die es den UWB-Geräten ermöglichen sollte, ihren Standort besser zu
ermitteln. Dies sind die präzise Distanzmessung, die Ermittlung des Einfallswinkels eines
UWB-Signales, sowie das Abtasten der Umgebung mittels Radar.
Das vorgeschlagene UWB-Distanzmessmodell berücksichtigt und kompensiert Fehler,
die Aufgrund der Antenne und der Beschaffenheit ihrer Umgebung auftreten. Antennen
sind oft in Geräte integriert, und je nach Einfallswinkel muss ein UWB-Signal zuerst das
Gerät passieren, bevor es seine Antenne erreicht. Das auf einem Gauss-Prozess basierte
Messmodell berücksichtigt das erhöhte Messrauschen solcher Signale. Das dazugehörige
Kalibrierungsverfahren beruht auf der Wahrscheinlichkeitsmaximierung von Messdaten
und kommt ohne Referenzmessungen aus.
Die in dieser Arbeit präsentierte Methode zur Einfallswinkelschätzung macht sich dieselben Effekte zunutze, die im Distanzmessmodel kompensiert werden. Die Antenne und
ihre Umgebung verursachen nämlich winkelabhängige Veränderungen in der Impulsantwort des Übertragungskanales, auf der die Distanzmessung beruht. Eine datengestützte
Abbildung von solchen Veränderungen in den Impulsantworten zu den dazugehörenden
Einfallswinkeln wird vorgestellt und experimentell ausgewertet. Im Gegensatz zu Standardmethoden, welche mehrere Antennen benötigen, um den Einfallswinkel zu schätzen,
benötigt diese Methode bloss eine einzelne, statische Antenne. Dies erlaubt es, existierende, auf Distanzmessungen beruhende Lokalisierungssysteme ohne zusätzliche Kosten
mit dieser Einfallswinkelmessmethode zu erweitern.
Die Messung der Impulsantwort eines Übertragungskanales erlaubt es Geräten mit
UWB-Funktechnolgie, nicht nur Daten zu übertragen und dekodieren sowie Distanzund Einfallswinkelmessungen vorzunehmen, sondern auch ihre Umgebung wahrzunehmen. Das multistatische Radarnetzwerk, welches im letzten Teil der Arbeit betrachtet
wird, setzt sich aus einzelnen Geräten zusammen, die mit UWB-Funktechnologie ausgestattet sind. Die Adsorption und Reflexion von UWB-Signalen durch den menschlichen
Körper verursachen Veränderungen in der Impulsantwort eines Übertragungskanales. Indem die Geräte diese Veränderungen herausfiltern und miteinander teilen, kann man die
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Kurzfassung

Position einer Person in Echtzeit verfolgen. Da der Filteralgorithmus nur wenig Rechenleistung beansprucht, kann er auf handelsüblichen Mikroprozessoren ausgeführt werden
und ermöglicht somit eine ganze Reihe neuer, UWB-basierten Smart-Home- und Sicherheitsanwendungen.
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Preface
This thesis documents the research carried out by the author during his doctoral studies under the supervision of Professor Raffaello D’Andrea at the Institute for Dynamic
Systems and Control (IDSC) at ETH Zurich between April 2015 and February 2020.
The work is presented in the form of a cumulative thesis: its main content consists of 5
research articles (of which three are journal articles and two are conference contributions)
that have been published during the doctoral studies. Note that the notation is not
entirely consistent between the five self-contained research articles, but is chosen such
that reading it is convenient for the particular problems addressed.
The work is divided into three parts: An ultra-wideband range measurement model is
presented in Part A, followed by an ultra-wideband angle of arrival measurement model in
Part B, while Part C presents a radar network formed by ultra-wideband radio-equipped
devices. These three parts address different problems, but are all related to variations in
the channel impulse response as measured by ultra-wideband radios.
The articles are put into context by three introductory chapters, which are structured
as follows: Chapter 1 provides an introduction and the motivation for this work and
describes the problems considered. Chapter 2 summarizes the key contributions of the
research papers included in this thesis and how the individual papers relate to each other.
Chapter 3 then provides a discussion of potential extensions and new directions for this
research.

1

1
Introduction
Radio communication is omnipresent in everyday life. From RFID tags to in-ear headphones and from glucose monitoring systems to modern cars, most of the devices surrounding us rely on radio communication, regardless of their size and application. All these
devices can benefit from location-based services. Global navigation satellite systems offer
such services for outdoor applications, but are unsuited indoors and do not replace, but
rather complement the device-to-device communication systems. Ultra-wideband (UWB)
radio communication has the potential to fill this gap, i.e. to enable device-to-device
communication while also providing location-based services indoors. Furthermore, UWB
communication can potentially be more secure than other radio communication [1], [2].
UWB technology has been in existence for quite some time and was hyped after the FCC
rules in 2002 [3] authorized the unlicensed use of UWB in the frequency range 3.1-10.6
GHz. However, it only recently seems to have achieved a breakthrough in commercial applications with new standardization drives (IEEE 802.15.4a and IEEE 802.15.4z) shifting
its focus from a wireless USB replacement to safe, low-power communication paired with
accurate location estimation [4]. With this shift, large companies have again started to
invest in this technology [5].
A UWB radio signal is defined to have either a fractional bandwidth of at least
twenty percent or an absolute bandwidth of least 500 MHz [6]. This high bandwidth
enables a high temporal resolution of the received signal, which is necessary for distance
measurements, and allows for low signal-power operation, which prevents UWB signals
from interfering with other radio communication systems. In order to accomplish distance measurements and data transmission with low-power signals, UWB radios often
measure the channel impulse response (CIR). The CIR describes the signal propagation
channel between a transmitter and receiver; in essence, it describes the signal a receiver
would measure if the transmitter emitted a pulse (see [7] for an introduction to UWB
propagation channels and CIRs). CIRs for different propagation channels are illustrated
in Fig. 1.1. It is evident that the CIR is a function of the distance between the radio
antennas, their relative orientation – respectively the relative orientation between the
two rigid bodies on which the antennas are placed – and their environment.
The research in this thesis is divided into three parts, each of which compensates
for or utilizes variations in the measured CIR for improved UWB localization. Part A
introduces an UWB range measurement model. As the distance between two antennas is

3

Part A: Ultra-Wideband Range Measurement Model

Figure 1.1: Four different propagation channels with the corresponding CIRs are
shown. Note how the CIR is a function of the environment and the relative pose of the
transmitter and receiver. The first path location estimate τbFP and the corresponding
range estimate c·b
τFP are often obtained by means of a leading-edge detection algorithm
which is sensitive to variations in the CIR (c denotes the speed of light).

estimated via the measured CIR, changes in the CIR can result in errors in the estimated
distance. A model that partially calibrates away these errors is presented. Part B presents
a method to sense the angle of arrival (AOA) of an UWB signal by means of an CIR
to AOA mapping. Part C proposes a UWB radar network based on the variations in
the CIR caused by changes in the environment. The context for each part is presented
below, while the contributions made in the thesis (and specifically the contributions of
the papers in this thesis) are discussed in Chapter 2.

Part A: Ultra-Wideband Range Measurement Model
The most widely used method for UWB localization is trilateration, where the ranges
from a UWB radio with unknown position to other UWB radios with known positions
are measured. Thereby, the unknown position is found at the intersection points of the
spheres with the measured distance as radii and the radios as center points.

4

Chapter 1. Introduction

The range between two UWB radios is calculated via the time of flight (TOF) of
UWB signals, i.e. via their transmission and reception timestamps. As these timestamps
are made by two independent clocks, they need to be synchronized first before the TOF
and hence the range can be calculated. Poor synchronization leads to incorrect range
measurements and therefore a variety of messaging [8] and clock synchronization [9]
protocols have been proposed to minimize such errors.
A UWB signal travels via various paths from the transmitter to the receiver as visualized in Fig 1.1. If the direct, line-of-sight path is blocked by an obstacle, sometimes the
TOF of a signal taking the indirect way is utilized to infer the range. Various techniques
have been proposed to detect and reject such false range measurements [10].
However, even in line-of-sight conditions and with perfect clock synchronization, there
are often small errors in the range measurements. These errors are caused by non-ideal
antennas and reflective objects close to the antenna which impact the shape of the CIR.
As the reception timestamp is often determined by searching the measured CIR for the
leading edge, these variations in the CIR can lead to erroneous range measurements. Such
a scenario is shown in Fig. 1.1. When comparing scenarios c) and d), it is evident how objects close to the antenna can impact the shape of the first peak within the CIR. Furthermore, this comparison also reveals that there must be a correlation between the relative
orientation and the error in the range measurement. Part A of this thesis investigates a
UWB range measurement model which incorporates these relative orientation-dependent
range errors in the measurement function. A calibration strategy for such a measurement
model is proposed and shown to improve localization performance.

Part B: Ultra-Wideband Angle of Arrival Estimation
Angle of arrival (AOA) estimation of an electromagnetic signal has numerous applications. In communication networks, for example, WiFi routers and 5G antennas measure
the angle to connecting devices to steer one of their radiation lobes in their direction.
AOA estimation is also applied for localization, where the unknown position of a radio
can be found by measuring the angles to radios with known positions, which is termed
triangulation. Thereby, the unknown position is found at the intersection points of the different bearing axes. This technique is also employed in computer vision, where it is termed
the perspective-n-point problem (PnP) [11]. In radar applications, AOA and range measurements are utilized to determine the location of an unknown scattering object, which
could be a cancer tumor in medical radio tomography applications [12] or an airplane in
flight-radar applications.
Common to the AOA estimation techniques in all these applications is that they
generally utilize multiple antennas to infer the AOA via the measured phase difference or
via radiation lobe steering [13]. Instead of multiple antennas, it is also possible to move
and rotate a single antenna to infer the angle of arrival, a principle used in syntheticaperture radars (SAR).
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Part C: Ultra-Wideband Radar Network

Part B of this thesis investigates a UWB AOA estimation method with a single, static
antenna. It maps different shapes in the CIR to different AOAs. Such AOA-dependent
distortions of the CIR can be due to directional antennas or objects mounted in the
vicinity of the antenna as illustrated in scenarios c) and d) of Fig. 1.1. Using only a single,
static antenna for AOA estimation can significantly reduce the electrical and mechanical
complexity of devices and allows for augmentation of existing TOF-based localization
systems with this AOA estimation method at no additional hardware cost. The method
can also be employed by conventional, multi-antenna devices to boost performance and
to resolve phase ambiguities.

Part C: Ultra-Wideband Radar Network
Given the renewed interest in UWB, it is likely to be implemented in many devices,
enabling them to localize themselves with respect to each other. This manner of localization is termed active localization, as the device to be localized is actively transmitting
or receiving UWB signals. If a person or object not equipped with an UWB radio needs
to be localized, we speak of passive localization, or radar localization. In Part C of this
thesis we present a network of UWB radio-equipped devices which first actively localize
themselves with respect to each other and then collaboratively localize a human walking
in the space covered by the network via the changes they detect in their propagation
channels. Such a change is illustrated in Fig. 1.1. While in the CIR of scenario a) only
the peak caused by the direct path is visible, there is an additional peak in the CIR of
senario b) due to a new object in the scene.
Compared to a camera image of the scene showing the new object, this additional
peak in the CIR is less content rich. However, this sensing technology is less affected by
non-line-of-sight conditions and people might be more open to install it in their homes as
they do not fear privacy infringements. Furthermore, this additional information is free
of charge as the CIR is often already measured for inter-device communication. Possible
applications range from elderly monitoring systems to entertainment, security or smart
home applications in general, as targeted by Apple’s recently published patent [14].
The following chapter presents the research carried out for this thesis, with a specific
focus on the five papers that make up this thesis.
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2
Contributions
The scientific contributions for each of the papers constituting this thesis are summarized
in this chapter. In total, three journal and the two peer-reviewed conference papers are
discussed. Furthermore, lists of student projects, outreach activities and other publications made during the PhD, but not directly related to the three parts of this thesis, are
provided.

Part A: Ultra-Wideband Range Measurement Model

[P.1] A. Ledergerber and R. D’Andrea, “Ultra-wideband range measurement
model with Gaussian processes”, in IEEE Conference on Control Technology
and Applications (CCTA), 2017
This paper first analyzes the error in UWB range measurements under line-of-sight conditions. Based on the observed correlation between the relative pose of the transmitter and
receiver, a UWB range measurement model based on a sparse Gaussian process is proposed. Due to the sparse representation, this model is able to capture a state-dependent
noise and to thereby better represent the measurement likelihood functions. Two different
kernel functions are proposed to capture the correlation between the relative pose and
the measurement error. The hyperparameters of the resulting sparse Gaussian processes
are optimized via a dataset in which a motion capture system provides ground truth measurements. Finally, the optimized measurement model is implemented on a quadcopter
platform equipped with UWB and shown to improve localization performance.
[P.2] A. Ledergerber and R. D’Andrea, “Calibrating away inaccuracies in
ultra wideband range measurements: A maximum likelihood approach”, IEEE
Access, 2018
While the work in [P.1] lead to improved UWB localization performance, it required an
additional motion capture system for calibration. This paper introduces a UWB range
measurement model calibration strategy which is solely based on UWB range measurement and IMU measurements, making the motion capture system redundant. It finds
the parameters of the UWB range measurement model by maximizing the likelihood of
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the collected IMU and range measurements. As the likelihood is maximized over different parameter values and also over the state trajectory, the maximum a-posteriori state
trajectory estimate is also found.

Part B: Ultra-Wideband Angle of Arrival Estimation

[P.3] A. Ledergerber, M. Hamer, and R. D’Andrea, “Angle of arrival
estimation based on channel impulse response measurements”, in IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS), 2019
Paper [P.1] and [P.2] compensate for the angle-dependent CIR variations and the resulting error in the range measurements. This paper investigates whether these variations
in the CIR can also be utilized to sense the AOA. Conventional AOA estimation techniques use either multiple antennas, or relative motion between the transmitter and the
receiver to infer the AOA. In contrast, the estimation technique presented relies only on
a single, static antenna to infer the AOA. Any existing TOF-based localization system
can therefore potentially be augmented by the proposed method. A neural network is
trained to map a CIR measurement to an AOA probability distribution. The training
and validation datasets are collected with a motion capture system, which provides the
reference AOA, and a robot with an antenna mounted on top close to carbon plates. This
robot drives around while measuring the CIR to other UWB radios. Although it may at
first appear contrived, in the majority of applications antennas are mounted on or are
integrated in devices made of reflective materials such as metals or carbon fibers, and this
situation is therefore representative of a realistic use-case. The paper shows that a robot
can self-localize using such AOA probability distributions provided by a neural network.
[P.4] A. Ledergerber and R. D’Andrea, “Ultra-wideband angle of arrival
estimation based on angle-dependent antenna transfer function”, Sensors,
vol. 19, no. 20, 2019
While feasibility of the new AOA estimation technique was proven in Paper [P.3], it
required a motion capture system for dataset acquisition. This paper shows that no motion
capture system is necessary for the neural network training, if UWB range measurements
are fused with a process model or other sensor measurements to obtain not only a position
estimate, but also an orientation estimate of the robot or device collecting the CIR
measurements. This allows a system to learn and refine the CIR to AOA mapping during
operation. In real-world applications this could be very valuable as commercially available
robots or devices are often modified with a new component or a new device, e.g. a new
case for an UWB-radio-equipped mobile phone. The online learning would adjust the
general model to the specific device and its deployment environment. Furthermore, this
paper shows that the method is also applicable to antennas having non-uniform radiation
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patterns without any reflective surfaces in their vicinity. A dataset with different anchor
setups and different objects affecting the measured CIRs is provided.

Part C: Ultra-Wideband Radar Network

[P.5] A. Ledergerber and R. D’Andrea, “A multi-static radar network with
ultra-wideband radio-equipped devices”, Sensors, vol. 20, no. 6, 2020
This paper augments networks formed by UWB radio-equipped devices to multi-static
radar networks, allowing them also to track people or objects not equipped with UWB
radios. Unlike most existing work on human centric radars, which uses tailored radar
hardware and data post-processing, we employ off-the-shelf UWB radios, and perform the
filtering and tracking in real-time on devices with limited computational resources. This
is enabled by the lightweight, distributed CIR filtering algorithm proposed in this paper.
Given the rise of UWB and IoT devices, such a system could find many smart-home,
factory, or security applications. The filtering method is implemented and experimentally
tested in various environments.
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3
Future Work
This chapter provides an overview of potential future work based on the research presented in this thesis. Note that a paper-specific outlook is already provided in the last
sections of [P.4] and [P.5], and only approaches not presented there are discussed here.

General Sensor Calibration Framework
Not only UWB range measurements show state-dependent error characteristics, but also
many other sensors. The error in odometry measurements, for example, depends on wheel
slippage, which is correlated with the vehicle’s state [15]. Also, tracked features of a
computer vision pipeline show state-dependent error characteristics due to motion-blur
and lens distortion [16]. The calibration strategy for the UWB range measurement model
discussed in Part A of this thesis is based on Gaussian processes and a maximum likelihood
approach. By adapting the Gaussian process mean and the kernel functions, it should
be possible to apply the calibration method to other sensors and thereby improve the
performance of the corresponding estimation pipelines. Based on case studies involving
different sensors, a general sensor calibration framework could be devised in future work.

Antenna Design
The antenna employed in [P.4] was not optimized for the AOA estimation method proposed. Its antenna transfer function was similar for different AOA and could prove difficult
to retrieve from a CIR resulting from a non-line-of-sight propagation channel. Electromagnetic simulation software and machine learning could help to create a tailored antenna.
This could render the mulitmodal AOA probability distribution obtained with general
antennas unimodal for this tailored one, and could make the method more robust to
non-line-of-sight conditions. The work could follow NASA’s X-band antenna design [17]
approach. An evolutionary algorithm was employed to create an antenna meeting the design specifications. The resulting antenna was the world’s first artificially-evolved object
to fly in space.
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Figure 3.1: This figure shows how a mulit-antenna system can measure the AOA via
the measured phase difference ∆φ. A larger distance d between the antennas results
in more accurate measurements, but also in ambiguities.

Augmenting Multi-Antenna Systems with AOA Estimation
Method
The AOA estimation method presented in [P.3] and [P.4] can be used in a standalone
fashion, but also in combination with multi-antenna systems. Multi-antenna systems require at least four noncoplanar antennas to unambiguously estimate the angle of arrival in
a general three-dimensional setup. The method could help to disambiguate and improve
performance when employing less than four antennas. When estimating the AOA in a 2D
half-space, for example, the distance d between two antennas must be half the wavelength
λ of the carrier signal to unambiguously estimate the AOA based on the measured carrier
phase difference ∆φ, i.e.
∆φ · λ
.
(3.1)
AOA = sin−1
2π · d
If the distance d is larger than half the wavelength, there is ambiguity (see Fig. 3.1).
However, the difference in the carrier phase becomes larger for two different AOAs, which
allows for more accurate AOA estimation. In combination with our AOA method, the
ambiguity problem would be solved and the system would be able to more accurately
measure the AOA. Alternative approaches to solve the ambiguity problem are to measure
the phase difference for two different carrier frequencies or to use the time-difference-ofarrival measurement [18].

Calibrating the Predicted AOA Probability Distributions
The neural network presented in [P.3] and [P.4] predicts an AOA probability distribution
given a CIR measurement as input. However, it was observed in [19] that such distributions are not well calibrated for deep neural networks. Although the proposed neural
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network consists only of three hidden layers and although early-stopping is employed
to prevent overfitting, reliability diagrams and the expected calibration error should be
analyzed as proposed in [19]. Depending on this analysis, a calibration method such as
temperature scaling or dropout sampling described in [19] and [20], respectively, might
further improve performance of the AOA estimation method proposed.

Measuring the AOA of a Reflected UWB Signal
The UWB radar network presented in [P.5] only extracted the TOF of a signal reflected
from a target, but not its AOA. Having this information could improve performance
and perhaps even allow for applications other than tracking, such as radio tomographic
imaging of a room. While it might be difficult to estimate the AOA of a reflected signal
with a technique based on a single antenna similar to the one presented in [P.3], [P.4], it
is certainly possible with a multi-antenna system via the measured phase difference [21].
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Paper P1

Ultra-Wideband Range Measurement Model
with Gaussian Processes
Anton Ledergerber and Raffaello D’Andrea

Abstract
This paper presents an ultra-wideband range measurement model based on
Gaussian processes. An analysis of the range measurement error with off-the-shelf
ultra-wideband radio modules reveals a strong correlation between the reported
error and the relative pose of the two ranging modules. A Gaussian process is
trained for capturing this correlation and is included in the measurement model.
Its effectiveness and real-time applicability are experimentally demonstrated on a
quadrocopter platform.

Published in the IEEE Conference on Control Technology and Applications (CCTA).
c 2017 IEEE. Reprinted, with permission, from Anton Ledergerber and Raffaello D’Andrea, “Ultrawideband range measurement model with Gaussian processes”, IEEE Conference on Control Technology
and Applications (CCTA), 2017.
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1. Introduction
With its recent commercialization, the usage of ultra-wideband (UWB) radio technology for localization has gained momentum [1]. With companies such as Decawave and
BeSpoon offering low-cost, low-power and small-size UWB chips, a vast range of new
applications became possible. Apart from providing a communication link between two
modules, the UWB technology also enables range measurement at the same time as messages are exchanged. This enables the usage of UWB technology for indoor localization.
While subcentimeter accuracies of UWB range measurements are reported in research
and development [2]–[4], commercially available low-cost UWB systems have not yet
achieved these accuracies in real-world applications. Non-line-of-sight conditions, multipath arrival times, and the influence of the UWB antenna design are just a few of the
factors influencing the UWB signal propagation channel and hence also the range measured [1]. In [5], [6], the space was tessellated and each area was associated with a unique
UWB measurement model to cope with non-line-of-sight conditions. Instead of modifying
the localization algorithm, machine learning techniques can be used to identify and compensate for non-line-of-sight conditions when analyzing the received UWB waveform [7],
[8]. The effect of angle-dependent UWB pulse distortion as well as the effect of path overlap on range accuracy are studied in [9], and a modified leading-edge detection algorithm
is suggested to eliminate bias caused by path overlaps. Multiple antennas and multiple
carrier frequencies are used in [10] to mitigate the effects of channel and angle-dependent
range bias. Lookup tables are used in [11] to compensate for both angle-dependent and
signal strength-dependent range bias.
Motivated by the systematic range error reported by [12]–[15], who all used off-theshelf UWB modules, this paper identifies the range error estimation as one of the keys
towards more accurate low-cost, small-size, off-the-shelf localization systems. The main
contributions are the analysis of the ranging error, the suggested UWB measurement
model, and an experimental evaluation. The paper is structured as follows: Section 2
discusses the error of range measurements obtained with off-the-shelf UWB modules.
Section 3 suggests a framework to obtain an error model for UWB range measurements
which can be used for state estimation as described in Section 4. Finally, Section 5 shows
the experimental evaluation of the suggested UWB measurement model and its real-time
application.

2. Range Measurement Analysis
In this section the ranging error of the UWB system presented in [12] is studied to warrant
the error model suggested in Section 3.
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2.1 UWB System and Setup
To measure the distance between two UWB antennas connected to a Decawave DW1000
module, the two-way ranging algorithm with repeated reply (presented in [12]) is used.
Ground truth for the range measurements and the relative poses of the antennas to
each other are obtained by a motion capture system. Note that these motion capture
measurements are only used for purposes of analysis and training; they are not required
for live operation of the trained model described in Section 3 and Section 4.
2.2 Influence of Antenna Design
For analyzing the systematic error reported by [12]–[15], range measurements with lineof-sight conditions and no immediate antenna surroundings were taken using different
antenna types in an effort to qualitatively asses their influence on the error. Two Partron

Figure 1.1.: The figure shows the error of the range measurements obtained with
the Partron (blue) and BroadSpec (red) antennas over different incidence angles. The
setups for the measurements are illustrated on top of the plots for the Partron antennas
on DWM1000 modules. Analogous setups were used for the measurements with the
BroadSpec antennas connected to DW1000 modules.
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Figure 1.2.: Representation of the coordinate frames used in this paper: The inertial
frame I, the anchor antenna fixed frame A, the quadrocopter antenna fixed frame Q
and the IMU fixed frame B. The vector from the quadrocopter antenna to the anchor
antenna is denoted with r and the α, β angles denote the azimuth and the elevation
angles in their respective frames.

Dielectric Chip antennas on DWM1000 modules [16] were placed 1.7 m apart. One antenna was then rotated around its x-axis (see Fig. 1.1 for axis labeling), then around its
z-axis while range measurements zrange were taken. The procedure was repeated with two
BroadSpec antennas [17] connected to DW1000 modules. With krk denoting the length
of the vector r connecting the two antennas, Fig. 1.1 shows the error e = krk − zrange
of the range measurements over the different rotations. Clearly, the BroadSpec antenna
seems to influence the signal propagation channel more evenly when it is rotated around
its x-axis than the Partron antenna, which might be due to its omnidirectionality in the
y − z plane. However, its larger size and its low radiation gain along its x-axis also make
it unsuitable for certain applications such as 3D localization for wearables. A more thorough discussion about the influence of the antennas on the UWB transmission is given
in [18].
2.3 Influence of Antenna Surroundings and Manufacturing Differences
While line-of-sight conditions were ensured for the previous measurements, a UWB antenna used in a wearable or on a mobile robot cannot always be placed so that its
immediate surrounding space is free from obstacles, and thus guarantee line-of-sight conditions for all attitudes. Additionally, manufacturing differences even for the same antenna type might also influence the signal propagation channel. Therefore, more range
measurements using DWM1000 modules were taken. While one module was at a fixed
place on the ground (hereafter known as anchor), the other module was attached to a
quadrocopter (as shown in Fig. 1.2), and range measurements over different poses of the
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two antennas relative to each other were taken. This procedure was then repeated using
different pairs of DWM1000 modules. Fig. 1.3 shows measurements at selected poses for
three different pairs of DWM1000 modules, representative of all measurements taken.
The different DWM1000 pairs seem to have a similar error in most regions. However, in
a few regions the mean of the error differs slightly, and in regions where no line-of-sight
conditions are given the error varies considerably. This is the case for 140◦ < αQ < 220◦
in the upper plot of Fig. 1.3, as these measurements required the UWB signal to traverse
the quadrocopter electronics (see Fig. 1.2 for the variable definition and setup).

3. Range Error Model
As seen in the previous section, a significant factor influencing the error in range measurements is the pose of the two antennas relative to each other. It was further shown that
there are relative poses with non-line-of-sight conditions, resulting in strong variations of
the error.
Ideally, a range error model can correctly predict the relative pose-dependent error
and provide a confidence interval for its prediction such that it can be used in a Kalman

Figure 1.3.: Range measurement errors for three different antenna pairs (blue, green,
Q
red) and over different relative poses with eA
z = −ez (see Fig. 1.2 for definitions).
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filter framework. This is provided by a model based on Gaussian processes [19] presented
in this section.

3.1 Sparse Gaussian Processes
It is computationally expensive to train a standard Gaussian process on the error and the
pose of the two antennas relative to each other. In addition, the resulting model is not
suitable for real-time usage on a platform with limited computational power. Finally, it
would be difficult to construct a non-stationary covariance function which could capture
the input-dependent confidence level of the prediction. In contrast, the sparse pseudoinput Gaussian process (SPGP) [20] is well-suited to this problem. As its authors noted,
it can also model non-stationarity by changing the location of the pseudo-input points.
A complete introduction to SPGP is beyond the scope of this paper; therefore, only the
necessary preliminaries for the further discussion are provided and the reader is referred
to [20], [21] for more details. Assuming that the relationship between an input point x,
the process f (x) and the observed noisy target y is given by
y = f (x) + ε,

(1.1)

where  is zero mean additive Gaussian noise with variance σ 2 , an SPGP defines a posterior distribution over y∗ at test location x∗ . This distribution is defined by the SPGP’s
pseudo-input points X̄ = [x̄0 , x̄1 , . . . , x̄M −1 ]T , its training data X = [x0 , x1 , . . . , xN −1 ]T ,
y = [y0 , y1 , . . . , yN −1 ]T , its mean function (which is assumed to be zero in this case), and
its covariance function k(x, x0 ) with corresponding hyperparameters θ. In the following
we denote the mean and the variance of this predicted distribution with SPGPµ (x∗ ) and
SPGPΣ (x∗ ), respectively.
The location of the pseudo-input points and the hyperparameters are found by maximizing the likelihood of the training data
X̄ ∗ , θ∗ = arg max p(y|X, X̄, θ, σ 2 ),

(1.2)

X̄,θ

which tends to move the pseudo-input points to locations with low output variance.
Hence, the SPGP can capture input-dependent confidence levels to a certain extent.
This is demonstrated in Fig. 1.4, where the predictive distribution of an SPGP trained
on the data from the upper plot of Fig. 1.3 is shown. The angle of incidence was chosen
as the input to the SPGP x = αQ and the error of the range measurements was the target
y = e. The covariance function was given by the standard periodic kernel function

k(x, x0 ) = θ0 exp −
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Figure 1.4.: The mean (black line) and twice the standard deviation (gray lines)
predicted by a SPGP trained with the data shown with red, green and blue dots. The
black dots show the location of the pseudo-input points after optimization.

and the number of pseudo-input points was chosen to be M = 15. It is clearly visible how
the SPGP can capture the lack of confidence when predicting the range measurement
error without line-of-sight conditions (140◦ < αQ < 220◦ ) by moving its pseudo-input
points away from that region.
3.2 Suitable Covariance Functions
Assuming that the error in the range measurements, as discussed in Section 2, depends
on the complete relative pose of the two antennas, the input x to the SPGP should be a
parametrization of SE(3). Furthermore, the covariance function k (x, x0 ) should define the
proximity or similarity of two such input points and is therefore of great importance [19].
However, often in self-localizing UWB anchor networks, only the positions but not the
attitudes of the anchors are known. In such scenarios, an SPGP with both the robot and
the anchor antenna’s attitude as input cannot be used. By assuming that the anchors of
such a UWB system are placed with random attitudes and that their number approaches
infinity, one can show that a bias in the robot’s position estimate is solely caused by its
relative pose to the network. An input point x1 and a covariance function k1 (x1 , x01 ) not
containing the anchor antenna’s attitude are given by
x1 = Q r

(1.4)


k1 (x1 , x01 )

= θ0 exp −

1−

Q

rT

Q

r0

kQ rkkQ r0 k

θ1



(kQ rk − kQ r0 k)2 
−
,
θ2

(1.5)

where Q r denotes the vector r from the quadrocopter antenna to the anchor antenna
expressed in the quadrocopter antenna fixed coordinate frame Q (see Fig. 1.2). The first
term in the exponent correlates with the angle between two input points, whereas the
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second term correlates with the difference of their magnitudes.
If the anchor antenna’s attitude is also known, the input and covariance function can
be extended to
x2 =


T
T T
Qr , Ar




k2 (x2 , x02 )

= θ0 exp −

(1.6)
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T
0
Qr Qr
kQ rkkQ r0 k
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−

T
0
Ar Ar
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−

(kQ rk − kQ r0 k)2 
,
θ2

(1.7)

where x2 parametrizes the relative pose of the two antennas except for the rotation around
the connecting axis. For linearly polarized waves, this degree of freedom should be taken
into consideration. However, including this angle did not lead to improvements and was
therefore discarded. This might be due to overfitting and neglecting depolarizing effects,
which in addition to the attitude of the transmitting antenna, also have an influence on
the polarization [22]. SPGPs using the former and latter input points and kernel functions
are hereafter denoted by SPGP1 and SPGP2 , respectively.

4. Integration in a Kalman filter framework
This section elaborates on how the SPGPs described in Section 3 can be used to increase the accuracy of a rigid-body Kalman filter which uses UWB range measurements
and inertial measurements to update and predict its state estimate. The first-principles
underlying the Kalman filter are hereby enhanced with a data-driven SPGP.
4.1 Prediction Equations
By taking acceleration and angular rate measurements (denoted by a and ω, respectively)
of the inertial measurement unit as inputs to the rigid-body system, the estimated position
p, velocity v, and orientation with respect to the inertial frame RIB ∈ SO(3) evolve as
follows:
I ṗ

= Iv

(1.8)

I v̇

= RIB a + I g

(1.9)

ṘIB = RIB [[ω]]× ,

(1.10)

where g is the gravitational acceleration and [[ω]]× is the matrix form of the cross product,
defined such that [[ω]]× b = ω×b for all b ∈ R3 . The noise of the acceleration and angular
rate measurements can be encoded as process noise using the standard Kalman filter
formulation. This is a similar formulation as in [12].
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4.2 Range Measurement Update Equation
Denoting the location of the anchor antenna with pA and the position of the quadrocopter
antenna with pQ , the range measurement is given by
zrange = ||pQ − pA || − SPGPµ (x) +

p

SPGPΣ (x)η,

(1.11)

where η is zero mean additive Gaussian noise with unit variance. Expressing pQ and x as
a function of the state variables p and RIB , this equation can be used in a measurement
update step of the rigid-body Kalman filter by means of one of the methods described in
[23].

5. Experimental Results
This section describes the implementation details and the experiments performed to assess
the ranging error model and its application in a Kalman filter for a quadrocopter.
5.1 Implementation
The two-way ranging algorithm with repeated reply was run on the DW1000 modules
such that every 5 ms a range measurement was recorded or used to update the Kalman
filter, as described in Section 4. During the ranging experiments a motion capture system
measured the position and attitude with an accuracy on the order of millimeters and
milliradians at 200 Hz. The data hereby obtained was used to train and test the SPGPs
with the GPFlow library [24]. To test the real-time applicability of the proposed method,
the SPGP were reprogrammed with Eigen and run on the Snapdragon Flight computer
mounted to a modified Ascending Technology Hummingbird quadrocopter. The number
of inducing points was set to M = 50 for all experiments to keep the computational cost
low, since an SPGP prediction of the mean costs O(M ) and of the variance costs O(M 2 )
for a single test input point [20].
5.2 Range Error Model Evaluation
In the experiments described in Section 2, range measurements over different relative
antenna poses were taken. Although there was a large correlation between the error of
range measurements obtained with different antenna pairs, poses of the antennas relative
to each other exist in which the correlation was smaller. To quantify the effect of these
local differences, SPGPs trained on different antenna pairs were applied to the same
data set and the standard deviation of the remaining ranging error after correction was
calculated. These numbers are shown in Table 1 for test data collected with the antenna
pair (0, 1) and a standard deviation of 0.133 m for the range measurement error before
correction (stdDev(e) = 0.133 m). Up to 50% of the ranging error standard deviation
could be explained, if the same antenna pair was used for training and for testing using
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a SPGP2 . A general antenna model trained with data from multiple antenna pairs could
explain up to 35% of the standard deviation. A histogram of the original and the residual
error using such a general model is shown in Fig. 1.5. If the SPGP represented perfectly
the process f (x) of (1.1), the standard deviation of the residual error should match the
standard deviation of the additive process noise . However, the standard deviation of
the process noise was calculated to be σ = 0.03 m using static measurements. While part
of the discrepancy between standard deviation of the residual error and the standard
deviation of the process noise is due to model imperfections, part of it is due to the
non-line-of-sight measurements accounting for about 15% of all measurements.
Table 1.: Standard Deviation of the Residual Measurement Error

Train antenna pairs
stdDev(e − SPGP1,µ ) [m]
stdDev(e − SPGP2,µ ) [m]

(0, 1)
0.088
0.067

(2, 1)
0.93
0.080

(2, 3), (4, 5)
0.100
0.086 ∗

To analyze whether the confidence level given by an SPGP coincides with the one
seen in the evaluation of the test data, all measurements with a certain confidence level
in their prediction were collected in bins, and the standard deviation of the residual
measurement error after correction was calculated. Fig. 1.6 shows such an evaluation for
the case denoted with ∗ in Table 1. As the confidence level given by the SPGP is quite
accurately reflected in the data, it can be used to weight or to reject measurement data.
For example, by rejecting measurement data belonging to the last two bins in Fig. 1.6, i.e.
12 % of the data from this experiment, the standard deviation of the residual measurement
error could be reduced from 0.086 m to 0.077 m. Especially for filter initialization, when

Figure 1.5.: This figure compares the distribution of the ranging measurement error
e (left) with the residual error after correction for the case denoted with ∗ in Table 1.
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Figure 1.6.: The data shown in Fig. 1.5 and denoted with ∗ in Table 1 is assigned to
four different bins based on the confidence level of the error prediction. The confidence
level versus the standard deviation of the residual measurement error for each bin is
plotted.

outlier rejection is more difficult, it might be of interest to consider only measurements
with a high confidence level.
5.3 Kalman Filter Evaluation
To assess the real-world applicability of the proposed method, a range measurement model
using a previously trained SPGP1 was integrated in a Kalman filter, as outlined in Section
4. The input x1 to the SPGP1 was calculated using the Kalman filter’s state estimate.
While the prediction step was performed using an extended Kalman filter update step, the
measurement update step was performed using the spherical unscented transform [25]. A
second Kalman filter not using the error model was run simultaneously for comparison.
Both filters were run with 200 Hz and used the same measurements to predict and update
their state estimates.
The quadrocopter was commanded to fly a circle while constantly turning around its
body z-axis. During that maneuverer it received range measurements from five different
anchors, three of them were placed on the ground in a circle of radius 4 m, and two were
placed at a height of approximately 2 m. Table 2 shows the root-mean-square error of
the position estimate (denoted with RMSE(b
p)) and the standard deviations of the error
before and after correction for two experiments. A reduction in the standard deviation
of the range measurements seems to lead to a significant reduction of the RMSE of
the position estimate. However, more experiments using different anchor placements and
different commanded trajectories are needed to quantify the improvement. Fig. 1.7 shows
the estimated positions over four flown circles. It is visible that the vertical estimation
error is reduced most. This might be due to the anchor setup, which made the estimated
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height most sensitive to measurement errors.
Table 2.: RMS error

Experiment
RMSE(b
p) without error model [m]
RMSE(b
p) with error model [m]
stdDev(e) [m]
stdDev(e − SPGP1,µ ) [m]

1
0.22
0.12
0.13
0.08

2
0.19
0.10
0.13
0.10

6. Conclusion
The ultra-wideband range measurement model presented in this paper utilizes a sparse
pseudo-input Gaussian process to predict the pose-dependent error and noise level. It
was demonstrated that such a measurement model can improve the localization accuracy
especially in applications in which UWB antennas are placed on robots and are therefore
partially shielded and strongly influenced by their surrounding.
The achievable improvements by such a measurement model strongly depend on the
anchor setup, the choice of covariance function, the number of pseudo-input points, the
training data and the optimization routine used. A rigorous discussion of these aspects
is future work.
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León-Villagrá, Z. Ghahramani, and J. Hensman, “GPflow: A Gaussian process
library using TensorFlow”, arXiv preprint 1610.08733, Oct. 2016.
[25] S. J. Julier, “The spherical simplex unscented transformation”, in Proceedings
of the 2003 American Control Conference, 2003., vol. 3, Jun. 2003.

39

Paper P2

Calibrating Away Inaccuracies in
Ultra-Wideband Range Measurements: A
Maximum Likelihood Approach
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Abstract
A calibration framework for an ultra wideband localization system employing
inertial measurement units is presented. No external motion capture system or
other sensors are required for the calibration procedure. Given a covariance function for the error in the range measurements, a range measurement model based on
a Gaussian process is obtained by maximizing the joint likelihood of angular rate,
acceleration and range measurements. The framework is experimentally evaluated
and it is shown how the resulting measurement model, integrated in a standard
Kalman filter, can be used for real-time localization on a platform with limited
computational resources. The calibration significantly improves the localization accuracy for randomly generated trajectories and different localization system setups.
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1. Introduction
Ultra wideband (UWB) technology enables low-cost and low-power communication and
localization with centimeter accuracy using the same radio transceiver chip [1]. These
properties make UWB a potential key technology for the Internet of Things. However,
integrating or attaching a UWB transceiver to a device poses many challenges for the
technology to achieve the aforementioned accuracy. Often UWB antennas with a small
form factor, ideally integrated in a printed circuit board, are required for portable devices.
These specifications make omnidirectional antenna design a challenging task for wide
bandwidth. Furthermore, these antennas are often mounted on structures or devices that
reflect the UWB pulses back towards the antenna, causing the reflected signal to overlap
and interfere with the line-of-sight pulse. Although UWB systems feature certain inherent
robustness to multipath effects thanks to their short pulse duration, they are not immune
to them when pulses overlap [2].
In our previous work [3] we showed that these effects can be partially learned and
compensated for using a range measurement model based on Gaussian processes. This
paper extends our previous work providing more detailed analytical and experimental
results, showing
• how to calibrate such a range measurement model without ground truth data,
• how to calibrate UWB module-dependent delays,
• how parameter choices impact the performance of the framework.
The paper is structured as follows: Section 2 reviews related work. A Gaussian process
model for the UWB range measurement error is introduced in Section 3. A maximum
likelihood approach to train this model with inertial measurement unit (IMU) and UWB
data only is presented in Section 4. Implementation details of the framework are given
in Section 5, where it is also explained how the resulting model can be integrated in
a Kalman filter framework. An experimental evaluation of the proposed framework is
presented in Section 6 and remarks on future work are made in Section 7.

2. Related Work
The error in the range measurements acquired by a UWB localization system depends
on many factors. Errors in clock synchronization, errors in estimating the arrival time of
an incoming signal, uncompensated internal propagation delays, multipath propagation
and non-line-of sight conditions (NLOS) can all affect the accuracy of a range estimate.
Although significant amount of research has investigated the effects of obstacles in the
far field of the transmitting and receiving antenna (summarized in, for example, [4]), less
research has been directed at mitigating the effects of the immediate antenna surrounding,
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Figure 2.1.: A schematical drawing of the setup used for data collection is shown
in (a). The coordinate systems of the tag and the anchor are denoted by T and A,
respectively; and the azimuth and elevation angles are denoted by αA , αT and βA , βT ,
respectively. The quadcopter platform is pictured in (b). It is visible that UWB pulses
from certain directions need to pass the quadcopter body before arriving at the UWB
antenna.

which can cause multipath overlays in the UWB pulse from the direct path in line-ofsight conditions [5]. Additionally, since objects in the near-field of antennas change the
antennas’ radiation patterns [6], it is generally recommended to keep the near-field free
of obstacles. However, this is often not possible in small form-factor, mobile or portable
devices [2].
Previous work addressing these real-world problems include [7]–[10]. The effects of
angle dependent waveform distortion due to non-ideal antenna design and UWB pulse
overlaps on timing estimation are studied in [7], and a new leading edge detection algorithm is proposed that is less sensitive to these effects. If the same antenna in the same
immediate surrounding is used, these variations can be compensated for by building a
model for the resulting range measurement error. This is done in [8] where a lookup table
is used to correct for angle and signal strength-dependent ranging errors. More recently,
machine learning techniques have been used to model the correlation between the received
UWB pulse waveform and the resulting error in the range measurement. Both [9] and [10]
use properties of the received waveform, such as the pulse rise time or the signal strength
as features for machine learning algorithms modeling the range measurement error.
However, to build and verify such models for the range measurement error, labeled
training data is often required which may not always be available. The work presented here
shows how such a model can be obtained without ground truth data. Instead it adapts
a calibration procedure shown to work well for combined camera and IMU parameter
estimation [11] and extends it to a more complex UWB range model with correlated
measurement errors and varying noise variance (heteroscedastic noise [12, p. 273]).
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Figure 2.2.: The error in range measurements taken over different relative poses is
shown (see Fig. 2.1 for a definition of the angles). Measurements using different UWB
module pairs are shown in different colors.

3. Range Measurement Model
The most often used, simple range measurement model assumes that the measured range
zr between a mobile UWB module (hereafter known as the tag) and a fixed UWB module
(hereafter known as an anchor) is the exact distance, corrupted by zero mean, normally
distributed measurement noise ηr with variance σr2 . In the following, let the range vector
pointing from the tag antenna to the anchor antenna be denoted by r (see Fig. 2.1).
Furthermore, let Zr denote the set of all range measurements and let the values of the
measured range, the range vector and the noise for a specific range measurement i ∈ Zr
be denoted by zr,i , ri and ηr,i , respectively. Hence, the standard range measurement model
is given as
zr,i = kri k + ηr,i ,

(2.1)

where k · k denotes the Euclidean norm.

3.1 Range Measurement Analysis
To assess the suitability of such a measurement model for a real-world application, in
which a small UWB-antenna is integrated in a mobile device or robot, the following
measurements were taken. A UWB module integrated on a quadcopter platform serving
as the tag constantly ranged to an anchor module at a fixed position on the ground. By
commanding the quadcopter to yaw around its thrust axis while hovering at different
positions, range measurements over different relative poses of the two antennas to each
other were collected along with ground truth data provided by a motion capture system.
This procedure was repeated three times employing different UWB modules. More details
on this setup, depicted in Fig. 2.1, are provided in Section 5.
The range measurement error e, i.e. the difference between the exact distance and the
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measured range
e = krk − zr ,

(2.2)

is shown in Fig. 2.2 for selected relative poses. Since the ranging antennas’ z-axes were
aligned during the experiments, the relative poses are fully described by the range krk,
the azimuth αT and elevation βT angles of the tag, and the azimuth αA and elevation βA
angles of the anchor. It is evident that the error in the range measurement is systematic
and should not be modelled as white noise. The figure further reveals that the error is
correlated with the relative pose of the two ranging modules. This correlation is attributed
to the non-omnidirectional radiation pattern of the UWB antenna and to the fact that
reflected UWB pulses from the antenna’s immediate surrounding might overlap with the
UWB pulse from the direct signal path. Given a UWB pulse width of roughly 2 ns [13],
such overlaps exist if the indirect path is less than 0.6 m longer than the direct path.
With the antenna fixed on a mobile device or robot, these reflections are a functions of
the direction of the incoming UWB pulse.

3.2 Range Measurement Modeling with a Gaussian Process
The previously described correlation between the relative pose of the two ranging antennas
and the error in the range measurement can be captured by a Gaussian process which
assumes that the measured ranges are noisy observations of a unknown function f (r)
having the range vector r expressed in the tag frame T (see Fig. 2.1) as input argument,
i.e.
zr,i = f (ri ) + ηr, i .

(2.3)

A Gaussian process for this function is completely specified by its mean m(r) and covariance function k(r, r 0 ) [14, p. 13], i.e.
m(r) = E [f (r)]
k(r, r 0 ) = E [(f (r) − m(r)) (f (r 0 ) − m(r 0 ))] .

(2.4)
(2.5)

The mean function is chosen to be the expected value of the standard range measurement model
m(r) = krk .

(2.6)

We later discuss in Section 3.3 how to adapt the mean function in case of constant, UWB
module specific offsets.
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The covariance function is chosen to be
0



k(r, r ) = θ0 exp
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(2.7)

distance term

where θ0 , θ1 , θ2 are adjustable parameters. Given two range measurements i, j ∈ Zr , this
covariance function models the similarity of ranging errors ei and ej as a function of the
angle between the incoming UWB pulses to the tag (angle term) and the difference in
the distance the UWB pulses have to travel (distance term), i.e.
ei = kri k − zr,i
cov(ei , ej ) = k(ri , rj ) + δij σr2 ,

(2.8)
(2.9)

where δij is the Kronecker delta which is one iff i = j and zero otherwise. Hence, if
range measurements i, j were made in roughly the same direction, the angle term of (2.7)
would be small. If they were also made over roughly the same distances, the distance
term of (2.7) would also be small, resulting in k(ri , rj ) ≈ θ0 . To the contrary, if either the
directions or the distances of the two measurements were very different, the covariance
function value would only be a fraction of θ0 . This behavior is defined by the values of
θ1 and θ2 , and is visualized in Fig. 2.3. We show in Appendix A that k(r, r 0 ) is a valid
covariance function.
Note that the range vector r is not a full parameterization of the relative pose.
Nonetheless the previously defined Gaussian process for the function f (r) is able to
describe the measured range well, as shown in Section 6. Other Gaussian processes for
functions having the complete relative pose as input arguments, or for functions describing the ranging error with properties of the received waveform as used in [10], are not
investigated in this work. Nonetheless, the framework presented hereafter is applicable to
any Gaussian process describing the range measurement model.
The application of a standard Gaussian process can be computationally demanding
when using many training points. To lower the computational demand, the sparse Gaussian process using pseudo input points (SPGP) is employed. This sparse approximation
to a Gaussian Process was first presented in [15] and is now termed fully-independent
training conditional sparse Gaussian process [16]. A complete introduction to the SPGP
is beyond the scope of this paper; therefore, only the necessary preliminaries for further
discussion are provided and the reader is referred to [15], [16] for more details. While a
standard Gaussian process model directly uses its N training data to infer the posterior
distribution over the measured range zr, test for the test range vector rtest , the SPGP performs the inference via M latent variables (where M  N ), termed pseudo input points.
In the following we denote the mean and the variance of this posterior distribution given
by the SPGP with SPGPm (rtest ) and SPGPσ2 (rtest ), respectively. This distribution is
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Figure 2.3.: The value of the covariance function k(r, r 0 ) given in (2.7) is shown as
a function of r ∈ span(nTx , nTy ) while keeping r 0 fixed. For example, for r as explicitly
shown in the first plot, it evaluates to k(r, r 0 ) = 21 θ0 . For purpose of comparison, the
three plots were made with different values of the kernel parameters θ1 and θ2 — in
the framework described in Section 4, these parameters are optimized to maximize the
data likelihood.

fully defined by the SPGP’s mean and covariance function with parameters θ0 , θ1 and θ2 ,
its training data, which consist of N range vectors Γ = [r0 , r1 , . . . , rN −1 ] and the corresponding measured ranges zr = [zr,0 , zr,1 , . . . , zr,N −1 ], and the location of its M pseudo
input points Γ̄ = [r̄0 , r̄1 , . . . , r̄M −1 ]. A nice property of the SPGP is that input-dependent
noise can be modeled by altering the location of the pseudo input points.
When comparing the error characteristics in Fig. 2.2 for line-of-sight and non-lineof-sight conditions (non-line-of-sight: βT = 10 deg and αT 6∈ [−140 deg, 140 deg]), it
is visible that the error is less repeatable for range measurements in non-line-of sight
conditions. The lack of confidence in predicting the measured range for such regions can
be modeled by input-dependent noise when employing the SPGP as previously mentioned.
The parameters of the SPGP Θ := (Γ̄, θ0 , θ1 , θ2 ) are found by maximizing the likelihood of the training data. In the following, we denote with KΓΓ , KΓ̄Γ̄ , and KΓΓ̄ the
covariance matrices, whose entries are given by evaluating the covariance function for all
pairs of training points, pseudo input points, and combinations of training and pseudo
input points, respectively. Denoting with m the vector of stacked mean function evaluations for the training range vectors, the likelihood of the range measurements is given as
[15]
K T + Λ + σr2 I),
pΘ (zr |Γ) = N (zr |m, KΓΓ̄ KΓ̄−1
Γ̄ ΓΓ̄

(2.10)

where Λ = diag(KΓΓ − KΓΓ̄ KΓ̄−1
K T ) and where I is the identity matrix of size N .
Γ̄ ΓΓ̄
Maximizing this likelihood with respect to the parameters Θ moves the location of the
pseudo input points Γ̄ outside regions with high variance, hence to a certain extent it can
model input dependent noise.
3.3 Extension for Module Specific Offsets
Small manufacturing and assembly differences of the UWB modules can cause differences
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in internal propagation delays, resulting in offsets in the range measurements. These offsets can vary from module to module and are generally identified in a separate calibration
routine as outlined in [17]. For example, in Fig. 2.2 the range measurement error shown
in orange appears to have a constant offset to the error of the other two datasets obtained
with different UWB module pairs. To accommodate these module specific offsets when
working with multiple anchors, the mean function of the Gaussian Process given in (2.6)
can be replaced by
m(r) = krk − o,

(2.11)

where o denotes the constant offset associated to the tag-anchor module pair with which
a range measurement is taken. The offsets for all module pairs o are included in the
parameter set of the SPGP, Θ := (Γ̄, θ0 , θ1 , θ2 , o).

4. Model Learning
To train the range measurement model based on a Gaussian process presented in Section
3.2, labeled training data (Γ, zr ) is necessary. Historically, this required UWB localization
system developers to collect ground truth data using a more accurate system, such as
a infrared motion capture system. However, UWB localization technology aims to replace other more expensive systems. Using these other systems in a calibration routine is
therefore undesirable. In contrast, consumer grade inertial measurement units (IMUs) are
cheap and can be found in most mobile devices. Furthermore, they are often integrated
with tag devices.
This section shows how calibration of a UWB range measurement model can be performed using only UWB range and inertial measurements adapting the continuous-time
batch optimization framework presented in [18] and used in [11] to calibrate a cameraIMU setup.

4.1 The Maximum A Posteriori Estimate
Consider a tag equipped with an IMU and a UWB module moving through a space
equipped with anchors at known locations while collecting accelerometer, angular rate
and UWB range measurements. The sets of these measurements are denoted by Zacc , Zgyr
and Zr , respectively. Let x(t) = (p(t), R(t), bacc (t), bgyr (t)) denote the tag’s state over the
entire experiment, described by the position trajectory of the tag antenna p(t) given in
the inertial frame, the rotation R(t) from the inertial to tag frame T , and the trajectories
of the accelerometer bacc (t) and gyroscope bgyr (t) biases.
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Using Bayes’ rule, the maximum a posteriori estimate of the trajectory is written as
pΘ (x(t)|Zacc , Zgyr , Zr ) =

pΘ (Zacc , Zgyr , Zr |x(t))pΘ (x(t))
.
pΘ (Zacc , Zgyr , Zr )

(2.12)

Assuming that the sensor measurements are conditionally independent given x(t), and
assuming that only the range measurements are dependent on the parameters Θ, the
posterior is rewritten as
pΘ (x(t)|Zacc , Zgyr , Zr ) =

p(Zgyr |x(t))p(Zacc |x(t))pΘ (Zr |x(t))p(x(t))
.
p(Zacc , Zgyr , Zr )

(2.13)

The maximum a posteriori estimate of the state trajectory x(t) and the parameters Θ
can be found by minimizing the negative logarithm of the posterior
{x∗ (t), Θ∗ } = arg min( − log(p(Zacc |x(t))) − log(p(Zgyr |x(t)))
x(t),Θ

(2.14)
− log(pΘ (Zr |x(t))) − log(p(x(t)))),

where the term log (p (Zacc , Zgyr , Zr )) was not considered as it does not influence the
optimized values. All terms on the right hand side of (2.14) are specified in the following
two subsections.

4.2 The Measurement Likelihoods
Assuming that the accelerometer measurements are conditionally independent given x(t)
and have a Gaussian distribution, their likelihood is given by
p(Zacc |x(t)) =

Y

p(zacc,k |x(tk ))

(2.15)

k∈Zacc

p(zacc, k |x(tk )) = N (zacc, k |hacc (x(tk )), Σacc ),

(2.16)

where zacc,k denotes the value of the accelerometer measurement k ∈ Zacc and where
x(tk ) is used to denote the tag’s state at the time measurement k was taken. The covariance matrix of the accelerometer measurement noise is denoted by Σacc , and hacc is
used to denote the deterministic part of the accelerometer measurement model which is
further specified in Appendix B. The likelihood of the angular rate measurements can be
calculated similarly and their measurement model is also given in Appendix B.
The range measurements Zr are not conditionally independent given x(t), but are
correlated according to the covariance function given in Section 3.2. In order to find their
likelihood given x(t), the range vectors ri , i ∈ Zr need to be expressed as function of the
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state x(t), i.e.
ri (x(ti )) = RT (ti ) (ai − p(ti )) ∀i ∈ Zr ,

(2.17)

where p(ti ) and R(ti ) denote the position and the attitude of the tag when the range
measurement i is obtained, and where ai denotes the position of the anchor module with
which the range measurement i is taken. According to (2.10), the likelihood of the range
measurements is then given as
pΘ (Zr |x(t)) = N zr |m, KΓΓ̄ KΓ̄−1
K T + Λ + σr2 I
Γ̄ ΓΓ̄



(2.18)

where m, KΓ,Γ̄ and Λ are all calculated as a function of the state x(t) via (2.17), and
where zr is the vector of stacked measured ranges zr,i , i ∈ Zr .
4.3 The Prior
As outlined in [18], if a model for the tag’s state evolution is at hand, it can be used to specify a prior on the state trajectory. Given the evolution function Φ(x(t)) and continuoustime, additive, Gaussian process noise with covariance Q, the tag’s state evolves as follows:
ẋ(t) = Φ(x(t)) + w(t).

(2.19)

Using this model, the prior on the state trajectory is given as


Z
1 tend T
−1
p(x(t)) ∝ p(x(tstart )) exp −
d (τ )Q d(τ )dτ ,
2 tstart

(2.20)

where d(t) = ẋ(t) − Φ(x(t)) and where p(x(tstart )) denotes the prior belief of the initial
state which is assumed to be Gaussian-distributed. If the ratio of the number of optimization variables to the number of measurements is large, such a prior becomes important
as it can serve as a regularizer [18].
4.4 The Posterior Range Measurement Model
Given the optimized parameters Θ∗ , the measured ranges zr,i , i ∈ Zr and the range
vectors calculated with the maximum a posteriori state estimate ri (x∗ (ti )), i ∈ Zr , the
SPGP defines a posterior distribution over the function f (r) as mentioned in Section 3.2.
Hence the range measurement model using this SPGP is given as
zr,i = SPGPm (ri ) +

p

SPGPσ2 (ri )η1 ,

(2.21)

where η1 is zero mean additive Gaussian noise with unit variance. The computational
cost to evaluate this range measurement model is O(M ) for the mean and O(M 2 ) for the
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variance using an SPGP with M pseudo input points [15].

5. Implementation and Integration in a Kalman Filter
Framework
The previously described framework to calibrate an UWB range measurement model was
implemented and experimentally evaluated. This section provides implementation details
and shows how the extracted range measurement model can be integrated in a Kalman
filter framework, which can be run in real-time on a device with limited computational
power.
5.1 B-Spline Representation of the Continuous Time State Trajectory
The continuous-time state trajectory x(t) is expressed using standard, uniform cubic
B-splines for the position trajectory p(t) expressed in the inertial frame and using cumulative, uniform cubic B-splines [19], [20] for the quaternion q(t) describing the rotation
R(t) from the inertial frame to the tag frame T . The biases of the accelerometer bacc (t)
and the gyroscope bgyr (t) are both modelled using standard, uniform cubic B-splines.
The spacing of the knots for the position and quaternion splines is set to 50 ms and
the splines describing the biases of the IMU have a spacing of 5 s.
5.2 Software and Hardware
The optimization routine is implemented in Tensorflow [21]. This permits easy use of the
computational power of the GPU and Tenserflow’s automatic differentiation facilitated
the implementation.
The UWB modules used on the tag and the anchors were DWM 1000 modules [22]
configured with the settings given in Table 1. The anchor microcontroller is a STM32f4
and the tag microcontroller is a Snapdragon flight board. The tag module ranges with
the anchors at 200 Hz by employing the two-way ranging algorithm with repeated reply
described in [23].
The MPU9250 IMU module, integrated on the snapdragon flight board, provides
angular rate and acceleration measurements with a frequency of 1 kHz.
The quadcopter platform serving as the tag uses the frame, motors and motor controllers of an Ascending Technology Hummingbird and is equipped with the DWM 1000
Table 1.: The settings of the DWM1000 modules used for ranging

Channel
5
Pulse Repetition Frequency 16 MHz
Data Rate
6.8 Mbps
Preamble Length
128 Symbols
Output Power
-41.3 dBm/MHz
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module and the Snapdragon flight board. The frame is made of carbon fiber and some
magnesium rods which both reflect UWB pulses to a certain extent.
5.3 Integration in a Kalman Filter Framework
The optimization procedure given in (2.14) allows us to estimate the state of a rigid
body given a batch of IMU and range measurements. On platforms with limited computational power such as wearables, this optimization cannot be performed in real-time.
However, using one of the methods outlined in [24], the range measurement model obtained through the batch optimization given in (2.21) can be integrated in a Kalman
filter which recursively estimates the state.
To investigate the gain in localization accuracy when employing the calibrated range
measurement model, it is used to update a Kalman filter which estimates the tag’s position
p, its velocity v, both expressed in the inertial frame, and its orientation with respect to
the inertial frame R ∈ SO(3). By using the acceleration zacc and the angular rate zgyr
measured with the IMU as inputs to the filter, its state evolves as
ṗ = v

(2.22)

v̇ = Rzacc + g

(2.23)

Ṙ = RJzgyr K× ,

(2.24)

where g is the gravitational acceleration expressed in the inertial frame and where Jzgyr K×
denotes the matrix form of the cross product, defined such that Jzgyr K× b = zgyr × b for
all b ∈ R3 . The measurement noise of the IMU is encoded as the process noise using the
standard Kalman filter formulation. While the prediction step of this filter is performed
using an extended Kalman filter update step, the measurement update step is performed
using the unscented transform [24].

6. Experimental Results
All experiments were performed in the Flying Machine Arena of ETH Zurich [25]. This
arena is equipped with a motion capture system providing ground truth data for all
experiments with an accuracy of the order of millimeters and milliradians at 200 Hz.
6.1 Data Collection
A quadcopter equipped with an IMU and a UWB module autonomously flew random
trajectories while constantly logging data. It was fusing the measurements in the state
estimator presented in Section 5.3, but used the standard UWB range measurement model
given in (2.1). Its state estimate served as an initial guess for the optimization routine
given in (2.14) and was logged in addition to the IMU and range measurements. The
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Figure 2.4.: The anchors’ coordinate systems and the random trajectory flown during
data collection are shown. Note that the quadcopter was yawing around its thrust axis
while taking range measurements to all depicted anchors.

anchor placement and the random trajectory flown are depicted in Fig. 2.4. The flight
time was approximately 130 s resulting in about 130000 IMU measurements and 25000
range measurements.
6.2 Model Fit
The optimization of (2.14) was performed with the collected data. The tag’s state trajectory x(t) was initialized with the state estimated during data collection. No prior as
outlined in Section 4.3 was given on this state trajectory, except for the bias states for
which a first order random walk model was assumed.
The number of pseudo input points was M = 30 and all initial values for the parameters Γ̄, θ0 , θ1 and θ2 were randomly initialized as further discussed in Section 6.4. The
standard deviation of the range measurement was fixed at σr = 0.05 m and all anchor-tag
module specific biases o were initialized with zero.
Figure 2.5 shows the fit of the acceleration along the x-axis in plot (a) and the fit of
the angular rate around the z-axis in plot (b). The fit of the other axes look similar. Even
though the accelerometer measurements are very noisy due to the vibrations induced by
the spinning motors, these IMU measurements prove to be sufficient to learn a range
measurement model. The fit of the predicted measured range given by this model, i.e.
SPGPm (r), is shown in plot (c) for one anchor. Plot (d) shows the fit of the associated
predicted error in the measured range eSPGP given as
eSPGP = krk − SPGPm (r)

(2.25)

to p
the errors e calculated with the ground truth data. The uncertainty bounds
±2 SPGPσ2 (r) are shown in gray. The standard deviation of the error in the range
measurements e to all anchors is 0.13 m while the standard deviation of the residual error
eres = e − eSPGP

(2.26)
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is 0.11 m. The last plot (e) in Fig. 2.5 shows the error in the optimized position trajectory
kp(t) − p∗ (t)k. The root mean squared error (RMSE) of this trajectory is 0.08 m. For
comparison, the error in the position of a trajectory optimized with the standard range
measurement model as given in (2.1) is shown in green. The RMSE of this second trajectory is 0.14 m. Hence, the rather modest reduction of the standard deviation of the range
measurement error by a factor of 0.11/0.13 = 0.8 concurs with a reduction in the RMSE
of the position by a factor of 0.08/0.14 = 0.6. Given Gaussian range error distributions,
one would expect these factors to be equal [26]. However, as described in Section 3.1,
the range error does not show a Gaussian distribution, instead it is correlated and has
outliers in certain regions. This might explain the larger improvement in the RMSE of
the position with the range measurement model given in (2.3).
The actual and the predicted error for all range measurements is plotted over the
azimuth αT and elevation angle βT in Fig. 2.6. Note that the discontinuities in the predicted error arise from the different distances over which the range measurements were
taken which also influence the range measurement error along with the direction of the
incoming UWB signal. It is visible that the optimization procedure given in (2.14) was
able to extract an accurate range measurement error model without using ground truth
data.
Looking at the predicted variance and the location of the pseudo input points in Fig.
2.7, it is visible how the SPGP can model heteroscedastic noise by moving the pseudo
input points away from regions with a lot of noise or model uncertainty. The left plot
in this figure shows the variance of binned range measurements based on their azimuth
and elevation angle. The region with non-line-of-sight conditions clearly shows a higher
predicted and measured variance. Also the region along the antenna x-axis, where the
antenna gain is smallest [22], shows a higher variance. The model obtained from the
optimization procedure also seems to capture these regions.
6.3 Model Application to Other Datasets
To see how well the obtained range measurement model generalizes to other trajectories
and setups, it was applied to the following four datasets including the dataset used for
training to investigate over fitting.
• Dataset 1: The training dataset of the UWB range measurement model
• Dataset 2: A dataset recorded with the same anchor setup, but with a different
trajectory
• Dataset 3: A dataset recorded with the same anchor setup, but with a different
trajectory and a different DWM1000 tag module
• Dataset 4: A dataset recorded with a different anchor setup, with a different trajectory but with the same DWM1000 tag module
The standard deviation of the range measurement error and the standard deviation of
the residual range measurement error of all datasets is given in Table 2. Independent
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Figure 2.5.: A selection of the measured (blue) and the fitted (orange) quantities
for the trajectory visualized in Fig. 2.4 are shown in plots (a) to (d); (a) the x-axis
value of zacc and hacc (x∗ (t)), (b) the z-axis value of zgyr and hgyr (x∗ (t)), (c) zr and
∗
SPGPm (r(x∗ (t)) obtained with one
p anchor, (d) e and eSPGP (r(x (t))) along with the
∗
predicted uncertainty bounds ±2 SPGPσ2 (r(x (t))) for one anchor. Plot (e) shows
the position error kp(t) − p∗ (t)k of the trajectory optimized with the proposed range
measurement model (solid orange) and of the trajectory optimized with the standard
range measurement model (green dash-dotted).

of the trajectory flown, the tag’s DWM1000 module or the anchor setup, the standard
deviation could be reduced by 2 cm. The model obtained was further integrated in a
Kalman filter as outlined in Section 5.3 and tested on the datasets. For comparison, a
Kalman filter employing the standard range measurement model as given in (2.1) was also
run on the datasets. The RMSE of their position estimates, denoted by RMSE(p̂KF, prop. )
and RMSE(p̂KF, std. ), respectively, are also shown in the table. Note that the standard
deviation of the range measurement noise for the Kalman filter employing the standard
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Figure 2.6.: The left plot shows the the range measurement error e calculated with
the ground truth measurements of the motion capture system for the experiment
shown in Fig. 2.4. The error is plotted over the azimuth αT and elevation βT of the
tag antenna (see Fig. 2.1 for a definition of these angles). The right plot shows the
range measurement error predicted by the model eSPGP (r), which was obtained using
only inertial and UWB range measurements. Note that the range and the module
biases also influence the predicted error aside from the azimuth αT and elevation βT
angle. This explains the discontinuities visible in the right plot.

Figure 2.7.: The variance of the residual range measurement error eres (left), calculated by binning the measurements based on the azimuth and elevation angle, and the
predicted variance (right) plotted over the azimuth αT and elevation βT of the tag
antenna (see Fig. 2.1 for a definition of these angles). The white dots are the locations
of the pseudo input points Γ̄ projected into the azimuth-elevation plane. The NLOS
regions clearly show a higher variance.

model had to be increased from σr = 0.05 m to σr = 0.13 m to compensate for the
unmodelled error characteristics. Without this measure, the estimate would diverge.
Comparing the RMSE of the position estimate obtained with the Kalman filters with
the one obtained from the batch optimization for dataset 1 given in Section 6.2, i.e. 0.16
m vs. 0.14 m for the standard model and 0.10 m vs. 0.08 m for the proposed model, it
is visible that the batch optimization approach outperforms the recursive Kalman filter
approach.
As Dataset 3 was recorded with a different DWM1000 tag module, showing a different
module specific delay, the offsets o for tag-anchor module pairs (as discussed in Section
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3.3) were off by a constant value, which explains the smaller reduction in the RMSE of
the position estimate in Dataset 3. However, by comparing the reported range of the old
and the new tag module to a specific anchor, this constant value can be determined and
the offsets can be updated. Using the updated offsets, the RMSE of the KF employing
the proposed range measurement model could be further reduced while the the RMSE
of the KF employing the standard range measurement model stayed approximately the
same. The values obtained with the updated offsets are marked with an asterisk ∗ in
Table 2.
Table 2.: Performance on datasets (1 training, 2 different trajectory, 3 different tag
module and trajectory, 4 different anchor setup and trajectory), all values are given
in meters

Dataset
stdDev(e)
stdDev(eres )
RMSE(p̂KF, std. )
RMSE(p̂KF, prop. )

1
0.13
0.11
0.16
0.10

2
0.15
0.13
0.19
0.14

3
0.13
0.11
0.16, 0.16*
0.14, 0.11*

4
0.14
0.12
0.19
0.13

6.4 Gaussian Process Parameter Initialization
The optimization of the parameters for Gaussian processes, i.e. θ0 , θ1 , θ2 , Γ̄ and o in our
case, is usually not a convex problem [27]. A common approach to tackle this issue is to
run the optimization with multiple starting points sampled from a prior distribution, and
choosing the optimized values with the smallest loss at the end.
To investigate how sensitive the optimization procedure was to the number of pseudo
input points M , their initial values and the initial values of parameters θ0 , θ1 and θ2 ,
the optimization was run multiple times using different initial values for a given number of pseudo input points M . The pseudo input points were randomly sampled from
the unit sphere and then multiplied by a sample drawn from the uniform distribution
Ukr̄k (1, 7). The parameters θ0 , θ1 and θ2 were sampled from the uniform distributions
Uθ0 (0.1, 1), Uθ1 (0.1, 3) and Uθ2 (1, 10). The anchor-tag module specific offsets were always
initialized with zero.
Using the optimized models the standard deviation of the residual range measurement
error, stdDev(eres ), and the RMSE of the position estimate of a KF employing these
models, RMSE(p̂KF, prop ), were calculated. The values for datasets 1 and 4 are shown in
Fig. 2.8. While the initial values of the parameters do not seem to play a major role, the
number of pseudo input points should not be too large or too small. It is apparent that
about M = 30 pseudo input points are needed to capture the error characteristics. More
points only lead to an improvement in the training data set, but not to an improvement
in a dataset obtained with a different anchor setup and trajectory. When using less than
M = 30 pseudo input points, there is still an improvement in the standard deviation
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Figure 2.8.: The figure shows the effect of random parameter initialization and different number of pseudo input points M on the standard deviation of the residual
ranging error and the the RMSE of the position estimate obtained by the Kalman
filter employing the model. The black lines show the standard deviation of the range
measurement error and the RMSE of the position estimate obtained by a Kalman
filter run with the standard range measurement update.

of the residual error, but the position estimate of the Kalman filter sometimes diverges.
Looking at these cases, it was visible that the parameters converged to values resulting
in a too small predicted variance for regions with a lot of model uncertainty. Hence for
the proposed kernel and application, M should be chosen to be between 30 and 70.

7. Outlook
A framework was presented for improving real-world UWB localization accuracy by compensating for biases and other effects caused by non-idealities in the antennas and other
environmental influences.
The measured range was modeled assuming only a dependence on the relative pose of
two ranging modules. Other dependencies, such as a dependence on the received waveform
or the received signal strength, and other kernels should be investigated as well and
might lead to a further improvement in the localization accuracy, as only part of the
range measurement error could be captured by the range measurement model presented.
Parametric models not based on Gaussian processes should also be tested as they could
lead to simpler, more accessible models.
The model obtained could also be improved by increasing the signal to noise ratio
of the IMU measurements. This could be done by better damping the IMU or by flying
more aggressive maneuvers during data collection.
Finally, it would also be interesting to apply the presented framework to other sensors
with only partially known measurement functions and heteroscedastic noise.
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A. Valid Covariance Function
The function k(r, r 0 ) given in (2.7) must be positive semi-definite to be a valid covariance
function [14, p. 79]. Instead of showing the positive semi-definiteness directly, we show
that the function k(r, r 0 ) is a multiplication of two valid covariance functions, which also
results in a valid covariance function [12, p. 296]. The proposed covariance function can
be decomposed into two factors
k(r, r 0 ) =θ0 exp −

1−

rT r0
krkkr 0 k

θ1

p
1−
= θ0 exp −

krk − kr 0 k
θ2

!


2
p
krk − kr 0 k
θ0 exp −
θ2

−

rT r0
krkkr 0 k

2 !



θ1

(2.27)

!
.

While the second factor is the standard squared exponential covariance function for the
inputs krk , kr 0 k, the first factor can be rewritten in the following form
p
1−
θ0 exp −

rT r0
krkkr 0 k

!

θ1





= c1 exp c2 φ(r)T φ(r 0 ) ,
| {z } |{z}
xT

(2.28)

x0

with
 
p
−1
c1 = θ0 exp
θ1
1
c2 =
θ1
r
φ(r) : r →
.
krk

(2.29)
(2.30)
(2.31)

Starting from the valid linear covariance function k(x, x0 ) = xT x0 , and using the techniques for constructing new valid covariance functions [12, p. 296], it can be shown that
also the second factor is a valid covariance function.

B. IMU Measurement Models
Given the continuous state trajectory x(t) of the tag with p(t) the position expressed
in the inertial frame, q(t) the unit quaternion describing the rotation R(t) from the
inertial frame to the tag frame, and bacc (t) the bias of the accelerometer, the measured
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acceleration of measurement k ∈ Zacc is
zacc, k = R(q(tk ))T (p̈(tk ) − g) + bacc (tk ) +ηacc, k ,
|
{z
}

(2.32)

hacc (x(tk ))

where R(q(tk )) denotes the rotation matrix corresponding to the rotation given by
the unit quaternion q(tk ), g denotes the gravitational acceleration expressed in the
inertial frame and ηacc,k is measurement noise sampled from a Gaussian distribution
N (ηacc, k |0, Σacc ).
Denoting with bgyr (t) the bias of the gyroscope, with q̃(t) the vector part and with
qw (t) the scalar part of the unit quaternion q(t), the measured angular rate of measurement l ∈ Zgyr can be written as [28, Eq. 322]

˙ l ) − q̇w (tl )q̃(tl ) + q̃(tl ) × q̃(t
˙ l ) + bgyr (tl ) + ηgyr, l ,
zgyr, l = 2 qw (tl )q̃(t

(2.33)

where ηgyr (tl ) denotes measurement noise from a Gaussian distribution N (ηgyr, l |0, Σgyr ).
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Abstract
In recent years, ultra-wideband radio technology has become increasingly popular as a space- and cost-effective solution to the problem of indoor localization.
This paper demonstrates how measurements of the channel impulse response can
be used to estimate a signal’s angle of arrival at a receiving antenna. This novel
method requires no additional hardware, uses only a single antenna, and works with
unsynchronized clocks and one-way communication. We evaluate our method on a
real-dataset, and experimentally demonstrate how a mobile robot can localize itself
by measuring angles to multiple ultra-wideband anchors.
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1. Introduction

1. Introduction
The design of small, omnidirectional ultra-wideband (UWB) antennas is challenging,
since the frequency response of the antenna should ideally be constant over different
angles and for a wide range of frequencies [1]. Furthermore, these antennas are often
mounted on devices (e.g. robots), whose physical construction causes signal reflection
and distortion. Non-idealities in the antenna and its surroundings affect the channel
impulse response (CIR) and reduce the accuracy of timestamps obtained via leading
edge detection. As noted in [2], [3], this leads to systematic inaccuracies in time-of-flightbased UWB localization systems. Existing research has attempted to compensate for
these inaccuracies via tailored antenna designs [4], [5], or by using models to predict
and correct for systematic timestamp inaccuracies [6], [7]. Instead of trying to reduce the
effects of antenna non-idealities, this paper proposes the opposite: use, and where possible
amplify, these non-idealities to estimate a signal’s angle of arrival (AOA).
Historically, AOA estimation has required either a rotating, directional antenna, or
the measurement of a signal at multiple locations (e.g. using an array of antennas or
multiple, synchronized receivers). The AOA estimation method presented in this work
requires no additional hardware, enabling the estimation of a signal’s AOA using a single
receiving antenna. This method can either be used in a standalone fashion, requiring no
clock synchronization between the transmitter and the receiver, or can be used to augment existing time-of-flight or received-signal-strength UWB localization systems without
requiring hardware changes.
1.1 Related Work
An overview of how the environment affects the channel impulse response via fundamental
propagation processes such as reflection and diffraction is given in [8]. The environment
can be used in several ways in UWB localization systems. As discussed in [9], if it is
possible to obtain ground truth measurements for a given environment, fingerprinting
techniques that make use of the environment’s channel impulse response can be used for
localization. Alternatively, and as investigated by [10], [11], if a floor plan of reflective
surfaces is available, it is possible to localize by resolving multipath components in the
measured channel impulse response and mapping them to known reflective surfaces.
In addition to environmental effects, the signal’s propagation channel is affected by
the frequency response of both the transmitting and receiving antenna. The effects of the
antennas’ frequency responses on the accuracy of UWB systems is investigated in [12],
[13] and [14].
AOA estimation is at the core of most radar applications [15]. Overviews of AOA
estimation techniques are given in [16], [17]. Generally, the AOA is determined via two
or more antennas in a array (e.g. [18]), by rotating antennas with a directive antenna
pattern (e.g. [19]) or by collecting measurements at multiple points in space (e.g. [20]).
The work presented herein demonstrates AOA estimation using a single antenna, attached
to a low-cost and small size UWB radio. This work can be combined with time of flight
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localization approaches using identical hardware; however, we do not discuss this further
in this paper. To the best of the authors’ knowledge, this is the first time that AOA was
estimated using only one transmitting and one receiving antenna and without relative
motion between the two antennas.
1.2 Outline
The paper is structured as follows. In Section 2, we discuss how CIR measurements are
obtained and investigate distortions caused by the antenna and by objects in the antenna’s
vicinity. In Section 3, we explain how knowledge of these systematic distortions can be
used to estimate the AOA of a UWB signal and how a CIR to AOA mapping can be
learned with a neural network. The quality of this mapping is evaluated experimentally
in Section 4, and the method’s applicability to robot localization is demonstrated in
Section 5, where a robot is localized solely based on AOA estimates obtained via the
CIR.

2. Channel Impulse Response Measurements
A UWB communication channel is characterized by its channel impulse response function,
which is extremely difficult to model accurately since many influences need to be considered [8]. Of these influences, we explicitly discuss two: the antenna transfer function, and
objects in the environment.
The transfer functions of the transmitting and receiving antennas are generally a
function of the angle of departure (AOD) αtx and AOA αrx , respectively. These functions
can have a large influence on the CIR, particularly if directional antennas are used [14].
Objects in the environment which interact with the electromagnetic signals also
strongly affect the CIR. We group these objects into those objects belonging to the
same rigid body as the transmitting or receiving antennas (hereinafter the antenna’s “local environment”), and objects belonging to the larger environment, which are typically
further away from the antennas. This is depicted in Fig. 3.1.
We combine the impulse response of the transmitting and receiving antennas with
the impulse response caused by objects in each antenna’s local environment. We denote
these combined impulse responses as htx (t, αtx ) and hrx (t, αrx ), respectively, where αtx
and αrx denote AOD and AOA. Assuming a cascaded, linear, time invariant model, and a
UWB channel with NMP different multipath components, the measured channel impulse
response can be written as

hCIR (t) =

N
MP
X

htx (t, αtx,n ) ∗ henv,n (t) ∗ hrx (t, αrx,n ),

(3.1)

n=1

where ∗ is the convolution operator, where the AOD and the AOA of the n-th multipath
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Figure 3.1.: This figure shows a transmitting antenna sending a signal to a receiving
antenna, which is mounted on a rigid body with a reflective surface in its vicinity.
As shown, a signal propagates along multiple pathways of different lengths on its way
to the receiver. The signal’s multipath components are recombined upon reception
with various phase-shifts. This recombination can be noticeable in the CIR and can
reduce the accuracy of leading-edge detection methods. Each pathway in the diagram
is labeled according to its contribution to the CIR, as in (3.1). The ellipse as given
in (3.2) is also shown.

component are denoted by αtx,n , and αrx,n respectively, and where henv,n denotes the
transfer function of the environment’s n-th multipath component. This is illustrated in
Fig. 3.1.
To investigate the effects of the antennas’ transfer functions and of objects in their local environments, a UWB module is placed at a fixed position and instructed to transmit,
while a receiving module is placed 5 m from the transmitter on a rotating platform, allowing measurement of the CIR for different AOAs around the antenna’s azimuth axis. The
elevation angle is kept at zero throughout the paper as we only consider a two-dimensional
setup; however, the techniques presented herein are applicable to three-dimensional setups. DW1000 UWB radio modules [21] are used for both the transmitter and receiver.
The transmitting module is outfitted with a Time Domain Broadspec antenna, and
three different receiver configurations are tested: a Time Domain Broadspec antenna, a
Partron dielectric surface-mount antenna, and a Partron dielectric surface-mount antenna
with reflective carbon plates mounted in its vicinity. These three configurations are shown
in Fig. 3.2. The position and attitude of each antenna is recorded using a motion capture
system.
Measurement of the CIR is enabled by the DW1000, which gives access to its measurement of the complex-valued impulse response envelope with a resolution of Ts =
1/(2fc ) ≈ 1 ns, where fc = 499.2MHz is the chipping frequency. The magnitude of this
complex-valued impulse response envelope is the envelope of the physical (real-valued)
CIR [15, p.281]. For simplicity, we hereinafter use CIR to mean the complex-valued impulse response envelope. To achieve a sub-nanosecond resolution, multiple CIRs sampled
at different times can be aligned and combined into a single, high resolution CIR. The
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alignment can be done based on Decawave’s proprietary leading edge detection algorithm’s estimate of the first path, or by solving an optimization problem, or using ground
truth measurements [22]. The magnitude of such an accumulated CIR is shown in Fig. 3.3,
with tones of gray representing different measurements of the CIR, and with one such
measurement highlighted in red.
The magnitude of the accumulated CIR for the three different configurations and
across different AOAs is shown in Fig. 3.4. We note that the CIR obtained with the
larger Time Domain Broadspec antenna (Fig. 3.4(a)) is more uniform than the CIR
obtained with the smaller Partron dielectric antenna (Fig. 3.4(b)). If reflective surfaces
are placed close to the antenna, the measured CIR is further distorted (Fig. 3.4(c)).
Although it may at first appear contrived, in the majority of applications antennas are
mounted on or are integrated in devices made of reflective materials such as metals
or carbon fibers, and this third situation is therefore representative of a realistic usecase. As noted in, for example [6], [7], leading-edge detection algorithms can be sensitive
to such AOA-dependent changes in the CIR, resulting in systematic biases or increased
noise in reception timestamps. For timestamp-based localization, it is therefore important
to minimize these effects. To the contrary, our method demonstrates that these AOAdependent distortions in the CIR provide useful information for estimating a signal’s
AOA.

Figure 3.2.: The different receiver configurations for which the CIR is measured. (a)
Time Domain Broadspec Antenna, (b) Partron dielectric chip antenna, (c) Partron
dielectric chip antenna with carbon plates attached in close proximity. Receiving antennas are placed on a rotating platform in order to measure their CIR over a large
range of AOAs.
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Figure 3.3.: The magnitude of two accumulated CIRs, each taken at a different AOA
and based on 50 CIR measurements. In both plots, the different CIR measurements
are aligned by the first-path estimate provided by Decawave’s proprietary leading
edge detection algorithm. Different measurements are shown in different tones of gray,
with one measurement in each plot highlighted in red. Each accumulated CIR is shown
starting four samples before the estimated first path. On each plot we note a secondary
peak caused by an environmental multi-path. When comparing the two plots, we note
that the first peak is of a slightly different shape: this is caused by an AOA-dependent
antenna transfer function, and by the overlapping of different reflections caused by
the receiving antenna’s local environment. We tune the variable τ to trim multi-path
components caused by the environment, and estimate the AOA based only on samples
of a single measurement (e.g. shown in red) within a window of the first path.

3. Learning the CIR to AOA Mapping

3.1 CIR Measurement and Windowing
Considering Fig. 3.3, we note that measurements of the CIR taken at different AOAs show
differences in the shape of the first peak. For line-of-sight conditions, these differences in
shape can be attributed to an AOA-dependent antenna transfer function and to changes
in the delay of reflections and disturbances caused by objects in the antenna’s local
environment.
As shown in Fig. 3.1 and Fig. 3.3, environmental multi-path components have an
additional influence on the measured CIR. We tune the variable τ to include reflections
from the antenna’s local environment, and to exclude paths more than a certain distance
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Figure 3.4.: The magnitude of the accumulated CIR is plotted as a function of AOA
(vertical axis) for each of the different receiver configurations shown in Fig. 3.2. A
large magnitude is shown in white, and a small magnitude is shown in black. The first
path is at t = 0 ns.

cτ longer than the direct path. This defines an ellipse given by
 
 
x
x
ptx −
+ prx −
≤ kprx − ptx k + cτ,
y
y

(3.2)

where ptx and prx are the positions of the transmitter and receiver respectively, ||·|| is used
to denote the Euclidean norm, c is the speed of light, and (x, y) are the x, y coordinates
of an arbitrary point within the ellipse. We assume that the ellipse formed between
each transmitting anchor and each position within the robot’s operating area is free from
environmental objects, and thus assume that a CIR measurement trimmed after τ seconds
of the first path is entirely a function of the impulse responses of the transmitting and
receiving antennas’ local environment: htx (t, αtx ) and hrx (t, αrx ), respectively.
Unfortunately, as shown in Fig. 3.4 the mapping of CIR to AOA is not always one-
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Figure 3.5.: A standard neural network with three hidden layers is used to predict
the probability distribution of the AOA given a CIR. As shown in Fig. 3.3, a single
measurement of the complex CIR envelope is windowed starting two samples before
the estimated first path and finishing ten samples (τ = 10 ns) after the first path. The
magnitude and phase of these thirteen samples are fed to the input layer of the neural
network. The outputs of the neural network are the unnormalized log probabilities of
the received signal’s AOA corresponding to each of the Nbin bins.

to-one: a similar CIR might be obtained for different AOAs due to these AOAs having
similar antenna transfer functions. Despite this, it is possible to learn the probability that
the measured CIR is a result of convolving htx ∗ henv with hrx (t, αrx ). We approach this
modeling using a neural network trained on a large dataset of CIR measurements paired
to their ground-truth AOA which were obtained by a motion capture system.

3.2 The Network Structure
Given these CIR AOA pairs, the conditional probability distribution p(αrx |hCIR (t)) is
learned in a supervised learning framework by minimizing the cross-entropy between the
training data and the model distribution [23, p. 173]. The AOA is discretized into Nbin =
256 bins and a neural network is trained to predict the unnormalized log probabilities
that a signal is received with an AOA corresponding to a certain bin. The neural network
consists of three, fully connected, hidden layers of size 800, 400 and 400, and layer outputs
are passed through the rectified linear unit activation function (ReLU, [23, p. 168]). The
network’s structure is shown in Fig. 3.5. The input to the neural network is a 13-sample
window of the complex-valued CIR envelope, starting two samples before the location of
the first-path sample and ending 10 samples (τ = 10 ns) after the first path sample. This
corresponds to an ellipse with cτ = c · 10 ns = 3 m as defined in (3.2). The magnitude
and phase of the 13 complex-valued samples (contained in the vector hCIR ∈ C13 ) are
fed to the input layer of the neural network. Denoting with z ∈ RNbin the output of
the neural network, the normalized probability that the signal’s AOA belongs to bin
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i ∈ {1, 2, . . . , Nbin } is
exp(z[i])
p(bin = i|hCIR ) = PNbin
.
j=1 exp(z[j])

(3.3)

We train the network to minimize the cross-entropy loss
J(αrx , hCIR ) = − log p(bin = bin(αrx )|hCIR ),

(3.4)

where bin(αrx ) denotes the ground-truth bin of the training sample.
3.3 Training
The network is implemented using Tensorflow [24] and trained on Ntrain = 453000
(αrx , hCIR ) pairs using the ADAM optimizer [23, p. 301] and the cost function given
in (3.4). This data is collected with a setup as shown in Fig. 3.6, where transmitters are
placed around a rectangle measuring approximately 4 m × 3 m. A receiver mounted on a
moving platform (a Roomba robot) drives around in a random fashion within the space.
The transmitters use the Time Domain Broadspec antenna (Fig. 3.2(a)), and the receiver
uses a Partron dielectric chip antenna with two carbon plates placed in its local environment (Fig. 3.2(c)). Each transmitter sends messages at random times to the receiver, and
the receiver records the associated CIR measurement. The random transmission interval
allows receivers to measure the CIR at an average frequency of 360 Hz. The slow data
logging routine limits this frequency, which could be substantially increased if position
estimation was performed directly on the robot.
The (αrx , hCIR ) pairs are randomly shuffled and split into a training and a validation
dataset. Training is stopped once the accuracy in the validation datasets stops improving.

Figure 3.6.: In order to measure the CIR for different AOAs, different AODs and different distances, a UWB receiver is mounted on a moving, rotating platform (Roomba).
Transmitters send signals in a random fashion to the receiver, which measures the associated CIR. Both receiver and transmitter are equipped with markers which can be
seen by the overhead motion capture system for purposes of gathering ground-truth
data.
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Additionally, an independent test dataset is collected in which the moving platform covers
positions and orientations not visited in the training dataset.

4. Results
This section describes the performance of the neural network described in the previous section on the test data set. If the estimated AOA is defined to be the maximum
a-posteriori estimate predicted by the network, i.e.
c := arg max p(bin = i|hCIR )
bin

(3.5)

i∈1,...,Nbin

α
brx := 2π

c −1
bin
,
Nbin

(3.6)

a cumulative distribution plot of the error in the AOA can be made as shown in blue in
Fig. 3.7. In this plot, we see that roughly 80% of the maximum a-posteriori estimates show
an absolute error of less than 25◦ . By collecting 10 consecutive measurements sampled at
different times hCIR (1), . . . , hCIR (10) from the same transmitter, and predicting the AOA
as
c := arg max
bin

i∈1,...,Nbin

10
X

p (bin = i|hCIR (j))

(3.7)

j=1

we see an increase in prediction accuracy. The cumulative distribution of this error is
shown in orange in Fig. 3.7, and shows that more than 90% of the predictions have an
absolute error of less than 25◦ .
The output of the neural network is, however, not a single probability or bin estimate,
but rather a probability distribution across all bins. This distribution is visualized in
Fig. 3.8 for measurements taken by a robot moving in the environment shown in Fig. 3.9.
We note that the distribution is bimodal for the CIR measurements obtained around
t = 71 s, and that although the maximum a-posteriori estimate of the AOA may be
incorrect, the probability assigned by the neural network to the correct bin is still quite
high.

5. Application to Localization Systems
Any UWB localization system based on time of flight measurements, or based on received
signal strength can be augmented by AOA estimation. Such hybrid UWB localization
approaches are for example discussed in [25]. In the following, and in order to show the
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Figure 3.7.: The cumulative probability of the error in the estimated, maximum
a-posteriori AOA. In blue, the maximum a-posteriori estimate given a single CIR
measurement; in orange, the maximum a-posteriori estimate given 10 consecutive CIR
measurements.

potential of the proposed AOA estimation technique for localization, we localize a robot
based solely on the a-posteriori AOA probability distribution p(αrx |hCIR ), provided by
the trained neural network.
5.1 A Simple Localization Problem
We consider the problem of localizing the mobile robot (Roomba) used for collecting the
training and test data as described in Section 3.3. The robot moves in a 2-D environment
with randomly transmitting anchors placed at known positions. The robot’s state in the
inertial reference frame is given by x = (xR , yR , θR ), where xR and yR are the robot’s
Cartesian coordinates, and θR is the angle describing its orientation (see Fig. 3.9). Using
wheel odometry, the robot measures the distance travelled ∆p and the change of its
orientation ∆θ every 15 ms. Using these measurements as system inputs u = (∆p, ∆θ),
the robot’s discrete time process model x(k + 1) := q(x(k), u(k), η(k)) with process noise
η = (ηx , ηy , ηθ ) for a sampling period of 15 ms is described by the following equations
xR (k + 1) = xR (k) − sin (θR (k))∆p(k) + ηx (k)

(3.8)

yR (k + 1) = yR (k) + cos (θR (k))∆p(k) + ηy (k)

(3.9)

θR (k + 1) = θ(k) + ∆θ(k) + ηθ (k),

(3.10)

where k = 1, 2, . . ., and where the process noise is assumed to have a zero mean normal
distribution

(2 mm)2
0
0
η(k) ∼ N (0, Σ) , Σ =  0
(2 mm)2
0 .
0
0
(1.5◦ )2


(3.11)

The robot is equipped with a UWB receiver, which measures the CIR whenever a
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Figure 3.8.: This figure shows the probability distribution over the AOA given by
the neural network for a single transmitter during one minute of the test dataset. The
ground truth AOA is indicated with a red dashed line. It is visible that at t = 71 s the
distribution is bi-model. The position and orientation of the receiver for this part of
the test dataset is labeled in Fig. 3.9, and a circle used to mark the transmitter from
which the CIR is measured.

signal is received from one of the randomly transmitting anchors at time k. This CIR
measurement is passed through a trained neural network to obtain the estimated binned
probability density function of the AOA p(αrx (k)|hCIR (k)).
5.2 Particle Filter
Due to the potential multi-modality of the a-posteriori AOA probability distribution, a
particle filter is used to track the robot’s state estimate. The particle filter framework is
briefly outlined in the following, and the reader is referred to [26] for a more in depth
introduction.
5.2.1 Initialization The particle filter is initialized with NPF = 1000 particles xp , p ∈
{1, 2, . . . , NPF } whose initial orientations are drawn from the uniform distribution Uθ (−π, π)
and whose initial coordinates are drawn from UxR (−0.5 m, 4.5 m) and UyR (−0.5 m, 3.5 m).
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Figure 3.9.: This figure shows the transmitter positions (H) and the path travelled by
the robot in the test dataset (gray line). Only 60 seconds of this test is shown in black
to improve plot clarity and facilitate comparison with the estimate of the particle filter
over this same period (blue line). The tracking results across the entire 600 second
experiment are plotted in Fig. 3.10. The AOA αrx with respect to one transmitter is
labeled at 71 s, and is additionally marked in Fig. 3.8 for purposes of comparison over
the same 60 seconds.

5.2.2 Prediction step At each iteration, the process model of (3.8)-(3.10) is used to
update to each particle xp as
xp (k + 1) = q(xp (k), u(k), η p (k))

(3.12)

5.2.3 Measurement update When a UWB signal is received, each particle is weighted
according to the a-posteriori probability distribution, given by the neural network, i.e.
p
wp (k) = p(αrx
(k)|hCIR (k)),

(3.13)
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p
where the expected AOA αrx
of each particle p is


p
p
(k) = atan2 ytx − yRp (k), xtx − xpR (k) − θR
(k),
αrx

(3.14)

wherein xtx and ytx are the x and y coordinates of the transmitter from which a signal
was received. After the particle weights have been calculated, the particles are resampled
to get NPF posterior particles, all with equal weights.
5.3 Results
The performance of the particle filter was evaluated using the test dataset described in
Section 4. Fig. 3.9 shows a 60 second segment of the path travelled by the robot in black
(only 60 seconds are plotted to increase clarity of the plot, the full 600 second experiment
is shown in Fig. 3.10). The path estimated by the particle filter is shown in blue (calculated
as the mean of the x, y coordinates of the particles). The root-mean-squared error in the
estimated position and the estimated orientation are 0.26 m and 2.9◦ , respectively.
To investigate whether it is also possible to estimate the state of an object with
unknown dynamics using the AOA estimate, a second particle filter was run using a
random walk process model, i.e.
xR (k + 1) = xR (k) + ηx (k)

(3.15)

yR (k + 1) = yR (k) + ηy (k)

(3.16)

θR (k + 1) = θ(k) + ηθ (k).

(3.17)

Since this process model is driven solely by the zero mean process noise, the noise’s
covariance is increased to

Σ = diag (12 mm)2 , (12 mm)2 , (5.4◦ )2 ,

(3.18)

in order to track the robot’s motion. The mean of the state distribution generated by this
particle filter is shown in orange in Fig. 3.10. It is clear the evolution of the estimated state
is not as smooth as for the case with the correct process model, particularly in positions
where the AOA distribution is multi-modal (e.g. at approx. t = 71 s). Nevertheless, the
filter is able to track the robot’s state with a root-mean-squared error in the estimated
position of 0.37 m and in the estimated orientation of 3.6◦ .

6. Conclusion
This paper discusses how the AOA of a UWB signal can be estimated based on a measurement of the CIR, which is a function of the angle-dependent antenna transfer function. To
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Figure 3.10.: The robot’s path is shown in black, the mean of the state estimate
generated by the particle filter with the process model given in (3.8)-(3.10) is shown
in blue, and the mean of the state estimate of the particle filter employing the process
model given in (3.15)-(3.17) is shown in orange.

the best knowledge of the authors this approach is a novel one, with this paper serving as
a proof of concept. However, the results presented in this paper only scratch the surface
of this novel sensor modality and more research is needed to evaluate its applicability to
real-world problems.
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Ultra-Wideband Angle of Arrival Estimation
Based on Angle-Dependent Antenna
Transfer Function
Anton Ledergerber and Raffaello D’Andrea

Abstract
Ultra-wideband radio signals are used in communication, indoor localization
and radar systems, due to the high data rates, the high resilience to fading and
the fine temporal resolution that can be achieved with a large bandwidth. This
paper introduces a new method to estimate the angle of arrival of ultra-wideband
radio signals with which existing time-of-flight based localization and radar systems
can be augmented at no additional hardware cost. The method does not require
multiple transmitter or receiver antennas or relative motion between transmitter
and receiver. Instead, it is solely based on the angle-dependent impulse response
function of ultra-wideband antennas. Datasets on which the method is evaluated
are publicly available. The method is further applied to a localization problem
and it is shown how a robot can self-localize solely based on these angle of arrival
estimates, or how they can be combined with time-of-flight measurements. Even
though existing angle of arrival techniques which use multiple antennas show better
accuracy, the method presented herein looks promising enough to be developed
further and could potentially lead to electronically and mechanically simpler angle
of arrival estimation technology.
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c 2019 mdpi. Reprinted, with permission, from Anton Ledergerber and Raffaello D’Andrea, “UltraWideband Angle of Arrival Estimation Based on Angle-Dependent Antenna Transfer Function”, Sensors,
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1. Introduction
Angle of arrival (AOA) measurement technologies for electromagnetic waves are employed
in a wide range of applications. Both biomedical and military radar technology aim to
measure not only the distance, but also the angle to objects reflecting electromagnetic
waves. Wireless communication equipment, such as Wi-Fi routers, often estimate the
angle of arrival to beamform their radiation to other network devices, and aircrafts use the
AOA measurements to stationary beacons to localize themselves by means of automatic
direction finders.
Traditionally, AOA measurement techniques require either a rotating directional antenna or multiple locations at which the signal is measured. These multiple measurement
points are realized either by moving a single antenna to different locations while collecting signal measurements, or by multiple antennas, e.g., in the form of an antenna array.
Often, these antenna arrays have a limited field from which they can estimate the AOA
of a signal and therefore need to be additionally rotated. This leads to high performance,
but also electronically and mechanically more complex and more costly devices, which
has made AOA localization approaches less suitable for low-cost ultra-wideband (UWB)
localization systems [1].
The AOA measurement technique presented in this paper proposes to make use of the
angle-dependent antenna transfer function, which manifests itself in the measured channel
impulse response (CIR). Doing so, it enables estimation of the angle of arrival using a
single, static antenna, requiring no additional hardware. Compared to our preliminary
work [2] we provide more detailed analytical and experimental results, showing
•

that the AOA estimation method is not bound to a specific environment,

•

that the method also works without reflective surfaces in the receiver antenna’s
vicinity if the antenna is chosen accordingly, and

•

how the proposed method can be integrated with existing time of flight (TOF)-based
localization methods, with which training data can be acquired on the go.

Furthermore, the data from the experiments presented in this paper are made available
[3], such that other estimation strategies could be tested on them.
1.1 Outline
This paper is structured as follows: In the remainder of this section, we review related
work. Section 2 discusses how the antenna transfer function and the environment influence the measured CIR between a transmitter and a receiver. Based on these insights, a
machine learning approach mapping a measured CIR to an AOA probability distribution
is presented in Section 3. The data on which the method is tested is discussed in Section 4
and results are shown in Section 5. The method is then applied to a localization problem
in Section 6. Concluding remarks are made in Section 7. Note that throughout the paper
a two-dimensional problem setup is considered, if not stated otherwise.
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1.2 Related Work
An overview of AOA estimation methods is given in [4]. Common methods measure
the phase difference of arrival of a signal with two or more antennas integrated into
an antenna array (as for example done in [5]) or employ beamforming techniques to
steer the main radiation lobe(s) of the antenna array towards the angle of arrival [6].
Algorithms fusing the outputs of such multi-port antenna arrays are discussed in [7],
[8]. Aside from conventional algorithms, recently deep learning has also been applied to
process the output of antenna arrays for estimating the AOA. Its advantages compared to
traditional methods when estimating multiple signal sources and their AOA are discussed
in [9]. Beamforming control by means of deep learning is discussed in [10] where it is also
shown how neural network quantization facilitates the deployment of such deep learning
techniques in low-memory, low-overhead platforms such as mobile phones.
Modern Wi-Fi modules are often equipped with two or more antennas and provide
the phase shifts of the different sensing elements in the channel state information (CSI).
Impressive localization results based on such CSI measurements were obtained in [11],
where it is shown how localization can be achieved via multipath triangulation and timeof-flight-difference (TOFD) measurements using a single Wi-Fi module employing three
antennas.
Alternatives to multi-port antenna arrays for beam steering and AOA estimation
include single-port switched parasitic antenna arrays (as for example discussed in [12])
or rotating directional antennas or antenna arrays, as employed by classical radars where
each direction is scanned for an incoming signal [13].
Instead of employing rotating antennas or antenna arrays, it is also possible to estimate
the AOA by collecting signals from the same source sequentially at multiple locations or
during movements similar to the synthetic aperture radar. This principle is utilized in
[14] to estimate the AOA using received signal strength measurements, and in [15] using
phase measurements, collected at different locations.
Compared to the previously discussed approaches to estimate the AOA, the method
proposed herein only relies on CIR measurements acquired by a single static antenna
at a single location using no actively controlled parasitic elements. It is based on the
angle-dependent antenna transfer function, which leaves its mark in the measured CIR of
a UWB propagation channel. UWB propagation channels in general are discussed in [16],
and in [17]–[19] with a focus on the antenna transfer functions. Distortions of the measured
CIR due to angle-dependent antenna transfer functions can lead to angle-dependent errors
in the timestamps provided by leading edge detection algorithms. In turn, these angledependent errors in the timestamps lead to errors in the TOF or TOFD measurements. So
far research in UWB localization has therefore focused either on tailored UWB antenna
design [20], [21] or on mitigating these effects via models predicting the systematic error. A
neural network predicting the error in the TOF measurement based on CIR measurements
was employed to this end in [22] while in the authors’ previous work [23] this error is
predicted based on the AOA. Instead of compensating for effects of the angle-dependent
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Figure 4.1.: Composition of an example channel impulse response (CIR) for a propagation channel with one direct and indirect path and an angle of arrival (AOA)dependent antenna impulse response function as given in Equation (4.1). By considering only a window of the CIR around the first path location, multipath components
resulting from reflections outside the ellipsoid as given in Equation (4.3) are discarded.

transfer functions, this paper proposes to amplify them such that they can be exploited
to estimate a signal’s AOA.

2. Channel Impulse Response

2.1 Components of the CIR
The CIR, which fully characterizes a UWB propagation and communication channel, is
subject to many influences: the transmitting antenna’s impulse response function htx , the
impulse response of the environment henv , and the receiving antenna’s impulse response
function hrx , not to mention the influence of all the electronics involved in reading and
writing to the antenna. By assuming a cascaded, linear, time invariant model [24], and
a UWB channel with NMP different multipath components [16], the channel impulse
response is given as

hCIR =

N
MP
X

htx (αtx,n ) ∗ henv,n ∗ hrx (αrx,n ),

(4.1)

n=1

where the dependence of the antenna’s impulse response on the angle of departure (AOD)
αtx,n and the AOA αrx,n of the n-th multipath component are explicitly written, and where
∗ is the convolution operator. This is illustrated in Figure 4.1. We divide objects into two
groups, objects belonging to the same rigid body as the transmitting or receiving antenna,
and other objects, which are typically further away from the antenna as visualized in
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Figure 4.1. In the following, we absorb the influence of the first group of objects into
the impulse response of the transmitting or receiving antenna as their influence is also
angle-dependent.
While a UWB communication channel is difficult to model accurately due to the
many influences [16] that need to be considered, it is possible to measure its CIR quite
accurately by exciting the system with a pseudo noise sequence [25]. This principle is
also employed by the DW1000 UWB chip [26], which will be used in the following to
investigate the influence of the AOA on the complex CIR envelope it measures. The
complex CIR envelope hCIR is related to the actual real-valued CIR hCIR by

hCIR (t) = Re hCIR (t)ej2πf0 t ,

(4.2)

with Re(·) denoting the real part, and with f0 denoting the carrier frequency of the UWB
signal as explained in more detail in [25] (p. 281).
2.2 Measuring the CIR for Different AOA
As explicitly indicated in Equation (4.1), the measured CIR is generally dependent on the
AOA and AOD. In order to qualitatively assess this dependency (no anechoic chamber was
used), CIR envelope measurements were gathered in a static environment with two UWB
modules. A first UWB module had a fixed position and orientation, hereafter referred to as
the anchor, whereas a second module, hereafter referred to as the tag, was rotated around
its bore while it collected CIR measurements and range measurements to the anchor. At
the same time, an overhead motion capture system recorded the position and orientation
of both antennas. The ranging protocol presented in [27] was used and the CIR envelope
obtained from the last anchor reply was recorded on the tag. This was done for five
different tag antenna configurations, namely a Broadspec Time Domain Antenna [28], a
spline antenna analyzed in detail in in [18], this spline antenna with copper arms soldered
to its ground, and a Partron Dielectric Chip Antenna [29] with and without carbon plates
in its vicinity, all shown in Figure 4.2. The Broadspec Time Domain antenna was used
on the transmitter. All these measurements were made using DWM1000 modules [29],
which were modified to allow connection of antennas other than the Partron dielectric
chip antenna with which they are shipped. The DW1000 chip estimates the complex CIR
envelope with a resolution of Ts = 1/(2fc ) ≈ 1 ns, where fc = 499.2 MHz is the chipping
frequency [30]. Its configuration is discussed in Appendix A.
As the phase difference between the transmitter and receiver clock varies from one
signal transmission to another due to clock imperfections, the CIR envelope samples
obtained during each signal reception show different temporal locations and a different
phase offset. To obtain a higher resolution of the CIR envelope, these accumulated CIR
envelope measurements can be aligned by Decawave’s proprietary leading edge detection
algorithm [31], as discussed in detail in [32]. This leading edge detection algorithm estimates the first path location within a CIR envelope with a resolution of 15.6 ps. Two
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Figure 4.2.: From left to right: A DWM1000 module equipped with a modified spline
antenna, a spline antenna, a Broadspec Time Domain antenna, a Partron dielectric
chip antenna. On the extreme right is a Partron dielectric chip antenna with carbon
plates attached in its vicinity and the motion capture markers. This setup without the
carbon plates is also used to collect measurements with the other antennas.

plots in the top row of Figure 4.3 show such alignments for over 100 different CIR envelope measurements obtained with the modified spline antenna for an AOA of αrx = 110◦ .
One aligned CIR envelope measurement is highlighted with red dots and the time at the
first path location is set to t = 0. Note that in order to visualize the phase evolution,
the phase offsets of the different aligned measurements are accounted for by setting the
phase of the first sample after the estimated first path location to zero.
Figure 4.3 further shows how the phase and magnitude of the CIR envelope change for
different AOA when employing the modified spline antenna. There are AOA ranges for
which the magnitude and phase look completely different, but there are also AOA ranges
for which they look similar, e.g., for CIR measurements obtained with AOAs at around
−80◦ or at around −145◦ . Measurements for all the different tag antenna configurations
can be found in Appendix B. As the timestamps used for the range measurement on
the anchor and the tag are based on these CIR envelope measurements, changes in the
CIR envelope can lead to errors in the timestamps, which in turn lead to errors in the
measured TOF or range rmeas . This is visible in the rightmost plot of Figure 4.3, where
the differences of the measured range rmeas and the ground truth range r, provided by the
motion capture system, for different AOAs and AODs are plotted (note that we use a twoway ranging protocol). Research to date has attempted to minimize these angle-dependent
effects either by tailored antenna designs, evolved leading edge detection algorithms, or by
calibration, as was discussed in Section 1.2. Instead of minimizing these effects, this paper
suggests amplifying them such that useful information on the AOA can be retrieved.
Note that for notational simplicity, in the following we refer to the complex CIR
response envelope simply as CIR.
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Figure 4.3.: On the left, the experimental setup is shown with a modified spline
antenna taking range and CIR envelope measurements for different AOAs to a Time
Domain Broadspec antenna (pictures of both antennas are shown in Figure 4.2). The
top plots show the magnitude and phase of over 100 accumulated and aligned CIR
envelope measurements, and a histogram of the corresponding range error for an AOA
of αrx = 110◦ . A single CIR envelope measurement is highlighted with red dots. The
bottom plots show these metrics for all different AOA using the same color scheme as
in the top plots whose AOA is marked with a red line.

3. Learning the CIR to AOA Mapping

3.1 Windowing
Looking at Equation (4.1), it is clear that in general the measured CIR is a result of
different, multipath-dependent AOAs. Samples in the CIR far away from the estimated
first path location are more likely to be the the result of a convolution with an antenna
impulse response function corresponding to a multipath AOA. Therefore we only consider
the CIR samples obtained within τ ns after the estimated first path sample. This τ is a
tuning variable and defines an ellipsoid, with the transmitter and the receiver positions
as foci points, denoted with ptx and prx , respectively. This ellipsoid is visualized in Figure
4.1 and is given by
 
 
x
x



ptx − y
+ prx − y  = kprx − ptx k + cτ,
z
z

(4.3)
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with (x, y, z) the coordinates of the points lying on the surface of this ellipsoid, and with
c the speed of light. Reflections occurring outside this ellipsoid only impact the measured
CIR samples which are more than τ ns after the estimated first path sample. Ideally, free
space can be assumed within the ellipsoid. However, apart from aerospace applications
this is seldom the case as often the ground intersects with such an ellipsoid when operating
close to ground. Nevertheless, multipath transmissions within the ellipsoid are likely to
have a similar AOA as the direct path and ideally a model mapping the measured CIR
to an AOA, as presented next, is robust to such multipath components.
3.2 CIR to AOA Mapping
The mapping of measured CIR to AOA is not one-to-one for general environments and
antennas. On the one hand, different AOAs can result in a very similar antenna impulse
response function as can be seen in Figure 4.3. This problem might be circumvented by
an optimized antenna design or by optimally placing reflective surfaces around it. On
the other hand, even if the antenna impulse response function was different for all AOA,
differences in the environmental and transmitting antenna impulse response functions
can again lead to the same measured CIR for different AOA. Hence, instead of learning a
one-to one mapping of the measured CIR to the AOA, we propose to learn the probability
that the measured CIR is the result of convolving htx ∗henv with hrx (αrx ) to cope with this
problem. This modeling is approached using a neural network trained on a large dataset of
CIR measurements paired with the corresponding AOAs. Considering the environment’s
influence on the measured CIR (henv,n in Equation (4.1)), this dataset ideally includes
CIR measurements obtained in a similar environment as the application environment.
Furthermore, training on multiple datasets obtained in different environments enables
the neural network to better generalize to a new environment.
3.3 Network Structure
The conditional probability p(αrx |hCIR (t)) is learned in a supervised learning framework
in which a neural network is trained to minimize the cross-entropy between training
data and the model distribution [33] (p. 173). The training data consists of of CIR and
AOA pairs and is further described in Section 4. As previously discussed, the distribution
p(αrx |hCIR (t)) is expected to be multi-modal. Common approaches to learn such distributions using neural networks are mixture density networks [34] and histogram density
estimations [35] (p. 120) in which the probability distribution is discretized. The latter
was chosen due to ease of implementation and good stability during training. To this
end, the AOA was discretized into Nbin = 256 bins and the neural network was trained to
predict the unnormalized log probabilities that a signal is received with an AOA corresponding to a certain bin. This is visualized in Figure 4.4. The network consists of three
fully connected layers of size 800, 400, 400 with rectified linear unit activation function
ReLU [36]. The network’s input is a eleven sample window of the measured complex
impulse response, starting two samples before and ending eight samples after the first
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Figure 4.4.: A standard neural network with three hidden layers is used to predict
the AOA based on a window of the complex CIR envelope, starting two samples
before the first path sample and ending eight samples after the first path sample. The
magnitude and the phase differences of these eleven samples are fed to the input layer
of the neural network. The outputs of the neural network are the unnormalized log
probabilities of an AOA corresponding to a certain bin.

path sample, and is denoted simply by hCIR in the following to keep the notation concise. This corresponds to a τ = 8 ns as given in Equation (4.3). The phase difference
between consecutive samples in hCIR is calculated and fed together with the magnitude
of the first ten samples in hCIR as a concatenated vector of 20 elements to the neural
network. Feeding the phase differences instead of the measured phase sped up training
as the neural network otherwise would have to implement a similar operation itself due
to the previously discussed varying phase offset of the different CIR measurements.
Denoting with z ∈ RNbin the output of the neural network, i.e., the unnormalized log
probabilities, the probability that the AOA of a signal falls into bin i ∈ {1, . . . , Nbin } is
exp(z[i])
.
p(bin = i|hCIR ) = PNbin
j=1 exp(z[j])

(4.4)

3.4 Network Training
The network is implemented in Tensorflow [37] and trained using the ADAM optimizer
[38]. We train the network to minimize the cross-entropy loss for all training data points
(αrx , hCIR ), i.e.,
J(αrx , hCIR ) = − log p(bin = bin(αrx )|hCIR ),

(4.5)

where bin(αrx ) denotes the ground-truth bin of the training sample. Twenty percent of the
training data is randomly chosen and retained as validation data. Dropout regularization
(at a 10% rate) is employed after each hidden layer during training, which terminates
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when the loss on the validation data stops decreasing. The training batch size is 2000
and the training data is normalized to speed up training.

4. Acquiring the Datasets
In addition to the datasets used to qualitatively assess the AOA dependency of the
measured CIR as discussed in Section 2, datasets using multiple anchors and changing
environments were also collected. To this end, a Roomba robot equipped with a UWB
tag drove around in a random fashion in an area of 4.2 m × 4.3 m while recording the
output of its wheel encoders with a frequency of 66 Hz and sequentially collecting CIR
and range measurements to five anchor modules with a frequency of 200 Hz. Again the
ranging protocol presented in [27] was employed and the CIR of the last anchor reply
was recorded. The anchor modules were equipped with Broadspec Time Domain antennas because of their constant antenna impulse response function over different angles as
visible in Figure 4.10. This limits the influence of the AOD on the measured CIR, which
facilitates the CIR to AOA mapping problem. The antennas were placed 0.9 m above
ground around the area the Roomba robot was driving in, such that range measurements
ranging from 0.5 m to 9 m were obtained. Different obstacles, i.e., a chair, a table, a
wooden wall, a ladder and a tripod, were placed in the area. For each collected dataset
containing roughly 200’000 CIR and range measurements, the Roomba robot was traveling a different, random trajectory and either the locations of the anchor modules, or the
locations of obstacles within the area were changed as shown in Figure 4.5. This figure
also shows a picture of the floor, made of ceramic tiles and heavy metal plates, partially
reflecting the UWB signals. Sport mattresses were placed on the floor to facilitate the
Roomba robot’s locomotion. During the experiment, an overhead motion capture system
recorded the ground truth position and orientation of the tag and anchor antennas with
sub-centimeter and sub-degree accuracy. Synchronizing and processing all this data allows pairing of CIR measurements with the corresponding AOA to generate training and
evaluation datapoints (αrx , hCIR ) for the previously presented neural network.
For ten such datasets, the UWB tag on the Roomba robot was equipped with the
modified spline antenna; and for a further ten such datasets, the Partron dielectric chip
antenna with mounted carbon plates in its vicinity was used, as shown in Figure 4.2.
These datasets are made publicly available here [3].

5. Results
The neural network described in Section 3 was trained and evaluated with the previously
described datasets, separately for the modified spline antenna and for the Partron dielectric chip antenna with carbon plates in its vicinity. From the ten datasets originating from
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Figure 4.5.: Three out of ten setups for data collection using the modified spline
antenna are shown. In each setup the Roomba robot drove a different trajectory and
the obstacles’ or the transmitters’ location was changed. The picture in the bottom
right shows the floor made of ceramic tiles and metal plates.

different setups, nine datasets were used for training and the evaluation was made on the
remaining dataset. This was done ten times each time leaving out a different dataset in
training for the following evaluation. The results of this leave-one-out cross-validation
are presented by means of the error in the maximum a-posteriori AOA estimate α
brx . It is
given as the bin center of the bin with the highest probability as predicted by the neural
network, i.e.,
c := arg max p(bin = i|hCIR )
bin

(4.6)

i∈1,...,Nbin

α
brx := 2π

c −1
bin
.
Nbin

(4.7)

As discussed in Section 2, the resolution of the measured CIR is relatively coarse at
approximately 1 ns. However, as it sampled at slightly different locations is each time, a
more accurate maximum a-posteriori estimate can be found by collecting 10 consecutive
CIR measurements hCIR (1), . . . , hCIR (10) from the same transmitter, and choosing the
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estimated AOA bin as
c := arg max
bin

i∈1,...,Nbin

10
X

p (bin = i|hCIR (j)) .

(4.8)

j=1

Figure 4.6.: The error distribution of the maximum a-posteriori AOA estimate is
shown for the ten different datasets using the modified spline antenna. On the left,
the distribution is shown for when the maximum a-posteriori estimate is calculated
using a single CIR. On average 58% of these estimates have an error of less than 15◦ .
This value is increased to 64.5% when the maximum a-posteriori estimate is calculated
using ten consecutive CIR measurements, which is shown on the right.

Figure 4.6 shows the error distribution for the modified spline antenna. Averaged over
the datasets, 58% of the maximum a-posteriori estimates have an error of less than 15◦
when using only one CIR measurement. When using 10 consecutive CIR measurements,
this ratio is increased to about 64.5%, which is still significantly lower than the ratio for
the AOA estimation modules based on multiple antennas created by Ubisense [39] and
Decawave [5]. Almost 100% of their AOA measurements are reported to be within a 15◦
error bound.
However, the distribution predicted by the neural network is in general multimodal.
Therefore, even if the maximum a-posteriori estimate might deviate by a large value, the
probability of the bin corresponding to the ground-truth AOA bin(αrx ) might still be high.
This is visible in Figure 4.7 where the average predicted a-posteriori AOA probability
distribution for CIR measurements belonging to the datapoints Z obtained with a ground
truth AOA between −135◦ and −155◦ is shown, i.e.,
Z = {(αrx , hCIR ) : −155◦ < αrx < −135◦ }
1 X
p̄(αrx |hCIR ∈ Z) =
p(αrx |hCIR ),
|Z| h ∈Z

(4.9)
(4.10)

CIR

where |Z| is used to denote the number of datapoints contained in set Z. On the right,
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the average predicted a-posteriori AOA probability distribution is shown for the subset
of these datapoints Zoff ⊂ Z, whose maximum a-posteriori AOA estimate deviates by
more than 30◦ , i.e.,
Zoff = {(αrx , hCIR ) : −155◦ < αrx < −135◦ and |b
αrx − αrx | > 30◦ }
X
1
p̄(αrx |hCIR ∈ Zoff ) =
p(αrx |hCIR ).
|Zoff | h ∈Z
CIR

(4.11)
(4.12)

off

It is evident that most maximum a-posteriori AOA assigned to these CIR measurements are at around −80◦ , even though the probability of the AOA corresponding to the
actual AOA is still high. This can also explain the bump at around −65◦ in maximum
a-posteriori error distribution, as seen in Figure 4.6. Looking at Figure 4.3, it is evident
that the antenna impulse response function for the AOAs from−135◦ to −155◦ seems to
be similar to the one for the AOAs from −70◦ to −90◦ . Therefore, the neural network has
difficulty in mapping the measured CIR to the correct AOA. However, this uncertainty
is also mirrored in the probability distribution given by the neural network.

Figure 4.7.: On the left, the averaged, multimodal probability distribution predicted
by the neural network is shown in blue for CIR measurements obtained with AOA in
the range of −135◦ to −155◦ (see Equations (4.9) and (4.10)). Also the histogram of
the corresponding maximum a-posteriori AOA estimates is shown in orange. On the
right, the averaged probability distribution is shown for CIR measurements obtained
in the same range, but whose corresponding maximum a-posteriori AOA estimate also
deviates by more than 30◦ (see Equations (4.11) and (4.12)).

Similar results were achieved with the Partron dielectric chip antenna with mounted
carbon plates in its vicinity, as further discussed in Appendix C, which shows that material
in the antenna’s vicinity influencing its radiation pattern also helps to estimate the AOA
with the proposed method.
Although it may at first appear contrived, in the majority of applications the antenna’s radiation pattern is distorted, either because the antenna is integrated into the
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device case, or because the device case and the device electronics reflect and dampen electromagnetic waves in different manners depending on the device orientation. However,
these unintentional angle-dependent radiation patterns lead in general to multimodal
probability distributions, as is also the case for the tested modified spline antenna and
the Partron dielectric chip antenna with carbon plates. In order to improve accuracy of
the maximum a-posteriori AOA estimate, the antenna design or the placement of the
reflective surfaces should be optimized, which was not done in this work. Nevertheless,
there are applications where multimodal distributions pose less of a problem, e.g., when
it is possible to fuse multiple AOA distributions from different transmitters or receivers,
as is the case for UWB localization problems, which is discussed in the next section.

6. Application to a Self-Localization Problem
In this section, the previously described method to estimate the AOA based on CIR
measurements is used to localize a robot.
6.1 Self-Localization Problem
The datasets described in Section 4 were collected with the help of a mobile robot
(Roomba) and consist of CIR, range and odometry measurements along with the ground
truth measurements provided by a motion capture system. Given the trained neural network as outlined in Section 3, the CIR measurements with anchors at known locations
provide sufficient information for the robot to estimate its state x = (xR , yR , θR ) in the
inertial reference frame, where xR and yR are the robot’s Cartesian coordinates and θR is
the angle describing its orientation (see Figure 4.8). The state estimate can be obtained
via triangulation as visualized in Figure 4.8, e.g., by maximizing the measurement likelihood
x = arg max

Y

p(αrx (x)|hCIR ).

(4.13)

hCIR ∈Z

In order to self-localize, the robot does not need to move as long as its position and
the position of the anchors cannot be circumscribed with a circle [40]. This enables the
robot to self-localize by only receiving the UWB signals from transmitters with a known
location, which do not even need to be synchronized. It is clear that if time-of-flight
measurements or time-of-flight-difference measurements with respect to the anchors are
available, they significantly improve the performance of such a localization system and
should therefore be fused with AOA measurements. The same applies to motion or process
models, which should be used as well if available.
In the following, we will investigate the fusion of this information by means of a
particle filter in order to assess the benefit of estimating the AOA with the proposed
method in self-localization applications. Furthermore, such fusion approaches also allow
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Figure 4.8.: A robot can localize itself with respect to anchors having known locations
by maximizing the AOA likelihood as given by the neural network. The predicted AOA
a-posteriori probability distributions for each anchor are shown in different colors.

the neural network to be trained without a motion capture system, as demonstrated in
the following. A general comparison of time-of-flight, AOA, and received signal strength
localization approaches is given in [1].

6.2 Particle Filter
Two discrete-time process models x(k + 1) = q(x(k), u(k), η(k)) for the mobile robot
are considered, where u(k) is the system’s input and η(k) = (ηx (k), ηy (k), ηθ (k)) is the
process noise at discrete time k = 1, 2, . . . for a sampling period of 15 ms, which is equal
to the period with which the Roomba robot’s wheel encoders can be recorded.

6.2.1 Random Walk Process Model In the random walk process model, the system input u is assumed to be zero and the state is assumed to evolve solely based on the
process noise, i.e.,
xR (k + 1) = xR (k) + ηx (k)

(4.14)

yR (k + 1) = yR (k) + ηy (k)

(4.15)

θR (k + 1) = θR (k) + ηθ (k).

(4.16)

97

6. Application to a Self-Localization Problem

The process noise is assumed to have a zero mean normal distribution, i.

(12 mm)2
0
0
η(k) ∼ N (η(k)|0, Σ) with Σ = 
0
(12 mm)2
0 .
0
0
(5.4◦ )2


(4.17)

6.2.2 Roomba Process Model In the more accurate Roomba process model, the
robots state x is pushed forward by the robot’s odometry recordings u = (∆p, ∆θ), where
∆p and ∆θ are the measured distance travelled and the measured change in heading,
respectively, during the sampling period. This process model is given as
xR (k + 1) = xR (k) + cos(θR (k))∆p(k) + ηx (k)

(4.18)

yR (k + 1) = yR (k) + sin(θR (k))∆p(k) + ηy (k)

(4.19)

θR (k + 1) = θR (k) + ∆θ(k) + ηθ (k).

(4.20)

For this process model, the process noise covariance is lowered to


(2 mm)2
0
0
Σ= 0
(2 mm)2
0 .
0
0
(1.5◦ )2

(4.21)

6.2.3 Measurement Model Measurement updates can be performed either with
a-posteriori AOA probability distributions provided by the neural network, or with timeof-flight and the corresponding range measurements. These updates are further described
in the following algorithm.
6.2.4 Particle Filter Algorithm How these process and measurement models can
be integrated in a particle filter is briefly outlined in the following summary, and the
reader is referred to [41] for a more in-depth introduction.
1. Initialization: The particle filter is initialized with NPF = 1000 particles xp , p ∈
{1, 2, . . . , NPF } whose initial x, y coordinates and headings are drawn from the
uniform distributions UxR (0 m, 4.7 m), UyR (0 m, 4.8 m) and UθR (−π, π).
2. Prediction step: At each iteration, the random walk (4.15) and (4.16) or the Roomba
(4.19) and (4.20) process model is used to update each particle xp as

xp (k + 1) = q(xp (k), u(k), η p (k)).

(4.22)

3. Measurement update: When a UWB signal is received, the particle weights can be
updated according to their likelihood given the current AOA a-posteriori proba-
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bility distribution or the current range measurement. Using the AOA a-posteriori
probability distribution, the particles weights are calculated as

p
wp (k) = p(αrx
(k)|hCIR (k)),

(4.23)

p
where the expected AOA αrx
of each particle p is

p
p
αrx
(k) = atan2 (yA − yRp (k), xA − xpR (k)) − θR
(k),

(4.24)

wherein xA and yA are the x and y coordinates of the anchor modules from which
a signal is received. If the range measurement is used, the particle weights are
calculated as

2
wp (k) = p(rp (k)|rmeas (k)) ∼ N (rp (k)|rmeas (k), σr,meas
),

(4.25)

2
, and where the expected
with rmeas the measured range with a variance of σr,meas
p
range r of each particle p is calculated as


  
xR (k)
xA
r (k) =
−
.
yR (k)
yA
p

(4.26)

After the particle weights have been calculated, the particles are resampled to get
NPF posterior particles, all with equal weights.
6.3 Training with Particle Filter AOA Data
So far, the training data for the neural network was obtained by means of a motion capture system, i.e., the AOA corresponding to a measured CIR was calculated based on
motion capture data. With these training data, the neural network described in Section
3 was trained. However, the AOA corresponding to a measured CIR can also be obtained
by other means; namely, based on the estimated state by the particle filter fusing odometry and range measurements as outlined above. The data obtained might be of lower
quality, i.e., the AOA assigned to a measured CIR might deviate if the estimated state
also deviates. Nevertheless, as long as the data is unbiased, the neural network can be
successfully trained with it.
To investigate this, ten new training datasets were generated for the modified spline
antenna where the AOA was not provided by the motion capture system, but by the state
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estimate of the particle filter employing the Roomba process model to fuse odometry and
range measurements. The particle filter’s position, pbR = (b
xR , ybR ), and orientation , θbR ,
estimates are defined to be the particles’ average position and orientation, respectively.
Using these estimates, the AOA corresponding to a CIR measurement obtained at time
k was calculated as
αrx = atan2 (yA − ybR (k), xA − x
bR (k)) − θbR (k).

(4.27)

These ten new datasets were again used to train the neural network in a leave-oneout cross validation fashion. The error distribution of the maximum a-posteriori AOA
estimate does not differ significantly from the distribution obtained with neural networks
trained on motion capture training data, but the value of the maximum probability
density is generally smaller. This can be explained by the additional noise now included
in the training data, which acts as a regularizer and leads to more conservative, i.e., more
uniform, a-posteriori AOA probability distributions predicted by the neural network.
6.4 Results
These newly trained neural networks were employed by the particle filter whose performance was evaluated for the two different process models, and the different measurement
updates. A leave-one-out cross validation is again applied for the evaluation, in which
the dataset not used for the neural network training was used for the evaluation. Figure
4.9 shows the root mean square error (RMSE) in the heading, RMSE(θbR ), and position,
RMSE(pbR ), estimates of the particle filter for the different configurations. The RMSE for
each dataset is shown in a different color.
In case of the random walk process model, it is apparent that the orientation and
position of the Roomba robot can be estimated solely based on AOA measurements in
all ten datasets. When employing range measurement updates instead of AOA measurements, the error in the position estimate is significantly smaller. However, it is no longer
possible to observe the orientation of the robot. The best performance is achieved when
range and AOA measurements are combined. Note that two-way communication between
the mobile robot and the anchors or clock synchronization is necessary in order to obtain
range measurements, whereas the AOA estimation method presented only needs one-way
communication and no clock synchronization.
In the case of the particle filters employing the Roomba process model, the orientation of the Roomba robot is also observable without AOA measurements. This allowed
the neural network to be trained without motion capture data as described in Section
6.3. Note that even though the RMSE in the heading of this particle filter employing the
Roomba process model and range measurement updates was between 4◦ and 13◦ depending on the dataset (see column marked with * in Figure 4.9), neural networks trained
with these data and integrated in a particle filters lead to RMSE in the heading of below
4◦ as also visible in Figure 4.9. Also for the Roomba process model, the best performance
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is achieved when range and AOA measurement updates are used.
The results of particle filters employing neural networks trained with motion capture
data are included for completeness in Appendix D.

Measurement
updates

Roomba

Random walk

Process model
AOA

range

AOA+range

AOA

range*

AOA+range

Orientation
unobservable

Figure 4.9.: This figure compares the performance of particle filters having different process models and different measurement updates. The root mean square error
(RMSE) obtained for the ten different leave-one-out cross-validation evaluations are
shown in different colors. The neural networks employed by the particle filters using
AOA measurement updates were trained with datasets in which the AOA corresponding to a CIR measurement was provided by a particle filter employing the Roomba
process model and range measurement updates (see the column marked with * for its
performance).

7. Conclusions
This paper discusses a technique to estimate the AOA of a UWB signal based on CIR
measurements. We identify that the antenna’s impulse response function is AOA dependent, and that objects in the antenna’s local environment create angle-dependent
reflections that further affect the measured CIR. We use a neural network to learn the
mapping between the CIR measurement and the AOA, and show that the UWB signal’s
AOA can be estimated at no additional hardware cost, using just a single antenna, unlike conventional AOA estimation techniques. By combining AOA estimates to multiple
fixed-location UWB anchors, we experimentally demonstrate the localization of a mobile
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robot, based only on AOA estimates obtained from CIR measurements (see Supplementary video), and in combination with range measurements. Given that in most real-world
UWB applications the antennas’ impulse response functions are AOA dependent due to
their integration into a device, we regard the AOA estimation method presented in this
paper as a low-cost and software-only augmentation for any existing UWB TOF-based
localization system, with which AOA-CIR training data can be collected on the go by
data fusion approaches.
Outlook
The new AOA estimation principle presented in this paper should be investigated further
to assess its full potential and its limitations. We regard the following topics as interesting
to investigate in the future:
Hardware optimizations : In this paper, we changed the antenna’s impulse response function in a straightforward manner by modifying the antenna, or by placing
carbon plates in its vicinity. Instead, better performance could be achieved if the antenna
design or the placement of the reflective surfaces were optimized for the application
at hand considering the selected carrier frequency and power settings. Such optimizations, performed via electromagnetic simulation software, could be aimed at rendering
the a-posteriori AOA probability distribution unimodal, and at making the method more
robust to non-line-of-sight conditions. Furthermore, as the CIR estimates provided by the
DW1000 chips is also dependent on the clock speed of the receiver and transmitter, more
stable clocks and shorter sampling periods could further help to improve the accuracy of
the AOA estimation method, although this would again lead to increased hardware costs.
AOA of multi-path components: As shown in [42], [43], if the locations of reflective
surfaces in the environment are known, the timing of multi-path components can be used
to localize a receiver. In this paper we trim multi-path components, and focus only on
the first peak. However, these multi-path components are also affected by the receiving
antenna’s AOA-dependent transfer function as shown in [44], and it should be possible
to also compute their AOAs using the techniques discussed in this paper.
Learning: The neural network applied to learn the mapping between the measured
CIR and the AOA worked without significant tuning, however resulted in a binned probability distribution. It would be interesting to investigate whether accuracy could be
improved using mixture-density networks, resulting in a continuous probability distribution, or using neural networks with complex weights. In the latter case, the complex
envelope of the CIR could be fed directly to the neural network instead of feeding it
via its magnitude and phase. This, together with a tailored network architecture could
further improve the performance of this method.
AOD and AOA estimation: The CIR is affected by both the receiver’s and transmitter’s antenna, and by obstacles in their local environments. In order to minimize the
influence of the transmitting antenna on the measured CIR and thus simplify measurement of the AOA, we outfitted transmitters with antennas having a very uniform transfer
function (Time Domain Broadspec antenna). However, if both receiver and transmitter
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were equipped with antennas having strongly angle dependent impulse response functions,
it should be possible to estimate both AOA and AOD from a single CIR measurement.
In combination with a TOF method to estimate range, this would enable estimation of
the full relative pose of the receiver with respect to the transmitter and thus localization
of the receiver using just a single anchor.

A. DW1000 Configuration
The configuration of the DW1000 chips is given in Table 1 and is used for all experiments.
Note that mainly the center frequency and the output power were found to have a large
impact on the measured CIR, even though no thorough experiments were conducted with
different settings.
Table 1.: The settings of the DWM1000 modules used to acquire the CIRs and range
measurements.

Channel Number
4 (Carrier Frequency 3993.6 MHz, Bandwith 900 MHz)
Pulse Repetition Frequency 16 MHz
Data Rate
6.8 Mbps
Preamble Length
128 Symbols
Preamble Accumulation Size 8
Preamble Code
7
Transmit Power Control
19 dB Gain

B. CIR Measurements for Different Antenna Configurations
Figure 4.10 compares the CIR measurements obtained with different receiver antenna
configurations. Even though these measurements were not made in an anechoic chamber, it is qualitatively visible how the antenna impulse response functions of the different
receiver antenna configurations impact the measured CIR, as the environment and the
transmitter antenna were left unchanged for all collected measurements. Apart from antenna impulse response functions of the Broadspec Time Domain and the spline antennas,
all other antenna impulse response functions seem to be clearly AOA-dependent.

C. Results Obtained with Partron Dielectric Chip Antenna with
Carbon Plates
The ten datasets recorded with the Partron dielectric chip antenna with mounted carbon
plates are similar, but not identical to the ten datasets recorded with the modified spline

103

D. Results Obtained with Particle Filter Employing Neural Networks Trained with
Motion Capture Data

antenna, as the anchor and obstacles locations were changed and as the Roomba robot for
each experiment traveled a different path. Nevertheless, assuming that these differences
are leveled out, the receiver configuration with the Partron dielectric chip antenna and
the carbon plates seems to slightly decrease the error in the maximum a-posteriori AOA
estimate as shown in Figure 4.11. Compared to the 58% and 64.5%, now 60.3% and 66.8%
of the estimates have an error of less than 15◦ , when using a single CIR or when using
ten consecutive CIR measurements, respectively. As neither the placement of the carbon
plates, nor the antenna design were optimized, no concluding statement can be made on
which of two antenna radiation pattern influences can be better exploited by the AOA
estimation method. However, carbon plates in the antenna’s vicinity seem to have a large
impact on the error in the obtained range measurements, as visible in Figure 4.10, which
should be compensated for when using range measurements.

D. Results Obtained with Particle Filter Employing Neural
Networks Trained with Motion Capture Data
The particle filters employing neural networks trained with motion capture data generally
performed worse than the particle filters employing neural networks trained with fused
data as outlined in Section 6.3. This is visible when comparing the RMSE in the heading
and position estimates of these particle filters shown in Figure 4.12 with the ones shown
in Figure 4.9 (note the different scales of the RMSE-axis when comparing the figures).
When employing the Roomba process model and only AOA measurement updates, the
particle filter even diverged for one dataset. As mentioned in Section 6.3, the neural
network trained with fused data had a similar error distribution of their maximum aposteriori AOA estimates, but generally predicted more conservative a-posteriori AOAprobability distributions. This could explain why the particle filters employing these
models were less likely to diverge due to a erroneous maximum a-posteriori AOA estimate.
Potentially, particle roughening, a higher process noise covariance or adding noise to the
neural network training data could help to prevent the particle filter from diverging when
employing the neural network trained with motion capture data.
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Figure 4.10.: The complex CIR envelope for different receiver antenna configurations
is shown for different AOA with the estimated first path location at t = 0 ns. The
transmission antenna is always a Broadspec Time Domain antenna.
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Figure 4.11.: The error distribution of the maximum a-posteriori AOA estimate is
shown for the ten different datasets using the Partron dielectric chip antenna with
mounted carbon plates. On the left, the distribution is shown when the maximum aposteriori estimate is calculated using a single CIR. On average 60.3% of the estimates
have an error of less than 15◦ . This value is increased to 66.8% when the maximum
a-posteriori estimate is calculated using ten consecutive CIR measurements as shown
on the right.
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Figure 4.12.: This figure compares the performance of particle filters having different
process models and different measurement updates. The RMSE obtained for the ten
different leave-one-out cross-validation evaluations are shown in different colors. The
neural networks employed by the particle filters using AOA measurement updates were
trained with datasets in which the AOA corresponding to a CIR measurement was
provided by a motion capture system.
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Abstract
A growing number of devices, from car key fobs to mobile phones to WiFirouters, are equipped with ultra-wideband radios. In the network formed by these
devices, communicating modules often estimate the channel impulse response to
employ a matched filter to decode transmitted data or to accurately time stamp
incoming messages when estimating the time-of-flight for localization. This paper
investigates how such measurements of the channel impulse response can be utilized
to augment existing ultra-wideband communication and localization networks to a
multi-static radar network. The approach is experimentally evaluated using off-theshelf hardware and simple, distributed filtering, and shows that a tag-free human
walking in the space equipped with ultra-wideband modules can be tracked in
real time. This opens the door for various location-based smart home applications,
ranging from smart audio and light systems to elderly monitoring and security
systems.
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1. Introduction
Ultra-wideband (UWB) technology is built into a growing number of devices. Larger
companies are actively starting to invest in it [1], [2]. Car key fobs equipped with UWB
radios enable secure locking and unlocking of cars [3], phones equipped with UWB radios
can share data based on their relative position [4], and WiFi-routers equipped with UWB
radios offer an even larger range of localization-based services [5]. These applications are
possible as UWB technology not only allows devices to communicate with each other,
but also to localize with respect to each other. However, the devices are only aware of
other UWB radio-equipped devices and need to rely on cameras or other sensors to sense
and react to their environment.
The work presented in this paper aims to augment UWB radio-equipped devices with
the sensing capabilities of a multi-static radar network, thereby increasing their range of
applications for entertainment purposes [6], elderly monitoring [7], security [8], or smart
home applications in general (e.g., light and temperature control) [9]. In contrast to most
existing UWB radar systems, which require specialized hardware, the system presented
herein only relies on three or more communicating devices equipped with Decawave’s offthe-shelf, low-cost DWM1000 chip [10]. Figure 5.1 schematically shows how these devices
can form a multi-static radar network and thereby track a nearby person,
1. by first localizing themselves with respect to each other,
2. by tracking changes in the channel impulse response of each communication channel,
3. by fusing these observed changes into a position estimate of a nearby person.
Since the presented signal processing algorithms are lightweight, they can be deployed
in real time on devices with limited computational power, as for example found in Internet
of Things (IoT) applications. The focus of this paper lies on step 2, but step 3 is also
briefly discussed for evaluation purposes as experimental results are presented for the
complete pipeline. For step 1, the reader is referred to [11] and the references therein.
The dataset on which the experimental results presented are based is publicly available
at [12]. See [13] or Supplementary Materials Video S2 for a video showing the system’s
performance.
The remainder of this paper is structured as follows: Section 2 discusses related work.
Section 3 introduces the necessary preliminaries on the channel impulse response (CIR),
before its filtering is discussed in Section 4. The fusion of multiple filtered CIR to a
position estimate of a tracked person is discussed in Section 5 and experimental results
are presented in Section 6. Concluding remarks on the work, its limitations, and on future
research directions are made in Section 7.
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Figure 5.1.: Three UWB radio-equipped devices forming a multi-static radar network
for smart home applications. They can track movements in their surroundings, by
detecting changes in the channel impulse responses of each communication channel
and by intersecting the corresponding ellipses.

2. Related Work
Radio frequency (RF)-based, device-free localization has a long history, starting with the
invention of the first radar systems in the early 20th century [14]. With the advent of lowpower radio systems, human-centric, device-free localization recently started to emerge
in indoor and IoT applications. For a general overview of these recent systems, the reader
is referred to the survey papers [15] and [16], and, for an overview focusing on assisted
living applications, the reader is referred to [17].
The work on human centric, device-free RF based localization can be split into systems where the transmitter and receiver are collocated, and into systems where they are
separated. The former systems are known as monostatic radar systems, and usually have
the transmitter and receiver driven by the same RF-clocks [18], [19]. This rigid synchronization between the signal source and receiver enables accurate phase difference and
correlation measurements of the transmitted and received signals. The latter systems are
referred to as bi-static or multi-static radar systems and either combine multiple monostatic radars (as presented in [20], [21]), or have the transmitters and receivers separated
and driven by independent RF-clocks (as was done in [22]). In this case, they need to
employ either optical fibres, wireless links, or early-late locked loops to synchronize their
RF-clocks ([23], p. 293), which is also the case for the DWM1000 modules used in this
work. Different transmitter and receiver positions or the measurement fusion of multiple
distributed monostatic radars have the ability to improve radar performance as further
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discussed in [24].
Given the widespread use of WiFi-enabled devices, it is convenient to use their narrow band radio signals for localization. However, susceptibility to multi-path fading and
the low temporal resolution make it hard to develop accurate tracking systems. Fingerprinting techniques help to improve the accuracy of such systems [25] but generally
require labeled data gathering, which precludes fast deployment. An alternative approach
to achieve a better accuracy is to increase the bandwidth by combining all available 5
GHz WiFi channels [26]. This is similar to systems which directly employ UWB signals
for localization. Two frequently used UWB approaches are pulse-based UWB radars [22],
[23] and frequency-modulated continuous wave radars [18], [19], [27]. Both methods have
their respective advantages [28], but, as pulse-based UWB is currently mainly used for
device to device communication and active localization, it is convenient to extend such
pulse-based UWB networks with the ability to sense their environment. This was also
proposed in [22], where small temporal variations in the received UWB signals are utilized
to localize a stationary human in a post-processing step. In addition, the 5G cell-phone
networks utilize a large bandwidth, which makes them suitable for passive localization
as well. First, experimental studies on passive localization using 5G networks to increase
safety in vehicular environments are presented in [29], [30]. Body proximity and motion
detection have already proved feasible with previous generation cell-phone networks in
[31].
Most of the work on UWB-based, human-centric, device-free localization is based
on commercial, or custom-built, specific radar hardware. Therefore, these systems are
able to achieve a high accuracy and resolution enabling them not only to track and
identify multiple humans [19], but also to track them behind walls [32], and to remotely
monitor their heart rate [33] and breathing frequency [34]. In contrast to employing these
purposely built devices, researchers have also focused on how Decawave’s low cost, offthe-shelf UWB radios can be utilized for these applications, as also done in this work.
For example, the authors in [35] demonstrated heart rate monitoring by analyzing the
CIR between a DWM1000 radio placed on the chest and another placed on the back of
a person. Passive localization using Decawave’s radios was investigated in [36]. By postprocessing CIR measurements, they were able to detect a human in a corridor with up to
20 m distance to the UWB modules. The work presented in this paper can be seen as a
significant progression of their work and previous work in as much as we track a human in
real time by means of a self-localizing, multi-static radar network with off-the-shelf UWB
radio modules. Unlike the systems discussed in [19] and [22], the method presented in this
paper is not able to track multiple targets or to detect a static target. These limitations
should be addressed in future work and would further close the gap to systems employing
radar-specific hardware. Potential mitigation approaches are discussed in Section 7.1.
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3. Channel Impulse Response
In UWB communication and localization systems, the channel impulse response between
a transmitter and receiver is often estimated. It is used for matched filtering techniques
to decode transmitted data [37], [38], for accurately time-stamping received signals [39]
and to establish a secure communication link between any two communicating modules
[40]. In addition, in radar applications, the channel impulse response is of interest, as
objects can be detected based on the trace they leave behind in the measured CIR, which
will also be utilized in this work.
A good overview of the CIR and UWB propagation channels is given in [41]. The CIR
is informative of the different paths a signal takes when traveling from a transmitter to a
receiver, as illustrated in Figure 5.2. Due to the short pulse duration of UWB signals, it is
often possible to separate the first peak caused by the direct path from the peaks of other
reflected and scattered paths. The location of first path τFP within the CIR is generally
found by means of a leading edge detection algorithm and allows accurate measurement
of the time of flight.
If a new object appears in the scene, the newly measured CIR will differ from the
previously measured CIR without the object. By subtracting the previous CIR measurement, termed background, from the current CIR measurement, and by applying a leading
edge detection algorithm on the difference of the two measurements, the location within
the CIR of the signal reflected from the object is found. This location is termed the target
path location τTP and constrains the position of the target object, pT , to an ellipse in
two dimensions. This ellipse has the position of the transmitter, ptx , and receiver, prx , as
foci points and a major axis of length c · τTP , i.e.,
kptx − pT k + kprx − pT k = c · τTP

(5.1)

where we used c to denote the speed of light. This principle of subtracting the background
from the current signal is termed ”background subtraction” and is visualized in Figure
5.2. It is a widely used clutter removal technique in radar applications [42].
By having multiple transmitter and receiver pairs, multiple ellipses can be combined
and the new object can be localized at the intersection point of these ellipses as visualized
in Figure 5.1.
3.1 CIR Measurements with Two DWM1000 Transceivers
In contrast to traditional mono-static radar systems, the transmitting and receiving radio
modules in a UWB network are not triggered by the same RF-clock, but each have their
own independent RF-clock running with slightly different and not always constant speed.
Hence, CIR measurements between two such modules taken at different times generally
also sample the CIR at different times. By aligning these different CIR measurements
with the estimated first path location τFP , as outlined in [36], a high resolution estimate
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Figure 5.2.: A visualization of the background subtraction technique, applied to localize a target object in the scene on an ellipse. First, the background CIR is acquired
when no target object is present. The location of the first peak within this CIR corresponds to the time of flight of the signal taking the direct path and is denoted as
τFP . This background CIR is then subtracted from the currently measured CIR. The
location of the first peak within this background subtracted CIR corresponds to the
time of flight of the signal reflected from the target and is denoted as τTP . It constrains
the location of the target object to an ellipse, as defined in Equation (5.1).

of the CIR can be obtained. Note that the DWM1000 modules do not directly estimate
the CIR, but its complex envelope ([23], p. 281). However, for simplicity, we refer to the
magnitude of this envelope simply as CIR in the following.
Plot (a) in Figure 5.3 shows such a high resolution, accumulated CIR consisting of 50
CIR measurements obtained with two DWM1000 within a time period ∆t = 27 ms in a
static environment. The DWM1000 module provides CIR measurements with a resolution
of approximately ∆τs = 1/(2fc ) ≈ 1 ns, where fc = 499.2 MHz is the chipping frequency.
Furthermore, it estimates the location of the first path τFP within each CIR measurement
1
with a resolution of 64
∆τs [43]. The samples of one such measurement are accentuated
with red dots in Figure 5.3.
Plot (b) in Figure 5.3 shows the accumulated CIR for the same channel, but at a
different time and with a person walking in the vicinity of the transmitting and receiving
antenna as shown in Figure 5.4. It again consists of 50 CIR measurements, also obtained
within a time period ∆t = 27 ms. While the mean signal of the accumulated CIR seems
to be similar for the two plots, the variance of the accumulated CIR in the region 12 ns ≤
τ − τFP < 16 ns is significantly larger in plot b). This is due to the person walking
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Figure 5.3.: Plot (a) shows 50 measurements taken without a moving person in
the vicinity of the UWB radios, i.e., in a static environment. Plot (b) again shows
50 measurements, now with a moving person. The black arrow marks the target path
location τTP within the CIR, i.e., the time of flight of the signal reflected from the target
as calculated with ground truth measurements provided by a motion capture system,
i.e., τTP = (kptx − pT k + kprx − pT k)/c. In both plots, a single CIR measurement is
accentuated with red dots.

somewhere on the ellipse with a major axis of length c · τTP with τTP ≈ τFP + 12 ns and
the receiver and transmitter as foci points. Therefore, the filtering algorithm presented in
the following section is not based on the change in the mean (as illustrated in Figure 5.1),
but on the change in the variance of the accumulated CIR.

4. CIR Filtering
It was shown in the previous section that a moving person in the scene leads to regions
with a comparably higher variance in the accumulated CIR. The location of the first such
region corresponds to the location of the target path τTP used in Equation (5.1) to define
the ellipse including the target position pT . The goal of the following filtering algorithm
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Figure 5.4.: A person moving between four UWB radios is shown at the moment
the CIR measurements shown in plot (b) of Figure 5.3 are obtained. The transmitting
and receiving UWB radios of the CIR measurements shown in Figure 5.3 are marked
with a solid and dashed circle, respectively. The board on top of the person’s head is
for the overhead motion capture system with which ground truth measurements were
obtained.

is to extract the location of the target path τTP from the CIR measurements.
Instead of transmitting the measured CIR to a central server and performing the
filtering there, it is proposed to process the measured CIR on the host microcontroller of
each DWM1000 module and to only transmit the extracted location of the target path.
This frees up airtime due to the shorter package length, but also requires a lightweight
filtering algorithm such that it can be run on the host microcontroller. The proposed
recursive filtering approach is light both in terms of memory and computations. Note that
more elaborate, finite impulse response or non-causal filtering approaches could improve
the performance but were not investigated as they were not in line with our hardware
and real-time constraints.
A flowchart of the proposed algorithm is shown in Figure 5.5. Its individual steps are
discussed in the following.
update
current mean
outlier
rejection

update current
variance metric
update background
variance metric

leading edge
detection

Figure 5.5.: A signal-flow graph of the filtering algorithm proposed to extract the
target path location τbTP from CIR measurements z. The reader is referred to the main
text body for a detailed explanation of the different blocks and signals.
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4.1 Mean Filtering
The proposed algorithm tracks the mean of the currently measured CIR in form of the
coefficients h = (h0 , h1 , . . . , hNknots −1 ) of a uniformly-spaced, piece-wise linear function,
i.e.,




τ − τi
τ − τi
h(τ ) = 1 −
hi +
hi+1 ,
∆τknots
∆τknots

(5.2)

where i is such that τi ≤ τ < τi+1 , and where the knots τi of the piece-wise linear
parameterization are given as
τi = τstart + ∆τknots · i for i = {0, . . . , Nknots − 1}

(5.3)

with
Nknots =

τend − τstart
+ 1.
∆τknots

(5.4)

The knot spacing ∆τknots is chosen such that it is a divisor of the CIR measurement
sampling period ∆τs , i.e.,
∆τknots =

∆τs
,
m

(5.5)

where m ∈ {1, 2, . . . , 64}. The smallest spacing m = 64 is given by the resolution of the
DWM1000’s leading edge detection algorithm, which estimates the first path estimate
1
location τFP within the measured CIR with a resolution of 64
∆τs . Such knot spacing
reduces the number of necessary computations to update knot coefficients as explained
in more detail in Appendix A. In order to have an estimate of the noise floor, τstart is
chosen to be before the first path location, such that h0 is indicative of the noise floor.
Given the DW1000 settings as specified in Table 3, the CIR starts to rise approximately
1 ns before the estimated first path location as visible in Figure 5.3; hence, τFP − τstart
must be larger than 1 ns. To add a safety margin, we choose τFP − τstart = 4 ns.
Upon reception of a CIR measurement
z = (z0 , z1 , . . . , zNs −1 )

(5.6)

composed of Ns CIR samples with the corresponding sampling times
τmeas = (τmeas,0 , τmeas,1 , . . . , τmeas,Ns −1 )

(5.7)

the innovation signal y = (y0 , y1 , . . . , yNs −1 ) with respect to the current piecewise param-
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eterization (Equation (5.2)) is calculated, i.e.,
yj = zj − h(τmeas,j ) for j = {0, 1, . . . , Ns − 1}.

(5.8)

This innovation signal is then used to recursively update the coefficients h
h ← h + Ky,

(5.9)

where the gain matrix K ∈ RNknots ×Ns is further specified in Appendix A. A visualization
of this parametrization is shown in Figure 5.6.
The coefficients h are initialized with the first received measurement z as

 z0 ,
hi ←
z,
 j
zNs −1 ,

if τi < τmeas,0
if τmeas,j ≤ τi < τmeas,j+1
if τi ≥ τmeas,Ns −1

(5.10)

for all i ∈ {0, 1, . . . , Nknots − 1}, before they are updated according to Equation 5.9 with
the consecutive measurements.
4.2 Innovation Signal Filtering
In addition to the mean, the proposed algorithm also tracks a variance metric of the
currently measured CIR. In contrast to the mean, the variance metric is parameterized
as a piecewise constant function with coefficients h̃ = (h̃0 , h̃1 , . . . , h̃Nknots −2 ), which are
updated according to
h̃l ← h̃l + α̃(|yj | − h̃l )

(5.11)

where l ∈ {0, 1, . . . , Nknots − 2} is such that τl ≤ τj < τl+1 and where the gain α̃ ∈ (0, 1).
See Figure 5.6 for a visualization of the parametrization.
In order to distinguish variations in the tracked CIR from variations due to parameterization errors, system imperfections and environmental background noise, we track
the background variation coefficients h̃B which are updated in the same way as h̃, i.e.,
B
B
B
h̃B
l ← h̃l + α̃ (|yj | − h̃l ),

(5.12)

but where α̃B  α̃. All coefficients h̃ and h̃B are initialized with h̃init (see Table 1 and
Section 6.1 for parameter choices).
4.3 Background Subtraction and Leading Edge Detection
With the previously defined variance metrics for the currently measured CIR and the
background CIR, regions in the CIR with temporarily higher variance can be detected
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by subtracting the background variance metric from the current variance metric
s̃ = h̃ − β h̃B ,

(5.13)

where β > 1 is a constant scalar sensitivity factor. Regions in the CIR with higher than
usual variances are found in segments τl ≤ τ < τl+1 , where l is such that s̃l > 0. The
location of the target path τTP is measured by finding the first cluster of such segments,
i.e.,

τbTP = min τl

s.t. s̃l > 0 and

l+N
win
X

[s̃n > 0] ≥ Nseg ,

(5.14)

n=l

with l ∈ {0, 1, . . . , Nknots − 2}, [·] the Iverson bracket converting a logical proposition into
zero or one, Nwin the window length, and Nseg the number of segments in the window
which must have a higher than usual variance. This is visualized in plot (c) of Figure 5.6.
4.4 Outlier Rejection
An erroneous CIR measurement used to update the recursive filters for the mean of the
CIR and variance metrics can corrupt the filtered signals and hence the measured target
path location τbTP for a significant amount of time. Therefore, CIR measurements are
rejected if they do not fulfill the following criteria:
• A CIR measurement must be based on a minimal number of accumulated preamble
symbols picked as half the number of preamble symbols transmitted (see Table 3
in Appendix B). We observed that a CIR measurement based on a lower number
of preamble symbols is much more likely to correspond to an outlier.
• The CIR samples before the estimated first path location τFP must be smaller than
a multiple of the first knot coefficient h0 which is indicative of the noise floor. A
factor of five was used for the experimental results presented later. In case the
estimated first path location τFP is too late, CIR samples before the estimated first
path are likely to be significantly higher than the noise floor.
• The largest sample of the measured CIR must not deviate too much from the
maximal knot coefficient. In the experimental results presented, a measurement
was rejected when its largest sample was more than five times smaller or two times
larger than the maximal knot coefficient.
Many reasons can lead to such erroneous CIR measurements, such as the DWM1000’s
leading edge detection algorithm failing to properly detect the first path location τFP
or packets colliding when two modules transmit at the same time, to name only a few.
This outlier rejection strategy proved to be sufficient, but other, more elaborate strategies
based on statistics could be devised.
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Figure 5.6.: Plots (a) and (b) show the parametrization of the CIR at the time instance also corresponding to plot (b) of Figure 5.3 and Figure 5.4. Plot (a) shows an enlargement of the region marked with a black rectangle in plot (b). The piecewise-linear
parametrization of the current mean is shown by the black lines, and the piecewiseconstant parametrization of the current and background variance metrics are shown
by the orange and gray lines, respectively. The black and red stems in plot (a) mark
the knots and samples of a single CIR measurement, respectively. Plot (c) compares
the current variance metric (orange) with the background variance metric (gray). The
gray, dashed line is the background variance metric multiplied by the sensitivity factor as given in Equation (5.13). The blue line represents the the target path location
as estimated by the leading edge detection algorithm given in Equation (5.14) with
Nwin = 8 and Nseg = 5.
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Table 1.: The parameters with which the experimental results presented in Section
6 were obtained. Note that in the dataset only Ns = 31 CIR samples were logged,
i.e., τend − τFP = 27 ns. In addition, note that the step size to update the background
variance metric is set to α̃B = 0.1 for the first thousand measurements, before being
set to α̃B = 0.001.

τFP − τstart

τend − τFP

m

∆τknots

Nknots

Ns

α

α̃

4 ns

36 ns

4

0.25 ns

161

40

0.05

0.1

α̃B

h̃init

Nwin

Nseg

β

ση

γ

Np

0.001

4

8

5

1.3

10 m s−1

1 ns

200

5. Network Sensing
Section 3 briefly described how a moving person can be localized on an ellipse by tracking
changes in the channel impulse response of one transmitter and receiver pair. If three or
more UWB radio equipped devices track and broadcast such changes in the CIR, any
device participating in the broadcasting or only listening to these messages can localize
a person by intersecting the ellipses. To this end, it also needs to know the location of
these devices.
5.1 Protocol
To enable such a sensing network, we commanded the devices to broadcast messages as
given in Table 2. By listening to (and by broadcasting) these messages, a device can
• localize itself with respect to the other devices,
• synchronize its clock with respect to the network clock,
• localize a person within the space occupied by the network.
As already mentioned in the Introduction, we only discuss the last point and refer
the reader to [44] for more details on the ALOHA protocol with which we scheduled
message transmissions, and to [11], [45] and the references therein for clock calibration
and localization.
5.2 Particle Filter
The measured target path locations τbTP contained in the network messages given in
Table 2 can be fused in multiple ways to obtain the target position estimate pbT . An
analytical way is presented in [21] in which the intersection points of the different ellipses
are calculated. Alternatively, the space of interest can be gridded and each cell can be
assigned a probability that an object is moving within it (as described in [46]). Instead of
spatially fixed cells, the probabilities can also be assigned to moving particles of a particle
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filter as done in this work (see [47] for an introduction to particle filtering). A random
walk is assumed for the particles’ movements, i.e., each particle p’s position pp = (xp , y p )
is assumed to evolve as
xp (t + ∆t) = xp (t) + ∆t · ηxp (t)

(5.15)

y p (t + ∆t) = y p (t) + ∆t · ηyp (t)

(5.16)

where ∆t is the time period since the last prediction and where ηxp (t), ηyp (t) are drawn
from a zero-mean, normal distribution with standard deviation of ση at each prediction
step. When a message is received, the particles’ weights are updated according to the
likelihood conditioned on the measurement τbTP , i.e.,
p
wp = p(τTP
|b
τTP ),

(5.17)

where we assume that the measurement error of τbTP has Cauchy distribution centered at
zero with scale parameter γ. This fat tail distribution was found to better represent the
actual measurement error distribution than a normal distribution. The measured target
p
path location τbTP is contained in the message and the expected τTP
of each particle p is
calculated according to Equation (5.1), i.e.,
p
τTP
=

1
(kptx − pp k + kprx − pp k) .
c

(5.18)

Note that the position of the receiver prx and transmitter ptx can be extracted from
the current message and from previously received messages, respectively. Additionally,
with every received message, a CIR measurement is obtained which can also be filtered
and used to update the particle filter. After the weights of all NP particles have been
calculated, the particles are resampled to get NP posterior particles, all with equal weights.
Note that this is a very basic approach. For improved performance, more elaborate
measurement fusion approaches could be implemented, as, for example, the tailored particle filter outlined in [48].

Table 2.: Content of broadcasted messages.

transmission time (in network time)
device ID
device position/location
device ID of transmitter of last received message
reception time of last received message (in network time)
target path location in CIR obtained with transmitter of last received message
other payload
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6. Experimental Evaluation
In order to develop and test the algorithms before implementing them on the actual UWB
radio equipped devices, a dataset of CIR measurements was recorded. The first part of
this section discusses the dataset acquisition and tests the algorithms on it. Parameter
settings are discussed which are also summarized in Table 1. The second part of this
section discusses implementation details and real-time experimental results as also shown
in the accompanying videos, see [13] or Supplementary Materials Video S2. In this paper, we focused on a lightweight filtering approach for devices with limited memory and
computational power. However, to enable development of non-causal and more elaborate
filtering techniques, we make the dataset available here [12].
6.1 Evaluation on CIR Measurements Dataset
Four devices equipped with DWM1000 modules connected to STM32F4 microprocessors
were placed in a square with a side length of about 4 m, about 1.2 m above the ground,
as shown in Figure 5.4. They were commanded to send messages to their peer modules
at random intervals such that each device received messages with an average frequency
of 564 Hz. In other words, each device received CIR measurements for each of its three
communication channels with an average frequency of 188 Hz. Not the complete CIR,
but only Ns = 31 samples starting three samples before the estimated first path location
were read from the DWM1000 register values. These samples were continuously sent via
USB to a laptop which also logged ground truth measurements provided by an overhead
motion capture system. During the first 17 s, the person inside the space was at rest and
then started walking for 87 s. During the last 16 s, the person was at rest again. The
settings employed by the DWM1000 are given in Appendix B, Table 3.
When applying the algorithms on this dataset, we look at the performance of the
target path location filtering (described in Section 4) and at the performance of the
particle filter, fusing the measured target path locations (described in Section 5.2). It is
clear that the latter is heavily dependent on the first.
Plot (a) in Figure 5.7 shows the measured target path location τbTP (in blue) and
the ground truth target path location (in red) as calculated with the data provided by
the overhead motion capture system for the transmitter and receiver marked in plot (b)
of the figure (as also marked in Figure 5.4). Plot (b) shows the corresponding target
position trajectories provided by the motion capture system (in red) and by the particle
filter (in blue), respectively. For better visibility, only a representative 30 s segment of the
complete dataset is shown. Plot (a) also shows where the background subtracted variance
metric s̃ (as defined in Equation (5.13)) is positive (white) and where it is negative (gray).
This facilitates understanding the influence of the different parameters. For example, if
the parameter Nseg utilized in Equation (5.14) is chosen too large with respect to Nwin ,
movement might not be detected, and, if it is chosen to be too small, noise or outliers
might be detected. The sensitivity factor β has a similar effect. These parameters are
kept constant at Nwin = 8, Nseg = 5 and β = 1.3 for the complete duration of the
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experiment. Environmental changes happening during the experiment can be dealt with
to a certain extent, as we keep updating the background variance metric. Nevertheless,
automatic parameter adjustment similar to the constant false alarm rate detection [49]
might further increase performance.
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Figure 5.7.: Plot (a) shows the measured and ground truth target path location
τTP in blue and red, respectively. The transmitter and receiver of the corresponding
CIR are marked in plot (b) and also in Figure 5.4 with a dashed and solid circle,
respectively. Plot (b) also shows the corresponding ground truth target position and
the estimated target position in red and blue, respectively. The target path location
is measured by performing a leading edge detection on the background subtracted
variance metric s̃ (as defined in Equation (5.13)). Segments where s̃ is positive and
negative are shown in plot (a) in white and gray, respectively. Note that sometimes the
algorithm fails to detect the leading edge, e.g., at t ≈ 40 s. The solid black horizontal
line at t = 25 s marks the time of the data shown in plot (b) of Figure 5.3, Figure 5.4,
and Figure 5.6. The dashed black horizontal line at t = 28 s marks the time when the
target position was between the marked transmitter and receiver, i.e., when τTP = τFP .

In addition, note that the measured target path location τbTP tends to be smaller than
the actual target path location in time periods when it is increasing. This effect can be
explained by the recursive filtering approach used to estimate the variance metric of the
CIR. Before the background subtracted variance s̃ can again become negative in a certain
region, multiple CIR measurements with a low variance in this region need to be received.
A higher value of α̃ as given in Equation (5.11) helps to reduce this settling time, but also
makes the algorithm more sensitive to noise. To speed up the initial convergence of the
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background variation coefficients h̃B , the step size of the background variance metric, α̃B
as given in Equation (5.12), is initially set to α̃B = 0.1 for quick convergence, and then
set to α̃B = 0.001 after having received a thousand CIR measurements. This number of
measurements is received after about 5 s given the CIR measurement update frequency
of 188 Hz for each communication channel.
The measured target path locations are fused using the particle filter outlined in
Section 5.2. The initial position of the Np = 200 particles are randomly sampled from
the region shown in plot (b) of Figure 5.7. The scale of the Cauchy distribution assumed
for the measurement error is set to γ = 1 ns and the variance of the process noise is
set to ση = 10 m s−1 . The positions of the devices are directly given by the motion
capture system (see Section 6.2 for a results where the devices self-localize). The estimated
position of the particle filter (as shown in blue in plot (b) of Figure 5.7) is taken as the
particles’ mean position. The root-mean-squared error (RMSE) of the particle filter’s
position estimate pbT was RMSE(pbT ) = 0.35 m when discarding the initial segment where
the particles have not yet converged.
6.2 Implementation and Real-Time Results
The filtering algorithm discussed in Section 4, as well as the messaging protocol discussed
in Section 5.1, were implemented on devices equipped with Decawave’s DWM1000 UWB
radio modules and STM32F4 microprocessors (32-bit, 168 MHz, single-precision floating
point uint, 196 kB RAM, 1 MB flash), which served as host microcontrollers to the UWB
radios. These devices were placed in the experimental area, where they self-localized with
respect to each other and where they measured and broadcasted changes in the CIRs.
An additional device only listened to network communication and forwarded it to
a laptop running the particle filter described in Section 5.2. The same algorithms and
parameters as used to evaluate the dataset in Section 6.1 were applied, with the difference
that the particle filter only ran on the messages received by the additional device and
used the devices’ positions as calculated from the self-localization algorithm instead of
the ones provided by the motion capture system.
The particle filter’s position estimate for two such real-time experiments are shown
in Figure 5.8, once for a network with three, and once for a network with four devices.
The corresponding distributions of the error in the measured target path location τbTP are
shown in plot (a) of Figure 5.9. The Cauchy distribution assumed to update the particle
filter with the measured target path location τbTP is shown in red. The actual distributions
which are shown in blue and orange both have a median of 0.8 ns. In addition, in other
experiments, a median in between 0 ns and 1 ns was observed, which we assign to the
recursive filtering approach as discussed in Section 6.1. The performance of the particle
filter could be further improved by centering the Cauchy distribution at around 0.5 ns,
which was however not investigated further. The particle filter’s position estimates for
the network with three devices had an RMSE of RMSE(pbT ) = 0.42 m, a median error
of MEDE(pbT ) = 0.36 m and a maximum error of MAXE(pbT ) = 1.03 m when discarding
the initial segment where the particles have not yet converged. For the network with
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Figure 5.8.: The real-time tracking performances of a network with three and four
devices are shown in plots (a) and (b), respectively. The ground truth target positions and the estimated target positions are shown in red and blue, respectively. The
estimated positions of the devices are shown with blue triangles with ground truth
positions shown with red triangles beneath.

four devices, these values were reduced to RMSE(pbT ) = 0.33 m, MEDE(pbT ) = 0.29 m and
MAXE(pbT ) = 0.77 m. The cumulative error distribution of the two position estimates are
shown in plot (b) of Figure 5.9. In order to calculate these metrics, the coordinate systems
found by the devices had to be aligned with the coordinate system of the motion capture
system. This was done by calculating the best-fitting rigid transformation that aligned the
estimated and ground truth positions of the devices as outlined in [50]. These alignments
are shown in Figure 5.8, where the red ground truth triangles marking the position of the
devices are barely visible under the blue triangles representing the estimated positions.
The error in the position estimates was on average only 3 cm, and therefore had little
impact on the error in the target position estimate.
Footage of such real-time experiments performed in the space shown in Figure 5.4 and
in the environments shown in Figure 5.10 is found in the accompanying video, see [13] or
Supplementary Materials Video S2. There it is visible that, even with plants obstructing
the line-of-sight between the modules and a lot of metallic objects in the environment, the
system is able to track a person with the background subtraction technique. However,
if the metallic objects also obstructed the line-of-sight between the devices, the selflocalization accuracy would be impaired. This would also result in an impairment in the
target tracking performance, and would have to be circumvented by manually determining
the devices’ locations with respect to each other.
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Figure 5.9.: Plot (a) shows the measured target path τbTP error distribution in blue
and orange for experiments with three and four devices respectively, shown in Figure 5.8. The Cauchy distribution assumed for updating the particle filter is shown
in red. Plot (b) shows the corresponding cumulative distributions of the error in the
estimated target position estimates.

7. Conclusions
This concept paper demonstrated that devices equipped with off-the-shelf DWM1000
UWB modules can form a multi-static radar network and track a moving person in their
surroundings. The algorithms are deliberately kept simple and lightweight, such that
they can be run on devices with limited computational power. This makes this approach
interesting for location-based, IoT applications. However, performance can be improved
by refining each of the presented steps. Additionally, the system can be further enhanced
by addressing the following limitations.
7.1 Limitations and Potential Mitigations
Motion requirement: The proposed system does not store or update the mean of the background, but only the background variance metric. Therefore, persons or objects which
are not moving cannot be localized. By also storing the background mean and by performing leading edge detection on the background subtracted mean, this problem could
be addressed. However, as we have seen in Figure 5.3, the mean might not vary much,
making this a harder filtering problem when employing the DWM1000 instead of specialized hardware. Not only using the magnitude, but also the phase of the complex CIR
envelope could help.
Monitoring range: We did not specify the monitoring range, but only recorded
τend − τFP = 36 ns of the CIR after the first path location. It is possible to read up to
1 µs (one symbol time) of the CIR from the DW1000 register values [51]. However, the
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Figure 5.10.: Four different environments in which the system is qualitatively evaluated. Footage of these real-time experiments is found in [13] or in the Supplementary
Materials, Video S2.

power of a signal reflected from a far away object is low, resulting in a low signal to noise
ratio. As this ratio is also heavily-dependent on the environment in which the measurements are made, it is difficult to indicate a meaningful monitoring range.
Three-dimensional setup: We only performed experiments with a two-dimensional
setup. However, when four or more UWB radio-equipped devices are not all positioned
in the same plane, it is also possible to localize an object in a three-dimensional setup at
the intersection point of ellipsoids instead of ellipses as used in two dimensions.
Multiple targets: We only investigated tracking a single person. To track multiple
people, the same algorithm to find the target path location within a CIR can be used,
but a more evolved fusion algorithm than the simple particle filter outlined in Section 5.2
must be employed. The Cauchy distribution used for the measurement likelihood in this
paper assumes a single target and is not suited for multiple targets moving in the scene.
Instead, a multi-hypothesis tracking approach similar to the one proposed in [19] could be
employed, where each target path location measurement would be assigned to a certain
target position hypothesis. Other, particle filter-based, multi-target tracking approaches
are discussed [52].
Message Scheduling Protocol: The ALOHA protocol employed allows easy handling
of dynamic addition and removal of devices, and easy handling of partially connected
networks with overlapping areas of coverage. However, it also leads to packet collisions,
which is further discussed in [44]. A time-division multiple access (TDMA) protocol would
prevent packet collision and allow for an increased CIR measurement update rate, which
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could further improve performance.
Power consumption: Contrary to what might be expected, the DWM1000 consumes
most power (0.5 Watt) when in receive mode searching for preamble symbols and not when
transmitting a message [53]. Therefore, it would be best if the UWB radios transmitted
messages only at a high rate when a person is present and would only search for preamble
symbols if a message is certain to arrive. A possible approach might be to only sound a
single channel between two devices having a large battery and once a consistent target
path location has been discovered, to wake up the other devices. Furthermore, with a
TDMA protocol instead of an ALOHA protocol, the devices could limit the search for
preambles to certain time periods in the TDMA protocol.

A. Calculation of Coefficient Update Gain
The gain matrix K ∈ RNknots ×Ns could be chosen to be the gain of a Kalman filter with
a first order random walk process model for the coefficients h and a measurement model
according to Equation (5.2). Doing so would allow us to account for the initial uncertainty
of the CIR shape by setting the initial covariance of the coefficients h to a large value.
Furthermore, not all coefficients h are updated with the same rate because the estimated
first path locations τFP are not uniformly distributed (see [36] for more details). A Kalman
filter could account for these different update rates. However, the necessary number of
coefficients Nknots and hence the state dimension would be large, which is why such a
Kalman filter was not investigated further, as it would not be suitable for running on
microcontrollers.
Instead, sufficient performance was obtained with a gain matrix K ∈ RNknots ×Ns chosen
such that a gradient descent step minimizing the quadratic loss
N
s −1
X

yj2

(5.19)

j=0

was performed upon each reception of the channel impulse response. Consequently, the
coefficients were updated as


τmeas, j − τi
hi ← hi + α 1 −
2 yj
∆τknots
|
{z
}

(5.20)

Ki,j


hi+1 ← hi+1 + α
|

τmeas, j − τi
∆τknots
{z
Ki+1,j


2 yj
}

(5.21)

for j = {0, 1, . . . , Ns − 1} and where i is such that τi ≤ τmeas,j < τi+1 and where α ∈ (0, 1)
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denotes the gradient descent step size. Note that (τmeas,j −τi )∆τknots needs to be calculated
only once for every measurement update as it is the same for all τmeas,j , τi -pairs if ∆τknots
is chosen as proposed in Equation (5.5) (see also plot (a) in Figure 5.6).

B. Parameter Settings
Table 3 shows the DWM1000 settings used for all experiments. These are default settings
as specified in [51]. Performance is likely to change when employing other settings, but a
systematic evaluation of the impact of the different settings is beyond the scope of this
paper.
Table 3.: The settings of the DWM1000 modules.

Channel Number
Pulse Repetition Frequency
Data Rate
Preamble Length
Preamble Accumulation Size
Preamble Code
Transmit Power Control

4 (Carrier Frequency 3993.6 MHz,
Bandwith 900 MHz)
16 MHz
6.8 Mbps
128 Symbols
8
7
19 dB Gain
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a moving target by two independent ultra wideband (UWB) radar systems”,
Sensors, vol. 13, no. 9, Sep. 2013.
[22] Y. Kilic, H. Wymeersch, A. Meijerink, M. J. Bentum, and W. G. Scanlon,
“Device-free person detection and ranging in UWB networks”, IEEE Journal
of Selected Topics in Signal Processing, vol. 8, no. 1, Feb. 2014.
[23] J. Sachs, Handbook of ultra-wideband short-range sensing: Theory, sensors, applications. Weinheim: Wiley-VCH, 2012.
[24] A. M. Haimovich, R. S. Blum, and L. J. Cimini, “MIMO radar with widely
separated antennas”, IEEE Signal Processing Magazine, vol. 25, no. 1, 2008.
[25] C. Chen, Y. Chen, H.-Q. Lai, Y. Han, and K. R. Liu, “High accuracy indoor
localization: A WiFi-based approach”, in 2016 IEEE International Conference
on Acoustics, Speech and Signal Processing (ICASSP), Mar. 2016.
[26] S. Tan, L. Zhang, Z. Wang, and J. Yang, “MultiTrack: Multi-user tracking and
activity recognition using commodity WiFi”, in Proceedings of the 2019 CHI
Conference on Human Factors in Computing Systems, ser. CHI ’19, New York,
NY, USA: ACM, 2019.
[27] B. Al-Qudsi, N. Joram, M. El-Shennawy, and F. Ellinger, “Scalable indoor
positioning system with multi-band FMCW”, Sonar Navigation IET Radar,
vol. 12, no. 1, 2018.
[28] D. K. A. Pulutan and J. S. Marciano, “Design trade-offs in a combined FMCW
and pulse Doppler radar front-end”, in IEEE 2013 Tencon - Spring, Apr. 2013.
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