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ABSTRACT

Recent advancements in sensing techniques for mHealth applications have
led to the successful development and deployment of several mHealth
intervention designs, including Just-In-Time Adaptive Interventions (JITAI).
JITAIs show great potential to support health behavior by providing the
right type and amount of support at the right time. A crucial aspect of
JITAIs is properly timing the delivery of interventions, to ensure that the
user is receptive and ready to process and use the support provided. Some
prior works have explored the association of context and certain userspecific traits on receptivity, and have built post-study machine-learning
models to detect receptivity, called context-aware notification management
systems (CNMSs). However, there exists no systematic overview of mobile
CNMSs that evaluates their effectiveness. The first contributions of this
research were therefore to identify relevant empirical studies that have
assessed the effectiveness of mobile CNMSs and discuss the findings as a
framework for future work. We conducted a systematic literature review
and meta-analysis to discover related research. Consistent with prior work,
we defined several receptivity metrics. A keyword-based search strategy
was used and resulted in 1,634 studies, out of which 8 were relevant for
the topic. Our findings indicate that mobile CNMSs have a positive impact
on some effectiveness metrics.
Although previous research has extensively explored the role of context in
users’ responsiveness towards generic phone notifications, the context and
phone response have not been thoroughly explored for actual mHealth
interventions. Therefore, the second contribution of this work was to identify the factors affecting users’ receptivity towards JITAIs. To this end, we
conducted a first study with 189 participants over a period of 6 weeks,
where participants received interventions to improve their physical activity
levels. The interventions were delivered by a chatbot-based digital coach –
iii

Ally – which was available on Android and iOS platforms.
We found that (1) several participant-specific characteristics (age, personality, and device type) showed significant associations with the overall
participant receptivity over the course of the study, and that (2) several
contextual factors (day/time, phone battery, phone interaction, physical
activity, and location), showed significant associations with the participant
receptivity, in-the-moment. Further, we explored the relationship between
the effectiveness of the intervention and receptivity towards those interventions. Based on the analyses, we speculated that being receptive to
interventions helped participants achieve physical activity goals, which in
turn motivated participants to be more receptive to future interventions.
The third contribution of this thesis was to document the potential of
different active CNMS in a natural environment. Therefore, we deployed
a second chatbot-based digital coach – Ally 2 – that provided similar
physical-activity interventions as Ally in the first study. Ally 2, which was
only available on iOS, was equipped with two machine-learning models
that used contextual information about a person to predict when a person
is receptive. We used two types of machine-learning models: (a) static
model, that was built before the study started and remained constant
for all participants; and (b) adaptive model, that continuously learned
the receptivity of individual participants and updated itself as the study
progressed. For comparison, we deployed a control model that sent intervention messages at random times. The choice of model to be used for
delivery was randomized for each intervention message. We observed that
the machine-learning models led up to a 40% improvement in receptivity
as compared to the control model. Further, we evaluated the temporal
dynamics of the different models over time and observed that receptivity
to messages from the adaptive model increased over the course of the
study.
In summary this work investigated CNMSs by exploring historic developments and has contributed to the literature by giving a concise overview of
existing research. Further, this thesis presents the results of two different
field studies and documents the outcomes following proposals for and
testing of a novel personalized and self-learning CNMS design.
iv

Z U S A M M E N FA S S U N G

Jüngste Entwicklungen bei der Sensortechnik für mHealth-Anwendungen
haben zur erfolgreichen Entwicklung und zum Einsatz mehrerer mHealthInterventionsdesigns geführt, darunter auch Just-In-Time Adaptive Interventionen (JITAI). JITAIs weisen ein grosses Potenzial zur Unterstützung
des Gesundheitsverhaltens auf, indem sie die richtige Art und Menge an
Unterstützung zum richtigen Zeitpunkt bereitstellen. Ein entscheidender
Aspekt von JITAIs ist die richtige zeitliche Abstimmung der Interventionen, um sicherzustellen, dass ein Anwender empfänglich und bereit ist,
die angebotene Unterstützung zu nutzen. In einigen früheren Arbeiten
wurden der Zusammenhang zwischen dem Kontext und einigen benutzerspezifischen Merkmalen der Empfänglichkeit untersucht und maschinelle Lernmodelle zur Erkennung der Empfänglichkeit entwickelt, die als
kontextabhängige Benachrichtigungsmanagementsystem (Context-Aware
Notification Management System, CNMS) bezeichnet werden. Es gibt jedoch keinen systematischen Überblick mobiler CNMS zur Bewertung ihrer
Wirksamkeit. Der erste Beitrag dieser Arbeit besteht daher darin, relevante empirische Studien zu identifizieren, welche die Wirksamkeit mobiler
CNMS bewertet haben und die Ergebnisse im Hinblick auf zukünftige
Arbeiten zu diskutieren. Eine systematische Literaturübersicht und MetaAnalyse wurde durchgeführt, um diese Forschungslücke zu füllen. In
Übereinstimmung mit früheren Arbeiten wurden mehrere Empfänglichkeitsmetriken definiert. Eine schlüsselworwortbasierte Suchstrategie wurde
angewandt und führte zu total 1’634 Studien, von denen 8 für das Thema
relevant waren. Die Ergebnisse deuten darauf hin, dass mobile CNMS
einen positiven Einfluss auf einige Empfänglichkeitsmetriken haben.
Obwohl frühere Forschungsarbeiten die Rolle des Kontexts auf die Reaktionsfähigkeit der Nutzer auf allgemeine Telefonbenachrichtigungen umfassend untersucht haben, ist sie für tatsächliche mHealth-Interventionen
v

nicht gründlich untersucht worden. Daher besteht der zweite Beitrag dieser
Arbeit darin, die Faktoren zu identifizieren, welche die Empfänglichkeit
der Benutzer für JITAIs beeinflussen. Zu diesem Zweck haben wir eine
erste Studie mit 189 Teilnehmern über einen Zeitraum von 6 Wochen
durchgeführt, in der die Teilnehmer Interventionen zur Verbesserung ihres
körperlichen Aktivitätsniveaus erhielten. Die Interventionen wurden von
einem Chatbot-basierten digitalen Trainer - Ally - durchgeführt, der auf
Android- und iOS-Plattformen verfügbar war.
Wir fanden heraus, dass (1) mehrere teilnehmerspezifische Merkmale (Alter,
Persönlichkeit und Gerätetyp) im Verlauf der Studie signifikante Assoziationen mit der allgemeinen Empfänglichkeit der Teilnehmer zeigen und
dass (2) mehrere Kontextfaktoren (Tag/Zeit, Telefonbatterie, Telefoninteraktion, körperliche Aktivität und Standort) signifikante Assoziationen mit
der Aufnahmefähigkeit der Teilnehmer zeigen. Darüber hinaus untersuchen wir die Beziehung zwischen der Wirksamkeit der Intervention und
der Empfänglichkeit für diese Interventionen; auf der Grundlage unserer
Analysen spekulieren wir, dass die Empfänglichkeit für Interventionen den
Teilnehmern half, ihre Bewegungsziele zu erreichen, was wiederum die
Teilnehmer motivierte, für künftige Interventionen empfänglicher zu sein.
Der dritte Beitrag dieser Arbeit ist die Untersuchung des Potentials verschiedener aktiver CNMS in einer natürlichen Umgebung. Aus diesem
Grund setzten wir einen zweiten Chatbot-basierten digitalen Coach ein –
Ally 2 –, der ähnliche Interventionen bei körperlicher Aktivität bereitstellte
wie Ally in unserer ersten Studie. Ally 2, die nur auf iOS verfügbar war,
war mit zwei maschinellen Lernmodellen ausgestattet, die anhand von
Kontextinformationen über eine Person vorhersagten, wann eine Person
empfänglich ist. Wir verwendeten zwei Arten von maschinellen Lernmodellen: (a) ein statisches Modell, das vor Beginn der Studie erstellt wurde
und für alle Teilnehmer konstant blieb; und (b) ein adaptives Modell, das
kontinuierlich die Aufnahmefähigkeit der einzelnen Teilnehmer erlernte
und sich im Laufe der Studie aktualisierte. Zum Vergleich setzten wir ein
Kontrollmodell ein, das zu zufälligen Zeitpunkten Interventionsbotschaften versandte. Die Wahl des für die Zustellung zu verwendenden Modells
wurde für jede Interventionsbotschaft randomisiert. Wir beobachteten,
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dass die maschinell lernenden Modelle zu einer 40%-igen Verbesserung
der Empfänglichkeit im Vergleich zum Kontrollmodell führten. Darüber
hinaus evaluierten wir die zeitliche Dynamik der verschiedenen Modelle
über den Verlauf der Zeit und beobachteten, dass die Empfänglichkeit für
Botschaften des adaptiven Modells im Verlauf der Studie zunahm.
Zusammenfassend lässt sich sagen, dass diese Arbeit CNMS untersucht,
indem sie historische Entwicklungen analysiert und einen Beitrag zur Forschung leistet, indem sie einen prägnanten Überblick über die bestehende
Forschung gibt. Darüber hinaus werden wir die Ergebnisse von zwei verschiedenen Feldstudien präsentieren und ein neuartiges personalisiertes
und selbstlernendes CNMS-Design vorschlagen und testen.
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1
INTRODUCTION

He who asks is a fool for five minutes, but he who does
not ask remains a fool forever.
— Chinese Proverb

This chapter outlines the general motivation and contributions of this
research. An overview of existing work in the field is given, research questions are motivated, and methods are outlined to answer these questions.
The chapter closes with an overview of the remainder of this thesis.

1.1

motivation

Advances and widespread availability of mobile, wearable and embedded
systems have led to an increasing number of applications making use of
push notifications with an average user getting up to 100 notifications per
day [1]. This development comes with positive and negative consequences.
This research makes use of the positive aspects of push notifications, while
mitigating the negative effects.
Push notifications are a source of interruption and a growing number
of these are negatively linked to task performance [2, 3]. While it is intuitively understood that interruptions have a negative impact on the
execution of the interrupted, or primary task, it has also been shown that
they negatively affect the interrupting, or secondary task [4]. Consequently,
interruptions are associated with costs. While some studies show that
the impact is smaller if the interruption is highly relevant for the task at
hand [5], most interruptions are not relevant to the primary task and are
1
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therefore hampering. Interruptions are also associated with frustration, [6]
and an individual’s feeling of being constantly interrupted by his or her
ubiquitous computing devices [7]. While the number of notifications has
increased, the attention of an individual has remained constant. This has
affected the user’s attitude towards interruptions. For example, Fisher
et al. [6] found that relevance, entertainment, actionability, and interest
determine how well an interruption is perceived. If the attitude towards
a notification is negative and perceived as intrusive, then individuals get
annoyed and delete the mobile application that is triggering the notification [8, 9].
In contrast to these negative outcomes, notifications can also be very useful
if they are triggered at the right time and provide relevant content. Examples of useful applications of such push notifications include tsunami
warnings [10] or travel updates in case of public transport issues. In the
health care sector, Nahum-Shani et al. [11, 12] proposed a novel intervention design called just-in-time adaptive interventions (JITAIs). The aim
of JITAIs is to provide the right type and amount of support at the right
time [11]. To reduce the burden of intervention, JITAIs use adaptations of
the messages and fit the content to the current context of the user.
One approach to delivering JITAIs is the use of chatbots. Chatbots are
text-message-based conversational agents, which can be accessed through
a chat interface. This provides an intuitive way for patients to receive support, especially as users encounter a familiar environment which they are
used to from chat environments (e.g., WhatsApp, Facebook, Messenger).
Moreover, prior work indicates that computers, hence, also chatbots, are
perceived as social actors [13], meaning that similar patterns are applied
to a conversation with a computer as an individual would apply to a
conversation with a human. Consequently, a chat with a conversational
agent through a chatbot yields similar results to a chat with a real-life
expert.
The ubiquitous-computing research community has explored the concept
of interruptibility, defined as a person’s ability to be interrupted by a notification by immediately taking action to open and view the notification
content [1]. This has lead to a variety of scholarly works in the field of
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‘interruptibility management’, ‘smart notifications’ and ‘context-aware notification management systems (CNMSs)’. This body of work investigates
the promising approach of push notifications, while at the same time
limiting the impact of additional interruptions on the user. Further, it investigates how to optimize the delivery of the messages towards increasing
the efficiency of JITAIs. To achieve this goal, the CNMS identifies times
or conditions where users are most likely to accept or view phone-based
notifications [6], so that the system can deliver notifications with a lower
user burden [14] and increased likelihood that users will view the notification content [15]. To model user interruptibility, researchers have explored
contexts like location [15], activity [16], boredom [17], personality [18],
phone interaction [17], and more. Early research focused on desktop computers and body-worn sensor networks to implement a CNMS [14, 19, 20],
but recent work was conducted on mobile devices using the information
provided by on-device sensors [6, 21, 22]. Literature reviews have identified
CNMSs as attractive middleware to lower the burden of push notifications,
but have pointed out that further research needs to be done in the field [23,
24]. Further details are outlined in Chapter 2 and 3.
Although such research may be effective at delivering routine phone notifications, none of those methods are sufficient for timing notifications
intended as behavioral interventions. For most phone-based notifications,
e.g., messages, email, and social media, the recipient is interruptible if
they derive an immediate and clear benefit – either a transfer of important
information or the opportunity for an amusing diversion. Behavioral interventions are different. Even participants who are motivated for behavioral
change may prefer to ignore or postpone specific intervention activities,
particularly if they require challenging behaviors. While some of the prior
studies have looked at contextual factors related to users’ interruptibility,
virtually no study has investigated states of receptivity for mHealth-based
interventions. Sarker et al. [25] made one such attempt; instead of delivering actual interventions, however, they used surveys and ecological
momentary assessment (EMA) questions that they claimed would have
engagement levels similar to interventions. Although EMA is common in
behavioral studies, including intervention studies, EMA is means to collect

3
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self-reported information and is not specifically aimed at changing behavioral or mental conditions. The authors also provided monetary incentives
to encourage the participants to respond to EMA prompts, which might
have biased the participants’ receptivity. Further, in addition to contextual
features, the authors used the content of the participants’ response to
the EMA, over the course of the study, in their methodology for gauging
receptivity.
In contrast to most of the existing research, our research focused on collecting context information passively. While most other studies use active
data collection methods with cumbersome tasks for study participants,
e.g., through EMA questionnaires, actual mHealth interventions were used,
which collected context information unobtrusively. And instead of using
post-study analysis and evaluations of post-study machine learning models, with the expectation that these models would perform similarly when
deployed in real-life conditions, our work went beyond post-study analysis
by applying different machine learning models to predict in-the-moment
receptivity. Lastly, this work was the first to investigate adaptive CNMS,
which adjust to the personalized behavior of participants and learn over
time. These efforts then led to more insights on how to engage and motivate users of mHealth intervention apps, using push notifications, while
mitigating some of the negative aspects of ill-timed notifications.

1.2

research questions

There is extensive research on interruptibility with many different methods
that have been applied and tested e.g., [6, 15, 16, 21, 22, 26–32]. However,
only a few studies focused on mobile devices (e.g., [6, 15, 16]). While some
research was looking at specific applications and interruptibility in the
mobile setting (e.g., [15]), most was conducted by means of a dedicated
data collection application (e.g., [16, 22]). These applications used an EMA
questionnaire to ask questions about the users’ interruptibility to collect
ground truth data. The new approach utilized in our research targeted a
specific set of chat-based mobile applications with a behavior and health
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focus. Instead of asking users about their interruptibility, we collected
in-the-wild data by passively observing how and when users respond (i.e.,
when they are interruptible) and when they are not interruptible. We then
used the data and a systematic literature review to answer the first research
question (RQ1):
RQ1 Can sensor data collected from smartphones predict a state of
receptivity?
Most existing research has investigated whether a CNMS can improve
the timing of a routine phone notification, yet only a limited amount of
research has looked at the timing of a behavioral intervention notification.
In this work we developed and deployed an active, application-specific
CNMS. This active CNMS used smartphone sensor information to find a
receptive moment for an intervention. We then tested this system in the
field to answer the second research question (RQ2):
RQ2 Does delivering interventions at a machine learning detected time
lead to higher receptivity than delivering interventions at a random
time?
While built-in sensors have been used as a source of information, all
known studies have used historic sensor information from a different pool
of participants. In this work, we compared the traditional approach with a
novel approach, where historic sensor data were enriched by data from the
current pool of participants. The machine learning models at the core of
the CNMS were continuously retrained. With an increasing number of user
data points, we found that this model improved over time by becoming
more personalized throughout the course of the study. The third research
question this research addressed was therefore (RQ3):
RQ3 How do a dynamic, self-learning model and a static model for
predicting receptivity perform over time?
The next section discusses scientific contributions derived from the above
research questions.
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1.3

contributions

The purpose of this research was to develop and test a CNMS for mHealth
interventions using chatbots. Theoretically, this work was built upon theories from psychology, human computer interaction and computer science
and it aimed to contribute to those fields by providing an understanding of
what a good CNMS consists of, and how it can be employed in health and
behavior-related interventions. The contributions therefore are threefold:
(C1) Synthesizing existing research in CNMS.
(C2) Providing an overview of information sources for a successful
CNMS to guide technical design choices.
(C3) Exploring the potential of different CNMSs deployed in a health
application.
The first contribution has added to the existing literature by giving a
concise summary of work conducted in this field of research. Further, it
identified components of a successful CNMS, pointed out research gaps,
and called for further research in different areas. In pursuit of this goal,
two sub-contributions are shown below:
(C1a) Identify relevant empirical studies that have assessed the effectiveness of a CNMS.
(C1b) Discuss the findings of the effectiveness of a CNMS with respect
to future work.
The second contribution aimed to guide technical design choices and add to
existing literature by providing guidelines for single sources of information,
identifying their state-of-receptivity prediction capabilities. To this end, this
is the first work to include research on different operating systems. Further,
there is differentiation between so-called intrinsic factors (i.e., participant
characteristics like age or personality) and contextual factors (e.g., location,
time of day). Consequently, the sub-contributions can be summarized as:
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(C2a) Evaluate the relation between different operating systems and the
receptivity to push notifications.
(C2b) Evaluate the relation between intrinsic factors and receptivity.
(C2c) Evaluate the relation between contextual factors and receptivity.
The third contribution adds to existing literature by testing and comparing
two different CNMS against a control condition in a natural environment.
A static and an adaptive model was built using previously collected data
to model receptivity to chat-based JITAIs. It is believed that this is the
first work to deploy models trained specifically to detect receptivity to
JITAI, instead of other proxy measurements like responsiveness to EMA
or generic phone notifications. Further, this is the first work to deploy an
adaptive model and observe how the model performance changed over
time. Therefore the following two sub-contributions are presented:
(C3a) Evaluate the performance of a static and an adaptive CNMS to
detect receptivity and compare their performance against a control
condition.
(C3b) Evaluate the performance of a static and an adaptive CNMS over
time.

1.4

approach

To identify the research contributions (C1) and sub-contributions (C1a)
and (C1b), we completed a systematic literature review and meta-analysis
following Okoli et al. [33] and Webster et al. [34]. The focus of the review
was on field-tested CNMS studies, which compared an active CNMS with
a control condition. We applied a range of inclusion and exclusion criteria
to limit biases, guarantee a minimum quality of the included studies, infer
causality and ensure relevance for the review. We computed the effectiveness of the CNMSs using effect sizes such as Odds ratio (OR) and Cohen’s
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d. More details about the literature review and meta-analysis are outlined
in Chapter 3.
In pursuit of research contributions (C2) and sub-contributions (C2a), (C2b)
and (C2c) we deployed a physical activity app – Ally – which sent out
interventions via push notifications and was inspired by our findings from
our literature review. Whenever a user received a push notification from
Ally or opened up the application, a sensor snapshot was saved. We then
analyzed the differences in these sensor snapshots to find clues about when
someone was receptive, i.e., using the application, and when someone was
not-receptive. The advantage of this approach was that the receptivity was
measured directly, instead of via proxy measurements like responsiveness
to EMA or generic phone notifications.
We answered research contribution (C3) and sub-contributions (C3a) and
(C3b) in a separate study. This study was designed as a micro randomized controlled trial (mRCT), where three different CNMS were randomly
assigned to adjust the timing of the intervention. The first model was
a control model, which patched the push notifications through directly
and is comparable to the mechanism used in the Ally study. The second
model was a static model, which was trained on data obtained in the first
Ally study and was using sensor data to find the optimal point in time to
interrupt the user. The third model was an adaptive model, which used
sensor data collected from participants to continuously retrain itself and
make itself more personalized. The performance of these different models
was then measured against each other to answer research contributions
(C3a) and (C3b).

1.5

thesis outline

The remainder of this thesis is structured as follows: Chapter 2 provides
further background information and gives an overview of the research
context on which this work is based. Chapter 3 builds upon Chapter 2.
It provides a literature review of field-tested CNMS and will address
(C1). The findings from Chapter 2 and 3 are built into the first study –
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Ally – which is described in Chapter 4. In this chapter contextual clues
are evaluated for their ability to detect receptivity by addressing (C2).
Chapter 5 adds to Chapter 4 by describing the second study – Ally 2 – in
which the CNMS was deployed and evaluated, answering (C3). Chapter 6
then summarizes the findings of the study and show key findings, their
implications for future research, practitioners and society and closes by
addressing the limitations of this work.
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RESEARCH BACKGROUND

Research is formalized curiosity. It is poking and
prying with a purpose.
— Zora Neale Hurston

This chapter outlines the research background for this work. The aim is
to help the reader understand the research setting of the present work, to
provide further background information and give an historical overview of
work that has been done in this field. Further, we define several key terms,
which are used throughout the remainder of this thesis.
First, we give an overview of research in just-in-time adaptive interventions
(JITAIs). Second, the term receptivity is explored in-depth, including the
definition and operationalization of key terms, which are relevant for this
work. Third, we present and discuss health and performance impacts of
interruptions. Finally, we present an overview of the historical development
in the research stream of context-aware notification management system
(CNMS).
The next chapter presents a systematic literature review and meta-analysis,
which we conducted as part of this work and summarizes field-tested
CNMSs.

2.1

just-in-time adaptive intervention

JITAIs are one approach to mHealth applications that make interventions
more context-aware and personalized. The aim of JITAIs is therefore to
provide the right type and amount of support, just in time, adapted as11
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needed for an individual’s internal and contextual state [11]. A key concept
of JITAIs is to reduce the burden of intervention, through adaptation of the
messages and fitting the content to the current context of the user.
Nahum Shani et al. [35] define six components of a JITAI: distal outcomes,
proximal outcomes, decision points, intervention options, tailoring variables and
decision rules. The distal outcome is the ultimate goal the intervention is
intended to achieve, e.g., the reduction of the body mass index (BMI).
The proximal outcome is the short-term goal the intervention is intended
to achieve, e.g., increase the number of steps per day. The decision points
are the points in time, when an intervention decision must be made, e.g.,
when the patient arrives at home. The intervention options are the options
for delivering an intervention, e.g., what kind of support to deliver, the
amount and the type of support etc. An example would be to deliver a
chat message from the doctor containing detailed instructions on how to
increase the number of steps today. Tailoring variables contain information
about the user and the intervention to personalize and tailor the intervention to the patient. For example, a child will get a different intervention
than an adult patient. Finally, decision rules link the intervention options
and tailoring variables in a systematic way [35].
JITAIs have successfully been delivered to patients with alcohol disorder [36], schizophrenia [37] and other behavioral conditions [38–41]. For
many such conditions, interventions are most effective if delivered at the
right time. But what is the ‘right’ time, when is the decision point for these
interventions? First, they should be delivered at the onset of the relevant
behavior, or a psychological or contextual state that might lead to that
behavior. Second, they should be delivered at a moment when the person
will actually see, absorb, and engage with the intervention, in a state of
receptivity. Consider an example: Alice has an anxiety disorder and will
soon need to give a public presentation. Her smartwatch includes technology that can detect and anticipate stress, and an interventional app that
helps her manage stressful situations. The app should deliver its calming recommendations prior to the presentation – and perhaps afterward –
but certainly not on-screen in the middle of her presentation! Most prior
mHealth research has focused on the first factor: inferring psychological,
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behavioral, or contextual state [42, 43]. In this work the focus is on the
second factor, i.e., determining the times or conditions when the person
would be receptive to an intervention, that is, in a state of receptivity. As
defined by Nahum-Shani et al., a state of receptivity is the person’s ability to
receive, process, and use the support (intervention) provided [11]. The next
subsection will discuss how receptivity is defined and operationalized in
this thesis.

2.2

receptivity

We define the metrics for receptivity, as used in the context of this research.
Previous work in CNMSs has used several such metrics – seen time, decision time, response rate, satisfaction rate, notification acceptance and
more [15, 16, 21]. While these metrics are acceptable for generic notifications, for the case of intervention delivery we need specific metrics that can
address the state of receptivity of an individual. We define two categories of
metrics, (1) metrics that capture the receptivity of a person in-the-moment,
and (2) metrics that capture the receptivity of a person over a period of
time. The term receptivity can be used interchangeably with interruptibility
and both terms will be used throughout this thesis.
To understand the following subsections, it is important to understand the
concept of an initiating message. In the studies we conducted as part of this
research, the interventions were initiated by a chatbot-system. Whenever a
new message was sent by the system, which was unrelated to the previous
message, this message was called an initiating message. In practical terms,
this means that a new intervention was delivered. While interventions
usually consist of multiple messages, the term initiating message only refers
to the first message that was sent by our system.
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2.2.1

Metrics for in-the-moment Receptivity

In this subsection, we define three metrics we use for gauging a person’s
receptivity in-the-moment.
• Just-in-time response: Based on the JITAI framework, it is important
to trigger the intervention when the person is most receptive to it.
Mehrotra et al. [1] showed that users accept (i.e., view the content
of) over 60% of their notifications within 10 minutes of delivery, after which the notifications are left unhandled for a long time. They
concluded that the maximum time a user should take to handle a
notification that arrived when they were in an interruptible moment
is 10 minutes. We thus decided to use 10 minutes after the intervention delivery as the period for an in-the-moment response. If the
user viewed and replied to an initiating message, within 10 minutes,
we concluded the user was in a receptive state at the time of the
intervention message delivery and set the just-in-time response for that
initiating message as ‘true’. We acknowledged that different intervention goals might have different thresholds for what is considered a
receptive moment, and could range from a few minutes (in case of
smoking cessation interventions) to a couple of days (for long term
behavioral-change interventions). Hence, a window of 10 minutes
might seem arbitrary. However, we used 10 minutes as a starting
reference, as there is some quantitative evidence for a 10-minute
window in interruptibility research.
Consider an intervention whose initiating message was delivered
at time t. If the participant responds (replies) within t + 10 minutes
then just-in-time response is true.
• Response delay: This is the time (in minutes) taken between receiving
an intervention-based message (the time when the initiating message
was delivered as a notification) and replying to it. If the participant
replied to the initiating message (delivered at time t) at time t0 , then
the response delay is t0 t.
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• Conversation engagement: An alert for an intervention can sometimes
require minimal user input, e.g., just one click, but often it requires
some level of engagement with the participant, where they might
have to do a quick two-minute survey or take 20 deep breaths. Engagement with relevant content is something that has rarely been
explored by other researchers. Pielot et al. [44] did a study where
they were trying to detect participant engagement by sending them
notifications with games, puzzles, news articles, etc. In this research,
however, an attempt was made to look at participant engagement
with the chatbot providing the interventions. For our purposes, a
participant was defined as engaged in a conversation with the bot
if the participant replied to more than one message within the 10minute window from time of the first message delivery, i.e., if the
participant replied to two or more messages within 10 minutes (i.e.,
t + 10 minutes), that instance was marked as true for conversation
engagement.

2.2.2

Metrics for Receptivity over an Extended Period of Time

We also defined four metrics for gauging a person’s receptivity over an
extended period of time. We computed each metric for each participant
individually over a given period:
• Just-in-time response rate: The fraction of initiating messages for which
the participant had a just-in-time response, over a given period.
• Overall response rate: The fraction of initiating messages responded to
by the participant (just-in-time or not), over a given period.
• Conversation rate: The fraction of initiating messages for which the
participant engaged in a conversation, over a given period.
• Average response delay: The mean response delay, over a given period.
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2.2.3

Assumptions about Receptivity

Using the JITAI definitions, the focus of this work was on the decision points
component. JITAIs use various factors in determining the decision point;
it could be a continuous range (e.g., every 10 minutes, or every minute),
it could be a fixed time (like 2 p.m.), or it could be a random time. One
necessary condition for JITAIs to work is receptivity of the user. According
to Nahum-Shani et al., receptivity is defined as the individual’s transient
ability and/or willingness to receive, process, and use just-in-time support;
receptivity is a function of both internal (e.g., mood) and contextual (e.g.,
location) factors [11]. Hence, an intervention that is delivered at a time,
when the user is not receptive will not be read, and is consequently not
beneficial to the user and might lead to negative engagement effects [25].
The work explained in this thesis focused on the contextual part of receptivity. We assumed that the internal component of receptivity (e.g., mood)
was satisfied, and the participants were in a state to process and use the
intervention. Consequently, the assumption was that the only reason participants did not respond to the initiating message in a given time window
was because of their context. Further, since receptivity is dependent on
the response to the initial greeting message, it was assumed that response
to and subsequent engagement with the initial message was independent
of the actual intervention type. Since all the different interventions in our
study were ‘text-based’ and did not require the user to explicitly perform
any task (except replying on the phone), we argue our assumptions were
reasonable. Hence, in our work, when we refer to ‘receptivity’, we meant
only the ‘contextual’ part.

2.3

health and performance impact of interruptions

Notifications from computing systems are a major contributor to interruptions of users, leading to a state called interruption overload. Interruption
overload is a form of distraction caused by inappropriately timed notifica-
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tions from computing systems [7] and is aggravated through an excessive
number of notifications. With a generally high level of information overload,
human attention becomes the new bottleneck, where every interruption
tries to catch the attention of the user. Interruption overload as described
above has been linked to negative work performance [45].
Imagine the following scenario, Lisa is working on her computer, has a
smartphone in her pocket, is wearing a smart watch and has a tablet in
front of her to respond to customer requests. In ubiquitious computing
environments, computing devices can be found everywhere and applications send out notifications at random points in time, without considering
Lisa’s interruptibility. While notifications can have good timing, e.g., she
stands up and walks to the coffee machine when she receives a social
media message on her smart phone, those notifications can also be very
distracting and decrease the performance of her primary task, e.g., when
receiving a private dinner invitation on her smart watch interrupts her
work flow as she’s writing an important email to her supervisor.
The impact of interruptions on work performance has been investigated
in a variety of studies. Researchers have found that interruptions disrupt
the users and negatively affect their work performance when they are interrupted at inopportune moments [45, 46]. This leads to feelings of being
annoyed and overwhelmed by their computing systems [47]. Notifications
from non-communication applications, such as system notifications or update requests, are seen as being particularly unimportant [48] and are most
likely to be ignored entirely [47]. However, the interrupted user’s work
flow is still being interrupted and all negative effects occur nonetheless.
High workload [49–51] and high memory load [52] situations have been
found to be particularly bad times for interruptions, while low workload
or low memory load moments are seen to be less disruptive and more
opportune moments to interrupt the user and deliver notifications.
The timing of an interruption while performing a primary task has been
investigated in laboratory studies [5, 45, 53–55] and, due to advanced research in psychology, the different phases of task processing are known [52],
resulting in a good understanding of when to interrupt a user and when
not to. Miyata et al. [52] studied interruptions during different memory
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load situations and found that they are least disruptive in natural breakpoints, that is after a task has finished, but before a new task has been
planned.
While the effects of interruptions on primary task performance have been
investigated thoroughly [46] and it was found that interruptions have
a negative effect on primary task performance, the effect on secondary
task performance, i.e., the performance of the task that is interrupting the
primary task, has been studied with results similar to the primary task
performance. In summary, an interruption deteriorates the performance
of the primary task, but the performance of the interrupting task is also
negatively impacted if the interruption is ill-timed. Further, researchers
have found that interruptions reduce the quality of decision making and
prolong primary task resumption after the individual has attended to the
interrupting task [5, 45, 46, 56, 57], if they returned to their task at all [58].
O’Conaill et al. [58] found that the secondary task became the resulting
primary task in over 40% of the interruptions, resulting in an effective task
switch, where the secondary task is the starting point of a new primary
task, neglecting the original primary task.
Performance researchers investigating the effects of interruptions also
found negative effects on a user’s psychological and physiological state. In
particular they found that interrupted users experienced negative effects
on their emotional state [45] and detrimental effects on their psychophysiological state in general [59].
These negative effects have led to a new research stream looking at contextaware notification management systems (CNMS), which use contextual
information about the user to determine a state of receptivity, to reduce
the negative impacts of interruptions. The historical development of these
CNMS are discussed in the next section.

2.4

history of cnms

Early work in the area of CNMS focused on when to interrupt people using
external sensors. For example, Horwitz et al. [19] and Fogarty et al. [26]
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conducted some of the first work in this field and found that simple simulated sensors (i.e., door open or closed, telephone usage, etc.) provide
enough information to infer a state of receptivity [26]. Lilsys [27] and
BusyBody [28] experimented with more advanced systems, implementing
on-the-fly detection of interruptibility, making use of third party sensors
and computers, respectively. They used a variety of sources of information, such as motion, sound (both external and stationary sensors), time,
location, meeting status (in a meeting or not) and computer activity (e.g.,
switching of applications). Subsequently, Iqbal et al. [20, 60] developed OASIS, a system using application switching on desktop computers to trigger
notifications. All these systems focused on detecting naturally occurring
breakpoints (i.e., breakpoints in the daily schedule of a user, such as ending
a phone call), by either sensing task breakpoints (i.e., a break within a
task) or task boundaries (i.e.,the start and stop of a task) as opportune
times to send out notifications. With the increasing adoption of mobile devices, desktop computers were not the only digital source of interruptions
anymore, therefore mobile CNMSs received increasing attention. The first
step from desktop computers to mobile devices were body worn sensor
networks, investigated by Ho et al. [14]. They found that notifications
delivered at activity breakpoints are better received.
The newest stream of research in this area is focusing on mobile devices.
On mobile devices, researchers have studied factors such as time of day
and day of the week [17, 22, 61–63], location [1, 25, 44], Bluetooth information (as a proxy for social context) [22], call and SMS logs (another proxy
for social context) [17, 21], Wi-Fi connectivity [17, 22], and phone battery
information [44]. While most of these factors were found to be a predictor
of users’ interruptibility, some studies have also contradicted those findings.
For example, some have found time to be a significant predictor [17, 22],
while others have found the opposite [62]. The same applies for location,
where Sarker et al. and others [22, 25] found location was an important
indicator of interruptibility and Mehrotra et al. found otherwise [1].
Other research investigated personality traits and mental state as potential predictors for receptivity. Happy and energetic participants showed
a higher availability to interruptions, compared to stressed study partici-
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pants [25]. Other researchers have shown the significance of personality
traits to predict the response delay; in particular, neuroticism and extroversion were found to be significant [18].
Many studies have found a significant correlation between physical activity
and interruptibility [1, 7, 14, 25]. The type of physical activity was also
found to be significant. For example, people driving in a vehicle replied
more slowly than people walking outside [25]. Further, ‘breakpoints’ in
physical activity, e.g., from walking to standing, were found to be favorable
times to trigger notifications [7]. Generalizing results, however, is difficult
as small sample size and homogeneity of study participants is a common
problem in this research area. This problem is highlighted more in the next
chapter.
A few researchers have explored the concept of engagement. In the context
of smartphone notifications, engagement usually follows after a person is
interrupted and refers to the involvement of a user in a task or app that
attracts and holds the user’s attention [44]. Pielot et al. conducted a study
(n > 330) in which they delivered eight different types of content and observed participants’ engagement and responsiveness [44]. They then built
predictive models to classify whether a participant would engage with the
notification content, and found that their models led to an improvement of
more than 66% over a baseline classifier. Related to engagement, Dingler
et al. built an app aimed at improving users’ foreign-language vocabulary
through notifications and app usage through out the day [64]. The authors
found that several contextual factors relating to phone usage, e.g., number
of phone unlocks in the last 5 minutes, time since last unlock, and number
of notifications in the last 5 minutes, showed significant correlations to
predict users’ engagement with the content.
Some studies have even deployed a machine-learning classifier to detect
interruptibility. Okoshi et al. deployed a breakpoint-detection system to
time notifications [65]. Based on a study with over 680,000 users, they
found that response time to notifications was up to 49% lower if they were
delivered during activity breakpoints. Pielot et al. deployed a model that
allowed them to deliver entertaining content when the participant was
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likely bored and, at such times, they found participants were more likely
to engage [17].

2.4.1

Context-aware Notification Management Systems in mHealth Settings

There have been a growing number of studies exploring receptivity and
interruptibility in the domain of mHealth. Sarker et al. conducted a study
with 30 participants, and identified various contextual and physiological
features for their machine-learning model to detect receptivity to EMA
prompts. The authors drew a parallel between EMA and interventions by
claiming that interaction with self-report or EMA prompts and interaction
with interventions would be similar. The authors also provided monetary
incentives for EMA completion, however, which may have influenced the
participants’ receptivity [25]. Further, Mishra et al. investigated contextual
breakpoints and how they could be used to detect receptivity to EMA. [66].
Choi et al. conducted a 3-week study with 31 participants in which the
authors collected self-reports about the participants’ context and cognitive/physical state, to understand association of context and cognitive
state to the relevant Just-in-Time (JIT) support targeted towards sedentary
behavior [67]. They identified several key factors relating to receptivity
and showed that receptivity to JIT interventions is nuanced and contextdependant.
Morrison et al. focused on a mobile stress-management intervention [15].
Their system randomly assigns study participants to one of three groups.
Each group is using a different method of receiving push notifications.
One group received the notifications occasionally (not daily), one group
received them daily, and one group used a machine-learning model to
receive ‘intelligent’ notifications. The machine-learning model – a static
model, built using insights gained from a previous study to detect EMA
responsiveness – used the phone sensors and predicted the most opportune
moment to deliver the notification. They conclude the ‘daily’ and ‘intelligent’ groups were more responsive than the ‘occasional’ group. However,
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they were not able to find any significant differences between the ‘daily’
and the ‘intelligent’ group.

2.5

summary

In this chapter we explore the research context of this work. We introduce several important frameworks, which are used and further explored
throughout this thesis. The most important example is called JITAI and
describes a framework for adaptive interventions in natural settings. A
key element of JITAIs is to find the right moment in time to send an intervention, ideally, when the recipient of an intervention is receptive. The
chapter continues by defining and operationalizing the term receptivity
and then continues to shed light on the negative impacts of inappropriately timed notifications, which include stress symptoms and a feeling of
being continuously interrupted, leading to negative performance impacts.
These negative outcomes motivated a research stream analyzing CNMSs.
CNMSs use sensor and other information to infer a state of receptivity
and consequently reduce the negative impact of notifications through an
improved timing accuracy. Finally, we looked at the historical development
of CNMSs in general and in the health sector in particular.

3
L I T E R AT U R E R E V I E W O F F I E L D - T E S T E D C N M S

If I have seen further it is by standing on the shoulders
of Giants.
— Isaac Newton

This chapter addresses the research gap of a missing comprehensive systematic literature review and meta-analysis and addresses research question
one (RQ1). Comparable work comes from Okoshi et al. [23] and Turner
et al. [24]. While Okoshi et al. [23] reviewed several papers and discussed
CNMSs as a layer in-between notification reception and delivery to the
user, Turner et al. [24] analyzed interruptibility, data collection and prediction scenarios. However, and to the best of our knowledge, there exists
no systematic overview of CNMSs that has evaluated the effectiveness of
CNMS on mobile devices using only device sensors. The objective of this
chapter is therefore to address this research gap and identify technical
design choices, which lead to a successful CNMS. Further, we investigate
the general feasibility of using smartphone sensor data to predict a state of
receptivity.
This chapter starts with a description of the search and selection strategy,
then shows the result of the search and closes with a discussion of the
results as well as an overview of open research questions and suggestions
for further research.
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3.1

approach

We followed the established guidelines for systematic literature reviews
as outlined by Okoli et al. [33] and Webster et al. [34] to make the search
process of the current work transparent. We first outline how we defined
the keywords and found the relevant databases. Thereafter, we describe
how the relevant articles were identified. Finally, we describe the methods
that were applied to conduct our results analyses.

3.1.1

Search strategy

We first conducted a preliminary search on Google Scholar for articles related to interruptibility. This unstructured search resulted in a first overview
of the field of interruptibility and we learned that the papers of interest
were predominantly technical in the field of CNMSs with some papers
having a health (e.g., Nahum-Shani et al. [35] or Morrison et al. [15]) or
psychological (e.g., Nahum-Shani et al. [11]) background. Consistent with
prior work [68], we used the following databases to conduct our search:
ACM Digital Library, IEEE Explore, ScienceDirect and ProQuest. To cover
health-related articles we included the PubMed database. PubMed provides access to MEDLINE with 16 million references and is one of the
largest and most widely used database in health-related research [69].
We conducted our search in February 2017 and looked for papers ranging back to 1994, which is considered to be the year the smartphone
was invented [70]. Consistent with prior work [71] we decided to use a
keyword-based search strategy to efficiently screen a wide range of articles
and journals. The keywords are depicted in Table 3.1. All keywords were
derived from papers we found in our early unstructured search. For an article to be included in the results at least one keyword from every set: Title,
Abstract 1 and Abstract 2 had to be included (see Table 3.1). To decide on
the relevancy of an article, we screened the title and abstract for evidence
regarding the application of a CNMS as described in the introduction. After
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this pre-screening we applied the formalized inclusion criteria described
in the next section. We then conducted a backward search on the papers
passing this inclusion criteria catalogue and applied the same procedure to
the references of the included papers.
Title (or)

Abstract 1 (or)

Abstract 2 (or)

notification

smartphone

interrupt

’smart phone’

notification

attention

smartwatch

interrupt

intelligent

’smart watch’

intelligent

’context-aware’

’mobile phone’

breakpoint

’state of receptivity’

’cellular phone’

’state of receptivity’

’state of vulnerability’

phone

’state of vulnerability’

’state of opportunity’

’mobile device’

’state of opportunity’

’push notification’
Table 3.1: Keyword combinations

3.1.2

Study selection

Following Okoli et al. [33] we developed a list of inclusion criteria a paper
has to fulfill to be considered as relevant. The purpose of these criteria is to
ensure the inclusion of high quality studies with relevance to mobile CNMS,
which were tested in the field. To avoid any bias in the application of the
inclusion criteria, we followed the "four-eye principle". Before applying the
criteria, we discussed them in a team, then independently applied them
and discussed any disagreements at the end.
We included studies that fulfilled the following criteria. First, all studies
were screened for some quality criteria (1) English papers only; (2) Only
peer-reviewed papers; (3) Only randomized controlled trials (RCTs) and crossover
designs. To infer causality, we excluded observational studies and expert
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opinions. Second, all studies were screened for relevance to the review
(4) Only studies with notifications on mobile devices, i.e., no desktop notifications;
(5) Only studies, whose only source of data is coming from the mobile device are
included, i.e., no third party devices or services; (6) Only studies evaluating a
CNMS by automatically inferring an opportune timing to send out notifications;
(7) Only studies that reported effectiveness metrics of the CNMS by response delay
and/or response rate; (8) Only working CNMS prototypes and products. While
there are many data-gathering and concept studies, we were interested in
systems that had an algorithm in place to detect and exploit interruptibility.

3.1.3

Meta analysis

All of our included studies reported results on response rate and/or response
delay. These metrics are consistent to the earlier introduced overall response
rate and average response delay, respectively. No included study reported
results of just-in-time response rates or conversation rates. Therefore, the
remainder of this chapter only analyses the response rate and the response
delay.
To compare dichotomous data values from different studies, e.g., the
number of overall responses, we used the Odds ratio (OR), as suggested
by the Cochrane Handbook for Systematic Reviews of Interventions [72]. We
calculated the OR with the software RevMan 5.3 [73]. We did the analysis
using the Mantel-Haenszel method [74, 75] with random effects [72]. This
method has been shown to have better statistical properties for a small
number of studies [72, 75], which is the case in our analysis. The random
effects option gives a more conservative result if heterogeneity is found, but
gives the same result as fixed effects if the data shows no heterogeneity [72].
For continuous data, e.g., the response delay, we used Cohen’s d as effect
size, as suggested by Borenstein et al. [76]. To calculate Cohen’s d from the
different sources of information in the articles we used Lenhard et al. [77].
To compare the different studies against each other we used the approach
described by Thiese et al. [78] to classify the study design.

3.2 results

3.1.4

Risk bias assessment

We assessed the risk of a potential bias in each publication depending on
the study design. For RCTs we assessed the risk as recommended by the
Cochrane Handbook for Systematic Reviews of Interventions in Chapter 8 [79].
Specifically, their criteria catalogue can be applied if the study of interest has a selection bias (i.e., systematic differences between the groups,
which are compared [80]), performance bias (i.e., systematic differences
between groups with regard to exposure to other factors that might affect
the outcome [80]), detection bias (i.e., differences between groups in how
outcomes are assessed [80]) or attrition bias (i.e., bias due to the amount,
nature or handling of missing outcome data [80]). For crossover studies,
i.e., studies with multiple treatments per participant, we used Chapter 16
of the handbook by Higgins et al. [80] and the CONSORT N-of-1 guidelines [81]. Specifically, we assessed the risk of a potential carry-over effect
(i.e., persistence of effects of one treatment into a later period of treatment [81]), a period effect (i.e., a change of outcome over time even in the
absence of treatment [81]), a sequence effect (i.e., systematic differences
between groups with predefined treatment sequences), not accounting for
non-independence of outcome data in analysis (i.e., not using some form
of a paired analysis) and a potential attrition bias.

3.2

results

In this section, we first report the general findings related to our search
strategy and describe the study characteristics of the selected articles. We
then provide an overview of the study designs and potential biases in the
studies. Finally, we explain which sources of context information were
used by the mobile CNMSs and, most importantly, we report the results of
the effectiveness metrics and their connection to the different sources of
context information.
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3.2.1

Search strategy results

Our search process revealed a total of 1.634 articles. Out of these, 135
articles passed the first title and abstract-based pre-screening step and
9 articles the second screening step in which the inclusion criteria were
applied. During the backward search we analyzed the references of these 9
articles as well, but no further articles of interest were found. Furthermore,
one article dropped out for duplicate reporting of a study result, resulting
in 8 relevant articles.

3.2.2 Study characteristics

Table 3.2 provides a summary of the study characteristics of all 8 articles of
our systematic literature review. Age and gender distributions of the study
participants indicate a trend towards males aged between 20 and 30. There
are only three studies [15, 17, 21] including participants over 30, but four
studies [7, 16, 22, 30] with participants younger than 30. Also, there is a
gender imbalance, as only one study [21] established gender balance, while
most of the other studies had more men than women with the gender ratio
women to men going as low as 1 to 3 [7].

3.2.3 Risk of bias

Due to the lack of adequate reporting, risk of bias could not be completely
assessed for all included studies. For example, we were unable to assess
risk of bias in the included RCT study [15] because the authors did not
report a description of the randomization process (i.e., how the randomization sequence was generated) nor a comparison of baseline characteristics
between the different groups or how missing data was handled in the
analysis. For crossover studies, the balance with regard to group assign-
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ment over time is essential to establish causal inference [80]. Most studies
randomized participants to different notification strategies multiple times
over the course of the study. Randomization, if properly implemented, results on average in a balanced design (i.e., a balanced order of notification
strategies). This is necessary to avoid confounding of the effect of interest
with the order of notification strategies (carry-over effect) or changes in
the outcome that occur naturally over time (period effect). This works well
when a large number of participants are randomized or the order of the
notification strategies is altered often. Consequently, we judged the risk
of a period effect to be high in three [6, 7, 30] out of seven studies. Only
one study [16] implemented an a priori balanced study design. In addition,
studies rarely reported how missing data was handled in the analysis and
we thus were not able to assess attrition bias in four studies [7, 15, 17, 30].
Because the main outcome in most studies was a stable behavioral variable
(e.g., response time), we assumed the risk for carry-over effects to be low
in almost all studies. The detailed risk of bias assessment is reported in
Table 3.3. In two studies [16, 22] it was unclear which statistical analysis
was used. All in all, the results of our analysis have to be interpreted with
great caution since risk of bias in all included studies was judged to be
high or unclear.

3.2.4

Effectiveness metrics

We describe results with regard to the effectiveness metrics response rate
and response delay in the following subsections.
As outlined in Table 3.2 six studies (75%) reported results on the response
rate. Four studies (50%) contained enough information to compute the
OR, as shown in Table 3.4. The four analyzed studies show that there is a
statistically significant effect of mobile CNMSs improving the response rate
to notifications. The weighted OR is 1.71 with a 95% confidence interval
(CI) of [1.28, 2.28] and an I 2 of 75%, justifying the random effects model.
According to Chen et al. [82] an OR of 1.68, 3.47 and 6.71 correspond to a
small, medium or large effect, respectively. Consequently, an OR of 1.71
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Table 3.3: Risk of bias for all studies; Legend: yes (y), no (n), high (+), low
(-), unclear (?), sample size (N), dropout rate (DR), Length in days
(L), carry-over effect (CE), period effect (PE), sequence effect (SqE),
attrition bias (AB), accounted for non-independence (NiA), selection
bias (SB), performance bias (PB), detection bias (DB)

equals a small effect. The fifth study [17], which did not have enough
data reported to be included in our calculation, supports our finding with
r = .51, which is equal to an OR of 8.64 [77], i.e., a large effect. The last
study [6] reporting a response rate did not find a statistically significant
effect (c2 (1) = .004, p = 1.0).
Three studies [21, 22, 30] reported sufficient information to calculate Cohen’s d, while one study [16] reported a descriptive trend. Finally, Morrison et al. [15] reported all necessary results, yet the direction of the effect
was reported inconsistently, which is why we omitted this study in this analysis. Fischer et al. [21] achieved an effect size (Cohen’s d) for the response
delay, i.e., the difference in response delay between mobile CNMS and
non-CNMS, of d = .46 (F (2, 1374.9) = 73.71, p < .001), Okoshi et al. [30]
d = .14 (Z = 3.19, p < .05) and Pejovic et al. [22] d = .14 (t(141.02) = 1.9,
p = .06). Cohen et al. [83] suggest a small effect for .2 < d  .5, a medium
effect for .5 < d  .8 and a large effect for d > .8. Consequently, one
study [21] has a small statistically significant effect, while the other two
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Table 3.4: OR for the response rate. Event refers to the notifications that were
answered, total to the total number of notifications sent. (Source
RevMan [73])

studies [22, 30] have a negligible effect. Obuchi et al. [16], who reported a
descriptive result, found a trend towards a reduced response delay.

3.2.5

Sources of context information

A total of ten different sources of context information were used to evaluate the interruptibility of the user, as shown in Table 3.5. Accelerometers
were used to identify the movement pattern of the user, sometimes in
combination with physical activity, a higher-level feature (e.g., to indicate
whether a user has stopped walking which defines a natural breakpoint).
Geographic location was usually inferred using GPS (e.g., to infer whether
an individual has arrived at home or at work), however due to it’s high
power consumption was sometimes replaced with a less energy intense cell
tower location method, at the cost of reduced accuracy. Microphones were
mostly used to detect environment noise or people around the designated
user (e.g., to identify whether a person was involved in social interactions).
Bluetooth and WiFi were used to detect finer grain location changes (e.g.,
changing rooms). User interface (UI) events and communication relate to
users’ interaction with their phone. Where UI events were more related to
interaction with the phone itself and communication more to interaction
with other people through their phone, i.e., a call. Both of these features
were used to detect naturally occurring breakpoints, such as the termina-
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tion of a phone call or switching of applications on the smartphone. User
defined rules is a special case for context awareness, as the user is asked
beforehand to provide information about, when he or she can be interrupted with notifications. However, we decided to include it nonetheless,
because the system later automatically decides on the interruptibility. Time
and others refer to generally available information on the phone, such as
battery status, time of the day, day of the week or whether the phone is
covered with something or not. These features are less about breakpoint
detection, but more about general patterns of the users (i.e., no notifications
during the night).
Table 3.5 summarizes the different sources of information used by the
mobile CNMSs of the included studies and compares them with their
effectiveness. Some sources were used more commonly, such as location,
accelerometer or time, while others are less common, like user defined
breakpoints, microphone or Bluetooth.
Comparing the different sources with the respective performance in the effectiveness metrics response rate and response delay gives a more detailed
view on which sources seem to have a good predictive power to infer interruptibility. Using a single source of information, such as the accelerometer
or communication pattern, provide a good starting point to improve the
response rate [16, 21]. Yet, using only user defined breakpoints did not
prove to increase the response rate, as in Fischer et al. [6]. However, adding
more features, such as location or user interface events to the accelerometer
features results in a further increased response rate, as Morrison et al. [15]
and Okoshi et al. [7] did, respectively. While we have too few data to compare communication patterns, we see that accelerometer-based features
can be improved with time and location or user interface events. Further
increasing the number of different sources resulted in another increase of
the response rate. While Pielot et al. [17] did not include accelerometer
data, they used WiFi, microphone, communication and other features as
distinguishing sources and achieved the highest response rate.
Regarding response delay, we see that communication alone is the best feature to use to minimize delay [21]. Using more features without the communication feature results in worse performance, as seen in Okoshi et al. [30]
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and Pejovic et al. [22]. While, there is no information on the effect size for
Obuchi et al. [16], they reported a descriptive trend towards a reduced
response delay using only accelerometer features.

3.3

discussion

In this systematic review and meta analysis we identified eight relevant
studies and assessed the effectiveness of the corresponding mobile CNMSs
with respect to response rate and response delay. We found that both
gender and age of the participants were not balanced. In particular older
people were less represented in the reviewed studies. For certain applications targeting a specific population (e.g., digital health interventions), this
might be an issue. Also the small sample size in the investigated studies
is a major concern, as the statistical power is reduced and consequently a
true effect might be less likely [85]. A vast range of sensors and sources
of data streams has been used to derive information about the context in
which individuals are likely to be interruptible. In particular, sensor provided information (e.g., location-based breakpoints) were superior to user
provided static input (e.g., designated times for notifications). Consistently,
Fischer et al. [6], who used user defined breakpoints, were not able to find
an effect of mobile CNMSs on the response rate. It may be therefore not
an easy task for individuals to predict their interruptibility. That is, while
individuals might be correct about their general availability, it might be
impossible for them to predict the exact point in time and context in which
they will be interruptible.
The source of context information is a key component determining the
effectiveness of mobile CNMS. For response delay, no major effect could be
observed, as for most of the investigated sensor combinations no effect was
found. The major exception is the sole use of communication patterns, they
showed the largest reduction of the response delay. This can be explained
with the fact, that the smartphone is still in the hand of the user, but he or
she stopped interacting with it. However, the authors of the paper note that,
while it was a good way to reduce the response delay, the interruption for
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the user was seen as being intrusive, since most of the time an immediate
action is required after, for example, a phone call, i.e., taking notes. This
finding also explains why the effect on the response rate was less impactful
compared to other sources. Here, increasing the number of features increased the response rate. Accelerometer alone increased the response rate,
yet the effectiveness was improved when more features, such as location
or UI events, were added. Adding UI events slightly outperformed the
addition of time and location in increasing the response rate, again because
the user is interacting with the device and consequently more likely to see
and immediately respond to a notification that is triggered. However, the
best effectiveness was achieved when several different sources were used.
The complexity of necessary insight into the users’ context serves as an
explanation why more features are needed to optimize for the response
rate, than to optimize for the response delay.
With respect to the different sources of context information, it is interesting to see what researchers have done; however, of equal interest are the
sources we did not find. We did not find any study using the specific content of the notification influencing the context it was sent in. For example,
a nutrition-related notification might be triggered before lunch, or while
shopping, yet no study used the content of the notification as a source of
information. Also none of the included studies used personality traits as
a discriminating feature for the classification. There was one study [23]
doing an analysis based on their gathered data and separating users into
sensitive and insensitive users towards interruptibility (e.g., how positive or
negative the feedback of individuals was towards an interruption). Another
study [22] used online learning to personalize their models and Mathur et
al. [86] trained their models on the individual user’s data. However, only
Pejovic et al. [22] tested their system in the wild and no study empirically
evaluated personalizing their systems using personality traits (i.e., the big
five [87]). Instead of using the personality as a source of information, one
could also use the inferred context to block all notifications in a certain
environment, i.e., while driving. In particular, smartphones are capable of
achieving this task, as they are mostly close to the user. However, while
we found some research outlining the concept of such systems [88], none

3.4 limitations and implications

of the included studies investigated this concept empirically. Also none
of these studies touched on the privacy aspects of sharing and exploiting
sensitive information for the purpose of sensing interruptibility.
With respect to the effectiveness metrics, our review shows that mobile
CNMSs are able to increase the response rate compared to non-CNMS
settings. Thus, a context-sensitive timing of notifications means that an
individual is more likely to respond, lowering the probability that he or
she forgets to respond. Against the background of our findings regarding
response delay, we found only little evidence for mobile CNMSs reducing
this effectiveness metric; individuals probably need time to respond to
but not to read a notification. Consequently, while the notification can
theoretically be sent at any time and the user might see it quickly, the
response rate is negatively affected if no mobile CNMS is used.

3.4

limitations and implications

No scientific work comes without limitations, so we outline three shortcomings. First, we found a high risk or incomplete information for a bias
assessment for all studies, which is why we are not able to interpret all
effectiveness metrics in a concise manner. Second, essential information
missing in the articles reduced the number of studies we were able to
include for the meta-analysis, further weakening our conclusions. And
finally, not only the total number of studies, but also the number of participants in the individual studies, were rather small, and the gender and age
distribution were biased. That is, the samples used in the studies were not
representative with respect to a specific target population, which restricts
our ability to find and discuss generalizable results.
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3.4.1

Implications and future research

Against the findings of the current work and the limitations described
above, we now discuss distinct areas where we see potential for future
work that should be taken into account to further increase the effectiveness of mobile CNMSs. First, we call for mobile content and context-aware
notification management systems (CCNMSs): As Okoshi et al. suggested in
their literature review [23], most studies apply a layer structure, where
the interruptibility mechanism is independent of the application. However,
few studies have analyzed what the content means for interruptibility.
We see great potential of specific targeted content in combination with
a mobile CNMS on the response delay and response rate. For example,
in the healthcare context, future research should test whether adaptive
interventions triggered by mobile CNMSs are more effective compared
to a control condition with non-context-aware notifications. Our findings
suggest an increased response rate. Consequently, we assume that the adherence to interventions is also higher, making health-related interventions
more efficient if mobile CNMSs are used.
Second, we call for safety optimized mobile CNMSs: Our analysis has shown
that different sources of context information can be used to infer interruptibility, because notifications can be a major source of distraction. We encourage research about the use of this context information for safety-optimized
mobile CNMSs to prevent dangerous distractions in high-concentration
situations (e.g., while driving). While there are some concept studies of
safety-optimized mobile CNMS (e.g., Lindqvist et al. [88]) and some efforts
by large consumer electronics companies (e.g, Apple [89, 90]), no study
has yet implemented and tested these systems empirically.
Third, we call for open mobile CNMSs data: Another opportunity for research on improving the effectiveness of mobile CNMSs is to make sure
that anonymized self-reports, behavioral data, and usage log data collected
by mobile CNMS is made freely available if individuals agree and provided there are no ethical, legal or copyright aspects negatively affected.
For example, the Swiss National Science Foundation expects from October
2017 onwards that "data generated by funded projects will be publicly ac-
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cessible in non-commercial, digital databases" [91]. Consistently there exist
already non-profit organizations, so called cooperatives in Switzerland,
that provide corresponding data repositories, such as www.midata.coop or
www.healthbank.coop. These services would allow researchers to identify
individual (e.g., demographics, personality traits), behavioral (e.g., app usage characteristics), and contextual (e.g., social situations) patterns among
others that could be used to further personalize the timing and content of
mobile CNMSs and thus, their effectiveness.
We finally make a call for replication studies: We would like to see future
research testing the findings of the current work by considering standardized effectiveness metrics of mobile CNMS in large-scale settings over
an extended period of time with a representative sample, in the form of
RCTs and with complete reporting. Only with this accumulated body of
replication studies it will be possible to identify and better understand
the driving factors that make mobile CNMSs effective. In this thesis we
will address this call and provide further studies supporting claims made
in this literature review. While Mathur et al. [86], Okoshi et al. [30], and
Pejovic et al. [22] did some first work on personalized CNMSs, we observed
a general lack of research in this area and hope to see further researchers
investigating this topic. We also refer the reader to Chapter 5, where we
propose and analyse our own personalized CNMS.

3.5

summary

An increasing number of notifications is competing for the attention of
individuals, resulting in interruptions with serious consequences – such as
decreased task performance or stress. CNMSs have been therefore built to
improve the timing of notifications. Against this background, our work is
the first that evaluates the effectiveness of mobile CNMSs with the help
of a systematic literature review and meta analysis. Indeed, our findings
indicate that mobile CNMSs are capable of increasing the response rate
to notifications. We found, however, little evidence that response delay
can be decreased, too. The most efficient source of context information to
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reduce the response delay was found to be communication patterns, as
the user is still interacting with the phone and is interruptible. To increase
the response rate more complex combinations of information sources were
required. The study, which had the most sources, had the highest response
rate. Moreover, the studies we review here have either a high risk of bias or
do not contain the information required to draw general conclusions. We
therefore outline several implications for future work to further increase
the effectiveness of mobile CNMSs and show how the remainder of this
thesis fits into the existing research stream.

4
E X P L O R I N G FA C T O R S O F R E C E P T I V I T Y

Computer Science is no more about computers than
astronomy is about telescopes.
— E. W. Dijkstra

This chapter will further explore research question one (RQ1). We will
investigate which technical design choices underpin a successful CNMS
by expanding on the research which was explored in the previous chapter.
It will start by describing the details of Ally, our data collection study.
Subsequently, the research methods are described and the results of an
extensive analysis are presented and discussed. The chapter concludes
with a discussion of outstanding issues and provide an outlook on future
work.

4.1

approach

In this section, we discuss the goals and design of the data collection study,
the smartphone app used in the study (Ally) and the different types of
data collected. Then we present the study description and some statistics
about the data collected over the course of the study and finally discuss
our analysis plan.
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4.1.1

Study Goals and Intervention Design

To develop a CNMS a large amount of data is necessary to train the machine
learning algorithm and to make evidence-based decisions on which sensors
to include. Therefore, we launched our first data collection study. For us,
data collection was the major goal of this study, yet participants were
participating to receive a physical activity intervention. These interventions
were developed in collaboration with psychologists. The result of this
collaboration was Ally, a chatbot for delivering interventions designed to
promote physical activity by targeting to increase the average step count
following the study protocol by Kramer et al. [92]. The interventions are
described later in this section, yet the efficacy analysis of these interventions
are out of scope for this thesis.1 For this thesis, the relevant goal of this
study was to explore participants’ state-of-receptivity when participants
were receiving real interventions, instead of asking EMA questions, or
engaging participants in other proxy tasks.
The app, available on both iOS and Android, is based on the MobileCoach
platform, developed by Filler et al. [94, 95]. The app consists of a chat
interface where the users get different intervention messages and can
respond from a set of choices. The app also consists of a dashboard with
an overview of the previous week’s performance, along with the achieved
number of steps and the step goal for that day. Next to the step data, users
could view the distance walked and calories burnt. The chat interface and
the dashboard interface of the app are shown in Figure 4.1.
After enrolling in the study and downloading the app, the study started
with a 10-day baseline assessment phase, during which the app collected
step data from the user and used this information to tailor personalized step
goals. After the baseline phase, a six-week intervention period followed.
The app calculated a personalized goal using historical step data, using
the 60th percentile of the last 9 days as a new goal for the day, and updated
it daily. To avoid potential negative health impacts of recommending
an excessive number of steps, we set the maximum step count goal to
1 For a detailed description of the analysis and the results the reader is referred to
Kramer et al. [93]

4.1 approach

Figure 4.1: The Ally app: The screenshot on the left shows the dashboard with a
step count, calories burnt, and distance walked. The second screenshot shows the chat interface.
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10.000 steps. The interventions components in our study were chat-based
conversational messages from Ally, the coach, and pre-defined answer
options from the participant. The starting message of these conversations
were delivered to every user at random times within certain time frames.
We had four different conversations in our study: (1) the goal setting
prompt was delivered between 8-10 a.m. and set the step goals for the day,
(2) the self-monitoring prompt informed the participants about the day’s
progress and encouraged them to complete the goal, delivered randomly
to 50% of the participants between 10 a.m. and 6 p.m. everyday, (3) the
goal achievement prompt informed participants if they completed their
goal and encouraged them to complete future goals, delivered at 8 p.m.
everyday, and finally (4) the weekly planning intervention, to help the
participants overcome any barriers to physical activity, randomly delivered
to 50% of the participants once a week.
An example of a coaching conversation between the coach and a study
participant is displayed in Figure 4.2.
In the study, the participants were randomly assigned to one of three
financial incentive groups, for the entire duration of the study. One group
received a cash bonus of 1 CHF (approximately 1 USD) for achieving a daily
step goal, a second group donated the reward to charity, and a third group
acted as control group, without receiving any financial reward. Unlike
previous works, the cash bonus of 1 CHF was awarded for completion
of the step goal only, irrespective of how many times they responded to
or engaged with interventions. However, to be thorough, we conducted
a one-way analysis of variance (ANOVA) to observe whether there was
any significant effect of financial incentive type on the receptivity metrics
over the course of the study. We observed that financial incentive had no
significant effect on any of the receptivity metrics defined in Section 2.2.
Hence, we believe that the interaction with the messages were naturalistic
and free of financial bias. Finally, the participants could fill out two webbased questionnaires (at enrollment and post-study), for which they were
compensated with 10 CHF upon completion of both.

4.1 approach

Figure 4.2: Example of a coaching conversation (translated from German).
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Fit within the JITAI framework
JITAIs, as introduced by Nahum-Shani et al. [11, 35], describe a framework
to make interventions more context-aware and personalized. In the following paragraph we fit our study application into the JITAI framework and
refer the reader to Section 2.1 for more details about JITAIs in general.
Ally is an early form of a JITAI, while still incorporating several components of a classical JITAI. For Ally the distal outcome is the increase in
physical activity, measured as average step count. The weekly and daily
proportions of participant days that step goals are achieved during the
intervention period are the primary proximal outcomes, along with other
secondary proximal outcomes. The decision point is the pre-randomized
time in which the participants receive the message (between 8-10 a.m.,
10 a.m.-6 p.m., or 8 p.m.), the tailoring variable is the cumulative step count
until that time relative to the daily goal of the participant, the intervention
options are possible support options, in either setting a step goal, or checking up on the current step count mid-day, or checking the step count at the
end of the day, or providing an encouragement message, and the decision
rules link intervention options to tailoring variables to specify which intervention to deliver and is operationalized by rules set on the MobileCoach
platform.

4.1.2

Choice of Factors and Sensor Data

In this chapter we explore how different factors relate to receptivity (as
defined in Section 2.2). We divide the factors into two groups, (a) intrinsic
factors (which remain constant for a participant throughout the study,
e.g., age, device type, gender, and personality) collected from pre-study
surveys and (b) contextual factors (which may vary for each intervention
message, e.g., time of day, location, physical activity) collected passively
from smartphones. Our choice of intrinsic and contextual factors is based
on a combination of our findings in Chapter 3 on prior works on context-
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aware notifications and the feasibility of obtaining different data from the
phone.

Choice of intrinsic factors
The work we found in Chapter 3 and prior work on context-aware notifications in general, have largely considered participant receptivity on Android
devices. Given the significantly different OS architecture and notification
delivery style between iOS and Android devices, we evaluate device type
as factor towards receptivity. Further, prior works have shown associations
between age and gender with smartphone usage [96] and availability for
notification content [44]. In fact, Pielot et al. found age to be a top predictor
for detecting engagement with notification [44]. Further, Mehrotra et al.
found that different personality traits have an effect on the notification
response time [18]. Hence, we consider device type, age, gender, and personality as the intrinsic factors for evaluating receptivity. We acknowledge
there could be other intrinsic factors (like employment status or marital
status), and we discuss these factors later in this chapter.

Choice of contextual factors
As discussed in Chapter 3, a variety of factors have earlier been shown to
be associated with availability for notification prompts: physical activity, location, audio, phone battery state, conversation, communication (call/sms)
logs, device usage, app usage, engagement with apps, etc. However, we
faced certain limitations when it came to collecting certain data types; e.g.,
Apple does not let developers collect Audio (passively, in the background)
without it being a VoIP app, and Google recently banned the use of Accessibility Services. Because we intended the app serve primarily as an
intervention delivery application, we had to make some sacrifices with the
rate and type of sensor data that was collected in the background. To keep
things similar between Android and iOS, we collected almost all of the
same sensors from the two devices. Eventually, we ended up collecting GPS
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location, Physical Activity, Date/Time, Battery status, Lock/Unlock events
(iOS only), Screen on/off events (Android only), Wi-Fi connection state
(iOS only) and Proximity sensor (Android only). This choice of sensors
along with moderate duty-cycling resulted in only a 4-6% battery drain
over 24 hours.
Hence, we considered the following contextual factors in this chapter:
physical activity, location, battery, device usage, and time, all of which
have shown some association with phone usage and availability to app
notifications in the past. A more complete overview of previous research is
given in Chapter 2 and 3.

4.1.3

Enrollment and Data Collected

We teamed up with CSS insurance (a large Swiss health insurance company)
to conduct this first field study. The study was approved by the Institutional
Review Board (IRB) of both a Swiss and a US university. According to the
agreement and the research plan, the insurance company would invite
their customers to be part of the study. All participants had to be over 18
years old. Further, given the content of the intervention messages, they had
to be German speaking and not working night shifts. After inviting 30.000
CSS customers and screening respondents for eligibility, 274 participants
signed the consent form and downloaded the Android or iOS version of
the app.
After the participants installed the Ally app from the respective app stores,
there was a 10-day baseline period during which the participants just
received and responded to some welcome messages, and their step counts
were recorded to determine their later step goals. After 10 days, the actual
intervention study started and continued for 6 weeks. Out of the 274 users,
we had step count data for 227 during the initial 10 days. The remaining
47 were automatically discarded because without their step count data
they could not be part of the intervention. Further, as the baseline period
was ending, we had 214 participants reach the intervention phase. As the
intervention phase started, after the first day, we had step count data for
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203 participants. These were the 203 users we could include in our study
of receptivity towards interventions. However, several of them responded
to very few messages throughout the intervention period, which can be
considered as outliers, and if included in the final dataset would skew the
results. We calculated the number of responses from the lowest 5 percentile
of the participants and set that number (6 messages) as a threshold for
inclusion in the analysis. Thus, we included participants who had the top
95 percentile response count, which resulted in 189 participants (141 iOS
and 48 Android). Of the 189 participants, 70 were male and 119 were female.
The mean age was 41.7 years ± 13.7 years. Additional statistics about the
data collected are shown in Table 4.1. Further, the iOS and Android subgroups had very similar demographics, age and gender distribution, as
compared to each other and the overall study population.
iOS
Initiating messages

Android

10366

3576

Initial responses

7466

72.02%

2912

81.45%

Just-in-time responses

2202

21.24%

896

25.06%

Conversations engaged

1659

16.00%

712

19.91%

Table 4.1: Ally study statistics: Initiating messages are the start-of-conversation
messages delivered to participants, initial responses are the responses
to the initiating messages, just-in-time response % and conversations
engaged % is the same as just-in-time response rate and conversation
rate, respectively, from Section 2.2, averaged across all participants.

4.1.4

Handling Missing Data

For iOS users (a majority of our participants), there is no way to explicitly
detect when the phone is switched off/on, if the app has been uninstalled,
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or if the user does not provide our app permission to collect any data and
does not reply to messages. It is hard to distinguish between such cases.
We use the availability of sensor data as an indication that the device was
turned on and the app was installed. So for each initiating message, if there
was no sensor data a few hours before the delivery of the message, we
assume that the data collection was interrupted and we do not include that
initiating message in our analysis (even if the participant responded to that
message). We follow the same approach for Android users, to maintain
uniformity in data processing.
While this is a useful approach for handling missing data, there could
be edge cases where the participant switched off their phone for a few
minutes during which an initiating message was delivered. Since the phone
was switched off, the push notification would not be visible once the phone
is turned on. The initiating message would be included in the analysis
as the phone was switched off for a few minutes and there was sensing
data available before that. In such cases, even if the participant was in a
state-of-receptivity, due to lack of response to an initiating message, they
would be categorized as not receptive. However, since we sent only 2-3
initiating messages a day, we argue that the odds of this particular edge
case was quite low.

4.1.5

Analysis Plan

In this chapter we explore how different factors (intrinsic or contextual)
relate to the receptivity metrics for the interventions.
Further, we explore the relationship between intervention effectiveness
and the receptivity metrics. Finally, we build machine-learning models
that can account for different factor (both intrinsic and contextual) to infer
just-in-time receptivity, based on the three metrics discussed in Section 2.2.
Depending on the type of the dependent and independent variables and
the type of analyses required, we use several statistical methods to complete
our analyses – Welch’s t-test, one-way ANOVA, two-way ANOVA, linear
models, generalized linear models, logistic regression models, Chi-Square
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Test (c2 ), repeated measures ANOVA and mixed-effects generalized linear
models.
In this chapter we use several statistical tests to explore the relationship
between different factors and metrics. In our evaluations, when we discuss
the effect of a variable on a metric, we refer to statistical effects only. We do
not and cannot imply that the variables have a causal effect on a particular
receptivity metric.

4.2

effect of intrinsic factors

In this section, we evaluate how different, individual intrinsic factors relate
to the participants’ reaction to intervention messages. We evaluate the
effects of the intrinsic factors on the aggregated receptivity metrics from
Section 2.2, over the course of the study, i.e., the just-in-time response rate,
overall response rate, average response delay, and the conversation rate.
In this analysis of individual intrinsic factors, correlations can be grossly
misleading about the inferences we make. For example, if gender and
device type is strongly correlated and we make an inference that women
are more receptive, it could be because of a particular device type. In
this case, device type could have caused the increased receptivity, and not
because women are more receptive. The correlation analysis of all intrinsic
factors can be found in Figure 4.3. Generally, strong correlations are not
found, except between gender and age. Women were negatively correlated
with age, implying in this study, women were younger as compared to
men. However, this did not affect receptivity, as we observed that age had
an effect on receptivity metrics, but gender did not.

4.2.1

Effect of Device Type

Participants were free to use either the iOS or Android version of Ally.
While the app user interface was identical on both the platforms, there
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Figure 4.3: Correlation of different intrinsic factors

are some fundamental differences in the user experience between both the
operating systems and how they handle notifications. Hence, we evaluated
whether the choice of device plays a role in the participants’ responsiveness
towards the intervention messages.
We conduct multiple Welch’s two-sample t-tests to observe the differences
in message interactions between the two groups – iOS and Android. We
observed that Android users had a significantly higher total response rate,
t(92.38) = 2.422, p = 0.017, along with significantly lower response delay,
t(74.42) = 2.099, p = 0.039. This observation suggests that throughout
the study, on average, Android users responded to more interventions,
and were faster than iOS users while responding. We did not observe
any significant differences for just-in-time response rates and conversation
rates. This implies that while iOS and Android users responded similarly
just-in-time to intervention delivery, Android users came back to complete
the intervention at a later time, more often. We believe the outcome might
be related to how the two OSs bundle notifications on the lock screen.
iOS 11 (the latest OS during the time of the study) used to bundle and
push notifications to an ‘Earlier Today’ section, giving more visibility to
newer notifications; in contrast, Android bundled notifications by apps,
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regardless of when they arrived. In Android, if the user does not explicitly
‘click’ or ‘swipe-away’ the notification, it will be visible every time a user
pulls down the notification pane; however, in iOS 11 an extra gesture was
required to bring up the ‘Earlier Today’ section.
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Figure 4.4: Effect of the type of device on different state-of-receptivity metrics. The
points represent the mean and the bars represent the 95% Confidence
Interval (CI).
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4.2.2

Effect of Age

Overall Response Rate

Just−in−time Response Rate

We observed that the age of the person had a significant effect F (1, 177) =
4.798, p = 0.029 on the just-in-time response rate. We observe from Figure 4.5 that the just-in-time response rate increased with age, suggesting
that older people were, on average, more responsive to the intervention
within the 10-minute threshold. Further, we observed a significant effect
for conversation engagement rate, F (1, 177) = 7.150, p = 0.008, with older
people also engaging in higher number of conversations.
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(a) Age had a significant effect on just-in-time response rate.
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(b) Age did not have a significant effect on the overall
response rate.
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Figure 4.5: Effect of age of the participants on the different state-of-receptivity metrics. The slope represents the mean and the shaded region represents
the 95% CI.
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4.2.3

Effect of Gender

We found that the gender of a person did not have a significant effect on
any of the receptivity metrics.

4.2.4

Effect of Personality

At the start of our study, the participants filled out a personality survey, the
BFI-10 [97], from which we computed the score (on a scale of 1–10) for the
five personality traits – Extroversion, Agreeableness, Conscientiousness,
Neuroticism and Openness. Of the 189 included participants, we had
complete survey information for 154 participants, so we look at the effect
of personality traits across those 154 participants.
We fit multiple linear models for each of the metrics (just-in-time response
rate, total response rate, average response delay, and conversation rate)
as the dependent variable and the five personality traits as independent
variables. We noticed that some personality traits had a significant effect
on the just-in-time response rate, conversation rate and total response rate,
but not for the average response delay.
Table 4.2 shows the parameters of the fitted linear model. We observe
that the neuroticism trait significantly affects the just-in-time response rate.
Participants with high level of neuroticism showed higher just-in-time
response rate, which is an interesting observation. Ehrenberg et al. found
that neurotic individuals spent more time text messaging and reported
stronger mobile-phone addictive tendencies [98], which could be a possible
explanation for the significant effect on just-in-time response rate. Further,
we observe that agreeableness, conscientiousness and neuroticism traits
showed significant effect with the total response rate, with higher scores
in those traits leading to higher response rates. Finally, agreeableness also
showed significant effect with conversation rate, such that participants
with higher agreeableness score were likely to have higher conversation
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Just-in-time response rate
t value
0.5968

p value

0.030003

0.008960

0.011386

0.013641

0.010211

Std. Error

2.617

0.501

2.199

0.877

t value

0.00388 **

0.00980 **

0.61680

0.02940 *

0.38166

p value

0.005266

0.004493

-0.002767

0.013482

0.003005

0.004655

0.005637

0.005152

0.006172

0.004620

Std. Error

1.131

0.797

-0.537

2.184

0.650

t value

0.2598

0.4267

0.5920

0.0305 *

0.5165

p value

Conversation rate

Std. Error
0.530
0.0639 .

0.005709

0.012458

2.934

Overall response rate

0.0056388
1.867

0.8806

0.032599

0.010289

Estimated

0.0029893
0.0075328
-0.150

0.4819

0.030189

Estimated

Openness
0.0140628
0.0062873
0.705

0.0492 *

Estimated

Agreeableness
-0.0009457
0.0068795

1.983

p < 0.1
Adjusted R2 = 0.685

N=154

F(5,148)=240.7, p<0.001

Adjusted R2 = 0.886

N=154

F(5,148)=57.54, p<0.001

Adjusted R2 = 0.648

N=154

Coefficient

Extroversion
0.0048500
0.0056814

.
p < 0.05

F(5,148)=67.71, p<0.001

Coefficient

Conscientiousness
0.0112682

*
p < 0.01

Coefficient

Neuroticism

**

Table 4.2: Effect of personality on just-in-time response rate, overall response rate and conversation rate.
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rates. A person with higher agreeableness score is sympathetic, good-natured,
and cooperative [99], and that might be the reason they comply and engage in more conversations once they have replied to the initial message.
These, however, are speculations and we reiterate that we report statistical
correlations that do not necessarily imply causal effects.

4.3

effect of contextual factors

In this section we evaluate how contextual factors (which might change
often) relate to the interaction with intervention messages. Given our earlier
analysis highlighting the significant differences between Android and iOS
users along with the fact that there were some differences in the types of
sensor data collected from the two platforms, we perform the contextual
analyses and report results separately for both groups, i.e., 141 iOS users
and 48 Android users. Further, we evaluate the contextual effects on the
three metrics of intervention receptivity, as defined in Section 2.2 – just-intime response, conversation engagement, and the response delay.
As with the intrinsic factors, we also conducted a correlation analysis for
the contextual factors, which can be found in Figure 4.6 for iOS users and
Figure 4.7 for Android users. However, we argue that all the contextual
factors that are sensed from the smartphone are independent of each
other, i.e., the inference from the analysis of one sensor would not change
regardless of the presence of another ’correlated’ factor. This is because
if a sensor signal is associated with a behavioral pattern (in our case,
receptivity), there was a ‘cause’ that led to that behavior. We simply capture
an effect of that ‘cause’ in our various sensor signals. In no circumstance do
we imply that the signal caused or led to a particular behavior. As a naive
example, let us assume people charge their phone when working in office,
and because they are working they are less receptive. So here the factor
that is ‘causing’ them to be less receptive is the fact that they are working.
Signals like phone battery state, work location and time of day are just
signals affected by the ‘cause’. In this case, the three signals are correlated,
but we cannot just discard two of them because we might think one of
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the signals caused the behavior. We believe all three signals are necessary
to best capture the ‘cause’. This is one major reason we considered each
factor individually, instead of combining them together in a multi-variate
model, where the effect of a correlated signal might be minimized, i.e., a
correlated variable might not be significant in a multi-variate model, but
significant in a bivariate model.

Figure 4.6: iOS: Correlation analysis of the different contextual factors

4.3.1

Effect of Time of Delivery

Based on our intervention delivery strategy from Section 4.1, we group
the hours of the day into three categories: (1) before 10 a.m., (2) 10 a.m. –

4.3 effect of contextual factors

Figure 4.7: Android: Correlation analysis of the different contextual factors

6 p.m., and (3) after 6 p.m. We further categorize the day of the week into
weekday or weekend. For evaluation, we fit binomial Generalized Linear
Models (GLM) to understand the effect of the time of day and type of
day on just-in-time response and conversation likelihood, and perform
two-way ANOVA to understand effect on response delay.

iOS users
We observed that time of day had a significant effect on just-in-time response, c2 (2) = 47.237, p < 0.001. Post-hoc analysis using Tukey contrasts
revealed that iOS users were most likely to answer prompts delivered
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during the day, i.e., between 10 a.m. and 6 p.m., and they were least likely
to answer to prompts during the evening, i.e., after 6 p.m. Type of day was
also significant, with c2 (1) = 7.853, p < 0.005. We found that iOS users
were more likely to respond just-in-time on weekdays, as compared to
weekends. In fact, from Figure 4.8a, we observe that iOS users were least
likely to respond on weekend mornings, i.e., before 10 a.m., and most
likely to respond on weekdays between 10 a.m. and 6 p.m.
iOS users showed a significant interaction between time of day and type
of day on conversation engagement, c2 (2) = 10.179, p < 0.001, and on
response delay, F (2, 7352) = 34.933, p < 0.001. Post-hoc analysis shows
that iOS users were least likely to engage in conversation on weekend
mornings; in fact on the weekends, the users were most likely to engage
in conversations after 6 p.m., as shown in Figure 4.8b. Further, iOS users
replied the fastest during the day (10 a.m. – 6 p.m.) on weekdays and the
slowest in the same time period of weekends; during the other times there
was not a lot of difference in response delay, as evident in Figure 4.8c.

Android users
We observed that only the time of the day had a significant effect on
just-in-time response, c2 (2) = 3.0, p = 0.223, regardless of the type of day,
which was not significant. Post-hoc analysis for time of day revealed trends
similar to iOS users, i.e., participants were most likely to respond between
10 a.m. and 6 p.m., and least likely to respond in the morning before
10 a.m. From Figure 4.9a, Android users seemed to be more responsive
on weekends during the day (10 a.m. – 6 p.m.), as compared to weekdays
during the day; although insignificant, it is opposite to what was observed
from iOS users.
Further, for Android users, we found a significant effect of time of day on
conversation engagement, c2 (2) = 11.861, p = 0.002, and on response delay,
F (2, 2856) = 31.101, p < 0.001. Post-hoc analysis revealed that conversation
engagement was significantly lower during the mornings (before 10 a.m.),
as shown in Figure 4.9b. Further, Android users replied the fastest during
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Figure 4.8: Effect of interaction between time of day and type of day on the
different receptivity metrics for iOS users.

the day (10 a.m. – 6 p.m.), regardless of the type of day, and slowest during
the morning. Unlike iOS users, the trends on weekdays and weekends
were consistent for Android users, as can be seen in Figure 4.9c.

4.3.2

Effect of Phone Battery

Next, we look at the relationship between the device battery and the
receptivity metrics. We consider two features about the device’s battery
– the battery level of the device and the battery status of the device, i.e.,
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(b) Android: Effect of time
and day on conversation
engagement.
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Figure 4.9: Effect of interaction between time of day and type of day on the
different receptivity and Android users.

charging, unplugged, full charge. We removed all instances where battery
status of the device was “unknown”, as it does not provide any information.
We start with the effect on the just-in-time response rate.
The battery status showed a significant effect on just-in-time response for
both device types – iOS: c2 (2) = 9.825, p < 0.001, and Android: c2 (2) =
11.5235, p = 0.003. On post-hoc analysis, we found that in both cases the
likelihood of a just-in-time response was lower when the battery status was
“Fully Charged”, as evident in Figure 4.10. This makes sense intuitively
because if the phone battery status is “Fully Charged” then the phone has
been charging for quite some time and the participant does not have the
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Figure 4.10: Effect of battery status on the likelihood of a just-in-time response
and conversation engagement

level on the response delay – higher battery levels led to higher response
times (iOS: F (1, 7436) = 9.171, p = 0.002, and Android: F (1, 2781) = 5.590,
p = 0.018). We observed that for Android users, the battery status had
a significant effect on the response delay, F (2, 2781) = 22.984, p < 0.001.
Further, we found that the “Charging” state resulted in significantly higher
response times, as evident in Figure 4.11, which is different from the trends
observed from iOS users. One possible reason could be the charging time
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difference between Android and iOS devices. iOS devices usually have
smaller batteries and could charge faster than Android users, hence the
device spends less time in “Charging” state and more time in “Full” state.
Based on this significant effect of charging state on response delay among
Android users along with the (previously mentioned) effect of time on the
receptivity metrics, we can speculate the cause for this – usually people
charge their phones during the night (after returning from work, or while
sleeping) or during the day (before leaving for work), which means that
when the phone is charging, the participants might not have their phone
close, which leads to a significantly longer response time. The observation
about significantly shorter response delay during the day (10 a.m. – 6 p.m.)
seems to support this speculation.
We believe it is important to state that here battery information, by itself,
might not mean much. It can, however, act as a proxy to some causal effect,
e.g., participant is indoors, or away from phone.

4.3.3

Effect of Device Interaction

Further, we investigate how different interactions with the phone, e.g.,
lock/unlock, screen on/off, Wi-Fi connection, etc., relates to intervention
receptivity. Given the difference in OS and developer APIs for Android
and iOS, the variables for device interaction are slightly different for each
platform. We explain the variables in Table 4.3.
iOS

Android

Lock State

Locked or unlocked (boolean)

Screen State

Screen on/off (boolean)

Lock change time

Seconds since last phone lock

Screen change time

Seconds since the last screen off

Phone unlock count
Wi-Fi Connection

Number of times the phone has
been unlocked in the last 5 minutes
Connected to Wi-Fi (boolean)

Screen on/off count
Proximity

Number of times the screen has
been turned on/off in the last 5 minutes
Value from proximity sensor (boolean)

Table 4.3: Variables for device interaction for iOS and Android.
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Figure 4.11: Effect of battery on the response delay.

iOS users
We found that there was a significant effect of lock state on just-in-time
response, c2 (1) = 19.115, p < 0.001, and on conversation engagement,
c2 (1) = 15.570, p < 0.001, suggesting a higher likelihood of response and
conversation engagement if the phone is unlocked. Further, lock change
time had a significant effect on all three receptivity metrics (just-in-time
response: c2 (1) = 15.519, p < 0.001, conversation engagement: c2 (1) =
7.771, p = 0.005 and response delay: F (1, 5393) = 5.079, p = 0.024). We
found as time since last lock event increased, likelihood of response and
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conversation engagement decreased and the response delay increased,
suggesting that if messages were not delivered at the right time, they could
go unopened and ignored for a long time. For iOS users, we also observed
that as more lock/unlock events happened in the time preceding the
intervention, e.g., fiddling with the phone out of boredom, the more was
the likelihood of just-in-time response (c2 (1) = 9.747, p = 0.001). Similar
trends have been observed by Pielot et al. [17]. Finally, we observed if the
participant’s devices were connected to Wi-Fi, there was higher likelihood
of a just-in-time response (c2 (1) = 30.405, p < 0.001) and conversation
engagement (c2 (1) = 6.517, p = 0.010). Here, Wi-Fi connection could be a
proxy to some causal factors, e.g., the participant is indoors, or at a known
location, which led to an increased likelihood of response. We show the
effect of different device interaction variables on just-in-time response in
Figure 4.12.

Android users
For Android, we collected the screen on/off data instead of phone lock/unlock
data. While both are similar, there could be subtle differences between
screen on/off and phone lock/unlock, e.g., participants checking time on
their phone without unlocking it. We found that, similar to trends observed
for iOS users, screen state and screen change time showed significant effects on just-in-time response (c2 (1) = 15.545, p < 0.001, and c2 (1) = 46.732,
p < 0.001, respectively) and conversation engagement (c2 (1) = 16.448,
p < 0.001 and c2 (1) = 40.655, p < 0.001, respectively). Further, the longer
it had been since the last screen change, the longer it took to respond to the
message (F (1, 2435) = 26.801, p < 0.001). We also observed that as more
screen on/off events occurred, the likelihood of just-in-time response and
conversation engagement increased (c2 (1) = 17.308, p < 0.001 and c2 (1) =
14.758, p < 0.001, respectively). Further, we observed when proximity was
0, i.e., something was blocking the proximity sensor (e.g., the phone was
in the pocket, or in the bag, or while talking on the phone), the likelihood
for a response and conversation engagement was significantly lower than
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if the proximity value was 1, i.e., the proximity sensor was not blocked,
c2 (1) = 31.563, p < 0.001 and c2 (1) = 29.481, p < 0.001, respectively.
Further, if the proximity was 0, it took users significantly longer to respond
F (1, 2435) = 16.536, p < 0.001. We show the effect of different device
interaction variables on just-in-time response in Figure 4.13.
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Figure 4.13: Effect of different Android phone interaction measures on just-intime response.

4.3.4 Effect of Physical Activity

In this section, we evaluate the effect of the participant’s physical activity
on the receptivity metrics. We obtain the physical activity by subscribing
to CoreMotion Activity Manager on iOS [100] and Google Activity Recognition API on Android [101]. On iOS, we were able to receive the following
activities – in vehicle, on bicycle, on foot, running, still and shaking. According to iOS CoreMotion Activity Manager updates, on foot means walking;
running is a different activity. Due to the low and sporadic occurrences of
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shaking activity, we removed the instances where the user’s activity was
shaking, leaving us with 5 detected activity types. Similarly, on Android
we received – in vehicle, on bicycle, running, still, walking, on foot, and tilting.
Due to the low occurrences of tilting and the fact that in Android on foot
is a complete superset of walking and running, we remove instances with
tilting and on foot activities, leaving us with 5 detected activity types.
For iOS users, we observed a significant effect of the physical activity type
on the just-in-time response, c2 (4) = 22.299, p < 0.001, and conversation
engagement, c2 (4) = 19.439, p < 0.001. Post-hoc analysis showed that likelihood of response and conversation engagement while the participants were
on foot, i.e., walking, was significantly higher than when the participants
were still. The result is in line with observations by Pielot et al. [44] and
makes sense intuitively, as when the phone is still, it is probably lying on a
table or not in physical possession of the participant, whereas when the
phone detects a walking activity, then it is on the participant’s person, and
hence there would be a higher chance of them responding to the intervention message. Similarly, while the participants were in a vehicle (e.g.,
driving), the likelihood for response was lower than if the participants were
on foot, which again seems reasonable as people should not be interacting
with the phone while driving. Figure 4.14 shows the effects of activity on
the different receptivity metrics for iOS users.
In the case of Android users, as seen in Figure 4.15, we did not observe
any significant effect of activity on the different receptivity metrics, but the
trends are similar to that of iOS users.

4.3.5

Effect of Location

During the course of the study, Ally sampled the participants’ fine-grain
location every 20 minutes. We used the DBSCAN algorithm [102, 103]
to generate location clusters from the raw location and categorize them
as home, work, transit and other. First, we filtered and removed raw GPS
instances where the accuracy was over 100 meters and then generated
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Figure 4.14: iOS: Effect of activity type on the receptivity metrics.

clusters with a radius of 100 meters and a minimum of 20 samples per
cluster, i.e., e = 100m and minPts = 20. The rationale for a minimum of
20 samples was to capture places where a participant might visit and stay
for some time, or frequently visit for short periods of time. We wanted
to avoid clusters being generated while the participant was traveling, or
was a one-time visit for a short period of time. Having generated these
clusters, we labeled the most frequent location cluster between 10 p.m. and
6 a.m. every night, as home. We further labeled the most frequent location
cluster between 10 a.m and 4 p.m. every weekday, that is not home, as
work; all the remaining clusters were labeled as other, and all un-clustered
locations were grouped as transit. We are making some assumptions here
while labeling clusters to simplify the problem.

4.3 effect of contextual factors

Likelihood of
conversation engagement

Likelihood of
just−in−time response

0.6
0.6

●

0.4

●
●

●

0.2

●

E
G
G
LE
ILL
IN
IN
CL
YC
ST
LK
NN
IC
A
U
B
W
R
_
ON
Physical Activity

IN

(a) Effect of activity type on
just-in-time response.

●
●

●

●

0.0

(b) Effect of activity type
on conversation engagement.

●

Response Delay
(in minutes)

●

0.2

G
G
LE
LE
ILL
IN
IN
IC
YC
ST
LK
NN
EH
IC
A
U
V
B
W
R
_
_
IN
ON
Physical Activity

HI

E
_V

0.4

●

100
●

●

●

0

−100
LE
LE
NG TILL KING
IC
YC NNI
S
L
EH BIC
U
WA
R
_
ON
Physical Activity

V
N_

I

(c) Effect of activity type on
response delay.

Figure 4.15: Android: Effect of activity type on receptivity metrics.

Only Android users had a significant effect of location on just-in-time
response (c2 (3) = 22.579, p < 0.001) and on conversation engagement
(c2 (3) = 12.614, p = 0.005). Post-hoc analysis reveals that Android users
seemed to be least likely to respond or to engage in conversation at other
locations, i.e., locations they visit regularly or frequently enough, but it
is not their home or work. Other locations could be a grocery store, a
friend’s house, a favorite restaurant, etc. While the difference was not
significant amongst iOS users, it is reassuring to see a similar trend, as
evident from Figure 4.16. Further, we observed a significant effect of the
type of location on the response delay for both iOS (F (3, 7357) = 3.351,
p = 0.018) and Android (F (3, 2674) = 2.581, p = 0.05) users. On post-hoc
analyses, it seems that iOS users took significantly longer to respond to

71

exploring factors of receptivity

messages at work, as compared to at home, or when in transit. On the other
hand, Android users took significantly longer at other locations, as shown
in Figure 4.17. This is a peculiar difference observed amongst Android and
iOS users.2
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Figure 4.16: iOS: Effect of location on receptivity metrics.

4.4

receptivity and effectiveness of intervention

In the previous sections of this chapter, we discuss the effect intrinsic
factors or contextual factors have on the users’ receptivity. In this section,
we explore the relation between the intervention’s outcome (step count)
2 While location is an objective measure across the two devices, and our clustering algorithm
was identical for both device types, it seems there is an unknown confounding factor in play
here.
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and receptivity. While contextual factors have shown to affect receptivity
towards notifications [1, 18], ecological momentary assessments (EMAs) [25,
66], or interventions (in our case), the relationship between the effectiveness
of the intervention and receptivity has not been explored before. Our
hypothesis is that if users do find the interventions useful or effective, it
can be a motivating factor towards being more receptive towards them.
Unlike several mental and behavioral health conditions, where it is difficult
to gauge the effectiveness of an intervention remotely, without additional
input from the user, we have a more objective and quantifiable measure, i.e.,
step count. If the user completed more steps than the goal set for that day,
we say the user completed the goal for that day. Goal completion is a binary
measure for each day, and we use it as a proxy for the effectiveness of the
intervention. In this section, we explore the relationship of goal completion
with the different receptivity metrics. We start by looking at the effect of
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goal completion rate (the fraction of days a user completed the goals) on
the overall response rate, just-in-time response rate, conversation rate, and
average response delay, over the course of the study. These are the same
metrics we use in Section 2.2.

4.4.1

Goal completion and receptivity over the course of the study

We start with a correlation analysis between the goal completion rate
and the different receptivity metrics. We observed strong correlations
with overall response rate (r = 0.53, p < 0.001), just-in-time response rate
(r = 0.42, p < 0.001), conversation rate (r = 0.38, p < 0.001) and average
response delay (r = 0.27, p < 0.001). It is evident that there is a significant
relation between step-goal completion and receptivity over the course of
the study, with an increase in responsiveness and conversation engagement
and a decrease in response delay, i.e., they were faster in responding to the
messages. In fact, participants close to high goal completion rates had an
overall response rate averaging at approximately 95%, i.e., they responded
to 95% of all messages they received.
The above results being correlations, we do not know whether achieving
more goals led to users being more receptive to interventions, or whether
a participant’s receptivity to interventions led to higher goal completion,
over the course of the study. We explore this issue in the next section,
where we observe the statistical effect of daily goal completion on the
receptivity metrics for the next day and vice versa.

4.4.2

Analyzing the relationship between daily goal completion and receptivity

In this section we analyze the temporal relationship between goal completion and receptivity. For each participant, we considered the binary
goal completion outcome for a day d. Next, we calculated the receptivity
metrics for day d and day d + 1. The metrics are daily response rate, daily
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just-in-time response rate, daily conversation rate and average response
delay for that day. These are the same metrics from Section 2.2, calculated
with a period of one day.
We start by exploring the relationship between receptivity on day d with
goal completion for the same day d. We used a mixed-effects generalized
linear model with Type II LR Chi-square testing for this analysis with the
participant id as the random variable, which controls for variability between
participants. We fit different models with each receptivity metric (daily
response rate, daily just-in-time response rate, daily conversation rate, and
average response delay) as independent variables and the goal completion
(binary) as the dependent variable. This test determines whether receptivity
had an effect on goal completion. We then explore the relationship between
goal completion on day d with receptivity on day d + 1. To this end, we
use repeated measures ANOVA, again with participant id as the random
variable, with each of the receptivity metrics as a dependent variable and
the goal completion (binary) as the independent variable. This test determines whether goal completion on a particular day had a significant effect
on receptivity the next day.
From the first analysis, we observed significant effects of the three receptivity metrics on their daily goal completion. From the trends observed in
Figure 4.18, participants were up to 62% more likely to complete their
daily goal if they had higher response rate to interventions that day
(c2 (1) = 134.780, p < 0.001), and participants were up to 30% more
likely to complete their goals if they had higher just-in-time responses
(c2 (1) = 55.320, p < 0.001), with participants with high just-in-time responses showing close to 68% likelihood of goal completion. Further,
participants were up to 31% more likely to complete their goals the next
day if they engaged in a conversation (c2 (1) = 52.732, p < 0.001), with
participants with high conversation engagement rates showing close to 73%
likelihood of goal completion. Finally, the likelihood of goal completion
reduced by approximately 36% as the average response delay increased
(c2 (1) = 36.518, p < 0.001).
This analysis increases our confidence in the choice of receptivity metrics; it
is encouraging to see that being receptive to interventions was strongly re-
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Our second analysis revealed a significant effect of goal completion (on
day d) on the different receptivity metrics (on day d + 1): daily response
rate (F (1, 7030.7) = 42.892, p < 0.001), daily just-in-time response rate
(F (1, 7120.6) = 28.606, p < 0.001), daily conversation rate (F (1, 7123.9) =
18.163, p < 0.001), and average response delay (F (1, 6161.9) = 20.364, p <
0.001); suggesting that participants who completed their step goal for a day
had higher receptivity the next day. We show the effects in Figure 4.19. We
speculate that completion of goals the previous day motivated participants
to be more receptive to future intervention messages.
While we conduct a temporal analyses of receptivity and goal completion
in this section, we cannot imply a cause-effect relationship between these
variables, as we could not and did not control for other confounding
variables, nor was it possible to do so under the experimental design of our
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longitudinal study. However, we speculate that receptivity to interventions
motivates participants to achieve their step goals, and achieving of step
goals further motivates the person to engage and be more receptive to
future intervention messages, in a virtuous cycle. We believe this result
is valuable, and has not been explored before. Researchers could use this
knowledge to better design interventions and improve receptivity to those
interventions and keep the participants engaged.
Given the cyclic relation between receptivity and goal completion, we
hypothesize that receptivity on day d has an effect on receptivity on day
d + 1: Given the results above, there could be a transitive relation. Using a
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mixed-effects generalized linear model, we found that the data supported
our hypothesis. We found significant effects of daily response rate on day d
with the the daily response rate (F (1, 7082.7) = 345.81, p < 0.001), the justin-time response rate (F (1, 6196.2) = 96.02, p < 0.001), conversation rate
(F (1, 6228) = 59.18, p < 0.001) and average response delay (F (1, 5643.8) =
95.12, p < 0.001) on day d + 1. Based on our results, receptivity on the day
before could be an additional predictor for receptivity.

4.5

predicting receptivity metrics

In this section we explore the extent to which the receptivity metrics
(just-in-time response, conversation engagement, and response delay from
Section 2.2) can be estimated using the contextual and intrinsic factors
discussed in previous sections. To this end we train machine-learning
models and evaluate them by cross-validation. Given the differences in data
collected from iOS and Android devices, along with the fact that sometimes
they showed significantly different effects for a similar factor, we decided
to build and evaluate models separately for iOS and Android.3 For each
of the receptivity metrics, we built two models, (1) with just contextual
features, like location, activity, device interaction, etc., and (2) with the
combination of contextual features and intrinsic factors like personality,
age, and gender. The purpose of building two separate models is to observe
whether incorporating intrinsic factors affect classifier performance. We
did not build a model with just the intrinsic factors as they remain constant
throughout the study and would not be useful for predicting in-the-moment
receptivity metrics, just by themselves. While prediction of just-in-time
response and conversation engagement is a binary classification problem,
the estimation of the third metric, i.e., response delay, is a regressionbased estimation. We use Random Forests for both the classification and
regression tasks. Random Forests are simple, yet robust classifiers as they

3 We do not incorporate the day-goal completion information in these preliminary models.
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perform reasonably well without over-fitting. We report 10-fold crossvalidation results, along with the Precision, Recall and F1 scores.

Machine learning models for iOS
We start with the prediction of just-in-time responses, which is a binary
variable. The results for classification with and without intrinsic factors
are shown in Figure 4.20a. To put these results into perspective, we also
implemented a baseline classifier that randomly classified 0 or 1 based
on the probability distribution of the training set. We observe that even
without intrinsic factors, we can detect just-in-time responses with an F1
score of 0.31, which is approximately 50% higher than the baseline classifier.
Further, introducing the intrinsic factors into the model leads to a sharp
increase in Precision to 0.38, which is a 80% increase over the baseline
classifier, and brings the F1 score to 0.36, which is a 71% increase over the
baseline.
Next, we move on to detection of conversation engagements, which also is
a binary variable. The results for classification with and without intrinsic
factors are shown in Figure 4.20b. We also show the performance from
a random baseline classifier for comparison. Using just the contextual
features, there is not a lot of improvement in Precision (over the baseline),
but the Recall is higher, and brings the F1 score to 0.21, which is a 31%
improvement over the baseline. Incorporating the intrinsic factors as well
leads to an increase in performance and brings the F1 score to 0.29, which
is a 81% increase over the baseline classifier.
Finally, for estimating the response delay, based on a regression-based
classifier, we observe a correlation coefficient r = 0.29, p < 0.001 using
Random Forests, as compared to a baseline of r = 0.032, p = 0.01 using a
ZeroR classifier (which always predicts the mean value of the training set).
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Figure 4.20: iOS classification performance.

Machine learning models for Android
For detecting just-in-time responses, we observed that using just contextual
features led to a 51% improvement in F1 score over the baseline of a biased
random guess. The addition of intrinsic factors led to an improvement of
approximately 77% over the baseline, as can be seen in Figure 4.21a. The
improvements in the task of just-in-time response detection for both iOS
and Android are quite similar to each other.
For detecting conversation engagement, a classifier using just contextual
features led to an increase of approximately 60% in F1 score over the biased
random guess baseline. The addition of intrinsic factors did not change
the Precision much, but was a major boost to the recall, which led to an F1
score improvement of 100% over the baseline, i.e., double the F1 score of a
biased random guess, as evident in Figure 4.21b.
For estimating the response delay for Android users, we observed a correlation coefficient r = 0.33, p < 0.001, as compared to a baseline of
r = 0.073, p = 0.04 using a ZeroR classifier.
The results shown here (i.e., the % gain in performance) as a feasibility
test, perform better than similar results from previous works, e.g., by
Sarker et al. [25], where they carry out 10-fold cross-validation to detect
availability to their surveys, and achieve almost a 50% increase over the base
classifier, or by Pielot et al. [44] where the authors detect engagement with
notification content with an increase of 66.6% over the baseline. Neither
of these previous works have tried to estimate response delay, i.e., the
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Figure 4.21: Android classification performance

time taken to respond. The preliminary results give us confidence in
the potential for real-time prediction of just-in-time responses along with
conversation engagement and response delay using sophisticated machine
learning (ML) techniques in the future, and hopefully further improve on
the preliminary results discussed here.

Predictive features
Further, we look into the predictive power of the different factors in the
Random Forest model. Based on an accuracy-based search, we found, for
iOS, the best feature subset was: age, gender, agreeableness, neuroticism, openness, type of day (weekday or weekend), battery level, battery status, lock state,
phone unlock count, Wi-Fi connection, and location type. It is interesting to
note that the feature subset contains several features that did not have
a significant effect when analyzed individually (gender, agreeableness,
openness and battery level), and leaves out some features that did have
significant effects (activity type, time since last lock state change). This is
where the correlations and interactions between different variables come
into effect.
For Android, we found the best feature subset was age, agreeableness, conscientiousness, neuroticism, openness, day of week, time of day, battery level, battery
status, screen state, and screen state change time. Similar to iOS users, the
subset includes several features that did not have a significant effect when
analyzed individually (agreeableness, conscientiousness, openness and
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battery level), and leaves out several features which had a significant effect
(location type, proximity and screen on/off count). However, we do see
an overlap between iOS and Android, which suggests that it might be
possible to build a common model for both devices. It is important to note
that the above features were selected when using a Random Forest classifier. Different machine learning models might have different predictive
features.

4.6

discussion

In this section, we discuss the implications of this chapter’s results along
with several open questions for further research to be done in this field,
yet is outside of the scope of this thesis.
• Analysis of intrinsic factors: In this chapter we explored how different
intrinsic factors relate to receptivity with interventions. We found
several significant relationships between age, device type and some
personality traits with different receptivity metrics. We argue these
are important observations that can be used for building machinelearning models for real-world deployment. While the eventual goal
for JITAI field studies is to learn and personalize the models specific
to an individual, addressing the cold-start problem is a concern.
A common approach is to start with a generic model trained on
the entire training population and then learn participant-specific
differences as the study commences. However, our analyses suggest
that different models can be built for different population types,
providing a better starting point than a generic model for everyone.
Further, there could be other participant-specific characteristics that
show associations with availability for interventions. We considered
other characteristics which we hypothesized could affect receptivity – employment status, income levels, financial incentive type, and
weight of the participant at the start of the study. However, none of
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these had any significance on any of the receptivity metrics. Since the
results were not significant, this chapter only highlighted characteristics that have been explored in the past, to be in line with previous
works. One limitation of this analysis is that there could be other
intrinsic factors (e.g., marital status or number of children) for which
we did not account.
• Analyses of contextual factors: We found significant effects between
several intrinsic and contextual variables and the receptivity metrics.
The effects, which we found in this chapter, are in line with related
research outlined in Chapter 3. In this study, however, we only observed the main effects of the different variables, without accounting
for interaction between different contextual terms. It is possible that
interactions exist between different contexts, e.g., we observed that
iOS users had a significantly higher just-in-time response if they were
walking at (or near) home, which was 50% higher than being still
at home, and significantly lower response rate if they were walking
at other locations. The purpose was to find individual variables that
can help capture receptivity (over a population) even when other
contextual variables were missing or unavailable.
Further, while we believe these variables can be used directly in
machine-learning models, it is possible that combining different contextual variables to determine a descriptive context, e.g., studying,
working, partying, might lead to better predictive and more interpretable models. Given the nature of the Ally study, we could not
collect certain types of sensor data, e.g., audio, or SMS and call logs,
as we did not want participants to experience severe battery drain or
be concerned about their privacy.
• Relationship between goal completion and receptivity: From the results
in Section 4.4.1 and Section 4.4.2, we speculate that receptivity to
interventions led to higher goal completion that day, and completing goals on a day motivated the participants to be more receptive
the next day. It seems that receptivity and goal completion have a
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virtuous effect on each other. This important observation could help
inform researchers and practitioners design better interventions that
keep the participants engaged in the study. Potentially, researchers
could get a sense of the effectiveness of an intervention based on
how participants engage with that intervention, and hence could
possibly improve, modify or change the intervention being administered. While the results look promising, please take note of the point
discussing the generalizability of our results with other JITAI, below.
• Differences between Android and iOS: Our results explore how participants respond to interventions delivered on different mobile operating systems. As the demographics of the participants (age and
gender) using Android and iOS were similar, we believe the notification presentation, alert and grouping methodologies amongst the two
OSs played a role in how participants respond. Further, both the OSs
allow apps to access different types of sensor data. While Android
is more flexible in allowing apps access to a variety of data, iOS has
always been very restrictive. The easy availability of sensor data is
one of the reasons the ubiquitous computing community focuses on
Android devices for interruptibility research. Based on our results,
we call for more research across different platforms to determine
the similarities and differences in how the participants respond to
notifications and interventions between the two major platforms.
• Causal effects of different intrinsic and contextual factors: In this work we
explore the statistical effects of intrinsic and contextual variables on
the different receptivity metrics. We do not imply causal effects in
any of those results. However, for successfully detecting receptivity,
it is imperative to eventually understand the causal effect of different contextual factors. A lot more research is needed before causal
analyses of effects is possible, including more accurate detection of
contexts (e.g., activities of daily living) and designing longitudinal
research studies in a way to investigate causal analysis.

4.7 summary

• Generalizability of our results to other JITAI: We believe our results
would generalize well to other JITAI use cases with similar level of
intervention engagement, or to JITAI that use a chatbot for digital
coaching. It is, however, possible that if the interventions require the
users to do some substantial activities, e.g., taking 10 deep breaths,
meditate for 10 seconds, go for a walk, or take a particular medications our results might not apply. Another aspect to consider is
the burden of engaging with interventions. In our study, we sent a
consistent 2-3 initiating messages every day; further research needs
to be done to understand how receptivity changes if the number of
messages increase/decrease drastically across days.

4.7

summary

In this chapter, we explored several factors affecting users’ receptivity
in JITAIs. We conducted a study with 189 participants, over a period of
6 weeks, in which participants received actual interventions to improve
their physical activity levels. To deliver the interventions, we developed a
chatbot-based digital coach – Ally – and made it available on Android and
iOS platforms. We defined several metrics to gauge receptivity towards the
interventions and from our exploratory analyses, we observed (1) several
participant specific traits (age, personality and device type) showed significant associations with the overall participant receptivity over the course
of the study, and (2) several contextual factors (day/time, phone battery,
phone interaction, physical activity, and location) showed significant associations with the participant receptivity, in-the-moment. Further, we explored
the relationship between effectiveness of the intervention and receptivity
towards interventions, and based on our analyses, we speculate that being
receptive to interventions helped achieve physical activity goals, which
in turn motivated participants to be more receptive to future interventions. Finally, we built machine-learning models and observed significant
improvements over a baseline classifier in detecting and estimating the
receptivity metrics.
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D E T E C T I N G R E C E P T I V I T Y I N T H E N AT U R A L
ENVIRONMENT

The common facts of today are the products of
yesterday’s research.
— Duncan MacDonald

This chapter will address research question two (RQ2) and investigate
research question three (RQ3) by building up on insights gained through
Chapters 3-4. The study application described in Chapter 4 is expanded
with an active CNMS. It is then tested with a different study population
for the CNMS’s potential to correctly predict moments of receptivity.

5.1

approach

In this section, we discuss how we modified the Ally iOS app to fit our
extended research goals, the models deployed in the app, and the study
methodology.
In the previous chapter we deployed our first Ally study, which was available on Android and iOS, to study participants in the German-speaking
part of Switzerland. We used a chat-bot to send intervention messages,
motivating study participants to increase their number of steps per day, to
all study participants at randomized times. Every day the first intervention
was sent out between 8 a.m. and 10 a.m. and contained a personalized step
goal for the day. During the day between 10 a.m. and 6 p.m., a random
50%-subset of participants received a motivational message with actionable
tips on how to achieve their step goal. Finally, in the evening every partic87
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ipant received a feedback on how well they achieved their goal at 8 p.m.
This schedule was active for all participants every day, additionally, once a
week a share of the participants received a weekly planning intervention.
In the following sections, we will describe how we modified this first Ally
study.

5.1.1

Modifying the Ally app

We modified the iOS version of the Ally app to create a new app, which
we call Ally 2, as follows.
First, we used DeepL [104] to help translate the intervention messages
from German to English; we deployed the first Ally study in the Germanspeaking part of Switzerland, whereas the second Ally study was conducted in the US.
Second, we planned our study to run only 2–3 weeks, so we removed the
fourth message component of the first Ally study, i.e., the weekly planning
intervention. In the course of 2–3 weeks, each participant would only have
had 50% chance of receiving planning interventions, so we decided to leave
it out.
Third, we added a context-based receptivity module that continuously
tracked several contextual features; Ally 2 used this module to time the
delivery of notifications, as follows. For each day, for each participant,
the server randomly chose three times (one in each of the three time
blocks) to send a silent push notification to that participant’s app. When
Ally 2 received the silent push from the server, it triggered the receptivity
module to determine when to deliver that notification to the participant.
During the first seven days, the receptivity module randomly selected
either the control or static model, with equal weight. On the eighth day
and after, the receptivity module randomly selected one of three models,
with equal weight. The seven-day ‘warm-up’ period allowed accumulation
of participant-specific receptivity data before enabling the adaptive model.
For each initiating message received, the app recorded which model was
used to time its delivery – control, static or adaptive. We detail the three
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models in Section 5.1.2.
Ally 2 then delivered the notification about the initiation prompt if and
only if the selected model inferred the user would be receptive at the
current time. The control module always agreed. The static and adaptive
models used their classifier to determine whether the current moment is
‘receptive’. If the models did not find the current moment to be receptive,1
the app would try again by asking the same model every 5 minutes. If
after 30 minutes the model never inferred an opportune moment, Ally 2
delivered the notification on the 31st minute; in this case, it recorded the
delivery mechanism as “control”, since the notification was delivered at a
random time, and not at an opportune moment.2
Regardless of the chosen delivery model, the participant’s response to any
initiating message provided new data for use by the adaptive model. There
were three cases: (a) just-in-time response: the contextual state at the time
of notification delivery was added with label ‘receptive’; (b) later response:
the contextual state at the time of notification delivery was added with
label ‘non-receptive’, and the contextual state at the moment of response
was added with label ‘receptive’ (since the participant was in a state-ofreceptivity when they responded); (c) no response: the contextual state
at the time of notification delivery was added with label ‘non-receptive’.
Whenever the adaptive model was selected as the delivery model, it first
re-trained its model using any new data points added.
We diagram the system design in Figure 5.1.

1 A receptive moment is one at which the model predicts that the participant will respond to
the initiating message within the next 10 minutes.
2 It can be argued that a notification delivered at the 31st minute might not be exactly like
‘control’, since a machine-learning model has already passed it as non-receptive. We argue,
however, that since the ‘control’ model delivers notifications at random times, and since 31
minutes later than a random time is still a random time, it can be assumed that the ‘control’
model delivered the notification. The goal of this work is to distinguish between moments
identified as receptive by the machine-learning models and random moments. We argue all
moments are either receptive or random, and the machine-learning models simply identify
receptive moments from a series of random moments.
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Figure 5.1: System design of the Ally 2 app.

5.1.2 Building the Detection Models

The data we used to train our models originate in the first Ally study and
include all iOS data points we collected then. We first discuss the features
we selected to use in our models, followed by a description of the models
themselves.

5.1.2.1

Choice of Features

In Chapter 4, we considered a variety of contextual features, like physical
activity, device interaction, location type, type of day, time of day, and
phone battery status. Although most of those features can be calculated in
real-time on an iOS device, one particular feature, location type (like home,
work or transit), is more complicated. To accurately compute the location
type, algorithms need several weeks of location data to meaningfully cluster
and derive categories of location (such as ‘home’ or ‘work’). In our 2-3
week study there was insufficient data to derive the location-type feature;
furthermore, we found that (for Ally) iOS users’ location type showed no
significant associations with any receptivity metric. We thus decided not
to include location type as a feature in our models.
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A list of features used in our models is shown in Table 5.1.
Category
Date/Time

Features
Type of day
Time of day

Phone Battery

Battery Status
Battery Level
Lock State

Device Interaction
Lock change time
Wi-Fi connection

Type
Categorical
(weekday/weekend)
Categorical
(morning, afternoon, evening)
Categorical
(charging, discharging, full)
Numerical
(1%-100%)
Categorical
(locked, unlocked)
Numerical
(in seconds)
Categorical
(connected, disconnected)
Categorical

Activity

Physical Activity

(still, on foot, on bike, running
in vehicle)

Table 5.1: List of features used in our models.

5.1.2.2

The Static and Adaptive Models

We implemented two machine-learning models in Ally 2, our iOS app.
We trained the static model before deployment (using data from the first
Ally study) and used it, unchanged, for all participants and all days
throughout the study. The adaptive model used the receptivity data of
individual participants as they progressed through the study; it was rebuilt (within the app) every time a new notification of the system triggered
the adaptive model.
Both these models were trained to predict just-in-time response. While we
use several metrics of receptivity in this thesis, the main emphasis is on
the presence of a just-in-time response. For completeness, however, we
report the effect of our models on the various receptivity metrics defined
in Section 2.2.
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We next provide the details of each model.
Static Model: We used CoreML to build and integrate the static model with
the iOS app [105]. We split the original Ally iOS data (with 141 users) into
two groups, with 126 users and 15 users, respectively, to represent a 80/20
split. We used the data from the 126 users to build the models and the
data from the 15 users to test them. We evaluated two built-in models
within CoreML – MLRandomForestClassifier and MLSupportVectorClassifier. These classifiers are CoreML’s implementation of RandomForest and
Support Vector Machine (SVM), respectively.
We tuned the models to have higher recall, since we wanted Ally 2 to
recognize most opportune moments, even if it was at the cost of precision.
We compared the models with a random classifier as a baseline and chose
the model that demonstrated a greater improvement in F1 score. The SVM
classifier achieved an F1 score of 0.35, whereas the random baseline classifier achieved only F1 score of 0.25, which is an improvement of 40% over
the baseline. The RandomForest classifier achieved an F1 score of 0.33, only
32% improvement over baseline. We thus chose the SVM classifier as the
static model to be included in our app. We show the comparison between
Precision, Recall and F1 score of these three models in Figure 5.2.
F1 Score

Precision

Recall

0.8

0.6

Score
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Figure 5.2: Comparison of the different models evaluated with the same test set
of 15 users.

Adaptive Model: Implementing the adaptive model was more complicated
because we needed to re-build the model every time a new receptivity
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data point was available. In iOS 13, Apple added functionality to update
CoreML models on-the-fly. Because iOS 13 was released just a couple of
months before our study, however, we chose not to depend on this new feature of CoreML. To do so may have unnecessarily narrowed our potential
participant population by excluding those who had not yet updated to the
latest iOS version. We instead used an open-source library called AIToolBox [106]. This library, however, had not been modified in a few years, so
we had to make significant changes to make it compliant with the newer
versions of iOS and Swift. Since the adaptive model would be re-trained
on-the-fly for each participant, we wanted to choose a light-weight model
that would not be resource or battery intensive while being re-trained.
Based on some preliminary tests, we found that logistic regression (LR)
had the fastest training time on the device, without significantly sacrificing
the detection performance.
In the adaptive model, participant’s recent receptivity data was added to
the model’s training dataset to help with future detection. Given the structure of our study, however, each participant was prompted at most three
times per day and there were thus few data points even after seven days.
Due to this limited amount of personalized training data, we followed a
‘dual-model’ approach: the adaptive model’s output probability was the
average of the output probability from P1, a LR model trained on data
from the prior Ally study, and P2, a LR model trained on the participant’s
personalized data accumulated thus far. If the averaged output probability was greater than 0.50, the adaptive model classified that instance as
‘receptive’. This dual-model approach enabled us to introduce a degree
of personalization without being concerned about high variance of the
personalized model developed from a limited set of data points.
To train the P1 model, we used the previously split train and test sets from
Ally. To ensure the model was light enough to run on the phone, we had to
under-sample our training data.3 We chose the Instance Hardening Threshold (IHT) method, which generates a balanced under-sampled dataset by
3 Unlike CoreML, which we used for the static model, the AIToolBox library does not export
a pre-built model. The library trains and re-builds the model every time classification tasks
need to be performed. Hence we had to include a trimmed version of the training data in the
app so that the P1 model could train itself.
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eliminating instances that are frequently misclassified, i.e., have high instance hardness [107]. We evaluated the P1 model with the held-out testing
data (the same test set we used to evaluate the performance of the static
model). See Figure 5.2; P1 achieved an F1 score of 0.31, which is slightly
lower than the F1 score for the static model, perhaps because P1 used LR
whereas the static model used SVM, or perhaps because we had to train P1
on a trimmed dataset. This result, however, was just a validity check for
our on-device light-weight model; we expected P1 (in conjunction with the
adaptive P2) would show improvements in performance over time.
Please note the purpose of deploying both static and adaptive models
was not to compare these models with each other, but instead to observe
(a) how did each model perform compared to the control model, and
(b) how did the performance of the adaptive model change over time?

5.1.3

Study Logistics and Procedure

Unlike the Ally app, the Ally 2 app was released only for iOS users. Also,
instead of releasing it through the App Store, we used Apple’s in-house
distribution program to distribute the apps to the participants, who could
download the app by navigating to a specific webpage. Since the goal of
the study was to evaluate participant receptivity, we did not want to bias
the participant’s interaction and usage of the app by providing monetary
incentives for using the app or for engaging with the app. Instead, our
study strategy used ‘deception’ to mask the actual goals of the study.
During recruitment, we told the participants the goal of the study was to
understand how different contexts affect the physical activity levels of a
person throughout their day. We asked participants to interact naturally
with the Ally 2 app and compensated them the equivalent of USD 25 if
they installed the app for at least two-thirds of the study duration, i.e., 14
days.
The study protocol (including the use of deception) was approved by the
IRB of the respective institutions. As required by the IRB, at the end of the
3-week period we emailed the participants informing them of the real goal
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of the study with an explanation of why deception was needed.
We used Facebook advertisements to reach potential participants, with the
hope of reaching a diverse participant pool. Our search criteria was set to
adults over 18 years, and belonging to a single timezone (due to technical
limitations). Participants who clicked on the advertisement were taken to
a landing page where we explained the study; and if interested, people
could digitally sign the consent form. Once the consent form was signed
we emailed the app download link and instructions to the prospective
participants. The Facebook advertisement had a reach of over 30,000 people,
out of which over 750 participants were redirected to our landing page; of
those, 189 interested people filled out the consent form, of which 83 users
downloaded the app and started the intervention. Of the 83 participants,
64 were female and 19 were male. The median age was 30 years ±10.8
years. We had a staggered recruitment approach, and not all participants
had the same start and end dates. While each participant was enrolled
in the study for a maximum of 3 weeks, our total data-collection period
spanned a period of 6 weeks. We show a detailed demographic breakdown
of participants along with their average response rates in Table 5.2.
Male

Female

Undisclosed

Total

Showed interest in participating

47

142

1

190

Installed the app

19

64

0

83

34 ± 11.7

30 ± 10.6

Age
Overall response rate

69.45%

70.67%

30 ± 10.8
70.39%

Table 5.2: Participant demographics with average response rates.

Prior research papers on ‘receptivity for interventions’ and ‘interruptibility
to phone notifications’ have defined a ‘participant selection criteria’ and
included only data from those selected participants in their analysis [18, 44,
67], like response to at least 14 questionnaires [18], or data collection for at
least 10 days and 20 responses [44], or, as we did in our first Ally study, the
top 95 percentile of users who responded. For this study, however, we avoid
use of any such selection criteria and report results for data from all 83
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users for most of the analysis. Across the 83 users, we had 1091 messages
delivered by the control model, 691 messages delivered by the static model,
and 241 messages delivered by the adaptive model, resulting in a total of
2023 delivered messages. For the user-level comparison, i.e., to test whether
the users had different receptivity towards different intervention delivery
models, we had to use data from a subset of users, for reasons we explain
in the following sections.

5.1.4

Problem with Deployment

Approximately two or three weeks from the start of data collection we
realized the adaptive model was never getting triggered for participants.
Even after the initial 7 days, the Ally 2 app was triggering only the control
and static models, because a bug was preventing the app from triggering
the adaptive model. We fixed the bug, and released an update and asked all
users to update to the new version. Unfortunately some users had already
completed their study duration, and some others did not update the app.
In the end, we eventually had only 61 users who received one or more
initiating messages through the adaptive model. For these 61 users, we
had 785 messages delivered by the control model, 541 messages delivered
by the static model, and 241 messages delivered by the adaptive model,
leading to a total of 1567 delivered messages.

5.1.5 Sub-Research Questions

In the subsequent analyses we will explore questions RQ2 and RQ3. We
will conduct our analysis for question RQ2 on two different levels. The first
level aims to understand the differences on a population level. This includes
two types of analyses: (a) when we consider all messages independently;
and (b) when we consider average response across all the users. The second
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level explains the within person differences. Leading us to the following
sub-questions.
• RQ2: Does delivering interventions at a machine learning detected time
lead to higher receptivity than delivering interventions at a random time?
– RQ2-1: On a population level, i.e., across intervention messages and
across all users, does delivering interventions at a ML-detected time
lead to higher receptivity than delivering interventions at a random
time?
– RQ2-2: How does receptivity of individual users change when interventions are delivered through ML-based intervention timing vs. at
random times?
• RQ3: How do a dynamic, self-learning model and a static model for predicting receptivity perform over time?

5.1.6

Hypotheses

Before we started analyzing and evaluating the results, we formed some
hypotheses for the various questions we seek to answer in this analysis.
Our hypotheses are based on our expectation of the outcomes if the models
performed exactly as intended. We list our hypotheses here.
For RQ2-1,
• H-1: We hypothesize that on a population level, across all initiating
messages, there would be a significant difference in receptivity across
the three delivery models. The static and adaptive models should both
have significantly higher receptivity than the control model.
• H-2: We hypothesize that on a population level, across all users, there
would be a significant effect of model type on receptivity. The static
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and adaptive models should have significantly higher receptivity than
the control model.
For RQ2-2,
• H-3: We hypothesize that individual participants would have higher
receptivity when interventions were delivered through the static and
adaptive models, as compared to the control model.
For RQ3,
• H-4: We hypothesize that the receptivity to interventions delivered by
the static model would remain constant over the course of the study.
• H-5: We hypothesize that the receptivity to interventions delivered
by the adaptive model would increase as the study progresses.
It is important to note that while the hypotheses mention receptivity, our
primary focus is on just-in-time response. For completeness, however, we
also report the other metrics of receptivity, as defined in Section 2.2, which
we term “secondary metrics”. Hence, based on the type of metric, “better”
receptivity would mean increase in just-in-time response rate, increase in
response rate, increase in conversation engagement rate, and a decrease in
response delay.

5.2

evaluation

In this section we analyze the receptivity data from the participants and
evaluate our hypotheses for this chapter. For clarity, we break the evaluation
into three parts, to reflect the three sub-questions we seek to answer.

5.2 evaluation

5.2.1

Exploring RQ2-1

On a population level, i.e., across intervention messages and across
all users, does delivering interventions at a ML-detected time lead to
higher receptivity than delivering interventions at a random time?
We start by analyzing the receptivity metrics for each individual initiating message. We fit a binomial Generalized Linear Model (GLM) to
evaluate the associations the ML models had on just-in-time response
as compared to the control model.4 We found that the different models
(control, static, and adaptive) had a significant effect on the just-in-time
response (c2 (2) = 23.189, p < 0.001). On post-hoc analysis with Dunnett’s
Test, we observed that the static model showed a significant improvement
of approximately 40% in just-in-time receptivity when compared to the
control model (p < 0.001). The adaptive model had an improvement of
more than 15% over the control model, but the improvement was not
significant (p = 0.331).
Next, we discuss the secondary metrics; we observed that the type of
machine-learning model had a significant effect on the likelihood of “response”, i.e., if the participant ever responded to the initiating message
(irrespective of time), c2 (2) = 15.001, p < 0.001. Post-hoc analysis with
Dunnett’s Test revealed that, when compared with the control model, both
the static and adaptive models led to a significant increase in likelihood
of response, of approximately 12% each (p < 0.001 and p = 0.049, respectively). This is an interesting observation as it suggests that participants
were more likely to respond to initiating messages that were generated
through the static and adaptive models as compared to the control model,
even though the adaptive model did not lead to a significantly higher
likelihood of just-in-time response. Further, the type of machine-learning
model showed a significant effect on conversation engagement, c2 (2) =
18.741, p < 0.001. Post-hoc analysis revealed that the static model led to
4 We choose the appropriate test based on the type of the dependent variable. We used a
binomial GLM for the just-in-time response, response, and conversation-engagement metrics.
We used a one-way ANOVA for response delay.
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a 36% increase in the likelihood of conversation engagement relative to
the random model (p < 0.001). As in the case of just-in-time response, the
adaptive model did not result in a significant improvement in conversation
engagement, with an increase of 12% over the control model (p = 0.585).
Finally, for response delay, one-way ANOVA did not reveal a significant
effect of model type, F (2, 1382) = 1.576, p = 0.207; we nonetheless conducted Dunnett’s test to observe the differences. Although the difference
was not statistically significant, the static model – on average – led to a
slightly shorter response delay of 16 minutes, about 17% faster than in
the control model. The adaptive model did not show any differences as
compared to the control model.
We present the detailed Dunnett’s test results in Table 5.3.
Comparison

Mean
Difference

Std. Error

95% Confidence Interval
Lower Bound

UpperBound

Sig. (p-value)

Just-in-time response (likelihood; control = 0.284)
static – control

0.111

0.022

0.057

0.164

<0.001

adaptive – control

0.044

0.033

-0.034

0.122

0.331

***

Overall response (likelihood; control = 0.656)
static – control

0.080

0.022

0.028

0.133

<0.001

adaptive – control

0.077

0.032

0.006

0.154

0.049

***
*

Conversation engagement (likelihood; control = 0.267)
static – control

0.097

0.022

0.045

0.150

<0.001

adaptive – control

0.032

0.032

-0.044

0.109

0.585

***

Response delay (minutes; control = 90.530)
static – control
adaptive – control

-16.670

9.465

-38.870

5.532

0.147

-4.006

13.733

-36.227

28.213

0.954

. p < 0.1, * p < 0.05, ** p < 0.01, *** p < 0.001

Table 5.3: Dunnett’s test analysis across all initiating messages

In above first analysis, we looked at individual initiating messages. Next,
we discuss the population-level differences across all the participants. To
this end, we aggregate the receptivity metrics of each participant over
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the study period with respect to the model used to deliver the initiating
message. For example, over the course of the study, if a participant had
just-in-time response to 2 out of 10 initiating messages delivered by the
control model, 4 out of 8 messages by the static model, and 2 out of 5
messages delivered by the adaptive model, the participant’s just-in-time
response rate would be 0.2 for control, 0.5 for static and 0.4 for adaptive. We
did the aggregation for all 83 users for each of the four metrics. Since we
analyzed data from all participants and did not have an inclusion criteria,
this analysis could be misleading if not done correctly. For instance, Alice
received 2 messages and after responding to both the messages, just-in-time,
she uninstalled the app within a day; whereas Bob completed all 21 days of
the study, received 40 messages and gave just-in-time response to 10. In this
scenario, Alice’s just-in-time response rate would be 100% and Bob’s would
be 25%. If compared directly, Alice’s response rate would lead to a skewed
analysis. Most studies exclude such outliers based on some criteria. In
our case, we felt there was no scientifically justifiable inclusion/exclusion
criterion, and hence chose to do a weighted analysis based on the total
number of silent messages the server ‘sent’ to a participant, regardless of a
response. The number of silent ‘sent’ messages is also a measure of how
long a participant remained in the study. If the participant uninstalled the
app, they were not sent any messages.
We used ANOVA to understand the effect of model type on participants’
receptivity rates. We observed the model type had a significant effect on the
just-in-time response rate, F (2, 223) = 5.131, p = 0.006. Post-hoc analysis
with Dunnett’s test revealed that the static model led to a just-in-time
response rate approximately 36% higher than the control model (p = 0.003).
The adaptive model resulted in just-in-time response rate 14% higher than
the control model, but this was not statistically significant (p = 0.619). For
the overall response rate, we observed that model type had a significant
effect, (F (2, 223) = 3.066, p = 0.048), with the static model resulting in
a response rate significantly higher (over 11%) than the control model
(p = 0.048). We also observed that the adaptive model led to a 12% increase
in response rate over the control model, but the result was not statistically
significant (p = 0.212). Further, we observed that the model type had
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a significant effect on engagement rate, (F (2, 223) = 4.065, p = 0.018),
with the static model showing 33% improvement over the control model
(p = 0.009). Finally, the models did not show any significant effect on
response delay (F (2, 214) = 0.053, p = 0.948). We report the detailed
Dunnett’s test analysis in Table 5.4.
Mean

Comparison

Difference

Std. Error

95% Confidence Interval
Lower Bound

Upper Bound

Sig. (p-value)

Just-in-time response (likelihood; control = 0.290)
static – control

0.106

0.033

0.008

0.203

0.003

adaptive – control

0.041

0.048

-0.063

0.147

0.619

**

Overall response (likelihood; control = 0.682)
static – control

0.079

0.035

-0.022

0.181

0.048

adaptive – control

0.081

0.051

-0.029

0.191

0.212

*

Conversation engagement (likelihood; control = 0.229)
static – control

0.093

0.032

-0.003

0.190

0.009

adaptive – control

0.030

0.047

-0.074

0.135

0.771

**

Response delay (minutes; control = 98.613)
static – control
adaptive – control

-4.443

15.409

-43.567

34.679

0.961

1.647

22.769

–41.703

44.999

0.995

. p < 0.1, * p < 0.05, ** p < 0.01, *** p < 0.001

Table 5.4: Dunnett’s test analysis across all users.

5.2.2

Exploring RQ2-2

How does receptivity of individual users change when interventions
are delivered through ML-based intervention timing vs. at random
times?
While investigating the hypotheses for RQ2-1, we found that overall, across
the population, the static model led to a significant improvement in justin-time response, overall response, and conversation engagement. While
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such an analysis provides a good representation of receptivity across all
users, our second research question aimed to evaluate within-participant
differences when they received a static or adaptive model as compared to
the control model. The goal is to evaluate whether an individual participant’s receptivity changed based on the model used to deliver the initiating
message.
We conducted paired t-tests for our analysis. Before moving forward with
the evaluation, however, we had to adjust our dataset. Paired t-tests require
a 1-to-1 comparison, such that the number of users who received messages
through the control, static, and adaptive models be the same. As noted
in Section 5.1.4, however, a software problem meant only 61 participants
received at least one initiating message through the adaptive model. Hence,
for this analysis, we included data only from these 61 participants. This is
the only analysis where we had to select a subset of the initial 83 participants.
We present the evaluation of the t-tests as box plots in Figure 5.3. From
these results, we observed a significant difference on our primary outcome
variable (just-in-time response) between the control and the static models,
t(60) = 2.6022, p = 0.011. The results suggest participants’ just-in-time
response rate was 8.5 percentage-points higher to messages from the static
model than to messages from the control model.
For the secondary variables, we observed that the static model led to 6.4
percentage-points higher overall response rate as compared to the control model, t(60) = 2.330, p = 0.023. Further, the static model had a 7
percentage-point higher conversation engagement than the control model,
t(60) = 2.081, p = 0.041. This suggests that if a participant received a
message through the static model, they were more likely to engage than if
the same participant received the message through the control model. We
did not observe any significant difference in response delay between the
static and control model. We also did not observe any significant difference
on any of the receptivity metrics between the adaptive and control models.
Given our inclusion criteria for this analysis, we have some users who
received just one message from the adaptive model. It can be argued that including such users might introduce some outliers in our data, which might
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Figure 5.3: The performance of the various context based receptivity modules on
the different interruptibility metrics. The boxplots show the median
as a solid bar and the average as a diamond; outliers are marked
with points.

affect the analyses. However, given the lack of a better (and scientifically
justifiable) inclusion criteria, we proceeded to include users who received
only one message. To explore how a more stringent criterion would affect
the results, we briefly analyzed the data from participants who received at
least 5 messages in each category. Doing so ensured that we only included
participants who were active (or stayed) in the study for a longer duration.

5.2 evaluation

We observed that the static model led to a significant increase in the justin-time response rate, 9.9 percentage-points higher than the control model.
This result suggests that the difference in models becomes more prominent
as we evaluate for the more “active” users. In a way, our results (presented
in Figure 5.3) can be thought of as the “worst-case” results.

5.2.3

Exploring RQ-3

How do a dynamic, self-learning model and a static model for predicting receptivity perform over time?
As we report in the previous sections, the messages delivered by the static
model led to receptivity metrics that were significantly higher than those
for the control model, for most situations. The adaptive model, however,
did not seem to perform significantly better. Those results were based on
an analysis across the full study period. A day-by-day analysis, however, may
provide more insights regarding whether and how the adaptive model’s
performance changed over the days – in short, whether it adapted well to
each participant. Ideally, given the nature of the adaptive model, we expect
it to improve over time as more individual-specific data is added to the
model.
For this analysis, we arranged all the users according to their relative start
day. So all users are arranged from day 1 to day 21, irrespective of their
actual (calendar) start day. For each day, we measured the just-in-time response rate, response rate, conversation engagement, and average response
delay across all users, and fit a weighted linear model to each model’s
response metric so we can observe the trend in receptivity across the days.5
5 Since the model selection was completely random and was happening in real time on the
participants’ phones, there could potentially be an imbalance on the total number of messages
being triggered by the different models every day. To account for this, we decided to fit
weighted linear models. Each model is weighted on the number of messages delivered by that
model. We also performed an unweighted analysis, the results of which – because of bias –
show stronger and significant trends; however, we argue the weighted analysis is the proper
approach, even though it leads to more conservative inferences.
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We show the trends in Figure 5.4. As the study progressed, the just-in-time
response rate dropped significantly for the control model (p = 0.004) (Figure 5.4a). For the static model, there was a slight downward trend, but
it was not significant. For the adaptive model there was a steep upward
trend with a slope of 0.011, suggesting that the just-in-time response to our
adaptive model increased by 1 percentage-point each day; this trend was
not statistically significant (p = 0.149). The observation is quite encouraging, suggesting that the adaptive model was able to learn and personalize
over time, and eventually improving the just-in-time response. In fact, after
day 17, the adaptive model seems to have had higher just-in-time response
rate than the static model. Further, on Day 21, the adaptive model had an
increase of over 51% in just-in-time response rate as compared to Day 8.
Looking at the conversation-engagement rate (Figure 5.4b), the control
model showed a significant downward trend (p = 0.006), suggesting that
for messages delivered by the control model, the conversation-engagement
rate declined over the course of the study. The static model had a slight,
yet insignificant, downward trend, similar to the just-in-time response
rate. The adaptive model had a significant positive trend (p = 0.015), with
a slope of 0.017, which translates to a 1.7 percentage-point increase in
conversation-engagement rate each day. This result further supports our
expectation that the adaptive model would be able to learn from the personalized data and improve itself. Although conversation engagement was
not the primary metric of focus, it still is an important part of the overall
concept of receptivity, especially to chat-based interventions like Ally and
Ally 2.
Next we evaluated the effect on the overall response rate (Figure 5.4c).
Consistent with the two previous metrics, the control model had a significant downward trend, suggesting that overall response rate for messages
delivered by the control model decreased over the course of the study
(p = 0.013). An interesting observation is for the static model, which also
had a significant downward trend (p = 0.001); although the just-in-time
response rate to messages from the static model did not decline over the
days, there was a decline in the overall response rate. In other words, the
static model did what it was trained to do: it led to a higher just-in-time
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Figure 5.4: The performance over time of the models on the receptivity metrics.
The adaptive model was only activated starting day 8; the dotted
lines represent the projection of the trend for the adaptive model
from day 1 to day 7.

response rate than the control model, and kept it high as the just-in-time
response rate for the control model fell. However, just like the control
model, if the participant did not respond just-in-time, the overall response
rate declined over the days, following the trend of attrition common in
mobile sensing and mHealth studies [108]. The adaptive model was able
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to maintain a satisfying response rate throughout the study.
Finally, for response delay (Figure 5.4d), we did not discover a trend that
was significant in any of the three models. We make several encouraging
observations, however. At the beginning, the response delay for the control
and static models was approximately the same, but they diverged as the
study progressed; the control model had an increasing trend, whereas
the static model had a decreasing trend, suggesting that the participants’
response time to the static model improved as the study progressed. The
adaptive model shows an even steeper improvement, with a slope of 5.05,
suggesting an improvement of 5 minutes each day. It is important to note
that the results for response delay were not significant, and more research
is needed.
One key takeaway from these results is that adaptive models may be able
to help improve receptivity. Although our results indicate the adaptive
model was not significantly more effective than the control model, the
adaptive model started with performance similar to the control model and
improved over time, but the study was not long enough for the average to
be significantly better than the control model. More research with longer
studies are needed to better understand the trend and effect of adaptive
models. We hypothesize that adaptive models would continue to improve
beyond Day 21 and eventually plateau at some point in time, but we cannot
test this hypothesis using our current dataset.

5.3

discussion

In this section we discuss our results, along with the limitations and open
questions yet to be explored.
• Comparison with the Ally study: We modified the Ally app used in
a previous chapter. Although both apps shared core functionality –
delivering physical-activity interventions – our Ally 2 app used dynamic methods for timing the delivery of interventions. There were
also differences in the two studies. First, the demographics: the first
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Ally study population was 37% male, the second Ally study population was 22% male; the first Ally study population had a median
age of 40 years and Ally 2 had a median age of 30 years. Second, we
observed differences in overall receptivity metrics. The Ally 2 study
observed a slightly lower overall response rate (65%) than the Ally
study (72%). The Ally 2 study, however, had a higher just-in-time
response rate (29% vs. 21%), and a higher engagement rate (26%
vs. 16%). Given the demographic and (possibly) cultural differences,
there may be a difference in how participants respond to and interact
with a similar app delivering the same type of support. Nonetheless,
the models built using the data from the Ally study were able to
perform well in Ally 2, thus hinting at the potential generalizability
of such models.
• Analysis of the research questions: Based on our analysis of RQ2-1
and RQ2-2, our first three hypotheses (H-1, H-2, and H-3) were
partially true. The static model led to a significant improvement
over the control model in just-in-time response rate, overall response
rate, and conversation engagement. The adaptive model led to slight
improvements over the control model, though the results were not
significant. The results for RQ3 provide some insights on the lack
of significant improvement in the adaptive model. As shown in
Figure 5.4, the receptivity to the adaptive model started similar to that
of the control model, but it kept improving as the study progressed,
although the average over the study was not significantly higher than
the control model.
Furthermore, we observed that after Day 17, the just-in-time response
rate from the adaptive model was higher than that from the static
model. Similarly, after Day 16, the conversation engagement from
adaptive model was higher than that from the static models. While
these are encouraging results that indicate the adaptive model continued to improve over time, in our short study we could not observe
the trend over a longer period of time. We hypothesize the adaptive
model would continue to improve beyond Day 21, outperforming
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the static model, although it would eventually plateau. We anticipate
future research will be able to test this hypothesis.
• Implications: Our study demonstrates the potential feasibility for use
of machine-learning models to predict receptivity to interventions.
Although this field of work is in its early stage, the implications of
detecting receptivity in real-time would make for an effective decision
point, and enable delivering the exact amount and type of support
needed in that moment, thus improving the efficacy of JITAI tools
and help them drive positive health outcomes.
• Measuring ‘receptivity’: Receptivity, as defined by Nahum-Shani et al.,
includes a cognitive component, along with a contextual component.
Cognitive availability determines whether the person is going to
process and use the support provided. A person may be contextually
available to engage with the intervention, but may not be able to
process and use the intervention in that moment, particularly for
interventions that involve performing substantial activities. Given
the early nature of this study, we focus specifically on assessing
contextual availability. Determining cognitive availability is a different
research problem that has been little explored and we hope to see
further research looking into this.
• Generalizability to other JITAI: As in the previous chapter, we consider
receptivity to the initial greeting message. This approach enabled
us to re-use data collected in the first study to build models for
our second study. Hence, we believe our results and models could
be generalizable to other JITAIs with a similar level of intervention
engagement, or to other JITAI that use chatbots for digital coaching.
It is important to note that these results might not generalize well to
interventions that are more involved, or require the user to immediately perform some activity; more research is needed, especially in
the domain of cognitive availability, to understand how receptivity
changes with intervention burden.

5.4 summary

• Building the adaptive model: As we describe in Section 5.1, the adaptive
model included two models (P1 & P2). In this study, we used the
average of both models as the outcome of the adaptive model. For
future work, we hope to see a longer study and weighting the average
of P1 and P2 by the relative number of data points to train each
model; thus, initially P1 would have a higher weight, but over time
as P2 accumulates more data points its weights would increase and
eventually be higher than P1. Alternatively, a weighting of the data
point by the difference of when it is used and when it was acquired
would provide a valuable mechanism to forget behaviour over time.
If this approach is applied, then adaptive models would not only
personalize to the user, but also develop with the user over time. Longterm studies, where behaviour of the participants might change, may
especially profit from such an approach.
• Limited data set: Although our results are promising, they are still
preliminary. We had 83 users in our study who participated for only
3 weeks; most behavior change programs last longer than 3 weeks.
Hence, more research is needed to evaluate model performance and
how receptivity changes over a longer period of time.

5.4

summary

We conducted a study in which we deployed machine-learning models that
detect momentary receptivity in the natural environment. We leveraged
our results from previous chapters to deploy a chatbot-based digital coach –
Ally 2 – that provided physical-activity interventions and motivated participants to achieve their step goals. The Ally 2 app was available for iOS and
included two machine-learning models that used information about the
app user’s context to predict whether that person is likely to be receptive
at that moment. We used two types of machine-learning models: (a) a static
model, that was built before the study started and remained constant for
all participants and all time; and (b) an adaptive model, that continuously
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learnt the receptivity of individual participants and updated itself as the
study progressed. For comparison, we deployed (c) a control model that
sent intervention messages at random times and is comparable to what
we used in Chapter 4. The choice of model to be used for delivery was
randomized for each intervention message. We observed that messages
delivered using the machine-learning models led up to a 40% improvement
in receptivity as compared to the control model. Further, we evaluated
the temporal dynamics of the different models over time, and observed
that while the receptivity to messages from the control model declined,
receptivity to messages from the adaptive model increased over the course
of the study.

6
DISCUSSION

Everything must be made as simple as possible. But
not simpler.
— Albert Einstein

This chapter first summarize the key findings of this thesis and explains
to researchers and practitioners the implications of this work. Further,
this chapter discusses the limitations of the work and highlights possible
follow-up research before closing with a summary.

6.1

key findings and implications

Against the background of increasing interest in mobile health applications
and an increased number of attention-seeking applications, we formed
three distinct research questions. We address them in the previous chapters
and we present both, questions and answers, below.

6.1.1

RQ1: Can sensor data collected from smartphones predict a state of receptivity?

From the literature review we found an OR (Odds Ratio) of 1.71 for
the response rate and a positive, non-significant trend for the response
delay, indicating that sensor-based CNMS (Context-aware Notification
Management System) can successfully predict a state of receptivity for
some metrics, but may not be successful for others. Our systematic liter113
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ature review identified eight relevant studies, which were subsequently
analyzed. We found that the most commonly used receptivity metrics are
response delay and response rate. While we found a significant increase in
the response rate when a CNMS was used, we were only able to identify
a non-significant positive trend for the response delay. The smartphone
sensors used in those eight studies include: accelerometer, WiFi, Bluetooth,
microphone, GPS location, and others.
We found significant effects for various intrinsic and contextual factors
and their successful usage was shown in a state of receptivity prediction
model. In our first study, we investigated different intrinsic factors (age,
gender, device type and personality) and different contextual factors (time
of delivery, phone battery status, device interactions, physical activity and GPS
location) for their state of receptivity prediction potential, and we found
that many of these factors can indicate a state of receptivity.

6.1.2 RQ2: Does delivering interventions at a machine learning detected time
lead to higher receptivity than delivering interventions at a random time?

Both, at a user level and on a within-participant comparison, our static
CNMS significantly outperformed the control condition in various receptivity metrics. In the second field study – Ally 2 – we deployed a static
and an adaptive model and we found that the static model outperformed
the control condition on the receptivity metrics: just-in-time response rate,
overall response rate and conversation engagement rate. For the receptivity
metric response delay we were not able to find a significant difference,
but identified a positive trend. These findings are in line with previous
research.

6.1 key findings and implications

6.1.3

RQ3: How do a dynamic, self-learning model and a static model for predicting receptivity perform over time?

We showed that the receptivity metrics improved over time for our adaptive model and stayed constant or slightly worsened for the static model
and the control condition. In the second field study – Ally 2 – we analyzed
the performance of the CNMS over time to find a potential habituation
effect and see how our adaptive model’s performance was developing.
While the receptivity towards the control condition and the static model
remained constant, or experienced a small decline, the receptivity towards
the adaptive model had a positive trend over time.

6.1.4

Implications

This section gives an overview of possible implications of this work for
researchers, practitioners and society.

6.1.4.1

Implications for researchers

This research is relevant for researchers in various ways. First, this work
provides researchers with a comprehensive, state-of-the-art literature review of interruptibility research, which was tested in the field, with several
calls for future work. The literature review further lists sensors, which
have successfully been investigated in the field and gives researchers a
tool for potential further studies. Adding to this, our research focused on
conducting and evaluating a new data-collection study with its own set of
intrinsic and contextual factors. The results of this study further extend the
understanding of the performance of different sensors and act as a tool for
future studies. In particular, researchers looking into application-specific
CNMS may find our work helpful. While this reseach has focused on health
and behavioral-change applications, we hope that there will be similar
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contributions in other fields.
Second, with increasing efforts in the development and application of
JITAI, researchers may find this work relevant, because we deployed and
evaluated a simple physical activity JITAI and because we provide one
building block of JITAI. With the two Ally studies, we also deployed a
physical activity JITAI, which aimed at bringing adaptive interventions
to users and promoting a healthy amount of physical activity. While the
focus of this work was not on the design of the interventions, researchers
may still find the implementation interesting as an example of a successful
JITAI. Moreover, this work studied the decision point, one of the six building
blocks of JITAI, as defined by Nahum-Shani et al. [35]. Researchers will be
able to use this building block, when working on JITAI.
Third, for researchers of CNMS, this work is relevant because of our new
and adaptive system. While the focus of this research was on health-related
applications, other researchers are invited to test similar systems in different settings, and longer studies. We believe that the potential of these
adaptive CNMS can also benefit other applications which rely on push
notifications. Examples can be found in system notifications, personal
time-management apps or education applications.

6.1.4.2

Implications for practitioners

This research has implications for practitioners who use push notifications
in general, and intervention developers in particular. First, this work lists
previous research into CNMS and summarizes successful strategies on
how to use sensor-based receptivity sensing. This information can be
used as a starting point to develop a custom system for the application at
hand. Further, this list of sensors and their performance can also be used to
design a privacy-aware system, by knowing the implication of, for example,
leaving out GPS as a source of information. Following a privacy-aware
approach might also lead to a more successful deployment of such a system
without deterring future customers.
Second, for intervention developers our work is particularly relevant, as
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we analyze systems that combat declining response rates over time, which
are endemic in smartphone-based intervention programs. While our static
system increased the response rate over the control condition, which can be
interpreted as an increased engagement, the adaptive system managed to
outperform that static system over time, and it can be expected to increase
further over the course of an intervention. This development leads to a
more personalized experience for users, as the system adjusts to users’
needs. While this tool can either be deployed as a stand-alone solution, it
can also be used to further enhance existing decision making processes,
e.g., as a building block for a JITAI.
Third, since privacy is a concern in some cultures and should be taken into
account, we advocate to use a privacy-aware system. While the selection of
sensors has already been mentioned in the first paragraph of this section,
we would also like to draw the attention of the reader to the design
proposed in Chapter 5. All the data in the Ally 2 study fully remain on
the users’ devices without being sent to the server, yet are available to
improve the performance of the adaptive system. Following this pattern,
practitioners can develop a privacy-by-design system, while still retaining
all the benefits of an adaptive system using the full set of sensors.

6.1.4.3

Implications for society

The WHO has found that 400 million people do not have access to one
or more essential health services [109]. Digital health interventions cannot fully replace traditional health care service, but the access, quality
and possibilities of treatments can be enhanced and some therapies even
completely replaced by digital health interventions. Furthermore, many
treatment options currently available are not scalable, increasing the attractiveness of digital health interventions by reducing costs. Underserved
communities will benefit directly from digital health interventions, however, as the development of mHealth and eHealth interventions progresses
and they become more personalized. Also, developed societies will benefit
from more personalized and always-accessible therapies.
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This thesis explains one building block for digital health interventions and
pushes the boundaries of digital health interventions’ capabilities. While
the effects found in this work are small, the effects on society are not.
Adherence to treatment has been shown [110] to have a positive effect
on the outcome of therapies. Since the findings of this work show that
interventions increase engagement with and adherence to a treatment,
therapies can be expected to become more successful, if a system similar
to the one investigated in this research is deployed. While the effect on
individuals is small, the success of therapies on a society may be substantial
and, depending on the target disease, can save countless lives.

6.2

limitations and future work

Despite all the efforts made to ensure internal and external validity, some
limitations remain. First, while studies conducted in a natural setting have
many benefits, in particular to external validity [111], they may also lack
internal validity. In the absence of complete control over the study settings,
many external variables cannot be fully controlled for and confounding
variables may not be entirely absent. The result is that noise from exogenous sources can be added to the data and potentially introduce bias. Both
Ally studies were conducted in a natural environment with little influence
over external influences. Therefore, it is hard to make substantial claims
about internal validity.
Second, the nature of our application specific CNMS is by design not fully
generalizable. While we see potential that it may be generalizable for other
chatbot-based studies, further research is needed to prove that. Also, if
the level of engagement mandated by the intervention changes, the results
may not be applicable.
Third, a major limitation for both of our studies is their relatively short
duration. While the first Ally study lasted for six weeks, the second one
lasted for only three weeks. The trends which we observed over time are
significant and we expect that they will hold true for some time, yet further
research is needed to confirm this hypothesis. A longer study setting would
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also make long-term effects visible, which might unveil patterns previously
unknown in this work. In particular, the performance of our static and
adaptive model might be affected positively or negatively in a longer study
setting, when compared to the control condition.
Fourth, the claims made in the literature review are based on a small
number of studies, usually with a small number of participants. One can
argue that the number of studies and participants can be increased with a
less stringent inclusion criteria catalogue, yet lower quality studies would
then also be included, leading to a less dependable result. Further, the systematic literature review was done at the beginning of this thesis in early
2017, with some studies being added to the field of research in between.
Fifth, the risk of a possible selection bias cannot be completely excluded
for both of our Ally studies. Our study population was recruited with
the promise of a physical activity intervention. Therefore, our study population might have a bias towards people with an interest in physical
activity interventions and people without that interest might be missing
from the data set. Further, the recruitment method of the second Ally
study was conducted on Facebook. Non-Facebook users were therefore
under-represented in the study, leading, among other factors, to a younger
population, as compared to the overall population in this geographic area.

6.2.1

Future work

This work added to the field of interruptibility research by designing,
deploying and testing a simple adaptive CNMS in a natural environment.
Based on our promising findings, we call for more research in this field because we expect that the computing powers of mobile devices will increase.
As a result, this will make more sophisticated models possible and we hope
that there will be more research looking into how adaptive systems can
successfully be used in interruptibility research. Further, we recommend
that studies using similar systems investigate long-term effects of adaptive
systems, to test their ability to combat habituation effects. In particular,
we think that a system that gradually forgets old data points may be suc-
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cessful in this endeavour. For researchers outside of the interruptibility
research stream, we hope this work inspires them to find a mechanism in
their field of research, where a system can independently, without human
supervision, increase its own performance over time and become more
personalized.

6.3

summary

Over the years, the advancements and ubiquituous presence of mobile technologies has enabled a wide array of research into mobile health (mHealth),
from sensing a variety of health conditions to providing behavior-change
interventions. In the past, ubiquitous technologies like smartphones and
wearables have shown promise in detecting stress, anxiety, mood, depression, personality change, addictive behavior, physical activity and a host of
other conditions [42, 43, 112, 113]. On the other end of the spectrum, several
studies have demonstrated the potential of smartphone-based digital interventions to affect positive behavior change for a range of conditions like
smoking, alcohol disorder, eating disorders and physical inactivity [114–
117]. The eventual goal in mHealth is to be able to combine the two components of accurate sensing and effective interventions to improve the quality
of life among people suffering from various conditions.
JITAI is a novel intervention design that aims to deliver the right type
and amount of support, at the right time, while adapting as-needed to the
users’ internal and external contextual change [11, 35]. Several studies have
employed JITAI-like interventions to effect behavior change for physical
inactivity [39], alcohol use [36], mental illness [37], smoking [41], and obesity [38]. One key aspect of JITAIs that is crucial for an intervention to be
effective is delivering the intervention at “the right time”. Multiple factors
could influence the choice of “the right time”. One factor is delivering
interventions when a person enters a state of vulnerability, i.e., a period of
heightened susceptibility for a negative health outcome [35]. For example,
an intervention to alleviate stress levels should be delivered when a person
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is stressed or about to get stressed; delivering it when a person is not
actually stressed would not be useful. Furthermore, it is also important
to deliver interventions at a time when the participant is in a state of
receptivity, i.e., a period when the participant is able to receive, process,
and use the intervention provided [35]. For example, an intervention targeted at reducing sedentary behavior would be effective when a person is
“available” to act on it; delivering it when a person is driving is not only
sub-optimal but may also be dangerous.
This thesis addresses this state-of-receptivity sensing by giving researchers
and practitioners the necessary insights and tools to deploy a successful
CNMS. We gave an overview of existing research by conducting a literature
review and meta analysis of field tested CNMS. We provided the reader
with an overview of existing CNMS, the sensors and information that were
used and how successful they were, when tested in the field. We presented
the results related to our application specific CNMS, which was inspired by
the findings of our literature review, along with a detailed overview of the
predictive power of individual sources of information to sense receptivity.
We found that several participant-specific characteristics (age, personality,
and device type) were correlated to the overall participant receptivity over
the course of the study, and that several contextual factors (day/time,
phone battery, phone interaction, physical activity, and location), showed a
statistically significant relationship with the participant receptivity, in-themoment. We further explored how an application-specific CNMS performs
when evaluated in a natural environment. We were also the first to use
an adaptive CNMS, which was using data from participants to learn over
time and increase its performance. We found that our static and adaptive
machine-learning models outperformed the control condition in various
receptivity metrics, and that receptivity to messages from the adaptive
model increased over the course of the study.
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