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Abstract

In this thesis, we study multiple different settings where some kind of effect
propagates through a network. These processes are motivated by various
different application areas, so understanding their behavior and properties
is often crucial for the applications in question.
We first focus on two specific kinds of dynamically changing colorings
in networks: in majority processes, every node wants to switch to the color
that is most frequent in its neighborhood, while in minority processes, every
node wants to switch to the color that is least frequent in its neighborhood.
We study these processes both under the basic switching rule when nodes
switch their color for any small improvement, and the proportional switching rule, where nodes only decide to switch if they are motivated to do so by
an 1+λ
fraction of their neighborhood, for some parameter λ ∈ (0, 1). We
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focus on a specific aspect of the processes: their stabilization time, i.e. the
number of steps it takes until no node wants to change its color anymore.
We first study stabilization time of minority processes with basic switching, presenting an almost-quadratic lower bound in unweighted graphs for
various models of the process. We also briefly study the same process in
weighted graphs, where we show an exponential lower bound that holds for
both basic and proportional switching. We then study the stabilization time
of both majority and minority processes together, assuming the proportional
switching rule, unweighted graphs and the worst-case sequential model. In
this case, we prove that stabilization time is both upper and lower bounded
almost tightly by n1+f (λ) for a specific non-elementary function f (λ). Finally, we consider the setting when the processes begin from a randomized
initial state; in this case, we can still provide an Ω(n2 ) lower bound for
basic switching, while for proportional switching, the stabilization time is
significantly different for smaller and larger λ values.
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We then consider propagation effects in graphs in a more concrete application: financial networks. Since the financial system today is a complex
network of financial institutions that are interconnected by various kinds of
contracts, it is increasingly important to study this area from a networking
perspective. Even with the simplest debt contracts, we can show various
interesting results, e.g. in a setting when nodes try to execute small local changes on the network topology in order to achieve a better outcome.
However, the network model becomes even more interesting if we also allow
more sophisticated contracts such as CDSs between the banks. In this case,
we can show that finding the best payment configuration in the network (according to a range of different objectives) becomes not only NP-hard, but
also NP-hard to reasonably approximate, even with some serious restrictions
on the network structure. The complex interconnections in these networks
also imply that banks can occasionally increase their payoff by executing
some rather counter-intuitive operations, and altogether, this can lead to
various interesting game-theoretic dilemmas in the system. Furthermore, if
we consider the system as a dynamically evolving process, then we can also
make some interesting observations on its stabilization time and how the
ordering of steps affects the final outcome.
Finally, we briefly study red-blue pebble games, where a similar propagation effect models how computation “spreads” through a network as more
and more intermediate values are computed. Finding the best pebbling
strategy in these games corresponds to finding the most I/O efficient way of
executing a specific computational task. We show several hardness results
for this problem, such as NP-hardness and some limits of approximation
algorithms and heuristic methods.

Zusammenfassung

In dieser Arbeit untersuchen wir verschiedene Szenarien, in denen sich ein
Effekt über ein Netzwerk ausbreitet. Diese Prozesse werden durch verschiedene Anwendungsbereiche motiviert, daher ist das Verständnis ihres Verhaltens und ihrer Eigenschaften für die betreffenden Anwendungen häufig
von entscheidender Bedeutung.
Wir konzentrieren uns zunächst auf zwei Arten von sich dynamischen
Netzwerkfärbungen: In Mehrheitsprozessen möchte jeder Knoten zu der
Farbe wechseln, die in seiner Nachbarschaft am häufigsten vorkommt, in
Minderheitsprozessen hingegen zur seltensten Farbe. Wir untersuchen diese Prozesse sowohl für grundlegendes Umschalten, das Knoten ihre Farbe
wechseln, sobald dies einen Vorteil bringt als auch für eine proportionale
Strategie, bei der sich Knoten nur dann zum Umschalten entscheiden, wenn
sie durch einen 1+λ
Bruchteil ihrer Nachbarschaft dazu motiviert sind, für
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einen Parameter λ ∈ (0, 1). Wir konzentrieren uns auf einen bestimmten
Aspekt von Prozessen: die Stabilisierungszeit, d.h. die Anzahl der Schritte, die erforderlich sind, bis kein Knoten mehr seine Farbe ändern möchte.
Wir untersuchen zunächst die Stabilisierungszeit von Minderheitenprozessen mit grundlegendem Umschalten und präsentieren eine fast quadratische
Untergrenze in ungewichteten Graphen für verschiedene Modelle des Prozesses. Wir untersuchen den gleichen Prozess in gewichteten Graphen, für
die wir eine exponentielle Untergrenze zeigen, die sowohl für das grundlegende als auch für das proportionale Schalten gilt. Anschließend untersuchen
wir gemeinsam die Stabilisierungszeit des Mehrheits- und des Minderheitsprozesses unter der Annahme der proportionalen Schaltregel, ungewichteter
Graphen und des Worst-Case-Sequenzmodells. In diesem Fall beweisen wir,
dass die Stabilisierungszeit für eine bestimmte nicht-elementare Funktion
f (λ) sowohl von oben als von unten durch n1+f (λ) begrenzt ist. Schließlich
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betrachten wir zufällige Anfangszustände ausgehen; In diesem Fall erhalten
wir immer noch eine Untergrenze von Ω(n2 ) für die grundlegende Umschaltung angeben, während für die proportionale Umschaltung die Stabilisierungszeit für kleinere und größere λ-Werte erheblich unterschiedlich ist.
Wir betrachten dann Ausbreitungseffekte in Graphen in einem konkreteren Anwendungsbereich: Finanznetzwerke. Da das Finanzsystem heute
ein komplexes Netzwerk von Finanzinstituten ist, die durch verschiedene
Arten von Verträgen miteinander verbunden sind, wird es immer wichtiger, diesen Bereich aus einer Netzwerkperspektive zu untersuchen. Selbst
in einem Szenario mit einfachsten Schuldenverträgen können wir verschiedene interessante Ergebnisse zeigen, wenn beispielsweise Knoten versuchen,
kleine lokale Änderungen in der Netzwerktopologie durchzuführen, um ein
besseres Ergebnis zu erzielen. Das Netzwerkmodell wird jedoch noch interessanter, wenn wir auch komplexere Verträge wie CDS zwischen den Banken zulassen. In diesem Fall können wir zeigen, dass das Finden der besten
Zahlungskonfiguration im Netzwerk (gemäß einer Reihe verschiedener Ziele)
NP-schwer ist, sowohl das Finden einer exakten Lösung, als auch das Finden
akzeptabler Approximationen und das selbst bei einigen schwerwiegenden
Einschränkungen der Struktur des Finanzsystems. Die Zusammenhänge in
diesen komplexeren Finanznetzwerken führen auch dazu, dass Banken gelegentlich ihre Vermögen erhöhen können, indem sie einige kontraintuitive
Operationen ausführen. Dies kann insgesamt zu vielen interessanten spieltheoretischen Dilemmata im System führen. Wenn wir das System als einen
sich dynamisch entwickelnden Prozess betrachten, können wir darüber hinaus einige interessante Beobachtungen zu seiner Stabilisierungszeit machen
und wie sich die Reihenfolge der Schritte auf das Endergebnis auswirkt.
Schließlich untersuchen wir kurz rot-blaue Kieselspiele, bei denen ein
ähnlicher Ausbreitungseffekt modelliert, wie sich eine Berechnung über ein
Netzwerk ausbreitet, wenn immer mehr Zwischenwerte berechnet werden.
Das Finden der besten Kieselstrategie in diesen Spielen entspricht dem Finden der effizientesten I/O-Methode zum Ausführen einer bestimmten Rechenaufgabe. Wir zeigen verschiedene Härteergebnisse für dieses Problem,
wie z. B. NP-Härte und einige Grenzen von Approximationsalgorithmen und
heuristischen Methoden.
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Introduction

Different kinds of graphs and networks are a vital tool to model a range
of phenomena in almost any branch of science. In social science, social
networks describe how people are connected by professional and personal
relations; in civil engineering, a road network can represent the transport
infrastructure of a city or a country; in information technology, the most
obvious example comes from computer networks and the internet. However,
networks can also model the interactions of cells in a biological organism,
the connections between chemical molecules or the physical mechanism of
crystallization, as well as a range of more abstract processes.
Our main goal in this thesis is to study how different effects propagate
through these network structures in several application areas. In a networkbased process, the edges of the network usually represent how the nodes
interact with each other or how they influence each other; as such, an event
or action at a specific node can also have an effect on the situation of its
neighbors, possibly triggering another event in some of these neighbors. For
a deeper understanding of a given application, it is crucial to analyze how
these effects spread through the network structure and affect the system as
a whole.
The first part of the thesis focuses on majority and minority processes in
graphs. Both of these processes are dynamically changing colorings where
each node in the network is in a specific state, and nodes occasionally decide
to change their state based on the current states of their neighbors. In
majority processes, nodes always prefer to switch to the most popular state
in their neighborhood; as such, this process can model, for example, how
a political opinion or the popularity of a specific brand spreads through a
social network. On the other hand, minority processes describe a setting
where nodes would prefer to anti-coordinate by selecting a different state
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from their neighborhood; this can model, for example, rival companies trying
to differentiate their production strategy from each other. In both of these
processes, a change of state at a node can then motivate the neighbors of
the node to also switch to another state, thus starting a chain reaction of
further switches throughout the network. By studying the stabilization time
of the processes, we essentially analyze how long these propagation effects
can last in these networks, depending on e.g. the properties of the network,
the process model or the initial state of the process.
In the second part, we focus on the concrete application area of financial
networks. Banks and financial institutions are nowadays connected by a
variety of different debt contracts and financial derivatives, which describe
different payment obligations in this network from one bank to another. In
this setting, money is a concrete substance that propagates through the
network, according to the payment obligations defined by the contracts
and the general rules of the financial system model. The connections introduce strong dependencies between the banks, and can easily result in
a systemic risk in these systems: a minor decision or modification at one
point in the network can start a cascading effect, sending numerous banks
into bankruptcy or affecting the whole network in some other way. As such,
any specific question in these financial systems must also be studied from
this network-based perspective, including e.g. the properties of different
payment configurations in the network, the actions and incentives of banks
to manipulate the system, or the financial regulations that each bank must
satisfy.
Finally, we make a brief detour at the end of the thesis to study a third
area: the problem of red-blue pebble games. In pebble games, we model a
complex computational task as a directed graph, with nodes representing
the inputs, outputs and intermediate values of the computation, and edges
representing the interdependencies between these values: if a variable x1
is computed from another variable x0 , then x0 must already be computed
and available in memory when we compute the value of x1 . As such, in
this setting, the effect that “spreads” through the network is the process
of computation itself, and the main challenge is to find the optimal way to
execute this propagation process under a specific set of rules and memory
constraints.
While the different parts of the thesis are motivated by different applications, the approaches for studying these problems are still similar in many
ways. Most results require us to first develop an intuitive understanding
of how a specific propagation process works in the given network model,
and then we use various techniques and gadgets to build an example construction that proves a specific claim or property in this model. In many
cases, even the underlying ideas of these constructions are very similar. For
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Figure 1: Intuitive illustration of an effect spreading through a small example network.
example, both in minority processes and in financial networks, many of our
proofs will implement gadgets that emulate the behavior of binary variables
or fundamental logic operations in the given model. This will allow us to express conditions and states in our specific model, and thus ensure that some
gadgets or parts of the construction exhibit a specific desired behavior.
Furthermore, when we study the development of financial networks as
a dynamic process, we will find that the main questions in this setting are
also very similar to those that arise in our majority and minority processes.
How long does it take for the process to stabilize? How does the ordering
of different steps affect the behavior of the process as a whole? Even the
more distant topic of pebble games shows some similarity to these questions: pebbling is essentially a concrete problem where we want to find the
best ordering of operations, in order to ensure that the pebbling process
terminates in as few steps as possible.

Part I

Majority and Minority Processes

4

Model and Background

1

Dynamically changing colorings in a graph can be used to model various
situations when entities of a network are in a specific state, and they occasionally decide to change their state based on the states of their neighbors.
Such colorings are essentially a form of distributed automata, where the
nodes can represent anything from brain cells to rival companies; as such,
the study of these processes has applications in almost every branch of science.
One prominent example of such colorings is a majority process, where
each node wants to switch to the color that is most frequent in its neighborhood. These processes can be used to model a wide range of phenomena in
social sciences, e.g. the spreading of political opinions in social networks, or
the adoption of different social media platforms [18, 35, 47, 58, 71].
Another example is the dual setting of a minority process, where each
node wants to switch to the least frequent color among its neighbors. Minority processes can model scenarios where nodes are motivated to differentiate
from each other, e.g. frequency selection in wireless networks, or selecting
a production strategy in a market economy [15–17, 28, 60].
In this part of the thesis we analyze such majority and minority processes. We focus on a specific property, the stabilization time of the pro-
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cesses: the number of steps the process takes until no node wants to change
its color anymore.
While we will also consider other models occasionally, we mostly focus
on the sequential (or asynchronous) model of the processes, where in every
step, exactly one node switches its color. Compared to a synchronous setting
(which is more extensively studied in previous work), the sequential model
has the advantage that neighbors are never switching at the exact same
time; this prevents the process from ending up in an infinitely repeating
periodic pattern. This sequential behavior is also a reasonable assumption
in many applications areas, including the examples mentioned above: you
are highly unlikely to e.g. switch your wireless frequency at the exact same
time as your neighbors, or change your political opinion at the exact same
time as your friends.
Another important parameter of the model is the switching rule, i.e. the
threshold from which a node decides to switch to the opposite color. We
consider two very natural rules for this: (i) basic switching, when nodes
decide to switch for any small improvement, and (ii) proportional switching,
when nodes only decide to switch if this results in an improvement that
amounts to a specific proportion of their degree.
In Chapter 2, we first study minority processes under the basic switching
rule. Our main contribution in this chapter is an almost-quadratic lower
bound that holds in various different models of the process.
In Chapter 3, we make a brief detour to weighted graphs, and study
minority processes in this setting. For both the basic and the proportional
switching rule, we show an exponential lower bound on stabilization time in
various models.
We then continue by studying the proportional switching rule in unweighted graphs in Chapter 4, focusing on the so-called sequential adversarial model. We show that the worst-case stabilization time in this case
can be expressed by applying a non-elementary function on the parameter
of the proportional switching rule. This result holds for both majority and
minority processes; neither of them has been studied in this setting before.
Finally, in Chapter 5, we study the case when the process begins from
a uniform random coloring of the nodes. In this setting, we again show a
quadratic lower bound on stabilization time for the basic switching rule, and
we describe an interesting threshold behavior for stabilization time with the
proportional switching rule. These results again hold for both majority and
minority processes.
In order to improve readability, we often only summarize the main ideas
and intuitions behind our proofs in these chapters. For the interested reader,
the remaining technical details of the proofs are discussed separately in
Chapter 6.
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Definitions of the processes

We define our processes on simple, unweighted, undirected graphs G(V, E),
with V denoting the set of nodes and E the set of edges. We denote the
number of nodes by n = |V |. The neighborhood of v is denoted by N (v),
the degree of v by deg(v) = |N (v)|, and the maximum degree in the graph
by ∆.
As common in this area, we focus on the case of two colors. That is,
we say that a coloring of the graph is a function γ : V → {black, white}.
Under a given coloring, we define Ns (v) = {u ∈ N (v)|γ(v) = γ(u)} and
No (v) = {u ∈ N (v)|γ(v) 6= γ(u)} as the same-color and opposite-color
neighborhood of v, respectively.
We use the concept of conflicts to define both majority and minority
processes in a general form. We say that there is a conflict on edge (u, v), or
that (u, v) is a conflicting edge, if u ∈ No (v) in case of a majority process,
and if u ∈ Ns (v) in case of a minority process. That is, for both processes,
the conflicting neighbors of v are the neighbors that incentivize v to change
to the opposite color. We denote the conflict neighborhood by Nc (v); that
is, we define Nc (v) = No (v) in case of a majority process, and Nc (v) =
Ns (v) in case of a minority process. We occasionally also use the notation
N¬c (v) = N (v) \ Nc (v) to denote the non-conflicting neighbors of v.
If a node v has more conflicts in the current state than a predefined
threshold (depending on the so-called switching rule, one of the main parameters of the process), then we say that v is switchable. When v switches,
it changes its color to the opposite color. Note that this operation also means
that the sets Nc (v) and N¬c (v) exchange roles. If edge (u, v) becomes (or
ceases to be) a conflicting edge when node v switches, then we say that node
v has created this conflict (or removed this conflict, respectively).
We assume that our processes begin from an initial coloring γ0 . In
Chapters 2–4, we assume that γ0 is an arbitrary coloring of G, while in
Chapter 5, we assume that γ0 is chosen uniformly at random.
Given a graph G and an initial coloring γ0 of G, a majority/minority
process in G is a sequence of colorings γ0 , γ1 , ..., also known as states or
time steps, where each state γi is obtained from the previous state γi−1 by
switching a set of nodes that are switchable in γi−1 . In general, there are
various possible nodes or node sets that are switchable in a given state; the
set of nodes to be switched in each step (and thus the entire sequence of
states) is determined by the so-called switching model.
We say that a state γi of the process is stable when there are no more
switchable nodes in the graph in γi . A process stabilizes if it reaches a stable
state; the number of steps until the process stabilizes is the stabilization time
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of the process. Naturally, the stabilization time in a graph heavily depends
on our choice of the switching model and the switching rule.
In our results, we study the longest possible stabilization time of such
processes in general graphs. More formally, given a switching model and
switching rule, let T (n) denote the maximal stabilization time over all possible graphs on n nodes and all possible initial colorings γ0 of these graphs.
In Chapters 2–4, we analyze how T (n) grows in terms of n under specific
switching models and switching rules. Chapter 5 is slightly different: it analyzes the same function over all possible graphs G on n nodes, but assuming
a uniform random initial coloring.

1.2

Switching models

In the thesis, we mostly focus on sequential models of these processes, i.e.
when in each time step, exactly one node switches. In such a sequential
model, stabilization time simply measures the total number of switches before the process terminates.
Note that in sequential models (or in fact, in any other model where
adjacent nodes are not allowed to switch simultaneously), it is straightforward to prove a O(n2 ) upper bound on stabilization time for both majority
and minority processes. Initially, some of the at most O(n2 ) edges in the
graph have a conflict (e.g. they are bichromatic edges in a majority process). When a node v switches its color to the majority/minority color in
its neighborhood in a step of the process, and its neighbors do not change
color in the same step, then the number of conflicts on the incident edges
of v strictly decreases due to the definition of switching. Since the original
number of conflicts is O(n2 ), and the overall number of conflicts decreases
by 1 at least in each step, the number of steps is upper bounded by O(n2 ).
Two very natural candidates for sequential models are the ones that
consider the best and worst possible ordering in terms of stabilization time:
Definition 1.1. In the Sequential Adversarial model, only one node
switches in every step. The order of nodes is specified by an adversary who
maximizes stabilization time.
Definition 1.2. In the Sequential Benevolent model, only one node
switches in every step. The order is specified by a benevolent player who
minimizes stabilization time.
In other words, given a specific graph and an initial coloring, the adversarial stabilization time is the maximal stabilization time over all possible
sequences from this initial state, while the benevolent stabilization time is
the minimal stabilization time over all sequences from this initial state.
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Figure 1.3: Intuitive illustration of the different models.
While we mostly focus on sequential models, our results in Chapters 2
and 3 can also be carried over to more general, non-sequential variants of the
benevolent model: these even allow the benevolent player to switch multiple
nodes in the same step in order to achieve stabilization faster.

•
•

Independent Benevolent model: In every step, the benevolent player is
allowed to choose any independent set of switchable nodes, and switch
them simultaneously.
Free Benevolent model: In each step, the benevolent player is allowed
to choose any set of switchable nodes, and switch them simultaneously.

Recall that an independent set is a subset of nodes in a graph such that
no two nodes in this subset are adjacent.
Note that the free benevolent model provides the widest possible set of
opportunities to the benevolent player in terms of minimizing the stabilization time. As such, a lower bound established in the free benevolent model
will also imply that the same lower bound holds in the following natural
models, for example:

•
•
•

Concurrent Synchronous model: In every step, all the switchable nodes
in the graph switch simultaneously.
Sequential Random model: In every step, exactly one node switches.
This node is chosen uniformly at random among the switchable nodes.
Concurrent Random model: In every step, each switchable node switches
with a fixed probability p, independently from other nodes.
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An intuitive illustration of these models is shown in Figure 1.3, with
each model denoted by its initials. The vertical axis shows how concurrent
a model is, the horizontal shows how wide is the set of opportunities it
grants the player to speed up / slow down stabilization.
Note that models SA, SB, IB and SR never allow neighboring nodes
to switch simultaneously; as such, they all exhibit the previously discussed
O(n2 ) upper bound on stabilization time. On the other hand, models FB,
CS or CR may allow neighboring nodes to switch at the same time, and
thus in these models, some nodes may keep on endlessly changing colors.
For an example, consider a graph of only two adjacent nodes, and assume that they begin with the same color in a minority process (or alternatively, with the opposite colors in a majority process). In the concurrent
synchronous model, this implies that in every step, both nodes will switch
to the opposite color simultaneously, which results in essentially the same
situation again. As such, the process will go on indefinitely, periodically
alternating between the same 2 states; due to this phenomenon, papers
studying the CS model often use a different definition of stabilization, based
on periodicity.
However, we point out that whenever we discuss concurrent models (in
Chapters 2 and 3), our constructions will specifically ensure that adjacent
nodes are never switchable at the same time. Hence for the particular graphs
we study, the process is guaranteed to eventually terminate in any of these
models.

1.3

Switching rules

It only remains to specify the condition that allows a node to switch its
color. The most natural candidate for a switching rule is the following:
Rule I (Basic Switching). Node v is switchable if |Nc (v)| − |N¬c (v)| > 0.
Basic switching essentially means that a node switches its color for an
arbitrary small improvement. Since we have |Nc (v)| + |N¬c (v)| = deg(v),
we can also formulate this rule as |Nc (v)| > 21 · deg(v).
However, it is often more realistic to assume a proportional switching
rule, based on a real parameter λ ∈ (0, 1):
Rule II (Proportional Switching). Node v is switchable if |Nc (v)| −
|N¬c (v)| ≥ λ · deg(v).
That is, in this proportional setting, v only decides to switch if this
results in a significant improvement, i.e. one that amounts to a specific
proportion of its degree. This is often a more realistic approach if nodes
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have a large degree, or if switching also induces some cost in an application
area.
With |Nc (v)| + |N¬c (v)| = deg(v), we can again find an alternative formulation of this rule that provides more intuition: we can say that v is
switchable exactly if |Nc (v)| ≥ 1+λ
· deg(v). That is, for example having at
2
least 0.4 · deg(v) more black neighbors than white neighbors is equivalent to
having at least 0.7 · deg(v) black neighbors altogether.
Note that for small λ values approaching 0 (or, equivalently, as 1+λ
2
approaches 12 from above), we obtain Rule I as a special case of Rule II.
In case of Rule I, whenever a node v switches, it is possible that the
total number of conflicts in the graph decreases by only 1. On the other
hand, Rule II implies that the switching of v decreases the total number
of conflicts at least by λ · deg(v); we will say that v wastes these conflicts.
This shows that in case of Rule II, the total number of conflicts can decrease
more rapidly, which results in smaller stabilization times.
Another fundamental property of proportional switching is that whenever v switches, it can have at most 1+λ
· dv − λ · dv = 1−λ
· dv conflicts on
2
2
the incident edges after the switch.
Finally, while we mostly focus on the case of only 2 colors, we point
out that both switching rules can be generalized to the case of more colors
in a straightforward way. In these cases we always assume that v switches
to the color copt which is most (least) frequent in its neighborhood in case
of majority (minority) processes. If we use Nopt (v) to denote the number
of nodes in Nv that have color copt , then both Rule I and Rule II can be
adapted to this setting if we replace N¬c (v) by Nopt (v) in the corresponding
formula. Note, however, that the alternative formulations of the switching
conditions (i.e., |Nc (v)| > 21 · deg(v) and |Nc (v)| ≥ 1+λ
· deg(v)) do not
2
generalize to this case.

1.4

Weighted graphs

It only takes minor modifications to generalize the same setting to the case
of weighted graphs. We consider two different weighted settings: graphs
with node weights (i.e. a weight function w : V → R+ ) and graphs with
edge weights (i.e. a weight function w : E → R+ ).
In both settings, we can naturally define a
Pcost function η(v) for each
node v: in case of node weights, we set η(v) = u∈Nc (v) w(u), while in case
P
of edge weights, we set η(v) =
w(u, v). The aim of the nodes in
u∈Nc (v)
both settings is to minimize this cost function.
In Chapter 3, we mostly focus on the case of node weights, and then
we will use a simple observation to generalize our results to the case of
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edge-weighted graphs. As such, it suffices to discuss the generalization of
our switching rules to node-weighted graphs. Note that the rest of our
definitions and concepts require no adjustment to this weighted setting.
P Given a set of nodes V0 ⊆ V , let us introduce the notation WV0 =
w(u). With this, we can naturally generalize both switching rules
u∈V0
to the weighted setting in the following way:
Rule I. Node v is switchable if WNc (v) − WN¬c (v) > 0.
Rule II. Node v is switchable if WNc (v) − WN¬c (v) ≥ λ · WN (v) .
For two colors, the rules can once again be reformulated equivalently as
WNc (v) > 12 · WN (v) and WNc (v) ≥ 1+λ
· WN (v) , respectively.
2

1.5

Related work

Majority and minority processes have been extensively studied from numerous different perspectives since the early 1980s [38, 46]. Most of the results
focus on the simplest case of two colors, since this already captures the interesting properties of the process, and a generalization to more colors is
often straightforward.
Many different variants of these processes have been inspired by application areas ranging from particle physics to social science, as in case of e.g.
Ising systems or the voter model [63,65]. In particular, there is an extensive
literature on more sophisticated process definitions that aim to provide a
more realistic model for a specific application area, such as social opinion
dynamics or virus infection spreading [3, 6, 20, 67, 89].
The closest line of work to our results studies stabilization time in general graphs, assuming the basic switching rule and an arbitrary initial coloring; however, these results only consider majority processes. The work
of Frischknecht et al. [39] analyzes unweighted graphs in this setting: they
show that both in the sequential adversarial model and in the concurrent
e (n2 ) steps, matching
synchronous model, majority processes can last for Ω
2
our straightforward upper bound of O(n ). On the other hand, they also
show that in the sequential benevolent model, majority processes always
stabilize in O(n) time. The same problem is studied by Keller et al. for
weighted graphs in [57], where an exponential lower bound is shown for stabilization time in majority processes. Our results in Chapters 2 and 3 study
minority processes in the same (and slightly more general) settings.
The stabilization of majority processes has also been studied from a
randomized initial coloring on special classes of graphs such as grids, tori
and expanders [41, 93].
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Other aspects of majority processes have also been studied thoroughly;
however, in contrast to our work, most of these earlier results assume a
synchronous setting, and also study the process on specific graph topologies
only. Due to the main applications of the topic, many of these works focus
on analyzing how a small set of nodes can influence the final state [42,52,71,
79, 91, 92]. Other results discuss the basic properties of the process [46, 90]
complexity and approximability results [10, 21, 54], or threshold behavior in
random graphs [41, 93].
In contrast to this, the dynamics of minority processes has received less
attention. The stabilization of minority processes has been studied in special classes of graphs, including tori, cycles, trees and cliques, by the cellular
automata community [73, 74, 77]. These studies are mostly conducted only
in the synchronous or the sequential random model. Moreover, these results study a different variant of the minority process, which considers the
closed neighborhood of nodes, and thus can result in significantly larger
(possibly exponential) stabilization time, even in the unweighted case. An
experimental study of the processes on grids is also available in [73].
In the work of [49], it is also shown that slightly modified minority processes, based on distance-2 neighborhood of nodes, can provide better local
minima at the cost of larger (but still polynomial) stabilization time.
Besides these studies on the dynamics of the process, there are also
numerous theoretical results on stable states in both majority and minority
processes, studying e.g. the existence of different stable state variants, or
the price of anarchy in such states as local minima [2, 9, 11, 12, 43, 60, 84].
Some properties of majority processes have also been studied under the
proportional switching rule, including sets of critical nodes that dominate
the process, and sets of nodes that always preserve a specific color [91, 92].
However, to our knowledge, the stabilization time of the processes with
proportional switching has not been studied before.
Similarly to our Chapter 5, some of the previously mentioned results also
assume a randomized initial coloring, e.g. the works of [41, 93] on majority
processes, or the works of [73, 74, 77] on minority processes. However, these
results all focus on a few specific subclasses of graphs. As such, stabilization
time from a randomized initial coloring has not yet been studied in general
graphs to our knowledge.

Minority Processes with Basic
Switching

2

We begin by studying minority processes in an unweighted setting, assuming
the basic switching rule.
As discussed in Section 1.2, in any model where simultaneous neighboring switches are excluded, there is a straightforward O(n2 ) upper bound on
stabilization time. However, this raises a natural question: are there example graphs that exhibit this naive upper bound? Or is there a significantly
lower (e.g. linear) upper bound on stabilization time in some models? While
these questions are already answered for majority processes, for the case of
minority processes, they have remained open so far.
The main contributions of this chapter are constructions that prove the
corresponding lower bounds on the stabilization time of minority processes.
As a warm-up, we present a simple example in Section 3.2 which shows that
in the sequential adversarial model, stabilization may take Θ(n2 ) steps.
Our main result then is a construction proving that stabilization can also
take superlinear time in the sequential benevolent case. In Section 2.3 we
first present a graph and an initial coloring where any possible sequence lasts
for Ω(n3/2 ) steps, i.e. showing a lower bound in the sequential benevolent
model. Then in Section 2.4, we then outline how a recursive application of
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the same technique leads to a stabilization time of Ω(n2− ) for any  > 0,
almost matching the upper bound of O(n2 ). This is an interesting contrast
to majority processes, where stabilization time is bounded by O(n) in the
sequential benevolent case.
Furthermore, with a few extra observations, one can show that our lower
bound constructions for the benevolent case also have the same stabilization time in the independent benevolent and free benevolent models. Since
the free benevolent model provides the widest set of opportunities for the
benevolent player, this implies that our lower bound of Ω(n2− ) also carries
over to all other models discussed in Chapter 1.

2.1

Tools and observations

Balance of nodes. When describing and analyzing our constructions,
we will focus on the case of having only two available colors, black and white.
This restriction to two colors allows us to introduce some helpful terminology. Consider a node v at a given state of the process. If v has vs
neighbors with the same color as v, and vo neighbors with the opposite
color, the number vo − vs is called the balance of v. Note that if one of the
neighbors of v switches, then the balance of v either increases or decreases
by 2 (which shows that the parity of the balance of v can never change).
The definition also implies that v is switchable if and only if its balance is
negative. Switching v changes the sign of its balance.
Groups. We use the notion group to refer to a set of nodes that have
the same initial color and the exact same set of neighbors (hence, groups
are independent sets). Groups are, in fact, only a tool to consider certain
nodesets together as one entity for simpler presentation. They will be shown
as only one node with double borders in the figures, with the size of the group
indicated in brackets.
In the adversarial case, we will only consider sequences that switch
groups together (i.e consecutively in any order). In the benevolent case,
groups will be switched together in the sense that if a node in the group
switches, then all other nodes in the group will also switch before any neighbor of the group becomes switchable; this property is enforced by the graph
construction. The more complicated definition in the benevolent case is due
to the fact that we have to consider every possible sequence that the player
can choose. Technically, in some sequences, a group might not be switched
consecutively (it might be interrupted by switches in other, distant parts
of the graph), but the outcome will still be equivalent to switching them
consecutively.
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Fixed nodes. Given a graph G, let us add two more set of nodes Fw ,
Fb to the graph such that |Fw | = |Fb | = n + 1, and vw and vb are connected
for all vw ∈ Fw , vb ∈ Fb . Let the color of Fw and Fb initially be white
and black, respectively. The nodes in Fw and Fb will be referred to as fixed
nodes, and we will connect them to some of the nodes in our original graph.
Note that these fixed nodes already have n + 1 neighbors of the opposite
color, and can never have more neighbors of the same color (as they can
have at most n neighbors G), so their color is indeed fixed and they can
never switch.
Connections to these fixed nodes are widely used in our construction to
ensure that a specific node has a desired balance in our gadgets. We can
allow any node in G to have up to ∆ + 1 fixed neighbors of either color.
The introduction of fixed nodes increases the graph size only by a constant factor (to 3n + 2), so all lower bounds expressed as a function of n will
still be of the same magnitude as a function of 3n + 2. Therefore, for ease
of presentation, we still use n to denote the number of nodes in the graph
without the extra fixed nodes, and express our bounds as a function of n.
Fixed node neighbors are denoted by squares in the figures, with the
multiplicity written beside the square (if more than 1). We will always
draw separate squares for distinct nodes, even though the corresponding
fixed node sets might overlap. This is because fix node connections are
thought of as a “property” of the node, introducing an offset into its initial
balance.
More than 2 colors. Our definition for minority processes can naturally be generalized to the case of more than 2 colors. Recall that in
this case, nodes always make locally optimal solutions, that is, they always
switch to the color which is least frequent in their neighborhood. Note that
in general, there might be multiple optimal (i.e. least frequent) colors to
choose from; in this case, related work considers different tie-breaking rules.
However, our constructions will ensure that such a tie can never occur, and
thus our bounds hold for any such tie-breaking strategy.
While this chapter discusses our lower bound for the case of two colors,
a simple idea allows a generalization to any constant number of colors k.
Assume we have a construction G on n nodes, showing a lower bound on
stabilization time with two colors; we can simply add sets of nodes F3 , F4 ,
..., Fk of size ∆ + 1 such that they form a complete multipartite graph, and
connect all these new nodes to all nodes in G. Let us color the nodes in Fi
with color i.
None of the original nodes in G will ever assume any of the colors 3, 4,
..., k, since they always have ∆ + 1 neighbors of these colors, while they
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Figure 2.1: Construction with an adversarial sequence of Θ(n2 ) switches
have strictly less (at most ∆) neighbors of colors 1 and 2. Nodes in Fi will
never have any incentive to switch, since they have no conflicts at all. Thus
the process will behave as if the graph only consisted of G with colors 1 and
2. As the new nodes only increase the graph size by a constant factor (from
n to n + k · (∆ + 1)), we receive an example with the same magnitude of
running time, but with k colors.
We point out that with some further observations, we can also use the
same √
technique to generalize our lower bound of Ω(n3/2 ) to the case of up
to Θ( n) colors.

2.2

Sequential adversarial model

We first present a simple example where the sequential adversarial takes
Ω(n2 ) steps. Our construction, shown in Figure 2.1, consist of a group P
of size m (for some parameter m), initially colored white, and 2m distinct
nodes A1 , A2 , ..., A2m , such that Ai is initially colored black for odd values
of i and white for even i. Let us connect all nodes Ai to P , and add one
more fixed black node that is connected only to P . Finally, let us connect
each Ai to m + 1 fixed nodes of the same color as Ai . Recall that although
the figure shows multiple squares, there are in fact only n + 1 fixed black
and n + 1 fixed white nodes in the graph altogether.
In this graph, P has a balance of 1 initially, while black Ai have a
balance of −1 and white Ai have a balance of −(2m + 1). Note that even
after execution begins, until Ai is switched for the first time, it will have
m + 1 fixed neighbors of the same color and at most m neighbors of the
opposite color (depending on the current color of P ), and thus a negative
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balance. Therefore, each Ai is switchable anytime if it has not been switched
before.
Consider the following sequence of adversarial moves in this graph: the
player first decides to switch A1 , then P , then A2 , then P again, then
A3 , P , ..., A2m , and finally P again. As each Ai is used only once, they are
clearly all switchable. As for P , its balance first changes from 1 to −1, when
changing A1 to white, but increases back to 1 when we switch P itself. Then
it changes to −1 once again after changing A2 , so it is switchable again, and
so on: each time we switch an Ai , we change it to the same color that
P currently has, decreasing P ’s balance to −1, which increases back to 1
again as we switch P . Therefore, this strategy is indeed a sequence of valid
switches.
Since P contains m nodes and is switched 2m times in this sequence,
this alone contributes to 2m2 switches. Altogether, we have 3m nodes in
the graph (without fixed nodes), allowing us a choice of m = n3 . This gives
us a sequence with at least 92 n2 steps.
Theorem 2.2. There exists a graph construction with Ω(n2 ) stabilization
time in the sequential adversarial model.

2.3

Construction for benevolent models

We now presents a construction with Ω(n3/2 ) stabilization time in benevolent models. Note that it is much more involved to find an example where
benevolent models take ω(n) steps, since in such a construction, we have to
ensure that any possible sequence lasts for a long time. In order to have an
easy-to-analyze construction, our graph will, at any point in time, contain
only one, or a small set of nodes that are switchable, and switching this
or these nodes enables the next such set of nodes (i.e., makes them switchable). This way, the switchable point “propagates” through the graph, and
the benevolent player has no other valid move than to follow this path of
propagation that has been designed into the graph.
The general idea behind the construction is to have a linearly long chain
of nodes which is propagated through multiple times. After each such round,
the propagation enters a different branch of further nodes; this branch resets
the chain for the following round, and then also triggers the following round
of propagation (as outlined later in Figure 2.13).
Due to the complexity of the construction, we do not describe it directly; instead, we define smaller functional elements (gadgets) that execute
a certain task. We then use these gadgets as building blocks to put our example graph together. This section outlines the tasks and main properties
of the gadgets; a more detailed description and analysis of each gadget can
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Figure 2.3: Simple relay gadget (a) and the steps of its operation (b)
be found in Chapter 6. While the concrete gadget designs are specific to
minority processes, they are built on general ideas and techniques for benevolent models; as such, they may inspire similar solutions in the analysis of
related processes or cellular automata.
When describing a gadget, the edges connecting the gadget to other
nodes in the graphs are drawn as dashed lines in the figures, with the external node usually denoted by v (possibly with some subscript). Although our
graph is undirected, we often refer to such edges as input or output edges
of the gadget, and also show this direction in the figures. This will refer
to the role that the external node plays in the functionality of the gadget.
That is, whenever the gadget is used in our constructions, it is triggered
by (some of) its input nodes switching, and upon completing its task, the
gadget makes (some of) its output nodes switchable.
Naturally, as in the entire graph, the role of the two colors is always
interchangeable within the gadgets. Therefore, we only present each such
gadget in one color variant.
Due to the complexity of the construction, we have also verified its correctness through implementing the process. A discussion of these simulations is available in Chapter 6.
Simple relay. As our most basic tool to propagate the only possible
point of switching, we use the simple relay shown in Figure 2.3a. A simple
relay consists of a base node B, connected to a fixed node of the same color,
and two further nodes outside of the gadget, which initially have the opposite
color as B. Until neither of vL and vR switch, B has positive balance and
cannot switch either. However, as soon as vL switches to the color of B, B
becomes switchable, and as B switches, this propagates the point of change
to its other neighbor vR (as shown in Figure 2.3b).
Note that connecting alternating-colored relays into a chain already gives
a simple example of linear stabilization time (see Figure 2.4). If the leftmost
(white) relay’s base node is connected to a fixed white node, then the only
available sequence of moves is to switch the base nodes in the relays one by
one from left to right, resulting in a sequence of n steps.
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Figure 2.4: A chain of simple relays
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Figure 2.6: Steps of operation of a rechargeable relay gadget
Through the concept of input and output nodes, relays essentially allow
us to connect other, more sophisticated gadgets in our constructions. If
some gadget has an output node v1 and another gadget has an input node
v2 , we can add a chain of relays between v1 and v2 , ensuring that once v1
switches, it will be followed by v2 eventually. Due to this role, relays are
not shown explicitly in our final overview figure of the construction, but
only represented by arrows, indicating the direction of propagation between
more complex gadgets.
Rechargeable relay. A more sophisticated version of a relay is the
rechargeable relay shown in Figure 2.5. In such a relay, node B is extended
by an upper node U , a control group C of size 2, and two recharge nodes
R1 , R2 , the role of which are interchangeable. Besides vL and vR , the nodes
R1 and R2 also have edges to some external nodes. It is always ensured that
the initial balance of R1 and R2 from these upper neighbors (that is, with
C ignored) is exactly 3.
As in case of a simple relay, if vL switches, then B itself can switch,
followed by vR . Now assume that in this “used” phase of the relay, some
outside circumstance changes 3 neighbors of node R2 from black to white,
and thus its balance changes from the current value of 5 to −1 (the relay is
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Figure 2.7: Basic recharging system

Figure 2.8: Generalized recharging
system

recharged). Then R2 can switch to black, making C and in turn U switch,
too. Finally, assume that some other outside circumstance then changes the
balance of R2 from 5 to −1 again (known as resetting the relay); then R2
will switch back to white (with a new balance of 1), and we end up in the
initial state of a rechargeable relay of the opposite color. The steps of the
process are shown in Figure 2.6.
This is exactly the essence of this gadget: it is a relay which can be used
the same way multiple times. Connecting such gadgets into a chain in the
same fashion as Figure 2.4, we get a chain that can propagate the point of
change not only once, but multiple times if “recharged” through their upper
connections between two such propagations.
Recharging system. The rechargeable relay suggests that it is useful
to have a tool to “recharge” some nodes, i.e. to decrease their balance
by switching some of their neighbors to the color they currently have. To
execute this task efficiently on many nodes, we present a recharging system.
For the first version of this gadget, assume a setting where there is a
set X of m black nodes, and we want to decrease the balance of each of
these nodes by 2 (i.e., change exactly one white neighbor of each of them
to black). A basic recharging
√ system, shown in Figure 2.7, can execute this
task while using only O( m) nodes. The gadget
√ is organized into 3 levels:
a single node
U
in
the
upper
level,
a
group
M
of
m+1 nodes in the middle
√
level, and m√distinct nodes Li in the lower level. Each lower level node is
connected to m different nodes in X, thus exactly covering the nodes of X.
The gadget operates in a top-to-bottom fashion: once v switches, U turns
black, followed by M turning white. Once all nodes in M are switched, the
nodes Li all decide to switch, too.
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Figure 2.9: and gate
The key idea in the design of the gadget is that each node Li has strictly
more neighbors in M than in X. This ensures that as long as M is black,
the nodes Li always have a positive balance, regardless of the current color
of their neighbors in X. Therefore, no node in the gadget can ever switch
before the node U is triggered.
We can use this insight to create a similar gadget for a more general
setting. Assume that we similarly have a set X of m black nodes, but
instead of decreasing their balance by 2, we want to decrease the balance of
each node in X by some specific (possibly different) even value, denoted by
2x1 , 2x2 , ..., 2xm (i.e., for the j th node in X, we want
Pm to change xj of its
white neighbors to black). Let us denote the sum
x of these values
j=1 j
by χ.
We can achieve this using a similar construction, shown in Figure 2.8.
In this generalized recharging system, we allow multiple nodes Li to be connected to the same node in X: if a node in X has a corresponding value
2xj , then it has exactly xj neighbors in the lower level of the system. This
ensures that once all the nodes Li switch, the new balance of each node in
X is exactly as desired. The number of nodes in the gadget can be mini√
√
mized by placing χ nodes Li in the lower level, each with χ neighbors
in X; this way, the overall number of edges going into the set X from the
gadget is exactly χ as required. To ensure that the neighborhood of each
√
Li is dominated by M , we choose the size of group M to be χ + 1.
AND gate. Another ingredient we use is an and gate. As its name
suggests, this gadget has x input edges from a set of nodes X, and once all
nodes in X have switched to the same color (say, white), the gadget triggers
a change in another part of the graph.
Note that we could achieve this functionality with a single node, by
carefully setting its initial balance such that it switches exactly when all
inputs have the desired color. However, and gates are used to “check” the
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Figure 2.10: Operation of an and gate. In the end, node D switches to
black, making v switchable.
state of specific nodes in the construction, and as such, it is unfortunate
that this check also affects the nodes that are being checked: once the node
in this simple and gate switches, the balance of all input nodes in X will
increase by 2. It would be much better to have a gadget that can perform
this task without having any effect on the nodes in X.
For this purpose, consider the gadget in Figure 2.9, which is connected
to the nodes in X on the input side and a black node v on the output side.
Once all nodes in X are white, node A switches, followed by B1 and B2 , and
then by C. With C switched, A decides to switch back to its original color
white. However, since now both A and B1 are white, this finally switches
D to black, triggering a change in the output node v (Figure 2.10). The
usefulness of the gadget lies in the fact that by the end of this sequence, A
is switched back to its original color, and thus the balance of nodes in X is
again the same as it was in the beginning.
Join and fork gadgets. Finally, we need two small gadgets in the
construction to fork and join the control sequence at the ends of our main
relay chain.
A join gadget, shown in Figure 2.11, connects a specific number of input
nodes vi to an output node v. When an input node vi switches, then so does
Ai and then Bi in the corresponding input branch, which also switches C
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Figure 2.12: Fork gadget

and triggers node v. Then when vi+1 later switches at some point, the same
thing happens to the next input branch and C again, only with the two
colors swapping roles. Thus if the nodes v1 , v2 , ... are switched one after
another in this order, then each of these input switches make the output
node v switch again.
The fork gadget of Figure 2.12, on the other hand, is responsible for
receiving triggers from a given input node v, and directing the propagation
to a new branch (a new output node vi ) every time. When v first switches,
only v1 becomes switchable. Similarly, after v is switched for the ith time,
only vi becomes switchable, and thus the gadget triggers the ith branch of
output.
Assembling the pieces. Our final graph construction (shown in Figure 2.13) has two defining parameters m and r. The base of the construction
is a chain of m rechargeable relays, connected to a join gadget of r branches
and a fork gadget of r − 1 branches. For each i ∈ {1, ..., r − 1}, we add a
sequence of gadgets (a branch) to connect the ith output of the fork to the
i + 1th input of the join gadget, which is responsible for recharging the relay
chain.
Each branch consists of recharging systems connected to our main chain.
First let us consider the rechargeable relays where node U is currently white
(either the even or the odd ones; relays at positions of the same parity are
all in the same state). We first need a recharging system to recharge all
these relays, and then we need another system to reset the relays. We need
similarly 2 recharging systems for the other half of the relays which are in
the opposite color phase.
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Figure 2.13: Overview of the whole construction, with one branch shown
in detail. Rechargeable relays (RR), Recharging systems (RS), and gates
(A), Joins (J) and Forks (F) are explicitly shown.
Finally, we need to force the player to indeed execute these changes on
the relays. For that, we insert an and gate after each recharging system,
which checks if all switchable nodes have indeed been switched before moving
on. The output of the and gate is then used to enable the next recharging
systems (or the next input of the join gadget).
This construction ensures that the player has no other choice than to go
through the relay chain, follow the next branch from the fork, recharge and
reset all the relays, and start going through the relay chain again. Since
the chain consists of m relays and it is traversed r times in this process, the
switches in the chain add up to m · r steps altogether.
Of course, one also needs to introduce a starting point (initially switchable node) into the construction. This can be done by replacing v1 in the
join gadget by a fixed white node.
Let us consider the number of nodes in the construction. Since rechargeable relays consist of constantly many nodes, the size of the relay chain is
O(m). The size of the join and fork gadgets is O(r). Finally, each of the
r − 1 recharging branches consist of constantly many recharging systems,
and gates and simple relays; since the latter two have constant size, branch
size is dominated by the size of the recharging systems. Each such system is
connected to m
relays, and thus needs to reduce the balance of O(m) nodes
2
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by √
a constant value of 6. This implies that each recharging system needs
O( m) nodes.
√
This shows that we can choose r = Θ( m) and m = √
Θ(n) for our
parameters. Our graph then contains O(m) + O(r) + r · O( m) = O(n)
nodes, so it is indeed a valid setting with the proper choice of constants.
To investigate runtime, it is enough to consider the switches in the main
√
relay chain. Each of the Θ(n) relays has a base node that is switched Θ( n)
3/2
times, adding up to a total of Ω(n ) switches.
Theorem 2.14. There exists a graph construction with Ω(n3/2 ) stabilization time in the sequential benevolent model.
Note that in the previous construction, whenever any of the base nodes
of the relay chain are switchable, there is no other switchable node in the
entire graph. This implies that even in the independent benevolent case, the
player has no other option than to select this single node, so the number of
minimal switches is Ω(n3/2 ) even if we assume the independent benevolent
model.
In fact, one can observe that the construction also ensures that regardless of the choices of the player, the set of switchable nodes is always an
independent set at any point in the process. Hence models IB and FB are
in fact the same in this graph, and thus the lower bound also holds for
the free benevolent model. This then implies the same bound for all the
remaining models.
Corollary 2.15. There is a graph construction with Ω(n3/2 ) stabilization
time in models IB, FB, CS, SR and CR.

2.4

Recursive construction

We now discuss the modification idea to the previous construction that
provides the almost tight lower bound of Ω(n2− ).
The key idea is to make the recharging systems themselves also rechargeable, so that they can recharge the same output nodes repeatedly. Note that
once a recharging system has been used, the color of its nodes is exactly that
of a recharging system of the opposite color. Thus, if we reset the balance
of each node in the system to its initial value, we can use the system again
to recharge the same output nodes again. More specifically, given a used
recharging system, we need to restore the balance of M and U to 1 in order
to obtain a recharging system of the opposite color; then by triggering U
again, we can use the system to recharge the nodes in X once more.
Therefore, we can add a layer of second-level recharging systems to
recharge all the original (first-level) systems in the graph after all first-level
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Figure 2.16: Connection of a second-level recharging system to first-level
recharging systems. For simplicity, only the recharging of group M is shown
(node U also has to be recharged).
system have been used, as illustrated in Figure 2.16. Recall that decreasing
the sum of balances in a set of√ nodes by χ requires a recharging system
√
of O( χ) nodes.
in our graph, each
√
√ We have Θ( m) first-level systems
consisting of Θ( m) nodes, with a balance of Θ( m) after use; so to reset
each node in these systems to their default balance of 1, with χ = Θ(m3/2 ),
√
a second-level system requires χ = Θ(m3/4 ) nodes.
As a technical detail, note that a second-level system can only be used
to recharge nodes of the same color; as such, every time we recharge all
the first-level systems, we in fact need to add two second-level recharging
systems, one of each color. Also, note that in addition to the group M , the
balance of node U also has to be reset between two uses of a recharging
system; however, this single extra node has no effect on the magnitude.
The second-level system that recharges the groups M in one color class can
conveniently be used to also recharge the nodes U in the other color class.
In order to keep the overall number of nodes in second-level systems in
O(m), we add Θ(m1/4 ) distinct second-level systems to our graph. When
used, each of these second-level systems recharges all systems on the first
level, which in turn allows us to propagate through the main relay chain
Θ(m1/2 ) times again. Therefore, with Θ(m1/4 ) second-level systems in the
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construction, the first two levels already allow us to traverse the main relay
chain Θ(m1/2 ) · Θ(m1/4 ) times.
We can continue this technique in a recursive manner. Assume that we
i
have Θ(m1/(2 ) ) distinct ith -level systems in the construction, each consisti
i
ing of Θ(m1−1/(2 ) ) nodes (which all have a balance of Θ(m1−1/(2 ) ) after
th
they have been used). We can then use an (i + 1) -level recharging system
to recharge all of these ith -level systems; since we now have
i

i

i

i+1

χ = Θ(m1/(2 ) ) · Θ(m1−1/(2 ) ) · Θ(m1−1/(2 ) ) = Θ(m(2

−1)/(2i )

),

this requires a next level system of
√

i+1

χ = Θ(m(2

−1)/(2i+1 )

i+1

) = Θ(m1−1/(2

)

)

nodes. In order to keep the nodes in this new level also in O(m), we only
i+1
add Θ(m1/(2 ) ) systems to the (i + 1)th -level.
Generally, these higher-level recharging systems fit into our construction
in the following way. Every time when first-level systems have all been used,
an extra branch is added to the construction, which uses one of the secondlevel systems to recharge the entire first level (and does not influence the
relay chain). Similarly, whenever we would need such a second-level branch
but all of them has been used, a third-level branch is added to recharge all
second-level systems, and the required second-level branch is only visited
after traversing this third-level branch.
Following this recursive pattern, we obtain a construction that allows
us to traverse the main relay chain Θ(m1/2 ) · Θ(m1/4 ) · Θ(m1/8 ) · ... times
altogether. If the number of levels goes to infinity as m increases, then
for any  > 0, there is an m large enough that the number of relay chain
traversals is at least Θ(m1− ). Since the relay chain consists of Θ(m) nodes,
this leads to a stabilization time of Θ(m2− ).
As a technical detail, we note that Θ(m1/2 ) · Θ(m1/4 ) · Θ(m1/8 ) · ... is
in fact only guaranteed to be at least Θ(m1− ) if the constant coefficient
in each factor is sufficiently large; otherwise, the product of these constants
could result in a dividing logarithmic factor. One can show that we can
choose these coefficients as 1, so this is indeed not a problem. However, this
is in fact unnecessary, as any such logarithmic factor could also be simply
removed later by a smaller choice of .
Now let us analyze the number of nodes in the graph. Note that since we
i
have Θ(m1/(2 ) ) recharging systems on the ith level, this technique allows us
to add Θ(log log m) levels until the number of systems on a level decreases
to a constant value.
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On each level, the systems contain Θ(m) nodes altogether, so the number
of nodes in recharging systems adds up to Θ(m log log m) over all levels. One
can easily show that the size of the graph is dominated by these nodes.
The number of branches controlling first-level systems is Θ(m1/2 · m1/4 ·
1/8
m · ...) = O(m), the number of branches controlling second-level systems
is only Θ(m1/4 · m1/8 · ...) = O(m1/2 ), and so on, the number of ith -level
i−1
branches is O(m1/2 ). Summing these up, the number of branches altogether is still O(m). Apart from recharging systems, each branch contains
constantly many nodes only (in the form of simple relays, and gates, and
the corresponding parts of the fork and join gadgets). This shows that the
number of nodes outside of the recharging system is only O(m) altogether,
thus the number of nodes in the entire graph is indeed Θ(m log log m).
n
This allows for a choice of m = Θ( log log
), leading to a stabilization
n
time of Ω



n2−
(log log n)2−



. Since this bound holds for any  > 0, we can

easily remove the logarithmic factors: a lower bound of Ω(n2− ) follows
from the same construction for any b
 < . Thus the construction shows that
the number of steps is Ω(n2− ).
Similarly to the non-recursive case, this lower bound holds in all of our
model variants, since propagations over the relay chain are still only possible
sequentially.
Theorem 2.17. For any  > 0, there exists a graph construction with
Ω(n2− ) stabilization time in all model variants.

Minority Processes in Weighted
Graphs

3

In the previous chapters, we have already seen multiple example applications
that can be modeled by a minority process, e.g. when devices select frequencies to minimize interference with their neighbors in a wireless network, or
when companies select a production strategy while trying to differentiate
from specific competitors in the market.
In these application areas, it is often a very reasonable approach to model
the network not only as a graph, but as weighted graph, since the nodes or
the edges often naturally exhibit some kind of weights that define their
importance in the minority setting. For example, when selecting products,
some competitors may be larger or more resourceful than others, and thus
it is more crucial for their neighbors to differentiate from these specific
nodes. In the frequency allocation setting, some nodes may handle much
more traffic than others, and thus it is more important to avoid interference
with such neighbors. Frequency allocation also provides a natural example
for edge weights, since the severity of interference can also depend on the
distance between neighboring devices, and thus it might be more imperative
for nodes to avoid interference with closer neighbors.
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This chapter studies minority processes in these weighted cases, when the
cost function of a node to minimize is not simply the number of its conflicts,
but the sum of these conflicts multiplied by the weight of the neighboring
node or by the weight of the connecting edge. In such a weighted setting,
the only straightforward upper bound on the number of steps is exponential.
Our main goal in this chapter is to provide an asymptotically matching
lower bound of 2Θ(n) , i.e. showing that there are weighted graphs where
stabilization can indeed last for an exponential number of steps.
Throughout the chapter, we are going to assume the proportional switching rule in our processes. This rule is indeed a more reasonable choice in the
weighted setting, where the difference of total weight between Ns (v) and
No (v) may be arbitrarily small, so the basic switching rule can often result
in only a negligibly small improvement. Note that proportional switching
is a stricter switching rule than basic switching, and thus our lower bounds
shown for the proportional case can also be carried over to basic switching.
Furthermore, in many application areas, the underlying graphs are sparse,
i.e. contain only O(n) edges, so it is also interesting to study if the behavior
is different when restricting ourselves to sparse graph instances.
The main contribution of the chapter is a weighted graph constructions
that proves an exponential lower bound on stabilization time in this setting.
Our lower bound holds for the proportional switching rule with any parameter λ ∈ (0, 1), for both node-weighted and edge-weighted graphs, for any
constant number of colors, and also if we restrict the process to the class of
sparse graphs.
The structure of the chapter is as follows. We first begin with a discussion of some basic observations and the tools we use in the constructions .
When then present a construction which shows the exponential lower bound
in the sequential adversarial model. Then with further improvements to the
construction, we extend the same bound to the sequential benevolent model,
thus showing that there are graphs where any possible ordering takes exponential time. Similarly to the unweighted case, the main idea of this
construction is to heavily restricts the set of selectable sequences, always
allowing only a few switchable nodes in the graph.
This will imply that even in the free benevolent model, the benevolent
player has no other option than to execute exactly the same steps as in the
sequential case, possibly some of them at the same time. On the other hand,
the construction will have specific nodes that alone switch 2Θ(n) times, and
thus even with some of the steps executed simultaneously, stabilization takes
2Θ(n) steps. The lower bound in the free benevolent model will then again
imply that the same bound holds in all other model variants.
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Basics and first observations

We begin with some basic observations and definitions that will prove useful
while discussing our lower bound constructions for the weighted case. Furthermore, while presenting our construction, we will assume node-weighted
graphs and only 2 available colors for simplicity; this section also discusses
how to generalize our bound to edge-weighted graphs or more than 2 colors.
We also point out that our model of weighted majority and minority
processes assumes no upper bounds on the weights that we can assign to
the nodes or edges of the graph. This plays an important role in the fact
that we can develop an exponentially long sequence of switches, even for the
proportional switching rule with λ values up to 1. Indeed, our constructions
will use exponentially large weights to achieve this lower bound.
Definitions and tools. We first develop some terminology that will help
us describe the behavior of the nodes in this chapter. We say that a node
v is dominated by a subset S ⊆ N (v) if WS ≥ 1+λ
· WN (v) , that is, if S
2
having the same color as v is already enough to make v switchable. If v
is dominated by a single-node subset {u}, then we say that v is a follower
node, and u is the dominant node of v; this implies that the preferred color
of v is always simply the opposite of u’s color.
Also, similarly to our unweighted case in Chapter 2, we will again often
use fixed node neighbors in our constructions. A fixed node is a node that
can never become switchable throughout the process. This can be achieved
in an even easier way in the weighted setting: we can add a black and a white
stabilizer node to the graph, and connect each fixed node to the stabilizer of
the opposite color. If we assign significantly larger weights to the stabilizer
nodes than to all other nodes in the graph (i.e., such that each fixed node
becomes a follower of its (opposite-colored) stabilizer node neighbor), then
we can create fixed nodes of any color and any desired weight that indeed
never switch throughout the process.
In our construction, each fixed node we add is only connected to one
specific node v, and its only purpose is to influence the behavior of v (making
it easier or harder to switch v to a specific color). We may add a separate
black and a separate white fixed node neighbor (of any desired weight) to
every node v in the graph. However, it makes no sense to add more than
two fixed neighbors to v: instead of adding two same-colored fixed neighbor
to v, we could simply combine the two into a single fixed neighbor with
the sum of the weights. Therefore, the use of fixed node neighbors adds at
most 2n + 2 extra nodes to the graph; this only changes the magnitude of n
by a constant factor, and thus it does not affect the exponential nature of
stabilization time.
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Node or edge weights. We consider minority processes on both nodeweighted and edge-weighted graphs. Note that edge weights have at least
as much (in fact, more) expressive power than node weights: assume that
we have a graph G with some node weights w(v), and consider the edgeweighted graph that consist of the same nodes and edges, and edge weights
are defined as w(u, v) := w(u) · w(v). A minority process in this derived
graph behaves the exact same way as in the original, node-weighted graph:
for any node v, each neighbor u ∈ N (v) stands for a Ww(u) portion of WN (v)
N (v)

in the node-weighted case, and u contributes exactly the same Ww(u)·w(v)
N (v) ·w(v)
portion in the derived edge-weighted graph.
This implies that for any node-weighted graph, we can create a corresponding edge-weighted graph with the same stabilization time, regardless
of the model. Therefore, when showing the lower bounds in this chapter, we
only consider node-weighted graph constructions. Our observations imply
that the same lower bound will then also hold for edge-weighted graphs.
Number of colors. Our constructions assume there are only two available
colors: black and white. However, similarly to the unweighted case, it is
simple to generalize the lower bound to any number of colors. The main
idea is to take the lower bound construction for 2 colors, and for each node
of the graph and for every additional color, add an extra neighbor with high
weight having this color. The process in the resulting graph will behave as if
the graph only consisted of the original nodes and the original two colors. A
detailed discussion of the technique is available in Chapter 6. The method
allows us to generalize the lower bound not only to any constant number of,
but also up to Θ(n) colors.
Matching upper bound. While the proof of the exponential lower bound
is quite involved, it is straightforward to show an exponential upper bound
on stabilization time in sequential models. To discuss this upper bound,
we briefly return to the case of edge-weighted graphs, as they are more
expressive. That is, since for each node-weighted graph there exists an edgeweighted graph with the same stabilization time, the upper bound with edge
weights immediately implies the same upper with node weights.
In an edge-weighted graph, for each state (i.e., coloring of the graph),
we can define a potential value as the sum of w(e) for all edges e in the
graph that are currently conflicting. In sequential models when only one
node switches in each step, this potential strictly decreases after every step,
since the goal of the nodes is exactly to reduce the potential in their neighborhood. This allows for a simple upper bound on stabilization time in
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sequential models: since each state has a fixed potential value and potential is monotonically decreasing throughout the process, each state can be
visited at most once. For the case of 2 colors, there are 2n distinct possible
states, which implies that stabilization time is upper bounded by 2n .
Alternative notation for proportional switching. We have already
discussed two different possible formulations of the proportional switching
condition: v is switchable if WNc (v) − WN¬c (v) ≥ λ · WN (v) , and v is switchable if WNc (v) ≥ 1+λ
·WN (v) . Note that the second notation already provides
2
a lot of intuition about proportional switching: it shows that if λ is close to
1, then Rule II intuitively means that in order to switch v twice, we also have
to switch almost every neighbor of v in the meantime to make v switchable
again for the second time.
We now introduce a third formulation of the proportional switching condition which is even more convenient for our analysis in this chapter: we will
say that v is switchable if WNc (v) ≥ Λ · WN¬c (v) , for some other constant
Λ. One can show that this is equivalent to our previous definitions with a
1+λ
choice of Λ := 1−λ
.
Our technique proves the lower bound for Rule II with any λ < 1. However, for ease of presentation, we are first going to describe our construction
for a specific example parameter of λ ≈ 32 . Note that λ = 23 corresponds
to 5 in the Λ-notation. Indeed, for a white node v, having at least 5 times
more white neighbors than black (in terms of total weight), having at least 56
white neighbors (in terms of total weight), or having a difference of 23 ·WN (v)
between the weights of white and black neighbors are all equivalent conditions.
Let us introduce the new notation ΛB := 5 for this base value we are
using. We need this extra notation because the construction we present is
actually not for Λ = 5, but in fact only for Λ = 5 −  with any  > 0,
hence proving the lower bound for Rule II with any Λ < 5 (or, using the
λ-notation, for any λ < 32 ). Note that we have specifically chosen λ > 12
for demonstration because some challenges in the construction are easier if
λ ≤ 12 .
Given the proof of the lower bound for Λ = 5 −  with any  > 0, we then
discuss how to generalize the same construction technique for any other odd
integer ΛB as a base value. This proves the lower bound for Λ = 7 − ,
Λ = 9 − , and so on, with any  > 0.
Note that limΛB →∞ λ = 1, that is, as ΛB goes to infinity, the λ value
corresponding to ΛB −  gets arbitrarily close to 1 (this follows from the fact
that λ can be expressed as Λ−1
, by the definition of Λ). Therefore, we can
Λ+1
obtain any λ < 1 value with an appropriate odd integer ΛB and appropriate
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 > 0, and since our construction can be generalized for ΛB −  with any
such ΛB and , this already establishes the lower bound for every λ ∈ (0, 1).
While it is not strictly required for our lower bound proof, we also discuss
the monotonicity of the lower bound: that is, for any λ0 and λ < λ0 values,
given a construction for λ0 , there is a straightforward way to convert it into
a construction for λ. Note that this monotonicity is trivial in the adversarial
model: since any node that is switchable for Rule II with λ0 is also switchable
for the rule with λ, the construction for λ0 is, without any change, also a
valid construction for λ, producing the same stabilization time. The case is,
however, not this simple for benevolent models, where a lower λ value may
allow a wider set of moves for the benevolent player, which might reduce
the stabilization time significantly.
Majority processes in the weighted case. Finally, let us point out
that the reason we are only studying minority processes in this chapter is
that majority processes have already been studied in this setting before: the
work of [57] shows an exponential stabilization time for weighted majority
processes both in the sequential adversarial and the concurrent synchronous
models (although their results only consider the basic switching rule).
On the other hand, in the sequential benevolent model, one can apply the
same reasoning used for the unweighted case in [39] to show that weighted
majority processes still stabilize in at most n steps, even in the weighted
case. Together with our results, this shows that if we consider weighted
graphs in the sequential benevolent model, then there is an exponential gap
in terms of stabilization time between majority and minority processes.

3.2

Construction for the Adversarial Case

We first present a construction to show the exponential lower bound in the
adversarial case.
Theorem 3.1. For Switching Rule II with any λ < 1, there exists a class
of (sparse) weighted graphs with 2Θ(n) stabilization time in the sequential
adversarial model.
While the theorem holds for any λ < 1, recall that we present the construction for a concrete value of λ ≈ 32 (that is, Λ = 5 −  for some small
 > 0).
Throughout the presentation of our construction, nodes that are shown
vertically higher in figures will always have larger weight than nodes that
are placed below. Based on this, we also refer to neighbors of nodes as upper
or lower neighbors. We will define the weight of each node in the graph as
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a function of the weights of the nodes below. As such, one can determine a
concrete set of node weights for the construction by following these rules in
a bottom-to-top fashion, with the lowermost weights chosen arbitrarily.
The base idea behind our construction is recursive, and as such, the
resulting graph consists of multiple levels. Given a construction that exhibits
a sequence which switches some specific nodes of the graph s times at least,
we show how to extend this graph with a constant number of new nodes
(a next level) to obtain another construction where, with the correct choice
of sequence, a specific new set of nodes switch 32 s times. With a repeated
application of this step, after adding ` levels, we obtain a set of nodes that
`
switch 23 · s times. Since each new level consists of only O(1) nodes, our
graph can contain linearly many levels, yielding a final construction with
2Θ(n) switches.
The key nodes of our graph are the base nodes, which appear in 6-tuples
with the same weight and same initial color. Each 6-tuple of base nodes has
6 common upper neighbors, known as the control nodes for these base nodes,
forming a complete bipartite graph. The two 6-tuples together comprise a
level of our construction (see Figure 3.2).
The 6 control nodes in a level also all have the same weight; let us denote
this weight by w(vc ). The main idea of the construction is to choose w(vc )
sufficiently large such that 5 of the 6 control nodes already dominate each
of the base nodes below. Assuming that a base node vb has further (lower)
neighbors of weight wL altogether, this requires 5 · w(vc ) ≥ Λ · (w(vc ) + wL )
to hold, which can be ensured by a choice of w(vc ) ≥ 5−
·wL for our current

Λ = 5 − . Thus we can select sufficiently large weights such that a base
node vb is indeed switchable whenever 5 out of 6 control nodes have the
same color as vb .
Note that from the initial state shown in Figure 3.2, we only need to
switch 4 of the 6 control nodes (from white to black) in order to force a
base node vb below to switch to white. In fact, we can specify a sequence
of 4-node subsets of the control nodes such that every time we switch the
next subset in the sequence, we once again have 5 control nodes with the
same color that vb currently has, and therefore vb can be switched again. A
possible such sequence is shown in Figure 3.3; we refer to this as the control
sequence. The sequence has a couple of convenient properties: each control
node is switched exactly 4 times throughout the sequence, and each control
node (and also vb ) returns to its initial color at the end of the sequence.
This is exactly the technique that allows us to increase the number of
switches by a factor of 23 within each level of the construction. If the upper
levels provide a way to switch each of the 6 control nodes in the current
level s times, then this allows us to execute the control sequence 4s times,
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Color of
control nodes

Figure 3.2: A 6-tuple of base
nodes (below) and control nodes
(above). The symbol × denotes
a complete bipartite connection.
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Color of vb
afterwards

Figure 3.3: A control sequence of 6
steps, each time switching a 4-node
subset of the control nodes (marked
by a dotted line). The resulting
switch of the base nodes is shown on
the right.

and each such execution switches the base nodes in the current level 6 times,
summing up to 64 s switches for each of the 6 base nodes.
It only remains to connect the different levels of our recursive construction. It comes as a natural first idea that the 6-tuple of base nodes in a level
could also directly take the role of the control nodes in the level below. The
first difficulty to overcome with this approach is the color of the nodes in
question: while all 6 base nodes of a level have the same color (say, initially
black), the control nodes initially have mixed color (5 white and 1 black) in
the control sequence. We can overcome this by duplicating the structure in
Figure 3.2 in the opposite initial color, and redefining a level as these two
bipartite graphs together. Since a level now consists of 12 base nodes, 6
white and 6 black initially, we can reorganize these nodes into two appropriate groups (5 white + 1 black, 5 black + 1 white) to act as the control
nodes of the next level (see Figure 3.4).
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Figure 3.4: Final structure of a
level, with two distinct 6-tuples of
base and control nodes.

38

Figure 3.5: When a conflict is
created at the top of the chain,
then switching the nodes one
by one propagates this conflict
down through the chain.

There is a further problem with using the base nodes directly as the
control nodes of the level below: our level design only provides a way to
switch a 6-tuple of base nodes together (that is, consecutively in any order).
However, in order to execute the control sequence, we need to be able to
switch specific subsets of the control nodes. For example, in the sequence
of Figure 3.3, the second node from the left has already switched twice
before the rightmost node ever switches. Thus, the fact that we can switch
both 6-tuples of base nodes s times does not yet imply that we can switch
specific 4-node subsets of them in the given order, as needed for the control
sequence.
To provide a way to switch the control nodes in any order of our choice,
we connect the levels of the construction with tools known as storage chains.
A storage chain is a path of 5 nodes, initially colored in an alternating
fashion. The weights of the nodes in the chain are chosen such that each
node is a follower node of its upper neighbor (this can be ensured by defining
node weights in a bottom-to-top fashion, always choosing sufficiently large
weight for the next node). The uppermost and lowermost nodes may have
other upper and lower neighbors outside of the chain, respectively.
Assume now that the topmost node in the chain is switched by some
external condition (i.e., its upper neighbors outside of the chain). This
introduces a conflict into the chain between the uppermost two nodes, as
shown in Figure 3.5. However, recall that by our definition of node weights,
the second node (from the top) is a follower of the uppermost node, and
therefore this conflict makes the second node switchable. Switching the second node (to black) resolves the original conflict, but creates a new conflict
between the second and third nodes instead (now making the third node
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(b)

Figure 3.6: When charging (a), we propagate each new conflict to the next
position (Figure 3.5 shows the first step of (a) in detail). When unloading
(b), we always propagate the lowermost stored conflict to the bottom.
switchable). Generally, whenever there is a conflicting pair of subsequent
nodes above an alternating-colored (part of the) chain, we are able to switch
the lower node, and thus move the conflict down to the next node pair in
the chain. We can use this method to move a conflict down to any point
in the chain, as shown in the figure; we refer to this process as propagating
down the conflict in the chain.
With this technique, we can accumulate and store conflicts in the chain
“for later use”. If the uppermost node is forced to switch 4 times, then we
can propagate down each of the emerging conflicts to a different position
(i.e., pair of nodes) in the chain, ending up with 4 conflicts in a completely
monochromatic chain. This process (see Figure 3.6a) is referred to as charging the chain. In another sequence of steps, we can then unload the chain
and propagate these conflicts one by one to the bottom of the chain, essentially using the stored conflicts to switch the lowermost node 4 times in a
timing of our own choice (see Figure 3.6b). When the sequence is finished,
each node in the chain once again has its original color.
We use such storage chains to connect subsequent levels of our construction, with the base nodes and control nodes being the uppermost and
lowermost nodes in the chains, respectively, as shown in Figure 3.7. This
way, every time after the 6-tuple of base nodes in the upper level switch
(together), we can execute the next step in charging each of the storage
chains. After each of the base nodes switch 4 times, each of the storage
chains are charged. Then, by unloading each chain in 4 steps in the order
of our choice, we can switch each of the control nodes below 4 times, in
any preferred order; this enables us to execute the control sequence on the
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upper level

lower level

Figure 3.7: Two levels of the construction, connected by storage chains
(edges within a level are shown in dashed). For simpler illustration, the two
sides of the lower level are horizontally swapped.
lower level. Thus, if the upper-level base nodes are switched 4 times, we can
indeed switch the lower-level base nodes 6 times.
For a high-level overview of the process, the execution of the adversarial
sequence on a given level L could be summarized by the following recursive
pseudocode:
Function ProcessLevel(L)
For each of the 6 steps of the control sequence:
On both sides, switch the next subset of 4 control nodes
Switch all 6 + 6 base nodes
Propagate down the conflict in each chain as far as possible
If the chains below are fully charged:
Call ProcessLevel(L + 1) (execution continues on level below)
Return (execution continues on level above)
Even with the storage chain connections, the addition of each new level
increases the number of nodes only by a constant value. This implies that
a graph on n nodes can contain Θ(n) levels, and thus each node in the
lowermost level indeed switches 2Θ(n) times.
There is one more detail to discuss: for convenience, we assumed that
the number of switches s in an upper level is always divisible by 4. However, s switches in each control node in fact allows for only b 4s c complete
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executions of the control sequence, and hence b 4s c · 6 switches for the base
nodes. Nonetheless, this still implies exponential increase for s large enough
(for example, b 4s c · 6 ≥ 65 s holds if s ≥ 20). Thus to overcome this problem,
we ensure that the control nodes in the uppermost level already switch 20
times; this is achieved by adding an initially charged storage chain of 21
nodes above each uppermost control node. Unloading the chains allows us
to switch these top-level control nodes 20 times in the preferred order, and
thus the exponential increase of switches is guaranteed.
This proves our lower bound in model in the sequential adversarial model
for the case of Rule II with Λ = 5− for any  > 0. However, the construction
is straightforward to generalize to any other odd integer ΛB : for most of the
analysis, one only needs to replace the value 4 by (ΛB − 1) and the value 6
by (ΛB + 1). This provides a construction with (ΛB + 1)-tuples of control
ΛB +1
and base nodes, and a Λ
factor of increase in switches for every new
B −1
level. The control sequence can also be generalized for other ΛB values in
a very similar fashion: essentially, we can apply the same technique if we
start with a set of ΛB + 1 nodes, such that initially, the first ΛB − 1 nodes
are white, the next one is black, and the final one is also white.

3.3

Benevolent Case

It is significantly more difficult to show an exponential lower bound for
benevolent models, since such a construction needs to guarantee that every
possible sequence lasts for an exponential number of steps. We again overcome this problem by heavily restricting the set of selectable sequences in
the graph. Specifically, we start from the construction of Section 3.2, and we
add a set of extra nodes which ensure that the previously defined sequence
is the only one that the benevolent player can choose. In this section, we
outline the main ideas of this benevolent construction, with the technical
details discussed in Chapter 6.
Theorem 3.8. For Switching Rule II with any λ < 1, there exists a class of
(sparse) weighted graphs that have 2Θ(n) stabilization time in the sequential
benevolent and free benevolent models.
We basically use two gadgets to ensure that the player, when selecting
the sequence, has to follow the procedure described in the pseudocode above.
On the one hand, we show how to build logical and gates and or gates, in
order to check that a given step of the procedure is reached, and use these
gates to allow the player to proceed to the next step of the procedure (these
gates will be slightly different from our gates in the unweighted case). On
the other hand, we devise a state chain in order to keep track of the current
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phase of the procedure, which can then be used as a condition in the logical
gates that control the execution of the procedure.
Using these gadgets, we can ensure that the benevolent player has no
other option than to switch the control nodes, base nodes and storage chain
nodes exactly in the order described by the recursive procedure. We add
a separate set of these gadgets to each level of the construction of Section
3.2. However, recall that in our recursive procedure, each level of the graph
executes the same sequence of steps multiple times (the lower levels exponentially many times); hence the design of these gadgets must also ensure
that each gadget can execute the same task repeatedly. We achieve this by
introducing a method to repeatedly “reset” the gadgets to their initial state.
For the purpose of resetting these gadgets, we introduce another tool,
the third main ingredient of our benevolent construction, known as a pacer
system. The main idea of the resetting technique is to connect each gadget
(i.e. each logical gate and state chain) to so-called pacer nodes higher in
the graph, and to ensure that each such pacer node switches at least twice
between two consecutive times of using the gadget. Our logical gates and
state chain gadgets are both designed in such a way that they are “resettable”, i.e. when this connected pacer node switches twice, then the gadget
is reset to its default state (i.e. each node changes back to its initial color).
Intuitively, such a pacer node essentially “recharges” the gadget with
conflicts: since the weighted sum of conflicts in the graph monotonically
decreases, the gadget can only return to the same (initial) state repeatedly
if it “acquires” new conflicts from some other part of the graph. This is
achieved through the connection to the pacer node, which is in a higher
level of the graph (with larger weights), and thus has significantly more
conflicts to “push down” into the gadget as a byproduct of its switching.
The simplest way to add pacer nodes to our construction is to place a
pair of them between a set of control and base nodes, as shown in Figure 3.9.
In this modified level version, the steps of the control sequence do not switch
the base nodes directly. Instead, this happens indirectly: after 5 of the 6
control nodes are black, first the upper pacer node, and then the lower pacer
node switches, followed by the base nodes in the end. Thus, the addition
of pacer nodes leaves the general behavior of the level unchanged: the base
nodes will still switch eventually after each step of the control sequence.
However, in this new level construction, the newly added pacer nodes will
also both switch in each of these steps, and we can use these switches to
reset any attached gadgets that are currently in a “used” state.
The actual pacer systems used in our construction are more sophisticated
constructions based on this idea. They consist of multiple pacer nodes in
order to be able to recharge gadgets of both colors, and they are also re-
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sponsible for checking that the recharging process has indeed been executed
on the connected gadgets.
Given the technique to reset gadgets, we now briefly outline the design
of our logical gates and state chains, and summarize how they are used
in the construction. For a convenient description of these gadgets, we first
introduce two special kinds of node concepts. Essentially, these are methods
to carefully select the weight of some specific neighbors of nodes such that
they fulfill the following roles:

•

•

Observer node: Assume we have a set of nodes U0 . We can add a new
common neighbor vo to these nodes such that (i) vo exhibits a specific
behavior depending on the color of nodes in U0 , but (ii) the weight of
vo is so small that the behavior of U0 is unaffected by the addition of
vo .
Enabler node: Assume we have a node u1 that is dominated by another
node ud . We can add a new neighbor ve to u1 with a carefully chosen
weight w(ve ) such that (i) u1 is no longer dominated by the single
node ud , but (ii) it is still dominated by the subset {ud , ve }.

Using these techniques, we can build an and gate which only enables
the switching of a specific output node u1 if all nodes in a specific input set
U0 are colored with a given color. This gadget connects to each of the input
nodes in U0 through a common observer node, and connects to the output u1
through an enabler node. Besides the observer and enabler node, the gadget
only requires an extra relay node (and an appropriate choice of weights) to
connect the observer and the enabler, and an extra upper neighbor for each
node in order to connect the gadget to a pacer system which resets the
gadget after use. A brief illustration of the gadget is available in Figure
3.10. In a very similar fashion, we can also create and gates for inputs of
the other color, or gates, or even multi-layer gates that allow us to combine
different conditions.
The other key gadget of the benevolent construction is the state chain.
For each level of the construction, we add a separate state chain in order
to indicate the current state (i.e. point in the execution) of the recursive
procedure on this level. Essentially, a state chain is a vertical chain of
nodes, where every node in the chain is dominated by its upper neighbor,
similarly to a storage chain. However, while storage chains are used to
accumulate conflicts, a state chain will, on the other hand, always contain
exactly one conflict, which we propagate down step by step. The different
possible positions of the conflict can then correspond to different states of
the procedure, and at any given point in time, our current state in the
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Figure 3.9: Adding a
pair of pacers between a
layer of control nodes and
base nodes.

observer

enabler

enabled
node

observed
nodes

pacers

Figure 3.10: Logical (e.g. and) gate.

procedure is determined by the current position of the conflict in the chain
(as illustrated in Figure 3.11).
We add one such state chain to each level of our benevolent construction. The node pairs in the chain that express a state are included in the
conditions of the logical gates that control the execution of the recursive
procedure on the level, thus ensuring that the specific steps of the procedure are only available to the benevolent player at the desired points in the
process. Furthermore, the nodes in the state chain are also connected to
enabler nodes, and thus proceeding to the next state is always based on a
given condition. With this, the benevolent player has no other option than
to simultaneously proceed through the steps of the recursive process and
the states of the state chain, in the appropriate order.
With a couple of auxiliary nodes at the top of the chain, we can also
connect the state chain to a pacer system, allowing us to reset the chain and
jump back to the first state whenever the last state of the chain is reached;
however, this resetting operation is somewhat more involved technically.
Let us now briefly summarize the states and conditions we need to encode
with these gadgets in order to ensure that the player has to follow the
recursive sequence. The main idea is to use the logical gates to control the
flow of execution within a given level: through the enabler nodes of the gates,
we ensure that the switching of the next 2 × 4 control nodes (i.e., the next
step of the control sequence) is only enabled after the previous switching
of the base nodes is finished. In practice, this means that after the base
nodes have switched, when the newly added conflicts are propagated down
far enough in each of the 2 × 6 storage chains below, the gates enable the
further down-propagation of the appropriate 2 × 4 conflicts in the storage
chains above, which will in turn make the next subset of 2 × 4 control nodes
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first
state
second
state
third
state
fourth
state

Figure 3.11: Simplified illustration of a state chain on 4 states. The
position of the conflict in the chain shows our current state of the procedure.
When propagating the conflict down by one step, the chain proceeds to the
next state.
switchable. That is, the input (observer) nodes of these logical gates are
connected to specific nodes of the storage chains below the level, while their
output (enabler) nodes are connected to nodes of the storage chains above
the level.
However, recall that charging the storage chains below takes 4 steps,
while executing the control sequence above consist of 6 steps, so the two
processes do not remain in synchrony. Thus in different phases of the procedure, the same set of storage chain nodes below have to enable different
subsets of the control nodes above. Because of this, we encode these different phases of the procedure as states in the state chain, and the appropriate
state of the state chain is then also included in the condition of the logical
gate that enables the next set of control nodes. When a cycle is finished
(i.e. when the number of executed steps is the least common multiple of 4
and 6, so the two processes return to their default state at the same time),
then the state chain is reset, and iteration starts again from the first state
of the chain.
Furthermore, recall that throughout the recursion, execution repeatedly
leaves the current level and continues on the level above (or below) for a
while; as such, the state chain of each level also has specific states which
indicate that the execution is currently on a level above (or below).
Altogether, these benevolent-case modifications only add constantly many
gadgets of constant size to each level of the construction. Therefore, the
modified construction still has only O(1) nodes in each level, allowing for
Θ(n) levels and thus 2Θ(n) stabilization time. This establishes our lower
bound for the sequential benevolent model. Furthermore, since the construction only has a few (at most constantly many) switchable nodes at every
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point in time, it allows for only very limited concurrency for the benevolent
player even in the free benevolent model. Specifically, since the lowermost
nodes in the construction switch 2Θ(n) times, the number of steps is still
exponential in the free benevolent model. This once again implies the same
lower bound for all of our model variants.
Also, note that even with the gadgets added in the benevolent case, each
node of the graph still has a constant degree, and thus our bound remains
valid for sparse graphs.

Proportional Switching in
Unweighted Graphs

4

We continue by studying the stabilization time of the processes in unweighted graphs, but this time under the proportional switching rule. For
this chapter, we only focus on stabilization time in the sequential adversarial
model. On the other hand, this will allow us to provide bounds that hold for
both majority and minority processes. Recall that we have already seen that
the behavior of the two processes is much more similar in the adversarial
model.
The reason we can analyze proportional majority and minority processes
together is that both can be viewed as a special case of a more general process of propagating conflicts through a network, where the cost of relaying
conflicts through a node is proportional to the degree of the node. This more
general process could also be used to model the propagation of information,
energy, or some other entity through a network. This suggests that our
results might also be useful for gaining insights into different processes in a
wide range of other application areas, e.g. the behavior of neural networks.
In the chapter, we provide a tight characterization of the maximal possible stabilization time of proportional majority and minority processes. We
show that for maximal stabilization, a critical parameter is the portion ϕ
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of the neighborhood that nodes use as “outputs”, i.e. neighbors they propagate conflicts to. Based on this parameter, we prove that the stabilization
time of proportional processes follows a transition between quadratic and
linear time, described by the non-elementary function
f (λ) :=

max

ϕ∈(0, 1−λ
]
2

log
log

1−ϕ
λ+ϕ
1−ϕ
ϕ


.

(4.1)

More specifically, for any  > 0, we show that (i) on one hand, O(n1+f (λ)+ )
is an upper bound on the number of steps of any majority/minority process,
and (ii) on the other hand, there indeed exists a graph construction for a
wide range of λ values where the processes last for Ω(n1+f (λ)− ) steps.
We point out that these bounds are our most sophisticated results from
a technical point of view; as such, various details of the proofs are discussed
separately in Chapter 6.

4.1
4.1.1

Background
Terminology in directed graphs

While our processes are always defined on undirected graphs, we also use
simple directed graphs in our proofs. A directed graph is called a DAG
if it contains no directed cycles. A dipartitioning of a DAG is a disjoint
partitioning (V1 , V2 ) of V such that each source node is in V1 , and all the
edges between V1 and V2 go from V1 to V2 . We refer to the set of edges from
V1 to V2 as a dicut.
Given an undirected graph G with edge set E, we also define the directed
b = {(u, v), (v, u) | (u, v) ∈ E}, i.e. the set of directed edges
edge set of G as E
obtained by taking each edge with both possible orientations.

4.1.2

Edge cases of λ = 0 and λ = 1

In order to understand how the stabilization time of the processes follows a
transition between quadratic and linear time, let us first briefly analyze the
two edge cases of proportional switching, i.e. with λ = 0 and λ = 1.
For very small λ values approaching 0, the proportional switching rule
becomes identical to the basic switching rule in the limit. Recall that the
worst-case stabilization time of the processes is known to be quadratic in
this case: a naive O(n2 ) upper bound is straightforward, and a lower bound
e (n2 ) was already shown before (see Chapter 2 for minority and [39] for
of Θ
majority).
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Let us now consider the other edge case of proportional switching with
λ = 1; it is also not hard to show that the worst-case stabilization time is
Θ(n) in this case. For a linear lower bound, one can consider a component
of only two adjacent nodes that initially have the opposite (same) color in a
majority process (minority process, respectively). Even with λ = 1, we can
switch one of these two nodes. Taking n2 independent copies of this graph
provides an example with a sequence of Ω(n) switches.
For a linear upper bound with λ = 1, note that if v switches in a majority process, then this means that all of its neighbors must have had the
opposite color to make v switchable; hence after the switching, v and its
entire neighborhood has the same color. With λ = 1, this implies that both
v and its neighbors are locked in this coloring forever: v cannot switch because it has no opposite-colored neighbors at all, and its neighbors cannot
switch either because they have at least one neighbor with the same color.
This implies that every node can switch at most once during the process,
providing an O(n) upper bound on stabilization time. We can apply an
identical reasoning for the case of minority processes.

4.1.3

On the f (λ) function

While the processes have a symmetric definition on each edge by default,
it turns out that in order to maximize stabilization time, each edge has to
be used in an asymmetric way. Recall from Chapter 1 that we say that v
creates a specific conflict (or removes a conflict) if the corresponding edge
becomes a conflicting edge (or ceases to be a conflicting edge, respectively)
when node v switches.
It turns out that the most important parameter at each node v will be
the ratio of neighbors v uses as “inputs” and as “outputs”. That is, the
optimal behavior for each node v is to select ϕ · deg(v) of its neighbors as
outputs (for some parameter ϕ ∈ (0, 1)), and create all new conflicts on
the edges leading to these output nodes, and similarly, mark the remaining
(1−ϕ)·deg(v) neighbors as inputs, and only remove conflicts from the edges
coming from these input nodes.
Note that
II, whenever a node switches, it can create at most
 with Rule
1−λ
1 − 1+λ
·
deg(v)
=
· deg(v) new conflicts, so it is reasonable to assume
2
2

ϕ ∈ 0, 1−λ
.
2
Our results will show that if all nodes select ϕ as their output rate, then
the maximal achievable stabilization time is a function of
log
log

1−ϕ
λ+ϕ
1−ϕ
ϕ


.

(4.2)
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Figure 4.1: Plot of f (λ) and ϕ∗ (λ) for λ ∈ (0, 1)
As such, the largest stabilization time can be achieved by maximizing
this expression by selecting the optimal ϕ value, as shown in the definition
of f in Equation 4.1. We denote the optimal value of ϕ (i.e., the argmax of
Equation 4.2) by ϕ∗ . The function f has no straightforward closed form, as
such a form would require solving


(λ + 1) · ϕ · log

1−ϕ
ϕ




= (λ + ϕ) log

1−ϕ
λ+ϕ


,

for ϕ, with λ as a parameter. A more detailed discussion of f is available
in Chapter 6.
Figure 4.1 shows the values of f and ϕ∗ as a function of λ. The figure
shows that both f (λ) and ϕ∗ (λ) are continuous, monotonically decreasing
and convex.
It is visible that limλ→0 f (λ) = 1 and limλ→1 f (λ) = 0, which is indeed in
line with our previous observations; f (λ) describes the continuous transition
between these two extremes.

4.2

General intuition behind the proofs

Note that initially, each node v can have at most deg(v) conflicts on its
incident edges, and each time when v switches, it wastes λ · deg(v) conflicts.
Therefore, if each node were to use its own initial conflicts only, then each
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node could switch at most λ1 times, and stabilization time could never go
above O(n).
Instead, the idea is to take the high number of conflicts initially available
at high-degree nodes, and use these conflicts to switch the less wasteful lowdegree nodes many times. Specifically, we could have a set of Θ(n)-degree
nodes that initially have Ω(n2 ) conflicts altogether on their incident edges,
and somehow relay these conflicts to another set of O(1)-degree nodes, which
only waste O(1) conflicts at each switching. However, due to the large
difference both in degree and in the number of switches, it is not possible to
connect these two sets directly; instead, we need to do this through a range
of intermediate levels, which exhibit decreasing degree and increasingly more
switches. In order to maximize stabilization time, our main task is to move
conflicts through these levels as efficiently (i.e., wasting as few conflicts in
the process) as possible.
The formula of f (λ) describes the efficiency of this process. The rate of
inputs to outputs 1−ϕ
determines the factor by which the degree decreases
ϕ
at every new level. If ϕ is chosen small, then 1−ϕ
is high, so we only have a
ϕ
few levels until we reach constant degree, and hence the number of switches
is increased only a few times. On the other hand, the increase in the number
1−ϕ
of switches per level is expressed by λ+ϕ
, which is a decreasing function of
ϕ. If ϕ is too large, then although we execute this increase more times, each
of these increases is significantly smaller.
With a degree decrease rate of 1−ϕ
, we can altogether have about
ϕ
log 1−ϕ (n) levels until the degree decreases from Θ(n) to Θ(1). If we increase
ϕ

the number of switches by a factor of
nodes will exhibit



1−ϕ
λ+ϕ

1−ϕ
λ+ϕ

1−ϕ
λ+ϕ
1−ϕ
log
ϕ

log

log 1−ϕ (n)
ϕ

each time, then the O(1)-degree

=n

(


) ≤ nf (λ)

(4.3)

e (n) nodes in the
switches, with an equation only if ϕ = ϕ∗ (λ). Having Θ
last level, this sums up to about n1+f (λ) switches altogether.
4.2.1

Conflict propagation systems

The upper bound on stabilization time is easiest to present in a general form
that only focuses on this flow of conflicts in the graph. We define a simpler
representation of the processes which only keeps a few necessary concepts
to describe the flow of conflicts, and ignores e.g. the color of nodes or the
timing of the switches at each node. In fact, we only require the number
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of times s(v) each v ∈ V switches, and the number c(u, v) of conflicts that
b
were created by node u and then removed by node v, for each (u, v) ∈ E.
b → N, let us introduce the notation
For simplicity,
given
a
function
c
:
E
P
P
cin (v) := u∈N (v) c(u, v) and cout (v) := u∈N (v) c(v, u).
Definition 4.2 (Conflict Propagation System, CPS). Given an undirected graph G, a conflict propagation system is an assignment s : V → N
b → N such that
and c : E
1. for each v ∈ V , we have cin (v) + deg(v) ≥ λ · deg(v) · s(v) + cout (v),
2. for each v ∈ V , we have cout (v) ≤

1−λ
2

· deg(v) · s(v), and

b we have c(u, v) ≤ s(u).
3. for each (u, v) ∈ E,
With the choice of s(v) and c(u, v) described above, any proportional
majority or minority process will indeed satisfy these properties, and thus
provide a CPS. Hence if P
we upper bound the stabilization time (i.e. the
total number of switches
s(v)) of any CPS, this establishes the same
v∈V
bound on the stabilization time of any majority/minority process.
Condition 1 is the most complex of the three; it expresses the amount of
“input conflicts” cin (v) required to switch v an s(v) times altogether. Every
time after v switches, it has at most 1−λ
· deg(v) conflicts on the incident
2
edges, so it needs to acquire λ · deg(v) new conflicts to reach the threshold
· deg(v) and be switchable again; this results in the λ · deg(v) · s(v)
of 1+λ
2
term. Moreover, if in the meantime, the neighboring nodes remove some
of the conflicts from the incident edges (expressed by cout (v)), then this
also has to be compensated for by extra input conflicts. Finally, the extra
deg(v) term comes from the at most deg(v) conflicts that are already on
the incident edges in the initial coloring. For a detailed discussion of this
condition, see Chapter 6.
Condition 2 also holds, since each time when v switches, it creates at
most 1−λ
· deg(v) conflicts on the incident edges. Each time u switches, it
2
can only create one conflict on a specific edge, so condition 3 also follows.
Hence any majority/minority process indeed provides a CPS.
Finally, we need a technical step to get rid of the extra deg(v) term in
condition 1. Note that this term becomes asymptotically irrelevant as s(v)
grows; hence, our approach is to handle fewer-switching nodes separately,
and require condition 1 only for nodes with large s(v). More formally, we
select a constant s0 , and we refer to nodes v with s(v) < s0 as base nodes. We
then consider Relaxed CPSs, where, given this extra parameter s0 , condition
1 is replaced by:
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1R. for each v ∈ V with s(v) ≥ s0 , we have cin (v) ≥ λ·deg(v)·s(v)+cout (v).
This relaxation comes at the cost of an extra  additive term in the exponent
of our upper bound.

4.3

Upper bound proof

We now outline the proof of the upper bound on the number of switches. A
more detailed discussion of this proof is available in Chapter 6.

4.3.1

Properties of an optimal construction

We start by noting that since moving a conflict through a node is wasteful,
it is suboptimal to have two neighboring nodes that both transfer a conflict
to each other, or more generally, to move a conflict along any directed
cycle. Therefore, in a CPS with maximal stabilization time, the conflicts
are essentially moved along the edges of a DAG. To formalize this, given a
b is a real edge if c(u, v) > 0.
CPS, let us say that a directed edge (u, v) ∈ E
Lemma 4.3. There exists a CPS with maximal stabilization time where the
real edges form a DAG.
Proof. Among the CPSs on n nodes
P with maximal stabilization time, let us
take the CPS P where the sum
e∈E
b c(e) is minimal. Assume that there
is a directed cycle along the real edges of this CPS, and let c(e0 ) denote the
minimal value of function c along this cycle.
Now consider the CPS P 0 where the value of c on each edge of this
directed cycle is decreased by c(e0 ). Since in each affected node, the inputs
and outputs have been decreased by the same value, P 0 still satisfies all
three conditions, and thus it is also a valid CPS. Moreover, P 0 has the same
amount of total switches as P . However, since c(e0 ) > 0, the sum of c(e)
values in P 0 is less than in P , which contradicts the minimality of P .
Hence for the upper bound proof, we can assume that the real edges
of the CPS form a DAG. In the rest of the section, we focus on this DAG
composed of the real edges of the CPS. We first show that for convenience,
we can also assume that each base node is a source in this DAG.
Lemma 4.4. There exists a CPS with maximal stabilization time where
each base node is a source node of the DAG.
Proof. Note that by removing an input edge (u, v) of a base node v (that is,
setting c(u, v) to 0), the remaining CPS is still valid, since node v does not
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have to satisfy condition 1R, and in node u, only the sum of outputs was
decreased. Therefore, we can remove all the input edges of each base node,
and hence base nodes will all become source nodes of the DAG.
Lemma 4.5. For each directed edge (u, v) in the DAG where u is a source
node, c(u, v) = O(1). More specifically, c(u, v) ≤ s0 .
Proof. If u is a base node, then s(u) ≤ s0 , so c(u, v) ≤ s0 due to condition
3. Otherwise, condition 1R must hold, and since u has no input nodes, we
get 0 ≥ cout (u) + λ · deg(u) · s(u), hence cout (u) = 0, so c(u, v) = 0 for every
v. Thus c(u, v) ≤ s0 .

4.3.2

Edge potential

As a main ingredient of the proof, we define a way to measure how close we
are to propagating conflicts optimally.

b the potential of e is
Definition 4.6 (Potential). Given a real edge e ∈ E,
defined as P (e) = c(e)1/f (λ) .
For simplicity of notation, we also use P to denote the function x → x1/f (λ)
on real numbers instead of edges.
Intuitively speaking, the potential function describes the cost of sending
a specific number of conflicts through a single edge, in terms of the number of
initial conflicts used up for this. Note that since f (λ) < 1, the function P is
always convex. This shows that sending a high number of conflicts through a
single edge is more costly than sending the same amount of conflicts through
multiple edges.
As the following lemma shows, the potential is defined in such a way
that the total potential can never increase when passing through a node in
the DAG; the best that a node can do is to preserve the input potential if
it relays conflicts optimally.
Lemma 4.7. For any non-source node v of the DAG, with input edges from
Nin (v) and output edges to Nout (v), we have

X
u∈Nin (v)

P (u, v) ≥

X

P (v, u).

u∈Nout (v)

Proof. If v is not a source, then by Lemma 4.4 it is not a base node, and
thus has to satisfy condition
1R. In our DAG, cin and cout correspond to
P
P

c(u, v) and
c(v, u), respectively. Assume that we fix
u∈Nin (v)
u∈Nout (v)
the value of cin and cout . Since the potential function P is convex, the
incoming potential (left side) is minimized if cin is split as equally among
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the input neighbors as possible. On the other hand, the outgoing potential
(right side) is maximized if cout is split as unequally among outputs as
possible, so all output edges present in the DAG have the maximal possible
number of switches, meaning c(v, u) = s(v) for every u ∈ Nout (v).
Assume that a fraction ϕ of v’s incident edges are outgoing, i.e. |Nout (v)| =
ϕ · deg(v) and |Nin (v)| = (1 − ϕ) · deg(v). By condition 1R, we have
cin ≥ λ · deg(v) · s(v) + cout ; with cout = ϕ · deg(v) · s(v), this gives
cin ≥ (λ + ϕ) · deg(v) · s(v). If split evenly among the (1 − ϕ) · deg(v)
inputs, this means
(λ + ϕ) · deg(v) · s(v)
cin
≥
=
|Nin (v)|
(1 − ϕ) · deg(v)



λ+ϕ
1−ϕ


· s(v)

switches for each input node. The inequality on the potential then comes
down to



X

P (u, v) ≥ (1 − ϕ) · deg(v) ·

u∈Nin (v)

1/f (λ)

λ+ϕ
· s(v)
1−ϕ

X

≥ ϕ · deg(v) · s(v)1/f (λ) ≥

≥

P (v, u).

u∈Nout (v)

To show that the inequality in the middle holds, we only require



λ+ϕ
1−ϕ

1/f (λ)
≥

ϕ
,
1−ϕ

or, put otherwise,
1
log
f (λ)
Since

ϕ
1−ϕ



λ+ϕ
1−ϕ




≥ log

ϕ
1−ϕ


.

< 1 (thus its logarithm is negative), we get
log
log

λ+ϕ
1−ϕ
ϕ
1−ϕ


 =

log
log

1−ϕ
λ+ϕ
1−ϕ
ϕ


 ≤ f (λ).

This holds by the definition of f (λ). Note that this also shows that equality
can only be achieved if the output rate ϕ is indeed chosen as the argmax
value ϕ∗ (λ).
Lemma 4.7 provides the key insight to the main idea of our proof: if
we process the nodes of a DAG according to a topological ordering, always
maintaining a dicut of outgoing edges from the already processed part of
the DAG, then this potential cannot ever increase when adding a new node.
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Lemma 4.8. Given a dicut S of a dipartitioning in the DAG, we have

X

P (e) = O(n2 ).

e∈S

Proof sketch. Each dipartitioning can be obtained by starting from the trivial dipartitioning where V1 only contains the source nodes of the DAG, and
then iteratively adding nodes one by one to this initial V1 . The number
of outgoing edges from this initial V1 (the set of source nodes) is upper
bounded by |E| = O(n2 ). According to Lemma 4.5, the number of switches
(and hence the potential) on each edge of the dicut is at most constant, so
the sum of potential in this initial dicut is also O(n2 ).
Now consider the process of iteratively adding nodes to this initial V1
to obtain a specific dipartitioning. Whenever we add a new node v to
V1 , the incoming edges of v are removed from the dicut, and the outgoing
edges of v are added to the dicut. According to Lemma 4.7, the potential
on the outgoing edges of v is at most as much as the potential on the
incoming edges, so the sum of potential can not increase in any of these
steps. Therefore, when arriving at the final V1 , the sum of potential on the
cut edges is still at most O(n2 ).

4.3.3

Upper bounding switches

Finally, we present our main lemma that uses the previous upper bound on
potential in order to upper bound the number of switches in the CPS.
Lemma 4.9. Given a CPS and an integer a ∈ {1, ..., n}, let P
A = {v ∈
V | a ≤ deg(v) < 2a }. For the total number of switches s(A) = v∈A s(v),
we have

s(A) = O n1+f (λ) · a−f (λ) .
Proof sketch. If the input edges of the nodes in A would form the dicut of
a dipartitioning, then we could directly use Lemma 4.8 to upper bound the
number of switches in A through the potential of the input edges. However,
the nodes of A might be scattered arbitrarily in the DAG, and if there is
a directed path from one node in A to another, then the “same” potential
might be used to switch more than one node in A. Thus we cannot apply
Lemma 4.8 directly. Instead, our proof consists of two parts.
1. First, we define so-called responsibilities for the nodes in A. Given
a node v0 ∈ A, the idea is to devise two different functions: (i) a function
∆c(e), defined on each edge e which is contained in any directed path starting from v0 , and (ii) a function ∆s(v), which is defined on any node v that
is reachable from v0 on a directed path. Intuitively, we will consider the
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conflicts ∆c(e) and the switches ∆s(v) to be those that are indirectly “the
effects of the switches of v0 ”.
More specifically, ∆c and ∆s are chosen such that if they are removed
(subtracted from the CPS), then v0 has no output edges in the DAG anymore, and the resulting assignment s0 (v) = s(v) − ∆s(v) and c0 (e) =
c(e) − ∆c(e) still remains a valid CPS. Hence the subtraction results in
a CPS where v0 has no directed path to other nodes in A anymore. This
shows that we can keep on executing this step for each v0 ∈ A until no two
nodes in A are connected by a directed path, at which point we can apply
Lemma 4.8 to the resulting graph.
Whenever we process
Psuch a node v0 ∈ A, we define the responsibility of
v0 as R(v0 ) := s(v0 ) +
∆s(v), where the sum is understood over all the
nodes v ∈ A that are reachable from v0 . The main idea is that we “reassign”
these switches to v0 from other nodes in A. ThisPmethod is essentially
a
P
redistribution of switches in the CPS, so we have
s(v)
=
R(v)
v∈A
v∈A
altogether.
Furthermore, our definition of ∆s(v) will ensure that R(v0 ) = O(1)·s(v0 ).
Intuitively, this can be explained as follows. Recall that with Rule II, the
ratio of output to input conflicts is always upper bounded by a constant
factor (below 1) at every node, since switching always wastes a specific
proportion of conflicts. Hence, over any path starting from v0 , the number
of outputs that can be attributed to v0 forms a geometric series. As the
ratio of the geometric series is below 1, the total amount of conflicts caused
by v0 this way is still within the magnitude of the input conflicts of v0 . Since
we also know that each node in A has a similar degree (and thus requires a
similar number of input conflicts for one switching), the amount of switches
attributed to v0 in A can only be a constant factor larger than the number
of times v0 can be switched by its own inputs.
2. For the second part of the proof, we show the claim in this modified
CPS with no directed path between nodes in A. This implies that there
exists a dipartitioning where the nodes of A are in V2 , but all their input
nodes are in V1 . This means that all the input edges of each node in A are
included in the dicut S of the partitioning.
Consider a node v ∈ A. Due to condition 1R, v has at least λ·deg(v)·s(v)
input conflicts. Even if these are distributed equally on all incident edges
of v (this is the case that amounts to the lowest total potential, since P is
convex), this requires a total input potential of
deg(v) · P (λ · s(v)) = deg(v) · s(v)1/f (λ) · λ1/f (λ)
at least. Recall that Lemma 4.8 shows that the total potential on
P all edges
in S is O(n2 ). Our task is hence to find an upper bound on
s(v),
v∈A
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subject to

X

deg(v) · s(v)1/f (λ) · λ1/f (λ) = O(n2 ).

v∈A

Since the last factor on the left side is a constant, we can simply remove it
and include it in the O(n2 ) term. Furthermore, the degree of each node in
A is at least a, so by lower bounding each degree by a, we get

X

s(v)1/f (λ) = O(n2 ) ·

v∈A

1
.
a

P

Given this upper bound on
P (s(v)), since the function P is convex,
v∈A
P
the sum of switches
s(v)
is
maximal when each node in A switches
v∈A
the same amount of times (i.e. there is an s such that s(v) = s for every
v ∈ A), giving
1
|A| · s1/f (λ) = O(n2 ) · .
a
With this upper bound, |A| · s is maximal if |A| is as large as possible and
s as small as possible (again because P grows faster than linearly). Clearly
|A| ≤ n, so assuming |A| = n, we get
s1/f (λ) = O(n) ·

1
,
a

which means that
s = O(nf (λ) ) · a−f (λ) ,
and thus for the total number of switches in A, we get
|A| · s = O(n1+f (λ) ) · a−f (λ) .
It only remains to sum up this bound for the appropriate intervals to
obtain our final bound. Let us consider the intervals [1, 2), [2, 4), [4, 8), ...,
i.e. a = 2k for each factor of 2 up to n, which is a disjoint partitioning
of
the possible degrees. Note that for these specific values of a, the sum
P∞
(2k )−f (λ) converges to a constant according to the ratio test. In other
k=0
words, the sum is dominated by the number of switches of the lowest (constant) degree nodes, and hence, the total number of switches in the graph
can be upper bounded by O(1) · n1+f (λ) .
Recall that since we work with Relaxed CPSs, we lose an  in the exponent of this upper bound when we carry the result over to an original
CPS.
Theorem 4.10. In any CPS with parameter λ, we have
O(n1+f (λ)+ ) for any  > 0.

P
v∈V

s(v) =
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Since we have established that every majority/minority process provides a
CPS, the upper bound on their stabilization time also follows.
Corollary 4.11. Under Rule II with any λ ∈ (0, 1), every majority/minority process stabilizes in time O(n1+f (λ)+ ) for any  > 0.

4.4

Lower bound construction

In this section, we describe a lower bound construction where the stabilization time matches this upper bound apart from a small  term in the
exponent. We begin with a high-level overview of the construction, and then
we move on to discuss the main combinatorial challenge of the construction
in detail, which is the design of the so-called control gadgets.
Theorem 4.12. Under Rule II with a wide range of λ values, there is a
graph construction and initial coloring where majority/minority processes
stabilize in time Ω(n1+f (λ)− ) for any  > 0.

4.4.1

Construction overview

Having established the most efficient way to relay conflicts, the high-level
design of the matching lower bound construction is rather straightforward,
following the level-based idea described in Section 4.2.
Given λ, we first determine the optimal output rate ϕ = ϕ∗ (λ). We then
create a construction consisting of distinct levels, where each level has the
same size, and each consists of a set of nodes that have the same degree.
ϕ
Since the degree should decrease by a factor of 1−ϕ
in each new level from
top to bottom, we can add L = log 1−ϕ (n) such levels to the graph. If
ϕ

each of these level has Θ( logn n ) nodes, then with the appropriate choice of
constants, the total number of nodes is below n.
Each node in the construction is only connected to other nodes on the
levels immediately above or below its own. All conflicts are propagated
down in the graph, from upper to lower levels, so the upper neighbors of a
node are always used as inputs, while the lower neighbors are always used
as outputs. For the optimal propagation of conflicts, each node v must
have the optimal input-output rate, i.e. an up-degree of (1 − ϕ) · deg(v)
and a down-degree of ϕ · deg(v). Thus each consecutive level pair forms a
ϕ
regular bipartite graph, with 1−ϕ
of the degree of the level pair above. The
construction is illustrated in Figure 4.13.
Our parameters λ and ϕ also determine that the number of switches
1−ϕ
on each new level. In practice, this will
should increase by a factor λ+ϕ
mean that between any two consecutive switches of a specific node, exactly
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Θ

n
log n



nodes

d-regular bipartite

log 1−ϕ (n)
ϕ

s switches

levels
ϕ
1−ϕ

· d-regular bipartite
1−ϕ
λ+ϕ

· s switches

Figure 4.13: Consecutive levels of the lower bound construction
a λ+ϕ
fraction of its upper neighbors will switch. We introduce a specific
1−ϕ
for this input switching rate.
notation µ := λ+ϕ
1−ϕ
1−ϕ
If we can always increase the switches at a rate of µ1 = λ+ϕ
for the next
level, then each node on the lowermost level will switch



1−ϕ
λ+ϕ

ϕ

1−ϕ
λ+ϕ
1−ϕ
log
ϕ

log

log 1−ϕ (n)
=n

(


) = nf (λ) ,

times, where the last equation holds because we are using ϕ = ϕ∗ (λ). Since
e (n) nodes on the lowermost level, the switches in this level already
there are Θ
e (n1+f (λ) ), matching the upper bound.
amount to a total of Θ
1−ϕ
However, note that when ϕ∗ (λ) or λ+ϕ
is irrational, we can only use
close enough rational approximations of these values. This comes at the
cost of losing a small  in the exponent.
This level-based structure describes the general idea behind our lower
bound construction. However, the main challenge of the construction is
in fact designing the connection between subsequent levels. In particular,
this connection has to make sure that conflicts are indeed always relayed
optimally, i.e. no potential is wasted between any two levels.
Recall from the proof of Lemma 4.7 that this is only possible if between
any two consecutive switches of a node v, it is exactly a λ+ϕ
fraction of v’s
1−ϕ
upper neighbors that switch. Moreover, these switching λ+ϕ
·
deg(v) upper
1−ϕ
neighbors always have to be of the right color, i.e. they need to switch to
the opposite of v’s current color in case of majority processes, and to the
same color in case of minority processes. Since the upper neighbors of v are
in the same level, we also have to ensure that throughout the entire process,
each upper neighbor switches the same number of times altogether.
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These conditions impose heavy restrictions on the possible ways to connect two subsequent levels. If the conditions hold for a node v (i.e. the
sequence of switches of v’s upper neighbors can be split into λ+ϕ
· deg(v)1−ϕ
size consecutive appropriate-colored subsets, in an altogether balanced way),
then we say that v’s upper neighbors follow a valid control sequence. We
have already seen a specific example of such a control sequence earlier in
Chapter 3.
On the other hand, in order to argue about levels in general, we also want
each level to behave in a similar way. The easiest way to achieve this is to
have a one-to-one correspondence between the nodes of different levels, and
then ensure that each level repeats the same sequence of steps periodically,
but in a different pace. That is, we want to connect the levels in such a way
that when a level exhibits a specific pattern of switches, then this allows the
nodes of the next level to replicate the exact same pattern of switches, but
a higher number of times.
Thus the key task in our lower bound constructions is to develop a
control gadget, which is essentially a bipartite graph that fulfills these two
requirements: it admits a scheduling of switches such that (i) the upper
neighborhood of each lower node follows a valid control sequence, and (ii)
while the upper level executes a sequence s times, the lower level executes
1−ϕ
the same sequence λ+ϕ
· s times. Given such a control gadget, we can
connect the subsequent level pairs of our construction. This allows us to
1−ϕ
indeed increase the number of switches by a λ+ϕ
factor in each new level,

e (n1+f (λ) ) switches as described above.
resulting in a total of Θ
However, developing a control gadget is a difficult combinatorial task
in general: it depends on many factors including divisibility questions, and
whether our parameters can be expressed as a fraction of small integers. In
the following, we discuss this question and the λ values covered by Theorem 4.12 in more detail. In particular, we present a method which allows
us to develop a control gadget for every small λ value below a threshold
of approximately 0.476 (more specifically, as long as µ ≤ 35 ). The same
technique also provides a control gadget for some larger λ values above the
1−ϕ
threshold, but only when the corresponding switch increase ratio λ+ϕ
can
be expressed as a fraction of relatively small integers. Finally, we describe
a simpler solution technique which leaves a slightly larger gap to the upper
bound, but it works for any λ without much difficulty.
4.4.2

Example construction for λ =

1
3

We first demonstrate the construction showing the tight lower bound for
a specific λ value of 31 . This choice of λ has a range of advantages: both
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f ( 13 ) = 13 and the optimal output ratio ϕ∗ (λ) = 91 are rational, the ratio of
inputs to outputs 1−ϕ
= 8 is an integer, and the number of switches also
ϕ
1−ϕ
increases by an integer factor µ1 = λ+ϕ
= 2. Thanks to these properties,
1
λ = 3 allows a fairly simple control gadget design.
Lemma 4.14. Consider majority/minority processes under Rule II with
λ = 13 . There exists a graph construction and initial coloring that has stae (n4/3 ).
bilization time Ω
As outlined before, our construction consists of L = log8 (n) levels, each
of which contains Θ( logn n ) nodes. Each consecutive pair of levels forms a
regular bipartite graph, with 18 of the degree of the previous consecutive
pair. Each node v has updegree 89 · deg(v) and downdegree 19 · deg(v).
E.g. in a majority process, in the initial state, 82 of inputs will have
the opposite color as v, and all other neighbors will have the same color.
Whenever µ = 12 of the inputs (i.e., 49 of the degree) switch to the opposite
color, then 68 of inputs will have the opposite color; as this is 69 = 1+λ
of
2
all neighbors, v can now switch. As a result, the lower neighbors of v will
have a different color than v (i.e., a conflict is pushed down), and eventually
these nodes will follow v to the same new color. This results in a state again
where 28 of inputs have the opposite color as v, and the rest have the same
color.
Note that between every two switches of v, exactly half of its upper
neighbors switch, so the number of switches for each node will always increase by a factor of 2 if we move down a level. This shows that each node
e (n) nodes
in the bottom level switches 2L = n1/3 times. Since there are Θ
4/3
e
on the bottom level, this already sums up to Ω(n ) switches, establishing
the lower bound.
It remains to design a control gadget to connect two consecutive levels of
the construction. Our control gadget should be a regular, bipartite gadget
on k + k nodes for some constant k, i.e. a way to connect two k-tuples
of nodes on a consecutive pair of levels. The upper and lower k nodes of
the gadget are in a 1-to-1 correspondence with each other. The goal of the
gadget is to ensure that given some sequence of switches in the k-tuple, if
we execute the switches s times on the upper level, then this allows us to
execute the same sequence of switches on the lower k-tuple 2s times. This
allows for a recursive repetition of the same sequence, executed twice as
many times on each next level.
We present such a control gadget on k = 16 nodes. For this, we take 4
groups A, B, C, D, each containing 4 nodes; thus, our nodes will be identified
by the elements of {A, B, C, D} × {1, 2, 3, 4}. Note that unlike our specific
definition in Chapter 2, the word “group” now only refers to a set of nodes.
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Figure 4.15: Illustration of the connections within the control gadget of
16+16 nodes for λ = 13 , with simplified notation for complete bipartite
subgraphs on 4+4 nodes.
We connect the groups of two consecutive levels in the following way:
each lower level node labeled by number x will be connected to the group
corresponding to the xth letter of the alphabet. E.g. nodes A2, B2, C2 and
D2 on the lower level form a complete bipartite subgraph with nodes B1,
B2, B3 and B4 on the upper level; the connections are illustrated on Figure
4.15. Hence, each node has a degree of 4 within the gadget.
Given these connections, Figure 4.16 shows a self-replicating sequence of
this control gadget. Considering the 4 upper neighbors of any specific node,
we can see that they follow the control sequence (12)(23)(34)(41), with the
group identifier omitted from the notation for simplicity. That is, the node
will first switch after its upper neighbors labeled by 1 and 2 have switched,
then after its upper neighbors labeled by 2 and 3 have switched, and so on.
This sequence ensures that every node occurs the same number of times
in the sequence, and that between any two switches of a lower node, exactly
2 of its 4 upper neighbors are switched (recall that µ = 21 ), so indeed no
inputs are wasted. Note that a simpler sequence (12)(34) would also satisfy
these properties, but it would not allow us later to assign colors to the nodes
in a proper way.
Given this control gadget of constant size, each level will consist of
Θ( logn n ) distinct copies of this 16-node group {A, B, C, D} × {1, 2, 3, 4}. We
then start with constant-degree nodes on the lowermost level, and increase
this degree by a factor of 1−ϕ
= 8 on every new level from bottom to top.
ϕ
To achieve this, we connect the lower level of a control gadget to the upper
level of not only one, but multiple control gadgets; e.g. the nodes A2, B2,
C2 and D2 are connected to the B-labeled nodes of not only one, but many
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A3-4 B3-4 C3-4 D3-4

B4-1 C4-1 D4-1 A4-1

Figure 4.16: Self-replicating sequence of switches on 16 nodes: while the
upper level executes the sequence once, the lower level executes the same
sequence twice. Arrows show that the lower nodes become switchable due
to the switching of the specific upper nodes.
16-node groups on the level above. This allows us to indeed increase the
degree by a factor of 8 at each new level.
For example, if the node A2 in a group is connected to the nodes A1,
B1, C1 and D1 in x distinct 16-node groups on the level below (thus having
a downdegree of 4x), it will be connected to the nodes B1, B2, B3 and B4
in 8x distinct 16-node groups on the level above (resulting in an updegree
of 32x).
Since all 16-node groups on a specific level can always execute the same
steps in a “parallel” manner (i.e. sequentially, but immediately each other),
this allows us to produce the very same behavior as in the control gadget,
but for high-degree nodes. With this technique, each consecutive pair of
levels will induce a regular (i.e. same-degree) bipartite graph, comprised of
numerous copies of the control gadget as a subgraph.
Given this construction for propagating conflicts appropriately, one can
easily assign colors to the nodes to obtain a majority or minority process.
Observe that a constructions for majority and minority processes follow
straightforwardly from each other: since our graph is bipartite, we can simply reverse the color of every node on every second level, directly obtaining
a minority example from a majority example, or vice versa.

4.4.3

Control sequence for other λ values

Recall that our construction technique is the same for general λ values: we
1
n
have L =
1−ϕ log(n) levels in our graph, with Θ( log n ) control gadgets
log( ϕ )

of constant size on each level. We then begin with a constant degree on the
lowermost level, and increase the degree by a factor of 1−ϕ
on each new level.
ϕ
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For this, we again connect the lower level of control gadgets to the upper
level of multiple distinct control gadgets. Thus consecutive pairs of levels
again form a regular bipartite graph, with the degree rising exponentially
as we move upward in the construction.
The main challenge in the general construction is to design a control
gadget of constant size, i.e. to devise a way where the next level of nodes
follows the exact same switching order, but with a schedule where the nodes
switch an µ1 factor more frequently. However, when µ is not a rational
number, then switching a µ portion of the upper neighborhood is of course
not possible. Hence in this case, we can only approximate the rate by a
rational number pq ≈ µ, with p, q, ∈ Z; with the appropriate choice of p and
q, we can get arbitrarily close to the desired rate µ. Since f (λ) is continuous,
a close enough pq approximation provides a construction with Θ(n1+f (λ)− )
switches for any  > 0.
In order to develop the required control gadget, we first generalize the
notion of control sequence for any such (p, q) pair, i.e. we develop a balanced
schedule of switching in the upper neighborhood which ensures wasteless
conflict propagation, so the lower neighbor always switches when it is exactly
on the threshold of switchability.
We have already discussed a control sequence (12)(23)(34)(41) before;
this corresponded to the case when in each step, exactly p = 2 out of the
altogether q = 4 nodes switch. We can easily generalize the same control
sequence design for any p, q values. Assume for simplicity that p − q is
an even number, and let b = p−q
. The first bracket of the control sequence
2
contains numbers (1, ..., p), and for every next bracket, we can shift the both
the beginning and the end of the interval by b (modulo q).
Such a sequence consists of q distinct brackets before periodically repeating itself. Each node 1, ..., q appears the same number of times (p times)
before the sequence start repeating itself; hence, if the upper neighborhood
of a node v follows this sequence, then v indeed switches pq = µ1 times more
than its upper neighbors, and thus does not waste any input conflicts.
For example, the control sequence for (p,q)=(5,9) is as follows:
(12345)(34567)(56789)(78912)(91234)(23456)(45678)(67891)(89123).
Nodes labeled 1-5 and 8-9 will initially be colored black, while nodes labeled
6-7 will initially be colored white. This means that in every odd (even)
bracket of the sequence, the nodes that switch are always colored black
(white) currently. This is a generalization of the control sequence idea that
we have applied before in Chapter 3.
Note that among the nodes of a specific color, the next bracket always
includes those that have occurred the least amount of times so far (have the
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smallest occurrence number). This ensures that at any point in the sequence,
the difference in the occurrence number between any two nodes is at most
2. Furthermore, whenever a specific node is absent from the sequence, it is
always absent for exactly 2 consecutive brackets.

4.4.4

From control sequence to control gadget

Let us revisit and analyze our control gadget example for the (p, q) = (2, 4)
case in Figure 4.16. At specific points in time, two nodes become switchable
in every group of the upper level. We then process these upper-level groups
(“letters”) in a permutation of our choice, and switch the switchable nodes
in this group. We will refer to such a step as switching the group; note
that this does not mean switching all nodes in the group, but switching a
µ portion of the group (2 nodes in our case), so that all lower neighbors of
the group become switchable.
If we consider the upper level in this process, then the next step in a
specific group always picks a predetermined pair of nodes (based on the
control sequence), so in the upper level, it is enough to analyze the order in
which we select the groups: regardless of the actual nodes switched, the step
always has the same effect, namely, it makes all lower neighbors of this group
switchable. In contrast to this, on the lower level, nodes labeled with the
same number always become switchable at the same time, since they have
the same group as upper neighbors; thus when discussing the switchability
on the lower level, we can analyze the nodes labeled with the same number
together.
As such, we can illustrate the process in a simplified way in the following
diagram; note that numbers within the brackets of the control sequence are
only reordered for better visibility.
A B C D
(1 2)

(3 2)

. B C AD
(4 3)

(1 4)

When processing the second bracket, we need to switch group B for the
second time. Before that, we first execute the first switching of group D,
and then by reaching up to one level-pair above, we make all four upper-level
groups switchable again (denoted by a dot in the figure), and then we switch
B for the second time. Note that this first switch of group D already makes
the nodes labeled 4 switchable when processing the second bracket, but this
is not a problem; since number 4 does not appear in the second bracket, we
simply wait with the switching of these nodes until we start processing the
third bracket.
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Also, note that this technique always ensures that the lower-level nodes
of a specific bracket (e.g. nodes labeled 3 and 4 in our previous example) are
all switched at the same time. This is needed in order to carry our initial
assumptions over to the level-pair below, namely that the upper groups all
become switchable together at specific points, and thus we can switch them
in any order of our choice.
It is a natural idea to generalize this method for any (p,q) pair, by
creating q different groups of q nodes each, and cross-connecting these q 2
nodes in a similar fashion. However, it is not straightforward to apply the
technique for any (p,q). Consider the control sequence for (p,q)=(3,5), and
a similar construction of groups:
ABCDE
(1 2 3)

. BCDAE . CDBAE

(4 2 3)

(5 4 3)

(1 5 4)

(2 1 5)

The problem in the above sequence is that by the third bracket, the
number 3 has already occurred 3 times, so by the time we process this
bracket, group C on the upper level has to switch for the third time. Since
the upper-level groups becomes switchable together, this means that by this
point, all groups A, ..., E now must be switchable for the third time; in
particular, group E as well. This means that group E has already switched
at least twice previously; however, the third bracket only contains the very
first occurrence of number 5, so at least for one of the two switches of group
E, the nodes labeled 5 on the lower level have wasted an opportunity to
switch; hence they could not switch a µ = 53 factor more than their upper
neighbors.
Essentially, the problem with this sequence is that the third bracket contains both the j th occurrence of one number and the (j + 2)th occurrence of
another (numbers 5 and 3, respectively). Because of the (j +2)th occurrence
of a number in the bracket, all groups have to become switchable (j + 2)
times, and hence already be switched (j + 1) times by the time we reach this
point. However, if nodes labeled with another number are only switching at
this point for the j th time, then one of their (j + 1) switching opportunities
remains unused.
Generally, given groups X and Y , if there is a bracket in the sequence
that contains both the j th occurrence of the number corresponding to X
and the (j + 2)th occurrence of the number corresponding to Y , then we will
say that X and Y are in collision with each other. For (p,q)=(3,5), C and
E are in collision due to the third bracket as discussed. For (p,q)=(2,4), one
can observe that there is no collision between any two letters.
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Note that such collisions are the only possible source of a problem: our
control sequence design already guarantees that the occurrence numbers can
never differ by more than 2 at any point. Given a control sequence with no
collision, the difference between occurrences is at most 1 at any point. Hence
whenever we require the (j + 1)th switching of a specific upper group, we
can simply switch all upper groups that have not been switched for the j th
time yet; by this point, the lower neighbors of these groups are guaranteed
to have switched for the (j − 1) times already, so no switches are wasted.
Therefore, our goal is to somehow remove these collisions in the control
sequence. For this purpose, we will now present the technique of shifting,
which allows us to considerably increase the number of (p,q) pair for which
we can devise a control gadget. We first illustrate the technique on this
concrete example of (p,q)=(3,5).

4.4.5

Subset shifting

In the above example for (p,q)=(3,5), the only problem was essentially that
the second instance of E preceded the third A. On the other hand, the
sequence (ABCD.ABCDE.ABCDE.E) would cause no similar problems.
Therefore, it is a natural solution idea that we could simply skip the very
first switching of the group E, and only switch the groups ABCD in this
case. Then every further time when the upper groups become switchable,
we do switch each of the groups. Finally, when the upper groups become
switchable for the fourth time, we start by switching the group E. This
will then be followed by ABCD when we begin the next iteration of the
same sequence, so results in a concatenated sequence where the group E is
effectively in a different phase, delayed from the other groups by 1 round.
This shifting of E skips an opportunity to switch group E in the very first
switching of the upper groups, and also an opportunity to switch ABCD
at the very last switching of the upper groups. However, this only reduces
the number of switches on each level by 1 during the entire process: with s
opportunities to switch on the current level, the number of switches on the
1−ϕ
next level will only be λ+ϕ
· (s − 1). Over all levels, this again adds up to
a loss of an arbitrarily small  in the exponent of our bound, which can be
merged with the remaining such  terms.
Note, however, that this technique only allows us to shift a specific subset
of the upper groups by 1. A crucial property of this method was that the
subsets at the beginning and the end of our modified sequence (ABCD and
E, respectively) form a disjoint partitioning of the upper neighbor groups.
If we were to use e.g. the sequence (ABCD.ABCD.ABCDE.E.E), then
after the concatenation of these sequences, instead of skipping 1 switch
altogether, the groups would skip a switch at every third opportunity. This
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would effectively reduce the number of switches by a 32 factor at each new
level, which would have a major effect on stabilization time.
This is also the reason why shifting does not provide a general solution for
any (p,q) pair. Consider, for example, the control sequence for (p,q)=(7,9),
which looks as follows:
(1234567)(2345678)(3456789)(4567891)(5678912)(6789123) →
→ (7891234)(8912345)(9123456)
Here, the 3rd bracket contains the 1st occurrence of 9 and the 3rd occurrence
of 3, while the 6th bracket contains the 4th occurrence of 3 and the 6th
occurrence of 7. This implies that for a correct solution, the upper neighbors
of 9 (i.e., group I) should be shifted at least 1 further than the upper
neighbors of 3 (group C), and the upper neighbors of 3 (group C) shifted at
least one further than the upper neighbors of 7 (group G). However, then
group I is shifted at least 2 steps away from group G (i.e., must skip at
least 2 initial rounds to be sufficiently later than G), which is not viable, as
discussed above.
The main goal of our shifting technique is to separate the groups that
are in collision in a specific bracket. We will say that a subset of the letters
(i.e. the groups) is consistent if no two groups of the subset are in collision
in any bracket. In general, shifting provides a solution for a pair (p,q) if the
letters can be partitioned into two consistent subsets; we will call these two
subsets blocks. We will also say that such a partitioning is consistent if both
of its blocks are consistent. For (p, q) = (3, 5), a partitioning is consistent
exactly if it places A and E in different blocks.
It depends on the concrete value of p and q whether a consistent partitioning (into two groups) exists, and thus whether the shifting technique
provides a valid control gadget. In Chapter 6, we show that such a partitioning always exists if µ ≤ 35 , that is, for λ less than approximately 0.476.
Lemma 4.17. Under Rule II with λ < 0.476, for any  > 0, there exists
a graph construction and initial coloring where majority/minority processes
stabilize in time Ω(n1+f (λ)− ).
While these µ ≤ 35 values allow a relatively simple proof of consistency,
they are not the only µ values for which shifting provides a valid solution.
For larger µ, however, the existence of a consistent partitioning depends on
further factors, including how large the integers p and q are, and the moduloarithmetic properties of the resulting control sequence. For example, the
case (p, q) = (5, 7) can also be partitioned consistently with shifting. This
µ = 75 corresponds to λ ≈ 0.635, which is notably larger than 0.476.
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Lemma 4.18. Under Rule II with λ ≈ 0.635, for any  > 0, there exists
a graph construction and initial coloring where majority/minority processes
stabilize in time Ω(n1+f (λ)− ).
Thus in general, the concept of levels allows us to devise a construction
idea to prove the lower bound for any λ value. However, to obtain an actual
realization of such a construction for every λ ∈ (0, 1), it remains to solve the
combinatorial task of forming a control gadget for the remaining λ values
that are not covered by this shifting method.

4.4.6

An easier lower bound

We briefly note that a simpler technique allows us to show a slightly weaker
lower bound in case of any λ, even without the shifting technique. Recall
that the idea of upper groups (i.e., assigning a letter and a number to a
node) allowed us to handle any case where the occurrence numbers in any
bracket of a control sequence differ by at most 1. Note that in a control
sequence, the occurrence numbers in any bracket can differ by at most 2
in any case, so increasing this limit by 1 would already provide a control
gadget for any λ.
Consider the idea of placing a level of relay nodes between any two consecutive levels of our construction, taking a mediator role between the two
levels. While previously, the nodes labeled A in the upper level were connected to the nodes labeled 1 in the lower level, we now remove these edges,
an instead connect all these nodes to a set of relay nodes RA/1 inbetween.
This extra level then allows us to temporarily store conflicts, and relay them
to the lower level in a timing of our choice (similarly to the storage chain
approach of Chapter 3); this is already enough to implement the control
sequence for any λ.
The drawback of the technique, however, is that the relay nodes now
also waste conflicts. While previously both the downdegree of the upper
level and the updegree of the lower level was d, in order to allow the relay
nodes to be dominated by their upper neighbors, we now must select the
downdegree of the upper level and the updegree of RA/1 to be d, and then
the downdegree of RA/1 and the updegree of the lower level to be 1−λ
· d.
1+λ
In practice, this means that every new level of the construction will imply
a further degree decrease factor of 1−λ
.
1+λ
ϕ
For every new level, the number of edges now decreases by 1−ϕ
· 1−λ
,
1+λ
so the optimal choice of ϕ also changes. Hence this construction requires a
new choice ϕ
b∗ of output rate, which will then, analogously to the original
case, result in a stabilization time defined by the function
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Figure 4.19: Plot of fb(λ) and ϕ
b∗ (λ), besides f (λ) and ϕ∗ (λ).

fb(λ) :=

max

ϕ∈(0, 1−λ
]
2

log



1−ϕ
λ+ϕ
1−ϕ
1+λ
· 1−λ
ϕ

log

.

This alternative lower bound function is shown in Figure 4.19. While
this lower bound does leave some gap to the upper bound of O(n1+f (λ)+ ),
it has the advantage of being easy to show for any λ, without having to
devise complicated control gadgets.
Theorem 4.20. Under Rule II with any λ ∈ (0, 1), for any  > 0, there
exists a graph construction and initial coloring where majority/minority processes stabilize in time Ω(n1+fb(λ)− ).

Randomized Initial State

5

Finally, we study the stabilization time of the processes with a slight modification: we assume that the process always starts from a randomized initial
coloring, i.e. each node is initially white with a probability of exactly 12 ,
independently of other nodes. We consider both majority and minority processes in this setting, and we investigate both the basic and the proportional
switching rules. However, similarly to Chapter 4, we again restrict ourselves
to the sequential adversarial model, and to the case of unweighted graphs.
This allows for an interesting comparison to our stabilization bounds
on basic switching in Chapters 2 on proportional switching in Chapter 4,
since the only difference to these settings is the initial state of the processes.
Intuitively, it is clear that stabilization time from a randomized initial coloring can only be at most as high as in worst-case initialization settings we
have studied before; however, it is unclear whether it will indeed become
asymptotically smaller for either of the switching rules.
Furthermore, we note that this setting might seem unusual at first glance:
we assume a random initialization of the process, but then we analyze the
rest of the process from a worst-case perspective (considering the worst
possible graph on n nodes and the worst sequential ordering in this graph).
However, this setting might still be relevant for a worst-case analysis in
application areas where the only thing we can influence is the initial coloring.
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For example, a wireless service provider might have no control over the
topology of the network or the times when clients decide to switch their
frequency, but it could easily ensure that its devices are initialized with a
randomly chosen frequency.
We begin the chapter by studying the stabilization time in this setting
for the basic switching rule. In this case, we show that even with randomized
initialization, both minority and majority processes can still last for Ω(n2 )
steps with high probability, matching the naive upper bound of O(n2 ). This
follows from an extension of the lower-bound construction in Chapter 2 to
the random-initialized case.
The main contributions of the chapter are then stabilization bounds in
case of proportional switching:

•

For proportional switching with λ < 31 , we present a construction
that w.h.p. exhibits a superlinear stabilization time of Ω(n1+c ) for
a constant c > 0. More specifically, we prove a lower bound of
2λ
Ω(n1+f ( 1−λ )−ε ) for any ε > 0, where f is the function defined in
Chapter 4.

•

For proportional switching with λ > 12 , we show that w.h.p. the
process always stabilizes in O(n · log n) steps, essentially matching a
straightforward lower bound of Ω(n).

5.1

Basic observations and tools

We first begin with some basic observations about the processes in this
randomized setting.
We note that throughout the chapter, we will often define the size of our
constructions in terms of an (almost) linear parameter m, and in the end,
e (n).
we select a value of m that ensures m = Θ
We also note that our analysis uses some standard tools from probability
theory, such as the union bound and the Chernoff bound, and the concept
of an event happening with high probability (w.h.p.). For completeness, a
brief summary of these techniques is provided in Chapter 6.

5.1.1

Initially balanced sets

Since we start from a uniform random initial coloring, a basic tool in our
proofs is the fact that w.h.p., a large set of nodes has a balanced distribution
of the colors initially.
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Definition 5.1 (-balanced set). Given a specific coloring, we say that a
set
if the number of white nodes in S is within
 1 of nodes S 1is -balanced

( 2 − ) · |S|, ( 2 + ) · |S| .
Lemma 5.2. Let S1 , ..., Sk be subsets of nodes in G such that |Si | ≥ c0 ·log n
for some constant c0 for all i ∈ {1, ..., k}, and k ≤ n. Then for any  > 0,
there is a c0 such that w.h.p., each set Si is initially -balanced.
Proof. Let us select c0 = 32 . According to the Chernoff bound, the probability that Si is not -balanced is at most
2 1
· 6 ·|Si |

2 · e−4

2 2 ·c

≤ 2 · e− 3 

0 ·log n

= 2 · n−2 .

If we take a union bound over all the k ≤ n subsets, the probability that
any of them is not -balanced is at most n · 2 · n−2 = 2 · n−1 , so w.h.p. the
claim indeed holds.
In particular, we can select a high constant c0 , and refer to nodes v with
dv ≥ c0 · log n as high-degree nodes, and the remaining nodes as low-degree
nodes. Then Lemma 5.2 can be rephrased into the following claim:
Corollary 5.3. For any  > 0, there exists a c0 such that w.h.p. the
following claim holds: for every high-degree node v, N (v) is initially balanced.

5.1.2

Linear lower bound

Note that we can easily provide an example of linear stabilization time, even
for proportional switching with any λ ∈ (0, 1).
Consider a connected component with only two adjacent nodes u and
v. With a probability of 21 , node v is initially switchable in this graph, for
both majority/minority processes (since it has the opposite/same color as
u, respectively). Let us take n2 independent copies of this single-edge graph;
this gives n2 nodes in the role of v. Then n4 of these nodes are switchable in
expectation, and with a Chernoff bound, one can show that at least n8 are
switchable w.h.p.. We can switch these n8 nodes in any order to obtain a
sequence of n8 = Ω(n) switches.

5.2

Lower bound constructions for basic switching

In case of basic switching, we can give an example of quadratic stabilization
time by providing a suitable extension of the construction in Chapter 2 to
the random-initialized setting.
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Recall that we call a set of nodes a group if they have exactly the same
neighborhood, and we denote them by double-sided circles, with the cardinality shown beside the group. Also, recall that the main idea of the
adversarial construction in Chapter 2 is to have a group P of m nodes, attached to two further groups A and B of size m, such that every node in A
and B wants to switch. Then we switch these the nodes in A and B in an alternating fashion; as the neighborhood of P is approximately balanced, the
entire group P can switch after each of these steps. This gives a sequence
of m · 2m = Θ(n2 ) switches.
Theorem 5.4. Consider majority/minority processes under the basic switching rule, starting from a uniform random initial coloring. There exists a
class of graphs that exhibit a stabilization time of Ω(n2 ) with high probability in this model.
We now outline the main ideas of our graphs.

5.2.1

Minority processes

For minority processes, consider the graph in Figure 5.5, which is a simple
extension of the graph in Theorem 2.2. For simplicity, we add an extra node
to ensure that P has an odd degree. The graph has 5m + 3 nodes, and thus
m = Θ(n).
Regardless of the initial coloring, each node in A0 has the same preferred
color, as they all have the same neighbors and have an odd degree. Thus
we can switch each node in A0 to this preferred color (if it did not have
this color already). Assume w.l.o.g. that this color is white. Since now A0
is white entirely, we can switch each node in B0 to black. With this, the
preferred color of each node in A becomes black, and the preferred color of
each node in B becomes white.
An intuitive description of the remaining sequence is as follows. Both
A and B have approximately m
nodes (and w.h.p. at least m
nodes) that
2
3
have the same color as the group above. These nodes are now all switchable,
regardless of the color of nodes in P . We disregard the remaining nodes,
and only focus on these m
switchable nodes in A and B.
3
Initially, the neighborhood of P is w.h.p. -balanced. Hence by switching
only  · m of nodes either in A or in B, we can ensure that P has exactly
one more white neighbor than black, which allows us to switch the entire
group P to black. Then by switching one node in A to black, P will have
one more black neighbor than white, so P becomes switchable again. We
can then switch the nodes in A and B in an alternating fashion; this ensures
that P always has one more same-colored neighbor after each step, which
makes P switchable again. This process allows us to switch the nodes of P
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Θ(log m) pairs of groups on both sides,
m ) nodes
each group containing Θ(log
m

m+1

m+1

A0

B0

A2,1

...

A2,i

B2,1

...

B2,i

A1,1

...

A1,i

B1,1

...

B1,i

m+1 A0
m A

B0 m+1

B m

m A

P

m

B m

P

m

Figure 5.5: Lower bound constructions of Ω(n2 ) steps in case of basic
switching, for minority processes (left) and majority processes (right). Recall that double-sided circles denote groups, and edges between groups denote a complete bipartite connection between the two groups.
altogether Θ(m) times, which already adds up to a sequence of Θ(m2 ) =
Θ(n2 ) switches.

5.2.2

Majority processes

The case of majority processes is more involved, since in this case, it is more
difficult to ensure that the groups A0 and B0 attain different colors.
Instead of connecting A0 to B0 , we connect A0 to Θ(log m) further
groups of size Θ( logmm ), denoted by A1,1 , A1,2 , ... . Finally, we add Θ(log m)
more distinct groups A2,1 , A2,2 , ..., also on Θ( logmm ) nodes each, and we
create a complete bipartite connection between A1,i and A2,i . We attach
the same structures to group B0 in a symmetric manner; see Figure 5.5 for
an overview of the construction.
The main idea of the construction is as follows. With probability 21 ,
the group A1,i has more white nodes than black initially, which allows us to
switch A2,i entirely to white. Since the groups A1,i are independent, there is
indeed w.h.p. an index î such that the group A2,î can be switched entirely
to white. The neighbors of A1,î are initially approximately balanced, so
after recoloring all the Θ( logmm ) nodes in A2,î to white, A1,î has more white
neighbors than black; this allows us to switch all of A1,î to white. We note
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that this specific step requires a slightly stronger concentration bound than
that of Corollary 5.3.
We can then apply a similar reasoning on the group A0 : since it was
w.h.p. balanced initially, and turning A1,î to white has increased the number
of its white neighbors by Θ( logmm ) w.h.p., we can also turn the entire group
A0 white. In a similar fashion, we can use groups B2,î and B1,î to switch
each node in B0 black w.h.p..
Once A0 is white and B0 is black, we again have Θ(m) switchable nodes
in both A and B, and thus we can apply the same alternating method as in
the minority case.

5.3

Proportional switching: lower bound for λ <

1
3

We now show that for proportional switching with small λ values, stabilization time can indeed be superlinear. Note that λ < 31 implies that
1+λ
= 32 − δ for some δ > 0.
2
Our lower bound construction for this case will apply the construction
of Theorem 4.12 in Chapter 4 as a black box; we will refer to this black box
as the prop construction. Recall that for any λ ≤ 13 , Theorem 4.12 indeed
provides such a lower bound construction.
We present our construction for majority processes; however, since our
graph is bipartite, one can easily adapt this result to minority processes by
inverting the colors in one of the color classes.
Theorem 5.6. Consider majority/minority processes under the proportional switching rule for any λ < 31 , starting from a uniform random initial
coloring. For any ε > 0, there exists
a class of graphs that exhibit a stabi
2·λ
lization time of Ω n1+f ( 1−λ )−ε with high probability.
In a simplified formulation, this means that there exists a constant c > 0
such that there is a construction with a stabilization time of Ω(n1+c ) in this
setting.
We divide our construction technique into five main phases, and discuss
them separately. In each phase of the construction, we will refer to some
edges of the nodes as output edges, which go to the following phase of the
construction. In a specific phase, we always achieve a desired behavior
without any change on these output neighbors yet. An overview of the
entire construction is available in Figure 5.7.
e (n),
As before, we define our construction in terms of a parameter m = Θ
and only discuss the value of m in the end.

•

First, in the Opening Phase, our goal is to create a set S0 of constantdegree nodes such that (i) each node in S0 has 1 output edge to the
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S1
S2,1

S2,2

S2,`−1

S2,3

S2,`
w
S2,`

S3
S3w

prop
construction

...
black

Θ(log m) levels

white

S3b
b
S2,`

Figure 5.7: High-level illustration of the proportional lower bound construction for any λ < 13 .
next phase, and (ii) for any parameter p < 1, we can switch each node
in S0 to black with a probability of at least p, independently from the
remaining nodes.

•

•

•

•

In the Collection Phase, we use our Opening Phase construction to
produce another set S1 where (i) each node in S1 has c0 · log n output
edges for a high constant c0 , and (ii) w.h.p. we can switch all the
nodes in S1 to black.
In the Growing Phase, we begin with this node set S2,1 := S1 , and
add a range of further levels S2,2 , S2,3 , ... of the same size. Every
level S2,i is only connected to the previous and next levels S2,i−1 and
S2,i+1 . The levels will have an exponentially increasing output degree,
and hence in at most ` ≈ log m steps, we arrive at a final level S2,`
where each node has an output degree of Θ(m). As in case of S1 , we
show that we can w.h.p. turn each node in S2,i (and finally, in S2,` )
black.
In the Control Phase, we use S2,` to produce a set S3 where each node
still has an output degree of Θ(m). We will ensure that (i) there is
a specific point in the process where each node in S3 is switchable to
black, and (ii) later, there is a specific point in the process where each
node in S3 is switchable to white.
Finally, in the Simulation Phase, we take an instance of the prop
construction, and we use our set S3 to force each node in this con-
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struction to take the desired “initial” color. We can then simulate
the behavior of prop as a black box, which is known to provide a
superlinear stabilization time from this artificially enforced worst-case
initial coloring.
In this section, we outline the main ideas behind each of these phase.
We note that the second and third phases can be generalized to any λ up
to 12 ; however, there is no straightforward way to do this for the remaining
phases.

5.3.1

Opening Phase

To construct the set S0 , first consider a node v with deg(v) = 3: one neighbor
labeled as an output, and two further neighbors u1 and u2 . Initially, we have
an 21 chance that v is already black. Even if v is not black initially, we can
switch it black if both u1 and u2 are black initially: we have 1+λ
< 32 , so
2
2 black neighbors out of 3 are indeed enough to make v switchable. The
3
probability that initially v is white but u1 and u2 are black is 21 = 18 , so
altogether, we can turn v black with a probability of p1 = 58 .
Now assume that we take two such nodes that can be switched black with
probability 85 , we denote them by u01 and u02 , and we connect their outputs to
a new node v 0 . Again, v 0 is already black initially with probability 21 ; if not,
we can turn v 0 black if both u01 and u02 are switched black, which happens
with a probability of p12 . This provides a black v 0 with a probability of
2
89
p2 = 12 + 21 · 58 = 128
.
We can continue this in a recursive manner, always taking two copies of
the previous construction, and connecting them to a new root node. After
i steps, we end up with a full binary tree on 2i+1 − 1 nodes. This provides
a black root node with a probability of pi , defined by the recurrence
p0 =

1
2

and

pi+1 =

1
1
+ · pi 2 .
2
2

One can easily show that limi→∞ pi = 1. Hence for any constant parameter
p < 1, there is an i such that pi ≥ p, and thus creating i layers with this
method ensures that we can switch the final node black with probability at
least p.
In order to build our set S0 , we can simply take m0 = |S0 | independent
copies of this tree. Since p is a constant, i and the tree size 2i+1 − 1 are also
constants; thus the whole phase only requires O(m0 ) nodes altogether.
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Collection Phase

Let us introduce a logarithmic parameter d0 = c0 · log n. Given our Opening
Phase construction S0 , our next step is to create a smaller set S1 on m1 =
1
· m0 nodes. Recall that all the m0 nodes in S0 had exactly 1 output
4·d0
edge; this allows us to connect each v ∈ S1 to 4 · d0 distinct nodes in S0 . We
also add d0 further output edges to each v ∈ S1 to provide a connection to
the next phase.
Since each node in S0 becomes black with probability p independently,
a Chernoff bound shows that v has at least (p − ) · 4 · d0 black neighbors
in S0 with a probability of 1 − O(n−2 ). This already makes v switchable to
black, since deg(v) = 5 · d0 , and thus for the appropriate p and  values we
have
(p − ) · 4 · d0
2
1+λ
4
>
>
.
≈
5 · d0
5
3
2
Applying a union bound over all nodes v ∈ S1 , we get that w.h.p. the entire
set S1 can be switched to black.

5.3.3

Growing Phase

Given our set S1 from the Collection Phase, the next step is to iteratively
build a range of levels S2,i for i = 1, 2, ... . Each of these levels has the same
size |S2,i | = m1 , but on the other hand, their degrees increase exponentially:
the output degree of each node in S2,i+1 is always twice as big as the output
degree of the nodes in S2,i .
We achieve this by connecting every pair of subsequent levels as a regular
bipartite graph. Let us begin with S2,1 := S1 . Recall that each node in S1
has d0 output edges, so S2,1 and S2,2 will form a d0 -regular bipartite graph.
We then connect S2,2 and S2,3 as a 2 · d0 -regular bipartite graph, S2,3 and
S2,4 as a 4 · d0 -regular bipartite graph, and so on. Thus in any level, for
some value d, each node has d edges to the previous and 2d edges to the
next level. Since the degrees grow exponentially, after about log m1 levels,
we reach a last level S2,` where the output degree is Θ(m1 ).
We use an induction to prove that we can w.h.p. turn all nodes black in
each S2,i . This is already known for S2,1 = S1 initially. In the general case,
let v be an arbitrary node of S2,i . Since each v has at least d0 output edges
to S2,i+1 , we can use Lemma 5.2 to show that the output neighborhood
of every node is initially -balanced. This means that for any v ∈ S2,i , at
least ( 21 − ) · 2d = (1 − 2) · d outputs are already black initially. Due to
the induction, we can turn all the d remaining neighbors in S2,i−1 black,
altogether giving (2 − 2) · d black neighbors of v. With deg(v) = 3 · d, this
amounts to a ratio of 2−2
black nodes in N (v). Since we have 1+λ
= 32 − δ,
3
2
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a sufficiently small choice of  always ensures that this ratio is above 1+λ
,
2
and thus v is switchable to black. Hence each node in S2,i can indeed be
turned black, which completes our induction.

5.3.4

Control Phase

In the following Control Phase, we create a new set S3 on m3 nodes. The
goal of this phase is to ensure that at a specific point in the process, each
v ∈ S3 switches to black, and then at a later point, each v ∈ S3 is switchable
to white.
In order to be able to initialize a prop construction on m nodes in the
final phase, each node in S3 will have an output degree of m, for some
parameter m. A detailed analysis shows that for a large constant α > 0, a
choice of m3 = α1 · m1 and m = 21 · m3 suffices for our purposes.
To achieve the desired switching behavior for S3 , we first create two
b
copies of the previous phases: one of them ending with a level S2,`
on α·m
nodes where w.h.p. each node switches to black, and the other one ending
w
with a last level S2,`
on 2α·m nodes where w.h.p. each node switches to white
in a symmetric manner. We connect each node in S3 to every node in both
b
w
S2,`
and S2,`
. As a result, each v ∈ S3 has a degree of deg(v) = (3α+1)·m.
b
w
Note that the output degree of both S2,`
and S2,`
is Θ(m1 ) = Θ(α · m3 ), so
for α large enough, they can indeed be connected to each node in S3 .
b
Now consider the neighbors of a node v ∈ S3 . First S2,`
becomes black
w
and v’s neighborhood in S2,`
is -balanced; this gives at least α · m + ( 21 −
) · 2α · m = 2α · m · (1 − ) black neighbors in N (v), amounting to a 2α·(1−)
3α+1
fraction of deg(v). As 1+λ
= 23 − δ, for a sufficiently small  and sufficiently
2
large α, we can ensure that this ratio is larger than 1+λ
, and thus v is indeed
2
switchable. We switch each v ∈ S3 to black at this point.
w
After this, we turn each node in S2,`
white. Nodes in S3 now have
2α · m white neighbors at least; this again ensures that each v ∈ S3 is now
switchable to white. However, for our purposes in the last phase, we will
only switch half of the nodes in S3 white at this point (denoted by S3w ), and
leave the remaining part black (denoted by S3b ).

5.3.5

Simulation Phase

Finally, we use the prop construction on m nodes to obtain superlinear
stabilization time. Given a node v in prop, assume w.l.o.g. that v is initially
black in the example sequence of prop; we can apply the same technique
for white nodes in a symmetric manner.
Our main idea is to connect v to some new nodes in S3b and S3w . When S3b
and S3w both switch to black, this allows us to switch v to its desired initial
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color (black). Then when S3w switches back to white, the new neighbors
become balanced, and thus the switchability of v will again depend on its
original neighbors within prop. However, with these extra connections, the
original N (v) is now only a smaller fraction of v’s total neighborhood, so
this only allows us to simulate prop with a smaller parameter λ0 < λ.
More specifically, if v has original degree d0v within the prop construc1+λ
tion, then we connect v to 12 · 1−λ
· d0v arbitrary nodes in both S3b and S3w .
We point out that our choice of m = 21 · m3 is indeed sufficient for this: since
1+λ
λ < 31 implies 1−λ
< 2, every node in the prop construction needs at most
0
0
1 1+λ
·
·
d
<
d
new
edges to both S3b and S3w . Hence with d0v < m in the
v
v
2 1−λ
prop construction, it is indeed enough to have m nodes in the sets S3b and
S3w . Furthermore, since each node in S3 has an output degree of m, we can
also connect a node in S3b or S3w to as many nodes in the prop construction
as necessary.
1+λ
With v connected to 21 · 1−λ
·d0v nodes in both S3b and S3w , the new degree
of v is now


1+λ
2
deg(v) = 1 +
· d0v =
· d0v ,
1−λ
1−λ
1+λ
so v requires 1+λ
· deg(v) = 1−λ
· d0v conflicts to be switchable. Hence when
2
S3b and S3w are both switched black, this is already enough to switch v black,
1+λ
1+λ
since the two sets provide 2 · 12 · 1−λ
· d0v = 1−λ
· d0v black neighbors to v
w
together. Later S3 switches to white; then for the rest of the process, v has
1
1+λ
· 1−λ
· d0v neighbors of both colors in S3 .
2
2λ
Let us now select λ0 = 1−λ
, and apply the prop construction for λ0 as
a black box. If v was switchable in the original prop construction at some
0
1+λ
· d0v = 12 · 1−λ
· d0v conflicts within prop.
point, then it had at least 1+λ
2
1+λ
Then together with the 12 · 1−λ
· d0v additional conflicts to either S3b or S3w ,
0
1+λ
1+λ
v has at least 1−λ · dv = 2 · deg(v) conflicts in our construction, and thus
it is indeed switchable.
Hence we can indeed simulate the behavior of prop in our construction:
whenever v is switchable in the original prop graph, it is also switchable in
0
our construction. This allows us to run the entire sequence of m1+f (λ )−ε
2λ
steps in prop, giving a sequence of m1+f ( 1−λ )−ε steps in terms of our λ.
One can observe that our constructions contains only O(m · log m) nodes
altogether, thus allowing a choice of m = Θ( logn n ). This results in about
2λ

2λ

n1+f ( 1−λ )−ε · log n −(1+f ( 1−λ )−ε)
steps for the prop sequence in terms of n. Since such a prop construction
exists for any ε > 0, we can get rid of the second factor by simply selecting
a smaller ε in the first factor, and thus the claim of Theorem 5.6 follows.
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1
2

We now show that with λ = 12 + δ for some δ > 0, stabilization happens
e
w.h.p. in O(n)
time. Our proof builds on Corollary 5.3, i.e. that w.h.p. all
high-degree nodes have an -balanced neighborhood initially.
The idea of the proof is that even though there might be Θ(n2 ) conflicts
in the graph initially, only a few of these conflicts can propagate through
the graph. Let us call a conflict on edge (u, v) in our current coloring an
original conflict if it has been on the edge since the beginning of the process,
i.e. if every previous state (including the initial state) already had a conflict
on (u, v).
Definition 5.8 (Active/Rigid conflicts). We say that a conflict on edge
(u, v) is rigid if it is an original conflict, and both u and v are high-degree
nodes. Otherwise, the conflict is active.
Our proof is obtained as a result of three observations: that (i) there are
only a few active conflicts in the graph initially, (ii) the number of active
conflicts decreases in each step of the process, and (iii) the process stabilizes
when there are no more active conflicts. Since the second point is the most
complex out of the three claims, we first discuss it separately.
Lemma 5.9. The number of active conflicts strictly decreases in each step.
Proof. Consider a specific step of the process, and let v be the node that
switches in this step. Assume first that v is a low-degree node. In this case,
v can only have active conflicts on its incident edges at any point in the
process: initially, all conflicts of v are active by definition, and all the newly
created conflicts in the process are also active. Since the number of conflicts
on v’s incident edges decreases when v switches, the total number of active
conflicts also decreases in this step.
Now assume that v is a high-degree node. Since N (v) is initially balanced, it has at most ( 21 + ) · deg(v) rigid conflicts in the beginning, and
since all the newly created conflicts in the process are active, it also has at
most ( 12 +)·deg(v) rigid conflicts at any later point in the process. However,
· deg(v) incident conflicts; this
if v switches, then it must have at least 1+λ
2
1
implies that at least 1+λ
·deg(v)−(
+)·deg(v)
of these conflicts are active.
2
2
When v switches, it creates at most 1−λ
·deg(v) new (active) conflicts. Thus,
2
to show that the number of active conflicts decreases, we only require
1+λ
· deg(v) −
2
which is equivalent to λ >
of  < δ.

1
2



1
1−λ
+  · deg(v) >
· deg(v),
2
2



+ . This holds for a sufficiently small choice
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This already allows us to prove our upper bound.
Theorem 5.10. Consider majority/minority processes under the proportional switching rule for any λ > 12 , starting from a uniform random initial
coloring. Any graph has a stabilization time of O(n · log n) with high probability in this model.
Our results show that the behavior of the processes from a randomized
initial coloring is rather straightforward in case of the basic switching rule:
stabilization time can indeed tightly match the naive upper bound of O(n2 ).
Proof. In any initial coloring, the number of active conflicts is at most O(n ·
log n): each low-degree node has at most c0 · log n incident edges, and the
number of low-degree nodes is at most n. Lemma 5.9 shows that the number
of active conflicts decreases in each step, so there are no active conflicts in
the graph after at most O(n · log n) steps.
Once there are no more active conflicts, the coloring is stable, since nodes
cannot be switchable without an active conflict on the incident edges. More
specifically, due to the -balanced property, all high-degree nodes v have at
most ( 21 + ) · deg(v) rigid conflicts on the incident edges, which is smaller
than 1+λ
· deg(v) if we have  < λ2 . Low-degree nodes, on the other hand,
2
can never have rigid conflicts on the incident edges at all. Thus the process
indeed stabilizes in O(n · log n) steps.

5.5

Conclusion

In case of proportional switching, our upper and lower bounds can be summarized in Figure 5.11. Recall that for the lower bound in Theorem 5.6,
2λ
we call the function f after applying the transformation λ → 1−λ
, which
1
2λ
maps the interval (0, 1) into (0, 3 ). The resulting function f ( 1−λ ) is still
continuous, monotonically decreasing and convex on the domain (0, 13 ), and
2λ
its image is the entire (0, 1), since we now have limλ→0 f ( 1−λ
) = 1 and
2λ
limλ→ 1 f ( 1−λ ) = 0 in the limits.
3
The most apparent open question from this figure is the behavior of
the process for the λ ∈ [ 13 , 21 ] case. While the figure gives the impression
e
that stabilization time might also have a O(n)
upper bound in this case, it
remains for future work to prove or disprove this claim.
Furthermore, even for λ < 13 when stabilization is known to be superlinear, one might also be interested in devising upper bounds. The best
known upper bound for this case currently is the bound of O(n1+f (λ)+ε )
from Chapter 4: since this is an upper bound for a worst-case initial coloring, it naturally applies to the random-initialized case, too.
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Figure 5.11: Our upper and lower bounds on stabilization time in the
proportional case.

6

Technical Details

In this chapter, we discuss the technical details and further observations
omitted in the previous chapters.

6.1
6.1.1

Details for Chapter 2
Detailed analysis of gadgets

Here we provide a more detailed description of the gadgets, and also comment on their behavior and their use in the construction.
Simple relay. The construction and behavior of the simple relay has
already been described above. One thing to note is that in our construction,
simple relays are mostly used only once: after node B switches, propagation
never returns to the same part of the graph again, and thus node B will
remain unswitchable for the rest of the process.
While we mostly use this original version of the gadget, we occasionally need relays with multiple output nodes instead of just one. This only
requires a simple modification: besides connecting x extra (black) output
nodes to node B, we also need to add x fixed (white) nodes in order to keep
the initial balance of B unchanged.
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Chains of simple relays are mostly used to connect more complex gadgets
in our construction. Note that depending on whether the input and output
nodes in these gadgets are supposed to have the same or different initial
colors, we only need a chain of length 1 or 2 for this, respectively.
Rechargeable relay. In a rechargeable relay, node B is connected to
an upper node U instead of a fixed node. Node U is connected to a group C
of two nodes, which is further connected to nodes R1 , R2 . Initially, C has
the opposite color as B and U , and one of R1 and R2 is white, the other
is black. Node B has the same external neighbors as a simple relay. The
recharge nodes can both have any set of external neighbors as long as their
initial balance is 3 with C ignored (so with C included, the initial balance
of R1 and R2 is then 1 and 5, respectively).
Note that since R1 and R2 have opposite colors, this recharging process
can always be executed on a used relay through either R1 or R2 , depending
on the current color of the nodes. We only need to select the recharge node
that has the current color of U , and switch 3 of its neighbors (to U ’s current
color) for the recharging step, and then switch 3 of its neighbors (to the
opposite color) for the resetting step.
Recharging system. In a basic recharging system,
√ the node U is
connected to the input node v, the group M , and to n + 1 fixed white
nodes. The middle
level group M has a further edge to all nodes
√ Li , and is
√
balanced by m fixed black nodes. Finally, each node Li has m distinct
neighbors in X, and thus each node in X is connected to exactly one lowerlevel node. For convenience, we assume that m is a square number.
A generalized recharging system is almost identical to this, except for the
nodes Li occasionally being connected to the same node. The connections
between the lower level and X are not directly specified: we are free to
choose which of the nodes Li to connect to a specific node in X. Note,
√
however, that the gadget design implicitly assumes that xj ≤ χ for all
nodes in X. This is naturally satisfied whenever we use the gadget in our
constructions, since we always have x1 = x2 = ... = xm with |X| > xj . Also
note that for convenience, we assume χ to be a square number.
Nodes in the upper and lower levels are initially white, while M and the
input node v are initially black. The nodes X may assume any color, and
also may switch multiple times before the recharging system is activated.
However, the graph construction ensures that at the time when the gadget
is activated (that is, when v switches), all nodes in X are currently colored black (i.e., we indeed use the system on rechargeable relays that can
currently be recharged). The gadget design ensures that U and M have
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an initial balance of 1, while the nodes Li have a balance of 1 at least,
depending on the current color of their neighbors in X.
Finally, note that for the recursive version of our construction, we need to
use slightly modified recharging systems in the sense that they have multiple
input nodes from multiple different branches, each connected to node U .
However, this does not modify the behavior of U as long as its initial balance
is readjusted to 1. This also requires a minor modification in the simple
relays that are used as input nodes, since relays generally assume that their
output node never switches before the relays themselves are triggered. This
can be resolved by using a modified relay where the base node has an initial
balance of 3, and thus it is enabled by two distinct simple relays on the
branch.
AND gate. The and gate consist of 7 nodes. The input nodes of X
are connected to node A, which is further connected to all other nodes in
the gadget (B1 , B2 , D and the group C on 3 nodes). Nodes B1 and B2 are
also connected to group C, node B1 has an edge to node D, and node D is
connected to some external black node v on the output side. Furthermore,
A, B1 and B2 have x + 1, 4 and 3 fixed black neighbors, respectively.
One can check that each node has a positive balance as long as there
exists a black node in X. Node A gets a balance of x − 1 from the nodes
within the gadget, so it is not switchable unless all nodes in X are white.
Nodes B1 , B2 , C and D all have an initial balance of 1.
After the gadget reaches its final stage (see Figure 2.10), no node in the
gadget can ever change again, regardless of the states of X or v.
Note that for the described behavior of the gadget, we also need the fact
that none of the nodes in X switch between the first and second switching
of A. The switching of A only increases their balance (temporarily), so this
is guaranteed if other neighbors of nodes in X do not interfere with the
process. In the construction, we only use and gates this way: whenever a
node A becomes switchable in a gate, then that is the only switchable node
in the entire graph, so no other nodes will switch until the propagation
reaches v.
As long as this condition is fulfilled, we can connect any number of and
gates to a given node of the graph without affecting its behavior; we only
have to make sure that we also add fixed node neighbors to restore the
node’s balance to the original value.
Join gadget. The join gadget consists of a central node C, and of
p distinct 2-group starter gadgets of alternating color (we assume p to be
even). Each starter gadget consists of two groups Ai and Bi , both of size
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2 (with i ∈ {1, 2, ..., p}). The two groups are connected to each other, and
Ai has a further edge to the input node vi , and two fixed nodes of the same
color as its own. Finally, all Bi are connected to a central node C, which is
in turn connected to an output node v. Node C also has two further fixed
black connections.
Initially, Ai for odd i values, Bi for even i values, vi for even i and node
C are colored white; the remaining nodes are colored black. Nodes Ai have
an initial balance of 1, nodes Bi have an initial balance of 1 or 3 (depending
on parity), and C has an initial balance of 3.
Every time after v switches, the balance of C returns to its initial value
of 3, so the switching of the next input node will trigger the same process
through the next starter gadget.
Fork gadget. The fork gadget consists of q nodes F1 , ..., Fq of alternating color, where we assume q to be an odd number. All Fi are connected
to the same input node v, and each to a distinct output node vi . They are
also linked to each other, with Fi connected to Fi+1 for all i ∈ {1, 2, ..., q−1}.
Also, node F1 and Fq have a fixed neighbor colored black and white, respectively (imitating the role of the nonexistent nodes F0 and Fq+1 ). Finally,
each Fi has a further fixed neighbor of its original color. Initially, Fi is
colored black for odd i and white for even i values.
The balance of F1 and all white Fi -s is originally 1 in this setting, while
the balance of black Fi -s (except for F1 ) is 3. Hence when v first switches,
only F1 will become switchable (and switching it will propagate on through
v1 ). The next time v switches, it switches back to white; with v and F1
both white, F2 can now switch too. The pattern continues all the way to
Fq : as Fi−1 has already been switched before, as soon as v switches back
to the color of Fi , Fi becomes switchable, too, enabling propagation on the
next branch. After vi switches (and remains that way), Fi is not switchable
anymore, since vi , Fi−1 and its fixed neighbor all have the opposite color.
Note that since each switching Fi increases the current balance of v
from 1 to 3, we need to switch two neighbors of v in each turn to make v
switchable again. This is exactly what happens when v is the base node of
the rightmost relay in the chain: between every consecutive switches of v, we
switch both node U (by the recharging step) and node vL (by propagation
through the chain) in the relay, and thus v becomes switchable again.
Note that since it is connected to the fork gadget, the rightmost rechargeable relay in the chain is a modified one in the sense that its base node has
not one, but q right-side neighbors, colored in alternating fashion. However,
this fact does not change its behavior at all. The initial balance of the base
node is still 1, and every time after v switches, it has one of its neighbors
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Fi switching in the opposite direction. That has exactly the same effect as
if the right neighbor was simply a subsequent relay in the chain, triggered
by v.
On the whole construction. For convenience, we assume in the construction that both m and r are even numbers.
Recharging systems and and gates, as all other gadgets, are available in
two color variants; in the overview of the construction, we did not discuss
which variant is used in which case. However, the current state of each relay
in each round is straightforward to calculate, so the necessary color of all
recharging systems and and gates can easily be determined.
Also, we have seen that and gates are used to ensure that the given
recharging or resetting operations have completely been executed. In order
to achieve this, in case of the first systems (which recharge relays), the input
edges of the gates can be connected to the upper nodes of the corresponding
relays, since that is the last node to switch in the sequence. In case of
the systems that reset relays, the aim is only to switch the corresponding
recharge node of the relay, so we can connect the gates to the recharge nodes.
However, as each and gate belongs to a certain branch of the construction, we also have to ensure that the and gate is only activated when
the propagation reaches this branch, and stays inactive as long as previous branches are being processed. Therefore, besides the specified nodes in
the relays, the final input node of the and gate is the node which was used to
enable the recharging system in question (node v of Figure 2.7). This way,
the gates ensure that after the recharging system is activated, propagation
only continues if all the resulting switches were executed.
Generalization to ω(1) colors One can observe that in the construction of Section 2.3, except
√ for nodes A in the and gates, all nodes in the
graph have a degree of O( n). We can slightly modify the construction √
and
replace each of these and gates with two levels
of
such
gates,
with
Θ(
n)
√
distinct gates on the first level (each with Θ( n) input nodes), and a final
gate that connects the outputs of these first-level gates. This gives
√ us a
construction with the same properties, but a maximum degree of O( n).
3/2
This allows us to generalize
√ the lower bound of Ω(n ) to the case of
not only O(1), but up to O( n) colors. The technique for this is the same
as in the case of O(1) colors: we add a multipartite graph colored with the
additional
√ colors, and connect each of its nodes
√ to each original node. With
∆ = O( n) established, it suffices to have Θ( n) nodes in each of the color
classes. Therefore, using only Θ(n) additional nodes, we can extend the
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√
graph by
√ a multipartite graph on Θ( n) color classes, each consisting of
only Θ( n) nodes.

6.1.2

Notes on simulations

Due to its complexity, we have also verified the correctness of the nonrecursive construction of Section 2.3 through implementing it and running
a simulation of the minority process. Note that in general, it is difficult
to simulate a minority process in a benevolent model, since all possible
switching sequences would have to be examined to find the one with the
smallest number of steps.
Fortunately, the task is significantly simpler in our case, due to the
properties of the construction. The key observation in our graph is that
whenever propagation is split into multiple parallel threads (that is, when
there are multiple switchable nodes at the same time), then propagation
on any of these threads does not influence propagation on other threads
at all. Specifically, the nodes on separate threads do not have common
neighbors except for the beginning and end of such threads; i.e. when a
switching node splits the propagation to multiple threads, or when threads
are joined in an and-like fashion, meaning that a common neighbor only
becomes switchable when propagation has been finished in all of the threads.
This implies that throughout the process, these threads can be handled
completely independently from each other, and the order in which they are
processed is irrelevant. Note that this is also the property of the construction
which ensures that the set of switchable nodes is an independent set in any
state.
If we exploit this property, the process can be simulated easily by always
choosing an arbitrary one of the switchable nodes in the graph, knowing that
the choice of nodes will not influence the outcome. To verify correctness in
such a simulation, we only have to check that in each step of the process,
the set of nodes that become switchable is exactly the set of nodes determined by the analysis. Note that the opposite does not happen in our
construction: the switching of a node never makes another switchable node
unswitchable (this would also contradict the property that switchable nodes
form an independent step in any state).
When examining concrete instances of our construction, we used the
parameter r as the input to determine the size of the instance. For a given
input value of r (always an even number), we have chosen m = 2 · (r −
1)2 , which fits our preconditions on both magnitudes and parity. All other
details of the construction are already determined above; the only additional
thing to note is that whenever different gadgets are connected through a
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chain of simple relays, we always use the smallest possible such chain in the
implementation.
The simulations verified that the analysis of the construction is correct,
and thus stabilization time is indeed Ω(n3/2 ) in the sequential benevolent
model. Table 6.1 illustrates the number of steps for some choices r, along
with the resulting number of nodes in the construction. One can observe
that the number of steps indeed grows superlinearly in n.

Input (r)

Nodes (n)

2
4
8
16
24
30
40
60
80
100
120

99
469
929
729
369
119
169
269
369
469
569

1
7
17
27
48
108
192
300
432

Steps

2
6
11
20

5
47
161
316
754
559
084
905
598

112
772
884
404
372
568
108
188
268
348
428

Table 6.1: Number of steps on some specific graphs.

6.2
6.2.1

Details for Chapter 3
Details of the Benevolent Construction

We now describe the benevolent construction in more detail. Note that some
of the previous presentation conventions from Section 3.2 are not followed
when presenting gadgets: for example, nodes shown at the same vertical
position do not necessarily have the same weight. Also, given a node v that
is originally following a node vd , we often refer to vd as the dominant node
of v even after adding an enabler neighbor to v, although technically v is
not dominated by {vd } anymore.
While extending the construction of Section 3.2 to the benevolent case,
we often apply the step of increasing the weight of a dominant node to a
sufficiently large value to ensure that the follower node behaves in a certain
way. Note that this is a step that we can always execute: besides increasing
the dominant node by a given factor, we also increase the weight of each
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direct and indirect upper neighbor of the node by the same factor. This
guarantees that the behavior of each node above remains unchanged.
Enabler nodes. Assume we have a follower node v with a dominant neighbor vd . For convenience, let us introduce the notation wR := WN (v)\{vd }
for the weight of the remaining nodes. The goal of adding an enabler node
ve is to ensure that vd alone does not dominate v anymore, but {vd , ve }
dominates v. Since v is a follower node, we initially have w(vd ) ≥ Λ · wR .
We need to select w(ve ) > wR to ensure that {vd , ve } has larger weight than
1
the original neighborhood. Since we know that wR < Λ+1
· WN (v) holds, a
1
choice of, say, w(ve ) := Λ · WN (v) suffices.
We then have to assign a new weight w0 to vd such that {vd , ve } dominates v, but the original set of nodes ({vd } with the nodes composing
wR ) does not. These two conditions require w0 + w(ve ) ≥ Λ · wR and
w0 + wR < Λ · w(ve ), respectively. This implies that a choice of w0 ∈
[Λ · wR − w(ve ); Λ · w(ve ) − wR ) suffices; this is indeed possible, since we
have specifically chosen w(ve ) > wR .
An additional idea also allows us to create an asymmetric enabler node
ve , such that vd alone being black is enough to force v to turn white, but we
need both vd and ve to be white in order to force v to turn black (or vice
versa). In such a situation, we say that vd semi-dominates v for one color
(black in this case). This can be achieved by choosing w(ve ) = Λ1 · WN (v)
as before, and also adding a fixed black neighbor to v with the same weight
Λ
w(ve ). If we now set w0 such that w0 + w(ve ) is larger than Λ+1
times the
sum of new weights of v’s neighbors, but w0 alone is not, then it requires
vd and at least one of the other two large-weight nodes (i.e., ve or the fixed
node) to force v to switch. Since the fixed neighbor will always remain
black, this implies that we have created an enabler node that is indeed only
required in one of the directions for switching v.
General enabler sets. In a more general setting, we can add a set of
m enabler nodes ve1 , ..., vem (to the same node v), such that for a given
threshold t ≤ m, v becomes switchable only if both vd and at least t out
of the m enabler nodes are of the same color. For this, we once again
choose w(vei ) = Λ1 · WN (v) for each of these enabler nodes to ensure that
w(vei ) > wR ; for simplicity, let us write wE := w(vei ). Then for the desired
behavior we have to ensure w0 + t · wE ≥ Λ · ((m − t) · wE + wR ) and
w0 + (t − 1) · wE + wR < Λ · (m − t + 1) · wE , which is possible with the
appropriate choice of w0 as before.
However, we also have to ensure that the enabler nodes cannot dominate
v without the help of vd ; that is, we need m·wE +wR < Λ·w0 , which requires
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w0 > Λ1 · m · wE + Λ1 · wR . Since our choice of w0 guarantees w0 ≥ (Λ · m −
(Λ + 1) · t) · wE + ΛwR , it would be enough to ensure Λ · m − (Λ + 1) · t ≥ Λ1 · m
for this (using the fact that Λ > 1). However, this only holds if t ≤ Λ−1
· m.
Λ
To generalize our technique for larger t values, we can add further pairs of
fixed nodes (i.e. “fake enablers” as seen earlier) with weight wE , until the
0
· m0 .
new number of enablers m0 satisfies t + m 2−m ≤ Λ−1
Λ
Uses of enabler sets. This also allows us to devise constructions where
we can enable and disable a follower node multiple (constantly many) times
throughout a given period. Assume that we add m new enablers to a follower
node v, and select the weight of its dominant node such that we need t := m
2
out of these nodes besides vd to dominate v. We then use some of these new
nodes as actual enabler nodes, and turn the rest into fixed nodes. Note that
for the behavior of v, there are in fact 3 different cases. If exactly t of the
new nodes are black, v behaves as if it was a follower of vd . If less than
t are black, then vd semi-dominates v for white, but vd being black does
not make a black v switchable. Finally, if more than t are black, then vd
semi-dominates v for black.
Thus, using enabler sets essentially allows us to alternate between these
3 behavior patterns. By switching the enablers in the correct order throughout the procedure, we can change arbitrarily between the 3 behaviors, effectively enabling and disabling (locking) v multiple times before the enablers
are reset. Note that in case of enabling steps, the benevolent player is automatically forced to switch the enabler in question in order to continue
execution. However, in case of locking, we need a further check with a
logical gate to ensure that the locking step has indeed been completed; otherwise, the benevolent player could avoid locking the enabler set, and he
could continue execution with an undesired sequence.
Enablers with predefined weights. There is one last case we need to
consider. In the previous settings, we always had the freedom to select an
arbitrary weight value for the newly added enabler node. However, occasionally, there already is a set of neighbors of a node v with predefined
weight values, and we need to use these specific nodes as enablers for v.
Assume we need to use enabler nodes ve1 , ..., vem to v such that each
of the enablers already has a predetermined weight, and for some threshold
wt , we want to enable v when the enablers of the same color have a weight
of at least wt together. In this setting, similarly as before, we can select
w0 such that v is enabled exactly in the desired case. The difference in this
case is that, as the weights w(vei ) are already given, we cannot ensure that
w(vei ) > wR . Thus we will only assume this setting within gadgets, where
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the operation of the gadget ensures that vd and the nodes composing wR
can not be the same color as v at the same time, and thus it does not matter
if w0 + wR is enough to dominate v.
Observer nodes. In this setting, our aim is to add a new neighbor vo to
a node v such that the behavior of v is unaffected by this extra neighbor: for
each S ⊆ N (v), both S and S ∪ {vo } dominate v after the addition exactly
if S dominated v before. Using the same method as with enabler nodes is
not straightforward here, as v may have multiple neighbors that have to be
updated after the addition of vo . Instead, we show another technique to add
observer nodes.
For the desired behavior, we naturally want to assign a very small weight
Λ
to vo . However, if we have a set S ⊆ N (v) such that WS = Λ+1
· WN (v)
exactly, then no weight is sufficiently small, since with any positive choice
of w(vo ), S ∪ {vo } will dominate v, but S alone will not.
Since there are only finitely many subsets S ⊆ N (v), we can define
Λ
wnext (v) = max (WS | WS < Λ+1
· WN (v) ), and then define w0 (v) as an
Λ
arbitrary number between wnext (v) and Λ+1
· WN (v) . If the domination
threshold for v was w0 (v), then it would be possible to select a small enough
w(vo ) value, since no subset of N (v) has a weight of exactly w0 (v). To make
w0 (v) the domination threshold, we could consider Rule II not with the
(v)
current Λ parameter, but with Λ0 (v) = W w0−w
instead (i.e., the choice
0 (v)
N (v)

0

(v)
of Λ0 (v) that ensures w0 (v) = ΛΛ
0 (v)+1 · WN (v) ).
This suggests the following solution: we first assign weights to every
other node in the graph, and consider the observer nodes last. We then
consider the Λ0 (v) value for each node in the graph, and define Λ0 =
maxv∈V Λ0 (v). We now consider the same construction under Rule II with
parameter Λ0 . The behavior of the construction under this new rule is
exactly the same, since Λ0 was chosen such that each node is dominated
by exactly the same subsets of its neighbors as before; however, we can
now select appropriately small weights for observer nodes, giving us a valid
benevolent construction for Λ0 . Since we have an adversarial construction
for any Λ value, we can obtain a benevolent construction for a specific Λ0
value by simply starting from a construction with Λ > Λ0 .
Thus this technique allows us to add observer node neighbors with the
desired properties. Note that by choosing w(vo ) sufficiently small, we can
also add multiple observer nodes to the same v. Also, by selecting the
minimum of multiple weights, we can connect the same observer node to
multiple nodes in the graph.
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Observer nodes in gates. Since our technique requires that observer
nodes are the last nodes in the graph to be assigned weights, the weight of
no other node can depend on the weight of observers. In our construction,
we only use observer nodes in logical gates, where w(vo ) only influences the
behavior of two specific nodes in the gate (see the description of logical gates
for more detail). We now discuss how to select weights to these dependent
nodes without knowing w(vo ) in advance, such that the correct behavior of
the gadget is ensured in the end.
One of the dependent nodes, vA , is a follower node, and has vo as a
lower neighbor. Here, our job is to ensure that the upper neighbor of vA
will indeed dominate vA , regardless of our choice of w(vo ) later. Since w(vo )
can be arbitrarily small, this can be achieved by defining an artificial upper
bound on w(vo ) beforehand, assigning weight to vA ’s neighbors based on
this bound, and decreasing w(vo ) to this bound in case it would receive a
larger value by default.
The other node vr needs to use vo as an enabler. For vr , we can select
Λ
for its dominant node vB a weight of w(vB ) = Λ+1
· WN (vr ) , allowing us
to assign weight to other nodes dependent on w(vB ). Then when the value
of Λ0 is obtained, we add fixed node neighbors to vr of both colors with
0
weight wf such that w(vB ) + wf = ΛΛ
0 +1 · (WN (vr ) + 2wf ) (as in the proof
of benevolent monotonicity in Section 6.2.2). This way, w(vB ) will exactly
be on threshold value of dominating vr , so vo will act as an enabler node
for any positive choice of w(vo ).
Pacer systems. The general idea of pacers has already been shown in
Figure 3.9: by adding two relay nodes between a 6-tuple of control nodes
and a 6-tuple of base nodes, we obtain a new configuration where base
nodes still behave as before, but we can use the newly added pacer nodes
to recharge some of our gadgets. Note that the choice of adding 2 pacers
in the figure is only for convenience; the technique also works with a chain
of any even number of pacer nodes if each of the pacers is a follower of its
upper neighbor and the chain has the appropriate alternating color pattern
initially. Generally, we say that a node is a pacer node in level ` if it switches
its color exactly once between each consecutive pair of switches of the base
nodes in level `.
Let us now consider a more general setting. Assume we have a set of
gadgets that each require one (or more) pacer nodes with a certain weight
and certain initial color in level `. We show how to create a pacer system
that ensures the correct behavior of all these pacer nodes. Furthermore,
in each gadget, switching the corresponding pacer node forces some color
changes within the gadget (i.e, resets it to its default state). Therefore,
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in the benevolent model, we also need to ensure that the player executes
these changes within the gadget after the pacer node is switched. In each
of our gadgets, we can select one (or more) specific signal nodes such that
the resetting of the gadget is finished when the signal node switches to a
certain color. Thus for the general pacer setting, we assume that there is
also a set of signal nodes with a given weight and a given signal color, and
pacer system has to ensure that the player can only continue execution once
all these signal nodes are set to the required color.
The general design of such a pacer system is illustrated in Figure 6.2.
Assume that we place the pacer system above a black 6-tuple of base nodes;
this implies that the topmost node in the pacer system (the new lower
neighbor of the control nodes in the level) must also be black initially. Each
gadget that requires an initially white pacer node can simply have its pacer
directly connected to this topmost node as a lower neighbor. Gadgets requiring initially black pacers must first be connected to a white relay node,
and only this relay node is connected to the topmost node. We can choose
the weight of each such relay node and the topmost node sufficiently high
to ensure that each of these nodes is a follower of its upper neighbor. This
way, whenever the topmost node switches, it eventually makes each of the
pacers in the gadgets switchable.
We need a couple of more pacer nodes in the lower part of the system
for checking the conditions on signal nodes. Note that we may expect different behavior in the gadgets in the two possible switching directions in
the system, i.e. when the topmost node switches white and thus each pacer
switches to the opposite of its initial color (the pace-away phase), and when
the topmost node switches to black and each pacer switches back to its
original color (pace-back phase). For both of these directions, we insert a
pair of pacers that check the required conditions on the signal nodes: one
that has each signal node that needs to be black as an asymmetric enabler,
and one that has each signal node that needs to be white as an asymmetric
enabler. As seen before, this can always be done with an appropriate choice
of weight for the upper neighbor of the node. Note that it is possible for
a signal node to be connected to more than one of these pacer nodes, and
thus participate in the continuation condition in both switching directions.
This gives us a gadget with the desired properties. Whenever the control
nodes in the level switch, they are followed by the topmost pacer node, and
then all other pacers eventually. Once execution finishes in the connected
gadgets and all signal nodes switch to the required color, the two conditionchecking pacers at the bottom switch. The other pair of checking pacers
(corresponding to the other switching direction) simply act as follower nodes
in this case. Eventually, the lowermost pacer node in the system switches,
forcing the base nodes in the level to switch.
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pacers needed
in gadgets
signal nodes
in gadgets
checkers for
pace-away

checkers for
pace-back

Figure 6.2: General pacer system design.
Note that in our recursive procedure, between two consecutive times of
passing execution down to lower levels, the base nodes always switch an even
number of times. This implies that whenever execution is on a lower level,
the pacer nodes in the current level always have the same color. Throughout
the operation of the gadgets, these pacers behave as if they were fixed nodes,
and they only switch in the process of resetting when execution has been
passed back to the current level.
Logical gates. The basic construction of an and gate has already been
shown in Figure 3.10. Let us denote the observer node by vo , the enabler
node by ve , the relay node between the two by vr , and let us denote the
three pacer nodes above them by vA , vB and vC from left to right. Assume
that vo observes a set of input nodes U0 , and ve enables an output node
u1 . Note that in the process of resetting the gadget, ve and all nodes in
the upper row also act as signal nodes, so they are also connected to some
further nodes in a pacer system.
Assume that the weight of ve (and the weight of the neighbors outside
of the gadget) is already given. We first select w(vr ) and w(vC ) such that
vC is a dominant node and w(vr ) is an enabler of ve . We then select w(vB )
such that it dominates vr with vo as an enabler (see further notes in the
discussion of observer nodes). Finally, vA is chosen such that it dominates
vo , and the nodes in U0 together form an asymmetric enabler for black.
We demonstrate the different phases of using a logical gate in Figure
6.3. When the condition is fulfilled, then vo , vr and ve switch in this order,
leading to the ’used’ state of the gate. Next time when the pacer system
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activated

resetting – pace-away

pace-back

Figure 6.3: Phases of using and resetting a logical gate.

connected to the gate switches, each of the three pacer nodes in the gate
switch to the other color. Our choice of weights guarantees that this is
enough to force vo to switch back to black, which then results in vr and ve
switching back to their original color, too. The fact that ve is a signal node
implies that the pacer system only allows execution to continue if ve has
indeed switched back to black. Finally, in the pace-back phase, each of the
upper nodes switches back (this is ensured as they are signal nodes), and
the gate returns to its initial phase.
In order to ensure that the gate does not immediately start operating
again after this last step, we implicitly assume that the condition checked
by the gate is false when resetting happens. Since most of our gates have
a certain state of the state chain as one of their inputs, and the pacer
system is only active when execution is on the level above the gadget, this is
straightforward for most gates, as only a few states correspond to execution
being on a higher level. For the remaining gates where the input state allows
execution to be above, one can check that there is always another conditions
that does not hold while resetting.
Note that it only takes minor modifications to apply the same technique to a range of similar settings. By setting the enabler threshold to the
minimum weight of nodes in U0 instead of their sum, we obtain a similar
construction for a logical or gate. By inserting not one, but two internal
relay nodes into the gadget, we obtain gates for cases when the observer an
the enabler nodes are required to have the opposite color.
Furthermore, we can also create gates that consist of multiple layers,
that is, use the enabler nodes of some gates as the input for a second layer
of gates. This allows us to check more complex conditions (e.g., the and
of or conditions), or also allows us to create and conditions for a set of
nodes that do not all have the same desired color. Note, however, that since
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resetting requires the condition of the logical gate to be false at the time,
we need to reset such multi-layer gates in multiple steps to ensure that the
enabler gates of the first layer are already set back to their initial color
before we begin resetting the second layer of gates. This can be solved by
using multiple pacer systems below each other (within a level), and using
the lower-placed systems to reset the gates in the second and further layers.
State chain design. A state chain can be implemented as a chain of
alternating-colored nodes, each following its upper neighbor, with a single
conflict added to the chain that propagates down step by step (as in Figure
3.11). Every possible position of the conflict in the chain corresponds to
a different state of the procedure. Note we use the word “state” here in a
more abstract sense to refer to a phase of the recursive procedure, or the
encoding of this phase in the state chain. However, these phases do not
actually correspond to concrete states of the minority process, but instead,
to states or sets of states of the minority process on the given level only.
In contrast to storage chains in the adversarial case, the state chain
has enabler nodes connected to each of its states to ensure that the player
can only proceed to the next state when the steps of the current state are
all executed. Propagating down the conflict in the state chain is then a
prerequisite condition for the steps of the next state, so in order to follow
the procedure, the player has to execute the given steps in the construction
and proceed though the states in the chain simultaneously.
In order to reset the state chain, we add 3 extra nodes and store 2 more
conflicts at the top of the chain. Whenever the lowermost state is reached,
we let the first stored conflict propagate through the chain, resetting each
node to its initial color. We then allow the second stored conflict to propagate down to the position that corresponds to the first state, resetting the
chain to its original state (except for the uppermost extra nodes). We include the uppermost node in the chain as a pacer in the pacer system in
the level above, and use the pacer system to ensure that this uppermost
node always switches the second node while pacing. This ensures that when
execution is passed back to the level above, the two required conflicts are
reintroduced into the chain. The behavior of the chain is illustrated in
Figure 6.4.
Note that besides enabling some nodes, we occasionally also have to lock
nodes in the process to ensure that the player can only follow the desired
sequence of steps in the state chain. One such locking is specifically shown
in the figure.
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at next pacing
paceaway

prop.

prop.

propagate

paceback

if
locked
lock

checked in
pacer system

valid states

resetting

Figure 6.4: Illustration of a state chain with 3 states. Dotted lines show
conditions and enabled nodes of AND gates; lines with no source indicate
other conditions outside of the chain. After resetting, the two conflicts
stored in the extra nodes are reintroduced in the next pacing.
States of the procedure. We now describe the states needed in the
state chain in order to encode the procedure that the benevolent player
has to follow. As mentioned, to follow the recursive procedure throughout
the various levels, we need specific states in the state chain of each level
to indicate if execution is currently on a level above or below. If a level
needs to pass execution to a neighboring level (say, the one below), then we
proceed to the next, “level below” state into the current level’s state chain.
Also, in the state chain of the level below (which was currently in a “level
above” state), we proceed to the next state as well, which encodes a state
in which the execution is indeed happening on this lower level.
Note, however, that depending on which of these two steps is done first,
there might be points in time when the state chains indicate that execution
is in two levels simultaneously, or in no level at all. To simplify the transition
from one level to another, we avoid such situations by introducing auxiliary
transition states into the state chains for each such transition. The states
and conditions of such a transition process are illustrated in Figure 6.5.
Now let us consider the whole behavior of the procedure. For the specific
case of ΛB = 5, we can summarize the execution on a level as the periodic
repetition of the following steps:
1. (P1 ) We execute the first 4 steps of the control sequence (base nodes
switch 4 times).
2. The storage chains below the base nodes are now charged, so we continue execution below until the chains are unloaded.
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A

lower level

B

Figure 6.5: Passing execution to the level below with auxiliary states. The
vertical position of arrows in the states shows if execution is on, above or
below the current level. Enabling conditions are shown as dotted lines. A
and B denote some specific states on the current level.
3. (P2 ) We execute the last 2 steps of the control sequence. Base nodes
switch 2 times, storage chains below are half-charged.
4. The storage chains above are unloaded, so we pass execution to the
level above. Execution only returns when the storage chains above are
charged again.
5. (P20 ) In the control nodes, we execute only the first 2 steps of the
control sequence, since storage chains below are charged by then (base
nodes switch only 2 times).
6. Execution is continued below until the storage chains below are unloaded.
7. (P3 ) We execute the last 4 steps of the control sequence; storage chains
below are charged.
8. Execution continues below until the chains are unloaded.
9. The storage chains above are unloaded, so when execution returns
from below, we pass it on directly to the level above.
Note that with the last step, we arrive back to the initial phase of the
process: the storage chains below are completely unloaded, and storage
chains above will be fully charged when execution returns next time to this
level. This sequence of states is also summarized in Figure 6.6.
Recall that in a regular step of our benevolent construction, the arrival of
the 6 conflicts to a position in the storage chain below acts as the enabling
condition for the downpropagation of the next 4-tuple of conflicts in the
storage chains above. However, in the different phases, the same conflict
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P3

RESET

Figure 6.6: Overview of states in the state chain for ΛB = 5 (without
auxiliary states, for simplicity).
positions below must enable different 4-tuples above. In phase P1 , the ith
subset in the control sequence inserts the ith conflict into the storage chain
for i ∈ {1, ..., 4}. The second phase is split into two parts by the execution
being passed above: first in P2 , the (i + 4)th control subset produces the ith
conflict into the storage chain for i ∈ {1, 2}, and then in P20 , the ith subset
produces the (i + 2)nd conflict for i ∈ {1, 2}. Finally, in P3 , the (i + 2)th
subset of the control sequence creates conflict i in the chain for i ∈ {1, ...4}.
Therefore, each logical gate (enabling a 4-tuples of conflicts above) must
also include a given state in its condition, and we need to have separate
enabler gates for each 4-tuple in the different phases.
One can similarly collect the phases for other ΛB values. For a general
ΛB +1)
(odd) ΛB , the list consists of LCM(ΛΛBB−1,
= ΛB2+1 phases, where LCM
−1
denotes the least common multiple.
Top of the construction. Recall that above the uppermost level, we
have a constant-length initial storage chain for each of the topmost control
nodes, and as such, the uppermost level is irregular in this sense. However,
executing the control sequence on this level consists of constantly many
steps only, and thus we can hard-code this process into a constant number
of logical gates and a constant-size state chain, which do not need to be
reset after use.

6.2.2

Generalizations

Higher number of colors. To generalize our lower bounds for more
than two colors, we first have to adjust some of our definitions for this case.
Specifically, the different definitions of Rule II are not equivalent anymore:
if the sum of black and white neighbors is not fixed, then the difference of
two frequencies does not automatically determine their ratio.
Let us use c∗ to denote the least frequent color in the neighborhood of
a node v. Let us introduce NOP T (v) := {u | u ∈ N (v) and C(u) = c∗ }. We
consider the possible definitions of Rule II separately:
Rule II/a (for a given Λ): v is switchable if WNS (v) ≥ Λ · WNOP T (v) .
Rule II/b (for a given λ): v is switchable if WNS (v) −WNOP T (v) ≥ λ·WN (v) .
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Rule II/c (for a given ρ): v is switchable if WNS (v) ≥ ρ · WN (v) .
We show how to generalize the bound for all three rules. Given that
we already have a construction G on n nodes for 2 colors, we show how
to add extra nodes to the graph such that the process behaves as if the
graph consisted only of the original nodes with the original two colors. In
order to achieve this, for every original node v and each extra color c ∈
Γ \ {black, white}, we add an extra neighbor vc that we only connect to
v. By selecting the w(vc ) values carefully, we ensure that no original node
ever switches to any of the extra colors, and thus the modification does
not influence stabilization time. Note that the extra nodes never have any
incentive to switch, since they do not have conflicts at all.
First consider Rule II/a. It is clear that selecting w(vc ) > 21 WN (v) is
sufficient, since at every point, either the black or white nodes in N (v) have
a weight of at most 21 WN (v) , so this already ensures that c will never be the
preferred color of node v. Actually, because of the strict switching condition,
1
choosing only w(vc ) > Λ+1
· WN (v) would also suffice.
·
The case of Rule II/b is slightly more involved. Let w0 denote 1−λ
2
WN (v) , the maximum weight in N¬c (v) with which v is still switchable in
the original graph G. As in the previous case, we again ensure w(vc ) > w0 ,
|Γ|−1
for example, we select w(vc ) := |Γ|−2
· w0 . This way, after adding the extra
0
2
nodes, we have WN
(v) = WN (v) + |Γ − 2| · w(vc ) = 1−λ + |Γ| − 1 · w0 . The
2λ
original difference required for switchability was λ · WN (v) = 1−λ
· w0 ; after



adding the extra nodes, this accounts only for a

λ·WN (v)
W0
N (v)

=

2λ
2+(|Γ|−1)(1−λ)

0
portion of WN
(v) . Thus by adding the extra nodes to G, we obtain a valid
2λ
construction for λ0 := 2+(|Γ|−1)(1−λ)
and |Γ| colors. Since limλ→1 λ0 = 1,
this finishes our generalization: for every possible λ0 value and set of colors
Γ, we can select another (larger) λ value such that the 2-color construction
with λ also provides a construction for λ0 and |Γ|.
The case of Rule II/c is almost identical to that of Rule II/b. Now
let w0 := (1 − ρ) · WN (v) , and again select w(vc ) := |Γ|−1
· w0 . After the
|Γ|−2
0
addition of the extra nodes, we get WN
=
W
+
|Γ
− 2| · w(vc ) =
N (v)
(v)

1
+
|Γ|
−
1
·
w
.
The
original
ρ
portion
of
the
neighborhood
now only
0
1−ρ

accounts for a ρ0 :=

ρ·WN (v)
W0
N (v)

=

ρ
1+(|Γ|−1)(1−ρ)

0
portion of WN
(v) . Again,

limρ→1 ρ0 = 1, so for any given ρ0 , we can select a ρ value which indirectly
also provides a construction for ρ0 and |Γ| colors.
Thus we can apply this technique for all three possible generalizations
of the proportional switching rule. Assuming only O(1) extra colors, the
number of newly added nodes with the technique is O(n), and thus stabi-
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lization time remains exponential. Furthermore, in case of Rule II/a, for
every extra color c, we could also combine the extra nodes vc (for every v)
into a single node, selecting the maximum of their weights as the weight of
the combined node. This way, we only require one additional node for each
newly introduced color, allowing a generalization to up to Θ(n) colors in
case of Rule II/a.
Rule II with other λ values. In Section 3.2, we have already presented
the main idea behind generalizing the adversarial construction to any odd
integer ΛB . It only remains to discuss the generalization of the control
sequence. The description of the control sequence already hints the way of
generalizing the method: when starting with ΛB − 1 white, 1 black and then
1 more white node in this order, and continuously “sliding” the (ΛB − 1)subset of subsequent nodes to switch (see the dotted line in Figure 3.3), we
can always produce a control sequence of ΛB + 1 steps where each control
node switches ΛB − 1 times altogether, and the base node below is switched
ΛB + 1 times. Besides the control sequence, there is one more detail to
note for completeness: the length of the initial starting chain above the
uppermost level also grows for higher ΛB , but only to a constant value
which is a function of ΛB .
As discussed earlier, with an appropriate choice of ΛB and , this proves
the exponential lower bound in the sequential adversarial model for any
parameter λ ∈ (0, 1). The techniques in Section 3.3 were shown for a general
Λ value in the first place, thus the lower bound also holds for any λ ∈ (0, 1)
in the sequential benevolent and free benevolent models.
To gain a deeper understanding of the process, we also present a simple
method to prove monotonicity of the λ values: that is, given a two values λ0
and λ with λ0 > λ, and given a construction with exponential stabilization
time for λ0 , we can transform this into another construction which has
exponential stabilization time for λ. Recall that this transformation is trivial
in the adversarial case, as the same graph with the same sequence of steps
is also a valid construction for λ. In the benevolent case, the idea is to
add, for each node v in the graph, two fixed node neighbors to v (a black
and a white one) to reduce the original weight WN (v) to stand for only a
given portion of the weight in the neighborhood of v. There is a specific
weight value wf that we can assign to these two fixed nodes such that
the resulting graph behaves the same way under Rule II with λ as the
original graph behaved with λ0 . Indeed, since the new nodes can never
switch but contribute a weight of wf to each color, we can achieve this by
Λ
0
ensuring ΛΛ
· WN (v) + wf = Λ+1
· (WN (v) + 2wf ). This requires a choice
0 +1
1
of wf = 2λ · (λ0 − λ) · WN (v) .
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Details for Chapter 4
Discussion of upper bound proof

In this section, we discuss some parts of the upper bound proof in more
detail.
Majority and minority processes as CPSs. When introducing the
concept of CPS as the common abstraction of majority and minority processes, it is rather straightforward that conditions 2 and 3 are fulfilled, since
each time when a node v switches, it can only create 1 conflict on at most
1−λ
· deg(v) incident edges. Condition 1, however, requires some more dis2
cussion.
Between each two consecutive switches of v, we know that at least
1+λ
· deg(v) − 1−λ
· deg(v) = λ · deg(v) new conflicts must be wasted (i.e. re2
2
moved) to raise the number of conflicts on incident edges above the switch· deg(v) again. Furthermore, if between the two
ability threshold of 1+λ
2
switches there are also conflicts that are removed from the incident edges
by neighboring nodes (i.e., outputs), then each of these conflicts have to
be replaced by a new one (an extra input) to have the required number of
conflicts for switchability again.
More formally, let ini be the number of conflicts created on, and outi the
number of conflicts removed from the edges of v between the (i − 1)th and
ith switching of v, for i ∈ {1, ..., s(v)}. If outi further conflicts are removed
from v’s edges before the (i + 1)th switching of v, then v needs to obtain outi
further conflicts to reach the threshold of 1+λ
· deg(v) and be switchable for
2
the (i + 1)th time. This implies ini ≥ λ · deg(v) + outi ; adding this up for
all i provides condition 1.
This explains why the relaxed version of condition 1 holds asymptotically. However, there are some edge cases that make the process slightly
differ from this asymptotic behavior. Besides input conflicts (created by a
neighbor of v), there may also be original conflicts on the edges incident to v,
which were not created by a neighbor but had been present from the beginning due to the initial coloring of the graph. These conflicts can be used by
v just like an input conflict when switching, and hence it is in fact the sum of
original and input conflicts that has to be larger than the required number
of conflicts for switching (i.e., the sum of outputs plus λ·deg(v)·s(v)). However, the number of original conflicts on incident edges is at most deg(v), so
adding an extra term of deg(v) on the left side of condition 1 (i.e., requiring
only that cin (v) ≥ λ · deg(v) · s(v) + cout (v) − deg(v)) gives an inequality that
holds for any node in a majority/minority process, even if a node v uses up
to deg(v) original conflicts while switching.
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Also, the behavior of the process is slightly different before the first and
after the last switch. On the one hand, in the first round, v needs to use
1+λ
· deg(v) conflicts that are all inputs or original conflicts (whereas in
2
later rounds, up to 1−λ
· deg(v) of the used conflicts might be ones that
2
were created by v in the previous round). Therefore, because of this first
·deg(v)−λ·deg(v) =
round, the total number of used conflicts is actually 1+λ
2
1−λ
· deg(v) higher than in the asymptotic case. On the other hand, there
2
is no need to compensate for output conflicts that are removed after the
very last switching of v, since the number of conflicts in the final state of
the graph is irrelevant; therefore, there may be up to 1−λ
· deg(v) output
2
conflicts that do not have to be compensated. Note, however, that these
two edge cases do not require us to further modify condition 1, since the
two new terms cancel each other on the right side.
Relaxing the CPS definition. While the extra deg(v) term in condition
1 becomes asymptotically irrelevant if a node switches many times (i.e. s(v)
is large), the precise analysis still requires us to introduce the relaxed version
of the CPS concept where condition 1 does not contain this extra term.
Consider a slightly smaller switching rule parameter λ − , for any small
 > 0. Note that cin (v) ≥ (λ − ) · deg(v) · s(v) + cout (v) automatically
implies cin (v) + deg(v) ≥ λ · deg(v) · s(v) + cout (v) for s(v) large enough;
that is,  · deg(v) · s(v) ≥ deg(v) holds whenever s(v) ≥ 1 , so the additive
term is not required. However, having λ −  instead of λ in the condition
also results in the slightly less tight upper bound of O(n1+f (λ−) ).
Therefore, we take the following approach. Assume we have a λ0 for
which we want to show the upper bound. We select a small  > 0, and
define λ := λ0 − . We define a constant switching threshold s0 := 1 ; nodes
v with s(v) < s0 will be the base nodes. The base nodes in our graph then
do not satisfy condition 1; however, since they only switch a few times, they
have a limited influence on the process. By the choice of s0 , the remaining
nodes satisfy condition 1 with λ, even without the extra term, so the relaxed
version of condition 1 indeed holds with s0 and λ.
We then follow the proof outlined before with Relaxed CPSs. This allows
us to upper bound stabilization time by O(n1+f (λ) ) = O(n1+f (λ0 −) ). Since
f is continuous and the technique works for any  > 0, this establishes an
upper bound of O(n1+f (λ0 )+ ) for any  > 0. Thus in terms of the parameter
λ0 of Rule II, our upper bound amounts to O(n1+f (λ0 )+ ) steps.
Potential of dicuts. Recall that Lemma 4.7 shows that the output potential of any node can be at most as much as its input potential. This
allows us to upper bound the total potential in any dicut of the graph.
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We use trivial dipartitioning to refer to the dipartitioning (V1 , V2 ) where
V1 only contains the source nodes of the DAG, and V2 contains all other
nodes.
Lemma 6.7. Every dipartitioning can be obtained from the trivial partitioning through a sequence of steps such that each intermediate step is also
a dipartitioning.
Proof. The statement clearly holds for the trivial dipartitioning. For any
other dipartitioning, we can prove the statement by induction on the number of nodes in V1 . Given any other dipartitioning (V1 , V2 ), let us take a
topological ordering of the DAG which begins with all the source nodes. Let
us restrict this ordering to V1 , and let v be the last node of the ordering
which is in V1 . Since the ordering is topological, there are no edges from
v to V1 \ {v}. Therefore, (V1 \ {v}, V2 ∪ {v}) is also a dipartitioning, so
there exists a valid sequence to obtain it due to the induction hypothesis.
Appending the dipartitioning (V1 , V2 ) to the end of this sequence provides
a sequence for (V1 , V2 ).
From this, the proof of Lemma 4.8 already follows. The dicut of the
trivial dipartitioning has potential at most O(n2 ). Due to Lemma 4.7, the
potential of the dicut can only decrease throughout the sequence. This
shows that the potential of dicut (V1 , V2 ) is still at most as much potential
of the trivial dipartitioning.
Responsibility technique for the upper bound. We now discuss the
proof of Lemma 4.9 in detail. Note that in the definition of a (relaxed)
CPS, we defined the functions s and c as integer-valued, since this definition
is intuitively closer to our original majority/minority processes. However,
one can observe that all our statements in Section 4.3 still hold if s and c
are allowed to take any value among the nonnegative real numbers. Since
allowing non-integer values allows for a simpler proof of Lemma 4.9, in the
following, we consider this not-necessarily-integer version of CPSs in order
to avoid some discretization challenges.
As an edge case, note that source nodes switch at most O(1) time according to Lemma 4.5, so altogether, they contribute at most O(n) to the
total number of switches. Therefore, we can ignore them in the analysis,
and consider only the remaining nodes of the graph which satisfy the relaxed
version of condition 1.
The main structure of the proof has already been outlined in Section
4.3.3; it only remains to describe the responsibility technique devised for
the first part of the proof.

CHAPTER 6. TECHNICAL DETAILS (PART I)

109

Let us take a topological ordering of the nodes in A, and let us iterate
through the nodes of A in this order. For each next node v0 in this ordering,
we define the responsibility of v0 , denoted R(v0 ). As outlined, we introduce
a function ∆c(e) on the edges and ∆s(v) on the vertices for each such v0 ,
and after having processed v0 , we subtract these functions from c(e) and
s(v), respectively.
b → R and s0 : Vb → R, initially set to c0 (e) := c(e) and
That is, let c0 : E
s0 (v) := s(v) for every vertex v ∈ V and every directed edge e of the DAG.
Every time when we process the next node v0 , we define a new ∆c(e) and
b
∆s(v) based on the effects of v0 , and reduce c0 (e) by ∆c(e) on every e ∈ E,
and reduce s0 (v) by ∆s(v) on every v ∈ V . Due to the definition of ∆c(e)
and ∆s(v), the resulting c0 (e) and s0 (v) will still be a valid CPS after each
step of the process. After processing all v0 ∈ A, we obtain a final c0 (e) and
s0 (v) for the second part of the proof outlined in Lemma 4.9.
Definition of ∆c and ∆s. Let us now define the functions ∆c and ∆s.
Let v0 be the next node of the topological ordering. In order to process
the switches “caused by” v0 , we take a topological ordering of the nodes
reachable from v0 on the current edges of the DAG (that is, the real edges
with regard to the current c0 (e)). The first node of the ordering is clearly v0
b of v0 , let ∆c(v0 , u) = c0 (v0 , u). That
itself; for each output edge (v0 , u) ∈ E
is, after the current ∆c(e) will be subtracted from c0 (e), all output edges
(v0 , u) will have c(v0 , u) = 0, and thus cease to be real edges, turning v0
into a new sink node of the DAG.
In general, let v be the next node in the topological ordering of the nodes
reachable from v0 (i.e., the inner loop of the algorithm). Since the ordering is
topological, all input edges (u, v) of v already have a value ∆c(u, v) assigned
to them (if an input node u is not reachable
Pfrom v0 , we consider ∆c(u, v)
to have the default value of 0). Let ∆in := (u,v)∈E
b ∆c(u, v).
First of all, we generally define
∆s(v) :=

1+λ
2

∆in
.
· deg(v)

(6.1)

Furthermore, we define ∆c(v, w) on the output edges
P (v, w) of v as follows.
Similarly to the definition of ∆in , let ∆out :=
(v,w)∈E
b ∆c(v, w). Our
assignment will ensure two things. On the one hand, we assign ∆c(v, w)
values such that ∆out = ∆s(v) · 1−λ
· deg(v); or, put otherwise through the
2
definition of ∆s(v), ∆out = 1−λ
· ∆in . On the other hand, we always reduce
1+λ
the value c0 (v, w) on the output edge with the largest c0 (v, w) value, until a
total reduction of 1−λ
· ∆in is obtained.
1+λ
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Moreover, we have to apply a slightly different method when c0out (v) <
·∆in , i.e. it is not large enough to be decreased by the required amount.
In this case, we choose ∆out as large as possible (that is, equal to c0out (v)),
e in = ∆in − λ+1 · c0out (v), i.e. the portion of the input which
and define ∆
λ−1
we cannot compensate from the remaining outputs. Since this part of the
input conflicts is not used to create output conflicts, this can result in a
higher number of switches at v. Hence, we reduce s0 (v) by a larger amount
altogether. Specifically, we define
1−λ
1+λ


∆s(v) :=

e in
∆in − ∆

1+λ
2



· deg(v)

+

e in
∆
.
λ · deg(v)

(6.2)

Intuitively, the idea behind this technique is that even if inputs are used
in the most optimal format, then 1 unit of input can correspond to at most
1−λ
units of output at v. This is because condition 2 ensures cout (v) ≤
1+λ
1−λ
· deg(v) · s(v), and in case of the maximum possible output, condition
2
1 gives
cin (v) ≥ λ · deg(v) · s(v) +

1−λ
1+λ
· deg(v) · s(v) =
· deg(v) · s(v),
2
2

providing a natural upper bound of

1+λ
2
1−λ
2

=

1+λ
1−λ

on the rate of inputs to

outputs. Furthermore, in case of this input to output ratio, the total input
of (at least) 1+λ
· deg(v) · s(v) corresponds to s(v) switches, and thus each
2
unit of input induces at most 1+λ 1
switches in v. On the other hand,
2

·deg(v)

when there are no more outputs anymore, the number of inputs cin (v) can
be as low as λ · deg(v) · s(v), and hence each unit of input induces at most
1
switches in v.
λ·deg(v)
To sum it up formally, when processing the next node v, we do the
following. If c0out (v) ≥ 1−λ
·∆in , then we define ∆s(v) according to Equation
1+λ
6.1. We select a threshold value cthres , and define ∆c(v, w) on the output
edges such that ∆c(v, w) = 0 for output edges where c0 (v, w) ≤ cthres ,
and ∆c(v, w) = c0 (v, w) − cthres for output edges where c0 (v, w) > cthres .
Since we can decrease cthres continuously, there exists exactly one threshold
value which ensures that ∆out = 1−λ
· ∆in . Hence, each output c0 (v, w) is
1+λ
truncated to this threshold value.
Otherwise, if c0out (v) < 1−λ
· ∆in , then we assign ∆c(v, w) := c0 (v, w) to
1+λ

e in as discussed above, and define
each output edge (v, w) of v, calculate ∆
∆s(v) according to Equation 6.2.
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CPS conditions after subtracting ∆c and ∆s.
Lemma 6.8. The definitions of these modifications ensure that after reducing the number of switches and conflicts, the resulting process still remains
a CPS in each step.
Proof. Recall that the conditions of a relaxed CPS require
1. c0in (v) ≥ λ · deg(v) · s0 (v) + c0out (v),
2. c0out (v) ≤

1−λ
2

· deg(v) · s0 (v), and

3. c0 (v, w) ≤ s0 (v) for each output edge (v, w)
for node v. We show that these conditions still hold for the new functions
c0 and s0 , obtained after subtracting ∆c and ∆s.
First consider the case when there are still output c0 (v, w) values to
decrease. In condition 1, the number of inputs decreases by ∆in on the left
side when executing the step. The number of outputs decreases by 1−λ
·∆in
1+λ
on the right side, and the first term on the right is reduced by
λ · deg(v) · ∆s(v) = λ · deg(v) ·

1+λ
2

∆in
2λ
· ∆in .
=
1+λ
· deg(v)



2λ
This adds up to a decrease of 1−λ
+ 1+λ
· ∆in = ∆in on the right side,
1+λ
thus condition 1 remains true in this case.
· ∆in , while the
In condition 2, the left side is decreased by ∆out = 1−λ
1+λ
right side is also decreased by

1−λ
1−λ
· deg(v) · ∆s(v) =
· deg(v) ·
2
2

1+λ
2

1−λ
∆in
=
· ∆in
1
+λ
· deg(v)

in each step.
To show that condition 3 remains true, we use the fact that c0 (v, w) is always decreased on the output edges with the highest c0 (v, w) values. Assume
that c0 (v, w0 ) > s0 (v) on some output edge (v, w0 ), for the new functions c0
and s0 obtained after subtracting ∆c and ∆s. Recall that with our truncation technique, if we have c0 (v, w0 ) on any edge after the reduction, then
cthres ≥ c0 (v, w0 ). Together, this implies cthres > s0 (v).
Let s0prev (v) := s0 (v) + ∆s(v), the value of s0 (v) before the decrease.
2
Recall that by the definition of ∆s(v), we have s0prev (v) − s0 (v) = ∆out · 1−λ
·
0
0
1
,
so
for
the
difference
between
s
(v)
and
c
,
we
have
s
(v)
−
thres
prev
prev
deg(v)
2
1
cthres < ∆out · 1−λ
· deg(v)
. Note that this difference is the maximum
value of ∆c(v, w) on any output edge, since before the decrease, all c0 (v, w)
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values were at most s0prev (v), and none of them were reduced below cthres .
However, since we decrease the outputs by ∆out in total, this means that
we have to reduce (i.e., have a nonzero ∆c(v, w)) on strictly more than
∆out ·

∆out
2
·
1−λ

1
deg(v)

=

1−λ
· deg(v)
2

distinct output edges. Each of these output edges is reduced to cthres , so
the total sum of outputs after the decrease is at least
c0out (v) ≥

1−λ
1−λ
· deg(v) · cthres >
· deg(v) · s0 (v),
2
2

which contradicts the already established condition 2. Thus condition 3
must also hold.
Finally, consider the other case, when there are no more output values
c0 (v, w) to decrease. The left side of condition 1 is still reduced by ∆in , and
the right side consists of the first term only, which is reduced by
λ · deg(v) · ∆s(v) = λ · deg(v) ·

∆in
= ∆in ,
λ · deg(v)

so condition 1 remains true. In this case, conditions 2 and 3 hold trivially,
since all output edges (v, w) already have c0 (v, w) = 0.
Responsibilities of nodes. Consider any va ∈ A throughout the process.
The value s0 (va ) is initially equal to s(va ), and then keeps being reduced
until va is the next node in the topological ordering (i.e., when v0 = va ).
From this point, s0 (va ) is not changed anymore; on the other hand, when
analyzing the effects of va , s0 (v) values of other nodes are reduced, and we
reassign these switches to be the responsibility of va . P
That is, whenever
having processed a node v0 , we define R(v0 ) = s0 (v0 ) + v∈A ∆s(v) for the
∆s function obtained in case of this specific v0 . Clearly, throughout the
process, every decrease ∆s happens with regard to a specific P
v0 , so this is
indeed a redistribution of the original s(v) values, and hence
s(v) =
v∈A
P
R(v)
holds.
v∈A
Lemma 6.9. For any v0 ∈ A and for the final s0 (v0 ) value, we have R(v0 ) =
O(s0 (v0 )).
Proof. Consider the round when v0 is the chosen node in the outer loop.
As said above, s0 (v0 ) is not modified anymore after this round, so it already
has its final value; also the value of R(v0 ) is decided solely in this round.
Since v0 ∈ A, we have deg(v0 ) < 2a. Hence, according to condition 2,
c0out (v0 ) = ∆out (v0 ) < 1−λ
· 2a · s0 (v0 ) at the beginning of this round. Note
2
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that at each node v reachable from v0 , we have ∆out (v) ≤ 1−λ
· ∆in (v), and
1+λ
hence the total of amount of changes ∆c decreases by a constant factor at
each node v. Hence after processing all nodes up to a distance of at most d,
the total amount of changes ∆c on the edges is at most


∆out (v0 ) ·

1+

1−λ
+
1+λ



Since this is a geometric series with
is at most
∆out (v0 ) ·

∞ 

X
1−λ i
i=0

1+λ

2

1−λ
1+λ
1−λ
1+λ

+ ... +



1−λ
1+λ

d 

.

< 1, the total amount of changes

≤ ∆out (v0 ) ·

1
1+λ
= ∆out (v0 ) ·
1−λ
2·λ
1 − 1+λ

regardless of d, thus even when all the nodes reachable from v0 have been
processed. Note that at each node v, each unit of decrease in ∆in (v) corre1
1
2
· deg(v)
or λ1 · deg(v)
decrease in ∆s(v) (depending on
sponds to either 1+λ
whether v still has real output edges to decrease). Even if we take the larger
1
decrease rate of λ1 · deg(v)
, this means that the total amount of changes ∆c
can only produce a limited amount of total decrease ∆s; more specifically

X

∆s(v) ≤ ∆out (v0 ) ·

v∈A

∆out (v0 )
1+λ 1
1
· ·
≤ O(1) ·
,
2 · λ λ deg(v)
a

using the fact that each v ∈ A has degree at least a. Thus using the upper
· 2a · s0 (v0 ), we get
bound ∆out (v0 ) ≤ 1−λ
2
R(v0 ) = s0 (v0 ) +

X

∆s(v) ≤ s0 (v0 ) +

O(1) ·

v∈A
0

1−λ
2

· 2a · s0 (v0 )
=
a

= s (v0 ) · (1 + O(1)) = O(s0 (v0 )).

Hence v∈A s(v) = v∈A R(v) = O( v∈A s0 (v)), so it suffices to upper
bound the sum of the final s0 (v) values in order to prove Lemma 4.9, as done
in the second part of the proof in Section 4.3.

P

6.3.2

P

P

Discussion of lower bound proof

We now discuss some technical details around the design of the control
gadget and the subset shifting technique. We also address some technical
questions regarding the whole construction.
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Control sequence for general λ values. The main idea for generalizing
the construction for general λ values was already outlined in Section 4.4.
Even if the input switching rate µ is not a rational number, we can take a
close enough rational approximation pq ≈ µ for some integers p, q. We then
develop the same construction and control gadget for the input switching
rate pq , which yields the same amount of total switches, apart from a small
 term in the exponent.
For convenience, we will always assume that p + q is an even value; in
case it is not, we can easily achieve this by using the approximation 2p
≈µ
2q
instead of pq . Note that in our example where λ = 13 implied µ = 21 , we have
already done this essentially: while we could have switched 1 out of 2 upper
neighbors in each step, we have in fact switched 2 out of 4 every time. This
assumption is required because we want nodes to be in conflict with p+q
2
out of their q upper neighbors when switching, since this is the amount of
upper neighbors that correspond to the switching threshold, namely
p+q
2

q


≈

· degupper (v) =

λ+ϕ
+1
1−ϕ


·

1 p+q
·
· (1 − ϕ) · deg(v) ≈
2
q

1
λ+1
(1 − ϕ) · deg(v) =
· deg(v).
2
2

Hence, p+q
has to be an integer.
2
Given a specific p and q, we can develop a control sequence of numbers
(1, ..., q) as discussed before. Recall that b = p−q
. The first bracket of the
2
control sequence contains numbers (1, ..., p), and we shift this interval by b
for every new bracket: in general, the ith bracket consist of the numbers
((i − 1) · b + 1), ..., ((i − 1) · b + p), all taken modulo q to fall into the interval
[1, ..., q].
Initially, all nodes labeled 1, ..., p and the nodes labeled p + b + 1, ..., q
are black, and all nodes labeled p + 1, ..., p + b are white. Then this sequence
ensures that in every odd step, all the nodes in the next bracket of the
control sequence are currently black, and in every even step, all the nodes
in the next bracket are currently white. This means that after every odd (or
even) step, p+b
of the upper neighborhood is white (or black, respectively).
q
As
p+b
1−µ
1+µ
1+λ
=µ+
=
=
,
q
2
2
2(1 − ϕ)
and all output connections have a non-conflicting color before switching, this
1+λ
means that (1 − ϕ) · 2(1−ϕ)
= 1+λ
of the entire neighborhood is in conflict
2
with the node, so it is indeed precisely on the threshold for switchability.
Since the greatest common divisor of p and q is either 1 or 2, the sequence
consists of q distinct brackets before periodically repeating itself. Note that
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among the nodes of a specific color, the next bracket always includes those
that have occurred the least amount of times so far (have the smallest occurrence number). This ensures that at any point in the sequence, the
difference in the number of occurrences between any two nodes is at most
2. Whenever a specific node is absent from the sequence, it is always absent for exactly 2 consecutive brackets. Each node 1, ..., q appears the same
number of times (p times) before the sequence start repeating itself; hence,
if the upper neighborhood of a node v follows this sequence, then v indeed
switches pq = µ1 times more than its upper neighbors, and does not waste
any input conflicts.
Observe, however, that the nodes on the lower level of a control gadget
have to be of the same color to be switchable in all steps. I.e. in case of
a majority process, a lower-level node becomes white (black) after every
odd step (even step, respectively), while in a minority process, it becomes
black (white) after every odd step (even step, respectively). Since we also
need nodes of both colors for the next level, in practice, we have to take
two copies of our control gadgets; this produces twice as many nodes on
each level, distributed equally among the two colors, which all switch at
the same time if we proceed through the steps of the two control gadgets
in a parallel manner. This technique of duplicating the controlling gadget
has already been used and discussed in Chapter 3. The duplication is a
technical step that increases the size of each level by a factor of 2 only;
hence in the following, we do not consider the color of nodes, and instead
focus on the main challenge, which is the design of the control gadget that
is to be duplicated.
Subset shifting. We have already described the main idea of subset shifting, i.e. to devise a concatenated sequence where the e.g. group E is effectively in a different phase than the rest of the groups. We have seen
that method allows us to design a control gadget for our example case of
(p,q)=(3,5).
Recall that shifting also means that each of the nodes skips a switching
opportunity at some point during the process. If the number of switches
on a given level is s, then with this technique, the number of switches on
1−ϕ
1−ϕ
1−ϕ
1−ϕ
the next level will not be s · λ+ϕ
, but only (s − 1) · λ+ϕ
= λ+ϕ
· s − λ+ϕ
.
However, one can see that this only adds up to a loss of (an arbitrarily
small) 1 in the exponent of the number of switches: for any 1 > 0, we can
1−ϕ
1−ϕ
1−ϕ
select a constant s0 high enough such that λ+ϕ
· s0 − λ+ϕ
> s0 · ( λ+ϕ
− 1 ).
Note that this is very similar to the technique we used when relaxing the
CPS definition; nodes that switch at most s0 times are essentially considered
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new base nodes. Then due to this inequality, the number of switches of each
group on the lowermost level of our construction is still


Ω

1−ϕ
− 1
λ+ϕ



1
1−ϕ
log
ϕ

(

)

·n

!


= Ω n



1−ϕ
−1
λ+ϕ
1−ϕ
log
ϕ

log

(

)

 
·n



f (λ)−2
,
=Ω n

for an arbitrarily small 2 , as we are using ϕ = ϕ∗ (λ), and f (λ) is continuous.
Also, note that since each such loss of  in the exponent can be arbitrarily
small, the different such losses in the exponent can be merged into one
common  in the final running time.
We also note that in both majority and minority, skipping the very
first or very last switch of a node does not create any problems colorwise.
Skipping the last switching opportunity only results in ending up with the
opposite color in the final state. For each node that is supposed to skip the
first switching opportunity, we have to invert its original color, such that
the nodes already start with the color they would acquire if group E was
also switched at the first opportunity.
We have also discussed that shifting only allows us to shift a specific subset of the upper groups by 1. This indeed extends the range of µ values for
which we can develop a control gadget, but not to any possible µ value. We
prove below that for any µ ≤ 35 , shifting produces a consistent partitioning
when applied on our straightforward control sequence design. For larger µ
values, shifting still produces a solution in some cases; however, this depends
on the concrete integers p and q, and the modulo-arithmetic properties of
the control sequence corresponding to these two specific integers.
As a next step, we will show that such a partitioning always exists if
µ ≤ 35 , that is, for λ less than approximately 0.476.
Consistent partitioning for µ ≤ 35 . We now discuss how to partition
the upper groups into two consistent groups for any µ ≤ 35 . Note that while
our method shifts a block of groups on the upper level (e.g. groups A and
B), the consistency of this block depends on the groups’ lower neighbors
(e.g., where nodes labeled 1 and 2 appear in the control sequence below).
Thus, for simplicity, we refer to each group not by its letter, but by the
number assigned to its neighbors on the level below, and our goal is to find
a consistent partitioning of the numbers (1, ..., q) into 2 blocks.
Recall that b = q−p
, i.e. the number of different elements in two con2
secutive brackets of the control sequence. For now, let us first assume that
p ≥ 2b.
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Furthermore, let us use B` to denote a block formed from any ` consecutive numbers in (1, ..., p), i.e. containing (the letters for) the numbers
i + 1, i + 2, ..., i + ` for some 0 < i ≤ p − `. Also, let Bb0 and Bb00 denote
the blocks formed from the numbers (p + 1, ..., p + b) and (p + b + 1, ..., q),
respectively; note that these both consist of b numbers indeed.
Lemma 6.10. Any block B2b is consistent.
Proof. Note that a control sequence is developed as follows: there is a starting point hs and an endpoint he , which are shifted in each step in a modular
fashion (i.e., q is followed by 1 again). Initially, hs and he are at 1 and p + 1,
respectively, so the first bracket of the control sequence contains the numbers
[hs , he ). In each step, both points are shifted further ahead by b (modulo q).
Since he starts at p + 1, after two steps, he will arrive at 1, and then follow
the same pattern from here as hs from the beginning. Hence, the position
of he in the j th step is always the same as the position of hs in the (j − 2)th
step.
The initial bracket of the sequence contains all elements of B2b . After
some steps, we have hs > i + 1 (for the first number i + 1 in the group); let
h1s denote the value of hs in this step. This shows that in this step, only
the numbers (h1s , ..., i + 2b) will be present in the next bracket. Then in the
following step, hs falls within the range of B2b again, so only the numbers
(h1s +b, ..., i+2b) will be contained in the next bracket. The key observation
is that in the step after this, he will be equal to h1s (it always takes the same
position as hs did two rounds ago), hence the next bracket will contain the
groups (i + 1, ..., h1s − 1) of B2b , which is exactly the complement of groups
two rounds ago. Similarly, the bracket of the next step contains (i + 1, ...,
h1s + b − 1), the complement of the bracket from two steps before. After
this point, each element of B will have occurred the same number of times
again.
Therefore, whenever we have brackets that only contain a subset of B2b ,
they are always organized as follows. Before this point, each group in B2b
has the same occurrence number. Then the following two brackets contain
some subsets S1 and S2 of B2b , and after this, the next two brackets contain
exactly the complements of S1 and S2 . This pattern ensures that regardless
of the content of S1 and S2 , no bracket has a difference of 2 in occurrence
numbers, and after the pattern, all groups have the same occurrence numbers again.
It is worth pointing out that this heavily relies on the fact that the size
of B2b is at most 2b, and hence whenever hs or he falls within the range of
B2b , it is guaranteed that it already surpasses the entire range of B2b in the
second step after this. For example, in case of (p, q) = (7, 9) shown earlier,

CHAPTER 6. TECHNICAL DETAILS (PART I)

118

the block (3, 4, 5, 6, 7) does not obey this property, since the starting point
falls into it in 4 consecutive rounds, and hence it is not consistent.
Note that the same proof holds for any continuous block B within
(1, ..., p) if it has size at most 2b. Specifically, for the case of p < 2b, putting
all of (1, ..., p) together still forms a consistent block.
Lemma 6.11. Blocks Bb0 and Bb00 are both consistent.
Proof. Blocks Bb0 and Bb00 follow the same behavior as any block Bb described
in Lemma 6.10, except for not being included in the first 1 and first 2
brackets, respectively. Hence, the same reasoning shows that these blocks
are also consistent.
It remains to show that we can merge the blocks Bb0 and Bb00 with the
blocks in (1, ..., p) to obtain a consistent partitioning into two blocks for
smaller µ values. For this, we introduce some new notation. Let us denote the block corresponding to numbers (1, ..., b) by Bbfirst , and the block
last
corresponding to numbers (p − 2b + 1, ..., p) by B2b
.
last
Lemma 6.12. The block B2b
∪ Bb0 is consistent.
last
Proof. Our previous lemmas show that both B2b
and Bb0 are consistent
separately. Together, they form a block of 3b consecutive numbers. Note
that the only reason why the proof of Lemma 6.10 does not apply to blocks
of length 3b is that hs can fall within the range of the block on 3 consecutive occasions, and thus a bracket could simultaneously have the (j + 2)th
occurrence of the last few numbers and the j th occurrence of the first few
numbers. However, in our case, Bb0 is not contained in the first bracket
(he = p + 1 initially), so the occurrence number of all nodes in Bb0 is always
smaller by 1 than the same occurrence numbers in the B3b case. Hence
even if hs falls into the range of the block 3 consecutive times, the resulting
bracket only contains the (j + 1)th occurrence of the last nodes in Bb0 , and
last
the j th occurrence of the first nodes in B2b
.

Lemma 6.13. The block Bbfirst ∪ Bb00 is consistent.
Proof. The first bracket of the control sequence contains all elements of
Bbfirst . The second bracket contains none of the numbers in the merged
block, while the third bracket only contains the elements of Bb00 . Up to this
point, all elements of the merged block appear exactly once. From here,
the merged block simply behaves as any block B2b in the proof of Lemma
6.10: it is a block of 2b consecutive numbers, such that each have the same
occurrence number in the beginning.
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Note that this already provides a construction proving Lemma 4.17. If
last
µ ≤ 35 , then p ≤ 3b, so Bbfirst and B2b
together already cover all numbers in
(1, ..., p). Thus the merged blocks in Lemmas 6.12 and 6.13 cover all upper
groups, giving a consistent partitioning. Therefore, the shifting technique
provides a valid control gadget if we shift all the upper groups in Bbfirst ∪ Bb00
by 1.
On the other hand, for general (p, q) pairs with µ > 53 , the groups corresponding to (1, ..., p) can not necessarily be partitioned into two consistent
blocks, and thus we cannot obtain a valid control gadget with the shifting
method, as in the example of (p, q) = (7, 9) before.
Note that some of the above statements would have to be slightly reformulated to also hold for very small µ values, when even p < b. However, for
such small µ, the control sequence is always guaranteed to be collision-free,
so the shifting technique is not even required to form a control gadget.
Above the uppermost level. Furthermore, the uppermost level of the
construction needs to be discussed separately, since in order to make the
construction behave as we described, we also have to ensure that the nodes
of the uppermost level already execute the control sequence a constant s0
number of times.
The reason why this is necessary is that on each level of the construction,
we lose a constant number of switches due to two different factors. On the
one hand, recall that if we apply the subset shifting method, then this leaves
exactly 1 switch of each node on each level unused. On the other hand, if
each node in the given level switches s times, the next level cannot always
1−ϕ
switch s · λ+ϕ
times if this expression is not an integer. In fact, a specific
 
p and q in the control sequence allows for only ps complete executions of
 
the control sequence on the upper level, and hence only ps · q switches on
the level below. Thus due to these two factors, the number of switches does
1−ϕ
1−ϕ
not increase from s to s · λ+ϕ
for each new level, but only to s · λ+ϕ
− O(1)
for some constant.
As discussed in case of subset shifting, we can overcome this by ensuring
that the nodes of each level switch at least s0 times for a specific constant
s0 , at the cost of losing a factor  from the exponent of our lower bound.
The smaller the  loss we tolerate, the larger the minimal switches s0 we
have to ensure for each (i.e., even the uppermost) level.
There is a simple method to ensure that each node in the uppermost
level of the construction switches s0 times, for any constant s0 . A similar
technique was already used in Chapter 3 when adding a charged storage
chain to the top of our construction. Since our control gadgets have constant
size, there are at most constantly many different “types of” nodes on the
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uppermost level. For all these sets V0 of uppermost level nodes (that have
the same role in different control gadgets), we can connect V0 to a group V00
on an even higher pseudo-level, such that each edge between V0 and V00 has
a conflict initially. If nodes in V0 have a downdegree of d, then we connect
λ+1
· d nodes in V00 . This ensures that each node in V0 is
each node in V0 to λ−1
switchable initially, while the extra nodes in V00 and extra edges to V00 still
remain in the magnitude of |V0 | and |V0 | · d, respectively.
We can then continue this in a similar fashion, and add another group
V000 above V00 , connected with even more edges, in order to make V00 initially
switchable. After adding s0 such pseudo-levels above, and then unloading
them from bottom to top (i.e., first switching V0 , then V00 and then V0 , then
V000 and V00 and then V0 , and so on), we obtain a way to switch the nodes
of V0 altogether s0 times, at a timing of our choice. Since s0 is a constant,
executing this process for a specific V0 does not change the magnitude of
nodes or edges in the graph. As our control gadgets consist of constantly
many nodes, adding distinct such pseudo-levels for all the constantly many
V0 sets still does not affect the magnitude of the nodes and edges.
Divisibility challenges. Besides the difficulty of devising a control gadget for every λ, there is another problem to address in the construction.
Assume that the input-output rate 1−ϕ
can be expressed as (or, in the
ϕ
0

irrational case, approximated by) a rational number pq0 with p0 , q 0 ∈ Z (note
that this p0 and q 0 have no relation to our choice of p and q, which are used
to approximate µ).
This means that if a node in a specific level has downdegree d, then it
0
has to have updegree pq0 · d for the optimal rate ϕ∗ (λ). However, in our
construction, that would imply that the level above has updegree
the following level

 0 3
p
q0

 0 2
p
q0

· d,

· d, and so on. In order for all of these numbers to

be integers, d would have to be divisible by q 0 many times (Θ(log n) times).
This is clearly not possible, especially for the lowermost levels, where d is a
constant.
We can overcome this problem by slightly modifying the number of nodes
(i.e., the number of control gadgets) on each level. Let us select k ∈ Z such
0
that pq0 ∈ [k, k + 1) holds (note that ϕ∗ (λ) < 0.22 for any λ, and thus
1−ϕ
> 3 in any case). Assume we have a specific level where each node has
ϕ
an updegree of d. If the level above had the same number of nodes, then
that would imply a downdegree of d for each node above, and consequently,
0
an updegree of pq0 · d. However, instead, we can increase the size of the level
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above by a factor of
an updegree of

k·q 0
p0

·

p0
,
k·q 0
p0
·d
q0

resulting in a downdegree of only
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k·q 0
p0

· d, and thus

= k · d on the level above. Similarly, if we decrease
0

p
the size of the next level by a factor of (k+1)·q
0 , then the next updegree
(k + 1) · d will similarly be an integer.
The general idea is to follow this technique to ensure that the degree
remains an integer after each such level. Note, however, that in order not to
change the construction significantly, we need to select a combination of k-s
and (k + 1)-s such that their product over all L levels is relatively close to

 0 L
p
q0

. In case of too many k-s, the uppermost level would be significantly

larger than the lowermost one, not giving us enough frequently-switching
nodes on lower levels. In case of too many (k + 1)-s, the degree of nodes
0
would grow significantly faster than pq0 on a level, resulting in less than L
levels altogether (since the degree on the uppermost level would have to be
larger than Θ(n)). A possible solution is to select the largest combination
of k-s and (k + 1) that is still below
k
k+1

·

 0 L
p
q0

 0 L
p
q0

, which is therefore at least

. This ensures that there is only at most a constant variance in

level sizes, and that the uppermost level has degree which is only a constant
factor lower than it would be with

 0 L
p
q0

.

Note that our divisibility solution itself raises another minor divisibility
p0
p0
problem: changing the size of specific levels by a factor of k·q
0 or (k+1)·q 0
might also mean that the following level should have a non-integer number
of control gadgets. However, we can easily overcome this. For simplicity, let
us analyze the process in the other direction, from uppermost to lowermost
level. Whenever the level size change by the given factor would result in
a non-integer number of control gadgets, we can simply round this number
down, and connect the few extra edges to a dummy gadget on the level
below that we do not use. With possibly one less actual control gadget,
the number of nodes can only decrease by a constant on each new level,
hence we only lose O(log(n)) nodes by the lowermost level. Since each level
e (n) nodes, this does not affect the magnitude of nodes on any
consists of Θ
level.

6.3.3

Discussion of f (λ)

We now discuss the functions f (λ) and ϕ∗ (λ) in more detail. The diagram
of both functions has already been presented in Chapter 4. This shows that
both functions are continuous and monotonously decreasing. The function
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f (λ) takes values in [0, 1], while ϕ∗ (λ) takes values between 0 and approximately 0.2178.
Let us introduce the notation
g(λ, ϕ) =

log
log

1−ϕ
λ+ϕ
1−ϕ
ϕ


.

In order to find the optimal ϕ, one would have to differentiate g(λ, ϕ):
0
gϕ
(λ, ϕ) =

1−ϕ
(λ + 1) · ϕ · log( 1−ϕ
) − (λ + ϕ) · log( λ+ϕ
)
ϕ

(ϕ − 1) · ϕ · (λ + ϕ) · log2 ( 1−ϕ
)
ϕ

.

Thus at a local minimum, we have


(λ + 1) · ϕ · log

1−ϕ
ϕ




= (λ + ϕ) · log

1−ϕ
λ+ϕ


.

In order to obtain ϕ∗ (λ), we would have to solve this for ϕ, with λ as
a parameter. To our knowledge, there is no closed-form solution to this
problem.
Note that if we split the logarithms into subtractions, we also obtain an
alternative formulation of this equation.
(λ + ϕ) · log(λ + ϕ) = (λ + 1) · ϕ · log(ϕ) + λ · (1 − ϕ) · log(1 − ϕ).

6.3.4

Lookup table of function values

Finally, we show the approximate values of f (λ) and ϕ∗ (λ) for a wide range
of λ values
between 0 and 1. Besides, we also show the input switching rate
∗
(λ)
µ = λ+ϕ
for these λ values. The values are illustrated in Table 6.14.
1−ϕ∗ (λ)
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λ

f (λ)

ϕ∗ (λ)

µ(λ)

0.05
0.10
0.15
0.20
0.25
0.30
0.35
0.40
0.45
0.50
0.55
0.60
0.65
0.70
0.75
0.80
0.85
0.90
0.95

0.839
0.709
0.601
0.512
0.436
0.371
0.316
0.268
0.226
0.189
0.157
0.129
0.104
0.082
0.063
0.046
0.031
0.018
0.008

0.199
0.181
0.164
0.149
0.134
0.120
0.107
0.095
0.083
0.072
0.062
0.053
0.044
0.036
0.028
0.021
0.015
0.009
0.004

0.311
0.343
0.376
0.410
0.443
0.477
0.512
0.546
0.581
0.617
0.653
0.689
0.726
0.763
0.800
0.838
0.877
0.917
0.958
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Table 6.14: Values of our functions for some specific λ parameters.

6.4

Details for Chapter 5

6.4.1

Techniques from Probability Theory

In our proofs, we regularly use basic concepts and techniques from probability theory. In particular, our results also apply the following two well-known
lemmas [66]:

•

Union Bound: for any events A1 , A2 , ..., Ak , we have
Pr

k
[
i=1

•

!
Ai

≤

k
X

Pr(Ai ).

i=1

Chernoff Bound: let X1 , X2 , ..., Xk be independent Bernoulli random
variables with Pr(Xi = 1) = 12 for all i. Then for any  ∈ (0, 1), we
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have
Pr

k
X
i=1

k
k
Xi −
≥ ·
2
2
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!
1

2

≤ 2 · e− 6 ·

·k

.

For convenience, we have stated the Chernoff bound for the simplest case
of Pr(Xi = 1) = 12 , since this is the case for the vast majority of random
variables in our analysis. However, we also apply the general version of the
Chernoff bound with Pr(Xi = 1) = p on one occasion in the analysis of the
Collection Phase, and we also use the bound with a non-constant  value in
the analysis of our majority process construction for basic switching.
Furthermore, we say that an event happens with high probability (w.h.p.)
if it happens with a probability of at least 1 − O n1c for some c > 0.
Note that some works use a more relaxed definition of this concept, already
accepting any probability of 1 − o(1) as w.h.p.. Naturally, our results also
hold with this more relaxed definition.

6.4.2

More details on the basic switching constructions

Minority process construction. The analysis of the minority construction is rather straightforward. To set A0 and B0 to the appropriate (different) colors, we only require that A0 has an odd degree (to switch A0 to
one color) and |A0 | > |B| (to switch B0 to the other); this is satisfied in
our graph. Hence, we can begin the sequence of switches in the graph by
switching A0 entirely to one color (w.l.o.g. white) and B0 to the other color.
A Chernoff bound then shows that both A and B initially contains at
least (1 − ) · m
≥ m
nodes of both colors w.h.p.. This implies that there
2
3
m
are 3 white nodes in A that all want to switch to black, and m
black nodes
3
in B that all want to switch to white. Until these nodes are switched to this
preferred color, they all remain switchable regardless of the current color of
their neighbors in P .
Another Chernoff bound shows that for any small constant , the initial
number of black nodes in the neighborhood of P is also w.h.p. within
[( 12 − ) · m, ( 12 + ) · m]. This means that by switching at most  · m of these
switchable nodes in either A or B, we can ensure that P has exactly one
more black neighbors than white. Recall that for convenience, we added an
extra neighbor to P in order for P to have an odd degree, too. A choice of a
sufficiently small  ensures that after this, we still have at least m
−·m > m
3
4
switchable nodes in both A and B.
We can then execute the alternating sequence in a similar fashion to the
original construction in Chapter 2. We first switch one of the m
switchable
4
nodes in A to black; then P will have 1 more black neighbors than white,
so we can switch the entire group P to white as a result. We then switch
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one of the m
switchable nodes in B to white; P now has 1 more white
4
neighbors than black, so we can switch all nodes in P to black. Selecting
the switchable nodes from A and B in an alternating fashion, we can create
such an alternating sequence of 2 · m
nodes from A ∪ B, and after each step
4
of this sequence, we can switch all nodes in P again. Since P consists of m
· m switches. As we
nodes, this provides a minority process of at least m
2
have m = Θ(n), this implies a stabilization time of Ω(n2 ).
Majority process construction. For majority constructions, let us select a constant c0 , and introduce the notation h := c0 · log m. We then take
h further distinct groups A1,1 , A1,2 , ..., A1,h , with each of them consisting
of m
nodes, and connect them each to group A0 (via a complete bipartite
h
connection). For convenience, we assume that m is divisible by h, and that h
is an odd number. Besides this, we also add h distinct groups A2,1 , A2,2 , ...,
A2,h , with each of these consisting of m
nodes, too. For each i ∈ {1, ..., h},
h
we connect every node in A1,i to every node in A2,i . Altogether, the graph
consists of 9m + 3 nodes, so we still have m = Θ(n).
Now let us consider a specific i ∈ {1, ..., h}. If h is odd, then with
a probability of 12 , group A1,i contains more white nodes than black nodes
initially. This implies that for each node in A2,i , the preferred color is white,
and thus we can switch each node in A2,i to white (i.e the nodes that were
not already white initially). This event happens independently for different
i values, since the A1,i are disjoint; hence we can easily show that w.h.p.,
there exists an î ∈ {1, ..., h} such that A2,î is indeed switchable to white
entirely. In particular, the probability that none of the A2,i is switchable to
white is 2−h = 2−c0 ·log m , and since m = Θ(n) implies log m ≥ 21 · log n for
n large enough, this probability is at most 2−2c0 ·log n , and thus it is in O( n1 )
for a sufficiently large choice of c0 .
Furthermore, using Lemma 5.2, one can show that w.h.p. at least ( 21 −
) · m
of the nodes in A2,î were already black initially. This implies that
h
when we turn A2,î entirely white, this increases the number of white nodes
in A2,î by ( 21 − ) · m
= Θ( logmm ) at least.
h
Now consider a node v ∈ A1,î . Each such node has the same neighborhood: m + 1 neighbors in A0 , and m
neighbors in A2,î , giving a total degree
h
of deg(v) = m + m
+ 1. Hence we have m < deg(v) < 2m for a sufficiently
h
large m.
As the next step, we show that the neighborhood of v is relatively balanced initially. We need a slightly stronger bound here than in the previous
cases, so we now apply the Chernoff bound with a non-constant  value. We
can choose, say,  := m−2/5 ; then the Chernoff bound shows that the probability of v having more than ( 21 + m−2/5 ) · deg(v) black neighbors initially
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is at most
1

2 · e− 6 ·m

−4/5

·dv

1

≤ 2 · e− 6 ·m

−4/5

·m

1

= 2 · e− 6 ·m

1/5

.

Furthermore, note that



1
1
+ m−2/5 · deg(v) = · deg(v) + m−2/5 · deg(v) <
2
2
1
1
−2/5
· 2m = · deg(v) + 2 · m3/5 ,
< · deg(v) + m
2
2



so the same upper bound holds for the probability that the number of black
3
nodes is at least 21 · deg(v) + 2m 5 . Hence we can claim w.h.p. that initially,
the number of black nodes in the neighborhood of A1,î is larger by at most
2 · m3/5 than the expected value.
Recall that we have turned the entire A2,î white, increasing the number
of white nodes in A2,î by at least Θ( logmm ). Also, note that Θ( logmm ) >
2 · m3/5 for m large enough. Therefore, if A1,î had at least 21 · (m + m
+ 1) −
h
2 · m3/5 white neighbors initially, then after increasing this by Θ( logmm ), the
group A1,î has more white neighbors that black. This allows us to switch
the entire A1,î to white, too.
We can then apply a very similar argument on the group A0 . Altogether,
a node v ∈ A0 has deg(v) = 2 · m neighbors, and a Chernoff bound shows
that at least m − 2 · m3/5 of these are already white initially. Lemma 5.2
proves that A1,î had at least ( 12 − ) · m
= Θ( logmm ) black nodes initially, so
h
when turning A1,î entirely to white, we increase the number of white nodes
in A1,î by at least Θ( logmm ). This results in at least m−2·m3/5 +Θ( logmm ) >
m = 12 · deg(v) white neighbors for A0 , so we can switch each node in A0 to
white.
From here, our construction follows the same idea as the minority case.
Turning A0 white already ensures that every black node in A is switchable to
white. In a symmetric manner, we can turn each node in B0 black, ensuring
that every white node in B is switchable to black. Then we can use the same
alternating method as in the minority construction, which implies that we
can switch the group P a total of Θ(m) times altogether. Since we still have
m = Θ(n), this again provides a sequence of Ω(m2 ) = Ω(n2 ) switches.

6.4.3

Details on the proportional switching construction

Overall analysis.
struction.

Let us first discuss the number of nodes in our con-
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Recall that in the Opening Phase, we obtain our S0 by taking m0 independent copies of the tree described before. With p, i and 2i+1 − 1 being
constants, the whole phase requires only O(m0 ) nodes.
m0
The Collection Phase then creates a set S1 on m1 := 4·d
nodes; this
0
already determines that |S2,1 | = m1 , too. Each level of the Growing Phase
has the same size, i.e. |S2,i | = m1 for every i ∈ {1, ..., `}. To reach an output
degree of, say, 21 ·m1 for every node in S2,` , we need about ` ≈ log m1 distinct
levels.
Then in the Control Phase, we create a set on |S3 | = m3 = mα1 nodes.
Finally, the Simulation Phase uses a prop construction on m = 12 ·m3 nodes.
This implies that m1 = 2α · m for the size of the levels S2,i . Since α
is a constant, this results in a Growing Phase construction of O(log m1 ) =
O(log m) distinct levels of size m1 , which is altogether still only O(m·log m)
nodes. Finally,
the Opening Phase adds another O(m1 · log n) nodes to this;
√
if m = Ω( n) and thus log n ≤ 2 log m, then this is still only O(m · log m)
nodes. Note that some of the phases also require two distinct copies of
the previous parts of the graph, but even with this, each phase only appears
constantly many times in our construction. Hence the total number of nodes
in the graph is O(m · log m), which allows for a choice of m := Ω( logn n ) with
the appropriate constants.
Also, note that there are only constantly many distinct points of the
construction where we point out that an event happens w.h.p.. In particular,
we use one such assumption in the Collection Phase when we discuss the
number of black neighbors developed in the Opening Phase, another one
in the Growing Phase when we assume that all output neighborhoods are
initially -balanced, and a final one in the Control Phase when we assume
w
is initially -balanced.
that for each v ∈ S3 , the set of neighbors in S2,`
Our final construction only contains constantly many copies of each of these
phases. Thus we only make constantly many such assumptions altogether,
which means that we can simply use a union bound to show that w.h.p.
all of these assumptions will hold simultaneously. Therefore, we can indeed
claim that our entire construction will w.h.p. behave as discussed.
Majority constructions to minority constructions. While our proportional lower bound construction was presented for majority processes, we
can easily adapt it to the case of minority processes. Note that each of the
first 4 phases in our construction is a bipartite graph, so we can simply take
one of the two color classes in the construction, and swap the role of the two
colors in this color class to obtain the same behavior. This technique can be
demonstrated most easily in the Growing Phase: if we can make each node
in S2,1 black, then this allows us to switch each node in S2,2 white, then
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each node in S2,3 black again, each node in S2,4 white again, and so on. In
the end, we can obtain a set S3 with the same property as before.
The construction in Chapter 4 is also a bipartite graph, and from a different initial coloring, it also provides an example sequence where stabilization
lasts for n1+f (λ)−ε steps for minority processes. Hence, in an identical way
to majority processes, we can now use our set S3 in the Control Phase in order to force the prop construction to first take the desired initial colors, and
then we can execute this sequence of switches. This provides an example
construction to show the same lower bound in case of minority processes.
One can also observe that the graph presented in Section 5.2.2 (i.e. the
lower bound construction for majority processes with basic switching) is
also a bipartite graph, and thus a similar method also allows us to convert
this to a minority construction that shows a stabilization time of Θ(n2 ). As
such, the construction of Section 5.2.1 is in fact not needed for completeness,
and could instead be replaced by a slight modification of the construction
in Section 5.2.2. Nonetheless, we decided to still present the Section 5.2.1
construction since it provides a notably simpler proof of the lower bound in
case of minority processes.
Details of the Opening Phase. The main idea of the Opening Phase has
already been discussed in Section 5.3. Each node v ∈ S0 is obtained as the
root of a balanced binary tree. By taking all nodes in a leaf-to-root fashion
in this tree and turning them black whenever possible, we ensure that the
probability of turning a specific node black after i layers is described by the
recurrence pi+1 = 12 + 21 · pi 2 . For any desired p < 1, a constant number of
layers is sufficient to ensure that the root v becomes black with a probability
of pi > p in the end.
Thus our construction of S0 consists of m0 independent trees of i layers,
where each node in the tree has 2 new neighbors in the following layer
(except for the last layer). The set S0 consists of the root nodes of each of
these m0 distinct trees. With both p and i being constants, the phase only
requires O(m0 ) nodes altogether.
Note that it is not straightforward to generalize this technique for λ
values higher than 13 . E.g. for any λ < 12 , one could devise a similar
construction where each node has 3 input neighbors u1 , u2 , u3 (since λ < 21
implies 1+λ
≤ 34 ), and we similarly end up with a tree of nodes with degree
2
4. However, this provides the recurrence pi+1 = 12 + 12 · pi 3 for the values pi ,
√
which does not converge to 1, but instead to a limit of 5−1
. Hence, this
2
technique does not allow us to turn each node in S0 black with an arbitrarily
high probability p.
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Details of the Collection Phase. Overall, the Collection Phase is the
simplest phase in our construction. The set S1 is simply a set of m1 nodes,
each having a degree of 5 · d0 . An Opening Phase of size m0 = m1 · 4 · d0
provides enough nodes such that each v ∈ S1 can be connected to 4 · d0
distinct nodes in S0 . Besides this, each v will also have d0 output edges to
the next phase.
If each neighbor of v in S0 becomes black with a probability of at least p,
then v has at least p·4·d0 black neighbors in S0 in expectation. We can then
use a Chernoff bound to show that the probability is heavily concentrated
around this expectation. Note that this requires the Chernoff bound on
general Bernoulli random variables Xi with Pr(Xi = 1) = p; for simplicity,
in Section 6.4.1, we have only stated the bound for the simplest case of
p = 21 .
5
Let us select p = 15
in our Opening Phase. Let  < 48
in order to
16
4
3
2

ensure 5  < 4 − 3 , and let us define ˆ := p . Furthermore, let X denote
the number of black neighbors in S0 . Then the Chernoff bound shows that
the probability of differing by more than an ˆ multiplicative factor from the
expected value is
Pr (X ≤ (1 − ˆ) · p · 4 · d0 ) ≤ e−


ˆ2 ·p·4·d0
2

2

= e−2ˆ

·p·c0 ·log n

2

= n−2ˆ

·p·c0

.

We can easily ensure that this is in O(n−2 ) by choosing c0 high enough such
that ˆ2 · p · c0 ≥ 1. Note that (1 − ˆ) · p · 4 · d0 = (p − ) · 4 · d0 due to the
definition of ˆ.
0
With dv = 5 · d0 , this implies a ratio of (p−)·4·d
= 34 − 54  > 23 blacks
5·d0
in the neighborhood, so the event that we cannot switch v black only has a
probability of O(n−2 ). Taking a union bound over all v ∈ S1 , we get that
we can switch the entire S1 black with a probability of 1 − O(n−1 ).
Note that we can also easily generalize this phase for any λ < 21 . A value
of λ < 12 still implies 1+λ
< 34 , so we only need to ensure (p − ) · 54 > 43 in
2
this case. This is achieved by any p > 15
and a sufficiently small .
16
Details of the Growing Phase. The Collection Phase already gives us
a set S1 on m1 nodes with each v ∈ S1 having d0 = c0 · log n output edges.
We now describe the Growing Phase in a more general form than in Section
5.3 to address the case of an arbitrary λ value with λ < 12 . As the key idea
of the phase, we select a small parameter µ > 0, and we design the levels
such that the output degree in S2,i+1 is always a (1 + µ) factor larger than
the output degree in S2,i . Note that in Section 5.3, we discussed the special
case of µ = 1.
We then build the level-based construction described in Section 5.3. We
first select S2,1 = S1 . We then connect S2,1 and S2,2 as a d0 -regular bipartite
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graph, we connect S2,2 and S2,3 as a (1 + µ) · d0 -regular bipartite graph,
we connect S2,3 and S2,4 as a (1 + µ)2 · d0 -regular bipartite graph, and so
on; Si and Si+1 forms a (1 + µ)i−1 · d0 -regular bipartite graph. We can
always select an arbitrary one among the different possible bipartite graphs
to implement the connection between the given levels.
After at most log(1+µ) m1 such levels, we reach a level S2,` where the
degree of each node is at least 21 · m1 ; we will use this last level for the next
phase of our construction. Note that since m1 = Ω( logn n ), we also know
that ` = O(log n). As each of our levels consist of the same number of nodes
m1 , we only require O(m1 · log m1 ) nodes for this phase altogether. With
m0
our choice of m0 = Θ(n) and m1 = Θ( log
), we have m1 = Θ( logn n ), and
n
thus O(m1 · log m1 ) is indeed smaller than n for the appropriate choice of
constants.
To show that w.h.p. we can turn each node black in every level S2,i , we
use an induction. Initially, we already know that w.h.p. we can turn each
node in S1 black. Furthermore, we will assume that the outputs of each
node in every level are initially -balanced. Note that since each node in
this phase already has at least c0 · log n output neighbors, and there are at
most n nodes altogether, we can apply Lemma 5.2 to show that w.h.p. this
claim holds in our graph.
Now let us consider a general level of the construction. Recall that
for a general node v, we use d to denote the degree to the previous level,
which means that v has (1 + µ) · d output edges and a total degree of
deg(v) = (2 + µ) · d. If the outputs are -balanced initially, then at least
( 21 − ) · (1 + µ) · d out of the (1 + µ) · d outputs are already black initially.
Our induction hypothesis states that we can turn all the d previous-level
neighbors of v black. This altogether amounts to at least (1+( 12 −)·(1+µ))·d
black neighbors. Thus to show that v is switchable to black at this point,
we only need
(1 + ( 21 − ) · (1 + µ)) · d
1+λ
≥
.
(2 + µ) · d
2
After expansion and simplification, this gives 2 · λ + 2 ·  · (1 − µ) + µ · λ ≤ 1.
For any value of λ < 12 , we can ensure this with a sufficiently small choice
of µ and . Hence after S2,i−1 becomes black, we can also turn S2,i entirely
black.
Details of the Control Phase. Intuitively, the base idea of the Control
Phase is to make the output edges such an insignificant part of the neighborhood of S3 that the switchability of the nodes S3 is always controlled solely
b
w
by the connections to S2,`
and S2,`
. Since we have 1+λ
= 32 − δ for some
2
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constant δ > 0, we can achieve this by ensuring that the current conflicts to
b
w
S2,`
and S2,`
always amount to almost 23 of the total degree.
This phase already requires us to create two different copies of the previous 3 phases. That is, besides the instance of the first three phases that
b
allows us to switch each node in S2,`
black, we also create another Opening,
Collection and Growing Phase for the color white in a symmetric manner,
w
which in the end allows us to switch all the nodes in the final set S2,`
white.
This only doubles the total number of nodes that we use for the first 3
phases, and thus it does not affect the magnitude of the final size of our
construction.
We choose the size of these three-phase constructions such that the size
w
b
is 2α · m. For simplicity, we choose m1
is α · m, while the size of S2,`
of S2,`
to denote the size of the larger of the two sets, i.e. 2α · m. For the other
b
copy of the first three phases (i.e the one ending with S2,`
), we in fact only
m1
require half as many nodes, i.e. levels of size 2 in the Growing Phase.
b
Note that S2,`
is the last level of a Growing Phase on α · m nodes, so
b
each node in S2,` has an output degree of at least α2 · m. Since we have
|S3 | = 2m, for a sufficiently large α (i.e. α ≥ 4), it is indeed possible to
b
b
connect each node in S3 to every node in S2,`
, as the nodes in S2,`
do have
a sufficiently large output degree for this. Thus we can indeed ensure that
b
each node in S3 has α · m edges to S2,`
.
w
Similarly, S2,` is the last level of a Growing Phase on 2α · m nodes, hence
w
each node in S2,`
has an output degree of α · m at least. Again, this output
w
degree shows that a choice of α ≥ 2 allows us to connect each node in S2,`
to all the 2m nodes in S3 .
Furthermore, note that we assume that for each node v ∈ S3 , the set of
w
neighbors of v in S2,`
is initially -balanced. Since v has 2α · m neighbors in
w
S2,` which is significantly larger than Θ(log n), we can easily make such an
assumption; Lemma 5.2 shows that w.h.p. it holds for all nodes v ∈ S3 .
Also, we point out that this is a phase that we cannot generalize to
larger λ values up to 21 : the fraction 2α·(1−)
is upper-bounded by 23 , and
3α+1
b
w
any other configuration of connections to S2,`
and S2,`
would either not
make S3 switchable to black in the first place, or it would not be enough to
switch it back to white later.
Details of the Simulation Phase. Most aspects of the Simulation Phase
have already been discussed in Section 5.3. For each node v in the prop
1+λ
construction, we add 21 · 1−λ
· d0v new neighbors in both S3b and S3w , which
first allows us to force v to take the desired initial color, and then to make
the new part of the neighborhood balanced. This allows us to run the
2λ
2λ
prop construction for λ0 = 1−λ
, providing a sequence of m1+f ( 1−λ )−ε steps
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for any ε > 0. Since we have m = Ω( logn n ) and we can get rid of the
logarithmic factor with a smaller choice of ε, and this shows a lower bound
2λ
of n1+f ( 1−λ )−ε .
Recall that we have only discussed the Simulation Phase for the prop
construction nodes that are initially black in the black box construction. In
practice, we also need an entirely separate copy of the first 4 phases in order
to set the initial color of the remaining prop nodes white. That is, we create
another instance of the first 4 phases in a symmetric manner, similarly to
the doubling step of the Control Phase. This now allows us to turn all levels
in the Growing Phase white, and then obtain a set S30 where first every node
can be switched to white, and then half of the nodes can be switched back
to black. This again only doubles the number of nodes required in the first
4 phases, which does not affect the magnitude of the size of the graph.
One might also wonder if we can generalize this phase to larger λ values
by connecting our prop nodes to a fewer number of nodes in S3 , and instead
using the fact that the nodes have an initially -balanced neighborhood
within the prop construction. However, our processes are sequential, and
thus we could only apply this argument on the first nodes that are switched
to their preferred initial color in the prop graph. The later nodes, on the
other hand, will have a severely biased neighborhood due to the fact that
we have already set many of their neighbors in the prop construction to the
desired initial color.

Part II

Financial Networks

133

Model and Background

7

Nowadays the world’s financial system is a complex network where banks
and other financial institutions are interconnected by various kinds of contracts. These connections between the banks often introduce a systemic
risk into the financial system: if one of the banks goes bankrupt, then this
also affects others, causing a cascading effect through the network. These
effects also played a major role in the financial crisis of 2008; as such, there
has been a rapidly growing interest in the network-based analysis of these
interbank systems over the last few years.
One fundamental question in these financial networks is the so-called
clearing problem: given a system of banks with (conditional or unconditional) debt contracts between specific banks, we need to decide which of
the banks are in default due to these debts, and how much of their liabilities
these defaulting banks can pay. The solution of this problem, which is essentially a payment configuration over the network, is of crucial importance
for the banks, since it specifies the amount of assets that they receive in the
system.
Previous results show that the clearing problem is computationally easy
if all contracts between the banks are simple (i.e. unconditional) debts, or
more generally, if the contracts in the network represent “long” positions:
that is, a better outcome for one bank always ensures a better (or the same)
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outcome for other banks. It is easy to see that simple debt contracts indeed
describe such a long position: if the debtor bank goes into default and it is
unable to pay its liabilities, then the creditor bank receives less money due
to this.
However, long positions are not the only kind of connection between the
banks: in practice, banks often have “short” positions on each other, when it
is more favorable to one bank if another bank is in a worse situation. These
short positions are typically due to credit default swaps (CDSs), short-selling
options and other more complex derivatives in the network.
This suggests that a realistic analysis of financial systems requires a
model that can capture both long and short positions. However, with both
long and short positions in the network, financial systems suddenly exhibit
significantly richer behavior. For example, we can easily have situations of
default ambiguity when there are multiple different solutions to the clearing
problem, and none of these solutions is obviously superior to the others.
We begin with an overview of the main concepts in financial systems.
We study two different models of financial networks in the thesis. In the
simpler model (first introduced in [31]), banks are only connected by simple
debt contracts; in this case, we only have long positions in the network, and
the clearing problem is computationally tractable. In the more sophisticated
model (introduced by [81]), we also allow a specific kind of conditional debt
contract known as a credit default swap; this introduces short positions
into the network, and makes the model significantly more interesting from
various perspectives.
In the debt-only model, we study how a minor local modification of the
network structure affects the assets of banks and their resilience to external
shocks in the system. In particular, we study debt swapping operations
when two banks voluntarily decide to exchange a pair of debt contracts,
because this is beneficial for both of them in terms of a specific objective.
In Chapter 8, we analyze the properties of these operations and their effects
on the financial system.
For our remaining studies, we focus on the more complex network model
with both long and short positions. In Chapter 9, we analyze the basic
properties of the clearing problem in this model, and we show hardness and
inapproximability results for a wide range of natural objectives in this setting. We also study whether some natural restrictions to the model can
ensure that our problems become computationally tractable in these systems.
In Chapter 10, we analyze some simple and realistic operations that
banks can execute in order to improve their situation. We show that due to
the propagation effects through the network, even some seemingly counterintuitive operations can often prove beneficial for the acting bank in these
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more complex systems. Moreover, we show that if multiple banks execute
these operations simultaneously, then this can easily result in situations that
are identical to classical game-theoretic dilemmas.
Finally, in Chapter 11, we leave the static analysis of the clearing problem behind, and take a new approach: we consider the financial system
as a dynamic process, and analyze its step-by-step evolution as more and
more banks report a default. We study this sequential process from various
perspectives, including the length of the process, and how the ordering of
default announcements influences the final outcome. We also study whether
we can devise a slightly different dynamic process variant that has more
desirable properties from a practical perspective.
Similarly to the first part, we sometimes only outline the main ideas and
intuition behind the proofs in these chapters. The technical details of the
proofs are then discussed in Chapter 12.

7.1

Debt-only networks

In our work, financial systems are modeled as a set of banks B; we also refer
to these banks as nodes. We usually denote individual banks by u, v or w,
and the number of banks by n := |B|. Each bank v owns a specific amount
of funds (in financial terms: external assets), denoted by ev .
We first consider a simpler model of financial networks where the system only contains debt contracts; this model was first studied by Eisenberg
and Noe [31]. Each debt contract is between two specific banks u and v,
and obliges the debtor u to pay a specific amount of money (the weight or
notional of the contract) to the creditor v.
We use lu,v to denote this liability from u to v, and understand it to be
0 if there is no debt contract from u to v. Similarly to previous work, we
assume that lu,u = 0 for each u ∈ B, i.e. no bank enters into a contract
with P
itself. The outgoing contracts for a bank u define a total liability of
lu = v∈B lu,v for u.
However, the payment on a contract from u to v can be less than lu,v
if u is not able to fulfill all of its payment obligations, or in other words, if
bank u is in default. For this case, we introduce the so-called recovery rate
of u, which is the portion of payment obligations that u is still able to fulfill.
The recovery rate of u is denoted by ru . In general, ru ∈ [0, 1], and ru < 1
exactly if u is in default. We denote the recovery rate vector of the whole
system by r ∈ [0, 1]n .
When a bank u is in default, the model assumes that u must use all of
its assets to make payments, and it must make these payments proportionally to the its liabilities. Given a recovery rate of ru for u, this principle
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of proportionality implies that the actual payment pu,v on each outgoing
contract will be pu,v = ru · lu,v .
On the other hand, given the payments on each contract, the assets of a
bank u are defined as
X
au = eu +
pv,u .
v∈B

Note that in this equation, both au and pv,u are in fact dependent on the
recovery rate vector r; however, for simplicity, we often write au instead of
au (r) when r is clear form the context.
Given a specific amount of assets and liabilities for each bank, the recovery rate vector has to be consistent with the assets it generates in the
network. More formally, our requirement on the recovery rate of a bank u
can be expressed by an update function Ru : [0, 1]n → [0, 1], defined as


Ru (r) =

1,
au
,
lu

if au (r) ≥ lu
if au (r) < lu

(i.e. if u is not in default)
(i.e. if u is in default).

We say that a vector of recovery rates r ∈ [0, 1]n is a clearing vector or
equilibrium of the system if we have ru = Ru (r) for every bank u in the
system.
Previous work has shown that in any financial network, there is a clearing
vector r which maximizes the assets of each bank simultaneously, and this
vector can be found in polynomial time [76]. We will refer to this maximal
clearing vector as the solutionmaximal solution of the system.
When analyzing debt-only networks in Chapter 8, we assume that the
goal of a bank v in the system is to maximize av , i.e. its amount of assets
in the solution of the system. Since the total liabilities of a bank will never
change in our setting, this is equivalent to maximizing the recovery rate (for
defaulting banks) or the money remaining after payments (non-defaulting
banks).
For an example, consider the financial network shown in Figure 7.1. In
this system, bank v1 has ev1 = 4 and a liability of 2, so it will always be
able to fulfill this payment obligation, regardless of the payment received
from v4 . Bank v5 is not in default either, since it has no liabilities at all.
One the other hand, banks v3 and v4 are not able to fulfill their obligations
even if they receive full payment on their incoming contracts, so they are
certainly in default. This also means that the payment pv4 ,v2 will be strictly
less than 2; this way v2 cannot fulfill its liabilities either, and thus it is also
in default.
Recall that defaulting banks use all their assets to make payments, proportionally to their liabilities. This implies that the assets of v2 , v3 , v4 must
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Figure 7.1: Example financial network on 5 banks, with the funds of banks
shown in rectangles besides the banks. The left side shows the liabilities,
while the right side shows the payments p in the solution of the network
(with the liabilities removed to avoid confusion).
satisfy
av2 = ev2 + pv1 ,v2 + pv4 ,v2 = 1 + 2 +

1
· av4 ,
2

av3 = ev3 + pv2 ,v3 = 2 + av2 ,
1
· av3 .
3
By solving this for av2 , av3 , av4 , we get the payment configuration shown in
brackets in the right side of Figure 7.1, and a solution with av1 = 5, av2 = 4,
av3 = 6, av4 = 2 and av5 = 5.
Note that we have started our analysis by checking for each bank v
whether v is in default, since the outgoing payments of v only grow linearly
in av until rv = 1, where they become constant. Intuitively, this is the
reason why finding the solution of the network is a more complex task than
just solving a system of linear equations.
Throughout the thesis, we use a simplified version of this notation to keep
our figures easier to follow. We assume that all contracts have a weight of
1 unless specified otherwise; we only show the weight of a contract in our
figures when it is not equal to 1. Similarly, whenever a bank u has no funds
at all (eu = 0), we do not explicitly show this in the figures. Occasionally,
we will also write ∞ for simplicity to indicate a very large amount of funds
or liabilities; however this can always be replaced by an appropriate finite
value.
Finally, we point out that in practice, the debt contracts in the network
might be connected to earlier transactions between the banks, e.g. a debt
from u to v might be due to a loan previously given by v to u. However,
the model assumes that in such cases, the amount received with this loan
is already implicitly represented in the funds eu . As such, the funds vector
e ∈ [0, ∞]n and the liability matrix l ∈ [0, ∞]n×n are together sufficient to
describe the current state of the financial system.
av4 = ev4 + pv3 ,v4 =
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Conditional debts

In order to also model short positions between the banks, the previous financial system model was also extended to allow a popular form of conditional
debt contracts: credit default swaps or CDSs.
Similarly to a debt contract, a CDS also describes a payment obligation
from a debtor bank u towards a creditor bank v, but this payment obligation
is now dependent on a specific third bank w: in particular, u only has to pay
this amount to v in case if w is in default. More specifically, if the weight
of the CDS is δ and the recovery rate of bank w is rw , then the CDS incurs
a payment obligation of δ · (1 − rw ) from node u to v.
In practice, banks can have many possible motivations to enter into CDSs
with each other. CDSs can be used as an insurance policy in case of the
default of one of the bank’s debtors to mitigate risks, or they can be used
as speculative bets, based on insights regarding the market.
In this new setting, the financial system is defined by the funds e ∈
[0, 1]n , the matrix δu,v ∈ [0, ∞]n×n where δu,v denotes the weight of the
w
w
simple debt from u to v, and the matrix δu,v
∈ [0, ∞]n×n×n where δu,v
denotes the weight of the CDS from u to v in reference to w (with the
corresponding δ values again interpreted as 0 if there is no such contract in
the network). We again assume that no bank enters into a contract with
itself or in reference to itself.
Note that in contrast to debt-only networks, the liabilities of banks are
now also dependent on the recovery rate vector r. The liability of u to v is
now defined as
X w
lu,v (r) = δu,v +
δu,v · (1 − rw ).
w∈B

P

The total liability of bank u is again lu (r) =
l (r), i.e. the sum
v∈B u,v
of payment obligations for u. Due to the principle of proportionality, the
payment from u to v is again pu,v (r) = ru · lu,v (r).
We can then define the assets of v exactly as in debt-only networks,
and also adapt the definition of the update function R, with the slight
modification that now lu is also a function of r. We again say that r is a
clearing vector if we have ru = Ru (r) for every bank u. Note that in contrast
to debt-only networks, these financial models do not have a maximal clearing
vector in general; as such, in case of networks with both debts and CDSs,
we are going to refer to all clearing vectors as solutions.
In contrast to debt-only networks, we cannot simply assume here that
the goal of banks is to maximize their assets, since liabilities can also differ
between different solutions. As such, in line with previous work, we assume
in this model that the main goal of nodes is to maximize their equity. The

CHAPTER 7. FINANCIAL NETWORK MODELS

140

w
0

2

2

u

v
2

1

2

Figure 7.2: Example system on 3 banks. Simple debts are shown as blue
arrows, while CDSs are shown as brown arrows with a dotted line to the
reference bank. Recall that the CDS from w to v induces a liability of
2 · (1 − ru ).
equity of v in a solution is defined as
qv (r) = max (av (r) − lv (r) , 0) ,
i.e. the amount of funds available to v after clearing. In our game-theoretical
analysis in Chapter 10, we will also refer to this equity as payoff.
Let us consider the example in Figure 7.2. In this system, bank u has
a total liability of 4 due to the 2 outgoing debts, but it only has funds of
2; hence it is in default, and its recovery rate is ru = 42 = 12 . Due to the
principle of proportionality, it transfers 1 unit of money to both w and v.
Since u has ru = 21 , the CDS from w to v translates to a liability of
2 · (1 − ru ) = 1. Although w has no funds, it receives 1 unit of money
from u, so it can fulfill this payment obligation and narrowly avoids default,
rw = 1.
Finally, v has no liabilities at all, so rv = 1. Since it receives 1 unit of
money from both u and w, and has ev = 1, it has qv = 3 after the clearing
of the system. The other two banks have qu = qw = 0.
For another example where the solution is slightly more challenging to
compute, let us consider Figure 7.3. In this system bank u is again always
able to pay its liabilities, so ru = 1 in any case. Furthermore, one can
observe that both v and w must be in default in any solution: bank v has
av ≤ 2 but lv = 3, and bank w can only make a payment of 2 if pv,w = 2,
but this can only happen if av = 2, and thus if rw = 0.
Thus any equilibrium of the network must have
rv =

av
1 + 1 − rw
=
lv
3

and

rw =

aw
3 · rv
=
.
lw
2

From these equations, we can conclude that the only equilibrium is rv = 94 ,
rw = 23 .
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Figure 7.3: Another example system on 3 banks. The figure also demonstrates our simplified notation: in this system, we have ew = 0, and eu is
sufficiently large to pay all the liabilities of u (eu ≥ 1). Also, the CDS from
u to v has a weight of 1, so this is not shown explicitly.

7.3

Alternative model variants

We will mostly be studying this base model of financial networks in the
following chapters; however, for some specific aspects of our work, it also
makes sense to study some extended versions of this model. We now discuss
two such generalizations that both aim to make the model more realistic
from some perspective.

7.3.1

Default costs

Previous works also consider an extension of these financial network models
with default costs [76,81,82]. Default costs aim to model the fact that when
a bank goes into default in practice, this usually results in some extra costs
(e.g. legal or administrative fees) for the bank. As such, defaulting banks
lose a specific portion of their assets, and these assets do not go to any
other bank; instead, they simply vanish from the financial system. Because
of this, we also refer to this alternative setting as systems with loss.
The network model captures this phenomenon by considering two more
global parameters α, β ∈ [0, 1] in the system. Whenever a bank v is in
default, its assets with default costs are defined as
av (r) = α · ev + β ·

X

pu,v (r).

u∈B

On the other hand, if v is not in default, its assets are calculated as before.
Given this new definition of assets, we can define the solutions of the system
in the same way as before.
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Intuitively speaking, default costs introduce a discontinuity point into
the update function at rv = 1, which can result in a major change for
the properties of the financial system model. For example, in networks with
both debts an CDSs, a solution is always guaranteed to exist without default
costs; however, with default costs, one can easily construct a system which
has no solution at all [81].
For most of our results, we will consider the base model of financial
systems without loss, i.e. when α = β = 1. However, in Chapter 9, we also
discuss the extension of our hardness proofs to systems with loss, and we
consider some natural questions that only arise when we have default costs
in the model.

7.3.2

Payment priorities

While the principle of proportionality is a simple and natural assumption,
financial systems often have more complex payment rules in practice. Thus
we also take a brief detour to discuss the extension of the model with payments priorities. This model variant will be used in Chapter 10 to discuss
some operations that banks could execute in the network.
In this setting, we assume that there is a constant number of priority
classes P , and each contract belongs to one of these priority classes. If a
node v is in default, then it first spends all its assets to fulfill its liabilities
in the highest priority class. If v does not have enough assets to fulfill all
such obligations, it spends all its assets on the payments for these edges,
proportionally to the liabilities. On the other hand, if v has more assets
than highest-priority liabilities, then v pays for all liabilities in this highest
level, and continues using the rest of its assets for the lower-priority liabilities
in a similar fashion.
More formally, each contract in the network receives another priority
parameter (besides its weight), which is an integer in {1, ..., P }. We assume
that the value 1 denotes the highest priority (i.e. liabilities that have to be
paid first), while class P denotes the lowest priority level.
(ρ)
Given a clearing vector r, for each node v, let lv denote the total amount
of liabilities of v due
on priority level ρ. Let us also introduce the
Pρto edges
(i)
(≤ρ)
l . Assume that v has total assets of av , and a
notation lv
=
i=1 v
liability of lv,u on priority level ρ towards another node u. Then the payment
of v to u is defined as

pv,u =



0,



(≤ρ−1)
av −lv
(ρ)
lv

lv,u ,

(≤ρ−1)

if av ≤ lv
· lv,u ,



(≤ρ−1)

if av ∈ lv

(≤ρ).

if av ≥ lv

(≤ρ)

, lv
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For an example, consider a modified version of the network in Figure 7.2.
Assume we now have 2 priority levels: the debt from u to w is on the higher
level, while the other two contracts are on the lower level. For the case of
u, this still means lu = 4, au = 2 and ru = 12 as before. However, now u
uses its 2 units of assets to pay its full liability to w, since this contract has
higher priority than the debt to v. Hence pu,v = 0 and pu,w = 2, resulting
in aw = 2. Since ru = 21 still implies lw = 1 for the CDS, the rest of the
payments and recovery rates remain unchanged: we still have pw,v = 1 and
rw = rv = 1. However, the equities of the banks in the system are now
qu = 0, qw = 1 and qv = 2.
The main motivation for introducing payment priorities is that in many
cases, it is very close to what happens in real-world financial systems. Economic laws often provide a specific priority list for companies to follow when
paying their debts in case of a default. This might start with salaries and
other payments to the employees of the company first, then specific kind of
debt contracts, and so on.
An important advantage of priorities is that we can often use them to
replace default costs. Recall that default costs aim to model the fact that
in practice, once a company goes into default, it has a range of immediate
payment obligations (e.g. employees’ wages) before it can make payments
to other banks. If we instead represent the bank’s employees as a separate
node in the network, and model this payment obligation with a high-priority
edge, then this allows us to model these obligations without default costs.
This observation is crucial because, as mentioned before, default costs
introduce a point of discontinuity into the update function, and hence some
financial systems do not have a solution at all. In contrast to this, without
default costs, a fixed-point argument shows that systems always have at
least one solution [81]. This fixed-point theorem proof can also be applied in
case of payment priorities: although the functions pu,v (r) and av (r) become
significantly more complicated, they are still continuous.
This shows that by introducing priorities, we obtain a model that is
significantly more realistic on one hand, but also ensures the existence of a
solution at the same time.
Theorem 7.4. Every financial system with payment priorities has at least
one solution.
Proof sketch. The proof of this claim is identical to the same proof in the
original financial system model, described in the results of [81]. The main
idea of the proof is to apply the fixed-point theorem of Kakutani [55], which
ensures the existence of a fixed point of the update function R, and thus a
solution. This proof can still be applied after the introduction of priorities,
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since both av (r) and lv (r) still remain a continuous function of r, and so
(r)
does the update function Rv (r) = min( alvv(r)
, 1), at least in the domain where
lv (r) > 0. The technical part of the proof is slightly more complicated, since
one has to consider the lv (r) = 0 case separately. For more details on this
proof, we refer the reader to the work of [81].

7.4

Related work

The debt-only model of financial networks was originally developed by Eisenberg and Noe [31]. It is known that in these networks, there exists a maximal
clearing vector and it can be found in polynomial time [31,76]. Many works
have later also studied the extensions of this base model by further aspects,
such as default costs [76], cross-ownership relations [34, 88] or so-called covered CDSs [61].
The study of different properties of these network models has been
rapidly gaining attention in the past decade. The most popular line of work
focuses on the propagation of shocks through these networks, and whether
larger connectivity amplifies or reduces these cascading effects [1, 27, 34, 45].
Others study how the clearing vector depends on a minor perturbation of a
liability in the network [36, 50].
There are also a few studies that specifically focus on operations that
banks could execute in order to improve their situation in the network.
The most well-known approach to reduce systemic risks is the use of CCPs
(central clearing counterparties), when a group of banks distribute risks
among themselves by essentially introducing a new entity into the network
[4, 23, 29, 30]. However, this assumes a major and centralized reorganization
in the network, as opposed to our debt swapping approach in Chapter 8.
In terms of executing local modifications in the network, the closest
line of work to our debt swapping is the analysis of portfolio compression
by Schuldenzucker et al. [80] and Veraart [87], which is a technique where
entire cycles of debts are removed from the network. The work of [80, 87]
extensively studies when such a compression operation is beneficial for the
banks within the cycle, and for the remaining banks of the system. We later
discuss the relationship of debt swapping to portfolio compression in more
detail.
Our Chapter 8 also has a connection to previous works that study different models of external shocks which might hit a financial network; most of
these assume some stochastic shock distribution in the network [1, 45]. We
mention the work of Hemenway et al. in particular [50], which introduces
the shock model we call worst-sum shock, and shows that finding the worst
shock in this model is NP-hard.
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However, the vast majority of these works analyze a model variant that
can only describe long positions in the network. This means that there is
always a maximal solution in the system that is simultaneously the best
for all banks, i.e. a solution r such that qv (r) ≥ qv (r0 ) for every node v
and every solution r0 . As such, the clearing problem is not particularly
interesting in this setting.
In contrast to this, the work of Schuldenzucker, Seuken and Battiston has
extended these networks with CDS besides simple debts [81,82], as described
in Section 7.2. While a CDS is still a very simple contract, it already allows
us to capture short positions in the network, thus making the network model
drastically more expressive. Moreover, CDSs are also a prominent kind of
derivative in real-world financial systems that played a major role in the
2008 financial crisis [37]. As such, they have been thoroughly studied in the
financial literature [30, 64].
With both debts and CDSs in the network, the clearing problem suddenly becomes significantly more challenging. The work of [81, 82] mostly
focuses on the existence of a solution in this model, and the complexity of
finding an arbitrary solution. They show that without default costs, a solution always exists; however, their proof of this claim is non-constructive,
and they also show that finding an (approximate) solution is PPAD-hard.
They also show that with default costs, a solution might not exist at all,
and deciding whether an (approximate) solution exists is NP-hard. In this
latter case, the authors also discuss some strong restrictions to the network
structure which are sufficient to ensure the existence of a solution.
Once a solution exists, another natural question is if there is a maximal
solution; if such a solution exists, then we can assume that a clearing authority always prefers to implement this solution. The work of [81, 82] also
shows that in both settings, a system can easily have multiple solutions with
none of them being maximal. In this case, an authority has to select from
a set of solutions that represent a trade-off between the interests of different banks. The work of [81, 82] does not study this situation any further,
describing it as unwanted since it is prone to the lobbying activity of banks
in the system.
With the introduction of short positions, the model also becomes significantly more complex from a game-theoretic perspective. In previous work,
the most extensive game-theoretic analysis of financial systems has been conducted by Bertschinger, Hoefer and Schmand in debt-only networks [13]. In
this work, the authors assume that banks are allowed to decide the order in
which they fulfill their payment obligations, and thus not obey the principle
of proportionality; this leads to a range of interesting properties regarding
Nash Equilibria and Social Optima in the systems. This work of [13] also
has a close connection to our results on priority readjustment in Chapter
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10; however, in contrast to [13], we conduct our analysis in the extended
network model with both debts and CDSs.
Furthermore, while the previously mentioned studies mostly conduct a
static analysis of financial systems, there are also several papers that study
financial systems in a sequential or dynamic model. However, most of these
studies were again conducted in some variant of the debt-only model with
only long positions [1, 22]. The work of [81] notes that sequential clearing
in their model would be dependent on the order of defaults, but does not
investigate this direction any further. At the other end of the scale, the work
of [8] introduces a very general sequential model (where payment obligations
can be a function of all banks and all previous time steps), with a specific
focus on expressing concrete real-world examples in this setting. As such,
to our knowledge, there is no prior survey that considers a simple network
model with both long and short positions, and analyzes the step-by-step
development of financial systems in this model.
Finally, we point out that the clearing problem also attracts significant
attention in more practical projects, e.g. in the European Central Bank’s
stress test framework [24].

Debt Swapping in Debt-Only
Networks

8

In this chapter, we first analyze debt-only financial networks as defined in
Section 7.1. While these networks have already been studied in several works
before, there are still various open questions about the incentives of banks
and the properties of different network structures in this setting.
In particular, given such a financial network, it is natural to assume that
banks would try to use different tools to influence the network in order to end
up in a more beneficial situation. Since the payment rules are often fixed in a
given network, one natural approach for that is to execute some modification
on the network structure. The involved banks can have different possible
motivations to support such a reorganization: it might directly increase the
amount of assets they receive, or it might make their situation more resilient
to an external shock that could hit the network.
A very natural candidate for such a network operation is debt swapping.
Given a debt contract from bank u1 towards v1 , and another debt contract
from u2 to v2 , the creditor banks v1 and v2 might decide to swap their roles
as the recipient of these contracts: u1 will still owe the same amount of
money as before, but now to v2 instead of v1 , and u2 will now owe the same
amount of money to v1 instead of v2 .

147

CHAPTER 8. DEBT SWAPPING

148

This swapping operation is a minor change in the network structure that
only affects these two contracts. Since the debtors u1 and u2 have the same
amount of liabilities as before, they do not have a direct reason to object to
the operation. On the other hand, the two acting banks v1 and v2 only agree
to execute the operation if it is mutually beneficial for them (according to
some specific objective); in this case, we say that the swap is positive.
Our main goal in this chapter is to study the properties of debt swapping
operations in debt-only networks. We first consider static financial systems
without any kind of shock, analyzing whether two specific banks v1 and v2
can execute a swap that improves both of their situations. We show that
such a positive swap is not possible in any network structure, i.e. any swap
can only increase the assets of one of the acting banks.
We then consider different models of shock that might hit the financial
network, and we analyze their effects from the perspective of a specific bank
v. We consider 3 different shock models in detail: (i) when each bank is hit
proportionally by the shock, (ii) when k specific banks are hit by the shock,
but in the worst possible way for v, and (iii) when a shock of total size ρ
is distributed among the banks, again in the worst possible way for v. Our
main goal is to investigate whether bank v can reduce its exposure to such
shocks with the debt swapping operation.
With respect to a proportional shock, we can again show that a positive
swap is not possible in any network. However, in the other two (worst-case)
shock models, a positive swap is indeed possible in some cases, so we study
the properties of positive swaps in these models in more detail.
We first show that while a positive swap is beneficial for the two acting
banks v1 and v2 , it can result in a strictly worse situation for some third
party banks in the network (with respect to shock exposure). Also, since
computing the worst-case shock for a bank v is in general an NP-hard problem, we study the special case of tree networks where the effects of a shock
can still be computed efficiently. Finally, we show that the debt swapping
operation is not sufficient to find every improvement opportunity in the network: there are cases where there is no positive swap for v1 and v2 , but the
banks could still improve their situation by executing a more sophisticated
operation, e.g. swapping multiple contracts in one step, or also including a
third bank in the debt reorganization.

8.1

Model and motivation

We have already defined debt-only networks in Chapter 7, as well as the
concepts of clearing vectors and solutions in these networks. It remains
to introduce some further definitions that are specific to this chapter; in
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particular, we define different shock models and swapping operations in the
networks.

8.1.1

Shock models

While we also analyze how swapping can be used in a static network, our
main goal is to study how this operation can mitigate the effects of an
external shock that might hit the financial system. As such, we first define
some simplified models of shock that we study in our networks.
In each of these shock models, we assume that some unforeseen event
partially or completely removes the funds of some of the banks in the network; as such, the system will have a different solution after the shock, where
the assets of some banks are possibly lower than before. We then study the
effects of a shock on a specific node v as a shock function, describing the
assets av remaining at v in the solution of the network as a function of the
size of the shock.
For the formal definitions of these shock models, we define slightly dif0
0
ferent variants G0 of the original system, and we use ev (G ) and av (G ) to
denote the funds and assets of v in such a modified network.
One natural model for market shocks is to assume that each bank is
hit proportionally, i.e. each bank u in the network loses a λ portion of its
original funds (or, equivalently, only retains a (1 − λ) portion of its original
funds), for some parameter λ.
Definition 8.1. The proportional shock model has a shock function
fv : [0, 1] → R+
0 . For any λ ∈ [0, 1], we consider the modified network
(G )
Gλ where each node u ∈ B only has eu λ := (1 − λ) · eu , and we define
(Gλ )
fv (λ) = av
.
Another approach is to study the system from a worst-case perspective.
For instance, we can consider the cases when exactly k specific banks are
hit by the shock, but these banks lose all of their funds. Then from all
the different possible k-tuples of banks that can be hit, we consider the
combination which is the worst for bank v, i.e. the case where v ends up
with the smallest amount of assets.
Definition 8.2. The worst-set shock model has a shock function fv :
{0, 1, ..., n} → R+
0 . For any integer k ∈ [0, n], we consider the family G of
all networks Gk that can be obtained from G by selecting a subset of k banks
(G )
(G )
U , and setting eu k := 0 if u ∈ U , and eu k := eu otherwise. We define
fv (k) = min av(Gk ) .
Gk ∈G
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Finally, another model for worst-case analysis is the worst-sum shock
model, which has already been studied before in [50]. In this case, we
consider all shocks of total size ρ, i.e. where banks of the system lose a total
of ρ funds altogether, and we assume that these ρ losses are distributed
among the banks in the worst possible way in terms of the outcome for v.
Definition
P 8.3. The worst-sum shock model
Passumes a shock function
fv : [0, u∈G eu ] → R+
e ]. We consider the
0 and a parameter ρ ∈ [0,
u∈G u
family G of all networks Gρ that satisfy

X
u∈G
(Gρ )

while also having 0 ≤ eu

eu −

X

(Gρ )

eu

= ρ,

u∈Gρ

≤ eu for each bank u ∈ Gρ . We define
(Gρ )

fv (ρ) = min av
Gρ ∈G

.

Naturally, all these shock functions are monotonically decreasing. As
such, for simplicity, we will often only discuss or illustrate the shock functions until the point where they first decrease to 0, since the function value
always remains 0 from this point.
It is also natural to consider more realistic variants of these models
by assuming that the shock will be of limited size. For example, we can
introduce a limited worst-set model where there is an upper limit K on
the number of banks that are hit by a shock, for some integer parameter
K ≤ n. This model comes with the same shock function, but restricted to
the domain {0, 1, ..., K}.

8.1.2

Motivation for swapping

Introducing these shock models already allows us to demonstrate the motivation behind debt swapping with a simple example. Consider the financial
network in Figure 8.4, where the assets of banks v1 and v2 are indirectly
dependent on the well-being of banks s1 and s2 , respectively.
In this initial state of the system, the shock functions of both v1 and v2
are as shown in the upper row diagrams. For example, in the proportional
shock model, v1 only starts losing assets when s1 is unable to pay all of its
liabilities, which happens at λ > 21 (since this implies (1 − λ) · es1 < 2); after
this point, v1 keeps continuously losing assets until λ = 1. In the worst-set
model, v1 already loses all of its assets for k = 1, since the worst-case for
v1 is when s1 is hit by the shock (and set to es1 = 0). In the worst-sum
model, the first 2 units of loss at s1 do not affect v1 , since s1 can still fulfill
its obligations; from this point, av1 decreases linearly until ρ = 4.
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Figure 8.4: Example where the acting nodes v1 and v2 swap one of their
incoming debt contracts. The diagrams show the shock functions of the
acting nodes before swapping (top row) and after swapping (bottom row).
Now assume that banks v1 and v2 decide to swap one of their incoming
debt contracts. That is, they agree that the payment obligation of 1 from u1
should now go towards banks v2 instead of v1 , and in return, the payment
obligation of 1 from u2 should now go towards bank v1 instead of v2 . Note
that at first glance, this does not affect the situation of any bank in the
system: each bank will have the same amount of liabilities and the same
total of incoming payment obligations as initially. In this particular case,
the assets of v1 and v2 do not change either: we will also have a0v1 = a0v2 = 2
in the solution of the new network obtained after the operation.
However, the swap does improve the situation of the nodes with respect
to the different shock models, as shown in the lower row diagrams. Intuitively, both v1 and v2 has now diversified their dependencies on the rest of
the network, so a shock at a specific point in the network does not affect
them as drastically as before.
More specifically, in case of proportional shocks, the shock function of
swapping nodes does not improve: they still start losing assets at the same
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pace from λ = 12 , since the proportional shock model always hits both s1
and s2 to the same extent. However, in the worst-set model, a shock of k = 1
can now only affect one of the source nodes, so even with such a shock, both
v1 and v2 will receive half of their assets. Similarly, in the worst-sum model,
a shock of ρ = 4 can now only remove the assets of either s1 or s2 in the
worst case, but after this, the assets of v1 and v2 will again not decrease
further until ρ = 6, when the shock becomes large enough and the other
source bank also becomes unable to meet its obligations. As such, in these
latter two cases, the operation results in a strict improvement in the shock
function of the acting nodes.
This example demonstrates that even in a relatively simple network,
a swapping operation can easily ensure that banks are less exposed to an
unforeseen event in the financial system. However, in the general case of
more complex and interconnected networks, it is more difficult to identify
such opportunities that mutually improve the banks’ situation, or even to
evaluate how volatile a specific network configuration is under given shock
models.
Comparison to portfolio compression. We point out that in some
sense, debt swapping is a similar operation portfolio compression, which
was studied in detail in the works of [80, 87]. In portfolio compression, the
main idea is to locate debt cycles in the network topology, and remove these
cycles to reduce the total amount of debt in the network; as such, this is
also an operation that executes a minor reorganization step in the network
structure.
However, we argue that debt swapping is a significantly more justifiable
operation from a fairness perspective. It is known that portfolio compression can yield a worse outcome for banks that are not contained in the cycle
(the work of [80] discusses this in a more general network model with default costs, but one can create similar examples in our model). Intuitively,
the removal of a liability cycle from the network essentially means that the
participating nodes pay these cyclic debts “in advance”, i.e. earlier than
their remaining liabilities, which implicitly contradicts the principle of proportionality; as such, a creditor of these nodes who is outside the cycle may
end up receiving less money when a cycle node goes into default.
In contrast to this, debt swapping ensures that the total amount of
incoming and outgoing liabilities remains the same at every bank in the
network. The debtor banks of the swapped contracts still have the same
amount of liabilities on these contracts, only now towards a different recipient. The acting banks (the creditors of the swapped contracts) only execute
the operation if they both agree to it voluntarily. As such, no bank has
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a direct reason to object to this operation; in this situation, any (positive
or possibly negative) effect on banks is really due to more subtle reasons
originating from the change of the network structure. Hence we can argue
that if many legal frameworks even allow the more questionable practice of
portfolio compression, then debt swapping for risk mitigation should also be
a reasonable and permitted tool for banks in practice.

8.1.3

Swapping and terminology

Finally, let us formally define debt swapping, as well as some other closely
related operations.
Definition 8.5 (Swapping). Assume we have a network G and four distinct
nodes v1 , v2 , u1 and u2 that satisfy lu1 ,v1 = lu2 ,v2 = d for some value d,
and also lu1 ,v2 = lu2 ,v1 = 0.
The swapping of contracts (u1 , v1 ) and (u2 , v2 ) produces a new network
G0 , where the funds and liabilities are the same as in G, with the following
exceptions: lu0 1 ,v2 = lu0 2 ,v1 = d, and lu0 1 ,v1 = lu0 2 ,v2 = 0.
We will refer to the nodes v1 and v2 as acting nodes or swapping nodes.
0
In general, we use the prime symbol (e.g. a0u , e0u or lu,v
) to refer to the
properties of the network obtained after swapping.
We note that it would also be possible to extend this definition to allow
swapping a pair of contracts with different weights; such a generalization
would not affect most of our results. The acting nodes may still be willing to
execute such a swap, since it can still improve their situation if the debtors
are known to be in default, e.g. if we modify Figure 8.4 such that the
swapped contracts have arbitrary different weights that are both larger than
1. However, such an operation might seem less desirable from a regulator’s
perspective, since the total amount of incoming obligations changes for the
banks. As such, we focus on the more convenient case where we only swap
contracts of the same weight.
We also need to define whether we consider a specific operation beneficial, i.e. the condition when banks are willing to agree to a specific operation.
However, this is not necessarily straightforward. Since all of our shocks are
functions of a parameter, it can naturally happen that e.g. a swap of node
v1 provides a0v1 > av1 for a proportional shock of λ1 = 0.2, but a0v1 < av1 for
a shock of λ2 = 0.5. In practice, v1 might still agree to such an operation,
e.g. if it is expecting that a shock of λ1 = 0.2 will soon hit the market.
However, we assume that this is not the case, i.e. that banks do not have
any assumptions on the values of the shock parameters. That is, we take a
stricter stance, and assume that banks only consider an operation beneficial
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if their situation improves (or remains the same) for any possible value of
the shock parameter.
More formally, given functions f, g over the same domain D, let us say
that f ≥ g if ∀x ∈ D we have f (x) ≥ g(x), and let us say that f > g if
f ≥ g and ∃x ∈ D such that f (x) > g(x). In this terminology, we assume
that bank v is only in favor of an operation if this provides a new shock
function fv0 such that fv0 > fv : in this case, it is clear that the new situation
is strictly more favorable to v.
Definition 8.6 (Positive Swap). We say that a swap of banks v1 and v2 is
positive according to a shock function f if fv0 1 > fv1 and fv0 2 > fv2 . We
say that a swap is semi-positive if fv0 1 ≥ fv1 and fv0 2 ≥ fv2 , and at least
one of the inequalities is strict.
Finally, we can also consider some generalizations of swapping. One
natural candidate for such an operation is when the banks not only exchange
a pair of incoming contracts, but two sets of incoming contracts; we refer to
this as portfolio swapping. That is, given a set of banks U1 who have debts
towards v1 (with a total weight of d), and a set of banks U2 who have debts
towards v2 (also of total weight d), the operation creates a new network G0
where the creditor of all these contracts from U1 (and U2 ) becomes v2 (and
v1 , respectively). We can then define positivity (or semi-positivity) for such
an operation in an analogous way.
Another possible generalization is to consider a multi-party swap operation where more than two banks participate; we will refer to this as
debt reorganization. That is, given a set of contracts (ui , vi ) of the same
weight lui ,vi = d, the acting nodes vi switch to a different permutation
of the recipients of these contracts, e.g. changing the original liabilities
lu1 ,v1 = lu2 ,v2 = lu3 ,v3 = d into lu0 1 ,v2 = lu0 2 ,v3 = lu0 3 ,v1 = d. Once again, a
debt reorganization is positive if we have fv0 i > fvi for all the acting banks
vi , and semi-positive if ∀i fv0 i ≥ fvi and ∃i fv0 i > fvi .
For completeness, we also provide a formal definition of these operations
in Chapter 12.

8.2

Swapping without shocks

We begin our analysis by discussing debt swapping in financial networks
without any kind of shock; that is, we consider a static financial system as
defined in Section 7.1, and we investigate whether banks can use swapping
to ensure that they receive more assets in the modified network. This not
only gives valuable insights into the properties of swapping in general, but
it will also have direct implications on swapping in the proportional shock
model.
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Formally, we can describe this base model as trivial shock function fv :
{0} → R+
0 that assigns fv (0) = av to the single point of its domain; in this
model, a swap is simply positive if we have a0 (v1 ) > a(v1 ) and a0 (v2 ) > a(v2 ).

8.2.1

Properties of financial systems

We first establish some basic properties of financial systems that will be
essential tools in the proofs that follow. Most of these properties have
been mentioned or discussed to some extent in previous works, either in our
model or an extended model with default costs; however, we formalize these
properties for completeness, and we discuss them in more detail in Chapter
12.
In all of these properties, we consider a source node s and a sink node t.
We increase the funds es of s to some new value ês , and we study how this
affects t, i.e. how the new assets ât of t relate to its original assets at . Note
that we use this new notation ât to make a clear distinction from a0t , which
will always refer to a state after swapping.
Lemma 8.7 (Monotonicity). Assume we increase the funds of s to ês > es .
Then we have ât ≥ at .
This property can also be extended to non-source and non-sink nodes,
as well as the case when we increase the funds of multiple banks.
Lemma 8.8 (Non-expansivity). Assume we set ês = es +∆ for some ∆ > 0.
Then ât ≤ at + ∆.
Note that for this property to hold, it is crucial that t is a sink of the
network. For example, consider the system of Figure 8.10. Given a parameter x ∈ [0, 21 ] for the funds of s, the solution of the system is to have a
payment of 2x from u1 to u2 , and a payment of x on every other contract.
This means that an increase of ês = es + ∆ results in âu1 = au1 + 2 · ∆.
We also introduce a specific notion for the case when the increase is as
high as possible.
Definition 8.9. If setting ês = es + ∆ gives ât = at + ∆, then we say that
s is t-linear on [es , es + ∆].
Linearity is a very useful property because it means, intuitively speaking,
that all the extra funds given to s will end up at t after traveling a shorter
or longer route through the network. Similarly, we can also define linearity
on multiple target nodes: e.g. we say that s is (t1 , t2 )-linear if when setting
ês = es + ∆, we have (ât1 + ât2 ) − (at1 + at2 ) = ∆. In this case, there exist
coefficients α1 , α2 ∈ (0, 1) with α1 + α2 = 1 such that for any δ ∈ [0, ∆],
setting ês = es + δ results in ât1 = at1 + α1 · δ and ât2 = at2 + α2 · δ.
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for non-expansive behavior on a
non-sink node.
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Figure 8.11: Example
for a semi-positive swap in
the base model.

Lemma 8.12 (Concavity). If s is t-linear on [x, x + ∆] for some x, then s
is also t-linear on [0, x + ∆].
Intuitively, this is because linearity can only hold if for any es < x + ∆,
there are still unpaid liabilities on every edge that is contained in some
directed path from s to t. However, in this case, the first x funds of s are
also distributed along these paths according to the same proportions; this
also means that the first x funds of s also arrive at t.

8.2.2

First observations on swapping

The example system of Figure 8.4 gives the impression that when swapping
in the base model, the acting nodes simply exchange a fixed amount of
payments that are incoming on the swapped contracts; this might suggest
that a positive (or semi-positive) swap cannot exist at all. This is indeed
true when there is no directed path between v1 and v2 in either direction.
However, once there is a directed path of debts between the banks, then
semi-positive swaps are already possible, even in the simple case when the
network is a directed acyclic graph (DAG).
Lemma 8.13. In a DAG network, there can be a semi-positive swap in the
base model.
Proof. Consider the system in Figure 8.11. In the initial state, the acting
nodes have av1 = 21 and av2 = 32 . However, if v1 and v2 swap their incoming
contracts from u1 and u2 , then the new payments result in assets of av1 = 1
and av2 = 23 , which is a strict improvement for v1 .
Note that since the assets of both v1 and v2 are non-decreasing in a semipositive swap, one can use the monotonicity property to show that such a
semi-positive swap is also acceptable to every other bank in the system, i.e.
all banks w ∈ B will have a0w ≥ aw .
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Figure 8.14: Example for debt swapping in a network topology with cycles.
However, arguing about a positive swap is a more difficult question,
especially if we consider a general network topology with cycles. As the
topic of portfolio compression indicates, directed cycles are indeed often
present and play an important role in financial networks in practice [80, 87].
Once we have a cyclic network, a debt swap can significantly reorganize the
network, e.g. it can create new cycles, and reconnect or remove old ones.
Such a change can lead to a significantly different network configuration,
and hence a very different solution than in the initial state.
For an example, consider the system in Figure 8.14, where the acting
nodes have av1 = 21 , av2 = 1 before, and a0v1 = 34 , a0v2 = 12 after the swap.
One can observe that there are no obvious invariants in the system: the
sum of assets of acting nodes, the sum of assets of all banks and the total
payment on all contracts are all changing due to the operation. As such,
the creation and removal of cycles can have a major effect on the solution
of the system.

8.2.3

No positive swap in the base model

However, even with the reorganization of cycles, it turns out that we cannot
have a positive swap in the base model. Proving this statement is more
challenging than it seems at first glance; we outline the base idea of the
proof below, and we discuss the technical details in Chapter 12.
Theorem 8.15. There is no positive swap in the base model.
For the proof, let us use p1 := pu1 ,v1 and p2 := pu2 ,v2 to denote the
payments on the swapped contracts in the initial state, and p01 := p0u2 ,v1
and p02 := p0u1 ,v2 to denote them after the swap.
Instead of analyzing a financial network directly, we will look at a slightly
modified version by breaking up the cycles that contain the swapped contracts. That is, we create a so-called open variant of the financial network:
we remove the contracts (u1 , v1 ) and (u2 , v2 ), and instead we add a source
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Figure 8.16: Relationships between the swapping banks in the closed and
open version of the system, before swapping (left) and after swapping (right).
Liabilities are not shown for simplicity.
s1 that has a single liability ls1 ,v1 = ∞, and a source s2 with a single liability ls2 ,v2 = ∞. Similarly, we redirect the outgoing side of the swapped
contracts to two new target nodes t1 and t2 that only have a single incoming
debt, i.e. lu1 ,t1 = lu1 ,v1 and lu2 ,t2 = lu2 ,v2 .
We know that in the original (closed) system, the payments p1 , p2 and the
payments p01 , p02 provide the maximal solution of the system before and after
the swap, respectively. This implies that if we set es1 = p1 and es2 = p2 ,
then the resulting solution in the open system must have at1 = p1 and
at1 = p2 . Similarly, if we set es1 = p01 and es2 = p02 , then the resulting
solution must have at1 = p02 and at2 = p01 . We illustrate this connection
between the closed and open system in Figure 8.16.
Through these relations, the open variant allows us to study the closed
network with the properties we have established for source and sink nodes.
In the open system, the network topology does not have to be modified at
all; the state after swapping simply corresponds to a different choice of es1
and es2 .
For the proof of Theorem 8.15, let us assume that there is a positive
swap in the network, and let us consider separate cases according to the
payments on the swapped contracts, i.e. the relations between p1 , p2 , p01
and p02 . Note that a positive swap does not necessarily mean that p01 > p1
and p02 > p2 , since the banks v1 and v2 also receive payments from other
parts of the network. As such, it could also happen in a positive swap that
p01 < p1 , but we still have a0v1 > av1 because v1 receives more payment on
some other debt due to increased assets of v2 .
Lemma 8.17. We cannot have a positive swap where p01 ≤ p1 and p02 ≤ p2 .
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Proof. If we have p01 ≤ p1 and p02 ≤ p2 , then both s1 and s2 have less
funds in the second state of the open system (i.e. after swapping). Then
monotonicity implies that we cannot have a0v1 > av1 or a0v2 > av2 .
Hence for a positive swap, at least one of the acting nodes must receive
more payment on the swapped contract after swapping. Assume w.l.o.g.
that this is v2 , i.e. that p02 > p2 . Based on the payment on the other
contract, we consider the cases p01 > p1 and p01 ≤ p1 separately.
Lemma 8.18. We cannot have a positive swap where p01 > p1 and p02 > p2 .
Proof sketch. Consider the two states of the open system: for es1 = p1 ,
es2 = p2 we have at1 = p1 and at2 = p2 (original state), and for es1 = p01 ,
es2 = p02 , we have at1 = p02 and at2 = p01 (after swapping). Between these
two states, the funds at the sources and the assets at the sinks both increase
by (p01 +p02 )−(p1 +p2 ), so both s1 and s2 in the open system are (t1 , t2 )-linear
(on [p1 , p01 ] and [p2 , p02 ], respectively).
Hence there exists α1 , β1 ∈ [0, 1] with α1 + β1 = 1, such that for sufficiently small δ > 0, setting es1 = a + δ results in at1 = p1 + α1 · δ and
at2 = p2 + β1 · δ. Also, we cannot have α1 = 1, β1 = 0; in this case, setting
es1 = p1 + δ would result in at1 = p1 + δ, which gives a larger solution in the
original system with pu1 ,v1 = p1 + δ, contradicting the fact that our initial
clearing vector was maximal. Note that this argument also uses the fact
that lu1 ,v1 ≥ p1 + δ, which indeed holds for a small enough δ; this is again
discussed in Chapter 12.
Similarly, there exists α2 , β2 ∈ [0, 1] with α2 + β2 = 1, such that setting
es2 = p2 + δ results in at1 = p1 + α2 · δ and at2 = p2 + β2 · δ, and we must
have α2 > 0.
Now let us select a small enough δ, define ∆1 = δ/β1 and ∆2 = δ/α2 ,
and consider the increase es1 = p1 + ∆1 , es2 = p2 + ∆2 . This provides a
higher solution in the original closed system, since


at1 = p1 + α1 · ∆1 + α2 · ∆2 = p1 + δ ·

α1
+1
β1


= p1 +

δ
= p1 + ∆ 1 ,
β1

β2
δ
= p2 +
= p2 + ∆ 2 .
α2
α2
This contradicts the fact that our original clearing was maximal.



at2 = p2 + β1 · ∆1 + β2 · ∆2 = p2 + δ · 1 +



The only case that remains is when p01 ≤ p1 , i.e. when v1 receives
less money in the network through the swapped contract, but it is still
compensated for this loss by a larger payment on some other incoming debts.
The formal proof of this claim is significantly more technical; we only outline
the main idea here.
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Lemma 8.19. We cannot have a positive swap where p01 ≤ p1 and p02 > p2 .
Proof sketch. The proof idea is similar to above: we prove that even in this
case, it still holds that both s1 and s2 are (t1 , t2 )-linear on a small interval
above p1 and p2 . This allows us to use the same argument as before; the
challenging part is to prove (t1 , t2 )-linearity in this slightly different setting.
Intuitively, the proof works as follows: one can show that if a0v1 > av1 ,
then when we increase es2 from p2 to p02 , there must exist a “flow” of strictly
more than p1 − p01 new assets from s2 to v1 . Note that this is a non-trivial
claim: an increase of p1 − p01 in av1 could also be caused by less than p1 − p01
new funds, as in Figure 8.10, since v1 is not a sink node.
Assume there is a such a flow of p1 − p01 +  for some  > 0. If we subtract
the path of these p1 −p01 + assets, then the remaining (p02 −p2 )−(p1 −p01 +) =
(p01 + p02 ) − (p1 + p2 ) −  new funds at s2 can only contribute an increase
of (p01 + p02 ) − (p1 + p2 ) −  to the sinks t1 and t2 altogether, due to nonexpansivity.
However, the total increase of assets at the sink nodes is (p01 + p02 ) −
(p1 + p2 ) between the two states of the open system, so the new assets going
from s2 to v1 must also contribute at least  to the sink nodes. The “first”
p1 − p01 assets from s2 to v1 cannot have any such contribution, since they
have (at most) the same effect as increasing es1 from p01 to p1 ; however, s1
already had these extra funds in the original state, and thus they are already
included in our initial state of at1 = p1 , at2 = p2 . Hence the remaining flow
of  assets must contribute  to the sinks; however, these assets have the
same effect as increasing es1 to p1 +  in the original state. This means that
s1 is (t1 , t2 )-linear on [p1 , p1 + ]; due to concavity, it is also (t1 , t2 )-linear
on [0, p1 + ].
Since the increase of p02 − p2 at es2 has provided (p01 + p02 ) − (p1 + p2 ) − 
new assets to the sinks directly, and p1 − p01 +  new assets to a (t1 , t2 )-linear
node v1 , it provides altogether p02 − p2 new assets to the sinks; hence sv2 is
also (t1 , t2 )-linear on [p2 , p02 ].
This concludes the proof of Theorem 8.15. Note that the theorem also
has immediate implications on the more sophisticated operation of portfolio
swapping.
Theorem 8.20. There is no positive portfolio swap in the base model.
Proof. Given a positive portfolio swap from debtor sets U1 and U2 , we could
introduce two auxiliary nodes vˆ1 and vˆ2 that simply collect and relay these
contracts: for all u ∈ Ui (with i ∈ {1, 2}), we replace the debt (u, vi ) by
a debt (u, vˆi ), and we assign evˆi = 0, lvˆi ,vi = ∞. The portfolio swap in
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the original network now provides a positive swap in this system, which
contradicts Theorem 8.15.
Finally, we point out that positive swaps can easily become possible in
more complex models of financial networks. For example, let us consider the
extension of the model with default costs: let α, β ∈ (0, 1) with α = β for
simplicity, and assume that whenever a bank v is in default, then its assets
are multiplied by this reduction factor α to account for the administrative
costs of a default. If we consider this extended model with a choice of α = 21 ,
then Figure 8.11 already turns into an example of a positive swap: one can
compute that it provides av1 = 14 and av2 = 98 , but a0v1 = 1, a0v2 = 45 .

8.2.4

Implications for the proportional shock model

These results in the base model have immediate implications for the case of
the proportional shock model.
Lemma 8.21. There is no swap that is positive for a specific λ in the
proportional shock model, i.e. a swap that provides fv0 1 (λ) > fv1 (λ) and
fv0 2 (λ) > fv2 (λ).
Proof. Given an example for such a swap, multiplying the funds of all nodes
by (1 − λ) would give us a network that contradicts Theorem 8.15 in the
base model.
However, this does not immediately imply that there is no positive swap
in the proportional model at all. Since semi-positive swaps are possible
in the base model, it could still happen that a swap is positive because it
provides fv0 1 (λ1 ) > fv1 (λ1 ) and fv0 2 (λ1 ) = fv2 (λ1 ) for a specific λ1 , and
fv0 1 (λ2 ) = fv1 (λ2 ) and fv0 2 (λ2 ) > fv2 (λ2 ) for some other λ2 . However, one
can show that this is also not possible, and hence there is no positive swap
in the proportional model at all.
Theorem 8.22. There is no positive swap in the proportional shock model.
Proof sketch. Similarly to the proof of Theorem 8.15, one can show that
a semi-positive swap also implies that specific linearities must hold. In
particular, if we have p01 = p1 besides p02 > p2 , then s2 must be (t1 , t2 )linear on [p2 , p02 ]; and if we have p01 < p1 besides p02 > p2 , then a “flow” of
p1 − p01 funds must go directly to v1 , and the remaining part of the new
funds is (t1 , t2 )-linear.
Due to our semi-positivity assumptions, these properties must hold for
bank s1 when we multiply the funds of each bank by (1 − λ1 ), and must
hold for s2 when we multiply the funds by (1 − λ2 ). Furthermore, one can
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observe that these linearities also remain true if we scale down the funds of
all banks in a system; as such, if we have e.g. λ1 < λ2 , then the property
established for λ1 must also hold for λ2 , since the shock of size λ2 can be
1−λ2
obtained from the shock of size λ1 with a further scaling of 1−λ
.
1
This means that in the financial network with a shock of size λ2 , both of
these properties hold: s1 is (t1 , t2 )-linear except for (possibly) a flow towards
v2 , and s2 is (t1 , t2 )-linear except for (possibly) a flow towards v1 . Hence
intuitively, a small δ amount of extra funds injected at es1 (or es2 ) will all
arrive at t1 , t2 and v2 (or t1 , t2 and v1 , respectively). Similarly to the proof
of Lemma 8.18, this allows us to present a slightly larger clearing vector in
the system, which is a contradiction.
Similarly to Theorem 8.20, this negative result can be carried over to the
case of portfolio swapping.

8.3

Worst-case shock models

We now analyze swapping operations in the worst-case shock models. Our
example in Section 8.1.2 has already shown that we can indeed have swaps
in these models that are beneficial for both acting nodes. However, this
raises a range of interesting questions to study, e.g. about the effects of the
swaps on the rest of the system, or the algorithmic aspects of finding such
swaps.
In this section, we focus on the properties of the worst-set shock model.
The worst-sum model is similar to this in many aspects, so most of our
results also carry over to that model; however, the proofs in this case become
somewhat more technical. We discuss the details of adapting our proofs to
the worst-sum model separately in Chapter 12.

8.3.1

Effect on other banks

We first explore the most fundamental properties of swapping in this worstcase setting. In particular, we show that even though a positive swap is
beneficial for both of the swapping parties, it can result in a strictly worse
situation for some other banks in the network.
Lemma 8.23. If two acting nodes v1 , v2 execute a positive swap, then this
can result in a new shock function fw0 < fw for some other bank w.
Proof. Consider Figure 8.24, which is an extension of our motivational example by two new banks u4 and w. The modifications do not affect the
worst-set shock function in the original part of the system, so the previously
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u0
s1
4

u1
u2
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v1
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v2

w

u3
2

2

u4
Figure 8.24: Example when a positive swap creates a worse situation for
a bank w.
studied swap is still positive for v1 , v2 . The new contracts after swapping
are now only indicated by dashed arrows in the figure.
Regardless of the swap, the new bank w has fw (0) = fw0 (0) = 4 and
fw (2) = fw0 (2) = 0, so the only interesting case is when k = 1. Before the
swap, a shock at either of the source nodes results in a loss of 2, so fw (1) = 2.
However, after v1 and v2 swaps, a shock at s2 (setting e0s2 = 0) means that
w will only receive 1 unit of money through v1 , so fw0 (1) = 1.
Furthermore, when our network is not a DAG, a positive swap can even
result in a strictly worse shock function for the nodes u1 and u2 that are the
debtors of the swapped contracts. This shows that in fact, the debtor nodes
u1 , u2 might indeed have a reason to object to the swapping operation in
this model.
Lemma 8.25. A positive swap of contracts (u1 , v1 ) and (u2 , v2 ) can result
in a new shock function of fu0 2 < fu2 for u2 .
Proof. Consider the system in Figure 8.26, which is again a variation of our
motivational example. In the original state of this system, a shock of k = 1
can remove all the funds of v1 (if it hits s1 ); on the other hand, it still leaves
assets of 32 and 13 at banks v2 and u2 , respectively (for these two nodes, the
worst case is when the shock hits s2 ). This means that the original shock
functions are fv1 = (2, 0, 0), fv2 = (2, 32 , 0) and fu2 = (1, 13 , 0) for the values
k = (0, 1, 2).
Now let us assume that banks v1 and v2 swap their contracts as shown in
the dashed arrows. In this new system, the shock function values for k = 2
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Figure 8.26: Example when a positive swap creates a worse situation for
one of the debtors u2 .
and k = 0 remain the same for each bank. Let us consider the two possible
shocks of size k = 1. If s1 is the one to lose its funds, then s2 can still fulfill
its obligations from its own funds, which results in a (direct or indirect)
payment of 1 for all of v1 , v2 and u2 . On the other hand, if s2 is the one
to lose its funds, then v1 receives a payment of 1 from u0 , and it is also a
part of the directed cycle in the network; hence the assets a0v1 must satisfy
a0v1 = 1 + 31 · 12 · a0v1 , giving a0v1 = 65 . This means that s2 receives a payment
of 52 through the backwards edge, resulting in a0u2 = 15 , and a0v2 = 56 for
bank v2 which also receives a payment of 1 from u1 .
Since we assume the worst case for each k, this results in the shock
functions fv0 1 = (2, 1, 0), fv0 2 = (2, 1, 0) and fu0 2 = (1, 51 , 0). Hence we have
fv0 1 > fv1 and fv0 2 > fv2 (so the swap is positive), but fu0 2 < fu2 .

8.3.2

Complexity analysis

We now analyze the model from an algorithmic perspective. In this sense,
the worst-case models pose a much more serious challenge than the base
case of the system or a system with proportional shocks: in particular, it is
already computationally hard to find how much a worst-case shock of size
k affects a specific bank.
Theorem 8.27. In the worst-set shock model, it is NP-hard to compute
fv (k) for a specific value k.
One can show this by a reduction from the densest k subgraph problem,
which is known to be NP-complete [40]. Similar reductions have already
been shown before for the worst-sum model, and for some other related
problems in financial networks [50]. However, since these earlier results
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were shown in different model variants, we include a proof of this theorem
for completeness.
Proof. Given an input graph H for the densest k subgraph problem, let
us create a separate bank s for each node z of H, and select es = deg(z)
(the degree of z in H). Furthermore, for each edge (z1 , z2 ) of H, we create
another bank uz1 ,z2 to represent this edge. Bank uz1 ,z2 will have no funds,
but we add an incoming debt of 1 from both of the banks representing z1
and z2 . Finally, we add a single sink node v to our financial system (with
ev = 0), and add a debt of 1 from each edge node to v. Since all banks can
fulfill their payment obligations in this system (if no shock happens), the
assets of v is equal to the number of edges in H in this network.
Now let us consider a worst-set shock of size k. Since only the source
nodes have any funds in this network, any worst shock of size k will hit k
source nodes that correspond to k vertices of the original graph H. Furthermore, any intermediate bank uz1 ,z2 has a simple behavior in this system: if
at least one of z1 and z2 is spared by the shock, then uz1 ,z2 still provides a
payment of 1 to v, but if both z1 and z2 are hit by the shock, then uz1 ,z2
makes no payment at all.
This means that for any worst-set shock in this system (i.e. any subset
of the nodes selected in H), the loss of assets at v is exactly the number
of edges (z1 , z2 ) in H such that both z1 and z2 are included in the subset,
i.e. the number of edges in the corresponding chosen subgraph. As such,
finding fv (k) is equivalent to solving the densest k subgraph problem in the
original graph H. This completes the reduction.
Note that this hardness result is for a general k value; for some special
cases, e.g. for k = 0 or k = n, the shock function value can easily be
computed in polynomial time. In particular, whenever k is a small constant
value, the problem also becomes polynomially solvable.
Lemma 8.28. Given a constant value k, we can compute fv (k) in polynomial time.



Proof. The number of possible subsets to be hit by the shock is nk ≤ nk ,
which is polynomial in n if k is a constant. We can enumerate all these
cases, find the equilibrium (and thus av ) for each case in polynomial time,
and simply store the subset that gives the smallest av value in order to find
fv (k).
This also means that the problem becomes polynomially solvable if we
only expect a small shock to the network, i.e. we are in the limited worst-set
model for some constant limit K. In this case, executing the method above
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for each k ∈ {0, ..., K} still takes polynomial time altogether, and it allows
us to describe the entire shock function fv for this shock model.
These hardness results mean that if we want to analyze a bank’s opportunities for swapping in a financial system, then the main computational
difficulty in fact lies in this question of evaluating a specific network configuration. If we were given an oracle that returns the shock function of a
bank in a specific network, then we could easily evaluate whether a specific
swap is positive (or semi-positive), by simply comparing the shock functions
in the network before and after the swap. Furthermore, since bank has at
most n incoming contracts, such an oracle would also allow us to decide (in
polynomial time) whether specific nodes v1 , v2 can execute a positive swap
in the network, by enumerating each pair of their incoming contracts. As
the total number of contracts in the network is also only O(n2 ), we could
even decide whether there exists a positive swap between any pair of acting
nodes in the system.
Since the limited worst-set model allows us to compute shock functions efficiently, this also means that these questions are all computationally
tractable in this model when K is a small constant.
Corollary 8.29. In the limited worst-set model with a constant limit K,
we can decide in polynomial time whether there is a positive swap in the
network.

8.3.3

Computationally tractable cases

Since we have seen that deciding whether a swap is positive is NP-hard in
the worst-set model, it is a natural question whether the problem is still
solvable efficiently in some special class of financial systems. This would
imply that we can indeed find positive swap opportunities for some specific
financial system structures in practice.
One rather special case of network structures is a tree network, i.e. when
the undirected version of the debt contacts gives a graph that is a tree.
Theorem 8.30. In a tree network, we can compute fv (k) for any node v
in polynomial time.
Proof. For each specific value k, one can compute fv (k) with a dynamic programming approach, i.e. by computing fu (k) for each bank u ∈ B according
to an arbitrary topological ordering of the tree, with the help of previously
computed values. Initially, for all source nodes s of the tree, fs (k) can easily
be initialized with fs (0) = es , and fs (k) = 0 for each k ≥ 1.
Assume for simplicity first that u is a non-source node in the tree with
only two incoming debts from banks w1 and w2 , and eu = 0. Since the
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network is a tree, the payments pw1 ,u and pw2 ,u are independent from each
other; as such, the worst shock of size k for u is obtained by splitting the
shock into two smaller shocks of size k1 + k2 = k, and applying the worst
shock of size k1 and k2 on the subtrees rooted at w1 and w2 , respectively.
Let us briefly introduce pwi ,u (awi ) to denote the payment pwi ,u as a function
of awi , i.e. a simplified notation for the expression pwi ,u (awi ) = min(awi ·
lwi ,u /lwi , lwi ,u ). Then altogether, the shock function of u can be expressed
as
fu (k) = min pw1 ,u ( fw1 (k1 ) ) + pw2 ,u ( fw2 (k − k1 ) ).
k1 ∈[0,k]

Since the topological ordering ensures that fw1 and fw2 have already been
computed, we can find the value of fu efficiently for every k ∈ [0, n].
If u has more than 2 incoming debts, then we can use this method
repeatedly to first distribute the shock between the debtors w1 and w2 ,
then between {w1 , w2 } and w3 , and so on, essentially inserting fictitious
intermediate banks to limit the indegree to 2. Since the number of incoming
debts is at most n, this only adds a linear factor to the computation of fu (k)
at each bank u.
Similarly, if we have eu > 0, then u can also be hit by the shock; we
can cover this case with the previous method by introducing an extra new
debtor s which has eu funds and ls,u = ∞.
This means that if the network is a tree both before and after the swapping operation, then we can decide in polynomial time whether the given
swap is positive (or semi-positive).
Although trees are a very restricted subclass of financial systems, we cannot expect a similar result for a much broader class of networks. Intuitively,
whenever the subsets of dependencies of two debtor banks can overlap, this
already allows us to express hard combinatorial problems with the network.
In fact, the construction in the reduction of Theorem 8.27 is a DAG, which
shows that the problem is already NP-hard for the slightly more general case
when we allow multiple directed paths between two nodes, but not cycles.
Since we have mainly motivated swapping with the idea of removing duplicate dependencies on a specific part of the network, one might wonder if
it even makes sense to study swapping in trees. However, it turns out that
swapping can still result in an strict improvement for the acting nodes even
in trees. Intuitively, while the operation cannot remove multiple dependencies in this case, it can still recombine the parts of the tree into a better
configuration which is less vulnerable to shocks of a specific size, resulting
in a better shock function in the end. For completeness, we provide such an
example in the limited worst-set model.
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Theorem 8.31. In the limited worst-set model, there can exist a positive
swap in a tree network.
Proof. The main tool for the proof is a so-called d-boolean gadget. Given an
integer parameter d, this gadget consists of d distinct source nodes s1 , ..., sd
that each have funds of es1 = ... = esd = d, and a debt of ls1 ,w = ... =
lsd ,w = d towards a common intermediate node w. This bank w will then
have ew = 0, and an outgoing debt of weight d to one of our acting nodes.
The gadget is useful since it exhibits a threshold behavior: in case of a shock
for any k ≤ d − 1, bank w will still make a payment of d, but as soon as
k = d, the payment from w immediately drops to 0.
Our tree construction consists of a range of such gadgets: v1 has a debt
from such gadgets with d-values of 3, 4, 5 and 6, while v2 has a debt from
such gadgets with d-values of 3, 4, 6 and 8. Consider this network with a
shock size limit of K = 10. Due to the behavior of the gadgets, the loss
of v1 for any specific integer k can be computed as the largest subset of
{3, 4, 5, 6} where the sum is still not larger than k. By selecting the appropriate subsets, we will ensure that the subsets received after the swapping
are less heterogeneous, which reduces the number of possible sums that can
be formed from the subsets.
In particular, for v1 , we can create losses of (0, 0, 0, 3, 4, 5, 6, 7, 8, 9, 10)
for the values k = (0, ..., 10). Similarly, for v2 , the subset {3, 4, 6, 8} allows
for losses of (0, 0, 0, 3, 4, 4, 6, 7, 8, 9, 10) for k = (0, ..., 10).
Now assume that v1 trades its 4-boolean gadget for the 3-boolean gadget
of v2 . For v2 , this provides a new set (well, in fact multiset) of numbers
{3, 3, 5, 6}, allowing for worst-case losses of (0, 0, 0, 3, 3, 5, 6, 6, 8, 9, 9), which
is strictly better than before for k = 4, 7 or 10. For v2 , we get a new multiset
of {4, 4, 6, 8}, producing losses of (0, 0, 0, 0, 4, 4, 6, 6, 8, 8, 10), which is again
an improvement for k = 3, 7 or 9.
There is one more important technical detail: when v1 exchanges its 4boolean gadget for the 3-boolean gadget of v2 , we must also transfer a fixed
payment of 1 from v2 to v1 to keep the total unchanged. That is, if the
acting nodes simply swapped two d-boolean gadgets with d = 3 and d = 4,
then this would already decrease the assets of v1 by 1 in the base case of
k = 0. As such, we need to ensure that v1 also receives an extra asset of 1
in this swap, and this extra asset has to be “stable” in the sense that it is
not affected by any shock of size k ≤ K.
We achieve this by also adding a so-called 1-fix gadget to our construction. This will be somewhat similar to our d-boolean gadgets: given our
shock limit K, a 1-fix gadget consists of K + 1 distinct source nodes that
all have funds of 1, and an outgoing debt of 1 towards a node u. This
node u then has a debt of weight 1 towards some other bank. Since our
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model assumes that at most K nodes are affected in the shock, this gadget
guarantees a payment of 1 on the outgoing contract of u in any case.
In our construction, we only need to add a single such 1-fix gadget to
the 3-boolean gadget that v2 is going to swap. More specifically, we add a
new intermediate node w that becomes the recipient of the outgoing debt
of both the 3-boolean gadget of v2 and the 1-fix gadget of v2 , and we create
an outgoing debt of weight 4 from this bank w towards v2 . As such, this
bank w has a shock function of (4, 4, 4, 1, 1, ..., 1) for k = (0, 1, 2, 3, 4, ..., K),
and v2 can only swap this part of the tree if it redirects the contract from w
towards v1 , which gives both the payments from the 3-boolean gadget and
the 1-fix gadget to v1 . Note that the network still remains a tree after this
technical step.
Given this extended network, the total assets of the acting nodes (in
case of no shock) becomes the same before and after the swap: we have
av1 = a0v1 = 18 and av2 = a0v2 = 22. Given the subset of numbers {3, 4, 5, 6}
for v1 , the shock function of v1 becomes (18, 18, 18, 15, 14, 13, 12, 11, 10, 9, 8)
for the parameters k = (0, ..., 10) before the swap. Similarly, with the values
{3, 4, 6, 8}, the shock function of v2 is (22, 22, 22, 19, 18, 18, 16, 15, 14, 13, 12)
for k = (0, ..., 10) initially.
Now assume that v1 trades a 4-boolean gadget for the 3-boolean gadget
of v2 which also has the 1-fix gadget attached. Then the new subset of v1
is {3, 3, 5, 6}, giving a shock function of (18, 18, 18, 15, 15, 13, 12, 12, 10, 9, 9)
for k = (0, ..., 10), which is indeed an improvement for k = 4, 7 and 10.
Similarly, the new subset of v2 is {4, 4, 6, 8}, producing a shock function
of (22, 22, 22, 22, 18, 18, 16, 16, 14, 14, 12) for k = (0, ..., 10); again a strict
improvement for k = 3, 7 and 9.

8.3.4

An optimization perspective

Finally, we look at the swapping operation from an optimization perspective, i.e. as an improvement step in the search space of acting banks trying
to find a better network configuration. In this section, we show that swapping is a local operation in the sense that it can easily get stuck in a local
minimum. In particular, there are cases where the situation of banks cannot be improved with a simple swap, but it can be improved with more
sophisticated operations like portfolio swapping or debt reorganization.
Theorem 8.32. It is possible that for two acting nodes v1 and v2 , there is
not even a semi-positive swap in the network, but there is a positive portfolio
swap.
Proof. Consider two source nodes s1 and s2 that both have funds of es1 =
es2 = 76. Then consider a second layer of 2 × 4 intermediate nodes that
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have the following pairs of debts from s1 and s2 , respectively: (2, 17), (7, 12),
(12, 7), (16, 3) for the first 4 nodes, and (5, 14), (5, 14), (10, 9), (19, 0) for the
second 4 nodes. Note that s1 and s2 can fulfill all of these obligations unless
they are hit by the shock; as such, the assets of e.g. the first intermediate
node can be expressed as 2 · rs1 + 17 · rs2 .
Finally, let acting node v1 have incoming debts of weight 19 from the
first 4 intermediate nodes, and v2 have incoming debts of weight 19 from
the second 4 intermediate nodes. In this system, the assets of v1 can be
computed as av1 = 37 · rs1 + 39 · rs2 , while the assets of v2 are av2 =
39 · rs1 + 37 · rs2 . This means that both v1 and v2 have a shock function of
(76, 37, 0) for the values k = (0, 1, 2), respectively.
One can check that after swapping any single pair of contracts, the situation of v1 and v2 gets worse: for both banks, the coefficient of dependency
on either rs1 or rs2 becomes strictly larger than 39, so their remaining assets
in the k = 1 case fall strictly below 37.
However, if v1 swaps its contracts (7, 12) and (16, 3) for the contracts
(5, 14) and (19, 0) owned by v2 , then both of them will have a0v1 = a0v2 =
38·rs1 +38·rs2 . This results in a shock function of (76, 38, 0) for k = (0, 1, 2),
thus indeed providing an improvement for the k = 1 case.
Theorem 8.33. Given a triplet of nodes v1 , v2 , v3 , it is possible that there
is no positive swap for any pair of these banks, but there is a positive debt
reorganization for the 3 banks together.
Proof. Consider 3 source nodes s1 , s2 , s3 with es1 = es2 = es3 = 3. For each
of them, we add 3 intermediate nodes with a debt of 1 from the respective
source; e.g. for s1 , this gives us 3 banks u1,1 , u1,2 , u1,3 that receive au1,1 =
au1,2 = au1,3 = rs1 from the system.
We then ensure that each acting node has a unit-weight debt from 3
intermediate nodes: v1 from u1,1 , u1,2 and u2,3 ; v2 from u2,1 , u2,2 and u3,3 ;
and v3 from u3,1 , u3,2 and u1,3 . This way, the acting nodes express the
following asset functions: av1 = 2 · rs1 + rs2 , av2 = 2 · rs2 + rs3 , av3 =
2 · rs3 + rs1 . As such, the shock function of the banks is (3, 1, 0, 0) for
k = (0, 1, 2, 3), respectively.
One can check that no two banks have a positive swap for any single pair
of contracts. For example, v1 and v2 have incoming payments of rs1 , rs1 , rs2
and rs2 , rs2 , rs3 , respectively. The shock function of v1 is only improved if
it trades an rs1 for getting an rs3 from v2 ; however, then v2 ends up with
rs2 , rs2 , rs1 , having the same shock function (3, 1, 0, 0) as in the original case.
However, one can easily reorganize the whole system such that each
node has an intermediate debtor from each source (e.g. v1 has debts from
u1,1 , u2,2 and u3,3 ), resulting in a0v1 = a0v2 = a0v3 = rs1 + rs2 + rs3 . This
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provides a shock function of (3, 2, 1, 0) for k = (0, 1, 2, 3), which is indeed an
improvement.

8.4

Conclusion

In this chapter we have studied whether banks can gain more assets or mitigate the effects of external shocks by executing a debt swap in a financial
network. Swapping is a very simple local operation that keeps the incoming
and outgoing liabilities unchanged, so it is a natural choice for a fundamental reorganization step in the network. Our results show that the base
model and the proportional shock model do not allow for a swap that is
beneficial for both of the acting nodes; on the other hand, a positive swap is
often possible in models where the goal of banks is to mitigate their losses
in the worst possible case. However, these models also raise some difficult
questions: other banks in the network might be affected by the swap negatively, and it also becomes hard to analyze the system from a computational
perspective.
We point out that while our result for the base and proportional models
is mostly negative, there are various ways to extend these models by further
practical aspects that make a positive swap possible. We have already noted
at the end of Section 8.2.3 that one such case is when we also consider default
costs. In another approach, the acting banks could also take advantage of
semi-positive swaps where a0v1 > av1 and a0v2 = av2 : if v1 pays a small fee
to v2 (with or without the knowledge of regulators) in order to motivate
v2 to agree to the trade, then the transaction suddenly becomes beneficial
for both parties. Similarly, banks in the proportional model could have
confident but different expectations about the future of the market: if v1
wants to maximize its assets for a shock of size λ1 , and v2 wants to maximize
its assets for a shock of some other size λ2 , then there can again be a swap
that is beneficial for both of them. We leave it to future work to study
different network operations in these more general settings.

Default Ambiguity

9

While debt-only networks have already been studied from several perspectives, the more sophisticated network model discussed in Section 7.2 (with
both debts and CDSs) has only been studied in the works of [81, 82]. As
such, in the remaining financial chapters, we study this more sophisticated
model from different perspectives. In this chapter, we begin by studying
general properties of this model, and the solution space of these financial
systems.
We have already discussed before that with both debts and CDSs in
the network, a financial system can exhibit significantly richer behavior. In
particular, as already described in [81], we can easily encounter situations of
default ambiguity when there are multiple different solutions in the network,
and none of these solutions is maximal, i.e. obviously superior in terms of
clearing.
If such a situation occurs in practice, then a clearing authority has to
make a choice among these different solutions of the system, yielding an
outcome that is more favorable to some banks and less favorable to others.
In this chapter, we analyze a range of different criteria for the clearing
authority to evaluate the solutions and select one of them to implement.
Our main result regarding these objectives is negative, showing that even if
the authority has a clear objective function to select among the solutions,
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it is still hard to efficiently approximate the best solution to any reasonable
factor.
In this chapter, we begin with some fundamental observations about the
solution space of financial systems, regarding the number of solutions and
their Pareto-optimality. We then discuss a wide range of problems that aim
to find the best solution according to a specific objective function. These
include finding the solution

•
•
•
•

with the smallest number of defaulting banks,
with the smallest amount of total unpaid debt,
which is preferred by the largest number of banks,
which is the most favorable one for a specific bank,

and many others. Our first contribution is showing that all these problems
are NP-hard to approximate to any n1− factor (for any  > 0). Hence
even if the clearing authority has a well-defined objective function, finding
a reasonably good solution is still not viable in practice.
Furthermore, we show that our hardness results still hold in many restricted variants of the model: with unit-weight contracts, with restrictions
on the network structure, and also if we ensure that each bank owns a positive amount of funds. On the other hand, if we restrict the network structure
and the funds of the banks simultaneously, then we obtain a model variant
where systems have a unique solution, and it can be found efficiently.

9.1

Properties of the solution space

Previous work. Let us begin by summarizing the main observations
about the solution space in the previous work of Schuldenzucker, Seuken,
and Battiston again [81, 82].
The work of [81, 82] mostly focuses on the existence and computability
of solutions. Their main results are the following:

•
•

Loss-free systems (α = β = 1): in this case, there always exists a solution. However, the proof is non-constructive; finding an (approximate)
solution is PPAD-hard.
Systems with loss (α < 1 or β < 1): in this case, a solution might not
exist at all. Deciding if a system has an (approximate) solution is an
NP-hard problem.

Once we know that a solution exists, another natural question is if there
exists a maximal solution, i.e. a solution r such that qv (r) ≥ qv (r0 ) for every
node v and every solution r0 . If such a maximal solution exists, then we can
assume that a clearing authority always prefers to implement this solution.
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Figure 9.1: Branching gadget consisting of two nodes x and y, both having
an outgoing debt to a sink t and an incoming CDS from a source s. For the
weights of the CDSs, we assume δx ≥ δy ≥ 1.
However, [81, 82] also shows that in both settings, a system can easily have
multiple solutions with none of them being maximal.
Furthermore, the work of Schuldenzucker et al. also notes that even if all
contracts in a financial system have rational (or integer) weights, the system
can still have solutions where the recovery rates are irrational [81]; in this
case, even finding a representation of a solution is problematic. However,
we point out that this is not the source of the computational hardness in
our results: in each of our constructions, every solution consists of rational
recovery rates, and even integers (i.e. 0 or 1) in most cases.
Branching gadget. One of our most important tools in this network
model will be the branching gadget shown in Figure 9.1. This gadget has
already been used with some parametrizations in the works of [81, 82], e.g.
as an example system with no maximal solution. For the weight parameters
δx and δy of the gadget, we always assume δx ≥ δy ≥ 1.
Since the source and sink nodes can never go into default, we only analyze
the recovery rate subvector (rx , ry ). First, observe that we cannot have both
nodes surviving, i.e. (1, 1) as a solution: both nodes only receive any funds
if the other node is in default. However, if either rx = 0 or ry = 0, then
the other node can already pay its debt, thus (0, 1) and (1, 0) are always
solutions in this system.
Besides this, there may be other solutions when both nodes are in default
with a positive recovery rate; these depend on the concrete values of δx and
δy . If x and y are in default, then their assets are equal to the amount of debt
they can pay, so the remaining solutions are obtained from the equations
rx = δx · (1 − ry ) and ry = δy · (1 − rx ).
However, there are also choices of δx , δy for which these equations confirm
that (0, 1) and (1, 0) are indeed the only solutions. One such example is
δx = 2, δy = 1; we refer to this case as the clean branching gadget, and we
assume this parametrization unless specified otherwise. This gadget variant
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has the useful property of representing a binary choice: rx is always either
0 or 1, and ry offers a convenient representation of its negation.
Number of solutions.
in our systems.

Let us now discuss the size of the solution space

Lemma 9.2. There exists a financial system with infinitely many solutions.
Proof. Consider the branching gadget of Figure 9.1 with δx = δy = 1. For
any ρ ∈ [0, 1], the vector (ρ, 1−ρ) satisfies the equations above, thus it is a
solution of the system.
While this shows that the number of solutions is potentially unlimited,
the difference between most of these vectors is only the extent of the defaults. Thus it is also natural to study another concept of difference between
solutions: we say that two solutions r and r0 are essentially different if there
is a node v such that either rv = 1 but rv0 < 1, or rv0 = 1 but rv < 1. Since
we only consider a boolean value for each node in this definition, the number
of pairwise essentially different solutions is at most 2n .
Lemma 9.3. There exists a system with 2Ω(n) solutions that are pairwise
essentially different.
Proof. Let us take n4 independent copies of the clean branching gadget. In
each gadget, there are two possible subsolutions: (0,1) or (1,0). Over the
distinct gadgets, these can be combined in any different way, adding up to
2n/4 solutions that are pairwise essentially different.
Better and worse solutions. While financial systems may not always
have a maximal solution, it is still reasonable to say that some solutions are
better than others.
Definition 9.4. Given two solutions r and r0 , we say that r0 is strictly
better than r if qv (r0 ) ≥ qv (r) for every node v, and there exists a node u
such that qu (r0 ) > qu (r). A solution r is Pareto-optimal if there is no solution r0 that is strictly better than r (otherwise, r is Pareto-suboptimal).
A financial authority might want to avoid implementing Pareto-suboptimal
solutions, and prefer a strictly better solution instead. However, selecting among Pareto-optimal solutions is more difficult, since they represent a
trade-off between the preferences of different nodes.
We first show that in our base financial system model without loss
(α = β = 1), every solution is Pareto-optimal. One can consider this claim
as slight generalization of the similar claim in [31] for debt-only networks,
adapted to our more complex network model.
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Lemma 9.5. In loss-free financial systems, every solution is Pareto-optimal.

P

P

P

Proof. We show that in every solution, v∈B qv = v∈B ev . Since v∈B ev
is a fixed parameter of the input problem,
statement.
Pthis already proves the P
Recall that in a given solution, pv = u∈B pv,u and av = ev + u∈B pu,v
denotes the payments and assets of node v, respectively. Furthermore, the
equity of v is always qv = av − pv , regardless of v being in default or not.
This implies

!
X
v∈B

qv =

X

(av − pv ) =

v∈B

=

X
v∈B

X
v∈B

ev +

X

X

ev +

pu,v −

u∈B

(pu,v − pu,v ) =

u,v∈B

X

pv,u

=

u∈B

X

ev .

v∈B

However, once we have default costs in the system, then some funds are
lost when a node goes into default. Since the total amount of lost funds
depends on the number of nodes in default, the funds remaining in the
system might differ among different solutions, so some of them might turn
out to be Pareto-suboptimal.
Lemma 9.6. In systems with loss, there can be solutions that are Paretosuboptimal.
Proof. Let β = 21 , α ∈ (0, 1), and let us consider the branching gadget with
δx = δy = 32 . To avoid confusion, let us now assume that es = 3 instead of
infinity. For simplicity, we express the recovery rate and equity vectors in
the gadget by (rs , rx , ry , rt ) and (qs , qx , qy , qt ).
The vectors (1, 0, 1, 1) are (1, 1, 0, 1) are still solutions of this system;
these induce equity vectors of ( 32 , 0, 21 , 1) and ( 32 , 12 , 0, 1), respectively. Any
other solution must satisfy rx = 32 · β · (1 − ry ) and ry = 32 · β · (1 − rx ).
Solving this system of equations, we get that the third solution is (1, 37 , 37 , 1),
resulting in an equity vector of ( 79 , 0, 0, 76 ).
One can observe that this third solution is strictly worse than the previous two solutions.

9.2

Finding the “best” solution

As the main focus of this chapter, we discuss a wide range of different objectives that an authority could realistically follow when selecting a solution.
We show that in all these cases, the optimal solution is not only hard to
find, but even hard to reasonably approximate. We defer some of the details
of these inapproximability proofs to Chapter 12.
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Figure 9.7: Notation of our gadgets

9.2.1

Tools and gadgets

We first provide a quick overview of the gadgets that we use as building
blocks in our constructions. Note that most of these gadgets have already
been used before in the work of [81, 82], sometimes in a slightly different
form.
Furthermore, most nodes in these gadget will have the convenient property that their recovery rate is either 0 or 1 in each solution. Generally, we
will say that v is a binary node if rv ∈ {0, 1} in any solution.

•

•

•

Clean branching gadget: this gadget was already discussed in Section 9.1. Recall that the banks x and y in this gadget represent a
binary state: in every solution, we have either rx = 1 and ry = 0, or
rx = 0 and ry = 1.
Cutoff gadget: given two parameters 0 < η1 < η2 < 1, this gadget
from [82] takes an input node v, and transforms it into a binary node w
if rv ∈
/ (η1 , η2 ), ensuring that rw = 0 if rv ≤ η1 , and rw = 1 if rv ≥ η2 .
We note that cutoff gadgets are not used in our base constructions; we
will only apply them later for adapting our results to some restricted
model variants.
Logical gates: we can also develop gadgets that simulate boolean
operations on nodes. More specifically, given two binary nodes u and
v, we can construct the following gadgets:
– a not gate, i.e. a node w such that rw = 1 if rv = 0, and rw = 0
if rv = 1,
– an or gate, i.e. a node w such that rw = 0 if ru = rv = 0, and
rw = 1 otherwise,
– an and gate, i.e. a node w such that rw = 1 if ru = rv = 1, and
rw = 0 otherwise.

For details on the cutoff gadget, we refer the reader to the work of [82].
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Figure 9.9: Logical or gate

It remains to discuss the logical not, or and and gates. We again note
that some of these gadgets (in particular, the not gate, and a similar gadget
which behaves as a nand gate) were also used before in [81, 82]. Figure 9.7
summarizes the notation of these gadgets in our figures.
For negation, we can consider the simple gadget in Figure 9.8. If rv = 0,
then w receives 1 unit of money, and it can pay its debt entirely. However,
if rv = 1, then w has no assets at all, and thus rw = 0.
The gadget for the or relation is shown in Figure 9.9; note that it already
uses the previously described not gadget. If ru or rv is 1, then at least one
of the connected not gadgets is in default, and thus w has assets of at least
1; this already implies rw = 1. Otherwise w has no assets at all, and hence
we have rw = 0.
Finally, one possibility to implement the and relation is illustrated in
Figure 9.10. In this case, if at most one of the nodes ru and rv is 1, then
w0 receives a payment on at most one of the two CDSs. Therefore, w0
has at most 1 assets, thus rw0 ≤ 12 . Since the connected cutoff gadget has
η1 = 0.7, we have rw = 0 in this case. On the other hand, if ru = rv = 1,
then rw0 = 1, and rw = 1 follows.
We point out, however, that this version of the and gate is more difficult to adapt to different variants of the network model; as such, in our
constructions, it is a more convenient solution to express the and relations
with a combination of not and or gates instead.
In a similar fashion, we can also create and and or gadgets on multiple
inputs.
Finally, when adding incoming or outgoing contracts to a bank v in our
constructions, our main goal is often to establish a certain behavior for v,
and thus it is unimportant where these contracts come from or go to. Hence
for simplicity, we add a specific source node s to our constructions with
es = ∞ which is the source of all such incoming contracts, and a specific
sink node t which is the recipient of all such outgoing contracts.
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9.2.2

Example: maximizing the equity of a node

To demonstrate the main idea behind our constructions, we first discuss the
problem of maximizing the equity of a specific node. That is, given a node
v, we define the value of a solution r as the equity qv , and we denote the
search problem of finding the highest-value solution by MaxEquity(v).
This is a very natural problem when analyzing the system: if v has any
influence over the clearing, or simply wants to understand its situation in the
network, then finding the best outcome is crucial. However, this problem is
already hard to solve in our model.
Theorem 9.11. The problem MaxEquity(v) is NP-hard to approximate to
any n1− factor.
Proof. We use a reduction from the boolean satisfiability (SAT) problem,
which is known to be NP-complete [40]. Given an input boolean formula
φ on N variables and M clauses, we transform this into a financial system
representation by creating N distinct branching gadgets, each corresponding
to a specific variable. Recall that if we understand rx to be the value of the
variable in an assignment, then ry represents its negation.
Given these variables, we can use our logical gates to compute the value
of φ for a specific assignment: we first combine the literals in each clause
into a node with an or gate, and then combine all these nodes with an and
gate. This provides a binary indicator node vI which describes the value of
φ under a specific assignment. We also add a further not gate on top of vI
to obtain a convenient representation of its negation in a new bank vI .
Most of our hardness results will use this base construction, extended
by further gadgets representing the specific objective function. For the
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MaxEquity(v) objective, we only add a node v that has ev = 0, and an
incoming CDS of weight n in reference to vI .
If there exists a satisfying assignment to φ, then there is a solution in this
system that has rvI = 0, and thus qv = n. As such, any n1− approximation
algorithm must return a solution in this case with qv ≥ n > 0. On the
other hand, if φ is unsatisfiable, then every solution of the system has qv =
0. Hence a polynomial-time approximation would also allow us to decide
whether φ is satisfiable, which completes the reduction.
Note that the branching gadgets already determine the recovery rate of
all other nodes, so the system has exactly the 2N solutions that correspond
to the different variable assignments. This allows us to easily characterize
the solution space, so the source of computational hardness is not the fact
that we cannot even find a single solution, as described in [82].
We also note that weight of the CDS in the proof was chosen as n in
order to demonstrate that inapproximability still holds if we also allow a
constant offset besides the n1− factor. The proof indicates that we could
obtain similar hardness results for even higher factors if we use very large
edge weights; however, this makes the model somewhat unrealistic, so we
limit our interest to approximations of up to a factor n. This also ensures
that our hardness results can later be adapted to the unit-weight setting.
We can use a similar reduction for the problem of minimizing the equity
of a bank v.
Theorem 9.12. The problem MinEquity(v) is NP-hard to approximate to
any n1− factor.
Proof. This only requires a slight modification to the same setting: we now
need to add a bank v with ev = n, and an outgoing CDS of weight n in
reference to vI . With this the optimum value is qv = 0 if φ is satisfiable,
and qv = n otherwise.

9.2.3

Global objective functions

Given a financial system with many solutions, there are various objectives
that an authority could follow when choosing the solution to implement.
Some of the most natural objective functions are as follows:

•
•

MinDefault: minimize the number of defaulting nodes, i.e. minimize
|{v ∈ B | rv < 1}|
MaxPrefer: find the solution that is the primary preference of most
nodes, i.e. define the maximal equity of v as qv(max) = maxr∈S qv (r),
and maximize |{v ∈ B | qv (r) = qv(max) }|,
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minimize the amount of unpaid liabilities, i.e. minimize
− pu,v .

One can show that these are indeed different problems: they can obtain
their optimum in distinct solutions, and the optimum for one of the problems
might turn out to be a very low-quality solution if we evaluate it in terms
of another objective.
Theorem 9.13. For any objectives f1 , f2 from above, there is a system
such that if we consider the optimal solution for f1 , then value of f2 in this
solution is a Θ(n) factor worse than the optimum value of f2 .
It is not hard to provide such an example construction for any pair of objectives; we describe such examples for completeness in Chapter 12. In fact,
one can even combine these examples into a single system that has a very
different optimum for each function simultaneously.
Theorem 9.14. There exists a financial system such that the optima for
the objective functions above are all obtained in different solutions, and
√ in
terms of the respective metrics, each of these optima are a factor of Ω( n)
better than any other solution in the system.
Now let us analyze these problems from a complexity perspective. We
can apply a similar technique to Theorem 9.11 to show that it is hard to
approximate any of these objectives.
Theorem 9.15. The problem MinDefault is NP-hard to approximate to
any n1− factor.
Proof. Given a fixed constant , let us select an 0 such that 0 < 0 < .
Also, given a formula φ on N variables and M clauses, let us introduce m :=
N + M . We extend the base construction of Section 9.2.2 by introducing
0
m1/ distinct new banks ui to the system that all have eui = 0, and an
outgoing CDS of weight 1 in reference to the indicator node vI .
For every variable assignment that evaluates to false, we have rvI = 0,
so all the new nodes are in default; as such, the number of defaulting nodes
0
is m1/ + O(m). On the other hand, if there is a satisfying assignment, then
the banks ui have no liability in the corresponding solution, so the number
0
of defaulting banks is only O(m). Since n = Θ(m1/ ) in this system, the
0
best solution has either Θ(n) or O(n ) < n defaults, depending on whether
φ is satisfiable; this shows an inapproximability to any n1− factor.
0
Note that since 0 is only a constant, our construction on O(m1/ ) nodes
still has a size that is polynomial in the size m of the original formula φ. As
such, any polynomial-time approximation algorithm in n would also have a
running time that is polynomial in m.
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Alternatively, we can also rephrase the MinDefault problem as maximizing the number of surviving (non-defaulting) nodes; the two problems
clearly have the same optimal solution. However, this MaxSurviving problem is defined by a different metric in its objective function, so it could
behave very differently in terms of approximability (see e.g. the minimum
vertex cover and maximum independent set problems, which are also complements [40, 48]). However, it turns out that in our case, the problem is
hard to approximate in both metrics.
Theorem 9.16. The problem MaxSurviving is NP-hard to approximate to
any n1− factor.
Proof. We can use the same construction here as in Theorem 9.15. For every
assignment where φ evaluates to false, the new nodes are all in default,
so the number of surviving nodes is only O(m). On the other hand, for
0
a satisfying assignment, the number of surviving nodes is at least m1/ .
1−0
This again creates a factor of n
difference between the two cases, so
any approximation algorithm must return a solution with at least ω(m)
surviving nodes if φ is satisfiable. This completes our reduction.
We can use slightly different variants of the same proof technique to show
the same hardness result for the other two objective functions. Furthermore,
similarly to the case of MaxSurviving, we can also define dual problems
for these objectives, and show that these are also hard to approximate.
Theorem 9.17. The problems MaxPrefer and MinUnpaid (as well as
the dual problem variants MinLeastPrefer and MaxPaid) are NP-hard to
approximate to any n1− factor.

9.2.4

More complex objectives

Most balanced solution. In a slightly different setting, an authority
could want to find a solution where the distribution of equity is balanced in
some sense. E.g. if we have two larger alliances of banks (i.e. sets of nodes),
then our goal might be to find a solution that distributes the total equity
evenly between these alliances.
In the simplest case of this problem, we consider two nodes v1 and v2 ,
and we define the problem MinDiff(v1 , v2 ) of finding the solution where
|qv1 − qv2 | is minimal.
Theorem 9.18. The problem MinDiff(v1 , v2 ) is NP-hard to approximate
to any n1− factor.
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Proof. We can simply consider the MinEquity(v) construction with v1 := v,
and add an extra bank v2 such that we have qv2 = 0. This system has
|qv1 − qv2 | = qv1 , so we can apply the same reduction as in the MinEquity
case.
This already
Pthe more general problem of minimizing the difP shows that
ference | v1 ∈V1 qv1 − v2 ∈V2 qv2 | for two sets of nodes V1 and V2 is also
hard.
Another interesting special case of this general setting is when we have
V1 ∪ V2 = B, i.e. if the alliances cover the whole financial system. One can
also extend the hardness results in Theorem 9.18 to this special case.
Most representative solution. It could also be a reasonable goal to
select a solution that is somehow representative of the whole solution space
S. For this, let us assume that we have
Pa fixed distance metric between two
solutions, for example, let d(r, r0 ) := v∈B |rv − rv0 |.
There are many natural ways to define a metric of centrality for a given
solution r in S. We only discuss a straightforward method here: let us define
the centrality of a solution r as
cent(r) =

1 X
d(r, r0 ) .
|S| 0
r ∈S

This centrality metric assigns a value in [0, n] to any solution of the system.
Finally, given this metric, let MinDist denote the problem of finding the
solution r with the lowest cent(r) value.
Theorem 9.19. The problem M inDist is NP-hard to approximate to any
n1− factor.
Proof sketch. The main idea is to add two more large sets of nodes to the
base construction, as sketched in Figure 9.20. The generating group consists
of N 2 independent branching gadgets, while the control group consists of
0
m1/ single nodes with an outgoing debt (where m denotes the size of φ
and 0 <  is a small constant as before). We ensure that both of these
groups only receive funds if rvI = 1; otherwise, all the new nodes in both
groups are in default.
Since the control group contains almost all of the nodes asymptotically,
the centrality of a solution is essentially defined by the recovery rates of the
nodes in this group. If φ is unsatisfiable, then every assignment produces
rvI = 0, and thus the control group nodes have recovery rates of 0 in every
solution. On the other hand, if φ is satisfiable, then the branching gadgets in
2
the generating group will introduce 2N new solutions (for each satisfying
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Figure 9.20: Sketch of the construction for Theorem 9.19
assignment), which reduces the at most 2N unsatisfying solutions to an
asymptotically irrelevant part of the solution space S. As such, if φ is
satisfiable, then the control nodes have a recovery rate of 1 in almost every
solution.
This implies that the two cases are very different in terms of solution
space. An approximation algorithm would always need to find a satisfying
assignment if one exists; otherwise, it could only return a solution with an
0
average distance of at least m1/ ≈ n, while the optimum has a distance of
1−0
only O(m) ≈ n
.
Note that our choice of the distance function and the centrality metric might seem somewhat arbitrary, so one might argue that alternative
definitions of this representation problem are more realistic. However, our
result essentially shows that the solution space S can exhibit a threshold
behavior between two very different shapes, and it is already hard to decide
which of the two shapes is obtained. This suggests that the problem is also
hard in any other reasonable formulation, i.e. for other reasonable distance
functions or centrality metrics.
Strictly better solution. Recall that in case of systems with loss, we
can also have Pareto-suboptimal solutions, so it is natural to ask if a specific
solution can be improved: if there is a solution r0 strictly better than r, then
we would probably want to implement r0 instead of r. If such an r0 was easy
to find, then we could start with an arbitrary solution of the system, and
iteratively improve this solution until we eventually find a solution that is
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Figure 9.21: Sketch of the construction for Theorem 9.22
Pareto-optimal. However, it turns out that it is already NP-hard to decide
whether there is a strictly better solution than r.
Theorem 9.22. Given a solution r, it is NP-hard to decide if r is Paretosuboptimal.
Proof sketch. The construction, shown in Figure 9.21, is built around a binary node v1 .
To each node u of our base construction, we attach a so-called unhappy
penalty gadget. This essentially means that if rv1 = 0, then u pays a large
penalty to a special sink node t0 ; however, t0 has further gadgets attached
which ensure that t0 is still in a worse situation if rv1 = 0, even though it
receives payment in this case on this incoming penalty contract. As such,
the unhappy penalty gadget ensures that the default of v1 is not favorable
to any node in the system. Note that such a situation is only possible in
systems with loss.
The base idea then is to add another node w, which, receives 1 unit of
money if either rv1 = 0, or rvI = 1. Let r be the solution where rv1 = 0, and
thus all nodes in the base construction are in default due to the penalties,
but on the other hand, we have qw = 1. Any solution strictly better than
r must also have qw ≥ 1. If v1 is not in default, this is only possible if we
find a satisfying assignment of φ, thus ensuring rvI = 1.

9.3

Discussion of model variants

Finally, we outline how our hardness results can be adapted to other variants
of the financial network model. Our main goal is understand the key reasons
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behind this complexity, and whether we can introduce some restrictions to
our network model to eliminate this phenomenon.

9.3.1

Default costs and unweighted networks

Firstly, we note that while our hardness results were shown for systems
without loss, we can also extend these results to the case of default costs
with some minor modifications.
Theorem 9.23. Theorems 9.11–9.12 and 9.15–9.22 also hold for any α, β ∈
(0, 1].
Proof. Note that the choice of α and β only affects the behavior of a node
v if 0 < rv < 1. Since all of our gadgets can be implemented with binary
nodes, they require no modification for any choice of α, β. The only tool we
need to modify is the clean branching gadget: one can observe that a choice
of δx = β1 and δy = 1 provides a similar tool for any α, β.
The nodes representing the objective functions in our constructions are
also binary nodes. The only exception to this is the unhappy penalty gadget
in Theorem 9.22, but this was already defined for a specific α, β in the default
cost setting.
Furthermore, for simplicity, we have sometimes used very large edge
weights in our constructions; one could argue that this is unrealistic in
practice. With some modifications, we can also adapt our proofs to a setting
with bounded edge weights, or even to the case when all contracts have a
weight of 1.
Theorem 9.24. Theorems 9.11–9.12 and 9.15–9.22 also hold in unit-weight
networks.
Proof sketch. The modifications required for this theorem are again rather
straightforward: most edges in our constructions have unit weight to begin
with, and whenever the weight is a larger integer k, we can mostly split this
into k distinct contracts that come from/go to k distinct source/sink nodes.
For example, we can apply this technique on the incoming CDS of x in the
clean branching gadget, or on node v of the MaxEquity reduction.

9.3.2

Restricted network structure

In their work, Schuldenzucker et al. also study more sophisticated restrictions to the network structure; their main goal is to ensure that the system
always has at least one solution, even in case of default costs [81, 82].
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Figure 9.25: Illustration of the transformation into the dependency graph,
in line with [81]. Green arrows (with filled arrowheads) express long positions, while red arrows (with empty arrowheads) express short positions.
In order to gain a deeper understanding of the relations between nodes,
the authors of [81,82] introduce the so-called colored dependency graph. This
graph is essentially a transformation of the financial system which removes
the ternary relations (i.e. CDSs), and instead models the system as a simple
directed graph with edges of two colors: red and green. Intuitively, a green
edge from u to v means a long position, i.e. that it is better for v if u has
a larger recovery rate. On the other hand, a red edge from u to v means
a short position, i.e. that a smaller recovery rate at u is more beneficial to
v. We now outline the formal definition for the colored dependency graph;
see [81] for more details.
The dependency graph has the same node set as the original financial
system. The edges of the dependency graph are then formed according to
the following rules:

•
•

If there is a debt or CDS from u to v, we draw a green edge from u to
v.
If there is a CDS from u in reference to w, we draw a green edge from
w to u.

•P
If the

incoming CDSs of v in reference to w have a total weight of
w
lu,v
= δ0 in the system, and we have lw,v < δ0 , we draw a red
edge from w to v.
u∈B
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An illustration of these rules, originally from [81], is visible in Figure 9.25.
The rule set provides a simple directed graph with two-colored edges. Note
that given CDSs luwi ,v from nodes ui , a red edge from w to v is only added if
the CDSs together have larger weight than the debt from w to v; otherwise,
a higher rw value is more beneficial for v altogether, so we have a so-called
covered CDS.
Given this definition of the dependency graph, the work of [81] studies networks where no directed cycle of the graph contains a red edge;
we are going to refer to such networks as RFC (red-free cycles) systems.
These systems ensure that a solution always exists. Intuitively, one can iterate through the strongly connected components (SCCs) of the dependency
graph in a topological ordering, since every component is only dependent on
the preceding ones. With each SCC only containing green edges, one can
prove that there is always a maximal solution in the next such component
if we assume the recovery rates in previous SCCs to be already fixed.
On the other hand, the same method does not trivialize our problems
of finding the best solution in the system. In particular, selecting a different (non-maximal) solution in the first component could allow us to find a
different solution in the second component, which might be much better in
terms of our global objective. As such, our hardness results even hold in
this heavily restricted class of networks.
Theorem 9.26. Theorems 9.11–9.12 and 9.15–9.22 also hold in RFC systems.
Proof sketch. The key observation is that, in fact, directed cycles are very
rare in the dependency graphs of our constructions: we mostly use logical
gates that follow a specific ordering, and thus the dependency graphs are
already very close to DAGs. The only exceptions are branching gadgets,
where x and y both have a CDS in reference to each other, and hence
there is a red edge between them in both directions. As such, to adapt our
constructions to this setting, it is sufficient to come up with an alternative
branching gadget design that satisfies the RFC property.
The main idea of this alternative branching gadget is to consider two
banks v1 and v2 as in Figure 9.27. These banks have no funds, a debt of
1 to each other, and are not affected by any other banks. The solutions of
this subsystem are exactly the clearing vectors with rv1 = rv2 = ρ for some
ρ ∈ [0, 1].
The main idea is to use the small and large ρ values in this system to
represent the two binary states. More specifically, we ensure that in any
reasonable solution, this subsystem obtains either a very small or a very
large ρ value; then the value of ρ being small or large indicates the binary
choice that was previously represented by our branching gadget.
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Figure 9.27: A simple debt-only network with multiple solutions.
To achieve this, we can use cutoff gadgets and logical gates to determine
if we have ρ ∈ [ 13 , 23 ], and if this is the case, then we introduce a very large
penalty into our desired objective function with a set of auxiliary nodes.
This ensures that we can never have ρ ∈ [ 13 , 23 ] in a reasonable solution; we
can trivially achieve an improvement if we replace such a solution by an
arbitrary variable assignment with ρ values in [0, 13 ] and [ 23 , 1].
Finally, we add two further cutoff gadgets to v1 , having parameters η1 =
1
, η2 = 21 and η1 = 12 , η2 = 23 , respectively. If we denote the output of
3
the first gadget by x, and the negation of the output of the second gadget
by y, then we can use x and y to represent a binary choice as our original
branching gadget. The configuration ensures that if ρ ≤ 13 , then we have
rx = 1 and ry = 0, while if ρ ≥ 32 , then we have rx = 0 and ry = 1.
We point out that the situation in Figure 9.27 is rather artificial, and
seems unlikely in practice. However, recall that the question of default
ambiguity often arises when many banks lose their funds simultaneously
due to an external shock in the market; as such, one should imagine this
example as a situation where banks in a debt cycle have lost all of their
funds due to such an event.

9.3.3

Green systems and regularity

Our alternative construction in Theorem 9.26 uses the fact that a debt-only
network can still have multiple solutions in some special edge cases, thus
allowing us to create a large solution space. To prevent this phenomenon,
we need a deeper understanding of these cases, i.e. when default ambiguity
can still occur in a debt-only network, or in more general, in a network that
only has long positions (we call these green systems).
Definition 9.28. We say that a financial network is a green system if
its dependency graph only contains green edges.
The work of [31] already studies this question in debt-only networks,
showing that the solution is unique if from any bank v there is a directed
path to another bank u that has eu > 0. We prove a more general version of
this result, extending the theorem to any green system, and using a weaker
assumption on the topology. In particular, we show that green systems can
only have multiple solutions in a special edge case: when we essentially have
an SCC in the network with no funds and no incoming assets at all.
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Theorem 9.29. Let G be a green system, and assume that v is a bank that
has two distinct recovery rates rv 6= rv0 in two solutions. Let C be the set of
nodes reachable from v on a path of simple debts. Then the following must
hold:

•
•

for all u ∈ C we have eu = 0,
if there is a path of contracts from a bank w ∈ G to a bank u ∈ C,
then ew = 0.

Proof sketch. The idea of the proof is based on a similar analysis by Eisenberg and Noe in debt-only networks [31]. The main steps of the proof are
as follows:

•

•

•
•

•
•

The first step is to note that a green system still ensures that there is
a maximal solution r and minimal solution r0 ; these assign the highest/lowest recovery rate to all banks simultaneously. This was already
shown before in [81], using the Knaster-Tarski fixed-point theorem.
Using this, one can show that all banks must have the same equity
value in any possible solution. Intuitively, this is because in a system
without loss, the sum of equities is fixed; if a bank had less equity in
a solution r0 than in the maximal solution r, then some other bank
would need to have more equity in r0 than in r.
Assuming that a bank v0 has a different recovery rate in two solutions,
it must have rv0 > rv0 0 . This means that v0 makes strictly more
payment on its outgoing debts in r than in r0 .
In a loss-free system, these extra payments will traverse the network
in r until they either (i) reach a node u that has no more unfulfilled
liabilities, or (ii) they arrive back at node v0 . However, the first option
is in fact not possible, since this would mean qu > qu0 ; hence all such
payments must ultimately arrive back at v0 .
This implies that any path of “meaningful” contracts (i.e., not considering CDSs that induce no liability in any solution) from v0 must lead
back to v0 , implying that these contracts form an SCC C.
Furthermore, no bank u ∈ C can have eu > 0, and also no node w ∈ G
can have a positive payment towards a bank u ∈ C. This is because
with any funds or incoming assets in C, the loss-free property would
imply that at least one node u ∈ C has qu0 > 0, since C is closed under
outgoing payments. However, if rv0 > rv0 0 , then there is a strictly
positive amount of extra payment arriving at u in r compared to r0 .
Since qu0 > 0 means that we already have ru0 = 1 in the minimal
solution r0 , this extra payment would imply qu > qu0 , which is again a
contradiction.
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Note that besides the properties stated in Theorem 9.29, we have also
made a structural observation: that the set of nodes reachable from v0
must form a SCC in the graph of “meaningful” contracts (i.e. contracts
that induce a positive liability in some solution). However, since it is not
immediately clear whether a CDS is meaningful, we have expressed Theorem
9.29 in a less general form, stating the restrictions only for a smaller set of
nodes C that are reachable from v0 on debt contracts.
The situation described in Theorem 9.29 is indeed a very special case,
so there are various ways to ensure that we exclude such networks. One
natural approach is to make restrictions on the amount of funds that banks
must possess, since this is usually strictly supervised in practice.
Definition 9.30. We say that a financial system G is regular if we have
ev > 0 for all v ∈ B.
This assumption is realistic in many legal frameworks: financial regulations often require banks to always possess enough funds to cover a specific proportion of their liabilities. Considering that default ambiguity often
happens after a shock hits the market, an alternative (more practical) interpretation of this property is that all banks must keep at least some of their
funds in a format that is resilient to external shocks.
Note that there are various other options to exclude the edge case of
Theorem 9.29 with weaker conditions; however, most of these approaches
are difficult to enforce from a regulator’s perspective. On the other hand, if
our network is not a green system, then even this rather strong condition is
not sufficient in itself to ensure that the solution is unique.
Theorem 9.31. Theorems 9.11–9.12 and 9.15–9.22 also hold in regular
financial systems.
Proof sketch. The main idea is to consider a new representation of the binary
states in our gadgets: we will still have rv = 1 as one of the two states, but
now the other state will be represented by rv = 0.5. This allows us to give
some funds to every node in our construction, thus fulfilling the regularity
condition.
Our tools are surprisingly easy to adapt to this setting: one can observe
that by setting ex = ey = 0.5 in the clean branching gadget, setting ew = 0.5
in the not gate and also ew = 0.5 in the or gate, all of these gadgets will
exhibit the same functionality as before (assuming, of course, that the inputs
now also follow this new binary representation).
As such, these simple changes already allow us to adapt the base construction to the regular case. It remains to discuss the modifications in the
rest of the system for each of our hardness results.
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For the equity objectives, we can simply set ev = 1 and add a new
outgoing debt of weight 1 from v; this leaves the equity of v unchanged in
every solution. This also settles the reduction for MinDiff if we execute
this for both v1 and v2 .
In the construction for MinDefault, MaxSurviving and MinUnpaid,
we can simply set the funds of the extra nodes to eui = 0.5; this still
ensures that the attached CDS will result in defaults and unpaid debts.
On the other hand, the extra nodes in the constructions for MaxPrefer,
MinLeastPrefer and MaxPaid already satisfy regularity.
The case of Theorems 9.19 and 9.22 is slightly more involved; we discuss
them in Chapter 12.

9.3.4

Combining the properties

This shows that we need both the RFC property and regularity together
to ensure that the solution of the system is unique, and thus our hardness
results can be avoided. This provides an interesting final message from
our analysis: it suggests that financial regulators might need to use both
topological and fund-based restrictions simultaneously in order to eliminate
the computational problems arising from default ambiguity.
Theorem 9.32. If a system is both regular and RFC, then it has a unique
solution. This solution can be efficiently approximated in polynomial time.
Proof. We can now apply the approach of the existence proof in [81] for RFC
systems: we consider the SCCs of the dependency graph in a topological
order, since each SCC only depends on the previous components in the
ordering. The payments coming from the previous SCCs can simply be
considered as extra funds at the nodes when we process a specific SCC of
the network.
Due to the RFC property, the current SCC of the network is always a
green system. Regularity implies that every node u in the SCC has eu > 0;
this is only further increased when we add the payments from previous SCCs.
As such, Theorem 9.29 shows that there is always a unique subsolution in
the current SCC. Altogether, this implies that the solution r is unique in
the whole financial network.
Given this observation that the solution is unique, we can now apply the
algorithm of [81] for RFC systems, which always finds an arbitrary solution.
Note that the solution might be irrational, so we can only claim that it is
efficiently approximated with this method. It is already discussed in [81,82]
that given a specific error margin  > 0, this algorithm finds a vector of
recovery rates r such that we have |rv − rv | ≤  for any bank v, and it has
a running time that is polynomial in both n and 1/.
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Finally, we point out that if we assume default costs, then our hardness
results still hold even in the setting of Theorem 9.32. This is because with
default costs, a green system can still have multiple solutions even if it is
regular. If we modify Figure 9.27 to have eu = ev = 13 and we assume
α = β = 12 , then both ru = rv = 1 and ru = rv = 13 are solutions; while the
former is clearly better for u and v, the latter might be superior in terms of
our objective.

10

A Game-Theoretic Approach

We now continue by studying the same financial network model (with both
debts and CDSs) from the point of view of a single bank v. Our main goal
is to analyze whether some simple actions of v can improve its situation in
the network.
In our more sophisticated network model with short positions, the complex connections between the banks can easily result in situations where
banks can achieve a better outcome in surprising and somewhat counterintuitive ways. For example, being on the receiving end of a debt contract
is generally considered beneficial, because the bank obtains payment from
this contract. However, in a system with debts and CDSs, it is also possible that if a bank v nullifies a debt contract as a creditor, then (through a
number of intermediate steps in the network) this results in an even higher
total payoff for v. Such phenomena are crucial to understand, since if banks
indeed execute these actions to obtain a better outcome, then these opportunities will determine how the financial system changes and evolves in the
future.
Our main contribution is an analysis of various different actions that
banks in the system can execute in order to increase their final payoff when
the system is cleared. Note that in contrast to debt swapping from Chapter
8, we now consider simpler operations that can be executed by a single bank,
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and are reasonable in many legal frameworks. We also note that for most
of the actions studied in this chapter, it is straightforward to show that the
same action can never yield an improvement in a debt-only network.
As a first step, we show that by removing an incoming debt (partially
or entirely) or by donating extra funds to another bank, a bank might be
able to increase its payoff. We then show that investing more funds or
reprioritizing its outgoing payments can also allow a bank to influence the
system. However, these actions do not allow a bank to introduce more
favorable new solutions, but they can allow the bank to remove unfavorable
solutions from the system, or increase its own recovery rate.
Finally, we present some simple examples where two banks try to influence the financial system simultaneously, resulting in situations that are
identical to the classical prisoner’s dilemma or dollar auction game. This
suggests that financial systems in this model can exhibit very rich behavior, and if two or more banks execute these actions simultaneously, this can
easily lead to complex game-theoretic situations.

10.1

Influencing the financial system

We first discuss a range of actions that a bank can execute in order to obtain
a more favorable outcome in the system. Most parts of the section assume
our base network model with debt and CDS contracts, while Section 10.1.3
is an exception in the sense that it specifically studies the extension of the
model with payment priorities (see Chapter 7).

10.1.1

Removing an incoming debt

One of the most natural actions for a bank v would be to simply cancel a
debt contract in which v is a creditor. Since the creditor is considered the
beneficiary of a debt, in some financial/legal frameworks, the regulations
may indeed allow a bank to nullify an incoming debt contract. However, in
case of a financial system with short positions, it is actually possible that in
the end, this indirectly increases the payoff of v.
Theorem 10.1. Removing an incoming debt of v can increase the payoff
of v.
More precisely, our claim is as follows: there exists a financial system
G such that (i) G has only one solution r, in which v has payoff qv and
an incoming debt contract, and (ii) in the modified financial system G0
obtained by removing this debt, there is again only one solution r0 , in which
the payoff qv0 satisfies qv0 > qv .
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Figure 10.3: A bank v removing
a γ0 portion of an incoming debt.

Proof. Consider the network in Figure 10.2. Note that the unlabeled nodes
in this system can always pay all their liabilities, so their recovery rate is
always 1. Originally, the system has au = 1 and lu = 2, thus ru = 21 in any
case. This implies aw = 2 · (1 − 12 ) = 1, and thus rw = 1. With rw = 1, v
obtains no payment from its incoming CDS at all, so the payoff of v in this
only solution is qv = pu,v = ru · 1 = 12 .
One the other hand, consider the system obtained by removing the debt
contract from u to v. In this case, au = lu = 1, and thus ru = 1. This
means that w receives no incoming payments at all, and with aw = 0, we
have rw = 0. As a result, v obtains a payment of 2 · (1 − rw ) = 2 from its
incoming CDS, so we have qv = 2.
The proof shows that releasing an outgoing debt increases the recovery
rate of u, which indirectly yields an extra payoff for v. Note that v could
also achieve this result by donating funds to u, i.e. by increasing eu by 1.
This is even more realistic in a legal framework: the owner(s) of bank v can
simply donate a specific amount to bank u, who would accept it in hope of
avoiding default. Naturally, this is only a favorable step to v if by donating
x units of money, it can increase its own payoff by more than x.
Theorem 10.4. Donating funds to another node u can be a favorable step.
More precisely, there is a system G such that (i) G has only one solution
r, in which node v has payoff qv , and (ii) in the system G0 obtained by
replacing external funds of u by e0u := eu + x, there is again only one
solution r0 which satisfies qv0 > qv + x.
The proof of the theorem is identical to that of Theorem 10.1: if v
increases eu by x = 1 in Figure 10.2, then again ru = 1, which ultimately
provides a payoff of qv = 3 (as opposed to the original 12 ). Note that in
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general, this action may allow banks to improve their position by executing
an action on a bank that is arbitrarily far in the topology of the network.
While our main focus is a theoretical analysis of these improvement techniques, we point out that these operations are not only theoretical anomalies
in the model; there are known examples when some institutions indeed applied similar techniques in real-world financial networks [68].
We also note that one could prove Theorems 10.1 and 10.4 on a smaller
example system, where v only has an incoming debt from u and a larger
outgoing CDS in reference to u. We have chosen this slightly more complex
example because it allows us to use a similar proof structure for all our
claims in this section.
Finally, if v can increase its payoff by releasing an incoming debt, it is
natural to wonder if it is always optimal for v to erase the entire debt, or
whether it could be beneficial to only reduce the amount in some cases. We
show that reducing a debt to a given portion γ0 of its original weight can
also be an optimal strategy.
Theorem 10.5. For each constant γ0 ∈ [0, 1], there is a financial system
where bank v achieves its maximal payoff by reducing an incoming debt by
a γ0 portion of its original weight.
Proof. Consider a modified version of our previous systems, as shown in
Figure 10.3. We show that for any γ0 parameter, the optimal action of v in
this system is to let go of γ0 portion of the incoming debt from u, i.e. to
reduce its weight to 1 − γ0 .
Assume that v reduces the incoming debt by a γ portion for some γ ∈
[0, 1], and let us analyze the final payoff of v as a function of γ. Note that
a choice of γ = γ0 implies that au = lu exactly, and thus ru = 1, rw = 0
and qv = (1 − γ0 ) + 2 = 3 − γ0 as a result. Hence we have to show that
qv < 3 − γ0 in any other case.
First consider the case when γ < γ0 . Since u has lu = 1 + (1 − γ) =
0
2 − γ > 2 − γ0 , u is in default. Then ru = 2−γ
, and thus w receives an
2−γ
incoming payment of
aw =

2
·
γ0


1−

2 − γ0
2−γ


=

2 · (γ0 − γ)
.
γ0 · (2 − γ)

This is a decreasing function in γ, and it equals 1 exactly for γ = 0, so
aw < 1 for any γ > 0, and thus w is in default with rw = aw . Then the
amount v receives from the CDS is


2 · (1 − rw ) = 2 ·

2 · (γ0 − γ)
1−
γ0 · (2 − γ)


=2·

γ · (2 − γ0 )
.
γ0 · (2 − γ)
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Since qv = (1 − γ) · ru + 2 · (1 − rw ), we need to show that
3 − γ0 > (1 − γ) ·

γ · (2 − γ0 )
2 − γ0
+2·
.
2−γ
γ0 · (2 − γ)

After multiplying this by γ0 · (2 − γ), expanding the brackets and removing
terms that cancel out, we are left with γ0 · (4 − γ0 ) > γ · (4 − γ0 ), which
naturally holds since γ < γ0 .
On the other hand, if γ > γ0 , then au > lu , and thus ru = 1. This means
rw = 0, so v receives an amount of 2 from the CDS, and has a total payoff
of (1 − γ) + 2 = 3 − γ, which is again less than 3 − γ0 . Thus selecting γ = γ0
is indeed the best option for v.

10.1.2

Investing more funds

In light of Theorem 10.4, it is natural to ask if v can also increase its payoff
by increasing its own funds. In practice, this could easily happen in multiple
ways, e.g. by creating more shares to raise capital for the bank, or by the
owners of the bank investing more money into the bank. If increasing ev by
x would allow v to increase its payoff by more than x in the only solution,
then the owners of v would indeed be motivated to invest these extra funds
into the bank.
However, somewhat surprisingly, it turns out that this is not possible in
the same way as in previous cases: we cannot increase the payoff of v by
more than x in the only solution of the system. More specifically, if a vector
r0 is a solution to the new system and provides a payoff of qv0 , then r0 was
already a solution of the original system with a payoff of qv0 − x.
Theorem 10.6. Assume that every solution of system G provides a payoff
of at most qv for v. Then setting e0v = ev +x cannot introduce a new solution
r0 with qv0 > qv + x.
Proof. Assume that such a new solution r0 is introduced. Since payoff is
always nonnegative, qv ≥ 0, and thus qv0 > x in r0 . This means that we have
a0v > x + lv0 in r0 . Hence, even if e0v was reduced by x (back to its original
value ev ), then v could still pay all of its liabilities; thus the same recovery
rate vector r0 and the same payments on each edge also provide a solution
in the original system G. The payoff of v in this solution is qv0 − x, which
is larger than qv by assumption. This contradicts the fact that qv was the
maximal payoff for v in G.
Naturally, if v is in default, the recovery rate of v can indeed be increased
in the only solution by injecting extra funds. However, an increase of rv does
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not translate to an increase in payoff, so it is a waste for the owners of v to
invest resources for this.
On the other hand, while it is not possible to produce a new, more favorable solution for v, it is possible to invalidate solutions that are unfavorable
to v. That is, if the original financial system had multiple solutions with
different payoffs for v, and v is unsure which of these solutions will be implemented by a financial authority, then it is possible that v can inject extra
funds to remove a solution where its payoff is much smaller than in other
solutions. This may allow v to increase its worst-case payoff, or its payoff
in expectation (in case of a randomized choice of a solution).
Theorem 10.7. Given a financial system G with two solutions, it is possible
that setting e0v = ev + x removes a solution which is unfavorable to v.
More precisely, there is a system G such that (i) G has two solutions r1
and r2 , with solution r2 satisfying qv = 0, and (ii) in the system G0 obtained
by setting e0v := ev + x, the only solution is r0 = r1 , satisfying qv0 > x.
Proof. Consider the system in Figure 10.8, which has two solutions. The
design of the system ensures ru = rv and rw = 1 − ru . If rv = 1, then this
implies ru = 1 and rw = 0, in which case v has av = 100, giving a solution
with qv = 99. On the other hand, if rv < 1, then it has to satisfy
rv =

100 · (1 − rw )
= 100 · ru = 100 · rv .
1

This is only satisfied if rv = 0, so this is the only other solution, providing
qv = 0.
Now assume that v invests x = 1 extra funds to have ev = 1. In this case,
the system always has rv = 1, hence ru = 1 and rw = 0. This implies that
v obtains a payment of 100 in the CDS, resulting in a payoff of qv = 100.
Even if we subtract the extra x = 1 investment, v has an extra payoff of 99,
and thus it has indeed increased its worst-case payoff significantly.

10.1.3

Readjusting priorities

Assuming the extended model with payment priorities from Section 7.3.2, it
is also interesting to know if a node can improve its situation by readjusting
the priorities of its outgoing edges. That is, in a more flexible regulation
framework, banks may be allowed to choose to some extent the order in
which they fulfill their payment obligations. However, we show that similarly
to the previous case, readjusting the priorities of outgoing edges cannot
introduce a better solution.

CHAPTER 10. GAME-THEORETIC APPROACH

u

v

200

u

v

100
1

δ

w
2

100

Figure 10.8: A bank v increasing its own funds.

1

2

w

δ

Figure 10.9: A bank v readjusting the priority of its outgoing contracts.

Theorem 10.10. Assume that every solution of system G provides a payoff
of at most qv for v. Then redefining v’s outgoing priorities cannot introduce
a new solution r0 with qv0 > qv .
Proof. Assume that such a new solution r0 is introduced. Payoff is nonnegative, so qv ≥ 0, and thus qv0 > 0. This implies that a0v > lv0 in r0 , i.e. v
is able to pay all of its liabilities in every outgoing contract. However, in
this case, the priorities on the outgoing edges do not matter; hence r0 is a
solution of G0 regardless of how the priorities of outgoing contracts are chosen. In particular, r0 is already a solution of the initial system G before the
priorities were reorganized, giving the same payoff qv0 in G. This contradicts
the fact that qv was the maximal payoff for v in G.
However, it is again possible that v can increase its recovery rate by
readjusting priorities. Recall that in the previous case of increasing the
bank’s own funds, we did not explore this possibility, since it required the
bank v to invest extra funds while not yielding (the same amount of) extra
payoff. However, readjusting priorities is an action that v might be able to
execute free of charge. Thus if we define the recovery rate as the secondary
objective function of a bank (i.e. even if v is in default and thus has a payoff
of 0, it is not oblivious to the outcome, and prefers a higher recovery rate),
then redefining priorities may allow v to achieve a more preferred outcome
without having to invest any extra funds.
Theorem 10.11. Redefining v’s outgoing priorities can increase the recovery rate of v.
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Proof. Consider the system in Figure 10.9 with a choice of δ = 21 . Originally,
each contract is in the same (lower) priority class. Bank v never has enough
assets to pay its liabilities, hence u is also in default. In this case, we have
ru = rv and rw = 2−2·ru , so v receives a payment of δ·(1−rw ) = δ·(2·rv −1)
on the CDS. This means that
rv =

δ · (2 · rv − 1) + 1
,
2

which, after reorganization, gives δ − 1 = 2 · (δ − 1) · rv , and thus rv = 21 .
This is the only solution of the system if δ 6= 1.
Now assume that v is able to raise the debt towards u to the higher
priority level. In this new system, v first fulfills its payment obligation to
u, which is always possible from its own funds. Hence ru = 1 in this case,
implying rw = 0 and thus a payment of 12 to v in the CDS. This implies
rv = 43 in the only solution of the new system.
We again point out that the previous work of Bertschinger et al. [13]
discusses a similar phenomenon in debt-only networks, i.e. how redefining
the priorities of v’s outgoing payments can result in an increased recovery
rate for v.
Finally, we show that redefining priorities can allow v to remove an
unfavorable solution, and thus increase its worst-case or expected payoff as
in the previous subsection.
Theorem 10.12. Given a financial system G with two solutions, redefining
v’s outgoing priorities can remove a solution which is unfavorable to v.
Proof. Consider the system in Figure 10.9 with a choice of δ = 100. As
discussed in the proof of Theorem 10.11, if rv < 1, then the only solution
is rv = 12 . However, the large δ value now allows another solution in the
original system: if rv = 1, then ru = 1 and rw = 0, ensuring that v indeed
has enough funds to pay its liabilities. The two solutions come with payoffs
of qv = 0 and qv = 99, respectively.
Now if v raises its debt towards u to the higher priority level, then ru = 1
is always guaranteed, so rw = 0 and thus v indeed has a payoff of 99 in the
only solution.

10.2

Game-theoretic dilemmas in financial systems

Finally, we briefly show that the attempts of banks to influence the system
can also easily lead to situations that can be described by classical gametheoretic settings.
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We first show an example where if two nodes simultaneously try to influence the system to their advantage, then the resulting situation is essentially
identical to the well-known prisoner’s dilemma [69]. We then show that with
some modifications to this network, we can also obtain financial systems that
represent other well-known two-player-two-strategy games, e.g. the chicken
or stag hunt game [69]. Finally, we show a different network design that
allows us to model the multiple-round setting of a dollar auction [85].

10.2.1

Prisoner’s dilemma

For an example of the prisoner’s dilemma, consider the financial system in
Figure 10.13, where banks v1 and v2 want to influence the system to achieve
a better outcome. Assume that in the current legal framework, the only
step available to these banks is to completely remove their incoming debt
contract from u (as in Theorem 10.1); both banks can decide whether to
execute this step or not. Note that canceling a debt increases the recovery
rate of u, which indirectly implies a larger payment on the CDS for both
v1 and v2 , and thus can be beneficial for both banks. Applying prisoner’s
dilemma terminology, we also refer to the step of canceling the debt as
cooperation, and the step of not canceling the debt as defection.
Now let us analyze the payoff of v1 and v2 in each strategy profile. Note
that rw = 1 − ru , so the payment on the CDSs for both v1 and v2 is
3 · (1 − rw ) = 3 · ru in any case.
If both of the nodes cooperate (i.e. both debts are removed), then u can
pay its remaining liabilities, thus ru = 1. This implies a payment of 3 on
the CDS, which is the only asset of the acting nodes in this case; hence
qv1 = qv2 = 3.
If both of the nodes defect (no debt is removed), then we only have
ru = 13 , resulting in a payment of 1 from the CDS. However, in this case,
both v1 and v2 also get a direct payment of 5 · ru = 53 from the defaulting
u, which adds up to a total payoff of 83 = 2.6̇.
Finally, assume that only one of the nodes cooperate (say, v1 ). With only
one of the outgoing debts removed, u will have a recovery rate of ru = 21 .
This results in a payment of 32 on the CDS for both nodes. However, note
that v2 still has an incoming debt contract from u, and receives a payment
of 5 · ru = 52 on this contract. This implies qv1 = 32 = 1.5, while qv2 = 4 for
the strategy profile. The symmetric case yields qv1 = 4 and qv2 = 1.5.
Since the payoffs are ordered exactly as in a prisoner’s dilemma, we
obtain an essentially equivalent situation if the two banks are not allowed to
coordinate. For both players, defection is always a dominant strategy. E.g.
for v2 , defection yields a payoff of 4 (instead of only 3) if v1 cooperates, and
it yields a payoff of 2.6̇ (instead of only 1.5) if v1 defects. Thus the Nash
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of a stag hunt game in a financial system.

equilibrium is obtained when both players defect, with qv1 = qv2 = 2.6̇.
However, both players would be better off with mutual cooperation, which
gives qv1 = qv2 = 3.
Note that we only assumed for convenience that banks can only remove
their entire debt; the behavior is similar if v1 and v2 can freely select the
portions γ1 and γ2 of incoming debt that they keep. In particular, by
3+5·γ1
differentiating the payoff qv1 = 1+γ
, one can show that defection is
1 +γ2
indeed the best response of v1 for any choice of γ2 , and vice versa.

10.2.2

Stag Hunt

Next, we analyze the financial system in Figure 10.14, which represents the
coordination game known as stag hunt [69]. We again assume that the two
acting nodes v1 and v2 can only execute the action of completely removing
their incoming debt contract from u1 and u2 , respectively. As before, we
refer to the decisions of removing and not removing the debt as cooperation
and defection, respectively.
Recall that canceling an incoming debt and donating funds to another
bank are very similar operations in some sense. With a slight modification to
our system, we could also present the same example game in a setting where
the acting banks must decide to donate or not donate a specific amount of
funds to a bank. For our example systems, we always select the action that
allows a simpler presentation.
Let us analyze the payoffs in the different strategy profiles. If both
players cooperate, then both u1 and u2 will only have a liability of 2, which
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implies ru1 = ru2 = 1. In this case, w receives no payment from either of the
CDSs, resulting in rw = 0. This means that both v1 and v2 get a payment
of 3 from their incoming CDSs. With their debt contracts canceled, we get
qv1 = qv2 = 3.
If both players defect and keep their debt contract, then both u1 and u2
will have a recovery rate of only 12 . This implies a payment of 1 to w on
both CDSs, so w avoids default with rw = 1. This means that the acting
nodes will not receive any payment on the CDS. On their debt contracts,
they both receive 21 · 2, i.e. qv1 = qv2 = 1.
Finally, assume that v1 cooperates but v2 defects. In this case, we end
up with recovery rates of ru1 = 1 and ru2 = 12 . Thus w only receives
payment on the CDS that is in reference to u2 . However, this payment
of 21 · 2 is already enough for w to fulfill its liabilities, and hence rw = 1.
Again, v1 and v2 do not receive any payment on the CDS. However, v2 still
has an incoming debt contract that ensures a payment of 21 · 2 = 1, while
v1 has no assets at all. Thus the solution provides qv1 = 0 and qv2 = 1.
In a symmetric manner, the case when v2 cooperates and v1 defects incurs
qv1 = 1, qv2 = 0.
Thus the system represents a game where the players are incentivized to
coordinate their strategies. Both the case when both banks cooperate and
when both banks defect is a pure Nash equilibrium, with mutual cooperation
being the social optimum. However, if a bank is unsure whether the other
bank will cooperate, it might be motivated to defect in order to avoid the
risk of getting no payoff at all.

10.2.3

Chicken game

We also provide an example of the chicken game (also known as the hawkdove game [69]), when the pure Nash equilibria are obtained in the asymmetric strategy profiles.
Consider the financial system in Figure 10.15, and assume the acting
banks v1 and v2 now have the options to either donate 1 unit of money
to another bank, or do not donate money at all. Due to the structure of
the network, the nodes are motivated to donate this 1 unit of money to u,
since this results in a payment on their incoming CDS contract. We again
refer to donating a unit of money to u as cooperation, and not donating as
defection.
If both nodes defect, then u still has no assets at all, implying ru = 0.
This results in rw = 1, and hence the acting nodes receive no incoming
payment, so qv1 = qv2 = 0.
If both nodes cooperate, then u has more than enough assets to pay its
liabilities, resulting in ru = 1 and rw = 0. This means that both nodes get a
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payment of 3 in the CDS. After subtracting the amount they have donated,
we get qv1 = qv2 = 2.
However, to ensure that u does not go into default, it is enough if only
one of the two nodes make a donation. I.e. if v1 cooperates but v2 defects,
then u still has 1 asset, which already implies ru = 1, rw = 0 and a payment
of 3 to both v1 and v2 on their incoming CDS. After subtracting the donated
funds, this gives qv1 = 2 and qv2 = 3. Similarly, if v2 cooperates and v1
defects, we obtain qv1 = 3, qv2 = 2.
The payoffs show that there is no dominant strategy in the game: if v1
cooperates, then the best response of v2 is to defect, while if v1 defects, then
the best response of v2 is to cooperate. This implies that the two pure Nash
equilibria are obtained in the strategy profiles when the banks choose the
opposite strategies.
Note that we can easily generalize this setting to the case of more than 2
acting nodes, resulting in the so-called volunteer’s dilemma. For any k, we
can add distinct banks v1 , v2 , ..., vk that are all connected to the financial
network in the same way (through an incoming CDS of weight 3 in reference
to w), and all have the same two options of either donating 1 unit of money
to u or not acting at all. Note that we also have to ensure that the (currently
unlabeled) debtor of the CDSs to these acting nodes has enough resources
to make payments on these CDSs in any case, i.e. it must have funds of at
least 3 · k.
In this case, we obtain a game where again only one volunteer bank vi
is required to make a donation to u, and this already ensures a payoff of 3
for every other bank (and a payoff of 2 for vi ). In this game, the pure Nash
equilibria are the strategy profiles where exactly one bank cooperates, and
the remaining banks all defect.

10.2.4

Dollar auction

Finally, we show a representation of the dollar auction game [85] in financial
systems. We find this example network even more interesting because it
builds on a threshold behavior in the financial system model, i.e. that a
minor difference in assets can lead to a completely different outcome.
Consider the system in Figure 10.16, which is an extension of the branching gadget. Assume that banks u0 and v 0 want to influence this system by
donating extra funds to banks u or v, as in Theorem 10.4. Note that the
payoff of u0 and v 0 depends on the recovery rates of u and v, respectively,
which in turn have a recovery rate depending on each other. Due to the
design of the system, u0 prefers bank u to be in default, and thus it wants
to increase ev ; similarly, v 0 prefers bank v to be in default, so it wants to
increase eu . We assume that 1 unit of money is a very high amount in our
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context, and thus u0 and v 0 cannot donate enough to ensure that u or v pays
its debt entirely from its own funds; i.e. we assume that eu , ev < 1 even
after the donation of extra funds.
For a convenient analysis, we assume that there is a small minimum
amount  of funds that u0 or v 0 can donate in one step. In our example, we
choose a δ value in the magnitude of this , e.g. δ = 6.
Let us now analyze the recovery rates of u and v in the solutions of the
system.

•
•

•

The vector ru = rv = 1 cannot be a solution, since it would imply no
payment on the incoming CDSs, and thus these recovery rates would
only be possible if eu , ev ≥ 1.
If a vector ru = 1, rv < 1 is a solution, then since v receives no
incoming payments, we must have rv = e1v = ev . Thus bank u has
assets of eu + 1 − ev , which has to be at least 1 for ru = 1 to hold.
Hence this is only a solution if eu + 1 − ev ≥ 1, i.e. eu ≥ ev . In a
symmetric manner, rv = 1, ru = eu is only a solution if ev ≥ eu .
If ru < 1, rv < 1 in a solution, then ru = eu +1−rv and rv = ev +1−ru
must hold. This implies eu = ev , and ru +rv = 1+eu . Hence if eu = ev ,
then any ru , rv with ru + rv = 1 + eu provides a solution.

Thus as long as eu , ev < 1, the behavior of the system is as follows:

•

If eu < ev , then the only solution is ru = eu , rv = 1. This means
qu0 = δ · (1 − eu ) and qv0 = 0.
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If eu > ev , then the only solution is ru = 1, rv = ev . This implies
qu0 = 0 and qv0 = δ · (1 − ev ).
If eu = ev , then any ru , rv ≤ 1 with ru + rv = 1 + eu is a solution of
the system. In the general case, qu0 = δ · (1 − ru ) and qv0 = δ · (1 − rv ).

This describes a setting that is very similar to a dollar auction. In the
beginning, with eu = ev = 0, we have a range of different solutions, and
a choice among these depends on a financial authority. One of the banks
(say, bank u0 ) decides to donate a small  amount of funds to v; then with
ev =  > eu = 0, bank u0 receives a payment of δ · (1 − 0) in the only
resulting solution. At this point, the payoff of v 0 is 0; however, at the cost
of donating 2 ·  funds to u, it could achieve eu = 2 > ev = , thus resulting
in a single solution with a payoff of qv0 = δ · (1 − ). Since this increases the
payoff of v 0 by δ · (1 − ) at the cost of only 2, this is indeed a rational step
for the appropriate δ and  values. However, then u0 is again motivated to
donate 2 more funds to increase ev over eu again, and so on.
Assuming that both u0 and v 0 has at most 21 funds to donate, we always
have eu , ev ∈ [0, 12 ]. This shows that e.g. if we have eu > ev , then the payoff
of bank v 0 is always within
qv0 = δ · (1 − ev ) ∈ [δ/2 , δ] = [3 , 6].
Hence in every step, it is indeed rational for v 0 to donate another 2 funds,
since it increases its payoff from 0 to at least 3. After a couple of rounds,
u0 and v 0 will both have donated significantly more money than their payoff
of at most 6. However, the banks are still always tempted to execute the
next donation step to mitigate their losses.

Sequential Defaulting

11

In our previous chapters, we have almost exclusively focused on the solutions
(or equilibrium states) in our financial network models, i.e. the fixed final
states of a system where the recovery rates of banks are consistent with their
current assets and liabilities. In contrast to this, most events in a financial
system usually happen gradually in practice, one after another: a single bank
announces a default, which might prompt another bank to reevaluate its
situation, and also need to call being in default. This sequential development
is an inherent part of the way financial networks behave, and as such, it is
crucial to understand.
In particular, there is a range of natural questions that only arise if we
study how the system develops in a step-by-step fashion. Can we reach
every equilibrium state in a sequential manner? How does the ordering of
default announcements influence the final outcome? Is there an optimal
strategy of timing the announcements, either from a financial authority’s or
a single bank’s perspective? How long can the sequential process last, and
in particular, is it guaranteed to always stabilize eventually?
In this chapter, we analyze the development of financial systems in such
a sequential model, where banks update their situation one after another.
We first study the reversible model, which is a natural sequential setting in
our networks. We analyze this model from three main perspectives:
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Stabilization time: We show that a system can easily keep running
infinitely in this model. Moreover, the length of the process heavily
depends on the ordering of default announcements. We also present
a more complex system that does stabilize eventually, but only after
exponentially many steps.
Globally best solution: We show that finding the ordering which results
in the smallest (or largest) number of defaulting banks in the final state
is NP-hard.
Defaulting strategies: We study the best defaulting strategy of a single
bank, and show that surprisingly, a bank may achieve the best outcome
by announcing its default as early as possible. We also prove that in
general, finding the best time to report a default is NP-hard.

Moreover, since the possibly infinite runtime is the most unrealistic aspect of this model, we analyze the reasons behind this phenomenon, and we
discuss how it can be avoided in our sequential model.

•

Monotone sequential model: We show that with two minor changes to
the setting (a more sophisticated update rule and a slightly different
handling of defaulting banks), we can develop a monotone model variant where the recovery rate of banks can only decrease, and the system
is always guaranteed to stabilize after quadratically many steps. We
also compare this setting to the reversible model in terms of defaulting
strategies.

11.1

Sequential models of financial networks

We begin by defining the sequential model of the systems, and discussing
some fundamental properties of this setting.
Since our proofs will require constructions with many CDS contracts, we
switch to a different notation of CDSs in our figures for this chapter: instead
of drawing a dotted line to the reference entity, we write the reference entity
of the CDS directly on the brown arrow. In the rare cases when we have a
CDS with non-unit weight, we label it by both the weight and the reference
entity.

11.1.1

Definition of the sequential model

The solutions r that we have studied so far can be understood as equilibrium
points that would fulfill the payment criteria if every bank were to simultaneously update its recovery rate to r. However, in practice, the announcement
of defaults usually happens in a sequential manner, due to different sources
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of delay in the system: even if it is clear from av and lv that a bank v is
only able to fulfill a specific rv portion of its liabilities, this might not be
immediately known to the creditors of v (due to incomplete information), or
the legal framework may first allow v to try to obtain further funds before
officially having to announce its default. As such, the officially announced
recovery rate rv might not be the value that follows from the current av and
lv , and we can assume that v has to explicitly announce the changes in rv
to make other banks aware of this situation.
Let us use R(av , lv ) to denote the update rule as a function of av and
lv ; that is, let R(av , lv ) = min( alvv , 1), with R(av , lv ) = 1 whenever lv = 0.
In our sequential model, each step of the process will consist of a single
bank announcing an update to its recovery rate. That is, given the assets
av and liabilities lv currently available to v, if the official recovery rate rv
does not equal R(av , lv ), then bank v can (and eventually has to) announce
a new official recovery rate of rv := R(av , lv ). Since this affects both the
payments received by the debtors of v and the payment obligations on CDSs
in reference to v, it can have various effects on the system, providing new
assets and liabilities to some banks; as a result, these banks may also end up
with a higher or lower asset/liability balance than their currently announced
recovery rate, and thus they will also have to execute a new update at some
point.
More formally, we consider discrete time steps t = 0, 1, 2, ... . Each
step consists of a single bank v announcing an update to rv . That is, if
(t−1)
v has assets av(t−1)
, but a recovery rate of rv(t−1) 6=
 and liabilities lv
R av(t−1) , lv(t−1) at time t−1, then we say that v is updatable at time t−1.
In each time step t, we select a bank v that is updatable at time t−1, and de
fine the state of the system at time t by (i) setting rv(t) = R av(t−1) , lv(t−1)
for the bank v that executes the update, (ii) setting ru(t) = ru(t−1) for every
other bank u 6= v, and (iii) calculating au(t) and lu(t) for all u ∈ B based on
this new vector r(t) .
We assume that initially, each bank v has rv(0) = 1, and we compute
(0)
av and lv(0) accordingly. We say that the sequential process stabilizes in
round t if there is no updatable bank in round t.

11.1.2

Reversibility and infinite cycling

One important property of this sequential model is that even if a bank v
goes into default, it can easily return from this default later. That is, future
updates in the system might increase the payment obligation on an incoming
CDS of v, thus increasing av and possibly raising alvv above 1 again. This is
in line with real-world financial systems, where returning from a default is
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also often possible if a bank acquires new assets. Due to this property, we
also refer to this setting as the reversible model.
Note that in practice, defaulting banks are often given a limited amount
of time to obtain new assets and thus reverse a default; however, our sequential setting does not define an explicit timing of defaults (only their order),
so such rules are not straightforward to include in our model. Nonetheless,
we point out that many of our example constructions also work if we assume
that defaults are only reversible for a specific (constant) number of rounds.
Another important property is that in a cyclic network topology, our
model can easily result in an infinite loop of updates. Consider the example
in Figure 11.1, where the default of v indirectly provides new assets to v.
Since rv = 1 initially, u must first update to ru = 0, and as a result, v
updates to rv = 0. However, this leads to new liabilities in the network,
providing assets to both u and indirectly to v, so u (and then v) must update
its rate back to ru = rv = 1. This returns the system to its initial state,
where u and v will continue by updating their recovery rates to 0 again.
If we keep repeating these few steps, then u and v alternate between
ru = rv = 0 and ru = rv = 1 endlessly. Note that the system does have
an equilibrium in ru = rv = 12 ; however, instead of converging to this
state, the banks keep on periodically repeating the same few steps. The
possibility of such behavior in a sequential setting has already been noted
in [81] or [8] before. While this looping behavior is certainly undesired, it
follows straightforwardly from the reversibility of defaults and the existence
of cycles in the network topology. As such, these situation could also occur
in real-world systems, requiring a financial authority to intervene and set
the system artificially to its equilibrium.

11.1.3

Dependence on the order of updates

Another key property of the sequential model is that the final outcome
becomes dependent on the ordering of updates, i.e. whether some banks
announce their default earlier or later.
To obtain a simple example of this dependence, we revisit an important
building block from previous chapters: let us consider the branching gadget,
with unit weight contracts, as shown in Figure 11.2. If we consider the
branching gadget in this sequential setting, then neither of the two banks u
and v have any assets initially, so they are unable to fulfill their obligations.
However, if u is the first one to report default (updating to a new recovery
rate of av(0)/ lv(0) = 0), then this provides 1 unit of new assets to v, which
means that v does not default anymore; the system stabilizes with ru = 0,
rv = 1. Similarly, if v is the first one to execute an update, then this provides
new assets to u, and the system stabilizes with ru = 1, rv = 0. Thus both

CHAPTER 11. SEQUENTIAL DEFAULTING

v

212

v

u

∞
∞

v

u

Figure 11.1: Example
for an infinite loop in the
reversible model.
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Figure 11.2: Branching gadget:
the outcome depends on the order
of announcements.

banks are strongly motivated to delay their default announcement as long
as possible, as this might allow them to avoid defaulting entirely.
We can also recall that there are further equilibrium states in this gadget
where both u and v are in default, e.g. when ru = 12 and rv = 21 ; due to
its symmetry, one might even argue that this is the “fair” equilibrium to
implement. However, this equilibrium is not reachable in any way through
sequential updates; the only possible endstates of the sequential model are
(ru , rv ) = (0, 1) and (ru , rv ) = (1, 0) as described above.
This shows that even in terms of the final outcome, the sequential model
can significantly differ from the static analysis of the system. This is not due
to the presence of fractional recovery rates: we can also easily have equilibria
with integer (i.e., 0 or 1) recovery rates that is not reachable in a sequential
setting. In Figure 11.3, bank u is the only node who can execute an update,
which immediately leads to the unique final state ru = 0, rv = rw = 1.
However, ru = 1 with rv = rw = 0 also forms an equilibrium in this system,
so this phenomenon is indeed a result of the sequential nature of our model.

11.2

Properties of the reversible model

We now move on to a deeper analysis of the model. We mainly focus on
the length and outcome of the sequential process, and how the ordering of
updates affects these properties.

11.2.1

Stabilization time

One fundamental question is the number of rounds it takes until the sequential process stabilizes, i.e. until no node can execute an update anymore.
We first analyze this aspect in detail.
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Figure 11.4: Example system
for Lemma 11.6: stabilization
time of exactly k steps.

We have already seen in Figure 11.1 that even in simple examples, it can
easily happen that the system does not stabilize at all.
Corollary 11.5. There is a system which never stabilizes.
Furthermore, with the appropriate ordering of default announcements,
we can also obtain any finite value as a stabilization time.
Lemma 11.6. For any integer k, there exists a system and an ordering
such that the system stabilizes after exactly k steps.
Proof. Consider the system on Figure 11.4. Similarly to Figure 11.1, this
system allows us to produce an arbitrarily long sequence by switching only
u and v repeatedly. However, when w announces a default, then both u and
v gain enough assets to fulfill their obligations, so the system stabilizes after
at most 2 more updates.
This allows us reach any magnitude of stabilization time, apart from a
constant offset. We can then simply add O(1) more independent defaulting
nodes to reach the desired value k.
This already shows that stabilization time can heavily depend on the
order of updates. A more extreme case of this is when the choice of the first
update already decides between two very different outcomes for the system.
Lemma 11.9. There is a system where depending on the first update, the
system either stabilizes in 1 step, or does not ever stabilize.
Proof. Figure 11.7 is obtained by combining the base ideas of Figures 11.1
and 11.2. In this network, either bank w1 or w2 must execute the first
update.
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Figure 11.7: Example system for Lemma 11.9, where
stabilization depends on the
choice of the first update.

Figure 11.8: Example system for
Lemma 11.12, i.e. where the number
of defaults depends on the choice of the
first update.

If w2 is the first to announce rw2 = 0, then w1 receives a payment of 1,
and the system immediately stabilizes; no other bank will make an update.
However, if we update rw1 = 0 first, then w2 survives, but on the other
hand, u receives no assets at all. In this case, nodes u and v are in the same
situation as in Figure 11.1, and thus the upper part of the system will never
stabilize.
Finally, infinite loops are not the only examples of long stabilization: it is
also possible that the system does stabilize eventually, but for any ordering
of updates, this only happens after exponentially many steps.
Theorem 11.10. There is a system where for any possible ordering, the
system eventually stabilizes, but only after 2Ω(n) steps.
Proof sketch. This proof requires a significantly more complex construction
than our previous statements. We outline the main idea of the construction
here, and we discuss the details in Chapter 12.
The first step of the proof is to build a stable bit gadget, which represents
a mutable binary variable. The gadget offers a simple interface to set the bit
to 0 or 1 through external conditions, and otherwise maintains its current
value until the next such operation is executed.
Besides this, we create gadgets that describe logical states of an abstract
process, similarly to a finite automaton. We also encode conditional transitions between these state gadgets, i.e. ensure that the system can only
enter a given logical state if some banks currently have a specific recovery
rate. This allows us to describe a logical process where the next state of the
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system is always determined by the current state and the current value of
some stable bit gadgets.
Using these tools, we can essentially design a binary counter on k = Ω(n)
bits, with k stable bits representing the bits of the counter. This counter
will proceed to count from 0 to 2k − 1, and only stabilize after the counting
has finished, resulting in a sequence of at least 2k steps.
The most challenging task is to ensure that in every step of the process,
there is only one possible update we can execute next: the appropriate next
step of the counting procedure. To achieve this, we not only need to ensure that some banks become updatable at specific times, but we also have
to force the banks to indeed execute these updates, by encoding them as
requirements in the transition conditions of our logical states. This results
in a heavily restricted construction where there is essentially only one valid
ordering of updates: the one that corresponds to the step-by-step incrementation of the binary counter.
Note that another possible approach for measuring the stabilization time
of our systems is to consider the number of defaulting steps, i.e. to only count
the steps when a bank v updates from rv = 1 to rv < 1. One can check that
our results on stabilization time also hold for this alternative metric.
Finally, as a theoretical curiosity, we point out that our binary variable
and state machine gadgets in the proof of Theorem 11.10 demonstrate that
we can essentially use financial networks as a model of computation. We
briefly comment on the expressive power of this model in Chapter 12.
Theorem 11.11. We can use financial networks to simulate any Turing
machine with a finite tape.

11.2.2

Outcome with the fewest defaults

In case of a larger shock, a financial authority could also be interested in the
final state of the system, and in particular, the number of banks that end up
in default. This can again heavily depend on the order of updates; in fact,
even a single decision in the ordering can be critical from this perspective.
Lemma 11.12. Depending on the first update, the number of defaults can
be either O(1) or n − O(1).
Proof. Consider the system on Figure 11.8. If u is the first to report a
default with ru = 0, then v receives 1 unit of payment, and thus no other
node defaults. On the other hand, if v reports a default first, then u survives,
but all the nodes in the lower chain have no incoming assets, and thus they
all have to report a default eventually. So based on the first update, the
number of defaults is either 1 or n − 3.
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Hence if the authority has some influence over the ordering of updates,
e.g. by allowing more flexibility to some banks than to others, then it
could dramatically reduce the number of banks that end up in default.
Unfortunately, even if we have complete control over the ordering, it is still
hard to find the best possible ordering (in terms of the number of defaults
in the final outcome).
Theorem 11.13. It is NP-hard to find the number of defaulting nodes in
the best possible ordering.
Proof. We reduce the question to the MAXSAT problem: given a boolean
formula in conjunctive normal form, the goal of MAXSAT is to find the
assignment of variables that satisfies the highest possible number of clauses
[70].
Assume we have a MAXSAT problem on N variables x1 , ..., xN , and
M clauses. Recall that the branching gadget of Figure 11.2 is a natural
candidate for representing a boolean variable, since in any sequence, exactly
one of u and v will eventually default.
Hence for each variable xi , we create a separate branching gadget in
our system, and consider node u to represent the literal xi , and node v to
represent the literal ¬xi . That is, we will consider xi = true if u defaults,
while we consider xi = false if v defaults.
Furthermore, for each clause of the input formula, we create the clause
gadget shown in Figure 11.15, with the CDSs labeled by the banks representing the literals in the clause. For example, the gadget in the figure is
obtained for the clause (x1 ∨ x3 ∨ ¬x4 ). If any of the banks x1 , x3 or ¬x4
default, then v receives enough assets to pay its debt, whereas otherwise, v
must eventually default.
If we aim to avoid as many defaults as possible, then the reasonable
ordering strategy is to first evaluate all the variable gadgets, and the clause
gadgets only afterwards. In this case, each bank v of a clause gadget survives
if and only if there is a true literal in the corresponding clause. This way
the number of defaulting nodes in the final state is always exactly N in
the variable gadgets, and at most M − opt in the clause gadgets, where opt
denotes the maximal number of satisfiable clauses in our MAXSAT problem.
Thus the minimal number of defaulting nodes in the system is altogether
N + M − opt. Finding this value also allows us to determine opt, which
completes our reduction.
To analyze the effects of a shock, one might also be interested in the
worst possible ordering; a similar reduction shows that this is also hard to
find.
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Figure 11.15: Clause gadget for
the MAXSAT reduction in Theorem
11.13.
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Figure 11.16: Clause gadget
for the MAXSAT reduction in
Theorem 11.14.

Theorem 11.14. It is NP-hard to find the number of defaulting nodes in
the worst possible ordering.
Proof. We can apply the same reduction from MAXSAT as before; we only
need to slightly change the clause gadgets. Consider the clause gadget of
Figure 11.16 for the example clause (x1 ∨ x3 ∨ ¬x4 ). To maximize the
number of defaulting banks in this system, we can first evaluate the variables
gadgets, which then allows us to produce an extra default for each clause
that has a true literal. Thus the maximum number of defaulting nodes is
N + opt, which completes our reduction.

11.2.3

Individual defaulting strategies

It is also natural to consider the effect of the ordering from the perspective of
a single bank v. More specifically, is v motivated to immediately report its
own default? Can it achieve a better outcome for itself by carefully timing
its updates?
Intuitively, one would expect that banks are motivated to report their
default as late as possible, in hope of obtaining further assets in the meantime. This is indeed true in many cases. For example, in the branching
gadget of Figure 11.2, u and v clearly have a short position in each other,
and if either of them can wait long enough such that the other bank reports
a default first, then it obtains new assets from the incoming CDS and thus
manages to avoid a default entirely.
However, due to the complex interconnections in a network, it is in fact
also possible that v achieves a better outcome if it reports a default earlier;
it is even possible that this is the only strategy which allows v to avoid a
default in the endstate of the system. We consider this one of our most
surprising results.
Theorem 11.17. There exists a system where a bank v1 can only avoid
a default in the final state of the system if v1 is the first bank to report a
default.
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Figure 11.18: Example where early defaulting is the best strategy, with
multiple source and sink nodes for a cleaner topology.
Proof. Consider the system in Figure 11.18, where only v1 or v2 can report
a default initially, since no other node has any liabilities.
Assume that v1 is the first to report a default, updating to rv1 = 0. This
influences the network in two ways: v2 obtains assets of 1, and u2 now has
a new liability of 1 as a result.
Thus the next update can only be executed by u2 , resulting in ru2 = 0.
On the one hand, this provides assets to u1 ; on the other hand, it creates
liabilities for w2 . As a result, the next update can only be executed by w2 .
When w2 announces rw2 = 0, this results in more liabilities for the defaulting u2 , and more assets for v1 . These assets make v1 the only updatable
next node, bringing v1 back from its default with rv1 = 1.
When v1 announces rv1 = 1, then u2 loses some of its liabilities, and v2
loses its assets. This does not affect u2 , which remains at ru2 = 0 due to
the default of w2 ; however, v2 now also has to report a default. The system
finally stabilizes after v2 updates to rv2 = 0: the assets/liabilities of v1 and
u1 are affected, but neither of them has to make an update. Thus the final
solution has rv1 = 1 and rv2 = 0.
On the other hand, if v2 is the first to report default, then due to the
symmetry of the system, the final outcome will have rv1 = 0 and rv2 = 1.
Note that in both cases, after the first update is executed, the remaining
steps are already determined, and no alternative ordering is possible. Hence
the only way for v1 to avoid a default in the final outcome is to be the first
one to report a default.
We can also show that in general, it is NP-hard to find the best defaultreporting strategy for a bank. This even holds if the behavior of the rest of
the network is “predictable”, i.e. if there is essentially only one ordering that
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the system can follow. This implies that any interpretation of this problem,
e.g. optimizing a bank’s best-case payoff or worst-case payoff, is also hard.
Theorem 11.19. It is NP-hard to find the time of defaulting that provides
the highest payoff to a specific bank in the final outcome.
Proof sketch. The main idea of the proof is to combine the binary counter
construction of Theorem 11.10 with the MAXSAT reduction. That is, given
a binary counter on k = Θ(n) bits, we add a new node v to the system such
that
(a) v can choose to default anytime,
(b) the default of v terminates the counting process, stabilizing the counter
in its current state,
(c) v then comes back from its default, and its assets in the final state
are proportional to the amount of clauses satisfied in a SAT formula,
where the value of the variables is derived from the finalized state of
the bits in the counter.
This means that the counter essentially enumerates all the possible value
assignments of the variables, and the best defaulting strategy is obtained if
counting is terminated at the assignment that satisfies the highest number
of clauses. However, finding this assignment is NP-hard.

11.3

Achieving Stabilization

While the reversible sequential model is realistic from many perspectives,
the infinite looping property is clearly not reasonable in real-world systems.
As such, it is natural to ask if there is a way to modify the model to avoid
this situation, and instead ensure that every financial system stabilizes eventually.
In this section, we investigate the causes of this infinite behavior in the
sequential model. We first show that we require more sophisticated update
rules to avoid a specific kind of infinite behavior, namely when the system
converges to an equilibrium. We then discuss liability freezing, a different
(but in some sense also realistic) approach of handling defaulting banks in
the network. Finally, we show that if we combine these two modifications, we
can obtain a monotone sequential model where our systems always stabilize
after polynomially many steps.

11.3.1

More sophisticated update rules

Convergence to an equilibrium. Since the addition of conditional debt
contracts drastically increases the complexity of the model, it is a natural
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Figure 11.20: Infinite convergence to an equilibrium.
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Figure 11.21: Example of infinite
convergence with smart updates. Recall that the label 4u on the CDS describes a liability of 4 · (1 − ru ).

first assumption that such an infinite pattern can only arise if the system
contains a CDS. However, this is not the case: we can also obtain a (slightly
different kind of) infinite sequence in systems with only regular debts.
Consider the example system in Figure 11.20. Since bank u has lu = 2
and au = 1 initially, it can begin by updating its recovery rate to ru = 12 . As
a result, v and w must also announce recovery rates of rv = rw = 12 . With
au = 12 , bank u now has to update to ru = 14 , which then gives rv = rw = 41 .
Each such round prompts another round of updates, slowly converging to
ru = rv = rw = 0. While this is indeed the only equilibrium of the system,
the process takes infinitely many steps to reach this state.
Explicit computation of equilibria. Such a convergence process can
easily occur in any network with cycles; as real-world financial systems are
also known to contain cycles [80], we can easily encounter such a situation
in practice. In this case, it seems that a financial authority (or the banks
involved) have no other option than to explicitly compute this equilibrium,
and set their recovery rates to the appropriate values.
Fortunately, this is possible: recall that with fixed liabilities in the network (i.e. only simple debts), there is always a single maximal solution,
and this can be computed in polynomial time [76], essentially by repeatedly
solving a system of linear equations. Thus an authority could indeed find
this solution, and banks could directly update to these recovery rates in
order to skip the convergence steps.
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This allows us to introduce the notion of smart updates: after each updating step, we can consider the current liabilities in the network fixed, and
we assume that the equilibrium of the system is computed under these liabilities (essentially reducing the convergence process to a single step). This
equilibrium defines a tentative recovery rate for each bank v, denoted by rv .
In smart updates, we assume that whenever v executes an update, it always
updates to rv := rv .
In the example of Figure 11.20, this means that the tentative recovery
rates ru = rv = rw = 0 are already computed initially, and thus any bank
executing an update will immediately set its recovery rate to 0. This way
the process already stabilizes after each bank has executed one update. In
general, we achieve stabilization in this setting when rv = rv for each bank
v in the network.
While the explicit computation of equilibria may seem artificial, in practice, defaulting banks are often subject to more thorough supervision by the
authorities. As such, it is not so unrealistic that the situation of a defaulting
bank v is first analyzed by an authority, and this analysis determines the
official recovery rate of v.
Also, recall that while equilibria are easy to find in debt-only networks,
the introduction of CDSs changes this picture entirely. With CDSs, there
can easily be multiple equilibria that are Pareto-optimal, and finding any of
them is already a PPAD-hard problem [82]. Thus this explicit computation
of rv is only possible for a single step of the process, when we consider the
current payment obligation on each CDS fixed. As defaults rarely happen
simultaneously in practice, it can indeed be realistic to assume that we can
analyze the current (fixed) liabilities in the network after each new update.
Finally, note that smart updating is not yet enough to avoid an infinite
convergence. In the system shown in Figure 11.21, v can initially fulfill its
obligations, while u must update to ru = 12 . This creates new liabilities of
2 for v, leading to the tentative recovery rates rv = 23 and thus ru = 13 after
this first step. If u updates again (to ru = 31 ), then the liability on the CDS
again increases, and thus the next computed equilibrium has an even lower
ru .
Each step of this process provides new tentative recovery rates, obtained
2
1
as rv = 5−4·r
and ru = r2v = 5−4·r
. This results in an infinite convergence
u
u
1
to the equilibrium rv = 2 , ru = 41 . Note that we can observe this behavior
regardless of whether v ever updates its recovery rate to the new rv ; the
assets of u are calculated independently of the recovery rate reported by v.
Optimistic updates. Another natural variant of smart updates is the
optimistic update rule. To avoid the convergence phenomenon of Figure
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11.20, this setting also assumes that the system is analyzed by an authority
after each update. However, defaulting and non-defaulting nodes are now
handled in a different manner in this analysis. More specifically, if a bank
v is not in default (it has rv = 1 currently), then it is given the benefit of a
doubt: we assume that it can fulfill its obligations, regardless of how many
assets it currently has. On the other hand, banks in default are handled the
same way as in case of smart updates.
This distinction can indeed be realistic: if v is non-defaulting, then av
might not even be known to other banks, so the creditors of v have no better
option than to assume that they will receive all payments from v. On the
other hand, the assets of defaulting banks are under more thorough scrutiny
in most legal frameworks.
Formally, optimistic update means that after each step of the process, we
use a modified version of the liability network to compute the equilibrium.
Whenever there is a contract of current weight δ from u to v with ru = 1,
then we remove this contract from the network, and instead (i) we add a
new debt of weight δ from u to an artificial sink node s, ensuring that u
still has this liability, and (ii) we increase the value of ev by δ, ensuring
that v always has these assets. In contrast, if ru < 1, we do not execute any
changes on the outgoing contracts. This modified network ensures that until
a bank reports a default, its lack of assets does not affect its creditors. We
then use the same algorithm of [76] to find the equilibrium in this modified
system, and set the next tentative recovery rates accordingly.
Revisiting the system in Figure 11.21, we see that bank u can again
first update to ru = 21 , which results in rv = 23 . However, with optimistic
updates, u cannot make an update again: until v adjusts its recovery rate
to this new value, the tentative recovery rate of u remains 21 , since we still
expect to get the entire payment from the non-defaulting v. Note, however,
that optimistic updating still does not prevent an infinite convergence in
this system if, for example, u and v keep on updating alternatingly.

11.3.2

Liability freezing

We have seen that neither smart nor optimistic updating prevents an infinite
sequential process in itself. For this, we also need to change another aspect
of our model, namely how the contracts of v are handled once v goes into
default.
Debts are rather simple from this perspective: they describe a previously
established payment obligation in the network, so there is no incentive to
change them if v defaults.
CDSs, however, pose a more complicated question, since they describe
payment obligations that are dynamically changing. So far, we assumed
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that even after v defaults, the payment obligations on its CDSs keep changing as the reference entities are updated. Another possible approach is to
assume liability freezing: whenever v goes into default, the liabilities on any
incoming or outgoing CDS are fixed at the current value for the rest of the
process. That is, a CDS with weight δ and reference entity w at time t is
essentially converted into a simple debt contract with weight δ · (1 − rw(t) ),
and this weight does not change in the future, even if rw is updated.
This can be realistic when there is a larger time difference between subsequent defaults: by the time the next default happens, the previous bank
has already completed the first phase of the insolvency process, and its incoming/outgoing payments have been established and fixed. Indirectly, such
a framework suggests that if v defaults, then it is expected to immediately
“cash in” its incoming debts and fulfill its payment obligations, and not wait
for a more favorable situation.
The main advantage of this approach is that if we combine liability
freezing with optimistic updates, it provides a monotone sequential model
where recovery rates can only decrease throughout the process. Intuitively,
when a bank w makes an update, then CDSs in reference to w could only
provide more assets to a bank v if we still have rv = 1, as otherwise the
liability on the CDS is already fixed. However, if rv = 1, then the optimistic
approach assumes anyway that v can pay its liabilities, and thus the update
has no effect on other banks in the system.
This monotonic property ensures that any system stabilizes eventually in
this model; on the other hand, it also means that once a bank v announces
a default in this model, it has no possibility to reverse this default in the
future, and its recovery rate can only get smaller with further updates.
By revisiting Figure 11.1, we can observe that both liability freezing
and optimistic updates are crucial ingredients to achieve this monotonicity. Without liability freezing, the system loops infinitely if u and v make
updates in an alternating fashion, both with smart and with optimistic
updates. On the other hand, if we combine liability freezing with smart
updates, then v can still alternate between rv = 0 and rv = 1 indefinitely; if
u never makes an update, then the liability on the CDS will never be fixed
at a specific value.

11.3.3

Stabilization in the monotone model

We now discuss the main properties of the monotone model. We first show
that the model indeed ensures an eventual stabilization for any ordering.
The key observation for this is that the recovery rate of banks can never
increase in this model.
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Theorem 11.22. The recovery rate of a bank can only decrease in the
monotone model.
Proof. The main idea is to show that for any bank v, rv can only increase if
we still have rv = 1 currently. This shows that we can never have rv > rv ,
and thus no update can increase rv .
Assume that node w updates rw in a specific step, and assume for contradiction that this is the first step that increases rv for some bank v with
rv < 1. This means that the current update is still a decrease of rw , since
we must have rw < rw . The update of rw can have two kinds of effects on
the system: it can change the liabilities on CDSs that are in reference to
w, and it can result in a lower amount of assets for the creditors of w. We
analyze these two effects separately.
Since the monotone model has liability freezing, the liability on a CDS
from u to v (in reference to w) can only change if we currently still have
ru = rv = 1. Thus while this extra payment may increase rv , we will
still have rv ≤ rv afterwards. Since the model uses optimistic updates and
ru = rv = 1, both u and v only have debts towards the artificial sink s in
the input graph of the equilibrium algorithm (which computes the tentative
recovery rates), so the changes to ru and rv do not affect the tentative
recovery rate of any other node.
As for the creditors of w, we consider two cases. If this is not a defaulting
step (we already had rw < 1 before the update), then updating rw does not
change the liabilities in the input graph of the equilibrium algorithm (apart
from the case of some non-defaulting nodes, as discussed above), so the
tentative recovery rates will remain unchanged.
On the other hand, if this is a defaulting step, then the outgoing debts of
w will now be redirected from s to the actual creditors of w. However, this
operation can only result in less assets for a bank. More specifically, one
can observe that any configuration of payments in this new graph is also a
valid configuration of payments in the original graph before the redirection
step. Hence if the rv value of any bank v increases with this step, then
this contradicts the fact that the previous rv was obtained from a maximal
equilibrium of the system.
Theorem 11.23. The monotone model allows at most n defaulting and
O(n2 ) updating steps.
Proof. Since recovery rates are always decreasing, every bank can default
at most once, thus the number of defaulting steps is at most n.
For the O(n2 ) upper bound, we show that there are at most n updating
steps between any two consecutive defaulting steps. This is rather straightforward: recall from the proof of Theorem 11.22 that if bank w executes a
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Figure 11.25: Example system for Θ(n2 ) stabilization time in the monotone model.
non-defaulting update, then this can only change the value of rv for banks
v that are not in default. Thus for any bank v in default, rv can not change
between two defaulting steps of the process. This means that any bank can
execute at most 1 updating step between two consecutive defaulting steps,
limiting the number of steps in this period to n.
We point out that this upper bound is asymptotically tight: we can
easily construct a system and an ordering that indeed takes Ω(n2 ) steps in
the monotone model. The construction does not even require CDSs in the
network; it only contains simple debt contracts.
Lemma 11.24. There is a system with an ordering that lasts for Ω(n)
defaulting and Ω(n2 ) updating steps.
Proof. Let m be a parameter with m = Θ(n), and consider Figure 11.25.
All the banks w1 , ..., wm will eventually report a default in this system, so
the number of defaulting steps is indeed m = Ω(n).
Let w1 , ..., wm report a default in this order throughout the process.
After wi has reported a default, bank v can always decrease its recovery rate
to a new value of rv = m−i
. Finally, after each such update of v, assume
m
that all the nodes u1 , ..., um make an update step, also announcing a new
recovery rate of m−i
; they can indeed all do this due to the update executed
m
by v. This ordering has Ω(m2 ) = Ω(n2 ) updating steps altogether.
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Defaulting strategies

Finally, we discuss how the monotone model compares to the reversible
model in terms of defaulting strategies.
When finding the globally best ordering, the two models turn out to be
very similar. In fact, our proofs from Section 11.2.2 can also be carried over
to the monotone model without any changes.
Corollary 11.26. Lemma 11.12 and Theorems 11.13–11.14 also hold in
the monotone model.
In terms of individual defaulting strategies, the branching gadget again
provides a simple example where late defaulting is beneficial: by delaying
their updates, banks u and v can again entirely avoid a default.
However, early defaulting is a more difficult question in this setting. In
particular, we cannot hope for a result that is analogous to Theorem 11.17,
since once a bank reports a default, there is no way to reverse this in the
future. Nonetheless, early defaulting can still be a beneficial strategy in the
monotone model: there are cases when a bank cannot avoid an eventual
default in any way, but early defaulting can still allow the bank to have a
higher recovery rate in the final state.
Theorem 11.27. There exists a system where a bank v only obtains its
highest possible recovery rate in the final state of the system if v is the first
bank to report a default.
Proof. Consider the system in Figure 11.28, where either v1 or v2 can execute the first update. We analyze the defaulting strategies of bank v1 in
this system.
Assume that v1 is the first to execute a step, announcing rv1 = 43 .
This gives new assets to v2 (resulting in rv2 = 1), and new liabilities to u2
(resulting in ru2 = 0). The next update can only be executed by u2 , setting
ru2 = 0; at this point, the system stabilizes.
On the other hand, assume that v2 first announces rv2 = 0. This provides
rv1 = 1 and ru1 = 0, so as a next step, u1 will announce a default. However,
this results in new liabilities for w, so as a next step, w has to update to
rw = 13 . With this, v1 only has 2 assets altogether, so v1 must announce
rv1 = 21 . Hence v1 achieves a lower recovery rate in the final state if it is
not the first bank to announce a default.
Note that with some further modifications, we can also make the example
symmetric to ensure that both v1 and v2 are motivated to be the first one
to default.
Finally, one might also wonder if the monotone model allows an analogous result to Theorem 11.19, i.e. a hardness result on finding the best
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Figure 11.28: Example system where early defaulting is the best strategy
in the monotone model.
defaulting strategy of a single bank. However, note that the simple formulation of Theorem 11.19 was possible due to the fact that the proof
construction only allowed one possible ordering in the rest of the system.
If we were to introduce a similar setting in the monotone model, then
the banks could always find the best outcome in polynomial time, since the
sequence can only last for O(n2 ) steps. As such, in the monotone model, we
can only expect similar hardness results for more complex formulations of
this problem, such as finding the best defaulting time with respect to, e.g.,
the best-case or worst-case ordering of the remaining banks in the system.

12

Technical Details

We once again discuss the technical details and observations omitted from
the previous chapters separately.

12.1

Details for Chapter 8

12.1.1

Formal definitions and basic properties

For completeness, we now give a more formal definition of the more sophisticated swapping operations.
Definition 12.1 (Portfolio Swapping). Assume G has two nodes v1 , v2
and two
sets U1 , U2 that do not contain v1 or v2 . Assume
P disjoint node P
that
l
=
l
, and also lui ,v2 = 0 for all ui ∈ U1 ,
u
,v
1
i
ui ∈U1
ui ∈U2 ui ,v2
lui ,v1 = 0 for all ui ∈ U2 .
A portfolio swapping produces a new network G0 that only differs from
G in the following:

•
•

for all ui ∈ U1 , we have lu0 i ,v2 = lui ,v1 and lu0 i ,v1 = 0,
for all ui ∈ U2 , we have lu0 i ,v1 = lui ,v2 and lu0 i ,v2 = 0.

Definition 12.2 (Debt Reorganization). Assume G has a set of nodes u1 ,
u2 , ..., um and v1 , v2 , ..., vm such that there is a specific value d such
228
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that lui ,vi = d for all i ∈ {1, ..., m}, and lui ,vj = 0 for all combinations of
i, j ∈ {1, ..., m}, i 6= j.
Given a permutation Π : {1, ..., m} → {1, ..., m} of the numbers 1, ..., m,
a debt reorganization according to this permutation produces a new network G0 that only differs from G in the following:

•
•

for all i ∈ {1, ..., m}, we have lu0 i ,vΠ(i) = d,
for all i, j ∈ {1, ..., m} with j 6= Π(i), we have lu0 i ,vj = 0.

We usually assume that the underlying permutation Π is fixed-point free, i.e.
Π(i) 6= i for all i ∈ {1, ..., m}.
We continue by discussing the basic properties of debt-only networks
that are used throughout Section 8.2. We once again point out that some
of these properties have already been discussed (in our network model or a
related one) in previous works, e.g. in [31] or [76].
Monotonicity. One of the most fundamental properties of these networks
is monotonicity, or in other words, the fact that banks have long positions
on each other. Intuitively, this means that if a specific node is in a better
situation, then this can only result in a better (or the same) situation for
other nodes, but never a worse one. Lemma 8.7 formulates this property for
the special case of a source s and a sink t, but it also holds for any pair of
banks in the system.
One can prove this property by defining a new financial network Gdiff
that corresponds to the “difference” of the two systems (before and after the
increase). Given the same set of nodes and contracts, we can consider the
remaining liability lu,v (Gdiff ) = lu,v − pu,v on each contract of this difference
system (with lu,v and pu,v understood on the edges in the original state of
the system). For convenience, contracts with lu,v (Gdiff ) = 0 can be dropped.
We then assign eu (Gdiff ) = 0 to each bank, apart from the source s, where
we choose es (Gdiff ) = ês − es .
Since this system describes the remaining payment obligations that are
unsatisfied in the original system, the solution of the increased system with
ês is obtained as the sum of the solution of the original system, plus the
solution of this difference system. More formally, one can observe that any
such sum provides a clearing vector in the increased system, and any clearing
vector in the increased system defines a clearing vector in the difference
system, so the extra funds of s will indeed be distributed according to the
solution of the difference system. Throughout the proofs of Section 8.2, we
often analyze such difference systems to study the result of increasing the
funds of a specific bank.
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Monotonicity already follows from this observation, since we have âu =
au + au (Gdiff ) where au (Gdiff ) ≥ 0. We can also generalize this monotonicity
property for the case when the funds of multiple banks are increased, simply
by executing these increases one after the other.
Indirect monotonicity. As a technical detail, we note that we also use a
slightly different version of monotonicity when we have two sources s1 and
s2 , and the funds are changed to ês1 < es1 and ês2 > es2 . In this case,
the funds of a source s1 are decreased; however, if we know for a fact that
for every debtor u of s1 we have âu ≥ au (i.e. their losses from s1 are
compensated by the increase of funds at s2 ), then the decrease at s1 can
have no negative impact on the rest of the network: âw ≥ aw still holds for
each bank w 6= s1 .
Formally, the proof of this property is as follows. For simplicity, we
focus on the case when s1 only has a single debtor u. If u has no liabilities
at all, then the decrease can only affect u, so the assumption of âu ≥ au
already settles the claim. Otherwise, we can slightly modify the difference
system by (i) increasing the funds of s1 back to es1 , and (ii) adding a
new sink t̂ and a debt from u to t̂ such that the payment on this debt is
exactly es1 − ês1 (one can easily compute the exact liability lu,t̂ required for
this). This ensures that the incoming and outgoing payments of u are both
increased by es1 − ês1 , so the payment remains unchanged on every other
outgoing debt of u. As such, every other bank v will have the same assets
in this new difference system as before. This modified system also provides
non-negative av (Gdiff ) ≥ 0, which again implies âv ≥ av .
Non-expansivity. The non-expansive property of Lemma 8.8 follows from
the fact that in the difference system corresponding to an increase of ∆, the
source node s only has ∆ new assets, every other node has at least as much
incoming as outgoing payment, and there can be no outgoing payment from
t.
P
pu,in =
p
and pu,out =
v∈BPv,u
P More formally, if we use the notationP
p
in
the
difference
system,
then
p
=
p
, since
v∈B u,v
u∈B u,in
u∈B u,out
we are simply counting the same contracts in two different ways. Every
intermediate node (apart from s) has pu,in ≥ pu,out because none of them
have any funds in the difference system; as such, we can subtract these
inequalities to obtain ps,in + pt,in ≤ ps,out + pt,out . Since s and t are source
and sink nodes, respectively, this simplifies to pt,in ≤ ps,out . Since we know
that ps,out ≤ es = ∆, the property follows.
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Linearity. We have already discussed that linearity is the special case
when all the extra units of funds injected at s will end up as an asset of
t after traversing some route through the network. This also implies that
all the new assets received by any intermediate node u in this increase will
be relayed in the system to some other node (a creditor of u), with the
exception of the sink t. This in turn also means that all such intermediate
banks u are in default, and there are still unpaid liabilities on every contract
that is contained in a directed path starting from s.
We point out that given a set T of sink nodes, our proofs often use the
fact that a bank s1 is T -linear on some interval [x1 , x1 + ∆1 ] and another
bank s2 is T -linear on some other interval [x2 , x2 + ∆2 ]. However, formally,
this is not precise, as the T -linearity of s1 also depends on the current
value of es2 , and vice versa: a higher amount of funds at s2 can result
in higher payments in the network, which might mean that there are no
more remaining liabilities on some of the directed paths from s1 to T . Our
observations in the proofs are always about the fact that s1 is T -linear on
[x1 , x1 + ∆1 ] assuming that es2 = x2 , and s2 is T -linear on [x2 , x2 + ∆2 ]
assuming that es1 = x1 , but as such, this does not generally imply that s1
and s2 are linear on the whole joint interval [x1 , x1 + ∆1 ] × [x2 , x2 + ∆2 ].
This is not a problem for the proofs, though: in each case, we are only
using the fact that s1 and s2 are linear on a joint interval [x1 , x1 + δ] ×
[x2 , x2 + δ] for some small enough δ. Fortunately, this indeed follows from
the separate linearities on [x1 , x1 + ∆1 ] and [x2 , x2 + ∆2 ] for a choice of
2
δ = ∆1 +∆
. For any debt contract contained in a directed path from s1 or
2
s2 to T , if ês1 = x1 + ∆1 increases the payment on this path by η1 , and
ês2 = x2 + ∆2 increases the payment on this contract by η2 , then linearity
implies that there are at still at least max(η1 , η2 ) unpaid liabilities on this
edge in the original system with es1 = x1 , es2 = x2 . However, in this case
an increase of ês1 = x1 + ∆21 and ês2 = x2 + ∆22 at the source nodes only
increases the payment on the contract by η21 + η22 ≤ max(η1 , η2 ), so it indeed
does not exceed the liability of the edge.
Concavity. The variant of the concavity property formulated in Lemma
8.12 is a consequence of a more general property of the network model:
given two banks s and t, if we consider the funds es as a variable, then the
assets at are a concave function of es . This follows from the properties of
the network model: if we take two parameters e1 and e2 for the choice of es
(with e1 < e2 ), and assume we add a small δ amount of extra funds to s in
both cases, then these extra funds will follow the same paths through the
network until they reach an outgoing liability that has already been paid in
full. Due to monotonicity, the payment on each contract with es = e2 is at
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least as much as with es = e1 ; therefore, an increase of δ at e1 will trigger
a larger (or the same) payment increase on each contract than an increase
of δ at e2 . This implies that es = e1 + δ increases the value of at at least
as much as an increase of es = e2 + δ. The property also generalizes for
arbitrary banks in the system that are not sources or sinks.
Looking at the same property from a shock-based perspective, this means
that if a bank s is hit by a shock that removes a specific γ amount of funds
from this bank (e.g. in the proportional or worst-sum model), then the loss
function of another bank t, i.e. the amount of assets t loses due to this
shock, is a convex function of this parameter γ.
Altogether, we can conclude that the dependency of at on the funds es of
another banks can only happen in a rather restricted fashion in our financial
network model: such a dependency is always described by a monotonically
increasing, piecewise linear function that is also concave.

12.1.2

No positive swap in the base model

In this section, we discuss the details of the proof of Theorem 8.15 and its
corollaries, i.e. that there is no positive swap in the base and proportional
models.
The main idea of the proof was already outlined in Section 8.2: we
consider the open variant of the financial system, and study separate cases
based on the relations of the payments before and after the swap. The most
straightforward case, i.e. when p01 ≤ p1 and p02 ≤ p2 , was already settled in
the proof of Lemma 8.17.
Proof of Lemma 8.18. We begin with some technical details omitted
from the proof of Lemma 8.18, which addresses the case when p01 > p1 and
p02 > p2 .
Details for the proof of Lemma 8.18. The base idea was already outlined in
Section 8.2: if we select es1 = p1 + ∆1 and es2 = p2 + ∆2 for a carefully
chosen ∆1 and ∆2 , then this results in at1 = p1 + ∆1 and at2 = p2 + ∆2 due
to the linearities in the system. Then these extra assets result in further
payments through the swapped edges, thus giving ∆1 and ∆2 new assets to
s1 and s2 , respectively, and therefore producing a larger clearing vector in
the original system.
However, this argument also uses the fact that there are still unpaid
liabilities on these contracts; that is, lu1 ,v1 ≥ p1 + ∆1 and lu2 ,v2 ≥ p2 + ∆2 .
Since the parameter δ (which defines ∆1 and ∆2 ) can be chosen arbitrarily
small, we only need lu1 ,v1 > p1 and lu2 ,v2 > p2 to satisfy this. It is not hard
to see that at least one of these two inequalities certainly holds: having
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lu1 ,v1 ≤ p1 and lu2 ,v2 ≤ p2 would imply lu1 ,v1 + lu2 ,v2 ≤ p1 + p2 < p01 + p02 .
However, the same contracts must carry the payments p02 and p01 after the
swap, so we have p02 ≤ lu1 ,v1 and p01 ≤ lu2 ,v2 , which is a contradiction.
Therefore, let us assume w.l.o.g. that lu1 ,v1 > p1 .
If lu2 ,v2 > p2 also holds, then we are ready, so let us assume that
lu2 ,v2 = p2 . We now show that this implies a0t2 = at2 . First of all, due
to monotonicity, we have a0t2 ≥ at2 . Furthermore, since there is a payment
of p01 from u2 to v1 after swapping in the closed system, we have p01 ≤ lu2 ,v2 .
Recall that we have at2 = p2 and a0t2 = p01 from the definition of the open
system, so this implies a0t2 ≤ lu2 ,v2 = at2 .
In order words, a0t2 = at2 means that all the newly added funds will end
up at t1 , i.e. both s1 and s2 are t1 -linear. However, in this case, setting
es1 = p1 + δ would provide at1 = p1 + δ, and since lu1 ,v1 ≥ p1 + δ for δ small
enough, this again provides a higher clearing vector in the system.
Proof of Lemma 8.19. The more involved part of the proof is to settle
the case of Lemma 8.19, i.e. when p01 ≤ p1 and p02 > p2 , but the increased
assets at v2 also result in an extra payment for v1 in the system, and this
ensures a0v1 > av1 in the end. Note that we have already seen a similar
situation in the semi-positivity example of Figure 8.11, where v2 received
strictly less payment on the swapped edge, but the increased assets of v1
still ensured that a0v2 = av2 . However, in case of a positive swap, we would
need a0v1 to be strictly larger than av1 ; we show that this is not possible.
We prove Lemma 8.19 by starting with a baseline open system of es1 = p01
and es2 = p2 , i.e. when both banks have the lower amount of funds out of
the two cases. We then add an extra p02 − p2 funds to bank s2 , and analyze
the resulting payment increase in the system; more formally, we analyze the
solution φd of the difference system Gdiff when injecting these extra funds
at s2 .
Our analysis will split φd into two different payment configurations (i.e.
solutions of artificially defined systems) that sum up to the original payment
configuration φd . To define this splitting, we first need to find out how many
so-called raw assets µ are contributed to v1 due to our increase step. More
specifically, we consider a modified variant Graw of our difference system
where we remove all the liabilities of v1 , thus making v1 a sink node, and
(G
)
we define the raw assets of v1 as µ = av1 raw .
Intuitively, µ does not describe the total amount of new assets that v1
gains due to the increase; similarly to the example of Figure 8.10, if v1
indirectly receives µ new assets from s2 , then av1 can increase by more than
µ if v1 is contained in some cycles in the network. Instead, the concept of raw
assets aims to capture the fact that from the perspective of v1 , increasing
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es2 by p02 − p2 is more or less equivalent to increasing es1 by µ, since these
µ new funds introduced at s1 would also go through the same cycles.
Let us use φ2 to denote the payment configuration in the solution of
Graw . Note that φ2 describes all the effects of the increase at s2 , except
for the behavior of the µ raw assets after arriving at v1 . As such, the
remaining effects of the increase are identical to the effects of injecting µ
new funds at v1 . More formally, we can form another difference system Grest
by subtracting all the payments in φ2 from the liabilities on the edges of
Gdiff . We then set the funds of v1 in this system to ev1 (Grest ) = µ (and
the funds of all other banks w to ew (Grest ) = 0), and denote the payment
configuration in the solution of Grest by φ1 .
Note that this is indeed a partitioning of all our payments: φ1 and φ2
sum up to the solution φd of the difference system Gdiff . Furthermore,
recall that s1 has an infinite liability to v1 ; as such, an alternative (and
more convenient) interpretation of φ1 is that these µ new funds are instead
introduced at the source s1 , and v1 receives them from s1 . Since the only
difference between the two variants is the amount of assets at s1 , this twofold interpretation creates no confusion in our proof.
We now analyze the payment configurations φ1 and φ2 in detail. We
first begin with a natural observation that if a difference system G1 has less
liabilities than another difference system G2 , then no bank w can obtain
more assets in G1 than in G2 .
Lemma 12.3. Consider two financial networks G1 and G2 on the same
banks, such that we have lw1 ,w2 (G1 ) ≤ lw1 ,w2 (G2 ) for any banks w1 , w2 . Fur(G )
(G )
thermore assume that there is source node s such that es 1 = es 2 , and
(G2 )
(G1 )
= 0. Then for any bank w,
= ew
for any other bank w 6= s we have ew
(G )
(G )
we have aw 1 ≤ aw 2 .
Proof. Since s is the only node to have any funds in both G1 and G2 , each
unit of funds exhibits the same behavior (i.e. follows the same path from
s) in G1 and G2 until it arrives at a node w1 such that lw1 (G1 ) < lw1 (G2 ) ,
i.e. a node w1 which has less liabilities in G1 than in G2 . At such a node
w1 , it is possible that in G1 a specific x amount of funds remain at w1 ,
while in G2 these x funds continue traversing the network; however, due to
monotonicity, this can only further increase the assets of other banks. As
such, any bank w has at least as many assets in G2 as in G1 .
This already allows us to draw conclusions about the value of µ.
Lemma 12.4. Having a0v1 > av1 implies that µ > p1 − p01 .
Proof. Assume first for contradiction that µ = p1 − p01 . In order to use
Lemma 12.3, we will express both av1 and a0v1 as the result of taking the
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assets of v1 in the baseline system first, and then adding µ extra funds to
s1 in a specific difference system.
We can obtain the assets av1 before swapping in the following way: we
start with the baseline system (recall that we have es1 = p01 , es2 = p2 here),
and we introduce an extra p1 − p01 funds at s1 . Note that the difference
system corresponding to this increase has the same liabilities as Gdiff , it is
only the extra funds that are now placed at s1 instead of s2 .
On the other hand, after swapping, v1 receives exactly µ assets in φ2 ,
which are then reintroduced in φ1 again; as such, we can obtain a0v1 as the
sum of the assets of v1 in the baseline system and the assets of v1 in φ1 .
Recall that φ1 is obtained in the difference system Grest where the liabilities
of Gdiff are first further reduced by φ2 .
As the liabilities in Gdiff are larger (or the same) than in Grest , Lemma
12.3 implies that we must have a0v1 ≤ av1 , which is a contradiction. If we
have µ < p1 − p01 instead of µ = p1 − p01 , then the same argument holds,
but φ1 provides even less assets to a0v1 due to monotonicity. As such, for
a0v1 > av1 to hold, we must have µ > p1 − p01 .
This implies that there must exist an  > 0 such that µ = (p1 − p01 ) + .
As a side note, observe that non-expansivity then implies p02 − p2 ≥ µ =
(p1 − p01 ) + , which shows that even in this setting, the payments must
satisfy p01 + p02 > p1 + p2 .
With µ = (p1 − p01 ) + , let us further partition the configuration φ1 into
two parts, which will intuitively correspond to the first p1 − p01 funds of the
increase at s1 , and the remaining  funds of the increase. More formally,
consider the same difference system Grest again, and let φ1,1 denote the
payment configuration in the solution of this system after setting es1 =
p1 − p01 (as opposed to es1 = µ = (p1 − p01 ) + , as in φ1 ). Then let us form
another difference system G by subtracting the payments φ1,1 from the
liabilities in Grest and setting es1 = , and denote the payment configuration
in the solution of G by φ1,2 . The definition implies that this is indeed a
partitioning of φ1 , i.e. φ1 = φ1,1 + φ1,2 .
The next idea is then to separately analyze how φ2 , φ1,1 and φ1,2 increases the assets of the sink nodes t1 and t2 . Recall again that these 3
configurations together sum up to φ, i.e. they contain all new payments
that result from introducing p02 − p2 extra funds at s2 .
Lemma 12.5. Bank s1 is (t1 , t2 )-linear on [p1 , p1 + ].
Proof. The configuration φ1,1 provides (p1 − p01 ) new funds to s1 , thus increasing the funds of s1 to p1 . Note that s1 also has the same amount
of funds in the system before swapping; in fact, the state before swapping
is obtained by adding (p1 − p01 ) new funds to s1 in the baseline system.
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However, φ1,1 is defined in a system where the payments of φ2 are already
subtracted from Gdiff first. As such, according to Lemma 12.3, the funds
of φ1,1 can only raise the assets of t1 , t2 to at1 = p1 and at2 = p2 at most.
Hence the remaining increase of assets at the sink nodes (which sums up to
p01 + p02 − p1 − p2 altogether) must be provided by the payments in φ2 and
φ1,2 .
Recall that Graw has es2 = p02 −p2 , and nodes v1 , t1 and t2 are all sinks in
this system; as such, due to non-expansivity, we must have av1 + at1 + at2 ≤
p02 − p2 in the configuration φ2 . Since µ was defined such that av1 = µ in
this system, we have at1 + at2 ≤ p02 − p2 − µ in φ2 .
This implies that φ1,2 must contribute at least (p01 + p02 − p1 − p2 ) − (p02 −
p2 − µ) = µ − (p1 − p01 ) =  assets to the two sink nodes. Since es1 =  in
φ1,2 , this means that all the assets in φ1,2 must arrive at the sink nodes,
and thus s1 is (t1 , t2 )-linear on [p1 , p1 + ].
Due to concavity, this also implies that s1 is (t1 , t2 )-linear on the preceding
interval.
Corollary 12.6. Bank s1 is (t1 , t2 )-linear on [0, p1 + ].
Note that the definition of the open system ensures that all the funds
of s1 go directly to v1 in the first step, so this also implies that v1 is also
(t1 , t2 )-linear.
Finally, this implies that all the new assets at s2 will arrive at the sink
nodes, too.
Lemma 12.7. Bank s2 is (t1 , t2 )-linear on [p2 , p02 ].
Proof. The proof of Lemma 12.5 shows that the total increase of (p01 + p02 −
p1 − p2 ) can only be obtained if φ2 contributes (p02 − p2 ) − µ assets directly
to t1 and t2 , and the remaining µ assets go to bank v1 . Since v1 is (t1 , t2 )linear, this means that all the (p02 − p2 ) new funds of s2 end up at t1 or
t2 .
Once again, concavity implies that s2 is (t1 , t2 )-linear on [0, p02 ].
Given these linearity properties, we can finish our proof of Theorem
8.15 along the same lines as the proof of Lemma 8.18: we can select a
small increase of ∆1 and ∆2 that results in a larger clearing vector in the
closed system before swapping. The arguments in the proof of Lemma 8.18
regarding the liabilities on the swapped edges can be applied in this case,
too.
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Proportional shocks. Finally, we use a similar line of thought to prove
Theorem 8.22, i.e. that there is also no positive swap in the proportional
shock model. As already discussed in Section 8.2.4, the only technically
involved case in the proof is when a swap provides fv0 1 (λ1 ) > fv1 (λ1 ) and
fv0 2 (λ1 ) = fv2 (λ1 ) for λ1 , and fv0 1 (λ2 ) = fv1 (λ2 ) and fv0 2 (λ2 ) > fv2 (λ2 ) for
λ2 . Let us assume w.l.o.g. that λ1 < λ2 .
Details for the proof of Theorem 8.22. The main idea of the proof is to show
that while semi-positive swaps are actually possible in the base model (recall
the example from Figure 8.11), they can only happen in rather restricted
cases. We can prove this in an analogous way to the proof of Theorem 8.22.
In particular, we cannot have p01 ≤ p1 and p02 ≤ p2 , because then monotonicity would imply that the swap is not beneficial for either of the banks.
As such, one of the acting nodes receives strictly more payment on the
swapped contract after swapping; assume again w.l.o.g. that this is v2 , i.e.
p02 > p2 . Note that we cannot have p01 > p1 simultaneously to this, since
this would imply a0v1 > av1 , so the swap would be positive. Hence the only
way to have a semi-positive swap is to have p01 ≤ p1 and p02 > p2 , resulting
in a0v1 = av1 and a0v2 > av2 .
Once again, we can define a difference system Gdiff when increasing es2
from p2 to p02 in the baseline system, and then a system Graw to identify the
amount of raw assets µ that are sent from s2 to v1 in this increase. We can
then use the same argument as in the proof of Lemma 12.4 to show that we
must have µ ≥ (p1 − p01 ); otherwise, µ < (p1 − p01 ) would imply a0v1 < av1 .
Note that we also cannot have µ > (p1 − p01 ): in this case, we could
use the proof of Lemma 12.5 to show that the last µ − (p1 − p01 ) units of
funds would have to contribute µ − (p1 − p01 ) assets to t1 and t2 ; this would
again make v1 (t1 , t2 )-linear, thus leading to the same contradiction as in
case of positive swaps. As such, a semi-positive swap can only happen if we
have µ = p1 − p01 exactly. This implies that in the solution φ of Graw , the
remaining p02 − p2 − µ = (p01 + p02 ) − (p1 + p2 ) new funds must all arrive at
the sink nodes to trigger the desired increase of (p01 + p02 ) − (p1 + p2 ).
As such, semi-positivity does not imply that s2 is (t1 , t2 )-linear, but
implies something almost as good: that the new funds introduced at s2 can
be partitioned into a part that is (t1 , t2 )-linear, and into a part that directly
ends up in v1 (or in other words: s2 is (t1 , t2 , v1 )-linear in Graw where v1
is artificially turned into a sink node). This will allow for the same kind of
proof technique as before, because in the closed version of the system, this
still means that essentially any new funds at v2 will arrive at either v1 or
v2 .
Now let us consider proportional shocks again. Note that all the linearity properties we have discussed (including (t1 , t2 , v1 )-linearity in Graw ) are
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preserved if we scale down the funds of each bank in the system proportionally. This implies that these linearites for bank v1 which follow from
semi-positivity in case of λ1 also carry over to the case of λ2 . As such,
for the larger parameter λ2 , we have such a linearity in both directions:
v1 is (t1 , t2 )-linear apart from some assets that go directly to v2 , and v2 is
(t1 , t2 )-linear apart from some assets that go directly to v1 .
We again use the technique from the proof of Lemma 8.18 to show that
this is a contradiction in the case when the shock size is λ2 . Note that in
the closed system (before the swap), the assets provided to t2 and the raw
assets going directly to v2 will both end up at v2 , so we can cover them with
the same coefficient. That is, we can just consider the two constants α1 and
β1 that fulfill the following roles for a small increase δ in es1 : (i) the assets
of t1 increase by α1 · δ, and (ii) the sum of the asset increase at t2 and the
new raw assets provided to v2 in the open system is altogether β1 · δ. Given
these constants, we can use the same method to select appropriate values
∆1 and ∆2 that provide a slightly larger clearing vector in the system.
Finally, as in the proof of Lemma 8.18 before, let us discuss the edge
cases when the swapped contracts do not have any remaining liabilities to
relay such an increase. If we have p2 = p01 = lu2 ,v2 , then the increase at s1
cannot contribute any assets to t2 . In this case, if we have β1 > 0 nonetheless
(there are raw assets going directly to v2 ), then the same proof works for
without any modification. Otherwise we have α1 = 1, and hence a choice
of ∆1 = δ and ∆2 = 0 suffices, assuming that p1 < lu1 ,v1 . Finally, if both
swapped contracts are fully paid (this can indeed happen in this case, just
consider Figure 8.11 with the modification lu1 ,v1 = 21 ), then the increase
at either of the source nodes cannot contribute to t1 or t2 , and hence an
increase of δ at s1 (or s2 , respectively) must provide δ raw assets going to
v2 (and v1 , respectively). In this case, there is no need for the swapped
contracts; a choice of ∆1 = ∆2 = δ provides a larger clearing vector, even
in the open version of the system.

12.1.3

Adapting our results to the worst-sum model

We now discuss how to adapt the proofs in Section 8.3 to the worst-sum
shock model. Since the two models both assume a worst case, the base ideas
of the proofs will remain very similar; we mostly only need to execute some
technical changes.
We first discuss an important property of the worst-sum model that will
be helpful in the proofs of our theorems.
Lemma 12.8. Given a worst-sum shock of a specific size ρ for any node v,
there is at most 1 bank that loses only a fraction of its funds, i.e. each other
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bank w either has ew = 0 after the shock, or it does not lose any funds in
the shock.
If there are multiple possible worst-sum shocks of size ρ for v, then there
exists at least one of them that fulfills this property.
Proof. Recall from the general properties of our financial systems that the
assets av can only depend on the funds ew of another bank w in a specific
way: as we decrease the funds of w from an original value ew to 0, av is a
concave, monotonically decreasing piecewise linear function.
Now assume that two banks w1 and w2 are both partially hit by the
shock, losing ρ1 and ρ2 funds respectively. Consider the slope (first derivative) ϕ1 and ϕ2 of the loss functions at the two specific points (if the points
are the breakpoints of the piecewise linear functions, we can simply take the
average of the slopes of the line segments before and after the breakpoints).
Assume w.l.o.g. that ϕ1 ≤ ϕ2 . Note that due to the convexity of both
loss functions, this implies that the loss function with respect to ew1 has a
slope of at most ϕ1 for each ρ̂1 < ρ1 , and the loss function with respect to
ew2 has a slope of at least ϕ2 for each ρ̂2 > ρ2 . This means that we can
redistribute the shock, taking away more funds from w2 and less funds from
w1 , and any such change can only reduce (or at least not increase) the final
value of av . If we do this until we reach ρ1 = 0 or ρ2 = ew2 , we obtain a
new shock with av at most as much as before, but a strictly smaller number
of nodes are hit partially by the shock. Executing this step repeatedly gives
a shock distribution where at most one bank is hit partially.
We note that formally, the proof is slightly more complicated, since the
two loss functions of v (as a function of ew1 and as a function of ew2 ) might
also depend on each other. Assuming that both w1 and w2 are partially
hit by the shock (losing ρ1 and ρ2 funds), we need to consider (i) the loss
of v as a function of ew1 for this fixed value ρ2 , and (i) the loss of v as a
function of ew2 for this fixed value ρ1 . We can once again consider the bank
wi where the loss function is less steep at the chosen point (e.g. w1 ), and
reduce ρ1 until we reach ρ1 = 0 or ρ1 = ew2 − ρ2 . If we keep ρ2 fixed during
this operation, then the loss function with respect to w1 does not change,
so our arguments about steepness still holds.
Then we consider the second step of increasing ρ2 with regard to this
new reduced ρ1 . In this second step, there are less funds in the system since
ew1 was reduced; this can only make the loss function with respect to w2
steeper at each point, since there might be more banks now that cannot
fulfill their obligations. As such, the second step of increasing ρ2 is still
valid, since the function slope at every higher point is still larger than it was
at ρ2 originally.
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Now we can consider the specific results from Section 8.3.
Theorem 12.9. Lemmas 8.23 and 8.25 also hold in the worst-sum model.
Proof. For Lemma 8.23, consider the network topology of Figure 8.24 in
the worst-sum setting, but with some slight modifications: we add another
outgoing debt of weight 2 from s1 to a new sink node t to make the situation
of the two source nodes symmetrical. We also set es1 = 8 and es2 = 8 in
this new system.
One can observe that the shock functions of v1 and v2 in this system are
the same as the top-row worst total shock function in Figure 8.4, but scaled
to twice the original width along the x axis; this holds both before and after
the swap, so the swap is indeed still positive for v1 and v2 .
On the other hand, the original shock function of w is the same as the
bottom-row worst total shock function in Figure 8.4, now scaled to twice
its original size along both axes. After the swap, the shock function of w
becomes the piecewise linear function consisting of the segments (0, 4) −
(4, 4), (4, 4) − (8, 1), (8, 1) − (12, 1) and (12, 1) − (16, 0), so it indeed satisfies
fw0 < fw .
The construction for Lemma 8.25 is more difficult to adapt to this setting.
Note that the swap in the original version of this network is not positive
in the worst-sum case, since a shock of size ρ ∈ (0, 23 ) is harmless to v2
before the swap (s2 can still fulfill its obligations), but it reduces the assets
of v2 after the swap. This value 23 turns out to be a crucial threshold in
this system, since this is the amount of loss after which s2 starts making
less payments. As such, for our proof, let us consider a modified version of
Figure 8.26 where we also increase the assets of s1 by this amount, i.e. we
select es1 = 2 + 32 .
Let us first consider the shock functions before the swap in this new
system. Bank v1 loses no funds until ρ = 23 , then all funds until ρ = 2 + 32 ,
giving the piecewise linear function (0, 2) − ( 23 , 2) − (2 + 32 , 0). Bank v2 loses
no funds until ρ = 23 , and then its funds drop linearly until ρ = 2; at this
point, it only receives the 23 units of money that are indirectly coming from
s1 . From this point, its assets remain fixed for another 32 units of shock
(while the extra funds of s1 are depleted), and then they drop linearly to 0.
This defines the function (0, 2) − ( 23 , 2) − (2, 23 ) − (2 + 32 , 23 ) − (4 + 23 , 0). The
assets of u2 are simply half of the assets of v2 for any ρ.
Now consider the system after the swap. This system is more complex
to analyze since all 3 banks indirectly receive assets of 3 different kinds:
those originating from es1 , those originating from es2 , and the ones coming
on the backward edge (which, as one can compute, carries a payment of
1
· (es2 + min(es1 , 2)) from the point where s2 goes into default). Once
5
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again it holds that none of our 3 bank lose assets until ρ ≤ 23 . One can
observe that after this point, the shock is worse for all 3 banks if we start
depleting the funds of s2 first; intuitively, this is because the first 23 units
of reduction at s2 also decrease the payment coming on the backward edge,
while the first 23 units of reduction at at s1 do not.
As such, the shock functions are as follows. Both v1 and v2 lose no funds
until ρ = 32 , and when s2 has lost all of its funds, they both have assets of
6
. From this point, the extra funds of s1 are removed for another 32 units,
5
and then the remaining assets are lost linearly until ρ = 4 + 23 . This defines
the shock function (0, 2) − ( 23 , 2) − (2, 56 ) − (2 + 32 , 65 ) − (4 + 23 , 0) for both
of the acting nodes. Bank u2 , on the other hand, has assets of 15 when the
funds of s2 are all removed, so it has the shock function (0, 2) − ( 32 , 2) −
(2, 51 ) − (2 + 32 , 15 ) − (4 + 23 , 0). This is indeed a strictly better function for
v1 and v2 , and a strictly worse one for u2 .
We continue with our results that study the worst-case models from a computational perspective.
Theorem 12.10. Theorem 8.27 also holds in the worst-sum model.
Proof. We can essentially apply the same reduction idea as in the worstset model, with a minor modification: let D denote the maximal degree in
the input graph H, and instead of setting es = degz for a vertex z, we set
es = D for each source bank uniformly.
We then consider the problem with a shock of size ρ = k · D. Due
to Lemma 12.8, we know that the worst shock of size ρ will hit exactly k
distinct sources in this network, and remove their funds completely. Hence
the loss of assets at v is again exactly the number of edges covered by the
densest k subgraph, so we can apply the same reduction as before.
The following Corollary 8.29 is not straightforward to adapt to this case,
since the shock size ρ does not directly limit the number of banks that are
hit by the shock: even with Lemma 12.8, it is possible that the shock is
distributed among a high number of banks if they all have significantly less
funds than ρ. However, the corollary does carry over if we exclude such
cases, e.g. if it holds for some constant k that all banks u in the system
have either eu ≥ kρ or eu = 0.
Devising a dynamic programming algorithm for the special case of tree
networks is also a more complex problem in the worst-sum case. Note that
similarly to Theorem 8.30, if have we two debtors w1 and w2 with already
known shock functions, then we can still compute fu (ρ) for a specific value
ρ. Assume that the worst shock of size ρ can be generated by two shocks
fw1 (ρ1 ) and fw2 (ρ2 ) for some ρ1 + ρ2 = ρ. One can observe that either ρ1 or
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ρ2 must be a breakpoint of the corresponding piecewise linear function, since
otherwise we can redistribute some units of shock to the steeper function to
obtain a larger total shock (in case of identical slopes, we can also do this
until ρ1 or ρ2 becomes a breakpoint). As such, in order to find fu (ρ), it
suffices to consider the sums fw1 (ρ1 ) + fw2 (ρ − ρ1 ) for all breakpoints ρ1 of
fw1 and the sums fw2 (ρ2 ) + fw1 (ρ − ρ2 ) for all breakpoints ρ2 of fw2 , and
select the smallest one among them.
The problem with this method, however, is that even though the worstsum shock functions are piecewise linear, it is non-trivial to prove that they
only consist of polynomially many segments; without this, even the representation of these functions becomes problematic. Intuitively, this is because
when we merge fw1 and fw2 at u, then some breakpoints of the new fu might
not directly relate to breakpoints of fw1 and fw2 . For example, the segment
following fu (ρ) may not be the entire next segment of fw1 (ρ1 ) or fw2 (ρ2 ); it
can happen that somewhere within this segment, it becomes more optimal
to switch back to a previous breakpoint ρ̂1 < ρ1 of fw1 and redistribute
the remaining assets to fw2 instead. Since the number of such intersection
points is not straightforward to upper bound, we leave it to future work to
conduct a more thorough survey of this shock function from a computational
perspective.
On the other hand, the construction idea for a positive swap in tree
networks can be adapted to the worst-sum model with some simple modifications.
Theorem 12.11. Theorem 8.31 also holds in the worst-sum model.
Proof. We can use the same construction idea as is in the original proof;
we only need to use a different version of the d-boolean gadgets in this
model. Consider the parameters di of all the boolean gadgets we use in the
construction, and let us select a large constant D that satisfies D > di for
all the values di . Then our new d-boolean gadget will be a rather simple
construction: it will consist of a single node w with ew = D · d, and an
outgoing debt of d towards the desired acting node.
With this choice of parameters, this single bank essentially implements
the same behavior as the original gadget in the worst-set model, with D essentially becoming the new “unit” of loss. More specifically, given a multiset
of integers S that contains the parameters of boolean gadgets attached to
an acting node, for any ρ = h·D for an integer h (i.e. when ρ is a multiple of
D), the worst possible loss for an acting node can be obtained as the largest
sum in S that still does not exceed h. As for the values ρ that are not
multiples of D: if the multiset S allow us to select a subset that sums up to
an integer h1 , and the largest integer below h1 that can be formed from S is
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h2 , then the loss between h2 · D and h1 · D will be described by the segments
(h2 ·D, h2 )−(h1 ·D −(h1 −h2 ), h2 ) and (h1 ·D −(h1 −h2 ), h2 )−(h1 ·D, h1 ).
Hence if we select the same gadget parameters as in the original construction, then the shock function we receive will essentially be a continuous version of the worst-set shock function: (i) the worst-set function is first
scaled D-wise wider along to the horizontal axis, (ii) each discrete point is
turned into a horizontal line that goes until the x coordinate of the next
discrete point (forming a decreasing “step function”), and (iii) then each
vertical drop at the discrete points is replaced by a decrease of slope −1
that ends at the given point. As such, the same proof can be applied as in
the original case.
The 1-fix gadget can also be easily adapted: we just create a single node
u with more than K + 1 funds (where K is the upper limit on the shock
size), and an outgoing debt of 1 from u.
Finally, we revisit our results on portfolio swapping and debt reorganization.
Theorem 12.12. Theorems 8.32 and 8.33 also hold in the worst-sum model.
Proof. Theorem 8.32 can easily be adapted to the worst-sum case with the
same construction as in the original proof. Note that a combination of
av1 = 39·rs1 +37·rs2 (or vice versa) means that the worst-sum shock function
of the acting nodes consists of 2 linear segments: (0, 76) − (72, 37) − (144, 0).
The portfolio swapping in the example improves this to a single segment
(0, 76) − (144, 0). On the other hand, since any simple swap produces a
worse combination x1 · rs1 + x2 · rs2 where either x1 > 39 or x2 > 39, they
all create a strictly worse shock function than the original one.
For Theorem 8.33, there is once again no need to change our construction from the original proof. The original configuration describes a shock
function composed of (0, 3) − (3, 1) − (6, 0), while the reorganization results
in a single segment (0, 3) − (9, 0). Since any single swap results in a symmetrical variant of the original shock function for one of the acting nodes,
there is again no positive swap in the network.

12.2
12.2.1

Details for Chapter 9
Details of the hardness proofs

In this section we discuss our inapproximability proofs in more detail. Note
that all of these proofs begin with the use of the base SAT construction,
and then they append further gadgets on the indicator nodes vI and vI to
express a specific objective function.
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Global objectives in Section 9.2.3. For MaxPrefer, we modify our
MinDefault construction by setting eui = 1 at the extra nodes. As such,
a satisfying assignment ensures that these nodes all have qui = 1, while an
unsatisfying assignment implies qui = 0. Hence if φ is satisfiable, then the
0
satisfying assignment is the primary preference of m1/ nodes, while the
remaining solutions are preferred by at most O(m) nodes; as such, in order
0
to give an n1− approximation, an algorithm would have to find a satisfying
assignment in polynomial time.
In case of the dual problem MinLeastPrefer where we define qv(min) =
minr∈S qv (r) and minimize |{v ∈ B | qv (r) = qv(min) }|, we can use the same
construction: if we have a satisfying assignment, then such an assignment
is the least preferred solution to at most O(m) nodes, while an unsatisfying
0
assignment is the least preferred solution to m1/ nodes. As such, any
approximation algorithm needs to find a satisfying assignment if one exists.
For MinUnpaid, it once again suffices to use the construction of Theorem 9.15. For any unsatisfying assignment, the nodes ui create a total
0
unpaid debt of m1/ in the system, besides the unpaid debts in the base
construction. On the other hand, with rvI = 1, the amount of unpaid debt
is only O(m) altogether.
P
For the dual problem of maximizing u,v∈B pu,v , we can slightly change
this construction: we set eui = 1, and change the reference nodes of the
outgoing CDSs to vI . This way, the extra nodes can all pay their liabilities
0
in case of rvI = 1, so a true assignment results in a paid debt of m1/ .
On the other hand, any false assignment only has a paid debt of O(m)
altogether.
Most balanced solution. We have already seen that the setting of Theorem 9.18 is rather easy to reduce to the case of MinEquity(v). This also
settles the general case of minimizing the equity difference between two subsets of nodes V1 and V2 . It only remains to discuss the special case where
V1 and V2 form a disjoint partitioning of the whole node set B.
For this case, we adapt a similar approach to the MinDefault construc0
tion; however, we now add m1/ distinct sink nodes ti to the construction
(note that strictly speaking, this is not a necessary modification for our
proof, but it provides a more realistic construction that does not require a
0
very large amount of funds at a single node). Then for each i ∈ [1, m1/ ]
we set eui = eti = 1, and we create a CDS of weight 1 from ui to ti which
is in reference to the indicator node vI .
Now let V1 contain all the nodes ui in our network, and V2 consist
of all the remaining nodes (i.e. the sinks ti and the nodes of the base
construction). If we consider a satisfying assignment in this network, then
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rvI = 1, and thus there is no liability between the newly added banks. This
0
implies that the total equity in V1 is m1/ , while the total equity in V2 is
0
m1/ + O(m). This amounts to a difference of only O(m) between the two
sets.
On the other hand, any unsatisfying assignment implies that V1 will have
0
no equity at all, while V2 still has an equity of more than m1/ + O(m);
0
hence the difference in this case is at least m1/ . As such, any approximation
algorithm needs to find a satisfying assignment.
Most representative solution.
the most representative solution.

We continue with the problem of finding

Proof details for Theorem 9.19. As outlined before, we add two large sets of
nodes to the base construction: the generating group and the control group.
The generating group consists of N 2 distinct branching gadgets, with the
source nodes of these gadgets replaced by a common new node sg . Let
us now slightly change our previous notation, and use m := max(N 2 , M );
i.e. m is selected such that the base construction and the generating group
altogether contains only O(m) nodes.
Given a constant  > 0, we again select a smaller constant 0 ∈ (0, ).
0
Then we set the control group to consists of m1/ distinct nodes ui , each
having eui = 0, a debt of weight 1 towards t, and an incoming debt of 1
from a new common node sc . The nodes sg and sc have no funds, but we
add a CDS of weight ∞ from s to both sg and sc in reference to vI .
Note that we have only chosen to use the two pseudo-source nodes sg
and sc to allow a cleaner illustration in Figure 9.20. Instead, it would also
be possible to introduce a separate source node with funds of 3 for each
branching gadget, and a separate source with funds of 1 for each ui , and
make the payments to each branching gadget/control group node based on
a separate CDS in reference to vI . This change does not affect our distance
metrics since these sources always have a recovery rate of 1; furthermore,
executing the change is indeed necessary if we want to adapt our setting to
the case of unit-weight contracts.
The main idea is that in any solution that does not satisfy φ, we have
rsg = rsc = 0. In the generating group, this implies that none of the
branching gadgets have any assets, and thus all nodes in these gadgets are
in complete default (i.e. have recovery rates of 0); with rvI = 0, this is the
only subsolution of this subsystem. In the control group, this means that
all the nodes ui are in complete default, too.
However, if there is a satisfying assignment, then this gives infinitely
many assets to both sg and sc . Hence each branching gadget in the gen-
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2

erating group indeed offers a binary choice, thus introducing 2N distinct
solutions for each satisfying assignment. In all of these solutions, the nodes
ui in the control group all have rui = 1. Thus if we have at least one
satisfying assignment, then the number of solutions with rui = 0 becomes
asymptotically irrelevant.
More specifically, assume that φ has a satisfying assignment, and let us
show that an approximation algorithm for MinDist must return a solution
corresponding to a satisfying assignment in this case. For simplicity, let us
first assume that there is only one satisfying assignment.
If r1 is the solution corresponding to a satisfying assignment, then there
2
are 2N solutions r such that d(r1 , r) = O(m), and at most 2N further
0
solutions where d(r1 , r) can be as high as m1/ + O(m), resulting in a total
2
0
distance of at most 2N · O(m) + 2N · (m1/ + O(m)). Note that the first
of the two terms is in a much larger magnitude, at least if we assume that
N is only polynomially smaller than m, i.e. N ≥ mδ for some constant δ
(otherwise, we can modify our generating group to contain m2 branching
gadgets instead). This means that we can upper estimate this expression
2
by 2 · 2N · O(m) for m large enough.
On the other hand, if our algorithm finds a solution r2 that does not
2
0
satisfy φ, then this has a total distance of at least 2N · m1/ due to the
control group. This implies that the difference of centrality value between
0
the two solutions is at least a factor of Θ(1) · m1/ −1 , or in terms of n, at
1−0
least Θ(1) · n
.
This is again asymptotically larger than n1− for n large enough, and
hence any approximation algorithm must find a satisfying assignment for
the formula.
Note that if there are more than 1 satisfying assignments for φ, then we
can use the same argument; the difference between the two solutions only
grows even larger.
Note that there would be many other natural ways to express the fact
that it is computationally hard to understand even the general distribution
of the solution space: for example, we could say that given two specific
solutions r and r0 , it is even NP-hard to decide whether cent(r) > cent(r0 ).
Strictly better solutions. Recall that for Theorem 9.22, we consider
financial systems with loss, i.e. α 6= 1 or β 6= 1.
A main ingredient for the proof is the unhappy penalty gadget shown in
Figure 12.13. Assume that there is a node v in the system, and we want
to add an outgoing penalty of some large weight h to v, conditioned on the
default of an indicator binary node v1 . If this task was executed by simply
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adding a CDS from v to the sink t, then the solutions where v1 is in default
would not be strictly worse for every node in this subsystem, since t would
obtain a higher equity with the received penalty payment. In contrast to
this, the unhappy penalty gadget ensures that the default of v1 does provide
a smaller-or-equal equity for each of the nodes.
Consider any parameters α, β < 1, and in terms of α and h, let us define
h+5
a new parameter b = 1−α
. The design of the unhappy penalty gadget
requires us to add a CDS of weight h towards a designated “semi-sink”
node t0 , which has funds of 1. However, we also add two further nodes u
and t00 to the gadget. Node u has b + 1 funds, a simple debt of weight b to
t0 , and an outgoing CDS of weight 2 to t00 , also in reference to v1 . Finally,
t0 has a simple debt of b towards the sink node t00 (for a simpler analysis, we
assume that t00 is not a general common sink in the system, but a distinct
sink node specifically created for v; this does not affect our hardness result).
In this subsystem, if v1 is not in default, then u has no liability towards
t00 , and thus it is not in default; it pays its debt to t0 and has an equity of 1.
Receiving this amount allows t0 to pay its debt, thus also having an equity
of 1. As a result, the sink t00 receives a sum of b in incoming payments from
t0 .
On the other hand, if rv1 = 0, then u has a total of b + 2 liabilities,
pushing it into default; thus, it can only use α · (b + 1) from its funds, paying
b
2
· α · (b + 1) < α · (b + 1) to node t0 and b+2
· α · (b + 1) < 2 to node
b+2
0
t0 . Even together with the sum of (at most) h received from node v as a
penalty, this only gives total assets of less than h + 1 + α · (b + 1) for t0 .
h+2
Note that our choice of b ensures that h + 1 + α · (b + 1) < b: since b > 1−α
,
we have
(1 − α) · b > h + 2 > h + 1 + α,
implying
b > h + 1 + α + α · b = h + 1 + α · (b + 1).
Thus node t0 also cannot pay its liabilities in this case, and hence it is sent
into default. This means that the sink t00 receives a payment of strictly less
than h + 1 + α · (b + 1) from t0 , and together with the payment of strictly less
then 2 received from u, it has a total assets (and equity) of strictly less than
h+4
b. This is again ensured by our choice of b: the fact that b > 1−α
implies
(1 − α) · b > h + 4 > h + 3 + α,
which means that
b > h + 3 + α + α · b = h + 1 + α · (b + 1) + 2.
t00

Hence, receives a total payment of strictly less than b from the subsystem
in this case.
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Figure 12.13: The unhappy penalty gadget.
Therefore, this latter solution is strictly worse for the whole subsystem:
v’s equity is decreased due to the extra penalty of weight h, the nodes v1 ,
u and t0 have an equity of 0 now, and the equity of t00 is also smaller due
to the smaller amount of incoming payments. Note that such a situation is
only possible in systems with loss.
Proof details for Theorem 9.22. Given the unhappy penalty gadget, we now
describe the remaining details of the construction outlined in Section 9.2.4.
To avoid discussing infinite equities, we introduce a separate source node s0
into this construction with es0 = 2 only, and provide the incoming CDSs for
node w from this node.
As shown in Figure 9.21 of Section 9.2.4, our construction is based on
a pair of nodes v1 and v2 with no funds and a debt of 1 to each other.
Clearly the vectors (0, 0) and (1, 1) are solutions to this subsystem. In any
other solution, both v1 and v2 have to be in default, and thus any such
other solution must satisfy rv1 = β · rv2 and rv2 = β · rv1 . For any β < 1
parameter, this only yields the solution (0, 0) again. Thus v0 is indeed a
binary node, and the subsystem acts as a different kind of branching gadget
for the case of systems with loss.
Our construction for the theorem uses the base SAT construction, and
then through unhappy penalty gadgets, it adds an arbitrarily large penalty
to each node in the base construction with reference to v1 . Furthermore,
the indicator nodes vI and vI also receive such an unhappy penalty gadget
with reference to v1 .
Finally, we have w and s0 in the construction, with ew = 0 and es0 = 2.
We add two distinct CDSs of weight 1 from s0 to w, one of them in reference
to v1 , the other in reference to a node which indicates that φ is satisfied.
Note that the illustration in Figure 9.21 is only a simplified sketch from this
perspective; we cannot add this other CDS directly in reference to vI , since
with rv1 = 0, the unhappy penalty gadgets do not ensure that vI is a binary
node, so this might provide some assets to w even if rv1 = 0.
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Instead, as a technical modification, we add an auxiliary node z with
ez = 0 and an incoming CDS in reference to the negation of v1 , and an
outgoing CDS from z to w in reference to vI . This path of contracts provides
no assets to w if rv1 = 0. Note qz = 0 is ensured when rv1 = 0, and we can
also ensure that the not gate attached to v0 has no positive equity nodes
for rv1 = 0 with an unhappy penalty gadget on its sink node.
In our reduction, the parameter solution r is the one where rv1 = rv2 = 0,
thus each node of the base construction is in default (with an equity of 0),
and the nodes in the unhappy penalty gadgets are also not in a favorable
state. Node s0 has an equity of 1 in this solution. More importantly, node
w also has an equity of 1, and thus any solution that is strictly better than
r must also have qw ≥ 1. Note that if rv1 = rv2 = 0 is fixed, then this is the
only solution of the system.
Thus in any other solution, we must have rv1 = rv2 = 1. However, this
implies that w does not receive any payment through the CDS in reference to
v0 . Hence a strictly better solution can only exist if it has rvI = 0 and thus
rvI = 1, i.e. if we find a satisfying assignment. Any such assignment indeed
provides a strictly better solution: the nodes in the base construction cannot
have less equity than 0, and the nodes in the unhappy penalty gadgets have
strictly larger equities. Nodes v1 , v2 still have an equity of 0, and nodes s0
and w still have an equity of 1. Thus a strictly better solution than r exists
if and only if φ is satisfiable.

12.2.2

Different optima for different objectives

Proof of Theorem 9.13. Let us first describe simple example systems
that fulfill the properties outlined in Theorem 9.13. For all pairs of objective
functions f1 and f2 , we apply a similar approach: we create a branching
gadget to form two different solutions in the system, and we ensure that the
optimum of f1 is obtained when rx = 1, but on the other hand, choosing
ry = 1 provides a much better solution in terms of f2 .
Let us now consider all the possible combinations of f1 and f2 :

•

f1 =MinDefault: for this case, we can simply use a bank w with
ew = 0 and an outgoing CDS in reference to x; this already ensures
that rx = 0 results in a higher number of defaults than rx = 1.
– For f2 =MaxPrefer, we add Θ(n) further nodes ui that have
eui = 2, and an outgoing CDS of weight 1 in reference to y. These
new banks can never go into default (so they do not influence the
optimum of MinDefault), but if ry = 0, then their equities
decrease from 2 to 1; as such rx = 1 gives a MaxPrefer value
of Θ(1), while ry = 1 gives a MaxPrefer value of Θ(n).
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– For f2 =MinUnpaid, we add a single new node u with eu = 0.
This node will have an outgoing debt of 1, and Θ(n) distinct
outgoing CDSs of weight 1, all in reference to y (for this, we need
to add Θ(n) distinct sinks to the system). Note that this node u
is in default in any case, so the optimum for MinDefault is still
obtained when rx = 1. However, now ry = 1 results in an unpaid
debt of O(1) altogether, while ry = 0 creates a total unpaid debt
of Θ(n) in the system.

•

f1 =MaxPrefer: let us choose a parameter n0 = Θ(n), and add a
large set of n0 nodes wi that all have ewi = 2, and an outgoing CDS of
weight 1 in reference to x (all going to the same sink t). This ensures
that rx = 1 is the most preferred solution of at least n0 nodes.
– For f2 =MinDefault, let us select a large constant k, and add
n0 − k distinct nodes ui that have eui = 1 and an outgoing CDS
of weight 2 to the sink, in reference to y. Note that the system
now consists of n0 +(n0−k)+O(1) nodes. If rx = 1, then n0 +O(1)
banks are in default, but this is the primary preference of at least
n0 nodes. On the other hand, if ry = 1, then only O(1) banks are
in default, but this solution is only preferred by (n0 −k) + O(1)
banks. For a choice of a large enough constant k, this satisfies
our requirements.
– For f2 =MinUnpaid, it suffices to add a single bank u with eu =
0, and n0 − k distinct outgoing CDSs of weight 1 in reference
to y, going to n0 − k distinct sink nodes (again for some large
constant k). With rx = 1, the unpaid debt is n0 −k = Θ(n), but
this is the primary preference of at least n0 nodes. With ry = 1,
the unpaid debt is only O(1), but this solution is preferred by at
most (n0 −k) + O(1) nodes.

•

f1 =MinUnpaid: we now use a bank w with ew = 0 and some outgoing
CDSs of weight 1 in reference to x; however, the concrete number of
these CDSs will now depend on our choice of f2 .
– For f2 =MinDefault, we select a parameter n0 = Θ(n), and
add n0 outgoing unit-weight CDSs from w (in reference to x).
We then create n0 − k further nodes ui with eui = 0 and an
outgoing CDS of weight 1 in reference to y (for some constant k).
If rx = 1, this results in an unpaid debt of only n0 − k, but yields
n0 −k = Θ(n) defaulting nodes. On the other hand, ry = 1 gives
an unpaid debt of n0 , but only results in O(1) defaulting nodes.
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– For f2 =MaxPrefer, we only add k outgoing CDSs from w (for
some constant k), going towards k distinct sink nodes. Besides
this, we create Θ(n) banks ui that have eui = 2 and an outgoing
CDS of weight 1 in reference to y. With rx = 1, we now have
O(1) unpaid debts, but this is only the primary preference of
k + O(1) = O(1) nodes. With ry = 1, we have k + O(1) unpaid
debts, but this solution is preferred by Θ(n) nodes. This satisfies
our requirements for a large enough constant k.
A combined example. We also show that we can merge these examples
into a single construction that satisfies the properties outlined in Theorem
9.14; this shows that it is even possible that all the optima are very far from
each other simultaneously.
Furthermore, note that due to the CDSs in the network, the total amount
of liabilities in the system may be drastically different in different solutions.
Due to this, we also consider an alternative version of the MinUnpaid objective (termed MinPropUnpaid) in this example, where we minimize the
proportion of unpaid liabilitiesPcompared to the total
P liabilities present in
the system; i.e. we minimize ( u,v∈B lu,v − pu,v )/( v∈B lv ).
We also note that in contrast to our other results, this construction
requires very large edge weights to create gaps between all pairs of functions,
and allow a straightforward analysis at the same time. As such, this example
does not generalize to the bounded edge-weight case in a trivial way.
We prove Theorem 9.14 in the following form:
Theorem. Let h be an arbitrarily large number; for convenience, we assume
h = ω(n). There exists a financial system with exactly four solutions r1 , r2 ,
r3 and r4 , such that:
√
• in terms of MinDefault, r1 is an Ω( n) factor better than r2 , r3 and
r4 ,
√
• in terms of MaxPrefer, r2 is an Ω( n) factor better than r1 , r3 and
r4 ,

•
•

in terms of MinUnpaid, r3 is an Ω(h) factor better than r1 , r2 and
r4 ,
in terms of MinPropUnpaid, r4 is an Ω(h) factor better than r1 , r2
and r3 .

Proof. The different parts of our proof construction are illustrated in Figure
12.14. Creating a system that has exactly 4 solutions is straightforward: we
use 2 branching gadgets that together provide 4 combinations of states. We
can then use and gates to create four indicator binary nodes u1 , u2 , u3 , u4
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Figure 12.14: Example system where the optima for different objective
functions are realized in different solutions. For simplicity, the different
parts of the construction are illustrated separately.
for each of these combinations. In each solution of the system, exactly one
of the four nodes ui has rui = 1.
We then attach four different sets of nodes to the four indicator nodes
in order to ensure that each solution has the desired
√ properties.
For the case of u1 , we add a set W1 of Θ( n) distinct nodes to the
system, which all have 0 funds. From each of these nodes, we create a
CDS to t with a √
weight of 1, in reference to u1 . Thus if u1 is chosen, then
none of these Θ( n) nodes have any liabilities, and they all survive. On
the other hand, if we choose any other solution,
then these CDSs all incur
√
liabilities, and hence our system has Θ( n) nodes in default. Besides W1 ,
the system will only have O(1) nodes that can ever go into default, so in the
solution where ru1 = 1, the√number of defaulting nodes is only O(1). Thus
u1 is indeed a factor of Ω( n) better than any other solution in terms of
MinDefault.

CHAPTER 12. TECHNICAL DETAILS (PART II)

253

To ensure that u2 is the first preference of Θ(n) nodes, we add a set
W2 of Θ(n) new nodes to the system, all with 0 funds. We then create a
CDS from s to each of these nodes with a weight of 1, in reference to the
negation of u2 . If u2 is chosen, then these Θ(n) nodes all have an equity of
1; otherwise,
their equity is 0. Since the rest of our system will only contain
√
O( n) nodes, this shows that selecting u1 is the primary preference of the
Θ(n) nodes
√ in W2 , while all other solutions are the
√ primary preference of at
most O( n) nodes, and thus u2 is indeed an Ω( n) factor better in terms
of MaxPrefer.
Finally, we analyze the case of u3 and u4 together. For u3 , we only create
one new node w3 with ew3 = 0, and add two new CDSs to the system. Both
of these CDSs are in reference to u3 , going to the sink t, and have a weight
of h2 ; one of them comes from w3 , the other comes from s. For u4 , we add
a single node w4 with ew4 = 0 again, and we create two new CDSs going to
t. The first CDS comes from w4 , has a weight of h, and is in reference to
u4 . The second CDS comes from s, has a weight of h3 , and is in reference
to the negated version of u4 .
This means that if any solution other than u3 is chosen, then we introduce h2 paid and h2 unpaid liabilities into the system. Similarly, if u4 is
chosen, then h3 paid liabilities are introduced, but if u4 is not chosen, then
h unpaid liabilities are introduced. In contrast to this, the CDSs based on
u1 and u2 only result in O(n) paid or unpaid liabilities, so since we assume
h = ω(n), the total amount of liabilities is always determined by the CDSs
of u3 and u4 .
Let us analyze the total amount of paid and unpaid liabilities in all four
solutions. If u1 or u2 is chosen, then the CDSs of u3 ensure that there is
a Θ(h2 ) amount of both paid and unpaid liabilities in the system. If u3 is
chosen, then the amount of unpaid liabilities is only Θ(h), while the amount
of paid liabilities is O(n). Finally, if u4 is chosen, the amount of unpaid
liabilities is Θ(h2 ), while the total amount of paid liabilities is Θ(h3 ).
This shows that u3 and u4 indeed fulfill our requirements. The total
amount of unpaid liabilities is Θ(h) in u3 , and Θ(h2 ) in all other solutions,
which is indeed a difference of a factor Ω(h) in terms of MinUnpaid. The
rate of unpaid to total liabilities is a constant in u1 and u2 , and asymptotically 1 in case of u3 , but it is only Θ( h1 ) in case of u4 . Thus, u4 is indeed a factor of Ω(h) better than all other solutions in terms of MinPropUnpaid.

12.2.3

Default costs and unweighted networks

The base ideas for adapting our proofs to any α, β ∈ (0, 1] have already
been outlined in Chapter 9. Apart from the clean branching gadget, our
main tools in the constructions require no modification, since they already
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use binary nodes. Recall that and gates can be replaced by combinations
of not and or gates, and cutoff gadgets are not used in our constructions.
Chapter 9 also outlines the main idea for adapting our results to the
case when we are only allowed to use debts and CDSs of weight 1: we can
split contracts of larger weight to multiple unit weight contracts that come
from/go to distinct source/sink nodes.
Note that if we also want to reduce ev in the MinEquity case to a
constant, we can similarly do this by introducing Θ(n) new source nodes
that are debtors of v.
Removing the infinitely large funds and weights in the construction of
Theorem 9.19 is also straightforward, as we have already noted before.
The only more involved case is Theorem 9.22, and in particular, the
unhappy penalty gadgets. Note that in this gadget, for any integer weight
k, we can again replace a contract of weight k by k new intermediate nodes:
e.g. for the contract from u to t0 , we create b intermediate nodes with
no funds that have a unit-weight incoming debt from u and a unit-weight
outgoing debt towards t0 . Thus in order to adapt the gadget to this setting,
we only have to ensure that the parameters h and b are integers.
Recall that the choice of h is entirely up to us: we just need to select
it large enough such that it sends the corresponding node of the base construction into default, which can always be done with a constant integer
h+4
value. On the other hand, the value of b only needs to satisfy b > 1−α
, so
any integer value above this threshold suffices.

12.2.4

Hardness results for RFC systems

We now discuss the proof of Theorem 9.26, i.e. adapting our constructions
to the restricted case of RFC systems.
We have already noted that directed cycles are barely present in the
dependency graphs of our constructions: they only occur in the branching
gadgets, where there is a red edge between x and y in both directions.
Indeed, x and y clearly have a short position on each other.
Hence we only need to devise a branching gadget that has the same functionality, while also satisfying the RFC property. This modified branching
gadget is illustrated in Figure 12.15. The gadget is based on two nodes v1
and v2 that are connected as shown in Figure 9.27 earlier. The solutions of
this subsystem are exactly the vectors rv1 = rv2 = ρ for any ρ ∈ [0, 1].
We ensure that in every reasonable solution, we have either ρ ≤ 13 or
ρ ≥ 23 in this branching gadget. To achieve this, we append two cutoff
gadgets to v1 , one with parameters η1 = 16 and η2 = 13 , and the other with
η1 = 23 and η2 = 56 . Let the output nodes of these cutoff gadgets be denoted
by w1 and w2 , respectively. We then encode the condition w1 and (not w2 )
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Figure 12.15: Modified branching gadget for RFC systems
through logical gates, and if this condition holds, we introduce a very large
penalty to our objective function (discussed in detail below).
This already ensures that we cannot have ρ ∈ [ 13 , 23 ] in any reasonable
solution. If an approximation algorithm would return such a solution, then
we could easily improve the objective function value by simply selecting an
arbitrary assignment of variables (that either satisfies φ or it does not), and
consider this assignment instead, thus obtaining a strictly better approximation algorithm.
Finally, we add two more cutoff gadgets to the bank v1 , with parameters
η1 = 13 , η2 = 12 and parameters η1 = 12 , η2 = 23 . We denote the output of
the first cutoff gadget by x, and we negate the output of the second gadget
to obtain another node y. Then x and y essentially behave like the nodes
in our original branching gadget: if ρ ≤ 31 , then rx = 1 and ry = 0, and if
ρ ≥ 32 , then rx = 0 and ry = 1.
We note that when ρ ∈ ( 16 , 13 ) or ρ ∈ ( 23 , 65 ), then the cutoff gadgets
do not ensure that w1 and w2 are binary nodes, and thus our penalty indicator node might also not be binary. This means that for this alternative
branching gadget, some fraction of the penalty might already apply when
ρ ∈ ( 61 , 31 ) or ρ ∈ ( 23 , 65 ). However, any such solution can be improved by
selecting ρ ≤ 16 or ρ ≥ 65 instead, respectively; thus, we can even observe
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that reasonable solutions always have ρ ∈
/ ( 16 , 56 ). Note that we are implicitly using two properties in this argument: (i) that the recovery rate of the
cutoff gadget’s output is monotonic in the input even on the interval [η1 , η2 ],
and (ii) that the penalties we introduce for the specific objectives are also
monotonic in the recovery rate of our penalty indicator node.
Also note that our alternative branching gadget becomes significantly
simpler for the case of β < 1. In this case, the only valid solutions to the
subsystem consisting of v1 and v2 are (0, 0) and (1, 1), so v1 itself can already
represent the binary choice without the cutoff gadgets.
It only remains to discuss how we can add a very large penalty in case
our restrictions on any of the alternative branching gadgets is violated, i.e. if
ρ ∈ [ 31 , 23 ]. For most of the objective functions we have studied, this is rather
straightforward. For convenience, we assume that the penalty indicators of
the branching gadgets are first merged into a single node with an or gate,
and then negated; this node indicates whether all the branching gadgets are
“initialized” properly.
For example, if we add n new nodes with funds of 0 and an outgoing CDS
of weight 1 (in reference to this penalty indicator), then this already suffices
for the MinDefault and MinUnpaid objectives. Any incorrect initialization
of a branching gadget will then result in n extra defaults and an extra
unpaid debt of n, so any such solution is only improved if we replace it by
an arbitrary variable assignment. If we change the funds of the nodes to 1
and the CDS weight to 2, then this also works for MinLeastPrefer. Note
that given our original construction on n nodes, we can indeed add O(n)
new nodes to this system without changing its basic properties: all function
values will still have the same magnitude compared to the network size.
For MinEquity, we can simply add a large-weight incoming CDS to v
if the penalty applies; the same approach also works with MinDiff.
For maximization problems, we use a different approach to avoid adding
a value of Θ(n) to any solution. Here we simply add a large-weight outgoing CDS to every bank of our original system, in reference to the penalty
node. This is sufficient for both MaxEquity and MaxPrefer, as well as
for MaxSurviving.
MaxPaid requires a slightly different approach: we consider the extra
nodes ui that implement the objective function, and instead of giving them
funds of 1, we give them an incoming CDS of weight 1 in reference to the
negation of the penalty indicator node. If the constraints are violated, then
even if we find a satisfying assignment of φ, this results in no paid liabilities
in the network, since the banks ui have no assets at all. As such, if φ is
satisfiable, then an approximation algorithm must return a solution where
the branching gadgets are initialized properly.
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In case of Theorem 9.19, we add a further, even larger control group
where the recovery rates are always 1, unless the penalty indicator is set to
true; thus any arbitrary assignment of φ is more optimal than violating a
constraint.
In case of Theorem 9.22, we add an outgoing CDS from w with weight
2 in reference to the penalty node.

12.2.5

Green systems and regularity

As discussed before, the alternative branching gadget in Theorem 9.26 uses
a debt-only network with multiple solutions to create a large solution space.
As such, we now take a detour to study such systems, or more generally, any
green system. Green systems can only contain simple debts and so-called
covered CDSs (see the definition of the dependency graph). Theorem 9.29
shows that in these systems, default ambiguity can only happen in very
special cases.
Before we begin the proof, we note that one might wonder if in the
phrasing of the second observation in Theorem 9.29, can replace the path
of contracts by any path of green edges in the dependency graph; however,
this is not the case. The property we essentially require here is that au > 0
implies av > 0; while this is indeed ensured if we have a debt or covered
CDS from u to v, it does not hold for the green edges added in the second
point in the definition of the dependency graph.
The early work of Noe has already studied default ambiguity in debtonly networks, showing that the solution is unique if from any bank there
is a directed path to another bank with positive funds [31]. We now prove
a more general version of this result, generalizing the theorem to any green
system. In particular, we show that green systems can only have multiple solutions in a special edge case: when we essentially have a strongly
connected component of positive liabilities, with no funds and no incoming
assets at all.
The first step of the proof is to note that a green system ensures the
existence of a maximal and minimal solution. This has already been proven
in the work of [81]: intuitively, the payment functions are monotonous due
to the long positions, so one can use the Knaster-Tarski fixed-point theorem
to prove that a maximal solution r and minimal solution r0 exists. This
maximal (minimal) solution assigns the highest (lowest) recovery rate to
every bank simultaneously.
We first outline the rest of the proof for debt-only networks, and then
we separately discuss the changes required for the case of green systems.
The proof for debt-only networks is basically the same as in the analysis of
Eisenberg and Noe [31], extended with some further observations.
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Proof for debt-only networks. Using r and r0 , one can first show that any
bank v must have qv = qv0 in these two solutions r and r0 . Intuitively, since
the sum of equity is fixed in any solution (see Lemma 9.5), if a bank had
lower equity in r0 than in r, then another bank would need to have a larger
equity in r0 than in r, which is a contradiction. Since the equity of each
bank v is maximized in r and minimized in r0 , this also implies that v has
the same equity in every solution of the system.
Now let us assume that a bank v0 has two different recovery rates in two
solutions of the system; since r and r0 contain the maximal and minimal
recovery rates for v0 , this also implies rv0 > rv0 0 . As such, it is enough to
show that our observations hold if rv0 > rv0 0 .
Since v0 is still in default in the solution r0 , there will be strictly more
payment on the outgoing debts of v0 in r. As the system is loss-free, each
defaulting bank will relay these extra payments, and they will traverse the
network until either reaching a bank u with ru0 = 1, or arriving back at v0 .
However, the former is also not possible: if a bank with ru0 = 1 receives more
incoming payment, then its equity strictly increases, which contradicts the
previous observations.
This means that every directed path of debts starting from v0 must lead
back to v0 , implying that the nodes reachable from v0 form an SCC C.
Moreover, note that it must also hold that each bank u ∈ C has qu = 0
in both solutions. This also implies that eu = 0 for any u ∈ C: since no
outgoing payment leaves the SCC, we would otherwise have a positive equity
in at least one of the banks in C (again due to the argument in Lemma 9.5).
Similarly, having ew > 0 at a bank w with a path of debts to C implies
that a positive amount of assets arrive in C, so again at least one bank in
C would have a positive equity.
Hence for debt-only networks, the nodes reachable from v0 form an SCC
C with no funds and no incoming assets at all.
Proof for green systems. Adapting the same argument to green systems is
not straightforward, since we also have CDS contracts, and these might carry
less payment in r than in r0 if the reference entity has a higher recovery rate
in r. As such, it is not immediately clear that a higher ru value at u always
translates to strictly more payment for the creditors of u.
This could be a problem for our proof: if there are funds in C that
indirectly result in a positive equity at a node v in r0 , but v does not receive
extra payments in r, then the equity of v does not necessarily increase in r,
so we do not have our previous contradiction. As such, the technical part
of the proof is to prove the following claim in green systems.
Lemma 12.16. If ru > ru0 and p0u,v > 0 in r0 , then av > a0v .
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Since we have lv ≤ lv0 for any liability, av > a0v will then imply rv > rv0
if v is still in default in r0 .
We can then again use C to denote the set of banks that are reachable
from v0 on a path of contracts that all have positive payment in r0 . As
before, an inductive argument shows that for any node u ∈ C we must have
au > a0u .
This once again ensures that each bank u ∈ C has eu = 0: otherwise,
since there are no outgoing payments from C in r0 , we would have a bank v
in C with positive equity qv0 . Then av > a0v would imply qv > qv0 , which is
a contradiction. Similarly, having ew > 0 at a bank w ∈
/ C but with a path
of contracts to C would imply that a positive amount of assets arrive in C,
so again at least one bank in C would have a positive equity.
Recall that for debt-only networks, we have also noted that the nodes
reachable from v0 form an SCC. Making an analogous statement is not so
straightforward in this case, since the same claim only holds for the contracts
that have a positive liability; e.g. if there is a CDS from v0 to a bank u such
that the liability on the CDS is 0 in any solution, then no restrictions follow
for u. As such, in this case, it is not straightforward to find the component
C that is affected by the extra payments; we have to compute r0 in order
to do so. Due to this, we have limited the scope of Theorem 9.29 to nodes
reachable on debt contracts.
Altogether, the solution of a green system is known to be unique if we
ensure that for every bank v0 , there is either (i) a bank u reachable from v0
on a path of debt contracts, with eu > 0, or (ii) a bank w with ew > 0 such
that v0 is reachable from w on a path of contracts of any kind.
Regularity is the simplest way to ensure this property, but we can also
come up with weaker conditions instead: e.g. we could specifically say that
a system is path-regular if for all v ∈ B, there exists a bank w with ew > 0
such that there is a path of contracts from w to v in G. However, enforcing
this would be much more difficult from a regulator’s perspective.
Finally, let us discuss the proof of our technical lemma.
Proof of Lemma 12.16. We first create an auxiliary network that separates
w
the effects of each covered CDS contract. Given a CDS δu,v
, we introduce a
fictitious node z for this specific CDS: we (i) set z to be the new creditor of
w
w
the CDS δu,v
, (ii) add a debt of weight δu,v
from w to z, (iii) decrease the
w
debt from w to v by δu,v
, and (iv) introduce an infinite liability from z to
v. This bank z essentially captures the payments we attribute altogether to
the CDS and the “part” of the debt from w to v that covers it. The payment
is visible as pz,v . Note that each CDS is covered in our green system, so we
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can introduce such an auxiliary node for all incoming CDSs of v in reference
to w, and the weight of the debt from w to v will still remain non-negative.
Now let us begin the proof of av > a0v . First, note that since payments on
each debt contract are monotonic in the recovery rates, each incoming debt
w
of v has at least as much payment in r as in r0 . Also, for a covered CDS δu,v
,
0
0
0
if ru ≥ ru and rw ≥ rw , then we have pz,v ≥ pz,v from the corresponding
auxiliary node z. This already implies av ≥ a0v . It only remains to show
that if ru > ru0 and p0u,v > 0, then the contracts from u to v indeed carry
strictly more payments, so we have av > a0v .
If the payment from u to v happens (partially) on a simple debt contract,
then this is straightforward: ru > ru0 implies a strictly higher payment on
any such contract.
If the payment happens on a CDS in reference to w, and the payment
0
becomes strictly larger in the solution r (e.g. because rw = rw
), then we
are again finished. This leaves the more involved case when the payment
0
on this CDS does not increase: this can indeed happen if we have rw > rw
,
and thus the liability on the CDS is smaller in r.
w
w
0
Hence assume that we have ru · δu,v
· (1 − rw ) ≤ ru0 · δu,v
· (1 − rw
). First
0
0
note that since ru > ru , this implies rw > rw . Let z denote the auxiliary
node for this CDS; we need to show that even though the payment on the
CDS did not increase, we still have az > a0z . For this, we need to show for
the sum of payments that
w
w
w
0
w
0
ru · δu,v
· (1 − rw ) + δu,v
· rw > ru0 · δu,v
· (1 − rw
) + δu,v
· rw
.
w
The definition of z allows us to conveniently remove the coefficients δu,v
from each term. We expand the brackets to obtain
0
0
ru + rw − ru · rw > ru0 + rw
− ru0 · rw
.
0
Adding −1 and reorganizing provides (1 − ru ) · (1 − rw ) < (1 − ru0 ) · (1 − rw
),
0
0
which indeed holds since ru > ru and rw > rw .

12.2.6

Hardness results for regular systems

We now discuss the proof of Theorem 9.31, i.e. that our hardness results
carry over to the case when each bank u has eu > 0.
Proof details for Theorem 9.31. We have already outlined that the main
idea is to consider a new pair of binary states at a bank v, where the two
states are represented by rv = 1 and rv = 12 . We can easily adapt the clean
branching gadget, the not gate and the or gate to this setting by adding
0.5 units of funds to the appropriate nodes. Recall that and gates can be
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replaced by a combination of not and or gates, and the cutoff gadgets are
not used in the base versions of our hardness proofs.
It remains to discuss the required changes in our more sophisticated
constructions.
Consider the system in Theorem 9.19 first. Fortunately, the nodes in the
control group do not cause any problem in this setting: we can change their
funds to some small value, e.g. eui = 0.1, so their recovery rates in the two
cases will be rui = 0.1 and rui = 1. This still ensures that an unsatisfying
2
0
assignment results in a total distance of at least 0.9 · 2N · m1/ , and thus
we can apply the same argument as before.
On the other hand, the branching gadgets in the generating group require
more attention. Note that we only want these gadgets to introduce a binary
choice when their source nodes receives funds, but otherwise, we want them
to have a single solution only. One can show that this happens if we provide
e.g. 41 funds to their source node: a clean branching gadget with es = 14 and
√
√
ex = ey = 21 indeed has only one solution (at rx = 14 + 3/4, ry = 1− 3/4).
On the other hand, if the source node receives 2 more assets, then it behaves
like a regular branching gadget as discussed above.
Theorem 9.22 is again a more involved case, since we have to adapt our
gadgets to the case of systems with loss. We discuss this construction for
α = β = 0.5. One can observe that we can again use the original clean
branching gadget, not gate and or gate with minor modifications: we now
set the funds of the corresponding nodes to 23 instead of 12 . This way,
when the nodes are in default, they only have a recovery rate of 13 after
applying default costs, so in this case, our binary states will be represented
by recovery rates of 1 and 13 .
Adapting the rest of the construction is a simpler task: we can set ev0 =
ev00 = 31 to ensure that the subsystem has two solutions rv0 = rv00 = 1 and
rv0 = rv00 = 31 , as discussed at the end of Section 9.3. We also set ew = 1.
Note that in the unhappy penalty gadgets, every node (except for the sink)
has funds already, so this requires no major modification; we only need to
scale up the weights of the CDSs to account for the fact that the lower
binary state is now represented by rv0 = 31 instead of rv0 = 0.

12.3
12.3.1

Details for Chapter 11
Binary counter construction

In this section, we describe the binary counter construction that proves
Theorem 11.10.
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Figure 12.17: Stable bit
gadget.
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Figure 12.18: Resettable version of
the stable bit gadget (the sink node is
split into two for a cleaner topology).

Stable bit gadget. One of the basic building blocks of this construction
is the so-called stable bit gadget, shown in Figure 12.17; we have already
applied the base idea of this gadget in the proof of Theorem 11.17. The
gadget consists of two nodes v1 and v2 , which have an outgoing CDS in
reference to each other. Note that if some external condition sets rv1 to 0,
then this results in rv2 = 0, even if we had rv2 = 1 before. Similarly, if
we change to rv1 = 1, then this results in rv2 = 1, even if we had rv2 = 0
before.
The key property of this gadget is that it allows us to ensure that banks
v1 and v2 remain in a specific state. Assume that we initially have v1 and
v2 in the state rv1 = rv2 = 1, and some event (i.e. the default of an external
node) creates another liability for v1 . This leads to rv1 = 0, and hence
rv2 = 0. However, after this point, even if the extra liabilities for v1 are
removed, the banks v1 and v2 do not return to their initial recovery rate,
but remain in this new state of rv1 = rv2 = 0 instead.
Hence if we add conditional assets and liabilities to both nodes of the
gadget, then activating these contracts will allow us to flip the state of the
bit to 0 or 1 as required, and then the gadget will store this state until the
next such activation. More specifically, consider the extended version of the
gadget in Figure 12.18. The default state of the external nodes z1 , z2 is
rz1 = 1 and rz2 = 1; in this case, v1 and v2 are in the same situation as in
Figure 12.17, so they retain their current recovery rates. However, if we set
rz1 = 0 and rz2 = 1, then this allows us to set the gadget to rv1 = rv2 = 1,
regardless of its previous state. Similarly, if we have rz1 = 1 and rz2 = 0,
then this allows us to set rv1 = rv2 = 0, regardless of the previous state.
Our construction ensures that after each such operation, the external nodes
z1 , z2 are returned to their default state rz1 = rz2 = 1.
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Thus the gadget essentially acts as a memory cell for storing a single bit,
which is modifiable through the recovery rates of external banks. Our main
construction will use such gadgets to store the current bits of the binary
counter, and apply these external operations to increment the counter to
the next value.
States and conditions. In order to ensure that the bits are changed in
the correct order for the incrementation, we create another set of gadgets
that capture the current state of the counting process, and allows us to
control the transitions between these states.
First, note that CDSs essentially allow us to describe specific conditions,
and ensure that an event only happens if these conditions are fulfilled. Assume that we have some nodes z1 , ..., zc and z10 , ..., zd0 , which are all binary
nodes in the sense that the system guarantees that they always have a recovery rate of either 0 or 1. Let us first analyze the left-hand component of
the system in Figure 12.19 separately; we will refer to this building block as
the condition gadget. In this gadget, node u has incoming CDSs in reference
to banks z1 , ..., zc , and outgoing CDSs in reference to banks z10 , ..., zd0 , and
an outgoing debt of weight c. Furthermore, we have another node w with a
liability of 1, and an incoming CDS in reference to u which has a weight of
c + 1.
The key property of this gadget is that it only allows rw = 0 if rz1 = ... =
rzc = 0 and rz10 = ... = rz0 = 1. That is, if all these conditions are fulfilled,
d
then u has c assets and c liabilities, thus ru = 1 and rw = 0. However,
if any of the nodes zi have rzi = 1, then u has at most c − 1 assets and
ru ≤ c−1
. This ensures that w receives a payment of at least 1c · (c + 1) ≥ 1,
c
thus avoiding default with rw = 1. Similarly, if any of the nodes zi0 have
c
rz0 = 0, then u has at least c + 1 liabilities and ru ≤ c+1
. This again means
i
1
that w gets a payment of at least c+1 · (c + 1) = 1, thus ensuring rw = 1
again.
Hence this gadget allows us to select a set of binary banks, and ensure
that w only goes into default if each of these banks have the desired recovery
rate. This allows us to control the transitions between a set of states, only
permitting entry into a state if a set of conditions is fulfilled.
We can combine this condition gadget with a stable bit gadget to obtain
our state gadget as shown in Figure 12.19. The state gadget ensures that a
specific set of conditions are fulfilled before allowing w to default. This then
sets the stable bit to 0, representing the fact that the execution is currently
in this state; we can then use bank v2 as a reference entity in the CDSs of
other condition gadgets to make some events dependent on the condition
that we are currently in this state. Once we exit the state, we can use the
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Figure 12.19: State gadget, obtained as the combination of a condition
gadget (left) and a variant of the stable bit gadget (right).
technique shown in Figure 12.18 to ensure that the state bit is set back to
1 again. Also, note that since the bit is stable, once we enter the state, the
bit remains set to 0 until it is artificially reset with this technique, even if
the entry condition of the state becomes false in the meantime (and thus w
updates back to rw = 1).
Hence the state gadgets will allow us to represent the execution of the
counting process through a set of states and transitions between these states,
with the next state always depending on our current state and possibly the
value of some other stable bits in the system (the bits of the counter, in our
current case). By defining the appropriate conditions (including a specific
previous state) for each state, we can ensure that the only valid ordering of
the system is an execution that follows these prescribed transitions between
the states.
Resetting the states. In order to guarantee that the system is only in
one state at any point in time, we also have to ensure that the resetting
operations are indeed executed after exiting a state (i.e. that rv1 and rv2 is
indeed updated to 1). Due to this, encoding the transition from a state s1
to another state s2 becomes a nontrivial task. The natural approach would
be to enforce the resetting of s1 by including these updates in the entry
condition of s2 . However, recall that the entry condition of s2 also requires
that s1 is active (as a preceding state), so this makes the entry condition
of s2 contradictory, hence impossible to fulfill. On the other hand, after
entering state s2 , there is no straightforward way to verify the resetting of
s1 anymore; furthermore, the system already has two active states at once
in this case.
In order to solve this problem, we take each state s of our original system
design, and replace it by three consecutive state gadgets entrys , resets
and exits , known as the entry phase, resetting phase and exit phase of s.
State entrys will have the same entry conditions as the original state s did,
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and any other state that was previously following state s will now follow
after state exits . The entry condition for states resets and exits will
be that we are currently in states entrys and resets , respectively. Thus
instead of passing through state s, the execution will pass through all 3
phases of s in this predefined order in our modified system.
The key idea is that the three classes of states will reset each other in
a round-robin fashion throughout the execution. State resets will provide
new assets to the nodes v1 and v2 of state entrys , thus resetting their
recovery rate to 1. Then state exits will have it as an entry condition that
the value of the banks w, v1 and v2 of state entrys are all set to 1. This
ensures that exits is indeed only reached when all recovery rates in entrys
are set back to their initial value. This way we can make sure that when the
execution leaves exits and enters the state entrys0 of the following state
s0 , then the state s is not considered active anymore.
In order to ensure that resets and exits are also reset to inactive, we
execute the same steps in any two succeeding states for both of them. That
is, we ensure that exits will provide new assets to reset the stable bit of
resets (in the same fashion that resets does this for entrys ), and we
ensure that in any original state s0 succeeding s, the state entrys0 has in
its entry condition that banks w, v1 and v2 of state resets are all set to 1
(in the same fashion that exits does this for entrys ). Similarly, in order
to ensure that exits is reset to inactive, we take every original state s0
succeeding s, and in entrys0 we provide new assets to reset the stable bit
of exits , while we require in the entry condition of resets0 that banks w,
v1 and v2 of exits are set to 1.
Hence by representing each logical state by three consecutive state gadgets, we can ensure that any ordering of updates is indeed forced to reset
each state to inactive when leaving the state and entering the following one.
Note that this method results in a higher number of entry conditions for
each of our state gadgets, but this has no effect on the overall construction.
Furthermore, we point out that the reason to have at least three such classes
is to avoid the situation when a state gadget investigates its own banks in
its entry condition, which could lead to undesired behavior.
Technical details of managing states. While this already describes
the general technique of using state gadgets, there are still several details to
discuss for completeness.
One such example is the handling of bank w in the state gadget: note
that this bank is slightly differently from v1 and v2 in the sense that it does
not receive extra assets to be reset, but its resetting is still checked as a
condition in exits . This is because when state resets is reached, then the
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exit state exitŝ of the previous state ŝ has already been reset to inactive,
which means that the entry conditions of entrys are not fulfilled anymore.
c
This allows us to update ru to a new value of ru ≤ c+1
, which then allows
us to set rw = 1, and indeed enter exits . Hence by not explicitly resetting
w but still checking in exits that w is reset, we can ensure that bank u of
state s is also reset to its initial state of ru ≤ 1, and thus the s state can
only be reactivated if the entry conditions are fulfilled again at some point.
Furthermore, note that while our construction mostly requires us to
implement logical and relations in the entry conditions of state gadgets,
we occasionally also have to implement a logical or. One such case is
the central state of our binary counter which will have multiple different
preceding states, i.e. there are multiple states that finish by enabling this
state as the next one; to activate this state, we only require one of the
preceding states to be active, and not all of them. In this specific case, it is
rather simple to insert this or condition into our state gadget: we simply
add an incoming CDS in reference to each of these preceding states, but
we still select the weight of the input CDS of w based on the original c
value, i.e. as if there was only one preceding state. This way u receives a
payment of 1 if we are in any of these preceding states (and the remaining
conditions are fulfilled), and since we can not have two active states at the
same time, these extra CDSs will always only result in a payment of 0 or
1 for u altogether. In a more general setting (e.g. if we want to encode
different further conditions for different predecessor states), we can create
a separate transition state for each such condition, and then use the same
method to set these transition states as predecessors.
Finally, our analysis has so far assumed that inactive states gadgets have
recovery rates of ru < 1 and rw = 1, and we discussed how we can maintain
this invariant throughout the process. However, we also have to ensure this
when initializing the construction; since we initially begin with ru = 1, the
node w of any state gadget could already report a default in the initial time
step, even though the entry conditions of the state are not satisfied.
For this initialization step (i.e. achieving ru < 1 in each state gadget),
we introduce a special node y0 whose default indicates that the system has
already been initialized, i.e. that ru < 1 in each state gadget. Then we
slightly modify the state gadgets such that the outgoing debt from node w
is replaced by a CDS in reference to y0 ; this way no w can update before
all the banks u are initialized, but after we set ry0 = 0, the recovery rate
of y0 will never change, and thus the outgoing contract of each node w will
behave as a simple debt for the rest of the process.
To ensure this behavior, it suffices to add a starter node y1 with an
outgoing CDS in reference to each u, and carefully choose ey1 such that y1
only goes into default if each bank u has executed an update. Then we can
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Figure 12.20: Illustration of the main states of our binary counter system.
include y0 in a stable bit gadget with another node y00 , with y00 also having
an outgoing CDS in reference to y1 . This system can only begin with all
the state gadget nodes u executing an update. The slight default of u then
also sends y00 , and then y0 into default; since y0 has no way to reverse this,
it will remain in default indefinitely. We can then use the default of y0 as
the trigger condition for the first real state of our counting process.
Overall construction. Given the tools to represent states, bits and conditions, the construction of the binary counter becomes straightforward. Let
us introduce a parameter k such that k = Θ(n). We create k distinct stable
bit gadgets that represent the k bits of a counter, which will count from 0 to
2k −1. We also add a set of state gadgets which control the counting process.
More specifically, we add an idle state to capture the state between two
consecutive incrementations. Furthermore, for each bit of the counter (i.e.
each i ∈ {1, ..., k}), we add two states that describe the incrementation of
the ith bit, and we call them enablei and donei . The states of our process
are illustrated in Figure 12.20.
For enablei , the entering condition is that the process is currently in
the idle state, and that this is indeed a valid next incrementation of the
counter, i.e. that the bits at positions 1, ..., i − 1 are all set to 1, and the bit
at position i is set to 0. When entering enablei , we ensure that this state
sets the bits at positions 1, ..., i − 1 to 0, and it sets the bit at position i
to 1. The entering condition of the donei state is that all of these updates
are indeed executed, and thus the counter is indeed correctly incremented.
From the donei state, we lead the execution back to the idle state without
any condition.
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Thus the financial system indeed has essentially only one possible ordering, aside from the fact that we are free to choose the order of updating
the bits of the counter in each incrementation. In this single ordering, the
system works as a binary counter: in the idle state, the only valid next
step is to always execute the next incrementation on the counter. Since the
construction consists of only O(k) different gadgets, each having only O(1)
nodes, this indeed allows for a choice of k = Θ(n), and thus the counting
process indeed lasts for at least 2Ω(n) steps (note that this also holds if
we only count defaulting steps, i.e. when a bank v updates from rv = 1 to
rv < 1). Once all the bits are set to 1, there is no next state that the process
can enter from the idle state, so the system indeed stabilizes eventually.
As a technical detail, note that we must also ensure that the process
begins in the idle state. This can be ensured by adding a further state
init and a further stable bit gadget with this state. The state init can
be entered if this stable bit is set to 1 (and the initialization node y0 has
already defaulted), so it will be the only state that the process can enter in
the beginning. We allow the process to also enter the idle state from init.
However, within the init state, this stable bit is set to 0, and the system
does not provide a way for this stable bit to ever be reset to 1; hence the
init state cannot ever be entered again, and thus it plays no role after this
point.
Furthermore, note that for the simplest implementation, we can consider
the counter bits to be 1 when the nodes of the stable bit are in default, and 0
when they are not in default: this ensures that the initial state of the system
(when every bank has a recovery rate of 1) is indeed a valid initialization
of our construction. Otherwise (if we want the 0 bits to be represented by
defaulting bit gadgets), we can use further initial states to ensure that each
stable bit is initialized to the desired value before the process first enters
the idle state.
Recall that, as discussed before, each state in our description will in
fact be split into three consecutive states to ensure that resetting is always
executed. However, this only increases the number of state gadgets in our
system by a constant factor, and thus it has no effect on our analysis.

12.3.2

Best defaulting strategy for a single bank

We now discuss the proof of Theorem 11.19, i.e. that finding the best
defaulting strategy (the best time to report a default) for a single bank
is an NP-hard problem. We combine the binary counter construction of
Section 12.3.1 with the MAXSAT reduction technique to show that any
efficient algorithm that finds the best time to report a default would also
provide an efficient solution to MAXSAT.
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Overall idea. The main idea of our construction is to create a binary
counter system where each counter bit represents one of the variables of
our input MAXSAT formula. The counting process then corresponds to
enumerating all the 2N possible value assignments to the variables.
We then add a further node v to this system that wants to find the best
time to report its own default. This bank v will only have an opportunity
to report a default in the idle state of the counter, i.e. exactly once for
each of the 2N possible assignments. When v reports a default, this will
immediately stop the counting process, thus fixing the value of the N stable
bits to their current value forever. Then for each clause of the formula,
we add a clause variable that defaults exactly if at least one of the bits
corresponding to the literals in the clause are set to true (but only after the
counting has stopped). Finally, we ensure that for each such clause node,
bank v receives a unit of payment through an incoming CDS.
This results in a construction where, by choosing a time to report its
default, v can essentially select a value assignment to the variables, and the
final amount of assets received by v will be determined by the number of
satisfied clauses under this assignment. Thus selecting the best defaulting
time for v is equivalent to selecting the best assignment for MAXSAT, which
completes the reductions.
Note that the behavior of the binary counter system is completely predictable, since it only has essentially one valid ordering of updates, but it is
still NP-hard to find the optimal defaulting time for v. This implies similar
hardness results in more general systems that have multiple different orderings: it is still NP-hard to find the best defaulting time if we, for example,
assume that the remaining part of the systems follows the ordering that is
the most/least beneficial for v.
Furthermore, we note that in order to simplify our clause gadgets, we can
easily extend the binary counter construction by a negated version of each
of the N stable bits, which are similarly set and checked in the enablei
and donei states. This step essentially provides another counter that is
counting backwards from 2N − 1 to 0 simultaneously to our original counter,
without having any effect on the magnitude of the number of nodes. More
importantly, in our case, it provides convenient access to the negation of
each of variable; with this, we can directly check the value of any literal in
the clauses of the formula.
Technical details. Consider the bank v for which we want to find the best
defaulting strategy. In order to ensure that v can only report a default when
the counter is in the idle state, we simply add an outgoing CDS of weight 1
to v (and select ev = 0). Then similarly to the design of a state gadget, we
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connect v to a stable bit gadget on banks w1 and w2 such that the default
of v will lead to the default of both w1 and w2 (i.e. ew1 = ew2 = 0, and w1
has outgoing CDSs in reference to v and w2 , while w2 has an outgoing CDS
in reference to w1 ). Then w1 and w2 can never return from this default; this
will ensure that even after v receives extra assets in the future, the counting
still does not continue.
More specifically, the outgoing CDS of v is in reference to bank v2 of the
entryidle state; since this bank defaults every time when the idle state is
visited, v indeed has the opportunity to report a default at each of the 2k
counting phases. Then in the exitidle state, we add it as a condition that
both rv = 1 and rw2 = 1; this ensures that after v defaults, the counter
can never enter the exitidle state again, so the counting indeed stops at the
current value.
Furthermore, for each literal of the formula (i.e. each variable and its
negation), we create a node that defaults in this final state if the literal is
set to true. That is, given a literal `i (a variable or its negated version), we
add a bank `i representing this literal. This bank `i has an outgoing CDS in
reference to w2 , and an incoming CDS in reference to the stable bit gadget
in the counter that represents the negated version of `i . This implies that
(i) the bank `i can only go into default once v has reported a default and
the counter was stopped, and (ii) in this case, it goes into default exactly if
the literal `i is set to true in the chosen assignment.
Then for each clause ci of the formula, we simply add a bank representing
ci , and draw an outgoing CDS from ci for all the banks `i that correspond
to a literal included in the clause. As such, ci is in default exactly if at least
one of the literals in the clause is true.
Finally, for each such clause node ci , we add an incoming CDS to v in
reference to this bank ci . With this, the incoming assets of v equal the
number of satisfied clauses under the chosen assignment. Furthermore, we
add another incoming CDS in reference to w2 in order to compensate for the
outgoing CDS that allows v to default. With this, the total payoff of v in
the final state (the difference of its assets and liabilities) is indeed equal to
the number of satisfied clauses in the formula. Hence the best outcome for
v is indeed the assignment where the maximal possible number of clauses
are satisfied, which is NP-hard to find.
Altogether, whenever v reports a default, the connected stable bit is
set to 0, and the counting stops permanently. After this point, the literal
gadgets corresponding to true literals will have to report a default eventually,
followed by the appropriate clause gadgets. Hence the system will indeed
eventually stabilize in the state where v receives all the payments for the
clause gadgets, so its assets in the final state are indeed defined by the
quality of the MAXSAT assignment. This completes our reduction.

CHAPTER 12. TECHNICAL DETAILS (PART II)

12.3.3

271

Financial networks as a model of computation

We now make a detour to briefly discuss how financial systems can behave
as a model of computation. While this is not very relevant for the analysis of
real-world financial networks, it is still an interesting aspect of our reversible
model from a theoretical perspective.
First of all, note that we have only considered financial networks with
finitely many banks; as such, in our base model of these systems, we cannot
hope to model a general Turing machine (TM) with an infinitely long tape.
Therefore, we only discuss how our networks can model a Turing machine
which only has a finitely long tape (also known as a linear bounded automaton). We point out that generalizing our constructions to the infinite case
would not be as straightforward as to simply allow infinitely many banks
and contracts in the network. For example, in our binary counter or in
the TM simulation design below, this generalization would lead to infinitely
many state gadgets, and the initialization of these gadgets would already
require infinitely many updates in the beginning, thus not allowing the main
part of the process to begin after a finite amount of steps.
Recall that the main tools for simulating a TM have already been introduced in the binary counter construction: state machines were explicitly
discussed and used in the counter, and the stable bit gadgets are a natural
candidate to simulate the tape cells of a TM over a binary alphabet. Note
that for a very simple and crude encoding of the TM, the stable bit gadgets
are not even needed: since a TM with a finite tape can only have finitely
many valid configurations (in terms of current state, tape content and tape
pointer position), we can encode the transitions between these configurations as a finite automaton, and build this state machine using our state
gadgets.
However, a much more elegant way of modeling a Turing machine with
our systems is to indeed use stable bits as tape cells, and encode an addressing mechanism on the tape. That is, besides our financial subsystem
representing the state machine part of the TM, we also create a binary
counter which stores the position of the TM pointer of the tape; when the
pointer is moved to the left or the right in a transition from one state to
another, we simply increment or decrement the value of this counter.
Then in an auxiliary state following the transition, we can use the value
of the counter and the content of the tape to copy the content of the currently
chosen tape cell to a specific stable bit gadget. That is, for each cell c of the
tape, we have two specific states readc,0 and readc,1 that are only entered
as a next step if the counter value currently points to c; state readc,0 is
activated if the stable bit gadget of c is currently set to 0, while readc,1
is activated if c is set to 1. We use this extra state to copy the content
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of the cell to a specific stable bit gadget, and then we only make our next
transition in the state machine based on the current logical state and the
value of this single stable bit (as in case of a Turing machine).
We can use a similar technique for overwriting the value in the current
cell: we add two auxiliary writing states writec,0 and writec,1 for each
cell c, and based on the value of the counter and the bit we want to write,
only one of these states gets activated. This state then copies the desired
bit value to the corresponding stable bit gadget of the tape.
Note that this more sophisticated simulation method still requires a separate state for each cell of the tape. However, for a state machine of s
states and an available tape of length m, this approach can be implemented
with O(s) banks in the state machine, O(log m) banks in the counter, and
O(m) banks for the stable bit gadgets and auxiliary states of the tape cells;
in contrast to this, the crude approach has a O(s · m) factor in the total
number of banks. Even more importantly, this simulations method allows
us keep the banks modeling the state machine and the banks modeling the
tape separately, thus providing a much cleaner representation of the Turing
machine in our systems.

12.3.4

A note on further possible sequential models

In Chapter 11, we have studied two different sequential models of our financial networks: the reversible model (which allows banks to return from a
default if they acquire new assets) and the monotone model (which guarantees an eventual stabilization for any ordering in any network). Since both
the reversibility of defaults and an eventual stabilization of the network are
realistic properties in real-world financial systems, it is a natural idea to try
to obtain an even more accurate sequential model by appropriately combining these two settings. For example, the financial framework could ensure
that the liability freezing rule is applied on a bank if, for example, it already
has to report a default for the third time. Alternatively, a financial authority could actively monitor the network to look for infinite cycling patterns,
and enforce liability freezing in specifically chosen situations. We leave it to
future work to explore a more complex (and possibly more realistic) line of
models in this direction.
Note that our discussion of sequential models is not exhaustive; there
are various further changes we can execute to model the sequential process
slightly differently. While these alternative models may come with some
convenient properties, the changes often also introduce new undesired side
effects into the model.
For a simple example of such an alternative model, assume that the financial industry is aware of the heavily dynamic behavior of payment obliga-
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tions on CDSs in these networks, and thus the authorities decide to measure
the assets of a bank by estimating an expected incoming payment on CDSs.
That is, we select a global constant µ ∈ [0, 1], and given a CDS of weight δ
from u to v (in reference to w), we define the incoming assets of bank v on
this CDS as µ · δ · ru , regardless of the (dynamically changing and possibly
inaccurate) current value of rw .
One clear disadvantage of this slightly simpler model is that defaults
can easily remain undetected in the system. E.g. in the branching gadget of
Figure 11.2, a choice of µ = 1 will mean that neither of the two banks ever
report a default, since they can both fulfill their obligations in a possible
best-case situation. On the other hand, the survival of both u and v can
never be an equilibrium, since neither of them receives any assets, and thus
it remains undetected that either u or v should be in default in any “reasonable” outcome. Similarly, a choice of µ = 0 will force both u and v to report
a default with ru = rv = 0, even though this is not a realistic outcome in the
network. While the choice of µ ∈ (0, 1) seems like a reasonable compromise,
it can actually lead to both of these problems (both undetected and false
defaults) in practice, and as such, it does not allow an accurate analysis of
the network.

Part III

A Brief Detour: Pebble Games

274

Red-Blue Pebbling

13

Finally, we briefly study another type of propagation phenomenon in networks. This time, the subject of our study is computation itself: we want to
understand the optimal way to execute a complex computational operation
with many interdependent values.
Such a computation can be modeled as a directed acyclic graph (DAG),
where the source nodes correspond to the inputs of the computation, and
sink nodes correspond to the outputs. Each further node of the DAG represents an intermediate value of the computation, and the input edges of a
specific node v always specify the set of previous values that are required
for the computation of the variable v.
In order to model a computation on such a DAG structure, related work
has come up with the notion of pebble games. In this setting, we place socalled pebbles on some nodes of the DAG to indicate that the corresponding
value is already computed and saved in memory. We can then extend this
model to using pebbles of different color in order to model more complex
aspects of this computational process.
In particular, this chapter focuses on so-called red-blue pebble games,
which were developed to model the I/O cost of a computation in a twolevel memory hierarchy. This is indeed an important application area: e.g.
while machines usually have sufficient slow memory (e.g. RAM) to store all
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intermediate values of a computation, fast-access memory (e.g. cache) in
machines is often heavily limited. Alternatively, the red-blue pebble game
can also model other fast/slow memory combinations, e.g. main memory
vs. disk, or different levels of cache.
With a limited amount of fast memory, a machine could be forced to save
some intermediate values of a complex computation in slow memory, and
later retrieve these values when needed. However, moving values between
fast and slow memory is a costly operation; in fact, this is often known to
be the bottleneck of a computation. Hence minimizing the required number
of transfers between fast and slow memory is a crucial problem in many
application areas, with High-Performance Computing being a prominent
example [86]. As such, red-blue pebble games are yet another example for
a playful theoretical question that is also highly relevant in practice.
In a red-blue pebble game, we can place two kinds of pebbles on the
nodes of our DAG: red pebbles correspond to values saved in fast memory,
while blue pebbles denote values saved in slow memory. To compute a
specific node v of the DAG, we need to have all of its inputs available in
fast memory, i.e. have a red pebble on all the nodes that have an edge to v.
When pebbling a DAG, we assume that initially none of the nodes contain a pebble. Then computation happens through repeatedly applying the
following steps:
1. Move to fast memory: replace a blue pebble by a red one at any node.
2. Move to slow memory: replace a red pebble by a blue one at any node.
3. Compute: if all input nodes of a node v already have a red pebble, then
place a red pebble on node v.
4. Delete: remove a (blue or red) pebble from any node.
A pebbling is a sequence of these steps where in the final state, each sink
node of the DAG is computed, i.e. it has a (blue or red) pebble on it. We
interpret Step 3 to always allow placing a red pebble on a source node, since
it has no inputs at all; thus a pebbling can always begin by applying Step 3
on the source nodes of the DAG.
The cost of a pebbling is defined as the total number of transfer operations (Steps 1 and 2) executed throughout the process. Steps 3 and 4 are
considered free in this basic setting, but they do incur some cost in more
refined model variants.
The aim of the pebbling problem is to model the time-memory tradeoff,
i.e. to help us understand the cost of a computation when fast memory is a
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limited resource. To achieve this, we consider a parameter R, and we limit
the legal pebblings such that at any point in the process, there are at most
R red pebbles placed on the nodes of the DAG. The pebbling of a DAG may
be cheap for a larger R value, but it can become significantly more costly if
the number of available red pebbles is reduced, so this indeed allows us to
study a time-memory tradeoff.
Given a specific number of red pebbles R, the goal of pebbling is to pebble
the graph at the lowest possible cost C. Formally, the decision version of
the Pebbling problem is as follows: given an input DAG and integers R
and C, does there exist a pebbling of the DAG with R red pebbles and cost
at most C?
We refer to the above defined setting as the base version of the problem.
In the related literature, other versions of the problem have also been introduced, in order to make the problem computationally more feasible and/or
theoretically more interesting; however, the connection between these variants remained unclear.
We begin with an overview of the different model variants in Section 13.3,
and an analysis of their relation to each other. Furthermore, we also study
compcost, a novel red-blue pebbling variant, and we argue that compcost
is a more realistic model than the previous ones. We also discuss how the
time-memory tradeoff of a pebbling can behave in general in these models.
We then present a proof of NP-hardness for all of these pebbling variants,
through a reduction from the Hamiltonian Path problem. Note that NPhardness in some of the models was already known before [26]; however, our
new reduction provides a notably simpler proof of this result.
As pebbling is an NP-hard problem with relevant applications, it is a
crucial question if the problem can be tackled with approximation algorithms or heuristic methods in practice. Our main contributions are novel
insights into the limits of these approaches. In Section 13.6, through a reduction from Vertex Cover, we show that oneshot red-blue pebbling cannot
be approximated to any factor less than 2 if the unique games conjecture
holds. Finally, in Section 13.7, we analyze the natural greedy strategies for
the problem, and show that the solutions they return can be significantly
worse than the optimum cost; as such, we cannot expect these algorithms
to guarantee a good approximation ratio.

13.1

Related Work

The introduction of graph pebbling problems dates back to the 1970s, with
the most studied variants being the standard pebble game (modeling computational time-memory tradeoffs in general), and black-white pebbling (which
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also introduces non-determinism into this model). Among the earliest results on the topic is the PSPACE-completeness of standard pebbling [44],
a wide range of results on the time-memory tradeoff in these pebbling
games [51, 62, 75], and a characterization of the difference between the two
settings [5, 56]. Some further complexity and inapproximability results on
these games are available in [25], [83] or [7].
In contrast to standard pebbling, red-blue pebbling allows us to save
previously computed values (by using blue pebbles), and hence it allows to
model the I/O complexity of a computation. Red-blue pebble games were
also introduced in the 1980s by Hong et. al. [53], who mostly discussed the
resulting time-memory tradeoff for some specific computational tasks. A
thorough investigation of the red-blue pebble game has recently been conducted by Demaine and Liu in [26]. Their study shows that the base version
of red-blue pebble games is PSPACE-complete, through a reduction to the
standard (black) pebbling game. They also show that without deletions,
the problem is NP-complete and W[1]-hard in the maximal cost allowed.
Besides this, the result of Carpenter et. al. studies red-blue pebbling
in the oneshot model, presenting an approximation algorithm with a cost
of at most O(opt(R) · log3/2 n) and the use of at most O(R · log3/2 n) red
pebbles [19], where opt(R) denotes the optimal pebbling cost of the DAG
with R red pebbles. The same paper also discusses a natural generalization
of pebbling to multi-level memory hierarchies, i.e. hierarchies with more
than 2 levels.
The work of [14] reduces the study of bandwidth-hard functions to redblue pebbling problems, and introduces a model that is similar to our compcost variant. However, in this new model, the authors only show that the
problem still remains NP-hard.
Close-to-optimal pebbling strategies on special classes of graphs, motivated by financial applications, are described in [72,78]. In [32], the authors
analyze a decomposition technique on DAGs that allows to derive lower
bounds on the pebbling cost of specific computational tasks in the oneshot
model. Finally, the work of [33] discusses a generalized version of red-blue
pebbling (with multiple “shades” of red pebbles) in order to model a parallel execution on multiple processors. Furthermore, [33] also presents some
lower bounds for the pebbling cost of well-known numerical algorithms.

13.2

Basic properties and observations

Straightforward bounds. We first discuss some basic properties of pebbling. We use n to denote the number of nodes in the DAG, and ∆ to denote
the largest indegree.
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Figure 13.1: Transformation for ∆ = O(1): replacing the target node of
an input group by h distinct layers.
First, note that a computation of a node v with indegree din requires
din +1 red pebbles: 1 pebble at v, and din more at v’s input nodes. Therefore
if R < ∆ + 1, a pebbling is not possible at all. Conversely, if R ≥ ∆ + 1,
a valid pebbling always exists: we can simply take a topological ordering of
the DAG, and always compute the next vertex v of the ordering (through
Step 3) by moving the red pebbles to the inputs of v, and changing all red
pebbles to blue in every other node of the DAG. Hence in the following, we
always assume R ≥ ∆ + 1.
Furthermore, the optimal pebbling cost of any DAG is at most (2∆+1)·n
[26]. Following the greedy strategy outlined above, the computation of each
new node requires at most ∆ + 1 instances of Step 2 (making ∆ + 1 red
pebbles available), and then ∆ instances of Step 1 (making the inputs of the
next computable node red). This sums up to a cost of (2∆ + 1) · n over the
whole process.
Constant indegree. The main idea behind most of our DAG constructions is to have specific node groups (so-called input groups) of size R − 1,
which are all inputs of a specific target node t. This simplifies the analysis
of pebbling significantly, since each such target t can only be computed by
using all the available red pebbles; thus we do not have to discuss which red
pebbles to move to the inputs of t, or where the leftover red pebbles are in
the DAG. An optimal pebbling strategy in such DAGs comes down to the
order in which we visit these input groups, i.e. the order of computing the
target nodes.
However, this approach often requires large input groups, and hence a
large ∆. This is in heavy contrast with most application areas, where it
is reasonable to assume that ∆ = 2 or 3. Previous results on red-blue
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pebbling often also assume that ∆ = O(1) [26]. Hence, we also describe a
transformation technique which shows that each of our results also hold for
DAGs with constant indegree.
The main idea of this technique is to use the gadget shown in Figure
13.1, and increase the number of available red pebbles to R0 = R + 1. In
order to compute all nodes in this gadget, all the R − 1 nodes on the left side
are repeatedly needed. Besides this, we always need 2 red pebbles in the
layers of the gadget to compute the next node. Hence, if we were to use less
than R + 1 red pebbles to pebble the gadget, then red pebbles would have
to be moved around among the R − 1 left-side nodes repeatedly, summing
up to a cost which is proportional to the length h. If h is high enough, then
this results in an unreasonably high cost for pebbling the gadget.
Thus the gadget has indegree 2, but it achieves the same goal as our
original input group: it practically forces us to place R − 1 red pebbles in
the left side of the gadget at some point, in any reasonable pebbling. In
Section 13.8, we describe this transformation in more detail, and discuss
how to adapt each of our constructions to the ∆ = O(1) case.
Previous works have often used a pyramid gadget pyramid gadget [26,44,
72] to reduce the indegree; this also requires a high number of red pebbles
to pebble with minimal cost, while still having ∆ = O(1). However, if the
number of red pebbles is reduced by 1 for a pyramid, the increase in cost
is only 2, whereas in our gadget, taking a single red pebble away already
increases the cost dramatically. This is a key property for a simple analysis
in our proofs.
Computing the source nodes. We also have to discuss the source nodes
of the DAG separately, since the reasonable way to model these nodes might
vary by application area. In some practical computations, there are numerous input values, which thus naturally have to be stored in slow memory
initially, and loading them into fast memory adds an inherent cost to the
computation. In other cases, the computation inputs (i.e. source nodes)
might be trivial values that can be calculated at practically no cost.
Our definition of the base model describes the second setting: we assume
that a red pebble can be placed on the source nodes freely at any point.
However, with a minor modification, we can also model the first setting
in our base model. We achieve this by adding a so-called hard-to-compute
(H2C) gadget in front of each source node v of the DAG. The gadget is
shown in Figure 13.2.
The main idea of the H2C gadget is that all R red pebbles are required to
compute any of the starter nodes u1 , u2 or u3 . Hence when computing the
last of these 3 nodes, the previous 2 must already be computed and turned
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Figure 13.2: The hard-to-compute (or H2C) gadget.
to blue. These 2 nodes then have to be loaded back from slow memory in
order to compute v. This implies that computing v indirectly requires at
least 4 transfer operations, and thus it now has a constant cost of 4 (the
fact that this cost is 4 instead of only 1 does not matter asymptotically).
In order to ensure this inherent cost for every source node, we do not
need an entirely separate copy of the H2C gadget for each source node.
Instead, the node s and the group B of R − 1 nodes can be common in all
the distinct H2C gadgets added for the distinct source nodes, and we only
need to instantiate the three starter nodes u1 , u2 , u3 separately for each
source v. This way, we add 3 extra nodes for every source of the DAG, and
a further R extra nodes to the DAG altogether. This does not change the
magnitude of the number of nodes, and thus it also does not affect any of
our constructions in this chapter.
Disabling the recomputation of nodes. Besides modeling an inherent
cost for source nodes, there is another important application of the H2C
gadget. In particular, we widely use the gadget in our constructions to
ensure that specific nodes are costly to recompute if they are ever deleted
during a pebbling.
Consider the H2C gadget after the node v has been computed. Once the
red pebbles are moved away from the starter nodes of v, turning the starters
red again costs 3, while recomputing them from scratch costs at least 4. In
contrast to this, if we simply turn v blue after it has been computed, and
then red again when needed, this only has a cost of 2. Thus having computed
v once, a reasonable pebbling will never delete the pebble from v (until its
very last use), but always save v to slow memory and transfer it back later
instead. Therefore, the H2C gadget can also be used to indirectly ensure
that some nodes are never deleted and then recomputed later, but always
saved with a blue pebble instead.
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Small number of source nodes. In some applications, we might also
want to restrict ourselves to DAGs with constantly many source nodes; we
point out that our results also hold under this restriction. Given any DAG
construction, we can easily adapt it to this setting by adding a single new
source s0 , drawing an edge from s0 to every other node of the DAG, and
increasing the number of available red pebbles to R0 = R + 1. Since s0 is
now required for every computation, a reasonable pebbling never removes
a red pebble from s0 , which leaves R red pebbles to pebble the rest of the
DAG as in the original case. Thus the addition of s0 results in a DAG with
essentially the same behavior as before, but only a single source node.
Initial and final state of a pebbling. Different papers on the topic have
slightly different definitions for the starting or finishing state of pebblings.
For example, some papers assume that source nodes of the DAG have to
be computed explicitly (as in our case), while others assume an initial blue
pebble on sources. Similarly, some require a pebble of any color on the sink
nodes in the finishing state (as in our definition), while others explicitly
require a blue pebble on sinks. With a few simple observations, one can
show that these different variants of the problem definition are essentially
equivalent for our purposes, and thus our results also hold in these slightly
different settings. We briefly discuss this in Section 13.8.

13.3

Models of red-blue pebble games

While the base variant of the red-blue pebble game was the first to be
defined, most of the related work studies different versions of the game.
The base version allows us to use Steps 3 and 4 any number of times at
no cost, and hence it might compute nodes through a very long sequence of
deletion and recomputation steps in the optimal strategy. Because of this, it
is possible in the base version that any optimal pebbling of a DAG consists
of superpolynomially many steps, but still has low (possibly zero) cost.
Regarding practice, this is unrealistic, since computation clearly has
nonzero cost. Regarding theory, it places the problem outside of NP (unless
NP=PSPACE) [26], since any optimal sequence of steps might be too long
to verify; this makes the problem undesirably hard. Thus, related work has
often diverted from the base version, introducing minor changes to ensure
that (i) the model makes more sense practically, and/or (ii) the problem is
actually in NP.
One such variant is the oneshot red-blue pebble game (also known as
red-blue-white pebbling), where Step 3 can be executed on each node at most
once throughout the pebbling. This rule directly forbids recomputation. As
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Model

Blue
to red

Red to
blue

Compute

Delete

Description

base

1

1

0

0

oneshot

1

1

0, ∞, ∞, ...

0

nodel

1

1

0

∞

compcost

1

1



0

Baseline model
Each node only
computable once
Pebbles cannot
be deleted
Computation also
has a cost of 

Table 13.3: Summary of the cost of operations in different models.
we will see in Lemma 13.5, this already ensures that any optimal pebbling
consists of O(∆ · n) steps, so the problem is in NP.
Another variant considered in [26] is the red-blue pebble game with no
deletions (nodel), where Step 4 is not available. Step 3 still allows us to
replace a blue pebble by a red one if all inputs contain a red pebble, so this
variant of the game does allow recomputation. However, we cannot simply
delete a red pebble when it is not needed, and recompute it later at no
cost, as in base; instead, we have to replace it by a blue pebble temporarily
(using Step 2), which incurs a cost of 1. Hence, the model ensures that the
recomputation of a node has an indirect cost, disallowing the exponentially
long but cost-free deletion-recomputation sequences in the optimal pebbling.
It was already shown in [26] that nodel pebbling is NP-complete, through
a reduction from Positive 3-in-1 SAT.
In nodel, the fact that pebbles cannot be deleted from nodes means that
at least n − R nodes have to become blue by the end of the process, and
thus the cost of any pebbling is at least n − R. As R is usually significantly
smaller than n (we can assume R = o(n)), this shows that the minimal
cost of a pebbling is in the magnitude of n. Since the maximal cost of any
pebbling is (2∆ + 1) · n (as shown in Section 13.2), this means that the cost
difference between any two pebbling strategies differs by at most a small
(2∆ + 1) factor in nodel. One the other hand, the oneshot model might
allow the cost of a pebbling to go down to as low as 0, so strategies can
generally differ by a much larger factor. This makes the oneshot model
the most interesting model variant from a theoretical perspective.
However, a red-blue pebbling variant should not only be theoretically
interesting, but also practically useful. The base model does not model
practice well, as it allows exponentially long chains of free recomputations.
Both the oneshot and the nodel model aim to provide a more realistic
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Model

Cost of optimal pebbling

Length of optimal pebbling

base

∈ [0, (2∆+1)·n]

Up to ω(poly(n))

oneshot

∈ [0, (2∆+1)·n]

O(∆·n)

nodel

∈ [n, (2∆+1)·n] [26]

O(∆·n)

compcost

∈ [·n, (2∆+1+)·n]

O(∆·n)
Ratio of greedy
to optimum

Model

Complexity

base

PSPACE-complete [26]

oneshot

NP-complete

Ω(n1/6 )
e (√n)
Ω

nodel

NP-complete [26]

Large Θ(1)

compcost

NP-complete

Large Θ(1)

Table 13.4: Summary of the basic properties of different models, and our
results. The inapproximability result is not shown in the table, because it
only applies to the oneshot model. Recall that the lower bound on the
optimum cost in nodel and compcost are both only asymptotic, assuming
that R (in nodel) or the number of source nodes (in compcost) is in o(n).
model of pebbling. Step 3 being free is somewhat motivated, as computing
a value (from inputs in cache) is usually much faster than moving a value
between fast and slow memory (Steps 1 or 2). Thus in some cases, using
recomputation steps may indeed be the most efficient way to execute a sequence of computations. Since recomputation is not allowed in the oneshot
model, the oneshot model does not allow as much freedom as one would
hope. Similarly, the nodel model forces us to save every intermediate value
into slow memory instead of simply allowing to delete it, so it also restricts
our action space unnecessarily.
Consequently, we also discuss a new red-blue pebbling variant, which
we believe to be more realistic than the previous ones. In the compcost
model, the setting is the same as in the base model, with the difference that
Step 3 is not free, but has a cost of  for some small constant 0 <  < 1.
Note that this is in line with the actual behavior we want to model: while
computational steps (Step 3) are not nearly as costly as transfer operations
(Steps 1 and 2), they do incur some minimal cost. In reality, the cache is
roughly 100 times faster than a bus access, so  ≈ 1/100.
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We note that a very similar setting has already been introduced in the
1
work of [14], with the additional restriction that  ≥ 3n
(which is asymptotically equivalent to our case of accepting any ). The work of [14] shows
that pebbling still remains NP-hard in this modified model. However, we
find that a much more interesting property of this setting is that it actually makes the problem easier: assigning cost  to Step 3 is in fact already
enough to insert the problem into NP. Intuitively, since computations now
also have a cost, the sequence of deletion-recomputations cannot be too long
in an optimal pebbling, and thus the length of any optimal pebbling becomes
polynomial in n. Hence, compcost is not only a more realistic model of
computations, but it is also a more natural way to place the problem into
NP than either oneshot or nodel.
It remains to formally show that the length of the optimal pebbling is
at most O(∆ · n) in all the modified model variants, and thus the problem
falls into NP in these models.
Lemma 13.5. Given a Pebbling problem in the oneshot, nodel or compcost model, any optimal pebbling strategy consists of at most O(∆·n) steps.
Proof. Recall from Section 13.2 that there always exists a pebbling with cost
at most (2∆ + 1) · n for any DAG. This upper bound changes to (2∆ + 1 +
) · n in the compcost model due to the extra cost of computations. Since
transfer steps (Steps 1 and 2) have a cost of 1, this implies that an optimal
pebbling can contain at most O(∆ · n) transfer steps. It only remains to
also bound the number of Steps 3 and 4 in these models.
The oneshot version naturally implies that there are at most n executions of Step 3 in a pebbling. Once a pebble has been deleted from a node,
there is no way to place a pebble on this node again, so Step 4 can also
be called at most n times. Thus any optimal pebbling indeed consists of
O(∆ · n) steps.
In nodel, Step 4 is not available. Each computation in a pebbling
is either a first one at a node (there are at most n of these), or it is a
recomputation step that replaces a specific blue pebble. Since blue pebbles
are only created in Step 2, which is invoked at most O(∆ · n) times, the
number of recomputations is also within O(∆ · n).
In the compcost model, assume that the number of Steps 3 and 4 is
altogether p. Since each deletion step removes a pebble that was previously
placed on the DAG, the number of deletions is at most the number of computations. Thus at least half of the non-transfer steps are computations,
which means that Steps 3 and 4 altogether have a cost of at least · p2 . This
shows that if p > 2 ·(2∆+1+)·n in a pebbling, then the cost of non-transfer
steps is already larger than (2∆+1+ ) · n, so the pebbling is not optimal.
Thus we have p ≤ 2 · (2∆+1+ )·n = O(∆ · n) in any optimal pebbling.
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Note that in the compcost model, the minimal cost of a pebbling is in
the magnitude of  · n (unless most nodes of the DAG are source nodes),
since each non-source node has to be computed at least once. Therefore the
minimal and maximal cost are within a constant factor 2∆+1+
, similarly

to the case of nodel. Because of this, the oneshot model still remains
the most interesting one theoretically. Hence, when discussing our results,
we primarily focus on the oneshot model, and then go on to discuss the
applicability of the specific result to other models.
We illustrate the cost of operations in Table 13.3, and summarize the
main properties of the models and our results in Table 13.4.

13.4

Time-memory tradeoff

We now present a DAG that allows us to analyze the worst-case tradeoff
between the parameter R and the optimal pebbling cost with R red pebbles,
denoted by opt(R).
Let us focus on the oneshot model. Recall that the minimal cost of
pebbling in this model is 0, and the maximal cost is (2∆+1)·n. Furthermore,
we always have opt(R −1) ≤ opt(R)+2n (assuming, of course, that R −1 ≥
∆ + 1). This is because with R − 1 red pebbles, we can basically follow the
same strategy as with R red pebbles, maintaining the invariant that our
R − 1 red pebbles always occupy the same nodes as in the original strategy,
with one of the red pebbles missing. For each computation step when the
missing red pebble is among the input nodes, we can select another red
pebble that is not used in this computation, and move this red pebble here
for the computation at a cost of 2. Since there are at most n computations,
the technique adds an extra cost of at most 2n to opt(R). In other words,
with each new red pebble, the optimum cost can decrease by at most 2n.
Consider the DAG construction shown in Figure 13.6, which consists of
two control groups of size d, and a chain of nodes that are each enabled
by the previous node in the chain, and one of the two control groups in an
alternating fashion. In case of a long chain, the control groups amount to
a negligibly small part of this DAG, so for simplicity, we will now use n to
denote the length of the chain. An optimal pebbling strategy of the DAG
keeps most of the red pebbles in the control groups, and only has 2 red
pebbles in the chain at any time: after computing the next chain node, the
previous chain node is immediately deleted, as it is not needed ever again.
In this graph, opt(2d+2) = 0: if we can always keep both control groups
in cache, then the chain can sequentially be computed at no cost. On the
other hand, opt(d + 2) = 2d · n: with only d + 2 red pebbles, we have to
transfer all d red pebbles from one control group to the other (at a cost of
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opt(R)
2d·n
group of
d nodes

...

2n

...
1
group of
d nodes

...
0
d+2

Figure 13.6: Example DAG
for time-memory tradeoff. Edges
from the control groups are
shown together for simplicity.

R
2d+2

Figure 13.7: Tradeoff diagram
for the DAG shown in Figure 13.6.

2d) for the computation of every single chain node. With ∆ = d + 1, this
translates to opt(2∆) = 0 and opt(∆ + 1) = (2∆ − 2) · n, showing that the
cost ranges from 0 to almost our upper bound of (2∆ + 1) · n.
What makes the example more interesting, however, is the fact that
the optimum gradually decreases between these points. Starting from R =
2d + 2, whenever we take away a red pebble, it means that for each node
of the chain, 2 extra transfer operations are required to move another red
pebble to the other control group. I.e., with d + 2 + i red pebbles available,
we have to move d − i red pebbles for computing each chain node, and thus
opt(d + 2 + i) = 2(d − i) · n for every i ∈ [0, d]. This means that it is
indeed possible to exhibit the maximal drop 2n in every step of the function
opt(R) while going from almost the upper bound (2∆ + 1) · n down to 0, as
illustrated by the tradeoff diagram in Figure 13.7.
We also obtain a similar tradeoff diagram for the remaining three models,
after adding a H2C gadget to ensure that nodes in the control groups are
never recomputed. In the base model, the diagram is essentially the same
as in oneshot. In nodel, each chain node has to be turned blue instead of
being deleted, hence every opt(R) value is increased by n. In compcost,
each computation costs , so opt(R) values are increased by  · n.

13.5

NP-hardness

We now present a simple proof of NP-hardness for the pebbling problem
through a reduction from the Hamiltonian Path problem, which is long
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known to be NP-complete [40]. Unlike our other results, we first prove this
result in the nodel model. The proof for the remaining models is discussed
in Section 13.8.
Theorem 13.8. The Pebbling problem is NP-complete in the oneshot,
nodel and compcost models, and NP-hard in the base model.
Proof for the nodel model. Lemma 13.5 already points out that except for
the base model, the problem is within NP, since the optimal pebbling consists of O(∆ · n) steps.
Assume we have a graph G on N nodes and M edges, in which we want
to solve the Hamiltonian Path problem; we show how to convert this into a
pebbling problem in a DAG. To avoid confusion, we use a and b to denote
the nodes of the original graph G, while we use t, u and v to denote the
nodes in the DAG.
For our reduction, we create N distinct target nodes that are sinks of the
DAG, each representing a distinct node of G. For a node a of G, we denote
the corresponding target node by ta . To each target node ta , we specify
a set of exactly N − 1 distinct nodes that are the inputs of (i.e. have an
outgoing edge to) ta ; we refer to this set as the input group of node a.
These input groups are formed as follows: for every node a, let us consider all the other N − 1 nodes of G (excluding a), and for each such other
node b, we create a specific node va,b in the DAG. We refer to this node va,b
as the contact node in group a for node b. We then select the N − 1 contact
nodes in group a as the input group for the target node ta . This provides a
DAG with N · (N − 1) source and N sink nodes.
Finally, for each edge (a, b) of G, we merge the two corresponding contact
nodes (i.e. the contact node in group a for node b, and the contact node in
group b for node a) into a single node, as illustrated in Figure 13.9. That
is, if a and b are neighbors in G, then the new merged node va,b = vb,a will
be an input of both ta and tb in the DAG, but if a and b are not neighbors,
then the inputs of ta and tb will remain disjoint. This gives us a DAG with
altogether N · (N − 1) − M source nodes and N sink nodes. We consider the
pebbling problem on this graph with R = N ; note that this is the minimal
possible R since ∆ = N − 1.
Each pebbling of the graph has to visit the input groups in some order
to compute all the sink (target) nodes. We need all the N available red
pebbles for every such computation, i.e. we need to place N − 1 red pebbles
on the nodes of the input group, and the final red pebble on the newly
computed sink. Hence the computations of the target nodes are distinct
steps during the pebbling process when we know the position of all the red
pebbles; this essentially allows us to characterize the entire pebbling by the
order in which the target nodes are computed.
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Figure 13.9: Input groups created for two nodes of G in Theorem 13.8 if
they are not adjacent (left) and if they are adjacent (right). In the second
case, the corresponding contact nodes are merged into one.
Between the computation of two distinct targets ta and tb , we always
have to (i) turn the previously computed sink blue to free the red pebble
from the sink, and (ii) move the red pebbles from one input group to the
other to enable the computation. The first step always has a cost of 1. In
the second step, moving a red pebble also has a cost of 1: the previous
position of the red pebble has to be turned to blue (at a cost of 1), and then
we can place a red pebble at the new position (since source nodes of the
DAG can be recomputed at no cost).
However, the exact number of red pebbles that we have to move in this
second step depends on whether a and b are neighbors in G. If a and b
are adjacent, then the two input groups intersect in a node va,b = vb,a , so
we only have to move N − 1 red pebbles; otherwise the two input groups
are disjoint, and thus we have to move N red pebbles. Thus altogether,
the required cost of the operations between two consecutive group-visits is
either N + 1 or N , depending on whether the two nodes are adjacent in G.
Note that a suboptimal pebbling might also execute further operations, but
these steps are always necessary, so this provides a lower bound on the cost
between two target computations.
Hence, the pebbling of the DAG corresponds to visiting the nodes of G
in some permutation π, with the cost of the pebbling directly dependent on
the number of consecutive node pairs in π that are connected in G. There
exists a pebbling strategy of cost at most (N − 1) · N only if there is a
permutation π such that each pair of consecutive nodes is connected, i.e.
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if there exists a Hamiltonian Path in G. However, if a Hamiltonian Path
exists, then visiting the input groups in this order indeed gives a pebbling
of cost (N − 1) · N , which completes our reduction.
Slightly modified versions of this construction provide the same complexity result in the remaining models. The oneshot model behaves the same
way, except that we are allowed to delete the red pebbles on the source nodes
after their last use, and thus we have to reduce the allowed cost accordingly.
In the base model, we further insert a H2C gadget, and account for the
extra cost it introduces; this makes it equivalent to the oneshot model.
Finally, the DAG of the base model also suffices for the compcost model,
provided that we further increase the allowed cost by  for each compute
operation.
We again point out that the problem in the nodel models was already
proven to be NP-complete before [26].

13.6

δ-inapproximability for δ < 2

We now show that in the oneshot model, approximating the optimal pebbling to a constant factor smaller than 2 also implies that the Vertex Cover
problem is also approximable to a constant factor smaller than 2. However,
if the unique games conjecture holds, then such an approximation is not
possible for Vertex Cover [59].
Theorem 13.11. For any δ < 2, there is no δ-approximation algorithm
for the Pebbling problem in the oneshot model, unless the unique games
conjecture is falsified.
Proof sketch. Assume we are given a graph G on N nodes. We again take
every node a of G, and we now create two distinct input groups for a; we
refer to these as the first-level group of a (denoted by Va,1 ) and the secondlevel group of a (denoted by Va,2 ). Both of these groups have the same size
k for every a; we choose the parameter k such that k = ω(N 2 ).
As before, the input groups on the second level will only have one target
node ta,2 . However, each input group on the first level will have not only one,
but N − 1 distinct target nodes. Each of these target nodes will correspond
to some other node b of G (i.e. b 6= a); we denote the target node of group
Va,1 corresponding to b by ta,1,b .
For each edge (a, b) of G, the second-level group of a in the construction includes the corresponding target node of the first-level group of b, i.e.
ta,1,b ∈ Vb,2 . This ensures that any pebbling algorithm has to visit Va,1 before visiting Vb,2 to compute this target node. On the other hand, if a and
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further target
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ta,2
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Va,1

Va,2
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Vb,1
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further target
nodes of Vb,1

N extra nodes
in each group

k−N common
nodes in each
group

N target and
extra nodes in
each group

Figure 13.10: Illustration of the input groups created for two adjacent
nodes a and b of G in Theorem 13.11. For a simplified notation, we draw an
arrow from an input group to a target node to show that all nodes in this
input groups have an outgoing edge to the target node in our DAG.
b are not neighbors in G, then ta,1,b is just a sink node that is not included
in any input group.
Furthermore, for each node a, we ensure that most nodes of the first and
second-level input groups of a coincide. That is, we create k − N so-called
common nodes for each a, and we include these nodes in both Va,1 and Va,2 .
Recall that k = ω(N 2 ), so these common nodes dominate the input groups
asymptotically. Besides the common nodes, we have already inserted up
to N − 1 target nodes in the second-level input groups (depending on the
degree of a), so at this point, all input groups have a cardinality between
k − N and k − 1. We simply fill up each input group (on both levels) with
distinct extra nodes to reach a cardinality of k.
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transformed
to

first-level
groups

second-level
groups

Figure 13.12: DAG construction corresponding to an example graph G
in Theorem 13.11. For a simplified notation, we only illustrate the input
groups of the DAG, denoted by squares in the figure. We use arrows to show
dependencies (i.e. a group Va,1 has to be visited before group Vb,2 because
Vb,2 contains a target node of Va,1 ) between input groups, and we use double
gray lines to show that two groups are almost identical (i.e. they have a large
intersection of common nodes). Since the only relevance of target nodes is
that they force the algorithm to visit an input group, they are not shown
explicitly in this simplified figure. The dotted rectangle corresponds to the
DAG shown in Figure 13.10.
The construction is illustrated in Figures 13.10 and 13.12. Since each
input group of the construction is of size k, we study this DAG with a choice
of R = k + 1.
The base idea of the construction is as follows. In this DAG, every (firstor second-level) input group has to be visited at least once. However, the
second-level group of a can only be visited after the first-level groups of
all neighbors b of a have been visited, since a target of Vb,1 is included in
the second-level group Va,2 . With k much larger than N , the groups Va,1
and Va,2 are almost identical (consisting mostly of the common nodes), and
thus a pebbling algorithm can spare a lot of cost by visiting Va,1 and Va,2
consecutively. In fact, the remaining nodes are asymptotically irrelevant, so
the total cost will be determined by the number of nodes a for which we can
visit Va,1 and Va,2 consecutively.
Whenever we visit Va,1 and Va,2 consecutively, we can simply compute
the common nodes of a first (they are source nodes, so this happens for
free), visit both groups, and then delete the red pebbles from these common
nodes, which is also free.
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On the other hand, if the visits of Va,1 and Va,2 are not consecutive,
then we first have to compute their common nodes when visiting Va,1 , and
then move the red pebbles away from these nodes. As we still need to
visit these common nodes for Va,2 , and recomputation is not possible in the
oneshot model, we have to turn all these common nodes blue, and then
turn them back to red later when visiting Va,2 (after which the red pebbles
can again be deleted for free). Thus if the groups Va,1 and Va,2 are visited
non-consecutively, then each of the k − N common nodes in the groups
incurs a cost of at least 2.
Hence pebbling the DAG comes down to the task of finding the largest
set of nodes in G for which the two groups can be visited consecutively.
Recall that for a consecutive visit of Va,1 and Va,2 , the first-level group of
each neighbor of a has to have been visited earlier. The optimal strategy
thus is to visit the first-level groups of a small vertex cover V C in G, then
visit both groups of each node in the remaining large independent set IS
consecutively, and in the end visit the second-level groups of nodes in V C.
The common nodes in IS will then incur no cost, and thus the cost will be
in the magnitude of 2k · |V C|, due to the transfer operations on the common
nodes of the input groups that are in V C. This cost is proportional to |V C|
(apart from a negligible O(N 2 ) factor), so the cost of a pebbling directly
corresponds to the size of the vertex cover defined by the non-consecutively
visited groups. This shows that approximating the optimal pebbling cost to
a δ factor in this construction also provides a δ-approximation to the Vertex
Cover problem in G.
There is no straightforward way to apply this proof to the rest of our
models. In nodel, red pebbles from common nodes cannot be deleted, so
common nodes incur a cost of k even in the consecutive case; thus cost is
proportional to k · (2|V C| + N ). In the base model, common nodes are
either recomputable for free again (thus there is essentially no cost at all),
or they are costly to compute in the first place, which also adds a term of
k · N to the cost. The compcost model has the same problem as base,
with a further cost of  · N 2 added due to the computations.

13.7

Inefficiency of greedy algorithms

In the oneshot model, each node of the DAG can be computed only once.
Hence, any pebbling strategy is essentially described by the (topological)
order in which we decide to compute the nodes of the DAG (and besides
this, our method to decide which red pebbles to take away from other nodes
for this computation).
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There are some straightforward greedy heuristics to define this ordering,
i.e. to select the next node to compute in each step; it is natural to ask if
such algorithms provide close-to-optimal solutions. Such greedy approaches
could, for example, always select the node:

•
•
•

with the largest number of red pebbles among its inputs,
with the smallest number of blue pebbles among its inputs,
with the largest red pebbles to inputs ratio.

In all these approaches, the greedy choice always happens from the set
of (yet uncomputed) nodes whose inputs have already all been computed,
since these are the only candidates for the next node to compute. Note
that these greedy methods only choose the next node to compute, but do
not specify which red pebbles to move to its inputs; our examples will show
that these algorithms are inefficient regardless of how the red pebbles are
chosen.
This section shows that such greedy approaches can yield much higher
cost than opt(R). As previously, our constructions will consist of input
groups of the same size k, and hence, each (non-source) node has the same
indegree. For such graphs, the previous greedy approaches are all identical,
so one example is enough to disprove the efficiency of all.
Theorem 13.13. In the oneshot model,
there is a class of graphs and a
e (√n) · opt(R).
choice of R such that costgreedy (R) ≥ Θ
Proof. Our construction is in many ways similar to the one in the previous
section: we create many pairs (in fact, even chains) of input groups with
a large number of common nodes, which should therefore be visited consecutively in any optimal solution. However, we also create dependencies
between these groups (i.e., include the target nodes of a group in another
group) so that some have to be visited earlier than others. If a greedy approach follows another ordering and does not compute these target nodes in
time, then it is unable to follow these consecutive chains and thus returns a
solution with much higher cost.
Let us introduce a parameter `, the value of which will be chosen later.
Our construction consists of `+1
input groups, aligned along a grid in the
2
positions (i, j) satisfying 1 ≤ i, j ≤ ` and i + j ≤ ` + 1, as shown in Figure
13.14. As in our previous examples, each of these input groups have the
same size, denoted by k. Along each diagonal (i.e. the groups with i + j = x
for some specific x), the input groups are essentially the same, i.e. they all
consist of the same k0 common nodes, with k0 ≈ k. We create exactly one
target node for each of these input groups, denoted by ti,j for the group at
position (i, j).
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Figure 13.14: Construction for Theorem 13.13: grid of input groups for
` = 4, and their greedy and optimum visitation order. We apply the same
notation as in Figure 13.12.
To generate dependencies between the groups, we also include the target
node ti,j of each group (i, j) in the group (i, j+1), i.e. the group immediately
above if such a group exists. This ensures that any algorithm has to visit
group (i, j) before visiting group (i, j + 1), since the target node of group
(i, j) is required in order to compute the target node of group (i, j + 1).
Furthermore, we add a few more extra nodes in order to misguide the
greedy heuristic. For each j, we create a small intersection between the
uppermost group of column j and the lowermost group of column j−1 (i.e.
groups (j, ` + 1 − j) and (j − 1, 1) for j ∈ {2, ..., `}).
Note that both for dependencies and misguidance, we only add a small
constant number of nodes to each input group. Our choice of k0 will ensure
that k0 is in a much larger magnitude, so each input group is still asymptotically dominated by the common nodes in the group. Also, the addition of
these extra nodes leads to input groups of slightly different size; to fix this,
we simply add an appropriate number of distinct extra nodes to each group
in order to ensure that they all have the same cardinality k = k0 + O(1).
Finally, we need a technical step to ensure that the greedy approach
enters this grid by visiting group (`, 1) first. We add an extra input group
S0 below the whole grid, and create multiple target nodes for this group.
We place a distinct target node of S0 into each of the bottom groups (i, 1) of
the grid. This way, any valid pebbling can only begin by visiting S0 , since
the bottom groups have a dependence on S0 , and all other groups in the grid
have a (direct or indirect) dependence on a bottom node. We then create a
small intersection (of constantly many nodes) between S0 and group (`, 1) of
the grid. This ensures that after visiting S0 , the greedy approach continues
at group (`, 1), since some of the inputs of group (`, 1) already have a red
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pebble due to this intersection. Hence after computing all the target nodes
of S0 , the greedy approach continues by visiting group (`, 1) of the grid.
Let us now analyze the progress of the greedy method in the grid. After
(`, 1), a greedy algorithm can only visit another bottom node next, since
all other groups have an (indirect) dependency on the bottom group in the
respective column. That is, even though group (`, 1) has a large intersection
with group (` − 1, 2), this group (` − 1, 2) also contains a target node of
group (` − 1, 1), which is not computed yet. Thus the greedy algorithm
has to choose among the bottom groups (i, 1); due to the small intersection
we added, the algorithm chooses (` − 1, 1) next. At this point, the only
available groups for visitation are the further bottom groups (i, 1) and the
group (` − 1, 2) above the current position. Since no bottom group has a
red pebble on any of its nodes, but group (` − 1, 2) contains the target node
t`−1,1 which currently has a red pebble, the algorithm goes above to (`−1, 2)
next. Then the red pebbles are once again in an input group at the top of
a column, so as before, the most attractive next move is to go to the next
bottom node (` − 2, 1).
Following the small intersections sets in our design, the greedy method
will continue in a similar fashion, visiting the columns from right to left, and
processing each column in bottom-to-top direction. Whenever the algorithm
is at the top of a column, the misguidance nodes ensure that it selects
the bottom group of the next column in the following step, and whenever
it is within a column, the only already enabled input group that has a
red pebble on one of its nodes is the group immediately above. At every
group (i, j) in the process, moving up along the diagonal to (i − 1, j + 1)
would be a much more attractive move, but the algorithm cannot execute
this because group (i − 1, j) is still unvisited at this point, so one of the
nodes in group (i − 1, j + 1) is not yet computed. Thus, without a deeper
understanding of the dependencies between the groups, the greedy method
follows a suboptimal ordering.
In contrast to this, after visiting S0 , an optimum pebbling could instead
begin with group (1, 1) first, then (2, 1) and (1, 2), followed by (3, 1), (2, 2)
and (1, 3), and so on, always selecting the next bottom node (i, 1) with i
increasing, and then processing the diagonal from this node up to (1, i).
This visitation order ensures that all groups of the diagonal in question are
enabled by the time the algorithm reaches group (i, 1).
If k is large and k0 is only slightly smaller, then the cost of the pebbling is
determined by the cost of revisiting the k0 common nodes in the groups. We
have ` large sets of common nodes, corresponding to the ` diagonals. The
greedy algorithm visits these common nodes again and again: the nodes
in diagonal i + j = ` + 1 are visited ` times (once for each group in the
diagonal), the nodes in diagonal i + j = ` are visited ` − 1 times, and so on.

CHAPTER 13. RED-BLUE PEBBLING

297

Since all red pebbles are needed for every visitation, the greedy algorithm
must turn these common nodes red and then blue each time when visiting
the diagonal. As a technical detail, note that the first and last visitations
are somewhat of an exception to this: the first time when the common
nodes are visited, they obtain a red pebble free of charge since they are
computed, and at the last visitation, the red pebbles from the nodes can be
deleted free of charge. Due to this, the ` visitations of the common nodes in
diagonal i + j = ` + 1 for example only require these transfer operations ` − 1
times instead of `; however, this is asymptotically irrelevant. Altogether,
these transfer operations mean that the greedy algorithm will incur a cost
of 2k0 · (`−1 + `−2 + ...) = 2k0 · Θ(`2 ).
On the other hand, an optimal solution simply computes the common
nodes when visiting group (i, 1), and deletes them after leaving the diagonal,
doing both for free. Hence, the common nodes incur no cost in this optimal
pebbling, and the cost of the pebbling is only determined by the operations
on the remaining few nodes in each input group. Since there are only k − k0
such nodes in each of the `+1
input groups, and we only execute constantly
2
many operations on each of them, the cost of the optimal pebbling is only
in the magnitude of (k − k0 ) · Θ(`2 ).
Let us now choose our parameters: we choose ` = ω(1) as a slowly
e (n), and let k0 = k − O(1) for a
growing function (e.g. ` = log n), let k = Θ
sufficiently large constant to allow the previously discussed extra nodes in
each group. Since we have O(k0 · `) common nodes and O((k − k0 ) · `2 ) extra
nodes in the construction,
 the overall number of nodes is indeed less than n
if we choose k = Θ n` with the appropriate constant.
This means that the optimum algorithm has a cost of O(log2 n) in our
e (n). Altogether,
construction, while the greedy algorithm incurs a cost of Θ
e (n) difference between the greedy solution and
this provides a factor of Θ
the optimum.
However, we note that our transformation to reduce ∆ to a constant
requires a slightly different choice of parameters
in our construction; this
e (√n) in the constant-degree case.
reduces the difference to a factor of Θ
Since the remaining models allow recomputation, defining the same
greedy algorithm is already not a straightforward task in these models: an
algorithm might decide to compute a node multiple times during a pebbling.
We discuss the interpretation of the greedy rule in these remaining models
in more detail in the next section. With a slightly refined definition of
the greedy algorithm, we can also adapt our construction to the remaining
models.

CHAPTER 13. RED-BLUE PEBBLING

298

In the base model, we need to add a H2C gadget to the construction
to ensure that common nodes cannot be recomputed for free. However,
this means that the first computation of the common nodes will also incur a
considerable cost in the optimum case, which reduces the difference between
the greedy and the optimum pebbling to a Θ(n1/3 ) factor, or a Θ(n1/6 ) factor
when restricted to ∆ = O(1). In nodel and compcost, recall that the cost
of two pebblings can only differ by a constant factor; in these cases, one can
show that this difference can become an arbitrarily high constant.

13.8
13.8.1

Technical details
More details on the constructions

Tradeoff diagram in other models. It is rather straightforward to see
that in the construction of Figure 13.6, the tradeoff function is also essentially the same for other models. In the nodel model, the only difference
is the fact that chain nodes are never deleted, but turned to blue, which
simply adds an offset of n to the function. Similarly, the computation of the
chain nodes adds an offset of  · n in the compcost case.
The only slightly more involved step is the addition of the H2C gadget,
which is required in the base and compcost models. Note that the H2C
gadget in general was designed to work for a specific R value; however, as
opposed to the other constructions in the chapter, the tradeoff graph is a
construction that we want to study for multiple R values. Nonetheless, an
easy modification allows us to adapt the H2C gadget for this case. Let the
gadget consist of d + 1 nodes in group B as before, but let us now add d + 3
starter nodes for each source of the DAG (instead of adding only 3, as we do
in every other application of the gadget). This ensures that the H2C gadget
can still be pebbled even with the minimal R = d + 2, but since it has many
target nodes, we still have to save at least 2 of these into slow memory, even
if R = 2d + 2 (i.e. the maximal R we consider). For any R < 2d + 2, this will
only mean that computing the control group nodes is slightly more costly,
but this still only adds an overhead of 2d · O(1) to the total cost.
Note that in models allowing recomputation, it is not a straightforward
fact anymore that the cost can only decrease by 2n with the addition of
each new red pebble. Hence in other models, it might also be possible to
generate tradeoff functions that decrease more quickly than the maximal
rate in the oneshot model.
NP-hardness (Hamiltonian Path reduction) in other models. The
reduction in the nodel model has already been described in Section 13.5.
We now describe the modifications required for the remaining models.
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Compared to nodel, the oneshot model only requires us to modify the
maximal allowed cost. This consists of two different steps. Firstly, note
that in the oneshot model, moving from one input group to another does
not have a cost of N or N − 1 anymore, but a cost of 2N or 2(N − 1):
since overriding the source nodes through recomputation is not possible, we
also have to apply a transfer operation to make each node in the next input
group red, so moving each red pebble has a cost of 2 instead of 1. Thus, the
allowed cost of the pebbling should be modified to (N − 1) · (2N − 1).
Besides this, note that in nodel, we had to turn almost all the N · (N −
1) − M source nodes blue by the time of computing the final target node
(except for the input group visited last, where we can leave N −1 red pebbles
when finishing the pebbling). In the oneshot model, the red pebble can be
removed from each of these source nodes after they have been used for the
last time. This reduces the cost by N ·(N −1)−M −(N −1) = (N −1)2 −M .
The target nodes, on the other hand, still have to receive a blue pebble while
the remaining targets are being computed, so managing them has the same
cost as in the nodel model. Altogether, this results in an allowed cost of
(N − 1) · (2N − 1) − (N − 1)2 + M = (N − 1) · N + M .
Adapting the method to the base and compcost models is a somewhat
more involved task. We have to add a H2C gadget to disable the recomputation of source nodes. For a simpler analysis, we now use the H2C gadget
slightly differently than in other cases: besides the starter nodes, we also
instantiate the group B separately for each source node of the construction. With this, the computation of each source node becomes a separate
process, each requiring all red pebbles and having a cost of exactly 4 in the
base model (and a cost of exactly 4+(R+4)· in compcost), independently
of other source nodes.
The base idea then is to ensure that the computation begins with all
these H2C gadgets; for this, we add another target node t0 that can only be
computed by using all the N · (N − 1) − M source nodes of the original construction. That is, we build a 2-layer tree structure where the intermediate
nodes all have N + 1 distinct such source nodes as inputs, and then these
intermediate nodes are the inputs of a target node t0 (possibly extending
any these input groups with dummy nodes to ensure that the indegree is
always N + 1). We then draw an edge from t0 to each of our sink nodes, and
add an extra red pebble to achieve R0 = N + 2.
This essentially means that any reasonable pebbling must (i) begin by
computing all the N · (N − 1) − M original source nodes, and saving all (but
the last one) in slow memory, (ii) then it must compute these intermediate
nodes and t0 , and then delete the red pebbles from the intermediate nodes,
and (iii) finally do the original part of the computation, while never removing
a red pebble from t0 . The steps (i) and (ii) of this process have a fixed cost
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that can be calculated, and we can add it to the cost parameter. The process
ensures that by the time when we start computing the original target nodes
of the construction, all the N · (N − 1) − M nodes in the input groups
are already computed, saved in slow memory, and their recomputation is
effectively disabled.
After this modification, the reductions work the same way in these models as in the oneshot model, since we have the same DAG without the
recomputation of source nodes. Note that in compcost, the computations
also require an extra cost of  to further add to the cost parameters.
Details of the reduction from Vertex Cover. In the reduction from
Vertex Cover, let us first discuss the cost of a pebbling in more detail.
Target nodes of input groups in the first level are first computed (when
visiting the input group), then possibly turned to blue once and later back
to red (if the group is not followed by the second-level input group that
includes the target node), and deleted after the second-level input group is
visited. Thus, such nodes incur a cost of at most 2; with N · (N − 1) such
target nodes altogether, this sums up to a cost of at most 2 · N · (N − 1).
Target nodes of input groups in the second level are only computed once,
and possibly turned to blue (in order to free the red pebble on them). With
N such target nodes, this amounts to a cost of at most N .
Filler nodes (inserted to increase the cardinality of each input group to
k) are only computed once, and then can be deleted, so they incur no cost.
Finally the common nodes, as discussed earlier, are computed when the
first-level group is visited, possibly turned to blue and then back to red (if
the visiting of the two groups does not happen consecutively), and then
deleted for free. Thus depending on the number of consecutive visits, the
common nodes incur a cost of |V C| · k0 , where k0 denotes the number of
common nodes in an input group (i.e. k0 = k − N ).
Note that these describe the maximal number of transfer moves that
any reasonable pebbling would execute on the nodes in question. If an
approximation algorithm executes some additional transfer moves on some
nodes, then it can be further simplified to obtain an approximation algorithm with even lower cost. Thus, we can assume that our approximation
algorithm only executes these moves. As such, the algorithm has a total
cost of |V C| · k0 + O(N 2 ). Thus by choosing, e.g., k0 = Θ(N 3 ), the cost of
the pebbling is indeed determined by the size of the vertex cover found.
Formally, the proof of inapproximability is as follows. In any valid pebbling, each input group is visited at least once, since all target nodes have
to be computed at some point, and all red pebbles are required to compute
the target nodes of an input group. Given a pebbling, consider the sequence
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obtained by only taking the first visitation of each input group. If a and
b are neighboring nodes of G, then the first-level group of a precedes the
second-level group of b in this sequence. Furthermore, we can assume that
the first-level group of node a always precedes the second-level group of a;
otherwise, we can simply swap them without changing the magnitude of the
total cost.
In this sequence, each time when the first-level group of a is not followed
by the second-level group of a immediately, a cost of at least k0 is incurred,
since the red pebbles from the first-level group cannot be deleted yet, but
they are needed elsewhere for the common nodes of the next group in the
sequence, so they all have to be turned blue. Hence, the minimal possible
number of non-consecutively appearing group-pairs (multiplied by 2k0 ) is a
lower bound on the cost of any pebbling. If a and b are neighbors in G,
then at most one of them can have its two groups consecutively; thus, the
set of nodes for which the groups are consecutive forms an independent set.
If we find a large independent set in G, then the complement of this set is a
small vertex cover V C of G. Thus if V C0 is the smallest vertex cover, then
2k0 ·|V C0 | is a lower bound on the cost of any pebbling strategy in our DAG.
On the other hand, as discussed, a pebbling of cost 2k0 · |V C0 | + O(N 2 ) is
indeed always possible.
Thus assume we have a δ-approximation algorithm (with δ < 2) for the
pebbling problem, and we run it on our construction. Since running time
is dominated by the |V C| · k0 term discussed above, the remaining terms
in O(N 2 ) become irrelevant asymptotically; that is, for N large enough, a
δ-approximation for every DAG is only possible if the approximation algorithm is always able to find a pebbling where the first- and second-level
groups only appear non-consecutively for at most δ ·|V C0 | nodes of G. Since
the remaining nodes form an independent set, this implies that the set of
non-consecutive input groups provides a vertex cover of size at most δ ·|V C0 |
in G. Since the DAG construction is polynomial in N , this implies that a
polynomial time δ-approximation algorithm for the pebbling problem would
also provide a polynomial time δ-approximation for Vertex Cover, contradicting the unique games conjecture. Thus if the conjecture holds, then such
an algorithm cannot exist.
Finally, note that our reduction requires a relatively large number of red
pebbles: as k0 = ω(N 2 ), k = k0 + N and R = k + 1, the pebbling problem
obtained has an input parameter R = ω(N 2 ). However, this R is only large
in terms of N , the size of the original graph in the Vertex Cover problem.
On the other hand, R can be significantly smaller than the size of our DAG:
we are free to add a large number of further nodes to the DAG that incur
no cost and have no effect on the pebbling of the described construction. As
the DAG size only needs to remain polynomial in N , this shows that for any
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integer c, we can have a reduction to a pebbling problem with R = O(n c ),
with n being the size of the DAG. Thus, our reduction also works if R in
the pebbling problem is restricted to smaller values.
The greedy method in other models. In fact, defining a greedy algorithm in the remaining models (besides oneshot) is already not straightforward. With recomputations allowed, even if we choose the next node to
compute, we need to decide whether to obtain the inputs from blue pebbles
or through recomputation (in fact, even earlier: when we move a red pebble
away from a node, we have to decide whether to turn it to blue or delete it).
However, we can adapt the construction to these models if we interpret
the greedy approach as an ordering of the very first computation of nodes.
Similarly to before, we can add a H2C gadget to ensure that recomputations
are not beneficial in any case. In this interpretation, our results hold for
any pebbling that uses a greedy heuristic to process the DAG, even if it
is a “clever greedy” algorithm in the sense that for each new computation,
it knows (from an oracle) the cheapest method to compute the specific
node. In this sense, our results also hold in the other models, even for such
moderately intelligent greedy heuristics.
Let us now consider the nodel and compcost models. In these models,
the pebbling of the graph has an inherent cost of Ω(n), and hence we need
a different choice of parameters. Let√k be a large constant value, k0 be a
slightly smaller constant, and ` = Θ( n). With the appropriate constants,
this indeed ensures that we have at most n nodes.
This implies
that the common nodes of groups now only amount to
√
k0 · ` = O( n) nodes in
 the graph, so most nodes of the graph are the
extra nodes in the `+1
groups. These can either be target nodes of the
2
input group below, or nodes inserted into uppermost/lowermost groups of
a column to misguide the greedy heuristic, or further filler nodes to ensure
that each input group has the same size. Note that the number of misguiding
nodes is only O(1) in each column, and by merging the filler nodes in the
different groups of each column, we can also ensure that we only use O(1)
filler nodes in each column. This reduces
√ both the number of filler nodes
and misguiding nodes to O(1) · ` = O( n), so most nodes of the graph are
indeed target nodes.
√
This already limits the number of source nodes in the graph to O( n),
allowing us to add a H2C gadget to the construction without any significant
effect on√the total number of nodes. Since almost all nodes of the graph
(n − O( n) of them) are now non-source nodes, the minimal cost of a
pebbling in the compcost model is indeed in the magnitude of  · n. Also,
since the number of red pebbles k + 1 is a constant, the minimal pebbling

CHAPTER 13. RED-BLUE PEBBLING

303

cost is n − O(1) ≈ n in the nodel model. This shows that enabling the
source nodes through the H2C gadget is not a dominant part of the pebbling
cost.
In this construction, the greedy algorithm has a cost in the magnitude of
k · `2 , while the optimum cost is in the magnitude of (k − k0 ) · `2 . Choosing
a large constant k, and a k0 that is only slightly smaller, we can create
an arbitrary constant factor difference between the optimum and greedy
pebblings. As the cost of any two pebblings are within a constant factor,
this amounts to a significant difference in these models. In particular in the
nodel model, this allows us to reach a factor 2∆ − c difference for a small
constant c, essentially reaching the maximal difference factor of 2∆ + 1 for
larger ∆ values.
Finally, let us consider the base model. We also add a H2C gadget here
to ensure that source nodes (and most importantly among these, common
nodes) are never recomputed. This adds an extra cost of O(1) · k · `, since
these nodes initially have to be computed at some point. With this, the
cost of greedy pebbling is now in the magnitude of ` · k + `2 · k, thus it is
still dominated by the progress through the grid. The cost of the optimum
√
is in the
magnitude of ` · k + `2 · (k − k0 ). Hence by choosing ` = Θ( 3 n),
√
k = Θ( 3 n) and k0 = k − O(1), we get a cost of Θ(n) for the greedy pebbling
2
3 ) for the optimum. Thus in the base model, there can be a factor
and Θ(n
√
of Θ( 3 n) difference between the two algorithms.

13.8.2

Restriction to constant indegree

The main idea for the constant degree gadget (CD gadget) has already been
outlined before. If R − 1 red pebbles are placed on the leftmost nodes,
then using two more pebbles, the entire gadget can be pebbled for free (in
the oneshot and base models), regardless of the value of h. However, if
we want to pebble the gadget using fewer than R − 1 red pebbles on the
leftmost nodes, then the red pebbles have to be moved around within the
leftmost nodes, incurring a cost of at least 2 for every layer (assuming that
the leftmost nodes cannot be recomputed for free), and hence a total cost
of at least 2h. For h large enough, this already ensures that any reasonable
pebbling has to place a red pebble on all the leftmost nodes at some point.
Note that this modification also requires us to raise the number of available red pebbles from R to R + 1. When adapting our constructions to
constant indegree, we transform each input group into a CD gadget, and
thus the construction will behave as before with R + 1 available red pebbles.
Note that each input group is used to compute some specific target nodes
in our constructions. After replacing the input groups by CD gadgets, we
can simply add these target nodes to the end of the CD gadget, drawing an
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edge from the last node in the last layer of the CD gadget to all the target
nodes. This ensures that in any pebbling with reasonable cost, the target
nodes can only be enabled after R − 1 red pebbles have been placed in the
leftmost nodes of the CD gadget.
NP-hardness. The constant degree gadgets are rather straightforward to
use in the Hamiltonian Path reduction. Recall that the maximal allowed
cost C in each of the models is within O(N 2 ). Hence a choice of h = C + 1
(or much higher) already ensures that if any pebbling strategy does not have
all red pebbled at an input group at some point in time, then computing the
constant degree gadget has a cost of at least C + 1, and thus it is invalid.
Therefore, any valid pebbling still has to visit all the input groups (i.e.,
have all red pebbles in the input group and its targets at some point), and
a pebbling again comes down to the order of visiting the groups. Note that
the number of nodes in the DAG still remains within O(N 2 ) · h = O(N 4 ).
Note that to have constant indegree for all nodes of the graph, we also
have to transform the H2C gadget which is added in some of the models.
This happens exactly the same way as with other input groups: we add 3 CD
gadgets for every source node, with the leftmost nodes of the CD gadget
being group B of the H2C gadget, and the target node being one of the
3 starter nodes. Hence the computation of any starter node (in reasonable
cost) also requires us to place all red pebbles on group B of the H2C gadget.
Note that this is already sufficient for the oneshot and base models,
where, after all red pebbles are moved to a CD gadget, the computation of
the h layers of the gadget is completely free. The other two models also
require some modification in the allowed cost C. In nodel, we have to
turn each node of each layer blue in every CD gadget, which raises the total
cost by (R − 1) · h for each added CD gadget. In compcost, while the
intermediate nodes can be deleted for free again, the computation of the
layers in each CD gadget amounts to an extra cost of (R − 1) · h · .
Inapproximability. In the reduction from Vertex Cover, we also simply
have to select h large enough in order to use CD gadgets. Since the optimum
cost is always at most O(N · k), choosing h = Θ(N 2 · k2 ) ensures that any
node not placing all red pebbles in an input group simultaneously (and thus
incurring a cost of at least h) is not a constant-factor approximation.
Note that we only consider this construction in the oneshot model,
where processing a CD gadget is free; therefore, replacing input groups by
CD gadgets does not modify the cost of any (reasonable) pebbling strategy.
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Construction for the greedy algorithm. The method, however, requires some modifications to be applicable to our results on the greedy
algorithm.
First of all, note that in the greedy construction, the transformation is
not even required for the case of the nodel and compcost models. In these
models, we have selected k = O(1), which already ensures that every target
node in the construction has constant indegree.
Let us now consider the construction in the other two models. Note
that previously, since each computation required the use of all red pebbles,
it did not matter how the greedy algorithm selects the red pebbles to use
for a specific computation. This becomes a more significant question in our
construction for ∆ = O(1). However, using CD gadgets with a high h value
essentially ensures that we always study the most clever greedy algorithm
that selects red pebbles in an optimal way. Such a clever greedy algorithm
always removes the red pebbles from the already processed input groups
into the input group that is currently being processed; this way, computing
all nodes of the CD gadget happens at no cost. In any other case, the
computation requires a cost of at least h, so if we select h to be larger than
the worst-case cost of this greedy method, then any suboptimal choice of red
pebbles will result in an even higher cost than this greedy algorithm that
selects red pebbles optimally. Hence in this case, it is enough to compare
the optimum pebbling to this greedy algorithm with an intelligent choice of
red pebbles.
For this construction, we slightly modify the original CD gadget. In the
leftmost row of Figure 13.1, let us replace each node by a small group of
constant size; the indegree of each node in the gadget will still remain a
constant after this. This modification allows to take the O(1) extra nodes
(i.e., the ones besides the common nodes) in each input group, and add it to
each small leftmost group in the gadget. Thus the only difference between
the leftmost groups of the gadget will essentially be that each contains a
separate common node of the specific input group.
Adding a few more nodes to each leftmost group allows us to analyze the
greedy algorithm more easily. Let us take different constants c1 > c2 > c3 .
For each input group, let us create c1 specific nodes that are included in each
leftmost group of the CD gadget obtained from the input group. For each
column of the grid, let us add c2 nodes that are included in each input group
in the given column of the grid. Finally, let us use c3 nodes to misguide the
greedy heuristic such that it prefers the bottom group of the next column
after the top group of the previous column. This ensures that whenever the
greedy algorithm starts processing an CD gadget, it prefers to continue with
remaining groups in the gadget until all the leftmost groups are filled with
red pebbles. After the entire CD gadget is pebbled, it prefers to move to
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the input group above (in the grid); finally, if it is already at the top of a
column, it prefers to move to the next column. This ensures that the greedy
algorithm follows the pattern discussed in Section 13.7 through the grid.
The extra H2C gadgets in the base model can be transformed as we
have seen in the previous constructions.
Let us now discuss the choice of parameters required. In the oneshot
model, we can choose ` to be a slowly growing function in ω(1) as before. In
this case, the cost of the greedy algorithm can go up to as much as k0 · Θ(`2 ).
e (√n), then a choice of h = Θ
e (√n) ensures that trying
Now if we select k0 = Θ
to pebble an input group without using all the red pebbles is already more
costly than the total cost of the greedy method. Since the number of nodes
in the graph is in the magnitude of `2 · k · h, this is indeed a valid choice
of parameters. As the optimum pebbling has a cost of O((k − k0 ) · `2 ),
e (√n) worse than the
this shows that the greedy algorithm can be a factor Θ
optimum.
In the base model, with k0 = k − O(1) as before, recall that the cost
of the greedy algorithm is essentially `2 · k, while the cost of the optimum
pebbling is `2 + ` · k. If we choose h = Θ(`2 · k), we can ensure that not
using all red pebbles for an input group is always worse than the greedy
cost of √
`2 · k. Since √
we have Θ(`2 · k√· h) nodes in the graph, we can√choose
6
h = Θ( n), ` = Θ( n) and k = Θ( 6 √
n). This results in a cost of Θ( n) for
the greedy algorithm and a cost of Θ( 3 n) for the
√ optimal pebbling, showing
that the difference can go up to a factor of Θ( 6 n).

13.8.3

Initial and final states

As mentioned in Section 13.2, some papers on the topic consider slightly
different definitions for the initial and/or finishing state of pebblings. In
particular, the original paper of Hong et al [53] introducing the problem also
uses these alternative definitions. We now show that for all our results, the
settings are essentially equivalent, and applying the alternative definitions
only result in an asymptotically insignificant difference in cost.
In our definitions, we consider source nodes as regular nodes with 0
inputs, which are, thus, always computable for free. In contrast to this,
some studies assume that source nodes already contain a blue pebble in the
beginning, and are not computable at all; you have to turn these blue pebble
to a red one in order to start computation. Note that we can also adapt our
results to such a setting: as described in Section 13.2 when analyzing the
number of source nodes, we can add a single source s0 to the DAG and make
this the input of every other node. In this case, s0 becomes the only source
node of the graph, so the (possibly many) original sources can be computed
for free as before. Turning s0 to red in the beginning will induce an extra
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cost of 1, but this does not affect any of our results. This transformation
into a single-source DAG already been described in [26] before.
Note that together with the observations of Section 13.2, this shows
that both definitions of initialization (freely computable sources, or sources
starting with blue pebbles) can model both possible situations of interest
(when source nodes are free to compute, and when source nodes should
incur some cost). If source nodes are free to compute, we can still make
them incur some cost using a H2C gadget (as in Section 13.2); and if source
nodes start with blue pebbles, we can still reduce the incurred cost to 1
using a single source s0 (as shown above).
Also, while in our definition, we consider a pebbling finished when all
sink nodes contain a pebble (either red or blue), some papers explicitly
require each sink node to contain a blue pebble in the end of the pebbling.
Note, however, that once each sink node has a pebble of some color, we can
turn all these pebbles blue at an extra cost of at most 1 per sink node. One
can observe that in each of our constructions, the number of sink nodes is
always asymptotically smaller than the cost of the optimal pebbling, and
thus this extra cost of 1 per sink node has no effect on the magnitude of
the total cost. Hence, our results also hold if all sinks are required to have
a blue pebble in the end.
More specifically, the construction of Section 13.4 only has 1 sink node,
and an extra cost of 1 does not have any major effect on the behavior of
the tradeoff. For the Hamiltonian Path reduction, any valid pebbling has
to turn all but 1 sink node blue in any case; thus the different setting also
only increases the cost by 1 (thus we also have to increment the maximal
allowed cost by 1). In the Vertex Cover reduction, the number of sink nodes
is in O(N 2 ); since we have specifically chosen k significantly larger than
N 2 , unless G contains a vertex cover of size 0, an increase of O(N 2 ) in
the cost has no effect on the reductions. Finally, the construction for the
greedy algorithm has ` sink nodes, and a cost increase of ` has no effect
asymptotically in any of the models.

Conclusion

In this thesis, we have studied a range of different network-based problems
from a theoretical perspective, motivated by different applications.
We have studied the stabilization time of both majority and minority
processes in various different settings. In case of basic switching, we have
seen that in many different cases, we can devise a lower bound construction
that essentially matches the naive upper bound of O(n2 ). In particular,
from an arbitrary initial coloring, we have shown this for minority processes
in both adversarial and benevolent models; the benevolent case here is an
interesting contrast to majority processes, which have a stabilization time of
O(n) in the same setting. From a randomized initial coloring, we have shown
a Ω(n2 ) bound for both majority and minority processes in the adversarial
model. An interesting opportunity for future work in this domain would be
to also study the benevolent model in this random-initialized setting; this
would require a very different approach for designing our gadgets.
For proportional switching, we have shown an almost tight upper and
lower bound of n1+f (λ) for both majority and minority processes. This is also
a curious result from a technical perspective: it would be interesting to know
if there are other processes or even more distant areas where this function f
also plays an important role. When the initial state is randomized, then on
the interval λ ∈ (0, 31 ), stabilization time is lower bounded by a transformed
version of this function f , while on λ ∈ ( 12 , 1), stabilization time is upper
bounded by O(n log n). The most interesting open question here is the
stabilization time of the process for λ ∈ [ 31 , 12 ] values.
We have also studied weighted minority processes, where the straightforward upper bound on stabilization time is exponential; in these networks,
we have have shown an exponential lower bound for all process models and
both of the switching rules. In such a weighted setting, the most natural
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follow-up idea is to consider a setting where the weights are bounded in
some way; it would be interesting to see how stabilization time behaves in
this case.
We then focused on the analysis of financial system, first studying the
effects of debt swapping in debt-only networks. We have shown that a
positive swap is not possible in the base model or with proportional shocks,
but it can easily exist with respect to worst-case shock models. We have
already mentioned multiple open questions regarding this debt swapping
operation; however, it is also an interesting further direction to take a more
general approach, and study other local improvement operations in these
networks.
When we extend these financial systems by CDS contracts, our results
demonstrate that the network model becomes drastically more expressive.
Our proof constructions show that we can implement a wide variety of desired tools in this setting, including e.g. logical gates, binary counters, or
the representations of a specific objective function or payoff matrix.
In our static analysis of these systems, we have seen that finding the
best solution is a computationally challenging problem, and this holds even
in restricted variant of this model; in order to avoid this, we need to place
strong restrictions on both the network structure and the funds of banks.
We have also seen that there are many natural operations that can allow
banks to reshape the solution space of the system to their advantage. With
multiple banks acting simultaneously, these actions can result in various
dilemmas that are well-known from game theory.
When considering these systems as a dynamic process, we have shown
various properties regarding the stabilization time of the process and the
effect of the ordering on the final outcome. We have also seen that it takes
multiple modifications to devise a different variant of this dynamic process
model which ensures an eventual stabilization. This line of work also offers
various opportunities for the future with the study of different, possibly
more realistic version of this dynamic process, e.g. when the liabilities on
the contracts are tied to concrete deadlines.
Finally, we have studied red-blue pebble games to find the I/O-optimal
way to execute complex computations. Besides providing an extensive comparison of different red-blue pebbling variants, we have shown multiple
hardness results for this problem, including the limits of approximations
and heuristic methods. In this area, one possible direction for future work
would be to study restricted classes of DAGs that correspond to real-life
computational tasks, and analyze whether these hardness results also apply
in these more realistic cases.
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credit default swap, 139
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Chernoff bound, 124
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clearing problem, 134
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collection phase, 80, 129
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compcost model, 284
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concurrent models, 9
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debt contract, 136
debt reorganization, 154, 170, 228
debt swapping, 150, 153
debt-only network, 136
default, 136
default ambiguity, 135, 172, 190
default costs, 141, 186
defaulting strategy, 217, 226, 268
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active conflict, 83
adversarial model, 8, 17, 35
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financial network, 136
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free benevolent model, 9
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green system, 189, 257
group (of nodes), 15
growing phase, 80, 129
H2C gadget, 280
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input switching rate, 60, 69
input-output rate, 49
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payment priority, 142, 200
pebbling, 276
portfolio compression, 152
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principle of proportionality, 136
prisoner’s dilemma, 202
proportional shock model, 149, 161,
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proportional switching, 10
random initialization, 72
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recomputation, 281, 282
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red-blue pebble game, 275
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relay chain, 19
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responsibility (of a node), 57, 108,
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reversible model, 211
RFC system, 188, 192, 254
rigid conflict, 83
SAT problem, 179
semi-positive swap, 154, 156
sequential model, 8, 209
shifting, 68, 115
shock function, 149
short position, 135, 187
simulation phase, 81, 131
simulations, 91
smart updating, 221
solution (clearing), 137, 139
solution space, 183, 245
stabilization time, 7, 212
stable bit gadget, 214, 262
stag hunt, 203
state chain, 43, 100
state gadget, 263
storage chain, 38
switching, 7
switching rule, 10
synchronous model, 9
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time-memory trade-off, 286, 298
transfer operation, 276
tree network, 166, 242
Turing machine, 215, 271
unhappy penalty gadget, 185, 246
unique games conjecture, 290
update, 210
update function, 137
upper bound, 8, 33, 53, 58, 84,
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vertex cover problem, 290, 300
volunteer’s dilemma, 204
w.h.p., 73, 124
weighted graph, 11, 33
with high probability, 73, 124
worst-set shock model, 149, 162
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