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Many applications like last-mile delivery problems and logistics require
speed, eﬃciency, versatility, and payload capabilities, which can not be
satisﬁed by traditional legged, wheeled, or ﬂying robots. Inspired by the
human-made evolution of the wheel, the goal of this dissertation is to
understand the locomotion principles of wheeled-legged robots and
contribute to the next generation of robotic mobility. Our robot with
wheels and legs is the only solution to carry tools, materials, goods, and
sensors over long distances energetically eﬃcient and fast while
overcoming challenging obstacles like steps and stairs, enabling
navigation in indoor and outdoor environments. To this end, we explore
and exploit the additional degrees of freedom that open up new
locomotion modes.
This dissertation describes an optimization-based framework to perform
complex and dynamic locomotion strategies for robots with legs and
wheels. The proposed method allows performing novel maneuvers, which
exploit the wheeled-legged robot's full capabilities over challenging
obstacles. By combining innovative techniques in motion control and
planning, this work reveals the full potential of wheeled-legged robots and
their superiority compared to their legged counterparts. Our novel
platform, with powered wheels, achieves a speed of 4 m/s on ﬂat terrain,
overcomes challenging obstacles with 1.5 m/s, and reduces the cost of
transport by 83 % compared to legged systems.
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Abstract

This dissertation describes an optimization-based framework to perform complex and dynamic locomotion strategies for robots with legs and wheels.
The proposed method allows to perform novel maneuvers, which exploit the
wheeled-legged robot’s full capabilities over challenging obstacles. By combining innovative techniques in motion control and planning, this work reveals the
full potential of wheeled-legged robots and their superiority compared to their
legged counterparts. The work in this thesis is published in two conference
proceedings and three journal articles.
The research community in legged robotics focuses on bio-inspired robots, although there are some human inventions that nature could not recreate. One
of the most significant examples is the wheel that has made our transportation
system more efficient and faster, especially in urban environments. Inspired by
this human-made evolution, we developed the wheeled-legged robot ANYmal
with non-steerable wheels attached to its legs, allowing the robot to be efficient
on flat as well as agile on challenging terrain. This novel platform, with powered wheels, achieves a speed of 4 m/s on flat terrain, overcomes challenging
obstacles with 1.5 m/s, and reduces the cost of transport by 83 % compared
to legged systems. The superiority in speed and efficiency is further verified
through skating motions with passive wheels, reducing the energetic cost by
80 % compared to their legged versions. This enhancement, however, comes
at the cost of increased complexity due to additional degrees of freedom at
the end-effector, which empower motions along the rolling direction while in
contact. Furthermore, the torsos’ movement results from contact forces at
the wheels following high-dimensional and nonlinear physical laws. The missing examples in nature make designing templates that capture the underlying
locomotion principles cumbersome, making the hybrid locomotion problem
challenging. In this thesis, we focus on novel motion control and planning
frameworks overcoming these challenges.
i

Abstract

The motion controller relies on the robot’s full rigid body dynamics and can
track whole-body motion references. To this end, we present a hierarchical
whole-body controller that computes optimal generalized accelerations and
contact forces by solving a sequence of prioritized tasks, including the nonholonomic rolling constraint. In contrast to related robots, all joints, including
the wheels, are torque controlled, allowing an optimization that includes the
system dynamics and the adaptation to the terrain.
The dissertation’s main contributions stem from locomotion planning algorithms that rely on trajectory optimization (TO) and model predictive control
(MPC) algorithms optimizing the robot’s whole-body trajectory over a receding horizon. By breaking down the optimization problem into a wheel and base
TO, locomotion planning for high-dimensional wheeled-legged robots becomes
more tractable. It can be solved in real-time on-board in an MPC fashion, enabling hybrid walking-driving locomotion strategies. This decomposed motion
planner was validated at the DARPA Subterranean Challenge, where the robot
rapidly mapped, navigated, and explored underground environments with a
higher speed than its traditional legged version. With the lessons learned from
this competition, we propose a novel whole-body MPC as a single task formulation that simultaneously optimizes wheel and torso motions. This approach
accurately predicts the robot’s motion and automatically discovers complex
and dynamic movements cumbersome to hand-craft through a decomposed
approach. Thanks to the single set of parameters for all behaviors, wholebody optimization makes online gait sequence adaptation possible. Aperiodic
gait sequences are automatically found through kinematic leg utilities without
the need for predefined contact and lift-off timings. Finding more complex
motions over challenging obstacles and at the robot’s limits can be achieved
through TO methods, optimizing computational-expensive variables like gait
timings and considering high-dimensional Centroidal models. By combining
offline TO for complex motions and online MPC for continuous optimization
along the offline trajectory, we can execute novel maneuvers, including fast
motions over challenging obstacles, unique motions through confined spaces,
dynamic motions at the robot’s limits, and artistic dance moves.

Keywords: Robotics, Wheeled and Legged Locomotion, Optimal-Control,
Trajectory Optimization, Model Predictive Control, Whole-Body Control
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Zusammenfassung
Diese Dissertation beschreibt eine Optimierung von komplexer und dynamischer Fortbewegungsstrategien für Roboter mit Beinen und Rädern. Insbesondere koordinieren wir neuartige Manöver an den physikalischen Grenzen
und über herausfordernde Hindernisse mit einem Laufroboter auf Rädern.
Durch die Kombination innovativer Techniken in der Bewegungsplanung und
-regelung zeigt diese Arbeit das volle Potenzial von Robotern mit Rädern und
ihre Überlegenheit im Vergleich zu ihren Pendant mit Beinen. Die Arbeit in
dieser Dissertation wurde in 2 Konferenzen und 3 Journals veröffentlicht.
So sehr die Forschungsgemeinschaft in der Laufrobotik gerne bioinspirierte
Roboter untersucht, gibt es einige menschliche Erfindungen, welche die Natur nicht nachbildete. Eines der wichtigsten Beispiele ist das Rad, das unser
Transportsystem in städtischen Umgebungen effizienter und schneller gemacht
hat. Inspiriert von dieser von Menschen gemachten Entwicklung haben wir
den Laufroboter ANYmal mit Rädern an den Füßen ausgestattet, mit denen
sich der Roboter sowohl in flachem als auch im schwierigen Gelände effizient fortbewegen kann. Diese neuartige Plattform mit angetriebenen Rädern
erreicht eine Geschwindigkeit von 4 m/s in flachem Gelände, überwindet herausfordernde Hindernisse mit 1.5 m/s und reduziert die hierfür erforderliche
Energie um 83 %. Die Überlegenheit in Geschwindigkeit und Effizienz wird
durch Gleitbewegung mit passiven Rädern weiter bestätigt, wodurch die Energie um 80 % gesenkt werden. Diese Verbesserung hat jedoch den Nachteil einer
erhöhten Komplexität aufgrund zusätzlicher Freiheitsgrade, die Bewegungen
entlang der Rollrichtung während des Kontakts ermöglichen. Darüber hinaus
resultiert die Bewegung des Körpers aus Kontaktkräften an den Rädern, die
hochdimensionalen und nichtlinearen physikalischen Gesetzen folgen, was die
Planung und Regelung schwierig macht. Die fehlenden Beispiele in der Natur
machen das Entwerfen von Heuristiken, welche die zugrunde liegenden Fortbewegungsprinzipien erfassen, umständlich. Daher präsentieren wir neuartige
Strategien zur Bewegeungsplanung und -regelung, wodurch eine hybride Fortbewegung möglich wird.
iii

Zusammenfassung

Die reaktive Regelung basiert auf der vollständigen Starrkörperdynamik
des Roboters und kann Ganzkörperbewegungstrajektorien folgen. Zu diesem
Zweck präsentieren wir eine hierarchische Ganzkörpersteuerung, die optimale
Beschleunigungen und Kontaktkräfte berechnet, indem sie eine Folge priorisierter Aufgaben löst, einschließlich der nicht holonomen Rollbedingung. Im
Gegensatz zu anderen Robotern sind alle Gelenke, einschließlich der Räder,
drehmomentgeregelt und erlauben die Beschreibung der Bewegungsgleichung
und die Anpassung an das Gelände.
Die wichtigsten theoretischen Beiträge dieser Dissertation basieren auf Ganzkörperansätzen zur Fortbewegungsplanung über einen Zeithorizont, der auf
Algorithmen zur Trajektorienoptimierung (TO) und zur modellprädiktiven
Regelung (MPC) beruht. Durch die Aufteilung des Problems in eine Radund Körperoptimierung wird die Fortbewegungskomplexität für hochdimensionale Roboter mit Rädern besser handhabbar. Es kann in Echtzeit kontinuierlich ausgeführt werden und ermöglicht hybride Fortbewegungsstrategien.
Diese schrittweise Bewegungsplanung wurde bei der DARPA Subterranean
Challenge validiert, bei welcher der Roboter dynamische Untergrundumgebungen mit einer höheren Geschwindigkeit als seine herkömmliche Version
kartierte, navigierte und erkundete. Mit den Ergebnissen aus diesem Wettbewerb schlagen wir einen neuartigen Ganzkörper-MPC vor, der gleichzeitig die Rad- und Körperbewegungen optimiert. Dieser Ansatz schätzt die
Bewegung des Roboters akkurat und entdeckt automatisch komplexe und
dynamische Bewegungen, die durch eine schrittweise Planung nicht möglich
sind. Durch einen einzigen Parametersatzes für alle Bewegungen ermöglicht
die Ganzkörperoptimierung die Anpassung der Gangsequenz. Aperiodische
Schrittmuster werden automatisch über kinematische Methoden gefunden, ohne dass vordefinierte Kontakt- und Startzeiten erforderlich sind. Das Berechnen komplexerer Bewegungen über herausfordernde Hindernisse und an den
Robotergrenzen wird durch TO ermöglicht, die rechenintensive Freiheitsgrade wie Gangzeiten berechnen und höherdimensionale Modelle berücksichtigen.
Durch die Kombination von Offline-TO für komplexe Bewegungen und OnlineMPC für die kontinuierliche Regelung entlang der Offline-Trajektorie können
wir neuartige Manöver ausführen, darunter schnelle Bewegungen über schwierige Hindernisse, einzigartige Bewegungen durch enge Räume, dynamische Bewegungen an den Grenzen des Roboters und akrobatische Tanzbewegungen.

Stichworte: Robotik , Rad- und Lauffortbewegung, Optimale Regelung,
Trajektorienoptimierung, Modellprädiktive Regelung, Ganzkörperregelung
iv

Acknowledgments
My legged robotics journey started in 2015 at the Autonomous Systems Lab of
the Commonwealth Scientific and Industrial Research Organisation (CSIRO)
in Brisbane (Australia), where I had the opportunity to work with talented
and experienced colleagues on six-legged robots. One year later, I joined ETH
Zurich’s Robotic Systems Lab, where I had the task to build a monstrous
six-legged robot with wheels and a total of 35 actuated joints and six gravity
compensation mechanisms. We quickly decided to ditch the robot and put
wheels on ANYmal instead. This was probably one of the most critical decisions I made throughout this study. The development of the roller-walking
robot ANYmal has been the most exciting journey for me, and I hope that it
will inspire future research and make greater real-world applications. Throughout this dissertation, I had the opportunity to work in a fast-growing field. Our
research community came from barely walking on flat terrain to jumps, backflips, and impressive rough terrain skills hyped by the general public. I am
grateful for all the researchers, companies, and visionaries in this field who
made this happen.
Foremost, I wish to thank my advisor, Prof. Marco Hutter, for his support
throughout this project, his critical feedback that pushed my research, and
the freedom he gave me to pursue my vision. Likewise, I would like to thank
my two co-examiners, Prof. Stelian Coros from the Computational Robotics
Lab at ETH Zurich and Prof. Sangbae Kim from the Biomimetic Robotics
Laboratory at Massachusetts Institute of Technology (MIT). At the beginning
of my career, I never would have imagined that such distinguished experts in
this field would support my thesis.
I would like to thank my close collaborators, Dario Bellicoso, Péter Fankhauser,
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ANYbotics, namely Renaud Dubé, Abel Gawel, Gabriel Hottinger. Jemin
Hwangbo, Domenic Jud, Philipp Kruesi, Philipp Leemann, Martin Wermelinger, Burak Cizmeci, Salman Faraji, Fadri Furrer, Tim Sandy, Pascal
Egli, David Hoeller, Edo Jelavic, Julian Nubert, Johannes Pankert, Jean
Pierre Sleiman, Andreea Tulbure, Perry Franklin, Timon Homberger, Simon
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Sütterlin, Karol Luszcz, and Valentin Yuryev.
This thesis would not have been possible without the outstanding students I
have supervised. I would especially like to thank Francisco Giráldez Gámez,
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1
Introduction
The fascination with legged machines has pushed the research community and
private sector to aim for robotic creatures that can work next to us and improve our lives’ quality. Since the first developments in 1967 and 1968 (Frank,
1968; McGhee, 1967), research in legged robotics has been trying to outperform robots’ natural counterparts. Today, in the year 2021, legged robots are
finding their way into industries, primarily conducting inspection tasks (Bellicoso et al., 2018b; Gehring et al., 2021; Hutter et al., 2018) and exploration
missions in underground environments (Bouman et al., 2020; Tranzatto et al.,
2021). We become accustomed to these robots in media coverage and, due
to the current pandemic, we even let robotic dogs enforce social distancing
in a Singapore park (BBC News, 2020). It is only a matter of time before
we see more of these robots in our daily lives. With this rapid advancement
in the last decades, many companies worldwide are keen to include legged
robotics solutions into their processes. We can see a temporal convergence of
the robot’s morphology towards four-legged creatures like ANYmal (Hutter
et al., 2017a), Spot (Boston Dynamics, 2021b), Aliengo (Unitree Robotics,
2021), quadrupeds from DeepRobotics (DeepRobotics, 2021), VISION60 QUGV (Ghost Robotics, 2021), MIT’s Cheetah 3 (Bledt et al., 2018) and
HyQReal (Semini et al., 2019). Bipedal robots, on the other hand, are still a
research and development focus, but it is only a question of time until we see
robots like Atlas (Boston Dynamics, 2019), HRP-5P (Kaneko et al., 2019),
Digit (Agility Robotics, 2021) and Talos (Stasse et al., 2017) in industrial
facilities around the world.
As shown in many impressive articles and videos, quadrupedal robots are
getting more robust and skillful in their locomotion. This advancement enables
them to explore any terrain like humans and animals, making them superior
to their wheeled and tracked counterparts in challenging terrain. Compared to
1
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Figure 1.1: Urban and indoor environments like the city center of Zurich depicted
here mostly consists of flat and inclined terrain. The most challenging terrains that
a wheeled-legged robot needs to overcome are steps and stairs.

similar-sized flying machines, such as drones, legged robots can usually carry
heavier payloads and have a longer battery life, enabling them to carry sensors
and robotic arms. These advantages, however, come with a caveat: In terms
of energy efficiency and locomotion speed, walking robots fall behind their
wheeled counterparts when operating in flat environments.

1.1

Motivation

As much as the research community in legged robotics likes to study bioinspired robots, there are some human inventions that nature could not develop. It was sometime between 4000 and 3000 BCE before the human race
invented the wheel (Bulliet, 2016), and since then, the wheel has continuously
improved the way we live by making our means of transport more efficient in
terms of travel time and energy consumption. The question of why animals
do not have wheels is a fascinating research topic to answer. There might be
a limitation to what kinds of biological structures can exist in nature, and
thus it is simply not possible for evolution to develop wheels. Another theory
claims that wheels are generally less effective than other modes of locomotion
in terrestrial environments like forests, mountains, and other settings without
flat terrains (LaBarbera, 1983). Because of the latter explanation, there is per2
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haps a little incentive for nature to invent wheels. Our urban environments,
however, have changed drastically in the last centuries from terrestrial terrains
to relatively flat and open terrain, making machines with wheels superior as a
form of transportation, as depicted in Figure 1.1. The key difference between
a human on passive wheels, e.g., roller-skates, and a robot equipped with actuated wheels is that the robot, if appropriately engineered, can exert control
over its wheels with a nuance that humans can not match (Evan Ackerman,
2020).
Adding wheels to the robot’s legs allows us to be efficient on flat as well as
agile on challenging terrain. With this combination, we overcome the trade-off
between mobility and efficiency. While legged robots have already made their
way into real-world applications, wheeled-legged robots like Handle (Boston
Dynamics, 2017), Skaterbot (Geilinger et al., 2018), Ascento (Klemm et al.,
2019), RoboSimian (Reid et al., 2020), Roller-Walker (Endo and Hirose, 2008)
and Centauro (Klamt et al., 2020) remain only within research and development departments/labs. Their hybrid locomotion capabilities are less understood due to the additional complexity and the missing natural counterparts.
The young research community addresses this by experimenting with novel
methods that capture hybrid locomotion principles, i.e., simultaneous walking
and driving. These additional barriers make the algorithm’s design challenging, but if overcome, would allow robots to outperform nature.

1.2

Objectives

Many applications like last-mile delivery problems and logistics require speed,
efficiency, versatility, and payload capabilities, which can not be satisfied by
traditional legged, wheeled, or flying robots. Inspired by the human-made evolution of the wheel, the goal of this dissertation is to understand the locomotion
principles of wheeled-legged robots and contribute to the next generation of
robotic mobility. Our robot with wheels and legs is the only solution to carry
tools, materials, goods, and sensors over long distances energetically efficient
and fast while overcoming challenging obstacles like steps and stairs, enabling
navigation in indoor and outdoor environments. To this end, we explore and
exploit the additional degrees of freedom (DOF) that open up new modes of
locomotion and requires the robot to overcome the following challenges:
• Hybrid Locomotion. The robot needs to expertly coordinate its legs
and wheels with every movement it makes. Planning physically feasible
3
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Figure 1.2: The motions of the roller-walking robot ANYmal (Hutter et al., 2017a)
verify the framework presented in this thesis. Here, our quadrupedal robot with
wheels simultaneously walks and drives (from left to right) over two steps in a row
(upper image) and steps up-and-down (lower image) with a step height of 0.20 m
(32 % of leg length) and speed of 1.5 m/s.

motions for a wheeled-legged robot, like ANYmal in Figure 1.2, is challenging since the whole-body movement results from contact forces at the
wheels. The robot needs to synchronize many DOF, i.e., 16 actuators
in the case of our roller-walking ANYmal. Simultaneously, the added
wheels increase the solution space since the robot can execute motions
along the rolling direction while in contact.
• Gait Timings. Animals always use symmetric and periodic gaits, and
it is unclear if this is also optimal for wheeled-legged systems.
• Rough Terrain Locomotion. Locomotion over rugged terrain is even
an open question for legged robots. When humans and animals engage in
4
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complex locomotion behaviors, the motions involve a reactive interaction
between the feet and the environment. Additionally, optimal whole-body
coordination operating near physical limits or over challenging obstacles
requires look-ahead planning to carefully decide on the upcoming steps.
When analyzing the literature in Section 1.3, it becomes evident that the legged
robot’s locomotion principles over flat terrain are well understood, partly due
to their natural counterparts’ study (Eckert et al., 2015; Nyakatura et al.,
2019), which influences, for example, the robot’s morphology, gait, and other
locomotion principles. The field of wheeled-legged robots, on the other hand,
is less studied and opens a huge potential for new ways of mobility. As shown
in Figure 1.2, a wheeled-legged robot can overcome obstacles, like steps, in a
fast (1.5 m/s) and effective way by only lifting the legs when needed.
The execution of hybrid locomotion skills in complex environments requires
two components: the mechanical hardware as well as locomotion intelligence.
Thanks to the rapid achievements in hardware development over the last years,
this dissertation builds upon the four-legged robot ANYmal (Hutter et al.,
2017a). The combination of fast interactions and look-ahead planning is a
fascinating avenue for our work. To this end, our objective is to automatically
discover complex motions with minimal guidance, which further increases the
dimensionality of the locomotion problem due to additional parameters to discover. The thesis’s main contribution is an optimization-based framework for
hybrid locomotion of wheeled-legged robots generating complex motions at
the robot’s limits and over challenging obstacles, as depicted in Figure 1.2.
Our method generates these motions without predefined contact patterns and
timing, which is different from most walking robots operating with fixed gaits.
The presented results focus on wheeled quadrupedal robots. From a theoretical perspective, however, the algorithms are not restricted to wheeled-legged
robots with four legs. As shown in the last theoretical chapter of this work,
the algorithms can be applied to a traditional quadrupedal robot.

1.3

Previous Work

Locomotion has been thoroughly studied by a large community in legged
robotics as well as computer graphics. In the last years, we have also seen
a rise in novel designs that contribute to wheeled-legged machines, as shown
in Section 1.3.1. Designing high-dimensional motions is elaborate, and, in
most cases, it is not feasible to hand-craft due to the complexity of the physical constraints. One way to solve such a locomotion problem is through
5

1. Introduction

optimization-based methods. It appears that these methods can be separated
from a practical point of view into motion tracking through inverse dynamics
and optimal control technologies used for slow (<1 Hz) offline optimization
(often referred to as TO) and fast (10-100 Hz) online optimization (MPC),
which are introduced in Section 1.3.2, Section 1.3.3, and Section 1.3.4. Inverse
dynamics approaches only look at one set point at a time, while TOs solve
complex locomotion maneuvers over the task’s time horizon. Approaches in
the final category, MPC, contribute to the online generation of motions over a
predefined look-ahead and explore task simplifications for computational reasons. It should be noted, however, that any attempt at categorization will
result in an overlap.

1.3.1

Overview of Wheeled-Legged Robots

Combining walking and driving has been an active research topic in recent
years. In particular, adding actuated wheels to walking robots increases the locomotion’s efficiency while maintaining the rough terrain capabilities through
the robot’s legs. For example, Boston Dynamics shows impressive locomotion
skills with their wheeled-legged platform Handle in Figure 1.3a, jumping and
driving at the same time over high obstacles (Boston Dynamics, 2017). Its
newest version in Figure 1.3b moves boxes in warehouses, and the company
focuses less on the robot’s walking abilities (Boston Dynamics, 2021a). There
are currently no published papers about Handle, and as such, no knowledge
about Boston Dynamics’ locomotion framework. Klemm et al. (2019) introduce a smaller-sized version of Handle without arms called Ascento, as shown
in Figure 1.3c. Momaro in Figure 1.3d, on the other hand, is a four-legged
robot with wheels performing driving and stepping (Klamt and Behnke, 2017).
This wheeled quadrupedal robot uses a kinematic approach to drive and to
overcome obstacles like stairs and steps. Recently, the Centauro robot in Figure 1.3e showed similar results over stepping stones and first attempts to overcome stairs while performing only slow static maneuvers (Kamedula, Kashiri,
and Tsagarakis, 2018; Klamt et al., 2019, 2018, 2020; Laurenzi, Hoffman, and
Tsagarakis, 2018). DRC-HUBO in Figure 1.3f is a wheeled humanoid robot
that can switch between a walking and a driving configuration (Lim et al.,
2017). While driving, the robot is in a crouched position, and as such, the
legs are not used for locomotion or balancing. With this novel idea, the transformer robot achieved first place at the Defense Advanced Research Projects
Agency (DARPA) Robotics Challenge in 2015 due to its speed, adaptability,
and reliability. Figure 1.3g shows the wheeled humanoid robot, Justin (Diet6
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(a) Handle (1st version)

(b) Handle (2nd version)

(c) Ascento

(d) Momaro

(e) Centauro

(f ) DRC-Hubo

(g) Justin

(h) Sherpa

(i) MAMMOTH

(j) RoboSimian

(k) Hylos

(l) Skaterbot

Figure 1.3: Research in the last years showed unique designs for wheeled-legged
robots.
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rich et al., 2016; Giordano et al., 2009), a humanoid upper body attached to
a reconfigurable base on wheels.
Another class of wheeled-legged robots can be categorized as rovers (Cordes,
Kirchner, and Babu, 2018; Reid et al., 2020; Squyres et al., 2009). Most
of these robots are not combining walking and rolling simultaneously, i.e., the
legs typically act as a suspension system while driving. The Sherpa and MAMMOTH rover, shown in Figure 1.3h and Figure 1.3i, are used as case studies to
investigate locomotion principles on extraterrestrial planets like Mars (Cordes
et al., 2014; Reid, Göktogan, and Sukkarieh, 2014; Reid et al., 2016). The
version of RoboSimian with powered wheels performs impressive multi-modal
locomotion in first field trials on fractured, glacial ice (Reid et al., 2020). It
is a rover with 32 actively articulated DOF designed to operate with articulated suspension whereby the normal load per wheel, body orientation, and
available limb workspace are actively controlled (see Figure 1.3j with passive
wheels). A walking excavator showcases similar terrain adaptation results for
autonomous excavation (Hutter et al., 2015; Jud et al., 2017). In Figure 1.3k,
the four-legged robot Hylos introduces a novel suspension system with 16 actuated DOF (Grand, Benamar, and Plumet, 2010). Each leg has two revolute
parallel axes, and the end-effector is an active and steering wheel.
While most of the existing literature focuses on actuated wheels, locomotion
with passive wheels poses a solution to decrease energy consumption when
overcoming long distances over sufficiently even terrain with relatively low
costs for hardware modifications. For example, the quadrupedal robot RoboSimian of NASA’s Jet Propulsion Laboratory (JPL) in Figure 1.3j uses six
DOF to set each skate’s pose (Bellegarda, van Teeffelen, and Byl, 2018) and
there is no force feedback available during skating. The robot executes openloop joint position trajectories tracked by a proportional–integral–derivative
(PID) controller without considering unexpected changes in the contact states.
By this means, the motion plan given by the joint trajectories is not updated
during locomotion. Like RoboSimian, the Roller-Walker by Endo and Hirose
(2008, 2012) and Hirose and Takeuchi (1996) performs skating motions without
lifting its legs nor controlling the ground reaction force. These approaches do
not explicitly deal with contact interactions and force control. Without force
control, there is no guarantee that contact constraints are satisfied, resulting
in less robust locomotion against unknown terrain irregularities. Humanoids
on passive wheels are explored by some specialized research labs (Matsumoto,
Kajita, and Komoriya, 2002; Xu et al., 2008; Ziv, Lee, and Ciaravella, 2010).
Most of the literature shows statically stable motions where both skates are
8
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always in contact, and the control approach is based on position-controlled
joints. Iverach-Brereton et al. (2014) show similar results for a small-sized
humanoid robot that performs skating motions on ice. Takasugi et al. (2016)
generate skating motions with the human-sized humanoid robot HRP-2 balancing on a skateboard. The robot uses a simplified approach for motion
planning, where the robot controls the contact force on the ground to push
with one leg and maintain balance. Impressive results are presented with
Skaterbots in Figure 1.3l, which introduces a generic optimization to the planning of wheeled-legged robots’ motions (Geilinger, Winberg, and Coros, 2020;
Geilinger et al., 2018).

1.3.2

Inverse Dynamics Approaches

Inverse dynamics is a method to generate joint torques to track a reference
motion over a single set point, requiring the design of whole-body trajectories
generated, for example, from either TO algorithms in Section 1.3.3 or MPC approaches in Section 1.3.4. These control algorithms compute the joint torques
that accomplish the desired motion and, in most cases, do not consider future
states. In contrast to position-controlled joints, torque-controlled joints can
regulate the interaction forces and hence compliantly adapt to changing contact conditions, which might occur due to drifting state estimates and position
uncertainty in the terrain. Further, the usage of torque/force control becomes
critical when dealing with increasing uncertainty in the robot’s surroundings
(Escande, Kheddar, and Miossec, 2006; Neuhaus, Pratt, and Johnson, 2011;
Zico Kolter and Ng, 2011). While this problem can be easily solved for flying robots and fixed-base manipulators, (wheeled-)legged robots suffer from
frequently changing the degree of underactuation and overactuation1 , depending on the contact configuration (Hutter et al., 2014b). Their whole-body
movement results from contact forces at the feet (or wheels) and the robot’s
dynamics, imposing constraints such as the equations of motion, friction cones,
actuator limits, and more. With this complexity, there has been a variety of
solutions to this problem.
Inverse dynamics control incorporates the robot’s model, i.e., its equations of
motion (EOM). To this end, the related work relies on the full rigid body dynamics (RBD) model, which can be computed online (Featherstone, 2014)
since the algorithms consider only one point at a time. Given a desired
constraint-consistent acceleration, inverse dynamics determines the necessary
1 Underactuation (or overactuation) refers to the control algorithm’s capability to control
part (or all) of the states directly.
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joint torque to achieve this motion (Aghili, 2005; Mistry, Buchli, and Schaal,
2010; Yamane and Nakamura, 2000). When keeping redundant DOF compliant, inverse dynamics can be categorized as operational space controller
(Khatib, 1987; Righetti et al., 2011). In the case of legged systems, however,
traditional inverse dynamics can not guarantee solutions for any given motion
plan nor for any number of constraints. To address these limitations, the research community has focused on whole-body controller (WBC) formulations
based on constrained optimization solving quadratic programming (QP) problems, which represents the locomotion problem as sub-tasks, i.e., as a set of
constraints (Prete and Mansard, 2015; Righetti and Schaal, 2012). Hierarchical optimization (HO) proposes to solve a set of prioritized tasks (Bellicoso et
al., 2017, 2018a; Escande, Mansard, and Wieber, 2014; Hanafusa, Yoshikawa,
and Nakamura, 1981; Herzog et al., 2016; Kanoun, Lamiraux, and Wieber,
2011; Kim et al., 2019; Lasa, Mordatch, and Hertzmann, 2010; Nakamura,
Hanafusa, and Yoshikawa, 1987; Siciliano and Slotine, 1991). Such tasks can
follow the desired motion plan, move legs or hands to specific locations, or
create certain contact forces. With HO, conflicting tasks can be solved in a
hierarchy or by weighing between them.
While most wheeled-legged robots use a kinematic approach to generate velocity commands for the wheels, some promising research incorporates the robot’s
whole-body dynamics into motion control algorithms, computing torque commands for each of the joints, including the wheels. Sentis, Petersen, and
Philippsen (2013) show a prioritized whole-body compliant control framework
that generates motor torques for a humanoid robot’s upper body attached
to a wheeled base. Jeong and Takahashi (2008) incorporate the equations of
motion, including the nonholonomic constraints, into the two-wheeled mobile
robot’s control framework. Justin in Figure 1.3g, a wheeled humanoid robot,
creates torque commands for each of the wheels using an admittance-based
velocity controller (Dietrich et al., 2016). Each of these wheeled platforms,
however, is unable to step due to the missing actuation on the legs, and as
such, the robots are only performing wheeled locomotion. There is a research
gap for wheeled-legged robots. Most of the robots using actuated wheels do
not consider the whole-body’s dynamic model, including the wheels. The lack
of these model properties hinders these robots from performing dynamic walking and shaping the interaction with the environment. A wheeled-legged robot
needs to carefully choose the reaction forces between its wheels and the terrain
to control its motion. The switching of the legs’ contact state, the additional
constraint along the rolling direction of each wheel, and the reaction forces all
need to be accounted for to reveal the full potential in speed and efficiency.
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So far, torque control for the wheels is only explored for some slowly moving
wheeled mobile platforms. Without force or torque control, the friction constraints related to the no-slip condition cannot be fulfilled, and locomotion is
not robust against unknown terrain irregularities. Building upon our proposed
solution, Klemm et al. (2020) introduce a hierarchical WBC leveraging the full
RBD of the wheeled bipedal robot Ascento in Figure 1.3c, performing driving
and jumping motions.

1.3.3

Trajectory Optimization

The usage of TO (see reviews by Betts (1998) and Rao (2009)) offers the chance
to solve the locomotion problem over the task’s time horizon while optimizing
over a higher dimensional solution space composed of the whole-body trajectory, gait sequences, and timings. With a task-specific goal, these optimization
variables are found automatically while considering constraints imposed by
physical restrictions. In the last few years, legged locomotion research experienced a surge in TO approaches that solve the locomotion problem over longtime horizons from scratch (Geilinger, Winberg, and Coros, 2020; Geilinger
et al., 2018; Herzog et al., 2015; Jelavic and Hutter, 2019; Mastalli et al., 2017;
Medeiros et al., 2020; Melon et al., 2020; Mordatch, Todorov, and Popović,
2012; Park et al., 2016; Posa, Cantu, and Tedrake, 2014; Todorov, 2011; Winkler et al., 2018; Yeganegi et al., 2019). Most of these approaches share one
aspect in common that their algorithms compute high-dimensional solutions
without considering feedback control. The computational complexity makes
reliable online execution on the real robot one of the main challenges.
Due to offline generations and focus on higher dimensional optimizations, it
is impossible to run these algorithms with fast update rate to plan solutions
online. As such, TO algorithms choose from a set of models that captures
the real robot’s dynamics more accurately. For example, the RBD model
only assumes non-deformable links and, the EOM can be rewritten as the
Centroidal dynamics (CD) model without loss of generality by expressing the
RBD model’s change of momentum in a frame fixed at the current center of
mass (COM) (Kuindersma et al., 2016; Orin, Goswami, and Lee, 2013). In
this regard, Budhiraja, Carpentier, and Mansard (2019) discuss the dynamic
consensus between Centroidal and RBD models. The single rigid body dynamics (SRBD), on the other hand, assumes that the legs are massless and, as can
be seen below, is another commonly used model in TOs (Herzog et al., 2015).
Winkler et al. (2018) propose a phase-based end-effector parameterization for
simultaneously optimizing gait and whole-body motion over non-flat terrain.
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An nonlinear programming (NLP) algorithm solves the problem, and, as a
model, the authors deploy the SRBD of a legged robot. The approach is augmented by Medeiros et al. (2020) to incorporate wheeled locomotion without
stepping. The optimization problem, however, becomes prone to local minima
and, as such, depends on a good initialization. Melon et al. (2020) propose
a learning-based scheme to solve this problem by initializing the NLP based
on offline experiences. In contrast, Mordatch, Todorov, and Popović (2012)
and Carius et al. (2019) present a contact invariant TO formulation to synthesize legged robots’ motions. As shown by Deits and Tedrake (2014) and
Aceituno-Cabezas et al. (2017), mixed-integer optimization problems can solve
the combinatorial complexity of simultaneous gait and motion planning.
Recently, research in hybrid locomotion showed a rise of new TO methods.
Skaterbots in Figure 1.3l show impressive results based on the CD model of
robots with wheels and legs (Geilinger, Winberg, and Coros, 2020; Geilinger
et al., 2018). In contrast to the work of Winkler et al. (2018) and Medeiros
et al. (2020), the authors of Skaterbots include the leg’s kinematics into the
optimization problem, which becomes even more critical for wheeled-legged
robots since the estimation of the rolling direction is required. Thus, Medeiros
et al. (2020) require a heuristic that approximates the rolling constraint. A
whole-body, kinematic TO is introduced by Jelavic and Hutter (2019) and
showcases static motions for walking excavators in visualization only.
In contrast to MPC, some TO methods offer the chance to be immune to local minima when the domain has discontinuous dynamics (Erez, Tassa, and
Todorov, 2012). These algorithms, however, are often too slow to be applied
online on the real robot, though impressive results are being showcased in visualization and inside simulation environments. On the real robot, the related
work struggles with the execution of these motions. For example, Winkler
et al. (2018) only manage to run a few simple trajectories on flat terrain. The
authors use a WBC that only looks at one set point at a time to execute the
offline trajectories.

1.3.4

Model Predictive Control

A large amount of pioneering work in MPC (see reviews by Bertsekas (2005),
Diehl, Ferreau, and Haverbeke (2009), Mayne et al. (2000), and Morari and
Lee (1999)) focuses on the online execution of whole-body optimization problems on the real robot in a task-generic fashion (Bledt and Kim, 2019; Bledt
et al., 2018; Caron and Pham, 2017; Dai, Valenzuela, and Tedrake, 2014; Dantec et al., 2020; Erez et al., 2013; Farshidian et al., 2017; Grandia et al., 2019;
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Henze, Ott, and Roa, 2014; Herdt et al., 2010; Koenemann et al., 2015; Laurenzi, Hoffman, and Tsagarakis, 2018; Mason et al., 2018; Neunert et al., 2018;
Paparusso, Kashiri, and Tsagarakis, 2020; Zimmermann et al., 2015). Due to
fast update rates, MPC finds solutions on the fly while correcting the motion
under changing conditions, such as modeling errors and external disturbances,
thus offering feedback control. In contrast to TO, these motions are generated
over relatively short-time horizons and neglect complex optimization variables
and constraints, such as gait timings and higher order model complexities, to
reduce the computation time. Therefore, the optimization may not guarantee an optimal solution for tasks requiring a longer time horizon and a more
accurate physical representation, e.g., parkour over obstacles in Figure 1.2.
The goal of MPC is to find the robot’s continuous-time motion over a given
time horizon, i.e., the trajectories of the torso and feet (or wheels). Moreover,
the algorithm must carefully plan the ground reaction forces to achieve the
desired behavior. To reduce this complexity and enable real-time execution,
the research community has investigated the simplification of the real robot’s
dynamics. For example, by modeling the robot as a linear inverted pendulum
(LIP) model, the zero moment point (ZMP) developed by Vukobratović and
Borovac (2004), or the center of pressure (COP), is used to control only the
motion of the COM position and acts as a substitute for the contact forces
(Bellegarda, van Teeffelen, and Byl, 2018; Bellicoso et al., 2018a; Caron, Pham,
and Nakamura, 2017; de Viragh et al., 2019; Jenelten et al., 2020; Kalakrishnan
et al., 2010; Kalakrishnan et al., 2011; Krause et al., 2012; Mason et al., 2018;
Mastalli et al., 2020; Sardain and Bessonnet, 2004; Winkler et al., 2017, 2015;
Zucker et al., 2011).
Additionally, the locomotion planning’s high-dimensional problem can be decomposed into a separate torso and feet (or wheels) planning. Thus, the resulting two lower-dimensional sub-tasks become more tractable (Bellicoso et al.,
2018a; Buchanan et al., 2019, 2020; Di Carlo et al., 2018; Englsberger et al.,
2014; Focchi et al., 2020, 2017; Griffin et al., 2019; Jenelten et al., 2020; Kajita
et al., 2001; Kalakrishnan et al., 2010; Klamt and Behnke, 2018; Kudruss et
al., 2015; Laurenzi, Hoffman, and Tsagarakis, 2018; Naveau et al., 2017; Park,
Wensing, and Kim, 2015; Rebula et al., 2007; Tsounis et al., 2020; Wieber,
2006; Wieber, Tedrake, and Kuindersma, 2016; Zucker et al., 2011). Such
a decomposed task approach is completed in two stages, where a heuristic is
needed to connect the feet and torso planning stages. For example, a common
method in legged locomotion designs foothold positions based on the heuristic
13
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described in (Raibert, 1986) with a capture-point-based feedback term (Pratt
et al., 2006).
In contrast, a single task approach treats the continuous decision problem as
a whole without breaking down the problem into several sub-tasks. Here, the
challenge is to solve the problem in a reasonable time so that online execution
with feedback control becomes feasible. In the last few years, traditional legged
locomotion research experienced a large amount of pioneering work in MPC
that now reliably runs single task optimizations based on an SRBD or CD
model (Caron and Pham, 2017; Dai, Valenzuela, and Tedrake, 2014; Erez
et al., 2013; Farshidian et al., 2017). Bledt and Kim (2019) implement a
regularized predictive controller for simultaneous footstep and ground reaction
force optimization. The authors show their results on the quadrupedal robot
MIT Cheetah 3 (Bledt et al., 2018). Similarly, Grandia et al. (2019) and
Neunert et al. (2018) deploy an MPC on the robot ANYmal. In contrast, the
former work introduces a kinodynamic model, which defines the SRBD model
along with the kinematics for each leg.
MPC offers robust and reactive control for high-dimensional wheeled-legged
robots. Running MPC over a short time horizon might not result in optimal
motions over the task’s horizon. The effects of a short-sighted optimization
become evident when considering tasks that involve crossing challenging obstacles like stepping stones (Dantec et al., 2020; Grandia et al., 2021; Magaña
et al., 2019; Mastalli et al., 2020) and stairs (Fankhauser et al., 2018; Jenelten
et al., 2020). Here, the robot makes unnecessary steps over the terrain patches,
and depending on the difficulty of the obstacle, the robot can be guided into
inescapable situations. Moreover, the MPC gets stuck in local minima when
the domain has discontinuous dynamics (Erez, Tassa, and Todorov, 2012).

1.4

Approach and Contribution

The dissertation’s main contribution is a locomotion framework for wheeledlegged robots, which is based on five publications (Bjelonic et al., 2018a, 2019,
2021a,b, 2020). As shown in Figure 1.4, this work comprises the entire locomotion problem into an offline planning stage, online motion planning, and
inverse dynamics. With this structure, the combination of offline and online
motion planning makes complex maneuvers feasible. This thesis’s overarching
goal is a holistic framework that captures the locomotion problem accurately
and, at the same time, focuses on reactive execution on the real robot. As
a consequence of the latter goal, all evaluations in this dissertation are based
14
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Figure 1.4: This dissertation presents an optimization-based framework to perform
complex locomotion strategies for robots with wheels (and legs), where its main
theoretical contributions lie in the motion planning and inverse dynamics algorithms.
The latter is a WBC introduced in Chapter 3 while the former is split into online
(see Chapter 4 and Chapter 5) and offline motion planning (see Chapter 6).

on experiments conducted on our real robot. The remainder introduces each
chapter and concludes by listing their contributions.

1.4.1

Highlights of Individual Paper Contributions

As categorized in Figure 1.4, this section highlights the capabilities focused on
by each part of the entire locomotion problem.
Skating Motions with a Force-Controlled Robot
Bjelonic, M., Bellicoso, C. D., Tiryaki, M. E., and Hutter, M. (2018a). “Skating with
a Force Controlled Quadrupedal Robot”. In: IEEE/RSJ International Conference
on Intelligent Robots and Systems (IROS), pp. 7555–7561

Most of the thesis focuses on actuated wheels, but motions with passive wheels
are also beneficial to decrease energy consumption when overcoming long, sufficiently even terrain with relatively low costs for hardware modifications.
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Therefore, this chapter presents a novel motion planner and controller, enabling a legged robot equipped with passive wheels and skates to perform skating maneuvers. These are achieved by an appropriate combination of planned
reaction forces and gliding motions. The novel motion controller formulates
a virtual model controller (VMC) and an optimal contact force distribution,
which respects the skates’ nonholonomic constraints. This approach has been
tested on the torque-controllable robot ANYmal equipped with passive wheels
and ice skates as end-effectors. The conducted experiments on flat and inclined
terrain show that skating motions reduce the cost of transport (COT) by up
to 80 % with respect to (w.r.t.) traditional walking gaits.

Whole-Body Motion Control

Bjelonic, M., Bellicoso, C. D., Viragh, Y. de, Sako, D., Tresoldi, F. D., Jenelten, F.,
and Hutter, M. (2019). “Keep Rollin’ - Whole-Body Motion Control and Planning
for Wheeled Quadrupedal Robots”. IEEE Robotics and Automation Letters 4.2,
pp. 2116–2123

This chapter shows dynamic locomotion strategies for wheeled quadrupedal
robots, which combine the advantages of both walking and actuated driving. The developed motion controller tightly integrates the additional DOF
introduced by the wheels. As a first approach, motion planning relies on a
ZMP based motion optimization, which continuously updates reference trajectories for pure driving and walking motions. The reference motions are
tracked by a hierarchical WBC, which computes optimal generalized accelerations and contact forces by solving a sequence of prioritized tasks, including the
nonholonomic rolling constraints. In contrast to other wheeled-legged robots
with position-controlled joints, the approach is tested on our fully torquecontrolled robot ANYmal, including the non-steerable wheels attached to its
legs. Through conducted experiments on flat and inclined terrains and over
stairs, the results verify that integrating the wheels into the motion control
and planning framework results in intuitive motions, enabling more robust
and dynamic locomotion than other wheeled-legged robots. With a speed of
4 m/s and a reduction of the COT by 83 %, the superiority of wheeled-legged
robots compared to their legged counterparts is proven on flat and challenging
terrain.
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Decomposed Motion Planning
Bjelonic, M., Sankar, P. K., Bellicoso, C. D., Vallery, H., and Hutter, M. (2020).
“Rolling in the Deep – Hybrid Locomotion for Wheeled-Legged Robots Using
Online Trajectory Optimization”. IEEE Robotics and Automation Letters 5.2,
pp. 3626–3633

The previous chapter demonstrates dynamic motions with a focus on the motion control aspect. One limitation of this approach is that the motion planner
can only generate pure driving and walking modes. The combination of both,
i.e., hybrid locomotion, is dealt with in this chapter, which presents an online
optimization framework for wheeled quadrupedal robots capable of executing
hybrid motions. By breaking down the optimization problem into a wheel and
base trajectory planning, locomotion planning for high-dimensional wheeledlegged robots becomes more tractable, can be solved in real-time on-board in
an MPC fashion, and becomes robust against unpredicted disturbances. The
wheels’ optimizations considers the rolling constraints during ground contact
while the torso’s optimization accounts for the robot’s balance during locomotion by constraining the location of the ZMP (Vukobratović and Borovac,
2004). Similar to the previous chapter, these reference motions are tracked
by a hierarchical WBC that sends torque commands to the robot. Our robot
ANYmal performs hybrid locomotion with a great variety of gait sequences on
rough terrain. As part of the CERBERUS team (Tranzatto et al., 2021), the
robotic platform was validated at the DARPA Subterranean Challenge, where
the robot rapidly mapped, navigated, and explored dynamic underground environments. With this deployment next to the traditional legged robot, we can
verify that legged machines, when combined with wheels, achieve higher speed
and energy efficiency. We also experienced the limitations of the decomposed
motion planner w.r.t. its capabilities and reliability. Our wheeled-legged robot
executed a fixed hybrid-trotting gait instead, which did not result in reliable
motions due to slippage between the wheels and the mud, becoming even more
critical at a higher speed.
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Single Task MPC and Online Gait Sequence Generation
Bjelonic, M., Grandia, R., Harley, O., Galliard, C., Zimmermann, S., and Hutter, M.
(2021b). “Whole-Body MPC and Online Gait Sequence Generation for WheeledLegged Robots”. In: IEEE/RSJ International Conference on Intelligent Robots
and Systems (IROS)

The lessons learned at the DARPA Subterranean Challenge guided our work
and further helped improve the next generation of ANYmal with wheels. This
chapter proposes a whole-body MPC that simultaneously optimizes wheel and
torso motions. Due to the real-time joint velocity and ground reaction force
optimization based on a kinodynamic model, the approach accurately captures
the robot’s dynamics and automatically discovers complex and dynamic motions cumbersome to hand-craft through heuristics. Thanks to the single set
of parameters for all behaviors, whole-body optimization makes online gait sequence adaptation possible. Aperiodic gait sequences are automatically found
through kinematic leg utilities, i.e., rules for each leg that trigger stepping,
without the need for predefined contact and lift-off timings. This adaptation
also enables us to reduce the COT of wheeled-legged robots significantly. The
experiments demonstrate highly dynamic motions on a quadrupedal robot with
non-steerable wheels in challenging indoor and outdoor environments. Herewith, the results verify that a single task formulation is a key to revealing the
full potential of wheeled-legged robots.
Offline and Online Motion Planning
Bjelonic, M., Grandia, R., Geilinger, M., Harley, O., Medeiros, V. S., Pajovic, V.,
Edo Jelavic Coros, S., and Hutter, M. (2021a). “Complex motion decomposition: combining offline motion libraries with online MPC”. under review for The
International Journal of Robotics Research

The chapter’s theoretical contribution is a whole-body approach to locomotion
planning that combines the advantages of offline TO and online MPC, generating complex and dynamic motions for (wheeled-)legged robots. The former
finds complex motions enabling whole-body coordination near robot limits and
over challenging obstacles with task-specific time horizons. We then feed these
offline trajectories into the online MPC’s cost function, which explores reactive
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optima over a fixed look-ahead. Moreover, we can store offline trajectories in a
motion library where multiple motions can be composed into a single maneuver. As a by-product of our work, we present the generalization to legged and
wheeled locomotion of two offline TOs and one online MPC. Thanks to the
research in our field, we developed all three optimal-control algorithms over
the last ten years and deployed them for the first time on the same robotic
platform, ANYmal, with and without wheels. For the offline computation of
complex trajectories, we exemplary use a user-guided and terrain-aware TO.
The former incorporates a CD model, while the latter falls back to an SRBD
model for simultaneously optimizing gait and motion over non-flat terrain.
Our third algorithm is based on a whole-body MPC that closes the offlineto-online gap by adding feedback control and a look-ahead along the offline
trajectories.

1.4.2

Capability Comparison

In terms of motion control, this thesis verifies the capabilities of a WBC and a
VMC applied to wheeled-legged robots. The former includes the RBD model
and a set of hierarchical constraints that governs the robot’s locomotion. Each
of the chapter’s algorithms is based on a different class of motion planning
approaches, including various optimization complexities. Table 1.1 gives an
overview of each optimization problem, including the optimized components
and the algorithm’s performance, considering the difficulty of the shown tasks.
In contrast to related work, each algorithm is verified on a real robot, namely
ANYmal, targeting motions at the robot’s/algorithm’s limits. A direct comparison of the motion planning approaches is only possible to a limited extent
because it dependens on their use case. In general, increasing the algorithm’s
complexity improves the difficulty of shown tasks and, as such, prolongs the optimization time. The three online motion planner in Table 1.1, however, allow
for a clear conclusion. As discussed in Chapter 5, the whole-body MPC defined as a single task outperforms the decomposed task and kinematic motion
planner in terms of the performed tasks and execution’s robustness. Due to
the higher dimensional optimization problem, the MPC’s update rate drops to
20-50 Hz, which is acceptable considering its reactive behavior’s performance.
The two offline motion planner in Chapter 6, on the other hand, do not allow
for a clear evaluation since each algorithm achieves maneuvers for a different
set of tasks. For example, the interactive TO generates dynamic motions on
flat terrain with an interactive interface while considering the robot’s joint momentum. The terrain-aware approach focuses on motions over non-flat terrain
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CD model

SRBD model

Single
optimization

Single
optimization

Kinodynamic
model
Single
optimization

None

None

None

> 1s

> 1s

Time horizon

> 1s

> 1s

Base motion
End-effector motion
Swing leg motion
Contact force
Joint motion
Step timing
Step sequence

6D
3D
✓
✓
✓
✗
✗

Line contacts
Point contacts
Flight phases
Non-flat terrain
Accurate rolling
constraint
Adaptation of
joint momentum

✓
✓
✓
✗

Dynamic model
(accuracy)
Number of
optimizations
Foothold
heuristic
Optimization time

Whole-body MPC
(Chap. 5 & 6)

Decomposed
planner (Chap. 4)

Skating planner
(Chap. 2)

20-50 ms

Separate wheel
& torso planner
Inverted
pendulum
5-10 ms

Kinematic
model
Separate wheel
& torso planner
Inverted
pendulum
2.5 ms

1s

1-2 s

2s

Optimized components
6D
6D
3D
3D
✓
✓
✓
✓
✗
✓
✓
✗
✗
✗

3D
2D
✓
✗
✗
✗
✗

2D
2D
✗
✗
✗
✗
✗

Difficulty of shown task
✓
✓
✓
✓
✓
✓
✓
✓

✓
✓
✓
✗

✓
✗
✗
✗

ZMP model

✓

✗

✓

✗

✗

✓

✗

✗

✗

✗
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Terrain-aware
TO (Chap. 6)

Table 1.1: Capability comparison of motion planning algorithms. Table design is
adapted from Winkler (2018).
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Interactive
TO (Chap. 6)
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with a simplified SRBD model while adapting gait timings. To reliably execute their offline trajectories on the real robot, both TOs rely on a novel online
tracking approach through the whole-body MPC, as described in Chapter 6.

1.4.3

List of Contributions

This dissertation describes optimization-based frameworks to perform complex
locomotion strategies for robots with legs and wheels that compromise the entire locomotion pipeline from planning complex maneuvers on flat terrain and
over challenging obstacles to their robust execution. Each chapter builds upon
each other, contributing to our final theoretical contribution in Chapter 6. It is
a whole-body 2 approach to locomotion planning that combines the advantages
of offline TO and online MPC, generating complex and dynamic motions for
(wheeled-)legged robots. The experiments involve complex locomotion maneuvers over challenging obstacles and at the robot’s limits, including fast
maneuver over challenging terrain, unique motions through confined spaces,
dynamic motions at the robot’s limits, and artistic dance moves. The results
verify the superiority of wheeled-legged robots regarding locomotion speed and
efficiency while incorporating the ability to face challenging terrain. This thesis foresees that the next generation of robots will include the best of both
worlds.
Succinctly, the seven main contributions C1 to C7 can be summarized as
follows:
C1

Skating Motions. A novel VMC with an optimal contact force distribution considers the skate’s nonholonomic contact constraints introduced
by a novel friction triangle. To the best of our knowledge, a fully forcecontrolled quadrupedal robot executes skating motions for the first time.

C2

Motion Control. A hierarchical WBC, which considers the nonholonomic constraints, generates torque command for each joint, including
the actuated wheels. Although the robot is blind, it can dynamically
overcome bumps, inclines, and stairs. This robust behavior is thanks to
the force control approach that can deal with unexpected contacts.

2 In this dissertation, a whole-body approach or whole-body motion planning refers to
the simultaneous generation of the robot’s contact forces, generalized coordinates, and generalized velocities, including the torso’s pose, linear and angular velocity, and the joint
coordinates and velocities.
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C3

Online Motion Planning. We demonstrate the superiority of a single
task motion planning approach compared to its decomposed variant.
The latter breaks down the locomotion problem into a separate wheel
and torso TO, while the former solves both in a single optimization.
Our findings show that formulating a whole-body MPC as a single task,
without needless heuristics, enables the robot to automatically discover
complex and dynamic motions that are impossible to hand-tune.

C4

Online Gait Sequence Generation. The whole-body MPC is general
enough to perform all behaviors with the same set of parameters, allowing gait adaptation. A novel concept to quantify kinematic leg utilities
for online gait sequence generation without the need for predefined contact timings and lift-off sequences is introduced. The automatic gait
discovery enables wheeled-legged robots to coordinate aperiodic behavior, decreasing the COT even further.

C5

Complex Locomotion Skills. The combination of offline and online
motion planning allows the online execution of offline trajectories operating near robot limits and over challenging terrain, as shown in Figure 1.2.
Our whole-body MPC robustifies the maneuver by adding feedback control and anticipating future events of the offline trajectory. Motion designers can choose their favorite TO routine and iterate over behavior
designs offline without tuning robot experiments, enabling them to author new behaviors rapidly.

C6

High Speed & Efficiency. Our novel platform with powered wheels
achieves a speed of 4 m/s on flat terrain, overcomes challenging obstacles
with 1.5 m/s, and reduces the COT by 83 % compared to legged systems.
We further decrease the COT by generating aperiodic gait sequences,
switching between pure driving, static, and dynamic gaits.

C7

Real-World Applications. We validated an intermediate version of
our roller-walking robot at the Defense Advanced Research Projects
Agency (DARPA) Subterranean Challenge, where it rapidly mapped,
navigated, and explored dynamic underground environments. At the
Tunnel Circuit, the wheeled version of ANYmal achieved more than double the legged robot’s speed, and the robot scored important points for
the CERBERUS team (Tranzatto et al., 2021).

At the beginning of every chapter, we provide a reference, indicated by C ,
to its overall contribution listed above.
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Figure 1.5: This thesis’s work has been evaluated on different generations of ANYmal, a quadrupedal robot equipped with passive and powered wheels.

1.5

Robotic Systems

As a by-product of our work, we have developed a wheeled-legged robot over
the last four years. The system is not the main focus of this thesis, but the
results presented here would not have been possible without this concurrent
development. We briefly describe this development in the remainder of this
section.
We verify the performance of our algorithms in experiments with different generations of ANYmal. Depending on the payload and version, ANYmal weighs
35-50 kg. The motion controller, motion planner, and state estimator run on
a single PC. All computation regarding autonomy, i.e., perception, mapping,
localization, path planning, path following, and object detection, is carried out
by two separate PCs, making the robot entirely self-contained in terms of computation and perception. As shown in Figure 1.5, the legged robot is equipped
with passive and powered wheels, which gives four rotational joints per leg,
including the hip abduction/adduction (HAA), hip flexion/extension (HFE),
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and knee flexion/extension (KFE) joints. Due to this HAA-HFE-KFE design of each leg, the wheel’s rolling direction coincides approximately with the
torso’s projected forward direction onto the terrain. Therefore, the robot can
perform small curvatures by simply rotating the base without lifting any leg.
For larger curvatures, the robot needs to perform hybrid walking-driving motions. The leg’s first three joints are based on electrically driven series-elastic
actuators (Hutter et al., 2016; Pratt and Williamson, 1995) with a maximum
torque of 40-80 Nm, depending on the version. The robot has incorporated
four generations of non-steerable wheels attached to its legs in the last four
years. In 2017, ANYmal was equipped with passive wheels to perform skating
maneuvers on flat and inclined terrain. The first generation of powered wheels
in 2018 consisted of direct drives with a maximum torque of 4 Nm, which was
not high enough for the robust execution of hybrid locomotion at the robot’s
limits. The improved wheel version in 2019 included a gearbox with a low gear
ratio, which increased the maximum torque to 32 Nm. This version also participated at one of the largest robotic competitions, the DARPA Subterranean
Challenge. The final version’s design increased the wheel’s radius enabling a
novel wheel hub design, i.e., the motor is located inside of the wheel.

1.6

Thesis Organization

The dissertation’s introduction follows with a case study in Chapter 2 that
explores skating motions for quadrupedal robots. The hierarchical WBC in
Chapter 3 generates feed-forward torque commands for each of the joints,
including the wheels. The first two chapters also describe the analysis of the
COT compared to traditional legged robots. In Chapter 4, a decomposed planning approach feeds motion plans to the WBC generating hybrid locomotion.
The motion planning approach is replaced in Chapter 5 by an MPC solving
the locomotion problem as a single task and avoiding hand-tuned heuristics.
A series of results demonstrate the superiority of single optimization problems
in locomotion robustness and prediction accuracy. Chapter 6 introduces a
whole-body approach to locomotion planning that combines the advantages
of offline TO and online MPC, generating complex and dynamic motions for
wheeled-legged robots and traditional legged machines. Finally, the thesis concludes this work in Chapter 7. In this thesis, we apply consistent notations
for all equations, where scalar values are written in regular letters, e.g., s or
S, vectors in bold lower case letters, e.g., v, and matrices in bold upper case
letters, e.g., M .
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Videos, indicated by V , demonstrating the performance of our approach
accompany each chapter, and all videos of the roller-walking robot ANYmal
are listed at the end of the dissertation with an online playlist available at:
https://www.markobjelonic.com/phd-videos
Similarly, supplementary material about the research can be obtained from:
https://www.markobjelonic.com/research
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2
Skating Motions with a
Force-Controlled Robot

This chapter incorporates material from the following publication:
Bjelonic, M., Bellicoso, C. D., Tiryaki, M. E., and Hutter, M. (2018a). “Skating with
a Force Controlled Quadrupedal Robot”. In: IEEE/RSJ International Conference
on Intelligent Robots and Systems (IROS), pp. 7555–7561
Paper: https://doi.org/10.1109/IROS.2018.8594504
Video V8 : https://youtu.be/fJfAWiylpxw

The dissertation’s first method investigates skating locomotion C1 for a forcecontrolled quadrupedal robot. In the remainder of this chapter, we introduce
the kinematic skating planner of Table 1.1 and its motion control strategy,
achieving energy efficient motions C6 .

2.1

Introduction

Recent research in robotic locomotion has shown a great variety of locomotion
strategies. A large part of this work has been focused on traditional walking
maneuvers, whereby the feet are assumed to remain stationary when in contact with the environment. Comparisons between wheeled and legged robots,
however, have shown that the former is superior on flat terrain regarding their
energy efficiency (Hutter et al., 2014a). The combination of wheels and legs, if
properly implemented, can be exploited to take advantage of both locomotion
domains. A relatively low-cost solution in terms of hardware complexity offers
passive wheels that do not require additional sensing or actuation.
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Figure 2.1: The robot ANYmal (Hutter et al., 2017b; Hutter et al., 2016) performs
skating motions on ice.

Therefore, we describe the planning and control framework, enabling a fourlegged robot to perform skating 1 motions using passive wheels and ice skates,
as depicted in Figure 2.1. We introduce a motion planner and a novel motion controller so that the supporting legs are fully torque-controlled during
the skating motion. The chapter’s main contribution is a virtual model controller (VMC) with an optimal contact force distribution that considers the
nonholonomic contact constraints of the skates by introducing a novel friction
triangle. Finally, to verify our skating motions, we show experimental results
on the robot ANYmal. This work is the first time skating motions are shown
on a fully torque-controllable quadrupedal robot to the best of our knowledge.

2.2

Related Work

Combining walking and driving has been an active research topic in recent
years. In particular, actuated wheels have proven to be a great extension to
1 We
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define skating as the action or activity of gliding on ice skates or roller skates.

2.2. Related Work

increase the locomotion’s efficiency while maintaining the terrain adaptability
through the robot’s legs (Cordes et al., 2014; Giordano et al., 2009; Klamt
and Behnke, 2017; Lim et al., 2017; Reid et al., 2016). Most of the robots
incorporating actuated wheels focus on driving while the legs typically act as
a suspension system, and the wheels are fixed during stepping to overcome
obstacles. One exception is Boston Dynamics’ wheeled-legged robot Handle
that can jump and drive simultaneously to dynamically overcome high obstacles (Boston Dynamics, 2017). There are no recently published papers about
Handle, and as such, no knowledge about Boston Dynamics’ locomotion framework. Besides, only some related works explore force control for wheeled-legged
locomotion, although this is a widely used approach in traditional legged locomotion (Bellicoso et al., 2018a; Gehring et al., 2016; Hutter et al., 2016; Pratt,
Dilworth, and Pratt, 1997). While most of the existing literature focuses on
actuated wheels, skating locomotion with passive wheels poses a solution to
decrease energy consumption when overcoming long, sufficiently even distances
with relatively low costs for hardware modifications.
Studies on skating robots can be divided into hardware design, motion planning, and motion control, while only some work focuses on skating motions for
quadrupedal robots. One example is the quadrupedal robot RoboSimian of
NASA’s Jet Propulsion Laboratory (JPL) using six degrees of freedom (DOF)
to set the pose of each skate (Bellegarda, van Teeffelen, and Byl, 2018). There
is no force feedback available during skating. The robot executes open-loop
joint position trajectories tracked by a proportional–integral–derivative (PID)
controller without considering external disturbances and drifting states, i.e.,
constant trajectories without feedback control. The motion plan is designed
so that the legs never lift off, i.e., the skates always stay in contact with the
ground. In contrast to our work, Bellegarda, van Teeffelen, and Byl (2018)
only present simulation results. Similarly to RoboSimian, the Roller-Walker
by Endo and Hirose (2008, 2012) performs skating motions without lifting its
legs, and the motion is executed without controlling ground reaction forces.
Since both robots do not step, they neglect to incorporate changing contact
constraints and their interaction forces. The contact constraints are prone to
be violated without force control since the locomotion is not reactive against
unpredicted terrain irregularities.
Humanoids on passive wheels are another class of skating robots that some
research labs explore (Matsumoto, Kajita, and Komoriya, 2002; Xu et al.,
2008; Ziv, Lee, and Ciaravella, 2010). Most of the literature shows static
stability where both skates are always in contact, and the control approach
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is based on position-controlled joints. Iverach-Brereton et al. (2014) present
similar results for a small-sized humanoid robot that performs skating motions
on ice. Takasugi et al. (2016) show skating motions with the human-sized
humanoid robot HRP-2 balancing on a skateboard. In contrast to other related
works, HRP-2 uses a zero moment point (ZMP) approach for motion planning,
and the robot controls the contact force on the ground to push with one leg
and maintain balance.
The chapter continues with the skating robot’s design before presenting the
motion planning and control approach that focuses on torque control and
hybrid skating motions.

2.3

Mechanical Design

The robot ANYmal is constructed from a single torso, i.e., free-floating base,
and twelve identical hinged joints actuated by torque-controlled series-elastic
actuators (Hutter et al., 2017b). Each leg is composed of three consecutive joints arranged as hip abduction/adduction (HAA), hip flexion/extension
(HFE) and knee flexion/extension (KFE). This kinematic topology allows controlling three operational space DOF, i.e., if the end-effector position is fixed,
the orientation can not be changed.
Motion studies analyze the gliding and pushing motion of male and female
Olympic speed skaters (Boer and Nilsen, 1989). The study reveals that the
forward motion of human ice skaters is generated by placing the skates laterally with respect to (w.r.t.) the forward direction and generating a push-off
force in the lateral direction w.r.t. the gliding direction of the skate. Thanks
to the kinematic redundancy of human legs, both the position and the orientation of the skates can be independently controlled. It is impossible to achieve
such kinds of skating motions for our quadrupedal robot ANYmal without
introducing additional actuated joints. Therefore, the imitation of a less conventional skating approach is pursued, which is inspired by figure skaters using
claws attached in the front of the skates or classical cross-country skiing. In
both cases, the claw (figure skaters) or traction surface (cross-country skiing)
is used to exert a push-off force on the ground with one skate while gliding on
the others.
Inspired by these human inventions, we present a skate design with one passive
wheel or blade per leg (see Figure 2.2), where its claws are positioned so that
they do not touch the ground during the leg’s gliding configuration. While
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Carbon ﬁber
shank

Direction
of travel

Adapter
Claw
Claw
Figure 2.2: The design of the rollerblades for one leg (left) consists of one wheel
with a radius of 4 cm and the contact surface of the claw consists of a rubber profile.
The ice skates (right) consists of a single blade with a radius of 12 cm, and the claw
is inspired by the ice skates of figure skaters.

performing a pushing motion, the claws make contact with the ground, enabling the robot to exert ground reaction forces in all directions. The contact
location of the claw w.r.t. the torso is obtained from forward kinematics, and
the skate’s gliding direction is aligned with the forward direction of the torso.
With this design, the gliding direction’s yaw angle approximately equals the
torso’s yaw angle due to the HAA-HFE-KFE design of the legs. Thus, the
robot can perform small curvatures by rotating the torso around the yaw axis,
and for larger curvatures, the robot needs to repositions its legs.

2.4

Motion Planning

As discussed in the previous section, skating motions result from periodic
pushing and gliding phases of each leg. The pushing motion is achieved by
moving the legs such that the claws establish contact with the ground, and by
stepping back the leg to its default position, a gliding phase is instantiated.
Figure 2.3 gives an overview of the pushing motion of the robot ANYmal on
rollerblades, and the following section elaborates on how these motions are
planned.

2.4.1

Terrain Estimation and Adaptation

First, we discuss the estimation of the terrain, enabling the definition of coordinate frames that make the planning and control algorithms more intuitive
and allows for adaptation on inclines. As done by Gehring et al. (2016) for
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Figure 2.3: The robot ANYmal on rollerblades performs a pushing motion with
the right hind leg, where the front, hind, right, and left legs are defined based on
the robot’s base frame B. The figure shows a time sequence (up to down) of the
robot’s pushing motion from two different viewpoints, i.e., side view (left column)
and back view (right column). Gliding phase (first row): The robot’s center
of mass (COM) is moved towards the pushing leg. By this means, the pushing leg
can create a higher normal force due to the weight of the torso, which helps to stay
inside the friction constraint during the pushing motion. The contact constraint in
this phase is defined by a friction triangle (red triangle) due to the wheels’ rolling
constraints. Moreover, the motion is controlled through the two constraint forces λf
and λm as explained in Section 2.5. Pushing phase (middle row): During the
pushing motion, the contact constraint switches to a friction cone due to the claws
at the skate (see Section 2.3). The pushing motion is achieved by defining the next
desired foothold B rdBWi to the back. The motion planner commands the COM to
move to the next support polygon. Swing phase (last row): After executing the
pushing motion, the robot swings back to its starting position given by B rdBWi of the
first row. This motion is repeated for the left hind leg.
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legged robots, the terrain on which the robot is blindly locomoting is approximated by a free rotating plane fitted through the most recent contact locations
using a least-squares method. The contact state of each leg, i.e., whether the
end-effector is in contact or not with the terrain, is determined by thresholding
an estimation of the force acting on it (Bellicoso et al., 2018b). In contrast to
point contacts, the contact location’s estimation is non-trivial due to the shape
of the skates and the changing contact location during locomotion. For this
reason, we assume locomotion on flat terrain, which is a valid assumption on
smooth-skating fields as well as on artificial ice rinks. The contact point is calculated by considering the skate’s shape and the estimated terrain plane. The
position vector from the torso to the contact point is defined by B rBWi ∈ R3 ,
where the term denotes the coordinates of the vector rBWi in the Euclidean
space E3 from base frame B to contact frame Wi of leg i, represented in the
coordinate system of the base frame B (Bloesch et al., 2016).
With the terrain plane’s estimation, we define a so-called Control frame C
(Gehring et al., 2015) whose z-axis is aligned with the estimated terrain normal
and whose x-axis is perpendicular to the estimated terrain normal and aligned
with the heading direction of the robot. The heading direction is oriented
according to the average positions of the front and hind skate positions while
the origin of C is located at the inertial frame I. The definition of such a
frame allows to automatically align the motion of the robot to tilted terrain
by setting an identity orientation reference w.r.t. it.

2.4.2

Gait Pattern

A gait pattern defines the contact schedule by specifying lift-off and touchdown events for all legs, i.e., the planned motion is split into a stance and
swing phase, which describes the leg’s role between different contact events.
In addition, skating motion requires breaking down the stance phase into a
glide and push phase, as shown in Figure 2.3. The latter schedules the leg
to execute a force task, which keeps contact with the ground while pushing
the robot along the desired gliding direction2 . We employ symmetrical gaits
for the skating motions with predefined lift-off, touch-down, and pushing time
durations. The quadrupedal robot with its mechanical design described in
Section 2.3 can skate along the forward and backward direction thanks to its
symmetrical hardware design. The two hind legs are switching between stance,
2 The gliding direction is defined to coincide with the rolling/sliding direction of the skates,
i.e., the gliding direction of ANYmal approximately coincides with the projected forward
direction of the torso onto the estimated terrain plane in Section 2.4.1.
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push and swing phase during the forward skating motion, while the two front
legs are scheduled to remain in stance configuration (see Figure 2.3).

2.4.3

Motion Generation of the Torso

According to the scheduled gait pattern, the motion planner generates the
torso and leg trajectories over a horizon of one stride duration, which includes
two pushing phases. In this chapter, we rely on a low-dimensional kinematic
planner of the torso and legs, where the reference torso motion is planned such
that the COM of the robot projected onto the ground lies inside the convex
hull of the contact points, i.e., support polygon, to ensure balance at all times.
The pushing phase requires a novel motion task to increase the pushing force
as well as the robot’s speed. To this end, the robot needs to increase the
pushing leg’s normal force such that the resultant ground reaction force stays
inside the friction cone. This goal is translated into a motion task by moving
the COM towards the leg that is supposed to start the pushing motion (see the
first row of Figure 2.3). Due to the torso’s gravitational forces, the pushing
leg’s normal force increases. To keep balance after the pushing motion, the
COM needs to move towards the next support polygon before the pushing leg
lifts off. We use quintic polynomial splines to define the torso’s motion while
the height of the robot is kept constant during the motion.

2.4.4

Motion Generation of Stance and Swing Legs

In general, the robot’s free-floating base’s motion is a reaction from the robot’s
contact forces, which is generated by the motion controller in Section 2.5. A
skating robot, however, can not generate any ground reaction forces along the
gliding direction. In our case, the gilding legs can only generate forces along
the y and z plane of the torso frame B (see Figure 2.3). Therefore, the leg’s
motion planner takes into account the additional leg’s motion along the gliding
direction.
During the gliding phase, each leg i stays at a desired position B rdBWi ∈ R3 ,
where the superscript d indicates a desired value. The primary task during
the pushing phase is to establish contact with the claw such that the leg can
create ground reaction forces in all directions. Due to the leg’s kinematics and
the claw position, this is achieved by moving back the leg along the gliding
direction. The pushing leg’s applied ground reaction forces are controlled
through a spring-damper system as explained in Section 2.5. The leg’s start
and end positions are interpolated using a predefined pushing time to generate
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a reference trajectory. This motion enables the robot to create a pushing force
that moves the torso along the gliding direction. After executing the pushing
motion, the leg swings back to its nominal contact position. A sequence of
quintic splines represents the motion plan for the swing trajectory.

2.5

Motion Controller

Given the desired torso and skate trajectories, the motion controller tracks
them by computing torque, angular position, and velocity references for each
of the joints. We use a force control approach for all legs in contact and
position control for the legs executing the swing motion.

2.5.1

Motion Execution of the Torso and Stance Legs

The chapter’s main contribution stems from the following VMC (Pratt, Dilworth, and Pratt, 1997) and an optimal contact force distribution (Gehring
et al., 2016), considering the skate’s nonholonomic constraints. The VMC outputs a reference force C f d ∈ R3 and torque C td ∈ R3 , which are designed as a
virtual spring-damper acting at the torso and are computed as a function of
the desired motion described in Section 2.4. The controller is defined by
Z
f
d
f
d
(C rdIB − C rIB )
C f =Kp (C rIB − C rIB ) + Ki
X g
d
+ Kfd (C vB
− C v B ) + m C aB −
C fk
d
t
d
t
C t =Kp (qIB ⊟ qIB ) + Ki
d
+ Ktd (C ωIB

k∈B

Z

(qdIB ⊟ qIB )
X
− C ωIB ) −
C rISk ×

(2.1)

g
C fk ,

k∈B

where C rIB ∈ R3 , C vB ∈ R3 , C aB ∈ R3 , qIB ∈ SO(3), C ωIB ∈ R3 are
position, velocity, acceleration, rotation quaternion and angular velocity of
the torso, respectively. B is the set of bodies of each link, C rISk is the position
of the COM of each body k, C fkg ∈ R3 is the gravitational force acting on body
k, ⊟ is the box-minus operator (Bloesch et al., 2016). Moreover, the motion
is described w.r.t. the Control frame C. The tracking of the base motion is
achieved by integrating feed-forward terms such as gravity compensation and
reference acceleration, as well as feed-back terms which encode deviation of the
torso’s estimated pose and twist from the reference motion through diagonal
gain matrices Kfp , Kfd , Kfi , Ktp , Ktd and Kti .
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The total net force and torque of the VMC are mapped by an optimal contact
force distribution algorithm into the vector of constraint forces C λdf ∈ R3nc
at the estimated contact point of each support leg, with nc the number of
legs in contact. As opposed to point feet, we need to consider the rolling
constraints, which defines a novel friction constraint for skates along the gliding
direction. Instead of approximating this task with a friction pyramid, the
contact constraint of each leg i needs to be defined by a friction triangle
including a friction coefficient µlat , and for numerical reasons, a minimal λN,min
and maximal normal contact force λN,max . By this means, only contact forces
in the normal3 and lateral4 direction are generated. This formulation results
in a quadratic program given by
minimize
d
C λf

(A C λf − b)T S(A C λf − b) +
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(2.2)

∀ gliding legs j

k≤ µT λN,l } ∀ pushing legs l

λN,i ≥ λN,min
λN,i ≤ λN,max ,
where S is a diagonal weighting matrix used to penalize different components
of the cost function, W is a diagonal matrix minimizing the contact forces,
µlat and µT are estimated friction coefficients, and λN,i ∈ R is the normal component of C λf,i . Here, C λf,glide,j ∈ R3 and C λf,lat,j ∈ R3 are the constraint
forces for each gliding leg j projected onto the gliding and lateral direction,
respectively. In contrast, C λf,T,l ∈ R3 is the constraint force for each pushing
leg l projected onto the estimated terrain.
Due to the gliding constraint, the contact force distribution in (2.2) results in
an uncontrolled motion of the contact point along the gliding direction. To
control the motion of the contact point along the gliding direction, we add a
3 The

normal direction is aligned with the terrain normal estimated in Section 2.4.1.
lateral direction is defined to be orthogonal to the gliding direction and the terrain
normal estimated in Section 2.4.1.
4 The
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generalized spring-damper system to the contact position by defining a vector
of constraint forces for the gliding motion C λdm ∈ R3nc of each leg i. This
motion tracking task through constraint forces are defined by
d
C λm,glide,i

= − kp (πWi ,k (C rdBWi − C rBWi ))
d
− kd (πWi ,k (C vW
− C vWi )),
i

(2.3)

where C λdm,glide,i ∈ R3 , C vWi ∈ R3 , kp , kd and πWi ,k (·) ∈ R3 are the constraint
forces for each leg i along the gliding direction, the velocity of the contact point,
the proportional gain, the derivative gain and the projection of a vector onto
the gliding vector, respectively. Finally, the motion tracking of the torso and
the gliding legs in ground contact is achieved through C λdf and C λdm . The
desired joint torques τ d ∈ Rnj , with nj the number of joints, are generated by
Jacobian-transposed mapping
X
T
τd = −
(Sf C λdf,i + (I − Sf )C λdm,i )
JW
i
i∈I(q)

−

X

JkT C fkg ,

(2.4)

k∈B

where I(q), JWi = ∂ C rBWi /∂q ∈ R3×nq (with nq the number of generalized
positions) and Jk = ∂ C rBBk /∂q ∈ R3×nq are the set of contacts, the constraint Jacobian of each contact point Wi and the Jacobian of each body k,
respectively. Sf ∈ R3×3 is a selection matrix that maps C λdf,i onto a vector
such that the entry in direction of the gliding direction is zero. This implies
that (I − Sf )C λdm,i is only acting along the gliding direction (see Figure 2.3).
As stated in Section 2.3, the gliding direction in our case is assumed to be parallel to the projected forward direction of the torso onto the estimated terrain
plane in Section 2.4.1, and since (2.4) is defined w.r.t. the control frame C,
Sf = diag(0, 1, 1).

2.5.2

Motion Execution of Swing Legs

To track the motion of the legs that are swinging towards a reference contact
position, a joint-space motion controller is used, which tracks joint positions
and velocities obtained through inverse kinematics of Cartesian space reference
states. We use an iterative inverse kinematics approach to obtain the joint
positions (Goldenberg, Benhabib, and Fenton, 1985).
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2.6

Experimental Results and Discussion

In this section, we demonstrate the validity of our approach through experiments on the real system. During these tests, the robot was driven using
external velocity inputs coming from an operator joystick. All computation
was carried on by the PCs integrated into the robot.
The following experiments rely on an accurate and robust estimation of the
robot’s position, velocity, and orientation w.r.t. an inertial coordinate frame.
As done in (Bloesch et al., 2013a), we fuse data from an inertial measurement
unit (IMU) at the torso as well as the kinematic measurements from each
actuator to acquire a fast and precise state estimation of the robot. In our
extended Kalman filter, we assume that each leg’s contact point is stationary
w.r.t. an inertial coordinate frame. Since the motion along the gliding direction is unobservable, we only rely on the observable motions, i.e., the plane
perpendicular to the gliding direction.

2.6.1

Motion Tracking Performance

The time sequence in Figure 2.4 shows the performance of the skating motion
on a straight path and Figure 2.5 evaluates the tracking performance for two
gait cycles of the motion controller in Section 2.5 given the motion plan in
Section 2.4. First, the upper plot in Figure 2.5 depicts how the desired motion
plan commands the torso to lean into the next pushing leg by moving the COM
sideways along the y-direction of the torso (A). As can be seen in the two lower
plots of Figure 2.5, during the pushing motion, the hind legs move backward
consecutively (B and D) to accelerate the robot along the forward direction of
the torso. Simultaneously, the torso moves towards the next support polygon.
Due to the switch in the contact state (free gliding to full contact at the claws)
and the spring-damper system, the legs’ measured position deviates from the
desired leg position slightly. Finally, after the pushing motion (B and D), the
two hind legs swing back consecutively to their nominal position (C and E).
The height of the torso is kept constant during the whole motion (second plot
in Figure 2.5).

2.6.2

Cost of Transport Comparison

The dimensionless energetic cost of transport (COT) is a performance indicator, comparing the energetic efficiency of different locomotion approaches and
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Figure 2.4: The robot ANYmal performs skating motions over a distance of approximately five meters.
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Figure 2.5: The results of the skating motion depicted in Figure 2.4 are shown.
The two upper plots present the results of the motion tracking task of the COM,
and the two lower plots represent the motion tracking of the legs. Moreover, the red
lines are the desired motion from Section 2.4 and the blue lines represent the robot’s
measured state. Two gait cycles are presented, i.e., full stance phase (A), right hind
leg pushing (B), right hind leg swinging (C), left hind leg pushing (D), and left hind
leg swinging (E).
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Table 2.1: Comparison of skating and walking locomotion of five trials each. The
walking results are performed without wheels and with the control framework described in (Bellicoso et al., 2018b).

Gait

Power [W]

Velocity [ms−1 ]

COT [-]

Skating
Static
Trot

13.68 ± 4.19
18.35 ± 0.19
50.68 ± 4.20

0.342 ± 0.027
0.057 ± 0.001
0.291 ± 0.017

0.121 ± 0.031
0.987 ± 0.005
0.598 ± 0.001

robots with different sizes. We use the mechanical COT to compare the skating motion’s performance with two traditional walking gaits for quadrupedal
robots, i.e., static and trotting gait. The mechanical COT is defined by
COTmech =

n X
4
X

max(τji vji , 0)/(nmgvavg ),

(2.5)

j=1 i=1

where τji , vji , n, m, g and vavg are the joint torque of each sample j and
leg i, the joint velocity, the number of samples, the total mass of the robot,
the gravitational acceleration and the average absolute velocity of the torso,
respectively.
Table 2.1 summarizes the results from five runs with each locomotion method.
The static gait lifts one leg at a time, while the trotting gait moves two legs.
We performed five runs with each locomotion method on the same quadrupedal
robot ANYmal. The terrain consisted of flat terrain over approximately five
meters (see Figure 2.4). As can be seen in Table 2.1 the skating motion
decreases the COT by approximately 80 % w.r.t. the trotting gait and by
approximately 88 % w.r.t. to the static gait.

2.6.3

Turning Motions

In the following section, we verify skating motions while rotating the torso
along the yaw direction. As discussed in Section 2.3, the three DOF per leg
does not allow for a steering mechanism while skating, which forces the robot
to explore hybrid locomotion strategies. Due to the HAA-HFE-KFE design of
each leg, the gliding direction coincides with the projected forward direction of
the torso onto the terrain. Therefore, the robot can perform small curvatures
by simply yawing the base without lifting any leg. For larger curvatures, the
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Figure 2.6: The robot ANYmal changes its heading direction by rotating the torso
along the yaw direction and performing stepping motions to reposition the wheels
w.r.t. the torso. The results show how the motion controller tracks the desired yaw
angle. Moreover, the red and blue line represents the desired and measured yaw
angle w.r.t. the inertial frame.

robot needs to replace its skates. The robot can also turn in place and move
sideways by taking advantage of its omnidirectional capabilities. Figure 2.6
shows the performance of the motion tracker during turning motions by comparing the measured (blue line) given by the state estimator and desired yaw
angle (red line) given by the operator w.r.t. the inertial frame.

2.6.4

Skating Motions over Inclines

We perform skating motion over a 10 ◦ inclination to show how the base motion
adapts to tilted terrain. As shown in Figure 2.7, the definition of a control
frame C as explained in Section 2.4.1 allows to automatically align the motion
of the robot to the tilted terrain by setting an identity orientation reference of
the torso w.r.t. C and by using C as a target frame for all desired motions.

2.6.5

Discussion

The results successfully demonstrate that the quadrupedal robot ANYmal can
perform skating/gliding motions on flat and inclined terrain. Besides, the robot
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Figure 2.7: The robot ANYmal performs skating motions and skates down tilted
terrain with an inclination of approximately 10 ◦ .

can turn by merely rotating the torso during gliding, stepping, or applying a
hybrid motion of both locomotion domains. Comparing the COT between
the skating motion and traditional walking gaits reveals that the skating motions significantly increase the locomotion’s energetic efficiency. Moreover, the
skating motions achieve a COT that is in the range of other wheeled vehicles,
human ice skaters, and bicyclists, as presented in the chart of Hutter et al.
(2014a). The verification of this system in rough terrain is missing in this
work. One solution is to provide a reconfigurable end-effector, which can be
used for traditional walking and skating.

2.7

Summary

Traditional legged robots are capable of traversing challenging terrain but lack
energy efficiency compared to wheeled systems operating in flat environments.
The combination of both locomotion domains overcomes the trade-off between
mobility and efficiency. Therefore, this chapter presents a novel motion planner
and controller, enabling a legged robot equipped with skates to perform skating
maneuvers. These are achieved by an appropriate combination of planned
reaction forces and gliding motions. Our novel motion controller formulates
a VMC and an optimal contact force distribution, which considers the rolling
constraints introduced by the skates. This approach is tested on the torquecontrollable robot ANYmal equipped with passive wheels and ice skates as
end-effectors. We conduct experiments on flat and inclined terrain, whereby
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we show that skating motions reduce the COT by up to 80 % compared to
traditional walking gaits.
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This chapter incorporates material from the following publication:
Bjelonic, M., Bellicoso, C. D., Viragh, Y. de, Sako, D., Tresoldi, F. D., Jenelten, F.,
and Hutter, M. (2019). “Keep Rollin’ - Whole-Body Motion Control and Planning
for Wheeled Quadrupedal Robots”. IEEE Robotics and Automation Letters 4.2,
pp. 2116–2123
Paper: https://doi.org/10.1109/LRA.2019.2899750
Video V6 : https://youtu.be/nGLUsyx9Vvc

The former chapter evaluates the performance of skating motions conducted
with passive wheels, and the dissertation continues with the integration of
powered wheels C6 into the motion control framework C2 .

3.1

Introduction

Quadrupedal robots equipped with powered wheels, as depicted in Figure 3.1,
can further improve the locomotion skills since the forward motion along the
rolling direction can be controlled directly. Generating dynamic motions for
such a robot is challenging and requires appropriate control algorithms integrating the robot’s equations of motion. Therefore, the chapter presents a
motion control and planning framework that considers the additional degrees
of freedom introduced by torque-controlled wheels. The motion planner relies
on an online zero moment point (ZMP) (Vukobratović and Borovac, 2004)
based optimization, which continuously updates reference trajectories for the
free-floating base and the wheels in a receding horizon fashion. The chapter’s
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Figure 3.1: The fully torque-controlled quadrupedal robot ANYmal (Hutter et al.,
2016) is equipped with four non-steerable and torque-controlled wheels. Thus, the
number of actuated joint coordinates nτ and the number of joints nj are both equal
to 16.

main contribution is a hierarchical whole-body controller (WBC), which considers the wheels’ nonholonomic constraints and enables the robot to track
dynamic motion plans. In contrast to other wheeled-legged robots, all joints,
including the wheels, are torque-controlled. To the best of our knowledge, this
work shows for the first time dynamic locomotion over flat, inclined, and rough
terrain for a wheeled quadrupedal robot. Moreover, we show how the same
whole-body motion controller and planner are applied to driving and walking
without changing any dynamics or balance principles.

3.2

Related Work

Recent years have shown an active research area focusing on the combination of wheeled and legged locomotion. Most wheeled-legged robots, such as
(Cordes et al., 2014; Giftthaler et al., 2017; Giordano et al., 2009; Grand, Benamar, and Plumet, 2010; Reid et al., 2016; Suzumura and Fujimoto, 2014),
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behave like an active suspension system while driving and do not use their
legs as a locomotion alternative to the wheels. While these wheeled-legged
robots are using a kinematic approach to generate velocity commands for the
wheels, some promising research incorporates the robot’s whole-body dynamics to generate torque commands for each of the joints, including the wheels.
Sentis, Petersen, and Philippsen (2013) show a prioritized whole-body compliant control framework that generates motor torques for the upper body of a
humanoid robot attached to a wheeled base. The equations of motion, including the nonholonomic constraints, are also incorporated into a two-wheeled
mobile robot (Jeong and Takahashi, 2008). Justin (Dietrich et al., 2016), a
wheeled humanoid robot, creates torque commands for each of the wheels using an admittance-based velocity controller. Each of these wheeled platforms,
however, can not step due to the missing legs, and as such, the robots are only
performing wheeled locomotion.
In contrast, DRC-HUBO+ (Lim et al., 2017) is a wheeled humanoid robot
that can switch between a walking and a driving configuration. While driving,
the robot is in a crouched position and the legs are not used for locomotion or
balancing.
Momaro (Klamt and Behnke, 2017), on the other hand, shows driving and
stepping without changing its configuration. This wheeled quadrupedal robot
uses a kinematic approach to drive and to overcome obstacles like stairs and
steps. Recently, the Centauro robot (Kamedula, Kashiri, and Tsagarakis,
2018; Klamt et al., 2018; Laurenzi, Hoffman, and Tsagarakis, 2018) showed
similar results over stepping stones, steps, and first attempts to overcome stairs
while performing only slow static maneuvers.
There is a clear research gap for wheeled-legged robots. Most of the robots using actuated wheels do not consider the whole-body’s dynamic model, including the wheels. The lack of these model properties hinders these robots from
performing dynamic locomotion during walking and driving. A wheeled-legged
robot produces reaction forces between its wheels and the terrain to generate
its motion. The switching of the legs’ contact state, the additional degrees
of freedom (DOF) along the rolling direction of each wheel, and the reaction
forces all need to be accounted for to revealing the potential of wheeled-legged
robots compared to traditional legged systems. Besides, torque control for
the wheels is only explored for some slowly moving wheeled mobile platforms.
Without force or torque control, the friction constraints related to the no-slip
condition cannot be fulfilled, and locomotion is not robust against unknown
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terrain irregularities. Research areas in traditional legged locomotion (Bellicoso et al., 2018a; Bledt, Wensing, and Kim, 2017; Gehring et al., 2016; Hutter
et al., 2016; Park, Wensing, and Kim, 2017; Pratt, Dilworth, and Pratt, 1997;
Winkler et al., 2018), however, offer solutions to bridge these gaps. To this
end, Geilinger et al. (2018) show a generic approach to generate motions for
wheeled-legged robots. Due to the formulation of the nonlinear programming
(NLP) problem, the computation is too slow to execute in a receding horizon fashion, which is needed for robust execution under external disturbances.
Moreover, the authors verify their NLP algorithm on rather small robots.
So far, Boston Dynamics’ wheeled bipedal robot Handle (Boston Dynamics,
2017) is the only solution that demonstrates dynamic motions to overcome
high obstacles while showing adaptability against terrain irregularities. Due
to the missing publications on Handle, there is no knowledge about Boston
Dynamics’ locomotion framework.
This chapter continues with the derivation of the wheeled-legged robot’s model
and its nonholonomic rolling constraint before presenting our motion control
and planning approach.

3.3

Modelling of Wheeled-Legged Robots

We first recall basic definitions of the kinematics and dynamics of robotic
systems. Similar to walking robots (Bellicoso et al., 2018a), a wheeled-legged
robot is modeled as a free-floating base B to which the legs including the wheels
as end-effectors are attached. Given a fixed inertial frame I (see Figure 3.2),
the position from frame I to B with respect to (w.r.t.) frame I and the
orientation of frame B w.r.t. frame I are described by I rIB ∈ R3 and a
Hamiltonian unit quaternion qIB . The generalized coordinate vector q and
the generalized velocity vector u are given by




I vB
I rIB
n
(3.1)
q =  qIB  ∈ SE(3) × R j , u = B ωIB  ∈ Rnu ,
q̇j
qj
where qj ∈ Rnj is the vector of joint coordinates, with nj the number of joint
coordinates, nu = 6 + nj is the number of generalized velocity coordinates,
3
3
I vB ∈ R is the linear velocity of frame B w.r.t. frame I, and B ωIB ∈ R is
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Figure 3.2: The figure illustrates a sketch of the wheeled quadrupedal robot ANYmal and the wheel model used to derive the rolling constraint (3.3). Left figure:
As discussed by Bellicoso et al. (2018a), we define a plan frame P which is used
as a reference frame in our motion planner. The red and blue arrows visualize the
gravito-inertial wrench of the three-dimensional (3D) ZMP model described in Section 3.4.3. Right figure: We differentiate between the leg-fixed and wheel-fixed
coordinate frames at the wheel. The leg-fixed wheel frame W ′ and contact frame C ′
do not depend on the joint angle θ of the wheel. In contrast, the wheel-fixed wheel
frame W and contact frame C depend on the joint angle θ of the wheel. Both contact
frames are aligned with the local estimation of the terrain normal n and the rolling
direction cx of the wheel.

the angular velocity from frame I to B w.r.t. frame B. With this convention,
the equations of motion for wheeled-legged robots are defined by
M (q)u̇ + h(q, u) = S T τ + JST λ,

(3.2)

where M (q) ∈ Rnu ×nu is the mass matrix, h(q, u) ∈ Rnu is the vector of
Coriolis, centrifugal and gravity terms, τ ∈ Rnτ is the generalized torque
vector acting in the direction of the generalized coordinate vector, with nτ
the number of actuated joint coordinates, JS = [JCT1 . . . JCTnc ]T ∈ R3nc ×nu
is the support Jacobian, with nc the number of limbs in contact, and λ ∈
R3nc is the vector of constraint forces. The transpose of the selection matrix
S = [0nτ ×nu −nτ Inτ ×nτ ] maps the generalized torque vector τ to the space of
generalized forces.
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3.3.1

Nonholonomic Rolling Constraint

In contrast to point contacts, the acceleration of the wheel-fixed contact point1
Ci of the i-th leg does not equal zero, i.e., I r̈ICi = JCi u̇ + J˙Ci u 6= 0. Given
the wheel model in Figure 3.2, it can be shown that the resulting contact
acceleration of a wheel is defined by
I r̈ICi

= JCi u̇ + J˙Ci u =



0
,
−r0 ψ̇IWi′ cos(ϕIWi′ )(χ̇IWi′ + θ̇)
RIWi 
r0 (χ̇IWi′ + θ̇)(χ̇IWi′ + θ̇ + ψ̇IWi′ sin(ϕIWi′ ))

(3.3)

where RIWi ∈ SO(3) represents the rotation matrix that projects the components of a vector from the wheel frame Wi to the inertial frame I, r0 is
the wheel radius, and θi is the joint angle of the wheel. Using an intrinsic
z − x′ − y ′′ Euler parameterization, the yaw, roll, and pitch angle of the wheel
fixed frame Wi′ w.r.t. the inertial frame I are given by ψIWi′ , ϕIWi′ , and χIWi′ ,
respectively.
By setting ϕIWi′ ≡ 0 and ψIWi′ ≡ 0, we obtain the acceleration for the planar
case, i.e, I r̈ICi = RIWi [0 0 r0 (χ̇IWi′ + θ̇)2 ]T , which is equal to the centripetal
acceleration.

3.3.2

Terrain and Contact Point Estimation

The robot is blindly locomoting on a terrain locally modeled by a threedimensional plane. First, the terrain normal is estimated by fitting a plane
through the most recent contact locations of the wheel frame W in Figure 3.2
using a least-squares method as described by (Gehring et al., 2016). Given
the resulting terrain normal n, the estimated plane is moved along the terrain
normal to the contact position C as illustrated in Figure 3.2, i.e., the terrain
plane is shifted by πWx,z (−n)r0 /|πWx,z (−n)|, where πWx,z (−n) is the projection of the negative normal vector n onto the plane spanned by wx and wz .
Finally, the plane through the contact points represents the estimated terrain
plane used for control and planning.
1 In contrast to the leg-fixed contact point C ′ , the wheel-fixed contact point C does not
i
i
need to have zero velocity.
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The leg-fixed contact frame 2 Ci′ and wheel-fixed contact frame 3 Ci of each
leg i are introduced to simplify the convention of the motion controller and
planner. As illustrated in Figure 3.2, both contact frames are defined to lie
at the intersection of the wheel plane with the estimated terrain plane. The
contact frame’s z-axis is aligned with the estimated terrain normal and its
x-axis is perpendicular to the estimated terrain normal and aligned with the
rolling direction4 cx of the wheel.
As discussed by Bellicoso et al. (2018a), the motion plans in Section 3.4 are
computed in the plan frame P whose z-axis is aligned with the estimated
terrain normal and whose x-axis is perpendicular to the estimated terrain
normal and aligned with the heading direction of the robot. As depicted in
Figure 3.2, the plan frame is located at the footprint center projected onto the
local terrain along the terrain normal.

3.4

Motion Planning

The dynamic model of a wheeled-legged robot (3.2) includes significant nonlinearities to be handled by the motion planner. Due to this complexity, the
optimization problem becomes prone to local minima and it can be demanding
to solve in real-time onboard (Bledt, Wensing, and Kim, 2017). To overcome
these challenges, our approach breaks down the whole-body planning problem
into center of mass (COM) and foothold motion optimization (Bellicoso et al.,
2017, 2018a). We simplify the system dynamics to a ZMP model for motion
planning of the COM. The reference footholds for each leg are obtained by
solving a separate optimization problem.
Figure 3.3 gives an overview of the entire whole-body motion control and
planning framework. The foothold optimizer, motion optimizer, and WBC
modules are solving separate optimization problems in parallel such that there
is no interruption between them. We generate all motions w.r.t. the plan frame
P introduced in Section 3.3.2. In the following, we describe each module of
the motion planner.
2 The leg-fixed contact frame C ′ is defined as a point w.r.t. the leg-fixed wheel frame W ′ .
i
i
It follows that the Jacobian JC ′ does not depend on the joint angle θi of the i-th wheel.
i
3 The wheel-fixed contact frame C is defined as a point w.r.t. the wheel frame W . It
i
i
follows that the Jacobian JCi depends on the joint angle θi of the i-th wheel.
4 The rolling direction of the wheel is computed by c = w × n/|w × n|.
x
y
y
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Figure 3.3: The motion planner is based on a 3D ZMP approach, which considers
the support polygon sequence and the state of the robot. The hierarchical WBC,
which optimizes the whole-body accelerations and contact forces, tracks the operational space references. Finally, torque references are sent to the robot.

3.4.1

Contact Scheduler

The contact schedule defines periodic sequences of lift-off and touch-down
events for each leg. Based on a gait pattern library, each gait predefines the
timings for each leg over a stride, e.g., the contact scheduler block in Figure 3.3
illustrates the gait pattern for a trotting gait. With this formulation, driving
is defined by a gait pattern where each leg is scheduled to stay in contact, and
no lift-off events are set.
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3.4.2

Foothold Optimizer

ref
ref
ref
0]T and angular velocity
vB,y
= [vB,x
Given a reference linear velocity vB
ref
ref T
ωB = [0 0 ωB,z ] of the base, and the contact schedule, desired footholds5
are generated for each leg. The footholds form a sequence of support polygons,
where each polygon is defined by the convex hull of expected footholds, e.g.,
the green polygon in Figure 3.2, as well as its time duration in seconds.

While walking, we formulate a quadratic programming (QP) problem which
optimizes over the x and y coordinates of each foothold (Bellicoso et al.,
2018a). Costs, which are added to the QP problem, penalize the distance
between the optimized foothold locations and different contributions to the
footholds’ computation. We assign default foothold positions that define the
standing configuration of the robot. Footholds are projected using the highlevel reference velocity and assuming constant reference velocity throughout
the optimization horizon. To ensure smoothness of the footholds, we penalize
the deviation from previously computed footholds. Finally, we rely on an inverted pendulum model to stabilize the robot’s motion (Gehring et al., 2016).
Inequality constraints are added to avoid the feet’ collisions and respect the
maximum kinematic extension of each leg. Given the previous stance foot
position and the optimized foothold, each leg’s swing trajectory is generated
by fitting a spline between these positions.
Traditional legged locomotion is based on the constraint that the leg-fixed
contact point C ′ remains stationary when in contact with the environment. In
contrast, wheeled-legged robots are capable of executing trajectories along the
rolling direction cx of the wheel. This can be seen as a moving foothold. While
d
3
d
3
driving, the desired leg-fixed contact position I rIC
′ ∈ R , velocity I ṙIC ′ ∈ R
i
i
d
3
and acceleration I r̈IC
of leg i are computed based on the reference
′ ∈ R
i
ref
ref
velocities vB and ωB of the base and the state of the robot.

3.4.3

Motion Optimizer

The motion optimizer generates operational space references for the x, y and
z coordinates of the COM given the support polygon sequence and the robot
state (Bellicoso et al., 2018a). The resulting nonlinear optimization framework
is described in the following sections.
5A

foothold is the contact position C of a grounded leg.
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Motion Plan Parameterization
The x, y, and z coordinates of the COM trajectory are parametrized as a
sequence of quintic splines (Bellicoso et al., 2018a), i.e., the position, velocity
and acceleration of the COM are given by
pCOM = T (t)αk ∈ R3 , ṗCOM = Ṫ (t)αk , p̈COM = T̈ (t)αk ,

(3.4)

with T (t) = diag(η T (t), η T (t), η T (t)) ∈ R3×18 , η T (t) = [t5 t4 t3 t2 t 1],
t ∈ [t̄, t̄ + ∆tk ], where t̄ is the sum of time durations of all previous splines,
and ∆tk is the time duration of the k-th spline. All coefficients of spline i
T
are stored in αk = [αxk T αyk αzk T ]T ∈ R18 . Finally, we solve for the vector
of optimization parameters which is obtained by stacking together all spline
coefficient vectors αk .
Optimization Problem
The motion optimization problem is expressed as a nonlinear optimization
problem with objective f (ξ), equality constraints c(ξ), and inequality constraints h(ξ). The problem is described by
minimize
ξ

f (ξ)

subject to c(ξ) = 0,

(3.5)
h(ξ) ≥ 0,

where ξ is the vector of optimization variables given in Section 3.4.3, i.e., the
optimal spline coefficients are computed. A sequential quadratic programming
(SQP) algorithm (Boggs and Tolle, 1995) solves (3.5) continuously over a time
horizon of τ seconds. Table 3.1 summarizes each objective and constraint used
in this work.
ZMP Inequality Constraint
To ensure dynamic stability of the planned motions, an inequality constraint
on the ZMP position pZMP ∈ R3 is included in the motion optimization, where
pZMP = n × mgi /(nT fgi ) (Sardain and Bessonnet, 2004). Here, mgi ∈ R3 and
fgi ∈ R3 are the components of the gravito-inertial wrench (Caron, Pham,
and Nakamura, 2017), with mgi = m · pCOM × (g − p̈COM ) − l̇ and fgi =
m · (g − p̈COM ), where m is the mass of the robot, l ∈ R3 is the angular
momentum of the COM, and g ∈ R3 is the gravity vector. Figure 3.2 shows a
sketch of the gravito-inertial wrench acting at the COM.
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Table 3.1: The table lists the costs and constraints of the decomposed motion
planning problem based on (Bellicoso et al., 2018a).

Type
Objective
Objective
Objective

Task
Minimize
COM acceleration
Minimize deviation to
previous solution ξprev
Track a high-level
reference trajectory π
(path regularizer) ∀ ξ

Purpose
Smooth motions
Smooth motions
Reference tracking

Soft constraint
(lin.-quad.)

Minimize deviation to
initial & final
conditions ∀ ξ

Disturbance rejection
& reference tracking

Soft constraint
(lin.-quad.)

Limit overshoots ∀ ξ z

Avoid kinematic
limits of legs

Constraint
(lin. eq.)
Constraint
(lin. ineq.)
Constraint
(nonlin. ineq.)
Soft constraint
(nonlin.)

Junction constraints ∀
pairs of adjacent splines
k, k + 1 ∀ ξ
Push Contact
Constraints

Legs can only
push the ground

ZMP criterion

Stability

Soften initial
ZMP constraints

Relaxation

Continuity
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As illustrated in Figure 3.2, the ZMP position pZMP is constrained to lie inside
the support polygon. This stability criterion is formulated as a nonlinear
inequality constraint given by


(3.6)
p q 0 pZMP + r ≥ 0,

where d = [p q r]T are the line coefficients that go through the edge of a
support polygon. This nonlinear inequality constraint can be simplified by
assuming l̇ = 0, as discussed by Bellicoso et al. (2018a).

Deformation of Support Polygons while Driving
In contrast to point feet, the contact locations, and therefore footholds, are not
stationary while driving. Thus, the support polygon sequence, needed to fulfill
the inequality constraint in (3.6), is deformed over time. For this purpose, we
assume that the number of edges stays constant, and therefore, one spline is
sufficient to describe the motion of the COM.
First, the expected foothold position over the optimization horizon τ is comref
ref
. The reference
and ωB
puted as a function of the reference velocities vB
velocities are assumed to be constant over the optimization horizon. Using the
time-integrated Rodriguez’s formula, the expected foothold position pτ,i ∈ R3
of leg i is computed by
ref
pτ,i = p0,i + R(τ ωB
)

ref
ref
sin(ωB,z τ )
−1 + cos(ωB,z
τ)
1 
ref
ref
1 − cos(ωB,z τ )
sin(ωB,z τ )
ref
ωB,z
0
0


0
ref
,
0 vB
0

(3.7)

ref
where p0,i ∈ R3 is the current foothold position. If ωB,z
≈ 0, the solution
ref
becomes pτ,i = p0,i + τ vB .

Given the coefficients which describe an edge that belongs to the current and
expected support polygon, i.e., d0 ∈ R3 and dτ ∈ R3 , the deformed edge
coefficient vector d(t) at time t is computed by interpolating d0 and dτ , i.e.,
d(t) =
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t − t̄
t − t̄
dτ + (1 −
)d0 .
τ
τ

(3.8)

3.5. Whole-Body Controller
Table 3.2: The table lists the prioritized tasks (priority one is the highest) used in
the WBC. Bold tasks are tailored for wheeled-legged robots.

Priority
1

2

3

3.5

Task
Floating base equations of motion
Torque limits and friction cone
Nonholonomic rolling constraint
COM linear and angular motion tracking
Swing leg motion tracking
Swing wheel rotation minimization
Ground leg motion tracking
Contact force minimization

Whole-Body Controller

The operational space reference trajectories of the COM and wheels are tracked
by a WBC, which is based on the hierarchical optimization (HO) framework
described in (Bellicoso et al., 2017, 2018a). We compute optimal generalized
accelerations u̇∗ and contact forces λ∗ , which are collected in the vector of
optimization variables ξ ∗ = [u̇∗T λ∗T ]T ∈ Rnu +3nc , where all symbols are
introduced in Section 3.3.
The WBC formulates a cascade of QP problems composed of linear equality
and inequality tasks, which are solved in a strict prioritized order (Bellicoso
et al., 2016). A task Tp with priority p is defined by
(
Weq,p (Ap ξ − bp ) = 0
Tp :
,
(3.9)
Wineq,p (Dp ξ − fp ) ≤ 0
where the linear equality constraints are defined by Ap and bp , the linear
inequality constraints are defined by Dp and fp , and the diagonal positivedefinite matrices Weq,p and Wineq,p weigh tasks on the same priority level.

3.5.1

Prioritized Tasks

The highlighted tasks in Table 3.2 are specifically tailored for wheeled-legged
robots, and the following sections describe each of these tasks in more de57
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tail. We rely on the same implementation for the remaining tasks as used for
traditional legged robots (Bellicoso et al., 2017).
Floating Base Equations of Motion. The optimization vector ξ is constrained to be consistent with the system dynamics.
Torque Limits and Friction Cone. Inequality constraint tasks are added
to the optimization problem to avoid the computed torques exceeding the
minimum and maximum limit of each actuator. Similar, the contact forces λ
need to lie inside the friction cone, which is approximated by a friction pyramid
and aligned with the normal vector n of the estimated contact surface, as
shown in Figure 3.2.
Nonholonomic Rolling Constraint. The solution found by the optimization needs to consider the nonholonomic rolling constraint, as derived in (3.3).
This constraint is expressed as an equality constraint given by


JS

h

T
03nc ×3nc ξd = −J˙S u + I r̈IC
1

...

T
I r̈ICnc

iT

,

(3.10)

where the terms I r̈IC1 . . . I r̈ICnc on the right side of the equation are the
centripetal accelerations of each contact point nc derived in (3.3).
COM Linear and Angular Motion Tracking. Similar to the swing leg
motion tracking task, the operational space references of the COM are tracked
by equality constraint tasks.
Swing Leg Motion Tracking. Given the operational space references of the
d
d
d
wheels’ contact points P rIC
′ , P ṙIC ′ , and P r̈IC ′ , the motion tracking task of
i
i
i
each swing leg i is formulated by


d
d
JCi′ 03nc ×3nc ξd =RIP (P r̈IC
′ + Kp (P rIC ′ − P rIC ′ )
i
i
i
(3.11)
d
˙
+ Kd (P ṙIC
′ − P ṙIC ′ )) − JC ′ u,
i
i
i
where Kp , Kd ∈ R3×3 are diagonal positive definite matrices, which define
proportional and derivative gains. Note that all measured values, i.e., JCi′ ,
P rICi′ , and P ṙICi′ , are independent of the wheel angle θ, as discussed in the
footnotes of Section 3.3.1.
Swing Wheel Rotation Minimization. For each swing leg i, the wheel’s
rotation is damped by adding the task


(3.12)
SWi 03nc ×3nc ξd = −kd θ̇i ,
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where SWi ∈ R3nc ×nu is a matrix, which selects the row of ξd containing the
wheel of leg i, kd is a derivative gain, and θ̇i is the wheel’s rotational speed.
Ground Leg Motion Tracking. Since wheeled-legged robots can generate
rolling motions on the ground, a motion tracking task is required. To this end,
we constrain the accelerations in the direction of the rolling direction cx to
track the desired motion of the grounded legs. Given the operational space
d
d
d
references of the wheels’ contact points P rIC
′ , P ṙIC ′ , and P r̈IC ′ , the motion
i
i
i
tracking task of each ground leg i is formulated by


d
πcx ( JCi′ 03nc ×3nc ξd ) = πcx (RIP (P r̈IC
′
i
,
(3.13)
d
d
+ Kp (P rICi′ − P rICi′ ) + Kd (P ṙICi′ − P ṙICi′ )) − J˙Ci′ u),
where πcx (a) is the projection of a vector a onto the vector cx , which is the
rolling direction of the wheel.
Contact Force Minimization. Finally, the contact forces λ are minimized
to reduce slippage.

3.5.2

Torque Generation

Given the optimal solution ξ ∗ , the desired actuation torques τd , which are sent
to the robot, are computed by
T ∗
τd = Mj (q)u̇∗ + hj (q, u) − JSj
λ ,

(3.14)

where Mj (q), hj (q, u), and JSj are the lower rows of the equations of motion
in (3.2) relative to the actuated joints.

3.6

Experimental Results and Discussion

This section reports on experiments conducted on a real quadrupedal robot
equipped with non-steerable and torque-controlled wheels, which shows the
benefits and validity of our new approach. The robot is driven using external
velocity inputs coming from a joystick. All computation was carried out by the
PC (Intel i7-5600U, 2.6 - 3.2GHz, dual-core 64-bit) integrated into the robot.
The WBC runs together with the robot’s state estimation in a 400 Hz loop. A
novel state estimation algorithm based on Bloesch et al. (2018) is used to generate an estimation of the robot’s position, velocity, and orientation w.r.t. an
inertial coordinate frame. Similar to Bloesch et al. (2013b), we fuse data from
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Figure 3.4: The robot ANYmal is driving and walking in an indoor environment.
The three-dimensional plot shows estimated measurements of the robot where the
red, blue, and green lines depict the contact trajectories of the front legs, the contact
trajectories of the hind legs, and the COM trajectories w.r.t. the inertial frame I.
The zoomed-in figure shows transitions between driving and walking while the robot
is performing a 90 ◦ turn.

an inertial measurement unit (IMU) as well as the kinematic measurements
from each actuator (including the wheels) to acquire a fast state estimation
of the robot. The open-source Rigid Body Dynamics Library (RBDL) (Felis,
2018) is used for modeling and computation of kinematics and dynamics based
on the algorithms described by Featherstone (2014). We use a custom SQP
algorithm to solve the nonlinear optimization problem in Section 3.4.3, which
solves the nonlinear problem by iterating through a sequence of QP problems.
Each QP problem is solved using QuadProg++ (Gasper, 1998), which uses the
Goldfarb-Idnani active-set method (Goldfarb and Idnani, 1983). Depending
on the gait, the motion optimization in Section 3.4.3 runs between 100 and
200 Hz.

3.6.1

Indoor Environment: Flat Terrain

We perform driving and walking motions in an indoor environment, and the
results are illustrated in Figure 3.4. The three-dimensional plot shows the
measured trajectories of the front and hind legs, and the COM. In addition, the
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Figure 3.5: The robot ANYmal drives with a speed of 0.7 m/s over two inclines of
a height of approximately 30 % of ANYmal’s leg length, and the red line depicts the
COM trajectory.

zoomed-in plot depicts the transitions between driving and walking in a corner.
As discussed in Chapter 2, the robot can drive small curvatures although the
robot is equipped with non-steerable wheels. By yawing the robot’s base, the
wheels are turning w.r.t. an inertial frame. For larger curvatures, the robot
needs to step. The results successfully prove the omnidirectional capabilities
of the robot.

3.6.2

Indoor Environment: Inclined Terrain

Figure 3.5 depicts the COM motion tracked by the controller while ANYmal
is driving blindly over two inclines and Figure 3.6 illustrates the optimized
trajectories of the motion planner. Thanks to our torque control approach, the
robot adapts intuitively to the unseen terrain irregularities while maintaining
a constant COM height. Moreover, the COM motion is unaffected by the two
obstacles although the robot drives at a speed of 0.7 m/s. In addition, none of
the wheels violates the friction constraints related to the no-slip condition.

3.6.3

Outdoor Environment: Crossing a Street

We present an outdoor experiment where we validate the performance of the
robot under real-world conditions. Since the robot can drive fast and efficiently
while overcoming obstacles, it applies to real-world tasks such as payload delivery. For this purpose, we show an experiment where the robot’s task is to
cross a street. As can be seen in Figure 3.7, the robot can drive down a step
and walk up onto the sidewalk. In addition, the lower left image illustrates
how the robot rotates its base around the yaw direction to change its driving
direction. This experiment also highlights the advantages of wheeled-legged
robots compared to traditional walking robots. The robot can drive down
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Figure 3.6: The plots show the desired motion (i.e., the optimized trajectories
of the motion planner) of the COM and the right front leg during the driving maneuver in Figure 3.5. The executed trajectories are almost identical to the desired
motion shown here, and thus, the tracking error is negligible. This is due to the fast
update rate (up to 300 Hz) of the motion optimizer and the reinitialization of the
optimization problem after every iteration with the measured state of the robot.
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Figure 3.7: The figure illustrates several skills of the wheeled version of ANYmal:
dynamically driving down a step with 1 m/s (top left image), walking up a step
(top right image), driving in a curve by yawing the base (lower left image), and
dynamically driving down stairs with 1 m/s (lower right image).

steps with 1 m/s without the need for terrain perception. Moreover, the lower
right image of Figure 3.7, which shows the robot driving down a stair with
1 m/s without the need to step, further confirms the advantage.

3.6.4

High Speed and Low Cost of Transport

The computation of the mechanical cost of transport (COT) is based on Chapter 2. On flat terrain, the robot achieves a COT of 0.1 while driving 2 m/s and
the mechanical power consumption is 63.64 W. A comparison to traditional
walking and skating with passive wheels (see Chapter 2) shows that the COT
is lower by 83 % w.r.t. the trotting gait and by 17 % w.r.t. skating motions.
In addition, with 4 m/s we broke ANYmal’s maximum speed record of 1.5 m/s
given by Hwangbo et al. (2018).
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3.7

Summary

We show dynamic locomotion strategies for wheeled quadrupedal robots, which
combine the advantages of both walking and driving. The developed optimization framework tightly integrates the additional DOF introduced by the
wheels. Our approach relies on a ZMP-based motion optimization, which continuously updates reference trajectories. The reference motions are tracked
by a hierarchical WBC, which computes optimal generalized accelerations and
contact forces by solving a sequence of prioritized tasks, including the nonholonomic rolling constraints. Our approach has been tested on ANYmal, a
quadrupedal robot that is fully torque-controlled, including the non-steerable
wheels attached to its legs. We conducted experiments on flat and inclined
terrains and over steps, whereby we show that integrating the wheels into the
motion control and planning framework results in intuitive motion trajectories, which enable more robust and dynamic locomotion compared to other
wheeled-legged robots. Moreover, with a speed of 4 m/s and a reduction of the
COT by 83 % we prove the superiority of wheeled-legged robots compared to
their legged counterparts.
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This chapter incorporates material from the following publication:
Bjelonic, M., Sankar, P. K., Bellicoso, C. D., Vallery, H., and Hutter, M. (2020).
“Rolling in the Deep – Hybrid Locomotion for Wheeled-Legged Robots Using
Online Trajectory Optimization”. IEEE Robotics and Automation Letters 5.2,
pp. 3626–3633
Paper: https://doi.org/10.1109/LRA.2020.2979661
Video V4 , V5 , V7 : https://youtu.be/ukY0vyM-yfY

The whole-body controller (WBC) in the previous chapter tracks pure driving
and walking trajectories. We extend the robot’s capabilities by integrating
hybrid locomotion skills C6 into the decomposed motion planner C3 (see
Table 1.1) of the following chapter that also reports on real-world applications
C7 .

4.1

Introduction

Legged robots offer the possibility of negotiating challenging environments and
are versatile platforms for various types of terrains (Bellicoso et al., 2018b).
There is an emphasis on replicating nature in research and industry to improve
the hardware design and algorithmic approach of robotic systems (Eckert et
al., 2015; Nyakatura et al., 2019). Even with extensive research, matching
conventional legged robots’ locomotion skills to their natural counterparts remains elusive. In contrast, wheels offer a chance to extend some capabilities,
particularly speed, of these legged robotic systems beyond their natural counterparts, which can be crucial for any task requiring rapid and long-distance
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mobility skills in challenging environments. With this motivation, the central
contribution of this chapter involves locomotion planning on a wheeled-legged
robot to perform dynamic hybrid 1 walking-driving motions on various terrains,
as shown in Figure 4.1.
We present an online trajectory optimization (TO) framework for wheeledlegged robots capable of running in a model predictive control (MPC) fashion
by breaking the problem down into separate wheel and base TOs. The former
takes the wheels’ rolling constraints into account, while the latter accounts
for the robot’s balance during locomotion using the idea of the zero moment
point (ZMP) (Vukobratović and Borovac, 2004). As introduced in Chapter 3, a
hierarchical WBC tracks these motions by computing torque commands for all
joints. Our hybrid locomotion framework extends the capabilities of wheeledlegged robots in the following ways:
1) Our framework is versatile over a wide variety of gaits, such as pure driving, statically stable gaits, dynamically stable gaits, and gaits with full-flight
phases.
2) We generate wheel and base trajectories for hybrid walking-driving motions
in the order of milliseconds. Thanks to these fast update rates, the resulting
motions are robust against unpredicted disturbances, making real-world deployment of the robot feasible. Likewise, we demonstrate our system’s performance at the DARPA Subterranean Challenge, where the robot autonomously
maps, navigates, and searches dynamic underground environments.

4.2

Related Work

The online generation of optimal solutions for dynamic motions has been an
active research area for conventional legged robots. Methods like TO and
MPC are prevalent and recommended in the literature for aiding robots to be
reactive against external disturbances and modeling errors. Finding control
policies for performing walking motions in an articulated mobile robot is an
involved task because of the system’s many degrees of freedom (DOF) and
its nonlinear dynamics. These algorithms demand substantial computational
power and introduces the challenge of overcoming local minima, making onthe-fly computations hard.
In the literature concerning wheeled-legged robots, hybrid walking-driving motions are scarce. The focus is mostly on statically-stable driving motions where
1 In
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our work, hybrid locomotion denotes simultaneous walking and driving.

4.2. Related Work

Figure 4.1: The fully torque-controlled quadrupedal robot ANYmal equipped with
four non-steerable, torque-controlled wheels. The robot is traversing over a wooden
plank (top images) and rough terrain (left middle image). In addition, the robot
rapidly maps, navigates and searches dynamic underground environments at the Defense Advanced Research Projects Agency (DARPA) Subterranean Challenge (lower
images). The robot’s wheels are equipped with chains to traverse muddy terrains
inside the subterranean mine (right middle image).
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the legs are used for active suspension alone (Cordes et al., 2014; Giftthaler
et al., 2017; Giordano et al., 2009; Grand, Benamar, and Plumet, 2010; Reid
et al., 2016; Suzumura and Fujimoto, 2014). These applications do not show
any instance of wheel lift-offs. Hence, sophisticated motion planning for the
wheels is unnecessary and, therefore, usually skipped.
Agile motions over steps and stairs are demonstrated for the first time in the
previous chapter, where a hierarchical WBC tracks the motion trajectories
that include the rolling conditions associated with the wheels. The robot can
execute walking and driving motions, but not simultaneously due to missing
wheel trajectories over a receding horizon. As such, the robot needs to stop and
switch to a pure walking mode to overcome obstacles. The work of de Viragh
et al. (2019) extends the approach by computing base and wheel trajectories
in a single optimization framework. This approach, however, decreases the
update rate to 50 Hz, and no hybrid walking-driving motions are shown on the
real robot.
CENTAURO, a wheeled-legged quadruped with a humanoid upper-body, performs a walking gait with automatic footstep placement using a linear MPC
framework (Laurenzi, Hoffman, and Tsagarakis, 2018). The authors, however,
only perform walking maneuvers without making use of the wheels. In contrast, the path planner of Klamt and Behnke (2018) shows driving and walking
motions in simulation without considering the robot’s dynamics. Among the
robots that employ hybrid walking-driving motions, Jet Propulsion Laboratory’s (JPL) RoboSimian uses a TO framework (Bellegarda and Byl, 2019),
but for passive wheels and results are only shown in a simulation. Skaterbots
provide a generalized approach to motion planning by solving a nonlinear programming (NLP) problem (Geilinger et al., 2018). This approach, however,
is impractical to update online in a receding horizon fashion, i.e., in a MPC
fashion, due to excessive computational demand.
Given the state of the art, we notice a research gap in trajectory generation
methods for hybrid walking-driving motions on legged robots with actuated
wheels, which can be robust on various terrains and be used on-the-fly. Fortunately, research in traditional legged locomotion offers solutions to bridge
this gap. The quadrupedal robot ANYmal (without wheels) performs highly
dynamic motions using MPC (Bellicoso et al., 2018a; Grandia et al., 2019) and
TO (Carius et al., 2019; Winkler et al., 2018) approaches. Impressive results
are shown by MIT Cheetah, which performs blind locomotion over stairs (Di
Carlo et al., 2018) and jumps onto a desk with the height of 0.76 m (Nguyen
et al., 2019). The quadrupedal robot HyQ shows an online, dynamic foothold
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adaptation strategy based on visual feedback (Magaña et al., 2019). Therefore, we conjecture that extending these approaches to wheeled-legged systems
can aid in producing robust motions.
The chapter continues with the presentation of our decomposed motion planning approach, allowing for hybrid locomotion verified at the DARPA Subterranean Challenge.

4.3

Motion Planning

The motion planner is based on a task synergy approach (Farshidian, 2017),
which decomposes the optimization problem into a wheel and base TO. By
breaking down the problem into these two tasks, we hypothesize that the issue
of locomotion planning for high-dimensional (wheeled-)legged robots becomes
more tractable. The optimization can be solved in real-time in a MPC fashion, and with high update rates, the locomotion can cope with unforeseen
disturbances.
The main idea behind our approach is visualized in Figure 4.2. Given a fixed
gait pattern and the reference velocities2 with respect to (w.r.t.) the robot’s
base frame B shown in Figure 4.3, i.e., the linear velocity vector of its center

T
of mass (COM) vref and the angular velocity vector ωref = 0 0 ωref ,
desired motion plans are generated in two steps, where the wheel TO is followed by a base TO which satisfies the ZMP stability criterion (Vukobratović
and Borovac, 2004). The latter simplifies the system’s dynamics for motion
planning of the COM to enable real-time computations onboard. Finally, a
controller tracks these motion plans by generating torque commands, which
are sent to the robot’s motor drives. Due to this decomposition of the locomotion problem, the wheel TO, the base TO, and the tracking controller can
run in parallel.
The following two sections discuss our work’s main contribution and show how
the locomotion of the independent wheel and base TOs are synchronized to
generate feasible motion plans.

4.4

Wheel Trajectory Optimization

We formulate the task of finding the wheel trajectories, i.e., the x, y and z
trajectories w.r.t. a wheel coordinate frame W as illustrated in Figure 4.3, as
2 The reference velocities are generated from an external source, e.g., an operator device
or a navigation planner.
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Motion Planner
Wheel Trajectory Optimization
Reference Velocity,
Gait Pattern

Wheel Trajectories

Base Trajectory Optimization

Desired Motion Plan

Tracking Controller
Torque Commands

Robot State

Figure 4.2: Overview of the motion planning and control structure. The motion
planner is based on a ZMP approach, which considers the optimized wheel trajectories and the state of the robot. The hierarchical WBC, which optimizes the
whole-body accelerations u̇∗ and contact forces λ̇∗ , tracks the operational space references. Finally, torque references τ are sent to the robot. The wheel TO, base TO,
and WBC can be parallelized due to the hierarchical structure.

a separate quadratic programming (QP) problem for each of the wheels given
by
1 T
minimize
ξ Qξ + cT ξ,
ξ
2
(4.1)
subject to Aξ = b, Dξ ≤ f ,
where ξ is the vector of optimization variables. The quadratic objective
1 T
T
2 ξ Qξ + c ξ is minimized while respecting the linear equality Aξ = b and
inequality Dξ ≤ f constraints. In the following, the parameterization of the
optimization variable is presented, and we introduce each of the objectives,
equality constraints and inequality constraints which form the optimization
problem.
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Figure 4.3: Timings and coordinate frames of the decomposed motion planner.
The wheel trajectories are optimized for each of the wheels separately and w.r.t. the
coordinate frame W whose z-axis is aligned with the estimated terrain normal, and
whose x-axis is perpendicular to the estimated terrain normal and aligned with the
rolling direction of the wheel. The origin of W is at the projection of the wheel’s axis
center on the terrain. We show exemplarily the wheel trajectory of the right front
leg over a time horizon of one stride duration, which is composed of four splines.
The lift-off time tlo , the time at maximum swing height tsh , the touch-down time ttd ,
and the time horizon tf are specified by a fixed gait pattern. The base trajectories
are optimized w.r.t. the coordinate frame B whose origin is located at the robot’s
COM, and whose orientation is identical to the orientation of the frame W .

4.4.1

Parameterization of Optimization Variables

We describe the wheel trajectories as a sequence of connected splines. In our
implementation, one spline is allocated for each of the two segments where
the wheel is in contact with the ground. Two splines are used for describing
the trajectory of the wheels in air. Therefore, the total number of splines for
one gait sequence is ns = 4 (see Figure 4.3). These two types of trajectory
segments, i.e., corresponding to a leg in air and contact, are defined by different
parameterizations as described next.
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Wheel Segments in Air
We parameterize each coordinate of the wheel trajectory in air as quintic
splines. Thus, the position vector at spline segment i is described by


 T
αi,x
η (t) 01×6 01×6
(4.2)
r(t) =  01×6 η T (t) 01×6  αi,y  = T (t)ξi ,
αi,z
01×6 01×6 η T (t)



where η T (t) = t5 t4 t3 t2 t 1 and αi,∗ ∈ R6 contains the polynomial
coefficients. Here, t ∈ [t̄i , t̄i + ∆ti ] describes the time interval of spline i with a
duration of ∆ti , where t̄i is the sum of all the previous (i−1) splines’ durations
(see the example of the fourth spline in Figure 4.3). We seek to optimize the
polynomial coefficients for all coordinates of spline segment i and hence contain

T
them in the vector ξi = αTi,x αTi,y αTi,z ∈ R18 .
Wheel Segments in Contact

As shown in our previous work (de Viragh et al., 2019), we employ a novel
parameterization for wheel segments in contact, such that they inherently
capture the velocity constraints corresponding to the no-lateral-slip of the
wheel. For this purpose, we represent the wheel’s velocity in the x coordinate
of W , i.e., the rolling direction, as a quadratic polynomial. In contrast, the
remaining directions’ velocities are set to zero, achieving a minimal variable
set and avoiding additional constraints. Thus, the velocity vector of the i-th
spline is



αi,0
1 t t2
ṙ(t) = 0 0 0  αi,1  ,
(4.3)
0 0 0
αi,2
and the position vector is obtained by integrating w.r.t. t and adding the
initial position xi (t̄i ) and yi (t̄i ) of the trajectory as
 t̄ +∆t
iZ
i
xi (t̄i )
R(tωref )ṙ(t)dt = T (ωref , t)ξi ,
r(t) =  yi (t̄i )  +
0
t̄i


(4.4)

where the rotation matrix R(tωref ) describes the change in the wheel’s orien
T
tation caused by the reference yaw rate, i.e., the vector ωref = 0 0 ωref .
By assuming a constant reference yaw rate ωref over the optimization horizon, the integration is solved analytically, giving a linear expression r(t) =
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T
T (ωref , t)ξi w.r.t. the coefficients ξi = αi,0 αi,1 αi,2 xi (t̄i ) yi (t̄i ) .
Thus, the velocity and acceleration trajectories of spline i are described by
ṙ(t) = Ṫ (ωref , t)ξi and r̈(t) = T̈ (ωref , t)ξi , respectively.

4.4.2

Formulation of Trajectory Optimization

To achieve robust locomotion, we deploy an online TO, which is executed in
an MPC fashion, i.e., the optimization is continuously re-evaluated, providing
a motion over a time horizon of tf seconds, where tf can be chosen as the stride
duration of the locomotion gait.
The complete TO of the wheel trajectories is formulated as a QP problem as
follows,
min.
ξ

1 T
ξ Qacc ξ
2
N
P
2
kr(tk ) − rprev (tk + tprev )kWprev ∆t
+ k=1
∀t ∈ [0, tf ]

acceleration
previous solution

if leg in contact:
2

+ kṙ(0) − vref kWref

reference velocity

N
P

2

kr (t ) − rx,def kwdef ∆t
+ k=1 x k
∀t ∈ [t̄i , t̄i + ∆ti ]

default position

if leg in air:
2

+ krxy (ttd ) − rxy,ref − rxy,inv kWfh
+ krz (tsh ) −
s.t.

2
zsh kwsh

,

r(0) = rinit , ṙ(0) = ṙinit , r̈(0) = r̈init ,

 

ri+1 (t̄i+1 )
ri (t̄i + ∆ti )
ṙi (t̄i + ∆ti ) = ṙi+1 (t̄i+1 ) ,
r̈i+1 (t̄i+1 )
r̈i (t̄i + ∆ti )
∀i ∈ [0, ns − 1],

 

xkin
|rx (t) − rx,def |
|ry (t) − ry,def |  < ykin  ,
zkin
|rz (t) − rz,def |
∀t ∈ [0, tf ],

foothold projection
swing height
initial state

spline continuity

kinematic limits
(4.5)
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where each element is described in more detail in the following sections.

4.4.3

Objectives

Acceleration Minimization
The acceleration r̈ of the entire wheel trajectory is minimized to generate
smooth motions and regularize the optimization problem. The cost term for
a wheel in air over the time duration ∆ti of spline i is given by
1 T
ξ
2 i

 Z t̄i +∆ti

T
T̈ (t)Wi,acc T̈ (t)dt ξi ,
2
t̄
| i
{z
}

(4.6)

Qi,acc

where Qi,acc ∈ R18×18 is the hessian matrix, and Wi,acc ∈ R3×3 is the
corresponding weight matrix. Here, the linear term of (4.1) is null, i.e.,
ci,acc = 018×1 . Similar, for a spline segment i in contact, the hessian matrix, Qi,acc ∈ R5×5 , is obtained by squaring and integrating the acceleration of
the wheel trajectory over the time duration ∆ti . The time matrix T (ωref , t),
and hence, Qi,acc is dependent on the reference yaw rate as discussed in (4.4).
Minimize Deviations from Previous Solution
For a TO with high update rates, large deviations between successive solutions
can produce quivering motions. To avoid this, we add a cost term that penalizes deviations of kinematic states between consecutive solutions. We penalize
the position deviations between the optimization variables from the current
solution ξ and the previous solution ξprev as
N
X

2

kr(tk ) − rprev (tk + tprev )kWprev ∆t, ∀t ∈ [0, tf ],

(4.7)

k=1

where rprev (tk + tprev ) is the position vector of the wheel from the previous
solution shifted by the elapsed time tprev since computing the last solution,
and Wprev ∈ R3×3 is the corresponding weight matrix. This cost is penalized
over the time horizon tf with N sampling points, where tk is the time at time
step k and ∆t = tk − tk−1 . Objectives for minimizing velocity and acceleration
deviations are added in a similar formulation.
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Track Reference Velocity of Wheels in Contact
As shown in (4.3), the velocity along the rolling direction of the wheel trajectory is described by a quadratic polynomial, which inherently satisfies the
no-slip constraint. To track the reference velocity vref , we minimize the norm
2
kṙx (0) − vx,ref kwref , which gives
1 T
ξ (2wref ΓT Γ) ξi + (−2wref vx,ref Γ) ξi ,
{z
}
2 i |
|
{z
}
Qi,ref

(4.8)

cT
i,ref



where Γ = 1 0 0 Ṫ (ωref , 0).

Minimize Deviations from Default Wheel Positions
When a wheel is in contact, differences in the wheels’ heading velocities and the
base can lead to configurations where the corresponding leg can get extended in
the forward or backward direction. To guide the optimizer towards solutions
within the desired leg configuration, we minimize the distance of the wheel
from a default position rx,def along the rolling direction x as
N
X

2

krx (tk ) − rx,def kwdef ∆t, ∀t ∈ [t̄i , t̄i + ∆ti ],

(4.9)

k=1

where wdef is the corresponding weight, and the sampling over the i-th contact
segment’s time duration ∆ti is the same as shown in the paragraph below (4.7).

Foothold Projection
The placement of the wheel after a swing phase is crucial for hybrid locomotion
(and for legged locomotion in general) because it contributes to maintaining
balance and reacting to external disturbances. As shown in (4.5), the cost term
2
to guide the foothold placement is given by krxy (ttd ) − rxy,ref − rxy,inv kWfh ,
2×2
where Wfh ∈ R
is the weight matrix, and ttd = t̄i + ∆ti is the touchdown
time of spline segment i in air, i.e., at the end of the spline in air representing
the second half of the swing phase (see Figure 4.3). The subscript xy indicates
that only footholds on the terrain plane are considered, i.e., the z component
is given by the height of the terrain estimation.
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The position vector rxy,ref guides the locomotion depending on the reference
velocity, which is composed of the linear velocity vref and angular velocity
vector ωref , as given by

 

r
rxy,ref
(4.10)
= xy,def + (vref + ωref × rBWxy )∆ti ,
0
0
where rxy,def ∈ R2 is a specified default wheel position similar to (4.9), and
rBWxy ∈ R3 is the position vector from the robot’s COM to the projection of
the measured wheel position W onto the terrain plane.
Decoupling the locomotion problem into a wheel and base TO requires an
additional heuristic to maintain balance. Balancing is achieved by adding a
feedback term to the foothold obtained from reference velocities through an
inverted pendulum model (Gehring et al., 2016; Raibert, 1986) given by
s
h
rinv = kinv (vBH,ref − vBH )
,
(4.11)
g
where vBH,ref ∈ R3 and vBH ∈ R3 are the reference and measured velocity
between the associated hip and base frame, respectively. Here, h is the height
of the hip above the ground, g represents the gravitational acceleration, and
kinv is the gain for balancing.
Swing Height
Similar to the objective in (4.8), we guide the wheel TO to match a predefined
2
height. The objective krz (tsh ) − zsh kwsh given in (4.5) can be expanded, with
a weight of wsh , to
1 T
ξ (2wsh ΓT Γ) ξi + (−2wsh zsh Γ) ξi ,
{z
}
{z
}
|
2 i |
Qi,sh

(4.12)

cT
i,sh



with Γ = 0 0 1 T (tsh ), and tsh = t̄i + ∆ti is the time at maximum swing
height of spline segment i in air, i.e., at the end of the spline in air representing
the first half of the swing phase (see Figure 4.3).
Similarly, we set the x and y coordinates of the swing trajectory at maximum
swing height to match the lift-off and touch-down position’s midpoint.
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4.4.4

Equality Constraints

Initial States
Every optimization is initialized with the current state of the robot, achieving
a reactive behavior. As discussed in (4.4), the initial position of the wheel
segments in contact is set as equality constraints given by

T (0)ξi = xinit

yinit

0

T

,

(4.13)

where the initial values xinit and yinit are the measured positions of the wheel.
If the optimization problem begins with a wheel trajectory in air, we set the
initial position, velocity, and acceleration to the measured state of the wheels,
i.e., r(0) = rinit , ṙ(0) = ṙinit , and r̈(0) = r̈init .
Spline Continuity
We constrain the position, velocity, and acceleration at the junction of two
consecutive wheel trajectory segments i and i + 1 in air as


−Ti (t̄i + ∆ti )
−Ṫi (t̄i + ∆ti )
−T̈i (t̄i + ∆ti )





Ti+1 (t̄i+1 ) 
03×1
ξi
= 03×1  .
Ṫi+1 (t̄i+1 )
ξi+1
03×1
T̈i+1 (t̄i+1 )

(4.14)

Junction constraints between air and contact phases are only formulated on
position and velocity level. Here, the acceleration is not constrained so that
the optimizer accepts abrupt changes in accelerations, allowing lift-off and
touch-down events.

4.4.5

Inequality Constraints

Avoid Kinematic Limits
To avoid over-extensions of the legs, we keep the wheel trajectories in a kinematic feasible space which is approximated by a rectangular cuboid centered
around the default positions defined in (4.9). As introduced in (4.5), the
kinematic limits xkin , ykin , and zkin are enforced over the full time horizon
tf as |rx (tk ) − rx,def | < xkin , |ry (tk ) − ry,def | < ykin , |rz (tk ) − rz,def | < zkin ,
∀k ∈ [1, .., tf /∆t], with a fixed sampling time ∆t = tk − tk−1 similar to (4.7).
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4.5

Base Trajectory Optimization

The online TO of the base motion relies on a ZMP-based optimization (Vukobratović and Borovac, 2004), which continuously updates reference trajectories
for the free-floating base. Here, we extend the approach shown in Chapter 3,
which originates from the motion planning problem of traditional legged robots
(Bellicoso et al., 2018a) and does not provide any optimized trajectories for the
wheels/feet over a receding horizon. Moreover, the work in (Bellicoso et al.,
2018a) only considers the optimization of the footholds. We can generalize the
idea of the ZMP to wheeled-legged systems with the wheels’ trajectories over
the time horizon tf optimized in (4.5).
As shown in Figure 4.2, the motion planner of the free-floating base is described by a nonlinear optimization problem, which minimizes a nonlinear
cost function f (ξ) subjected to nonlinear equality c(ξ) = 0 and inequality
constraints h(ξ) > 0. Here, the vector of optimization variables is composed
of the position of the COM rCOM ∈ R3 and the yaw-pitch-roll Euler angles of
the base θ ∈ R3 .

4.5.1

Parameterization of Optimization Variables and
Formulation of Trajectory Optimization

The trajectories for each DOF of the free-floating base is represented as a
sequence of quintic splines, which allows setting position, velocity, and acceleration constraints. Thus, the parameterization is formulated similarly to the
definition of the wheel trajectories in air given in Section 4.4.1.
The online TO of the base has a similar structure as the TO described in (4.5).
Cost terms are added to maintain smooth motions and track the reference velocity. The equality constraints initialize the variables with the base’s current
measured state and add junction constraints between consecutive splines. For
balancing, we add a ZMP inequality constraint, which is described in more
detail in the next section, since this is the only part of the base optimization problem affected by the computed wheel trajectories in Section 4.4. A
complete list of each objective and constraint can be obtained in Table 3.1.
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4.5.2

Generalization of ZMP Inequality Constraint

The acceleration of the COM must be chosen so that the ZMP position rZMP ∈
R3 lies inside the support polygon3 , ensuring the robot’s dynamic stability.
This nonlinear inequality constraint is given by


p(tk )

q(tk )


0 rZMP (tk ) + r(tk ) ≥ 0, ∀tk ∈ [0, tf ]

(4.15)

where rZMP = n × mgi /(nT fgi ) and n ∈ R3 is the terrain normal (Sardain
and Bessonnet, 2004). The gravito-inertial force fgi and torque mgi are given
by
fgi = m · (g − r̈COM ) ∈ R3 ,
(4.16)
mgi = m · rCOM × (g − r̈COM ) − l̇COM ∈ R3 ,
where m is the mass of the robot, lCOM ∈ R3 is the angular momentum of
the COM, and g ∈ R3 is the gravity vector (Caron, Pham, and Nakamura,
2017). In contrast to Bellicoso et al. (2018a) and Chapter 3, the line coefficients
d(t) = [p(t) q(t) r(t)]T , which describe an edge of a support polygon, depend
on the time t since wheeled-legged robots’ contact points continue to move
even when a leg is in contact, unlike conventional legged robots. Thus, the
ZMP inequality constraint is sampled over the time horizon tf with a fixed
sampling time ∆t = tk − tk−1 .

4.6

Experimental Results and Discussion

This section reports on experiments and real-world applications conducted
with ANYmal equipped with non-steerable, torque-controlled wheels (see Figure 4.1), which validates our hybrid locomotion framework.

4.6.1

Implementation

The wheel TO, base TO, tracking controller, and state estimator are running
on a single PC (Intel i7-7500U, 2.7 GHz, dual-core 64-bit). All computation
regarding autonomy, i.e., perception, mapping, localization, path planning,
path following, and object detection, is carried out by three PCs. The robot
is entirely self-contained in terms of computation and perception. As can
be obtained in Figure 4.2, we run the wheel TO, base TO, and WBC in
concurrent threads where each optimization reads the last available solutions
3 A support polygon is defined by the convex hull of the expected wheels’ contact trajectories.
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from its predecessor. Moreover, all optimization problems are run online due
to fast solver times.
As discussed in Chapter 3, a hierarchical WBC tracks the computed trajectories in Section 4.4 and Section 4.5 by generating torque commands for each
actuator and accounting for the full rigid body dynamics including its physical constraints, e.g., the non-holonomic rolling constraint, friction cone, and
torque limits. The WBC runs together with state estimation (Bloesch et al.,
2018) in a 400 Hz loop. Similar to Bloesch et al. (2013b), we fuse the inertial measurement unit (IMU) reading and the kinematic measurements from
each actuator to acquire the robot’s state. Moreover, the frame W in Figure 4.3 requires an estimate of the terrain normal. In this work, the robot is
locally modeling the terrain as a three-dimensional plane, estimated by fitting
a plane through the most recent contact locations, as described in Chapter 3.
The contact state of each leg is determined by estimating the contact force,
which considers the measurements of the motor drives and the full-rigid body
dynamics.
We model and compute the kinematics and dynamics of the robot based on
the open-source Rigid Body Dynamics Library (RBDL) (Felis, 2018), which
uses the algorithms described in (Featherstone, 2014). The nonlinear optimization problem in Section 4.5 is solved with a custom sequential quadratic
programming (SQP) algorithm, which solves the problem by iterating through
a sequence of QP problems. Each QP problem including the optimization
problem in Section 4.4 is solved using QuadProg++ (Gasper, 1998), which
internally implements the Goldfarb-Idnani active-set method (Goldfarb and
Idnani, 1983). To maintain a positive definite Hessian Q in (4.1) and to ensure the convexity of the resulting QP problem, a regularizer ρ is added to
its diagonal elements, e.g., ρ = 10−8 . The tuning of the cost function in (4.5)
remains a manual task where a single value describes the weighting matrices’
diagonal elements, and each gait requires a different tuning of the optimization’s parameters.

4.6.2

Solver Time of Different Contact Scheduler and
Gait Switching

As shown in Table 4.1, the wheel and base optimizations are solved in the
order of milliseconds, and a great variety of gaits from driving, i.e., all legs
in contact, up to gaits with full-flight phases are possible. The accompanying
video shows manual gait switches between driving and hybrid trotting gaits,
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Table 4.1: Time horizon tf and optimization times including model setup for different gaits. The reported solver times for wheel TO are for one wheel, and the hybrid
running trot is a gait with full-flight phases.

Gait

tf / (s)

Wheel TO / (ms)

Base TO / (ms)

Driving
Hybrid walk
Hybrid pace
Hybrid trot
Hybrid running trot

1.7
2.0
0.95
0.85
0.64

0.14
0.81
0.42
0.47
0.58

6.93
14.83
1.88
2.4
5.77

which can be useful for future works regarding automatic gait switches to
reduce the cost of transport (COT) further.

4.6.3

Rough Terrain Negotiation

The robot can blindly locomote over a great variety of unstructured terrains,
e.g., inclines, steps, gravel, mud, and puddles. Figure 4.1 and the accompanying video shows the robot’s performance in these kinds of environments.
As depicted in Figure 4.4, the robot can overcome blindly steps up to 20 %
of its leg length. The obstacle verifies the advantage of our hybrid locomotion framework. In contrast to the related work and Chapter 3, the robot
traverses obstacles without stopping and switching to a pure walking motion.
To our best knowledge, this is the first time a robot has demonstrated this
level of obstacle negotiation at high speeds, with multiple gaits. Moreover, the
locomotion becomes more robust since the framework accounts for recovery
motions on the ground. The accompanying video shows an instance where
the wheel collides with the edge of a step. Our framework can adapt to these
scenarios by merely driving over the obstacle.

4.6.4

High Speed and Cost of Transport

On flat terrain, the robot achieves a mechanical COT (see definition in Chapter 2) of 0.2 while hybrid trotting at the speed of 2 m/s and the mechanical
power consumption is 156 W. The COT is by a factor of two higher than a
pure driving gait at the same speed. A comparison to traditional walking and
skating with passive wheels (see Chapter 2) shows that the COT is lower by
42 % w.r.t. the traditional trotting gait and by 9 % w.r.t. skating motions.
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4.6.5

DARPA Subterranean Challenge: Tunnel Circuit

The first DARPA Subterranean Challenge, the Tunnel Circuit, was held close
to Pittsburgh in the NIOSH mine. The main objective was to search, detect,
and provide autonomously spatially referenced locations of artifacts inside the
underground mine. The wheeled version of ANYmal participated in two runs
as part of the CERBERUS team (Tranzatto et al., 2021) alongside flying and
other mobile platforms. Moreover, the wheeled quadrupedal robot was deployed next to the standard version of ANYmal without wheels.
As depicted in the lower images of Figure 4.1, the terrain consisted of hilly,
bumpy, and muddy terrain, and in some parts of the mine, the robot needed
to cross puddles. Throughout both runs, the robot locomoted the terrain
with a hybrid trot. In the first run, the wheeled version of ANYmal traversed
70 m without significant issues, and the robot successfully reported the correct
location of one artifact. In the end, however, one of the wheels started slipping
on the muddy terrain before the fall. As shown in the accompanying video, the
robot managed to balance after the first slip because of the foothold adaptation
of the inverted pendulum model (4.11). The mechanical design was improved
after the first run by adding a chain around the wheels to increase the friction
coefficient while traversing the mud (see the right middle image of Figure 4.1).
Figure 4.5 shows the desired trajectories of the COM and wheels for a few
meters of the second run. Here, it can be seen that the robot executes a
hybrid trotting gait since, during ground contact, the wheel moves along its
rolling direction. Despite the challenging environment, the hybrid locomotion
framework enabled the robot to travel for more than 100 m.
Due to the time limitation of the challenge, the speed of mobile platforms becomes an essential factor. Most of the wheeled platforms shown by the other
competing teams were faster than our traditional legged robot by a factor of
two or more. The upcoming Urban Circuit of the Subterranean Challenge
includes stairs and other challenging obstacles. Therefore, we believe, only a
wheeled-legged robot is capable of combining speed and versatility. At the
Tunnel Circuit, the wheeled version of ANYmal traversed with an average
speed of 0.5 m/s, which was more than double the average speed of the traditional legged system. The mapping approach’s update frequency limited our
chosen speed or otherwise could have traversed the entire terrain with higher
speeds without any loss in agility. Overall, the performance validation for realworld applications is satisfying, and a direct comparison with the traditional
ANYmal reveals the advantages of wheeled-legged robots.
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Figure 4.4: Measured COM and wheel trajectories of ANYmal over a step while
hybrid trotting, as depicted in the upper images of Figure 4.1. The three-dimensional
plot shows the wheel trajectories of the front legs (red line), the wheel trajectories
of the hind legs (blue line), and the COM trajectory (green line) w.r.t. the inertial
frame, which is initialized at the beginning of the run.

4.7

Summary

Wheeled-legged robots have the potential for highly agile and versatile locomotion. The combination of legs and wheels might be a solution for any real-world
application requiring rapid and long-distance mobility skills on challenging terrain. This chapter presents an online TO framework for wheeled quadrupedal
robots capable of executing hybrid walking-driving locomotion strategies. By
breaking down the optimization problem into a wheel and base trajectory planning, locomotion planning for high dimensional wheeled-legged robots becomes
more tractable, can be solved in real-time on-board in an MPC fashion, and
becomes robust against unpredicted disturbances. The reference motions are
tracked by a hierarchical WBC that sends torque commands to the robot. Our
approach is verified on a quadrupedal robot with non-steerable wheels attached
to its legs. The robot performs hybrid locomotion with a great variety of gait
sequences on rough terrain. Besides, we validated the robotic platform at the
DARPA Subterranean Challenge, where the robot rapidly mapped, navigated,
and explored dynamic underground environments.
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Figure 4.5: Desired COM and wheel trajectories of ANYmal at the DARPA Subterranean Challenge. The robot, ANYmal, is autonomously locomoting with a hybrid
driving-trotting gait during the second scoring run. The environment is a wet, inclined, muddy, and rough underground mine, as depicted in the lower images of
Figure 4.1. Despite the challenging terrain, the robot manages to explore fully autonomously the mine for more than 100 m. The plots show the desired motions for
approximately two stride durations. Due to the fast update rates of the TO problems and reinitialization of the optimization problem with the measured state, the
executed trajectories are almost identical to the desired motion shown here.

84

5
Single Task MPC & Online Gait
Sequence Generation

This chapter incorporates material from the following publication:
Bjelonic, M., Grandia, R., Harley, O., Galliard, C., Zimmermann, S., and Hutter, M.
(2021b). “Whole-Body MPC and Online Gait Sequence Generation for WheeledLegged Robots”. In: IEEE/RSJ International Conference on Intelligent Robots
and Systems (IROS)
Paper: https://arxiv.org/abs/2010.06322
Video V2 , V3 : https://youtu.be/ rPvKlvyw2w

At the Defense Advanced Research Projects Agency (DARPA) Subterranean
Challenge, we also experienced the decomposed motion planner’s limitations
regarding its abilities and reliability due to an additional heuristic to synchronize both planning stages. Our wheeled-legged robot could only execute a fixed
hybrid-trotting gait, which did not result in optimal motions and was prone
to slippage between the wheels and the mud, becoming even more critical at a
higher speed. The lessons learned at the competition guided our work in the
remainder of this chapter towards single task optimizations C3 (see Table 1.1)
and online gait sequence generation C4 for energy-efficient motions C6 .

5.1

Introduction

Quadrupedal robots are fast becoming more common in industrial facilities
(Bellicoso et al., 2018b), and it is only a matter of time until we see more of
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these robots in our daily lives. Their locomotion capabilities are well understood, and there are many different approaches published that exploit knowledge about their natural counterparts (Eckert et al., 2015; Nyakatura et al.,
2019). The understanding of locomotion principles has led to simplified models and heuristics that are widely used as templates to control legged robots
(Focchi et al., 2020; Kajita et al., 2001; Kalakrishnan et al., 2010; Rebula
et al., 2007; Sardain and Bessonnet, 2004; Wieber, 2006; Zucker et al., 2011).
While legged robots have already made their way into real-world applications,
wheeled-legged robots are still (mostly) only within the research community
(Cordes, Kirchner, and Babu, 2018; Dietrich et al., 2016; Geilinger, Winberg,
and Coros, 2020; Klamt et al., 2020; Klemm et al., 2019; Reid et al., 2020).
Their locomotion capabilities are less understood due to missing studies of natural counterparts and the additional degrees of freedom (DOF) of the wheels,
making simplified models that capture dynamic hybrid locomotion, i.e., simultaneous walking and driving, cumbersome to design. As shown in Chapter 4,
decomposing the locomotion problem into two sub-tasks requires a heuristic,
mimicking an inverted pendulum model.
Hybrid locomotion for robots, such as depicted in Figure 5.1, faces two specific problems, one requires continuous, and the other discrete decision-making.
The latter relates to the task of finding the appropriate gait sequencing, i.e.,
sequences of lift-off and touch-down timings, which becomes difficult to handcraft. Besides, Chapter 4 reveals that the proper choice of gait sequences for
wheeled-legged robots is crucial to reducing the cost of transport (COT). The
former problem describes the task of finding the continuous motion of the
robot, i.e., the trajectories of the torso and wheels. Our whole-body 1 model
predictive control (MPC) requires minimal assumptions about the robot’s dynamics and kinematics, allowing wheeled-legged robots to accurately capture
the rolling constraint without adding unnecessary assumptions.

5.2

Related Work

In the following sections, we categorize existing approaches to legged locomotion and bring them into the context of hybrid locomotion.
1 In this chapter, the MPC’s whole-body model includes the whole-body kinematics and
single rigid body dynamics, simultaneously optimizing the robot’s contact forces, generalized
coordinates and velocities, including the 6D torso motion and joint kinematics.
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Figure 5.1: With our novel whole-body MPC, the robot ANYmal (Hutter et al.,
2017a), equipped with actuated wheels, explores indoor and outdoor environments
in a fast and versatile way (video available at https://youtu.be/ rPvKlvyw2w). First
row: Locomotion in high grass and over steep hills of up to 2 m/s, while gait sequences
are automatically discovered. Second row: Blindly stepping over a 0.20 m high step
(32 % of leg length) and stairs with a 0.175 m high step (28 % of leg length). Third
row: Pacing gait and 0.28 m high jump with front legs.
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5.2.1

Continuous Decision Making

A decomposed-task approach splits the problem into separate foot (or wheel)
and torso tasks. By breaking down locomotion planning for high-dimensional
(wheeled-)legged robots into two lower-dimensional sub-tasks, we hypothesize
that the individual problems become more tractable. The coordination of each
task’s solution is one of the main challenges, and heuristics are needed to align
the foot and torso motions. Many approaches were developed over the last
years exploiting these task synergies (Buchanan et al., 2020; Englsberger et
al., 2014; Jenelten et al., 2020; Kajita et al., 2001; Kalakrishnan et al., 2010;
Kudruss et al., 2015; Naveau et al., 2017; Park, Wensing, and Kim, 2015;
Rebula et al., 2007; Wieber, 2006; Wieber, Tedrake, and Kuindersma, 2016;
Zucker et al., 2011).
In contrast, a single-task approach treats the continuous decision problem as a
whole without breaking down the problem into several sub-tasks (Caron and
Pham, 2017; Dai, Valenzuela, and Tedrake, 2014; Erez et al., 2013; Farshidian
et al., 2017; Kuindersma et al., 2016; Orin, Goswami, and Lee, 2013). Here,
the challenge is to solve the problem in a reasonable time, so that online execution on the real robot becomes feasible. In the last few years, traditional
legged locomotion research experienced a large amount of pioneering work in
the field of MPC (Caron and Pham, 2017; Dai, Valenzuela, and Tedrake, 2014;
Erez et al., 2013; Farshidian et al., 2017; Koenemann et al., 2015) that now
reliably runs on quadrupedal robots, like ANYmal (Grandia et al., 2019; Neunert et al., 2018), and MIT Cheetah (Bledt and Kim, 2019). Another class of
single-task optimization problems involves trajectory optimization (TO) that
precomputes complex trajectories over a time horizon offline (Herzog et al.,
2015; Kuindersma et al., 2016; Mordatch, Todorov, and Popović, 2012; Winkler et al., 2018). Hybrid locomotion platforms, e.g., Skaterbots (Geilinger,
Winberg, and Coros, 2020), RoboSimian (Bellegarda and Byl, 2019) and walking excavators (Jelavic and Hutter, 2019), provide a similar approach to motion
planning over flat terrain by solving a nonlinear programming (NLP) problem.
The dynamic model and underlying foothold heuristic are two essential aspects
of continuous decision-making:
Dynamic Models
Optimization-based methods depend on the choice of model complexity. Each
dynamic model comes with its assumptions. For example, the linear inverted
pendulum (LIP) model controls only the motion of the center of mass (COM)
88

5.2. Related Work

position and acts as a substitute for the contact forces. Here, the zero moment point (ZMP) (Vukobratović and Borovac, 2004) is constrained to lie
inside the support polygon (Bellegarda, van Teeffelen, and Byl, 2018; Caron,
Pham, and Nakamura, 2017; de Viragh et al., 2019; Kalakrishnan et al., 2010;
Kalakrishnan et al., 2011; Mastalli et al., 2020; Sardain and Bessonnet, 2004;
Zucker et al., 2011). These approaches result in fast update rates at the cost
of inaccurate modeling of the real robot.
The real model can be approximated more accurately with a single rigid body
dynamics (SRBD) model, which assumes that the joint accelerations’ momentum is negligible and that the full system’s inertia remains similar to some
nominal configuration. Recent years showed impressive results, and many different research groups have adopted this more complex model (Bledt and Kim,
2019; Caron and Pham, 2017; Di Carlo et al., 2018; Farshidian et al., 2017;
Grandia et al., 2019; Herzog et al., 2015; Winkler et al., 2018).
Finally, the rigid body dynamics model only assumes non-deformable links,
and the equations of motion (EOM) can be rewritten as the Centroidal dynamics model (Budhiraja, Carpentier, and Mansard, 2019; Kuindersma et al.,
2016; Orin, Goswami, and Lee, 2013). Such a dynamic model is common in
TO and provides a general approach to hybrid locomotion (Geilinger, Winberg,
and Coros, 2020). Due to the increased complexity, these hybrid motions are
impractical to update online with feedback control.
Foothold Heuristics
As described in Section 5.2.1, a decomposed-task approach is completed in
two stages, where a heuristic is needed to connect the feet and torso planning
stages. For example, a common method in legged locomotion designs foothold
positions based on the Raibert heuristic (Raibert, 1986) with a capture-pointbased feedback term (Pratt et al., 2006). The work in (Bledt and Kim, 2019)
regularizes a single-task MPC using such kinds of heuristics, which might guide
the optimization problem towards sub-optimal solutions due to the heuristic’s
simplicity. In Chapter 4, this approach is also referred to as inverted pendulum
models. Its design is not intuitive for hybrid locomotion since it assumes a
single foothold.

5.2.2

Discrete Decision Making

Gaits in legged robots are often hand-tuned and time-based. Moreover, appropriate sequences of contact timings become hard to design when it comes
to wheeled-legged robots, as shown in Figure 5.1.
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Including discrete decision variables into the continuous decision-making results in a holistic approach, as shown by (Aceituno-Cabezas et al., 2017; Deits
and Tedrake, 2014; Mordatch, Todorov, and Popović, 2012; Winkler et al.,
2018). These approaches achieve impressive results, but their algorithms are
currently impractical to run online on the real robot in a feedback control
loop. Finding gait sequences in a separate task might reduce the problem’s
complexity and make online execution on the robot feasible. By considering
the impulses that the legs can deliver, online gait adaptation is shown by the
MIT Cheetah robot (Boussema et al., 2019). The authors, however, reduce
the problem to 2D due to the computational complexity of the 3D case and
split the continuous motion planning into decomposed tasks.

5.3

Overview

We extend the related work with a whole-body MPC allowing for online gait
sequence adaptation. The former finds the robot’s torso and wheels’ motion in
a single task by introducing a novel kinodynamic model of a wheeled-legged
robot that incorporates the wheels as moving ground contacts with a fixed
joint position and an accurate estimation of the rolling constraint. Moreover,
the MPC optimizes the joint velocity and ground reaction force simultaneously
and allows for a single set of parameters for all hybrid motions, which enables
us to adapt the sequences of contact and swing timings. In short, our main
contributions are:
1) Hybrid Locomotion. We evaluate whole-body MPC for a wheeledlegged robot, providing a single-task approach that automatically discover complex and dynamic motions that are impossible to find with a
decomposed-task approach. Due to the kinodynamic model, our framework accurately captures the real robot’s rolling constraint and dynamics.
2) Comparison. We compare the performance of a decomposed- and
single-task approach on the same robotic platform. In this regard, we
introduce a quantity that allows us to compare different motion planning
algorithms through the prediction accuracy, which describes how well a
receding horizon planner can predict the robot’s future state.
3) Discrete Decisions. Our MPC performs all behaviors with the same
set of parameters, enabling flexibility regarding the gait sequence and
allowing us to propose a concept to quantify kinematic leg utilities for
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online gait sequence generation without the need for predefined contact
timings and lift-off sequences. This automatic gait discovery lets wheeled
quadrupedal robots, as depicted in Figure 5.1, to coordinate aperiodic
behavior and reduce the COT drastically.

5.4

Problem Formulation

The general MPC formulation is to find the control input of the following
optimization over a receding horizon T based on the latest state measurement
x0 . Its optimized control policy is applied to the robot at each iteration until
an updated policy is available.
minimize
u(·)

subjected to

φ(x(T )) +

Z

T

l(x(t), u(t), t)dt,

(5.1a)

0

ẋ(t) = f (x(t), u(t), t),

(5.1b)

x(0) = x0 ,

(5.1c)

g1 (x(t), u(t), t) = 0,

(5.1d)

g2 (x(t), t) = 0,

(5.1e)

h(x(t), u(t), t) ≥ 0.

(5.1f)

where x(t) is the state vector and u(t) is the control input vector at time
t. Here, l(·) is the time-varying running cost, and φ(·) is the cost at the
terminal state x(T ). The state-input equality constraint (5.1d), pure state
equality constraint (5.1e), and inequality constraint (5.1f) are handled by a
Lagrangian method, penalty method, and relaxed barrier function, respectively. Our MPC formulation relies on the sequential linear quadratic (SLQ)
approach of Farshidian et al. (2017) with the feedback policy of Grandia et al.
(2019), which is a differential dynamic programming (DDP) (Mayne, 1966)
based algorithm for continuous-time systems.
Figure 5.2 visualizes our complete locomotion controller that is verified in challenging experiments at the end of this chapter. In the following, we introduce
our main contributions, the MPC’s implementation and online gait sequence
generation for wheeled-legged robots, in more detail.

5.5

Hybrid Locomotion

The remainder of this section proposes a solution for hybrid locomotion, as
depicted in Figure 5.1, which is challenging due to the additional motion along
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Reference Velocity/Trajectory

Gait Sequence
Generation
Gait Sequence

Model Predictive Control

Desired Motion Plan

Tracking Controller
Torque Commands

Robot State

Figure 5.2: Overview of the locomotion controller. The gait sequence generator
automatically transforms reference trajectories from a higher-level planner or operator device into lift-off and touch-down sequences. These gait sequences are fed into
the MPC that optimizes joint velocities and contact forces over a time horizon T .
Finally, a tracking controller, e.g., Chapter 3, transforms the desired motion plan
into torque references τ .

the rolling direction, making the design of motion primitives and gait sequences
impossible to hand-tune.

5.5.1

Model Predictive Control Implementation

In this work, we avoid motion primitives by proposing a single-task MPC optimizing over the robot’s whole-body variables. We continue with the underlying
wheeled-legged robot’s model, and the MPC’s cost function and constraints.
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Figure 5.3: Sketch of the rolling constraint with the underlying wheel model as a
moving point contact with a fixed joint position. The image shows each direction of
the end-effector velocity vEi (x, u), end-effector contact position rEi (qj ), and friction
cone constraint λEi ∈ C(n, µC ).

Modeling
Adding a full model of a wheel increases the MPC’s number of states and
inputs n by two per leg, which increases the optimization time since the SLQ’s
backward pass scales by (n)3 . As shown in Figure 5.3, we model the robot’s
wheel as a moving point contact with a fixed joint position, which can be
translated into wheel inputs through the wheel’s contact velocity and radius.
With this novel formulation, the MPC’s optimization time does not increase
compared to legged robots (Grandia et al., 2019) despite the additional DOF.
We let the frame Ei be fixed at a leg’s endpoint, i.e., the point on the wheel
that is in contact with the ground during stance phase, and define this point
as a leg’s end-effector. This enables us to model conventional point-foot and
wheels by changing the kinematic constraints and avoids additional constraints
concerning the wheel. The state vector x(t) and control input vector u(t) in
(5.1) are

T
x(t) = θ T pT ω T v T qjT ∈ R12+nj ,

T
u(t) = λTE uTj
∈ R3ne +nj ,

(5.2a)
(5.2b)
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where nj = 12 and ne = 4 are the number of joints (excluding the wheel)
and legs. The elements θ, p, ω, v and qj of the state vector in (5.2a) refer
to the torso’s orientation in Euler angles, torso’s position in world frame W ,
COM’s angular rate, COM’s linear velocity, and joint positions, respectively.
Moreover, the control inputs in (5.2b) are the end-effector contact forces λE
and joint velocities uj .

Cost Function
We are interested in following external commands fed into a quadratic cost
function of the state and control input vector. Thus, the time-varying running
cost in (5.1a) is given by
l(x(t), u(t), t) =

1
1
x̃(t)T Qx̃(t) + ũ(t)T Rũ(t),
2
2

(5.3)

where Q is a positive semi-definite Hessian of the state vector error x̃(t) =
x(t) − xref (t) and R is a positive definite Hessian of the control input vector
error ũ(t) = u(t) − uref (t). The error vector require reference values for the
whole-body, e.g., the torso’s reference position and linear velocity are computed through an external reference trajectory2 rB,ref (t) of the torso B. The
remaining variables of x(t) and u(t) are regularized to some nominal configuration.

Equations of Motion
The system’s dynamics (5.1b) is based on a kinodynamic model of a wheeled
quadrupedal robot. It defines the SRBD model along with the kinematics for
each leg while treating the wheels as moving ground contacts with a locked
rotational angle. SRBD assumes that the limb joints’ momentum is negligible
compared with the lumped COM inertia and the inertia of the full-body system
2 The reference trajectory is generated from an external source, e.g., an operator device
or a navigation planner. In case of reference velocities, i.e., the linear vref and angular
velocity vector ωref of the COM, the reference trajectory can be computed by integrating
these velocities.
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stays the same as to some nominal joint configuration. The EOM of the SRBD
is given by
θ̇ = T (θ)ω,

(5.4a)

ṗ = RW B (θ)v,

(5.4b)

ω̇ = I −1

−ω × Iω +

ne
X

rEi (qj ) × λEi

i=1

n

v̇ = g(θ) +
q̇j = uj ,

e
1 X
λE ,
m i=1 i

!

,

(5.4c)
(5.4d)
(5.4e)

where RW B (θ) ∈ SO(3) represents the rotation matrix that projects the components of a vector from the torso frame B to the world frame W , T (θ) is
the transformation matrix from angular velocities in the torso frame B to the
Euler angles derivatives in the world frame W , I is the moment of inertia
of the COM taken at the nominal configuration of the robot, m is the total
mass, g(θ) is the gravitational acceleration in torso frame B, and rEi (qj ) is
the end-effector’s contact position of leg i with respect to (w.r.t.) the COM
(see Figure 5.3), which is a function of the joint positions and thus, the kinodynamic model requires (5.4e).
Rolling Constraint
The contact constraint of traditional legged robots is modeled through the
end-effectors’ velocities, and when in contact, these velocities are restricted to
zero in all directions. Wheeled-legged robots, on the other hand, can execute
motions along the rolling direction when in contact. Thus, the end-effector
constraint of leg i in contact is represented by
λEi ∈ C(n, µC ),

(5.5a)

πEi ,⊥ (vEi (x, u)) = 0,

(5.5b)

vEi (x, u) · n = 0,

(5.5c)

where C(n, µC ) and n are the friction cone with its friction coefficient µC
visualized in Figure 5.3 and the local surface normal in world frame W , respectively. The rolling constraint’s sketch in Figure 5.3 shows each direction
of the end-effector velocity vEi (x, u). Due to the kinodynamic model, the projection πEi ,⊥ (·) in (5.5b) of the end-effector velocity in world frame vEi (x, u)
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onto the perpendicular direction of the rolling direction can be easily computed through forward kinematics. With this formulation, legs in contact are
constrained, such that, the velocity along the rolling direction is left unconstrained, i.e, πEi ,k (vEi (x, u)) ∈ R. In contrast to SRBD models without the
robot’s kinematics, our approach can accurately estimate the rolling constraint
without introducing needless heuristics for its direction.
While leg i is in air, the constraint switches to
λEi = 0,
vEi (x, u) · n = c(t),

(5.6a)
(5.6b)

where legs in the air follow a predefined swing trajectory c(t) in the direction
of the terrain normal n and the ground reaction forces λEi are set to zero.

5.5.2

Gait Sequence Generation

The MPC’s implementation as a single task enables a single set of parameters
for all motions, which further allows for the adaptation of its lift-off and touchdown timings. In this work, we exemplary show the implementation of a gait
timings generation for multimodal robots with non-steerable wheels. Gait
timings and their sequences are discovered through a kinematic utility of each
leg. Given the external reference trajectory rB,ref (t), aperiodic sequences of
contact and lift-off timings are generated over a time horizon T .
Kinematic Leg Utility
For the robot to locomote, i.e., drive or walk, it needs to have a sense of each
leg’s utility ui (t) ∈ [0, 1]. If the utility of one leg approaches zero, the leg needs
to be recovered by a swing phase. In contrast to Boussema et al. (2019), where
the utility is based on impulse generation capabilities and used as a metric for
a decomposed-task approach, we propose that the kinematic capability is of
primary importance for gait adaptation of a single-task approach. This utility
quantifies the usefulness of a leg in terms of remaining in kinematic reach.
Wheeled quadrupedal robots with non-steerable wheels, as shown in Figure 5.1,
have a fixed rolling direction. While in contact, the trajectory of the wheel
rEi ,ref (t) = rEi + πEi ,k (rB,ref (t)) is kinematically constrained, where rEi is
the measured end-effector position of wheel i, and the projections πEi ,k (·) and
πEi ,⊥ (·) are introduced in Section 5.5.1.
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By defining the utility as an ellipse, we can distinguish the decay along and
lateral to the rolling direction. Therefore, the leg’s utility ui (t) ∈ [0, 1] is
defined as
s
2
2 
πEi ,k (e
rEi (t))
πEi ,⊥ (e
rEi (t))
ui (t) = 1 −
,
(5.7)
+
λk
λ⊥
where the position error is given by reEi (t) = rB,ref (t) + rBDi − rEi ,ref (t), and
rBDi is the position from the torso B to the recent contact position at touchdown Di of leg i. λk and λ⊥ are the two half-axis lengths of the ellipse along
and lateral to the rolling direction and depend on the leg’s kinematic reach.
Gait Timings Generation
The leg remains in contact as long as its utility ui (t) remains above a certain
threshold ū ∈ [0, 1]. If a leg’s utility falls below the threshold, i.e., the leg is
close to its workspace limits, then this leg is recovered by a swing phase with
constant swing duration. Similar to Boussema et al. (2019), a multi-layered
swing generator is proposed to achieve meaningful leg coordination:
1) Utility Generation. Calculate the utility for all legs ui (t) over a time
horizon T .
2) Utility Check. Find the time t∗ when ui (t) < ū and give legs with the
lowest utility priority to add a swing phase with constant swing duration
at time t∗ .
3) Neighboring Legs Check. A swing phase is added if the neighboring
legs3 are not swinging. Otherwise, the swing phase is postponed until
the neighboring legs are in contact—such an approach constrains the
gaits to pure driving, hybrid static, and hybrid trotting gaits.

5.6

Experimental Results and Discussion

We validate our whole-body MPC and gait sequence generation in several realworld experiments where we compare our approach’s performance with the
motion planner introduced in Chapter 4. It is based on a decomposed-task
approach, i.e., the wheel and torso trajectories are solved sequentially. To the
3 For the quadruped’s left-front leg, the neighboring legs are the right-front and left-hind
legs.

97

5. Single Task MPC & Online Gait Sequence Generation

best of our knowledge, this is the first time a study compares the performance
of a single- and decomposed-task approach on the same robotic platform. Table 1.1 gives an overview of both approaches and lists their capabilities. Each
element is described in more detail in the following sections, which reports on
experiments conducted with ANYmal equipped with non-steerable, torquecontrolled wheels (see Figure 5.1). A video4 showing the results accompanies
this chapter.

5.6.1

Experimental Setup

Our hybrid locomotion planner, tracking controller, and state estimator, including the terrain normal estimation, run in concurrent threads on a single
PC (Intel i7-8850H, 2.6 GHz, Hexa-core 64-bit). The robot is entirely selfcontained in computation, and all optimization problems are run online due
to fast solver times.

5.6.2

Prediction Error

Quantitatively comparing receding horizon planners based on the real robot’s
performance is a non-trivial task. In most cases, our community reports merely
on the optimization time, success rate, and task difficulty without measuring
its performance compared to other algorithms. Our work provides a novel
quantity that describes how well a receding horizon planner can predict the
robot’s future state.
The optimization problem’s ability to accurately predict the robot’s state over
a predefined time horizon is crucial for these planning algorithms. Measuring
how accurately the underlying algorithm captures the real system is crucial.
Therefore, we define the prediction error ∆ppred as
∆ppred = kp∗−T (T ) − pmeas k, ∀vref , ωref = const.,

(5.8)

where p∗−T (T ) is the predicted COM position, i.e., its terminal position optimized T s ago, and pmeas is the measured position of the COM. Moreover,
the prediction error is only computed for constant reference velocities vref and
ωref .
4 Available
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5.6.3

Decomposed- vs Single-Task Motion Planning

In the following, we use a fixed trotting gait and compare the two approaches’
performance in terms of their prediction error, dynamic model, and foothold
heuristic.
Prediction Accuracy
Figure 5.4 compares the performance of our whole-body MPC with the
decomposed-task approach described in Chapter 4. Especially at higher commanded velocities, the prediction error of the MPC outperforms the prediction
accuracy of our previously published controller, which is also prone to failures
at higher speeds. Decoupling the locomotion problem into a wheel and torso
task makes it untrackable at higher speeds. The actual wheel and torso trajectories start to diverge and require an additional heuristic to maintain balance.
Our single-task approach, however, solves this problem and improves the prediction accuracy by up to 71 %, making fast locomotion feasible.
Dynamic Model
Various approaches use a LIP model that optimizes over the ZMP as a substitute for the contact forces. These approaches generate trajectories of the
COM so that the ZMP lies inside the support polygon spanned by the legs in
contact. The question arises whether this approach accurately captures the
real dynamics. Therefore, we log the ZMP of Chapter 4 while running our
MPC using a more realistic kinodynamic model of a wheeled-legged robot.
The result in Figure 5.5 shows that while executing dynamic motions, the
ZMP diverges from the support polygon. Therefore, this simplified model
can not discover motions as depicted in Figure 5.6. Furthermore, the idea
of the ZMP only holds in the presence of co-planar contacts (Orsolino et al.,
2020). Therefore, it can not accurately capture environments, as shown in the
second row of Figure 5.1, and thus, we need a more accurate model like the
kinodynamic model presented here.
Foothold Heuristic
While the whole-body MPC approach does not integrate any foothold heuristic, the decomposed-task approach relies on the inverted pendulum model
based on a feedforward and feedback part. The former aligns the motions
with the reference trajectory assuming a constant velocity of the torso. Simultaneously, the latter corrects the foothold under different conditions, such as
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Figure 5.4: Prediction error for T = 0.8s of the COM while hybrid trotting
on flat terrain. The upper figure depicts the result of our proposed whole-body
MPC, and the lower figure shows the result of the decomposed task approach in
Chapter 4. With our new locomotion controller, we achieve a prediction error of
∆ppred = 0.061 ± 0.044 m, which outperforms the result of the decomposed-task
approach with ∆ppred = 0.214 ± 0.061 m. Our single-task approach improves the
prediction accuracy by approximately 71 %, which becomes evident at higher commanded linear velocities and yaw rates.
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Figure 5.5: Results of our whole-body MPC while commanding high torso accelerations, as shown in Figure 5.6. The upper two figures show the plot of the commanded
linear and rotational velocities. As shown in the third plot, these motions are not
feasible with a ZMP model since the ZMP lies outside the support polygon, i.e., the
robot is supposed to fall. Similarly, the inverted pendulum model’s heuristic in the
last plot starts diverging from our approach’s complex behaviors.
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Figure 5.6: High accelerations using the whole-body MPC approach. The robot
executes a fast change of direction between 2 and -2 m/s, which forces the optimization problem to find complex motions that can not be captured by the LIP, as shown
in Figure 5.5.

modeling errors, external disturbances, and transitions. Similar to the result
in Section 5.6.3, Figure 5.5 shows that the inverted pendulum model diverges
from our optimized footholds at higher accelerations due to the assumption
of a constant reference velocity of the torso, which is tried to be compensated
through the feedback term. Moreover, the inverted pendulum model adapts
to unforeseen disturbances while stepping and is originally not designed for
wheeled-legged robots. Handcrafting a heuristic as shown in Chapter 4 that
finds more dynamic and hybrid trajectories on the ground is cumbersome. Our
approach discovers complex behaviors automatically (see Figure 5.6) thanks
to the single-task approach.

5.6.4

Gait Sequence Generation

Figure 5.7 shows the result of the gait sequence generation in combination
with the whole-body MPC. The plot shows three time snippets where the
robot executes high linear velocities in combination with no, medium, and
high rotational velocities. The gait sequence generator based on kinematic leg
utilities intuitively switches between pure driving, static gaits (three legs in
contact), and a trotting gait. As can be seen in the third plot of Figure 5.7,
we can lower the COT by up to 85 % thanks to the reduced number of steps.
Moreover, pure driving achieves a COT of around 0.1 at 2 m/s, which is a
factor of two higher than hybrid trotting.
One of our MPC’s benefits is that it uses one set of cost terms for each gait. By
contrast, the decomposed-task approach, as described in Chapter 4, requires
re-tuning the cost terms for each gait pattern. Therefore, it is not feasible to
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Figure 5.7: Contact timings diagram while running the gait sequence generator
and whole-body MPC. The two upper plots show the linear and rotational velocity
of the COM, the third plot depicts the mechanical COT (see definition in Chapter 2)
including its average values, and the corresponding contact states are displayed in
the four lower rows (left-front (LF), right-front (RF), left-hind (LH), and right-hind
leg (RH)). The robot performs three different motions at high linear velocities in
combination with no (1-5 s), medium (5-22 s), and high rotational velocities (2223 s). As shown in the lower images, the gait sequence generator results in pure
driving (blue box), hybrid static gaits (green box), i.e., one leg at a time, and hybrid
trotting gaits (red box), respectively. Especially the pure driving phases reduce the
COT drastically.
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run our gait timings generator with such an approach without adding more
heuristics that interpolate between sets of pre-tuned cost terms.

5.7

Summary

This chapter proposes a model predictive controller as a single-task formulation
that simultaneously optimizes wheel and torso motions. This online joint velocity and ground reaction force optimization integrates a kinodynamic model
of a wheeled quadrupedal robot. It defines the single rigid body dynamics
along with the robot’s kinematics while treating the wheels as moving ground
contacts. With this approach, we can accurately capture the robot’s rolling
constraint and dynamics, enabling automatic discovery of hybrid maneuvers
without needless motion heuristics. The formulation’s generality through the
simultaneous optimization over the robot’s whole-body variables allows for a
single set of parameters and makes online gait sequence adaptation possible.
Aperiodic gait sequences are automatically found through kinematic leg utilities without the need for predefined contact and lift-off timings, reducing the
cost of transport by up to 85 %. Our experiments demonstrate dynamic motions on a quadrupedal robot with non-steerable wheels in challenging indoor
and outdoor environments. The chapter’s findings contribute to evaluating
a decomposed, i.e., sequential optimization of wheel and torso motion, and
single-task motion planner with a novel quantity, the prediction error, which
describes how well a receding horizon planner can predict the robot’s future
state. To this end, we report an improvement of up to 71 % using our proposed
single-task approach, making fast locomotion feasible and revealing wheeledlegged robots’ full potential.
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6
Offline & Online Motion
Planning

This chapter incorporates material from the following publication:
Bjelonic, M., Grandia, R., Geilinger, M., Harley, O., Medeiros, V. S., Pajovic, V.,
Edo Jelavic Coros, S., and Hutter, M. (2021a). “Complex motion decomposition: combining offline motion libraries with online MPC”. under review for The
International Journal of Robotics Research
Video V1 : https://youtu.be/39rRhTqcQc0

Our final theoretical chapter presents a framework that combines offline and
online motion planning (see Table 1.1) for complex locomotion skills C5 at
the robot’s limits C6 .

6.1

Introduction

When humans and animals engage in complex locomotion behaviors, the motions involve a fast interaction between the feet and the environment’s contact.
Additionally, whole-body coordination operating near physical limits or over
challenging obstacles is demanding, requiring look-ahead planning to decide
on the upcoming steps carefully. The synchronization of fast interactions and
look-ahead planning is a fascinating research direction. Planning such physically feasible motions for (wheeled-)legged robots, as shown in Figure 6.1,
is challenging since the whole-body movement results from contact forces at
the feet (or wheels). Therefore, we need to carefully choose the interaction
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at these contact points with the environment to achieve the desired behavior
while respecting physical laws.

6.1.1

Offline and Online Optimal-Control

Designing high-dimensional trajectories, e.g., whole-body trajectories including ground reaction forces, is difficult. In most cases, it is not feasible to handcraft due to the complexity of the constraints. When analyzing the literature
in Section 6.2, it appears that optimal-control algorithms can be separated
from a practical point of view into two groups: offline and online algorithms.
The usage of trajectory optimization (TO) (see reviews by Betts (1998) and
Rao (2009)) offers the chance to solve the locomotion problem over the task’s
time horizon while optimizing a higher-dimensional variable space composed
of the whole-body trajectory, gait sequences, and timings. With a task-specific
goal, these variables are found automatically while considering constraints imposed by physical restrictions. In the last few years, legged locomotion research
experienced a surge in TO approaches that solve the locomotion problem
over long-time horizons from scratch (Geilinger, Winberg, and Coros, 2020;
Geilinger et al., 2018; Herzog et al., 2015; Jelavic and Hutter, 2019; Mastalli
et al., 2017; Medeiros et al., 2020; Melon et al., 2020; Mordatch, Todorov, and
Popović, 2012; Park et al., 2016; Posa, Cantu, and Tedrake, 2014; Todorov,
2011; Winkler et al., 2018; Yeganegi et al., 2019). Most of these approaches
share one aspect in common that their algorithms run offline and, due to the
computational complexity, reliable online execution on the real robot becomes
one of the main challenges.
Instead, a large amount of pioneering work in model predictive control (MPC)
(see reviews by Bertsekas (2005), Diehl, Ferreau, and Haverbeke (2009), Mayne
et al. (2000), and Morari and Lee (1999)) focuses on the online execution of
whole-body optimization problems on the real robot in a task-generic fashion (Bjelonic et al., 2021b; Bledt and Kim, 2019; Bledt et al., 2018; Caron and
Pham, 2017; Dai, Valenzuela, and Tedrake, 2014; Dantec et al., 2020; Erez
et al., 2013; Farshidian et al., 2017; Grandia et al., 2019; Henze, Ott, and
Roa, 2014; Herdt et al., 2010; Koenemann et al., 2015; Laurenzi, Hoffman,
and Tsagarakis, 2018; Mason et al., 2018; Neunert et al., 2018; Paparusso,
Kashiri, and Tsagarakis, 2020; Zimmermann et al., 2015). Due to fast update
rates, MPC finds solutions on the fly while correcting the motion under unforeseen conditions, such as modeling errors and external disturbances, thus
offering feedback control. In contrast to TO, these motions are generated over
relatively short-time horizons and neglect complex optimization variables and
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constraints, such as gait timings and higher-order model complexities, to speed
up the solver time. Therefore, the optimization may not guarantee an optimal
solution for tasks requiring a longer time horizon and a more accurate physical
representation, e.g., parkour over obstacles. The characteristics of both fields
can be summarized as follows:
The usage of TO (see reviews by Betts (1998) and Rao (2009)) offers the chance
to solve the locomotion problem over the task’s time horizon while optimizing a
higher-dimensional variable space composed of the whole-body trajectory, gait
sequences, and timings. With a task-specific goal, these variables are found
automatically while considering constraints imposed by physical restrictions.
In the last few years, legged locomotion research experienced a surge in TO
approaches that solve the locomotion problem over long-time horizons from
scratch (Geilinger, Winberg, and Coros, 2020; Geilinger et al., 2018; Herzog
et al., 2015; Jelavic and Hutter, 2019; Mastalli et al., 2017; Medeiros et al.,
2020; Melon et al., 2020; Mordatch, Todorov, and Popović, 2012; Park et al.,
2016; Posa, Cantu, and Tedrake, 2014; Todorov, 2011; Winkler et al., 2018;
Yeganegi et al., 2019). Most of these approaches share one aspect in common
that their algorithms run offline and, due to the computational complexity,
reliable online execution on the real robot becomes one of the main challenges.
1) Offline Trajectory Optimization.
Offline computations of long-time horizons and task-specific problems are
solved from scratch while considering higher-order model complexities.
2) Online Model Predictive Control.
Online computations of short-time horizons and task-generic problems
are solved by a shifted guess from the previously computed optimal solution and explore task simplifications for computational reasons.

6.1.2

Combining Offline and Online Planning

The chapter’s theoretical contribution is a whole-body 1 approach to locomotion
planning that combines offline motion libraries and online MPC, generating
complex and dynamic motions for (wheeled-)legged robots. The former finds
complex motions enabling whole-body coordination near robot limits and over
1 In this thesis, a whole-body approach or whole-body optimization refers to the simultaneous generation of the robot’s contact forces, generalized coordinates and generalized velocities, including the torso’s pose, linear and angular velocity, and the joint coordinates and
velocities. The offline trajectories fed into the online MPC and the MPC’s re-optimization
consider the robot’s whole-body.
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challenging obstacles with task-specific time horizons. We then use these offline
trajectories as the online MPC’s cost, which explores reactive optima over a
fixed look-ahead. Moreover, we can store offline trajectories in a motion library
where each motion can be composed into a single maneuver. As a by-product
of our work, we present the generalization to legged and wheeled locomotion
of three offline algorithms and one online MPC. Thanks to the development
in our research field, we developed all four optimal-control algorithms over
the last ten years and deployed them for the first time on the same robotic
platform, ANYmal, with and without wheels.
For the offline computation of complex trajectories, we exemplary use an interactive TO, a terrain-aware TO, and a sampling-based method. The former
allows motion designers to interactively choreograph physically-valid motions
that are agile and compelling. It is based on the Centroidal dynamics (CD)
model of Orin, Goswami, and Lee (2013), which expresses the rigid body dynamics (RBD) model’s change of momentum in a frame fixed at the current
center of mass (COM). The latter shows a phase-based end-effector parameterization for simultaneously optimizing gait and motion over non-flat terrain (see
Figure 6.2). In contrast to the interactive TO, the terrain-aware approach uses
a single rigid body dynamics (SRBD) model, which assumes that the joint accelerations’ momentum is negligible and that the full system’s inertia remains
similar to some nominal configuration. Moreover, the optimization-based planning can be combined with a sampling-based approach, which forms our third
offline motion generator. With this demonstration of different offline motion
planners, we verify that our complex motion decomposition can be extended
with other algorithms providing whole-body trajectories.
Our online optimization is based on a whole-body MPC that closes the offlineto-online gap. Similar to the TOs, it is based on a single task formulation
that simultaneously optimizes feet (or wheels) and torso motions. Due to the
real-time joint velocity and ground reaction force optimization based on a kinodynamic model, the MPC can follow a high variety of different offline motions,
thus is general with respect to (w.r.t.) the task. Also, we discuss the importance of incorporating a look-ahead along the offline trajectories, which enables
the anticipation of future events. Traditional MPC with a short-sighted plan
can generate a sub-optimal solution for tasks over longer time horizons. In
our work, the augmentation of the MPC’s cost with offline trajectories avoids
these problems.
As shown in Figure 6.1 and 6.13, the experiments demonstrate complex and
dynamic motions on our traditional four-legged robot ANYmal and its roller108
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Figure 6.1: Our quadrupedal robot ANYmal with wheels executes complex and
agile skills through offline TO and online MPC. With our novel approach, the robot
achieves dynamic and artistic motions in challenging terrain. First image: Terrainaware locomotion over a 0.20 m high step (32 % of leg length). Second image: Ducking
motion under a table. Third image: Dynamic 180◦ turn in approximately 1 s. The
dotted lines show the TO’s offline trajectories of the whole-body, while the solid lines
show the online solution of the MPC.
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Figure 6.2: Our quadrupedal robot ANYmal with wheels overcomes two steps in a
row (upper image) and steps up-and-down (lower image) through the terrain-aware
TO and MPC. The maximum step height is 0.20 m (32 % of leg length) and the robot
locomotes the obstacle course with a maximum speed of 1.5 m/s.

walking version, further demonstrating the findings’ generalizability and approach’s applicability to any robot with legs and wheels.
Succinctly, our six main contributions (C1) to (C6) can be summarized as
follows:
(C1) Whole-Body Coordination. The online MPC coordinates offline trajectories of complex, whole-body motions operating near robot limits
while being responsive to the terrain.
(C2) Offline-to-Online Gap. The online MPC optimizes from the measured
state, resulting in feedback control, which adds a certain degree of robustness and reliability to the offline trajectory’s execution by recomputing
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solutions on the fly and reacting to unforeseen conditions, such as modeling errors and external disturbances. Also, the MPC anticipates future
events of the offline trajectory.
(C3) Rapid Motion Prototyping. Due to (C1) and (C2), motion designers can choose their favorite motion generator to iterate over behavior
designs offline without tuning robot experiments, enabling them to author new behaviors rapidly.
(C4) Motion Composition. Motion designers can compose multiple offline
trajectories into a single maneuver. Since these (composed) trajectories
are fed into the MPC as a cost and due to the look-ahead of the MPC,
our approach makes it possible to smoothly blend between trajectories
even in the presence of discontinuities, avoiding hand-tuned heuristics at
these transitions.
(C5) Performance and Generalization. The robot can conduct artistic
motions, dance, and find optimal solutions over non-flat terrain. Our
framework is not restricted to our roller-walking robot ANYmal and is
generalized to any robotic creature with legs and wheels.
(C6) Evaluation of Long- and Short-Term Planners. The chapter’s
findings serve as an evaluation of long- and short-term motion planners
for ANYmal.

6.2

Related Work

In the following, we categorize existing approaches to legged locomotion planning by offline TO and online MPC methods and, finally, review techniques
that combine both optimal-control approaches.

6.2.1

Offline Trajectory Optimization

Most of the related work in the field of TO for legged locomotion precomputes
complex trajectories over a task-specific time horizon. Due to this offline
generation and focus on higher-order optimizations, reducing the computation
time becomes a lower priority compared to MPC. As such, TO algorithms
choose from a set of models that captures the real robot’s dynamics more
accurately. For example, the RBD model only assumes non-deformable links
and, as already mentioned in Section 6.1.2, the equations of motion (EOM) can
be rewritten as the CD model without loss of generality (Kuindersma et al.,
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2016; Orin, Goswami, and Lee, 2013). Budhiraja, Carpentier, and Mansard
(2019) discuss the dynamic consensus between centroidal and the RBD models.
The SRBD, on the other hand, assumes that the legs are massless and, as can
be seen below, is another commonly used model in TOs (Herzog et al., 2015).
Winkler et al. (2018) propose a phase-based end-effector parameterization for
simultaneously optimizing gait and whole-body motion over non-flat terrain. A
nonlinear programming (NLP) algorithm solves the problem, and, as a model,
the authors deploy the SRBD of a legged robot. The approach is augmented
by Medeiros et al. (2020) to incorporate wheeled locomotion without stepping.
The optimization problem, however, becomes prone to local minima and, as
such, depends on a good initialization. Melon et al. (2020) propose a learningbased scheme to solve this problem by initializing the NLP based on offline
experiences. In contrast, Mordatch, Todorov, and Popović (2012) and Carius
et al. (2019) present a contact invariant TO formulation to synthesize legged
robots’ motions. As shown by Deits and Tedrake (2014) and Aceituno-Cabezas
et al. (2017), mixed-integer optimization problems can solve the combinatorial
complexity of simultaneous gait and motion planning.
Recently, research in hybrid locomotion showed a rise of new TO methods.
Skaterbots show impressive results based on the CD model of robots with
wheels and legs (Geilinger, Winberg, and Coros, 2020; Geilinger et al., 2018).
In contrast to the work of Winkler et al. (2018) and Medeiros et al. (2020), the
authors of Skaterbots have access to the leg’s kinematics, which becomes even
more critical for wheeled-legged robots since the estimation of the rolling direction is required. Thus, the work of Medeiros et al. (2020) requires a heuristic
that approximates the rolling constraint. A whole-body, kinematic TO (Jelavic
and Hutter, 2019) and a sampling-based method (Jelavic, Farshidian, and Hutter, 2021) showcase static motions for walking excavators in visualization only.
In contrast to MPC, some TO methods offer the chance to be immune to local minima when the domain has discontinuous dynamics (Erez, Tassa, and
Todorov, 2012). These algorithms, however, are often too slow to be applied
online on the real robot, though impressive results are being showcased in visualization and inside simulation environments. On the real robot, the related
work struggles with the execution of these motions. For example, Winkler
et al. (2018) only manage to run a few simple trajectories on flat terrain. The
authors use a tracking controller that only looks at one set point at a time to
execute the offline trajectories.
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6.2.2

Online Model Predictive Control

The task of MPC is to find the robot’s continuous-time motion over a fixed
time horizon, i.e., the torso’s trajectories and feet (or wheels). Moreover, the
algorithm must carefully plan the ground reaction forces to achieve the desired
behavior.
To reduce the model complexity and enable real-time execution, the research
community is experimenting with simplifying the real robot’s dynamics. For
example, by modeling the robot as a linear inverted pendulum (LIP) model,
the zero moment point (ZMP) developed by Vukobratović and Borovac (2004),
or the center of pressure (COP), is used to control only the motion of the
COM position and acts as a substitute for the contact forces (Bellegarda, van
Teeffelen, and Byl, 2018; Bellicoso et al., 2018a; Bjelonic et al., 2019, 2020;
Caron, Pham, and Nakamura, 2017; de Viragh et al., 2019; Jenelten et al.,
2020; Kalakrishnan et al., 2010; Kalakrishnan et al., 2011; Krause et al., 2012;
Mason et al., 2018; Mastalli et al., 2020; Sardain and Bessonnet, 2004; Winkler
et al., 2017, 2015; Zucker et al., 2011). Additionally, the locomotion planning’s
high-dimensional problem can be decomposed into a separate torso and feet (or
wheels) planning. Thus, the resulting two lower-dimensional sub-tasks become
more tractable (Bellicoso et al., 2018a; Bjelonic et al., 2020; Buchanan et al.,
2020; Di Carlo et al., 2018; Englsberger et al., 2014; Focchi et al., 2020, 2017;
Griffin et al., 2019; Jenelten et al., 2020; Kajita et al., 2001; Kalakrishnan et
al., 2010; Klamt and Behnke, 2018; Kudruss et al., 2015; Laurenzi, Hoffman,
and Tsagarakis, 2018; Naveau et al., 2017; Park, Wensing, and Kim, 2015;
Rebula et al., 2007; Tsounis et al., 2020; Wieber, 2006; Wieber, Tedrake, and
Kuindersma, 2016; Zucker et al., 2011).
In Chapter 5, we verify that the full set of possible solutions can not be discovered by such a decomposed method. The individual components do not
consider the complete set of physical constraints. Instead, a single task approach should be deployed that treats the continuous-time decision problem
as a whole without breaking down the problem into several sub-tasks. Such
holistic solutions automatically discover complex and dynamic motions that
are impossible to find through hand-tuned heuristics at the cost of higher computation times. Also, a single set of parameters for all behaviors makes the
algorithm general w.r.t. the task, which is crucial when executing different
offline trajectories. Another finding shows that the LIP model does not accurately capture the real model’s accuracy, and higher-dimensional models, e.g.,
SRBD models, are required for more complex tasks.
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In the last few years, traditional legged locomotion research experienced a
large amount of pioneering work in MPC that now reliably runs single task
optimizations based on an SRBD or CD model (Caron and Pham, 2017; Dai,
Valenzuela, and Tedrake, 2014; Erez et al., 2013; Farshidian et al., 2017).
Bledt and Kim (2019) implement a regularized predictive controller for simultaneous footstep and ground reaction force optimization. The authors show
their results on the quadrupedal robot, MIT Cheetah 3 (Bledt et al., 2018).
Similarly, Grandia et al. (2019) and Neunert et al. (2018) deploy an MPC on
the ANYmal robot (Hutter et al., 2017a). In contrast, the former work introduces a kinodynamic model, which defines the SRBD model along with the
kinematics for each leg.
MPC offers robust and reactive control for even high-dimensional
(wheeled-)legged robots. Running MPC over a short time horizon does not
result in optimal motions over the task’s full receding horizon. The effects
of using a short-sighted optimization become evident when considering tasks
that involve crossing challenging obstacles like stepping stones (Dantec et al.,
2020; Grandia et al., 2021; Magaña et al., 2019; Mastalli et al., 2020) and
stairs (Fankhauser et al., 2018; Jenelten et al., 2020). Here, the robot makes
unnecessary steps over the terrain patches, and depending on the difficulty
of the obstacle, the robot can be guided into inescapable situations. Moreover, the MPC gets stuck in local minima when the domain has discontinuous
dynamics (Erez, Tassa, and Todorov, 2012).

6.2.3

Combination of Trajectory
Model Predictive Control

Optimization

and

Neunert et al. (2016) propose a method that uses a sequential linear quadratic
(SLQ) algorithm in an MPC setting to unify the optimization of trajectories over multiple seconds and tracking within only a few milliseconds. The
results, however, are only shown on a hexacopter and a ball balancing robot.
Running these algorithms over multiple seconds planning horizons in real-time
on a switched system like legged robots, as demonstrated by Neunert et al.
(2018) and Farshidian et al. (2017), becomes unfeasible and requires a novel
control approach. In contrast, Li, Frei, and Wensing (2020) formulate a single
optimization problem posed over a hierarchy of two models achieving trajectories over a longer time horizon than traditional MPC with a single model. To
achieve this, the authors fall back to a simplified model at longer time horizons.
The MPC posed over two models face the same challenges as the traditional
MPC approach. It misses the ability to solve task-specific problems, is prone
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to local minima and the simplified model has a limited solution space at the
system’s limitations and over challenging obstacles. Similarly, Zimmermann et
al. (2015) generate motion plans for the immediate future using higher-fidelity
models, while coarser models are used to create motion plans with longer time
horizons. All motions are shown on a bipedal robot in simulation.
Erez, Tassa, and Todorov (2012) use offline TO to find the limit-cycle solution
of an infinite-horizon, average-cost optimal-control task and apply its quadratic
approximation as the online MPC’s terminal cost. Their work, however, is
only verified in a simulation environment. In aeronautical research, Lapp and
Singh (2004) use the two optimal-control paradigms by feeding the TO’s offline
solution as a cost term to the MPC.
The combination of offline TO and online MPC has not been studied in depth
in the field of (wheeled-)legged robotics. Boston Dynamics’ bipedal robot
Atlas demonstrates dynamic and parkour-like motions over challenging obstacles (Boston Dynamics, 2019). The video’s description and a presentation by
Kuindersma (2020) reveal that the company is working on a similar approach,
as introduced in our article. A TO transforms high-level descriptions of each
motion into dynamically-feasible reference motions tracked using an MPC. Due
to Atlas’s missing publications, there is no in-depth knowledge about Boston
Dynamics’ locomotion framework.

6.3

Overview

In the following, we give an overview of our whole-body approach to locomotion planning that combines the advantages of offline TO and online MPC.
Figure 6.3 visualizes our complete locomotion controller that is discussed in
more detail in the following sections.

6.3.1

Locomotion Controller

Our approach to optimizing complex locomotion strategies for
(wheeled-)legged robots consists of a hierarchical structure. First, the
Trajectory Optimizations transform high-level tasks, e.g., interactive or
terrain-aware maneuvers, into dynamically-feasible trajectories.
These
trajectories are stored in a Motion Library that is accessible by an operator
at run time. Moreover, the operator can choose multiple motions. Given
the commanded motion reference(s), the Trajectory Composer concatenates
each trajectory into a single Offline Trajectory fed into our Model Predictive
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Trajectory Optimizations
>2s
Start

Goal

Planning Horizon

Problem Complexity

Trajectory over Height Map

Motion Library
Oﬄine
Online

Chooses Motions

Trajectory Composer
20-50 Hz
Composed Oﬄine Trajectory

Model Predictive Control
1s

Desired Online Trajectory

Set Point
Robot
State

400 Hz

Inverse Dynamics
Actuator Commands

Figure 6.3: Overview of the locomotion controller. The TOs transform high-level
tasks into dynamically feasible motions stored in a motion library. Based on the
operator’s chosen motions, individual motions from this library are composed into
a single offline trajectory with a total time horizon TTO . This trajectory is fed into
the MPC, optimizing joint velocities and contact forces over a shorter time horizon
TMPC . Finally, the inverse dynamics transforms the desired online trajectory into
actuator commands.
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Control algorithm, which tracks this trajectory and smoothly blends from
one maneuver to the next. Finally, the Inverse Dynamics computes actuator
commands that are sent to the robot, and a state estimator predicts the
robot’s state.

6.3.2

Timings and Problem Complexity

It is essential to look more closely at planning horizons, problem complexities, and update rates of each module in Figure 6.3. When it comes to the
former two categorizations, we can see that the planning horizon and problem
complexity increase vertically. The inverse dynamics is only looking at one
set point at a time, while the MPC looks-ahead with a fixed planning horizon of one second. In contrast, the TO generates complete maneuvers for our
robot with a task-specific time horizon of up to multiple seconds. Due to this
long-time horizon and the complexity of the task, e.g., dynamic behaviors at
the robot’s limits or terrain-aware maneuvers over obstacles, the motions are
computed offline. The composition of these offline trajectories results in even
longer time horizons. With the decrease of the problem’s complexity from top
to bottom, the MPC and the inverse dynamics can achieve update rates on
the robot of around 20-50 Hz and 400 Hz, respectively.
In the following sections, we introduce our main theoretical contributions, the
three offline motion generators, the online MPC, and the trajectory composer
in more detail.

6.4

Offline Motion Generation

In general, the offline TO’s problem is expressed as a nonlinear optimization
problem with objective f (y(t)), equality constraint c(y(t)), and inequality
constraint h(y(t)), i.e.,
minimize

f (y(t))

subject to

c(y(t)) = 0,

y(·)

(6.1a)
h(y(t)) ≥ 0,

(6.1b)

where the optimization variable y(t) includes the robot’s whole-body trajectory over a task-specific horizon TTO , i.e., the 6D torso motion, the endeffector 2 motion, including individual joint motions, and end-effector contact
2 We let the end-effector be fixed at a leg’s endpoint, i.e., the point on the wheel or foot
in contact with the ground during stance, and define this point as a leg’s end-effector.
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forces. In some TO, the optimization problem may include additional variables
like gait sequences and timings, which increases the problem’s dimensionality
and complexity.

6.4.1

Offline Trajectory

In this work, the combination of offline TO and online MPC comes through
the offline trajectory. The offline motion generation might include additional
optimization variables that are not considered by the online MPC. To this end,
we split the optimization variable y(t) in (6.1) into

y(t) = xTTO

uTTO

T

,

(6.2)

where xTO (t) is the desired state vector, uTO (t) is the control input vector,
and the three dots indicate the additional optimization variable of the offline
T

TO. These two vectors form the offline trajectory xTTO uTTO , which is
being tracked by the MPC in Section 6.5, and are given by

xTO (t) = θ T pT ω T
T

,
uTO (t) = λTE uTj

vT

qjT

T

,

(6.3a)
(6.3b)

where xTO (t) ∈ R12+nj is the desired state vector and uTO (t) ∈ R3ne +nj is
the desired control input vector at time t, with nj = 12 is the number of joints
and ne = 4 is the number of legs in the case of a quadrupedal robot. Note that
the additional four degrees of freedom (DOF) of the wheels are not explicitly
in the desired state or input vector. More precisely, the MPC in Section 6.5
models the wheel as a moving point contact. This convention enables us to
model conventional point-foot and wheels by merely changing the kinematic
constraints (Bjelonic et al., 2021b). The elements θ(t), p(t), ω(t), v(t) and
qj (t) of the state vector refer to the orientation of the torso in Euler angles,
the position of the torso in world frame W , the angular rate of the COM
in torso frame B, the linear velocity of the COM in torso frame B, and the
joint positions, respectively. Moreover, the control inputs are the end-effector
contact forces λE (t) and joint velocities uj (t).
In the following, we exemplary present two TOs and a combination between
sampling and optimization-based planning that solve various tasks while incorporating different model complexities. The solution of each TO provides
the offline trajectory xTO (t) and uTO (t) over a task-specific horizon TTO .
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6.4.2

Interactive Trajectory Optimization

One way to generate offline motions is to use the interactive TO. Motion designers can add and modify high-level motion goals, such as target COM position and orientation at specific moments in time. Meanwhile, trajectory optimization finds motion plans that satisfy kinematic and dynamic constraints.
Also, the immediate visual feedback allows the motion designer to choreograph
complex motions interactively.
The interactive TO is based on the work of Geilinger et al. (2018) and
Geilinger, Winberg, and Coros (2020). In the following, we briefly summarize the optimization problem solved by the interactive TO.
Problem formulation
The motion generation’s model is based on the CD model and complemented
with geometric constraints to ensure the generated motions’ consistency with
the robot’s kinematics. Depending on the type of end-effector, e.g., traditional
point feet or actuated wheels, constraints on the ground reaction forces and
the end-effector’s state trajectories are instantiated. We find that this approach strikes a favorable balance between predictive power, simplicity, and
computational efficiency for rapid motion prototyping.
Based on a robot’s morphology and high-level motion goals, trajectory optimization finds a motion plan

with


y(t) = xTcd

xTtorso

xTleg,1

···

xTleg,ne

qjT

T

 T

T
T T
xcd (t) = θcd
,
pTcd ωcd
vcd
T
 T
T
T
xleg,i (t) = pEi vEi λEi wEi αEi ,

T
xtorso (t) = θ T pT ω T v T .

,

(6.4)

(6.5a)
(6.5b)
(6.5c)

The centroidal coordinate frame is represented by the robot’s orientation and
COM position in world frame W , θcd (t) and pcd (t), whereas its angular and linear velocity are described by ωcd (t) and vcd (t). The state of each end-effector
i is captured by xleg,i (t) consisting of the contact position and its velocity,
pEi (t) and vEi (t) in world coordinates, and the ground reaction forces λEi (t)
at the contact position. For end-effectors equipped with wheels, wEi (t) and
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αEi (t) denote the wheel speed and the wheel’s orientation, both in world coordinates. The variables describing the state of the torso xtorso (t) are introduced
in (6.3).
With the motion plan’s parameters in place, we define the cost terms and
constraints that arise from the dynamics and kinematics that govern a robot’s
motion in the remainder of the section.. At the core of this interactive TO lies
its interactive capabilities and underlying CD model. The former gives the
motion designer interactive control over the robot’s motion by formulating a
set of objectives at specific times.
Cost Function. At the core of this TO lies its interactive capabilities. The
motion designer can formulate a set of objectives that give the user interactive
control over the robot’s motion. Moreover, the motion designer can add goals
ygoal , e.g., target pose of the robot’s torso or any other whole-body motion
goal, at a specific time tgoal , which creates an objective 21 ky(t = tgoal )−ygoal k22 .
Equations of Motion. The global motion is described by the robot’s state
xcd (t) and governed by CD, which impose the Newton-Euler equations
!
ne
X
−1
(6.6a)
r Ei × λ Ei ,
ω̇cd = I (qj ) −ωcd × I(qj )ωcd +
i=1

v̇cd

ne
1 X
=g+
λE ,
m i=1 i

(6.6b)

with g being the gravitational acceleration, I(qj ) being the moment of inertia
of the COM, m being the total mass, and rEi = RT (θ)(pEi − p) being the
end-effector position relative to the torso’s COM.
End-Effector Constraints. The ground reaction forces λEi must be physically feasible. First, these forces are subject to the Coulomb friction model
given by
λEi ,n ≥ 0,

|λEi ,t | ≤ µλEi ,n ,

(6.7a)

where λEi ,n and λEi ,t ∈ R2 denote the normal and tangential component of
λEi w.r.t. to the terrain plane, and µ is the coefficient of friction. Next, endeffectors can only produce ground reaction forces when they are in contact with
the environment. A footfall pattern defined by the motion designer specifies
a binary contact flag c, where c = 1 indicates a stance phase and c = 0 a
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swing phase. Accordingly, the following constraints ensure that forces vanish
in swing phases:
(1 − c)λEi = 0.

(6.8a)

Furthermore, no-slip and rolling constraints ensure that the end-effector position, orientation, and wheel speed are consistent with each other:
(ṗEi + wEi a(αEi ) × ρ(αEi )) c = 0.

(6.9a)

Given the wheel’s orientation αEi , a and ρ compute the wheel axis, and the
vector connecting the wheel’s center and its contact point with the ground.
Centroidal Coordinate Frame and Hardware Limits. In addition to
the constraints described above, we instantiate a set of constraints to ensure
the centroidal coordinate frame is consistent with the robot’s kinematics and
a set of auxiliary end-effector variables. We also allow the motion designer to
specify constraints that enforce physical hardware limits, such as joint angle
limits and boundaries to avoid end-effector collisions.
Parameterization of optimization variables
With this set of constraints in place, we discretize the motion plan y(t) in
time using direct transcription and solve the optimization problem (6.1) using
Newton’s method and a penalty method approach for the constraints.

6.4.3

Terrain-Aware Gait and Trajectory Optimization

Our second TO in this work relies on a terrain-aware approach to optimize
gait and motion simultaneously. Motion designers merely add start and goal
poses of the robot’s torso to the optimization problem, including a terrain
representation as a 2.5D elevation map. Meanwhile, TO finds motion plans
that satisfy kinematic and dynamic constraints over non-flat terrain.
The terrain-aware gait and TO formulation for (wheeled-)legged robots is presented in the following section and is based on the work of Winkler et al.
(2018). Here, we give an overview of the optimization problem generating
regular walking and hybrid locomotion trajectories.
Problem formulation
The motion designer provides an initial and desired final state of the robot, the
total time horizon TTO , and a gait schedule including an approximate duration
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Figure 6.4: Overview of the terrain-aware gait and TO’s variables. Here, the robot
overcomes a step with a height of 0.15 m, and the visualization shows the optimized
trajectories xtorso (t) and xleg,i (t). Each of the variables is introduced in Section 6.4.3.

of each leg’s contact and swing timings. With this information and a given
height map hterrain (x, y) of the terrain, the algorithm finds

with


y(t) = xTtorso

xTleg,1


xtorso (t) = θ T
 T
xleg,i (t) = rE
i

pT
T
vE
i

···

xTleg,ne

ωT
λTEi

vT

T

T

,

(6.10)

,

∆Ti,j

(6.11a)
T

,

(6.11b)

where most of the variables are introduced in (6.3), and Figure 6.4 visualizes
each optimization variable. Due to the missing kinematics of each leg, i.e., no
joint information, the TO finds the end-effector’s position rEi (t) of each leg
i w.r.t. the COM and its velocity vEi (t) w.r.t. the world frame W instead,
while automatically discovering appropriate phase durations j of leg i defined
by ∆Ti,j (t).
The remainder of this section describes each of the optimization problem’s constraints. At the core of this terrain-aware TO lies its rough terrain capability
and underlying SRBD model. Here, the former integrates the information
of the height map hterrain (x, y) and makes sure that the end-effector stays in
contact with the ground while the leg is in stance phase.
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Initial and Final State. The initial and final state are fixed through the
equality constraints given by





pT (TTO )


where the initial state pT0
the motion designer.

θ0T

T


= pT0
T 
θ T (TTO ) = pTg

pT (0)

θ T (0)

T

θ0T

T


T T

θg


and goal state pTg

,

(6.12a)

,

(6.12b)

θgT

T

are provided by

Equations of Motion. The system’s dynamics is based on a SRBD model
of a (wheeled-)legged robot. As described in Section 6.1.2, SRBD assumes
that the limb joints’ momentum is negligible compared with the lumped COM
inertia, and the inertia of the full-body system stays the same as to some
nominal joint configuration. The EOM of the SRBD is given by
θ̇ = T (θ)ω,

(6.13a)

ṗ = RW B (θ)v,
−1
ω̇ = Inom

−ω × Inom ω +

ne
X

r Ei × λ Ei

i=1

n

v̇ = g(θ) +

e
1 X
λE ,
m i=1 i

!

(6.13b)
,

(6.13c)
(6.13d)

where RW B (θ) ∈ SO(3) represents the rotation matrix that projects the components of a vector from the torso frame B to the world frame W , T (θ) is
the transformation matrix from angular velocities in the torso frame B to the
Euler angles derivatives in the world frame W , Inom is the moment of inertia
of the COM taken at the robot’s nominal configuration qnom , m is the total
mass, g(θ) is the gravitational acceleration in torso frame B.
Kinematic Limits. A feasible workspace constrains the end-effector’s position, i.e., rEi (t) ∈ Ri (θ, p), and is approximated by a cube with a fixed edge
length, centered at the nominal position of each end-effector relative to the
COM.
Legs in Contact. During contact phases, the unilateral constraint and the
friction cone are enforced given by
λEi · n(rEi ) ≥ 0,
λEi ∈ C(n, µC ),

(6.14a)
(6.14b)
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where n ∈ hterrain (rEi ) is the local surface normal in world frame W of the
height map hterrain (x, y) evaluated at the contact position rEi . The friction
cone constraint (6.14b) implements an inequality constraint, which limits the
ground reaction forces to remain inside the Coulomb friction cone defined by
the friction coefficient µC . In the implementation of this TO, the constraint
is approximated by a friction pyramid.

The motion constraint of traditional legged robots is modeled through the
end-effectors’ velocities, and when in contact, the velocity vEi in world frame
W of leg i is restricted to
(6.15)
vEi = 0.
In contrast, wheeled-legged robots can execute motions along the rolling direction when in contact. Thus, the motion constraint in (6.15) changes to

πEi ,⊥ (vEi ) = 0,

(6.16a)

vEi · n = 0,

(6.16b)

where πEi ,⊥ (·) in (6.16a) is the projection of the end-effector velocity vEi onto
the perpendicular direction of the rolling direction. With this formulation
and the constraint along the normal direction in (6.16b), the velocity along
the rolling direction is left unconstrained, i.e, πEi ,k (vEi ) ∈ R. The projection
πEi ,⊥ (·), however, can not be easily computed, due to the missing leg kinematics of the underlying model. In the terrain-aware TO, the rolling direction is
approximated through the torso’s orientation θ and the height map’s surface
normal n ∈ hterrain (rEi ), i.e., πEi ,⊥ (·)(θ, n). We would like to highlight that
the motion constraint in (6.15) and (6.16) is the only part that differentiates
legged and wheeled-legged locomotion.

Besides, the end-effector is enforced to stay in contact with the terrain, and
this equality constraint is formulated by
rEi ,z (t) = hterrain (rEi ).

(6.17)

Legs in Air. While leg i is in air, the ground reaction forces λEi are set to
zero, and the end-effector is not allowed to touch the terrain. The former de124
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fines an equality constraint, and the latter formulates an inequality constraint,
i.e.,
λEi = 0,
rEi ,z (t) > hterrain (rEi ).

(6.18a)
(6.18b)

Parameterization of optimization variables
A direct collocation method (Hargraves and Paris, 1987) transcribes the continuous problem in Section 6.4.3 into an NLP problem optimizing the decision
variables in discrete times sampled along the trajectory. Sequences of thirdand fourth-order polynomials then obtain the continuous motion, which ensures continuous derivatives at the polynomial junctions. The duration of each
predefined phase j, and with that, the duration of each end-effector’s polynomial, is changed based on the optimized phase duration ∆Ti,j . Since these
durations are continuous, the gait timings can be optimized without the need
for mixed-integer programming. The optimization problem, however, becomes
prone to local minima and, thus, sensitive to the motion designer’s initial gait
schedule.
Inverse kinematics
The optimized trajectories x∗torso (t) and x∗leg,i (t) in Section 6.4.3 miss the required joint information of the offline trajectory introduced in Section 6.4.1.
To this end, we compute the joint position trajectory qj∗ (t) and joint velocity
trajectory u∗j (t) through inverse kinematics. Moreover, we use an iterative
inverse kinematics approach of Goldenberg, Benhabib, and Fenton (1985) to
obtain the joint positions qj∗ (t), while the joint velocities are calculated through
u∗j (t) = JE+ (qj∗ (t))ṙE (t), where JE = ∂rE /∂qj ∈ R3ne ×nq is the end-effector
Jacobian w.r.t. the torso frame B and (·)+ is the Moore–Penrose inverse of a
matrix.

6.4.4

Combined Sampling and Optimization-based Planning

Optimizing gait timings over challenging terrain is a complex problem for
(wheeled-)legged robots and can be solved through sampling-based methods.
In our work, we adapt the approach of Jelavic, Farshidian, and Hutter (2021)
that is designed for walking excavators and apply it to our wheeled-legged
robot ANYmal. This offline motion generator combines an initialization and
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refinement step. The former is a sampling-based planner that samples robot
poses through a Rapidly-Exploring Random Tree (RRT) (Karaman and Frazzoli, 2011) and the second step refines the motion with a nonlinear optimization, producing kinematically feasible and statically stable offline trajectories.

6.5

Online Model Predictive Control

The offline generated trajectory in Section 6.4.1 is fed into our online MPC as
a cost, allowing us to reactively optimize along the offline trajectory even in
the presence of discontinuous transitions and unpredicted disturbances. This
feedback control re-optimizes the offline trajectories from the measured state.
The following sections describe the underlying optimization, as well as the
integration of the offline trajectories into the online execution.

6.5.1

Problem Formulation

The main advantage of MPC is that it allows the current input to be optimized
while considering future desired states. Such an optimization is achieved by
optimizing over a finite time-horizon of TMPC , repeatedly, enabling the anticipation of future events. At each iteration of the MPC, we solve the optimization problem based on
minimize
u(·)

subject to

φ(x(TMPC )) +

Z

TMPC

l(x(t), u(t), t)dt,

(6.19a)

0

ẋ(t) = f (x(t), u(t), t),

(6.19b)

x(0) = x0 ,

(6.19c)

g1 (x(t), u(t), t) = 0,

(6.19d)

g2 (x(t), t) = 0,

(6.19e)

h(x(t), u(t), t) ≥ 0,

(6.19f)

where x(t) is the state vector and u(t) is the control input vector at time t,
which form the whole-body trajectory, and each vector is described in (6.3a)
and (6.3b), respectively. Figure 6.5 visualizes the trajectories of both vectors
while overcoming a step. The cost function in (6.19a) consists of the timevarying running cost l(·), and the cost φ(·) at the terminal state x(TMPC ). In
addition, solutions need to satisfy the system dynamics (6.19b), initial condition (6.19c), and further equality (6.19d), (6.19e), and inequality constraints
(6.19f). The SLQ formulation of Grandia et al. (2019) and Farshidian et al.
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(2017), which is a differential dynamic programming (DDP) based algorithm
(Mayne, 1966), calculates the feedback policy for continuous-time systems.
Moreover, the algorithm computes via quadratic approximations of the value
function a time-varying, state-affine control policy through an alternating iteration of simulation (forward pass) and the optimization (backward pass). We
use a Lagrangian method, a penalty method, and a relaxed barrier function
to handle the state-input equality constraint (6.19d), the pure state equality
constraint (6.19e), and the inequality constraint (6.19f), respectively. As described by Grandia et al. (2019), frequency-shaped cost functions robustify the
solutions in the presence of compliant contacts and bandwidth limitations due
to actuator dynamics.
The chapter continues with more details about the implementation of the
cost function and constraints. Its contribution comes through the MPC’s cost
function that incorporates the TO’s offline trajectories. The set of constraints
that we have chosen makes the MPC a general-purpose optimization problem
that can deal with slight mistakes from the motion designer, as shown in the
experiments.

Cost function
One interesting conceptual question raised by our approach is the integration
of the offline generated trajectory given by xTO (t) and uTO (t) into the MPC.
We achieve this by feeding the two vectors of the TO as a cost term into
l(x, u, t) =

1
1
x̃(t)T Qx̃(t) + ũ(t)T Rũ(t),
2
2

(6.20)

where Q is a positive semi-definite Hessian of the state vector error x̃(t) =
x(t) − xTO (t) and R is a positive definite Hessian of the control input vector
error ũ(t) = u(t) − uTO (t). Similarly, the final cost is defined by
φ(x(TMPC )) =

1
x̃(TMPC )T Qfinal x̃(TMPC ),
2

(6.21)

where Qfinal is the positive semi-definite Hessian of the final state vector error x̃(TMPC ) = x(TMPC ) − xTO (TMPC ). For example, Figure 6.5 shows the
optimized state vector x(t) and control input vector u(t) while following the
offline trajectory xTO (t) and uTO (t) of the terrain-aware TO in Figure 6.4.
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Online MPC

Oﬄine Trajectory
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Twist
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Figure 6.5: The optimized trajectory of the MPC while tracking the offline trajectory of Figure 6.4. Here, the robot’s front legs are stepping up the obstacle, and the
visualization shows the optimized trajectories x(t) and u(t). Each of the variables
is introduced in Section 6.5.1.

Equations of motion
The system’s dynamics in (6.19b) is based on a kinodynamic model of a
(wheeled-)legged robot. In contrast to the EOM of the terrain-aware TO
in (6.13), it defines the SRBD model along with the kinematics for each leg.
It is given by
θ̇ = T (θ)ω,

(6.22a)

ṗ = RW B (θ)v,
−1
ω̇ = Inom

−ω × Inom ω +

ne
X
i=1

n

v̇ = g(θ) +
q̇j = uj ,
128
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rEi (qj ) × λEi

!

(6.22b)
,

(6.22c)
(6.22d)
(6.22e)
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where RW B (θ) ∈ SO(3) represents the rotation matrix that projects the components of a vector from the torso frame B to the world frame W , T (θ) is
the transformation matrix from angular velocities in the torso frame B to the
Euler angles derivatives in the world frame W , Inom is the moment of inertia
of the COM taken at the robot’s nominal configuration qnom , m is the total mass, g(θ) is the gravitational acceleration in torso frame B. In contrast
to the SRBD constraint of the terrain-aware TO in (6.13), the end-effector’s
contact position rEi (qj ) of leg i w.r.t. the COM is retrieved through forward
kinematics from the optimized joint position vector qj and (6.22e) needs to be
added as an additional equality constraint of the joint velocity vector q̇j .
Legs in contact
The MPC models some of the contact constraints in a similar fashion as the
terrain-aware TO in (6.14), (6.15), and (6.16). The optimization variables of
the MPC, however, include the kinematic information of each leg, which gives
us
friction cone:

λEi ∈ C(n, µC ),

(6.23a)

legged robots:

vEi (x, u) = 0,

(6.23b)

wheeled-legged robots:

πEi ,⊥ (vEi (x, u)) = 0,

(6.23c)

vEi (x, u) · n = 0,

(6.23d)

where C(n, µC ) implements the friction cone as an inequality constraint without the approximation by a friction pyramid, and n is the local surface normal
in world frame W , as shown in Figure 6.5. The motion constraint of traditional legged robots in (6.23b) is modeled through the end-effectors’ velocities.
When in contact, the velocity vEi in world frame W of leg i is restricted to
stay stationary. As given by (6.23c) and (6.23d), wheeled-legged robots can
execute motions along the rolling direction, where πEi ,⊥ (·) is the projection
of the end-effector velocity vEi onto the perpendicular direction of the rolling
direction. In contrast to the missing leg kinematic of the terrain-aware TO
in (6.16), the motion constraint of wheeled robots in (6.23c) and (6.23d), i.e.,
the velocity along the rolling direction is left unconstrained or more precisely
πEi ,k (vEi (x, u)) ∈ R, can be easily computed through forward kinematics.
We would like to highlight that this motion constraint is the only part that
differentiates legged and wheeled-legged locomotion.
The traversal of challenging terrain requires additional inequality constraints
that respect safe terrain regions. To this end, we segment the height map
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hterrain (x, y) into convex terrain regions given by a number nh of half-space
constraints Ai ∈ Rnh ×3 and bi ∈ Rnh of leg i that ensure the leg lands within
desired target regions. Also, wheeled-legged robots, as shown in Figure 6.5,
need to respect the constraint while driving on these safe terrain patches. Each
leg’s convex terrain regions are selected through the state vector of the offline
trajectory xTO . The constraint can be formulated as
Ai · pEi (x) + bi ≥ 0,

(6.24)

where pEi (x) ∈ R3 is the position of the end-effector in world frame W .
Moreover, the safety constraint in (6.24) is incorporated into the MPC as a
control barrier function introduced by Grandia et al. (2021).
Legs in air
Legs in swing phase are not capable of generating ground reaction forces and
need to follow collision-free trajectories. This restriction can be incorporated
into the MPC as
λEi = 0,
di (pEi , t) > c(t),

(6.25a)
(6.25b)

where the inequality in (6.25b) is added to the end-effector’s cost function
in (6.20) through the relaxed barrier function. The distance of the endeffector i to the closest obstacle is given by di (pEi , t) while c(t) is a predefined
lower bound on collision avoidance. In our work, we convert the height map
hterrain (x, y) into a signed distance field (SDF) using the method of Fankhauser
et al. (2018).

6.5.2

Torque Generation

As visualized in Figure 6.3, we send torque commands to each motor’s embedded control loop. To this end, the optimized control input vector u∗ , including
its contact forces and joint velocities, is translated through forward simulation
into desired accelerations. Then inverse dynamics converts the desired accelerations from this rollout into torques.

6.6

Trajectory Composer

Our final theoretical contribution proposes composing individual offline trajectories from the motion library into a single trajectory at run-time to produce
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longer and more complex maneuvers, as shown in Figure 6.12. For this reason, we leverage the MPC in Section 6.5. Before the motion is sent to the
robot, we evaluate each transition to ensure the whole trajectory is feasible.
The composed trajectory is then sent to the robot enacting the transitioning
motions in real-time. It is important to note that no additional reference trajectories are added to the composition since the MPC can transition between
(discontinuous) motions. If necessary, the motion composer adds additional
time or a repositioning sequence to decrease the transitioning cost.

6.6.1

Trajectory Composition

As shown in Figure 6.3, the operator can choose individual motions from the
motion library, and the motion composer concatenates these motions into a
single offline trajectory. To this end, an ordered list of motions, i.e., individual

T
offline trajectories yk (t) = xTTO,k uTTO,k ∈ M of trajectory k as defined in
(6.2), is commanded by the operator, where M represents the motion library
of offline generated trajectories. The final offline trajectory generated by the
motion composer is given by
m(t) = (t1 (t), y1 (t), t2 (t), y2 (t), · · · , tN (t), yN (t)),

(6.26)

where tk (t) represents online generated transitions between individual offline
trajectories yk (t) and N is the number of composed trajectories. The final
PN
time horizon of m(t) is calculated through TTO = n=1 (TTD,n + TTO,n ), with
the transitioning duration of tk (t) given by TTD,k .
Transition Strategies
In this work, we present three different strategies for the transitions tk (t) in
(6.26), as given by:
1) No Transition. The transitioning duration TTD,k is set to zero, which
invokes no transition between consecutive offline trajectories, i.e.,
yk−1 (t) → yk (t).
2) Time Transition. We add a transitioning time between consecutive
offline trajectories yk−1 (t) → tk (t) → yk (t) by setting the transition
tk (t) to be equal to the beginning of the upcoming offline trajectory,
Pk
Pk−1
i.e., tk (t) = yk (t = n=1 TTD,n + n=1 TTO,n ), where the transitioning
duration TTD,k is set to 1 s in our work. The second strategy of only
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adding some transition time allows the robot to modify it’s starting state
and dampen any residual velocities from the previous trajectory.
3) Repositioning Transition. We add a transitioning maneuver before
scheduling the next trajectory. To this end, we choose a trotting gait
that repositions the whole-body of the robot to the desired state of the
following trajectory. Similar to the previous strategy, the transition tk (t)
is equal to the beginning of the upcoming offline trajectory, i.e., tk (t) =
Pk
Pk−1
yk (t =
n=1 TTD,n +
n=1 TTO,n ), where the transitioning duration
TTD,k is set to 1 s in our work. The second strategy may not lead to
optimal transitions if the following trajectory requires a substantially
different starting state, e.g., the legs’ contact positions are too far apart,
as shown in Figure 6.6. Hence, the third strategy places a repositioning
maneuver before scheduling the following trajectory.
Transitioning Cost Evaluation
The three transitioning strategies are evaluated based on a transitioning cost,
which is assessed online before the operator’s motion command is sent to the
real robot. To this end, we evaluate the MPC’s solution of (6.19) over one
iteration for each transition in (6.26) considering the previous and following trajectory, i.e, the trajectory between consecutive trajectories yk−1 (t) →
tk (t) → yk (t), and between the initial (measured) state x0 of the robot and
the first trajectory x0 → t1 (t) → y1 (t). The algorithm chooses the transition strategy that achieves the lowest cost given the previous and following
trajectory.

6.6.2

Alignment with Initial State

The composed trajectory m(t) in (6.26) is aligned with the robot’s initial
state x0 . Accordingly, the alignment considers the torso’s position offsets in
the plane and it’s heading orientation given by p0,x , p0,y and θ0,yaw . To align
the motion’s height, we generate the average terrain height through the robot’s
P ne
feet positions, i.e., p0,z = n1e i=1
rEi ,z . Finally, the transformation matrix
T0 aligning the final offline trajectory m(t) with the robot’s initial state x0 is
given by


cos(θ0,yaw ) − sin(θ0,yaw ) 0 p0,x
 sin(θ0,yaw ) cos(θ0,yaw ) 0 p0,y 
.
T0 = 
(6.27)

0
0
1 p0,z 
0
0
0
1
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Figure 6.6: Ducking motion based on the interactive TO in Section 6.4.2. Here, the
initial state of the end-effector at t = 0 s is too far away from the offline trajectory.
Thus, the robot performs a trotting gait to reposition its legs, i.e., first the right-front
and left-hind legs reposition at t = 0.6 s, and then the left-front and right-hind legs
reposition at t = 1 s. The visualization shows the torso and end-effector trajectory
of the offline trajectory and the MPC’s solution.

6.7

Experiments

To evaluate our novel locomotion controller, we conducted a series of quantitative experiments with agile maneuvers at the robot’s actuation limits. To
the best of our knowledge, the roller-walking robot’s hybrid motions have not
been shown before in literature. All experiments were conducted with either
the interactive, terrain-aware, or sampling-based TO in Section 6.4.2, 6.4.3 and
6.4.4, while the MPC in Section 6.5 performed all behaviors with the same parameter set. In the case of TO, the motion designers only varied task-specific
parameters like goal position(s) and the task’s time horizon TTO . Table 6.1
summarizes the four motion planners and lists their capabilities. The following
sections report on experiments conducted with ANYmal (see also Figure 6.1
and 6.2).
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RRT & TO

Online MPC

CD
model
Single
optimization

SRBD
model
Single
optimization

Kinematic
model
Two
optimizations

Kinodynamic
model
Single
optimization

> 1s

> 1s

1s

20 − 50 ms

> 1s

> 1s

> 1s

1s

Optimized components
6D
3D
✓
✓
✗

6D
3D
✓
✗
✓

6D
3D
✗
✓
✓

6D
3D
✓
✓
✗

Difficulty of shown task
Line/point contacts
✓
Flight phases
✓
Non-flat terrain
✗
Accurate rolling constraint
✓
Adaptation of joint momentum
✓

✓
✓
✓
✗
✗

✓
✗
✓
✓
✗

✓
✓
✓
✓
✗

Dynamic model
(accuracy)
Number of
optimizations
Optimization
time
Time
horizon

Base motion
End-effector motions
Contact forces
Joint motions
Step timing/sequence
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Terrain-aware TO

Table 6.1: Capabilities of our presented interactive TO, terrain-aware TO, combined sampling and optimization-based planner, and online MPC. Table design is
adapted from Winkler (2018).
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6.7.1

Experimental Setup

Our trajectory composer, online MPC, inverse dynamics, and state estimator
run in concurrent threads on a single PC (Intel i7-8850H, 2.6 GHz, Hexa-core,
64-bit). All offline trajectories are computed on a laptop (Intel E3-1505MV6,
3.0 GHz, Quad-core, 64-bit) and stored in a motion library on the robot. The
robot is entirely self-contained in computation and sensing.
The estimation of the robot’s state and the torque commands are computed
together in a 400 Hz loop. The former requires the fusion of the inertial measurement unit (IMU) readings and the kinematic measurements from each
actuator to acquire the robot’s state, i.e., the pose of the torso B w.r.t. the
world frame W , as described by Bloesch et al. (2013b). To this end, each leg’s
contact state is determined by estimating the contact force, which considers
the measurements of the motor drives and the full-rigid body dynamics.

6.7.2

Results and Discussion

In the following, we verify our six contributions (C1) to (C6) introduced in
Section 6.1.2 by categorizing each result and discussion as part of its underlying
contribution.
(R1) Whole-Body Coordination
The algorithms in Table 6.1 are mostly based on single optimization problems
(except RRT & TO) optimizing over the whole-body trajectory, including
the base pose, end-effector motion, contact force, and two of the algorithms
also optimize the joint motion, while the terrain-aware TO computes gait
timings. Thanks to this single optimization of the whole-body, the robot
can coordinate complex and artistic motions, as shown in Figure 6.1 and 6.2,
operating near robot limits and cumbersome to hand-craft through heuristics.
The motion over the steps includes front-legs and hind-legs jumps at a speed of
up to 1.5 m/s (see Figure 6.7). When ducking under a table, the optimization
algorithm can discover specialized motions for our wheeled-legged robot. Here,
the robot reaches its maximum torque limits of the hip motors. The turning
motion includes a complex coordination of all joints, as shown in Figure 6.9.
We further discuss the motion over the step and the turning motion in the
following paragraphs.
The first maneuver in Figure 6.8 presents the motion of the base and endeffectors over a 0.2 m step. Here, it can be seen how the MPC’s solution
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Figure 6.7: Results of the terrain-aware TO in combination with the MPC while
executing the motion over the step in Figure 6.1. The plot shows the euclidean norm
of the COM’s linear velocity over the COM’s forward position in world frame W .
The MPC’s solution equals the robot’s measured state, i.e., the measured velocity is
equal to v(t = 0) due to the MPC’s initialization after every iteration with the robot’s
measured state. The equivalent position profiles of the COM and end-effectors can
be obtained in Figure 6.8.

corrects the offline swing trajectory over the step preferring collision-free trajectories. The result shows that the MPC uses continuous optimization to
correct mistakes from the offline trajectory.
The dynamic turning motion in Figure 6.1 represents a challenging motion and
requires the coordination of all DOF. In particular, the robot needs to step
and turn the torso at the same time while respecting all physical constraints.
To this end, the TO discovers a hybrid locomotion strategy since the rollerwalking robot ANYmal does not incorporate any steering mechanism for its
wheels. To achieve the fast turning motion over almost 180◦ , the robot coordinates the legs in contact onto a common wheel axis line, enabling it to turn
through actuating its wheels. Figure 6.9 shows the comparison of the offline
trajectory and the MPC’s solution over the task’s time horizon represented by
the robot’s estimated state. The plot represents only a fraction of all wholebody states tracked through the MPC’s cost function in Section 6.5.1. With
a single parameter set Q, R, and Qfinal , the robot can successfully execute
all shown motions and weigh the high-dimensional tracking task, including
positions, rotations, linear velocities, angular velocities, joint positions, joint
velocities, and forces.
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Figure 6.8: Results of the terrain-aware TO in combination with the MPC while
executing the motion over the step in Figure 6.1. The plots show the two optimization
problems’ motion, i.e., the torso and the four end-effector trajectories. The dotted
lines are the offline generated trajectories, while the solid lines represent the MPC’s
solution over a one-second horizon at a time when the left-front end-effector lifts its
leg. The equivalent COM’s speed profile can be obtained in Figure 6.7.

(R2) Offline-to-Online Gap
One of the main challenges of running offline trajectories is the online reaction
to unforeseen conditions. The key to this challenge is our online MPC that
robustifies the maneuver to a certain degree by recomputing solutions on the
fly and adding feedback control. As shown in Table 1.1, the MPC recomputes
optimal solutions on a 20-50 Hz loop while looking-ahead the offline trajectory
over a one-second horizon. In the following, we present the results that show
how the recomputation of optimal solutions can benefit the online execution
of offline trajectories.
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Figure 6.9: Results of the interactive TO in combination with the MPC while
executing a repositioning motion (0-1 s) and the turning motion in Figure 6.1 (12.7 s). The plots compare the optimized whole-body trajectory of both algorithms.
Here, the MPC solution is represented by the robot’s measured state, which is the
equivalent of the initial state vector x(t = 0) and initial control input vector u(t = 0).
This equivalency is due to the MPC’s fast update rate and the reinitialization of its
optimization problem after every iteration with the robot’s measured state.
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First, Figure 6.10 shows six scenarios where the robot recovers from unforeseen
events. In all cases, the online MPC reacts to these events and successfully executes the offline trajectory. Such unexpected scenarios can either happen from
mistakes that occur during offline motion prototyping or an unpredictable disturbance throughout the online execution. For example, the former is shown in
the top-left and middle-right image, which shows two incorrect modeling scenarios of the obstacle and the robot’s collision body, respectively. The latter
is exemplified in the top-right, middle-left, lower-left, and lower-right images
that exemplify the terrain’s misalignment, slippage, and purposely misplaced
obstacles. Our approach can react to such unforeseen disturbances while anticipating future events of the offline trajectory. With these anticipating skills
and the feedback control, the MPC can rescue the robot from these unforeseen
situations.
Second, the MPC’s look-ahead also improves the tracking of offline trajectories
in the presence of discontinuities, which might occur at the transitions to the
offline trajectories. The MPC can blend between two motions and converge to
the offline trajectory. For example, in Figure 6.9, the vertical movement along
the z-axis of the COM’s position and velocity experiences a discontinuity at
t = 1 s, where the robot switches from a repositioning motion, as described
in Section 6.6, to the offline trajectory. It can be seen how the red trajectory
anticipates along its receding horizon the upcoming offline trajectory and finds
a solution respecting the whole-body state.
The last experiment regarding the offline-to-online gap further discusses the
importance of incorporating a planning horizon into the online optimization
problem. In contrast to a naive trajectory tracking that only looks at one set
point at a time, our approach can react to unforeseen conditions while looking ahead at the offline trajectory. With these anticipating skills, the MPC
adds feedback to the execution of offline trajectories, as shown in Figure 6.10.
Before presenting quantitative results, we first discuss our qualitative findings
comparing the set-point-only tracking approach of offline trajectories. When
running on the real robot, a tracking controller optimizing over set points has
two different strategies in terms of the offline trajectory’s sampling frequency:
1) The offline trajectory’s sampling frequency equals the tracking controller’s
update rate. 2) Sampling frequencies lower than the update rate require interpolations between the set points. The former strategy comes with longer
optimization times of the offline TOs since the tracking controller’s update
rates are synchronized with the actuator’s command loop (in our case, 400 Hz).
Thus, this approach constrains the motion designer in terms of optimization
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Figure 6.10: Recovery of the online MPC to unforeseen events. In all situations,
the MPC could successfully recover and finish the executed offline trajectories. Topleft image: The motion designer did not correctly model the platform’s width, and
as such, the robot’s front-left leg fell from the platform. Top-right image: While
stepping up two steps, the end-effector moved the top platform since it was not
properly secured. Due to this misalignment of the terrain, the front legs fell from
the platform. Middle-left image: The front part of the torso hit the table while
executing a dynamic 90◦ turn. Middle-right image: The hind legs’ knee protectors
collided with the ground during a ducking motion since the offline trajectory did
not consider the protector’s collision model. Lower-left image: The robot faced an
unmodeled disturbance (wooden incline) on the ground while executing an offline
trajectory assuming flat terrain. Lower-right image: The snapshot shows a time
instance when the hind legs overcome the step. Here, the front legs slipped on the
platform, and the front part of the torso collided with the platform.
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speed and flexibility. The latter strategy comes with the caveat that the interpolated motion can not guarantee to be kinematically or dynamically feasible.
In addition to the sampling frequency, Medeiros et al. (2020) experience that a
naive trajectory tracking can not handle large tracking offsets. Therefore, the
offline TO needs to be initialized with the robot’s measured state, which ties
the motion designer down to real experiments next to the robot. In contrast,
the MPC is flexible w.r.t. the offline trajectories’ sampling frequency and
starting state. Figure 6.11 displays the tracking performance and disturbance
rejection of a naive trajectory tracking developed in Chapter 3 compared to
our proposed MPC. The MPC can handle the disturbance without falling, and
as can be seen in the figure’s caption, the MPC offers flexibility for the motion
designer.
(R3) Rapid Motion Prototyping
As discussed in the paragraph before, the MPC decouples the locomotion
problem into an offline and online computation. With this decoupling, six
motion designers throughout this work could iterate over behavior designs offline without tuning robot experiments, which sped up the creation of new
motions rapidly. We developed 30 motions throughout this work using the
terrain-aware TO, 53 maneuvers based on the interactive TO, and 6 based
on the sampling and optimization-based planner that run successfully on the
real robot. Motion designers can craft new trajectories in a matter of minutes. We also experienced 16 maneuvers that had no success on our ANYmal
robot, which is mostly due to motions at the torque limits, e.g., motions over
high steps with a speed over 2 m/s using the terrain-aware TO and too fast
turning motions developed by the interactive TO. Twelve of the unsuccessful
maneuvers, however, can be identified in our two steps verification process before running it on the hardware. The first step checks the offline trajectory’s
feasibility in combination with the MPC using a visualization without any
modeling errors and contact models. If feasible, the motion designers verify
the maneuver in a simulation environment based on the Open Dynamics Engine (ODE) by Smith et al. (2005). This verification process helps the motion
designer to iterate over behavior designs offline. None of the successful motions require retuning any of the MPC’s parameters, which frees the motion
designer from adjusting the real robot’s performance.
(R4) Motion Composition
Multiple offline trajectories can be composed into a single maneuver resulting
in trajectories with longer time horizons. For example, Figure 6.12 shows the
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Figure 6.11: Comparison between a naive trajectory tracking in Chapter 3 over one
set point at a time (lower plot) and the MPC over a receding horizon of 1 s (upper
plot) while commanding a hybrid trotting gait through the terrain-aware TO. In
this scenario, the robot needs to deal with an unmodeled inclination at x = 1 m, as
shown in the lower-left image of Figure 6.10. The plots show the offline and measured
trajectories, i.e., the torso and two end-effector trajectories. The dotted lines are the
offline generated trajectories, while the solid lines represent the online solutions. The
MPC handles the disturbance and successfully finishes the motion, while the naive
tracking controller makes the robot fall. Besides, the offline trajectories’ sampling
frequency of the naive tracking controller requires 400 Hz, and its starting state has
to coincide with the robot’s starting state. In contrast, the MPC is flexible w.r.t.
the offline trajectories’ sampling frequency and starting state.
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Figure 6.12: Motion composition of three offline trajectories based on the interactive TO in Section 6.4.2. The upper visualization shows the torso and end-effector
trajectory of the composed trajectory m(t). Here, the robot executes two ducking
motions with a duration of 2 s each, connected by a 90◦ turn with a duration of 1.7 s
and two repositioning transitions. (see lower images).

compositions of a ducking motion, a dynamic 90◦ turn, and another ducking
motion. With a total duration of around 8 s, the motion composition’s benefit
is displayed in this obstacle curse consisting of two tables. By combining
multiple offline trajectories, the robot can find optimal maneuvers in terms of
the robot’s physical constraints over a longer time horizon.
Transitioning between multiple trajectories requires appropriate transitions
and the ability to blend between transitions and discontinuities smoothly. As
already introduced before, Figure 6.9 shows a transition at t = 1 s between a
repositioning gait and a dynamic turning motion. The whole-body trajectory
shows that the MPC can anticipate future events and smoothly blend between
both motions.
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The video that accompanies this chapter shows a composed dancing trajectory
with a total time horizon of 11 s. The motion is composed of eleven individual
offline trajectories with a time horizon of 1 s per trajectory. Here, the motion
composer did not add any transitions between the individual motions.
One of the main challenges that occur during the online execution of composed
offline trajectories is the state estimation’s drift that accumulates along the
offline trajectory. On flat terrain, we can execute dancing motions of up to 25 s
without any noticeable drop in performance. The drift, however, becomes more
crucial when executing motions over obstacles since the lift-off timings need to
be synchronized with the terrain. In our case, the robot can complete dynamic
motions over obstacles with a time horizon of TTO = 5 s, as shown in Figure 6.2,
and the maximum distance or time of the offline trajectories depends on the
state estimator’s drift. Future work can study possible morphing strategies
of the offline trajectories based on updated sensor data for even longer offline
trajectories, as described by Kuindersma (2020).
(R5) Performance and Generalization
With our novel framework, the robot can execute motions over challenging
obstacles, unique motions through confined spaces, dynamic motions at the
robot’s limits, and artistic dance moves. Each of the offline trajectories out
of the motion library can be composed into a single maneuver. To the best
of our knowledge, this work shows unprecedented motions on a roller-walking
robot, as shown in Figure 6.1 and 6.2.
Our approach is not restricted to wheeled-legged robots, and, thus, in this experiment, we verify the generalizability of the approach to a traditional legged
robot. Figure 6.13 shows the trajectory of ANYmal without wheels overcoming a step. The comparison to the wheeled-legged version in Figure 6.8 shows
how the kinematic constraint influences the end-effector’s optimal trajectories.
The legged robot requires five steps per leg to overcome the obstacle, while
the wheeled-legged robot can use its wheels and only step once per leg. We
want to highlight that also, in the legged robot’s case, the MPC can recover
by optimizing the whole-body’s motion even in the presence of slippage, as
presented in the figure’s caption.
(R6) Evaluation of Long- and Short-Term Planners
The experiments show the execution of offline trajectories over longer time
horizons generated through the interactive, terrain-aware TO, and sampling
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Figure 6.13: Results of the terrain-aware TO in combination with the MPC while
executing the motion over the step with our traditional legged robot. The plots
show the two optimization problems’ motion, i.e., the torso and the four end-effector
trajectories. The dotted lines are the offline generated trajectories. In contrast, the
solid lines represent the MPC solution over a one-second horizon at a time when the
left-front end-effector touches down on the step, as shown in the top-left image. Here,
the right-front end-effector slipped and landed too close to the step. The MPC can
deal with these situations by optimizing the whole-body’s motion while considering
the future trajectory of the offline TO.
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and optimization-based planner. The online MPC over shorter time horizons
closes the offline-to-online gap. The following section discusses the performance on our robot ANYmal of each algorithm qualitatively.
The interactive TO considers the robot’s CD model in (6.6) and finds motion plans that satisfy kinematic and dynamic constraints over flat terrain.
With this higher-dimensional model compared to the SRBD, the offline trajectories incorporate more dynamic motions by respecting the inertia’s change
through the joint movement. For example, the dynamic turning motions in
Figure 6.1 and 6.9 achieve a turning rate of 4 rad/s, which sets a new record
on our roller-walking robot. The accompanying video’s evaluation of the motion reveals that the robot coordinates a complex, whole-body trajectory. As
described by Geilinger et al. (2018), the interactive TO comes with a suite
of user-guided computational tools that support manual, semi-automatic, and
fully automatic optimization of the robot’s trajectories. We demonstrate the
method’s effectiveness by creating various unique motions for our robot ANYmal, e.g., complex turning motions, unique motions through confined spaces,
and dance moves. Especially the generation of the dance motions reveals the
fast and interactive capabilities of the approach. In minutes, the motion designer can generate dynamic motions, including a ”moonwalk” synchronized
with the song’s pace. The optimization problem, however, does not consider
non-flat terrain, and the motion designer needs to provide the gait sequences
and timings.
In contrast, the current implementation of the terrain-aware TO does not provide user-guided computational tools that support manual or semi-automatic
optimization. The algorithm operates fully automatic by giving a starting and
a goal pose, optimizing motions over non-flat terrain. As shown in Figure 6.2,
our roller-walking robot ANYmal achieves impressive results over a set of steps
with a maximum speed of 1.5 m/s. Compared to the CD model of the interactive TO, this is achieved with a low-dimensional SRBD model. Still, the
algorithm optimizes over the gait timings through a phase-based parametrization, as described in Section 6.4.3 and more detail by Winkler et al. (2018).
The optimization, however, is still sensitive to the initial gait schedule.
This sensitivity can be solved with our final offline motion generator. As
shown in Figure 6.14, we verify for the first time the combination of sampling
and optimization-based planning of Jelavic, Farshidian, and Hutter (2021)
on a real machine. With this combination, gait timings and sequences can
be easily obtained through the RRT without any human supervision. The
current approach, however, can only generate statically stable motions and
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Figure 6.14: Our quadrupedal robot ANYmal with wheels overcomes stepping
stones (upper images) and steps up-and-down (lower images) through the sampling
and optimization-based approach. All motions are statically stable, i.e., the robot
only lifts one leg at a time.

more dynamic motions require further development of the initialization and
refinement step.
Our short-term motion planner is the online MPC that acts as a generalpurpose algorithm integrating offline trajectories from both TOs. Previous
publications (Medeiros et al., 2020; Winkler et al., 2018) introducing the
terrain-aware TO incorporate a naive tracking approach. With the incorporation of online MPC in our work, we finally manage to run these offline
trajectories reliable on the robot even in the presence of disturbances and show
agile motions on our robot ANYmal. Due to the task-generic properties of the
MPC, any further development on the MPC benefits the execution of all offline
trajectories.
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6.8

Summary

We describe an optimization-based framework to perform complex locomotion
strategies for robots with legs and wheels. The generation of complex motions
over a long-time horizon often requires offline computation due to current computing constraints and is mostly accomplished through TO. In contrast, MPC
focuses on the online computation of trajectories, robust even in the presence
of uncertainty, albeit mostly over shorter time horizons, prone to generating
nonoptimal solutions over the horizon of the task’s goals. Our article’s contributions overcome this trade-off by combining offline motion libraries and
online MPC, uniting a complex, long-time horizon plan with reactive, shorttime horizon solutions. We start from offline trajectories that can be, for
example, generated by TO or sampling-based methods. Also, multiple offline
trajectories can be composed out of a motion library into a single maneuver. We then use these offline trajectories as the cost for the online MPC,
allowing us to smoothly blend between multiple composed motions even in the
presence of discontinuous transitions. The MPC optimizes from the measured
state, resulting in feedback control, which robustifies the task’s execution by
reacting to disturbances and looking ahead at the offline trajectory. With our
contribution, motion designers can choose their favourite method to iterate
over behavior designs offline without tuning robot experiments, enabling them
to author new behaviors rapidly. Our experiments demonstrate complex and
dynamic motions on our traditional quadrupedal robot ANYmal and its rollerwalking version. Moreover, the article’s findings contribute to evaluating four
different motion planning algorithms.
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Conclusion & Future Directions
This chapter concludes our work and gives insight into promising future
directions. Throughout this dissertation, we have studied and developed
optimization-based motion control and planning approaches generating dynamic and complex maneuvers for wheeled-legged robots. The seven contributions C1 to C7 listed in Section 1.4.3 have led to the automatic generation
of whole-body trajectories and generalized forces for our roller-walking robot
ANYmal. The algorithms and underlying theory, however, can be applied to
other hybrid locomotion platforms and traditional legged robots.
The dissertation’s premise is a performance evaluation of wheeled-legged
robots and an algorithmic development that can reveal the full potential of
hybrid locomotion. To this end, we developed a novel robotic platform by
augmenting a traditional four-legged robot with active or passive wheels. This
thesis’s algorithms rely on motion control approaches computing torque commands for all joints, including the wheels. In contrast to position-controlled
joints, torque-controlled joints can deal with unexpected contacts, which might
occur due to drifting state estimates and unmodeled terrain irregularities. The
generation of motion trajectories over a time horizon considering the terrain
and physical constraints is an important task. To allow for the online execution, related work experiments with model simplification and decomposing
the locomotion problem into trackable tasks. In this thesis, we propose a
whole-body model predictive control (MPC) as a single task formulation that
simultaneously optimizes wheel and torso motions. We evaluate and compare
its performance with a decomposed motion planner and verify that the single
task approach is superior regarding the shown tasks’ difficulty and prediction
accuracy of the robot’s future state. Planning complex motions over challenging obstacles and at the robot’s limits requires expensive computations
that rely on high-dimensional models while considering a longer time horizon
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and additional optimization variables like gait sequences and timings. Due
to the offline computation of such maneuvers, the real robot’s online execution becomes one of the main challenges. Therefore, we propose a whole-body
approach to locomotion planning that combines the advantages of offline trajectory optimization (TO) and online MPC, generating complex and dynamic
motions for wheeled-legged robots. Furthermore, we validated the robotic
platform in a real-world mission at the Defense Advanced Research Projects
Agency (DARPA) Subterranean Challenge, where the robot rapidly mapped,
navigated, and explored dynamic underground environments.

7.1

Relevant Chapters

Following, we conclude each relevant chapter’s contributions to the dissertation
and highlight possible future work directions.

7.1.1

Skating Motions with a Force-Controlled Robot

The first chapter emphasizes motion planning and control of skating locomotion for quadrupedal robots achieving an appropriate combination of planned
reaction forces and gliding motions. Its kinematic motion planner increases
the contact forces’ normal component by moving the center of mass (COM)
above the pushing leg. These ground reaction forces are tracked by a virtual model controller (VMC) with an optimal contact force distribution as a
quadratic programming (QP) problem that considers the nonholonomic constraint introduced by a novel friction triangle. In contrast to most of the other
work in this field, the motion controller is based on a force control approach
allowing for uncertain contact states. Finally, the real robot results show that
the skating motion reduces the cost of transport (COT) by more than 80 %
with respect to (w.r.t.) traditional walking gaits.
One of the limiting factors in the described setup lies in the state estimator’s
assumption that each contact point is motionless, which stems from the lack
of encoders on the passive wheels. We aim to address this by integrating
visual odometry into the sensor fusion in future work. The robot also uses a
motion planning approach based on a kinematic model, and the VMC does
not consider the whole-body dynamics. We further plan to incorporate the
offline and online motion planning approach of Chapter 6 by generating skating
motions offline with the interactive TO, as shown by Geilinger et al. (2018). We
aim to track these offline trajectories with our whole-body MPC, considering
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the contact constraints of passive wheels, i.e., no ground reaction forces can
be applied along the rolling direction.

7.1.2

Whole-Body Motion Control

The integration of the rigid body dynamics (RBD) into a hierarchical wholebody controller (WBC) further improves the robot’s agility and allows for blind
locomotion over inclined terrains, bumps and stairs. This control algorithm
computes optimal generalized accelerations and contact forces by solving a
sequence of prioritized tasks, including the nonholonomic contact constraint
introduced by powered wheels. As discussed in the former section, the robot
can deal with unexpected contacts even in the presence of large terrain irregularities. Adding powered wheels to a legged robot further decreases the COT
by up to 83 %.

7.1.3

Decomposed Motion Planning

The generation of hybrid walking-driving motions for a wheeled quadrupedal
robot requires motion planning over a receding horizon. This chapter presents
an online TO that is broken down into wheel and base trajectory generation.
The two independent TOs are synchronized to generate feasible motions by
time sampling the prior generated wheel trajectories, which form the support
polygons of the zero moment point (ZMP) inequality constraint of the base TO.
We employ a novel parameterization for wheel segments in contact, such that
they inherently capture the velocity constraints corresponding to the wheel’s
rolling constraints achieving a minimal variable set and avoiding additional
constraints. The presented algorithm makes the locomotion planning for highdimensional wheeled-legged robots more tractable. It enables us to solve the
problem in real-time on-board in a MPC fashion and increases the robustness
in the robot’s locomotion against unforeseen disturbances. To the best of our
knowledge, this is the first time that a hybrid walking-driving robot is deployed
for real-world missions at one of the biggest robotics competition, the DARPA
Subterranean Challenge. With this deployment next to the traditional legged
robot, we can verify that legged machines, when combined with wheels, achieve
higher speed and energy efficiency while still mindful of the limitations of the
decomposed motion planner w.r.t. its abilities and reliability.
151

7. Conclusion & Future Directions

7.1.4

Single Task MPC and Online Gait Sequence Generation

The experience at the DARPA Subterranean Challenge guided our work towards single task algorithms, seamlessly blending four legs and wheels with
every movement it makes. The whole-body MPC finds the robot’s torso and
wheels motion in a single algorithm, where real-time joint velocity and ground
reaction force are simultaneously optimized based on a kinodynamic model.
The experimental results verify that our approach improves the prediction
accuracy, which is a novel quantity to compare motion planner. This improvement enables the robot to automatically discover complex and highly dynamic
motions that are impossible to find through hand-tuned heuristics like the
decomposed planner’s inverted pendulum model. Due to the single set of parameters, the whole-body MPC is flexible w.r.t. the gait sequence. The robot
dynamically chooses an optimal hybrid gait that’s a fusion of powered rolling
and legged stepping. This adaptation is achieved through a novel gait sequence
generation and whole-body MPC for wheeled-legged robots. The former is
based on the generation of kinematic leg utilities and makes the need for predefined sequences of contact and lift-off timings obsolete. Our wheeled-legged
robot ANYmal is now, for the first time, capable of coordinating aperiodic
behavior, decreasing the overall COT of our missions.

7.1.5

Offline and Online Motion Planning

In the final theoretical chapter, we present a method for the whole-body coordination of robotic platforms with legs and wheels, using TO to generate offline
trajectories for complex motions and online MPC for continuous optimization
along the offline trajectory. Our set of experiments involves complex locomotion maneuvers over challenging obstacles and at the robot’s limits. These
experiments verify that our method can execute dynamic offline trajectories
on the real robot even in the absence of perfect knowledge of the environment
and under unforeseen conditions, such as modeling errors and external disturbances. Unlike most offline-to-online optimization methods, our approach
incorporates an MPC capable of reacting to these disturbances while anticipating the offline trajectory’s future events. Our experimental results demonstrate
that our method can effectively execute a wide range of maneuvers, including fast motions over challenging obstacles, unique motions through confined
spaces, dynamic motions at the robot’s limits, and artistic dance moves. We
show that our method uses continuous optimization through MPC to correct
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mistakes from the offline trajectory and unpredictable disturbances. The reliable execution of offline trajectories enables motion designers to iterate over
behavior designs offline without tuning robot experiments, allowing them to
author new behaviors rapidly. Also, individual offline maneuvers can be composed into a single long-time horizon maneuver.
Our work explores the synchronization of long-time horizon maneuvers with
short-time horizon plans at a more general level. We have chosen optimizationbased approaches that generate trajectories over both look-ahead horizons. In
this regard, a hierarchical learning-based approach can be compared with our
proposed method.

7.2

Future Work

This thesis addresses a fundamental aspect for wheeled-legged robots generating dynamic and complex locomotion skills over rough terrain and at the
robot’s limits. Solving real-world problems requires future work to consider
the potential applications of wheeled-legged robots, which defines the robot’s
optimal morphology and autonomy. We discuss each of the three aspects in
the remainder of this chapter.

7.2.1

Applications

The combination of legs and wheels overcomes the trade-off between mobility
and efficiency. By incorporating the best of both worlds, the robot can go anywhere efficiently and fast. Augmenting the robot’s end-effector with wheels,
however, comes with a drawback since an additional hardware component is
added, and thus, the price of such a robotic creature increases. This additional
complexity needs to be justified considering potential tasks that the robot can
solve. For example, most industrial inspection tasks do not require a robot
with speeds of more than 1 m/s, and therefore, the additional complexity can
not be defended. Tasks that require a robot to overcome long distances on one
battery charge or reach navigation goals in a short time are potential market
segments. Our experience at the DARPA Subterranean Challenge revealed
the need for robotic systems that need to rapidly map, navigate, and explore
dynamic underground environments. Therefore, wheeled-legged robots’ possible applications include search and rescue missions where the time and travel
distance become crucial. Further, we see a rise of novel delivery robots developed by companies like Starship, Amazon, and FedEx (Aarian Marshall,
2021; Starship, 2021). These companies hope their six-wheeled robots will
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carry packages autonomously over the last mile, from delivery hubs to homes.
As already addressed in the dissertation’s introduction, urban environments
comprise mostly flat terrain and steps, stairs, and other obstacles that their
wheeled platforms can not overcome. In particular, for the last mile delivery
problem, we foresee that wheeled-legged robots are required to shift the share
from private motorized transport to public transport. Increasing the payload
capability of our wheeled-legged robot would further increase the space of potential markets. Assisting workers on a construction site by carrying heavy
payloads, for example, will positively impact society.

7.2.2

Morphology

Optimizing the morphology of a wheeled-legged robot is a fascinating avenue
for future work. In this thesis, we merely add the wheels to our traditional
robot with four-legs consisting of hip abduction/adduction (HAA), hip flexion/extension (HFE), and knee flexion/extension (KFE) joints. Our rollerwalking robot can not move sideways or turn without lifting its legs with this
nature-inspired leg design. Adding a steering mechanism to the wheel improves the robot’s mobility but comes with additional hardware complexity.
With a novel leg design inspired by hexapedal robots (Bjelonic et al., 2018b),
the robot can control its orientation or position on the ground without additional hardware components, i.e., the robot can step over obstacles and drive
omnidirectional without lifting its legs. Moreover, the optimal design of the
robot’s legs can be found with a computation-driven approach. Geilinger et al.
(2018) introduce a suite of user-guided, semi-automatic, and fully-automatic
optimization tools that enable motion-aware edits of the robot’s physical structure. As indicated in the previous paragraph, increasing the robot’s payload
capabilities could open further markets in many industries. The design of a
legged robot requires high torque and speed requirements for its actuators
(Bledt et al., 2018), which is achieved through the actuator’s design’s motor and gearbox. Increasing the gearbox ratio increases the maximum torque
and decreases the speed of the actuator. Such a trade-off is not required for
wheeled-legged robots since most of their locomotion speed comes through the
wheels and allows for actuators in the leg with higher torque and lower speed
requirements. For example, the Centauro robot is a 93 kg four-legged robot
with two manipulators and electrically driven joints that allow for a payload
capacity of 11 kg per arm (Klamt et al., 2019, 2020).
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7.2.3

Autonomy

The final aspect concerns the robot’s autonomy. As indicated throughout
Chapter 6, a human operator chooses maneuvers out of a motion library, suggesting that the automation of this stage could quickly increase the robot’s
autonomy. A fascinating avenue for future work, therefore, could be the continuous computation of long-time horizon plans. Since our method can deal
with unpredictable disturbances over the horizon of several offline trajectories,
the update rate of the TO is not subjected to real-time constraints. With
our framework, we can explore alternative algorithms, including mixed-integer
optimizations, that simultaneously solve the whole-body trajectory, gait sequences, and timings, even if this complexity increases the solver time.
This dissertation solves the locomotion problem of wheeled-legged robots on
flat terrain and over challenging obstacles. Autonomous navigation in an urban environment like Zurich (see Figure 1.1), however, requires further development of localization, perception, and navigation tools. One might imagine
a day when a robot is required to find and execute an optimal route through
a dense city center while avoiding moving obstacles like humans, cars, and
other public vehicles, as shown in Figure 7.1. In a first attempt (Gaertner
et al., 2021) to avoid obstacles locally, we augment the MPC’s cost function to
discover collision-free locomotion while simultaneously considering all physical
constraints, enabling the anticipation of possible future collisions with moving
obstacles. On a higher level, the most promising future directions are in navigation planning, incorporating a wheeled-legged robot model since the optimal
navigation route of traditional legged robots or wheeled platforms will most
likely not be the optimal solution of a wheeled-legged robot.
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Figure 7.1: The upper image categorizes the urban navigation problem into
collision-free (Gaertner et al., 2021), offline & online (see Chapter 6), and navigation
planning (future work). The lower image depicts a satelite view of Zurich’s together
with a route through the urban environment of Figure 1.1 connecting the old town,
ETH Zurich, and the central station. Following this route requires a mobile robot
to overcome four steep inclines and seven staircases while avoiding moving obstacles
like humans, cars, and other public vehicles.
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Eckert, P., Spröwitz, A., Witte, H., and Ijspeert, A. J. (2015). “Comparing
the effect of different spine and leg designs for a small bounding quadruped
robot”. In: IEEE International Conference on Robotics and Automation
(ICRA), pp. 3128–3133.
Elfes, A., Steindl, R., Talbot, F., Kendoul, F., Sikka, P., Lowe, T., Kottege, N.,
Bjelonic, M., Dungavell, R., Bandyopadhyay, T., Hoerger, M., Tam, B., and
168

BIBLIOGRAPHY

Rytz, D. (2017). “The Multilegged Autonomous eXplorer (MAX)”. In: IEEE
International Conference on Robotics and Automation (ICRA), pp. 1050–
1057.
Endo, G. and Hirose, S. (2008). “Study on roller-walker-adaptation of characteristics of the propulsion by a leg trajectory”. In: IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS).
– (2012). “Study on roller-walker-improvement of locomotive efficiency of
quadruped robots by passive wheels”. Advanced Robotics.
Englsberger, J., Werner, A., Ott, C., Henze, B., Roa, M. A., Garofalo, G.,
Burger, R., Beyer, A., Eiberger, O., Schmid, K., and Albu-Schäffer, A.
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Xu, Z., Lü, T., Tian, H., Xu, Z., and Song, L. (2008). “Dynamic analysis of the
biped ice-skater robot of passive wheel type”. Journal of Shanghai Jiaotong
University (Science).
Yamane, K. and Nakamura, Y. (2000). “Dynamics filter - concept and implementation of online motion generator for human figures”. In: IEEE International Conference on Robotics and Automation (ICRA). Vol. 1, pp. 688–
694.
Yeganegi, M. H., Khadiv, M., Moosavian, S. A. A., Zhu, J., Del Prete, A.,
and Righetti, L. (2019). “Robust Humanoid Locomotion Using Trajectory
Optimization and Sample-Efficient Learning*”. In: IEEE-RAS International
Conference on Humanoid Robots (Humanoids), pp. 170–177.
Zico Kolter, J and Ng, A. Y. (2011). “The stanford littledog: A learning and
rapid replanning approach to quadruped locomotion”. The International
Journal of Robotics Research 30.2, pp. 150–174.
184

BIBLIOGRAPHY

Zimmermann, D., Coros, S., Ye, Y., Sumner, B., and Gross, M. (2015). “Hierarchical Planning and Control for Complex Motor Tasks”. In: Proceedings
of the 14th ACM SIGGRAPH/Eurographics Symposium on Computer Animation. SCA ’15. ACM, 73–81.
Ziv, N., Lee, Y., and Ciaravella, G. (2010). “Inline skating motion generator with passive wheels for small size humanoid robots”. In: IEEE/ASME
International Conference on Advanced Intelligent Mechatronics (AIM).
Zucker, M., Ratliff, N., Stolle, M., Chestnutt, J., Bagnell, J. A., Atkeson, C. G.,
and Kuffner, J. (2011). “Optimization and learning for rough terrain legged
locomotion”. The International Journal of Robotics Research 30.2, pp. 175–
191.

185

Curriculum Vitae
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• Stolz, B., Brödermann, T., Castiello, E., Englberger, G., Erne, D.,
Gasser, J., Hayoz, E., Müller, S., Muhlebach, L., Löw, T., Scheuer, D.,
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List of Talks
This section provides a list of talks. For a more detailed and up-to-date list,
please see the following link:
https://www.markobjelonic.com/about
Organized Workshops
• 5th Full-Day Workshop on Legged Robots
Organized by Walas Krzysztof, Kanoulas Dimitrios, Kottege Navinda,
Ames Aaron, Fahmi Shamel, Bjelonic Marko, Hutter Marco, Fallon Maurice, Kim Sangbae, Havoutis Ioannis, and Yoshida Eiichi in 2021 at the
IEEE International Conference on Robotics and Automation (ICRA) in
Xi’an, China.
https://leggedrobots.put.poznan.pl/
• 4th Full-Day Workshop on Legged Robots
Organized by Kanoulas Dimitrios, Kottege Navinda, Walas Krzysztof,
Ames Aaaron, Bjelonic Marko, Yoshida Eiichi, Fallon Maurice, Havoutis
Ioannis, and Hutter Marco in 2020 at the IEEE International Conference
on Robotics and Automation (ICRA) in Paris, France.
https://sites.google.com/view/leggedrobotworkshop2020
• 3rd Full-Day Workshop on Legged Robots
Organized by Bjelonic Marko, Kanoulas Dimitrios, Walas Krzysztof, Camurri, Marco, Kottege Navinda, Yoshida Eiichi, Del Prete Andrea, Bellicoso Dario, Fallon Maurice, Hutter Marco, Havoutis Ioannis, and Bandyopadhyay Tirthankar in 2019 at the IEEE International Conference on
Robotics and Automation (ICRA) in Montreal, Canada.
https://icra2019wslocomotion.wordpress.com/
Presentations
• Hybrid Locomotion for Wheeled-Legged Robots
Virtual presentation at IEEE International Conference on Robotics and
Automation (ICRA) in 2020, Paris, France.
https://youtu.be/tf twcbF4P4
• Talk at Paul G. Allen School of Computer Science & Engineering at University of Washington
Invited by Dieter Fox in 2019, Seattle, USA.
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• Talk at Robotics at Google
Invited by Ken Caluwaerts in 2019, New York, USA.
• Talk at Boston Dynamics
Invited by Kevin Blankespoor in 2019, Waltham, USA.
• Talk at Biomimetics Robotics Lab at Massachusetts Institute
of Technology (MIT)
Invited by Sangbae Kim in 2019, Cambridge, USA.
• Talk at Autonomous Systems Group at Apple
Invited by Juergen Wiest in 2019, Zurich, Switzerland.
• Keep Rollin’- Whole-Body Motion Control and Planning for
Wheeled Quadrupedal Robots
Presenting paper at IEEE International Conference on Robotics and Automation (ICRA) in 2019, Montreal, Canada.
• Skating with a force controlled quadrupedal robot
Presenting paper at IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS) in 2018, Madrid, Spain.
• An Adaptive Landing Gear for Extending the Operational
Range of Helicopters
Presenting paper at IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS) in 2018, Madrid, Spain.
• Autonomous Navigation of Hexapod Robots with Vision-based
Controller Adaptation
Presenting paper at IEEE International Conference on Robotics and Automation (ICRA) in 2017, Marina Bay Sands, Singapore.
• Terrain-dependant Control of Hexapod Robots using Vision
Presenting paper at International Symposium on Experimental Robotics
(ISER) in 2016, Tokyo, Japan.
• Proprioceptive control of an over-actuated hexapod robot in
unstructured terrain
Presenting paper at IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS) in 2016, Deajeon, South Korea.
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Media Coverage
• Robots At Work: Four-legged robot gets ’go faster’ wheels
Interview with Reuters in 2020.
https://youtu.be/b ey3hXAcfU
• Wheels Are Better Than Feet for Legged Robots
Interview with IEEE Spectrum in 2020.
https://spectrum.ieee.org/automaton/robotics/robotics-hardware/
wheels-are-better-than-feet-for-legged-robots
• Wheeled-legged Robots
Podcast with Marwa ElDiwiny at the Soft Robotic Podcast in 2020.
https://soundcloud.com/ieeeras-softrobotics/
marko-bjelonic-wheeled-legged-robots
• Roller-Walking ANYmal
Live demonstration and interview at Digital Day in 2019.
https://youtu.be/0l3qitZHYWA
• ANYmal shows its skills on TV
Interview with RTL Aktuell in 2018.
https://youtu.be/WSOUDZ3qEJM
• Rollerskating robot to the rescue
Interview with BBC News in 2018.
https://www.bbc.com/news/av/technology-43335228
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List of Videos
This section provides a list of videos that were published during these doctoral
studies.
Roller-Walking Robot ANYmal
An online collection of videos about our roller-walking robot ANYmal is available at:
https://www.markobjelonic.com/phd-videos
V1 Complex motion decomposition: combining offline motion libraries with online
MPC
January, 2021
https://youtu.be/39rRhTqcQc0
V2 Robots At Work: Four-legged robot gets
’go faster’ wheels
October, 2020
https://youtu.be/b ey3hXAcfU
V3 Whole-Body MPC and Online Gait
Sequence Generation for Wheeled-Legged
Robots
October, 2020
https://youtu.be/ rPvKlvyw2w
V4 Hybrid Locomotion for Wheeled-Legged
Robots (Presentation)
May, 2020
https://youtu.be/tf twcbF4P4
V5 Rolling in the Deep – Hybrid Locomotion for Wheeled-Legged Robots
September, 2019
https://youtu.be/ukY0vyM-yfY
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V6 Keep Rollin’ – Whole-Body Motion Control and Planning for Wheeled Quadrupedal
Robots
September, 2018
https://youtu.be/nGLUsyx9Vvc
V7 Roller-Walking ANYmal live at Digital
Day 2019
October, 2019
https://youtu.be/0l3qitZHYWA
V8 Planning and Control of Skating Motions
for Quadrupedal Robots
March, 2018
https://youtu.be/fJfAWiylpxw

Trajectory Optimization for WheeledLegged Quadrupedal Robots Driving in
Challenging Terrain
April, 2020
https://youtu.be/DlJGFhGS3HM
Trajectory Optimization for WheeledLegged Quadrupedal Robots using Linearized ZMP Constraints
March, 2019
https://youtu.be/I1aTCTc0J4U
Trajectory Optimization for Wheeled
Quadrupedal Robots Driving in Challenging Terrain
May, 2019
https://youtu.be/lELr4stekhQ
Roller Skating Robot ANYmal
February, 2018
https://youtu.be/M5oLLhPKC3k
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Robotic Challenges
An online collection of videos about our robotic challenges is available at:
https://www.markobjelonic.com/challenges
DARPA Subterranean Challenge - Team
CERBERUS - Urban Circuit - Beta Course
January, 2021
https://youtu.be/0-GbFrrWcL4
ANYmal at DARPA SubT STIX
May, 2019
https://youtu.be/6eB-2Rzojh4

Autonomous Exploration of Subterranean
Environments
March, 2019
https://youtu.be/g VZ4fEaiHk
ANYmal for Search and Rescue Missions
November, 2018
https://youtu.be/X6ScD93WH6U

ANYmal @ ERL Emergency Robotics 2017
October, 2017
https://youtu.be/qrJlMze xhQ

ETH Zurich @ ERL Emergency Robotics
2017
Steptember, 2017
https://youtu.be/6p7Zmlb5v00
ANYmal at ARGOS Finals – Highlights
April, 2017
https://youtu.be/2RQDp0Q2vSo
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List of Supervised Projects
This section provides a list of student projects that were supervised by the
author as part of the doctoral studies.
Doctorate Exchange
12 months full-time research project
• Medeiros, Vivian (2019-2020): “Dynamic Hybrid Locomotion for
Wheeled-Legged Robots in Challenging Terrain”
Master’s Theses
Six months full-time research project
• Vollenweider, Eric (2021): “Adversarial Motion Priors for WheeledLegged Robots”
• Unagar, Ajaykumar (2021): “Global path-planning in a Digital-Twin”
• Zehnder, Jon (2021): “Mobile Platform for Manipulation on Construction Sites”
• Cavaliere, Andrea (2021): “Offset Free MPC for Quadrupeds through
Disturbance Observers and MPC”
• Pajović, Vuk (2021): “Dynamic Motions for Wheeled-legged Robots using Sampling-Based Initializations of Trajectory Optimizations”
• Palomo, Nicholas (2020): “Reinforcement Learning for Wheeled-Legged
Robots”
• Galliard, Cla (2020): “Gait and Trajectory Optimization for WheeledLegged Robots”
• Harley, Oliver (2020): “Trajectory Optimization with Whole-body MPC
for Complex Hybrid Locomotion”
• Sankar, Prajish (2019): “Trajectory Optimization for Hybrid WalkingDriving Motions on Wheeled Quadrupedal Robots”
• Franklin, Perry (2018): “Fall Recovery for Quadrupedal Robots”
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• de Viragh, Yvain (2018): “Trajectory Optimization for Quadrupeds with
Actuated Wheels”
• Buchenan, Russel (2018): “Legged Robot Navigation in Confined 3D
Terrain”
• Giraldez, Gamez Francisco (2017): “Locomotion Control for WheeledLegged Robots”
• Miki, Takahiro (2017): “Elevation Mapping Improvements for Trajectory
Planning”
• Rytz, David (2017): “A Virtual Model Controller with Contact Force
Distribution for an Ultralight Legged Robot”
• Tiryaki, Mehmet Efe (2017):
Quadrupedal Robot”

“Skating with a Force Controlled

Semester Projects
Four months part-time research project
• Schmid, Robin (2021): “RACER”
• Fu, Jiawei (2021): “Learning-based Design Optimization for ANYmal”
• Zehnder, Jon (2020): “Novel Wheeled-Legged Robot Concepts”
• Gärtner, Magnus (2020): “Collision-Free MPC for Legged Robots in
Static and Dynamic Scenes”
• Grzegorz, Malczyk (2020):
Robots”

“Perceptive MPC for Wheeled-Legged

• Ni, Chao (2020): “Trajectory Optimization and MPC for Wheeledlegged Robots”
• Adzic, Andrej (2020): “Convex Terrain Representation”
• Mina, Alessio (2020): “Sequential Quadratic Programming”
• Hamza, Javed (2020): “Learning based Controller for Wheeled-Legged
Robots”
• Landolf, Dominic (2019): “Drifting with Wheeled-Legged Robots”
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• Sankar, Prajish (2019): “Trajectory Optimization for Hybrid WalkingDriving Motions on Wheeled Quadrupedal Robots”
• Kuecuektabak, Emek Baris (2018): “Executing Door Opening Tasks
with a Walking Manipulator”
• Lew, Thomas (2018): “Pose Optimization of a Walking and Driving
Quadruped”
• Aregger, Severin (2017): “Gravity Compensation for Wheeled-Legged
Robots”
• Erb, Jonas (2017):
Quadrupedal Robot”

“Learning Ground Contact Detection for a

• Mayrhofer, Dominic (2017): “Driving Locomotion Control for a
Wheeled-Legged Hexapedal Robot in Unstructured Terrain”
• Turconi, Andrea (2017): “Walking Locomotion Control for a WheeledLegged Hexapedal Robot in Unstructured Terrain”
Bachelor’s Theses
Four months part-time research project
• Frauenfelder, Robin (2019):
Wheeled-Legged Robots”

“Path Planning and Navigation for

• Asikainen, Elias (2019): “Whole-Body Control for Wheeled-Legged
Robots with a Manipulator”
• Kotsonis, Eleftherios (2018): “Depth Sensor Noise Modeling and Evaluation”
Studies on Mechatronics
Four months part-time literature review
• Frauenfelder, Robin (2019):
Wheeled-Legged Robots”

“Path Planning and Navigation for

• Asikainen, Elias (2019): “Whole-Body Control for Wheeled-Legged
Robots with a Manipulator”
• Kotsonis, Eleftherios (2017): “Depth Sensor Evaluation”
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Focus Project
Ten months product development project
• Boris, Stolz, Daniel, Erne, Daniel Erne, Jan Gasser, Tim Brödermann,
Luca Vandeventer, Eric Hayoz, Gokula Englberger, Tobi Löw, Lorin
Mühlebach, Stephan Müller, Dominique Scheuer, and Enea Castiello
(2017 - 2018): “ATHLAS – All Terrain Helicopter Landing System”
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