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The trouble with asking questions is you sometimes get answers
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Abstract

There is a widespread misconception to find our critical infrastructure at the
forefront of cyber security, using only the latest and most secure protocols. It is,
after all, aptly named critical. In reality, their protocols are often decades old
and the systems are vulnerable to malicious manipulation. Notable examples
from academic literature include water treatment plants, power plants & grids,
air traffic control and satellite communication. These vulnerabilities are not
only of theoretical nature, as news of hacked critical infrastructure surface
more regularly. Where does this mismatch of perception and reality come
from?

Industrial appliances are complex, usually built to order and, therefore,
come with a sizeable price tag attached. As a result, they are built to operate
for decades. In the aviation industry, in particular, standardisation has to take
into account the requirements of global air traffic authorities and the flight
safety certification processes drive costs even higher.

The threat environment has significantly changed in recent years. Protocols
and encryption algorithms — if encryption was even used — have become
obsolete and broken. This problem extends far beyond critical infrastructure
to the plethora of consumer electronic devices losing update support by the
minute.

In this thesis, we introduce a classification of wireless attacker capabilities
and common assumptions in order to provide an overview of complexity and
possible impact of an attacker. Based on this, we evaluate two attacker models
from the highest capability class i.e., the (extended) Dolev-Yao attacker. We
show how the assumption of a single location attacker is outdated and an active,
distributed and synchronised attacker is already feasible today. The second
attacker we demonstrate is the signal cancellation attacker using destructive
interference to remove the legitimate global positioning system signals from
the spectrum. The evolution in computing and wireless technology hints at the
possibility of such attacks in the future.



We use our insights from the first part of this thesis to introduce an ad-
vanced countermeasure to aircraft trajectory spoofing attacks based on a Dolev-
Yao attacker. We use passive radar techniques to verify the aircraft’s claim
and discuss how our solution inhibits the attacker, as they are only lacking
knowledge but are otherwise not technically limited at all. This attacker’s
knowledge inhibition also serves as the basis for our final contribution, where
we address the privacy problem of participatory sensing initiatives such as
FlightRadar24 or the OpenSky Network by presenting a privacy-preserving
multilateration algorithm. We implemented this algorithm in a secure multi-
party computation framework which allows the sensing nodes not having to
share their private data in the clear.
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Zusammenfassung

Kritische Infrastrukturen werden heutzutage fälschlicherweise an der Speer-
spitze der Cybersicherheit verortet, wo sie nur die neuesten und sichersten
Protokolle verwenden. Schliesslich sind sie, passenderweise benannt, kri-
tisch. Tatsächlich sind ihre Kommunikationsprotokolle häufig Jahrzehnte alt.
Nennenswerte Beispiele aus der wissenschaftlichen Literatur beinhalten Was-
serversorgungsanlagen, Stromerzeuger und -netze, Flugsicherheitssysteme
und Satellitenkommunikation. Die gefundenen Sicherheitsprobleme sind weit
mehr als theoretischer Natur, wie immer regelmässiger auftauchende Medien-
berichte über gehackte kritische Infrastrukturen aufzeigen. Doch woher kommt
diese Diskrepanz zwischen Erwartung und Realität?

Industrielle Anlagen sind höchst komplex, oft Individualanfertigungen und
dementsprechend teuer. Daraus resultiert, dass sie Jahrzehnte lang eingesetzt
werden. Spezifisch in der Flugzeugindustrie müssen die Standardisierungs-
behörden weltweit Flugsicherungsbehörden miteinbeziehen und die strikte
Zertifizierung von Hardwaremodulen für die Flugtauglichkeit heben den Preis
weiter an.

Weiter hat sich auch die Bedrohungslage laufend verändert und Protokolle
und Verschlüsselungsalgorithmen — wenn diese denn auch eingesetzt werden
— sind unterdessen obsolet oder geknackt worden. Diese Probleme gehen
weit über kritische Infrastrukturen hinaus und betreffen auch die Unmengen
von Elektronikgeräten die für den einfachen Kunden gedacht sind. Permanent
verliert eine riesige Zahl an Geräten ihre Aktualisierungsunterstützung und
werden dadurch angreifbar.

In dieser Doktorarbeit klassifizieren wir die verschiedenen Fähigkeiten
eines funkbasierten Angreifers und häufiger Annahmen. Daraus erarbeiten
wir eine Übersicht über die Komplexität und mögliche Auswirkungen der
verschiedenen Angreifer. Basierend auf dieser Übersicht evaluieren wir zwei
Angreifer der höchsten Fähigkeitsklasse, des (erweiterten) Dolev-Yao Angrei-
fers. Wir zeigen, dass die Annahme eines Angreifers, der nur einen einzelnen



Standort einnehmen kann, veraltet ist und ein aktiver, verteilter und synchro-
nisierter Angreifer heute bereits Realität ist. Der zweite Angreifer ist der
Signalauslöschungsangreifer. Er bemächtigt sich destruktiver Interferenz um
legitime Signale des globalen Navigationssatellitensystems aus dem Spektrum
auszulöschen. Die Entwicklungen der letzten Jahre in Computer- und Funk-
technologien lassen erahnen, dass solche Angriffe in Zukunft Realität werden
können.

Aus den Erkenntnissen des ersten Teils dieser Doktorarbeit präsentieren
wir eine fortgeschrittene Gegenmassnahme um gefälschte Flugzeugpositions-
nachrichten basierend auf dem Dolev-Yao Angreifer zu detektieren. Unser
System basiert auf Passivradaransätzen um die behaupteten Flugzeugpositio-
nen zu verifizieren. Wir diskutieren weiter wie unser System Angriffe hindert
und wie dem Angreifer, obwohl wir ihn technisch nicht einschränken, trotzdem
wichtiges Wissen fehlt, welches auch wir a priori nicht haben. Auf fehlendem
Wissen basiert auch unser finales Projekt. Wir nehmen uns dem Datenschutz-
problem von partizipatorischen Sensornetzwerken wie FlightRadar24 oder
dem Opensky Netzwerk an. Unser System basiert auf einer datenschutzfreund-
lichen Implementierung eines Multilaterationsalgorithmus. Dazu benutzen wir
eine Softwarebibliothek für sichere Mehrparteienberechnung, was uns erlaubt,
dass Sensoren ihre privaten Informationen nicht in Klartext teilen müssen.
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Chapter 1

Introduction

[...] modern computer technology is inherently democratizing.
Today’s NSA secrets become tomorrow’s PhD theses

and the next day’s hacker tools.
— Bruce Schneier

The phones we carry around today in our pockets boast far more processing
power than a desktop computer at the turn of the century. With the industry’s
latest push of ARM processors to the desktop and laptop market, all computing
platforms are converging on the inside and mainly differentiate themselves in
form factor and user interface. This technological advance not only provides
us with low-cost powerful computing hardware, such as the Raspberry Pi, but
also with affordable general purpose radio platforms such as software-defined
radios. SDRs allow us to receive and transmit arbitrary signals in arbitrary
frequency ranges, and therefore assessing the security of communication
systems on the physical layer. Hardware in the hundreds of thousands of
dollars range was required as a minimum at the turn of the millennium and
today we can spend a few hundred dollars to analyse and manipulate signals
from Bluetooth or WiFi all the way to satellite broadcasts (provided the
availability of appropriate antennae).

The availability of low-cost SDRs, in particular, shifted the complexity of
attacks on wireless communication systems considerably from nation-state
attackers down to even script kiddies, with various hacking tools readily
available to spoof aircraft location signals [1, 7, 8], global positioning system
(GPS) localisation signals [75] and many more. One notable example, that
needs to be named specifically in this context, is the Open Wireless Link



Introduction

project initiated by TU Darmstadt’s Secure Mobile Networking Lab [117].
They open-sourced the code of their reverse engineering work on Apple’s
wireless ecosystem, fostering projects in the area for the whole research and
hobbyist community.

Many critical infrastructure systems predate most of the aforementioned
advances and are, therefore, often vulnerable to attacks of low-key attackers.
Power producers such as (nuclear) power plants often use old SCADA hard-
ware, sometimes even connected to the Internet, making them a popular target
for rogue nations or terrorists. Electrical grids use unauthenticated global
navigation satellite system (GNSS) signals for time synchronisation which are
easily manipulated and could bring down the entire grid. Critical infrastruc-
ture providers, among many others, also utilise modern access control based
on radio frequency identification cards to prevent malicious access to their
perimeter. The long intended usage intervals of these systems might render
once state-of-the-art cryptographic primitives insecure over the duration of a
decade as was shown previously on the example of MIFARE Classic [27, 73].

Other systems’ hardware could not be upgraded even if the operator wanted
to – satellites. With the high launch costs and long operation time (especially
in the geostationary orbit), their technology gets dated each day the satellite
is in operation. Inmarsat’s third generation of satellites was in operation
for 20+ years before being replaced by the fourth generation satellites in
2018. Additionally, some satellites "misuse" their existing protocols to provide
additional services as a software update. An example of which are DVB-S
television satellites offering Internet access to both private users and critical
infrastructure. Privacy violations in satellite Internet communications are
still a problem today with examples including wind farms [78] and maritime
communication systems [79], as our analysis in auxiliary work has shown.
Users are put at risk by outdated and insecure protocols. All these factors,
in addition to low-cost receivers available to malicious third parties, lead to
security and privacy issues with many of its end-users lacking awareness.

A specific breed of satellite communication destined to staying insecure
for the foreseeable future is the GNSS. With an uncountable number of de-
vices enabled to self localise based on these unauthenticated signals, changes
breaking backwards compatibility can only be implemented alongside the
insecure signals and phasing out would take decades. The insecurity of GPS
is an undisputed fact and relevant projects in anti-spoofing predate the turn
of the millennium and originate in the military domain [127, 131]. The first
public demonstrations of GPS replay [76, 77] and spoofing [48] attacks were
published in 2008. Fuelled by the technical advances, many GPS security
works followed suit. From evaluations of the electrical grid’s usage of GPS for
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time synchronisation [48, 54, 106, 136], to requirements of successful spoofing
attacks [122], to various spoofing detection approaches [52, 74, 84], GPS has a
popular research subject in security circles.

But there are also other sectors where procedural requirements hinder
fast technical advances such as in aviation. Today’s aviation communication
protocols lag behind multiple decades due to standardisation, certification and
the associated high costs. The Automatic Dependent Surveillance – Broadcast
(ADS-B), the most prominent protocol which is also used by platforms such
as FlightRadar24 to show aircraft around the world, is mandated for general
aviation in Europe and North America since 2020. It was originally standard-
ised in 1998 and is based on a physical layer protocol standardised in 1992.
The strict adherence to these standards and the associated certifications of
avionics hardware drive costs to a multiple of the basic hardware cost and
once deployed, hardware is only replaced in the wake of physical failure or
legislation requiring to update.

In wake of the disappearance of Malaysia Airlines flight 370, discussions
arose about air traffic monitoring outside the line of sight of ground receivers.
There were services providing location information over satellite at the time,
but they were not widely deployed. When they were deployed, they were not
used by air traffic control authorities but by individual airlines for operational
reasons and were billed by the communication provider by the amount of
data transferred. As a result of the still unrecovered fuselage of flight 370
and the mandate of ADS-B, newly deployed Iridium satellites include ADS-B
receivers to give global coverage of air traffic. Their promise of added security
has been negated by our investigations, as the unencrypted and unauthenticated
protocol is still the same as in terrestrial operations and an attacker could still
inject fake aircraft position reports [113].

However, the problems discussed herein are not unique to critical infras-
tructure systems and extend well into the consumer electronics realm. When
WEP encryption of Wi-Fi networks was known to be broken [37,116,120,121],
the transition to WPA2 came about very slowly because of missing updates or
users without the capability or ability to update their wireless access points.
Even when a wireless access point provides up to date encryption, if the de-
fault password is derivable from any publicly known data, such as the MAC
address of the wireless interface, it leaves a huge security hole as end-users
will most likely not change these settings. With hundreds of thousands of
Internet-of-things devices deployed in private homes, from consumer surveil-
lance cameras, smart door locks, room sensors, connected lighting and many
more often are already dated by the time they hit the shelves. Affordable

3
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smartphones can also be associated with this category, as these only rarely
received updates a year after their release.

One key ingredient all projects in security research have in common is the
reliance on an attacker model. It is the cornerstone of all security evaluations
and it is often difficult finding the right equilibrium between attacker strength,
usability and project success. The main difficulty also lies in the fact that
the attacker model is only rarely objectively or mathematically quantifiable
as opposed to experimental data itself. Obviously, this example concerns
a subset of a very small group of the population (i.e., researchers) but the
ramifications of shifting threat environments and advances in computing and
communications have a potential impact on each and everyone in our modern,
computerised and constantly connected world.

The point we want to make with this thesis is that both system designers
and researchers not only need to anticipate what kinds of attacks are feasible
today but also what lies on the horizon. There are a plethora of legacy systems
used on a daily basis today that can be attacked with a few hundreds of
dollars of equipment and source code or documentation freely available on the
Internet.

1.1 Problem Statement
With the proliferation of low-cost electronics and open-source software, we can
expect to see more and more disruptions in any insecure service, of which air
traffic communication is made of. Due to the unique regulatory and financial
framework which makes up aviation, and other critical infrastructure sectors,
relief in terms of more secure protocols is still years away. The cycle of
standardisation, implementation, certification and legislation takes at least a
decade and leaves legacy protocols vulnerable in the meantime. In critical
infrastructure, in general, and aviation, in particular, an attacker can cause loss
of live making the current state of these systems unacceptable.

We, therefore, ask the question of how difficult is it for an attacker to
launch advanced attacks today. Are distributed and synchronised attacks or a
Dolev-Yao attacker in today’s wireless environment a real threat? As described
previously, the capabilities for such attacker models have shifted significantly
since the turn of the millennium and today’s low-resource attackers may have
the capabilities of nation states from twenty years ago. What is the impact of
this shift?

From the insights we gained investigating modern attacker models, the
second question surfaced: How can we secure current protocols with no
changes to the standards or deployed hardware using only low-cost hardware?

4



1.2 Thesis Contributions

With the first point, we ensure the solution is deployable immediately in critical
infrastructures while the low-cost argument allows worldwide deployment on
the large scale.

1.2 Thesis Contributions
This thesis advances the field of (wireless) security in the following ways:

• In Chapter 2, we provide a systematisation of knowledge overview
of adversaries and countermeasures in wireless communication. We
classify the adversaries by capabilities, discuss their potential impact
and discuss common approaches to detect ongoing attacks.

• In Chapter 3, we propose two different advanced attacker models and
evaluate their feasibility against wireless localisation systems. We show
how today’s commercial off-the-shelf (COTS) SDR platforms can be
synchronised very accurately and the distributed spoofing attacker can
create receive timestamp patterns indiscernible from a legitimate trans-
mitter at the spoofed location. With the signal cancellation attacker, we
show how an attacker can craft signals themselves that interact destruc-
tively on the physical layer, making the legitimate signals disappear
from the spectrum without the telltale signs of classical jamming.

• Based on our insights from Chapter 3, we propose a strong anti-spoofing
system for ADS-B based on passive radar (PR) processing and built on
low-cost hardware in Chapter 4. We discuss how the strongest Dolev-
Yao style attacker [30, 96] is still lacking knowledge even if they know
all relevant locations and even with perfect knowledge, they would be
confined in space where they could deploy their attacks.

• Finally, in Chapter 5, a privacy-preserving multilateration system based
on secure multi-party computation (MPC) is introduced. We evaluate
the performance and conclude the network being the largest factor on
the processing time even with low-cost computing platforms, such as
the Raspberry Pi. This work is a possible enabler to detect spoofing
attacks while keeping sensors exact locations private.

• In general and similarly to very recent works [64, 110], it is our strong
conviction to bring the issue of security versus usability more to mind
and inspire researchers to consider stronger attacker models in their
evaluations, so future communication systems can be designed to be
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more resilient and last longer in the ever-changing threat environment
of the future.

At the end of each chapter, we discuss its contributions more in dept and
show how our work compares to the state of the art.

1.3 Publications
In the course of my doctoral studies, I co-authored a total of 12 articles in the
area of security and privacy in the wireless domain. This thesis consists in
parts of the following three articles:

• Daniel Moser, Vincent Lenders, and Srdjan Capkun. “Digital Signal
Cancellation Attacks – an Experimental Evaluation.” In ACM Confer-
ence on Security and Privacy in Wireless and Mobile Networks (WiSec),
2019

• Daniel Moser, Giorgio Tresoldi, Christof Schüpbach, and Vincent
Lenders. “Design and Evaluation of a Low-Cost Passive Radar Receiver
Based on IoT Hardware.” In 2019 IEEE Radar Conference (Radar-
Conf19), 2019

• Daniel Moser, Patrick Leu, Vincent Lenders, Aanjhan Ranganathan,
Fabio Ricciato, and Srdjan Capkun. “Investigation of Multi-device
Location Spoofing Attacks on Air Traffic Control and Possible Counter-
measures.” In ACM Conference on Mobile Computing and Networking
(MOBICOM), 2016

The following list gives an overview of articles which did not directly
make it into this thesis, but overall provide insights in different security and
privacy aspects of avionics and satellite systems or wireless security in general.

• Joshua Smailes, Daniel Moser, Matthew Smith, Martin Strohmeier,
Vincent Lenders, and Ivan Martinovic. "You talkin’ to me? Exploring
Practical Attacks on Controller Pilot Data Link Communications." 7th
ACM Cyber-Physical System Security Workshop (CPSS 2021)

• James Pavur, Daniel Moser, Martin Stohmeier, Vincent Lenders, and
Ivan Martinovic. “A Tale of Sea and Sky: On the Security of Maritime
Vsat Communications.” In 2020 IEEE Symposium on Security and
Privacy (S&P), 2020
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• James Pavur, Daniel Moser, Vincent Lenders, and Ivan Martinovic. “Se-
crets in the Sky: On the State of Satellite Broadband from Infrastructure
and Privacy Perspectives.” In ACM Conference on Security and Privacy
in Wireless and Mobile Networks (WiSec), 2019

• Martin Strohmeier, Daniel Moser, Matthias Schafer, Vincent Lenders,
and Ivan Martinovic. “On the Applicability of Satellite-Based Air
Traffic Control Communication for Security.” In IEEE Communications
Magazine 57, 2019

• Matthew Smith, Daniel Moser, Martin Strohmeier, Vincent Lenders, and
Ivan Martinovic. “Undermining Privacy in the Aircraft Communications
Addressing and Reporting System (ACARS).” In Privacy Enhancing
Technologies Symposium (PETS), 2018

• Kai Jansen, Matthias Schäfer, Daniel Moser, Vincent Lenders, Christina
Pöpper, and Jens Schmitt. “Crowd-GPS-Sec: Leveraging Crowdsourc-
ing to Detect and Localize GPS Spoofing Attacks.” In IEEE Symposium
on Security and Privacy (S&P), 2018

• Martin Strohmeier, Matthew Smith, Daniel Moser, Matthias Schäfer,
Vincent Lenders, and Ivan Martinovic. “Utilizing Air Traffic Communi-
cations for OSINT on State and Government Aircraft.” In NATO CCD
COE 10th International Conference on Cyber Conflict (CyCon), 2018

• Roman Trüb, Daniel Moser, Matthias Schäfer, Rui Pinheiro, and Vincent
Lenders. “Monitoring Meteorological Parameters with Crowdsourced
Air Traffic Control Data.” In ACM/IEEE International Conference on
Information Processing in Sensor Networks (IPSN), 2018

• Matthew Smith, Daniel Moser, Martin Strohmeier, Vincent Lenders,
and Ivan Martinovic. “Economy Class Crypto: Exploring Weak Ci-
pher Usage in Avionic Communications via ACARS.” In Financial
Cryptography and Data Security (FC), 2017

1.4 Thesis Organisation
The rest of this thesis is organised into four main chapters. First, in Chapter 2,
we provide an overview of different attack classes and discuss their complexity
and potential impact. We will detail the key points which identify the different
attacker models and weight them against one another. Further, we classify
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different countermeasures for physical layer security and give an overview of
current work therein.

In Chapter 3, we introduce two novel attacker models, namely the multi-
device attacker and the signal cancellation attacker, both challenging common
assumptions, i.e., the attacker cannot occupy different locations in space at
once while being completely synchronised and the attacker cannot destruc-
tively influence the signals in real-time over the air. For both adversaries we
perform experiments to assess the difficulty of launching an attack and show
which parameters their success depends on.

Later, we propose an advanced countermeasure in Chapter 4 based on
signals of opportunity to verify aircraft’s trajectory claims. We develop a veri-
fication system based on PR processing and perform real-world measurements
of several hours in the vicinity of an airport. We inject false trajectories into
the ground truth data to test our verification system.

Finally, we propose a privacy-preserving multilateration system in Chap-
ter 5. It is intended to provide transmitter localisation for crowdsourced sensor
networks where the nodes do not trust others with their private data such as
deployment location or exact time-of-arrival (ToA) measurements. We evalu-
ate the performance of our MPC implementation of time-difference-of-arrival
multilateration for various parameters and show how our solution is both
light-weight and private. Our solution could serve as the basis for a future
anti-spoofing system, which could counteract a multi-device spoofer, as the
sensor locations remain private.

Chapter 6, concludes this thesis, providing a summary of its content and a
short outlook on possible future directions of our research.
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Chapter 2

State of the Art

This chapter consolidates the state of the art of attacker models and counter-
measures in the field of wireless communication systems. It intends to provide
the reader with a work of reference for future security publications to pick a
realistic attacker model and not fall for common assumptions weakening their
work.

2.1 Attacks on Wireless Communication Systems
Attacker models evolve from new ideas, publications and technological ad-
vances. Where historically only nation-state attackers were able to perform
certain attacks due to high financial or capacity costs, today’s attackers have at
their disposal a plethora of powerful low-cost computing and communication
platforms further boosted by a seemingly endless availability of open-source
hacking tools. While there are many different ways to categorise the different
kinds of threats, e.g., active vs. passive or nation-state vs. script kiddies, we
concentrate our analysis on the technical capabilities of the attacker. These
capabilities indicate a lower layer and can either be fluent between different
attacker categories or even shift over time from more resourceful attacker
categories down to script kiddies.

For the rest of this section, we will discuss the different attacker capabili-
ties in ascending order of both difficulty and potential impact (visualised in
Figure 2.1). We argue that the relationship between attack complexity and
potential impact is not linear but rather "logarithmic", meaning that a more
complex attacker has not necessarily that much a higher impact. And, most
importantly, the classifications are not static: The attack complexity generally
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Figure 2.1: Different attacker categories classified by complexity versus
potential impact of the attacker.

decreases with time, either for a single category of attackers or all simultane-
ously, e.g., the spoofer would reside much closer to the physical properties
manipulation attacker ten years ago. Low-cost SDR platforms removed much
of the complexity to spoof arbitrary signals nowadays. They are, however,
still unable to precisely reproduce or manipulate a signal with regards to its
physical properties, and, therefore, the physical properties manipulation and
Dolev-Yao attackers still exhibit high complexity to pull off.

2.1.1 Passive Eavesdropper
The most basic of capabilities – and also the enabler of most more advanced
capabilities – is the passive eavesdropper. Such an attacker has the means
to intercept communication on a physical medium and inspect its contents.
Eavesdropping either occurs directly on the communication medium itself (i.e.,
the cable or wireless channel) or a network infrastructure could be configured
to split or re-route the packets to the attacker’s device.

While such an attacker was quite powerful on any network, the introduc-
tion of encryption for individual network links and the general proliferation
of encrypted communication through HTTPS took much of the impact away
from this type of attacker. However, unencrypted communication links still
exist today, such as in satellite Internet [78] or bugs in cryptographic pro-
tocols are found regularly, such as weak ciphers in GSM [72] or SSL [67].
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Others make use of self implemented cryptographic protocols dating back to
roman ages [109]. As already mentioned in the introduction, legacy proto-
cols are often hard to phase out quickly, as they might be installed in legacy
infrastructures built to last decades.

But even if proper encryption is employed, a passive eavesdropper can still
gain intelligence on communication and fingerprint devices or applications
communicating, due to metadata or properties such as packet rate or size [119].

2.1.2 Jammer

additive

destructive

static adaptive
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Figure 2.2: Visualisation of jamming attacker capabilities.

The jamming attacker uses transmitting capabilities, usually on the wire-
less channel, to inhibit one or more parties from communicating with each
other. Jamming attacks come in a wide variety of forms and can usually be
categorised along two axes as illustrated in Figure 2.2.

The vertical axis describes the interaction of the jammer’s signals with
the legitimate communication. In an additive scheme, the adversary’s signals
add up and the goal is to reduce the legitimate signal’s signal-to-noise ratio
to a point where no communication is possible anymore for the legitimate
parties. In the destructive scheme, the adversary’s signal arrive at the legitimate
receiver’s antenna as a copy of the legitimate signal but with a phase shift of
180° to effectively cancel out the signal. In reality, a destructive jamming
attack is highly unlikely to succeed due to a variety of factors such as pre-
dictability of the signals’ contents, phase or timing, to name a few. Therefore,
one expects most attacks today to occur on the additive side. More details on
the destructive jammer can be found in Chapter 3.

The horizontal axis describes the dimension of the jamming strategy rang-
ing from classical static jammer that continuously transmits its signals with

11



State of the Art

constant power on a single frequency bandwidth to adaptive jammers monitor-
ing the spectrum and adaptively introduce noise on specific frequencies to not
waste continuous power.

Finally, there are also the different kinds of signals a jamming attacker
transmits to hinder legitimate communication. Basic attacks use additive
white Gaussian noise to overshadow other signals in the targeted spectrum
while more advanced attacks make use of modulated signals. These jamming
attacks do not necessarily lower the SNR at the receiver but jam the subsequent
components of the receiver chain, such as frame detection.

2.1.3 Replay Attack
The replay attacker uses its eavesdropping capabilities to record transmitted
signals in either raw form or on a higher protocol layer and retransmits them
without modification. The attacker is either not able to demodulate the protocol
(in the case of raw signal recording) or the upper protocol layers are unknown
and they are not able to craft meaningful protocol packets. The demodulation
is what usually sets apart the replay attacker from the spoofing attacker, as
the demodulation capability infers knowledge about the modulation and low
communication layers (i.e., channel coding, error correction) and, therefore,
would enable the attacker to craft arbitrary packets and modulate them onto a
channel.

Karlof et al. [57] claimed the problem of the replay attacker being already
solved at the turn of the century due to the usage of sequence numbers in
wireless sensor network communication. While this holds true for the node’s
communication, an attacker could replay signals the wireless sensor network
receives as part of its sensing data.

Papadimitratos et al. were the first to quantify the vulnerability of GNSS
systems against a replay attacker [76, 77]. They discuss both a record-replay
and a demodulate-replay attacker. The latter incurring a fixed minimum time
delay because the preamble of the navigation message needs to be decoded
before the attacker can determine the start of the message. Without demodula-
tion, the attacker can either relay the signals to another position and “move”
the victim to the attacker’s receiver location. The demodulation, apart from
incurring the delay for the preamble finding, yields the advantage that the
attacker can delay each satellite signal individually and therefore the victim’s
location fix can be altered.

2.1.4 Spoofing / Packet Injection
The spoofing or packet injection attacker gained a lot of traction in the last
decade. Where previously an attacker needed specific hardware to transmit a
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packet for a specific communication protocol (i.e., a WiFi adapter allowing
frame injection), software-defined radios have levelled the playing field for
researchers and malicious parties alike. With SDRs, we remove all limitations
by proprietary communication chips, with the drawback of possibly having to
implement the whole protocol stack ourselves. But we can now not only craft
packets and frames that adhere to a specific standard, but it allows us to craft
any number of arbitrary waveforms. We are now able to reverse engineer and
inject protocol packets but also find bugs in the RF chain or the lower-layer
protocol implementations through the transmission of malformed packets.

Tippenhauer et al. concerned themselves with various aspects of spoofing
attacks on wireless localisation schemes. In the case of WiFi localisation [123],
they have shown how it is possible to spoof an arbitrary access point’s an-
nouncement beacon and a victim’s device will self-localise to the location the
original access point is located. Further, they have shown how it is possible to
poison such a system’s database by setting up a new access point, unknown to
the localisation backend, to which the victim device was connected to provide
Internet access. In parallel, they spoofed access points that were a kilometer
away. As a result, the system registered the new access point at the false
location. In later work [122], they evaluated the requirements for successful
GPS spoofing attacks. Their evaluation showed the constraints added to the
attacker’s position when using multiple connected GPS receivers against a
single antenna attacker. Further, they evaluated how a locked GPS receiver
could be taken over by an attacker and the influence of signal strength, victim
location and time offset of the spoofed signals on takeover success. Their
results indicate that a relative power advantage of only 2 dB is necessary to
successfully and reproducibly take over the victim’s location.

The first practical GPS spoofing attack was published by Humphreys
et al. [48]. They designed and built an embedded GPS spoofer built from
SDRs and a dedicated digital signal processor. The uniqueness of their design
lies therein that their spoofer first locks to the legitimate signal and re-creates
a spoofing signal that is synchronised to the legitimate signal. It is then able
to increase the spoofed signal’s gain, at which point the victim’s receiver will
start to track the spoofed signal. The attacker can then manipulate the signal
to move the victim’s self-localised location anywhere they want. In later work,
Shepard used an updated version of the same device to show how electrical
power grid phasors are vulnerable to GPS spoofing attacks [106]. Manipulated
timing information could derange a grid’s stability as accurate information
about power flows is crucial for its safe operations.

Another advanced GPS attack has been introduced by Zeng et al. against
turn-by-turn navigation [138]. Their attacker not only spoofs GPS signals
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but tries to steer a victim to an unintended location without them noticing.
The scenario is an unfamiliar driver visiting a city and following the car’s
turn-by-turn navigation system to a specified location. The attacker calculates
possible paths that match the navigation system’s route indications and crafts
the spoofed GPS signals accordingly. During the take-over phase, the attacker
might move the victim slightly ahead or behind on its location so they take the
turn too early or late.

While we typically advocate for software-defined radios in this thesis, they
are not the only big enabler of research on the physical layer. Other novel
devices such as the Ubertooth or affordable and readily available evaluation
kits for protocols such as ZIGBEE or Bluetooth, also largely contribute to the
field of physical layer security research. A specifically innovative solution was
presented by Schultz [99]. He presented how firmware manipulation of Wifi
chips can turn them into an SDR, allowing the transmission of arbitrary wave-
forms, alas on two very small frequency bands. Antonioli et al. [12] presented
in their work how a Bluetooth evaluation module, originally intended for
system designers, can be used to take over Bluetooth Low Energy connections,
spoof the identity of other devices and even allows to be programmed as a
man-in-the-middle attack device.

2.1.5 Manipulation of Physical Signal Properties
Not all capabilities for this attacker are harder to attain than the previous
attacker category. There are physical signal properties that are easily manip-
ulated. An example of those is the signal strength using either directional
antennae or blocking the signal towards a receiver. Although more advanced
attacks using beamforming to fool a localisation system are not trivial [128],
there are much stronger attacks possible in this category.

A typical example is transmitter identification using physical layer prop-
erties, such as the signal’s transient or modulation peculiarities (i.e., skewed
phase constellation, bit errors or excessive noise). Most transmitters introduce
unique features in their signals due to the analogue circuits in their RF front
ends. While these small signal variations have no impact on the robustness
of the reception, they allow identifying the transmitter. We have shown how
transmitters with sequential serial numbers exhibit very similar physical layer
features while others were clearly dissimilar [70]. Concerning the feature used
by the identifier, a low-cost SDR platform could suffice for carrier frequency
offset based systems while phase or transient noise can only accurately be
impersonated by expensive arbitrary waveform generators [25]. Danev et al.
provide a very in-depth overview of physical-layer fingerprinting and possible
attacks [26].
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2.1.6 Dolev-Yao (Extended) Style Wireless Attacker
The Dolev-Yao attacker model was introduced by its namesakes in the domain
of cryptographic protocol security research. In general, the Dolev-Yao attacker
can overhear and inject any message on the communication medium to try
and break a protocol [30]. In their original work, Dolev and Yao have not
considered many aspects which are projected nowadays on this attacker model,
also because their focus was the formal verification of cryptographic protocols.
Today, however, it is being applied to both formal and informal works. Where
in informal works, it serves as a synonym for an omnipotent attacker or
strongest possible attacker due to the wide proliferation of its name.

While, from today’s standpoint, primitive digital wireless communication
systems existed when Dolev and Yao published their work in 1983, the extent
of ubiquitous wireless protocols in use today was not imaginable yet. With
more and more interconnected systems, several works aimed at extending the
Dolev-Yao attacker to the new reality. Schaller et al. [96] provide a formal
model which introduces physical limitations to the attacker’s agents in the
network. The attacker is still able to overhear, modify or inject arbitrary mes-
sages into the network, but they are governed by basic physical laws. They
can neither observe a message at transmission time nor can they overhear
a message that is being transmitted outside their line of sight. The authors
incorporate more than plain radio frequency links and further consider com-
munication through ultrasonic protocols, which travel much slower than radio
signals. Later, Rocchetto et al. [85] presented an extension of the Dolev-Yao
attacker model by incorporating not only classical, network-based commu-
nication channels but also possible side-channels in cyber-physical systems,
incorporating sensors and actuators e.g., in water treatment plants. In such
systems, two networked devices could also interact through valves and pumps
as transmitters and sensors as receivers of physical entities such as water in
this case.

Due to their very high capabilities, the Dolev-Yao attacker might be dis-
missed as unrealistic and a less capable attacker model is assumed [84]. There
is little research in evaluating the real-world effect and feasibility of the Dolev-
Yao attacker in the wireless domain. Pöpper et al. [81] investigated the effect
of a strong attacker trying to modify ongoing transmissions by flipping bits
in a modulated quadrature phase shift keying (QPSK) constellation or fully
cancelling the signal so the receiver is not aware of an ongoing transmission.
They performed a laboratory experiment cancelling an ongoing transmission
to a spectrum signal analyser through two directly linked, directional antennae,
one directed at the signal’s source and one at the antenna of the signal analyser.
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Through the added signal path, the relayed signals arrived at the victim’s
antenna with a phase shift of π, resulting in a signal that was attenuated below
the noise floor. For the signal flipping, they simulated the attacker’s signal by
mixing its interference with the digitised signal after reception.

Its origin in formal verification, its seemingly almighty capabilities and
sparse publications on the Dolev-Yao attacker’s capabilities in the wireless
domain still seem deterring to many researchers in wireless security. We aim
to change this with our work and hope to inspire more researchers to make the
Dolev-Yao attacker more tangible.

2.1.7 Auxiliary Parameters and Common Assumptions
While it is usually self-explanatory that e.g., the jamming attacker transmits
with high enough power to overshadow the victim’s signals, these auxiliary
parameters become less clear with higher capability attackers. An SDR can
produce arbitrary waveforms but is limited by transmission power and fre-
quency band. Defining an attacker model, such parameters need to be taken
into account. Usually, the frequency band will not be the problem, as there are
many different SDR platforms offering different frequency ranges. Also the
low power output is easily mitigated through amplifiers easily available on the
Internet. The frequency bandwidth, on the other hand, can become an issue, as
systems such as ultra-wideband localisation systems [19] use bandwidths far
outside the capabilities of today’s SDRs (usually more than 500 MHz versus
much less than 100 MHz).

But there are still further factors to be considered. A targeted attack on
a single receiver, such as commonly seen in GPS work, requires much less
energy and complexity compared to a large scale spoofing attack, where e.g.,
all aircraft in sight are injected with false traffic data. Further, matching
antennae can also be difficult to find for specific attack scenarios: an attacker
trying to spoof user signals to a satellite can be achieved with standard satellite
dishes and a transmitter salvaged from a satellite Internet setup. The command
and control channels of these satellites are usually located in bands that have
less optimal performance in the atmosphere, but can be mitigated with large
satellite dishes plus 10 m in diameter and are therefore reserved to nation-
state attackers. But also geographic circumstances need to be considered, as
shadowing and multipath have considerable impact on communication systems
and the attacker’s signals.

Often not only the generic capabilities but also the auxiliary parameters
and technical specifics of the attacker are defined too narrowly and leave a
hole in the security evaluation.
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There are few works concerning themselves with the shortcoming of cur-
rent attacker models. Among the few, Steinmetzer et al. [110] have challenged
the single antenna mantra often used in secret key exchange works. They inves-
tigated previous work, called iJam [41], using friendly jamming thwarting an
eavesdropper to overhear the exchange. However, in the original publication,
the attacker was restricted to a single antenna. Steinmetzer et al. have shown
the attacker gaining a huge advantage with each additional antenna. Driving
the secrecy capacity of the channel towards zero and the jamming detection
towards one. While mentioned by Steinmetzer, but not evaluated, the attacker
could also distribute its antennas over larger distances. In our work [70] (and
Chapter 3), we have shown such a distributed attacker using synchronised
transmitters can also be used to spoof synchronised signals against a multilater-
ation system, therefore, moving up quite a few attack classes and substantially
increase the potential impact (according to our classification in Figure 2.1).
Even at the time of writing this thesis, 5 years after our multi-device attack was
published, an academic consensus about its validity has not yet been reached,
as exemplified by Liu et al. [61] who claim the synchronisation effort as too
high for a multi-device attacker. This fact substantiates our initial statement
that attacker models are rarely objectively or mathematically quantifiable.

Ranganathan et al. [84] explicitly dismissed a signal cancellation attacker
in their work on GNSS spoofing detection. Their approach assumes a very
powerful attacker synchronising and taking over GNSS broadcasts at a receiver.
Their solution, however, relies on some trace of the legitimate signal (either the
direct signal or multi-path propagations) being present at the victim’s receiver.
While we have shown the signal cancellation attacker can work in a laboratory
setting against GNSS signals, this attacker is as of today not yet a realistic
threat in the wild.

2.2 Countermeasures
With the ascent of low-cost electronics, more powerful processors and frame-
works such as GNU-Radio [4], countermeasures also advanced significantly
over the last decade. In general, countermeasures can be classified into two
main groups, i.e., attack detection or attack mitigation. While some approaches
enclose both groups in a high-level view, on the lower levels, they usually can
be split up again in these two categories. Both approaches have their own
tradeoffs and it often makes sense to focus on a single approach and ignore
the other.
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Table 2.1: Comparison of different countermeasure classes.

Detection Mitigation

Signal Properties 4 4

Signals of Opportunity 4 7

Mobility 4 (4)

2.2.1 Attack Detection
Attack detection can coarsely be split up into three groups, those who identify
an attack based on the received signal and its physical properties, those who
make use of signals of opportunity from other communication systems and
finally those who use mobility as a detection factor. We argue that all three
classes allow detection, however, only physical signal properties provides
reliable means for attack mitigation, which is also shown in our overview in
Table 2.1.

SPREE, presented by Ranganathan et al. [84], uses signal properties to
determine if a GNSS spoofing attack is occurring. While commercial GNSS
receivers only focus on the strongest signal from any given satellite and discard
any additional signals as multi-path, SPREE decodes all of those signals and
tries to find discrepancies uncommon in regular multi-path reflections. An
attacker is at most able to introduce a location error of 1km before being
detected.

A typically employed signal property is the arrival time at one or multiple
receivers. Monteiro et al. [68] propose a time-difference of arrival (TDoA)
based location verification system for ADS-B and present a genetic algorithm
to optimise receiver placement for optimal localisation. Their approach allows
both the localisation of a single-device attacker or an aircraft transmitting false
location reports. However, a distributed multi-device attacker can falsify the
TDoA pattern to match up fake position reports with the corresponding signal
arrival time (as we demonstrate in Chapter 3). The authors conclude that this
solution will increase deployment costs, but affordable receivers such as the
Radarcape [5] or Air!Squitter [2] allow high precision nanosecond resolution
timestamps for well below 1,000 dollars.

Variations in the electronic components and the manufacturing process
of electronic devices will lead to different low-level behaviour of the radio
front-end and ultimately in slight variations in the transmitted signal. Danev
et al. [26] provide an overview of different transmitter identification possibili-
ties on the physical layer. This effect can be exploited to distinguish received
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signals originating from a single transmitter or multiple synchronised trans-
mitters as we have shown [70]. However, an attacker could either buy more
expensive equipment, which is not only less prone to these variations, but
could also replay physical layer features of spoofed devices, or, the attacker
could overstock on lower-cost hardware and select the ones exhibiting similar
physical layer behaviour.

Another possibility for attack detection is leveraging what is known as
signals of opportunity in the PR community. The term signals of opportunity
denotes any radio signal sent by a third party, such as radio and television
broadcasts, and allow specialised radar systems to produce a radar image
without transmitting any signals themselves. We make use of PR approaches
and signals of opportunity in our advanced countermeasure to verify aircraft’s
location claims in Chapter 4. Oligeri et al. [74] leverage the Iridium satellite
communication system as signals of opportunity to verify location fixes ob-
tained from a GNSS receiver. While it is theoretically possible to also spoof
the Iridium signals, the bar for the attacker has been raised, due to the added
complexity and the difficulty to overshadow Iridium satellites’ signals as they
arrive at the receiver with a much higher signal strength compared to the GNSS
signals. A receiver therefore might still receive legitimate Iridium signals even
during a spoofing attack. Such as Oligeri et al. used Iridium as signal of
opportunity, we made use of aircraft’s position and velocity reports with a
participatory sensor network multilaterating these reports and cross-checking
the detected location with the reported location [52]. The presented system can
not only detect ongoing GNSS spoofing attacks but also pinpoint the attacker’s
location within a time window of 15 minutes.

Finally, there are detection measures that use mobility in one form or
another. Schäfer et al. focussed on this type of attack detection [90–92]
in the last five years. In their first work, they use the inter-arrival time of
location claims and their difference in propagation time, due to the movement
of the aircraft, to verify the aircraft’s track [90]. With three verifiers and 25
messages from the same aircraft, they achieve false-positive rates of 1.4 % and
false-negative rates of 1.2 %. This solution does, however, suffer from two
drawbacks: first, it is only secure against a single location, single transmitter
attacker and second, it requires aircraft to include timestamps in their reports.
While such messages are included in the standard, it is rarely ever used (if at
all). In their later work [91], they built a spoofing detection system specifically
geared towards the multi-device attacker. While the Dolev-Yao attacker can
craft perfect signals in theory, in practice most transmitters will not behave
perfectly. While we have shown that TDoA is vulnerable to the multi-device
attacker (see Chapter 3), Schäfer et al. found the radios introducing frequency
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errors [91]. Their frequency-difference of arrival (FDoA) scheme was able
to detect the multi-device spoofing attacker with error rates well below 1 %.
Finally, they turn the problem around and use the moving aircraft as verifiers
against an attacker spoofing static navigation beacons [92]. With only two
verifiers and four messages (or three verifiers and three messages), they detect
100 % of the spoofed beacons.

Mobility on the small scale has been proposed for GPS spoofing detection.
Psiaki et al. [83] propose oscillating the antenna along a single horizontal axis.
In the case of a single-device attacker, all satellites will exhibit the same carrier
phase oscillation pattern while for real-world signals, arriving at different
angles at the antenna will oscillate with the same frequency but different initial
phases. This idea was picked up by Liu et al. [61], and extended to a horizontal
rotation of the receiver. They implemented a working prototype on low-cost
hardware and used a software GPS receiver to process the incoming signals.

In addition to mobile nodes, Čapkun et al. [20] suggest hidden nodes,
rendering even the strongest technical attacker’s capabilities moot. While
hidden nodes raise the bar for the attacker, through social engineering, system-
or protocol-level vulnerabilities, these locations could still be disclosed to
the attacker. In Chapter 5, we also consider nodes with private location, but
we design system interactions to provide the highest means of protection
to the private information through the use of anonymous communication
protocols and MPC. A hijacked node could therefore only disclose its own
private information but none about any other, non-hijacked node. An attacker,
even with multiple, synchronised transmitters, could not intentionally craft
signals where the reception timestamps at the sensors consistently match up
with the location information contained in the message, except for their own
transmitters’ location.

2.2.2 Attack Mitigation
Once an attack is detected, the secure operation of the system needs to be
reached. On the physical layer, a common approach is the rejection of ma-
licious signals in favour of legitimate network participants. The rejection is
implemented either on the physical layer directly through antenna arrays and
beamforming or in subsequent processing chains on the receiver where the
received signal is filtered and conditioned to recover the legitimate communi-
cation.

Sathaye et al. presented a GNSS anti-spoofing work based on SPREE to
remove an attacker’s signals and recover the legitimate satellite signals [88].
Their approach first identifies the attacker’s signals and perform successive
interference cancellation where they track and estimate the attacker’s signal
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phase and amplitude and create a phase-shifted copy which is finally mixed
with the original input signal. This way, they can gain a power advantage of
up to 15 dB against the attacker and are even able to recover from seamless
take-over attacks.

Where the attacker’s signals make it impossible to recover the legitimate
signals, localisation of the attacker’s transmitters allow to intercept of the
physical devices and/or the attacker themselves. As discussed in the previous
section on Attack Detection, we presented a solution to localise a GPS spoofing
attacker within a time window of 15 minutes [52]. Yang et al. [135] propose
a system based on signal strength measurement and state vector machine
classification to not only detect and localise a single spoofer, but they are
also able to detect multiple spoofing devices transmitting at the same time.
In their GPS spoofing detection work, Liu et al. [61] also presented how
they could leverage the receiver’s rotation to locate the spoofer by iteratively
moving towards the spoofing signal’s incoming angle and locating them to
10 m. They did, however, not provide any information on if or how their
approach would work for a multi-device attacker, as they outright dismissed
it. Further, Monteiro et al. [68] are able to localise a single-device spoofer or
an aircraft transmitting false location reports based on the TDoA of multiple
sensors.
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Chapter 3

Advancing Attacker Models

This chapter presents our work in the domain of advancing attacker models,
providing evidence that commonly dismissed attacker models can indeed pose
a realistic threat. We evaluate the requirements for successfully launching
these advanced attacks and discuss the possible impact.

3.1 The Multi-Device Attacker
Vehicle tracking is a key feature to enable safe navigation and collision avoid-
ance for airborne, ground, and maritime traffic control systems. For example,
in commercial air traffic control systems, the locations of all aircraft are con-
tinuously monitored to inform pilots and air traffic controllers on the ground
about potential collisions. Similarly, collision avoidance systems in future au-
tonomous car navigation systems will require car tracking to prevent collisions
at road intersections [59].

A popular tracking approach is to let the vehicles determine their own
positions and broadcast them to nearby nodes over the wireless channel. In the
next-generation air transportation system, each aircraft determines its position
with the aid of global navigation satellite systems such as GPS, and this
information is periodically broadcasted over the ADS-B system to surrounding
aircraft and sensors on the ground [114]. This autonomous tracking paradigm
based on position claims has several advantages, but it makes the system
vulnerable to location spoofing attacks [24, 89]. For instance, an attacker can
inject false position messages to emulate the presence of a "ghost" aircraft
into the air traffic surveillance systems, or they can spoof the location of a real
aircraft by sending false position claims. It has been shown that these attacks
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are easy to launch on real systems [89]. The ability to verify the location
claims in such systems is therefore of high importance [82].

To counteract spoofing attacks on ADS-B and similar systems, various
multilateration-based verification techniques have been previously proposed
in the literature [19, 21, 22, 68, 90]. These schemes generally differ in the
adopted ranging techniques – TDoA, time-of-flight, or mobility-differentiated
ToA – however, they all share the same underlying mathematical principle
of lateration. While these solutions are effective at preventing single-device
attacks, where the attacker sends spoofing signals from a single radio location,
they were not designed to be secure against multi-device attacks, where the
attacker controls a set of geographically distributed spoofing devices. In this
scenario, the attacker places a separate spoofing device in the proximity of each
receiver and therefore sends appropriately delayed copies of the same signal
to different sensors. This way, the attacker can spoof an arbitrary position
without being detected by the multilateration verification scheme.

In this work, we move beyond the single device attacker model and evaluate
the feasibility of multi-device attacks. We show that multi-device location
spoofing attacks are practical to implement and can successfully compromise
existing multilateration systems. To this end, we perform controlled attack-
experiments against the OpenSky Network [94], an air traffic surveillance
system and implement a TDoA multilateration method for localisation of
aircraft with ADS-B signals. The OpenSky Network is a crowdsourced large-
scale ADS-B sensor network that captures 60 percent of all aircraft flying over
Europe.

In the analysed air traffic control system, as in most other systems, the
ground receivers are at publicly known locations and placed far apart (usually
several km) meaning that the attacker can easily prevent its spoofed signals
from reaching multiple receivers. Closer placement of receivers would still
not prevent attacks if an attacker deploys directional antennae and reduces its
transmission power.

The main challenge for the attacker is to precisely synchronise their de-
vices to tightly control the arrival times of spoofed messages at the receivers.
Our setup consists of distributed COTS software-defined radio devices on top
of which we implement our spoofing system. Our results show that by rely-
ing on standard synchronisation techniques (e.g., GPS), we can successfully
spoof locations within the OpenSky Network with sufficient accuracy. This
result naturally extends to other multilateration systems and therefore fully
supports the use of multi-device attacker models in the analysis of all location
verification solutions.
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3.1.1 System and Threat Model
The system model we consider in this work is motivated by air traffic control
(ATC) systems. In the next generation air transportation system (NextGen)
[33], aircraft determine their own position from satellite navigation systems
and broadcast it periodically to the surrounding ground stations. These position
reports, called "squitters" in avionics jargon, represent the location claims of
the aircraft along a track. These location claims are transferred over the ADS-
B system. ADS-B does not define its own data transmission protocol but relies
on a legacy wireless data link from secondary surveillance radar called Mode
S [87]. Neither ADS-B nor Mode S provide any security guarantees such as
authenticity or data encryption. ATC localisation is therefore vulnerable to
two kinds of spoofing attacks [89]:

Threat 1: An aircraft may broadcast periodic position updates which do not
correspond to its real track. This attack is conceivable e.g. when a
malicious pilot fakes the trajectory of a hijacked aircraft.

Threat 2: A third-party attacker on the ground injects fake position updates
which do not correspond to any aircraft but look authentic to the ADS-B
reception system. This produces one or more “ghost" aircraft in the
air traffic monitoring system. This attack could be used by a malicious
party to create confusion for pilots or air traffic controllers on the ground
who have to deal with the fake information in their flight procedures and
collision avoidance processes.

3.1.2 Multilateration System
In our study, we use ADS-B messages and their metadata provided by the
OpenSky Network [94]. The OpenSky Network is a crowdsourced ADS-B
sensor network that collects among other things the periodic position messages
sent by the aircraft. As of 2016, the sensor network comprised more than
50 sensors operated by volunteers which are deployed across ten European
countries. The sensor coverage allows capturing around 60% of all flights
that fly over Europe. The received ADS-B messages are collected at a central
location for archival. The OpenSky Network has different types of sensors, but
our multilateration results are based on the Radarcapes from Jetvision [5]. The
Radarcapes offer nanosecond-precision timestamps that the sensors assign to
each ADS-B message after being received. The clocks of the Radarcapes that
are used for the timestamps are all synchronised over GPS.
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The multilateration technique employed in our study is based on TDoA
localisation, the same method that has been proposed for the secure verification
of ADS-B position messages in [68].

In hyperbolic localisation, the multilateration is performed through a rang-
ing and a lateration step. The range R is the wave speed v (close to the speed
of light in air) times the wave propagation time T . The multilateration system
estimates the ranges based on the time-difference-of-arrival ∆i, j of a signal at
sensors i and j as

∆i, j = Ti − T j =
Ri − R j

v
.

The second step is lateration. From the above equations for the ranges and the
known positions of the sensors (x i , yi , zi), the position (x , y, z) of the node to
be localised can be estimated by calculating ( x̂ , ŷ , ẑ) such that

( x̂ , ŷ , ẑ) = argmin
x ,y,z

n
∑

i=1

[| ~x i − ~x | − Ri]
2,

with
| ~x i − ~x |=

Æ

(x i − x)2 + (yi − y)2 + (zi − z)2

where n corresponds to the number of sensors. To solve these equations, at
least four sensors are needed. The resulting set of equations is not linear and
can not be solved analytically. Several methods exist to numerically solve
the above problem that mainly depend on the complexity and accuracy. For
solving the equations, our approach relies on a computationally lightweight
linear approach [97]. This approach yields one of the most accurate linear
least square solutions for multilateration [49].

3.1.3 Attacker Implementation
The attacker’s goal is to spoof consecutive locations ( x̂ , ŷ) of an aircraft over
time such that the spoofed aircraft appears to be flying along a legitimate path1.
To remain undetected by the multilateration-based verification system, the
attacker must fulfil the following requirements:

1. The ADS-B messages should look like legitimate signals. The attacker
must therefore make sure the ADS-B protocol semantics are correct and
that the pretended trajectory is plausible (for example with a plausible
speed, heading and altitude).

1Note that we restrain ourselves in this work to spoofing of 2-dimensional positions because
wide-area multilateration systems are not able to accurately determine the altitude of the aircraft
due to a bad dilution of precisionwhen all sensors are on the ground. The attack setup we present
can however be used to spoof 3-dimensional positions as well.
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2. The TDoA ∆i, j between all sensors must be such as if the signal was
transmitted from the spoofed location.

3. Each sensor should only receive the signals from the intended attacker
device. If a sensor receives signals that are intended for other sensors,
it can raise an alarm by detecting delayed copies of the same location
claim.

To fulfil these requirements, we implemented a programmable ADS-B
transponder in C++ using software-defined radios. The transponder consists
of a regular PC and a Universal Software Radio Peripheral (USRP) from
Ettus Research [9] as the radio front-end as shown in Figure 3.1. The main
design challenge was to achieve very tight time synchronisation at different
transponders to precisely control the spoofed signal’s TDoA at the receivers.
Since radio signals travel close to the speed of light in free space, a timing
offset of just 1 µs translates to a 300 m ranging error. Therefore, nanosecond-
level precision is required between the transponders of the attacker to spoof
locations with meter-level accuracy.

This time synchronisation accuracy is particularly difficult to achieve on
software-defined radios. Since the ADS-B signals are generated in software
on the CPU of the PC running with an operating system, it is hard to control
the exact time of a particular operation on the CPU given the natural random
jitter of the operating system and the interface to the USRP. To address this
problem, we devised a software-defined architecture in which the PC only
pre-computes the messages and the required timing constraints for the attack,
while the field-programmable gate array (FPGA) on the USRP is doing the
actual scheduling of the transmissions over the radio front-end.

The transmitter pipeline works as follows. The code on the PC (referred
to as multispoof ), takes as input from a master PC an arbitrary trajectory
to be spoofed and generates the sequence of all ADS-B messages that a
transponder should transmit according to the standard [87] when flying this
trajectory. Important are the position messages which are sent twice per second
including the spoofed locations. These messages are then transformed into
a stream of digital IQ samples on the PC according to the pulse position
modulation of the Mode S data link. These computed IQ samples are then
transferred to the USRP through the USRP Hardware Driver (UHD). However,
the ADS-B signals are not immediately transferred over the radio front-end
but first buffered in the internal memory of the USRPs. The transmission times
of these buffered samples are different for each radio and carefully selected to
mimic the TDoA between the multilateration sensors for the claimed locations.
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Figure 3.1: Software-defined radio architecture of the transponders for the
attack. Time synchronisation of the USRP is achieved using GPS disciplined
oscillators.

The FPGAs on the USRPs then independently trigger the transmission of the
samples of each ADS-B message based on the times specified in the buffers.

The last challenge to solve is the time synchronisation among the USRPs.
Classical software-defined radios such as the USRPs do not provide enough
clock stability for the intended purpose because the clock used to trigger the
FPGA is derived from a local oscillator which significantly drifts apart for
different radios. Our approach to solving this problem was to replace the
local oscillator of the USRPs with a GPS-disciplined oscillator (GPSDO). A
GPSDO is an oscillator that is controlled by a tracking loop locked to the
GPS signal. The GPS satellites are equipped with atomic clocks with very
high time stability and therefore provide an excellent signal source for time
synchronisation. By locking the oscillators of the USRP to the GPS timing
source, the USRPs are now synchronised with very high accuracy and can
trigger the transmissions at the correct times. The detailed schematics of the
attacker setup is shown in Figure 3.1.

3.1.4 Experimental Results
Equipped with the attacker setup described above, we demonstrate in the
following the feasibility to perform multi-device location spoofing attacks in
the OpenSky Network. In addition to demonstrating the feasibility of these
attacks, we further aim at understanding the limiting factors for the attacker
and therefore perform additional benchmarks which serve to quantify the
impact of different factors on the spoofing accuracy.

Performing an experimental over-the-air attack on a system like the Open-
Sky Network has some legal and safety implications, and we, therefore, have to
be careful when designing the experiment. First, the 1090 MHz channel used
to transmit ADS-B signals is licensed, and as such, only certified transponders
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are allowed to transmit in this frequency band. Second, the spoofed messages
may be misinterpreted as legitimate signals by listening aircraft and ground
controllers in the neighbourhood leading to safety issues for the regular air
traffic. To avoid legal and safety complications, we decided to minimise the
risk of emitting spoofed messages to the outside world as much as possible
and perform the experiments by transmitting the signals from the attacker to
the receivers over shielded radio frequency (RF) cables whenever possible.
Only to study the impact of the channel conditions on the spoofing accuracy,
we perform controlled over-the-air experiments with an antenna. Furthermore,
all the over-the-air experiments were conducted inside a large 7-floor concrete
building with shielded windows to avoid any leakage to the outside world. We
confirmed the same by measuring whether spoofed messages were received
from the outside of the building.

Controlling the TDoA between Individual Receiver Pairs
In the first series of experiments, we quantify the ability of the attacker to
control the exact TDoA for messages that are received by individual receiver
pairs. The ability to control the TDoA at two receivers is the key to the success
of the spoofing attack. The TDoA is affected by various factors including (i) the
time synchronisation error between the attacker devices, (ii) the measurement
accuracy of the receivers to determine the ToA, (iii) the synchronisation
accuracy of the receivers themselves, (iv) and the channel quality between
the attacker devices and the receivers (multipath reflections may add different
delays to the propagation paths between sender and receivers). To discern the
effect of these various factors, we evaluate the TDoA between two OpenSky
receivers in three separate experiments:

Over-the-air: In this setup, we use two spoofing devices. Each spoofing
device transmits its signals over an omnidirectional antenna to the re-
ceivers. The distances between the spoofing devices and the target
receivers are 20 and 35 meters, respectively. Both transmitters and
receivers are placed within the above-mentioned building. The wire-
less links between transmitters and receivers are line-of-sight, however
since the devices are placed indoors, their channels will be affected by
multipath reflections. Hence, we consider this experimental setup un-
favourable for the attacker since in reality, ADS-B receivers are placed
outdoors on elevated spots and an outdoor channel is much less affected
by multipath reflections than indoors. Nevertheless, we consider this
experiment as useful to understand the accuracy of the attack when the
channel is highly affected by multipath (i.e., worst case for the attacker).
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Figure 3.2: Distribution of the TDoA between packets sent by two spoofing
devices. Over-the-air and cable experiments are close to the baseline.

Cable: In this setup, we directly connect the transmitters to the receivers
with a shielded RF cable. Over cable, the channel is very much in
favour of the attacker since it is not affected by multipath reflections.
Therefore, this setup is useful at quantifying the noise caused by the
synchronisation error between the transmitters of the attacker setup
since channel effects are ideal.

Baseline: This experiment is performed as a baseline to quantify the inherent
noise of the receivers in measuring the TDoA of a signal that arrives
exactly at the same time at the two receivers. To make sure that the signal
arrives at the same time at both receivers, we use a single transmitter that
is connected directly to both receivers over a T-connector and shielded
RF cables of equal lengths.

Figure 3.2 shows the distribution of the TDoA for our three experimental
setups when the spoofers are configured to produce a TDoA of zero at the
two receivers. Several interesting conclusions can be made from the result-
ing distributions. First, the distribution for all three experiments shows a
comparable standard deviation. While both cable-based measurements are
distributed with a standard deviation σ of about 50 ns, the measurements over
the air yielded a standard deviation of approximately 60 ns. This indicates
that the primary source of noise is not related to the synchronisation error of
the spoofer setup or the wireless channel but from the noise of the receivers
themselves. The distribution of the mean TDoA values are also quite similar.
The over-the-air experiments hold a mean deviation of −7.5 ns, the spoofers
over cable a mean of 11.4 ns, while the baseline only differs −1.8 ns from the
expected mean of 0 ns. While both, the cable and over-the-air experiments do
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not perfectly match the signals of our baseline experiment, they do not add
much additional error compared to the large uncertainty resulting from the
high standard deviation of the TDoA measurements. These results confirm
that an attacker can precisely time the TDoA at two receivers while using two
separate spoofing devices.

Spoofing Accuracy

Location
Verification

ADS-B
Sensor

ADS-B
Sensor

ADS-B
Sensor

ADS-B
Sensor

ADS-B
Sensor

USRP USRPUSRP USRPUSRP

PC PCPC PCPC

Master

OpenSky Network

Attacker Setup

Figure 3.3: Overview of the multilateration attack setup. A master node
connected to five attacking devices (PC and USRP) controls the exact time at
which the five OpenSky receivers receive the ADS-B messages for multilater-
ation.

To evaluate the location spoofing attack performance, we use five spoofing
devices that transmit signals to five OpenSky sensors as depicted in Figure 3.3.
Each sensor is assigned with the location of a different airport in Switzerland.
The distance between these locations measures from 30 km to 130 km. When
spoofing, a ghost aircraft is flown at a steady altitude of 10,000 m between
the Swiss towns of Thun and Solothurn corresponding to a distance of around
35 km. During this time, we transmitted a total of 494 position squitters per
spoofing pipeline of which just over 250 messages were received on average
per sensor. Around a quarter of all transmitted messages were received by
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Figure 3.4: Distribution of the multilateration localisation error with multi-
device spoofing and messages from real aircraft measurements.

all five sensors, enabling the multilateration of the aircraft’s position from
these timestamps. The reception rates represent typical message losses in the
real-world [94].

As before, we conducted these experiments over cables. To estimate the
location error in an over-the-air attack, we also spread the cable-based TDoA
distributions by approximately 25%. This factor accounts for the wider TDoA
distribution when the signals are transmitted over the air. Also, we extracted
signals from legitimate aircraft recorded by OpenSky on September 11th, 2015
and identified a subset of 623 position messages that were received by the
same set of five sensors. These sensors observed 66 different airplanes during
the day which we multilaterate to compare the estimated position with the
actual position reported in the ADS-B messages.

Figure 3.4 shows the ECDF of the multilaterated planar distance error for
over-the-air spoofing estimation, cable spoofing and real-world aircraft. We
can see that for a small number of multilaterated real aircraft messages, the
planar localisation error is smaller than for the spoofed messages. However,
for more than 70 percent of the positions of the real aircraft, the error is larger
than for the spoofed aircraft. The spoofing accuracy is slightly better over
cable than over-the-air but the difference is not that significant compared
to the difference with the real aircraft messages. Over-the-air, only 90% of
the multilaterated results lie within an error radius of 100 m from the actual
spoofed positions, whereas the cable-based measurements produced 95% of
multilaterated positions within the same error radius. This shows that an
attacker can use multiple devices to accurately spoof arbitrary positions in a
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TDoA multilateration system and that the error introduced is not larger than
the typical error of multilaterated real aircraft.

Our results are however not specific to a particular multilateration tech-
nique and the timing precision requirements for the attack as well as the effects
translate to other multilateration-based verification techniques as well such
as [19, 21, 90].

3.2 The Signal-Cancellation Attacker
Radio jamming is an effective way to disrupt wireless communications. By
radiating interference on the same frequencies as legitimate transmissions,
jammers can prevent neighbouring receivers from correctly decoding the
legitimate signals and thus block communication. Jamming originates from
the military domain, however, deliberate jamming attacks are commonly
encountered in non-military contexts. For example, jamming devices targeting
cellular networks [80,137], wireless sensor networks [134], satellite navigation
signals [42], wireless LANs [132], or IMDs [40] have been well investigated
in the literature.

When a jamming signal interferes with the signal of a legitimate transmitter,
the resulting signal at the receiver is the superposition of both signals. A
common jamming approach sends a signal that resembles noise, such as
random Gaussian noise directly mixed with the carrier, or an arbitrary signal
modulated onto a carrier. Irrespective of the form of interference, the common
assumption is that the jamming signal adds up constructively to the legitimate
signal, therefore increasing the noise level at the receiver. This has the effect of
reducing the signal-to-noise ratio (SNR) or even overshadowing the legitimate
transmission.

An alternative form of interference that is not usually considered in wireless
networks is destructive interference. When a jammer sends a signal that
is an inverted version of the legitimate signal, both signals could interfere
destructively and the legitimate signal at the receiver is annihilated. Destructive
interference is a well-known phenomenon in physics and science fiction, as
science fiction author Philip K. Dick wrote in his book Do Androids Dream of
Electric Sheep? [28] from 1968:

Setting down his weapons kit he fumbled it open, got out a
nondirectional Penfield wave transmitter; he punched the key
for catalepsy, himself protected against the mood emanation by
means of a counterwave broadcast through the transmitter’s metal
hull directed to him alone.

33



Advancing Attacker Models

Signal cancellation attacks are in principle as effective as classical jamming
attacks since they decrease the SNR at receivers. However, they are rarely
considered in the wireless network security literature. The main reason is that
destructive interference is more challenging to achieve because the attacker
has to match the target signal with an inverted version that arrives at the
receiver with very accurate timing, phase, carrier frequency, and amplitude
synchronisation. The common assumption is that radio signal cancellation
attacks are too difficult to succeed in practice [84, 130] and existing anti-
jamming techniques thus ignore such threat models [23, 133].

In this section, we revisit this assumption and analyse the specific re-
quirements necessary to perform signal cancellation attacks. In particular, we
develop an attacker model leveraging the fact that certain digital signals are
predictable as a whole or in parts. For example, satellite-based navigation
signals such as GPS can be determined in advance, knowing the locations of
the satellites and the time.

Given the predictable nature of GPS signals, we show that an attacker can
create matched signals that attenuate the received signal strength remotely
over the air by up to 40 dB irrespective of the relative location of the attacker
to the receiver. Depending on the SNR at the receiver, this level of attenuation
can be sufficient to make signals completely disappear from the spectrum, i.e.,
to attenuate the signal below the noise floor of the receiver. Thus, our results
indicate that the signal cancellation attacker should not be ignored prematurely
in anti-jamming works.

3.2.1 Destructive Interference Primer
Destructive interference, also known as signal cancellation or nulling, de-
scribes the result of a special interference pattern, where two signals overlap
and as a result cancel each other out. More formally, we introduce a signal
from a jammer sJ (t) that interferes with a signal from a transmitter sT (t). The
resulting signal at a receiver sR(t) is the superposition of both signals plus the
noise n(t):

sR(t) = sT (t) + sJ (t) + n(t) (3.1)

For illustration purposes, we consider two unmodulated carrier signals for
sT (t) and sJ (t). Let f be the frequency, A the amplitude, and φ the phase, we
can then write the signals as follows:

sT (t) = AT · sin (2π fT · t +φT )
sJ (t) = AJ · sin (2π fJ · t +φJ )

(3.2)
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Figure 3.5: Effect of a signal overlaid with a copy of itself with different
phase offsets.

Perfect destructive interference occurs when the amplitude and frequency
of both signals are identical, the noise is zero, and the phase has an offset of
half a wavelength

AT = AJ ∧ fT = fJ ∧φT = φJ ±π∧ n(t) = 0, (3.3)

or if the frequency and phase are aligned but the amplitudes of both signals
have opposite signs

AT = −AJ ∧ fT = fJ ∧φT = φJ ∧ n(t) = 0. (3.4)

In reality, it may not be possible to achieve perfect alignment and zero
noise. Thus, it is more practical to introduce the attenuation factor D as a
metric to quantify the level of destructive interference. The attenuation can
be understood as the ratio between the amount of signal power from the
transmitter and the total power from the superimposed signals. In decibels, D
can be represented as:

D = 10 · log10

� sT (t)
sT (t) + sJ (t) + n(t)

�2
(3.5)
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Already small misalignments in amplitude, frequency and phase could
potentially lead to only weak signal attenuation or even to signal amplification,
i. e., constructive interference with a negative D. Figure 3.5 displays the effect
of signal misalignment for the example of phase offsets. A phase offset of
zero will amplify the original signal to double its amplitude (D = −6 dB) and
a phase offsets of 120 degrees does not attenuate the signal at all (D = 0 dB).
A phase offset of 170 degrees manages to significantly attenuate the resulting
signal (D > 0 dB), while a phase offset of exactly π is required to entirely
attenuate the resulting signal to zero (D� 0dB).

To quantify the requirements for successful signal cancellation attacks, we
simulated the effect of the jammer deviating from its desired amplitude, phase
and frequency on the resulting attenuation at the receiver. For each simulation,
we assumed that only one parameter (AJ , fJ , or φJ ) deviates from the desired
value according to Equations (3.3) and (3.4).

Figure 3.6 shows the effect of the attacker deviating from its desired 180°
phase offset. At an error of 60°, the attacker already stops attenuating the
signal and with every degree of phase error added will amplify the legitimate
signal at the victim’s antenna. On the other hand, the attacker’s signal’s
amplitude will only start amplifying the legitimate signal after an error of
100%. An amplitude error of less than 20% amounts to an attenuation of more
than 10 dB.

The frequency error, contrary to the amplitude and phase errors, does not
introduce a static attenuation. The frequency error generally depends on the
accuracy of the local oscillator of a transmitter, which is usually specified
in parts per million (ppm). When two waves with a small frequency offset
overlap, a physical effect called beat is created. The resulting signal will itself
be a new wave with a frequency of fB = | fT − fJ |. The effect of this beat on
signal amplitude over time is shown in Figure 3.7. This simulation assumes
an unmodulated carrier signal with a frequency of 1 GHz. The results of this
simulation show that the longer the signal the attacker wants to cancel, the
lower the clock error of its device needs to be. With modern commercial
off-the-shelf SDR hardware, we can expect errors around 10 ppm. In the
upper segment of lower-cost hardware, we can find devices that are equipped
with GPS disciplined oscillators. Such a device would be the USRP X300 by
Ettus, which offers a frequency accuracy of 10 ppt when locked to GPS [31].

3.2.2 The Analogue Signal Cancellation Attacker
After this discussion on the requirements of a successful signal cancellation
attacker, we are now going to discuss the limitations of an analogue signal
cancellation attacker. At the time of writing, the only practical demonstration
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Figure 3.6: Influence of phase (top) and amplitude (bottom) error on achieved
attenuation.

0.0 0.2 0.4 0.6 0.8 1.0
Time [ms]

0

20

40

60

80

100

120

At
te

nu
at

io
n 

[d
B]

10 ppm
1 ppm

100 ppb
10 ppb

1 ppb
100 ppt

10 ppt

Figure 3.7: Effect of frequency errors on achieved attenuation.

of a signal cancellation attack was reported by Pöpper et al. [81]. A straightfor-
ward implementation is using two antennae and a delay-line or phase shifter
which outputs the signal at the second antenna in such a way that the legitimate
and the attacker’s signals arrive at the victim’s receiver phase-shifted by half
a carrier wavelength (see Figure 3.8). The results have shown the ability to
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Transmitter Receiver

Attacker

Figure 3.8: Attacker model for the analogue signal cancellation attacker. Note
that the attacker would need an antenna array for broadband signals, arranged
in a way for all frequencies present in the transmission being properly phase-
shifted and therefore cancelled at the receiver.

attenuate a legitimate transmission in a laboratory environment by 23 dB over
a distance of less than 2 m [81].

The main limitation for the attacker is their positioning. Because it directly
relies on receiving and forwarding the legitimate transmission, the attacker
is highly confined in space. In such a system, we have the distance between
transmitter and receiver (dt r ), transmitter and attacker (dta) and attacker and
receiver (dar ). The time delay between legitimate and attacker signals can be
expressed as

∆t =
dta + dar − dt r

c
. (3.6)

Additionally, we can calculate the duration of a symbol by tS ymbol = 1/ fS ymbol ,
where fS ymbol is the symbol rate.

Assuming the attacker achieves perfect carrier phase alignment with π
offset at the receiver, the signals are still delayed by the additional path trav-
elled ∆t. Figure 3.9 shows the effect of different offsets on the legitimate
signal. Even an offset of 0.1 symbols will leave short—but strong—peaks
in the spectrum that can be detected by the legitimate receiver. Thus, the
attacker’s goal is to minimise symbol delay as much as possible, yielding

∆t � tS ymbol (3.7)

as the main requirement for the attacker’s positioning in the system.
In other words, they are confined to an elliptic space, defined by the maxi-

mum amount of symbol delay the attacker is willing to accept. In Figure 3.10
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Figure 3.9: Effect of different symbol delays on a BPSK baseband signal
under the assumption that the carrier phase of the attacker’s signal is perfectly
shifted by a factor of π.

we simulated a 1 MHz BPSK signal over an area of 1 km2 with the legitimate
transmitter and receiver positioned 500 meters apart on the center axis. The
contour lines depict the maximum distance the attacker can position itself
without having more than the specific symbol offset. Higher data rates will
force the attacker more and more towards the direct path between transmitter
and receiver.

Also, the attacker has to receive the legitimate signal, delay or phase
shift it by half a carrier cycle and retransmit the shifted signal over a second
antenna. Within the attacker’s system, the signal will encounter small time
delays between entering the receive antenna and exiting through the antenna
towards the victim, which will again force the attacker closer to the direct
transmission path between transmitter and receiver.
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Figure 3.10: Symbol delay for an analogue signal cancellation attacker atten-
uating a signal sent by the legitimate transmitter on the left and received by
the legitimate receiver on the right over a distance of 500 meters. The contour
lines describe the area within which the delay is smaller than half, a quarter
and a tenth of a symbol duration.

This analogue attacker model is therefore considered limited because it
strongly couples the attacker to the legitimate signals. The attacker needs to
position itself very close to the direct transmission path to achieve the required
timing synchronisation. In many real-world scenarios, these space constraints
therefore severely limit the threat of this attacker model.

3.2.3 The Digital Signal Cancellation Attacker
In this section, we introduce the digital signal cancellation attacker, which
is not constrained in space. Our system model includes, as previously, a
legitimate transmitter and an attacker both equipped with either an omnidi-
rectional or directional antenna. The legitimate receiver is equipped with an
omnidirectional antenna. None of the legitimate players makes use of multiple
antennae or any other Multiple Input Multiple Output (MiMo) schemes. While
the attacker could be equipped with additional antennae and receivers, they
do not directly play part in the signal cancellation but only give additional
information on the legitimate signal.

The legitimate transmitter sends a signal, modulated onto a carrier, which
– in turn – the legitimate receiver receives. Our work makes no assumption
or requirement on the modulation scheme but we assume that the attacker
can predict some parts or the whole signal from the legitimate transmitter.
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Transmitter Receiver

Attacker

Figure 3.11: Model of the digital signal cancellation attacker.

Predictable signals are encountered in many wireless communication systems.
For example in GPS, the signal is entirely determined by the position of
the satellites – also called space vehicle (SV) – and the time which are all
deterministic values. In LTE, fixed pilot signals are used to help the mobile
nodes synchronise to the base stations. WiFi signals exhibit constant preambles
or packet headers which are sent repetitively. In wireless sensor networks,
slowly and rarely changing values such as temperature measurements will lead
to several identical packet transmissions.

The digital signal cancellation attacker exploits predictable parts of the
signal to create locally a digital copy of the signal to be cancelled. The attacker
then transmits this copy independently from the transmitter’s signal such that
it collides at the receiver with the one of the transmitter with a phase offset
of π. As in the analogue signal cancellation model, the digital attacker needs
to accurately estimate the victim’s antenna position and phase, but the digital
attacker model is not constrained geographically which makes it possible to
launch such cancellation attacks from any position relative to the transmitter
and receiver. The challenge lies in creating a digital copy of the signal that is
as close as possible to the transmitter’s signal without the ability to observe
the signal waveform from the air as in the case of the previously described
analogue signal cancellation model.

The rest of this chapter represents a feasibility study of the digital at-
tacker. We evaluate current hardware constraints under laboratory conditions
to quantify the impact of such attacks.
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Figure 3.12: Overview of our laboratory setup. We use two transmitters
equipped with directional antennae and a receiver with an omnidirectional
antenna (a.). For more controlled channel conditions, we use a cable-based
setup, where the two transmitters are connected to attenuators, then the signal
is mixed using a signal combiner before entering the receivers’ radio front-end
(b.).

3.2.4 Experimental Setup
In our evaluations of the possible attenuation of such attacks, we make use
of the following devices. On the transmitter side, we use two USRP X300
manufactured by Ettus and equipped with SBX400 daughterboards. The
transmitters are synchronised through an external clock signal. On the receiver
side, we use an FSQ8 signal analyser by Rhode & Schwarz for direct signal
strength and spectrum measurements. For non-spectrum GPS measurements,
we use a commercially available u-blox M8 GNSS Evaluation Kit EVK-M8T.

We use two different setups to evaluate the signal cancellation. In one setup
(Figure 3.12a) we attach antennae to both transmitters and receiver and use the
air as transmission medium. In the second setup (Figure 3.12b), we connect
the transmitters and receiver with coaxial cable, mixing the two signals with
a signal combiner and feeding them into the receiver. A cable-based setup
helps us remove any interference of the indoor, multipath-rich channel in the
lab. If not stated differently, each used cable was of a length of 60 cm and the
antennae were placed on an equilateral triangle of side length 2 m.
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Figure 3.13: Achieved attenuation on an unmodulated carrier transmitted
over coaxial cables and over the air. The attenuation over the cable flattens at
approximately -70 dBm as both transmitters introduced additional noise into
the spectrum.

To adjust the phase and amplitude of the attacker’s signals, we rely on
GNURadio software by varying the values of the generated IQ samples. As
GPS synchronisation of our transmitters is not possible within a shielded
laboratory environment, we use a local clock to drive the local oscillators of
the transmitters. We either use a single device with two transmission front-
ends—denoted one stage synchronisation—or two individual devices whose
local oscillators are synchronised using an external clock—denoted two stage
synchronisation.

To avoid legal problems, we transmit GPS signals over the air only in a
shielded laboratory environment.

3.2.5 Digital Signal Cancellation of an Unmodulated Carrier
We first evaluate the digital signal cancellation on an unmodulated carrier
signal. The experiments shown were conducted both over coaxial cables and
over the air. We transmit the carrier signal at a frequency of 1.5 GHz with
0 dB front-end gain to avoid additional distortions of the generated signal.

Attenuation vs. Transmission Power
At the transmitter, we generate different signal strengths in baseband, before
transmitting, by varying the amplitudes from 0 dBFS down in 10 dB steps.
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Figure 3.14: Achieved attenuation on an unmodulated carrier transmitted over
the air over various distances, compared to the signal level without attack.

Figure 3.13 depicts the achieved maximum attenuation for the cable and
air setups. Due to higher path loss, the signal received over the air exhibits less
dynamic range than the signal sent over the cable. The attenuation curve for
the cable-based experiment flattens for signal strengths over −70 dBm. This
effect is due to the transmitters, both the legitimate and the attacker’s device,
introducing distortions around the carrier and raising the noise floor. These
distortions grew stronger with the signal’s amplitude which explains why the
attenuation curve is not linear. Such an effect is likely to happen for any radio
transmitter, which means that high power transmissions are generally more
difficult to attenuate than low-power signals.

In this experiment, we achieved a remarkable maximum attenuation of
about 50 and 40 dB over coaxial cable and over the air, respectively. Note
that these results do not indicate generally less attenuation over the air, as the
signal levels for the transmissions over the air exhibited higher path loss.

Attenuation vs. Distance
In the next experiment, Tx#1 and Tx#2 are positioned approximately 5 meters
apart. The receiver (Rx) is positioned at various distances spaced in 2.5 m
steps away from both transmitters and measured the peak signal power without
the attacker’s signal present. After the cancellation signal was activated, we
measured the achieved attenuation for each distance. Figure 3.14 depicts the
results. The achievable attenuation lowers slightly over the distance. However,
this does not imply that the attack works worse over distance. The signal
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power without attack also shows a downwards trend due to path loss. Even
over a distance of 25 m, the digital attacker cancels the legitimate signal by
approximately 30 dB down into the noise floor. To our knowledge, these
experiments are the first to demonstrate that signal cancellation attacks over
more than 30 dB are possible over distances up to 25 m.

3.2.6 Digital Cancellation of GPS Signals
In this section, we evaluate the feasibility of digitally cancelling GPS signals.
GPS signals are quite complex given the Code-Division Multiple Access
(CDMA) modulation and the goal is to see if the same level of attenuation
is possible as with the unmodulated carrier and if it is possible to cancel out
individual satellite signal from the CDMA spectrum. Again, we evaluate
this both through coaxial cables and over the air. We then evaluate how a
commercial GPS receiver behaves in the signal processing chain when such
an attack is conducted against individual satellites and the whole constellation.
Finally, we evaluate the sensitivity towards the attacker’s signals accuracy in
both phase and amplitude.

To facilitate reproducibility, the GPS signals to be cancelled and the at-
tacker’s signals both are generated using the gps-sdr-sim software [75]. The
attacker’s digital signal is a phase-shifted copy in the baseband being trans-
mitted over a second phase-coherent radio front-end. An important factor to
consider is that GPS signals arriving on Earth’s surface have a minimum guar-
anteed signal power of −128.5 dBm [126]. This signal strength is well below
the noise floor of any receiver. GPS receivers use despreading techniques to
raise the signal out of the noise. An attacker needs to attenuate its signals to a
very low level, making the signal’s properties more difficult to control.

Over the Noise Floor
To prove that we are indeed attenuating the legitimate GPS signal instead of
jamming it, we first show the attenuation above the noise floor, before moving
to more realistic GPS power levels.

We first evaluate the general receiver noise without any transmissions to
know our baseline towards which to attenuate the transmitted signals. Second,
we transmit the legitimate signal only, to calculate its signal power. Finally,
we send both legitimate and attacker signals, to evaluate the achievable at-
tenuations for an attacker. Table 3.1 gives an overview of these results while
Figure 3.15 shows the power spectral density of said signals.

In the cable-based setup, the attacker can attenuate all frequencies present
in the legitimate signal equally, i.e., the signal retains its shape at a lower
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Figure 3.15: Power spectral density of the legitimate signal, the noise and
cancellation attacks with different synchronisation methods.

level. Over the air in the indoor laboratory environment, some frequencies
were subjected to higher cancellation (near the center frequency) while others
were less attenuated (approximately 0.5 MHz from the center frequency). This
can be explained due to the multi-path, indoor environment. When a signal
containing multiple frequencies follows the same multi-path, the phase offset
of each frequency will alter slightly. The signals refracted off the walls take
the same physical distance, however, due to the different wavelengths, the
phase for each part of the individual frequencies will exhibit a different offset.
This leads to nearly perfect attenuation at the center frequency but less optimal
attenuation in the flanks of the GPS spectrum as seen in Figure 3.15. The
attacker’s signal will therefore not interfere destructively with each frequency
in the most desirable way for the attacker.

In this experiment, Table 3.1 shows how we achieved an average attenu-
ation over the GPS spectrum of 37.4 dB and 33.5 dB for one and two stage
synchronisation over cable. Over the air, the average attenuation was 28.2 dB
and 26.5 dB due to the higher path loss of the legitimate signal and multi-
path interfering with the attacker’s signals and therefore not attenuating each
frequency by the same amount.
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Figure 3.16: Signal strengths per satellite as reported by our GPS receiver,
before (top) and after (bottom) launching the signal cancellation attack.
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Figure 3.17: Signal cancellation attack on an individual satellite’s signals.
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Below the Noise Floor
We now evaluate if the attenuation we achieved previously is also effective
enough at more realistic GPS signal powers, i.e., at around 25 dBHz and
35 dBHz after the GPS receiver’s despreading processing gain.

We connect the two transmission front-ends to the radio input of our
commercial GPS receiver and insert attenuators into the signal path to bring
the GPS signal to a realistic power level of 28 dBHz at the receiver after the
processing gain. Figure 3.16 shows the receiver’s signal strength for each
satellite with and without the signal cancellation attack. All satellite’s signals
were cancelled while the attack is on.

These results confirm that it is possible to cancel the GPS signals below
the noise floor of the commercial GPS receiver, making the digital signal
cancellation attack stealthy.

Selective Cancellation of Individual Satellites
GPS applies CDMA to separate the individual satellite’s signals from the
superimposed signal in the receiver’s signal processing chain. It should then be
possible to attenuate the signal from an individual satellite without interfering
with the rest of the constellation. To test this assumption, we generated a
secondary GPS signal for the same time frame, containing a single satellite’s
signal. Instead of sending the superimposed signal over the attacker’s front-end,
we now only send this individual signal. Figure 3.17 confirms our assumption,
showing the signal strength per satellite before (top) and during the attack
(bottom). An attacker can thus impact individual transmissions on a shared
medium at will without disrupting other transmissions, drastically reducing
the chance of detection.

This technique of individually cancelling satellite’s signals can be used to
stealthily take over the victim’s positioning. The attacker could replace each
satellite’s signal with a spoofed version, therefore also potentially not alerting
the victim because it should not lose position lock when attacked in such a
way.

Effects of Systematic Phase and Amplitude Errors
As shown in Section 3.2.1, the attacker’s signals need to be within a certain
window with regards to phase and amplitude offsets. We evaluated how near
to the optimal phase and amplitude the attacker needs to be tuned to have a
significant impact on the transmitted signal without distorting it. Figure 3.18
shows the average signal strength over all satellites as reported by our GPS
receiver in relation to the attacker’s signal phase (top) and amplitude (bottom).
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Figure 3.18: Average signal strength reported by our GPS receiver over all
satellites in relation to the phase and amplitude of the attacker’s signal. Grey
areas denote loss of signal for the receiver.

It shows that the attacker is initially required high accuracy in both amplitude
and phase of its signals. After the initial successful cancellation, however,
we see that the commercial GPS receiver needs a certain signal strength to
recover the satellite signals again. As we iterated through all phase-shifts
for each amplitude, we can see that the receiver only locks to the satellites’
signals again when reaching around 20 dBHz of signal strength. The measured
attenuation was higher than theory suggests in the case of phase-only error.
We assume this mismatch occurs because the commercial receiver processes
the signal and calculates the power of the despread signal. For the amplitude
error, the attacker achieved less attenuation than expected. This was due to the
transmitter losing individual digital samples, which resulted in a phase shift of
the signal in the analogue domain.
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The results of this experiment confirm our simulations in Section 3.2.1.
Further, it shows that tens of degrees of phase error still allows the attacker to
attenuate the whole GPS constellation by approximately 10 dB and by 20 dB
for errors of approximately 5°.

3.2.7 Parameter Estimation for a Remote Receiver
In this section, we evaluate the challenges for any signal cancellation attacker –
both analogue and digital. The attacker needs knowledge about the signal’s
amplitude and phase at the victim’s antenna to properly cancel any signal. So
far in our experiments, we estimated the phase and amplitude manually, but an
attacker will not have local access to the receiver and needs to estimate those
parameters automatically.

Signal Amplitude
The first parameter the attacker needs to find is the signal’s amplitude at the
remote receiver. As long as the terrain for both the attacker and victim are very
similar due to the required proximity of the attacker, the attacker can assume
GPS power levels at the victim to be very similar to its own measured signal
power. The attacker does not need to know about the victim’s antenna gain as
long as the actual power of the GPS signal can be determined. This is owed to
the fact that the attack happens in the air in front of the victim’s antenna and
the signal entering the antenna is already the superposition of the legitimate
and the attacker’s signals.

Carrier Phase
The second parameter crucial for launching successful signal cancellation
attacks is the carrier phase of the legitimate signal. We introduce a possible
approach to how an attacker could determine and track the carrier phase offset
between its antenna and the victim’s antenna location.

Carrier Phase at the Attacker’s Receiver To determine the signal’s phase
at the remote receiver, the attacker can evaluate the signal’s carrier measure-
ments at its own position. As the GPS signal is a superposition of all visible
space vehicle’s signals, we estimate the phase development for individual SVs
first. Adding the individual SV’s carrier phase measured at the same time
gives us the phase of the raw signal as it is received at the radio front-end.

In a system where a space vehicle and the GPS receiver stand still and the
channel is not distorting the signal, the carrier wave can be modelled as

F(t) = sin(2π · f · t +φi), (3.8)

51



Advancing Attacker Models

where fc = 1.574 GHz is the GPS carrier frequency and φi is the initial phase
offset of the signal. We then determine the phase angle (φc) for any given
moment t as

φc(t) = 2π · f · t +φi (mod 2π). (3.9)

Extending this model to a more realistic scenario, we take into account
the relative movement of the SV in relation to a GPS receiver. In general,
the SV first approaches the receiver after rising above the horizon and will
then transition to a state where it departs again. We thus take the Doppler
shift into account, which due to the movement of Earth and the SV can be
modelled as a sine wave with a very long wavelength. Due to the constantly
changing frequency of the signal, we can no longer directly apply Equation 3.9
and account for the changing frequency at time t. If we do that, we would
experience phase discontinuities as calculating the phase for a given frequency
and a given time in Equation 3.9 would assume a wave that started at t = 0
with this frequency. We, therefore, sum the phases up for each step, as if they
were very short individual waves between the sampling points:

φc(t) =
t· fs
∑

n=0

�

2π · ( fc + fd(t)) ·
1
fs

�

+φi (mod 2π) (3.10)

with fs being the sampling frequency and fd(t) the Doppler shift frequency at
time t.

Carrier Phase at the Victim’s Receiver We again begin with a static sce-
nario from which we develop the dynamic solution. We assume the attacker
knows their own position as well as the position of the victim very precisely.
Additionally, through receiving the GPS signals, they receive the ephemeris
data, from which they are able to calculate the precise position of each satellite
at any given time during the attack. Figure 3.19 shows an overview of the sys-
tem with one satellite and both receivers. As the positions of all three corners
of the triangle are known, all three sides, as well as all angles, are known. We
base our phase prediction scheme on a differential-GPS technique called Real
Time Kinematic (RTK) [14]. In such a system, fixed basestations transmit their
precise position, as well as the carrier-phase values for all received satellites to
mobile nodes, which are then able to determine their position down to millime-
ter precision [34]. The node will calculate the difference of the carrier phases
for pairs of satellites at the basestation and its own position to remove some
atmospheric errors. We reverse the general idea of RTK by using the known
position of all entities in this system and the carrier phase at the attacker’s

52



3.2 The Signal-Cancellation Attacker

c

a b

Location Attacker
(known)

Location Victim
(known)

Location Satellite
(known)

Figure 3.19: System geometry with the different signal paths.

position to calculate the carrier phase at the victim’s position. Because the
baseline between attacker and victim is in the order of tens to hundreds of
meters, we can base our calculations on each satellite. In a static setup, the
equation is

φvic t im = φat tacker −
�

(a− b)
λ

· 2π
�

(mod 2π), (3.11)

where φat tacker is the carrier phase at the attacker’s receiver, (a − b) is the
difference in the signal path between the satellite and the two receivers and
λ= 1/ f is the wavelength of the GPS signal.

Combining Formulas 3.11 and 3.10, the attacker can now calculate the
carrier phase at the remote receiver for each satellite. These values can then
be tracked and used in the GPS signal generation to properly calculate the
cancellation signal.

Evaluation of Location Errors on Carrier Phase Prediction An unknown
variable when conducting a signal cancellation attack is the precise position
of the GPS satellite. While the satellites broadcast their ephemeris data that
allow calculating the satellite’s position at a variable time t, this ephemeris’
error decreased with the lifetime of GPS due to advancements in measurement
procedures. At the beginning of this millennium, this error was around 2.6
meters [129] and has decreased to approximately 1.5 meters today [50]. An
error of 1.5 meters translates to nearly eight phase cycles at the GPS carrier
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Figure 3.20: Impact of error of the satellite’s position (top) and the victim’s
error (bottom) on the phase estimation for distances up to 1,000 (satellite) and
0.1 (victim) meters.

frequency. Additionally, the satellite moves approximately 300 meters between
start of transmission and start of reception [118]. We have simulated the phase
error for two receivers placed on earth’s surface with a baseline of 20 meters
and a satellite position offset of up to 1 kilometer in three dimensions around
the calculated position. Within this radius, the maximum error is less than
0.03 rad due to the special geometry of the acute triangle between the two
receivers and the satellites (see Figure 3.20).

The position error for the victim receiver, however, is much more severe
on the phase prediction error. A position error of even 3 millimeters already
translates to a theoretical phase prediction error of 0.1 rad. Figure 3.20 depicts
the minimum, maximum and mean phase error for victim misplacements of
up to 10 centimeters.

Both simulations have shown that in the best case of a position error no
phase error will occur. This special case happens if the geometry of the triangle
satellite-receiver-attacker stays unchanged and only its orientation in space
changes.
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3.3 Conclusions

Validation of Carrier Phase Prediction To validate our carrier phase pre-
diction scheme, we deployed a USRP X300 with two antennae at distances
of 20 m, which we measured using a laser range finder. Our recorded sig-
nals are post-processed using gnss-sdr [35]. We extracted the carrier phase
measurements from the observables in addition to the broadcast ephemeris
provided by this software. Figure 3.21, shows the error between measured
and predicted phase difference between the two antennae over the time of
20 minutes. Not all satellites exhibit the same error, as would ideally be the
case if we measured both our own and the victim’s antenna position with high
precision. We determined the locations of both antennae with the RTK method
using an official reference station, approximately 15 km away. The prediction
for most satellites however stays nearly constant throughout the experiment.
Satellite 17’s phase flips around one third into the experiment, which could be
due to multipath at our experimental site close to a large metallic obstacle.

Assuming the attacker can detect and correct the initial phase offsets, we
simulated how the phase error progressions influence the achievable attenua-
tions of the individual space vehicle’s signals during the attack. Figure 3.22
gives a visualisation of the attenuation over time. The phase jump by half a
wavelength of SV 17 results in these signals being amplified to double their
signal strength. The attacker could theoretically achieve an attenuation of
more than 20 dB during the first minute. Afterwards, certain SV’s signal phase
start to drift—especially satellites 9 and 22—while the others are attenuated
by more than 10 dB during the whole measurement campaign.

Nevertheless, the results indicate our proposed phase prediction scheme
works given that both antennae’ locations are precisely known. Satellites 3, 6
and 23 in particular exhibit a nearly constant phase prediction error and thus a
very high theoretically achievable attenuation for the attacker.

3.3 Conclusions
In this chapter, we introduced two advanced attacker models called the multi-
device attacker and the signal cancellation attacker.

Our work has shown that a distributed multi-device attacker model is a
realistic threat scenario to TDoA multilateration systems. We have shown that
using COTS software-defined radios with GPS synchronisation, it is possible
to generate spoofing signals with a sufficient synchronisation over large areas
such that the localisation error of the multilateration becomes indistinguishable
from the error of legitimate signals.

We have shown the digital signal cancellation attacker being able to at-
tenuate a legitimate signal to a point where a receiver is not able to recover
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Figure 3.21: Calculated phase error over a distance of 20 meters tracked over
a time of 20 min for all visible satellites.
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Figure 3.22: Theoretically achievable attenuation for the predicted phase
progression with corrected initial values over a time of 20 min for all visible
satellites.
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3.4 Advancement of the State of the Art

the information contained inside anymore. Such an attacker is even able to
interfere with individual signals on a CDMA channel without affecting the
other transmissions. We were able to attenuate simple carrier signals by up
to 40 dB and more complex GPS signals by up to 30 dB over the air in a
controlled setup. We have demonstrated such attacks for distances up to 25
meters. These attenuation levels and distances are sufficient to bring many
real-world signals below the noise floor of standard receivers and therefore
make the signals disappear from the spectrum.

3.4 Advancement of the State of the Art
Previously, only Steinmetzer et al. [110] discussed a possibly distributed,
multi-antenna, passive eavesdropper while the common notion usually was
that an attacker is confined to a single location of their choosing and only
employing a single antenna. To the best of our knowledge, we were the first to
show a distributed, tightly synchronised spoofing attacker being reality already
today. Such an attacker uses COTS hardware and GPS to synchronise their
distributed spoofing devices.

The idea of a signal cancellation attacker was already around for several
years, after all, physicists use the effect of destructive interference in countless
applications. Its most notable use is in the Laser Interferometer Gravitational-
Wave Observatory (LIGO), where gravitational waves were first detected [10].
We advance the state of the art by showing how such an attacker could create
the interference signal by themselves, as was hinted at by Humphreys et al. [48].
We, therefore, move a step further from relaying signals to create interference,
as was shown in previous work [81]. Finally, we discussed different parameters’
(i.e., attacker phase, amplitude and location error) influence on the attack’s
success.
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Chapter 4

Trajectory Verification Using
Signal Reflections

In this chapter, we assume a very strong Dolev-Yao style attacker only limited
by the laws of physics i.e., there is no faster than light communication, such as
presented by Schaller et al. [96]. Our proposed countermeasure will detect all
but the very strongest attacker and confines them strongly in terms of where
they could launch their attack.

4.1 Introduction
For more than half a century, primary (PSR) and secondary surveillance radar
(SSR) were the main means of air traffic surveillance. PSR radiates high-
power, directed signal bursts and produces range and azimuth information
from the signal reflected off the aircraft’s metal hull. SSR also uses highly
directed signal transmissions which, however, requires an aircraft being fitted
with a transponder to report identity, altitude and other information to the
radars’ interrogation. The main disadvantages of PSR and SSR are the large
moving parts and high-power RF equipment which are huge cost drivers
and necessitate large and expensive ground infrastructure. PSR systems can
cost up to six million dollars to deploy [51], let alone the costs for power
consumption and maintenance. As of today, primarily large international
airports can afford PSR. SSR is less expensive, but still a major cost driver in
air traffic surveillance.

Intended to reduce costs and improve surveillance precision [86] ADS-B
is deemed the cornerstone of the modernisation of air traffic surveillance in
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programs such as FAA’s NEXTGen [33] or EUROCONTROL’s SESAR [105].
First standardised in 1998 and widely mandated in many airspaces around the
world since 2020, it has seen broad adoption by aircraft operators over the
last few years. ADS-B enables aircraft to periodically report their position,
velocity, and additional information through short messages without the need
for expensive radar infrastructure.

However, ADS-B is known to be vulnerable to wireless attacks, such as
the injection (or spoofing) of ghost aircraft [24, 89]. Built on top of legacy
avionics communication protocols, ADS-B inherited a technical debt inhibiting
the implementation of standard cryptography-based security mechanisms. This
vulnerability poses a serious threat to aviation safety as pilots or air traffic
controllers could make safety-relevant decisions based on maliciously falsified
information [115].

Throughout the last few years, researchers have begun to address this issue
and secure ADS-B transmissions and other, similarly insecure, navigation and
data link technologies used in aviation. Two different strains of countermea-
sures have followed. The first group proposes the addition of encryption or
authentication schemes or requiring other changes to both the written standards
as well as the deployed hardware in aircraft [13, 36, 56, 58].

However, it has been noted widely that aviation systems inherently evolve
very slowly due to strong cost pressures and safety requirements [115]. The
recent example of ADS-B, which took over two decades from conception to
mandatory use illustrates the significant time until security by design can be
built into new aviation technologies.

Current possibilities to secure ADS-B can be categorised into two main
groups:

PSR/SSR: ADS-B trajectory claims can be cross-referenced with information
provided by PSR or SSR. However, this approach defeats the purpose
of ADS-B since the goal is the reduction of costs [33, 105]. PSR/SSR
systems are also only available in a fraction of airspaces and systems
reaching their end-of-life might be replaced by ADS-B.

Multilateration (MLAT): With a dense network of synchronised ADS-B
receivers, it is possible to verify the source of the signal based on its
reception time. Reliable time synchronisation of the receivers will,
however, drive costs up and prevents ADS-B verification when only
one or few receivers are available. We have, however, shown MLAT
systems to be vulnerable to a distributed attacker injecting signals at
each receiver with the required time delay [70] (see Chapter 3).
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In this chapter, we introduce a novel verification scheme that does not
require expensive radar stations or dense, time-synchronised receiver networks
such as in MLAT. Our approach is based on RF signals reflected off an aircraft’s
metal hull from broadcast stations such as radio or TV. We build on known PR
techniques to infer the velocity and range of an aircraft from these echoes and
cross-reference them to the trajectory broadcast through ADS-B.

While several augmentation and data fusion systems exist in practice,
which take input from different surveillance sources, these only augment the
information of the radar system and do not actively detect maliciously injected
signals. To the best of our knowledge, we are thus the first to propose a
cost-effective and practical solution to secure ADS-B trajectory claims based
on side-channel information.

The contributions of our work are:

• We propose a PR-based verification scheme for position and velocity
claims for the unsecured ADS-B standard. Improving over previous
physical-layer verification proposals, our approach requires only a single
receiver, even in the presence of a strong multi-device attacker.

• We implement our scheme on low-cost hardware and propose methods
to deal with frequency drifts and noise introduced by such hardware.

• We evaluate the performance and accuracy of our verification scheme
under real-world conditions and demonstrate how such a system can
detect incorrect trajectory information with no false positives while
verifying legitimate aircraft on average within less than two seconds of
entering the verification sector.

4.2 Background
This section provides background on ADS-B and its (in)security. Further, we
introduce the principles of passive radar and the Digital Audio Broadcast.

4.2.1 ADS-B
The Automatic Dependent Surveillance - Broadcast (ADS-B) is a protocol
originally standardised in the late nineties [86]. The main function of ADS-B
is to use the aircraft’s localisation systems, hence dependent, and broadcast its
trajectory in an automated manner to surrounding aircraft and ground stations
(surveillance). An overview of ADS-B operation is shown in Figure 4.1. The
mandated version 2 of the ADS-B protocol, which most aircraft must adhere
to from 2020 onwards, requires aircraft to be fitted with a GPS receiver for
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Air traffic control

GNSS Constellation

ADS-B

ADS-B

Self-positioning

Figure 4.1: Overview of ADS-B operation. Aircraft self-position according
to GNSS signals and broadcast their identity and trajectory to other aircraft
and ATC ground stations.

self-localisation. The aircraft will then broadcast its location and velocity at
a frequency of 2 Hz. Additionally, each aircraft broadcasts its callsign once
every five seconds.

4.2.2 Security in ADS-B
Many of today’s used standards in aviation were first drafted in or before the
1980s. Their main objective was ensuring the safe operation of aircraft and
air traffic management. Back then, only few individuals were equipped and
knew how to wilfully disturb the communication systems. In recent years,
the threat models have shifted with general-purpose transmitters becoming
readily available and signal generating software being a few clicks away on
the Internet [115].

ADS-B was not designed with security in mind. It is inherently designed
openly, without any type of authenticity or confidentiality. The insecurity
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of ADS-B based tracking has been discussed in the scientific community for
several years now with seminal publications by Costin et al. [24] and Schäfer
et al. [89]. ADS-B is built on top of the legacy Mode S protocol, from which
it inherited a limited message payload of only 56 bits and a low-bandwidth
channel, effectively inhibiting efficient implementation of security protocols.

As active changes to the standards will take years and a lot of efforts to
be implemented, solutions to secure ADS-B while staying compliant to the
standard are important. They include using multiple receivers to verify the
trajectory based on TDoA [112] or FDoA [91]. Such systems offer secure
location verification, but they require ADS-B messages to be received by
multiple synchronised receivers which is expensive to implement and therefore
requires significant infrastructure outlay at larger scales. Efforts to reduce the
requirement of multiple receivers were presented by Schäfer et al. [90]. Their
approach requires aircraft to either transmit their reports within discrete time
intervals, which too few aircraft currently support, or include the timestamp
of the transmission in the message, which the standard does not cater for
and thus would require changing the ADS-B standard again. Physical-layer
fingerprinting techniques are also proposed [60], however, they only verify the
origin in terms of the transmitter hardware but not the location. An aircraft
falsifying its trajectory reports will not be detected by fingerprinting alone.

Other ADS-B verification schemes, assume only limited attacker models
where the attacker is allowed to only occupy a single location at the same
time [68, 111]. We previously demonstrated the shortfall of this assump-
tion [70] (see Chapter 3 for reference). Today’s low-cost off-the-shelf SDR
platforms are powerful enough to transmit signals with nanosecond timing
accuracy, synchronised through GNSS disciplined oscillators. An attacker
could, therefore, deploy multiple such platforms close to the distributed sen-
sors, in a coordinated fashion targeting each sensor individually with properly
time-delayed signals, rendering time-based verification systems useless.

4.2.3 Passive Radar
The concept of PR systems has already been known for several decades and
first implementations date back to World War II [43]. Main advantages for
such a system include much lower energy consumption due to omission of
own transmission stations and – apart from visual detection of its antennas –
higher chances of the radar system staying hidden from malicious third parties.

Passive radar utilises signals from a so-called illuminator of opportunity
(IoO) whose signals can be used by one or more receivers. Such a receiver
is usually equipped with at least two phase-coherent channels. With one
antenna pointed towards the actual illuminator – called reference channel,
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while the surveillance channel antenna(s) is/are pointed towards the sector
of interest. In this work, we focus on PR systems that are equipped with
only one surveillance channel. The distributed design of the transmitter and
receiver means that PR systems, in general, are bistatic as opposed to classical
monostatic radar systems. The large turning parabolic antenna in classical
radar systems will receive both range and bearing of the echo. Passive bistatic
radar systems on the other hand measure the time delay of the echoes that do
not constitute the absolute range of the target and the receiver but rather the
full additional time the signal travels from the transmitter to the target and
from there to the receiver. Targets in passive bi-static radar hence can only
be located to an ellipse in single-receiver, single-transmitter PR setups (see
Figure 4.2). Additionally, such systems measure the Doppler shift from the
relative speed of the target to the transmitter and the receiver.

T X/RX

Tar get

β

(a) monostatic

T X

RX

Tar get

(b) bistatic

Figure 4.2: Comparison of the monostatic (a) and bistatic (b) radar topologies.
Usually, monostatic radars can extract both range and bearing from the echos
while passive bistatic radars with a single surveillance channel can only extract
the bistatic range and Doppler shift.

Previous work needed a cluster of six computers to calculate a range-
Doppler map (RDM) in around 5 seconds [47]. The advance of ARM-based
low-cost computing platforms has pushed their computational power past what
was considered cutting edge one decade ago. Recent years, therefore, saw
efforts to bring PR processing to embedded devices, e.g., the Nvidia Jetson
platform offering 192 CUDA cores and a quad-core ARM CPU [104]. Our
work intends to push the boundary on what is possible for a processing setup

64



4.3 Threat Model

of less than 100 USD. This opens new PR applications for crowdsourcing or
various research use cases.

4.2.4 Digital Audio Broadcast
The digital audio broadcast is the successor to analogue frequency modulated
(FM) broadcast in Europe and Australia. It takes the digitally recorded and en-
coded voice and music and modulates them as differential QPSK symbols onto
orthogonal frequency-division multiplexed (OFDM) symbols. The OFDM
symbol consists of 1,536 carriers and is being transmitted at a bandwidth of
2.048 MHz. A DAB frame takes 96 ms to transmit and consists of 76 OFDM
symbols with a symbol duration of lower signal power prepended to allow
for coarse time synchronisation [32]. Digital Audio Broadcast (DAB) signals
are, as a result of the OFDM modulation, very robust against multipath and
due to the additional error coding allows proper demodulation of the radio
programme even at a very low signal-to-noise ratio. Additionally, it employs a
single frequency network where the same signals can be transmitted on the
same frequency by multiple radio towers with overlapping reception areas. To
a receiver, the different transmissions appear as multipath and, therefore, do
not disrupt proper demodulation.

In this work, DAB serves as a IoO. The signals radiated by DAB transmit-
ters will be reflected off the aircraft’s metal hull. Due to the aircraft’s move-
ments, the reflected signals are also frequency shifted. Using PR techniques,
we can recover these echos and cross-reference them to ADS-B trajectory
claims.

4.3 Threat Model
An attacker’s goal is to inject false position and velocity messages into air-
traffic control systems, i.e., perform a spoofing attack. Due to the unsecured
nature of ADS-B, an attacker can craft arbitrary messages, which are then
accepted by any certified receiver as legitimate. In this work, we assume a
strong and active wireless attacker. The attacker is free to inject and manipulate
arbitrary messages on the 1,090 MHz ADS-B channel. They can craft any
kind of message with any arbitrary delay, frequency shift, etc. We do not
limit our attacker by number of transmitters and receivers or their locations.
Two fundamental threats against air traffic monitoring systems arise from the
described threat model:

Threat 1: An attacker uses a general-purpose, programmable transmitter, i.e.,
a software-defined radio, sending position and velocity claims for aircraft
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Figure 4.3: Visualisation of Threat 1, an attacker using an SDR to transmit
false position reports making an inexistent aircraft appear in ATC’s surveillance
screens.

which do not exist. Air-traffic control will not be able to distinguish these false
reports from legitimate ADS-B messages (shown in Figure 4.3).

Threat 2: An attacker transmits false position and velocity reports while
flying their own aircraft. Examples include hijackers trying to conceal their
true trajectory or a pilot trying to create unsafe situations.

An air traffic controller, unaware of an active spoofing attack, would
base its decisions on incorrect or outright false information controlled by the
attacker. Flooding the screen with hundreds of fake aircraft, the air traffic
controller would lose situational awareness completely and might have to close
down its air space.

We demonstrate in Section 4.6 how we can detect both classes of threats
against air traffic monitoring systems. Military systems—both PSR as well as
military fighter jets with radar counter-measures—are out of the scope of our
work.

4.4 The Verification System
This section describes our low-cost verification system for ADS-B trajectory
claims. As introduced in Section 4.2, existing countermeasures to verify
ADS-B messages such as radar or multilateration are complex systems utilising
either multiple RF frontends or high stability, low error reference oscillators,
or both. However, current trends in air traffic surveillance are going towards
lower costs. It fills the gap by providing a low-cost security solution.

The key concepts are shown in Figure 4.4. On one hand, aircraft com-
municate their location via the ADS-B protocol to ground stations as well
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Illuminator Sensor ADS-B Receiver

Reference Signal

Surveillance Signal
ADS-B

Figure 4.4: Overview of the system, depicting the IoO, an aircraft reflecting
the signal and the sensor receiving a superposition of direct and multipath
signals. Alongside our verification system, the classic system of aircraft
transmitting ADS-B signals to ground stations is shown.
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Figure 4.5: Conceptual overview of our verification system.

as other aircraft. An ADS-B receiver on the ground collects the individual
location and velocity reports to produce a situational map of the surrounding
air traffic. As discussed previously, this link is susceptible to different kinds of
attacks. To alleviate the effects of these types of attacks, we leverage digital
radio broadcast signals to verify the authenticity of the ADS-B data.

Figure 4.5 outlines the conceptual data flow in our system. For the remain-
der of this section, we first give an overview and introduce why we chose DAB
as an illumination signal. We then describe the data processing steps for the
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ADS-B and the PR processing chains before detailing our verification on top
of the fused data.

4.4.1 System Overview
Inspired by current trends in the radar community for both denser, shorter-
range tracking networks [65] and low-cost systems [15, 17, 71], we designed
our system by rigorously aiming for the lowest-cost hardware available to us.
Today’s commercially available PR systems are purpose-built with a lot of
parallel processing power, use hundreds of Watts of power [45] and presumably
cost several hundreds of thousands of dollars. These professional PR solutions
use antenna arrays with multiple, phase-coherent RF frontends and very high
stability clocks, each of these design choices drive up costs.

We built our system on the Raspberry Pi platform and the low-cost SDR
dongle RTL-SDR. With the computation platform costing around $50 and the
SDR $25, our system is, therefore, approximately three orders of magnitude
more affordable than commercially available PR systems and four orders of
magnitude more affordable than PSR.

With a single sensor using a single-channel receiver, it is not feasible to
locate the aircraft to absolute geographic coordinates. With the IoO located
in a different location as our sensor, we can recover at most the spheroid on
which the aircraft is located. However, this allows us to forego high complexity
location and tracking algorithms as we can calculate the relevant verification
lookup values from the ADS-B trajectory claims.

Our work sets itself apart from previous efforts to verify ADS-B position
and velocity reports by acknowledging the inherent insecurity of almost all
terrestrial avionics communication protocols and verifying the claimed trajec-
tories using reflections of other terrestrial signals, such as radio and television
transmissions, reflecting off aircraft. Even though the used signals are also not
authenticated, the properties we use cannot be spoofed without huge efforts,
due to the unpredictable contents of the transmission.

4.4.2 Why DAB as Illuminator Signal?
The RF spectrum is full of potential illuminators of opportunity for verification.
Notable examples available in Central Europe are analogue FM radio, the
digital transmissions of DAB, terrestrial digital video broadcast (DVB-T2),
and cell phone services (GSM, LTE). An overview of the different signal
properties of these transmissions is shown in Table 4.1.

The different aspects of the signals influence the performance of our
verification system in different ways.
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Availability: Provides an idea of how widespread such a system could be
deployed. Illuminator signals with only limited availability hinder a global
deployment. However, continental-scale deployment with a single candidate
signal might be better than a globally available signal with sub-par PR proper-
ties. Adding a different illuminator signal to our system is a basic engineering
task.

Transmission power: The higher the illuminator power, the greater the prob-
ability of a target echo being above the noise floor for a given range since only
a small portion of the reflected signal is received by the PR receiver.

Bandwidth: The bandwidth of a signal determines the radar range resolution,
given by c/2B · cos(θ ) for a bistatic system (with c as speed of light, B for
the signal’s bandwidth and θ for the bistatic angle). Along with the range
resolution, the time-bandwidth product, B · T , of a signal determines the
amount of integration gain that can be achieved where T is the integration
time, limited to the maximum time a target remains within a range cell [63].
If the bandwidth is high, the range cell is small which limits the integration
time before range walk occurs where the targets’ energy gets spread across
multiple cells, leading to reduced detection performance.

Modulation / Antennas: Typical PR systems require two or more receive
channels with one pointed directly at the transmitter to record a reference
signal while the other pointed towards the surveillance sector. In certain cases
where digital modulation is used, a reference signal can be reconstructed from
the surveillance signal, resulting in only a single receive chain being required,
provided there is enough SNR to perform demodulation.

The reason we opted for DAB as opposed to the other presented alternatives
is two-fold. Firstly, it uses digital modulation and is designed for mobile use
and hence allows error-free decoding even at low SNR. As a result, it is
possible to utilise a single receive channel architecture to keep the costs as
low as possible. Secondly, while DVB-T2 in direct comparison appears as
the better choice due to the higher transmission power and higher signal
bandwidth, its bandwidth also increases receiver costs and is e.g., too high for
the low-cost RTL-SDR receiver we built our system on.

4.4.3 Hardware
Our PR system is implemented for the Raspberry Pi platform. In particular,
we use the version 3 model B, which is equipped with a 1.2 GHz quad-core
ARM Cortex-A53 processor with a dual-core VideoCore IV GPU [125]. In
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1 1
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Q

Figure 4.6: The demodulated OFDM symbols (dots) are mapped to the
expected reference symbol (x) on the unit circle according to their positioning
in the four quadrants of the complex plane.

general, we aimed to write the software pipeline in a hardware-agnostic way
and use compiler flags e.g., to perform Fast Fourier Transforms and either
uses the generic FFTW library [38] or GPU_FFT [46] for the Raspberry Pi. A
disadvantage that comes with using the Raspberry Pi’s GPU is that we are not
able to calculate arbitrary FFT lengths but only those of powers of two. While
this value is perfect for DAB’s symbol size, it will dictate the integration time
as we can only use powers of two in the Doppler domain.

Our proposed low-cost system makes use of an RTL-SDR platform. Specif-
ically, we use the RTL-SDR V3 dongle [6] equipped with a TCXO which
provides frequency stability of better than 0.2 PPM [18]. This software-
defined radio uses a Realtek RTL2832U chip, featuring a 7-bit ADC and a
Rafael Micro R820T2 chip as the radio tuner.

4.4.4 DAB Pipeline
In the DAB pipeline, we receive the transmitted DAB signals, demodulate,
reconstruct, and perform PR processing on the signals.
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Figure 4.7: Frequency correction on a single OFDM symbol in time domain.

Signal Reconstruction
As mentioned in Section 4.4.2, DAB allows us to only record the surveillance
signal using a single receiver channel and recover the reference signal from
the surveillance signal. Similar to previous works [62, 100], we demodulate
received OFDM symbols and we recover the reference signal by quantisation
of the noisy OFDM symbol to its QPSK constellation points.

However, due to the low-cost hardware and therefore low stability oscilla-
tor, we also have to deal with exaggerated frequency jitter and drift in this work.
These frequency variations do not pose a problem for basic demodulation of
DAB for radio listening purposes, but they will introduce distortions in our PR
processing and lead to false verifications. After coarse time synchronisation
with the null symbol i.e., a short period with lower signal power, we correct
the carrier frequency offset of our receiver. We use the cyclic prefix or guard
interval to perform fine-grained frequency correction of the OFDM symbols
as shown in Figure 4.7.

We, therefore, demodulate the OFDM signal and map the point clouds of
the π/4 differential QPSK constellation to an optimal, “noise-less” signal and
treat this as the assumed direct signal (see Figure 4.6). For further processing
steps, we remove the null symbol since it does not add much energy and is
thus not suitable for the correlation process.

Correlation
The second stage of the DAB based pipeline correlates the surveillance and
reference signals to produce an RDM.

The RDM serves as the basis of PR systems for filtering, detection, and
tracking algorithms to detect, locate, and track moving objects over time. Its
mathematical foundation is the so-called cross-ambiguity function [63] for a
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Figure 4.8: Generic schematic of the RDM generation using the batches
algorithm. The ⊗ symbol denotes the cyclic cross-correlation.

specific range and Doppler shift as defined by
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Where R and V denote range and Doppler velocity, xe and x r the echo and the
reference signal, and T the integration time or coherent processing interval
(CPI). The processing gain achieved by the system is defined by the time-
bandwidth product, B · T , where B is the signal bandwidth. The longer the
integration time, the higher the processing gain. To locate target echoes, the
cross-ambiguity function is calculated for a quantised sequence of range and
Doppler values. Evaluating the cross-ambiguity function as defined in (4.1)
for each combination of range and Doppler in the search set and storing the
results in a two-dimensional array produces an RDM.

To reduce computational load, our implementation is based on the batches
algorithm [69] outlined in Figure 4.8. We cross-correlate each demodulated
OFDM-symbol with the corresponding reference OFDM-symbol recovered in
the signal reconstruction stage. The resulting channel impulse responses are
stacked in a two-dimensional matrix. As our reference signal reconstruction
stage already transforms our recorded time signal to the frequency domain and
also generates the reference signal in the frequency domain, we can already
omit the initial FFT operation for the cyclic cross-correlation. To further
improve the performance, we do not immediately perform an inverse Fourier
transform in the cross-correlation but rather fill the two-dimensional matrix
first and then perform a two-dimensional FFT over the whole matrix. To
recover the RDM, we perform a final, column-wise FFT over the matrix. We
integrate over 512 OFDM symbols, with the range domain FFT size being
fixed to 2048 by DAB’s OFDM symbol length. These parameters result in a
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Figure 4.9: Example output of the correlation stage. Aircraft reflections are
visible at 7 km/90 Hz, 27.5 km/130 Hz and 50 km/−115 Hz.

CPI of 0.6 s and an integration time of 0.5 s as we need to remove the cyclic
prefix before each DAB frame. These values translate to a range resolution of
∼150 m and a Doppler resolution of 1.56 Hz.

We further apply a direct signal interference (DSI) suppression algorithm
based on a class of Extensive Cancellation Algorithms (ECA), specifically
ECA+ [103]. ECA+ allows the suppression of DSI in specific range and
Doppler bins within the RDM, reducing the DSI side-lobe levels that mask
potential targets. We can build a projection matrix, based on DAB’s OFDM sig-
nal properties to remove the direct signal interference along the zero-Doppler
line. As a result of the suppressed strong zero-Doppler line, the strong side-
lobe levels we initially experienced (see Section 4.6.2) are also suppressed,
leading to a very clean RDM with clearly discernible target echoes. Our DAB
pipeline is very well suited for use in low power computing devices, as we can
pre-compute the projection matrix. Each intermediate matrix is then multiplied
with the projection matrix before the final FFT yields the RDM. An example
output is shown in Figure 4.9.

4.4.5 ADS-B Pipeline
Our system is agnostic to the way ADS-B signals are acquired and possible
scenarios include the deployment of an ADS-B receiver alongside the PR
receiver (as shown in Figure 4.4) or using third-party, online ADS-B services,
e.g., the OpenSky Network [94]. The ADS-B pipeline estimates the expected
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time delay and Doppler shift of an echo, based on the reported trajectory
information from ADS-B.

First, we group ADS-B velocity and location reports by sender and arrival
time and linearly interpolate the location of the aircraft for the case we did not
receive location reports for short periods.

Next, we transform the position reports’ {latitude, longitude, altitude}
vector into an Earth-centered, Earth-fixed (ECEF) metric coordinate system.
Similarly, we transform the velocity vectors from {East, North, up} (ENU) to
an equivalent metric vector in ECEF.

#  »xac = (φ,λ, h) ⇒ (x , y, z)
#  »vac = (ve, vn, vu) ⇒ (vx , vy , vz)

(4.2)

From the position reports, we can determine the additional distance the
signal has to travel, called bistatic path, and calculate the time difference ∆t
between the reflection and the signal arriving at our antenna on a direct path
from the transmitter.

∆t = (‖#  »xac −
#   »x t x‖+ ‖

#   »x r x −
#  »xac‖ − ‖

#   »x r x −
#   »x t x‖) · c (4.3)

The ENU velocity vector describes a metric velocity vector orthogonal
to Earth’s sphere at the point it was reported. We, therefore, need to rotate it
accordingly to match with the metric, absolute position vector in ECEF.

#        »vEC EF =





− sinλ − cosλ sinφ cos dλ sinφ
cosλ − sinλ sinφ sinλ cosφ

0 cosφ sinφ



 · #  »vac (4.4)

The expected Doppler shift can be found by calculating the orthogonal
velocity ‖⊥ #  »vac‖ with respect to the spheroid defined by the two focal points
of the transmitter and the receiver and the bistatic path.

‖⊥ #  »vac‖=
� #  »xac −

#   »x t x

‖#  »xac −
#   »x t x‖

+
#   »x r x −

#  »xac

‖#   »x r x −
#  »xac‖

�

· #        »vEC EF (4.5)

The orthogonal velocity finally is multiplied by the respective carrier
frequency and divided by the speed of light, yielding the Doppler shift ∆ f .

∆ f =
‖⊥ #  »vac‖ · fcar rier

c
(4.6)

The resulting coordinate system directly relates to the two dimensions
in the RDM and allows for comparison between the reported position and
whether there was a corresponding detection in the RDM produced by the PR.
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Figure 4.10: Visual representation of our filter kernel applied to the original
RDM. The red cell in the center is the cell under test, the hatched cells are the
guard cells and the solid gray cells are the training cells used to calculate the
noise floor.

4.4.6 Verification
In this step, we fuse the RDM of the DAB pipeline with aircraft position and
velocity claims from the ADS-B pipeline.

To extract meaningful metrics on echos in the RDM, we run a low-pass
filter on the original RDM. We implemented a convolution filter based on
the filter kernel shown in Figure 4.10. As the echo’s peaks in the RDM are
not confined to a single cell, we allow for a guard interval around the cell
under test to estimate the noise around the peak. The n grey cells in the visual
representation of the kernel denote a value of 1/n each. All other cells are set
to zero. We keep the filtered RDM alongside a copy of the original.

Next, we extract the maximum signal to noise ratio in the area around the
expected signal reflection as shown in Figure 4.11. The SNR is calculated by
comparing the signal strengths of the corresponding cells of the unprocessed
RDM and the filtered copy. The search area around the expected cell is
necessary due to different factors. First of all, the ADS-B receiver and the
PR sensor are only loosely synchronised. Secondly, the ADS-B standard
allows the broadcasted position to be as old as 0.6 s. This effect is called
uncompensated latency and results in up to 150 m of position error at cruising
speed [87]. Also, when reporting airspeed as opposed to ground speed, the
calculated Doppler shift will not perfectly match up with the received signal
reflections as airspeed is influenced by wind.

After the extraction of the SNR values, we discard the RDM and keep
a time-series of the SNR values and all the data gathered in the ADS-B
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∆ f

∆t

Figure 4.11: Fusing the ADS-B trajectory claims with the RDM. The red
cells are the expected position according to the signal’s delay and frequency
shift. We look for a detection by registering the maximum signal to noise ratio
between the unprocessed RDM and its filtered copy in an area defined by a
5x5 cell area around the expected cell.

pipeline. The calculated SNR for the echo serves as the basis of our verification
procedure. We use the following metrics to verify an aircraft’s trajectory claim:

• Separation from other aircraft in the bistatic coordinate system.
• Sliding window containing a sequence of echo SNR measurements over

time.

In general, we distinguish three different stages a verification target can
hold:

Verified: An aircraft’s trajectory is fully verified if we find an echo with
sufficient signal-to-noise ratio, over a period defined by a sliding window and
sufficient separation from other aircraft’s trajectories.

Ambiguous: There is an echo with sufficient SNR in our sliding window
period. However, there is not enough separation from other aircraft in the
bistatic coordinate system.

Unverified: There is insufficient SNR in the expected area to verify the
aircraft’s position and velocity claim.

Note that our system does not detect an ADS-B injection attacker per
se, but rather verifies aircrafts’ trajectory claims. Due to the nature of PR,
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however, some legitimate aircraft might not reach the verified stage, because
the reflected signal is too weak. On the other hand, spoofed aircraft are highly
unlikely to yield several consecutive detections.

4.5 Security Analysis
We now analyse possible attack vectors arising from the threat model we
assume in Section 4.3 and discuss why our system provides security against
various attacks.

4.5.1 Jamming
A most straightforward attack against any wireless system is jamming the
relevant frequencies. In our case, an attacker would jam the PR illumination
signals while spoofing false aircraft trajectories on the ADS-B frequency. This
would effectively inhibit our system from verifying any aircraft.

There are, however, several disadvantages for the attacker in this scenario.
First of all, there are various channels for any given technology we could use
in our verification system. The attacker would need to expend energy jamming
a whole frequency band e.g., 174 MHz to 230 MHz for all DAB channels
locally available, as there is no way to determine which frequency band is
currently in use. Second, the jammer would need sufficient transmission power
to mask the signal and finally, the attacker is required the knowledge of what
illumination signal is used for PR.

Since the PR is used to verify positive, not negative, targets if the PR does
not detect anything as a result of jamming, it does not mean that a target is
not there, but ADS-B trajectories will go unverified. If jamming is detected,
we could switch to a different channel as possible mitigation. While it might
not be possible to locate an advanced jammer, who is not transmitting basic
Gaussian noise, ADS-B going largely unverified will still allow for identifying
a jamming attack.

4.5.2 Verification Degradation
Our system makes use of the 3D location and velocity vector and converts
them to the expected bistatic path and Doppler shift. A single PR sensor cannot
locate an aircraft on these two values alone. Using this knowledge, an attacker
could degrade our verification system. In case there is only one illuminator, the
attacker can inject aircraft trajectories that map to the same elliptic coordinates
as a legitimate aircraft. The spoofed trajectory can look much different from
the legitimate aircraft in cartesian coordinates. The attacker mainly needs to
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Figure 4.12: Conceptual view of the degradation attack. The attacker can
position the fake target, anywhere on the ellipse and the bistatic path of the
fake aircraft will match the legitimate aircraft’s.

consider that the relative speed of the spoofed aircraft is close to the legitimate
aircraft such that both targets appear close on the RDM. The concept is shown
in Figure 4.12.

From its knowledge of both the transmitter and the receiver positions, the
attacker can choose any of the real aircraft in the area to launch its degradation
attack. Using the location of the real aircraft at time t and the system’s
locations, the attacker calculates a set of positions producing the same time
delay for the surveillance signal as the real aircraft. This set defines a prolate
spheroid with the transmitter and receiver position being the foci. Any location
on the spheroid will exhibit the same time delay as the echo of the legitimate
aircraft, therefore ∆t l =∆t f .

After finding an appropriate location to spoof the ghost aircraft on, the
attacker needs to find an appropriate velocity vector such that ∆ fl =∆ f f .

The Doppler shift in a target echo stems from the relative velocity of the
target in relation to transmitter and receiver location. The attacker, there-
fore, needs to craft a velocity vector whose normal component compared the
spheroid equals the legitimate aircraft’s normal velocity vector. The tangent
component of the spoofed aircraft’s velocity can be chosen freely by the at-
tacker. Therein lies an additional difficulty in detecting this attack, we cannot
simply check for aircraft with the same absolute velocity.

Once the attacker started its degradation attack, it can just advance its
spoofed position ~x f (t) by its velocity ~v f (t) to

~x f (t + 1) = ~x f (t) + ~v f (t). (4.7)

As long as the attacker can keep

⊥ ~vl(t) =⊥ ~v f (t) (4.8)
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for all future t , the spoofed aircraft will follow the legitimate aircraft’s values
for the bistatic path and Doppler shift.

The attacker described does however not hold the full freedom of spoofing
an aircraft anywhere on the spheroid. Usually, PR systems, ours included,
employ directional antennae and hence the areas of possible spoofing are
significantly reduced. This confines the attacker to an antenna sector of
approximately 90 degrees of the PR system. It is therefore already harder to
spoof such a track without falling out of the verification sector, as well as not
intersecting with other aircraft’s trajectories. Deploying another sensor would
confine the attacker to a hyperbolic curve defined by the intersection of the two
spheroids. With a third sensor, the attacker could not inject any other position
but the legitimate aircraft’s.

4.5.3 Echo Spoofing
The spoofer could not only inject arbitrary ADS-B messages into an air traffic
monitoring system but also try to create echos in the RDM, without an actual
aircraft reflecting the signals. This attacker faces several challenges:

Knowledge: Even if the attacker knows the exact position of our receiver as
well as the locations of all possible illuminators, they would not know which
exact channel our system uses to receive the signal reflections.

Predictability: As long as the used illuminator signal is not predictable,
which holds for audio broadcasts such as DAB, an attacker cannot precompute
an echo signal and transmit it later on. Some protocols, however, give the
attacker the advantage of offering predictable data. DVB-T2, as an example,
is vulnerable to echo spoofing due to its predictable pilot tones inserted into
each OFDM symbol, allowing an attacker to pre-compute a signal to inject
a correlation peak into the RDM with a defined range and Doppler [101].
This attack is not feasible on DAB, as it does not make use of pilot tones for
synchronisation and, therefore, this attack would not work against our system.

Spoofing location: As any attacker is limited by the speed of light for any
transmission, they would need to locate themselves close to the line of sight
between illuminator and sensor to introduce any arbitrary time delay > 0µs,
assuming the attacker’s devices do not introduce any additional delay.

4.6 Evaluation
In this section, we evaluate our system at various stages to demonstrate the
performance of the processing pipeline, i.e., at detecting aircraft in general,
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Figure 4.13: Setup geometry of our real-world experiment with the locations
of the illuminator, sensor and the airport marked on the map.

detection rates per distance to our receiver and the final intrusion detection
system in the presence of malicious input.

Data collection was performed in a long term measurement taken on top
of a building at ETH’s Hönggerberg campus overviewing Zurich airport. The
IoO was located 11 km south of our position. The sensor consisted of a Yagi
antenna tuned for the DAB frequency band and the RTL-SDR receiver that
fed the digitised signals to the Raspberry Pi. It was positioned such that it
was shielded off from the illuminator by the building. We recorded a total
of 197 min of DAB signals to test our verification performance with a total
of 11,835 individual RDMs. In parallel, we collected aircraft position and
velocity claims with an ADS-B receiver installed alongside our verification
system.

4.6.1 Processing Performance
Even though the Raspberry Pi 3 platform offers a quad-core ARM processor,
its computational power alone is too low to offer real-time processing of
the whole PR pipeline. We, therefore, evaluate how much speed-up can be
achieved when using the GPU for FFT processing.

Figure 4.14 shows the processing times for reference signal and RDM
generation. We performed the computations in the following configurations:
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Figure 4.14: Performance measurements for reference signal reconstruction
of one DAB frame (left) and correlating the reference and surveillance data
and building a range Doppler map (right). Each bar shows the mean processing
time and the standard deviation. The dashed lines mark the real-time limit for
both computations.

Notebook: For performance reference, we used a current notebook equipped
with an Intel Core i7-6500 processor with 4 logical 2.5 GHz cores
running Ubuntu 18.04 LTS 64bit.

Raspberry Pi CPU: We compiled our software without changes to the source
code on the Raspberry Pi 3 Model B to get the baseline performance of
the platform’s CPU only. It ran Raspbian 9 Stretch, a fork of Debian
optimised for the Raspberry Pi, for both configurations.

Raspberry Pi GPU: We adapted the source code of our software to perform
the FFT operations on the Raspberry Pi’s GPU.

Figure 4.14 depicts the performance of these configurations for both the
signal reconstruction and the RDM generation. We calculated the average and
standard deviation for the processing time of the reference signal generation
over approximately 5,500 DAB frames. The reference time for processing a
single DAB frame (96 ms) is denoted by the dashed line. All our configurations
perform on average faster than real-time for the reference signal reconstruction.
As expected, the notebook performs best and reconstructs a reference frame
in 25.2± 8.4 ms. The Raspberry Pi’s performance for both configurations
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is very close. With the GPU performing only slightly faster than the CPU,
with 73.4± 13.4 ms and 79.9± 19.5 ms. These numbers reveal that using the
GPU only improved the average processing time by less than 10.0%. While
this fact might be surprising at first, these performances are owed to the current
software architecture where each DAB frame is reconstructed sequentially.
However, copying the data to the relevant buffer, initiating the GPU call and
reading the result for a single FFT adds a lot of overhead. In a future iteration
of our implementation, we intend to parallelise the OFDM demodulation so
we can perform multiple FFTs in one batch, again leveraging the faster FFT
performance of the GPU.

For the generation of the RDM, we computed the mean and standard
deviation over a total of 127 RDMs. Again the notebook outperforms the
Raspberry Pi. It was able to compute an RDM in 60.3± 8.6 ms. The in-
tegration time of 645.7 ms is marked by the dashed line in the figure. All
configurations performing below said line provide real-time generation for
RDMs. For this step, we see the advantage of using the Raspberry Pi’s GPU
to offload the FFT computations. On the CPU the Raspberry Pi generated one
RDM every 1,127.9± 13.0 ms while the GPU pushed this number down to
276.1± 10.4 ms, offering a performance boost of a factor of approximately
4. Because we perform a 2D-FFT over the resulting matrix, we can first
perform 512 FFTs with a size of 2048 and then 2048 FFTs with a size of
512 samples. Handing this amount of data directly to the GPU where the
FFTs are performed in parallel, the performance is a lot faster than the CPU
computing all these FFTs in sequence. Making use of the GPU allows us to
reach real-time performance on a Raspberry Pi.

To evaluate how the size of the RDM influences the processing time, we
varied the FFT size (i.e., the integration time while keeping the batch length
constant) in the Doppler domain in our DAB pipeline (see Figure 4.15). As the
integration time increases with the higher FFT size, we present the required
processing time relative to the CPI duration. It is apparent that even with a
size of 256 FFTs in the Doppler domain, the Raspberry Pi’s CPU is too slow
to process the data in real-time. The Raspberry Pi’s GPU manages to process
the RDM within less than 50% of the CPI duration. While the processing time
for the Raspberry Pi’s GPU remains constant relative to the CPI, the longer
FFT sizes start to narrow down the performance gap between the notebook’s
CPU and the Raspberry Pi’s GPU. Such long integration times of two seconds
and more might however not be useful in an avionics context due to the high
velocities at which aircraft travel.

The Raspberry Pi can perform PR computations in real-time, according
to our results. Its overall performance even suggests that additional pro-
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Figure 4.15: Performance evaluation for RDM processing with varying FFT
sizes in the Doppler domain relative to the CPI (dashed line). The results for
an FFT size of 512 samples corresponds to the correlation part of Figure 4.14.

cessing steps—such as additional filtering or CFAR processing—could be
implemented while still performing faster than real-time.

4.6.2 Initial Platform Assessment
To evaluate the performance of our system as a PR receiver, we went to Zurich
airport and set up our equipment at the car park at the end of the runway. The
signals were recorded using a Yagi antenna pointed parallel to the direction of
the runway facing away from the airport.

The results of our DAB measurements are shown in Figures 4.16 and 4.17.
Figure 4.16 shows a max-hold over a series of 753 RDMs. Several distinct
tracks of aircraft during their approach to the airport can be seen in the lower
left. The aircraft started to appear at a bistatic range of approximately 30 km.
There is also a weaker track visible extending from the zero Doppler line at
approximately 45 km towards 55 km bistatic range and 150 Hz Doppler. As
our experimental site for the initial experiments was located in a vale, longer-
range detection of echoes was not feasible. The figure also shows strong
interferences close to zero range and zero Doppler which seems to be related
to the receiver’s frequency instabilities [101]. These interferences appeared
periodically after a few generated RDMs. Figure 4.17 shows a filtered version
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of the same data, revealing an additional track starting from the left around
50 Hz Doppler shift.
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Figure 4.16: Max-hold of a series of 753 RDMs over a duration of 486 s
based on our DAB setup.
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Figure 4.17: A visualisation of the same data from Figure 4.16 with frequency
correction and DSI filtering.

4.6.3 Passive Radar Performance
To evaluate the performance of our base system, we take the received ADS-B
signals as ground truth and assume no spoofing was performed by any mali-
cious third party.

4.6.4 SNR vs. Altitude
To assess the maximum altitude at which we can verify aircraft at the data
collection site, we create a virtual cylinder with a 10 km radius around our
sensor location. From this data, we plot the cumulative distribution function
for each kilometer bin (shown in Figure 4.18).

DAB transmissions are focused towards the ground as to not waste energy
on areas with no receivers. We can see this effect as the higher the altitude, the
less high SNR values are registered. While we detected individual aircraft at
cruising altitude (10 km), it was not possible to consistently detect a majority
of them. This result is, however, not critical as attacks are most impactful
around airports at lower altitudes where aircraft are flying more complex
manoeuvres at close quarters.

4.6.5 Spatial SNR Distribution
To see the potential area within which we can verify an aircraft’s presence,
we binned the SNR values within geographic coordinates (Figure 4.19). We
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Figure 4.18: Cumulative distribution of SNR values in relation to the altitude
reported by aircraft for selected 1 km bins.
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Figure 4.19: Geographic distribution of the average signal to noise ratio
obtained from the previous processing step. The dashed lines denote the
antenna sector of 90° for 3 dB gain of our DAB antenna. The white plus sign
denotes our verifier’s location and the black x the IoO.
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Figure 4.20: Cumulative distribution of SNR values in relation to the distance
to our receiver for selected 10 km bins.

filtered all aircraft that flew above 5,000 m as detections above this altitude
are very unlikely as shown earlier in the evaluation. The figure clearly shows
a higher SNR for aircraft that are located closer to our receiver. Within the
antenna’s main lobe the SNR is also higher than outside, which is additionally
owed to our positioning with a wall to the back of our antenna, shielding it
from the strong direct signal of the transmitter. The cluster of higher SNR to
the north appears because of the specific flight patterns in that area. Aircraft in
approach to Zurich airport will fly through this area on an East-West trajectory
before turning south to land. During the East-West part of the flight, the
aircraft’s radar cross-section is much higher due to the favourable geometry
along this particular flight path.

4.6.6 SNR vs. Distance
As detections outside our antenna sector are highly unlikely according to our
previous evaluation, we remove all aircraft outside the half-power beamwidth
(HPBW) of the antenna. We then bin all SNR measurements in 10 km bins
by absolute distance from our sensor and evaluate the distribution of the SNR
values for each bin. Figure 4.20 shows the cumulative distribution function
curves for different distances from our receiver. A closer distance exhibits a
different distribution compared to the larger distances.

From the results of these distributions, we define a detection threshold
of 11.3 dB, treating all values below as noise. The threshold is derived from
the SNR distribution of the farthest aircraft plus twice the standard deviation.
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Figure 4.21: Distribution of SNR of signal reflections we classified as detec-
tions with regards to their absolute distance to our receiver.

Note that this is used purely for the evaluation of the PR system and not for
verification. Removing the data points below the threshold, we again plotted
the SNR values versus distance to see what the distributions in terms of median
and extrema look like in Figure 4.21. The distribution of the SNR holds against
what we expect from theory, i.e., exponential decrease over a linear distance.
Two peculiarities can be observed in our data; for the maximum SNR in the
10 km bin, it does not follow the expected trend, which can be explained by
the fact that very strong peaks in the RDM will have significant side-lobes
which in turn will raise the local noise floor in our filter. The median for
this bin, however, follows the expected behaviour much better. The second
outlier is the 30 km bin, where the 75th percentile of the SNR is half of the
expected value. This effect occurs due to the aircraft’s positions’ non-random
distribution, leaving a zone parallel to the runway as a buffer where nearly no
aircraft can be seen.

4.6.7 Verification
For the evaluation of our verification scheme, we use the data collected during
our measurement campaign as the ground truth. As introduced in Section 4.3,
we evaluate two different attack approaches. The first attacker injects ADS-B
trajectories in the area around the airport. The second threat model of an
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Figure 4.22: Combinations of threshold and window length for a false positive
rate of 0% and true positive rate of 80%.

attacker transmitting false trajectory information while flying in an actual
aircraft is also evaluated for its detection.

The verification sector is outlined by our antenna’s HPBW, a maximum alti-
tude of 5 km, and a maximum range of 30 km as found in the PR performance
evaluation.

Trajectory Spoofing
The spoofer data-set was created using the following parameters:

λ ∈ [47.3,47.8]
φ ∈ [8.3,8.9]
h ∈ [1000,5000]

For each trajectory, we uniformly chose two values from λ and φ for the
start and end points respectively, and one value from h as the altitude of the
spoofed trajectory. We produced a total of 50 spoofed trajectories that were
injected into the verification system at random times uniformly distributed
between the start and end times of our measurement campaign.

Out of the 50 spoofed aircraft, a total of 41 flew through our verification
sector, yielding a total of 4,232 data points. The ground truth consisted of 135
aircraft with 45,740 data points. Evaluating the false-positive and true-positive
rate for various combinations of window length and detection threshold yields
the curves shown in Figure 4.22. The area to the right of the solid line results
in a false-positive rate of 0%, while the area left of the dashed line yields a
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Figure 4.23: Cumulative distribution of detection rates per aircraft for a
threshold of 12 dB and a window length of 8 s.

true-positive rate of at least 80%. Due to the nature of PR systems, not all
aircraft can be verified at all times. This occurs due to different factors, such
as location accuracy for the illuminator and the sensor, transmission delay of
the GNSS positions through ADS-B, or an aircraft flying through a null area
of the illuminators antenna pattern. For the remainder of our evaluation, we
will use a window length of 8 s and a detection threshold of 12 dB.

The distribution of the detection ratio per aircraft reveals that approxi-
mately 80% of aircraft were verified for at least 80% of the time for a com-
bination of a window length of 8 s and a detection threshold of 12 dB (see
Figure 4.23). Less than 10% of aircraft were verified for less than half the data
points and 40% were verified at all data points.

False Position Reporting
As our data was collected before the mandate for ADS-B version 2 was in
effect, we recorded a handful of aircraft that only implemented ADS-B version
0. These aircraft do not use GNSS to derive their position but rather use
air-flow and inertial sensors to update the reported position. This can result
in upwards of several hundreds of meters of location error, depending on the
duration of the flight.

We identified three aircraft in our recorded data set that we were not
able to verify. Upon manual inspection, we found that the three aircraft, all
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Runway 14

5 km

Figure 4.24: Example trajectory of an aircraft equipped with a transponder
compliant to ADS-B version 0, using only inertial sensors to calculate its
location.

Table 4.2: Detection results for false track reporting.

Detections Expected Ratio

Aircraft 1 5 151 0.7%

Aircraft 2 91 419 15.8%

Fokker F100 models, were transmitting position reports with offsets, seemingly
landing hundreds of meters offset to the airport’s lanes. Two of those were
flying through our verification sector. Figure 4.24 shows the track of an aircraft
coming in to land at Zurich airport’s runway 14. The touchdown point is offset
from the runway by nearly a kilometer. Table 4.2 shows that for the same
verification parameters as before, both aircraft were verified only in 0.7% and
15.8% of the time. These values lay significantly lower than the numbers
shown in Figure 4.23.
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4.7 Discussion
As with any other system using radar-based technology, there are several
deployment challenges to consider, such as location as well as channel and
environmental factors.

The main challenges to keeping the system as low cost as possible are the
unstable clock of cheap software-defined radio platforms introducing both,
frequency drifts as well as sample clock jitter and the low-resolution analogue
to digital converter (ADC) typically producing high quantisation noise which
masks low power target echoes. PR processing is also inherently more resource-
hungry than ADS-B demodulation. We are therefore also facing challenges
with regards to the low power computing platform. A previous publication
presented a basic PR system built on the target platform running in real-
time [71]. While it was shown that the target platform fulfils the computation
requirements, its output quality was far from usable for verification.

Using DAB as the illumination signal poses the challenge of multiple trans-
mitters radiating the same signal on the same frequency in some configurations,
due to it being a single-frequency network technology. This complicates the
mapping of aircraft positions to the received signal echos and the transmitters
also do not transmit the signals simultaneously. Each transmitter is configured
with a non-published transmission delay, to move destructive interference to
areas where fewer receivers are affected. To circumvent these effects, one
either needs to conduct a separate measurement campaign to determine the
specific delays of each transmitter or to find a channel that is only used by a
single transmitter in the reception area. High-end PR systems use advanced
tracking algorithms, allowing a single sensor to localise echos to absolute
geographic coordinates. These algorithms would require more powerful pro-
cessing hardware and counteract the low-cost goal of our design.

We were able to verify more than 80% of aircraft without any false pos-
itives for a distance of up to 30 km and an altitude of 5 km, which covered
the airport’s important approach sector completely and a large part of the
takeoff sector, as well as its surrounding areas. While our system might appear
restricted in range and altitude, this is owed to the geographic and legislative
idiosyncrasies of Switzerland. With its mountainous regions, transmitting
radio signals with high power is not only wasted energy, but it will also leave
many areas shadowed by hills or mountains outside the reception range of
the transmitter. Therefore, there are more distributed transmitters with lower
transmission power to achieve higher coverage. Also, Swiss legislation de-
fines lower limits on non-ionising radiation than other countries. Finally, for
long-range and high altitude verification, our system can be extended by an
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FM-based verification system, which we demonstrated to also work in real-
time on the Raspberry Pi in a previous publication [71]. Other extensions
could also include using satellites as illuminators of opportunity to detect
en-route aircraft above a trajectory verification station.

4.8 Conclusions
This chapter presented an advanced countermeasure to provide secure loca-
tion verification for unsecured aviation location messages. We presented a
PR-based verification system for an aircraft’s ADS-B position and velocity
claims. We have shown that the technological advance is allowing real-time
computations on low-cost, small-footprint platforms where a decade ago a
whole cluster of computers was necessary. We presume that the performance
figures of our system could still be drastically improved using more optimised
code, data-structure optimisations, and processor-specific instruction sets. We
have further demonstrated how low-cost software-defined radios are more than
capable to provide adequate performance to receive echos from aircraft. Our
verification system successfully verified aircraft up to a range of 30 km with
false-positive and false-negative rates of 0% and 20% respectively. However,
all aircraft reporting their GNSS-based position were verified more than 40%
of the time with only 20% of aircraft being verified for less than 80% of the
time.

4.9 Advancement of the State of the Art
Staying true to our conviction of using strong attacker models, our advanced
countermeasure against trajectory spoofing in aviation allows for the strongest
possible attacker. We do not restrict the attacker technically but build a system
where the attacker only lacks knowledge. The attacker is allowed to know
the location of our verification system, we do not make use of hidden base
stations, and even if they knew on which frequency the signal of opportunity
was, the important information is even unknown to our system a priori, i.e.,
the actual content of the transmission. With these limitations, the strongest
Dolev-Yao style attacker will be confined close to the line of sight between
the IoO and our system.

There are various proposals on how to secure ADS-B, with the most sus-
tainable being cryptographic approaches, such as encryption [13, 36] or secure
hashing [56]. However, these are active changes that need to be reflected in
the standard and the aircraft has to actively implement them. As an advantage,
cryptographic approaches could be secure against the Dolev-Yao attacker,
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provided the cryptographic algorithms are secure. A further approach includes
the addition of a timestamp in ADS-B messages and tying the mobility of
the aircraft to the propagation speed of the signals [58, 90]. If these values
don’t match over a set of messages, the aircraft is not flying along the claimed
path. This approach allows verification of aircraft’s trajectories with a single
receiver, but even though an ADS-B message containing a timestamp has
been standardised, it is rarely ever used and requires changes to operations.
Further, such an approach is vulnerable to the Dolev-Yao attacker and also
not secure against a multi-device attacker. Finally, there are physical-layer
based approaches [70, 91], which use properties of the incoming signal to
determine if an attack is in progress. They are usually passive and do not
require changes to the standard. However, they usually use multiple sensors
and are not secure against strong Dolev-Yao attackers. Our approach is the
most versatile as our approach is passive, requires no changes to the standard,
allow verification using a single sensor and due to its usage of an out of band
signal for verification, we deem it secure against all but the very strongest
Dolev-Yao attackers. Table 4.3 summarises this compilation.
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Disclaimer
The work presented in this chapter is based in parts on the following publication
developed and written with the attributed collaborators:

• Daniel Moser, Giorgio Tresoldi, Christof Schüpbach, and Vincent
Lenders. “Design and Evaluation of a Low-Cost Passive Radar Receiver
Based on IoT Hardware.” In 2019 IEEE Radar Conference (Radar-
Conf19), 2019
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Chapter 5

The Oblivious Sensor
Network

This chapter presents our work on Privacy-preserving Multilateration Based on
Secure Multi-party Computation. It allows the localisation of radio transmitters
using multiple, distrusting sensors using a TDoA algorithm implemented in
an MPC framework. It serves as the basis for future anti-spoofing measures to
verify reported locations in a distributed and secure manner.

5.1 Introduction
Recent years saw a significant rise in availability and power of low-cost
computing devices such as the Raspberry Pi and low-cost SDR, as well as
smartphones in general. This evolution led to a boom in participatory sensing,
allowing researchers and hobbyists alike to deploy sensors even in more
sensitive areas such as at their private home. Depending on the sensor networks’
openness, this would lead to either the location being public or the data the
sensor delivers leaking the location indirectly, i.e., through names of wifi
networks or mobile phone cell towers.

With people becoming more sensitised about what data they publish on-
line or give to a third entity, they might refrain from participating in fully
open participatory sensing initiatives even though they might be interested in
contributing in general.

On the other hand, users being tracked through means of participatory sens-
ing, most prominently aircraft operators on networks such as FlightRadar24 [3]
or the Opensky Network [94], might want to cloak their exact position and
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therefore not transmit their trajectory. However, as long as the aircraft sends
out any electromagnetic signals, such as Voice, Mode-S or any other avionics
protocol, it can be localised through multilateration.

Multilateration locates a signal source using different signal properties like
TDoA, FDoA or angle-of-arrival (AoA). In general, all of those approaches
need to exchange private sensor data such as location or precise reception
timestamps. As previously introduced in Chapter 3, multilateration has been
proposed as a countermeasure to spoofing attacks injecting fake aircraft signals
into air traffic control systems [68]. Even though we presented a strong but
realistic attacker whose abilities allow us to defeat a multilateration counter-
measure, we still consider multilateration to be a very capable countermeasure
if employed accordingly.

We design our oblivious sensor network’s multilateration in a way that all
computations are performed on low-cost, low-power sensor hardware like the
Raspberry Pi. Similar to the discussions encompassing the current COVID-19
pandemic and possible proximity tracing approaches such as DP3-T [124], we
designed our localisation system in a purely distributed way. The coordination
node in our system can be a server located elsewhere or one of the sensors
participating in the localisation process. No asymmetry of knowledge is
present in our system. All public knowledge is known to every participant and
private information stays on the sensor itself. To achieve this goal, we only
publish timestamps of received messages quantised to milliseconds to leave
enough ambiguity on sensor location.

The privacy aspect not only arises because of attackers trying to inject fake
multilateration targets. Sciancalepore et al. [102] have shown, how nodes in
current participatory sensor networks that do not wish their position to be pub-
lic can be localised. Even though they explicitly call out the Opensky Network,
this is the inherent problem of participatory sensing and multilateration how
it is used today. There is always the possibility to uncover either the location
of transmitters or sensors if a subset of data is known. The oblivious sensor
network we present in this chapter is designed as a completely novel system
based on our privacy requirements, taking all these considerations into account.
Our approach cannot easily be incorporated into existing public participatory
sensor networks as it will break privacy to mix publicly known sensors with
private ones.

Our goal is to develop a method to localise a moving transmitter (in our
case, an aircraft sending ADS-B and other Mode-S packets) from ToA mea-
surements (timestamps) at a set of fixed sensors. A distinct requirement of our
system is that sensor positions are regarded as privacy-sensitive information
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Table 5.1: Requirements for our multilateration system.

Clear Text Secret Sharing
MPC

Cryptographic
MPC

Sensor Privacy 7 4 4

Low Communication
Cost 4 (4) 7

Low Processing
Time 4 4 7

Secure Against None
Malicious
Minority

Malicious
Majority

by the respective owners and should not be disclosed to other entities. Keeping
the sensor locations private brings the following benefits:

Increased coverage and accuracy: it allows to attract a larger number of
contributors (sensor hosts), particularly in countries with strong govern-
ment scrutiny, with obvious benefits in terms of coverage and localisa-
tion accuracy. A privacy-preserving multilateration method might allow
extending the system also in countries where hosting a sensor might
attract further scrutiny by the local authorities.

Increased robustness against spoofing: Multilateration has been proposed
as a method to verify location claims to counteract spoofing attacks,
but our work has shown that a set of coordinated spoofing devices
can fool the verification system (see Chapter 3). However, to set up a
multi-device spoofing attack, the attacker must precisely know the exact
location of all sensors. Therefore, keeping the sensor locations private
inherently prevents multi-device spoofing attacks.

Ultimately, our requirements towards the oblivious sensor network lie in
the criteria such as sensor privacy or how the communication cost needs to
be low enough so volunteers’ Internet connection is not congested, as we
cannot assume everyone deploying such a sensor to have high-speed optical
fiber at their disposal. Further, the processing time on each sensor should
be low and finally and foremost, the system should provide security against
malicious third parties. These criteria are listed in Table 5.1 alongside possible
approaches to implement the multilateration system. It is apparent that secret
sharing based MPC brings the advantages of a clear text implementation
and avoids the disadvantages of high communication and processing costs of
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cryptographic MPC. However, it comes at the cost of only providing security
against a malicious minority.

We provide further details on the background and design decisions in the
next section, followed by the system and attacker models. Later, we evaluate
our implementation of the privacy-preserving multilateration algorithm both
on high and low-performance hardware, both local-only and fully distributed.
Finally, we discuss our findings, compare our oblivious sensor network to
related work and conclude this chapter.

5.2 Secure Multi-Party Computation Background
This section introduces the background on MPC. Refer to Chapter 3 for a
high-level background on multilateration.

To protect the precise reception timestamps and sensor locations required
by the multilateration algorithm, we make use of MPC. MPC, in general, are a
set of functions and protocols, that allow multiple parties to compute the result
of a function. At the best, none of the parties participating in the protocol
should be able to learn the input of the others. However, there is usually a
trade-off between the security of the private inputs and the complexity of the
underlying protocols i.e., high privacy comes at the cost of high computation
and communication costs. But this rule of thumb does not hold for all cases.
High privacy and low communication and processing costs are achievable if
only secure addition is required.

On a high level, MPC approaches can be categorised in secret-sharing
based i.e., Shamir secret sharing, and public-key cryptography based ap-
proaches, i.e., homomorphic encryption. In general, the former are more
lightweight in resource requirements but are not secure against a malicious
majority if used for arbitrary mathematic functions, while the latter offer high
resilience against malicious third parties but require many more resources.

From an implementation side of things, Hastings et al. [44] provide a
comparative overview of various MPC compilers. In their systematisation
of knowledge paper, they provide information on the state of development,
the underlying MPC primitives and the attacker model used. They describe
implementation details for the presented compilers and provide ready-to-use
containers on their corresponding Github repository so other researchers can
try out the different compilers easily.1

1https://github.com/MPC-SoK/frameworks
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5.3 System Description

Multilateration Targets

Input/Compute Nodes

Compute-only Nodes

Figure 5.1: System overview for our MPC-based multilateration system. It
consists of three parts: (1) Multilateration targets (2) Input/Compute Nodes
and (3) Compute-only Nodes.

Our system is built as a participatory sensor network consisting of ADS-
B/Mode S receivers in our scenario. Such a setup is similar to platforms such
as FlightRadar24 [3] or the OpenSky Network [94] with the key difference that
the sensors do not report their exact location even to the network operator and
reception timestamps are rounded to milliseconds. Thus, our sensor network
is oblivious to the sensors’ private information that feed sensed information.
The sensors are purely passive receivers of the non-cooperative aircraft’s
transmitted signals.

Figure 5.1 gives a high-level overview of the components of our sensor
network. The multilateration targets, aircraft in our case, broadcast various
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ADS-B and Mode S messages autonomously or initiated through ATC ground
stations. The sensors do not interact with the aircraft in any way and only
receive the transmissions on the 1090 MHz channel. The sensors behave as
input and compute nodes as they will both give input and perform computation
on the secret values. Finally, there are the compute-only nodes, they take part
in the computation without providing any input and serve as semi-trusted third
parties. The compute-only nodes can be run by a single party on a central
server, or they can be distributed to different operators. As there is always
one less compute-only node than the private threshold, running them on the
same server does not violate the privacy of the sensors, as long as they are not
colluding with any of the sensors.

If a classical ADS-B/Mode S sensor network wants to localise an air-
craft that is not transmitting its location, they will gather the nanosecond
timestamps—in the case of sensors equipped with GPS receivers for time
synchronisation—reported by the sensors and the sensor’s respective location
to multilaterate the aircraft. These computations are usually performed on the
sensor network’s central servers.

It becomes immediately apparent that our envisioned sensor network is
not able to perform these computations as neither the exact locations nor the
high precision timestamps are reported to the central server. We, therefore,
resort to MPC to multilaterate the aircraft without leaking the sensor’s private
information.

The network’s operations can be split into two different stages. In the first
stage, the sensors anonymously publish their received signals, alongside a
truncated timestamp to the central server. In the second stage, five sensors that
received the same message multilaterate the aircraft through MPC. Figure 5.2
details the necessary steps, where (a) shows the publication and (b) through
(d) the multilateration steps detailed in the rest of this section.

5.3.1 Publication of Received Messages
During normal operation, each sensor will keep a list of received ADS-B
and Mode S messages alongside the exact, nanosecond precision reception
timestamps locally saved. The messages and truncated millisecond timestamps
are shared to the central server through the anonymous publishing primitive
offered by linear secret sharing, anonymous peer-to-peer networks such as
TOR [29] or anonymous publishing protocols [55, 66, 107]. The central server
learns both, the seen aircraft by their ICAO identifier contained within the
ADS-B/Mode S messages, as well as the number of sensors that received the
messages. However, the central server cannot learn the identity of the sensor
that provided the information.
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(a)

7
4
7
4
4
7

(b)

(c) (d)

Figure 5.2: High-level steps in our multilateration system. (a) shows the
sensors reporting received aircraft signals. In (b), the server determines if
aircraft of interest to multilaterte and if their signal was seen by enough sensors.
The server then publishes a list of messages to multilaterate in (c) and, finally,
in (d), the sensors and compute-only nodes perform the private multilateration.

As our focus lies on the privacy-preserving localisation of aircraft, we do
not detail the message publication further and take the anonymous publishing
protocol as given.

105



The Oblivious Sensor Network

5.3.2 Multilateration of Targets
In the second stage, the central server identifies aircraft to multilaterate and
publishes the ICAOs as well as the specific messages that were received by a
sufficient number of sensors. This information is then pulled by the sensors to
learn if they should participate in a multilateration of an aircraft.

Multilateration Algorithm
Multilateration uses multiple anchor nodes to localise a signal source based on
metrics such as TDoA, FDoA or AoA for uncooperative nodes or the range
for cooperative nodes. These metrics are usually the basis for an optimisa-
tion problem which can either be solved iteratively through an optimisation
algorithm e.g., gradient descent or in closed form, if possible.

We opted to avoid iterative schemes in this work, as we deemed the
disadvantages too severe. First of all, the choice of appropriate optimisation
parameters usually varies from one subset of sensors to the next. Suboptimal
parameters easily lead to divergence in the optimisation process. Second,
iterative approaches use an unknown number of optimisation rounds, incurring
additional communication cost to detect if convergence was achieved. Finally,
as the number of iterations could lead to leakage of private data, so could
intermediate results, which could be public depending on the MPC protocol
used.

To avoid the presented drawbacks, we chose the same lightweight multilat-
eration approach based on the TDoA as previously used in Chapter 3.

Aircra f t

Sensor#1

Sensor#2

Sensor#3

(a) Classic

Aircra f t

Sensor#1

Sensor#2

Sensor#3

(b) Schmidt

Figure 5.3: Explanation of Schmidt’s multilateration locating the target on
intersecting straights instead of hyperbolic curves.

In classical TDoA multilateration, one builds pairs of sensors and based
on the difference in signal arrival time, defines parabolas that intersect in the
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desired location. However, due to the non-linear fashion, errors in measure-
ments will make the intersection area, and ultimately the location error, large.
Schmidt’s algorithm tries to mitigate this through intersecting straights to find
the signal’s source. Instead of using pairs of sensors, he used triplets which in
turn are located on a hyperbolic curve (either ellipsis or hyperbola). A minor
disadvantage of Schmidt’s approach is its reliance on an additional sensor to
create an overdetermined equation system i.e., ndim+2 sensors as opposed to
ndim+ 1 for the classical approach. The variable ndim denotes the number
of dimensions the multilateration is calculated in.

To localise a signal source, an aircraft in our case, we need to build an
overdetermined equation system Ax = b. For that, we create group-of-three
permutations of the participating sensors (denoted by the indices i, j, k). The
matrix A is then built row-by-row based on the following equation:

Ai jk = pi ·∆ jk + p j ·∆ki + pk ·∆i j (5.1)

Where ∆i j = (t i − t j) · c denotes the TDoA between sensors i and j
(scaled by the speed of light) and pi = [x i , yi , zi] the location vector of sensor
i. Calculating Ai jk as defined in (5.1) returns a vector that is filled into A as a
row vector.

The vector b is build on the same groups-of-three in the following way:

bi jk = 0.5 · (∆i j ·∆ jk ·∆ki +
∑

p2
i ·∆ jk +

∑

p2
j ·∆ki +

∑

p2
k ·∆i j) (5.2)

with
∑

p2
i = x2

i + y2
i + z2

i .
The overdetermined equation system is then solved in closed form, based

on e.g., Gaussian elimination, to yield the aircraft’s location.
Analogous to the approach in Chapter 3, we replace the altitude in the

multilateration result with the aircraft’s reported altitude to calculate the error.
This is necessary due to the bad dilution of precision for the altitude as all
sensors are deployed on the ground and small errors in time measurements
will result in large errors in the vertical axis. One might argue to resort to
two-dimensional multilateration instead, with the advantage of requiring one
sensor less to get a fix on the location. This would, however, entail the usage of
a local two-dimensional reference coordinate system. Using three-dimensional
multilateration and converting all coordinates to ECEF allows our approach to
work anywhere on earth without modifications.

To protect the identity of the sensors, they do not communicate directly
with each other, otherwise, any sensor could build IP – Multilateration Result
pairs of its peers and over time build a reception range map for each IP address
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that collaborated in multilaterating aircraft in the area. As even consumer
routers configured by the Internet service provider through DHCP can keep
their IP for months, the communication needs to be obfuscated. With a
reception range map, a sensor’s location could be narrowed down, therefore,
compromising the sensor’s privacy. To overcome these problems, we could
either use the central servers with their computing nodes as proxies or an
anonymous overlay network to hide the identities of the sensors on a system’s
level. In this chapter, we assume the anonymous communication as provided
by TOR [29], P5 [107] et al. to be given and outside the focus of our work.

MPC Details
In the oblivious sensor network, we make use of the MPyC framework [98],
one of the few MPC frameworks usable from a scripting language, there-
fore removing the intricate language complexity of low-level programming
languages such as C or C++. As MPyC was only published shortly before
their original systematisation of knowledge paper, Hastings et al. [44] did not
cover it in their publication. It was later added to their Github page along
with the projects mentioned in the paper.2 Another advantage of MPyC is its
compatibility with previously written Python code. Algorithms implemented
in pure Python, without frameworks such as NumPy, SciPy et al., can easily be
used in MPC programs as the framework overrides the mathematical operators
to the proper MPC equivalent implementations.

MPyC belongs to the class of secret sharing based MPC frameworks. On
one hand, this means it can perform calculations with an arbitrary number
of parties, on the other hand, it can only handle a malicious minority. If an
attacker were able to compromise more than half the participating nodes, he
would be able to recover all private information.

Each sensor rescales the nanosecond timestamps by multiplication with
the speed of light to bring the values in standard units closer to integers. We
implemented the system in the MPyC framework using secure integers for
building the equation system and secure fields (integers again) for the solution
step. While this is the optimal data structure to work on private shares, it will
introduce an error on the multilateration result. We could scale the problem
by a few orders of magnitude which would require larger secret integers
and therefore higher communication costs. On the other hand, the position
broadcasted by airplanes is already several tens of microseconds old (called
uncompensated latency) and can incur errors of up to ∼150 m [87]. As we
will show later in the evaluation, using larger secret integer datatypes will

2https://github.com/MPC-SoK/frameworks
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not incur a penalty on the processing time but only on bandwidth. We can,
therefore, still rescale to millimeter resolution to avoid numeric instability of
the problem due to quantisation noise.

Our implementation uses the linearised multilateration algorithm described
above. Once the sensors built the equation system accordingly, we privately
convert the secure integers to secure field values to prepare the solution stage
of the multilateration. We solve the resulting equation system privately using
the Bareiss-like Gaussian elimination as presented by Blom et al. [16]. The
result is then uncovered by one of the compute-only nodes by gathering the
secret shared values and recovery of the secret. The multilateration result is,
finally, published with the identity of the aircraft by the central server. The
result does not give any information about the sensors that received the signal
nor the sensors that partook in the private multilateration.

5.4 Threat Model
While the future goal for this work is to provide signal spoofing resilience to
avionics sensor networks, the signal spoofing attacker in any kind of definition
is not yet considered in this work. However, the attacker described herein can
be understood as a subset of the capabilities a spoofer would need to acquire
to launch a successful spoofing attack against such a system.

In this work, we, therefore, consider the dishonest minority threat model
inherited from the MPyC framework. It is, however, not specific to the MPyC
framework as similar approaches based on secret sharing are only compatible
with the dishonest minority threat model. To achieve dishonest majority, we
would need to employ public cryptography primitives and highly complex
algorithms for processing the same function. Other popular approaches such
as homomorphic encryption would not work here, as they use a single pub-
lic/private key-pair and therefore any of the sensors could decrypt any of the
others’ secret values. Secret sharing only supports dishonest majority for
addition and subtraction with multiplication on the other hand we can have at
most n−1

2 dishonest parties as multiplication increases the polynomial’s degree
which would make the result unrecoverable for degrees higher than n−1

2 with
n parties.

By adding the n−1
2 compute-only nodes, an attacker can control n− 1 of

the n sensors but they can not recover the secret shared location and timestamp
values. Either value will fully compromise the sensors’ privacy. The added
compute-only nodes themselves can also not recover the private value without
the help of an additional sensor. Therefore, under the assumption that the
attacker is not able to compromise the compute-only nodes, they cannot
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recover the shared secret of other sensors, leading to a quasi dishonest majority
attacker model among the sensors.

Our work does not limit the attacker in any way in the number of deployed
sensors, but we assume they will always abide by the protocol and not corrupt
the input of the multilateration algorithm.

5.5 System Evaluation
In this section, we evaluate the multilateration performance in terms of pro-
cessing time as well as the communication costs. We perform the evaluations
in two main scenarios, namely local and distributed. In the first scenario, all
processing nodes are located on the same computing platform and therefore
the networking delay should be minimal, but the processing cost will be higher.
In the latter scenario, we distribute the nodes to each run on its individual
computing platform. We use the following two computing platforms for our
evaluations:

• 2018, 15-inch MacBook Pro, equipped with a hexa-core Intel Core
i7 processor running at 2.6 GHz and 32 GB of DDR4 RAM running
MacOS Big Sur 11.1

• Raspberry Pi 4A, with a quad-core A72 ARMv8-A processor running
at 1.5 GHz and 4 GB of LPDDR4 SDRAM running Raspberry Pi OS
(Debian Buster) in 64-Bit mode

For the distributed scenario, we connected a total of 10 Raspberry Pis
through two gigabit ethernet switches. In all evaluations, we run the script
50 times with and without SSL as provided by the MPyC framework. This
will show the penalty incurred by the use of SSL encryption on the overall
processing time.

Finally, we will perform a mixed scenario to reflect a real-world setup
where five Raspberry Pis give input and each run a single node in conjunction
with a central server (here the MacBook Pro) running four nodes locally.

For all basic benchmark scenarios (i.e., not for the mixed scenario) the first
node will hold all private information and secret-share them with the other
sensors. This way we can benchmark the computation costs even below the
required number of sensors for Schmidt’s algorithm.

After the performance evaluations, we will show how our privacy-preserving
implementation only incurs minimal error compared to a clear text implemen-
tation as used in Chapter 3.

110



5.5 System Evaluation

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18
Number of Nodes

10 1

100

101

Ti
m

e 
[s

]
MacBook Local
MacBook Local SSL

Figure 5.4: Mean processing time and standard deviation for a varying number
of local nodes on a MacBook Pro.

5.5.1 Local Nodes
For the local scenario, we ran the multilateration script a total of 100 times
for each configuration of up to 18 nodes. We used a bit length of 80 for the
secret-shared values in these evaluations, which was the smallest value capable
of producing a correct result for a simulated multilateration scenario on a 200
by 200 kilometer grid.

As expected, the processing time increases exponentially with the number
of nodes, as each node needs to communicate with each of the others and
therefore resulting in n·(n+1)

2 connections for n nodes (i.e., 171 connections
for 18 nodes). On the MacBook Pro (shown in Figure 5.4) with two additional
cores and a higher clocked CPU, in general, we can run 12 local nodes before
crossing the one second mark in overall processing time. The Raspberry Pi
platform on the other hand (Figure 5.5) is only able to run 7 nodes in under
one second. As the number of nodes crosses the number of processing cores,
the added context switches make the Raspberry Pi cross over the one hundred
second mark with 17 local nodes.

While there is a visible difference between using SSL to encrypt the
exchanged data, the performance penalty only marginally increases the overall
processing time by approximately a tenth of a second on both platforms.
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Figure 5.5: Mean processing time and standard deviation for a varying number
of local nodes on a single Raspberry Pi.

5.5.2 Distributed Nodes
Next, we ran our multilateration script on ten Raspberry Pis, connected via two
gigabit ethernet switches with the same parameters as the previous experiments.
In the distributed scenario, each Raspberry Pi only hosts a single node to see
the effect of a network medium on our multilateration script.

Figure 5.6 shows the effect of a real network as opposed to link-local
communication. The standard deviation has risen quite drastically and we
show the median processing time as opposed to the mean, as there were
individual instances of the script taking multiple seconds to finish. The most
drastic effect was with 9 nodes, where the median processing time crossed the
one second line, only to dive below for 10 nodes. Generally, it can be said that
running a single node on a Raspberry Pi incurs only minimal processing costs
as these numbers were all below their local scenario counterpart (except for
the outliers of multiple seconds).

However, not only the processing time to get to the result is crucial in
our proposed system, but also the amount of data communicated. Some
of these sensors might be deployed in areas with poor landline or wireless
connectivity. While the transmitted data per sensor increases linearly, due to
the exponential number of connections, the over-all communicated data also
increases exponentially (as shown in Figures 5.7 and 5.8). However, with
secret shares of the size of 80 bits, none of the nodes transmits more than
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Figure 5.6: Median processing time and standard deviation for a varying
number of distributed nodes each on its own Raspberry Pi.

50 kilobytes. The results shown here are the raw data transmitted by MPyC
for one localisation without any upper-layer headers. We focus on the raw
data, as different configurations of networks (e.g., IPv4, IPv6 or even GSE for
SATCOM) will add a different amount of header fields and this would distort
the results.

5.5.3 Realistic Setup
In this set of experiments, we connected five Raspberry Pis to the MacBook Pro
to mirror a more real-world deployment with five sensors and a central instance
acting as the semi-trusted third party. The five nodes on the Raspberry Pis act
as input nodes, each sharing its simulated location and reception timestamp
with the other input and compute nodes. The MacBook Pro stands in for
the semi-trusted third party, assisting in the multiparty computation without
providing input.

To explore the influence of the size of the secret shared values, we varied
the number of bits in the secret shared values from 80 to 260 in five bit
increments. We measured both the time it took for the multilateration to run to
completion and the amount of data sent to other nodes.

Figure 5.9 shows that the higher number of bits in the secret shares do
not influence the processing time measurably as the data exchange between
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Figure 5.7: Transmitted bytes per node for a varying number of local nodes
each on its own Raspberry Pi for one multilaterated position.
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Figure 5.8: Total number of bytes sent for a varying number of local nodes
each on its own Raspberry Pi for one multilaterated position.
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Figure 5.9: Median processing time for various bit sizes of the secret shared
values.

the nodes incurs a higher delay as the added processing needed to compute
the results on the individual nodes. The median processing time for the
multilateration oscillates around the one second mark.

As previously explained, we do not want to incur too much of a commu-
nication cost to the user deploying the sensor. Therefore, we measured the
amount of communicated data per sensor and overall.

We see the expected behaviour of the exchanged data linearly increasing
in Figure 5.10. The whole multilateration procedure never consumed more
than half a megabyte for a single multilateration as shown in Figure 5.11.

5.5.4 Localisation Comparison to Clear-Text Implementation
For performance reason, our privacy-preserving implementation uses whole
numbers as opposed to fixed-point numbers. Our performance evaluations
revealed that using larger numbers only impacts the number of bytes trans-
ferred but not the overall computation time. Therefore, we will scale the input
numbers by a factor of 1,000 to millimeters to achieve better numerical stabil-
ity. With this scaling factor, we needed to set the size of the secret integers to
150 bit. We take the LocaRDS dataset [95], offered by the OpenSky Network,
as a basis to evaluate the residual quantisation error.

The dataset contains eight subsets with one hour of data each. However,
many sensors only provide coarse, unsynchronised timestamps. We therefore
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Figure 5.10: Total number of bytes sent for a varying number of bits in the
secret shared values per sensor.
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Figure 5.11: Total number of bytes sent for a varying number of bits in the
secret shared values summed for the whole multilateration.
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Figure 5.12: Error between clear text, privacy-preserving multilateration and
reported location. Rounded denotes an MPC implementation without a scaling
factor of 1,000.

extracted a subset of 1,000 localisation candidates which were received by 5
GPS-equipped sensors and did not yield a higher deviation from the reported
location than 1 km with clear text multilateration. We then calculated the
deviation between the clear text multilateration and our implementation in the
MPyC framework.

Figure 5.12 shows the multilateration errors compared to the aircraft’s
reported location. All three curves look very similar. When going into more
detail and comparing the two MPC implementations’ error against the clear
text location, we see a clearer argument for scaling. Without scaling, the errors
can amount to more than 100 m with a maximum deviation of 173.4 m. With
scaling, on the other hand, the error compared to the clear text implementation
lies within less than 10 cm for most results with a maximum error of 44.3 cm.

5.6 Privacy Evaluation
In this section, we will prove both geometrically and mathematically that our
approach does not leak any information on any node, provided the attacker is
not able to compromise enough nodes (plus servers) to break the secret sharing.
We will further discuss additional steps to protect the nodes’ privacy.
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Figure 5.13: Error between clear text and privacy-preserving multilateration.

5.6.1 Geometrical proof
Provided the anonymous sensor’s private data (#»pa, ta) are not leaked through
collusion between the computing nodes and input nodes, any pair i, j of
colluding sensors has the following information:

• Locations of themselves (#»pi and #»p j)

• Time of arrival (t i and t j)

• Location of aircraft (#»m)

By definition of Schmidt’s algorithm [97], the aircraft lies at one of the
foci in two-dimensional space. However, a single focus and two points on the
ellipse do not yet fully define the ellipse. While the second focus’ location
can be narrowed down to the second leg of the hyperbolic curve defined by
#»pi ,

#»p j and #»m, this is not sufficient for locating #»pa without the knowledge of
ta as the knowledge of t i and t j alone do not provide any more information
on the ellipse as the sensors’ and the aircraft’s location are both fixed and the
TDoA, therefore, too. Figure 5.14 gives an example where only configuration
1 places the anonymous sensor on the outline of the ellipse. As all ellipses are
independent and are all underdetermined, they can be fashioned to cross at
any arbitrary location on the coordinate system. It is, therefore, not possible
to determine the exact (or even coarse <300 km) location of the anonymous
sensor without any data leakage.
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(a) Configuration 1 (b) Configuration 2

(c) Configuration 3

Figure 5.14: Different configurations for the same ellipse parameters. Sensors
A and B as well as the aircraft’s location are fixed while the second focus is
being relocated. Only one configuration leads to the correct ellipse with the
anonymous sensor located on the outline.

5.6.2 Mathematical proof
An ellipse is defined by any point #»x on its outline being at a constant distance
to both its foci, with a special case of a circle where the two foci occupy the
same space. Formalised we get

�

�

#»x −
#»

f1

�

�+
�

�

#»x −
#»

f2

�

�= 2a (5.3)

with
#»

f1 and
#»

f2 being the foci and a the length of the ellipse’s semi-major
axis. If we now expand the equation to the situation described above with two
colluding sensors #»pi and #»p j , the location of the aircraft #»m and the anonymous
sensor #»pa we arrive at (simplified 2D case)
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Æ

(xa − xm)2 + (ya − ym)2 +
Æ

(xa + xu)2 + (ya + yu)2 = 2a (5.4)
Æ

(x i − xm)2 + (yi − ym)2 +
Æ

(x i + xu)2 + (yi + yu)2 = 2a (5.5)
q

(x j − xm)2 + (y j − ym)2 +
q

(x j + xu)2 + (y j + yu)2 = 2a (5.6)

with #»u denoting the unknown second focus. The shaded terms all contain
at least an unknown term and we, therefore, have an equation system with
three equations and five unknowns in the two-dimensional case. Independent
of the number of dimensions, it can be said that for one ellipse we get

dim #»pa + dim #»u + 1 (5.7)

unknowns and if the colluding sensors would include an additional sensor or
multiple multilateration results – in both cases adding additional ellipses –, the
number of unknowns grows to

dim #»pa + Nel l · (dim #»un + 1) (5.8)

with Nel l denoting the number of ellipses and #»un their respective unknown
focus. Eq. (5.8) defines the lower bound of unknowns for the case that all
sensors collude to de-anonymise the anonymous sensor. Adding ellipses with
another non-colluding sensor adds another dim #»pa unknowns.

5.6.3 Privacy Leakage through Multilateration Result
The coarse location of the anonymous sensor can be determined when collect-
ing data on a large number of aircraft multilaterations, noting all multilateration
results and building a range map for the sensor. However, it is not possible
to determine the exact location of the sensor due to the irregular shape of the
reception range which is influenced by terrain, buildings, antenna placement,
electronic interferences and many more factors.

There is also the possibility of not disclosing a multilateration result based
on the resulting location i.e., artificially reducing the reception range, providing
a "safe zone" or using a probabilistic element providing a decision to uncover
the location or not. Such an approach will at most provide anecdotal privacy.
Two facts speak against such a solution:

• If the multilaterated aircraft transmitted its location and velocity in any
of the messages within a certain timeframe, an attacker could interpolate
this location and estimate where the non-disclosed multilateration result
was located.
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• If no position message is available and the attacker controls at least three
sensors that received the aircraft’s message it could itself multilaterate
the aircraft on its own and through this knowledge get more insight on
the anonymous sensor as the "safe zone" would be leaked.

As introduced in our system model, a better solution is to either:

• offer the semi-trusted computing nodes as proxies so the sensors do not
communicate directly with each other, or

• use Tor or other anonymous P2P overlay networks to provide anonymity
on a system level so disclosing a multilateration result will not leak a
sensor’s identity and subsequently its reception range.

5.7 Related Work and Discussion
A privacy-preserving multilateration system similar to ours has been presented
previously by Shu et al. [108]. They propose range and beacon-based multilat-
eration protocols. Like us, they rely on least square error minimisation of the
measurements through an overdetermined linear equation system. However,
here is where the similarity of the two systems ends. In their system, the lo-
calised node is both cooperative and partakes in the localisation protocol. Shu
et al. propose three different protocols for three different scenarios, having in
common that in any case, only the localised node knows its exact location. The
first scenario uses multiple, possibly mobile nodes that each perform multiple
ranging measurements with the node. In the second scenario, and most similar
to our problem, the node sends a single broadcast beacon to all anchors and in
the third scenario, the anchors send beacons to the node. The protocols used
are based on linear secret sharing and the Paillier cryptosystem.

However, none of their protocols is applicable to our problem, as both the
system interaction and the privacy model are different from our work. Their
privacy model is stricter than ours, as their goal is that the localised node itself
is aware of its precise location. The anchors can at most produce a coarse
location for the target node, depending on the privacy level. We, on the other
hand, want to keep the anchors’ locations private while publishing the target’s
location to the public. Also, even though their performance plots indicate
better performance than us, there are a few things to consider: first of all, their
performance plots are based on assumptions, not an actual implementation.
Further, their protocol execution time does not take into account the added
complexity of n nodes communicating with n − 1 other nodes, which will
bring execution time to exponential growth. And, finally, their work does
not discuss problems arising from communication i.e., the node will learn
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an anchor’s network address and can, therefore, over time localise it through
several localisation requests.

Jiang et al. [53] present two protocols built around secure trilateration
and multilateration also based on Paillier’s cryptosystem and edge servers
processing the inputs before handing the encrypted result back to the wireless
sensor node for self-localisation. Their use-case is completely different to ours
as the node to localise (the aircraft, in our case) wants to self localise without
the anchors learning its location. However, they assume the base station not
colluding to uncover the node’s location, but each base station knows its range
to the node. A similar ranging-based approach using Paillier’s cryptosystem is
described by Alanwar et al. [11]. They use polyhedra, which they overlap to
produce an intersection polyhedron within with the node is localised. Because
the equation system of the intersection polyhedron does not hold any private
information, they can use the additive-only homomorphic encryption provided
by Paillier. They note that fully homomorphic encryption is still far from
being useful and similar approaches induce large communication costs. Herein
lies the problem for a system such as ours. Through the usage of Shamir’s
secret sharing and pseudo-random secret sharing, we sacrifice the number of
colluding nodes but gain a complete set of mathematical operations as opposed
to approaches like Paillier’s cryptosystem.

The MPyC framework offers a plethora of mathematical and logical func-
tions built-in. However, solving an equation system by Gaussian elimination
is not implemented in the core library at the time of writing. Blom et al. [16]
recently published their work on secure ridge regression. As opposed to other
approaches for solving the ridge regression e.g., by Gradient Descent [39],
Blom et al. implemented a closed-form solver based on randomised Gaussian
elimination. They contributed their code as a demo script to MPyC, which
builds the basis for the solver stage of our multilateration implementation.3

Our oblivious sensor network proposal presents the typical privacy versus
performance compromise found in countless security and privacy works. Us-
ing "perfect" MPC based on public cryptography approaches could provide
perfect privacy for sensors in case an attacker controls more than half the
nodes performing the multilateration. However, such a system will incur high
processing and communication costs. The often-used partial homomorphic
encryption approach based on Paillier’s cryptosystem [11, 53, 108] is not ap-
plicable to our problem, as the shares are encrypted using a single common

3https://github.com/lschoe/mpyc/blob/master/demos/
ridgeregression.py
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public-private key pair. As our sensors both create the shares and perform
computations on them, they could decrypt other sensor’s inputs.

Due to the mutual distrust among the sensors, an attacker cannot learn
anything about other sensors even if they were to deploy their own sensors
in the participatory sensor network. However, anyone deploying a sensor
has to trust the sensor network’s operators on multiple layers. First of all,
the operator needs to be trusted that the code they distribute abides by the
privacy-preserving algorithm proposed. But even when the operator abides
by the protocol, they could deploy their own sensors and, together with the
compute-only nodes, cross the threshold of n−1

2 and uncover the other sensors’
locations. Nevertheless, inherent trust in the network’s operator is in any case
a deciding factor with any kind of hardware and communication system.

As previously already hinted at, we want to lay the groundwork for an
advanced countermeasure against an advanced and distributed wireless signal
injection attacker. Having distrustful sensors and an oblivious sensor network
design, a spoofer could not easily produce aircraft messages whose protocol
location matches the TDoA pattern at the sensors. Before proposing and
evaluating such a system against this kind of threat, we needed to make sure
the network itself (a.) properly protects the privacy of individual sensors
and (b.) provides fast computation performance. While it is conceivable
that an attacker deploys such a number of sensors that they could either inject
arbitrary false data or use their known position to spoof wireless signals against
their own sensors, this is a problem encompassing any participatory system.
There are many ways incorrect and corrupted data can make its way into a
participatory sensor network [93] and input verification and data scrubbing in
such systems is still an open problem and could warrant a thesis of its own.

5.8 Conclusions
In this chapter, we presented a lightweight privacy-preserving multilateration
approach using a TDoA algorithm implemented in the MPyC MPC framework.
We have shown how high privacy can be guaranteed to the individual nodes
while consuming less than a second of CPU time and less than 100 kilobytes of
the sensor’s network connectivity to solve the TDoA system. While we cannot
provide perfect privacy with our system, we can keep the communication and
processing costs down by a few orders of magnitude by avoiding homomorphic
encryption and similar solutions.

Using our system as a building block for a privacy-respecting participatory
sensor network, it could be used as the basis for an anti-spoofing system,
therefore also advancing countermeasures in wireless security. Said system
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should be able to reliably uncover the multi-device attacker as presented earlier
in Chapter 3. As the sensors are effectively hidden and there is mutual distrust
between them, the attacker needs to infiltrate each sensor in its area to learn
their location.

5.9 Advancement of the State of the Art
The current state of the art in privacy-preserving localisation is largely built
upon the assumption that ranging information is available [11, 53, 108]. Our
oblivious sensor network is localising uncooperative transmitters, as ADS-B
is a broadcast protocol. Our localisation system could in return be used in any
localisation system without ranging capabilities or with uncooperative nodes.

Further, works in privacy-preserving localisation are usually based on the
assumption that the localised node initiated the localisation and its location
needs to be private from the anchor nodes it ranges to [11, 108]. However, in
such a system, sensors can easily collude to break the privacy of a node by
multilaterating the node outside the scope of the privacy-preserving protocol.
Such an attack is an inherent problem of wireless communication, as any radio
signal can be localised.

Finally, we set ourselves apart from the state of the art by performing the
localisation in a fully distributed way among the sensors without reliance on
edge-computing [53], aggregators [11] or similar approaches. Shu et al. [108]
also perform processing on all involved devices, however, not all nodes are
performing all the processing such as our system. They perform different
computations either on the localised node or on the anchors.
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Disclaimer
The work presented in this chapter was supported by the following collabora-
tors:

• Dr. Fabio Ricciatto
• Dr. Berry Schoenmakers
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Chapter 6

Summary and Outlook

This thesis serves the point to more rigorous evaluations of possible attacker
models in the wireless communication domain (and security research in gen-
eral). We highlighted how the physical layer provides both risks and oppor-
tunities to attack wireless communication systems and protect them from
advanced attackers. Chapter 2 provided a systematisation of knowledge on
different attack classes and helps classifying attacker models in terms of im-
pact and likelihood. While more advanced adversaries seem often not likely,
they should not be dismissed prematurely. Chapter 3 introduces two advanced
attacker models—namely the multi-device attacker and the signal-cancellation
attacker—the former challenging the common assumption that attackers can
only occupy a single point in space and time and the latter challenging assump-
tions that adversaries can only affect signals additively. For both of them, we
evaluated the knowledge required for the attacker and the requirements on suc-
cessfully launching such attacks in the real-world. In Chapter 4 we discussed
a modern countermeasure against advanced adversaries. We have shown how
physical layer signals of opportunity allow the verification of unauthenticated
aircraft location messages through cross-referencing reflected radio broadcast
signals. We presented how today’s low-cost computing platforms are able to
perform PR signal processing in real-time and low-cost SDRs have enough dy-
namic range to make signal reflections from aircraft’s fuselage visible. Finally,
in Chapter 5, we introduced a privacy-preserving multilateration scheme for
participatory sensing networks. It allows sensors to cooperatively multilaterate
an aircraft without disclosing any private information that would allow the
localisation of a sensor.



Summary and Outlook

Work beyond this thesis could go in different directions. First of all,
the presented privacy-preserving multilateration system could be evaluated
against various kinds of spoofers, including the multi-device attacker. Further,
in aviation, as well as other parts of critical infrastructure there are a large
number of legacy protocols in use. GPS in particular needs proper security
implemented to underpin the plethora of critical infrastructure relying on
its location and time information. Finally, it is imperative to re-evaluate
common assumptions regarding attacker’s capabilities, as well as proposed
countermeasures on a regular basis.
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